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Abstract

In the era towards green aviation, efficient flight operations and environmental sus-
tainability are paramount concerns for airlines. In day-to-day operations, this can be
achieved by flying aircraft in favourable wind conditions to reduce economic cost and
environmental impact. This paper presents a bi-level aircraft trajectory optimisation
algorithm designed for operations in unsteady wind conditions. The algorithm begins
with a modified Dijkstra approach applied to a coarse grid, providing a globally opti-
mised solution in the low-fidelity space. This is followed by high-fidelity optimisation
using shape optimisation principles with free-form deformation. By reformulating the
problem as a shape optimisation, the constrained optimisation is converted into an
unconstrained one with fewer variables, thereby substantially reducing the computa-
tional cost. The bi-level approach accelerates convergence and minimises the risk of
local minima. Applied to 2435 flights operated by our airline partner in 2022, the algo-
rithm demonstrated average travel time reductions of 13.1%, 1.7%, and 1.2% for routes
between Hong Kong and London, Sydney, and Singapore, respectively. The method
is shown to be especially effective for east-west flights in the presence of jet streams.
With GPU acceleration and CPU multiprocessing, the algorithm enables real-time
trajectory optimisation, offering notable potential benefits in terms of sustainability,
passenger comfort, and operational efficiency.
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1 Introduction

The aviation industry is undergoing a much-needed transformation towards sustainable
operations, driven by the imperative to reduce environmental impact while maintaining
economic viability. Improving fuel efficiency constitutes a fundamental domain within
this green aviation concept, given its direct influence on the economic and environ-
mental dimensions of air transportation. The expenditure on aviation fuel represents
one of the most substantial cost components for airlines, exerting a direct influence
on their profitability (International Air Transport Association 2020). In addition, there
are substantial environmental impacts—including toxic emissions, local air quality
degradation, and global warming effects—due to over 100,000 flights taking off and
landing daily around the globe (International Civil Aviation Organization 2019). In
their fuel-saving efforts, airlines have increasingly recognised the potential benefits
of harnessing tailwinds during the cruise phase of flights. By strategically leveraging
tailwinds, airlines can optimise their operations, resulting in not only fuel savings
but also other tangible advantages such as reduced travel time, improved operational
efficiency, and enhanced passenger comfort.

In fact, cruise trajectory optimisation is a long-standing but never outdated topic
in the air traffic research domain, especially in the presence of wind. There exists a
dichotomy between variable wind and unsteady wind in the literature. The wind field of
the former contains only a spatial variation, while the latter possesses both spatial and
temporal (spatio-temporal) variation. The history of this type of problem dates back
to 1929, known as the Zermelo’s navigation problem (Zermelo 1930), in which a boat
moving at constant velocity in a wind-affected region needs to find its minimum-time
path. Theoretical findings by Bryson and Ho (2018) for the aforementioned problem
led to an analytical solution of time-minimal trajectory optimisation for an aircraft
cruising at a constant altitude and airspeed. However, the iterative process of finding the
appropriate heading angle in their method lacks global optimal convergence proof due
to nonlinearities of wind currents such as jet streams. In an effort to avoid local optimal
solutions, Bijlsma (2009) proposed an analytical method coupling variational calculus
with graph theory to select the initial heading favourable for the algorithm. Based on
that, Ng et al. (2014) transformed the problem’s objective from time-minimum to
fuel-optimal and performed multi-altitude trajectory optimisation.

To date, numerous scholarly investigations have been conducted in this domain,
whose methods can be broadly classified into two main categories: grid-based and
grid-free. (This is the second dichotomy that is commonly discussed in the literature.)
A grid, or a network, is a spatial discretisation of the feasible domain. Some popu-
lar algorithms such as Dijkstra’s algorithm (Dijkstra 1959), A* algorithm (Hart et al.
1968), and D* algorithm (Stentz 1994) fall into this category. All of them discretise
the two-dimensional (2-D) computational domain and demonstrate satisfactory per-
formance for variable wind. Dijkstra algorithm is also extended to three-dimensional
(3-D) space by Wang et al. (2019) to solve unsteady wind problems. This family of
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algorithms efficiently traverses all nodes in the network and ensures global optimality
and completeness (Hart et al. 1968), and is particularly popular among traffic prob-
lems that are required to follow a network. However, the number of nodes increases
rapidly with the spatial resolution; with the inclusion of time as the third dimension, the
required number of nodes grows substantially and inhibits computational efficiency.
The time complexity of a 3-D Dijkstra algorithm is at least O(V log V), where V
is the product of longitudinal, latitudinal, and temporal steps. To achieve adequate
accuracy for long-haul flights, algorithms of this category may demand an infeasible
computation time.

On the other hand, grid-free methods work on a continuous spatio-temporal domain.
This category is more appropriately applied within the context of aircraft trajectory
optimisation, wherein the aircraft is not constrained to adhering to predefined path-
ways. One possibility is to convert the trajectory optimisation problem to a partial
differential equation (PDE), called the Eikonal equation ||Vu|| = 7, where u is the
distance function and 7 is the cost function (Delahaye et al. 2014). Such algorithms
include level set (Lolla et al. 2012), fast marching (Petres et al. 2007), ordered upwind
(Girardet et al. 2014), etc. However, solving a PDE is still computationally costly
and typically requires 2-D discretisation of the whole spatial domain. In addition, this
equation is steady-state (without the temporal marching term C(‘j—';), rendering it unsuit-
able for resolving the optimal trajectory in the presence of unsteady wind. Another
popular algorithm is based on direct collocation, which is an optimal control technique
commonly adopted in robotics. To minimise the objective function using this algo-
rithm, the optimiser selects aircraft states (position, speed, efc.) at every time step. This
approach is highly applicable to problems characterised by complex constraints and
is also adept at addressing challenges involving unsteady wind (Francoy et al. 2010;
Franco and Rivas 2011, 2014). In particular, this method parameterises all quantities
with respect to non-dimensional time, or time step index; hence, the number of time
steps is fixed. For time minimisation problems where total time duration is the objec-
tive, a scaling factor can be applied to the whole time horizon (At;, Vi) or variable
time steps can be adopted (Af; # At;, Vi # j). However, numerical difficulties can
arise when adopting these methods. For the former method, the optimiser can be very
sensitive to the scaling factor, which influences other design variables, increasing the
stiffness of the problem. Meanwhile, the latter method can increase the degree of free-
dom in the system, causing slow convergence. It is worth noting that, although the
governing equation or the model used are continuous, very often some discretisation
in the numerical methods is required. In recent years, some researchers have adopted
reinforcement learning techniques to optimally control aircraft states (Williams et al.
2023; Goddard et al. 2022; Nguyen et al. 2025). However, the integration of unsteady
wind fields has not yet been attempted and continues to pose a significant challenge
in model architecture development for the agent.

In this research, we develop a bi-level optimisation approach to design the wind-
optimal cruising trajectory. The cruising trajectory is optimised at a holistic scope,
where degree of freedom is provided at every hundred kilometres. Hence, wind data at
the mesoscale match this formulation best and are thus chosen in this study. A modified
3-D Dijkstra algorithm initially performs a global search on a coarse grid, emphasis-
ing design space exploration. The core of this research is an efficient and grid-free
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travel-time minimisation method that accounts for unsteady wind effects, targeting
the exploitation of the local feasible region. Our method represents the trajectory as a
continuous shape which exists in the continuous spatio-temporal domain. The trajec-
tory shape is controlled and deformed by several design points, which are allowed to
move continuously in the 2-D domain. The cost-function evaluation (i.e., travel-time
calculation) only requires the discretisation along the continuous trajectory; hence, the
problem has only one co-dimension. Such discretisation (1-D, complexity of O(n)) is
much more efficient than the two families of algorithms mentioned above (2-D, com-
plexity of O(nz)). The most notable difference between our technique and the direct
collocation method is that we do not parameterise control variables by non-dimensional
time; instead, the trajectory is deformed directly. Hence, fewer discretisation points
are required, and continuity constraints on aircraft state variables are not necessary
(since they are automatically satisfied). The grid-free property of this approach allows
for more flexibility in path planning, which is suitable for aircraft flight operations.

This paper is structured as follows. In Sect. 2, we provide details on the bi-level
approach to solve the trajectory optimisation problem, including the shape deformation
algorithm and the computation of the cost function, followed by a brief description
of the optimisation algorithm. In Sect. 3, we demonstrate the effectiveness of our
algorithm by comparing the travel time between wind-optimal trajectories, great circle
trajectories, and real operational data obtained from our airline partner. Finally, Sect.
4 concludes this work.

2 Methodology

In this section, we describe the data and methodology used to optimise the cruising
trajectory in the presence of unsteady wind. We adopt a bi-level approach with a fast
pre-optimisation followed by the main optimisation loop. The pre-optimisation phase
emphasises exploration of the whole design space, whereas the main optimisation
algorithm prioritises exploitation for the best available solution.

2.1 Wind Data Specifications

As this study aims to optimise the aircraft cruise trajectory under the influence of an
unsteady wind field with resolved spatio-temporal variation, we only consider deter-
ministic data for every point in the longitudinal, latitudinal, and temporal dimensions.
The resolution and granularity of the data should be appropriate to the fineness level of
today’s aircraft control system and air traffic management, which makes its adoption
in our methodology derivation and aircraft trajectory optimisation solution suitable.
In our study, we use the ERAS dataset from the European Centre for Medium-Range
Weather Forecasts (ECMWF)!. These wind data have a resolution of 0.25° in latitude,
0.25° in longitude (= 27.75km at the equator), and 1h in time, with coverage of the
entire globe every day. Hence, for every calendar day, the data grids for east wind

1 https://cds.climate.copernicus.eu/cdsapp#!/dataset/reanalysis-eraS-pressure-levels (last accessed on 18
March 2025).
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W, and north wind W, have 1440 points in longitude, 721 points in latitude, and
24 points in time. This resolution is widely adopted in global weather models (e.g.,
ERAS, GFS) and is deemed sufficient to resolve mesoscale wind variability, including
synoptic-scale weather unsteadiness such as frontal systems and diurnal cycles (Pronk
et al. 2022).

2.2 Pre-Optimisation with a Modified 3-D Dijkstra Algorithm

The pre-optimisation is set up as an efficient breadth-first search, which aims to provide
a better initial condition for the main optimisation problem and reduces the possibility
of obtaining a local minimum. We start by creating a coarse grid in the spatial domain
(which is only used in pre-optimisation) and then apply our modified 3-D Dijkstra
algorithm to find an approximate solution under unsteady wind.

2.2.1 Coarse Grid Generation

To establish a coarse grid, the process initiates with creating nodes in the spatial
domain. The great circle (GC) arc connecting the origin and destination is partitioned
into m (where m > 1) equidistant segments by m — 1 intermediary points denoted as
Pls-- -, pm—1 (indicated by the ochre line in Fig. 1). At each p; along this arc, 2/ + 1
(where [ > 0) equally spaced points are distributed along the perpendicular direction
away from the arc, with the central point being on the ochre line. These identified
points are labelled as v; ;, with j ranging from 1 to / in ascending order for points
located on the left (relative to the flight direction) of the GC arc. Conversely, the range
shifts to —1 to —/ in descending order if they are on the right and settles at O for the
central point (v; o = p;). This collection of points forms the i th Jayer. All points across
all layers, including the origin and destination locations, collectively form the node
set V, visually depicted by grey circles in Fig. 1.

The nodes are connected with directed links following a specific rule. The origin
Ppo establishes connections to all nodes in the 1% layer. Similarly, all nodes in the
(m — 1)th layer are directly linked to the destination p,,. Within intermediate layers,
nodes from the preceding layer are connected to up to 2q + 1 nearest neighbours in the
succeeding layer. More precisely, v;,; in the middle layers is connected to all points
between v 41, ;4 and v; 11, j+4 (both points inclusive); this is adjusted when the node
is close to the boundaries, e.g., when j = [. Suppose u and v denote the two endpoints
of each link, we can define an arc a = (u, v) that is also derived based on GC. The
limited connectivity (to up to 2¢g + 1 nodes) is enforced because we expect an optimal
trajectory to maintain a relatively stable heading between intermediate segments, i.e.,
without any extreme turns. Note that this limitation does not apply to the origin and
destination nodes to provide higher flexibility for the aircraft to fly along the optimal
trajectory. The depiction of these connections, collectively constituting the directed
arc set A, is also presented in Fig. 1. To this step, a directed graph D = (V, A) has
been established.
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Fig.1 Schematic illustration of a coarse grid, where/ =2 and g = 1

2.2.2 Dijkstra with Static Wind

Prior to delving into our pre-optimisation algorithm for handling unsteady wind con-
ditions, we provide a concise overview of the application of Dijkstra in steady but
inhomogeneous environments. In this context, each arc a is associated with a cost
function, specifically a travel time function 7 (a). Given the steady nature of the wind
in this formulation, 7 (a) solely relies on the position of arc a and does not change
over time.

The coarse nature of the grid means each arc can span hundreds of kilometres,
leading to significant spatial variations in wind conditions. To enable a more precise
calculation, each arc is further discretised into N equidistant slices, where N denotes
the integration fineness with a small value (typically N < 10). The GC distance of
these smaller slices ds can be calculated based on the pairs of coordinates (x;, y;) and
(Xi+1,Y¥;+1) (where x and y represent longitudes and latitudes, respectively), as shown
below,

ds = R cos™ ! (cos Y; COSY; 1 cos(X; —X; () + siny; siny; ), (1)

where R = 6371 km is the Earth radius and i € [0, N — 1] is the slice index. As shown
in Fig. 2, the combination of wind velocity and airspeed yields the ground speed, i.e.,
the track velocity tangential to the trajectory. Subsequently, the travel time duration
in each slice, denoted as dt, can be calculated by

ds
dt = (2)

Vi — W2+ W,

where W; is the track wind (tangential to the arc slice) and W, is the cross wind
(normal to the arc slice). To compute the W; and W, along the slices of arc a from
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Fig.2 Obtaining actual ground speed from wind velocity and true airspeed
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Fig.3 An illustration showcasing the continuity of bilinear interpolation

east wind W, and north wind W, the following formulas are used:

W, = W,sin0 + W, cos8; 3)
W, =—-W,cosf +W,siné,

where

1 sin (X;41 — X;) COSY; 1|
cosy; siny; | — siny; cosy; | cos(X;41 — X;)

0 =tan™

“)

represents the navigational bearing angle along the arc a at subnode i.

W, and W, at any arbitrary coordinate (x,y) can be obtained through bilinear
interpolation. Note that since the temporal dimension is excluded in this optimisation
case, the wind data grids W, and W, only include 1440 points in longitude and 721
points in latitude, without any third dimension. Fig. 3 depicts the four grid points used
for interpolating the value at the target location. The function value is C; continuous
(blue region) everywhere except on the grid points and the edges, where it is Cy
continuous (orange line). In practice, it is adequately differentiable to perform finite-
difference operations by sampling from interior points (within the blue region).

Once dt values are obtained, the travel time corresponding to each arc can be
determined by summing the individual dt values across all slices along this particular
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arc:
T(a) = Z dt. (5)

The pseudocode of the standard Dijkstra algorithm (Dijkstra 1959) is shown in
Algorithm 1. In this algorithm, precomputing the 7 (a) for all arcs in the graph network
(Fig. 1) before the main loop is crucial for efficiency, given the computational intensity
of interpolation. The algorithm consists of two primary while loops, namely the initial
loop that is aimed at determining the minimum distance to each node within the
network and the subsequent loop that is dedicated to retracing the optimal trajectory.
Within this context, #, represents the current travel time from the origin O to node v.
The algorithm can map the current node to its previous-hop nodes along the shortest
path from O (via the prev hashmap). The code at Algorithm 1 line 10 searches for
the node u in the unvisited node set U that has the least travel time from the origin
node O (#,). The variable alt on line 16 is the travel time of the path from the origin
node to the neighbour node v if it were to go through u. If this path is shorter than the
current shortest path recorded for v, then the distance of v is updated to this new travel
time value alt and u is now registered as the previous node on the shortest path to v
via prev. The process then continues until the list U is exhausted.

Upon completing the primary loop at line 22, the shortest path from the origin
to the destination can be retraced through reverse iteration. In typical scenarios, a
feasible path may not exist. However, within our network configuration, given the
interconnected layers linking the origin and destination, at least one solution is always
guaranteed.

2.2.3 Time-Dependant Dijkstra with Unsteady Wind

In the unsteady scenario where wind conditions vary over time, the travel time function
T (a) transforms into T (a, 7), because it is now also a function of the starting time 7.
In this case, the travel time calculation requires performing the spatial interpolation of
the wind field on the fly. (The explanation of the algorithm presented below requires
an explicit expression of the arc for clarity, for which purpose the endpoints of the arc
a will be explicitly mentioned to replace a in T (a, t).) The travel time along the path
(vo, v1, - - ., Uy) departing at time t can then be defined as:

T ((vo,...,vn),T) =1y, — T, (6)

where 1, (fori = 0...m) denotes the arrival time at v;, computed by the following
formula:

T ,ifi = 0;
o = . ™)
to_, + T ((vi—1,vi), fy,_,) ,otherwise.

Eq. (7) is recursive, in that the travelling time on arc (v; 1, v;) depends on t,, ,, which
in turn depends on all previous links.
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Algorithm 1 Dijkstra with Static Wind (Dijkstra 1959)
Input:

e Network D = (V, A), origin O = pg and destination D = p;,
e True airspeed V1ag

e Static wind data W

e Integration fineness N

Output:

Shortest travel time path s = (vg, vy, ..., vg)

: Ya € A, compute the cost T'(a) based on Vas, W, and N;

U <0 > Initialise the unvisited set
: for each node v in V do

1y < 00; > Travel time from the origin O
prev[v] < &; > The best previous-hop node
U«~UUv;

. end for

ttp < 0

: while U # ¢ do > Main loop to find the minimum travel time to each node
10:  u < u € U with minimum #,;

11: U < U\{u};

12:  if t, = oo or u = D then

o

13: break > Destination found or no available move
14:  end if

15:  for each neighbor v € U of u do

16: alt < t, + T ((u,v)); > Alternative cost for v via u
17: if alt < t, then

18: 1y < alt;

19: prev[v] < u;

20: end if

21:  end for

22: end while

23: s < empty sequence; > Acquire the fastest path
24: v < D; > Reverse from the destination

25: while prev[v] # O do

26:  Insert v at the beginning of s;
27: v < prev[v];

28: end while

Before considering the adaptation of Algorithm 1, it is essential to examine the
computation of 7' ((u, v), T). Segmenting arc (u, v) into N discrete steps presupposes
that wind conditions remain constant during flight over each step and 7 ((u, v), 7) is
integrated by the forward Euler method. The value N is kept relatively small, as the
primary goal of this grid-based problem is to offer an initial approximation for the
main optimisation challenge. Hence, a direct and effective approach is to calculate the
travel time step by step, following the methodology outlined in Eq. (6). By determining
the travel time of the previous step, we can deduce the starting time of the current step,
allowing us to progress iteratively until all segments have been traversed. This method
is commonly referred to as the time-marching technique. Whilst the formulas remain
consistent with those of the static-wind case presented in Section 2.2.2, it is important
to note that the east wind W, and north wind W, require 3-D interpolation in both
space and time.

@ Springer



176 J. M. Shihua et al.

Algorithm 2 presents the adaptations made to the standard Dijkstra algorithm (Algo-
rithm 1) to accommodate varying wind conditions. For brevity, only lines added to the
original algorithm are shown; parts in italics are to be filled with lines from Algorithm
1. Given that the travel time on arc (u, v) is contingent on the time the aircraft reaches
node u (denoted as f,), the calculation of T ((u, v), f,) only becomes feasible upon
encountering node u. This computation necessitates 3-D interpolation—involving two
spatial dimensions and one temporal dimension—to compute W, and W,. Whilst the
coordinates of the nodes are known, the temporal dimension remains unknown. To
avoid performing the computationally intensive 3-D interpolation at each visited node,
we strategically perform 3-D interpolation of W, () and W (¢) for all nodes, spanning
over many time stamps (as shown at line 1 of Algorithm 2). This proactive measure
ensures that the computation of 7 ((u, v) , #,) (shown at line 16 of Algorithm 2) only
requires 1D interpolation, thereby substantially reducing the computational cost. The
output of Algorithm 2 will be fed into the main optimisation algorithm as the initial
solution for further exploitation.

Algorithm 2 Dijkstra with Unsteady Wind
Input:

e Network D = (V, A), origin O and destination D
e True airspeed VTas

e Unsteady wind data W(z)

e Integration fineness N

Output:

Shortest travel time path s = (vg, vy, ..., vg)

1: Vv € V, interpolate Wy () and Wy (r) on Vas, W(7), and N;

[Lines 2—15 of Algorithm 1.]

16: Compute T ((u, v), ty);

[Continue with lines 16-28 of Algorithm 1.]

2.3 Wind-Optimal Trajectory as a Shape Optimisation Problem

The formulation and solution method adopted for the main optimisation subroutine
are inspired by airfoil shape design optimisation in the context of aircraft design. In
airfoil shape optimisation, the shape of an airfoil (i.e, the cross section of an aircraft
wing) is optimised to achieve a desired performance, which is generally related to its
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aerodynamic efficiency. Before we optimise the shape, a parameterisation technique
is needed to define the geometry, such that we can deform or generate a shape. In
this research, we adopt the shape parameterisation approach by means of deformation
(Masters et al. 2015), where the baseline design is continuously deformed into a new
shape as the optimisation progresses. Some popular methods belonging to this category
include Hicks-Henne function (Hicks and Henne 1978) and free-form deformation
(FFD) (Samareh 2004). The new method developed in this work belongs to the FFD
category, and its details are presented as follows.

2.3.1 Formulation

Here, we describe the adoption of FFD methods (Sederberg and Parry 1986) to our
trajectory shape, which is illustrated in Fig. 4. The trajectory T = [x(s), y(s), (s)] "
(where s is an arbitrary parameter, such as the discretisation index), or its path shape
[x(s), y(s)]—r (i.e., the shape of the solid grey curve in Fig. 4), is determined by several
control points P; = (x;, y;). Let n denote the number of control points, where each
pointisindexedbyi (i = 1,2, 3, ..., n). These control points, which are collectively
denoted as P, are allowed to move in the longitude and latitude plane (as illustrated
by black arrows in Fig. 4) following certain rules that will be explained in Section
2.3.2. These control point movements deform the path and generate a new shape with
each deformation. To generate this shape, interpolation techniques such as polynomial
interpolation, Bezier curves, or B-splines are usually employed. To define a path
between two control points, we use a GC trajectory, which is the shortest path on a
sphere and therefore constitutes the minimum time. Notably, a shape lacks explicit
time information, though time is implied through flight mechanics—that is, the time
information can be obtained by solving relevant equations of motion.

Once the shape is defined, the travel time along the path can be computed by
discretising the trajectory into M >> n finer segments for time integration. Let j
be the index of the time integration points (j = 1,2,3,..., M). The travel time
At; between two points (x;, y;) and (xj41, yj+1) is unknown in the presence of
unsteady wind because it depends on the unknown arrival time at (x;, y;), which in
turn depends on the arrival time of the previous node. Thus, A#; must be solved through
a sequential or iterative process, which will be explained in Section 2.3.3. Fig. 4 depicts
the concept mentioned above: the trajectory (solid grey line) from origin to destination
(red dots) is generated by filling GC paths between control points (orange circles).
Time integration points (green dots) are used to calculate the travel time fragments,
where their summation yields the total travel time (z 5 ).

Following the problem formulation described above, the optimisation problem
statement is presented as follows,
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Fig.4 Formulation of the wind-optimal trajectory as a shape optimisation problem

mmxignse ty = f(TIPx, )]

subject to x}fx,-fx-“ i=1,2,...,n ()]

where # is a function of trajectory T, which in turn depends on control points P. x},
x;' and y}, y; are the lower and upper bounds of x; and y;, respectively.

Fig. 5 illustrates the optimisation process using an eXtended Design Structure
Matrix (XDSM) diagram2 (Lambe and Martins 2012). In this diagram, thin black lines
with arrows and bold grey lines represent the process flow of the optimisation loop
and data flow, respectively. Readers are referred to its documentation and repository
for more details on XDSM diagram. Following the diagram, a global search using a
modified Dijkstra algorithm (Algorithm 2) is performed on a very coarse grid first
to provide an initial solution. Afterwards, the shape optimiser iteratively deforms the
shape of the trajectory and evaluates the cost function (¢ s) along with its gradient until
it converges.

2.3.2 Free-Form Deformation

An efficient deformation method can lead to fewer design variables and less com-
putation time, which motivates its adoption in this work. In our trajectory shape
deformation, the control points P are allowed to move along the normal direction
away from the GC trajectory. In other words, the bearing angle of the normal direction
is £90 deg away from the heading angle. Compared with our previous work (Shihua
et al. 2023) where control points move freely in the spherical coordinate, the current
method reduces the number of design variables by half and improves robustness and
accuracy when numerically computing the gradient. In Fig. 6, the solid yellow line
represents the original GC trajectory, while the direction and extent of the free-form
deformation are shown in red. Each red line is perpendicular to the yellow trajectory

2 https://github.com/mdolab/pyXDSM (last accessed 30 September 2024).
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Fig.5 XDSM diagram of the optimisation process
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Fig.6 The initial GC trajectory (yellow), direction and extent of the free-form deformation (red)

on the earth’s sphere; the perceived visual distortion is caused by the oblique viewing
angle.

2.3.3 Travel Time Calculation

Because the arrival time and unsteady wind at each integration time are unknown,
these quantities must be solved by a direct or an iterative method. The former can
be performed by means of a forward-Euler temporal-marching scheme, where the
travel time Af; between two points (x;, y;) and (x;+1, yi+1) is calculated sequentially,
i.e., by simulating the flight step by step. The latter attempts to converge the residual
between At; and At; e by a variety of gradient-based or gradient-free methods. For
large M, an iterative process is preferred for its performance benefits and is used in this
work. Due to the nature of this particular subproblem, we find that fixed-point iteration
appears to be the most efficient one. Note that the fixed-point iteration explained in
this sub-section is only used for finding the arrival time (objective function), while
the trajectory optimisation is performed with the Broyden-Fletcher-Goldfarb-Shanno
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(BFGS) algorithm (to be discussed in Sect. 2.4.1). These two algorithms are for the
inner and outer subroutines shown in Fig. 5, respectively, and are not to be confused.

To initiate the computation, the travel time computation procedure (as presented
in Algorithm 3) first generates the trajectory using n design points (X,y). A GC
segment is used to connect two adjacent design points, refined with N additional
time integration points per segment as shown in Fig. 4. The GC distance between two
adjacent waypoints (xx, yx) and (xx41, yk+1) can be calculated by Eq. (1). Afterwards,
the algorithm derives an initial estimation of the travel time between waypoints dt by
Eq. (2) with unsteady wind. Because W, and W,. at the arrival time of each waypoint
¢, (x,y) are not yet known, they are initialised to 0 as an initial guess. ¢;(x,y) can
then be computed as the cumulative sum of dt. Now, we can interpolate the east wind
W, (¢) and north wind W, (¢) at (x, y, t) by trilinear interpolation. Having computed
W, (¢) and W,(¢), we can compute the W, and W, along T by Egs. (3) and (4).
At this point, the t obtained from this newly interpolated wind may differ from the
initial guess. To ensure consistency, Algorithm 3 iteratively updates the values of dt,
its cumulative sum t, and wind velocity at t until they converge. The convergence is
checked by evaluating the residual R (t) between the previous and updated time steps
using the residual function; the calculation is deemed converged when the residual
value falls below a predefined threshold €. Finally, the total travel time # is calculated
by summing the time intervals dt.

Algorithm 3 Travel Time Computation with Variable Wind
Input:

Trajectory T(x(t),y(t),t)

True airspeed VTas

Wind data W(z)

Integration fineness N

Output:

Travel time 7 ¢

1: Generate T based on x and y;

2: Calculate GC distance dx between N integration points (Eq. (1));

3: Estimate travel time dt (Eq. (2));

4: Calculate bearing 6 along T (Eq. (4));

5: Interpolate and calculate W¢ (t) and W (t) at an initial guess t (Eq. (3));
6: Estimate time stamp c;(x;, y;) = Zz{:l dt;, denoted as t;

7: Set count k = 0;

8: while R(t) > ¢ do

9 Interpolate Wé‘ (t) and WIC‘ (t) based on tk (Eq. (3));

10:  Estimate dt“*! based on dx¥, Vras, WK(t), and WK (1) (Eq. (2));
11:  Estimate t*t1 = Zi!:l et

12: R = |[¢*+! — |1 (Lp-norm);

13: k<k+1

14: end while

15:tp = > dt.
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2.4 Optimisation Algorithm

Having introduced the calculation of the objective function, in this section, we briefly
discuss the optimisation algorithm used for the shape optimisation problem.

2.4.1 Optimiser

To find the optimum trajectory defined by the control point coordinates, we use a
gradient-based nonlinear programming algorithm, which is known to be more efficient
than the gradient-free counterparts. As the problem is box-constrained (i.e., only lower
and upper bounds of design variables are present as constraints), we use a quasi-Newton
algorithm, namely the Broyden-Fletcher-Goldfarb-Shanno (BFGS) algorithm (Dennis
and Schnabel 1996). Whilst the detailed procedure and practical implementation of
the BFGS algorithm are beyond the scope of this paper, we provide a brief overview
of the algorithm for completeness.

Because BFGS is a second-order algorithm, the Jacobian and Hessian of the function
are needed. The Jacobian is obtained by performing finite-difference on the design
variable, while the Hessian is calculated using a dense quasi-Newton approximation.
The update rule of the approximated Hessian B is

(y —Bs)(y—Bs)"

BT =B
+ (y—Bs)Ts

&)

wherey = V f(xT) — V f(x) is the change in Jacobian, s = x™ — x is the update step,
and the superscript * refers to the next iteration. However, it is preferable to directly
update the inverse of the approximated Hessian H = B~ instead of updating B first
and calculating its inverse. By applying the Sherman-Morrison-Woodbury formula in
Eq. (9), the update rule of H becomes

(s —Hy)(s —Hy)"

H'"=H+ (10)
(s—Hy)Ty
Having obtained Eq. (10), the descent direction can then be calculated as
d=-HVf(x), (11)

and a line search is applied along d to get the maximum descent in the function value.
With the optimal step length o obtained from the line search, the design variable will
be updated by

x" =x+ad. (12)
The optimiser iteratively calculates Eqs. (12) and (10) until a local minimum is found.
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2.4.2 Penalty Function Method

Some external constraints exist in real commercial aircraft operations, such as no-fly
zones, temporary closure of airspace, and areas with adverse weather conditions. To
incorporate these constraints into the problem formulation, we can either have a con-
strained optimisation (Betts and Huffman 1993) or an unconstrained one with penalty
functions (Fiacco 1976; Yokoyama and Suzuki 2005); the selection of which depends
on the specific problem at hand. Constraints to avoid certain regions (due to afore-
mentioned reasons), for instance, may not have a closed-form analytical expression.
Furthermore, when the area to be avoided has a complex shape, such as the outline of
a country, it is not possible to specify the boundary of such an area using several alge-
braic inequalities, and special treatment is usually required (Jacobsen and Ringertz
2010). In this situation, which is very common for transcontinental routes, the penalty
method may offer a higher degree of flexibility, which is adopted in this work.

Denote Q € R? to be the region to be avoided. The penalty function can then be
expressed as

cr(x(@), y(1)) = 0, if (x(2), y(1)) € 2, 13)

where k = 1, 2, 3, ... is the index of constraints and ¢ (x(¢), y(¢)) can be any mean-
ingful function to “repel” the aircraft away from such area. In this work, we take
cr(x (), y(t)) to be the Euclidean distance between (x(¢), y(¢)) and the boundary of
Q (0€2) with an offset (¢). Mathematically,

3 —x)2 —v)2 H .
i) = im0 =32+ 00 = 2+ e it (x(0), y(0) € 2

0 otherwise.

14)

To illustrate this concept, we use an arbitrary GeoJSON file available online? contain-
ing the latitude and longitude of a region to plot Eq. (14), which is shown in Fig. 7.
Fig. 7 shows that the penalty function can handle a very complicated border shape
extracted from real map data. Once an aircraft enters the region, a penalty of € is
applied. The further the aircraft enters such a region, the larger the penalty added to
the objective function.

By formulating constraints into penalties, the optimisation problem formulation
now becomes

minimise tf + P /c x(1), y(2))dt
i r Xk:ktk(()Y())
. 1 . (15)
subjectto x; <x; <x;, i=1,2,...,n
y<yi<y, i=1,2,...,n,
where Py is the penalty coefficient. Compared to the original formulation (Eq. (8)),
Eq. (15) contains a penalty function (Eq. (14)) that needs to be evaluated at each time

3 https://gisdata.mapog.com/ (last accessed on 30 September 2024).
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Fig.7 Penalty applied to the objective function for trespassing a region to be avoided

step by checking the aircraft position against 2. A higher P leads to a stricter cg, but
at the expense of the optimisation problem becoming more ill-conditioned. Therefore,
Py must be carefully designed based on systematic experimentation and empirical
evidence to balance effectiveness and efficiency. The penalty function applied herein
ensures that the optimal x, y satisfying all constraints in Eq. (8) is also optimal for Eq.
(15), since all penalty terms become zero.

2.4.3 Implementation Notes on Parallel Computing

To perform trajectory optimisation in real-time, we employ two acceleration tech-
niques to reduce wall time for each run. Firstly, the finite-difference subroutine must
be executed n times to accommodate n design variables. Each perturbation—for the
finite difference calculation—is launched in parallel at the beginning of each optimi-
sation iteration, evaluated independently, and synchronised at the end of the iteration.
In addition, calculating the travel time of a perturbed trajectory requires a variety of
linear algebra operations, which can benefit from the parallel nature of GPU stream
processors. Specifically, three types of algorithms are accelerated by the GPU in our
case: n-dimensional interpolation on very large spatial and temporal data matrices,
linear algebra, and vectorised scalar functions. More information is comprehensively
documented on the NVIDIA website®.

3 Results

We apply the developed methodology to several popular flight destinations from the
Hong Kong International Airport (HKG), including London Heathrow Airport (LHR),
Sydney Kingsford Smith (SYD), and Singapore Changi Airport (SIN). These flight
sectors represent ultra-long-, long-, and medium-haul flights, respectively. Trajectories
for these flights are optimised under a wide range of dates and times of day to capture

4 https://developer.nvidia.com/gpu-accelerated- libraries#linear-algebra (last accessed on 1 October 2024).
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Table 1 Travel time (in hours

Sect OPT GC AR
and minutes) for the optimised ector Q
(OPT), great circle (GC), and LHR-HKG 9h 31m 9h 52m 10h 12m
quick access recorder (QAR)
trajectory. HKG-LHR 11h 04m 11h 34m 12h 07m
OPT OPT
—GC —GC
60°N QAR| 60N ] QAR
8 8
30°N \ 30°N
2000 km : 2000 km
1000 mi Esri, TomTom, Garmin, FAO, NOAA, USGS| 1000 mi Esri, TomTom, Garmin, FAO, NOAA, USGS|

0° 30°E 60°E 90°E 0° 30°E 60°E 90°E
Longitude Longitude
(a) LHR-HKG (b) HKG-LHR

Fig.8 Comparison of the optimised trajectory, GC, and the QAR trajectory between HKG and LHR on 1
Jan 2022

the seasonality and variation of how weather conditions affect travel time. The results
will be discussed both for individual case studies and at an aggregate level (along with
their statistical analyses).

3.1 Case Study of a Single Trajectory

To demonstrate the effectiveness of our algorithm, we use 19 design points to optimise
the trajectory of a flight between HKG and LHR on 1 January 2022. Along the trajec-
tory, 840 integration points are used to evaluate the travel time, with an average time
step of 47.4s for LHR-HKG and 52.0s for HKG-LHR. Travel time for the optimised
(OPT), great circle (GC), and quick access recorder (QAR)? trajectory of LHR-HKG
and HKG-LHR are tabulated in Table 1. The three trajectories of both directions are
also plotted in Fig. 8. For a fair comparison, we replace the travel time obtained from
the raw QAR data by recalculating it using the objective function evaluation mod-
ule, with the QAR trajectory as input. This eliminates the discrepancy between the
real wind field encountered by the aircraft and the recorded wind field used in the
optimisation.

From Table 1, we observe that the westbound HKG-LHR flight has a much larger
room for improvement (1h 03m, or 8.7% reduction) compared with the eastbound
LHR-HKG flight (Oh 41m, or 6.7% reduction). This is because an HKG-LHR flight
mostly encounters headwind, and the optimiser can find a detour to avoid jet streams,
while an LHR-HKG flight already takes advantage of the tailwind to a certain extent.

5 The QAR data are provided by Cathay Pacific Airways Limited under the Data Partnership Agreement
between the airline and the Department of Mechanical and Aerospace Engineering, HKUST.
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—— Great Circle —— Optimized % Destination
T

Fig.9 Trajectory from 7 = 0 to 7 = ¢ at nine equally distributed time stamps for a HKG-LHR flight

To prove this claim and demonstrate the effectiveness of our algorithm, Fig. 9 overlays
the trajectory presented in Fig. 8b on the time-dependent wind field. The trajectory and
wind field are plotted from T = 0 to T" = ¢ at nine equally distributed time stamps.
The great circle is plotted in red, the optimised trajectory is plotted in black, and the
blue star marks the destination (LHR). The background shows the wind field, where
green and red colours indicate the favourability of the location, while black arrows
show the local wind magnitude and direction at 7. Areas with tailwind (favourable) are
shown in green, while those with headwind (unfavourable) are shown in red. The idea
of favourability is inspired by the velocity resultant calculation explained in Fig. 2.
Conceptually, favourability in this context is conditioned by the additional velocity that
an aircraft can gain (or lose) from the tailwind (or headwind), which can be calculated
by using Eq. (2). The white areas shown in Fig. 9 indicate areas where the wind does
not change the aircraft’s ground speed, though it may still cause its heading to be
misaligned with the trajectory. We observe that the optimised trajectory avoids strong
headwind experienced by the GC when 4.862 < T < 8.57h and navigates through a
corridor of less headwind (and even some light tailwind when 4.86h < T < 6.04h).
Fig. 8 shows that, compared with the optimised trajectories, the real trajectories
of both outbound and inbound flights on 1 January 2022 are located on the other
side of the GC trajectory. This indicates the possibility that an optimal route with the
maximum benefit of jet streams can significantly deviate from the GC route. However,
actual operational routes have yet to fully exploit the jet streams effectively. Indeed,
during real operations, there are several factors that hinder aircraft from flying their
fastest routes. For example, the aircraft might want to avoid the Maastricht Upper
Area Control Centre (MUAC) area, which is considered one of the busiest and most
complex airspaces in Europe (Flynn et al. 2006). Furthermore, some regions restrict
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part of their airspace to be out-of-bound for civil aviation (Hsu 2014), so aircraft
must strictly follow certain waypoints and paths that in turn inhibit achieving a fully
optimum trajectory. Such a restriction is evident in the examples presented in Figs. 8a
and 8b, particularly in the easternmost part of the QAR trajectory (lower right part of
the orange lines). However, as mentioned in Section 1, the key aim of this work is to
explore the time-saving potential of utilising wind-optimal cruise trajectories as much
as possible while considering some practical constraints. Observations and insights
obtained from this study can then provide motivation and guidance to further advance
air traffic management regulations, along with the advancement of technology.

3.2 Statistical Study

Now that we have established the effectiveness of the developed algorithm, we further
examine its advantages for airlines by assessing travel time reductions on actual flight
trajectories across three flight sectors. In particular, we analyse 2435 representative
flights operated by our airline partner to these destinations from 1 January 2022 to 31
December 2022. This dataset includes 490 HKG-LHR flights, 478 LHR-HKG flights,
510 HKG-SYD flights, 343 SYD-HKG flights, 332 HKG-SIN flights, and 191 SIN-
HKG flights. The trajectories are optimised using our newly developed algorithm,
based on information obtained from QAR data that comprises flight date and time,
cruise segment’s start and end positions, and average true airspeed. The optimised
travel times are compared against those recorded in QAR, and the distribution of
travel time reductions (in hours) is illustrated in Fig. 10 for the three flight sectors.

On average, our algorithm achieves travel time reductions of 13.1%, 1.7%, and 1.2%
for the HKG < LHR (where < denotes both directions), HKG < SYD, and HKG <
SIN sectors, respectively. Notably, more pronounced time savings are observed for the
HKG < LHR routes, which primarily run east-west. Indeed, it is a well-established fact
in aviation practice that eastbound flights, e.g., LHR-HKG, can leverage jet streams to
augment their speed. As evident in the QAR data, LHR-HKG flights typically exhibit
shorter durations than their return counterparts. However, our method is shown to be
able to further reduce the flight time (when compared against existing operational
practices) by more adeptly leveraging the advantages offered by jet streams. In addi-
tion to this improvement, our algorithm also delivers substantial time savings for
westbound flights, e.g., HKG-LHR, by avoiding unfavourable jet streams. These out-
comes are particularly beneficial for airline operations, offering substantial reductions
in operating costs and block time, thereby enhancing overall efficiency and customer
satisfaction.

However, for the HKG < SYD and HKG <> SIN routes, which primarily run north-
south, the wind-optimal trajectories provide only marginal benefits. To investigate this
phenomenon, we re-plot the flight trajectory on the unsteady wind field for a sample
SYD-HKG flight, as shown in Fig. 11. The results indicate that, due to the favourable
but homogeneous (small spatial variation) wind condition, there is limited room for
improvement from the QAR trajectory.
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Fig. 10 Histograms of reduced travel time between HKG and LHR, SYD, and SIN

3.3 Performance Evaluation

The performance comparison of three algorithm implementations—sequential (Shi-
hua et al. 2023), parallel on CPU (multiprocessing), and parallel on CPU with GPU
acceleration—is presented. In the optimisation process, the sequential implementa-
tion applies finite-difference perturbation to each variable in sequence, whereas the
multi-threaded implementation perturbs each variable concurrently using CPU pro-
cesses. The final implementation leverages GPU-accelerated subroutines, particularly
for interpolations and matrix operations. Table 2 details the computation times for
these implementations in a trajectory optimisation task from LHR to HKG. The multi-
threaded implementation is approximately twice as fast as the sequential one, although
the speed-up is not proportional to the number of CPU cores due to the sequential
code’s use of parallel linear algebra subroutines. However, GPU acceleration signifi-
cantly reduces computation time to one-quarter of the original. Overall, the combined
acceleration techniques achieve an almost eightfold reduction in computation time,
enabling real-time optimisation.
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—— Great Circle —— Optimized * Destination
T=1.87h T=2.74

T=6.18h

Fig. 11 Trajectory from 7' = O to T = ¢ at nine equally distributed time stamps for a sample SYD-HKG
flight

Table 2 Wall-time comparison SEQ MP (CPU) MP + GPU
of three implementations of an
optimisation task (LHR-HKG). ya|1 Time (seconds) 50.35 28.31 3.95

SEQ=Sequential,
MP=Multiprocessing.

3.4 Additional Notes on the Bi-Level Optimisation Approach

The bi-level approach consists of an exploration phase on a coarse grid and an exploita-
tion phase in the continuous design space. We acknowledge that the different levels of
fidelity involved in these two stages might raise concerns. Although a global optimum
is guaranteed in the low-fidelity design space by the modified Dijkstra algorithm (the
first phase), the gradient descent optimiser (the second phase) does not ensure a global
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optimum in the high-fidelity space. Nevertheless, the results presented in Section 3.1
have demonstrated sufficiently substantial travel time reduction to show that the opti-
misation successfully achieves the intended objective. Additionally, it is worth noting
that the algorithm is most efficient when the trajectory is in the proximity of a GC,
and care must be taken when a particularly complex trajectory is of interest, as it may
fall outside the design space of this setup.

4 Conclusion

In this study, we developed a bi-level aircraft trajectory optimisation algorithm tai-
lored for airline operations in unsteady wind conditions. The approach begins with a
modified Dijkstra algorithm adapted to account for unsteady wind, which is applied to
a coarse grid to obtain a globally optimised solution in the low-fidelity space. This is
followed by a high-fidelity gradient-based optimisation formulated as shape optimi-
sation using free-form deformation, refining the solution obtained from the first stage.
By formulating the problem as a shape optimisation, the original nonlinear constraints
are eliminated, and far fewer variables are required, which significantly reduces com-
putational cost. The bi-level design aims to accelerate convergence and reduce the
likelihood of converging to a local minimum. We validated the algorithm by opti-
mising 2435 flights operated by our airline partner in 2022. The results demonstrated
average travel time reductions of 13.1%, 1.7%, and 1.2% for the HKG < LHR, HKG
< SYD, and HKG < SIN routes, respectively. Notably, for east-west routes, the
algorithm achieved a 13.1% average travel time reduction by leveraging jet streams
for eastbound flights and avoiding them for westbound flights, underscoring the bene-
fits of wind-optimal operations. The marginal effect observed in north-south flights is
attributed to weaker wind conditions in these directions. With GPU acceleration and
CPU multiprocessing, the average optimisation time was reduced to 3.95s, enabling
real-time trajectory optimisation for individual flights. This work introduces a new
trajectory optimisation methodology that holds significant potential for enhancing
sustainability, passenger comfort, and operational efficiency in the aviation industry,
benefitting both airlines and air traffic management authorities. For the time being,
the algorithm considers travel time as its primary objective; however, a more accurate
model for fuel consumption and gaseous emissions could also be incorporated, which
will be the focus of future work.
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