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Abstract

Augmented Reality and Shape from Shading are two important fields of computer vision
where knowledge about the light distribution in the scene is required. Recently, the
research for light distribution estimation has focused on multiple point light sources;
three main categories can be found in the literature: ones that use a Lambertian
sphere as a calibration object, ones that make use of any object of known geometry
and reflectance properties, and finally ones that use mirror-like objects. This thesis

concentrates on the first two categories. There are four main contributions.

First, a framework for the theoretical limitations of algorithms using a convex Lam-
bertian object for calibration is presented. It is concluded that there are inherent
ambiguities in the determination of the light distribution, and all possible light distri-

butions lie in a high dimensional polytope.

Second, the thesis presents a novel algorithm for multiple point light detection,
the Virtual-to-Real algorithm, that uses a Lambertian sphere as a calibration object.
The key features of the algorithm is its robustness to noise and its ability to resolve

ambiguities in the light distribution.

Third, an image-based approach is presented, which lifts the restrictions of the

Lambertian reflectance properties and the sphere’s geometry for the calibration object.



It requires images of the object where it is illuminated by only one light at a time. The
" light distribution of any novel image of the object is estimated using the fact that the

effects of the lights are additive.

The final section of the thesis presents a statistical approach for multiple light de-
tection. It lifts the requirement of a specific object to be part of the scene, and only
requires an object of the same linear class to be present. The class under investigation
is the class of human faces. Several algorithms are presented and their performance is
compared. Finally, an application of this approach for illumination compensation in

the face recognition problem is presented.
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Chapter 1

Introduction

Augmented Reality and Shape from Shading are two of the many fields in computer
vision where knowledge about the light distribution is required. In Augmented Reality
applications the purpose is to overlay virtual information onto the real world. From
the computer vision aspect, the added information consists of synthetic objects that
the user wants to integrate seamlessly into the scene. One of the main issues towards
this direction is to illuminate the synthetic object using the same light distribution as
the one that exists in the scene at the point of insertion. In Shape from Shading appli-
cations, the purpose is to estimate the 3D shape of an object based on the interaction
between the light sources and the object’s surface assuming a reflectance model for the
surface. Knowledge about the light distribution around the object put constraints on
the possible 3D surface reconstructions. Figure 1.1 shows the result for 3D reconstruc-
tion using photometric stereo! for the case where the light distribution is known aﬁd

where is not.

'Photometric stereo is a category of Shape from Shading. In photometric stereo, images of the

object illuminated under different single light sources are used to estimate the 3D model of the object.

25
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It can be concluded that the end result of the algorithms depends on how accurate
the light distribution around the object is estimated. The problem of estimating the
light distribution was first addressed by Pentland in the early 1980s [Pen82]. These
first approaches assumed that there was only one light in the scene, and only in the
early 90s was the problem of multiple lights addressed [YY91]. ASince then various
approaches have been proposed, where some of them require interaction with the scene

and/or others assume a certain type of object to be part of the scene.

In general, all the current algorithms make some assumptions about the light dis-
tribution. The common ones are that the light sources are point sources placed at
infinity, there is no degradation of the intensity of the light with distance and that
extended light sources can be approximated by a set of point light sources. The light
distribution is estimated by investigating how the light is reflected by an object (cal-
ibration object) of the scene positioned nearby to the desired location. However, the
problem of estimating the light distribution is ill-posed if no assumption is made about
the object under investigation. Thus, the majority of the proposed algorithms assume
that an object with certain properties is under investigation. Other algorithms require
that a specific object to be inserted in the scene and/or a set of photographs to be
taken in order to estimate the light distribution. In general, the proposed algorithms
can be divided into three main categories. The algorithms that assume a Lambertian
‘sphere/object to be part of the scene, the ones that can estimate the light distribution
by using any object of known reflectance properties and geometry, and the algorithms

that use mirror-like objects (usually a sphere).

The aim of the work described in this thesis is to estimate the light distribution
around an object of the scene from a single image of the object, interacting as little as

possible with the scene. The proposed algorithms should be robust to noise and use
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calibration objects that are possible to be part of the scene in order to be applicable

to real life situations.

A detailed review of the current techniques is given in chapter 2 where the basic
principles of the existing algorithms are analyzed and discussed. Chapter 3 investigates
the theoretical limitations in the light distribution problem when convex Lambertian
objects are used for calibration. Chapter 4 proposes the Virtual-to-Real algorithm
that uses a Lambertian sphere for calibration object. Chapter 5 lifts some limitations
of Virtual-to-Real algorithm by introducing the Subspace Projection algorithm that
can use for calibration any object of known geometry and reflectance properties at the
expense of increased computational complexity. Chapter 6 presents a novel approach for
estimating the light distribution based on the statistical properties of the interaction
between the light distribution and the reflectance properties of objects that belong
to the same linear class. A possible application to face recognition problem is also

presented. Finally, chapter 7 presents conclusions and possible future directions.

1.1 Statement of originality
The major original contributions of the thesis are presented below:

e The presentation of a mathematical framework for describing the equivalent light
configurations when a convex Lambertian object is used for calibration [BB04]

(chapter 3).

e The presentation of a novel algorithm, the Virtual-to-Real algorithm, that uses a
convex Lambertian object for calibration. The main features of the algorithm are

that it always converges to the real light distribution and explores the solution
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() (d)

Figure 1.1: A 3D model of a human face acquired using photometric stereo techniques
on 4 images. The first column shows the acquired 3D model when the light distribution
is known and the second column when the light sources deviate 33 degrees from their
real direction. The first row shows the corresponding wire-frames and the second row

shows the 3D model textured with the estimated albedo.
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space to find the most probable light distribution [BB04] (chapter 4).

e The presentation of a new method, the Subspace Projection algorithm, that uses
any calibration object of known geometry and reflectance function. The intro-
duction of the KLT transform makes the algorithm computationally efficient and

resilient against poor signal to noise ratios (chapter 5).

e The presentation of a new approach for estimating the light distribution around
an object which is based on the statistical information from the class of the
calibration object. The class under investigation is the class of human faces. The
strength of this approach is illustrated by incorporating it to a face recognition
system to boost its performance in the case of illumination variations [BB03]

(chapter 6).



Chapter 2

Background

2.1 Preliminaries

This chapter concentrates on the image acquisition process and presents the geometric
relationship of a point in 3D space to its projection in the 2D image plane. It begins
by presenting how a point from the 3D space is mapped onto the 2D image plane,
what physically forms the brightness of a point in the image plane, and introduces the
terms of radiance and irradiance. The Bidirectional Reflectance Distribution Function
is introduced and the three most common reflections models in computer vision com-
munity are presented. The chapter concludes by presenting an extensive review of the
current multiple light detection algorithms along with a discussion of their advantages
and disadvantages for resolving complex light scenarios and their applicability in real

life situations.

30
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2.1.1 Image formation

Before we can use an image to derive information about the 3D word, we have to
analyze how it is formed i.e. the way that a point from the 3D space is mapped onto
the 2D image plane. Two types of projections are usually considered in the computer

vision community; the perspective projection and the orthographic projection.

Perspective projection

Consider an ideal pinhole camera with a fixed distance f (the focal length) in front of
the image plane (Figure 2.1(a)). Assume that an enclosure is provided and only light
that can pass through the pinhole (projection center) can reach the image plane. The
optical axis is defined to be the perpendicular from the pinhole to the image plane. A
Cartesian coordinate system is introduced with origin at the pinhole and the positive
z-axis to be aligned to the optical axis and pointing towards the image plane. The
point P from the 3D world with coordinates (z,y, z) is mapped onto the image plane
to the point P’ with coordinates (z',%', f). We denote by r the vector OP and by r/
the vector OP’. The two vectors are collinear and have opposite directions. Assume
that o is the angle of the PP’ with the z-axis. Then the lengths r and r’ of the two

vectors are given by

= - 2.1
r cosa (2.1)
/ f
= 2.2
r cosa (2.2)
Since the two vectors are collinear:
1
L=l (2.3)
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Thus, the components of the vectors can be written as (2.4), (2.5). These equations

provide a mapping of a point from 3D space onto 2D image plane.

”7/ == (2.4)
T=2 (2.5)

Orthographic projection

Another type of projection modelling commonly used in computer vision community
is the orthographic projection. This type of projection can be modelled by rays that
are parallel to the optical axis rather than passing through the projection center (Fig-
ure 2.1(b)). In this case the relationship between the coordinates of a point in the

image plane to its corresponding point in 3D are:

¥ =z (2.6)

y o=y (2.7)

It should be noted that the difference of the two types of projection is small when
the distance from the scene is much larger than the variation of the distance among

the objects in the scene [Hor86).

In practice, the above behavior is approximated by using lenses in the image forma-
tion systems. However, it is never possible to construct a perfect lens, thus the above

analysis is only an approximation of the real world.



CHAPTER 2. BACKGROUND 33

(a) (b)
Figure 2.1: Image formation assuming a pinhole camera for (a) perspective projection

and (b) orthographic projection
2.1.2 Camera calibration
In the case of perspective projection, prior to the mapping of a point to the image plane,

the mapping of the world coordinates (X, Yy, Zy) to the camera-centered coordinates

(Xk, Yk, Zi) should take place. This mapping can be expressed by the following linear

transformation:
Xy Ty To T3 Xuw — Xo
Yo | = | 74 m5 76 Yo — Yo (2.8)
Zy, T7 T8 T9 Zw — Zy

The 7; coefficients determine the rotation and (Xg, Yy, Zg) are the coordinates of the
projection center in world coordinates. The translation and rotation parameters consist
the extrinsic parameters of the camera system. The focal length (f) and the principal
point are the intrinsic parameters. The principal point is defined as the intersection
of the optical axis and the image plane. It should be noted that the principal point is
not always identical with the image center which is the origin in the image plane, but

depends on the coordinate system for the image.
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A direct measurement of the camera’s parameters is technically impossible [KSA9S)].
A suitable technique, camera calibration, is applied to determine these parameters.
These techniques are based on known space coordinates of geometrically configured
objects, the calibration objects. Several calibration models can be found in literature
[KSA98]. It should be noted that the distortion which is introduced by the lens’ system
has not been taken into account in this thesis. More details of modelling the lens

distortion to the camera system can be found in [KSA98].

2.1.3 From radiance to irradiance

Another important issue in the image formation is what determines the brightness of
a point in the image plane. The more formal term of irradiance is used to describe
the brightness at the image plane. Irradiance F is the power per unit area of radiant

energy falling on a surface,
_dpP

E=71

(2.9)

where P and A denote the power of the radiant energy and the area of the surface

respectively. In addition, image brightness is another term for irradiance [Hor86].

In order to describe the brightness on the scene, scene brightness, the more formal
term of radiance is used. Radiance L is defined as the power per unit area emitted into

a unit solid angle by a surface [Hor86)

&P
~ dAdw

L (2.10)

where dA and dw denote the infinitesimal surface patch and the infinitesimal solid angle
respectively. The definition of solid angle is used since the surface emits radiance into a
hemisphere of all possible directions and a finite amount is obtained only by considering

a small part of these directions, the solid angle. A solid angle 2, given an origin, is
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Figure 2.2: Solid angle of a surface

defined as the ratio of the surface area A of a sphere to the square of the radius r of
the sphere

A
Q = T—2
The unit of measure of the solid angle is denoted by sr (steradiant). In the case where

an infinitesimal surface dA is not incident. with the sphere’s surface and @ is the angle

between its position vector and its normal, then the solid angle is given by (Figure 2.2)

dAcos b

Q

There is a direct relationship between the image irradiance E and the scene radiance

L depending on the optical system. It can be shown that

E=L% <§>2 cost a (2.11)
=17 (3 ,

where d is the diameter of the system’s lens, f is the focal length of the lens and o
is the angle between the ray of the object and the optical axis. The sensitivity of an

image system to the angle « is fixed and can be counted for [Hor86]. Summarizing, it
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'/

‘5

.A\

Figure 2.3: Local coordinate system. The direction of a ray is expressed using the polar

@ and the azimuth angle ¢.

has been shown that the image irradiance is proportional to the scene radiance, E « L,

which consists the basis of computer vision systems.

2.1.4 Bidirectional Reflectance Distribution Function

Scene radiance depends on the amount of light that falls on the surface and the fraction
of this that is reflected. It also depends on the direction from which is illuminated and

on the direction from which is viewed.

To describe these directions, a local coordinate system is considered on each surface
point. The directions of the incoming and emitted lights are given in spherical coordi-
nates by the azimuth, ¢, and the polar angle, 8. The angle between the perpendicular
to that surface point (normal at the point) and a ray direction is the polar angle, where
the angle between a reference line and the perpendicular projection of the ray onto the

surface is the azimuth angle (Figure 2.3).
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‘The Bidirectional Reflectance Distribution Function BRDF f(-) is defined as the
ratio of the amount of the emitted light to a direction (fe, ¢.) to the amount of the
incoming light from direction (8;, ¢;)

dL(be, @e)

f(9i1¢i;‘9€7¢6) = dE(gz ¢z)

(2.12)

An important constraint of the BRDF is in the case where the surfaces are in thermal
equilibrium. Then the bidirectional reflectance distribution function is constraint by
the Helmholtz reciprocity condition, where the radiance coming from one direction must
be balanced by the radiance flowing towards the other direction. This can be expressed
as:

F(0, 853 0, @) = f(e, Pe; 05, b4) (2.13)

2.1.5 Generalized form for the Irradiance

In the general case, many light rays may illuminate the same surface patch. Let E(6;, ¢;)
be the illumination radiance per unit solid angle coming from the direction (6;,¢;).
Consider an infinitesimal patch of size df; in polar angle and d¢; in azimuth angle. The

patch has a solid angle dw = sin 6;d;d¢;. Then, the radiance from the patch is
E(@i, qbz) sin aideid(ﬁi (214)
and the total irradiance of the surface is

T 2
Ey = / E(6;, ¢;) sin 6; cos 0;d0;de; (2.15)

—mJ0

where the cos §; counts for the shortening of the surface as seen from direction (6;, ¢;).

The radiance of the surface is given by

T 2
L(03,¢e)=l A f(&e,¢e;9i,¢i)E(91,¢i) sin 6; cos 8;d0;d¢; (2.16)
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which specify the emitted light towards the direction (8, ¢.) [Hor86].

2.1.6 Surface Reflectance Properties

The Bidirectional Reflectance Distribution Function describes how a surface reflects
the incoming light, i.e. the reflectance properties of the surface. An ideal Lambertian
surface is one that appears equally bright from all viewing directions and reflects all
the incoming light, absorbing none {Hor86]. It can be proven that the BRDF for this
surface is given by:

f(‘gia(bi;gev(ﬁe) = % (217)

A Lambertian surface is one that has all the properties of the ideal Lambertian surface
but it absorbs some of the incoming radiation. The portion of the radiation that is
absorbed is described by the term albedo, which takes values in the range between 0

and 1.

An ideal specular reflector represents the other extreme in the reflectance properties
space. In this case, the surface reflects all the incoming light arriving from direction

(65, ¢;) into the direction (6, ¢e) = (6;, ¢; + 7). It can be shown that the BRDF in this

case is given by:

£ 0oy 650, ) = 202 = 0)8(de — 6~ ) (2.18)

sin @; cos 8;

where the term sin 6; cosd; is to ensure that the total radiance of the surface is equal

to the irradiance.
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2.1.7 Reflectance Models

Determination of the BRDF of a surface is performed experimentally in a lab. A
flat sample of the material of interest and two goniometers, one with a light source
mounted on it and one with a sensor, are used. The experimental determination of the
BRDF¥ is quite tedious because of the four angles that are involved. A different way to
obtain the BRDF is to model how the light is reflected from the surface based on its
microstructure. Several reflectance models have been introduced and used in computer

vision field.

Lambertian model

When the surface reflects the light uniform to all directions, the brightness L of a patch

on the surface when is illuminated by a point light source is given by:

L = lmax(Ecos&i,O)
s

= lE cosf; , for cosd; >0 (2.19)
s

where E is the source’s radiance and 6; is the incident angle, the angle between the
surface normal and the light source direction. The term % comes from the BRDF
function (2.17). It can also be extended to capture the albedo p of the surface in case

there is some partial absorbtion of radiance as shown in (2.20). This model is known

as Lambert’s cosine law (Figure 2.4).

L= rE cosf; , for coséd; >0 (2.20)
s

It should be mentioned that each wavelength can have a different albedo parameter.
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Light source

diffuse reflection

matte surface

Figure 2.4: Lambertian model of reflection

. Phong model

The Phong model is an empirical local illumination model. However, it gives results

very close to reality. It models three type of reflections:

e Diffuse reflection. The diffuse reflection term models the light incident on the
surface and reflected uniformly to all directions. The intensity due to diffuse

reflection is given by Lambert’s cosine law
I = Liky(L? - N°) (2.21)

where kg is the diffuse coefficient of the surface (albedo), I; is the intensity of the
it light, LY is the normalized light direction of the light and N is the normal of

the surface for the point under investigation.

e Specular reflection. The specular reflection is caused by the mirror-like properties
of the surface. In reality, the distribution of the specular reflection is a complex
function of the reflected light direction R? and the viewing direction V°, where

R? and VO are unit vectors. Phong modelled this distribution empirically by
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cos™(R%, V). For surfaces with large specularities, n takes large values, where
for matt surfaces n takes low values. Typically values for n are in between 1 and

200. The term for the specular reflection is given by
I = Lks(RO.-VO)» (2.22)

where k; is the specular coefficient of the surface and I; is the intensity of the it?
light. The reflection vector R can be computed from the incoming light direction

and the surface normal as:
R=(2(N?-L%)N° - L (2.23)

o Ambient reflection. Phong models the general light that is present in the scene,
which is generated from the reflections of the surrounding objects, by the ambient
reflection term

I =kol, (2.24)

where, k, is the coefficient of the ambient reflection of the surface and I, is the

intensity of the ambient light.

The complete formula of the Phong model is given by

M M .
I=1Ike+ Y Likg(LY N+ Lky(R]- VO (2.25)

i=1 i=1

where M is the number of lights that illuminate the point under investigation. In the
case of color images, different coefficients may be used for the different color bands.
In {Pho75] a more complete Phong illumination model is described. The augmented
Phong illumination model takes also into account the attenuation of the light as the
distance of the object from the light source increases. The experimental model that is

used is

Tsource
= = 2.26
I &+ K ( )



CHAPTER 2. BACKGROUND 42

Light source
N
R A L
\4
specular lobe
8 ]
diffuse reflection
surface with specularities surface with specularities

(a) (b)
Figure 2.5: Phong reflection model. (a) The surface reflects more light towards one
direction compared to the other directions. (b) demonstrates the relationship between

the reflectance vector R and the light direction vector L.

where d is the distance of the object from the light, 0 < p € 2 and K is an arbitrary
constant which is used to prevent infinite intensity when d = 0. The augmented Phong

illumination model is given by

I = I k + Z zsaurcek (LO No + Z zsourcek (RO VO) (227)

Figure 2.5 illustrates the diffuse and the specular components for the Phong reflection
model. Moreover, Figure 2.6 shows an example of a sphere rendered using the Phong

reflectance model with different parameters.

Torrance-Sparrow model

The main drawback of the Phong illumination model is that there is no direct connec-
tion between the coefficients and the physical structure of the surface. More complex

models can be found in literature where two general representatives are the Beckmann-
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() (d)

Figure 2.6: A sphere is rendered using the Phong illumination model. (a) shows a
Lambertian model with k, = 0, kg = 1 and ks = 0, (b) shows a specular sphere with
parameters kg = 0, kg = 1, ks = 1, and n = 25, (c) with parameters k, = 0, kg = 1,
ks =1, and n = 50 and (c)with parameters k, =0, kg = 1, ks = 1, and n = 200. In all

the cases the view direction is towards the reader.
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Spizzichino model and the Torrance-Sparrow model. The Beckmann-Spizzichino model
belongs to a class of models where the reflection operation is based on physical optics,
which use electromagnetic theory for the analysis of the reflection. The Torrance-
Sparrow model belongs to a different class of models that use geometrical optics. The
application of geometrical optics is a lot simpler, but it can be applied only if the

wavelength of the incoming light is small compared to the roughness of the surface.

The Torrance-Sparrow model models the surface by planar, perfectly specular re-
flecting microfacets whose orientations are normally distributed around the surface ori-
entation that is visible at that point. The mathematical formula of the model consists
of a Fresnel term, the geometrical attenuation factor and a Gaussian normal distribu-
tion. In computer vision a simplified version of the Torrance-Sparrow model is used
where the Fresnel term and the geometrical attenuation factor are assumed constant.

The specular term of the simplified Torrance-Sparrow model is given by

arccos(NO-HO) 2 0 0
_ [ arecos\i ot g
m . 0
I=kee ( > with HC = _”LLO V~°H (2.28)

where IN? is the normalized surface orientation, V9 is the normalized vector of the
viewer direction, and LP is the normalized illumination vector. HO is called halfway-
vector and represents the normalized vector sum between the illumination direction L°
and the viewer direction V. m is the root mean square of the microfacet normals and

describes the roughness of the surface. ks determines the strength of the specular term.

In [NIK91] Nayar et al. investigate the Beckmann-Spizzichino and Torrance-Sparrow
models, state the conditions that determine the validity of these models and a re-
flectance framework is presented. For sake of completeness, it should be mentioned
that there are reflection models that do not specify the diffuse and the specular terms

explicitly. A model like this is called Dichromatic Reflection Model (DRM) and more
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information can be found in [KSA98].

Reflectance maps

Assuming that the distance of the object and the sensor is large, the object size does
not exceed a certain level énd a large focal length is chosen, then the projection of
the object to the image plane can be approximated by the orthographic projection. In
this case, the viewer direction remains the same for the whole ob ject. Considering that
the viewer direction is constant and that the illumination distribution does not change,
then the variations in the reflected radiation are solely caused by changes in the surface
orientations. The reflectance map was introduced by B.K.P. Horn [Hor86] to model this
relationship between the reflected radiance and the surface orientation. The reflectance
maps can be seen as functions that map the domain R? to R. There are many ways to
represent the reflectance function. The most common ones are the representation using
the gradient space of the surface gradients (p,q) where the reflectance map is given by
R(p,q), using the stereographic coordinates R(f,g) and using the unit surface normal

R(NO).

2.1.8 Light models

In computer vision field, the two most common types of light sources under considera-

tion are point light sources and extended light sources.

A point light source is assumed to be placed at infinity and its rays that reach
a surface are parallel having as direction the direction of the light source. Also the
intensity of the light is the same for all rays. The extended light sources are usually

modelled as a set of point light sources [SSI03].
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In [LZ97] the different types of light sources and their relations are considered. A
theoretical framework is presented and a 4-D light source hypercube is introduced in

which the different types of light sources can be embedded and compared.

Another way of representing the light distribution of the scene is by using spherical
harmonics [RHO1b, BJ03]. Spherical harmonics are the analog on the sphere of the
Fourier basis on the line or the circle. The light distribution is a 2D function defined on
the surface of a sphere and thus can be represented by spherical harmonics. One of the
advantages of this representation is the ability to represent complex light distributions
in a unified way without approximating extended light sources using multiple point
sources. However, as is discussed in Appendix B, a large number of spherical harmonic
coefficients are required to give an adequate representation of a directional point light

source and so we have not adopted this approach.

In the thesis, we are interested in the case where directional point lights are in the
scene together with an ambient light. This is usually the case when the size of the
object under investigation is small compared to the distance of the light sources or in
the case where there are a small number of dominant directional lights and the effect
of other lights can be modelled as an ambient source. Thus, in the thesis, the lights
are assumed to be point light sources placed at infinity. Also, attenuation of the light’s
intensity with respect to the distance is not considered. This representation has been

used by the majority of the researchers in the field [WS02, Deb98, ZY01, SSI03, MG97].

2.2 Multiple Light Detection

The interest in estimating the light direction was firstly arose from Shape from Shading

applications [BH85, LR85, ZC91]. The problem of single light direction estimation from
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images can be traced back to the work of Pentland [Pen82] in early 1980s. Since then,
various approaches for light detection have been proposed [CBG94b, ZC91, SM99,
Muk90, BH85]. These algorithms can be classified into two main categories; to the
algorithms that focus on deriving the light source direction [Pen82, CBG94b] and to
the ones that try to detect the light direction and to retrieve the shape of the object
under examination simultaneously [ZC91, SM99, Muk90]. A good survey paper is from
Zheng and Chellappa [ZC91], where several techniques for one light source detection are
described and their performance is assessed. Moreover, some researchers have focused
on the problem of estimating the BRDF of an object and the light direction, for the

case of a single light, simultaneously using a set of images [IS91, TT00].

However, in most real situations, the light distribution is more complex and multiple
lights are present in the scene. Many methods for multiple light detection can be found
in literature. The problem of detecting the light distribution from an image of the scene
without having any information about the scene is ill-posed [ZY00]. For this reason,
the proposed methods make several assumptions which determine the applicability of
the algorithms to real life scenarios. In particular, most techniques make use of one or

more calibration objects whose properties are known or assumed.

The problem of multiple light detection assuming point lights at infinity was first
addressed by Yang and Yuille [YY91]. A smooth object with Lambertian shading
model is assumed. Their approach is based on the boundary conditions, i.e. the
image intensity along the occluding boundaries, and at singular points. Their approach
uses the fact that a surface normal can be represented by a point on the Gaussian
sphere. By using stereographic projection, which is defined as the projection of the
north hemisphere of the Gaussian sphere facing the viewer onto a plane tangent at

the north pole using the south pole as the projection center [Hor86], they map a point
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(z,y,2(z,y)) on the occluding boundary to a point in the fg-plane (Figure 2.7). This
projection maps the occluding boundary to a circle I : \/W = 2 in the fg-space.
They prove that if a smooth surface is illuminated by N light sources s; = (K, Ai, phi),
then the combined intensity along the circle ' is R(6) = Zfil R;(0), where R;(0) =
max{0, k; cos@ + \;sin 8} is the intensity along the circle due to the i* light source.
The variable 8 specifies a point on the circle T'. Figure 2.8(b) illustrates the intensity
along the I' circle for the case of a sphere (Figure 2.8(a)) that is illuminated by two
light sources. R is segmented into a set of pieces where only one light illuminates
that part of the object, or many lights illuminate it or none. In the case where a set
of lights illuminate a segment of the circle, the corresponding light is called virtual
light. The parameters k; and A; for each segment are estimated using the Hough
Transform [Hou62], a statistical technique for parameter estimation. If all the sources
lie in front of the object and are at least 90° apart their 4 components can be determined
from the corresponding intensity maxima in the image (singular points). Figure 2.8
shows a case where the two lights can not be detected since they are not separablel.
In the cases where the light sources are non-separable, the p components of the source
vectors can only be determined if the viewpoint can change slightly (active vision). The
intuition behind this approach is that the boundary information puts no constraint on
the z-component of the lights. However, the z-component is determined by the viewer
direction. Thus, changing the view direction has as results to get enough information
about the z-component of the lights. The main advantage of their algorithm is that
makes very few assumptions about the object’s geometry. However, its applicability in
real life situations is limited by the restriction to a Lambertian surface and the limited

light configurations that can be detected without using active vision.

Two lights are called separable if they are at least 90° apart
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fg-space

Figure 2.7: Stereographic projection. A point on the gaussian sphere is mapped to the
fg-plane, which is tangential to the south pole S, through a central projection using

the south pole as the projection point. The gaussian sphere has unit radius.
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(a) (b)
Figure 2.8: (a) shows a Lambertian sphere illuminated by two light sources. In (b)
the intensity along the I' circle is given for each light source individual and for their

combined effect.
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Hougen and Ahuja [HA93] proposed a method to estimate the light distribution and
recover the shape of the object simultaneously using shape from stereo and shape from
shading. In order to estimate the light distribution around the object, they begin by
assuming a large number of pre-defined light directions and then perform a search to
find which combination of these lights can reconstruct the intensities on a grid of image
points. To be more specific, let us assume N light sources si,ss,...,sy. Let R to
be the intensity independent reflectance function, E; to be the image intensity at the
§** image point and K image points are taken into account. If a term representing
the contribution of the ambient term is included, then the resulting image irradiance

equation is:

N
Ej = p; (/\ORO + Z )\iR(nj, Si)) (2.29)

=1

forj =1,..., K, where )\, represents the intensity of the ambient term and A; represents
the intensity of the light s;. p; is the albedo of the j* point and n; denotes its
normal. The unit source vectors are represented by points on a unit sphere. They
placed the unit vectors on the sphere using an ad hoc method, since it is not possible in
general to distribute symmetrically an arbitrary number of points on a sphere [CFG91].
The search is performed by using either least squares or non-negative least squares
minimization. In the case where nonnegativity constraints are forced for the variables,
the error surface contains no local minima and is guaranteed that the global minimum
can be found [HA93]. The applicability of their algorithm is limited by the requirement
that the albedo and surface normal be known at each of the image points that is used in
(2.29). Moreover, a stronger limitation is imposed by the fact that the surface patches
should not shadow each other, which is very common in real life scenarios, and that
there are no inter-reflections. However, in the case of inter-reflections they propose

that the problem can be solved partially by using the method of Nayar, Ikeuchi and
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Kanade [NIK90] but they do not demonstrate any results. Also, their algorithm works
better if the object under inspection is a diffuse reflector (Lambertian). In addition,
the complexity of the algorithm increases as the number of the predetermined light

sources and of the selected points of the object increase in (2.29).

Their work was evaluated by Yang [Yan98] who applied their algérithm for the
case of a Lambertian sphere. He reported that only the non-negative least squares
technique produced usable results for the light distribution estimation. He proposed a
method for refining the light directions since the complexity of the algorithm increases
as the number of the pre-defined light sources increases. He reports that although his
algorithm gives good results for image synthesis, the detected directions of the light
sources do not necessarily converge to the correct values. Also, his approach is limited

by using a Lambertian sphere as calibration object.

Zhang and Yang [Z2Y00, ZY01] have proposed a scheme for detecting multiple light
sources based on identifying the critical lines on a Lambertian sphere. The critical lines
are defined by the points on the sphere whose normal is perpendicular to at least one of
the light sources. The critical lines segment the sphere into different regions, in which
the effects of the lights that illuminate each region can be simulated by one light, the
virtual light. They observed that within a single region the intensity function along a
great circle on the sphere is a cosine wave whose phase and amplitude depend on the
virtual light. It can be proven that the intensity within a single region along a great
circle is given by:

E(9) = bsin(8) + ccos(9) (2.30)
for some values of b and ¢. # is the angle subtended at the sphere center between a
point on the great circle and a reference point. The variables b and c describe the light

source in the region. Whenever the great circle crosses a region boundary, the virtual
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light will change causing a discontinuity in the phase and amplitude of the cosine wave.
By dividing the great circle into a number of short segments, and fitting a cosine wave
to each one, their algorithm is able to identify the points of discontinuity. For a given

threshold T, a critical point exists between two neighbor regions i, j if:

V=2 + ()2 > T (2.31)

The authors prove that the first part of (2.31) is equal to 3 ¢4 [|(Lj)pl|, where A is
the set of indexes of the virtual lights that contribute to only one region of the two
and (L;), denotes the projection of the L; to the plane that is defined by the great
circle (Figure 2.9). This procedure is repeated for a large number of great circles in
order to find all the critical points in the image. Using the Hough Transform (HT),
the detected points are grouped into critical lines corresponding to great circles on the
sphere. The normal to the plane containing each great circle gives the direction of the
corresponding light, u,, to within a sign ambiguity. The real light source directions

and their intensities are then obtained by minimizing the modelling error

P M 2
1
F(s0,u0,81,--,5M) = 5 Z (ep — songug — Z max(smngum, 0)) (2.32)
p=1 m=1

with respect to the camera virtual light ug, the intensity so and the M unknown
light intensities s1, ..., a7 which may be positive or negative. The camera virtual light
direction ug represents the effect of all undetectable light sources. A light source is
called undetectable if its corresponding critical line is not visible by the camera. The
algorithm will not detect pairs of opposite lights correctly since-it assumes that each
detectable light generates a distinct critical line. Moreover, they prove that in the case
where four or more pairs of opposite lights illuminate a Lambertian sphere, the exact
values of the light intensities cannot be recovered. This is also the case where three

pairs of opposite lights are co-planar.
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Figure 2.9: Projection of the virtual light L onto the plane that is defined by the great

circle. N denotes the normal of the sphere at that point.

Sato et al. [SSI99b] proposed a method which is based on the shadows that an
object of known geometry casts onto another object of known geometry and reflectance
function in order to recover the illumination distribution in the scene. Figure 2.10
shows an object illuminated by two light sources. The casting shadows on the surface
give adequate information about the light distribution given the 3D geometry of the
scene. The node directions of a geodesic dome are used to approximate the illumination
distribution of a scene as a summation of illumination radiance sampled at equal solid
angles. The total irradiance P of a point on the surface, which is received from the
entire illumination distribution is estimated as

N
P =" f(0i, 8,0, $e) Li(0i, 6:) Si (64, 1) cos b (2.33)

i=1

where L; is the illumination radiance per solid angle coming from direction (6;, ¢;) and
f(6;, ¢i, 6, de) is the bidirectional reflectance distribution function of the surface. S;
are the occlusion coefficients which take the value zero if the light L;(6;, ¢;) is occluding
by the object or one if it is not. These coefficients can be estimated through the 3D
geometry model of the scene which is assumed to be known. w; is the solid angle

sampling direction (6, ¢;). If n nodes from a geodesic dome are used for sampling the
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illumination distribution for the north hemisphere, the solid angle is equal to 27 /n. Two
reflectance models for the surface are considered; a Lambertian and a non-Lambertian
reflectance model which is approximated by a simplified Torrance-Sparrow reflection
model [NIK90, TS67]. It should be noted that only models that provide a set of
linear equations with unknown illumination radiance can be applied. In the case of the
Lambertian model (2.33) becomes:

P(be, ¢e) = Z K4L(0;, ¢;) cos 0;5(0;, ¢s) (2.34)

i=1
where K is the diffuse reflection parameter of the surface. By taking many points
of the surface, a set of linear equations is formed and the unknown radiances of the
light sources can be estimated, imposing non-negative constraints. In the case of non-

Lambertian model (2.33) becomes:

n

P(fe, ¢e) = Y (Kd cosf; + K

1=1

1 —7(0.67)*

[ 2m?2 ) S’(@Z, ¢i)L(91, ¢z) (235)

cos 6,
where v(8;, ¢;) is the angle between the surface normal and the halfway-vector between
the light source direction and the viewing direction. The K4, K and m are constants
defined by the Torrance-Sparrow model. In the case where the BRDF of the surface is
not given and if interaction with the scene is possible, the algorithm can estimate the
BRDF of the surface under the assumption that is Lambertian. In this case, another
image of the scene is taken without the occluding object. By forming the ratio of the

two equations for each pixel, the K term is cancelled out.

In [SSI99a, SSI03], the authors extended their algorithm to handle the case where the
BRDF of the surface under investigation is unknown. The algorithm estimates the light
distribution of the scene and the reflectance properties of the surface simultaneously.
In this case the algorithm assumes that the surface has uniform reflectance proper-

ties. When this is not the case, e.g. surfaces with some texture, the algorithm still
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occluding
object

surface

Figure 2.10: A cylindrical object is illuminated by two light sources. The shadows that
the object cast onto the surface give information about the light distribution of the

scene.

works if the reflectance properties of the surface can be approximated by a Lambertian
model. Moreover, rather using a uniform discretization of the illumination distribution,
the algorithm adaptively increases the sampling on some illumination directions based
on the estimation of the previous iteration using a cost function, resulting in a more
computationally efficient method. Recently, in [SSIO1], the authors investigate the sta-
bility issues concerning their algorithm and the cases under which their algorithm may
fail to estimate correctly the light distribution. The problems under investigation are:
blocked view of shadows by the object; limited sampling resolution for image radiance
inside shadows and the appropriate light model for the illumination distribution of the
scene. Extensions of their algorithm are proposed for better stability and accuracy with
respect to the above problems. One main extension, is the ability of their algorithm
to detect correctly extended light sources. A new illumination model which takes into
account the soft shadows that are produced by an extended light source is introduced.
This is achieved by letting the occluding coefficients S(6;, ¢;) to take values in the range

between 0 and 1. The applicability of their approach in real life scenarios is limited
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by two factors. Firstly, all the cast shadows of the occluding object onto the surface
should be visible by the camera. Secondly, no other object should cast shadows on the
part of the surface that is processed by the algorithm for the estimation of the light

distribution and is not part of the 3D geometric model.

More recently, Wang and Samaras [WS02] have proposed a method for multiple
light detection using any object of known geometry and Lambertian reflectance. Their
approach is focused on the Lambertian sphere’s case, but it is extended to objects of
any geometry and Lambertian properties by mapping the surface normals to a gaussian
sphere first and then apply their algorithm. Their approach is based on the concept of
critical points introduced by Zhang and Yang [Z2Y00, ZY01]. They modified the Zhang

and Yang’s criterion for detection of the critical points (2.31), as follows:

V(b = b)) + (c; — ¢5)*
max{\/bf +c?, \/b? + c?}

where the variables are defined as in the case of Yang and Zhang’s algorithm. According

>T (2.36)

to [WS02], the new criterion for critical point detection is more robust compared to
Yang and Zhang’s criterion. The estimated critical lines are used to segment the sphere
into regions and the virtual light at each region is estimated by applying standard least
square methods [Hay86]. Finally, the real lights are estimated within a sign ambiguity
by subtracting neighbor regions. A least-square method is applied to estimate the real
light directions by selecting K points from the image of the object and finding the
solution to

E(P;) =) max{eL; N;,0} + L, - N; (2.37)

i=1

where E(P;) is the intensity of the point P; with normal N; and e; is the intensity of
the light source L; permitting to take negative values to model a light in the opposite

direction. L, is the light source vector that models the undetectable lights. In [YS02],
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the authors propose an integrated approach that combines information from shading
and shadows [SSI03] for the detection of the illumination distribution. They conclude
that the combined method has superior results to those obtained if the two methods

are used separately.

In [Wei03], Wei proposed a method similar to the Wang and Samaras’ approach.
The basic principle of his algorithm is also based on the concept of critical points
and the information that can provide about the light distribution. The detection of
the critical points is based on the local light source constraint, i.e. in a local area of
smooth lightness it is likely that the corresponding 3D word points on the object to be
illuminated by the same light sources. Based on the Lambertian reflectance formula,
a linear system of equations is constructed for each local area and the local illuminant
direction is estimated. If the difference between two local light sources that correspond
to adjacent regions is larger than a threshold, then the middle point of the two regions
is classified as a critical point. Using the adaptive Hough transform, the directions of
the light sources are estimated through the critical points. The light intensities are
retrieved by solving an over-determined linear system after pooling all pixels inside

regions illuminated by the same combined light vector.

Marschner and Greenberg [MG97] followed a similar approach to Hougen and Ahuja
[HA93], but instead of fixing the light directions, they used many images of the object
under investigation illuminated by different light sources to form a similar system of
linear equations. In this way, they lifted the assumptions of no inter-reflections and cast
shadows that were imposed by Hougen and Ahuja in [HA93]. The underlying idea is
that an image of an object which is illuminated by a light distribution can be expressed

as the superposition of images of the same object taken under specific light sources.



CHAPTER 2. BACKGROUND 58

By selecting K points of the image, the aim is to solve the linear system of equation:
N

Ej = Zele(Lz) s for j =1...K (238)
=1

regarding the variables e;, where E; is the intensity of the jth point and R;(L;) is the
intensity of the same point when the object is illuminated by the light source L;. The
e; is the intensity of the corresponding light source L;. The main assumption in their
approach is that the object geometry and BRDF are known, or many images of the
object with known light distributions are available. Also, that no other objects cast
shadows on the object under investigation. The number of the images N and of the
points K that are selected to form the linear system of equations (2.38) determine the
performance of the algorithm. Due to computational cost only a small set of points can
be selected to represent the images. Moreover, the above linear system of equation is
ill-conditioned if the object’s BRDF is relative smooth (i.e. Lambertian surface), since
a smooth BRDF blurs the information about the incident light distribution. Thus, they

proposed to use regularization techniques [PTVF92] to overcome this problem.

Some researchers proposed the use of a mirror-like sphere as a calibration object
to estimate complex light distributions. Debevec [Deb98] uses a specular sphere as a
light probe and high dynamic range photography to estimate the light distribution in
the scene. His method produces very good results and is able to detect complex light
distributions. However, it can be applied only in cases where access to the scene is
possible in order to firstly position the specular sphere into the scene and secondly to
use high dynamic range photography. It should be noted that the data acquired from a
single sphere image exhibit some artifacts such as that the camera and the photographer
are part of the scene, there is interaction between the mirror sphere and the other
objects around it, and finally there is no information for the illumination distribution

behind the sphere. Thus, special care should be taken in positioning the sphere and the
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camera to minimize these effects. The remaining artifacts can be removed manually

using an image editing program.

Powell et al. [PSGO01, PGOO0] propose an algorithm that uses as a calibration object
two mirror-like and one diffuse spheres. Their approach differs from the others in the
sense that can estimate the direction and the position of the light sources (range).
The position of the light sources is estimated through triangulation using the specular
information of the mirror-like spheres. The main drawback is that interaction with the
scene must be possible in order the calibration object to be inserted. Moreover, the
mirror spheres interact with the nearby objects, which results in changing the real light

distribution.

In [ZK02], the authors propose a method to estimate multiple light sources from
a pair of stereo images of a sphere. The sphere is assumed to have both Lambertian
and specular properties. The key idea of the algorithm is that the diffuse reflection
component does not depend on the viewing direction, where the specular component
does. Based on that, they use a pair of cameras, whose view point change, to separate
the diffuse and the specular parts of the sphere. Since the 3D geometry of the sphere
can be retrieved, the direction of the light sources is estimated from the specularities
and their intensity ié estimated using the diffuse component. The requirement for a
pair of cameras prevents the application of the algorithm in situations where only one
image of the object is available. Moreover, their approach has a reduced space of
possible detectable light directions, since the specularity that is caused by a light must

be seen from both cameras.

A related field of research to the light distribution estimation but from the oppo-

site view, is the reflectance estimation. The majority of the proposed techniques for
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the reflectance estimation problem assumes that the light distribution and the 3D ob-
ject geometry is known in order to estimate the Bidirectional Reflectance Distribution
Function [DHT*00, Lov97, Mar98, MWL*99, SWI97, War92, TT00]. Several authors
have recently proposed algorithms to estimate both illumination and reflectance from
a set of photographs under real-world illumination [BG01, NZI01, RHOlc, YDMH99,
YM98, LFL02]. They all assume that the object’s geometry is known and the BRDF
of the object can be approximated by a Phong- or Ward-like specular plus diffuse
reflectance model [Dro02], which is the same for the whole object. Recently, in the
same context, a signal-processing framework is introduced by Ramamoorthi and Han-
rahan [RHOla, RHOlc, RHOlb, Ram02], which describes the reflected light field as a
convolution of the BRDF and the lighting, and expresses it mathematically as a prod-
uct of spherical harmonic coefficient of the BRDF and lighting. The main assumption
of the method is that the object under investigation is curved and convex with known
3D geometry. Using the proposed framework, the object’s BRDF and light distri-
bution can be simultaneously recovered through deconvolution using a set of images
illuminated by the same light distribution. It should be noted that independent of
and contemporaneous with their work, Barsi and Jacobs [BJ03] proposed a similar
framework. Using the proposed framework, the ill-conditioning observed by Marschner
and Greenberg [MG97] in estimating the lighting from a Lambertian surface [RHOIc]
can be explained. It should be noted that the proposed framework does not provide a
method for estimation of high frequency illumination such as directional light sources
when the BRDF is smooth as in the Lambertian case since the Lambertian kernel at-
tenuates the high frequencies of the light (directional light sources). The convolution
operator is a local operator and the problem is ill-posed when only local information is

considered [CBG94a, WS02]. This makes their algorithm complementary to the other
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algorithms that use Lambertian objects for calibration and global information.

2.3 Summary

A detailed description of the image formation process and the interaction of the light
distribution with a surface were presented in this chapter. Based on these relationships,
multiple light detection algorithms have been proposed by researchers in the field. A
detailed description of these algorithms along with their basic principles has been given.
Summarizing, it can be said that the algorithms which use specular calibration objects
can produce more accurate results and can cope with more complex light distribution.
However, their applicability is limited by the fact that a specific specular calibration
object should be inserted in the scene and that a highly reflective calibration object is
more likely to disturb the real light distribution. The algorithms that use a Lambertian
sphere as a calibration object exhibit less interaction between the calibration object and
the other objects in the scene, but they can not produce such accurate results. Finally,
the algorithms that use objects of arbitrary geometry and BRDF are the more generally

applicable and represent a trade off between the other two extreme cases.

An overview of the rest of the thesis is presented below:

o Chapter 3 investigates the theoretical limitations in multiple light detection prob-
lem when a convex Lambertian object is used for calibration. It is proved that
there is an inherent ambiguity in the detection of the light distribution in this
case and a mathematical framework to describe this ambiguity is presented. It
is shown that all the possible light distributions that can produce an identical

image of the object lie inside a high dimensional polytope. The high dimensional
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polytope is defined and it is proved that the more probable light distributions,
distributions with the fewest number of pairs of lights, are at the vertices of the
polytope. This work applies to all the algorithms that use a convex Lambertian
object for calibration. Based on the proposed mathematical framework, these
algorithms can be extended to explore the solution space in order to find the

simplest light distribution, which is probably the real one.

s Chapter 4 concentrates on estimating the light distribution using a convex Lam-
bertian object for calibration. It begins by demonstrating that the reconstruction
error function, which is used by [WS02, ZY00], that is minimized for the light dis-
tribution estimation is non-convex if the light directions are unconstraint. This
implies that the light distribution estimated through gradient descent depends
on the starting point of the minimization. Moreover, it is proven that by im-
posing non-negative constraints to the direction of the lights, the reconstruction
error function is converted to convex. The chapter proceeds in presenting a novel
algorithm, the Virtual-to-Real, for the multiple light detection problem. The al-
gorithm uses the information of the whole image to estimate the light sources,
which make it more robust to noise. Moreover, non-negative constraints are im-
posed on the light directions and a method of resolving the inherent ambiguity

in the case of convex Lambertian objects is incorporated into the algorithm.

e Chapter 5 presents a novel algorithm, the Subspace Projection algorithm, for
multiple light detection where an arbitrary object of known geometry and bidi-
rectional reflectance distribution function can be used for calibration. Many ap-
proaches can be found in the literature that detect the light distribution using the
same assumptions [SSI03, MG97]. However, the main advantage of the proposed

algorithm is that it performs the search in a low-dimension space using the KLT
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transform, which makes the algorithm computationally efficient, preserves the
information and makes it more robust to noise. A comparison is performed be-
tween the proposed algorithm and other candidate algorithms for dimensionality

reduction with respect to the multiple light detection problem.

e Chapter 6 proposes a novel approach for detection of the light distribution in a
scene when information about the exact 3D geometry and reflectance properties
of the object under investigation are unknown. The only assumption is that the
calibration object belongs to a known linear class of objects. The class under
investigation is the class of human faces. Based on the statistical properties of
the interaction between the light distribution and the object’s class, the proposed
approach can detect up to three light sources with adequate accuracy. Finally, an
application of the proposed algorithm is presented for illumination compensation
in face recognition applications. Results show a boost in the performance of the

algorithms as high as 24% compared with current techniques.

o Chapter 7 concludes the thesis and outlines possible future directions for research.



Chapter 3

Theoretical Limitations

3.1 Introduction

A lot of research in multiple light detection uses a Lambertian sphere as a calibration
object [YY91, Yan98, ZY00, WS02]. By introducing constraints about the objects ge-
ometry and its reflectance properties, the light distribution can be detected. Impressive
results can be found in the literature where the proposed algorithms can detect up to
8 lights with adequate accuracy [WS02]. However, little research has been done on
identifying/resolving the ambiguities that can be arise in multiple light detection. This
chapter explores the ambiguities in light detection when a convex Lambertian object
is used for calibration. It builds a mathematical framework for the possible light dis-
tributions that generate the same effect on the convex object and presents insights for
the reasons that current state of the art algorithms in the field can converge to an
equivalent light configuration, a light configuration that produces the same image of

the object as the input one.

64
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3.2 Related work

It is not always possible to determine all the light sources unambiguously from the
image of a convex Lambertian object. Often, due to the geometry and the reflectance
properties of the calibration object, many alternative light configurations can produce
exactly the same image of the object. This effect is more apparent for Lambertian
surfaces since they lack specular reflections which give extra information about the

light distribution.

Nayar [NM96] based on Lambert’s law proposed that in the case where all the visible
pixels of the Lambertian object under investigation can be illuminated by at least three
lights, then any fourth light that illuminates the same pixels can be modelled as a linear
combination of the three lights. Moreover, in some cases the object’s geometry restricts
the number of light sources that can be detected [BK96]. For example, in the case of
a Lambertian cube that faces the camera in a way that only one face of the cube is
visible, the effects of a light source can be simulated by the effects of any other light
source that illuminates this face by adjusting its intensity. Thus, the number of light
sources that can be detected from the algorithm are reduced to an upper limit [BK96].
The authors introduced the term of shadowing configurations to describe a set of light
directions in which each light illuminates the same set of pixels of the object leaving
the rest shadowed. According to [GKB98|, there are at most m(m — 1) + 2 shadowing
configurations for m distinct surface normals. However, this is only a theoretical limit,
and in practice there are fewer shadowing configurations due to quantization noise and

the spatial resolution of the camera.

The above ambiguities are under the assumption that there are no points of the

object that are in shade due to cast shadows. Cast shadows enforce some additional
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constraints on the light distribution of the scene. Sato et al. [SSI99b] proposed a method
for detecting the light distribution by using soft shadows. It exploits the shadows
that an object of known geometry casts onto another object of known geometry and
reflectance function. In [SSI01], the authors investigated the stability issues of their
algorithm, and more precisely, how much information is obtainable by their approach
from a given image about the light distribution of the scene. A set of ambiguities in
the light distribution detection were stated and methods to make their algorithm more

robust with respect to these ambiguities were proposed.

Another type of ambiguity that has not received much attention is due to opposite
lights. This type of ambiguity is very common in the case of convex Lambertian objects
since cast shadows and specularities are not present in the image to reveal any extra
information about the light distribution. In [ZY00] Zhang and Yang showed that in
the case of four pairs of opposite lights it is impossible to recover the intensity value
of the lights when a Lambertian convex object is used for calibration. Also, this is
the case for three pairs of opposite lights if their directions fall in the same plane.
Recently, Ramamoorthi and Hanrahan [RHO1b] proposed a theoretical analysis of the
relationship between the radiance and irradiance. In their analysis, they gave an insight
about the ambiguities of determining the incident radiance by knowing the irradiance
at every surface point of an object due to opposite lights. The main difference to our
work, is that we prove that the possible light configurations lie in a high dimensional
polytope and, based on this observation, a method for resolving this inherent ambiguity
is provided. The current state of the art algorithms for multiple light detection ignore
this case and assume that there are no opposite lights in the scene. Using the above
results, more robust algorithms can be developed by being aware for the existence

of equivalent light configurations and by handling pairs of opposite lights when it is
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1IeCessary.

3.3 Opposite lights and ambiguities

3.3.1 Opposite Lights

Two lights s; and sy are opposite if they are co-linear and have opposite directions.
The pair of opposite lights may be represented as s; = s;u and s = spu where s and
s2 have opposite signs. Lambert’s cosine law states that the irradiance at a point p of

a Lambertian object which is illuminated by a light source s is given by
ep = max(ppn;";s, 0) (3.1)

where n,, is the normal of the object at that point and p, is the albedo at point p.
Equation (3.1) holds for any point of a convex Lambertian object and, for the case
of non-convex objects, for the points that are directly illuminated by the light source
s. The rest of this chapter assumes a convex Lambertian object. Without loss of
generality, the object is assumed to have uniform albedo equal to one. The combined

effect of the pair of opposite lights on the intensity at p is

;1;81, 0)+ rnax(nng, 0)

ep = max(n
= %ngsl + %[ngsll + %nZ& + %lngszl
= %(sl + sz)n;‘[;u + %|(81 - Sz)ngul
= %dngs + —;—|n§s| (3.2)
where s = (s1 —s2)u and d = (s1+52)/(s1 — s2). Thus we may describe the effect of the

pair of opposite lights by combining a single source vector s with a parameter d that

lies in the range +1 and that characterizes the relative strength of the two lights. The
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sum of the opposite light intensities is |s| and the extreme cases of d = %1 correspond
to single lights at s; = s and s, = —s respectively in which case (3.1) may be regarded

as a special case of (3.2).

3.3.2 Fundamental Limitations

The source of the ambiguity that we are considering is when the source vectors, s,
form a linearly dependent set. This is always the case if there are four or more light
source directions and may be true when there are fewer than this. A special case of
this ambiguity was identified in [ZY00] but the treatment given here is more general.
We may form a matrix S = [s; s2 ...s)s] from the source vectors in which, to avoid
duplications, a pair of opposite lights is represented by a single vector as in (3.2). If

~ the nullity of S is J > M — 3, we may write
SH=0 ' (3.3)
where H is an M x J matrix whose columns form a basis for the null space of S.

Following (3.2) we may now express the intensity at p as

1 L ¥,

e = FN;Sd+5 ) [nTsy| (3.4)
m=1

where the elements of the vector d lie in the range +1 for opposite pairs and are equal

to +1 or —1 for single lights. For any vector g of dimension J, we can define an

alternative sef of coefficients as
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and we see that

n]Sd = n]S(d+ Hg)
= nlSd+n]SHg

= nlSd (3.6)

Thus the intensity at p given by (3.4) is unchanged by the replacement of d by d’. To
represent a feasible set of coefficients, each component of d’ must lie in the range +1.

This imposes a set of 2M linear constraints on the vector g of the form
-1<dp+hlg<+1 (3.7)

for each row hl of H. These constraints restrict g to within a J-dimensional polytope

which always includes the origin.

An example of this is shown in Figure 3.2a which shows a side view of the camera,

sphere and four lights, all lying in the y-z plane, with

S=| 0 -18 18 -12 (3.8)

The matrix S has nullity J =2 and so the matrix H will have two columns

2 0.75
3 -2

H= (3.9)
3 0
0 3

The requirement that each component of d’, defined in (3.5), should be in the range
41 forces g to lie between four pairs of parallel lines as shown in the shaded polygon

in Figure 3.1. Each point in the interior of the polygon defines a set of eight light
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04 r

g, 0.4
Figure 3.1: The requirement that each element of d’ lies in the range +1 forces g to lie

between four pairs of parallel lines as shown in the shaded area.

intensities (comprising four opposite pairs of lights) that illuminates the sphere in
exactly the same way as the original four lights. At a vertex of the polygon fewer
lights are required since at least two of them have zero intensity. Figure 3.2 shows the
lights corresponding to the four vertices of Figure 3.1 in clockwise sequence beginning
at the origin. All these lighting arrangements include one light that is invisible to the
camera because it is hidden behind the sphere; this light has no effect on the image so

its intensity cannot be deduced. Arrangement (a) requires the fewest visible lights.

It has been shown that an ambiguity exists whenever the source vectors are linearly
dependent. This situation is inevitable whenever there are more than three different
light directions and can arise with as few as two visible lights together with an invisible
light behind the object. A natural way of resolving the ambiguity is to choose the
arrangement that requires the fewest visible lights. This will always correspond to
one of the polytope vertices and can never include more than three pairs of opposite
lights since at a vertex the directions of all remaining opposite pairs must be linecarly

independent. Unfortunately, it is possible for more than one vertex to require the
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Figure 3.2: Four light configurations that illuminate the sphere in an identical manner

and that correspond to the four vertices of the shaded polygon in Figure 3.1. The

numbers indicate the intensity of each light source.
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Figure 3.3: Percentage of cases for a given maximum change in the intensity of one of

the lights

fewest number of lights and in this case there is no unique best choice. In particular,
if a subset of the s,, sum to zero, then the corresponding d,, may be negated without
affecting the illumination or the number of lights required; under these circumstances

an ambiguity will arise even if all opposite light pairs are excluded as in [ZY00, WS02].

It is interesting to know how often an ambiguity due to opposite lights can occur
when a convex Lambertian object is used for calibration. We have performed simula-
tions with between four and seven lights in the scene randomly placed with uniformly
distributed intensities. A configuration of lights is characterized as ambiguous if at
least one of the light intensities can change by more than AI without having any effect
on the image. In the experiment, the light intensities are scaled to a maximum intensity
of 1.0. As can be concluded from Figure 3.3, the probability of a substantial ambiguity

is very high when we have more than 5 lights.



CHAPTER 3. THEORETICAL LIMITATIONS 73

3.3.3 Application to multiple light detection algorithms

The proposed mathematical framework can be applied to multiple light detection al-
gorithms in order to enable them to find the correct light distribution among other
equivalent. The optimum way for the algorithm to find the correct solution is to tra-
verse the vertices of the high dimensional polytope that is defined by the current light
configuration. Then, if prior knowledge is available, the solution that agrees the most
with that should be selected or, if this is not the case, the solution with the fewest

number of lights is the desired.

However, it is not easy to find the vertices of the polytope. In the case of M light
sources, if it is assumed that there is not any pair of opposite lights in the scene, a
vertex exists where all M constraints are met. An exhaustive search of all 2 possible
combinations can be performed to find this vertex. A combination is valid if a solution
exists and all the constraints are met. In general, if pairs of opposite lights are per-
mitted in the light configuration, then all combinations should be tested by permitting
a maximum of three pairs of opposite lights. The combinations with the least recon-
struction error are the possible solutions and they correspond to the vertices of the high
dimensional polytope. In theory, the above solutions have the same reconstruction er-
ror. However, due to the noise, the estimated light configuration may not correspond
to one of the true vertices of the polytope. Thus, the algorithm should permit some
deviation in the reconstruction error between the tested light configurations since the
correct light configuration may not give the least reconstruction error. More details for

this method are presented in chapter 4.
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3.4 Summary

In this chapter a mathematical framework is presented for the equivalent light con-
figurations that exist when a Lambertian convex object is used for calibration. It is
proven that there are inherent ambiguities in the light configuration estimation when
a Lambertian convex object is used and a method to explore the possible solutions is
presented. Moreover, it is shown that the possible solutions lie in a high dimensional
polytope, where the vertices of the polytope correspond to solutions with the fewest

number of lights.

The derived mathematical framework gives an insight for the reasons why the current
multiple light detection algorithms can sometimes converge to a solution with minimum
reconstruction error but not with the correct light configuration. Considering the above
framework, their solution may lie inside the high dimensional polytope or at a vertex
of the polytope which may not correspond to the true light configuration. The above
mentioned framework is incorporated in the algorithms that are presented in the rest of
the thesis and enables them to detect the correct light configuration in the case where

a Lambertian convex object is used for calibration.



Chapter 4

Virtual-to-Real Algorithm

4.1 Introduction

In the previous chapter, a mathematical framework for the ambiguities in light direc-
tion estimation is derived when a Lambertian convex object is used for calibration.
This chapter proposes a novel algorithm, the Virtual-to-Real algorithm, for multiple
light detection using a Lambertian sphere as the calibration object. The main novelties
of the algorithm are the robust estimation of the light directions and its ability to re-
solve any ambiguities due to opposite lights using the previous presented mathematical
framework. A comparison of the proposed algorithm to a recent algorithm for multiple
light detection from the literature is performed. Experiments with synthetic and real

images demonstrate the applicability and the robustness of the proposed algorithm.

75



CHAPTER 4. VIRTUAL-TO-REAL ALGORITHM 76

center of
projection

sphere with
unit radius

image plane

Figure 4.1: Coordinate system for the case of a sphere under perspective projection.

4.2 Problem Formulation and Deﬁnitions

4.2.1 Sphere Geometry

This chapter is concerned with determining the directions and intensities of the light
sources illuminating a Lambertian sphere with unit albedo. Extension to the case of
non-uniform albedo is straight forward. The coordinate system is chosen such as the
sphere is of unit radius with its center at the origin. It is assumed that the camera
position is known and that its center of projection lies on the positive z-axis at z = ¢~1

with the image plane at 2 = 0. The case ¢ = 0 corresponds to orthogonal projection

with the camera at infinity (Figure 4.1).

Under these assumptions, the following geometric relationships can be derived (see
Appendix C)- A point p on the sphere with coordinates [ p, Dy Ds |7 is projected

onto the image plane at (1—cp;)™![ p, Dy ]7. Conversely, an image point [z y] arises
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from the point on the sphere having

(@ +y?) + /1~ (1~ c2) (22 +¢?)

be 11 2(@ +9?)
Pz = (1—cp)z
py = (I—cpa)y (4.1)

A plane through the origin will intersect the sphere in a great circle of unit radius that
is projected onto the image plane as a partially visible ellipse. The ellipse corresponding

to the plane with unit normal u = [u; u, u,]T satisfies the equation
2,2, .2 2 2 _
’U,Z(CE +y° - 1) + (1 —C )(umz + uyy) + 2C'U,Z(’u,¢,;:13 =+ uyy) =0 (4'2)

When u, = 0 the ellipse reduces to a straight line through the origin satisfying the
equation u,T +uyy = 0. If |u,[2 > 1 — ¢? then no part of the great circle will be visible

to the camera.

4.2.2 Sphere Illumination

When the Lambertian sphere is illuminated by a point light source at infinity, the image

intensity at a point p on its surface is given by

ep = Pp max(sngu, 0)

1 1
= Pp max(ngS,O) = §Ppn;7;s + §Pp|ngsl (4.3)

where the unit column vectors u and n, = [p py pz]T denote respectively the direction
of the light and the surface normal at p and s denotes the light intensity [Hor86]. pp,
denotes the albedo of point p. For the rest of the chapter it is assumed that the sphere
has uniform albedo equal to one. The source vector, s = su, combines the direction and

intensity of the light source into a single quantity. It is convenient to allow a negative
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Figure 4.2: (a) shows a sphere illuminated with three lights at [1 0 — 1], [01 — 1] and

[011]. (b) shows the corresponding critical lines.

value of s: this corresponds to a light in the direction —u. The points satisfying

ngu = ( form the boundary between the illuminated and unilluminated portions of
the sphere. This critical line forms a great circle on the sphere and, as noted above, is

projected onto the image as a segment of an ellipse (Figure 4.2).

With M source vectors, sy, ...,sy equation (4.3) becomes
M
ep = Z max(ngsm,O)
m=1

= ng Z Sm (4.4)

m:nl's;, >0
The summation in (4.4) is performed over all the light sources that illuminate p, namely
those satisfying n;-’;sm > 0. The image may be partitioned into a finite number of
regions, Ry,..., Rk, such that all the pixels within a region are illuminated by the
same set of light sources; these regions are bounded by the critical lines associated with
the light sources. If Ly is the set of light sources that illuminate the image pixels in
Ry, then for all p € Ry,

T P
ep =n, Z Sm = N, Vi (4.5)
meLy



CHAPTER 4. VIRTUAL-TO-REAL ALGORITHM 79

where vy, is the virtual light associated with region Ry.

Theorem 4.1 The mazimum possible number of visible regions on a sphere that is

dluminated by M point light sources is given by K = %(M2 +M +2).

Proof 4.1 The formula can be proved with induction. For M = 1, the formula gives
the correct answer K = 2. If we now assume the formula is correct for M, we can show
that it also holds for M + 1 under the assumption (normally true) that the critical line
associated with the (M + 1)** light crosses each of the previous M critical lines at a
distinct visible point. Since it crosses M region boundaries in the visible sphere image,
this new critical line will pass through M + 1 regions (because there is one at each end
of the line) dividing each of them in half. Thus M + 1 new regions will be created

making a total of

1 1
§(M2+M+2)+M+1:5((M+1)2+(M+1)+2)

This is only attained if all the critical lines cross each other at distinct points visible
in the image. K will be less than this if three of more lights lie in a plane or if any pair
of light directions satisfy |(u; X us),| < ¢. In the first case the critical lines associated
with the lights all meet at the same point while in the second case they cross at a point

invisible to the camera.

Figure 4.2 shows the case where three lights illuminate the Lambertian sphere. The
critical lines of the lights segment the image of the sphere into six regions. Each pixel

in a region is illuminated by the same set of lights.

The problem addressed in this chapter is to determine the number of light sources,
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M, together with their intensities, s,,, and directions, u,,, so that equation (44) is

satisfied at each pixel of the image.

4.3 Related work

A detailed survey for multiple light detection algorithms that use a Lambertian sphere
as a calibration object is given in chapter 2. This section presents one particular

algorithm, the Zhang and Yang’s algorithm [ZY00, ZY01], in more details.

Zhang and Yang have proposed a scheme for detecting multiple light sources based on
identifying the critical lines on a Lambertian sphere. They observed that within a single
region the intensity function (4.5) along a great circle on the sphere is a cosine wave
whose phase and amplitude depend on the virtual light, vi. Whenever the great circle
crosses a region boundary, the virtual light will change, thus causing a discontinuity
in the phase and amplitude of the cosine wave. By dividing the great circle into a
number of short segments, and fitting a cosine wave to each one, their algorithm is
able to identify the points of discontinuity. This procedure is repeated for a large
number of great circles in order to find all the critical points in the image. Using
the Hough Transform (HT) [Hou62], the detected points are grouped into critical lines
corresponding to great circles on the sphere. The normal to the plane containing each
great circle gives the direction of the corresponding light, u,, to within a sign ambiguity.
The real light source directions and their intensities are then obtained by minimizing
the modelling error

P M 2
1
F(s0,81,.-,8M,U0) = 7 Z (ep — son;‘fuo - Z max(smn;‘fum,O)) (4.6)

p=1 m=1

with respect to the camera virtual light up and intensity sp and the M unknown
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light intensities sy, ..., sps which may be positive or negative. The camera virtual light
direction ug represents the effect of all the undetectable light sources and is constrained
to lie in the undetectable region with u, > v/1 — ¢2. The algorithm will not detect
pairs of opposite lights correctly since it assumes that each detectable light generates

a distinct critical line.

Evaluation of the algorithm of [ZY01] showed that although it works well in some
cases, the minimization of (4.6) will sometimes converge to an incorrect local minimum
in which some of the s, have the wrong sign. If the light directions, u,,, found in
the first stage of the algorithm are insufficiently accurate this situation can arise even
when the number of lights is as small as three. If the number of lights, M, is large (e.g
seven) then incorrect convergence can occur even when the light directions are precisely
correct. The only way to avoid this situation seems to be an exhaustive search of all
possible signs of the s,,. For an image illuminated by 7 lights, Figure 4.3 shows the value
of F obtained by minimizing (4.6) using each of the 27 possible sign combinations of the
{sm} as the initial starting point. It can be seen that the minimization can converge
to any one of several different local minima and that only eight of the starting points

lead to the true global minimum.

Recently, Ramamoorthi and Hanrahan [RHO1b] and Basri and Jacobs [BJ03] have
shown that a Lambertian surface attenuates the high frequency components of the illu-
mination and that the first 9 spherical harmonics capture most of the appearance of the
image. This would seem to prevent the estimation of more than 9 illumination param-
eters or three source vectors, from the image of a Lambertian sphere. Figures 4.4(a)
and (b) show the absolute error when 9 spherical harmonics are used to approximate
the radiance of a Lambertian sphere illuminated by one and three lights respectively.

It can be seen that the errors are concentrated at the gradient discontinuities that exist
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Figure 4.3: The figure shows the value of log;, F' obtained when minimizing (4.6) using

each of the 27 possible sign combinations of the {s,,} as the initial starting point.

along the critical lines. Figure 4.4(c) shows the absolute error for three lights when
using 225 coefficients with additive white noise at 40dB SNR. Thus, although the mean
square error reduces rapidly as the number of harmonics is increased, the peak error
along the critical lines is always larger. Appendix B presents the effects of the gradient
discontinuity in the approximation using the spherical harmonics in more details. Con-
cluding, it can be said that despite the attenuation of the high order harmonics by the
Lambertian surface, the critical lines are still apparent above the noise floor and, by
integrating over many pixels, the techniques described in this chapter make it possible

to identify the critical lines and the source vectors reliably.

4.4 Convexity of the Objective Function

Many multiple light detection algorithms that use a Lambertian sphere as a calibration
object estimate the light distribution by minimizing the reconstruction error (objective

function) (4.6) [ZY00, ZY01, WS02] without imposing any constraints to the variables.
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Figure 4.4: The absolute error when the intensity of a Lambertian sphere is approxi-
mated by a finite number of spherical harmonics using (a) 1 light and 9 harmonics, (b)

3 lights and 9 harmonics and (c) 3 lights and 225 harmonics with 40dB SNR.

In these approaches, it is implicitly assumed that the objective function is convex and

that a gradient descent method will not become stuck at a local minimum.

On contrary, this section proves that the objective function without any constraints
is non convex, which implies that the above approaches may fail to identify the correct
light distribution by converging to a local minimum. Moreover, it proves that if the
source directions are fixed and their intensities constrained to be positive the function

(4.6) becomes convex which implies that there is only one minimum [Fle81].

Definition 4.1 A function f is convez in an interval [a,b], if for any z1 and x5 in

[a,b] and for any X € (0,1) holds

fxy+ (1= Naz) < Af(z2) + (1= A)f(22)

In the case where the function f is continuous the following can be proven [Kre78]:

Definition 4.2 A continuous function f is convez if and only if its value at the mid-

point of every interval in its domain does not exceed the average of its wvalues at the
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ends of the interval. In other words, a continuous function f is convez in an interval

[a,b], if and only if for any z1 and 2 in [a,}]

P25 < 3 0w+ Se)

4.4.1 Constrained minimization of the objective function

It can be proven that if the directions of the lights are fixed and the intensities of the

lights are constrained to be positive then the objective function is convex.

Assume a point p of the lambertian convex object with normal n,, albedo p, and
intensity e, which is illuminated by a set of light sources S = {S1,83,...,Sa}, where
S; = s;u;. Since the direction of the lights is assumed to be constant and their intensities

are constraint to be always positive, the brightness of the point p is given by
ep = pPp anSi

i
= Z sippn;ui

i
= STe (47)

where s = [s1,82,.. .,sM]T is a vector containing the intensities of the lights that

illuminate the point p' and e is given by

ppn?ful

Py U2

Ppnzz;uM

The term of the objective function for minimization that correspond to point p is

F(s) = (sTe — &)* (4.8)
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According to the definition of convexity, (4.8) is convex if for any s; and s3 holds

f(S“LSQ) < () + £ =
4 <Sl a SZ ) < 2sTe—e)? +2(sTe—¢,)2 =
((s{e —ep) + (sTe—e¢p) ) < 2sTe—ep)?+2(sTe—ep)? =
(sTe—cp) = (sTe—e)® = 0

which always holds. Consider all the points of the object, the final objective function

is convex since it consists of many convex functions, one for each point.

Summarizing, it has be proven that by fixing the direction of the lights and con-
straining their intensities to be positive, the objective function is convex. Figure 4.5
shows an example of the error reconstruction function in the case where the intensi-
ties of the light sources are not constrained. It can be seen that in each region where
the directions of the light sources are fixed, the error reconstruction function is convex.
Moreover, the error reconstruction function has two minimum values, one local and one
global minimum. These results give an insight for the reasons why Zhang and Yang’s
algorithm and other algorithms in the field may converge to a local minimum. Thus,
for these algorithms, the starting point for the minimization is crucial and should be
chosen carefully otherwise the algorithm may converge to a local minimum as it has

been shown in Figure 4.3.

4.5 Virtual-to-Real Algorithm

In this section a novel algorithm, the Virtual-to-Real algorithm (V2R), is described for
finding the source vectors. The basis of the algorithm is that if two regions R; and Ry

are adjacent on the image, then the corresponding sets of light sources, L; and Ly differ
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Figure 4.5: (a) shows the reconstruction error function in the case of a Lambertian
sphere illuminated by two light S; = [-0.16 —0.97 0.16] and S = [0.69 —0.69 —0.20].
It can be seen that function is concave. (b) shows the corresponding image under the

correct illumination.
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only in lights whose critical line forms the boundary between the regions. We see from
(4.5) that vy — vy = s, where ||s;||2 is either the intensity of the single light or the
sum of the intensities of the opposite pair of lights that correspond to the critical line.
The proposed algorithm takes into account the fact that equivalent light configurations
may exist for the case of a Lambertian convex object and thus searches the solution

space to find the most plausible light configuration.

Wang and Samaras [WS02, YS02| have independently proposed an algorithm that is
also based on this principle but they use different approaches for region segmentation
and real light determination and do not perform ambiguity resolution. Furthermore,
their approach minimizes the reconstruction error without putting any constraints on
the intensity of the light sources and this makes their algorithm prone to converge to

a local minimum.

The V2R algorithm begins by determining the critical lines in the image, dividing
the image into regions and then calculating the virtual light, vy, for each region. By
subtracting the virtual lights from adjacent regions the real lights, s, are found to
within a sign ambiguity that is resolved by an enumeration search. A final steepest

descent stage is then used to refine the estimated source vectors, s,.

4.5.1 Detailed description of algorithm
Region segmentation

The first stage of the V2R algorithm is to identify the elliptical critical lines on the
image and to use them to segment the sphere into regions. The principle used to

identify the critical lines is illustrated by the two square windows shown in Figure 4.6.
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Figure 4.6: The figure shows the windows W), used in (4.9) when identifying critical
points. The window that straddles a critical line will give a high value of f, in (4.10)

and so the corresponding point p will be identified as a critical point.

One window lies entirely within region R; and the intensities of the pixels within it
will satisfy equation (4.5) with a single vitual light, vi. However the other window
straddles a critical line and will not satisfy equation (4.5) for any value of v since it
contains pixels from two different regions. For each pixel, p, in the image, we construct
a window, W), of size w x w centered on p. We can estimate the corresponding virtual

light, v as the least squares solution, v, to the over-determined set of equations

NWPV = ey, =
v = (Nj, Nw,) 'Ni, ew, (4.9)
where Ny, = [ n, ng .- n, ]TandeWp = eq eg - ew )T for {a, B, ..., w} €

Wyp. The components of ey, are the image intensities at each pixel of the window W,
while the rows of Ny, contain the corresponding surface normals. The matrix NIVE,pNWp
is independent of the image intensities and it is always full rank if w > 1, since the unit

normals from a square window on the sphere span the whole of R3.






