
Open Access

© The Author(s) 2024. Open Access This article is licensed under a Creative Commons Attribution 4.0 International License, which permits 
use, sharing, adaptation, distribution and reproduction in any medium or format, as long as you give appropriate credit to the original 
author(s) and the source, provide a link to the Creative Commons licence, and indicate if changes were made. The images or other third 
party material in this article are included in the article’s Creative Commons licence, unless indicated otherwise in a credit line to the mate-
rial. If material is not included in the article’s Creative Commons licence and your intended use is not permitted by statutory regulation or 
exceeds the permitted use, you will need to obtain permission directly from the copyright holder. To view a copy of this licence, visit http://
creativecommons.org/licenses/by/4.0/.

RESEARCH

Reza et al. Journal of Electric Propulsion            (2024) 3:25  
https://doi.org/10.1007/s44205-024-00087-w

Journal of Electric Propulsion

Digital twins for electric propulsion 
technologies
Maryam Reza1*   , Farbod Faraji1    and Aaron Knoll1    

Abstract 

As the space industry is undergoing an evolution, the current approaches 
toward design, development, and qualification of Electric Propulsion (EP) systems 
largely based on empirical “trial-and-error” methodologies are falling short of address-
ing the emerging needs and keeping abreast of the rapid changes in market trends. 
Furthermore, with the proliferation of Artificial Intelligence (AI) within the space 
industry toward next-generation autonomous satellites and spacecrafts, the conven-
tional EP monitoring and control strategies become inadequate and need to give 
way to approaches compatible with satellite-level autonomy requirements. A digital 
twin (DT) – a technology capable of providing an accurate dynamically adapting 
virtual representation of a physical asset – is a game-changing concept that cata-
lyzes the transcendence of the EP industry past its pressing challenges today. In this 
paper, we aim to: (i) define the DT concept, highlighting how it surpasses traditional 
modelling, (ii) enumerate the DT’s breakthrough promises for the EP industry, and (iii) 
specify the challenges to realize practical and scalable EP DTs. Additionally, we report 
on the technical progress achieved and/or planned at Imperial Plasma Propulsion 
Laboratory to fill the foundational gaps in three building block elements of DTs, 
namely, (i) a cost-effective kinetic model to generate extensive high-fidelity databases 
for machine learning (ML), (ii) ML-enabled models for prediction and analysis of perfor-
mance and operational behavior, and (iii) a DT architecture that integrates the numeri-
cal models in terms of a computing infrastructure and provides data pipelines 
and interfaces for the DT’s data exchanges with the real world, its dynamic updating, 
and uncertainty quantification.

Keywords:  Digital twins, Electric propulsion, Software building blocks, Foundational 
gaps, Computing framework, Machine learning, Architecture definition

Digital twins: a viable solution to the pressing challenges of the EP industry
Today, a revolution is happening in the space industry. This is instigated by the emer-
gence of a variety of new complex in-space applications and services as well as the 
expansion of the scale of in-space operations [1]. Referring to Fig. 1, the transforming 
landscape of space missions and applications partly comprises satellite constellations 
for Earth observation and telecommunication/ internet connectivity and on-orbit 
servicing for precise orbit insertion and debris removal [1]. In addition, as our aspi-
rations for robotic exploration of the solar system and for extending humanity’s 
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presence beyond low-Earth orbit are ever increasing [1], a range of complex and 
ambitious missions are either in planning or already underway. A prominent example 
of the latter is the Artemis program for re-establishing humanity’s reach to the Moon 
[2], with the vision of paving the path for manned missions to Mars.

The complexities associated with the evolving paradigms of space missions and 
applications mandates an evolution of all the underpinning sectors of the space indus-
try, including the Electric Propulsion (EP) sector. In fact, EP technologies will play a 
central and enabling role toward the realization of the next-generation missions [7–
9], whether as a sole technology or in complementarity to other technologies, such as 
chemical or nuclear propulsion.

For the EP sector to be able to meet the evolving market demands and the strin-
gent, often novel requirements imposed by the next-generation missions (like the 
autonomy of operation), it must evolve along two pathways: one is “upscaling”, which 
manifests in terms of the number of manufactured and delivered products (for con-
stellation applications, e.g.) and also in terms of the power level and total throughput 
capability or lifetime (for transportation and exploration purposes, e.g.). The second 
desired (essential) evolution pathway is the sector’s “transformation”, which encom-
passes augmented reliability, verifiability, and cost-efficiency (sustainability) of the 
products’ lifecycle, on one side, and the compatibility with autonomous and intelli-
gent operation requirements, on the other.

Nevertheless, the current industry-standard practices in design, development, 
qualification, and operation of EP technologies majorly obstructs the above necessary 
evolution pathways of the industry. Some important reasons are elaborated on in the 
following:

1.	 Significant cost and time: In order to meet high mission-assurance requirements for 
mass-manufactured products [10] as well as for the delivery-to-market of advanced 

Fig. 1  Transforming landscape of in-space missions and applications; (top-left image) credit: @Thales 
Group, image available at the URL of Ref. [3], (top-right image) credit: @ClearSpace and @ESA, available 
under ESA standard license at the URL of Ref. [4], (bottom-left image) credit: @Lockheed Martin, available on 
public domain, (bottom-right image) credit: @ news.miami.edu, available at the URL of Ref. [5]. Illustration 
reproduced from Ref. [6], available on the public domain
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high-power EP technologies, the financial and scheduling burdens associated with 
the conventional design, development, and qualification approaches will be prohibi-
tive.

2.	 Insufficient reliability and the lack of systematic risk assessment: Within the current 
frameworks of development and qualification, there are questions (technical risks) 
that do not receive a proper response (a.k.a. accepted risks) and/or that the provided 
answers are not fully verifiable. For instance, it is well known that the on-ground 
vacuum test facilities for EP have notable effects on the operation and performance 
of EP devices [7]. These effects limit the extensibility of on-ground qualification 
results to on-orbit environment [7, 11, 12]. As of today, rigorous and generalizable 
approaches are yet to be developed for reliable extrapolation of on-ground perfor-
mance to the on-orbit one [12].

	 In addition, EP technologies’ qualification is traditionally performed for a single 
operation scenario and a limited set (often only one or two) operating conditions. 
The data from these qualification campaigns are statistically insufficient to enable 
methodical risk and failure assessments, e.g., through the establishment of failure 
probability distributions and the derivation of time-to-failure metrics [13].

3.	 Lack of generalizability and extensibility: The outcomes of the qualification cam-
paigns cannot be systematically and verifiably extended to other operating scenarios/
conditions. An example of this can be provided by referring to the novel direct-drive 
operation, where the EP thruster’s operating condition varies during the mission’s life 
as the characteristics of the power source (solar arrays) change.

	 Another example is a scenario where a space operator may require an operating 
point(s) for the EP system that can be slightly different from the qualified one(s). In 
either of these example cases or in other similar ones, addressing the risks due to an 
on-orbit change of the operating point or the compliance demonstration with modi-
fied customer requirements would conventionally involve repeating the qualifica-
tion campaign for new operating points and/or pursuing delta-qualifications. This is 
clearly unsustainable, besides requiring major cost and time commitments.

4.	 Absence of robust autonomous monitoring and control: the current health moni-
toring and control strategies for EP systems are not compatible with the autonomy 
requirements of complex missions of the near future, such as on-orbit servicing, refu-
eling, transportation, etc. For all these missions, reliable and complete knowledge of 
the state of all systems and its time evolution with verifiable confidence figures are key 
for decision making and action planning, especially in cases of full autonomous mis-
sion execution (possibly through an on-board AI).

Toward all the obstacles mentioned above, digital engineering and its constituent tools 
[14, 15], especially digital twins (DTs), serve as viable solutions. A primary objective of 
this paper is indeed elaborating on the specific ways by which the DTs can address the 
challenges facing the sector and revamp the inadequate or ineffective practices, thus 
enabling the evolution of the EP industry.
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However, before delving into those discussions, it is essential to navigate past the hype 
that today surrounds the digital twins in the media. This allows us to assess the DTs sci-
entifically and realistically as technological solutions that, while holding revolutionary 
promises, still present an array of challenges that must be overcome so as to realize the 
full potential of the technology.

Digital twin definition

Digital twinning is a concept that has been around under different names and terminol-
ogies since the 1990s [16–20] (see Fig. 2 and the caption descriptions), and some authors 
have even traced it back in some forms to the Apollo era [21]. Nonetheless, the DTs 
have only emerged as a viable and practically revolutionary technology in the last dec-
ade. This digital technology has seen a surge in its appeal across the industries over the 
past few years along with the significant increase in computational power and the rapid 
advances in machine-learning (ML) algorithms and in diagnostics/sensing capabilities 
that all serve to strongly empower the DTs.

Inspired by a definition proposed by the Digital Engineering Integration Committee 
of the American Institute of Aeronautics and Astronautics (AIAA) in 2020 [22], a digi-
tal twin is a virtual representation of a real-world (physical) counterpart that is able to 
mimic the behavior of the physical asset (twin) accurately, has predictive capability, is 
“personalized” to the specific device, and is dynamically updated by receiving data from 
the physical twin throughout the device’s life cycle. The predictiveness characteristic of a 
DT, i.e., its ability to forecast behavior beyond the available spatiotemporal span of data, 
enables the digital twin to inform decisions that in turn realize value.

The DT concept extends beyond the conventional notion of simulation and modelling, 
which are considered static, by the merit of a bidirectional interaction between the digi-
tal and the physical twin. This bidirectional interaction allows the dynamic evolution of 
the DT and comprises feedback flows of information from the physical system to the vir-
tual representation and from the virtual back to the physical system to enable decision-
making and control. A DT is particularly powerful for the “what-if scenario” analysis in a 
way that far exceeds what is feasible/practical to do through experiments alone.

The DT concept has generated an immense interest in recent years across fields of sci-
ence and engineering due to the many benefits that it can offer to the applications involv-
ing complex, multifaceted, and interconnected systems (engineering, health, societal, 

Fig. 2  Timeline for the evolution of the digital twin terminology and concept; “Mirror worlds” proposed 
by David Gelernter, consisting of software models capable of mimicking reality based on inputs from the 
physical world [17]. “Mirrored Spaces Model” by Michael Grieves [18], representing the ideas of real space and 
virtual space, as well as the mechanisms for data exchange between these spaces. “Information Mirroring 
Model” emphasized the bidirectional interaction between the virtual and the real space, and the possibility of 
having several virtual spaces for one real space to enable exploring alternative designs [19]. The name “Digital 
Twin” coined by NASA in a draft technological roadmap [20]. Figure reproduced from Ref. [6], available on the 
public domain
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etc.). With regards to the engineering systems, the use of DTs is motivated by three gen-
eral objectives: (i) to drive down the cost and time of design and development/manufac-
ture, (ii) to increase the fidelity, efficiency, and monitorability of the entire development 
process before product delivery, and (iii) to enable effective asset management during 
the entire product’s life cycle.

Today, prominent intended use cases of DTs within engineering can be divided into 
“pre-delivery” uses and “operational/lifecycle management” uses [23]. The pre-delivery 
usage refers to the role that DTs can play in product design and manufacturing processes 
[23, 24]. The asset management application partly includes damage detection and struc-
tural/system health monitoring. Of close relevance to the context of EP, specifically to 
plasma propulsion, the use of DTs for asset management have been proposed for nuclear 
fusion reactors in Ref. [25].

Reference [26] provides a comprehensive and highly informative review of the use 
cases of digital twins across the aerospace and mechanical engineering, outlining how 
the DTs can revolutionize all the phases of a product lifecycle, from design and develop-
ment to manufacturing, “certification”, and operation.

Game‑changing promises of digital twins for the EP industry
The promises of the DT technology for the EP industry can be represented as two pillars 
that crucially support the evolution of the entire sector (Digital twins: a viable solution to 
the pressing challenges of the EP industry): (A) streamlined, cost-efficient, and methodi-
cally based computer-aided design and development processes, (B) a robust autonomous 
monitoring and control of the propulsion system. We would emphasize that the game-
changing, innovative pathways that the DTs can open for the EP evolution are readily 
applicable to the broader space sector in support of its digital transition/transformation.

In the following subsections, we discuss in detail the benefits that the DTs can offer 
within the pillars A and B.

Revamping traditional design and development practices

Digital twins can underpin computer-enabled optimization-based design approaches. 
They can be employed for model-guided optimization of the existing designs as well as 
for rapid digital prototyping of new technologies and/or systems. The digital prototyping 
aims to enable a “trustworthy” detailed evaluation of the impact(s) that different design 
choices will have on the performance and stability of the device in addition to its opera-
tional life.

Computer-aided design optimizations are currently unachievable in the EP industry 
due to the unavailability of predictive models. The lack of predictive models is driven 
by the limitations of the state-of-the-art simulation tools, with these limitations largely 
rooting in the complexities of behaviors in EP technologies (refer to Challenges on the 
path of realizing practical and scalable EP digital twins for more details).

Noting this status quo, the EP industry today heavily relies on costly and time-con-
suming empirical development approaches that involve several design, manufacture, and 
test iterations. However, the high-dimensional design parameter space that is associ-
ated with most (if not all) EP technologies implies that a trial-and-error based approach 
amounts to an illusion of design optimization. This is because of the narrow and limited 
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parameter space that can be practically explored by trial and error. As a result, achiev-
ing the most efficient product necessarily requires computer-aided optimization using 
predictive and cost-effective modelling tools that form a foundation of DTs. This model-
based approach also leads to circular design and development processes that minimize 
waste and promote sustainability.

Beyond the design phase, the DTs can inform optimal experimental design method-
ologies [27], which enable effective experiments planning to extract maximum informa-
tion about an EP device with minimal resources. These methodologies aid identifying 
the critical parameters and experimental conditions, leading in turn to more cost-effi-
cient and informative test campaigns. Realizing optimal experimental design approaches 
for EP on the back of DTs equally supports the advancement of fundamental research 
surrounding the physics of EP systems.

Another area where the digital twins can play a crucial role is complementing the 
results of the characterization/qualification test campaigns by filling the gaps in the 
experimental observations. By predicting the behaviors over unobserved conditions or 
scenarios (“what-if” analyses), DTs can enhance the comprehensiveness and reliability of 
the experimental data. An important implication of this is enhancing the reliability and 
extensibility of the on-ground test results with respect to on-orbit operation by quanti-
fying the impacts that the background pressure and the electrical effects of the vacuum 
test facilities may have on EP performance, lifetime, etc. (see Digital twins: a viable solu-
tion to the pressing challenges of the EP industry).

The DTs’ power to enable efficient “what-if scenario” analyses can further alleviate 
and/or eliminate the need for repeating qualification campaigns or pursuing delta-quali-
fications for already qualified EP technologies – as it is now a common practice – should 
the end-user’s requirements on the operational perimeters of the technology vary with 
respect to the qualified performance point(s).

Before proceeding to assess the promises of DTs within pillar B (autonomous opera-
tion), we would point out that a closely connected concept to DTs, which is required 
to establish a clear framework for the industrial uptake of the digital twin technology, 
is what we term “computer-aided development strategy (CDS)”. The CDS, enabled by 
and built upon the DT technology, is intended to set out revamped procedures and 
guidelines that address the EP industry’s decades-long struggles with time-consuming, 
resource demanding, and empirically based developments. The CDS features an inte-
grated interaction between testing and modelling to reduce the reliance on testing and 
to alleviate the need for full-duration life testing of EP devices. Such CDS can further 
enable statistically rigorous procedures for failure risk analysis, which will in turn ensure 
improved fidelity and trustworthiness of development and qualification processes in 
view of the emerging and rapidly varying demands of the space sector.

Figure 3 presents a schematic diagram of a DT-enabled CDS framework. In this fig-
ure, we compare a typical (rather simplified) conventional industry-standard work-
flow toward EP design and development against the vision of one that is transformed 
by embedding the DT technology. The diagram in Fig. 3 illustrates how, in the design 
phase, the DT can replace the linear and costly design iterations through manufactur-
ing and testing of multiple mock-ups, prototypes, and development models. It instead 
realizes a cost-efficient, reliable, and circular process that features model-based design 
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optimization and minimized experimental testing. Within the late-stage development 
and qualification phases, the DT technology surpasses the currently heavily test-depend-
ent approaches by enabling augmented statistics and rigorous failure analyses while alle-
viating the need for full-duration life testing, which has been a major constraint on the 
time and costs for qualifying new technologies.

Concerning the replacement of full life testing on the physical device with a limited 
endurance testing on the digital and the physical twin followed by a full digital life test 
(digital certification as it is often called), some elaboration is essential: we recall that 
the digital and the physical twin have constant and bidirectional exchange of informa-
tion. During the limited endurance test, the flow of data from the physical twin ena-
bles further updating and personalization of the digital twin. This will be in addition to 
all the dynamic adaptations that the DT has gone through within the prior verification 
campaigns. Therefore, the digital twin becomes increasingly more representative of the 
physical asset, with the confidence level in the DT’s predictions continuously improv-
ing. At some point through a limited-time endurance test, the DT will be “identically” 
representing the physical asset, meaning that the uncertainty of its predictions will be 
below a level set out in the “digital qualification requirements” agreed upon between a 
supplier and a customer (ideally regulated through a governing body). From that point 
on, the DT can go through the rest of the qualification by itself as a faithful surrogate to 
the physical system.

With respect to the DT-enabled circular design phase envisioned in Fig.  3, a possi-
ble practical implementation has been outlined by the authors in Ref. [24]. They intro-
duced a development framework, which was referred to as the “W design model” [24]. 
This model/framework consists of two “V-like” segments, one living in the virtual/digital 
space, and the other living in both the virtual and the physical space. Within the first 
segment, starting from an end-user’s requirements, virtual models of the components, 
units, and the full system, which form the foundational elements of an eventual DT, will 
be developed, and iteratively refined/matured against the requirements via step-by-step 
verifications. Following the conclusion of the first V segment, virtual prototypes (rep-
licas) of the product alongside their digital models are available, and the development 
proceeds to the second V segment that consists of manufacturing and testing of physical 
assets. From this point forward, the DT formed by integrating the constituent virtual/
digital models can receive data from its real-world physical twin, and the rest of the pro-
cess will go on in a similar fashion to that depicted in Fig. 3.

Enabling robust autonomous control and operation

The transforming landscape of space missions and applications (Fig. 1) is associated with 
complex on-orbit operations. Two examples of this are robotic on-orbit servicing and 
constellations management. Effective and precise execution of complex in-space opera-
tions necessitates robust autonomous control. For this reason, the space industry is 
rigorously working on this next frontier, and space agencies like ESA have envisioned 
and are supporting the advancement of the concept of “intelligent” satellites and space-
crafts that would feature on-board Artificial Intelligence (AI) [28]. Digital twins seam-
lessly align with and are in fact the linchpins for the next-generation intelligent satellites. 
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The ultimate goal of using digital twins across industries is indeed enabling autonomous 
(intelligent) decision making and optimal asset control.

The use of digital twins for autonomous control have recent precedents in the 
space industry. Complex space assets are being accompanied by digital counterparts 
to facilitate the operation, control, and monitoring of spacecraft during complicated 
and potentially high-risk missions. As an example, driven by the unique challenges 
of NASA’s OSIRIS-REx mission to collect a regolith sample from asteroid Bennu and 
return that sample to Earth, in addition to all the variables and unknowns associated 
with conducting mission operations in such a micro-gravity environment, Lockheed 
Martin – the spacecraft developer and operator—used the DT visualization of the 
spacecraft as a way to practice critical maneuvers and gain valuable situational aware-
ness in preparation for collecting the sample [29]. The use of DT served as an essen-
tial enabler for this mission without which the mission execution would have been 
exceedingly difficult, if not impossible.

Now, recalling the crucial role that the EP technologies will play in many of the 
upcoming space missions, the EP DT is an indispensable enabler of autonomous 
operation of an EP-based intelligent spacecraft. Let us further clarify this through the 
example of fleet management for near-Earth satellite constellations. Constellations 
management is crucial to ensure optimal service at reduced maintenance costs and 
increased sustainability. As the constellations become larger and, hence, more com-
plex, autonomous control of individual satellites forming the constellation becomes 
essential. This can, e.g., be achieved by creating a network of digital twins, virtually 
representing the constellation, and using the data/predictions from these DTs to 
make constellation-management decisions. In a plausible scenario that the constel-
lations’ satellites are equipped with EP – we can think of SpaceX’s Starlink constella-
tion for instance – the EP DT would be an integral part of the satellite DT, crucial in 
enabling the planning and the execution of the necessary maneuvers. This is because 
an EP DT has at its disposal critical information on the real-time health status of the 
propulsion system and can efficiently assess among various possibilities the optimum 
maneuver that can reliably be realized using the propulsion system.

Another, perhaps more tangible, example for the DTs’ role in autonomous opera-
tion and control can be given by considering the issues that transpired with the EP 
propulsion system of the BepiColombo mission to Mercury around the time of writ-
ing this paper [30]. Unexpected power issues pushed the EP system to a sub-optimal 
operating condition, affecting the mission’s next planned maneuvers. Despite the fact 
that the engineers and mission control specialists managed to restore the EP system’s 
performance back to almost the nominal levels, this came at the expense of significant 
manpower, with further efforts required to adjust the mission plannings based on the 
emerged circumstances. This is a perfect example of when and where digital twins 
can shine in terms of monitoring and operation, supporting critical decision making 
and action planning. If a digital twin of the BepiColombo’s EP system were available, 
the health monitoring data from the DT could have aided streamlined identification 
of the technical root causes. Furthermore, the predictions of the DT (with quantified 
confidence intervals) could have proved highly beneficial for the mission controllers 
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to implement a model-supported systematically derived plan for optimal course of 
actions.

Challenges on the path of realizing practical and scalable EP digital twins
Up to this point, we have discussed the immense potential of digital twins to trans-
form the design, development, and operation practices in the EP industry. It is impor-
tant now to acknowledge the challenges that exist in developing practically valuable 
DTs. Understanding the challenges clarifies why research and development efforts, 
along with supporting investments, are necessary and where these shall be first 
focused.

The primary obstacle to achieving DTs for EP technologies is the lack of cost-efficient, 
predictive, and validated models. We recall that DTs surpass the traditional static mod-
elling by the merit of their bidirectional interaction with the physical twin but, none-
theless, predictive models/simulations are at the core of versatile, generalizable, and 
scalable DTs. It can be in fact said that a digital twin is only as good as its underpinning 
computation framework.

We would further emphasize that real-world data alone are simply not sufficient to 
develop DTs. This is because, on the one hand, it is not possible to access and meas-
ure all aspects of interest that fully characterize the behavior of a system. On the other 
hand, due to sensing/diagnostics limitations, real-world data are almost always noisy 
and sparse in space and time. This is why the path to practical DTs of true engineering 
and scientific value necessarily involves realizing computational tools and methods that 
can serve as foundational building blocks of the DTs.

Developing high-fidelity, predictive, and cost-efficient models is, nonetheless, a long-
standing challenge in the EP community – one that is yet to be resolved. The primary 
reason for this status quo is the complexity of the physics and the notable influences that 
physical processes have on the global operation and performance of the EP technologies.

In terms of physics complexity, there are aspects which are quite in common with 
other industrial applications. These include the multiscale nature of the dominant pro-
cesses in space and time (the “tyranny of scales” as it is termed by Batterman in Ref. 
[31]), the three-dimensional nature of the phenomena and interactions, and the often 
multiphysics behaviors and effects, such as material interactions during operation and 
the influence of the driving electronics and/or the propellant supply systems. However, 
for the EP technologies, many of these complexities are much more challenging to accu-
rately represent in a model than in the other fields. For instance, the disparity of scales 
is most often more significant in EP technologies than it is in, e.g., fluid technologies, 
such as jet engines, wind turbines, etc. Also, many of the most important/ promising 
EP technologies involve plasmas that exhibit “inverse energy cascades” [32, 33], mean-
ing that small-scale microscopic processes affect the larger-scale macroscopic behaviors. 
Hence, the global evolution of the plasma and, in turn, the EP device cannot be properly 
resolved by a model that cannot capture the microscopic phenomena accurately.

Because of the above complexities, the highest fidelity numerical approach most widely 
in use today, i.e., kinetic particle-in-cell (PIC) method, is prohibitively computationally 
costly to model full-size EP technologies over real-world operational timescales [34, 35]. 
The enormous computational cost additionally makes 3D PIC simulations intractable. 
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Less computationally demanding codes – plasma fluid models – are currently not pre-
dictive because no generalizable and robust model and/or relation has been yet estab-
lished to enable including the unresolved effects in these models [36, 37].

It is noteworthy at this point that machine learning methods have enabled new path-
ways to cost-efficient predictive models across various domains, including fluid dynam-
ics and structures. In fact, reduced-order models (ROMs) – or as are often called 
“surrogate models” – from ML methods serve to optimally balance fidelity against com-
putational cost by their nature, thus providing a viable path to reliable and computa-
tionally fast (ultimately real-time) predictions of the performance and operation of the 
technologies. There is also no shortage of ML methods, with each technique offering 
certain capabilities and strengths. However, ML-enabled/enhanced EP (plasma) models 
are scarcely investigated and/or adopted compared to what is the case in the other fields 
of science and engineering. This is, above all, because of the computational cost of con-
ventional high-fidelity plasma models that does not enable generating sufficiently varied, 
statistically representative, and high-quality datasets of EP systems over their often-
broad parametric space of operation.

All the above foundational gaps and shortcomings in EP modelling shall be addressed 
as the first but critical step on the path to achieving EP digital twins. Alongside develop-
ing predictive EP models, detailed and rigorous experimental validations are essential. 
This is vital to create confidence that the developed models are indeed representing the 
reality with a sufficient accuracy and quantified uncertainties.

Besides these, in common with DT development challenges in other fields and indus-
tries, generalizable uncertainty quantification (UQ) techniques, capable of accounting 
for a wide variety of uncertainties – from model and measurement uncertainties to the 
uncertainties due to dynamic updating – shall be developed [22]. In addition, computa-
tionally efficient (fast) and scalable inverse problem and data assimilation methodologies 
must also be established so as to enable effectively combining the real-world data and 
DT models in a “rigorous, systematic, and scalable way” [22].

Addressing the foundational gaps in computational tools for EP digital twins
Despite several challenges to tackle, the breakthrough promises of the DT technology 
are so critically needed in the EP industry today and tomorrow that efforts to resolve the 
foundational gaps are fully warranted, starting with the development of the necessary 
software building blocks.

As a matter of fact, we can imagine a DT to be comprised by two fundamental ele-
ments: (i) software, including simulation models, and (ii) real-world data from sensors/
diagnostics. The software element ensures the predictiveness and the generalizability of 
the DT. This is because the comprising physics-based/informed models and simulations 
incorporate the governing physics of the problems into the DT. The real-world data ena-
ble the personalization of the DT and its dynamic adaptation so that the DT continues 
to be a reliable and accurate virtual representation of the physical twin as it evolves over 
its lifecycle.

In the context of digital twinning for EP, the software element can be formed by sev-
eral building blocks: (1) a cost-efficient, self-consistently predictive kinetic simulation 
tool that enables generating statistically representative, high-fidelity databases for ML 
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training, and (2) ML ROMs that provide computationally fast predictions of the devices’ 
operational behavior and global performance based on learning the physics underlying 
the high-fidelity datasets, (3) compressed sensing tools [38] that bridge the models and 
the real-world data, enabling the reconstruction and/or forecasting of the high-dimen-
sional full state space of the system based on sparse measurements in physical domain, 
(4) discrepancy modeling frameworks [39], which allow us to reconcile, where necessary, 
the models with the real-world behaviors/dynamics by accounting for the aspects that 
may not be fully represented in the models, e.g., the geometrical/interface complexities 
in thermoelastic/mechanical simulations.

The above software building blocks must be integrated together as parts of a co-
working platform, that is the DT architecture. The DT architecture shall be designed to 
provide internal data pipelines as well as external interfaces to/from the physical asset 
(twin). The DT architecture shall further enable seamless dynamic updating with the 
data from the physical twin and must provide capabilities for uncertainty quantification 
and continuous verification/validation of the predictions.

At Imperial Plasma Propulsion Laboratory (IPPL), the overarching aim of our compu-
tational research is to enable practical digital twins for EP systems. Toward this end, we 
have achieved a notable progress on the four envisioned software building blocks of the 
EP DTs, which were enumerated above. We have been as well progressing on the defini-
tion of versatile DT architectures.

To elaborate on these, in Enabling the software building blocks for data generation and 
fast, accurate predictions and augmented analyses, we provide an overview of our pro-
gress on the DT software building block components, presenting some salient results 
from prior efforts. These results serve to exemplify the kinds of capabilities that are 
required for EP DTs. In this respect, even though the specific tools, models, and algo-
rithms to achieve such capabilities may vary from one group to the other, the authors 
believe that the necessary outputs from the DTs’ software building blocks remain invari-
ant with respect to what are presented as samples in  Enabling the software building 
blocks for data generation and fast, accurate predictions and augmented analyses.

In Establishing the digital twin architecture and its underpinning multi-model, multi-
physics computing infrastructure, we discuss some ideas for the DT architecture. In that 
subsection, we also present a breakdown of the computing infrastructure that underpins 
a potential digital twin for EP applications.

Before proceeding further, another point is noteworthy: the developments of the DT 
software building blocks at IPPL are focused on the Hall thruster technology as the prov-
ing ground. However, the described methodologies in this work toward digital twinning 
and the enabling DT elements are transversal and readily extensible to other EP tech-
nologies on the market (e.g., Gridded Ion Engines, Electrospray, and Arcjet thrusters), 
in addition to the futuristic concepts, such as nuclear electric propulsion. In fact, the 
methodology of combining high-fidelity simulations and ML ROMs is already being suc-
cessfully applied in fields like manufacturing, transportation, and aeronautics to develop 
versatile digital twins [40–42]. The underpinning ML architectures are also generalizable 
by construction and have been applied across sciences. A high-fidelity PIC code for data 
generation has an inherently universal applicability, although it may need slight adapta-
tions to model a specific EP technology.
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Enabling the software building blocks for data generation and fast, accurate 
predictions and augmented analyses
The progress to date at IPPL on the software building blocks of digital twins has been 
along two primary axes: (1) development of a cost-efficient kinetic plasma simulation 
tool, and (2) investigation and development of ML methods and architectures.

Reduced order (RO) PIC: a leap forward in cost‑efficient kinetic modeling

The development of the reduced-order particle-in-cell (RO PIC) scheme has been pri-
marily aimed at addressing the issue of enormous computational cost associated with 
the traditional PIC simulations. (RO PIC) [43, 44] is a breakthrough and unique simula-
tion capability that reduces the computational cost of PIC simulations by up to three 
orders of magnitude [34,  43,  45]. The extensively verified (RO PIC) [43,  46,  47] has 
enabled previously unfeasible high-fidelity large-scale parametric-study simulations 
[48–51], and has allowed us to simulate a very-high-power 20  kW-class Hall thruster 
in a self-consistent manner over multiple operating points and for unprecedented time 
durations [52]. Additionally, the RO PIC paves the way to cost-efficient 3D PIC simula-
tions that, using traditional codes, are either computationally intractable or impractical. 
Therefore, the RO PIC is believed to be a powerful modelling tool that can serve at the 
foundation of a DT technology for EP.

To support the arguments stated above, we provide an overview of the unprecedented 
results and insights we have achieved using Q2D PIC simulations.

Fig. 4  Overview of sample results from prior high-fidelity parametric studies of the plasma discharge in 
radial-azimuthal and axial-azimuthal Hall thruster representative configurations. (Top row) variations in the 
ratio between the radial ( Tex ) and the azimuthal ( Tez ) electron temperatures with the axial electric field ( Ey ), 
radial magnetic field ( Bx ), and magnetic field curvature ( θ ) for various propellants. The temperature ratio 
indicates the dominance of different plasma instability modes [49–51]. (Bottom row) variations in the ratio 
between the electron current ( Ie ) and the total ion current from the system ( I0 ) for different propellants 
against discharge voltage ( V  ), current density ( J , equivalent to mass flow rate), and magnetic field peak 
intensity ( B ) [53, 54]
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Figure  4 shows some sample prominent results from the high-fidelity parametric 
investigations that we performed along the radial-azimuthal [49–51] and the axial-azi-
muthal [53, 54] planes of a generic Hall thruster geometry. In addition, Fig. 5 illustrates 
key outcomes from highly cost-effective Q2D kinetic simulations of a 20 kW-class indus-
trial Hall thruster along its axial-azimuthal plane over three operating conditions [52].

Referring to Fig.  4, the parametric studies along the radial-azimuthal plane brought 
to light previously unknown/obscure trends in terms of how the plasma characteris-
tics change with plasma conditions and ion mass, as well as how these variation trends 
are correlated with the dominance of important plasma instabilities in the discharge – 
instabilities that significantly affect the global response of the plasma by affecting the 
plasma species dynamics and heating up the plasma particles. In the radial-azimuthal 
studies, the focus of the parametric investigations was on two specific influential insta-
bility modes in plasma propulsion technologies, namely, the kinetic Electron Cyclotron 
Drift Instability (ECDI) [55, 56], and the fluid Modified Two-Stream Instability (MTSI) 
[57–59].

The axial-azimuthal parametric simulations, reported at length in Refs. [53, 54], dem-
onstrated, in part, how the effective electron cross-magnetic-field transport as repre-
sented by the term Ie/I0 (see the caption of Fig. 4 for the definition) varies with typical 
operating parameters of a Hall thruster when using different propellants. These stud-
ies revealed information that advances our basic understanding of the plasma processes 
within Hall thrusters and similar EP (plasma) systems, with the potential of leading to 
higher efficiencies and unlocking new EP technologies.

From Fig. 5, we observe an array of insightful information regarding the plasma dis-
charge and its underlying processes that we obtained by performing Q2D simulations of 
the 20 kW-class Hall thruster. The kinetic simulations of this large-size, complex device 
were carried out using the single-region problem approximation [34,  43,  45], which 
offers the highest level of cost-effectiveness. The simulations resolved 650 µs (several 
breathing cycles) of discharge evolution – an unprecedented simulation time – in a fully 
self-consistent manner, i.e., without any ad-hoc parameter tuning against experimen-
tal data and/or unphysical speed-up scaling factors. At a global performance level, the 
single-region simulations provided estimates of the performance parameters with an 
overall accuracy of 70–80% across all three operating conditions [52]. Moreover, the pre-
dicted frequencies of the breathing oscillations [60] compared closely with the experi-
mental measurements [52].

The cost-efficiency of the RO PIC, which is being even further improved through vari-
ous means including the incorporation of ML into the code’s loop [61, 62], enables the 
application of the code toward generating extensive high-fidelity data that span across 
the operational parameter space of EP technologies. This addresses the challenge of the 
lack of required databases in order to achieve computationally fast predictive models 
with the aid of ML techniques.

Machine learning for prediction and augmented analysis of EP systems

In parallel to advancements on the front of cost-efficient PIC simulations, we have 
been rigorously investigating the landscape of machine-learning/data-driven methods 
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for different purposes. These include reduced-order predictive modeling [63], dynam-
ics discovery/discrepancy modeling [64], and compressed sensing [62]. Our current 
ML toolset, which comprises algorithms that are either adapted from existing prom-
ising techniques or are developed in-house/collaboratively, is applicable to across our 
intended purposes.

In the following subsections, Computationally fast state forecasting using reduced-
order models to Compressed sensing using Shallow Recurrent Decoder, an overview of 
the available ML capabilities is presented. After these, in Practical remarks on the reli-
ability and cost of ML-enabled DT building blocks, some practical remarks are shared 
regarding the reliability (trustworthiness) and cost of the ML-enabled building blocks of 
an EP DT.

Computationally fast state forecasting using reduced‑order models

Optimized Dynamic Mode Decomposition (OPT-DMD) [65–67] and Phi Method [68, 
69] are two of our algorithms that enable transforming raw extensive high-fidelity data 
from the RO PIC (or other possible high-fidelity simulations) into useful and explainable 
knowledge of the physics of operation of the EP and the broader plasma technologies. 
They can condense high-dimensional and complex numerical observations and repre-
sent the insights in terms of interpretable and generalizable ROMs. As an ongoing step, 
we are exploring the application of autoencoder networks [63] to find a nonlinear com-
pressed representation of systems’ state (equivalently, a proper coordinate transforma-
tion), and then to apply dynamic discovery methods, such as Phi Method, in the latent 
space of the autoencoder [63]. This can lead to fast and predictive reduced-order plasma 
models that resemble ordinary differential equations (ODEs) for the time evolution of 
the dominant coherent structures/modes underlying a plasma system.

A demonstrative example of the predictive performance of ROMs from OPT-DMD 
and Phi Method are provided in Fig. 6. The data used for the training and testing of the 
methods are from a 1D PIC simulation of a plasma configuration that represents the 
discharge evolution along the azimuthal coordinate ( z ) of a typical Hall thruster. This 1D 
azimuthal plasma test case is inspired by the problem setup described by Lafleur et al. in 
Ref. [70].

The Phi Method ROM for this test case is in the form of a discretized system of partial 
differential equations governing the spatiotemporal evolution of the system’s state vec-
tor comprised by four plasma properties of interest—electron number density ( ne ), azi-
muthal electric field ( Ez ), and the azimuthal and axial electrons’ drift velocity ( Vd,ez and 
Vd,ex , respectively).

The ROM from OPT-DMD is a linear-time-dynamics model that describes the simul-
taneous time evolution of the spatially dominant structures in the snapshots of the 
involved plasma properties.

It is overall observed from Fig.  6 that the ROMs from both OPT-DMD and Phi 
Method provide reliable and quite accurate predictions of the temporal variations of the 
local values of the four plasma properties within the test window (beyond the vertical 
dashed blue lines).

To quantify the accuracy, the loss of the predictions from the ROMs with respect to 
the original ground-truth data is defined as.
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In Eq. 1, ‖Sk‖F represents the Frobenius norm of the spatiotemporal data S . Strue is the 
original data, and SROM represents the predicted data from the trained ROMs. Also, N  
is the number of grid nodes, and K  is the number of snapshots during the test interval.

The losses in the predictions of the normalized plasma properties from OPT-DMD 
and Phi Method, computed according to Eq. 1, are presented in Table 1.

Phi Method for discrepancy modeling and data‑driven discovery of parametric dynamics

Phi Method can moreover serve as a strong tool for discrepancy modeling, includ-
ing the subcategory of closure model development [64]. The Phi Method’s power spe-
cifically lies in its effective learning of the dynamics/closure models for systems that 
exhibit parametric variability of behavior [69], such as the EP technologies. Sample 
results to this effect are presented in Fig. 7.

The test case corresponding to the comparisons in Fig. 7 is the same 1D azimuthal 
Hall-thruster-representative plasma discharge case that we introduced in Computa-
tionally fast state forecasting using reduced-order models. The characteristics of the 
plasma instabilities and their impacts on the global plasma behavior in this plasma 
test case vary significantly with the magnitudes of the applied electromagnetic field, 
which consists of an axial electric field ( Ex ) and a radial magnetic field ( By ). These two 
applied fields, both of which are spatiotemporally constant in the setup of the prob-
lem [70], act as the parameters of the system.

Phi Method was applied to the data from the 1D parametric PIC simulations of this 
test case for various values of the Ex and the By . The values of the parameters Ex and 
By over which the parametric model from Phi Method was tested (unseen data) are 
shown in Fig. 7. The model had been trained on the simulation data corresponding to 
the parameters set of Ex,train ∈ {15, 20, 25, 30, 35}kVm−1 and By,train ∈ {15, 20, 25, 30, 
35} mT [69].

Phi Method learned from the training data a discretized parametric PDE that 
describes the spatiotemporal evolution of the electrons’ axial flux density ( Jex ). As 
this plasma property captures the cross-magnetic-field transport of the electrons, 
which represents a closure term for the plasma fluid models [64], the Phi Method 
application here amounts to discrepancy modeling (closure discovery).

The Phi-Method-predicted time evolutions of the local Jex value at the center of 
the domain for various test values of Ex and By are shown in Fig.  7. The predicted 

(1)Loss =
� Strue − SROM �F

� Strue �F
, � S �F≡

K

k=1

N

i=1

sk ,i
2
.

Table 1  Comparison of the loss factors in the Phi Method’s and OPT-DMD’s predictions for various 
normalized plasma properties

Phi Method Loss OPT-DMD Loss

ne 0.04 0.11

Vd,ez 0.05 0.10

Ez 0.23 0.91

Vd,ex 0.72 0.97



Page 19 of 30Reza et al. Journal of Electric Propulsion            (2024) 3:25 	

signals are compared against the ground-truth data from the PIC simulations. The 
results particularly show that the parametric data-driven relationship recovered by 
Phi Method to describe the Jex evolution is applicable to a wide parameter space, 
emphasizing the generalizability of the model. It is noteworthy that the eight extreme 
cases corresponding to the lowest and the highest values of the applied electric and 
magnetic fields, namely, Ex = 10, 12.5, 37.5, 40 kVm−1 , and By = 10, 12.5, 37.5, 40 mT, 
fall outside the training range of the parameter space. Therefore, these cases represent 
extrapolation scenarios. Nonetheless, the predictions of the Phi Method model are 
still reasonably aligned with the ground-truth, with a particular accuracy noticed for 
the extreme Ex cases. The loss factors in the predictions of Phi Method ROM for vari-
ous electric and magnetic field cases – calculated using Eq. 1 – are presented in Fig. 8.

Compressed sensing using shallow recurrent decoder

A powerful, novel architecture for a broad range of ML applications, from compressed 
sensing to reduced-order modeling, is the Shallow Recurrent Decoder (SHRED) 
[38, 71], which we have recently extended to plasma applications in collaboration 
with researchers from University of Washington [72]. In view of the compressed 
sensing usage, in particular, SHRED can map time histories of sparse, minimal sen-
sor measurements (at three randomly placed spatial points) to high-dimensional 

Fig. 7  Predictions of the parametric Phi Method model for a 1D azimuthal plasma test case [70] compared 
against the ground-truth data; time evolutions of the local value of the normalized electrons’ axial flux density 
( Jex ) at the mid-location within the simulation domain for various test values of the axial electric field ( Ex , left 
column) and for various test values of the radial magnetic field ( By , right column). Reproduced from Ref. [69], 
available under CC-BY-NC-ND license
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spatiotemporal data and reconstruct the full state vector describing a physical system 
based on measurements of a single dynamically correlated property.

The architecture of SHRED and its reconstructive capability using minimal system 
information are illustrated through Fig.  9. Specifically, Fig.  9 shows how the archi-
tecture can reconstruct full spatial maps of various plasma properties from the time 
history of local probe measurements of a single property, in this case, the electron 
number density ( ne).

In more detail, local density probes collect measurements at three spatial points, 
which are then processed through a Long Short-Term Memory (LSTM) network. The 
latent outputs of the LSTM are passed to decoder networks, with each decoder map-
ping the LSTM’s latent variables to the V  matrix of the Singular Value Decomposition 
(SVD) of the data [66] corresponding to a specific plasma property. The reconstructed 
V  matrix for each property is projected to the high-dimensional space using the 
precomputed SVD modes of that property. SHRED computes the SVD modes from 
the training dataset, without the need for any additional data.

The high-dimensional reconstructions from SHRED are compared in Fig. 9 against 
the ground-truth data of several plasma properties from a 2D PIC simulation. For 
these sample results, the total dataset comprises 2000 2D snapshots of plasma prop-
erties collected over a 25µs simulation period. The first 1000 snapshots are used for 
training, while the remaining 1000 are reserved for testing.

Table 2 reports the loss factors in the reconstructed plasma properties, which are 
computed according to Eq. 1.

The illustrated snapshot comparisons in Fig. 9 and the quantitative evaluations of loss 
factor in Table  2 highlight the SHRED’s capability to effectively and accurately recon-
struct detailed spatial plasma distributions from minimal sensor information.

The toolset of ML architectures that we described and illustrated in the preceding sub-
sections provides strong foundational capability for digital twin developments. This ML 
toolset is being continually expanded to ensure that optimal architectures are available 
for various objectives that the software element of a digital twin needs to meet (refer to 
the discussions at the beginning of Addressing the foundational gaps in computational 
tools for EP digital twins).

Fig. 8  The loss factors (as per Eq. 1) in the Phi Method’s predictions of the electrons’ axial flux density ( Jex ) for 
(a) various electric field values and (b) the various magnetic field values
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Practical remarks on the reliability and cost of ML‑enabled DT building blocks

We would share below some considerations and notes regarding the use of ML models 
for DT development. We start by considering the reliability aspect.

It is a well-known fact that ML techniques are susceptible to spurious prediction/
inference, which can occur due to different factors, including statistically unrepresenta-
tive training data and/or poor-quality data, such as noisy or corrupted data. Insufficient 
or incomplete training data can cause the model to extrapolate inappropriately, gener-
ating unreliable results. In addition, overfitting to noise or biases in training data may 
cause the model to learn patterns from training data that don’t generalize well, leading 
it to produce erroneous outputs when faced with new or unseen data. Furthermore, lack 
of interpretability and black-box complex models like deep neural networks can lead to 
predictions that are hard to explain or connect to real-world behavior. As a result, such 
models may capture spurious correlations instead of meaningful relationships increasing 
the risk of incorrect extrapolation beyond training dataset.

Therefore, for digital twins, it is essential to have access to high-quality and repre-
sentative datasets while also utilizing ML architectures that are robust to overfitting and 
capable of generalization.

The reduced-order PIC provides the cost-effectiveness to generate a statistically repre-
sentative dataset of sufficiently high quality across a broad parameter regime needed for 
training the machine learning building blocks.

Additionally, the ML model candidates presented in this paper are specifically 
designed to be generalizable and robust against overfitting. In particular, OPT-DMD 
is specifically designed to be robust against noise-induced biases, enabling it to pro-
duce stable and reliable predictions. Additionally, by retaining only the most significant 
modes, it effectively filters out noise and less relevant features in the data, thereby reduc-
ing the risk of overfitting.

Phi Method is inherently a physics-constrained technique designed to discover the 
underlying relationship between the system’s state variables, which are likely to remain 
consistent over time or across different parameter regimes, provided that the param-
eters are accounted for. As a result, the Phi Method ROM is expected to work reasonably 
well during extrapolation, as demonstrated in the provided example in subsection Phi 
Method for discrepancy modeling and data-driven discovery of parametric dynamics. 
Additionally, when there is partial knowledge of the dynamics, this understanding can be 
integrated into the model by enhancing the candidate terms library with physical terms 
that reflect the known dynamics of the system. This can further constrain the model to 
adhere to physical laws, thereby improving its generalizability.

Finally, the design of SHRED architecture is grounded in a mathematical foundation 
enabling it to approximate the underlying PDE system describing the spatiotemporal 
evolution of state variables of the system. Furthermore, the fully connected nonlinear 

Table 2  The loss factors associated with SHRED reconstructions of various plasma properties. The 
losses are computed according to Eq. 1

Quantity ne Vex Vey Vez Ez Tex Tez

Loss 0.074 0.205 0.280 0.096 0.297 0.023 0.026
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decoder significantly enhances reconstruction quality compared to linear compressed 
sensing inference approaches like proper orthogonal decomposition (POD). Also, the 
shallow decoder used in SHRED involves fewer parameters compared to deep decoders, 
reducing the likelihood of memorizing noise. This design compels the model to concen-
trate on capturing the most essential features, making it less susceptible to overfitting on 
noisy data.

We now turn our focus to the cost aspect, providing more details on the computa-
tional cost associated with datasets generation using the PIC simulation, as well as train-
ing the ML models and their evaluation.

The datasets used in our research to train the ML models were generated using 
reduced-order PIC simulations, which offer significant computational advantages over 
traditional methods. Full-scale PIC simulations are prohibitively expensive, whereas the 
RO PIC provides computational cost savings ranging from a factor of 5 up to 2 orders of 
magnitude in 2D, with even larger gains in 3D. This allows for the generation of exten-
sive datasets in a fraction of the time, making the data generation feasible for real-size 
EP devices.

Regarding the computational cost of training the machine learning models on the gen-
erated datasets, the incurred cost varies depending on the specific model. For instance, 
models like OPT-DMD and Phi Method can be trained within a few seconds on a single 
CPU core. On the other hand, SHRED, which involves more parameters to be optimized, 
typically requires a few minutes to train on a GPU.

OPT-DMD is a global dynamic discovery method, which predicts the complete plasma 
state over the entire time interval of interest all at once, making it the fastest possible ML 
model with virtually no computational cost. This is unlike methods in computational 
fluid dynamics (CFD) methods, which calculate the flow properties node-by-node, and 
they step forward in time one time-step at a time.

Phi Method operates as a local operator discovery technique, where evaluation time 
depends on the number of nodes. This node-wise approach makes the computational 
time comparable to traditional CFD methods, which also compute flow properties 
incrementally in space and time. However, while it is slower than OPT-DMD, it is still 
remarkably faster than kinetic plasma simulations used for generating the data.

Establishing the digital twin architecture and its underpinning multi‑model, 
multi‑physics computing infrastructure
Defining a versatile architecture and information data pipeline for the DT is an impor-
tant task. This is because the resulting architecture shall enable seamless integration and 
connection of the DT elements and building blocks – the high-fidelity simulations, ML 
models, and experimental real-world data. One critical aspect of this architecture is how 
the experimental data from the physical system, e.g., a real-world Hall thruster, will be 
fed into the twin and will be exploited to update the DT and its models [23, 26].

A promising candidate for EP DTs’ architecture (or mathematical representation) can 
be the so-called “Probabilistic Graphical Modeling (PGM)” framework [73]. This frame-
work is graphically shown in Fig. 10.

The PGM is a concept most often applied in robotics, where the hardware-software 
interactions are of essence to a robot operation. The PGM framework starts by creating 
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a mathematical abstraction of the physical system and its digital representation. The 
physical system is typically parametrized by three sets of variables, namely, the physical 
state variables, the observational variables, and the control input variables. The digital 
representation (twin) features, in turn, the digital state variables, the quantities of inter-
est to predict, and “reward” variables or functions that quantify the performance of the 
DT.

The digital state variables ( D ) define the input parameters to the simulations/mod-
els that comprise the DT. The models provide values (predictions) for the quantities of 
interest ( Q ), which will be compared in the digital space against observational data ( O ) 
that describe the state of the physical asset ( S ). This comparison quantifies the perfor-
mance quality of the DT through the reward variable ( R ). The DT predictions ( Q ) also 
help drive decisions on the control actions that may be required to be taken. The neces-
sary control actions will be enforced through the control variables ( U ) in the physical 
space. The observational variables ( O ) are essentially feedback information that are fed 
to the DT and used to update the models via “data assimilation” approaches, such as 
inverse problem solving or Bayesian inference.

The entire PGM architecture can be probabilistic (e.g., in terms of a dynamic Bayesian 
network [75]), meaning that the uncertainties in the data, either simulated or measured, 

Fig. 10  Probabilistic Graphical Modeling for the definition of the architecture of a Hall thruster digital twin as 
an example. Reproduced from Ref. [74], available on the public domain
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are carried along over time and enable quantifying the confidence level in the predic-
tions of the DT as well as in the decisions that these will inform. The dynamic interaction 
between the digital twin and the physical system can reduce the predictions’ uncertainty 
over time as the models get continually updated.

To further clarify the above descriptions, we focus on an example case of a Hall 
thruster. A PGM-inspired predictive DT architecture for Hall thrusters can be estab-
lished by considering the following abstraction of the thruster and its digital repre-
sentation: the physical state variables can be the discharge voltage, discharge current, 
discharge power, mass flow rate, magnetic field intensity, etc. The observational vari-
ables can be the measurements of the discharge voltage, discharge current, mass flow 
rate, and thrust. The digital state variables can be the geometry of the thruster (design 
parameters) and the magnetic field topology. The quantities of interest can be discharge 
current, discharge power, and thrust. The control variable to be driven based on the DT 
predictions can be the mass flow rate, which can be changed by acting on a mass flow 
controller.

Having defined the variables, the interactions over time and across domains between 
the physical thruster and its digital counterpart are visualized in Fig.  10, where the 
arrows represent conditional probabilities [73] that encode the relationships and transi-
tions among the different variables.

As is underscored in Ref. [73], representing a digital twin as a PGM provides an inte-
grated framework for all practical DT use cases, including monitoring, simulation-based 
qualification, and operations’ forecasting, planning and control. This applied versatil-
ity can be achieved in practice by giving more weight to the different parts of the PGM 
depending on the specific DT use case.

Now that we have examined a possibility for the overall DT architecture, we focus on 
the modeling infrastructure that underlies an EP digital twin. The aim is to emphasize 
the multi-model, multi-physics characteristics of this infrastructure and to highlight 
the internal interfaces among the comprising models. Enabling various elements of the 
DT computing infrastructure can be achieved in a step-by-step manner along with the 
increase in the maturity of the technology up the TRL ladder.

Figure  11 illustrates our vision of a comprehensive computing infrastructure for 
an EP digital twin, highlighting the interplay between various sub-models and the 
overall system. The DT receives an input vector X that consists of mission require-
ments in addition to the spacecraft (S/C) and the EP system (EPS) specifications. 
This input vector is processed through multiple interconnected modeling elements, 
each addressing specific aspects and/or processes of a physical EP system: cathode 
( φC(X , θ) ), thruster ( φT (X , θ) ), environment ( φE(X , θ) ), power unit ( φPU (X , θ) ), and 
flow management system ( φFMS(X , θ) ). Each of the modeling elements incorporates 
detailed sub-models (e.g., plasma/gas dynamics, thermo-mechanical/structural, back-
ground pressure) to capture the multi-physics characteristics that are essential for 
accurate predictions of an EPS operation as a whole.

The DT’s output vector Y  includes performance characteristics and the associ-
ated uncertainties ( UQ ). The failure risk probabilities and criticality metrics are also 
part of the output vector Y  . These can be generated during on-ground verifications/
qualification and continually updated through the EPS life cycle, including on-orbit 
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operations. The DT will also provide a decision tree (summary of “what-if scenario” 
analyses with quantified confidence on each branch) to aid decision making and 
action planning. A digital twin that features all these characteristics is called a “simu-
lation” digital twin [23, 24]. Almost all practical DTs currently in use today across 
industries are simulation DTs, whose predictions are used to inform decisions by 
human experts.

The envisioned DT computing infrastructure also supports control based on either 
supervised or unsupervised learning. A DT with the former capability is referred to as an 
“adaptive” DT, whereas with the latter capability is called an “intelligent” DT [23, 24]. 
Both types of DT encompass the functionalities offered by the simulation DTs. However, 
adaptive DTs feature a higher degree of adaptability between the physical and the digital 
twins and can control the physical twin through human-in-the-loop learning. Intelligent 
DTs feature full autonomy in decision making and control. The adaptive and intelligent 
DTs have largely remained as the ambitions of the digital twinning.

According to the current roadmap that we have envisioned at IPPL for EP DT develop-
ment, a TRL-3 proof-of-concept DT will consist of a platform of predictive models for 
the thruster and its near-plume ( ft1(X , θ) ) together with placeholder functionalities for 
the other sub-models that comprise φT (X , θ).

Toward TRL 5, all the multi-physics sub-models will be developed and more impor-
tantly validated. The DT at TRL 5 will also include bidirectional exchange of data with 
the physical twin. Along with the progress to TRL 5, methodologies and approaches for 
the uncertainty quantification and the continuous verification/validation of the digital 
twin predictions will be further developed and matured. At TRL 5, the DT will feature 
the full capabilities of simulation DTs. Hence, we will have reached the most common 
level of technology readiness for digital twins across the industries.

Fig. 11  Schematic of the modeling infrastructure of an EP digital twin; X  is the digital twin/sub-models input 
vector, comprising the TU operating condition(s) and requirements determined by the mission. Y is the digital 
twin output vector, which includes all prediction results with quantified uncertainties ( UQ ). θ s are the model 
parameters involved in various sub-models and in the digital twin



Page 27 of 30Reza et al. Journal of Electric Propulsion            (2024) 3:25 	

To achieve TRL 6, which amounts to delivering an adaptive DT, continuous, real-time 
communication and transfer of data between the digital and the physical twins will be 
demonstrated. The real-world data from sensors, for instance, will be used to dynami-
cally update the DT on the fly. This can lead to the correction of possible discrepan-
cies between the DT’s predictions and the physical system behaviour over time, thus, 
increasing the confidence in the outputs from the digital twin for decision making. 
Toward TRL 6, we aim to also verify the DT’s capability to provide detailed analyses of 
the present state and reliable predictions of the future state of the physical system. This 
will confirm the DT’s readiness for health-monitoring and supervised control of the EPS.

Finally, TRL 8 for DT technology, i.e., an intelligent EP DT, can be achieved in two 
steps: first, by maturing the DT capabilities for autonomous control via unsupervised 
learning, and second, by performing in-orbit-demonstration (IOD)/ in-orbit-verification 
(IOV) on the intelligent DT to demonstrate the technology in the real operational envi-
ronment of the EP system. A great added value can be achieved by performing the IOD/
IOV using an intelligent satellite platform, in which case the integrability and adaptabil-
ity of the EP DT to seamlessly work with the on-board AI can be additionally verified.

Concluding remarks
As was demonstrated through the discussions in this paper, IPPL is progressing on EP 
DTs and on the definition of the computer-aided development strategy (CDS) frame-
works that centrally feature the EP digital twins. However, realizing fully fledged digital 
twins for the entire EP family together with an industrially acceptable CDS framework 
on the back of the DT necessitates community-wide collaborative efforts. This is par-
ticularly noting the multifaceted nature of the DTs as well as of the endeavors required to 
ensure CDS’s industrial adoption. Both aspects require an across-the-board engagement 
among all the actors involved in EP research, development, operation, and governance.

To paint an overall picture of what we see to lie ahead, it is first noted that the develop-
ment of fully scalable DTs, which are transversally applicable across all EP technologies 
and that can represent the full spectra of the complex, multiscale, and multiphysics phe-
nomena occurring during the operation of an EP device, is a greatly multidisciplinary 
enterprise that spans the fields of plasma physics, computer science and high-perfor-
mance computing, electrical/power engineering, fluidics, materials, etc.

Second, to gain the confidence of the EP and the space industries, from developers to 
satellite manufacturers and operators, in the concept of CDS that is aided by a digital 
technology, rigorous verification and validation of the software building blocks and the 
DT as a whole are required. This must happen across various EP concepts as well as for 
the different power classes of a specific EP technology, like Hall thrusters or Gridded Ion 
Engines. The required verifications and validations necessitate the development and use 
of advanced diagnostics that enable reliable measurements of all the detailed properties 
of the plasma so as to allow in-depth validation of the building block simulations and 
models that underpin the DT.

Beyond the verification and validation of the building blocks, we recall that the power 
of the DT primarily comes from its dynamic adaptation to the real world based on the 
continuous stream of data it receives from the physical twin. As such, the development 
of cost-effective sensors and sensing strategies for EP, both for on-ground testing and for 
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on-orbit operation, are additionally key to realize the full potentials of the digital twins 
for computer-aided development, and  for autonomous control.

Ultimately, a coordinated effort and joint continued dialogue is essential across the 
community to ensure that the DT technologies and the revamped development, quali-
fication, and operation practices based on these will be pragmatic and widely acceptable 
to be adopted by the industry.

An important enabling factor to highlight regarding the vision outlined above is timely 
investments. Digital twins have the potential to revolutionize the EP industry, catalyzing 
its shift to an agile, cost-effective, and sustainable industry with methodically revamped 
and rigorous verification and risk assessment/ tracing procedures. The benefits of this 
transformative shift extends to the broader space sector, opening the door to EP systems 
of higher efficiency and unparalleled reliability, as well as novel revolutionary concepts 
such as nuclear electric propulsion. However, translating all these potentials into reality 
requires sustained financial support, which is crucial to shape any long-term collabo-
rative efforts and community-wide engagements. It is acknowledged that proof-of-con-
cepts are initially required to demonstrate DT’s potential and utility in practice, and this 
is the step that IPPL is aiming to pioneer as part of the ongoing work.
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