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Abstract

Proactive content caching (PC) at the edge of wireless networks, that is, at the base

stations (BSs) and/or user equipments (UEs), is a promising strategy to successfully

handle the ever-growing mobile data traffic and to improve the quality-of-service for

content delivery over wireless networks. However, factors such as limitations in storage

capacity, time-variations in wireless channel conditions as well as in content demand-

profile pose challenges that need to be addressed in order to realise the benefits of PC

at the wireless edge.

This thesis aims to develop PC solutions that address these challenges. We consider

PC directly at UEs equipped with finite capacity cache memories. This consideration

is done within the framework of a dynamic system, where mobile users randomly re-

quest contents from a non-stationary content library; new contents are added to the

library over time and each content may remain in the library for a random lifetime

within which it may be requested. Contents are delivered through wireless channels

with time-varying quality, and any time contents are transmitted, a transmission cost

associated with the number of bits downloaded and the channel quality of the receiv-

ing user(s) at that time is incurred by the system. We formulate each considered

problem as a Markov decision process with the objective of minimising the long term

expected average cost on the system. We then use reinforcement learning (RL) to solve

this highly challenging problem with a prohibitively large state and action spaces. In

particular, we employ policy approximation techniques for compact representation of

complex policy structures, and policy gradient RL methods to train the system. In a

single-user problem setting that we consider, we show the optimality of a threshold-

based PC scheme that is adaptive to system dynamics. We use this result to charac-

terise and design a multicast-aware PC scheme, based on deep RL framework, when we

consider a multi-user problem setting. We perform extensive numerical simulations of

the schemes we propose. Our results show not only significant improvements against

the state-of-the-art reactive content delivery approaches, but also near-optimality of

the proposed RL solutions based on comparisons with some lower bounds.
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Notation

Throughout this thesis we denote random variables by capital letters, e.g., X, and

their realisations, that is, the values they assume, by lower-case letters, e.g., x. Unless

specified otherwise, we denote sets, including multisets and vector of sets by calligraphic

letters, e.g., Y. We denote the set of numbers from 1 to N , that is, {1, 2, . . . , N} by

[N ]. The cumulative distribution function of a random variable X taking values in

X is denoted by PX . When considering an optimisation task, we denote the optimal

value of a variable with a star, e.g., X∗ if the optimisation is over X. We denote the

indicator function of an event E by I{E}, the expected value of a random variable by

E [·], and the cardinality of a set by | · |. Finally, R denotes the set of real numbers, Z

denotes the set of integers, and N denotes the set of natural numbers.
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Chapter 1

Introduction

Next generation wireless networks need to adopt technologies that can handle the

ever-growing mobile data traffic and services, such as Internet-based online video ser-

vices, which increase bandwidth consumption significantly and rely on timely delivery

of contents. Such technologies must benefit the network infrastructure through efficient

utilisation of limited network resources and reduction of capital and operating expen-

ditures and must also benefit the end-users through improvement of quality of service

(QoS). Enabled by recent advances in computing, storage and context awareness, con-

tent caching at the wireless edge, that is at macro and/or micro base stations (BSs)

and/or directly at the user equipment (UE), has been identified as a viable candidate

technology. Owing to the dynamic nature of the wireless network and content demand,

caching at the wireless edge typically involves complex decision process, which can be

tenable by adopting machine learning techniques, such as reinforcement learning. This

chapter introduces proactive content caching in wireless networks and reinforcement

learning. It also describes our objectives, our contributions and the outline of this

thesis.

1.1 Proactive Content Caching at the Wireless Edge

The caching idea, that is, storing copies of a file in a temporary memory location

(cache) in order to facilitate quick access, has its origin in computer systems and has

been employed, historically, in Internet technologies such as web browsers to cache

HTML files and images so that websites load more quickly. The rapid growth of

Internet traffic has led to the proliferation of content delivery networks (CDNs), such

as Amazon Web Services (AWS) and Akamai, which cache contents, such as videos

and images, in geographically distributed servers in order to bring contents closer

18



Chapter 1. Introduction 19

to end-users, thereby reducing delay in content delivery. Today, a large proportion

of Internet traffic, including contents cached by CDNs, are delivered to users through

cellular/wireless networks, which may introduce bottlenecks because of limited network

resources, such as bandwidth, channels, etc. It is technically challenging and also cost-

intensive to scale wireless network resources with the growing mobile data demand. To

address this, researchers have recently proposed proactive caching of contents at the

wireless network edge, that is, at the micro/macro base stations (BSs) and/or even

directly at user equipments (UEs). This brings contents even closer to end-users, and

it has the advantages of improving QoS and facilitating efficient utilisation of limited

network resources. Caching at the BS also enables leveraging the broadcast capability

of wireless networks through coded caching and caching directly at the UEs also enables

leveraging device-to-device (D2D) communications, where contents can be transmitted

from the UEs where they are stored to the UEs where they are requested.

Traditional wireless networks are reactive in nature, that is, contents are delivered

only after user requests, and so is traditional caching in computer systems, where caches

are updated only after a file request. Proactive content caching enables content delivery

in advance of user requests, and is particularly suitable for prerecorded contents, e.g.,

YouTube videos or user generated contents in online social networks (OSNs), and is

based on the assumption that the system knows/predicts in advance which contents are

likely to be requested by the users. However, the proliferation of online services such as

OSNs increases the volatility of content popularity, and the performance of proactive

caching systems depends critically on tracking the relevance of contents. In addition

to this, channel conditions at the wireless edge are also volatile due to user mobility,

spatio-temporal variations in traffic levels, and environmental conditions, and also, the

amount of storage capacity available at any single wireless edge device is limited in

comparison to data demands. Therefore, the performance of caching systems depends

largely on complex decision processes that do not only involve tracking what to cache,

but also tracking when to cache and managing limited cache capacity.
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1.2 Reinforcement Learning

The primary focus of this thesis is to develop intelligent and adaptive proactive

caching schemes for wireless networks using reinforcement learning – a machine learn-

ing method that addresses problems involving complex sequential decision processes

in order to achieve long-term objectives. In reinforcement learning, an agent learns to

control a system by interacting with an uncertain environment so as to maximise (or

minimise) a numerical value which represents a long-term objective. A major charac-

teristic that makes reinforcement learning problems difficult is the need to consider,

and balance, long-term objectives with immediate consequences of the agent’s actions.

As a result, a key feature of reinforcement learning is the trade-off between exploration

and exploitation, where the learning agent has to exploit the knowledge it has already

acquired in order to maximise its immediate rewards (or minimise its immediate costs),

but also has to explore in order to gain more knowledge and make better decisions in

the future. There are four main elements of a reinforcement learning system: a policy,

which governs how the agent takes actions (that is, decisions) at every state (that is,

observation of the environment), a reward function (or cost function), which defines

the objective, a value function, which is the expected future reward (or cost) that the

agent can accumulate starting from a given state of the environment, and a model

of the behaviour of the system’s environment, which in most cases is unknown to

the agent. There are two classes of reinforcement learning methods, model-based and

model-free methods. Model-based reinforcement learning methods attempt to learn a

forward model of the system’s dynamics and environment in order to come up with the

best possible policy or value, while model-free methods learn a policy or value directly

from the agent’s interactions with the environment.

Owing to the nature of the problems we consider, our focus in this thesis is on model-

free reinforcement learning methods that are applicable to problems with large number

of states and actions, or problems where the state and/or actions consist of continuous

variables. Such reinforcement learning methods employ policy approximation, where

the policy is represented as a parameterised function, and the agent tries to learn the

optimal parameters of the policy by searching the parameter space, whose dimension
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is typically smaller than that of the state and action spaces. Representing the policy as

a parameterised function also has the advantage that changing one parameter changes

the estimated policy for many states and actions. In particular, our focus is on a class

of model-free reinforcement learning methods called policy gradient, which is a policy

approximation method that learns the policy by employing gradient descent methods.

1.3 Objectives

This thesis focuses on developing reinforcement learning-based proactive caching

solutions that are adaptive to variations in dynamic environments in order to improve

the performance of wireless networks. A dynamic environment needs to be put into

consideration when developing proactive caching solutions for wireless networks for the

following reasons; firstly, the time-varying nature of the wireless channel conditions

makes it necessary to develop solutions that can allocate limited available resources of

the wireless network in an adaptive manner, and secondly, the proliferation of mobile

services, such as OSNs, which exhibit time-varying content profiles; including content

popularity and size of content libraries, make it necessary to develop solutions that

can adapt to, as well as track, these variations. We consider proactive content caching

at the UE, in the context of an OSN, and investigate different problem formulations,

including a single-user single-content-class, a single-user multiple-content-class, and a

multiple-user multiple-content-class formulations, where a content-class is defined by

the request probabilities, that is, the popularity, of contents in this class.

In general, the proactive caching problem formulation we consider in this thesis,

and the solutions we propose, find practical application in scenarios where users want

to have non-ubiquitous access to contents in their OSN. An example of this is a user

who likes to read online news while commuting but who usually experiences poor

network conditions or network coverage along their route. Another example is a user

who likes to enjoy seamless access to their OSN application software even when they

are in locations with limited or no network coverage, e.g., a subway. In these two

examples, the users can enjoy unfettered access to their contents of choice if these

contents are downloaded in advance, at moments when the network conditions are



Chapter 1. Introduction 22

favourable or available. Our problem consideration also finds relevance in scenarios

where a wireless network provider would like to improve the performance of their

network, for example, reduce congestion at peak times, reduce energy cost of content

delivery, etc., or scenarios where users would like to reduce energy consumption when

downloading contents from an OSN to their mobile devices. For example, a mobile

user might like to employ a system that can automatically download their favourite

contents into their mobile device, in advance of the user requesting for the contents,

at favourable channel conditions in order to prevent their battery from draining.

We make some assumptions in all the problem formulations we consider. Generally

speaking, we do this in order to simplify the structure of the problems in order to make

them feasible to study. We assume that the request probabilities, the wireless channel

conditions, and the content generation profiles are known causally. We model the time

variation in content popularity by lifetime, which is the time that a content remains

popular and, consequently, can be requested by users. That is, the popularity of a

content decays to zero at the end of the lifetime of the content. In practise, the lifetimes

of contents generated in an OSN will have to be estimated in order to implement

proactive caching. However, estimating content popularity is beyond the scope of this

thesis; hence, we assume that the lifetime of each content is known at generation. We

also assume that contents are of equal sizes. That is, we assume that larger contents

can be compressed or split into equal sizes, e.g., video segments in DASH. Finally, we

assume that a user is interested in viewing/consuming a content only once, as such,

any content that has already been consumed by a user has become irrelevant to the

user and can no longer be requested by the user. This assumption closely models user-

behaviour in practical OSN systems. However, any possibility of a user requesting

a content multiple times can be considered as requests for new contents under our

assumption. Throughout this thesis, we consider minimising the transmission energy

cost of delivering contents to users. However, our proposed frameworks can be easily

adapted to any other network resource, e.g., bandwidth, delay or the energy cost at

the UEs.

One of the main contributions of this thesis is the characterisation of an optimal
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cache management strategy that is based on theoretical analysis of a problem formu-

lated as an infinite-horizon average cost Markov decision process (MDP). In particular,

to overcome the technical difficulty due to the continuous distribution of the wireless

channel quality, this thesis introduces a new MDP model, called MDP with side infor-

mation (MDP-SI), in which the wireless channel quality is regarded as a side informa-

tion, and shows the optimality of a threshold-based proactive caching policy, which is

used to characterise the optimal cache management strategy. Caching decisions in the

threshold-based caching policy are made with respect to threshold values that depend

on the wireless channel quality. However, it is practically infeasible to compute and

store the optimal threshold values due to the prohibitively large size of the state space.

Hence, we introduce low-complexity parametric policy representations that are able to

approximate the optimal performance and employ reinforcement learning techniques,

in particular policy gradient methods, to optimise the threshold values for the pro-

posed caching schemes. The characterisation of an optimal policy is only feasible when

considering a single-user problem formulation because a multiple-user problem formu-

lation introduces further complexities that make it technically challenging to perform

theoretical analysis of the optimal strategy. For example, in the multiple-user setting,

there is the need to exploit the multicasting capability of wireless networks by trans-

mitting contents to multiple users in a single transmission stream. This makes it a joint

multicast and proactive caching problem, which requires making even more complex

decisions in every time instant, including decisions on contents to multicast and cache,

UEs into which contents will be cached, contents to remove from the cache memories of

the UEs, and the channel conditions at which these decisions should be made. For this

extremely challenging problem setting, this thesis aims to develop a feasible solution

by employing deep learning tools to design a multicast-aware proactive caching scheme

based on deep reinforcement learning (DRL).

1.4 Outline and Contributions

This thesis presents an extensive overview of the state-of-the-art in proactive content

caching in wireless networks in Chapter 2, followed by technical chapters dedicated to
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different scenarios for proactive content caching with increasing complexity. Below, we

outline the content and results of each chapter, as well as the corresponding publica-

tions.

Chapter 2

In Chapter 2, we present an overview of proactive content caching in wireless networks

by reviewing relevant literature. We explore different caching techniques for different

problem formulations, and highlight reinforcement learning-based solutions. Finally,

we identify areas where improvements are needed and how this thesis will contribute

to improvements in those areas.

Chapter 3

In Chapter 3, we consider a mobile user accessing contents in a dynamic environment,

where new contents are generated over time (e.g., by the user’s contacts in an OSN),

and remain relevant to the user for random lifetimes. The user, equipped with a finite-

capacity cache memory, randomly accesses the system, and requests all the relevant

contents at the time of access. The system incurs an energy cost associated with the

number of contents downloaded and the channel quality at that time. Assuming causal

knowledge of the channel quality, the content profile, and the user-access behaviour, we

model the proactive caching problem as an MDP with the goal of minimising the long-

term average energy cost. We first prove the optimality of a threshold-based proactive

caching scheme, which dynamically caches or removes appropriate contents from the

memory, prior to being requested by the user, depending on the channel state. The

optimal threshold values depend on the system state, and hence, are computationally

intractable. Therefore, we propose parametric representations for the threshold values,

and use reinforcement-learning algorithms to find near-optimal parametrisations. We

demonstrate through simulations that the proposed schemes significantly outperform

classical reactive downloading, and perform very close to a genie-aided lower bound.

This is the first work in the literature that considers a dynamic content library with

random lifetimes. Also, the introduction of the MDP-SI concept and the proposed

policy gradient approach are novel in this research area. The results in this chapter

have been published in:
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• Samuel O. Somuyiwa, András György and Deniz Gündüz, “Energy-efficient Wire-

less Content Delivery with Proactive Caching” in Proceedings of Content Caching

and Delivery in Wireless Networks Workshop, (CCDWN), Paris, France, May

2017, pp. 1-6.

• Samuel O. Somuyiwa, András György and Deniz Gündüz, “Improved Policy

Representation and Policy Search for Proactive Content Caching in Wireless

Networks”, in Proceedings of the IEEE International Symposium on Modelling

and Optimisation in Mobile, Ad Hoc, and Wireless Networks (WIOPT), Paris,

France, May 2017, pp. 1-8.

• Samuel O. Somuyiwa, András György and Deniz Gündüz, “A Reinforcement

Learning Approach to Proactive Content Caching in Wireless Networks”, in IEEE

Journal on Selected Areas in Communications, vol. 36, no. 6, pp. 1331-1344,

2018.

Chapter 4

In Chapter 4, we analyse a similar problem to the one considered in Chapter 3: We

consider a mobile user that randomly accesses the system, but unlike the model in

Chapter 3, where the user requests all the relevant contents, here the user randomly

requests contents from the dynamic content library. Contents in the library are classi-

fied into finitely many classes according to their popularity for the user; that is, the user

requests each content randomly with a class-specific request probability. With the goal

of minimising the expected long-term average cost, we consider parametric approxima-

tions to the optimal policy based on the structural results obtained in Chapter 3, and

optimise the parameters using policy gradient reinforcement learning. We demonstrate

the performances of the proposed solutions through numerical simulations. The results

in this chapter have been published in:

• Samuel O. Somuyiwa, Deniz Gündüz and András György, “Reinforcement Learn-

ing for Proactive Caching of Contents with Different Demand Probabilities”, in

Proceedings of the IEEE International Symposium on Wireless Communication

Systems (ISWCS), Lisbon, Portugal, August 2018, pp. 1-6.
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Chapter 5

In Chapter 5, we consider the joint problem of multicast transmission and proactive

content caching in a multi-user mobile network. In this problem, mobile users with

devices equipped with finite capacity cache memories request contents from a single

dynamic content library at random time instants. As in Chapters 3 and 4, new con-

tents are added to the library over time and each content may remain in the library for

a random lifetime, within which it may be requested by users with a class-specific re-

quest probability. Contents are delivered through wireless channels with time-varying

quality, and any time a non-empty subset of contents are transmitted, a cost asso-

ciated with the number of bits downloaded and the channel quality of the receiving

users at that time instant is incurred by the system. We formulate the joint multicast

transmission and proactive caching problem as an MDP-SI with the goal of minimising

the long term average cost. The complexity of this problem is even bigger than those

considered in the previous chapter, not only due to the number of users, but also due

to the coupling of the transmission decisions due to the multicasting nature of wireless

transmissions. To deal with the complexity, we employ a DRL framework, using the

Deep Deterministic Policy Gradient (DDPG) method to train a content manager to

make adaptive joint multicast and proactive caching decisions. We compare the perfor-

mance of the proposed scheme with other multicast transmission and caching schemes

through extensive numerical simulations. The results of this chapter are published in

• Samuel O. Somuyiwa, András György and Deniz Gündüz, “Multicast-Aware

Proactive Caching in Wireless Networks with Deep Reinforcement Learning”, in

Proceedings of the IEEE International Workshop on Signal Processing Advances

in Wireless Communications (SPAWC), Cannes, France, July 2019.

• Samuel O. Somuyiwa, András György and Deniz Gündüz, “Deep Learning for

Multicast-Aware Proactive Content Delivery”, to be submitted.

Chapter 6

Finally, in Chapter 6 we provide conclusions to the research presented in this thesis

and discuss potential research directions that can be investigated in the future. Open
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questions and challenges that need to be addressed in order to achieve the gains of

proactive content caching in practise are highlighted.



Chapter 2

Cache-Enabled Content-Delivery

Wireless Networks

2.1 Introduction

The recent explosive growth in mobile data services benefits wireless network opera-

tors in terms of revenue generation. However, it also poses grand challenges for network

operators as well as mobile users, who are at the receiving end of data services. These

challenges stem from difficulties in managing the limited network resources in the face

of this massive growth in mobile data services, especially bandwidth-consuming and

delay-intolerant services, such as video services. Proactive caching of contents at the

wireless network edge, has recently been proposed to tackle this challenge. Directly

caching contents at BSs or UEs, as opposed to storing them in remote locations, includ-

ing at the core network of Internet service providers (ISPs), will bring content delivery

closer to users. This promises to improve utilisation of wireless backhaul capacity and

the performance of the wireless network for content delivery. As a result, proactive

content caching has been receiving growing research interest. This chapter provides an

overview of proposed proactive caching techniques in wireless networks. In general, we

focus on approaches that aim at improving the performance of wireless networks for

content delivery and approaches that exploit other wireless technologies or paradigms

to improve the performance gains of caching. We also pay close attention to approaches

that employ machine learning tools, in particular, reinforcement learning techniques,

to make intelligent cache decisions.

28
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2.2 Conventional Proactive Caching Policies

CDNs replicate contents from a local repository at interconnected servers that are

geographically closer to users; specifically, at Internet exchange points or core networks

of ISPs. This approach significantly improves utilisation of the Internet “backbone”

capacity, thereby reducing latency and improving reliability [1]. This enables CDNs to

handle increase in data services, such as Internet-based online video services, which in-

crease bandwidth consumption and rely on timely delivery of content. Today, demands

for such bandwidth-consuming delay-intolerant services continues to grow at a rapid

rate, majority of which occurs over wireless networks [2], which may introduce perfor-

mance degradation in content delivery primarily because of limited capacity compared

to wired networks. Densifying the wireless network, that is, increasing the number

of wireless edge devices, that is micro BSs, pico stations or femto stations, has been

proposed as a way to tackle this [3]. The limitation of this approach is the technical

difficulties and cost implications associated with it. Firstly, it requires scaling the num-

ber of wireless edge devices with the growing mobile data demand, which is doomed

to hit some physical barrier in the future if not today. Secondly, it requires increasing

the capacity of backhaul links in the order of the number of wireless edge devices,

which will require employing wired backhaul links. This would be expensive, consider-

ing the number of edge devices, and difficult to implement in hard-to-reach locations.

On the other hand, proactive content caching in wireless networks aims to improve

the efficiency of content delivery through resource management, without necessarily

increasing its capacity through physical means. It also has the advantage of benefiting

from the dense wireless network as edge devices can be used to cache contents.

Proactive content caching exploits advances in storage and context awareness to

bring content delivery closer to end users, thereby facilitating efficient utilisation of

any limited-capacity backhaul link and avoiding technical and cost implications that

could be associated with increasing their capacity. On the other hand, not all contents

have the same relevance, that is, popularity, for the users. About 5− 10% of contents

on YouTube are requested by the majority of users [4], while a large percentage of

contents are requested by a much smaller number of users or not requested at all –
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we can argue that a few “popular” contents are responsible for the explosive growth

in mobile data traffic. Proactive content caching can potentially help to prevent du-

plicate transmission of popular contents even when the content requests do not occur

concurrently within the same cell. This is because the popular contents can be cached

in macro/micro BSs, UEs, etc., to cater for content reuse. It has been shown that

proactive content caching can efficiently manage network traffic [5] and reduce mobile

data traffic by 45% [6]. In addition, it can reduce latency [7] and congestion [8], and

improve energy efficiency [9–11] and throughput in content delivery [12,13].

2.2.1 Challenges of Wireless Edge Caching

Proactive content caching comes with its own challenges. Limitation in storage ca-

pacity limits the number of contents that can be stored at any given time instant.

This can be mitigated by caching the popular contents only. However, this requires

estimating location-specific content popularity. User mobility, and user behaviour in

general, needs to be put into consideration too when designing content caching al-

gorithms, especially in distributed cache systems. Cell deployment schemes that can

enhance caching gains need to be developed, interference management needs to be

studied within the context of caching, and caching techniques that exploit the broad-

cast capability of wireless networks and the heterogeneous nature of wireless networks

need to be investigated and developed. In addition, channel conditions vary over time,

and depend on several factors such as traffic, user mobility, pathloss as well as large

scale fading effects. These variations result in variations in system performance, thus

cache decisions must be appropriately done in the light of varying channel conditions

in order to boost network performance. Lastly, the current paradigm shift in content

creation and dissemination, from the traditional server-user client model to models

such as in OSNs, which place content users in the role of content creators, changes the

characteristics of contents that can be cached and the demand for contents. Hence,

appropriate caching solutions that can cater for services like OSNs, for example, solu-

tions that are adaptive to spatio-temporal variations in content popularity, need to be

developed.
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Researchers have been giving a lot of attention to addressing these challenges [14].

We present some of the existing schemes in the sections below.

2.2.2 Wireless Edge Caching Solutions

Conventional caching policies are popularity-aware, that is, they place the most

popular contents in the cache memory. Many works in the literature adopt this ap-

proach and assume a priori knowledge of content popularity. In most cases, content

popularity profile is modelled by a Zipf distribution [15], [16]. The downlink energy

efficiency of proactive caching is addressed in [9] and [10], which study the problem

in the offline setting, that is, user demands and channel conditions are known in ad-

vance. Caching schemes aimed at minimising energy consumption in the uplink have

also been derived in [17], [18]. A data caching scheme that enables seamless mobility

by exploiting users’ mobility information to proactively cache contents is investigated

in [19]. Buffer-awareness together with channel-awareness are used in [20] to improve

video streaming performance through proactive caching, by adapting the video bit-rate

according to current and predicted future channel states. A model in which contents

are requested randomly by a user is considered in [21]. Both offline and online sce-

narios are considered in order to optimise the effective throughput (hit-rate) through

proactive caching, and it is shown that the hit rate increases with the cache capacity

of the user and the channel capacity of the wireless link.

2.2.2.1 Distributed Cache Networks

Distributed caching in wireless networks is proposed in [8]. Using submodular opti-

misation, the work addresses the question of which video content should be cached in

which helper, which is a small cell with weak backhaul link, in order to minimise the

delay requirements of mobile users that can access the cache of multiple helpers. Sev-

eral follow-up works focus on this architecture with or without modifications. Caching

at both macro and micro BSs is modelled as a stochastic optimisation problem with

an objective of minimising the average transmission power and delay in an hetero-

geneous network (HetNet) in [22]. Content caching in multi-tier HetNet is studied
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in [23]. An optimal tier-level content placement policy maximising hit probability is

proposed when the problem can be formulated as a convex optimisation problem, and

a suboptimal policy, which performs close to optimal, is proposed otherwise. Content

caching in a three-tier HetNet, consisting of macro BS, cache-enabled micro BSs, and

cache-enabled UEs, is considered in [24], where closed-form analytical expressions of

average ergodic rate and outage probability are derived. Cache deployment strategies

are studied for a two-tier HetNet in [25], and average delivery rate is derived for the

deployment strategies considered. A near-optimal heuristic distributed caching scheme

that is based on belief propagation is proposed in [26] to minimise download latency in

an HetNet. An optimal energy efficient caching scheme that is based on convex optimi-

sation techniques is derived in [27], considering a maximum-distance separable encoded

content placement strategy, for a distributed cache network. A retention-aware content

routing and caching scheme is proposed in [28] to jointly minimise storage cost and

transmission cost in a distributed cache network.

2.2.2.2 Cache-Enabled Device-to-Device Communication

Caching has been studied in conjunction with single-hop device-to-device (D2D)

communications in [13,29,30], and multi-hop D2D communications in [31,32], to max-

imise system throughput. Contents are stored in the cache-enabled UEs during a

placement phase. In the delivery phase following content request by a user, the con-

tent is retrieved from the user’s cache if it is stored there during the placement phase.

Otherwise, the content is retrieved from the cache of a user within the requesting-user’s

neighbourhood or it is downloaded from the BS, if it is not found in the neighbourhood.

The neighbourhood is either defined via a clustering scheme, as in [13, 31], or via the

UE’s communication range, as in [30].

2.3 Multicast Transmission with Proactive Caching

Multicast transmission, which is already included in 3GPP standards as evolved

Multimedia Broadcast Multicast Service (eMBMS) [33], enables the delivery of contents
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to multiple users in a single transmission stream. This enables efficient utilisation

of network resources, such as bandwidth and energy, and improved QoE. Multicast

transmission is considered in [34] to improve content delivery throughput given limited

backhaul capacity, and in [35] to improve energy efficiency and reduce delay in delivery

of randomly requested contents. An example of a practical implementation of eMBMS

is detailed in [36].

On one hand, proactive content caching should provide performance gain when there

is content reuse, for example, viral videos in OSNs. On the other hand, multicast trans-

mission should provide performance gain when contents are targeted at multiple users

within the same cell, for example, mobile advertisement, news or weather report, or

more importantly, when there is concurrent content request, for example, informa-

tion sharing/update in crowded events [37] or simultaneous live-streaming of popular

events, e.g., a sporting event, by multiple users within the same cell. Practical ap-

plication of eMBMS has been limited because it is extremely rare to have concurrent

content request within the same cell. However, since there are similarities in the con-

texts or services where multicast and proactive caching technologies are independently

effective, joint implementation of both technologies will help address the shortfall in

practical usage of eMBMS –caused by rarity of concurrent content requests in the same

cell– as any content that is multicast can be stored in the cache memories of multiple

users in the same cell in a proactive manner. Therefore, jointly implementing these

technologies will create more opportunities for practical usage of both. In addition,

joint implementation of both technologies provides an opportunity for achieving per-

formance gains that are better than the sum-performance gains of implementing both

technologies independently. These, however, necessitates the design of multicast-aware

proactive caching schemes. This has been studied in [38] for reduction of energy cost,

in [22,39] for joint minimisation of network delay and power cost, and in [40] for max-

imisation of transmission probability. The broadcast nature of the wireless medium is

exploited in order to improve caching gain through coded caching in [12, 41]. Also, by

taking advantage of the broadcast capability of a macro BS and the storage capacity of

small cells in dense wireless networks, the work in [42] shows a good trade off between

the transmission cost of the BSs, the storage cost of the small cells and the cost of
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connecting users to multiple small cells, through a joint coded-caching, delivery and

dynamic allocation scheme that compares well with information theoretic-bounds.

2.4 Adaptive Cache Management and Update

Traditional cache replacement policies, such as least recently used (LRU), least fre-

quently used (LFU), and adaptive replacement cache (ARC) are reactive, and are based

on stationary request sequences [43]. Most existing works on wireless edge caching fol-

low this approach, not taking into account the time-varying nature of content genera-

tion, particularly in the context of OSNs, where new contents are generated over time,

and the popularity of each content is non-stationary. In practice, popularity typically

diminishes soon after a content is generated [44]; for example, the average lifetime,

that is, the duration a content remains popular is approximately 2 hours for a video

posted on Facebook, and 18 minutes on Twitter [45]. Instead, most caching schemes

in the literature make caching decisions based on a static content-popularity profile

and a fixed content library, which results in performance degradation. For example,

it is shown in [46] that service delay increases and cache-hit ratio decreases, when

caching decisions for social media contents are done without taking the time variations

in popularity into consideration. Time variations in the wireless channel quality and

traffic conditions, together with variations in the popularity of contents and the size of

a content library, require intelligent content placement and cache update mechanisms

that can adapt to these variations.

A relatively few number of works in the literature have considered and studied

non-stationary content popularity in proactive caching problems. This leaves open

questions and problems that need to be investigated and addressed before proactive

caching in wireless networks can be thoroughly effective and adopted in real world.

Learning time-varying content popularity is studied in [47, 48], cache update polices

that are adaptive to time-variations in content popularity are proposed in [49,50], and

a cache update policy that is based on learning user-tolerance on age of contents is

proposed in [51].
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2.5 Proactive Caching via Reinforcement Learning

Learning-based approaches to wireless edge caching employ machine learning tools

to estimate content popularity, exploit social similarities and context information, iden-

tify patterns in networks, and enable intelligent cache update in order to improve hit

rates, maximise user request satisfaction, reduce backhaul traffic load, etc. Interest-

ingly, many wireless edge caching problems involve sequential decision making under

unknown and non-deterministic system dynamics. Reinforcement learning is known to

perform well for these kind of problems [52], and different reinforcement learning meth-

ods have been employed to develop solutions to wireless edge caching problems. Before

we discuss different reinforcement learning-based proactive caching solutions in the lit-

erature, we present a background on reinforcement learning first. This background

will also give a preliminary discussion on the approach we adopt, and the schemes we

propose, in this thesis.

2.5.1 Background on Reinforcement Learning

In supervised learning, a system learns from a training set of labelled data, while in

unsupervised learning, a system learns hidden structures in unlabelled data. Differently

from these two machine learning paradigms, in reinforcement learning, a system learns

to achieve a goal by interacting with its environment similarly to how humans learn

tasks such as holding a conversation or driving a car. This goal-oriented machine

learning paradigm is suitable for interactive or sequential decision problems and it

enables an agent to learn from its own experience in an unknown environment. Such

interactive learning involves evaluation of the action of the agent in every state of the

environment. This provides a feedback to the agent as regards how good the action it

has taken is, but it falls short of telling whether it is the best action to take in order to

achieve the goal, which in most reinforcement learning problems are long-term-based.

Therefore, it is necessary for the agent to receive feedback and acquire knowledge about

different actions and different states. This challenge implies that the agent will have to

find a balance between exploiting the knowledge it has acquired from previous actions

and exploring new new actions in order to acquire more knowledge.
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Multi-armed bandit (MAB) problem is a reinforcement learning problem in which

an agent acts in a single situation, that is, it involves single state and multiple actions.

This problem has been studied in different fields [52]. Our focus in this thesis is on

reinforcement learning problems involving optimal control of Markov decision processes

(MDP), which we discuss next.

2.5.1.1 Markov Decision Process

A wide range of reinforcement learning problems can be formulated as an MDP; a

stochastic control process that provides a mathematical framework for modelling se-

quential decision processes. The sequences can either be in discrete-time or continuous-

time. We restrict our attention to discrete-time sequences and we denote each time

step by t. We also restrict our attention to finite MDPs, that is, MDPs with finite

state and finite action.

An finite-state finite-action MDP is characterised by a quadruple (S,A, P, µ), where

S is the finite state space, that is, the set of all possible states, and A is the finite

action space. P : S × A × S → [0, 1] is a probability kernel (we will write P (s′|s, a)

instead of P (s, a, s′)), and µ : S × A → [0, µmax] ∪ {∞} is a cost function with some

µmax > 0. The purpose of introducing an infinite cost is to allow a different action

set in every state without complicating the notation too much: for every state s ∈ S,

the set As = {a ∈ A : µ(s, a) < ∞} denotes the set of feasible actions (otherwise

the agent suffers infinite cost), and we assume that As 6= ∅, for all s ∈ S. In an

MDP, an agent controls a Markov chain and pays some cost over time. Assuming

the agent selects an action a ∈ A at state s ∈ S, the system evolves to state s′

with probability P (s′|s, a) , P [St+1 = s′|St = s,At = a] (for any time step t), where∑
s′∈S P (s′|s, a) = 1, for all s ∈ S, a ∈ A. The cost (negative reward) of taking action

a in state s is µ(s, a).

An MDP is either formulated as a finite-horizon MDP, in which case the goal is set

to be achieved within a finite time, or an infinite-horizon MDP, in which case the goal

is set to be achieved within an infinite time. In the finite-horizon MDP formulation,

the goal of the agent is to minimise the total cost (equivalent of maximising a total
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reward) incurred in every time step. In the infinite-horizon MDP, there are two cost

formulations; the discounted cost formulation and the average cost formulation. The

goal of the agent is to minimise either of these costs –depending on the formulation.

In this thesis, our focus is on infinite-horizon MDP. Denoting the state of the system

at time t by St and the agent’s action by At, the agent’s goal is to minimise the

infinite horizon average cost ρ = limT→∞ E
[

1
T

∑T
t=1 µ(St, At)

]
, where E [·] denotes the

expected value of a random variable.

A policy governs the action of the agent in every state. A deterministic policy is

a mapping π : S → A, which selects a single action for each state; and let Π denote

the set of all deterministic policies. For policy π, let P π : S × S → [0, 1] denote

the transition kernel induced by π, that is P π(s′|s) = P (s′|s, π(s)). Assuming the

Markov chain defined by P π is irreducible and aperiodic for all π, let ρπ denote the

infinite-horizon average cost ρ when At = π(St), that is,

ρπ = lim
T→∞

E

[
1

T

T∑
t=1

µ(St, π(St))

]
. (2.1)

Due to our assumption on P π, the initial state S0 does not matter, and the limit

in (2.1) exits thanks to the non-negativity assumption on µ(s, a). It is well-known

(see, e.g., [53]) that there exists a deterministic policy π∗ that minimises the infinite-

horizon average cost over all, possibly non-stationary and non-deterministic causal

control policies, that is,

π∗ = argmin
π

ρπ, (2.2)

where the minimum is taken over all admissible (causal) control strategies, in which At

may depend on the history Ht , (S1, . . . , St, A1, . . . , At−1) and some randomisation.

Given that all our assumptions hold, we can use standard results (see, e.g., [53]) to

analyse the structure of the optimal policy: Let S1, A1, S2, A2, . . . denote the state-

action sequence obtained by following policy π. ρπ in (2.1) exists, and the differential

value function for any state s ∈ S is defined as

V π(s) = E

[ ∞∑
t=1

(µ(St, π(St))− ρπ)

∣∣∣∣∣S1 = s

]
. (2.3)
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The value function can be expressed as the Bellman equation [54] as

V π(s) = µ(s, a)− ρπ +
∑
s′∈S

P (s′|s, a)V π(s′). (2.4)

Furthermore, the optimal policy π∗ in (2.2) satisfies

V π∗(s) = min
a∈A

{
µ(s, a)− ρπ∗ +

∑
s′∈S

P (s′|s, a)V π∗(s′)

}
, (2.5)

and a = π∗(s) minimises the right hand side.

2.5.1.2 Dynamic Programming

Dynamic programming (DP) provides a sequential solution to (2.5) by recursively

iterating over the the policy (policy iteration algorithm) (PIA) or the value function

(relative value iteration algorithm) (RVIA) starting from an initial (arbitrary) policy

and value, respectively [55]. The PIA consists of two stages; policy evaluation stage

and policy improvement stage, which are repeated for all states until convergence.

The policy evaluation stage evaluates a policy π, that is, it computes an estimate of

the value function V π(s), for all s ∈ S, following π. We say an estimate of the value

function because, using (2.4), an estimate of the value function V π(s′) for the next state

is used to compute V π(s) since the actual value function V π(s′) is not known. The

policy improvement stage improves on policy π by selecting a policy that is better,

or as good as, policy π. RVIA evaluates and updates the estimated value function

simultaneously by backward induction starting from an arbitrary value function for all

state. For state s ∈ S and iteration step i, RVIA estimates the value function for the

next iteration step as

Vi+1(s) = min
a∈A

{
µ(s, a)− Vi(s◦) +

∑
s′∈S

P (s′|s, a)Vi(s
′)

}
,

where s◦ ∈ S is an arbitrary state.

DP can be used to compute optimal policies when a perfect model of the environment

is known, that is P (s′|s, a) and µ(s, a) are known for all action a ∈ As and all state
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s ∈ S. However, in most applications, the model of the dynamics of the environment

is not known. This limits the application of DP in practise. In addition, for very large

states, it becomes infeasible to compute and store an optimal policy. Therefore, DP is

also limited by the so called curse of dimensionality.

2.5.1.3 Temporal-Difference Learning

Temporal-Difference (TD) methods provides a sequential solution to (2.5) by learning

directly from experiences gained from interactions with the environment without a

model of the dynamics of the environment. This gives reinforcement learning methods

based on TD learning an advantage over DP methods. Similarly to DP, but for only

a single state at every iteration step, TD learning updates an estimate of the value

function V π, obtained by following policy π, in every iteration step. The relative action

value function for taking action a ∈ A in state s ∈ S following policy π is defined as

Qπ(s, a) = E

[
T∑
t=1

(µ(St, At)− ρπ)

∣∣∣∣∣S1 = s,A1 = a

]
. (2.6)

Assuming that at time step t, the system is in state St and action At = π(St) is taken,

TD methods update the estimated action value function as

Q(St, At)← Q(St, At) + λ [Qtarget(St, At)−Q(St, At)] ,

where λ is a positive step size and Qtarget(St, At) is the target value, which is given as

Qtarget(St, At) = µ(St, At)− ρ+ E [Q(St+1, π(St+1)] ,

where ρ is an estimate of the expected average cost. TD methods use an estimate

of the expected value function in the next time step, that is E [Q(St+1, π(St+1)], to

update the estimated value function in the current time step, that is, Q(St, At). This
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approach is similar to the approach in DP methods and is referred to as bootstrap-

ping. Another way of estimating the value function, rather than using bootstrap-

ping, is by averaging over many random samples of actual average costs. This ap-

proach is called Monte Carlo method. Let τ = (S1, A1), (S2, A2), . . . denote an infi-

nite trajectory obtained from following policy π, and let the resulting average cost be

J(τ) = lim supT→∞
1
T

∑T
t=1 µ(St, π(St)). Then, for the Monte Carlo method, we have

J(τ) ≈ Qπ(St, At).

There are two classes of TD learning, off-policy learning and on-policy learning. In

off-policy learning, the policy being learnt is different from the policy that is used

to interact with the environment to generate samples, while, on-policy learning at-

tempts to improve the policy that is used to generate samples. The two most popular

reinforcement learning methods based on the TD learning method described here, how-

beit, in the discounted cost formulation, are Q-learning [56], an off-policy method, and

SARSA [57], an on-policy method. Their variant in the average cost formulation is

known as R-learning [58]. These methods fall under the category of tabular methods,

which require computing and storing the optimal values for all state. As a result,

similarly to DP methods, the TD learning methods described here are also limited by

the curse of dimensionality.

One way of addressing the issue with solving problems with large number of states

is by using value function approximation, where the approximate value function is

represented as a parameterised function. This results in operating within a parameter

space that is much smaller than the state space. In addition, updating the value of

one parameter updates the estimated value of many states. The parameter vector may

be a neural network or a decision tree. In the simplest case, the approximate value

function is a linear function. Value function approximation methods are very powerful

but are limited to solving reinforcement learning problems with large number of states

and not problems involving large number of actions or continuous actions.
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2.5.1.4 Policy Gradient

Policy approximation methods are employed when solving reinforcement learning

problems with large number of states and actions and/or problems with continuous

actions. This approach parameterises the policy π with a parameter vector θ and

learns the optimal policy by learning the optimal parameter vector θ∗. We denote the

policy parameterised by θ by πθ.

Optimising parametric policies for MDPs has been extensively studied in reinforce-

ment learning [52]. We focus on policy gradient methods [59] to optimise the parameters

of policy πθ. Policy gradient methods are model-free reinforcement learning algorithms

used to find an optimal policy in an MDP by running gradient descent over the policy

space to minimise the expected average cost ρπθ . In every iteration step of the pol-

icy gradient algorithm, parameter θi at iteration step i is updated using the gradient

∇θρπθ of ρπθ as

θi+1 = θi − λ∇θρπθi , (2.7)

for some positive step size λ.

Since the gradient ∇θρπθi is not known in closed form in most cases, the gradient

(and the average cost of the policy) can be estimated through sample averages over

independent, finite trajectories obtained via Monte Carlo rollouts (as in standard policy

gradient methods), that is, instead of (2.7) a random estimate of the gradient is used;

so, in practice, (2.7) becomes a stochastic gradient descent algorithm. The estimation

procedure usually requires two steps:

1. Policy evaluation: The average cost of a sample trajectory τθ = (S1, A1), . . . ,

(ST , AT ), obtained by following policy πθ with parameter vector θ, is found as

J(τθ) = 1
T

∑T
t=1 µ(St, At). We should note here that rather than using Monte

Carlo method to estimate the gradient and average cost, some policy gradient

methods employ policy approximation in conjunction with value function ap-

proximation [59].
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2. Policy exploration: New sample trajectories are generated. Exploration is im-

plemented either directly on the actions At, or on the parameter vector θ, by

introducing an exploration noise either at every time step of the trajectory, or

at the beginning of the trajectory.

Different policy policy gradient algorithms exist in the literature. Examples are

REINFORCE [60], G(PO)MDP [61], PGT [62], NAC [63], TRPO [64], DPG [65], etc.

2.5.2 Reinforcement Learning-Based Caching Strategies

In [66,67], content popularity is learned online over time by observing instantaneous

demands and refreshing cache contents using a combinatorial MAB algorithm with the

objective of reducing congestion in backhaul links. Similarly to these works, but also

exploiting network topology in a distributed cache network, [68] proposes a joint pop-

ularity estimation and content placement scheme using the MAB formulation, while

exploiting coded caching to optimise the cache content placement for the estimated

contents. Context-dependent content popularity estimation, taking into account ag-

gregated context information, such as, time of the day, user density, user characteristics,

such as, age or gender, etc., is studied in [69] where a contextual MAB algorithm is

used to learn the content popularity of different contexts. An extension to this work is

presented in [70] to account for the context information of a single user rather than an

aggregated context information. This approach does not only account for the diversity

of content popularity among different users, but also reacts to arbitrary user arrivals

with respect to their contexts. Content popularity and content “freshness” are jointly

considered in [51], where MAB approach is used to learn content popularity and user’s

tolerance to age of contents in order to improve cache hit rate and user satisfaction.

Q-learning approaches are considered in [71,72] to learn content popularity over time,

and update cache contents, in order to improve cache hit rate. To address the prob-

lem of minimising both caching and fetching cost in a distributed cache network, the

work in [73] employed value iteration, a dynamic programming method, to obtain the

optimal solution. A cooperative multi-agent caching approach is considered in [74],
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based on a multi-agent reinforcement learning framework that benefits from coopera-

tion among agents, to learn content popularity and adapt cache contents of agents in

a distributed cache network, in order to improve cache hit rate.

There are currently only a few reinforcement learning-based wireless edge caching

strategies that employ function approximation methods in the literature. However,

a growing number of such solutions are appearing because many caching problems

can be formulated as MDPs consisting of state and/or action spaces with large sizes.

In particular, DRL-based caching strategies, in which a neural network is used as a

function approximator, are gradually becoming popular. Deep Q-Network (DQN) [75],

is employed in [49] to adapt cache contents to varying content popularity. DQN is

also employed in [76] to design a mobility-aware caching scheme, given limited, and

dynamic, storage capacities, and limited computational resources. DDPG method [77]

is employed in [78] to learn cache contents over time in order to improve cache hit rate.

DDPG is also employed in [79] to schedule users to a micro BS, and cache contents in

a macro BS, in order to minimise transmission delay.

2.5.3 Other Machine Learning-Based Caching Strategies

In [80], content popularity is estimated from sparse training data, consisting of user-

content ratings, using collaborative filtering, a technique used in building recommender

systems. Contents are proactively cached based on the estimated content popularity to

reduce delay in content delivery and improve backhaul utilisation. Another aspect of

the work in [80] is exploiting social relationships between users to identify “influential”

users to cache contents in their UE, and disseminate the contents to users within the

social community of the influential users via D2D communication. K-influential users

in the social network, modelled by a graph, are identified via centrality measure [81]

and social communities are formed around them via K-means clustering. This work is

improved upon in [82] by using transfer learning to eliminate sparsity in the training

data. It is shown that this approach improves the system’s performance significantly.

A joint user clustering and content caching scheme is proposed in [83] to reduce service

delays. As a way of accounting for diversity in content popularity among different
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users, the approach in [83] exploits social similarities between users, in terms of users’

interests in contents, by building a similarity matrix and using it to group and assign

users to micro BSs that are equipped with caches. Clustering is also employed in [13,31]

to group users, so that users in the same group can share contents in their caches, with

the objective of maximising throughput in content delivery.

Learning-theoretic tools have been applied to proactive caching at wireless edge de-

vices in [47,48,84] to minimise service delay, maximise hit-rate, and minimise backhaul

load respectively. In [84], local content popularity is learnt at micro BSs, subject to

storage constraints, and global content popularity is learned in the cloud, using regret

learning, a form of reinforcement learning, following a demand-based content clustering

strategy. In [47], a threshold-based time-varying content popularity estimation tech-

nique is proposed. The threshold depends on the number of request for contents as a

function of the age of the contents, and the technique is shown to be asymptotically

optimal. In [48], a mathematical analysis of caching, given unknown time-varying con-

tent popularity profile, is studied and the error probability bound between a derived

approximate solution and an optimal caching solution is investigated.

2.6 Proactive Caching in the Framework of an OSN

In this thesis, we focus on proactive content caching into mobile UEs in the frame-

work of an OSN, such that new contents (messages, videos, pictures), posted by users’

social connections, become available over time. Each content has a finite lifetime,

which is known at the time of generation. In practice, a content’s lifetime depends

on its popularity in a dynamic manner; however, online popularity estimation is out

of the scope of this thesis. Contents are delivered via a wireless link at a transmis-

sion energy cost. The cost depends on the number of bits downloaded as well as the

channel and network conditions, which typically vary over time due to traffic, user

mobility, pathloss, as well as large scale fading effects. A general system architecture

of a cache-enabled heterogeneous wireless network, in which contents generated in an

OSN can be proactively cached in BSs and/or UEs, is described in Figure 2.1. We
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Figure 2.1: Illustration of a general system architecture of a cache-enabled wireless
network. Contents generated in the OSN, and accessible to users via the internet, can
be stored in cache memories available at the edge of the wireless network in advance
of user requests.

will consider different variations of the system architecture in Figure 2.1, with focus

on cache enabled UEs only, in the subsequent chapters of this thesis.

Conventional wireless networks employ reactive content delivery; that is, every time

a user accesses the OSN through an application software (app) to request contents, all

the requested contents are downloaded to the UE. Alternatively, in proactive caching,

contents can be downloaded to the UE by a content manager (CM) before the user ac-

cesses the OSN to request these contents. Downloaded contents are stored in the cache,

and are retrieved and delivered to the application layer, i.e., to the app, whenever the

user accesses the OSN. Therefore, contents can be downloaded under more favourable

channel conditions, providing energy savings. On the other hand, the CM may push

contents that will not be requested by the user within their lifetimes, increasing the en-

ergy consumption. The limited cache capacity at the UE limits the amount of contents

that can be proactively cached, or may require replacing already downloaded contents,

increasing the cost. Hence, we aim to answer the question of which contents, and at

what time, should be pushed to the cache. We model the channel quality, the content

generation process, and the content request process as stochastic processes. We will

propose reinforcement-learning algorithms for the CM that can learn and adapt to an
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unknown environment even when the statistics governing the system are unknown.

2.6.1 General System Model

We consider a slotted (discrete time) system model. At the beginning of each time

slot t, a random number of contents, denoted by Mt, are generated. Each content is

generated with a lifetime, after which it becomes irrelevant, and the lifetime of every

content is assumed to be known perfectly by the CM when they are generated. In

particular, if, at the beginning of time slot t, content m is generated with lifetime Km
t ,

it can be consumed in time slots t, t+1, . . . , t+Km
t −1, and otherwise will be removed

from the system after time slot t + Km
t − 1. For simplicity, we assume that all the

contents have equal size, which is without loss of generality if we assume that larger

contents are compressed or split into smaller chunks of equal size. We also assume that

UEs are equipped with cache memories of finite capacity.

2.6.1.1 Content Generation Model

We assume that {Mt} is an i.i.d. sequence with generic random variable M , and

is upper-bounded by Mmax ∈ Z+. We further assume that the lifetimes are also i.i.d.

with generic random variable K, and upper-bounded by Kmax ∈ Z+.

2.6.1.2 Content Popularity Model

In general, we group contents into a finite number of classes, which determines their

request probabilities. This content popularity model, where contents may be requested

multiple times (by different users) within a time period, follows the shot noise model

studied in [85, 86], and is illustrated in Figure 2.2. We assume that a user requests

a content only once. Therefore, any content that is requested by a user becomes

irrelevant to that user. Contents that become irrelevant to all users are removed from

the content library where they are catalogued.
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Figure 2.2: An illustration of the popularity model showing 3 different classes
(colour coded) for 3 contents with different lifetimes. The contents belonging to
the blue and green classes are generated at the same time, and they have 6 and 2
requests, respectively, within their lifetimes.

2.6.1.3 Channel Model

We denote the channel state of the wireless link between a user and the BS by Ct.

This is also equivalent to the energy cost for downloading a content. Ct > 0 is a

continuous random variable with cumulative distribution function (cdf) PC(c), and it

is assumed to be i.i.d. across time, and bounded by Cmax ∈ R+. Aside from simplifying

our system model, the i.i.d. assumption here is appropriate for micro BS deployments,

where the user switches micro BSs across time slots. We assume that the micro BSs can

operate at the same time without any interference because they operate at a relatively

low transmit power. We also assume zero download delay [21, 22], implying that the

duration of a time slot is long enough to download the required contents. Hence, the

channel is approximately ergodic within a time slot, and is only subject to large-scale

fading effects.

2.6.2 Problem Formulations

We consider three different problem formulations, with increasing complexities. The

system models and network architectures adopted in each problem settings evolve from

the system model and the network architecture described in Section 2.6.1 and Figure

2.1 respectively. We structure the problems such that, the system model of the second

problem formulation is an extension of the first problem formulation and that of the
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third problem formulation is an extension of the second. We model each problem as

an MDP. We describe three scenarios considered in our problem formulations next.

2.6.2.1 Scenario 1: Single-user Single-content-class

In this problem formulation, we consider a single user randomly accessing an OSN to

view/consume contents generated by the user’s contact in the OSN. We assume that all

contents generated in the OSN have the same request probability, such that, whenever

the user accesses the system, they consume all the contents. This content popularity

model, in which all contents have equal popularity with the user, is a simplification and

variation of the model described in 2.6.1.2. Although this single-user single-content-

class scenario is a simplification of the general problem, it is still a complex problem to

solve because of the large size of the state and action spaces of the resulting MDP. It is

necessary to investigate this problem because the solution should give us insight into

how we can approach solving the more realistic but more complex problem formulation.

2.6.2.2 Scenario 2: Single-user Multiple-content-class

In this problem formulation, we extend scenario 1 to a more realistic scenario, where

contents in the OSN are of different relevance, that is, they have different popularity,

to the user. This is because, in practise, a user may be more interested in some

contents than in others. This content popularity model is still a slight variation and

simplification of the model in 2.6.1.2 because, in this model, a content cannot be

requested multiple times. This scenario, while more realistic than scenario 1, introduces

more complexity to the problem. However, we will use the results obtained in scenario

1 to investigate the solution this problem.

2.6.2.3 Scenario 3: Multiple-user Multiple-content-class

In this problem formulation, we extend scenario 2 by considering multiple users. This

enables us to consider the problem more realistically and it also enables us to investigate

the impact of multicasting in addition to proactive caching, which is impossible to
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investigate in the previous single-user scenarios. However, this consideration introduces

more complexity to the problem considered in scenario 2. The complexity results from

an increase in the size of the state and action spaces of the underlying MDP, relative

to scenario 2, as well as the requirement to make multiple decisions simultaneously.

These decisions include selection of contents to cache, contents to discard from the

cache memories, and the users whose cache memories will be updated based on the

selected contents. The huge complexity of this problem makes it infeasible to analyse

an optimal joint multicast and caching policy. Therefore, we will consider a policy

with a simpler structure and evaluate its performance.

2.7 Conclusions

There has been a significant research interest in proactive caching in wireless net-

works, and different perspectives, system architectures, problems and challenges have

be considered and addressed in the fast-growing literature in this area. In this chapter,

we highlighted several challenges that need to be addressed in order to experience the

promising gains of caching in wireless networks, and we have presented an overview of

different wireless edge caching proposals in the literature, which are aimed at address-

ing these challenges, with an emphasis on learning-based solutions. We also highlighted

the main limitation of most of the existing works in the literature, which leaves room

for open issues that need to be addressed. In the following chapters, we will discuss

some intelligent proactive caching schemes that provide solutions addressing these lim-

itations.



Chapter 3

Policy Representation and Policy

Search for Proactive Caching

3.1 Overview

In this chapter, we study policy approximation techniques for proactive content

caching in wireless networks within the framework of an OSN, where content profiles,

including content popularity and size of a content library, are highly dynamic. We

formulate the problem as a MDP and provide mathematical analysis characterising

the optimal caching strategy. Due to the complexity of the optimal policy, we develop

caching solutions that are based on approximate representation of the optimal policy,

and employ policy gradient reinforcement learning methods to train the parameters.

Numerical results from extensive simulations are presented for different problem set-

tings. It is shown that the proposed solutions perform close to tight lower bounds and

outperform traditional content delivery scheme in wireless networks for all the system

parameters considered in the different problem settings.

3.2 Introduction

In this chapter, we consider proactive content caching into a single mobile UE in

the framework of an OSN. The user randomly accesses the contents in her OSN “news

feed” through a wireless network with time-varying channel quality in order to view/-

consume all the relevant contents at the time of access. We assume that all the contents

generated in the OSN are of the same relevance to the user. That is, the contents have

equal popularity. This model simplifies the system model described in Section 2.6.1,

50
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but it allows us to start investigating the problem, which in the general sense is an

extremely complex problem, and to provide solutions that can be essential in handling

more complex models.

Our specific contributions can be summarised as follows:

• We formulate the problem as an infinite-horizon average-cost Markov decision

process (MDP), with the objective of minimising the long term average energy

consumption.

• To overcome the technical difficulty due to the continuous distribution of the

channel quality, we introduce a new MDP model, referred to as MDP with side

information (MDP-SI). We show the optimality of a threshold-based proactive

caching policy, which downloads contents into, and removes contents from the

cache depending on the remaining lifetime of the contents and the relative value

of the current channel state with respect to a threshold.

• Since the optimal threshold values depend on the system state, the prohibitively

large size of the state space makes it practically infeasible to compute and store

them. Hence, we introduce two low-complexity parametric policy representa-

tions that are able to approximate the optimal performance. The first policy,

called Longest lifetime In–Shortest lifetime Out (LISO), assigns a single thresh-

old to each pair of contents, the one with the longest remaining lifetime outside

the cache, and the one with the shortest remaining lifetime inside the cache,

independent of the system state. The second policy, called linear function ap-

proximation (LFA), represents the threshold values for every possible pair of

remaining lifetimes as a linear function of the system state.

We use reinforcement learning techniques to optimise the threshold values for the

proposed caching schemes. In particular, we apply two policy gradient schemes,

the finite difference method (FDM) and the likelihood-ratio method (LRM) [59].

• We present two lower bounds on the performance: one assuming unlimited cache

capacity, and another assuming non-causal knowledge of the user-access times.

Through numerical simulations, we demonstrate that the proposed schemes per-

form close to the latter lower bound when the cache capacity is small, and to the
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Figure 3.1: Illustration of the system architecture. The OSN server has a list of
relevant contents with random lifetimes. Contents can be pushed to the cache memory
before being requested by the user, to take advantage of favourable channel conditions.

former for larger cache capacities, and significantly outperform reactive caching.

We also show that the LFA policy outperforms LISO to some considerable extent,

and that the LRM finds a better solution than the FDM.

• We introduce memory into the stochastic processes for content (lifetime) gener-

ation and channel quality, and show via simulations that the performance gain

of the LFA policy over LISO is higher in such scenarios.

3.3 System Model

We consider a slotted system model (see Fig. 3.1). As described in Section 2.6.1, at

the beginning of each time slot t, Mt random number of contents are generated. We

denote the set of newly generated contents by Nt, where |Nt| = Mt. Each content m

is generated with a lifetime Km
t , after which it becomes irrelevant, and the lifetime of

every content is assumed to be known perfectly by the CM when they are generated.

We denote the set of contents that are already in the cache at the beginning of time

slot t by It, and the set of relevant contents not inside the cache, including the Mt

newly generated contents, by Ot.
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At each time slot, the user either accesses the system and consumes all the relevant

contents, or does not access the system. User access behaviour is represented by

the binary random variable Ut; that is, Ut = 1 if the user accesses the system, and

Ut = 0 otherwise. When Ut = 1, all the contents that are not in the cache, Ot, are

downloaded, and moved, together with all the contents already in the cache, It, to the

application layer. Even if Ut = 0, the CM has the option of downloading some contents

to the cache, and removing others if needed. We denote the set of contents that are

downloaded at time slot t by A
(1)
t ⊂ Ot, and those that are discarded from the cache

by A
(2)
t ⊂ It. To unify notation, if Ut = 1 we set A

(1)
t = Ot and A

(2)
t = It. We do not

allow the CM to download and remove the same content in the same time slot, which

is obviously suboptimal.

Since all the contents have the same size, it will be convenient to represent each

content by its remaining lifetime. Following this representation, all sets of contents,

that is, Nt, Ot, It, A(1)
t and A

(2)
t , are multisets of remaining lifetimes (positive integers,

with the set of all positive integer tuples denoted by N∗). To simplify the treatment,

when it does not cause confusion, we will only talk about sets instead of multisets,

or subsets instead of sub-multisets of multisets, and operations, such as union, should

be treated in a multiset manner. For a multiset Y with positive elements, we let

Y − 1 = {y > 0 : y + 1 ∈ Y} denote the multiset obtained by reducing each element of

Y by 1 and removing the elements which become 0. With these definitions in mind, if

Ut = 0, the system evolves according to the following equations:

It+1 =
(
It ∪A(1)

t \A
(2)
t

)
− 1,

Ot+1 =

((
Ot ∪A(2)

t \A
(1)
t

)
− 1

)
∪Nt+1,

(3.1)

and according to the following equations if Ut = 1:

It+1 = ∅ and Ot+1 = Nt+1. (3.2)

We assume that the user access sequence {Ut} is an arrival process with i.i.d.

inter-arrival times {Dj}, where Dj denotes a positive-integer-valued random variable.

Throughout, we will make one of the two assumptions regarding Dj : (i) Bounded
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inter-arrival times, i.e., 0 ≤ Dj ≤ Dmax; (ii) Geometric inter-arrival times: Dj has

a geometric distribution with parameter pa; hence, {Ut} is an i.i.d. process with

P [Ut = 1] = pa (in turn, Dmax = ∞ in this case). The latter assumption is standard

in the literature, is known as the independent reference model (IRM) [8,22].

We assume that the user is equipped with a cache of capacity B, that is, |It| ≤ B,

for all t. Hence, the CM’s actions, At = (A
(1)
t , A

(2)
t ), are constrained by the available

cache capacity, and any valid action leads to a new state with |It| ≤ B. Downloading

a content at time t has a cost Ct, described in Section 2.6.1.3, that depends on the

channel state. The total instantaneous cost at time t is µt = |A(1)
t | · Ct, while the

average cost after T time slots is given by JT = 1
T

∑T
t=1 µt. The goal is to minimise

the long-term expected average cost defined as

ρ , lim sup
T→∞

E [JT ] = lim sup
T→∞

E

[
1

T

T∑
t=1

µt

]
.

In the rest of this chapter, we assume that the sequences {Ct}, {Dj}, {Mt},{Km
t }

are independent of each other. In the following section, we assume that the CM is

aware of the above stochastic model governing the system behaviour.

3.4 Optimal Solution

In this section we derive a general result concerning the structure of the optimal

cache management policy. First, we define a special class of MDPs, called MDP-SI,

and show that our problem is an instance of this class. Then, we derive a general

structural result for optimal policies in MDP-SI under some assumptions, and show

that they apply to our problem.

3.4.1 MDPs with Side Information

It is technically difficult to solve MDPs consisting of states with underlying continu-

ous distributions. However, it is possible to address the technical difficulty if the states

with continuous distributions evolve independently of the agent’s actions, even though
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they affect the cost, and they are available to the agent prior to taking the actions.

Therefore, rather than regarding such states as states of the MDP, they can be sep-

arated from the other states of the MDP and simply regarded as “side information”

available to the agent for decision making. We refer to an MDP model consisting of

such side information as an MDP with side information (MDP-SI).

In the MDP-SI model, we extend the classical MDP in Section 2.5.1.1 such that there

is an i.i.d. sequence of side information Zt ∈ Z for some Z ⊂ R, which is available to the

agent before selecting At, and effects the cost µ, that is, µ : S×A×Z → [0, µmax]∪{∞}.

Then the decision of the agent may depend on the history Ht, the randomisation, and

(Z1, . . . , Zt). This setup can be easily modelled in the MDP framework by changing

the state space to S × Z, but if Z is not finite, the analysis of the resulting MDP is

significantly more complicated. Before delving into the analysis of the MDP-SI model,

first we show that our problem can be cast as an MDP-SI problem.

At the end of time slot t, the state of the contents can be described by the sets It and

Ot, while the state of the user can be described by the time elapsed since the last access,

denoted by Et. To be precise, we assume that the user accesses the OSN at time t = 0

(i.e., we set U0 = 1); then Et is defined as Et , min{t− j : t > 0, 0 ≤ n ≤ t, Uj = 1}.

We denote by S ⊂ N∗ × N∗ × N the set of all possible combinations of Ot, It, and

Et. That is, the system state at time slot t is St = (Ot, It, Et). Under the IRM

user-access model (i.e., when the user-access process is i.i.d. and the inter-access times

are geometrically distributed), the memoryless property of the geometric distribution

implies that the exact value of Et does not affect the future given that Et > 0, and

hence, the state of the user can be redefined as I{Et>0}, the indicator function of the

event {Et > 0} (For an event E , I{E} = 1 if E holds, and 0 otherwise.) Unless otherwise

stated explicitly, we will use I{Et} in place of Et for the IRM model; accordingly, S

will denote the possible combinations of Ot, It, and I{Et>0}. Note that under both

of our user-access models (i.e., IRM or bounded inter-access times–Dmax < ∞), the

state space S is finite. Furthermore, let As denote the set of download/discard actions

available to the CM in a state s ∈ S. The action of the agent at time slot t is the pair

At = (A
(1)
t , A

(2)
t ), and Ct can be regarded as the i.i.d. side information Zt. Indeed,

the decision of the CM (i.e., the agent) depends on Ct, as the cost of action At is
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µ(St, At, Ct) = Ct · |A(1)
t |.

The state s ∈ S of the system evolves according to (3.1) and (3.2), where the

user access sequence depends on E, which evolves independently according to the

distribution of Dj . The channel cost Ct, which is the side information, also evolves

independently, with cdf PC in every time slot t. These independence assumptions

ensure that the resulting model is indeed an MDP-SI.

3.4.2 Structure of the Optimal Policy in MDP-SI

In this section we derive the structure of the optimal policy for a general MDP-SI

under certain conditions. To begin with, assume we have an MDP-SI characterised

by (S,ASI , PSI , µSI ,Z, PZ), where PZ is the cdf of the real-valued side information,

S and ASI are countable, and Z ⊂ R. Let A denote the set of Borel-measurable

(throughout the chapter we assume the existence of the necessary probability spaces

and the measurability of functions as required) functions {g : Z → ASI}, and consider

the MDP (S,A, P, µ) where

P (s′|s, g) = E
[
PSI(s

′|s, g(Z))
]
, (3.3)

and

µ(s, g) = E [µSI(s, g(Z), Z)] , (3.4)

where the expectations are taken over Pz. It is easy to see that any deterministic policy

πSI : S × Z → ASI for the MDP-SI can be turned into a deterministic policy for the

corresponding MDP using

π(s) = πSI(s, ·) ∈ A, (3.5)

and vice versa, and that the expected average cost of the two models are the same for

the corresponding policies. Therefore, it is enough to consider the MDP (S,A, P, µ).

If Z is finite, the new MDP is finite, and we can use the standard results in Section

2.5.1.1 to analyse the structure of the optimal policy. While these results make the

analysis easy, unfortunately they do not directly apply to our case, where the state
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space S can be countably infinite and, due to the fact that Z is not finite, the action set

A is infinite (and uncountable). Luckily, it is possible to extend the results in Section

2.5.1.1, specifically (2.5), to the MDP (S,A, P, µ) when Z is an interval (this will be

done in the proof of Lemma 3.1). Using the definition of the MDP in (3.3)–(3.5) and the

expression for the optimal value function in (2.5), we can prove the following property

of the optimal policy π∗(s, ·) of an MDP-SI (the proof is given in Appendix 3.10).

Lemma 3.1. Consider the countable-state, finite-action MDP-SI problem (S,ASI , PSI ,

µSI ,Z, PZ). Suppose that P π is ergodic for any policy π in the corresponding MDP

(S,A, P, µ) and that Z is an interval. Then (2.5) holds for (S,A, P, µ). Furthermore,

if µSI(s, aSI , z) is a linear function of z for any s ∈ S, aSI ∈ ASI , then the optimal

policy π∗(s, ·) is a piecewise constant function for any s ∈ S.

Combining the MDP-SI formulation of Section 3.4.1 with Lemma 3.1, we obtain

that for any state s ∈ S, the optimal decision is a piecewise constant function of the

channel cost Ct with values taken from As. Also note that the technical condition

in the lemma that P π is ergodic is easily satisfied in our cache management problem

due to the user access model: The fact that the user access clears all contents from

both inside and outside of the cache at least once in every Dmax time slots or after

a geometric waiting time ensures that any state visited with positive probability is

positive recurrent. Thus, to achieve ergodicity, it is sufficient to guarantee that the

process is aperiodic. This readily follows from the IRM model, and also holds for the

bounded inter-access time model under mild assumptions (e.g., if the user can access

the OSN in two consecutive time slots with positive probability).

3.4.3 Structure of the Optimal Cache Management Policy

Here we will describe the structure of the optimal policy for the proactive caching

problem. We start with the technical definition of partial ordering for multisets, which

will be useful to characterise the effect of good actions: For two multisets Y1 and Y2

with non-negative elements, we write Y1 ≤ Y2, if, either (i) they are of equal size and

there is a one-to-one mapping between the elements of Y1 and Y2 such that the element

from Y1 is never larger than the corresponding element from Y2; or (ii) if they are of
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different size, but the same relationship holds after adding zeros to the smaller set to

equalise their sizes.

Now consider two states of the MDP describing the caching problem: s = (O, I, E) ∈

S and s′ = (O′, I ′, E′) ∈ S. We will say that s is better than s′, and write s � s′, if

E = E′, the remaining lifetimes of all the contents are the same, that is, O∪I = O′∪I ′,

and O ≤ O′ and I ≥ I ′. Intuitively, s � s′ means that the same contents are

available for pre-caching in s and s′, but in state s, “better” contents have already

been downloaded to the cache (i.e., the contents in the cache remain relevant longer

while the ones outside expire earlier). The next lemma formalises this statement:

Lemma 3.2. Assume the conditions of Lemma 3.1 hold. Let s, s′ ∈ S and suppose

that s � s′. Then, V π∗(s) ≤ V π∗(s′), that is, the future average download cost starting

from s is not larger than the cost starting from s′.

Proof. It is easy to see that if any action a′ is performed in s′, it is always possible to

find another action â in s such that the cost of â is no more than that of a′, that is,

µ(s′, a′) ≥ µ(s, â), and the resulting new states satisfy ŝ2 � s′2, where s′2 and ŝ2 denote

the next state for the chains starting from s′ and s, respectively, assuming the content

generation process and the user access process are the same (e.g., if a′ downloads a

content from outside the cache of s′, â should download the content with the largest

remaining lifetime from outside the cache of s, unless all the contents in the cache of

s have larger lifetimes, in which case â should not do anything). Now consider three

coupled realisations of the MDP: {(S′t, A′t)} starts from S′1 = s′, and follows the optimal

policy π∗; the second realisation {(Ŝt, Ât)} starts from Ŝ1 = s, and selects Ât such that

Ŝt � S′t and µ(Ŝt, Ât) ≤ µ(S′t, A
′
t) for all t; finally, {(St, At)} starts form S1 = s, and

follows the optimal policy π∗. Then, using the optimality of At and π∗, by (2.5) (which

holds by Lemma 3.1), we have

V π∗(s) = V π∗(S1) ≤ µ(Ŝ1, Â1)− ρπ∗ + E
[
V π∗(Ŝ2)

]
≤ µ(Ŝ1, Â1)− ρπ∗ + E

[
µ(Ŝ2, Â2)− ρπ∗ + E

[
V π∗(Ŝ3)

]]
...
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≤ E

[ ∞∑
t=1

(µ(Ŝt, Ât)− ρπ
∗
)

∣∣∣∣∣ Ŝ1 = s

]
.

Furthermore, by the coupling of the realisations,

E

[ ∞∑
t=1

(µ(Ŝt, Ât)− ρπ
∗
)

∣∣∣∣∣ Ŝ1 = s

]
≤ E

[ ∞∑
t=1

(µ(S′t, A
′
t)− ρπ

∗
)

∣∣∣∣∣S′1 = s′

]
= V π∗(s′) .

Putting everything together, we obtain V π∗(s) ≤ V π∗(s′).

Next we express the actions in As more intuitively by defining a simple action, which

we also denote as a, to simplify the notation.

Definition 3.1 (Simple Action). For any l ∈ I and L ∈ O (recall that l and L

denote the remaining lifetime of some contents), a simple action a = (l|L) is defined as

follows: If Et > 0, a = (l|L) replaces a cache content with remaining lifetime l with a

relevant content outside the cache with remaining lifetime L, by removing the former

content from the cache and downloading and caching the latter; i.e., it “swaps” the

two contents. If Et = 0, a = (l|L) downloads the content with remaining lifetime L,

and moves both contents to the app.

In this definition, l = 0 means that the content with lifetime L is downloaded

without removing any content from the cache. Similarly, L = 0 means that no content

is downloaded while a content with lifetime l is removed. Note that, with the optimal

policy, the latter (i.e., L = 0) can only happen if either l = 0 (i.e., an expired content is

removed from the cache), or when Et = 0 and more contents are moved from the cache

to the app than those downloaded from the OSN server to the app. At every time slot t,

due to the cache capacity constraint, the CM can take up to B simple actions if Et > 0.

Therefore, at such instances, any action of an optimal policy can be expressed as at

most B consecutive simple actions, and an action At = ({L1, . . . , Lb}, {l1, . . . , lb}), for

some 0 ≤ b ≤ B, can be written as a sequence of simple actions {(l1|L1) · · · (lb|Lb)}.

Note that If either |O| or |I| is less than b, we simply zero-pad the set so that |A(1)
t | =

|A(2)
t | = b.

For a state s = (O, I, E) with E > 0, assume that l1 ≤ · · · ≤ lB are the contents

in I, and L1 ≥ · · · ≥ LB denote the B largest elements in O. To find the optimal
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action, first we determine the best simple action. Let s∗1 denote the next state if

action (l1|L1) is taken, and let s′1 denote the state after a different simple action

(l′|L′). Since l1 is the smallest element of the cache, and L1 is the largest element

outside, assuming the same content generation, it is immediate that s∗1 � s′1. Then,

by Lemma 3.2, V π∗(s∗1) ≤ V π∗(s′1). Therefore, by (2.5), (l1|L1) is the best simple

action. Considering larger actions composed of b simple actions for b ≥ 2, it follows

similarly that the optimal action is Ab = {(l1|L1) · · · (lb|Lb)} (note that the energy cost

associated with such an action is bC, where C is the channel cost of a single download).

To find the optimal action, it remains to compare the actions Ab for different values of

b ∈ {0, . . . , B}. Denoting the next state following action Ab by sb, the relative action

value of Ab for channel cost C is given by

Qπ∗(s,Ab, C) = bC − ρπ∗ + E
[
V π∗(sb)

]
,

and, by (2.5), the optimal action is the one minimising Qπ∗(s,Ab, C) for a given C: that

is, Ab
∗

with b∗ = argminbQ
π∗(s,Ab, C). Notice that, as a function of C, Qπ∗(s,Ab, C)

is a linear function with slope b and intersecting the y axis at E
[
V π∗(sb)

]
. Since,

obviously, sb � sb
′

for any b > b′, we have V π∗(sb) ≤ V π∗(sb
′
), and so E

[
V π∗(sb)

]
is non-increasing in b. Therefore, there exist thresholds 0 = TB+1 ≤ TB ≤ · · · ≤

T1 ≤ Cmax, such that the optimal action is Ab if the channel cost belongs to the

interval [Tb+1, Tb]. Since Ab
′ ⊂ Ab for b > b′, this also means that the simple action

ab = (lb|Lb) is performed whenever C ≤ Tb (note that Tb = 0 means that action ab is

never performed because C > 0). This implies the following theorem.

Theorem 3.2. Let s = (Os, Is, Es) ∈ S denote a state of the MDP-SI, and let C

denote the channel cost. Let ls1 ≤ · · · ≤ lsB denote the contents in Is, and Ls1 ≥ · · · ≥ LsB
denote the B largest elements of Os. Then, for all states s, there exist thresholds

0 ≤ T sB ≤ T sB−1 ≤ · · · ≤ T s1 ≤ Cmax, and an optimal caching policy that, in state s,

performs the simple actions ai = (lsi |Lsi ) for all i such that C ≤ T si if Es > 0 (i.e., the

user does not access the OSN).

The thresholds for different simple actions depend on what other simple actions

are available, and on the cache contents. This is because if we cache a content, its
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value depends on the likelihood of the content to be removed from the cache before

being consumed by the user, and this likelihood is affected by the lifetime of the other

contents in the cache.

We still have to evaluate the optimal thresholds to characterise the optimal policy

and its performance. The number of thresholds to be determined is in the order of the

cardinality of the state space S, which is extremely large. This makes it computation-

ally infeasible to compute the optimal threshold values. Interestingly, this is not the

case if we have a sufficiently large cache capacity, e.g., B ≥MmaxKmax, in which case

we never remove a content from the cache unless it is consumed, or has expired; and

hence, we can decide about each content individually, and independently of the cache

contents. We refer to this as the case of unlimited cache capacity.

Corollary 3.1. For unlimited cache capacity, i.e., B =∞, for any state s = (O, I, E)

with E > 0, there exist thresholds 0 ≤ T1,E ≤ · · · ≤ TKmax,E ≤ Cmax (where Kmax is

the maximum lifetime), which depend only on E, such that a content with remaining

lifetime L ∈ O is downloaded if C ≤ TL,E.

Since the decision to download any content is independent of the others, the problem

can be modelled as a finite-horizon MDP-SI, where the horizon equals the remaining

lifetime L with maximum horizon Kmax. Thus, we can apply dynamic programming

[53] to determine the optimal thresholds recursively: Let VL,E denote the future cost

associated with a content with lifetime L from a state with time E since the past user

access following an optimal policy. Since there is no need to proactively download a

content with lifetime 1, T1,E = 0 for all E > 0, and so V1,E = 0 for any E > 0. Let

pE = P [Ut+1 = 1|Et = E] = P [D1 ≤ E + 1] − P [D1 ≤ E] denote the probability of

user access in the next time slot (recall that Dj denotes the jth inter-access time, and

Dj are i.i.d). Assuming optimal decisions are made for lifetimes up to L−1 for all E, a

decision with threshold T for lifetime L > 1 and elapsed time E has a future download

cost

VL,E,T = P [C ≤ T ]E [C|C ≤ T ] + P [C > T ]
(
pEE[C] + (1− pE)VL−1,E+1

)
. (3.6)
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By setting the derivative of the above expression to zero, we obtain the optimal thresh-

old TL,E = pEE [C] + (1 − pE)VL−1,E+1, which is exactly the expected future cost if

the content is not downloaded in the current state. Noticing that TL,E equals the last

term in parentheses in (3.6), we obtain the following result.

Corollary 3.2. For unlimited cache capacity, i.e., Bmax =∞, the optimal thresholds

TL,E can be computed recursively as follows: T1,E = 0, ∀E > 0. For L ≥ 1, given TL,E

for all E, the optimal thresholds for L+ 1 can be obtained for all E as

TL+1,E = pEE [C] + (1− pE)

·
(
P [C ≤ TL,E+1]E [C|C ≤ TL,E+1] + P [C > TL,E+1] TL,E+1

)
.

For the IRM user access model, the same thresholds can be used in all states, and

the expression for the thresholds simplifies to T1 = 0, and for L ≥ 1,

TL+1 = paE [C] + (1− pa)
(
P [C ≤ TL]E [C|C ≤ TL] + P [C > TL] TL

)
. (3.7)

The optimal performance with an infinite cache capacity will be studied as a lower

bound on the optimal performance for a practical finite cache capacity system in Sec-

tion 3.7.

3.5 Low-Complexity Caching Schemes via Policy Approx-

imation

According to Theorem 3.2, the optimal policy has a threshold structure, and the

threshold for each simple action depends in general on the remaining lifetimes of all

the relevant contents and the time elapsed since the last user access. Hence, the optimal

policy may employ different threshold values for the same simple action at different

states, and it belongs to the family of policies parametrised by these thresholds. The

dimension of this policy space is |S̄|, where S̄ ⊂ S denotes the set of states in which

the user does not access the OSN. Moreover, we have approximately K2
max/2 potential

simple actions, each of which can have a different threshold at each state. For any
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reasonable cache size B, this is huge; and hence, it is infeasible to compute an optimal

policy (e.g., if Mmax ≥ B, then just the cache content I can take
(
B+Kmax

Kmax

)
different

values, which is already prohibitively large for even moderate values of B or Kmax).

To resolve this problem, we use policy approximation techniques, and approximate the

policy space using some simple parametrised form.

From now on we adopt the IRM user access model, which alleviates the need to

consider the time Et elapsed since the last user access, reducing the state space. We

introduce two low-dimensional approximations to the policy space, which allow us to

run optimisation algorithms (policy search algorithms, described in Section 3.6) to find

computationally feasible policies with good performance. These schemes are not based

on the knowledge of the system statistics, and optimise the policy parameters based

on observations (which can be obtained either from interactions with the real system,

or via simulations through a generative model). Therefore, the proposed methods can

be used in a learning context, where an agent learns from its actions and updates its

policy to adapt to the unknown environment in a reinforcement learning fashion.

3.5.1 LISO Policy

LISO is a suboptimal threshold-based caching policy with a simplified structure. It

employs a single threshold value for each simple action (corresponding to the content

pair consisting of the content with the shortest remaining lifetime in the cache and the

one with the longest remaining lifetime outside the cache), independent of the state.

For every such pair, if the channel cost is below this threshold, the two contents are

“swapped,” and no action is taken otherwise. LISO is directly parametrised by the

threshold values:

T (l|L) = θ(l, L),

where θ(l, L) ∈ [0, Cmax], for all pairs a = (l|L), l, L ∈ {0, . . . ,Kmax}. The set of

policies parametrised this way is of dimension (Kmax + 1)2, which is feasible. We can

further reduce the dimension by explicitly forbidding simple actions (l|L) with l ≥ L

(by setting the corresponding θ(l, L) to zero), since an optimal policy will not replace a

cached content with a content with a shorter remaining lifetime. Hence, for such simple
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actions, we have T (l|L) = 0. We also note that the optimal policy has a monotonic

structure; that is, T (l|L1) ≤ T (l|L2) if L1 < L2 and T (l1|L) ≥ T (l2|L) if l1 < l2, which

further limits the search space, and speeds up the policy search.

3.5.2 LFA Policy

Next, we propose an improved policy representation (an extension of LISO), which

takes into account the remaining lifetimes of the contents in the cache memory when

determining the threshold values; which can be useful in estimating the likelihood that

a downloaded content will be removed from the cache before it expires or is consumed.

To characterise the state of the cache, we define features of the cache-state based on

the number of contents in the cache with a particular remaining lifetime. We define the

vector Φt , [φt(0), φt(1), . . . , φt(Kmax)], where φt(i) denotes the ratio of the number

of contents with lifetime i in the cache at time t, that is,

φt(i) ,

∑
l∈I I{l=i}
B

, for i = 0, 1, · · · ,Kmax,

where l = 0 denotes the empty locations as before. Clearly, 0 ≤ φt(i) ≤ 1, and∑Kmax
i=0 φt(i) = 1. To keep the computational complexity feasible, the threshold value

for each simple action a(l|L) for l < L, l, L ∈ {0, . . . ,Kmax}, is defined as a linear

function of vector Φt as

T (l|L) =

Kmax∑
i=0

φt(i)θi(l, L) = Φ>t θ(l, L),

where θi(l, L) ∈ R for l < L, and θi(l, L) = 0 otherwise. This results in a Kmax(Kmax +

1)2/2-dimensional policy space.

Remark 1. We remark that the LISO policy, which is directly parametrised by the

threshold values for each simple action ignoring the other contents in the cache, is a

special case of the LFA policy with parameters θi(l, L) = θ(l, L) for all i.

In the next section, we describe two policy search algorithms that we use to optimise

the parameters of the proposed approximate caching schemes.
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3.6 Policy Search Methods

We will employ policy gradient methods, introduced in Section 2.5.1.4 to optimise

the parameters of our LISO and LFA policies. To curtail the effect of noise introduced

due to randomness in the gradient estimate, at iteration step i, we obtain the policy

update with parameter vector θi+1 as the average of m policy updates, i.e., θi+1 =

1
m

∑m
j=1 θi+1,j , where each θi+1,j is obtained using (2.7) with an independent estimate

of the gradient.

In what follows, we review two practical policy gradient algorithms that employ

different estimation techniques.

3.6.1 Finite Difference Method

In the finite difference method (FDM), the gradient is estimated by generating sam-

ple trajectories following policy πθi , specified by parameter vector θi (determining the

threshold values T (l|L)), and by new policies obtained by applying small perturbations

∆θ[j] to θi. Generating trajectory τ [j] for θi and τ
[j]
∆ for θi + ∆θ[j], the change in the

cost is estimated by

∆J [j] = J
(
τ

[j]
∆

)
− J

(
τ [j]
)
, (3.8)

which is approximately equal to (∇θρπθ)>∆θ[j]. Thus, generating N independent

trajectories τ [j], j = 1, . . . , N , the gradient can be estimated from ∆Jπθ = [∆J [1], · · · ,

∆J [N ]]> and ∆Θ = [∆θ[1], · · · ,∆θ[N ]]> by linear regression as:

∇θρπθ ≈
(

∆Θ>∆Θ
)−1

∆Θ>∆Jπθ . (3.9)

In FDM, policy exploration is implemented on the parameter vector at the beginning

of each trajectory. Perturbations can be chosen randomly; in this work perturbations

for each coordinate of θi are drawn from a uniform distribution over [−r, r], for some

relatively small positive real number r.
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3.6.2 Likelihood-Ratio Method

In the likelihood-ratio method (LRM), exploration is implemented directly on the

actions, by using a randomised policy πθ(A|S) ∈ [0, 1], which takes action A in state

S with probability πθ(A|S). Since A may consist of several simple actions, for each

simple action (l|L) for l < L, l, L ∈ {0, 1, . . . ,Kmax}, we define a randomised policy

πθ((l|L)|S) as a sigmoid function with negative slope parameter η:

πθ((l|L)|S) =
1

1 + e−η(T (l|L)−C)
.

Given cache contents l1 ≤ · · · ≤ lB, and the B contents outside the cache with the

largest remaining lifetimes L1 ≥ . . . ≥ LB, we repeatedly try to perform the action

ai , (li|Li) with probability πθ(ai|S) for i = 1, . . . , B, until the first failure. This

implies that for b ≤ B, the probability of performing action Ab = {a1, . . . , ab} is

πθ(Ab|S) =
(
1− πθ(ab+1|S)

) b∏
i=1

πθ(ai|S),

where πθ(ab+1|S) is defined to be zero for all states S.

Let Pθ denote the density of an infinite trajectory τ = (S1, A1), (S2, A2), . . . obtained

by following policy πθ, and let J(τ) = lim supT→∞
1
T

∑T
t=1 µ(St, At). Then, under

general, non-restrictive assumptions, we have

∇θρπθ =

∫
∇θPθ(τ)Jπθ(τ)dτ .

Using the “likelihood-ratio” identity ∇θ logPθ(τ) = ∇θPθ(τ)/Pθ(τ), the above gradi-

ent can be expressed as

∇θρπθ =

∫
Pθ(τ)∇θ logPθ(τ)J(τ)dτ (3.10)

= E[∇θ logPθ(τ)J(τ)] .

The expectation with respect to Pθ is approximated by sample averages over sample

trajectories τ [i] of finite length. Interestingly, this can be done without the knowledge of
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Pθ [59]. Indeed, since Pθ(τ) = P (S1)
∏T
t=1 P (St+1|St, At)πθ(At|St), taking logarithm

and differentiating with respect to θ gives

∇θ logPθ(τ) =
T∑
t=1

∇θ log πθ(At|St), (3.11)

which can be computed directly using the parametric form of πθ. Thus, the expecta-

tion in (3.10) can be estimated by averaging over a number of independent trajectories

sampled from policy πθ. To minimise the variance of the estimate, we introduce a base-

line vector β, as in the REINFORCE algorithm [60], and estimate the hth coordinate

of the gradient by

∇θhρ
πθ = E

[
T∑
t=1

∇θh log πθ(At|St)(J(τ)− βh)

]
.

The baseline does not introduce any bias in the gradient estimate: using (3.11), the

likelihood-ratio identity, and the fact that
∫
∇θhPθ(τ)dτ = 0 since

∫
Pθ(τ)dτ = 1, we

get

E

[
T∑
t=1

∇θh log πθ(At|St)βh

]
= βh

∫
∇θhPθ(τ)dτ = βh∇θh

∫
Pθ(τ)dτ = 0.

As in [60], we select the baseline βh for ∇θhρπθ by minimising the variance of the

estimate of the hth coordinate, which yields

βh =

E
[(∑T

t=1∇θh log πθ(At|St, Ct)
)2
J(τ)

]
E
[(∑T

t=1∇θh log πθ(At|St, Ct)
)2
] .

Numerical results obtained with the proposed low-complexity caching algorithms

optimised with both policy gradient methods will be presented in Section 3.8. Next, we

present lower bounds on the performance to evaluate the performance loss introduced

by the proposed low-complexity caching policies.
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3.7 Lower Bounds

We present two lower bounds on the average cost: the first bound assumes infinite

cache capacity while the second one assumes non-causal knowledge of the user access

times.

3.7.1 Lower Bound with Unlimited Cache Capacity

The lower bound with unlimited cache capacity (LB-UC) is obtained by considering

an unlimited cache capacity (i.e., B = ∞). In this case, there is no need to remove

or replace any content inside the cache. The decision to download and store a content

can be taken individually, and independently of the existing contents in the cache. The

structure of the optimal threshold values for LB-UC follows from Corollary 3.2 and

(3.7).

3.7.2 Lower Bound with Non-Causal Knowledge of the User Access

Times

The lower bound with non-causal knowledge of the user access times (LB-NCK) is

obtained by assuming non-causal knowledge of the user access times. Since the user

access times are known in advance, contents that will expire before the user accesses

the OSN will never be downloaded and can be removed from the system. Therefore,

there is no need to remove any content from the cache, thus A
(2)
t = ∅ when Et > 0.

All the remaining contents must be downloaded before the next user access, which

means that there is no difference among contents, and so whenever the CM decides

to download a content, it does not matter which one it is. As such, without loss of

generality, we assume that the CM may cache only the first B contents generated after

a user access. This means that there will always be space for these contents to be

downloaded. It follows that the optimal policy only needs to decide when to download

these contents, and this decision is independent of the contents in O and I, and only

depends on the time till the next user access and the current cost.
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To determine the optimal policy, similarly to Corollary 3.2 and (3.7), the problem

can be modelled as a finite-horizon MDP-SI, where the time horizon is dictated by

the time G until the next user access. Denoting by V NCK
G the average energy cost of

downloading a content following the optimal policy; we have V NCK
0 = E [C], since the

content must be downloaded when G = 0. For any G ≥ 1, the dynamic programming

equations imply that V NCK
G = E

[
min{C, V NCK

G−1 }
]
. Therefore, the optimal decision is

to download a content if the channel cost C is smaller than the future download cost

V NCK
G−1 . Thus, the optimal policy again has a threshold structure.

Corollary 3.3. Assuming that the user access times are known non-causally, there

exist thresholds Cmax ≥ T NCK1 ≥ · · · ≥ T NCKDmax
≥ 0 (note that Dmax is the bound on

the length of the user access interval, and can be infinite under the IRM model), such

that, for any O, I, if there are G time slots left until the next user access, a content with

remaining lifetime L ∈ O (with L ≥ G) is downloaded for G ≥ 0 (i.e., when Ut = 0)

if |I| < B and Ct ≤ TG. The thresholds are given by the recursion T NCK1 = E [C] and

for G ≥ 2, T NCKG = E
[
min{C, T NCKG−1 }

]
.

3.8 Numerical Results

Here we present numerical simulations implementing the proposed caching schemes

with both FDM and LRM. We compare their performances with the two lower bounds

in Section 3.7, as well as with reactive and random caching schemes. Reactive caching

does not utilise the cache, and all the relevant contents are downloaded at the time of

user access. In random caching, when Ut = 0, each relevant content in O is downloaded

randomly, with a constant probability pr > 0 whenever |It| < B, and pr = 0 whenever

|It| = B. This scheme exploits the cache capacity, but does not utilise any intelligence

in making the caching decisions. Note that random caching is equivalent to reactive

caching when pr = 0.



Chapter 3. Policy Representation and Search for Proactive Caching 70

3.8.1 System Setup

The number of contents generated at each time slot, Mt, is drawn uniformly at

random from the set {1, . . . ,Mmax}, while the lifetime Km
t of individual contents m ∈

{1, . . . ,Mt} at the time of generation is drawn from the set {5, 10, . . . ,Kmax}, where

Kmax is a multiple of 5. We assume that the user accesses the system independently

at each time slot, with probability pa = 0.15.

We assume that the duration of a time slot is normalised, such that each time slot

is of a unit time duration. Hence, the energy cost incurred by the BS in transmitting

a content to the user is equivalent to the transmission power of the BS. Therefore, we

express the energy cost in terms of the unit of the transmission power. This done in

all the problem formulations considered in this thesis. We obtain the energy cost Ct

using Shannon’s capacity formula,

R = W log2 (1 + Psignal/Pnoise) ,

where R is a deterministic transmission rate, W is the channel bandwidth, Pnoise is

the noise power, and Psignal is the signal power. Using parameters consistent with the

Long Term Evolution (LTE) network model [87], on a dB scale, the noise power is

given by

Pnoise = 10 log10(kT ) + 10 log10W +NF,

where kT = −174 dBm/Hz is the noise power spectral density, and NF = 5 dB is a

typical noise figure. We have

Psignal = Ct +GTX +GRX − PL(d),

where GTX and GRX are the transmit and receive antenna gains, respectively, and

PL(d) is the pathloss, which is a function of the distance d between the user and the

serving BS. We adopt the 3GPP channel model [88], and consider an urban micro

(UMi) system, with an hexagonal cell layout in the non-line-of-sight (NLOS) scenario,

in which case

PL(d) = 36.7 log10(d) + 22.7 + 26 log 10(fc) + Xσ,
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where fc = 2.5GHz is the center frequency, and Xσ is the shadow fading parameter

drawn from a zero-mean log-normal distribution with standard deviation σ = 4 dB.

Distance is in meters (m), and the user location is assumed to be independent across

time, and uniformly distributed within a cell.

We assume that a micro BS has a radius of 250m, and the shortest possible distance

of a user from a serving BS is 50m. Therefore, the user distance d from the serving

BS in any time slot is drawn from a uniform distribution d ∼ U(50, 250). We assume

that the user is only served by a single BS in every time slot. Although we focus

on a single user, the savings in energy will scale proportionally with the number of

users. We use the values GTX = 17 dBi and GRX = 0 dBi. To compute the noise

power, we assume a fixed (average) bandwidth of 10 MHz in every time slot, and for

the Shannon capacity formula, we assume a spectral efficiency of R/W = 2 bps/Hz

for each content item. The required power will be linearly scaled with the number of

contents downloaded at each time slot, assuming they are independently encoded and

transmitted over orthogonal subbands. For all the simulations, we set the initial state

as O0 = I0 = ∅ and E0 = 0. The cache capacity B is measured in number of contents.

For FDM, we choose the perturbation parameters ∆θ from a uniform distribution

∆θ ∼ U(−0.08, 0.08). For each iteration, a policy update is performed after 100 tra-

jectories, with the duration of a trajectory set as 200 time slots. For LRM, for the

randomised policy to closely resemble the actual deterministic policy, the logistic func-

tion defining the policy should be as close to a unit step function as possible. Hence, we

set η = 10. A policy update is performed after only 20 trajectories, with the duration

of a trajectory set again to 200 time slots.

For the initial parameter vector θ0 of LISO, we use the threshold values obtained

from the unlimited cache capacity problem (as the initial θ(0, L) values for all L). Also

for LFA, we use the same parameter vector as the initial values θi(l, L), for all l,L,

and i ∈ {0, 1, . . . ,Kmax}. This provides a relatively good initial point, thus improving

the convergence speed over a random initial parameter vector. For all the algorithms,

an average of 5 policy updates is taken as the policy update of any iteration. In

each simulation setup, we select an appropriate step size by adjusting the step size at

different runs until the best result is obtained. Finally, to test the performance of any
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Figure 3.2: Average energy cost with respect to cache capacity with Kmax =
15,Mmax = 8, pa = 0.15.

policy, we use a test data of 100 trajectories, each consisting of 5000 time slots.

3.8.2 Performance Evaluation

To simplify the presentation, we first compare LISO implemented with the FDM

algorithm with the benchmarks in Fig. 3.2a, where we plot the average energy cost

with respect to the cache capacity. We set pr = 0.45 for the random caching policy

to download contents into the cache. We observe that the random caching policy

has the highest average cost (which increases with pr). Naturally, the average cost

of the reactive scheme is independent of the cache capacity as it does not utilise the

cache. While the reactive scheme only downloads contents that are actually requested,

the random scheme downloads many contents that will eventually expire before being

requested. The performance of LB-NCK decreases with the cache capacity. This

is because more contents that will remain relevant by the user access time can be

downloaded at favorable channel conditions through proactive caching into a larger

cache. Not surprisingly, the performance of LB-NCK meets that of the reactive scheme

when B = 0.

LISO significantly improves the system’s performance with respect to reactive caching

for any nonzero cache capacity. For a cache capacity of B = 30, LISO achieves approx-

imately 60% reduction in energy consumption over the reactive scheme. For relatively

large cache capacities, i.e., B ≥ 40, the performance of LISO almost meets that of
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LB-UC. This is because more contents that will not expire by the next user access

can be stored in the cache, and almost no contents need to be removed. This means

that a cache capacity of B = 40 is sufficient to provide all the potential gains from

proactive caching in this setup. Interestingly, 40 is roughly the average number of

relevant contents at any point in time. Moreover, in the low cache-capacity regime,

the performance of LISO is very close to that of LB-NCK. This is because when the

cache capacity is small, the system is relatively conservative in proactively caching con-

tents, and so downloaded contents rarely expire or are swapped before the next user

access. Thus, the gain from knowing the user access times is limited. We conclude

from Fig. 3.2a that any improvement in the performance of LISO implemented with

FDM can occur only for low cache capacity values (B ≤ 30).

In Fig. 3.2b we plot the performance of both caching schemes, LISO and LFA, im-

plemented with both FDM and LRM algorithms, in the low cache capacity regime.

We observe that both the policy representation using LFA and using the LRM algo-

rithm for gradient estimation improve the performance compared to LISO with FDM.

At very low cache capacities, i.e., B < 10, the performances of LISO with FDM and

LFA with FDM or LRM all closely follow the LB-NCK bound. Meanwhile, the LFA

policy has a performance gain of up to 4.4% over the LISO policy when both schemes

are implemented with the FDM algorithm. This performance gain can be attributed

to the fact that the LFA policy considers the remaining lifetimes of all the contents

inside the cache when making a caching decision, which is ignored by LISO. When LFA

is implemented with LRM, it achieves a performance gain of up to 5.6% over LISO

implemented with FDM. LRM also improves the performance of LISO with FDM up

to 4.2%. We can attribute the better performance of LRM to its improved exploration

strategy.

In Fig. 3.3 we plot the average energy cost with respect to the maximum lifetime

of contents, Kmax. We observe that the energy cost increases with the lifetime of

contents. This is expected: when the contents remain relevant longer, more contents

will be consumed by the user at the time of access. We can also observe that LFA

outperforms LISO for all Kmax values considered. The performance gain of LISO with

LRM with respect to LISO with FDM increases with Kmax, which means that a better
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Figure 3.3: Average energy cost with respect to maximum lifetime of contents for
B = 20, 30 with Mmax = 8, pa = 0.15.

5 10 15 20

4

6

8

10

12

14

16

Figure 3.4: Average energy cost with respect to maximum lifetime of contents for
B = 20 only with Mmax = 8, pa = 0.15.

exploration strategy becomes more important as Kmax increases, since the cache space

becomes relatively more limited per relevant content. In Fig. 3.4, we compare our

schemes with the bounds. We observe that they perform better than reactive caching

for all values of Kmax, with up to 50% performance gain at Kmax = 20, and perform

close to LB-UC at relatively small values of Kmax, and close to LB-NCK at relatively

high values of Kmax.
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Figure 3.5: The evolution of the FDM and the LRM algorithms with respect to the
number of trajectories.

Algorithm Step size Number of trajectories Runtime (secs)

LISO-FDM 0.1 18000 791.28

LFA-FDM 0.01 18000 8246.38

LISO-LRM 0.0005 1000 79.07

LFA-LRM 0.00005 1000 1556.64

Table 3.1: Setup and running time of the different algorithms.

In Fig. 3.5, we compare the convergence rates of the two policy gradient methods.

Initially, LRM performs worse than FDM, but after about 250 trajectories, LRM starts

to converge at a faster rate, saturating at the best performance after approximately

1000 trajectories. LRM is known to have better theoretical convergence guarantees,

and its superiority over FDM has been observed in other applications as well [89].

Table 3.1 shows the relationship between the policy representations and the policy

gradient methods in terms of how fast they converge using the best parametrisation.

Note that the runtime includes the time it takes to run the algorithms and to test the

performance after each update to monitor convergence. We have run the simulations

on an Intel Core i7 − 7700K CPU with 4.2GHz processor speed. We observe that,

despite the fact that we use larger values of step size for FDM, it converges at a lower

rate than LRM. We also observe that, as expected, the larger the parameter space, the

longer it takes to run the algorithm.
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Figure 3.6: Average energy cost with respect to maximum number of contents with
Kmax = 15, pa = 0.15.

Fig. 3.6 shows the average energy cost with respect to the maximum number of

contents generated, Mmax. Similarly to Kmax the energy cost increases with the number

of contents. The performance gain of LISO and LFA, implemented with FDM and

LRM, respectively, closely follow the LB-UC bound when Mmax ≤ 5 for B = 20 and

Mmax ≤ 8 for B = 30, and the LB-NCK bound when Mmax > 5 for B = 20 and

Mmax > 8 for B = 30.

Fig. 3.7 shows the average energy cost with respect to the probability of user access,

pa. We can observe that the average energy cost increases with pa since more contents

will be consumed by the user. Furthermore, the gap between LISO and LB-UC dimin-

ishes as pa increases. This is because the relative size of the cache increases as the user

accesses the system more often (e.g., no cache is needed in the extreme case of pa = 1).

In the next section, we go beyond our modeling assumptions to show that the per-

formance gain of the LFA policy with respect to LISO can be more significant if the

underlying stochastic processes have memory.

3.8.3 System with Memory

Here we introduce temporal memory in the generation of content lifetimes and the

user location, i.e., distance from the serving BS, which is a more realistic model for a

mobile user served by micro BSs. For the lifetime process, we assume that the content

generator has two states, called “short” and “long” content states, respectively. When
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Figure 3.7: Average energy cost with respect to probability of user access for B = 30
with Kmax = 15,Mmax = 8.

it is in the short content state, all the generated contents have an initial lifetime of 5,

whereas in the long content state, all the contents are generated with a lifetime of 15.

The content generator transitions from one state to the other randomly. We assume

that, if it is in the short content state, it remains there with probability p1, while it

remains in the long content state with probability p2.

We assume that at each time slot the user moves either towards or away from the

serving BS. The distance from the serving base station at time slot t + 1 is dt+1 =

dt ± σ, where σ is a positive constant, which describes how fast the user is moving.

The corresponding user location model is a Markov process where the state transition

probabilities are given by P (dt+1 = dt +σ) = pu and P (dt+1 = dt−σ) = 1− pu, for all

t. We further impose that the distance d is bounded between 50m and 250m, so only

a single direction of movement is possible on the boundary points.

Note that the threshold structure of the optimal policy no longer holds in this model

with memory; however, we can still evaluate the performances of the proposed caching

schemes which exploit a threshold structure. Figure 3.8 shows the performances of

the LFA and LISO policies, both implemented with the LRM algorithm, for values

of p1 ∈ {0.1, 0.5, 0.9} and varying p2 from 0.1 to 0.9. Note that, higher p1 and p2

values mean that the system is more likely to stay in the same state, and continue to
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Figure 3.8: Average energy cost with respect to transition probabilities p1 and p2
for both LFA and LISO policies with B = 20, σ = 5 and pu = 0.5.

generate contents with the same lifetime. The results are obtained for a cache capacity

of B = 20. For the user location process, we set σ = 5 and pu = 0.5. We observe

that the average energy cost increases with increasing p2 and with decreasing p1, as

they both lead to the generation of more contents with lifetime 15. We observe similar

trends for the gain of LFA with respect to LISO; that is, the improvement with respect

to LISO also increases with p2 and decreases with p1.

We observe that the performance gain of LFA over LISO is more significant than

the memoryless scenario. For similar system parameters in the memoryless case; that

is, for a cache capacity of B = 20, and assuming that the LRM algorithm is used,

LFA policy has a performance gain of approximately 0.75% over LISO. However, when

memory is introduced, LFA can provide a performance gain of approximately 2%. We

note that, when the lifetime generation has memory, existing contents in the system

provide more information about the future states; and hence, the LFA policy, which

takes into account the remaining lifetimes of all the contents, provides higher gains.
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3.9 Conclusions

We have considered the proactive caching problem in wireless networks with the aim

of minimising the long term average energy cost of delivering contents to the UE over a

time-varying wireless link under random user accesses to the system, random content

lifetime, and a time-varying library size. We have first showed the optimality of a

threshold-based policy, which pushes contents to the cache (or may remove contents

from the cache if it is full) depending on the relative value of the channel state with

respect to preset threshold values that depend on the time elapsed since last user

access and the remaining lifetimes of all the relevant contents in the system. Since

this leads to a prohibitively large set of parameters to be optimised, we have proposed

two suboptimal caching schemes, LISO and LFA, that are based on low-complexity

parametrisation of the system states and policy search techniques from reinforcement

learning. We have further introduced two lower bounds on the performance, and

through numerical simulations, we have shown that the two low-complexity proactive

caching schemes perform close to optimal, with LFA performing better than LISO in

general, for the system parameters considered.
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Appendix 3A

3.10 Proof of Lemma 3.1

We start the proof by showing that our MDP (S,A, P, µ) satisfies (2.5) when P π

is ergodic for any policy π and Z is an interval. First note that Theorems 5.1–5.3

of [90] imply that for any MDP with a countable state space and whose action space is

a compact metric space, there exists an optimal deterministic policy satisfying (2.5).

Clearly, under our assumptions, S is countable. Furthermore, since g ∈ A is Borel-

measurable, any limit point (under pointwise convergence) of a sequence of functions

from A also belongs to A (i.e., it is a Borel-measurable function). On the other

hand, the representation of policies with functions from A is not unique, since any two

functions g, g′ ∈ A such that P [g(Z) = g′(Z)] = 1 represent the same policy (up to a

zero-measure event), and this causes problems in establishing the compactness of A.

To alleviate this problem, for any g ∈ A, define the equivalence class Gg = {g′ ∈ G :

P [g(Z) = g′(Z)] = 1}, and let G = {Gg : g ∈ A} denote the family of these classes.

For any G ∈ G, let fG ∈ G be a selected element of G. Then, since each function fG

can take values only in the finite set ASI , with a slight modification to the proof of

Theorem 3 in [91], one can show that the set Ā = {fG : G ∈ G} is a compact metric

space for the metric P [g(Z) 6= g′(Z)].

Consequently, the new MDP (S, Ā, P, µ) satisfies (2.5). Furthermore, it is easy to see

that the new MDP is equivalent to the original one in the sense that their trajectories

are equal with probability one if any action g ∈ A in the original MDP is replaced with

fGg in the new one. Therefore, the original MDP also satisfies (2.5).

Using (3.3) and (3.4), we can express (2.5) as

V π∗(s) = min
g∈A

{
E

[
µSI(s, g(Z), Z)− ρπ∗

+
∑
s′∈S

PSI(s
′|s, g(Z))V π∗(s′)

]}
.

(3.12)
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Since g is a mapping from Z, the above minimum can be realised by minimising for

each value of the side information Z independently. Indeed, for any s, the minimum

in (3.12) is achieved by any g satisfying

g(z) ∈ argmin
aSI∈ASI,s

{
µSI(s, aSI , z)− ρπ

∗

+
∑
s′∈S

P (s′|s, aSI)V π∗(s′)

}
.

(3.13)

Since the right hand side of (3.13) is a minimum of finitely many linear functions, it

follows that g(z) can be chosen to be a piecewise constant function: a piecewise constant

function over the interval Z is defined by an interval partition Z1, . . . ,Zm of Z (for

some m) and some actions a1, . . . , am ∈ ASI such that g(z) = ai if z ∈ Zi, i = 1, . . . ,m.

Converting this policy back to the original MDP-SI problem via π∗(s, z) = g(z) finishes

the proof.



Chapter 4

Proactive Caching with Multiple

Content-Class

4.1 Overview

In this chapter, we extend the results in Chapter 3 to a multiple-content-class proac-

tive caching problem, where content requests depend on class-specific request prob-

abilities. This problem formulation is more realistic that the problem formulation

considered in Chapter 3 but it is also more complicated. We show that the optimal

solution that we obtained in Chapter 3 applies to this problem as well. To implement

feasible solutions to the problem, we apply modifications to the policy representations

proposed in Chapter 3 and employ policy gradient reinforcement learning to train

the CM. We show that the performance results are similar to those obtained in the

single-content-class problem for similar system settings.

4.2 Introduction

In Chapter 3, we considered a single-content-class proactive caching problem, such

that all relevant contents are requested by the user with probability 1 whenever the

user accesses the OSN. In reality, the relevance of contents to the user may be different,

that is, the user may be interested in some contents more than others. In this chapter,

we consider multiple content-class. We classify contents based on their relevance, and

we assume that whenever the user accesses the OSN, each content is consumed with

a class-specific request probability. In the extreme case, each content may have a
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different request probability, but we expect that in most practical situations, contents

can be grouped into a few relevance categories.

The main contributions of this chapter can be summarised as follows:

• Differently from Chapter 3, we allow different request probabilities for contents,

such that contents belonging to the different classes are requested with different

probabilities when the user accesses the OSN.

• We formulate the problem as an MDP and show that the optimal policy still has

a threshold structure in this more complicated scenario. Similarly to Chapter

3, we introduce parametric policy representations with reduced policy spaces

to approximate the optimal policy, and employ reinforcement learning (more

specifically, the policy gradient method) to optimise the parameters.

• Finally, we compare the performance of the resulting policy with two lower

bounds and the traditional reactive content delivery scheme. The first lower

bound is the LB-UC, which is computed as the performance of an optimal policy

that is allowed to use an infinite cache capacity, while the second lower bound

is the LB-NCK, which is obtained as the performance of an optimal policy that

has non-causal knowledge of the contents that are requested by the user and the

user access times. We show that, similarly to the results obtained in Chapter

3, LB-NCK provides a tight bound for smaller cache capacities, whereas LB-UC

becomes tighter as the cache capacity increases. The experimental results demon-

strate that our method can provide near-optimal performance while keeping the

computational costs at an affordable level.

The remainder of this chapter is organised as follows. In Section 4.3 the system

model is introduced. In Section 4.4 we discuss the optimal policy and in Section 4.5

we discuss policy representations approximating the optimal policy. Numerical results

are discussed in Section 4.6 and conclusions are drawn in Section 4.7.
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4.3 System Model

The slotted time system model adopted in this chapter is analogous to the model

introduced in Chapter 3 and illustrated in Figure 3.1. In this chapter, we consider the

IRM user access model and also consider that each content in the library belongs to

one of Q classes. We assume that if the user accesses the library with probability pa,

a content belonging to class q will be requested with probability pq, independently for

each content in the library.

We denote the set of contents requested by the user at time slot t byRt = (R(1)
t ,R(2)

t ),

where R(1)
t ⊆ Ot and R(2)

t ⊆ It. Note that Rt = ∅ when Ut = 0. At time slot t, when

Ut = 1, the CM downloads all the requested contents that are not in the cache, that is,

R(1)
t , from the server, and moves them together with the requested contents that are

already in the cache, that is, R(2)
t , to the application layer. In any time slot t, the CM

may download additional contents that have not been requested, to be stored in the

cache, and may also discard already pre-fetched contents from the cache if necessary.

We denote the set of all contents downloaded to the UE at time slot t by A
(1)
t ⊆ Ot,

and the set of all contents discarded from the cache at time slot t by A
(2)
t ⊆ It.

All the contents are assumed to be of equal size, that is, the contents have been

formatted so that they occupy the same space in memory. Therefore, we can represent

each content by its remaining lifetime L and the class q it belongs to, which will

be denoted by L[q]. Any arithmetic operation involving L[q] will be applied to L, e.g.,

L[q]−1 = (L−1)[q]. Given this representation, all the sets of contents introduced so far,

Nt, Ot, It, R(1)
t , R(2)

t , A
(1)
t and A

(2)
t , can be represented as multisets of pairs consisting

of remaining lifetimes and classes (with the set of all tuples of pairs denoted by N∗).

For simplicity, we will refer to multisets of pairs simply as multisets. For a multiset Y,

we let Y − 1 = {y[j] > 0 : y[j] + 1 ∈ Y} denote the multiset obtained by reducing the

lifetime of each element in Y by 1, and removing the elements whose lifetimes become

0. Given these definitions, the system evolves according to the following equations:
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Ot+1 =

(((
Ot \A(1)

t

)
∪
(
A

(2)
t \ R

(2)
t

))
− 1

)
∪Nt+1,

It+1 =

((
It \A(2)

t

)
∪
(
A

(1)
t \ R

(1)
t

))
− 1.

(4.1)

Similarly to Chapter 3, the wireless link quality, which is the instantaneous cost of

downloading a content to the UE at time slot t is denoted by Ct ∈ R+, and it is an

independent realisation of a continuous random variable C with cumulative distribution

function (cdf) PC(c), and bounded by Cmax. Also, the total instantaneous cost incurred

at time slot t is |A(1)
t | · Ct, and the average cost incurred after T time slots is JT =

1
T

∑T
t=1 |A

(1)
t | · Ct. The goal of the CM is to minimise the long-term expected average

cost defined as

ρ , lim sup
T→∞

E [JT ] = lim sup
T→∞

E

[
1

T

T∑
t=1

|A(1)
t | · Ct

]
. (4.2)

We also assume that the sequences {Mt}, {Km
t }, and {Ct} are independent of each

other. In the next section, we first show that this problem can be modelled as an

MDP-SI, which was introduced and described in Section 3.4.1, and then derive the

structure of the optimal policy.

4.4 Optimal Policy of the Content Manager

We formulate the problem as an MDP-SI. The cache management problem is indeed

an MDP-SI: The state s ∈ S of the system in slot t is St = (Ot, It,Rt), that is, the

state space S ⊂ N∗ ×N∗ ×N∗. The states Ot and It transition according to (4.1) and

user requests Rt are governed by the probabilities pa and pq, q = 1, 2, . . . , Q. The i.i.d.

side information z ∈ Z at time slot t is the channel state Ct, which is governed by the

cdf PC . The action of the CM at time slot t is At = (A
(1)
t , A

(2)
t ). The decision of the

CM depends on Zt and St, as the cost of taking action At is µ(St, At, Zt) = |A(1)
t | ·Ct.

Note that, the user request, Rt, at time slot t limits the set of possible actions as
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the requested contents must be delivered to the user in that time slot. Hence, we only

need to characterise the optimal policy for the relevant contents that have not been

requested by the user. We can think of downloading these contents in the intermediate

state (O′t, I ′t) obtained after satisfying the user request, that is, O′t = Ot \ R(1)
t and

I ′t = It \ R(2)
t . This intermediate state is similar to the state of the MDP-SI problem

in Chapter 3. Therefore, the decision At of the optimal policy of the CM at time slot

t is a piecewise constant function of the channel state Ct.

We denote the decision of the CM to download content L[j] ∈ O into the cache

while removing content l[i] ∈ I by ad = (l[i]|L[j]), and also call this decision a simple

action. Recall that L and l are the remaining lifetimes of the contents while i and j are

their classes, respectively. For the simple action ad, l = 0 implies that a content with

remaining lifetime L > 0 is downloaded into an empty space in the cache memory.

Since the number of contents that can be downloaded into the cache is constrained

by the cache capacity, no more than B simple actions can be taken in any time slot.

Let adn denote the nth simple action. The proactive caching action of the CM can be

represented as a sequence of b ≤ B simple actions as At \ Rt = {ad1, ad2, · · · adb}. This

representation will help us characterise the optimal policy.

First, we denote the value of a content L[q], for any remaining lifetime L and any

class q, as VL[q] , such that, the optimal policy which satisfies (2.5) places contents with

higher values in the cache. It is easy to see that the optimal policy may take a simple

action ad = (l[i]|L[j]) only for L > l if i = j, and for L = l for which pj > pi. The

value of a content is the expected future cost associated with the content given its

remaining lifetime and class, when the optimal policy is followed. We can estimate

VL[q] for all L and q if we assume that L[q] is the only content in O and there is space

in the cache memory to proactively cache L[q]. Given this assumption, the problem can

be modelled as a finite-horizon MDP, where the horizon equals the remaining lifetime

L. Thus, we can apply dynamic programming to determine the optimal values using

backward induction, such that, V1[q] = 0 for any q since a content with remaining

lifetime 1 expires at the end of a time slot, so there is no reason to proactively cache

it. Assuming optimal decisions are made for remaining lifetimes up to L− 1, then the
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value of content L[q] can be obtained as

VL[q] = papq · E [C] + (1− papq)E
[
min{C,VL[q]−1}

]
. (4.3)

Following the results obtained in Theorem 3.2, the behaviour of the optimal policy is

described in the following theorem.

Theorem 4.1. Consider an intermediate state s′ = (O′, I ′) ∈ S in a time slot with

channel cost C. Let f1, . . . , fB denote the ordered contents (i.e., lifetime-class pairs)

in the cache satisfying Vf1 ≤ · · · ≤ VfB , and let F1, . . . , FB denote the contents not

in the cache with the B largest values, that is, VF1 ≥ · · · ≥ VFB
. Then there exists

b ≤ B and corresponding threshold values T (adb) ≤ T (adb−1) ≤ · · · ≤ T (ad1) ≤ Cmax,

depending on s′, such that there is an optimal cache management policy that performs

simple actions adn = (fn|Fn) for all n for which C ≤ T (adn).

The threshold values of the optimal policy depends on the remaining lifetimes of all

the relevant contents and their class, i.e., the optimal threshold value of each simple

action depends on the state. Therefore, the number of optimal threshold values scales

with the size of the state space S, which is extremely large. Hence, computing and

storing the optimal threshold values is infeasible. In the next section, we describe two

different parametric approximations to the optimal policy with reduced policy spaces.

4.5 Policy Approximation

We consider two different parameterised suboptimal policies. The first policy is

similar to the LISO policy in Section 3.5.1 and it is called the value-based policy

(VBP). The policy representation of the VBP takes a simple action ad = (l[i]|L[j])

corresponding to the content with the lowest estimated value, Vl[i] , inside the cache,

and the content with the highest estimated value, VL[j] , outside the cache. It has a

single threshold for each simple action irrespective of other available simple actions.

The second policy is a modification of the LFA policy in Section 3.5.2, which is a policy

representation that employs, for each simple action, a threshold value that is a linear

function of the state.
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To overcome the complexity associated with the dependence of the optimal policy

on the state space, we consider a parameterised policy πθ, where the parameter θ

operates over a reduced parameter space Θ. Then, we use the LRM policy gradient

reinforcement learning method discussed in Section 3.6.2 to optimise the parameters

of these two policy representations.

4.5.1 Value-Based Policy

Value-based policy (VBP) has a simple structure, such that there is a single thresh-

old value for each simple action, independently of the intermediate state. The policy

replaces the content with the lowest estimated value inside the cache with the con-

tent with the highest estimated value outside the cache, if the channel cost is below

the corresponding threshold. VBP is parameterised by its threshold values, that is,

T ((l[i]|L[j])) = θ(l[i], L[j]), where θ(l[i], L[j]) ∈ [0, Cmax] for all l, L ∈ {0, . . . ,Kmax}

and i, j ∈ {1, . . . , Q}. This representation results in a parameter set of dimension

(QKmax + 1)2, which can be further reduced by ignoring all θ(l[i], L[j]) for which

Vl[i] ≥ VL[j] , that is, the policy does not replace a content in the cache with a

content outside the cache with a lower expected value. We also ensure the follow-

ing natural monotonicity rules that for any contents f1, f2 ∈ I and F1, F2 ∈ O,

T ((f1|F1)) ≤ T ((f2|F2)) if either VF1 ≤ VF2 or Vf1 ≥ Vf2 .

4.5.2 Modified LFA Policy

We represent the cache state in every time slot by the numbers of “similar” contents,

that is, contents having the same remaining lifetime and belonging to the same class

that are in the cache at that time slot. To do this, we introduce the vector Φt where,

Φt(0) denotes the ratio of the number of empty spaces in the cache at time slot t, and

Φt((q − 1)Kmax + k), denotes the ratio of the number of contents in the cache at time

slot t having lifetime k and belonging to class q, for k = 1, · · · ,Kmax, q = 1, · · · , Q;

that is, we have

φt((q − 1)Kmax + k) ,

∑
l[i]∈I I{l=k} · I{i=q}

B
,
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where I{·} denotes the indicator function. The threshold value for each simple action

ad = (l[i]|L[j]) for which Vl[i] ≤ VL[j] , l, L ∈ {0, . . . ,Kmax}, i, j ∈ {1, . . . , Q} is a linear

function of the vector Φt representing the cache state as

T (ad) = Φt(0)θ0(l[i], L[j]) +

Q∑
q=1

Kmax∑
k=1

Φt((q − 1)Kmax + k)θ(q−1)Kmax+k(l
[i], L[j])

= Φ>t θ(l
[i], L[j]),

where θ(q−1)Kmax+k(l
[i], L[j]) ∈ R for k = 1, · · · ,Kmax and q ∈ {1, . . . , Q}.

To optimise the parameters of each policy considered, we use the LRM policy gra-

dient algorithm described in Section 3.6.2. In the next section we present performance

results of the reduced complexity schemes optimised with LRM.

4.6 Numerical Results

We compare the performances of the proposed proactive caching schemes with reac-

tive content delivery and two lower bounds described below.

4.6.1 Lower Bounds

The first lower bound is LB-UC, which is obtained by considering an unlimited cache

capacity. This implies that each content can be downloaded into the cache individually

and independently of other contents inside and outside the cache. An optimal policy

of the CM will download each content L[j] with respect to its value VL[j] , that is, its

expected future cost, which can be obtained using (4.3). The optimal policy of the CM

downloads a content to the cache if the instantaneous cost of downloading it at that

time is less than or equal to its value, otherwise it does not download the content.

The second lower bound is LB-NCK, which considers that the user access times and

requested contents are known non-causally. This implies that contents that will never

be requested by the user can be removed from the system. The remaining system can

be solved through dynamic programming for any finite time horizon that spans several
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Figure 4.1: Average energy cost with respect to cache capacity in a single-user
multiple-content-class problem setting.

user access instances. The state of the system can be characterised by the number

of contents that are not in the cache and the number of empty spaces in the cache.

An optimal policy of the CM takes into consideration the time to user request of each

content that is not in the cache, and finds the number of contents to download into

empty spaces in the cache.

4.6.2 Simulation Setup

For simulations, we consider Q = 2 classes of contents, with request probabilities

p1 = 0.9 for class q = 1 and p2 = 0.3 for class q = 2. Each newly generated content

in Nt is allocated to either of the class uniformly at random. User access probability

pa = 0.15, Mt is drawn uniformly at random from the set {1, 2, . . . 8}, and the lifetime

Km
t of individual content m ∈ {1, 2, . . .Mt} is drawn uniformly at random from the

set {5, 10, 15}.

The channel cost Ct is obtained exactly as described in 3.8.1 using Shannon’s capac-

ity formula, R = W log2 (1 + Psignal/Pnoise), where R is a deterministic transmission

rate, W is the channel bandwidth, Pnoise is the noise power, and Psignal is the sig-

nal power and parameters consistent with the LTE network model and 3GPP channel

model [88].
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For the randomised policy of LRM, we set η = 10. A policy update is performed

after 20 trajectories, with the duration of a trajectory set to 200 time slots. In each

simulation setup, we adjust the step size at different runs, and select the one that gives

the best result. Finally, to test the performance of any policy, we use a test data of

100 trajectories, each consisting of 5000 time slots.

In Figure 4.1 we plot the average energy cost with respect to the cache capacity. As

expected, the performances of the reactive scheme and LB-UC do not change with cache

capacity since the reactive scheme does not utilise the cache and LB-UC considers an

unlimited cache capacity. The performances of the proposed schemes, VBP and LFA,

improve with increasing cache capacity before saturating at around B = 40, which is

approximately the expected size of the library. VBP and LFA outperform the reactive

scheme by approximately 17% at B = 5, where they perform very close to LB-NCK,

and by approximately 56% at B = 40, where they perform very close to LB-UC.

The two schemes perform close to each other for the system settings considered. In

Figure 4.2, we plot the average energy cost with respect to the maximum lifetime of

contents. The average energy cost increases with the increase in the maximum lifetime

of contents. This is because contents remain relevant longer, thus, more contents are

consumed by the user before their expiry. The proposed scheme outperforms reactive

content delivery, with a performance gain that increases with increasing Kmax, and

perform close to the two lower bounds within the cache capacity regime considered.

4.7 Conclusions

We considered the problem of proactively caching contents into a limited capacity

cache memory of a mobile device in order to minimise the long term average energy cost

in a wireless network with a time-varying channel state. The mobile user randomly de-

mands contents from a dynamic content library to which a random number of contents

with random lifetimes are added at each time slot. We showed that a threshold policy

that downloads contents into, and may remove contents from, the cache depending on

the relative value of the contents compared to a threshold value, which depends on

the remaining lifetimes and request probabilities of all active contents, is optimal. To
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Figure 4.2: Average energy cost with respect to maximum lifetime of contents for
B = 5 and B = 30 in a single-user multiple-content-class problem setting.

address the computational complexity associated with the huge space of the optimal

policy, we proposed low complexity parameterised policy representations and used pol-

icy gradient reinforcement learning to optimise the parameters. We showed that the

proposed low-complexity schemes outperform the traditional reactive content delivery,

for the system parameters considered, and perform close to two lower bounds obtained

by considering an unlimited cache capacity and a non-causal knowledge of user access

times and content requests.



Chapter 5

Multicast-Aware Proactive

Content Delivery

5.1 Overview

In this chapter, we extend the results in Chapter 3 and Chapter 4 by considering a

multi-user wireless network, in which multiple users randomly request contents from

a dynamic content library. Considering multiple users enables us to investigate the

impact of jointly multicasting and proactively caching contents in wireless networks.

However, it introduces more complexity to the problem. Due to the complexity of this

problem, and of the resulting optimal policy, it is technically difficult to characterise an

optimal multicast-aware proactive caching (MAPC) strategy. Hence, we characterise

a policy with a simpler structure and designed a MAPC strategy based on that. The

MAPC strategy employs DRL to train the policy parameters. We show that the pro-

posed strategy achieves very good performance gains compared to other joint multicast

and caching schemes for the system settings considered.

5.2 Introduction

In this chapter, we design a MAPC scheme that is adaptive to system variations. We

consider multiple mobile users randomly requesting contents, particularly video files,

from a dynamic content library, where contents are generated with random lifetimes

in which they remain relevant to at least one user, and each content has a request

probability at which it can be independently requested by any user at any time period.
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Similarly to Chapter 3, we group contents into a finite number of classes, which deter-

mines their request probabilities. This content popularity model is exactly the same

as the general model described in Section 2.6.1.2 and illustrated in Figure 2.2.

Each UE is equipped with a cache memory of finite capacity, which may be different

for different UEs. A CM updates the cache memory of each UE by downloading

contents in advance of user requests and storing them in the cache memory, and may

also remove contents from the cache memory when necessary. We assume that all the

contents are of equal size and each content occupies a unit space in memory. We can

make this assumption without loss of generality since we are considering video contents

in an OSN, where sizes of shared video files are typically within a short permissible

range. Hence, we can either assume that the difference in sizes of different video files is

negligible, or preferably, that each video file is formatted/resized –by the OSN service

provider– so that the sizes of the shared files are uniform.

The state of the wireless channel between each UE and the BS varies with time.

A transmission cost, which may be energy, delay, or bandwidth, that depends on the

channel states of the users and number of contents downloaded is incurred any time

the BS transmits contents to the users. Whenever a user requests a content that is not

already in its cache, it is downloaded at a cost that depends on the current channel

state of the user; if the content is already in the user’s cache, it is served from the

cache at no additional cost. Again we consider transmission energy cost, considering

that the channel state of a user is the power at which a content has to be transmitted

to the user.

The main contributions of this chapter can be summarised as follows:

• We formulate the MAPC problem as an MDP-SI. However, this problem consti-

tutes a more complex structure than the single-user proactive caching problems,

which we model as MDP-SI in the previous chapters and for which we charac-

terised the structure of the optimal policy. For example, the decision making

process of the CM involves selection of contents to download, the target users

for each content, and contents to remove from the cache memory of each user

if/when necessary.
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• The complexity of the MAPC problem makes it infeasible to characterise the

structure of the optimal policy. Therefore, we consider, and characterise, a policy

with a simpler structure based on the structural results obtained for the general

MDP-SI in Chapter 3.

• We design a suboptimal MAPC scheme based on the characterisation of a policy

with simpler structure. Due to the large size of the state and action spaces,

the MAPC scheme designed employs policy approximation and deep reinforce-

ment learning (DRL), in particular the deep deterministic policy gradient method

(DDPG) [77], to train the CM.

• The complexity of the problem also makes it infeasible to compute lower-bounds

to evaluate the performance of the trained CM when the number of users is

relatively large. Therefore, we compare the performance of the MAPC scheme

with a lower-bound assuming unlimited cache capacity considering two users only.

We also compare its performance with other multicast-aware caching schemes as

well as the traditional reactive scheme with multicast transmission.

The rest of this chapter is organised as follows. In Section 5.3, we describe the system

model. In Section 5.4, we formulate the MAPC problem. We describe the policy

gradient reinforcement learning method in Section 5.5 and the suboptimal MAPC

scheme in Section 5.6. In Section 5.7, we describe the performance evaluation and

results, and finally, we conclude the chapter in Section 5.8.

5.3 System Model

We extend the system model in Chapter 4 by considering a multi-user wireless net-

work. Here, we denote the set of relevant contents in the library at the beginning of

time slot t by Ft. Note that this includes the Mt contents generated at time slot t. We

also denote the class of content m generated at time slot t by qmt ∈ [Q] , {1, . . . , Q}.

As in previous chapters, we assume that a user requests a content at most once, and

that, in particular, any content that becomes irrelevant to all the users at the end of

time slot t, either because it has expired or because it has already been requested by
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Figure 5.1: Illustration of the system model for multiple-user multiple-content-class
scenario.

all the users, is automatically removed from the library. All the remaining contents in

the library are called relevant contents.

We denote the number of users in the system by N , where user n ∈ [N ] , {1, . . . , N}

is equipped with a cache memory of capacity Bn, where the contents can be stored in

a proactive manner. For simplicity, we assume that all contents have been formatted

to have an equal size. We denote the set of contents in the cache memory of user n at

the beginning of time slot t by Int , where |Int | ≤ Bn, and the set of relevant contents

that have already been requested by user n by the beginning of time slot t by Hnt .

To simplify notation, we denote the vector of sets of contents in the cache memory of

all the users at the beginning of time slot t by It, that is, It = [I1
t , . . . , INt ], and the

vector of sets of requested relevant contents by all the users by the beginning of time

slot t by Ht, that is, Ht = [H1
t , . . . ,HNt ]. At time slot t, any content in the library

can be uniquely identified by its remaining lifetime, its class, the users that have it in

their cache, and the users that have already requested it. Let us define a location flag

for each content as a vector it ∈ {0, 1}N , where it(n) = 1, n ∈ [N ], implies that user n

has the content in its cache at time slot t, while it(n) = 0 implies otherwise. Similarly,

we define a request flag for each content as a vector ht ∈ {0, 1}N , where ht(n) = 1
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implies that user n has requested the content before time slot t, and ht(n) = 0 implies

otherwise. Given these definitions, any content f ∈ Ft that has remaining lifetime L,

where 0 < L ≤ Kmax, at time slot t and belongs to class q can be represented by a

quadruple (L, q, it,ht), which we will refer to as a content identifier.

We denote the set of contents requested by user n at time slot t byRnt = (R(1,n)
t ,R(2,n)

t ),

where R(1,n)
t ⊆ Ft \ (Int ∪Hnt ), that is, it is the set of requested contents that are not

in the user’s cache memory and have not been requested by the user before time slot

t, and R(2,n)
t ⊆ Int is the set of requested contents that are already in the user’s cache.

At each time slot t, user n requests content f ∈ Ft \ Hnt belonging to class q with

probability pq independently of other contents and users. That is, user n can request

any number of contents from 0 to |Ft \Hnt |. All the contents in R(1,n)
t are downloaded

at time slot t, for all n, while the contents in R(2,n)
t are moved from the cache memory

to the application software for the user to consume. We denote the combined request

of all the users at time t by Rt = [R(1)
t ,R(2)

t ], where R(1)
t = [R(1,1)

t , . . . ,R(1,N)
t ] and

R(2)
t = [R(2,1)

t , . . . ,R(2,N)
t ].

The CM can exploit the cache memory at the UEs by pushing contents into them

when the wireless channel from the BS to the UEs is in a good state, in order to

reduce the cost. It may also discard contents from cache memories if necessary. We

denote the set of all contents downloaded by user n at time slot t, including requested

contents R(1,n)
t , by D(1,n)

t , and the set of all contents discarded from the cache memory

of user n at time t, including requested contents R(2,n)
t , by D(2,n)

t . We denote the

combined set of contents downloaded and discarded at time t by Dt = [D(1)
t ,D(2)

t ],

where D(1)
t = [D(1,1)

t , . . . ,D(1,N)
t ] and D(2)

t = [D(2,1)
t , . . . ,D(2,N)

t ]. The CM can also

exploit the multicast capability of the BS to push a single content to multiple UEs at

the same time. Therefore, the CM decides, at each time slot, which contents will be

transmitted by the BS and to which users.

The cost of multicasting a content at time t depends on the states of the channels

between the BS and the UEs that will receive this content at that time. We denote

the channel state of user n at time slot t by Cnt , which corresponds to the power at

which a content has to be transmitted to user n at time slot t. The vector of channel

states of all the users at time slot t is denoted by Ct = [C1
t , . . . , C

N
t ]. We assume
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that for all n and t, Cnt is an independent realisation of a random variable C ∈ R+

with cumulative distribution function (cdf) PC(c) and is bounded by Cmax. We denote

the set of contents multicast at time slot t by D′t ,
⋃N
n=1D

(1,n)
t , and the cost for

transmitting content j ∈ D′t at time slot t by εjt . Assuming that content j ∈ D′t is

multicast to a set of users U ⊆ [N ] at time slot t, the associated cost is given by

εjt = max
n∈U

Cnt , (5.1)

that is, the maximum cost among all receiving users is accounted for due to the wireless

broadcast advantage. The total cost of transmitting all the contents in D′t at time t is

µt =
∑
j∈D′t

εjt . (5.2)

We illustrate the system model in Figure 5.1. We assume that the sequences {Km
t },

{qmt }, {Mt}, and {Ct} are independent of each other. Based on the above descriptions

and assumptions, the problem can be formulated as an MDP as described in the next

section.

5.4 Problem Formulation

The CM aims to exploit proactive caching and multicast transmission jointly to

reduce the transmission energy cost incurred by the BS in the long run; based on (5.2),

its objective is to minimise the long-term expected average cost defined as

ρ , lim sup
T→∞

E

[
1

T

T∑
t=1

µt

]
. (5.3)

We model the MAPC problem as an MDP-SI. We describe the MAPC-MDP next.

5.4.1 MAPC-MDP

We formulate the MAPC problem as an MDP-SI, which we characterise here by

the quintuple (S,ASI ,PSI , µSI , PZ), where S = (Ŝ,Z) is the state space consisting
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of a controllable state ŝ ∈ Ŝ and an uncontrollable state z ∈ Z, for some Z ⊂ R.

In particular, Zt ∈ Z is assumed to be an i.i.d sequence that is not affected by the

actions of the agent but affects the cost function. In our case, we assume that the

sequence Zt are continuous random variables with cdf PZ . ASI is the action space,

µSI : S×ASI → R is the cost function and PSI : S×ASI×S → [0, 1] is the probability

kernel.

In the MAPC-MDP, the controllable state ŝ ∈ Ŝ at time slot t is Ŝt = (It,Ht,Rt)

consisting of the combined set of contents in the cache memories of users, the combined

set of relevant contents already requested by users before time slot t and the combined

set of user requests at time slot t. The uncontrollable state z ∈ Z at time slot t is

Zt = Ct consisting of the vector of channel states, which are the side information that

affects the cost. Indeed the channel states affect the cost µt as given in equations (5.1)

and (5.2). The action a ∈ ASI at time slot t is At = Dt. That is, the action space ASI

consists of all possible combined sets of downloaded and discarded contents.

The controllable state transitions are

Int+1 =
(
Int \ D

(2,n)
t

)
∪
(
D(1,n)
t \ R(1,n)

t

)
, (5.4a)

Hnt+1 = Hnt ∪R
(1,n)
t ∪R(2,n)

t , (5.4b)

R(1,n)
t+1 ⊆ Ft+1 \ (Int+1 ∪Hnt+1), (5.4c)

R(2,n)
t+1 ⊆ I

n
t+1, (5.4d)

for all n ∈ [N ], where the elements of sets R(1,n)
t+1 and R(2,n)

t+1 are dependent on the re-

quest probabilities {pq}Qq=1 of the contents in Ft+1. The uncontrollable state transitions

are governed by the cdf PC(c). The cost function µ(St, At) is given in (5.2).

5.4.2 Structure of the Optimal Policy in the MAPC-MDP

In Chapter 3, we showed that the optimal policy of the MDP-SI is a piecewise

constant function of the side information. In the single-user scenarios considered in

Chapters 3 and 4, the side information is a scalar and the structure of the piecewise

function of the optimal policy is similar to a step function, such that the optimal policy
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takes an action if the channel state of the user falls within an interval. In the MAPC-

MDP, the side information is a vector of channel states of different users. Therefore,

it is not immediate to identify the structure of the optimal policy of the MAPC-MDP

directly from the structural results described for the optimal policy of the general

MDP-SI in Chapter 3. In addition, The MAPC-MDP has a complex structure both in

terms of the size and representation of the state and action spaces, and also in terms of

the sequential decision process; involving: a selection of contents to cache, a selection

of contents to discard from the cache memories, and a selection of users whose cache

memories will be updated based on contents selected to be cached and discarded. In

addition, the system’s state for individual users may differ, making it more challenging

to make joint multicast and proactive caching decisions. For example, the contents in

the cache memories of different users may vary from user to user, as such, a multicast

decision may be limited or constrained by diverse cache-update decisions for different

users. However, the optimal MAPC policy would achieve a “balance” in its multicast

and proactive caching decisions, but such policy has a complex structure that is difficult

to characterise.

5.4.3 MAPC Policy with a Simpler Structure

We characterise an MAPC policy with a simpler structure by making some simpli-

fications about the action At = π∗(St), at time slot t, of the optimal MAPC policy

and by restricting the set of policies considered to polices with threshold structure.

This enables us to characterise an MAPC policy with a simpler structure following the

threshold structure of the optimal policy in Theorem 3.2.

The action At = Dt at time slot t of the optimal policy consists of contents down-

loaded to the UEs and contents discarded from the cache memories of different users.

All user requests, Rt, at time slot t must be delivered at that time slot, and are

inevitably included in action At for any policy. Therefore, we consider only the cache-

update decisions of the policy, without neglecting the impact/effect of the requested

contents on those decisions. Let us assume that the optimal MAPC policy π∗ down-

loads content F ∈ D′t (recall that D′t is the set of contents multicast at time slot t)
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into the cache memories of some users at time slot t, and discards content fn ∈ D(2,n)
t

from the cache memory of user n, replacing it with content F . Note that fn is consid-

ered a fictitious content if content F is downloaded into an empty space in the cache

memory of user n. Assuming that content F is downloaded into the cache memory of

NF ≤ N users, we define a simple action of the policy for content F at time slot t as

AFt , (F |f1, · · · , fNF ). We consider a policy with a threshold structure by consider-

ing that content F is downloaded with a transmission cost εFt ≤ T Fs , where T Fs is the

threshold value for taking the simple action AFt in state s ∈ S at time slot t, and the

channel states of the NF users storing content F in their cache memories are within

the interval (0, T Fs ].

To take the simple action AFt at time slot t, an MAPC policy with a threshold

structure following the structure of the optimal policy in Theorem 3.2 will order the

contents in the library at time slot t using the value function of the contents. Let us

denote the value function of content F at time slot t by VFt . The value function VF is

the expected future cost of downloading content F following the optimal policy satis-

fying (2.5) and it depends on the content identifier (L, q, i,h) for content F . Assuming

that F is the only content in the library and there is space in the cache memories of all

the users to store content F ; for small values of N , VF can be estimated using value

iteration [53] for all possible combinations of (q, i,h) and finite-horizon of maximum

lifetime Kmax. For reasonably large values of N , value VF can be estimated using

function approximation or learned using appropriate learning techniques.

Characterising the MAPC policy following the structure of the optimal policy in

Theorem 3.2, action At of the MAPC policy at time slot t can be said to consist of b ≤

Bmax , max{B1, · · · , BN} simple actions (AF1
t , A

F2
t , . . . , A

Fb
t ), downloading contents

F1, F2, . . . , Fb with values VF1
t ≥ VF2

t ≥ · · · ≥ VFb
t and discarding NF1 , NF2 , . . . , NFb

number of contents, respectively, from the cache memories of different users. However,

it is not straightforward to see how b and NF , for each F that is downloaded, are

determined. Therefore, we further simplify the simple action AFt in order to fully

characterise the structure of the MAPC policy in consideration.

The simple action AFt can be represented as (F |f1, · · · , F |fNF ), consisting of NF

simpler actions (F |fn) downloading content F into, and discarding content fn from,
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the cache memory of user n. Following the structure of the optimal policy in Theorem

3.2, action (F |fn) is taken if Cnt is within an interval
(
0, T [F |fn]

s

]
, such that, T [F |fn]

s ≤

T Fs for all n ∈ [Nf ]. Therefore, we consider threshold values T [F |fn]
s for every pair

of contents (F |fn) that is used with respect to the channel state of user n, for all

n ∈ [N ], to decide if content F is downloaded into, and content fn is discarded from,

the cache memory of user n. Following these simplifications of action At, the result

obtained for a single user in Theorem 3.2 can be used directly to describe the structure

of the MAPC policy for any user n ∈ [N ]. Such structure describes the relationship

between the threshold values for a single user and also gives us an idea of how the

number of downloaded contents b, and the number of discarded contents NF , for each

downloaded content F , can be determined. However, it falls short of telling us about

the relationship between the threshold values for different users.

Generally speaking, the threshold values, for different users, depend on the system

state, which is prohibitively large in size. More so, following the structure of the

MAPC policy described above requires obtaining numerous threshold values, which

is technically challenging despite the simplifications made. To handle this, we design

an MAPC learning scheme that is based on heuristics of the structure of the MAPC

policy described in this section. To address the challenge with the prohibitively large

size of the state and action spaces of the MAPC-MDP, we employ policy gradient

reinforcement learning method with function approximation [62], which uses a param-

eterised function to approximate and represent the policy, and allows a learning agent

to directly search the parameter space. In the next section, we give a brief description

of policy gradient reinforcement learning in the context of MAPC-MDP.

5.5 Deep Deterministic Policy Gradient

The gradient given in (3.10) is an estimate of the actual policy gradient, which is

derived in [62] and expressed as

∇θρπθ = E

[
T∑
t=1

∇θ log πθ(At|St)Qπθ(St, At)

]
, (5.5)
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where Qπθ(s, a) is the action value function given in (2.6). That is, the gradient in

(3.10) uses the sample returns J(τ) to estimate Qπθ(s, a).

Assuming that πθ is a deterministic policy, it is shown in [65] that a deterministic

policy gradient is the limiting case of the stochastic policy gradient in (5.5) as the

variance of the policy tends to zero. The deterministic policy gradient can be written

as [65]

∇θρπθ = E

[
T∑
t=1

∇θπθ(St)∇aQπθ(St, a)

∣∣∣∣
a=πθ(St)

]
. (5.6)

The action value function Qπθ(s, a) can be estimated by using TD learning meth-

ods, e.g., actor-critic [52], which can be implemented using a function approximator

Qw(s, a) ≈ Qπθ(s, a) with parameter w.

The DDPG method [77] uses off-policy actor-critic TD learning and employs neural

networks as function approximators for the actor πθ(s) and the critic Qw(s, a). Using

a neural networks for function approximation is particularly suitable to the MAPC

problem because of the large size of the state and action spaces, as the neural network

can be useful to decipher any non-linear structural relationship in the system. The

DDPG method learns the critic Qw(s, a) in a supervised learning approach through

experience-replay by storing and sampling mini-batches of the tuple (Si, Ai, µi, Si+1),

obtained in step i, from a replay memory, and obtaining the values Qw(Si, Ai) and

Qw(Si+1, πθ(Si+1)) for each data point in the sampled mini-batch. Using the Bell-

man equation [53], which is given as Qw(St, At) = E [µ(St, At) + γQw(St+1, πθ(St+1))],

where γ ∈ (0, 1] is a discount factor, parameter w is optimised at each time step by

minimising the mean square error (MSE) loss between the target value µ(Si, Ai) +

γQw(Si+1, πθ(Si+1)) and the value Qw(Si, Ai). The actor πθ(s) is trained by updating

parameter θ at each time step using (2.7), where the policy gradient∇θρπθ is estimated

from (5.6) by using Qw(s, a) to approximate Qπθ(s, a).

The action value function Qw(s, a) is prone to divergence when neural networks

are used as function approximators in TD learning [75, 77]. To improve the stability

of learning Qw(s, a), separate networks Q′w′(s, a) and π′
θ′

(s) with parameters w′ and

θ′, which are updated slowly relative to parameters w and θ of the critic and actor
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networks, are used for the target values. In an initial step, the weights of the actor

and critic networks are assigned to the target networks, then in the subsequent steps

when the actor and critic networks are updated, the weights of the target networks are

slowly updated as follows

θ′ ← ηθ + (1− η)θ′, (5.7)

w′ ← ηw + (1− η)w′,

where η � 1 is a hyperparameter.

Policy exploration, which is useful for generating new trajectories, is performed

independently from the learning algorithm by sampling noise from a random process

and adding it to action a = πθ(s). We will explain how action exploration is achieved

for the MAPC problem in next section, where we describe the heuristic MAPC policy

and the learning algorithm. We employ DDPG to train the policy and we use a discount

factor close to 1 to approximate the average cost performance. This approach is shown

to have theoretical guarantees for linearly parameterised TD learning in [92], and is

typically employed in practise for neural network parameterised TD learning [75,93–95].

5.6 MAPC Learning Algorithm

To make cache decisions, any MAPC strategy that is designed directly based on

the structure of the MAPC policy we described in Section 5.4.3 must first learn the

value VF for all possible combinations of (L, q, i,h) representing content F , in order

to appropriately order all the contents in the library, following which it must learn the

threshold values T [F |fn]
s for all pairs (F |fn), representing a simple action, for all users

n ∈ [N ] and system state s ∈ S. Such MAPC strategy will result in an algorithm

that is practically infeasible to implement because the algorithm will have a huge time

and space complexity, even for relatively small values of N , owing to the numerous

parameters that need to be computed and stored. In this section, we design a simpler

MAPC strategy, based on a heuristic of the policy structure described in Section 5.4.3,
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that simultaneously learns to order the contents in the library and compute only the

threshold values that it requires.

5.6.1 MAPC Strategy

We describe the MAPC policy of the CM by two strategies. The first strategy, called

power-level assignment strategy, is used to decide the contents to download, and the

target users to receive each content. The second strategy, called cache update strategy,

is used to update each user’s cache memory.

5.6.1.1 Power-level Assignment Strategy

At every time slot, the CM assigns a “transmission power-level” to each content in

the library. The assigned power-level of each content determines the users that can

receive the content. We denote the assigned power-level of content f ∈ Ft at time

t by rft . Any user n ∈ [N ] with channel state Cnt ≥ rft is a target user for content

f . Therefore, assigning zero power-level to a content means that the content will not

be transmitted to any user. To estimate the power-level for each content, the CM

extracts a k-dimensional content-specific feature vector xf = [x1, . . . , xk] from each

content f ∈ F , and learns a k-dimensional power-level weight vector α = [α1, . . . , αk].

It computes the assigned power-level for each content as an inner product of the two

vectors. That is, for a content f ∈ Ft in time t, its assigned power-level is computed

as

rft = αᵀ
tx

f
t . (5.8)

5.6.1.2 Cache Update Strategy

The CM decides which contents to push into the cache memory of each user and

which contents to remove from the cache memory of each user. The power-level as-

signment strategy (PAS) is done globally, that is, all the users and relevant contents

are considered. The cache update strategy (CUS) follows from the structure of the
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Algorithm 1 Cache Update Strategy

1: Input: G1 ← Ft \ (Hnt ∪ Int ∪ R
(1,n)
t ); G2 ← Int \ R

(2,n)
t ; D(1,n) ← R(1,n) and

D(2,n) ← R(2,n)

2: Obtain b← min{|G1|, Bn} and initialise b′ ← 1
3: Obtain ordered sets {j1, . . . , jb} ⊆ G1 w.r.t rj1t ≥ . . . ≥ rjbt , and {k1, . . . , kb} ⊆ G2

w.r.t rk1t ≤ . . . ≤ r
kb
t

4: while b′ ≤ b do
5: if r

jb′
t − r

kb′
t ≥ Cnt then

6: D(1,n) ← D(1,n) ∪ jb′
7: D(2,n) ← D(2,n) ∪ kb′
8: b′ ← b′ + 1
9: else

10: b′ ← b+ 1
11: end if
12: end while
13: Ouput: D(1,n) and D(2,n)

MAPC policy described in Section 5.4.3 and uses the globally estimated power-level

to update the cache memory of each user locally, considering the contents relevant to

the user and the channel state of the user. Since value Vft , for all f ∈ Ft, is only

used to order the contents in the library at time slot t, it is only important to obtain

the right ordering and not the exact values Vft , for all f ∈ Ft. Therefore, we use the

assigned power-level estimated for each content in the PAS at time slot t to represent

an estimated value or, equivalently, a future cost of the content at time slot t, that is

rft ≈ V
f
t . We assume that an empty space in the cache memory of a user contains a

fictitious content with a value of 0, such that discarding the content means discarding

no content at all. We describe the CUS of the CM for any user n ∈ [N ] at time slot t

in Algorithm 1.

Based on the structure of the MAPC policy described in Section 5.4.3, the threshold

value for performing action (jb′ |kb′) in Algorithm 1 is the difference in the power-level

of the two contents jb′ and kb′ as shown in step 5. Intuitively, the ordering strategy

of the CUS in step 3 of Algorithm 1 implies that it is better to push contents with

the highest values into the cache memories. Intuitively, the threshold strategy of the

CUS in steps 5− 7 of Algorithm 1 imply that a content should be discarded from the

cache memory of a user and replaced with another content that is not inside the cache

memory, if the total cost of “re-downloading” the discarded content later in the future
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Figure 5.2: MAPC network architecture.

and downloading the content that is not inside the cache memory at the current time

instant, is less than the cost of downloading the content that is not inside the cache

memory later in the future.

5.6.2 Network Design

The sizes of the state and action of the CM depend on Ft, whose size varies with

time. This implies that the sizes of the state and action vary over time. However,

a feed-forward deep neural network (DNN) must be designed to have a fixed number

of neurons/units in each layer. We employ feature extraction to handle the challenge

with time-variation, as well as largeness, of the sizes of the state and action. Another

possible way of handling the challenge would be to fix the size of the state and action

with the maximum possible sizes. Although this approach may be easier to implement,

it will result in prohibitively large sizes for the DNN input layers in the MAPC problem,

and would degrade the performance of the DNN. Let us denote the maximum size of

Ft by Fmax. Using content identifier (L, q, it,ht), we have Fmax = 2(N +1)MmaxKmax,

which is large for reasonable considerations for the values of N,Mmax and Kmax. The

size is further increased when we consider that the state St = (It,Ht,Rt, Ct) at time t

will have a maximum size of 2Fmax +N . In addition to the issue of prohibitively large

sizes, this approach will result in a temporally sparse input layer of the DNN, which

may also degrade the performance of the DNN. On the other hand, feature extraction
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has the advantage of dimensionality reduction as well as utilisation of features of only

the relevant contents (in the library) per time.

We design the CM to extract a fixed number of state features from the contents in

the library at every time instant to represent the input layer of the actor and critic

networks. We denote the state feature vector at time t by yt. The actor network

learns the k-dimensional power-level weight vector α, which is used to execute the

PAS and CUS. Therefore, the actor network can be represented as πθ(yt) = αt. The

policy πθ(St) is a combination of πθ(yt) and PAS and CUS. We illustrate the network

architecture in Figure 5.2. The action processing stage of the network architecture

maps αt,yt and xft , for any f ∈ Ft, to action At at time t by executing the PAS

and CUS described in Sections 5.6.1.1 and 5.6.1.2, respectively. The feature extraction

stage of the network maps the state observation St to features yt and xft , for any

f ∈ Ft, at time t. We describe the feature-extraction process next.

5.6.2.1 Feature Extraction

Two categories of features are extracted by the CM at time t; state feature yt

and content-specific feature xft for content f ∈ Ft. We employ feature scaling for

both categories of features so that the value of each feature component is within the

range [0, 1]. To obtain yt, the feature extraction process maps each component of

St = (It,Ht,Rt, Ct) to a row vector Φi
t|i=1,··· ,4, which is obtained as

Φi
t =


1
N

∑
n∈[N ] β

(i,n)
t , for i = 1, 2, 3

Ct, for i = 4,

(5.9)

where β
(i,n)
t , for i = 1, 2, 3 is a feature vector obtained for user n ∈ [N ] as follows:

β
(1,n)
t (1) , 1− |I

n
t |
Bn

, (5.10)

that is, the first component of vector β
(1,n)
t denotes the ratio of the number of empty

spaces in the cache memory of user n at time t. The other remaining components of

vector β
(1,n)
t , that is, β

(1,n)
t ((q − 1)Kmax + k + 1), for k = 1, . . . ,Kmax, q = 1, . . . , Q,
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(recall that Kmax is the maximum lifetime of contents and Q is the number of content

class) denotes the ratio of the number of contents in the cache memory of user n at

time t having lifetime k and belonging to class q. That is,

β
(1,n)
t ((q − 1)Kmax + k + 1) ,

∑
(k,q,it,ht)∈Ft

it(n)

Bn
, for k = 1, · · · ,Kmax, q = 1, · · · , Q,

(5.11)

Similarly, the components of vectors β
(2,n)
t and β

(3,n)
t are ratios of the number of

contents having lifetime k = 1, . . . ,Kmax and belonging to class q = 1, . . . , Q that have

been requested by user n before time t, and that are requested by user n at time t,

respectively. These components are obtained, for k = 1, . . . ,Kmax, q = 1, . . . , Q, as

follows:

β
(2,n)
t ((q − 1)Kmax + k) ,


∑

(k,q,it,ht)∈Ft
ht(n)

|Hn
t |

, if |Hnt | 6= 0,

0, otherwise,

(5.12)

β
(3,n)
t ((q − 1)Kmax + k) ,


∑

(l,c,it,ht)∈Rn
t
I{l=k}·I{c=q}

|Rn
t |

, if |Rnt | 6= 0,

0, otherwise,

(5.13)

where I{·} is the indicator function. The components of vector Ct are also normalised,

such that Cmax = 1. Hence, feature vector yt ∈ [0, 1](1+3QKmax+N).

The content-specific feature vector xft for content f ∈ Ft, represented by (L, q, it,ht)

is obtained as follows:

• xft (1) is the lifetime of the content at time t expressed in normalised units. That

is, xft (1) = L
Kmax

, for 0 < L ≤ Kmax.

• xft (2) is the class of the content expressed in normalised units. That is, xft (2) =

q
Q .

• xft (3) is the number of users that can still request the content within its remaining

lifetime. That is, the number of users that the content is relevant to at time t.
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Algorithm 2 MAPC Learning Algorithm

1: Randomly initialise critic network Qw(y,α) with weight w, and actor network
πθ(y) with weight θ

2: Initialise target networks Q′w′(y,α) and π′
θ′

(y) with weights w′ ← w,θ′ ← θ
3: Initialise capacity of replay memory M
4: Initialise a random process N for action exploration
5: Obtain S1 from the system environment
6: Obtain y1 and xf1 , for all f ∈ F1, from S1

7: for t = 1 to T do
8: Obtain αt = πθ(yt) +Nt
9: Execute PAS and CUS, and retrieve At

10: Execute At and obtain µt and St+1 from the system environment
11: Obtain yt+1 and xft+1, for all f ∈ Ft+1, from St+1

12: Store (yt,αt, µt,yt+1) in M
13: Obtain a mini-batch of random samples from M
14: Update w by minimising the average MSE loss between target Q′ and critic Q

using the random samples
15: Update θ in the direction of the sampled policy gradient:

∇θρπθ =
1

I

[
I∑
i=1

∇θπθ(yi)∇αQπθ(yi,α)

∣∣∣∣
α=πθ(yi)

]

16: Update w′ and θ′

17: end for

This is also expressed in normalised unit, such that xft (3) = 1N−ht

N , where 1N is

a N -dimensional vector of 1s.

• xft (4) is the number of requests for the content at time t, also expressed in

normalised unit. That is, xft (4) =

∑N
n=1 I{f∈Rn

t }
N .

Therefore, xft ∈ [0, 1]4.

The MAPC learning algorithm is described in Algorithm 2. We evaluate its perfor-

mance, in comparison to some baseline algorithms, next.

5.7 Numerical Simulations

In this section, we describe the baseline algorithms first, then we describe the sim-

ulation set-up for the MAPC learning algorithm next. Finally, we present detailed
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analysis of test results.

5.7.1 Baseline Algorithms

We evaluate the performance of the MAPC algorithm in comparison to the following

baselines.

1. Multicast-aware transmission without caching (MAT): This is the traditional con-

tent delivery scheme via multicast transmission in wireless networks. A content

requested by multiple users is transmitted in a single multicast stream to the

users requesting it.

2. Multicast-aware reactive caching (MARC): This is same as the MAT scheme, but

with the additional capacity of caching transmitted contents into empty spaces

in the cache memories of users who have not requested the contents but whose

channel states allow them to receive the content anyway. That is, assuming that

U jt ⊆ [N ] is the set of users requesting content j ∈ Ft at time t, such that the cost

associated with multicasting content j at time t is εjt = max
u∈Uj

t
Cut , content j

will be stored in the cache memory of any user n /∈ U jt if Cnt ≤ ε
j
t and |Int | < Bn.

3. Multicast-aware value-based reactive caching (MAVRC): This is a modified MARC

scheme, where cache memories are updated based on a priority ordering strategy.

That is, contents are stored in cache memories and removed from cache memo-

ries, based on a priority ordering. Denoting the value of a content with remaining

lifetime L and class-request probability pq as VqL, we estimate the value of each

content empirically as

VqL = pq · E [C] + (1− pq) · E
[
min{C,VqL−1}

]
, (5.14)

where VqL|L=0 = 0. The cache update strategy pushes contents with the highest

values into the cache memories.

4. Unicast-aware proactive caching with naive multicast (UAPC-NM): This is a

heuristic multicast transmission scheme that employs the threshold values of the
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optimal cache management strategy for a single user in Chapter 4 to decide if the

cache memory of a user should be updated with a content that is transmitted to

another (targeted) user. Starting from the user with the worst channel state, if

the optimal action, based on the threshold value, transmits a content to the user,

the CM uses the threshold values to determine if other users, with better channel

states, can store the content in their cache memory and discard the contents that

have the least values from their cache memories.

5. Lower bound (LB): This is obtained by assuming that the cache memory of

each user has unlimited capacity (Bn = ∞, for all n ∈ [N ]), that is, the cache

memories have sufficient spaces to store any amount of contents without the

need to discard contents. This implies that each content can be transmitted and

cached independently of other contents in the library, depending on the number

of users that do not have the contents in their cache memories and have not

requested the content previously. Therefore, a content can be represented by

(L, q,
∑

n∈[N ](1N − ht)), where 1N is a N -dimensional vector of 1, at time t.

The optimal MAPC policy for the LB will cache a content if the instantaneous

cost is lesser than the future cost. The optimal future costs can be estimated

empirically. However, it is computationally intensive to obtain the optimal future

costs assuming unlimited capacity cache memories of all the UEs in the system.

Therefore, in simulations, we will consider a small number of users, in particular,

N = 2 for the LB and use this only as a benchmark.

Similar to MARC, requested contents will be stored in the cache memories of

users who have not requested the contents but whose channel states allow them

to receive the contents. When the system is in a state where only 1 user can

request a content that is not in the cache memory, that is,
∑

n∈[N ](1N −ht) = 1,

the optimal future cost of the content, denoted by VqL(1), is obtained as (5.14).

When
∑

n∈[N ](1N −ht) = 2, the optimal future cost VqL(2) is obtained as follows

VqL(2) = 2pq(1− pq) ·
(
P (C1 ≥ C2)E

[
C1
∣∣C1 ≥ C2

]
+ P (C1 < C2) min

{
E
[
C1
∣∣C1 < C2

]
+ VqL−1(1), E

[
C2
∣∣C1 < C2

]})
+ (pq)

2 · E
[
max{C1, C2}

]
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+ (1− pq)2 ·
(

min

{
E
[
max{C1, C2}

]
, E

[
min{C1, C2}

]
+ VqL−1(1),

VqL−1(2)

})
. (5.15)

5.7.2 Simulation Setup

For the actor and critic networks, we use 2 hidden layers each with 400 and 200

units, respectively, with both hidden layers using the rectified linear unit as activation

function. We set the target update parameter η = 10−5, discount factor γ = 0.99, and

learning rates 10−6 and 10−5 for the actor and critic networks, respectively using the

Adam optimiser [96] to learn the network parameters. We train with mini-batch size of

64 and replay memory of size 104. For action exploration, we sample exploration noise

from a Gaussian distribution with mean 0 and variance 0.001. We add the exploration

noise to the vector αi, obtained in step i, with probability δh, where h is an episode

of 500 training steps. We update the probability as δh+1 = max{0, δh − 0.1}.

The random number of contents generated at time t, that is Mt, is drawn uniformly

at random from the set {1, 2, . . . ,Mmax}. The lifetime Km
t and the class qmt of each

content m ∈ {1, 2, . . .Mt} is drawn uniformly at random from the set {5, 10, . . . ,Kmax}

and {1, 2, . . . , Q}, respectively. We obtain the channel state Ct using Shannon’s ca-

pacity formula, and we select the parameters consistent with the LTE network model

and 3GPP channel model [88].

5.7.3 Performance Evaluation

In Figure 5.3, we evaluate the performances of the proposed MAPC scheme and

all the baselines when the number of mobile users in the network is small, that is

N ≤ 2. The UAPC-NM scheme which is ideally designed for a single user, that is, no

multicast transmission, performs best, close to LB, when N = 1. The two multicast-

aware reactive caching schemes, MARC and MAVRC, perform similarly to MAT when

N = 1. They could not take advantage of any multicast transmission and they do not

utilise the cache memory of the user since both schemes require other user requests

to do so. Hence they behave exactly as MAT, which only does unicast transmission
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Figure 5.3: Average energy cost vs. number of users with Bn = 50 for any user
n, Q = 3 with request probabilities [p1, p2, p3] = [0.06, 0.12, 0.18],Kmax = 15, and
Mmax = 8.

of requested contents to the user. The proposed MAPC scheme, which also could not

take advantage of any multicast transmission, performs better, close to UAPC-NM

and LB; showing that it is near-optimal, because it updates the cache memory of the

user intelligently based on the CUS. When N = 2, MAPC performs best, closest to

LB, which is infeasible. The two multicast-aware reactive caching schemes, MARC and

MAVRC, demonstrate caching gains as they outperform MAT, which does not employ

caching. Although UAPC-NM performs better than MAT, MARC and MAVRC, its

performance degrades slightly when N = 2 compared to when N = 1. In Figure 5.4,

we show that the performance of UAPC-NM degrades as number of users increases,

such that all the multicast-aware caching schemes perform better than UAPC-NM

when N ≥ 4. While the two reactive caching schemes can store requested contents

in the cache memory of users who have not requested the contents but whose channel

states allow them to receive it anyway, UAPC-NM, which adopts a naive multicast

transmission strategy, may disallow users who have not requested a transmitted content

from storing it in their cache memory. This is because UAPC-NM uses its threshold

values to make caching decisions, and since the threshold values are obtained for a

single user, that is, they are not “multicast-aware”, the performance of the scheme

degrades as more content requests are made. As expected, the average energy cost
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Figure 5.4: Average energy cost vs. number of users with Bn = 50 for any user
n, Q = 3 with request probabilities [p1, p2, p3] = [0.06, 0.12, 0.18],Kmax = 15, and
Mmax = 8.
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Figure 5.5: Average energy cost vs. cache capacity with N = 10, Q = 3 with request
probabilities [p1, p2, p3] = [0.06, 0.12, 0.18],Kmax = 15, and Mmax = 8.

increases with N ; however, the proposed MAPC scheme has the lowest energy cost

among all the schemes considered. Moreover, the performance gain of MAPC over all

the other schemes increases with N . For example, MAPC has a performance gain of

14% over MAVRC and 27% over MAT with N = 2 users, increasing to 18% and 59%,

respectively, with N = 10 users.
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Figure 5.6: Average energy cost vs. request probability with Q = 1, N = 10,
Bn = 50 for any user n, Mmax = 8 and Kmax = 15.

In Figure 5.5, we plot the average energy cost with respect to the cache capacity. We

assume that the cache memories of all users have the same capacity. As expected, the

performance of the MAT scheme does not change with cache capacity because it does

not utilise the cache memories. The performances of all the other schemes increase

with cache capacity before saturation. MAVRC performs better than MARC when the

cacche capacities are low (less than 40) because MAVRC updates the cache by pushing

contents with higher values into the cache while MARC does not update the cache

and only pushes contents into empty spaces in the cache memories. MAPC performs

best, with a performance gain, over all other schemes considered, that increases with

cache capacity before saturation. Of all the caching schemes considered, UAPC-NM

has the worst performance across all values of cache capacities. Since N = 10 has been

considered in this plot, the result corresponds with that obtained in Figure 5.4, which

shows that the performance of UAPC-NM degrades with increase in number of users.

Henceforth, we present results for the multicast-aware schemes only as we consider

N = 10 users in the rest of the plots. In Figure 5.6, we evaluate the impact of request

probabilities on the performances of the schemes for a single content class. In Figure

5.6a we consider request probabilities within the range (0.06, 0.18), which is the setting

used in all other simulations in this paper because it is considered to be a realistic range

for all the other system settings considered. The plot shows that average energy cost

increases when request probability increases because more contents are likely to be

requested per time. However, average energy cost increases very slowly for the MAPC
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Figure 5.7: Average energy cost vs. maximum number of contents, Mmax with
N = 10, Bn = 50 for any user n, Q = 3 with request probabilities [p1, p2, p3] =
[0.06, 0.12, 0.18], and Kmax = 15.

scheme compared to the other schemes, and as a result, its performance gain over the

other schemes increases with increasing request probability. MAVRC performs slightly

below MARC as request probability increases. The reason for this is that, since all

contents have the same request probability, irrespective of their lifetimes, when Q = 1,

the value of a content in (5.14) depends only on the remaining lifetime of the content.

Hence, the cache update strategy of MAVRC, which discards contents with lowest

remaining lifetimes from the cache memory and replaces them with contents with

highest remaining lifetimes, is a naive strategy and suffers slightly in performance

compared to MARC which does not update the cache memories because it pays extra

cost for re-transmitting the discarded contents when they are later requested by the

users from whose cache memory the contents have been discarded. In Figure 5.6b, we

evaluate the performances of the schemes when the request probabilities are relatively

high. The results show that, although average energy cost increases with request

probability initially, it starts decreasing when more and more contents are requested

by the users per time because more contents are transmitted via a single multicast

stream. The results also show that MAPC has good performance gains over all the

other schemes even in settings where content requests are extremely high.

In Figure 5.7, we plot the average energy cost with respect to the maximum number
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Figure 5.8: Average energy cost vs. maximum lifetime of contents, Kmax with
N = 10, Bn = 50 for any user n, Q = 3 with request probabilities [p1, p2, p3] =
[0.06, 0.12, 0.18], and Mmax = 8.

of contents that can be generated, that is Mmax. The average energy cost increases

with Mmax because higher values of Mmax implies that there are more contents in the

library on average. However, the rate of increase of the average energy cost is higher

for the MAT scheme because it does not employ caching. In the other schemes, the

average energy cost increases at a steady rate when Mmax < 10 because, according to

the plot in Figure 5.5, a cache capacity of 50 for each of the users, is sufficient, on

average, to store the contents when Mmax ≤ 8 for the system setting considered.

In Figure 5.8, we plot the average energy cost with respect to the maximum lifetime

of contents, Kmax. The average energy cost also increases with Kmax because more

contents remain relevant longer and are more likely to be requested by more users as

a result. Again, MAPC has the best performance of all the schemes considered, with

a performance gap that increases with Kmax when the average number of contents

in the library does not exceed the cache capacity of 50. When the value of Kmax is

low, MAVRC has an advantage over MARC because it pushes contents that are more

likely to be requested by users before their lifetimes expire into the cache memories of

the users, while MARC keeps updating the cache memories of the users with contents

whose lifetime expire shortly after they are pushed into the cache memory.
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5.8 Conclusions

We considered the problem of multicast transmission together with proactive caching

of contents into limited capacity cache memories of multiple mobile users. We consider

users randomly requesting contents from a dynamic content library, which are served

by a BS over a time-varying wireless channel. In this model, proactive caching provides

energy savings due to two separate potential gains: It allows transmission of contents

at better channel conditions, and also allows multicasting to multiple users, benefiting

from the broadcast advantage. In order to minimise the long term average energy cost,

a CM must decide which contents to transmit to which users at each time slot, and

which content to keep in each user’s cache. We proposed an MAPC scheme based on

DRL, employing the DDPG method, to tackle the complexity of the problem and learn

to make intelligent decisions. We showed that, for the system settings considered, the

proposed scheme outperforms baseline multicast transmission and caching schemes and

performs close to a lower bound that assumes unlimited cache capacity for each UE in

the network.
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Conclusions

The ongoing explosive growth in mobile data traffic calls for the development of wire-

less technologies that can scale with mobile data demands in ways that provide benefits

to network operators, mobile users, that is, content consumers, content providers such

as, Google or Netflix, and OSN service providers such as, Facebook or Twitter, who

provide majority of the services driving the growth in mobile data demand. Interest-

ingly, wireless network vendors and operators are currently racing to deploy 5G wireless

technology, which has an improved performance over the 4G wireless technology. One

of the several factors that give 5G technology this advantage is that it enables increased

network capacity (and throughput) through the deployment of ultra dense networks

(UDNs), that is, numerous small cells with small coverage areas coexisting with macro

BSs. However, this approach has its limitation as it would become impossible to scale

the number of small cell devices with growing mobile data traffic in the near future. In

addition, employing wireless backhaul technology for UDNs has been regarded as a fea-

sible alternative to wired backhaul technology, which has practical limitations of high

capital expenditure and technical difficulty caused by hard-to-reach locations of small

cells. However, wireless backhaul links could also inhibit the capability of the network

to scale with mobile traffic because of limitations in spectrum resources. Therefore,

proactive caching of contents at edge devices has been considered a promising way of

effectively meeting the growing data demand.

Proactive caching at the wireless edge is feasible primarily because of availability of

storage units at edge devices. As a result, caching is expected to be more effective in

5G technology because it enables massive number of edge devices. However, proactive

caching at the wireless edge also comes with some challenges for which several solutions

have been proposed. One major area requiring more innovative solutions is dynamic

cache update, which is necessary to handle highly dynamic data services such as in

120
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OSNs. Achieving intelligent and highly effective proactive wireless caching solutions

in the face of highly dynamic data services and network conditions is the ultimate goal

of the reinforcement learning approaches proposed in this thesis.

In Chapter 2, we have presented an extensive overview of proposed proactive caching

solutions and techniques in wireless networks, and highlighted how the solutions and

techniques promise to improve the performance of wireless networks. We have also

presented the system model and the problem formulations we considered in this thesis.

In Chapter 3, we have studied tracking time-varying content popularity under time-

varying wireless channel conditions, and consequently time-varying transmission costs,

considering a single user and a single content-class in the framework of an OSN, in order

to minimise the expected average transmission cost in the long term. We formulated the

problem as a special class of MDP called MDP-SI, which consists of the side information

that affects the cost. We showed the optimality of a policy with a threshold structure,

which updates the limited capacity cache in the UE depending on the relative value of

the side information, that is the channel states, with respect to preset threshold values.

Since this leads to a prohibitively large number of threshold values to be optimised,

we have proposed two suboptimal caching schemes, LISO and LFA, that are based

on low-complexity parametrisation of the states and actions of the CM, and we have

employed policy gradient reinforcement learning techniques to optimise the parameters.

We have further introduced two lower bounds on the performance and have showed

that the two low-complexity proactive caching schemes perform close to optimal. We

observed that the proposed proactive caching schemes significantly outperform reactive

caching, which is the content delivery method in conventional wireless networks, even

when the cache capacity is relatively small. We also observed that the performance of

the proposed schemes increases with cache capacity and saturates at the cache capacity

equivalent to the average number of contents in the system.

In Chapter 4, we have extended the problem in Chapter 3 by considering a more

practical scenario in which different contents have different level of relevance to a user.

We observed that the ensuing problem has a higher complexity than the single-content-

class scenario. We also formulated the problem as an MDP-SI and showed that the

optimal cache management scheme we proposed in the single content-class scenario
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in Chapter 3 applies to the multiple content-class problem as well. Therefore, we

modified the low complexity caching schemes developed in Chapter 3 and applied the

resulting solutions to this problem. We have shown that the near-optimal result that

we obtained in Chapter 3 is also obtained in this scenario for similar problem settings.

In Chapter 5, we have extended the problem in Chapter 4 further by considering

multiple users in the wireless network. This consideration resulted in a more complex

problem for which it was technically difficult to characterise the structure of the optimal

policy. For this reason, we have characterised a policy with a simpler structure and

designed a MAPC scheme based on the structure of this policy. We realised that it was

impossible to employ the same reinforcement learning methods adopted in the previous

problem formulations to this problem. Therefore, we employed a DRL-based strategy

to train the CM and optimise the policy parameters, and we showed the performance

gains of the proposed MAPC scheme over other schemes with joint multicasting and

caching capabilities. We observed that the performance of the MAPC scheme improves

with number of users since more contents can be multicast.

The problems we have considered, and the solutions we have proffered, focus on

an area of wireless edge caching with strong practical implications but little research

contributions in the literature. Our work contributes innovative and highly performing

solutions to the existing body of knowledge in proactive caching in wireless networks in

general, and particularly to adaptive cache update in dynamic systems or environments.

We expect that future research works will build on our proposed solutions and fill the

gap between numerical analysis and more empirical or practical analysis, with the aim

of developing algorithms that could be implemented in real-world systems.

6.1 Observations

In this section, we provide a summary of our observations on the impact of multi-

ple content classes relative to a single content class, as well as the impact of multiple

number of users relative to a single user. We also provide a summary of our observa-

tions based on a comparison of the performance results obtained in the three different

scenarios in our problem formulation. Note that the performance results we obtained
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in this thesis, and that we examine in this section, depend entirely on the system set-

tings/parameters that we have considered. However, it is also worth noting that we

have considered a broad range of system settings that helps us understand that our

proposed proactive caching schemes will perform well under different system settings

nothing considered in this thesis.

6.1.1 Impact of Multiple Content Classes

We made the following observations when we considered multiple content classes:

• There was an increase in the space complexity of the model, as well as in the

computational complexity of the proposed schemes, with respect to the number

of content classes.

• The suboptimal cache management strategies developed in the single-user single-

content class-scenario, which were based on a characterisation of an optimal

policy, could be modified and applied to the single-user multiple-content-class

scenario.

• The resulting modified cache management strategies employed in the single-user

multiple-content-class scenario achieved a comparable performance to the single-

user single-content class-scenario. In other words, increasing the number of

classes increases the complexity of the resulting proactive caching scheme but

does not affect the performance.

6.1.2 Impact of Multiple Users

We made the following observations when we considered multiple users in the system:

• There was an increase in the space complexity of the model, as well as in the

computational complexity of the proposed scheme, with respect to the number

of content classes and the number of users.

• Owing to the complexity of the model, it was infeasible to analyse and char-

acterise an optimal policy in order to develop an optimal joint multicast and
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Variable Scenario 1 Scenario 2 Scenario 3

N = 1 0.81 0.81 0.90

N = 10 5.78 5.78 3.83

Table 6.1: Comparison of the average energy cost (in mW) in the three scenarios
in our problem formulation with respect to different number of users.

Variable Scenario 1 Scenario 2 Scenario 3

B = 10 7.78 7.78 6.54

B = 40 5.84 5.84 3.89

Table 6.2: Comparison of the average energy cost (in mW) in the three scenarios
in our problem formulation with respect to different cache capacities.

proactive caching scheme. It was also infeasible to compute a lower bound to

benchmark the proposed MAPC scheme.

• The proposed MAPC scheme, which is multicast-aware, outperformed its equiv-

alent joint multicast and proactive caching UAPAC-NM scheme, which was pro-

posed for a single-user scenario, because UAPAC-NM is not multicast-aware.

• There was a non-linear increase in the performance gain of the proposed MAPC

scheme relative to the conventional reactive content delivery scheme (MAT) with

respect to the number of users.

Table 6.1 and Table 6.2 provide comparative summaries of the performance results

obtained in the different problem scenarios considered in this thesis with respect to

different number of users and different cache capacity respectively. Note that, in the

tables, Scenario 1 is the single-user single-content-class scenario considered in Chapter

3, scenario 2 is the single-user multiple-content-class scenario considered in Chapter

4, and scenario 3 is the multiple-user multiple-content class scenario considered in

Chapter 5. Also note that, to make a fair comparison of the three different scenarios,

the results presented in the tables are based on the performances of the UAPAC-NM

scheme and the MAPC scheme described in Chapter 5 when other system parameters

are fixed. We observed from the results in the tables that considering multiple users

(scenario 3) enabled us to develop a scheme that performed better than when we only

considered a single user (scenario 1 and 2). Note that the values of the results in

scenario 2 are similar to the values in scenario 1. This reiterates our observation that
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increasing the number of classes when the number of users is 1 does not affect the

performance, it only makes the problem more practical.

6.2 Further Research Challenges

A number of open research questions need to be properly addressed before proactive

caching can become a reality, and its benefit fully harnessed, in wireless networks.

Firstly, predicting the evolution of content popularity is essential in real world im-

plementation of proactive caching in wireless networks. Diversity in the popularity of

contents is the motivating factor behind the caching idea, such that, big impact can

be made by caching the most popular items in small caches. In reality, content pop-

ularity is evolving, whereas most existing research on content popularity estimation

consider stationary content popularity and non-evolving content catalogue, which is

clearly problematic when designing and optimising content placement schemes for real

world applications. The fact that content popularity is non stationary makes cache

optimisation more technically challenging. However, while it is necessary to design

caching schemes that can understand and track changing content popularity as well

as adapt to evolving content library, it is essential to incorporate prediction of the

evolving content popularity in such schemes in order to make them applicable to real

world applications.

Secondly, distributed machine learning approaches need to be studied and devel-

oped for wireless edge caching. The interactive or cooperative capability of massive

number of edge devices in next generation wireless networks is the primary reason

why this is essential, especially in distributed cache networks. Such cooperative ca-

pability implies that wireless networks can benefit more from decentralised learning,

where each edge device can autonomously contribute intelligence through knowledge

transfer and reuse in order to achieve an individual or collective goal. In addition to

this, each edge device can learn its own local environment, that is, its own contexts,

user behaviour, content popularity, etc., with more granularity than a central sys-

tem would learn. Reinforcement learning is particularly suitable for problems involv-

ing autonomous agents making sequential decisions in highly dynamic environments.
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Therefore, suitable multi-agent reinforcement learning techniques, involving interac-

tions between different actors, should be studied and applied to wireless edge caching

problems. The performances of such techniques should also be compared to the per-

formances of single-agent (centralised) reinforcement learning approaches to similar

problems.

Learning with large number of edge devices can be constrained by limited computing

resource. More so, constant communication between learning agents and/or a central

system will create communication overheads that may affect the performance of wireless

networks. Therefore, the interplay between caching, computing and communications

need to be studied and suitable schemes that enhance performance gain developed.

Another important area for consideration in wireless edge caching is support for

emerging wireless technologies such as vehicle-to-everything (V2X) communications.

Most existing caching solutions focus on communications involving UEs and BSs only.

These solutions may not be applicable to V2X communications, where new problems,

such as routing decisions and content discovery, may arise, or existing problems may be

faced with additional technical requirements, making them more complicated. Hence,

solutions that integrate wireless edge caching with emerging wireless technologies need

to be studied.

Finally, there has been a growing concern globally concerning data privacy and secu-

rity. For example, in Europe, the General Data Protection Regulation (GDPR), which

sets stringent requirements for every technology, device, or business that collects and

processes customer data, has been enforced. This could limit or hinder the adoption

of proactive caching in wireless networks. Moreover, adversarial attacks on caching

systems and networks, and dissemination of false information through wireless edge

caching may become prominent. Therefore, it is imperative to consider and study

both privacy and security-enhancing proactive caching technologies.

In conclusion, we have considered different sides of a crucial research problem in

this thesis, and we have proposed solutions to combat this problem. However, in spite

of the considerable efforts put into developing proactive caching solutions in wireless

networks, there exists several open problems for which suitable solutions need to be
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studied and developed in order to fully benefit from the promises that proactive caching

in wireless networks holds. We hope that the research work presented in this PhD

thesis has contributed towards the solution of the proactive caching problem, as well

as further encourage research and development in this area so that the remaining open

issues will be solved and the full potential of proactive caching in wireless networks

will be unleashed.
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updates in heterogeneous wireless networks,” CoRR, vol. abs/1902.09445, 2019.

[Online]. Available: http://arxiv.org/abs/1902.09445

[52] R. S. Sutton and A. G. Barto, Reinforcement Learning: An Introduction. Cam-

bridge, MA, USA: MIT Press, 1998.

[53] M. L. Puterman, Markov Decision Processes: Discrete Time Stochastic Control.

John Wiley and Sons, 2005.

[54] R. E. Bellman, Dynamic Programming. Princeton University, 2003.

[55] D. P. Bertsekas, Dynamic Programming and Optimal Control. Athena Scientific,

2007.

[56] C. J. C. H. Watkins and P. Dayan, “Q-learning,” Machine Learning, p. 279–292,

1992.

[57] G. A. Rummery and M. Niranjan, “On-line q-learning using connectionist sys-

tems,” Tech. rep, 1994.

[58] A. Schwartz, “A reinforcement learning method for maximizing undiscounted re-

wards,” in ICML, 1993.

[59] M. Deisenroth, G. Neumann, and J. Peters, “A survey on policy search for

robotics,” Found. Trends Robot, vol. 2, pp. 1–142, Aug. 2013.

[60] R. J. Williams, “Simple statistical gradient-following algorithms for connectionist

reinforcement learning,” in Machine Learning, 1992, pp. 229–256.

[61] J. Baxter and P. Bartlett, “Infinite-horizon policy-gradient estimation,” Journal

of Artificial Intelligence Research, 2001.

http://arxiv.org/abs/1902.09445


Bibliography 134

[62] R. S. Sutton, D. A. McAllester, S. P. Singh, and Y. Mansour, “Policy gradient

methods for reinforcement learning with function approximation,” in Advances in

Neural Information Processing Systems (NIPS), 2000, p. 1057–1063.

[63] J. Peters and S. Schaal, “Reinforcement learning of motor skills with policy gra-

dients,” Neural Networks, vol. 4, no. 4, p. 682–697, 2008.

[64] J. Schulman, S. Levine, P. Moritz, M. Jordan, and P. Abbeel, “Trust region policy

optimization,” in International Conference on Machine Learning - Volume 37, ser.

ICML’15, 2015, pp. 1889–1897.

[65] D. Silver, G. Lever, N. Heess, T. Degris, D. Wierstra, and M. Riedmiller, “De-

terministic policy gradient algorithms,” in Proceedings of the 31st International

Conference on Machine Learning (ICML), 2014, p. 387–395.
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Jul 2018, pp. 1587–1596.

[96] K. Diederik and B. Jimmy, “Adam: A method for stochastic optimization,” arXiv

preprint, vol. 1412.6980, 2014.


	Contents
	List of Figures
	List of Tables
	List of Acronyms
	Notation
	List of Symbols
	1 Introduction
	1.1 Proactive Content Caching at the Wireless Edge
	1.2 Reinforcement Learning
	1.3 Objectives
	1.4 Outline and Contributions

	2 Cache-Enabled Content-Delivery Wireless Networks
	2.1 Introduction
	2.2 Conventional Proactive Caching Policies
	2.2.1 Challenges of Wireless Edge Caching
	2.2.2 Wireless Edge Caching Solutions
	2.2.2.1 Distributed Cache Networks
	2.2.2.2 Cache-Enabled Device-to-Device Communication


	2.3 Multicast Transmission with Proactive Caching
	2.4 Adaptive Cache Management and Update
	2.5 Proactive Caching via Reinforcement Learning 
	2.5.1 Background on Reinforcement Learning
	2.5.1.1 Markov Decision Process
	2.5.1.2 Dynamic Programming
	2.5.1.3 Temporal-Difference Learning
	2.5.1.4 Policy Gradient

	2.5.2 Reinforcement Learning-Based Caching Strategies
	2.5.3 Other Machine Learning-Based Caching Strategies

	2.6 Proactive Caching in the Framework of an OSN
	2.6.1 General System Model
	2.6.1.1 Content Generation Model
	2.6.1.2 Content Popularity Model
	2.6.1.3 Channel Model

	2.6.2 Problem Formulations
	2.6.2.1 Scenario 1: Single-user Single-content-class
	2.6.2.2 Scenario 2: Single-user Multiple-content-class
	2.6.2.3 Scenario 3: Multiple-user Multiple-content-class


	2.7 Conclusions

	3 Policy Representation and Policy Search for Proactive Caching
	3.1 Overview
	3.2 Introduction
	3.3 System Model
	3.4 Optimal Solution
	3.4.1 MDPs with Side Information
	3.4.2 Structure of the Optimal Policy in MDP-SI
	3.4.3 Structure of the Optimal Cache Management Policy

	3.5 Low-Complexity Caching Schemes via Policy Approximation
	3.5.1 LISO Policy
	3.5.2 LFA Policy

	3.6 Policy Search Methods
	3.6.1 Finite Difference Method
	3.6.2 Likelihood-Ratio Method

	3.7 Lower Bounds
	3.7.1 Lower Bound with Unlimited Cache Capacity
	3.7.2 Lower Bound with Non-Causal Knowledge of the User Access Times

	3.8 Numerical Results
	3.8.1 System Setup
	3.8.2 Performance Evaluation
	3.8.3 System with Memory

	3.9 Conclusions
	Appendix 3A
	3.10 Proof of Lemma 3.1

	4 Proactive Caching with Multiple Content-Class
	4.1 Overview
	4.2 Introduction
	4.3 System Model
	4.4 Optimal Policy of the Content Manager
	4.5 Policy Approximation
	4.5.1 Value-Based Policy
	4.5.2 Modified LFA Policy

	4.6 Numerical Results
	4.6.1 Lower Bounds
	4.6.2 Simulation Setup

	4.7 Conclusions

	5 Multicast-Aware Proactive Content Delivery
	5.1 Overview
	5.2 Introduction
	5.3 System Model
	5.4 Problem Formulation
	5.4.1 MAPC-MDP
	5.4.2 Structure of the Optimal Policy in the MAPC-MDP
	5.4.3 MAPC Policy with a Simpler Structure

	5.5 Deep Deterministic Policy Gradient
	5.6 MAPC Learning Algorithm
	5.6.1 MAPC Strategy
	5.6.1.1 Power-level Assignment Strategy
	5.6.1.2 Cache Update Strategy

	5.6.2 Network Design
	5.6.2.1 Feature Extraction


	5.7 Numerical Simulations
	5.7.1 Baseline Algorithms
	5.7.2 Simulation Setup
	5.7.3 Performance Evaluation

	5.8 Conclusions

	6 Conclusions
	6.1 Observations
	6.1.1 Impact of Multiple Content Classes
	6.1.2 Impact of Multiple Users

	6.2 Further Research Challenges

	Bibliography

