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MPCSM: Microservice Placement for Edge-Cloud
Collaborative Smart Manufacturing

Yimeng Wang, Cong Zhao, Shusen Yang, Xuebin Ren, Luhui Wang, Peng Zhao, Xinyu Yang

Abstract—Latency-aware service placement is promising in
reducing the overall service response latency of proliferating
edge-cloud collaborative smart manufacturing systems. However,
intuitive latency estimators used by existing service placement
approaches cannot accurately depict the non-linear end-to-end
(E2E) latency of multi-hop microservices with complex depen-
dencies, which is severely hindering the effectiveness of latency-
aware service placement. To address this issue, we present a
Microservice Placement mechanism for edge-cloud Collaborative
Smart Manufacturing (MPCSM), where a microservice place-
ment algorithm LaECP supported by an accurate data-driven
E2E latency estimation method is proposed. We build a real-
world collaborative prototype, and conduct a case study on
semiconductor manufacturing to elaborate the construction of
our latency estimator. Results of extensive experiments demon-
strate that the error of our E2E latency estimator is up to 10×
less than that of existing ones, and the overall service latency
with MPCSM is up to 10× less than that with existing service
placement approaches.

Index Terms—Edge Computing, Edge-Cloud Collaborative
Intelligence, Smart Manufacturing, Microservice Placement.

I. INTRODUCTION

W ITH the rapid development of electrical, informatical,
and manufacturing technologies, Industry 4.0 [1], the

era of the Internet of Everything, is approaching. Modern man-
ufactures are upgrading productions from digital to intelligent
(i.e., smart manufacturing), where data generated by heteroge-
neous smart terminals (e.g., sensors, smart meters, and PLCs)
are growing exponentially [2], [3]. However, the uploading
of such enormous end data required by predominating cloud-
based services (e.g., real-time state analysis and fault detection
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Fig. 1. Service placement in a typical edge-cloud collaborative smart
manufacturing system.

of equipment [4]) induces significant response latency that is
unacceptable to emerging smart manufacturing applications
[5], [6]. Treating the cloud-based equipment fault detection
as an example, the service response latency caused by the
transmission of skyrocketing on-site data from the equipment
to the Cloud may lead to severe manufacturing accidents.

As a proliferating paradigm, edge computing [7] aims at
pushing computations from the Cloud to network edges for the
reduction of both response latency and cloud bandwidth occu-
pation, as well as the privacy preservation of data providers.
Attracted by edge computing’s potential benefits of agility,
real-time processing, and autonomy, increasing efforts are
concentrating on the development of edge-cloud collaborative
smart manufacturing systems [8], [9], whose general archi-
tecture is shown in Fig. 1. In these studies, to enhance the
overall system performance (e.g., service response latency and
resource efficiency), edge devices with heterogeneous resource
limitations (e.g., industrial gateways, Arduino boards, and
micro data centers) offload communication intensive services
from the powerful but remote Cloud, and pull computations
from resource limited terminals like on-site equipment and
sensors. For example, in collaborative smart manufacturing,
the aforementioned equipment fault detection service could
be further modularized, and necessary analysis of on-site
data for fault detection could be conducted on edge devices
that are closer to the equipment. In this term, the service
response latency could be significantly reduced, and more
prompt system actuations could be achieved.

Among rapidly developing studies above, the latency-aware
service placement method [10] has been demonstrated to be
promising in reducing the overall service response latency in
collaborative smart manufacturing systems. Such a method
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aims at optimizing the overall latency by strategically plac-
ing different services on specific devices while guaranteeing
that both Quality-of-Service (QoS) requirements and device
resource constraints are satisfied. Notably, different from con-
ventional approaches [11], service placement in collaborative
systems has to coordinate highly heterogeneous resources
of hierarchically distributed devices (as shown in Fig. 1).
Considerable efforts [4], [12]–[16] have been conducted on
exploring aspects like latency models, placement algorithms,
and the trade-off among multiple QoS requirements, providing
with fruitful results.

Generally, the service placement issue is formalized as
a latency-minimal combinatorial optimization problem [10],
where a specific placement strategy (i.e., the mapping between
each service and the device where the service should be
placed) has to be determined under heterogeneous constraints
in terms of device resource, service requirements, etc. For such
an optimization problem, conventional algorithms (e.g., pro-
gramming [17] and searching [14]) can be applied to achieve
the optimal or suboptimal solution, once the parameters (e.g.,
the end-to-end (E2E) latency of different services under dif-
ferent placement strategies, will be explicitly discussed later)
are determined. Since it is quite difficult to profile each
service’s E2E latency 1 under numerous viable placements
in real-world collaborative systems, existing approaches [4],
[12]–[14], [18]–[23] usually use mechanism-driven solutions
that construct different mathematical models to estimate the
E2E service latency. However, as the development of smart
manufacturing services (e.g., multi-hop services composed of
several microservices with inherently complex dependencies
[16]), such idealized estimations cannot accurately depict
the non-linear E2E latency of services based on edge-cloud
collaborations. For example, the widely adopted transmission
time model (i.e., d/b for transmitting load d over a link with
bandwidth b) cannot reflect the impact of either the reliability,
or the total traffic of a specific link. Similar issues also exist
in current computation time models and waiting time models.
These deficiencies significantly downgrade the accuracy of
existing E2E service latency estimators, and further hinder
the effectiveness of service placement in collaborative smart
manufacturing systems.

To address the issue above, we present a microservice
placement method for latency sensitive edge-cloud
collaborative smart manufacturing (MPCSM). To minimize
the overall latency of multiple services, we develop a
microservice placement algorithm LaECP that fully utilizes
hierarchically distributed devices with heterogeneous resource
constraints. More importantly, to eliminate the negative
impact of inaccurate mechanism-driven service latency
estimators on service placement, we propose a data-driven
E2E service latency estimation method based on machine
learning (i.e., XGBoost [24]). Results of extensive real-
world prototype experiments demonstrate that our approach
significantly outperforms existing solutions. To the best of

1 In this paper, the E2E latency of a service refers to the time taken by the
service from getting end data to providing requested results. For example, the
E2E latency of equipment fault detection is the time from uploading on-site
data to identifying the equipment fault.

our knowledge, MPCSM is the first mechanism and data dual
driven multi-service placement approach for collaborative
smart manufacturing, where, for the first time, the benefit of
data-driven E2E service latency estimation in enhancing the
effectiveness of service placement is systematically discussed.
The contributions of this paper can be summarized as follows.

• To provide accurate E2E service latency estimations for
our microservice-level placement algorithm LaECP, we
propose a systematic data-driven solution consisted of la-
tency sample generation, feature engineering, and latency
estimator design. In fact, our approach is applicable for
upgrading the effectiveness of a broadened spectrum of
existing service placement methods.

• We implemented MPCSM (source code is anonymously
available at github.com 2) on our real-world edge-cloud
collaborative prototype, and conducted an explicit case
study on smart semiconductor manufacturing with three
latency sensitive services, i.e., equipment fault detection,
product defect detection, and equipment remaining useful
life prediction. Specifically, for the training of our latency
estimator, 860, 000 latency samples were automatically
collected, and 76 features were extracted.

• Results of extensive real-world experiments demonstrate
that our data-driven latency estimator significantly out-
performs existing mathematical and hybrid estimators in
terms of latency estimation accuracy (i.e., up to a 10×
less root-mean-square error). Furthermore, the overall
service latency with MPCSM is up to 10× less than that
with existing approaches.

The remainder of this paper is organized as follows. We
discuss related work in Section II. Section III provides the
system model and problem identification. In Section IV,
we present our latency-aware microservice-level placement
algorithm LaECP. Then, our data-driven E2E service latency
estimation method and the case study on smart semiconductor
manufacturing are explicitly discussed in Section V. After
that, we present the performance evaluation in Section VI and
discuss the limitations of MPCSM in Section VII. Finally,
Section VIII concludes the paper.

II. RELATED WORK

In this section, we discuss existing studies on latency-
aware service placement and E2E service latency estimation
in collaborative systems, respectively.

A. Latency-aware Service Placement Methods

As one of the essential goals pursued by Industry 4.0 [1],
service response latency minimization is attracting significant
interests, where latency-aware service placement is treated
as a promising solution [10]. According to the property of
considered service (i.e., the number of services, and the
composition of each service), we believe that existing studies
can be divided into three major categories.

2 https://github.com/MPCSM/MPCSM.
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1) Placement of Multiple Single-hop Services: Some efforts
concentrate on how to place multiple services that are not
further modularized (as several microservices). For example,
Li et al. [12] proposed the SAE and CEC two-phase algorithm
for edge computation resource management based on greedy
and threshold strategies under latency constraints. Mahmud
et al. [13] proposed a context-aware placement policy that
coordinated the IoT device-level contexts with the capacity of
Fog nodes to minimize the service delivery time of various
IoT applications. Yin et al. [4] proposed container-based task
scheduling algorithms for fog-based latency-sensitive smart
assembling with high-concurrency.

2) Placement of One Multi-hop Service: These studies
discuss the modularization and placement of a single service
at the microservice level. For example, Zhang et al. [14]
proposed an orchestration framework that broke down an
edge application into multiple Storm tasks with a directed
acyclic graph (DAG) representation. Such tasks were then
mapped to heterogeneous edge servers for efficient execution.
Taneja et al. [15] proposed a module mapping algorithm that
deployed multiple modules of one IoT service to the fog-cloud
infrastructure for efficient resource utilization and low service
response time.

3) Placement of Multiple Multi-hop Services: Few stud-
ies focus on placing several services composed of multiple
microservices simultaneously. For example, Rahman et al.
[16] proposed a modified genetic algorithm that placed three
oil factory maintenance services composed of multiple mi-
croservices to the edge-cloud infrastructure to minimize the
consumption of resources and the overall service latency.

However, unlike MPCSM, all studies discussed above fail
to consider the impact of inaccurate E2E service latency
estimation (based on expert knowledge or ideal mathematical
models) on the effectiveness of service placement. Existing
methods cannot be directly applied to rapidly developing
collaborative smart manufacturing systems that require an
increasing number of multi-hop services simultaneously.

B. E2E Service Latency Estimation Methods

In collaborative systems, the E2E latency of a service is
generally computed as the sum of transmission time, process-
ing time, and waiting time [21]. Considering this, we believe
that existing E2E service latency estimation methods can be
divided into three major categories.

1) Expert Knowledge based Methods: Some studies set the
transmission and processing time according to prior knowledge
from domain experts, and do not consider the waiting time
[15], [25], [26]. For example, according to expert knowledge,
Mahmud et al. [25] set the transmission time from an IoT
device to a lower level fog node as 10 ∼ 15ms, and the
processing time of the analysis module (e.g., image classifier)
as 150 ∼ 200ms.

2) Mathematical Model based Methods: These studies
construct mathematical models to calculate the transmission,
processing, and waiting time depending on various metrics
collected from services and the environment [4], [12]–[14],
[18]–[23]. For example, for the energy-delay optimization of

multiple collaborative edge intelligence applications, Zhang et
al. [21] intuitively calculated the transmission time through
dividing the transmission load d by the link bandwidth b,
the processing time through dividing the service computation
requirement c by the device capacity v, and the waiting time
through the M/M/N queueing model.

3) Hybrid Model based Methods: Noticing the inaccuracy
of existing mechanism-driven models in practical systems,
few efforts start to concentrate on the construction of hybrid
E2E latency estimators by integrating data-driven models.
For example, for the latency-aware orchestration of real-time
vision applications on heterogeneous edge clouds, Zhang et
al. [14] maintained an n-order polynomial regression model
(based on CPU utilization) for each microservice deployed on
each device to estimate the processing time, and intuitively
calculated the transmission time through dividing the trans-
mission load d by the link bandwidth b.

However, unlike MPCSM, none of methods discussed above
can accurately depict the E2E service latency impacted by
multiple microservices with complex dependencies, especially
within the container-based microservice architecture.

III. SYSTEM MODEL AND PROBLEM IDENTIFICATION

In this section, we first present the architecture of a typical
collaborative smart manufacturing system. Then, we construct
resource, service, and latency models, respectively. Finally, we
formally identify our primary research problem.

A. System Architecture

As shown in Fig. 1, a typical collaborative smart manufac-
turing system contains a powerful Cloud and multiple hierar-
chically distributed edge and end devices with heterogeneous
resource constraints. The Cloud has access to the resource
profile of all devices, as well as real-time status of all running
services. It is responsible for determining the optimal service
placement strategy that minimizes the overall service latency.
Specifically, there are four major components on the Cloud :

1) Resource Manager (RM) maintains the resource profile
of all registered devices. In this paper, we consider
device resources in terms of computation, memory,
storage, and communication (I/O).

2) Service Manager (SM) maintains the profile of all
system services. In this paper, we focus on microservice-
level information including multi-hop workflow (i.e.,
microservice dependency) and resource requirements.

3) Placer (PL) determines the strategy of deploying (mi-
cro)services on specific devices to minimize the overall
service latency while guaranteeing that all constraints
are satisfied simultaneously.

4) Deployer (DP) deploys and launches all services accord-
ing to the strategy determined by PL.

B. System Model

With the general architecture above, we now formally model
resource, service, and E2E service latency in our system.
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1) Resource Model: We treat the resources of all devices as
a fully connected directed graph GR = (NR, ER). Here, NR

is the set of all devices, and ER is the set of all communication
links between devices. We denote resources of each device
k ∈ NR as a vector ck = (ck1 , c

k
2 , · · · , ckS), where cks ≥ 0

(1 ≤ s ≤ S) is the amount of type s resource of device k.
2) Service Model: We assume that I types of services G =

{G1, G2, · · · , GI} are provided simultaneously in our system.
Each service Gi ∈ G is modelled as a directed acyclic graph
(DAG) Gi = (N i, Ei), where N i represents the set of all
microservices of Gi, and Ei is the set of all microservice
dependencies. We denote all microservices in the system as
N = ∪Ii=1N

i. For each v ∈ N , we have following definitions.

• Source: a microservice with no incoming edge.
• Sink: a microservice with no outgoing edge.
• Joint: a microservice with multiple incoming edges.
• Father: a microservice pointing to other microservices.

We denote resources required by each v ∈ N as dv =
(dv1, d

v
2, · · · , dvS), and the location constraint of v (i.e., devices

where v can be placed) as Pv = {k1, k2, · · · , kP }, where
kp ∈ NR (1 ≤ p ≤ P ).

3) Latency Model: Assuming that each service Gi ∈ G has
only one sink, we define Gi’s E2E latency li as:

li = cpcsink − c
dg
source, (1)

where cpcsink is the time when Gi is completed at the sink, and
cdgsource is the time when all data required by Gi are generated
by the source. Similarly, the E2E latency of microservice v is
defined as:

lv = cpcv − cdgsource, (2)

Considering that each joint has to wait for the arrival of all its
fathers’ outputs to start, Eq. (2) can be modified as follows:

lv = max
u∈Uv
{lu + τ tru→v + τprv }, (3)

where Uv is v’s father set. lu, τ tru→v , and τprv denote the latency
of u, the transmission time from u to v, and the processing
time of v, respectively.

C. Problem Identification

As mentioned above, the goal of service placement is to
minimize the overall service response latency under con-
straints in terms of device resource and service requirements.
We denote a service placement strategy asM = ∪|N |v=1(v, kv),
where each tuple (v, kv) represents placing microservice v at
device kv . We define a placement indicator as:

xv,k =

{
1, if (v, k) ∈M;
0, otherwise. (4)

Based on our system model, we formalize the service place-
ment issue as the following optimization problem:

min
M

L =

I∑
i=1

li (5)

s.t.
∑
v∈N

dvsxv,k ≤ cks ,∀k ∈ NR, 1 ≤ s ≤ S; (6)∑
k∈NR

xv,k = 1,∀v ∈ N ; (7)

k ∈ Pv,∀(v, k) ∈M. (8)

Here, the optimization objective (5) is to minimize the overall
E2E service latency L. Constraint (6) guarantees that resources
required by each microservice do not exceed the capacity
of the device where it is placed. Constraint (7) ensures that
there exists no microservice placed on more than one device
simultaneously. Constraint (8) indicates that all microservice
placements must meet the location constraint. Obviously, when
all parameters (including ck for ∀k ∈ NR, dv and Pv for
∀v ∈ N , as well as τ tru→v and τprv for ∀v ∈ N under
all possible M) are determined, problem (5) is a typical
combinatorial optimization problem, which is NP-hard [27].
Since that exhaustive searching solutions like back-tracking
and branch-and-bound are time-consuming (or even compu-
tationally prohibitive), we establish a heuristic method to seek
for an approximately optimal solution in Section IV.

However, for parameter assignment, different from deter-
ministic ck, dv , and Pv , it is quite expensive to profile
actual microservice-level processing and transmission time
under all placement strategies, and the service waiting (or
queueing) time is difficult to estimate (denoting the set of all
latency-related parameters as T ). Therefore, a proper latency
estimation method is necessary. Existing approaches [12],
[18], [21] adopt various mathematical models as the latency
estimator. For example, in [18], τ tru→v is computed using d/b
as transmitting load d over a link with bandwidth b from u
to v, and τprv is calculated as τprv = cv

vk
, where cv is the

computation requirement of v, and vk is the total computation
capacity of k. Such idealized models cannot fully represent
the (non-linear) E2E latency of multi-hop microservices in
practical systems, which are severely hindering the service
placement effectiveness. To address this issue, we focus on
the development of an accurate data-driven service latency
estimator in Section V.

IV. MICROSERVICE PLACEMENT IN EDGE-CLOUD
COLLABORATIVE SMART MANUFACTURING SYSTEMS

In this section, assuming that all accurate parameters are
available, we seek for a heuristic method to achieve the
approximately optimal solution to problem (5). Specifically,
based on facts that computing at edge devices can significantly
reduce the transmission time, and the Cloud possesses almost
unlimited computation resources, we propose a latency-aware
edge-cloud collaborative placement (LaECP) algorithm (see
Algorithm 1), whose basic idea is to place as more microser-
vices on edge devices as possible for the reduction of overall
latency. Only when there are insufficient edge resources will
microservices (and their subsequence) be placed on the Cloud.
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Algorithm 1: LaECP
Input:
G: DAGs of all services;
ls: latency sensitivities of all services;
NR: set of all devices;
ck,∀k ∈ NR,(dv,Pv),∀v ∈ N ,T : system parameters;
Output:
M: placement strategy.

1 G′ ← sort all G ∈ G in descending order by ls;
2 Q ← regard G′

as a forest and sort all v ∈ N with
BFS;

3 for each v ∈ Q do
4 kv ← NULL, lv ← +∞, flag ← 0;
5 if Cloud ∈ Uv then
6 kv ← Cloud;
7 lv ← v’s latency calculated with Eq. (3);
8 continue;
9 end

10 for each k ∈ NR \ {Cloud} do
11 if dv 4 ck and k ∈ Pv then
12 flag ← 1;
13 l′v ← v’s latency calculated with Eq. (3);
14 if l′v ≤ lv then
15 lv ← l′v , kv ← k;
16 end
17 end
18 end
19 if flag == 0 then
20 go to Line 6;
21 end
22 ckv = ckv − dv , M←M∪ (v, kv).
23 end

As shown in Algorithm 1, initially, all services are sorted in
descending order by service-specific and user defined latency
sensitivities ls = (ls1, ls2, · · · , lsI) (Line 1) and formed as
a forest. Next, all microservices are assigned with different
placement orders by conducting Breadth-First-Search (BFS)
in the forest (Line 2). Then, for each microservice v, edge
device kv with the lowest latency while satisfying location
constraint Pv and service resource requirements dv simultane-
ously (Lines 10∼18) is determined. If resources of the selected
edge device are insufficient, or v’s fathers Uv are placed on
the Cloud, v is placed on the Cloud (Lines 5 ∼ 9 and 19).

V. DATA-DRIVEN E2E LATENCY ESTIMATION OF
EDGE-CLOUD COLLABORATIVE SERVICES

In this section, focusing on the issue of inaccurate latency
estimation based on idealized mathematical models, we pro-
pose a data-driven method to accurately estimate the E2E
latency of edge-cloud collaborative services. Specifically, our
latency estimator is constructed based on a machine learning
model (i.e., XGBoost [24]) trained upon a large number of
service latency samples collected from our real-world collab-
orative smart manufacturing prototype. We first introduce three

major components of our approach, i.e., latency sample gener-
ation, feature engineering, and latency estimator, then conduct
an explicit case study on smart semiconductor manufacturing.

A. Latency Sample Generation

To train an accurate estimator, we need a large number of
service latency samples under different representative place-
ment strategies. To address this issue, we develop an automatic
latency sample generation method with following steps.

1) Profiling and Modelling: There are multiple heteroge-
neous devices and various multi-hop services in a specific
collaborative system. It is necessary to first profile the in-
formation of all resources, services, as well as their mutual
dependencies within the given system. Based on such a
profile, corresponding models can be established according to
Subsection III-B.

2) Placement Filtering: It is obvious that service latency
varies drastically under different placement strategies. To
comprehensively reflect the impact of service placements,
we prefer to collect latency samples under as many differ-
ent placement strategies as possible. However, it is time-
consuming (or even infeasible) to enumerate all placements
in practice. Therefore, we intuitively set following principles
to shrink the placement searching space while guaranteeing
that representative placements are sufficiently selected.

(1) For each microservice, the selected placement should
meet both location constraints and resource require-
ments;

(2) For each microservice, devices satisfying location con-
straints should have the same probability to be selected;

(3) Aligned to Algorithm 1, once a microservice is placed on
the Cloud, its subsequence is also placed on the Cloud;

(4) Microservices that cannot be determined through princi-
ples above should be prioritized by latency sensitivities.

Considering principles above, we develop a heuristic place-
ment filtering method. First, we prioritize services according
to their latency sensitivities, and further prioritize microser-
vices of each service through BFS. After that, we traverse
and place each microservice to a randomly selected device
satisfying both resource and location requirements. When all
microservices are placed, we obtain a complete placement
strategy. Then, we repeat the last step for new placements, and
discard those already generated. Finally, the searching process
terminates when sufficient placement strategies (beyond a pre-
defined number) are obtained.

3) Latency Sampling: Services are deployed and executed
to obtain latency samples under filtered placements above.

B. Feature Engineering

For effective training of our data-driven latency estimator,
we conduct feature engineering to integrate more features
intensively related to the E2E service latency with original
samples generated in Subsection V-A.
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1) Feature Extraction based on Expert Knowledge: We first
extract following potential features from peripheral informa-
tion based on expert knowledge.

• Microservice Features. According to [21], latency is
an inherent property of the microservice. Considering
this, we extract relevant features from both resource
requirements (e.g., CPU, memory, storage, and I/O) and
data properties (e.g., arrival rate, size, and number of
messages) of the microservice.

• Resource Features. According to [14], the latency of a
microservice is related to the device where it is placed.
Considering this, we extract features related to the de-
vice from two aspects: physical properties (e.g., CPU
frequency and cores, memory, and storage) and resource
utilization (e.g., CPU and memory utilization).

• Message Features. According to lightweight transporta-
tion protocols (e.g., MQTT3) for edge-cloud collaborative
systems, the latency is influenced by the amount of mes-
sages on the hub. Considering this, we extract message
features like topic number and message volume.

• Father Microservice Features. According to Eq.(3),
the latency of a microservice is impacted by both the
transmission time between itself and its father(s), as well
as the latency of its father(s). Considering this, for a
particular microservice, we extract features of its farther
microservice including the E2E service latency, and all
three kinds of features discussed above.

2) Feature Selection based on Machine Learning: Con-
sidering all potential features extracted above, we determine
those are intensively related to the E2E service latency by
using a widely adopted feature selection method based on
XGBoost [24].

C. Latency Estimator

Our goal now is to train an estimator that, for each (mi-
cro)service, maps the selected features to the E2E latency
based on all engineered samples generated in Subsection V-B.
To address this issue, we train an XGBoost-based regression
model as our latency estimator. Since that different numbers
of father microservices induce samples with different numbers
of features, multiple XGBoost models (one for each set of
samples with the same number of farther microservices) are
trained to form our latency estimator as follows:

lv = XGB|Uv|(micv, resv,mesv,upv), (9)

where micv , resv , mesv , and upv denote the microservice,
resource, message, and father features, respectively.

As discussed above, we have introduced the entire workflow
of our data-driven E2E latency estimation of edge-cloud col-
laborative services. For the ease of comprehension, we conduct
an explicit case study as follows.

3 https://mosquitto.org

D. Case Study: Data-Driven Service Latency Estimation of
Smart Semiconductor Manufacturing

Taking smart semiconductor manufacturing as an example,
we now explicitly describe the process of latency sample
generation, feature engineering, and the construction of our
latency estimator. Particularly, we considered a smart wafer
manufacturing system, where three typical latency sensitive
services were assumed to be supported simultaneously during
the conventional wafer manufacturing process.
• Equipment fault detection identifies faults of production

equipment based on data collected from on-site sensors,
where the E2E service latency (i.e., the time from upload-
ing raw data to identifying equipment faults) should be
minimized to prevent potential manufacturing accidents
while reducing costs. We implemented this service by
constructing an ensemble learning [28] model based
on k-nearest neighbor (KNN) clustering, XGBoost, and
support vector machine (SVM).

• Product defect detection identifies wafer defects from on-
site testing outputs (i.e., wafer maps), where the E2E
service latency (i.e., the time from uploading wafer maps
to identifying wafer defects) should be minimized to
guarantee a high yield rate while reducing costs. We
implemented this service by constructing an ensemble
learning model based on SVM and convolutional neural
network (CNN).

• Equipment remaining useful life prediction uses on-site
sensing data to predict the remaining useful time of
production equipment, where the E2E service latency
(i.e., the time from uploading sensing data to obtaining
prediction results) should be minimized to achieve agile
equipment maintenance. We used an existing implemen-
tation of this service4 based on long short-term memory
(LSTM) network.

For the training of machine learning models constructed
above, considering our case study settings, we used three
public-available datasets.
• SECOM5 (for fault detection) contains 1,597 items in-

cluding features of 590 sensors and one label indicating
the wafer quality during the production process. We used
70% of samples for training and those left for testing.
The model accuracy achieved 98.7%.

• WM-811K6 (for defect detection) includes 811,457 wafer
maps collected from 46,393 lots and annotated into
8 pattern classes by domain experts. We followed the
original division of training and testing sets. The model
accuracy achieved 96.1%.

• Turbofan Engine Degradation7 (for remaining useful
life prediction) includes 20,631 measurements from sen-
sors on 100 turbofan engines8, which has 25 features and
one label. We followed the original division of training
and testing sets. The model accuracy achieved 97%.

4 https://github.com/umbertogriffo/Predictive-Maintenance-using-LSTM.
5 https://archive.ics.uci.edu/ml/datasets/secom.
6 https://www.kaggle.com/qingyi/wm811k-wafer-map.
7 https://ti.arc.nasa.gov/tech/dash/groups/pcoe/prognostic-data-repository.
8 Since there is no accessible dataset of semiconductor manufacturing device

degradation, we used this one as an alternative.
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Fig. 2. Edge-cloud collaborative smart manufacturing prototype.

Notably, all models were trained offline, and each runtime
service provided by the system was actually the inference of
incoming data (i.e., on-site data stream) on the corresponding
trained model. Computations and communications for infer-
ence were modularized and deployed according to our service
placement strategy (will be discussed later).

One thing should be noted is that we used services above
and corresponding implementations for illustration only. Other
services with arbitrary implementations were also applicable.

According to Fig. 1, we constructed a multi-layer and
heterogeneous edge-cloud collaborative prototype for the ex-
ecution of services above. As shown in Fig. 2, our prototype
is composed of one Cloud server (a virtual server on the
public Cloud), and multiple heterogeneous edge (two x86
based PCs, i.e., a MiniServer and a laptop, and an ARM based
development board, i.e., an Nvidia Jetson Nano) and end (three
ARM based development boards, i.e., three Raspberry Pis)
devices. Due to the page limitation, detailed device specifica-
tions and communication bandwidth settings are summarized
in Table A1 in Appendix A, which can be found in the
supplementary material. Based on our collaborative prototype
with multiple services, our data-driven latency estimator was
constructed as follows.

1) Latency Sample Generation: According to Subsec-
tion V-A, we generated latency samples by actually execut-
ing services above on our prototype. Specifically, we de-
ployed SECOM, WM-811K, and Turbofan Engine Degrada-
tion datasets on three end devices, respectively. During system
execution, each end device iteratively drew a sample from the
entire dataset with a fixed frequency (i.e., data rate) as the
on-site input of the corresponding service.

Profiling and placement filtering. According to our design,
as shown in Fig. 3, we first analyzed and modularized all
three services into multiple microservices with DAG represen-
tations. Microservices could be placed on any device as long
as both location constraints and resource requirements were
satisfied. Notably, we used MQTT to implement the transmis-
sion between upstream and downstream microservices.

Then, for accurate profiling of resource requirements, we
implemented and executed all microservices with docker
containers9, and developed an automatic container re-

9 https://www.docker.com

End: Edge: Cloud: Pending:

Fault Detection

source

source

statistical feature

autoencoder feature

feature extraction

SVM

 CNN

LSTM

ensemble

ensemble

storage

Defect Detection

Remaining Useful Life Prediction

Jetson Nano 

XGBoost

Public Cloud 

Placement Strategy No.10

Raspberry Pi 2

Raspberry Pi 3

source
Raspberry Pi 1

feature extraction
Laptop

KNN
Laptop

MiniServer

SVM
MiniServer

MiniServer

Laptop

Public Cloud Public Cloud 

Laptop

Laptop

Jetson Nano 

Fig. 3. DAG representations of services, where placements of all pending mi-
croservices need to be determined. A random placement strategy (i.e., No.10)
is presented as an instance. We manually set specific location constraints for
randomly selected microservices (e.g., ‘XGBoost’ on edge devices). Other
constraints could be set without affecting our approach’s effectiveness.

TABLE I
THREE LATENCY SAMPLES UNDER PLACEMENT STRATEGY NO.10.

Service
Name

Microservice
Name

System
Running Time

Average
E2E Latency

Fault Detection feature extraction 2s-3s 1.4ms
Fault Detection KNN 2s-3s 1.7ms
Fault Detection ensemble 2s-3s 2.3ms

source monitoring (CRM) method based on BEK10 (i.e.,
Beats, Elasticsearch, and Kibana). Due to the page
limitation, the detailed profile of all microservices is presented
in Table B1 in Appendix B. Based on such a profile, we
obtained 1,596 filtered placement strategies according to the
heuristic method in Subsection V-A.

Latency sampling. With the service profile and all filtered
placements, we used the docker-compose template and
shell scripts to automatically launch each microservice
on corresponding devices according to different placement
strategies. Furthermore, we adopted the GNU Make tool to
organize the network configuration, and remotely executed all
shell scripts for 1,596 placements. For each placement, we ex-
ecuted all services on our prototype for 80s, where the latency
of each message in each microservice was measured and stored
in MongoDB11. In this case, 860,000 latency samples were
collected in total, and 430,545 valid samples were selected
by removing outliers caused by power failure and network
interruption. For the ease of understanding, several latency
samples under placement strategy No.10 (see Fig. 3) are shown
in Table I. For instance, during the system running period of
[2s, 3s], the average E2E latency of microservice ensemble (the
same as that of service equipment fault detection) we measured
is 2.3ms, which is the average time between Rasperry Pi 1
uploads a sample drawn from SECOM and MiniServer obtains
the result of fault detection.

10 https://github.com/elastic.
11 https://www.mongodb.com
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2) Feature Engineering: According to Subsection V-B, we
first extracted potential features in terms of microservice,
resource, message, and father microservice, which were in-
tegrated with original latency samples. Based on the number
of farther microservices, valid samples were categorized into
three sets with 29, 44, and 59 features, respectively. Then,
an XGBoost model was trained for each categorized sample
set separately to obtain the E2E latency-related feature im-
portance, where features with an importance value of 0 were
neglected. Finally, by setting up feature importance thresholds
(i.e., 154, 50, and 100), 19, 24, and 33 features were selected
for our categorized sample sets, respectively. Due to the page
limitation, the pipeline of XGBoost-based feature selection and
the result on the sample set with one father microservice are
illustrated in Fig. C1 in Appendix C.

3) Latency Estimator: Aligned to Subsection V-C, for each
categorized sample set after feature engineering, we set 80% of
samples as the training set and those left as the testing set (for
performance evaluation). Accordingly, three XGBoost models
XGB1∼3 respectively trained on three categorized training
sets were treated as our latency estimator.

VI. PERFORMANCE EVALUATION

In this section, we thoroughly evaluate the performance of
our data-driven E2E service latency estimator (see Section V)
and our service placement mechanism MPCSM (the latency
estimator integrated with our placement algorithm LaECP (see
Section IV)). Specifically, all experiments were conducted on
our prototype (see Subsection V-D), where all experimental
settings remained the same as that in the case study.

A. Comparisons

For effectiveness validation, we compared the performance
of our data-driven latency estimator (i.e., XGB) and MPCSM
(i.e., XGB-LaECP) with that of state-of-the-art latency esti-
mators and service placement mechanisms, respectively.

1) Comparing Latency Estimators:
• Mat [18]. Microservice v’s latency lv is calculated by

summing up v’s transmission time τ tru→v , processing time
τprv , and the latency of its father u. Particularly, τ tru→v

is calculated as d/b for transmitting load d over a link
with bandwidth b from u to v. τprv is calculated as τprv =
cv/vk, where cv is the computation requirement of v, and
vk is the total computing capacity of k.

• Que [21]. Based on Mat, Que further optimizes the
calculation of τprv by integrating the queuing theory.
Particularly, there is τprv = avcv

vk(vk−avcv)
, where av is the

message arrival rate.
• MPC [14]. With the same transmission time model τ tru→v

of both Mat and Que, MPC, as a hybrid estimator,
maintains an n-order polynomial regression model (based
on CPU utilization feature) for each microservice on each
device to estimate processing time τprv .

For a fair comparison, all other parameters of Mat, Que,
and MPC were assigned with values we actually measured
(see Table A1 and Table B1). The dataset for MPC regression
was also derived from our latency samples.

TABLE II
RMSES OF MICROSERVICE LATENCY ESTIMATIONS AT DIFFERENT

SYSTEM RUNNING TIME (SECONDS).

10 20 30 40 50 60 70 80

XGB-1 17.40 13.68 16.66 14.05 13.68 10.71 9.57 8.65
MPC-1 11.73 11.89 12.29 12.90 14.82 14.43 15.42 30.37
Que-1 21.35 22.48 25.52 28.81 31.16 21.30 22.32 24.15
Mat-1 21.54 22.74 25.82 29.14 31.51 21.51 22.56 24.39

XGB-2 2.84 9.70 5.06 4.43 5.80 3.57 4.08 5.33
MPC-2 48.72 46.27 43.36 40.41 38.61 33.54 30.50 35.20
Que-2 49.52 49.07 54.45 60.04 64.34 44.94 45.29 49.19
Mat-2 50.05 49.73 55.20 60.82 65.15 45.48 45.88 49.80

XGB-3 0.27 0.58 0.361 0.55 0.64 0.35 0.31 1.07
MPC-3 1.58 2.56 3.32 4.05 3.70 2.25 2.81 5.02
Que-3 3.90 6.11 8.68 11.35 13.40 18.26 20.62 9.24
Mat-3 4.27 6.46 9.03 11.70 14.31 18.62 20.98 9.53

2) Comparing Service Placement Mechanisms: We com-
pared the performance of MPCSM (i.e., XGB-LaECP) on
reducing the overall system service latency with that of
following service placement mechanisms12.
Baseline mechanisms without latency estimator:
• CloudOnly. All microservices are placed on the Cloud.
• BestFit [29]. Sorting all microservices with Algorithm 1,

each microservice is placed at the device with the least
remaining resources while satisfying all requirements.

• RoundRobin [30]. Sorting all microservices with Algo-
rithm 1 , all microservices are sequentially placed at all
devices satisfying all requirements in a looping manner.

LaECP with mathematical latency estimators:
• Comparisons with Mat/Que-LaECP were conducted for

a comprehensive evaluation.
Existing mechanism with data-driven latency estimators:
• MPC-LaTS [14]. Sorting all microservices with Algo-

rithm 1 , microservices at each layer of the forest are then
sorted in descending order according to the processing
time (estimated by MPC). Each microservice is placed
at the device with the minimal latency while satisfying
resource and location requirements.

• A comparison with MPC-LaECP was conducted for a
comprehensive evaluation.

B. Evaluation Metrics

To evaluate the accuracy of latency estimators, we measured
the RMSE between the actual latency and the output of
different estimators. For the performance evaluation of service
placement mechanisms, we measured the overall latency of all
services in the system.

C. Performance of Data-Driven Latency Estimator

We fed samples in the three categorized testing sets gener-
ated during latency sampling to our latency estimator (XGB−
1/2/3) and all comparatives (MPC − 1/2/3, Que − 1/2/3,
and Mat−1/2/3), respectively, for latency estimation. RMSEs

12 Since all comparisons are designed for systems with a single service, they were
fed with all microservices sorted by Algorithm 1 as one multi-hop service.
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Fig. 4. The overall service latency at different system running time (seconds).

of all estimators along the system running time are demon-
strated in Table II. Obviously, compared with Mat and Que,
RMSEs of our approach are about 2×, 10×, and 10× less on
sample sets 1 ∼ 3, respectively. Compared with MPC, RMSEs
of our approach are about 2×, 7×, and 5× less, except for that
from XGB−1 during the first 40 seconds of system execution.
In fact, for microservices with one father (i.e., sample set 1),
there are fewer messages in the system during the first 40
seconds, and the major factor affecting service latency is the
processing time. In such a scenario, since that MPC maintains
a processing-specific latency estimator for each microservice
on each device, it outperforms our approach that maintains
a ‘global’ estimator for all microservices on all devices.
However, when the number of message increases (i.e., from
50 seconds), transmission time induces more obvious impacts
on the latency. Our approach then obviously outperforms
MPC who cannot accurately estimate the transmission time.
Similarly, since that the transmission time has greater impacts
on the latency of multi-father microservices, our approach (i.e.,
XGB−2/3) always outperforms MPC (i.e., MPC−2/3) on
the other two sample sets.

Such results indicate that our approach manages to ac-
curately estimate the E2E latency of multiple services in
collaborative smart manufacturing systems. Furthermore, the
stability of our latency estimator’s RMSE during system
execution demonstrates the effectiveness of our approach when
the number of messages increases.

D. Performance of Service Placement Mechanism

We deployed all three system services on our prototype
according to the output of our service placement mechanism
and all comparatives, respectively. With each deployment, we
executed the prototype for 80s while recording the overall sys-
tem service latency (i.e., the sum of the up-to-date average E2E
latency of all services). For a fair comparison, we conducted
three executions for each deployment, and calculated the

average overall latency of each service placement mechanism.
Corresponding results are demonstrated in Fig. 4. Obviously,
our approach (i.e., XGB-LaECP) induces the lowest overall
latency among all comparatives.

Comparing to baseline mechanisms without latency estima-
tor (i.e., CloudOnly, BestFit, and RoundRobin), XGB-LaECP
manages to achieve 10×, 4×, and 4× less overall latency,
respectively. This clearly demonstrates the effectiveness of
MPCSM on speeding up the overall service response in edge-
cloud collaborative systems.

Comparing to Mat-LaECP and Que-LaECP with mathemat-
ical latency estimators, XGB-LaECP manages to achieve 5×
and 4× less overall latency, respectively. This indicates that,
as we expected, the introduction of our data-driven latency
estimator (i.e., XGB) significantly enhances the effectiveness
of collaborative service placement.

Comparing to the state-of-the-art hybrid mechanism MPC-
LaTS [14] with the processing-specified data-driven latency
estimator MPC, the overall service latency of XGB-LaECP
is 81 milliseconds less on average. In addition, comparing
to our extensive mechanism MPC-LaECP, the overall latency
of XGB-LaECP is 34 milliseconds less in average. Such
observations validate that our data-driven E2E service latency
estimator outperforms the state-of-the-art hybrid estimator
(that combines data-driven processing time estimation and
mathematical model-based transmission time estimation) in
supporting effective collaborative service placement.

VII. DISCUSSION ON LIMITATIONS

In this section, we discuss the limitations of MPCSM.
Real-world latency sample acquisition. As a common

problem of data-driven solutions, the training of our latency
estimator requires a considerable number of samples generated
by executing all services on our prototype under different ser-
vice placement strategies. Even that we significantly reduced
the number of service executions with our placement filtering
method (i.e., from 410 (1, 048, 576) to 1, 596), it took us
four days to collect required samples. To enhance MPCSM’s
efficiency in real-world large-scale systems, the online learning
approach needs to be applied to incrementally optimize the
latency estimator at system runtime.

Static service placement. For emerging collaborative smart
manufacturing systems, MPCSM provides a solution to static
microservice placement that minimizes the overall service la-
tency by fully utilizing heterogeneous edge devices. However,
it cannot dynamically adjust the placement strategy when
system changes. Specific refinements need to be conducted
on LaECP for dynamic service placements based on system
metrics monitored at runtime.

VIII. CONCLUSION AND FUTURE WORK

In this paper, we present MPCSM for microservice place-
ment in edge-cloud collaborative smart manufacturing sys-
tems. Specifically, we propose a data-driven E2E service
latency estimation method to eliminate the negative impact
of inaccurate service latency estimation on the effective-
ness of service placement. Through a thorough case study
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on smart semiconductor manufacturing with three latency-
sensitive services, 860, 000 latency samples were collected
and analyzed for the training of our XGBoost-based latency
estimator. Extensive experimental results demonstrate that our
E2E latency estimator significantly outperforms conventional
mathematical models and existing hybrid latency estimator (up
to a 10× less RMSE), and our service placement mechanism
MPCSM (i.e., XGB-LaECP) manages to obviously reduce
the overall service latency comparing to existing approaches
(up to a 10× less overall service latency). Our future work
is to enhance MPCSM with both online latency estimator
and dynamic service placement algorithm for the effective
application in large-scale systems.
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