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Abstract—We introduce HammerDrive, a novel architecture
for task-aware visual attention prediction in driving. The pro-
posed architecture is learnable from data and can reliably infer
the current focus of attention of the driver in real-time, while
only requiring limited and easy-to-access telemetry data from the
vehicle. We build the proposed architecture on two core concepts:
1) driving can be modeled as a collection of sub-tasks (maneuvers),
and 2) each sub-task affects the way a driver allocates visual
attention resources, i.e., their eye gaze fixation. HammerDrive
comprises two networks: a hierarchical monitoring network
of forward-inverse model pairs for sub-task recognition and
an ensemble network of task-dependent convolutional neural
network modules for visual attention modeling. We assess the
ability of HammerDrive to infer driver visual attention on data
we collected from 20 experienced drivers in a virtual reality-based
driving simulator experiment. We evaluate the accuracy of our
monitoring network for sub-task recognition and show that it
is an effective and light-weight network for reliable real-time
tracking of driving maneuvers with above 90% accuracy. Our
results show that HammerDrive outperforms a comparable state-
of-the-art deep learning model for visual attention prediction on
numerous metrics with ∼13% improvement for both Kullback-
Leibler divergence and similarity, and demonstrate that task-
awareness is beneficial for driver visual attention prediction.

Index Terms—Advanced Driver-Assistance Systems, Visual
Attention, Task Recognition, Simulated Driving, HAMMER.

I. INTRODUCTION

D ISTRACTION, or misplaced attention, is regarded as the
leading cause of vehicle accidents [1]. Several studies

have confirmed this and have found distinct connections
between driving accidents to some form of distraction [2],
[3]. While advances in computing have fueled increasingly
complex and intelligent systems for active safety assistance in
driving, active monitoring still represents a challenge for the
deployment of Advanced Driver-Assistance Systems (ADAS).
Active monitoring systems are required to timely and reliably
evaluate both the driver’s actual focus of attention and the ideal
focus of attention for the driving task [4], [5].

In this paper, we introduce a model for visual attention
prediction in driving. In line with the literature [5], [6], we
formalize the problem as human visual attention modeling,
or eye fixation prediction, which has been an active research
topic in computer vision, robotics and neuroscience for many
years [7]. Human visual attention modeling can be described as
the task of inferring the focus of attention of a human observer
when looking at images or videos. Led by the pioneering work
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by Itti et al. [8], many studies have focused on designing
computational vision attention models that can predict human
eye fixations in static image observation [9], [10].

The advent of deep neural networks, together with large-
scale publicly available datasets and benchmarks, have further
improved static visual attention models, up to the point where
it is not possible to differentiate model predictions from
human fixation maps [9], [11]. However, visual attention
models for static image viewing cannot address nor leverage
the known correlation between human fixation patterns and
time [12]. Static-scene viewing models assume the observer to
have multiple seconds of observation over a single image,
while dynamic-viewing, as in driving, is characterized by
significantly shorter times per frame [13]. Behavioral studies
have also shown that motion is a key component in human
attention [14]. The ability to predict human eye fixations in
dynamic environments has several real-world applications,
spanning from attention-based video compressing [15] to
human-robot-interactions [16], [17].

In this paper, we focus on visual attention prediction in
highway driving, where it offers significant applications for
ADAS [18], such as blind spot control, distraction detection
or lane-change assistance [19], [20]. Recently, ADAS have
experienced an increasing interest in research as they aim to
improve driving safety and comfort. While active safety fea-
tures, e.g., collision avoidance and lane change assistance [21],
[22], have achieved notable success, many challenges still exist
for driver monitoring-based assistance [4], [23]. Among these,
the major source of complexity is the need to be able to predict
future intentions of drivers and their attention allocation in
a continuous and reliable manner [4]. Furthermore, ADAS
have additional computational constraints, as they need to
be deployed on platforms with limited resources, such as
embedded systems [24].

In this context, we introduce a novel architecture, namely
HammerDrive, for visual attention prediction in simulated
driving. The proposed architecture exploits real-time ma-
neuver recognition for task-aware visual attention modeling,
as overviewed in Fig. 1. HammerDrive uses easy-to-access
telemetry data from the vehicle, i.e., location, steering angle,
speed and throttle, to perform reliable and real-time prediction
of visual focus of the driver. Driving maneuver recognition
is performed by a Hierarchical, Attentive, Multiple Models
for Execution and Recognition (HAMMER) [25] network,
which is a general framework for recognizing and executing
actions by selecting modules depending on their prediction
error. Visual attention prediction is performed via ParRMDN, a
task-dependent ensemble of recurrent mixture density networks
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Fig. 1. Overview of HammerDrive. The proposed architecture uses scene and
telemetry data (red). HAMMER (blue) uses telemetry data to track the current
driving maneuver in real-time. A front camera provides scene information to a
convolutional 3D (C3D) network, a feature extraction module. These features
are processed by ParRMDN (green), an ensemble of neural networks, whose
outputs are scaled according to the HAMMER task feedback signal.

(RMDNs) [26]. In HammerDrive, HAMMER recognizes in
real-time the maneuver the driver is currently performing and
sends this information to ParRMDN, which predicts the focus of
attention of the driver. Although we investigate the application
of the proposed framework in simulated driving, we advocate
that the highly modular nature of HAMMER allows our model
to be generalized also to non driving-related applications. The
proposed architecture is trained and evaluated on data acquired
from our custom driving simulator.
The contributions of the paper are as follows:

1) We present a novel architecture for real-time driver focus
prediction, where multiple visual attention modules are
dynamically activated via a task-driven attention scheduler;

2) We evaluate HAMMER task-monitoring performance
over three different driving maneuvers, namely lane
maintenance, lane changes to the left and right, and
investigate performance-complexity trade-offs of data-
driven and model-based implementations;

3) We analyze and compare the proposed task-aware visual
attention architecture against RMDN in terms of infor-
mation gain, Kullback-Leibler divergence, similarity and
cross correlation.

The rest of the paper is organized as follows: Section II
provides an overview of related works. Section III formalizes
the problem of visual attention prediction and introduces the
proposed architecture. Section IV focuses on an in-depth
explanation of HAMMER and its implementation for simulated
driving, while Section V describes both implementation and
training procedure of the RMDN modules. The data acquisition
methodology is described in Section VI, highlighting both the
experimental setup and data collection process. Section VII
analyses the results and performance achieved by the proposed
architecture. Section VIII discusses limitations of HammerDrive
and lists open challenges. Finally, Section IX summarizes
the contributions of the paper and outlines future research
directions.

II. RELATED WORKS

HammerDrive is related to computational visual attention
modeling in driving (Section II-A) and biologically inspired
driver behavior modeling for Advanced Driver-Assistance
Systems (Section II-B).

A. Visual Attention Modeling in Driving

Driving represents a key application of visual attention
modeling in top-down driven daily tasks [11]. We identify
two main approaches to infer driver visual attention: one
where it is estimated via an interior camera facing the driver
exclusively [27], [28], [29], and one where it is combined with
an additional camera facing the scene [5], [6], [30], [31], [32],
[33].

The works in [27], [28], [29] exploit interior cameras facing
the driver to estimate with high precision whether the driver is
focusing their attention at the rear-view mirror, windshield or
dashboard. However, such approaches cannot infer the focus
of attention within the scene in front of the driver [27], [29],
but only whether the driver is looking through the windshield.
To estimate if the driver is looking at a crossing pedestrian or
traffic lights, a secondary camera, such as the one assumed for
HammerDrive or maneuver assistance [22], [34], is needed.

In line with this, Palazzi et al. in [5] introduced a multiple
bottom-up branch model that employs Convolutional Neural
Networks (CNNs) and leverages on visual information from
the scene, motion from optical flow and semantic segmen-
tation to refine fixation maps. Similarly, [30] introduced a
fully CNN-based network for human attention prediction in
driving video observation. These models achieve state-of-the-
art performance in video saliency detection in driving, however
they are inherently task-unaware. Sensory based, i.e., bottom-
up, approaches are limited in visual attention modeling, as
past literature showed that human attention patterns greatly
depend on the task and sub-tasks, especially in driving [35].
Recent task-aware top-down approaches have proven to be
very promising for visual attention modeling in driving, but
they have been tested on datasets where observers were either
looking at static images [6], [32] or not actively driving [31].
However, human vision and actions are strongly correlated, as
gazes are used to collect the information required to perform
an action [36]. Toward this end, HammerDrive integrates active
real-time maneuver tracking and exploits this information to
guide visual attention prediction towards meaningful goals for
the driver in a top-down manner.

B. Biologically Inspired Driver Behavior Modeling for ADAS

The proposed framework for visual attention prediction is
also closely related to driver modeling for Advanced Driver-
Assistance Systems (ADAS). Driver modeling can be applied to
a large number of problems; here, we focus on the challenging
task of building human-like models of expert drivers to
intervene in a shared-control manner.

Building on the concept of artificial co-driver [37], authors
in [38], [39] have designed biologically inspired multi-layered
systems that replicate expert human behavior to provide shared-
control assistance in driving. Similarly to HammerDrive, these
works build on modular hierarchical systems that perform goal-
oriented action prediction. The system simultaneously computes
action request signals related to all plausible goals, and then
sorts them according to a fitness criterion to perform take-
over maneuvers. Authors in [40] have developed an assistance
system that combines driver modeling to mirror human-like
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Fig. 2. Visual attention inference procedure in HammerDrive. The block to the left (red) lists the sensor readings required during validation. The bottom
blocks (blue) show task tracking using HAMMER network via easy-to-access telemetry data. The top network (green) depicts both C3D and ParRMDN and
represents the visual attention predicting component of HammerDrive. The outputs from both networks are combined as a weighted-normalized sum (purple).

maneuvers with driver monitoring to detect drowsiness and
inattention to trigger take-overs from the system.

The proposed HammerDrive architecture is also closely
related to the Adaptive Control of ThoughtRational (ACT-R)
driver model from [41], [42], which has been successfully
applied to describe driver behavior in a vast number of
scenarios. The model builds on the ACT-R architecture [43],
which exploits on modularity, seriality and parallelism to infer
driver behavior and focus of attention during driving. The
ACT-R model comprises of three primary components: control,
monitoring and decision making. The control component
directly relates to HammerDrive, as it regulates the relationship
between perception and vehicle manipulation for lateral and
longitudinal control, i.e., steering and accelerating, respectively.

Driver modeling can also be applied to autonomous vehi-
cles [44], as human-like behavior is often considered safer
and more acceptable for users [45]. In line with the above,
the proposed framework defines a human-like computational
model of visual attention, by building on biological evidence
of action planning methodologies in humans [25].

III. PROBLEM AND MODEL

We formalize driver visual attention modeling as a special
case of eye gaze fixation prediction. Eye fixation prediction is
defined as a general problem of function estimation.

A. Problem Formulation

Given a group of Nsub subjects, we define the corresponding
visual attention dataset as

D =
{

(xsi | csi )Ni=1

}Nsub

s=1
, (1)

where the tuple (xsi | csi ) identifies two tf -long sequences:
a) a sequence of gaze locations xsi = [xsi (t)]

tf
t=0 and b) a

sequence of frames csi = [csi (t)]
tf
t=0, which we refer to as a

clip. Sub-indices i and super-indices s differentiate between
data samples and subjects, respectively. In other words, xsi (t)
is the instantaneous gaze location of the s-th subject while
they were looking at frame csi (t).

The task of visual attention modeling is the derivation of a
function f(·), that can estimate the most likely gaze location

of a driver x̂si (t) given a specific frame csi (t). This corresponds
to the following optimization problem

P : min
f∈F

Nsub∑
s=1

N∑
i=1

Γ (f(csi ),x
s
i ) , (2)

where the operator Γ(·) is used to identify the chosen loss
function, in our case the negative log-likelihood, see Section V.
In the following subsection, we introduce the proposed model,
namely HammerDrive, to solve the optimization problem P .

B. HammerDrive Model
The proposed HammerDrive model, visually presented in

Fig. 2, is characterized by two main networks: ParRMDN, an
ensemble of Recurrent Mixture Density Networks (RMDN) for
visual attention prediction (top, green) and a HAMMER-based
action recognition network (bottom, blue). Our architecture
builds upon the concept that human visual attention can be
modeled as an ensemble of bottom-up networks competing
for resources, given top-down task-aware guidance. Under
this assumption, the competition for resources is modeled and
controlled via a task-aware top-down driven attention network.
1) HAMMER acts as a top-down driven attention network
that recognizes in real-time the maneuver of the driver and
instructs the ParRMDN network on which modules to activate.
The network can be formalized as an ensemble of multiple
parallel modules [25], each designed to provide the confi-
dence/likelihood of a specific driving maneuver. The HAMMER
network offers great flexibility in the implementation of
its modules, allowing the coexistence of modules based on
kinematic models, neural networks or Kalman filters, see [46].
After the confidence values of all modules have been computed,
they are used to perform a weighted sum of ParRMDN
predictions. We describe HAMMER in Section IV.
2) ParRMDN operates as an ensemble of RMDN modules,
each trained to predict visual attention in the occurrence of a
specific driving maneuver. The modules are defined according
to [26] and build upon the concept of cascading a recurrent
neural network with mixture density networks [47]. We perform
feature extraction over a tf -long clip of images via a pre-
trained Convolutional 3D (C3D) network [48]. We introduce
the formulation and training of RMDN modules in Section V.
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IV. HAMMER

Task-awareness in HammerDrive is achieved by means
of a HAMMER-based action recognition network [25]. The
network recognizes a set of actions (maneuvers) L with
cardinality ‖L‖ = L and consists of L pairs of inverse and
forward models operating in parallel. This section provides a
detailed introduction to HAMMER’s paradigm, together with
its pseudocode implementation in Algorithm 1.

A. Overview

Considering a maneuver l ∈ L, we define the corresponding
inverse model f lI as the function that takes as input the system
state s (t) at time step t, and computes the control commands
al (t) to be applied to the system to achieve that goal. The
forward model f lF takes as input the current state of the system
s (t) and control commands al (t) to compute the predicted
state of the system at the next time step ŝl (t+ 1). Once
the predicted state of the system for the l-th module has
been computed by sequentially evaluating inverse and forward
models, it is then compared to the actual system state at the next
time step s (t+ 1). The comparison results in an error signal
that is used to increase or decrease the confidence value of the
maneuver that corresponds to the l-th module. The maneuver
corresponding to the module with the highest confidence value
is considered as an estimate of the driver’s intention.

In our study, we focus on L = 3 maneuvers: 1) lane
maintenance, 2) lane change to the left and 3) lane change
to the right. Since all these maneuvers relate to control inputs
over the steering wheel, the definition of corresponding inverse-
forward model pairs, i.e., the cascade of f lI − f lF , ∀ l ∈ L,
is equivalent. Although analytically equivalent, each inverse-
forward model pair differs in the tangential angle assumed for
the way-point. When defining the inverse and forward models
for driving maneuvers, we assume the vehicle to be moving
on a R2 workspace W .

We define the state vector s(t) in time t as

s(t) := [τx(t), τy(t), θx(t), θy(t), v(t)] , (3)

where [τx(t), τy(t), v(t)], represent the x-axis, y-axis location
of the car and speed, respectively, and [θx(t), θy(t)] identify
the x and y-axis components of the unitary forward vector of
the car, i.e., the car heading.

Similarly, we define the input state vector u(t) as follows

u(t) := [w(t), g(t)] , (4)

where w(t) ∈ [−wmax, wmax] represents the steering wheel
angle, with wmax being the maximum turning angle, and g(t) ∈
[0, gmax] is the throttle pedal position of the car, with gmax
being the maximum allowed. We normalize both steering and
pedal range using a simple min-max normalization, hence
w(t) ∈ [−1, 1] and g(t) ∈ [0, 1].

B. Inverse Model Formulation

We formulate the inverse models of HAMMER as functions
that compute the steering input required to move the car from its
current state s(t) towards the L possible behavioral locations.

Algorithm 1 HAMMER Algorithm
Input: State vectors s(t) and s(t+ 1)
Output: Recognized maneuver l

Receive new observation from system s(t+ 1)
for l ∈ L do

Compute way-point direction φl

Compute steering input ŵ(φl) via Eq. (5)
Compute predicted state input ŝ(t+ 1) via Eq. (6)
Compute error value e(t+ 1) via Eq. (8)

end for
Identify most probable module as argmin e(t+ 1)
Compute confidence instance ψ(t+ 1) via Eq. (9)
Compute confidence level vector ψ(t+ 1) via Eq. (10)
return Identify recognized maneuver as argmaxψ(t+ 1)

We employ an orientation correction approach [49], where
we discretize a unidirectional road into three separate virtual
lanes [4]. Given the current state of the car s(t) we define three
way-points or maneuver goals, one per behavioral location and
located at fixed road-distance from the location of the vehicle.
After the way-points have been identified and their location has
been computed, the algorithm evaluates the angular distance
between the direction of the car in its current state, i.e., [θx, θy],
and the tangential angle of the l-th way-point φl. The angular
differences identify the set of steering angles required for the
car to proceed towards the corresponding way-points and is
used to compute an estimate of the steering input ŵ(t) via linear
mapping. We define the inverse model function for steering as

f lI : ŵ(φl) =
(θ − φl)
wmax

=
(arctan (θy/θx)− φl)

wmax
, (5)

where θ represents the direction of the car or yaw and φl
identifies the tangential angle for the l-th way-point. Time-
dependence of parameters has been removed to ease notation.

C. Forward Model Formulation

The forward model computes the expected behavior of the
vehicle, given its current state and inputs. The formulation
of a forward model is inherently a trade-off between accu-
racy and complexity. In our case, we favor simplicity over
accuracy, as the proposed architecture is required to rapidly
and simultaneously compute the expected behavior of the
vehicle for multiple maneuvers. We assume a kinematic bicycle
model, which was shown to achieve good accuracy when
modeling vehicle behavior in real-driving scenarios, despite its
simplicity [50]. Under these assumptions, if the time interval
between observation δt is small, the car moves in the same
direction of its rear wheels, i.e., the car direction (θx, θy) in
our case. Following the same notation as for the inverse model,
we formulate the predicted state of the car for the l-th goal as

f l
F : ŝl(t+ 1) =


θ̂x = cos(θ + ŵl · wmax)

θ̂y = sin(θ + ŵl · wmax)
v̂ = v0 + v̇ · δt = v0 + a · δt
τ̂x = x0 + ẋ · δt = x0 + v̂ · cos(θ) · δt
τ̂y = y0 + ẏ · δt = y0 + v̂ · sin(θ) · δt

 . (6)

While we presented a kinematics-based approach for
HAMMER, its high modularity allows the inclusion of more
complex models, such as inverse-forward pairs of Neural Net-
work (NN) models, which we will evaluate in Section VII-C.
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D. Confidence Extractor

Once inverse-forward model pairs have been computed for all
the considered maneuvers, their outputs are used at a prediction
verification stage to generate a set of error signals. We define
the RL×1 error vector e(t+ 1) as

e(t+ 1) = [el(t+ 1), ∀ l ∈ L]
= [ε(ŝl(t+ 1), s(t+ 1)), ∀ l ∈ L] ,

(7)

where el(t+1), ŝl(t+1) and s(t+1) identify the error value, the
predicted state and the actual state corresponding to the l-th ma-
neuver, respectively. Here, the operator ε (ŝl(t+ 1), s(t+ 1))
is used to represent the error function that compares the state
vectors received in argument. Without loss of generality, we
compute ε(·) as the Euclidean distance between the predicted
forward direction vector of the vehicle for the l-th maneuver
[θ̂x,l, θ̂y,l] and its true direction. Therefore, we have

ε(ŝl(t+ 1), s(t+ 1)) =

√
(θ̂x,l − θx)2 + (θ̂y,l − θy)2. (8)

The error vector e(t+1) is then used to compute a confidence
instance vector ψ(t+ 1). The confidence instance is a L× 1
vector whose elements are all zeros, except for the element
that corresponds to the goal with the lowest error value, which
is given a unitary value:

ψl(t+ 1) =

{
0 if l 6= arg min e(t+ 1)

1 if l = arg min e(t+ 1)
. (9)

Confidence instances are then collected in a confidence level
vector ψ(t+ 1) according to a confidence window of length
cw. We define the confidence level vector as the weighted sum
of the cw previous confidence instances:

ψ(t+ 1) =

cw∑
i=0

aiψ(t+ 1− i), (10)

where ai identifies the time-based weights for the confidence
instances. In our implementation, unless differently specified,
we assume a confidence window cw = 1s as it shows a positive
trade-off between real-time predictions and performance (see
Section VII-C), and we consider a simple linear weighting
scheme for confidence instances where recent instances have
higher influence for task recognition than past ones, i.e., ai =
(cw − i)/cw.

Finally, the task corresponding to the highest element in
the confidence level vector is identified as the maneuver that
the driver is currently performing. This signal is propagated
through the network and is used to perform a weighted sum
of the visual attention prediction outputs of ParRMDN, as
shown in Fig. 2. More details on visual attention networks are
provided in the next section.

V. RMDN MODULE

This section introduces the modules of ParRMDN. The
network is an ensemble of RMDN networks following a
single C3D feature extraction network [26], [48], see Fig. 3.
The feature vectors are then input to the L modules, each
characterized by a cascade of a long short-term memory
network (LSTM) [51] and a mixed density network (MDN).
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GMM
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ht-T ht
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P(t)
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Fig. 3. ParRMDN module block diagram. During training (left), a T -long
sequence of 16 frames clips c = {ct−T , ..., ct} is input to a C3D network
(pre-trained on Sports-1M), which outputs a sequence of feature vectors
x = {xt−T , ...,xt}. The sequence is fed to a LSTM network, whose hidden
states ht are projected via multilayer perceptron (MLP) to a vector of Gaussian
parameters pt. The loss is the negative log-likelihood of the ground-truth gaze
location against the mixture of Gaussians pt via Eq. (19). During inference
(right), each clip of a T long sequence is first processed using a shared C3D
network. The sequential output x is then simultaneously fed to the RMDN
modules, each providing a maneuver-dependent bivariate Gaussian prediction.
The predictions are then combined according to Eq. (21).

A. Model Formulation

We assume a dataset with structure D =
{(

vi,xi, li
)}N
i=1

,
where N identifies the number of available triples data-points.
Here, vi represents the video data, xi is used to represent
the ground-truth gaze locations and li the associated sub-task.
Video data vi comprises T = 14 overlapping clips cit of
tf = 16 frames, i.e., vi =

(
cit
)T−1
t=0

, which corresponds to
scene information spanning T + tf = 30 frames, i.e., 1s. Gaze
data points xi are tuples of (x, y)i positions, normalized to
[0, 1].

Given the i-th datapoint of D, RMDN first extracts the
C3D features of the input clip as ξt = C3D(cit). This
operation is performed independently from the task, i.e.,
ParRMDN only requires a single C3D network. C3D is defined
as [48]: C64-MP-C128-MP-C256-C256-MP-C512-C512-MP-
C512-C512-MP, where C represents a three-dimensional con-
volutional layer, MP is the max-pooling layer and the number
specifies the number of kernels of the layer. The first MP layer
has kernel (1, 2, 2), whereas all others have a (2, 2, 2) kernel.

Once the vector of features ξt has been computed, the LSTM
network operates as follows:

it = σ(W iht−1 + Iiξt + bi) (11)

ft = σ(W fht−1 + Ifξt + bf ) (12)
ot = σ(W oht−1 + Ioξt + bo) (13)
ct = ft � ct−1 + it � tanh(W cht−1 + Icξt + bc) (14)
ht = ot � tanh(ct), (15)

where it, ft, ot, ct and ht identify input gate, forget gate, output
gate, memory cell and hidden representation, respectively.
Operators σ and tanh represent the element-wise sigmoid
function and hyperbolic tangent function, respectively. The
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parameters to be learned are W ∗, I∗ and b∗, where ∗ is used
to represent {i, f, o}.

The hidden representation ht of the LSTM network is input
to a linear layer that projects the parameters to a mixture of
C bivariate Gaussians to compute the two-dimensional visual
attention map. Given a re-parameterization of the model as
a Gaussian Mixture Model (GMM) with C components, we
have

yt = Wyht + by = {(π̃ct , µ̃ct , σ̃ct , ρ̃ct)}Cc=1 (16)

where Wy and by are the weights and bias of the projecting
linear layer, respectively. Since the outputs of the linear layer
are unbounded real numbers, we normalize their values to de-
fine a valid probability distribution pt = {(µct , πct , σct , ρct)}Cc=1

as follows [47]:

pt =


πct =

exp(π̃c
t )∑M

c′=1
exp(π̃c′

t )

µct = µ̃ct
σct = exp(σ̃ct )
ρct = tanh(ρ̃ct)


C

c=1,

(17)

where µct and σct are means and standard deviations of the
bivariate Gaussians, respectively, πct are the mixing coefficients
with

∑C
c=1(πct ) = 1 and ρct identify the correlations between

variables.

B. Model Training

The only trainable components of HammerDrive are the
modules of ParRMDN. We train the modules individually on
behavioral-aware sub-datasets Dl, which we define as subsets
of D, i.e., Dl ⊂ D ,∀ l ∈ L. Analytically we have

Dl =
{(

vi,xi, li
)}Nl

i=1
, s.t. li = l ∀ i ∈ 0, ..., Nl, (18)

where Nl identifies the number of data-points available in the
sub-dataset corresponding to the l-th maneuver. For each Dl,
80% of the sub-dataset is used for training and the remaining
20% is used for testing.

The training of ParRMDN modules is performed by opti-
mizing the negative log-likelihood of the ground-truth gaze
locations xi for the i-th frame sequence vi:

Γ(vi,xi) =

T−1∑
t=0

A∑
j=1

− log

(
C∑
c=1

πctN (ait,j ;µ
c
t , σ

c
t , ρ

c
t)

)
.

(19)
For the interested reader, more details on RMDNs and their
training can be found in [47].

C. Task Awareness Integration

We have seen that ParRMDN operates as an ensemble
of RMDN modules, each trained to predict the maneuver-
dependent visual attention of the driver. At inference stage, all
modules produce different predictions from the same video data
and they are averaged according to the confidence level vector
given by HAMMER (see Eq.(10)). Given the instantaneous
prediction of a single RMDN module

P(l, t) =

C∑
c=1

πctN (µct , σ
c
t , ρ

c
t), (20)

Fig. 4. Driving simulator setup. Top: simulated environment with an overlay
of the three virtual lanes considered, their width and the free-flow speed. Note
that none of these overlays were visible to participants during the experiment.
Bottom: the participant wears a VR headset with integrated eye tracker. The
screen shows the scene displayed to the participant and real-time sensor
readings for monitoring purposes.

the output of HammerDrive is computed as:

P(t) =
[
ψ
l
(t+ 1) · P(l, t)

]L
l=1

. (21)

VI. EXPERIMENTS

We evaluate HammerDrive on a dataset that we collected on
our custom designed driving virtual reality (VR) simulator (see
Fig. 4). The experiment was designed to collect physiological
signals that were unobtrusive, namely gaze locations from a
VR headset, and easy-to-access telemetry data from the vehicle,
namely steering angle, throttle, speed, location and scene
information. This study has been approved by the Ministry of
Defence Research Ethics Committee (MoDREC).

A. Participants

We recruited twenty participants (mean age 24.2, standard
deviation 4.5), all experienced drivers with normal or corrected
vision. Before the trial, participants were introduced to the
sensors, experimental setup and a brief explanation of the task
to be performed. The eye-tracking sensors were calibrated
at the beginning of each trial. To avoid learning effects,
each participant was allowed a demo trial to familiarize
themselves with the driving simulator before performing the
actual experiment.

B. Setup

We set up a realistic driver-in-the-loop simulation for the
experiment (see Fig. 4). The setup comprised of a physical
simulator, a VR headset with integrated eye gaze tracking,
which required an infra-red camera mounted above the steering
wheel and a screen to monitor the participants. The simulated
driving environment was custom developed and designed
using the Unreal Engine (https://www.unrealengine.com). The
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engine is known to provide state-of-the-art near photo-realistic
rendering quality and cutting edge realistic physics, and has
been successfully used in the past literature for a range
of applications, including realistic driving simulators for
autonomous vehicle research [52], [53].

C. Experimental Procedure

The experiment required each participant to drive for five
minutes along a straight 10m-wide highway on our simulator.
Multiple rectangular shaped obstacles are placed on the track,
and the participants are asked to avoid these obstacles while
driving at a free-flow speed of 120km/h. For the purpose of
simulation, the road is discretized into three lanes with ∼ 3.3m
width and the obstacles are randomly placed at one of three
lanes at a fixed distance between each other. The obstacles are
3.5m wide, so that they entirely block a lane in width, and they
are 120m distant from each other. Therefore, given a speed
of 120km/h, participants pass an obstacle approximately every
3.5 seconds. The total length of the highway is 15km, however
participants were asked to drive five minutes per session, which,
at a speed of 120km/h corresponds to 10km.

The experiment and the simulated scenario are designed
to reduce inter-participant differences in the rate of driving
maneuvers, the environment experienced and the cognitive
states. We achieve this by maintaining all participants’ vehicles
to drive at a constant velocity, i.e., 120km/h, even when
avoiding the obstacles. While there are no theoretical constraints
to implementing braking and turns in HammerDrive, we restrict
driving maneuvers to lane changes. This ensures that all drivers
perform the same number of driving maneuvers, and that
each maneuver is performed in the same amount of time,
i.e., every ∼ 3.5 seconds. Besides ensuring that all drivers
experienced similar levels of cognitive states and engagement,
the chosen scenario, i.e., a highway driving with lane-changes,
also ensures that the collected dataset captures a richer set of
human behaviors for each of the considered maneuvers.

To limit situations where drivers can avoid multiple subse-
quent obstacles without performing a lane change, we employ a
custom discrete distribution for obstacle lane placement. Given
the number of obstacles between the current obstacle and the
previous one on the i-th lane di, we define the next obstacle
placement probability distribution on lane i as

p(i) =
edi/δ∑
i e
di/δ

,

(22)

where δ identifies the distance between two adjacent obstacles.
This ensures that if the i-th lane has not been blocked for the
past 4 obstacles, the probability of blocking that lane is e4

times higher than that of the most recently blocked lane. Note
that obstacle placement is designed such that obstacles only
cover one virtual lane, i.e., two of the three virtual lanes are
empty so that drivers are always able to avoid the obstacles.

D. Dataset Collection

For each participant, we collected (see Section IV-A):
1) instantaneous two-dimensional gaze locations for both left
and right eye ({ts, xr, yr, xl, yl}), 2) state information of the

TABLE I
SUMMARY OF DATASET FEATURES.

Dataset Frames Subj. Annotations Active
HammerDrive 180,000 20 GMap, Tlmy, DrInp Yes
Deng et al. [31] 74,825 28 GMap No
Palazzi et al. [5] 555,000 8 GMap, Tlmy Yes
Pugeault & Bowden [54] 158,668 1 GMap, Tlmy, DrInp Yes

vehicle ({τx, τy, θx, θy, v}), 3) driver inputs ({w, g}) (all at
60 Hz) and scene observed (200× 112 sized RGB images at
30Hz). The integrated eye-tracker in the VR headset provides
gaze data as a set of two-dimensional coordinates, which
correspond to the human gaze location observed on the left
and right eye screens, as seen through the headset lenses. The
coordinate system of the screens employed by the VR headset
is normalized to the range [−1, 1] along both x-axis and y-axis,
so that its origin is (0, 0), bottom-left corner is (−1,−1) and
top-right corner is (1, 1). Each participant performed a drive
of 5 minutes, while their gaze, the scene they observed and
their behavioral telemetry were recorded.

For our dataset, we recorded a total of 9000 frames and
18000 samples per data stream per participant. We recap the
features of our dataset in Table I and compare it with related
datasets. The table indicates the total number of frames, the
number of subjects, the annotations included and whether the
subjects were actively driving during the experiments. Here,
GMap, Tlmy and DrInp indicate gaze maps, telemetry and
driver inputs, respectively.

VII. RESULTS

In this section, we present and discuss the performance of
the proposed task-aware visual attention model for driving,
namely HammerDrive. Results are computed using a 5-fold
validation and results are averaged over 20 realizations.

We compare the proposed model against the state-of-the-art
in deep learning based visual attention modeling, RMDN [26],
[5]. To the best of the authors’ knowledge, there is only a lim-
ited number of deep learning based video saliency models [11],
[55] to date, and RMDN is still referenced as a state-of-the-art
performer when evaluated on the challenging HOLLYWOOD-
2 dataset, [26], [56], [55]. We first show the performance of
task-aware ParRMDN modules; these results correspond to the
performance we would achieve under the assumption that an
oracle is providing the task currently being performed by the
driver (Section VII-B). We then show the performance achieved
by HAMMER in tracking the driving maneuvers as a function
of the number of available data-points and its robustness to
data-driven and model-based implementations (Section VII-C).
Finally, we show the performance of the proposed model
when both HAMMER and ParRMDN are jointly operating
(Section VII-D). We evaluate the performance of the proposed
scheme in terms of multiple visual attention metrics, i.e.,
Kullback-Leibler divergence (KL), cross-correlation (CC),
similarity (Sim) and information gain (IG) [57]. We describe
each of the chosen metrics in the following subsection.

A. Evaluation Metrics
The metrics are chosen as they all provide different insights

on the prediction provided by the model. In order to com-
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pute these metrics, we assume both predicted locations and
ground-truth gaze patterns to be two separate two-dimensional
distributions of probabilities, i.e., P for model prediction and
Qgt for ground-truth.
KL is a general measure that evaluates the difference

between two probability distributions, analytically

KL(P, Qgt) =
∑
i

Qgti log

(
ε+

Qgti
ε+ Pi

)
, (23)

where
∑
i identifies the sum over all the pixels and ε is a

regularizing factor. Therefore, lower values indicate that the
two densities are more similar.

The CC metric computes how correlated P and Qgt are:

CC(P, Qgt) =
cov (P, Qgt)

cov(P)× cov(Qgt)
, (24)

where the cov(·) operator identifies the covariance. Clearly,
higher values of CC indicate that the two densities follow a
similar behavior.

The Sim metric numerically evaluates the similarity between
two distributions, analytically

Sim(P, Qgt) =
∑
i

min(Pi, Q
gt
i ). (25)

As it follows, Sim values are constrained between [0,1],
where 0 corresponds to highly dissimilar distributions and
1 to perfectly identical distributions.

Finally, IG is computed as the gain introduced by the
predicted distribution when compared to a systematic bias,
in our case a centered prior Gaussian, and the ground-truth
distributions. Analytically, it is computed as

IG(P, Qb) =
1

N

∑
i

Mgt
i [log2 (ε+ Pi)− log2 (ε+Bi)] ,

(26)
where Mgt is a binary map of gaze locations, and B is the
distribution of the chosen bias.

B. ParRMDN Modules

Table II includes the visual attention inference performance
for each of the ParRMDN modules, under the assumption that
an oracle is providing the correct task currently performed. As
mentioned in Section V-B, ParRMDN modules are trained on
the training portion of the corresponding maneuver sub-datasets
(i.e., 80% of Dl, ∀ l ∈ L). To highlight the benefits of the
proposed task-aware module training, we collect performance
of each module both on sequences corresponding to the
same maneuver the module was trained for and on sequences
corresponding to different maneuvers. For instance, for the left
lane change module, Dleft identifies the performance on left lane
change dataset, while sequences that belong to other maneuvers
are presented as D 6=left = Dkeep ∪ Dright. Performance of each
module are averaged over 25 test sequences of 25 frames each.

As shown in Table II, task-aware module performances
are always higher when evaluated on test sequences from the
corresponding task-aware sub-dataset, e.g., left module on Dleft,
whereas performance decrease when the module is tested on
different task sub-datasets D6=left. Performance gaps for KL,

TABLE II
TASK-DEPENDENT MODULE PERFORMANCE

Mod. Left Mod. Keep Mod. Right No Task RMDN
Dleft D6=left Dkeep D 6=keep Dright D6=right D D

KL ↓ 0.72 0.91 0.70 0.78 0.71 0.84 0.78 0.81
CC ↑ 0.72 0.63 0.72 0.65 0.73 0.64 0.69 0.69
Sim ↑ 0.56 0.48 0.55 0.49 0.56 0.48 0.52 0.48
IG ↑ 4.00 3.22 3.16 2.89 5.49 3.15 4.02 3.76
↑Metric where higher values indicate better performance.
↓Metric where lower values indicate better performance.

CC, Sim show that task-aware modules are able to better
predict the focus of the driver when the task being performed
is its corresponding one.At the same time, large gaps on IG
show that predictions on corresponding tasks are considerably
more meaningful than the ones during different tasks.

Table II also includes the performance achieved by task-
unaware HammerDrive, identified by No Task, and RMDN.
For task-unaware HammerDrive, we set the confidence level
vector to ψ(t) = [0.33, 0.33, 0.33]. This corresponds to a case
where no information on the maneuvers is available, hence
HammerDrive assumes all modules to have equal weights at the
weighted sum stage. As we can see, task-based modules achieve
higher performance than task-unaware HammerDrive, proving
that the performance gap is motivated by task-awareness. On the
other hand, task-unaware HammerDrive shows comparable and
for some metrics better performance than RMDN. These results
are not surprising, as task-unaware HammerDrive corresponds
to an ensemble of RMDN modules, each trained on a specific
portion of the dataset. The performance gap between task-aware
modules, task-unaware HammerDrive and RMDN confirms the
findings from the literature [5], [35], [41], which showed that
gaze behavior of drivers is indicative of their current maneuver.

C. Robustness to Data-Driven and Model-Driven approaches

Given the flexibility of the HAMMER formulation, we can
follow either a model-driven or a data-driven approach during
forward-inverse model pairs design. In this section, we compare
two implementations of HAMMER in terms of model accuracy
and task recognition accuracy as a function of confidence
window length cw. Kin identifies the kinematics-based model-
driven implementation (see Section IV), whereas NN represents
the NN-based data-driven approach.

In the NN approach, we define forward and inverse models
as single multilayer perceptron feed forward networks with
a single hidden layer of 8 units. Forward and inverse model
networks have been trained on the telemetry data of a single
participant and are then tested on unseen participants’ data.

Model accuracy is shown in Figs. 5a and 5b, for inverse
and forward model, respectively. In Fig. 5a, we compare the
true steering input w(t+1) with its estimated value ŵ(t+1)

from both Kin and NN inverse models. In a similar manner,
Fig. 5b shows a comparison between the true direction vector
[θx, θy](t+1) and its estimation from the Kin and NN forward
models, i.e., [θ̂x, θ̂y](t+1). Both figures show that a data-
driven approach provides a more accurate representation of the
vehicle kinematics, when compared to an analytic model-driven
approach. Both models offer accurate representations of the
1-step vehicle behavior, which is a fundamental requirement
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Fig. 5. Inverse and forward module inference performance. NN identifies
prediction from shallow data-driven model, while Kin stands for the prediction
achieved via Kinematic model from Eq.(5) and Eq.(6) for inverse and forward
module, respectively. Vehicle heading is computed as θ̂ = arctan(θy/θx).
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Fig. 6. HAMMER task recognition accuracy as a function of the length of the
confidence window. NN identifies data-driven implementation of HAMMER,
while Kin stands for a kinematic model implementation.

for HAMMER, as it ensures that both forward and inverse
models predictions are reliable for maneuver tracking.

Although the performance shown in Fig. 5 are promising,
we are more interested in how the two implementations affect
HAMMER in its ability to correctly track maneuvers on
a longer prediction horizon. In Fig. 6 we show the task
recognition accuracy of NN-based and Kin-based HAMMER.
The NN-based implementation shows higher task recognition
accuracy during active tasks, namely lane changes on both
left and right lane, while lane maintenance suffers by lower
accuracy, due to jerky movements that often happen during
lateral control. These movements can be mistakenly interpreted
by a very accurate model, such as NN. On the other hand, these
events are filtered by Kin-based HAMMER, whose accuracy is
∼95% in both scenarios with cw = 1s, i.e., the value considered
for HammerDrive. Since each maneuver instance normally lasts
3.5s, these results indicate that HAMMER can reliably track

and recognize a maneuver 2.5s in advance, or before, if we
assume shorter cw.

D. HammerDrive Performance

We collect HammerDrive performance in Fig. 7 for all
presented metrics. Results show that task-awareness is greatly
beneficial to achieve reliable visual attention predictions, with
clear gains over standard RMDN. Figs. 7a and 7c highlight that
HammerDrive prediction follows the actual focus of attention
of the driver more closely than RMDN, as the proposed
method outperforms the state-of-the-art on KL and Sim,
with improvements on performance of ∼ 13% in both cases.
Similarly, Fig. 7d indicates that HammerDrive is able to provide
more meaningful predictions as achieved IG are ∼ 12% higher
than the ones achieved by RMDN. Fig. 7b shows that both
methods are able to capture the dynamics of focus of attention,
as they both reach comparable CC values. It is important to
stress that HammerDrive is very consistent in its prediction
and performance in comparison with RMDN. As shown in
Fig. 7, all performance metrics for HammerDrive have lower
variation with smaller standard deviations.

We provide a qualitative assessment of the predicted visual
attention distribution in Fig. 8, which includes predictions for
all driving maneuvers considered in addition to a failure case.
It is interesting to notice that, on the failure case portrayed in
Fig. 8d, the driver was looking at the road in the immediate
surrounding of the vehicle, without paying much attention to
the obstacles ahead. If we compare this with HammerDrive’s
prediction, we can see that the model expected the driver to
be looking at the obstacles instead. Therefore, Fig. 8d shows
a case where HammerDrive could be applied in ADAS as the
driver’s focus is not on relevant areas of the scene.

Since the final goal of the proposed HammerDrive archi-
tecture resides in its ability to be implemented and operate in
ADAS, we evaluate its computational time during inference.
Given a clip of 16 frames, C3D feature extraction and Par-
RMDN inference only require 6ms and ∼5ms, respectively. The
total inference time is 11ms, which corresponds to an inference
rate of ∼ 90Hz. Since the scene information is captured at
30Hz, we can conclude that the proposed HammerDrive is able
to operate in real-time.

VIII. DISCUSSION, LIMITATIONS AND OPEN CHALLENGES

We introduced HammerDrive, a model for driver visual
attention prediction that dynamically integrates and exploits
task-awareness. Our model builds on the assumption that a
driver gaze pattern is driven by the goal of completing the
maneuver he is currently performing. This assumption has
been validated in the past literature by numerous studies and
models, such as the ACT-R driver cognitive model [41], [43].
In ACT-R a two-state process is assumed for lateral control: an
initial state for salience perception, where the driver shifts the
visual attention to compute the steering needed to achieve a
goal, and a motor state, wherein the estimated steering for the
chosen goal is acted on. In a similar manner, HammerDrive
uses HAMMER to compute all possible maneuvers and to
select the most probable. Once the most likely maneuver has
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Fig. 7. Performance comparison between task-aware HammerDrive and RMDN. Except for KL, where lower values correspond to predictions closer to the
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(a) Changing lane to the left. (b) Lane maintenance.

(c) Changing lane to the right. (d) Failure case.

Fig. 8. Qualitative performance of HammerDrive during the three driving tasks. For each maneuver, the image on the left depicts the scene observed by the
driver. The right plot shows the sequence (10 steps) of ground-truth gaze locations (red dots) and the corresponding sequence of predicted visual attention
distributions P(t), together with their highest mode (blue dots).

been computed, this information is provided to ParRMDN
which infers where drivers should be focusing their attention
to safely complete such a maneuver. These assumptions lead to
a reactive implementation of driver visual attention prediction.

Although the use of telemetry-based maneuver tracking
for task-awareness has shown impressive results in the lit-
erature [20], numerous studies have proven that there is a
strong correlation between driver gaze patterns and future ma-
neuvers [58], [59]. In fact, a lane change is often characterized
by glances to interior and side mirror and to the side window
before any signs of the maneuver appear in the telemetry data.
Therefore, the inclusion of gaze information as an additional
input to HammerDrive opens to interesting directions for future
studies, as it could potentially lead to better and more diverse
maneuver-tracking. Additionally, providing the system with
information on gaze history and driver future intentions could
be leveraged to perform better visual focus predictions.

For our study, we collected the gaze patterns of multiple
drivers in a high-speed highway driving simulator and without
external distractions. In this scenario, we assumed that the

driving task could be divided into a set of simple maneuvers
and implemented HAMMER, a network for real-time maneuver
tracking. Our results showed that HAMMER is a flexible
network, allowing for both kinematic-based models and neural
network-based components, and that it can reliably track lane
change maneuvers. Although the application of HammerDrive
to lateral control maneuvers is supported by previous studies
from the literature [19], [58], it would be worth studying how
HAMMER can be expanded to track a larger set of maneuvers,
such as turns and accelerations. In these scenarios, drivers
have complete control over the speed of the vehicle, directly
impacting both the duration and the diversity of maneuvers.
These considerations go beyond expanding the maneuver
tracking capabilities of HAMMER. Maneuvers for longitudinal
control of the vehicle, such as braking and coasting, lead to
more diverse, yet equally correct, set of scan patterns. Also,
while HammerDrive can predict multimodal gaze distributions,
our results showed that driver gaze patterns tended to be
predominantly unimodal in the proposed scenario, due to the
presence of single obstacles ahead of the driver. Therefore,
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investigating how HammerDrive can adapt and scale to more
complex scenarios represents a clear challenge for the future.

In this paper, we have addressed the problem of driver focus
prediction as a task that jointly involves top-down processes,
i.e., the maneuver-tracking via our HAMMER network, and
bottom-up processes, i.e., the visual-attention modeling via
our ParRMDN. To achieve this, our experiment was designed
to collect the gaze patterns of multiple human drivers, while
they experienced a similar environment and performed the
same maneuvers. Under these assumptions, we have shown
that HammerDrive is able to reliably predict driver gaze and
that task-awareness plays a critical role for this. Despite the
flexibility offered HammerDrive, driver gaze modeling still
represents a very challenging and complex task, as human
drivers are characterized by different gaze patterns, even when
performing the same maneuver. Among these, we identify three
fundamental aspects that future models should consider and are
often not taken into account when modeling visual attention
in driving: self-pacing, spare capacity and peripheral vision.
Drivers can modulate the complexity of the driving task by
self-pacing in order to meet additional task demands, without
leading them into a distracted state [60]. In a similar way,
while driving, humans still have additional spare capacity, as
proven by [61], where drivers were able to occlude their vision
while driving without impacting their safety. Understanding
and modeling these concepts could have tremendous benefits,
as the ability to know when and where to glance off-road and
correctly anticipate hazardous situations is a key ability for safe
driving [62]. Finally, it would also be interesting to evaluate
and model the role of peripheral vision, and its differences with
foveal vision, in driving, as studies have shown that humans
can use peripheral vision to complete numerous tasks [63].

IX. CONCLUSIONS

In this paper, we addressed the problem of task-aware visual
attention prediction in driving. To solve this, we proposed
HammerDrive, a learnable architecture that uses easy-to-access
data from the vehicle. We developed a realistic virtual-reality
driving simulator and collected a dataset of multimodal data
from a cohort of 20 participants. We performed extensive
experiments and compared HammerDrive against a state-of-
the-art deep learning model for visual attention prediction.
Our results indicate that task-awareness is beneficial for visual
attention prediction and that it can be leveraged using telemetry
data to achieve more robust and reliable predictions.

Our study focused on the application of HammerDrive in a
highway driving scenario and without external distractions. The
extension of the simulated scenario with dynamic obstacles
and a more complex environment represents an important
direction for future works. Additionally, it would be interesting
to investigate how HammerDrive is affected when considering
additional factors, such as distraction and different cognitive
states of the driver.
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