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Machine learning (ML) has benefited from both software and hardware advancements, leading to increasing
interest in capitalising on ML throughout academia and industry. There have been efforts in the scientific com-
puting community to leverage this development via implementing conventional partial differential equation
(PDE) solvers with machine learning packages, most of which rely on structured spatial discretisation and fast
convolution algorithms. However, unstructured meshes are favoured in problems with complex geometries. To
bridge this gap, we propose to implement the unstructured Finite Element Method (FEM) on simplicial meshes
with graph neural networks. This paper is the first to implement an unstructured mesh FEM solver using graph
neural networks. All compute-intensive algorithms in the solver are represented with either convolutional or
graph neural networks. Specifically, the FEM solver uses a discontinuous Galerkin formulation with an interior
penalty method for spatial discretisation and a multigrid preconditioned Krylov solver as the linear solver. The
multigrid method has been designed to suit the data structure within the ML package and adopts the commonly
used U-Net architecture for this. A hierarchy of coarsened meshes is generated from p-multigrid and algebraic
node agglomeration guided by either a space-filling curve or a smoothed aggregation algorithm. The solver
is verified and assessed for solving the diffusion problems. The solver shows the theoretical convergence rate
of (p + 1) order. Compared with a highly optimised implementation, the solver running on GPU can reach
promising throughput in terms of matrix operator evaluation at 6.8 MDOF/s. The method can easily extend
to other PDEs and computing platforms beyond CPU and GPU.

1. Introduction

Machine learning (ML) has been extensively used in many aca-
demic and industrial fields. The fast development of ML software and
hardware has inspired researchers to leverage machine learning meth-
ods for scientific computing. This has been reported in many works
on data-driven or physics-informed data-driven methods (Karniadakis
et al.,, 2021; Montans, Chinesta, Gomez-Bombarelli, & Kutz, 2019).
In contrast, conventional numerical partial differential equation (PDE)
solvers, using, for example, finite difference and finite element meth-
ods, can be implemented with ML packages where data or training is
not necessary. The advantage of such a combination is now described.
First, PDE solvers can leverage the hardware support provided in the
ML packages. This includes support not only for conventional hardware
such as CPUs and GPUs but also for energy-efficient chips specially
manufactured for large-scale single-instruction-multiple-data (SIMD)
ML algorithms, such as TPUs (Jouppi, Young, Patil, & Patterson, 2018),
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IPUs (Graphcore, 2022) and Cerebras chips (Cerebras, 2022). Second,
the PDE solver will be able to capitalise on the use of automatic
differentiation functionality within ML packages. This is important
in certain applications such as inverse problems (Li et al., 2023),
data assimilation (Le Dimet, Navon, & Daescu, 2002) and uncertainty
quantification (Moses et al., 2021). Third, a PDE solver developed
in this way provides an integrated interface between conventional
numerical discretisation and probabilistic ML models developed within
the ML packages so that one can easily switch between or combine both
methods in applications. This paper aims to represent a discontinuous
Galerkin method on unstructured mesh for diffusion problems and
implement the solver with ML packages.

1.1. PDE solvers implemented with machine learning packages

There has been some research undertaken into implementing PDE
solvers with ML packages, focusing on discretising PDEs on structured
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grids. Zhao, Xu, Ye, and Liu (2020) solved fluid flow problems discre-
tised by the finite difference method with ML packages, demonstrating
their approach on a number of incompressible fluid dynamics bench-
marks. Training of the neural network is not needed, as the weights
of convolutional layers are set with values from the discretisations, de-
rived in the usual manner with Taylor series expansions. The expected
accuracy is achieved, and their ML-based solver, tested on a GPU, is
faster than their Fortran implementation of the same method. Wang,
Ihme, Chen, and Anderson (2022) also implemented a finite-difference
solver for Navier-Stokes equations with Tensorflow (Martin Abadi
et al., 2015) on the Tensor Processing Unit (TPU) platform. The solver
leverages fixed spatial stencils of finite difference discretisation on
uniformly spaced grid points. Their solver used an explicit scheme
to realise time stepping. Chen, Heaney and Pain (2024) propose a
semi-implicit time-stepping scheme (segregated velocity and pressure
solution method) achieved with a U-Net architecture (Ronneberger,
Fischer, & Brox, 2015) for both finite difference and finite element dis-
cretisations and apply the method to several benchmark problems from
fluid dynamics. The approach, referred to as NN4PDEs, was extended
by Chen, Heaney, Gomes, Matar and Pain (2024) to solve multiphase
flow problems, where a semi-implicit scheme (explicit for velocity,
implicit for pressure) was applied to a rising bubble and a collapsing
water column with up to 250 million nodes solved on a single GPU.
Another application of NN4PDEs was developed by Phillips, Heaney,
Chen, Buchan and Pain (2023), who implemented a multigrid solver
for the neutron diffusion equation in Tensorflow using both finite dif-
ference and finite element methods on uniformly distributed nodes or
equally-sized elements. Good speed was achieved on GPU architecture
compared with the same method implemented in Fortran, which ran on
a CPU. This work was extended by Phillips, Heaney, Boyang, Buchan
and Pain (2023) to model radiation transport problems governed by the
Boltzmann Transport Equation. The authors introduced a new convo-
lutional finite element method (“ConvFEM”), enabling the NN4PDEs
approach to implement higher-order finite-element discretisations. A
similar approach by Bezgin, Buhendwa, and Adams (2023) developed a
finite-volume solver for two-phase flow problems using JAX (Bradbury
et al., 2018). The solver uses explicit time-stepping and discretisation
on Cartesian grids. The authors discussed the implementation details
and just-in-time compiling and reported performance tests on GPU and
TPU.

Sun and Wang (2024) take a different approach where localised
random neural networks with randomly determined weights are used
as the function space to approximate the solution in a discontinuous
Galerkin method. Each localised random neural network represents a
subdomain that is equivalent to an element in a conventional FEM.
However, the generalisation of the technique for irregular subdomains
needs to be given. Zhang et al. (2021) introduced a hierarchical deep-
learning neural network (HiDeNN) where neural networks represent
tensor-product elements whose nodal position is subject to mesh adap-
tivity. This mesh adaptation has more flexibility in treating curved
boundaries, yet the nodal points are positioned in a structured way,
which is not as flexible as unstructured mesh.

1.2. Unstructured meshes and GNN

In the above contributions, researchers have used Cartesian grids
for spatial discretisation; however, for many applications, unstructured
meshes are preferred in order to discretise complex geometrical bound-
aries. An unstructured mesh relies on a connectivity matrix to transfer
information between local and global degrees of freedom. A connectiv-
ity matrix can also be represented with a graph. This motivates us to
use graph neural networks (GNNSs) to describe the unstructured mesh.
In the machine learning community, GNNs have been proposed as an
extension to convolutional neural networks for graph-based data (Kipf
& Welling, 2016). GNNs have been used in the analysis of social
media data, molecular property predictions (Ju, Gu et al., 2023; Ju
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et al.,, 2022; Luo et al.,, 2023, 2024), recommendation systems (Ju,
Luo et al., 2023), traffic data (Ju et al., 2024) and for dimensionality
reduction (Heaney, Li, Matar, & Pain, 2024).

GNNs have also been introduced into physics modelling.
Liu, Yagoubi, and Schoenauer (2021) combined multi-level U-Net archi-
tecture (similar to a multigrid method) and GNNs to form a mesh-based
PDE solver for diffusion problems, which has shown better approxima-
tion ability than a vanilla GNN solver that is only trained on the finest
mesh. Sanchez-Gonzalez et al. (2020) have used GNNs to learn mesh-
free Lagrangian dynamics in fluid and solid mechanics. Pfaff, Fortunato,
Sanchez-Gonzalez, and Battaglia (2020) then extended the method
to mesh-based simulation on aerodynamics, structure mechanics and
cloth simulation. Salehi and Giannacopoulos (2022) used GNNs to
learn the dynamics of soft tissues in neurosurgery. These works have
shown a great speed-up compared to conventional methods, such as
FEM, while maintaining reasonable accuracy. Apart from using GNNs
as simulators, research has also been conducted into incorporating
GNNs in conventional numerical solvers. Luz, Galun, Maron, Basri, and
Yavneh (2020) used GNNs to generate the weights for prolongators in
an algebraic multigrid method. Taghibakhshi et al. (2023) proposed
multigrid-GNNs for domain decomposition and used this two-level
method either as a stand-alone solver or as a preconditioner for a Krylov
(FGMRES) solver. Jilani, Bahreininejad, and Ahmadi (2009) used a self-
organising neural network, similar to a GNN, to find adaptive mesh
given an error field. In our present method, while all the parameters in
the GNN are computed based on numerical discretisation and involve
no training, it is possible and potentially very convenient to incorporate
aspects of the data-driven methods reviewed above.

1.3. Discontinuous Galerkin method

While graph neural networks can handle unstructured data, they are
expected to process information more slowly than convolutional neural
networks due to the indirect addressing of memory. To minimise the
information processed by GNNs, one particular type of finite element
method, called Discontinuous Galerkin (DG) Finite Element Method
(FEM), can be used here, as it minimises global connections between
nodes and allows as many local operations as possible (Cockburn,
2003). DG methods are potentially very good at representing fields
that have abrupt spatial variations in the fields that might occur near
material boundaries, for example.

We mention the following works in which a discontinuous Galerkin
method benefits from the use of neural networks that are data-driven
or require training. For the compressible Euler equation, Beck, Zeifang,
Schwarz, and Flad (2020) introduced a shock-detection neural network
which learns the position of shock from a higher-order solution to
replace traditional empirical shock detection algorithms. For the 1D
Burgers equation, de Lara and Ferrer (2022) used a high-order solution
and trained a neural network to obtain the correcting force to enhance
a low-order discontinuous Galerkin discretisation. Similar to physics-
informed neural networks (PINNs) (Raissi, Perdikaris, & Karniadakis,
2019), Baharlouei, Mokhtari, and Mostajeran (2023) used the strategy
on hybrid-discontinuous Galerkin discretisation where the loss function
compiles the discretised physics information, and the solution is sought
through backpropagation. It is noted here that the NN4PDEs method in
this paper differs from the above neural network PDE solvers which rely
on pre-computed data and/or training (backpropagation).

1.4. Contribution

In this paper, we develop high-order discontinuous Galerkin finite
element methods on unstructured meshes. The contributions are listed
in the following,
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» The discontinuous Galerkin method on unstructured meshes is
represented with graph neural networks and convolutional neural
networks. Due to the extensive hardware accelerator support
provided in machine learning packages, the code can run on
GPUs, TPUs, IPUs and other Al-optimised processors, providing
a potential for a fast-running code that retains the same accuracy
as conventional implementations of the FEM;

A space-filling-curve node agglomeration method for algebraic
multigrid is developed and shown to be scalable.

In order to solve systems on unstructured meshes, we introduce graph
neural networks (GNNs) within the NN4PDEs approach, for the first
time. These networks use a weighted average of the values at the
vertices adjacent to a given vertex and use this to form an output
layer or feature map; see implementations within PyTorch (Paszke
et al., 2019) and MeshCNN (Hanocka et al., 2019). Often, graph neural
networks use a series of increasingly coarse grids to form autoencoders
or U-Net architectures in a method akin to multigrid solution meth-
ods (Dargaville, Buchan, Smedley-Stevenson, Smith, & Pain, 2021). In
fact, in this work, a U-Net architecture is used to implement a V-cycle
multigrid method.

For the algebraic multigrid (AMG) method, we use two approaches
for node agglomeration. The first approach uses a space-filling curve
(Heaney et al., 2024) to coarsen the meshes. A space-filling curve (SFC)
that goes through all vertices of a graph, which represent the finite
element mesh, has a number of key properties, such as consecutive
vertices on the space-filling curve are close to each other on the finite
element mesh. This property enables the SFC to produce a series of
coarsened meshes, or graphs, simply by grouping two consecutive
vertices together on the SFC. This process is repeated to form a series of
multigrid levels that form the basis of the multigrid solution (or U-Net)
method, used here to solve the discretised diffusion equations using
ML. The second approach uses the conventional smoothed aggregation
method (Vanék, Mandel, & Brezina, 1996), which has been tested in
our experiments and found to be more efficient when most of the
boundaries are of Neumann type.

A drawback of the above AMG method is the need to assemble
the matrix system before any node agglomeration can proceed. This
matrix assembly requires large memory, which is not usually available
on the new computing architectures designed for ML purposes (at
least not as large as on traditional CPU platforms). The drawback is
even more serious for high-order methods. To tackle this problem, a
matrix-free implementation with p—multigrid levels is usually sought;
see the discussion by Fehn, Munch, Wall, and Kronbichler (2020).
P—-multigrid has been used in high-order discontinuous Galerkin meth-
ods (Fidkowski, Oliver, Lu, & Darmofal, 2005; Nastase & Mavriplis,
2006). Here, before the AMG method is applied, a p—multigrid level on
linear continuous space is used to reduce the global degrees of freedom
(DOFs) for the sake of memory efficiency.

The structure of this paper is as follows. Section 2 presents the
governing equation and their discretisation with the discontinuous
Galerkin method. Section 3 discusses implementing the multigrid meth-
ods and the preconditioners using graph neural networks. In Section 4,
we present the verification and performance of the solver on diffusion
equations. Finally, we draw conclusions and discuss future work in
Section 5.

2. Governing equations and discretisation

In this section, we present the discretisation of a diffusion equation
using discontinuous Galerkin methods. The discretised system and its
solution require evaluation of a matrix-vector multiplication where
various numerical integrations are involved, whose data structure and
the matrix-free implementation via neural networks will be postponed
in the later sections.
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2.1. Governing equations

The diffusion equation describing the diffusion process of a scalar
field u in a domain £ is given by the following,

—uVu=f, ingQ, (1a)
u=up, on oL, (1b)
(Vu)-n=ty, onoRy. (1o

where p > 0 is the diffusion coefficient; u is the magnitude of the scalar
being diffused; f is the source term; n is the normal vector on the
boundary 022y of domain £; u; and ¢, are Dirichlet and Neumann
boundary data respectively. They specify the magnitude and the normal
gradient of the scalar at respective boundaries 02, and 022, . Here, we
assume the diffusion coefficient u is constant across the domain.

2.2. Spatial discretisation

To facilitate the presentation of the discontinuous Galerkin (DG)
method, the notations of triangulation are listed first. Then, we define
the bilinear forms.

2.2.1. Triangulation and notation

Given a domain Q on which the model problem is defined, we
use triangles (in 2D) or tetrahedrons (in 3D) to discretise the domain.
The resulting triangulation containing all elements (E) is denoted as
&, = UE. Each element E contains several faces denoted as f € 0E.
The collection of all element faces is denoted as I', = Uf. Among the
faces, some are shared by two elements f = E; n E,. These faces are
interior faces. Other faces are on the domain boundary 0. These faces
are boundary faces. To denote the collection of interior faces, boundary
faces or their combination, we use the set operation on I}, and 9.
For example, I, \ 042 is the collection of interior faces; I', N I'y, is the
collection of the boundary faces on the Dirichlet part of the boundary.

2.2.2. Jump and averaging operators

The jump and average of a function evaluated on the element faces
frequently occur in the formulation of DG methods. We define the jump
and average operators here. [-] is the jump operator, defined for a
vector ¢ and a scalar g respectively as

[pl=¢* -n*+¢~-n", lgl=g"n* +qn". @)

{-} is the average operator, defined for a vector ¢ and a scalar ¢
respectively as

($) =36 +¢. (a) =30 +0). @)

In the above definitions, superscripts “+” and “—” denote either side
of the face. n denotes the outer normal vector of the face. There are no
neighbouring elements for a face on the boundary of the domain. The
definition of jump and average for such boundary faces is formally,

[gll =qn. {¢}=¢. 4

2.2.3. Discontinuous spaces

The discontinuous spaces are defined on the triangulation &,. See,
for example, Di Pietro and Ern (2012, pg 12) and Fehn et al. (2020)
for the details of the definition of these function spaces. Let k > 0 be
an integer. The kth order discontinuous space, DG, is defined as the
following polynomial space,

DG, (&) := {v € LX(Q) | VE € &,, vl € Py(E)}, )

where P, is space of polynomials of order < k. We also define the
corresponding continuous space CG,,

CG (&) := {v € H'(Q) |VE € &, v|y € Py(E)}. (6)

The continuous space will be used in the p—multigrid level.
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2.2.4. Discretisation of the diffusion equation
We define the following bilinear form (Riviéere, 2008),

a(u,v) = Z /EVu-VvdV

E€E,

@)
+ ) /(—{Vu}[[v]] — {Vo}l[ul + relIu]][[v]]> ds,
rery\oey 7 f

in which y, = #5,/h, is the penalty coefficient. In this work, we set
. = 4k> where k is the order of DG space. h, is the diameter of the
face e over which the integration is performed. The bilinear form has
3 surface integral terms. The first one is the consistent term that arises
from integration-by-parts. The second is the symmetry term. The third
is the interior penalty term. We also define the following linear form
to account for the source term and boundary conditions,

L(v) = Z / fodv
Eeg, ' E
oy

fernop

+ ) /tNudS.
rernoey ’f

The discretised diffusion equation can be formulated as follows: find
u, € DGy, such that

<—/f{VU}|IMD]]+}’e|IMD]]|IU]]> ds (8)

ua(uy, v,) = L(vy), Vv, € DG,. (C)]

Let y; be a basis for DG,. The solution can be written as u, = 3, w;u;,
and v, can be substituted with y;. Then the discretised equation can be
written in matrix form,

Ax =b. (10)

3. Multigrid solver based on neural networks

In this section, we first present the multigrid method used for
approximating the inverse of the matrix A in Eq. (9). After that, we
distinguish different operations in calculating Ax according to their
memory access patterns. Finally, we show how to represent these oper-
ations with convolutional neural networks and graph neural networks.
The overall structure of the multigrid method as a stand-alone solver is
illustrated in Fig. 1. The coarser grid levels are shown in Fig. 2.

The multigrid solver can be used as a stand-alone solver or as a
preconditioner inside a Krylov solver. When using as a preconditioner,
the Krylov solver we choose is a conjugate gradient solver or a restarted
GMRES solver with left-preconditioning (Saad, 2003). Although the
demonstration we will show is a symmetric system and the conjugate
gradient method is sufficient, we have chosen to implement and test
the more general GMRES solver as well to help future development in
solving non-symmetric systems.

3.1. Multigrid method procedures

To efficiently solve the discretised system, a preconditioner is usu-
ally used to alter the eigenvalues of the original system and pro-
duce a better-conditioned matrix that is easier to solve. The resulting
left-preconditioned system is written as

M~'Ax = M'b, an

where M is the preconditioner. The requirements for M are: M should
approximate A in some sense; M should be easy to inverse. In this
paper, we use one multigrid cycle to approximate the inverse of A
as the preconditioner. That is, M~! ~ A~!. The multigrid methods
can approximate the inverse of M with a much smaller number of
operations than the direct inverse. The total number of operations
required to solve Eq. (11) can grow as small as O(N) for an ideal
multigrid algorithm, N being the number of degrees-of-freedom of the
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discretised system. The reason behind the performance of a multigrid
method is that it tackles different error components on a series of fine
and coarse grids. For the general algorithm and theory of the multigrid
method, we refer to the work of Trottenberg, Oosterlee, and Schuller
(2000) and Yang (2006). Here, we give a brief description.

As shown in Fig. 1, as an iterative solver, a multigrid solver starts
with an estimation of the solution. For a stationary problem, a zero
guess can be used to start the iteration. With a guess x* and right-hand
side term b, one can compute the residual to the system r = b—Ax*. The
residual is related to the error of the guess e = x* — x* by the residual
equation,

Ae=r. 12)

Here, the error refers to the difference of the guess x* to the exact
solution x*. One can solve the residual equation (12) to get the exact
error e* to correct the guess, but it would have the same cost as solving
the original system. Alternatively, one can use an iterative method to
get an approximate correction e* to the guess x*. Here, the iterative
method is also called a smoother. The smoother uses an approximation
of the matrix A to solve for the correction, where the approximation is
easy to inverse. For example, a Jacobi smoother will take the weighted
diagonal matrix w-diag(A)~! as the approximated matrix. The smoother
is applied y; times to the guessed solution. This is the pre-smoothing
step. Due to approximation, the smoother usually can only tackle some
high-frequency components of the error e. To efficiently remove the
low-frequency components of the error, the residual is passed down to a
coarser grid via restriction. The remaining low-frequency errors, when
represented on a coarse grid, become high-frequency components.
Therefore, one can solve the residual equation (12) on a coarse grid, get
a correction there, and then pass the correction back to the finer grid
via prolongation. After this, y, (post-)smoothing steps can be applied to
the solution. When multiple levels of coarse grids are used, this forms
a multigrid V-cycle. The cycle is denoted as a V'(u,, u,) cycle to show
the number of pre- and post-smoothing steps.

In our solver, we use one p—multigrid level and then a series of
algebraic multigrid levels generated by node agglomeration. The coarse
grid levels used in the multigrid solver are shown in Fig. 2. The
notations in the figure are listed below:

A",n=0,1,2,...,m, fine grid and coarse grid operators on level
n,

u0, solution on the finest level,

1, right-hand-side vector on the finest level,

e",n=0,1,2,...,m, coarse grid correction,

M.n=1,2,...,m, coarse grid residual,

S".n=0,1,2,...,m, smoothers on level n,

R'.n=0,1,2,...,m— 1, restriction operator from level n to level
n+1,

P".n=0,1,2,...,m— 1, prolongation operator from level n + 1 to
level n,

r",n=1,2,...,m— 1, residual of the error equation (12) on level
n (residual of residual),

ee",n = 1,2,...,m — 1, correction of the error equation (12) on
level n (correction to correction).

The p-multigrid is a natural choice for the high-order elements. It
uses a series of low-order meshes as coarser grids. As for the DG space,
an additional restriction from the discontinuous space to the continuous
space can be used as one multigrid level. Therefore, there are multi-
ple coarse-grid choices for high-order methods. For example, one can
use the following hierarchy of spaces for multigrid methods, DG, —
DG,_, -+ = DGy —» CGy —» CGy_, — -+, where p > k > 0 and n > 0.
Both Fidkowski et al. (2005) and Nastase and Mavriplis (2006) explored
p-multigrid where their multigrid levels include DG, DG,_,, ..., until
DG,. After DG, Nastase and Mavriplis (2006) used A-multigrid, while
the coarser grid solver on DG, in Fidkowski et al. (2005) is a large
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1 multigrid
cycle

residual
passing

Fig. 1. Schematic diagram of using multigrid V-cycle as a solver. (a) a multigrid V-cycle. Each vertical box represents the residual operations on one level in the multigrid method
(smoothing and obtaining the residual). On that level, pre- and post-smoothing steps are applied to the residual. Downward arrows denote residual restriction that results in a
coarse representation of the residual. Upward arrows denote correction prolongation that computes the solution correction on the finer level. Horizontal arrows indicate that the
residual on the level is passed for correction. Together, they form one multigrid V-cycle, shown as one blue box in (b). (b) the multigrid V-cycle is used to form a standalone
multigrid solver. The solver takes in a guess solution x° (green) and the right-hand side (blue) and uses multigrid V-cycles to smooth the error in the solution to then correct the
solution and obtain x'. This solution is passed to the multigrid V-cycle again (pink dotted line) for correction until the norm of the residual drops below tolerance.

number of smooth sweeps. Fehn et al. (2020) discusses multiple com-
binations of p-hierarchy and the discontinuous-to-continuous restriction
and their efficiency for high-order discontinuous Galerkin methods.
They conclude that for high-order elements, reducing the order by
half at each coarsening is the most efficient and that transferring to
continuous high-order elements is more efficient than first performing
p—multigrid then transferring to continuous elements. A further step
would be going to DG, space, resulting in a connectivity matrix the
same as the connectivity matrix of the elements. However, this has been
proven ineffective in terms of error passing in multigrid (Helenbrook &
Atkins, 2008).

In our work, elements of at most 3rd order are used. Our tests have
shown that for these elements, visiting more p—coarsening levels can
indeed reduce the iteration number of the linear solver. However, it
also increases the cost of the residual evaluation (operations per itera-
tion). Overall, it is not cost-effective. Therefore, we directly go from
pth order element to the first order element (linear element). Based
on Helenbrook and Atkins (2008), we stop at p = 1 rather than p = 0.
As for the transferring from discontinuous space to continuous space,
in Fehn et al. (2020), it was suggested to map to continuous space
for high-order space. However, this will induce a connection matrix
consisting of high-order nodes. The number of connections in this graph
can be large, resulting in increased data retrieval time and memory
requirements for storing. Therefore, we choose to map to continuous
space in the linear space. Eventually, the p-multigrid in our setting is
simply from DG, to CG,. The prolongation and restriction operators
between DG, and CG, space are projection operators between the
spaces. The smoother on DG, is a block Jacobi smoother, with the block
being the degrees of freedom associated with an element. The weight
for the smoother is chosen to be 2/3.

On the CG, level, an algebraic multigrid (AMG) method is used to
(approximately) solve the residual Eq. (12) for a correction. Here, the
generation of coarser grid levels is driven by node agglomeration. We
use two methods to do that. The first one is via a space-filling curve
(SFC) that only uses the graph structure of the coarse-grid operator.
Based on the graph structure, we generate a space-filling curve that
connects all the nodes in the graph. The curve has a feature that all

the nodes connected on the curve would (almost always) be connected
and adjacent to each other in the graph. Using this feature, we can
agglomerate every two nodes on the space-filling curve and, in this
way, generate a coarse grid level that halves the number of nodes.
Repeating this procedure allows us to create a series of coarse grids
until only one node remains. The procedure is schematically shown in
Fig. 2. Fig. 3 shows an example of a square domain discretised with
linear elements and the space-filling curve connecting all nodes.

In practice, it is found that our space-filling-curve node agglom-
eration method does not work well for problems with long Neu-
mann boundary conditions where a near-null space is associated with
the discretised system. As a remedy, we adopt a second method on
CG, for node agglomeration, which is the smoothed aggregation (SA)
method (Vanék et al., 1996). SA uses both the graph structure and
the nodal values of the coarse-grid operator. Additionally, the method
requires the null space of the matrix. Then, the method tries to find
a coarsened grid and the restrictor according to a series of heuristic
criteria.

The smoothers on the CG, and algebraic multigrid levels depend on
the node agglomeration methods. Although both methods use weighted
Jacobi smoother, the inverse of the diagonal is different. When the
space-filling-curve node agglomeration method is used, the smoothers
on all levels have a weight of 2/3, and the diagonal is always invertible.
On the coarsest level, a direct solver is used to get the correction.
When the smoothed aggregation (SA) method is used, the weights of
the smoothers on each level are determined from the SA algorithm,
and the diagonal is not always invertible (0 diagonal entry can occur).
For those entries, nothing happens during smoothing. On the coarsest
level, a pseudo-inverse is used if the coarse operator is singular.

Passing the residual and correction between fine and coarse grids
requires restriction and prolongation operators (also called a restrictor
and a prolongator). Between discontinuous spaces, we use the Galerkin
projection from the lower-order space to the high-order space as the
prolongator; see, for example, Farrell and Maddison (2011) for the
Galerkin projection. That is, the prolongator Pﬁ_l from DG,_, to DG,
space is computed from,

w=Pl_¢)eDG, V¢ eDG,_,. (13)
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Fig. 2. Schematic diagram of the multigrid levels. Starting from the finest mesh DG,, a p—multigrid level on CG, is first used. After that, algebraic multigrid levels are used.
...,m is represented

These levels are created via either space-filling curve (SFC) or smoothed aggregation (SA) methods (thick blue arrows). On each level, the operator A",n =0, 1,
as a neural network consisting of CNN and GNN. These neural networks are used to get residuals on each level and apply smoothers. Residual restriction (thin blue arrow) and

correction prolongation (thin green arrow) are also shown in the figure.
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Fig. 3. A square domain consists of 4096 linear elements (left) and the space-filling curve connecting all nodes (right).

Here, v and ¢ are the nodal bases for the respective spaces. Since from one reference element once for all elements. The restrictor is
the spaces are discontinuous, P’Iz_l is block diagonal and has the same the transpose of the prolongator. From DG, to CG,, the restrictor is
diagonal blocks. The block, or local prolongator, can be computed defined as taking the average of the nodal values on the DG nodes
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being agglomerated into the CG nodes. The restrictor on the algebraic
levels depends on the methods. For the space-filling curve method,
the restriction takes the average of the nodes being agglomerated.
For the smoothed aggregation method, restrictors are created by the
SA algorithm with the null space and other matrix characteristics
considered. The prolongator is the transpose of the restrictor. With the
prolongators and restrictors, we define the operators on coarser grids
as,

k=1 _ k=1 Akpk
AT = RETARPE a4

This retains the symmetry property of matrix A*.
3.2. Operations involved

Before representing the multigrid solver with a neural network, let
us first analyse the operations involved in the solver. For an iterative
solver, calculating the residual r = b—Ax is necessary. For the multigrid
V-cycle, due to the usage of a block Jacobi smoother, we must also
obtain the inverse of the block diagonal matrix of A, denoted as Aygjags
which is constructed by taking the N;,. by Ny,. diagonal blocks of A
(N}oe is the number of nodes in each element). This can be computed
either by direct inverse where the block diagonal matrix has to be
assembled, or by several point Jacobi iterations where we need to
get ApigagX given a vector x. Obtaining either Ax or Apjg,X can be
implemented in a matrix-free way. To show how this can be represented
with neural networks, let us first expand the numerical integration
terms in Ax.

From Eq. (7), expanding the average and jump operators, the dis-
crete bi-linear form can be rearranged as the following,

a(u,v) = z< /VM~VU11V
E

E€E,

+ ) <—/ vtnt %(W)* ds -
f€lE ! -

—/u*’n+ . 1(VU)+ ds —
f 2

+/ reotutds - ))
f

1st type of integrals t T

(15)

In the above, we have omitted boundary faces. In practice, integration
on boundary faces is different than that on interior faces. This can
be recovered by setting the contributions in the above expression on
boundary faces to zero and adding the correct boundary contributions,
which will be described soon. Here we have used superscripts “+” and
“—” again but now “+” refers explicitly to inside the element and “-”
neighbouring of the element.

The integration terms have been coloured to distinguish their mem-
ory access pattern. To help the exposition, we will use lowercase letters
in subscripts to denote the indices of an array and an uppercase N with
an appropriate subscript to represent the range of the index, which is
also the length of the array in that dimension. The shape functions and
field variables used in the numerical integration are listed in Table 1.

For the first type of integrals, integration in each element only
involves nodes inside the element. This results in a sequential memory
access pattern. Take the volume integral as an example. Replacing
an arbitrary test function v with the basis functions ¢,, and the trial
function u with its representation in the basis functions ¢,, the volume
integral is computed by a weighted sum on quadrature points,

Z /Vu-VudV
E

Eeé,
N

e

~ (V§¢)m,j,q (J_l)i,j,q,e (V.§¢)n,l,q (‘I_l)i.l,q,e Uep det(‘,)q,cwq’

Ayolume =

Z

m
Il

Iy
I

(16)
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where V¢ is the shape function derivative on the reference element,
with ¢ denoting the coordinates on the reference element; J is the
element Jacobian J = dx/0¢&; w represents the weights for the quadra-
ture points; and u is a function representing the field in the diffusion
problem. Subscripts show the indices of arrays that store discrete values
for the functions in the integral; see Table 1. Recurring indices are
automatically summed except e,q, which occur multiple times and
are explicitly marked in the summation notations. N, and N, are the
numbers of elements and quadrature points, respectively.

A face integral inside the element can be computed similarly by
weighted sum on face quadrature points. Take the consistent term as
an example. Replacing a test function v with the basis functions ¢,, and
the trial function u with its representation in the basis functions ¢,, we
can write the numerical integral as,

Asurface, consistent+
= Z Z -/u+n+~%(vu)+ds

Eeéy, fely 7T

1 N, Ny Ny
-1
%3 2 2 2 s ae Ve r.aT i s et W surt) g oty
e=1 f=1¢g=1
a7)

Here (V:,); ;. is the shape function derivative on the reference el-
ement evaluated on the face quadrature points. It is invariant across
elements. J~! and det(J) are evaluated on the face quadrature points.
They have different values in each element. w is the face quadrature
weights. Note that the determinant of the surface Jacobian det(Jg) is
not the determinant of element Jacobian det(J) but can be computed
from J. Subscripts i, j, e, m,n have the same meaning as in the volume
integral (16). The subscript ¢ refers to the index of face quadrature
points here; f is the (local) face index in an element. N, is the number
of elements; N is the number of faces in an element; N, is the number
of quadrature points on one face.

The second type of integrals are the surface integrals on the “-”
side. These integrals involve DOFs both inside and neighbouring the
elements. A gather-and-scatter memory access pattern is required for
computing the integrals and updating the residual. Compared with
the consistent term on the “+” side (17), functions evaluated on the
quadrature points need to be retrieved and reordered with a gather
operator G defined for “+” and “-” sides. This is necessary since
quadrature points on either side of a face can have different align-
ments. Furthermore, due to the unstructured nature of the mesh, the
neighbouring element indices are irregular. Therefore, shape functions
on the “~” side no longer have contiguous storage, as are the element
Jacobians. The gather operator G takes in the local face index f and
the global element index e and retrieves corresponding function values
on the “+” side or the “~" side. On the “~" side, G~ also reorders the
values on quadrature points. Take the consistent term as an example.
Replacing a test function v with the basis functions ¢,, and the trial
function « with its representation in the basis functions ¢,,, we can
compute the surface integral on the quadrature points,

Asurface,consistent—
= 2 z —/u+n+-%(Vu)_dS
Eeé, fely [

N, Ny N, 18)

M= 3 2 X DG B )G )G (Vi) 1)
e=1 f=1¢=1
X G;,e(("_l)i,j,f,q,e)G;,e(”e,n)G;,e(det("surf)f,q,e)wq~

Subscripts show the indices of arrays that store discrete values of the
functions; see Table 1 for details. Summation is indicated for recurring
indices except for e, f, g, which are explicitly marked.

The computation of integrals on boundary surfaces can proceed in a
similar manner, with the exception that the gather operator G retrieves
values from boundary faces instead. Computing the block diagonal of
A only involve operations inside the elements.
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Table 1
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Functions used in numerical integration and their storage. The names of the functions are marked in bold font. Sizes (N with a subscript) of the arrays used to store the discrete
values of the function are listed at the bottom of the table, as well as the indication of indices. Indices are written in the subscripts in the numerical integration formula (16),

(17) and (18).

In volume integral

Function Shape of storage Indices (Subscripts) Note

x [N, by N, by N,] (i,e,n) ith component of the coordinate of nth node in eth element

u [N, by N,] (e,n) Discrete solution on nth node in eth element

V¢ [N, by N; by N,] (m,j,q) or (m,l,q) Derivative w.r.t. jth or /th reference coordinate of mth
shape function on gth volume quadrature point in the
reference element

J! [N, by N, by N, by N,] (i,j,q.e) or (i,l,q,e) (i, j)- or (i,l)-component of the inverse Jacobian on gth
volume quadrature point in eth element

det(J) [N, by NI (g, e) Jacobian determinant on gth volume quadrature point in
eth element

w [N,] Q) Weight for gth volume quadrature point

In surface integral

Functions Shape of storage Indices (Subscripts) Note

b [N, by N, by N,] (m, f,q) or (n, f,q) mth or nth shape function evaluated on gth face quadrature
point on fth face in the reference element

V¢ [N, by N; by N, by N,] n,j, f,q) Derivative w.r.t. jth reference coordinate of nth shape
function evaluated on gth face quadrature point on fth face
in the reference element

J! [N; by N, by N, by N, by N,] (i,j, f.q,e) (i, j)-component of the inverse Jacobian on gth face
quadrature point on fth face in the reference element

det(Jgyrp) [N, by N, by N,] (f.q.e) Surface determinant on gth face quadrature point on fth
face in eth element

n [N, by N; by N, by N,] 3, f.q.e) ith component of normal vector on gth quadrature point on
fth face in eth element

w [N,] Q) Weight for gth face quadrature point

N,: Number of spatial dimensions, N,: Number of elements, N,: Number of nodes in one element, N,: Number of quadrature points, N,: Number of faces , i,/,/: indices for
spatial dimensions, e: index for elements, m,n: indices for nodes inside an element, ¢: index for quadrature points, f: index for faces.

3.3. Representing multigrid method with neural networks

The two types of operations discussed above are represented with
neural networks here. They form a multigrid solver together with the
coarse-grid operators.

3.3.1. Integrals inside element on the fine grid

For the first type of integrals in Eq. (15) with regular memory
access patterns, convolutional neural networks are used to represent the
numerical integration. Among the multiplications and summations over
indices in (16) and (17), some operands are fixed for all elements, such
as ¢, V:¢ and w. Multiplications involving these terms can be replaced
with convolution. For example, (V)¢ of shape [N, by N, by N,] can
be reshaped into [N, - N, by 1 by N,], as a 1D convolution filter with
N, - N, out-channel, one in-channel, and size N,. This filter applied on
the 1D storage of the solution, u, of shape [1 by N, - N,1, with stride
N,, will give an output array of shape [N, - N, by N,]. This array holds
the product of V¢ and u,

((Vedu) <
[N, - N, by N,]

(V) x "

[N, N, by 1 by N,] [1 by N,-N,] 9

where * denotes convolution. The second line in the equation marks
the shape of the arrays that store the discrete values of those functions.

The remaining multiplications are those whose operands vary across
elements, i.e. no fixed filter exists. They are realised with the Hadamard
product and partial summation over appropriate indices. Take the mul-
tiplication of ((Ved)u) and (J7!) to get the gradient of u on quadrature
points as an example; the contraction of these two tensors over an
index can be written as Eq. (20) in Box I. In the equation, subscripts
explicitly denote which dimension are being contracted, while the
second line in the expression marks the dimension of the arrays that

store the discrete values. An additional singleton' dimension has been
inserted into the first operand. A Hadamard product is computed,
followed by a summation of the contraction dimension indexed as “/”,
which is explicitly denoted in the summation notation. Other than that
index, no summation is indicated in the expression. The example above
gives the evaluation of the gradient of u on volume quadrature points.

Using these operations, we can represent the volume integral with
a neural network as shown in Fig. 4. It is noted that the computation of
the element Jacobian J also uses 1D convolutions. To get the surface
integrals on the “+” side, similar neural networks can be designed, and
their diagrams are omitted in the interest of brevity.

3.3.2. Integrals across elements on the fine grid

For the second type of integral, a graph is used to retrieve, process
and scatter information. Fig. 5 shows a schematic diagram of the
graph representing the mesh. The graph acts as a gather operator G
in Eq. (18). In the graph, vertices are the elements E in the mesh, while
edges are the faces f shared by elements. Each vertex E is associated
with the discrete values in the element for the following functions in
DG,: coordinates of mesh, x, and a discrete solution vector, x (usually
this is the guessed solution u as shown in the figure). The vertices can
also be associated with other functions, such as a residual r, when
the multigrid method requires the action of A on the residual r. Each
edge f : Et — E- is associated with the following information:
the alignment of face quadrature points in the neighbouring element
relative to those in the current element, the type of the face (interior
or boundary, as well as the type of boundaries), the inverse of element
Jacobian on face quadrature points J~!, and the determinant of surface

1 Here, singleton refers to a dimension of length 1 in an array.
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(Vu)i,q,e « E;idl ((V§¢)u)o,l,q,e 0} (J_l)i,l,q,e‘ (20)
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Fig. 4. Schematic diagram of the neural network used for calculating the volume integral a,, . in Eq. (16). This is part of the procedures involved in calculating the residual. The
inputs are the nodes coordinate (x) and a vector to apply the operator on (for example, a guessed solution vector u) (green boxes). A number of layer operations are performed.
Hadamard product or summation over indices are shown in orange; see Eq. (20). Convolutional operations are in cyan. The output is the result of the volume integral. Arrows
originate from which layer the data originated, and the end of an arrow indicates which layer takes that data as input. The dimensions of the layers are indicated on the bottom
of each box, where N, is the number of elements, N, is the number of nodes in each element, N, is the number of spatial dimensions, N, is the number of volume quadrature
points.
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Fig. 5. An example mesh and the graph representation. (a) A 2D mesh consists of some cubic triangular elements. The elements are marked with small triangles. Blue colour
denotes boundary elements, and orange colour denotes interior elements. Each cubic element has ten nodes. Three elements with nodes are shown on the bottom right. The gap
between the three elements is exaggerated to show the discontinuous Galerkin method. (b) A graph representation of the mesh. The vertices of the graph represent elements
(triangles); the edges represent the faces of elements. Boundary faces are represented by edges that connect a vertex to null. (c) When computing the surface integral, for example,
Eq. (18), vertices are associated with functions u, in DG,, node coordinates x, and resulting contributions to Ax. Edges are associated with face type, face quadrature alignment,
and functions evaluated on face quadrature points J~',det Jy,.

Jacobian on face quadrature points det(Jg,). For an element E with The aforementioned convolutional and graph neural networks can
boundary faces, an edge pointing to index —1 is inserted to represent the be assembled into a big model that computes residual on the finest grid,
boundary face. An interior face is a directed edge in the graph, while a as illustrated in Fig. 6. For the data structure, on the fine grid, where
boundary face is an undirected edge. These data are processed on the most of the intensive computations occur, a 1D array is used to store
graph to obtain the surface integrals as shown in, for example, (18). the discrete variables, such as the solution vector u and the components
Since all functions in the equation vary across elements, Hadamard of nodal coordinates x.

product and summation over indices are used to compute the integral.
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Fig. 6. Obtaining the residual in a matrix-free manner on the finest grid via neural networks. Global DOFs (such as the solution vector u and nodal coordinates x) on the finest
grid (shown on the left) are stored in a 1D array and indexed consistently for each element. The colour indicates the element to which nodes belong. The vector and coordinates
are passed to a series of convolutional and graph neural networks, which compute the integrals. Finally, the matrix—vector product Au is subtracted from the right-hand side vector

b to get residual r.

3.3.3. Coarse grid operator evaluation

On the coarsened levels, continuous grids are used. The residual
evaluation will be replaced by a series of graphs that correspond to
the operators on each level. Similar to the fine grid, we need to get the
residual on the coarse grid to perform smoothing or residual passing.
Unlike on the fine grid, the coarser grid operators are sparse matrices
with rather small sizes. Therefore, the residual will be evaluated using
a matrix-based operation (rather than matrix-free). In practice, this is
realised with a sparse matrix—vector multiplication, i.e. no graph neural
network is needed.

However, forming the coarse grid operator on CG, can have a high
memory footprint, as it involves the multiplication of three large sparse
matrices (see Eq. (14)). Here, we use a colour-and-probing method
to save memory. General probing methods use a selected number
of matrix-vector multiplication to approximately evaluate a matrix
function via probing vectors (see, for example, Frommer, Schimmel, &
Schweitzer, 2021). When the sparsity of a matrix allows a d-distance
colouring, the approximation can be exact. In our case, the operator A!
on CG; has a known sparse pattern since we can get the connectivity
matrix for the nodes on CG,. A 2-distance colouring of the sparsity
pattern is used to determine the probing vectors.

3.3.4. U-Net architecture

With the neural networks introduced above, we can form a neural
network in the U-Net architecture to represent the multigrid method.
We remark on the usage of U-Net architecture. There is a resemblance
of the U-Net architecture brought up in Ronneberger et al. (2015) and
the multigrid method in numerical methods (for example Trottenberg
et al., 2000). Both seek a series of coarse representations of the original
system to augment the fine-resolution data of interest. Adopting the
multigrid method or the U-Net architecture in our neural network
solver enables efficiently tackling different components in the solu-
tion error, resulting in O(N) solution time. Without this, our solver
degenerates into a plain Jacobi iteration or a plain Krylov solver.
Such iterative methods would converge slowly or fail to converge for
large-size problems.

4. Results

In this section, we test our solver on several problems. First, we use
two problems with analytical solutions to help verify the solver and

10

test the performance with mesh refinement. Then, we test the solver
on a diffusion problem in a nozzle with an application background in
bio-engineering. All the tests in this section used an NVIDIA RTX A4000
graphic card with 16 GB memory unless stated otherwise. The model
was implemented in PyTorch.

For the AMG method driven by a space-filling curve, we repeat the
agglomeration until there is only one degree of freedom left. Then the
direct solve on the coarsest grid is a division.

4.1. 2D problem with analytical solution

We solve a diffusion problem on a unit square Q = [0, 1]* with the
following boundary conditions:

u=0 onx=0,x=1and y=0, 21
u = sin(zx) ony=1. (22)
The problem has an analytical solution,

u= sin(nx)%(&y)), in Q. (23)

The diffusion coefficient in this test is y = 1.

To verify the solver, we use a series of refined meshes and mea-
sure the convergence rate of the norm of the error. The meshes used
in the analytical problem are shown in Fig. 7. A series of refined
meshes are generated by splitting each triangle into four triangles. The
convergence rate is defined as

— log(hyy /hy)

where ||¢|| is the error of the numerical solution on the level / re-
finement compared to the analytical solution in some norm (infinity
norm is chosen here). ; is the size of elements on level /. In these
verification tests, the tolerance for the linear solver is set such that
the norm of residual drops below 10~°. Cubic elements are used. The
linear solver for this problem is the stand-alone multigrid solver. The
node agglomeration method used is the space-filling curve method.
The convergence rates are shown in Table 2. It is shown that for the
analytical problem, the solver reaches the theoretical convergence rate
of 4 using cubic elements as we refine the mesh. This provides evidence
to suggest that the implementation is correct.

(24)



L. Li et al.

Neural Networks 185 (2025) 107061

—

1.5¢-4 02 04 06 08 1.0
——— ol

u

Fig. 7. Mesh and solution of the 2D analytical problem. Left: mesh with element size 4 =1, N,;, = 4. Middle: mesh with element size 4 = 0.5, N,,, = 16. Right: solution on a mesh

that consists of 1024 elements and size 4 =1/16.
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Fig. 8. Number of iterations required to reach the tolerance 10~° for the residual using
different V-cycles, tested on the 2D problem.

4.1.1. Influence of pre- and post-smoothing steps

Recall that a V(u;,u,) cycle denotes a V-cycle with u, pre-
smoothing and y, post-smoothing steps. Figs. 8 and 9 show the number
of iterations and wall clock time to solve the discretised equation using
aVv(,1), V(2,2) or V(3,3) cycle on the 2D problem. First, it shows that
the number of iterations required for converge is independent of the
mesh size for all types of cycles. As we refine the mesh, the number
of elements or problem size increases, but the number of iterations
remains constant. Second, the numbers of iterations for the three
multigrid cycles are in decreasing order: V(1,1) > V(2,2) > V(3,3).
However, in terms of wall time, the three cycles perform similarly.
This is because the number of operations in each cycle increases as the
number of smoothing steps increases. This will eliminate the gain from
the decrease in the number of iterations needed for convergence. Third,
it is shown that as we refine the mesh, the wall time increases with the
problem size N as O(N) up to 2.6 million DOFs (262,144 elements).

4.1.2. Sensitivity to the level of SFC agglomeration

We test the performance of our solver under different levels of
agglomeration to find the optimised number of levels for the space-
filling-curve node agglomeration method. There is a trade-off between
the ease of direct inverse on the lowest level and the desire to avoid
smoothing at low levels since the smoothing on these levels requires
the least amount of work, thus making most computing processes idle.
If smoothing stops at a higher level where a direct solver is expensive,
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Fig. 9. Wall time elapsed to reach convergence for different V-cycles, tested on the
2D problem.

Table 2

Convergence rate of the 2D analytical problem using cubic elements.
Level N, h llell Rate
0 4 1 1.54x 1072 -
1 16 0.5 1.91 x 1073 3.01
2 64 0.25 1.44x 107 3.73
3 256 0.125 9.28x 107° 3.96
4 1024 1/16 5.83x 1077 3.99
5 4096 1/32 3.64x 1078 4.00

it can also affect the performance.

Figs. 10 and 11 show the number of iterations and wall time when
different agglomeration levels are used. The multigrid cycle in this test
is a ¥V (3,3)-cycle. In the figures, each test case uses a different number
of SFC agglomerated levels, shown on the horizontal axis as “Levels of
agglomeration”. On the coarsest level, we solve the system directly. In
Fig. 10, the number of iterations first increases as more agglomeration
levels are used, then it decreases and reaches a constant value. For
larger problems, the maximum number of iterations is larger. If a fixed
number of levels is used, the multigrid method would no longer be
h—robust (scalable when mesh is refined).

In Fig. 11, the relative time of solve compared to direct solve on
CG, is presented. Note that the set-up time (including finding the CG,
sparsity and forming coarse grid operators) has been excluded for ease
of comparison. For smaller problems (number of elements less than
262,144), direct solution on the highest level is the fastest. Going into
more agglomerated coarsened grids will only hinder the performance.
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Fig. 10. Number of iterations required for convergence using different numbers of
levels with space-filling-curve node agglomeration method.
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Fig. 11. Relative wall time required for convergence using different numbers of levels
with space-filling-curve node agglomeration method.

For larger problems, visiting coarse grids shows advantages, where the
computational cost of smoothing on coarse grids outweighs the cost of
the direct inverse of a relatively large system on CG;.

It is confirmed that no memory overflow occurs when multiple
levels are visited. To summarise, we suggest visiting more agglomerated
grids for larger problems. To ease the complexity of settings, we always
agglomerate until reaching the level where there is only one node
remaining.

4.2. 3D problem — manufactured solution

We use the following manufactured solution to verify the conver-
gence rate and performance in 3D. The analytical solution we chose is
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Table 3

Convergence rate of the 3D analytical problem using cubic elements.
Level N, h llello Rate
0 24 1 7.86 x 1074 -
1 192 0.5 8.24 x 1073 3.25
2 1536 0.25 6.51 x 107° 3.66
3 12,288 0.125 4.35x 1077 3.91
4 98,304 1/16 2.80x 1078 3.96

defined on a unit cube 2 = [0, 113,

u=exp(—x—y—z), inQ. (25)

All the boundaries are Dirichlet. The boundary data is interpolated with
the analytical solution. To get this solution, a right-hand source term
is inserted into Eq. (1),

f=-3uexp(—x —y—1z), in Q. (26)

An initial mesh consisting of 24 elements is generated. Then, by
splitting each tetrahedron into eight smaller tetrahedrons, a series
of refined meshes are generated. The representative mesh after one
refinement and three refinements and numerical solutions on them are
shown in Fig. 12. In addition to the stand-alone multigrid solver, we
apply the multigrid method as a preconditioner for a conjugate gradient
solver and a GMRES solver. Here, a restarted GMRES solver with a
restart number of 10 is used. In the GMRES solver, the convergence
is only tested when a restart is due. Therefore, the iteration counts will
always be a multiple of the restart number. The node agglomeration
method is driven by a space-filling curve.

Table 3 presents the convergence rate for this problem. Expected
fourth-order convergence is observed for the cubic-element mesh.

Table 4 shows the number of iterations for the 3D problem to
converge to a tolerance of 10~°. For all three solvers, the iteration
numbers reach a constant value as we refine the mesh, which shows the
scalability of the solver. The wall time also scales well with increasing
problem sizes. The normalised wall time per DOF decreases as problem
size increases. It is observed that Krylov solvers (CG and GMRES)
require fewer iteration numbers and can reach the tolerance faster.

4.3. Diffusion in a nozzle

In this subsection, we solve a diffusion problem in a nozzle. The
geometry of the problem is taken from an FDA benchmark nozzle
problem. For the detailed description of the geometry, the reader is
referred to, for example, Fehn, Wall, and Kronbichler (2019). The
benchmark was initially brought up to validate CFD codes used in
simulating flow in medical devices. When a projection method is used, a
necessary step for these codes is to solve the pressure Poisson equation.
Therefore, we solve a diffusion problem in the nozzle. Similar to the
problem settings used in Fehn et al. (2020), the inlet and outlet of the
nozzle are Dirichlet boundaries, and the side wall has homogeneous
Neumann boundary condition. We set the scalar value at the inlet to
1 and the outlet to 0. Fig. 13(a) shows the geometry and boundary
conditions for the problem. The mesh size is set as D/n at the inlet
and outlet, where D is the diameter at the inlet and outlet, and at the
minimum cross-section as d /n, where d is the minimum diameter in the
nozzle. n is an integer ranging from 4 to 8. Fig. 13(a) and (b) show the
meshes for n = 4 and n = 8 respectively. This test was run on a machine
with a 24 GB NVIDIA RTX 6000 GPU.

Fig. 13(c) shows the solution to the problem. It is noted here that
due to high-order geometry, even with four elements on the diameter,
it is sufficient to capture the curved shape. Table 5 shows the perfor-
mance of the conjugate gradient solver on this problem. The multigrid
preconditioner for this problem is the smoothed aggregation method
on AMG levels. The problem sizes range from 0.35 to 2.5 million of
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Fig. 12. Mesh and solution of the 3D analytical problem. Left: mesh after one refinement with 192 elements. Right: mesh after three refinements with 12,288 elements. Cubic

elements are used to obtain these solutions.

Table 4

Number of iterations (Nj,,) and wall time consumed for the left-preconditioned GMRES(10) solver, conjugate gradient solver (CG), and the stand-alone multigrid solver (MG),

tested on the 3D analytical problem. Ny,
i.e. N,, = 24. The time reported here includes AMG set-up.

is the number of iterations; 7' is the wall time; T},

is the wall time per degree of freedom, normalised by that for the coarsest mesh,

N,. Npor h GMRES(10) CG MG
Niter T (s) Thor Niter T (s) TBOF Niter T (s) T;OF
24 480 1 30 13.67 1 25 13.17 1 100 17.51 1
192 3840 0.5 40 14.95 1.37x 107! 35 14.36 1.36 x 107! 198 24.37 1.74 x 107!
1536 30720 0.25 50 21.33 244 x 1072 39 19.82 2.35%x 1072 222 35.98 3.21x 1072
12288 245 760 0.125 50 70.41 1.01x 1072 41 65.69 9.74x 1073 225 135.08 1.51x 1072
98 304 1 966 080 0.0625 50 464.31 8.29x 1073 41 430.96 7.99 x 1073 216 937.63 1.31x 1072
Table 5

Solver performance for the nozzle problem using cubic elements and tolerance 107°.

Niterce is the number of iterations; T is the wall time; T;OF is the wall time per
degree of freedom, normalised by that for the coarsest mesh, i.e. N,, =17903.

Nee h Npor Niter, cg T (s) Toor
17 903 D/4,d/4 358 060 31 31.26 1
33252 D/5,d/5 665 040 31 48.09 0.828
54 709 D/6,d/6 1094 180 31 71.85 0.752
83338 D/7,d]7 1 666 760 32 105.60 0.726

126 449 D/8,d/8 2528 980 31 152.62 0.691

DOFs. It is observed in the table that the number of iteration numbers
is constant as the mesh is refined. Wall time also scales well for the
problem sizes tested. The normalised wall time per DOF decreases as
problem size increases.

4.4. Comparison with an optimised implementation

To give a context on the speed of our solver, we make a com-
parison with an optimised implementation in the literature reported
by Kronbichler and Kormann (2019). The paper discussed the matrix-
free implementation of discontinuous Galerkin operators for advection
and diffusion. The implementation was based on MPI for CPUs. The
authors have used tensor-product elements (hexahedrons in 3D and
quadrilaterals in 2D). For such elements, sum factorisation can re-
duce the arithmetic operations when interpolating and integrating over
quadrature points. For the discretisation of the Laplacian operator,
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a symmetric interior penalty scheme in the discontinuous Galerkin
method was used, the same as the method we have used in our solver.
Both affine geometry and curvilinear geometry were considered in
their tests. In terms of implementation details, they explored different
options on whether to store the inverse Jacobians for cell or for
face, whether to pre-compute the product of inverse Jacobians, and
whether to pre-compute and store the geometry information (such as
face normal vectors). We will choose their implementation that uses
curvilinear elements and computes everything on the fly to compare,
as this is exactly what we did in our solver.

Table 6 shows the comparison. Performance on evaluating the
Laplacian operator on a vector, i.e. Ax, is reported. The throughput
number is defined as the number of million degrees of freedom (MD-
OFs) per second. In Kronbichler and Kormann (2019), the mesh in the
test was a cube discretised into 64° hexahedrons, with 16.78 MDOFs.
In our case, the throughput is computed for the nozzle problem with
126,449 elements, i.e. 2.5 MDOFs. Although the throughput of our
solver (6.89 MDOFs/s) is about 50 times slower than theirs (340.67
MDOFs/s), there are two factors that contribute to this gap that are
perhaps avoidable. First, the adoption of tensor-product elements in
their implementation allows sum factorisation, which can reduce arith-
metic operations. For cubic elements in 3D, the number of operations
can be reduced by k“~! = 9 times (Fehn, 2021, Table 4.1). Given this
difference, the projection of their throughput without sum factorisation
would be 37.85 MDOFs/s. This would reduce the gap to around 5.5
times. Second, the peak FP64 performance of the hardware is different.
The GPU in our test is about 2.5 times slower than their CPU. The
speed could be further enhanced using GPUs with better performance or
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Fig. 13. The nozzle problem. Left: a mesh with size D/4,d/4; boundaries are also marked in the figure. Middle: a mesh with size D/8,d/8. Right: the solution field computed on

a mesh with size D/5,d/5.

Table 6

Throughput comparison with an optimised implementation. The throughput number reported by Kronbichler and Kormann (2019) is also
projected to the case where no sum factorisation is used by dividing the number by 9, according to Fehn (2021, Table 4.1).

Kronbichler and Kormann (2019)

Ours

Discretisation
Hardware model

Peak FP64 performance
Throughput (MDOFs/s)

1299 GFLOPs/s

DG with tensor-product elements
Intel Xeon E5-2690 v4 (Broadwell)

340.67 (with sum factorisation), 37.85

DG with simplicial elements
NVIDIA RTX 6000 (Turing)
509 GFLOPs/s

6.89

(projected to without sum factorisation)

even other Al accelerators. To sum up, our implementation with neural
networks is very promising.

4.5. Breakdown of computational time and memory usage

Profiling of our solver has shown that evaluation of the operator on
the finest grid takes the most computational time. It is noteworthy to
explore how time breaks down in different parts of the neural network.
Table 7 shows the breakdown of computational time for evaluating the
operator on a vector in our solver, i.e. Ax. It shows that the computa-
tional time consumed in graph neural networks (68.8%) is much more
than in convolutional neural networks (31.1%), even though the arith-
metic operations are actually fewer in the GNNs than in the CNNs. The
operations in CNNs include calculating the element Jacobians on the
volume integral and surface quadrature points, obtaining the surface
Jacobians and face normal vectors, as well as numerical integration for
volume and surface integral on the “+” side. The operations in GNNs,
however, only consist of computing the surface integrals on the “-”
side, as the Jacobians and face normal vectors on element faces are
reused from the computation in CNNs. The reason for such a huge
time difference is in the indirect memory access pattern. To retrieve
data associated with the graph, a gather operation via indexing must
proceed. There is no guarantee where those data would be located
in memory. After processing the information on the GNNs, a similar
scatter operation is followed. Both gather and scatter have slowed down
the speed.

Memory usage is also reported in Table 7. Peak memory usage for
the nozzle problem with 2.5 MDOFs was 11.37 GB. Peak memory usage
occurs at: 1. in CNNs, when Hadamard product followed by summation
over index is used for computing element Jacobian on surface quadra-
ture points; 2. in GNNs, when they compute shape function derivatives
on face quadrature points (J "V;q.’)) — this is also a Hadamard product
followed by summation over index; 3. in GNNs, when they gather
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information on face quadrature points via indexing, as this requires
allocating new memory to store the gathered information. It is noted
that the Hadamard product followed by summation over indices, which
together compute the contraction of arrays as shown in the example
(20), takes a significant amount of memory. This is because an array
must be allocated that holds the Hadamard product before summation
over an index. In (20) for example, before summation over /, an array of
shape [N, by N, by N, by N,] is allocated in memory, besides (V:¢)u
and J~!. This additional memory allocation can be released once a
summation is computed. Though only lasting for a short period, this
was the peak memory usage in CNNs and GNNs.

5. Conclusions and future work

In this paper, the first implementation of the Finite Element Method
(FEM) on unstructured meshes using neural networks is presented. No
training is needed as the weights of the neural network are set accord-
ing to the desired discretisation. A second novelty of the work is the
adoption of a U-Net graph neural network as a multigrid solver. Coars-
ening of the FEM nodes (or graph vertices) is achieved by a space-filling
curve approach, which guides the agglomeration of nodes/vertices in
forming a series of coarsened graphs (multigrids) that are used within
the layers of the U-Net graph neural network. Alternatively, node
agglomeration can also proceed with smoothed aggregation in our
solver, followed by a multigrid cycle represented by a U-Net neural
network. Drawing on the analogy between U-Net graph neural network
architectures and multigrid methods may help guide the development
of even more powerful U-Net style architectures that mirror different
multigrid cycles to the simple V-cycle used here. Thus this work may
have profound applications throughout Al

We implement a Discontinuous Galerkin (DG) method within this
approach and apply the method to a series of diffusion problems. We
demonstrate the algorithm-wise scalability of the approach, for which
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Table 7
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Breakup of time for applying operator to a vector, Ax. The numbers shown are for the nozzle problem with 2.5 MDOFs.

Operations Time (ms) Percentage (%) Peak memory usage (GB)
Volume integral (CNN) 33.158 9.0 2.679

Finding the Jacobian on the surface, Surface 81.128 22.1 8.464

integrals on “+” side (CNN)

Surface integrals on “—” side (GNN) 243.351 66.3 11.371

Boundary face integral (GNN) 9.274 2.5 0.885

iteration number is independent of the mesh size. The solver has also
been verified against analytical solutions for its accuracy. It has reached
theoretical convergence order (4th order) for cubic elements, which
means it has the same accuracy as finite element methods implemented
in the conventional way. We also compare our solver with an optimised
implementation of the discontinuous Galerkin Laplacian operator in
terms of speed and have shown that our solver has reached very
promising throughput in evaluating the discrete Laplacian operator
at 6.87 MDOFs/s on an NVIDIA RTX 6000 GPU. The breakdown of
computational time has shown that the graph neural networks in the
solver are slower than convolutional neural networks. While the usage
of GNNs is not avoidable in processing unstructured data, further
speed-up is expected subject to optimised implementation.

Due to several important advantages of neural networks (e.g., they
can be differentiated to form sensitivities and digital twins, they can
be run on different computer architectures — CPUs, GPUs and Al
processors — with little or no modification of the code), it is expected
that this will be important in future applications in computational
physics, such as in fluid flows and solid mechanics, where unstructured
meshes are commonly used. In the future, we will apply this method to
more complex problems with abrupt spatial variation, such as multi-
material problems or fluid or solid mechanics problems, which will
benefit from the capabilities of the DG method.
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