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An extended version of the Synthetic Eddy Method for generation of synthetic turbulence

has been developed via a source term formulation and implemented in the open-source cross-

platform solver PyFR. The method caters for the full space-dependent anisotropy of the target

turbulent length scales and it is agnostic of the space and time discretization of the underlying

solver, which can be incompressible or compressible. Moreover, the method does not require

each solution point to communicate with nearest neighbours thus it is well suited for modern,

massively parallel, high-order unstructured codes which support mixed and possibly curved

elements. The method has been applied to two test cases: incompressible plane channel flow

at '4g = 180 and compressible flow over an SD7003 aerofoil at '4 = 66000, "0 = 0.2 and

U = 4◦. The channel flow case was run on three topologically different meshes composed of

hexahedra, prisms and a combination of prisms and tetrahedra, respectively. Almost identical

results have been obtained on the three meshes. Results also show that taking into account the

anisotropy of the turbulent length scales can reduce the development length. For the SD7003

aerofoil case, the injection of synthetic turbulence improves agreement between numerical and

experimental results.

I. Introduction

Scale-resolving simulations like Large Eddy Simulations (LES) are ever more frequently utilised for unsteady flows

around complex geometries, like those found in many industrial settings. LES are in fact becoming increasingly

affordable due to continuous advancements both in computing performance of modern hardware and numerical methods.

However, scale-resolving simulations often require the generation of realistic incoming turbulence to provide accurate

predictions and thus to be effective as a tool. Thanks to the growing interest in LES, the development of turbulence
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generation methods that are accurate, flexible, robust and cheap-to-compute is an active area of research [1, 2].

Over the past two decades the development of compute hardware has been characterised by increasing levels of

parallelism and an abundance of arithmetic capabilities relative to memory bandwidth. These trends have emerged not

only for traditional central processing units (CPUs) but also for accelerators like graphical processing units (GPUs) [3].

In order to harness efficiently the computational power offered by such modern hardware, the numerical methods used to

solve the Navier-Stokes equations must exhibit a significant degree of element locality and of structured memory access.

Flux Reconstruction (FR) schemes combined with explicit time marching posses these properties ([3, 4]). FR schemes

are compact high-order numerical methods for unstructured grids that combine the superior accuracy of high-order

spectral or finite difference methods with the geometrical flexibility of low-order finite volume or finite element schemes.

Hence FR schemes are well-suited to run LES on modern hardware. This work is an effort to develop a synthetic

turbulence generation method that runs efficiently on modern massively-parallel hardware like clusters of GPUs, in

combination with explicit unstructured high-order discretization schemes like FR.

The challenge of introducing realistic turbulence in the computational domain has been addressed via two classes

of methods: recycling methods and synthetic methods [1, 2]. The former approach generates inflow conditions by

running bespoke precursor simulations. It is able in principle to accurately represent the physics of the incoming flow

but it has drawbacks: it lacks generality, it requires substantial additional computational effort and it can have large

storage requirements. The latter approach is more appealing in industrial settings as synthetic methods generate a

fluctuating velocity field based on analytical formulations. These methods typically impose coherence constraints on

a random number field or add random perturbations to a deterministic coherent field. The more popular methods is

these class are Fourier methods, digital filter methods, synthetic (coherent) eddy method, and volume forcing methods.

Hybrid methods have also been developed. The majority of these methods have been employed for compressible flow

simulations, with some exceptions as mentioned below.

Fourier methods generate a time series of velocity fluctuations by summing up random Fourier modes, see for

instance [5, 6]. The phases of the modes are drawn randomly from a prescribed (uniform) distribution and the amplitudes

are computed from the target energy spectrum. These methods are relatively easy to implement and cheap to compute but

are usually appropriate for isotropic turbulence. Further development of such methods designed to cater for anisotropic

turbulence have not seen a widespread adoption. For instance, Keating et al. [7] have shown that a method which

modifies the wave numbers to introduce anisotropic eddies in the flow [8] did not perform well in plane turbulent channel

flows.

The digital filter (DF) method imposes spatial coherence on a set of random data points located on a two-dimensional

cartesian grid through convolution with a Gaussian filter. Temporal coherence can be obtained similarly by applying

the filter in the streamwise direction ([9]), however, a more efficient implementation is obtained by assuming that the

temporal correlation follows an exponentially decaying form ([10]). This method has been successfully applied in many
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scale-resolving simulations, see for instance [11, 12]. One implementation of the DF of Xie et al. [10] that generates a

diverge-free velocity field has been proposed by Kim et al. [13]. The divergence-free turbulent field is obtained by

coupling the DF method with the SIMPLE or PISO algorithm of the incompressible solver. DF is particularly well

suited for anisotropic turbulence as the width of the filter can be varied across the inlet surface. Its main disadvantages

are that it can be computationally intensive and its application to unstructured meshes is not straightforward. This is

because at each time step it requires the generation of a large number of random numbers; the random numbers are then

filtered on a cartesian fictitious mesh and interpolated onto the real mesh, and this process has to be repeated for each

characteristic length scale.

Synthetic eddy methods (SEM, [14–16]) start by defining fictitious coherent eddies in the turbulent flow. These

eddies are randomly distributed at the inlet of the domain and are characterized by a given shape function with compact

support that satisfies a normalisation condition. They are convected through the domain with a constant velocity and

influence the solution as they travel (more detail on this later, see section III). A divergence-free version of SEM has

been proposed by Poletto et al. [17]. SEM has been used successfully in the context of hybrid RANS/LES simulations,

often in combination with the dynamic forcing method, see [18–21].

The dynamic forcing method can be regarded as one of the methods belonging to the fourth class of methods

described here: volume forcing methods. The dynamic forcing method consists in applying a body force within a

control zone adjacent to the inlet, where synthetic turbulence is generated with another method. The magnitude of the

body force is adjusted at run time to minimize the difference between the computed and target Reynolds stress. A more

common use of volume forcing methods is to promote the development of a turbulent boundary layer starting from an

upstream laminar velocity profile by introducing wall-normal fluctuations close to the wall.

The synthetic turbulence generation methods presented above suffer from both or either of two limitations: (i)

they are formulated as inlet boundary conditions; (ii) they do not generate a divergence-free velocity field. An inflow

boundary formulation can hamper the efficiency of the method as a relatively fine mesh is required from the inflow

boundary of the domain to the region of interest to resolve the generated synthetic turbulence. This can result in a

substantial increase in number of mesh elements especially for subsonic and transonic external flows of lifting airfoils.

For this type of flows, the far-field boundary is usually located far from the region of interest to reduce the pressure field

disturbances generated by the aerofoil on the far-field boundary. Furthermore, generating a synthetic velocity field that

is not divergence-free can cause severe unphysical pressure fluctuations [13, 17, 22] in the solution of incompressible

solvers. One way to mitigate both limitations at the same time is to develop methods via a source-term formulation. A

source-term can be active anywhere in the computational domain and in particular it can be active away from boundaries

and closer to the region of interest. Furthermore, a source-term allows to leverage pre-existing algorithms to compute

iteratively a divergence-free solution and avoids the numerical difficulties of generating a divergence-free turbulent field.

This approach has led to the development of hybrid methods. The digital filter of Xie et al. [10] was cast in source term
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formulation, i.e. as a volume forcing method, by Schmidtet al. [23]. Similarly, the Fourier method of Kuzminet al.

[24] was expressed via a source term by Kazarinaet al. [25]. The method proposed here falls in this category and draws

inspiration mainly from the work of Schmidtet al. [23]. Here SEM has been chosen as our starting point over DF

and Fourier methods because it is relatively cheap to compute and well-suited for both inhomogeneous turbulence and

unstructured meshes.

This paper is organised as follows. A general mathematical description of synthetic generation methods is given

in section II. SEM is presented in section III. Its extension for generating fully anisotropic turbulence is given in

section III.A and the source term formulation is detailed in section III.B. The open-source software PyFR is described

in section IV and implementation aspects are discussed in section V. Results of the plane turbulent channel �ow

simulations and of the SD7003 aerofoil are shown in section VI and section VII, respectively. Finally, conclusions are

drawn in section VIII where also the future outlook is presented.

II. Synthetic turbulence

Synthetic turbulence generation methods like the digital �lter ([9, 10, 13]) and SEM ([14� 16]) aim to de�ne a

stochastic signaleD9¹x– Cº, with x = G8 = »G– H– I¼, that satis�es the following conditions:

heD9i = 0– (1a)

heD9
2i = 1– (1b)

heD8eD9i 8< 9 = 0– (1c)

whereh�i denotes the averaging operator and8= 9= f 1–2–3gandeu = eD9 = »eD–eE–eF¼. The signaleD9 is then combined

with the prescribed mean velocityU = * : = »*–+– , ¼and the Choleski decomposition of the target Reynolds stresses

' = �� ) , where� is a lower triangular matrix, to obtain the instantaneous (turbulent) velocity �eldu = D: = »D– E– F¼

at positionx and timeC(see [26]):

D: ¹x– Cº = * : ¹xº ¸ D0
: ¹x– Cº = * : ¹xº ¸

Õ

9

� : 9 ¹xº eD9¹x– Cº– (2)

� =

2
6
6
6
6
6
6
6
6
6
6
4

' 1•2
11 0 0

' 21• � 11 ¹ ' 22 � � 2
21º

1•2 0

' 31• � 11 ¹ ' 32 � � 21� 31º• � 22 ¹ ' 33 � � 2
31 � � 2

32º
1•2

3
7
7
7
7
7
7
7
7
7
7
5

• (3)

Note that for a �ow that is homogeneous in theI -direction,' 31 = ' 32 = 0 and thus� 31 = � 32 = 0.

The conditions 1 ensure that the resulting velocity �eldD: has mean* : = hD: i and the averages of the perturbations
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yield the target Reynolds Stresses' , i.e. hD0
: D0

< i = ' :< [16]. Furthermore, the signaleD9 is constructed so that it varies

in space according to prescribed correlation functionsR8 9and characteristic length scales;8 9de�ned as:

;8 9=
¹ 1

0
R8 9¹bºdb– 8= G8 = G– H– I– 9= eD9 = eD–eE–eF• (4)

The correlation functionsR depend on the method employed. For instance, for the digital �lter method the correlation

functions are exponentials, while for SEM they typically are Gaussians. The length scales;8 9are inputs, together with

the average mean velocity* : and the Reynolds stresses' .

When not in source term formulation, the turbulent �eldD: is imposed as boundary condition at the inlet of the

domain. This typically means thateD9 is de�ned on a 2-dimensional surface (the inlet of the domain) where one of

the spatial coordinates is constant, sayG= 0, and the streamwise direction is normal to that surface. In this case, the

correlation in time corresponds to the correlation in the streamwise direction, i.e.RC 9= RG 9and;C 9= ;G 9.

III. Source-term formulation of the Synthetic Eddy Method

The Synthetic Eddy Method [14� 16] constructs the signaleD9 with a superimposition of �ctitious turbulent eddies

with prescribed geometrical shape, random signs and random positions. In the original formulation [14� 16], presented

here below, the characteristic length scalesl = »;G– ;H– ;I ¼are the same for all velocity components and constant over

the domain, i.e. not space dependent. These limitations are going to be lifted in section III.A. Furthermore, the new

source-term formulation is presented in section III.B

Assume that the turbulence generating plane is the inlet of the domain of area� 8= = ;8=
I ;8=

H , located atG= G8=,

and the streamwise direction is theG-direction. The �rst step of the method is to de�ne a �ctitious box of eddies
 ,

obtained by extruding the inlet in both the positive and negative streamwise direction for a length;G, such that the box

has dimensions»2;G � ;8=
H � ;8=

I ¼. At C= 0, the box is uniformly populated by# eddies, meaning that each coordinate

of the=th eddy's center (G=8) is drawn randomly from a uniform distribution de�ned within the boxG=8 2 
 8. Under

Taylor's hypothesis of frozen turbulence, the eddies are convected trough the box by the bulk velocity so that the location

of eddy= is computed at each time step as:

G=¹Cº =G=¹C0º ¸ * 1 ¹C� C0º– (5a)

H=¹Cº =H=¹C0º– (5b)

I =¹Cº =I =¹C0º• (5c)

Once an eddy reaches the end of the box (G= = G8= ¸ ;G), a new eddy is generated randomly at the beginning of the

box (G= = G8= � ;G). The number of eddies is such that the inlet of the domain is statistically covered ([14]), i.e.
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# = � 8=• � 433H = � 8=•¹ 4;I ;Hº. The bulk velocity* 1 is an additional input that must be provided by the user. Here* 1

is assumed to be constant and uniform across the box of eddies, and computed as

* 1 =
1

°
� 8= d d�

º

� 8=
dU � n d�– (6)

wheren is the local unit normal to the surface� 8=.

The �eld eD9¹xº is computed as*

eD9¹xº =
#Õ

==1

n9=69

� x � x=

l

�
– (7)

wheren9= is the sign (eitheŗ 1 or � 1) of eddy= for component9, and

69

� x � x=

l

�
=

3Ö

8=1

G8 9

�
G8 � G=8

;8

�
=

=GG 9

�
G� G=

;G

�
GH 9

�
H� H=

;H

�
GI 9

�
I � I =

;I

�
• (8)

The signsn9=are drawn randomly from a uniform distribution. The functionsG8 9de�ne the shape of the eddies. They

have compact support on»� 1–1¼and must verify the condition:

1
2

¹ ¸ 1

� 1
G2

8 9¹bºdb = 1– (9)

so that the following condition, which corresponds to eq. (1b), is also veri�ed:

1
23

¹ ¸ 1

� 1

¹ ¸ 1

� 1

¹ ¸ 1

� 1
62

9¹b– [– Zºdbd[ dZ = 1• (10)

Also, theG8 9must be symmetric with respect tob = 0 to obey condition 1a. The random signn9= ensures that also

condition 1c is met. The functionsG8 9can be Gaussian functions, as in [14], with G8 9= G thus same shape function for

all velocity components and all coordinates. They can be also tent functions (as in [15], with G8 9= G), cosine functions

or combinations of the above ([16]). The corresponding correlation function is given by ([14]):

R8 9¹Aº =
1
2

¹ ¸ 1

� 1
G8 9¹bºG8 9¹b ¸ Aºdb• (11)

The inlet of the domain does not have to be covered by one single box, instead multiple non-overlapping box of

* Note that in previous literature ([14� 16]) the right-hand-side of equation eq. (7) is multiplied by the factor
1

p
#

and the function69 contains a

term proportional to
p

# e�ectively cancelling each other out, see for instance eq. 4 in [15]. In this work69 does not contain that term which is thus
not present in eq. (7) either.
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eddies can be de�ned, each with their own target Reynolds stresses, length scales and bulk velocities, see [16].

A. Full local anisotropy of characteristic length scales

In order to generalize the original implementation and thus allow 9 space-dependent length scales;8 9= ;8 9¹xº, we

de�ne the shape functionG as:

G = G¹b– f– �– b<0Gº =

8>>>><

>>>>
:

1

f
p

2c�
exp

�
� 1

2

�
b
f

� 2
�

if jbj � b<0G

0 if jbj ¡ b <0G

– (12)

with

0 � b<0G � 1–� 1 � b � ¸ 1•

Thus in this workG is a standard Gaussian function with zero mean, standard deviationf , clipping valueb<0G, and�

is a constant computed to meet condition 9:

� = � f
b<0G =

1
2

¹ ¸ 1

� 1
G2¹b– f–1– b<0Gºdb– (13)

where we have de�ned� f
b<0G as the constant� computed for a givenf and clipping valueb<0G.

Next we de�ne 3 reference lengths, one for each direction, as the maximum among the velocity components over the

domain:

lA4 5 = ;A4 5
8 = max

9–x
;8 9• (14)

Accordingly, the box of eddies has now dimensions»2;A4 5
G � ;8=

H � ;8=
I ¼and the number of eddies is computed as

# = � 8=•¹ 4;A4 5
H ;A4 5

I º• (15)

The valuesb<0G for each functionG are then de�ned based on the reference lengths:

b<0G
8 9 = max¹;8 9• ;A4 5

8 – b<0G
<8= º– b<0G

<8= = 0•4• (16)

The variableb<0G
<8= limits the maximum di�erence between the reference lengths and the local ones; its value of0•4 has

been chosen empirically based on stability considerations. The product of shape functions69 becomes

69

� x � x=

lA4 5

�
=

3Ö

8=1

G

 
G8 � G=8

;A4 5
8

– f– � f
b<0G

8 9
– b<0G

8 9

!

• (17)
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Figure 1 shows two shape functions squared, one with prescribed length scale equal to;A4 5 and thusb<0G = 1,

G2¹b–1– � 1
1– b<0G = 1º; the other function,G2¹b–1– � 1

0•5– b<0G = 0•5º, has a prescribed length scale of0•5;A4 5 and thus

b<0G = 0•5. Note that the area under both curves is the same and equal to 2, satisfying condition eq. (9) and in turn

eq. (1b). The corresponding correlations functions are shown in �g. 2. According to eq. (4), the length scales are given

by the integral of the curves in �g. 2; it is easy to verify that the corresponding length scales are;A4 5 and0•5;A4 5, as

prescribed.

Note that asb<0G tends to zero, the shape function at the centre of the computational domain,G2¹b = 0º, tends to

in�nity. Hence the choice of limiting variableb<0G
<8= in eq. (16).

Fig. 1 G2¹b–1– � 1
1– b<0G = 1º and G2¹b–1– � 1

0•5– b<0G = 0•5º.

Fig. 2 Correlation function R¹Aº for G¹b–1– � 1
1– b<0G = 1º and G¹b–1– � 1

0•5– b<0G = 0•5º, see eq. (11).
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B. Source term formulation

Instead of imposing the �eldeD9 as boundary condition at the inlet of the domain, an alternative approach consists in

adding a source term to the conservation equation to drive the solution to the desired turbulent �eld. This approach

was proposed in [23] where the digital �lter method was employed to generated the �eldeD9. Here the source term

formulation is used in combination with SEM and it is used for both an incompressible and a compressible solver. The

signalD0
: is then generated with the method outlined in section III.A and introduced via a source term as follows.

1. Incompressible solver

Considering the Navier-Stokes equations in non-conservative (primitive) di�erential formulation, used by the

incompressible solver, we add the source term( to the right-hand-side:

mD:
mC

¸ r � fD: = ( D: – (18)

( D: = ( D: ¹x– Cº =

8>>>><

>>>>
:

D0
: ¹x– Cº

C: ¹xº
F

�
G� G8=

;2;8 ?
G:

�
if x 2 


0 if x 8 


– (19)

;2;8 ?
G: = ;2;8 ?

G: ¹xº = max¹;G: ¹xº– b<0G
<8= ;A4 5

G º– (20)

C: ¹xº = ;2;8 ?
G: •* 1 • (21)

In eqs. (19) to (21) it is assumed thatGis the streamwise direction, thusC: is characteristic convective turbulent time for

velocity componentD: . Furthermore,G8= is the streamwise location of the center of
 andF is a smoothing factor to

avoid strong variations of the source term across the domain as suggested in [23]:

F ¹bº = exp
�
�

c
2

b2
�

• (22)

2. Compressible solver

The compressible solver works on the Navier-Stokes equations in conservative di�erential formulation. In addition

to the source term for the momentum equations, we also add a source term to the density and energy equations to

generate �uctuations in the thermodynamic variables:

md
mC

¸ r � fd = ( d– (23)

mdD:
mC

¸ r � fD: = ( D: – (24)
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md�
mC

¸ r � fd� = ( d� – (25)

with

( d = ( d ¹x– Cº =

8>>>><

>>>>
:

d0¹x– Cº
CD¹xº

F
�

G� G8=

;2;8 ?
GD

�
if x 2 


0 if x 8 


– (26)

( D: = ( D: ¹x– Cº =

8>>>><

>>>>
:

d¹x– CºD0
: ¹x– Cº

C: ¹xº
F

�
G� G8=

;2;8 ?
G:

�
if x 2 


0 if x 8 


– (27)

( d� = ( d� ¹x– Cº =

8>>>><

>>>>
:

0•5 d ju0¹x– Cºj2

CD¹xº
F

�
G� G8=

;2;8 ?
GD

�
if x 2 


0 if x 8 


(28)

andF andC: again given by eqs. (21) and (22), respectively.

In order to compute the density �uctuationsd0¹x– Cº we adopt the Strong Reynolds Analogy (SRA) originally

proposed by Morkovin [27] for adiabatic wall turbulence:

) 0

h) i
� �¹ W� 1ºh" i 2 D0

G

hDGi
– (29)

whereh) i = h) i¹ xº is the local mean temperature,hdi = hdi¹ xº is the local mean density andh" i = h" i¹ xº is the

local mean Mach number. Assuming that pressure �uctuations are unimportant compared to density �uctuations it can

be shown that:
d0

hdi
= �

) 0

h) i
(30)

which provides a good approximation close to a non-adiabatic wall, see [28].

Combining eqs. (29) and (30), the density �uctuations are then given by:

d0¹x– Cº = hdi¹ W� 1ºh" i 2 D0
G¹x– Cº
* 1

• (31)

None that we have simpli�ed eq. (29) assuminghDGi = * G¹xº � * 1 .

Equation (31) gives good predictions for adiabatic walls, see [29, 30], however, its accuracy lowers considerably in

the presence of non-adiabatic walls ([31, 32]). Nevertheless, for instance, it was used successfully to initialise DNS

simulations of hypersonic turbulent boundary layers ([33]), and it was also adopted to study the turbulent shock-induced

separation bubble of the supersonic �ow over an isothermal wall ([11]). Several authors have proposed an improved

version of the SRA that are in good agreement with DNS simulations also with isothermal walls. The improved versions
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have the form:
) 0•h) i

¹W� 1ºh" i 2D0
G•h* Gi

�
1

U¹mh) 0i• mh) i � 1º
(32)

with U = 1, 1•34 and the turbulent Prandtl number, according to [31, 32, 34], respectively. h) 0i is the mean total

temperature. However, the improved version eq. (32) hasnot been used in this work for simplicity reasons.

3. General considerations

The source term is agnostic of the discretization in both time and space. This is particularly useful for incompressible

�ows, for which the burden of generating a diverge-free turbulence velocity �eld is now on the solver rather than on the

turbulence generator, the formulation of which is thus general and relatively simple. The pre-existing algorithms to

compute iteratively a diverge-free solution can be leveraged without modi�cations. Also note that each solution point is

treated independently of the others and the only information required is its physical coordinates. Unlike for the digital

�lter method, no �ltering nor interpolation is required. This makes the method well suited for (high-order) unstructured

solvers that support mixed and possibly curved elements. Another advantage of the source term formulation over the

boundary-condition formulation is that the turbulence generating surface can be anywhere in the domain and of any

size. Once dimensions;8=
H – ;8=

I and locationG8= of the surface have been chosen, the corresponding box of eddies
 is

constructed accordingly. This allows the turbulence generating surface to be away from boundaries and closer to the

region of interest. Unlike with the boundary-condition formulation, the mesh can still be relatively coarse close to the

boundaries and progressively re�ned as the region of interest in approached, as it is typically done when no turbulence

is injected. An appropriate development length is still required of course.

IV. PyFR

The method described in the preceding sections has been implemented in PyFR (www.pyfr.org , [3]), an open-source

cross-platform Python-based CFD solver. PyFR can run on high-performance computing clusters utilising distributed

memory parallelism, which is accomplished via the Message Passing Interface (MPI). The solver is high-order accurate

in space via the Flux Reconstruction approach [4] and massively parallel via platform-uni�ed runtime code generation

using the MPI + X approach, where X can be OpenMP for conventional CPUs, CUDA for Nvidia GPUs, OpenCL

for Intel GPUs or HIP for AMD GPUs. The outer layer of PyFR is written in Python and is run on the host CPU.

This outer layer is responsible for the steps of the algorithm that are not computationally intensive, i.e. the setup,

handling of distributed memory parallelism via MPI and scheduling of the kernel invocations. The kernels carry out the

computationally intensive tasks. While their source code is written in a general template language, at run time they are

specialised for the target hardware, i.e. they are converted to low-level code (either OpenMP, CUDA, OpenCL or HIP)

and run on the target accelerator (either conventional CPUs, NVIDIA GPUs, Intel GPUs or AMD GPUs, respectively)
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Fig. 3 Implementation strategy when running in parallel with three processors. Dashed green boxes indicate
the host CPU on which the Python layer runs; dotted blue boxes denote accelerators on which the kernels are
run.

when called by the Python scheduler.

The results of the channel �ow shown here (section VI) have been obtained with the incompressible solver [35], which

is based on the unsteady arti�cial compressibility formulation with dual time stepping. Convergence in pseudo-time is

accelerated with a?-multigrid, locally adaptive pseudo-time stepping. The physical time integration scheme is the

standard2nd-order Backward Di�erencing Formula (BFD2). The results of the SD7003 aerofoil (section VII) have been

obtained with the compressible solver of PyFR [3], which solves the �ow equations written in conservative formulation.

Time stepping is carried out with an adaptive RK45 scheme. For both solvers, no explicit sub-grid scale model is used.

The synthetic turbulence generation method described above (section III) has been implemented in PyFR v1.9.0.

A patch that provides the additional functionality of the turbulence generator is provided as part of the Supplemental

Materials. We also provide the meshes and con�guration �les used in this work.

V. Implementation and computational cost

Only the mesh elements contained in the box of eddies
 contribute to the source term. The 6 elements of the

� matrix (eq. (3)) are precomputed for each solution point in
 and stored. However, the 9 components of matrices

;8 9• ;A4 5
8 andb<0G

8 9 (eq. (16)) are computed at every iteration to reduce the storage requirements and save memory

bandwidth. The method does not require each solution point to communicate with nearest neighbours. All processors

know the location and strength of all �ctitious eddies at any given time. This is achieved by generating new eddies at the

Python level with a time-dependent random seed which is shared among processors. This implementation strategy

ensures no communication is needed between partitions. The Python layer updates the location of the eddies according

to eq. (5) and generates new ones if necessary. The source term eq. (19) is then computed by the dedicated kernel run on

the accelerator, see �g. 3. This results in a cross-platform implementation. Every time an instantaneous solution is

written to �le, the eddies' locations and strengths are written to �le as well. At restart, the location of eddies is read
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(a) slowdown with 6 NVIDIA K20 (b) slowdown with 30 NVIDIA K20

Fig. 4 Slowdown due to synthetic turbulence generation. Incompressible plane turbulent channel �ow at
'4 g = 180, structured mesh.

from �le ensuring consistency and stability between restarts.

The computational cost of the method is highly dependent on the number of eddies# , which increases as the target

length scales in theHandI -direction get smaller and as the turbulence generating area gets larger (eq. (15)). The

slowdown with respect to the same run without any turbulence generation is shown in �g. 4 for the incompressible

channel �ow test case on the structured mesh (see section VI), run on 6 GPUs (�g. 4a) and on 30 GPUs (�g. 4b). The

slowdown is computed based on the wall time needed to carry out a �xed number of multi-? cycles. Without any

mitigation strategy, the slowdown increases linearly with the number of eddies reaching values up to� 25%and� 30%

for # = 180when running on 6 and 30 GPUs, respectively. As the number of eddies increases, so does the imbalance

between partitions thus the slowdown is further exacerbated when an aggressive scaling is adopted. In order to mitigate

the performance loss we adopt a simple load balancing strategy: when partitioning the mesh, elements that belong to the

box of eddies are assigned a partition weight increased by a factor of 2. Note in �g. 4 that for a small number of eddies,

# = 10, the load balancing is slightly detrimental as it increases the slowdown. This suggests that for this case, the

optimal factor for the partition weights is lower than 2. On the contrary, the optimal partition weight factor is likely

higher than 2 for a high number of eddies as the mitigation strategy becomes less e�ective for# ¡ 80. Nevertheless

this simple strategy, while certainly not optimal for all settings, e�ectively reduces the slowdown to acceptable levels,

especially when an aggressive scaling is required.

VI. Incompressible plane turbulent channel �ow at '4 g = 180

The described synthetic turbulence generation method is applied to the classic plane turbulent channel �ow case

at '4 g = 180, where'4 g = DgX•a is the Reynolds number based on the friction velocityDg =
p

gF • d wheregF is

13



Fig. 5 Computational domain. Gray surfaces: solid walls; orange surface: center surface of the box of eddies.
Note the di�erent scale of each axis.

the wall shear stress, the channel half-heightXand the kinematic viscositya. This corresponds to a bulk Reynolds

number based on the bulk velocity* 1 andXof '4 = 2767. Our results are compared to the reference DNS data of

[36, 37]. All quantities of interest were provided in digital version in [37] with the only exception of the pro�le of

pressure �uctuations?A<B which instead was obtained by digitalising the corresponding �gure in [36].

A. Setup

The domain has a length of20cXin the streamwiseG-direction, a height of2Xin the wall-normalH-direction and a

width of cXin the spanwiseI -direction. An adiabatic no-slip condition is applied at the solid walls (H•X= � 1). At the

inlet (G•X= 0) we apply the PyFR boundary conditionac-char-riem-inv . This is characteristic Riemann-invariant

boundary condition for arti�cial compressibility formulation ([35]). This boundary condition is substantially less

re�ective than a standard �xed velocity inlet boundary condition and is parametrised by a target velocity pro�leU8=¹xº

and a target static pressure?8=. A constant static pressure equal to?>DC= ?8= � 20cgF •X is imposed at the outlet

(G•X = 20c) to provide an appropriate pressure drop. Periodic boundary conditions are applied in theI -direction

(I •X = � c•2). The pro�les of streamwise velocity imposed at the inlet,* 8=, have been obtained by performing a

polynomial interpolation of the reference data [36, 37]. Similarly, the pro�les of the Reynolds stress componentshD0
8D

0
9i

required as input to the synthetic turbulence generation method were obtained by performing a polynomial interpolation

of the reference data [36, 37]. The center of the box of eddies is atG•X= 2, * 1 = 1 andf = 0•7 (see eq. (12)) for all

runs. The box of eddies covers the entire span and height of the channel, see �g. 5.

Three di�erent meshes are used to test the synthetic turbulence generation method, see �g. 6: a structured mesh

(all hexahedra), an unstructured mesh with all prisms obtained by splitting the hexahedra of the previous mesh, and

mixed-element unstructured mesh composed of prisms and tetrahedra. The mixed-element mesh and the prisms mesh

share the �rst 5 layers of prisms o� the walls. The three meshes in the results to follow are denoted byhexes, prisms

andmixed, respectively. Spacings are uniform inGandI -direction and they are gradually clustered close to the walls

14



(a) hexes (b) prisms (c) mixed

Fig. 6 Cut at constantG•Xof the meshes used.

along theH-direction. The hex mesh contains156� 19� 15 elements for a total of 44460 hexahedra. The prisms mesh

contains 88920 prisms and the mixed mesh is composed of 46800 prisms and 186149 tetrahedra.

On each of the three meshes, three di�erent synthetic turbulence settings are imposed for a total of 9 runs. The

synthetic turbulence settings di�er for the characteristic length scales;8 9, which are prescribed with increased complexity:

; iso
8 9 = 0•4– (33)

;partial aniso
8 9 = ;partial aniso

8� =

2
6
6
6
6
6
6
6
6
6
6
4

;G ;G ;G

;H ;H ;H

;I ;I ;I
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7
7
7
7
7
7
7
7
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• (35)

The number of eddies (see eq. (15)) associated to the length scales in eqs. (33) to (35) is# = 10, # = 148and# = 37,

respectively. Equation (33) is representative of isotropic turbulence. Equation (34) imposes a partial anisotropy as the

same characteristic length in theG– H– Idirections is used for all velocity components. Equation (35) leverages the added

�exibility of the method (section III.A) and caters for a full anisotropy of the length scales, which is more physically

sound. Domain dependent length scales are catered for by the method but have not been employed in this work as such

detailed information is seldom available. The values in eq. (35) are representative of the length scales at a quarter height

of the channel (H= � 0•5) as shown in [10], and have been obtained using the de�nition eq. (4) on the DNS data of [38].

If we choose theD-component values of eq. (35) and impose them for the other two velocity components we obtain

eq. (34). Equation (33) is reasonable compromise to represent all scales with a single scalar suggested in [14]. The

three turbulence settings are denoted byiso, partial anisoandaniso, respectively. The combination of meshes (hex,

prisms, mixed) with settings (iso, partial aniso, aniso) gives a total of 9 simulations.
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One more set of data is generated to provide reference results obtained with PyFR but independent of the synthetic

turbulence generation method. Similarly to a previous work [39], the test case is run with periodic boundary conditions

at inlet and outlet, with the �ow being driven by a volumetric momentum source (recycling method) equal togF •X,

wheregF is the wall shear stress. In this case the domain is of size»8cX� 2X� cX¼, discretized with64 � 19 � 15

hexahedra, with the same mesh resolution as for the hex mesh. This set of data is denoted byperiodic.

All 10 simulations are carried out with the incompressible solver in PyFR. Each simulation is started using solutions

polynomials of degree? = 2 and run for 500 convective timeC2 = X•* 1 units. Then they are restarted with? = 4 and

run for approximately800C2. Statistics are collected for the last700C2 ensuring any transients arising from startup or

increasing polynomial degree to be damped. For the periodic run, the turbulence generator is turned on only for the �rst

20C2 providing an initial perturbation to the �ow and thus promoting the development of turbulence. We used BDF2 for

physical time integration with a time step size of� C= 0•02C2 and the velocity residuals of the pseudo-time problem

are converged down to2 � 10� 5 at each physical time step. Convergence in pseudo-time is achieved with the RK45

scheme coupled with a local pi control and multi-? V-cycle acceleration [35]. All settings can be found in the provided

con�guration �les in the Supplemental Materials.

B. Results and discussion

We �rst verify the correct implementation of the algorithm by comparing the target correlation functionsR8 9, which

depend on the input turbulent length scales;8 9, to the actual values obtained in a simulation. This is shown in �g. 7 for

the most complicated run, i.e. anisotropic turbulent length scales;aniso
8 9 (eq. (35)) on the mixed mesh. In particular,

�g. 7a shows the temporal/streamwise one-point correlationsRC 9= RG 9, and �g. 7b shows the spanwise two-points

correlationsRI 9 for the velocity components9= D– E– F. They are obtained by sampling the �ow solution every time

step with 24 probes located just downstream of the box of eddies, at»G= 3– H= 0–0 � I Ÿ c ¼. A total of 35000

samples per probe were collected. Very good agreement is found between the target and the actual correlationsRCDand

RCF, while RCEis slightly under-predicted in the CFD, see �g. 7a. Similarly, the actualRID andRIE follow closely

their targets, whileRID is slightly over-predicted for;I • ;A4 5
I ¡ 1. We emphasise that the method is in a source term

formulation, which corresponds to a weak imposition of the correlation functions and in turn of the length scales. Thus

such small discrepancies between the target and actual correlation are to be expected.

We now present a series of �gures to show the development of the mean velocity pro�le (�g. 8), Reynolds stress

components' 8 9= hD0
8D

0
9i (�gs. 9 to 12) and pressure �uctuations (�g. 13). All variables are time and spanwise averaged,

and made non-dimensional appropriately with the local value ofDg. Each of �gs. 8 to 13 contains a3 � 3 matrix

of sub-�gures. Each of the sub-�gures shows our results on the 3 meshes for the indicated turbulence setting at the

indicated axial location. Columns in the3 � 3 matrix of sub-�gures represent the axial locationsG•X= 5, G•X= 10 and

G•X= 60, respectively. Rows in the3 � 3 matrix of sub-�gures represent the turbulence settingsiso, partial anisoand
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(a) RC 9 (b) RI 9

Fig. 7 Correlations on the mixed mesh with anisotropic turbulent length scales.

aniso, respectively. First we note that there is excellent agreement between ourperiodicresults and the reference DNS

data. Furthermore, our results obtained with the synthetic turbulence generator overlap with the reference and periodic

data atG•X= 60, i.e. close to the end of the channel. The only exception are the pressure �uctuations when theiso

settings are used, see �g. 13c. This indicates that the combination of solver, domain size and grid resolution provides

DNS-like results. This also means that any discrepancies between the synthetic turbulence generator results and the

reference/periodic are to be assigned to the turbulence generation method itself.

In each sub-�gure, the synthetic turbulence generation results obtained on the 3 di�erent meshes overlap, showing

that the method is transparent to the grid topology. The agreement with the reference and periodic results generally gets

better as we go along the streamwise direction and/or if more sophisticated turbulence settings are used, i.e. moving

towards the right and/or towards the bottom of the3 � 3 matrix of sub-�gures. This is con�rmed by looking at the

development along theG-direction of the! 2-norm of the error with respect to theperiodic(per) results,

! 4AA
2 ¹k ¹Gºº =

2
6
6
6
6
4

# HÕ

8

¹k 8¹Gº � k ?4A
8 ¹Gºº2

3
7
7
7
7
5

1•2

– (36)

which is shown in �g. 14 for the statistics of interest

k = ḐA<B– ȨA<B– F̧A<B–hDEi• D2
g– ?̧A<B

on thehexesmesh.# H represents the number of solution points along theH-direction. Thepartial anisoandaniso

datasets reach lower levels of error quicker than theiso. Thus taking into account the anisotropy of the turbulent

length scales, even in a relatively crude way as the length scales are constant over the height of the channel, shortens
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the development length and it is therefore bene�cial. In this case the development length is similar to other methods

proposed in literature, see for instance the digital �lter method in [10], as atG•X = 10 a very good agreement with

reference DNS data is obtained.

We turn now our attention to the development of the pressure �uctuations �g. 13. Spurious pressure �uctuations

are common in synthetic turbulence and become particularly problematic for incompressible �ows whenever the �eld

of synthetic velocity �uctuations is not divergence-free [13, 22]. For instance, Kimet al. [13] observed pressure

�uctuations several orders of magnitude higher than DNS data when the digital �lter method with no ad-hoc correction

was employed for an incompressible channel �ow simulation at'4 g = 395. The spurious pressure �uctuations were

reduced to two orders of magnitude and con�ned to a region close to the inlet (G•X Ÿ4) only when a divergence-free

synthetic velocity �eld was injected. Here the di�erence between the results obtained with the proposed algorithm and

the reference data is at most a factor of 4, gradually reduced along the streamwise direction. Again the discrepancies

between our results and the reference data are smaller when the anisotropy of the turbulent length scales is taken into

account. In fact, even atG•X= 60 theiso results do not overlap with reference/periodic data and they are of comparable

accuracy to the results obtained with thepartial anisoandanisosettings atG•X= 10.

The development of the friction velocityDg•D?4A
g is shown in �g. 15. Again the method is transparent to the mesh

topology and the main di�erences are due to the turbulence settings. Taking into account the anisotropy provides a faster

convergence to the fully-developed value. We note that the di�erence betweenDg andD?4A
g is less than2%already at

G•X� 4 for theanisoresults (�g. 15a), while for theiso results a development length ofG•X� 12 is required to achieve

the same di�erence betweenDg andD?4A
g (�g. 15c). Thepartial anisoresults are in-between with a required length of

G•X� 8 (�g. 15b).

Power spectral density at (G= 5– H= 0– I= 0), (G= 10– H= 0– I= 0) and (G= 60– H= 0– I= 0) of the pressure and

velocity signals are shown in �gs. 16 and 17, respectively. As done before, results are presented in a3 � 3 matrix and

similar considerations can be made. There is no signi�cant di�erence between the results on di�erent meshes if the same

turbulent settings are used. The agreement between the synthetic turbulence results and the reference data improves

as the anisotropy is taken into account and as we look further downstream in the channel. Very good agreement over

the entire range for all datasets is observed for the velocity, see �g. 17. For the pressure instead, �g. 16, the energy

associated to the lower range of frequencies is over predicted atG•X = 5 andG•X = 10. However, at the end of the

channel (G•X= 60) all spurious �uctuations have been absorbed in all datasets. The only exception is theiso results

which over-predict the power associated to the mid-frequency range atG•X= 60, see �g. 16c.

Finally, we focus our attention to the near-wall structures visualised as iso-surfaces of the Q-criterion [40],

& = �
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Õ

8

Õ

9

mD8
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(a) G•X= 5, iso (b) G•X= 10, iso (c) G•X= 60, iso

(d) G•X= 5, partial aniso (e)G•X= 10, partial aniso (f) G•X= 60, partial aniso

(g) G•X= 5, aniso (h) G•X= 10, aniso (i) G•X= 60, aniso

Fig. 8 Time and spanwise average pro�les of* ¸ = * •Dg at G•X= 5– G•X= 10and G•X= 60 for the three in�ow
turbulence settings: , reference [36, 37]; , periodic; , hexes; , prisms; , mixed.
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(a) G•X= 5, iso (b) G•X= 10, iso (c) G•X= 60, iso

(d) G•X= 5, partial aniso (e)G•X= 10, partial aniso (f) G•X= 60, partial aniso

(g) G•X= 5, aniso (h) G•X= 10, aniso (i) G•X= 60, aniso

Fig. 9 Time and spanwise average pro�les ofḐA<B = DA<B•Dg = hDDi 1•2•Dg at G•X = 5– G•X = 10 and G•X = 60
for the three in�ow turbulence settings: , reference [36, 37]; , periodic; , hexes; , prisms; , mixed.
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(a) G•X= 5, iso (b) G•X= 10, iso (c) G•X= 60, iso

(d) G•X= 5, partial aniso (e)G•X= 10, partial aniso (f) G•X= 60, partial aniso

(g) G•X= 5, aniso (h) G•X= 10, aniso (i) G•X= 60, aniso

Fig. 10 Time and spanwise average pro�les ofEA<B•Dg at G•X = 5– G•X = 10 and G•X = 60 for the three in�ow
turbulence settings: , reference [36, 37]; , periodic; , hexes; , prisms; , mixed.

21



(a) G•X= 5, iso (b) G•X= 10, iso (c) G•X= 60, iso

(d) G•X= 5, partial aniso (e)G•X= 10, partial aniso (f) G•X= 60, partial aniso

(g) G•X= 5, aniso (h) G•X= 10, aniso (i) G•X= 60, aniso

Fig. 11 Time and spanwise average pro�les ofF ¸
A<B = FA<B•Dg at G•X= 5– G•X= 10and G•X= 60 for the three

in�ow turbulence settings: , reference [36, 37]; , periodic; , hexes; , prisms; , mixed.
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(a) G•X= 5, iso (b) G•X= 10, iso (c) G•X= 60, iso

(d) G•X= 5, partial aniso (e)G•X= 10, partial aniso (f) G•X= 60, partial aniso

(g) G•X= 5, aniso (h) G•X= 10, aniso (i) G•X= 60, aniso

Fig. 12 Time and spanwise average pro�les of�h DEi• D2
g at G•X= 5– G•X= 10 and G•X= 60 for the three in�ow

turbulence settings: , reference [36, 37]; , periodic; , hexes; , prisms; , mixed.
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(a) G•X= 5, iso (b) G•X= 10, iso (c) G•X= 60, iso

(d) G•X= 5, partial aniso (e)G•X= 10, partial aniso (f) G•X= 60, partial aniso

(g) G•X= 5, aniso (h) G•X= 10, aniso (i) G•X= 60, aniso

Fig. 13 Time and spanwise average pro�les of?¸
A<B at G•X = 5– G•X = 10 and G•X = 60 for the three in�ow

turbulence settings: , reference [36, 37]; , periodic; , hexes; , prisms; , mixed.
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(a) * •Dg (b) DA<B•Dg

(c) EA<B•Dg (d) FA<B•Dg

(e) �h DEi• D2
g (f) ?¸

A<B

Fig. 14 ! 2-norm of the error with respect to the periodicresults for the hexesmesh.
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(a) iso (b) partial aniso

(c) aniso

Fig. 15 Development ofDg•D?4A
g .

see �g. 18, with& = 0•75* 2
1•X2. The anisotropy of the length scales allows to generate elongated structures which

are convected by the mean �ow and soon develop into the classical hairpin vortex structures, �g. 18c; see also for

comparison the reference periodic solution in �g. 18d. Instead the more isotropic structures injected with theisosettings

need a longer length to develop into more physical shapes, �g. 18a. This is consistent with the development of the

friction velocity shown before in �g. 15.

VII. SD7003 aerofoil

We now investigate the transitional �ow over the SD7003 aerofoil at angle of attackU = 4� and Reynolds number

based on the chord (2) of '4 = d1 * 1 2• ` = 66000. At these conditions, the unsteady �ow over the aerofoil is

characterized by laminar �ow separation and the formation of a transitional zone, followed by the reattachment of the

turbulent boundary layer. When considering a time-averaged solution, the transitional zone appears as a long laminar

separation bubble on the aerofoil surface. This test case has been investigated extensively with LES without synthetic
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(a) G•X= 5, iso (b) G•X= 10, iso (c) G•X= 60, iso

(d) G•X= 5, partial aniso (e)G•X= 10, partial aniso (f) G•X= 60, partial aniso

(g) G•X= 5, aniso (h) G•X= 10, aniso (i) G•X= 60, aniso

Fig. 16 Power density spectra of pressure �uctuations atG•X = 5– G•X = 10 and G•X = 60 for di�erent in�ow
turbulence settings.
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