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ABSTRACT

Adversarial actors have shown their ability to infiltrate enterprise
networks deployed around Cyber Physical Systems (CPSs) through
social engineering, credential stealing and file-less infections. When
inside, they can gain enough privileges to maliciously call legiti-
mate APIs and apply unsafe control actions to degrade the system
performance and undermine its safety. Our work lies at the intersec-
tion of security and safety, and aims to understand dependencies
among security, reliability and safety in CPS/IoT. We present a
methodology to perform hazard driven threat modelling and im-
pact assessment in the context of CPSs. The process starts from the
analysis of behavioural, functional and architectural models of the
CPS. We then apply System Theoretic Process Analysis (STPA) on
the functional model to highlight high-level abuse cases. We lever-
age a mapping between the architectural and the system theoretic
(ST) models to enumerate those components whose impairment
provides the attacker with enough privileges to tamper with or
disrupt the data-flows. This enables us to find a causal connection
between the attack surface (in the architectural model) and system
level losses. We then link the behavioural and system theoretic rep-
resentations of the CPS to quantify the impact of the attack. Using
our methodology it is possible to compute a comprehensive attack
graph of the known attack paths and to perform both a qualitative
and quantitative impact assessment of the exploitation of vulner-
abilities affecting target nodes. The framework and methodology
are illustrated using a small scale example featuring a Communi-
cation Based Train Control (CBTC) system. Aspects regarding the
scalability of our methodology and its application in real world
scenarios are also considered. Finally, we discuss the possibility of
using the results obtained to engineer both design time and real
time defensive mechanisms.
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1 INTRODUCTION

Modern Cyber Physical Systems (CPS) feature several components
operating together to monitor and control the surrounding envi-
ronment. Disrupting the functionalities provided by CPSs impacts
not only on business productivity but can also constitute a threat
for operators’ safety and to the environment in which they oper-
ate [1]. Critical National Infrastructures (CNI) such as healthcare,
transportation networks, power grids, etc. are deployed as Cyber
Physical Systems; the disruption of these activities impacts every-
day tasks [4] [34] [33], state economies [20], and lives [24]. Cyber
Physical Systems differ in many aspects from traditional software
systems, and security problems must therefore be approached with
a different perspective that also takes into account the evolution
of the physical process. In CPSs attackers can leverage legitimate
access points of the system (API) to disrupt the process and, in some
cases, even damage the environment where it operates. Malicious
actors have shown the ability to penetrate enterprise networks
deployed around CPSs through a massive use of social engineer-
ing techniques and stolen credentials and to successfully infiltrate
into the business level of an CNI [6]. Once inside the network,
attackers can use legitimate system functionalities to disrupt the
service provided or even damage physical components [20]. One
example is the kill chain leading to the installation of the Crashover-
ride/Industroyer malware where cyber-criminals initially infiltrated
the system using stolen credentials. Then, they navigated the IT net-
work all the way to the Industrial Control System (ICS) and injected
the payload leveraging legitimate channels and re-using credentials
created during previous intrusions [34]. Adversarial actors can thus
disrupt CPSs’ activities by intruding their components and issuing
commands when it is not safe to do so. In Model Based Engineering,
System Theoretic tools such as System Theoretic Accident Model
and Processes (STAMP) and System Theoretic Process Analysis
(STPA) [21] [22][39] have been developed to address safety related
issues at design level. These tools look at safety as an emergent
propriety depending on a correct interaction between all the parts
of the system. Hazards and consequent losses are caused by the
unsafe application of control actions.

This work lies at the intersection between security and safety
in the context of CPS. We introduce a methodology to perform
hazard driven modelling of cyber and physical threats and impact
assessment following an attack. We assume that the CPSs’ archi-
tectural, functional and behavioural representations are available,
along with the results of a hazard analysis. The latter typically
includes a comprehensive list of hazardous scenarios that would
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result in losses with respect to business, operational environment
and human life [9].

The proposed methodology starts with the analysis of behavioural,
functional and architectural representations of the CPS and is or-
ganised in four steps, outlined in Figure 1. First (STEP 1.A), we apply
System Theoretic Process Analysis (STPA) [22] on the functional
model to elicit the existing causality links between commands is-
sued and hazardous scenarios. The outcome of this step highlights
the abuse cases [38]: collections of legitimate commands that the
attacker might aim to use to trigger hazards. During the second
step, we perform two mappings (STEPS 2.A and 2.B). One links to-
gether the functional and architectural models of the CPS, while the
second is constructed between the functional and the behavioural
models. From an adversarial perspective, this is a two stage process
aming to, firstly, assign a semantic meaning to data-flows defined
within the System Theoretic Model and, secondly, to link the at-
tack surface with the data-flows. The objective is to understand
the impact of adversarial actions on the evolution of the controlled
physical process.

We then proceed with the enumeration of those components
(Target Nodes) in the architectural representation, whose impair-
ment provides the attacker with enough privileges to alter or disrupt
the information data-flows (STEP 3.A). Applying this methodology
leads to three outcomes: we compute a comprehensive attack graph
(AG) of all exploitation paths leading to compromise of the Target
Nodes (STEP 4.C), we provide a qualitative (STEP 4.B) and then a
quantitative (STEP 4.A) impact assessment of compromising on one
or more Target Nodes. We illustrate the methodology by applying it
to a small scale example of a Communication Based Train Control
(CBTC) system. We further discuss aspects regarding the scalability
of our methodology and its application to real world scenarios.
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Figure 1: Hazard Driven generation of Attack Graph for Cy-
ber Physical Systems.

The contributions of our work are as follows:

e We propose a mapping between the architectural and func-
tional models of a CPS.

e We propose a mapping between the behavioural and func-
tional models of a CPS.

e We enumerate the architectural components that are poten-
tial targets of threats, given a high-level hazard analysis. We
leverage the target list, along with the system architectural
model, to compute an Attack Graph for the CPS that com-
prises all known exploitation paths enabling an attacker to
compromise emerging system properties such safety and
domain specific performance.

e We propose both a qualitative and quantitative assessment
of the impact of cyber and physical attacks against CPSs.

We apply our methodology to a small scale example featuring a
Communication Based Train Control System (CBTC). Aspects re-
garding the scalability to a real world setting are discussed. The
results we obtain are analysed aiming to engineer defensive strate-
gies both at design time and at run time.

Our work is organised as follows: in Section 2 we give an overview
of the related work, in Sections 3 and 4 we introduce the models
used to represent different aspects of a CPS and how these repre-
sentations relate to each other. In Section 5 we introduce a hazard
driven threat modelling methodology that combines the three rep-
resentations. The framework presented is applied on a use case
in Section 6, while in Section 7 we explore further the use of our
model to assess the impact of attacks against CPSs.

2 RELATED WORKS

The resilience of Cyber Physical Systems (CPSs) to attacks is ad-
dressed in literature from several perspectives most of which are
based in either Control or Systems Theory. Research based in Sys-
tems Theory, such as Systems-Theoretic Accident Modelling and
Processes (STAMP) [21], provides a functional view of the CPS and
the interactions that its components have one with each other. Sys-
tem Theoretic Process Analysis (STPA) [21][22] is a hazard analysis
methodology applied on a system theoretic model and is built on
the top of STAMP. STPA sees safety as an emergent property and
is based on the assumption that incidents are caused by unsafe
applications of control actions. It therefore investigates causalities
in complex systems through the analysis of the information flow.
STPA has also been applied to security aspects leading to STPA-Sec
[39],[28]. STPA-Sec starts from a list of system hazards and aims to
find the security violations that enable attackers to unsafely apply
control actions. In these models, security aspects are treated with
respect to safety and the methodology does account for targets
other than critical functionalities [12]. These two limitations can
be overcome by introducing at the requirements modelling stage,
broader hazardous scenarios that also take into account non-safety
related losses.

STPA is a well defined and structured process and studies such
as [31] [28], [39] and [12] successfully find adversarial hazardous
scenarios. However, STPA does not provide a systematic way to
to quantify and summarise the results of the analysis and results
obtained from the application of System Theoretic approaches are
mostly qualitative as they are derived from the study of a functional
model and are therefore not sufficient to perform attack detection
and response. Furthermore, the methodologies used do not integrate
well with the design and implementation frameworks commonly
used in industrial environments. They are applied through ded-
icated and non-automated processes and do not easily adapt to
systems of high dimensionality. A substantial missing step is re-
lating such solutions to the architectural level. A contribution, in
this sense, is given in [16], which successfully models control de-
pendencies at functional level and eventually validates the results
on a deployed architecture, spanning from the functional to the
architectural models of the CPS analysed.

Control theoretic approaches leverage the behavioural model
of the system, including its internal dynamics and algorithms, to



evaluate the impact of an attack on the controlled process. Re-
search presented in [3], [10], [36] uses control theory to elaborate
anomaly detection algorithms. In their frameworks, the attacker
actions map directly to the equations describing the system dynam-
ics and control algorithms [36] [25]. The authors of [19] build a
restricted model for actuators to constrain attacker actions, while
in [14] the authors leverage Moving Target Defence (MTD) tech-
niques to respond to attacks on vehicle networks. Often studies
leveraging control theory for resilience purposes suffer from two
limitations. Firstly, they usually assume the absence of constraints
(e.g., safety constraints) when developing countermeasures [13]
to attacks. Secondly, the architectural aspects of the CPS are not
taken into account. In other words, the effects of the attack are
mapped on the signal while it is not clear which vulnerabilities the
attacker needs to exploit in order to obtain privileges to alter the
information.

Our work aims to overcome the limitations of System Theoretic
and Control Theoretic approaches by introducing a methodology
that is orthogonal with respect to the models of the CPS, exploiting
the information they provide from different angles. In particular, we
leverage a map between the architecture and the System Theoretic
Model to identify possible targets (Target Nodes) for an attacker
whose aim is to impair system safety or performance. Thus, we
analyse the solutions found (Target Nodes), mapping on the Con-
trol Model the effect of the attack. This enables us to understand
qualitative aspects of an attack (possible hazardous scenarios) but
also to quantify its effects and the recovery strategies in a way that
is coherent with both the requirements of the Control Model and
with the physical constraints imposed by the Architecture.

Authors in [17] present an interesting study of demand manipu-
lation attacks against a power grid, discussing various resilience
aspects across different levels of the system. While their work is
centred around a specific use case and scenario, we aim to propose
a general methodology to perform a hazard driven security analysis
of a CPS. In [5], the authors use a systemic approach to analyse
code on Programmable Logic Controllers (PLC) and find interaction
between Attack Points and Controlled Infrastructure, assuming the
availability of the source code for the analysis. The dimension and
quality of their results is also highly correlated with the quality
of the code. Moreover, the data-flow graph generated is large and
grows significantly with the complexity of the CPS. In contrast, our
work provides a methodology that is agnostic to specific implemen-
tations. It provides a hazard driven analysis rather than a simple
enumeration and starts from an analysis of the hazards. However,
we require for this the availability of architectural, control and
system theoretic models.

In [32] attack trees are used to quantify the risk to embedded ve-
hicular networks. High level attack goals are derived as abuse cases
from safety requirements that are specified during the design phase
with expert knowledge. The work is further extended in [23], which
maps the steps needed to carry out an attack to the actual topology
of the on-board network. The methodology introduced in our paper
differs in many aspects from the work presented in [23]. Firstly, we
systematically derive high level attack goals by applying STPA to
the functional model of the CPS. Secondly, while [23], leverages
the attack tree model from [32], we use attack graphs instead. Here

a set of nodes (Target Nodes) describes the post-exploitation privi-
leges that the attacker needs to obtain to compromise a particular
data-flow, which is identified in previous steps by applying STPA.
In other words, critical data-flows are identified with STPA and
we compute an attack graph comprising the paths that lead the
attacker to obtain enough privileges to compromise them. In doing
so we build a comprehensive attack graph for the system consid-
ering all the Target Nodes and avoiding redundant description of
common paths leading to different high-level objectivse. Finally,
by relating the architecture of the CPS with its behavioural model
we potentially enable to compute solutions with respect to cost
functions defined on on system performance.

3 SYSTEM MODELS

Our representation covers three different aspects of a CPS. Itis a
variation of that proposed by Hahn et al. in [15] and Ericson et al.
in [9] and consists of 3 models, as shown in Figure 2: Functional,
Architectural and Behavioural.

Before going further, we introduce the System Under Test (SUT)
which will serve as use case to illustrate the application of our
methodology. It consists of a Communication Based Train Con-
trol System (CBTC) featuring N convoys, that is part of a trans-
portation network. Each train is equipped with on-board sensing,
communication and control units and autonomously travels on its
track. Convoys run at the maximum allowed speed to maximise
the throughput of the infrastructure, while always keeping a pre-
defined safe distance between themselves and preceding trains.
This is a distributed control system as convoys take control deci-
sions individually using the information received from their own
sensors and other trains. We also account for the presence of a
zone controller (supervisor) whose aim is to manage the traffic by
imposing speed limits to convoys, depending on their position on
the path. The following losses have been identified, from expert
knowledge: (L1) Loss of human lives, (L2) Injuries, (L3) Severe
damages to instrumentation, (L4) Damages to the image of the
company, (L5) Minor damages to instrumentation. Subsequently,
the following hazards have been identified, also by using expert
knowledge: (H1) Collision (between two or more convoys), (H2)
Derailment, (H3) Disruption of the service. In particular, if hazards
H1 and H2 manifest, the system faces losses of the type L1, L2 and
L3, while H3 is only connected to L4.
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Figure 2: Representation of a Cyber Physical System based
on the models proposed in [15] and [9].



3.1 Architectural Model

The architectural model consists of hardware and software entities
that shape the architecture of the CPS. In order to represent dif-
ferent aspects of a layer comprising both hardware and software
components, it is usually modelled using an Architecture Descrip-
tion Language (ADL). In this sense, the ADL provides statements to
describe hardware devices as well as software routines, data-flow
connections and access to networks and buses at different levels of
detail. With this in mind, we chose a subset of Architecture Anal-
ysis Design Language (AADL) [11] to model the SUT. Among the
AADL components we recall Process, Data, Subprograms, Memory,
Devices, Bus. Processes represent the addressing space to execute
subprograms that consume data, while devices represent sensor and
actuating units interacting with the system. AADL components
communicate with each other over buses while connections are
defined through ports, which enables the exchange of events or
raw data. AADL also introduces the concept of flows; these group
together data exchanges, enabling the specification of high level
data-flows across multiple architectural components, from their
source to their sink. This characteristic is particularly useful when
establishing a mapping between the architectural and the system
theoretic models of the CPS. Since this model represents the deploy-
ment of the system, it is also representative of the Attack Surface
exploitable by cyber (or physical) criminals.

3.2 Behavioural Model

The behavioural model of the CPS comprises two layers, the Control
and the Physical Layer respectively, as shown in Figure 2. We use
an analytic representation to describe the evolution of the system
in time and the applied control strategies.

The Control Layer includes the control algorithms that run on
the system’s controllers to regulate the Physical Process. Outputs
from the controllers (or control actions) are usually expressed in
the form u(t, x(t)) where x(t) is the system state observed on the
basis of sensors’ output (this is the case of a state-feedback control
(SFC)) and t is the time. Alternatively, u(t,y(t)) where y(t) is the
output (direct measurements) made on the Physical System. Our
use case includes two hierarchical controllers on each train: the
external loop works in a distributed fashion aiming to synchronise
the train with the preceding one. In Equation 1 we show the control
law regulating the internal loop of Train;. The controller output
f”t is a signal which can assume real negative (braking action) or
positive (throttling) values.

u

) ¢
Wi (1) = ~Kp (g () — 1) — Kq /0 (i) —gdr (1)

The control law is proportional integral action on train speed y(t)
and the control objective is y;(¢) = §;. The value gj; is calculated
from the external controller, whose dynamics is shown in equation

2,as§; = uiex’.
W (1) = —Kp(pi(t) = pi-1(t) —=p)  pi <si @
! SL otherwise

This is a proportional action on the position of the Train; and the
control objective is p;(t) — pi-1(t) = p with p;, pi—1 being respec-
tively positions of Train; and Train;—1 while p is a safe distance

that must be kept between the two convoys. The control output is
saturated from the speed limit sy ; we make the realistic assumption
that sy is dimensioned such that the control objective is reachable.
To achieve the control objective p;(t) — pi—1(¢) = p, we assume
that the internal controller is much faster than the external one. In
other words, the inner system reacts almost instantaneously to the
external control.

The Physical Layer consists of the description of the behaviour
of the Physical Process. It can be described in the affine form as:

{fc = fGep) +g(x)u 6
y = h(x)

where f is the system dynamics, x(¢) is the state and p a vector
of system parameters. Then, h(x) is the function that, applied to
the state, returns the output y(t) while g(x) provides information
about how the output of the controller influences the system state.
As the aim of our work is to model the security aspects of complex
systems, we used a simple mass-damping equation to model the
dynamics of the moving convoys. This is described by Equation 4

as:
{" v, (4)

; 1

y= “m + mu
with x, y being respectively the position and speed of Train; and
b, m its dumping coefficient and mass. u = ul?"t is the applied force.
For the sake of brevity, we omitted subscript i, as variables and
parameters in equation 4 all are particularised to i — th convoy.

3.3 Functional Model and Analysis

We use System Theoretic Accident Model and Processes (STAMP)
and System Theoretic Process Analysis (STPA) to model the func-
tional aspects of the system. We also augment the System Theoretic
Model by explicitly defining relationships between the input and
the output of system components. STAMP is a causality model that
studies safety as an emergent property of distributed systems[21]
[18]. The System Theoretic (ST) Model is a 3-tuple ST = (C, F,K).
In particular, C is the set of Components of the CPS. They are
represented through functional blocks interacting with each other.
Components are named using the syntax

(01,092, ...,0p0) <« cid : name(iy, iz, ..., iN)[rL, 12, ... 7k]  (5)

Where 01, 02, ..., 01 are the outputs, (iy, iz, ..., iN) are its inputs and
[r1, 7, ..., ri] are the role/roles assumed by the component. Roles
provide the privilege of triggering (calling) a control action. cid is a
unique identifier for the component in the system while name is
its symbolic name. K is the set of subsystems that group functional
components (¢c; € C, i = 1,..,N) together, according to a pre-
defined logic aiming to provide a compartmentalised and more
efficient representation. Finally, F € C X C is the set of data-flows
in the CPS. They represent the exchange of information between
components and are characterised by a source and a destination.
They are sketched as arrows in the ST model and their direction
points to the destination of the exchange. We distinguish between
Control Actions and Feedback. Namely, a Control Actiond.q € CA C
F is defined as:

id : name[ri,ry, ... rg| (6)



where id is the unique identifier, name is its name and [r1, 72, ..., rg |
are the privileges required to trigger (call) it. The latter coincide, in
our model, with the cid of components that trigger them. Similarly,
a Feedback dy € FB C F is defined as:

id : name[rl,ry, ..., rg| 7)

where [r1,ry, ..., rk] are the privileges required to write the feed-
back. Composite structures featuring feedback loops, hierarchies
and distributed control patterns are created by leveraging several
data-flows to regulate complex interactions. Note that the compo-
nents in this representation are functional, i.e., they represent the
application of transformations to the data-flow in the CPS.

Finally, we also introduce the precedence relationship intro-
duced by [35]. Namely, dj is defined as output of ¢;, which takes
dp and d; as inputs. We say that a precedence relationship exists
between the dy and (dy, d1), therefore the health of d; depends on
the health of dyp and d;. This is also expressed in the form:

dz — do,d1 (8)

We call the degree of the precedence relationships the distance
between two data-flows. For example, we say that there exists a
precedence relationship of degree 2 between dj and d3 and dy and
dy if and only if:

do < (d1,dz)  di — (d3,ds) )

In Figure 3 we show the System Theoretic Model for the System
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Figure 3: System Theoretic Model of the Train System. Feed-
back data is referred by dashed arrows while filled ones
point to Control Actions.

Under Test (N = 2 trains). It comprises 4 functional blocks rep-
resenting, namely, the Remote Operator (Cy), the Controller of the
Train; (Co) and the Physical Process enclosing the train dynamics
(C3). We show (Cy), the Controller of the leading Train. Of the 8
data-flows in the System Theoretic Model, 3 are Control Actions and
5 are Feedback. In particular dl(') and d;l), dél) respectively enclose
the control actions SetSpeedLimit (event) and the Throttling and
Braking action (continuous control signal). On the other hand, the
remaining arrows express feedback from Sensors (ds(l), dél)) and

Controllers (déi),dii) and d7(i)). The i exponent is used to distin-
guish two different data-flows transporting semantically similar

CA ANR NAR WT WD
SE SL TS TL
Brake H3

H1,H2 H3 H1,H2 HI1,H2 H3
Throttle Hi1,H2 H3 - H3 H3 H1
Speed Limit H3 H2 - - - -

Table 1: Results of the STPA analysis on Unsafe Control Ac-
tions (UCAs) carried on the train systems. Control Actions
are specified in the form Component:Control Action. UCAs
are analysed in the following four cases as specified by Leve-
son et al. : Applied and Not Required (A NR), Not Applied
and Required (NA R), Wrong Timing (WT) - Starts Early (SE),
Starts Late (SL) - and Wrong Duration - Too Short (TS), Too
Long (TL).

pieces of information in the CPS (e.g., dz(i) is Position of Train i

while dz(l“) is the Position of (i + 1) — th Train).

System Theoretic Process Analysis (STPA) [21] is a framework built
on the top of STAMP and enables causal safety analysis on func-
tional block diagrams (STAMP models). In STPA, an incident is the
outcome of one or more unsafe applications of control actions [21].
Control actions (CAs) become unsafe (UCAs) if one of the following
four cases applies: CA is required but not applied, CA is applied
and not required, CA is applied with a wrong timing (before,
after, wrong switching sequence) or applied with the wrong du-
ration (too long or too short). Unsafe Control Actions (UCAs) are
issued when the Controller has a view of the process that is, to an
extent, incomplete or incorrect. This can happen because of failures
in the controller or in the sensing input. The whole idea of STPA
consists of enforcing safety constraints aiming to avoid the occur-
rence of unsafe control actions and consequent losses. The process
is driven by expert knowledge and it has been semi-automated in
[37]. It starts with the identification of the hazards and losses that
may affect the system under analysis. First, given a list of control
actions (CA), their unsafe application is explored with respect to
hazards that can be caused. Then it proceeds with an analysis of the
feedback for UCAs to track where, in the system, safety conditions
are broken and where to reinforce weaknesses. In [39] Leveson
and Young present STPA-Sec, consisting in the application of STPA
with respect to system security.

In the case of the CBTC system (Figure 3), unsafe applications
of Throttle and Brake control actions can lead to hazards H1, H2
and H3 while the unsafe application of SetSpeedLimit potentially
causes hazardous scenarios H2 and H3. We highlight that, since
SetSpeedLimit is an discrete action, Wrong Duration and Timing
cases do not apply. A list of hazardous control actions is summarised
in Table 1.

We introduced three representations to model different aspects of
a CPS. We employ a System Theoretic model to describe functional
aspects of the CPS while its architecture is outlined through a subset
of AADL. The evolution of the system is described by a behavioural
model through differential equations; we distinguish between the
control and the physical layer, enclosing equations representative
of the controller and the physical process respectively.



4 MAPPING THE MODELS

In this Section, we perform a mapping between the System The-
oretic (functional) model of a CPS and its architectural and be-
havioural representations. In Section 4.1, we bind control functions,
variables and parameters to the data-flow and components of the
System Theoretic model. This enables us to highlight the impor-
tance of the role that elements of the functional model play with
respect to the evolution of system performance!. In Section 4.2, a
second map is built between functional and architectural models to
investigate how data-flows actually run through the architectural
stack. In security settings, the latter provides a link between the
System Theoretic Model and the attack surface.

4.1 From System Theoretic to Behavioural
Model

The aim of this Section is to explain the information data-flow in the
System Theoretic model with respect to control functions, variables
and parameters defined within the behavioural representation of
the CPS Architecture.

The process follows the research introduced by Thomas et al.
in [37]. In fact, [37] provides a semi-automatic mapping between
safety requirements and the system variables and parameters. In a
similar way, we now link these latter to their counterpart in the
behavioural model. This process is done at design level and its com-
plexity grows with the complexity of the CPS for heterogeneous
systems. However, the mapping can be semi-automatised in homo-
geneous (e.g. multi-agent) systems such as vehicle networks, racks,
etc..

We distinguished between 2 types of data-flows: Control Actions
and Feedback. CAs flow between two Controllers or a Controller
and the respective controlled process through an Actuator. In the
first case, they can be streams or events, while in the second case
they are mostly streams. We distinguish between three types of
Control Actions:

o Reference: Imposed either by a human or by an algorithmic
supervisor. If the controller solves a regulation problem, the
control action is an event, imposing the new reference to
follow. On the other hand, in a Tracking scenario, it is a
stream transporting the signal to follow. [Source: Higher
Level Controller/Supervisor. Destination: Controller].

e Parameter: Imposed either by a human or by an algorith-
mic supervisor. It is usually an event when updated by an
operator. It can also be a stream, in case of adaptive systems.
[Source: Higher Level Controller/Supervisor. Destination:
Controller]

e Output of control algorithm: Imposed by a controller, it
can be an event if the destination is a lower level controller
(i.e. ‘open/close’) or a stream if the destination is an actuator
(i.e. numeric signal, DAC) [Source: Controller. Destination:
Lower Level Controller or Physical Process/Actuator]

We distinguish between two types of Feedback information data-
flows:

! The evolution in time of signals that are the output of system components. Individual
outputs of system components as well as aggregate measurements can be used to
evaluate performance, depending on the application domain of the CPS.

e Process output: Sent by a sensor, it is an event such as the
code of a state (i.e. '0: opened /1: closed’) if the sensing unit
embeds a lower level controller. It can also be a numeric
signal as a stream (i.e. ADC), in the case of simpler sensors.
[Source: Sensor/Controller. Destination: Controller]

¢ External process output: Sent by the Controller of another
Physical Process in the system. This is useful in distributed
patterns where the controller needs to synchronise the state
of the regulated process with the state of another process,
received from the respective controller [Source: Controller.
Destination: Controller].

With respect to the System Theoretic Model shown in Figure 3,
given the behaviour defined in Equations 1 and 2 (Section 3), we
propose the following mapping. This can be synthesised by hand
or in a semi-automatic way, at scale, if a set of rules is provided
along with the system design. Although expert knowledge is always
required to link one or more data-flows to control elements, we
believe that this operation does not introduce further overhead to
the design process. In fact, this kind of mapping is already being
carried out to guarantee the traceability of safety requirements
across the CPS.

. di (Reference - Event Control Action) maps to sy, speed limit

and saturation for the external controller u{* L,

. dé (Output of Control Algorithm - Stream Control Action)
maps to uf** > 0 and is the positive force pushing the i — th
train forward.

. dé (Output of Control Algorithm - Stream Control Action)
maps to uf* ! < 0 and is the negative force braking the i — th
train.

. dé (Output - Stream Feedback) maps to p;(t) and is the posi-
tion of the i — th train sent from the controller to a higher
level controller (supervisor).

. dé. (Output - Stream Feedback) maps to p;(t) and is the speed
of the i — th train sent from the controller to a higher level
controller (supervisor).

. dé (Process Output - Stream Feedback) maps to p;(t) and is
the speed of the i — th train sent from the position sensor to
the i — th train controller.

. dé (Output - Stream Feedback) maps to p; () and is the speed
of the i — thtrain sent from the position speed sensor to the
i — th train controller.

. di (Output - Stream Feedback) maps to p;—1(t) and is the
speed of the (i — 1) — th train sent from the controller to the
controller of i — th train.

4.2 From Architectural to System Theoretic
Model

The architectural model of the CPS is representative of the deployed
architecture and it is described using a subset of an AADL, extended
with a security annex that enables the explicit specification of roles
and permissions. The System Theoretic (ST) Model is a 3-tuple
ST = (C, F,K) with C set of functional components, F set of data-
flows and K set of subsystems. We use flow statements [11] to
describe the data-flows between the architectural components (or
nodes) of a system, as shown in Figure 4. The following notation
states that the architectural component 6 handles the data-flow



deF

0 € &(d) (10)
where 6 can be a any element of the AADL subset we defined
in the previous Section (device, system, program, bus, network,
etc.). Nodes access the information data-flow with read or write
permissions, consistently with the operations that they need to
perform. The following notation is used to state that component 6
accesses the i data-flow d € F with reading privileges

0 ed(dr) (11)

»_ %

we replace ”r” with "w” if 0 accesses d with writing privileges,
instead.

In Figure 4 we show the mapping between System Theoretic
and architectural models. Thick arrows provide a colour coded
representation information data-flow across AADL systems and
devices. Position and Speed Sensors are represented by AADL de-
vices while the Train Controller is a system enclosing the process
representing the control algorithm (omitted for the sake of brevity).
Sensors are the source for data-flows dé, dé and communicate with
Controller (destination of dé, dé) through the Canbus. The Controller
receives the speed limit and the position of the preceding train from
the Zone Controller (di, di) over a radio connection. The data-flow
transporting the control action Speed Limit originates from the
business layer and travels across the whole system.

Finally, we formally define the set of Target Nodes for a control
action. In particular TN(d), d € F are the components with read
and (or, depending on the requirements) write privileges on d. For
example, the set TN(dé) = {Controller, Canbus, Actuator}.

We linked together functional, architectural and behavioural
models of a CPS. Although for the purposes of this work, the map-
ping has been built manually, parts of it could be automated and
the process does not add significant overhead to the design, im-
plementation and deployment phases already used in industrial
settings. To this extent, in Section 4.2, we related STPA and AADL
through flow statements. Such flow modelling across AADL com-
ponents is a powerful strategy already used in literature [11] [26]
[8] to highlight how the information data-flow is handled across
the architectural stack. Furthermore, in Section 4.1 we linked con-
trol variables, parameters and functions of the behavioural model
to the information data-flow. This is also a common practice to
trace safety requirements, among others, across different stages of
industrial processes.

5 THREAT MODELLING

In this Section, we introduce a hazard driven Threat Modelling pro-
cess to evaluate the impact on the system’s emergent properties 2,
following the exploitation of both cyber and physical threats. The
difficulty intrinsic in this modelling activity lies in its span across
domains. In particular, attack objectives are defined within the sys-
tem theoretic model while the attack surface is defined within the
architectural model. We leverage the mapping performed in Sec-
tion 4.2 to relate hazardous scenarios and respective losses to the
exploitation of a subset of system vulnerabilities and weaknesses
of architectural components. Furthermore, we introduce Logical
Attack Graphs [30][29] in Section 5.3 to highlight the exploitation

?Domain specific emergent behaviours, including Safety [22].
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Figure 4: Illustration of the map between the architectural
model of the Cyber Physical System and its functional
model. Thick arrows provide a colour coded representation
information data-flow across AADL systems and devices.

paths that an attacker can follow across the architecture of the CPS.
The proposed threat model activity comprises three main steps:
(1) Definition of attacker capabilities, scope and high level objec-
tives of the attack. (2) Given assumptions made at the previous
stage, we enumerate components of the architectural model which
constitute a potential target of a cyber (or physical) attack. (3) We
make use of the results gathered from the enumeration at previous
step to compute the Attack Graph for the high level objectives.
Finally, in this work we make the important assumption that com-
ponents of the CPS interact in a safe manner. Therefore, we exclude
safety violations and disruptions caused by failures. In fact, while
it is true that safety-critical CPSs are inherently designed to be
resilient to unsafe conditions, a successful attack can (1) Trigger
fail safe mechanisms resulting in a disruption of availability. (2) Ac-
tively target safety protections [7]. (3) Bypass safety protections
by tampering with the representation that the controller has of the
physical process and actively call control actions when it is unsafe
to do so [20]. .

5.1 Model elements

In this Section, we provide an overview on the main elements
characterising the proposed threat modelling activity.

Adversaries: The threat model we propose can account for sev-
eral adversarial actors. We make the general assumption that adver-
saries have a white box knowledge of system architecture, functional



and behavioural models. We also assume that existing weaknesses
and vulnerabilities are known. This assumption provides the de-
fender with an overview on all the exploitation paths that attackers
can use. The attack starts from a pre-defined injection-point and
ends at a Target Node which defines a potential objective. In fact,
through the exploitation of weaknesses or vulnerabilities affecting
one of the Target Nodes, attackers can achieve high level objectives
such as the abuse of functionalities, potentially triggering hazardous
scenarios that result in system level losses. The hypothesis on the
adversary’s capabilities can easily be reduced to fit different offen-
sive scenarios. In this sense, a reduced knowledge of architecture,
topology and vulnerabilities or offensive capabilities coincides with
pruning the Attack Graph leading to Target Nodes. On the other
hand, we do not consider a node as a potential attack target if the
attacker has no interests in reaching it. The latter coincides with
limiting the attacker’s knowledge of functional and behavioural
models.

Scope: Within the threat modelling activity, we account for
both cyber and physical attacks against system components. This
includes analogical channels that sensors and actuators use to in-
teract with the Physical Process. This is done by including in the
Attack Graph, besides classical cyber vulnerabilities 3 weaknesses
that are intrinsic to CPS’s deployment such as, for instance, the
susceptibility of a sensor to the intentional exposure to heat.

Objectives: With reference to [15], we distinguish between two
categories of high level objectives: Disruptive action: refers to
the intentional disruption of system functionalities. Attacks of this
kind are usually detected based on domain-specific measurements.
In more sophisticated cases, disruptive actions can aim to destroy
system components [20] or to waste defenders’ resources, making
the system work in sub-optimal conditions. In order to cause a
disruptive action, an attacker needs to exploit one or more abuse
cases, defined at system theoretic level. Mission hijack: refers to
an attacker aiming to hijack the scope of the mission by changing
the behaviour of the CPS.An example of this is the attack against
a supply chain presented in [2]. In order to achieve this objective,
attackers need a wide knowledge of the functional and behavioural
models of the CPS to identify the minimum subset of information
data-flows they need to control.

Attack Modalities: We consider three high-level attack modali-
ties that an adversary can leverage to directly or indirectly apply
unsafe control actions. The first modality describes direct attacks
against a Control Action. In this case, the attacker gains enough priv-
ileges to be able to directly tamper with or disrupt the information
data-flow transporting the control action itself; an example would
be the exploitation of Target Nodes, such as actuators, buses or
field networks. This case applies to both Stream and Event Control
Actions. Another scenario, similar to the first one, sees the attacker
exploiting vulnerabilities on Target Nodes such as Human Machine
Interfaces (HMI) and Controllers, earning privileges to arbitrarily
call legitimate low-level APIs. This is the case of an attack aimed
to obtain privileges to apply a Event Control Action. Finally, the
third scenario considers indirect attacks against Control Actions and
Feedbacks; an example of this attacks is given by threats against
Target Nodes handling information data-flow, that is in a precedence

3Learnt by running a vulnerability scanning operation on the network.

relationship of any degree with the targetted Control Action. This
last scenario applies to both Control Actions and Feedback.

Outcome: The outcome of the threat modelling is twofold. On
one hand, we provide an enumeration of potential targets as Target
Nodes. We also compute an attack graph for the CPS, comprising
the attack paths towards Target Nodes. In other words, we aim to
explain the consequences that a successful attack against part of
the Cyber Physical System architecture has on its behaviour.

5.2 Target Enumeration

Following the definitions provided about attacker capabilities, scope
and high level objectives, the proposed threat modelling activity
proceeds with the enumeration of Target Nodes; the components
that are ultimately targeted to achieve a high-level objective.

The enumeration process starts from the definition of a high
level objective between Disruption of a Service and Mission Hijack-
ing. In the first case, we analyse the results of the System Theoretic
Process Analysis (Table 1, Section 3) to identify Unsafe Control
Actions that, if triggered, can lead to the hazardous scenarios of
interest. The following step consists of identifying, within the Sys-
tem Theoretic Model, information data-flows that can be of interest
for an attacker. The identification is carried out according to the
different attack modalities. Therefore, the output at this step is a
list of data-flows including the ones transporting the control action
and those which are in a precedence relationships of any degree
with the latter. On the other hand, in case of an attacker aiming to
hijack the objective of the mission, a wide knowledge of the CPS
behavioural and functional models is required. This latter finds the
minimum subset of control and system variables that needs to be
accessed (in reading or writing mode) to shift the behaviour of the
underlying Physical Process. Given the elements of the behavioural
model that the attacker needs to access, it is possible to leverage the
mapping with the system theoretic model to identify the informa-
tion data-flows that can be of interest for an attacker. Successively,
the mapping between architectural and system theoretic model
found in 4.2 is leveraged to trace potential targets within the archi-
tectural deployment given the data-flows targets identified from
the analysis of high level objectives. The set of potential targets
(Target Nodes) is eventually fed into an attack graph generation
tool, along with the architectural model of the CPS, to compute
exploitation paths eventually leading to a high level threat.

5.3 Computation of Logical Attack Graphs

In this work, we use the formalisation of attack graphs introduced
by [30] and [29] to model security aspects of a Cyber Physical
System. An Attack Graph AG is defined as a 6-tuple

AG = (V,Vp, Vg, E. D, G) (12)

In this formalism, V., Vi and V are the three kind of vertices that
compose the graph and represent respectively: derivation rules,
primitive and derived facts. D is a set of Descriptions labels as-
sociated to each vertex and G is the last vertex of the graph and
objective of the attacker. Edges in the graph are enclosed in set
E. When multiple edges are input for a derivation node v € V,
these must be read in and with each other. They represent all the
conditions the attacker needs to meet to advance a step towards the



objective. On the other hand, when multiple edges connect different
derivation nodes v1,v; € V; with a derived fact w € V, these first
are read in or with each other, meaning the existence of different
paths (exploitation of different node) to reach the same node w. An

Label Description

compromised Algorithm(Controller)

exploitVuln(Controller, CV E123, canbus)

vulnEzist(Controller, CV E123, canbus)

hacl(Controller, canbus)

canAccess(attacker, canbus)

exploitVuln(DataBase, CV E456, subnet)

vulnEzist(Database, CV E456, subnet)

hacl(Database, subnet)

O[N] |[w[N]|=

attacker Located(subnet)

Figure 5: Example of Logical Attack Graph built for a low-
level subset of on-board components of the Communication
Based Train Control (CBTC) system. Node 1 is a Target Node
and 11 the attack injection point.

example of an Attack Graph built for a low-level subset of on-board
components of the Communication Based Train Control (CBTC)
system is reported in Figure 5. The AG is rooted in 1 which is the
Target Node corresponding to a high level objective previously
identified. Vertices Vy, V), and V; are respectively drawn as circles,
squares and rhomboids. The injection point of the attack (physical
attack location) is within the network subnet (Node 9). From there,
adversaries have direct access to an onboard database* which is
on the same network (Node 8). Node 7 shows that the database is
affected by a vulnerability CVE 2020-456 the exploitation of which
(Node 5) enables the attacker to earn enough privileges to access
the Controller Area Network. At this stage, the attacker has gained
read permission on data-flows transmitted on this channel. Given
the architecture topology, the attacker is now on the same network
as the controller. This, along with the fact that the Controller vul-
nerable to CVE2020-123 is on the same network (Node 4), enables
the attacker to run an exploit and upload a malicious payload on
the Controller (Nodel € G) which was the Target Node, eventually
gaining read and write privileges on d7, dg. The attacker is now able
to directly tamper with the issued control action. The information
provided by the attack graphs is useful for both risk assessment
and countermeasure evaluation. From a risk assessment perspec-
tive, if a probability of success is associated with each vulnerability
(successful exploitation), it is possible to infer the probability of
compromise of subsequent components in the attack paths, includ-
ing the Target nodes [27]. Therefore by knowing the probability
of a successful exploitation of the vulnerabilities, it is possible to
quantify the risk that a hazardous scenario will be triggered by
an attack. On the other hand, countermeasure strategies can be
evaluated by dynamically disabling pre-conditions for derivation
rules as the attacker moves along the graph.

4i.e. media server or historian

We introduced the core elements of the proposed hazard driven
methodology for threat modelling in the context of Cyber Physical
Systems. The process comprises three steps and covers the different
aspects of the threat analysis, from the definition of high level
objectives down to the enumeration of potential target within the
CPS deployment. We use tools like MULVAL [30] to compute an
Attack Graph given a potential target and the system architecture.

6 THREAT MODELLING OF A CBTC SYSTEM

In this Section, we provide an example of the application of our
methodology to the System Under Test (SUT). In particular, we
show how, given a high level objective it is possible to enumerate
architectural components which are potential targets. We then per-
form a simulation of an attack against selected Target Nodes via
Matlab/Simulink, aiming to verify that the high level objective is
achieved by adversarial actors that exploit weaknesses and vulner-
abilities along the exploitation paths found. For the sake of brevity,
we assume the scope of the attacker is restricted to the ground
infrastructure and the train i, meaning that we do not consider
attacks against the other N — 1 trains in the system. This hypoth-
esis does not limit our application because (1) We assumed that
trains are identical to one another. (2) Given the topology of the
communication and the kind of infrastructure, the restrictions that
we imposed on attacker’s scope do not exclude any abuse case.
Moreover, since each train only communicates with convoys imme-
diately behind or ahead, the complexity of the model scales linearly
with the number of trains. Since our methodology is agnostic to
the nature of the system analysed, the example that we bring can
be generalised to a wider class of Cyber Physical Systems. To this
extent, we simulate different attacks against both the inner control
loop and the external one.

6.1 Disruption of a Service

In Section 3, a System Theoretic Process Analysis has been carried
out for the Communication Train Based Control system and results
have been summarised in Table 1. Here, we investigate the following
two high-level objectives: (1) Collision between the i-th train and
the one that precedes (2) Derailment of the i-th train.

A Collision event has been labelled as H1 within the hazard
analysis of the System and, from the study of Table 1 (Section 3), it
can be caused by unsafe application of Control Actions Brake and
Throttle in the following cases:

(1) Brake: Not Applied when Required, Wrong Timing (Applied
Late), Wrong Duration (Stops Early).

(2) Throttle: Applied when not required, Wrong Duration (Stops
Late).

We also know that Brake (dé l)) and Throttle (d;l)) are Stream Control
Action.

The process proceeds with the analysis of the attack modali-
ties for these two Control Actions. Unsafe application of dél) can
be caused by direct attacks against the control action through the
exploitation of availability and integrity threats on Target Nodes

01,03, ...0k where 0 € ®(d\") and k = 1,.,K is the number of

architectural components that handle déi). These are the Brake



Actuator, Canbus and Train Controller represented in Figure 4. Fur-

thermore, unsafe application of dél) can also be caused via indirect
attacks against control action or feedback i.e., the integrity of data-
flows in a precedence relationship with that targeted. These are
dl(l), dil), dél), dél) of first degree and dy of second degree. There-
fore, we add to the list of Target Nodes components 01, 02, ...0
where 0, € d(d\”)ua(d\!)ua(d”)ua(d?), k = 1,.., M. These
are the Position Sensor, Speed Sensor, Controller of preceding train,
Radio, Zone Controller, etc. represented in Figure 4. Finally, we feed
the list of Target Nodes into an Attack Graph computation tool
such as MulVal to obtain an AG like the one showed in Figure 5.
On the other hand, a Derail event (H2) can be caused by unsafe
application of Control Actions Brake and Speed Limit (Table 1) in
the following cases:

(1) Brake: Not Applied when Required, Wrong Timing (Applied
Late), Wrong Duration (Stops Early).
(2) Speed Limit: Applied when not required.

While the analysis of the Brake Control Action is equivalent to
the same case for the collision hazard, it is interesting to analyse

the unsafe application of the Control Action df') (Speed Limit). In
fact, this is an Event Control Action and its unsafe application can
be caused by an adversary acquiring Zone Controllers privileges
(Figure 4) to write on the Speed Limit database. As for the other

cases, we first find all the Target Nodes handling the flow dfi) and
its predecessors and then build a series of Attack Graphs for this
high level objective.

6.2 Mission hijack

In order to hijack the mission of a CPS, our attacker needs to be
familiar with the internal dynamics of the physical process and
the control laws, which are described in the behavioural model.
Malicious actors must also have significant knowledge of the archi-
tectural model to be able to observe the process state and provide
control inputs. In other words, they need the capability to read
system measurements and factor and provide control signals. .

In order to hijack the mission of the CBTC system, the attacker
can compromise different elements of its control structure. A first
option is to target the train controller, to gain read privileges on
a subset of measurements from sensors. From an analytical per-
spective, attackers must be able to access enough measurements of
the process state (output) so that the Controllability (Observability)
matrix of the loop Attacker-Process has full rank [15]. Attackers also
need privileges to write the control action. To this extent, we popu-
late the list of Target Nodes with components 61, 65, ...031 where
0 € (@(d") U o) U ad”) Uad))k = 1,., M. More-
over, the attacker has also the option for exploiting the distributed
structure of the system. Distributed control systems feature a set of
processes evolving together according to a predefined synchronisa-
tion criteria. Attackers can target a small subset of controllers (or the
information exchange between them) to pilot the behaviour of the
entire fleet. A small scale example of this scenario is implemented in
Figure 6e. By attacking the integrity of the communication between
Leader and follower, the latter is brought to synchronise its state
(position and speed) with the received, forged, information. As a

result, the attacker disrupts the service by increasing inter-train
distances, thus reducing the throughput of the whole infrastructure.

6.3 Attack Simulations

Given the threats found in Section 6.1 and 6.2, we performed three
simulations of attacks against the CPS at control level. Results are
shown in Figure 6 and prove that the acquisition of read and write
privileges by an attacker on a part of the information data-flow
results in the hazard hypothesised at the beginning of the analysis
- the high-level objective of an attacker. Figures 6a and 6b show
the normal behaviour of the train, controlled via a Communication
Based Train (CBTC) in absence of attacks: the convoys’ position pro-
ceeds over time, and the Follower train always keeps a safe distance
of at least thirty meters. The first attack simulation is represented
in Figures 6c, 6d and consists of an action of Additive False Data
Injection (AFDI) applied at time ¢t = 150, achievable through the
exploitation of any Target Node with write privileges on data-flows

d;') and dél). We leverage the mapping done in Section 4.1 to high-
light that, from a control theoretic perspective, the control signal
driving the i-th train becomes ﬁ::'”(t) = uf"t(t) +ug(t), where uf’”
is the same as defined in equation 1 and u, is the additive action
imposed by the attacker. In the particular case of the simulation,
although the hazardous scenario has been triggered as the inter-
train distance drops below 30m, the integral action of uf”t partially
rejected the attacker’s injected signal, avoiding a catastrophic col-
lision: p2(t) does not overlap with p; (). In Figures 6e and 6f, we
reported the results from an attack whose high level objective is to
hijack the scope of the mission. In this case, attackers gain read/write

privileges on the dil) and tamper with distributed information re-
ceived from the preceding train. From a control perspective (System
Theoretic to Behavioural mapping), the position p;_1(t) used by
the controller of the i — th train i becomes p;—_1(t) = pi—1(¢) +pa(t),
where p;_1(t) is the actual position of i — 1 and p, the injected false
data. Knowing the original control objective p = p;(t) — pi-1(t)
with p the safety distance, the attacker injects p, > 0 such that the
new control objective becomes p + p; = p;(t) — pi—1(t). Finally,
in Figures 6g and 6h we show the results of an attack against the
Speed Limit. The high level objective of the attacker, in this case,
is to disrupt the system by imposing a speed limit that is lower
than the original imposed by the system operator. As a result, the
attacker successfully slows the follower train.

We used the threat model introduced in Section 5 to enumerate
Target Nodes, given high-level assumptions about attacker objec-
tives. Namely, starting from an abuse case, we leveraged STPA
analysis to list the information data-flow concerned. Finally, we
enumerated Target Nodes participating it and used them as basis
to build an attack graph (AG) for the objective.

7 IMPACT ASSESSMENT

In the previous Section we leveraged the two mappings found
between functional and, respectively, behavioural and architectural
model of the CPS to perform threat modelling. In particular, we
started from the specification of high level objectives such as Service
Disruption and Mission Hijacking and found the information that
the attacker needs to access with either read or write permissions.
We then found all the architectural components responsible for
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Figure 6: Four simulations of Attacks have been conducted. (a) and (b) show the evolution of position and speed of Leader and
Follower over time in absence of attacks; (c) and (d) show the evolution of position and speed of leader and follower in case

of constant AFDI d;i) and déi) starting at ¢t = 150; (e) and (f) show the evolution of position and speed of leader and follower

in case of constant AFDI d ii) starting at t = 150; (g) and (h) show the evolution of position and speed of leader and follower in

case of attack on Speed Limit of Train i.

handling the data-flow (Target Nodes) and built an Attack Graph
(AG) for all of them. In this Section, we leverage the existing AG to
perform a qualitative and quantitative assessment of the impact of
an attack, when the Intrusion Detection System notifies a possible
intrusion on a Target Node. The outcomes from this analysis can
be used to engineer real-time resilience strategies.

7.1 Qualitative assessment

Given an intrusion detected on a Target Node in the system, we
leverage the mapping proposed in Section 4.2 to highlight the data-
flows impacted by the attack and, consequently, which Feedback
and Control Action are exposed and, therefore, which hazardous
scenarios could be triggered. With reference to Figures 4 and 5,
for instance, an attack detected on the Position Sensor would even-
tually impact Control Actions Brake and Throttle as they are in a
precedence relationship with the sensor’s output. To this extent, we
know that the system is now exposed to hazards Collision, Derail
and Service Disruption (Table 1). At this stage it is impossible to
predict the hazard that will actually occur, as the action (i.e. AFDI)
of the attacker is not quantified.

7.2 Quantitative assessment

The quantitative assessment of the an attack against a Target Node
is of utmost importance to engineer strategies to protect the system
at design level. This operation is built on the top of qualitative
assessment discussed above. In this case we leverage the map be-
tween behavioural and system theoretic model to investigate the
role played the data-flow in the control model (parameter, process

output, controller output, etc.) and the variations that we can al-
low for it. For example, recall the attack simulation represented in
Figure 6e. In this case the new control objective, imposed by the
attacker, becomes

P+ pa(t) = pi(t) = pi-1(t) (13)

where p is the safety distance, p,(t) the action of the attacker
and p;(t), pi—1(t) respectively the positions of trains i and i — 1.
If the injected value is such that p,(¢) < 0 the distance between
the train reduces until a collision verifies. Quantitative assessment
techniques can help in deciding the span p,(t). In fact, to ensure
business continuity, it could be more convenient to tolerate small
perturbations while sanitising architectural components rather than
halt or reduce system functionality.

8 CONCLUSIONS AND FUTURE WORKS

In this work, we presented a novel methodology to perform hazard
driven threat modelling of Cyber Physical Systems. By joining to-
gether different representations modelling several aspects of the
CPS we are able to evaluate (1) Attack paths that can be monitored
in order to improve detection and response to attacks; (2) Qualita-
tive impact to know which system functionalities will be impaired
and a range of potential safety violations that can be caused when
an attack is detected on a system node; (3) Quantitative impact to
allow for finer grain monitoring and tolerance against adversarial
perturbations. In this work, we shown the potential to directly map
high-level attack goals onto the system architecture, which also
denotes the attack surface. High level goals are derived on the basis
of requirements that are usually defined at design stage, far before



the definition of the system architecture itself. The process starts
with the identification of attacker capabilities, scope and system
level objectives, based on the results of a hazard analysis. We then
investigated which data the attacker needs to access and use these
findings to enumerate nodes that constitute a potential target for
an attack. Finally, we found exploitation paths leading to targets
within the architectural model and made use of the computed attack
graphs to perform an assessment of attack impact. The main limita-
tion of our work lies in the mapping between the different models
of the Cyber Physical System. In fact, while we believe that it is
possible to define a set of rules to partially automate the mappting
between the architectural and the ST model, this cannot always be
easily achieved for large heterogeneous system where components
of the CPS are different one from another. Future works include the
definition of rules and the design of new approaches to (partially)
automate the mapping process. Another minor limitation is related
to the assumption that functional, behavioural and architectural
models are all available for the analysis in an open and machine
readable format. A further interesting direction for future work
is to investigate the use of the generated attack graph to synthe-
sise strategies to guarantee business continuity in Cyber Physical
Systems under attack. An interesting use case is provided by provid-
ing online countermeasure selection by re-configuring the system
architecture aiming to disable vulnerability dependencies as the
attacker proceeds laterally across the infrastructure.
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