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Abstract

In this thesis, we explore the potential of using deep learning to first quantify, and then learn

from uncertainty towards modifying the importance of data samples during the training process,

depending on how likely focusing on their modelling is to improve predictive behaviour. We are

specifically interested in the usage of uncertainty as a source of information in its own right,

regardless of whether it is due to model parameter stochasticity (model/epistemic) or label

disagreement (label/aleatory), and apply our proposed methodologies to the modelling of audio

and text data.

• We propose a method quantifying an informativeness value [1] (Chapter 3) per

annotated time frame of an audio speech affect sample, with the purpose of focusing

training on highly informative frames. The informativeness value is dependent, through

a separate, trainable model, on various factors of uncertainty about each labelled frame.

This method comprises a proof of concept for learning a bespoke, uncertainty-based

quantity used for explicitly modifying the supervision process towards improving the

model performance on the same data.

• We investigate further, and propose an uncertainty-aware, adaptive, and sample-

specific variant of label smoothing [2] (Chapter 4) with the aim of improving both

the accuracy and calibration performance on two novel animal call detection datasets.

Our method relies on the sample-free propagation of uncertainty in a variational Bayesian

version of a residual convolutional network with squeeze-and-excitation and

multiple head attention model that we show excels in bioacoustic call detection [3].

• We investigate uncertainty-aware scientific paper submission modelling [4, 5]

(Chapter 5), focusing on acceptance prediction, through a framework that models reviewer

recommendation disagreement. We achieve a performance improvement by introducing

the auxiliary task of modelling label stochasticity, whether we use the true, empirical label

disagreement as supervision, or by attempting to infer it.
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Chapter 1

Introduction – Deep Learning from

Uncertainty

The importance of uncertainty quantification in the context of Deep Learning (DL) is evident

by its significant presence in the literature, whether as an outcome of the stochastic treatment

of models or model parameters (as in the cases of model ensembling [6] and Bayesian Deep

Learning (BDL) [7, 8, 9, 10], respectively), or as an outcome of modelling annotation noise

or subjectivity(providing confidence intervals [11], or serving as a proxy for the difficulty of

a predictive task [12, 13]). Such uncertainty values are usually envisioned as being used in

downstream tasks as diverse as active learning [14, 15, 16], repeated expert labelling of high-

subjectivity data [13], and risk-aware exploration for intelligent reinforcement learning agents

[9, 17, 18]. That being said, there has been less exploration of the role of these uncertainty

values as sources of information, and the ways that this information can be used to guide the

training process towards improving the performance of the self-same prediction models from

which they are generated.

4



1.1. Motivation & Research Questions 5

1.1 Motivation & Research Questions

The purpose of this thesis is to investigate the use of DL for quantifying uncertainty, neither as

the unused byproduct of an effort at regularisation via the adoption of a distributional view

of the parameters of a neural network, nor towards its use as input to a downstream task.

Instead, we attempt to capture and/or infer the uncertainty that may be due to any number of

underlying factors – empirical size of dataset, task ambiguity, annotation limitations, model

learning capacity – in order to directly use it as a signal from which to learn, by guiding the

training process in reevaluating and better understanding the existing, available data.

There exist a number of recent studies that motivate us. The focal loss [19] is an adaptation

of regular cross-entropy loss, that weighs each sample loss factor by a value that is dependent

on the current, corresponding prediction error for that sample. It thus encourages the model

to focus on data samples that the model, at its current weight instantiation, finds difficult to

predict. Furthermore, the knowledge distillation approach [20] describes a two-stage training

process in which, firstly, a teacher model is trained on a dataset using the ground-truth labels,

and then a smaller, student model is trained on the same dataset, but using the teacher model

outputs as labels. Even though this method was initially designed towards effectively learning

parameter-efficient student models, it was noted, surprisingly, that the student model often

performed better than the teacher model. The reason for this was hypothesised to be that the

soft, probabilistic teacher predictions encoded information such as the difficulty of modelling

each sample, and label correlation; thus, constituting an improved supervision signal.

Going beyond standard predictive probabilities, two concepts of uncertainty that are of interest in

this study are [21, 22]: a) epistemic/model uncertainty, that is due to stochasticity of the model,

or its parameters, and b) aleatory/label uncertainty, that is due to the inherent, irreducible

stochasticity of a label. In a recent study [23], the authors propose a solution to infer both these

quantities. They calculate epistemic uncertainty as a measure of variation (standard deviation

or entropy, depending on whether the task is regression or classification) of the predictions

output by Monte-Carlo (MC) sampled instances of a stochastically weighted, BDL model. They

further propose the use of an additional prediction layer that learns to output a quantity that is
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then used to attenuate the loss factors of data for which the model is uncertain. They claim

that this latter quantity is a measure of aleatory uncertainty. The authors also show that the

two uncertainty signals encode complementary information about the data space area around a

sample: i. e., data scarcity for epistemic uncertainty and noisy/imprecise labelling for aleatory

uncertainty. We note that the way in which aleatory uncertainty is used in the loss function

proposed by [23] presupposes the opposite assumption to the one made for focal loss; in one

case, the model downweighs the importance of difficult data, in the other, it focuses on their

importance. Furthermore, even though epistemic uncertainty is modelled, it does not inform

the training loss directly.

Another source of uncertainty information comes in the form of annotator disagreement. This is

present in tasks that are considered to be subjective, and multiple annotators are requested to

rate each sample. This disagreement signal has been used to de-emphasise samples that are

considered to be uninformative in regular supervised learning [24, 25, 26]. A correlation has also

been identified in certain domains between learnt aleatory uncertainty and label disagreement

[27, 28] . The ground-truth disagreement information has also been treated as a label to be

modelled, improving prediction performance [29]. However, this is information that is not

available in every task or dataset, and it would be interesting to investigate alternate signals to

use in its absence.

The purpose of this thesis is, exactly, to leverage the great potential that lies not just in

quantifying, but in learning from the aforementioned uncertainty signals. We are specifically

interested in information encoded in them about the importance of our available training data.

We focus on designing and evaluating our proposed methodologies on applications that pertain

to the modelling of sequential audio or text data.

Research Question 1 (RQ-1): By optimising an uncertainty-aware DL model using a training

dataset, can we design a complementary supervision signal derived also from quantified epistemic

uncertainty that can identify important data samples from the same training set, to either retrain

the model or modify the training process in a way that focuses on importance, in order to improve

performance?
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Sub-Question 1.1 (RQ-1.1): As audio and text are sequential data types, their modelling

often requires the adoption of domain-specific loss measures, model architectures, or time-

invariant operations. What are the additional considerations to be made in the context of

such data, towards modifying the existing domain-specific methodologies such that they are

amenable to both quantify and learn from uncertainty as envisioned in RQ-1?

Research Question 2 (RQ-2): Meaningful uncertainty quantification, like accurate model

predictions, may require a fully trained model on the available data. It also typically involves

modifications in either the architecture or the training process, thus introducing additional

execution time complexity (for example, by MC sampling of weights). Can we design methods

that satisfy RQ-1 such that there is no need for a two-stage training process (i. e., re-training

the model) or for adopting time-consuming MC-based uncertainty-aware approaches?

Research Question 3 (RQ-3): For certain tasks, we have insight on the ambiguity of a

label through the potential label disagreement among human annotators, that can serve as a

ground-truth supervision for quantifying uncertainty. In the absence of such information, what

are alternate measures of uncertainty, that do not depend on ground-truth disagreement, that

can serve as alternative fits in informing the training process, and how do they compare with

direct modelling of disagreement?

1.2 Contributions

Following the research questions above, the contributions of this work are summarised as follows.

In Chapter 3, we propose a method of learning an informativeness signal [1] to be used for

identifying important data on which to focus during training. The aim is to improve predictive

performance on the test set of a speech emotion recognition dataset with continuous-time and

continuous-valued (albeit subjective and disagreeing) annotation. We use a BDL model in order

to capture epistemic uncertainty, as well as an additional output block for learning aleatory

uncertainty. We supply these values to a meta-model, along with the prediction error, and the

ground-truth label disagreement, from which it learns to output the informativeness score. The
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latter is then used in a proposed variant of the Concordance Correlation Coefficient (CCC)

training loss measure to highlight and focus on modelling informative data.

This is our first effort towards answering RQ-1, and our experiments show that our methodology

yields a performance improvement in terms of CCC over both the standard point-estimate DL

baseline, and uncertainty-aware BDL variants of the same architecture. This indicates that

the additional inclusion of epistemic uncertainty, prediction error, and ground-truth annotator

disagreement over aleatory uncertainty leads to an improved learning strategy. Our proposed

variation of the CCC loss allows for a signal to guide learning on a task with continuous-time

and -valued affect labels, thus also addressing RQ-1.1.

In Chapter 4, we investigate in greater depth the idea of using a predicted uncertainty quantity

directly in the training loss via an one-stage training process, albeit on a different application

domain. We turn our attention to the bioacoustics call detection domain; due to large recording

availability, data samples are not typically labelled by more than one rater, and label noise

arises due to the difficulty of the task, caused by variability in the distance of the animal from

the recording device, as well as the presence of other calls and environment noises. To that end,

we propose a method for uncertainty-aware, adaptive, data-specific label smoothing

that reduces training focus on data samples for which the model is uncertain in an intelligent,

data-learnt manner [2].

This constitutes a response to RQ-3, as there exists no ground-truth label noise or rater dis-

agreement. This is achieved via the end-to-end propagation of sample-free epistemic uncertainty

in a variational BDL context, and both the output expectation and variance are used to inform

the label smoothing regularisation, which constitutes a response to RQ-1. Concerning RQ-1.1,

special considerations are required in propagating variance through the multiple-head, attention-

based global pooling process required to learn a single, segment-wide audio representation. We

specifically propose such a sample-free BDL treatment for a complex model that performs well

in bioacoustic call detection, instead of a toy model; we do this by first performing an extensive

comparative study among several core DL architectures, as well as global sequence aggrega-

tion methods, which yields surprising results in light of recently proposed acoustic modelling
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techniques [3]. Our sample-free BDL solution constitutes a response to RQ-2, in the sense that

it eschews the need for taking multiple prediction samples from the model for producing an

estimate of the epistemic uncertainty, and, thus, does not require a two-stage training process

for quantifying it, as does our informativeness framework. It also serves as a partial response to

RQ-3, as it shows that, in the absence of an annotator disagreement signal, epistemic uncertainty

can serve as an indicator of samples that should be treated as noisily labelled through its use in

adaptive label smoothing. However, there can be no comparison between the proposed method

and a potential approach that directly utilises annotator disagreement, which is unavailable for

the datasets used in this Chapter.

In Chapter 5, we pivot to the application-oriented task of text-based, uncertainty-aware

modelling of scientific paper submissions, which is highly subjective, even for human

expert reviewers. In this case, we have available the ground-truth label disagreement as part of

a new dataset, the Interspeech 2019 conference submission corpus. We propose the first fully

trainable via backpropagation submission-level acceptance prediction model that aggregates

information from all available reviews per submission, and also investigate the use of label

disagreement modelling techniques (soft labels for classification, as well as quantile regression)

towards a more robust solution [4]. We further explore: a) the treatment of both editorial and

reviewer recommendations as encoding complementary annotation information, b) the use of

label uncertainty learnt either with or without a supervisory disagreement signal as a preferable

way of embracing uncertainty compared to soft labels, and also c) a means of benefiting from

the availability of the review texts for training, without assuming that they are available during

testing, thus investigating a more realistic version of the task, with greater usage potential [5].

We show that the best use of the potentially disagreeing reviewers’ recommendations is the

direct modelling of a measure of their variation as an auxiliary task.

Our proposed work is a response to RQ-3, as we show that the learning of aleatory uncertainty

from data is a good first step towards reaching the performance achieved explicitly using the

ground-truth, empirical label uncertainty. Furthermore, in the case of training-only review

inclusion, with test-time review representation hallucination, the aleatory uncertainty method is

the best performer.
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1.3 Thesis Outline

The thesis is structured in seven chapters as follows.

Chapter 1 – Introduction – Deep Learning from Uncertainty: Contains a short

introductory motivation, a delineation of research questions, and an outline of contributions.

Chapter 2 – Literature Review: Contains a summary of the literature background that

led to the formulation of our research questions, as well as terminological and mathematical

definitions that will be used throughout the thesis.

Chapter 3 – Sample Informativeness Quantification: Contains our proposed methodology

for modelling sample informativeness based on various factors of uncertainty, on a speech

emotion recognition dataset with continuous-time and continuous-valued annotation.

Chapter 4 – Uncertainty-Aware Label Smoothing: Contains our proposed method for

sample-free, variational Bayesian variance propagation for uncertainty-aware, adaptive, and

sample-specific label smoothing on two novel bioacoustic call detection datasets.

Chapter 5 – Uncertainty-Aware Scientific Submission Modelling: Contains our ex-

ploration of uncertainty-aware methodologies on a text-based dataset of submitted scientific

papers, focusing on the highly subjective task of acceptance recommendation.

Chapter 6 – Conclusion: Contains overall discussion, limitations, and summary of the

research effort, a statement of ethics, and possible future avenues of research.

Appendix A – Publication List: A list of the publications made throughout the author’s

doctoral candidacy. They are divided between those that constitute the thesis content and

those of which the subject was tangential to the main narrative. The latter were pursued out of

academic curiosity, and availing of opportunities for collaboration and/or data access.

Appendix B – New Datasets: Details on the motivation, collection, cleaning, and prepro-

cessing of datasets that were used for the first time in the publications that form the basis of

this thesis are found here.



Chapter 2

Literature Review

We now elaborate on a number of ongoing challenges in DL that are related to uncertainty

quantification, try to understand common conceptual similarities and pathologies which are

crystallised in the research questions from Section 1.1, as well as summarise the necessary

theoretical and mathematical background for responding to the research questions that arose

when considering how to jointly address them.

2.1 A Decade of Deep Learning Success

A decade has passed since AlexNet [30] sparked anew an interest in the research of artificial

neural networks, by achieving an impressive, for the time, reduction of almost 11 percentage

points in classification error compared to that of the competing runner up method on the

ImageNet image classification benchmark [31]. AlexNet played a major role in the flourishing

of the current, new Artificial Intelligence (AI) spring [32], as well as introducing a new name

for neural network research – Deep Learning. The naming evokes the main achievement of

the AlexNet paper, which validated that the increased depth of the neural network allows for

improved predictive performance, albeit at a heavier computational cost.

AlexNet adopted a set of contemporary breakthrough techniques (see Figure 2.1) to both achieve

its great performance and address the increase in required computation, combining the use

11
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Figure 2.1: Three lightweight mechanisms common in deep learning.

of Graphics Processing Units (GPUs) previously used for expediting neural network training

in [33, 34], mini-batch based stochastic gradient descent optimisation [35], faster hidden unit

nonlinear activation functions like the REctified Linear Unit (ReLU) [36], and fast sub-sampling

and selection of hidden units with Maximum Pooling (max-pool) layers [37], as well as data

augmentation and dropout [38] based regularisation.

Such techniques, as well as those that have been inspired by them are still used today. They

allowed for a revisitation of many research topics through the lens of DL, leading to impressive

achievements, such as the first world-champion level performance in the traditional game Go

[39], photorealistic image generation using generative adversarial networks [40], attention models

[41, 42, 43], which led through the Transformer model [44] to impressive text generation via

GPT-31 [51]. Such a wide application field is explained by the high expressiveness of DL

models, and their theoretical ability to act as universal function approximators [52, 53]. This

expressiveness, combined with the scalability allowed for by the use of stochastic gradient

descent, renders DL a great solution for large scale, high-dimensional data, like image, video,

audio, and graph.

On the domain of audio (see Figure 2.2), which is one application focus in this thesis, the

achievements were equally impressive. The effectiveness of DL architectures like AlexNet, VGG

[54], and ResNet [55] on image classification was found to be transferrable to audio classification

1The energy and carbon footprint of such models, though, is becoming alarmingly high, and higher energy-
efficiency needs to be encouraged [45, 46]. We should not only be aware of their caveats and potential for misuse
[47, 48], but also of the energy consumption sacrifice required to achieve a predictive performance target, or,
when possible, even adopt new computing paradigms, such as intermittent [49] or neuromorphic [50] computing.
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[56] as well. The combination of a Recurrent Neural Network (RNN) [57, 58] and a connectionist

temporal classification module allowed for an End-to-End (E2E) solution to automatic speech

recognition that outperformed the existing state-of-the-art baseline of a phoneme-outputting

RNN followed by a hidden Markov model that separately generates the speech transcript

[59]. Self-supervised learning yielded state-of-the-art results in automatic speech recognition

through the utilisation of unlabelled speech data in a pre-training step followed by a limited

supervision fine-tuning step [60], and has led to robust regularisation techniques that encourage

representations of distorted versions of audio samples to be close to the representations of the

original, as shown for keyword spotting [61], speech emotion recognition [62] and various other

tasks [63]. DL has been extensively used in the modelling of speech paralinguistics, e. g., for

speech emotion recognition, either for feature extraction [64] or in a fully neural classification

setting [65]. Towards a more truly E2E treatment from audio to predictions, the eschewing of

Mel filterbank based feature engineering was of interest even before the advent of DL [66], and

the use of the raw audio waveform via DL, without any kind of feature engineering, has seen

success in applications like automatic speech recognition [67], and speech emotion recognition

[68]. Even in the face of the COVID-19 pandemic, DL was shown to successfully discriminate

between healthy and COVID-19 positive subjects’ speech, breath, and cough sounds [69, 70, 71].

One thing seems certain, as much as one can be of such things, and that is that DL will keep

playing a significant role not only in AI, but, through increasingly interdisciplinary ventures, in

science overall.

2.1.1 Catastrophic Failures of Overly Certain Deployed AI

Growing along the increasing opportunity for novelty, impact, and industrial adoption, there

have also been concerns regarding the trustworthiness of AI applied in the real world. In 2020,

an automatic camera system with AI-based ball tracking technology deployed by the Scottish

football team Inverness Caledonian Thistle FC mistook the referee’s bald head for the ball,

leading to disappointed fans of the away team missing the goal [74]. More seriously, in June

2015, the Google Photos App misclassified pictures of two black Americans as gorillas [75],
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Figure 2.2: Speech-based biosignal sensing data sample from our study performed in [72, 73]
(studies not included in thesis). The bottom figure depicts the normalised audio waveform of
human speech recorded using a microphone. The middle figure depicts the log-Mel spectrogram
representation of the audio. Finally, the top figure depicts the signal recorded from a piezoelectric
breath belt applied at the level of the stomach of the participating subject.

raising concerns about the design process of data science systems, which, years later, have not

been comprehensively addressed other than by the workaround solution of removing the ‘gorilla’

class from the available app categories [76]. In May 2016, there was the first fatality from an

assisted driving system, which misperceived the white side of a trailer for bright sky [77]. The

driver, relying on the system, had not touched the steering wheel for 37 minutes.

The aforementioned incidents comprise a liberally selected sample of cases in which some element

of the AI pipeline was inadequately implemented. The models were brittle; clearly not familiar

enough with visual inputs that were similar to the ones they received at these catastrophic

failure instances, but they still made an actionable, by the system, decision.

2.1.2 Deep Learning Brittleness and Miscalibration

It is desirable, then, to reduce brittleness and achieve robustness in DL. Robustness is a term

that has been widely used to describe various concepts [78], such as: a) raw task performance
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on held-out test sets of data, b) adaptation on different domain test data [79], c) maintaining

task performance on systemically, yet naturally occurring, distortions/manipulations of input

samples [80], and d) resistance to machine-distorted adversarial sample attacks [81].

We can always expect some deterioration in prediction performance at the liminal, furthest

edges of the subspace of naturally occurring inputs. Furthermore, given data collection time

and cost budgets, we cannot assume that we will always have available a representative enough

dataset, or that the testing/deployment sensing settings will exactly match those used during

training [79, 82]. In fact, there are some areas in input space for which we will have fewer data,

or that will be more difficult to model [21, 23, 22]. Perhaps these scenarios, as well as the

possibility of an adversarial attack, would pose lesser concerns, if we were confident that a DL

model can be aware of its own shortcomings, i. e., what it doesn’t know2, and can accompany

each prediction with meaningful, human-understandable confidence (or uncertainty) values.

It appears, however, that increased DL depth, architectural complexity, and focus on traditional

prediction performance evaluation measures have allowed for the emergence of undesirable

side-effects in the behaviour of DL models. It was pointed out in a number of parallel studies

[84, 85, 6] that DL models since AlexNet have exhibited a trend of increased classification

performance, but at the cost of well-calibrated predictions: i. e., any class prediction by the

model is made at a probability near 1. This miscalibrated behaviour in DL is not desirable, as

a well-calibrated model [85] that predicts a class c with probability pi,c for a specific sample i

should be correct pi,c · 100% of the times. Being correct more often than that, means that the

model is under-confident, and being correct less often, means it is over-confident. Numerous

overconfidently erroneous outputs utilised in downstream AI models, or even human-centred

analysis, can lead to failures in decision-making due to misinterpretation, and even foster

mistrust in AI [85, 86, 87]. The authors of [85] propose the use of calibration performance

measures [88], like Expected Calibration Error (ECE) and Maximum Calibration Error (MCE)

to monitor the calibration behaviour of DL models. In the study performed in [85], the authors

also proposed a post-processing method that transforms the output logits of a classifier such

that they correspond to more calibrated class predictions, based on the ECE measure. Methods

2Phrasing adopted from [83].
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Figure 2.3: Reliability diagram examples using our spider monkey test whinny call detection
predictions from our study performed in [2] described in Chapter 4. The top row bar plots
depict the counts of prediction probabilities that fall into 10 equiprobable bins. The bottom row
bar plots depict both the empirical average probability (wide purple), and the corresponding
accuracy (narrow orange) per bin. The left column plots correspond to a well-calibrated model,
whereas the right to a model with worse calibration behaviour. Of note is that the well-calibrated
model predictions makes mostly confident predictions (i. e., close to 0, 1) with high accuracy.

like this assume the availability of the validation set labels for their training, something that

unfortunately cannot be considered true in all cases.

2.1.3 Subjective Tasks and Annotation Disagreement

That overconfidence in predictions can be especially problematic in subjective tasks [89] where

the categories are fuzzy, like emotion recognition in-the-wild where speech recordings that

exemplify prototypical emotions are rare [90, 91], or in the case of inherently ambiguous tasks,

such as the detection of fake news in online platforms [92], and the categorisation of scenes

depicted in photos as warm or cold [93]. There also exist annotation tasks that are difficult even

for experts, as the location of volcanoes on photos of 75 · 75 km2 surface patches of Venus [94],

the assessment of a medical image by experienced healthcare professionals [13], or the decision of

whether a paper should be accepted for publication [4, 89, 95]. Addressing this class ambiguity
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issue becomes further complicated when the levels of annotator expertise or trustworthiness

enter consideration [96]. Personal bias is also an important factor as, for example, the emotions

of men and women are perceived in different ways, as per the study performed in [97]. Relevant

factors are also the annotators’ gender [98], as well as their age and cultural background [99].

Finally, speech that is generally considered to be offensive, might be considered acceptable if

made between friends as claimed in [100].

It should be clear, then, that multiple human annotators can offer disagreeing labels. In such

subjective tasks as the above, we typically are interested in multiple raters in order to reduce

rater-specific bias, for example using some kind of rater trustworthiness based label aggregation

method [101]. However, this new, disagreeing ground truth introduces uncertainty; which

opinion is correct, if any?

2.2 Bayesian Neural Networks and Uncertainty

Despite the benefits of the high expressiveness of DL models, these models are often able to

completely memorise the training dataset after several training epochs, something that does not

necessarily translate to generalisation in the test setting. To that end, regularisation methods

like classic weight norm regularisation [102] are very often applied in training, and, starting

from AlexNet [30], data augmentation has been an area of great research interest in DL for

vision [103], audio [104], and even the less studied text [105] application domains.

A more theoretically principled way of designing regularised DL models with an intrinsic capacity

for knowing when they do not know something, is the use of (approximate) Bayesian inference,

specifically Bayesian Neural Networks (BNNs) [7, 8, 9]. Each model parameter in a BNN is

not a point estimate, but a statistical distribution that encodes the uncertainty about the best

value to be used, such that the model can best describe the observed data. This means that

when an input data sample (usually point estimate, although stochastic inputs are conceivable

[106]) is processed by the BNN, the output prediction is also a statistical distribution, encoding

the uncertainty due to the model (and the input). This has been associated [23] with epistemic
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or model uncertainty, i. e., the knowledge-based uncertainty of the model about this prediction,

which is an indicator of high data sparsity in that area in data space [22].

2.2.1 Bayesian Neural Networks Background

In order to achieve this view of BNN parameters W as random variables instead of point

estimates, the first assumption we need to make, is that of a prior distribution p(W ) [107] from

which the instances of W are sampled. By deciding on a likelihood function p(y|fW (x)), where

fW (·) denotes the BNN model output, and following Bayes’ rule, we can define the posterior

weight distributions p(W |X, Y ) [7, 8] after observing the data inputs X and labels Y . For

regression, the likelihood function can be the normal distribution with a fixed variance σ2,

where the mean is given as the BNN output p(y|fW (x)) = N (fW (x), σ2). For classification, we

require a nonlinear activation to be applied on the output logits such that we get a probability

distribution p(y|fW (x)) = g(fW (x)), where g(·) can be the sigmoid or the softmax function,

depending on whether we are studying binary or multi-class classification.

Analytic, closed-form calculation for this highly complex BNN weight posterior is intractable,

so we opt for approximate Bayesian computation, by learning a variational distribution qω(W )

such that it is close to the true posterior [108, 9], i. e., by minimising the Kullback-Leiber

(KL) divergence DKL[qω(W )∥p(W |X, Y )], where ω denotes the set of the new, variational

parameters. We opt for a normal variational distribution qω(W ) =
∏

i,j,l N (wijl|µijl, σ
2
ijl), where

the indices i, j denote the weight array coordinates, l, the layer index, and the variational

parameters ω = [µijl, σijl]. Weight instances can be sampled from these single-dimensional

normal distributions defined by i, j, l, which are independent. Given also the prior and the

likelihood function, the above KL divergence optimisation cost is rewritten as the negative of

the Evidence Lower Bound (ELBO):

L = −EW∼ω[p(Y |fW (X))] + cDKL[qω(W )∥p(W ], (2.1)

where c is a regularisation parameter for placing less importance on the regularising power of
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the prior. In [9] it was proposed to decay this parameter during the training process, whereas in

[109], it was shown that values much lower than c = 1 as it arises from the use of Bayes’ rule

can be beneficial in BNNs, an approach called cold posterior. A related weighting approach to

these factors of the negative ELBO is derived via the family of the α-divergences in [110].

For prediction, then, since we are not interested in the output of a single weight instantiation

hypothesis, we integrate over all probable weights according to the posterior distribution, i. e.,

we marginalise the weights as described in the following equation:

p(y∗|x∗, X, Y ) =

∫

W

p(y∗|fW (x∗))p(W |X, Y )dW, (2.2)

where x∗, y∗ are the test input and corresponding test model output.

The use of marginalisation is considered to be the main strength of BNNs, and offers mathe-

matically principled weight regularisation, as well as less overconfident outputs [111], that have

repeatedly been shown to naturally exhibit good calibration performance [112, 113, 114, 115, 116].

BNNs generate better calibrated predictions through the regularisation imposed by distributional

weights, which leads to stochastic, i. e., uncertain predictions. This can be explained in the

case of classification, for example, by considering the following: the stochastically sampled

logits followed by respective nonlinear activation and averaging, lead to a softer predictive class

distribution that attenuates overconfidence in a learnt manner (this also holds for ensemble

model methods [117]). Towards more explicit, adaptive, uncertainty-aware calibration, a signal

based on epistemic uncertainty has been used in [112] to encourage calibration in BNNs of the

type proposed in [118]. Thus, BNNs provide by design this measure of epistemic uncertainty

(usual proxies for it are the variance of the predictions/logits, or the entropy of the predictive

probability distribution, or a combination on the two values [14]) to accompany each prediction.

Since the BNN weights are stochastic, the inductive biases due to parameters that lead to

assumptions about unseen input data are also softer, which has also led to improved robustness

against adversarial attacks [119].
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Alternative Variance Parameterisations for Model Size Reduction

The authors of [9] follow an additive standard deviation parameterisation as: σijl = log(1 +

exp (ρijl)) to ensure strict positivity, giving us variational parameters ω = [µijl, ρijl]. However,

parameterising stochastic weights by storing both means and variances for all layer elements is

something that has not been shown [120] to be worth the double space requirement, at least

compared to a variant parameterisation σ2
ijl = ρlµ

2
ijl, where ρl can be considered to be a positive,

adaptive, layer-wise value (reminiscent of the variational dropout rate [121]), thus leading to

variational parameters ω = [µijl, ρl]. The authors of [122] have also supported the approach of

not storing element-wise variance-related weight parameters.

In the interest of pursuing RQ-2, we employ this type of parameterisation in Chapter 4. That

being said, more elaborate efficient parameterisations have been proposed in the literature, such

with the use of inducing low-dimensionality weights as per [123].

Prior Distributions

As for selecting a prior distribution of weights, the authors of [9] use a mixture of normal

distributions, both centred at zero, but with different scales. The KL divergence of the

variational normal posterior distribution from this mixture of normals is intractable, but can

be approximated via MC sampling; specifically the authors reuse the weights wijl that were

sampled for evaluating the likelihood function. The authors of [121, 124] use a symmetric

log-uniform distribution p(wijl) ∝ 1/|wijl|, which has been criticised on account of its being

an improper prior [125]. To that end, the authors of [120] propose the student’s t prior

distribution, with degrees of freedom that tend to zero, as an approximation to the latter,

as well as the automatic relevance determination p(wijl) ∝ N (wijl|0, ψ2
ijl) [7, 8, 108, 120].

The quantity ψ2
ijl = (1 + ρ)µ2

ijl is dependent on the statistics of the posterior distribution of

wijl ∼ N (µijl, ρµ
2
ijl), for a specific posterior variance parameterisation σ2

ijl = ρµ2
ijl. In recent

variational Bayesian deep reinforcement learning studies [126, 127, 128], the uniform improper

prior is selected, which leads to the KL factor from Equation 2.1 being equal to the sum of
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the negatives of the entropies of the variational posteriors. In our BNN study in Chapter 4 we

opted to use the automatic relevance determination proper prior.

Monte-Carlo Posterior Sampling and MC-Dropout

Since the integration for the posteriors is intractable, we can perform MC sampling to evaluate

the statistics of the predictive distribution in Equation 2.2, as well as of the ELBO loss function

in Equation 2.1. This means that we sample an instance W [k] ∼ p(W |X, Y ) from the posterior

weight distribution K times, and propagate the same input through each BNN instantiation to

get an MC output. Each MC sample is an unbiased, albeit noisy, estimator of the true value of

either the variational objective or the predictive output, and, as such, a single MC sample is

adequate during the training process [118] in the interest of computational efficiency. As for

testing, we are interested in a larger K in order to reduce the bias of the output expectation.

This means that we require K times the number of computational operations to evaluate the

desired output expectation. We also require K > 1 in any case we might need to quantify

the variance of the predictive distribution. In order to have the MC estimate of the loss

expectation be differentiable, the authors of [9] propose the use of a reparameterisation trick for

sampling weights from the variational posterior as wijl = µijl + ϵijl ⊙√
σijl, where weight-wise

ϵijl ∼ N (0, 1). We can calculate the output expectation and variance via MC sampling of K

weights W [k] as follows for a test sample x∗:

Ek{ŷ∗} =
1

K

K
∑

k=1

fW [k](x∗), (2.3a)

Vark{ŷ∗} =
1

K

K
∑

k=1

(fW [k](x∗) − E{ŷ∗})2. (2.3b)

In the study performed in [118], the authors propose an easily implemented BDL approach,

realised by the dropout regularisation machinery [38]. Specifically, the authors assume a

Bernoulli posterior probability distribution for the weights, where MC sampling corresponds
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to the sampling of new dropout masks, and the factor corresponding to the distance of the

variational distribution from the prior in Equation 2.1 is relaxed to be an l2 weight norm

regularisation factor. This has been extended to Convolutional Neural Network (CNN) [129]

layers in [130] and to RNN [57, 58] layers in [131].

The Bayesian aspect of this MC-dropout method was initially criticised [132], due to the fact

that the degree of parameter stochasticity, i. e., the dropout probability, would not adapt and

reduce by observing more data, thus being more related to aleatory uncertainty. Despite that,

subsequent studies proposed learning the dropout parameter [121, 133], or explicitly learning a

measure of aleatory uncertainty [23, 17], thus encouraging a disentangled view of uncertainty.

2.2.2 Sample-Free Variance Propagation

One may consider employing further approximations, such that we can calculate output statistics

in closed-form, i. e., without the use of MC sampling. One avenue for achieving this is sample-free

uncertainty propagation, i. e., the propagation of the first two moments at each neural layer

and nonlinear activation, as first used for Fast Dropout [134], instead of applying Bernoulli or

Gaussian dropout on the weights themselves. According to Fast Dropout, and later in the context

of BNNs [121, 135, 136, 137], we can approximate the pre-activated layer output expectation

with a normal distribution via the use of the Central Limit Theorem (CLT)3. This allows us to

sample pre-activations instead of layer weights, which are independent across datapoints, thus

making the uncertainty local to a pre-activation unit. We are further able to propagate the

pre-activation statistics through activation functions, and subsequent layers. According to the

study performed in [121], this approach also reduces the gradient stochasticity that is otherwise

introduced when we sample weight samples once per batch, for practical reasons, instead of once

per input sample. Finally, the propagation of more moments has been shown to be beneficial,

3One version states that the expected value of the weighted sum of samples from N distributions, when N

tends to infinity, itself resembles a normal distribution; the mean and standard deviation of the latter is the
weighted sum of the corresponding statistics of the original distributions, no matter what kind of distributions
they are, under minimal assumptions. Of course, the approximation truly holds for large N , and deteriorates if
base distributions that dominate exist; instead, the random variables being summed in a linear or convolutional
BNN layer are much fewer. Still, this is not the only approximation being performed on a variational BNN.
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with great performance in resisting adversarial attacks, but also requires additional computation,

in the form of e. g., sampling for cubature [138], or unscented [139] and particle [140] filtering.

This propagation of statistics is also relevant regarding the first term of the ELBO (see

Equation 2.1), where approximated, closed-form versions of the binary [106] and categorical

[135, 141] cross-entropy loss have been proposed. In this thesis, and specifically in the related

Chapter 4, we opt for an alternative approximation for calculating the loss, by means of sampling

from the logit normal distributions, transforming each logit instance separately through the final

sigmoid activation, and averaging the sample-based loss factors. Such logit output sampling is

very lightweight, compared to MC sampling of the entire network parameterisation, so we do not

consider this as a deviation from the sample-free, uncertainty propagating paradigm. A similar

rationale has previously been given regarding logit sampling in [23] for aleatory uncertainty

quantification in multi-class classification. In every other case, we perform moment propagation,

as explained in the following.

For a normally distributed layer input hil−1, and Bayesian dense layer weight posterior wijl ∼

N (wijl|µijl, σ
2
ijl), the output neuron ajl can be sampled, as in [121, 135, 137] from:

p(ajl) = N (ajl|ϕjl, λ
2
jl), (2.4)

where,

ϕjl =
∑

i

µijlE[hil−1],

λ2jl =
∑

i

V[hil−1]µ
2
ijl + σ2

ijlE[h2il−1], (2.5)

and similarly for Bayesian convolutional layers [136, 137, 120], albeit following a sliding window.

The addition of bias weights in dense and convolutional layers, as in our implementation, follows

well-known addition of normal variables.

We transform these pre-activations ajl via nonlinear activation functions, and with moment-

matching of expectation and variance we estimate the normal activated variables bjl ∼
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N (bjl|θjl, ξ2jl). The application of ReLU on samples from a normally distributed random

variable, leads to a rectified normal distribution, i. e., the mixture of a Dirac distribution centred

at zero, and a truncated normal distribution, where the left side is truncated also at zero.

The statistics of the moment-matched normal distribution of activations, as previously used in

[142, 135, 137, 106], is:

θReLU,jl =
ϕjl

2

(

1 + erf

(

ϕjl
√

λjl

))

+

√

λjl
2π

exp

(

−
ϕ2
jl

2λjl

)

,

ξ2ReLU,jl =
λjl + ϕ2

jl

2

(

1 + erf

(

ϕjl
√

λjl

))

+ ϕjl

√

λjl
2π

exp

(

−
ϕ2
jl

2λjl

)

− θ2ReLU,jl, (2.6)

where erf(·) is the Gauss error function. Regarding the sigmoid, approximations of the variance

of the sigmoid activation have been provided by [134] and also by [142] and [143]; the latter

also adopted by [106]. Here, we adopt the latter. Hence:

θsigmoid,jl ≈ sig





ϕjl
√

1 + 3λ2jl/π
2



 ,

ξ2sigmoid,jl ≈ θsigmoid,jl(1 − θsigmoid,jl)



1 − 1
√

1 + 3λ2jl/π
2



 , (2.7)

where sig(·) is the regular sigmoid function.. It should be noted here, that both the activation

expectation θjl and variance ξjl are described as a nonlinear combination of both the pre-

activation expectation ϕjl and variance λjl, thus ensuring that information encoded in both the

pre-activation moments is propagated, e. g., as the input to the next layer, i. e., E[hil],V[hil] =

θjl, ξ
2
jl. A visualisation of the propagated expectation and variances using the ReLU and sigmoid

activations functions is depicted in Figure 2.4.

Regarding max-pooling of such normally distributed variables, the authors of the studies

performed in [15, 139] independently proposed co-pooling of the two moments, i. e., propagating

only the moments of the random variable with the highest expected value.

The above sample-free variance propagation methods are an initial attempt to propagate
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Figure 2.4: Moment propagating ReLU and Sigmoid activation functions. We show this for
logit values ∈ [−10,+10] and for variances ∈ {1, 2.5, 5, 10}.

epistemic/model uncertainty through neural layers and nonlinearities such as ReLU [36]. However,

modern DL has been widely successful due to the adoption of advanced techniques like residual

layers [55], attention mechanisms [43] (for local pooling as in [333], and also for global pooling in

the case of multiple instance learning [145, 146, 147]), and even attention on hidden units/filters,

as described by the Squeeze-and-Excitation (SE) block [148, 149]. How does model uncertainty,

i. e., the uncertainty of the learnt features, propagate through these layers?

2.3 Addressing Subjective Tasks

Parts of the review of the literature and the structure and discussion of the topics summarised

in this section are based on our work from the following survey publication:

• Georgios Rizos and Björn W. Schuller. Average Jane, Where Art Thou? –Recent Avenues

in Efficient Machine Learning Under Subjectivity Uncertainty. In International Conference
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on Information Processing and Management of Uncertainty in Knowledge-Based Systems,

pages 42–55. Springer, 2020.

Apart from scarcity of data that leads to model uncertainty, one can imagine, other reasons

that render a sample hard to model. In fact, there is an easily calculated indicator thereof:

the sample-wise model prediction error. This signal is used in the definition of the focal loss

[19], which is a classification strategy that described applying more weight on the loss factors

due to training samples that the model misclassifies. Denoting by pm,c the model prediction

probability that a sample m is of the positive class in a binary classification framework, the cross

entropy loss factor for sample m is adapted as L(xm) = −(1 − pm)δlog(pm), where (1 − pm)δ

is a loss modulating factor and δ a focusing hyperparameter. This way, the model also pays

less attention to easily modelled samples, in an adaptive manner during training. This has

shown great success in dense object detection, for which the focal loss was originally proposed,

but also other applications, like speech emotion recognition [150] and acoustic event detection

[151]. This is a similar underlying philosophy as in hard sample mining [152], shown also in

practice for audio-based depression modelling [153]. A variation of the same idea can be found

in the study performed in [154], where samples that exhibit variance in their prediction across

successive training epochs, are given greater weight in loss optimisation.

2.3.1 Disagreeing Labels and Addressing Subjectivity

If one considers task subjectivity issues, we can easily imagine a sample being mislabelled, or

an area in input space being ambiguous, and/or difficult to clearly categorise, even for expert

humans (see Chapter 5). In such a case, over-penalising the model for misclassifying the sample

can be deleterious on model performance; as, indeed, the focal loss does not always lead to

improvement [155]. The pathology, here, is even deeper, and even manifests in the way we

commonly represent labels in the presence of rater disagreement: by using unweighted fusion of

labels, with median or mean averaging for regression, and majority voting for classification tasks.

The majority voting filtering process works as denoising, by making the implicit assumption
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that disagreeing, minority voices in annotation should be considered to be mistakes, or random

observation noise, which, as mentioned previously, is not necessarily the case [90, 89].

As a high-profile example, majority voting has been applied on the ImageNet benchmark [31],

but it has also been used in the context of notoriously subjective tasks, like online hate speech

[100]. An advantage of such an approach is that standard methods of classification can then be

used on the typical one-hot version of the label. It should be obvious, though, that excessive

overconfidence in DL predictions as observed in the calibration study in [85] are especially

problematic when performed on such data; if there is a possibility that a sample can be indicative

of several classes in multi-class classification, the model should be refraining from concentrating

all predictive probability mass on just one, even after the number of similar data it has observed

tends to infinity.

2.3.2 Label Uncertainty Denoting Faulty Labelling

In such cases, one can use rater disagreement as a source of priviledged information. This

can be conceived of as a case of master-class learning [156, 157], a machine learning paradigm

according to which there exists additional information during the training phase that, if used,

facilitates learning, but is not assumed to be available during testing4. Values quantifying rater

disagreement have been used as a guide in [25, 159] for reducing the impact of a data sample in

the loss function of support vector machine models. Specifically, in the study performed in [159],

the sample annotation agreement (in other words, the degree of prototypicality in the context of

emotion recognition) was used to positively weigh the loss of the corresponding samples; in fact,

samples that exhibited high disagreement were discarded. Similarly, less emphasis is placed on

samples with less annotation confidence in the Gaussian process based method proposed in [26].

Under a similar assumption, the authors of [24] performed hard sample selection; i. e., discarded

samples that exhibit high rater disagreement in a categorical speech emotion recognition task.

Discarding 70% of the initial dataset yielded improved performance.

4The modality hallucination approach [158] is another instance of master-class learning, in which one or more
input modalities are not available at test-time.
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The above methods assume that high rater disagreement implies that the sample is of less value,

and will hinder the training process. However, whereas disagreement implies high subjectivity,

DL is robust to massive random observation noise [160], and, perhaps, the naive downweighing,

or removing of such samples may not be the best means of addressing this issue.

The usefulness of de-emphasising certain samples by softening their assumed class distributions

by spreading the probability mass throughout all classes has also been observed in a separate

regularisation method in DL: label smoothing [161]. The latter is a technique according to

which the model is explicitly asked not to make a hard choice from among the available classes,

by being provided with a supervisory label distribution that is an interpolation of the observed,

“true” distribution and the uniform distribution, i. e., where each class is assigned to the sample

with equal confidence. In the binary classification task, the latter corresponds to 0.5 probability

for both the negative and the positive classes. Label smoothing has been cited as one explanation

for the good performance of model distillation [20], where a smaller student model is trained on

the outputs of a larger teacher model that was, in turn, trained on the true labels and manages

to preserve a similar, or even higher degree of predictive performance. The outputs of the

teacher model are smoother than the true distribution, thus a) encoding its confidence or lack

thereof regarding its predictions, as well as b) allowing for label correlations to be learnt. Label

smoothing has also been shown to usually improve calibration [155], but not always performance

[155]. Label smoothing is defined as:

ysmooth
i,c = αyuniformi,c + (1 − α)ytruei,c , (2.8)

where yi,c refers to the label probability that class c is correct for data sample i, and α denotes

the smoothing probability hyperparameter, i. e., the degree to which we want the model to not

overexert in trying to learn to classify that particular sample as per the ground truth ytruei,c .

When annotations by multiple raters are available, data-driven de-emphasis can be achieved by

the use of soft labels: instead of fusing the differing labels into a single, hard label, one can

calculate the empirical, soft label distribution per sample, and train a model on that. The soft

label encodes the ambiguity in ground truth, something that resembles label smoothing that
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is, however, based on ground truth rater disagreement. Assuming the use of the cross-entropy

loss function for classification, if there are |ym| annotations for sample m, the loss calculated

using soft labels is mathematically equivalent to the average loss of |ym| copies of that sample,

each paired with a separate annotation. This is an approach that has been adopted extensively,

as in the studies performed in [162, 163, 164, 165, 4, 5] and as part of [166]. In certain cases,

samples for which a hard label cannot be extracted with majority voting due to a lack of a

consensus are discarded, however the authors of [164] (who use a combination of soft labels and

smoothing) utilise these ambiguous samples in a soft label framework and observe a competitive

performance using only the ambiguous data, and a clear improvement if all data are used. The

modified soft label proposed in [164] is defined as:

y[c,R] =
τ +

∑R

r y
[c,r]

Cτ +
∑C

c

∑R

r y
[c,r]

, (2.9)

where y[c,R] is the soft value for the k-th class across a number of R raters, y[c,r] a hard binary

value given by the r-th rater, and τ a regularisation parameter that if set to 0, the standard

soft labels are recovered, i. e., the average of the one-hot hard labels, and C is the number of

classes. Soft labels are used during training only, to provide information regarding the task

subjectivity and the reviewer disagreement to the model; evaluation on validation and test sets

is calculated as usual, on the hard labels, in the interest of using the commonplace agreed upon

ground truth, as well as to ensure a fair comparison with the case of training on hard labels.

2.3.3 Embracing Subjectivity as a Signal from Which to Learn

Instead of treating the disagreement as an indicator of low data annotation quality, or as a

problem to be solved through label fusion, there are approaches that embrace the subjectivity of

the task, and use it as an informative signal to be modelled. To that end, a multi-task framework

was adopted by [167], [29], in which the first task is the prediction of the fused, hard emotion

label, and the second is the prediction of the inter-rater disagreement of a sample, considered to

be a proxy for sample subjectivity. By adopting such a multi-task regularisation framework, the

predictive performance of the first task is improved, while simultaneously allowing for estimating



30 Chapter 2. Literature Review

a measure of subjectivity for a test sample. Sometimes, the main task is the latter, such as in the

study performed in the digital health domain [13], for the identification of samples that would

most benefit from a medical second opinion, i. e., repeated annotation similar to [163]. Regarding

the related framework of active learning, modelling sample label disagreement has been used as

the basis of an acquisition signal for identifying more informative samples in [168, 169]. Such

methods are able to model heteroscedastic measures of subjectivity, i. e., subjectivity that is a

function of the input, and, thus, according to the input smoothness assumption, characteristic

of the area around the input.

Such subjectivity ground truth cannot be assumed to be available, though, even during training,

perhaps due to human annotation budget constraints that allow for only one rater per sample,

or due to the use of inanimate sensors for annotation, e. g., in Kinect-based depth perception

[23]. In cases such as the latter, subjectivity is inherently tied to random observation noise,

and the degree of sensing granularity. Still, it is possible to make an attempt at inferring it

anyways [23], as it can usefully, and in a learnt manner, indicate when to avoid penalising the

model for making prediction errors in the case of highly-subjective samples. This extra factor of

uncertainty captured by the study performed in [23] is considered to represent the variance of

random observation noise of the labels in the case of regression, and of the logits in the case

of classification, and is generated by an extra output block/layer of the model, similar to the

aforementioned multi-task approaches. The authors consider it to be related to the concept of

aleatory or label uncertainty, i. e., related to the inherent randomness, subjectivity, or sensing

quality pertaining to the data sample. Such an estimate of uncertainty, is not reducible by the

observation of more data in the area of the input, but by employing better sensing methods; for

example, this can be realised by adding additional raters for repeated labelling [163].

In [23], the authors show that it is beneficial to explicitly model both kinds of uncertainty, as they

decouple different stochasticity factors, leading to improved performance and uncertainty-based

calibration. Imagine a regression task in which the labels corresponding to the data samples xi

are corrupted by heteroscedastic noise with variance σ̂
(ale)
i . We can use an additional prediction

block (or “head”) such that our DL model (which may be Bayesian) predicts the parameters of

a single dimensional normal distribution, [ŷi, σ̂
(ale)
i ] = fW (xi) for input xi. By using a Gaussian
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heteroscedastic likelihood function as described in [23], we can train this model by minimising

the heteroscedastic noise mean square error (MSE) loss:

L =
1

N

N
∑

i=1

(
∥yi − ŷi∥2
σ̂
2,(ale)
i

+ logσ̂
2,(ale)
i ) + Lreg. (2.10)

In Equation 2.10, the Lreg factor corresponds to a weight regularisation that is due to the

negative ELBO term that encourages the variational distribution to be close to the weight prior

and is equal to DKL[qω(W )∥p(W ] in case the model is a BNN, or is equal to l2 regularisation in

case the model is a point-estimate DL model or an MC-Dropout based BNN [118]. Examining

the loss function in Equation 2.10, we observe that if the network predicts a high aleatory

uncertainty σ̂
(ale)
i for samples that it expects are highly subjective, the loss value is attenuated,

and, as such, will have a smaller effect on the model weights via backpropagation. In this setup

there is nothing to stop the model from predicting arbitrarily high σ̂
(ale)
i to reduce the loss value

without modelling the data at all. In order to address this potential issue, the authors of [23]

propose the use of the term logσ̂
2,(ale)
i which penalises the network for predicting high aleatory

variance to avoid trivial solutions. A similar method has been applied in continuous-valued

speech emotion recognition in [28].

Given the aleatory variance, we calculate the total predictive variance as the sum of the

expectation of the aleatory variance and the variance of the expectation:

Var{ŷ∗} =
1

K

K
∑

k=1

σ̂
2,(ale)
i +

1

K

T
∑

t=1

(fW [k](x∗) − E{ŷ∗})2. (2.11)

Alternatively, the classification study performed in [170] is based on such an uncertainty

decomposition, but without requiring an additional output layer for modelling the label variance.

Instead, the predictive uncertainty of the main prediction output variable is decomposed in two

factors, and a way to estimate them is proposed that is based on MC sampling.
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In the regression setting, outputs are also usually only a point estimate; potential approaches

for modelling aleatory uncertainty also come in a way that does not depend on modelling the

parameters of a label distribution; i. e., by means of Quantile Regression (QR) [171], something

that has been very useful for learning value distributions in DL [172, 173, 11], as well as deep

reinforcement learning [174], including with explicit uncertainty decomposition [18]. The loss

function of quantile regression can be formalised as:

L(γi|qp) =











qpγi if γi ≥ 0

(qp − 1)γi if γi < 0
, (2.12)

where q ∈ [0, 1] representing the percentile p (e. g., p = 0.9, the 90th percentile) and γi = yi− ŷi,p
for each individual percentile prediction ŷi,p. The loss is averaged across the chosen percentiles

and updated per batch. In the case of p = 0.5, the loss corresponds to the Mean Absolute Error

(MAE), using a median prediction instead of the mean.

Is, then, this type of learnt, heteroscedastic aleatory uncertainty related to rater disagreement?

In an emotion recognition study performed by [27], where rater disagreement information is

available, and aleatory uncertainty estimated as per [23], this was shown to be true, as the

authors observed a correlation of .3 between the two values. On the calibration front, predictions

for samples with high aleatory uncertainty were shown to be poorly calibrated.

The usefulness of such a heteroscedastic measure of the difficulty of modelling a sample, can be

understood by considering the focal loss [19]: since the only signal for down-weighing the loss

factor for a particular sample is the current prediction error, the focal loss cannot discriminate

between badly labelled samples and difficult, or scarce ones, introducing a more insidious

problem. It will keep trying to memorise a badly labelled sample by focusing on it, without

explicitly trying to improve its knowledge of the nearby input space, to the detriment of overall

modelling capability and data efficiency. There is a need for a learnt, heteroscedastic signal that

informs the loss calculation of the focus that should be placed. In fact, an extended variation

on the focal loss [175] does something like that, by learning an attenuation signal for the focal

loss to use instead, which is reminiscent of aleatory uncertainty as described in [23].
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2.4 Relevant Architectures and Frameworks

Here we summarise certain frameworks and architectures that will serve as starting points

or baselines in the technical Chapters 3, 4, and 5, where we will consider them as part of

uncertainty-aware frameworks, or even BDL versions of them.

2.4.1 Core Models

Convolutional Recurrent Neural Networks

In the study performed in [176], the authors proposed the combination of a stack of CNN layers

for learning filters for recognising temporal patterns, followed by a stack of RNN layers for

modelling the sequential output of the CNNs, towards a solution that combines the benefits of

both types of layers for improved performance. They called this architecture C-RNN.

Specifically, C-RNNs with 1-dimensional CNN layers have been used in the modelling numerical

representations of textual data, by processing word embeddings like FastText [177], where there

is no need for 2-dimensional pattern learning in the arbitrary ordering of latent dimensions in

these embeddings (although possible [178]), for named entity recognition [179], as well as binary

[180], and multiclass online hate speech classification, as in our work performed in [105] (not

included in thesis). We use such an architecture for modelling scientific paper and review data

in Chapter 5, in an uncertainty-aware framework.

In the domain of audio, such C-RNNs with 1-dimensional CNN layers were used for automatic

speech recognition [181], speech emotion recognition [68], and room reverberation classification

[182, 183] that are applied directly on the raw audio waveform, without any feature engineering.

We use a Bayesian version of an architecture that is similar to the latter, for modelling speech

emotion recognition data in Chapter 3 as the basis of our informativeness quantification

framework.
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Model Operation
Log-Mel Spectrogram

(ConvBlock @ f0, ReLU) & Pool
(ResBlock @ f1, ReLU)× d1 & Pool

...
(ResBlock @ fD−1, ReLU)× dD−1 & Pool

(ConvBlock @ fD, ReLU)

Table 2.1: Convolution based ResNet core model. The log-Mel spectrogram is first processed by
a block (ConvBlock) of two convolutional layers, each with f0 filters and ReLU activations, and
followed by a local pooling operation without padding. Then, the hidden units are processed
by a number D − 1 of groups of blocks, where each group is comprised of a corresponding d∗
residual blocks (ResBlock), and is followed by a pooling operation. The core module concludes
with another ConvBlock, where the convolutions learn fD filters, this time not followed by
pooling. In all cases, the convolutional layers learn 3 × 3 filters and corresponding biases, and
the pooling operations are subsampling at a 2 × 2 ratio.

PANNs – Convolution Based ResNet

In a recent comparative study of CNN based models applied on logMel-Spectrograms for acoustic

event detection [184], a CNN-based Residual Network (ResNet) [55] with a total of 38 layers

was found to be the best performer – more layers did not lead to improvements. The ResNet

framework is summarised in abstract form in Table 2.1.

This is the architecture blueprint that leads to a winning architecture in a neural architecture

comparative study in Section 4.3. We further improve it via the use of SE mechanisms [148, 149],

placed after each ResBlock.

2.4.2 Multiple Instance Learning Framework

Multiple instance learning refers to a framework for addressing weakly supervised data. In the

cases we will investigate in the Chapters 4 and 5, each data sample is associated with one label,

though it consists of multiple instances in a sequence. Predictions can be made for the latter,

and a method of aggregation is required in order to provide one label prediction per bag of

instances, i. e., per sample.

Let xi, yi ∼ D be the i-th sample/label pair from the dataset. yi is either 0 or 1, depending
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on whether the sample is negative or positive, and xi can be a logMel-Spectrogram, the raw

waveform of the audio clip, or a sequence of word representations, depending on the required

core model Mcore input. The core model processes the input, and yields a sequence of learnt,

latent representations of length T : Hi = {hi,t}. Each ht corresponds to a segment of the input

xi, of time dependent to the degree of subsampling performed by Mcore, and Hi has size equal

to T × C, where C corresponds to the number of features/filters of each hi,t.

Despite recent advances in pooling mechanisms in the multiple instance learning framework,

several recent studies focusing on acoustic event detection or audio tagging adopt simpler

representation pooling methods, like average or max operations [185], a combination of the two

[184], or concatenation of the sequence along the feature axis [186]. Two recent studies [187, 188]

have performed comparisons between two groups of pooling methods: a) representation based;

which learn a weighted average of the representation sequence produced by the core model,

and b) prediction based; which apply a dense layer with an activation function on each of the

representations to produce a corresponding sequence of prediction probabilities, and perform a

weighted average of the latter.

Let Mpred be a prediction module that expects an input instance of size 1 × C, and outputs a

prediction, we have two potential solutions for getting our final prediction estimate ŷi.

Prediction Pooling

In the multi-class classification study performed in [187], the authors found that learning-free

prediction pooling methods, like averaging, exponential softmax, and linear softmax (LinSoft –

first proposed in [189]) outperformed attention based representation pooling. LinSoft was later

adopted by [190], and used as a competitive baseline in [188, 191]. In the binary classification

study performed in [188], the max operator prediction pooling method was instead shown

to outperform LinSoft; a seemingly contradictory result with respect to the previous study,

which the authors attribute to the ability of the max operator to highlight rare positive event

instances. In a more recent study [191], the authors propose Power Pooling, according to which

the prediction probabilities are raised to a power equal to a learnt parameter, and outperform
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LinSoft, and the max operator; the latter by far. We believe that with the exception of the

most recent Power Pooling, no prediction pooling method has undisputedly been shown to be

better, and thus opt to include them in our comparison in Section 4.3.

We input all instances hi,t through Mpred, to get T corresponding {ŷi,t} probability predictions.

We then need to pool this sequence, in order to produce our final prediction for the entire

bag of T instances; i. e., a segment-level prediction. For max pooling, we just select max(ŷi,t).

Otherwise, we use the following general form equation:

ŷi =

∑T

t ŷi,t · f(ŷi,t)
∑T

t f(ŷi,t)
, (2.13)

where f(·) is a learnt linear transformation, the exponential function, and the identity function for

the cases of attention pooling, regular softmax, and LinSoft [189], respectively. For Power Pooling

[191], the function is the power to the β-th, where β is a learnt parameter. A similar adaptive

method (AutoPool) was proposed in [192], where the learnt parameter was the temperature

of the regular, exponential softmax. Since regular softmax, as well as AutoPool have been

outperformed [187, 188, 191] by LinSoft and Power Pooling, we will include in our comparisons

in Section 4.3 another variant: LinSoft-Auto, in which f(ŷi,t) is equal to β · ŷi,t. This choice also

allows for adaptation to variable call durations, but is less prone to reaching extremely high

values and tending to the max operator, without the need for regularisation.

Representation Pooling

We aggregate the instance-level representation hi,t into a bag-level one hi, which is then processed

by Mpred to produce the final prediction estimate ŷi. Since hi,t is a representation in a subspace

of RC , we can learn a linear C× 1 energy transformation f that serves as an unnormalised proxy

of the importance of each instance. In fact, recent work [193, 147, 145, 146, 194] has shown the

value of a plural learning of such functions – i. e., multi-head attention – in the context of audio

multiple instance learning classification. Assuming K attention heads, the aggregated bag-level

embedding per head is calculated as follows:
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h
(k)
i =

∑T

t hi,t · g(k)(hi,t)
∑T

t g
(k)(hi,t)

, (2.14)

where g(k)(·) is the linear function of the k-th attention head. Let v(k) be a C × 1 matrix

that parameterises the linear energy function. Then, g(k)(hi,t) = exp(hi,tv
(k)), using regular,

exponential softmax to squash energies into probability based attention weights. The authors

of [146] propose to include fixed temperature parameters β(k), of different values, inside the

exponential function, which encourages each attention head to learn to attend to different

duration patterns. We consider in Section 4.3 a variant according to which β(k) is adaptive.

Finally, there remains the issue of how to aggregate the K {h(k)i }: [145, 146] propose a

concatenation [h
(1)
i , h

(2)
i , ..., h

(K)
i ], whereas the recent study in [147] proposes a higher-level

single-head attention based weighted average thereof.

2.4.3 Continuous-Time, Continuous-Valued Labels

In speech and text language analysis, an inherently time-continuous family of problems, the target

label we are trying to predict can also be sequential; also called a many-to-many framework. This

holds regardless of whether the labels in the sequence are categorical or continuous-valued. For

example, in affective computing, apart from the categorical classes of emotions (anger, happiness

etc.) there exists also the circumplex affect model [195], which consists of the arousal/activation

and the valence axes, where each sample is labelled by occupying a point in the circumplex.

An example of continuous-time and -valued task, then, in affective computing, is a sequence of

arousal and valence values, that characterise the emotion of a speaker during a speech recording,

or a video. Another example would be the monitoring of human biological signals, like blood

volume pulse and skin conductance [196], or a proxy of breath inhalation volume, by means of

measuring belt expansion [73, 72]. The evaluation of such tasks is often performed by using

sequence-aware measures, like the Pearson Correlation Coefficient (PCC) or the CCC.

The use of BNNs and uncertainty decomposition and quantification techniques has been

comparatively under-explored in such tasks; how is aleatory uncertainty to be modelled? Can
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we find segments in the recording that are less useful than others?

2.4.4 Text Representation

Classical Word Embeddings

One way to numerically represent words when modelling text data is via classic unsupervised

word embedding techniques, such as Word2Vec [197, 198], Global Vectors (GloVe) [199], and

FastText [177]. Such techniques substitute the word tokens with a vector embedded in a learnt,

latent semantic space, such that similar words are represented by vectors within smaller distance.

All word embeddings used in our study are pre-trained on external text corpora and compressed

to 300 dimensions. FastText and GloVe were trained on Common Crawl (1.9 million unique

words, 840 billion tokens) and Word2Vec on a GoogleNews dataset (3 million unique words, 100

billion total tokens).

Transformer Based Contextual Representations

Recent work on Transformer [44] based word embeddings – like BERT [200], cross-lingual

modelling (XLM) BERT [201], robustly optimised BERT (RoBERTa) [202], and the lightweight,

specialised for finetuning ALBERT [203] – have led to significant improvements on several

natural language understanding datasets through bidirectional context integration.

Compared to the original BERT [200] architecture, ALBERT employs two parameter reduction

techniques in order to achieve its lightweight status: a) Embedding matrix factorisation, and

b) layer grouping and reusal. It further introduces a new self-supervised loss function with

improved behaviour of multiple sentence input in fine-tuning tasks. Through the above, the

model space requirement and the training speed were lowered, and ALBERT further achieved

the best results to the date of its publication in a number of natural language understanding

data benchmarks compared to BERT, when pre-trained on the same corpus (3.3 billion words).



Chapter 3

Sample Informativeness Quantification

Machine learning applications heavily depend on the utilisation of datasets with high quality

annotation and inclusion of samples representative of the task. This is of even greater importance

in applications where the act of annotation itself may introduce bias and uncertainty in the

dataset, such as affect and sentiment recognition, due to the fact that multiple, possibly

disagreeing raters are used for each sample. Refraining from providing ourselves a mathematical

definition of quality, importance, or informativeness, we propose the use of a meta-network

responsible for soft data selection by identifying, and then placing greater focus on more

informative samples during the training process, such that validation performance is increased.

3.1 Motivation

We aim to perform this soft data selection according to an informativeness value that the

meta-network learns to quantify using as inputs various indices of uncertainty, and driven by

training loss improvement. Specifically, the input signals of which the information we want to

fuse are: a) ground-truth annotator disagreement (used to weigh training samples in studies

like [26, 29, 164]), b) prediction error (used in the focal loss [19]), c) BNN based epistemic

uncertainty (using the MC-Dropout method [118]), and d) learnt aleatory uncertainty (based

on the additional, dedicated aleatory uncertainty output layer approach of [23]). The above

39
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sample-specific signals are chosen to inform us about the quality and subjectivity of annotation,

the ability of the model to make correct predictions, as well as its understanding of whether

it has seen similar samples. Specifically, we propose using the latter two signals due to the

opportunity available by developments in BDL [9, 10, 118] to learn a predictive distribution for

a test sample given the training data, as well as decomposing the variance thereof into these

two factors [23, 17].

We apply our informativeness-based methodology on speech data for affective computing: a

subjective task that is addressed by the employment of multiple raters. In the interest of tracking

two emotional dimensions for the speaker along time, the annotation is continuous in both

value and time, following the circumplex model of affect [204]. Speech emotion recognition data

and tasks with such annotation are commonly trained and evaluated using the CCC measure.

Thus arise two big challenges in our endeavour: a) there is a need for a means to learn and

quantify aleatory uncertainty for attenuating the CCC loss, b) there is a requirement for the

epistemic uncertainty to be quantified during the training process, something that requires

multiple MC samples even during training. We propose a solution to the former requirement

by defining an uncertainty-aware version of CCC, as well as a two-round training process (see

Figure 3.1) to address the latter. During the first round, the model is trained for a fixed number

of epochs, such that it is able to provide meaningful estimates of both epistemic uncertainty via

MC sampling, and aleatory uncertainty.

We show that our informativeness framework is very effective in E2E affective computing (i. e.,

learning a neural transformation directly from the raw audio waveform to the continuous affect

annotation), as it achieves a 6% absolute improvement in terms of the 2-class average CCC

measure with respect to the point-estimate baseline. Our experiments are performed on the

RECOLA [205] database subset that was used in the AVEC 2016 [206] emotion recognition

sub-challenges.

The contents of this Chapter constitute the first application of BDL (and hence, uncertainty

decomposing BDL used in a soft data selection framework) on speech emotion recognition, and

are based on our work from the following publication:
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Figure 3.1: Overview of the informativeness framework with the two-stage training process. In
the first training stage, we train a BNN source model for a fixed number of epochs, such that it
can make quantifications of epistemic and aleatory uncertainties, as well as of prediction error.
The source model learns an aleatory uncertainty signal using our proposed, uncertainty-aware,
variant CCC loss by attenuating the loss factors corresponding to frames which it considers
difficult to model. The source model is then frozen, and we calculate, once, for the training
set the prediction error, as well as aleatory and epistemic uncertainties. In a second training
stage, we train a BNN base model (same architecture as the source), only this time, instead
of an aleatory uncertainty signal, we use a learnt informativeness signal, that is output by a
separate, trainable teacher model. Figure adapted from our work performed in [1].

• Georgios Rizos and Björn W. Schuller. Modelling Sample Informativeness for Deep

Affective Computing. In ICASSP 2019-2019 IEEE International Conference on Acoustics,

Speech and Signal Processing (ICASSP), pages 3482–3486. IEEE, 2019.

3.2 Informativeness-Based Soft Data Selection

As the core of our framework, and towards quantifying epistemic uncertainty we use the MC-

Dropout approach to BDL as per [118, 130, 131]. We further propose an adaptation of the

learnt loss attenuation method proposed in [23] for jointly estimating epistemic and aleatory

uncertainty in sequential annotation tasks.
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3.2.1 Aleatory Uncertainty in Continuous-Time SER

In recent deep affective computing studies on data with continuous-time and continuous-value

labels, the CCC measure – which we mathematically denote by ρc – was used both as a loss and

evaluation measure [207, 208, 29] in order to capture both the correlation of the predicted and

ground truth signals, and the difference between their expectations across time. In the interest

of deriving a variant of CCC such that we can learn to predict heteroscedastic aleatory variance

in this case as well, we are inspired by the authors of [23] who proposed such a variation for the

regular MSE loss (as summarised in Sub-Section 2.3.3).

Specifically, we propose the use of weighted versions of calculating expectation (Equation 3.1a)

and covariance (Equation 3.1b), i. e., where the weights αt associated with each time-frame t in

calculating the loss are explicitly allowed to hold potentially unequal, frame-specific values. The

following Eqs. 3.1a-3.1c are the definitions of weighted mean, covariance and CCC, respectively,

for two temporal signals u, v:

E
(α)
t {u} =

∑

t utαt
∑

t αt

, (3.1a)

Cov
(α)
t {u, v} =

∑

t αt(ut − E
(α)
t {u})(vt − E

(α)
t {v})

∑

t αt

, (3.1b)

ρ(α)c (u, v) =
2Cov

(α)
t {u, v}

Cov
(α)
t {u, u} + Cov

(α)
t {v, v} + (E

(α)
t {u} − E

(α)
t {v})2

. (3.1c)

The higher a weight αt is, the more the corresponding prediction error will contribute to the

calculation of ρ
(α)
c . So, αt should represent a measure of model confidence/precision in the

prediction, or, the inverse of aleatory uncertainty. This, then, is a means for learning to predict

aleatory uncertainty, via backpropagating error through the corresponding prediction block.

It should be noted that the learnt attenuation MSE variant proposed in [23] for learning aleatory

uncertainty, required a regularisation term that penalised high predicted aleatory uncertainty

values, in order to avoid potential trivial solutions where the model always predicts +∞ aleatory
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uncertainty to reduce the error to 0. We do not require such an explicit term of regularisation,

because our weight vector α is normalised; scaling a vector would result in the same ρ
(α)
c,t .

However, different quantities may be substituted for αt, such as the informativeness signal,

which is a learnt output from a meta-network that we propose in the following Sub-Section.

3.2.2 Two-Stage Training Setup to Learn With Informativeness

Having described a method for learning aleatory uncertainty in sequentially labelled speech

emotion recognition data, we now attempt to address the challenge of fusing the information from

multiple uncertainty signals into a single informativeness signal; including epistemic uncertainty,

which requires multiple MC samples to quantify.

To that end, we propose a two-stage training framework that assigns numerical informativeness

values to training samples in order to focus training on them. The informativeness values

are learnt based on a number of uncertainty signals, and the framework uses at its core an

MC-Dropout based BNN that decomposes uncertainty into epistemic and aleatory factors.

Our two-stage training framework relies upon a number of network modules, as also depicted in

Figure 3.1: a) the source model denoted by MS, b) the teacher meta-model denoted by MM ,

and, finally c) the base model denoted by MB. We formalise these modules mathematically in

the rest of the Sub-Section. Although various DL architectures could be used for realising the

source, base, and teacher models, we opted for a specific implementation; for details, see 3.3.2.

In the first training stage, we train the source model MS. This is a BNN with an E2E C-RNN

architecture, i. e., one that transforms the raw audio waveform to the sequences of desired

labels (see 2.4.1). In our case, these are the two sequences of arousal yi,ar ∈ R
Ti,out and valence

yi,va ∈ R
Ti,out , where i denotes the index of the i-th input sample, and Ti,out denotes the number

of time frames annotated with emotional dimension values for this sample. Let the raw audio

waveform similarly be denoted by xi ∈ R
Ti,in , where Ti,in refers to the number of time samples

in the input waveform for data sample i. Similar to the study performed in [23], we also utilise,

for the source model, an additional final prediction layer per emotion dimension, that outputs
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a signal related to aleatory uncertainty: σ̂
(ale)
i,ar ∈ R

Ti,out , and σ̂
(ale)
i,va ∈ R

Ti,out . The source model

MS constitutes a parameterised function fMS
(·). Given xi, it makes predictions of arousal and

valence. It also makes predictions of the aleatory uncertainty: {ŷi,ar, σ̂(ale)
i,ar , ŷi,va, σ̂

(ale)
i,va } = fMS

(xi).

Since we need a signal of importance for our proposed weighted CCC variant, we use the inverse

of the learnt standard deviation, the precision signal α̂
(pre)
i,ar , α̂

(pre)
i,va . The source model can be

trained using the unweighted average of our proposed CCC variant loss for the two emotional

dimensions:

Lsource = Ei{
ρ
(α̂

(pre)
i,ar )

c (ŷi,ar, yi,ar) + ρ
(α̂

(pre)
i,va )

c (ŷi,va, yi,va)

2
} (3.2)

The training of the source BNN model, in the first training step, provides us both with aleatory

uncertainty values, and epistemic uncertainty through MC sampling. Here, we denote the

epistemic uncertainty of the emotional dimension predictions by σ̂
(epi)
i,ar =

√

Vark{ŷi,ar,k}, where

ŷi,ar,k is the standard prediction output of the k-th MC sampled parameterisation of the source

model fk,MS
(·) (see Sub-Sub-Section 2.2.1). We apply this MC sampling once for the training

data before we start the second training round, and store the uncertainty signals, as well as the

prediction error.

In the second training stage, we jointly train the base prediction model MB and the teacher

meta-model MM . The former is the model that we will use to make predictions for evaluation,

and has the same architecture as the source model; however, it does not have the additional

prediction layers for outputting aleatory uncertainty. In many respects, this second stage is a

re-training of the same model architecture, with the only difference being that in our proposed

variant CCC used in the loss value calculation, we supply a learnt informativeness α̂
(info)
i,ar , α̂

(info)
i,va

signal, instead of the inverse of the aleatory standard deviation.

Informativeness is the output of the teacher model MM . The latter takes as an input the:

a) aleatory uncertainty proxied by the standard deviation σ̂
(ale)
i,ar , σ̂

(ale)
i,va , b) epistemic uncertainty

proxied by the standard deviation σ̂
(epi)
i,ar , σ̂

(epi)
i,va , c) rater disagreement denoted by the standard

deviation of the true labels σi,ar =
√

Varl{yi,ar,l}, σi,va =
√

Varl{yi,va,l}, where yi,ar,l, yi,va,l are,
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correspondingly, the arousal and valence labels for sample i by annotator l of a total number of

annotators L, and d) the prediction error of the source model, for arousal errar,pred = |yi,ar− ŷi,ar|,

and valence errva,pred = |yi,va − ŷi,va|. The input to the teacher model for sample i is an array

where these signals are the columns:

{α̂(info)
i,ar , α̂

(info)
i,va } = fMT

([

σ̂
(ale)
i,ar , σ̂

(epi)
i,ar , σi,ar, errar,pred, σ̂

(ale)
i,va , σ̂

(epi)
i,va , σi,va errva,pred

])

(3.3)

For the teacher model, we also use a different training loss signal; specifically, the difference

between the loss of the student base model as calculated by using a uniform weighting for all

samples (i. e., regular CCC) and the same loss using custom informativeness weighting provided

by the teacher model. We specifically desire an informativeness value that better represents

sample importance than the implicit uniform weighting.

3.3 Experimental Validation of Informativeness

Let there be a sequence of input data X = [xi] with corresponding labels Y = [yi]. We further

define by Ŷ = [ŷi] the sequence of predictions provided by either the source or the base model.

3.3.1 RECOLA Database: Sequential Continuous-Valued Labels

We apply our proposed methodology to a two-dimensional, continuous-time and continuous-value

emotion recognition problem. The two dimensions refer to the arousal and valence dimensions

from the circumplex model of affect [204]. Arousal refers to high activeness emotional markers,

whereas valence refers to positive versus negative emotional markers. Specifically, we use the

REmote COLlaborative and Affective (RECOLA) [205] database subset used in the Audio-Visual

Emotion Challenge and Workshop (AVEC) 2016 [206] (see Table 3.1).

In terms of input data preprocessing, we opt to not employ any kind of feature engineering, like
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Partition Subjects Duration (s) Labelled Frames
train 9 2, 700 9 · 7, 500
development 9 2, 700 9 · 7, 500
test 9 2, 700 9 · 7, 500

Table 3.1: A summary of the RECOLA database subset used in the AVEC 2016 challenge. It
consists of five-minute utterances – one per subject – from a total of 27 subjects in a 9-9-9
train-validation-test partition split. The arousal and valence annotation period is 0.04 seconds,
and six annotators rate each time frame. We focus only on the speech modality.

log Mel-spectrograms, and to instead use the raw audio waveform as input to E2E audio DL

models. We perform z-normalisation on the waveforms with respect to each subject. We then

augment them by adding normally distributed jitter with variance equal to 10−1.

Can we Generalise from Data Collected in Controlled Environments?

The RECOLA audio-visual recordings were collected in a very controlled environment and

included an equally very limited demographic of participants [205]. The setup involved conver-

sation in dyads in French, after participation in a remote collaborative task in order to elicit

a particular mood. Furthermore, the conversations also took place remotely using the same

two quiet internal spaces across all dyads. The elicitation of mood for emotional audio-visual

recording has been viewed as a compromise [209] between a fully realistic, in-the-wild setting,

and the more traditional – and criticised [210, 211] – ‘acted’ emotional database approach. Such

tight control of the recording process is not uncommon in affective computing, towards the

collection of high quality audio recordings, as in the case of the Italian speech DEMoS [209]

dataset in which the participants also underwent a mood elicitation process, and even more

significantly in the case of IEMOCAP [212], in which the emotions are acted.

Though training and evaluation on a database such as RECOLA can yield a highly accurate,

in the broad sense, affect recognition model, it is known [213] that the model may be biased

with respect to both language, recording setup, and even annotation strategy. To address

this, explicit considerations need to be taken, such as training using multiple, diverse, and

multi-lingual corpora [213, 214]. However, the availability of such data cannot be assumed across

applications, as in the case of limited resource languages [215], such as Urdu [216]. To that
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end, domain adaptation methods have been proposed for cross-lingual and more broadly robust

generalisation, using methods such as Extreme Learning Machines, as in the study performed in

[217], self-supervised adversarial domain adaptation [218], and meta learning [219] . Finally, it

should be said that the fact that explicit domain adaptation might be needed for a more realistic

application of emotion recognition, there is still much value in researching the kind of strictly

controlled datasets, such as RECOLA; there is still margin for improvement in using a clean

dataset with good quality annotations. For example, by using newer methods such as pretrained

self-supervised learning models, it is possible to achieve a valence predictive performance that is

comparable that of arousal using only the speech modality [220], a challenge that was, so-far,

addressed via a multimodal approach, i. e., using visual [221, 222] and linguistic [223] features

as well.

3.3.2 Experimental Setup

We now describe the architectures we used in our proposed framework, which are based on

MC-Dropout BNNs as per [118, 130, 131].

Source & base models: As mentioned, these will employ the same E2E C-RNN (see Sub-

Section 2.4.1) architecture, albeit trained using a differently weighted loss function. The input

sequence of raw audio signal is processed initially by a three-layer, single dimensional deep

CNN, which is directly connected to a two-layer long short-term memory (LSTM) cell based

RNN; hence an LSTM-RNN [58]. The number of filters of the CNN layers are set as 64-128-256,

and their widths as 8-6-6. Each CNN layer is followed by a max pooling layer, where their

sub-sampling rates are setup as 10-8-8. As for the LSTM-RNN, the hidden units of the layers are

set as 256-256. Both models are trained by optimising the weighted CCC (see Equation 3.1c);

the source model uses the precision (the inverse of aleatory uncertainty) as the weights, as

described in Sub-Section 3.2.1, whereas the base model uses informativeness as described in

Sub-Section 3.2.2 and produced by the teacher meta-network model.

Teacher model: This is a shallow, single-layer CNN that processes its input without padding

(i. e., we get a single output value after convolving the input sample with each filter). We use 24
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filters. The CNN output is input into a single-layer bidirectional LSTM-RNN with two output

units; one per emotion target.

We use a MC-Dropout BNN approach for the above models; based on the study in [130] for

CNNs and the one in [131] for RNNs. We use a dropout rate of 0.5 for CNNs and 0.2 for RNNs.

For our proposed informativeness framework, we train the source model in the first stage of

training for a fixed amount of 50 epochs. We do not retain a best model in terms of validation,

such that we do not bequeathe any kind of knowledge of the validation set into the learning of

the informativeness value in the second training stage.

Otherwise, we run all competing methods for a maximum of 100 epochs and keep the best

model based on performance on the validation set. We use a batch size of 5 in training mode,

and chunk the sequences such that they correspond to 500 annotation frames. For validation

and testing, we use batch sizes of 1 and sequence sizes of 7,500. We employ the Adam optimiser

[224] using an initial learning rate of 10−4. All model predictions undergo a post-processing

step that includes median filtering, centring, scaling and shifting as described in [68] before

evaluation according to CCC (but not in the loss calculation).

3.3.3 Improved Performance Using Learnt Informativeness

In order to evaluate the potential of our proposed framework, we perform a comparative study

against a number of baselines. The most basic baseline, is the simple usage of the E2E base

C-RNN model, without any attempt at dropout regularisation or uncertainty quantification;

denoted here by E2E (n/a). The MC-Dropout based E2E model, which is able to model

epistemic uncertainty, is denoted by E2E (epi). The latter two models are trained using the

regular CCC, with implicit uniform weights across all samples. The next competing method is

through the modelling of aleatory uncertainty using the method we proposed in Sub-Section 3.2.1,

denoted by E2E (both). Finally, the full informativeness framework using the two-stage training

process is denoted by E2E (info).

Our results are summarised in Table 3.2. Apart from CCC in arousal and valence, we also
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Method Arousal Valence Avg.
E2E (n/a) .607 .322 .465
E2E (epi) .691 .324 .508
E2E (both) .680 .319 .499
E2E (info) .693 .352 .523

Table 3.2: Results of our informativeness framework versus competing baselines. We report
CCC on the AVEC-2016 RECOLA database subset test set.

report the average of the two CCC measures, as a single measure of evaluation. The first thing

we notice, unsurprisingly, is that by simply extending the network by using the MC-Dropout

Bayesian treatment, it yields a performance improvement in both arousal and valence. (E2E

(epi) shows an absolute improvement of .043 in terms of CCC over E2E (n/a) in the average

measure. The next step of also modelling aleatory uncertainty – i. e., E2E (both) – does not

manage to outperform E2E (epi). This is possibly the case due to the additional complexity

introduced by the modelling of label noise. We observe that our proposed two-stage training

that utilises informativeness as a means of performing soft label selection yielded the best results.

The E2E (info) method achieved a .015 absolute improvement over E2E (epi) for a total of

.058 improvement over the E2E (n/a) baseline.

Discussion of Results

One disclaimer in the interpretation of the results is that we are using the AVEC 2016 subset of

RECOLA, instead of the full database (i. e., we use a more limited training set), which is the

reason that our baseline results pertaining to E2E are different from the ones reported in the

original E2E publications [68, 207].

As for the other competing methods, the improvement of E2E (epi) in both emotion targets can

be attributed to the much needed regularisation provided by the MC-Dropout BDL treatment

of the CNN and LSTM-RNN network. That being said, most of the improvement is in arousal

CCC. As for E2E (both), whereas it surpasses E2E (n/a) in arousal, it doesn’t manage to do so

in valence. It should be mentioned, however, that all three competing baselines exhibit very

similar performance in valence.
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This is changed in E2E (info), for which both arousal and valence performance is increased;

especially valence. Valence is the more difficult emotion dimension to model using the speech

modality (e. g., see [207]); in other words, speech representations are less discriminative with

respect to valence, the input-output mapping is more noisy, and we can expect the aleatory/label

uncertainty to be higher. One hypothesis for why this is happening here, is that the modelling of

informativeness gives us an insight towards samples that are inherently unlearnable, such that

we focus less on their memorisation. Finally, our comparative experiment indicates that our

custom informativeness measure is more useful than a measure of aleatory uncertainty following

the logic of [23], given the greater performance of E2E (info) compared to E2E (both).

3.3.4 The Informativeness Signal

Figure 3.2 depicts, for a single speaker from the validation set, using the best model based

on validation performance, the superposition of arousal and valence annotation with the

corresponding informativeness signals. Averaged across speakers, the PCC between arousal

and its corresponding informativeness signal is +0.095 with standard deviation 0.149 (positive

correlation for all speakers but one), whereas for valence it is −0.139 with standard deviation

0.120 (negative correlation for all speakers but one; not the same as above). This indicates a

modest identification by our method that high arousal and low valence time-frames are more

informative in training. That being said, the informativeness signals are based on multiple

uncertainty signals, and the nonlinear patterns learnt by the teacher are more opaque.

As a more quantitative investigation into the informativeness signal, as well as the relationship

of all the uncertainty quantities on which it depends, we summarise in Table 3.3 the PCC values

between each pair of signals, averaged across speakers. We find a high positive correlation

between the epistemic and aleatory uncertainties output by the source model for valence; only

for some speakers for arousal. As a hypothesis for why this happens, we provide that given the

lower predictive performance in the case of valence, the model does not have the capacity to

meaningfully disentangle epistemic and aleatory uncertainty. There is a high positive correlation

between aleatory uncertainty and prediction error for both emotions. This is not surprising,
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Figure 3.2: Superposition of ground-truth emotional annotation of arousal and valence and
corresponding learnt informativeness signals for one speaker. There is a degree of positive
correlation in terms of PCC between arousal and its corresponding informativeness signal
(+0.101), whereas for valence it is negative (−0.226). While informativeness depends in a
nonlinear manner on the uncertainty signals we have described in Sub-Section 3.2.2, we can say
that the learnt signals indicate that high arousal and low valence time-frames are, to a degree,
more likely to be important during training for the RECOLA dataset. Figure adapted from our
work performed in [1].

as aleatory uncertainty is designed to be high for samples for which the model cannot predict

accurately. However, despite a degree of positive correlation between aleatory uncertainty and

annotator disagreement in the case of valence, there is a surprising negative correlation in the

case of arousal. This is not in line with previous affective computing studies, which have found

only positive correlations [27, 28]. However, the positive correlation between aleatory uncertainty

and prediction error indicates that samples with high annotator disagreement in the case of

arousal are not ‘difficult’ to predict. Indeed, there is low correlation between the prediction

error and annotator disagreement in the case of arousal, perhaps due to the higher performance

of this speech-based approach for arousal. This is of interest, as it problematises past methods

that depend on discarding high-disagreement data towards a hypothesised improvement of the
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Arousal

α̂
(info)
i,ar σ̂

(epi)
i,ar σ̂

(ale)
i,ar errar,pred

σ̂
(epi)
i,ar +0.078 ± 0.134 +1.000

σ̂
(ale)
i,ar +0.083 ± 0.131 +0.085 ± 0.621 +1.000

errar,pred −0.020 ± 0.101 +0.066 ± 0.202 +0.256 ± 0.246 +1.000
σi,ar −0.030 ± 0.142 +0.059 ± 0.200 −0.108 ± 0.225 +0.032 ± 0.172

Valence

α̂
(info)
i,va σ̂

(epi)
i,va σ̂

(ale)
i,va errva,pred

σ̂
(epi)
i,va +0.020 ± 0.127 +1.000

σ̂
(ale)
i,va −0.001 ± 0.116 +0.674 ± 0.350 +1.000

errva,pred +0.049 ± 0.122 +0.129 ± 0.306 +0.167 ± 0.284 +1.000
σi,va −0.033 ± 0.061 +0.051 ± 0.074 +0.101 ± 0.068 +0.145 ± 0.179

Table 3.3: Pearson Correlation Coefficients between informativeness and constituent uncertainty
signals, averaged across speakers, for a single trial. We also report standard deviation. In most
pairings, the values indicate little correlation due to expectations that are close to zero and
relatively high standard deviations. Of note is the high positive correlation between epistemic
and aleatory uncertainties in the case of valence, as well as the high positive correlation between
aleatory uncertainty and prediction error for both emotions.

quality of the dataset [26, 25, 159, 24]. This is an assumption that should not be made a priori,

but only after examination of the dataset-specific behaviour.

3.3.5 Successes and Limitations in Streamlining Data Selection

One way to understand our proposed method is as a variant of soft data selection. This is

in contrast to hard data selection, which is an approach that has also traditionally been used

to improve the quality of speech datasets: e. g., towards addressing unreliable annotations

[225, 24], superfluous data redundancy [226, 227] or class imbalance [24]. The general plan is

that anomalous, mislabelled or superfluous data are removed from the final, definitive training

process, on occasion after an initial version of the model has been trained, in order to provide

information as to which data should be removed, or even via multiple training processes of

the model as in the RANSAC case [225]. One problem with the aforementioned hard data

selection approaches, is that they were not designed to be used in the context of DL for computer

audition, which is computationally heavy. Even further from traditional approaches that employ

feature engineering based on domain knowledge [29, 228], this can conceivably be especially
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problematic in the case of E2E models [207, 68] that learn features from the audio waveform

from scratch, something that requires longer periods of training. In contrast, we have proposed

a methodology that leverages BDL and can reason on whether a sample is informative during

the training process.

A conceptually similar technique would be the focal loss [19] for classification, which focuses

training on data for which the model currently predicts incorrectly, and is simple to implement,

calculate, and only requires a different loss function definition. That being said, using the

prediction error as a signal to guide this process is not fully informative, as we might conceive

of cases in which data are mislabelled by a user, or are of extremely bad recording quality, and

as such, the high prediction error does not correspond to an opportunity to better learn more

difficult data. In a way, the focal loss works under a different assumption compared to the

concept of aleatory uncertainty [23]. Similar to the focal loss, in [154], the uncertainty signal

utilised is based on the prediction variance as calculated through a running average across

training epochs, and is used to identify samples on which greater focus is placed. We propose

that we learn a signal for identifying the importance of data, based on both these factors.

Even though we have used E2E methods to learn a transformation from the audio waveform to

emotion annotation sequences, we have not, at the moment, managed to design an E2E solution

that incorporates informativeness, as we defined it; as a function of epistemic, and aleatory

uncertainties. Instead, we have used MC sampling for calculating epistemic uncertainty, as per

[118]. We were, thus, constrained by a need to perform a two-stage training process, in order to

‘bootstrap’ a source model such that it can provide the various uncertainty and error factors we

needed for our informativeness measure. Using the prediction error as such a signal to inform

the second stage of training has been previously used in affective computing [229] and weakly

supervised short-text sentiment classification [230]. Such approaches are limiting, in the sense

that they require longer overall training times, and a more complex experimental process, which

may hinder their potential for adoption. The aforementioned is the reason that, currently, our

framework bears some resemblance to the knowledge distillation approach proposed in [20], as it

also consists of a two-stage process, and the transfer of prediction confidence information from a

teacher to a student model. However, our approach is not focused on model compression towards
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higher computational efficiency; in fact, with knowledge distillation, the prediction confidence

aspect was a side-effect of the model compression approach, and not a planned desideratum.

Instead, we are interested specifically in utilising uncertainty/confidence information in the

training process.

3.4 Conclusions

In this Chapter, we have described a framework for soft data selection in a manner that places

greater focus on more informative training samples and is based on a two-stage training process.

Our framework works by quantifying an informativeness value per labelled representation,

that is based on fusing information on annotator disagreement, prediction error, as well as

model and label uncertainties, and achieves performance improvement in a continuous-time and

continuous-value two-dimensional affect recognition task. Of note, is an improvement in valence

prediction, which is a hard task in the case where only the audio speech modality is available.

Finally, we show that learning a heteroscedastic attenuation of the loss is not necessarily enough

to inform training; in fact, the fusion of more signals is required.

Our implementation of the proposed framework towards replicating this Chapter’s experi-

mental comparison can be found in the project’s GitHub page (https://github.com/glam-

imperial/informativeness).

At this point, the research can proceed in a number of directions: a) multimodal applications

(i. e., audio-visual, affective [207, 28, 231, 232] or other paralinguistics-related [233] computing),

b) the extension of this framework to other tasks related to affective computing, like multi-class

classification of basic emotions [212, 209], c) alternate means of decomposing uncertainty [170],

d) using uncertainty in a downstream task like personality recognition [234], e) a study of

the importance of each uncertainty signal in the learning of informativeness, or for f) an E2E

solution for quantifying uncertainty factors towards learning with informativeness, i. e., without

two-stage training for bootstrapping the uncertainty signals as we described in this Chapter.

We have, however, decided to elect focusing on the latter, and explore it further in Chapter 4

https://github.com/glam-imperial/informativeness
https://github.com/glam-imperial/informativeness
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by using sample-free, uncertainty propagating BNNs. This study, however, led us to consider

exploring the correlation between ground-truth annotation disagreement and estimated aleatory

uncertainty on another application domain, which we perform in Chapter 5 for a task well-known

for its subjectivity, at least in academic circles.



Chapter 4

Uncertainty-Aware Label Smoothing

We explicitly use the predictive uncertainty signal output by BNNs to guide learning in the

self-same task the BNN is trained on. We want to approach the uncertainty calculation without

MC sampling of weights or pre-activations, and, instead, to propagate an approximated variance

in an E2E manner throughout a variational BNN, to be used for identifying data samples that

should contribute less to the loss value calculation. Our model is a Bayesian version of a multiple

instance learning architecture that outperforms competing models and variants on the domain

of bioacoustic wildlife monitoring, and specifically on the task of animal call detection.

In the interest of applying a Bayesian treatment on a very strong point-estimate DL baseline,

we perform a multiple instance learning framework search, and show that the addition of SE

mechanisms upon a variation of a recently proposed [184] ResNet performs significantly better

than a collection of other recent audio models. We then further enhance our winning variant, by

performing an extensive comparative study of recent sequence pooling mechanisms, and achieve

our best result using multiple head self-attention followed by concatenation of the head-specific

pooled embeddings – better than prediction pooling methods, as well as compared to other

recent sequence pooling tricks.

We apply a sample-free, variational BDL treatment on this architecture, and propose uncertainty-

aware, data-specific label smoothing, where the smoothing probability is dependent on the

BNN-propagated epistemic uncertainty. We show that, the explicit usage of the epistemic

56
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uncertainty in the loss calculation, can lead the variational model to improved predictive and

calibration performance in certain cases. This core machine learning methodology is exemplified

at wildlife call detection, from audio recordings made via Passive Acoustic Monitoring (PAM)

equipment in the animals’ natural habitats, with the future goal of automating large scale

annotation in a trustworthy manner, with a promising outlook pertaining to minimally invasive

wildlife monitoring. We perform these experiments on two novel datasets; one comprising spider

monkey whinny calls, recorded in a rainforest in the South-Pacific coast of Costa Rica, and a

multiple-species dataset recorded in Malaysia, using PAM.

4.1 Motivation

Wildlife monitoring has been proposed as one avenue through which to understand and address

the global biodiversity crisis towards effective preservation; however, its scalability requirements

need to be addressed [235, 236]. To that end, researchers have turned to the use of mass audio

recording infrastructure [237], i. e., PAM, which allows for lengths of recording that are neither

limited to how long experts can listen to, nor to how long they can remain in the location.

Such PAM sound recording hardware [237] is placed in situ by human experts and can offer

continuous monitoring while at the same time keeping the duration of human interference in

the field to a minimum, and, thus, also the perturbation they may introduce to the behaviour

of the animals. The combination of PAM based recording and the highly scalable learning from

bioacoustic data that is made possible by DL methods [238] may greatly automate and scale

the detection/annotation process currently performed by ecology experts by means of a DL

model that can leverage as best as possible their annotation effort, and, in fact, even reduce

spurious annotation errors, given that DL is robust to massive label noise [160]. By reducing

fieldwork time, the time of expert annotators may be budgeted in a more effective manner, and

the detection automation can lead to approximations of animal species abundance, which in

turn can inform policy-making in conservation and ecology [239].

DL based bioacoustics studies have focused on species across a large taxonomic range, a liberally
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sampled set of which includes primates [240, 186, 241] or other terrestrial [242, 243] or marine

mammals [244, 245, 246, 247, 248], birds [249, 250, 251, 252, 253, 254], as well as amphibians

[253]. Predictive tasks of interest include call detection [244, 186, 242], cross- [253, 248], or

within-species [243, 246] call type classification, as well as individual animal identification [255].

Such wide application of DL on the bioacoustics domain has been motivated by the fact that a

number of DL architectures that initially saw success in visual data modelling, like ResNets [55],

SE blocks [148], and attention mechanisms for sequence pooling [42, 43], were shown to also

be successful in the acoustic domain as well [56, 149, 256, 257], and specifically in the related

domain of acoustic event detection [184].

We are interested in approaching the animal call detection task via weakly supervised acoustic

event detection, by treating our data such that a call annotation refers to an entire audio

segment; i. e., a positive class refers to the presence of at least one call, even if most of the

segment duration represents background noise. We address this type of data by adopting the

multiple instance learning framework [145, 190, 192, 187, 188, 191], here referring to a collection

of mechanisms that pool audio time-frame representations to a segment-level representation or

prediction.

As the outputs of such bioacoustic DL models are often utilised by a downstream process

(whether automatic, AI-based, or focused on calculating higher abstraction quantities like

abundance, or even by human experts formulating policy regarding preservation) it is highly

important that the predictions of the model are understood and trusted. However, as we already

discussed in Section 2.1, DL models are often prone to being overconfident [85]. The importance

of trustworthy, well-calibrated output probabilities in bioacoustics has been discussed in [238].

The model should be able to understand when it is uncertain about a particular sample, and to

express that with well-calibrated predictions.

As discussed in Sub-Section 2.2.1, BNNs – where parameters and hidden units are treated as

random variables – are models that often perform well in terms of calibration [112, 113, 114,

115, 116]. We are interested in a Bayesian treatment of complex DL mechanisms that have been

successful in acoustic event detection applications. We are further interested in sample-free



4.1. Motivation 59

BNN solutions, such that we avoid MC sampling of weights or pre-activations, as described

in Sub-Section 2.2.2. Such solutions have been considered in models with relatively simpler

neural mechanisms, like dense [141, 137, 140] and convolutional [136, 139] layers interweaved by

nonlinear activation functions [135, 141, 137, 139]. A sample-free BDL treatment of residual

connections has seen less exploration, namely in the context of a dense layer network in [141]

and for CNN-based ResNets in [122]; no such consideration has been given on similar variations

of more advanced mechanisms like attention and SE (although an MC sampling based version

of the SE mechanism has been considered before [258]).

Sample-free BNN approaches output an uncertainty signal along with each prediction by design;

i. e., without the need for MC sampling, which is otherwise needed to estimate it. As we discussed

in the beginning of Chapter 1, such predictive epistemic uncertainty values are usually input into

downstream models, however, to our knowledge, there is no exploration of the explicit utilisation

of sample-free predictive uncertainty as a supervisory signal for data-specific regularisation.

Furthermore, whereas we know that BNNs are usually well-calibrated [111], we do not know of

a study on the calibration properties of such sample-free BNNs. Specifically for the domain of

bioacoustics, we are only aware of an MC sampling based BNN study [259], despite the domain

being repeatedly referenced as needing a probabilistic [260] or calibration-focused [252, 238]

treatment.

In order for us to make a meaningful contribution with a sample-free, moment propagating

BNN solution for bioacoustics, we first design a comparative study of DL architectures for

multiple instance learning based modelling of audio data with weak supervision, as is the case

in animal call detection. We, thus, extensively compare different acoustic DL models from the

state-of-the-art of acoustic event detection, by controlling the multiple instance learning based

global sequence pooling mechanism; we validate that a ResNet inspired by the best perfoming

architecture of a recent acoustic event detection study in [184], is also the best performer in

one of our novel datasets in binary call detection, among an extensive selection of competing

architectures. We then propose an improvement for our dataset, hence SE-ResNet28, that is

based on the utilisation of a variant [149] of SE [148], that exhibits higher predictive performance

across all our evaluation measures. In the context of searching for a great-performing acoustic
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Figure 4.1: Moment propagating Bayesian ResNet with SE and multiple head attention (B-
SE-ResNet) that we use as a basis throughout this study. We consider sample-free Bayesian
versions of fully convolutional blocks, residual convolutional blocks, SE layers, global-attention
pooling, dense layers, nonlinear activation functions, local max- and attention-pooling. The
output expectation and variance can be calculated in closed-form in a deterministic manner
given the model weights, and from them, the uncertainty-aware label smoothing probability.
The point-estimate version follows the same architecture, but each layer, block, and nonlinearity
does not use variational learning for inference or make affordances for propagating uncertainty.
Figure from our work performed in [2].

DL architecture, we perform a second series of comparisons, this time controlling the main model

to be SE-ResNet28, and comparing global pooling methods, both at the level of representation

using self-attention [193, 146, 145], and the level of predictions [189, 191, 188]. In line with

previous comparative studies [187, 188], we find that a comparison between single-head attention

and prediction-level pooling is inconclusive; however, multiple head attention-based pooling with

subsequent concatenation yields the highest performance in this non-Bayesian point-estimate

DL architecture exploration.

Following that, we propose the first sample-free, uncertainty propagating, variational Bayesian

variant of our winning DL architecture by propagating random variable expectations and

variances through Bayesian version of neural layers, as well as SE blocks, and two types of local

pooling: classic max-pooling [37] as well as a variant of a recently proposed attention-based

local pooling [333]. A schema of our BNN is depicted in Figure 4.1.

We further propose an uncertainty-aware, adaptive version of label smoothing where the degree

of smoothing is specific to each data sample and is based on the explicit use of a measure of the

epistemic uncertainty that is propagated throughout our BNN model in a sample-free manner. A

high level overview is depicted in Figure 4.2. This approach achieves generally higher predictive

and calibration performance compared to our other baselines when the underlying model uses
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Figure 4.2: Uncertainty-Aware Label Smoothing Overview. We use a sample-free, moment-
propagating variational BNN to learn – apart from a class probability prediction – an epistemic
uncertainty value. Based on these outputs, we calculate a label smoothing probability, which
describes the degree of interpolation between the ground-truth label distribution, and a uniform
distribution defined over the number of classes. Figure from our work performed in [2].

maximum local pooling. In the case of attention local pooling, the comparison is less conclusive,

as the best performer is either a variant in which the same smoothing probability is used for

all samples in a batch (hence, data-sample agnostic), or no label smoothing at all. Our results

indicate, however, that deterministic, moment propagating BNNs – including our proposed

method – exhibit high calibration performance also in bioacoustic call detection, compared to

point-estimate networks.

Regarding machine audition research on bioacoustic data, this thesis describes our proposed

methodology being experimentally evaluated on two novel datasets recorded using PAM methods.

These are challenging, real-world datasets recorded in the (actual) wild, as literally is the case in

many cases in bioacoustics for wildlife PAM, where the recordings contain multiple background

sounds, other than the target. The first dataset constitutes the first reported acoustic recording

collection with call annotations that focuses on the endangered, Geoffroy’s spider monkey (Ateles

geoffroyi) for the purpose of DL modelling. Furthermore, we also use another novel dataset,
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Dataset Train Devel Test
positives 314 125 152
negatives 4, 748 2, 488 1, 426

Table 4.1: A summary of the Osa Peninsula Spider Monkey Whinny dataset.

with annotations for 30 distinct species calls (29 bird species, and Bornean gibbons).

The contents of this Chapter is based on our work from the following publications; the asterisk

symbol (*) denotes equal co-authorship credit:

• Georgios Rizos*, Jenna Lawson*, Zhuoda Han, Duncan Butler, James Rosindell, Krystian

Mikolajczyk, Cristina Banks-Leite, and Björn W. Schuller. Multi-Attentive Detection of

the Spider Monkey Whinny in the (Actual) Wild. In Proceedings of the Annual Conference

of the International Speech Communication Association, INTERSPEECH, pages 471–475.

ISCA, 2021.

• Georgios Rizos, Jenna Lawson, Simon Mitchell, Pranay Shah, Xin Wen, Cristina Banks-

Leite, Robert Ewers, and Björn W Schuller. Propagating Variational Model Uncertainty

for Bioacoustic Call Label Smoothing. Patterns, 2024

4.2 Bioacoustic Call Detection Datasets

We approach our two bioacoustic datasets via the animal call detection problem as binary

classification. For the Osa Peninsula Spider Monkey Whinny (OSA-SMW) dataset, we define

a single binary call detection task, specifically for the ‘whinny’ call of Geoffroy’s spider monkey.

The dataset contains 591 positive whinny calls, each being around one second long, and we

opted to segment our recordings into three second clips. A summary of this dataset is found in

Table 4.1, and further collection and preprocessing details can be found in Appendix Section B.2.

For the SAFE Project [261] Multi-Species Multi-Task (SAFE-MSMT) dataset, we consider

the detection of calls for each species identified within the dataset as a separate binary task, and

have identified thirty species such that, for all tasks, there are no empty negative or positive
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Dataset Train Devel Test
positives 383 208 218
negatives 1, 160 556 541

Table 4.2: A summary of the SAFE-MSMT dataset. We refer to positive samples as clips that
contain at least one call type.

classes in any of the training, development, and testing partitions. It is possible that there are

zero, one, or more species’ calls audible and overlapping per audio clip, and we, thus, opted to

approach this dataset with a multi-task framework, where each task is binary classification. A

summary of this dataset is found in Table 4.2, and further collection and preprocessing details

can be found in Appendix Section B.3.

4.3 Bioacoustic Neural Architecture Comparative Study

We aim to apply sample-free, variational BDL on a complex neural architecture that achieves

state-of-the-art results, such that we use a highly competitive point-estimate baseline, and

validate the potential of BDL treatments on modern DL mechanisms.

We design a two-series multiple instance learning framework comparative study. Firstly, we

fix the global sequence pooling method, and compare among Mcore models, described in Sub-

Section 4.3.2. Secondly, we fix the core model to the winning architecture of the first series,

and compare among global sequence pooling methods, described in Sub-Section 4.3.3. The

background theory and mathematical formulation of sequence prediction pooling and sequence

representation pooling methods is summarised in Sub-Section 2.4.2.

As a preview, we summarise the architecture comprising the winning core model (SE-ResNet28 ),

and the winning representation pooling method (4-head attention pooling), along with a pre-

diction module in Table 4.3. It is designed to process log-Mel spectrograms as input, i. e.,

2-dimensional audio representations. We thus, define the multiple instance learning framework

for our purposes as comprising three modules: a) the core, audio processing module that

produces a sequence of learnt audio embeddings and is based on convolutional layers, residual

blocks, local pooling (maximum or attentive), and SE blocks, b) the multiple-head, attention
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Model Operation Shape
Log-Mel Spectrogram (300, 128)

(ConvBlock @ 64, ReLU) & Pool (150, 64, 64)
(SEBlock @ 64, ReLU)×2 & Pool (75, 32, 64)
(SEBlock @ 128, ReLU)×3 & Pool (37, 16, 128)
(SEBlock @ 256, ReLU)×5 & Pool (18. 8, 256)
(SEBlock @ 512, ReLU)×2 & Pool (9, 4, 512)

(ConvBlock @ 2048, ReLU) (9, 4, 2048)
Reshape embedding (9, 8192)

4-head attention-based pooling (8192×4,)
Dense layer per task (1,) × #tasks

Table 4.3: A summary of the winning model from our point-estimate architecture comparative
study. It consists of an SE-ResNet with 28 layers inspired by [184], a 4-head global attention
pooling mechanism, and a prediction module that comprises one dense layer per prediction
task. The @ symbol refers to the number of filters by the respective CNN layers. A ConvBlock
consists of a stack of two convolutional layers, and SEBlock of a ResBlock followed by an SE
mechanism according to [149], and Pool can be either local max- or attention-pooling [333].

mechanism for weighted average pooling of the embeddings, and c) the top module, a set of

dense layers that process the averaged, recording-wide neural representation, where each layer

makes a prediction corresponding to a separate binary call detection task. There is one such

layer for the OSA-SMW, and thirty for the SAFE-MSMT dataset. We extract spectrograms

from sound waveform sampled at a rate of 16KHz, by using a Fast Fourier Transform window of

128ms, sliding at a hop length of 10ms. Given a three-second clip, we extract 128 Mel coefficients

and end up with a log-Mel spectrogram with sequence length equal to 300.

4.3.1 Experimental Setup

We resample the audio files to 16 kHz, and calculate the log-Mel-Spectrogram using a 128 ms

Fast Fourier window, with 10 ms stride. In terms of data augmentation, we use: a) Random time

shift, b) input jitter sampled from a normal distribution with standard deviation equal to 1e-7,

and c) SpecAugment [104] with 2 time and 2 frequency masks of size 24 and 16, respectively.

We perform the random time shift in an offline manner: during the 3 second positive clip

segmentation process, we uniformly sampled 5 possible time-shifted positive clips in the training

set; in validation and testing, we sampled only once, and the same clips were used throughout

the experiments. The two latter augmentation methods are performed online. We weigh the
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positive samples by a factor equal to the inverse of their frequency (including all time-shifted

versions) in the train set. We use a batch size of 64, and the Adam optimiser [224], with initial

learning rate of 10−6.

On the validation set, we monitor Area Under the Precision-Recall curve (non-interpolated

AU-PR) of the positive class for model selection, and use this model in testing. We opt for

AU-PR, as it is a stricter measure in class-imbalanced cases where the positive class is a minority,

as AU-ROC is known to inflate due to the abundance of true negatives. For the test set, we

report AU-PR, as well as Area Under the Receiver Operator Characteristic curve (AU-ROC),

as performance measures that average over all possible probability thresholds for classification.

We further report the unweighted average between the positive and negative classes for F1 and

Recall scores, assuming a probability threshold of 0.5. In all cases, we performed 10 trials

of which we report mean and standard deviation. For statistical significance testing, we use

Welch’s unequal variances t-test.

4.3.2 SE-ResNet28 Performs Best on OSA-SMW Dataset

In our core model comparison, we control for the sequence pooling method, by setting it equal

to average embedding pooling. All the following models are applied on log-Mel-Spectrograms,

unless otherwise specified. We replicated them exactly based on the papers they were originally

introduced, with two exceptions: i) We consistently observed a drop in performance if batch

normalisation was used, even though we use double the batch size as [184], and, thus, we opt

to not use it ourselves, ii) we use a ResNet with 28 layers, reduced in size compared to the

ResNet38 proposed in [184]. Specifically, we used one less basic residual block per group, for a

total of four, such that it could fit in our GeForce GTX 1080 Ti.

We consider the following core models in the comparison: a) wav-C-RNN [68]; a C-RNN where

a stack of 1-dimensional CNN layers is applied on the raw audio waveform, followed by a stack

of RNN layers, specifically the exact same architecture used in our work performed in [262]

(not included in thesis) for multiple instance learning based categorical emotion classification

from speech, b) mel-C-RNN [186]; a C-RNN where a stack of 2-dimensional CNN layers is
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Method AU-PR AU-ROC F1 Recall
wav-C-RNN 37.54 ± 2.22 77.80 ± 1.53 66.87 ± 0.92 65.67 ± 2.12
mel-C-RNN 59.69 ± 1.71 91.69 ± 0.30 76.78 ± 0.76 79.23 ± 2.04
CNN-3 46.15 ± 2.32 89.29 ± 0.87 70.49 ± 1.57 76.95 ± 2.36
VGG16 62.59 ± 3.95 91.42 ± 0.76 76.98 ± 1.69 77.34 ± 3.25
CNN-14 63.12 ± 2.63 91.69 ± 0.51 77.18 ± 1.24 79.26 ± 1.65
ResNet28 65.76 ± 2.69 91.55 ± 0.79 77.07 ± 2.52 77.39 ± 4.60
SE-ResNet28 71.76 ± 3.95 ‡ 93.32 ± 0.97 ‡ 80.95 ± 2.10 ‡ 81.08 ± 4.42

Table 4.4: Core model comparison on OSA-SMW dataset (%). We use average embedding
pooling in all cases. ‡ denotes statistically significant improvement compared to the second best
value in the same column at the p<0.01 level.

followed by a stack of RNN, used in multiple instance learning based classification of Bornean

gibbon calls, c) CNN-3; a simple model using 3 CNN layers followed by average pooling – a

replication of the model used in multiple instance learning based audio tagging in [145] and of

similar complexity to the model used in [149], d) VGG16 [54], e) CNN-14; a well-performing

competitor in the acoustic event detection study [184], and f) ResNet28; our reduced size

variation of the winning ResNet38 architecture from [184]. In all cases, our predictive module

Mpred is a single feedforward layer, followed by the sigmoid activation function. Table 4.4

summarises the results.

We found that the ResNet28 architecture that performed best in [184] was also the best among

published methods on our dataset as well. Here, we also propose to enhance this network by

using an SE mechanism [148] after each residual block [55] – hence SEBlock. Specifically, we

use a variant SE proposed in [149] which proposed to apply it on a simpler architecture, similar

to the CNN-3 that we include in our comparison. Our proposed architecture, SE-ResNet28,

is summarised in Table 4.3. Including the prediction module, our proposed architecture is 29

layers deep.

The three bigger models – VGG16, CNN-14, and ResNet28 – have similar performances, however,

the only significant difference between them is that ResNet28 yields higher AU-PR at the p < 0.1

level. Similarly, mel-C-RNN performed relatively well in terms of AU-ROC and Recall, however,

ResNet28 is significantly better at AU-PR at the p < 0.01 level. We thus opted to apply the

SE mechanism on this model, leading to SE-ResNet28 yielding the best performance of this

experiment, with significantly better results (p < 0.01) for AU-PR, AU-ROC, and F1, against
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the corresponding second best value. This validates the insights from [149] about the success of

SE in acoustic modelling; that being said, we use SE on a much deeper model with residual

connections, which outperforms CNN-3, a model of similar similarity to the one used in [149].

4.3.3 Simple Concatenation is the Best Attention Head Fusion

Table 4.5 summarises our sequence pooling comparison experiments, divided into two blocks:

prediction pooling (upper block) and representation pooling (lower block) methods. We include

the following methods in the prediction pooling experiment: a) max; selecting the maximum

prediction probability corresponding to each sequence element, b) power [191]; the recent

adaptive Power Pooling method, of which the max method is an extreme case, c) linsoft

[189]; the learning-free linear softmax method, and d) linsoft-auto; our own variant of the

latter, with an adaptive temperature parameter. Finally, we include the following methods in

the representation pooling experiment: a) avg; the average pooling or representations across

time, copied here from the core model comparison (Sub-Section 4.3.2), b) avg-max [184]; the

concatenation of a max and an average pooling operation, c) att-1 (still popular, e. g., in

[256, 263, 264, 183]), and att-1-auto; single head attention mechanisms, the latter being our

own variant with adaptive temperature β, d) att-4; a four-head attention mechanism, with

subsequent concatenation of the head-specific pooled representations, as used in [145, 146],

e) att-4-std; as before, but also concatenating a vector that corresponds to the weighted

standard deviation across the hidden representation sequence, as proposed in [265] and adopted

in [145], f) att-4-mul/res [146]; as att-4, but each head has a different, fixed temperature

parameter, in order to attend to different length patterns, as described in [146], g) att-4-auto;

the temperature parameters are initialised as att-4-mul/res, but now are trainable, h) double-

att-4 [147]; alternative aggregation of the head-specific embeddings, via weighted averaging

through a higher level single attention head.

The best prediction pooling methods respective to measure do not manage to outperform the

average representation pooling reported in Table 4.4; the drop in performance for linsoft is

significant in AU-PR and F1 (p < 0.05). The max method performed better than power across
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Method AU-PR AU-ROC F1 Recall
max 59.01 ± 7.25 89.97 ± 2.41 74.24 ± 3.36 76.05 ± 4.26
power 53.63 ± 11.96 89.54 ± 3.60 72.87 ± 4.07 73.91 ± 4.70
linsoft 66.54 ± 4.29 92.01 ± 1.01 78.55 ± 1.79 79.13 ± 1.88
linsoft-auto 66.07 ± 5.38 92.44 ± 1.74 77.92 ± 1.90 79.62 ± 2.87
avg 71.76 ± 3.95 93.32 ± 0.97 80.95 ± 2.10 81.08 ± 4.42
avg-max 70.09 ± 5.23 93.02 ± 1.41 79.17 ± 3.61 75.20 ± 5.33
att-1 75.82 ± 1.77 94.17 ± 0.88 82.40 ± 1.92 80.16 ± 2.55
att-1-auto 73.32 ± 3.52 93.55 ± 2.37 80.66 ± 2.78 81.85 ± 3.50
att-4 76.36 ± 1.79 94.45 ± 0.87 82.56 ± 2.12 82.00 ± 4.06
att-4-std 75.44 ± 2.54 94.14 ± 0.88 81.97 ± 1.38 80.15 ± 3.45
att-4-mul/res 74.50 ± 2.26 94.43 ± 0.63 80.77 ± 2.79 81.89 ± 2.60
att-4-auto 74.01 ± 2.96 94.25 ± 0.95 80.62 ± 2.33 82.76 ± 3.34
double-att-4 70.63 ± 6.08 93.19 ± 1.60 79.63 ± 3.15 79.79 ± 3.11

Table 4.5: Sequence pooling comparison on the OSA-SMW dataset (%). We use the SE-
ResNet28 core model in all cases. The upper block summarises prediction, and the lower
block, embedding pooling methods.

all measures, contradicting the study in which power was proposed [191], albeit without any kind

of significance. Comparing linsoft and linsoft-auto is also inconclusive in terms of significance.

However, linsoft and linsoft-auto were significantly better than max in AU-PR, AU-ROC, and

Recall with p < 0.05, and F1 with p < 0.01; contradicting [188], but in line with [191, 187].

As for representation pooling, we first observe that the simple avg-max method used in [184]

performs worse than the simple avg in all measures (p < 0.1 for Recall). We thus have already

offered a solid improvement upon the ResNet method proposed in [184], both in the core

architecture with the addition of SE, as well as in terms of sequence pooling. Single-head

attention methods perform similar to avg and the better prediction pooling methods, albeit

not significantly (with the exception of AU-PR), thus we cannot say it contradicts previous

comparisons [187, 188]. The application of adaptive temperature also performs in a similar

manner.

As for multiple head attention, the best method, which leads to the best result in this study,

is the simple concatenation denoted by att-4. It is significantly better than double-att-4 [147]

with p < 0.1 at all measures except for Recall. We thus opted to consider different variations

of att-4. However, att-4 proved to be better than the multiresolution based att-4-mul/res and

our adaptive version of the latter att-4-auto in AU-PR and F1 at p < 0.1. It was the classic
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att-4, however, that outperformed att-4-std in terms of all measures, significantly so for AU-PR

and Recall, with p < 0.1 and p < 0.05, respectively. Finally, att-4 was better than avg in all

measures, significantly so for AU-PR and AU-ROC, with p < 0.05 and p < 0.1, respectively;

the purpose of this comparative study has, therefore, been validated, as we have found a solid

improvement upon the winning architecture from the previous series of comparisons.

4.3.4 Limited Dataset Size Does Not Limit Value of Experiment

We realise that our results may have limited effect compared to studies utilising larger datasets.

Despite that, it was the larger models, and the parameter-heavy pooling methods that were the

best performers overall, contrary to the conjecture made by in [184] that such models can only

be effective when larger datasets are available to train them. That being said, these results are

meant as they are: the comparative study of models and pooling methods on a smaller dataset

(due to the rarity of the spider monkey and extensive manual work required for recording and

annotation). Thus, we performed rigorous statistical significance testing, and are modest with

our claims. From previous pooling comparison studies [187, 191], only [188] reported number of

trials and errorbars; no significance testing.

4.4 Sample-Free Uncertainty-Aware Label Smoothing

In this Section, we begin with a variant of the SE-ResNet with multiple-head attention that

resulted from our comparison-based architecture search in the previous Section. We are going

to apply a BDL treatment on this architecture, which requires more memory (not for the

model, due to the parameterisation described in Sub-Sub-Section 2.2.1, but for the propagated

hidden expectations and variances). As such, we re-run the point-estimate SE-ResNet28 with

4-head attention with concatenation (including the prediction module, the depth is equal to 29

layers). The moment-propagating architecture overview is depicted in Figure 4.1, and its depth,

parameterisation, and hidden state tensor shapes are in Table 4.6. The shapes for the variances

are the same as the shapes for the expectations.
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Model Operation Shape
Log-Mel Spectrogram (300, 128)

(ConvBlock @ 64, ReLU) & Pool (150, 64, 64)
(SEBlock @ 64, ReLU)×2 & Pool (75, 32, 64)
(SEBlock @ 128, ReLU)×3 & Pool (37, 16, 128)
(SEBlock @ 256, ReLU)×5 & Pool (18. 8, 256)
(SEBlock @ 512, ReLU)×2 & Pool (9, 4, 512)

(ConvBlock @ 1024, ReLU) (9, 4, 1024)
Reshape embedding (9, 4096)

4-head attention-based pooling (4096×4,)
Dense layer per task (1,) × #tasks

Table 4.6: SE-ResNet28 with multiple head attention implementation. The sample-free varia-
tional versions share the same architecture, albeit by propagating moments throughout.

We consider two variants of it, one with max-pooling (max-pool), and the other with attentive

pooling (att-pool), i. e., a pooling process that employs an additional dense layer that learns

a weighted average of the activations to be pooled, an instance of the local pooling approach

recently proposed in [333]. We compare in Sub-Section 4.4.4 their performances with those of the

corresponding: a) uncertainty propagating, variational Bayesian versions developed as a more

advanced baseline for this work, b) the methodology including our sample-free, uncertainty-aware

label smoothing technique, and c) a label smoothing variant in which the smoothing probability

is kept fixed for all samples in a batch. In the following, we describe how all mechanisms in the

above-mentioned attentive SE-ResNet28 are adapted such that they constitute corresponding

variational Bayesian versions that propagate uncertainty.

Linear operators like dense and convolutional neural layers are replaced with locally reparame-

terised versions, as described respectively in [121] and [136], where the first two moments of the

outputs are given in closed form, and are linearly dependent on the, also stochastic, respective

layer inputs and weights, yet independent among themselves. The stochastic layer outputs

are transformed by nonlinear activation functions like ReLU and sigmoid, where the first two

moments of the activations are approximated as previously described in [134, 135, 137, 106].

Regarding local pooling, we replace max-pooling with co-pooling [15, 139]. The mathematical

description of moment propagation in sample-free BNN layers, activations, and max co-pooling

has been given in Sub-Section 2.2.2.
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4.4.1 Uncertainty Propagation and Attention

In this Sub-Section, we describe how we realised moment propagation for attention-like mecha-

nisms, which are used in our framework in three instances: a) SE blocks, that learn a reweighing

of convolutional filter activations, and b) learning of attentive importance weights in order to

perform weighted averaging of feature vectors, used in multiple head attention for global sequence

pooling, as well as c) the local attentive pooling in the cases we use it instead of max-pooling.

We believe that these distributional filters and sequential representations contain valuable

uncertainty information that should be propagated, and, if possible, utilised in the calculation

of the importance weights.

Regarding the latter two cases, we follow an approach that is reminiscent of the max co-pooling

method [15, 139], in that we use the filter expectations to identify which filters will be propagated

along with their associated variances; since this is a soft, attention-based version, we further use

the expectations to also calculate to which degree.

We denote the attentive weighted average of a set of feature vectors bt by aagg, which is equal to

a linearly weighted sum of a set of normal variables, where the weights are probabilistic and

sum to 1:

E[aagg] =
∑

t

patt,tθt,

V[aagg] =
∑

t

p2att,tξ
2
t , (4.1)

where bjl ∼ N (bjl|θjl, ξ2jl) is a normally distributed activation vector as described in Sub-

Section 2.2.2, and

patt,t =
exp(εt)

∑

t′ exp(εt′)
,

εt = θtA, (4.2)
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Figure 4.3: Uncertainty propagating attention, used both for multiple attention head global
pooling, and local attention pooling. The attention weights are calculated based on the input
filter expectations. The weights comprise a stochastic vector and are used to scale the normally
distributed inputs in an element-wise manner. Figure from our work performed in [2].

and where exp(·) is the exponential function, and A is a variational dense attention layer that

transforms the activation vector into a single energy value εt. In contrast to moment-propagating

max-pooling as used in [139, 15], this type of local attention pooling achieves the propagation

of uncertainty information from all pooled variables, and constitutes an uncertainty-aware

extension of the local pooling method proposed in [333]. This process is sketched in Figure 4.3.

Regarding an uncertainty propagating variant of SE, a schema is depicted in Figure 4.4. We

describe how weighted averaging, dense layers, and the ReLU and sigmoid activation functions

propagate moments in Sub-Section 2.2.2. The only additional step to consider, here, is the

final scaling of the input by the excitation importance weights output by the sigmoid activation

functions. The expectation and variance of the scaled residual neural filter variables hse-res,jl is

the product of two normal random variables; and, hence, known:

E[hse-res,jl] = E[hres,jl]E[εjl],

V[hse-res,jl] = (E[hres,jl] + V[hres,jl]) (E[εjl] + V[εjl]) − E[hres,jl]E[εjl], (4.3)

where hres,jl is the residual neural filter variables output by a residual block, yet before scaling

by the excitation εjl as calculated by SE.

This way, learnt filter uncertainty is propagated after scaling, but, most importantly, the

uncertainty itself is taken into account in the scaling value calculation.



4.4. Sample-Free Uncertainty-Aware Label Smoothing 73

Dist-Add

B-ResBlock

Dist-Pool

B-Dense

Dist-ReLU

B-Dense

Dist-Sigmoid

Dist-Scale

B-SE

Figure 4.4: A uncertainty-propagating Bayesian variant of squeeze-and-excitation (B-SE) is
achieved by replacing all blocks and layers with moment propagating Bayesian versions (B-
ResBlock, B-Dense), and all nonlinearities and pooling-based sub-sampling with their distribu-
tional counterparts (Dist-ReLU, Dist-Sigmoid, Dist-Pool), as well as scaling and addition with
the respective operations on normal distributions (Dist-Scale, Dist-Add). The specific SE base
architecture variant we use was first proposed in [149]. Figure from our work performed in [2].

4.4.2 Epistemic Uncertainty-Aware Label Smoothing

Here, we propose the first solution for data-specific label smoothing that is dependent on the

uncertainty propagated throughout a BNN model, and is also MC sample-free. A schematic

overview of the means by which we define such an uncertainty-aware smoothing probability is

depicted in Figure 4.2.

We need to quantify the belief that the model is unsure about its prediction, in which cases

the prediction error for it should be attenuated in the loss value calculation; towards that, we

outline the following desiderata: a) it is in the [0, 1] range, such that it can serve as the label

smoothing probability (see Sub-Section 2.3.2), b) it is positively correlated to the propagated,

predictive variance in order to reflect BNN uncertainty about the input sample categorisation,

and c) it is also positively correlated to overconfident (i. e., close to 1) predictions, to encode

that smoothing should be more dominant for such predictions.

We, thus, attempt to capture this additional, Bayesian uncertainty information by defining the
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data sample-specific smoothing probability for the i-th acoustic data sample as:

αt
i = |yt,MAP

i,POS − yt,Bayes
i,POS |, (4.4)

where t, in this context, denotes the task corresponding to that prediction layer, and yt,MAP
i,POS and

yt,MAP
i,POS are described in the following two paragraphs.

Consider the expected logit output E[hti,L] of a dense prediction layer, where L denotes the last

layer index. If we do utilise the logit variance V[hti,L] and transform the normally distributed

random variable via a sigmoid function (as detailed in Sub-Section 2.2.2), we get the fully

propagated, Bayesian expectation and variance of yt,Bayes
i,POS , i. e., the probability that the input

sample is from the positive (POS) class. If instead we opt for a Maximum A Posteriori (MAP)

approach for that final layer, by not utilising the logit variance, we transform the logit expectation

via the sigmoid, we denote the probability by yt,MAP
i,POS .

yt,MAP
i,POS would still benefit from the moment propagation up until the final layer in terms of

the learnt features and logits hl (for l up to, but excluding L), as well as from the Bayesian

regularisation for all layers. However, final layer MAP makes the information encoded in the

propagated uncertainty unavailable in the calculation of the predictive probability distribution.

Inversely, yt,Bayes
i,POS gets the full benefits of the Bayesian approach. A fully Bayesian treatment of

even just the final layer has been shown to have a positive benefit on addressing overconfidence,

even when the rest of the model is parameterised with point estimate weights [266].

For a binary call detection task, this is equivalent to the Manhattan distance between the

corresponding two-element discrete predictive probability distributions, multiplied by two. A

visualisation of our adaptive smoothing probability given ranges of logit expectations and

variances can be found in Figure 4.5.
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Figure 4.5: The value of our proposed uncertainty-aware smoothing probability given the
expectation and variance of the logit. For close to 0 logit uncertainties, the smoothing probability
αt
i is also close to 0. For higher logit uncertainties V[hti,L], αt

i is higher for predictions that are
closer to the extreme values of either 0 or 1. For moderate predictions close to .5, αt

i is closer
to 0, encouraging learning from the true signal, instead of reinforcing a moderate prediction
behaviour. Figure from our work performed in [2].

4.4.3 Experimental Setup

We follow the setup of our neural architecture search of experiments by measuring test perfor-

mance using the model that achieved best validation performance according to non-interpolated

AU-PR based on the curve for the positive class. We further report AU-ROC, as well

as Macro-averaged (F1) for measuring predictive performance, as well as the ECE, with 10

probability bins, for calibration quality, as suggested by [85].

In order to provide a summary performance profile for the 30-task SAFE-MSMT dataset, we

report here the weighted average of each performance measure across all tasks, where each

weight is proportional to the number of positive instances per task. Even so, this is a quite

strict evaluation as for some tasks there are only a handful of positive samples. In all cases, we

performed 8 trials across which we report mean and standard deviation.

The architecture of our model, including numbers of filters and hidden units is depicted in



76 Chapter 4. Uncertainty-Aware Label Smoothing

Table 4.6. We use a batch size of 8, and the Adam optimiser, with starting learning rate of 10−5.

We evaluated on the development set after the end of each training epoch, and stopped training

with a patience of 15 epochs. We use 2 SpecAugment time masks with a size of 24 frames (i. e.,

240 ms), and 2 frequency masks with a size of 16 log-Mel filters. After the masking, normally

distributed additive jitter is used, with zero mean and a standard deviation of 10−6. The cold

posterior [109] regularisation parameter for the Bayesian KL loss factor is 10−10.

4.4.4 Summary of Uncertainty-Aware Label Smoothing Results

We summarise in Table 4.7 the predictive and calibration performance measure results that arose

from our comparative analysis on animal call detection. We call the point-estimate baseline

ResNet28 with SE and 4-head attention, base SE-ResNet.

Crafting a Competitive Bayesian SE-ResNet Baseline

In the results Table 4.7, the Bayesian, uncertainty propagating version of SE-ResNet with max

co-pooling (variational max-pool) exhibits a slightly higher performance than base max-pool

in terms of AU-PR, and AU-ROC for the OSA-SMW dataset, and an improvement across all

measures for SAFE-MSMT, including the highest AU-PR among all max-pool based methods.

As for the attention-pooling variant (variational att-pool), we observe a higher performance

compared to the point-estimate baseline in all measures for SAFE-MSMT, but the same or

lower performance in all measures for OSA-SMW.

Benefits of Uncertainty Usage in Label Smoothing

As seen in the results Table 4.7, our uncertainty-aware label smoothing method (ua-smooth)

used on the BNN described in the beginning of this Section, outperforms the max-pool based

variational method in terms of all measures, except for W-AU-PR on the SAFE-MSMT dataset.

In the att-pool case we do not observe a similar behaviour, as the only improvement is on F1
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SAFE Project Multi-Species Multi-Task

SE-ResNet W-AU-PR ↑ W-AU-ROC ↑ W-F1 ↑ W-ECE ↓
m

ax
-p

o
ol base 21.16 ± 2.16 78.45 ± 2.35 36.31 ± 11.94 35.86 ± 11.31

variational 22.44± 2.00 79.16 ± 1.75 46.68 ± 4.33 22.63 ± 4.77
smooth 22.25 ± 1.11 79.83 ± 2.89 52.43± 3.35 17.00 ± 7.19
ua-smooth 20.76 ± 2.57 80.05± 2.81 49.61 ± 3.71 16.21± 3.19

at
t-

p
o
ol

base 16.01 ± 2.25 72.15 ± 3.19 39.51 ± 13.37 29.36 ± 12.74
variational 20.38± 2.70 77.97± 2.09 47.96± 3.61 21.63 ± 4.67
smooth 15.53 ± 3.33 65.35 ± 7.90 47.86 ± 7.85 18.96± 13.66
ua-smooth 16.94 ± 2.11 69.82 ± 4.44 38.75 ± 10.83 31.81 ± 11.72

Osa Peninsula Spider Monkey Whinny

SE-ResNet AU-PR ↑ AU-ROC ↑ F1 ↑ ECE ↓

m
ax

-p
o
ol base 81.81 ± 2.46 97.01 ± 0.79 82.95 ± 4.44 3.51 ± 1.30

variational 82.74 ± 1.14 97.14 ± 0.34 80.31 ± 3.14 4.56 ± 1.16
smooth 82.55 ± 1.60 97.26 ± 0.43 82.79 ± 4.17 3.66 ± 1.35
ua-smooth 83.79± 2.42 97.47± 0.38 83.40± 3.22 3.46± 1.21

at
t-

p
o
ol

base 84.81 ± 0.93 97.41 ± 0.34 84.38 ± 3.79 3.32± 1.63
variational 84.82 ± 1.94 97.28 ± 0.55 78.74 ± 6.82 5.18 ± 3.36
smooth 85.83± 0.60 97.47± 0.37 84.89± 5.85 3.53 ± 2.49
ua-smooth 82.24 ± 5.42 96.68 ± 1.54 81.32 ± 4.90 3.99 ± 1.72

Table 4.7: Performance of our proposed sample-free, uncertainty-aware label smoothing on
OSA-SMW and SAFE-MSMT. The proposed ua-smooth method distinguishes itself in the case
where max-pool is used by the SE-ResNet. In case att-pool is used, the highest performer
is either variational for the SAFE-MSMT dataset or smooth for OSA-SMW. The choice of
max-pool works better for SAFE-MSMT, whereas it is att-pool that works better for OSA-SMW.
We report average and standard deviation values, calculated across 8 trials.

and ECE in the OSA-SMW dataset. In the max-pool case, ua-smooth method also achieves

better performance compared to the baseline in all cases.

Smoothing Should be Specific to Data-Samples

How can we be sure, then, that the propagated model uncertainty contains information about

which samples should use higher smoothing probabilities, and that it’s not simply a case of label

smoothing being beneficial in general?

To answer this question, we perform one more series of experiments, with a label smoothing

variant (hence, smooth) that keeps the smoothing probability fixed across the training batch.

Specifically, we calculate for every batch the average of the uncertainty-aware smoothing
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probabilities as per our proposed ua-smooth method and apply that to all batch samples instead.

This is not a hyperparameter-based, fixed-value label smoothing, as is commonly used, since it

benefits from the uncertainty quantification provided by the BNN, the values of which change

per training step as the model learns to model the training data, and it tracks the average value

of the uncertainty-aware smoothing probability, thus allowing for a stricter comparison with the

ua-smooth method, which we propose as the best means of performing uncertainty-aware label

smoothing using a BNN.

We observe from Table 4.7 that, in the max-pool case, ua-smooth always outperforms smooth

for all measures on OSA-SMW, whereas on SAFE-MSMT this holds only for W-AU-ROC and

W-ECE. In the att-pool case, it is instead smooth that outperforms ua-smooth for all measures

on OSA-SMW, whereas the comparison is also inconclusive on SAFE-MSMT, with ua-smooth

performing better in terms of W-AU-PR and W-AU-ROC only.

4.5 Discussion

In this Section we discuss: a) the performance of our proposed methodology in Sub-

Sections 4.5.1, 4.5.2, and 4.5.3, and b) relatedness to similar concepts in Sub-Section 4.5.4.

4.5.1 Propagated Uncertainty Should be Explicitly Used in the Loss

The distributional output of BNNs leads to an expected loss value that is based on the full

range of support from that distribution, i. e., less overconfident prediction outputs compared to

a loss value based on point-estimate predictions; this has been cited as a major regularising

strength of BNNs [111], and constitutes the way in which epistemic uncertainty usually impacts

loss calculation. In our case, the predictive uncertainty is propagated through our variational

variant of SE-ResNet28.

In addition to the point-estimate base model, our sample-free, moment-propagating variational

SE-ResNet28 serves as a more advanced baseline, conceptually more similar to our proposed



4.5. Discussion 79

uncertainty based label smoothing method. In terms of its performance in our experiments, we

observed promising (e. g., overall improvement on the OSA-SMW dataset), yet inconclusive

results. As such, we recommend that the sample-free Bayesian property, , as well as the type of

uncertainty-aware label smoothing, should be considered to be types of hyperparameters, not to

be employed agnostically, but only after experimental validation on the task under examination,

including consideration of the relevant performance measures thereof.

However, the Bayesian approach makes available another highly informative signal that is

unavailable to the baseline: the value itself of predictive variance, which is a proxy for epistemic

uncertainty. Our ua-smooth method explicitly incorporates it in the loss calculation and performs

better than the corresponding variational in most performance measures in the case of models

using max-pooling.

We believe that this value can, and indeed should, be used explicitly, as a signal that guides

learning in the self-same task, and by the self-same model that is undergoing training; as per

the improvement brought by ua-smooth over variational, not doing so is underutilising the BNN,

by disregarding one half of its output. The sample-free manner of uncertainty, offers a more

elegant, and less stochastic means of doing so compared to MC based methods.

Furthermore, our experiments with the fixed smoothing probability across samples in a batch

(smooth) indicate that smoothing should indeed be data-specific, and that higher smoothing is

beneficial to data samples for which the model yields a confident prediction expectation, albeit

with a higher variance, as in ua-smooth. That being said, for the OSA-SMW dataset in the

att-pool case, it seems that smooth performs better than the other corresponding methods,

indicating that regularisation may be beneficial for that dataset in any shape or form, most

probably due to the positive class sample scarcity in all binary classification tasks of this dataset.

4.5.2 Moment Propagating BNN Outputs are Better Calibrated

A recommendation on which Bayesian approach to use agnostically is not easy to make, although

on the SAFE-MSMT dataset the calibration performance of the point-estimate baselines are
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worse compared to all corresponding Bayesian versions. We do not observe the same behaviour

on the OSA-SMW dataset, although in the max-pool cases on both datasets, it is our proposed

ua-smooth method achieves the best ECE performance among the corresponding competing

methods. That being said, an in-depth exploration of the degree to which the “in-between”

classes uncertainty is calibrated, as in [267, 268], remains to be performed for this type of BNN

as future work.

4.5.3 Validation Using Two Types of Local Pooling

Apart from max-pooling, we have also showcased the efficacy of a BNN approach based on

newer, more elaborate local pooling methods [333, 334]. Whereas we see that on the OSA-SMW

dataset attention pooling brings a clear improvement on all performance measures over the

use of max-pooling, on SAFE-MSMT the behaviour is reversed; i. e., max-pooling is overall

the best performing local pooling operation. We find that our proposed ua-smooth method

manages to achieve best performance compared to corresponding competing methods for the

max-pooling case, but not for attention pooling, where either the naive smooth method works

best on OSA-SMW or the sample-free BNN without any label smoothing in SAFE-MSMT.

4.5.4 Rethinking the Way of Performing Label Smoothing

Whereas label smoothing with a fixed, pre-defined smoothing probability has been originally

conceived as regularising a prediction task [161], its success at improving predictive performance

[269, 270] has been inconsistent, as it has in other cases been shown to deteriorate it [271, 272],

without necessarily improving calibration [272].

Thinking back to its conception, label smoothing has been considered to be one reason for

the high performance achieved by the student model in knowledge distillation [20]. The latter

model learns from the soft prediction probabilities that the teacher model outputs instead of the

ground truth hard labels. These output distributions are smoother, i. e., closer to the uniform.

This data-driven and data-specific smoothing encodes information about which samples the
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teacher model finds difficult to learn. In this study, we have moved as much away from the

original two-step, teacher-student framework (which is focused on model compression) as from

the fixed smoothing probability regularisation method. We have, thus, shown the efficacy of a

type of smoothing that requires no more than a single model, a single-step training process,

and is also MC sample-free. Supported by our experiments, we believe that the motivating

concept for label smoothing is still promising, albeit with a need for adaptiveness in an intelligent

and data-specific manner. This is especially fitting to and addressed by the propagating BNN

context, where the guiding uncertainty signal is provided by design.

The study that is closer conceptually to our own is the one performed in [112], in which the

authors use the MC-dropout [118] and calculate the loss as an interpolation of the cross entropy

between the predictions and the true labels, and the cross entropy between the predictions

and the uniform distribution, where these two factors are weighed based on a value that is

a normalisation of the MC-sampling based estimate of the variance. Even though their loss

calculation uses the predictions of a single execution, it also requires K executions for estimating

the variance. As such, the authors use 5 MC samples and, subsequently, 5 propagations of

the input through the entire model during training. Instead, we use both the expectation and

the variance of the outputs in our loss calculation, as propagated through the entire network

in closed form approximation, constituting a more deterministic and elegant solution. These

differences – firstly, regarding the BNN approach, given the long-standing criticisms of MC-

dropout on whether its assumptions and approximations truly constitute a Bayesian method

[132, 273, 274], its underestimation of predictive uncertainty [116], though mostly due to the

prohibitive additional computational and storage load introduced by MC sampling – have led

us to not consider a direct comparison with this method necessary.

4.6 Conclusions

Instead of calculating an uncertainty signal via BNNs with the sole purpose of using it in a

downstream task, we have used it to improve training in the self-same task the BNN is being
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trained on by having it inform the degree of regularising label smoothing in a sample-specific

manner. To that end, we have focused on deterministic (i. e., non MC-sampling based) BNNs to

propagate feature and activation variances along with expectations.

In order to define a strong baseline, consisting of a complex, modern DL model that performs well

on the datasets we set out to model, we first performed a two-stage comparative study where we

identified the particular modules of our neural architecture for bioacoustics. Specifically, we have

achieved a two-fold computational improvement on the first machine learning study on spider

monkey whinny call detection in the actual, Costa Rican wild: our SE-ResNet28 significantly

outperformed a baseline architecture inspired by [184] trained on the same dataset, and, after

extensive comparisons, we also achieved further improvement by selecting a multiple head

attention (with concatenation) embedding pooling method for sequence pooling. Surprisingly,

we found that many of the recent approaches relating to attention based embedding pooling

(including to methods pertaining to the fusion of the outputs of multiple heads of attention, as

well as to prediction pooling methods), were not better than this conceptually simpler approach.

We then provide a sample-free, variational Bayesian version of the winning architecture, a ResNet

with SE mechanisms and multi-head attention sequence pooling. Our proposed sample-free

variational Bayesian squeeze-and-excitation ResNet yields in most cases an improvement over

the point-estimate baseline. Furthermore, our recommended variant with uncertainty-aware

label smoothing brings further improvement in the case the maximum operation is used for

local pooling.

We perform our BNN experiments on two animal call detection bioacoustics datasets, both

introduced in the publications that form the basis of this chapter. We further evaluate our

methodology on two variations of our neural architecture pertaining to local filter pooling. We

find that the choice of pooling affects performance depending on the dataset, and affects the

success of uncertainty-aware label smoothing. As such, we submit that the use of uncertainty-

aware label smoothing is a promising method that should be considered as a hyperparameter, to

be incorporated based on validation performance. By using it one incorporates the uncertainty

value that is available to sample-free Bayesian neural networks in the loss value calculation.
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This work both advances work on moment propagating Bayesian neural networks that are of

great use in the domain of deep learning, and is of special interest to the application field of

bioacoustics, where low signal-to-noise ratio data often also receive weak annotation, leading

to a need for soft, modest predictions that are highly calibrated; noted so far to be missing

[260, 252, 238], something that yields a favourable prospect pertaining to minimally invasive

wildlife monitoring. Well-calibrated model outputs, with meaningful prediction probabilities are

required for downstream processing either by automatic decision making software, or human

experts, especially in a collaborative human-AI setting, such as active learning. Though other

types of Bayesian neural networks are known to perform well in terms of calibration [113, 275],

we have shown here that this also holds for the moment-propagating variety, with and without

the use of our intelligent label smoothing.

The code to replicate our neural architecture search can be found at https://github.

com/glam-imperial/Spider-Monkey-Whinny-Detection, whereas the code to replicate

the uncertainty-aware experiments can be found at https://github.com/glam-imperial/

sample-free-uncertainty-label-smoothing. Regarding the availability of the OSA-SMW

and the SAFE-MSMT data, please see the Appendix B.

This Chapter has been aimed at describing work that performs uncertainty quantification in

order to use it directly as a signal that modifies supervised loss calculation, similar to Chapter 3.

However, this is done here in a more elegant manner, that does not require multiple dedicated

sub-models, more than one stages of training, or MC sampling. In cases where we have available

the ground-truth for rater disagreement, we can use methods to predict them directly, as we

explore in Chapter 5.

https://github.com/glam-imperial/Spider-Monkey-Whinny-Detection
https://github.com/glam-imperial/Spider-Monkey-Whinny-Detection
https://github.com/glam-imperial/sample-free-uncertainty-label-smoothing
https://github.com/glam-imperial/sample-free-uncertainty-label-smoothing


Chapter 5

Uncertainty-Aware Scientific

Submission Modelling

In this Chapter, we model the abstracts of scientific paper submissions along with their associated

reviews in order to predict acceptance or other reviewer-provided scores. Reviewer disagreement

is common, and arguably the reason multiple reviewers are requested to assess any submitted

paper, so we adopt an uncertainty-aware approach to address the subjectivity of the task, and

compare between different ways of learning from the disagreement signal. We perform our

experiments on the largest dataset of its kind, the Interspeech 2019 submission corpus, and

focus on more realistic task formulations that resemble the work performed by an editor or an

automatic decision support system.

5.1 Motivation

In this chapter, we will investigate the modelling of noisy, disagreeing labels in one of the highest

subjectivity tasks, even for human experts, that of the peer-review process; the latter has been

a cornerstone of academic publishing and research development, in some way or form, since as

early as the 17th century [276], and a tool towards merit-based research evaluation. Peer-review

has not been without serious criticisms as well, such as its high inherent costs: in 2008, the

84
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unpaid time cost of peer-review undertaken mostly by academics has been estimated to be 46.9

million hours globally each year, evaluated at £1.9 billion using a nominal hourly rate [277].

Academic journals and conferences request reviews from multiple expert reviewers per submission,

and appoint an editor (or area chair) to aggregate all reviews and recommendations into a

final acceptance decision. Reviewers are often in disagreement due to varying levels of domain

expertise, confidence, levels of motivation, as well as due to the heavy workload and the different

interpretations of the score scale by the reviewers; the task of reviewing is highly complex,

requiring a multi-factor assessment of a submission with respect to criteria such as novelty,

technical correctness, reproducibility, and thematic alignment with the venue.

Even though multiple reviewers are traditionally requested to evaluate each submission, this has

not stopped many papers that were a posteriori found to be highly influential, from receiving

at least one rejection prior to final acceptance [278, 279]. Specifically in the machine learning

domain, the high subjectivity (and even random chance), that is at least partially due to implicit

biases, has led to cases of irreproducibility of the acceptance status; for example, an analysis

[280] of the NeurIPS 2014 experiment [281], in which 10% of submissions were put through

peer-review a second time under a different committee, found that 60% of the selected accepted

papers were rejected by a second, independent review committee. This experiment highlights the

magnitude of potential reviewer and area chair disagreement, as well as the difficulty of the task

of the area chair. The study performed in [279] has shown that the use of more reviewers per

submission can be more accurate, however, this comes with greater costs, as well as workloads

for the reviewers, which itself may reduce the quality of the process.

Such studies and statistics have recently motivated preliminary studies towards piloting machine

learning based software tools in an effort to aid the human reviewers with acceptance decision

support, or other analytics, such as performing computational recommendations on aspects

of the submission, like the absence of bias, or the correctness of statistical reporting [282].

Further to that, recent exploratory studies [283, 284, 285] have indicated that a natural language

understanding based support tool can also offer decision support.

The authors of [283] were the first to compile data pertaining to a total of 1,608 scientific
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submissions – the PeerRead dataset – from three AI conferences (ICLR ’17, ACL ’17, CoNLL

’16) spanning the years 2013-2017 and to propose natural language understanding baselines for

binary acceptance decision, as well as for other scores, such as novelty and technical correctness.

In the study performed in [284], the authors approached the review acceptance task by using

the abstract text as well, using a CNN and RNN layer stack that processes classical word

embeddings [197], along with a memory mechanism [286]. A further improvement on PeerRead

was proposed in [285], where the authors also utilised sentiment information as a feature using

the VADER tool [287], as well as universal sentence embeddings [288]. Unfortunately, there

are some criticisms to be made about PeerRead: there is a certain degree of imbalance, as

there are no rejected submission samples for NeurIPS included, despite the fact that 90% of the

accepted submissions with reviews in PeerRead are from NeurIPS. Furthermore, around 80%

of the submissions are from arXiv.org, and, as such, there are no reviews available for them.

This was pointed out in a study on causal explanation of the keywords that lead to acceptance

[95], where an appropriate balanced subset of the PeerRead dataset was used.

We also believe that the use of DL and natural language understanding for uncovering latent

factors related to acceptance is very promising, especially in modelling high-dimensional factors

simultaneously, such as the space of possible sentences in text analysis. In this Chapter, we

also explore the possibility of an natural language understanding based computational decision

support tool for the editor, that is able to offer an additional aggregated recommendation, for

example, to the editor, by performing a comparative study of state-of-the-art text modelling

methods, like FastText embeddings [177] and a lightweight variant of BERT [200] called ALBERT

[203]. However, we take some extra steps to ensure the strength of our evaluation, as well as to

simulate a realistic decision support use case.

Firstly, we evaluate our methods on the largest single-blind dataset for AI-based peer-review

research, comprising more than 2,000 submissions and around 6,000 reviews. This is the sub-

mission corpus from the world’s most specialised conference on spoken language processing: the

20th Annual Conference of the International Speech Communication Association – Interspeech

20191, headlined as “The Crossroads of Speech and Language”.

1https://interspeech2019.org/

arXiv.org
https://interspeech2019.org/
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Further, this is a description of the first study of submission-level modelling predictions that is

based on aggregating all available reviews for a submission (instead of only review-level modelling)

in a fully trainable manner, via backpropagation; as, for example, the study performed in [284]

did perform submission-level prediction, but only via the offline pooling of the prediction

probabilities of the individual review predictions. We investigate both submission- and review-

level modelling of peer-review data, and consider both the task of binary acceptance classification,

as well as numerical prediction of the individual and aggregated scores given by reviewers.

Most importantly, we will adopt an uncertainty-aware framework for this subjective task, to

leverage the rich information inherent in annotator disagreement when it comes to modelling

weakly positive or negative submissions, by considering techniques like quantile regression, soft

labels, and aleatory uncertainty quantification, as described in Chapter 2.

In the interest of a framework that more realistically addresses the desired goal of editorial decision

support, we identify three particularities of the task that have not been addressed by previous

related studies, which we investigate, and offer solutions. Firstly, the final recommendation

made by the editor and the ones by the reviewers (even aggregated) are often in disagreement.

Whereas previous studies [283, 284, 285] have used the former as a supervision signal, we

consider the use of both, including a soft label average of the latter, and show that both contain

information that can be used in a complementary manner.

Going beyond soft labels that simply de-emphasise articles for which the reviewers have disagreed,

we consider, as an auxiliary task, the direct modelling of a signal that represents the degree

of disagreement, i. e., related to aleatory uncertainty. We explore both a supervised means

of modelling this signal (as in, e. g., [29, 13]), as well as an unsupervised, learnt attenuation

method, as per [23].

Towards addressing the above issues, we employ different loss importance interpolations between

area chair and reviewers’ recommendations, as well as between the main prediction and the

uncertainty prediction auxiliary tasks.

Finally, a model designed to support the editorial decision process should only assume the
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availability of human review text during training, and be able to make recommendations in

their absence. The existence of human text reviews and recommendations can serve only as

privileged information [156], available only at training time. We are inspired by missing modality

hallucination methods [158, 289, 290], and propose a system that uses all available review data

during training, in order to learn better document representations based on the abstract, but

imputes review representations at test-time based on the abstract text.

The contents of this Chapter is based on our work from the following publications; the asterisk

symbol (*) denotes equal co-authorship credit:

• Lukas Stappen*, Georgios Rizos*, Madina Hasan, Thomas Hain, and Björn W. Schuller.

Uncertainty-Aware Machine Support for Paper Reviewing on the Interspeech 2019 Sub-

mission Corpus. In Proceedings of the Annual Conference of the International Speech

Communication Association, INTERSPEECH, pages 1808–1812. ISCA, 2020.

• Korbinian Friedl*, Georgios Rizos*, Lukas Stappen, Madina Hasan, Lucia Specia,

Thomas Hain, and Björn W. Schuller. Uncertainty Aware Review Hallucination for Science

Article Classification. In Findings of the Association for Computational Linguistics:

ACL-IJCNLP 2021, pages 5004–5009, 2021

5.2 Interspeech 2019 Submission Corpus

A well-known limitation to the community of researhers working on this domain [283, 284, 285]

is the small available dataset size – we use the largest database of its kind, i. e., the submission

system dump of Interspeech 2019, that consists of 2,179 academic submissions, along with

their associated 5,842 reviews, acceptance decisions and reviewer score recommendations2. The

dataset is fairly balanced in terms of acceptance, as after data cleaning and removal of corrupt

entries, the accepted and rejected class sizes are highly balanced: 50.2 % accepted papers, and

49.8 % rejected. This holds even considering the 13 individual conference tracks, where there is

less than 5% difference in class representation.

2This corpus was shared with us by the technical chairs of the conference.
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According to the reviewing guidelines of the conference, a data-driven quantitative measure is

used as a criterion to inform the editor towards the final acceptance decision, which we call the

aggregate Interspeech score (iss). We will consider the iss as an additional regression target in

our experiments. Its definition is as follows:

iss = 1 + 5 ·
(conf + 26

29
+ 0.1 · nov − 1

3
+ 0.05 · tech − 1

3
+ 0.05 · pres − 1

3

+0.05 · rep − 1

3
+ 0.65 · reco − 1

5
+ 0.1 · qref − 1

3

)

,

(5.1)

which is a function of the various numerical scores provided by each reviewer, namely a) reviewer

confidence (conf), b) novelty (nov), c) technical correctness (tech), d) clarity of presentation

(pres), e) reproducibility (rep), f) overall recommendation (reco), and g) quality of references

(qref). Further details on text data cleaning can be found in Appendix Section B.1.

5.3 Machine Reviewing Neural Architecture

Previous similar studies have attempted review-level modelling (i. e., each review comprises

a data sample to be modelled) by using natural language understanding methods to model

one review and the entire or part of an article [283, 284, 285]. Whereas we do assess the

viability of such a setting, we are mostly focused on the more realistic, submission-level setting,

that resembles the editorial process more i. e., where we want to predict whether a paper

will be accepted, based on thematic information from the abstract, and aggregated sentiment

information from the associated reviews.

Regardless of whether the data sample i refers to a single review or a submission-level data

sample, let us denote by Yi = {yi,s}, where s is the score index (e. g., for a particular submission,

we have available the binary acceptance scores, the novelty score, the aggregate Interspeech

score, etc.). For submission-level tasks, we denote by Xi = {xi,m} our input data, where m

denotes the modality index, i. e., indicating the abstract, or each of the associated reviews.

A model M processes the tokenised representation of the cleaned text of Xi and is trained
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to predict ŷ(i,s) for each target s, which is either a continuous-valued number in the case of

regression, or logits in the case of classification.

Specifically, we focus on abstract xabsi and review texts xrevi,r , where the latter number r ∈ Ri, a

variable number that is specific to submission i, inspired by the review-level work performed in

[284]. The acceptance classification label given by the area chair is denoted by yaci , and those

by the reviewers by yrevi,r . In terms of modelling, we consider an approach that is based on

classical word embeddings, like Word2Vec [197] and FastText [177] followed by a C-RNN based

architecture and attention-based global representation pooling (introduced in Sub-Section 2.4.1).

In the case of submission-level modelling, our C-RNN based model M: a) learns abstract habsi

and review hrevi representations using corresponding, dedicated C-RNN text modules, b) fuses

the variable number of review representations into a single one hrevi using attention-based

representation pooling, and c) concatenates the aforementioned at the feature dimension,

resulting into a submission representation hsubi , which is processed by a prediction module to

produce the predictive acceptance probability ŷi. For each input modality m, there is a dedicated

text module with a separate trainable parameter set, that learns to produce a representation

hi,m.

In our experiments in Section 5.5.2, we opted to also consider the ALBERT [203] transformer

based architecture, as it has achieved very competitive results, in order to serve as a benchmark

for an E2E based approach. More discussion of ALBERT can be found in Sub-Section 2.4.4.

5.3.1 Word Embeddings and C-RNN for Text Classification

Apart from the three types of classical pre-trained word embeddings we considered in this study

(see Sub-Section 2.4.4), we additionally experimented with training embeddings exclusively on

our data, but observed a significant drop in performance compared to the pre-trained version.

Inspired by [180, 105], the architecture we use in this chapter consists of two stacked one-

dimensional CNN layers, followed by one Gated Recurrent Unit (GRU) RNN layer; hence,

GRU-RNN. This C-RNN model outputs a hidden state sequence of a length T equal to the
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Figure 5.1: Text module for processing paper abstracts and reviews. It is based on classical
word embeddings, followed by a C-RNN, an attention-based global representation pooling, and
a final prediction module that generates the predictions or logits.

initial text token count (or the preset padded max size) after the application of local max-pooling

based subsampling. Each element of the hidden state sequence is processed by a dense layer,

and we denote the output sequence by {ht}.

In order to calculate a single vector representation for the entire text input, we are required to

perform some version of global pooling; we elected to use Luong-type [43] attention-based global

pooling, as used in [256] for an audio classification task, and in [264] for text sentence classification.

A description of attention-based global sequence pooling was made in Sub-Section 2.4.2.

A final prediction module comprising an additional dense layer, processes the pooled, sample-wise

hidden state to yield the model prediction – either a numerical prediction, or logits in the case

of acceptance classification. The architecture is summarised in Figure 5.1.

5.3.2 Aggregating Representations of Variable Number of Reviews

For each submission there is an associated set of reviews, the number of which is variable; in

our dataset, it ranges from three to five. In the case of submission-level modelling, we want to

include, apart from the abstract, learnt representations from the reviews as well. We are faced,

then, with the problem of calculating a fixed-size representation that aggregates information
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from this variable number of reviews.

In the case of the architecture that involves the use of classical word embeddings followed by a

stack of CNN and RNN layers and attention-based local pooling, we address this issue using an

attention mechanism, similar to the one used for attention-based global pooling of hidden state

sequences. This solution does not assume, or introduce any ordering among the reviews.

In the case of our ALBERT baseline, we do so by concatenating the reviews, adding a <NEXT>

token between reviews. This allows us to avoid processing each review separately through

the model, something that has the advantage of not requiring a significant overhead in the

fine-tuning of ALBERT (which is lightweight compared to other BERT-like models, but still

computationally heavy compared to the classical pre-trained embeddings approach). That

being said, this solution introduces an ordering among the reviews, that is arbitrary. We

acknowledge that this is a less effective method for review text fusion, that potentially leads to

a less competitive evaluation of ALBERT in its comparison to the classic embeddings in the

case of submission-level modelling.

5.4 Machine Reviewing Support Task Formulation

Apart from the submission- or review-level prediction granularity framework, we also consider

two prediction task types: a) binary classification of paper acceptance versus rejection, and

b) regression for predicting numerical reviewer scores.

5.4.1 Uncertainty-Aware Acceptance Decision Classification

We use the cross-entropy loss between the predictive ŷi and the true ytruei acceptance probability

distribution in order to train model M parameters for binary acceptance classification:

Lpred = CE(ŷi, y
true
i ), (5.2)
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where CE(·) refers to the cross entropy function.

The most straightforward way to do this is by using a hard label, i. e., by setting ytruei ≡ yaci , in

which case all the probability is concentrated at the class representing the final decision made

by the area chair. This is the approach followed by [283, 284, 285], even though the task was

approached by the review-level modelling paradigm, which means that the reviewer-specific

recommendation label may have been different from the final one. The use of hard labels,

though, does not provide the model with the additional information encoded in the uncertainty

of the reviewers concerning a particular submission.

One way we aim to investigate the benefits of incorporating reviewer disagreement information

during training, as a kind of learning with priviledged information [156], is by using the soft

label that is calculated by the fusion of the different recommendations of the reviewers, instead

of training the model on a hard binary label. The simple soft label is calculated as follows:

ytruei ≡ 1

Ri

Ri
∑

r=1

yrevi,r . (5.3)

Thus, a submission i for which two reviewers are for and one against (i. e., total Ri = 3), will

have a soft ytruei = 0.66. If one is for and one against, the probability will be 0.5, reducing its

importance, as this probabilistic label is used in the CE function. To understand the means by

which soft labels introduce information to the training process, one can consider that the cases

of soft label probabilities equal to .51 and .89 both correspond to hard labels of 1.00.

As defined in Equation 2.9, the modified soft label proposed in [164] is given, for the two classes

of machine reviewing, as:

ytruei ≡ τ +
∑Ri

r=1 y
rev
i,r

2τ +Ri

, (5.4)

where r denotes a reviewer index, and our classes are two: acceptance and rejection. We further

set τ to 0.75, following [164, 166].

In fact, the editor may even disagree with the aggregate decision made by the reviewers, which

is what motivates our proposed interpolation of two related loss factors; one calculated using
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the hard label by the area chair and the other using a reviewer based, soft label:

Lpred = λsoftLsoft
pred + λhardLhard

pred , (5.5)

where L∗

pred, λ∗ refers to prediction loss and regularisation parameter for either hard or soft

labels. This is a higher level soft label, that includes the area chair as an additional rater, where

the interpolation weight is a hyperparameter to be set.

Explicitly Modelling Recommendation Subjectivity

In order to directly model aleatory uncertainty, we add a second prediction module that outputs

a predictive uncertainty estimate σ̂i. This uncertainty prediction module can be trained either by:

a) using label disagreement as a ground truth uncertainty (GTU) supervision signal, inspired by

[29, 13], or b) using the predictive uncertainty to attenuate the loss value for the corresponding

sample in a heteroscedastic manner (hence, heteroscedastic loss attenuation HLA), inspired by

[23]. We propose an approach to GTU as a multi-task loss:

LGTU
pred = λpredLpred + λuncMSE(σ̂i, σi), (5.6)

where σi is the ground-truth standard deviation calculated from the reviewer recommendations;

MSE(·) refers to the mean squared error loss function.

For HLA we follow [23], where the predicted σ̂i is assumed to be the standard deviation of a

normal distribution centred at the mean denoted by the ground-truth label; i. e., it is assumed

that the label is stochastic, and the model is attempting to estimate the parameters of the

label distribution. By sampling K logits, passing them through the prediction-level nonlinear

activation to get corresponding class distributions ŷki , the loss function becomes:

LHLA
pred =

1

K

K
∑

k=1

CE(ŷki , y
true
i ). (5.7)

A larger learnt σ̂i reduces the loss value for a sample that is difficult to predict correctly.
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Imputing Review Representation at Test-Time Based on the Abstract

Taking inspiration from studies that propose hallucinating modalities that are missing at test

time, [158, 290, 289], we propose a method for hallucinating review representations at test-time.

This way, we can both use available review texts during training, and, at the same time, not

assume that they will be available at test-time.

We will use the abstract text, which is available in all partitions, as the anchor input that is

processed by an abstract module in order to generate both a representation for the abstract

habsi and one for the hallucinated review hhalli using a dedicated text module for each; we do not

generate review text. Figure 5.2 depicts an overview of our architecture.

Our proposed method has two training stages. In the first stage, we train model M (comprising

a C-RNN, an attention module for global pooling of the text representation frames, an attention

module for review representation fusion, and a prediction module) to make acceptance predictions

based only on the review texts, in order to have it learn informative hrevi representations.

In the second stage, we use the true hrevi as an auxiliary supervision target for training the

hhalli representations predicted by a review hallucination C-RNN followed by a global attention

pooling module by minimising MSE. For the acceptance prediction during training, we use as

inputs the habsi produced by an abstract module and the hhalli – i. e., not the true hrevi . We do

this in order to avoid teacher forcing [337], i. e., relying on non-hallucinated representations that

are based on the true text even during training. The total loss, then, is:

Lhall = λhallMSE(hrevi , hhalli ) + λpredLpred. (5.8)

5.4.2 Uncertainty-Aware Reviewer Score Regression

We also aim to predict the numerical reviewer scores, by training using the MSE loss function.

We believe that a nuanced, distributional approach would be fitting for the case of submission-

level modelling, due to a) the disagreement of reviewers on paper merit, as well as b) the partial
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Figure 5.2: Training process for the review representation hallucination framework. In the
review modelling training stage, only review texts are used, to learn review representations. In
the review hallucination training stage, only the abstract text is used, and dedicated modules are
used for hallucinating representations for the missing reviews and for representing the abstract.
The hallucination modules are supervised by the representations generated from the first stage
of training. Testing is performed as in the review hallucination stage, by using a fusion of the
hallucinated review representations and the abstract representation to make the final acceptance
prediction. Figure adapted from our work performed in [5].

dependence of the review on the final score, since the final decision is made by the editor, not

to mention towards generally improving robustness.

The approach we used is summarised in Equation 2.12. Furthermore, we implemented QR as

suggested by [11] by defining multiple outputs for M , each corresponding to a pre-specified

quantile, in order to alleviate the quantile crossing problem; i. e., the possibility that a lower

quantile output will have a higher value than a higher quantile output (and vice-versa).
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5.5 Initial Uncertainty-Aware Modelling Exploration

In a first series of experiments, we assess the efficacy of the machine reviewing support framework

on our novel Interspeech 2019 corpus, both in review- and submission-level modelling. In terms

of uncertainty-awareness, we employ QR for the reviewer score regression task, and we make a

first effort into the usage of reviewer recommendations towards a soft-label.

5.5.1 Experimental Settings

For this series of experiments we split our dataset into train-validation-test partitions of 50-25-25

percentages, while preserving the acceptance-rejection class balance: The training-validation-test

partitions are comprised of 50.8%-50.3%-48.7% rejected papers.

The number of filters and widths of the CNN layers of our architecture are 128-128 and 4-4,

respectively. Each CNN layer is followed by a max-pooling layer that subsamples at a rate and

stride of 2 each. The RNN layer has 100 hidden units.

We optimise model parameters using the training data, evaluate at the end of every epoch on the

validation data, and report performance measures on test data, using the model parameterisation

that achieved the best validation performance. For classification, we report the Macro-averaged

F1 score (hence, F1), which we also use for monitoring validation performance. We further

report Macro-averaged both Area Under Receiver Operator Characteristic Curve (AU-ROC),

and Area Under Precision-Recall (AU-PR). For the regression task, we report Root Mean

Square Error (RMSE), and Mean Absolute Error (MAE), but monitor validation performance

using the former.

For ALBERT, we follow the authors’ recommendation, and perform finetuning for 5 epochs

with a learning rate of 10−5, a warm-up ratio of 0.06, and gradient clipping at 1.0. Due to

GPU memory restrictions, we were limited to using half-precision training and a batch size

of 12. Preliminary experiments showed low performance measure variance, since we used a

pre-trained self-supervised version of ALBERT from the Huggingface library [291] and only
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performed supervised finetuning. This indication, along with its high computation requirements

are the reasons we performed only 1 trial per case ALBERT was used.

In contrast, all parts – except the pre-trained word embeddings – of the architecture of our

C-RNN are trained with random initial parameterisation. As such, we were able to average our

reported measures across 40 trials, of 40 epochs each, with patience of 10 epochs. We further

performed a limited hyperparameter search, i. e., across different learning rates (10−3, 10−4,

10−5; best was 10−3) for the Adam optimiser [224], and kernel sizes (4, and 25; best was 4). We

also applied gradient clipping at 1 for stability.

5.5.2 Experiments

The results of the acceptance classification task both for the submission- and review-level mod-

elling, including both hard and soft label supervision are summarised in Table 5.1. Our reviewer

score regression experiment both for submission- and review-level modelling is summarised in

Table 5.2. Finally, we repeat the submission-level regression experiments for the C-RNN model,

this time using QR, which we summarise in Table 5.3. We use bold font to denote the best

performance measure value for a particular case across all competing modelling methods.

5.5.3 Reviewer Based Soft Labels are Best for Classification

In the review-level task formulation, the C-RNN model with attention-based global sequence

pooling that processes FastText embeddings outperformed not only all other conventional

embeddings, but also the transformer-based ALBERT on all measures.

Despite the fact that, in this Chapter, we focus more on the submission-level formulation, we find

this to be both a useful and surprising result; useful because we validate that such an approach

that has been investigated in similar work [283, 284, 285] also comprises a solid baseline for

our Interspeech 2019 dataset as well. The fact that an approach based on classic embeddings

outperforms the BERT-like ALBERT is also surprising (even considering the limited approach
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Measure
Word2Vec FastText GloVe ALBERT

Ø ± Ø ± Ø ± Ø

Review-level

H
a
r
d F1 58.18 .05 61.62 .05 52.52 .02 56.60

AU-ROC 62.98 .06 64.79 .05 54.31 .02 56.60
AU-PR 62.04 .05 62.92 .04 54.30 .01 52.23

Submission-level
H
a
r
d F1 49.23 .13 52.05 .13 45.67 .11 51.37

AU-ROC 59.48 .09 61.38 .10 55.70 .05 56.52
AU-PR 59.08 .08 61.08 .10 55.31 .05 51.88

S
o
ft

F1 51.84 .14 55.01 .13 52.83 .14 57.15

AU-ROC 62.70 .09 65.22 .10 62.84 .09 57.17
AU-PR 62.80 .09 65.86 .10 62.40 .09 52.46

M
.-
S
o
ft F1 46.91 .14 53.86 .14 47.26 .15 32.34

AU-ROC 59.80 .10 65.34 .11 59.61 .09 49.43
AU-PR 59.82 .10 65.66 .11 59.57 .09 48.07

Table 5.1: Comparative study for review- and submission-level acceptance classification. Perfor-
mance of Word2Vec, FastText and GloVe word embeddings based C-RNN compared to an E2E
finetuned ALBERT model both on review-level evaluation using the corresponding reviewer’s
recommendation as a hard label and submission-level acceptance prediction using a majority
voted hard label. Classification performance measures are Macro-averaged (%). We report
mean (Ø) and standard deviation (±) across 40 trials wherever applicable. We note that the
review fusion for ALBERT in the submission-level experiments is not order-agnostic, as is the
case for Word2Vec, FastText, and GloVe. As such, we discourage a direct comparison.

for review aggregation we followed for ALBERT, described in Sub-Section 5.3.2), and mostly

persists in the rest of the experiments.

Regarding submission-level evaluation, we can further explore uncertainty-aware, reviewer-based

soft training labels. ALBERT achieves the best performance across architecture and label

selection in F1, for the case of regular soft labels. However, it is FastText that is consistently

the best performer in AU-ROC and AU-PR, and very competitive in terms of F1. This is an

indication that FastText is the more robust solution for this task and dataset.

Compared to the hard label option for submission-level evaluation, the regular soft labels are

shown to offer a consistent improvement across all architectures and performance measures, with

an especially sharp increase in the case of ALBERT. As for the modified soft labels proposed in

[164], their comparison with hard labels is less straightforward, as there are cases where they

perform worse than the latter, though they usually achieve an improvement, albeit more modest

than the regular soft labels. In a notable exception, they achieve the highest AU-ROC value
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of this experiment using the FastText based C-RNN. This indicates that the combination of

ground truth softness with “blind” label smoothing is not helpful in this case; this strengthens

the insights from Chapter 4 where we have proposed an uncertainty-aware, sample specific label

smoothing approach, in the absence of multiple rater annotations and potential disagreements.

The authors of a past scientific submission modelling study performed in [283] utilised GloVe

embeddings to model their newly introduced PeerRead dataset, which, as we see from our study

here, were consistently the worst performers among the compared architectures in most cases.

The transformer-based, BERT-like ALBERT model is, also, not a clear winner, as would be

expected due to the high performance of BERT [200]. We hypothesise this is because of the

different domain of the modelled text, as the Interspeech 2019 corpus contains text written in

highly technical, complex, and specialised scientific language, which is unlike the corpora on

which ALBERT was trained. Another reason, might be the small size of the dataset, which

may be skewing the ALBERT finetuning process towards overfitting. Finally, another reason

might be the difference in the means we performed review representation aggregation between

ALBERT and the C-RNN models, as described in Sub-section 5.3.2.

5.5.4 FastText Consistently High-Performing in Score Regression

Our regression experiments show that the reviewer scores are predictable, to a degree, in line

with [283], as the reported RMSE and MAE values are between 0.40 and little more than 1.00,

which is within one reviewer decision level. FastText consistently outperforms other methods

in both RMSE and MAE in most cases, both in the submission- and review-level evaluation

experiments. However, in contrast to the classification experiments, here all methods are

competitive, and each one achieves, in cases, the highest performance for certain scores and

performance measures.

We observe that novelty, technical correctness, and quality of presentation are the scores that

are the easiest to predict, as the errors for these targets are the lowest. On the other hand, the

overall recommendation, the aggregated Interspeech score, and the reviewer confidence scores

are the hardest prediction targets.
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Score
Word2Vec FastText GloVe ALBERT

Ø R ± Ø M ± Ø R ± Ø M ± Ø R ± Ø M ± Ø R Ø M
R
e
v
ie
w
-l
e
v
e
l

iss 0.88 .06 0.69 .06 0.86 .03 0.69 .03 0.95 .07 0.75 .07 0.78 0.61
conf 0.92 .01 0.72 .01 0.92 .01 0.71 .01 0.92 .00 0.73 .01 0.94 0.78
nov 0.73 .02 0.58 .02 0.71 .01 0.57 .01 0.74 .02 0.57 .03 0.74 0.55
tech 0.69 .01 0.56 .02 0.70 .01 0.58 .01 0.70 .01 0.57 .01 0.73 0.60
pres 0.64 .02 0.50 .02 0.66 .02 0.51 .02 0.65 .02 0.51 .03 0.76 0.60
rep 0.73 .01 0.53 .01 0.73 .01 0.53 .00 0.74 .01 0.53 .01 0.77 0.51
reco 1.09 .06 0.87 .06 1.03 .02 0.82 .02 1.11 .01 0.87 .01 0.97 0.74
qref 0.78 .01 0.64 .01 0.77 .01 0.64 .01 0.80 .01 0.66 .02 0.77 0.64

S
u
b
m
is
si
o
n
-l
e
v
e
l iss 0.72 .02 0.57 .02 0.65 .07 0.51 .06 0.70 .04 0.56 .04 0.87 0.65

conf 0.82 .46 0.71 .46 0.59 .01 0.48 .01 0.60 .01 0.48 .01 0.72 0.54
nov 0.49 .02 0.39 .01 0.46 .03 0.37 .02 0.48 .02 0.38 .01 0.51 0.40
tech 0.47 .01 0.38 .01 0.45 .01 0.36 .01 0.47 .02 0.37 .02 0.59 0.43
pres 0.48 .04 0.38 .03 0.44 .03 0.35 .02 0.45 .03 0.36 .03 0.50 0.39
rep 0.51 .00 0.41 .00 0.50 .00 0.41 .00 0.51 .00 0.41 .01 0.50 0.40
reco 0.88 .03 0.70 .03 0.86 .08 0.68 .06 0.87 .07 0.68 .06 0.92 0.72
qref 0.53 .00 0.41 .00 0.53 .01 0.41 .00 0.54 .00 0.41 .01 0.53 0.40

Table 5.2: Text representation comparison for review- and submission-level reviewer score
regression. We report mean (Ø) and standard deviation (±) of RMSE (R) and MAE (M)
across 40 trials if applicable. The score name abbreviations are summarised in Section 5.2.

5.5.5 Quantile Regression Achieves Lower Variance Across Trials

As in the previous experiments the computationally heavier ALBERT architecture did not

exhibit a clear predictive advantage, we opted to proceed in this submission-level QR experiment

using only the classical embeddings based C-RNN.

The first thing we observe is that the use of QR leads to lower cross-trial performance variance

in both measures, in half of the cases, and equal in most others, compared to regular regression.

We hypothesise this is due to the fact that QR allows for greater acceptable margin of error,

which leads to less focus on highly subjective targets that it finds hard to model, and a more

robust modelling overall. This is in contrast to regular regression that might strive to adapt

its parameters in order to fit all given label aggregates, no matter how unlikely, uncertain, or

controversial.

QR is relatively competitive with respect to regular regression, and the better choice in certain

cases. It seems to be a promising alternative, albeit not a clear improvement.
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Score
Word2Vec FastText GloVe

Ø R ± Ø M ± Ø R ± Ø M ± Ø R ± Ø M ±
iss 0.74 .02 0.59 .02 0.70 .03 0.56 .03 0.73 .02 0.58 .02
conf 0.60 .01 0.48 .01 0.60 .01 0.48 .01 0.60 .01 0.48 .01
nov 0.50 .00 0.40 .00 0.48 .02 0.38 .01 0.49 .01 0.39 .01
tech 0.46 .01 0.37 .01 0.46 .02 0.37 .02 0.48 .01 0.38 .01
pres 0.50 .00 0.38 .01 0.47 .03 0.37 .02 0.50 .01 0.39 .00
rep 0.50 .00 0.40 .00 0.50 .01 0.40 .01 0.51 .00 0.40 .00
reco 0.93 .00 0.73 .01 0.92 .01 0.74 .01 0.92 .02 0.72 .01
qref 0.53 .00 0.40 .00 0.53 .01 0.41 .01 0.53 .00 0.41 .00

Table 5.3: Text representation comparison for submission-level reviewer score quantile regression.
We report mean and standard deviation (±) (Ø) of RMSE (R) and MAE (M) across 40 trials.
We denote by italics cases where QR performs better than the corresponding regular regression
case; lower mean error, or lower standard deviation across trials. The score name abbreviations
are summarised in Section 5.2.

5.5.6 Summary of Uncertainty-Aware Exploratory Experiments

In this Section, we have performed an exploratory study into scientific submission modelling

tasks, and have shown the feasibility of predicting both the acceptance and numerical scores

given by reviewers. Moving forward from previous studies, we did not just attempt to predict

these signals on a per-review/reviewer basis, but, instead, treated each submission as a data

sample, and associated all relevant labels and review texts with it.

In terms of using regression to predict numerical scores, such as novelty, and clarity of presenta-

tion, we have also found errors (RMSE and MAE) that are within 1.00 unit, which delineates

the quantisation for the reviewers’ recommendations, as well as a similar relative behaviour

among the performance of the compared neural architectures in regression and classification. We

made a first foray into using QR for this type of modelling problem, and found it competitive in

predictive performance, as well as more consistent across trials, which we attribute to its robust

modelling qualities.

We would like, however, to focus on what we consider to be the main task of interest, and

the main task formulation novelty of the study: we have performed the first fully trainable

submission-level modelling of scientific submissions that integrates and learns from a variable

number of reviews.
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We, thus, achieve a Macro-F1 score of 57.15% for submission-level acceptance prediction using

E2E finetuning of an ALBERT model [203] on our Interspeech 2019 corpus, as well as a soft

reviewer recommendation aggregate label. Using the same set of training labels, we further

achieved 65.22% in terms of AU-ROC using FastText [177] embeddings and a C-RNN with

attention-based global pooling. Finally, the same model supervised via the modified soft labels

proposed in [164] achieved the highest AU-PR score of this series of experiments: 65.66%.

In terms of uncertainty-aware methods, we believe that the potential in the use of subjectivity

information is greater, and that soft labels calculated by averaging ground-truth reviewer

recommendations are only one means of leveraging it (see Sub-Section 2.3.3). We thus, proceed

with more elaborate means of modelling this type of reviewer uncertainty in a second series of

experiments.

5.6 Explicit Rater Uncertainty Modelling Experiments

In a second series of experiments, we explore the direct modelling of a ground truth label

disagreement signal, which has been utilised in affective computing [29] and medical image

modelling [13], and offers a complementary avenue towards utilising such a rater-based uncer-

tainty signal. Furthermore, [23] proposed a method for learning different factors of uncertainty,

including aleatory uncertainty. Such an approach does not require a ground-truth uncertainty

supervision signal, and instead is learnt directly from the data, as described in Sub-Section 2.3.3.

Both [29, 23] have observed that such uncertainty-aware auxiliary task learning offers additional

regularisation benefits.

5.6.1 Experimental Settings

Due to the limited size of the data, we perform a new shuffle and split into partitions with

80-10-10 corresponding train-validation-test percentages, i. e., with a larger training partition

corresponding to the first series of experiments. Following the previous series of experiments,



104 Chapter 5. Uncertainty-Aware Scientific Submission Modelling

we monitor the validation performance in terms of Macro-averaged F1 score (F1), and further

report the Area Under Receiver Operator Characteristic (AU-ROC). We report the mean and

standard deviation of any performance measure, calculated over 20 trials. In order to update the

parameters, we use the Adam optimiser [224] with a learning rate of 10−3, which was the best

choice in the hyperparameter search from the first series of experiments. As word representation

we opt for the use of FastText [177], which achieved the best performance across competing

representations in the previous Section in most cases, and at least competitive in the rest.

Our text module that we use to process the abstract and review inputs consists of a stack of

two one-dimensional CNN layers with kernel sizes 4-4, interleaved by max-pooling layers with

rates 2-2, followed by a GRU-RNN layer with 100 hidden units, and by attention-based global

sequence pooling. The aggregate sample representations for the reviews are averaged in an

attention-based weighted manner, and concatenated with the abstract representation. The latter

is processed by a prediction module comprising two dense layers of 50-2 units, with a ReLU

activation between them, to produce the prediction probabilities via the application of softmax.

5.6.2 Experiments

The results regarding the joint usage of the reviewer acceptance decision and the soft reviewer

label aggregation are summarised in Table 5.4. The performance of the methods that directly

learn to predict reviewer disagreement as an additional auxiliary task are summarised in

Table 5.5. Finally, our experiment in imputing review representations at test time is summarised

in Table 5.6, and, in the interest of clarity, the relative improvements yielded by such an

imputation compared to the abstract-only version of modelling per case is summarised in

Table 5.7. We use bold font to denote the best performance measure value for a particular case

across all competing methods and/or hyperparameters.

The performances described in the following Sub-Sections are much higher than the ones reported

in the first series of experiments in Section 5.5.2, due to the larger training partition we use in

this Section.
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λsoft Metric No Review With Review
Ø ± Ø ±

0
.0 AU-ROC .589 .026 .683 .065

F1 .559 .019 .625 .061

0
.2 AU-ROC .590 .021 .724 .031

F1 .558 .023 .651 .030

0
.4 AU-ROC .608 .027 .750 .029

F1 .565 .033 .673 .030

0
.6 AU-ROC .605 .026 .745 .050

F1 .553 .027 .668 .040
0
.8 AU-ROC .601 .034 .776 .044

F1 .512 .066 .694 .043

1
.0 AU-ROC .564 .047 .730 .084

F1 .396 .102 .629 .108

Table 5.4: Editor and reviewers’ recommendation labels loss interpolation for submission-level
acceptance classification. Results with GTU, for classification with and without reviews, for
different relative weightings or (soft) reviewer ratings / (hard) editorial decisions. Classification
performance measures are Macro-averaged (%). We report mean (Ø) and standard deviation
(±) across 20 trials.

5.6.3 Editor and Reviewer Recommendations are Complementary

We treat the regularisation parameters λsoft, λhard that describe the degree of interpolation

between using the hard editorial label and the reviewer soft aggregate (see Equation. 5.5)

as dataset-based, to be set after hyperparameter search. We perform a grid-search, with

corresponding value sets ranging from [1.0, 0.0] to [0.0, 1.0] using a step of 0.2 (i. e., λhard =

1 − λsoft). The case where λsoft ≡ 0.0 denotes the simple hard editorial label case, whereas the

case where λsoft ≡ 1.0 would be the use of the regular soft reviewer aggregate label, i. e., similar

to the one we used in Sub-Section 5.5.3. As we will see in the next Sub-Section, the GTU method

for auxiliary label uncertainty modelling yields the best results, so we report the results of this

editor-plus-reviewer label grid-search using also the GTU method, with γunc ≡ γpred ≡ 0.5. The

results are summarised in Table 5.4.

The results indicate that the editorial and the reviewers’ recommendations carry complementary

information, and that the inclusion of all available voices is the best way to proceed; the best

results of this study are at λsoft ≡ 0.8 for the case where the review text inputs are included.

For the abstract-only case, the highest performance is achieved at λsoft ≡ 0.4. Interestingly,
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Loss Metric No Review With Review
Ø ± Ø ±

S
of

t AU-ROC .597 .022 .772 .029
F1 .558 .024 .683 .024

G
T

U AU-ROC .608 .027 .776 .044
F1 .565 .033 .694 .043

H
L

A AU-ROC .578 .044 .776 .020
F1 .407 .082 .688 .020

Table 5.5: Explicit reviewer disagreement modelling for submission-level acceptance classification.
Results on using the abstract with or without the reviews, using different kinds of losses.
Classification performance measures are Macro-averaged (%). We report mean (Ø) and
standard deviation (±) across 20 trials.

the accuracy score of the reviewer aggregate (rounded to reject or accept) for the editorial

final decision is 78.901%, i. e., very close to the 0.8 value of λsoft. The disagreements occur on

borderline papers with soft reviewer aggregate of 0.5, in which cases we expect the additional

supervision to be the most informative.

5.6.4 Explicit Learning of Label Uncertainty Yields Highest Results

In Table 5.5, we summarise the results of a comparison of different uncertainty-aware losses

for the submission-level classification task; in order to equip each method with fair chances of

competing, we report the measure for the best soft/hard label loss interpolation per case. In

the case of GTU, we use γunc ≡ γpred ≡ 0.5. The additional complexity introduced by the direct

modelling of reviewer recommendation uncertainty is shown to be beneficial when compared to

the best result of the simple soft/hard label loss interpolation without uncertainty modelling

regularisation. Furthermore, GTU yields a higher performance than the self-learnt uncertainty

method HLA, based on [23]. HLA itself, is a good alternative to GTU, in cases where the

original reviewer recommendations are not available for supervised learning of label uncertainty.

In an effort to quantify the significance of the improvement brought by uncertainty-aware

methods compared to the use of the simple hard editorial results, we performed statistical

significance testing, using Welch’s unequal variances t-test. We found no significance in the

improvement brought by uncertainty-aware methods compared to hard labels in the abstract-only
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Loss Metric Abstract Hallucination
Ø ± Ø ±

H
ar

d AU-ROC .589 .026 .592 .022
F1 .559 .019 .562 .024

S
of

t AU-ROC .611 .035 .612 .029
F1 .535 .030 .544 .028

G
T

U AU-ROC .601 .025 .608 .030
F1 .512 .054 .532 .076

H
L

A AU-ROC .557 .034 .636 .033
F1 .358 .042 .575 .091

Table 5.6: Test-time review representation hallucination for submission-level acceptance classi-
fication. For the uncertainty-aware methods, we used λsoft ≡ 0.8. Classification performance
measures are Macro-averaged (%). We report mean (Ø) and standard deviation (±) across 20
trials.

experiments. In the experiments using both abstract and reviews, the simple soft labels as well

as HLA are both significantly better than hard labels in terms of AU-ROC with p < 0.05. GTU

was significantly better than hard labels with p < 0.1 for F1 and p < 0.05 for AU-ROC.

5.6.5 Realistic Review Representation Imputation at Test-Time

In this harder, more realistic conceptualisation of the machine decision support task, we cannot

assume the presence of review texts to be available at test-time. Table 5.6 summarises our

experiment comparing the use of hallucinated review representations and the abstract-only

case. We cannot expect the hallucinated review method to outperform the case in which we

both trained and evaluated using the actual review texts as in previous Sub-Sections, but any

improvement over the abstract-only case is a success of this method.

Here we report a specific hard/soft parameterisation of λsoft ≡ 0.8, such that we can comment on

the use of this method for the highest result of this Chapter. Here, the HLA method with review

hallucination achieves the highest performance among the other methods with hallucination, as

well as the largest relative improvement (t-test, p < .05) upon the abstract-only case, as shown

in Table 5.7. We hypothesise that the reason for that is that in the absence of the true reviews

at test-time, there is less discriminatory representation from the input to explain the label

to be predicted, and, as such, higher aleatory uncertainty. HLA was inspired by the aleatory



108 Chapter 5. Uncertainty-Aware Scientific Submission Modelling

Loss Metric + Relative - Relative

H
ar

d AU-ROC +0.5 -13.3
F1 +0.5 -10.1

S
of

t AU-ROC +0.2 -19.7
F1 +1.7 -19.8

G
T

U AU-ROC +1.2 -21.5
F1 +3.8 -23.3

H
L

A AU-ROC +12.4 -17.9
F1 +37.8 -16.4

Table 5.7: Relative improvements (in %) brought by hallucinated reviews compared to using
only the abstract, and relative reductions compared to the performance ceiling in the case
the reviews are available at test time. In cases where the true reviews cannot be assumed to
be present in test/deployment, our hallucination approach allows for improvement of results
compared to excluding reviews altogether. We report relative improvement and reduction across
20 trials.

uncertainty formulation proposed in [23], which was designed for such cases, and allows for a

certain kind of regularisation in the learning of hallucinated representations. As we can see in

Table 5.7, the purely editorial hard label with review hallucination is the method that performs

the closest to its ceiling performance with the usage of the true reviews at test-time, although

this calculation is relative, and, in any case, this ceiling performance is rather low. GTU with

hallucinated review representations is significantly better than the corresponding abstract-only

case with p < 0.1 for AU-ROC and p < 0.05 for F1, and HLA with p < 0.05 for both measures.

5.6.6 Different Uncertainty Signals Learnt by Each Method

We report the PCC between predicted uncertainty signals as calculated by GTU and HLA, and

the standard deviation of the corresponding: it is .25 for GTU and .08 for HLA in the cases

where we used both abstracts and reviews. The fact that for GTU, the PCC is higher is due to

its auxiliary task of modelling this exact signal; although the seemingly low PCC value indicates

that learning such a disagreement signal is hard. That being said, accurately learning the true

disagreement labels may not necessarily be required, as shown by the competitiveness of the

HLA method. In the abstract-only case, PCC drops to .08 and .04 respectively, whereas by

using hallucination we observe .08 and .05, indicating that the true review representations are

required for good uncertainty prediction.
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The above are not in line with an affective computing study performed in [27], in which the

PCC between true disagreement and aleatory uncertainty that, like us, was predicted using

the method proposed in [23] was roughly equal to .3. That being said, we believe that such a

measurement is dataset-specific, and that the subjectivity and potential disagreement among

reviewers as well as between reviewers and editor is much higher than the uncertainties found in

the affective computing domain; see, e. g., the previously mentioned NeurIPS 2014 experiment

[281] referenced in the motivation Section 5.1 of this Chapter.

5.7 Conclusions

Even though meta-research [292], i. e., the study of how research itself is being conducted,

has shown that the human factor in peer reviewing is fraught with biases [293, 294, 295, 296],

we expect that human executive function will keep being the most significant factor in the

peer-review process; however, we believe that this Chapter describes work that can serve as an

important research-oriented milestone in the design of editorial decision support software, by

providing an additional, AI-calculated recommendation that is driven by data. We believe that

especially in such tasks, any AI based solution should be uncertainty-aware.

The contributions of this Chapter are also conceptual: as argued in the motivation Sub-

Section 5.1, novelty also exists in the way we opt to formulate the submission modelling task

in terms of realistic deployment. We performed an exploration of the potential of an natural

language understanding framework not just for performing sentiment detection on review

texts, but towards a fully trainable DL network that makes predictions about submissions by

incorporating all available associated reviews. We further explored the use of uncertainty-aware

methods in order to both learn from the ground-truth reviewer recommendation disagreement,

and to regularise the training of highly subjective submissions.

Our proposed machine learning framework attempts to utilise all available information, and is

mimicking the editorial decision process in a more realistic manner. Specifically, we are the first

to combine the editorial with the reviewer acceptance recommendation labels as ground-truth
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in the training loss function, and show that they encode complementary information. As such,

this approach incorporates all available voices to be learnt, for a better appreciation of the

subjectivity of the task and submission sample. We show the usefulness of a soft reviewer

recommendation aggregate label in attenuating the importance of submission samples for which

there has been disagreement, but focus on the explicit modelling of the label uncertainty signal

as an additional auxiliary task, which we believe is a superior means of utilising rater-based

uncertainty, as it allows the model to learn ways of doing that, instead of us providing a blueprint.

Finally, we impute review representations at test-time similar to cross-domain missing modality

hallucination methods, such that we use all available review texts during training, while also

not assuming their existence during the deployment of such a decision support system.

We find that methods that directly model label uncertainty have an advantage in this approach,

as it seems that the additional information, whether explicit or learnt, informs (or regularises)

not just the classification performance of the model, but also its ability to hallucinate review

representations. This becomes more clear if one thinks that the uncertainty information is

useful in the case where the true reviews that describe the reviewer sentiment are missing;

this is exactly the case where uncertainty knowledge is useful. Finally, we would recommend

the use of modelling a ground-truth label uncertainty signal where it is available, but a learnt

loss attenuation as in [23] was shown to be a good alternative, especially in the hallucination

scenario.

Due to the sensitive nature of the Interspeech 2019 submission corpus, especially with re-

gard to rejected, and yet potentially unpublished papers, we are not able to publish the

data itself, but the framework code can be found here https://github.com/glam-imperial/

Uncertainty-Aware-Machine-Paper-Reviewing.

Relating this Chapter to the other technical Chapters of this thesis, we can initially see in

a more clear manner than we saw in Chapter 3 that aleatory uncertainty modelling can be

incredibly useful, especially when the original rater labels and the disagreement thereof are used.

In terms of how this work could proceed, many avenues of promise are dependent on the task

domain – such as improved review hallucination processes, or modelling all sections from the

https://github.com/glam-imperial/Uncertainty-Aware-Machine-Paper-Reviewing
https://github.com/glam-imperial/Uncertainty-Aware-Machine-Paper-Reviewing
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article; that being said, we did not want to lock ourselves within this particular application,

and, further than than, not within the case where there are multiple raters present in the

annotation process. Uncertainty – both epistemic and aleatory – exists also in cases where

only a single, hard label is available, and, in fact, such cases are more common. To that end,

we require methods that both estimate uncertainty, and directly use it to improve predictive

performance. This relates to our work in Chapter 4, where we have a hard task, with multiple

hard positives and negatives, but only one rater (but can be one aggregate hard label after

majority voting). Especially interesting is the fact that a label combining ground-truth fusion of

reviewer recommendations and additional label smoothing proposed in [164] did not yield better

performance than the regular soft label in our experiments. We believe that such fixed, ‘blind’

label smoothing does not leverage the true potential of the method, which is to inform the

model about lack of confidence in the labels. This can only be done by designing and employing

an uncertainty-aware label smoothing method, which is what we have presented in Chapter 4.



Chapter 6

Conclusion

Harkening back to the Research Questions outlined in Section 1.1, we performed an investigation

in quantifying and learning from uncertainty with Deep Learning and grouped and described

our contributions in the three technical Chapters: 3, 4, and 5.

6.1 Summary of Thesis Achievements

We first set to reply to RQ-1, using the informativeness modelling framework proposed in

Chapter 3. We have shown that the usage of a learnt measure that aggregates information from

a number of uncertainty signals, including ones learnt via the Bayesian Deep Learning modelling

of a particular task, offer useful guidance towards an improved training process for the self-same

task. Our proposed method requires a two-stage training setup, where the first stage is used

to train a model that is able to predict the various predictive uncertainty signals, which are

fused and then input to a trainable meta-model in order to learn informativeness, which is used

to weigh the importance of sample-specific loss value factors during the second stage. This

method led to an increase in predictive performance in both arousal and the (more difficult

for speech) valence emotion target compared to all selected baselines. Indeed, our experiments

show that informativeness is a signal that improves the training process more than learnt

aleatory uncertainty, thus indicating that the consideration of epistemic uncertainty, prediction

112
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error, and annotator disagreement in addition to aleatory uncertainty towards learning a signal

of data importance constitutes a better strategy. We further investigated the modelling of

epistemic uncertainty by means of End-to-End variance propagation in the context of sample-free

variational Bayesian Neural Networks in Chapter 4, which we used in the context of a variant of

the well-known label smoothing method, such that it is performed in an intelligent and adaptive

manner that is aware of uncertainty. Our methodology is the first use of sample-free Bayesian

epistemic uncertainty as a guiding signal in the loss function of the same task and using the

same data (instead of using it in a downstream task, e. g., active learning [137]), exhibits great

predictive performance, and is the first validation that sample-free Bayesian Neural Networks are

also better calibrated than their corresponding point-estimate versions; especially, in some cases,

using our uncertainty-aware label smoothing technique. In fact, we submit that the predictive

output variance of sample-free Bayesian Neural Networks – being half their output – should be

considered to be used directly in the loss function as standard practice. Regarding Chapter 5, our

related approach of directly modelling or trying to infer label uncertainty in a high subjectivity

task, leads to increased predictive performance, compared to simply attenuating the importance

of certain samples for which the raters exhibit high ground-truth disagreement, although it is not

based on utilising epistemic uncertainty; rather it is based on learning aleatory uncertainty or

learning to predict a measure of annotator disagreement, similar to past approaches[29, 27, 28].

It is, however, the first study to employ such methods on the domain of scientific submission

modelling.

Regarding special considerations required for learning from uncertainty in the case of sequential

audio and text data as we outlined in RQ-1.1, we focused in Chapter 3 on many-to-many, i. e.,

sequentially annotated speech affect modelling that is evaluated via the use of the Concordance

Correlation Coefficient. This task formulation was in need of an appropriate loss function

that utilises the informativeness signal, as well as for learning an aleatory uncertainty signal

(inspired by [23] for non-sequentially evaluated data), which we satisfied via the proposition

of a weighted variant of Concordance Correlation Coefficient. In Chapters 4 and 5, though

our data are sequential, they are also weakly supervised, in that each label corresponds to

an entire segment, which requires a global pooling step. In Chapter 4, we have found that
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for our bioacoustic datasets, a multiple-head attention based global pooling of audio frame

representations works best in a point-estimate network comparison we performed. Towards our

sample-free, moment propagating solution, we were required to describe a moment-propagating

global attention pooling method, that propagates a weighted sum of the normally distributed

audio frame representations. This mechanism allows for the variance of the input random

variables to be propagated to the next Bayesian neural layer of the model.

According to our informativeness framework from Chapter 3, the learning of the informativeness

signal from the distinct uncertainty factors requires a two-stage training process, as well as Monte-

Carlo sampling of weights from the posterior of a Bayesian Neural Network. Whereas successfully

increasing performance in our experiment, the need for Monte-Carlo sampling during training

both increases execution time and introduces stochasticity in the backpropagated gradients

[121, 141] , whereas the two-training process introduces some conceptual complexity in addition

to increased execution time due to the training the model twice, something that may hinder

adoption, thus, further motivating the exploration of methods that manage to address RQ-2 in

a manner that also addresses RQ-1. To that end, we opted to focus on sample-free variational

Bayesian Deep Learning in Chapter 4, such that we can have available the variance of the

output by design, without the need for multi-stage training, extra sub-models, or solely relying

on the Monte Carlo Dropout Bayesian Neural Network approach [118]. Along with a variance

parameterisation that only requires one extra parameter per layer (described in [120], our method

is insignificantly more parameter-heavy compared to the point-estimate version. We believe

that ours is an elegant approach, where the training process resembles the regular supervised

learning evaluation pipeline, and is, thus, easy to adopt. In Chapter 5, we adopt a non-Bayesian

method of directly modelling an uncertainty signal that is a proxy for rater disagreement. While

this is not a direct response to RQ-1, as we do not calculate epistemic uncertainty, it does

follow the general desideratum of RQ-2 in that the successes of that approach on the scientific

submission modelling domain come with minimal computation or space overhead, via the use of

an additional output module that predicts an uncertainty signal.

Not all datasets have a rater disagreement ground-truth. In such cases, it is imperative that

we are able to quantify and learn from meaningful measures of uncertainty. In Chapter 4, we
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focus on just one such measure, which is due to the stochasticity of model parameters, thus,

not requiring the presence of multiple rater annotations. The modelled uncertainty in our

framework is shown to be informative in its use for intelligent label smoothing for certain Deep

Learning architectural choices, so it manages to partially address RQ-3 while also addressing

RQ-1. Finally, in Chapter 5, we employ an approach for learning aleatory uncertainty from the

data without requiring knowledge of the ground-truth rater disagreement, and compare it with

an approach that directly models the disagreement signal. The latter method, unsurprisingly,

performs better than the former, although the former still yields some benefit compared to the

non uncertainty-aware baseline and, otherwise, manages to yield the best performance in our

review text representation hallucination experiment. This makes it the recommended method

in cases resembling a realistic deployment of our proposed methodology as part of a decision

support system for academic publishing editors. This investigation fully responds to RQ-3.

6.2 Limitations

One aspect of this thesis that could be considered a limitation, is the use of different datasets

per Chapter to evaluate our respective proposed methods. We thus, do not directly compare

the particular contributions described in these Chapters among themselves. The approach we

opted to take, instead, is to conceptually investigate uncertainty-aware Deep Learning along the

three axes of interest described by our Research Questions. We believe that our approach offers

the advantage of validating our conceptual propositions on different types and formats of data,

i. e., audio and text, affect/sentiment and animal call, binary classification and many-to-many

prediction. For example, our uncertainty-aware label smoothing method (Chapter 4) assumes

similar underlying principles as our informativeness framework (Chapter 3) as far as RQ-1 is

concerned, but is an improvement in terms of RQ-2 and RQ-3.

Another potential limitation is the relatively small size of the datasets used in Chapters 4

and 5, something that leaves to be desired a replication of our methodology on larger corpora

to underline our conclusions. That being said, in our neural architecture comparative study
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performed on the bioacoustic data in Section 4.3, we observed a surprising result: despite previous

studies claiming that that deeper and larger neural models require larger datasets to exhibit

their good performance [184], in our study, it was those exact larger models that yielded the

best performance. We believe this indicates that our OSA-SMW dataset (Appendix Section B.2)

is large enough to avail of the complexity of ResNet28 and CNN-14 following [184]. As for

the Interspeech 2019 Submission Corpus (Appendix Section B.1), dataset size is a limitation

that is known to the community working on the domain of scientific submission modelling

[283, 284, 285, 95]. In fact, we are using the largest available academic submission dataset

– compared to those previous studies – that contains all required signals for our application

(variable numbers of reviews per document, reviewer and editor labels etc.).

6.3 Ethical Considerations

In terms of our main technical contributions that relate to uncertainty-aware Deep Learning

networks, we believe that there are no identifiable ethical concerns; indeed, we have shown that

our overall Bayesian, uncertainty-aware approach from Chapter 4 leads to a better calibration

performance, which is ideal for a better, more intuitive communication of model outputs,

constituting a more trustworthy Artificial Intelligence system [85]. Our leveraging of multiple

rater labels in Chapters 3 and 5 also guarantee that the voices of all employed raters is heard

and learnt, instead of being filtered out via majority voting such that a hard label is extracted.

That being said, there are some important ethical issues to be discussed about our data

applications, which were selected due to their timeliness and relevance in research, as well as

their great positive impact in societal aspects; we focus on the data which are introduced in the

publications that form the basis of the Chapters of this thesis.

On the scientific submission modelling application from Chapter 5: many researchers that

participated in a survey performed in [297] believe that among the jobs that could potentially

be replaced by Artificial Intelligence within the 85-90 years, are also Artificial Intelligence

researchers themselves, who are responsible both for planning and carrying out novel research,
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as well as peer-reviewing it. We, however, believe that until such a time, human executive

function will continue being the major factor in the peer-review process, and this work in

no way attempts to replace the human reviewers, something that has been highlighted as a

risky approach in publishing [298]; instead, we believe a natural language processing model

can serve as an additional reviewer, aiding an editor’s decision-making process by slot-filling a

missing reviewer, or providing a data-driven, tie-breaking perspective to the editor in cases of

a borderline scoring submission due to disagreeing reviews. The estimated uncertainty could

further be used in a ‘reviewer-in-the-loop’ framework, by requesting additional reviewers for

highly subjective papers, similar to studies in other applications [163, 13].

On the danger of algorithmically propagating human bias in peer-reviewing: We recognise the

gravity of this possibility, as the peer-review process is known for fostering several insidious

human biases [294, 295, 296], which may be responsible for phenomena such as the reproducibility

crisis [299]. For example, in the Frontiers series of journals, both male and female editors have

been found to exhibit a non-trivial degree of increased gender-based likelihood of acceptance

recommendation [295]. Furthermore, it has long been known that confirmation bias is another

important debilitating factor [293], i. e., reviewers who already support the line of research that

is motivating the paper under review, are more likely to recommend it for acceptance. As

such, meta-research [292] is highly important towards ensuring the integrity of the scientific

process, by identifying issues that deteriorate its quality. Our motivation behind the work in

Chapter 5 is that natural language understanding models trained on large-scale data, can learn

to robustly cancel out individual human biases – in a similar way neural networks are robust to

non-systematic label noise [300]. Admittedly, such a model can still learn and reflect systematic

biases. We propose that a solution to this problem can arise by means of methods that learn

explicitly in an unbiased manner [301].

Regarding the bioacoustic data from Chapter 4, the Passive Acoustic Monitoring approach

adopted in order to record audio is ideal towards minimising human presence in the animals’

habitat, and as such, the anthropocentric impact to their well-being. The research we performed

is aimed at upscaling conservation experts’ labour in annotating automated field recordings

made by such on-site devices. Such automated analysis has the long-term goal of enhancing
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policy-making pertaining to conservation [239], and constitutes ethical research. We did not

process any personal data from the human annotators.

Regarding data handling, the RECOLA database used in Chapter 3 is freely available for

research purposes by following the procedure outlined in http://diuf.unifr.ch/diva/recola.

The author did not share or release data outside his research lab and used it only for ethical

research and not for commercial purposes. The collection of the Interspeech 2019 submission

corpus and the bioacoustic data are described in Appendix B.

6.4 Future Outline

We now discuss promising avenues of future research.

6.4.1 Moment Propagating Bayesian Deep Learning

The way we approached max-pooling in sample-free Bayesian Neural Networks was via the

co-pooling approach previously used in [139]; i. e., the identification of the maximum expected

feature value, and the propagation of that expectation along with the corresponding variance.

This has an important drawback: the disregard of the variances of the input hidden units in

the identification of important units. This means that the information due to learnt feature

uncertainty, available to moment-propagating methods, is not leveraged in the decision.

One potential answer to this issue, is the calculation of the distribution of the maximum

of a set of samples from the input hidden units. However, estimating the moments of this

distribution is a problem from the domain of extreme statistics, with an analytical solution for

two input normal distributions [302], more than which introduce a requirement for complicated,

and computationally heavy solution evaluations [303]. These are not ideal for Deep Learning,

where the preference is light-weight activation and sub-sampling functions like ReLU [36] and

max-pooling [37]. Previous studies do not consider this approach, and focus, instead, on the

well-known behaviour of the average-pooling function [106] which describes a pooling that does

http://diuf.unifr.ch/diva/recola
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not require the use of extreme statistics (as did we with our Bayesian version of a recently

proposed local attention pooling method [333]), or the max co-pooling [15, 139] that bypasses

this issue. That being said, among the reasons for the success of max-pooling, apart from its

good performance, is as muchts simple conception and lightweight calculation that allows for

spatiotemporal feature subsampling, as its ability to identify strong feature activations.

To that end, we believe it will be of high importance to research means of treating well-

known nonlinear mechanisms in a moment-propagating way, that guarantees both a good

performance and the End-to-End propagation of variance, as well as taking into account

uncertainty information in any decision-making within the model. We believe that one avenue

towards this, is the use of newer, information-preserving local pooling methods that are based

on learning weighted averages of the input variables [334], where the weights are calculated

using various distance measures among the input feature vectors. We envision a potential

extension of this idea in the Bayesian domain, by applying distributional distance measures on

the normally distributed hidden units, like Bhattacharyya distance, or the Wasserstein metric.

As the authors of [334] perform a first foray into showing the positive effect of this information

preservation in gradient-based model explainability via saliency maps, we are eager to see the

effect of uncertainty information preservation, especially since the efficacy of uncertainty-aware

convolutional features has already been shown in [305].

One further opportunity we see, is in the treatment of nonlinear activation functions in sample-

free Bayesian Neural Networks. For example, one of the reasons for the success of the ReLU

function was its computational efficiency [36]. However, when applying the ReLU function to

a normally distributed pre-activation variable, the output variable (described mathematically

in Sub-Section 2.2.2) is a mixture of a Dirac function centered at 0 and a truncated normal

distribution for the positive side of the axis (i. e., a rectified normal distribution). This skewed

distribution is then simplified via moment matching, to be a normal distribution with the same

expectation and variance, thus, losing information in this approximation, while at the same

time also losing the computational efficiency of ReLU in the point-estimate setting (see the

moment-propagating ReLU and Sigmoid functions in Figure 2.4). We believe that there is

no reason to be burdened with translating solutions that worked well for point-estimate Deep
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Learning networks to the Bayesian Deep Learning paradigm. Instead, we hypothesise that

novel, efficient, and high-performing solutions could be designed for the latter setting directly,

regardless of their implicit equivalence in the former. We remind the reader that well-performing

nonlinear activations have not necessarily been guided by theoretical elegance; e. g., ReLU is a

discontinuous function, and the Gaussian Error Linear Unit (GELU) [306] is non-monotonic, as

are the Sigmoid Linear unit (SiLU) [307] and the closely related Swish [308].

Through such envisioned approaches that are tailored both for exploiting the uncertainty-

awareness of sample-free Bayesian Neural Networks, and for making them more efficient, and

thus attractive towards wide adoption, the availability of propagated uncertainty can inform

even more complex neural architectures via the sample-free Bayesian lens, like hierarchical [194],

channel [309, 257], or spatio-temporal attention [310], Transformer models [44, 60], capsule-based

routing [311], as well as temporal convolution layers [312].

Finally, several recent methods have been based on the weighting of samples in a batch in a

learnt, attentive manner [313, 314], or even through the identification of samples to be relabelled

according to prediction confidence [315, 316]; this is in order to address their being noisily

labelled in the first place. There have also been uncertainty-aware explorations that follow the

same premise [317]. We envision a learnt measure of informativeness, that is dependent on

various types of uncertainty (as in our Chapter 3), including label noise (as in Chapters 3 and 5)

and of which the quantification requires only one training stage (as in Chapter 4), and we are

confident that it would be very promising in this direction.

6.4.2 Input Brittleness Uncertainty

In this study, we have adopted the common view of the epistemic factor of uncertainty as being

due to lack of knowledge about the data, and related to model parameter stochasticity [23],

although alternative views exist [318]. Similarly for aleatory uncertainty, we have approached

it via the modelling of a hidden label distribution, thus equating it with output observation

noise. However, there have been studies that approached it by means of input uncertainty

[319], i. e., the idea that if a minor perturbation via data augmentation of the input leads to a
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radically different output, this is an indication of high aleatory uncertainty – a similar concept

is virtual adversarial training [320], and this assumption has also been considered in the context

of self-supervised learning [321]. We initially considered such a direction for this thesis, however,

in the interest of moving away from methods that depend on sampling and propagation through

the entire network (as dictated by RQ-2), we opted to discontinue efforts and leave this as

future work.

That being said, preparatory work that has been published has been made to that direction.

In our work performed in [105] (not included in thesis), we proposed three data augmentation

techniques for text data, and showed their effectiveness on three datasets on the detection of

online hate speech. Furthermore, in our work in [262, 322] (not included in thesis) we have

proposed a data augmentation framework for emotional speech using the StarGAN [323] model,

that is able to generate speech samples in an emotion-conditional manner. We believe that such

an input-based aleatory uncertainty approach is very promising, fundamendally different from

the output observation noise conception, and a fusion of both types can be beneficial to the

robust modelling of noisily recorded and labelled audio and text data.
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Appendix B

New Datasets

In this Appendix we will give further details on the datasets that were collected and first cleaned,

preprocessed, and used in experiments in the context of the publications that form the basis of

the technical chapters of this thesis.

The RECOLA dataset used in Chapter 3, was already widely used [205, 206].

In the following, the asterisk symbol (*) denotes equal co-authorship credit.

B.1 Interspeech 2019 Scientific Submission Corpus

A peer-reviewed deep learning analysis of this dataset, used in Chapter 5, first appeared in the

following publication:

• Lukas Stappen*, Georgios Rizos*, Madina Hasan, Thomas Hain, and Björn W. Schuller.

Uncertainty-Aware Machine Support for Paper Reviewing on the Interspeech 2019 Sub-

mission Corpus. In Proceedings of the Annual Conference of the International Speech

Communication Association, INTERSPEECH, pages 1808–1812. ISCA, 2020

This dataset was made available to us by Thomas Hain and Björn W. Schuller, who were the

technical chairs of the conference. The preprocessing of the data, including calculation of soft

126
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labels and text cleaning, was performed by Georgios Rizos and Lukas Stappen. All authors

performed aspects of data exploration.

In terms of text cleaning, we corrected small editing mistakes, replaced contractions with the

full wording (e. g., “you’re”→ “you are”), grouped certain special characters (e. g., “–” (en-

dash) or “—” (em-dash) → “-” (hyphen)) and transformed certain symbols to words ( “?” →

“questionmark”). We further transformed the text to lowercase before tokenising. The average

review length was calculated to be 106 words, and, as such, we set a fixed length of 200 words

for the reviews, which include the vast majority of them. An exception was made for the case

of when we concatenated reviews for the transformer-based methods described in Section 5.3.2,

where we set the maximum length at 300 words.

B.2 Osa Peninsula Spider Monkey Whinny Dataset

A peer-reviewed deep learning analysis of this dataset, used in Chapter 4, first appeared in the

following publication:

• Georgios Rizos*, Jenna Lawson*, Zhuoda Han, Duncan Butler, James Rosindell, Krystian

Mikolajczyk, Cristina Banks-Leite, and Björn W. Schuller. Multi-Attentive Detection of

the Spider Monkey Whinny in the (Actual) Wild. In Proceedings of the Annual Conference

of the International Speech Communication Association, INTERSPEECH, pages 471–475.

ISCA, 2021

This dataset was collected and annotated by Jenna Lawson. Segmentation and feature extraction

performed by Georgios Rizos, Jenna Lawson, Zhuoda Han, and Duncan Butler.

This dataset is collected and prepared for binary call detection of the ‘whinny’ call of Geoffroy’s

spider monkey (Ateles geoffroyi) as a proxy for their presence. The spider monkey is a highly

sensitive forest specialist, and is endangered across its range due to forest loss for conversion

into urban areas and agricultural lands, as well as due to being a target for hunters for meat
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consumption and the pet trade. This has hampered its role as seed disperser for many species

of large trees that are critical to the preservation of healthy forests [324].

The dataset is the result of a PAM effort that covered approximately 1, 000 km2 in the Osa

peninsula of Costa Rica, managed by the Area de Concervación Osa. Of the nine recognised

types of calls of Ateles Geoffroyi, the ‘whinny’ is the most common, representing general

communication related to feeding and movement [325]. Indeed, we found that over 80% of

recorded calls were whinnies, and every calling period contained several of this call type, so we

focused the annotation on it – it is known that deep bioacoustic models can discriminate among

types of calls from the same species [243, 246]. Data from 13 sites were included (details about

the entire set of recordings can be found in [326]), recorded via PAM at a 48 kHz sampling rate,

and resampled to 16 kHz for extraction of log-Mel spectrograms. We manually listened to 600

hours of acoustic data and isolated 591 positive whinny calls in a total of 366 sound files, which

are included in our work [3, 2]. Each call was around one second long, and we opted to segment

our recordings into 3 second clips. We included calls from both quiet and noisy backgrounds, to

best represent the natural environment, annotated using the Praat software [327].

In order to instill randomness in the position of the call segment in a positive clip, the start

time for each clip tclip0 was drawn from a uniform distribution tclip0 ∼ U [tcallT − L, tcall0 ], where

t0, tT denote, respectively, the start and end time of the clip or the call, and L the length of the

clip; in our case three seconds. This disassociates calls with any particular position in the clip.

The segments that do not contain any calls, are then deterministically segmented into 3 second

clips, to produce our set of negatives. We partition in a site-independent manner, to ensure

that our model does not learn the characteristics of a site.

B.3 SAFE Project Multi-Species Multi-Task Dataset

A peer-reviewed deep learning analysis of the raw dataset found in the Zenodo repository in [328]

(https://zenodo.org/records/7740620), used in Chapter 4, first appeared in the following

publication:

https://zenodo.org/records/7740620
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• Georgios Rizos, Jenna Lawson, Simon Mitchell, Pranay Shah, Xin Wen, Cristina Banks-

Leite, Robert Ewers, and Björn W Schuller. Propagating Variational Model Uncertainty

for Bioacoustic Call Label Smoothing. Patterns, 2024

This dataset was made available by Robert Ewers, and collected in the context of the Stability

of Altered Forest Ecosystems project [261, 328]. The audio recording units were located between

one and three kilometers apart such that there is no overlap in the sound recordings between

locations. Sound was recorded 24 hours a day, for 13 days. We used a subset corresponding

to the first 45 seconds of every hour in the study, and all recordings containing anthropogenic

or geophonic noise were removed, by Leah Trigg [328]. Multiple species call annotation was

performed by Simon Mitchell. Segmentation of audio recordings, multi-task formulation, as well

as feature extraction were performed by Georgios Rizos and Xin Wen.

The raw dataset comprises 120 WAV audio files sampled at 16kHz, and recorded in the context

of the SAFE project [261], and is constituted by 2 hours, 24 minutes, and 20 seconds of audio,

with ∼ 2, 495 seconds of annotated calls (28.8% of total duration).

We were able to identify and categorise calls belonging to 62 different species. In three instances

where an animal call was audible, but we were not able to identify the animal that produced it,

we treated the corresponding audio duration as a negative, background sample.

The average call duration was 3.17 ± 6.92 seconds, however more than 80% of the calls were

shorter than 3 seconds, with some outliers reaching durations of around 45 seconds, so we opted

for 3-second clips to mimic the input shape in the setup of [3] for the OSA-SMW dataset.

We furthermore needed positive samples for each species category to be present per partition,

and thus identified species that are audible in at least three different recordings, that could be

allocated into partitions in the desired manner. The partitioning is random otherwise, which

means that whereas it is not site-independent, the time of day, and potentially the day itself are

different. We identified 30 classes that satisfied these desiderata.

Out of the total recording duration, 14.26% of it contained overlapped calls. There were 29

target species with at least one overlapped call (only the brown fulvetta, the third rarest species
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Call A
Call B

Call C
Call D

Call E
Recording

Positive clip 1

Positive clip 2

Positive clip 3 Positive clip 4Negative clip 1

Negative clip 2

Figure B.1: Segmentation of original SAFE-MSMT recording into 3-second positive and negative
clips. Positive clip 1 contains part of call A and call B; smaller than our threshold size for the
latter, so we also extract clip 2, that contains the full call B, and part of call A. Clip 3 contains
the full call C, and part of call A. There is a short segment of call A (between clips 2 and 3)
that is not included in any positive clip because it is shorter than our threshold. Calls D and
E are both included in clip 4. Finally, the background noise part of the recording that does
include any positive calls is chunked into two slightly overlapping negative clips. Figure from
our work performed in [2].

in the dataset, did not have any overlap). Due to this non-insignificant duration of overlapped

calls, we decided to address this dataset through the multi-task framework.

In the segmentation of the original recordings into 3 second clips, we focus, in turn, on each

of them in order to ensure the inclusion of full calls in each clip, if they fit. It is possible that

trying to do so for one call, one might fragment other partially overlapping calls which are not

receiving focus. These calls are, however, revisited, such that for each call there is at least one

clip that completely supports it, as depicted in Figure B.1. In the case where the calls are

longer than 3 seconds, we chunk them into (whenever possible) non-overlapping clips. For each

such clip, we follow through with the clip extraction if there is a substantial portion of the call

duration that was not supported by a previously extracted clip; i. e., at least 1 second.

Purely negative recordings are deterministically chunked into 3 second clips that are negative for

all classes/tasks. In recordings where identifiable calls exist, we similarly chunk the background

sound segments between calls, if they are at least 3 seconds long.

We perform the same random time shift for the positive samples as we did for the OSA-SMW

dataset in the previous Section of this Appendix. We ensure that short calls (≤ L) will be

completely included in the clip.

We extracted 1, 326 negative and 613 positive clips. 241 of the latter contained one single call
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Figure B.2: Total call count (after chunking long calls) per species included in the SAFE-MSMT
dataset. The total height (in blue) denotes the total count, whereas the red part denotes the
count per species that can be found in a clip with a call made by another species. Figure from
our work performed in [2].

(39.32%) while 368 contained multiple complete or partial calls (60.03%). The average number

of calls in a positive clip was 2.06, and the maximum number of calls in a clip was 7.

In the end, each of these 30 classes contains 4 to 229 call occurrence counts (chunked in case of

long calls), for a total of 1, 498 calls in 519 clips in the dataset.

Out of these calls, 1, 124 of them – i. e., 75.03% of the total count – coexist in clips with calls

from other species. Figure B.2 depicts the overlapped duration against total call length for each

target species. There are 435 clips with multiple labels.
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[10] José Miguel Hernández-Lobato and Ryan Adams. Probabilistic backpropagation for

scalable learning of bayesian neural networks. In International Conference on Machine

Learning, pages 1861–1869, 2015.

[11] Filipe Rodrigues and Francisco C Pereira. Beyond expectation: Deep joint mean and

quantile regression for spatiotemporal problems. IEEE transactions on neural networks

and learning systems, 31(12):5377–5389, 2020.

[12] Alex Kendall, Yarin Gal, and Roberto Cipolla. Multi-task learning using uncertainty to

weigh losses for scene geometry and semantics. In Proceedings of the IEEE conference on

computer vision and pattern recognition, pages 7482–7491, 2018.

[13] Maithra Raghu, Katy Blumer, Rory Sayres, Ziad Obermeyer, Bobby Kleinberg, Sendhil

Mullainathan, and Jon Kleinberg. Direct uncertainty prediction for medical second

opinions. In Proceedings of the International Conference on Machine Learning, pages

5281–5290, 2019.

[14] Yarin Gal, Riashat Islam, and Zoubin Ghahramani. Deep bayesian active learning with

image data. In International Conference on Machine Learning, pages 1183–1192. PMLR,

2017.



134 BIBLIOGRAPHY

[15] Manuel Haußmann, Fred A Hamprecht, and Melih Kandemir. Sampling-free variational

inference of bayesian neural networks by variance backpropagation. In Uncertainty in

Artificial Intelligence, pages 563–573. PMLR, 2020.

[16] Aditya Siddhant and Zachary C Lipton. Deep bayesian active learning for natural language

processing: Results of a large-scale empirical study. In Proceedings of the 2018 Conference

on Empirical Methods in Natural Language Processing, pages 2904–2909, 2018.

[17] Stefan Depeweg, Jose-Miguel Hernandez-Lobato, Finale Doshi-Velez, and Steffen Udluft.

Decomposition of uncertainty in bayesian deep learning for efficient and risk-sensitive

learning. In International Conference on Machine Learning, pages 1184–1193. PMLR,

2018.

[18] William R Clements, Bastien Van Delft, Benôıt-Marie Robaglia, Reda Bahi Slaoui, and
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[167] Florian Eyben, Martin Wöllmer, and Björn Schuller. A Multitask Approach to Continuous

Five-Dimensional Affect Sensing in Natural Speech. ACM Transactions on Interactive

Intelligent Systems, 2(1):1–29, 2012.

[168] Zixing Zhang, Jun Deng, Erik Marchi, and Björn W Schuller. Active learning by label

uncertainty for acoustic emotion recognition. In INTERSPEECH, pages 2856–2860, 2013.

[169] Yue Zhang, Eduardo Coutinho, Zixing Zhang, Caijiao Quan, and Björn Schuller. Dy-

namic active learning based on agreement and applied to emotion recognition in spoken

interactions. In Proceedings of the 2015 ACM on International Conference on Multimodal

Interaction, pages 275–278. ACM, 2015.

[170] Yongchan Kwon, Joong-Ho Won, Beom Joon Kim, and Myunghee Cho Paik. Uncertainty

quantification using bayesian neural networks in classification: Application to biomedical

image segmentation. Computational Statistics & Data Analysis, 142:106816, 2020.

[171] Roger Koenker and Gilbert Bassett Jr. Regression quantiles. Econometrica: journal of

the Econometric Society, pages 33–50, 1978.
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[245] Maxence Ferrari, Hervé Glotin, Ricard Marxer, and Mark Asch. Docc10: Open access

dataset of marine mammal transient studies and end-to-end cnn classification. In 2020

International Joint Conference on Neural Networks, pages 1–8. IEEE, 2020.

[246] Ayinde M Usman, Olayinka O Ogundile, and Daniel JJ Versfeld. Review of automatic

detection and classification techniques for cetacean vocalization. IEEE Access, 8:105181–

105206, 2020.

[247] Paul Best, Maxence Ferrari, Marion Poupard, Sébastien Paris, Ricard Marxer, Helena
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[251] Thomas Grill and Jan Schlüter. Two convolutional neural networks for bird detection



BIBLIOGRAPHY 161

in audio signals. In 2017 25th European Signal Processing Conference, pages 1764–1768.

IEEE, 2017.

[252] Dan Stowell, Michael D Wood, Hanna Pamu la, Yannis Stylianou, and Hervé Glotin.
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[258] Vasilis Krokos, Viet Bui Xuan, Stéphane Bordas, Philippe Young, and Pierre Kerfriden.

A bayesian multiscale cnn framework to predict local stress fields in structures with

microscale features. Computational Mechanics, 69(3):733–766, 2022.



162 BIBLIOGRAPHY

[259] Ivan Kiskin, Adam D Cobb, Marianne Sinka, Kathy Willis, and Stephen J Roberts.

Automatic acoustic mosquito tagging with bayesian neural networks. In Joint European

Conference on Machine Learning and Knowledge Discovery in Databases, pages 351–366.

Springer, 2021.

[260] Justin Kitzes and Lauren Schricker. The necessity, promise and challenge of automated

biodiversity surveys. Environmental Conservation, 46(4):247–250, 2019.

[261] Robert M Ewers, Raphael K Didham, Lenore Fahrig, Gonçalo Ferraz, Andy Hector,
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the quality of peer review reports of scientific articles. International Journal of Information

Management, 46:286–293, 2019.

[283] Dongyeop Kang, Waleed Ammar, Bhavana Dalvi, Madeleine van Zuylen, Sebastian

Kohlmeier, Eduard Hovy, and Roy Schwartz. A dataset of peer reviews (peerread):

Collection, insights and nlp applications. In Proceedings of the 2018 Conference of

the North American Chapter of the Association for Computational Linguistics: Human

Language Technologies, pages 1647–1661. NNACL, 2018.

[284] Ke Wang and Xiaojun Wan. Sentiment analysis of peer review texts for scholarly papers. In

The 41st International ACM SIGIR Conference on Research & Development in Information

Retrieval, pages 175–184. ACM, 2018.

[285] Tirthankar Ghosal, Rajeev Verma, Asif Ekbal, and Pushpak Bhattacharyya. Deepsentipeer:

Harnessing sentiment in review texts to recommend peer review decisions. In Proceedings

of the 57th Annual Meeting of the Association for Computational Linguistics, pages

1120–1130. ACL, 2019.



BIBLIOGRAPHY 165

[286] Jason Weston, Sumit Chopra, and Antoine Bordes. Memory networks. In 3rd International

Conference on Learning Representations, ICLR 2015, 2015.

[287] Clayton J Hutto and Eric Gilbert. VADER: A parsimonious rule-based model for sentiment

analysis of social media text. In 18th International AAAI Conference on Weblogs and

Social Media. AAAI, 2014.

[288] Daniel Cer, Yinfei Yang, Sheng-yi Kong, Nan Hua, Nicole Limtiaco, Rhomni St John, Noah

Constant, Mario Guajardo-Cespedes, Steve Yuan, Chris Tar, et al. Universal sentence

encoder for english. In Proceedings of the 2018 Conference on Empirical Methods in

Natural Language Processing: System Demonstrations, pages 169–174. ACL, 2018.

[289] Yongyi Tang, Lin Ma, and Lianqiang Zhou. Hallucinating optical flow features for video

classification. In Proceedings of the 28th International Joint Conference on Artificial

Intelligence, pages 926–932, 2019.

[290] Andres Perez, Valentina Sanguineti, Pietro Morerio, and Vittorio Murino. Audio-visual

model distillation using acoustic images. In Proceedings of the IEEE/CVF Winter

Conference on Applications of Computer Vision, pages 2854–2863, 2020.

[291] Thomas Wolf, Lysandre Debut, Victor Sanh, Julien Chaumond, Clement Delangue, An-
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Vercauteren. Aleatoric uncertainty estimation with test-time augmentation for medical

image segmentation with convolutional neural networks. Neurocomputing, 338:34–45, 2019.

[320] Takeru Miyato, Shin-ichi Maeda, Masanori Koyama, and Shin Ishii. Virtual adversarial

training: a regularization method for supervised and semi-supervised learning. IEEE

transactions on pattern analysis and machine intelligence, 41(8):1979–1993, 2018.

[321] Jaya Krishna Mandivarapu, Blake Camp, and Rolando Estrada. Deep active learning

using barlow twins. arXiv e-prints, pages arXiv–2212, 2022.

[322] Xiangheng He, Junjie Chen, Georgios Rizos, and Björn W. Schuller. An Improved StarGAN

for Emotional Voice Conversion: Enhancing Voice Quality and Data Augmentation.

In Proceedings of the Annual Conference of the International Speech Communication

Association, INTERSPEECH, pages 821–825, 2021.



BIBLIOGRAPHY 169

[323] Yunjey Choi, Minje Choi, Munyoung Kim, Jung-Woo Ha, Sunghun Kim, and Jaegul

Choo. Stargan: Unified generative adversarial networks for multi-domain image-to-image

translation. In Proceedings of the IEEE conference on computer vision and pattern

recognition, pages 8789–8797, 2018.
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