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Abstract

This thesis examines genome-wide polymorphisms amongst 20 strains of
Saccharomyces paradoxus, a yeast strain which has recently emerged as a model

organism for population genetic studies.
Three major studies are included in this thesis.

The first study attempts to quantify the life cycle of yeast undergoing different modes
of reproduction in nature. Measures of mutational and recombinational diversity are
used to make two independent estimates of the population size. In an obligatory
sexual population these estimates should be approximately equal. Instead, there is a
discrepancy of about three orders of magnitude, indicating that S. paradoxus goes
through one sexual cycle once in every ~1,000 asexual generations. This study
illustrates the utility of population genomic data in quantifying the life cycles of

organisms undergoing different modes of reproduction.

Second, a map showing the distribution of rates of population recombination along
chromosome 111 of S. paradoxus is presented. Several regions of very high
recombination (hotspots) are identified in chromosome I11. Comparison of hotspot
regions between S. paradoxus and S. cerevisiae shows evidence of conservation of
recombination hotspot regions. | argue that these observations reflect the weak impact
of recombination due to the reduced frequency of sex of yeasts in nature.
Recombination rates correlate with GC content, consistent with various studies in
yeasts and humans, but there is no correlation with diversity or divergence. In addition,

regions of extremely high recombination (hotspots) show an increased rate of GC—

AT than rest of the chromosome. The reason for this is not clear at present



Finally, a catalogue of polymorphisms within each population, and divergences
between the two populations of S. paradoxus is presented. Tests of selection on the
chromosomal sequence of S. paradoxus suggest a predominant mode of purifying
selection. At least a third of mutations in synonymous sites and ~90% of mutations in
replacement sites are removed by purifying selection. We estimate that around 12-
31% of replacement mutations are deleterious in S. paradoxus, and that the average

selection strength acting on these mutations is 1%.

| also present a summary of data and subsequent analyses from the Saccharomyces
Genome Resequencing Project (SGRP). Population genetic measures are applied to
data using different basecalling quality cutoffs. From the results | recommend that at
least a quality score of 40 is necessary to achieve the confidence required in data to be

used in population genomic analyses.
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“The evolution of sex is the hardest problem in evolutionary biology”
- John Maynard Smith
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Chapter One

INTRODUCTION



What is population genomics?

Even though there are multiple studies of genomes from many different species,
including widely divergent and closely related species, relatively little is known about
the differences at the genomic level between individuals from the same species, or
from very closely related species. Recent advances in sequencing technology now
allow the simultaneous re-sequencing of several genomes from the same species, thus
enabling the ability to identify variations that exist within and between populations of
the same species. The focus has also shifted from sequencing new genomes to
resequencing genomes of well known (model) organisms. One of the major goals of
molecular population genetics is to study and quantify various forces affecting

nucleotide variations within species or populations.

Population genetics is the study of how DNA sequence variation are shaped by
evolution in a population and a species. Earlier on, theories have been developed by
studying the polymorphisms and divergences of one or a few loci; for example, Adh in
Drosophila (McDonald and Kreitman 1991). However, studying one or a few loci
gives little information about the evolution of an organism. It is the hope that genome-
wide variations, also referred to as the population genomic approach, will allow us to
identify and separate the locus-specific effects (such as selection, mutation, mating
system and recombination) from the more genome-wide effects (such as drift or

bottlenecks, gene flow and inbreeding).

There are various approaches that constitute a population-genomic study. A standard
approach is to conduct summary statistics in sequence variation data to detect the
molecular signatures of new, selected mutations. The hope is that by extracting
information from a large number of loci, identification of variation in different
organisms caused by both positive and negative selection is possible. This has been
especially successful with sequencing of closely related organisms (Kellis et al. 2003;
Clark et al. 2007; Stark et al. 2007). Much of the results presented in chapter 4 and

chapter 5 are analysed using this approach.



Another increasingly popular approach relies on developing stochastic models to
describe the changes of allele frequencies shaped by different forces in evolution.
Current use of simulation methods is being made with two aims in mind (Marjoram
and Tavare 2006). The first involves simulating datasets under a stochastic model of
parameters with predefined values, thereby quantifying the variability of data by
giving a confidence interval. The second involves statistical inference of estimating
parameters, for example, the mutation or recombination rates, from a given
evolutionary model. Starting with an observed data set and using simulation of data
under a variety of parameters, it allows us to infer the relative likelihood of particular
parameter values, given the data. In chapter 2 and 3, this approach is used to infer the
confidence limits on some of the parameters of interest, which relies on the use of the

coalescent model.

The coalescent process

The coalescent has been the most popular model of genetics since it was introduced
by JF Kingman (1982). Informally, the model describes how genetic variation has
been generated looking backwards in time under a Wright-Fisher population, i.e.
constant population size, random mating and non-overlapping generations. Since then,
this model has also been expanded to include more diverse evolutionary scenarios
(such as selection or recombination, for a review see Rosenberg and Nordborg (2002)),
or using this approach to retrieve parameters from observed data sets (Balding et al.
2001). The main focus of the coalescent is to capture the genealogical relationships
among a random sample of loci. The simplest scenario is when the loci of the sample
are traced back in time, which correspond to going up the tree and ‘coalesce’ when a
pair of loci shares a common ancestor. All branches coalesce into a single lineage,
indicating that all loci were inherited from one individual, the Most Recent Common
Ancestor (MRCA). Such a genealogical tree is similar to a phylogenetic tree, but
instead it gives the relationships for loci belonging to the same species, rather than

different species.



The coalescent provides an excellent and efficient mathematical framework for the
ancestry of a sample, as the coalescent tree only considers the ancestry of the sampled
loci and ignores the rest. For example, polymorphisms at a locus are due to mutation
events along the branches of the tree, and the frequencies of alleles are determined by
the proportion of its descendants inheriting it. If the mutation events are assumed
neutral, they do not alter the topology of the coalescent tree and can be added
independently on the branches assuming a uniform Poisson process.

Simulating samples under a coalescent framework has various advantages. As
mentioned previously, the term simulation comes in two contexts. Statistical tests can
be devised by first generating many replicates simulated under a specific evolutionary
scenario (for example, neutrality) and the confidence intervals are inferred from the
distribution of results from these simulated replicates. It is then determined whether
the observed data are significantly different than results from simulated data (i.e.,
whether the observed value fall outside the 95% tail of the distribution of simulated

values)

If the simulated samples are a good approximation of the variation existing in the
whole population, then the retrieval of population parameters can be made on the
sampled coalescent trees. The likelihood of observed data given a range of parameters
(e.g. mutation and recombination rates) is calculated by comparing each possible
genealogy tree simulated under different parameters. The best estimates of parameters
from the observed data are obtained by finding values that have a maximum
likelihood of a particular sampled coalescent tree given the observed data set. The
performance of individual models can also be tested by comparing the likelihood

values.

The standard tool for simulating the coalescent sample is Hudson’s program ms
(Hudson 2002), and will be used throughout the analysis of this thesis. This program
simulates DNA data sets under a coalescent framework and allows users to specify
population parameter values. It also implements various population scenarios such as
population growth, subdivision and admixture. Many other programs have been

written for a more specific purpose, such as LAMARC (Beerli and Felsenstein 1999).



The Saccharomyces yeasts

The name yeast is derived from ancient words meaning “form” and “to rise”, which
are part of fermentation processes giving bread and beer. The term yeast is also
commonly used for species in the ascomycetes and basidiomycetes families that
include unicellular fungi reproducing predominantly by budding. Sequence data of
three species are analysed in this thesis: Saccharomyces cerevisiae, Saccharomyces
paradoxus and Saccharomyces cariocanus. These yeasts belong to the
Saccharomycetales family, of class Hemiascomycetes, also referred as the ‘true’ yeasts.
Several species of the Saccharomycetales are used in many industrial processes and

have been of significant benefit to the human society.
The baker’s yeast Saccharomyces cerevisiae

The success of population genome resequencing projects is heavily dependent on the
choice of organism being sequenced. The best understood eukaryotic Saccharomyces
cerevisiae was also the first eukaryotic organism sequenced in 1996 (Goffeau et al.
1996). The genome of S. cerevisiae consists of 16 chromosomes (~12MB); its
compact genome with relatively very few repetitive elements (compared to other
eukaryotes such as human, Drosophila and Arabidopsis) makes an attractive system
for comparative and population genomic studies. The protein encoding sequences
make up ~70% of the genome, with only 4% of genes contain introns. The number of
protein encoding open reading frames (ORFs) was first estimated to be around ~6,000
(Goffeau et al. 1996), and has since been reduced to around 5,500 (Kellis et al. 2003).

Based upon on this catalog of gene sequences and annotations of the S. cerevisiae
genome, a tremendous amount of functional data associated to every gene has been
generated. For example, there are genome-wide knockout studies that define the
phenotypic effects of every gene (Winzeler et al. 1999; Giaever et al. 2002),
microarray expression data under many conditions, and interactions of protein
complexes. Together, these so called functional genomic data allow population-
genomics studies to identify relationships between genome-wide variation and

fundamental processes occurring within organisms. A good example of this is given



by Drummond et al (2006), who came to the conclusion that variation in expression
level between genes alone can explain most of the variation in rate of yeast protein

evolution.

Perhaps one of the strongest advantages of conducting a population genomics study
with yeasts is the availability of Saccharomyces Genome Database (SGD, see Christie

et al (2004); http://www.yeastgenome.org/ ). SGD is a centralised repository of all

scientific literature associated with yeast species. It contains annotations of all
discovered features about the genome sequence including the physical positions and
functional data of genes, centromeres, telomeres, non-coding RNAs, and repetitive
elements. This information is made easily available to all. One of the roles of SGD is
to assign individual gene vocabulary terms to describe function, process, and cellular
localization, called the Gene Ontology (Blake and Harris 2008), so a subset of genes
can be chosen accordingly when studying specific functions. The accessibility and
function assignment is a critical component enabling the use of this information in

interpreting results from population genomics analysis.

Recently, genome-wide sequencing of multiple copies of large regions of the genome
have been undertaken in S. cerevisiae, with the aim of studying nucleotide
polymorphisms. Winzeler et al (2003) used low-coverage oligonucleotide arrays
(which covered ~16% of the genome) to identify 11,115 polymorphic sites from 14 S.
cerevisiae strains. Schacherer et al (2007) sequenced 7 laboratory strains (A364A,
W303, FL100, CEN.PK, 1278b, SK1 and BY4716) of S. cerevisiae using tiling
microarrays. Nucleotide polymorphisms were identified by aligning with the
reference strain S288c, the most genetically distant strain, SK1, yielding ~37,000
nucleotide differences. Although further analysis is needed to categorise the nature of
this variation (e.g. evolutionary studies), these studies constitute a first step towards
fully understanding the genetic variations underlying the phenotypic differences

among strains of yeast.

One caveat is the domesticated history in S. cerevisiae that complicates the study of
different processes affecting genetic variation (Fay and Benavides 2005a). There are
concerns over whether wild S. cerevisiae strains represent truly wild populations,

because S. cerevisiae is usually found in vineyards or orchards (Landry et al. 2006).


http://www.yeastgenome.org/

Results from any type of population genetic analysis in S. cerevisiae, for example, the
population structure, could be a result of human related activity. An alternative yeast,
S. paradoxus, is described below that offers the advantage of studying yeasts without

the concerns about the effect of domestication.

The wild yeast Saccharomyces paradoxus

Saccharomyces paradoxus, the wild relative of S. cerevisiae, has recently emerged as
a model organism for population genetic studies (Johnson et al. 2004). Its
evolutionary history is clear of the selective uncertainties characterising the
domesticated S. cerevisiae. Its genome sequence is now available as well as sequences
from the entire phylogenetic clade of Saccharomyces sensu stricto (Kellis et al. 2003).
Together, this makes S. paradoxus a very attractive system for ecology and

evolutionary biology.

An advantage of using S. paradoxus to conduct population genomics studies is the
readily accessible wealth of information from S. cerevisiae. Gene synteny between S.
cerevisiae and S. paradoxus is almost conserved (Kellis et al. 2003), meaning the
annotations from S. cerevisiae can be mapped onto S. paradoxus genome sequences
with relative ease. Further insight on the evolution of yeast genomes can be gained by
comparing functional data between the two species, and chapter 3 compares the

meiotic recombination distribution between the two species is a good example of this.

The life cycle of S. paradoxus is similar to that of S. cerevisiae, if not identical. In the
laboratory, both haploid and diploid forms of S. paradoxus cells can survive and grow,
though cells normally reproduce mitotically as diploids. The molecular mechanisms
involved in each of these stages have been studied in great detail, however very little
is known about the behaviour of natural populations of these two species. Like S.
cerevisiae, S. paradoxus has three modes of reproduction under laboratory conditions:
clonal replication, inbreeding and outcrossing, all of which are described in the next
page. The highly inbred system of S. paradoxus has induced homozygosity and
increased linkage disequilibrium (LD) between genes (Johnson et al. 2004). A

complex life cycle makes S. paradoxus an ideal organism to test and refine the current



population genetic theories of mating system and evolution of recombination.

The life cycle of yeast

The life cycle of yeast is complex but well characterised (Nelson 1996; Landry et al.
2006). The life cycle is illustrated in Figure 1.1.

Figure 1.1 The yeast life cycle. See text for details (Image adapted from Replansky et
al (2008))

Autodiploidization
@
@< >
Outcrossing
@ ‘ @ 5
| .
Intratetrad mating Diplophase Clonal reproduction
L 2] - @@ @ @
ala & & a ) o
‘.’ .,_>- e ©'® Cg'®
\;/ | S |
T Sporulation T
Germination Germination

O @96 ™M
R

Yeast normally reproduces mitotically as a diploid (and will do so indefinitely with
the right conditions as shown in the diplophase of Figure 1.1), but upon nitrogen
starvation it undergoes sporulation and produces an ascus containing four haploid
spores (Berry 1982). Haploid ascospores possess either of two mating types, defined
by the type of alleles found at the mating type (MAT) locus on chromosome III, o and
a. Inside the ascus the haploid ascospores are constitutively ready to mate with

another ascospore of the opposite mating type to form diploid cells (intratetrad



mating), hence completing the life cycle. This intratetrad mating reduces
heterozygosity by 1/3 (given an ascospore, with 3 possible ascospore to mate inside
an ascus, 2 of them arise from the different allele implying a heterozygote will be
produced 2/3 of the time) compared to 1/2 of heterozygosity reduction by normal
selfing. It has been proposed by Zakharoz (2005) that intrateterad mating is a strategy

to preserve heterozygosity in a life cycle system which can be highly inbred.

If intratetrad mating doesn’t occur, the ascus may be broken down and the four
ascospores are released. Haploid ascospores can also reproduce mitotically as
haploids (clonal reproduction). Such a phase will not persist for long because haploid
mitoses are associated with a complicated mechanism of mating-type switching
(Mortimer et al. 1994), introducing 2 identical gametes of opposite mating types,
ready to mate, thus introducing diploid individuals homozygous at every locus, except
the mating type locus (autodiploidisation). Alternatively, outcrossing may occur when
mating is between other unrelated spores from different asci. Under laboratory
conditions, breaking the ascus is only achieved by first subjecting asci to sulfatase,
and then sonicating (Gutherie and Fink 1991). It can be argued that such conditions
are difficult to achieve in nature and therefore these processes (clonal reproduction,

autodiploidisation, and outcrossing) occur infrequently in nature.

Processes in a population

Processes that determine genetic change are going on continuously and
simultaneously within a population of organisms. Figure 1.2 illustrates those of most
significance in population genetics. For a population of fungi, new variation is
generated by mutation and shaped by recombination, by different modes of mating
system, and by selection. This section deals with the processes that have been

investigated in this thesis.



Figure 1.2 Diagram to illustrate the principal processes which affect genetic variation
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Mutation

The mutation process ultimately is the sole source of all types of changes occurring in
a genome of a species. The different types of mutation rates (base pair substitutions,
small insertion and deletion, and more complex changes) and their impacts (beneficial,
neutral or deleterious) are of great importance in understanding genetics and

molecular biology of an organism. Here | focus on base pair substitutions, as they will

be constantly referred throughout this thesis.

Traditional experimental approaches for estimating rates of mutation usually involve
surveys of visible mutations at loci. Two such methods are commonly used in
microbes. The first is the ‘fluctuation test’ (Luria and Delbruck 1943), where cell
cultures are grown from mutant-free inocula until half the cells have experienced a
mutation. Then mutation rates can be scored by calculating the number of mutants
over average population size. However, this assumes that all the mutations on these
loci will produce observable phenotypic effects and also that the frequencies of
mutations are not affected by selection. The second is through ‘mutation-
accumulation’ experiments, where replicate cell lines are taken through regular

bottlenecks (i.e. an effective population size of 1) to minimise the effects of selection,
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and mutations can be detected by amplifying sequence products (Baer et al. 2007).
Drake et al (1991) first estimated the mutation rate from S. cerevisiae as 2.2 x 10 per
base pair per cell division, from fluctuation test results of 2 loci (URA3 and SUP4).
Lynch et al (2008) estimates a similar mutation rate of 3.3 x 10 from sequenced
multiple genomes of mutation-accumulation lines after ~4,800 cell divisions. This
estimate is within a factor of four compared to estimates from humans (Giannelli et al.
1999), Drosophila (Haag-Liautard et al. 2007), and C. elegans (Denver et al. 2004).
Although base-pair rates of substitutions are similar across the four species,
mitochondrial and nuclear mutation rates are substantially different suggesting a clear

distinction between the replication mechanisms of the two (Lynch et al. 2008).

A fundamental parameter in population genetics is the effective population size,
denoted as N. As aforementioned models in population genetics are built to
approximate evolutionary forces shaping the genetic variations within a population.
These models usually assume on a theoretically idealised population size. However,
no real population (size) can be expected to satisfy the assumptions of a theoretically
idealised population size (Hartl and Clark 2007). Hence, N, a measure of idealised
theoretical effective size of a population, can be calculated from genetic variation data.
Mutation introduces variation into the population at a rate of 2N, where p is the per
generation mutation rate. The levels of neutral-site variation (denoted 0, defined as 6 =
4Np) can be obtained from observing the number of differences between a randomly
drawn pair of alleles. In Chapter 2, 0 is estimated from polymorphism data of S.
paradoxus, and consequently an estimate of N is derived. Knowing how large N is

will help us to understand the genome evolution of yeasts.

If the base-composition of a species’ genome is currently under equilibrium just by
mutations alone, then the number of GC to AT and AT to GC mutation change should
be equal. However, in S. cerevisiae a stronger AT bias is observed (2 times more GC
to AT changes than AT to GC changes ((Lynch et al. 2008)). If S. cerevisiae is
currently under nucleotide-composition equilibrium, then other forces (e.g., selection
or gene conversion) must counter the AT bias in mutation rate. The role of mutation

bias in S. paradoxus will be explored in Chapter 3.
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Recombination

Like mutation, recombination is another fundamentally important process in evolution

responsible for shaping the pattern of genetic variation within populations. Meiotic

recombination provides a mechanism for producing new combinations of alleles,

hence provides an extra level of genetic variation. In S. cerevisiae, the process of

ascospore formation involves a nuclear division which is functionally identical to the

meiosis described in other organisms. The ascospores are easily recovered in

laboratories, which makes S. cerevisiae a popular candidate for meiotic recombination

studies. The process of sexual recombination in yeast is summarised in Figure 1.3.

Figure 1.3 Meiotic recombination of between two loci C and D on the same

chromosome during the sporulation process in yeast

Diploid
C D
ar—————
¢ D

d
d

Meiosis
(during sporulation)

No crossing over
between C and D

One” cross over Gene conversion

between C and D

C D C D C D

O C D O d O D

O—S d O D O i

o—°S d o—< d_ O d

Parental Ditype Tetratype a 3:1 segregation

haploid ascospores in an ascus

: indicates where reciprocal exchange of DNA has taken place
|:| indicates where non-reciprocal transfer of DNA has taken place

* If there is more than one cross over between C and D, nonparental ditype or
other combinations of ascospores are possible
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There are two types of recombinational processes in meiosis that give rise to two or
more possible genetic compositions. First, crossovers involve reciprocal transfer of
DNA sequences between homologous regions of corresponding chromosomes — a
process requires at least two heterozygous markers. Second, gene conversion involves
a “conversion” of one stretch of DNA from one chromosome to another. As illustrated
in Figure 1.3, gene conversion results in 1-3 segregation, instead of the normal 2-2

segregation.

Evolution of sex and recombination rates

Recombination and sexual reproduction are ubiquitous among eukaryotes, but there is
little agreement on why this is so. The study on the evolution of sex and
recombination has been mainly at two levels: the first considers their effects on the
long term fitness of the population as a whole. The second considers the fate of the
recombination modifying allele, asking whether such alleles would increase in

frequency within the population under the influence of natural selection.

Perhaps the most intuitive explanation for the advantage of sex is the effect of
recombination on fitness. The effects of recombination can be best illustrated through
the nonrandom association between alleles of different loci, or linkage disequilibrium
(LD). LD is usually represented in the quantitative measures D and r?, which measure
the deviation of allele frequencies from the expected frequencies if alleles in different
loci were independent of each other. LD is interpreted positive if genotypes with
better fitness are more commonly linked than expected, and negative when the
situation is reversed. The efficacy of natural selection acting on genetic variation is
increased by recombination, hence alleles with modifier effects of

increased recombination are favoured within the population. The problem with this
explanation is that modeling studies have shown that recombination can decrease the
average fitness of the population when LD is positive (Hadany and Comeron 2008).

Thus, only the presence of a majority of negative LD will explain the ubiquity of sex.

13



How does the genome generate negative LD? One of the hypotheses is through
negative epistasis. Epistasis is the measure of fitness interaction between loci.
Epistasis is positive when the added effect of linked deleterious mutations is smaller
than expected by their individual effects in a multiplicative model. Alternatively,
epistasis is negative when the combined effect is much greater than individual effects.
The allelic combinations in loci under the influence of epistasis would be more
common than expected at random. In such cases, any LD between loci generated
through this scenario would have the same sign of epistasis factor (Barton 1995).
Under only negative epistasis, and therefore negative LD, sex and recombination can
link favourable alleles on the same chromosome as well as linking deleterious alleles
on to the same chromosome. This increased variance in fitness improves the response
to selection, allowing the beneficial alleles to fix and deleterious alleles to purge from
the population. However, empirical results show little epistasis acting in genomes,

with a large degree of variability among pairs of loci (Elena and Lenski 1997).

Another hypothesis currently gathering more acceptance is that real populations are
finite in size, so that drift and selection together will generate and persist negative LD
even without epistasis (Barton and Otto 2005). Beneficial alleles resulted in
overrepresentation of extreme genotype background (positive LD) will get fixed
quickly by selection, which removes LD altogether, i.e., at linkage equilibrium. When
good alleles resulted in bad genetic backgrounds, selection stalls as the beneficial
effect are much smaller than surrounding alleles of intermediate fitness. This allows
negative LD to persist over much longer periods of time. Empirical studies (for a
review see Eyre-Walker 2006) have already suggested that the rate of adatptive
substitutions in the genome can be quite high; together the combination of drift and
selection can thus result in an adavantage for a combining population and favour to

evolution of modifiers that increase the rate of sex even without epistasis.

Recombination hotspots in yeasts

The first genetic maps in yeast (Mortimer and Schild 1980) were estimated from
tetrad analysis (dissecting the asci and identifying the types of ascospore), which
involves examination of four meiotic spore clones from individual meioses. The
relative frequencies of different types of asci (parental ditypes, nonparental ditypes

and tetratypes) depend on the distance between the two marker genes on the same

14



chromosome, assuming the greater the frequency of recombination between the two
markers the further apart they are. The primary purpose of a genetic map was to
assign the relative positions of the genes on the chromosomes. Genes with short
genetic distance between them should therefore be close to each other compared to
genes with greater genetic distance. This was found later to be not to be the case
(Symington and Petes 1988), however, because much of the meiotic recombination
appears to be preferentially clustered in regions of a few kilobases (as opposed to

constant along the chromosome), also known as recombination hotspots.

Gerton et al., (2000) produced the first genome-wide map of meiotic recombination in
S. cerevisiae. They purified DNA fragments covalently attached to protein responsible
for meiosis recombination initiation, and hybridised the protein-associated DNA to
microarrays containing all 6,000 protein-encoding sequences. As a result, 177 regions
of 1~2 kilobase length have been identified, which undergo a higher crossing over
than the rest of the genome, also known as recombination hotspots. In mammals, the
analysis of DNA in sperm cells also allow accurate estimates of recombination rates
by sequencing and identifying fractions of sexual recombinant in sperm genomes. In
humans and mice, various regions with 70-fold more crossover intensity than the
genome average were found, ranging in size from 1kb to 300kb (for review see
Arnheim et al., 2007).

In addition to the experimental advances like sperm typing, the rate of meiotic
recombination can also be estimated from DNA sequences using population genetic
methods. In sexual organisms, the pattern of genetic variation is likely to have been
influenced by many crossover events occurring in every generation. More specifically,
population genetic data allow us to quantify such influences by estimating the
“population recombination parameters ”, which is denoted as p and is defined by p =
4Nr (or 4Nc). N is the effective or idealised population size and r (sometimes also
referred as c) is the per generation recombination rate (Hartl and Clark 2007). The
advantage of this approach is that recombination hotspots can be inferred at a genome

wide scale, by sequencing genomes from different individuals.

15



Both approaches mentioned above have shown that recombination hotspots are

ubiquitous throughout the eukaryotes' genome. Hotspots width range- from 1 - 2 kb
and their rates vary in intensities very greatly, for example in humans, hotspot rates
range from 0.4 to 300 cM/Mb. Both approaches have estimated that around 80% of

recombination occurs in only 10-20% of the genome sequence.

It has also been discovered that meiotic recombination is associated with GC-bias
arising from a GC-biased mismatch-repair, such that GC/AT mismatches occurring
during DNA synthesis or during pairing of the two homologues are repaired by
creating GC/GC rather than AT/AT homozygotes (Birdsell et al., 2002 and Mancera et
al., 2008). This bias may have evolved to counteract the AT-bias in mutation (Lynch et
al., 2008), and may contribute to the apparent correlation of recombination with GC-

content observed in several organisms (Birdsell et al., 2002 and Mancera et al., 2008).

A highly dynamic and unstable nature of recombination hotspots have been described,
at least in the detailed study of some hotspots in humans and chimpanzees (Coop et al.,
2008; Ptak et al., 2005 and WinckKler et al., 2005). This apparent instability has been
attributed to the self-destructive property of recombination, whereby, following an
initiating step of a double-strand break (DSB), alleles with high recombination-
initiation activity are continually being replaced, during their repair by their unbroken,

low-activity homologues. (known as the ‘hotspot paradox’; Burt 20006).

In organisms with alternating phases of reproduction (both sexual and asexual), p is
likely to be influenced by their sexual generations only. Based on this assumption, p is
estimated in S. paradoxus in chapter 2 to derive the frequency of sexual reproduction
yeast have undergone in nature. In chapter 3, a map of p along chromosome III of S.

paradoxus is presented.
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Selection, recombination and effective population size

The overall effect of drift has been parameterised using the concept of Ne under the
Wright-Fisher model, and the effectiveness of selection depends on the product of
selection coefficients and Ne. Hence, any mechanism that reduces Ne or s is predicted
to reduce the effectiveness of selection. For example, the frequent removal of
deleterious mutations by background selection will also remove any linked
nucleotides. Alternatively, a selective sweep occurs when beneficial mutations remove
(by fixing) any linked variations when increasing frequencies in the population. Both
phenomenon are equivalent to a reduction in Ne and therefore to a more dominant
effect of drift. Hence, when linkage increases the number of sites under these
phenomena, the modifiers that increase in recombination are predicted to be beneficial
to the population by breaking linkage between sites. Thus recombination increases the

efficacy of selection.

This Ne-centric view is useful in predicting population measures that can be
quantified from sequence variation datasets, making various testable approaches. For
example, in a finite population, neutral polymorphisms are expected to positively
correlate- with recombination rates if selection occurs. Various studies of rates of
protein evolution have already shown a reduction in efficacy of selection at regions of

low or absent recombination (Bachtrog 2004).

Selection in yeast proteins

To date there are a large numbers of studies detailing the selection processes in S.
cerevisiae (for a review please see (Liti and Louis 2005). Since ~70% of the S.
cerevisiae genome sequence is protein-encoding, the main focus has been put on the
evolution of protein sequences, because protein-encoding sequences have always been
viewed as the functionally most important parts of the genome. And because of the
wealth of functional data available for S. cerevisiae, the majority of attention has been

focused on the effect of functional variables to protein evolutionary rates.
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The standard procedure is to look for significant correlation between protein
evolutionary rates (such as dN or dS) and functional variable (such as protein
expression levels). Currently, several functional variables are known to be predictors
of evolutionary rate in S. cerevisiae (gene expression level, protein abundance, gene
length, protein interactions, gene’s centrality in the interaction network), but gene
expression level alone explains much more variation in evolutionary rate than any of
the others summed together, implying a single major determinant in rates of yeast

protein evolution (Drummond et al. 2006).

There are two popular hypotheses to why expression-related variables are the most
important determinants of evolutionary rate in yeast. As shown in Figure 1.4, selection
can act on two levels. First, the long established “translational efficiency” hypothesis
states that increased expression level leads to selection for synonymous codons that
enhance the accuracy and speed of translation of genes, as a result of coadaptation
with tRNA pools (Clark et al. 2007). Unpreferred synonymous and replacement
codons that are disfavoured would slow the rate of amino acid change. Bias in
synonymous codon usage has been observed in various studies of S. cerevisiae (Sharp
etal. 1988; Coghlan and Wolfe 2000).

Second, the “translational robustness” hypothesis states that selection acts on the
amino acid sequence to ensure correct folding of proteins. Misfolded proteins can be
toxic and aggregate within a cell (Goldberg 2003), and this can impose a burden on
cellular metabolism, providing a selective pressure against them. As a result, when

these “translationally robust proteins” are mistranslated, they are still folded correctly.
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Figure 1.4 Translational selection can act at two different levels. Selection can act at
Ato ensure proteins are encoded correcting through codon preference (translational
accuracy), or at Aand B together to ensure the protein fold correctly despite errors has
been made in nucleotide level (translational robustness). See texts for explanation.
Figure reproduced from Drummond et al (2006) with permission

ey

The two hypotheses would generate very different patterns of the genetic variation in
proteins. Selection to retain translationally accurate codons would constrain
synonymous evolution (dS) and, as a consequence, protein evolution (dN). By
contrast, translational robustness predicts that both dS and dN are two independent
stages which selection acts on, and that no preference of codons is required to explain
the dN trend (Drummond et al. 2006). In chapter 4, both hypotheses are tested on 139

genes of S. paradoxus.

Noncoding elements

Surprisingly, there have only been few studies of DNA polymorphisms in yeast. Fay
et al (2005b) surveyed DNA polymorphism at five randomly chosen loci (CCAL,
CYT1, MLS1, PDR10 and ZDS2; for each loci 5’ intergenic and a portion of coding
sequence were sequenced) in 81 strains of S. cerevisiae. They found that noncoding
divergence is more varied, but on average lower than synonymous divergence.

Noncoding diversity, however, is much greater than the synonymous diversity. In
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addition, three out of five loci are so polymorphic that they fall outside of the
synonymous diversity range. The authors propose that these hypervariable regions
could be a result of locally high mutation rates or natural selection. In Chapter 4,

diversity and divergence in noncoding (intergenic) regions are examined more closely.

The Long Terminal Repeats (LTRS)

It has become increasingly clear that the activity of transposable elements is a major
cause of genome evolution, as they have influenced the evolution of gene regulation,
and are responsible for chromosomal rearrangements (Brookfield 2005). The
interaction between the host and these mobile elements is particularly interesting, and
can be traced by studying the transposition rates and the possible local genomic

features that determine where they insert.

LTR-retrotransposons are a pervasive group of retrotransposons that are flanked by
long terminal repeats (LTRs), and encode proteins with homology to the Gag and Pol
proteins of retroviruses. Ty elements, an example of the LTR-retrotransposon, have
been extensively studied in the model yeast Saccharomyces cerevisiae. Five distinct
families coexist in this organism, currently categorised into four Tyl-copia type
elements Tyl, Ty2, Ty4, Ty5 and one gypsy type element Ty3. They differ by the
organisation among their Pol genes and similarities among their encoded reverse

transcriptases.

High numbers and activity of Ty elements could cause a harmful effect towards its
host, as transposition of Ty elements is known to cause deleterious mutations. In S.
cerevisiae, the balance between copying itself while not harming the host is achieved
by repressing Ty transposition in a variety of instances. For example, a specific
mechanism is to eliminate Ty insertions through intra-element LTR recombination
(Winston et al. 1984): the presence of LTRs at either end recombine, resulting in
excision of a circular sequence consisting of a single LTR and the internal coding
sequence from the chromosome, leaving only a solo LTR. These solo LTRs do not
appear to be under any selective constraints, and are used in Chapter 2 for inferring

nucleotide diversity under neutral scenarios.
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Past genomic surveys of S. cerevisiae have revealed a total of 331 insertions of Ty
elements; 85% of insertions were solo LTRs or LTR fragments (Doniger et al. 2008)
consisting 3.1% of total genomic contents. Ty-Ty4 elements seem to integrate
preferentially into the upstream regions of genes transcribed by RNA polymerase Il1,
mainly tRNA genes (Eigel and Feldmann 1982), suggesting that they do not appear to
transpose randomly along the chromosome. Both inactive and active copies of Ty
elements have been found in S. paradoxus (Liti et al. 2005), and it is hoped that
further investigation of similar elements presented in this thesis can answer some of

these questions.
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Chapter Two

THE SEX LIFE
OF WILD YEASTS

Note: the information contained in this chapter may also be found, in an alternative
form, in Tsai et al (2008)
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Introduction

As detailed in chapter 1, Saccharomyces yeasts are capable of reproducing sexually
and asexually. The relative frequencies of sexual and asexual reproduction as well as
outcrossing and inbreeding can play an important role on the evolution of microbe
genomes (Heitman et al. 2007). However, it has been difficult to estimate such
frequencies; little is known about the conditions in nature that trigger such

alternations.

Concerns have been raised with regard to pursuing population genetic studies in
natural strains of S. cerevisiae, as most of them are found in vineyards or human
associated areas, are they are truly wild yeast populations? Saccharomyces paradoxus,
the closest relative, yet genealogically distinct from S. cerevisiae, has recently
emerged as a model organism to utilise existing knowledge found in S. cerevisiae as
well as having the obvious advantage of no domestication history (Johnson et al.
2004). The opportunity to apply existing genetic/genomic techniques to wild yeasts
(without the hidden effect of domestication) is certainly very appealing to population

geneticists.

Different reproductive modes can have different effects on DNA sequences, for
example, sexual recombination will have the effect of mixing sequences from
different individuals. Population genetic theories can be utilised to predict the effects
of different processes on DNA sequences and hence quantify their frequencies in the
life cycle. In the very first attempt, Johnson et al., (2004) estimated in S. paradoxus
outcrossing is only 0.011 times of inbreeding from studying the genotypes collected in
Silwood Park (UK). Recombination is evident between loci (18 out of 21 pairs of loci
are incompatible), but its effect would be greatly reduced due to low outcrossing.
They concluded clonal (asexual) replication, inbreeding, and outcrossing, were
equally important in shaping the genetic variation (a typical synonymous diversity of

0.3%) of S. paradoxus.
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Asexual and sexual modes of reproducing give distinct signatures of DNA sequences.
In an asexual population, the genealogies from each locus on all chromosomes are the
same (i.e. they all arise from the same parent). In a sexual population, however,
meiotic recombination reshuffles segments of genomes of different origin, producing
chromosomes with regions of different ancestries. Such differences will be apparent in
sequence variations, and was investigated by Ruderfer et al (2006) to estimate 314
past crossover events since the common ancestor, from over 25,000 SNPs among
three sequenced strains of S. cerevisiae and one strain of S. paradoxus. This
approximates to one outcrossing event per 50,000 cell divisions, consistent with the

highly inbred nature of S. paradoxus found by Johnson et al (2004).

To determine the frequency of different reproductive modes S. paradoxus undergoes
in nature, we analysed single nucleotide polymorphisms from an alignment of 20 S.
paradoxus sequences of the third chromosome sequenced almost in entirely (~280kb,
non-telomeric fraction) from two distinct, reproductively isolated populations Europe
and Far East Asia. The mutational diversity and population recombination rates were

calculated and used to infer two independent estimates of the effective population size

(N).

If a species is obligately sexual, these two estimates of population size should be
approximately equal. Instead, we found a discrepancy of three orders of magnitude in
both populations, indicating that S. paradoxus undergoes a sexual cycle

approximately once in 1,000 asexual generations.
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Methods

The Chromosome lll alignment

Throughout the analysis chapters I have been analyzing an alignment of chromosome
I11 sequences, which had been obtained as follows: Briefly, based on a PCR strategy,
most of the chromosome 111 was sequenced in 11 European strains from Berkshire,
UK (T18.2,T26.3, T32.1,T62.1, T68.2, T76.6, Q4.1, Q6.1, Q14.4, Q15.1 and Q43.5)
and 8 strains from Far East Russia (CBS 8436, CBS 8437, CBS 8438, CBS 8439,
CBS 8440, CBS 8441, CBS 8442 and CBS 8444) (Bensasson et al. 2008). All strains
were made fully homozygous prior to sequencing by isolating a single spore from a

tetrad and allowing it to autodiploidise.

The sequenced data had been assembled using Staden (Staden et al. 2000), and
aligned to the S. cerevisiae chromosome 111 sequence, from UCSC (version 1* Oct
2003), and the published sequence for the European Type strain of S. paradoxus
(Kellis et al. 2003) using Clustal (Thompson et al. 2002). To minimise the probability
of analysing false polymorphisms, prior to alignment, only bases with a consensus
Phred (Ewing et al. 1998) quality score > q40 were accepted (this equals to the
probability of miscalling less than 1/10000) with lower quality score treated as

missing data.

The alignment was first obtained from Dr. Douda Bensasson, and was then manually

improved using Bioedit (http://www.mbio.ncsu.edu/BioEdit/BioEdit.html). An

annotation of the alignment was obtained as described below and in the method
section of chapter 4. For the purpose of this chapter, sites at which more than half the

strains of each population had an alignment gap were excluded.

25


http://www.mbio.ncsu.edu/BioEdit/BioEdit.html

Annotation of Long Terminal Repeats (LTRs)

We are interested in the solo LTRs or LTR fragments that are fixed in both
populations of S. paradoxus, which imply ancient insertions at least as old as the
common ancestor of all strains. Each strain was put through Repeatmasker to search
against a custom library of Ty sequences, obtained from Repbase (Jurka et al. 2005).
The library contains Ty1-Ty4 elements discovered from Saccharomyces cerevisiae,
Ty5 from S. paradoxus, TSE element from S. exigus and TSK element from S.
kluyveri. Slow option and crossmatch algorithm was used as recommended in the
manual. Identified LTR annotations were classified as fixed LTRs in one population
only if all strains in that population with valid nucleotides were identified as having a
Ty element. LTRs are often found nested or overlapping within each other, thus for the
purpose of analysis they were considered as one observation per intergenic region.
Sites with alignment gaps were excluded from the calculation of diversity, 6, on the
grounds that alignment gap may be an insertion/deletion event and therefore more

recent and less polymorphic.

Data analysis and quantifying the life cycle

Theory

To quantify the relative frequencies of different reproductive modes we have relied on
two independent measures of effective population size (N). The first is derived from
the mutational diversity parameter 6, which is typically measured either as the average
pairwise differences between sequences (0m) or the proportion of polymorphic sites
(0s; or Watterson’s estimate (Watterson 1975)) in a sampled population. The second
measure is derived from the population recombination rate parameter p, which
measures the association between pairs of sites. Estimating the recombination rates on
a genome scale has been the focus of several recent research efforts (Stumpf and
McVean 2003) because for its importance in the design of association mapping studies
in human and practical implications for evolutionary inferences. These estimating

procedures are explained later in this section.
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Under the standard neutral model, 6 = 6s = 4Nu, and p = 4Nr where N is the
effective population size (an idealised constant population with random mating and no
selection), r and u equal to per-generation recombination and mutation rate,
respectively. Under more complex situations, where the standard neutral model is no
longer valid, there are some additional parameters for both equations. First, p is highly
dependent to the extent of inbreeding, because recombination depends on levels of
nucleotide diversity. In contrast, inbreeding has a much smaller effect on 0. Taking
inbreeding into account, the expected diversity is as follows: 6 = 4Nu/(1+F) and p =
4ANr(1-F), where F is Wright’s inbreeding coefficient. Johnson et al (2004) estimated
F=10.98 in S. paradoxus, which means inbreeding reduces 0 by a factor of ~2 but
reduces p by 50 fold.

Second, the effect of selection on 6 is well documented (Hartl and Clark 2007):
selection will drive segregating sites to fixation and reduce 6. To avoid the
underestimation of 6, measures should be taken at regions of chromosome that appear
to be neutrally evolving. It remains undetermined how selection would affect p, but

the effect is likely to be small.

Assuming mitotic mutation rate equals to meiotic mutation rate, 6 should be
contributed equally from mutations of either sexual or asexual generations. N derived
from 0 indicates the total number of cells. However, p should be only influenced by
the number of meiotic recombinations. Thus N derived from p indicates only the
number of cells undergoing mating, and Np / Ny will yield an estimate of how

frequent S. paradoxus undergo sexual reproduction in nature.

Estimating the nucleotide diversity, 6

0s and On was calculated for the 11 defined LTR region annotations (see Results), and
of the whole chromosome using the Variscan program (Vilella et al. 2005). To deal
with missing data, Variscan has implemented a modified version of Ox and 0s (the
equations are shown in Hutter et al., 2006). Confidence limits of 6 were obtained by

bootstrapping with replacement 10,000 times from the 0 of these 11 LTR regions.
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Estimating the linkage disequilibrium parameter, r?

Linkage disequilibrium measure, r?, was calculated between sites. Only non-singleton
SNPs were considered (on the grounds that singletons are uninformative in estimating
linkage disequilibrium). Given a pair of SNPs at loci x and y, consisting of two alleles
at each locus i.e., A, aand B, b, r? is equal to the square of the correlation coefficient

between the alleles at locus x and at locus y, as shown in (1)

DZ
rja )B(y) — -
Al2)B(v) fay (1 = fa) foe (1 = Foy) (1)
and
Damsy = famsw — Ta fom @)

where (2) shows the standard measure of linkage disequilibrium D, with fa), fzy) the
frequency of those carrying the A or only the B alleles, respectively (Clark et al. 2007).
r? ranges between 0 and 1, where 1 indicates that alleles pairs at the two loci are in

perfect correlation.

Estimating the population recombination rate parameter, p

The simplest methods of estimating p are based on ad hoc moment estimators, which
require very little computing power but do not take into account all possible
information from the data (Wakeley 1997). Under a neutral model, from a sample of n
sequences, we can calculate the average and variance of the pairwise differences. If ki;

is the number of differences between two sequences, i and j, the mean = is given by

2 n—
= nmn—1) Z ZR’

=1 =it (3)

and the variance S is given by

S @
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Then it can be shown that,

E(m)=1¢6 5)
2(n -2 2
E(53) = 3110 + 8xlo, ) o
Var(rr) = E(*) — E(n)?
n+1 o
=3 D) 1)8 + f(p,n)e -

where g and fare functions of p and n (appendix in Wakeley (1997)). Wakeley (1997)
made use of the fact that the variance of pairwise differences = is reduced by
recombination, and substituted sample m, S, and n? in the left hand side of the
equation (6) and solved the equations for p through simple recursions. This method
was implemented in custom Perl scripts, which produces the same results from the

Wakeley option output of Idhat (http://www.stats.ox.ac.uk/~mcvean/LDhat/).

Full likelihood methods consider genealogical structure of the data and attempt to use
all of the information in the data. However, the disadvantage is that computing the
full-likelihood based on the data is computationally very intensive and sometimes
impossible when the size of the data is in the level of genomes. Alternatively, one can
divide the data into smaller subsets, compute the likelihood for each of them and
multiply them together, assuming they are independent, to form a “composite
likelihood”. Such procedures have been found performing at least as well as the full

likelihood methods (Hudson 2001) while remain computationally tractable.

McVean et al. (2002) considered the sampling distribution for a pair of polymorphic
alleles (i.e. SNPs). It is possible to compute the likelihood of particular observed
paired allele configurations via simulation of samples. These samples were generated
through coalescent under the assumption of an estimated value of 0, the symmetric,
reversible mutation model, and a range of p, implemented from Hudson’s method

(Hudson 2001). The likelihood of p, given such sample, is calculated using the
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importance sampling scheme of Fearhead and Donnelly (2001). Finally, the likelihood
of a particular value of p for the entire sequence is obtained by combining the

likelihood from all pairwise comparisons, given by

Cc(4Nr) = 2E(XG14Nery)
iy (8)

where ((XI4Nm) s the log likelihood of the data for segregating sites i and j given

y. = ! sz'i
1

L-t (9)

where d; is the physical distance separating sites i and j, and L is the total length of
sequence. The best estimates of p are chosen as the value that has the highest

composite likelihood for all pairs of SNPs.

Li and Stephens (Li and Stephens 2003) have described another method that relates to
the estimation of p based on the haplotype data alone, which is implemented in the
rholike program. Consider a sample of n haplotypes H = (Hs,...,Hy), the conditional

probability of p given the data can be written as a product of conditional distributions,

C[P|HJ :Pr(le--:Hn‘P}

= Pr(Hy |p)Pr(Hz | Hy,p) ---Pr(H, [Hy, ..., Hy,_1,p) (10)

By considering these conditional distributions (denoted by m) are probability
distributions of a single haplotype rather than n haplotypes, then approximation of &
can be substituted into the right hand side of (10), to obtain an approximation for the

distribution of haplotypes H given p

Pr(Hy,...,Hy|p) = A(Ih | p)ft(Hy | Th,p)... % (H, | H,..., Hy_1,p). (11)
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where Li and Stephens (2002) refer to this as a “Product of Approximate
Conditionals” (PAC) model, and to the corresponding likelihood as a PAC likelihood
(denoted Lpac)

Lpac(p) = #(Hy |p)ft(Hy | Hy, p0) ... fA(Hy | Hy, ..., Hyzq, 0) (12)

The performance of this model will depend on the use of an appropriate
approximation for the conditional distribution 7, which has been described in detail
elsewhere (Li and Stephens 2003). &t is biased depending on sample size and number
of SNPs in a given sample, therefore a better approximation of m is used by correcting
for the differences through empirical results, which will be described further in the

Results.

Results

Description of Polymorphism Data

For the European population we analysed sequenced chromosome 111 from 11 strains,
collected from Silwood Park, UK. Compared to the rest of European lineage, the
published S. paradoxus chromosome 111 DNA sequence (Kellis et al. 2003) does not
have more unique mutations, hence it was included (n = 12 in Europe). Another 8
strains were collected from Far East Asia. After assembly, the original alignments
were abundant with polymorphic insertion/deletions, which will result in inaccurate
physical distances between any two sites, as needed with subsequent analysis. Hence
we excluded sites that were present in only less than half the strains in each
population. Ends that were poorly aligned were also trimmed. The total length of the
alignment is 281,584 bp and 282,026 bp for Europe and Far East, respectively. The
final number of sites included in the alignment is ~280kb in each population (Table
2.1).
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Table 2.1 Polymorphism in chromosome 111 of European (Eu) and Far East (FE)
populations

Sites® Segr.  Singl.” on° 0s° Tajima’s D
sites (S) (x1000)  (x1000)
Eu 278,654 994 405 1.2 1.2 0.02 P=0.9¢
FE 278,264 640 312 0.9 0.9 -0.06 P=0.7¢

® Number of sites analysed, after excluding sites with alignment gaps and sites at
which fewer than 4 strains had data (A, C, G, T); the average number of strains per

site analysed is 11.7 and 7.6 (whole chromosome and 4-fold degenerate), ® denotes
singletons; sites with unique alleles. © 0n is estimated from average pairwise DNA
sequence divergence, per bp; 0s estimated from Watterson’s estimate, per bp. d p-
values obtained by comparing the observed D with those from 10,000 datasets
generated from ms (Hudson 2002) under the neutral coalescent model using the
observed parameters: n=12/8 (Europe/Far East), p=865/243 (from the rholike method),
S=755/437, length=281,584/282,026.

There are 994 segregating sites in the European and 640 in the Far East population (of
which 405 and 312 are singletons; Table 2.1). No more than two alleles were found at
each polymorphic site, allowing us to use recombination estimation methods which
assume only bi-allelic loci. Both 6s and 6 are 0.001, indicating one base difference

per 1,000 base pairs between two random chromosomes in a population.

There are four shared polymorphic sites between both populations (3 of which have
the same two nucleotides), all of which are >50kb apart. The expected number of
shared polymorphism between two populations, assuming independence, is
(994/278,654) x 640 = 2.3. This close approximation suggests that the two
populations are genealogically independent, that is, all sequences in one population
coalesce to a single common ancestor before coalescing with sequences from the

other population.

To test how well our data fit the neutral coalescent model, for each population, we
calculated Tajima’s D for the entire chromosome. Tajima’s D is sensitive to
perturbation in demography equilibrium such as population expansion, subdivision or
bottleneck (Tajima 1989). We compared our observed values with the D distribution
obtained from simulated datasets generated using ms (Hudson 2001) under a neutral

coalescent model, with the observed parameters in Table 2.1. For both populations,
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the observed D values are close to 0 and fall well within the 95% confidence limits of
the distribution. Therefore, there is no evidence for deviation from the assumptions of
the neutral model. We also found no correlation between geographic distance and

genetic differentiation (Figure 2.1).

Figure 2.1 Lack of correlation between genetic differentiation 6 and geographic
distance in the UK population (Kendall’s t= -0.07, P = 0.46). Each point denotes
pairwise comparison between two strains.
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Although Tajima’s D test suggest no departure of neutrality in chromosome I1I
sequences of S. paradoxus, the protein encoding sequences make up ~70% of the

yeast genome are often targets of selection, hence neutrally evolving regions of the
chromosome need first be identified in order to accurately calculate 8s. Remnants of
LTR retrotransposable elements would be an ideal choice as these once foreign
elements do not appear to have any functional roles and past genomic surveys of S.
cerevisiae have shown they are relatively abundant in the yeast genome (Doniger et al.
2008).
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LTRs fixed in both populations are found in 11 intergenic regions on chromosome Il1,
7 of which are separated by at least 15kb (hence parameter estimates calculated from
these scattered regions won’t be influenced by specific local features) A summary of
polymorphisms in these LTRs is shown in Table 2.2. To test the assumption of
neutrality, Tajima’s D was calculated for individual LTR regions and then merged
together. On both occasions no significant difference was found from the random
expectation (P >0.8, Table 2.2). There was no correlation between 0s between the
same LTR regions of the two populations (Figure 2.2), suggesting no differential
selection acting among LTRs. Furthermore, we found no correlation between 6s and
the distance from the MAT locus (Figure 2.3), suggesting no effect of MAT locus
affecting diversity to these regions. Hence the diversity estimates from LTRs can be

used as a reference of diversity under neutrality.

The average 0s is 0.0038 (per bp) and 0.0032 for the European and Far East
populations, respectively, with no significant difference between them. To obtain a
95% confidence interval of 8s, 10000 samples were generated, each containing 11
numbers randomly chosen from the observed 0s of the 11 LTRs. No significant
difference was found in 6s between the two populations. Using the available estimate
of mutation rate (i) 2.2 x 10™° per base per generation in S. cerevisiae (Drake 1991)
and inbreeding coefficient (F) of 0.99 (Johnson et al. 2004), the effective population
sizes were calculated as 8.61 x 10° and 7.12 x 10° for the Europe and Far East

populations, respectively.
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Figure 2.2 Lack of correlation of s from LTR fragments in the European and Far
Eastern populations, for regions that were present in both populations. Each point
represents fixed LTRs from a different intergenic region (Kendall’s t= 0.17, P=0.48).

=
o _
L ]
g o
® L J
E
§ ®
T o« _ L
LTS
< [
-
L]
o L ]
®
e e ]
I | | | I |
0 2 4 6 8 10
8s (Europe x1000)

Figure 2.3 Lack of correlation of 6s from LTR fragments and their distances away
from the MAT locus. Each point (solid circle: Europe; filled circle: Far Eastern)
represents fixed LTRs from a different intergenic region (European: Kendall’s t = 0.22,
P=0.35; Far Eastern: t=0.15, P=0.53).
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Table 2.2 Polymorphism in LTRs on chromosome III

Europe Far East
Intergenic Region 0, 0s 0 0s

(dist. from MAT in kb) No' No.sites’ S (x1000)  (x1000) D No' No.sites’ S (x1000)  (x1000) D
YCLO69W - YCLO68C (204.4) 2 808 24 116 9.9 0.8 2 639 4 25 24 0.1
YCLO024W - YCL021W-A (128.6) 5 1075 10 38 34 0.6 5 952 12 5 5.8 -1.1

YCLO21W-A - YCLO18W (119.4) 2 414 9 8.3 8.6 -0.2 1 182 3 8.5 7.2 1
YCLOO1W-B - YCR002C (94.8) 1 373 0 0 0 NA 1 374 0 0 0 NA
YCRO005C -YCRO007C (81.9) 1 311 6 44 6.4 -1.2 1 318 1 0.8 1.2 -1.1
YCRO007C - YCRO08W (78.3) 2 287 2 3.8 24 1.8 2 386 5 6 54 0.6
YCRO015C - YCRO16W (61.0) 3 899 8 2.8 3.2 -0.6 3 460 4 4.2 34 11
YCRO018C - YCRO19W (49.4) 4 857 8 1.8 3.1 -1.7 4 1076 7 2.8 2.6 0.4
YCRO027C - YCR028C (30.1) 2 316 1 0.5 1 -1.1 3 625 7 4.6 4.3 0.3
YCRO061W - YCR063W (27.0) 1 93 1 4.7 3.7 0.7 1 93 0 0 0 NA
YCRO095C - YCR096C (94.3) 1 369 0 0 0 NA 1 369 2 1.8 2.3 -0.9
Mean 3.8 -0.1 3.2 0.04

95% C.I. (21-57) (-0.8-0.6) (19-45) (-05-0.5)

Cl was obtained by permutation with replacement 10,000 of the measurement from 11 regions. *Number of segments with LTR
homology, 2 Number of sites analysed (Variscan, option numnuc = 4) per LTR, giving a total of 5,802 bp and 5,474 bp, and the average
number of strains per site analysed is 10.6 and 7.1 in the European and Far East populations, respectively
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Linkage Disequilibrium

When a new mutation first arises at one particular locus of a chromosome, it would be
in complete association with all of the polymorphisms that are found on that
chromosome, that is in complete linkage disequilibrium. Over time the linkage
disequilibrium is broken down by the process of recombination. The linkage
disequilibrium between loci in a sample of chromosomes is simply a function of the
age of the mutation and the recombination rate (Coop et al. 2008). The further apart
two sites are on a chromosome, the higher the rate of recombination between them.
Linkage disequilibrium would be higher for sites that are close than sites that are far
away. r>, a measure of linkage disequilibrium, was calculated between all possible
pairs of sites on chromosome I11. Figure 2.4 illustrates r? as a function of physical
distances between sites. This shows the association becomes approximately random
for sites that are ~25kb (Europe) or 50kb (Far East) apart.

Comparison to simulated datasets (r? was calculated between all sites from samples
generated with the same length, polymorphisms, and recombination rates, using
program ms (Hudson 2001)), reveals an outlier in Europe, for sites that are ~220kb
apart. A closer look at these sites shows this phenomenon is caused by almost perfect
association between sites in the VBA3-YCL068C intergene at the 5” of the
chromosome and sites in the SED4-ATG15 intergene at the 3” end. Existing literature
is unable to explain this observation and such associations do not exist in the Far East

population.
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Figure 2.4 Linkage disequilibrium (i.e., correlation of alleles) between pairs of
polymorphic sites, as a function of physical distance between the two sites
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Points are average r? for all pairs within a particular distance, categorised in bins of
1kb. The lines represent the 97.5% upper and 2.5% lower bounds calculated from

1000 datasets generated under a neutral coalescent model, given the length of
sequences, number of polymorphic sites, and the rholike estimate of p (from Table 2.3;
using the ms program). The asymptote (i.e. the expected r* when there is no
association between alleles) is 1/n, where n is the number of sequences (1/12=0.083
for Europe and 1/8=0.125 for Far East).
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Estimating N from the Recombination Parameter p

Three different methods were employed to calculate p (see Methods, Table 2.3A). The
estimates of p using the three methods is summarised in Table 2.3A. For consistency,
estimates and confidence limits using the Wakeley and Pairwise methods were
obtained the same way: to correct for possible biases of these estimators are likely to
introduce, ms was used to generate sample sets, each containing 500 replicates, under
a range of p (unit is Morgans per chromosome; 0 — 1400 with offsets of 100),
observed number of segregating sites, and number of chromosomes of specified
population. For each sample, p was estimated for each of the 500 replicates using the
three methods. As an example, Figure 2.5 shows the median of the estimated p as a
function of the ‘true’ p, and also the 2.5% and 97.5% quantiles of the estimated ps.
From the European sample, rholike produced an uncorrected estimate of p =457. As
shown in Figure 2.5 we estimated the true p = 864.7 in the European population, with
95% confidence limits 612.9 and 1283.7 respectively. Dividing these estimates by the

length of alignment gives an estimate of p per kb.

Table 2.3 Estimates of the population recombination parameter p (Morgans/kb).
(A) Whole chromosome

Method Europe Far East

Wakeley 1.1 (0.6-4.5) 1.1 (0.4-11.4)
Pairwise 2.0(1.1-4.9) 1.0 (0.3-4.4)
Rholike 3.1 (2.2-4.6) 0.9 (0.4-1.9)

Based on analysis of sites with no missing data (229,734 and 211,807 aligned sites in
Europe and Far East, respectively, of which 755 and 437 are polymorphic, and 464
and 231 are non-singletons). Singleton sites are uninformative for r? and p, and were
excluded from the analyses, as were sites at which any strain has an alignment gap,
except insofar as they contributed to the coordinate system (i.e. the site was
considered as missing data). Numbers in parentheses are 95% confidence limits,
estimated using these same methods on simulated datasets with known p (see text and
Figure 2.5).

(B) In the regions 0-20kb left and right of the MAT locus (rholike method).

Europe Far East

Left of MAT 4.7 (1.8-12.8) 1.2 (0.4-6.9)
Right of MAT 7.0 (3.0-14.8) 3.5(0.8-14.2)
Average 59(2.4-128) 2.4(0.6-8.7)

The MAT locus is defined here as the region with significant homology to HML, and
includes 800 bp to the left of YCR039C and 190 bp to the right of Y CR040W.
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Figure 2.5 Calculation of p using rholike. See text for details
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Despite differences between the theories behind these three methods, similar estimates
of p were obtained, increasing the confidence of results. p estimated from rholike
have the smallest confidence limits, and will be used in subsequent analysis. p in the
European population is ~3 times higher than in the Far East population, consistent
with more rapid decay of linkage disequilibrium shown in Europe. Using the available
estimate of per generation recombination rate (r) 0.0048 Morgans/kb in S. cerevisiae
(Cherry et al. 1997) and an inbreeding coefficient (F) of 0.98 (Johnson et al. 2004),
the effective population size was estimated 8,100 and 2,300 for the Europe and Far

East populations, respectively.

p was also estimated in the 20 kb regions to the left and right of the MAT locus. The
MAT locus is the most outbred region of the genome and regions close to MAT are
expected to have a higher p than the rest of the chromosome. Indeed, in both
populations p near the MAT was approximately 2 times greater than the rest of the
chromosome |11 (Table 2.3B).
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An Estimate for Frequency of Sex in Yeast

In both populations, the effective population size estimated from p is much smaller
than those derived from 0s. As aforementioned, meiotic generations contribute to
mutational diversity as well as recombinational diversity, whereas mitotic generations
only contribute to mutational diversity. Such differences imply the frequency of sex is
Np/ N6 =0.0009 in Europe and 0.0003 in the Far East, or once every 1,000 or 3,000

generations, respectively.

Discussion

This chapter presents a method for estimating frequencies of different reproductive
modes in wild yeast. The average diversity, as measured by 0s and 6z, from the 11
LTRs is = 0.35%. This is three times more polymorphic than the chromosomal
average diversity of 0.1%, implying at least two third of sites on the chromosome are
under (or purged by) purifying selection. In Drosophila, ~60% of sites were found to
be under purifying selection and in rodents, ~10% (29, 30). Interestingly, this
purifying selection is not apparent from calculating Tajima's D for the whole

chromosome.

To estimate the effective population size from neutral mutational diversity, a few
assumptions need to be made with regards the LTRs. The analysis assumes no
population structure, which we tested by finding no correlation between genetic and
geographical distances in the European population of S. paradoxus. If there is no
selection, diversity in LTRs should accumulate over evolutionary time and not be
purged by selection. Lack of correlation between LTRs of the two populations
suggested no differential selection between regions of LTR. Another possible
contributor is the MAT locus. The MAT locus could, in theory, contribute more
diversity to nearby LTRs as it is the most outbred part of the chromosome. However,

no such relationship was found.
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The effective population size estimated from 6s (~107) is comparable to those found

in small eukaryotes (Lynch and Conery 2003). This estimate should not be confused
with the real population size (i.e. the number of cells living at any one time), which is
considered to be much more than the effective population size. An explanation of the
discrepancy is the dependence of yeast cells within a colony: perhaps they live and die
together, in which case we are instead estimating the colony size. An effective
population size of 107 suggests selection can be more effective compared to the
effects of genetic drift (Hartl and Clark 2007).

A possible improvement for estimating the effective population size from mutational
diversity would be to choose a more reliable estimate of pu (mutation rate per
generation). The estimate used in this chapter was derived experimentally from
fluctuation tests of two loci in S. cerevisiae (URA2 and CAN1; (Drake 1991). This
parameter can be improved by carrying out more fluctuation tests in S. paradoxus, but
it is unlikely that these will differ by more than 10 fold and would therefore invalidate
our conclusions. At the time of writing, Lynch et al (2008) published a genome-wide
mutation rate of 3.3 x 10™° per base per generation in S. cerevisiae, by studying
sequenced genomes from different generations of mutation-accumulation experiments,

which is comparable to the estimate used in this chapter (Drake 1991).

We have analysed two genealogically independent populations, allowing us to assess
the repeatability of parameter estimates. The European and Far East populations do
not differ significantly in 6. Assuming both populations have the same mutation rate,
this implies both populations have undergone similar selective regimes and number of
generations (i.e. similar effective population size). However, p does differ
significantly between them, with Europe having three times higher p than Far East.
This difference could be caused by a higher frequency of sex in Europe or by a higher
inbreeding coefficient (F) in the Far East (For our calculations, F is taken from

Johnson et al (2004), which is estimated from the European population).
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Effective population size Np is much lower than N6 in both populations, which forms
the fundamental basis of our estimation procedure for the frequency of sex. We
estimate the frequency of sex to be about once in every ~1,000 (Europe) or ~3,000
(Far East), assuming the inbreeding level as Europe) generations. There are only a few
species in which population sizes have been estimated from both mutational and
recombinational diversities, and all are obligately sexual. In these cases the two
population size estimates differ by less than 10 fold (Andolfatto and Wall 2003;
Winckler et al. 2005; Cutter 2008), and these discrepancies have been attributed to

deviation from neutral scenarios.

Conclusions

This chapter illustrates how polymorphism data and population genetic theories can
be used to estimate frequencies of different reproductive modes in a complex life
cycle such as that found in a microbe. Improvements on the estimates derived here
could be made by having better estimates of per generation mutation rate, per
generation recombination rate, and breeding system. Studies like this can be carried
out to estimate frequencies of reproductive modes in other life-cycle alternating
species. A caveat is that the per generation recombination rate has to be quantified
experimentally (Cherry et al. 1997), therefore the procedure cannot address questions
such as whether one species can undergo sexual reproduction in nature or not (i.e. if

they can not be made to undergo sexual reproduction in laboratory conditions).

43



Chapter Three

A MAP OF CROSSING OVERS

IN CHROMOSOME Il OF WILD
YEAST
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Introduction

Understanding the effect and evolution of meiotic recombination has been a major
interest in the field of evolutionary biology. The molecular mechanisms of meiotic
recombination can be studied in the budding yeast Saccharomyces cerevisiae; its
relative ease of undergoing genetic manipulation and recoverable meiotic products
has made it a popular candidate for population genetic studies. Crossovers result in
new combinations of alleles on each chromosome and greatly increase the diversity of
haplotypes in a population, and hence the power and efficiency of selection. In
addition, crossing overs provide the tension that is needed for the spindle to pull the
chromatids to the poles correctly at the first stage of meiosis (Roeder 1997). At least
one cross over per chromosome arm is required for proper reductional segregation. In
S. cerevisiae and most eukaryotes, meiotic recombination is initiated by a double
stranded DNA break (DSB). DSBs are carried out by the conserved DNA
topoisomerase-l1-related protein Spoll (Keeney et al. 1997) and at least 11 other
proteins (Roeder 1997). The repair of DSBs can either be resolved by a crossing over
(reciprocal exchange of chromatids accompanied by a sequence tract subject to gene

conversion) or by a single gene conversion event.

The discrepancies observed in the estimated physical and genetic distances of S.
cerevisiae have provided the first glimpse of possible heterogenesity of meiotic
recombination across genomes (Symington and Petes 1988). There is now extensive
evidence that crossing overs occur non-randomly along the chromosomes and are
found more frequently in short regions of 1-2kb known as the recombination hotspots
(Petes 2001). Provided that sufficient data is available, one can identify regions that
potentially undergo more crossing overs than in the rest of the genome. In S.
cerevisiae, the amount of DSB formed along the chromosome during meiosis was first
quantified on the genome-wide level by Gerton et al (2000). 177 regions were
identified having higher crossing over (top 12.5%) than the rest of the genome. These
regions are also called recombination hotpots. These hotspots differ in the intensities
of DSB activity by orders of magnitude, and no single distinctive feature is shared
among all of these hotspots. Currently, Mancera et al (2008) have given the highest

resolution mapping of recombination in S. cerevisiae, from ~52,000 markers
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genotyped in all products from 51 S. cerevisiae meioses (S288c/YJIJM789 hybrid
strain). In their study, recombinant events were detected if specific polymorphisms
from one strain were found in the direct descendent of a chromosome from another
strain (i.e., recombination reshuffles strain specific polymorphisms from one strain to

another).

Population genetic methods now allow us to estimate population recombination rates
from variation in DNA sequence data (McVean et al. 2002; Myers et al. 2005). Given
a sample of sequences from a population, the number of averaged crossover rates over
evolutionary time can be estimated (Hudson 2001). The distribution can be compared
between populations and species to study the mechanisms, and evolution, of cross
overs distributed along the genome. In humans, studies have revealed extensive
variation in recombination rates among individuals at a fine scale (Coop et al. 2008).
In the natural populations of S. cerevisiae, some strains exhibit higher crossovers than
others (White and Petes 1994).

Whether or not regions of high recombination remain at the same location through
evolutionary time is still a matter of debate. From studies of sperm-typing in humans,
estimates of ancient hotspot intensities on chromosome | were found different than the
present day intensities (Jeffreys and Neumann 2005). It was also shown that
recombination hotspots are poorly conserved between humans and chimpanzees,
despite only ~1% divergent between them (Winckler et al. 2005). Simulation studies
suggest human recombination hotspots are rapidly evolving (Coop and Myers 2007)
and can be lost in a very short evolutionary timescale, and as a result of this, the
extent to which meiotic recombination influences genome diversity and base
composition is unresolved. There is a general consensus that recombination activity
correlates positively with GC content (Marais 2003), but studies disagree on the
casual relationship between recombination on diversity, substitutions and divergence
(Birdsell 2002; Spencer et al. 2006; Duret and Arndt 2008).
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To study positional variation in recombination rates in S. paradoxus we analysed the
alignment of 12 sequences from Europe and 8 from Far East Asia populations, as
described in chapter 2. In this chapter, we estimate the rates of recombination at a fine
scale along the chromosome, thus extending our earlier study (Tsai et al. 2008). We
find extensive variation of recombination along the chromosome, and a number of
hotspot regions. Our results are compared with recombination hotspot regions already
published in S. cerevisiae (Mancera et al 2008), and we find significant conservation
in hotspot location between the two yeast species. Possible association between
recombination rates and various genomic features in the yeast species are also

explored in this chapter.

Methods

Data collection and preparation

The alignment of nearly complete chromosome 111 sequences from 12 European, 8
Far East Asian strains of S. paradoxus, and one Brazilian strain of S. cariocanus, was
described previously in Chapter 2. So as not to artificially inflate the length of the
alignment, sites with alignment gaps in more than half the strains in either population
were deleted. Instead of analysing one alignment for each one of the two population
in chapter 2, only one alignment (sequences from both populations are aligned

together) was used in this chapter.

Coding sequence and centromere annotations from the S. cerevisiae genome

(www.yeastgenome.org ; SGD) were mapped onto the S. paradoxus alignment by first

aligning the S. cerevisiae chromosome |11 sequence (downloaded from SGD) to the S.
paradoxus alignment, and the corresponding coordinates of original annotations on
the alignment were gathered. The first and last genes in the alignment are VBA3 and
HMRAL. Coordinates of five crossing over (CO) hotspots in chromosome 111 of S.
cerevisiae identified by Mancera et al (2008) were retrieved from

http://www.nature.com/nature/journal/v454/n7203/suppinfo/nature07135.html

(Supplementary Information 2), and aligned onto the S. paradoxus alignment in the

same way.
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Data analysis

Inferring the distribution of meiotic recombination

Haplotype blocks were defined using custom Perl scripts (a modification of four-
gametes tests; see Results). Population recombination rates p were estimated using a
coalescent-based method implemented in the program rhomap of the package Idhat
(ver 2.1; (Auton and McVean 2007). For this part of the analysis, we excluded all
singleton SNPs (on the grounds that they are uninformative in estimating
recombination rates) and SNPs for which any strain had missing data (on the grounds
that they might systematically bias the estimates). For each pair of SNPs, rhomap first
calculated a likelihood score over a range of recombination rates using the importance
sampling method of Fearnhead and Donnelly (2001). The likelihood scores for all
possible consecutive SNP pairs were summed to get a pseudolikelihood. ArjMCMC
(reversible-jump Markov chain Monte Carlo) scheme was used to sample from this
pseduolikelihood to obtain estimates of p. These estimates were subsequently
averaged to get one estimate of p between every consecutive pair of SNPs. We ran
rhomap with 1,100,000 iterations, the first 10% of which were discarded as burn-in.

After the burn-in samples were taken every 100 iterations.

Recombination hotspots were detected using sequenceL.Dhot (Fearnhead 2006).
Briefly, for every 2kb window, sequenceLDhot chooses 7 SNPs in or close to the
window, based upon the position of the SNPs and their minor allele frequencies, and
then uses the approximate marginal likelihood method of Fearnhead and Donnelly
(2002) to calculate a likelihood ratio (LR) test for pwindow > Pbackground 2gainst Pwindow =
Ppackground- 1 Ne null distribution of the LR statistic is approximately an equal mixture
of a point mass at 0, and a chi-squared distribution with 1 degree of freedom.
Hotspots were defined as regions having an LR statistic greater than the significant
value of 5.41 (P < 0.01), as has been used previously in hotspot detection studies in
humans (Jeffreys et al. 2005). Background recombination rates (used as input into
sequenceLDhot and also served as another estimation method of p) were estimated
using PHASE v2.1 (Li and Stephens 2003), with the settings X10 and -k999, as
recommended in the manual and accompanying documentation (Jeffreys and
Neumann 2005).
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Evaluating the relationship of recombination to other factors

Nucleotide diversity (6 and 6s) was calculated for nonoverlapping 5kb windows
along the chromosome alignment using Variscan (Vilella et al. 2005), including only
sites that have data for at least four strains in each population, i.e. option numnuc = 4).
To calculate divergence and GC content, composite sequences for each of the two
populations were constructed: for every site, a random valid nucleotide (A, T, C, or G)
from strains within the population was chosen as part of the composite sequence. For
every difference between the two populations, whether or not the change happened in
the European or Far East population was decided using S. cariocanus as an outgroup.
p output from rhomap was categorised into every nonoverlapping 5kb windows,
coding and intergenes. For every region of interest, an estimate of p was calculated
from available p estimates of SNP pairs. Consider an example: a 5kb window with p
estimates available in 2 SNP pairs (SNP A — SNP B — SNP C). SNP pair AB had an
estimate of 1 Morgan/kb and covers 3kb of the 5kb window. SNP pair BC had an
estimate of 2 Morgan/kb and covers 2kb of the 5kb window. The estimate of p in this
5kb window is estimated (1*3 + 2*2)/5 = 1.4 Morgan/kb. Correlation between GC
content, diversity, and divergence with p were assessed using Kendall’s rank test in R

(http://www.r-project.orq).

Controlling for autocorrelation

An important assumption in correlation tests is the independence of points within each
variable of interest. Because of the nature of our data (sequencing of whole
chromosomes; dense sampling of essentially all loci on one chromosome), many data
points are no longer independent (autocorrelation). The reasons for autocorrelation of
variables from genome sequences may be biological (shared selective regimes
between linked sites), or due to experimental procedure (for example, overlapping
sliding window analyses). Autocorrelation leads to underestimated standard errors and
confidence intervals (for a review of issue of autocorrelation in genomic data see
Hahn (2006)).
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For a correlation test between two variables to be valid, it has been recommended that
at least one of the variables is not autocorrelated (Chatfield 2003). We calculated and
partitioned all the measures in nonoverlapping 5kb windows, in attempt to hold the
assumption of independence within at least one of the variable under test. To quantify
the level of autocorrelation, we calculated first order autocorrelation correlation
coefficients (r1) for each parameter value of a parameter in a window x (i.e.

correlation between each 5kb window and its immediate neighbour), as

Z(T N [ET

t=l =1

=

1)

where X () is the mean of the 1st, 2nd, 3rd ... N-1 window observationsand X (3 is
the mean of last N-1 window observation. In R, acf function was used to calculate the
coefficient, and the significance of coefficient was assessed. Table 3.1 shows that only
recombination rates are autocorrelated using the 5kb windows, therefore no further

correction procedure is needed for our correlation.

Table 3.1 Autocorrelations of different parameter measures

Europe Far East

r p value r p value
on 0.07 0.59 0.02 0.87
0s 0.06 0.63 -0.007 0.96
GC 0.23 0.08 0.25 0.06
GC* -0.03 0.82 -0.07 0.61
recombination rates (p) 0.48 0.0003 0.51 0.0001
divergence -0.007 0.96 0.10 0.47

r denotes first order autocorrelation coefficient; p values for a one-tail test was
obtained by noting where r lies on the normal distribution with mean equal to 0 and
standard deviation equal to 1/number of points. Since there are some missing values
in the first and 58th (out of a possible 58) nonoverlapping 5kb windows,
autocorrelation coefficient was calculated using points from 56 (2nd — 57th) windows
in all variables.
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Results

Distribution of recombination along chromosome il

The global alignment of individuals from both populations is 286,935bp and contains
464 non-singleton SNPs in the European and 232 in the Far Eastern population. This
corresponds to an average density of one SNP every 0.6kb in Europe and 1.2kb in Far
East. This dense spacing allows us to map the past meiotic recombination events onto
the chromosome at a fine scale. No more than two alleles were found at each
polymorphic site, allowing us to use methods for estimating recombination rates that

assume only bi-allelic loci.

Regions with no evidence of recombination (haplotype blocks)

First, we searched for regions along the chromosome with no evidence of
recombination (haplotype blocks), and for this we used a modification of the four
gametes test (Wang et al. 2002): given a pair of bi-allelic SNP sites (e.g. two A/C
polymorphisms), a recombination event would have had to have taken place if all four
possible combinations (e.g., AA, AC, CA, CC) of alleles at the two sites are observed
among the different strains in the population. Haplotype blocks are regions with
consecutive polymorphic sites where only a maximum of 3 of the above combinations
are observed between all pairwise combinations of these sites. A haplotype block
becomes interrupted when the next polymorphic site is incompatible (i.e. contains all
four combinations of alleles) with any of the sites already included in that block.
There are 110 such haplotype blocks in the European population, averaging 2.2kb in
length with 5.4 SNPs per block (Table 3.1). The longest block is 9.6 kb. In the Far
East population we found 47 blocks, averaging 6.3kb in length with 6.6 SNPs per
block, and the longest block was 21.8kb. Thus blocks in Far East are three times

longer than those in Europe.

The distribution of haplotype blocks along the chromosome is shown in Figure 3.1. To
test whether this difference between the two populations is a result of the difference in
sample size (12 vs. 8 strains, respectively), we repeated the analysis on 8 of the

European strains, chosen randomly. The European strains again had shorter haplotype
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blocks than the Far East ones (Table 3.2), consistent with our previous finding of

higher rate of recombination in Europe (Tsai et al. 2008).

Regions with high recombination (hotspots)

Figure 3.1 shows heterogeneity in the distribution of recombination along the
chromosome, some regions having longer haplotype blocks than others. To quantify
the local variation in recombination we calculated the population recombination
parameter p between each consecutive pair of SNPs along the chromosome (using the
program rhomap in the Idhat package;(Auton and McVean 2007)); Figure 3.1). The
European population shows several local peaks in rate of recombination along the
chromosome, with most peaks coinciding with breaks in the haplotype blocks found
above. The Far East population seems less heterogeneous. This difference between the
two populations is not simply due their different sample sizes, as it persists when the
European population is reduced to 8 strains (data not shown). Recombination appears
to be largely reduced in the ~100kb region between the centromere and the MAT
locus (average p inthe CEN - MAT (length: 90,125 bps) region is 1.9 and 0.9
Morgans/kb in Europe and Far East, respectively) ~2 times less than the average p in
the rest of the chromosome (length: 196,166 bps; 4.5 and 2.03 Morgans/kb in Europe

and Far East, respectively).

Table 3.2 Distribution of SNPs and haplotype blocks in chromosome Il of S.
paradoxus.

No. Haplotype block No. SNPs per
Total no. haplotype length mean block mean
n No. Sites' SNPs’ blocks (stderr, max) (stderr)
European 12 230,106 464 110 2.2(0.2,9.6) 5.4 (0.4)
8t 242,501 377 89 2.6 (0.3,11.2) 5.9 (0.6)
Far East 8 213,559 232 47 6.3 (0.9, 21.8) 6.6 (0.7)

Total length of the alignment is 286,935bp

1 only sites with no missing data in any of the strains were analysed
2 non-singleton SNPs

1 8 sequences chosen at random from the European population
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Figure 3.1 Distribution of recombination on chromosome 11 in the two populations
of S. paradoxus. Figure shows the locations of (i) haplotype blocks (yellow
rectangles), (ii) the population recombination parameter rho calculated between
consecutive pairs of SNPs (black line), and (iii) the recombination hotspots (red
boxes), in each of the two populations. Black dots indicate the location of SNPs. The
hotspot regions from the combined data analysis are also shown below, as well as
those from experimental data in S. cerevisiae (Mancera et al. 2008). Shaded is the
overlap between the S. paradoxus hotspots (orange shade); a region 20kb left and
right of the MAT locus where recombination was found higher previously is also
shaded in green.
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Physical positions along the chromosome (kb)

To test whether the above heterogeneity is greater than what would have been
obtained by random noise in a chromosome with constant rate of recombination along
the entire length, we searched for statistically significant local peaks in recombination
(recombination hotspots): for each 2kb-window along the alignment (with a 1kb-
offset) p was calculated and its value tested against a p 10-100 times higher than the p
from a 50kb-window centered on that particular 2kb-region under test (using the

program sequenceL.Dhot; (Fearnhead 2006); see Methods). Six recombination
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hotspots were found in each of the two populations (Table 3.3 and Figure 3.1). The
number of hotspots expected by chance in chromosomes with constant recombination
along their length was calculated from 20 simulated alignments obtained by re-
evolving chromosomes with the same length, level of polymorphism and constant rate
of recombination along the chromosome (using the program ms; (Hudson 2002)).
Only an average of about one such “false” hotspot region with significantly higher
than background rate of recombination was found in these datasets (1.25 and 1.4
hotspots per alignment for the European and Far East populations, respectively; LR >
5.41), indicating a highly significant heterogeneity in the rate of recombination in the
observed data (all hotspots in Europe had Likelihood Ratio of 10 or higher, and by

this criterion the false positive rate would be only 0.2 per alignment).

Table 3.3 Physical locations and parameter estimates for recombination hotspots on
chromosome 111 of S. paradoxus (see over for Table)

Unless stated in the heading, values in parentheses are standard errors; int is for
intergenic regions; Chromosomal averages are here for comparison; calculated from
58 nonoverlapping 5kb windows along the chromosome (see also text and Table 3B);
D denotes divergence calculated from differences between the Europe and Far East
composite sequences

1 Likelihood Ratio

! whether the hotspot was also detected in both populations

2 p values of likelihood ratio test, testing whether a region has significantly higher
recombination than its surroundings

p values are results of Wilcoxon-rank sum test (assessing if there is a difference in the
parameter of interest between the six hotspot regions and the chromosome)
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Table 3.3 Physical locations and parameter estimates for recombination hotspots on chromosome 11 of S. paradoxus. See back page for
description

A) Europe

Start (Location) found?! Length (kb) p (x1000) (LRY, p, max) Om (x1000) 0s(x1000) D (x1000) %GC
40075 (MGR1 - GID7) no 5 7.3 (20.5, p<0.001, 11.2) 1.1 1.1 9.1 46
65075 (FUS1 - FRM2) no 2 5.8 (11.0, p<0.001, 9.1) 0.3 0.5 4.5 39
69075 (AGP1- KCC4) no 3 8.2 (12.8, p<0.001, 10.8) 11 1.3 6 44
80075 (NFS1 - DCC1) no 2 4.5 (10.9, p<0.001, 5.4) 1.2 1.3 5 43
83075 (DCC1 - (int - BUD3)) no 2 8.5(22.1, p<0.001, 15.3) 1.1 1 2 41
200075 (YCRO045C - ARE1) yes 5 10.1 (22.1, p<0.001, 25.2) 1.9 1.7 3.4 47
Hotspot average (stderr) 7.4 (0.82) 1.1(0.21) 1.2(0.16) 5.0(1.00) 43(1.2)
Chromosomal average (stderr) 3.7 (0.38) 1.2(0.10) 1.2(0.09) 5.0(0.31) 39(0.4)
p values 0.89 0.9 0.8 0.005
B) Far East

Start (Location) found?* Length (kb) p (x1000) (LR*, p?, max) 6Om(x1000) 6s(x1000) D (x1000) %GC
89462 ((GBP2 - int) - SGF29) no 3 8.9 (6.2, p=0.006, 11.2) 0.7 0.8 8 44
201462 (IMG1 — ARE1) yes 2 3.8 (6.6, p=0.005, 4.0) 1.1 1.2 35 47
213462 ((PWP2 - int) - YIH1) no 2 3.8 (7.2, p=0.004, 4.9) 0.9 1 4 47
236462 ((SSK22 - int) - SOL2) no 3 2.4 (9.8, p=0.001, 2.7) 0.7 0.8 4.4 43
253462 (TUP1 — ABP1) no 3 3.9 (8.3, p=0.002, 4.6) 0.8 0.6 2 40
264462 (YCR90C - KIN82) no 2 1.8 (5.6, p=0.009, 2.9) 11 1 9 37
Hotspot average (stderr) 4.1(1.02) 0.88 (0.07) 0.91(0.08) 5.2(1.12) 43(1.6)
Chromosomal average (stderr) 1.7 (0.18) 0.90 (0.07) 0.92(0.07) 5.1(0.31) 39(0.4)
p values 0.73 0.64 0.81 0.03
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Conservation of recombination

If some regions along the chromosome are particularly prone to double strand
breakages (for example due to the chromatin being more exposed and/or more
sensitive to DNAses) and therefore more likely to recombine (Wu and Lichten 1994),
we might expect such regions to have persisted during at least short-term evolution
and speciation. Alternatively, the propensity for recombination may be transient, with
regions of high recombination constantly changing throughout evolution (Coop and
Myers 2007). In our sample, only one of the six hotspot regions found in one
population overlapped with a hotspot from the other population (Table 3.3). This
shared hotspot is located ~9kb distal to the MAT, and is a well-known hotspot in S.
cerevisiae. It is known as the ARE1 (YCRO048R) hotspot described in various studies
(Nag et al. 1989; Gerton et al. 2000; Borde et al. 2004), and has the second highest
ratio of genetic distance to physical distance (1.77 cm kb™) in chromosome I11 in S.

cerevisiae (retrieved from http://www.yeastgenome.org/ ).

To test if this overlap could be expected by chance alone, we randomised the hotspot
locations in each one of the two populations separately, and for each round of
randomization we recorded the number of overlaps (a pair was considered as
overlapping only if the overlap is greater than half the length of the smaller hotspot
region). Out of 10000 rounds, at least one overlap was obtained 4188 times (hence
P=0.42), indicating the observed overlap could also be between randomly-located

spots in the two populations.

It could be, however, that the hotspot regions in one population correspond to weaker
hotspots in the other, not strong enough in our samples to have been detected by the
stringent criteria of sequenceLLDhot. To test this possibility, we asked whether hotspot-
corresponding regions in the two populations are situated in local recombination
peaks. For the total of ten hotspot regions that are not shared in the two populations,
we found that hotspot-corresponding regions have indeed higher p than their
respective 3kb-flanks, indicating they do indeed represent local peaks of
recombination (paired randomisation test, P= 0.02). Furthermore, because the two

populations are genealogically independent, we can combine data from the two
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populations in a single analysis, simply by summing the Likelihood Ratio scores
obtained for each 2kb window during the original search for hotspot regions in each
population, above (the new Likelihood Ratio statistic is now approximately a mixture
of two chi-squared distributions, with 1 and 2 degrees of freedom, respectively, and
the new LR cut-off for P<0.01 is 7.29). Ten of the eleven hotspot regions found
previously in the two populations, were also found significant in the combined data,
indicating a similar signal in both populations and providing further evidence for
conservation of hotspot location (the expected false-positive rate in the combined data
is 0.9 hotspot regions). No new hotspot locations were identified in the combined

dataset.

Five recombination hotspot regions were recently defined experimentally in the S.
cerevisiae chromosome Il1, by genotyping ~52,000 markers in all products from 51
meioses of S288c/YIM789 hybrid strains (Mancera et al. 2008). Out of these five,
three are found to overlap with those in our two populations of S. paradoxus.
Randomising the locations in the two species, as previously, show this overlap to be
significant, implying that regions of high recombination have also been conserved

during the differentiation of S. cerevisiae from S. paradoxus (P = 0.02; Figure 3.1).

Correlates of recombination

Coding vs. noncoding

We first tested whether there are differences in recombination between genes and
intergenes. Studies on S. cerevisiae suggest that double-strand breaks tend to occur
mostly on intergene regions (Baudat and Nicolas 1997). We calculated p separately
for each gene and intergene of the chromosome and find no difference between
coding and noncoding regions (Table 3.4). In Europe, intergenes that are 5' to at least
one of the flanking genes have higher p than those that are 3' to both flanking genes,
indicating that the presence of promoters tends to increase recombination (Europe:
4.5+£0.42 vs. 2.7£0.40, p=0.004; the difference is not significant in the Far East
population, p=0.07; Table 3.4). There is no difference between intergenes that are 5' to

one vs. two genes.
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Table 3.4 p (Morgans/kb) estimates for genes and intergenes in the chromosome 111 of
S. paradoxus

Europe Far East
Category n p mean (stderr, max) n p mean (stderr, max)
Genes 140 3.9(0.28,17.5) 141  2.0(0.14,10.8)
Intergenes 140 4.0 (0.33,22.8) 141  19(0.14,11.2)
5'in at least one end 105 4.5 (0.42,22.8) 105 2.0(0.17,11.2)
5-5' 35 4.2 (0.71,17.7) 36 1.9(0.25,7.1)
5-3 24 4.0 (0.50, 12.0) 24 2.3(0.21,4.8)
3-5 45 4.9 (0.75, 22.8) 45 2.0(0.33,11.2)
3-3 36 2.7 (0.40,12.3) 36 1.6 (0.18,45)

For every region (gene or intergene) an estimate of p was obtained from rhomap
output. n denotes the number of regions available to calculate the average and
standard error (stderr) of each category.

Nucleotide diversity and divergence

Experimental studies in S. cerevisiae have shown that recombination can be

mutagenic (mutation rates are 6-20 fold higher in meiosis than in mitosis; (Magni and
\on Borstel 1962); homologous recombination during mitosis induces mutations
(Strathern et al. 1995)). A neutral model of evolution might therefore predict regions

of high recombination to be both more polymorphic and faster evolving (i.e. divergent)

than regions with little or no recombination.

To look for correlates of recombination, we calculated p and all other parameters in
nonoverlapping 5kb windows along the chromosome (Table 3.3). To calculate
divergence, we counted the total number of changes along the branches leading to the
European and Far East populations from their common ancestor, respectively (using
the composite sequence for each population; see Methods) and the S. cariocanus

sequence as an outgroup.
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Unexpectedly, we find no correlation between recombination and either of the two
standard measures of nucleotide diversity s or 6z (Kendall’s T for 6z: Europe: 0.07,
P=0.43; Far East: -0.06, P=0.50; similar conclusions was drawn for 6s, Figure 3.2).
Also, there is no association between recombination and divergence in either
population (Kendall’s T: Europe: 0.08, P= 0.36, Far East: -0.04, P= 0.65; Figure 3.2).
(Spencer et al. 2006) found that in humans correlation of recombination with diversity
and divergence was dependent on the scale used — here, averaging over 5kb windows
revealed significant correlation with GC (below), arguing we are using correct scale.
Considering hotspot regions alone, these are neither more diverse nor divergent than

the chromosomal average (Table 3.3).

GC content

GC content was calculated on the nonoverlapping 5kb windows, as above, on the
composite sequence for population. The GC content for the inferred common ancestor
sequence in the two populations is low, at 38.9%, implying a strongly AT-biased
substitution rate. Both populations show highly significant positive correlation
between p and GC content (Kendall’s T: Europe: 0.31, P=0.0008; Far East: 0.31, P=
0.0008; Figure 3.2), implying an association between recombination and GC content.
A positive correlation between GC content and recombination has also been observed
previously in many organisms, including yeast, human, mice, Drosophila, and
nematodes (a list is provided in Marais (2003)), and it has been suggested that GC

may play a role in stimulating recombination (Petes and Merker 2002).

As in the entire chromosome, recombination hotspots also have low GC content,
although they are more GC-rich than the chromosome as a whole (44 vs. 39% for
ancestral hotspot vs. whole chromosome averages; Table 3.3). This elevated GC in
regions of high recombination would be expected, due to the GC-bias observed in
mismatch repair during meiosis (Birdsell 2002). Alternatively, GC content may play a

role in stimulating recombination (Petes and Merker 2002).
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Figure 3.2 Nucleotide diversity theta(0r), %GC, and divergence are plotted as a
function of population recombination parameter p (Morgans/kb) for Europe and Far
East; points are values from nonoverlapping 5kb windows (n = 56). There is
significant correlation between % GC and p (Kendall’s T=0.31, p = 0.0008 in both
populations), but no correlation with the other parameters.
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Substitution bias in recombination hotspots

To further explore the reciprocal effects of recombination and GC content, we
compared the rates of GC to AT (u) and AT to GC (v) substitution in the European and
Far Eastern lineages, again using S. cariocanus as an outgroup. As would be expected
from the low GC content in the chromosome as a whole, there is much higher GC to
AT substitution than AT to GC, during divergence from the common ancestor, the
ratio of the two rates u/v being 1.53 and 1.64, respectively (significantly different
from one: Fisher’s exact test p<0.0001; Table 3.5). This AT-bias in substitution is
consistent with the strong AT-bias in mutation observed in S. cerevisiae (Lynch et al.
2008). The GC content at equilibrium, when the absolute numbers of GC- to AT-
changing and AT- to GC-changing nucleotides are equal, and therefore no change in
GC content of the sequence, is calculated as GC*=v/(u+v). GC* is 40 and 38% in
Europe and Far East, respectively, not different from the 39% in the ancestral
sequence. This, together with the fact that the absolute numbers of GC to AT and AT
to GC changes are equal, argues that the chromosome as a whole is at GC equilibrium,
GC being constant at about 40% (Table 3.5).

The GC-bias in repair would lead us to also expect a GC-bias in substitution in high-
recombination regions, or at least reduced AT-bias compared to the rest of the
chromosome. However, in contrast to this expectation, we find even stronger AT-bias
in horspot regions than in the rest of the chromosome (u/v=2.15 and 2.42 for Europe
and Far East hotspots, vs. 1.49 and 1.60 for nonhot, respectively; p values in Table
3.5). Also, contrary to the rest of the chromosome, hotspot regions do not appear to be
at GC equilibrium as there are about twice as many GC to AT changes than the
reverse in hotspots, implying these regions are evolving towards a lower GC content
(GC*are 32 and 29% for Europe and Far East GC* vs. 44% in the ancestor). This is
also illustrated by Figure 3.3, showing that most of the hotspots (with the exception of

1 out of 12) are evolving towards a lower GC content.
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Table 3.5 Rates of nucleotide substitution during the differentiation of European and
Far East sequences from their common ancestor

A) Substitution rates in each category of sites

Total'! Change? Change® nochange® Change'/total p values®

Chromosome
Eu-GC 109,040 613 79 108,348  u=0.0056
AT 171,193 629 98 170,466  v=0.0037 0.67
FE-GC 109,040 652 70 108,318  u=0.0060
AT 171,193 625 93 170,475  v=0.0037 0.47
Non hotspots
Eu-GC 100,695 555 71 100,069  u=0.0055
AT 160,656 595 95 159,966  v=0.0037 0.25
FE-GC 102,687 607 66 102,014  u=0.0059
AT 162,658 600 91 161,967  v=0.0037 0.87
Hotspots
Eu-GC 8,345 58 8 8,279 u=0.0070
AT 10,537 34 3 10,500 v=0.0032 0.02
FE-GC 6,353 45 4 6,304 u=0.0071
AT 8,535 25 2 8,508 v=0.0029 0.02
B) Present GC content and GC equilibrium of each category
ulv P P’ GCpresent (%) ®GC*(%)
Europe
Chromosome 153 <0.0001 39 40
Hotspots 2.15 0.0003 44 32
Non hotspots  1.49 <0.0001 0.006 39 40
Far East
Chromosome 1.64 <0.0001 39 38
Hotspots 242 0.0003 43 29
Non hotspots 1.6 <0.0001 0.022 38 38

! numbers of GC or AT sites in the ancestral sequence

2 total number of GC to AT or AT to GC changes

® total numbers of GC to CG or AT to TA changes

* total numbers of GC or AT sites that did not change

> probability that absolute numbers in GC to AT or AT to GC change are equal within
populations; from binomial test

®probability that u/v=1, from Fisher’s exact test

‘probability that u/v is the not different between the hotspots and nonhotspots, from
chi square test

8 GC equilibrium is calculated by v/(u+v) in part A
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Figure 3.3 Equilibrium values of GC content (GC*) plotted against current GC
content for the European (closed) and Far East (open) populations; points are values
from nonoverlapping 5kb windows. Line denotes a 1 to 1 relationship. Values for the
11 hotspot regions are also shown for comparison (red circles). There is no correlation
between GC and GC* values in either population

£
3
@ [
T T T T T
30 35 40 45 B0
present GC (%)
Discussion

Distribution and conservation of recombination hotspots

Our primary interest has been to find whether there is heterogeneity in rates of meiotic
recombination along the chromosome. Haplotype block analysis was first employed to
identify regions of the chromosome with no evidence of recombination (haplotype
blocks). Such blocks are much longer in the Far East population, on average 3 times
longer than the European population, reflecting a lower rate of recombination in Far
East, consistent with results from the previous chapter. We then calculated the
population recombination rate p between adjacent SNPs along the chromosome,
which also shows differences along the chromosome, and again, the Far East

population shows less recombination.
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Fewer peaks were observed in the 100~150kb region of the chromosome in both
populations, in agreement with the genetic map of S. cerevisiae showing strong
linkage between centromere and MAT locus (Cherry et al. 1997; Mancera et al. 2008).
A possible explanation is that strong CEN-MAT linkage and high frequencies of
intratetrad mating (has been estimated ~94% in S. paradoxus in Tsai et al (2008))
allow maintenance of essential genes where recombination is suppressed. In a highly
inbred population, heterozygosity can be maintained in centromere-linked regions,
and as a result enabling the prevention of haploid lethal mutations in these regions
(Zakharov 2005). Consistent to these observations, it was found that a significant
percentage of essential genes resides near centromeres in S. cerevisiae (Taxis et al.
2005).

We identified six regions in each population with at least ten times higher
recombination activity than the background recombination. Under the sequenceLDhot
criteria (see Methods), only one of these hotspots (ARE1, ~9kb flanking the MAT
locus) is shared between the two populations. However, of those non-overlapping
hotspots, we found evidence of higher recombination than their flanking sequences in
both populations. Together this suggests conservation of recombination hotspot

regions between two populations of S. paradoxus.

Out of the five hotspots identified on the S. cerevisiae chromosome 111 (Mancera et al.
2008), three were found to overlap with hotspots found in S. paradoxus, indicating
substantial conservation despite a sequence divergence of ~15% (Cliften et al. 2001).
A possible explanation for this conservation can be derived from the life style of
yeasts. Experimental studies in S. paradoxus have shown that this species is highly
inbred (1.1% outcrossing rate (Johnson et al. 2004)) and infrequently undergoes
meiosis in nature (once in every 1,000 asexual generations). Even though yeast has
one of the highest per generation recombination rate compared across a range of
species (4,800 in S. cerevisiae versus 13 in human; per 10° Morgans/bp, (Tsai et al.
2008)), the theoretical prediction for time taken for a recombination hotspot to go
extinct, and thus not be conserved between yeast species (also referred as biased
transmission) would be only ~333 times longer (1/ (outcrossing rate x frequency of
sex X recombination rate per generation in yeasts compared to humans) = 1/ (0.01 x
0.001 x (4,800/13)) ) than what it would have been in human. It would therefore take
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2 orders of magnitude longer times for the recombination hotspots to get completely
lost in a population (Burt and Trivers 2006). A consequence of this would be that

hotspots in yeasts remain well conserved through evolutionary time.

Another possible explanation for the conservation of distribution of recombination
hotspots is through epistasis. A possible role of epistasis in S. paradoxus was first
demonstrated in chapter 2, where extremely high linkage disequilibrium was found
between sites in the VBA3-YCLO068C intergene (which contains the ARS301 silencer
of HMLALPHAT1) at the 5’ end of the chromosome and sites in the SED4-ATG15
intergene at the 3" end. This region presents itself as an outlier from the 95%
confidence intervals in simulated datasets generated in a neutral model, hence the
finite population hypothesis alone can not explain this phenomenon. Epistasis
selection, however, is known to create non-random associations between loci

regardless of their distances (in this case, ~220,000 bp apart).

Epistasis can act both ways on the evolution of recombination rates. It can be argued
that the recombination hotspots were constantly maintained through nearby genes of
negative and weak interaction, and linkage (loss of recombination rates) are
maintained around the centromeric regions due to positive epistasis of genes residing
near the centromeric region. Although many empirical studies have disagreed on the
scale and spread in epistasis acting on the genome, one criticism of these studies is
that they evaluate only arbitrary spontaneous studies (Rice 2002). Assuming some of
the linkage disequilibrium between loci was generated by epistasis selection, further
work can be done to interpret the signs of linkage disequilibrium to determine the

nature of epistasis on these regions.

GC content as the only correlate of recombination rates

Under the standard neutral model, there is no relationship between diversity and
recombination (Hudson 1983), a correlation can be generated by recombination
indirectly influences the efficiency of selection in shaping diversity. It can also be
generated by recombination being mutagenic (Wiehe and Stephan 1993; Hudson and

Kaplan 1995; Strathern et al. 1995). There is no general consensus as to whether or
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not recombination correlates with diversity across different organisms (Table 3.6).
Cutter (2008) studied simulated neutrally-evolving datasets and found that spurious
correlations can appear between diversity and p, under a standard neutral model. In
yeast, meiotic recombination has been found to be mutagenic, mutation being up to
20-fold higher during meiosis than mitosis (Magni and Von Borstel 1962). We found
no correlation between diversity and recombination rates in either population of S.
paradoxus, suggesting that regional recombination does not affect the local mutational

diversity or divergence in S. paradoxus.

GC content is the only parameter we found correlating with recombination rates.
There are two hypotheses behind such a correlation. The first is that recombination
may increase GC content through GC-biased mismatch repair, as the result of gene
conversion events (Birdsell 2002), which have been observed experimentally in many
organisms, including S. cerevisiae (Birdsell 2002 and Mancera et al., 2008). However,
we found a higher rate of GC to AT substitutions than the reverse, during the
diversification of the two populations from their common ancestor, suggesting an AT-
bias, even stronger in the hotspots than in the rest of the chromosome. This suggests
that biased gene conversion in yeast might not create such a strong effect as one

would have expected.

The second hypothesis is that GC-rich regions stimulate recombination (rather than

the opposite), which had been demonstrated experimentally in S. cerevisiae (Petes and
Merker 2002). This hypothesis does not contradict the stronger AT-bias in the hotspots,
rather it can be argued recombination hotspots can be lost through loss of GC-rich
regions. A study that supports this hypothesis is Strathern et al (1995), who found a 6-
fold higher GC— AT than AT —GC recombination-induced mutation in yeast (though

it was not known whether all these mutations occur in the hotspots).
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Table 3.6 Relationship between diversity and recombination rate in different species.

correlation

Species Correlation? - P value window size
coefficient

S. paradoxus* Europe No 0.07 0.43 5kb
Far East No -0.06 0.5 5kb

Arabidopsis lyrata * No -0.23 >0.05 26 loci

Chickens 2 Positive 0.27 5.3x10 7 5MB

Caenorhabditis Positive 0.83 0.04 6 loci

remanei

Caenorhabditis elegans b iy 0.72 <0.0001 4Mbp

Drosophila simulans ®  Positive 0.45 8.5x107 50kb

Humans ° Positivet nat 0.003 2kb - 2Mbt

Maize ’ Positive 0.65 0.0009 18 loci

S. cerevisiae Negative 0.08 <0.0001 20kb

* This chapter: chromosome 111 6z vs. p;

Lon vs. genetic distance (cM/Mb) from Wright et al (2006)

20m vs. genetic distance (cM/Mb) from Fan et al (2008)

% 0m at silent sites versus p from Cutter et al (2008)

*SNPs per Mb vs genetic distance (cM/Mb) from Cutter and Payseur (2008)
>0 vs. D. melanogaster genetic distance from Begun et al (2007)

®0n vs. p from Spencer et al. (2006)

"0m vs. p from Tenaillon et al (2002)

8 vs. no. of DSBs (per 20kb) from Noor (2007)

+ correlation only exists up to 4kb, affecting a very local level.

T wavelet transformations was used in this study instead of conventional correlation
study, hence no correlation coefficient was produced
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Conclusions

To summarise, we have found significant heterogeneity in both populations, with
several areas having at least 10 times higher recombination than their local average.
These recombination hotspots seem to have been conserved during the diversification
within S. paradoxus, and at least some, during speciation within the Saccharomyces
sensu stricto, as they seem to be retained in S. cerevisiae strains. Chromosome I11
contains the MAT locus, and the region around it was previously found to have twice
the rate of recombination compared to the chromosomal average. Several
recombination peaks are also found here in this region, including one of the strongest
and most highly conserved hotspots. Interestingly, there is very little recombination in
the 100 kb region between MAT and the centromere, also known in S. cerevisiae. It
would be interesting to see if similar low-recombination regions exist in the middle of
other chromosomes. Alternatively, all these observations may be entirely the

consequences of the presence of the MAT locus itself.

The only correlate of local rate of recombination seems to be regional GC content,
regions of high recombination having high GC, as would be predicted if high GC
content stimulates recombination (Petes and Merker 2002) or biased gene conversion;
neither diversity nor divergence correlate with local recombination. The hotspots
apparently are evolving towards an equilibrium lower than the chromosomal average,
at 32% GC. This suggests that a GC-bias-creating process during gene conversion
events may be overcome by a stronger recombination-induced AT mutagenesity
(Strathern et al. 1995).
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Chapter Four

SELECTION LEVEL IN WILD
YEASTS
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Introduction

Our understanding of genome evolution has benefited from comparisons of complete
genome sequences of different species. Inference of biological functions and the
action of natural selection from comparison of homologous DNA sequences between
species has been evidently successful from sequencing projects of sequencing
genomes of various closely related species, for example, for Saccharomyces yeasts
(Kellis et al. 2003), and for Drosophila species (Clark et al. 2007; Stark et al. 2007).

Previous chapters have shown that the mating system (Chapter 2) and meiotic
recombination (Chapter 3) play an important role in shaping patterns of
polymorphism in Saccharomyces yeasts. The goal of this chapter is to examine the
effect of selection on DNA sequences of S. paradoxus. Since data for almost every
gene (and intergenic regions) in chromosome Il of S. paradoxus is available, we can
first consider patterns of polymorphisms of the whole chromosome as one. This
pattern is a reference of the influence of genome-wide acting evolutionary processes
(Wang et al. 2002). From this, we can then identify regions that are targeted by
specific evolutionary processes acting locally, by partitioning the chromosome into
different regions of functions, and check for outliers that show deviation in their
pattern of polymorphisms from the chromosome and the rest of loci. Ultimately, we
want to quantify the fitness effect (adaptive, deleterious or neutral) of individual

mutations that are segregating in the population of S. paradoxus.

Analyses in previous chapters have indicated the genome of S. paradoxus fits well
with the standard neutral model (from Tajima’s D, Chapter 2) and is currently under
base composition equilibrium (Chapter 3). There is also some indication that DNA
sequences in S. paradoxus are subject to selection. Across the whole chromosome the
mutational diversity parameter 6 ~ 0.1% compared to 0.35% in the LTRs. This finding
that chromosome 111 as a whole is ~3 times less polymorphic (and diverged ~3 times
more slowly in previous surveys (Bensasson et al. 2008)) than the LTRs, suggests that

at least 2/3 of sites are subject to purifying selection.
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Up to this point this thesis has described the physical scale of variation in
substitutions, base composition and recombination rates in S. paradoxus. This chapter
presents a description of the patterns of polymorphisms within populations of S.
paradoxus, and divergence between three Saccharomyces species (S. cerevisiae, S.
cariocanus and S. paradoxus). Variation in the rate of natural selection of different
regions across the chromosome is investigated. Synteny within the Saccharomyces
yeasts are almost perfectly conserved (Kellis et al. 2003), hence the S. paradoxus
sequences are readily aligned to the reference genome of S. cerevisiae, which permits
direct use of S. cerevisiae annotation for categorising the polymorphisms and

divergences between different classes of DNA regions.

Methods

Annotations

To annotate the coding regions in S. paradoxus, only annotation from the category
“uncharacterised” and “verified” of Saccharomyces Genome Database (SGD) were
mapped onto the alignment. Category “dubious” was not used. The alignment starts
with the first 5’ base of VBA3 and ends with the first 5’ base of OCA4. From a
possible 143 coding annotations in SGD, 3 uncharacterised gene annotations were not
used (YCLOO1W-A, YCR024C-B, YCR089W) because of multiple premature stop
codons in the S. paradoxus sequences. The annotations for the start and end positions
of protein encoding sequences were modified accordingly (extended or shortened), so
the new S. paradoxus gene annotations contain no premature stop codons. Annotation
of YCLO042W was not used because it overlaps with the verified annotation of
YCLO040W. The final coding annotation contains a total of 139 genes, which comprise
a total of 193,143 bp (64% of the alignment). Annotations of tRNAs and snoRNA

from SGD, and LTRs from Chapter 2, were also mapped onto the alignment.
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Divergence and diversity

The number of substitutions between the two populations of S. paradoxus was
estimated using the “composite” sequences inferred from each population. Composite
sequence was inferred by choosing a valid nucleotide (A, T, C, and G, excluding
missing and sequential gaps) at random for every site in the alignment. For example,
consider a site in the Europe population that has 8 As, 2Ts, and two masked
nucleotides. Ais 4 times more likely to be chosen as composite sequence than T.
Analysis of divergence were restricted to sites that allow polymorphism to be detected
in both populations (i.e. at least two valid nucleotides are present in a site in both

populations).

Polymorphic sites and summary statistics of polymorphisms (6z, 6s, Tajima’s D) were
calculated using custom Perl scripts and Variscan (Vilella et al. 2005). As the length
can differ substantially between loci, averages of any parameters were weighted by
lengths of individual loci. The average calculated in this way would equal to the
average when all locus were pooled into one observation. The confidence interval of
the estimates was obtained by bootstrapping observations from the observed number
of samples estimated from the data 10,000 times (for each time a weighted average
was calculated as done previously). The ancestral allele was inferred by checking the
aligned site of the other population. For example, consider a site in the Europe
population that has 8 As and 4Ts. The Far East site that is aligned to this polymorphic
site has 5Ts. Thus the ancestral allele is inferred to be T. The proportion of derived
allele in the polymorphic site was also determined. Continuing from the
aforementioned example, the derived allele frequency for the polymorphic site in

Europe equals 8As overl?2 nucleotides ~ 0.67.

Likelihood ratio tests of dN/dS

Substitution rate per replacement site (dN) and per synonymous site (dS) were
estimated based on a codon substitution model implemented by PAML (using options
F61 and estimated k for each gene), as implemented by Yang et al (2007). For each

gene, a likelihood ratio test with a null model having dN/dS fixed at 1 was conducted.
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The alternative hypothesis estimates dN/dS as a free parameter. The significance of
the test was assessed by a likelihood ratio test, i.e., checking where the twice log-
likelihood difference between the two models was placed on a ¥? distribution with one
degree of freedom. If the difference is larger than the critical value 3.84, we could
reject the model of dN/dS = 1.

Using S. cariocanus as an outgroup, a three species phylogeny (two populations of S.
paradoxus and S. cerevisiae) can be used to estimate selective pressures o (= dN/dS)
in different lineages. In our case, we were interested if there is significant different
selective regime acting on coding regions between both populations of S. paradoxus.
To test this, ® was estimated for each branch of the three lineages of the phylogeny in
PAML. A likelihood test was conducted by comparing the maximum likelihood value
in this model to the maximum likelihood value obtained by assuming one constant ®
for the two lineages of S. paradoxus and one for S. cariocanus. We rejected the model

of constant ® between the two lineages if twice log-likelihood difference exceeds 3.84.

Fixed divergence and polymorphism based tests

The number of fixed substitutions (note the different criteria of “fixed” substitutions
compared to dN/dS tests) between the two populations of S. paradoxus were
estimated using the ancestral sequences inferred from each population. The way that
the ancestral sequence was inferred by choosing the ancestral nucleotide (inferred by
checking the aligned site of another population) from each site. For coding regions,
the number of substitutions were counted and categorised into either synonymous
(denote by Ds, note the different notation to dS as previously) or replacement (Dn)
changes. Synonymous polymorphisms (Ps) and replacement polymorphisms (Pn)
were also counted. Dn and dN are different in that Dn counts only divergence that
were fixed within populations. The situation is the same with respect to Ds and dS.
Using S. cariocanus as the outgroup, lineage-specific fixed substitutions of S.
paradoxus were allocated into either population (Europe or Far East). Polymorphism
data were restricted to those sites for which sequence data is also present in S.

cariocanus.
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McDonald-Krietman test

The McDonald-Kreitman test was used to compare the ratio of changes in
synonymous (S) and replacement sites (A) for within-species polymorphism and
between-species fixed divergence of coding regions (McDonald and Kreitman 1991).
Under the assumption that synonymous changes are neutral, while replacement
changes are either neutral, deleterious, or advantageous, it is possible to determine the
selective regime of a gene by checking if Pn/Ps = Dn/Ds (neutrality), or Pn/Ps <
Dn/Ds (adaptive), or Pn/Ps > Dn/Ds (deleterious), using contingency table based test.
To test if the ratio in a McDonald-Kreitman test differs significantly across

populations, or within each population, and for each gene, Fisher’s exact test was used.

Two additional McDonald-Kreitman tests were performed, by partitioning the number
of changes (Pn, Ps, Dn, and Ds) in S. paradoxus into either conserved or non-
conserved. The conservation criteria is set by observing whether there was an amino
acid change between the corresponding codons of S. cariocanus and S. cerevisiae in
the alignment, for each change within a S. paradoxus codon,. Data were restricted to

those sites for which sequence data is present in all four species.

The distribution of fitness effect of deleterious mutations
The average selection coefficient (s) was estimated using DoFE

(http://www.lifesci.sussex.ac.uk/home/Adam Eyre-Walker/Software.html). DofE

implements the method of Eyre-Walker et al (2006) to infer the distribution of fitness
effect of replacement mutations from observed frequency of derived alleles of
mutations. Informally, this method is based on the notion that strength of selection
determines the fate of mutations to spread to a certain frequency, and ultimately
fixation within a population (Fox and Wolf 2006). For example, most deleterious
mutations would either be removed or be kept in a low frequency within a population.
Distribution of fitness effects in yeast is found highly leptokurtic in experimental
studies (Wloch et al. 2001), and simulation studies suggest a gamma distribution with
a shape parameter of less than one was consistent with non-synonymous mutations
(Piganeau and Eyre-Walker 2003)
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Polymorphism data of synonymous and replacement sites in both populations of S.
paradoxus was used to infer the distribution of fitness effects of replacement
mutations in DofE. We ran DofE with 5,300,000 iterations, the first 300,000 of which

were discarded as burn in. After the burn-in samples were taken every 1,000 iterations.

Codon Usage in S. paradoxus

4415 S. paradoxus genes sequenced in Kellis et al (2003) (available at

http://www.broad.mit.edu/annotation/fungi/comp_yeasts/index.html; incomplete ORF

sequences that either contain premature stop codons or missing data were removed)
were used to infer preferred codons based on correspondence analysis, implemented
in the program CodonW (all options kept default; available at

http://codonw.sourceforge.net/). The inferred set of preferred codons is the same from

those identified in S. cerevisiae (Clark et al. 2007). To quantify codon usage the index
Fop was calculated from the ancestral sequences of every gene in each of the

populations of S. paradoxus using CodonW (http://codonw.sourceforge.net/). The

change in codon preference (from a preferred codon to an unpreferred codon, or the
opposite direction) in synonymous mutations were inferred by using S. cariocanus as
an outgroup to determine which codon was the ancestor, and using the aligned codon
of another population to determine the ancestral allele of polymorphic codons. A

summary of the types of sequences used for different analyses is shown in Table 4.1.
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Table 4.1 The criteria used to include sites for different analyses presented in this

chapter

A) Divergence

Eu FE S.cariocanus sequence used
Eu-Fe 2 2 0 Composite
Lineage specific (Eu or FE) 2 2 1 Composite
PAML analysis (Eu-Fe) 2 2 0 Composite
PAML analysis (Eu or Fe) 2 2 1
B) Polymorphisms

Eu FE S.cariocanus sequence used
0s and 6n (Eu or Fe) 2 2 0 original alignment
Tajima's D 4 4 0 original alignment
Derived allele frequency 2 2 0 original alignment
C) Divergence/Polymorphism

Eu FE S.cariocanus sequence used
HKA 2 2 0 alignment + composite
MK - (Eu-Fe) 2 2 0 alignment + ancestral
MK - (Eu or Fe) 2 2 1 alignment + ancestral
MK - (new) 2 2 1 (and cere) alignment + ancestral
Codon usage (Eu or Fe) 2 2 1 alignment + ancestral

Results

Data summary

A global alignment of 301,259 bp constituting of chromosome 111 sequenced from 2

populations (12 Europe and 8 Far East strains) of Saccharomyces paradoxus, 1 strain

of S. cariocanus and 1 reference S. cerevisiae, as described in preceding chapters.

This comprises ~2.8% of the genome (assuming S. cerevisiae and S. paradoxus have

similar genome sizes).

Different length in coding sequences between yeast species

Of these 139 genes that are annotated onto the alignment, 12 genes have different start

or end positions between S. cerevisiae and S. paradoxus (Table 4.2). In most cases the

differences are caused by one or multiple base pair insertions/deletions. Also of

interest is that in three cases, S. cerevisiae possess consecutive multiple start codons
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(ATG) within 50 base pairs of'its 5’ end, whereas S. paradoxus only contains one.
Cases of extending (YCR042C, coding sequence is extended by 9 amino acids) and
decreasing (premature stop codons YCRO044C, inward by 3bp; YCR073W-A, inward
by 9bp) of coding sequence in S. paradoxus as a result substitutions are found.
Furthermore, in the coding region of YCRO028C there is a polymorphic premature stop
codon in 3 (from a possible 12) European strains, losing five (from a possible 512)
amino acids. All changes in positions of S. paradoxus start and stop codons are within

30 bp of start and stop codons of S. cerevisiae.

Table 4.2 Genes that had different start and stop codon positions between S.
paradoxus and S. cerevisiae

Genes Causes of different start/stop codon positions between S. cerevisiae and S. paradoxus

YCL068C  7bp and 3bp indels towards the end of coding sequence
The stop codon position differs by 4bp
YCL049C  stop codon changed caused by an extra base in S. cerevisiae; checked with ensembl
YCL002C  original s. cerevisiae was wrong; checked with ensembl
YCLO01W-B stop codon shifts further 57 bases (extra C in S. paradoxus); checked with ensembl
YCRO15C  stop codon shifted by 1bp (extra Ain S. cerevisiae); checked with ensembl
YCRO018C  stop codon shifted inwards about 24 bp (because extra C in S. paradoxus)
YCRO028C  3/12 strains have premature stop codons in Eu
lose 5/512 (+1 stop codon) amino acids
YCRO038C start position has been shifted to the second start codon, which also presents in S. cerevisiae
AT and indel rich regions between the first and second start codon of para
YCRO042C  start position changed to the second start codon of cerevisiae (only 1 in S. paradoxus
S0 S. cerevisiae: ATGATG, S. paradoxus ACGATG
stop position was shifted further 9 amino acids
YCRO044C  stop codon lose by 1 in S. paradoxus and S. cariocanus
YCRO073C  start position changed to the third start codon in S. cerevisiae
S. cerevisiae ATGATGATG; S. paradoxus ATAGTGATG
2 premature stop codons in cariocanus. This could be due to poor sequence; though all g40
at pos 1549, 2233 (total protein length = 1333 aa +1 stop codon)
YCRO73W-A stop codon shifted inwards by 9bp, lost 3 amino acids compared to S. cerevisiae
YCR092C  start codon position changed inwards in S. paradoxus by 1
S. cerevisiae ATGGTG ; S. paradoxus ATAATG
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Phylogeny of S. paradoxus populations

A phylogeny was constructed using aligned sequences of S. paradoxus of both
populations along with the published S. cerevisiae and S. cariocanus sequence to
construct a phylogeny using Phylip (Beerli and Felsenstein 1999). Figure 4.1 shows
the inferred phylogenetic relationship between the three Saccharomyces species. S.
cariocanus is shown to be more closely related to S. paradoxus than S. cerevisiae.
This topology relationship between the three species is strongly supported (100%
bootstrap support for the deep branches), which is similar to the previous obtained
phylogeny by Koufopanou (2006) and Liti et al (2006). Strains in each population of S.
paradoxus cluster into one branch, reflecting that they are two genealogically
independent populations, which each coalesce into one single common ancestor. The
relationships between individual strains within each population are less strongly

supported (number not shown) because of the relative short branch.

Figure 4.1 Phylogenetic relationship of two populations of S. paradoxus with S.
cerevisiae and S. cariocanus. The neighbour-joining tree obtained from the
concatenated pooled sequences of 139 protein coding regions, with 100 bootstrap
iterations. The tree was rooted at the S. cerevisiae branch with the 100% bootstrap
values indicated. The scale represents the number of nucleotide substitutions per bp
based on a F84 model.
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Sequence divergence among S. paradoxus

Composite sequences (see Methods) were firstly generated in each of the two
populations of S. paradoxus. Divergence between the Europe and Far East composite
sequence is 1.3% (Table 4.3). For each feature along chromosome I11 of S. paradoxus
pairwise divergence was calculated from composite sequences of each population. S.
cariocanus was used as an outgroup to further characterise which lineage the
substitutions took place. If both populations have undergone similar selective regimes
since their common ancestor, the number of substitutions happened on each lineage
should be roughly equal. We found this is indeed the case in the number of lineage-
specific substitutions among all features (Sign’s test: Europe vs. Far East;
Synonymous 544 vs. 539 P=0.90; Replacement 248 vs. 285 P = 0.12; Noncoding 603
vs. 582 P=0.56).

By dividing the number of substitutions over the number of analysed sites, rates of
substitution can be obtained for each feature class on chromosome I11. A summary of
divergence in different parts of the chromosome is shown in Table 4.3. The LTRs and
synonymous sites are often used as a neutrally-evolving reference, and they have the
highest divergence (43.5 and 30 per kb, respectively) compared to the chromosomal
divergence (13.43 per kb) or other classes. An obvious explanation would be that no
selective constraints of substitutions exists in these regions. Divergence in
replacement sites has one of the lowest divergence, implying predominant mode of

purifying selection.

On average the S. paradoxus intergenic regions have a divergence of 2.1% between
populations. This apparent lower divergence compared to synonymous sites or LTRs
is due to regions of high selective constraints residing in intergene regions. For
example, tRNAs and snoRNAs have a much lower divergences compared to

synonymous sites.
After the substitutions were partitioned further into either lineage of S. paradoxus,
both populations show similar estimates of divergence in all classes along the

chromosome, implying a similar selection regime has occurred in both populations.
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Table 4.3 Summary of combined (A) and lineage specific (B) divergence data,
partitioned by their functionality

A)
Feature No. Sites’ No. Regions® divergence® Fractions®
(x1000)
Whole chromosome 275,137 1 13.43 0.69
Coding 192,072 139 10.13 (9.42 - 10.87) 0.77
Synonymous 42,603 139 30.40 (28.15 - 32.77) 0.3
Replacement 149,469 139 4.36 (3.76 - 4.99) 0.9
Intergenic regions 82,260 138 21.13 (18.64 - 23.51) 0.51
LTRs 5,079 21 43.51 (32.98 - 55.34) 0
tRNAs 577 7 3.47 (0-6.44) 0.92
SnoRNAs 641 4 4.68 (0 -9.09) 0.89
B)
o _, Europe divergence®  Far East divergence®
Feature No. Sites® No. Regions
(x1000) (x1000)
Whole chromosome 228,528 1 6.05 6.26
Coding 164,169 127 4.87 (4.46- 5.29) 5.03 (4.60 - 5.47)
Synonymous 36,356 127 14.99 (13.50 - 16.59) 14.85 (13.46 - 16.27)
Replacement 127,813 127 1.99 (1.68-2.31) 2.25 (1.91 - 2.59)
Intergenic regions 62,733 124 9.61 (8.30 - 10.95) 9.28 (7.97 - 10.66)
LTRs 1,416 8 29.66 (18.83 - 39.05) 25.42 (13.12 - 39.46)
tRNAs 425 6 0(0-0) 2.35(0-6.15)
snoRNAs 613 4 1.63 (0-4.22) 1.63 (0-4.22)

! humber of analysed sites. Sites with at least 2 valid sequences in each populations
was included in the analysis

2 number of analysed locus.

% Species divergence was calculated as the number of differences between composite
sequences of Europe and Far East populations of S. paradoxus. Using S. cariocanus
as an outgroup, the substitution was sorted into either lineages (Europe or Far East).
Numbers are averaged divergence weighted by length of loci per kb. Brackets denote
confidence intervals from bootstrapping observed estimates of the number of analysed
regions.

* If we assume LTRs are evolving neutrally, then the fraction of mutations removed by
purifying selection for particular regions of interest is calculated as 1-(divergence of
region of interest / divergence of LTRS)
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Strength of purifying selection

If we use a species-wide measure of divergence in the LTRs (43 (x1000), Table 4.3) as
the indicator for the amount of diversity that can be accumulated within a population
of species under no selective constraints (where its fate is largely determined by drift),
we can estimate the fractions of sites on the chromosome under purifying selection.
All classes seem to be under certain levels of selective constraints (i.e., < 43 (x1000)),
including synonymous and intergenic regions. Synonymous sites have ~30% (fraction
of mutations that were removed by purifying selection = 1-(30/43.5) ). In contrast,
extremely conserved regions are observed such as the tRNAs, snoRNA and
replacement sites, where at least ~90% of past mutations were removed from both

populations.

Repeatability of substitutions

When analysing two genealogically independent populations, an interesting question
is the repeatability of measurement between both populations. This can be assessed by
calculating the number of sites that have changed in both lineages as well as S.
cariocanus. In coding regions, 37 sites in 22 genes have three different nucleotides in
the three lineages. Furthermore, at the amino acid level, a total of 32 amino acid
changes were found to differ in the three lineages. At the intergene regions, we found

a total of 56 sites that have three different nucleotides in the three branches of the

phylogeny.
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Detecting selection in coding regions

A popular approach to detect adaptive selection in coding sequences is to compare the
relative substitution rates in synonymous sites (dS) and replacement sites (dN). The
synonymous sites are candidates in coding regions to infer neutral substitutions. If a
protein coding sequence is evolving neutrally (i.e. replacement sites have no fitness
effects and thus not impeded by selection), then dS should be roughly equals to dN,
with the ratio of the two rates (o = dN/dS) roughly equals to 1. Various efforts have
been taken to incorporate transition/transversion and codon usage bias in estimating
substitutions rates of coding sequences; ignoring these biases often lead to inaccurate

estimation of o (Lichten and Goldman 1995).

Maximum-likelihood estimates of pairwise (Europe-Far East) dN and dS were
obtained using PAML (using codon substitution model accounting for codon usage:
option = F61, and transition/transversion ratio biases: option = K estimated from data).
The frequency distribution of pairwise dN, dS and dN/dS is shown in Figure 4.3. 86
out of 139 genes have a dN of less than 5 per kb, and dS are more positively skewed
compared to dN. The average dN and dS values are 0.5% and 2.4% (averaged ML ® =
0.27), respectively. There are 6 genes with no substitutions in synonymous sites and

22 genes with no substitutions in replacement sites.

If a gene underwent adaptive selection, then dN should exceed dS (v > 1). A
likelihood ratio test can be used (see Methods) to test whether dN is significantly
higher than dS. Four genes have a @ above 1, but not significant different from © = 1
in the likelihood test (YCR003W, YCR021C, YCR067C, and YCR020C-A). After
excluding genes without synonymous or replacement substitutions, we found 76 of
115 genes have a dN significantly lower than dS. Together, this suggests that the

predominant mode of purifying selection on coding sequences of S. paradoxus.
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Figure 4.2 Distribution of dN, dS and dN/dS in S. paradoxus. 115 genes were used to
plot dN/dS, after excluding genes with no substitutions in either synonymous or
replacement sites
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Lineage-specific coding sequence divergence

If coding sequences are evolving predominantly under purifying selection with few
episodes of adaptive changes in only small fraction of sites, then comparison of
pairwise substitutions (as a function of averaging over the history of two sequences)
will be difficult to yield a o significantly greater than 1. S. cariocanus was used as an
outgroup to sort Europe-Far East substitutions onto either lineage of S. paradoxus.
Maximum likelihood estimates of dN and dS per gene on all branches of the three-
species phylogeny were obtained using two models (implemented in PAML, 12 genes
were excluded in this analysis because of no sequence available in S. cariocanus). The
first assumed a constant rate of ® in S. cariocanus and a constant rate of ® in both

populations of S. paradoxus, and the second assumed three different ratios (Table 4.4).

The average o is 0.34 in both populations, implying similar selective pressure acting
on coding regions in both populations. There is also a significant correlation between
dN of two populations (Kendall’s t = 0.20, p = 0.002), but not dS (== 0.06, p = 0.36).
This is expected if replacement sites are under similar selective regime for every loci

and synonymous sites are evolving neutrally.
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For every gene, a likelihood ratio test was constructed to test for differential selective
constraints among genes of different populations. We found significant evidence (P <
0.05) of eight genes that differ in ® among the two lineages of S. paradoxus,
summarised in Table 4.5. Six cases are due to no replacement substitutions in either
lineage. YCLO049C is the only gene showing a @ > 1 in one (Far East) of the two
lineages, while the rest all have a ® of less than one. This gene is of unknown function
and is predicted to localise to membrane fraction of the cell wall in S. cerevisiae
(Terashima et al. 2002; Christie et al. 2004).

Table 4.4 dN/dS (o) ratios estimated from PAML (option F=61 and k estimated per
gene)

No. genes” ® DS=0 DN=0 DS=0andDN=0
Europe 79 0.34 (0.05) 13 42 7
Far East 85 0.34 (0.04) 14 39 11
species-wide 115 0.27 (0.02) 6 22 4

after excluding genes with no changes in either synonymous or replacement sites;
Values are of per kb; Parentheses denote standard errors.
'Number of genes used to summarise o,

Table 4.5 Genes showing evidence for different dN/dS (@) between two lineages of S.
paradoxus. Note that in the program PAML a 999 is assigned when dS = 0, and
0.0001 is assigned when dN =0

Europe Far East )

Gene DS DN DS DN HO: Eu=Fe H:Eu H1:Fe LR Branch
YCLO049C 8 2 2 9 0.47 0.09 2.54 8.90 Fe
YCLO048W 8 0 3 4 0.20 0.0001 0.75 7.68 Fe
YCR042C 4 8 21 8 0.21 0.83 0.12 6.09 Eu
YCL029C 5 0 3 4 0.18 0.0001 049 5.66 Fe
YCLO004W 2 3 3 0 0.16 050 0.0001 4.74 Eu
YCRO61W 3 4 4 0 0.20 0.47 0.0001 465 Eu
YCRO020C-A 1 0 0 3 0.87 0.0001 999 4.38 Fe
YCRO028C-A 0 1 3 0 0.08 999 0.0001  4.09 Eu
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Genetic diversity of S. paradoxus

A summary of diversity across a range of chromosomal features is shown in Table 4.6.
There are 961 polymorphic sites in the European sequences and 616 in the Far East
(of which 398 and 300 are singleton sites). The average synonymous diversity, as
measured by 0s, is ~2 per kb in both populations, whereas the replacement sites have
an average of 0.4 in the Europe and 0.5 per kb in the Far East population. The

intergenic regions encompass features with a range of diversity (Table 4.6).

Consistent with divergence measures, tRNA and snoRNAs are less polymorphic
compared to synonymous sites and LTRs, which suggest some levels of selective
constraints. tRNA was found least polymorphic in both populations; no segregating

sites was found in the tRNA of European population.

Tajima’s D

To test how well our data fit the neutral coalescent model, for each population, we
calculated Tajima’s D of the entire chromosome, and for each of the feature classes
(Table 4.6). Tajima’s D is sensitive to perturbations in demography equilibrium such
as population expansion, subdivision or bottleneck (Tajima 1989). For both
populations, the observed D values are close to 0, and in preceding chapters these
values fall well within the 95% confidence limits of the distribution of simulated
samples under neutrality (see Chapter 2). In most cases, Tajima’s D is similar both in
signs and values in feature classes between the two populations. None of the feature
classes are significantly different from zero in both populations. Furthermore,
averaged D are negative in 5, and 6 out of 8 cases in the Europe and Far East
populations, respectively, implying a skew in the site frequency spectrum towards low

frequency variants.
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Table 4.6 Estimates of nucleotide diversity for different loci, partitioned by their functionality

Europe
No. Sites No. Regions S' Singletons 0s (x1000) 0 (x1000) Tajima's D (no; Cl)
Whole chromosome 273,965 1 961 398 1.19 1.18 -0.09
Protein coding 192,072 139 517 206 0.90(0.79-1.02) 0.91(0.78-1.05) 0.03(111;-0.18-0.24)
Synonymous 42,605.7 139 305 109 240 (2.02-2.81) 252(2.07-3.01) 0.17 (94;-0.06 - 0.40)
Replacement 149,466.3 139 212 97 0.47 (0.39-0.55) 0.45(0.37-0.53) -0.18 (80; -0.39 - 0.02)
Intergenic regions 81,221 138 429 181 1.81(1.53-2.11) 1.78(1.50-2.08) -0.04 (94; -0.41-0.31)
tRNA 577 7 1 1 0.67 (0.00-1.83) 0.43(0.00-1.18) -1.05 (1; -1.05 - -1.05)
snoRNA 578 3 2 0 1.15(0.00-1.78) 1.23(0.00 -1.96) 0.17 (2;-0.19 - 0.54)
LTRs 4,894 21 50 28 3.58(1.77-5.98) 3.05(1.59-4.80) -0.60(12;-1.16 - 0.30)
Far East
No. Sites No. Regions S' Singletons 0s (x1000) 0n (x1000) Tajima's D (no; CI)
Whole chromosome 273,965 1 616 300 0.9 0.89 -0.02
Protein coding 192,072 139 337 162 0.69 (0.57-0.81) 0.55(0.45-0.66) -0.13(100;-0.26 -0.01)
Synonymous 42,601 139 200 91 1.84(1.49-2.21) 1.82(1.47-2.18) -0.04 (82; -0.25 - 0.16)
Replacement 149,471 139 137 71 0.36 (0.19-0.43) 0.19(0.14-0.25) -0.22 (68; -0.41 - 0.03)
Intergenic regions 81,221 138 264 127 1.33(1.13-155) 1.33(1.11-1.56) 0.01(79;-0.17 -0.19)
tRNA 577 7 3 2 2.08 (0.00-4.28) 1.98 (0.00 -3.70) -0.34 (2; -1.24 - 1.44)
SnoRNA 578 3 2 0 1.33 (0.00 - 2.07) 1.85(0.00 - 2.88) 1.17 (2;1.17-1.17)
LTRs 4,894 21 36 20 3.30(1.83-5.43) 3.28(1.82-5.52) -0.02 (16; -0.37-0.38)

All values are estimated per kb; Parentheses denote standard errors
! number of segregating sites
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Derived allele frequency

The frequency spectrum of a newly arise (derived) allele in a population depends on the
evolutionary forces acting on the site. Purifying selection removes variants from the
population, or reduces them to low frequency, while adaptive selection drives alleles to high
frequencies (and eventually fixation). By using the aligned sites of corresponding population
as the ancestral allele, the derived alleles of polymorphism dataset in each population was
characterised and their segregating frequencies for each sites were determined. As shown in
Figure 4.3, with the exception of LTRs, all classes of derived variants are skewed towards
low frequencies. Some classes are more negatively skewed than the other, for example, the
replacement changes skew more toward lower frequencies compared to changes in
synonymous sites and intergenes, which is significantly different both the Europe population
(Wilcox rank sum test, Replacement vs. Synonymous P=0.002; vs. Intergenes P= 0.006), and

the Far East population (Replacement vs. Synonymous P=0.52; vs. Intergenes P=0.01).

Figure 4.3 Frequency distribution of derived alleles among different classes of features along
the chromosome |11 of S. paradoxus
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The average and standard error in parentheses of each class are indicated in legends. SnORNA
and tRNA were excluded in this figure as there are too few data. Derived allele frequency
was first calculated by the number of derived allele over number of valid nucleotides, and
then sorted into bins of 1/12-11/12 and 1/8-7/8.
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Combining Polymorphism with Divergence data to study selection

HKA tests

To test if the observed selection pressure is compatible with the standard neutral model, we
conducted the HKA test (Hudson et al. 1987) on the coding and intergene regions separately.
HKA is a goodness-of-fit test that evaluates the hypothesis that levels of polymorphisms and
divergences will be correlated under a neutral model. The test statistics are insignificant in
both cases (coding x* = 265.8, P=0.09; intergenes x° = 240.66, P= 0.93), suggesting that the
patterns of polymorphisms and divergences between multiple loci can be explained by

variation under the neutral model.

McDonald Kreitman test

Here, the McDonald Kreitman (McDonald and Kreitman 1991) test was used to contrast the
ratio of changes in amino acid synonymous and replacement sites between within-population
polymorphisms and between-population divergence. S. cariocanus was used as the outgroup
to sort the substitutions according to the lineages, which result in three sets of 2x2 tables
(Table 4.7). To be consistent throughout the analysis, polymorphism data from each

population were counted with the same missing data threshold as divergence (see Methods).

Table 4.7 McDonald-Kreitman tests

Synonymous Replacement Fisher's test
p values
Fixed Polymorphic Fixed Polymorphic  (no singletons)
Total
Europe — Far East 1120 503 (199) 553 349 (168) 0.0001 (0.09)
of which were conservedf 859 433 (171) 320 260 (124) <0.0001 (0.009)
of which were not conservedf 79 46 (17) 114 73 (36) 0.7222 (0.67)
Lineage specific
Europe 447 266 (95) 198 186 (81) 0.0004 (0.03)
Far East 489 174 (80) 252 113 (58) 0.1105 (0.51)

Numbers in parentheses indicate singletons

+ Each European-Far Eastern substitution within a given codon was categorised into
conserved, if there was no divergence between the corresponding S. cerevisiae and S.
cariocanus codons in the alignment, or not conserved if there was one or more changes
within the two codons. Codons with missing data or have more than one substitutions were
excluded.
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The significance of the test suggests that in the European population there is an excess of
replacement polymorphisms (Fisher’s exact test, P = 0.0004), and such observation remain
significant even when singletons were removed from the analysis (Table 4.7). The same
conclusion was found when data was pooled as one single population, but the result was no
longer valid when the singletons were excluded in the analysis. The odds ratio from the
contingency table shows that there is a 57% larger proportion of replacement polymorphisms
over divergence as compared to synonymous changes in the European population. This
suggests that the replacement polymorphisms are constrained to low frequency relative to
synonymous polymorphisms, assuming that most of replacement changes are slightly
deleterious. In contrast to these results, the Far East population shows no deviation between
the ratios of Dn/Ds and Pn/Ps (Table 4.7).

By utilising the S. cariocanus and S. cerevisiae sequence as part of global alignment, the data
in the contingency table used can be partitioned further. For each codon, if divergence were
found between S. cerevisiae and S. cariocanus that result in amino acid change, then the
particular codon is assumed to undergo less selective constraints compared to codons with no
change between the two Saccharomyces species. Hence fixed substitutions and
polymorphisms in S. paradoxus can be sorted accordingly, which is summarised in Table 4.7.
In regions that are assumed with high selective constraints, lack of fixed replacement changes
is still evident between the two S. paradoxus populations (P<0.0001, Table 4.7). Contrary to
this observation, no significant difference was found between changes in synonymous and
replacement sites in the non-conserved regions. In fact, more replacement than synonymous
changes were found in these regions. This implies that replacement changes at these non-
conserved regions have similar fitness effects to synonymous changes. The same conclusions

were drawn when singletons are removed from the analysis.

To further characterise the action of selection at locus level, we calculated MK tests for each
loci from our annotated set of protein coding genes. A summary of genes that show
significantly departure (P < 0.05) from expectations (in any of the three datasets) is listed in
Table 4.8. Most of these genes show higher ratio of polymorphic over fixed replacement
changes, consistent with the chromosome-wide patterns of purifying selection. Only one gene
(YCLO045C) show higher ratio of fixed over polymorphic replacement changes, which implies
adaptive selection. This gene is of unknown function, and that its protein localises to the
endoplasmic reticulum (Huh et al. 2003; Christie et al. 2004).
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Table 4.8 Genes that was significant from McDonald Kreitman test

Significance (p value < 0.05) Excess replacement
Europe Far East Eu-FE polymorphic fixed
YCLO052C X X
YCLO045C X X
YCLO028W X X
YCLO017C X X
YCLO014W X X
YCR0O68W X X
YCR081W X

Codon Usage

Codon usage bias and its role in evolution of protein coding sequences have been described
extensively on the baker’s yeast Saccharomyces cerevisiae. This is especially evident in
highly expressed genes, where codons that match more abundant tRNAs in the cell are
overrepresented for translational efficiency and accuracy (Clark et al. 2007). However,
studies have yet to quantify the strength of bias towards these preferred codons in

polymorphism profiles in yeast.

The codon preferences in S. paradoxus were found to be the same as S. cerevisiae (see
Methods). Of the 18 amino acids that are encoded by more than 1 codon, 12 of them have 1
preferred codon, and 6 have 2 preferred codons. Thus, if we assume all codons encoding a
given amino acid have equal selective constraints (i.e. no codon biases), then we would
expect ~42% (24/57) of total codons in the pooled coding sequence to be the putatively
preferred codons. On the genome level, the total number of observed preferred codons is
significantly higher than expected (Table 4.9), yielding an average of 50%.

We quantified this level of codon usage per gene in means of Fop (Ikemura 1982), the

fraction of preferred codons within all synonymous codons. As shown in Figure 4.4, most

genes have Fop around 0.5.
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Table 4.9 — Frequency of preferred and unpreferred codons in the pooled ancestral coding

sequences

Expected Observed

Preferred Unpreferred Preferred Unpreferred Pr
Europe 27569 34292 30765 31096 <0.0001
Far East 27518 34204 30725 30997 <0.0001

Pr indicate Fisher’s exact test between expected and observed preferred codons.

Figure 4.4 Frequency distribution of Fop in the two populations of S. paradoxus
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Studies in S. cerevisiae have found a negative correlation between dN and Fop (Pal et al.
2001), implying more diverged genes have less sites contributing to translational
efficiency/accuracy. A negative trend between dN and Fop were found in both populations of
S. paradoxus, but none of them were significant (Europe Kendall’s t = -0.12, P=0.05; Far
East t = -0.02, P=0.72). No correlation was also observed between dS and Fop in both
populations (Europe Kendall’s T = -0.05, P=0.37; Far East t = -0.09, P=0.12), implying little

effect of codon usage on the fixed substitutions since the diversifying of two populations.

Next, we classify synonymous codons changes (polymorphic sites within populations or fixed
substitutions between two populations) into preferred to unpreferred codon changes (P—U)

or of the opposite direction (U—P), using another population as an outgroup. First, the fixed
differences between the two directions are significantly different in the European population
(Ps; Table 4.10), implying the present codon usage is not in equilibrium. Based on the total
number of synonymous codons that were gathered and categorised into changes (P—U, U—P;
Table 4.10) or no changes, we found the rate of preferred to unpreferred is 36% higher than

opposite direction (Fisher’s exact test Pr = 0.01, Table 4.10).

91



The Far East population revealed a different result: there was no significant difference in
number of fixed differences between the two directions as well as the ratio of the two rates
(P—U/ U—P) roughly equals to 1. This suggests the present codon usage in the Far East

population is in equilibrium.

Table 4.10 Frequency of polymorphism and divergence of synonymous changes, partitioned
by direction of codon preferences

Polymorphism Fixed

P—-U U—P | P(nochange) P—U U(nochange) U—-P Ps Pr* Pr}
Europe 90 79 30,159 157 30,360 116 0.02 0.01 0.43
Far East 67 48 30,147 150 30,335 138 0.6 0.56 0.27

P: preferred; U: unpreferred;

Ps denote p values from sign test between the absolute numbers of changes on codon
preference; Pr* denote p values from Fisher’s exact test between the rate of changes on codon
preference; Pri denote p values from Fisher’s exact test on the ratio of changes in codon
preference between polymorphism and fixed

Secondly, we used the ratio of polymorphisms to divergence to infer influence of selection on
preferred and unpreferred mutations. Selection for codon bias predicts a higher ratio of
polymorphism to divergence for unpreferred (assuming deleterious) mutations than the ratio
seen in preferred mutations. This is because selection is more effective at preventing the
fixation of deleterious mutations than preventing their segregation within the population. In
both populations, the ratio of the number of deleterious mutations from preferred to
unpreferred codons (P—U) relative to advantageous mutations in the opposite direction
(U—P) are not significantly different (Fisher’s exact test, Pr >0.05, Table 4.10), suggesting

no fitness difference between these two classes of synonymous changes.

Thirdly, we compared the frequency distribution of polymorphic P—-U and U—P mutations.
If U—P mutations are beneficial by improving translational accuracy or efficiency, they
should segregate at higher frequencies compared to P—U mutations of opposing effects.
However, there is no difference in the frequencies between the two classes of mutations in
both populations (Figure 4.5; Wilcoxon rank sum test; Eu W= 3358, P = 0.53; FE W= 1484,

P=0.88), again suggesting no fitness difference between the two classes of mutations.
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Figure 4.5 Frequency distribution of synonymous variants, partitioned by direction of codon
preferences
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Inferring the strength of selection on deleterious mutations

The application of tests on divergence, polymorphism, and a combination of both have so far
revealed abundant evidence of different levels of purifying selecting against deleterious
polymorphisms. Here we used the frequency distribution of derived alleles and MK styled
datasets to estimate the distribution of fitness effects of replacement mutations in both

populations of S. paradoxus.

Estimating fractions of deleterious SNPs

In order to characterise the fractions of replacement SNPs that are deleterious, the ratio of
replacement to synonymous divergence per site (Dn/Ds) can be used (Fay et al. 2001). If we
assume that all divergences are not deleterious, then the observed ratio of replacement to
synonymous polymorphism per site (Pn/Ps) relative to the expected number of replacement
SNPs implies that 30.6% ( 1-(Dn/Ds)/(Pn/Ps) ) in Europe and 12.5% in Far East, of
replacement SNPs are deleterious. The difference in the estimated frequency of deleterious

replacement SNPs is reflected in the apparent lower polymorphism of the Far East population.
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The strength of selection in replacement mutations

To quantify the strength of selection in replacement mutations we estimated the selection
coefficient using DoFE ((Eyre-Walker et al. 2006); see Methods). The composite average
selection parameter y = 4Ns is 103,570 (95% confidence interval 8825, 251963) and 98,366
(C18,202 - 244,931) for the European and Far Eastern populations, respectively. If we
assume that N = 8.61 x 10° and 7.12 x 10° in the two populations (Chapter 2), then the
selection coefficient s is1.2% (Cl 1.0% - 2.9%) and 1.4% (Cl 1.2% - 3.4%) in the Europe

and Far Eastern populations of S. paradoxus, respectively.

Discussion

This chapter provides the first chromosome-wide survey of genetic variation in S. paradoxus.
This dataset enables the investigation of possible effects and strength of different
evolutionary forces acting on different parts of the chromosome. The main result is the
observation of strong purifying selection acting on almost all parts of the chromosome
regardless of their functions (for example, coding or noncoding). This is consistent with a
relative large effective population size (~10) that has been estimated in S. paradoxus, where

selection is expected to predominate over effects of drift.

The chromosomal diversity (measured by 6z and 6s) in the third chromosome of both
populations of S. paradoxus is ~0.1%. This is a typical value for Saccharomyces yeasts,
similar values have been found in S. cerevisiae (Fay and Benavides 2005a), but much lower
compared to the 1.8% estimated in Drosophila species (Clark et al. 2007), suggesting a
greater fraction of yeast genome is under purifying selection. The difference is a reflection of
the difference in genome coding composition between the two species: about ~70% of the
genome in Saccharomyces yeasts is protein encoding (known to have high selective

constraints), compared to 34% in Drosophila melanogaster (Clark et al. 2007).
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The patterns of nucleotide variation identified in S. paradoxus are consistent with
observations from previously published datasets. For example, synonymous and replacement
sites have higher and lower divergence relative to other chromosomal features, respectively.
Our analyses reveal that the fastest and slowest evolving regions are the LTRs and tRNAs,
respectively. Assuming LTRs are evolving neutrally, then at least ~70% of the chromosome is
under purifying selection, and in the case of replacement sites, 90% of the sites. Interestingly,
the strong signal of purifying selection is not apparent from calculating Tajima’s D for either

the whole chromosome or across different loci.

Using the Likelihood Ratio Tests (LRTs), we found 8 (out of 127) genes where the rate of
protein evolution (dN/dS) differ significantly between the two populations of S. paradoxus,
of which only 1 have shown evidence of adaptive selection. dN/dS is a very popular measure
of the rate of protein evolution, but this approach is most powerful when comparing multiple
species that are far diverged from each other (Lichten and Goldman 1995). The divergence
between the two populations is 1.3%, so it is perhaps not surprising that we only detected
very few numbers of loci with evidence of adaptive selection. It could also be that
environment do not play a major part in the evolution of S. paradoxus, considering the

difference in the environment of the two populations.

An advantage of using S. cariocanus as an outgroup is to characterise substitutions that took
place in S. paradoxus populations when diversifying from their common ancestor. The MK
style tests have revealed different patterns between the two populations of S. paradoxus. The
European population have shown a pattern of excess replacement polymorphisms, as also
suggested from repeating the MK test on individual genes (Table 4.8). When the test was
repeated excluding the singletons, the MK test is only just significant. Furthermore, the
frequency of derived allele in replacement variants is skewed towards low frequencies
(Figure 4.3). Altogether this suggests that purifying selection is acting on the majority of
amino acid changes in the European population of S. paradoxus. In the Far East population,

MK test result suggests that the vast majority of amino acid fixations are neutral.

A modified MK test is introduced in this Chapter. MK tests were performed on coding
regions that are conserved or not-conserved in the Saccharomyces phylogeny. Of those sites
that are conserved, MK tests show a clear excess of replacement polymorphisms, again

suggesting that purifying selection is acting on sites with selective constraints. In sites that
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are regarded as non-conserved, the MK tests show no significant difference in ratio of
polymorphism over divergence in replacement and synonymous sites. There are two
interpretations for this observation: either that all fixed changes that have taken place on these
non-conserved regions are effectively neutral (facing weaker selective constraints), or some

of these fixed changes are adaptive but only add up to a small proportion of all changes.

The level of selection acting at silent sites has been subjected in many studies as the
emergence availability of genome in many species (Chamary et al., 2006). One of the major
reasons for selection is the bias in codon usage, which has been observed in both populations
of S. paradoxus. This is expected given that past studies have shown evidences of codon bias
in Saccharomyces species (Sharp et al., 1988). However, we found that there is no
relationship between codon usage and the two types of fixed substitutions (replacement dN
and synonymous dS). We also conducted the McDonald & Kreitman test, which was used to
compare the ratio of fixed differences and ratios of the polymorphic sites between preferred
and non-preferred mutations, and found no fitness differences between these two types of
synonymous changes. Comparing the frequencies with which preferred and unpreferred

synonymous mutations segregate also revealed no differences in them.

Together the results suggest that the fitness effect of the two classes of mutations is found
approximately equal, and that the effect of codon usage do not play a major part of evolution
since the diversifying of two populations. Hence both the translational efficiency and
robustness hypotheses are not applicable here, as each hypothesis assumes some kind of
fitness advantage for mutations to get fixed, thus contributing the supposed overall codon

usage bias.

Surprisingly, in the Europe population there seems to be a shift in codon preference, as the
rate of preferred to unpreferred is 36% higher than in the opposite direction. What process is
causing the apparent shift in codon preference in the Europe population, despite similar
fitness between the two classes of mutations? One possibility may be that the Europe
population had undergone a long period of reduced selection. This in turn, may cause the
level of preferred codon usage to decrease even in highly expressed genes. It is interesting in
interpret the role of recombination in S. paradoxus here; one of the advantages of
recombination is it increases the efficacy of selection. In chapter 3 we found no relationship

between diversity and recombination rates, implying that the effect of recombination is
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decreased in S. paradoxus because it undergoes sexual reproduction too infrequently in nature
(see Chapter 2). This subsequently leads to reduced selection and may explain the shift in
codon preference in the Europe population of S. paradoxus. No shift in codon preference is
found in the Far east population and not yet known is how long the reduced selection is

needed for codon bias to be changed.

Results in humans and Arabidopsis have been in agreement with the yeast genome showing
actions of purifying selection (Eyre-Walker 2006; Foxe et al. 2008). In Drosophila and
enteric bacteria, however, there is evidence for positive selection acting on their genome
(Bierne and Eyre-Walker 2004; Haag-Liautard et al. 2007). If we use the formula in Fay et al
(2001) to estimate the proportions of replacement substitutions driven by positive selection in
S. paradoxus, a negative value of -0.41 is derived. This suggests that there is very little

evidence of positive selection from the polymorphism data of S. paradoxus.

We estimated that 30.6% and 12.5% of replacement SNPs are deleterious in the Europe and
Far East populations, respectively. The values are comparable to the estimates in S. cerevisiae
(48%, 42% and 19% in S228c, M22 and YPS163, respectively from Doniger et al (2008)).
This implies that the selection processes may operate similarly among the Saccharomyces

species.

We estimated that the average selection coefficient s of replacement mutations is 0.01 in S.
paradoxus, i.e., a 1% deleterious effect of one allele over another. Wloch et al (2001)
estimated s = 8.6% - 23.5% for nonlethal single mutations in S. cerevisiae depending on the
types of experiment performed, and in most cases mutations have a selection coefficients
between 0.01 and 0.05. Although our estimate is smaller than the average of selection
coefficient that was derived experimentally, the estimate is in accordance to the selection
coefficient of the majority of mutations in the experiment. It is most likely that estimating s
from sequence data is likely to be an average over many generations, and in that case s should
be closer to 0.01 and 0.05. Furthermore, both populations gave a very similar estimate of s,

suggesting similar selective regimes acting on both populations.
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Conclusions

The population genetic analysis presented here show that the majority of S. paradoxus
genome is subject to various levels of purifying selection. A surprising finding presented in
this Chapter is that no fitness difference is found between preferred and unpreferred
mutations in S. paradoxus. A question to ask is why the dataset shows no fitness difference
between the two classes of mutations when there is clearly a strong bias of codon usage in
Saccharomyces species. It could be that synonymous mutations that are slightly deleterious
are quickly removed from the populations by purifying selection, hence generating non-
significant results in all analyses. If this is the case, then the challenges remains to determine

the fitness effects of the mutations that were removed from the population.
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Chapter Five

THE SACCHAROMYCES GENOME
RESEQUENCING PROJECT

Note: the information contained within this chapter may also be found, in an alternative form,
in Liti et al (2009)
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Introduction

It is now widely recognised that genome evolution is best studied in datasets combining both
within-population and between-species comparisons. Resequencing of multiple genomes of
individuals within populations has already started in model organisms such as humans

(http://www.1000genomes.org/) and Drosophila (Clark et al. 2007).

One of the first attempts in resequencing multiple copies of yeast genomes within a species is
the Saccharomyces Genome Resequencing Project (SGRP), undertaken by the Sanger
Institute. The goal of the project is to “advance understanding of genomic variation and
evolution by analysing sequences from multiple strains of the two Saccharomyces species, S.

cerevisiae and S. paradoxus” (http://www.sanger.ac.uk/Teams/Team118/sgrp/). A total of 36

strains of S. cerevisiae and 35 strains of S. paradoxus were isolated from various
geographical locations and sources. An interesting observation is that there is overlap in the
geographic sources of isolates from both species. The S. cerevisiae strains sequenced
included the reference S288c plus other lab, pathogenic, baking, wine, food spoilage, natural
fermentation, sake, probiotic and plant isolates. The S. paradoxus isolates were mostly from
oak tree bark from three recognised populations, including the Europe and Far East
populations which have been analysed throughout this thesis as well as America, Siberia and
Hawaii. The sequences were generated using a mixture of traditional ABI sequencing and
Illumina Solexa sequencing. A total of 1.42 million sequence reads (~1.2 megabases) were

generated, giving an average coverage depth of 1X to 4X (of genome size) per strain.

To ensure the validity in any of the population genetic analysis arise from the SGRP dataset, |
first analyse the effect of different base calling quality cutoff on the results of various
population genetic statistics generated using the same datasets. Comparison of results from
previous chapters shows that no or low quality cutoff generates a lot of false polymorphisms,
as evident by the excess of singletons. A quality cutoff of at least 40 is recommended for
confidences in conducting population genetic analysis in a resequencing project like SGRP.
In this chapter, we analyse the nucleotide diversity and linkage disequilibrium of two
populations of S. cerevisiae and European population of S. paradoxus. We find similar
diversity between all three populations, but reduced linkage disequilibrium, implying a life

style that undergoes more sexual reproductions in the S. cerevisiae population.
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Methods

Strains and definition of populations in yeasts

Fastq files (a new format containing sequence bases and qualities) of multiple genomes of
two Saccharomyces species of yeasts were downloaded from the Sanger Institute website
(ver.21.02.2008, ftp://ftp.sanger.ac.uk/pub/dmc/yeast/latest ).

To avoid the issue of population structure confounding the analysis, for example, members of
the same yeast clone are almost genetically identical, and thus underestimate the diversity of
the population, we first classified two populations in S. cerevisiae (1: All strains of S.
cerevisiae (n=32) excluding the 6 strains previously recognised as clonemates (NCYC110,
UWOPS03-46.4, UWOPS05-217.3, IPS128, YJM975, YIJM981) 2: a cluster of strains
originating in wine vineyards strains L_1374, DBVPG6765, DBVPG1788, DBVPG1373,
DBVPG1106, YJM978, YIM975, RM11 1A, L_1528, BC187 (n=9) ) and one population in
S. paradoxus (European strains in S. paradoxus: Q31.4 Q32.3 Q59.1 Q62.5 Q69.8 Q74.4
Q89.8 Q95.3S36.7 T21.4Y6.5Y7Y8.1W7Y85Y9.6Z171.1,(n=18))

Statistical Analyses

All analyses were done with gaps treated as missing data. Nucleotide diversity measures 0.,
0s and Tajima’s D were calculated using Variscan (version 2.0.1; option numnuc = 4) in
alignments of base quality >40 (this equals to the probability of miscalling less than 1/10000)
of the two S. cerevisiae and one S. paradoxus populations. For each chromosome we also
calculated the linkage disequilibrium measured by r® (equation shown in Chapter 2) using
custom Perl scripts. Singletons were not analysed because they are uninformative for
recombinational analysis. For simplicity of the analysis, for any pair of SNPs, only allele
pairs that have valid nucleotides (A, T, C, or G) in both SNPs were included in the analysis
(Figure 5.1).
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Figure 5.1 A scheme showing how missing data is treated in calculation of r2

A) No missing data

SNP1 SNP2
Seql A T
Seqg2 A T 2 =1
Seg3 A T - -
Seqgd T A
Segb T A
Seqg6 T A

B) With missing data

SNP1 SNP2 SNP1 SNP2
Seqt A T seal AT
Seq2 A T Seq2 A T
Seq3 A N .
Seqd N A remove a!lele pairs
Seq5 T A with missing Seq5 T A
Seqs T A nucleotides Segb T A

N denote missing nucleotide (sequence gaps
or bases that fails under the 40 criteria)
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Results

Analysis of sequence quality scores

For any population genetic/genomics analysis it is important to have the confidence in the
inferred nucleotides of the sequences, as nucleotides with low base-calling quality are likely
to be sequencing errors and could falsely increase the number of differences between strains.
For example, a sequencing error of A—T in one sequence at a particular site having all As in
the rest of the sequences would yield a false polymorphism, therefore causing biases in
measures of diversity and divergence. To date, there are no comparable DNA surveys of S.
cerevisiae at a similar scale as the SGRP to assess its quality and accuracy. For S. paradoxus,
however, the results from the chromosome 111 analysed in the previous chapters of this thesis
can be used to assess the statistics inferred for the European population of S. paradoxus, and

thus an overall indication of data quality in the SGRP.

First, the frequency distributions of sequenced nucleotide quality scores for S. paradoxus
chromosome 111, for the raw sequences, were calculated. Figure 5.2 shows the distribution of
sequence quality for all 35 strains pooled together, and indicates that ~40% of data have
quality score of at least q40. The reason for choosing g40 as the cutoff here is because in
previous chapters we found that the chromosome average diversity in S. paradoxus is ~0.1%,
S0 sequencing errors in an alignment with a g40 cutoff would only affect one tenth of the
nucleotide diversity measures. Figure 5.3 shows the distributions for each strain separately,
and it can be seen that there are dramatic differences in the quality of sequence nucleotides
between strains, reflecting differences in coverage and sequencing technology. For example,
both Q31_4 and Q69 8 have been re-sequenced to ~28X using Illumina Solexa techonology.
Such deep coverage result in their nucleotides quality distribution skew towards high
qualities with very few missing nucleotides. However, strains sequenced using lllumina
Solexa technologies have less confidence in their nucleotide qualities when coverage is
around ~1X compared to conventional ABI sequencing (for example, comparing Y9_6 and
Y7 in Figure 5.3), probably because of short reads produced by Solexa, which is typically 36

bp, was unable to remap uniquely to the reference sequence (data not shown).
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Figure 5.2 Frequency distributions of quality scores in all nucleotides from all 35 S.
paradoxus strains pooled together
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Second, summary statistics of diversity (0x, 0s, Tajima’s D) were calculated using different
quality score thresholds for the chromosome 111 sequence data from 12 European strains
(Table 5.1 and Figure 5.4 A-C). The chromosome ends from the sequences of resequencing
project were chopped-off to match the chromosome 111 data used in preceding chapters,

which were missing telomeres due to an alternative, PCR-based approach in sequencing.
These 12 strains include 3 strains sequenced with Illumina Solexa (Q31.4, Q69.8, and Q74.4).
As shown in Figure 5.4C, Tajima’s D increases from significantly negative (indicating excess
of singletons as shown in Figure 5.4A) to about zero at quality score of 40. A cut-off of >g40,
gives a singleton/nonsingleton ratio of 1.29, similar to our previous data which were 0.69 (0,
s, Tajima’s D; a >q40 cut-off was also used in preceding analyses). For the subsequent

analysis only nucleotides with quality score >q40 were included.
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Figure 5.3 Frequency distributions of quality scores of sequence data (with coverage listed after strain names) for each of the 35 S. paradoxus
strain in SGRP. M denotes missing nucleotides; Red bar indicates proportions of nucleotides with base-calling quality 40 or more; Shaded strains

indicate those strains that were sequenced using Illumina technology
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Table 5.1 Summary statistics of diversity calculated on Chromosome Il for sequenced data using different cut-off points for quality scores

Silwood chromosome 111 dataset’

average Singleton
quality analysed sites’  nucleotides? s? Singletons  Non-singletons /Non-singleton On s D
40 278,654 11.7 994 405 589 0.69 0.0012  0.0012 0.02

Sanger Chromosome 111 dataset*

0 262,282 7.8 7,269 6,807 462 14.73 0.0076  0.0109 -1.7
5 259,317 7.8 6,240 5,799 441 13.15 0.0067  0.0095 -1.67
10 258,101 7.8 4,028 3,618 410 8.82 0.0045 0.0062 -1.55
15 257,133 7.6 1,651 1,253 398 3.15 0.0021  0.0026 -0.99
20 256,259 7.5 1,036 644 392 1.64 0.0015 0.0016 -0.43
25 255,342 7.4 889 501 388 1.29 0.0014 0.0014 -0.2
30 252,478 6.9 754 399 355 1.12 0.0012 0.0012 0.03
35 246,762 6.4 661 338 323 1.05 0.0012 0.0011 0.14
40 228,746 5.7 560 315 245 1.29 0.0011 0.0011 0.03
45 147,353 4.7 340 208 132 1.58 0.0011  0.0012 -0.03
50 94,240 4.4 221 146 75 1.95 0.0012  0.0012 -0.01

The alignment lengths of Silwood datasets and in SGRP are 281,584 and 297,238 bases, respectively.
! humber of sites that has at least four valid nucleotides (A, T, C, G)

2 number of valid nucleotides per analysed sites (out of a possible 12)

® humber of segregating sites

+ 12 European strains used in preceding chapters

1 12 strains also collected from silwood part as part of the SGRP, with ends chopped off

106



Figure 5.4 Plots of (A) number of singleton (solid circle) and nonsingleton (filled circle)
polymorphic sites (B) ratio of singleton/nonsingleton sites and (C) Tajima’s D, as a function
of different quality score cut-offs, for chromosome Il of 12 European strains from SGRP
data. Shaded area highlights the g40 cutoff, which is used for subsequent analyses
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Comparing the diversities of S. paradoxus and S. cerevisiae

There are on average 19.0 and 2.3 SNP per kb in the global and wine population of S.
cerevisiae, respectively. The S. paradoxus European population is comparable to the wine
population, having 2.4 SNP per kb. Mean and standard error of the mutational diversity 0,
and Os and Tajima’s D, which measures the extent of alleles deviate from a neutral model,
were calculated for of all chromosomes in each of the three populations. The singleton versus
non-singleton ratio in the wine cluster is much higher than in the other two populations,

probably because of the small number of strains present within the sample.

Table 5.2 Measures of nucleotide diversity (mean, standard error) and Tajima’s D for S.
cerevisiae and S. paradoxus

S. cerevisiae S. paradoxus

All wine Europe
analysed sites’ 11,657,564 8,682,981 11,116,410
number of strains 32 9 18
valid nucleotide? 14.96 (0.17) 5.07 (0.02) 7.17 (0.06)
S per kb 19.0 (0.7) 2.3(0.1) 2.4 (0.1)
S/N ratio 0.80 (0.03) 3.51(0.21) 0.98 (0.03)
on 0.006 (0.0003)  0.001 (0.00004)  0.001 (0.00003)
s 0.006 (0.0002)  0.001 (0.00005)  0.001 (0.00002)
Tajima’s D -0.23 (0.05) -0.55 (0.04) 0.10 (0.03)

The numbers in brackets are the standard error of estimates calculated from multiple
chromosomes.

! humber of sites present for all of 16 chromosomes combined that has at least four valid
nucleotides (A, T, C, G)

“per analysed site

Nucleotide diversity was also calculated separately for each chromosome. In the global
sample of S. cerevisiae, there is a significant negative correlation between the length of the
chromosome and the amount of diversity, in particular for shorter chromosomes (Figure 5.5).
This appears to be because there is more variation in the subtelomeric regions, extending
30kb from each end of each chromosome, and these regions make up a larger proportion of

shorter chromosomes. If these regions are excluded, the correlation is no longer significant.
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Figure 5.5 Correlation between chromosome length and nucleotide diversity 6= in the global
sample of S. cerevisiae (Kendall’s T = -0.52, p=0.008) is no longer significant after excluding
30,000 base pairs on either end of the chromosomes (1 = -0.25, p=0.19). Open circle and
filled circle denote 6z of each chromosome before and after trimming the ends, respectively.
The wine population of S. cerevisiae and European population of S. paradoxus have no such
correlation before the trimming of ends.
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Comparing linkage disequilibrium between S. cerevisiae and S.

paradoxus

Datasets comprising a large numbers of missing data such as the one generated by the SGRP
are always difficult to analyse, and are particular problematic for a linkage disequilibrium
analysis. To overcome this, we have set some arbitrary thresholds to maximise the
information from the SGRP datasets. In the global S. cerevisiae population, sites that contain
40% or more missing data were excluded from calculating r>. For the other two populations,
all sites were included. We also excluded bins that have r? value of less than 10 SNP pairs,
because of the possibly large confidence interval of r’ of these particular bins. Figure 5.6
shows the LD vs. distance between sites (all 16 chromosomes pooled) of entire genomes
alignment of different populations. For both the global and wine cluster samples of S.
cerevisiae, the linkage disequilibrium decays much faster than in S. paradoxus, with a half
life of 3kb or less. This implies more recombination in S. cerevisiae, perhaps due to selection

for recombinants, or more opportunity for strains to mate and recombine.
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Figure 5.6 Linkage disequilibrium between pairs of sites as a function of the distance
between them. Each point is the average for a 1kb bin. Insets show the decline in linkage
disequilibrium over the first 20kb. Points in the S. cerevisiae Wine/European plot are more
scattered due to the smaller number of strains analysed.
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Discussion

We present here a summary of analyses using data from the SGRP. We first found that a
cutoff point of >g40 produces diversity comparable to these obtained previously from a
comparable highly curated and including only high-confidence nucleotides of error
probability 0.0001, from Silwood park. Cutoff lower than 40 will yield polymorphisms that
are likely to be sequencing errors, and would subsequently bias any statistics to be conducted
(for example, Tajima’s D). For example, choosing a cutoff of q30 instead of g40 would
increase the diversity measure by one fold. A caveat of using g40 (or higher) as the cutoff is
that more than half of the data is excluded from analysis, hence making the population
genetic analyses difficult to interpret. Also, it is not known whether this level of missing data
would systematically bias the estimates. Nevertheless, Tests that compare relative effects of
selection on mutations (for example, McDonald Kreitman test) are still feasible despite low

coverage of the sequences (Liti et al. 2009).

Lineages that were selected from captively bred strains would be expected to have lower
diversity than other lineages. However, populations between S. cerevisiae and S. paradoxus
show similar diversity (~0.001), but differ in their level of linkage disequilibrium. An obvious
explanation for the difference in rates of recombination might be a difference in the
frequency of sex between the two species, or in the extent of inbreeding, i.e. S. paradoxus
being more highly inbred in nature while more opportunities for S. cerevisiae strains to mate

and recombine.
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Conclusion

This chapter first illustrates how quality of base-calling can affect the results of population
genetic tests. We found that base calling quality of at least 40 is necessary for population
genomic analyses. If using cutoff lower than 40, an excess of false polymorphisms are
introduced into the dataset and the subsequent analyses. A balance in the decision of such
projects is necessary between the number of strains to sequence and the quality of each
sequenced strain, i.e. the sequencing coverage. Improvement can be quickly made by

resequencing certain strains with a deeper coverage.

We found similar nucleotide diversity between populations of S. cerevisiae an S. paradoxus,
which is not expected when we consider the possible influence of human interference on
diversity of industrial strains. Linkage disequilibrium is, however, different implying a

difference in the frequency of life cycles the different populations have gone through.
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Chapter Six

CONCLUSIONS
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Yeasts have been a fundamental part of human activity and research. Surprisingly, we know
little about the ecology and evolution of these species. This thesis illustrates the power of
population genomics in providing the information on the ecology and evolution of

Saccharomyces yeasts.

Yeasts rarely undergo sexual reproduction in the wild

The evolution and advantage of sex has been a long-debated topic among evolutionary
biologists. As yeasts can reproduce both sexually and asexually, hypotheses can be made
about the potential effects on DNA sequence variations, of biological processes acting at the
different stages of the life cycle. Our estimation procedure relies on the very different effect
of meiotic recombination and mutation on the patterns of diversity within a population of
individuals. We show that population genetic analysis can provide information about the life
style of organisms. In particular, we have estimated that S. paradoxus undergoes sexual

reproduction at least once in every 1,000 asexual generations.

The procedure can be used in any species with mixed life cycles to estimate the frequency of
different stages, provided the per-generation mutation and recombination rates have been
quantified experimentally. Even if such estimates are unavailable, an inference can still be

made from closely related species.

Yeasts have a conserved meiotic crossing over distribution

The process of recombination is best understood in S. cerevisiae. Using previous
experimental data in S. cerevisiae, we find conservation in the location of recombination
hotspots, between S. cerevisiae and S. paradoxus. This is a surprising finding upon first
inspection, given findings that hotspots are not shared between humans and chimpanzees
(Winckler et al. 2005). In addition, theory suggests that recombination hotspots may be
driven to extinction over evolutionary time (Coop and Myers 2007). However, if we consider
that yeast undergoes sexual reproduction very infrequently in nature, there is a possibility that
the recombination profile will be conserved among yeast species, and this is what we have

observed.
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The only correlate (positive) of local rates of recombination is the GC content of sequences.
During the process of biased gene conversion, repairing of G/C-A/T heterozygotes in gene
conversion tracts tends to favour GC. This implies that recombination itself isa GC driving
process, and such phenomena have been demonstrated in many organisms, including S.
cerevisiae. However, in both populations of S. paradoxus we find a stronger AT substitution
bias than background (which is also AT-biased) in these recombination hotspots. This
observation suggests that high GC content itself stimulates recombination, instead of the
result from biased gene conversion. Such hypothesis has been tested in S. cerevisiae and also
found high GC content can stimulate recombination (Petes and Merker 2002). It is not known

whether there is an effect of biased gene conversion in S. paradoxus.

Selection in Saccharomyces yeasts

Our analyses on chromosome 11 suggest that predominant mode of selection acting on S.
paradoxus are purifying selection (coding sequences only, comprising 70% of the yeast
genome). A comparison with LTRs (neutrally evolving regions) implies that at least ~90% of
mutations have been removed from the genome sequence of S. paradoxus. As a result the
average diversity exhibited by yeast species is much lower compared to species in which the

coding sequence constitutes only a small fraction of their genome, for example, Drosophila.

Using the McDonald Kreitman test, we found that there is a significant excess of replacement
polymorphisms in chromosome Il11. It is likely that selection is relaxed on some parts of the
coding sequences, whilst others have been strongly conserved (so mutations on these regions
would be removed). When an MK test was utilised for individual genes, only one gene
showed evidence of adaptive selection. It appears that the majority of genes in
Saccharomyces yeasts are subject to purifying selection. We estimated that selection
coefficient s = 1% in the replacement mutations of both populations of S. paradoxus, i.e., new
replacement mutations are on average 1% more deleterious than neutral mutations. Although
such fitness effects are small, the large effective population size of S. paradoxus (~10")
means that selection will be very effective in removing these slightly deleterious mutations

from the population, or keeping them segregating at low frequencies.
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Are there types of selection other than purifying acting in S. paradoxus? From our analyses it
seems that purifying selection is so effective that any new mutations which are deleterious
will be quickly removed from the population. The challenge remains to categorise the

proportions of segregating mutations and fixed substitutions that are neutral or adaptive.

Repeatability of observations in the two populations of S.

paradoxus

We have analysed two genealogically independent populations, allowing us to assess the
repeatability of observations. Firstly, the diversity measures from the whole chromosome and
also across different classes of DNA are very similar in the two populations, suggesting
similar selective regimes acting on the two populations. Further evidence of the similarity
between the two populations is given by the similar distributions of fitness effects of
replacement mutations and by similar selection coefficients in the two populations. Secondly,
there is conservation of recombination hotspots between the two populations, both of which
are strongly AT biased in these regions. Thirdly, we have found one significant difference
between the two populations. In Chapter 2, Np is found to differ by a factor of 3 between the
two populations. This is likely to be a difference in frequency of sexual reproduction or in the
extent of inbreeding. Such a difference would be a good starting point for additional studies

in S. paradoxus.

Quality matters

From the analyses of the SGRP data we found low base calling quality cutoffs will bias the
results of population genetic tests, as a result of sequencing errors introducing false
polymorphisms. However, a more stringent cutoff (q40) excluded just about half of the data,
as a result of low sequencing coverage in many of the strains in the dataset (Liti et al. 2009).
This made some part of the analyses difficult to perform and resulted in difficulty to interpret
the findings. A big challenge is to infer unbiased estimators of parameters of interest in the
presence of missing data, as existing population genetics methods usually rely on constant

sample size across sites.
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The Road ahead

The work presented here comprises only some of the analyses that could be performed on
either the chromosome 111 sequence or the SGRP data. Some of these observations are
consistent with previous experimental findings and validated some of the previous
hypotheses. However, some of our observations contradict previous findings, and thus

deserve more attention and future work.

Insertions/deletions should be considered next for analysis, as this thesis only deals with
single nucleotide variation (A, T, C and G). Both the SGRP and the chromosome |11 datasets
have provided a test ground for population geneticists to develop and test new theories and
hypotheses. A topic that is especially relevant to follow up is how the more specialised modes

of reproduction, for example, intratetrad mating, can affect the pattern of sequence variations.

This work has addressed questions concerning the evolution of Saccharomyces species. The
processes of recombination, mutation and selection on the sequence polymorphism data have
been investigated. The results presented, and conclusions drawn, constitute a thesis on the
processes determining the evolution of Saccharomyces species at the genome level. With the
advent of new sequencing technology, such population genomic studies will be possible in

larger genomes, like humans, enabling a new era of genome wide evolutionary genetics.
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