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Abstract

In this thesis a novel approach to modelling passenger response to disruption on metro

rail networks is developed, consisting of a two step process using smart-card data to

produce disaggregate models expressed in terms of individual response behaviours. The

work is carried out in the context of the London Underground, using a full snapshot of

the Oyster smart-card travel histories of all passengers in conjunction with records of all

incidents to occur on the network during the study time period. The combination of two

key factors differentiates this work from existing studies in this area: the model is built on

a large, passively collected dataset (smart-card data), but is expressed in a disaggregate

form in terms of the actual actions taken by passengers, rather than the aggregate overall

changes to the origin-destination flows.

The conceptual framework underlying this work considers a three step process. First,

incidents occur on the metro rail network causing disruption to train services, which

consequently affects passengers using those services. Second, on experiencing disruption

to their journeys, passengers may continue with them as planned, or may take a number

of actions in an attempt to mitigate the effects of the disruption that they experience,

such as changing to a different mode of transport or abandoning their journey altogether.

Finally, using fare-collection smart-card data, it is possible to observe these responses in

the individual travel histories of passengers.

This thesis first presents a qualitative investigation into passenger response to disruption,

with the dual objectives of confirming the assumptions of the conceptual framework and

identifying the set of actions passengers take when their journeys are disrupted. The

subsequent quantitative investigation is expressed in terms of this set of behaviours.

The next stage consists of the development of a heuristic process to identify instances of

those behaviours in a smart-card travel history dataset, in conjunction with the transport

operator’s logs of the incidents which occurred during the same time period. Finally, a

9



series of models of individual passenger response to disruption are developed from the

data produced by the heuristic process. These models serve two purposes. The first is

to understand the impact of a range of explanatory variables related to the passengers

and the incidents on the response behaviours exhibited, for which the logistic regression

family of models is used due to its easily interpretable coefficients. The second is to

provide predictive modelling of the response behaviours, which imposes no requirement

of model interpretability, allowing the logistic regression models to be compared with a

range of black box machine learning classifiers.

The initial qualitative investigation identified six behaviours exhibited by passengers in re-

sponse to disruption: “carry on regardless”, “abandon journey”, “change time of travel”,

“change origin or destination”, “change mode of transport” and “change route”. The

first five of these can be identified from the available data sources through the heuristic

behaviour extraction process. The logistic regression models identified a number of pat-

terns, the most distinctive of which include an increase in the relative probabilities of the

“change” behaviours over “carry on” as the incident length increases, an increase in the

relative probabilities of “change origin/destination” and “abandon journey” as passen-

ger average household income increases, and a corresponding substantial decrease in the

relative probability of “change to bus” also as passenger household income increases. Sig-

nificant evidence of individual heterogeneity in response behaviours was also identified.

Overall model predictive performance was similar between the logistic regression models

and a number of the investigated machine learning classifiers.
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1. Introduction

Public transport systems form an essential component of cities across the world, with

many people relying on them for work and leisure travel. They are present in some

form in cities at all stages of development on every populated continent of the earth

(UITP, 2015b). The market share of public transport varies substantially from city

to city. For example, in data collated in 2011, the proportion of all journeys taken

by public transport in Beijing stood at 24%, in London at 28%, in Mumbai at 45%,

and in Hong Kong at 88% (Singapore Land Transport Authority, 2011). Despite these

variations, they all represent a significant proportion of the transport usage within their

respective cities. The governance models of public transport systems are also an area of

significant variation from city to city (Jain et al., 2008). At one extreme, there are systems

which have developed organically, run entirely by the private sector without any central

coordination, and at the other are systems which are entirely planned, managed and

operated by state run entities. In between these two extremes lie a constantly developing

range of governance structures combining elements of both state and private control (van

de Velde, 2014). Common modes of public transport include those based on the public

road network such as buses, minibuses and taxis; shared space modes such as trams and

light rail; physically segregated modes such as metro and heavy rail; and a range of more

specialised modes including ferries, aircraft and cycle hire schemes (White, 2016).

Metro rail networks are frequently an important part of the public transport offering in
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larger cities around the world. A transport mode is considered to be metro rail if it

operates as a high frequency urban rail system on a physically segregated right of way

(UITP, 2014). In 2014, metro networks were present in 157 cities across the globe, in-

cluding 16 in North America, 18 in South America, 46 in Europe, 7 in the Middle East

and Africa, and 70 in Asia (UITP, 2015b). Between them, these networks transported a

total of 50 billion passengers during 2014 (UITP, 2015b). The proportion of the world

population living in urban environments has long been increasing, from 34% in 1960 to

54% in 2015 (World Bank, 2016), and with this trend looking set to continue (United

Nations, 2014), there is likely to be a similar trend of growth in metro rail network pa-

tronage. This is supported by the reported worldwide increase in metro network ridership

of 7.9% between 2012 and 2014 (UITP, 2015b). Metro networks also deliver substantial

economic benefits, both in terms of the jobs created in the construction and operation of

the systems (many public transport agencies being amongst the largest employers in the

urban areas they serve (UITP, 2015a)), but also in terms of the agglomeration benefits to

urban economies through the increased labour pool able to access the cities’ job centres

(Chatman and Noland, 2013). The annual agglomeration benefits of metro networks have

been estimated to range from $1.5 million to $1.8 billion depending on the size of the city

(Chatman and Noland, 2013).

The number and scale of metro networks around the world are also increasing, with 53 new

networks opening between 2000 and 2014, of which 7 opened in 2014 alone (UITP, 2015b).

The number of miles of line infrastructure has increased similarly, with an increase of 40%

from 2000 to 2014 (UITP, 2015b). There are a number of features of metro networks

that are contributing to this growth. They offer a high capacity, high throughput mode

of public transport, which can make a large impact on the availability of supply when

brought into operation (Zhang, 2009). Their physically segregated nature allows for

this increase in supply to come without a corresponding increase in pressure on existing

infrastructure which is often already severely congested (Litman, 2007). They also provide

26



benefits to passengers over other modes in terms of fast, deterministic journeys and in

many places a better perceived experience than other public transport modes (Scherer,

2010).

It is not just the needs of increasing urban populations that are driving forces behind

public transport. Issues of sustainability and the environment are also of great impor-

tance to urban planners. In many urban areas, localised emissions are a major problem

(European Environment Agency, 2016). Similarly, an estimated 14% of greenhouse gas

emissions worldwide are are caused by the transport sector (Pachauri et al., 2014). Im-

proving public transport, and driving its adoption to increase its market share is generally

considered to have a part to play in tackling these issues (Mackett and Edwards, 1998),

with metro rail in particular offering large benefits due to the zero-emissions at the point

of use nature of electric traction, as well as the potential for reductions in overall emissions

through increased levels of renewable energy generation (Messa, 2006)

1.1. Motivation

The importance to cities of public transport, and metro networks in particular, is clear,

but there are a number of challenges faced in establishing, expanding and operating them.

Many metro networks in the developed world have very old infrastructure. For example,

the earliest parts of the London Underground network were opened in 1863, with all but

two lines and a few extensions of the modern network constructed by 1939 (Glover, 1996).

This old infrastructure presents significant challenges in the ongoing maintenance of the

system, as well as presenting limits on capacity due to the huge growth in urban popula-

tions since these lines were originally designed and built (Glover, 1996). Combining this

with the worldwide increase in urban populations, and corresponding increase in demand
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for metro rail travel, results in a serious need to expand the capacity of these networks.

However, such expansion is not without its own issues. Building new infrastructure has

significant political challenges associated with it, as well as planning challenges exacer-

bated by the densely developed urban areas in which metro networks are typically built,

contributing to the already lengthy time scales and high costs of construction (Flyvb-

jerg, 2007). These challenges give rise to a need to optimise existing infrastructure to

maximise the demand it can satisfy in order to meet the short term increases in demand

which cannot be immediately satisfied through infrastructure development.

There are also a number of operational challenges that face metro networks, of which

a significant one is the management of incidents and disruption (Carrel et al., 2010).

Although the frequency of unplanned disruption varies from network to network, these

incidents must be handled effectively whenever they occur to minimise the negative conse-

quences for the system and its passengers (Jespersen-Groth et al., 2009). On the London

Underground, in the four week period from 24th July 2016, there were a total of 432 inci-

dents which disrupted passenger services, resulting in a total of 1.5 million lost customer

hours 1 (Transport for London, 2016). The primary economic consequence of disruption

takes the form of a loss of productivity by passengers (Cox et al., 2006). Estimates of the

extent of this vary, but for the City of London 2 alone, the impact of transport delays was

estimated, in 2003, to cost the economy around £0.5 billion annually (Oxford Economic

Forecasting, 2003).

By their very nature, incident situations are different to normal situations, requiring op-

erators to work to restore normal service on the network and meet passenger demand

whilst working within the additional constraints imposed by the incident. However, it is

not just during incidents that these effects are felt. There is also a need to consider the

1a measure of the effect of delays on passengers calculated by multiplying the duration of a delay by
the number of passengers affected then summing across all incidents in the period

2the financial and business district at the centre of London as a whole
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potential impact of disruptions when planning the network, both in terms of operations

and infrastructure (Kepaptsoglou and Karlaftis, 2009). Whilst providing sufficient infras-

tructure capacity to allow for performance to be maintained during periods of reduced

availability might be desirable, the practical costs of this often make it impractical (Cac-

chiani et al., 2012). Thus there is a need for systems which allow operators to manage

their networks as effectively as possible during incidents whilst acknowledging that some

degradation in performance is inevitable.

A body of academic literature exists which covers the area of rail network management

during disruption. In general, the proposed solutions take the form of operational support

tools, which work to optimise the various aspects of the transport network that the

operator controls whilst trying to recover the service and meet passenger demand, within

the constraints of the network and disruption. It is generally agreed that there are three

areas which these systems seek to address some or all of: the service timetable, the rolling

stock allocation and the crew scheduling (Jespersen-Groth et al., 2009). The objective for

these systems is broadly to restore normal operations as fast as possible whilst minimising

the negative effects on disrupted passengers. Although these frameworks consider many of

the complexities of the operational processes of rail networks, they typically use the same

representation of the passenger demand as would be the case under normal conditions.

This does not take into account the fact that the demand may act differently during

disruption, resulting in a different pattern of demand than would be the case during

normal running.

Recent years have seen rapid development in the fields of electronics and information

technology, leading to massive increases in the levels of instrumentation on public trans-

port systems, which in turn has given rise to ever more data being produced by an

increasingly varied array of sensors (Sussman, 2005). Track and signalling infrastructure,

rolling stock, ticketing systems and passenger flows are all increasingly monitored and
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logged giving rise to large databases of detailed, disaggregate information. These vast

quantities of data allow the exploration of many aspects of the transport network at a

high level of granularity and can be put to use for developing a much more detailed un-

derstanding than previously possible of how transport networks are used and how and

where improvements to them can be made (Pelletier et al., 2011).

The aforementioned increases in the existence and availability of large datasets from pub-

lic transport networks have lead to a new approach to the study of how these networks

are used. Where traditionally only a small sample of data could be obtained for many

studies, now it is possible to consider data collected directly on a huge sample of pas-

sengers, and even in some cases on the whole population without the need for sampling

(Bagchi and White, 2005). In particular, this presents an opportunity to significantly

improve the understanding of how passenger demand changes in response to disruption.

By using complete records of passenger travel history as recorded by smart ticketing sys-

tems, disaggregate models can be developed for how passengers behave when faced with

disruption at an individual level. When used in conjunction with the network recovery

frameworks described previously, this has the potential to provide a much better under-

standing of the demand that needs to be satisfied, and how it will respond to the changes

put in place to manage the disruption, ultimately leading to a more efficient process of

restoring the operations of the rail network while reducing costs for the operator and

improving the passenger experience.

Improving the reliability of public transport, and decreasing the levels of inconvenience

experienced by passengers during disruption, helps to improve public perception of public

transport, and increases its appeal to travellers over arguably less sustainable modes of

transport such as private cars (Cacchiani et al., 2014). Ultimately, this can contribute

to reducing localised air pollution in cities and in wider terms, overall greenhouse gas

emissions of the transport sector (Baker et al., 2010).
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1.2. Research Aim

To develop a disaggregate model of individual passenger behaviour in response to disrup-

tion on the London Underground.

1.3. Research Context

The research is carried out in London, and is based specifically on the London Under-

ground network. There are a number of reasons for this choice. The London Under-

ground offers a large and complicated metro rail network with 10 distinct lines, operating

over 400km of track (Glover, 1996). There are many trunk routes where infrastructure

is shared between lines, intersections and alternative routes between origin and destina-

tions, giving a high level of complexity in the travel patterns of passengers. The city plays

host to a mature public transport network with a number of other modes of transport in

operation beyond the London Underground.

In London, many sources of data on the public transport system are also readily available.

Transport for London (the London Underground’s operator), keeps detailed records of

all incidents that have occurred, and the resulting disruption to the network. Similarly,

excellent data on passenger journeys are available through the integrated smart ticketing

infrastructure which records full details of all journeys made on the system, whether

they are paid for through the Oyster smart card system, or using a contactless credit

or debit card. This allows for complete travel histories of the passenger population, in

pseudonymised form, to be analysed.
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1.4. Research Objectives

The process of accomplishing the research aim is broken down into four practical steps:

1. To construct a conceptual framework for representing passenger response to disrup-

tion at a disaggregate, individual level, and how this can be extracted and modelled

from existing transport network data sources.

2. Within this conceptual framework, to identify a set of behaviours that can describe

the individual reactions London Underground passengers take, or consider taking,

when faced with disruption on their journeys.

3. To build an understanding of the behaviours which individual passengers exhibit

when faced with disruption through programmatic analysis of datasets collected on

the London Underground.

4. To explore the qualities of different data driven approaches to predictive mod-

elling of disaggregate passenger response to disruption in terms of the identified

behaviours.

The first research objective is concerned with setting the parameters of the entire process,

through defining the various parameters of the system under study and the basic building

blocks for the process of analysing this system and defining a framework for modelling it.

The second objective addresses the need to identify the individual behaviours, in terms

of which the remainder of the work will be expressed. These behaviours are identified

through a process of qualitative research working directly with London Underground pas-

sengers to ensure they represent the reality of how passengers perceive their interactions

with the transport network. The third objective defines the process of interpreting the

raw datasets in terms of the behaviours identified in the second, and allowing the mod-

elling process of the fourth to operate in terms of those behaviours. Finally the fourth
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objective encapsulates the process of exploring a number of different modelling techniques

to investigate their suitability for modelling passenger response to disruption in terms of

these behaviours.

1.5. Real World Applications

London is a city experiencing rapidly increasing demand for metro rail travel. In the

most recent reporting period at the time of writing, a year on year increase in passenger

journeys of 6.4% was reported on the London Underground (Transport for London, 2016).

New infrastructure is under development, but it is a slow and expensive process, and so is

unable to address the short term need to increase capacity. As a result of this, operational

improvements to increase the capacity of existing infrastructure also have an important

role to play. The primary objective of this work from an academic point of view is to

improve the modelling of demand during disruption for the benefit of network recovery.

This will offer practical benefits to network operators in handling disruption. In addition

to this, there are also a number of more immediate real world benefits derived from an

improved understanding of passenger response to disruption. Transport operators can

use this information to investigate how prepared their networks are for disruption, and

to plan interventions in advance. Similarly, when making changes to increase capacity,

this work can assist in understanding what the risks of these changes will be when things

do go wrong. Finally this work can assist with operational strategic and infrastructure

development planning in ensuring that passenger demand can be fulfilled in both normal

and degraded operational situations. While many of these opportunities are present in

London, none of this issues are unique to that city, making the outcomes transferable to

any metro network, and potentially even beyond that to other modes of public transport.
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1.6. Contribution to Knowledge

The work carried out in this thesis aims to provide three key contributions to the relevant

literature. The first contribution is the proposal of a set of six clearly defined behaviours

which encapsulate the many different responses metro rail passengers make, or consider

making, when encountering disruption to their journeys. These behaviours are derived

directly from a qualitative process of consultation with regular passengers on the London

Underground, in order to identify all the actions they consider when faced with disruption,

with those actions being reduced into a set of six by a process of categorisation and

reduction based on common factors.

The second contribution this thesis makes is in the novel nature of the exact area being

investigated. This is the first time in the academic literature that population-scale disag-

gregate modelling of metro rail passenger response to disruption has been investigated at

a behavioural level. While there are some existing works which touch on aspects of this,

they have either been limited to the investigation of a small sample of passengers using

data actively collected specifically for the exercise, or have been limited in terms of their

output to the aggregate origin-destination flows of passengers.

The final contribution lies in the methodology adopted. This thesis develops a novel

two-step methodology that combines and interprets a collection of existing datasets in

order to extract from them a dataset expressed in terms of the six response behaviours

identified previously, prior to performing the modelling task in terms of these behaviours.

This novel approach provides quantitative estimates of the impact of a number of different

factors on passenger response to disruption and insights into the predictive potential of

models of this response in disaggregate form across an entire population of passengers

using pre-existing datasets collected as a by-product of existing operational processes.
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1.7. Document Outline

In this chapter, the area of investigation of the thesis has been outlined and placed in

context, along with the aim, objectives and an outline of the contributions it makes to

to the academic literature. The remainder of the thesis takes on the following structure.

Chapter 2 provides a review of the relevant literature related to modelling of metro

rail passengers in disrupted situations. This is accompanied by a review of the many

types of data sources which are of potential relevance to the investigation, along with the

identification of their respective strengths and weaknesses. Finally, the chapter concludes

with the identification of the major gaps in the existing literature which give rise to the

aim and objectives of this thesis. Chapter 3 describes the conceptual framework within

which the other objectives of the thesis will be tackled, the rationale and choice of data

sources that will be used in this specific research context, and a high level methodological

overview of the remainder of the work. In chapter 4, the first part of the novel research is

presented, validating the important details of the conceptual framework and addressing

the second objective: the identification of the set of behaviours that passengers consider

when faced with disruption to their journeys. Chapter 5 continues from this, addressing

the third objective of the thesis by outlining the methodological development and results

of a heuristic process for extracting the instances of these behaviours from a collection

of relevant data sources. The new datasets produced through this process are then

taken forward to chapter 6, which addresses the final objective of the thesis through the

development and evaluation of a series of models to investigate both predictive modelling

and the interpretation of the factors influencing the choice of behaviours by passengers

when their journeys are disrupted. Finally, chapter 7 gathers together the conclusions of

this work, and presents an overview of the opportunities for further work that have been

identified throughout the process.
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2. Literature Review

2.1. Introduction

This chapter presents a review of the academic literature relevant to the aim and objec-

tives of the thesis, accompanied by an identification of the key gaps in that literature that

will form the basis for the aim and objectives of this thesis. The literature review starts

by discussing what metro rail networks are, and how they are structured and operated.

It then proceeds to an exploration of incidents, disruption and the impact they have on

metro rail networks. This is followed by a detailed exploration of the literature on how

passengers respond to disruption, and subsequently how operators respond to it too. It

then concludes with a detailed exploration of the variety of different mobility data sources

available on metro rail networks. The literature review is followed by the identification of

the significant gaps in the existing body of academic literature that give rise to the aim

and objectives of this thesis, which leads into the conceptual framework and high level

overview of the investigation methodology presented in the subsequent chapter.
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2.2. Overview of Metro Rail Networks

2.2.1. Definition and Purpose

Whilst there is no formal definition of a “metro rail network”, the consensus between

industry and academia is that a system must be an urban rail-based rapid transit system

with it’s own distinct right-of-way (Vuchic, 2005; Derrible and Kennedy, 2010; UITP,

2014). Other factors that are significant in the nature of metro rail networks is that

they typically offer high frequency “turn up and go” style services (Carrel et al., 2010),

and operate on relatively dense networks where stations are close together, with more

developed networks often providing multiple possible routes between many origins and

destinations (Pender et al., 2013).

The primary purpose of metro rail networks, in common with other forms of urban

public transport, is to provide a mobility service to people travelling within the urban

areas they serve (White, 2016). However, metro rail networks in particular often have a

secondary purpose - as a means to increase the available transport capacity in an urban

area without increasing the impact on existing road infrastructure (and ultimately, road

traffic congestion) due to their use of segregated rights of way (De-Los-Santos et al.,

2012).

In order to fulfil their purpose, metro rail networks in general have the primary objective

of balancing the costs of their operation and development with the service requirements

imposed on them, which may be set by market forces or regulatory oversight or varying

combinations of the two (Hickman and Blume, 2000). Drilling into this objective a

little further, and considering how it applies to the area of disruption, it can be said

that metro rail networks have an objective of keeping their networks operational thus

allowing passengers to achieve their travel objectives, minimising disruption and resolving
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problems effectively when they do arise (Jespersen-Groth et al., 2009).

2.2.2. Governance and Organisational Models

Public or Private Sector

In contemporary transport operations, one of the most significant details of the organ-

isational structure is whether it is a public or private sector concern. Considering the

history of transport networks in general, prior to the 20th century such operations were

generally private ventures, with a trend for nationalisation of public transport systems

(and the development of new systems entirely in the public sector) developing during

the early and middle part of the 20th century, with this trend starting to reverse in the

later part of the 20th century leading to privatisation of existing transport systems, and

the development of new systems with a higher degree of private sector involvement (Ty-

nan, 1999). The Conservative UK government of 1979-1997 was one of the trailblazers

for public transport privatisation, with this period seeing the deregulation of buses and

the privatisation of the national heavy rail network taking place (Preston, 1993). In the

final decade of the 20th century substantial private sector development was taking place

in Latin America (Tynan, 1999), and more recently still, private sector involvement in

transport has become widespread in Asia (Jain et al., 2008).

Whilst often framed as a binary choice in the mass media, in practice, there are a large

range of operational models covering a spectrum between full central-government control

and ownership at the one extreme through to complete deregulation at the other (Jain

et al., 2008). Figure 2.1 shows a grouping of the different ownership models of metro

networks within the public/private sector categorisation. Within the public sector gover-

nance models, there are two subcategories representing what is simplistically considered

to be “publicly operated”: central government control and local government control. The
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Figure 2.1.: Diagram illustrating the different metro network ownership models within
the public/private sector categorisation.

distinction between these two is whether a high level or national body is ultimately in

charge of the transport system, or whether a local or municipal body is. Local govern-

ment control is a common form of governance in metro rail networks, with Jain et al.

(2008) citing Budapest, Bucharest, Tokyo and Osaka as examples. The final public-

sector category, commercialisation (also known as corporatisation) is a model where the

state owned transport provider is expected to operate on standard commercial principles,

which can often be a step on the path to subsequent privatisation (Jain and Cullinanne,

2002). Within the category of privatised transport systems, there are a number of models

adopted. Often, a form of vertical separation occurs, where the infrastructure is publicly

owned but the operations are private (e.g. the national rail network in the UK), or the

opposite of this, where the infrastructure is privatised and the operations remain in pub-

lic hands (e.g. the ill-fated public-private-partnerships previously adopted by London

Underground, but now discontinued). Private sector operations, where they exist in such

a system, may be operated by means of franchise grants, management concessions, or
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other structures by which the public sector retains a level of coordination and regulation

ability. More unusually, a vertically integrated operator may be partially state owned and

partially privately owned, such as is the case with the MTR of Hong Kong (Cervero and

Murakami, 2009). Another privatised governance model is the build-operate-transfer ap-

proach, where a private company is granted a concession to build and operate a transport

service for a period of time, after which the infrastructure reverts to public ownership.

An example of this approach can be seen in Bangkok (Tam, 1999). Finally the most com-

plete form of privatisation is total deregulation, where transport provision is left entirely

up to the market to plan, build and operate, such as the bus network outside of London

in the UK (Preston, 1993).

Single or Multi-modal

Any public transport operator, be they a public sector agency or private company, can

be involved in the provision of a single mode of transport, or many modes of transport

in a given geography or urban area. However, since metro networks are found only in

large metropolitan areas, they tend to be just one mode of many that are available. In

such cities, modes may be operated independently, or with different forms of coordination

or oversight influencing their operations. For example, in Hong Kong, the rail network

is privatised (although the majority of shares in the operating company is owned by

the government), and buses are a mixture of bulk-franchised and non-franchised routes

operated by private companies (Lo et al., 2008). On the other hand, in London the

metro rail is publicly owned and operated, and the bus routes are centrally coordinated

but tendered as individual routes and operated day to day by private companies (Amaral

et al., 2009).
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2.2.3. Discussion

It is clear that at the present time, there is a general global trend towards the privatisation

of public transport systems, including metro rail networks. However, from the work of

Jain et al. (2008) it is also clear that privatised systems still make up only a small minority

of metro rail systems worldwide. Although metro rail networks have a relatively simple

and obvious high level purpose and set of objectives, the complex governance structures in

place, particularly where the various forms of privatisation have been adopted, may result

in individual entities within the system having differing priorities and objectives due to

their respective roles within the system. The governance structure of metro rail networks

also affects the extent to which they operate as uni-modal services entirely independent

of the other modes of public transport available within the city or in coordination with

the other available modes. For example, in the system adopted by Hong Kong, the state

effectively exercises control over the long-term planning of the public transport provision,

but the day to day operations are managed independently by each operator, without

any inter-modal coordination. On the other hand, in the model adopted in London, the

public agency overseeing transport, Transport for London, has considerably more day to

day operational control of the multi-modal transport provision, although still without

complete operational control over bus services.

2.3. Incidents and Disruption

In practice, public transport services do not always run as planned, and metro rail net-

works are no exception. A range of events, both expected and unexpected, can give

rise to disruption on the network, where trains may be delayed or unable to run at all

(Jespersen-Groth et al., 2009).
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For reasons of clarity, in this document the problematic occurrence is referred to as the

incident and the effect on services is referred to as the disruption. This avoids the

confusing terminology of disruption and disrupted situation often adopted elsewhere (e.g.

Jespersen-Groth et al. (2009)).

2.3.1. Severity and Scale

Incidents can, and do, occur on any transport network. However, they occur particularly

frequently on urban metro networks due to their high levels of demand and high frequency

of operation (Carrel et al., 2010). There are a number of approaches to categorising

incidents and the ensuing disruption that can occur on metro rail networks. They may

be grouped purely based on their duration, or based on a combination of this and the

kind of impact they have on the network. Based on extensive consultation with metro

operators, Schmöcker et al. (2005) suggests three categories of incidents based loosely on

the duration and form of the ensuing disruption: “minor incidents”, which are short-lived

and insignificant in their consequences, “slow moving delays”, which describe disruption

where trains are forced to travel slowly over a section of line but are not stopped entirely,

and “major incidents”, where a section of track is likely to be closed entirely for some

period of time. The extent to which incidents occur depend on the properties of the

network, both in terms of infrastructure and operations. This can vary substantially,

and may even result in factors which are beneficial in reducing disruption for many

networks being a cause of disruption for others. An example of this is cited by Pender

et al. (2013), who identify that additional crossovers, which are typically associated with

reducing disruption on metro rail networks may in locations prone to large snowfalls,

actually increase disruption.

When considering the scale and extent of the consequences of incidents, an alternative
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broader taxonomy can be considered, distinguishing the types of incidents based on the

way in which operators respond to them. Under this classification, there are three cate-

gories of incident. The first of these, which can be called “minor incidents”, encoompasses

incidents which are sufficiently small in the extent of their effects that no active response

is taken, with the observed effect, if any, being limited to minor delays to the running

of the affected services. The second category, “moderate incidents”, encompasses inci-

dents that give rise to a temporally and spatially localised effect that requires an active

response from the operator to mitigate the situation at hand. The final category, “major

incidents”, incorporates those incidents with long term effects or systemic consequences

which require a large scale response from the operator in order to manage. This final

category would include such occurrences as natural disasters or terrorist attacks.

The key distinction between these types of incident is in how they are mitigated by oper-

ators. In the case of minor incidents, mitigations generally take the form of delay robust

scheduling (e.g. (Cacchiani et al., 2012)), or regulation or rescheduling of in-operation

services (e.g. (Goodman and Murata, 2001)). Moderate incidents, on the other hand,

are an area where active responses by transport operators during the ensuing disruption

are the primary way of mitigating the situation (Schmöcker et al., 2005). Finally, in

understanding and addressing major disruptions, the concept of infrastructure resilience

comes into play as a major consideration for how these incidents will be mitigated. In

essence, infrastructure resilience is a measure of the extent to which transport networks as

a whole are able to cope with a rare but severe occurrence (Faturechi and Miller-Hooks,

2015). This thesis, including the rest of this literature review, is primarily focused on the

middle of these three categories: incidents of a moderate, localised scale, where an active

response is required by the transport operator to mitigate the situation.
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2.3.2. Causes

At the highest level disruption can be grouped into two types - unexpected and expected

- describing whether the disruption is something that is known about in advance (such as

planned engineering works) or something that happens with no prior warning (such as a

signal failure) (Silkunas, 2006). Focusing on the unexpected forms of disruption, Pender

et al. (2013) construct 5 overall categories of incident from an extensive survey of metro

rail operators. These categories are: “intrusions and medical emergencies”, “weather and

natural disasters”, “track failure”, “other train failures” and “rolling stock failures”. This

categorisation provides a grouping of incidents with similar consequences from a network

operator point of view. Although in this case describing heavy rail, Preston et al. (2009)

group the causes of disruption in a different way, resulting in three categories which are

similarly applicable to metro rail networks. These are: operator-caused incidents such

as issues with trains or crew, infrastructure-caused incidents, such as signalling failures,

and external-caused incidents, such as suicides. The focus of this categorisation is not

so much about grouping based on incidents with similar consequences, but based on the

different entities responsible for the incidents in the network being described.

2.3.3. Consequences & Impact

It is widely agreed that significant disruptions on metro rail networks lead to a rapid

degradation in the service provided (Kepaptsoglou and Karlaftis, 2009). This degradation

takes the form of delays and/or cancellations to scheduled services, reducing the capacity

available and increasing journey times and aborted journeys for passengers (Jespersen-

Groth et al., 2009). A number of authors have identified reliability of service as the most

important factor for metro rail users when surveyed on their priorities for this mode of

transport (Schmöcker et al., 2005). The main economic consequence of disruption is a
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loss of productivity due to the time lost by passengers from extended journey times or

abandoned journeys (Cox et al., 2006). However, with service reliability being of signif-

icant concern to passengers and a competitive transport market existing in many cities,

reduced passenger satisfaction may also have a significant impact on transport operators

(Cacchiani et al., 2014). Prolonged disruption may also have a political impact, resulting

in changes in public and political views of metro rail as a mode of public transport and

consequences for individuals with responsibility for the service within transport operators

(Pender et al., 2013).

When measuring the impact of disruptions, metrics are often derived from the length of

the delay, multiplied by some lateness multiplier, which may be the number of passengers

affected, or otherwise another modelled parameter specific to the context and locality in

which the impact is being measured. One example of this is London Underground, who

use a metric known as Lost Customer Hours, which consists of the length of the service

delays caused by the disruption multiplied by an estimate of the number of passengers

affected by each delay (Transport for London, 2016). In the national heavy rail network

in the United Kingdom, a similar approach is used, whereby the estimated fare revenue

of the affected services are multiplied by a modelled lateness multiplier to determine the

overall financial impact of delays (ATOC (Association of Train Operating Companies),

2009).

2.3.4. Discussion

From the existing literature, it is clear that incidents and disruption are an inevitable

part of any public transport system (although a large number of factors may affect the

frequency and severity with which such events occur on different networks), and that due

to their high capacity, high density nature, such occurrences are of particular concern on

45



metro rail networks.

Incidents have a wide range of causes which have been grouped and categorised in a

variety of different ways in the academic literature. Fundamentally, though, such grouping

revolves either around similarities in the causes and/or responsibilities for the incidents,

or similarities in the consequences of the incidents. When considering the consequences,

this can give different results when observed from the point of view of the different

stakeholders: passengers, operators and regulators. In practice, the type of classification

system chosen is likely driven by the underlying reason for which the classification is

required, such as inter-company compensation claims as a result of allocating liability for

an incident.

When considering the consequences of incidents, the differing priorities of transport oper-

ators and passengers become clear. Passengers are concerned exclusively with their own

individual journey, whereas operators are considering the system as a whole, as measured

through aggregate metrics such as the number of passengers delayed, or their customer

satisfaction scores, as well as potentially their political exposure. This will result in cases

where the optimal course of action for some individual passengers may come into conflict

with the optimal course of action for the network as a whole.

2.4. Passenger Response to Disruption

When passengers encounter disruption when planning or carrying out journeys, they may

adapt their travel behaviour in response to this disruption. There is an extensive body of

literature on modelling passenger demand on metro rail networks (e.g. (Sakanishi, 2006;

Guo and Wilson, 2007; Kuo and Tang, 2011; D’Acierno et al., 2012)), but far less research

has taken place into understanding that demand during disruption. In this section, an
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overview of research into how passengers respond to disruption on metro rail networks is

presented, along with relevant literature from other modes of transport where there are

similarities or opportunities to carry oveer learnings to the metro rail context.

2.4.1. Investigating Passenger Response

One of the earliest studies of transport users’ responses to disruption is that of Blunm-

stein and Miller (1983). They investigated the changes in transport usage during a bus

strike in the city of Pittsburgh in the USA. In this case, bus was the only major mode

of public transport available, so the investigation focused on the alternative options of

“carpool”, “drive alone”, “dropped off” or “other bus”. The methods adopted are rela-

tively simple, involving a survey of transport operators to gather evidence for the changes

in demand they observed during the strike, followed by a survey of passengers after the

strike occurred including commuters to the central business district, those transiting the

central business district, and commuters outside of the central business district, asking

them which mode of transport they normally used, and what they had done instead dur-

ing the strike.The most significant and broadly applicable conclusion that resulted from

this work is that in general, those who need to travel, will find ways to complete their

journey even when their usual mode of transport is entirely out of operation.

Lo and Hall (2006) perform a similar investigation, looking at the effects on urban road

congestion of a public transport strike in Los Angeles. The strike in question resulted in

the temporary suspension of all metro rail services as well as the majority of bus services

in the city, resulting in an increase in private car usage, and an ensuing increase in

congestion. Although the results of this study reinforce the notion that people who need to

travel will find ways to do so, even in the face of extensive disruption, the focus exclusively

on understanding the resulting road congestion results in the methodology adopted having
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little applicability to understanding metro rail passenger behaviour in more detail. Zhu

and Levinson (2008) look at disruption of a similar scale, but this time as a result of

a bridge collapse on a major highway. They observe that the immediate response of

travellers to disruption includes the following six behaviours: changing their normal route,

changing their time of travel, satisfying their needs at other destinations, making fewer

trips, switching to alternative modes of transport and sharing responsibilities that require

travel between family members.

Van Exel and Rietveld (2001) review a number of other studies into the effects of public

transport strikes on passengers. They again conclude that journeys which are unavoidable

(such as commuting) are the most affected. They also note that the consequences of a

strike depend substantially on the scale of the transport network where it is occurring.

For example, a nationwide rail strike has substantially different consequences to a rail

strike on an urban metro system - with, for example, the former resulting in the displaced

travellers shifting almost exclusively to car, and the later resulting in much more varied

mode shift due to the availability of more viable alternatives. Similarly should a single

transport operator or mode of transport go on strike in an urban area, much of the

displaced demand is likely to be absorbed through extra provision by other modes or

competing operators. Van Exel and Rietveld (2001) also identify one other significant

factor - the extent of advanced warning the passengers have about the strike. Where

substantial advance warning is given, passengers are more likely to postpone non essential

trips than where the strike occurs with little or no warning.

2.4.2. Modelling Passenger Response

The body of research undertaking modelling of passenger responses to disruption is even

sparser than that of studies of any form into this topic. Van Exel and Rietveld (2009)
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conduct one such study on the Dutch national railways. The underlying data consists of a

survey of rail travellers who were surveyed both before and after a one day strike. Before

the strike, they were asked what mode of travel they were planning to use to complete

their journey, and afterwards, asked what mode they did in fact use. These responses

were allocated to four categories:

• Travel on a different day by train.

• Travel on the same day as a car driver.

• Travel on the same day on another mode of transport as a passenger.

• Abandon the trip.

The resulting data was used to fit a multinomial logistic regression model, using demo-

graphic information of the passengers surveyed, details of the disrupted trip and attributes

describing the regularity of their train travel as explanatory variables.

In a study specific to metro rail networks, Pnevmatikou and Karlaftis (2011) survey

passengers of an Athens metro line that underwent a five-month planned closure for

upgrade work. The focus of the survey was on collecting data on the alternative modes

of transport used by passengers who ordinarily used the line during the closure period.

Subsequently, Pnevmatikou et al. (2015) build on this work to construct a series of models

of mode choice in the presence of a prolonged suspension of the metro line on which the

surveyed passengers would normally travel. The data underpinning this consists of two

separate datasets. The first of these is the revealed preference data collected through

the survey of Pnevmatikou and Karlaftis (2011). The second is a stated preference

dataset constructed through questioning volunteer participants on their mode choice in

a hypothetical but similar scenario to the revealed preference data. For the revealed

preference data, a multinomial logit model is constructed, considering the 4 alternative
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modes (bus, car, metro and taxi), and a number of their properties: door-to-door travel

time, number of transfers, transfer time and whether the trip is for work purposes or

not. A multinomial logit model is also constructed for the stated preference dataset.

This dataset has additional explanatory variables that are not available in the revealed

preference data, including age, gender, income level and work flexibility, as well as the

cost of each modal alternative. Ultimately, these are combined to form a joint model

with both datasets, in both multinomial logit and nested logit form. Pnevmatikou et al.

(2015) are then able to conclude that these models provide some insight into the factors

affecting modal choice by metro passengers when a large scale planned disruption closes

the line on which they normally travel.

Lin et al. (2016) describe a joint stated preference/revealed preference survey-data based

modelling approach that is similar in nature to that of Pnevmatikou et al. (2015) as

already described, with the notable difference that it is applied to the variety of day-

to-day disruptions that the surveyed public transport passengers experience, rather than

one single major pre-planned disruption. However, at the time of writing, full results of

their research have not yet been published.

Approaching the same situation from a completely different direction are Silva et al.

(2015). They describe a model that uses a full smart-card history over a period of

time to build a predictive model for station entry/exit counts over time for a metro rail

network when incidents occur. The underlying method consists of building a statistical

model of the system during normal (i.e. not disrupted) conditions that represents the

triple of passengers entered, passengers still within the system, and passengers exited for

each origin-destination pair for each minute of the day. Subsequently, using a parallel

record of disruptions that affected the network during the same time period, a model that

expresses the difference in passengers exiting at each station from that predicted by the

“normal” model is defined. Ultimately, this allows predicting changes in the O-D flows
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over time on the network due to disruptions at any location throughout the network.

2.4.3. Discussion

Many of the studies investigating passenger response to disruption that exist in the lit-

erature are focused on the effects of large scale planned disruption where passengers are

aware of it in advance. The focus in these cases is on investigating the changes to either

the trip that passengers make (e.g. travelling on a different day or not travelling at all),

or the mode by which they travel instead of their normal mode of transport (e.g. bus,

private car). In cases where a change of public transport mode is not a viable option for

many, the focus is generally on understanding how demand for the road network changes

and what congestion issues may arise.

The number of authors actually producing predictive models of passenger responses to

disruption is rather fewer than those performing only descriptive analysis. These models

can be grouped based on a number of properties, which are summarised in table 2.1. First,

there is the question of the type of data being used to inform the model. This comes

from two sources: surveys (either revealed or stated preference based) of passengers, or

directly from observed travel patterns via smart card histories. Secondly, there is the

type and scale of disruptions being considered - either large, planned disruptions such as

strikes or long term line closures which are known about well in advance, or shorter term

day-to-day disruptions that occur without prior warning to passengers. Thirdly, there

is the modelling technique used, including logistic regression, multinomial and nested

logit, and domain specific statistical models. Finally there is the question of output of

the model which is one of two categories: mode or trip choices, or station entry/exit

matrices.

It is a natural consequence of the data collection methodology that survey based modelling
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Author Data
collection
and
sample
size

Type of
disruption

Scale of
disruption

Modelling
technique

Model
outputs

Van Exel
and
Rietveld
(2009)

SP/RP
Survey
data.

Planned Large scale
(strikes)

Logistic
regression.

Mode/Trip
choice.

Pnev-
matikou
et al. (2015)

SP/RP
Survey
data.

Planned Large scale
(line
closure)

Multino-
mial logit /
nested logit.

Mode
choice.

Lin et al.
(2016)

SP/RP
Survey
data.

Unplanned Day to day
incidents

n/a n/a

Silva et al.
(2015)

Complete
smart card
dataset.

Unplanned Day to day
incidents.

Statistical
model with
complete
dataset.

Station
entry/exit
count
deltas.

Table 2.1.: Key properties of the existing models of passenger response to disruption on
metro rail networks.

approaches must rely on smaller, sampled datasets. On the other hand, working directly

with automatically collected smart card data makes it possible to have a complete dataset

for all passengers for the time period being studied. However, the data available is

different between these two sources, with smart card data providing a low-level list of

origin/destination pairs for journeys, whereas survey data is able to directly collect higher

level data such as the intended journey as well as the journey that was actually carried

out, which is significant in understanding mode choice due to disruption. This leads to

the outputs between the survey based models and the smart card data based model being

expressed differently: in terms of disaggregate behavioural choice where survey data is

the input, and aggregate station entry/exit matrices where smart card data is the input.

Within the survey based methods, it is also notable that the type of data on choices

that is available influences the type of model used. Where the details of the alternative
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modes are not known, resulting in no difference in the values of utility function variables

for the different choices, this dictates the usage of a logistic regression model, but where

these details are known (such as the cost or journey time of each alternative mode) a

multinomial logit model is used instead.

2.5. Operator Response to Disruption

It is not just passengers who respond when faced with disruption to metro rail services.

The operators of those networks also react to disruption in order to try and accelerate

the return to normal operating conditions of their network.

2.5.1. The Operational Model

The first step in the process of operator response to disruption is to identify that in

incident has occurred, and the impact that incident will have on the service. Incidents

can have a range of durations and impacts, from those which have little or no effect on

the underlying transport system, and thus require no wider response from the operator to

those which cause extensive and long-lasting disruption to services (Pender et al., 2013).

However, the impact of incidents is not always clearly defined in real-time as the situation

unfolds, meaning it can be difficult to identify when a metro network has passed from

normal operations into a disrupted state (Carrasco, 2012).

Once disruption requiring an operational intervention has been identified, there are gen-

erally considered to be three main areas the operator has under their control to mitigate

the disruption and work to restore a normal service (Jespersen-Groth et al., 2009). The

first of these is the service timetable which, within the constraints imposed by the infras-

tructure, can be adapted to meet as much of the demand as possible. The second is the
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allocation of rolling stock to services in the timetable, and the third is the crew schedule

for manning those services. However, where public transport operators are not vertically

integrated, the need for coordination with other entities such as infrastructure managers

or other operators sharing the same infrastructure can add considerable complexity to

the process of adapting these three things (Carrasco, 2012).

Operators also have to be concerned with the demand side of the network as well as

planning to restore normal operation for the aspects of the network they directly control.

This may result in the need to engage external resources, for example, to provide transport

for stranded passengers by an alternative mode of transport (e.g. busses to replace rail

services where a line is blocked) (Pender et al., 2013). As well as providing for the

demand, operators also need to communicate effectively to passengers, both to inform

them of how they can complete their journeys, but also to influence the demand side

behaviour in ways that facilitate the recovery of the system (Pender et al., 2014).

Figure 2.2 shows how the various stages outlined in the operator response process fit

together.

Figure 2.2.: The operator response process to disruption.
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2.5.2. Overview of Responses

Considering how operators address disruption at an abstract level, Kepaptsoglou and

Karlaftis (2009) extract four stages from the guidelines to operators of Boyd and Caton

(1998) and Balog et al. (2003). These four stages are: preparation, mitigation, response

and recovery. The flow described in the previous section is primarily concerned with

the latter two stages: response and recovery, or how the operator acts once a disruption

has occurred. Preparation and mitigation, on the other hand, are concerned with how

disruption can be planned for and steps taken to reduce its likelihood in advance. There

are a number of approaches that can be taken to mitigating incidents before they occur.

Scott et al. (2006) describe a method for identifying critical links in transport networks

which provides a way to identify those parts of the network which are likely to result in

particularly severe consequences should incidents occur there. An alternative approach

is proposed by Cacchiani et al. (2012), who describe a method for devising public trans-

port timetables that are robust to disruption. This investigation provides evidence that

by building timetables that take into account the likely incidents that may occur, the

severity of the resulting disruption can be reduced, without requiring potentially costly

modification to the underlying infrastructure.

When considering how metro rail operators respond once an incident has occurred and is

causing disruption to services, Song (1998) identifies two main responses: single tracking,

to allow some level of service to continue where only a single track is blocked, or bus

bridging, using a bus service to bridge a gap in the line where both tracks are blocked.

Schmöcker et al. (2005) provides a more recent analysis, looking in more detail at the

technical strategies used by a range of the largest metro operators in the world when

faced with various forms of disruption. These are broken down into the following ten

categories:
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1. Stacking (i.e. doing nothing).

2. Stacking and detraining passengers.

3. Immediately holding all trains on the line.

4. Holding trains near to the incident location.

5. Taking trains out of service.

6. Adding in extra trains from sidings to fill gaps in the service.

7. Turning trains short of their destinations.

8. Non-stopping certain stations.

9. Diverting trains around the incident location.

10. Splitting the line into shuttle services (possibly using bus bridging between them if

necessary).

The appropriate selection from this list is heavily dependent on the specific properties

of the incident occurring and the infrastructure and resourcing of the network operator,

meaning in most situations only a small subset of this list is available to be chosen.

Schmöcker et al. (2005) also note that, as most metro networks run a frequent enough

service that they are effectively headway based, there is a finite amount of time available

to clear a blockage before instability occurs in the system due to trains backing up behind

each other. This can be expressed in terms of the number of trains affected by an incident,

n, as in equation 2.1. In this case, t is the length of the initial delay to services, and

ho and hmin are the normal operating headway, and the minimum possible headway as

dictated by the infrastructure.
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T − n(ho − hmin) ≤ 0 (2.1)

Ultimately, this limitation results in the fundamental tradeoff that must be made by the

operator when attempting to satisfy the demand during disruption: the need to stay close

to the normal operating headway to reduce delays for passengers waiting to board trains,

and also the need to minimise additional waiting time of trains to minimise delays for

those passengers already on board.

2.5.3. Response to Disruption in the Airline Industry

Until recently in the metro rail industry, recovering from disruption has generally been a

process based on the accumulated wisdom of operations staff, with few studies into how

this process can be automated or carried out in a more sophisticated fashion. However,

the airline industry has been an earlier adopter of such processes, resulting in an older and

more substantial body of literature being available there. A number of authors have noted

that similarities between different transport systems can allow some of the developments

from the airline industry to inform the development of solutions to similar problems in

metro rail (Jespersen-Groth et al., 2009; Cadarso et al., 2013).

Research targeting the airline industry covers many of the same areas as in rail. A

number of authors have developed methods for robust scheduling as a means to avoid

disruption in the first place (Ehrgott and Ryan, 2003; Yen and Birge, 2006), as well as

through availability and positioning of reserve crews and capacity (Sohoni et al., 2006).

There are also a number of different approaches to crew rescheduling in this industry,

with Clausen et al. (2010) providing a detailed review of these techniques. Operational

research based integrated decision support tools for addressing the crew and aircraft
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rescheduling problems faced by airlines during disruption a have also been developed and

are even already in use in some commercial operations (Yu et al., 2003).

2.5.4. Network Recovery Frameworks

Network recovery frameworks are a field of operational research concerned with designing

integrated, automated systems, either for direct usage, or as a decision support tool, to

determine optimum solutions in the face of disruptions to some or all of the three key

operator concerns: timetable modification, rolling stock allocation and crew rostering

(Jespersen-Groth et al., 2009). In the rail-related literature, they are a relatively recent

development, of which the key instances are outlined here.

One of the earliest examples of such a framework for use in the rail context is presented

by Walker et al. (2005). They propose an optimization model which considers two of

the three aspects, namely updating the timetable and the crew roster simultaneously.

The result is a system which can rapidly produce a suggested recovery strategy in terms

of the timetable adjustments that balance minimal timetable changes with the time and

location constraints of crew, suitable for replacing the manual recovery process it replaces

in the case study presented.

The implementation of the framework of Walker et al. (2005) is an integer programming

based optimization model which consists of two components which cover the timetable

alterations and crew rescheduling separately, with a number of constraints that cross

the border between these components in order to couple them together and solve them

simultaneously. The overall objective function is shown in equation 2.2. This function

states that the aim is to minimise across all pieces of work nk carried out by all trains

m weighted by priorities ρ the amount of time (both before and after) the originally

scheduled times of train stops, represented by eki and dki respectively, as well as maximising
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the amount of time drivers work without going over the threshold to trigger overtime

payments, i.e. reducing the cost cj of each shift, the inclusion in the modified schedule

of each shift being indicated by the dummy variable xj.

m∑
k=1

nk∑
i=1

ρk(eki + dki ) +
∑

cjxj (2.2)

In terms of the input variables the train operator can control, the vast majority are

dictated by the circumstances, ie. the need to meet the timetable whilst complying with

staff working rules. The key parameter that the operator does have the ability to alter

is the respective priorities of the trains. The constraints of the model are split into two

groups. The first are limitations to the timetable brought about by the limitations of

infrastructure, rolling stock and turnaround time. The second are limitations to the

scheduling of drivers, in particular limits on working times, shift lengths and breaks, and

locations. There are also a group of constraints which join together the two separate

parts of the optimisation model, focused on ensuring tasks are carried out in the correct

order, and that shift lengths are not exceeded. The resulting model output is a suggested

altered timetable and staff roster which attempts to minimise the factors described in the

objective function whilst also prioritising those trains which the operator (or timetable)

has indicated are of the highest priority.

One of the key limitations of Walker et al. (2005) is that its computational complexity

makes it unsuitable for real-time operation on complicated rail networks. The case study

the authors present is a very simple, isolated rail line, making the problem computation-

ally simple enough to allow the solution to be found in a reasonable amount of time.

The framework does not explicitly take demand into account, instead making the simple

assumption that running as closely as possible to the original timetable will be sufficient

to satisfy the demand.
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Nielsen (2011) describes a more advanced framework for rescheduling rolling stock move-

ments in the event of disruption, based on the specific challenges faced by the mainline

railway network in the Netherlands. When a disruption occurs, the existing service

timetable is input into the model, along with a revised timetable and the constraints

caused by disruption. The output of the model is a rolling stock movement plan which

can meet the requirements of the revised timetable. Basic constraints already present

in the model dictate the limitations (both in physical and policy terms) imposed on the

rolling stock movement plan.

The options available to the transport operator in the execution of the new plan are

to switch what rolling stock units do, couple and decouple them, make empty train

movements to move them to different locations and swap entirely which rolling stock are

used for which timetabled services.

The model is executed within a rolling time horizon, meaning that on each run it generates

an output for a fixed time period into the future, and is regularly re-run with the latest

situation as the input, which allows it to adapt the solution to the changing practical

reality. Demand response to the incident is incorporated through the use of a fixed model

of passenger behaviour and iterative solving of the main model to allow the passenger

demand to be updated at each iteration.

The demand model takes the form of a multi commodity flow model, within which pas-

sengers with similar characteristics are aggregated, based on the assumptions that after

a certain period of time without successfully reaching their destination, passengers will

give up and leave the system, and that whilst they are within the system, passengers

follow a travelling strategy to get from their origin to their destination which is simplified

to be constant for all passengers making the same journey.

One key aspect of the model described by Nielsen (2011) is that it expects both the origi-
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nal and revised schedules to be input into the model by the network operator, generating

a rolling stock movements plan that is compatible with the revised schedule, rather than

generating both the revised schedule and rolling stock plan itself as. There is an additional

factor, however, which the previously presented approaches do not sufficiently account

for - the dynamic relationship between the recovery strategy and the public transport

user demand. In the case of urban rail systems, the service operator does not normally

control the route and vehicle choice of the passengers, and thus the demand present at

the outset of an incident will be affected by the recovery strategy taken by the public

transport operator. Nielsen, 2011 partially tackled this issue, by modelling the effect of

the recovery strategy on predicted demand once the strategy has been designed. However

Cadarso et al., 2013 presents a more elaborate approach whereby they first model a close

approximation to the demand present at the time of the incident commencing, and then

attempt to solve the combined rescheduling problem to optimise for this demand.

Cadarso et al. (2013)’s model is a mixed linear programming optimisation model which

is described as being capable of being run in near real-time on a rail network of near

real-world complexity, making it suitable for use in practical rail system management

circumstances. The system is intended to be used by the rail service operator, and in

light of its European context of development, it is assumed that the rail infrastructure is

operated by a separate entity. The model attempts to balance the minimisation of the

following three factors, which are considered as the goal of recovering a disrupted rail

network:

1. Delays and denied journeys for passengers.

2. Deviations from the normal schedule.

3. The time before it is possible to return to the normal schedule.

In this context, denied passengers are considered to be those who are unable to complete
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their journey within the timeframe they are prepared to wait, and thus abandon their

trip.

The two outputs that the model produces in order to achieve these objectives are the

updated service timetable and the rolling stock allocation. The framework’s constraints

are a mixture of those that are dictated by the railway infrastructure (e.g. headway

times), those that are variable by the transport operator in the long term (e.g. staff and

rolling stock provision), and those which are variable by the transport operator in the

time frame of the network recovery taking place (e.g. compliance with the need to shift

all passengers). The model is run iteratively to converge on a solution. In testing the

model, the authors ran it on a public transport network representing a subsection of the

suburban train services of the city of Madrid, with approximately 530,000 passengers and

46 stations.

In order to simplify the optimisation problem, the passenger demand is modelled sepa-

rately using whatever applicable demand model is chosen - in the case of this paper, the

model of RENFE, the Spanish railway operator, is used as the case study focuses on their

railway services. The demand model itself takes the form of a multinomial logit model,

which is used to calculate the demand for each arc in the transport network graph as

shown in equation 2.3, in which δw,pa,τ ∈ {0, 1} indicates whether passenger group w using

path p is using arc a during time period τ .

pfa,τ =
∑
w∈W

∑
p∈Pw

δw,pa,τ · P (p|w) · gw (2.3)

In the overall framework, at an individual level, passengers are assumed to be prepared

to wait a finite amount of time (here considered to be 10 minutes) before leaving the

system to search for an alternative means of getting to their destination, similar to the

treatment used by Nielsen (2011). Once this happens, those passengers are classed as
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denied passengers and are no longer considered. Within the framework, passengers are

considered in aggregate form, based on the groups that are identified by the chosen

demand model. Modelling is done on a time-period resolution, here 10 minutes is used, in

order to reduce computational requirements. This does, however, mean that the demand

and loading of individual services can not be known precisely as the resolution of the

model can be lower than the service frequency.

Van der Hurk (2015) takes a different approach, arguing that there is a fundamental

interplay between how the operator adjusts the network in response to disruption, and

how the passenger demand adapts to that disruption, meaning that operators should be

taking this into account when managing disruption. She proposes a three step process to

provide a suitable underlying demand model driven by smart card data:

1. Route assignment on raw origin-destination smart card data.

2. Statistical forecasting of the number of passengers taking each route at the time of

the incident.

3. Simulation of the network to determine how those flows change due to the disrup-

tion.

Ultimately, this demand model with awareness of the changes to network topology as a

result of incidents is used in a combined passenger information and rolling stock reschedul-

ing optimisation framework, to provide a rolling stock schedule that can meet passenger

demand as a result of the incident, and also provide information to those passengers on

how to complete their journeys most efficiently. To achieve this, the objective function

seeks to minimise passenger inconvenience, with the constraints providing the details

of what is viable from an operator point of view. As with Nielsen (2011)’s method,

the revised timetable to be run is provided as an input, rather than generated by the

framework.
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2.5.5. Discussion

Operators approach disruption from two angles: trying to reduce its frequency and sever-

ity proactively in advance of any incidents occurring, and reactively managing the sit-

uation once disruption has occurred. The focus of this work is primarily on the later

case.

When attempting to recover from disruption, the majority of sources focus on operator’s

objectives to restore normal operation as soon as possible. However, van der Hurk (2015)

looks at it from a different point of view, considering that the operator’s focus should

be on enabling the passengers to achieve their travel objectives within their operational

constraints, arguing that ultimately this will achieve the same ends but with a better

experience for passengers. This exposes the sometimes oppositional relationship between

the operator and the demand during disruption: the operator is not the only party

adapting to the disruption, with passengers also using the information they have to

attempt to recover their individual journeys. This can result in actions which are optimal

from an operator, and aggregate demand, point of view, being suboptimal for some

individuals or groups of passengers.

Many metro rail networks focus their disruption management efforts on how to keep

vehicle flows as close to the timetable as possible, reasoning that the closer they are to

normal operation, the less negative the consequences for passengers. There are a range

of methods adopted, depending on infrastructure and operational practices, including

single tracking, operating separate shuttle services, turning trains short, and where line

segments are completely blocked, using bus or other alternative transport modes to cover

the gap. The priority, ultimately, is to reduce issues from rolling stock being out of place

whilst providing as much of a service as possible on the disrupted line. These approaches

are generally designed and administered through the operational experience of the service
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controllers. Metro networks, in particular, often operate in a multi-modal environment,

meaning that existing scheduled bus transport can often provide cover for the disrupted

links of the network. However, Pender et al. (2013) draw attention to the fact that while

topologically, this often works well, in practice bus routes are rarely able to cope with the

increased demand without explicit capacity increases. This can, however, be mitigated

by providing extra bus services, or ensuring that information provided to the disrupted

passengers spreads the load across multiple routes and services rather than shifting the

entire displaced metro demand onto a single existing bus route.

In the airline industry, operational research based disruption management frameworks

have been more widely adopted. Although there are many similarities between rail and

air operations in terms of the issues they have to address during disruption, there is one

very significant difference. In the airline industry, the demand during a disruption is fixed

and known in advance. Air passengers must book tickets in advance on particular flights,

meaning when rescheduling passengers, the airline knows exactly how many people it has

to carry from each origin to each destination, and when those people are travelling. It

also has control over how those passengers are rescheduled: if an airline delays a flight by

4 hours, the passengers have only the choice of accepting this delay or making their own

arrangements, at which point they cease to be of concern to the airline. However, in rail,

and metro rail in particular, passengers have a choice of which train they travel on, which

route they take, and do not have to book their travel in advance. This means passengers

have the flexibility to choose which train they travel on or which route they take when

faced with disruption, which may not necessarily result in them choosing the solution

the operator intends for them to chose. Ultimately, this means where an airline knows

exactly how many passengers they have to cater to when replanning due to disruption, as

well as exactly what those passengers will do in response to the disruption and recovery

strategy of the airline, a metro rail operator needs to model both the demand they expect

to have at the point where the disruption commences, and how that demand will respond
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to the disruption and operator recovery strategy.

A number of operational research based frameworks for use in a rail context have been

proposed which are summarised in table 2.2. These perform optimisation for a number

of factors of concern to the operator, but use a relatively simplistic representation of

demand. In the most simplistic case, this means considering the “normal” demand at

the point in time when the incident occurs, and working only to satisfy that. A more

advanced approach is to predict the demand for a number of intervals into the future

and iteratively use this to update the framework’s solution. However, since this still

only uses the standard demand model for normal operating conditions, it does not take

into account how passengers may attempt to recover their own journeys in response to

the disruption, independently of how the operator is working to recover the network.

Although the method of van der Hurk (2015) acknowledges this by using smart card

data to observe how the demand changes, it is still focused on a uni-modal situation,

assuming after a certain amount of delay passengers simply leave the system and can be

disregarded. This may be appropriate in a national-scale heavy rail context, but in metro

networks, typically multiple modes of alternative public transport are readily available

as well as other options such as walking or taking a different route through the metro

network, in a way that gives passengers significantly more options for recovering their

own disrupted journeys independently of the operator, necessitating a different demand

model to that used under normal operating conditions.

2.6. Mobility & Disruption Data Sources

There are a wide variety of datasets which are collected covering many facets of modern

public transport networks. With the increasing availability and decreasing size and cost

of electronic devices and communication systems, the availability and coverage of these

66



Framework Outputs Underlying
Implementation

Demand
Treatment

Walker et al.
(2005)

Revised timetable
and crew roster.

Integer programming
optimisation model.

Not treated
explicitly. Assumed
that matching
ordinary timetable
as closely as possible
is best solution for
demand.

Nielsen
(2011)

Rolling stock
allocation.

Multi-commodity
flow model.

Standard demand
model, recalculated
once recovery
timetable has been
defined.

Cadarso
et al. (2013)

Revised timetable
and rolling stock
allocation.

Mixed linear
programming
optimisation model.

Standard demand
model, with denied
passengers after
finite waiting time.

Van der Hurk
(2015)

Rolling Stock
Allocation

Mixed integer
programming
optimisation model.

Revised demand due
to incident forecast
at outset using
smart card data.

Table 2.2.: Comparison of the key properties of network recovery frameworks.

datasets is rapidly increasing. As a result of this, choosing appropriate data sources to

analyse requires a thorough investigation of those that are available, in order to identify

the ones with the most suitable attributes for the investigation being carried out.

Public transport data sources provide information covering many broad topics. Since the

focus of this work is on understanding passenger responses to disruption in terms of how

they modify their travel patterns, the data sources discussed in this section will be limited

to those which have the potential to provide historical information on the journeys made

by passengers and the incidents which affect those journeys. As a result of this, data

sources which do not provide significant information of this kind are not discussed in this

section, including, amongst others, the many data sources related to public transport

fares and timetables.
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In the sections below, the types of data source meeting the above criteria are described

in terms of their key attributes and the types of information they contain, followed by a

discussion of the inherent tradeoffs and limitations present in each data source.

2.6.1. Data Sources

Travel Diaries

Travel diaries are one of the oldest methods of gathering mobility data (Brög et al., 1983).

Despite the age of this technique, they are still widely used today by public transport

network operators to gather insights into the travel patterns of their passengers. The

purpose of a travel diary is to record a snapshot of the travel behaviour on a single day

(or series of days) for a sample of passengers (Wolf, 2000). This is achieved by asking a

group of households to keep a diary, in which they are requested to record the details of

all travel they undertake during the designated time period. At the end of the process,

the diaries are retrieved, either in physical form, via face to face interview or over the

phone or internet by the analyst and combined to provide a dataset representative of

the demand as a whole (Stopher and Greaves, 2007). In more recent works, attempts

have been made to collect the diary data through more immediate interfaces to improve

accuracy and reduce inconvenience for both the analyst and participants, including web

and mobile app based platforms (Greaves et al., 2015).

Since travel diaries are recorded directly by the passengers themselves, they have the

flexibility to record a large variety of data. The precise details of the individual public

transport journeys made, including origins, destinations, modes, timings and routes form

the core of what is typically collected (Wolf et al., 2001). Detailed demographic informa-

tion on the participating passengers can also be collected, as well as ancillary information

about the individual journeys, such as the purpose or reason for the journey being made,
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or the passenger’s perception of the travel experience.

Since travel diary data is collected directly from passengers, either in written or elec-

tronic form, it is an active process which requires record keeping by the participating

passengers, and thus requires an effort on their part to complete fully. Combined with

the need to manually sanitise and collate the data, this results in a relatively labour

intensive data collection process, and consequently limits the sample size to a very small

proportion of the wider passenger population (Stopher and Greaves, 2007). As the data

is manually recorded after the journeys take place, it provides a historical snapshot, as

opposed to a real-time representation of the journeys made. Travel diary data is fully

disaggregate, with individual journeys explicitly identified and linked to individual pas-

sengers. Although travel diary data is collected directly from passengers themselves,

there is still a level of inaccuracy present in the data as a result of the inevitable mis-

reporting or omission of information that occurs with manually collected data (Golob

and Meurs, 1986). Response rates are also showing a decreasing trend over time, which

adds to the difficulty of collecting this type of data (Wilson, 2004). Respondent burden

plays a significant role in both the challenges of maintaining response rates and ensuring

data accuracy, with the risk of participants not completing diaries, or omitting details

of short trips (Stopher et al., 2008b; Department for the Environment Transport and

the Regions., 2001). Recent works have attempted to improve on the accuracy of travel

diaries through collecting corroborating data through new technologies such as wearable

cameras (Kelly et al., 2014).

Travel diaries provide a useful resource for non-real-time analysis of passenger demand

due to the detailed and unambiguous records of journeys they collect. They are also a

particularly rich resource due to the high level of detail which can be included, and the

range of demographic and ancillary data that can be directly collected at the same time.

This is particularly significant in the form of activity details, where the purpose of the
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trip is the primary focus of the reporting, over and above the details of the trip itself

(Stopher, 1992). However, this is offset by the small sample size from which data can

reasonably be collected, and the high workload involved in the data collection process

both for participants and the analyst. In situations where dynamic, real-time analysis

is required, travel diaries are not suitable. However, they do have the potential to be

combined with passively collected, but comparatively information-poor real-time data

sources to improve the quality of the overall data for analysis.

Travel diaries also offer the opportunity to collect information on the delays and disrup-

tions experienced by passengers on their journeys. Data on disruption collected through

this medium will be focused on the problems perceived by passengers, so will not pro-

vide a clear identification of incidents and their causes, as may be produced from other

datasets. However, travel diaries are able to directly collect details of how individuals

adapted their travel behaviour in the face of disruption, and even provide the opportunity

to enquire directly of the passengers why they made those adaptations.

Passenger Surveys

In general terms, a passenger survey describes any data collection exercise where a sample

of passengers are asked to complete a questionnaire asking them about some aspect of

their travel behaviour. The topics the questions address can vary substantially between

different surveys, taking in details of individual journeys made, modal or other prefer-

ences, demographic information and reasons for travelling, as well as a variety of more

specialised topics where required (White, 2016).

Passenger surveys and travel diaries are fundamentally related in terms of the data col-

lected and the collection methodology used. However, they are here described separately

as travel diaries cover a very specific case where the exhaustive recording of all travel by
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the surveyed individuals over a fixed period time is required. Passenger surveys are a

much more general group of datasets, with a greater deal of emphasis on exploring the

answers to particular questions the analyst may want to ask, resulting in far more variety

in the range of information available from them.

Passenger surveys collect data directly from the passengers themselves. As with travel

diaries, this gives the investigator complete discretion over the questions they wish to ask,

subject to the compliance of the participants. Surveys are grouped into two categories,

dependent on the types of question asked. Revealed Preference (RP) surveys focus on

asking passengers to report on the journeys they have actually carried out, whereas Stated

Preference (SP) surveys ask the participants to answer questions about what they would

do based on hypothetical scenarios (Wardman, 1988).

Passenger survey data is collected directly from passengers via the completion of either

physical or electronic forms. This active collection method requires considerable manual

effort on the part of the analyst and participants to gather and collate the data. This

effort, and the challenge of persuading passengers to participate limits the size of sample

which can be obtained, although given the generally smaller level of information requested

by surveys, this is not as much of a limiting factor as it is for travel diaries. Data is

gathered in a non-real-time fashion, making it unsuitable for real-time analysis. The

ability to completely control the survey questions, and to pick a very specific group of

target participants makes it possible to obtain very specific data. For example, a survey

addressing usage of a particular bus route can be carried out exclusively with participants

who travel on that bus route. The data collected is disaggregate in nature, with individual

data points attributable directly to individual passengers.

There are a number of limitations associated with passenger surveys as a data source for

understanding public transport mobility. Securing high completion rates for surveys can

be challenging, and limits the length and complexity of the questions that can be asked.
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SP data comes with it’s own analysis challenges due to the inherent difference between

what people think they would do in a particular situation, and what they actually do if

that situation arises (Wardman, 1988). Similarly, with revealed preferences being self-

reported, the responses provided by participants my not always be consistent with what

they actually did (Golob and Meurs, 1986).

Passenger surveys offer a method by which data can be collected on a more detailed

and targeted level than travel surveys, answering very specific questions about the public

transport services experienced, or precisely targeting particular passenger groups. Some

examples of this include details of how passengers used their time whilst on trains (Lyons

et al., 2016) or the perceptions of new on board services such as free WiFi (Dong et al.,

2015). They also offer the opportunity to collect SP data which can provide raw data on

how passengers might react to a potential future situation. Although survey data is not

accessible in real-time, it can be used to augment other passively collected real-time data

sources with additional information.

Similarly to travel diaries, passenger surveys can also be used as a means to collect data

on how passengers perceive disruption on their journeys, as well as recording details of

the exact alterations passengers made when encountering problems with their journeys

(Pnevmatikou et al., 2015). The analyst is additionally able to directly ask passengers

any contextual questions they may have about these choices.

Station Crowding

There are a number of systems in place in modern metro stations from which data on

crowding levels within the stations can be collected. The common factor across all of

them is the ability to monitor the number of people at a particular physical location

within the station. These systems can be divided into two categories based on whether
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they are repurposing existing systems to extract new information, or whether they involve

the installation of specialised hardware specifically for this task. In the first category, the

most common example is the use of image processing on closed circuit television (CCTV)

feeds. This process reuses the video feeds from existing CCTV cameras installed for

security or safety reasons in order to estimate the number of people in the areas covered

by the cameras (Lo and Velastin, 2001). In the second category, laser-based hardware for

counting the number of people in a particular area is an approach that has been taken in

the transport sector (Zhao and Shibasaki, 2005).

Station crowding is an aggregate data source, providing only a number of passengers at

a given location at a point in time. The extent of coverage of this data source across the

transport network is dependent on the amount of applicable hardware installed. As the

data is collected passively and electronically, with no involvement from either the analyst

or the passengers, it has the potential to be accessed in real-time.

Station crowding data provides a snapshot of the number of people at points through-

out the transport network. However, no additional demographic or contextual data is

available from this source, and there is no means for identifying the individual passen-

gers within an aggregate count. As a result of this, it provides only limited and very

general insights into individual mobility patterns. However, it can provide a useful data

source where an aggregate understanding of passenger mobility is required, such as in

origin-destination matrix estimation, or as an additional data source in combination with

(or for the validation of) a more granular data source where the mobility patterns are

being investigated in a disaggregate fashion. It is conceivable that CCTV systems could

be used to identify individual passengers within an image, thus providing some level of

disaggregate data, but there are significant technical and privacy issues with this tech-

nique which means it is currently of limited applicability in a public transport context

(Moncrieff et al., 2009).
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Vehicle Location and Timing

Many different systems in modern rail networks record the details of where rolling stock

units are located in the network over time. These can be based on signalling systems,

such as the Trackernet system operated by London Underground (Transport for London,

2010) or the Train Describer system operated by Network Rail (Network Rail, 2013), or

they can utilise satellite based tracking systems (Rajkumar, 2013). These systems work

by recording and transmitting to a control system the time at which rolling stock passes a

fixed set of locations (in the case of signalling system based tracking) or on a continuous

basis (in the case of satellite based tracking).

Vehicle location and timing systems record data as a time series detailing the locations of

each rolling stock unit over the course of its journeys. The data is collected by a passive

process, with either existing signalling hardware or specially installed tracking hardware

transmitting data back to a central location in real-time. The data is disaggregate in

terms of identifying individual train services, but is aggregate in terms of passengers due

to these systems not knowing which passengers are on a particular service.

The datasets produced by these systems are used for a number of different purposes

due to their individual train level granularity. Most directly, they are used to provide

live travel information, including indications of delays where a service is running behind

schedule (e.g. Association of Train Operating Companies (2015)). They are also used

for performance monitoring as a means to record the number of trains running late over

a given period of time. This source of data does not contain any detail of the individ-

ual passengers on board, so does not directly provide any data on individual mobility.

However in the process of transit assignment, where the division of passengers between

individual services takes place as part of the standard four-step demand modelling pro-

cess (Manheim, 1979), this type of data is of particular use. There are a huge variety of
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transit assignment models in the academic literature (Liu et al., 2010; Fu et al., 2012),

but the one factor they have in common is the use of some form of historical, real-time

or future service schedule or pattern, with vehicle timing and location data being an

excellent fit for this in the historical and real-time cases.

Vehicle Boarding and Alighting

Vehicle boarding and alighting data is collected by sensors that count the number of

passengers passing through vehicle entrances and exits. Such systems have been deployed

on a range of public transport vehicles including busses and trains (Du Preez and Dehlen,

1985; Buchmueller et al., 2010). The methods by which the sensors detect passengers

passing through include image processing and infrared beams (Ball, 2016).

Where they are available, these data sources provide an aggregate representation of the

number of passengers boarding and alighting individual train services at individual loca-

tions. The data is collected passively, and where suitable network connectivity is available,

can be used in real-time. The size of the samples is determined by the extent of installed

sensor hardware.

Vehicle boarding and alighting data indirectly provides the same information as vehicle

loading data (described in the next section). Aggregate numbers of passengers boarding

and alighting given services, and the locations at which this happens are reported. Un-

like station crowding data, the counts are applicable directly to individual services, rather

than just the volumes of passengers passing individual points in the network. Typically

the reason for these sensors being installed is to better understand the load levels of indi-

vidual vehicles to identify crowding issues, or on systems where entry and/or exits are not

recorded, to provide the missing information for constructing aggregate passenger origin-

destination matrices. However, this data source does not provide any way of identifying
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individual passengers, or linking the entry and exit actions of individuals together, as is

possible with smart card entry/exit records.

Vehicle Loading

Vehicle loading data encompasses a range of indications about how much of the passenger

carrying capacity of rolling stock units is in use at a given time. Various sensors in use on

railway rolling stock can provide this data. Although these sensors are increasingly being

installed in railway rolling stock around the world, discussion of them in the academic

literature is currently very limited. The sensors range from specialist systems for moni-

toring seat usage and available standing space (OpenCapacity Limited, 2016) to weight

based systems (Ball, 2016) to very basic indications of loading that are used in controlling

the suspension systems or braking profiles of the vehicles (Ball, 2016).

The information provided by vehicle loading data sources is similar to that provided by

station crowding data sources. It is an aggregate data source in terms of passengers,

although disaggregate in terms of train services, consisting of a time series of load levels

per vehicle. The data is passively collected, either as a byproduct of existing systems, or

through specially installed hardware. Some implementations make the data available for

real-time usage, whilst others only make it available as a historical resource.

The purposes for which this data is used, and its limitations, are also similar to vehicle

boarding and alighting and station crowding data. Individual passenger mobility is not

directly discernible from this data source, but it does provide aggregate data on usage of

individual links of the network over time, suitable for vehicle assignment, aggregate de-

mand modelling, and as an additional or validatory data source for disaggregate demand

modelling.
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Smart Ticketing Records

Smart ticketing systems, where passengers carry a single smart-card which they use as

their access ticket for all journeys on an entire public transport network, are now in-

creasingly widespread in cities around the world (Blythe, 2004; Bagchi and White, 2005;

Pelletier et al., 2011). In public transport systems where smart cards are used, passen-

gers access the system and pay their fares through a card (typically RFID based), which

stores a credit balance or existing ticket or pass. This card is touched against a reader on

turnstiles, or on boarding or alighting from vehicles in order to validate the ticket, and if

appropriate, deduct the appropriate fare from the card’s balance.

The data collected from smart card systems consists of the times and locations of every

smart card transaction. Since the primary purpose of smart cards is the collection of

fares, individual cards are uniquely identified in the dataset, providing a resource that is

disaggregate at the passenger level, and allows the linking together of journeys taken by

the same passenger to build a detailed record of their individual travel histories (Bagchi

and White, 2005). The data is passively collected, as a side effect of fare collection, and is

reported in real-time to central revenue management systems. The sample size is limited

to the market share of smart cards within the specific transport network. Smart card

journey histories provide limited ancillary and demographic data, due to the automated

nature of the data collection process.

There are a number of practical limitations that add additional challenges to working

with smart card journey histories to gain a detailed understanding of individual mobility

behaviour. In many systems, particularly those operating on busses, smart cards only

record the boarding of vehicles, and not the alighting. In these systems it is necessary

to perform a process of destination estimation (Trépanier et al., 2007). Where entry

and exit data is recorded, this provides only the times and locations of the origin and
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destination of the journey. To identify the actual services travelled on, additional data

such as GPS traces (Munizaga and Palma, 2012) or an additional modelling process is

necessary (Sun et al., 2012). In complex transport networks where there are a number of

possible routes between individual origins and destinations, a further modelling process

is required before the service assignment, to identify the route choice whilst within the

transport network (Frumin and Zhao, 2012).

WiFi and Bluetooth Beacons

WiFi access points and Bluetooth beacons can both form parts of the physical infrastruc-

ture of stations and rolling stock. WiFi access points are typically installed to provide

network and internet connectivity to staff and passengers. As a side effect of this, the

WiFi network infrastructure gathers logs uniquely identifying all WiFi enabled devices

that pass within their range. Bluetooth beacons are typically installed for the specific

purpose of gathering this information, but result in the same form of records: of Bluetooth

enabled devices passing within the range of the beacons (Pels et al., 2005).

The near ubiquity of mobile devices, and the fact that they are equipped as standard with

both Bluetooth and WiFi allows for collecting data from large numbers of passengers.

When a device passes within range of a beacon, the beacon is able to record its globally

unique identifier (MAC address). A dense network of such beacons, combined with a

geographical mapping of the location of each beacon, allows the tracking of the locations

passed at particular times by individual passengers (Foth, 2008).

WiFi and Bluetooth beacons provide disaggregate data on uniquely identifiable individual

passengers, allowing their movements through the system to be reconstructed from the

times at which they passed different beacons (Foth, 2008). The sample size is large,

although not exhaustive, as passengers not carrying mobile devices (or carrying devices
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that are switched off) will be missing from the dataset, and passengers carrying more

than one mobile device will appear multiple times. Data collection is a passive process,

using either existing WiFi infrastructure or specially installed Bluetooth hardware. The

data is collected through networked systems and so is suitable for real-time use as well

as aggregation and historical analysis.

The data produced from WiFi and Bluetooth beacons is suitable for building up a de-

tailed picture of the movements through the transport network of individual passengers.

However, the extent of the coverage of this data is dependent on the scale of the bea-

con infrastructure that is deployed. Additionally, whilst individual records of passenger

movements can be linked together to form detailed records of historical travel patterns

over time for each individual, that individual cannot be identified from beacon data alone,

so demographic and other ancillary information about the individuals cannot be directly

collected through this source.

GPS and WiFi Traces

GPS and WiFi traces are records of the movements of mobile phones over time. Unlike

the records reconstructed from WiFi and Bluetooth beacons, these traces are constructed

on the individual devices themselves using the GPS and WiFi based positioning systems

built into major mobile device operating systems such as Google’s Android and Apple’s

iOS.

The traces collected by phones provide a detailed record of the geographical location of

the device over time, both inside and outside the transport system. Although this is

generally in terms of latitude and longitude only, positioning inside public places such

as underground stations is increasingly becoming available through these systems (Liu

et al., 2007).
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GPS and WiFi traces are collected passively by mobile phone operating systems. How-

ever, in order for transport operators or researchers to retrieve and make use of this data,

passengers need to explicitly opt in through the installation of an app that collects this

data and reports it back to the analyst. Thus the sample size is typically limited to many

fewer participants than there are mobile device users. The data can be collected either in

real-time over the air, or as a historical dataset. The data is fully disaggregate on a pas-

senger basis, and since participants have actively opted in to the data collection, there is

an opportunity for the analyst to collect additional demographic or ancillary information

alongside the movement traces.

Similar to Smart Card datasets, traces provide a detailed record of individual passengers’

movements over time, and so can be used to investigate individual mobility patterns.

However, the key limitation of traces is that the system through which they are recorded

has no knowledge of the transport network, so a process is required to identify where

and how the transport system is being used from a simple record of location over time

(Stopher et al., 2008a). On the other hand, where smart card data can be unable on its

own to identify route choice within the transport system, traces can be used to determine

this information as, particularly in the case of GPS, they contain the full geographical

movements over time, rather than just the entries and exits of the system. GPS traces

are sometimes proposed as a replacement for travel diaries (Wolf et al., 2001). Whilst

they can provide a replacement for the journey recording parts of the diary, they do not

on their own provide any of the ancillary information that may be present in a travel

diary.

Cellular Network Logs

Cellular network connection logs contain information on the physical cells each mobile

device connects to, and their signal strengths whilst connected to them. This provides
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a historical dataset from which the locations of individual, and uniquely identifiable,

mobile devices can be triangulated over time (Trevisani and Vitaletti, 2004). The data

is collected through the network management systems of cellular network operators.

Cellular network logs are collected passively, through existing systems in place by mo-

bile network operators. All SIM card equipped devices connecting to that particular

mobile network are recorded, and there is no opt in or out by individual users. Devices

are uniquely identifiable, giving a disaggregate dataset where the patterns of individ-

ual devices can be linked together over time. Mobile devices are widespread, giving a

large sample size, but the dataset of a given operator is limited to their customers, so

each mobile operator still only has data for a fraction of the travelling population. The

data is collected automatically by networked systems, so has the potential for real-time

exploitation.

Cellular network data has been shown to be an effective way of building up a picture of

individual mobility in general (Gonzalez et al., 2008) and to be effectively applicable in

the specific context of transport networks (Calabrese et al., 2013). The process works

similarly to WiFi and GPS traces, where a time series of individual movements can be

reconstructed from the locations of devices triangulated in the cell logs. However, it

suffers from a number of limitations too. As with WiFi and GPS traces, the positioning

data is geographical, which necessitates a process of mode discrimination to identify if,

and what, transport is being utilised at any time. It is also only available where cell

reception is present, which limits its usefulness on underground metro networks without

cell coverage, providing only the entry and exit points of passenger journeys. Ancillary

and demographic data available from this source is limited, although unlike some of the

other passively collected data sources, and privacy concerns notwithstanding, it is possible

to learn more about the individuals concerned from their customer records held by the

cell provider.
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Social Media

As a relatively recent phenomenon, social media provides a wealth of data with potential

opportunities for extracting mobility information. Some forms of social media are directly

related to mobility, such as those covering check-in orientated interactions, whereas others

provide a very free-form structure from which it may be possible to extract indicators

related to passenger mobility.

Check-in focused social media, as deployed by, for example, Foursquare (Foursquare Inc,

2017) and Facebook Places (Facebook Inc, 2017), works by users recording the fact they

have visited particular locations or venues into the social graph of the associated social

network. These “check-ins” can be recorded manually by the user through a mobile app,

or automatically by the app on detecting them entering a certain geographic location.

These check-ins can be actively mined in bulk from the social graphs of the associated

social networks. This process provides details of the places visited by a sample of people

in a disaggregate fashion, along with a huge amount of additional demographic data about

the individuals. Although no direct details of the journeys made by the individuals are

provided, methods have been explored for determining aggregate mobility patterns from

data in this form with some success (Hasan et al., 2013).

Free-form social media, such as Twitter (Twitter Inc, 2017), includes platforms where the

interaction is primarily text based, although in some cases accompanied by geotagging

of messages. This provides a large resource for capturing sentiment around travel and

mobility, along with a large amount of demographic and ancillary data about the individ-

uals involved. However, extracting quantitative information from such an unstructured

body of data presents significant challenges (Chaniotakis et al., 2016). Sentiment analysis

comes with the particular challenge of determining what a person actually means when

they say something which can be interpreted in a number of ways depending on mood
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and context (Pang and Lee, 2008). However, despite these challenges, sentiment analysis

of free-form social media messages has shown promise as a source of information around

travel delays and disruption (Pan et al., 2013).

Whilst the data collected from both forms of social media is passively collected and

disaggregate - supplied by individuals directly - the actual information content can be

very limited, and the sample of passengers is also limited and self-selecting. Thus although

useful information about important aspects of mobility may be gleaned from social media,

and the rich collection of demographic information that accompanies it is substantial in

comparison to many other mobility data sources, social media is of limited practical use

in examining individual user travel patterns in detail. Social media messages relating to

disruption can provide a rare real-time data source for enabling incident identification

in real-time, with the timing data and geo-tagging providing additional details of the

incidents. However, the inherent noisiness of the data makes the identification process

quite approximate in comparison to more formally structured, historical data sources.

Incident Logs

Many transport operators keep detailed records of operational problems that occur on

their networks. The reason for this is generally for internal business process, management

and reporting purposes. However, these logs contain a rich source of historical information

on incidents which may have given rise to delays or disruption to passenger journeys.

The particular attributes included in these logs vary from operator to operator, but the

basic useful components include date, time and location of incidents, as well as attribution

of the cause. The data is disaggregate in terms of individual incidents, and is actively

collected through a manual process. This data source provides no individual passenger

mobility information, but does include insights into the individual underlying incidents
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which cause delays or disruption. Through the time, date and location fields, this can be

combined with other mobility data sources to help in the process of identifying passenger

journeys that may have been affected by incidents (Silva et al., 2015).

2.6.2. Discussion

In the previous section, twelve different sources of mobility and disruption data have been

introduced. A comparison of their key properties in terms of providing passenger mobility

information is presented in table 2.3. Identifying the appropriate data sources for under-

standing a given aspect of passenger mobility is a process of comparing these different

attributes to identify those which most closely address the particular requirements.

Data
Source

Scale and
Aggrega-
tion of
Sample

Collec-
tion
Require-
ments

Collection
Time

Journey
Details

Demo-
graphic and
contextual
information

How much of
the
population is
data collected
on. Is it
collected on
individuals or
aggregate?

e.g.
passive
collection,
active
collection.

Is the data
collected in
real-time,
offline but
quickly, or
offline and
slowly?

Which
journey
attributes are
collected
(origin,
destination,
etc)

What else do
we know
about the
sample. Who
are they and
why are they
travelling?

Travel
Diaries

Very small
sample.
Individual-
level
data.

Active
collection
process.

Slow, labour
intensive
collection
process.

Very detailed
picture of
individual
movements
over diary
duration.

Demographic
information
and journey
purpose can
be included.

Passenger
Surveys

Small sample.
Individual-
level
data.

Active
collection
process.

Slow, labour
intensive
collection
process.

Detailed
picture of the
particular
journey(s)
being
surveyed.

Demographic
information
and journey
purpose can
be included.
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Continuation of Table 2.3

Data
Source

Scale and
Aggrega-
tion of
Sample

Collec-
tion
Require-
ments

Collection
Time

Journey
Details

Demo-
graphic and
contextual
information

How much of
the
population is
data collected
on. Is it
collected on
individuals or
aggregate?

e.g.
passive
collection,
active
collection.

Is the data
collected in
real-time,
offline but
quickly, or
offline and
slowly?

Which
journey
attributes are
collected
(origin,
destination,
etc)

What else do
we know
about the
sample. Who
are they and
why are they
travelling?

Station
Crowding

Sample of
discrete
points,
aggregate
level data.

Passive
collection
process.

Automatic,
real-time
collection
process.

Overall
passenger
levels at
points in the
network.

None.

Vehicle
Location
and
Timing

Sample of
discrete
points,
aggregate
level data.

Passive
collection
process.

Automatic,
real-time
collection
process.

Overall
passenger
levels and
flows at
points in the
network.

Operating
status of the
transport
network.

Vehicle
Loading

Sample of
discrete
points,
aggregate
level data.

Passive
collection
process.

Automatic,
real-time
collection
process.

Overall
passenger
levels at
points in the
network.

None.

Smart
Ticketing

Large/Com-
plete sample.
Individual
level data.

Passive
collection
process.

Automatic,
real-time
collection
process.

O/D flows
and timings
of passengers.

Very limited
demographic
information.

WiFi /
Bluetooth
Beacons

Large sample,
individual
level data,
incomplete
coverage.

Passive
(opt-in)
collection
process.

Automatic,
real-time
collection
process.

Geographical
flows of
passengers.

None.

GP-
S/WiFi
Traces

Small sample,
individual
level data,
incomplete
coverage.

Generally
active
collection
process.

Opt-In
automatic,
real-time
collection
process.

Geographical
flows of
passengers.

Any
information
requested in
case of active
collection.
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Continuation of Table 2.3

Data
Source

Scale and
Aggrega-
tion of
Sample

Collec-
tion
Require-
ments

Collection
Time

Journey
Details

Demo-
graphic and
contextual
information

How much of
the
population is
data collected
on. Is it
collected on
individuals or
aggregate?

e.g.
passive
collection,
active
collection.

Is the data
collected in
real-time,
offline but
quickly, or
offline and
slowly?

Which
journey
attributes are
collected
(origin,
destination,
etc)

What else do
we know
about the
sample. Who
are they and
why are they
travelling?

Cell
Network

Large sample,
individual
level data,
incomplete
coverage.

Passive
collection
process.

Automatic,
real-time
collection
process.

Geographical
flows of
passengers.

None.

Social
Media

Variable sized
vaguely
defined
sample.
Variable
aggregation.

Passive
(opt-in)
collection
process.

Automatic,
potentially
real-time
collection
process.

General
information
about factors
affecting
passengers.

Variable,
depending on
their social
media
history.

Table 2.3.: Key attributes of mobility data sources.

There are a number of different approaches to categorising mobility data sources that

provide insight into their respective strengths and weaknesses. The simplest of these is

the collection process as perceived by the data collector. This consists of two classes. The

first is active collection, where a specific data collection process must be implemented and

undertaken in order to generate the data needed. Examples of this include travel diaries

and passenger surveys, where fieldwork solely for the purpose of collecting the data must

be undertaken. The second is passive collection, such as smart ticketing and cellular

network data, where the data is generated by an existing process and is then applied to

a new purpose of investigating passenger mobility. Active data collection methods have

the disadvantage of having the costs and work of the data collection process associated
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directly with them, but in contrast, they also allow the data collector to more precisely

specify the data to be collected. Passive collection processes reuse existing data, reducing

costs but limiting the datasets to what is already being collected for the primary function

of that system.

The collection process is also related to another attribute of data sources - the sample size.

Some passive data sources cover a huge (or effectively complete) sample of the travelling

population. In particular, on public transport systems where smart card ticketing has

been in use for some time, market penetration may be substantial. Actively collected

datasets, on the other hand, tend to have a smaller sample size. For example, surveying

every passenger about every journey they make is not feasible, and so only a very small

representative subset can be surveyed. Data sources such as social media present a more

complicated story, as they are passively collected from a potentially large but self-selecting

sample. Similarly station crowding and vehicle related data sources are passively collected

but only provide snapshots at a fixed set of points on the network and thus provide only

a limited picture of mobility. The use of GPS or WiFi traces would be considered an

active data collection method with a variable sample size if carried out by a transport

operator through an app, but could be a massive scale passive data source if carried

out by an operating system manufacturer. Figure 2.3 represents how the different data

sources identified would map onto these two related axes of sample size and collection

process.

The varying approaches to data collection from the different data sources also have a

number of other effects which may be relevant when considering the different options.

Often linked with the active/passive distinction is how rapidly the data can be collected,

collated and made use of. For example, travel diaries are a slow manual process, both

in terms of data collection, collation, and making the final results available for usage.

In comparison, smart ticketing data is stored in a computerised structured form in real-
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Figure 2.3.: Grouping of Mobility Data Sources in terms of the collection process and the
sample size.

time in order to power revenue systems. So, implementation details notwithstanding,

it is suitable for use as an input to a real-time system. Similarly, data collected from

smartphone apps or the various means of WiFi/GPS/Cellular network data collection

also have the potential for real-time or near real-time consumption, although in this case

there may be organisational challenges due to the need for cooperation between differing

stakeholders with non-complementary priorities to move the data from those who have

it to those who need it. For manually collected data, there are issues around accuracy of

recording, as people can record their travels incorrectly for a number of reasons, including

accidental error or deliberate misrepresentation.

What is actually being measured by the different sources of mobility data varies con-

siderably, as well as the level of granularity with which they record it. Travel diaries,
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surveys and smart ticketing are all sources of detailed and specific journey information.

They record, in the terms of the transport network, the origins, destinations and timings

of individual journeys made by individual travellers. WiFi and Bluetooth beacons also

record individual passengers in the context of the transport network, but only as a series

over time at specific passing locations. However with a large enough network of these

sensors, journey information can be modelled with methods analogous to the process

used to model car based mobility from induction loop detector data on road networks.

Station crowding, vehicle timing and vehicle loading data sources all present information

that describes mobility in an aggregate fashion. They tell us nothing directly about the

journeys of individual passengers but allow reasoning about the levels of passengers at

a given (fixed or mobile) point in the network, and in the case of vehicle timings, the

service patterns of vehicles that may be interconnected with that. GPS, WiFi and Cel-

lular Network traces provide a similar granularity of data to smart ticketing, describing

the individual geographical movements of individual travellers over time. However unlike

smart ticketing these sources report this data in plain geographical terms, not in terms

of the actual stations and services the passengers interacted with. Finally social media is

quite different to the others, providing a mixture of individual level data about passen-

gers’ journeys and high level information about factors that may have affected the overall

health of the network. Figure 2.4 shows how the data sources described are grouped in

terms of the granularity and type of mobility information they contain.

Sources of data on incidents and the associated disruptions are more limited. Four such

sources of data were identified in the previous section. Three of them require active

collection processes (Travel Diaries, Passenger Surveys and Incident Logs), whilst the

fourth (Social Media) is collected passively, although the data itself is produced through

active engagement by social media users, rather than passive sensor operation. The kind

of data that can be identified from the different sources vary considerably. Travel di-

aries and surveys offer an opportunity to investigate the specific adaptations passengers
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Figure 2.4.: Grouping of Mobility Data Sources in terms of the data granularity and the
aspects of mobility described.

make to their journeys when faced with disruption, and the reasons why they make those

changes. Social media offers a real-time sampled source of delays and disruptions as

reported by passengers, as well as general passenger sentiment. Incident logs offer an

exhaustive dataset of the specific details of individual incidents that occur on the system,

as recorded by the network operators. When combining incident data with mobility data

sources, travel diaries and passenger surveys are able to provide insights into how a sample

of passengers behave in a particular situation, which can then be applied to interpreting

mobility data of the wider population of passengers from other sources when those situ-

ations occur. On the other hand, incident logs and, to some extent, social media do not

provide insight into passenger response, but instead provide spatial and temporal indica-

tors which can easily be combined with mobility data sources to identify which journeys

identified in those datasets have been subject to certain types of disruption. Informa-
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tion on the characteristics of the incidents themselves may also be different depending on

whether it comes from an operator internal source, an operator public communication or a

passenger source. For example, operator internal sources such as incident logs will record

exactly what was determined to have happened, whereas communications from operators

to passengers during disruption may contain less information, or have been adapted for

the purpose of network recovery. Similarly, data collected from passengers (e.g. through

social media) will represent the incident characteristics as perceived by passengers, which

may differ due to information asymmetry from the exact characteristics of the underlying

disruption.

Data sources may contain contextual information as well as basic mobility information,

which can include demographic information about the passenger being described, or in-

formation describing the reason and purpose of the journey. With actively collected data,

what contextual information is included is at the discretion of the analyst designing the

data collection exercise, although what level of additional data participants can reason-

ably be expected to provide does act as a limiting factor. For passively collected data

from transport operator systems, such as smart ticketing records, there is the possibility

to link it with other demographic information the operator may hold on the individuals

concerned, but the reason and purpose of journeys is not known. For data collected by

third parties to the transport system, demographic data may be known, but there are

privacy and data protection hurdles to be overcome in order to associate this with the

mobility data. Finally, with social media, there may be additional data on demographics

and journey purpose included but this depends on the content of the individual posting,

and the features of the social media platform concerned.
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2.7. Gaps in the Existing Literature

The small number of operational research frameworks that have been developed for use

in rail disruption management take only a very limited view of how passenger demand

behaves. Many of them simply assume that the standard demand model for the net-

work operation under normal conditions also represents incident situations. However,

this does not take into account the fact that in a metro rail network context, there are

frequently many options available to passengers when deciding how to respond individu-

ally to disruption on their journeys, such as taking a different route through the network,

or changing to a different mode of public transport. However, in order to enable this to

be taken into account in a network recovery framework, there is a need for a suitable

underlying model of how passengers respond individually to disruption on their journeys.

Although demand modelling in public transport is a large and well explored field, there

has been considerably less exploration of how the demand responds to disruption, and

in particular the types of everyday unplanned disruption that frequently occur on metro

rail networks. The two approaches that have been explored to this kind of modelling can

be characterised by the methods of Pnevmatikou et al. (2015) and Silva et al. (2015) re-

spectively. The method of Pnevmatikou et al. (2015) uses data collected through surveys

of samples of passengers to model behaviours of passengers in response to disruption in a

disaggregate form in terms of the actions they take such as changing mode of transport or

changing route. The key limitation of this approach is its reliance on manually collected

sample data, making it unsuitable for use where prediction must occur in a real-time

fashion based on the disruption that is actively unfolding. Silva et al. (2015)’s approach,

on the other hand, builds an aggregate model of the changes in origin-destination flows

across the network due to an incident using smart card data. The data source for this

model is suitable in principle for usage in real-time, but the model itself provides less pre-

dictive insight, giving only origin-destination flows rather than the behavioural insights
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of the other method. What is absent from the existing literature is a disaggregate model

in terms of those behaviours that is based on raw, automatically collected data such as

smart card data.
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3. Conceptual Framework and

Implementation Overview

3.1. Introduction

The purpose of this chapter is to act as a bridge between the identification of the gaps

in the existing literature, the determination of the aim and objectives of this thesis, and

the implementation process by which those aims and objectives are achieved.

In the previous chapter, the gaps in the existing literature on modelling passenger re-

sponse to disruption on metro rail networks were identified. The most significant of these

was the lack of a disaggregate model of passenger response to disruption that is based

on automatic, passively collected data and expressed in terms of actual behavioural re-

sponses rather than raw changes in origin-destination flows. The development of such a

model would offer a number of benefits to transport operators, including enabling network

recovery frameworks to have an increased awareness of the ways in which passengers react

to the deployed recovery strategy as well as providing operators with a more in depth

awareness of how passengers behave in response to disruptions they experience on their

journeys. This gives rise to the overall aim of this thesis: to develop a disaggregate model

of individual passenger behaviour in response to disruption on the London Underground.

94



This chapter consists of three parts. First the conceptual framework is described, which

forms the foundation on which the rest of the thesis is built. It provides an overview of

the fundamental concepts and relationships which underpin the rest of the work. Next

a high level summary of how the problem will be approached, and the availability and

choices of data sources in the context where the research is being carried out is presented.

Finally an overview of the implementation process of the research - the data collection,

processing and analysis methodologies which will ultimately deliver the objectives of the

thesis - is provided.

3.2. Conceptual Framework

This section serves to outline the concepts which form the foundations of the rest of the

thesis, how they fit together and relate to each other, and how they come together to

form a framework for understanding and addressing the underlying challenge. This is

necessary in order to clearly define the framework within which the research is taking

place. It therefore serves to fulfil the first of the four objectives of this research:

To construct a conceptual framework for representing passenger response

to disruption at a disaggregate, individual level, and how this can be

extracted and modelled from existing transport network data sources.

3.2.1. Metro Network Basics

Public transport systems consist of a wide array of different modes of transport. The

focus of this research is specifically on metro rail networks - high frequency urban rail

services operating on a distinct right of way - in this case the London Underground.

However, such networks rarely exist independently of other public transport services, so
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even while this research focuses on occurrences on this specific mode of transport, its

users will not consider it in isolation but as part of a larger multi-modal public transport

system as a whole.

The transport network has two main actors operating within it. The first of these is the

users. In this thesis, users of the public transport system, whether or not they actually

make a journey, are referred to as passengers, or collectively as a whole as the demand.

Where data is collected through smart card ticketing systems, passengers cannot be

individually identified. In these cases, individual cards are used as a proxy for passengers.

This is justified on the basis that passengers are likely to, in general, use a single, non-

transferable card for all their travel, particularly in the case of regular travellers who may

have a season ticket product attached to their card which they would be unable to utilise

if they made use of multiple cards. The second actor on the transport system is the

operator. The operator is the corporate entity responsible for the operation of services

on the transport network. Depending on the market structure in place in a given city,

the operator may have various other responsibilities including for the infrastructure or

the operation of other modes of transport aside from that being investigated. In the case

of this research, Transport for London, the parent entity of London Underground, holds

a degree of both of these additional responsibilities.

When a metro rail network is operating under normal conditions, both of these actors

are simultaneously affecting, and being affected by, the state of the network, but they

can be thought of as being in an equilibrium, where the demand takes a form broadly

as anticipated by the operator, and the provision of service by the operator is broadly as

normally expected by the demand. This equilibrium can be seen illustrated in figure 3.1.
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Figure 3.1.: Overall metro network system under normal conditions.

3.2.2. Incidents & Disruption

The term incident can have many potential meanings, as can the term disruption. Within

this work, an incident describes something unexpected that happens with potential neg-

ative consequences for the operation of the metro rail network. For the term disruption,

the definition of disrupted situation adopted by Jespersen-Groth et al. (2009) is used,

namely that it is something that causes the operation of services on the metro line to

deviate from normal. With these definitions, not all incidents will give rise to disruption,

for example those that are sufficiently short-lived that no delay is incurred. However,

those that do cause disruption are the incidents of interest in this research.

When an incident causing disruption occurs, the system takes the form shown in figure 3.2.

The incident perturbs the equilibrium, causing disruption to journeys. Both actors - the

passengers and the operator - attempt to recover the situation from the point of view of

their respective priorities, whilst also anticipating and responding to the actions taken

by the other party.
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Figure 3.2.: Overall metro network under incident conditions.

3.2.3. Actor Responses

When faced with an incident causing disruption to their journey, individual passengers

may take action to mitigate the effects of that disruption on their journey. They may

choose to adapt their journey independently of the operator, following the advice of the

operator, or not at all. Each passenger will have their own independent set of objectives

they are optimising for, based on meeting their travel needs in the fashion that best

satisfies their personal travel preferences, be that the shortest journey time, the least

crowded train, or one of many other combinations of factors.

When dealing with an incident, operators will also adapt the network using the attributes

of the system they are able to control. However, the objectives of the operators and the
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individual passengers are not exactly the same, and may even come into conflict. The

operator is concerned with the overall health of the system, whereas individual passengers

are only concerned with their own individual journeys. This may result in cases where

the operator’s recovery strategy will be optimal for the network as a whole, but will

simultaneously be suboptimal for some passengers, who may not comply with it. This

complex interplay between actors in the system necessitates the operator having a clear

understanding of how passengers will behave in the presence of disruption to ensure that

what the passengers will do is taken into consideration when designing and enacting the

network recovery strategy.

There are a number of reasons why disruption has a negative impact on metro network

operators. These may take the form of financial losses, reductions in customer satisfaction,

or regulatory penalties. There are also a number of ways in which operators can attempt

to reduce this negative impact. They can attempt to reduce the scale of disruption caused

by incidents through taking steps at the planning stage to avoid it occurring, through

better advance preparations for handling it when it does occur, or through better reactive

actions at the time when it does occur. The lens through which this work explores the

issue is primarily the third of these, although the outputs of this work being used to assist

with the other two is not explicitly ruled out.

3.2.4. Specifying the Passenger Response

Passengers may encounter disruption to the metro rail network either before commencing

a journey (pre-trip), or during the journey (on-trip). The disruption may be brought to

their attention directly through experiencing it themselves, or through some form of

information source. On metro rail networks operating what is effectively a headway

based service, this often takes the form of service status information, indicating whether

99



a normal or degraded service is operating on a given set of lines. The individual thought

processes that passengers follow when becoming aware of a disruption affecting their

journey may be unique and convoluted, but can be summarised at an abstract level by

a sequence of three steps. The first is identifying what information they have about the

situation. Since incidents leading to disruption are typically evolving events, operators

will have imperfect knowledge of the duration and extent of disruption. Passengers too

will only have limited information available, filling in the gaps with assumptions based

on their personal experiences, preferences and prejudices. The second step is, based

on the information from the first step, the identification of the options they have in

responding to the situation. These can take many forms, and again are highly dependent

on individual characteristics and preferences. At a very abstract level, they can be divided

into two groups: carrying on as planned, or making a change to their journey. The final

stage is making a choice from these options, which is referred to in this thesis as the

behaviour exhibited by the passenger in response to the disruption to their journey. The

full process can be seen illustrated in figure 3.3. It is also notable that, given the complex

interplay between the operators and the passengers already described, the operator may

be taking actions within their network recovery strategy in an attempt to induce certain

response behaviours in the passengers. This is something that is extremely difficult to

identify retrospectively as records are not generally available of the exact motivation for

operational decisions, and the exact balance of many motivations for those decisions may

not always even be clear at the time they are being taken. On this basis, any attempts by

the operator to induce certain behaviours in the passengers are not explicitly considered

in this work.

It is important to note that the behaviours being described as part of the passenger re-

sponse are active, individual actions, such as “change to a bus” or “try again later”, which

exist at a higher level of abstraction than the underlying changes to origin-destination

flows in the system. Individual behaviours are a disaggregate means of expressing what

100



Figure 3.3.: Overview of passenger response process to disruption on their regular jour-
neys.

passengers do in response to disruption, whereas changes to origin-destination matrices

are typically the terms in which aggregate investigations of disruption response are ex-

pressed. Due to this difference in abstraction levels, the remainder of this document uses

the terms “high level” and “low level” to refer to outputs expressed in terms of behaviours

and origin-destination matrices or similar respectively.
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3.3. Approach to Problem

3.3.1. Overview

In the previous section, the conceptual framework has been outlined which provides the

context within which this thesis will attempt to achieve its aim. The models that will be

investigated should be expressed in terms of the individual high level behaviours exhibited

by passengers in a disaggregate fashion. In an ideal situation, a data source would be

available enabling direct observation of these behaviours. In practice, such a data source

is not available, as this level of detail is not recorded by any existing infrastructure

systems, and conducting a large scale data collection exercise to collect this information

directly from passengers would be prohibitively challenging in terms of time, cost and

methodology within the scope of this work.

Since passenger response behaviours and their relationships to incidents cannot be directly

observed, achieving the aim of this research gives rise to a multi-stage process to first

extract the relevant data from alternative sources before developing the intended model.

This process consists of three steps, which result in the final three objectives of the thesis:

determining the set of high-level behaviours in terms of which the behaviour model will

be expressed, combining, processing and interpreting available data sources to provide a

dataset expressed in terms of those high-level behaviours, and only then developing the

disaggregate models of passenger behaviour in response to disruption. These three steps

are illustrated in figure 3.4.

The modelling process consists of the latter two steps: extraction of the behaviours, and

construction of the model. This is somewhat similar to the two-step techniques frequently

adopted in the process of choice-set reduction, often used for route choice models amongst

others, where the set of available choices must first be constructed (it not being feasible
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Figure 3.4.: Diagram of the three-step process.

to include all possible options in the resulting choice model), and only then is the choice

model prepared (Swait and Ben-Akiva, 1987; Prato and Bekhor, 2007). However, the

distinction here is that the first step of the process is not determining the choice set, but

heuristically transforming the raw input data into a dataset expressed in terms of the

known choice set.

3.3.2. Availability and Choice of Data Sources

Desired Data

To achieve the objectives of this thesis, there are a number of types of data that are

desired. At a high level, the two most important areas where data is required are the

following:

1. Details of journeys made by passengers. This data source should provide full

details of the origin-destinations flows of many or all of the passengers on the target

transport network, in such a way that all the journeys by any individual passenger

can be linked together to construct a complete history of that passenger’s travel. In

addition, this would ideally include the routes taken through the network as well as

the origins and destinations, and demographic and trip purpose information related
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to the journeys taken.

2. Details of incidents occurring on the network, the resulting disruption

and the consequences of that disruption. This data source should contain the

details of the incidents themselves such as date, time, location, area affected and

any additional properties that are available. It would also ideally contain details of

the time, location and severity of any resulting disruption and details of the impact

this has on passengers.

There are also two further types of data which would be desirable:

3. The set of behaviours exhibited by passengers in response to disruption

accompanied by the instances of those behaviours being observed. This

would provide a direct evidential basis for the process of extracting these behaviours

from the other mobility data sources, allowing such a process to be effectively and

directly validated.

4. The set of recurring journeys for each passenger. This would provide a

direct means of validating the identification of recurring journeys from the main

mobility dataset, allowing direct validation of the process by which passengers’

regular, non-disrupted travel patterns are identified.

In practice, however, data sources which reveal all of the information described in these

four categories are not available. As a result, it is necessary to combine the datasets

covering the aspects that are available with other additional sources that allow missing

attributes to be estimated or approximated. In item (1) above, demographic data may

not readily be available as part of the travel history data source, but some approximate

demographic information can be added to this data source through combining it with

related alternative sources of demographic information. In item (2), incident data may

not include definitive details of the consequences of those incidents, but may provide
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details such as the incident duration which can help to provide an approximation for

this.

Similarly, new data collection as part of this work could be considered where there are gaps

in what is available. Items (3) & (4) could both be collected from a sample of passengers

through surveys. However, there are a number of limitations that taken together make

this approach impractical. Incidents are relatively rare in their occurrence for any given

individual, making it difficult to target surveys at passengers who have just experienced an

incident. Consequently, such a survey would either need to record data from participants

over an extended period of time, placing a substantial burden on them - something that

the evidence on travel surveys outlined in the previous chapter indicates would be a

major issue (see Stopher et al. (2008b) and Department for the Environment Transport

and the Regions. (2001), etc.), or collect data from a very large group of passengers to

ensure that some would be included who have just experienced a disruption - something

that would be cost and time prohibitive within the scope of this thesis. Instead, there

is an alternative approach of extracting approximations to these details from the other

existing data sources, with full sensitivity analysis of the extraction process undertaken

with respect to any assumptions that have been made in order to fully undestand their

implications.

The London Underground Context

The location chosen for this research is London in the United Kingdom. London provides

a well developed multimodal dense urban public transport network in a large city, making

it a suitable case study for exploring public transport passenger behaviour in detail. There

are a number of additional factors that played a part in this choice. The fact that some

of the existing academic literature that is most relevant to this research also undertook

studies in London makes it straightforward to apply their learnings to this work. There
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is also a large and varied body of data available for research purposes on the city’s public

transport infrastructure. Finally, the fact that the research is undertaken at Imperial

College London, allows for the geographical locality to be exploited for ease of in-field

data collection.

The specific focus of the research is on the London Underground, as it is the part of the

public transport network in London that is closest to a self-contained metro system. The

London Underground consists of 11 lines covering approximately 400 kilometres of track

(Transport for London, 2016). Due to the historical evolution of the network over the

last 150 years, there is considerable complexity in the network topology, which takes the

form of a central mesh-like core in the centre of the city with lines taking on a radial

pattern into the outskirts. There is a considerable amount of branching and reverse

branching (where lines converge on each other after having previously diverged) within

the network, as well as sharing of tracks between different lines. There are also places

within the network where the tracks are shared between London Underground lines and

both the separate London Overground metro rail network and the national heavy rail

network.

Available Data Sources

The London Underground is a well instrumented metro rail network. The following

potentially useful data sources have been identified as existing in the context in which

this research takes place.

Oyster Smart Ticketing Extracts

The Oyster smart-ticketing system is extensively used, with passengers touching in and

(on train services) out using either Oyster smart cards or contactless payment cards,
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meaning the origin, destination and timings of all London Underground journeys except

those paid for in cash are recorded. Transport for London have made available an extract

of smart ticketing data for this study under a non-disclosure agreement. This consists of

every single transaction to take place within a period of 8 consecutive weeks. The data is

pseudonymised to remove the privacy risk of associating passengers’ personal information

directly with their travel histories. However the card identifiers are hashed consistently

so that individual journeys taken by the same smart card during the sample time period

can be linked together to allow a profile of individual travel histories for each card to

be built up. In addition to this dataset, there is an additional secondary Oyster dataset

made available by Transport for London which covers a 3.5 week period commencing

approximately 2 months after the main dataset ends. Aside from the differing dates, the

properties of the secondary Oyster dataset are the same as the first.

Mobile Phone Location Histories

Although named the London Underground, around two thirds of the network is actually

above ground (Glover, 1996), allowing for wireless technologies such as GPS and cellular

networks to function on those parts of the network. However, the parts of the network

that are underground are mostly in the heavily used central section of the network, and no

cellular coverage is currently available in these underground sections, although on-station

(but not on-train) WiFi is present at many of the stations (Transport for London, 2017).

As a function of the underlying technology, mobile phone network operators are able

to collect the location histories of their customers based on handset locations, including

when making use of public or private transport. However, in order to access this data,

agreement needs to be reached with the third party operators of the individual mobile

phone networks.
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TrackerNet Train Movements Data

A system called TrackerNet monitors the locations of trains in real-time, providing pas-

senger information such as real-time train arrival boards on platforms, and powering a

number of web and smartphone applications (Transport for London, 2010). The train

movements data from the Trackernet system is made available in real-time under the

Open Government License through a web API (Greater London Authority, 2009).

Service Status API

The operational status of each individual line on the London Underground (whether

it is operating normally or subject to delays or suspension) is also provided through a

web API by Transport for London (Greater London Authority, 2009). This data source

contains the same information as is used for the service status displays and public address

announcements at London Underground stations and displayed on the Transport for

London website.

Incident Logs

Transport for London hold a complete record of every incident that takes place on the

London Underground that leads to any form of delay or disruption. This record, which

is primarily kept for operational reasons, is manually curated and contains details of

the time, location, category and resulting disruption of any incidents that take place

on the network, along with any reports on the cause and handling of the incident by

those responsible at the location where it happened. In high-level summary form, this

information is included in Transport for London’s monthly performance reports (e.g.

(Transport for London, 2016)) but has been made available in its full granularity for this
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study under a non-disclosure agreement.

Rolling Origin Destination Survey

An annual large-scale travel survey, the Rolling Origin-Destinations Survey (RODS) is

conducted by Transport for London on the London Underground network (Transport for

London, 2013), recording a large range of details about the travel patterns of a large

sample of passengers, which provides a source of data for factors that cannot easily

be directly measured from passively collected data sources. The data recorded within

RODS is made available in aggregate form publicly under the Open Government License

(Transport for London, 2013).

ONS Localised Demographic Information

For reasons of privacy, the Oyster datasets do not contain any substantive demographic

information. However, the UK Office of National Statistics (ONS) offers a number of

sources of localised demographic information, which can be linked with the Oyster dataset

in an aggregate fashion based on factors such as the station at which cards are most

frequently observed to be used first each day, to provide an approximation for such

details. These demographic details include factors such as household income and types

of employment in given local areas, which can be combined with passengers’ estimated

home locations to provide potential explanators for response models.

Chosen Data Sources

The main mobility data source in this thesis is provided by the Oyster datasets. They

provide complete travel histories for the majority of passengers in the period covered.
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Mobile phone based mobility data is not used due to the technical challenges of relating

this data to individual journeys, and the administrative challenge of securing the data

from a third party data provider, together making it a less compelling option than the

Oyster dataset.

Although the Oyster dataset provides the origin and destination for all journeys carried

out, for the vast majority of journeys no indication of the exact route taken by passengers

while within the network is provided. The RODS dataset, however, includes a survey

of passenger journeys including the origin, destination and the stations at which they

interchanged. Although only a sample, it is sufficiently large to be able to calculate

the relative frequency of usage of the different reasonable routes between each origin-

destination pair, thus allowing for a probabilistic route assignment to be carried out when

combined with the Oyster data. Together this is sufficient data to clearly understand the

usage patterns of passengers on the London Underground.

As the only viable historical record of incident data, the Transport for London incident

logs were chosen to provide the details of the incidents occurring on the network. These

logs do not provide direct insight into the consequences of the incident, but they do

contain an estimate of the duration of the incident, which makes it possible to determine

whether a journey took place during the time window that disruption was occurring due

to the incident.

Although data from the service status API is not available in historic form for the time

period corresponding to the other datasets being used, it provides a resource for iden-

tifying the extent of disruption as reported to passengers on an ongoing basis. Finally,

as a readily available source of localised demographic information, a number of metrics

from the UK census data can be used to provide explanatory variables for the behaviour

response models, which are described in detail in chapter 6.
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3.4. Implementation Framework

In this chapter so far, the conceptual framework of the research has been presented,

fulfilling the first objective of the thesis; the high level three-step approach to achieving

the aim of the thesis has been outlined, and the data sources available and identified for

use in the remainder of the work have been described. This section continues the process

by providing an overview of the specific questions asked, the methods applied and the

analysis carried out to complete the remaining three objectives of the thesis and achieve

the overall aim of the work.

The first of the remaining objectives is to identify the set of behaviours that London

Underground passengers exhibit when faced with disruption to their journeys. This

is addressed through a qualitative investigation of the effects of disruption on London

Underground passengers, and how they feel about, and react to that disruption. An

overview of this investigation is described in section 3.4.1, with the full method, results

and analysis presented in chapter 4.

The second remaining objective is to develop a methodology for profiling passengers

by programmatically identifying behaviours exhibited in the face of disruption from the

available datasets. An overview of this process is presented in section 3.4.2, with the full

details presented in chapter 5.

The final objective is to develop and evaluate a series of different data-driven disaggregate

approaches to modelling the passenger response to disruption in terms of the identified

high-level behaviours. An overview of the research questions underpinning this final part

of the thesis and how this modelling challenge is approached is provided in section 3.4.3,

with the full details presented in chapter 6.

A step-by-step diagram of the overall implementation process is presented in figure 3.5.
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3.4.1. Qualitative Background

This part of the thesis, which is presented in full in chapter 4 is concerned with establishing

the foundations on which the subsequent parts of the thesis are constructed. Specifically

it is focused on providing answers to the following questions, which together provide a

solid basis for the conceptual framework fulfilling objective one of the thesis, along with

the set of response behaviours passengers exhibit, fulfilling objective two.

1. To what extent does disruption visible to passengers occur?

2. To what extent does disruption, as perceived by passengers, affect their day to day

journeys?

3. What actions do passengers consider taking to adapt their journeys when they are

disrupted?

Disruption as Reported to Passengers

The first question is concerned with measuring the extent to which disruption, as reported

to passengers, occurs on the London Underground. The purpose of investigating this is

to provide evidence in support of the assumption that disruption is a sufficiently regular

occurrence on the London Underground as to make it a phenomenon that affects the

journeys of most regular travellers.

In section 3.3.2, the Service Status API was identified as the data source most accurately

describing the level of disruption on the network as it is communicated to passengers. In

the absence of any other substantial sources of such information, it can be considered to

be the closest available approximation to how passengers perceive the operational state

of the network to be. By querying this API periodically over an extended period of time,
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each time recording the operational state of each line, it is possible to construct a timeline

of the states of each line, and from that, to determine the proportion of the time spent

in each state.

In an operational metro rail network such as the London Underground, it would be

expected for the proportion of time in an operational (as opposed to degraded) state to

account for the majority of the time, but with a significant minority of the time where

some parts of the system are experiencing disruption1. This, when considered alongside

the fact that regular travellers are making two or more journeys a day and travelling

consistently on many days a week, would account for the fact that they consider disruption

to their journey to be something which happens frequently enough that they can recall

multiple instances of it.

The full data collection and analysis methodology and results for this process are pre-

sented in section 4.2.

Disruption from the Passenger Perspective

The second question is concerned with determining the extent to which passengers per-

ceive themselves to be experiencing disruption on their journeys. The distinction between

this and the first question is that, while the first question focused on the information be-

ing broadcast to passengers, this focuses on what passengers perceive from their point of

view. Together, these two questions underpin the assumptions in the conceptual frame-

work that passengers are aware of disruption affecting their journeys, ensuring that they

can consider what actions to take in response to it.

1Monthly performance reports produced by TfL such as Transport for London (2016) provide various
key performance indicators which support this expected outcome from the point of view of internal
operator record keeping. In the month in question in Transport for London (2016), they record the
number of signal and point related delays as ranging from 3 to 25 per line, and customer & public
related delays ranging from 2 to 80 per line.
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The third question in this section addresses the need to construct a set of behaviours

exhibited or considered by passengers when faced with disruption to their journeys, which

can then be identified from the raw Oyster dataset and used as the dependant variable

in the subsequent process of model development.

Both of these questions will be answered through a qualitative process, and since they

both require the collection of data directly from passengers, they will be tackled together

as part of the same investigation. To answer the first question, the target demographic

of passengers will be surveyed about the extent to which they perceive disruptions to be

affecting their journeys. The second question will be addressed through building a list of

the specific actions they take or consider taking when faced with disruption, which will

then be categorised and reduced to a small, broadly applicable set of behaviours which

encompass all of the specific actions described by passengers.

This kind of qualitative investigation requires a methodological trade-off to be made

between the depth of investigation with each individual participant and the number of

participants included, within the time and resource constraints of the study. This issue

is addressed through performing both a survey, to collect an initial less detailed dataset

from a larger body of participants, and a series of focus groups to allow a much more

detailed interrogation of a much smaller group of participants. The steps followed to

carry this out were as follows:

1. Initial survey design.

2. Piloting with a very small group of participants to test the intelligibility of the

questions and make adjustments.

3. Survey carried out on full set of participants.

4. Focus group topic guide designed.

115



5. Pilot focus group with limited participants to refine topic guide.

6. Two focus groups carried out.

The questions asked in the survey were intended to collect data on the following aspects

of the passenger journeys:

1. How frequently they experienced journeys with different levels of disruption.

2. The causes, as they understand from their experiences, of these different types of

disruption.

3. How often they actively respond to disruption by adjusting their journey.

4. The kinds of things they do when faced with disruption, and how likely they are to

do each one when it occurs at different stages of their commute.

Taken as a series, these questions form a natural narrative. They open with the experi-

ence of disruption - providing evidence in support of the previous section’s investigation,

but this time collected from the passengers themselves, rather than from the network

operator’s passenger-facing communications, providing an answer to the second question.

They then lead on to the actions taken in response to disruption - the data needed to

answer the final question. The full details of the survey design, along with the results are

presented in section 4.3.1.

The focus groups were designed to explore the same areas as the survey, but in consid-

erably more detail, allowing an hour of discussion with 6 participants for each group.

The topic guide covers typical travel patterns, experiences of delays and disruption, and

what participants do or consider doing about it. A full transcription of the sessions was

recorded for subsequent analysis. The full details of the focus groups are presented in

section 4.3.2.
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The focus group transcripts and survey responses related to the actions taken in response

to disruption are analysed based on a simplified version of the qualitative analysis process

described by Krueger and Casey (2014). In summary, this consists of three steps: iden-

tifying all instances of an action being taken, summarising those comments or responses

to describe the action referred to, and then grouping and categorising those summaries,

ultimately leading to a set of types of response passengers exhibit when faced with dis-

ruption to their journeys, which can be taken forward into the subsequent stages of the

thesis. This analysis process is presented in full in section 4.3.3.

3.4.2. Behaviour Extraction

This part of the thesis, which is presented in full in chapter 5, follows on directly from the

previous part. It fulfils the third overall objective, namely developing an understanding

of behaviours which individual passengers exhibit when faced with disruption through pro-

grammatic analysis of datasets collected on the London Underground. The approach taken

to achieve this consists of taking the set of behaviours identified as being exhibited by

passengers in response to disruption to their journeys that was produced in the previous

part of the thesis, and developing a methodology to identify instances of these behaviours

occurring from the previously identified passively-collected data sources. This methodol-

ogy will allow the programmatic identification of passenger responses to incidents directly

from smart card ticketing datasets, allowing these behaviours to be identified on a large

scale without any special purpose active data collection processes being required. The

output of this process will then be used in the final part of the thesis to provide the dataset

in terms of which the models of passenger response to disruption will be expressed.

The method adopted to identify these behaviours is heuristic in nature. First, the regular

recurring journeys made by each passenger are identified from the Oyster datasets. Then,
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using the Oyster and incident datasets, occasions when those journeys interact with

incidents are identified. For each interaction, the heuristics describing the behaviour

responses are applied to identify which response behaviour occurs in that specific instance.

This produces a dataset where each record consists of the passenger, the journey, the

incident and the behavioural response exhibited.

Since there are no readily available data sources which allow the accuracy of this process

to be directly validated, and collecting such data is made impractical by the scale of

the time and cost which would be involved, the sensitivity of the outputs produced by

the behaviour extraction process to the assumptions made in this process are extensively

investigated to provide a clear understanding of the effects those assumptions have on

the results produced.

Heuristic Method

The heuristic behaviour extraction process makes use of the following data sources:

1. Oyster Journey Histories. This dataset is used to identify the recurring journeys

made by passengers. It also provides the journey details for use in the behaviour

identifying heuristics.

2. RODS Route Choice Data. This dataset is used to identify the probability of

any journey involving travel through any particular station on the network.

3. Incident Logs. This dataset provides the details of incidents which occur on

the network. It is used in the heuristic process in conjunction with the other two

datasets to identify whether a journey intersected with an incident or not.

The first step in the process is to identify recurring journeys made by each passenger.

In order to determine whether a journey is a deviation from normal for any individual
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passenger, the heuristic process requires knowledge of the details of the journey that

they would have been expected to make had they not encountered an incident. This

is determined based on the journeys they normally make, expressed in terms of these

recurring journeys.

The second stage in the process is to establish a test for whether a journey intersects

with an incident. This question must be answered both in terms of network topology

(space) and time. Spatial intersection is determined probabilistically using the RODS

route choice dataset to provide a probability of the journey passing through the location

where the incident occurs on the network. Temporal intersection is based on the duration

of the incident as reported by the incident logs dataset, and the time at which the journey

would be expected to pass the incident location, which is approximated using the average

observed journey time between either the origin or destination and the location of the

incident, across the whole Oyster journey history dataset for all passengers.

The heuristic behaviour identification process itself consists of applying a set of heuristics,

each one describing one of the behaviours identified in the previous section of the thesis,

to each journey observed in the Oyster datasets. If there is an intersection between the

journey and an incident, the closest matching heuristic to the observed journey determines

the passenger response behaviour which is attributed to that instance. For each journey

where an intersection is identified, an entry is added to the output dataset consisting of

the details of the card, the journey, the incident and the observed behaviour.

There are two distinct Oyster datasets, with corresponding incident datasets for each.

The behaviour extraction process is applied independently to each. The first (main)

dataset is to be used for the model development process in the next part of the thesis,

whereas the second (smaller) dataset will be used to evaluate predictive performance of

the models on a distinct, unseen dataset.
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Analysis of Results

Although the heuristics are designed logically to identify the behaviours described in

response to the survey and focus groups based on mapping their descriptions to properties

of the available datasets, in order to empirically verify the accuracy of the heuristic process

in identifying these behaviours as responses to incidents, it would be necessary to carry out

an additional data collection exercise. This would require matching passengers’ reported

behaviours in response to incidents that they have experienced with the corresponding

Oyster records for those passengers. This is logistically challenging due to the fact that

incidents are a comparatively unusual occurrence, so collecting sufficient data would be

difficult. It would also require access to Oyster histories that are not pseudonymised,

which are not available for research purposes, in order to match them with the data

reported by passengers. As a result, it is not viable within the scope of this thesis.

Instead, the sensitivity of the outputs of the heuristic behaviour extraction process is

rigorously tested against the assumptions made in the design process.

There are four values within the heuristic process for which a sensitivity analysis must

be conducted. The first two govern whether a journey is considered to be recurring or

not. These are called consistency (the ratio between the number of days on which a given

individual made the recurring journey to the number of days on which they made any

journey) and frequency (the number of days on which the individual made the recurring

journey). There are a further two values which govern whether a journey is considered to

intersect with an incident: space cutoff (the minimum probability that the route taken

passed through the incident location for it to be considered to have been affected by the

incident) and time cutoff (the amount of time either side of the incident duration during

which a journey passing through the incident location is still considered to have been

affected by the incident).
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A full-factorial sensitivity analysis is conducted across a range of values of all four of these

parameters. The resulting data is explored in a number of ways: the proportions of each

behaviour in the output are explored graphically with respect to each of the parameters

to identify the key patterns. A logistic regression model is also constructed with the

four parameters being investigated as the covariates and each of the behaviour outputs

making up the choice set of the regression. Since this regression is performed with a

very large dataset, the magnitude of the effects it identifies are more meaningful than

the significance of each variable. In light of this, the modelled probability functions for

each choice are plotted graphically with respect to each of the four parameters in order

to observe the magnitude of the effects each parameter has on the behaviour output.

3.4.3. Response Models

The final part of the thesis, presented in full in chapter 6, is concerned with building mod-

els of passengers’ response to disruption based on the dataset produced in the previous

part. This fulfills the final objective of the thesis: exploring the qualities of different data

driven approaches to predictive modelling of disaggregate passenger responses to disrup-

tion in terms of the identified behaviours. This part of the thesis consists of three steps:

defining the set of explanatory variables which will be used in the models, developing

and analysing models in order to investigate the influence of the different explanatory

variables on the passenger behavioural responses, and comparing those models with al-

ternative black-box classifiers focused only on the prediction of the passenger response

behaviours.

A range of different explanatory variables are collected from the data sources that have

already been identified, including the incident logs, the Oyster travel history and the

census data. These are attached to each individual record in the behaviour response
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dataset which is used in the models.

The modelling process itself involves evaluating a variety of different modelling techniques.

For investigating the extent to which the individual explanators influence the choice of

response behaviour, traditional statistical methods are used in the form of variations on a

multinomial logistic regression. These models produce coefficients which are interpretable

in terms of their impacts on the relative odds of the choice of each behaviour. For

the second stage of the modelling - evaluating the predictive capability of the models -

black-box machine learning models are also included, to provide a comparison with the

multinomial logistic regression model already developed.

Explanatory Variables

The explanatory variables used in the models can be divided into two main groups:

properties of the incident, and demographic attributes of the passenger.

The explanatory variables related to the incident are derived from the incident logs

dataset. The variables included are the incident duration, the incident time of day and

the type of incident. Since the Oyster dataset does not contain any demographic infor-

mation due to privacy requirements, all demographic explanators have to be sourced from

alternative datasets. In order to relate passengers to geographical demographic factors

derived from the census, their “home” location must first be identified. This is deter-

mined by the station from where they most frequently make their first journey of the

day. Demographic information is then attached to each passenger based on that applica-

ble to the geographical unit to which their home station belongs. The main explanatory

variable provided this way is the average household income.
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Factors Influencing Response

The models developed in this section all belong to the logistic regression family of statis-

tical models. These models have the property of interpretable coefficients, as the model

fitting process produces a series of odds functions for each choice (in this case, the re-

sponse behaviours), which can be interpreted in terms of the relative odds of each choice

given the calculated model coefficients and the values of the explanatory variables. This

allows the researcher to make inferences about the extent to which each explanatory

variable influences the behavioural response. The models applied include a multinomial

logistic regression, which is applied to all of the output datasets produced in the behaviour

extraction process.

Conceptually the relationship between the heuristic behaviour extraction model of the

previous section, and the models developed in this section can be considered to be the

combined estimation of two consecutive models. In general this can be performed in two

ways: either estimate the two models simultaneously or sequentially. In this case, the

process is similar to an iterative sequential estimation of the two models: the outputs

produced by a range of parameters in the heuristic behaviour extraction process are used

as inputs to the logistic regression model, with the set of parameters producing the best

fit in this second model being ultimately chosen for the first. The difference between this

and a true simultaneous estimation process is that a fixed set of parameter combinations

in the first model are estimated, and all estimations of that model are carried out prior

to the separate estimation of the second model with the resulting range of output data,

rather than having a combined single estimation process. This approach could be seen

as analogous to the sequential maximum likelihood process that is used to estimate two

related statistical models in a less computationally intensive way than a full-information

combined estimation. The key difference in this case being that the first model is heuristic

in nature rather than statistical, resulting in a distinct estimation methodology. While
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this trade-off means that it could be possible to find a better fitting overall model with

first-stage parameter values that were not included in the chosen set of parameters, the

computational demands of the fitting process is reduced considerably, and the same data

is suitable for performing a detailed sensitivity analysis.

A second model is constructed in the form of a mixed logistic regression model, the

purpose of which is to utilise extra error terms enabled by such a model formulation to

represent the cross-individual cross-choice heterogeneity that is otherwise unexplained

by the data available, along with the classification errors that arise from the heuristic

behaviour extraction process in the previous step.

Comparison of Predictive Performance with Black Box Models

The models developed in this section add to the multinomial logistic regression model

already developed by including a wider range of classifiers. As the objective is purely to

asses the predictive capability of different classifiers, without attempting to interpret the

influence of individual explanatory variables on the results, black-box machine learning

classifiers to are included, where the model formulations provide no insight into the

effects of each explanatory variable. It is worth noting at this point that, although it is

commonly asserted that statistical classifiers offer the advantage of interpretability over

black-box machine learning models (Lou et al., 2012), recently there has been some debate

in the wider literature about the veracity of this claim, with reference in particular to the

lack of a clear and consistently applied definition of interpretability (Lipton, 2016). The

choice of logistic regression in the previous part of this process is made in order to offer

interpretability specifically in the form of the ability to perform relatively simple and

clear-cut post-hoc analysis of the factors influencing each behaviour choice through the

model coefficients. In this section, the concern is exclusively with predictive performance,

with the requirement for the possibility of such post-hoc analysis consequently being
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relaxed. As well as the logistic regression, multilayer perceptron (neural network), k

nearest neighbour and random forest based classifiers were also investigated, representing

a varied sample of the available machine learning classifiers which appear suited to this

particular modelling challenge based on their characteristics as documented in the wider

literature.

The datasets produced in the previous stage of the thesis are highly unbalanced across

the behavioural responses, with the difference in numbers of some behavioural responses

being as much as a factor of 250. This presents a significant challenge for machine

learning algorithms, which are often very poor at classifying into the rarer classes in

such cases. In order to mitigate this, the classifiers are trained and evaluated both on

the whole of each dataset and an undersampled version such that each class appears

an equal number of times. Each model is trained and evaluated using 10-fold hold out

cross validation (see section 6.4.2). The f1-score (see section 6.4.2) is used as a metric of

model prediction quality, with the f1-scores for individual classes and all classes together

compared across each model. As with the previous section, each classifier is run on all of

the datasets available from the output of the heuristic behaviour extraction process, in

order to identify the set of parameters producing the best predictive performance. Each

model’s prediction performance (via the f1-score metric) is also assessed against the input

data produced from the secondary Oyster dataset acting as a trial with “unseen” data.
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4. Qualitative Background

4.1. Introduction

Before attempting to build a model of passenger behaviours in response to disruption

- the overall aim of this thesis - there are some important prerequisites which need to

be fulfilled. The first is to establish that disruption is something passengers are aware

of, that they experience, and that impacts their journeys. Having established this, the

next prerequisite is to verify that those passengers are engaged in contemplating, and ac-

tively taking, steps to adapt their journeys in response to the disruption they experience.

Building further on this, the final prerequisite is to identify a set of behaviours those pas-

sengers exhibit when adapting their journeys, in terms of which the model of passenger

behaviours during disruption can be expressed, essentially establishing the set of possible

values for its dependant variable. Together, these prerequisites fulfil the second overall

objective of this thesis:

“Within this conceptual framework, to identify a set of behaviours that

can describe the individual reactions London Underground passengers

take or consider taking when faced with disruption to their journeys.”

The conceptual framework for this thesis, described fully in section 3.2, defines the trans-

port network as an entity with two actors operating on it - the operator and the pas-
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sengers. During normal operations, the system as decribed in this framework can be

considered to be in equilibrium, but when a disruption occurs, this perturbs the equilib-

rium. In response to this, both operators and passengers react, changing their behaviour

to attempt to achieve their objectives despite the change to the system inflicted by the

disruption. In the case of the operator, the objective is to restore the system to its equi-

librium, and in the case of individual passengers, it is to adapt their travel strategy to

the new state of the network.

The first two prerequisites explored in this chapter serve to explore the assumptions made

in this part of the conceptual framework. The first prerequisite establishes that disruption

does occur on the London Underground, is communicated to passengers, and that regular

passengers are aware of it as something which affects their journeys, thus destabilising the

equilibrium of the system. The second prerequisite builds on this by providing evidence

that passengers actively adapt their journeys in response to disruption, supporting the

notion in the conceptual framework that when the equilibrium is perturbed, both the

operators and passengers respond in order to facilitate achieving their respective goals.

One of the aspects of this thesis that makes the approach taken novel is the construction of

disaggregate models of passenger response to disruption in terms of high-level behaviours.

This methodology is summarised in section 3.3. The third prerequisite addressed in this

chapter is concerned with determining the set of those high-level behaviours from the

actions London Underground passengers report having taken or having considered taking

when encountering disruption on their journeys. This then feeds directly into the first

stage of the modelling process described in chapter 5, which is expressed specifically in

terms of those high-level behaviours.

Having established the three areas this chapter is intended to address, the work outlined

in this chapter can be introduced as intending to answer, in the context of the London

Underground, the following three questions:
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1. To what extent does disruption visible to passengers occur?

2. To what extent does disruption, as perceived by passengers, affect their day to day

journeys?

3. What actions do passengers consider taking to adapt their journeys when they are

disrupted?

The methodology adopted to answer these questions consists of three parts. The first

is an analysis of the data provided by the Service Status API, which is identified in

section 3.3.2 as the best available approximation to a record of what passengers are told

is, and understand to be, the operational state of the London Underground. This makes

it possible to determine an indication of the proportion of time the network is in each

different operational state, giving a sense of how often there is disruption of some sort

taking place, as communicated to passengers, and so providing an answer to the first

question this chapter seeks to address. The methodology and results of this analysis are

described in full in section 4.2.

The second and third parts of the methodology consist of a survey and a series of focus

groups. Through directly presenting passengers with a series of relevant questions and

discussion points, these are combined to answer the remaining two of the questions this

chapter is seeking to address. The combination of the two methodologies makes it possible

to combine both the larger sample but limited detail approach of a survey with the smaller

sample but more detailed approach of a focus group. The methodology and results of

this process are presented in full in section 4.3.
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4.2. Disruption As Reported to Passengers

The purpose of this section is to investigate the extent to which disruption that is visible

and communicated to passengers occurs on the London Underground, to provide an

answer to the first of the three questions outlined in this chapter:

“To what extent does disruption visible to passengers occur?”

The details of incidents and disruption on metro rail networks in the wider literature

was discussed in section 2.3. Although the frequency and severity of disruption varies

from network to network (data from the CoMET and Nova metro benchmarking groups

suggests this ranges from as few as 1 incident per week to as many as 100 incidents per

day (Barron et al., 2013)), disruption is a problem which affects all metro networks to

some extent, and the handling and response to it is an issue of significant operational

importance. In the case of London Underground, the impact of disruption is recorded as

lost customer hours (the number of customers delayed multiplied by how long they were

delayed for, summed across all disruption for a given time period), with typical recorded

values being in the region of 1.5 million lost customer hours per month (Transport for

London, 2016). In section 3.2 a definition of disruption is established for this research -

specifically the consequences of incidents that cause a deviation from the normal service

patterns of the network. This fits closely with the lost customer hours measurement for

the aggregate impact of disruption.

In an ideal situation, there would be a viable means to directly measure the amount of

disruption passengers are aware of on their journeys. However, there is currently no direct

way to passively collect such data. Instead, there are two possible approaches to inves-

tigating this: measure the disruption communicated to passengers, or survey passengers

to determine the amount of disruption they perceive themselves to be experiencing. In

this section, the former of these is the approach taken, and in the next section the latter
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approach is adopted. The combination of these two approaches ensures that there is

passenger-affecting disruption occurring from the both the operator and the passenger’s

point of view. In the modelling process described in subsequent chapters, the response

to disruption will be investigated from the point of view of passengers, but using a data

source on incidents from the operator, so it is important to ensure that both parties share

a common view of incidents disrupting passenger journeys. While this methodology does

not prove that both have an identical perception of what is disrupting passenger journeys,

it does demonstrate that both perceive this to be an issue, and with common reasons be-

ing cited for the causes of disruption, it is reasonable to assume that there is a significant

overlap in the underlying incidents causing, and perceived to be causing, the disruption.

The London Underground Service Status API, as identified in section 3.3.2, provides a

means to approximate the extent of disruption visible to passengers. Since the London

Underground provides a high frequency service which, from the passenger point of view,

operates on a headway rather than timetable basis1, disruption is primarily perceived

by passengers through the status of the network as reported by the operator. This is

provided through a number of sources including online and mobile apps, station and

on-train announcements and signs at stations, but all of these information channels take

their data from the same single source: the service status API. Thus, the proportion of

time the service status reports the network to be in a disrupted state can be considered

an approximation to the proportion of the time that there is disruption occurring which

is visible to passengers.

1The service does operate to a timetable, but this timetable is intended for operational purposes only,
and is not widely publicised, with public facing materials instead talking primarily in terms of head-
ways on each line and branch.
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4.2.1. Data Collection Methodology

The London Underground Service Status data feed reports the status for each line (as

well as additional meta-lines for the Docklands Light Railway and London Overground

networks) as being in one of seven states, which are detailed in table 4.1. The data feed

can be accessed programmatically over the internet through the London Data Store API

(Greater London Authority, 2009). By tracking the time between each change of status for

each line, the time it is in each state can be determined as a proportion of the entire period

for which data is recorded. The data as collected does not have any direct relationship

with individual incidents as recorded by the operator. Incidents themselves, as recorded

in the incident log datasets, are much more specific in their location and duration than

the very general statements used in the service status information. However, as this is

the primary means by which passengers are made aware of the state of the lines, it does

provide the best indication that can easily be collected of when the network is reported

to be disrupted, and in general terms this is linked to the occurrence of incidents, as these

are the underlying cause of any instances of reported disruption.

Status Explanations
Closed It is outside the hours of operation of the line, and

thus there are no trains running.
Good Service The service is operating normally and there is no

disruption.
Minor Delays Small scale delays and overcrowding to all or part of

the line.
Severe Delays Major disruption and delays to all or part of the line.
Part Suspended Part of the line is currently not operational at all.
Suspended The line is currently not operational in its entirety.
Planned Closure The line is closed for planned maintenance.

Table 4.1.: Service Status API states of individual London Underground lines and their
explanations.

Data was collected from the Service Status API over a period of approximately 7 weeks

from 6th February 2015 to 28th March 2015. Ideally, this time period would have cor-
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responded directly with the period used for other data sources in the later chapters of

this work. However, historical data from the Service Status API was not available, so

live data had to be collected at the time at which the research was carried out. This

timing mismatch is not expected to have any significant effect on the applicability of the

investigation being carried out, as the exploration of this data is only being conducted

in very general qualitative terms, and the level of month-to-month variation in the data

collected is not significant enough to effect such qualitative conclusions (see TfL monthly

performance reports such as Transport for London (2016)). It is important to note that

the timing mismatch is only present for this qualitative investigation – the incident logs

and Oyster data used in the next chapter are temporally synchronised. The data collected

takes the form of a time and date stamped record each time the service status message for

a given line changed. Data was sampled at 1 minute intervals 24 hours a day throughout

the period. The service status message consists of a line status indicator (from the list

in table 4.1), and a free form explanatory message. During the data collection period,

there were a number of times when the Service Status API was subject to brief downtime.

However, since the data collection process works by noting the time at which it first sees

each change of state, these are unlikely to have a significant effect on the actual results,

because a transition missed due to intermittent downtime will be resolved as soon as the

next check (which occur once per minute) succeeds.

4.2.2. Results and Analysis

The data collected in this process is shown in table 4.2, as a percentage of the operational

time (ie. not including overnight closure) of each line. The proportion of time the

main London Underground lines (all in the table except the Docklands Light Railway,

Overground and Waterloo & City) were reported to be running a good service ranged

between 77% and 98%. Minor delays ranged from 0.7% to 3.9% of operational time,
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severe delays 0.3% to 2.1%, and part suspended from 0.1% to 1.6%. The circle line was

the only one of these main lines to be fully suspended for a time during the period of

data collection.

Line Good
Service

Minor
Delays

Severe
Delays

Part
Sus-
pended

Sus-
pended

Part
Closure

Bakerloo 97.50% 1.81% 0.59% 0.10% 0.00% 0.00%
Central 93.85% 1.05% 0.62% 0.45% 0.00% 4.02%
Circle 87.15% 2.18% 0.87% 1.61% 0.23% 7.96%
District 76.64% 3.88% 2.12% 1.37% 0.00% 16.00%
Docklands
Light
Railway

98.74% 0.69% 0.26% 0.31% 0.00% 0.00%

Hammer-
smith &
City

87.59% 2.33% 1.54% 0.38% 0.00% 8.15%

Jubilee 92.09% 1.06% 0.33% 0.45% 0.00% 6.07%
Metropolitan 87.69% 2.01% 1.26% 1.09% 0.00% 7.95%
Northern 98.44% 0.68% 0.58% 0.29% 0.00% 0.00%
Overground 71.80% 2.48% 0.49% 1.86% 0.00% 23.37%
Piccadilly 96.80% 2.09% 0.65% 0.46% 0.00% 0.00%
Victoria 97.90% 1.26% 0.34% 0.50% 0.00% 0.00%
Waterloo &
City

99.97% 0.00% 0.00% 0.00% 0.03% 0.00%

Table 4.2.: Table showing the proportion of operational time each London Underground
line was reported in each of the applicable statuses by the service status API.

These figures suggest that the vast majority of the time the service is running to a good

level. However, there is a consistent minority pattern of disruption across all severities

and lines during the period of measurement. From this it is clear that a base level of

disruption being reported to customers is a constant feature of the London Underground,

providing an answer to the first of the questions this chapter seeks to address that is

consistent with the assumptions in the conceptual framework.

However, what this does not directly reveal is the extent to which passengers themselves

perceive disruption to be affecting their journeys. This is in turn is explored in the
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subsequent sections of this chapter.

4.3. Disruption from the Passenger Perspective

In this section, the passenger experience of disruption is investigated through the direct

questioning of passengers themselves. The purpose of this is to provide answers to the

second and third questions identified at the start of this chapter.

The first of the two questions investigated in this section is as follows:

“To what extent does disruption, as perceived by passengers, affect their

day to day journeys?”

This builds on the question answered in the previous section, by exploring not just the

extent of information on disruption that is broadcast to passengers, but by determining

that they are themselves aware of this disruption and that they perceive it to be affecting

their journeys. There are no passively collected datasets available which directly reveal

the answers to this question, as it is reliant on understanding the perception of the

individual passengers involved. Instead, it must be investigated through some form of

active gathering of information directly from passengers.

In the review of mobility data sources in section 2.6, three methods of data collection

were identified that are potentially suitable for collecting data from passengers on their

perceptions of disruption to their journeys. These are travel diaries, passenger surveys

and social media. All of these techniques provide a viable platform for questioning pas-

sengers about their experience of disruption in a qualitative fashion, although collecting

rigorous quantitative data would be significantly more challenging. However, the purpose

of this question is simply to provide evidence to support the outline conceptual framework

which considers there to be a process by which passengers become aware of disruption to

134



their journeys leading to them acting to repair them. As a result, in this work, a qual-

itative analysis that demonstrates evidence of such a process existing amongst London

Underground passengers is sufficient.

The second of the questions addressed in this section is:

“What actions do passengers consider taking to adapt their journeys

when they are disrupted?”

This question feeds directly into the second overall objective of the thesis - identifying a

set of high-level behaviours exhibited by passengers when their journeys are disrupted,

in terms of which the subsequent passenger response model can be expressed. As with

the previous question, a quantitative understanding of the actions taken by passengers

is not required. Instead, the intent is to ensure that widest possible range of different

kinds of actions that passengers take or consider taking are represented in the dataset

collected, so that the set of behaviours that are taken forward into the modelling process

in subsequent chapters encapsulate the fullest possible range of actions passengers may

take.

Modelling passenger response to disruption using smart card datasets in terms of these

high-level behaviours is one of the novel contributions of this thesis. As a result, there

is no direct example of building a suitable set of behaviours in this context in the ex-

isting literature. Existing works which construct models in terms of these high-level

behaviours, such as the survey based work of Pnevmatikou et al. (2015), pre-define the

set of behaviours based on the modal or behavioural shifts they are specifically interested

in investigating. This approach is a viable option in the context of this research. How-

ever, by building the set of behaviours to encompass all the actions identified through

direct consultation with passengers, it can be argued that the result will be closer to in-

cluding instances of all the different categories of action passengers may consider taking,

unconstrained by the opinions and experience of the researcher.
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Both of the questions that this section seeks to answer require collecting qualitative data

from passengers to better understand their perceptions and considerations when faced

with disruption. Since the same methods are appropriate for collecting the data needed

to answer both questions, they can be tackled together as part of the same data collection

exercise. In section 2.6, travel diaries, passenger surveys and social media were identified

as suitable methods for actively collecting detailed data from passengers. Given the

specific questions that are being addressed in this chapter, a travel diary is not a good

fit, as it imposes a heavy respondent burden collecting details which are not needed

in this exercise. Passenger surveys, on the other hand, allow for much more targeted

questioning, ensuring that the focus of the exercise is very much on the specific areas

of interest. Social media is a relatively new and challenging medium to work with, in

particular when dealing with emotive issues such as disruption to transport services, so

avoiding it in favour of regular surveys offers a simpler option with a much deeper body

of existing literature to draw on.

Passenger surveys can be carried out in a number of contexts, including on trip, off trip

with respect to real journeys, or in an entirely hypothetical context. On trip surveys,

in particular, are severely constrained in the number and detail level of the questions

that can be asked, due to the high respondent burden this imposes on passengers in an

environment and time context that is not optimal for compliance. However, by holding

focus groups in an off-trip setting this issue can be overcome by carrying out the ques-

tioning in an environment that both allows for longer answers with more consideration

of complicated ideas, and discussion between participants to aid exploration of the ideas

in more detail (Grudens-Schuck et al., 2004). By covering the topics using a combination

of both mediums, a balance can be struck between sample size and depth of exploration,

within the time and budgetary constraints of the research project, which severely limits

the number of participants that can be included in detailed off-trip investigations.
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4.3.1. Survey

Surveys of transport passenger behaviour can be based on a number of different data

collection methodologies. Maréchal (2016) identifies five groups of methodologies: quali-

tative, revealed preference, combined stated preference/revealed preference, stated pref-

erence and simulation based. Simulation based techniques are of limited relevance in the

context of this work, as the objective is to build an understanding of the experiences of

passengers themselves, rather than to simulate the effects of actions based on an exist-

ing understanding of passenger behaviour. When the purpose of the survey is to inform

quantitative analysis or provide the data to fit a behaviour model, there are many impor-

tant characteristics of stated preference, revealed preference, and combinations of the two

which must be taken into account when choosing the appropriate methodology (Ward-

man, 1988; Walker, 2001). However, since the objectives of this survey are qualitative

and exploratory in nature, a rigorous quantitative data collection methodology is not re-

quired, making the qualitative category of transport behaviour study the most applicable

in this context, allowing the primary focus of the survey design to be on optimising for

intelligibility and ease of understanding of the questions by the participants - something

which the pilot process (which is discussed in the next subsection) identified as being of

paramount importance.

There are many instances of passenger surveys on transport networks in the wider liter-

ature. One large-scale example of such a survey is the National Rail Passenger Survey,

a twice yearly survey of passenger satisfaction across the rail operators of the United

Kingdom (Passenger Focus, 2017). This survey includes questions around experiences of

disruption, but is focused on understanding passenger satisfaction, rather than the details

of passenger response. A survey into passenger experiences of delays in the airline indus-

try carried out by the Civil Aviation Authority provides some interesting insights into

the type of questions which can be used to understand passenger response to disruption,

137



albeit in the context of a different mode of transport (Civil Aviation Authority, 2014).

They ask a number of questions about the details of previous experiences of disruption,

including the type (delays, cancellations, etc.), duration, reported causes (weather, air-

craft failure, strike, etc.) before moving on to customer satisfaction related questions.

The initial questions on the details of disruption experiences in the CAA survey provide

an example for the formulation of such questions in the survey developed in this chapter.

Passenger surveys can be delivered through a number of channels. They can be carried

out in an off trip setting, with the questions taking place in a research environment, or

via telephone or internet. Alternatively they can be carried out on trip. Both approaches

have their own distinct advantages and disadvantages. In the case of this research, the on-

trip method of delivery is preferred, as it allows easy targeting of the desired population

through the location and times at which the survey is administered.

Survey Development

Since, the results gathered from the survey will inform the model development in subse-

quent chapters as outlined in section 3.4, the target population of the survey should be

chosen with consideration to those passengers who are represented in the later modelling

steps. This gives two key criteria which must be met: the participants must be regular,

recurring travellers (such as commuters), and they should use the London Underground

as part of their regular journey.

In designing the questions for the survey, there are three areas that need to be covered:

ensuring that the participants belong to the target population, collecting data on the

extent to which passengers perceive their journeys to be affected by disruption, and

collecting data on the responses they consider when faced with disruption. The intended

analysis of the survey data is qualitative in nature, so the focus is on designing questions
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that can easily and quickly be understood and answered by commuters on arrival at

a station. This is achieved through a mixture of questions asking them to select the

appropriate option from a range of options, with a smaller number of questions eliciting

a free-form response of a few words. Although free form answers are likely to require

more effort on the part of the respondent, they are necessary where the objective is to

discover the range of options that may exist in answer to a particular question, rather

than to ask people to select from a predetermined list. The questions addressing the

extent to which passengers experience disruption to their journeys refer to the actual

historical experiences of the passengers, asking them to recall the encounters they have

had with disruption on previous journeys, as the objective is to understand whether they

have practically experienced this, and if so, to what extent. On the other hand, the

questions on actions taken in response to disruption are intended to collect information

on all the possible actions they might take or consider taking. These may be informed

by past experience, or they may be informed by anticipation of what they might do in

particular circumstances they have not yet experienced. Thus, the questions are posed as

hypothetical questions, albeit using scenarios that are likely to be very familiar to many

participants, asking them what they would do in a range of different disruption scenarios.

After the initial design of the survey, it was piloted with a small number of volunteers

(12 in total) known to the researcher. The purpose of this pilot was to ensure that the

questions were phrased intelligibly and presented in such a way as to facilitate effective

answers. There were two key learnings from this pilot phase which resulted in modifica-

tions to the survey. The first was the discovery that the number and length of questions

was extremely important in securing complete responses. Passengers in the process of

completing their commutes were observed to only be willing to participate in a very

short survey. If it took too long, they were unwilling to complete it. The second obser-

vation was that following the qualification questions immediately with questions about

their response to disruption on their journeys caused a level of confusion to participants,
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resulting in substantial misunderstanding of the questions.

Several actions were taken in response to the pilot survey findings. The first was to reduce

the number of questions overall, to shorten the time taken to complete the survey. This

included the removal of general demographic questions. Since the purpose of this survey

is not to draw quantitative conclusions representative of the population of passengers as

a whole, and since demographic information in itself is of considerably less importance

to the investigation than the main body of questions, the removal of these questions was

deemed to be acceptable for the sake of increasing the survey response rate. Asking

the surveyor to guess demographic details was considered, but concern over the likely

inaccuracy of this resulted in it being ruled out. The second alteration was to reduce

free-form questions where possible. Questions where the purpose was to build a list of

options based on response were retained as free-form, as this objective could not effectively

be achieved by option selection questions. However, where the list of options could be

identified in advance by the researcher without undermining the purpose of the question,

free-form questions were replaced with selection from a list of options. Finally, to set

the context of the survey more clearly for participants, a small number of questions

were introduced before the main body of questions but after the qualification questions

which introduced the idea of disruption from the point of view of passenger information

and smartphone apps. During the pilot, participants answering with these additional

questions showed better understanding of the later questions in the survey.

The final survey questionnaire as deployed can be seen in Appendix A. It is split into

three sections. Section 1 of the questionnaire is designed to verify that the participant

belongs to the target population for the survey. To achieve this, the questions need to

establish that they are a commuter, and that the modes of transport they use include

the London Underground. The questions deployed ask them for details of the origin and

destination of their commute, and to indicate which Transport for London operated lines

140



or services they use, as well as which other modes of transport they use.

The questions in section 2 of the questionnaire were added in response to the pilot of

the survey, providing a short 3-part question that encourages passengers to think about

disruption to their journeys by asking them about the information sources they use when

encountering disruption both on and off the trip. These acted as warm-up questions to

help prepare participants for the more detailed questions in the next section.

Section 3 contains the questions addressing the main objectives of the survey. The first

question asks passengers how often they experience different degrees of disruption to

their journey, and then asks them to list the kind of things that cause the problems

they have experienced. The second question asks them how often they actively alter

their journey in response to disruption, and if so, what kinds of alterations they make.

The remaining three questions present various scenarios in which the passenger might

encounter disruption to their journeys, and ask them to indicate which actions they

might consider in response to this, including a set of suggested possibilities and giving

them the option to provide any others they might consider which are not included in the

suggested set.

Survey Deployment

In order to effectively reach the target population of regular travellers on the London

Underground, the survey was carried out in the field during the morning rush hour on a

weekday, with the surveyors stationed at the the entrances to three underground stations:

Tottenham Hale, Seven Sisters (both at the north-eastern end of the Victoria Line) and

Stanmore (at the Northern end of the Jubilee Line). These stations were chosen due to

their location towards the ends of radial lines which placed them in primarily residential

areas where the majority of morning peak traffic is departing in the direction of central
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London.

The target sample size was 80-90 participants. This number was chosen as a trade-off

between a large number of responses and the costs of administering the survey. This is

a large enough number of participants to get a reasonable number of different responses,

but combined with the absence of demographic information being collected, means it

cannot be considered to be quantitatively representative of either the target population

or London Underground passengers as a whole. However, recalling that the objectives of

this survey are merely to verify the notion that passengers are aware of journeys disrupting

their journeys, and to identify a set of actions they take in response to these issues, these

limitations are not a major concern.

The survey was administered in the field by a professional transport industry market

research company, and participants were incentivised to participate with the reward of a

free cup of coffee on completion of the survey.

Results

The survey took place during September 2014, and a total of 80 responses were received.

Of these responses 5 were arriving at the survey location, rather than departing. How-

ever, since these participants were still exhibiting commuter like behaviour, they were

considered to be within the target population and so were not excluded. There were

also 2 participants whose commute was primarily using London Overground, instead of

London Underground. Although London Overground is a heavy rail service, it operates

a 6-minute headway during the peak hours in this location, which is comparable to that

of the many London Underground lines, and so their experiences were unlikely to be

significantly different to those of London Underground passengers. These participants

were therefore also retained in the results for analysis.
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Frequency of Disruption

The first question in section 3 of the survey initially asked participants to indicate the

frequency with which they experience aborted, delayed, uncomfortable or problem free

journeys on a scale from less than once a month to more than 5 times a week. The results

of this are presented in figure 4.1.

Figure 4.1.: Frequency with which participants experienced the indicated types of journey
during their commute.

There is a clear pattern visible in the responses to this question, showing that as the

severity of the problems with the journey increases, so too does the proportion of passen-

gers experiencing them with lower frequencies. This suggests that for most passengers,

the majority of the journeys they make are not disrupted. However, it is interesting to

note that there are still a significant minority of passengers experiencing aborted journeys

more than once a month, and that the vast majority of passengers experience at least 2-3

delayed journeys a month. This provides confirmation of the hypothesis that disrupted

journeys are a something that affects journeys with a degree of regularity for recurring
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travellers on the London Underground.

This result addresses the second question that this chapter seeks to address, demonstrat-

ing that not only is there a level of disruption occurring on the London Underground

which is communicated to passengers, but also those passengers are aware of this disrup-

tion and perceive it to be affecting their journeys.

Causes of Disruption

The second part of this question follows on from the first part by asking participants to

indicate what the typical causes of the issues they experience with their journeys are.

This question takes the form of three short answer questions covering problems that “are

annoying or cause discomfort, but don’t make me late”, “make me late” and “stop me

getting there at all”. The reason for this is to gather information on the different factors

that passengers believe are behind the different types of problem they experience with

their journeys, and to establish which factors tend to contribute to the different levels of

severity of problems.

The answers are provided in a free text form. In order to analyse them, they have

each been annotated with a keyword, where the keywords are chosen to group different

answers that are synonyms or different ways of expressing the same underlying issue.

Figures 4.2, 4.3 and 4.4 present these results for each of the 3 questions in graphical

form.

The figures show that there are many different causes which are referenced by varying

numbers of people depending on the severity of the disruption to their journeys. From

this, three categories can be identified: those that are cited as a source of discomfort, but

do not generally have an impact on the completion of the journey (such as wait times,

top-up problems, smell, heat, seat availability, security, announcements and information
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Figure 4.2.: Topics by number of participants who mentioned them in answer to the
question: “Please describe what kinds of things typically cause... problems
with my journey that are annoying or cause discomfort but do not make me
late”.

provision), those which are primarily associated with delays to the journey (signal fail-

ures, delays), and those which are associated with the inability to complete the journeys

(closure, fatality, strike). It is also interesting to note that in the latter two cases, many

of the keywords used by the survey participants have a striking resemblance to the stock

phrases used in passenger information announcements, such as signal failures, engineer-

ing works, trespass incidents and train faults. It is also interesting to note that while

crowding is cited by some passengers in answer to all three questions, it is cited by 60%

of passengers as a cause for discomfort on their journeys, suggesting that while it is only

a cause of issues completing their journeys for some passengers, it is a very common

complaint about the overall travel experience.

Aside from the observations already made, this set of questions was not entirely successful

at getting useful answers from passengers. This is most apparent in the second case, where
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Figure 4.3.: Topics by number of participants who mentioned them in answer to the
question: “Please describe what kinds of things typically cause... problems
with my journey that make me late”.

Figure 4.4.: Topics by number of participants who mentioned them in answer to the
question: “Please describe what kinds of things typically cause... problems
with my journey that stop me getting there at all”.
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the most common reason cited for issues that made them late is “delays”, which provides

no information of value as to why they were delayed. This is likely due to a combination

of a poorly phrased question and a lack of knowledge amongst some passengers as to the

attributed cause of the delays they experienced, since from their point of view they are

only concerned with the fact they were delayed, and are not interested in the “excuses”

the transport operator is offering for that delay. Similarly “delays” and another unclear

keyword “closures” were used by a number of participants in answer to the third question.

Frequency of Active Response

The second question of section 3 of the survey also consists of two parts, with the first

being a multiple choice answer to the question “Do you consciously change your route,

time of travel or choice of transport when faced with disruption?”. The number of

survey participants responding with the three available answers is shown in figure 4.5

This indicate that the majority of participants would actively respond to disruption on

their journey in at least some cases, and many would do so in all cases. However, there

is still a significant minority who do not take any action in the face of disruption to

their journeys. The fact that the survey participants are all commuters means that they

are likely to have a high level of knowledge about the transport system, at least as far

as concerns their regular journeys. Bearing this in mind, it is unsurprising that many

are prepared to actively adjust their travel in an attempt to mitigate the consequences

of disruption for them. However, it is perhaps even more interesting that 12.5% of

the participants, despite being regular travellers, never consider changing their journey

proactively in response to disruption.

147



Figure 4.5.: Frequency with which survey participants reported consciously taking an
action in response to disruption on their journey.

Choices of Response

The second part of the second question of section 3 of the survey invites the participants to

describe the kinds of changes they make in response to disruption on their journeys. As a

free text field, this has been analysed by categorising them based on the topics mentioned

in the answers provided. The number of participants mentioning each of the topics is

shown in figure 4.6. Based on the answers given, the following topics were identified: walk,

cycle, drive, bus (all identified by the mention of switching to that mode of transport), go

with the flow, wait it out (identified by saying they don’t take any action), stay at home,

travel earlier or later, travel from or to a different station (identified in many cases by the

name of the alternative station used instead), or different route (encompassing going via

a different line or intermediate station, or more general statements referring to a change

of route).

Figure 4.6 shows that many of the survey participants consider making a change of
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Figure 4.6.: Topics by number of participants who mentioned them in response to the
question about their disrupted journeys: “If you ever do make changes, what
kind of changes do you make?”.

route, perhaps reflecting the high density of the London Underground network, and

thus the ready availability of alternative routes around locations or lines that may be

disrupted. However, the prevalence of this topic may be related to its rather broad

definition. However, it was not possible from the very terse responses received to break

this response topic down into more detailed categories.

This question was followed by a series of three questions asking participants to indicate

how likely they were to take a series of actions in response to disruption in three different

scenarios:

1. If the train they were travelling on was held at a station due to an unspecified

problem up ahead.
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Figure 4.7.: Extent to which participants are likely to consider a range of actions in
response to the train on which they are travelling being held at a station due
to an unspecified problem up ahead.

2. If they arrived at their initial departure station in the morning and found it to be

closed due to an incident.

3. If they arrived at their departure station on the way home from work in the evening

and found it to be closed due to an incident.

The responses to these questions can be seen in figures 4.7, 4.8 and 4.9 respectively.

Across all three questions, it can be seen that changing to a different underground line,

or another mode of mass public transport is a choice considered at some level by many

participants. Walking or taking a taxi is considered by the most passengers when they are

disrupted after already boarding a train, suggesting that this is a more palatable option

when the journey has already been started than when a response is necessary at the start

of the journey due to a closed origin station. Walking to another station is a widely

considered option when arriving at a station and finding it closed, with more people
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Figure 4.8.: Extent to which participants are likely to consider a range of actions in re-
sponse to arriving at the first station on their journey to work in the morning
and finding it to be closed.

Figure 4.9.: Extent to which participants are likely to consider a range of actions in
response to arriving at the first station on their journey to home in the
evening and finding it to be closed.
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indicating they were “definitely” or “very likely” to take this option on the way home

in the evening than on the way to work. Interestingly, more participants would consider

taking a taxi on the way to work than on the return journey, perhaps suggesting that for

many public transport users this would be an extreme option due to the substantially

higher cost than other modes, and so only to be taken when the consequences of late

arrival are most severe.

These questions also provided a free text field in which participants were invited to suggest

other actions they might take. Some of the entries received duplicated choices already

available in the multiple-choice part of the questions (“Bus to Edgware”, “Might use

Uber”) and others appeared to have misunderstood the question (“Engineering Works”,

“Web site is not always real time”). Working from home was a common answer for

incidents occurring on the way to work suggesting it was a significant omission from the

multiple choice component of that question. Some other unique responses were provided

(“Go for a drink”, “dispair [sic]”, and “Ask station staff, what happens when they will

be replaced by machine [sic]”).

4.3.2. Focus Groups

Focus groups have a long history of use as a method for collecting qualitative data (Mor-

gan, 1996). Their use is widespread across many disciplines related to behavioural re-

search (Fern, 2001), of which public transport is just one such area. They provide a forum

in which participants are able to provide unexpected insights, unrestricted by the ques-

tion and answer structure of surveys (Grudens-Schuck et al., 2004). They have a number

of limitations which are applicable when using focus groups to address specific types of

problem. In particular, there are issues with attempting to generalize focus group results

to be representative of a population (Debus, 1989; Sim, 1998; Fern, 2001). Using focus
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groups to identify areas of consensus can also be problematic, as the apparent consensus

may be a product of the medium (Sim, 1998).

The uses of focus groups in the transport literature are many and varied. They are

used to understand how people gather and consume journey information (e.g. Maréchal

(2016)). They are also used to understand the underlying motivations behind the mobility

patterns of specific demographic groups (e.g. Cain (2006)). In an area closely related to

that being investigated through the focus groups in this thesis, Carrel et al. (2013) use

a focus group as the initial exploratory stage of an investigation into public transport

passenger perceptions of reliability in San Francisco

Data collected from focus groups is not suitable for quantitative analysis, but instead

should be analysed by qualitative methods (Creswell and Poth, 2017). Since focus groups

generate a large volume of data in the form of transcripts, the primary aim of the analysis

process is to substantially reduce the volume of data (Robson and McCartan, 2016).

Krueger and Casey (2014) and Ritchie and Spencer (2002) both describe frameworks for

the analysis of such qualitative data, with a synthesis of the two approaches described by

Rabiee (2004). At an overview level, these frameworks all consist of a gradual reduction

of the data present until the key points relevant to the research objectives have been

identified. First the transcript is annotated to identify relevant key themes in the data.

Then these are collected together and sorted, and grouped with reference to the context

and meaning of the individual comments, and the overall objectives or questions. Then

finally, the common trends can be identified and overall observations can be made from

the grouped data. In practice, most researchers do not strictly follow a single approach

in analysing their data, instead adapting elements of these techniques to the specific

challenge at hand (Rabiee, 2004). Krueger and Casey (2014) also draw attention to this,

advising that the first stage in determining how to analyse focus group data is to consider

in detail what the objectives of the investigation are, and to ensure that meeting these

153



objectives is the primary consideration in designing the analysis method.

Recalling the purpose of this focus group investigation, the objective is to collect data

on the actions regular London Underground passengers take in response to disruption

they experience on their journeys. This will supplement the data collected through the

survey described previously, with the two datasets together being qualitatively analysed to

identify a set of behaviours which encompass all these actions, and can be taken forward

into the next chapter as the behaviours that are extracted from the Oyster dataset.

Since this objective requires only the identification of all actions that are identified by

participants as a possible or actual response to disruption, the methodology adopted for

conducting and analysing the focus group is designed specifically to facilitate this. The

guidelines put forward by Grudens-Schuck et al. (2004) are followed for the overall focus

group methodology, and a simplified version of the framework of Krueger and Casey

(2014) is adopted for the analysis process, the applications of which are described in the

subsequent subsections.

Development

The target population of the focus groups are (as with the survey) regular London Un-

derground passengers, as this is the same population that will be considered in the later

modelling stages of this thesis. Within this population, there are two subgroups that are

of significant importance in the context of finding out how they respond to disruption

who are anticipated to have substantially different behaviour: those who have flexibil-

ity in the timing of their journeys, and those who do not. The focus groups were thus

explicitly targeted to ensure that both of these groups were represented.

Krueger and Casey (2014) recommend that focus groups should be formed of homogenous

groups of people, to encourage participation and sharing of information and opinions. As
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a result, two focus groups were convened. The first involved a group of office-workers

from the same employer, a large London consultancy firm. These participants all had a

significant degree of time-flexibility in their employment, including the option to work

from home. The second group was made up of participants who worked in the further

education sector, who by the nature of their employment, had no time-flexibility at all in

their working arrangements.

To guide the discussion of the focus groups, a topic guide was prepared. This development

of this was guided by the experience of the survey, which was conducted prior to the

focus groups, and was similarly piloted with a small number of volunteers known to the

researcher to ensure that it was effective at stimulating the desired areas of discussion

amongst the participants. The final version of the topic guide used in the focus groups

can be seen in full in Appendix B. It consists of three sections, which broadly mirror the

sections making up the survey, and have similar objectives. The first section served to

start the conversation, and ensure that participants belonged to the target demographic

by getting an understanding of the modes of transport used by the participants, and the

frequency with which they travel. Section two discusses usage of traveller information,

acting as a warmup to the topic to be discussed, and gently leading into the topic of

delays and disruption. Section three is the main focus of the discussion and covers

experiences of disruption and how the participants consider reacting, covering both the

general concepts, and the same set of three specific scenarios covered by the final set of

questions in the survey. The purpose of this section was to enable more detailed and less

structured discussion to take place around the different actions the participants consider

when faced with disruption than is possible through the medium of a survey, with the

intention of identifying instances of both those behaviours that featured in the survey

and others which did not feature there.
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Deployment

The focus two focus groups took place in October and November 2014 respectively.

Krueger and Casey (2014) recommend 8-12 as the optimum number of participants for

a focus group, while Rabiee (2004) recommends 6 participants as a minimum. Bearing

these recommendations in mind, but given the significant financial constraints placed on

the exercise, a size of 6 participants in each focus group was chosen in this case.

It is also widely noted in the literature that the experience and competence of a moderator

is highly significant in the success of focus groups (Vaughn et al., 1996). In light of this,

a professional market research firm with experience in the transport sector was engaged

to moderate the focus groups, with the researcher present to take notes and provide the

occasional interjection. The moderator was assisted in their task by the topic guide,

but was afforded a substantial amount of discretion to allow the natural flow of the

participants conversations to lead the direction of the discussion. Both focus groups were

recorded in full, with all participants aware in advance that they would be recorded, and

given the option to decline to participate. Full transcripts were produced after the event,

which are included in Appendix C.

Data Analysis Method

Since the objective of the focus groups are to collect data on behaviours passengers exhibit

or consider in response to disruption on their journeys, the analysis of the data collected

must be undertaken with this in mind. As has previously been described, the method

adopted is based on the framework of Krueger and Casey (2014). The first step is to

identify all comments made by the participants which describe an action in response to a

real or hypothetical issue with a journey. Once this has been completed, each comment is

annotated with a textual label summarising the behaviour that it describes. For example,
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“...leave an hour earlier...” is summarised as “travel earlier” and “...I’d have just stayed

on the train and gone up to St Pancras...” is summarised as “change station”. The

context and tone of the comment may also be a factor in correctly understanding what is

meant by it, such as “...if that goes...then we’re stuffed...” being summarised as “carry on

regardless”. In section 4.3.3, these summarised actions will be combined and categorised

with the option selection and free text responses to the relevant survey questions.

Results

The full list of participant comments and their summarised actions are displayed in

table 4.3. There is a substantial number of relevant comments across both of the focus

groups, suggesting the methodology was reasonably successful in stimulating relevant

discussion to generate useful data. However, bearing in mind the very specific objective

of the focus groups to collect data on actions in response to disruption, it is arguable

that a more structured form of discussion could have produced more insights than the

relatively unstructured focus group format, as the density of relevant comments was

not particularly high and many discussions amongst the participants did not directly

contribute to the body of useful data. However, it must also be taken into consideration

that an increased level of structure in the discussion may have reduced the spontaneity of

participants and therefore made the responses less varied, and thus potentially less useful

given the specific objective of identifying relevant actions which may not be identified

through the survey.

Participant Comment Summarised
Action

[62] ...so I went through a stage of being early...so
there’s not usually any delays...

Travel Earlier

[90] ...I’d have just stayed on the train and gone up to
St Pancras...

Change Station
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Continuation of Table 4.3

Participant Comment Summarised
Action

[106] ...if they told us that actually no lines were
running it would have been more helpful because we
could have just got an overground instead...

Change to Rail

[166] ...if that goes...then we’re stuffed... Carry on Regardless
[167] ...If the Jubilee line goes....I get the bus or walk
from London Bridge...

Change to Bus /
Walk

[170] Or if that wasn’t working there’s the bus. Change to Bus
[171] But you can get a bus as well that comes straight
to here.

Change to Bus

[172] Or you could go to Tower Hill and then just work
out another way of getting there...

Change Station

[173] ...I’d have to drive over to Welwyn.... Drive
[177] Or I could go to Watford... Change Station
[206] ...the thing is you can always (hopefully you’re
set up to work at home) you can always do that...

Work from Home

[212] ...oh I’ll just go home, work from home... Work from Home
[224] ...and there’s nothing else to do round here so I’ll
wait...

Carry on Regardless

[230] Because otherwise you’re just going to sit there
going grey to be honest.

Carry on Regardless

[233] ...but if you’ve got nothing in the evening you
think oh I’ll just sit it out...and you just sort of put up
with your hour wait or whatever...

Carry on Regardless

[235] I’ve stayed at work a few times when I’ve seen
this not happening. I just stay at work and do another
hour...

Travel Later

[236] Yeah... it’s often better if you leave it a couple of
hours until like 8 or something and then it clears a bit.

Travel Later

[62] I wouldn’t actually look. I would just assume and
leave earlier.

Travel Earlier

[136] ...take alternative routes if you can... Change Route
[149] ...I’d always rather get the bus if I could, but it’s
not always the most convenient.

Change to Bus

[152] ...I leave really early in the morning... Travel Earlier
[156] Yeah I mean there is a period in the morning
which I think is roughly from around 8 o’clock leading
up to 9 o’clock where I would always try not to be
there if at all possible at that time...

Travel Earlier /
Travel Later

[157] ...Try and go really early... Travel Earlier
[159] Yeah, so I would avoid those kind of times. Travel Earlier
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Continuation of Table 4.3

Participant Comment Summarised
Action

[162] ...if I tried to get to work early, left a little bit
earlier, this was getting on a train before nine, it
seemed to take a lot longer than going after 9 o’clock...

Travel Later

[165] Because I had to backtrack and find another way. Change Route
[167] If possible, if you’re not stuck in the tube - you’re
at a station, then it may be... since Barclays bikes,
which I use, if you’re able to get off, go above ground
and get on a Barclays bike, then I do that.

Change to Cycle Hire

[168] Also, In CityMapper... it’s so easy to find out
another way to get somewhere. For me that’s just the
last year I’ve been using that...

Change Mode /
Change Route

[174] ...if I thought I was going to be stuck on a
platform underground for, well, an unknown length of
time I’d just want to get out. Yeah. Leave the station
and try and find another way.

Change Mode

[175] ... taking different routes... Change Route
[179] ...Leave an hour earlier... Travel Earlier
[252] ...then...talk about where alternative routes are. Change Route
[254] ...“Go to this station” or “Get this bus” or
whatever...

Change to Bus /
Change Station

[255] I would get out of the station to be honest I
think...

Change Mode /
Change Station

[256] Yeah, I’d maybe kind of guess that they’re gonna
be sending you a really long route...

Change Route

[263] ...1,000 other people who are trying to get on the
same us as you. I’d be like “I’ll go that way” and try
and get a different route.

Change to Bus

[264] ... Nobody has mentioned getting a taxi... [269] I
would... some periods of my life... you know. [270] Oh
yeah... payday.

Change to Taxi

[272] I use Uber a lot. Probably a bit too much. Change to Taxi
[377] So when the tube breaks down, you would
sometimes think about walking? [378] Deinitely...

Walk

Table 4.3.: Comments made by focus group participants relating to actions taken or con-
sidered in response to disruption to their journeys, and the associated actions
summarised from those comments.
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4.3.3. Categorising Response Behaviours

In the previous section, the actions described by focus group participants that they take

or consider taking in response to disruption to their journeys were summarised. The

next step of the analysis is to identify the set of behaviours that encompass all these

actions to take forward into the rest of the modelling process in subsequent chapters.

Since the survey also contributes directly to addressing this question, the final stage of

the qualitative analysis combines both the actions from the focus group analysis, and the

responses to questions on this topic from the survey (both the freeform and structured

questions). Table 4.4 presents this data, sorted into behaviour categories which group

related actions and responses. There is an aspect of subjectivity inherent in the process

of choosing the categories into which the data is sorted. However, it is important to bear

in mind the recommendations of Krueger and Casey (2014) that such questions should be

approached with consideration for what the researcher is trying to achieve. In this case,

the set of behaviours that results will be programmatically extracted from the datasets

discussed in section 3.3.2, so the categorisation of behaviours should consider the nature

of, and what can be identified within those datasets.

The “Carry On” category incorporates all those responses where the passenger does

not act in response to the disruption, regardless of sentiment or motivation as these

cannot be readily discerned from the utilised datasets. “Change Route” maps directly

to those responses where the participant has indicated using a different route within

the London Underground system. It is distinguished from “Change Mode”, where the

participant switches to an alternative mode of transport such as bus or tram, as these may

be discernable from the available data sources, and so may potentially be investigated

independently. Although the different alternative modes are likely to be identified through

methods distinct to each mode, they are grouped into a common category here due

to their conceptual similarity, in order to keep the set of behaviours to a manageable
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Category Short Name Survey
Responses

Focus Group
Responses

Carry on with the
journey as
originally planned

Carry On People who
answered “never”
when asked when
they actively
respond to
problems with
their journey.
“Wait it out” when
faced with
disruption.
“Wait on the
train” when a train
is stopped at a
station due to
problems up
ahead.
“Despair”.

Carry on
Regardless.

Change Route
within the London
Underground
System

Change Route “Change
Underground Line”

Change Route

Abandon the
Journey

Abandon Journey “Abandon the
Journey”
“Go for a drink”
“Work from home”

Work from Home

Travel from/to a
different station.

Change
Origin/Destination

“Walk to a
different station”
“Bus to Edgware”

Change Station

Travel at a
different time.

Change Time “Earlier/Later” Travel Earlier
Travel Later

Change mode of
transport used.

Change Mode “Get off and walk”
“Walk all the way”
“Change to other
rail”
“Change to bus”
“Change to Taxi”
“Walk”
“Cycle”
“Drive”
“Bus”

Walk
Change to Bus
Change to Cycle
Hire
Change Mode
Change to Taxi
Change to Rail
Drive

Table 4.4.: Grouping the responses to the survey and focus groups into 6 main passenger
actions taken in response to disruption encountered on commuter journeys.
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size. “Abandon Journey” is similar to “Carry On” in that it includes any response

that indicates giving up on the intended journey, regardless of the motivation, sentiment

or actual alternative behaviour, as these are not expected to be discernable from the

utilised datasets. “Change Origin/Destination” is distinguished from “Change Route”

as it results in a different origin or destination station being observed in the available

datasets, and was generally distinguished from using alternate lines between the same

origin and destination in the responses given by participants. Finally, “Change Time”

encapsulates travelling both earlier and later than normal, as although they may be

identified differently, they are clearly conceptually similar, similarly to the different modes

grouped under the “Change Mode” category. The construction of this set of six categories

of behaviour in response to disruption to passengers’ journeys directly addresses the third

question this chapter sought to investigate, and addresses the second objective of the

overall thesis.

4.4. Conclusion

This chapter sought to address three questions that form the basis of the research in

the subsequent chapters of this thesis. First, the data collection and analysis from the

London Underground Service Status API determined that while disruption is not the

normal state of the system, there is a base level of disruption that is communicated to

passengers, meaning that encounters with disruption are likely to affect the journeys of

regular passengers from time to time. Second, the survey results have provided evidence

that regular passengers are aware of the disruption affecting their journeys, although the

perceived extent and causes of this varies substantially amongst the survey participants.

Together, these two conclusions serve to support the characterisation of the transport

system in the conceptual framework as an equilibrium which is perturbed by incidents,
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causing disruption, and resulting in operators and passengers working in their own ways

to repair their journey within the new state of the system.

Finally, the survey and focus groups combined have identified a large number of actions

which passengers take or consider taking when faced with disruption to their journeys.

These have been categorised into six high-level behaviours: “Carry On”, “Change Route”,

“Abandon Journey”, “Change Time”, “Change Mode” and “Change Origin/Destina-

tion”, which together satisfy the second objective of the overall thesis, and provide the

set of behaviours which will be extracted from the smart card datasets in chapter 5 and

subsequently form the choice variable in the models of passenger behaviour in response

to disruption developed in chapter 6.
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5. Behaviour Extraction from Smart

Card Data

5.1. Introduction

This chapter describes the process of extracting the behaviours exhibited by London

Underground passengers in response to incidents they experience on their journeys from

the raw Oyster dataset. In the previous chapter, the six high-level behaviours that

passengers exhibit in response to incidents were identified, which provides the set of

behaviours that are to be extracted through the process presented in this chapter. Once

the instances of these behaviours have been extracted from the Oyster data, this new

dataset goes on to form the input to the passenger behaviour models, which are described

in the next chapter.

This chapter corresponds directly to the third objective of the overall thesis:

To build an understanding of the behaviours which individual passengers

exhibit when faced with disruption through programmatic analysis of

datasets collected on the London Underground.

The key challenge in fulfilling this objective is to determine an appropriate methodology

for interpreting the Oyster smart card travel histories of passengers to enable instances of
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the high-level behaviours defined in the previous chapter to be identified effectively. This

challenge is two-fold, including both the design of a suitable programmatic process for

transforming the data, and fully investigating the assumptions inherent in this process

due to the lack of suitable data to directly verify its accuracy.

The chapter begins with a review of relevant techniques in the literature for extracting

information from smart card datasets. This consists of two key areas: estimating variables

which are not directly observed in the datasets available, and identifying relevant patterns

in passenger travel behaviour. A third part to this literature review is also provided,

outlining the principles behind logistic regression, a technique which will be used in the

analysis of the results produced in this chapter. This literature review is followed by a

description of the data cleaning and preprocessing steps required to prepare the datasets

identified in section 3.3.2 for use in the behaviour extraction process. Subsequently, the

data extraction methodology itself is described in detail, followed by the results produced

by this process, and an overview of how they will feed into the behaviour models described

in the next chapter.

5.2. Review of Techniques

The rise of the Internet, coupled with the increase in quality and capability of mobile

communications technology, has lead to a rapid increase in the availability of data on

transport systems. The rapid adoption of smart card ticketing technologies is one of the

most dramatic consequences of this revolution (Blythe, 2004), providing one of the largest

available data resources on individual passenger journeys (Agard et al., 2007). One of

the earliest examinations of the potential benefits offered by these systems for transport

research was carried out by Bagchi and White (2005) who identified four key areas of

opportunity from this new data source:
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1. More data can be practically gathered than under a system relying on active data

collection such as travel surveys.

2. All data can be linked explicitly to the smart card, and thus potentially the trav-

eller themselves (although this can be limited in cases where the smart card is

transferable).

3. Data is collected continuously over much longer time periods than is possible with

manual surveys.

4. The most frequent customers of the transport operator can be identified.

These benefits have gone on to be harnessed in a variety of ways by researchers carrying

out an abundance of different investigations using smart card datasets. In this section,

the state of the art in methodologies for extracting passenger behaviours from smart card

data is presented, with a focus on techniques that may be of relevance to achieving the

objectives of this research. For a more general review of how smart card ticketing systems

work, the data they produce and the myriad of ways that has been harnessed, the reader

is referred to Pelletier et al. (2011).

The literature describing how information can be extracted from large bodies of smart

card data can be broadly split into two categories: estimating unobserved variables and

identifying passenger usage patterns. The first of these is concerned with providing

estimations of variables that might be considered to be part of the smart card dataset,

but are not observed directly due to the limitations of the real-world implementation

of the smart card system. The two most common examples of this are estimating the

alighting points of journeys on systems where only the boarding point is registered by

the smart card system, and estimating the route or vehicle choice of passengers. The

second category is concerned with identifying and extracting the underlying patterns of

passenger behaviour, typically in spatial or temporal terms. This includes identifying how
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Figure 5.1.: Overview of areas of literature related to extracting information from smart
card datasets.

passengers can be grouped based on the times of day or days of the week they typically

travel on, or which stations they typically travel from or to. This categorisation of the

relevant literature can be seen graphically in figure 5.1.

5.2.1. Estimating Unobserved Variables

Many public transport systems have smart card based ticketing systems with a flat fare

structure, where either boarding or alighting is recorded, but not both. Thus there is

a need for a process of trip estimation to take place to reconstruct the O-D matrix of

journeys taken from the incomplete picture provided by the raw smart card data. Prior

to the introduction of smart cards, Barry et al. (2002) investigated this issue on the

New York Subway system, where only boarding stations were recorded, and developed a

methodology based on two key principles: that users will start their next journey from

the station where the previous one ended, and that users will return to the station where

they first departed that day at the end of the day. In one of the first papers dealing with

this issue in the smart card era, Trépanier et al. (2007) describe a model that builds on

this, based around identifying regularly used stops of individual passengers based on their

entire journey histories including subsequent and previous days and assuming that only

167



minimal walking or other travel occurs outside the knowledge of the smart card system.

Munizaga and Palma (2012) expand on this to deal with a more complex, multimodal

transport system by specialising the assumptions about where the alighting point of the

previous journey was in relation to the next boarding point to the peculiarities of the

data collection for each individual mode.

In London, the ticketing system on the London Underground records both the entry and

exit points for each journey, making trip estimation unnecessary. This is not the case

for some other modes of transport in the city, most notably bus, where only entry data

is recorded. However, in the context of this research, the journeys being studied are

exclusively those made on the London Underground; bus is considered only in a general

sense as an alternative mode to which passengers could switch, without the details of the

destination of observed bus journeys needing to be known. Where multi-modal journeys

occur, each individual mode is often recorded separately by the smart card, requiring the

researcher to determine where separate records relate to the same, multi-modal journey.

In general, approaches taken to resolving this problem in the literature have their roots

in the method described by Seaborn et al. (2009), which is centred on determining a

suitable time window within which two smart card records are considered to be part of

the same journey.

Even when smart card data provides both the origin and destination of individual trips,

it does not generally provide the details of the exact route, line and vehicles used. Deter-

mining these additional factors is handled by a process of route and vehicle allocation.

This is an extensive area of transport research tracing its routes back to the common lines

problem - where there are multiple bus routes serving the same sequence of stops, and

it must be determined which of those bus routes the passenger completed their journey

on - addressed by Dial (1967) and subsequently Le Clercq (1972) through the medium of

trunk lines - an aggregation of the lines together where they serve common stops. This
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method was expanded to eliminate services which arrive later than subsequent services

(Chriqui and Robillard, 1975), and subsequently to disregard other unattractive routes

through the notion of strategies, where public transport users predetermine a set of at-

tractive routes, and disregard the rest (Spiess and Florian, 1989; De Cea et al., 1988).

Nguyen and Pallottino (1988) combine this concept of attractive routes together with

the idea of trunk lines to create the concept of a hyperpath, or a virtual path represent-

ing the weighted average of the various underlying real-world routes that are relevant

to the journey being made. The idea of congestion is introduced by Spiess and Florian

(1989) who consider that passengers over a certain threshold will fail to board a service

and must wait for the next, with a similar approach being taken by Cea and Fernández

(1993). Lam et al. (1999) and Cominetti and Correa (2001) account for the fact that

vehicles have a fixed, finite capacity, building assignment models that consider the fact

that a vehicle can be completely full at which point no more passengers can be assigned

to that particular vehicle until some exit it. Up to this point, temporal variations in

the demand and service provision have not been explicitly taken into account. However,

Nuzzolo and Crisalli (2004), Wahba and Shalaby (2009) and Liu et al. (2010) apply these

changes, even factoring in the possibility for supply and demand data to be provided in

real-time. Fu et al. (2012) provides a detailed review of the many recent incremental

developments in route assignment methodology.

Route/vehicle allocation provides a method by which the distribution of passengers across

individual routes within a transport system can be achieved, augmenting the trip matrix

produced either directly from the smart card data, or where necessary, from the trip

estimation process. However, beyond that, it does not provide any further insight into

individual passenger behaviour, so it’s applicability in achieving the objectives of this

chapter are limited to dealing with the need for route assignment to augment the raw

Oyster data.
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5.2.2. Identifying Passenger Usage Patterns

As smart-card ticketing systems have become established in public transport systems

across the world, researchers have started to make use of them as a resource for improving

their understanding of passenger behaviour. This is often achieved through investigating

the patterns that can be observed within smart card datasets. There are two main

facets to this: patterns within individual travel histories that allow the identification of

properties of the individual, of which the regularity of their travel is a notable example,

and patterns observed across the population as a whole allowing for segmentation of

similar passengers.

Utsunomiya et al. (2006) carry out one of the earliest investigations of patterns in smart-

card data, using data from the Chicago Transit Authority to explore what they refer

to as the “frequency” and “consistency” of use of services by smart card using passen-

gers. These represent how often smart card users use public transport, and the level

of variation in their choices of routes, origins and destinations. The authors limit their

analysis to weekday data, noting that usage patterns at weekends would be expected to

be significantly different to those observed on week days. The methodology applied is

relatively simple and exploratory in nature: determining the average number of journeys

made by each passenger over a typical week for frequency, and the average number of

origins, destinations and routes visited for consistency. Despite this simplicity, the study

generates some notable insights:

1. Only 1/3 of observed passengers used their cards on all five weekday within the same

week. Another 1/3 were observed on two or fewer weekdays, and the remaining

1/3 made journeys on 3 or 4 weekdays.

2. Consistency of route/line choice appears to be reduced where public transport den-

sity is higher.
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Building on this observation that a significant proportion of passengers do not travel

on more than 2 days during the working week, Lee and Hickman (2011), in a similar

investigation, set the threshold for considering someone a regular traveller if they make

two or more trips on a typical weekday, but do not set any expectation of how many days

they will travel on during a week.

Morency et al. (2006) explore regularity and the temporal patterns of smart card usage in

more detail. They identify the activity rate of cards (number of days where a smart card

was used versus number of days in the dataset), the number of times a day the smart

card is used, and the number of different locations at which the smart card is used as

indicators of regularity. They also create profiles of the temporal usage of each individual

smart card by splitting the week into 20 time bins, 4 on each of the five weekdays and

placing each smart card transaction into the bin for the time when it occurs. This is

then used with k-means and hierarchical agglomerative clustering techniques to identify

clusters of passengers with temporally similar travel behaviour.

A number of other authors build in these findings to explore methods of temporal clus-

tering for determining linked trips (Chu and Chapleau, 2008; Seaborn et al., 2009), but

their focus is on relating individual journeys together based on properties of the applicable

public transport networks, and so provide limited further insight into user segmentation

or individual behaviour.

While many of the studies previously described have investigated how journeys may

be clustered and combined together to provide spatial and temporal analysis of user

behaviour, Lathia et al. (2013) proposes taking this even further. In a recent analysis,

built upon data from Transport for London collected during 2010, Lathia et al. (2013)

explore how processing the population-wide smart card data to identify different types

of public transport user and then analysing these groups separately can produce a better

understanding of individual public transport users than by analysing the entire population
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on aggregate. The process they use to sort the users into different categories consists of

the following steps:

1. The operational day is split into 5 bins by time.

2. Each bin for each traveller is incremented whenever a journey is found in the dataset

that started in that time range.

3. The resulting vector representing public transport users journey start times is used

in conjunction with the formula in equation 5.1 to carry out what the authors term

an “agglomerative clustering process”, by grouping individual travellers together

where the similarity value computed by the formula is below a set threshold.

da,b =
1

5

5∑
i=1

∣∣∣∣aiA − bi
B

∣∣∣∣ (5.1)

The results of the process groups passengers into four broad categories: the typical com-

muters travelling in morning and evening peak times, those who travel primarily in the

morning, those who travel primarily in the evening, and those who travel primarily in

the middle of the day. By subdividing the passengers into these groups prior to analysis,

Lathia et al. (2013) show that the accuracy of the analysis can be improved over the

situation where all public transport users are considered on aggregate.

Lee and Hickman (2014) attempt to augment the smart card dataset by identifying usage

patterns that can be used as indicators of trip purpose. Unusually, the method they adopt

is to define heuristics which describe certain trip purposes, then matching the smart card

data to those rules. This is different to the approach taken in the majority of other studies

into smart card data clustering, where the clusters are not predetermined, and any real-

world labels are applied to those clusters after the fact based on the observed properties

of the clusters. While Lee and Hickman (2014)’s approach is less flexible in terms of what
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can be identified in the data, it does allow the researcher to be very specific in exactly what

patterns they are looking to match individual smart cards with, through the definition

of the heuristics. Mahrsi et al. (2014) tackles a related problem, using a temporal and

spatial profiling methodology for each individual card to identify the suspected home

location of the user, then combining this with socioeconomic data for these locations to

provide a model of public transport usage patterns based on socioeconomic variables.

A number of authors have investigated the regularly made journeys of individual passen-

gers in a spatial fashion using variations on the DBSCAN algorithm (Ma et al., 2013;

Kieu et al., 2013; Kieu et al., 2014). DBSCAN is a non-hierarchical clustering algorithm

where it is not necessary for the user to define the number of clusters, which groups items

into clusters based on the density of their occurrence (Ester et al., 1996). Making use of a

clustering process of this sort allows identifying regular travel behaviour even when there

may be variations in the exact route taken, or origin or destination stop, by considering

the spatial geometry of the network in the clustering process. However, not all recent

investigations of travel regularity follow this approach. Nishiuchi et al. (2013) identify all

origin-destination pairs for each individual card in their dataset, and express regularity of

travel in terms of how many different origin-destination pairs are observed for each card,

finding this to be significantly lower than the total number of journeys for the majority

of cards. Zhong et al. (2015) and Zhong et al. (2016) follow a different approach, similar

in many ways to that adopted previously by Morency et al. (2006), but with a focus on

the overall dynamics of the network. They construct spatial and temporal usage profiles

for each card, and aggregate them at different levels to see the overall variability in such

systems.

An overview of the key attributes of all the pattern analysis studies described in this

section is presented in table 5.1.
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Study Features
Extracted

Analysis
Methodology

Key Observations

Ut-
sunomiya
et al.
(2006)

Indicators of
regularity.

Counts and
averages.

Commuter-like behaviour must
be defined flexibly: only 1/3 of
passengers travel 5 or more days
a week.

Lee and
Hickman
(2011)

Indicators of
regularity.

Counts and
averages.

Define regular traveller based on
two journeys per day rather than
days travelled per week.

Morency
et al.
(2006)

Indicators of
regularity &
temporal
profile
clustering.

K-means
clustering /
hierarchical
agglomerative
clustering.

Activity rate as ratio of days
card used to days in dataset.
Number of locations where card
is used as indicator of regularity.

Chu and
Chapleau
(2008)

Linked trips. Custom
algorithm based
on spatial/tem-
poral details of
network and
journey history.

Identification of multiple trips
within dataset that represent a
single combined journey.

Seaborn
et al.
(2009)

Linked trips. Maximum
elapsed time
threshold
between mode
transfers.

Identification of multiple trips
within dataset that represent a
single combined journey.

Lathia
et al.
(2013)

Passenger
segmentation
by typical
travel times.

Agglomerative
clustering based
on time-of-day
bins.

Analysis of passenger behaviour
after typical travel time based
segmentation provides
advantages over aggregate
analysis of entire population.

Lee and
Hickman
(2014)

Indicators of
trip purpose.

Heuristic
matching of
observed data.

Clusters predetermined by
researchers, not by algorithm.

Mahrsi
et al.
(2014)

Passenger
home
location.

Counts and
averages.

Socioeconomic data linked to
individuals via identification of
their home location.

Ma et al.
(2013)

Geographical
identification
of travel
regularity.

DBSCAN
non-hierarchical
clustering.

Clustering journeys with an
awareness of network topology
allows observation of regularity
without the exact same stops
and routes being used.
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Continuation of Table 5.1

Study Features
Extracted

Analysis
Methodology

Key Observations

Kieu et al.
(2013)

Geographical
identification
of travel
regularity.

DBSCAN
non-hierarchical
clustering.

Clustering journeys with an
awareness of network topology
allows observation of regularity
without the exact same stops
and routes being used.

Kieu et al.
(2014)

Geographical
identification
of travel
regularity.

DBSCAN
non-hierarchical
clustering.

Clustering journeys with an
awareness of network topology
allows observation of regularity
without the exact same stops
and routes being used.

Nishiuchi
et al.
(2013)

Regularity of
travel.

Custom
aggregation and
averaging.

Definition of regularity of travel
in terms of number of different
O-D pairs appearing in the card
history.

Zhong
et al.
(2015)

Space/time
variability of
network
usage.

Custom
aggregation and
averaging.

Calculate metrics describing the
overall spatial/temporal
variability of network usage.

Zhong
et al.
(2016)

Space/time
variability of
network
usage.

Custom
aggregation and
averaging.

Calculate metrics describing the
overall spatial/temporal
variability of network usage.

Table 5.1.: Key attributes of studies extracting individual and population-wide patterns
from smart card data.

5.2.3. Discussion

In the preceding sections of this chapter, a range of techniques for estimating variables

that are not present in smart card data, and identifying patterns in passenger usage

from this data, have been presented. When considering the objective of this chapter, to

build an understanding of the behaviours passengers exhibit when faced with a disruption

through programmatic analysis of datasets collected on the London Underground, there

are a number of areas where this literature can be learned from, and where methods
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described by other authors can in part or in whole be applied to solve specific problems

in the methodology adopted in this thesis.

The first such area presented here is trip destination estimation. Although this is of

significant importance in many transport related studies, the specific parameters of the

investigation being carried out make this process unnecessary. On the London Under-

ground, origins and destinations are recorded for all journeys, meaning there is no need

for destination estimation to occur. Bus journeys in the Oyster dataset record only

the origin, which would normally make destination estimation a necessary requirement.

However, the focus of this research is exclusively on how London Underground passengers

respond to disruption, meaning that bus journey origins alone are sufficient to identify

instances of passengers switching from Underground to bus. However, were the topic of

the investigation broadened to include how bus passengers respond to disruption, this

exception would no longer apply.

Multi-modal smart card systems (and Oyster is no exception) typically record journeys

on different modes individually. The general consensus in the reviewed literature is that

determining linked trips, where records of journeys on different modes by the same pas-

senger are part of the same overall trip, can be identified by choosing an appropriate time

window during which two trips occurring are linked. In this thesis, this strategy will be

applicable to the identification of instances of the “change mode” behaviour in response

to disruption.

The final area of additional variable estimation discussed in this section covers vehicle

and route allocation. In the methodology adopted in this thesis, vehicle allocation is not

necessary, as none of the data sources used is expressed at an individual vehicle level.

However, were such data sources included, the lack of any vehicle level data in the Oyster

dataset would require a process of vehicle allocation to be undertaken. Route allocation,

on the other hand, is of significant importance. Route allocation in the literature reviewed
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is typically designed with the objective of determining the loading of different vehicles or

routes in the transport system in an aggregate fashion. However, in this work the topic

is relevant when approached from the opposite direction: determining the routes taken

by each individual in a disaggregate fashion. Since service schedule data is not available

for the dataset being investigated, schedule based methods in the literature cannot be

applied. Instead, frequency based methods must be considered. Frequency based methods

involve estimating the number of passengers taking each route, and subsequently assigning

them to the vehicles operating based on the average headways of those vehicles. However,

in this research, an additional dataset is available in the form of the RODS route choice

dataset, which provides overall aggregate figures for the proportions of passengers using

each route, and also the set of routes that are widely used by passengers for each origin-

destination pair. This negates the need for much of the complexity in these methods,

and allows the probabilities of each route choice to be used directly.

The investigation of passenger usage patterns has two distinct facets which are applicable

to the methodology to be developed in this chapter. The first is the concept of regularity.

As is clear from the studies that have been reviewed, a number of different definitions

of regularity have been advanced by different authors. These include the number of

times a week a given journey is made (e.g. Utsunomiya et al. (2006)), the number of

days in a sample time period the passenger travels (e.g. Morency et al. (2006)), and the

number of different origin-destination pairs a given passenger travels between Nishiuchi

et al. (2013)). In the specific case of this research, the identification of regularity for

individual passengers is utilised to determine where deviations from individuals’ regular

patterns of travel occur, in order to determine a possible disrupted journey. As a result,

the chosen definition of regularity must be defined at the individual journey level, and

definitions such as that of Morency et al. (2006) which do not consider the recurring

nature of individual journeys are not suitable. The evidence of Utsunomiya et al. (2006)

makes it clear that a naive definition of recurring travel, such as expecting a passenger
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to make the exact same pair of journeys 5 days per week, is too simplistic to cover many

of the regular travel patterns observed in reality. However, considering a pair of daily

journeys, one the inverse of the other, is a common and successfully applied approach to

identifying recurring travel behaviour across many studies. The ability to identify further

recurring patterns by using the geographical topology of the network even where the exact

station choices differ between journeys is utilised in some of the more recent works, but

has the drawback of additional complexity in the analysis process, and a requirement for

additional topological data describing the transport network.

The various techniques described in the literature for clustering passengers based on their

smart card travel histories provide the second area of passenger usage patterns that is

highly relevant to the methodological development of this chapter, as a similar process will

need to be undertaken to identify the behaviours being taken in response to disruption

from the Oyster dataset. The majority of the processes described in the literature are

designed around algorithmic clustering techniques, where the patterns are determined by

the method of data processing rather than being predetermined by the researcher. This

makes sense where lower level details such as where passengers most frequently travel

from and to, or what times of day they typically travel, are being explored. However,

in this research the patterns in the data that must be identified are more sophisticated,

as they describe higher level concepts such as “changing the station usually travelled

from” or “abandoning a journey”. Among the methods reviewed, the heuristic approach

of Lee and Hickman (2014) is notable in providing flexibility to the researcher to define

the clusters being sought, thus making it a suitable approach for identifying the desired

higher-level behaviours in this research.
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5.2.4. Review of Logistic Regression Models

Logistic regression is a technique which can be used to investigate the relationships be-

tween a number of explanatory variables and a categorical variable - a scenario which

arises when considering the sensitivity of the models developed in this chapter to various

assumptions within their structure. In order to provide the necessary background for

the use of this technique, this section introduces the standard form of the multinomial

logistic regression model from the point of view of its role as a member of the family of

generalized linear models (McCullagh and Nelder, 1989), including he process of fitting,

evaluation of goodness of fit and interpretation of parameters.

Formulation

Generalized linear models (GLM) are a group of models which extend linear regression by

enabling the response distributions and modelling functions of the mean to take the form

of other distributions than the normal distribution. Although many of the models in this

family existed already, they were grouped together with a single underlying theory by

Nelder and Wedderburn (1972). GLMs consist of three parts: a probability distribution

from the exponential family, a linear predictor, and a link function (McCullagh and

Nelder, 1989). The rest of this section follows the presentation of these models set out in

Agresti (2002).

In a GLM, the expected value of a variable Y is expressed as in equation 5.2, where βX

is the linear predictor in terms of the independent variables X and the parameters β, and

g is the link function.

E(Y ) = µ = g−1(βX) (5.2)
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Within the family of GLMs, a widely used model for categorical dependant variables is

the logistic regression model. In its simplest form, the binary logistic regression model for

the dependant variable Y modelled in terms of the explanatory variable X, is expressed

in equation 5.3, where p(x) = P (Y = 1|X = x) = 1− P (Y = 0|X = x).

p(x) =
eα+βx

1 + eα+βx
(5.3)

Correspondingly, the log-odds (called the logit) equates to the linear predictor from the

GLM model structure in equation 5.4.

logit[p(x)] = ln
p(x)

1− p(x)
= α + βx (5.4)

As with linear regression models, the logistic regression model formulation can support

both continuous explanatory variables as in the formulation introduced, or categorical

explanatory variables expressed as dummy variables, where a term xc is introduced for

each category c, and set to a value of 1 if the item in the dataset belongs to that category,

or 0 otherwise (Agresti, 2002).

The logistic regression model described above has only a single explanatory variable.

However, multiple explanatory variables can be used in a single model, giving the logit

probability as shown in equation 5.5 with n explanatory variables.

logit[p(x)] = α + β1x1 + β2x2 + ...+ βnxn (5.5)

This binary logit model can be generalised to a categorical dependent variable in the

form of the multinomial logistic regression model (Greene, 2012). These consist of a
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series of logit probability equations, one for each category which can be taken by the

dependent variable, where one category is defined as the baseline and the remainder

are fit simultaneously. The result is the simultaneous calculation of the log-odds for all

possible categories of the dependent variable, as shown in equation 5.6, where j is the

category of the dependent variable, and N is the number of explanatory variables in the

model.

logit[pj(x)] = αj +
N∑
i=1

βijxi (5.6)

Estimation

Typically logistic regression models are estimated using the maximum likelihood method.

The likelihood equations are shown in equation 5.7, where ni and yi refer to the number

of observations and the number of successes respectively across all observations with a

fixed xi and p̂i = exp(
∑

k β̂kxik)/[1+exp(
∑

k β̂kxik)], the maximum likelihood estimation

of p(xi). The full derivation for these equations can be seen in Agresti (2002).

∑
i

yixij −
∑
i

nip̂ixij = 0, j = 1, ..., p (5.7)

Unlike in ordinary linear regression, logistic regression models are solved numerically.

This results in the potential for substantial computational requirements when estimating

these models, particularly in the case of more complicated formulations such as in mixed

logistic regression models.
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Evaluation of Fit

There are a number of metrics that are relevant in assessing the goodness of fit of a

logistic regression model. When considering whether a model with additional explana-

tory variables performs better than another model, the likelihood ratio between the two

models can be calculated as shown in equation 5.8, where L0 is the log-likelihood of the

original model, and L1 is the log-likelihood of the model with the additional terms. A

chi-squared test can then be performed on this to determine whether the increased likeli-

hood is statistically significant relative to the number of additional explanatory variables

introduced (Agresti, 2002).

LR = −2(L0 − L1) (5.8)

Another common measure of the goodness of fit of a logistic regression model is the

Akaike Information Criterion (AIC). The AIC of a series of models using the same data

can be compared to carry out a model selection process. While it is also based on the

likelihood of the model, it also includes a penalty that increases proportionally to the

number of estimated parameters in the model to discourage overfitting (Akaike, 1974).

The AIC is calculated as shown in equation 5.9 where k is the number of parameters

estimated and L is the log-likelihood of the model.

AIC = 2k − 2L (5.9)

Neither of these measures is normalised with respect to the sample count of the dataset

with which the model was estimated, meaning that they cannot be used to effectively

compare models estimated with different datasets, as will be the case in the next chapter
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of the thesis. In such situations ad-hoc methods, such as the log-likelihood divided by the

sample count, are sometimes used, but there is a lack of rigorous justification for these

methods in the wider literature.

In discrete choice modelling, the rho-squared value is often used in evaluating the goodness

of fit of models. This is defined as in equation 5.10, where Lnull is the log-likelihood of

the null model and Lfinal is the log-likelihood of the estimated model (McFadden, 1973).

Essentially the goodness of fit of the model via this metric is determined by the ratio of

the improvement in predictive power of the estimated model over the null model.

ρ2 = 1− Lfinal
Lnull

(5.10)

Although this metric is typically used as a means to compare alternative specifications of

the same model, the normalisation means that a meaningful comparison between equiv-

alent models with different input datasets, as is the case in parts of this thesis, can be

made. However there is one key drawback of using rho-squared in this context, the fact

that it is based on the likelihood ratio means that the influence of the fit for each class

in the data on the value is proportional to the frequency with which that class occurs in

the dataset, meaning that the quality of fit for minority classes is under represented in

this metric.

Interpretation of Parameters

When interpreting any kind of model, there are a wide range of measures of effect size

which can be considered, with different measures having different properties and being

applicable to different types of model (Ialongo, 2016). In the case of logistic regression

models, the odds ratio is one of the most widely used such measures of effect size (Agresti,
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2002). The β values which are produced by the model fitting process represent the log of

the odds ratios – increasing the value of the explanatory variable by 1 results in an increase

in the odds of that outcome by eβ - the odds ratio (Greene, 2012). This is particularly

applicable when working with dummy variables, allowing for the direct comparison of the

impact of the different categories within a categorical explanatory variable on the model

output. Another way of measuring effect size is to calculate the “market-share” elasticity

of a model output with respect to an increase in a given explanatory variable Ben-Akiva

and Lerman (1985). This process is outlined and applied in section 5.6. This has the

advantage over the odds ratio of being scale independent, making it particularly useful

when assessing the effect size of continuous variables.

5.3. Data Preparation

In section 3.3.2, three main data sources were identified as being relevant to the behaviour

extraction process being undertaken in this chapter: the Oyster smart card travel history

datasets, the London Underground incident logs, and the RODS route choice dataset.

The first two of these have both a primary and secondary dataset, covering different time

periods. The primary datasets serve to provide the basis for the model development and

evaluation in the next chapter, while the secondary datasets are reserved for the final

evaluation step at the end of the next chapter, testing the model predictive performance

on an “unseen” dataset from a subsequent time period. In this section, these three

datasets are introduced in detail, their relevant properties described, and the process of

cleaning and preparation for use that has been undertaken is documented.
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5.3.1. Oyster Smart Card Data Set

The Oyster Smart Card dataset comprises a complete record of all transactions that take

place within the ticketing system of Transport for London. This includes when people

touch in (and in the case of rail-based modes, when they touch out as well) of public

transport modes and when they top up their cards, as well as all the various control

and reconciliation transactions that take place between the different nodes in the system.

Despite being referred to as the Oyster dataset, it also includes records of the journeys

carried out using the other accepted payment methods, as these are all reconciled through

the same computer system.

Availability

Two snapshots of the Oyster dataset have been provided by Transport for London to

enable this research. The first, larger dataset (referred to subsequently as the primary

dataset), consists of a complete record of all transactions taking place in the system

covering the 8 week period from 20/10/13 to 14/12/13 inclusive. The second dataset

(referred to subsequently as the secondary dataset) covers the time period from 19/1/14 to

7/2/14. Unlike the primary dataset, which does not encompass any extreme abnormalities

in the operation of the transport network, the secondary dataset includes 6 days which

were affected by strike action on the London Underground. As a complete suspension

of the metro network is beyond the scope of this investigation, the data from the days

affected has been excluded from the dataset for this work. The primary dataset will be

used for the main body of the investigation, and the secondary dataset will be used for

the final evaluation of predictive model performance on an unseen dataset as described

in section 3.4.3.
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Data Set Properties

The Oyster dataset consists of a series of individual transaction records that uniquely

represent every individual event to take place within the ticketing system of Transport

for London. At the time at which the dataset snapshots were collected, there were

approximately 19 million transactions on an average weekday, falling to approximately

12 million on Saturdays and approximately 8 million on Sundays.

Date & Time

Each transaction is annotated with a date/time tuple representing when it took place.

Transport for London days run from 04:30 until 04:29 the next day, reflecting the natural

transition in the patterns of public transport usage. Times are provided as an integer

representing a whole number of minutes, counted from midnight and, in rare situations,

can count beyond the end of the TfL day (ie. after 04:30 on the next day). The absence

of second-level (or more precise) time data limits the precision with which the data can

be analysed to the minute level.

Passenger Identification

Each Oyster card in operation has a unique code which identifies it to the Oyster system.

In the dataset, this identifier has been retained on all transactions, but in a hashed form.

This means that individual transactions by the same card share the same identifier, but

those identifiers have been irreversibly transformed from the identifiers of the actual cards,

so the dataset cannot be linked with any other information which might compromise the

anonymity of the passengers. Although the mapping between cards and individuals is not

a perfect 1-1 relationship, due to the nature of the Oyster fares system, it is financially
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Transaction Type Explanation
Validate Entry V2 Represents “touching in” on entering an

Underground, DLR or Rail station.
Validate Exit V4 Represents “touching out” on exiting an

Underground, DLR or Rail station.
Validate Bus Boarding Represents “touching in” on boarding a Bus.
Intermediate Validation Represents touching a “route validator” when

travelling by a cheaper route for a particular journey.
Validate Tramlink
Boarding

Represents “touching in” on entering a Tram
platform.

Table 5.2.: Journey related Oyster transaction types and an explanation of the records
they represent.

disadvantageous for individuals to use multiple cards, and the sharing of the same cards

between individuals is impractical for regular travelers. On this basis, since there is no way

of uniquely identifying passengers from this dataset due to the need to protect passenger

privacy, uniquely identifying cards provides an acceptable proxy for the purposes of this

research. This approach has similarly been applied by both Morency et al. (2006) and

Silva et al. (2015) amongst others.

Transaction Types

Each record in the Oyster dataset has a transaction type field which indicates the type

of transaction it corresponds to. There are a total of 58 different transaction types found

in the dataset, covering a range of reconciliation tasks, various accounting transactions

including topping up, the purchase of season tickets and the cancellation of charges, a

number of legacy transaction types, and the transaction types representing actual public

transport journeys. The relevant journey related transaction types are shown in table 5.2.

187



Underground/Rail Journey Attributes

All well-formed rail and underground journeys on the Oyster system consist of an entry

and and exit record at the starting and finishing station. However, there are some inter-

change locations on the network where the passenger must exit the system and re-enter

nearby (known as on street interchanges). This gives rise to two pairs of entry and exit

records that form part of the same overall journey. Similarly, there are some journeys

where an Intermediate record also exists to ensure application of the appropriate fare.

The origin-destination matrix of journeys can be constructed by linking these entry and

exit records into their appropriate pairs, based on the temporal ordering of the records.

However, it is not necessary to undertake this task manually as the Oyster system already

completes it automatically, in order to ensure the appropriate fare is charged to passen-

gers. Due to this, the entry records can be discarded, and the “station of first entry”

and “time of first entry” properties of exit records can be used to provide the origin and

journey start time. Aside from the Intermediate Validation records, which exist on only

a small minority of journeys, the Oyster system provides no further indication of the

route choice between the origin and destination stations once the passenger is within the

network.

Bus / Tram Journey Attributes

Bus and Tram journeys consist only of single transactions, recording the details of the

touch-in when the passenger boarded the vehicle. There are no transactions recorded

on alighting from vehicles. Boarding transactions include a record of the route number,

direction of travel and stop at which the boarding occurred.
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Card Type Explanation
CT OYSTER RETAIL

Regular retail Oyster cards.
CT OYSTER RETAIL SR4
CT BARCLAYS ONEPULSE Combined Oyster/Credit/Debit cards,

operated as a scheme with Barclays Bank.CT BARCLAYS DEBIT
CT OYSTER PHOTOCARD Discounted Oyster cards for students and

children.CT OYSTER PHOTOCARD SR4
CT RETIRED PASS

Oyster cards providing discounted
entitlements to senior citizens.

CT FREEDOM ELDERLY
CT FREEDOM ELDERLY SR4
CT FREEDOM DISABLED Oyster cards providing discount

entitlements to disabled passengers.
CT OYSTER VISITOR Special Oyster cards issued to some tourists.

Table 5.3.: Oyster card types included in the research dataset, and their explanations.

Card Type

The card type field identifies the specific type of Oyster or payment card which those

records correspond to. During the time period represented by this dataset there were 32

different card types in use. Many of these represent Transport for London staff and so

were excluded from the research, as they are used frequently when moving around within

the stations, generating a large number of spurious records that do not correspond to real

passenger journeys. Some of them are also discontinued card types for which no records

were generated during the relevant time period. Table 5.3 shows the card types that were

included for this research, along with explanations of what they represent.

Quality & Cleaning

The Oyster dataset consists of a large quantity of raw, machine generated data. This

means that there is substantial need for cleaning the data before it can be easily used.
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File Corruption & Invalid Rows

The primary Oyster dataset was provided as a series of comma-separated-value (CSV)

files, one per day’s worth of data. These had been compressed and subsequently cor-

rupted. By decompressing the file fragments which were not corrupted, the files were

pieced back together at the expense of a small number of records from the end of each

file (the exact number is not known, but based on the binary data size can be determined

to be in the low hundreds). There were also a small number of records (less than 100)

scattered throughout the dataset that were incomplete (missing some columns, and with

the values of the existing columns violating schema constraints, suggesting the entire row

was corrupted). These have been removed from the dataset. Altogether, the number

of rows removed at this stage was less than 500, an insignificant number in comparison

to the approximately two billion rows in the dataset as a whole. These data corruption

issues did not affect the secondary Oyster dataset.

Invalid Times

There are a small number of transactions with time fields which place them either before

04:30 on the calendar day corresponding to the TfL day in which they are listed, or

after 04:30 on the following calendar day. As this is something which should not occur

under normal operation, and the dataset does not provide any explanation as to why this

has happened, these transactions are considered to be invalid and are removed from the

dataset. This is a reasonable approach, as any processing of a real-time stream of such

data, as would take place in a real-world deployment of a system, could not encounter

such data due to the temporal impossibility of it occurring.
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Exclusion of Non-Passenger Cards

The transactions extracted for consideration include only those with a transaction type

and card type from the sets outlined previously. This ensures that the many entries and

exits of turnstiles by TfL staff in the course of their duties around stations do not affect

the overall picture of how many passengers are entering or exiting the station at a given

time. This has the unavoidable, but minor, side effect of also ignoring legitimate journeys

as passengers made by TfL staff on the same cards. However, even after this filtering

has taken place, a small number of cards are recorded to be completing large quantities

of journeys (up to several hundred a day) on the underground system. This is clearly

not possible under normal usage behaviour and so these passengers are removed from

the dataset. The threshold for this filtering is set at those who average more than 10

journeys per day over the entire 56 day period.

Journeys with Invalid Origin-Destination Combinations

Lathia et al. (2013) describe some further cleaning steps they adopted when working with

an older version of the same Oyster dataset. Two of these addressed removing records

that represent invalid combinations of origins and destinations for journeys. The first is

to remove records where the entry time recorded by the system is after the exit time.

This occurs relatively infrequently and appears to be due to intermittent technical issues

with the Oyster system. This process was also followed with the data in this research,

as it is not possible to reason about such journeys as they seemingly begin after they

have ended, suggesting an error on the processing system rather than an unusual travel

behaviour pattern. The second step Lathia et al. (2013) apply is to remove journeys

where the origin and destination are the same. However, there is a reasonable physical

explanation for this - passengers entering the station, and then deciding for some reason
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to abort (or continue by other means) their journey, thus leaving from that same station

again. As this is a behaviour that is relevant to this research, these journeys are not

excluded.

Exclusion of Ambiguous Stations

The London Underground network is not an entirely self contained system. There are

many places where stations and/or track are shared between it and the wider National

Rail network (including London Overground). Consequently, there are a number of places

where ticket barriers are shared between the two different systems, meaning it cannot

be unambiguously determined whether entries and exits corresponded to journeys on the

London Underground or the National Rail network. As a result of this, journeys beginning

or ending at one of these stations have been excluded from the dataset. Whilst this does

remove some potentially valid journeys from being considered in the investigation, it also

avoids the risk of invalid or misinterpreted data weakening the validity of the results. The

option then remains open for future work to consider how to include these stations and

deal effectively with the additional unknowns that would in this case be introduced into

the data. Table 5.4 provides the stations which were excluded along with the reasoning for

their exclusion. Readers familiar with London’s transport network may notice that there

are a number of stations that serve both London Underground and other rail services

from the same platforms which are not included in this table. The stations that are

explicitly excluded are those where journeys by different routes that do not share their

track with the London Underground are possible without any means of distinguishing

them in the data. This is a much smaller set of stations than those where the platforms

are shared but the routes run over the same tracks (and are thus affected by the same

incidents).
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Station(s) Reason for Exclusion
Wimbledon National Rail
Willesden Junction Overground Junction
Upminster National Rail
Richmond Overground / National Rail
Kensington Olympia Overground/National Rail

Table 5.4.: Stations which result in journeys being excluded when appearing as the origin
or destination due to ambiguity about whether or not the journey is within
the London Underground network.

Station Number of Identifiers
Bank/Monument 2
Canary Wharf 2
Kings Cross St Pancras 4
Stratford 2
Waterloo 2

Table 5.5.: Stations with multiple unique identifiers in the Oyster datasets.

Consolidation of Stations with Multiple Identifiers

Another cleaning step for Oyster data identified by Lathia et al. (2013) is the need to

unify the data for stations with multiple “unique” identifiers. This issue affects a handful

of larger stations with multiple ticket halls. Table 5.5 shows the affected stations and

how many identifiers each was found to have in the primary and secondary datasets. All

records featuring these stations were converted to use only a single identifier.

Bus Data Cleaning

Bus journey records provide fewer opportunities for identifying invalid transactions than

rail journeys due to only recording a single transaction on boarding rather than separate

boarding and alighting transactions. However, this is of less significance in this work,

as the focus of the investigation is on tube journeys, with bus data only being used as

an indicator that a change of mode has taken place. There is one cleaning step that
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Primary Oyster Dataset Secondary Oyster Dataset
Cleaning Step Rows

Remaining
Percent of

Total
Removed

Rows
Remaining

Percent of
Total

Removed
All Rail
Journeys

220,774,826 n/a 53,993,477 n/a

Remove
Journeys
Without Origin

213,316,141 4.28% 51,704,338 4.24%

Remove
Journeys With
Invalid Time

213,309,696 0.00% 51,704,312 0.00%

Remove
Non-London-
Underground
Journeys

140,823,342 31.9% 34,052,292 32.7%

Table 5.6.: Data set sizes before and after cleaning for rail records.

is applicable to the bus records and offers some benefit to this research in carrying out

- that of removing the journeys recorded with invalid times - either before or after the

beginning and end of the day respectively. The method for this process is the same as

described previously for tube journeys with invalid times.

Data Set Size

Tables 5.6 and 5.7 show the number of rail and bus records respectively in both the

primary and secondary Oyster datasets after each successive cleaning step, ending with

the number of records that are left for use during the model development and testing

process.
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Primary Oyster Dataset Secondary Oyster Dataset
Cleaning Step Rows

Remaining
Percent of

Total
Removed

Rows
Remaining

Percent of
Total

Removed
All Bus
Journeys

333,338,569 n/a 81,400,287 n/a

Remove Invalid
Times

333,335,796 0.00% 81,399,809 0.00%

Table 5.7.: Data set sizes before and after cleaning for bus records.

5.3.2. Incident Logs

The incident dataset consists of a complete log of all incidents that occurred on the

London Underground network over the research time period. Incidents are defined to be

any occurrence significant enough to give rise to passenger delays or other measurable

disruption to services, or to result in the need to record an unexpected occurrence for

any reason. Aside from this common definition, they range significantly in their form

and consequences. The dataset is a manually curated log, recorded after the incidents

themselves have occurred and collated periodically from other records.

Availability

Data covering the same time periods as the primary and secondary Oyster datasets

(referred to subsequently in the same way as the Oyster datasets) has been provided by

Transport for London. As with the secondary Oyster dataset, the dates on which large

scale industrial action was taking place have been excluded.
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Data Set Properties

Within TfL, there are a wide range of attributes recorded about individual incidents

within this dataset. However, many are focused on the internal attribution of responsi-

bility within the corporate structure of TfL, and thus of limited relevance to this project.

However, there are a number of properties which are of direct relevance, and these are

documented in the sections below.

Location

The location at which an incident occurs is indicated by reference to an individual station,

depot, or siding. Incidents occurring between stations are attributed to the station at

which the incident was managed (generally either the next or previous station to the line

segment on which the incident occurred). The individual line or lines where the incident

took place are also indicated as part of the location information, disambiguating which

lines at the incident location station are affected, and which are unaffected.

Dates & Times

The date of occurrence of individual incidents is provided, along with start and end times,

from which the duration can be inferred. Together this allows the data to be synchronised

with the Oyster datasets to see passenger entries/exits in time related to the occurrence

of an incident.
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Cause

The cause of the incident is identified in a complicated hierarchical classification system

used by TfL. This allows for relatively easy extraction of incidents with similar causes from

the dataset as a whole. Although focused primarily on the specific business needs of TfL,

the hierarchical nature of this categorisation system lends itself well to being adapted to

more coarse groupings to provide a more general categorisation of the causes of incidents,

which will be used in later modelling steps in the next chapter as an explanatory variable.

Consequences

The consequences, or “what happened” during an incident are described in detail, in-

cluding reports from staff managing the situation. Whilst this may be useful for manual

identification of similar incidents for analysis, due to the freeform nature of this data it

is of limited relevance for automated processing. Internally, TfL use a scalar measure

of the severity of the consequences called Lost Customer Hours, which is calculated by

multiplying the duration of the delay by the number of passengers delayed. However,

this field is not present in the dataset provided.

Quality & Cleaning

Unlike the Oyster dataset, the incidents dataset is manually curated and so has already

undergone significant cleaning and quality control when being produced. This ensures

that any clearly invalid records are not present in the dataset, there are still some specific

categories of records that are to be excluded for the purposes of this research.
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Incidents at Depots and Sidings

A significant proportion of incidents in this dataset are recorded as occurring in depots

or sidings. Although these are often recorded as resulting in lost customer hours, due to

the high frequency turn-up-and-travel nature of the London Underground, it is not clear

whether there would be any discernible disruption from the passenger point of view, as

no lines in passenger service are obstructed as a result of these incidents. For this reason,

these incidents are excluded from consideration in this research.

Incidents at Stations Excluded from Oyster Data Set

When cleaning the Oyster dataset, journeys starting or ending at a number of stations

were excluded from further consideration. Incidents occurring at those same stations are

excluded as without journeys originating or ending at those locations, many of the pas-

senger behaviours for those incidents would not be identifiable, rendering the behaviour

extraction process ineffective on those datasets. This is an acceptable compromise as it

is only affects a small number of stations.

Short Duration Incidents

The duration of incidents is recorded in whole numbers of minutes, ranging from 0 to

409 minutes in the primary dataset. The distribution of incident durations, shown in

Figure 5.2, is heavily weighted towards the shorter durations, with a long tail of occasional

much longer incidents. Intuitively, this make sense, as you would expect there to be

many more minor incidents than major incidents, with incident duration being strongly

correlated with the perceived severity of the incident. However, incidents with a very

short duration are unlikely to result in significant change in passenger behaviours as
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Figure 5.2.: Distribution of incident durations in the primary and secondary datasets.
The small number of incidents over 120 minutes in duration have been ex-
cluded for clarity of display.

they are unlikely to be severe enough to result in passengers being made aware of the

existence of a problem through passenger information channels. It is also more challenging

to identify that journeys have been affected by very short incidents. As a result of these

considerations, all incidents below 10 minutes in length have been excluded from the

dataset for the purposes of this research, with the choice made to focus specifically on

investigating the remaining longer-duration incidents.

Duplicate Incidents

Despite the manual curation of this dataset, there are a small number of duplicate records.

These are identified as duplicates by them having the same date, time, location and

duration. The existence of these duplicates appears to be a quirk of the system that

manages the incident dataset, and since they provide no additional information, they are

removed from the dataset before use.
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Primary Incident Dataset Secondary Incident Dataset
Cleaning Step Rows

Remaining
Percent of

Total
Removed

Rows
Remaining

Percent of
Total

Removed
All Weekday
Incidents

3928 n/a 880 n/a

Remove
short-duration
incidents

368 90.6% 80 90.9%

Remove
Incidents at
Depots/Sid-
ings/Excluded
Stations

337 0.79% 74 0.68%

Remove
duplicate
incidents.

331 0.15% 69 0.57%

Table 5.8.: Incident dataset sizes before and after cleaning steps.

Data Set Size

Table 5.8 shows the number incidents respectively in both the primary and secondary

incident datasets after each successive cleaning step, ending with the number of incidents

that are left for use during the model development and testing process.

5.3.3. RODS Route Choice Data Set

The Rolling Origin-Destination Survey (RODS) is an annual travel survey conducted by

Transport for London to manually gather a large sample of a range of different aspects

of passenger travel patterns and behaviour (Transport for London, 2013). One particular

dataset produced by the RODS survey that is of interest in this research is the Route

Choice dataset. This consists of the interchange stations used by passengers between

their overall origin and destination stations on the London Underground. By treating

this data on aggregate, it is possible to determine the different routes passengers use
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between origin and destination stations and the relative frequency of each different route

where multiple exist between a given O-D pair.

Availability

The RODS data is collected annually, each autumn. Since the Oyster dataset being

used covers Autumn/Winter 2013-2014, the closest available RODS dataset is also used

- that of Autumn 2013. There were no major changes to the structure of the London

Underground network (in terms of stations, lines and fare structure) between the time the

RODS data was collected and the end of the secondary Oyster dataset, so it is unlikely

that the relative route popularities would have changed significantly during this time

period.

Data Set Properties

The RODS route choice dataset is a simple CSV file consisting of one row per origin /

destination / interchange-locations tuple.

Origin & Destination

Each row contains an origin and destination indicating the start and end locations of

the overall passenger journey. Where a journey consists of another mode of transport,

only the part of the journey on the London Underground is considered, so the origin

and destination stations provided are always for the London Underground portion of the

journey.
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Interchange Locations

Each row in the dataset represents one route between a pair of origin and destination

stations. The interchange locations identify the stations at which the passenger made an

interchange between different lines to complete that journey. For a given O-D pair, there

may be a number of rows in the dataset, each with a different set of interchange locations,

reflecting the different routes taken by different passengers making that journey.

Number of Passengers Recorded

The final item in each RODS route choice record is the number of passengers in the

RODS sample reporting using the indicated interchange points between the indicated

origin and destination stations on the journey during which they were surveyed. By

summing the total number of passengers in this property for all entries for a given origin

and destination in the RODS route choice dataset, the relative ratios of usage of each

route can be estimated for the passenger population as a whole.

Quality & Cleaning

The RODS Route Choice dataset is a relatively simple, single purpose dataset, which

has been manually constructed by extracting data from the wider RODS dataset. As a

result, there is minimal need for further cleaning before it can be used in this research.

Stations Excluded from Oyster Data Set

When cleaning the Oyster dataset, journeys incorporating a small number of stations

were excluded from the dataset. Routes in the RODS route choice dataset starting or
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ending at these stations also need to be excluded as there will be no journeys from or

to those stations remaining in the Oyster dataset. As none of the affected stations is

an interchange point within the London Underground network (journeys interchanging

to National Rail or London Overground are not considered in this research), this has no

effect on the relative weights of different routes through these stations.

5.3.4. Synchronisation of Data Sources

In order to make use of the different data sources in a single process or model, it is

necessary for them to be synchronised together in a meaningful way. At a high level, this

means they must correspond to the same locations and time periods, but also at a more

detailed level it is necessary to consider how the data sources can be linked together. The

Oyster and Incident datasets are both available covering the same time period, and are

date and time stamped in such a way as to trivially enable building a timeline of when

different events occurred across both datasets. The RODS route choice data is collected

once per year, with the dataset temporally closest to the other datasets being chosen for

use in this research.

5.4. Model Design

In this section, the first component of the two step modelling process is described. To

recap from section 3.3, the actual modelling process makes up two of the three steps in

the overall research process: identification and programmatic extraction of behaviours

from the raw Oyster dataset, and modelling of the passenger behaviour in the face of

incidents in terms of these behaviours. Conceptually, the process described in this chap-

ter is concerned with performing a reduction converting the expansive Oyster dataset
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Behaviour
1 Carry on with the journey as originally planned.
2 Change Route within the London Underground System.
3 Abandon the Journey.
4 Travel from/to a different station.
5 Travel at a different time.
6 Change mode of transport used.

Table 5.9.: Generalised behaviours shown by passengers in response to incidents on the
London Underground.

expressed in terms of O-D pairs describing journeys, into a much smaller dataset express-

ing behaviours passengers displayed in response to incidents. This provides the input

data for the second modelling step, which is carried out in terms of these behaviours and

described in the next chapter.

5.4.1. Overview

In chapter 4, six general behaviours exhibited by London Underground passengers were

identified. These are presented in table 5.9. The process being described in this section

aims to identify instances of these behaviours being exhibited by passengers in response

to incidents through analysis of the primary Oyster dataset, in conjunction with the

corresponding incident dataset.

The first challenge with this process is to define these behaviours in terms of the data avail-

able. This process is intrinsically restricted by the information available in the datasets

being processed. The behaviours have been identified based on a qualitative investigation

of how passengers self-report their actions and considerations when finding themselves in

incident situations, and then grouped based on conceptual similarity to give the set of 6

behaviours in table 5.9. As a consequence of the behaviours being defined by passenger

perception, there is no implicit definition of them in terms of the datasets themselves.
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The algorithms designed to extract the behaviours attempt to create such a definition

based on a conceptual understanding of each behaviour, but there is inherently a degree

of subjectivity in determining whether the behaviours as described match precisely to

the heuristics designed to identify them. Rather than attempting to assess the degree

to which the heuristics match the behaviours they purport to extract, an alternative ap-

proach is to consider the heuristics to be the canonical definition of the behaviours they

extract, and instead to assess whether those behaviours are the most useful for practical

applications of the model. The investigations in Chapter 4 provide a strong evidence

base for this from the passenger point of view, but overall this must be verified (and

iterated upon) through in-field testing in the specific usage scenario in which the model

is ultimately to be used.

Ideally, the modelling process would be able to identify all six behaviours when exhib-

ited by any passenger in response to any incident. However, in practice, what can be

identified is limited by the information content of the data sources being used. Since the

details of the journeys made are identified exclusively from the Oyster dataset, which

passively records origins and destinations without any information describing the pur-

pose or intent of the journey, the only process through which we can identify changes in

behaviour is via comparison with some baseline pattern which can be regarded as normal

behaviour. Since the modelling process operates on individual passengers at a disaggre-

gate level, it is necessary to identify a baseline pattern of typical journey behaviour for

each passenger. For passengers with inconsistent travel patterns, this presents a signifi-

cant challenge. However, commuter-like behaviour (recurring daily journeys from home

to work/school/etc with a subsequent return journey) is very common among London

Underground passengers. Thus, in order to simplify the process of establishing normal

travel behaviour, the journeys investigated are limited to the recurring journeys exhibited

by commuter-like passengers, and to incidents occurring on weekdays.
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Figure 5.3.: Block-level diagram of the heuristic behaviour extraction process.

The overall block-level structure of the behaviour extraction process is shown in fig-

ure 5.3. First, cards exhibiting “commuter-like” behaviour and the recurring journeys

they make are identified. Then, incidents that would have intersected with these journeys

are identified both in time and in space, with the likelihood of these intersections being

expressed in probabilistic terms. Then, the individual heuristics are applied to identify

which behaviour is exhibited in the case where the recurring journey intersected with the

incident, providing the output data, consisting of the set of passenger attributes, jour-

ney attributes and incident attributes, along with the the behaviour that was exhibited.

This data forms the input to the second step of the modelling process, described in the

206



next chapter. In the following sections, each step of the behaviour extraction process is

described in detail. Table 5.10 provides a key of the algebraic notation used throughout

this section to define the behaviour extraction process.

Sets

J the set of all journeys made on the London Underground by an
individual card during the time period of the dataset under study.
Individual journeys within this set are defined by the tuple of {origin,
destination, start time, end time, day}.

Jod the subset of J representing journeys between origin o and destination
d.

B the set of all journeys made by bus by an individual card during the
time period of the dataset under study (analogous to J). Individual
journeys within this set are defined by the tuple of {route, start time,
day}.

Bl the subset of B representing journeys on bus route l.
I the set of all incidents occurring on the London Underground network

during the time period of the dataset under study. Individual incidents
within this dataset are defined by the tuple of {location, time, date,
duration}.

R the set of all recurring London Underground journeys for an individual
card during the period under study.

Q the set of all recurring Bus journeys for an individual card during the
period under study.

Dtube the set of days within the time period of the dataset under study on
which a London Underground journey between an individual
origin-destination pair was made by an individual card.

Dbus the set of days within the time period of the dataset under study on
which a bus journey on an individual route was made by an individual
card.

C the set of all counts of passengers travelling between a given
origin/destination pair for all recorded routes between that
origin/destination pair.

Uji the set of all routes which are valid for a journey j and pass through
the location at which incident i occurs.

Hx the set of recurring journey/incident interactions for a given user during
the time period of the dataset under study matching heuristic x.

Constants

kcon cutoff value of journey consistency in the definition of recurring
journeys.

kfreq cutoff value of journey frequency in the definition of recurring journeys.
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Continuation of Table 5.10

kspace cutoff probability for determining if a journey intersects in space with
an incident.

ktime cutoff probability for determining if a journey intersects in time with an
incident.

w the width of the triangle distribution used for identifying
incident/journey intersection in time.

Terms

cod the consistency of a recurring journey between origin o and destination
d.

fod the frequency of a recurring journey between origin o and destination d.
cl the consistency of a recurring journey on bus route l.
fl the frequency of a recurring journey on bus route l.

Ptime(j, i) the probability of an intersection in time between journey j and
incident i.

Pspace(j, i) the probability of an intersection in space between journey j and
incident i.

u an individual route between an origin/destination pair on the London
Underground.

Cu the count of all passengers travelling between a given origin/destination
pair by a given route, u.

Subscripts

o the origin of a journey/recurring journey.

d the destination of a journey/recurring journey.

a the day on which a journey/recurring journey/incident occurred.

s the start time of a journey or incident.

e the end time of a journey or incident.

t the time at which the journey is estimated to have passed the incident.

µ the mean of a recurring journey’s start time.

σ the standard deviation of a recurring journey’s start time.

l the route number of a bus journey.

Table 5.10.: Key of algebraic notation used in defining the heuristic behaviouir extraction
process.

5.4.2. Recurring Journeys

The first step in the behaviour extraction process is the identification of recurring tube

journeys. As explained in the previous section, the data used is restricted to weekdays
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only, to allow the identification of “commuter-like” recurring journey behaviour in a large

number of cards. We define the set J to represent the set of all journeys made by a card,

within which Jod is the set of all journeys from origin o to destination d made by that

card. We can identify the set of all recurring journeys made by that card, R, using

equation 5.11, where cod represents the consistency with which a journey from origin o to

destination d is observed for the given passenger, and fod is analogous for the frequency

with which the journey is observed.

R = {r ∈ J |crord ≥ kcon, frord ≥ kfreq} (5.11)

Equation 5.11 expresses whether a journey from o to d qualifies as a recurring journey

based on comparing the consistency and frequency with which that journey is observed to

the cut-off constants kcon and kfreq. Referring back to the review of techniques earlier in

this chapter, a number of authors, most notably Utsunomiya et al. (2006) note that recur-

ring or commuter-like behaviour is generally subject to rather more variation than might

be assumed. Frequency and consistency as defined in this methodology and the varying

of the cut-off values at which these are considered to define a recurring journey, serve

to encapsulate this flexibility in the definition of what constitutes a recurring journey.

Equation 5.12 shows the consistency of journeys between o and d by a given card: cod,

which is defined as the ratio between the frequency of that journey by that card and the

number of days on which that card makes a tube journey, Dtube. In turn, equation 5.13,

where [x] is the cardinaltiy of set x, defines the frequency of journeys between a given o

and d, fod to be the number of days on which a given card undertakes a journey between

o and d within the data sample. The appropriate values of the two cut-off constants, kcon

and kfreq are investigated further in the subsequent results section.
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cod =
fod
|Dtube|

(5.12)

fod = [d ∈ Dtube|∃j ∈ Jod|ja = d] (5.13)

The set of recurring recurring bus journeys, which will be required for the “Change Mode”

heuristic described subsequently, is determined analogously, with Q representing the set

of all recurring bus journeys made by a card and B the set of all bus journeys made by

that card. Since bus journeys record only the boarding action of the journey, instead

of an origin and destination, recurring journeys are identified based on the route that is

boarded, l. Equation 5.14 shows how the set of recurring bus journeys is determined, and

equations 5.15 and 5.16 show the respective consistency and frequency calculations for

recurring bus journeys.

Q = {q ∈ B|cl ≥ kcon, fl ≥ kfreq} (5.14)

cl =
fl
|Dbus|

(5.15)

fl = [d ∈ Dbus|∃b ∈ Bl|ba = d] (5.16)

5.4.3. Route Choice

In order to determine which lines were used and which stations were passed through on

a given card’s journey, it is necessary to perform a process of allocating journeys to their
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actual routes through the system. Since no data beyond the origin station and destination

station is available for individual journeys, this cannot be carried out deterministically

with the data available. However, using the previously described RODS route choice

dataset, it is possible to identify the routes through the system used by the passengers

sampled in RODS along with the relative frequencies with which each route is observed

between an O-D pair. Thus we can consider the probability that an individual card took a

particular route in terms of these relative weightings as expressed in equation 5.17, where

P (u) is the probability of route u being taken, C is the set of all counts of passengers

within the RODS data travelling between the O-D pair by all routes, and Cu is the count

of passengers travelling by route u.

P (u) =
Cu∑
c∈C

c
(5.17)

Each route in the RODS route choice dataset is described as a set of stations at which

an interchange took place. Thus, a route can be considered to be a graph consisting

of nodes (origin, destination and interchange stations) connected by edges (individual

lines). The RODS dataset provides the points of interchange, but where there are multiple

lines directly linking each pair of stations that make up the journey, it does not provide

any indication of which line is chosen. The most rigorous approach to determining this

information would be to survey passengers directly (or for an additional parameter – the

line used – to be collected in the RODS survey). However, this is impractical within the

scope of this thesis, meaning an approximation based on the data that is available must be

used. The existing studies on public transport route allocation reviewed in section 5.2.1

have also faced the same challenge. A widely adopted solution to this problem is, in

essence, to consider it as a shortest-path problem, although as the range of factors taken

into account such as differences in headway times and congestion increases, the definition
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of the distance function for the paths becomes increasingly complex (see Schmöcker (2006)

for a detailed exploration of relevant route choice literature). In this thesis, as crowding

and capacity are not being considered, the chosen route is determined to be the line which

joins a given pair of nodes with the fewest intermediary stations between them, on the

basis that the number of stops between an origin and destination acts as a reasonable

proxy for journey time from the passenger point of view on a high density metro network

such as the London Underground. Where two or more lines both meet this criteria, the

route is split into multiple separate routes and the total probability for this route is split

equally between them.

5.4.4. Incident Intersection

In order to determine whether a journey may have interacted with an incident, it is nec-

essary to determine whether that journey intersected with the incident both in spatial

and temporal terms. Part of the challenge with this is to effectively identify the area

of impact of an incident. On metro rail networks, service frequency is generally high

enough that passengers do not concern themselves with the specifics of the timetable,

but instead turn up at a station whenever they like and expect a service to arrive within

a reasonable time frame. As a result of this, communication around incidents tends to be

in more general terms than stating the number of minutes by which individual services

are delayed. On the London Underground, this takes the form of status indicators for

the lines, describing whether they are experiencing minor or severe delays, or suspension

(in part or in whole). Since the incident dataset used in this research provides only the

location and a free text description of the incidents which have occurred, it is not possible

to directly identify the wider topological area of impact of these incidents. Instead, a nar-

rower definition is used, stating simply that if a journey passes through the station where

an incident occurred, on a line and in a direction of travel that was affected, that journey
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intersects with the incident in geographic terms. This provides a high level of assurance

against false positive incident intersections, but at the price of a level of false negatives,

where incidents may have had a much wider effect, causing disruption to passengers fur-

ther along disrupted lines who did not pass directly through the station at which the

incident is recorded as occurring. The choice to use the most conservative definition of

geographical intersection of a journey with an incident is made due to the impossibility

of validating whether a journey that does not directly pass through an incident location

is affected by that incident without additional datasets to provide evidence for this. As

a result, some possible disrupted journeys will be missing from the datasets generated in

this chapter, but without further data the alternative would be to risk undermining the

results by falsely suggesting that undisrupted journeys were disrupted.

Determining which lines and which directions of travel along those lines are being used

in a given route is made more complicated in the case of London Underground by the

fact that many of the lines have multiple branches (Metropolitan, Piccadilly, District,

Northern and Central), several of the lines have loops (Central, Circle and Piccadilly),

and one line has branches which separate and subsequently reconverge (Northern). In

order to simplify this a process referred to as route linearisation is carried out. Instead

of considering each named line, they are split into a number of overlapping straight line

sections, which taken as a whole can cover all plausible journeys along a line with a

single straight line section. Table 5.11 shows the full list of these linearised lines. As

the incidents dataset does not identify directly which lines and directions are affected, a

manual process of determining this from the free-text descriptions of the incidents has

been carried out, with each incident being manually annotated with the linearised lines

and directions of travel along those lines which are affected. This provides the necessary

information to identify whether a given route of travel has spatially intersected with an

incident.
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Tube Line Linearised
Line
Number

Linearised Line Route

Bakerloo BAK Harrow & Wealdstone ->Elephant & Castle
Central CEN1 West Ruislip ->Roding Valley via Hainault
Central CEN2 West Ruislip ->Epping
Central CEN3 Ealing Broadway ->Roding Valley via

Hainault
Central CEN4 Ealing Broadway ->Epping
Central CEN5 Newbury Park ->Woodford via Hainault
Circle CIR1 Hammersmith ->Bayswater via Outer Rail
Circle CIR2 Cannon Street ->Edgware Road via Outer

Rail
District DIS1 Ealing Broadway ->High Street Kensington
District DIS2 Ealing Broadway ->Upminster
District DIS3 Richmond ->High Street Kensington
District DIS4 Richmond ->Upminster
District DIS5 Wimbledon ->Edgware Road
District DIS6 Wimbledon ->Upminster
Hammersmith & City HAM Hammersmith ->Barking
Jubilee JUB Stanmore ->Stratford
Metropolitan MET1 Chesham ->Aldgate
Metropolitan MET2 Amersham ->Aldgate
Metropolitan MET3 Uxbridge ->Aldgate
Metropolitan MET4 Watford ->Aldgate
Northern NOR1 High Barnet ->Morden via Bank
Northern NOR2 High Barnet ->Morden via Charing Cross
Northern NOR3 Mill Hill East ->Morden via Bank
Northern NOR4 Mill Hill East ->Morden via Charing Cross
Northern NOR5 Edgware ->Morden via Bank
Northern NOR6 Edgware ->Morden via Charing Cross
Piccadilly PIC1 Cockfosters ->Uxbridge
Piccadilly PIC2 Cockfosters ->Heathrow Terminal 5
Piccadilly PIC3 Cockfosters ->Heathrow Terminals 123 via

Heathrow Terminal 4
Victoria VIC Walthamstow Central ->Brixton
Waterloo & City WAT Waterloo ->Bank

Table 5.11.: List of “Linearised” tube lines.
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Keeping in mind the fact that the exact route through the network taken by passengers

is not known, but instead takes the form of a probability distribution across a set of

routes, geographical intersection of incidents is represented in the same fashion. The

probability of an intersection in space between a journey j and an incident i is expressed

in equation 5.18 as the sum of the probabilities of each route being taken for that journey

across all routes which intersect with the incident in space. By summing the probability

of all routes in this set, the total probability of the journey intersecting spatially with the

incident is determined.

Pspace(j, i) =
∑
u∈Uji

P (u) (5.18)

Once it has been determined that a route has intersected spatially with an incident, it

can then be determined whether this intersection took place within the time period that

the disruption was occurring. In the incident dataset, a duration for the incident can

be identified. Although it is possible that the disruption resulting from an incident may

continue beyond this duration, as the “end” of the disruption is not a precisely defined

occurrence, as this duration indicates what was operationally considered the end time

of the incident, it provides the best available indication of the time period during which

significant operational consequences (i.e. disruption) were occurring. To determine the

probability with which a journey intersects temporally with an incident, the time at which

it would have passed through the incident location with reference to the known departure

or arrival time of the journey is estimated. The average journey time from the Oyster

dataset between the reference location and the incident location provides an estimate for

the time at which the incident location would be passed, and a triangle distribution as

per equation 5.19 is applied to make allowances for the variability inherent in the incident

duration and estimated time of passing the incident location. Equation 5.19 shows how

this probability is calculated based on a time window either side of the incident duration
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of w minutes. By varying the probability cutoff in the heuristics defined subsequently,

it is possible to vary the extent to which journeys passing the incident location at an

estimated time outside of the incident’s duration are considered to intersect with the

incident. In these equations, jt represents the time at which the journey is estimated to

pass the incident location and is and ie represent the start and end time of the incident

respectively.

Ptime(j, i) =



0 jt < is − w

1− is−jt
w

is − w 6 jt < is

1 is 6 jt < ie

1− jt−ie
w

ie 6 jt < ie + w

0 jt > ie + w

(5.19)

5.4.5. Identifying Behaviours

Now that a methodology for determining the routes through the network for a given

origin and destination has been determined, along with a way of identifying whether a

given journey would have been affected by a given incident, it is possible to describe the

method for identifying which of the individual behaviours are being exhibited in each

occurrence. Referring back to table 5.9, there are 6 behaviours that have been identified

as being exhibited by passengers when encountering incidents on their journeys. However,

behaviour 2 - change of route within the network - cannot be identified from the datasets

being used within this investigation. The Oyster dataset provides only the origin and

destination of the journey, with no intermediate route indication. The RODS route choice

data, which is used as described previously to calculate the relative probabilities of each

route being taken between an origin and destination pair, does not provide any indication

of the routes taken in individual journeys. Instead, the remaining five behaviours are
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explored here, with change of route being inseparable from carry on behaviour.

The Carry On heuristic identifies instances of a passenger’s recurring journey intersecting

with an incident, but where the recurring journey is completed as normal, without any

change being made to that journey. Equation 5.20 shows the working of this heuristic.

The set of all tube journeys by a given card is represented by J , and R is the set of

all recurring tube journeys by the same card o and d refer to the journey’s origin and

destination respectively, and kspace and ktime are the cutoff constants for space and time

respectively for determining whether a journey intersects with a given incident.

HCON ={j|j ∈ J,

∃r ∈ R|ro = jo; rd = jd,

∃i ∈ I|Pspace(j, i) > kspace, Ptime origin(j, i) > ktime

}

(5.20)

There are a number of ways in which a passenger can abandon their journey, but from

the point of view of the Oyster dataset, these can be grouped into three categories: aban-

doning before entering the first station on their route, abandoning by leaving the system

part way along their route, or abandoning by entering the system and then subsequently

leaving the system again at the origin station. As the first of these leaves no record in

the Oyster dataset, cards enacting this behaviour cannot be distinguished in the existing

dataset from cards who have simply not travelled on the relevant day. The second group

are encompassed within the subsequent group of passengers who change the origin or des-

tination station of their journey, leaving the third group: those who enter and leave from

the same station (referred to as Same Station Exits) to be identified by this heuristic,

as expressed in equation 5.21. The heuristic identified journeys which both began and
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ended at the origin station of one of the card’s recurring journeys, where the timing is

such that had the recurring journey been conducted in full (the hypothetical journey) it

would have intersected with an incident.

HABORT ={j|j ∈ J,

jo = jd,

∃r ∈ R|jo = ro,

∃i ∈ I|Pspace(r, i) > kspace, Ptime origin(r, i) > ktime

}

(5.21)

The third heuristic identifies journeys where the passenger has changed the origin or

destination of their journey in response to an incident. This process works by identifying

journeys where the origin or destination (but not both) match with those of one of

the passenger’s recurring journeys. To determine whether they were attributable to the

incident, as with the previous heuristic, the hypothetical journey (if the journey carried

out had matched the recurring journey) is tested for intersection with incidents. The

heuristic is shown in equation 5.22.
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HCOD ={j|j ∈ J,

∃r ∈ R|(ro = jo)× (rd = jd),

((ro = jo)∨

∃i ∈ I|Pspace(j, i) > kspace, Ptime origin(j, i) > ktime))

∧ ((rd = jd)∨

∃i ∈ I|Pspace(j, i) > kspace, Ptime dest(j, i) > ktime))

}

(5.22)

The next heuristic identifies the case where the passenger carries out one of their regular

recurring journeys, but at a different time to usual, where the hypothetical journey would

have intersected with an incident. The heuristic is shown in equation 5.23. rµ and rσ

represent the mean and standard deviation of the times at which the recurring journey

occurs.

HCTI ={j|j ∈ J,

∃r ∈ R|ro = jo, rd = jd,

(rs > rµ + rσ) ∧ (rs < rµ − rσ),

∃i ∈ I|Pspace(r, i) > kspace, Ptime origin(r, j) > ktime)

}

(5.23)

The final heuristic identifies where passengers have made a change of mode due to an

incident. Here the change of mode is limited to bus, but there is nothing that funda-

mentally stops it being applied to other modes of transport where suitable data exists.
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The heuristic, as shown in equation 5.24, identifies where cards have made a bus journey

that does not belong to their set of recurring bus journeys, with a departure time within

a time window around when they normally make a recurring tube journey, but on this

occasion that recurring tube journey has not been made (or has been altered), and the

hypothetical journey would have intersected with an incident. The set of all bus journeys

by a given card is represented by B and the set of all recurring bus journeys by the same

card is Q. The day on which a tube or bus journey occurs is represented by ja and ba

respectively.

HCMT ={b|b ∈ B, b /∈ Q,

∃r ∈ R|rµ − rσ 6 bs 6 rµ + rσ,

¬(∃j ∈ J |ba = ja, ro = jo, rd = jd),

∃i ∈ I|Pspace(r, i) > kspace, Ptime origin(r, i) > ktime)

}

(5.24)

It is possible that a single journey may be matched by multiple heuristics. In this case, a

precedence from the most to least specific is applied, with the first heuristic that matches

in this ordering being recorded. The order, from highest to lowest precedence is: change

time, change mode, change origin or destination, abort journey and finally carry on as

normal.

5.5. Implementation

In the previous section the mathematical basis for extracting instances of behaviours from

the raw data has been provided. In terms of implementation, this was carried out as a
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f o r passenger in pas senge r s :
f o r journey in passenger . j ourneys :

f o r r e c u r r i n g j o u r n e y in passenger . r e c u r r i n g j o u r n e y s :
f o r i n c i d e n t in i n c i d e n t s :

t e s t h e u r i s t i c s ( journey , r e cu r r i ng j ou rney , i n c i d e n t )

Figure 5.4.: Pseudocode for heuristic behaviour extraction algorithm.

three step process. First, the raw data was imported into a PostgreSQL database, passing

through the various filtering and cleaning steps at the same time. This resulted in two

tables: listing all bus journey and tube journeys respectively. The second step consisted

of a pre-processing pass over the imported data to construct two further database tables,

containing all recurring bus and tube journeys respectively. Finally the remaining steps

through to (and including) the heuristic matching process were carried out in the form

of a single Python program. The algorithm kernel took the form of the pseudocode

in figure 5.4. By structuring the implementation in this way, it takes the form of an

embarrassingly parallel algorithm (Barry, 2006) in which the outermost loop can be

trivially executed in parallel as each iteration of the loop is entirely independent of the

others.

Execution time on the primary Oyster dataset on a 2014 8-core Intel i7 desktop computer

is approximately 2 days. However, as the iteration count of the outermost loop is several

orders of magnitude larger than any of the inner loops, it can scale horizontally to the full

extent of available hardware, allowing a significant reduction in processing time where,

for example, cloud-computing resources are available.
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Constant Value 1 Value 2 Value 3 Value 4 Value 5
kfreq 2 days 5 days 10 days 20 days
kcon 50% 60% 70% 80% 90%
kspace 50% 60% 70% 80% 90%
ktime 10 minutes 15 minutes 20 minutes 25 minutes

Table 5.12.: Constant permutations in the behaviour extraction process.

5.6. Results

The heuristic behaviour extraction process as outlined in the previous sections contains a

number of constants. Since no data is available that provides a direct mapping between

the journeys observed in the Oyster data and instances of passengers displaying each of

the high level behaviours, it is not possible to directly calibrate the constant values by

comparing the heuristic outputs to known good data. Instead, the behaviour extraction

process is carried out across a range of different values of each constant in order to perform

a full sensitivity analysis.

Table 5.12 shows the four constants and the values which were used for each. The

two constants kfreq and kcon relate to the identification of recurring journeys, being the

frequency and consistency cut-offs respectively. The other two, kspace and ktime relate to

the probability of incident intersection, being the spatial and temporal intersection cutoffs

(probability and minutes either side of the incident duration respectively). The behaviour

extraction process was run across all combinations of the four constants, resulting in a

total of 400 output datasets, allowing a full-factorial sensitivity analysis to be performed.

Figures 5.5 & 5.6 show the actual numbers of instances of each choice in each of the 400

datasets. Since there are many more instances of “carry on” behaviour observed than

any of the other behaviours, two separate sets of plots are provided: figure 5.5 showing

the data for “carry on” and “change” (which is the total of all the other behaviours

combined), and figure 5.6 showing each of the “change” behaviours individually.
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Figure 5.5.: Total counts of “carry on” behaviour and the sum of all “change” behaviours
across the all permutations of the sensitivity analysis, showing an individual
subplot for each variable on which the sensitivity analysis was carried out.
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Figure 5.6.: Total counts of each of the individual behaviours making up the “change” se-
ries in figure 5.5 across the all permutations of the sensitivity analysis, show-
ing an individual subplot for each variable on which the sensitivity analysis
was carried out.
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Figure 5.7.: Relative proportions (calculated with respect to the total observations in
each run) of “carry on” behaviour and the sum of all “change” behaviours
across the all permutations of the sensitivity analysis, showing an individual
subplot for each variable on which the sensitivity analysis was carried out.
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Figure 5.8.: Relative proportions (calculated with respect to the total observations in
each run) of each of the individual behaviours making up the “change” series
in figure 5.7 across the all permutations of the sensitivity analysis, showing
an individual subplot for each variable on which the sensitivity analysis was
carried out.
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Figures 5.7 & 5.8 are divided similarly, but instead of showing the total counts, they show

the proportion of each behaviour out of the total of all instances in each dataset. As each

of the constants is adjusted, the overall number of instances of each behaviour observed

decreases. However, as each constant is adjusted, the smaller dataset is a subset of the

larger one, meaning all instances will have the same behaviour associated with them in

all output datasets in which they occur. This makes it possible to observe graphically the

sensitivity of the result to varition in each constant by observing the trend in the relative

proportions of each behaviour as the constant is varied.

Consistency (top left subplot of figures 5.7 & 5.8) is the ratio of days on which the

particular recurring journey was made to days any journey at all was made by the card.

As the cut-off threshold for consistency increases, the proportion of passengers exhibiting

“change” behaviour decreases and the proportion of passengers exhibiting “carry on”

behaviour increases. This could suggest that those who very regularly make the exact

same journey are less disposed to change their behaviour when faced with an incident.

Equally, it could suggest that there is inherently more chance of encountering a change

in travel behaviour in the data for those whose journey is made with less consistency,

without that necessarily being related to the occurrence of the incidents.

Frequency (top right subplot of figures 5.7 & 5.8) is the number of times during the

timespan of the data that a card makes a given journey. The pattern here suggests

that there is a drop off in the proportion of instances of “change” behaviours as the

frequency increases, in particular between very low frequencies of 2 to 5. This drop off

at low frequencies could be attributed to the heuristic process misidentifying journeys as

“recurring” when they were only observed a small number of times, and thus assuming

that another different journey was an adaptation of that journey, when in reality it was

an entirely independent journey.

Spatial Incident Intersection (bottom left subplot of figures 5.7 & 5.8) shows the ratios
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of “change” and “carry on” behaviours across a range of probability cut-offs for the

probability of a spatial intersection between the assumed journey and the incident based

on the probability of the route taken passing through the incident location. The plot

appears to show no strong variation in the ratios of change/carry-on behaviours across

the range of intersection probabilities, suggesting that the process is not very sensitive

to this value. This could be attributed to delays having a wider geographical impact

than is considered by the heuristic process, and thus the real underlying probabilities

of a journey interacting with an incident being higher than those determined by the

route-probabilities based intersection process.

Temporal Incident Intersection (bottom right subplot of figures 5.7 & 5.8) shows the

ratios of “change” and “carry on” behaviours across a range of temporal cut-off values.

The temporal cut-off is the number of minutes either side of the actual incident duration

for which the temporal intersection between the journey and incident is considered to take

place. As this value increases, the amount of time buffer around the incident duration

during which a temporal intersection is still considered to have taken place increases.

As this value increases, the ratio of passengers showing “change” behaviour to “carry

on” behaviour decreases. This could be explained by the notion that, as this buffer

becomes larger, the proportion of journeys being incorrectly considered to interact with

the incident increases, and thus naturally a smaller proportion of the identified cards are

changing their behaviour to adapt to the incident situation.

The graphical exploration of sensitivity carried out so far gives an insight into the effects

of each of the individual parameters on the behaviour extraction process. The sensitivity

of the process to these parameters can be investigated in more detail through the fitting

of a logistic regression model. To fit this model, the set of all the choices exhibited by

all passengers across all 400 datasets collected for the sensitivity analysis forms the input

data, with the explanatory variables for each choice being the values of the four behaviour
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extraction parameters (consistency, frequency, space cutoff and time cutoff). The model

is fitted using Biogeme 2.6a (Bierlaire, 2003), and the results of this process can be seen

in tables 5.13 and 5.141.

Since the model combines all the data from all 400 output datasets, it has a sample

size in excess of 50 million records. However, the samples in the dataset are not entirely

independent. A proportion of the results will be the same across multiple different runs of

the heuristic process with different parameters, meaning those results will be represented

multiple times in the input dataset to this logistic regression. In effect, this means that

there is a degree of correlation amongst the input data to the logistic regression, with the

consequence being a small change in the estimated standard error terms resulting in a

slight inflation of the t-test statistic when fitting the model. However in this model, where

the estimated terms are significant, the level of significance is sufficiently overwhelming

that this slight inflation is unlikely to affect the conclusions being drawn. It is also

important to note here that logistic regression is vulnerable to issues with unbalanced

classes in the input dataset, such as is the case here (see discussion in section 6.3.2).

However this is still deemed to be a reasonable choice of model in this case as the issue

is of most concern where there are low absolute numbers of samples in the minority

classes relative to the number of terms being estimated in the model (Ploeg et al., 2014)

- something which is very much not the case with the large data set used here.

By performing a simple likelihood ratio test (see section 5.2.4) between the constant and

final models the likelihood ratio is determined to be 829,000. Performing a chi-squared

test with the 16 additional degrees of freedom present in the final model shows that

there is clearly a significant difference between the constant and final models (a value

in excess of 32.0 is required for significance at the p=0.01 level, which is substantially

1The robust versions of the standard error, t-test and p-value presented in this table are calculated by
biogeme from a variance-covariance matrix which is robust against non-severe misspecifications of the
characteristics of the error term distributions. This is described in detail in Appendix B of Bierlaire
(2016).
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Property Value
Number of Samples 50, 333, 906
Null Log-Likelihood −8.10093x107

Constant Log-Likelihood −4.02885x107

Final Log-Likelihood −3.9874x107

Constant/Final Likelihood Ratio 8.29x105

Constant rho-squared 0.502
Final rho-squared 0.508

Table 5.13.: Logistic regression model of the sensitivity of the heuristic behaviour extrac-
tion process to values of the consistency, frequency, space cutoff and time
cutoff parameters: model properties.

Value Robust
Std Error

Robust
T-Test

Robust
P-

Value
ASC Abandon Journey 0.171 0.00279 61.45 0.00
ASC Change Mode -2.21 0.0128 -173.01 0.00
ASC Change O/D -1.88 0.00514 -364.82 0.00
ASC Change Time -2.52 0.00761 -331.04 0.00

B Abandon Journey: Consistency -1.98 0.00297 -667.10 0.00
B Abandon Journey: Frequency -0.0306 -0.00111 -27.49 0.00
B Abandon Journey: Space Intersection 0.0409 0.00257 15.89 0.00
B Abandon Journey: Time Intersection -0.592 0.00200 -296.69 0.00

B Change Mode: Consistency -2.09 0.0139 -150.36 0.00
B Change Mode: Frequency -2.51 0.00810 -309.68 0.00
B Change Mode: Space Intersection 0.0255 0.0118 2.16 0.03*
B Change Mode: Time Intersection -0.633 0.00912 -69.38 0.00

B Change O/D: Consistency -0.794 0.00534 -148.65 0.00
B Change O/D: Frequency 0.0237 0.00206 11.52 0.00
B Change O/D: Space Intersection 0.144 0.00479 30.10 0.00
B Change O/D: Time Intersection -1.08 0.00368 -294.76 0.00

B Change Time: Consistency -0.865 0.00792 -109.28 0.00
B Change Time: Frequency -0.809 0.00345 -234.70 0.00
B Change Time: Space Intersection 0.00838 0.00707 1.19 0.24*
B Change Time: Time Intersection -0.420 0.00549 -76.44 0.00

Table 5.14.: Logistic regression model of the sensitivity of the heuristic behaviour extrac-
tion process to values of the consistency, frequency, space cutoff and time
cutoff parameters: model parameters. N.b. there is no substantial difference
in the values for Robust Std Error/T-Test/P-Value. * indicates values which
are not significant at the p=0.01 level.
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exceeded in this case). Similarly, looking at the beta values, all are significant at the

p=0.01 level except for two of the spatial intersection values. This does not directly add

significant information to that observed in the graphical analysis earlier, it does provide a

corroboration of the observation that the behaviour extraction process is not significantly

sensitive to the value of the space cutoff.

The minimum size of the effect that can be distinguished from variability in the sample

data decreases as the sample size increases, meaning that for models such as this one

with very large sample sizes, even the tiniest effect is likely to be statistically significant

(Cohen, 1994). Therefore it is necessary to consider not only the significance of each

coefficient, but also the size of the effect they represent (Sullivan and Feinn, 2012). One

approach to investigating the size of the effect in this context is to examine the modelled

sensitivity graphically, analogously to the initial graphical investigation of the behaviour

extraction process sensitivity that has already been carried out but using modelled data.

Figures 5.9, 5.10, 5.11 & 5.12 provide this for each of the four parameters respectively. A

second approach is to consider the market share elasticities of each choice with respect

to each of the model parameters. These describe the magnitude of the change in market

share of each behaviour choice in response to an incremental change in the value of the

parameter to which the sensitivity is being investigated. These elasticities are shown in

table 5.15.

The market share elasticities are calculated using the method described by Ben-Akiva

and Lerman (1985). Equation 5.25 shows the logistic regression function, where j ∈ J

and J represents the set of five behaviour choices. From this, the probability of any

individual record in the sample exhibiting behaviour j is expressed in equation 5.26.

Vj = logit[pj(x)] = βj,0 + βj,consxcons + βj,freqxfreq + βj,spacexspace + βj,timextime (5.25)
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Choice Consistency Frequency Space
Cutoff

Time
Cutoff

Carry On 0.000 0.000 0.000 0.000
Change Orig-
in/Destination

-0.484 0.010 0.096 -0.447

Abandon
Journey

-0.993 -0.010 0.023 -0.214

Change Time -0.540 -0.278 0.006 -0.186
Change Mode -1.278 -0.611 0.018 -0.280

Table 5.15.: Elasticities of the market share of each behaviour response with respect to
each of the four variables that formed part of the sensitivity analysis.

Pr(j) =
eVj∑
c∈J e

Vc
(5.26)

The direct elasticity of the behaviour choice probability of behaviour j for the individual

record i with respect to a change in the attribute z (from consistency, frequency, space

and time) is expressed in equation 5.27.

EPri(j)
xi,z

= βj,zxz[1− Pri(j)] (5.27)

From this, the market share elasticity for a given behaviour choice j with respect to a

change in the attribute z is expressed in equation 5.28.

EW (j)
xz =

∑N
i=1 Pri(j)E

Pri(j)
xi,z∑N

i=1 Pri(j)
(5.28)

Considering the consistency parameter first, figure 5.9 shows clearly that there is a strong

sensitivity to the consistency across all behaviours, with proportionally large decreases

in each of the “change” behaviours being observed as consistency increases, accompanied

by a corresponding increase in “carry on” behaviour. The market share elasticities for
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consistency tell a similar story, with values ranging from -0.484 to -1.278. These are both

entirely consistent with the observations made on the process sensitivity to consistency

in the initial graphical sensitivity analysis.

The frequency parameter tells a somewhat different story. Graphically (see figure 5.10,

the sensitivity to frequency of “carry on”, “abandon journey” and “change origin/des-

tination” does not appear to be very substantial, whereas the sensitivity to frequency

of “change mode” and “change time” appear to be quite substantial. A similar story is

told by the market share elasticities, with low values for “abandon journey” and “change

origin/destination” (-0.010 and 0.010 respectively) and much larger values for “change

time” and “change mode” (-0.278 and -0.611 respectively). This distinction between the

two groups of “change” behaviours is an insight which was not easily discernable from

the original graphical sensitivity analysis. A possible explanation is that those who make

the same recurring journey on a large proportion of the days in a given week are less

likely to consider mode shift or travelling at a different time. Alternatively, this may be

an artifact of the recurring journey identification method, since for cards to have a high

frequency score for a recurring journey they make, they must make it on a large number

of the days they are observed, leaving less opportunity for alternative behaviours to be

exhibited. However, this second explanation does not adequately account for the fact that

the substantial sensitivities are only observed for two of the four “change” behaviours.

The space cutoff parameter (shown graphically in figure 5.11) is the one to which the

behaviours are least sensitive. Consistent with the original graphical sensitivity analysis,

there is little discernable change in the modelled probabilities as the space cutoff changes,

and the market share elasticities tell the same story, with values ranging from 0.006 to

0.096.

After consistency, the time cutoff is the parameter to which the behaviour responses

are most consistently sensitive. In figure 5.12, there is a clearly discernable pattern of
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Figure 5.9.: Modelled sensitivity of response choice probabilities to consistency in the
behaviour extraction process.

Figure 5.10.: Modelled sensitivity of response choice probabilities to frequency in the
behaviour extraction process.
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Figure 5.11.: Modelled sensitivity of response choice probabilities to space cutoff in the
behaviour extraction process.

Figure 5.12.: Modelled sensitivity of response choice probabilities to time cutoff in the
behaviour extraction process.
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decreasing probabilities of the four “change” behaviours and a corresponding increase in

the probability of “carry on”. The market share elasticities tell a similar story, ranging in

value from -0.186 to -0.447. This is consistent with the observations made in the original

graphical sensitivity analysis.

5.7. Summary of Data Reduction

Throughout this chapter, the original Oyster dataset has been passed through a number

of processing steps which have gradually reduced the size of the dataset being taken

forward into the subsequent stage. Table 5.16 provides a summary of all the stages of

this reduction carried out. The first two items in this table cover the initial 221 million

records of rail journeys in the Oyster data set, and the subsequent reduction of this

to 141 million records after removing those which are either invalid or involve stations

that are not on the London Underground network. The third item in this table is the

number of recurring journeys by individual cards that were identified from these London

Underground journeys - a total of 8.7 million. The final two rows describe the numbers

of instances of intersections between incidents and recurring journeys identified by each

of the 400 runs of the heuristic process undertaken - the fourth row being the sum of

all results from all 400 rows as used in the modelled sensitivity analysis in the previous

section, and the final row being the range of sizes of the individual datasets within those

400, thus indicating the size of the individual datasets that will be avialbe to work with

during the modelling process in the next chapter.
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Stage Output Dataset Details
All Rail Journeys 221 million individual Oyster

records.
Valid London Underground
Journeys

141 million individual Oyster
records.

Recurring Journeys 8.7 million different recurring
journeys by individual cards

Total recurring journey/incident
intersections

50 million instances summed
across all 400 heuristic model
runs.

Per-model-run recurring
journey/incident intersections

400 individual datasets ranging
in size from 29,000 to 308,000.

Table 5.16.: Summary of the data reduction steps carried out in this chapter.

5.8. Conclusion

This chapter has served to fulfill the third objective of the thesis, by developing and

evaluating a method for heuristically extracting the instances of passenger behaviours

in response to disruption from the Oyster travel history dataset. Of the six behaviours

identified in chapter 4, the process is able to identify five, namely, “carry on” , “change

origin/destination”, “abandon journey”, “change time of journey” and “change mode”.

The final behaviour “change route within the network” cannot be identified due to there

being no suitable available disaggregate data source for distinguishing this behaviour from

“carry on”.

Since it has not been possible to directly validate the behaviour extraction process as

part of this thesis, a detailed sensitivity analysis has been carried out to determine the

sensitivity of the observations of each behaviour to the four parameters of the heuristic

behaviour extraction process, namely the “consistency” and “frequency” of the recurring

journeys being considered, and the “space cutoff” and “time cutoff” of the process for

determining whether a journey interacted with an incident. The sensitivity analysis has

identified the “consistency” and “time cutoff” parameters as being the factors which have
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the most substantial effect on the resulting datasets produced by the behaviour extraction

process.

As a result of the full-factorial nature of the sensitivity analysis carried out, a total of 400

output datasets are produced, representing each combination of the four parameters that

were tested. These can be taken forward to allow the identification of the parameters

providing the best fit of the passenger response models developed in the next chapter.
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6. Response Behaviour Models

6.1. Introduction

In the previous chapter, a series of datasets were derived from the Oyster travel history

dataset consisting of records of passenger responses to disruption where their journeys

interacted with incidents, expressed in terms of the high-level behaviours identified in

chapter 4. This chapter uses these datasets accompanied by a range of additional ex-

planatory datasets to develop and evaluate a range of disaggregate models of passenger

response to disruption in terms of these high-level behaviours. This serves to address the

fourth and final objective of the thesis:

“To explore the qualities of different data driven approaches to predictive

modelling of disaggregate passenger responses to disruption terms of the

identified behaviours.”

In fulfilling this objective, there are two related yet distinct questions which this chapter

seeks to answer:

1. What can be learned about the factors that influence passenger behaviour in re-

sponse to disruption through modelling of the response datasets derived in chap-

ter 5?
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2. Which forms of classifier can provide an effective predictive model of passenger

behaviour in response to disruption?

The important distinction between these two questions is that the first is concerned with

understanding the extent to which different factors influence the way passengers behave

in response to disruption, or at a more technical level, the level of influence of each ex-

planatory variable on the classification process. To enable this kind of interpretation, the

model structures used must have an underlying theory that supports such interpretation

of the resulting model coefficients, such as is the case with the widely used logistic re-

gression family of models, whose outputs can be interpreted in terms of odds ratios and

elasticities (Agresti, 2002). In the case of the second question, the interpretability of the

model coefficients is not important, with the sole focus being the predictive performance

of the classifier on this particular dataset. This allows the usage of black-box type ma-

chine learning classifiers in addition to the interpretable classifiers used in answering the

first question.

This chapter is split into three parts. The first (section 6.2) describes the available ex-

planatory variables which will be used in the models, along with the additional data

sources from which they are derived. The second (section 6.3) describes the method,

results and evaluation of the models developed with the intention of understanding the

impact of different factors on passenger response to disruption. The final section (sec-

tion 6.4) describes the method, results and evaluation of the additional models developed

purely with a focus on investigating the ability of the available data to enable a predictive

model of passenger response to disruption, and compares them with the logistic regression

model developed in section 6.3.
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6.2. Explanatory Variables

The explanatory variables that are to be used in the models developed in this chapter

can be divided into two groups: those that describe the individual passengers themselves

(demographics) and those that describe the incidents with which they interact. These

explanatory variables are derived from a number of data sources, including the Oyster and

Incident datasets described extensively in the previous chapter, as well as some additional

sources used specifically for the purpose of providing explanatory variables.

6.2.1. Incident Properties

The incident logs dataset contains a number of properties of incidents which are suitable

for usage as explanatory variables for models of passenger response to disruption either

directly or through interpretation in conjunction with additional information or data

sources.

The first such variable is the incident length (duration). Although the incident duration

is not known until after an incident has finished, there are a number of indicators of

the likely duration of an incident that are apparent during an incident, such as the

nature of what has occurred, the location in the network at which it has occurred, and an

estimate of how long the likely disruption will last based on the experience of the network

operator and passengers. This provides a reasonable basis for expecting that there may be

relationships between the incident length indirectly via these factors, and the behavioural

responses of passengers. It is represented as a continuous variable containing a number

of minutes for the length of the incident.

The time at which incidents occur is also available from the incident data source. This

variable, although reported in continuous form as a number of minutes since the start of
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Category Name Times
Early Morning < 06:30
Morning Peak 06:30 - 09:59
Daytime 10:00 - 15:59
Evening Peak 16:00 - 18:59
Late Evening ≥ 19:00

Table 6.1.: Incident time of day categories.

the reporting day, is unlikely to have explanatory power in a continuous fashion. Instead,

the hypothesised effects are likely to be related to different times of day in a categorical

sense, such as behaviour of passengers during the morning rush hour being different to

that observed during the evening rush hour. As such, this explanator is treated as a

5-way categorical variable using the five categories shown in table 6.1 which are chosen

with the intention of distinguishing the two rush hours, with the times between them

making up the remaining three categories.

When incidents are reported to passengers through public address systems and on trains,

they are described as falling into a range of categories. This categorisation of the incidents

is typically the most detail passengers are exposed to about what exactly has actually gone

wrong giving rise to the disruption. It was noted in chapter 4, when evaluating the answers

provided to free-form survey questions, that many of the responses to the question about

the causes of disruption seemed to echo the terminology used in the information provided

to passengers. In light of this, a categorical explanatory variable describing the incident

category as it might be reported to passengers is developed. Since the exact terminology

used in announcements for the historic incidents is not recorded and therefore not known,

the internal categorisation of the incidents, which is used for corporate reporting and

analysis purposes, is used instead. Many of the top-level categories in this system are

similar to the terminology used in announcements to passengers, making a direct mapping

appropriate. A few of the more unusual categories are grouped together to reduce the

overall category counts, resulting in the set of categories listed in table 6.2.
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Category Name Incident Types Included
Customer Incident Person taken ill on a train, trespass, any other uncategorised

incident that results in people needing to be removed from
the system.

Major Incident Person Under a Train, Power Failure, any other
uncategorised incident that results in a full closure of the
affected area.

Signal Failure Failure of signalling equipment, control equipment, points or
related equipment.

Weather Any incident related to weather.
Problem with a Train Any issue with a unit of rolling stock.
Operational Issue Operational, staff and logistical issues.
Other Fire, Overrunning Engineering Works, any other

uncategorised incident.

Table 6.2.: Incident type categories and the Transport for London internal top-level tax-
onomies included in each category.

6.2.2. Passenger Demographics

Since the Oyster dataset itself does not contain any substantial demographic informa-

tion, and has been pseudonymis to protect the privacy of passengers preventing the direct

relation of external demographic data with individual passengers, alternative sources of

demographic information must be used in conjunction with the Oyster data to provide

demographic explanatory variables. One way in which this external demographic infor-

mation can be related to Oyster data is through the home location of passengers. If

the station that serves the home of individual passengers can be identified from their

travel history, it can be reasonably assumed that demographic data applying to residents

of the geographical area in which that station is located can provide the best feasible

approximation for that individual passenger.

The home station of individual passengers is not known, but can be approximated from

their journey histories as recorded in the Oyster dataset. The method applied assumes

that the origin of the first journey of the day (recalling that the day in the Oyster dataset

is considered to begin at 04:30) is likely to originate from their home location. Thus, the
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most frequently observed origin of the first journey of the day across the entire dataset

for each individual card is considered to be that card’s home station, and demographic

data applicable to the geographical area where that station is located is considered to

apply to the passenger.

The additional source of information used to provide some demographic context for the in-

dividual passengers is the Small Area Model-Based Income Estimates, 2011-2012 dataset

produced by the Office of National Statistics. This dataset provides modelled values for

the average (mean) household income at the MSOA level, which is the most granular

geographic level at which such data is provided by the UK government. Estimated mean

household income for each passenger is determined by matching them with the value from

this dataset for the MSOA area in which their home station is located.

6.3. Factors Influencing Passenger Response

The purpose of this section is to answer the first of the two questions outlined in the

introduction to this chapter: to investigate what can be learned about the factors influ-

encing passenger response to disruption. In order to achieve this, a series of models are

developed based on the logistic regression family of models. Logistic regression models

are a widely used technique where the dependant variable that is being modelled is cat-

egorical rather than continuous in nature. They are related to the discrete choice family

of models which are widely used in transport behavioural modelling studies (Ortúzar and

Willumsen, 2001), but are used where no alternative specific covariates are present in the

model, as is the case in this research.

The input data for the model consists of the behaviour response datasets produced in

the previous chapter, accompanied by the explanatory variables outlined in the previous
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section of this chapter. The five behaviours which have been heuristically extracted from

the Oyster dataset in the previous chapter form the dependent (choice) variable. The first

model that is developed is expressed as a multinomial logistic regression model. Odds

ratios and market share elasticities (for categorical and continuous explanatory variables

respectively) are calculated to investigate the size of the effect of each explanatory variable

on the behaviour choice of the passengers. By fitting this model individually for each

of the 400 datasets produced in the sensitivity analysis in the previous chapter, it is

possible to complete the iterative-like fitting of the overall model by identifying which

set of heuristic behaviour extraction parameters results in the logistic regression model

with the best fit. The second model developed is a mixed logistic regression model, in

order to extend the multinomial logistic regression model with additional error terms to

encapsulate the heterogeneity amongst the individuals with regards to each individual

behaviour that is not otherwise explained by the explanatory variables.

The remainder of this section provides an overview of the structure of the logistic regres-

sion family of models (see Agresti (2002) for a much more detailed treatment of logistic

regression models and Hess (2005) for the related discrete choice family of models), de-

tails of the model development and results, and a discussion of the learnings about factors

influencing passenger response to disruption that can be identified from these results.

6.3.1. Review of Logistic Regression Models

The models to be developed in this section have a categorical dependent variable, in

the form of the passenger response behaviour from the set of behaviours identified in

chapter 4. In the literature on transport behavioural modelling, one of the most widely

used structures for such models is the discrete choice family of models, which are based on

the economic concept of Random Utility theory, which provides an interpretation of the
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resulting model in terms of utilities of the choice alternatives (Ortúzar and Willumsen,

2001). In the case of this research, the dependant variable can take five different values,

making the multinomial logit model a suitable starting place for the development of a

discrete choice model. However, when considering the set of explanatory variables that

have been identified in the previous section, all of these are properties either of the

individual or the incident, with no properties specific to the individual alternatives. In

this situation, the multinomial logit model is functionally equivalent to a multinomial

logistic regression – expressed another way, multinomial logistic regression could be seen

as a special case of the mutlinomial logit model where the utility functions of all the

alternatives include the same set of explanatory variables.

Although in this part of the thesis, the choice of logistic regression as the model formu-

lation has been approached from its relationship to discrete choice models, the standard

form of the multinomial logistic regression model has already been introduced from the

point of view of its role as a member of the family of generalized linear models in sec-

tion 5.2.4 (McCullagh and Nelder, 1989). However, in this section the extension of the

multinomial logistic regression to a mixed model will also be described.

Mixed Model

The logistic regression models described so far in section 5.2.4 do not take into account

the possibility of random unknown variations amongst clusters within the dataset, such as

where there are multiple samples from the same individual within a dataset. However, an

extension to the GLM, called the Generalized Linear Mixed Model, enables such variations

to be taken into account through the inclusion of these random effects alongside the fixed

coefficients represented by the GLM β terms (Agresti et al., 2000). Equation 6.1 shows

the linear predictor of a GLMM, where yit is observation t in cluster i, µit = E(Yit|ui),

and ui and zit represent the random effects and their explanatory variables respectively
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(Agresti, 2002).

E(Yit|ui) = x′itβ + z′itui (6.1)

This model structure is often used to represent heterogeneity arising from explanatory

variables that cannot be included in the model due to being unobserved. This is ex-

pressed as a single additive error term u∗iσ as shown in equation 6.2 where u∗i is normally

distributed as N(0, 1) and σ represents the unobserved error term (Agresti, 2002).

g(µit) = x′itβ + u∗iσ (6.2)

6.3.2. Model Design

Model Forms

In order to investigate the factors influencing individual responses to disruption, two

distinct models are developed in this section. The first model is expressed as a multinomial

logistic regression. The choice set consists of the five behaviours for which the heuristics

were defined in the previous chapter. “Carry on” is treated as the default behaviour, and

thus as this is a regression model, all the beta values associated with it are set to zero.

The second model extends the first to a mixed logistic regression, by adding additional

error terms. The objective of these error terms is to account for the unobserved hetero-

geneity amongst individual preference for each possible choice. It is hypothesised that

individuals may have reasons for choosing or not choosing each of the behaviours which

are not encapsulated in the explanatory data sources being used. There are two main

anticipated sources of this heterogeneity: individuals with personal preferences about the
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different choice alternatives (for example, consider a person who does not like to travel

by bus, and thus is substantially less likely to exhibit “change mode” behaviour than

other passengers would be), and individuals who are exhibiting a different behaviour for

reasons unrelated to the incident (for example, consider someone leaving work earlier be-

cause they need to collect their child from school because their partner is stuck in a traffic

jam). The additional error terms added to represent these in the second model take the

form of a set of normally distributed additive errors which are unique for each individual

passenger (as opposed to individual journey) in the input dataset - one for each of the

choice behaviours, for which the variance will be estimated (the additive nature of the

error terms meaning that their means will be incorporated into the alternative specific

constants).

Explanatory Variables

In the multinomial logistic regression model, the incident length and the estimated passen-

ger household income will be used as continuous explanatory variables, with the incident

category and incident time of day forming the categorical explanatory variables. As this

is a logistic regression, it is necessary to fix the value to zero of all the coefficients for

one choice: “carry on” as the choice representing no change in behaviour is chosen for

this. Similarly, for categorical variables, it is also necessary to fix the value of the coef-

ficients across all the choices for one category within each categorical variable. For the

incident type, “Other” is fixed to zero, and for incident time of day, “Early morning” is

fixed to zero. In the second model - the mixed logistic regression - the same explanatory

variables are used, except for the incident category, which is excluded. It is not possible

to solve a mixed logistic regression analytically, which means the software used must

solve it through simulation, which results in a massive increase in the computational

resources required to estimate the model (both in terms of computational and memory

248



complexity). Thus, there is a much stronger need to minimise the number of explanatory

variables than is the case for the regular multinomial logistic regression. The incident

type categorical variable is removed from this model as the results of the multinomial

logistic regression model, which will be presented in the next section, suggest that it is

of limited value compared to the other explanatory variables, and removing it halves the

number of parameters which must be estimated.

Dataset Size & Unbalanced Samples

The input datasets for the models being developed in this chapter are quite large. They

vary in size depending on the parameters selected in the heuristic behaviour extraction

process to generate each one, but all are in the range of tens to hundreds of thousands

of records. This leads to substantial computational requirements for fitting the models,

particularly in the case of the mixed model. The issue of the dataset size is also intrin-

sically linked with the issue of the unbalanced classes. King and Zeng (2001) explore

this issue in detail, noting the fact that unbalanced classes in the dataset often occur in

conjunction with extremely large datasets, which can be challenging to work with and

potentially costly to collect. At a fundamental level, the method they propose to address

this involves using all instances of the rare classes, and a sample of the instances of the

majority class. However, in order to maintain the integrity of the modelling process, it

is necessary to ensure that both sets of selected data are similarly representative of the

population. Essentially, the sampled majority class data must be randomly selected from

the same population from which the minority class data has been collected. However, in

the context of this work, modelling using the full datasets is viable. The computational

requirements, although substantial in the case of the mixed model, can be met. The

extent of the differences between the class counts, while large, is not nearly as extreme

as that described by King and Zeng (2001), whose primary example relates to military
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conflicts, where there can be ratios of 1,000,000 to 1 or more between the two classes,

compared to the largest ratio between any two classes in the datasets used in this chapter

of approximately 250 to 1. In this case, the more important consideration is the ratio

between the number of samples in the minority classes and the number of parameters

being estimated in the logistic regression model. Typical recommendations for this ra-

tio for producing a logistic regression model without overfitting for the minority classes

range from 10:1 to 20:1 (Ploeg et al., 2014)). With the datasets used in this section, the

ratio of 10:1 is exceeded. As a result, the logistic regression models in this section are all

estimated using the full input datasets (except in the case of the mixed logistic regression

model, which is estimated with both with the full datasets and a sampled dataset to

provide a comparison between the two estimations).

6.3.3. Results and Evaluation

In this section the model specifications are presented along with the results of the model

estimations, the calculated elasticities and odds ratios, and the discussion of what these

reveal about the factors influencing passenger behaviours during disruption. All the

models in this section were estimated using the PythonBiogeme discrete choice model

estimation software package version 2.6a (Bierlaire, 2016).

When considering effect sizes in the following models, odds ratios are used for categorical

variables, but elasticities are preferred for continuous variables for their property of scale-

independence.
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Property Value
Sample Size 63,178
Initial Log Likelihood -101,681
Constant Log Likelihood -42,310
Final Log Likelihood -38,637
Rho-squared 0.620

Table 6.3.: Basic properties of the model fit for the multinomial logistic regression model.

Multinomial Logistic Regression Model

The specification of the multinomial logistic regression that is estimated in this section

is shown in equation 6.3, where j ∈ J , the set of five passenger response choices. αj

is the alternative specific constant for each choice j, βincident,j and xincident are a vector

of the coefficients to be estimated related to the incident and a vector of explanatory

variables related to the incident respectively, and βcard,j and xcard are equivalent vectors

of coefficients and explanatory variables related to the Oyster cards.

logit[pj(x)] = αj + βincident,jxincident + βcard,jxcard (6.3)

The multinomial logistic regression model was run across each of the 400 datasets pro-

duced by the heuristic data extraction process separately, in order to identify the set of

parameters for the heuristics that ultimately provide the best fit for this model. The

measure used to determine this was the rho-squared metric, which is based on the max-

imum log-likelihood of the model but is normalised in such a way as to be comparable

across different sized datasets, as is the case here. Table 6.3 shows the basic properties of

the model fit, and tables 6.4 6.5, 6.6 & 6.7 show the model coefficients, their t-test and

p-values, and the calculated market share elasticities and odds ratios as appropriate for

the model with the highest rho-squared score of each of the 400 model fits produced.

Starting with the general model properties (table 6.3), the likelihood ratio between the
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Name Value Robust Std Err Robust T-Test P-Value
ASC Abandon Journey -3.08 0.102 -30.12 0.00
ASC Change Mode -6.93 0.609 -11.39 0.00
ASC Change O/D -4.77 0.193 -24.70 0.00
ASC Change Time -4.84 0.191 -25.27 0.00

Table 6.4.: Alternative specific constants of the multinomial logistic regression model.

Name Value Market-
share

Elasticity

Robust
Std
Err

Robust
T-Test

P-
Value

B Abandon Length 0.681 0.239 0.0234 29.07 0.00
B Change Mode Length 0.892 0.225 0.0507 17.61 0.00
B Change O/D Length 0.567 0.297 0.0262 21.64 0.00
B Change Time Length 0.330 0.084 0.0447 7.38 0.00

B Abandon Income 0.490 0.267 0.112 4.36 0.00
B Change Mode Income -1.32 -0.462 0.283 -4.66 0.00
B Change O/D Income 0.640 0.384 0.189 3.39 0.00
B Change Time Income 0.0802 0.045 0.185 0.43 0.66*

Table 6.5.: Beta values of the continuous variables of the multinomial logistic regression
model.

Name Value Odds
Ratio

Robust
Std Err

Robust
T-Test

P-
Value

B Abandon AM Peak -0.342 0.71 0.0519 -6.59 0.00
B Abandon Daytime 0.423 1.53 0.0571 7.41 0.00
B Abandon PM Peak 0.276 1.32 0.0544 5.08 0.00
B Abandon Late PM 0.703 2.02 0.0638 11.01 0.00

B Change Mode AM Peak 1.65 5.21 0.586 2.82 0.00
B Change Mode Daytime 4.89 132.95 0.579 8.46 0.00
B Change Mode PM Peak 3.40 29.96 0.583 5.84 0.00
B Change Mode Late PM 3.71 40.85 0.587 6.32 0.00

B Change O/D AM Peak 0.370 1.45 0.113 3.28 0.00
B Change O/D Daytime 1.01 2.75 0.124 8.09 0.00
B Change O/D PM Peak 0.957 2.60 0.121 7.89 0.00
B Change O/D Late PM 0.548 1.73 0.157 3.48 0.00

B Change Time AM Peak 0.678 1.97 0.139 4.86 0.00
B Change Time Daytime 2.20 9.03 0.139 15.79 0.00
B Change Time PM Peak 1.24 3.46 0.143 8.67 0.00
B Change Time Late PM 1.86 6.42 0.149 12.45 0.00

Table 6.6.: Beta values of the incident time dummy variables of the multinomial logistic
regression model.

252



Name Value Odds
Ratio

Ro-
bust
Std
Err

Ro-
bust
T-

Test

P-
Value

B Abandon: Type: Customer 0.0702 1.07 0.0737 0.95 0.34*
B Abandon: Type: Major 1.06 2.89 0.0698 15.13 0.00
B Abandon: Type: Operational -0.376 0.69 0.0854 -4.40 0.00
B Abandon: Type: Problem with
Train

0.143 1.15 0.0666 2.14 0.03

B Abandon: Type: Signal Failure 0.417 1.52 0.0639 6.53 0.00
B Abandon: Type: Weather 0.953 2.59 0.0804 11.86 0.00

B Change Mode: Type: Customer 0.106 1.11 0.149 0.71 0.48*
B Change Mode: Type: Major 0.456 1.58 0.142 3.21 0.00
B Change Mode: Type: Operational 0.0383 1.04 0.149 0.26 0.80*
B Change Mode: Type: Problem with
Train

-0.269 0.76 0.132 -2.04 0.04

B Change Mode: Type: Signal Failure -
0.0651

0.94 0.129 -0.51 0.61*

B Change Mode: Type: Weather 1.13 3.10 0.163 6.93 0.00

B Change O/D: Type: Customer -0.441 0.64 0.139 -3.18 0.00
B Change O/D: Type: Major 0.604 1.83 0.127 4.77 0.00
B Change O/D: Type: Operational -2.21 0.11 0.287 -7.69 0.00
B Change O/D: Type: Problem with
Train

-
0.0933

0.91 0.119 -0.79 0.43*

B Change O/D: Type: Signal Failure 0.220 1.25 0.113 1.95 0.05*
B Change O/D: Type: Weather 1.94 6.96 0.120 16.22 0.00

B Change Time: Type: Customer 0.288 1.33 0.110 2.62 0.01
B Change Time: Type: Major 0.0517 1.05 0.127 0.41 0.68*
B Change Time: Type: Operational 0.0576 1.06 0.115 0.50 0.62*
B Change Time: Type: Problem with
Train

0.223 1.25 0.0984 2.27 0.02

B Change Time: Type: Signal Failure 0.122 1.13 0.0995 1.23 0.22*
B Change Time: Type: Weather 0.742 2.10 0.131 5.67 0.00

Table 6.7.: Beta values of the incident type dummy variables of the multinomial logistic
regression model.
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null (initial) model and the constant model is considerably larger than that between the

constant model and the final model. However, since the dataset being used is very large,

both ratios are comfortably significant. However, this does imply that the bulk of the

predictive power of the model is coming from the alternative specific constants, rather

than the model covariates.

Starting first with the alternative specific constants, which are shown in table 6.4, these

are all significant at the p=0.05 level, and they all have negative values. Since the value

of the alternative specific constant for “Carry On” behaviour, which is not shown in the

table, is fixed to 0, this suggests that for the constant model, “carry on” is by far the

most likely behaviour to occur, which is consistent with what is expected from the data

being modelled.

The coefficients for the continuous explanatory variables - incident length and average

household income for the passenger - are shown in table 6.5. For incident length there

is a clear pattern between increasing length and increasing tendency of passengers to

exhibit “change” behaviour in preference to “carry on”. For passenger average household

income, the story is a little more complicated. There is a positive link between income

and “abandon journey” and “change O/D” behaviours (market-share elasticities of 0.267

and 0.384 respectively), an insignificant relationship between this and “change time”

behaviour, and a strong negative relationship between increasing income and “change

mode” behaviour. A likely explanation for the negative relationship is the fact that

passengers from more wealthy areas are less likely to change to a bus (as recorded by the

“change mode” heuristic) but instead might change to a taxi, which is not recorded in the

data used for this model. Similarly, abandoning the journey may be explained by them

leaving the tube to take a taxi, or to work from home - a flexibility which is typically

reserved for higher paid jobs.

The time of incident categorical variables, for which the coefficients are shown in table 6.6,
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are all significant at the p=0.05 level. With the exception of abandoning the journey

during the AM peak, they are also all have positive values, suggesting across the board

increases in the odds of passengers exhibiting a “change” behaviour at times of day after

the early morning. The largest odds ratios are seen for the “change mode” behaviour.

This suggests that this behaviour is very unlikely to be exhibited during the early morning,

and still quite unlikely to be exhibited during the AM peak, but much more likely after

that (the odds ratio is 5.21 for AM peak, but 132.95, 29.96 and 40.85 for the 3 periods

following that). Possible explanations for the low relative tendency for passengers to

change mode in the early morning are that bus services are not yet running a full schedule,

making them a less appealing alternative, or that passengers regularly travelling at that

time of day are particularly cost conscious, and unwilling to spend the extra fare to switch

modes in order to avoid a delay. The AM Peak period sees the lowest odds ratios amongst

these periods across all behaviours, including the negative coefficient for the “abandon

journey” behaviour. This suggests that the tendency to exhibit “change” behaviour is

lowest in the morning, perhaps because the majority of passengers will be travelling to

work at this time, and so will be disinclined to make alterations to their journey.

The incident type categorical variables, for which the associated dummy variable coeffi-

cients and their properties are shown in table 6.7 show a mixed picture. A number of

the beta values are not significant at the p=0.05 level (in fact, all but one of the non-

significant betas belong to this group). This suggests that for some of the categories

defined, the incidents lack sufficient factors in common (from the point of view of the

passengers responding to disruption) for a meaningful relationship to exist. Despite this,

there are also some clear influences which can be observed amongst this data. The cat-

egory with consistently high odds ratios across all four “change” choices is “weather”,

suggesting that when tube disruption is caused by bad weather, there is a strong tendency

for passengers to take any “change” behaviour in favour of “carry on” behaviour. A pos-

sible explanation for this is the high impact of weather related incidents, which typically
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include things like trees falling on the line, or snow making tracks impassable, forcing

passengers to take an action by making “carry on” behaviour unavailable as a choice. A

similar, although not quite as clear cut, pattern is observed for “major” incidents, which

includes power failures and person-under-a-train situations. In this case, with the excep-

tion of “change time”, passengers have relatively high odds ratios indicating “change”

behaviour. This could be explained by the fact that the potential for weather related

incidents is more obvious to passengers before they depart on their journeys, making the

choice of leaving earlier or later more viable, whereas for major incidents, they are more

likely to have commenced their journey before responding, making the other “change”

behaviours likely, but not having the same effect on “change time”. For many of the

other incident types, statistical significance is limited. However, there are some notable

individual observations which can be made. The least likely type of incident to result

in a change of origin or destination station is “operational” including issues such as a

shortage of staff or otherwise. Similarly, “customer” incidents including people taken ill

on the train or trespassing, are relatively unlikely to result in a change of O/D. These

may be explained by the fact that these types of incidents tend to be relatively small

and localised, and thus are likely to affect passengers after they have commenced their

journey, after the point at which a change of O/D is an option. A similar observation

can be made for “Abandon” behaviour in the face of operational incidents.

Mixed Logistic Regression Model

The specification of the mixed logistic regression model is shown in in equation 6.4. The

initial terms are common with the logistic regression model with the addition of the final

term in which γj represents the error term which is to be estimated, and u∗i is a normally

distributed random variable u∗i ∼ N(0, 1) that is unique to each card i in the dataset.
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Property Value
Number of Draws 100
Sample Size 6,597
Initial Log Likelihood -10,607
Constant Log Likelihood -4,332
Final Log Likelihood -4,016
Rho-squared 0.618

Table 6.8.: Basic properties of the model fit for the sampled mixed logistic regression
model.

logit[pj(x)] = αj + βincident,jxincident + βcard,jxcard + γju
∗
i (6.4)

Due to the substantial computational requirements of estimating the mixed logistic re-

gression model, it was initially estimated for a random 10% sample of the cards in the

input dataset (as different cards have different numbers of observations associated with

them, the number of records in the sampled data set is not exactly 10% of the unsampled

data set). The results of this estimation are shown in the following tables: table 6.8

shows the basic properties of the model fit, and tables 6.9 6.10 & 6.11 show the model

coefficients, their t-test and p-values, and the calculated market share elasticities and

odds ratios as appropriate.

Subsequently, the same model was estimated using the full dataset using large scale

computational resources instead of a standard desktop computer. The results of this

estimation are shown in the following tables: table 6.12 shows the basic properties of

the model fit, and tables 6.13 6.14 & 6.15 show the model coefficients, their t-test and

p-values, and the calculated market share elasticities and odds ratios as appropriate.

The properties of the model fit on the mixed logistic regression model (both sampled in

table 6.8 and full in table 6.12) are generally similar to those of the prior multinomial

logistic regression model. The likelihood ratio between the initial model and the constant
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Name Value Robust Std Err Robust T-Test P-Value
ASC Abandon Journey -3.75 0.366 -10.24 0.00
ASC Change Mode -8.07 1.91 -4.23 0.00
ASC Change O/D -6.70 0.765 -8.76 0.00
ASC Change Time -7.34 1.16 -6.33 0.00

Gamma Change Mode 1.84 0.993 1.85 0.06*
Gamma Change O/D 1.67 0.425 3.94 0.00
Gamma Carry On 1.23 0.203 6.08 0.00
Gamma Change Time 2.00 0.518 3.86 0.00

Table 6.9.: Alternative specific constants and the additive error terms of the sampled
mixed logistic regression model.

Name Value Market-
share

Elasticity

Robust
Std
Err

Robust
T-Test

P-
Value

B Abandon Length 1.16 0.228 0.109 10.64 0.00
B Change Mode Length 1.78 0.636 0.251 7.10 0.00
B Change O/D Length 1.43 0.807 0.146 9.75 0.00
B Change Time Length 0.769 0.213 0.186 4.13 0.00

B Abandon Income 0.781 0.302 0.393 1.98 0.05
B Change Mode Income -1.69 -0.659 1.28 -1.32 0.19*
B Change O/D Income 0.946 0.601 0.675 1.40 0.16*
B Change Time Income 0.344 0.211 0.857 0.40 0.69*

Table 6.10.: Beta values of the continuous variables of the sampled mixed logistic regres-
sion model.
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Name Value Odds
Ratio

Robust
Std Err

Robust
T-Test

P-
Value

B Abandon AM Peak 0.0196 1.02 0.182 0.11 0.91*
B Abandon Daytime 0.687 1.99 0.217 3.16 0.00
B Abandon PM Peak 0.612 1.84 0.201 3.05 0.00
B Abandon Late PM 1.17 3.22 0.235 4.97 0.00

B Change Mode AM Peak 0.636 1.89 1.17 0.54 0.59*
B Change Mode Daytime 4.25 70.11 1.32 3.23 0.00
B Change Mode PM Peak 2.04 7.69 1.22 1.67 0.10*
B Change Mode Late PM 1.87 6.49 1.28 1.46 0.14*

B Change O/D AM Peak 1.02 2.77 0.378 2.69 0.01
B Change O/D Daytime 0.723 2.08 0.453 1.60 0.11*
B Change O/D PM Peak 0.991 2.69 0.413 2.40 0.02
B Change O/D Late PM 0.752 2.12 0.526 1.43 0.15*

B Change Time AM Peak 0.859 2.38 0.556 1.54 0.12*
B Change Time Daytime 2.74 15.49 0.588 4.65 0.00
B Change Time PM Peak 1.75 5.75 0.568 3.08 0.00
B Change Time Late PM 2.32 10.18 0.619 3.75 0.00

Table 6.11.: Beta values of the incident time dummy variables of the sampled mixed
logistic regression model.

Property Value
Number of Draws 100
Sample Size 63,178
Initial Log Likelihood -101,681
Constant Log Likelihood -42,310
Final Log Likelihood -39,111
Rho-squared 0.615

Table 6.12.: Basic properties of the model fit for the full mixed logistic regression model.

Name Value Robust Std Err Robust T-Test P-Value
ASC Abandon Journey -3.40 0.114 -29.70 0.00
ASC Change Mode -11.9 1.33 -8.99 0.00
ASC Change O/D -6.48 0.261 -24.79 0.00
ASC Change Time -7.60 0.685 -11.09 0.00

Gamma Change Mode 3.30 0.524 6.30 0.00
Gamma Change O/D 1.34 0.173 7.77 0.00
Gamma Carry On 1.12 0.0785 14.31 0.00
Gamma Change Time 2.46 0.439 5.60 0.00

Table 6.13.: Alternative specific constants and the additive error terms of the full mixed
logistic regression model.
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Name Value Market-
share

Elasticity

Robust
Std
Err

Robust
T-Test

P-
Value

B Abandon Length 1.11 0.211 0.0360 30.70 0.00
B Change Mode Length 1.70 0.930 0.128 13.24 0.00
B Change O/D Length 1.40 1.01 0.0483 29.01 0.00
B Change Time Length 0.662 0.208 0.0613 10.80 0.00

B Abandon Income 0.545 0.213 0.125 4.35 0.00
B Change Mode Income -1.97 -1.08 0.533 -3.71 0.00
B Change O/D Income 1.21 0.760 0.208 5.83 0.00
B Change Time Income 0.267 0.161 0.268 1.00 0.32*

Table 6.14.: Beta values of the continuous variables of the full mixed logistic regression
model.

Name Value Odds
Ratio

Robust
Std Err

Robust
T-Test

P-
Value

B Abandon AM Peak -0.203 0.816 0.0578 -3.51 0.00
B Abandon Daytime 0.556 1.74 0.0694 8.00 0.00
B Abandon PM Peak 0.393 1.48 0.0643 6.11 0.00
B Abandon Late PM 0.866 2.38 0.0751 11.53 0.00

B Change Mode AM Peak 2.40 11.0 0.729 3.29 0.00
B Change Mode Daytime 6.87 963 0.889 7.73 0.00
B Change Mode PM Peak 4.61 100 0.795 5.79 0.00
B Change Mode Late PM 5.03 153 0.790 6.37 0.00

B Change O/D AM Peak 0.911 2.49 0.130 7.00 0.00
B Change O/D Daytime 1.16 3.19 0.146 7.94 0.00
B Change O/D PM Peak 0.901 2.46 0.140 6.42 0.00
B Change O/D Late PM 0.545 1.72 0.182 3.00 0.00

B Change Time AM Peak 0.903 2.47 0.187 4.83 0.00
B Change Time Daytime 2.91 18.4 0.246 11.83 0.00
B Change Time PM Peak 1.54 4.66 0.203 7.59 0.00
B Change Time Late PM 2.39 10.9 0.234 10.22 0.00

Table 6.15.: Beta values of the incident time dummy variables of the full mixed logistic
regression model.
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model, and the constant model and the final model are all significant, although as with the

previous model, the bulk of the predictive power is coming from the alternative specific

constants.

When considering the estimated coefficients, the signs are consistent on all significant

parameters across both mixed model estimations with the original multinomial logistic

regression model estimation. The key difference between that model and the mixed mod-

els is the presence of the error terms (Gamma coefficients in tables 6.9 and 6.13). With

the exception of “Change mode” in the sampled mixed model estimation, these are all

found to be significant at the p=0.05 level, supporting the hypothesis that there is unob-

served heterogeneity in the data amongst the individuals and their preferences towards

each choice of behaviour. Comparing between the two mixed model estimations, the 3

error terms that are significant in both estimations are in the same order by magnitude

and are similar in magnitude. The alternative specific constants have the same sign

across all three model estimations, although in the mixed model estimations they have a

substantially larger magnitude, although the overall ordering of them is the same.

Moving on to the “length” related coefficients, a similar pattern can be seen to the

alternative specific constants: the signs and ordering of the magnitudes of the coefficients

are the same between the previous model and the mixed models, although the magnitudes

of the coefficients are larger in general for the mixed model. The same pattern is observed

in the elasticities, with larger market share elasticities for the mixed model coefficients,

with the exception of the “abandon” behaviour, where the elasticity is quite consistent

between all the models.

For the “income” coefficients, in the sampled mixed model all of the values are not

statistically significant at the p = 0.05 level with the exception of “abandon journey”.

However, for the full mixed model only “change time” remains statistically insignificant.

As with the “length” coefficients, the order and signs of the parameters are consistent
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across the models, but the parameter values and market share elasticities are generally

larger in magnitude for the mixed model, with the exception of the “abandon journey”

behaviour.

Finally, when considering the time of day dummy variables, there are many which are not

significant for the sampled mixed model. However, all are significant at the p=0.05 level

for the full mixed model, as with the original logistic regression model. The parameter

values and odds ratios are broadly consistent between the logsitic regression model and

the full mixed model (and where significant, the sampled mixed model). Orders and signs

are the same throughout. The magnitudes are mostly similar for “abandon” and “change

O/D” related parameters, but for the less common “change time” and “change mode”

behaviours, substantial increases in the magnitudes are seen.

Overall, it is clear that there is a reasonable level of consistency between the mixed and

regular logistic regression model estimations. In the mixed model, the more-negative al-

ternative specific constants are somewhat counterbalanced by larger positive coefficients

on the majority of explanatory variables. The sampled mixed model shows that reason-

able results can be produced on a smaller and less computational expensive estimation,

although a number of parameters lack sufficient data for statistical significance, in par-

ticular the dummy variables representing “time of day”. This suggests that on larger

datasets than this, where the computational demands of estimating on the full dataset

would be even more steep, using a random sample of the data may be an effective way

of addressing this issue.
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6.4. Comparison with Machine Learning Models

This section addresses the second of the two questions outlined in the introduction to this

chapter by exploring a range of different classifiers in comparison to the logistic regression

model developed in the previous section, to establish their capabilities to provide a predic-

tive model of passenger responses to disruption using the datasets produced in chapter 5

and the explanatory variables outlined in section 6.2. Unlike the previous section, when

assessing only the predictive performance of the models produced, the interpretability of

the coefficients in the models is not important. This opens up the possibility of using

black box type machine learning models as well as the logistic regression classifiers used

in the previous section.

As has already been discussed, black-box machine learning classifiers such as artificial

neural networks do not allow for the same direct interpretation of the model coefficients

in the way that is provided by logistic regression. While this is a disadvantage in cases

where the objective is to understand the factors influencing individuals’ choices, the

same properties of these classifiers can be advantageous in predictive scenarios. Artifi-

cial neural networks, for example, are able to implicitly represent complicated nonlinear

relationships in the classification process (White, 1989). The potential for improved pre-

dictive performance of machine learning models over traditional statistical approaches

have been noted in a number of fields, for example Tu (1996) compare logistic regression

and neural networks in diagnosing medical outcomes, concluding that neural network

models may perform better in prediction tasks, but where causal inferences are required,

logistic regression is preferred. Furthermore, in the work of Guo (2013) predicting road

traffic flows during disruption, it is proposed that the lack of an underlying representation

of the physical system in machine learning models may be advantageous in maintaining

high prediction quality in abnormal circumstances with highly noisy data such as that

generated during disruption - a case which is also applicable in the context of this thesis.
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In this section, a series of classification models will be developed using a number of

machine learning based kernels, to provide an opportunity to investigate the possibility

of better prediction performance being achieved with machine learning models than with

the logistic regression model developed in the previous section. These models will be

fitted and cross-validated on the full set of datasets produced by the sensitivity analysis

conducted in the previous chapter. Since classifier performance may be poor in the

presence of highly unbalanced class counts in the training data, undersampling as a means

to improve classification performance of the minority classes will also be investigated. By

using all the datasets produced in the previous chapter, the same pseudo-iterative fitting

process as used with the logistic regression model can also be carried out. This will

lead to the identification of the set of behaviour extraction parameters which provide

the best classification performance. Finally, the best performing models will have their

performance evaluated on the secondary Oyster dataset produced in the previous chapter,

to see how effective they are at prediction of “future” data that was unseen at the time

of the model development process.

The following subsections provide an overview of machine learning classifiers and their

usage in the wider transport modelling literature, an outline of the models being developed

and how they will be evaluated, and the results of the model estimation and evaluation

process.

6.4.1. Review of Machine Learning Techniques

Machine learning is the name for a family of algorithms that can learn directly from data,

rather than by following explicitly programmed rules. It is widely used in fields such as

bioinformatics (Larrañaga et al., 2006) and pattern recognition (Bishop and Nasrabadi,

2006), but is generally applicable to any field where sufficient volumes of data are available
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to enable the classifiers to function effectively. In this section, an overview of common

machine learning methods in the transport literature is presented, including an outline of

how they work and their key strengths and weaknesses, along with an overview of some

of the problems these algorithms have been used to address in areas of transport research

relevant to this thesis.

The most widespread technical definition used for Machine Learning is as follows:

“A computer program is said to learn from experience E with respect to

some class of tasks T and performance measure P, if its performance at

tasks in T, as measured by P, improves with experience E.” - Mitchell

(1997)

The essence of this definition is that the the machine learning process becomes better

at achieving its task with practice. There are two main categories of machine learning

algorithm: supervised and unsupervised. Supervised machine learning involves a process

which is trained using data that has been annotated by the operator in order to build up

an understanding of the patterns it is looking to identify when running on unknown data.

On the other hand, in unsupervised machine learning the algorithm itself groups similar

inputs, and does not require any labelled training data as an input. A distinction can also

be drawn between parametric and nonparametric approaches to machine learning, where

the former involves modelling the underlying physical process, and the latter does not

(Guo, 2013). Many authors have reviewed the variety of machine learning algorithms that

exist. For a detailed analysis of algorithms deployed in a transport context, the reader is

referred to Wei and Chen (2012) and Guo (2013), from which a combined summary of the

properties of various machine learning algorithms which are widely used in a transport

context are presented in table 6.16.
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Method How It Works Advantages Disadvantages
Historical
Average

Calculates a
historical average of
the variable being
predicted.

Extremely simple
and computationally
efficient.

Unsuitable for
abnormal conditions
as infrequent effects
are lost in the
averaging process.

Auto-
Regressive
Integrated
Moving
Average
(ARIMA) and
derivatives

Identifies patterns in
historical data
through statistical
analysis. Applies
this to current data
to make prediction.

Strong theoretical
basis for algorithm.

Difficult to ensure
the model is
optimal. Highly
dependent on long
term patterns in
historical data giving
poor performance in
abnormal conditions.

Kalman Filter Constantly updates
prediction variables
based on output of
continuously running
physical model of
system processes

Can incorporate
multiple distinct
data sources to
improve prediction
accuracy.

Must determine
physical
relationships
between different
data sources
incorporated in the
model.

Neural
Network

“Black Box”’
classification
technique.

Does not require
modelling of physical
processes. Can
handle complicated
nonlinear
relationships

Requires large
quantities of
historical data for
training process.
Poor performance
under extreme
dimensionality.

k-Nearest
Neighbour

Predicts future by
identifying past
occurrences in
historical data with
a similar set of
attributes.

No modelling
required - feature
based classification
only.

Poor performance
with datasets
containing a lot of
noisy or irrelevant
data.

Kernel
Smoothing

Similar to kNN, but
uses weighted
combination of all
historical
occurrences.

As kNN - entirely
data driven.

High computation
and memory
demands due to
using entire
historical dataset in
processing every
prediction.
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Continuation of Table 6.16

Method How It Works Advantages Disadvantages
Spinning
Network

AI originated
approach that
collects data
constantly whilst
organising and
storing it to
construct
predictions.

No training process
required.

Requires
predetermination of
parameters (unlike
kNN and KS).
Structurally
complicated.

Support
Vector
Regression

Maps data into a
large range of
features, and then
does linear
regression on that.

Can process
non-linear input
data.
Non-parametric.

Poor handling of
outlying or invalid
data.

Random
Forest

Tree-based learning
method that uses
training data and
randomness to start
the tree building.

Works well with
high-dimensional
problems. Scales
well and copes well
with missing or
outlying data.

Extensive training
data requirements.

Table 6.16.: Comparison of properties of different machine learning techniques that are
used in transport modelling. Summarised from reviews by Wei and Chen
(2012) and Guo (2013).

One of the most popular parametric machine learning algorithms in traffic forecasting

applications is the Kalman Filter. This is a recursive data processing algorithm that

continuously updates the variables being predicted based on a model of the physical

process of the system (Maybeck, 1982). What makes this a machine learning process is

that the algorithm progressively updates its own parameters over time. Applications of

this method in the transport literature include road travel time estimation (Han, 2012)

and road traffic state estimation (Wang et al., 2007).

Another algorithm that is widely used in traffic prediction, particularly in short term

scenarios is the k Nearest Neighbour (kNN) algorithm (Guo et al., 2012). kNN is a

simple, unstructured, non-parametric algorithm which does not require a computation-
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ally expensive training phase, although its computational performance can suffer on very

large datasets (Friedman et al., 2001). However, optimisations to address these perfor-

mance constraints have been applied in some traffic prediction studies with real-time

requirements, such as Krishnan et al. (2010).

Neural networks are perhaps the most widely known contemporary machine learning

process. They are designed to mimic the function of the brain, consisting of a number

of neurons, or processing units, linked together by weighted connections, whose weights

are determined through the training process (Mitchell, 1997). Neural networks function

by learning from labelled training input the patterns which indicate the different output

values, allowing them to then apply this knowledge to unknown input data to make a

prediction. This ability to learn from historical data without any understanding of the

actual physical relationships that exist is both a benefit, but also a disadvantage, as

they cease to be effective if the training data is too dimensional, or if it is significantly

inaccurate (Guo, 2013). Neural networks have been applied to many facets of transport

research, of which one of the most relevant to this thesis is short term demand modelling,

with examples in heavy rail systems (Tsai et al., 2009; Xie et al., 2014) as well as on

metro rail networks (Wei and Chen, 2012).

Random forests are an ensemble learning classifier for use with high dimensional data

which consists of a forest of decision trees constructed from the training data and addi-

tional random data with the classification output being the mode of the individual tree

outputs (Breiman, 2001). While not yet as popular as some other machine learning tech-

niques in transport research, they do appear in a number of studies covering a range of

areas including the modelling of passenger rail service run times and dwell times (Kecman

and Goverde, 2015) and road traffic flow prediction (Leshem and Ritov, 2007).
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6.4.2. Model Design

Choice of Classifiers

In order to investigate the performance of a variety of different approaches to predicting

passenger behaviours exhibited in response to disruption, the following three classifiers

will be evaluated alongisde the logistic regression model developed in the previous chapter:

Multilayer Perceptron (neural network), k Nearest Neighbour (kNN) and Random Forest.

Logistic regression, as the statistical classifier used in the previous section, is retained

for comparison with these other classifiers. The multilayer perceptron is a simple neural

network consisting of three hidden layers of neurons between the input and output layers,

providing a non-parametric supervised classifier. kNN, on the other hand, provides a non-

parametric unsupervised lazy-learning classifier. Finally random forests are chosen as a

relatively new machine learning technique which is considered to perform well on datasets

with incomplete or noisy input data (Dietterich, 2000) as is the case here, and have shown

significant promise in the similar area of work that is disrupted traffic flow prediction

(Guo, 2013). It is entirely possible to argue for the inclusion of many different classifiers

in this analysis. However, the objective of this research is not to provide an exhaustive

comparative analysis of which classifier is best, but more to explore the potential impact

of the choice of classifier on predictive performance in general terms - an objective which

is amply achieved by the four very distinct classifiers which have been chosen.

Performance Metrics

The evaluation of classifier performance can be undertaken in a number of different ways.

To provide a simple way of comparing the performance of distinct classifiers, it is desirable

to have a single “score” metric which can be used. The simplest such metric is the
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proportion of correct predictions made by the classifier. However, this provides very little

insight into the actual classification performance as it only considers the true positives

produced. Two more elaborate metrics which are widely used in such models to provide

a more nuanced view of performance are precision and recall (Aalst, 2011). Precision is

defined as the true-positive count divided by the sum of true positives and false positives,

i.e. the ratio of records correctly classified into a given class and the total of all records

classified into that class. Recall is defined as the true positive count divided by the sum of

the true positive count and the false negative count, i.e. the ratio of the records correctly

classified into a given class and the total of all records that actually belonged to that

class. These two measures are often combined into a single metric - the f1-score, which is

defined as the harmonic mean of the precision and the recall. Some authors criticise the

f1-score as a measure of the predictive performance of classifiers due to it not considering

the true-negative count of the classifier (Powers, 2011). However, this criticism is most

applicable in the context of binary classification, whereas the models developed here have

a multiclass dependant variable, and thus the concept of true-negatives is not considered

in the same way as it would be in a binary model where the negative output is conceptually

the second class in the model.

Cross Validation

The process of fitting and evaluating the machine learning classifiers depends on the

data used, and in some cases also includes an element of randomness, meaning that the

resulting model may differ between multiple fits. In order to reduce the impact of this, a

widely used cross-validation technique in the form of k-fold cross-validation is adopted.

The process of k-fold cross-validation consists of splitting the model input data randomly

into training and test sets of size (k − 1)/k and 1/k respectively k times (in this case, k

is chosen to be 10) and then fitting and evaluating the model with each pair of training
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and test datasets, then reporting the model performance metrics as the arithmetic mean

of all k runs (Refaeilzadeh et al., 2009).

Range of Datasets

When producing the datasets in the previous chapter which are to be used as the inputs

to this process, 400 individual datasets were produced to enable a full-factorial sensitivity

analysis to take place across the four parameters of the behaviour extraction process. For

each of the three new classifiers investigated in this section, as with the logistic regression

model in the previous section, the fitting and cross-validation process is carried out sep-

arately on each of the 400 datasets, to allow for the set of heuristic beahviour extraction

process parameters producing the best behaviour classification model performance to be

identified. The precision, recall, and f1-scores for each classifier will be presented as a

range across all 400 individual models produced by this sensitivity analysis.

Handling Unbalanced Classes

There is one major issue with the datasets being used to fit and evaluate these models: the

fact that the class counts are highly unbalanced, with “carry on” behaviour occurring as

many as 250 times as often as the least common class “change mode”. This can cause the

machine learning models to substantially under-predict the less common classes. There

are a number of approaches in the classification literature for dealing with this issue,

which can broadly be divided into 3 groups, oversampling training data, undersampling

training data and down-weighting within the classifier. Oversampling in essence involves

using the same samples from the training dataset multiple times where they relate to

the less common classes (Chawla, 2010). Undersampling instead involves sampling from

the training dataset to ensure a balanced number of each class (Liu et al., 2009). Down-
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weighting modifies the model learning function itself to decrease the weight it applies

to more common classes in the training set (Drummond and Holte, 2003). Whilst all of

these three approaches are suitable for dealing with situations where there is a substantial

difference between the number of samples in each class, opinion within the literature is

divided on which of these approaches is most effective (Drummond and Holte, 2003;

Batista et al., 2004). In this case, a basic implementation of all three approaches were

evaluated initially. In this preliminary investigation, only undersampling produced a

significant improvement in the ability of the model to predict the less common classes, so

this method was chosen for the full investigation. The method of undersampling adopted

aims to maintain the largest possible sample dataset, but with equal numbers of each

class. Thus, the all samples from the least common class are included, and this dictates

the number of samples to be randomly selected from each of the remaining samples, to

produce the overall sampled dataset. The datasets for the k-fold cross validation are then

produced by the method already outlined using the undersampled dataset as the input

to the process.

Performance on Validation Dataset

The final stage of this section is to identify which of the 400 datasets produce the best

predictive model, and to investigate that model’s predictive performance on the secondary

Oyster dataset. This will give an indication of how well the model will perform when

predicting future events using data that has not yet been collected at the time of the

model development, fitting and evaluation, since this secondary dataset has not yet been

used in the model development and evaluation process, and corresponds to a time period

approximately two months after the primary dataset. The input dataset that provides

the best predictive performance will be determined by selecting the one with the highest

f1-score after undersampling across all four classifiers (which will not necessarily be the
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highest for each classifier individually). This dataset will then be used to fit each of the

four classifiers before being used to predict with the corresponding secondary dataset, and

its f1-score will be measured on this prediction task against the “reference” behaviours

that are determined by the behaviour extraction process.

6.4.3. Results and Evaluation

All the additional machine learning models presented in this section have been imple-

mented in python3 using the Scikit Learn machine learning framework which provides

off the shelf implementations of the core machine learning kernels for each type of clas-

sifier (Pedregosa et al., 2012). The logistic regression models used are the same models

which were estimated in section 6.3. The following explanators (described in detail in

section 6.2) are used:

1. Incident time of day.

2. Incident type category.

3. Incident length.

4. Passenger household income.

The classifiers provided by Scikit Learn and used in this section contain the implemen-

tations of the machine learning algorithm kernels, allowing the researcher to configure a

wide array of parameters for the algorithms. For each of these parameters, reasonable

defaults are provided, so where no explicit rationale for a particular parameter exists in

the context of this work, the default values are used. However, for each classifier there are

a number of key parameters which must be adapted to the specific dataset being used.

These parameters are listed in table 6.17, alongside the values chosen for them. These
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Classifier Parameters
Multilayer Perceptron Hidden layers: 3 (25, 50, 25 neurons respectively).

Determined experimentally.
K Nearest Neighbour k = 5. Determined experimentally.
Random Forest Number of trees: 10

Table 6.17.: Configuration parameters of the classifiers.

values were determined experimentally by a process of trial and error across a reasonable

range of values to provide the highest f1-score whilst keeping within the available com-

putational resource constraints of a typical current desktop computer. For the multilayer

perceptron classifier (introduced in section 6.4.1), the primary parameters for tuning is

the number of hidden layers in the model, and the number of neurons in each of these

layers. As these values are increased, the computational requirements of the model also

increase, so a natural starting point is with low values for each. However, if the values are

too low, the ability of the classifier to effectively model the input dataset is reduced, so it

is necessary to increase these to find the best achievable level of predictive performance

whilst ensuring a reasonable level of computational performance is maintained. In the

kNN classifier (introduced in section 6.4.1), the value of k, or how many nearest neigh-

bours are included in the calculation of an output value, is the key variable to adjust.

As a simple scalar value, this was incremented over a range from 1 upwards until a clear

trend of decreasing f1-score was observed, at which point the value where the f1-score

had previously peaked was chosen. The other key parameter in the kNN classifier is the

distance metric - in this case the Scikit Learn default of Euclidean distance is used. The

final new classifier implemented in this section is the random forest classifier (introduced

in section 6.4.1). For this classifier, the number of trees in the forest is retained at its

default value of 10 as a process of trial and error with values ranging from 2 upwards to

above 10 showed that the best f1-scores were achieved with a value of 10.
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Precision Recall F1-Score Test Set
Sample
Count

Carry On 0.674 - 0.864 0.901 - 0.999 0.773 - 0.925 4598 - 43128
Change Orig-
in/Destination

0.000 - 0.612 0.000 - 0.053 0.000 - 0.089 303 - 2282

Abandon
Journey

0.250 - 0.578 0.006 - 0.292 0.012 - 0.363 782 - 13211

Change Time 0.000 - 0.000 0.000 - 0.000 0.000 - 0.000 89 - 1916
Change Mode 0.000 - 0.015 0.000 - 0.002 0.000 - 0.004 11 - 1155
Sample
Weighted
Average

0.527 - 0.802 0.640 - 0.858 0.573 - 0.802

Unweighted
Average

0.221 - 0.358 0.205 - 0.240 0188 - 0.236

Table 6.18.: Maximum and minimum multinomial logistic regression classifier metrics
across all 400 full datasets.

Precision Recall F1-Score Test Set
Sample
Count

Carry On 0.607 - 0.883 0.616 - 0.997 0.656 - 0.924 4595 - 43052
Change Orig-
in/Destination

0.00 - 0.429 0.00 - 0.218 0.00 - 0.134 329 - 2295

Abandon
Journey

0.00 - 0.697 0.00 - 0.324 0.00 - 0.323 755 - 13244

Change Time 0.00 - 0.00 0.00 - 0.00 0.00 - 0.00 92 - 1947
Change Mode 0.00 0.006 0.00 - 0.030 0.00 - 0.010 12 - 1160
Sample
Weighted
Average

0.543 - 0.787 0.495 - 0.854 0.515 - 0.795

Unweighted
Average

0.165 - 0.344 0.182 - 0.253 0.157 - 0.223

Table 6.19.: Maximum and minimum multilayer perceptron (neural network) classifier
metrics across all 400 full datasets.
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Precision Recall F1-Score Test Set
Sample
Count

Carry On 0.735 - 0.885 0.790 - 0.950 0.763 - 0.915 4579 - 43072
Change Orig-
in/Destination

0.259 - 0.519 0.054 - 0.240 0.091 - 0.319 323 - 2289

Abandon
Journey

0.363 - 0.530 0.143 - 0.372 0.205 - 0.436 778 - 13224

Change Time 0.00 - 0.267 0.00 - 0.013 0.00 - 0.023 92 - 1906
Change Mode 0.00 - 0.50 0.00 - 0.051 0.00 - 0.084 11 - 1184
Sample
Weighted
Average

0.599 - 0.812 0.590 - 0.832 0.593 - 0.813

Unweighted
Average

0.307 - 0.454 0.229 - 0.290 0.244 - 0.318

Table 6.20.: Maximum and minimum k nearest neighbour classifier metrics across all 400
full datasets.

Precision Recall F1-Score Test Set
Sample
Count

Carry On 0.749 - 0.885 0.839 - 0.968 0.792 - 0.922 4606 - 43054
Change Orig-
in/Destination

0.402 - 0.571 0.026 - 0.219 0.050 - 0.304 306 - 2329

Abandon
Journey

0.417 - 0.594 0.119 - 0.354 0.185 - 0.443 768 - 13165

Change Time 0.00 - 0.126 0.00 - 0.017 0.00 - 0.030 90 - 1948
Change Mode 0.00 - 0.400 0.00 - 0.036 0.00 - 0.059 10 - 1179
Sample
Weighted
Average

0.642 - 0.819 0.611 - 0.842 0.809 - 0.816

Unweighted
Average

0.354 - 0.458 0.220 - 0.283 0.232 - 0.315

Table 6.21.: Maximum and minimum multinomial random forest metrics across all 400
full datasets.
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Classification Using Full Datasets

Tables 6.18, 6.19, 6.20 & 6.21 show the maximum and minimum values for the key metrics

of each of the four classifiers across all 400 datasets on which each classifier was run, both

on a per class and aggregate basis. For the aggregate scores, the sample weighted average

shows the average of the metrics across all classes, weighted by the number of instances

of each class in the dataset, whereas the unweighted average shows the average of the

metrics across all classes where the score of each class is weighted equally.

Across all four classifiers the sample weighted average f1-scores are relatively high, in the

range 0.573 - 0.816, but the unweighted average f1-scores are considerably lower - 0.188

- 0.318. This is because all the classifiers are performing strongly at predicting the first

class (Carry On) which is also the most common by 1-2 orders of magnitude compared

to the other classes (see the test set sample count column in the tables). Prediction

performance is considerably worse on the other four classes. Given that these are the

ones that are of most interest - as they represent the cases where passengers change

from the default state of “carry on” - it is worthwhile to investigate how to improve the

predictive performance for these classes.

Classification Using Undersampled Datasets

In order to address this, the undersampling strategy described in the previous subsection

is adopted. Each of the four classifiers are re-run across all 400 datasets, but this time

preceded by an undersampling filter to reduce the datasets to having equal numbers of

each class, the counts being determined by the class with the fewest instances in each

dataset. The same cross-validation training and evaluation process is applied and the

results are shown in tables 6.22, 6.23, 6.24 & 6.25. The resulting metrics presented in

those tables show values much closer together for the different classes than in the full
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Precision Recall F1-Score Test Set
Sample
Count

Carry On 0.205 - 0.407 0.210 - 0.628 0.213 - 0.464 12 - 1148
Change Orig-
in/Destination

0.083 - 0.532 0.013 - 0.556 0.021 - 0.489 12 - 1151

Abandon
Journey

0.192 - 0.385 0.125 - 0.539 0.146 - 0.421 13 - 1162

Change Time 0.069 - 0.336 0.040 - 0.409 0.048 - 0.359 12 - 1170
Change Mode 0.240 - 0.613 0.116 - 0.552 0.152 - 0.477 13 - 1156
Sample
Weighted
Average

0.243 - 0.387 0.246 - 0.392 0.223 - 0.381

Unweighted
Average

0.240 - 0.392 0.249 - 0.392 0.225 - 0.381

Table 6.22.: Maximum and minimum multinomial logistic regression classifier metrics
across all 400 undersampled datasets.

Precision Recall F1-Score Test Set
Sample
Count

Carry On 0.000 - 0.300 0.000 - 0.595 0.000 - 0.307 12 - 1156
Change Orig-
in/Destination

0.000 - 0.604 0.000 - 0.533 0.000 - 0.235 12 - 1164

Abandon
Journey

0.000 - 0.358 0.000 - 0.413 0.000 - 0.154 9 - 1151

Change Time 0.000 - 0.334 0.000 - 0.560 0.000 - 0.205 12 - 1161
Change Mode 0.000 - 0.703 0.000 - 0.511 0.000 - 0.363 11 - 1156
Sample
Weighted
Average

0.018 - 0.311 0.002 - 0.302 0.003 - 0.155

Unweighted
Average

0.024 - 0.267 0.002 - 0.308 0.003 - 0.155

Table 6.23.: Maximum and minimum multilayer perceptron (neural network) classifier
metrics across all 400 undersampled datasets.
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Precision Recall F1-Score Test Set
Sample
Count

Carry On 0.143 - 0.455 0.077 - 0.372 0.095 - 0.391 13 - 1158
Change Orig-
in/Destination

0.133 - 0.522 0.077 - 0.447 0.091 - 0.477 12 - 1157

Abandon
Journey

0.156 - 0.471 0.064 - 0.271 0.088 - 0.336 13 - 1155

Change Time 0.133 - 0.400 0.079 - 0.255 0.095 - 0.303 12 - 1158
Change Mode 0.230 - 0.537 0.173 - 0.389 0.224 - 0.443 12 - 1159
Sample
Weighted
Average

0.263 - 0.427 0.158 - 0.292 0.189 - 0.344

Unweighted
Average

0.256 - 0.429 0.159 - 0.292 0.189 - 0.344

Table 6.24.: Maximum and minimum k nearest neighbour classifier metrics across all 400
undersampled datasets.

Precision Recall F1-Score Test Set
Sample
Count

Carry On 0.225 - 0.469 0.157 - 0.377 0.180 - 0.415 12 - 1159
Change Orig-
in/Destination

0.230 - 0.544 0.124 - 0.517 0.152 - 0.520 12 - 1158

Abandon
Journey

0.157 - 0.461 0.081 - 0.311 0.103 - 0.357 12 - 1157

Change Time 0.163 - 0.395 0.087 - 0.270 0.108 - 0.312 12 - 1157
Change Mode 0.295 - 0.494 0.171 - 0.392 0.217 - 0.423 12 - 1156
Sample
Weighted
Average

0.279 - 0.432 0.185 - 0.328 0.212 - 0.370

Unweighted
Average

0.272 - 0.433 0.186 - 0.328 0.213 - 0.369

Table 6.25.: Maximum and minimum multinomial random forest metrics across all 400
undersampled datasets.
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dataset models described previously. This consists of a reduction in the precision and

recall of the majority class, but an improvement for the minority classes. As a result of

this, the sample weighted overall f1-scores are considerably lower in this set of models

(0.189 - 0.381), but the unweighted f1-scores are higher (also 0.189 - 0.381). The slight

differences between the two different average calculations are due to the random selection

of the train/test split producing slightly different numbers of each class in the test set.

This suggests that the models fit using the undersampled datasets perform better at

prediction of the non “carry-on” classes, and so if the primary objective of the predictive

model is in predicting those passengers who will change their behaviour (and how they

will change it) in response to the disruption, these models are more useful, despite having

a lower prediction accuracy when weighted by sample count compared to the unbalanced

set.

Comparing the different classifiers, the best performance in this case (judged by un-

weighted average f1-score) is achieved by the logistic regression model (0.381), although

the highest f1-scores achieved by the random forest classifier were very close to matching

this (0.369). On this metric, the kNN classifier performed a little worse than those two

(0.344), with the neural network performing quite substantially worse than that (0.155).

Overall, the predictive power is not that high in absolute terms - the highest f1-score

being 0.381 - suggesting that the noisy data and the lack of sophisticated, directly re-

lated explanatory variables for the individual passengers, makes predictive modelling of

the passenger responses very challenging.

Best Performing Classifier

Having assessed the performance of the various classifiers across the full set of 400

datasets, the next step is to identify the datasets on which the classifiers perform best.

Tables 6.26, 6.27 & 6.28 show ordered lists of the top ten datasets by f1-score on each clas-
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sifier labelled with the four behaviour extraction parameters which define each dataset.

They are shown for the three high performing classifiers from the previous section - logistic

regression, kNN and random forest.

The data in these tables suggests that the consistency value from the behaviour extraction

process is very important in determining the performance of the classifiers, with the top

ten across all three classifiers all having a value of 0.9 - the highest consistency value for

which datasets were prepared. This is consistent with the sensitivity analysis carried out

in the previous chapter, which suggests that consistency is the parameter to which the

behaviour extraction process is most sensitive. The highest value of consistency providing

the best predictive performance is also reasonable from an intuitive point of view, with

higher values of consistency being a more conservative interpretation of what makes a

“recurring journey” and thus limiting those journeys considered to a smaller set with a

higher level of confidence that the change of behaviour really is related to the incident as

opposed to just day-to-day variation in the passengers’ travel patterns.

The data in the tables also suggests that any effect of the space/time cutoff such as

may exist is dwarfed by the effect of the other parameters, which is consistent with

the sensitivity analysis carried out in the previous chapter which concluded that the

behaviour extraction process was not significantly sensitive to the space cutoff value, and

the magnitude of the effects of the sensitivity to the time cutoff were considerably smaller

than that of the consistency.

Similar to consistency, the value of the normalised frequency in all the top ten of all

the classifiers is the same value of 0.1, the lowest such value covered by the datasets.

Unlike with the other three parameters, this does not appear to be clearly anticipated by

the behaviour extraction process sensitivity analysis in the previous chapter. However,

another possible explanation presents itself: as frequency increases, the size of the dataset

rapidly decreases, suggesting that the effect being observed here may be that the classifier
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Consitency Normalised
Frequency

Space
Cutoff

Normalised
Time

Cutoff

Average
f1-score

0.9 0.1 0.7 0.17 0.381
0.9 0.1 0.8 0.33 0.378
0.9 0.1 0.8 0.17 0.376
0.9 0.1 0.5 0.5 0.376
0.9 0.1 0.6 0.5 0.374
0.9 0.1 0.7 0.5 0.373
0.9 0.1 0.5 0.67 0.372
0.9 0.1 0.9 0.33 0.372
0.9 0.1 0.9 0.17 0.372
0.9 0.1 0.5 0.17 0.371

Table 6.26.: Top 10 undersampled datasets by average f1-score using the logistic regres-
sion classifier.

performance falls due to insufficient data with which to work at higher values of frequency.

The best performing dataset is chosen as the highest ranked dataset by f1-score across all

three classifiers: in this case, the dataset with a consistency of 0.9, normalised frequency

of 0.1, space cutoff of 0.6 and normalised time cutoff of 0.5, which ranks 1st for the logistic

regression classifier, 5th for the kNN classifier, and 3rd for the random forest classifier.

Predictive Performance on Validation Dataset

The final stage of analysing the predictive performance of the datasets it to take forward

the dataset with the best performance for each of the three classifiers, and to calculate

the f1-scores using the corresponding dataset derived from the secondary Oyster dataset

as the test data. The results of this are presented in table 6.29.

The data in table 6.29 shows that the predictive performance on the secondary dataset

is considerably worse than for the same model on the primary dataset across all three

classifiers, with average f1-scores of 0.235, 0.188 and 0.170 respectively. This suggests

that the limited nature of the explanatory variables being used may be failing to account
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Consitency Normalised
Frequency

Space
Cutoff

Normalised
Time

Cutoff

Average
f1-score

0.9 0.1 0.6 0.17 0.344
0.9 0.1 0.6 0.67 0.336
0.9 0.1 0.6 0.5 0.330
0.9 0.1 0.6 0.33 0.330
0.9 0.1 0.8 0.17 0.329
0.9 0.1 0.5 0.67 0.329
0.9 0.1 0.5 0.33 0.328
0.9 0.1 0.9 0.33 0.328
0.9 0.1 0.9 0.17 0.327
0.9 0.1 0.7 0.67 0.327

Table 6.27.: Top 10 undersampled datasets by average f1-score using the k nearest neigh-
bours classifier.

Consitency Normalised
Frequency

Space
Cutoff

Normalised
Time

Cutoff

Average
f1-score

0.9 0.1 0.6 0.5 0.369
0.9 0.1 0.7 0.17 0.368
0.9 0.1 0.6 0.33 0.366
0.9 0.1 0.5 0.33 0.366
0.9 0.1 0.5 0.5 0.363
0.9 0.1 0.7 0.5 0.362
0.9 0.1 0.8 0.5 0.362
0.9 0.1 0.7 0.33 0.359
0.9 0.1 0.9 0.67 0.357
0.9 0.1 0.6 0.17 0.357

Table 6.28.: Top 10 undersampled datasets by average f1-score using the random forest
classifier.

Class Logistic Regression kNN Random Forest
Carry On 0.451 0.300 0.312
Change O/D 0.145 0.111 0.116
Abandon Journey 0.160 0.190 0.105
Change Time 0.210 0.187 0.211
Change Mode 0.211 0.150 0.108
Average 0.235 0.188 0.170

Table 6.29.: Classification performance when tested using the secondary datasets.
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for some effects that are different between the primary and secondary datasets. Examples

of this could be seasonal factors related to the different times of year at which the primary

and secondary datasets are recorded, or changes that have occurred to the network, e.g.

changes to fares. Alternatively, this could also be caused by a degree of overfitting of the

models resulting in poor prediction on the unseen dataset which is completely temporally

distinct from the training data, rather than sampled from the same time period. This

is an area where further investigation will be needed in future work, in conjunction with

considering alternative explanatory variables which may improve the models.

6.5. Conclusion

This chapter has addressed the final objective of the thesis by developing a series of

models of passenger response to disruption based on a range of explanatory variables, and

investigating both what we can learn about how those explanatory variables influence the

behaviours exhibited, and what level of predictive performance can be achieved.

The input data for these models consist of the 400 datasets produced by the behaviour

extraction process in chapter 5 across the full set of parameters that were subject to a

sensitivity analysis in that chapter, along with a number of explanatory variables collected

from a range of different data sources described in this chapter.

A multinomial logistic regression model was developed and fit in order to identify the

extent to which the different explanators influence the behaviours exhibited. This model

identified a number of relationships between the explanatory variables and the response

behaviours exhibited. There was a positive relationship between incident length and the

likelihood of all four “change” behaviours occurring rather than “carry on”. A similar re-

lationship observed for income and “change O/D” and “abandon” behaviours, although
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the opposite was true for “change mode”, suggesting that where higher income pas-

sengers were disrupted, a change to bus was less likely. When considering the time of

day, “change” behaviours were, in general, more strongly favoured during the daytime,

evening peak and late peak. This relationship was particularly emphatic for “change

mode” behaviour. Finally, although for many incident types no strong pattern emerged,

statistically significant higher odds ratios were observed for “change” behaviours during

major incidents and weather related incidents. A mixed logistic regression was also fit

with additional error terms to represent any additional unexplained effects that are spe-

cific to the individual passengers and each of the choices represented, which were found

to be significant, suggesting that such effects are present in the data.

Predictive models were implemented using a selection of three different machine learning

classifiers, in addition to the multinomial logistic regression classifier used previously.

These consisted of neural network, k nearest neighbour and random forest classifiers.

With appropriate undersampling applied to the model fitting data, there was very little

variation between the best case predictive performance of the logistic regression, k near-

est neighbours and random forest based classifiers. Predictive power with the available

explanators is significantly better than chance with f1-scores of up to 0.381 (the equiva-

lent f1-score in this context for chance would be 0.2). The datasets that led to the best

overall predictive performance were those extracted with the most conservative value of

the consistency parameter (0.9) in the behaviour extraction process, and the smallest

value (0.1) of the normalized frequency parameter, the former potentially explained by

the high sensitivity of the behaviour extraction to this parameter, and the latter by the

rapid reduction in size of the dataset as the parameter increases. The other parameters

did not have a discernable relationship to the predictive performance of the resulting

models. Performance of the predictive models on an unseen dataset from a time period

after that when the model is trained is considerably poorer than that achieved during the

cross-validation process, suggesting that improvements in the quality and variety of ex-
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planatory variables would be beneficial to achieving good unseen predictive performance.
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7. Conclusions & Further Work

7.1. Conclusions

The overall aim of this thesis was as follows:

“To develop a disaggregate model of individual passenger behaviour in

response to disruption on the London Underground.”

This aim was further subdivided into four main objectives:

1. To construct a conceptual framework for representing passenger response to disrup-

tion at a disaggregate, individual level, and how this can be extracted and modelled

from existing transport network data sources.

2. Within this conceptual framework, to identify a set of behaviours that can describe

the individual reactions London Underground passengers take, or consider taking,

when faced with disruption on their journeys.

3. To build an understanding of the behaviours which individual passengers exhibit

when faced with disruption through programmatic analysis of datasets collected on

the London Underground.

4. To explore the qualities of different data driven approaches to predictive mod-
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elling of disaggregate passenger response to disruption in terms of the identified

behaviours.

The first of these objectives is addressed through the conceptual framework developed in

chapter 3. The conceptual framework considers that incidents are things that perturb the

usual operation of the network, resulting in disruption. This disruption is then responded

to by the network operator, who attempts to restore normal operation, and the individual

passengers, who attempt to achieve their objectives within the new constraints imposed

by the disruption. On this basis it is possible to identify the behaviours of the individual

passengers that they exhibit when responding to the disruption, and using appropriate

data sources, to model these behaviours in a disaggregate fashion. The key assumptions

underlying this are: there is a degree of disruption that occurs on the metro rail networks,

and passengers are aware and react explicitly to this disruption. These assumptions were

tested in chapter 4, where data collected from the Transport for London Service Status

API was used to demonstrate that there is passenger-affecting disruption occurring on

the London Underground a significant minority of the time, and in the passenger survey

where a large majority of the regular London Underground passengers indicated that

disruption is something which, to varying degrees, affects their journeys.

The survey and focus groups reported in chapter 4 also served to identify a set of be-

haviours that cover the various different responses passengers display when faced with

disruption to their journeys, addressing the second aim of the thesis. This consisted of

six high-level behaviours which together incorporated all the individual actions described

by participants in the focus groups and survey:

1. Carry on with the journey as planned.

2. Change the origin/destination stations they travelled from/to.

3. Abandon the journey.
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4. Change the time at which they travelled.

5. Change the mode of transport used.

6. Change the route followed through the metro rail network.

The third objective was tackled in chapter 5, with the development of heuristic process

for extracting instances of passenger journeys interacting with incidents and the observed

individual resulting behaviours from Oyster journey history data. This process builds on

the principle of recurring journeys, and the ability to both identify these from individual

passenger travel histories, and infer from them how journeys which interact in some form

with incidents differ from the journey that would normally be expected. Within this

process heuristics were developed to identify the first five of the behaviours identified in

response to the second objective. The sixth behaviour - changing route within the metro

rail network - could not be distinguished from carrying on with the original journey as

planned with the available data sources.

The heuristic process involved four parameters for which the appropriate values could

not be directly calibrated through data - instead, a full factorial sensitivity analysis of

these parameters was conducted to understand their effects on the behaviour extraction

process. The first two parameters are part of the process of identifying recurring journeys:

• Consistency: the ratio between the number of days on which a given individual

travel history includes a particular metro rail journey and the number of days on

which that travel history makes any metro rail journey.

• Frequency: the number of times in the individual travel history the journey is

observed.

The second two parameters are part of the process of determining whether a journey

intersects with an incident:
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• Space Cutoff: the probability of the route taken passing through the location

where the incident occurred.

• Time Cutoff: the number of minutes either side of the incident duration that a

journey passing through the incident location is considered to be disrupted.

The sensitivity analysis carried out suggested that the behaviour extraction process was

highly sensitive to the value of the consistency parameter, and sensitive to the time cutoff

parameter, slightly sensitive to the frequency parameter, and not significantly sensitive

to the space cutoff parameter. The models developed in the final chapter demonstrated

that the set of parameters delivering the best model performance in terms of the rho-

squared or f1-score (in an explanatory and predictive context respectively) was broadly

a conservative definition of the behaviour extraction process: the consistency set to the

maximum value, but the frequency set to the lowest value, with the time and space cutoffs

not being of major importance.

The final objective was addressed in chapter 6 with the development of a series of logistic

regression and mixed logistic regression models to allow the interpretation of the factors

influencing the passenger behaviours in response to disruption, and a series of black-box

machine learning models being compared to the logistic regression model to explore the

predictive performance of the different classifiers in the same context.

The multinomial logistic regression model identified the following relationships between

the explanatory variables and the passenger behavioural responses exhibited:

1. A positive relationship between incident length and the likelihood of all four “change”

behaviours occurring in preference to “carry on”.

2. A positive relationship between income and “change O/D” and “abandon” be-

haviours, although the opposite was observed for “change mode”, suggesting that
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where higher income passengers were disrupted, a change to a bus was less likely.

3. For the incident time of day, “change” behaviours were, in general, more strongly

favoured during the daytime, evening peak and late peak periods. This relationship

was particularly strong for “change mode” behaviour.

4. Although for many incident types no strong pattern emerged, statistically significant

higher odds ratios were observed for “change” behaviours during major incidents

and weather related incidents.

The mixed logistic regression model added to these conclusions by determining that there

was a statistically significant error term representing unobserved heterogeneity in the data

that took the form of individual passenger preferences with respect to the individual

behaviours.

In evaluating the predictive performance of the models, three additional classifiers were

evaluated alongside the logistic regression using the following techniques: neural network,

k nearest neighbour and random forest. The best f1-scores overall were achieved when

fitting the models using the full dataset, but improved f1-scores on the “change” classes

at the expense of the “carry on” class were achieved through a process of undersampling

in the model fitting process. The f1-scores of the logistic regression, kNN and random

forest classifiers were very similar when using the same data, both on the full dataset,

the undersampled data and the unseen dataset, with the logistic regression narrowly per-

forming best in all cases. Predictive performance was distinctly poorer on the secondary

Oyster dataset suggesting a combination of the time gap of approximately two months

between the training data and the test data and a degree of overfitting due to the limited

predictive power of the explanatory variables chosen may be affecting performance.
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7.2. Further Work

This study represents the first substantial exploration in the literature of the specific

problem: modelling disaggregate metro rail passenger response to disruption in terms of

high level behaviours using passively collected large scale datasets. As a result, there is

significant potential for future work building on what has been presented in this thesis in

a number of different areas. This section presents the most important of these areas that

have been identified during the process of carrying out this work, and suggests possible

ways in which they might be investigated.

7.2.1. Methodological and Validatory Improvements

Change of Route Behaviour

In chapter 4, the set of six behaviours passengers consider taking in response to disruption

were identified. However, one of these behaviours - “changing route within the metro net-

work” could not be distinguished in a disaggregate fashion from the “carry on” behaviour

using the datasets available in this research. Given that this is likely to be a frequently

adopted behaviour where multiple lines allow alternative routes between the same ori-

gin and destination pair, and considering the fact that expected changes of loading on

different lines as a result of disruption is likely to be very useful information to metro

network operators, this would be a very worthwhile addition to the modelling framework.

Additional data sources would need to be identified that could provide this information

either in a complete form, or sampled with a sufficient level of detail to allow a more

detailed replacement for the RODS route choice probabilities used currently. Recent in-

vestigations conducted by Transport for London through their TfL WiFi Pilot suggest

such additional data sources may well start to become available to metro operators in
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the near future (Transport for London, 2017).

Incident Length

In the various models developed in chapter 6, the incident length is used as an explanatory

variable. However, in any real world deployment of such a model, where prediction is

occurring in real-time, the length of the incident will not be known at the outset, so it

cannot be directly used as an explanatory variable. Aside from simply removing incident

length from the set of explanatory variables, there are two possible resolutions to this

issue. One is to use an external process (either based on operator knowledge or a model) to

predict the incident length based on the many known factors that may give an indication

of the likely incident length. The other is to incorporate those factors directly into the

model in place of the incident length. Although it might be considered that this would

result in a reduction in the predictive performance of the model, in practice, if the right

additional explanators are included in place of the incident length, this should not be

the case, as incident length is not something that is known in advance to the passengers

themselves, whose behaviour we are modelling, and thus indicators of potential incident

length are likely to be better explanators of that passenger behaviour than the incident

length itself.

Demographic Information

All the demographic information on passengers which is included in the models as ex-

planatory variables is linked to passengers indirectly and in an aggregate fashion, as

there are no disaggregate sources of such demographic information available which can

be mapped to the individual passenger data used in this research. However, having high

quality disaggregate demographic information could improve the prediction performance
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and explanatory power of the models. There are two obvious approaches to tackling

this limitation. The first is to access the registered demographic information associated

with registered Oyster cards directly. However, this is particularly problematic due to

the need to respect the privacy of the individuals involved. The other option, which is

considerably less challenging from a privacy point of view, is to collect such demographic

data separately on a voluntary basis from a sample of passengers, and extrapolate from

this sampled data to the population as a whole.

Explicit Calibration of Behaviour Extraction Heuristics

As has been discussed at length in chapter 5, the validity of the behaviour extraction

heuristics in actually identifying the behaviours they are designed to identify has not

been directly assessed. In broad terms, there are two possible approaches to addressing

this. The first is to develop a means to collect data directly from a sample of passengers,

for which full Oyster travel histories are held and have been heuristically analysed, on

what behaviours they actually carried out in response to each individual incident they

faced. This would then be compared with what the heuristic process had determined,

and used to calibrate the heuristics to match the self-reported data. However, as was

described in chapter 5, this is very challenging to carry out in practice due to the relative

rarity of disrupted journeys as opposed to non-disrupted ones, making it necessary to

survey a large number of people over a large period of time in order to record the actual

behaviour reported by those people for a sufficient number of incidents, or to involve

the transport operator to find a way to contact passengers who have just experienced

disruption. The second possible approach is more operationally focused - considering the

actual purpose for which the model is being used (e.g. to identify when certain bus routes

need reinforcing in response to disruption driven modal shift from metro rail to bus), and

ensuring the heuristics are tailored to predicting that specific scenario at a technical level
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in terms of the data. This would remove the need altogether to verify how the passengers

think about their response conceptually, and instead focus on producing data that can

be directly translated into operational actions.

Widening the Range of Journeys Considered

The heuristic behaviour extraction process is limited to considering weekday, recurring

journeys as it relies on the assumption of a regular pattern of journeys being carried out

by each individual in order to identify where deviations from that pattern occur in coinci-

dence with incidents. Relaxing this restriction would dramatically increase the number of

journeys that can be considered in the behaviour extraction process, ultimately allowing

the prediction of the behaviour of a much larger proportion of the overall population of

passengers. However, in order to achieve this, the process by which passenger responses

to disruption are identified would need to be redesigned to not rely on the assumption

of recurring journeys. This could potentially be achieved in conjunction with the data

collection to enable validation of the behaviour extraction process described in the subsec-

tion immediately above, collecting data on when and how individual passenger journeys

interacted with incidents, and how the passengers responded to this directly from the

passengers themselves, reducing the need to rely on inferences from the changes in pat-

terns observed in the data. Such an approach does not scale beyond a small sample of the

population, but there is potential to identify groups with similar travel characteristics (a

method that has been identified by Lathia et al. (2013) as improving passenger behaviour

predictive performance) and to use the sample data collected to inform the interpretation

of the behaviours of the other passengers within the relevant group.
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7.2.2. Alternative Modelling Approaches

Unbalanced Classes

In chapter 6 the fact that the choice sets were highly unbalanced in the model input

datasets was discussed, with an undersampling strategy adopted in order to attempt to

improve the predictive capability of models with respect to the minority classes. This

is an area where considerably more investigation could be carried out. Firstly, it is

suspected that there are many false-positives in the datasets resulting from the heuristic

behaviour extraction process incorrectly suggesting that passenger journeys interacted

with incidents when in practice they did not. If the level of these false positives could

be reduced, this may reduce the disbalance in favour of “carry on” against the other

behaviours. Another strategy to address this issue could be to explore alternative model

structures that are better suited to effectively identifying instances of minority classes,

such as those used in the field of anomaly detection.

Choice Costs

An alternative to the general focus on minority class prediction described above is to

consider the real-world costs associated with the different choices from the point of view

of the analyst performing the modelling. With this information, alternative classifier

structures can be used which are calibrated to prioritise predictive performance on the

classes based on the costs associated with the correct or incorrect identification of each

individual class.
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7.2.3. Integration with Other Systems

In chapter 2, the potential application of this model to inform a network recovery frame-

work was discussed such as the recovery frameworks of Cadarso et al. (2013) or van der

Hurk (2015). Although the results produced in this work do not directly integrate with

these existing network recovery frameworks, they create the opportunity to extend these

frameworks to take into consideration this new form of information on detailed disaggre-

gate passenger response to disruption. Ultimately, this could lead to improved network

recovery frameworks that are able to better take into account how passengers behave in

the context of the disrupted situations which they are trying to address.
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A. Survey Questionnaire

The following pages reproduce the passenger survey described in chapter 4 in the format

in which it was administered to participants.
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B. Focus Group Topic Guide

The following pages reproduce in full the focus group topic guide as described in chapter 4.
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C. Focus Group Transcriptions

C.1. Focus Group 1

C.1.1. Participants

• MO: The Moderator

• RR: The Researcher

• LN: Participant 1

• LG: Participant 2

• LW: Participant 3

• HW: Participant 4

• RL: Participant 5

• RF: Participant 6
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C.1.2. Full Transcript

1. MO: The disruption we are interested in is what happens with public transport,

specifically the tube and the train.

2. RL: If I say that I’ve started running a bit because I can’t stand taking the tube,

so I run to Waterloo instead of trying to take the tube so that’s, I don’t know, sort

of anecdotal.

3. HW: Along a public footpath

4. RL: Yeah, that’s true.

5. HW: So that could be diverted.

6. MO: But you do... you do part as jog, as part of your commute

7. RL: A few times a week.

8. MO: A few times a week. That’s very healthy. Anybody else? Nope. Cycle?

9. LN: Nope.

10. MM: So it’s generally a bus to, or walk to, your originating station?

11. LN: Yep.

12. MO: OK... all using travel cards I presume?

13. LW: Yep.

14. MO: Nobody does pay as you go? Do you use any smartphone apps at all, to look

at your journey.
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15. <general agreement>

16. MO: On a regular basis?

17. <general agreement>

18. RF: Citymapper.

19. RL: Daily.

20. MO: Daily?

21. LW: Yep.

22. MO: What apps do you use?

23. LN: Citymapper

24. MO: Citymapper.

25. LG: Yeah, I use National Rail Enquiries quite often.

26. LW: Citymapper.

27. HW: I use the National Rail one, but there used to be a First Capital Connect

one which used to be really good, but they’ve lost the franchise now, so... National

Rail.

28. MO: Right

29. RL: National Rail

30. RF: CityMapper, Citymapper.

31. MO: Citymapper... and... Tube Deluxe? TfL? Nope?
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32. RL: Not any more...

33. MO: It’s just those National Rail and ...

34. LG: I get email updates.

35. LW: Sometimes I look at TfL’s journey planner when I want it to be really accurate

and I’m not kind of trusting citymapper.

36. RL: I find with the tube one, when I lived in zone 2, and I was just taking the

tube, I’d look at it but by the time that I’ve got into Waterloo it’s often changed

so much that it wouldn’t shape my patterns, if you see what I mean, so...

37. MO: Yup.

38. RL: So I just look at National Rail because I can tell whether I want to take the

train or just stay at home for a bit. Once I’m on the train I haven’t got much choice

but to use another train or the tube so that’s why I stopped using Tube Deluxe,

but I used to use it all the time when I was just taking the tube because I had

options for the tube.

39. MO: So how many of you have options? Is it time critical, your journey in the

morning to here?

40. RL: Sometimes, yeah. Probably half of the week... I have 9 o’clock meetings either

here or in a client office, yeah.

41. MO: Right, and the rest of you?

42. HW: I only have to be in by 9:30, so...

43. LW: You have to be here by 9:30?
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44. RL: 10

45. MO: 10

46. <general agreement>

47. MO: So you’ve got a degree of flexibility at the workplace, which is something

which <company name> offer?

48. <general agreement>

49. MO: How many of you experience disruption on your journeys?

50. <slight laughter>

51. HW: Daily, or...?

52. <laughter>

53. MO: Well, let’s say, weekly?

54. LN: Definitely.

55. HW: Last week was really bad.

56. MO: Last week...

57. HW: Nearly every day.

58. MO: nearly every day.

59. HW: It took me two hours to get in on Monday morning because someone was

hit by a train, then it took me over two hours to get home on Thursday evening...

because overhead power lines fell on a train at City Thameslink, so there’s no

northbound service.
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60. RL: It seems to be... I know I take south west trains and it all seems to be linked

to the weather... so the tubes are busier when the weather is bad, and for some

reason the trains are worse like there’s more delays. I don’t know whether it’s more

people trying to commit suicide or whether it’s stuff falling on tracks and so on, so

definitely weather related. Winter is a lot worse than summer on the trains.

61. HW: Yeah

62. LN: Was it the time at which you come in? So I went through a stage of being

early to avoid the... the overground is always a lot more reliable before 8 o’clock

so you don’t usually get delays coming into London, and when you are actually in

London, you don’t have to wait for the tube so there’s not usually any delays, but if

you hit it between 8 - 8:30 you usually have to wait two or three jubilee line trains

to get here.

63. MO: So that was a conscious decision to actually come to work early.

64. LN: Yeah, it knocks time of your journey time yeah.

65. MO: A conscious decision to... Anybody else do that?

66. RF: There’s more chance to get a seat as well.

67. LW: Hmmm yeah.

68. RL: You come early, don’t you?

69. RF: I try to.

70. RR: Sorry, can I interject with a question?

71. MO: Yes.
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72. RR: I was just wondering sort of what you guys feel about sort of... about trying

to get seats. Is it something that just never happens on the tube, or would you

make a bit of effort to try and sit down, or...?

73. LW: I really really try and get a seat, and I position myself like <gestures>

74. <laughter>

75. LW: Like sort of a lot of people won’t walk down the carriage to sort of like in

between where the chairs are. I’ll literally position myself and wait for someone to

get up, but check around to see that there isn’t any old people or pregnant women

because then I’d feel bad, but otherwise i’m like straight there because i feel like a

lot of people do the same like no-one’s like “oh I’ll let her have a seat” so I’m sort

of...

76. RL: I think, I think when it... to hark back when I was in Hammersmith and I

guess it’s the same for you now.

77. LW: Hmm.

78. RL: Because you are in Chiswick aren’t you? When you are on the tube and you

are on those you know there is a chance of getting a seat but once you get into

Waterloo, London Bridge and you are trying to get on, you might as well unless

you are travelling really early, there’s no chance of a seat. There’s barely any room

to breathe.

79. LG: I come round on like from Euston Square; quite often get a seat.

80. RL: Is that the circle line.

81. LG: Circle or for Aldgate, the Met or Hammersmith and City.
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82. HW: I do as well.

83. LG: But if there’s not a seat I’m not bothered.. I just stand.

84. MO: So It’s as bad as they say? I come from Leicester...

85. <laughter>

86. MO: ...so I jump on a train and we can book our seats... with a table.. .fortunately...

87. <more laughter>

88. MO: Do you find umm actual service at the station... tube status when they give

those announcements are they useful?

89. LW: Yeah, sometimes you can’t hear them. Sometimes like you really have to strain

and I found that... Tower Hill yeah it’s a bit mumbly isn’t it, like that, but I always

find tube staff helpful.

90. HW: Yeah the tube staff are always helpful. What... what they don’t always do is

if they know that there’s like, for example last week at Farringdon they knew that

it was shut for overground trains, but they didn’t actually tell you on the tube so

you’d get off, find that you couldn’t actually go and then get back on the tube and

if they’d actually said oh there’s no northbound trains, i’d have just stayed on the

train and gone up to St Pancras but they didn’t. And then similarly, when I was

coming on the overground to go over onto the underground, they didn’t actually tell

me the underground was shut so then you get off the train that’s going to London

Bridge and you’ve got to go all round the houses to try and get back to where you

need to go so if there was like a more kind of...

91. LN: It’s communication isn’t it?
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92. HW: Yeah.

93. RF: Between the different networks - when you change from a train to a tube then

no one knows what the other’s doing.

94. <general agreement>

95. RL: In defence of South West Trains they are pretty good coming in - they give you

a tube update. I’ve found there is a noticeable in the last 5 years in, certainly on

tubes, where if you.. if they stop in a tunnel for, I think their must be a protocol that

if there’s a... but if they stop in a tunnel now they have to make an announcement

about why, but not at platforms.

96. MO: ...not at platforms...

97. RL: Actually when the doors are open. They used to stop wherever and never

make any announcements so it’s definitely got better, not that the announcements

are very useful sometimes.

98. <general agreement>

99. RL: But it helps doesn’t it...

100. <general agreement>

101. LW: Sometimes it’s a bit disconcerting if the driver doesn’t know why they’ve

stopped or they’re trying to find out... that’s a bit sort of stark.

102. HW: Yeah.

103. RF: I’ve had some notifications at stations where they’ll say we’re just waiting to

regulate the service.
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104. RL: That automatic button they press.

105. <laughter>

106. HW: Sometimes they don’t actually say how severe the problem is, so for example

there was a big problem at Baker Street which stopped all trains going through the

city but they just said “oh get off the circle line and go up to Aldgate and you’ll

be able to get another line” but actually no lines were running so if they told us

that actually no lines were running it would have been more helpful because we

could have just got an overground instead. They don’t always sort of tell you all

the information I don’t think... How bad it’s... they kind of keep you on there a

little bit longer than you necessarily need to be.

107. MO: Is that because they don’t want to lose your custom, do you think? They

don’t want to drive you to busses, or...?

108. HW: I don’t know.

109. RF: I just think it’s the driver on that particular train doesn’t... just isn’t told

everything.

110. HW: No...

111. MO: So they say it’s not filtering down.

112. HW: No...

113. MO: Just for a matter of interest, can you all get to here by bus, if necessary?

114. RL: From home?

115. MO: Yeah.
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116. HW: Many probably not.

117. <general agreement>

118. LW: I could.

119. RL: But we’re coming 20 odd miles aren’t we through London... might as well be

in the Sahara to be honest.

120. <laughter>

121. RL: It’s a long way...

122. MO: Right...

123. LN: Once you get to like your like for Waterloo or main stations, then there’s

options to get other than tube, but I think to get to the main stations a lot of us

have to.

124. MO: So once you get your station in London...

125. LN: Yeah... you’re OK and there’s always options even though they are quite long.

126. RL: I think the busses in London are great.

127. LW: I really hate busses.

128. RL: If you don’t like busses, they’re “great”...

129. LW: Gross... I just find them gross.

130. HW: Mmm

131. RL: I like them, because you’re in the light you can see stuff. I like taking over

underground
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132. LW: They are so much more reliable.

133. MO: Not the new... this is the new Routemaster... have you been on those yet?

134. RL: I haven’t been on one yet.

135. RF: Yes

136. MO: I saw one the other day. They look quite smart I must admit.

137. RF: On the outside, but on the inside everything’s all plastic and yeah... doesn’t

look great.

138. MO: Right.

139. RF: Maybe I’m a design snob.

140. MO: So once you get to your main... your tube or your main link in London itself,

do you all have the ability to take different routes to get here? Or is it... is this

the... what else stops at Tower Hill? Is it just...

141. LG: Just the circle line.

142. MO: Just the circle.

143. HW: District line.

144. LG: Yeah, yeah on that route.

145. MO: Anybody use the DLR? No... not from that side.

146. HW: No... you can to Wapping though. It’s quite close. Or Tower Gateway.

147. MO: So... yeah...
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148. RL: Shadwell as well.

149. HW: Yeah

150. RL: I don’t think... do many people come from east to here though?

151. HW: <names a couple of people>

152. MO: So there’s a few people here who come from the East?

153. LW: Yeah there’s a few people that do.

154. LG: Most people come here to London Bridge don’t they.

155. HW: Yeah... or Fenchurch Street.

156. MO: So if Tower Hill were closed where would.. .what would you do?

157. LW: I don’t go to Tower Hill.

158. RL: It wouldn’t affect me.

159. LG: I walk from Aldgate most of the time, which is sort of a mile.

160. HW: Yeah, I walk from Aldgate or... go to London Bridge on the overground.

161. MO: On the overground and then...

162. HW: Yeah.

163. MO: And just walk across here?

164. HW: But then that’s been shut periodically for engineering works so I would have

to do something else.

342



165. MO: So there’s is anybody totally reliant on the circle line... in this little group...

no. So if your... if you get to London and then the circle line’s closed, or the

overland too, do you already have a picture of your next route? Or do you have to

start thinking let’s get the journey planner out and let’s start looking.

166. RL: I think once i’m in London it’s fine. Umm it’s err actually LN and I live in

the same place, but I know that if that goes that overland link then we’re stuffed...

I mean literally, it’s... there’s....

167. LN: You can’t get in. Once you are here there are various though. If the jubilee

line goes cos we come in from... we don’t usually use Tower Hill. we use London

Bridge and then go, well I get the bus or walk from London Bridge but you can

either go on the jubilee line, which I usually do is a little bit quicker but I know RL

uses the overground.

168. RL: There’s an overground link between Waterloo and London Bridge.

169. LN: It’s the same, going to the same sort of places, but just because he prefers to

be in daylight.

170. RL: Or if that wasn’t working there’s the bus.

171. LN: But you can get a bus as well that comes straight to here.

172. RL: Or you could go to Tower Hill and then just work out another way of getting

there it wouldn’t be overly... a semi-different route.

173. HW: Yeah.. I’m pretty stuffed if my overland is down. I’d have to drive over to

Welwyn which is about 15/20 minutes and then come into Kings Cross.

174. MO: So you’d have to take a care journey.
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175. HW: Yeah... yeah.

176. MO: So you look for...

177. HW: Or I could go to Watford... but that’s not very pleasant in the morning.

178. MO: So do you look every morning before you set off? at the train times?

179. HW: Normally yeah, or I hear capital radio. They normally have really good

updates.

180. MO: Oh right... yeah...

181. HW: Erm, that tells you yeah normally tube and overground. Also the station

actually at St Albans, the, they are normally quite good at updating on the tube

status... but I have frequently got to St Albans and it’s just like you can’t get in the

station or they’ve shut it. well not frequently, but every couple of... well 6 months

or something it’s really bad.

182. LN: Twitter’s also quite a good one for disruption checking in the morning because

you can pretty much tell like South West Trains themselves have their own app

that has their own person who tweets. You’ve also got a lot of people who I know

that use the same links who would probably complain quite quickly if there were

an issue, so you can quickly find out even if you just check in the mornings and you

automatically know kinda, you got an idea of how your route is going to pan out,

or what kind of... if you want to get an early train or go later on, you know it’s the

same with the underground as well and TfL send the email with their disruption.

183. MO: Do you all see... do you see any rage - I’m not saying you guys - but do you

see it at the stations and...

184. <general agreement>
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185. MO: And you all experience it?

186. <general agreement>

187. LW: I feel like it’s sometimes like that collective umm Britishness where everyone’s

really annoyed but it’s just tutting. It’s not, you know.

188. RL: I think the worst I’ve seen is at the overland stations when because when one

thing goes it tends to go... when you turn up at the station and there’s thousands

of people on the concourse and all the boards are just saying delayed and then

it, people, I think because there are absolutely no other options people get a bit

desperate really don’t they... I have seen fights and so on.

189. HW: Yeah in the snow days it’s been really bad.

190. LW: Oh my god...

191. HW: No, there has there’s been a lot of rage on the platform...it’s traumatic.

192. RL: Well because everyone runs when a train comes everyone runs and tries to

squeeze in and people are butting each other out of the the way and so tensions

just go... yeah.

193. MO: Just go... just go sky high...

194. RL: Have you seen it?

195. LN:I haven’t seen any fights... but... I know it’s frustrating... this also... especially

going from the overground to the tube when you get down there often the doors are

shut to the jubilee line if it’s really bad but the automatic announcement will still

carry on bleating on saying there’s a good service on all London Underground lines

and you are in a queue and you have been in a queue for the last half an hour...
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it’s kind of...

196. HW: A bit irritating... yeah.

197. LN: Again it’s an irritation right yeah.

198. MO: Is this all the kind of stuff you need for your ... , RR?

199. RR: Yeah, very much so.

200. MO: Is it all sounding good?

201. RR: I just wondered if we could sort of backtrack a little bit for a moment, but

I just wanted to get a feel for... these various things that go wrong that you’ve

described, I just want to get a feel for which ones matter in a really big way and

which ones are just annoying, do you know what I mean, so sort of, to pick out one,

you are getting to the station and there’s chaos at the mainline station, I mean, is

that a sort of “oh god I’m going to be late for work, I’m going to miss a meeting,

it’s all going wrong”, or is that just a kind of “regular bad day”?

202. RL: I think that’s, I would say that’s pretty serious, because for me that means I

can’t get home.

203. LN: Nearly always it seems to be coming home not going in.

204. <general agreement>

205. LN: A lot; way worse, going home than coming in.

206. RL: And the thing is you can always... hopefully you’re set up to work at home...

you can always do that but, you know, the last thing you want in the evening is

to be stuck without any knowledge of how long it’s going to take you, when you’re

going to get home, umm, and it’s unpleasant as well. And you know, all the pubs
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and the restaurants are full. It’s not just you can just go and like go and find a

quiet corner and read a book. So I think that’s pretty serious that. Minor delays

or shortened trains and things like that, they’re an inconvenience because you can

just wait for the next one, but the lack of... the lack of I guess knowledge about

when it’s going to clear is just.... really bad.

207. <general agreement>

208. HW: Yeah... like when there’s lack of information definitely that’s the most ir-

ritating. Because if you know OK there’s a tree on the line and there’s just not

going to be any service, it’s almost less... like people are less irritated cos they

know they absolutely can’t do that, there’s no point waiting for it so you make

an alternative decision, you know, an alternative plan, whereas if they just kind of

keep you waiting there for goodness knows how long, you don’t know exactly when

you’ll be able to get home, or how long it’s going to take. That’s.... when you see

people get more irritated I think. Umm yeah, particularly when you are getting

home, because in the morning you can just stay and work from home, just go home.

209. <general agreement>

210. LG: Don’t mind it when it’s in the morning.

211. HW: Yeah.

212. HW: You see people coming out of the station and you just think, oh, I’ll just go

home, work from home. You know, is it worth tackling it for two hours, get in, and

then feeling stressed when you get in.

213. LW: Yeah, and then how to calm down.

214. RR: Do you find you get the hang of when you turn up at the station and something
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is wrong, and there’s not really information, do you find you get better with practice

at figuring out whether it’s going to be a big one or not.

215. RF: You get more patient.

216. RR: Just get more patient.

217. MO: You’ve just got to cope with it.

218. RR: So you sort of... if they’re not giving good information, is that just like, well,

“who knows?”

219. HW: I think you do...

220. RR: Are there predictable things though?

221. HW: Hmmm... like you can normally guage by the number of people at St Albans.

222. RR: Right.

223. HW: If there’s a lot of people there you know it’s bad, so you just go home. Umm,

but if there are, I dunno. You can tell by the number of people on the platforms

sometimes because you can kind of gauge how frequently the trains are coming

through... ummm yeah I dunno really.

224. RL: I think it’s... the going home bit I haven’t really got much better with because

it’s always a stress and you just think, well, I could get lucky. I could, I might

get on a train if it comes in near to me at a platform near to me, you know, and

there’s nothing else to do round here so I’ll wait, whilst probably a wise decision

would be... call it a day, and just go and ring a friend and go somewhere else or

something...

225. HW: Yeah...
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226. RL: You know... and have a meal or drink or I dunno but.

227. MO: So there’s a time, there’s a line and you’ve got to make that call?

228. RL: Yeah

229. HW: Yeah

230. RL: Because otherwise you’re just going to sit there going grey to be honest.

231. MO: And that comes with experience of travelling... making that call?

232. RL: I think so, but also you’ve got to have options like if you’ve got things to get

back for, then you...

233. HW: Yeah... if you need to get home, but if you’ve got nothing in the evening you

think oh I’ll just sit it out... and on some days you just make a quick decision and

say “right I’m going to do this” and you just sort of put up with your hour wait or

whatever. Or i just go and stay with my brother who lives near the Barbican. So,

it’s near enough.

234. MO: Yeah.

235. LG: I’ve stayed at work a few times when I’ve seen this not happening. I just stay

at work and do another hour, than go and stand at Euston.

236. HW: Yeah... it’s often better if you leave it a couple of hours until like 8 or

something and then it clears a bit.

237. LG: Yeah.

238. RL: It’s just when you.. . it happens when you are on the tube.

239. <general agreement>
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240. MO: You’re very fortunate that, in in fairly flexible, all that, work from home

scenario, or... How about the people who you think have to, it is critical they get

there for 9 o’cklock. Do you come across people like that, do you know people?

241. RL: If you were working in an essential service like, I dunno, the fire brigade or

something, I guess... I think it’s really difficult. I don’t know how they deal with

that. I haven’t come across.. . I don’t know many people like that.

242. MO: I think we’ll find some people like that... if that’s the case... so you can deal

with it. Now it’s working.

243. LW: I think it’s probably embarrassing more than anything because, I umm, used

to work in the Barbican, and sometimes I’d be late, and it’s kind of on you. It’s like,

“oh you should have set off earlier” but you can’t kind of predict things sometimes,

which I think, yeah, must be really annoying to deal with because it isn’t your fault.

You’ve set off at your standard time. it’s only, yeah... yeah... unforeseeable things

have happened.

244. HW: Yeah, when you get on the train and it just suddenly comes to a halt. it’s

going normally and it just stops, for half an hour for no apparent reason whatsoever.

245. LW: Yeah.

246. HW: And the driver just says “oh I just need to walk down the train and check an

emergency alarm that’s been set off, and then he walks back down the other side of

the train and 45 minutes later you are still sat there wondering what are you doing.

yeah, it’s quite irritating.”

247. LW: Yeah.

248. RR: So there was just a little sort of theme I was getting the feeling of a minute
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or two ago, which is that the particular annoyance is the sort of “you set off, you

are alright to begin with, and then you run into a problem, and then you are like,

well, if only they could have told me before I set off.

249. HW: Yeah.

250. RR: So do you think, it’s just, well, problems happen after you set off, or do you

think there is a sort of issue around, you know, getting information out so you

know before you set off when you get halfway there there’s going to be a problem -

you know... when you change at London Bridge or whatever, you’re going to... it’s

disrupted.

251. LW: I guess what LN said about the twitter feeds, like I wouldn’t normally look at

those, but I guess that is information that a lot more people should look at, but I

don’t think of that being there, or being like a place I should look.

252. HW: Yeah... I’ve started, I’ve started looking at that actually more recently,

because it’s been quite good because you can see people - the train operators tweet

as well so they say “oh it’s now open” or “you can now - trains are now running”.

253. LN: It’s definitely better for the twitter feed than the announcements at the station.

They seem to know more.

254. HW: Yeah.

255. LN: Which just seems ridiculous, when they’re not even there.

256. MO: Yeah, yeah.

257. HW: And often though, the dot on the app, you know you can see the train going

along - that’s more up to date than the board, and it’s weird how they just don’t

seem to have that... they just don’t know what’s going on.

351



258. LG: And often they say what platform it’s going to be on the app before it’s on

the board.

259. <general agreement>

260. LG: And that winds me up.

261. RR: So the sort of level of information provision by the actual train companies is

not too great.

262. HW: At the stations.

263. RR: At the stations.

264. HW: Yeah.

265. LW: It’s almost like they should.....

266. MO: When it’s already... when you know it’s there, they are not displaying it.

267. HW: Yeah you know it’s on it’s way, and it’s not... First Capital Connect used to

just like wipe the boards almost when they didn’t know what was happening, so

you really only didn’t have any information, they just said, they’d say “oh the next

train to be in about approximately 15” and you could see the dot going along and

you’d know it was at Blackfriars, and they just, they wouldn’t tell you.

268. MO: That’s interesting.... Can you all get signals and wifi and signals at the

stations?

269. RL: At the stations yeah... oh, overground, tube I can... some people are set up

with it.

270. <general agreement>
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271. MO: Most of them are now are they?

272. LG: The problem I find though when you... when there’s massive delays, everyone’s

on their phone trying to get information and the internet doesn’t work because

there’s too many people trying to access it anyway, so, the time when you really

need it it...

273. MO: So that’s a compounding problem, yeah?

274. LG: You can’t actually do it anyway.

275. LN: I think most tubes have wifi, most stations now, and you can, once you are

signed in, you automatically, as long as you have wireless on, you automatically log

in to it anyway.

276. MO: Because some, yeah, because, I mean that is, for the future isn’t it, it’s totally

going to be wifi’ed up, isn’t it. One of Boris’ plan or something like that, I don’t

know. Umm OK. There we go, we’ve just about...

277. RR: Yeah, no, it’s good.

278. MO: What else have we got in here?

279. RR: umm, the sort of, just, cos I’ve heard quite a lot of different things, so, umm,

some of you guys are coming in from outside of London on the sort of mainline and

then switching to the tube that’s right isn’t it, and then does anyone, is anyone

living entirely within London?

280. LW: Yeah I live in Camden.

281. RR: Oh right, so are you just getting the tube all the way?

282. LW: Yeah.
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283. RR: Oh right, OK. So do you... it seems like there’s a tricky bit around getting

from the mainline to the tube, and it sounds like... I’m sort of getting a feeling

that’s often a problem point. So you get off the mainline train and then you can’t...

the jubilee line platforms are closed or something. I mean, is that right? Would you

say that that’s quite a common problem, or are there other things that are more

frequent than that.

284. RL: It... I mean, it adds a huge amount onto your journey.

285. RR: Right.

286. RL: The, the interchange. Because you’re... I mean all the mainline stations I’m

sure they all get it, like, just a huge crush of people going down. I can only speak

for Waterloo, but if you look at the Jubilee line and yeah as LN says, if you are

there after 8 o’clock, you’re... that adds another... that bit from getting off the

train onto a tube might be 20 minutes. I mean, that’s a hell of a lot of time to add

in the middle of your journey so...

287. HW: And when one route’s out and then everyone uses the alternative option,

that’s always like packed so that will add time. And you can sometimes be wonder-

ing why on earth is it so busy and it’s like, well, another line’s down so everyone’s

got... so you know there’s even fewer ways to go, and that adds time as well.

288. <general agreement>

289. RR: If umm, ok, sort of slightly hypothetical situation here for a moment, so if

you.. let’s pick on that sort of situation with say Waterloo, or somewhere where

there’s a couple of choices, and let’s say the jubilee line’s closed. Do you find sort

of, you know, if they actually say “Jubilee line’s closed but please use the northern

line instead and change at embankment” or something, would you sort of, would
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your instinct be to do that, to trust that or would you make your own route. If

they weren’t giving you any advice at all, would you sort of follow the crowd or

strike off alone?

290. LN: I think it’s all about experience. If you know roughly what your route is you

then you’ll probably know your quickest way, if you’ve got no idea at all you kind

of still are listening to what they’ve got to say. But I mean, I know that in London

Bridge, the escalators have been down getting out for a year. You have to go a

really long way around to get out, but there is a shortcut you can go through, it

just uses a set of stairs, but, they all tell you to go up the escalators at the end

which comes out on a completely different street which adds an extra ten minutes

walk.

291. RR: Right.

292. LN: And that’s what they all tell you, but if you just go, it’s like a small diversion

up some stairs, then... umm you can get out a lot quicker but it’s just experience

I guess, knowing those sorts of things. But I wouldn’t automatically follow exactly

what they said.

293. LG: No... I don’t always check myself... like the route first definitely.

294. HW: Although sometimes you don’t have, like... on my line last week they said “oh

go to Kentish Town” cos you can get the northern line up there from St Pancras,

umm, and I don’t really know what else to do, so I just went with everyone else

up to Kentish town, and umm, the train was started from Kentish Town, so it

was fine. They’re normally quite good at saying where to go, but then one of my

friends came later and there were actually people who were on at St Pancras, so it

was already full, so you were kind of like, “well we could have gone to St Pancras

instead” and you’re kind of... sometimes it’s OK, sometimes it’s not... sort of...
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you have to make your own decision really.

295. RR: Do you think if you had better information in advance about how crowded

different trains would be, do you think you would umm, if they were a bit more

consistent, do you think you would modify the times you travel to try and avoid

that? Or is... how flexible do you feel you could be if you could avoid the sort of

crush level getting on the train or tube?

296. LG: There was like one train that I never used to get because I knew it was always

that busy...

297. RR: Right. So it was sort of particular scheduled time that you avoided that one.

298. LG: From experience... yeah... I knew that when I got to Euston that it would be

so busy on the underground.

299. RL: I think you have to change your routing quite a lot, because rush hours are

so extended now. Especially with the overland, anything between... oh it’s odd

actually because I did go in really early one day at like 6 o’clock and it was crush,

and it was like “why is everyone...” but then again between 7 and 8 it’s less busy

than between 8 and 9, but I think there never seems to be really an easy time to

go. Id’ say, in my experience.

300. LN: But later there’s always a higher chance that there’s going to be something go

wrong.

301. RL: Yeah, that’s a difference, yeah.

302. HW: Yeah, and then if you get held up and it’s 8 o’clock and you get home even

later, and that... just eats your evening up.

303. RR: Right, so it’s kind of a bit like, it starts the day with everything working and
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then gradually as the day progresses more and more breaks, so the later you leave

it, the sort of... higher risk.

304. <general agreement>

305. RR: Right... ok.

306. LN: You also get used to what I do aswell, get used to where you stand on the

platform to know which carriages are empty, so particularly at London Bridge, I

mean Waterloo, I know where abouts to stand, because the carriages... I guess

where the exits are on the platform... platforms before and after, that’s where most

people get off.

307. RL: Is that on the jubilee line?

308. LN: So I know that’s the emptiest carriage that there’s going to be, if it’s going to

be empty that’s the one that’s going to be.

309. RL: So it’s on the tube.

310. LN: Yeah.

311. RL: You’ll have to show me.

312. HW: It is quite sad. I get on at the same place every day, with like the same people

around me, and they’re sat in the same seats when you get on the train. You see

them more often than your friends sometimes.

313. MO: A little community.

314. HW: Yeah, and you never speak to any of them, but if they’re not there you’re

like “ooh they’re not there today”... the seat might be free... a rare occasion.
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315. RL: I wonder if they’re dead?.... Sorry.

316. MO: Are there more and more apps coming out?

317. RR: Err, I mean, I... it’s hard to say, but the impression I get is that umm

CityMapper is consolidating itself very thoroughly cos everyone I ask seems to use

that now.

318. LW: There’s another one and it’s called “route planner” or something, and you can

use it without any wifi, so I end up using that a lot.

319. RR: Ooooh right, so it works even when you’re on the tube.

320. LW: Yeah it’s not up to date like how long it’s going to take, but yeah... probably

use that more sometimes.

321. MO: Yeah because I hear Transport Direct has stopped now. Does anybody use

that... Transport Direct... by any chance? After the government put millions and

millions and millions into it they suddenly realised Google does a better job.

322. <laughter>

323. MO: It was... That was the first truly real-time journey planning system which

looked at peak loadings, and depending on your time of travel, and picked up all

the delays as well, so it was a real-time planning tool.

324. LW: What happened to it? Is it still around?

325. MO: I think they realised Google give it away free, so why were they paying for it.

326. RR: Yeah and nobody ever really discovered it existed.

327. MO: Well yeah, it was undersold.
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328. HW: There’s another one, I can’t remember what it’s called, it’s like London Tube

Planner or something, that shows... it’s basically just a tube map and it circles

the stations which are really busy, umm and, I can’t remember what it’s called,

it’s quite good for engineering works at the weekend, so I quite like... it just shows

lines that are out at the weekend, which is quite good.

329. MO: Does that... that holiday period, yes, do you look at those engineering notices

you people who use overland regularly, do you, keep an eye on them.

330. <general agreement>

331. RF: Just assume it’s down at the weekend. The orange line.

332. RR: If you had to sort of pick out what the most irritating thing that happens to

you, you know, anything from sort of occasion... I mean not, perhaps not a one off

thing, but things that do happen periodically maybe a few times a year or more.

What... what do you think it would be. Like, what’s the most annoying thing that

goes wrong with a journey.

333. LN: I find person ill on a train, where the whole thing grinds to a halt because

someone is ill. I don’t see how it stops once they’ve got off the train. The service

can resume. I know there are certain instances where there’s... I’m guessing there’s

going to be serious problem, but you know the whole network... passenger ill...

334. LW: Yeah, I don’t know... I feel like people do that a lot by accident and I don’t

know how.. if they’re doing it just to... be annoying, because I feel like sometimes

that’s the case.

335. RF: Because they don’t want to go to that meeting... I’ve’ had a few times recently,

umm waiting at Highbury and Islington for the overground in the morning, it’ll be

sort of counting down the minutes until the train arrives, and then the train doesn’t
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arrive, and then the thing just disappears, and then by the time you go and find

someone it’s like “oh all the trains going to clapham junction are terminating at

Dalston now.” and it’s like, no one told me, and there’s still all the other ones on

the board, and that sort of happens multiple times in the past few weeks.

336. RL: So there’s a good inst- and this doesn’t bother me, umm, but it’s a good

instance about those choices. There’s a, if you get at London Waterloo, there’s this

weird thing when you walk into London Waterloo there’s loads of people congregate

at this sort of walkway on this sort of walkway before you come onto the platforms

looking out of the window onto the rails, and I’m always like “why don’t you just

get an app or just look at the boards or something to see where and when the

trains - which platforms the trains are coming into”. But they are actually really

unreliable, and I went down to one because it said it was two minutes away and

that was going to be... because there’s a choice of two platforms, A or C, so it told

me to A: 2 minutes, and the next one at C was going to leave in 4 minutes. Then

all of a sudden it went from 2 minutes to 6 minutes, and a load of people were like

you know, London is like “OH GAWD”, and they all ran up and it’s a good two

minutes sort of run to the next platform, and you could see them all arrive, and

then our train arrived, actually 2 minutes fast, so and then you just saw them all

look back and go “ah shit”.

337. <laughter>

338. RL: But it,... I just got to the point where I was like, “well I don’t have to be in

at ... you know... I don’t have to run and try and save myself 5 minutes. I’m just

going to stay here and look at my emails... and err”, but I have been that person

that’s run across.

339. MO: You’ve done it... and back again.
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340. HW: I think it’s being given the wrong information, basically.

341. MO: That’s the most annoying part, yeah?

342. HW: Really irritating, yeah. And when the train just comes to a halt and they

don’t tell you why and you’re just stuck there for hours... well not hours, but a

good half an hour, in a tunnel sometimes.

343. LW: Yeah, I think being stuck underground, not knowing what’s happening, not

knowing how long you’re going to be there. I’m not even that claustrophobic, but

that just makes me instantly feel claustrophobic.

344. HW: But when you’re like crammed in with people, and sweating, and then every-

one starts getting a bit agitating and a bit fidgety and they all start feeling funny

as well, and it’s just not very pleasant. Often before St Pancras it’s like a tunnel

and I’ve often sat there for a while. Like, the station I could probably walk to in a

minute, but I’m just stuck. I can’t go anywhere.

345. MO: Yeah.

346. RF: I think the tube’s definitely got better at sort of telling you what’s going on but

I think some of the mainline train services are still, well still not saying anything.

347. RL: How about, taking it onto busses, how about when you are about 10 metres

away from the stop and they won’t open the doors and you’re stuck in traffic, and

your like “I could literally touch...”.

348. <laughter>

349. RL: And I understand by the way, that they’re not allowed to, but that’s really...

but sometimes you get a driver who just sees, who just cuts through the red tape

and opens the door.
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350. LG: Just press the emergency button yourself... and do it...

351. RL: And there’s people like LG who leaves before the rest of us.

352. LG: I never get the bus.

353. HW: That’s what they used to do at school. A bit Juvenile...

C.2. Focus Group 2

C.2.1. Participants

• MO: The Moderator

• RR: The Researcher

• WR: Participant 1

• SR: Participant 2

• BM: Participant 3

• PB: Participant 4

• WL: Participant 5

• PW: Participant 6

362



C.2.2. Full Transcript

1. MO: OK so we’re going to spend about an hour talking and we’ll go through a

number of topics. So really the first set of questions are quite brief and aim to get

a feel for what types of transport you use already so if you could perhaps talk a

little bit, if we go round the table, about how often you all use the tube. Let’s start

with you WR.

2. WR: OK so maybe once, twice a week, but sometimes that will go up to four times

a week depending on where I’m working. I guess, the sort of work that I do, I can

be at lots of different places within the role that I’ve got. So, it’s not always the

same journey. I might have to get somewhere at the end of the day as part of my

job.

3. MO: I guess wherever you do go, it’s quite important you get there in time isn’t

it. With people waiting?

4. WR: Yeah, I guess, I’d presume it’s the same for a lot of the people that teach. I

don’t feel like I can step into the class after the class has started. I mean, to be

honest If I’m not there an hour before, it makes me feel a bit uncomfortable.

5. PW: Yeah.

6. SR: I use it between two times a week and six times a week. I usually cycle as

much as I can but if I’m lazy or it’s raining I get the tube. So probably two times

minimum, six times maximum.

7. WR: I guess now it’s getting a bit colder

8. SR: Wetter and colder.
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9. MO: And again, are you time sensitive for your trips?

10. SR: Yeah, yeah, I have a part time job so, I should be there on time

11. BM: Yeah, I’m time sensitive and I use the tube at least twice a week, maybe

maximum five times a week. I use an Oyster card to touch in and out, which just

sorts itself out and I’d rather not use the tube as much as possible, but I use it when

I need to know exactly how long something’s going to take. So it’s very reliable for

that.

12. WL: I use it three times a week, every Wednesday to get to a particular job on

time, and then I use it sort of maybe two nights a week coming back from work

late. So I’ll cycle into work and then maybe get the tube back late, or I’ll get the

bus in and get the tube back, just to get back quicker.

13. PB: If I’m freelancing, I will use it quite intensely in a commuter type way, so from

9-6 or what have you, but if I’m not working then I don’t tend to use it. And then

I use train, going into tube.

14. MO: So split journey on the heavy rail and tube.

15. PB: Depending on where I’m going.

16. WL: Does the Overground count?

17. WR: OK, I guess I use the bus quite a lot as well. It’s sometimes the lesser of two

evils, but in the morning the bus can be worse than the tube. You know, I’ve stood

at that bus stop down there for 45 minutes waiting for one to come by that I can

get on to.

18. PW: So I definitely need the tube twice a week. Thursdays and Fridays when I’m

teaching and I have to be there on time. So I have to leave extra early to make sure
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that’s going to happen. And then the rest of the week, busses and walking.

19. MO: So we’ve got some cyclists, people using busses, the Overground. What about

the heavy rail? Anyone tend to use that?

20. PW: Yeah, so I get train and tube when I’m teaching on Thursdays and Fridays.

21. MO: OK, so can we just say a little bit about how you pay. Have you all got Oyster

cards?

22. WR: I’ve stopped using an Oyster card. I just use my debit card now. Yeah. I

think, I saw something on the news the other day that said that if I’m using my

debit card I’m kind of paying the same amount for my fare every time whereas if

I’m using my Oyster card, I’m not necessarily paying the same.

23. MO: Are you paying more or less, do you think?

24. WR: Well I think there’s something around the cutoff point if you use it during the

week. If you’re overstepping it or not quite meeting it, you end up more, whereas

with my debit card I know I’m just paying exactly the same.

25. MO: What do the rest of you understand by that?

26. PW: Yeah, so I wanted to find out a bit more about it.

27. WR: Did you see the same thing as me where I wasn’t fully watching.

28. PW: Yeah, no, I haven’t seen anything, but I was talking to a newsagent who was

telling me about the debit card and he thought it was cut off, but someone thought

it wasn’t cut off who I was with, so there was an argument going on. So I don’t

know, but I have used the debit card.

29. MO: What do other people think?
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30. SR: I use my debit card all the time because then I only have to remember one

card rather than two, and it saves having to queue at the machine to top up the

Oyster.

31. MO: Oh OK. And do you feel it’s the same price, or cheaper?

32. SR: I don’t actually notice because I feel like it doesn’t tell you on the tube how

much it is, but I’m sure it’s fine.

33. PW: You’re trusting it...

34. BM: I’ve actually got no idea. I got this Oyster card years ago. Got it linked to

my bank account. It came out every whenever - few days - money came out - and

I would assume it would be the same price, maybe naively I’m assuming it’s the

same price if I start using my contactless debit card. I find it hard to believe that

there should be a different price.

35. WR: On the news story everyone was finding it quite hard to believe that they

were paying more when they were using their Oyster card

36. PW: So they were paying more with the Oyster. Wow.

37. WR: Because Boris Johnson, his big claim is that the Oyster card is the cheapest

way to travel, but apparently it’s not.

38. PW: Oh my gosh wow.

39. MO: Well, there’s some confusion here isn’t there.

40. <general agreement>

41. SR: Also I thought there was something about when you got your Oyster card. In

the last 5/10 years that it might charge you more. Like the actual physical card

366



itself, but I dunno, maybe I wasn’t listening...

42. MO: There seems to be a lot of ideas and ambiguity. But you generally have cards?

You don’t pay, you know...

43. PB: I use Oyster but the integration between train and tube is a real problem be-

cause of the way that the system works. Because they are separate. The integration

has always been a problem because they are sort of separate entities. So the way

that that joins up is a real problem. And also, the kind of trapping of information

about you is much more increased with the RFID chips within the Oyster card.

I kind of object to that sort of, you know, that trapping that information and I

suppose that would increase with credit card information, so.

44. MO: Well that does bring me on to information, about how you would get infor-

mation. Do people use smartphone apps, or mobile web sites for finding out about

tube journeys?

45. WR: Not so much for tube journeys but that bus app is probably the one of the

best things that’s happened to me.

46. WL: Which one’s that?

47. WR: I can’t remember what it’s called, but if I’m at home, I can just open and it’s

got the letters for all the bus stops around me. Say the 53 is coming in 4 minutes

or 15 minutes, I can have a tea.

48. MO: It’s called Next Bus isn’t it?

49. <general agreement>

50. WL: I use CityMapper, so it’s like that, but for everything else as well.
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51. WR: I really, oh cool. We should get that as well.

52. PW: I still log into Transport for London all the time. Just to think about where

to go. I’ve used the bus app a few times. When you mentioned it on, the program

here, I’ve just downloaded the tube one so I’m going to see how it goes, but yeah.

53. MO: So are you using these... so you’re using it to find out when the bus comes?

54. WR: Yeah, so I don’t have to stand outside any longer than I need to.

55. MO: Yes, of course, but you wouldn’t use it for the tube would you?

56. WR: No, because I would just presume, I mean, if it was at the weekend, I would

almost certainly check to see which lines were going to be disrupted because there

normally are some, but if I’m going to the tube station I would expect to only wait

4 minutes really, maximum.

57. MO: So it’s not worth looking it up.

58. WR: Yeah.

59. MO: And is it only at weekends you would look for tube disruption?

60. PW: Yes.

61. MO: You’d assume in the week things are more or less...

62. SR: I wouldn’t actually look. I would just assume and leave earlier.

63. PW: Yeah. I leave earlier.

64. WR: Yeah because hasn’t the Victoria line been having work done on it for about

the last five years every weekend. It seems like that’s been an ongoing thing.
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65. BM: With CityMapper, which I use a lot, it’s great. It knows where you are, you

key in where you are going and then it will find you the quickest route. It’ll find you

a number of routes. It’ll find you the quickest route, but it will also find you the

cheapest route, so the top listed things are always bus routes. It then does break

down the times and often it advertises it’s going to be quicker than the tube, so it

does usually go for bus routes. How that often pans out with traffic and what have

you...

66. WL: Yeah that’s it... How do you...

67. BM: Well mostly it’s very accurate.

68. MO: Do you think they allow for congestion on those maps?

69. BM: They do seem to know when there’s congestion. It is aware of that.

70. MO: So it’s quite reliable?

71. BM: For the most part, it’s been within 3 minutes. If I’m going to leave here and

go to Oxford Circus it can be pretty accurate with that, and then that’ll determine

whether to use the tube or the bus.

72. MO: Does anyone use TubeDeluxe? Have you heard of that?

73. PW: That’s the one I’ve just downloaded so I don’t know. I haven’t, but I’m

interested in what it does.

74. WL: What’s it called?

75. PW: Tube Deluxe.

76. BM: I did have that once, but CityMapper just knocked it out of the way.
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77. PW: Did you look at it, the TubeDeluxe one?

78. BM: I did, but it didn’t last long.

79. WR: What’s the app you guys are using called?

80. MO: I get the impression you mainly use it before you travel, rather than during?

81. WL: Both actually.

82. BM: Citymapper. If you’re on the tube and you can get contact, then you can

check how long the journey’s going to be, so if somebody’s waiting for you at the

other end you can see if it’s going to take you 15 minutes and text them.

83. MO: Even on the tube you find you can do it? You can get signals...

84. BM: Well if there’s a signal, yeah...

85. MO: Is that a problem though, not having signals on the tube?

86. WL: I probably can get signal a lot of the time, but I don’t even try, because the

tube’s so quick, it isn’t really a problem.

87. SR: I’m the same. I kind of don’t try because I usually assume that there won’t

be one.

88. PW: What do you mean? Using your mobile phone in the tube?

89. WR: Yeah, there’s wireless in a lot of the Underground now, I think.

90. PW: Sorry!

91. <general agreement>

92. WR: I’ve never used it, but I’ve seen people doing things.
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93. WL: I thought it was just if you were with a certain network and I always just

assume that I’m not with the network. Or whatever...

94. SR: Same. I’m just like “Oh I probably don’t have it”.

95. MO: What about the live departure boards. Do you look at those to see how long

before the next train comes?

96. PW: Do you mean on the platform?

97. MO: Yeah.

98. PW: Oh yeah, I love those.

99. MO: You like those do you?

100. PW: Yeah, I love those. When it doesn’t have them, I get a bit “What’s happening?

When’s the next train coming?”.

101. SR: Same with the bus ones. When there’s not one there I’m like “Oh god... it

could be hours”.

102. MO: Even though it’s only a minute between trains, you like that do you?

103. PW: Yeah, I love it. And I love the ones at the bus stops. Love them. And when

it’s not got one at the bus stop, I’ll use the text service to find out when the bus is

coming.

104. WL: Although really sometimes you encounter one and it sort of tells lies and that

makes me really angry. But it doesn’t happen often any more. It use to happen a

lot. And now they’re pretty good because they’re all connected.

105. SR: When it says that it’s been due for like half an hour and you’re like “Really?”.
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106. PW: Yes, yeah.

107. MO: So you don’t find them totally reliable, but generally a useful thing.

108. SR: There’s something nice about seeing something that’s a low number. You’re

like “Oh 3 minutes, that’s not very long”.

109. BM: There is sometimes an announcement. You’ve just got off a train that’s

jam packed, it says there are delays on that line, and then there’s some sort of

announcement that says there’s no delays on any line. All lines are running to full

service. That’s pretty frustrating.

110. MO: What about staff? Do you look out for them to ask or are there those help

things on the platform aren’t there. Have you ever used those?

111. PW: Never used the help on the platform.

112. WR: I’ve only done it once just to see what would happen. A really long time ago.

I can’t remember what happened but you know, it looks quite inviting doesn’t it.

Someone just talks to you - you ask them a question and they answer.

113. MO: Do you think having all that information makes you feel safer? Or do you

feel safe anyway?

114. PB: It depends. In train stations, it probably is good to have something like that

there because it is very visible where there’s no staff on the actual train. So at

Wimbledon Chase they have things like that and it’s quite deserted and there’s

long periods between the trains, but on the tube I don’t think it makes much

difference.

115. MO: You don’t feel bothered in the tube... no...
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116. PB: Not that I feel vulnerable, but it’s good to know that that is catered for. You

know, that there is something there.

117. MO: I mean, a lot of the information that you are telling me about is actually in

real time but some of it is due to CCTV surveillance and so on. Does that bother

you that you are being watched every twenty yards?

118. WR: No I just presume that in London I’m being watched most of the time. I

mean, they’re everywhere aren’t they.

119. WL: I guess in certain public places maybe I’d see it more as a safety thing, that’s

got beneficial things rather than apart from the fact that surveillance everywhere

is a problem, but on a train station platform...

120. MO: It’s fair enough.

121. WL: I’d like to know the camera’s working.

122. <general agreement>

123. WR: We were at Gravesend train station, I don’t know... a little while ago, and we

got to the station quite late and the things weren’t working and there was no-one

actually on the station and it was quite sketchy wasn’t it?

124. SR: yeah, yeah.

125. WR: And people just kept coming in and no-one knew what was going on and

people were starting to get angry. You know, it was already sort of past 11 at night

so people had been drinking, and I would like to have think that there is at least

someone somewhere on that station that was watching.

126. PB: So they had an expectation that they were going to get information and they
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didn’t get it.

127. WR: Yeah, yeah. Information was coming through, but it was wrong.

128. WL: That’s why I think sometimes having a person when things are sort of chaotic,

even if people are really frustrated, and that person’s got 5 people around them

asking questions, I’m surprised that I can be quite patient in terms of wanting to

talk to them but glad that they were there...

129. <general agreement>

130. WL: ... to be brave enough to face that situation, or that they’d taken responsi-

bility, someone’s taken responsibility.

131. MO: So we are beginning to talk now about what happens when there is disruption

which is what RR’s PhD is about. So, the questions we have here are for instance,

perhaps you could talk a bit about when things do go wrong when you are travelling,

particularly some of the commuting journeys you’ve told me when you’ve got to

get there and so on. How often does it happen for instance, is it something that is

unusual or something you are aware of all the time?

132. PW: There’s been a few times, and it just happened this week, at Westcombe Park

train station where the Oyster pad things aren’t working, and then you have to buy

a ticket from the machine, and then the woman was there but then she shut her

window, and so everyone was queueing up for the tickets. You had to buy a ticket

and then ring up Oyster or something, and get a refund, which is annoying. So if

you didn’t have any money on you - just had an Oyster card - and you still had to

get to London and, er, I was late for work, because I missed a train because people

were queueing for the tickets. And that’s happened probably 3 times in the last 3

months.
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133. MO: With quite dire consequences if you’re actually late.

134. PW: Yes, yeah, it was.

135. MO: Any disruption in your trip?

136. PB: Well the thing about disruption is that it’s not a typical thing. But I mean

sometimes there are forms of disruption that are typical, which would be over-

crowding and not being able to get on tubes and so forth... and just, you know,

sometimes I’d count disruption as, you know, unexpected kinds of events on your

journey, so tube lines not working and stuff. I usually don’t check ahead of time

that things aren’t working just because you don’t expect that that stuff is going

to be... you’re going to get the information that stuff isn’t working... so yeah, it

can be hassle, you know, if you’re trying to get somewhere but I mean that’s kind

of... you just have to build it in, but you known, take alternative routes if you can,

and...

137. MO: Yeah... have you any thoughts?

138. WL: I was just thinking about maybe Saturday or Sunday, I was on a train platform

and the entrance to it is down one end of the platform and for some reason there

was a lot of people with buggies or something, so there was a bit of a bottleneck

and maybe two minutes before the train’s going to come, it starts to feel a little bit

scary because there’s this sense of lots of people filling up that very small space,

and then no one there to organise it, no one there to deal with that situation and

that’s where you’d expect there to be an announcement or something as they can

see what’s going on. But it was fine. The train came and people got on it, but that

momentarily felt a bit hairy.

139. MO: That’s interesting. So disruption is not just about trains not coming. It’s
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about the flow of passengers...

140. WL: I think it’s because in recent years London has felt so much busier. The

transport system is so much more pushed that since the Overground come in, within

2 months that’s packed. It went from being empty to packed, so it’s just the scale

of London, the amount of people is kind of a bit scary.

141. WR: Yeah, I think that thing at London Bridge I guess would be where I’d be

getting the tube from a lot. Before 9 o’clock when they are herding people towards

the ticket barriers, and then they close the ticket barriers because there’s too many

people on the escalators, there’s too many people on the platform, and then they

open it...

142. PW: you can’t even get through.

143. WR: ... and there’s this big surge forward and you’re standing on the platform like

this and you can’t move...

144. PW: Yeah, that’s scary, yeah.

145. WR: ... the trains are coming, people can’t get onto them, people are getting

aggravated. I find that overwhelming when I’m underground. I do. I think that, I

don’t know, you’ve got no control over your body really.

146. <general agreement>

147. SR: You’re already hot and stressed and it doesn’t help that.

148. MO: So, do you consciously take actions to try and avoid some of these situations?

I mean that buggy thing was perhaps an unusual occurrence, but some of the

things you were talking about are predictable in a way aren’t they, although they’re

disruptive?
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149. WR: Yeah, I think you know I guess, a bit like yourself, I’d always rather get the

bus if I could, but that’s not always the most convenient.

150. PB: Yeah, it’s unpredictable.

151. WR: Yeah, and the busses can be just as bad in the morning.

152. PW: You know, if you have to get a long way as well, like I have to go to West

London on a Thursday. It’s quite a way, and I sort of have to get there, get the

tube. I leave really early in the morning. It adds a lot of time on to my day.

Because in the daytime my work colleague works a lot later. She starts work at

like 12 o’clock or something. And for her the journey takes - we go from the same

place,Westcombe Park - takes her 40 minutes to get in. For me it could be 1 and

a half hours. I have to be there at nine in the morning.

153. MO: So you’re constantly judging times and trips.

154. PW: We’re doing the same journey, yeah.

155. MO: And would you actually try... I mean, sometimes presumably you have to go

at that time, but sometimes leaving early might actually save time.

156. WR: Yeah I mean there is a period in the morning which I think is roughly from

around 8 o’clock leading up to 9 o’clock where I would always try not to be there

if at all possible at that time, because it’s like...

157. WL: It’s horrible. I used to live on the Central line and similarly I’d try and avoid

it. Try and go really early or... and for me I’m quite lucky as I’ve always worked in

different places.... Or just go a lot later. Because the Central line, Bethnal Green,

people are pushing each other onto the train and I kind of think that if that makes

me fearful, there are so many people that are so vulnerable, the whole situation’s
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just awful.

158. SR: It would just make you avoid it all together wouldn’t it.

159. WL: Yeah, so I would avoid those kind of times.

160. SR: yeah same.

161. WL: But I’m lucky because of the way... because of my work patterns.

162. PB: I used to find, when I lived in Clapham, I used to use the Northern line to

get onto the Metropolitan line at some point and if I tried to get to work early,

left a little bit earlier, this was getting on the train before nine, it seemed to take

a lot longer than going after 9 o’clock. I seemed to incur more difficulties, more

interruptions. The other things I always found was that one of my most tiring parts

of the day would be the travel, so I wouldn’t mind spending longer on a bus or on a

different tube line if I could just sit down. That was definitely preferable to having

to stand for 50 minutes or whatever it would be in a packed train. So I’ve used

stranger routes just to use more quiet trains.

163. WR: I know what you mean actually. I can get off my journey and my day is

ruined. Because even though it’s probably my fault, there’s virtual steam coming

out of my ears and just in a rage. As I’m put into such a bad mood so quickly

because of all those little things and it’s a slow build up from you know, too many

people standing on the wrong side of the escalator and I just want to keep moving,

to then being shoved onto a tube and the door hitting you in the head because

there’s not enough space and you haven’t moved back, to then discover you’ve then

got rubber marks over the cuffs of your white shirt because you are squashed up

against the thing. And by the time you’ve got off you’re like “I wish I’d stayed in

bed, and now I’ve got to go into a room and smile at everyone.” But just recently
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in the evening I had to meet SR and we were going to an event and I had to get

onto the Jubilee line and I was coming from Liverpool Street and it wasn’t ‘til we

were pulling into Bond Street that they said “Bond Street. The Jubilee Line’s not

working from Bond Street.” Now, too late for me at that point and again I was

furious by the time I got out of the tube.

164. MO: You felt trapped.

165. WR: Because I had to backtrack and find another way.

166. MO: It strikes me that you’ve got a lot of knowledge between you about what you

can do when things go wrong, haven’t you? Other things that you can do. A lot of

it you’re avoiding perhaps by planning ahead, adjusting travel times, particularly

leaving early. But then sometimes things must happen that you couldn’t predict.

I mean you know a person under the line would be the classic announcement you’d

hear wouldn’t you. And then, what happens then. Do you get off the train, or

what do you do? Go out? Get a bus?

167. BM: If possible, if you’re not stuck in the tube - you’re at a station, then it may

be... since Barclays bikes, which I use, if you’re able to get of, go above ground and

get on a Barclays bike, then I do that.

168. PW: Also, In CityMapper, until these apps were around, you really would be stuck,

and you’d be like “I don’t know what to do”, but actually it’s so easy to find out

another way to get somewhere. For me that’s just the last year I’ve been using

that, and before that I would have been way more stuck.

169. MO: Would anyone else agree with what she’s just said? Has that made a huge

difference?

170. SR: It’s also just living in London for a while as well, as you know that something
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might not be that far away but it looks further away on the map than it is, whereas

if you’d never been to London before and your journey stopped half way through

you’d be really confused.

171. WL: And because you cycle you know London in that way don’t you.

172. SR: Yeah, you know the streets.

173. MO: Well, the map of the tube is very conceptual isn’t it. You find you’re right

next to the other station without realising it. But you know that now. You all

know London well now.

174. WR: And I think regardless if whether I had an app on me or anything if I thought

I was going to be stuck on a platform underground for, well, an unknown length

of time I’d just want to get out. Yeah. leave the station and try and find another

way.

175. PB: I think it’s a negotiation with whoever you’re working with and the culture

where you’re working, that expectation of what time you’ll arrive at work and I

don’t think there’s a lot of flexibility in the places that I work to do that. So they

just don’t have allowances for just the general commute and over the years, I think

the amount of traffic’s gone up massively. So apart from more sort of dispersion,

taking different routes, I think generally the tube just seems more crowded than it

did. And I think it’s getting to a point where it is actually impacting on... when

you think about going to work and those sort of things, it definitely is noticeable I

think now. And the expectation is that it’s going to get worse I think. That’s how

most people feel, that it’s going to become a big problem and that in itself causes

stress to just how you plan your journey and stuff. So the information systems are

really good, but the actual infrastructure there’s lots of problems.
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176. MO: Would you go as far as to almost design your job around not having to

commute at peak hours?

177. SR: I’ve done that when I’ve been applying for jobs, and I’ve been like “I can’t be

bothered doing that journey”. If it’s too far away, I won’t even bother applying.

178. MO: And maybe arranging meeting students, timetables and things, you’ve got a

bit of flexibility there to avoid the horrid hours have you?

179. WR: To be honest, I personally don’t have flexibility around that at all. I start at

ten. I have to be there. Well, before ten, but I start at ten. And there’s not going

to be... I mean, if I spoke to my boss, and said there was a problem, I know what

her response would be. Leave an hour earlier. It would you know... leave earlier.

They get there at ten. You get there at ten.

180. MO: So the thing that would drive you if you’ve got these constraints, is what’s

going to get you there the nearest to the time you need to get there, regardless of

other issues. Although you’re saying WR that you get a bit claustrophobic, you

have to leave, even if you thought you know, five minutes they’ll fix it and it’ll be

alright.

181. WR: Well, I’m travelling quite light today, but sometimes in the mornings if I’m

running a big workshop, normally I’ll have a bag like that, a massive holdall full of

equipment, maybe a portfolio, and sometimes I’ll have a trolley as well. Now I have

to negotiate... Now if I’ve got that stuff, I can’t walk to work, and I have to get

onto a bus, and I have to negotiate that with every other angry person that wants

some personal space on the bus.

182. MO: And you have to give way to buggies and wheelchairs.

183. WR: Yeah, no one wants to move for you. “Can you move down the bus please?”
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But you know, that can be a problem. And that would make me... you know there

are times when I’ve got a busy day and I’ll get up at half 5 rather than half 6 so

that I can have the area on the bus to put all of my stuff in. Because otherwise I’m

not going to get it there. And I have to get it there.

184. MO: And is the tube, if you have got a lot of luggage and heavy things, is the bus

better than the tube do you think, or vice versa?

185. WL: It’s because the tube is... it’s the thought of going in, the stairs the escalator

- there’s a lot more movement before you get on the bit of transport - whereas the

bus at least... even that’s a nightmare sometimes.

186. PW: The bus is OK but I don’t like where the compartments are to put your

luggage. You have to lift your heavy luggage up to this level.

187. WL: That’s true. It’s ridiculous.

188. WR: You’re probably quite similar to me aren’t you? When you’re lugging around,

it looks like you’re moving home.

189. WL: Yeah, always carrying a suitcase, yeah.

190. BM: But isn’t there on the bus, there’s a driver there that might say “You can’t

take that on.” whereas on the tube I feel like no-one’s watching. I can do what I

want.

191. <general agreement>

192. BM: Because I have done that. I have got on things, you know...

193. PW: The tube’s a bit easier in a way. Because you can just wheel something on.

194. WR: I think for me, I’m more with WL I think. Having to think about getting

382



down an escalator with all that stuff would put me off.

195. PW: Yes.

196. MO: One thing you haven’t mentioned about this disruption, doesn’t seem to be

a factor in what you decide to do, is the cost of switching modes or giving up on

your journey and getting something else. You’re presumably paying again if you

do some of that stuff aren’t you?

197. WL: Umm I really don’t think about the different prices. Unless I’m really really

skint, and there are months where I get to the end of my overdraft limit and I’ve

got no more money and I’ve got another week or two to get through. And then

I’ll take the bus, or cycle as much as possible, but otherwise I tend to not to really

think.

198. BM: You told me about the transfer on the bus. When the bus terminates, you

said “Make sure you get a transfer ticket”.

199. WL: They don’t like it all the time.9

200. WR: But you’ve got to say “Transfer ticket”.

201. SR: Oh yeah, I totally get the ticket, yeah.

202. PW: What do you mean?

203. WL: Then they say “You didn’t look at the sign”. And then I say “I’m really sorry.

I will next time”.

204. MO: That’s one thing about the tube. Once you’re in you’re in, aren’t you, and

your changing around and it’s depending on the zone you’re in. Whereas if you get

on different busses you’re paying each time. There’s no transfer unless they haven’t
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got a driver or something. So it can be quite expensive for people making complex

journeys by bus.

205. PW: I think there’s so many prices, I would get really confused about what I’m

paying. I just know that everything’s expensive.

206. <general agreement>

207. PW: So I’m paying a lot for my travel. So I used to do monthly pay as you go.

No, monthly payment or something, like £100 or, when I was travelling every day.

Now I don’t. I just do a pay as you go Oyster. And I feel like I’m always putting

money into that machine. Ten here. Twenty quid there. Generally a tenner a day.

208. WR: Like her I try not to think about it but there’s two occasions recently where

I’ve left the house only to discover I’ve not got my Oyster card or my debit card

then you go to the person and say “Can I have a single please?” and they say

something like “Fill out this mortgage application”. But to buy a single ticket on

the tube it’s like being mugged. It’s like £8.50 and they were like “It’s going to

be cheaper if you buy an Oyster for £10 and then come back tomorrow and claim

back the deposit”. And it’s like, I just want to get a single, I just want to travel to

Camden.

209. SR: Don’t even want to go.

210. WR: Nope, don’t even want to go. But when I was actually confronted with that

thing of having to buy a single ticket, I could not believe how much it cost. Yeah.

211. SR: It was crazy.

212. PW: Yeah, and you can’t do cash on the bus any more.

213. MO: No, they’ve stopped that since July.
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214. PB: Yeah, it’s not a flat structure. If you travel to places like Holland you feel

like it’s an integrated transport system. You don’t feel like that in London because

like getting on the bus, getting on the train... the more different types of transport

you take the more you’re going to pay. So it just doesn’t feel integrated. And like

you’re saying they have different cultures as well. You know, you go on the bus

and you get treated in a certain way. You go on the tube and you get treated in a

completely different way. And it just doesn’t feel like it’s one service.

215. MO: Right. Say a bit more about how you get treated differently.

216. PB: Well, just you know, the way bus drivers are. It seems like a totally different

thing to...

217. MO: What, they’re ruder and more abrupt?

218. PB: Yeah, I mean there’s more communication with the bus driver, and the bus

driver is much more engaged with the people on the bus, and when you go on the

tube you don’t have that same kind of relationship. You’re just sitting on the tube.

And then you go on the train and you’re getting your tickets checked every so often.

That can be quite a rude experience so it’s quite kind of in your face. So, yeah,

there’s different cultures across each of those different forms of transport and it

doesn’t feel like there’s any thought about the connecting of those services up.

219. MO: But it doesn’t actually prevent you using one or the other.

220. PB: No not at all.

221. MO: What we are saying is we use busses or trains according to...

222. WR: Yeah, but I think we live in a city where, much as there might be times when

you don’t want to be on a sweaty tube, we don’t always have choices. This is the
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sort of city that we’ve chosen to live in. It’s overpopulated, it’s enormous. We have

friends, family and jobs that are miles and miles apart from each other so there’s

not always options. Sometimes it is the tube or the bus or a 3 hour walk or a cycle

in the rain as an option, so... I think it’s part of living in a city like London isn’t it.

223. PB: But it seems it’s sort of London Transport, but it’s not an end to end service.

That’s kind of what I was trying to say. That it’s branded as one thing, but it’s lots

of different things that don’t really connect. It’s the bit where it doesn’t connect -

you know, you get overcharged when you go between train and...

224. WL: Yeah the pink thing. I sometimes touch the pink one. When you’re changing

between the overground and the tube sometimes there’s a pink one and I touch it

sometimes but I think it makes it slightly cheaper.

225. <laughter>

226. PW: I’ve never seen the pink one, no.

227. MO: So would you say that when disruption occurs, to some extent you are con-

strained about the ideal alternative because of all this lack of joined up modes

between all these different things and so on. So that’s one factor that influences

what you actually decide to do if there’s disruption.

228. SR: Yeah, I can’t find one... like if I look at TfL and there’s a bus to a tube or a

bus to a bus or a tube to a tube, I’ll just say no, because the inner change between

the two, I don’t really like it. I’ll either walk to the bus to avoid taking two busses.

229. BM: Yeah, changing is just to be avoided isn’t it.

230. SR: The more changes you add on the less likely I am to leave the house.

231. WR: It’s like if I’m invited to something and I know it’s 2 busses. It’s....
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232. MO: BM Mentioned earlier getting on a Boris Bike. Is that something anyone else

has done?

233. PW: Never used the Boris Bike.

234. WR: I’ve used one once just to try it out.

235. MO: With all your luggage?

236. WR: I guess, we’ve got bikes in the flat, so it could be useful.

237. PB: It was great, when I ended up at Vauxhall or something, on the way to some-

where else, and I just jumped on a Barclays bike and cycled to another tube station.

238. SR: So I don’t even know how they work in terms of pricing and stuff. Is it by the

hour?

239. PB: I had one and I paid £90 a year for and you can use it...

240. MO: It’s free for half an hour. If you get it back in it’s dock in half an hour.

241. PB: That’s if you’ve paid, it’s free.

242. <laughter>

243. PB: I mean they charge you more if you go over the half an hour.

244. MO: Yeah, that’s right they do.

245. MO: Can you think back to a major disruption, like you know, maybe a bomb

scare or something where everything just shuts down. What do you think about

how that’s handled when it happens. I guess most of you have experienced one

incident like that in the last few years?
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246. WL: Does it have to be London?

247. MO: Yes.

248. WR: Not in the last few years but certainly, umm how many years ago, when the

city was being hit a little bit and you are quite often coming home either whole

areas of london would be... I remember coming home - I was working in Tottenham

Court Road... Warren Street and had to come back through Tottenham Court

Road... and enormous area had been cordoned off because someone had called in

a bomb threat. And that was happening, not loads, but there were a couple of

occasions I remember that. And to be honest, just kind of not really thinking too

much about it. People just seemed to just get up and get off and try and find a

new way. People seemed to be more concerned about how they were going to finish

their journey than what was the actual problem.

249. MO: And what about the information when things like that happen. I mean

even when they close Victoria, which they frequently do at peak time, do you feel

that there’s enough information about what to do next or do you make your own

decisions anyway. I mean, I was struck once at Green Park, where it was completely

closed and the information they were giving people was to get a bus to Victoria

and I just thought, well why didn’t they tell you to walk across green park, you

know. That would have been quicker for everyone but they somehow weren’t in that

mode. But presumably if it happened to you, as it did to me, you know London

well enough that you’d do that probably.

250. PW: Yeah, I suppose, I’d know on the tube to ask the tube staff. I find the tube

staff quite helpful. Train stations you’d be... you know sometimes there’d even...

on a Sunday, the thingy, what’s-it-called, not the tannoy, the light thing. That’s

not working but there’s no staff. So, people are standing at the station, and then
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you’ve got no-one to ask, so yeah, information can be pretty poor at train stations.

251. RR: So when something quite major is wrong. The train you are on, or the station

you’ve arrived at - you’re not getting anywhere from there. Because it’s closed for

some reason - something’s gone wrong or something like that. Do you just go with

the flow, because there’s lots of people looking for how to get around the problem.

Do you go with the flow, or do you think about it yourself, go “Right I’m going to

do this. This is my plan. Don’t care what anyone else is doing” or...

252. PW: At the train station when that’s happened, people are standing there. They’re

not talking to each other about it. But everyone’s kind of like... and then eventually

people might start talking to each other, and saying “Oh yeah, look up on the

Internet” but then if that’s still not a thing, then... talk about where alternative

routes are.

253. MO: So informal sharing of information with everyone else.

254. RR: But what about... I’m thinking on the tube when that happens. And there’s

generally lots of staff everywhere going “Go to this station” or “Get this bus” or

whatever... sort of ushering the thousands of people in the right direction. Do you

go with the flow, or make your own plan?

255. WR: I would get out of the station to be honest I think for me it may be a little

bit of a personal thing, but just having all those people around me - I wouldn’t like

that. And also, I’d probably just want to get out and figure out where I was and

what’s the best route for me.

256. WL: Yeah, I’d maybe kind of guess that they’re gonna be sending you a really long

route. And Maybe it’s because I feel like I’ve lived here a long time that I might

know a better way. It doesn’t mean I wouldn’t go with the flow. Like I would do
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that some of the time, but sometimes they... because they want to disperse the

people as much as possible, it’s going to send you round the houses perhaps.

257. MO: So you don’t totally trust the information.

258. WL: Well, I think they’re probably doing it for the right reason, but in a selfish

way I think...

259. MO: ...I’ll beat the system.

260. <general agreement>

261. WR: Yeah, I think it’s that thing about being really, you know, we’ve been in

London for a really long time, and I feel I probably know what’s best for what I

want, and that guy doesn’t know what I want, he knows what the Underground

wants, which is to move these people around as quickly as possible. But I’ve got

something that I’m trying to do and I probably know the best way of achieving

that.

262. BM: Yeah.. I always think they’re just giving you the main road. I mean, you want

the main road if you’re in a city you didn’t understand. You wouldn’t think “You

go down there, turn left turn right...” you wouldn’t want the shortcut because you

wouldn’t understand it. But you just want the main road in that case, and they’re

always going to give you the main road.

263. SR: Or if you were on your own, you’d maybe want to go on the main road, but

not if you’re alongside like 1,000 other people who are trying to get on the same

bus as you. I’d be like “I’ll go that way” and try and get a different route.

264. MO: OK so we’ve got some independent strategies going on here. Yeah. Nobody

has mentioned getting a taxi when these things happen. Is that something you’d
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ever use?

265. <laughter>

266. PW: That’s when money... really... yeah.

267. WR: Talk to us in a couple of decades!

268. PW: That’s when money’s a consideration really because...

269. BM: I would... some periods of my life... you know.

270. PW: Oh yeah... payday.

271. MO: What about Uber and some of these apps you can get now to share taxis?

Anyone ever tried those?

272. SR: I use Uber a lot. Probably a bit too much.

273. PW: Really?

274. SR: Yeah I just really like it. It just comes straight out of your Paypal so you just

don’t really notice it.

275. PW: Wow.

276. SR: It’s good and bad...

277. WR: And you can be standing on the side of the road, and say I’m standing on

this road outside Boots and a few minutes later a car comes.

278. SR: And they send you a picture of who’s there so you can look for them.

279. MO: You don’t even need to tell them where you are, do you. You just tell them

where you want to go. What about ringing a trusted friend or something like that,
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when these things happen, rather than relying on the official networks. Is that

something people would do... “Help me, I’m stuck”.

280. SR: I don’t really know how they would help. I don’t really know anyone that

drives.

281. MO: And you reckon you know as much about the system and how it works than

any friend who would...

282. SR: I guess so, but only in, like, it’s my comfort zone. If I was outside of my comfort

zone, maybe I would phone and maybe someone could at least tell me what to do,

but I don’t really go out of my comfort zone very often.

283. WR: Yeah, I don’t think I would call a friend. And I’ve never had a friend call me

and say “I’m stuck on the bus” or...

284. PB: You could start a trend.

285. MO: Would your choice be different if instead it was a station near your place of

work was closed when you were leaving work. Is there a difference between going

from home to work and then finishing work and having to get home?

286. SR: Because you care more because you want to go quicker?

287. MO: Or maybe you are more flexible?

288. SR: Whereas on the way you’re like (sarcastically) “Oh no I can’t get to work”.

289. MO: Well, you know you haven’t got a class of students waiting don’t you, so you

might think “Oh, I’ll sit in the pub for half an hour” or...

290. BM: I would agree. I would be more flexible with time on the reverse side, in a

sense.
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291. SR: I’m the opposite. I’m more likely to want to get home quicker... get the Uber.

292. PW: I think I’d be more flexible...

293. MO: After work?

294. PW: Yes, yeah.

295. MO: Perhaps it depends on the nature of work then. If you are going to get

grumbled at if you are late, or if students are waiting, it’s a bit different from if you

just say to the boss, well, tube was terrible. Yeah? It does make a difference?

296. <general agreement>

297. MO: I mean, most of you are in jobs that are pretty flexible aren’t you, apart from

when you’ve got students waiting?

298. WR: My job’s not flexible at all. My year is timetabled half a year in advance.

There’s things that I have to go to that’s part of my job that might change during

the term, but as far as sort of term time and teaching, I’ve got the days I’m there

are set, I have to be there on time, I’m expected to stay after that time has finished

for a little bit. There’s not that much room to manoeuvre with that.

299. MO: Anything else you wanted to ask, RR?

300. RR: Yeah, just actually, on the thing of morning vs. evening... going in vs. going

home. Do you find things tend to go wrong with the tube more often in the morning

or the evening? What’s your gut feeling, or is it about the same?

301. BM: I’m going to go for morning more often.

302. PW: Yeah, I;m going to go for morning.
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303. WR: Yeah, me too.

304. PW: But maybe it’s because I’m more stressed about getting there, I don’t know.

Maybe I think about it less on the way back.

305. WR: There feels like there’s that bit of pressure, that you’re up against the clock.

306. PW: Yes yeah, definitely.

307. BM: There’s more weather issues in the morning aren’t there? There seem to be

less weather issues in the evening.

308. WL: No...

309. PW: Are there...

310. BM: No?

311. WL: Umm...

312. BM: Maybe it’s just the Metropolitan. It’s the line that I use a lot.

313. PW: Maybe they’ve just got to work so they’re not prepared for it yet. In the

morning... that makes sense.

314. MO: I suppose if something’s going to go wrong with signals it’s likely to suddenly

appear when they switch everything on in the morning.

315. <general agreement>

316. MO: I think they are going to 24 hour working on some lines soon... later this

year, so it might not be a factor.

317. WL: Yeah it’s true... the thing with the snow and the ice, that’s a common one
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isn’t it. in the winter, there’s going to be two or three days, and that’s because it’s

been over night...

318. BM: And I always assume drivers are going to phone in sick, and that’s going to be

in the morning, and it’s going to be “Oh, so and so’s fucking sick, and we haven’t

got anyone to cover the line.” and then there’s probably some excuses they boot

out due to that. I kind of invent this thing. I just think “Oh there’s a few sickies

today alright.” and that’s why the line’s...you know, we’ve got leaves on the track

or whatever it might be. So I’d definitely go for the morning.

319. BM: But then I think there’s more incidents in the evening. Weather in the morn-

ing, incidents in the evening.

320. PW: Oh yes, yeah, bad day at work...

321. <laughter>

322. PW: ... a bit angry...

323. MO: Does anyone have an app that warns them when these things are going to

happen... to tell you your regular journey....

324. RR: Well, after these things have happened, but before you try to take your journey.

325. MO: On some routes you can register your regular trips, and then they would give

you a warning if there is disruption so you could go to the pub or something instead,

in advance.

326. <general disagreement>

327. PB: Citymapper does have delays and what have you on it.

328. MO: But you don’t have that personalised to you, with a message coming through
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a text to you. Nobody’s got that?

329. WR: Does that exist?

330. MO: Yeah.

331. WR: Oh it does.

332. MO: Well, with some it does. I’m not sure with the tube...

333. RR: You’ve certainly been able to subscribe to particular lines to get text messages,

for a very long time, because I don’t commute on the tube - I haven’t for years - but

I still get the blasted text messages and I can’t stop them. At 7:45 every morning

I hear all about the District line, and I don’t even use it any more.

334. SR: If I’m going to go on the tube, I would mean to check it, but if I don’t and

then I get there and it’s all messed up, then obviously there is a problem, but yeah,

if I got a text I wouldn’t forget to check it.

335. MO: You wouldn’t... OK. It’s interesting because you’re all quite high users of

smartphones, I take it you’ve all got smartphones and things, and yet you’re not

using it to the full extent that some of my “anorak transport friends” would. I

mean they often know about disruption before the announcements at railways.

You know... they’re such...

336. WR: But isn’t that part of their... their thing, in a way.

337. MO: Yeah, yes it is. It’s their identity.

338. <laughter>

339. PB: When we were talking about time, I was quite amazed. I got the impression

that everyone here is pretty strict about turning up for things early, which is very
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nice to hear, but I was thinking... even when I don’t have somebody there... stu-

dents there or have to be at a meeting, when it’s my own time, which is a lot of

the week, then I do think that Londoners are incredibly time conscious,and even if

they don’t have to be somewhere to meet someone at a particular time, they still

want to get there as quickly as possible, whereas people I tend to find out of town

seem to have a lot more time to get anywhere. And I’ve probably got as much time

as they do, but once you get into the London mode, you just have to get there as

quickly as possible. That’s all there is too it. Or as efficiently as possible.

340. WR: And I think, for me, it’s bothering me the whole time, that I’m in the journey.

341. <laughter>

342. WR: It’s true, even if I’m not meeting anyone, I’m thinking, you know, I should

be there by now so why aren’t I there, so what’s happening.

343. WL: It’s kind of dead time, isn’t it. It’s that London or New York way of thinking

about it, time is money or whatever.

344. WR: You know where you’re going and it’s almost like that thing, “eyes ahead”,

and I don’t want anyone standing in front of me, I don’t want anyone slowing me

down to have, I don’t know, to look at an advert. But you know that feeling, it’s

like forward momentum and that’s how London works. Everyone is just moving

forward the whole time and any time that something gets in the way of that...

345. WL: I feel justified in being angry in those situations.

346. <general agreement>

347. MO: Nobody really then likes the chumminess of all this travelling, and just having

eye contact with people and... no?
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348. WR: London’s not that sort of city, is it....

349. SR: I prefer to travel alone.

350. MO: Do you, OK.

351. SR: It’s like a race isn’t it.

352. MO: Hence your use of taxis, so then.

353. WR: I remember the first time I went to America and got on a bus, and someone

started talking to me straight away and I was like “What’s going on??? You don’t

know me”.

354. MO: You should go to Newcastle.

355. PB: Does everyone know the best bit of the train to get onto so that they can get

off as quickly as possible?

356. SR: Yeah.

357. WL: I don’t.

358. PW: I don’t think there is a good one to get onto anymore.

359. MO: Well how do you mean?

360. PW: On the tube it’s the end of tracks isn’t it?

361. SR: So you know where the staircase is at the other end.

362. PB: Well, whether to get off at... so I know certain stations... so if I’m going to

get off at Tottenham Court Road, I want to be at the back I think of the train.
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363. WR: Yeah if you’re getting off at London Bridge you want to be at the front

because that’s where the exit is.

364. MO: Oh I see.

365. SR: I learned about that in New York, because in New York, if you get on at the

wrong end, you have to walk to the other end of the platform, which is really far,

so now whenever I go I always make a note of where I get off, so I’ll be like “The

staircase is going to be about here.” to get off and run up.

366. MO: And that’s for convenience. It’s not concern about crashing and being trapped

or anything like that. It’s just to get near the escalator quicker?

367. PW: But that is about the flow through the station isn’t it, and being aware of

that, and being conscious of that. Like there’s an app that tells you that isn’t

there?

368. PB: Yeah, Way Out.

369. SR: Way Out, really? Oh, that’s good.

370. WR: Yeah and it’s that thing again if I accidentally got off at the end, and there

were three or four hundred slow people in front of me, and I’m thinking “I should

be out of this station by now” and it goes from like this to like this...

371. MO: One mode we haven’t discussed much, just before we finish, is walking. And

you know, London has got all these maps now with concentric circles which are

quite surprising when you see how far you can get in a 15 minute walk. Now I know

people carry things to work - you have equipment and things - but what about

walking. Do you think you are walking more than you used to? Or... because of

these.
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372. WL: I’d like to walk more actually. It’s usually to do with carrying books or laptop

and stuff, but actually it’s something I’d like to do a bit more. Because I do tend to

just sort of like think “Oh I’ll just jump on the bus to the tube or whatever.” but

actually it’s just as quick to walk to the tube. But I don’t really do it that much.

373. PW: I’m really lucky with one of my jobs. I get to walk through Greenwich Park

in the morning. So... through to the other side. And it’s gorgeous. It’s like such a

treat. Contrast to my tube journey at the other end of the week, so yeah, it’s very

nice.

374. WR: When I’m at Crisis, which is on Commercial Street, it’s about a 14 minute

walk from door to door over Tower Bridge. It’s a nice walk. Tomorrow because I’ve

only got a small bag, I’ve left everything at work. I’ll walk to work.

375. MO: You will?

376. WR: Yeah, and for me, walking to work would definitely be the best way because

it gives me the chance to mentally prepare myself for what I’m about to do. And

also if I walk to work I’ll arrive awake, which is quite a good thing to do.

377. MO: So when the tube breaks down, you would sometimes think about walking?

378. WL: Definitely. When the tube strike happened, loads of people were walking

more. I think. I felt like they were. And I think I was much more conscious of “Oh

I could just walk that journey”.

379. MO: How far would be reasonable to walk, in terms of time rather than distance,

what would you think you would walk for? 10 minutes?

380. WR: Half an hour. 40 minutes.

381. WL: 20 minutes, half an hour.
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382. PW: Half an hour, 40 minutes.

383. BM: I’d go Up to 50

384. MO: Really, you could get to most places in London at that far, couldn’t you. Even

half an hour.

385. BM: I tend to think that getting anywhere is going to take me an hour.

386. WL: Yeah.

387. PW: Everywhere in London, you say an hour. You always have to give it an hour,

don’t you.

388. WR: If it’s not work related, SR and I pretty much walk everywhere.

389. SR: I prefer it because you’re more likely to come across something you wouldn’t

notice if you’re underground. I’ll always try and, like if I don’t have time limit then

yeah. Like the other day me and the dog walked back from High Street Kensington

to here and it’s just like - it took a long time but it was really nice and we saw

loads of things that we wouldn’t normally have seen.

390. MO: Because London’s an interesting place to walk isn’t it.

391. WR: I think as well because we were quite close to the river, everywhere we want

to go is reasonably quick and there’s always something amazing to see.

392. PB: Yeah the access along the river since it’s all sort of opened up is really good

isn’t it.

393. MO: So to the extent you don’t is what, laziness? Not thinking of it? Having that

idea of walking, or got the wrong shoes on?
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394. PW: Before I lived in London I wore high heels every day, and I really enjoyed

that, but now you just, no you can’t. Because if you lived in smaller cities where

you could wear high heels and perhaps get a taxi here and there, but no, flat shoes.

Because yeah,you’re always going to be walking some part of the day in London.

395. WR: We walked here this evening from Lambeth North. 20 minutes.

396. SR: I think the only thing that stops me from walking everywhere is time con-

straints. If there was no time constraints then yeah.

397. WL: I quite like getting on a bus because it means that I can read, or something

like that. So sometimes I might think “Oh I want to read this thing.” and a bus is

going to be slower. So that’s the opposite isn’t it when you think “Oh I could give

it an hour and then sit and do that thing”.

398. WR: Actually I’d forgotten about that part of travelling. I think the bus can be

really nice for that. I think in a day I don’t often get much time where it’s just

me and what I want to do, and that’s nice dead time in a way because no one can

contact me, I don’t have to interact with anyone.

399. MO: But that’s largely preplanned. It wouldn’t be a thing if disruption.

400. WL: Yeah, definitely.
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