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Abstract

High-level synthesis (HLS) improves hardware design productivity by using high-level
programming languages for design entry. Although various automatic optimisations
have been supported in modern HLS tools, manual effort is still required to achieve
sufficient hardware acceleration. Loop pipelining is one of the most important opti-
mization methods in HLS for increasing loop parallelism. In this thesis, we extend the
capability of loop pipelining in HLS to handle loops with uncertain dependencies (i.e.,
parameterised by an undetermined variable) and/or non-uniform dependencies (i.e.,
varying between loop iterations). Our optimisations allow a pipeline to be scheduled
without the aforementioned memory dependencies at compile time, but an associated
controller will change the execution speed of loop iterations at runtime. A parametric
polyhedral analysis is developed to generate the control logic and is integrated in an
automated source-to-source code transformation framework. Experiments over a suite of
benchmarks show that transformed pipelines can achieve 3.7-11 x faster acceleration with
a reasonable resource overhead. To tackle the challenge of memory and communication
bottlenecks, we have also developed a tile size selection for loop tiling to improve data
locality. The size of the tiles, which can significantly affect the memory requirement, is
usually determined by partial enumeration. We propose an analytical methodology in this
thesis to automate the selection of a tile size for optimised memory reuse in HLS. A new
parametric polyhedral analysis for memory mapping is introduced to capture memory
usage analytically for arbitrary tile sizes. To determine the tile size for data reuse in
constrained on-chip memory, an algorithm is then developed to optimize over this model,
using non-linear solvers to minimize communication overhead. We show experimentally
that our tile size selection can quickly produce high-quality solutions associated with an

efficient memory mapping.
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Introduction

The continual improvement of field-programmable gate array (FPGA) technology has
led to an increasing desire to use such devices for compute. Especially in data centres,
FPGAs have been integrated to accelerate user-defined applications and improve cloud
services [Put+14; Cau+16]. In modern FPGAs, there are large amounts of parallel
computing elements and low-latency memory blocks. These resources can be configured
and connected nearly arbitrarily to achieve high-speed custom computation that is not
possible with processor-based computing. However, successful FPGA acceleration requires
considerable effort on optimising hardware designs. The increasing complexity of ap-
plications has driven the adoption of high-level synthesis (HLS) for high productivity in
hardware design flow [Gaj+12; Bac+13].

HLS tools have recently reached commercial maturity, and are now a stable technology.
State-of-the-art HLS tools are able to synthesise programs written in high-level languages
like C/C++/0OpenCL into hardware designs described in VHDL/Verilog. In this tool
flow, hardware architectures are automatically optimised and synthesised. In addition,
communication interfaces and their driver software can also be generated automatically,
which eases the process of integrating accelerators into computer systems. It has been
shown that HLS-generated hardware designs can achieve the performance comparable
to those hand-tuned in register-transfer level (RTL) [Con+11]. Unfortunately, such
performance still needs sufficient design effort on source code refactoring and optimisation

tuning. Hardware design knowledge is essential to realising high-quality HLS designs.

In existing HLS tools, there are various automatic and manual optimisations available for

loop kernels. It is well known that a computation-intensive loop can be accelerated in
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FPGAs by using loop unrolling, pipelining [ZL13] and memory partitioning [Wan+14].
These optimisations are popular for significantly increasing computation parallelism.
Nevertheless, they rely on comprehensive static analysis and can only perform well when
loop bounds and memory accesses are all determined. Optimising loops with uncertainty
is still poorly supported in HLS tools. To preserve correct loop behaviours, the generated
hardware architecture can be too conservative, so that loop iterations have to be executed

sequentially.

The conservatism of HLS can be overcome by adding runtime support through code
transformation. HLS-generated circuits can be enhanced with additional runtime logic
performing memory dependency analysis, speculative iteration execution, resource arbitra-
tion and many more. These features are similar to many processor techniques developed
for improving parallelism, but their FPGA implementation can be expensive in terms of
timing and extra resource usage. Not surprisingly, dedicated customisation is needed to
achieve highly efficient runtime support. To tackle this challenge, this thesis proposes new
parametric polyhedral analyses to maximise computational parallelism in loop pipelining.
We represent a class of uncertainty by parameters, and thus the mathematical model
of complex memory dependencies is constructed and can be reasoned about for our
optimisations. Our analysis generates functions of parameters that can accurately capture
all potential memory conflicts in the execution of pipelined loops. These results are then
used to synthesise simplified runtime logic through code transformation in HLS. The
synthesised logic can make the enhanced pipelines aware of when to execute iterations at

the maximal speed and when to decrease execution speed to avoid memory conflicts.

The techniques above aim to optimise the computation speed of HLS-generated pipelines.
However, the overall performance of a hardware accelerator also depends on the speed of
memory accesses. In many applications, computation-intensive loops also need to process
a large amount of data that cannot be entirely stored in the on-chip memory of FPGAs.
The off-chip communication therefore becomes the performance bottleneck, and it can
significantly slow down the entire accelerator system even though the computational

parallelism has been maximised. To improve data locality, loop tiling is commonly used

Chapter 1 Introduction



1.1

in software compilation to partition the original loop into smaller chunks. Each chunk
processes a small amount of data that can fit in the processor cache system. With a
suitable choice of loop tile size, the cache system can help to maximise memory reuse so

that off-chip communication overhead is minimised.

When applied in HLS for FPGAs, loop tiling needs to be optimised for custom memory
sub-systems that are composed of scratch-pad memory. In this thesis, we use parametric
polyhedral analysis to optimise the tile size selection for maximising memory reuse in
HLS. We consider the undetermined tile size as parameters in our analysis, and use them
to calculate the required on-chip memory size. Given an amount of on-chip memory,
this calculation is then used in an optimisation algorithm to select a tile size for minimal
communication overhead. Our selection technique can be used for quick design space
exploration to design efficient memory sub-systems, and in particular it is able to explore

different memory mapping strategies.

All techniques presented in this thesis are built on top of parametric polyhedral models,
where we incorporate uncertainties in parameters. Therefore, we are able to develop
comprehensive analyses that are difficult and time-consuming for HLS designers to apply
manually. When compared to optimisations based on runtime hardware support, we
have the advantage of minimising manual design effort in HLS because no hardware

fine-tuning is needed for different applications.

Thesis Organisation

Chapter 2 discusses related works from general specialised computing to detailed optimi-
sations for HLS. It also helps to further motivate the techniques developed for this thesis.
We initially present FPGA-based acceleration as a promising and fast-growing platform of
specialised computing. The aim of our contributions is to provide better automation for
designing hardware acceleration. We therefore introduce high-level synthesis technology

in detail and identify its challenges. To explain our essential mathematical methods,

1.1 Thesis Organisation
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we introduce the polyhedral model, its recent advances and application in high-level
synthesis. After explaining major concepts, we then focus on HLS-specific techniques of
improving hardware performance. Firstly, we introduce loop pipelining for increasing
computational parallelism with the discussion of different approaches of optimising its
scheduling. Then, we introduce various polyhedral optimisations of on-chip memory

usage and especially loop tiling techniques.

In Chapter 3, we propose a new automatic code transformation to optimise loop pipelining
when there are undetermined variables in loop bounds and/or array accesses. The basics
of parametric polyhedral representation are introduced in this chapter for capturing
uncertain memory dependencies. A new parametric analysis is then developed to generate
the conditions under which loop pipelining will not encounter any memory conflict. We
use the results of this analysis to implement the proposed optimisation in a source-
to-source code transformation framework. With our transformation, benchmark loops
are shown to achieve 11x speedup when no inter-iteration dependency appears. The

associated resource overhead is also found to moderate.

To further improve loop pipelining, Chapter 4 presents a more comprehensive code
transformation to insert pipeline breaks. This is equivalent to adjusting the execution
speed of loop iterations and enables aggressively scheduled pipelines to resolve memory
conflicts at runtime. In this chapter, we introduce in detail the new transformation, based
on loop splitting. We develop enhanced polyhedral analysis to recognise the patterns
of potential memory conflicts. With this information, we modify the loop program by
splitting its polyhedral representation efficiently. This process is also integrated into
the previous code transformation framework. We then test our optimisation over a set
of benchmark loops, and find their execution speed is boosted by 4.2 times even when
memory conflicts appear. We also compare loop splitting to another optimisation based
on runtime hardware support. The experimental results suggests that our approach can

provide better performance without any additional manual fine-tuning.

Chapter 1 Introduction



1.2

The optimisations mentioned above are only effective to maximise computational par-
allelism of a given loop. The entire hardware performance is also highly sensitive to
the design of its memory sub-system. In Chapter 5, we thus propose a new analysis of
memory mapping for tile size selection. For loop tiling, we represent the tiled loop in
a parametric polyhedral model, where the parameters define the tile size. Our analysis
allows us to explore different memory mapping strategies and generate conditions under
which these mappings are valid. This can help us to efficiently utilise on-chip scratch-pad
memory for all possible tile sizes. In the proposed selection algorithm, we therefore target
the maximisation of memory reuse with the appropriate choice of memory mapping.
According to the experimental study, our selection approach is able to achieve much
better selection quality and speed than random enumeration. The results of hardware
prototyping shows that our parametric polyhedral analysis is viable to be used to minimise
off-chip communication. In addition, modifying the memory mapping is demonstrated to

be highly effective in a case-study of a real-world application.

In Chapter 6, we summarise the thesis and discuss future research directions that can

further advance existing optimisations for HLS.

Contribution

In this section, we summarise the following major contributions in this thesis:

* A parametric polyhedral analysis developed to generate the conflict region of
undetermined variables, which can appear in memory accesses and loop bounds in
the given loop nest. The conflict region specifies all possible variable combinations
that will make memory conflicts happen in the aggressively pipelined loop. [Liu+15;

Liu+17b]

1.2 Contribution
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An enhanced parametric polyhedral analysis developed to identify which loop itera-
tions will cause memory conflicts. The generated information is used to implement

efficient loop splitting. [Liu+16a; Liu+17b]

An automatic source-to-source code transformation framework that combines sev-
eral open-source libraries for creating, manipulating and generating the polyhedral
model. Specific analysis and transformation techniques are also implemented in it

to realise our proposed optimisations. [Liu+15; Liu+16a; Liu+17b]

A symbolic analysis of memory mapping from the parametric polyhedral model
of a tiled loop. It generates the function of parameters (tile size) that calculates

symbolic size of on-chip memory. [Liu+17a]

An optimisation algorithm that is developed to select a tile size optimised for

memory reuse with the consideration of modifying memory mapping. [Liu+17a]

1.3 Publications

24

The original contributions in this thesis have led to the following peer-reviewed conference

papers and journal articles:

e [Liu+15] Junyi Liu, Samuel Bayliss, and George A. Constantinides. “Offline Synthesis

of Online Dependence Testing: Parametric Loop Pipelining for HLS”. In Proceedings
of the 2015 IEEE 23rd Annual International Symposium on Field-Programmable

Custom Computing Machines (FCCM), pp. 159-162.

* [Liu+16a] Junyi Liu, John Wickerson, and George A. Constantinides. “Loop Splitting

for Efficient Pipelining in High-Level Synthesis”. In Proceedings of the 2016 IEEE
24th Annual International Symposium on Field-Programmable Custom Computing

Machines (FCCM), pp. 72-79.
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* [Liu+17a] Junyi Liu, John Wickerson, and George A. Constantinides. “Tile Size Se-
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Background

Compared to register-transfer level (RTL) design flow, high-level synthesis (HLS) can
optimise and generate hardware designs automatically [Con+11], which lowers the
requirement of hardware design knowledge. However, achieving high-quality hardware
acceleration still requires in-depth application analysis and iterative fine tuning of design
configurations. The focus of this thesis is to leverage the analytical power of the polyhedral
model to enhance HLS, so that we can eliminate considerable manual efforts to improve
design efficiency and quality to a level not achievable with state-of-art HLS. Therefore, this
chapter discusses related developments and research work on HLS and its optimisation
techniques. The topics range from the rise of specialised computing to automatic high-

level optimisations for developing high-performance hardware accelerators.

Firstly, we introduce the trend of specialised computing based on field-programmable gate
array (FPGA) technology. Due to their reconfigurability and fine-grain parallelism, FPGAs
are being adopted into mainstream computing platforms. Traditionally, RTL behaviour of
digital circuits is described in hardware description language (HDL). This process could
be intractable even for hardware designers due to the increasing complexity of hardware
applications [Gaj+12]. To eliminate difficulties of traditional hardware design, both
academia and industry are actively evolving HLS tools in recent years. In Section 2.2,
we introduce the basic flow of HLS and current advances of programming language and
model. Furthermore, we discuss the challenges of modern HLS as the motivation of this

thesis.

In HLS-based hardware design, the performance bottleneck is often located in some

nested loops at the algorithm level. In this thesis, we use a mathematical method, called
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28

the polyhedral model, to enable powerful loop analysis and transformations [FL11]. This
method has been widely adopted in mainstream compilers for various loop optimisations,
such as Graphite [Gra] in GCC [Gcec] and Polly [Pola] in LIVM [Llv]. In Section 2.3, we
therefore provide an overview of polyhedral model in software compilation. The detailed
preliminaries of our polyhedral method is described in Section 3.3.1 of Chapter 3. In
the context of HLS, we use this high-level model to realise automatic optimisations for

HLS-based hardware design.

When it comes to improving hardware performance in HLS, both temporal (i.e. loop
pipelining) and spatial (i.e. loop unrolling) parallelism have been well supported in
modern HLS tools. In Section 2.4, we review the recent work on realising and improving
these optimisations. Including the polyhedral model, various techniques have been
developed for exposing computational parallelism beyond simple and regular loops. The
aim of our HLS techniques proposed in Chapter 3 and Chapter 4 follows this trend to

maximise achievable parallelism in hardware designs.

Like CPUs and GPUs, the performance of FPGA accelerators also highly depends on the
design of their memory sub-systems. Since there is no integrated cache system in an FPGA
fabric, it is challenging to determine how to efficiently use on-chip memory resources in
FPGAs. HLS still lacks automatic support for maximising local memory reuse and reducing
off-chip communication overhead. As an effective method, the polyhedral model has
been extensively used to analyse memory accesses for these optimisations, and therefore
in Chapter 5 it is utilised to reason about memory mapping for maximising memory reuse.
In Section 2.5, we will introduce both polyhedral-based approaches and other recent

techniques developed for designing memory sub-systems.

Specialised Computing on FPGAs

Due to the failure of Dennard scaling [Den+74], the emergence of dark silicon [Esm+11]

has driven the need of specialised computing. In central processing units (CPUs) and

Chapter 2 Background



general-purpose graphics processing units (GPUs), software is running on fixed archi-
tectures that are designed for general purpose computing. It is inevitable that not all
applications can achieve the highest computational efficiency. However, in specialised
computing, digital circuits can be customised arbitrarily down to the bit-level architecture.
Consequently, there is a much greater design space to be explored when crafting the

implementation of specialised computing.

In the past, specialised computing was widely implemented in application-specific inte-
grated circuits (ASICs), which can achieve higher performance and better power efficiency
than FPGAs [KRO6]. This comes with high production cost and long development time.
Moreover, any change of functionality cannot be made after chip fabrication. In the last
decade, the continual improvement of FPGA technology has led to an increasing desire
to use such devices for compute. Due to their reconfigurability, FPGA can be reused to
accelerate different applications, and the development cycles of FPGA applications is
much shorter [Bac+13]. Nowadays, fabrication of the latest FPGAs (e.g. Intel Stratix 10
and Xilinx UltraScale+) can keep pace with the advances of the latest silicon technology.
For ASIC designs, it can be too expensive and difficult to implement with the newest

fabrication process if there is no strong demand for mass production.

Recently, FPGAs are being adopted successfully in both large-scale cloud services and
embedded platforms. FPGA applications in cloud computing have been pioneered by
Microsoft. Its work on accelerating Bing search in a commercial data center nearly doubles
the service throughput [Put+14]. With deeper integration of data center networks as
proposed in [Cau+16], high-performance FPGAs distributed at cloud-scale are capable of
accelerating diverse applications running in modern data centers. These achievements
mark the beginning of rapid adoption of FPGAs in commercial data centers. In the last
couple of years, the major cloud services, including Microsoft Azure, Amazon EC2, Baidu
Cloud, Alibaba Cloud and more, have been equipped with FPGA-based acceleration. For
embedded computing, FPGA fabrics have also been integrated in complex ARM-based
system on a chip (SoC), such as Intel Stratix 10 SoC and Xilinx Zynq MPSoC. In these

devices, the FPGA fabric is able to provide real-time and custom acceleration that is not
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achievable with other integrated computational resources. Although the aforementioned
FPGA adoption is still growing quickly, there is meanwhile even stronger demand of better

programmability for FPGAs [Bac+13].

High-level Synthesis

Development Status

High-level synthesis (HLS) tools have recently reached commercial maturity, and are now
a stable technology, enabling high hardware design productivity. In general, these tools
are able to synthesise programs written in high-level languages like C/C++/OpenCL into
hardware designs described in VHDL/Verilog. Hardware architectures are automatically
optimised and synthesised in the tool flow. It is well known that designing hardware in
RTL is often error prone and requires time-consuming verification. However, HLS can
reduce both development time and the number of lines of code dramatically [CM08]. In
the last decade, there have been plenty of new HLS tools developed, and they are now

gradually changing the way of hardware accelerators are designed.

For ASIC design, commercial tools, such as Catapult HLS [Mgh], Stratus HLS [Cdh] and
PICO-NPA [Sch+02] have been released by leading electronic design automation (EDA)
companies. To promote high-level programmability of FPGAs, major FPGA producers
now provide state-of-the-art HLS tools like Xilinx Vivado HLS [Xilb] and Intel FPGA
SDK for OpenCL [Int]. Academic HLS tools, such as LegUp [Can+13], Bambu [PF13],
DWARYV [Nan+12] and ROCCC [Vil+10] are being actively developed and are often
available as open-source software. According to a recent evaluation with a suite of
benchmarks [Nan+16], it has been shown that three selected academic HLS tools can
generate high-performance hardware accelerators with design quality close to a commer-
cial HLS tool. In addition, these academic tools are built on top of open-source compiler

frameworks such as GCC [Gec] and LIVM[LIv], and therefore many of the latest HLS
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Figure 2.1 A generic HLS tool flow abstracted from Xilinx Vivado HLS [Con+11; Xilb] and
LegUp [Can+13].

techniques are firstly developed and open-sourced on these frameworks. For example,
the co-debugging of HLS-generated hardware and its software input is an attractive but

challenging feature. On LegUp framework, in-system debugging for HLS is now under

continuous development and study [GW17].

Tool Flow

In recent years, high-level synthesis (HLS) tools are already able to design entire com-
puting systems with processors and FPGA-based accelerators [Con+11; Can+13]. As
shown in Fig. 2.1, an HLS tool flow contains several steps to generate hardware designs
from software programs. Beside the input software program, an HLS tool needs some
extra hardware-specific information, which is different from what required in software

compilation. The specification of its target platform makes the HLS tool aware of the
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size and structure of logic, memory and DSP resources that are available on-chip. Due
to the high flexibility of hardware design, the process of HLS also relies on high-level
design directives, which are user-defined constraints (e.g. clock speed) and architecture

guidance (e.g. degree of parallelism).

Within the HLS tool, the compiler front-end translates the software program into an
intermediate representation (IR). Based on the IR program, the compiler can derive
in-depth abstract information such as a control data flow graph (CDFG) for further
optimisation. Then, various transformations can be applied with existing and HLS-specific
compiler optimisations, as highlighted in Fig. 2.1. The data path structure, computational
parallelism and local memory sub-system are also elaborated to determine the high-
level hardware architecture. For this reason, the quality of final generated hardware
can be changed significantly with different configurations of compiler optimisations
[Hua+13]. In this thesis, since we use a commercial HLS tool, Vivado HLS, as the
RTL generation backend, our optimisations are applied at the source/model level. With
further development, it is believed that these techniques can be closely integrated in the

transformation step of a given HLS tool.

After IR-based transformation, the HLS tool organises the execution order of all operations
from the transformed program, so that the fine-grain parallelism of these operations are
explored automatically. The scheduling algorithm in state-of-the-art HLS tools is SDC-
based modulo scheduling [ZL13; Can+14], which is a critical technique to enable loop
pipelining. In Section 2.4, we will introduce this technique in detail and review its
limitations that can be overcome by our optimisations in Chapter 3 and Chapter 4. Once
a valid schedule is determined, the execution control of all operations is generated into a
finite state machine (FSM). After scheduling, resource binding is applied to assign each
operation to an appropriate physical component available on the target platform. At
this step, resource sharing is explored with the consideration of operation complexity
and target clock speed. For example, integer add and multiply will have less change of
being shared than floating-point add and multiply. In LegUp, this assignment problem is

solved efficiently by the Hungarian algorithm [Kuh55] in polynomial time[Can+13]. In
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Vivado HLS, users can specify some soft constraints on resource usage by directives [Xilb],
which can guide the resource sharing in the tool flow. Finally, according to the results of
scheduling and resource binding, the hardware design is generated into RTL described
in Verilog or VHDL. In addition, the interfaces of the hardware accelerators are also
generated automatically, so that they can be easily integrated into the final computing

system [Xilb; Can+13].

Programming Language and Model

HLS tools simplify the procedure of hardware design and allow software programmers
to quickly implement specialised computing on FPGAs. However, how to achieve high
performance with HLS is still left to designers to explore. For software programmers, it is
already difficult to maximise parallelism for better performance on CPUs or GPUs. When
it comes to designing hardware with HLS, choosing appropriate design directives can
be confusing and time-consuming for a software programmer, as HLS does not compile
software programs into a fixed architecture. Therefore, to make HLS tools more accessible
to both hardware and software designers, it is critical to reduce the manual effort spent

on optimising HLS designs.

The automatic optimisations developed for this thesis take the approach of making HLS
more powerful. Alternatively, there are many related works based on adapting the way
HLS applications are designed, as HLS is not restricted to conventional programming

languages like C/C+ +. Here, we summarise two major directions below.

* Parallel programming: Since the FPGA is inherently well suited for parallel compu-
tation, it is convenient and useful to express parallelism directly with programming
languages. This kind of language feature can be realised by application programming
interfaces (APIs) (e.g. POSIX threads and OpenMP as supported in [Cho+13]) or
programming frameworks (e.g. OpenCL as supported in [Int] and [Xila]). However, the

hardware mapping of these parallel programming models can be significantly different
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from their execution on CPUs and GPUs. There are many optimisation opportunities
in HLS that have not been well exploited for parallel programming. For example, by
adding appropriate scheduling constraints in HLS tool flow, atomic operations can

achieve better synchronisation than locks in multi-threaded programs [Ram+17].

* Domain-specific languages (DSLs): With the input of parallel patterns that are inher-
ently expressible in the application domain, HLS can explore the hardware architecture
in conjunction with the domain knowledge [Geo+14; Koe+16]. In DSLs, some HLS
optimisations can be abstracted into language syntax, which also simplifies the design
complexity of HLS. Therefore, the heavy labour of specifying parallelism and hardware-
oriented code tuning is hidden from HLS developers writing in DSLs. This feature is
especially attractive to software programmers who prefer to focus on their domain
expertise. Although the flexibility of HLS optimisations can be limited, this approach
aims to provide the most productive programming environment that can be seamlessly

targeted to different heterogeneous computing devices.

Challenges

State-of-the-art HLS has been shown to be able to generate high-performance FPGA
accelerators that are competitive with hand-crafted RTL designs [Con+11]. Due to higher
design productivity, HLS is becoming more preferred to RTL design, especially when fast
prototyping algorithms in FPGAs is needed. However, in practice, to pursue high design
quality, HLS designers have to spend considerable time on rewriting code and fine tuning
directives [Win+13; Liu+16b]. In this section, we identify two major challenges that

motivate our efforts in this thesis to enhance HLS technology.

As mentioned before, many HLS tools are developed from software compiler frameworks,
but HLS optimisations cannot work well on all sorts of software programs. Some software
techniques such as dynamic memory allocation and recursion are common to software

programmers, but they have not been supported in major HLS tools. For example, to
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tackle dynamic data structures in HLS, Winterstein et al. [Win+14] use separation logic to
analyse programs and develop code transformation for automatic parallelism. Although
there are active research on such problems, it is still necessary to rewrite software
programs for efficient HLS designs. It is notable that more optimisations are needed
to reduce the performance gap between automatic designs and hand-crafted designs.
Furthermore, loop optimisations in HLS tools like Vivado HLS are often restricted to
perfectly nested loops, where all loop statements are inside the innermost loop and all
loop bounds are constant [Xilb]. If there exists some irregularity, it can be complicated to
exploit undetermined parallelism caused by dynamic loop bounds [Tan+15] or indirect
array accesses [All+13]. The optimisations for these inevitable uncertainties is one major
challenge of HLS technology. In Chapter 3 and Chapter 4, we aim to tackle one such

problem to improve loop parallelism aggressively.

Another major challenge of HLS design is how to explore the design space accurately
and efficiently. For example, several approaches for design space exploration (DSE)
have been used to design convolutional neural network (CNN) accelerators with HLS.
Zhang et al. [Zha+15] construct a roofline model for design space exploration, after
applying a set of loop transformations. Alternatively, Suda et al. [Sud+16] propose a
systematic design space exploration methodology for CNN to maximise the throughput of
their HLS design. DSE can consider computing characteristics beyond performance and
on-chip resources. As described in [Gao+16], Gao et al. develop a technique for HLS to
explore the complex trade-off between latency, area and numerical error of floating-point
programs. Comprehensive DSE can be time-consuming and requires application-specific
knowledge. Since there is no common standard for solving DSE problems, automatic DSE
is still missing in major HLS tools. In Chapter 5, we therefore propose a technique that

can enable fast DSE considering on-chip memory reuse.
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for (row=0; row<16; row++)
for (col=0; co0l<10; col++)
Blrow] = Blrow] + A[row][coll;

Listing 2.1 The summation of rows in a two-dimensional array.

Polyhedral Compilation

To exploit parallelism and memory reuse for loops in HLS, the optimisations described in
this thesis are developed within the polyhedral model. In modern software compilation,
the polyhedral model is an algebraic representation of loop programs. The idea of using
mathematical equations to detect parallelism was first proposed in the early stage of
modern computer systems [Kar+67]. With recent significant advancements of polyhedral
tools and libraries, polyhedral-based optimisations have become popular in both academic
and industrial software compilers. They can cover a wide of range of compilation
techniques, including but not limited to program analysis, memory management, data
locality optimisations, automatic vectorisations and parallelisations. In this section, we

give a brief introduction to polyhedral compilation.

Representation and Loop Transformation

Polyhedral model can represent a subclass of general nested loops that are called static
control parts (SCoPs) [Fea92]. These loops are common and usually performance bot-
tlenecks in many applications of high performance computing (HPC). In a SCoP, loop
bounds and conditionals are affine functions of the surrounding loop iterators and con-
stants (which may be unknown at compile time). In the statements of a SCoP, arrays
are accessed through the same type of affine functions. Due to the affine nature of the
function, precise loop analysis can be made on iteration order, memory accesses and
dependence patterns. This analysis can enable sophisticated loop transformations, and
their complexity only depends on the loop structure not on the number of iterations of

the loop or memory footprint.
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Figure 2.2 The iteration domain of Listing 2.1 is visualised in a two-dimensional vector space,
where each blue point represents one iteration, and the arrow between two points
specifies the data dependency.

To introduce basic polyhedral representations, we use a simple loop nest of array summa-
tion shown in Listing 2.1 as the walk-through example. Given a statement in a loop nest,
its iteration domain includes all loop iterations where the statement is executed. This

domain can be specified by a set of linear inequalities defining a polyhedron, such that
D={vez | Av<b}, 2.1)

where v is a vector of d; iterators. The inequality system specifies the bounds for all loop
dimensions, where coefficient matrix A and vector b are constant. For example, the loop

nest shown in Listing 2.1 has its inequality system as

-1 0 0
1 0 row 15
<
0 —1f [col 0
——
0 1 v 9
A b

As shown in Fig. 2.2, the iteration domain of Listing 2.1 is a set of integral points in a
7?2 vector space bounded by affine inequalities. Due to the accumulation of B[row], the
iterations at the column dimension have to be executed sequentially. However, there is
no data dependency at the row dimension, and thus parallelism can be exploited in the

outer loop.
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The execution order of loop iterations can be specified by a scattering function [Bas04],

which schedules each integral point with a logical time stamp:

O(v) =Tv +t, (2.2)

where T and t are constant matrix and vector. The time schedule follows the lexicographic
order. Given two time stamp, 6, = [ag, a1, ..., a,] and 6, = [bo, b1, ..., by], O, is executed
before 6, if and only if 3i < n,V0 < j < 4,b; = aj A b; > a;. The sequential execution
order of a SCoP can be captured by the abstract syntax tree (AST) of its program [Fea92].
In Listing 2.1, since there is one statement in the nested loop, the scatter function of this

statement is :

0 0 0
row 1 Of [row
0 0 0| [col
——
col 0 1 v
T

To analyse memory dependencies and data flow, we need to capture memory access
patterns. In a SCoP, the array access is indexed by the affine function of loop iterators

with the following form.

f(v) = Fv+e, (2.3)

where F' and ¢ are constant matrix and vector. Each row dimension of F' corresponds to

an array dimension. For example, the array access A[row] [col] has the following affine

form.
row 1 0| |row
flv) = =
col 0 1| [col
—— ——
F v

With the mathematical abstraction of nested loops as shown above, sophisticated static
analysis of memory dependencies can be exploited. Therefore, various loop transforma-

tions can be applied by manipulating polyhedral model, including interchange, skewing,
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Figure 2.3 The visualisation of the transformed iteration domain of Listing 2.1, where the loop
is blocked for parallel computation.

tiling, splitting, fusion and many more. In code generation of polyhedral representations,
it can be ensured that the program semantics are preserved after these transforma-
tions [Bas+04]. For the loop nest in Listing 2.1, we can expose loop parallelism at the
innermost dimension by loop interchange. To exchange two loop dimensions, we generate

a new iteration vector u by applying a transformation matrix H on v, such that

Ul 0 1| [row
U 1 0f |[col
—— ——— ——
u H v

Then, we transform the loop by replacing v with H~'u (= [{ }]w) in (2.1), (2.2) and (2.3).
The generated loop will be organised by new iterators u; and us to execute the loop in

row-wise.

In Fig. 2.3, we demonstrate a loop transformation that is combined with loop interchange
and blocking. The intuition is to separate the interchanged loop into two blocks, so
that we can execute them in parallel. If we assume the target platform is a multi-core
CPU, loop blocks are assigned to different CPU cores, and in each core, SIMD (single
instruction multiple data) execution is used to vectorise the innermost loop. To improve
the performance, we can further increase the number of blocks to fit the number of
available CPU cores. Moreover, the size of blocked array accesses will also affect the

number of cache misses in each core. This is actually a challenging optimisation problem:
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how to quantify the transformation impact with the details of the target hardware
architecture? The walk-through example shown here is only to demonstrate some basics
of polyhedral compilation. In advanced polyhedral frameworks, more complex loop
transformations can be automated but also require the support of powerful analysis and
optimisation techniques. For instance, Bondhugula et al. [Bon+08] have developed an
automatic optimiser that can maximise loop parallelism and data locality. Their approach
uses integer linear programming (ILP) to find an optimal set of loop transformations for

loop tiling.

Extensions of the Polyhedral Model

The automatic analysis and transformations are powerful in the polyhedral model be-
cause the underlying operations can be precisely expressed by algebraic representations.
Unfortunately, using the polyhedral model also restricts the input program to be statically
analysable. In real-world applications, there are many loops that rely on dynamic bounds
or array accesses to capture the inherent uncertainty (e.g. sparse matrix computation,
clustering and ranking algorithm). To overcome the limitation of static analysis, there are

several ways to extend the applicability of polyhedral model.

In [Ben+10], Benabderrahmane et al. developed an approach that extends polyhedral
expressibility by over approximation. A while-loop is transformed into a for-loop whose
bounds are from O to infinity, where a exit predication statement is inserted. The
predication controls the if-statement that switch between the execution of loop body
and a break statement terminating the for-loop. Similarly, when there are non-affine
conditionals in the loop body, a control predication statement is inserted to replace the
non-static conditional. For those statements under such conditions, the control predication
can be used as an extra constraint in their iteration domain for further polyhedral analysis.
In addition, irregular array accesses are modelled conservatively. For example, a distinct
pair of read and write to an indirect array are always considered dependent in all loop

iterations. By moving the undetermined part into additional loop statements, general
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programs can be converted into the polyhedral model, so that some polyhedral-based
analysis and transformations can be performed. This technique improve the expressibility
of polyhedral model, but its over-approximation can be too conservative especially when

loop parallelism is hindered by irregular memory dependencies.

To eliminate pessimistic conservatism, some approaches leverage runtime information
to enable dynamic exploitation of loop parallelism. Jimborean et al. [Jim+14] and
Sukumaran-Rajam et al. [SRC15] have developed comprehensive speculative execution
frameworks, where polyhedral transformations are used to promote parallelism at runtime.
The input program is firstly profiled online to collect complementary information that is
missed from the static analysis. With accurate runtime profiling, dynamic loop structures
(e.g., while-loops) and indirect array accesses can be translated into equivalent affine
forms. Then, according to the runtime analysis, some loop iterations are executed
by choosing a suitable pre-transformed skeleton, or transformed immediately with a
polyhedral compilation tool. The verification of loop execution is also necessary to avoid
any dependency violation. When a misprediction is detected, a roll-back mechanism
is employed to re-execute some loop iterations in the original sequential order. Thus,
profiling, loop execution, verification and roll-back can run iteratively until the input

program ends.

Alternatively, Venka et al. [Ven+14] proposed to use a dedicated inspector to support non-
affine transformations at runtime. In their framework, index arrays in loop bounds and
memory accesses are represented by uninterpreted functions in compiler-time analysis.
With this support, they can compose both affine and non-affine loop transformations to
increase loop parallelism effectively. It is demonstrated that their framework can optimise
sparse matrix vector multiplication on GPUs with a performance comparable to or better

than a hand-tuned library implementation.
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Application to HLS for FPGAs

Due to the parallel structure of FPGA logic and memory elements, FPGA-based hardware
acceleration has been popular in matrix computation, digital signal processing and
image/video processing for a long time. The computational kernels in these applications
are mainly loop nests, which can be represented by polyhedral model. Since these loops
are usually compute and/or memory-intense, polyhedral optimisations can perfectly fit in
designing their hardware accelerators. In recent years, the polyhedral model has been
used to optimise a wide aspect of hardware design, including memory reuse [Liu+07;
Pou+13], off-chip memory access [BC12], memory partitioning [Wan+13; Wan+14;
Men+15], data flow communication [Zuo+13], and design space exploration for low
power SoC [Zuo+15]. In the next two sections, some of these techniques for optimising

parallelism and memory sub-systems will be reviewed.

In HLS, the polyhedral model is mainly used in static optimisations, as the aforementioned
approaches of extending applicability are difficult to be used in hardware design directly.
The optimisation technique developed for processor-based computing can alleviate the
cost of runtime analysis with the more significant speed-up of loop execution. However, in
FPGA implementation, if additional profiling, verification and inspection are all handled
by hardware, the entire acceleration performance is sensitive to their extra cost of
latency and resources. Therefore, HLS needs the support from both static and runtime
optimisations to handle dynamic behaviours in nested loops. Following this direction, we
leverage a parametric polyhedral model to generate runtime optimisations in Chapter 3

and Chapter 4, where parameters are used to capture uncertainty.

Computational Parallelism

In HLS, loop pipelining and loop unrolling are two critical techniques to increase com-

putational parallelism. In particular, they can generate a high-throughput hardware
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architecture composed of multiple duplicated pipelines processing loop iterations. The
degree of parallelism depends on memory dependence patterns in the loop and on-chip
resource limit. Compared to loop unrolling, creating a pipeline involves solving a more
complicated scheduling problem, which can significantly affect the hardware performance.
Our optimisations proposed in Chapter 3 and Chapter 4 also aim to avoid conservative
pipeline schedules. In this section, we focus on introducing various recent techniques of

improving loop pipelining.

Loop Pipelining and Static Scheduling

Loop pipelining, known in software compilers as ‘software pipelining’, was originally
designed for Very Long Instruction Word (VLIW) processor architectures [Lam88]. When
loops can be shown to be free of inter-iteration dependencies, the instructions from several
iterations can be unrolled and interleaved to mitigate the impact of long intra-iteration
dependencies between instructions. The technique can ensure memory bandwidth is
effectively utilised by keeping multiple memory operations in flight at once. For VLIW
machines, independent operations can be scheduled on a fixed number of parallel compu-
tational units. Classical compilation techniques like Iterative Modulo Scheduling [Rau94]
can find an effective time-space mapping to the fixed computational units within a

Processor.

Where loop pipelining is applied in the context of an HLS tool, we have the additional
freedom to select how many computational units we wish to implement. A trade-off can
be made between the number of dependent operations chained within a single clock
cycle, and the minimum clock-period of a implementation. Zhang et al. [ZL13] propose
a sophisticated approach to exploit this, which captures the dependent operations and
their associated latency, and models resource and clock frequency requirements. The
‘System of Difference Constraints’ (SDCs) that they establish can specify pipeline-specific
scheduling constraints. An integer linear programming (ILP) problem is formulated over

SDC to minimise the register usage. The ILP problem is firstly solved to generate an initial
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schedule for all operations. Then, the resource constraints are resolved incrementally
by updating the graph of SDCs. Lastly, the ILP problem with new SDCs is solved for the
second time to generate the final schedule. With this efficient scheduling approach, they

can explore a range of schedules achieving different area-time trade-offs.

Canis et al. [Can+14] further improves the SDC-based method with two new features. One
feature is to reduce the latency between inter-iteration dependent memory accesses. Their
recurrence minimisation helps to increase the likelihood of achieving higher parallelism.
The other feature is the use of backtracking during the incremental schedule for resource
constraints. When updating SDCs leads to an infeasible problem, the scheduler will restore
SDCs back to the latest feasible version and try to schedule another resource-constrained
operation. This heuristic aims to give the incremental scheduler more opportunity to

achieve high pipeline parallelism.

In both of these works, the authors rely on knowing, at compile time, all the dependencies
that exist between operations. Where parameters are uncertain and there is the possibility
of loop-carried dependencies, their approaches must adopt a conservative schedule
that assumes iterations contain recurrences. Our pipelining techniques overcome this
conservatism by controlling pipeline execution with an aggressive schedule according to

parameter values known at runtime.

Polyhedral Transformations for Loop Pipelining

Among other recent efforts to optimise loop pipelining for HLS, polyhedral analysis has
been frequently used. Memory dependencies in a given loop can be captured precisely, so

that flexible loop pipelining can be realised to fully exploit potential parallelism.
Morvan et al. [Mor+13] propose a method using polyhedral analysis to improve nested

loop pipelining. Since pipeline scheduling works for one-dimensional loop, nested loops

are flattened before pipelining in HLS. When the loop is not perfectly nested (e.g., contains
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dynamic loop bounds), only the innermost loop can be pipelined because pipelining the
flattened loop may violate some memory dependencies. In their analysis, a legality
check is developed to assess the memory dependencies in the pipeline. To exploit more
temporal parallelism, their approach firstly convert the nested loop into a while-loop,
and then wait states (‘bubbles’) are inserted according to the previous analysis. These
bubbles are realised by an if-statement, and its conditions specify in which particular
iterations memory conflicts have to be resolved. Since this technique is designed for
pipelining a flattened loop, their bubble insertion requires that there is no conflict of
memory dependencies in the innermost loop. Unlike their approach, our optimisations
can be applied at the innermost loop level, and they are developed for the nested loops

with uncertain and/or non-uniform memory dependencies.

Li et al. [LP14] developed an index-set splitting technique on top of classical affine loop
transformations [Bon+08] to improve inner-loop parallelism. The index-set splitting is
used for non-uniform memory dependencies and limited memory ports. In the first case,
their approach directly separates the innermost loop into several sub-loops according
its dependence patterns. Then, fast pipelining is applied on those sub-loops without
any dependency. Similarly, in the second case, the parallel innermost loop is split into
sub-loops according to different memory port conflict properties. The generated sub-loops
can be pipelined with different parallelism, so that the entire execution speed will not be

limited by the worst property.

Irreqular Loop Pipelining
Besides pipelining regular loops, there are active HLS research efforts investigating
pipelining for loops with irregular structures. These techniques usually rely on some

runtime support to manage the undetermined parallelism.

Dai et al. [Dai+14] describe an algorithm that enables hardware pipelines to be flushed.

They propose both reactive and proactive approaches. The reactive approaches use
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online detection of resource conflicts, and the pipeline schedule is altered at runtime
by dedicated logic. In the proactive approach, the scheduling algorithm is modified to
assign operations in an initiation interval (/1) window, not just for single target /7. This
minimises potential resource conflicts and allows the pipeline to be conflict-free for loop
flushing. Although their optimisation target is different from ours, the scheduling method
for various initiation intervals in one pipeline can improve our work to implement more

efficient pipelines.

Tan et al. [Tan+15] describe an approach, called ElasticFlow, to apply loop pipelining on
a class of irregular loop nests. Their target nested loops have one loop dimension that
has dynamic bounds, and there is no inter-iteration dependency in the surrounding outer
loops. In their proposed pipeline architecture, multiple pipeline instances of dynamic-
bounded inner loops are executed in parallel. The loop iterations are scheduled at
runtime to be fed into the pipeline cores. Moreover, the problem of load balancing in this
specific architecture is also investigated. In contrast to this optimisation, our pipelining
techniques are targeted to a different set of irregular loops from those of ElasticFlow, as

their approach does not support loops with inter-iteration dependencies.

Alle et al. [All+13] implement a compilation method that transforms loops with dynamic
data dependencies into specialised pipeline architectures. They add disambiguation logic,
which can detect memory conflicts at runtime, in the first stage of hardware pipelines.
The complexity of this detection logic is related to the pipeline depth and the operation
used to determine conflicts. One major overhead of this approach is that the detection
logic can become the critical path. To adjust the detection complexity, this approach
can choose a pattern to hash array access indices for approximation. A higher hash
associativity requires lower logic complexity of the equality check, but this can lead to
too many false conflicts detected. Therefore, this newly introduced trade-off has to be
explored by HLS designers. Later in Section 4.4.3 of Chapter 4, we provide a detailed
quantitative comparison between our optimisations and Alle et al.’s one. Instead of keep
monitoring memory dependencies, Dai et al. [Dai+17] propose to execute loop iteration

speculatively in a fast pipeline. Their approach integrates a template hazard resolution
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unit in HLS compilation. This unit can resolve runtime conflicts on memory ports and
data dependencies caused by indirect or conditional memory accesses. The pipeline will
replay some iterations when a memory conflict is detected. For both [All4+13; Dai+17],
hardware complexity of their runtime detection circuits is proportional to the number
of dependent memory accesses and the depth of the pipeline stages. Although these
techniques are also able to optimize our target loops, we apply more comprehensive static
analysis to generate efficient and lightweight logic to control the pipeline execution at

runtime.

Custom Memory Sub-system

Besides computational parallelism, the design of a custom memory sub-system is a
challenging task as well. Hardware performance is highly sensitive to achievable parallel
memory accesses and data locality. However, in modern HLS tools, customising memory
designs still relies on manual efforts and related hardware knowledge. To achieve
automatic support, there have been many optimisations developed in the form of loop

transformations.

Polyhedral-based Memory Optimisation

Memory partitioning is a technique enabling parallel array accesses. In hardware design,
it can provide sufficient local memory bandwidth required by the parallel computation.
Recent works on memory partitioning leverage the polyhedral model to find a solution
mathematically. Wang et al. [Wan+13] firstly developed a polyhedral approach to
partitioning multidimensional arrays. It uses linear transformations to explore the memory
mapping from the original array to multiple memory banks. They enumerated all possible
transformations to find valid solutions, and their physical storage requirements are also
calculated. The solution with minimal storage overhead is selected as the final partition

strategy. In [Wan+14], Wang et al. further generalise their theory and algorithm for
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better memory partitioning. A design space exploration is also proposed to find the
optimal solution. Similarly, Meng et al. [Men+15] propose a heuristic approach to quickly

choose a linear transformation for efficient memory partitioning.

Data locality is possibly most important property in optimising memory-intensive loops.
In many FPGA applications like convolutional neural networks, the data accessed by a
nested loop cannot be stored entirely in on-chip memory resources. Liu et al. [Liu+07]
proposed a mathematical formalisation and an algorithm to generate the local memory
requirement and mapping at a given loop dimension. The derived on-chip data reuse
buffers is minimised, and buffers in the inner loop have larger size but can reduce more
off-chip communication. Considering SDRAM as the off-chip memory in a common
FPGA system, Bayliss et al. [BC12] implemented a polyhedral tool to produce address
sequencers for an SDRAM interface to improve off-chip memory bandwidth. They reorder
loop iterations to move the loop iterations accessing same SDRAM row close to each
other. The data locality is maximised for efficient SDRAM accesses, so that the time spent
on off-chip communication can be minimised. More recently, Pouchet et al. [Pou+13]
proposed another automated polyhedral HLS framework for better data reuse that com-
bines loop transformations from [Bon+08]. Their framework firstly applies several loop
transformations to obtain a loop tiling with optimised data locality. Then, they analyse
the memory access pattern and data communication requirement of a loop tile, and the
memory reuse between successive tiles is also considered. With a partial enumeration of

several tile sizes, they select the best solution for HLS implementation.

Loop Tiling and Tile Size Selection

Loop tiling is a widely used loop transformation that improves the data locality. Bond-
hugula et al. [Bon+08] developed an automatic tool using the polyhedral model to
optimise the data locality of loop tiling on multi-core processors. They developed a

scalable ILP-based technique to choose the best combination of loop transformations. The
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loop performance can also be affected by the tile size selection, which is the problem we

aim to solve in Chapter 5.

In software compilation, tile size selection is focused on optimizing data reuse for the
cache systems in CPUs [CM95; Meh+13]. Besides choosing the tile size at compile
time, runtime tile size selection is used to empirical tuning according to profiling. This
selection is enabled by parametric loop tiling, which is a technique that has been actively
developed [Ren+07; Bas+10; Ren+12]. The parametric polyhedral model is widely used
in these works, but their focus is mainly on how to generate efficient transformed code.
Differently in this thesis, we leverage parametric polyhedral analysis on selecting tile size

for maximising data reuse in on-chip scratch-pad memory.

In embedded system design, scratch-pad memory has been shown to be a low power
alternative choice of using the cache memory [Ban+02]. To fully utilise scratch-pad
memory, there has been a set of research work investigating loop tiling for better data
locality [ZK05; KKO5]. However, the hardware context of embedded systems is much
different from FPGA-based design. For example, the computing parallelism in an em-
bedded processor is much less than a FPGA accelerator, and such processor usually has
much less on-chip memory than a modern high-performance FPGA. Moreover, these tiling
techniques are still developed for software programs, which cannot be directly applied in

HLS for FPGAs.

In the context of HLS, tile size selection has not been well investigated. To determine a
tile size, the technique developed by Pouchet et al. [Pou+13] only enumerate 100 tile
sizes with different power-of-two values on each loop dimensions. Unlike such limited
enumeration, Peemen et al. [Pee+15] propose the construction of a specific cost model
considering both data reuse and loop transformation for a given loop. Then, they use a
bounded enumeration with this model, but its search time can still grow quickly when
the search space expands with the increase of available on-chip memory. In contrast to
these approaches, we leverage the analytical power of polyhedral model to find a tile size

optimised for memory reuse in Chapter 5.
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Summary

In this chapter, we firstly review the trend of specialised computing. It is recognised that
there is continuously strong demand of smarter and more powerful HLS technology, as
FPGA-based computation has become a popular choice of hardware acceleration. We have
also introduced the basic polyhedral representation with a walk-through transformation
example. There are active research effort to extend the applicability of the polyhedral
model and use them in the context of HLS. The introduction to computational parallelism
is focused on loop pipelining, which will be our optimisation target in Chapter 3 and Chap-
ter 4. Finally, we have discussed the recent work on optimising memory sub-systems. It
also motivates us to apply the parametric polyhedral model to tile size selection for FPGA

designs in Chapter 5.
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Parametric Loop Pipelining

Introduction

For many applications, there is still a considerable gap between the quality of results
produced by HLS tools and those obtained through manual optimization of an RTL
hardware design. Computational bottlenecks are typically located in some critical loops
of high-level programs, and hence loop pipelining has emerged as one of the preeminent
optimization techniques in HLS. As introduced in Section 2.4.1 of Chapter 2, loop-
pipelining techniques work by automatically detecting when a loop iteration does not
depend on its predecessors, and hence can begin executing before its predecessors have
completed. However, complex inter-iteration dependencies can hinder this process, and
cause existing HLS tools to take an overly conservative approach to scheduling. The
optimization method presented in this chapter aims to make high-performance loop
pipelining possible for loops having uncertain dependencies (i.e., parameterised by an
undetermined variable).

for (i=0; i<N; i++)

Ali+m] = A[i] + 0.5f;

Listing 3.1 Motivational loop with uncertain dependency.

The motivational loop shown in Listing 3.1 contains a parameterised affine recurrence
equation [QD89]. In this loop, there is an undetermined variable m in the write access
pattern of array A. The loop iterator i ranges from zero to N — 1, where N is constant.
The value of m is not known at compile time. Therefore, the sequence of write accesses

to elements of array A cannot be completely determined. Indeed, whether the loop can
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Figure 3.1 The impact of the undetermined variable m on pipelining the loop shown in Listing 3.1.
We assume that N = 6, and the iteration latency is 3 cycles.
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be pipelined actually depends on the value of the parameter m, as illustrated in Fig. 3.1.
When m = 0, there is no memory dependency in the loop execution as shown in Fig. 3.1(a).
When m = 1, the result of each iteration has to be generated before the start of the next
iteration, which implies an inter-iteration dependency (also known as a recurrence).
As shown in Fig. 3.1(b), loop pipelining with an initiation interval of one cycle would
violate the read-after-write (RAW) dependency. When m > 3, there will be no recurrence
violation in the pipeline as shown in Fig. 3.1(c). This uncertain data dependency prevents
existing HLS tools from exploiting loop pipelining by default, because they only support a
fixed initiation interval. As a result, a sequential pipeline schedule will be synthesised for

this loop.

This is the basic idea of our approach presented in this chapter: synthesize a light-weight
runtime check and change the schedule based on this check. To understand when the
pipeline needs to slow down, we use parametric polyhedral analysis to firstly synthesise a
lightweight runtime check, such as 1 < m < 2 for Listing 3.1 according to Fig. 3.1. These
lightweight checks can be introduced, alongside appropriate loop-pipelining directives,
through source-to-source transformation applied before invoking a commercial HLS tool.
Therefore, our transformation is also flexible enough to be applied to different HLS tools.
The rest of this chapter explains how our optimization approach can be generalized and

automated in a tool flow.

In particular, we make the following contributions in this chapter:

* The formulation of a general parametric polyhedral model, allowing us to precisely

characterise the inter-iteration dependencies from uncertain memory access patterns.

* An algorithm that can generate the conflict region of parameters which is used as
the runtime check to decide when a high-throughput pipelined schedule (i.e. loop
pipelining with a low initiation interval) can be achieved without violating memory

conflicts.

3.1 Introduction
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* A fully automated source-to-source code transformation framework capable of realising
the proposed optimisation, which is compatible with, and builds on top of Vivado HLS.

This tool is open source in a public Github repository.!

The remainder of this chapter is organized as follows. Section 3.2 gives a motivational
example and its analysis for loop pipelining with uncertain variables. Section 3.3 de-
scribes the formulation of our parametric polyhedral analysis, transformation and its
implementation details. Section 3.4 presents the benchmarks and experimental results,

and conclusions of this chapter are drawn in Section 3.5.

Motivation

Loop Pipelining

Loop pipelining is implemented by overlapping the execution of loop iterations. The
memory and compute operations in loop statements are mapped to hardware resources.
This mapping must ensure that each hardware resource only executes one operation in
each clock cycle. Where read-after-write loop-dependencies exist in the original code
(a value is written in one iteration and read in a subsequent iteration), a static pipeline
schedule must be constrained to preserve these dependencies. The constant interval
between the start of successive iterations is called the initiation interval (1), and reflects
the degree of parallelism, in the sense that for the same latency, a pipeline with smaller

IT has more iterations running in parallel at any given clock cycle.

If we denote the latencies of the operations executed before the loop body and of a single
loop iteration by L,,. and L;.., respectively, and the loop trip count is IV, then the latency

of the entire loop is equal to

Lyre + Liter + (N = 1) x I1. 3.1)

"https://github.com/Junyi-Liu/Potholes
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Figure 3.2 Two pipelining strategies for the loop shown in Listing 3.1.

When N is large enough, this latency is approximately equal to N x II. Thus, the perfor-
mance of a loop is mainly determined by its /1. To achieve a small /7 for loop pipelining,
HLS tools need to solve complex scheduling problems [ZL13; Can+14]. Unlike resource
constraints that may vary with the requirements of different hardware implementations,
iteration-dependency constraints are quite intrinsic. A complex dependency constraint

could significantly constrain our ability to reduce the I of a loop pipeline.

As an example, Fig. 3.2(a) and Fig. 3.2(b) illustrate two potential loop pipelining strategies
with fixed IIs for the motivational loop shown in Listing 3.1. We still assume that the
latency of each iteration is 3 clock cycles. Since there is an uncertain variable in the
memory access pattern, the write reference of array A in the current iteration may be
same as the read reference of array A in a future overlapped iteration, which happens
in Fig. 3.1(b). Due to this uncertain memory dependency, the best case of loop pipelining
shown in Fig. 3.2(a) cannot be achieved with modern HLS tools. Current HLS tools will
choose a conservative solution, in order to ensure correctness for all cases. We show
this conservative solution in Fig. 3.2(b). Here, the possibility of a memory dependency

between successive iterations prevents any loop pipelining with a fixed I1.
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Figure 3.3 Analysing the memory conflict with d(m,1).

Memory Dependence Analysis

With our parametric polyhedral analysis in Section 3.3, we wish to formally describe the
memory dependencies in a nested loop so that we can determine when and in which
pattern memory conflicts may happen. Here, we present an intuitive illustration of the
analysis process with the one-dimensional loop shown in Listing 3.1. This process will be

generalised and formalised in Section 3.3.

To analyse the memory dependencies of a loop, we need to formally model the memory
access sequence. These patterns are described by array indexing functions and loop
bounds, in which parameter (uncertain) variables may participate. We denote the vector
of parameter variables by p. The loop bounds determine an iteration space for all memory
accesses inside the loop. The dimension of the iteration space is equal to the number of
loop iterators. Affine indexing functions map the iteration vectors v from the iteration
space to the elements of each array in the loop. For example, p = [m| and v = [i]

in Listing 3.1.

For each separate array from the source code, we can form two sets of indexing functions,
one containing all the read accesses and the other all the write accesses. The Cartesian
product of these two sets is a set of paired indexing functions. Two paired accesses are
dependent if and only if the address written in the current iteration will be read in a future

iteration. The dependence iteration distance d(p,v) is the smallest number of iterations
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between the execution of two such dependent data accesses, which can be derived from
their affine indexing functions. Since the dependence iteration distance may vary in our
target loops, we can evaluate the conflict region of d(p, v), which will lead a read access to

run before the completion of its dependent write access during the pipeline execution.

As shown in Fig. 3.3, we have d(m, i) as the dependence iteration distance for the loop
shown in Listing 3.1. The red arrow indicates that the write access A[i+m] from iteration
i has its first dependent read access A[i+d(m,1)] running at iteration i + d(m,i). To
analyse this memory dependency, we can obtain d(m,i) = m. According to the given
loop scheduling, the latency L is the period when the execution of the dependent read
access will violate the inter-iteration memory dependency. In other words, A[i+d(m, i)]
cannot be any grey read access shown in Fig. 3.3. If the target initiation interval is equal
to 11, there will be {%1 iterations being processed in the pipeline during the latency L.
Thus, we could derive the cases in which the dependent read access will be executed in
this period under the current pipeline schedule. In these cases, d(m, i) will satisfy the
conditions in (3.2), which denotes its conflict region.

| < d(m1) < [L} 1 3.2)

11

Intuitively, when d(m, i) does not satisfy these conditions, no memory conflicts will happen
in the given pipeline schedule. There will be either no memory dependency between
a write and a future read (such as Fig. 3.1a) or enough iterations between them (such
as Fig. 3.1c). According to Fig. 3.3, we obtain the conflict region as 1 < m < 2 based

on (3.2), where L =3 and I] = 1.

Proposed Loop Transformation
In current HLS tools, only the worst case of uncertain and non-uniform memory depen-

dencies is considered for loop pipelining. This leads a static pipeline schedule to have

a large and conservative I1. As illustrated in Listing 3.2, we propose a source-to-source
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// Conflict region detection
if (m >= 1 && m <= 2) {
// Slow execution
// default pipelining
for (i=0; i<N; i++)
A[i+m] = A[i] + 0.5f;
}
else {
// Fast execution
// force pipelining with II=1
for (i=0; i<N; i++)
A[i+m] = A[i] + 0.5f;
}

Listing 3.2 Source-to-source transformation of the motivational loop shown in Listing 3.1.

code transformation, which will guide HLS tools to implement the pipeline as shown

in Fig. 3.4.

Before the loop starts, the conflict region is firstly evaluated by the if-condition derived
from (3.2). These conditions will be synthesised into lightweight detection logic by HLS.
The output of this detector will enable different pipeline execution modes. When the
conflict region is not satisfied, the loop will be executed in the else-branch which is
realised as a pipeline with 77 = 1. Otherwise, the loop will be executed with the default
pipelining in the then-branch. In Fig. 3.4, the data paths of both execution modes are all
statically scheduled. The related HLS directives (pragmas in Vivado HLS) are inserted in
the real code. Their associated address generators (Addr Gen) are in charge of calculating
array indices. Although the hardware logic appears to be duplicated in the pipeline body;,
they are in different branches of an if-condition. We therefore let the HLS tools decide
how to exploit resource sharing for better timing or less resource overhead in the physical
implementation. This also makes the transformation unrelated to any specific code tuning

for resource sharing but flexible to support different HLS tools.

Polyhedral Optimisation

In this section, we firstly give an introduction to our polyhedral model formulation

in Section 3.3.1. After the introduction, we further formulate the parametric polyhedral

Chapter 3 Parametric Loop Pipelining



3.3.1

Conflict Region Memory

Detector
______ | J_ _——
Fast Controller )I Data Path <-4 Addr Gen |
- | I A,
______ _——
Slow Controller »  Data Path I('J Addr Gen |
- ]
FSM Pipeline Body

Figure 3.4 Conceptual pipeline architecture of parametric loop pipelining.

analysis of the memory dependences in Section 3.3.2. To generate the conflict region,
we present an algorithm based on the analysis in Section 3.3.3. Finally, a source-to-
source code transformation framework is introduced in Section 3.3.4, which is created to

integrate our optimization method into existing HLS tools.

Preliminaries

The input of our analysis is a nested loop with d; dimensions. In previous sections, we use
the one-dimensional loop shown in Listing 3.1 to illustrate the idea of our analysis and
transformation. In modern HLS tools like Vivado HLS, loop flattening (also known as loop
coalescing) is enabled before the pipeline scheduling by default [Xilb]. This transforms
a multi-dimensional loop into a single-dimensional loop, so that the entire nested loop
can be pipelined to achieve better throughput than just pipelining the innermost loop.
Therefore, we aim to optimize the pipelining of the entire nested loop that will be flattened
in the HLS backend. For detailed theoretical discussion about parametric polyhedral

analysis of nested loops, readers are referred to [Fea91].

In a given nested loop, there are V,,,;; pairs of memory accesses visiting the same arrays.
Our analysis is described below as capturing RAW memory conflicts, but can also support
other memory dependencies. The undetermined variables in the memory accesses can be

represented by a parameter vector p € P, where P C Z?7 represents potentially known
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for (j=100; j<200; j++)
for (i=20; i<n; i++)
A[jI1[4i] = A[j-1]1[i+m] + 0.5f;

Listing 3.3 The nested loop used as a walk-through example.

ranges of these variables and dp is the number of undetermined variables. It is noteworthy
that a parameter can also be an indirect array access whose index is not related to any
induction variable of the given loop nest. If such indirect array access can be profiled
statically, we can obtain its P to have more accurate analysis. In this chapter, we use the

superscript p to indicate a dependence on parameters.
Definition 1 (Iteration Domain). Given a d;-dimensional loop nest, the iteration domain
DP is a parametric set of vectors of the form:

DP = {v € Z" | Ax < bwhere z = [’UT’PT]T}’

where v is the iteration vector of dj induction variables. The inequality system represents the

bounds for all loop dimensions, where A is a rational matrix and b is a rational vector.

The nested loop shown in Listing 3.3 is a walk-through example in this chapter, where m
and n are the undetermined variables appearing in the write access of array A and the

loop bounds. With = = [j, i,m,n]?, the inequality constraint defining its D is shown

below. i o i i
~1 0 0 0]]j ~100
1 0O 0 O i 199
<
0O -1 0 O m —20
0 1 0 —1| |n —1
A x b
Definition 2 (Lexicographic Order). Given two iteration vectors v = [vg, vy, ... ,vdl,l]T
and v’ = [vy, v}, ..., v}, |7 in DP, v' > v holds if and only if

30 <i < dp,Y0 < j < i,v] > v AV = vj.
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This lexicographic order on v represents the execution order of loop iterations, which means

that v’ is executed after v in the pipeline.

For example, we have [0, 1] >~ [0,0]7 and also [1,0]7 = [0,1]7 in the two-dimensional

loop shown in Listing 3.3.

Definition 3 (Array Indexing Expression). An array indexing expression f(v,p) is an affine
function that transforms the vectors from an iteration domain into the dp-dimensional index

of a data array. In this chapter; f(v,p) is assumed to take the general affine form:

Yy = f(v,p) = Afv+pr+Cf,

where y € 7P is a vector of data array indices, and v € DP. Ay € Z4p*1 and By € 74p*dr
are rational coefficient matrices, and ¢y € 740 is a rational constant vector. This expression

indicates which element of the data array is accessed at a given iteration.

For example, the memory read access A[j-1] [i+m] in Listing 3.3 has an affine function

of the array index vector y = [j — 1,i +m]”, where

j—1 1 ol |3] [0 o] [m| |-1
= + +
i+m 0 1f |1 1 0] |n 0
—_— Y Y =
y Af v By P cf

Definition 4 (Iteration Dependency Map). Given the k' pair of write and read accesses to
the same array, the iteration dependency map QP links write and read iterations in D such
that
v U)k('U,p) = Tk(U/,p)
QP
k )
V') | AV =vAveDPAY €DP
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where v and v’ represent the source and sink iteration vectors respectively. wy(v,p) and
ri(v', p) are the array indexing expressions of the dependent write and read accesses. The

equality constraint, wi (v, p) = 7, (v', p), can be expanded into the form:

AV + Byp + cw = AyV' + Bop + ¢ (3.3)

An element in QP indicates that two iterations access the same data element in DP, i.e.

signifies the possible presence of a read-after-write memory dependence.

For example, the equality constraint of the iteration dependency map in Listing 3.3 is

1 0f1j 1 0/ 15 0 0| [m -1
= + +
0 1] |1 0 1| |4 1 0] |n 0
—— ——— . N N~
Ay v Ay v’ B, p Cr

In practice, the equality constraint in Q} may be piece-wise affine when there are condi-
tions in loop bounds or around memory accesses. For reasons of clarity, we assume the
equality constraint is always affine in this chapter, but our implementation also supports

the piece-wise case.

3.3.2 Parametric Polyhedral Analysis

Memory conflicts in loop pipelining

As mentioned in Section 3.2, the loop transformation is affected by both inter-iteration
memory dependencies and pipeline scheduling. The information about pipeline schedul-
ing is assumed to be available for our analysis. To formally evaluate memory conflicts in
loop pipelining, we need to determine which iterations will violate memory dependen-

cies.
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Definition 5 (Conflict Domain). Given an iteration dependency map QF, target initiation
interval IT and scheduled latency L;, between the k™ pair of dependent memory accesses, the

conflict domain St is a parametric set of iteration vectors in D such that

) (3, (v,0") € QF)
Sk = v )

AT (ZEw) = PP(0) <[] 1

where

Z¥(v) = lexmin ({v" | (v,0) € QV}), (3.4)

which generates the lexicographically minimum point of v’ linked to v based on the equality

constraint (3.3) in OF, and
IP(v) =#{u|ueD’ Av>-u}, (3.5)

which counts the number of iterations that are executed before the iteration v. In general,
IP(v) can be expressed as a parametric pseudo-polynomial, as known as an Ehrhart poly-
nomial, that counts the integer points of a parametric polytope [CL98]. Similar to (3.2),
the inequality condition checks the existence of memory conflicts based on given pipeline

scheduling.

As shown in Def. 5, the conflict domain S}, includes the iterations that will violate memory
dependencies when the nested loop is flattened and pipelined with the target /7. To
include the dependencies implied from all pairs of dependent accesses, the global conflict

in P — | |NVeair gP i P
domain, S, ; = U,27" S, is the union of all S;..

Constructing the conflict domain

In this work, we use the Integer Set Library (isl) [Ver10O] to construct and analyse
the parametric polyhedral models. The general form of I?(v) is a parametric pseudo-

polynomial, which are representable with is1. However, sophisticated analysis of para-
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metric pseudo-polynomial is limited in isl. Intuitively, I? (Z}(v)) — I?(v) calculates the
smallest number of iterations between v and v/, which is equivalent to the dependence
iteration distance introduced in Section 3.2.2. Morvan et al. [Mor+13] estimated the
lower bound of counting iterations between v and Z}(v) to check pipeline legality for
nested loops, but this bound was mentioned to be not always tight and is not parametric.
As a compromise, we limit the form of I? (Z}(v)) — I*(v) to be an affine expression so that

isl can be used to count iterations parametrically for sophisticated integer set analysis.

In our following implementation, the memory dependencies incurred by (v,v") € DP

leads (3.5) to count the integer points in a rectangular subset of DP, such that
di(v) = I (Z}(v)) — IP(v) = ST(Z]I;(U) —v). (3.6)

For a given value of v, s’ v can be interpreted as the “time stamp” within the sequence of
all loop iterations, at which the iteration v begins processing. To obtain dj(v), we firstly

generate the difference of iteration vectors, which is Z% (v) — v, with OF.

Definition 6 (Dependence Difference). Given an iteration dependency map QP, the depen-
dence difference 6% (v) is an affine expression indicating the vector difference from v to Z% (v)

with the following form.
& (v) = Z;(v) — v = Asv + Bsp + cs, 3.7)

where As € 7Z4*% and Bs € 7% %P are rational coefficient matrices, and cs € Z% is a
constant vector. It is noteworthy that 6% (v) is always single-valued due to the lexicographic

optimization applied to obtain Zj(v).
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Figure 3.5 The calculation of d(v) for the example loop shown in Listing 3.3. Each dot is one
integer point and represents one iteration. If we count after iteration v, there are 8
points including Z?(v) in the blue area when v = [100,24]7, n = 29 and m = 1.

For example, we can derive the following dependence difference from the write and read

accesses in Listing 3.3.

i’ —3 0 0] m -1 1
i’ —1i 1 0f |n 0 —m
—— ——— N N~ N——
ZP(v)—v Bs p Cs 0P (v)
In general, s = [sp, S1,...,5d,-2; 1]T and s; represents the number of iterations of the

inner loops under the j** dimension of the nested loop. Given a rectangular loop
nest, we can calculate s; = Hf;;ilti, where t; represents the trip count of the " loop
dimension. For the nested loop in Listing 3.3, we have s = [n — 20,1]7, so that its
d(v) = sT6P(v) =n — 20 — m according to (3.6). An example of counting integer points is
shown in Fig. 3.5. When v = [100,24]7, n = 29 and m = 1, we have d(v) = 29-20—1 = §,

which gives the same counting result as illustrated in Fig. 3.5.

Supported cases

In this chapter, we aim to analyse the nested loop with the iteration domain as defined

in Def. 1. However, as mentioned before, our analysis requires that d;(v) needs to be an
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affine expression due to the limitation of isl. Since di(v) is the dot product of s and

& (v) = {5@”0, 6%;1, e 62””71 T, we need to ensure that the product of H?;]_ilti and 5113,;‘
is also affine, where 0 < j < d;. The nested loops supported by our analysis can have
undetermined bounds (i.e. trip count ¢; can be parametric) or non-rectangular iteration
space (i.e. trip count ¢; can vary with outer loop iterators). Here, we provide a summary

of the supported cases of calculating dj(v).

* Rectangular case. If every loop level has a uniform trip count (which means that

n—1 n—1
dy(v) = [H ti, H biy «ovy tnot1, 1]68(v)
=1 =2

holds), then there must be at most one dimension (say, j) with a parametric trip count,
and the dependence difference at every dimension outside j; must be constant (i.e.,
V0 <i<j, 67,;1. is constant). An example is shown in the following loop,
for (i=0; i<10; i++)

for (j=a; j<b; i++)

A[i+2][j+m] = A[il[j] + 0.5f;

where d(v) = [b — a,1][2,m]” = 2b — 2a + m.

* Non-rectangular case. Otherwise, let j be the innermost level with a trip count varying
with some outer loops. Then every level inside ; must have a constant trip count (which

means

n—1 n—1
di(v) = [...,Hti, H t;, ...,tn_l,l](Si(U)
i=j

i=j+1
holds), the dependence difference at level j — 1 must be 0 or 1 (i.e., 62 o1 S 1), and the
dependence difference at every level outside j — 1 must be 0 (i.e., VO <i < j —1, 6&» =
0). An example is shown in the following loop,

for (i=0; i<10; i++)
for (j=a; j<i; i++)

A[i+1]1[j+m] = A[il[j] + 0.5%f;

where d(v) = [i — a,1][l,m]T =i —a+m.
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For unsupported cases, we can alternatively analyse the inner loops of the given nested
loop. In the worst case, the innermost loop can always be analysed by our approach,

because we have d(v) = 67 (v) in a one-dimensional iteration domain.

Conflict Region Generation

Following the analysis in Section 3.2.2, we can generate the conflict region from the
conflict domain S?. For example, the inequality constraints defining the conflict domain
of Listing 3.3 are

1<n-m-20<[4]-1.

Two conditions in P,y of Listing 3.3 can be derived directly as

n—m>21

n—m< LL—J-FIQ

In addition, the existence of P.,,¢ also depends on the existence of the inter-iteration
dependency, i.e. the emptiness of QP. Thus, there is one more condition belonging to
Peont Of Listing 3.3, which is

n—14m> 20.

This condition guarantees that the data written by A[j] [20] at the first iteration of the

innermost loop will be read by or before the iteration accessing A[j+1] [n-1+m].

It can be complex and error-prone to construct the conflict region directly as shown above.
Alternatively, in this work, we generate P..¢ with its complement set in Z?7 i.e. the safe
region. The safe region of the k' pair of dependent memory accesses is a set of parameter
vectors P;, C P such that

PkZ{pE]P)|S£=@},

which includes all possible parameter values that make the conflict domain empty. Gen-

erally, the parameter set, Py, can be derived by lexicographic optimisation. The prob-
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Algorithm 1 Generate the conflict region

1: Input: loop iteration domain DP, dependent memory access pairs, pipeline schedule
information, and target I/

2: OQutput: Peons

3: Paate < Z°P

4: for each dependent memory access pair k£ do
5: QF <« ComputeFlow (wy, ry, DP)

6: Q" «+ LexMin(QF)

7: MAff | + TakeMultiAff(Q'?)

8: MAff,,. < CreateMultiAff(v)

9: MA(ff}, < SubMultiAff(MAff,,, , MAffy.)
10: Aff; + ComputelterDist(MAffs, DP)

11: S « CreateConflictSet(Ly, I, Aff;)

12: P < LexOpt(S? = ()

13: Psate < Psate N P
14: end for
15: Pconf — de \ Psafe

lem of finding all conditions in P, can be solved by parametric integer programming
(PIP) [Fea88], whose library is already included in isl. Then, the global safe region,
Psate = ﬂ,ivzpjir Py, is the intersection of all local safe regions, and allows conflict-free
pipelining of the entire loop nest. We can obtain the global conflict region by calculating

the complement set of Py in ZP.

The main algorithm for generating the conflict region for a given nested loop is described
in Algorithm 1, where we simplify many operations of the isl library into abstract
functions. This algorithm requires a given pipeline scheduling and a target /7 that is
relatively small for short execution time of the input loop. The iteration domain D? is
also extracted from the loop beforehand. First, the global safe region Ps,. is initialized
as Z%7 and further constrained as the algorithm progresses. Next, in the for-loop (lines

4-14), we analyse all pairs of possible dependent memory accesses labelled with k.
In lines 5-6, the iteration dependency map Qf is generated and simplified. Function

ComputeFlow (wyg, 7, DP) is to create the equality constraint in (3.3), which will map

the write access (source) to the read accesses (sink) visiting the same data point. Both
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write and read iterations should satisfy that v € D A v' € DP. We only need to check the
dependency of read access in the earliest sink iterations. Therefore, function LexMin is
applied to filter out the lexicographically minimal sink iteration, which is equivalent to

Z}(v) in (3.4), so that a simplified dependency map is assigned to Q.

The dependence difference 47 (v) is generated in lines 7-9. From Q, a multi-affine

function MAff,, is extracted in line 7 to represent the multi-dimensional sink iteration

corresponding to Z% (v), which is a function of source iteration v and parameter vector p.

With the multi-affine function MAff,,. created for v in line 8, MAff}, is the subtraction in
line 9 between MAff, ., and MAff,,., which produces the lexicographically smallest vector

difference as the form shown in (3.7). In line 10, Aff; is computed as the affine expression

ST(S‘Z(U), which is equivalent to (3.5) counting the integer points in a rectangular space.

At this step, the trip counts of all loop dimensions are also derived according to the shape
and size of DP. Then in line 11, we construct the conflict domain S, where Ly, is the
scheduled latency between two dependent memory accesses in each iteration, similar to

the latency L in Fig. 3.2(c).

To derive the safe region Py, we use isl to apply a lexicographic optimization over Sj.

In line 12, the function LexOpt(C,f,l = ()) can generate the constraints that specify which
parameter values make S} always empty by using the parametric integer programming
(PIP) library [Fea88]. The global safe region Pi,¢ of the input loop is its intersection
with all P, as shown in line 13. Finally, the global conflict region Py is obtained by Z%»
minus Pj,¢. Similar to (3.2), the constraints in P..,¢ Will be used as a if-condition and

synthesised into the lightweight detection logic in Fig. 3.4.

Source-to-source Code Transformation
To prototype our new loop optimization and make it compatible with an HLS tool, we

integrated our analysis algorithm into a source-to-source code transformation framework

shown in Fig. 3.6. In this work, we select Xilinx Vivado HLS, which generates hardware
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Figure 3.6 Tool flow for code transformation framework.

architectures from original and transformed C code, as the RTL generation back-end in
our flow. The HLS tool is firstly used to synthesise the original loop without considering
inter-iteration memory dependencies. The scheduling information for this pipeline is used
for further analysis. Since Vivado HLS is a commercial tool, we can only use the tool
as a black box without internal detailed scheduling information. This also means that
our approach can be applied to other RTL generation back-ends. Currently, the achieved
I1 is extracted from the first synthesis as the target /7 in Algorithm 1. We also extract
the pipeline latency achieved from the first synthesis, and assign it to all L; (line 11)
in Algorithm 1. L, originally represents the scheduled latency between a pair of read
and write operations, but in this implementation we approximate it to be its upper bound
value, which is the entire pipeline latency. If our transformation is applied inside an HLS
tool, we can derive more accurate L;, as the scheduled latency between the k" pair of

write and read, so that the conflict region has the potential to be further tighten.
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// Original:
for (j=100; j<200; j++)
for (1=20; i<n; i++)
#pragma HLS PIPELINE
A[j1[i] = A[j-11[i+m] + 0.5f;

// Transformed:
if (m+ 38 >>n&&n>m+218&n+m>= 21) {
for (j=100; j<200; j++)
for (i=20; i<n; i++)
#pragma HLS PIPELINE
Alj1[i]l = A[j-1]1[i+m] + 0.5f;

slow loop

} else
for (j=100; j<200; j++)
for (i=20; i<n; i++)
#pragma HLS PIPELINE
#pragma HLS DEPENDENCE variable=A array inter false
Alj1[i]l = A[j-1]1[i+m] + 0.5f;

fast loop

Figure 3.7 The source-to-source code transformation of parametric loop pipelining.

As shown in Fig. 3.6, the loop information is captured by two open-source tools. The Clang

front-end parser [Cla] generates an abstract syntax tree (AST) from the input C code.

The Polyhedral Extraction Tool (pet) [VG12] uses isl to extract the loops as the static
control parts (SCoPs) from the Clang AST. Finally, the transformed C code is generated
by Polyhedral Compilation Tool for High-level Synthesis (PoTHoLeS) [Pth]. PoTHoLeS
is developed in our lab, which conducts user-specified loop analysis and transformation

based on isl. This tool is available in a public Github repository.!

In Fig. 3.7, we demonstrate the code transformation of Listing 3.3 produced by our tool.

After the first synthesis, the target /7 and the pipeline latency L are obtained as 1 and 19
clock cycles. An HLS pragma is used in the original code to direct Vivado HLS to apply
loop pipelining with best effort. However, the achieved initiation interval will still be
quite large due to the uncertain memory access pattern. The detection of the conflict
region is realised by the outermost if-condition, which is generated by Algorithm 1. To
enter the conflict region, three conditions need to be all satisfied, which are same as
those manually analysed in Section 3.3.3. The fast loop in the else-case is same as the
fast execution shown in Listing 3.2. In the then-branch, the slow loop is executed with
the same conservative scheduling as the original one. There is a new pragma in the fast
loop to instruct Vivado HLS to ignore the potential conflict of inter-iteration dependency

caused by the uncertain variable for loop scheduling.
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for (i=lb; i<=ub; i++)
x[i] = x[i] - L[il[m] * x[m];

Listing 3.4 The one-dimensional loop of tri_sp_slv.

The hardware of the transformed code synthesized by Vivado HLS has a similar archi-
tecture to that shown in Fig. 3.4, where the conflict region detector is given by the
if-condition. The HLS tool is expected to share the main computation resources between

both branches of the transformed if-statement.

Experimental Results

Experiment Setup

In the experiments of this chapter, our code transformation framework uses Xilinx Vivado
HLS 2017.2 as the RTL generation backend. The target FPGA device is a Virtex 7
XC7VX485T. In all experiments, the target clock period is set to 3ns, which is expected
to produce a balanced trade-off between clock speed and resource usage. We export
generated RTL codes to Xilinx Vivado Design Suite 2017.2 to collect clock and resource
usage results after RTL synthesis, place and route. Furthermore, all generated pipelines
are tested by C/RTL co-simulation with dedicated testbenches to confirm functional

equivalence with the original code.

Benchmarks

We choose six loops as benchmarks for our experimental study. All memory arrays contain
single precision floating point numbers. All uncertain variables are int values, i.e. lie
between INT_MIN and INT_MAX as defined in <1imits.h>. The motivational loops shown

in Listings 3.1 and 3.3 are named dist_param and typ_loop respectively. The remaining
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benchmarks are derived from real applications and other publicly available benchmarks,

and are introduced below.

* row_col is a 2D loop with two uncertain variables in the loop bounds. It has the same
inter-iteration dependency as the example loop shown on page 151 of the user guide

of Xilinx Vivado HLS 2017.2 [Xilb].

* pivot is a 2D loop extracted from the forward reduction step (line 208) in the Gaussian
elimination with pivoting code [Gau]. It has two uncertain variables in the loop bounds

and array accesses.

* tri_sp_slv is a 1D loop obtained from a triangular sparse matrix solver. This loop
is shown in Listing 3.4, where 1b, ub and m are uncertain variables. It has one

undetermined iteration causing a memory conflict.

* adi_int is a 2D loop from Kernel 8 in the Livermore benchmark suite [Lmc]. It has

three uncertain variables in the loop bounds and array accesses.

The source code of benchmarks, testbenches, and their transformation used in these

experiments are available in a public Github repository.?

Performance Improvement

Table 3.1 provides the detailed results of pipeline performance. In this table, columns
with the title “Orig" indicate characteristics of the original pipeline and columns with
the title “Tran" indicate characteristics of the transformed pipeline implementation. The
numbers under the title “ratio” are calculated against the metrics of the original pipeline
implementation. Columns with the title “Slow" indicate performance when conservative
dependence behaviour is observed, while columns with the title “Fast" indicate the

pipeline performance achieved when the lightweight checks derived through static analysis

’https://github.com/Junyi-Liu/benchmarks-\acrshort{hls}/tree/master/Thesis

3.4 Experimental Results

73


https://github.com/Junyi-Liu/benchmarks-\acrshort {hls}/tree/master/Thesis

74

Table 3.1. The impact of parametric loop pipelining on pipeline performance.

Benchmark Pre-Loop Cycles Iteration Cycles Initiation Interval

Orig | Tran | ratio | Orig | Slow | Fast | ratio || Orig | Slow | Fast | ratio

dist_param 1 2 2.00 12 12 14 1.17 12 12 1 0.08
typ_loop 8 8 1.00 17 17 19 1.12 12 12 1 0.08
row_col 8 9 1.13 15 13 17 1.13 12 12 2 0.17
pivot 4 7 1.75 49 - 55 1.12 47 - 3 0.06
tri_sp_slv 1 3 3.00 22 27 30 1.36 18 18 2 0.11
adi_int 3 9 3.00 63 65 68 1.08 52 52 3 0.06
Geomean 1.81 1.16 0.09

determine lower initiation intervals are safe. Furthermore, as used in (3.1), “Pre-Loop
Cycles" represents the number of cycles executed before the start of loop body (L) and
“Iteration Cycles" represents the number of cycles for one loop iteration (L;s,-). It should
be noted that the transformed pivot only has fast execution mode, because uncertain
variables have been analysed to always be outside the conflict region, which the baseline
Vivado HLS tool does not detect. Our transformation tool only generates the fast pipeline

mode for this benchmark.

According to the architecture of the transformed pipeline shown in Fig. 3.4, the detector
logic should be executed before the start of the loop body. These additional operations are
observed to 1.8x L,,. on average, but they only cost a few cycles to finish. This indicates
that the complexity of the detector logic is lightweight. L., is also slightly increased
by 16% to support higher parallelism during the pipeline scheduling. Since the latency
of executing the entire loop is calculated by (3.1), the impact of L. and L, is often

negligible, especially when the loop body has a large trip count N.

With parametric loop pipelining, the transformed pipeline is able to switch its performance
at runtime. In the slow modes, the transformed pipelines have almost the same iteration
latency and initiation interval as those of the original pipelines. Our transformation is
shown not to slow down the execution speed. Having proved the absence of memory
conflicts in our analysis, the backend tool is instructed to ignore all dependencies using

a HLS_DEPENDENCE pragma in the fast mode. Across our benchmarks, this allows HLS
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Table 3.2. Timing and resource overheads of parametric loop pipelining.

Benchmark Clock (ns) LUT FF DSP48E1
Orig| HP |Tran|ratio( Orig| HP |Tran|ratiof Orig| HP [Tran|ratio| Orig| HP | Tran| ratio
dist_param | 2.02 [ 2.02 [ 2.02 | 1.00 || 239 | 268 [ 336 | 1.41 || 340 | 425 | 462 [ 136 2 2 2 | 1.00
typ_loop | 3.16|3.16 [3.73 [ 1.18 || 784 | 712 | 1214 | 1.55|[ 756 | 819 | 1114| 1.47( 4 4 4 |[1.00
row_col (12.39(242(2.59]1.08| 809 | 827 [1147| 1.42 | 1108| 1255( 1391 1.26 | 8 8 8 | 1.00
pivot 2.3212271232]1.00 1409|1441 (1435 1.02 || 2324|2495 2582 1.11 | 7 7 8 |1.14
tri_sp_slv |13.02 | 3.01 [ 3.05 [ 1.01 [ 479 | 501 | 900 [ 1.88 |f 705 | 803 | 983 | 1.39( 6 6 6 |1.00
adi_int 3.3513.03]2.64(0.79 [ 1202 2691|4328 3.60 || 1603 | 4336|5301 3.31f 11 | 23 | 21 |1.91
Geomean 1.00 1.66 1.53 1.14

scheduling to achieve much smaller /7 ranging from just 1 to 3 cycles in the fast pipeline.

These small I7s lead to 11x higher peak performance of the transformed pipelines.

Timing and Resource Overhead

As shown in Table 3.2, our transformation has very little impact on the achievable
clock period, but it generally increases the hardware resource usage to achieve higher
parallelism. We also evaluate the design choice of the highest pipeline parallelism, which
is obtained by synthesising the original loop without considering any inter-iteration
dependency. Its results are shown under the columns with the title “HP", which helps us
to better understand the effect of resource sharing. After our transformation, the average
increase of Look-up Tables (LUTSs), Flip-Flops (FFs) and DSP blocks is 66%, 53% and 14%

respectively.

Due to higher parallelism achieved after the transformation, more operations are required
to work at the same time in the pipeline bodies shown in Fig. 3.4. Firstly, besides the
detector logic and the more complex finite state machine, the increase of LUTs and
FFs is mainly caused by the unshared address generators. The HLS backend tends to
duplicate the integer arithmetic operators across mutually exclusive conditionals in favour
of using fewer multiplexers. In order to eliminate some unnecessary duplication, resource
constraints on integer multipliers have been added in typ_loop and tri_sp_slv, which

does not affect other resources or timing. Secondly, the resource sharing between the

3.4 Experimental Results

75



3.5

76

floating-point data paths is well supported by the HLS backend. This can be observed by
the small difference of DSP usages between “HP" and “Tran", and thus the increase of DSP

blocks is mainly due to the higher parallelism of the data path.

In Vivado HLS, forcing resource sharing can be realised by replacing the duplicated loop
bodies with the same function call and disabling the feature of function inlining. Such
a complementary transformation could be effective to reduce some resource overhead,
but this may also sacrifice the sharing opportunities across the boundary of function calls.
The design trade-off of resource sharing is both application and tool specific, which is out

of the scope of this thesis, and we leave it for future investigation.

Summary

In this chapter, we proposed a new optimisation method for a class of loops with uncer-
tainty. The method combines compiler-based analysis and runtime optimisation. The
optimized pipelines can run in fast mode with a low initiation interval when specific
conditions are detected at runtime. We formulate a general parametric polyhedral model
for the analysis of uncertain data dependencies. Due to the affine limitation in the
polyhedral model, Although not all kinds of loops can be optimised by our method due
to the affine limitation in the polyhedral model, the supported cases of our formulation
are also summarised in Section 3.3.2. Then, we develop an algorithm to realise the
proposed parametric polyhedral analysis, which is implemented with is1. To prototype
our optimisation, a source-to-source code transformation framework is developed and
open-sourced, which uses Vivado HLS as the backend tool. After the transformation,
appropriate directives will be inserted to guilde the HLS scheduling to safely ignore
unnecessary memory dependencies. With experiments over a suite of benchmarks, we
show that the fast runtime mode of the optimized pipelines achieve a 11x speedup. This

comes at the cost of a moderate increase in LUTSs, FFs, and DSP blocks.
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Although parametric loop pipelining enables much higher peak performance, the bottle-
neck of the pipeline performance is still inside the conflict region. In such cases, a fixed
and small /7 cannot avoid the potential memory conflicts at runtime. Beyond switching
between two pipeline execution modes, it is possible to apply a fine-grained pipeline
control to avoid memory conflicts dynamically. Therefore in the next chapter, we propose
a new optimisation approach based on the parametric polyhedral analysis developed in
this chapter. This optimisation is able to safely boost the pipeline throughput even when

memory conflicts appear at runtime.
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4.1

Loop Splitting for Efficient Pipelining

Introduction

In the previous chapter, the parametric polyhedral model is leveraged to analyse loops
with undetermined variables in loop-carried dependencies. This analysis generates the
conditions on parameters for which the high-parallelism pipeline is free of runtime
memory conflicts. When memory conflicts are inevitable, pipeline scheduling in state-of-
art HLS relies on a fixed and conservative I to sustain the loop parallelism. As shown
in Section 3.4.3 of Chapter 3, the pipeline performance still remains insufficient in the
slow mode of parametric loop pipelining. Often, in order to obtain efficient loop pipelining
in practice, a designer has to analyse non-trivial dependence patterns manually. It is also
necessary to tune program directives and source code iteratively so that HLS tools can be
guided to implement appropriate and high-performance pipeline architectures. Therefore,
we propose to further utilise parametric polyhedral analysis to enable automatic avoidance
of memory conflicts in loop pipelining. In this chapter, we aim to realise formal support of
uncertain (i.e., parameterised by an undetermined variable) and non-uniform (i.e., varying
between different loop iterations) memory dependencies for the loop transformation in

HLS.

Uncertain dependencies Here, we use the same the motivational example shown in List-
ing 3.1 of Section 3.1. HLS tools like Vivado HLS are not able to apply high-parallelism
loop pipelining to this loop, due to the uncertain memory dependency caused by vari-
able m. When m > 1, HLS tools cannot determine at compile time how many iterations

can be overlapped in the pipeline without violating a read-after-write (RAW) memory
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Figure 4.1 Breaking the pipeline execution at (m + 1)*" and (2m + 1)'" iterations, when the loop
shown in Listing 3.1 is running at initiation interval of one cycle.

dependency. However, if we force the pipeline to start one new iteration at each clock
cycle, we can recognize that the first potential RAW conflict will happen at the (m + 1)*®
iteration. In this iteration, the read access of A[m] may happen before the end of write
access visiting the same array element in the first iteration. As shown in Fig. 4.1, we can
break pipeline execution at the (m + 1)th iteration (i = m) to resolve this RAW conflict;
nevertheless, the next potential conflict will happen at the (2m 4 1)'" iteration (i = 2m).
In order to avoid memory conflicts when it is necessary, loop pipeline needs to halt the
execution of the (km + 1) iteration, where k = 1, ..., [N/m|. Consequently, in comparison
to executing iterations sequentially — the behaviour of commercial HLS tools with this
code — loop parallelism can be improved significantly by keeping the pipeline as busy as

possible without violating any inter-iteration dependency.

Non-uniform dependencies The pipeline strategy above can also optimize loops with
non-uniform memory dependencies, which can appear in many applications such as
matrix decomposition and triangular matrix computation. In these applications, the
critical loops have memory dependencies that are statically analysable but vary with the
value of the induction variable. An example of this non-uniformity is shown in Listing 4.1.
When i = 1, the data written to A[2] will be read after one iteration (at i = 2). When
i = 2, the data written to A[4] will be read after two iteration (at i = 4). Following
this non-uniform dependence pattern, there are different number of iterations between
different pairs of dependent loop iterations. When the loop shown in Listing 4.1 is
pipelined with a small /7, the memory conflicts will only appear in certain loop iterations.

To break the pipeline execution precisely for this example, we can use polyhedral analysis
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to locate these memory conflicts. The optimisation of Listing 4.1 is further discussed
in Section 4.2 as an overview demonstration of our splitting methods.
for (i=0; i<N; i++)

A[2xi] = A[i] + 0.5f;

Listing 4.1 Motivational loop with non-uniform dependency.

In this chapter, our optimisation addresses the issue of avoiding both uncertain and
non-uniform memory conflicts and enables the statically scheduled pipeline to run at
dynamic speed. The basic idea of our technique is to implement the pipeline scheduled
for the smallest initiation interval and throttle the execution of loop iterations according
to a compile-time dependency analysis. By splitting the original loops and inserting
appropriate directives, our transformation can determine when to break pipeline execution
at runtime, as a function of a set of parameters or induction variables. This is different
from the similar optimisation proposed in [LP14]. After their transformation, they cannot

apply fast pipelining on all the sub-loops split from the original loop.

In particular, we make the following contributions in this chapter:

* An enhanced parametric polyhedral analysis built upon the methodology described

in Section 3.3.2 of Chapter 3.

* Formulation of the proposed two-stage polyhedral transformation in order to ensure

that inter-iteration dependencies are respected in aggressive loop pipelining.

* An upgraded source-to-source transformation framework that integrates loop splitting

with parametric loop pipelining.
* Comparative experiments with the loop transformation of runtime dependency analysis

proposed in [All+13], which also prove the effectiveness of loop splitting on improving

pipeline performance.

4.1 Introduction
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The remainder of this chapter is organised as follows. Section 4.2 provides an overview
of our optimisation methods with a walk-through demonstration. Section 4.3 gives the
mathematical formulation and the algorithms for realising our parametric polyhedral
transformation. Section 4.4 discusses experimental results, and finally, Section 4.5 draws

the conclusion of this chapter.

Motivation

As introduced in Section 3.2.1 of Chapter 3, the goal of loop pipelining is to enable as
many successive iterations to be overlapped in a synthesised pipeline hardware as possible.
The pipeline performance is determined by the static scheduling algorithm and is reflected
in the achieved initiation interval. In state-of-art HLS, the I has to be a constant interval
between the start of successive loop iterations. In this section, we assume the latency of
one iteration is L clock cycles, the maximum number of parallel iterations in this pipeline
is equal to [L/IT]. When memory dependencies are constant and known at compile time,
HLS will aim to minimise /7 during the scheduling process and also avoid any memory
conflict. However, HLS has to tackle more complex dependencies when we would like
to broaden its applicability close to software compilation. As introduced in the previous
section, such memory dependencies can vary between iterations or contain uncertainty in
a given loop. For these cases, a pipeline with a small and fixed /7 is not able to resolve
all potential memory conflicts. Current HLS tools have to select an 71 almost equal to

pipeline latency, which is equivalent to the sequential execution of loop iterations.

To improving loop pipelining with the aforementioned dependencies, an intuitive idea is
to implement a dynamic /7 rather than a fixed one. However, current pipeline scheduling
algorithms rely on integer linear programming with static constraints [ZL13; Can+14],
dynamic /7 cannot be well supported by state-of-art HLS tools. Instead of changing the
static schedule, some recent works propose to use runtime dependency analysis [All+13]
or speculative execution [Dai+17]. These approaches attach dedicated scheduling logic

to the pipeline controller, so that all memory conflicts are detected at runtime to adjust
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IT or replay some iterations for correctness. Our approach takes the advantage of both
static and runtime optimisations to provide an efficient solution for loops that can be
analysed by polyhedral methods. We force the pipeline to be synthesised with a minimal
1T without the consideration of any complex dependency. To resolve memory conflicts,
its execution speed is controlled at runtime by an statically enhanced FSM. This FSM is
realised by a source-to-source code transformation that splits the loop and guides the HLS
tool to insert correct and sufficient runtime breaks into the synthesised pipeline. In this
section, we use the motivational loop shown in Listing 4.1 to demonstrate our proposed

transformation.

Dependence distance

The analysis of memory dependencies is essential to determine how to split a loop. Given
a pair of dependent write and read accesses in a loop, the data written in one iteration
should be only read in a later iteration. As introduced in Section 3.2.2, the number of
iterations between these two accesses is the dependence iteration distance d(p,v), where
v is the iteration vector and p is the parameter vector. In the motivational loop shown
in Listing 4.1, since there is no undetermined variable, we have v = [i]. The data written
to A[2*i] at the (i + 1)* iteration is read from A[i+d(i)] at the later (i + d(i) + 1)*®
iteration. Therefore, d(i) = i, which indicates that the dependence distance of this loop

varies between iterations.

For the sake of simplicity, we assume for the example that the latency of the loop body is
L = 16 clock cycles. Read and write accesses of the loop are assumed to be executed at
the first and last pipeline stages respectively. In Fig. 4.2, thin black lines connect memory
accesses in the same loop iteration. Horizontal lines connect reads and writes to the
same array index; these lines are green when the write occurs after the read, and red
otherwise. If we apply pipelining with /7 = 1 as shown in Fig. 4.2a, there will be L

successive iterations executed in parallel in the pipeline. When

1<d(i)<L-1, (4.1)
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Figure 4.2 Different pipelining strategies for the motivational loop shown in Listing 4.1
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a small set of discontinuous read accesses will be executed before the finish of their
dependent write accesses, so that the memory dependency is violated as illustrated with
red lines in Fig. 4.2a. Since d(i) could be as low as 1, HLS tools like Vivado HLS have to
select 11 = L to satisfy the worst case, as shown in Fig. 4.2b (noting the greatly enlarged

x-axis, i.e. over 10x more clock cycles ).

Splitting the loop

The conservatism of loop pipelining in HLS can be eliminated by loop splitting. Firstly,
we need to recognize which iterations cause memory conflicts when the loop is pipelined
with IT = 1. In Fig. 4.2a, the first and last iterations with d(i) satisfying (4.1) are the
2nd and 16" iterations. The loop is then partitioned at these two iterations into three
sub-loops as shown in Fig. 4.2c. The first (1°* and 2"9 iterations) and third (17" to N*®

iterations) sub-loops are safely pipelined with 77 = 1.

After the fast parts of the motivational loop are separated, the bottleneck of pipeline
parallelism is located in the second sub-loop. Since d(i) of each iteration in this sub-
loop satisfies (4.1), we further partition these iterations into loop blocks as shown in
Fig. 4.2c. All of these blocks are pipelined with I/ = 1, which is similar to breaking
pipeline execution illustrated in Fig. 4.1. The size of each block is equal to the dependence
distance of its first iteration. For instance, the first iteration of the first block is the 34
iteration with d(i) = 2. When the first block is executed in the pipeline with /7 = 1, the
pipeline has to delay the start of the 5'" iteration to avoid its RAW conflict with the 3"
iteration. Hence, there are two iterations (3¢ and 4'") packed into the first block. It
is notable that the pipeline break created for the first iteration in a block also resolves
the RAW conflicts of the other iterations in this block. Similarly, we partition the next
four iterations (5" to 8') into the second block and the rest (9** to 16'") into the third

block.
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// Sub-loop 1: force pipelining with II=1
for (i=0; i<=1; i++)

A[2%i] = A[i]l + 0.5%f;
// Sub-loop 2:
for (k=2; k<=15; k=k+k)

// force pipelining inner loop with II=1

for (i=k; i<=min(15,k+k-1); i++)

A[2xi] = A[i]l + 0.5f;

// Sub-loop 3: force pipelining with II=1
for (i=16; i<N; i++)

A[2xi] = A[i]l + 0.5f;

Listing 4.2 Transformed loop from Listing 4.1.

Transformation template

The proposed splitting of the motivational loop can be represented concisely by the
template shown in Listing 4.2. Three sub-loops can be pipelined entirely or block-
wise with IT = 1 by setting directives to force HLS tools to ignore any inter-iteration
dependency. In the second sub-loop, an outer loop level is inserted to realize block-wise
splitting. To create pipeline break points for runtime execution, we force the back-end HLS
to apply pipelining with 17 = 1 on the inner loop by instructing it to ignore dependences.
The bounds of the outer loop level determine the range of iterations in the original loop.
The new induction variable, k, represents the start point of each block partition. The step
size of k is equal to the dependence iteration distance of the first iteration in the inner
loop, and thus d(i) = k also defines the trip count of each block. The min function is used
to ensure that the number of iterations in the last block do not exceed the upper bound of
sub-loop 2. In general, this template indicates the splitting forms that will be supported

by our polyhedral optimisation presented in the next section.

Polyhedral Optimisation

In this section, we leverage the parametric polyhedral analysis presented in Section 3.3.2
of Chapter 3 to capture memory dependence patterns. According to the analysed patterns,
loop splitting is realized by transforming the polyhedral model of the input nested

loop. The iteration domain DP is partitioned based on the conflict domain S; and
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dependence difference 4} (v), when parameters are in the conflict region Peons. In general,
our transformation modifies the model of static control parts (SCoPs) [Gir+06] for
representing loop programs. Finally, we provide implementation details of our upgraded

tool flow.

Enhanced Parametric Polyhedral Analysis

Determining the conflict dimension

In order to determine which level of a given loop nest should be split, each non-zero
dependence difference &7 (v) is assessed to locate the conflict dimension, denoted g.
In this section, we use the same model presentation as used in Section 3.3.2, so that
Fv) = {520,6271, . "5Z,d1—1r’ where d; is the number of loop dimensions. Since
we count the loop dimension from the outermost to the innermost, 6}’;0 represents the
dependence difference at the outermost loop, and so on. For each pair of dependent
memory accesses, we firstly locate its local conflict dimension :. This is the outermost

loop dimension 7 causing memory dependency through this pair of accesses, such that
6@1 #0and Vj < 1, 524 =0. 4.2)

Then, the conflict dimension ¢ is determined as the largest i (deepest local conflict

dimension) among all 1 < k < Npa;,, such that
g =max {i [ ¥j <i,00, =0N, #0AN1<k< Npair} (4.3)

For example, if a three-dimensional loop has 65 (v) = [1,1,0]7 and 67 (v) = [0,1,1]7,
splitting the loop at the outermost dimension cannot resolve the memory conflicts caused
by 67(v). Therefore, when the loop nest is split at the ¢'" level, all potential memory

conflicts should be resolved, and in the previous example, ¢ = max{0,1} = 1.
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Calculating the splitting distance

To realise block-wise splitting as demonstrated in Section 4.2.2, we need to determine the
splitting distance at the conflict dimension, which is the number of loop iterations in each
block. This distance, denoted ¢}, can be derived as the global dependence difference at

the dimension ¢. In general, ¢/ is a piece-wise affine expression with the following form:

th = aPvg + fPp + 17, 4.4

. . . Nopi ;
where o, 5P and +* are piece-wise constant coefficients. We have Peonr = U; 17 Plones

where Npjece represents the number of disjoint parameter sets (i.e. pieces) in the global

conflict region. In different P!_;, o, 7 and 4 have different values. Thus, th represents

onf>

. . . ., . p . . . . . y
a union of minimum positive ¢, in all disjoint parameter sets, and for each piece P,

it is calculated by
min {67 | 67, > 0Ap € Plons A1 <k < Nowir - (4.5)

For example, there are two pairs of dependent array accesses in the following loop,

for (i=LB; i<UB; i++)

A[i]l = A[i+m] + A[i-m] + 0.5f;

where LB and UB are two constants. Read access A[i+m] and A[i-m] lead to two different
dependence differences, —m and m respectively. Based on (3.2) in Chapter 3, there are
two disjoint conflict regions of the undetermined variable m. Thus, the splitting distance

of this loop can be calculated as

t = " : (4.6)

—m, when1— [%W <-m< -1

m, whenlgmg[LW—l

where L represents the given pipeline latency. The above two cases correspond to two

parameter pieces, and Npiece = 2 in this example.

Chapter 4 Loop Splitting for Efficient Pipelining



Algorithm 2 Generate the conflict dimension and the splitting distance

Input: dependent memory access pairs, their associated MAff;, and Py,
Output: g and PwAff,
q+ —1
PwAff, <~ 0
for each dependent memory access pair k& do
1 < findCftDim(MAff})
Aff; + extractAff(MAff;,, 7)
PwAff; < addParam(Aff;, Z \ Py)
if ¢ <ithen

v e N ou R w2

_.
e

g1

PwAff, < PwAff;
else if ¢ == 7 then

PwAff, < unionMin(PwAff,, PwAff;)
14: end if
15: end for

)
w N

Algorithm for the enhanced analysis

As shown in Algorithm 2, this generation is developed with ISL as an enhancement of
the polyhedral analysis in Algorithm 1 (page 68). We assume the dependence difference
(MAff,) and local safe region (P;) of each dependent memory access pair are available
from Algorithm 1. In the for-loop (lines 5-15), we iterate over all pairs of dependent
memory accesses labelled with % to determine the conflict dimension ¢ and the splitting
distance t¥. Here, PWAff, is equivalent to ¢}, which is a piece-wise affine expression object
in ISL. In line 6, the local conflict dimension is generated according to the conditions
in (4.2). Then, the affine expression at dimension i, Aff;, is extracted from MAff;. Since
the splitting distance is used in the conflict region, we add the conditions of the local
conflict region (Z4" \ P}) onto Aff;. In line 8, this generates a piece-wise affine expression
of the local splitting distance, denoted PwAff;. The local dependence pattern is used to
modify ¢ and PwAff, in lines 9-14. The if-condition ¢ < i guarantees the max operation
in (4.3). When an inner conflict dimension is found, ¢ is updated and PwAff,, is replaced
by the local one in lines 10-11 . When the local conflict dimension is same as the current
¢, we use the funtion unionMin() to generate an parametric union of PwAff, and PwWAff;

in line 13, which is well supported in ISL. In each parameter piece of this union, the new
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PwaAff, is generated according to the min operation in (4.3). After all pairs of dependent

memory accesses are analysed, the final ¢ and PwAff, (th) are determined.

Splitting by conflict domain

The first stage is to apply fast pipelining on the iterations outside the conflict domain when
p € Peont- This is realised by partitioning the iteration domain into three sub-domains at
the conflict dimension. We use lexicographic optimizations to generate the first and last
iterations that have the write accesses initiating memory conflicts:

[P = lexmin(S?,

P ap)s and uP = lexmax(S? ),

conf

where S? U,ivji” SP is the global conflict domain of the input loop nest. In particular,

conf —
we take the ¢'"" elements of [? and u” as the split points at the conflict dimension. These
two parametric elements are represented as /2 and u}, whose expressions may be piece-

wise affine. The iteration domain D is partitioned along /2 and u} such that

Df:{v‘ver/\vqglg}

DP

I
-

Dgz{v|U6Dp/\lg<vq§ug} : (4.7)

D§Z{U‘U€DPAU§<UQ}

These three sub-domains correspond to three sub-loops executed in sequential order.
The pipeline break points are introduced during the transitions between sub-loops, so
that the sub-loops with D} and D} can be fully pipelined by ignoring inter-iteration

dependencies.

Splitting by dependence difference

The second stage is to insert pipeline break points in the sub-loop with D%, so that the

pipeline can execute as many iterations in parallel as possible. These break points are
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for (k=2; k<=14; k++){
for (i=k; i<=min(14,k+k-1); i++)
A[2xi] = A[i] + 0.5f;
k=k+k-1;
}

Listing 4.3 Alternative form of sub-loop 2 shown in Listing 4.2.

created by splitting the ¢'" loop level block-wise, with fast pipelining applied on the loop
blocks. Correspondingly in D5, a new dimension is inserted between the (¢ — 1)*" and ¢'"

dimensions to create a new iteration domain of the second sub-loop such that

/

_ T
v = [’Uo, . ,’Uqfl, Ublk,’uq, e 7vd1—1]

T P
A v, ..., 0g-1,0q,--.,v4,-1]" € D5

D/p = ’U, ) (48)
A lg < Vpik < ug A tlp;lk ‘ ('Ublk — lg — 1)

A vpik < Vg < Uplk + thy

where v,k is the induction variable of the inserted dimension, and ¢}, represents the
trip count at the conflict dimension. To obtain ¢, as the splitting distance, we replace
tb and v, by t};, and v,y in (4.4). The divisibility constraint, t{;, | (vpic — I# — 1), can be
represented by existential quantification in is1 only when ¢}, is a constant. To avoid this

limitation, we insert one additional statement in the SCoP model to explicitly define the

stride of the inserted loop level, which is equivalent to the divisibility constraint of vy.

With this approach, the alternative form of the split execution is illustrated in Listing 4.3.

The induction variable k is incremented by ¢}, = k after the execution of the conflict

dimension.

Implementation

We integrate loop splitting with parametric loop pipelining in the source-to-source code
transformation framework presented in Section 3.3.4 of Chapter 3. The main upgrades
are developed inside PoTHoLeS. According to Fig. 3.6, Algorithm 2 is implemented in
the block of loop analysis to generate the conflict dimension and the splitting distance,

and two splitting stages are implemented in the block of loop transformation. The code
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// Original:

for (i = 0; 1 < 100; i++)
for (j = 0; j < 2; j++)
#pragma HLS PIPELINE
A[2xi+m] [j] = A[il[j] + 0.5f;

// Transformed:
if (m >= -97 & m <= 9){
for (l = 0; i< -m+ 1; i++) sub-[oop1
for (3 =0; j < 2; j++)
#pragma HLS PIPELINE
#pragma HLS DEPENDENCE variable=A array inter false
Al2xi+m] [j]1 = A[il[j] + 0.5f;
for (k = max(@, -m + 2); k <= -m + 8; k++){
for (i = k; i <min(-m + 8, m + 2 x k — 1); i++) Sub-loop2
for (j = 0; j < 2; j++)
#pragma HLS PIPELINE
#pragma HLS DEPENDENCE variable=A array inter false
Al2xi+m] [j] = A[i][j] + 0.5f;
k=k+ (m+k-1);

)
for (1 = -m+ 9; i < 100; i++)
for (j = 0; j < 2; j++) sub-loop 3
#pragma HLS PIPELINE
#pragma HLS DEPENDENCE variable=A array inter false
Al2xi+m] [j] = A[i]l[j] + 0.5f;
} else
for (1 = 0; i<100; i++) fast loop

for (j = 0; j < 2; j++)
#pragma HLS PIPELINE
#pragma HLS DEPENDENCE variable=A array inter false
Al2xi+m] [j] = A[i][j] + 0.5f;

Figure 4.3 The source-to-source code transformation of both loop splitting and parametric loop
pipelining.
generation is also modified to support the rules of inserting Vivado HLS directives for
both techniques. There are two special cases considered in this implementation. When
q=d; —1and ¢ = 1, the iterations of the innermost loop has to be executed sequentially
in the conflict region. Our transformation will not split this loop but apply default loop
pipelining as in the slow mode of parametric loop pipelining. When ¢ = d; —2 and ¢ =1,
only the innermost loop can be pipelined without memory conflicts, and the outer-loop
iterations have to be executed sequentially. We use a dedicated HLS pragma to turn off
loop flattening, so that HLS tool will only try to pipeline the innermost loop. This is
equivalent to insert a pipeline break after the last iteration of the innermost loop, which is
sufficient to avoid all memory conflicts. Our transformation does not change the order of
loop iterations, which guarantees correct loop behaviours at the source level. Moreover,
all generated pipelines are also verified by C/RTL co-simulation to confirm functional

equivalence with the original loops.
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Figure 4.4 Conceptual pipeline architecture of loop splitting and parametric loop pipelining.

An example of our implemented code transformation is shown in Fig. 4.3. The origi-
nal loop is a two-dimensional loop with one undetermined variable m in the write to
A[2*i+m] [j], which implies uncertain and non-uniform memory dependency. Due to
parametric loop pipelining, the transformed code contains the detection of the conflict
region of parameters, which is implemented by the condition of the outermost if state-
ment. The fast loop in the else-case is aggressively pipelined by ignoring inter-iteration
dependency. The then-case includes three sub-loops split from the original loop, which
are also implemented with aggressive pipelining. Because the conflict domain of the
original loop is parametrised, bounds of sub-loops contain m and code macros like min ()
and max (). For the original loop, the dependence difference recognised by our tool is
6P (v) = [m+i,0]”. Memory conflicts are only related to the iterator i, and thus our tool
splits the original loop at the outermost dimension. In sub-loop 2, a new loop level is
inserted with induction variable k, which realises block-wise loop splitting. Since Vivado
HLS cannot flatten the entire nested loop with variable bounds, only the loop dimensions
inside the inserted one in sub-loop 2 can be flattened and pipelined. Therefore, we
leverage this feature to implement block-wise loop pipelining, which is equivalent to

breaking pipeline execution as shown in Fig. 4.1.
The synthesised pipeline architecture is shown in Fig. 4.4, which is similar to Fig. 3.4.

Although more data paths and address generators are duplicated in the code, Vivado HLS

is found to be able to share most resources of data paths, which can be observed from the
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Table 4.1. The details of the benchmark loops.

Benchmark 4 | Non-uniform P Splitting stage Trip Count
dependency by SP ;| by 8% (v) | in Peons
dist param 1 1 v - v 100
dist_itr 1 0 v - v v 100
dist_itr param || 2 1 v v v v 200
typ_loop 2 2 v v 100 ~ 9500
row_col 2 2 v v 6 ~ 256
tri_sp_slv 1 3 v v v - 2~091
floyd warshall || 3 0 v - v - 2097152

later experimental results. Thus, we let the HLS tool explore resource sharing with its

default settings.

Experimental Results

In this chapter, the experimental setup is same as the one presented in Section 3.4.1
of Chapter 3. The correctness of all generated pipelines are also verified by C/RTL
co-simulation with dedicated testbenches. In this section, parametric loop pipelining is
denoted by PLP. Loop splitting with PLP is named as polyhedral-based dynamic loop

pipelining, denoted PolyDLP.

Benchmarks

We use 8 benchmark loops for our experimental study, which can all be optimised by loop
splitting. The benchmark selection is based on the loops in Section 3.4.2. pivot is not
included because our analysis already guarantees that the loop can be always executed in
the fast mode. In addition, the conflict dimension ¢ of adi_int is at the innermost loop
where ¢/ = 1, and thus it is not necessary to split this loop in its conflict region. Therefore,
we use the remaining four loops from Section 3.4.2 and another three new loops in this

chapter. dist_itr, dist_itr_param represent the loops newly introduced in Listing 4.1
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Table 4.2. The impact of loop splitting on pipeline scheduling.

Pre-Loop Cycles Iteration Cycles Initiation Interval
Benchmark

Orig | Tran | ratio | Orig | Split | Fast || Orig | Split | Fast | ratio
dist_param 1 2 2.00 12 14 14 12 1 1 0.08

dist_itr 1 1 1.00 14 14 - 14 1 - -
dist_itr_param 1 8 8.00 15 17 17 6 1 1 0.17
typ_loop 8 10 1.25 17 15 19 12 1 1 0.08
row_col 8 9 1.13 15 15 17 12 2 2 0.17
tri_sp_slv 1 3.00 || 22 31 30 18 2 2 0.11

floyd warshall 1 1 1.00 18 20 - 14 2 - -
Geomean 1.83 0.12

and Fig. 4.3 respectively. floyd_warshall is a 3D loop for finding shortest paths from
Polybench [Polb]. It has one iteration causing a memory conflict in its innermost loop,
which is caused by a non-uniform memory dependency. The settings of undetermined
variables are same as those in Section 3.4.2, and the data type of memory arrays is also
single precision floating point number. The source code of benchmarks, testbenches,
and their transformation used in these experiments are available in a public Github

repository.>

The details of the benchmark loops are summarised in Table 4.1. Various memory
dependence patterns of the benchmarks lead to different optimisation strategies applied
in the transformation. Since dist_itr and floyd warshall have no undetermined variable,
PLP cannot optimise such loops, but loop splitting still enables aggressive loop pipelining.
Furthermore, our transformation will select a combination of splitting stages, depending
on the patterns of memory dependencies. This can help to avoid performance and

resource overhead caused by unnecessary code transformation.

Impact on pipeline scheduling

Table 4.2 indicates the change of pipeline scheduling caused by PolyDLP. In this table,

columns with the title “Orig" indicate characteristics of the original pipeline and columns

*https://github.com/Junyi-Liu/benchmarks-\acrshort{hls}/tree/master/Thesis
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Table 4.3. Details of loop pipelining with RT-Dep.

Benchmark || Iteration Cycles | Initiation Interval | Hash Type | Bit Width
dist_param 14 1 concatenation 8
dist_itr 14 1 concatenation 8
dist_itr param 15 1 concatenation 4 3
typ_loop 16 1 or 2.5
row_col 16 2 concatenation 2 4
tri_sp_slv 25 2 concatenation 8
floyd warshall 20 2 concatenation 2 4

with the title “Tran" indicate characteristics of the pipeline transformed by PolyDLP. The
numbers under the title “ratio” are calculated against the metrics of the original pipeline
implementation. Columns with the title “Fast" indicate the pipeline performance achieved
when the lightweight checks of the conflict region determine lower initiation intervals are
safe. Columns with the title “Split" indicate the performance when the pipeline breaks
have to be inserted to avoid memory conflict. Furthermore, “Pre-Loop Cycles" represents
the number of cycles executed before the start of loop body (L,,.) and “Iteration Cycles"

represents the number of cycles for one loop iteration (Lize;).

Since we implement PLP as well, the detector logic is synthesised to execute before the
start of the loop body. These additional operations are observed to still cost a few cycles,
which shows loop splitting will not affect the detector logic. L;., in the both splitting and
fast modes is slightly increased because the loops are all aggressive pipelined. However,
according to (3.1) in Chapter 3, these increases cannot signify the impact of L,,. and
Liter, especially when there is a large number of iterations to be executed. After our
proposed transformation, almost all the nested loops or sub-loops can be safely pipelined
by the HLS backend tool without considering any inter-iteration dependency. Across our
benchmarks, /7 ranging from just 1 to 2 cycles is achieved, which leads to 8.3x higher

peak performance in the fast mode.
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4.4.3 Comparative Experiments with Runtime Dependence Analysis

Our target loops can alternatively be optimised by runtime dependence analysis (RT-Dep)
proposed by Alle et al. [All+13] for loop pipelining, which is introduced in Section 2.4.3
of Chapter 2. RT-Dep is available online as a plug-in of a source-to-source compiler
framework called Gecos [Gec]. In this experimental section, we also evaluate RT-Dep
with our benchmarks for a comparative study. To make RT-Dep compatible with Vivado
HLS, we have to manually insert loop pipelining and unroll pragmas in the transformed
codes. It is noteworthy that RT-Dep is developed for loops with more general inter-
iteration dependencies, such as those having iteration-dependent indirect array accesses
(e.g. A[B[i]] where i is a loop iterator). This results in RT-Dep implementing logic for

detecting and resolving runtime memory conflicts.

RT-Dep can be configured with the directive added in the source code. It needs the
explicit specification of loop iteration latency, hash function type* and bit width. The
user of RT-Dep needs to select a suitable type of hash function and bit width, which is to
decide the trade-off between resource overhead and the precision of detecting memory
conflicts. To find an appropriate configuration, we explored RT-Dep with several different
specifications, and chose the one that produces nearly best runtime performance with as
less resource overhead as possible. Thus, the configurations selected in our experiment
are not guaranteed to be optimal in pipeline performance. As shown in Table 4.3, L;;e,
and /7 are similar to the pipelines transformed by PolyDLP. The bit width used for the
input of the hash function is indicated as the combination of partial bits of array indices.
For example, if there is an array access as A[i] [j], “2 5" represents the least significant
2 bits of i and the least significant 5 bits of j. For all benchmarks, there are no more that
8 bits used for the detection logic, which indicates that the resource overhead has been

manually minimised.

“The hash function is used for matching dependent array accesses from different consecutive iterations
executed in the pipeline.
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Timing Overhead and Performance Improvement

In Table 4.4, columns with the title “RT" indicate characteristics of the pipeline transformed
by RT-Dep. For all benchmarks, our transformation has minimal impact on the achievable
clock period. However, RT-Dep makes the timing much worse by 33% on average. This
difference is mainly caused by more complex runtime detection of memory conflicts in
the pipeline controller generated by RT-Dep. Although there is also increased control
logic in the FSM generated by PolyDLP, its timing overhead can be amortised by the HLS

scheduling effort.

In this chapter, the runtime performance evaluation is focused on the benchmark loops
running in their conflict regions. The summary of the trip counts in these regions is shown
in the last column of Table 4.1. We measured the latency of loop execution with additional
experiments in RTL co-simulation. For each loop with uncertain memory accesses, we
generated 100 test cases with random values of parameters that were ensured to be
within the conflict region. These random tests already cover all combinations of the
parameters in the conflict region. For each test with each benchmark, we also collected
the corresponding loop trip count and execution latency in clock cycles. With PolyDLP, the
average cycles per iteration in Table 4.4 shows a 4.2 x speed-up of the pipeline throughput
in the conflict region. After including the timing effect, PolyDLP can sustain 3.7x average
speed-up, while RT-Dep can only achieve 2.17x average speed-up. For dist_itr_param
shown in Fig. 4.3, RT-Dep applies loop pipelining on the innermost loop, and therefore
only two iterations can be pipelined, which even makes the loop run slower than the

original pipeline.

Resource Overhead
As shown in Table 4.5, our transformation generally increases the hardware resource usage

to achieve higher parallelism. We also evaluate the design choice of the highest pipeline

parallelism, which is obtained by synthesising the original loop without considering

Chapter 4 Loop Splitting for Efficient Pipelining
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any inter-iteration dependency. Its results are shown under the columns with the title
“HP”, which helps us to better understand the effect of resource sharing. After our
transformation, the average increase of Look-up Tables (LUTs), Flip-Flops (FFs) and
DSP blocks is 74%, 62% and 4% respectively. Since RT-Dep does not duplicate the loop
body, it has less resource overhead than PolyDLP. In addition, after the transformation
of RT-Dep, only the innermost dimension of the nested loop can be pipelined by Vivado
HLS. This limitation also simplifies the pipeline scheduling problem, which will generally
lead to less resource usage. However, resource overhead is still less significant than
performance improvement in the conflict region. For PolyDLP, it is witnessed by a 53%
average reduction of the area-time product in Table 4.4. In comparison, there is 10% less

average reduction with RT-Dep.

Due to much higher parallelism achieved with PolyDLP, more operations are required to
work at the same time in the pipeline bodies compared to the pipeline schedule with PLP.
The increase of LUTs and FFs is still found to be mainly caused by the unshared address
generators. Although our transformation prohibits concurrent execution of duplicated
loop bodies, the HLS backend still tends to duplicate the integer arithmetic operators
for less complex resource sharing or better timing. dist_itr_param has been inserted
a resource constraint on integer multipliers to eliminate some unnecessary duplication,
which does not affect other resources or timing. As expected, there is almost no difference
on DSP usages between “HP” and “Tran”. The resource sharing between the floating-point

data paths is still well supported by the HLS backend.

Analysis of runtime performance

According to Table 4.1, when the loops are split by conflict domain (S’ ), the transformed
loops have an average cycles/iteration close to 11, as shown in Table 4.4. In particular, the
second sub-loops of tri_sp_slv and floyd_warshall are empty, so that there is no further
splitting by dependence difference (4}, (v)) in these loops. The transformed tri_sp_slv has

a relatively larger cycles/iteration due to its undetermined loop bounds. When the trip

Chapter 4 Loop Splitting for Efficient Pipelining
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Figure 4.5 The runtime performance evaluation of the transformed pipeline of dist_param as
shown in Listing 3.1.

count is too small, the runtime performance of the transformed pipeline cannot benefit

from the improved parallelism.

For dist_param and row_col, the entire loop can be treated as sub-loop 2. In these
benchmarks, only splitting by dependence difference is applied, and pipeline performance
changes with the parameters determined at runtime. We further evaluated the runtime
performance of dist_param to illustrate the speed-up of this splitting stage. Fig. 4.5
compares two types of pipeline architectures. We also collected the maximal performance
of dist_param at different values of m, which is plotted as a dash line. Each point of the
maximal performance is collected from the pipeline synthesised from the loop whose m is
replaced by a constant value. The behaviour of the these pipelines is only correct for their
specific values of m, so that their performance represents the upper bound of the runtime
parallelism. The conflict region of dist_param is 1 < m < 13, where the transformed
pipeline has the dynamic breaks inserted at runtime. When m = 1, all iterations have
to be executed sequentially. Due to extra operations added to support PolyDLP, the
transformed pipeline is slower than the original one only in this case. When m becomes
larger, there are fewer break points inserted in the pipeline execution, and its runtime
performance becomes much closer to the maximal one. When the loop is executed in

fast mode (where m = 0 or m > 14), the transformed pipeline can achieve the maximal
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performance as expected. Therefore, our static analysis and transformation allows the

pipeline to dynamically adjust its throughput to avoid any memory conflict.

Summary

In this chapter, a novel optimisation method, loop splitting, is developed for loop pipelin-
ing. It combines static parametric polyhedral analysis and transformation to synthesise
efficient dynamic pipeline architecture. Loop splitting advances HLS to safely generate ag-
gressive pipeline schedule for the target loop with complex uncertain and/or non-uniform
memory dependencies. We prototype our proposed optimisation in the source-to-source
code transformation framework presented in Section 3.3.4 of Chapter 3. An improved
analysis algorithm and new polyhedral transformations are implemented and integrated
with parametric loop pipelining, so that we have a complete solution to enhance loop
pipelining for the target loops. According to the experiments on seven benchmark loops,
pipeline throughput is significantly boosted at runtime by loop splitting, specifically 4.2 x
speed-up in clock cycles per iteration while memory conflicts are being resolved. At the

same time, timing and resource overhead are shown to be moderate.

Compared to the approach of detecting and resolving memory conflicts at runtime, our
proposed optimisation is shown to be a better choice for those loops that can be analysed
by the parametric polyhedral model. Firstly, we require no manual effort spent on fine
tuning optimisation, which is critical for improving the usability of HLS. Secondly, our
transformation makes as little change on the original loop structure as possible. This
gives HLS backend tools freedom to achieve best peak performance with small timing
overhead. Lastly, when resolving runtime memory conflicts, the pipelines optimised by
our method exhibit much higher performance in terms of average time per iteration. For
those loops cannot be analysed by the polyhedral model, runtime dependency analysis is
still necessary for aggressive pipelining. It is also possible to extend the applicability of our

static approach with runtime dependency analysis, which is left for future investigation.

4.5 Summary
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In both the previous and this chapter, the parametric polyhedral model is used to im-
prove the computation parallelism for HLS-generated accelerators. However, the overall
performance of a specialised accelerator in an FPGA also depends on the design of its
associated memory sub-systems. When the accelerator is running at a high processing
speed, the local memory has to supply enough data which are transferred from the global
memory (i.e. off-chip main memory). Since an FPGA has a limited resource of on-chip
memory, the trade-off between local memory size and off-chip communication overhead
can significantly affect the accelerator performance. To optimise the entire acceleration
system with HLS, the parametric polyhedral model is also used to explore this trade-off in

the next chapter.
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5.1

Tile Size Selection for Optimised

Memory Reuse

Introduction

When synthesising a loop with HLS, both computation parallelism and sufficient local
memory are key for realising high-performance acceleration. Although loop pipelining
is widely adopted, efficient management of on-chip memory still has limited support in
state-of-the-art HLS. Unlike CPUs, FPGA accelerators lack a comprehensive cache system
integrated into the logic fabric. However, given the loop nest shown in Listing 5.1, loop
tiling can be applied to execute partial loop iterations with limited on-chip memory.
Generally, the hardware implementation of loop tiling can be abstracted as in Fig. 5.1,
where all three loop levels are tiled, and the loop tile consists of the inner three loop
dimensions. The interface is in charge of loading and storing the data set through
various interconnects with different bandwidth specifications. Some buffers need to be
instantiated in on-chip memory to keep the relevant data locally for the loop tile. When
Si = Ni, Sj = Nj, and Sk = Nk, there is enough on-chip memory to store all the data
for computation, so that the interface only needs to transfer the entire dataset in and
out once. When the original loop nest requires much more memory than is available
on-chip, the tile size needs to be reduced significantly. For example, an extreme case
is that Si = Sj = Sk = 1, where the associated data needs to be transferred for every
iteration of the loop body. When there are data reuse patterns in the memory accesses as
shown in Listing 5.1, smaller on-chip memory can lead to more frequent data transfer
and especially fewer opportunities of reusing local data. Such communication overhead

can consume a lot of time in the execution of the FPGA accelerator. Therefore, using the
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CPUs/DRAMs/FPGAs

t for (i=0; i<Ni; i+=8i) {
for (j=0; j<Nj; j+=83){
Interconnect: for (k=0; k<Nk; k+=Sk) {
AX| PCI-E, Ethernet load memory through interconnect
’ ’ Q) 09
t for(ti=i; ti<min (i+Si,Ni); ti++) {
FPGA for(tj=j; tj<min(j+Sj,Nj); tj++){
Interface [€— | for (tk=k; tk<min (k+Sk,Nk); tk++) {
¢ access on-chip memory
On-chip
RAM / b}
:t store memory through interconnect
11}

Computation

Figure 5.1 Loop tiling and its mapping to a general FPGA accelerator system.

for(i=0; i<Ni; i++){
for(j=0; j<Nj; j++){
for(k=0; k<Nk; k++){
B[il[j] += A[i][10%j+k];
I}

Listing 5.1 A three-dimensional loop nest.

on-chip memory efficiently in hardware design involves the difficult problem of optimising

data reuse.

To exploit data locality, recent research [Bon+08; Pou+13; Pee+15] has suggested
applying loop transformations to gather data-related iterations into a loop tile. The data
elements accessed by these iterations are close to each other in terms of addressing
distance, and therefore they can be packed into the on-chip memory. However, how to
determine the size of loop tiles in order to maximise data reuse in HLS has not been well
investigated. Different memory accesses in loop statements are related to different loop
dimensions, which also leads to different data reuse patterns. For example, in Listing 5.1,
the write access to the array B is not related to iterator k, and some read accesses to the
array A may visit the same data elements among the loop iterations of j. Additionally, the
memory access functions can be even more complex after loop transformations. Given

limited on-chip memory, it can be hard in practice to decide which loop dimensions should

Chapter 5 Tile Size Selection for Optimised Memory Reuse



be assigned with more iterations for less communication overhead. Therefore, in this
chapter, we formally reason about how to determine the tile size instead of finding one

by exhaustive or random enumeration.

The objective of this chapter is to provide a mathematical approach that quickly selects
a tile size for optimised data reuse. We start from the symbolic analysis of data reuse
patterns and the associated data layouts in on-chip memory. Our approach generates a
parametric polyhedral model of the memory mapping from the iterations of a loop tile,
where the tile sizes, e.g. Si, Sj, and Sk in Fig. 5.1, are treated as a set of parameters. The
model can provide parametric expressions to calculate memory usage, which are then
optimised over, to determine the tile size with optimisation solvers. In particular, we make

the following contributions:

* A symbolic approach to generate a parametric polyhedral model for calculating the

memory usage of a tiled loop from its sizing parameters.

* An optimisation algorithm that uses non-linear solvers to find, for a given amount of

on-chip memory, the tile size for minimising communication overhead.

* An evaluation with three representative loop kernels, which compares our selection

approach against time-constrained random enumeration (Section 5.4.3).

* An experiment on evaluating our selected tile sizes in real HLS-based FPGA designs of

all tiled loop kernels (Section 5.4.4).

* A case study of a loop nest from a convolutional neural network (CNN) with large
memory usage, which demonstrates the impact of choosing different memory mappings
(Section 5.4.5).

The remainder of this chapter is organised as follows. Section 5.2 provides the mathe-

matical formulation of our parametric polyhedral analysis. Section 5.3 introduces the

5.1 Introduction
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algorithm to find an optimal tile size. Then, in Section 5.4, we evaluate the quality and
speed of the proposed tile size selection and explore its application in real HLS-based

designs. Finally, Section 5.5 draws the conclusion of this chapter.

Symbolic Analysis of Memory Mapping

As shown in Fig. 5.1, the FPGA accelerator could spend a significant amount of time
to transferring data due to limited on-chip memory. It is worthwhile evaluating the
size of on-chip memory required from the symbolic loop tile size so that we can further
understand how data reuse is affected by tile size selection. In this section, we start
by analysing the memory mapping used for the local buffers in an FPGA accelerator. A
symbolic approach is introduced to construct a modular memory mapping [Dar+05] from
the array accesses in a given loop. This analysis enables the calculation of the memory

usage of a loop tile with the tile size as parameters.

Modular Memory Mapping

For a given array access in a loop nest, after loop tiling, the on-chip memory contains
— at any given point in time — only some of the data elements from the original array.
An intuitive memory mapping is to use the original array index function to link loop
iterations to on-chip memory elements. Intuitively, these data elements can be stored
with the same layout in the on-chip memory as in the off-chip memory. However, using
the same data addressing scheme for all tile sizes can cost much more on-chip memory
than necessary in some cases. For example, if we use the original form A[ti] [10*t j+tk]
as the read access in the loop tile of Fig. 5.1, the number of on-chip data elements
#M =8Six (10 x (8Sj — 1)+ (Sk — 1) + 1). If, say, tile sizes Si = 4, Sj = 2, and Sk = 2
are selected, then 48 on-chip data elements need to be used. However, the alternative
form A[ti] [tj] [tk] can be used instead for on-chip memory mapping, because Sk < 10.

In this case, #M = Si x Sj x Sk, which just requires 16 on-chip data elements. Such
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significant memory reduction is already demonstrated in a particular form of loop tiling
as shown in [Liu+07], where a modular memory mapping is used to generate similar
transformations. Therefore, our analysis is based on the construction of the following

modular mapping from the original array accesses in the loop.

Definition 7 (Modular Mapping). Given a n-dimensional loop nest, a modular mapping is

defined as a function of the form
g(v) = Gvmod s, (5.1)

where G € Z™*", s € N2, and “mod" represents element-wise modulo. This function maps
the n-dimensional iteration vector v to the index vector of an n-dimensional array. The
size of each dimension of this array is determined by the corresponding value in s, and the

memory size required by this mapping is at most [}, s;.

Unfortunately, the technique developed in [Liu+07] required numerical constants for the
loop bounds. This is inapplicable when we are trying to determine loop tile sizes, as these
sizes are undetermined at optimisation time and therefore remain as symbolic constants.
Therefore, in this chapter, we extend the approach of [Liu+07] to the parametric case.
The result is — rather than a number indicating the required memory size — an explicit
function from tile size vector to memory requirement, opening up the possibility to
optimise this function directly. The main innovation of our methodology is the symbolic

approach of generating the modular memory mapping.

Abstracting Parametric Sets from the Loop Tile

Given a n-dimensional loop tile (e.g., the inner three loop dimensions shown in Fig. 5.1),

the analysis starts with the iteration domain of this tile.

5.2 Symbolic Analysis of Memory Mapping

109



Definition 8 (Tile Iteration Domain). The tile iteration domain is a parametric set of

iteration vectors from a rectangular tile, of the form
DPt={veZ" |p<v<p+b},

where p € 7" represents the parametric start points of the loop tile in all loop dimensions,

and b € N" represents the parametric size of the loop tile.

To analyse memory reuse, we also need to capture the array access patterns from the
original loop. When each array has a single access in the given loop, it is straightforward
to analyse these accesses as considered in [Liu+07]. However, multiple accesses to the
same array are common in many loops of sliding-window computation, such as stencil
loops. For example, a one-dimensional stencil loop is shown below.
for (i=1; i<100; i++)

B[i] = A[i+1] + A[i] + A[i-1]1 + 0.5f;
To support this pattern in our analysis, we introduce additional inner virtual loop di-
mensions to convert multiple accesses into iterative single access. A demonstration
of this conversion is shown below. Its purpose is not to transform the code for final
implementation but to enable an alternative polyhedral representation.

for (i=1; i<100; i++) {
tmp = 0;
for (j=-1; j<2; j++)
tmp += A[i+j]; // Iterate multiple accesses to array A

B[i] = tmp + 0.5f;

This is equivalent to approximate multiple integer points (array accesses) with a rect-
angular hull, which is also considered in [Pou+13]. The virtual dimensions are used
to represent the hull and will not be tiled. Then, the analysis of memory reuse can be

focused on the single array access.
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Definition 9 (Array Indexing Function). Given a w-dimensional array access in the original

loop, its indexing function is an affine expression of the form:

f(v) =Av+ec,

where v € DPY, A € Z¥*™ is a coefficient matrix, and c is a integer constant vector. This

definition is simplified from Definition 3 in Chapter 3, not including the parameter term.

For the example loop shown in Listing 5.1, we have v = [ti,t],tk]?, and the array

indexing function of the original read access A[ti] [10*tj+tk] is f(v) = [} {4 {]v.

Data reuse happens when a memory element is accessed by multiple loop iterations.

When f(v) = f(v'), iterations v and v access the same memory element. We can further

derive A(v —v") = 0, where v — v’ represents the iteration difference vector.

Definition 10 (Tile Iteration Difference Set). The tile iteration difference set is the para-

metric set of difference vectors § = v — v’ for v,v' € DP?, i.e.
Kb={6|-b<d<bl.

We will later make use of the property that this parametric set is always a 0-symmetric

polytope [Dar+05] independent of parameters p.

Analyzing the Basis Vectors of Data Reuse

With f(v) from Definition 9 and § € K from Definition 10, we can abstract the data reuse
pattern from the set of equations: Aé = 0. In linear algebraic terms, we are interested
in that part of the kernel (null space) of the coefficient matrix A also within K?, i.e.
ker(A) N KP. It is convenient to represent this kernel as a linear combination of a set of
g < n basis vectors such that A6 = AAeuset = 0, where Areuse = [A1, A2, ..., Ag] is the

reuse basis, and ¢ is the nullity of A.

5.2 Symbolic Analysis of Memory Mapping
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Since ¢ is an arbitrary integer vector, we use the Hermite normal form [Sch98] of A to
determine A,cuse SO that AA .use 1S a zero matrix. Calculation of the Hermite normal form

involves determining a unimodular matrix Ueuse Such that

[Hreuse 0] = AUreuse (5-2)
= 0 = [Hyeuse 0] [0 11T = AULeuse [0 T

= Areuse — Ureuse [0 I}T

where H,...s i a lower triangular matrix, and [ is a ¢ x ¢ identity matrix. For example,

the read access to array A in Listing 5.1 has its Ayeuse = [0, 1, —10]7 with ¢ = 1, because

0 10 010
100 1 0 0
0| = 00 111|0
010 0 10 1
— 1| ——= 0 1 10| |1
[Hreuse 0] L - a L
Ureuse

To characterise the data reuse patterns by the vectors in ker(A) NP, we use the following
parametric constraints to capture potentially redundant basis vectors, generalising Liu et

al.’s observations to the parametric case [Liu+07]:

Areuset € ’Cb = _b S Areuset S b

With these inequalities, symbolic Fourier-Motzkin elimination [Sch98] is applied to derive

the projected constraints on each dimension of ¢, which has the affine form:

—afb—~ <t; < alb++;,

where 1 < i < g, t; corresponds to the i-th dimension of the subspace of A,cuse, and «;, ;

are constant vectors.
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In the context of loop tiling, b has a upper bound corresponding to the maximal tile size.
If |t;] < 1 is proved to be always true, the *" basis vector can be removed because its
integer coefficient ¢; can only be zero. When |t;| < 1 is not always true, we keep this basis

vector but record the condition d;(b) under which it can be removed:
di(b) = alb+~; < 1. (5.3)

For example, there are following constraints derived from A,euse Of the array A in List-
ing 5.1.

—b<[0,1,-10]Tt; <b = —b3 < 10t; < bs

One condition d; (b) can be derived as b3/10 < 1. This condition corresponds to that the
size of the innermost dimension of the loop tile, Sk, is less than 10. In this case, we can
safely modify the memory mapping as discussed in Section 5.2.1 to eliminate unused

local memory space.

The conditions obtained here will be applied to adapt the final memory mapping during
the tile size selection described in Section 5.3. Exploring different memory mapping is
able to increase local memory efficiency, which is also demonstrated with a case study

in Section 5.4.5.

Constructing the Kernel of the Modular Mapping

From the reuse basis of the given array access, we can generate a new basis A® of the

form A = [A;euse A2

uniq) € Z™*™. This basis represents the parametric kernel of the final

modular mapping, where the original reuse patterns are preserved by the existence of

b

the reuse basis Aeuse. The parametric basis vectors in Afniq are required to be linearly

5.2 Symbolic Analysis of Memory Mapping
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independent of A,c,s.. Moreover, they should not introduce additional reuse patterns into

the modular mapping, i.e.

G(AL ;. t) mod s =0 A A(AL ;. t) #0 (5.4)

uniq uniq
b b
= Ajniqt ¢ K.
These constraints ensure that no unwanted reuse patterns from A,iq are in KCb. Therefore,

b

the basis vectors of Ay,

correspond to the unique memory accesses in the loop tile,

which also affect the memory size of the modular mapping.

Based on the method discussed in [Dar+05] and [Liu+07], we derive A’ . as a symbolic

uniq
lattice in the orthogonal space of Aeuse. In linear algebra, the null space of AL _ is

T

orthogonal to the column space of A,euse; in other words, the kernel of A},

is orthogonal

to the basis vectors of A euse. Thus, this kernel, denoted by A..n, with n — ¢ basis vectors,

T

is derived by the Hermite normal form of A, .

as in (5.2). For example, the array A

in Listing 5.1 has its Aoy = [§ 3977

To satisfy the conditions in (5.4), we need to find a lattice L® in the subspace corresponding
t0 Aorn, 50 that A% i = Aoy L, and A L't ¢ K when ¢ # 0. In geometric terms, this
lattice should have no intersection with the polytope of ® except the zero point. To
characterise the shape of K*, we project the parametric vertices of K’ onto the subspace
corresponding to A, The vertices of K’ are represented by a matrix V® where each
column vector contains the coordinates of a vertex. Generally, they are obtained by the
vertex enumeration of K°. In this analysis, since X’ can be geometrically represented as
a parametric box, its vertices can be enumerated by the combination of upper or lower

bound from each dimension. Then, we apply the following linear transformation to

generate the projected parametric vertices:
b T —1AT /b
‘/orth = (AorthAOTth) Aorthv ) (5.5)

where V?

b € LT New b ¢ znxNvx and Ny, = 2. For example, as illustrated

in Fig. 5.2, we have V!, = [(1) 10101 1/(1)01} V? for the array A in Listing 5.1.
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Figure 5.2 Vertex projection for the array A in Listing 5.1 when b = [10,101,101]7: the eight
vertices in the original 3D space are projected into the 2D space of Ay, and the
symbolic coordinates of Vtx1 are (b, 10 * by /101 + b3/101).

With the projected vertices, we need to generate a dense lattice, which can minimise
the memory requirement affected by Ay, L°. The reader is referred to [Dar+05] for
more details about the theory and methods of constructing such a lattice. However, it is
noteworthy that we restrict our symbolic analysis to select a rectangular lattice in this
step, which makes L® become an (n — q) x (n — ¢) parametric diagonal matrix. The
diagonal property of L’ is exploited in generating the modular mapping in Section 5.2.5.
To make the lattice dense, L’ is determined by the symbolically maximal element in each

row vector of V2, in (5.5), such that

rll’ lll’
IR
Vorin = = [’ = (5.6)
_r,l;_q_ I lz_q_

where

1® = [max(r?)| + 1

i %

is the i-th diagonal element and 1 < i < n — ¢. On the i-th basis vector of A, lf is the
smallest integer value greater than the maximal projected vertex coordinate of K. For
example, we have I = b; + 1 and 1§ = |10 * by /101 + b3/101] + 1 in Fig. 5.2. Therefore,
due to the O0-symmetry of the projected vertices, it is guaranteed that the selected dense

lattice only intersects the parametric polytope of K’ at the zero point.
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Finally, we can construct A’ = [Aeuse Aoren L] as the kernel of the modular mapping of

the given array access.

Calculating the Memory Size

According to Proposition 2 in [Dar+05], the modular mapping shown in (5.1) can be

derived from the Smith normal form [Sch98] of A such that
S = GAbU, (5.7)

where G and U are unimodular matrices, and S = diag(s) is a diagonal matrix whose
diagonal entries are the elements of s. In our analysis, calculating this form requires
symbolical checking divisibility of multivariate polynomials from the diagonal elements
of L*. However, this kind of calculation is too complicated so that the expression of local
memory size derived from it cannot be used in the later optimisation. Thus, we propose

an alternative approach to obtain an equivalent form of (5.7).

The first change is to use matrix diagonalisation instead of the Smith normal form. In
general, matrix diagonalisation is the first step of computing the Smith normal form,
as used in [Hu69]. The second step is to make the diagonal elements of S satisfy that
s; divides s; 1 for 1 < i < n — 1. We note that these conditions of divisibility are not
necessary for calculating the memory size of the modular mapping in (5.1). Therefore, it
is safe to skip the second step of the Smith normal form. Since the proof of using (5.7) to
construct modular mapping is also valid for matrix diagonalisation, we can still use (5.7)

to represent the form of matrix diagonalisation.
When making a matrix diagonal in [Hu69], we still need to calculate the greatest common

divisor symbolically. Therefore, the second change is to avoid the symbolic part of this

calculation in our analysis. Since parameters of A’ are introduced by L’, we can separate
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our these parameters such that A® = A¢onet [é ]?b} where Aconst = [Areuse Aortn] 1S constant.

Then, we transform diagonalising Aconst into (5.7):

X:GAconstY
—1
I 0 I 0 I 0
= X = GAY Y . (5.8)
0 Lb 0 Lb 0 Lb

where Y is a unimodular matrix, and X = diag(z). For example, the A.onst of the read

access to array A in Listing 5.1 has the following diagonalisation:

_1 0 O - - 0 1 O- -0 1 0 - -1 0 —10-
01 0]+ 1 0 10( {0 O 1 0 1 0
0 0 101 —10 0 1 0 1 —-10]1 1|0 O 1

—1
We can make (5.8) equivalent to (5.7) when [é Lob} Y [(I) Lob} is a unimodular integer
matrix. Since the determinant of this matrix is already +1, we just need to ensure the

entries are also integers. This leads to the following constraints of our symbolic approach:

Y;,; mod lf_q =0, forall1 < j <g,
(5.9

(ymlg) mod lf_q =0, forallg<j<n,
for all ¢ + 1 < ¢ < n. In practice, we note that all of these constraints can be easily
satisfied due to simple column manipulation in the matrix diagonalisation of A.opnst. For
all of our benchmark loops in Section 5.4, the (¢ + 1)-th to n-th row vectors of Y are

found to be equal to [0 I(»~9*(n=a)],
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Based on (5.8), we can obtain the symbolic form of the modulus vector s in (5.1) from

X, so that

det(S) = det(X) det (L")

n

n—q

=1 i=1

L I (max(rt) ) 1) 5.10)
=1 =1

where the determinant of L° is derived according to (5.6). Therefore, we can use
det(X) det(L) to calculate the symbolic memory size of the modular mapping for loop

tiling, which is only related to the vector of parametric tile size, b.

For the generated modular mapping, the actual size of the i-th dimension of the memory
access is g;b, where g; represents the i-th row vector of G. As mentioned in [Liu+07],
some modulus s; may be larger than g;b, so ¢;b can be used to calculate a tighter memory
size. In our symbolic analysis, we will use g;b instead of s; for the memory size calculation

only when g;b is proved to be always smaller than s; for all tile sizes.

Tile Size Selection Algorithm

In this section, we use the memory model generated in Section 5.2 to establish a commu-
nication cost model of the entire tiled loop. Then, an optimisation algorithm is introduced

to find the tile size leading to the minimum communication cost.

Model of Communication Cost

A given loop may have several read/write memory accesses to different arrays. Each
of these array accesses can be related to a different subset of the loop iterators. For a
given array access in the un-tiled loop, the position of the innermost loop dimension

related to this access is denoted by pos. In this chapter, the loop dimension is counted
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from outermost to innermost in a variable vector. For instance, b; represents the tile size
on the outermost loop dimension, and b,, corresponds to the innermost. In the example
loop shown in Listing 5.1, the pos of the access to the array B is equal to 2. The original
loop size is denoted by a vector y™* which also represents the maximal tile size. In
the same example loop, b1"** = Ni is the maximal value of Si for the iterator ti in the

loop tile. Then, we can use [F%] ((b"** +1)/(b; + 1)) to calculate the communication

frequency, which represents number of loads from or stores to off-chip memory occurs.

This calculation is accurate for the nested loops with constant and/or parametric trip
counts. When a trip count varies with the iterators of its outer loops, the communication

frequency will be over-approximated. For example, given a triangular iteration space, we

count the number of tiles in its rectangular hull, which roughly doubles the exact number.

Since the tile shape is already fixed, our later optimisation of minimizing data transfer is

still valid with such over approximation.

To calculate the volume of transferred data for a given array access k, we can multiply
its on-chip memory size derived from (5.10) by its communication frequency. The total

communication cost can be formulated as

Cost(b Z (ck det(X},) det(L?) (5.11)

posy, binax + 1)

o bitl

where N is the number of distinct array accesses, and the coefficient ¢, € {1,2} is
determined by whether the k-th array access requires only a single load/store per iteration

or both a load and a store.

Because of the non-trivial non-linearity introduced by (b;+1)~! and ]\ ( Lmax(r,’;’i)J +1)
(= det(L%) according to (5.6)), we propose to optimise over the following approximated

total communication cost modified from (5.11):

N posy,
—~— bmax
Cost(b) = e det(Xy,) det(L° ), (5.12)
(0) ;;<k (Xk) (k)g bi>

where det(L%) = 1= f(max(rk, ) +1). In this cost model, the floor operators in det(L})

are removed, and the two “+1” in the calculation of the communication frequency are
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Algorithm 3 optSize(): solve the optimisation problem

Require: memory budget M8, maximal tile sizes b™*%, additional constraints f(b).
1: bGP solveGP(agf(b), Mbet pmax | f(p))
bP < round(bCF)
if 3i. 6" < 1.5 then
'S < solveBNB( Tile(b), MP8t, pPre pmax  f(p))
else
b < solveBNB(Cost(b), MVt bPre, bmax, £(p))
end if
return "

N9 K Db

dropped. Thus, (5.12) is a posynomial® and can be optimised as a geometric programming
problem [BVO4]. Moreover, since the parameters in b are non-negative, the max()
operation is also calculated symbolically in our analysis. If certain max() cannot be
calculated symbolically, the optimisation problem can be transformed to incorporate
the this non-linear operator, which can be handled by the toolbox used for solving the

optimisation problem in Section 5.4.1.

Optimisation Algorithm

The goal of our tile size selection is to reduce the overhead of communication as much as
possible with a given on-chip memory budget Mt for all array accesses. This optimi-
sation can be realised by minimizing the cost model in (5.12) subject to a constrained
on-chip memory size. As shown in Algorithm 3, we propose a two-stage optimisation
algorithm that uses geometric programming (GP) and branch-and-bound (BNB) solvers.

In Line 1, the continuous geometric programming problem below is first solved:

min Cost(b)
beRn

st 0<b<b™X f(b) <0, (5.13)

SNV det(X,) det(L'h) < Mbst

>For each summation term, its coefficient is positive real number, and the exponents of all variable are real
numbers [BV04].
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The tile size b is constrained in a box so that each dimension of the loop tile can have at
least one iteration and up to the number of iterations in the original loop. f(b) represents
the additional constraints that may be introduced for fixing or limiting the size of some
loop tile dimensions. The last constraint ensures that on-chip memory usage is within
the budget MP"2", and the summation is also posynomial according to (5.10). Then, the

elements of the generated <"

are rounded to their nearest integer values in Line 2 as
bPr¢, which is used as the start point for the second optimisation stage. In this stage, we
solve a mixed-integer optimisation problem:

min 0b;(b)

st 0<b< ™ f(b) <0, (5.14)

SNV det(X,) det(L'h) < Mbet

where Obj(b) represents the objective function, and b™™* = bP*® specifies the start point of

the BNB solver.

The limitation of using a}(b) in the second stage is that the value of some posynomial
item may be dominated by 1/b; when b; is close to zeros, i.e. when only one iteration
from the i-th loop dimension is executed in the loop tile. Therefore, when any element
of bS" is found to be close to zero in Line 3, we propose to use the alternative objective
function Tile(b) (in Line 4) instead of %(b) (in Line 6) to address this limitation. The
condition of using T'ile(b) has been tested with several different reference values between
1 and 2 in Line 3. The selection results are not sensitive to the reference value, so that the
median value, 1.5, is used in our current implementation. However, it will be useful to

have a formal sensitivity analysis of this condition in the future work.

In Line 4, Tile(b) is formulated to reflect the volume of tile iterations such that

Tile(b) = = 2, (6" + 1),
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Algorithm 4 OptSelect: Select an optimised tile size

Require: memory budget M"8', maximal tile sizes b™?*, basis changing conditions d(b),
additional constraints f(b).
beUT < optSize(MPudget pmax | £ (p))
em®™ < Cost(b")
d'(b) + checkCond(d(b™) < 1))
while d'(b) # () do
d(b) <= d(b) \ d'(b)
F(b) < By U (D)
modifyMemMap(d' (b))
bV « optSize(MP8E, b £(b))
em™®™ «— Cost(b™W)
if cm™" < ¢cm® then
peur o pnew
e e
end if
14: d'(b) < checkCond(d(b") < 1))
15: end while

R I A U R o A

—_ e =
I S e

16: return b

where m; is the number of significant array accesses with pos > i (e.g. m; = mo = 2 and
mg = 1 in Listing 5.1). The power of m; helps to differentiate the contribution of each
loop dimension to the size of accessed memory. Starting from the initial point bP*¢, this
alternative optimisation is to maximise the number of tile iterations with a given on-chip

memory size.

The process of selecting an optimised tile size is abstracted in Algorithm 4. In Line 1,
optSize() is used to produce a tile size based on the initial modular mapping generated
by (5.8). Then, Cost(b) in (5.11) is calculated as the communication cost to indicate
the quality of the input tile size. In Line 4-15, we iteratively modify the modular
mapping and regenerate a new tile size. The conditions from (5.3) are evaluated in
checkCond(d(b*"") < 1) to find which basis vectors in Aeuse can be removed. The satisfied
conditions stored in d’(b) are removed from d(b) and added into the additional constraints
f(b). In Line 7, according to d’(b), a new modular mapping is constructed with the same
symbolic analysis as in Sections 5.2.4 and 5.2.5. Based on the new cost model and the

associated constraints, a new optimisation problem is solved to produce a new tile size in
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Line 8. After this, the communication costs of the current tile size b*" and the new tile
size b"V are compared, so that the size with lower cost will be kept for the next iteration.
In the end, when no more basis vectors can be removed from A,y according to (5.3),

we take Y as the final tile size selection.

Although several approximations are applied in solving the optimisation problem, they
still comply with the heuristic of our algorithm that is to minimise communication through
maximising local memory reuse. In the next section of experimental results, we evaluate
our tile size selection with the comparison to a random enumeration approach. These
experiments verify that our selection can achieve optimised memory reuse, and the

selected tile size is also believed to be close to the global optimal selection.

Experiments

Implementation

Both the symbolic analysis and the tile size selection algorithm described above have been
implemented in MATLAB as a single toolbox, which is open-source in a public GitHub
repository.® The symbolic analysis of memory mapping uses the MATLAB Symbolic Math
Toolbox. The selection algorithm uses YALMIP [Lof04] to model and solve the optimisation
problems, which utilises fmincon and bnb solvers from the MATLAB Optimization Toolbox.
We have also implemented a time-constrained random enumeration for comparison. Two
different approaches are run in MATLAB R2016a on a desktop PC with Intel i7-3770 CPU
and 16 GB RAM.

®https://github.com/Junyi-Liu/PolyTSS
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Benchmarks

We choose the following three representative loops as our benchmarks. Their source code

for hardware implementation is available in a GitHub repository.”

¢ MMM (matrix-matrix multiplication). We consider the loop calculating C°00*300 —
AP00x400 400300 1t j5 3 3-dimensional loop with three array accesses, and transfers at

least 4.7 x 10° elements (include loading and storing).

* FSME (full search motion estimation). This is a critical loop of image process-
ing in video coding. We use an 8-dimensional loop processing 1280x720 images
from [Pee+15]. It contains three main array accesses and transfers at least 5.67 x 106

elements.

* CNNLayer (convolutional neural network layer). In CNNs, these layers are most
memory and computation intensive loops. We use the 6-dimensional loop of the third
convolutional layer in AlexNet [Kri+12], which processes largest amount of data
among all five convolutional layers. It has three array accesses and transfers at least

5.32 x 10° elements.

Comparison to Random Enumeration

To select a tile size, enumerating different options is used in many recent works on
designing hardware accelerators on FPGAs. Especially for the accelerators of convolutional
neural network, exhaustive enumeration (as used in [Zha+15]) and random enumeration
(as used in [Ma+17]) are used for design space exploration. However, these enumeration
approaches can be time consuming due to the large space of tile sizes. To avoid a long
search time, partial enumeration can be applied to have a quick exploration. For example,

Pouchet et al. [Pou+13] enumerated only 100 tile sizes with different power-of-two

"https://github.com/Junyi-Liu/PolyTSS/tree/master/benchmarks
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Figure 5.3 Comparing the quality of tile size selection.
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values on each loop dimensions. Alternatively, specific human assistance can be utilised
to decide which parts of the search space are worth exploring. In [Pee+15], a bounded
enumeration is guided by a manually constructed cost model, but the search time can
still grow quickly when the search space expands with the increase of on-chip memory.
All these enumeration approaches are time consuming when there is a large space of tile

sizes to explore.

For our benchmarks, it is infeasible to finish the exhaustive enumeration in a reasonable
amount of time. Therefore, we choose to use a time-constrained random enumeration
(RandEnum) for comparing tile size selection. Since there is no clear choice of enumeration
method in the related works, the main purpose of this comparison is to evaluate our
selection approach. It uses the same model from the analysis in Section 5.2 to calculate
memory size and communication cost without the feature of modifying the memory
mapping. In our experiments, we run RandEnum with a time limit and select the best
tile size from all assessed sizes. For each run of RandEnum, we shuffle the seed of the
random number generator and use uniform distribution for enumerating tile sizes. For
a given time limit, RandEnum is run for 100 times so that the statistics of all selected

communication costs can be derived for evaluation.

Selection quality

In our experiments for comparing selection quality, we firstly run our approach (OptSelect)
with a series of power-of-two memory budgets for all benchmarks. The summary of the
execution time of OptSelect and RandEnum is shown in Table 5.1. OptSelect can have
varying execution time due to the iterative behaviour in Algorithm 4. To have a fair
comparison, we give two approaches the same amount of time to find a solution. For each
benchmark, the time allotted to RandEnun is set to the ceiling of the maximal execution

time of OptSelect.
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Table 5.1. Experimental details of comparing selection quality.

OptSelect RandEnum
Benchmark | Minimal | Average | Maximal | Search | Average | Search
Time (s) | Time (s) | Time (s) | Time (s) | Samples Space
MMM 0.25 1.51 3.34 4 334 | 6.0x 107
FSME 1.71 10.13 20.39 21 956 | 7.6 x 10°
CNNLayer 0.55 1.94 5.69 6 302 7.5 x 107

In Fig. 5.3, the communication costs of the tile size selected by two approaches are plotted,
where the cost values are calculated by (5.11). The lower bound represents the minimal
amount of array elements that needs to be transferred. For each memory budget, the
median cost from 100 different runs of RandEnum is compared to the solution selected
by OptSelect. As shown in Table 5.1, RandEnum only has time to assess a very small
number of samples from the large search space. Designing a nested loop in HLS is very
likely to use this approach, because it is common to try a small amount of tile sizes due
to the lack of in-depth knowledge of memory access patterns. When there is a small
amount of memory elements available, RandEnum can frequently fail to find any valid tile
size in the time limit. It is shown in Fig. 5.3 that RandEnum can produce the selections
satisfying memory constraints in over 50% runs only when the given memory budget is
larger than 1024 elements. Moreover, OptSelect performs the selection much better than
RandEnum in terms of minimizing the communication overhead. Here, we consider the
cost gap as the decrease between the communication costs of RandEnum and OptSelect.
As shown in Fig. 5.3, this cost gap becomes smaller with the increase of available memory
elements, because large on-chip memories are more likely to allow more data reuse
even with randomly selected tile sizes. Compared to RandEnum, our approach can reduce
the communication overheads of MMM, FSME and CNNLayer by 51.65%, 88.45% and

84.27% on average.
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Figure 5.4 Comparing the selection speed with CNNLayer.

Selection speed

We further evaluate the selection speed with the benchmark loop of CNNLayer. In these
experiments, we run RandEnum for a wide range of time limits and adjust the execution
time of OptSelect by changing the internal iteration limit of solveBNB in Algorithm 3.
Specifically, the time limit of RandEnum is incremented from 2 to 20 seconds with a interval
of 2 seconds, and the iteration limit of solveBNB is incremented from O to 300 with a
interval of 30. In Fig. 5.4, for each time limit, the median, 5th and 95th percentile of the

communication costs selected by RandEnum are plotted. In addition, OptSelect did not
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modify the memory mapping for the two chosen memory budgets. Thus, we can observe

that the execution time of OptSelect only spans within a small range of time.

Given a small amount of memory as shown in Fig. 5.4a, RandEnum cannot provide steady
tile size selection with respect to the communication cost. Its variation and median of the
selected communication costs can become slightly smaller when time limit increases, but
the reduction of communication overhead still remains to be as large as 53.85% at the time
limit of 20 seconds. Then, we increase the memory budget to 32768 memory elements,
which is to compare the selection speed when on-chip memory is relatively large. As
shown In Fig. 5.4b, our approach still performs much better, with over 79% reduction of
communication overhead, and its communication cost is close to the lower bound. At the

5th

time limit of 20 seconds, our selection is still better then the percentile of RandEnum,

which indicates that our selected size is close to the global optimal solution.

In addition, RandEnum requires a lot of time to produce a relatively good tile size with little
variation. Equivalently, a large amount of design time can also be spent on HLS-specific
efforts of understanding memory reuse patterns or developing a smarter enumeration
method. Without such manual efforts, our automatic tile size selection can help HLS

designers to achieve fast exploration of local memory reuse for loop tiling.

Matching Analysed Cost with Measured Communication Time

In this experiment, we demonstrate that the analysed communication cost is directly
related to the data transfer time in real hardware implementation. For real hardware
prototyping, Xilinx SDSoC 2016.1 is used as the HLS tool, and a ZedBoard with Xilinx
Zynq SoC XC7Z020 is used for physical implementation. We have implemented the FPGA
accelerators of all benchmarks by HLS, which follow the same hardware architecture
as shown in Fig. 5.1. The experimental details are summarised in Table 5.2. Both the
accelerators and their communication network are clocked at 100 MHz. Since we do not

target for highest performance in this experiment, the loop tile is only pipelined with
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Table 5.2. Experimental details of hardware prototyping.

Clock Data Total Processed Required Proposed )
Benchmark Reduction
(MHz) | Bit width | Memory (MB) | 18Kb BRAMs | 18Kb BRAMs

MMM 100 16 0.94 640 144 77.5%
FSME 100 8 5.69 3088 33 98.9%
CNNLayer 100 16 1.06 608 52 91.4%

IT =1 and is not unrolled, which does not require more BRAMs for more memory ports.
For each benchmark, the data set is instantiated in the off-chip DDR3 SDRAM. To transfer
the data in burst mode, the accelerator uses the master interfaces connected to the SoC
bus through the high-performance AXI ports. The burst requests are handled by the DDR

memory controller integrated in Zynq SoC.

At first, we have synthesised the naive accelerators by HLS, which buffers all the data
without loop tiling. As shown in Table 5.2, such implementation requires many more
18Kb BRAMs than those available on chip. There are only 280 BRAMs in the chosen Zynq
SoC. According to Fig. 5.3, we firstly determine the minimum memory budget of each
benchmark that can lead to nearly minimal communication cost, which will be used as the
baseline. The chosen baseline sizes are 2'7, 2!8 and 2'6 for MMM, FSME and CNNLayer
respectively. Then for each benchmark, we have prototyped the accelerators with the
tile sizes selected for seven memory budgets (< baseline). The execution times T,,.. are
measured with real hardware implementation. The communication time is obtained with
Teom = Tevec — Lijie X Tei, Where Ly represents the clock cycles of executing all loop

tiles (calculated according to HLS synthesis report) and 7., = 10ns is the clock period.

In Fig. 5.5, both the communication time 7,,, and the communication cost Cost(b)
from (5.11) are normalised to those of the accelerator with the baseline memory budget.
On the x-axis, the memory budget is shown with the number of used BRAMs for input and
output buffers that is also taken from the HLS synthesis report. Since MMM has simple
and regular access patterns, it can be observed that the analysed cost is well matched
with the measured time. For FSME and CNNLayer, there are large gaps between cost

and time under several memory budgets. In these cases, we also recognise more frequent
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Figure 5.5 Evaluating HLS-generated accelerators.
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for (m=0; m<M; m++) {
row<R;
col<(C;

for (row=0;

for(col=0;

// unrolled by 16
row++) {
col++) {

for (n=0; n<N; n++) { // unrolled by 3

for (i=0;
for (j=0;

i<K;
Jj<K;

i++) {
j++) {
// pipelined with II =1

output_fm[m] [row] [col] += weights[m][n][i]l[j] =*

}3333}

input_fm[n] [ST*row+i] [ST*col+j];

Listing 5.2 Original nested loop of one CNN layer.

Table 5.3. Three options of implementing the first layer of AlexNet with 2048 memory elements.

. Memory | Tile Size Analysed Communication
Option
Mapping | Selection Cost ratio | Time (ms) | ratio
Modified | Optimised | 1.63 x 10° | 1 440 1
Direct Original | 2.02 x 10% | 1.24 530 1.21
Direct | Optimised | 2.33 x 10 | 1.43 640 1.47

and small-amount accesses to the off-chip memory. This is caused by the size of some
tiled loop dimension is too small, and off-chip memory accesses can only transfer small
pieces of data as well. The time of starting each data transfer dominates the entire
communication time, so that the communication bandwidth is not well utilised . In our
current analytical model, these extra long latencies are not considered yet, which leads to
the gap of communication overhead observed in these experiments. Besides these gaps,

the remaining measurements are well matched with the analysed estimation.

According to the BRAM usage shown in Fig. 5.5, we can select fairly small amount of
on-chip memory to achieve close to minimal communication overhead. Here, we target
for less than 20% cost overhead. The proposed BRAM usage is also shown in Table 5.2,
where 77 to 99% reduction can be achieved in comparison with the naive implementation.
Therefore, with our tile size selection, the HLS designer can identify at compile time
which memory budget is the minimum that covers most of data reuse and will not lead to

significant off-chip communication overhead.
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5.4.5 Case Study: the impact of modifying memory mapping

In this case study, we use the first layer of AlexNet [Kri+12] as the example nested loop
shown in Listing 5.2. After loop tiling, the loop tile is pipelined with /7 = 1 and unrolled
by 48 in total with arrays partitioned accordingly [Xilb]. The implemented hardware and
communication network are clocked at 142MHz. To incorporate the loop unrolling, we
fix the size of the loop dimensions with iterator m and n in loop tile, which are 16 and 3
respectively as indicated in Listing 5.2. Thus, we add corresponding additional equality

constraints in Algorithm 4.

Since this CNN layer has more memory reuse opportunity than the third layer, we found
that modifying memory mapping can improve the tile selection when the memory budget
is 2048 elements. As shown in Table 5.3, we have tested three hardware implementations.
The first option uses the modified memory mapping and optimised tile size selection
suggested by our approach, whose analysed cost and measured communication time
are used as the baseline. The second one uses the direct mapping from the original
code shown in Listing 5.2. Its tile size selection is produced by Algorithm 3, but it still
leads to around 20% more communication time. The final option is to use the tile size
selection from option A with the direct mapping. This implementation further increases
the communication time by 47%. Therefore, by modifying the memory mapping, we can
explore tile sizes that further reduce communication cost and cannot be considered by the
selection with the direct mapping. Although the case study only demonstrates one specific
example in detail, the benefits of modifying the memory mapping in tile size selection are
applicable to other nested loops with memory reuse. The improvement of local memory
efficiency is application- and hardware-specific. In general, it is more significant when

the memory budget is relatively small or the loop unrolling factor is large.
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Summary

In this chapter, we introduce a mathematical method of selecting a tile size for optimised
memory reuse. We introduce a symbolic analysis constructed with the parametric poly-
hedral model to calculate the on-chip memory size for loop tiling. In this analysis, we
also generate the conditions of tile size parameters in which the memory mapping can
be modified. With the analysed cost model, we also develop an optimisation algorithm
to select a tile size with the exploration of different memory mappings. When any afore-
mentioned condition is satisfied during the selection, the algorithm is able to eliminate
unused local memory space and find a better tile size. The experimental results show
that our approach can produce a tile size selection faster with higher quality than the
widely adopted enumeration approach. When applying the selected tile sizes in hardware
prototyping, we demonstrates the advantages of using our selection approach in HLS. We
can substantially minimise the usage of on-chip memory and also achieve low overhead

for real off-chip communication.

With the tile size selection and the pipelining techniques proposed in the previous chapters,
we can have a complete set of optimisations for the hardware design of tiled loops with
HLS. Due to the undetermined loop bounds in loop tile, parametric loop pipelining and
loop splitting can be applied to improve computation parallelism by aggressive pipelining.
Tile size selection can be used to explore memory reuse for different memory budgets in
a short time, so that we can choose a tile size according to the trade-off between on-chip
memory usage and communication overhead. These techniques are able to optimise two
critical metrics of FPGA-based acceleration, which are total execution time (computation

+ communication) and on-chip memory usage.
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Conclusion

This thesis explores methods using a parametric polyhedral model in optimisations for
high-level synthesis. As introduced in Section 2.2 of Chapter 2, state-of-the-art HLS tools
are built on top of modern software compiler frameworks. Due to a different computing
model, many existing optimisations developed for processor-based computing cannot
be applied directly to HLS tools. In particular, HLS does not currently perform well
when there is compile-time uncertain behaviour in high-level programs. This limitation
motivates us to capture and analyse these uncertainties with the powerful polyhedral

model.

The polyhedral model is a well-known mathematical tool that can represent loop programs
to realise various loop transformations. In recent years, there has been a rich set of
polyhedral optimisations developed for HLS, but they are mainly focused on statically
determined scenarios. We leverage the fact that the polyhedral model is parameterisable,
and analysing the parametric polyhedral model can cover a class of uncertainty caused by
compile-time undetermined variables. In this thesis, our techniques improve two major
aspects of HLS-based hardware design, computational parallelism and memory reuse. We
extend the state-of-the-art HLS to be able to statically analyse uncertainties in memory
dependencies and reuse patterns. Although not all forms of uncertainties can be captured
precisely by static analysis methods, in this thesis we make a step forward to eliminate

this burden for HLS.

As discussed in Section 2.4 of Chapter 2, loop pipelining is one of the most critical
optimisations to boost parallelism in HLS. Our optimisation proposed in Chapter 3 enables

fast loop pipelining on those loops with undetermined variables. These uncertainties can
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appear in loop bounds and array accesses and make inter-iteration memory dependencies
intractable in existing pipeline scheduling algorithms. State-of-the-art HLS tools, like
Vivado HLS, fail to achieve sufficient parallelism when pipelining such loops. To apply
comprehensive polyhedral analysis, we therefore use parameters to represent these
undetermined variables. Our analysis is developed using the Integer Set Library and is
able to generate conditions of parameters in which aggressive loop pipelining is safe.
A tailored approach of calculating memory dependencies is proposed to deal with the
affine limitation in the polyhedral model, so that we can use lexicographic optimisation

to reason about parameter conditions.

In Chapter 3, a source-to-source transformation framework is also introduced, where we
implement the polyhedral analysis and the transformation of parametric loop pipelining.
It is demonstrated how to insert conflict region detection logic as an if-condition statement,
which decides whether the fast pipeline mode can be executed at runtime. The framework
also adds appropriate program directives automatically. They guide the HLS tool to
produce an aggressive pipeline schedule for the fast mode. We show experimentally that
the peak performance of benchmark loops can achieve over 10x the average speed-up.
The light-weight detection logic is shown to have small impact on the circuit timing and
consumes only a few clock cycles. The resource overhead is moderate and mainly caused
by duplicating the input loop. Our HLS back-end tool can share floating-point data paths,
but it prefers not to share address generation logic, which is found to be the major source

of the resource overhead.

The development of parametric loop pipelining provides us a new framework to investigate
more dynamic loop pipelining. Chapter 4 therefore moves focus onto unleashing the
pipeline performance in the slow mode. In general, our target loops are those having
uncertain and/or non-uniform memory dependencies. When these loops are aggressively
pipelined, memory conflicts will appear in certain loop iterations. In Chapter 4, loop
splitting is then proposed to resolve such conflicts with the enhanced polyhedral analysis.
The new analysis determines which loop dimension to split and generate the splitting

distance. With this information, our novel transformation is realised as a two-stage
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splitting. It firstly applies splitting by conflict domain to separate out the sub-loop with
memory dependencies that will be violated in fast pipelining. Then, this sub-loop is

further split by splitting distance to efficiently insert pipeline breaks.

Loop splitting is also implemented into our previously developed source-to-source trans-
formation framework. It is combined with parametric loop pipelining, and tested with
a new set of benchmarks. Since there is no slow mode, the transformed pipelines are
always aggressively pipelined by our HLS backend tool. According to the experiments on
pipeline performance when loops are split, our optimisation can achieve 3.7x average
speed-up with clock period increased by 12%. Meanwhile, the pipelines transformed by
runtime dependency analysis (RT-Dep) proposed in [All4+13] can only achieve 2.17x
average speed-up with much slower clock speed. For resource overhead, our optimisation
costs more than manually tuned RT-Dep but still achieves lower area-time product. This
comparison shows that our approach is a better choice for unlocking runtime parallelism

with minimal manual design effort.

The successful acceleration of the entire computing system cannot be achieved without
an efficient memory sub-system. The on-chip memory is fast and high-bandwidth, but
is usually too small to store the entire data set for computation-intensive applications.
In Chapter 5, our proposed technique finds the tile size optimised for memory reuse in the
context of loop tiling. The generated solution can minimise the communication overhead
with a given on-chip memory budget. We use a parametric polyhedral model to analyse
memory mapping in the tiled loop whose bounds are parameters. The on-chip memory
size is then calculated as an expression in terms of these parameters. To select a tile
size, we have developed an optimisation algorithm that can explore different memory

mappings and also determine the associated expression for calculating the memory size.

The effectiveness of our selection technique is validated with various experiments. When
compared to random enumeration, our tile size selection is shown to provide better
solution in a much faster speed. We then evaluate our tile size selection with experiments

of hardware prototyping. The communication time is measured to match the communi-
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cation cost calculated with our polyhedral analysis. It is shown that our high-level cost
model can be used to minimise communication. Moreover, by scanning costs of various
memory budgets, we can determine the minimal memory size that will only incur little
communication overhead. Lastly, we have also investigated a case study of a convolutional
neural network layer. When loop unrolling is applied with large parallelism and limited
memory budget, our selection can produce an optimised solution with the best memory
mapping. Prototyping experiments show that our solution will not be considered if the

optimisation algorithm only uses the original mapping.

Future Work

Our optimisations developed for this thesis widen the scope of the parametric polyhedral
model for high-level synthesis. In this section, we discuss some potential future work
that can further extends the applicability of static analysis for many applications with

uncertainty.

Enhancing the parametric analysis of dependence iteration distance. In Section 3.3.2
of Chapter 3, the dependence iteration distance is calculated by (3.6), which is limited
to be an affine expression. The general form of this calculation is a parametric pseudo-
polynomial, as known as an Ehrhart polynomial [CL98], which can be represented
in isl. A more sophisticated analysis can be developed to realise parametric integer
programming [Fea88] on non-affine polynomials. This will extend the applicability of

parametric loop pipelining.

Integrating PolyDLP into an LIVM-based HLS tool. PolyDLP is the transformation
combining parametric loop pipelining and loop splitting. As discussed in Section 5.4
of Chapter 5, the effectiveness of resource sharing for PolyDLP is limited by the HLS
backend tool. This limitation can be eliminated by directly modifying the pipeline
scheduling algorithm to find the optimal resource sharing strategy. Future work can

build PolyDLP in an open-sourced academic HLS tool such as LegUp [Can+13]. Loop
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transformation can be realised at the level of LIVM IR, so that unnecessary duplication of

operations can be reduced in IR.

Runtime support for PolyDLP. As in processor-based computing, co-optimisations in
both micro-architecture and compiler level will also be useful for HLS. Due to the intrinsic
limitation of static analysis, PolyDLP is not able to support indirect array accesses as
those in sparse matrix computation. Their index functions are related to loop iterators,
like A[[B[i]]]. We plan to enhance PolyDLP with efficient runtime support, which
follows the idea of the inspector-executor method [Rav+12]. In this approach, runtime
inspection logic is simplified by the parametric polyhedral analysis, and inspection results
can be streamed to the executor to insert pipeline breaks. Therefore, the inspection
logic is decoupled and can be optimised independently to minimise timing and resource

overhead.

More general loop tiling shapes. In Section 5.2 of Chapter 5, the analysis of memory
mapping is focused on rectangular tiling, which is widely used in compiler optimisations
for both software and HLS. The extension to other tiling shapes will also be supported to
extend the applicability of our analysis. Future work will use the general Minkowski sum

@ to calculate the tile iteration difference set as K® = DP? @ (—DP?).

Inter-tile memory reuse. In our tile size selection, only intra-tile memory reuse is
considered in the optimisation algorithm. Memory reuse between each pair of consecutive
data transfers can be applied in loop tiling as discussed in [Pou+13; Pee+15]. Intra-
tile memory reuse can effectively reduce the communication overhead when memory
budget is fairly small. In the future, we plan to incorporate this reuse pattern into our
communication cost model constructed in Section 5.3.1 of Chapter 5. It is also expected

to potentially affect the choice of memory mapping.
Discreteness of on-chip memory resources. The unit of memory resources is considered

as array element in our tile size selection. In FPGAs, on-chip memory is implemented

in the form of block RAM. For loop tiling, the discreteness of BRAMs is also related to

6.1 Future Work
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the factor of memory partitioning associated with loop unrolling and pipelining. Future
work of tile size selection should consider the number of block RAMs and the related loop

parallelism for FPGA designs.

Physical properties of off-chip communication As discussed in Section 5.4.4 of Chap-
ter 5, more precise prediction of communication time is desired for better estimation with
our high-level cost model. The off-chip memory can be accessed by different DDR memory
controllers. Moreover, the accelerator may use different interfaces of communication such
as a SoC bus, PCle bus or Ethernet network. In future work, the physical properties of

off-chip communication will be incorporated into the cost model.

Final Remarks

This thesis offers sophisticated analyses of parametric polyhedral model to reason about
uncertainty that is not well supported by today’s HLS tools. Our analysis is exploited in
a code transformation framework to boost pipeline parallelism and in an optimisation
algorithm to maximise on-chip memory reuse. It is believed that these optimisations
are the basis of supporting more dynamic behaviours of loop programs in HLS. For
example, sparse memory accesses and undetermined loop bounds are emerging in many
real-world applications, especially in convolutional neural networks. The techniques
presented in this thesis will be useful in the development of future HLS tools that are able
to automatically generate high-performance dynamic hardware architectures. Following
the direction of our effort, it is promising that parametric polyhedral model will gain

increasing application in HLS optimisations.
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