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Abstract

In this thesis, we explore novel approaches to time series forecasting across sev-
eral domains. Our first direction of research involves the forecasting of network
time series models. We propose an extension of generalised network autoregressive
(GNAR) models to include exogenous variables (GNARX). We then demonstrate the
superior forecasting performance of GNARX models compared to traditional vector
autoregressive models when assessing the impact of the COVID-19 pandemic on
global business confidence, exploiting the information contained in trade network
data and exogenous public health policy variables.

Our next contribution is to develop a novel class of models for mixed frequency
data analysis, Fully NonParametric MIDAS (FNP-MIDAS). This extends the MIxed
DAta Sampling (MIDAS) framework by incorporating nonlinear component func-
tions, offering a more flexible handling of temporal dependencies and lags. We de-
velop a backfitting estimation algorithm and apply the recently-developed trend fil-
tering nonparametric regression method, showing that FNP-MIDAS exhibits signif-
icant improvements in forecasting urban atmospheric pollution levels over its linear
counterparts.

We then dive into the realm of feature engineering, examining the utility of non-
decimated wavelet features and non-decimated wavelet packet features for a wide
range of forecasting applications. Our investigation encompasses both temporal
and non-temporal machine learning methods, and both one-step-forward predic-
tions and long-horizon forecasts. We find sizable benefits to using wavelet features
rather than lagged features for the vast majority of experimental cases.

Lastly, we present the Neural Factor Model, a novel feedforward neural net-
work architecture for forecasting large cap global stock returns using a high dimen-
sional dataset. By integrating factor characteristics, cross-asset returns, and macroe-
conomic data within a hierarchical structure together with various parameter con-
straints, this model minimizes overfitting risks and showcases strong backtest per-

formance for a hypothetical long-short investment strategy.
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Chapter 1

Introduction

Time series forecasting relies on a group of models and methodologies that sit at the
intersection of multiple disciplines including statistics, machine learning, and signal
processing. Such forecasts can provide essential insights for decision-making pro-
cesses across a wide range of domains, from investment management to economic
or public health policy and beyond.

However, there are many challenges faced by forecasters across different do-
mains, relating to the characteristics of the dataset and the horizon of the desired
forecasts. We aim to address a small but important subset of these methodological
issues in this thesis by proposing a set of new methods for forecasting practitioners.
In particular, we provide extensions to network time series and mixed frequency
regression models, a novel method for time series feature engineering based on the
non-decimated wavelet transform, and an innovative hierarchical neural network
architecture for handling high dimensional economic and financial time series in-
puts.

This thesis will proceed with four entirely self-contained chapters, each discussing
a novel model or method that can be applied during the process of time series fore-
casting. We briefly summarise each chapter below, to provide a general outline of the
contents of this thesis. Readers are referred to the introductions of the corresponding

chapters for a more detailed motivation of each project.

¢ Chapter 2 shows how network time series models can be used to improve the
quality of multivariate time series forecasts of business confidence indices for

multiple countries, by exploiting the information contained in trade network
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data. We also propose an extension to the class of generalised network au-
toregressive (GNAR) models, GNARX, which allows the model to incorpo-
rate exogenous variables to improve explanatory power and forecasting per-
formance. We use this ability to model the impact of COVID incidence and

policy responses on business confidence across different countries.

Chapter 3 introduces the Fully NonParametric MIDAS (FNP-MIDAS) model,
which marks a significant departure from traditional linear approaches to mixed
frequency data analysis. By integrating nonlinear component functions, this
model is better able to produce forecasts in the presence of nonlinearities in
the relationship between input and output time series at multiple lags, with-
out substantially increasing the complexity of the model when compared to
generalised additive models (GAMs). We show the benefits of this flexibility
when applied to the improved forecasting of urban atmospheric pollution lev-

els using various meteorological variables.

Chapter 4 shifts our discussion to feature engineering, where we highlight the
as-yet untapped potential of non-decimated wavelet features to enhance fore-
casts for a wide range of statistical and state-of-the-art machine learning mod-
els. Through comprehensive experiments for multiple data sets and horizons,
we establish the advantages of wavelet-based features over traditional lagged

variables for the majority of forecasting scenarios.

Chapter 5 introduces a groundbreaking approach to forecasting large cap global
stock returns. The Neural Factor Model, designed with a novel feedforward
neural network architecture, allows the practitioner to utilise high-dimensional
datasets of economic and financial data. Through its hierarchical structure and
sign constraints on the network weights, the Neural Factor Model implicitly
incorporates priors from economic theory to reduce the risk of overfitting to
the training set. This is evidenced by strong backtest performance on a hypo-

thetical long-short investment strategy.

Chapter 6 concludes with a brief summary and discussion of our contribu-

tions and findings across all chapters, as well as potential avenues for further
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research.
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Chapter 2

Quantifying the economic response
to COVID-19 mitigations and death
rates via forecasting Purchasing
Managers’ Indices using
Generalised Network
Autoregressive models with

exogenous variables

The material found in this chapter is reproduced verbatim from Nason and Wei
[2022], a peer-reviewed paper for which the authors are responsible for roughly
equal contribution. A pre-print version of this paper is also available online at
https://arxiv.org/abs/2107.07605 and the supplement to that paper has been in-
cluded in Appendix A. Moreover, we now provide an implementation in R of the
GNARX model introduced later in this chapter, available athttps://cran.r-project.
org/package=GNAR. The GNAR package contains functions for both estimating and
simulating GNARX models.
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2.1 Introduction

The severe impact of COVID-19 on global economic conditions cannot be under-
stated, with UK real gross domestic product (GDP) contracting by a record 20% in
the second quarter (Q2) of 2020 alone. Timely estimates of economic activity through
the current turbulent period and forecasts of the impact of government virus mitiga-
tion strategies will be crucial for evaluating the costs and benefits of different policy
interventions.

This article introduces new methods to forecast Purchasing Managers’ Indices
(PMlIs) during the COVID-19 pandemic and quantifies the potential impact of gov-
ernment virus mitigation strategies. PMIs are survey-based leading indicators of the
direction of economic activity. We choose to model PMIs as they are used extensively
for the nowcasting of slower-moving headline measures of economic activity, such
as GDP. See, for example, D’Agostino and Schnatz [2012]. Our analysis builds on
the class of generalised network autoregressive (GNAR) models [Knight et al., 2016,
Knight et al., 2020], which model multivariate time series in a highly parsimonious
tashion by associating the dependencies between constituent series with an under-
lying network structure. Hence, GNAR models can characterise a rich diversity of
dependence structures, while incurring a lower risk of overfitting when compared
to classical vector autoregression (VAR) models, translating into superior forecasting
performance. Indeed, our work below demonstrates that GNAR models outperform
VAR models by 33% based on mean-squared forecasting error for forecasting PMIs
from historical PMI data.

A goal here is to model PMIs in terms of historical PMIs, PMIs from neigh-
bouring countries via our network model and (i) stringency measures of govern-
ment intervention policies enacted to mitigate the spread of COVID-19 and (ii) the
monthly number of confirmed COVID-19 deaths per million. Incorporating infor-
mation about past PMIs from neighbouring countries via a network structure im-
proves forecasting as it is extra relevant information. Our network model uses coun-
tries” PMIs on the network nodes (vertices) and the strength of link between two
countries (nodes) increases with increasing quantities of exports between the two.

Figure 2.1 (below) shows an example of one of the networks we use. In addition,
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the incorporation of multiple exogenous time-dependent node-specific regressors is
both new to GNAR modelling and practically essential for properly understanding
the potential influence of (i) and (ii). Our new extension is named GNARX, where
X indicates incorporation of fully time-dependent exogenous variables, which is in-
line with similar naming conventions, such as VAR to VARX.

We structure our paper as follows. Section 2.2 introduces the new GNARX spec-
ification and characterises it as a specially-constrained linear regression problem.
Asymptotic properties of the corresponding estimators follow from this. Section 2.3
provides details of our multivariate time series and network data and discusses two
experiments: the first compares out-of-sample forecasting performance of GNAR
models (i.e. without using external regressors) with a VAR model, and the second
evaluates the GNARX model estimates when the stringency indices and COVID-19
death rates are incorporated. Section 2.4 uses our new GNARX modelling ability to
analyse UK economic conditions under three different scenarios pertaining to either
tightening, easing or unchanged intervention policies over the next six months. Sec-
tion 2.5 concludes with a brief discussion of the experimental results and avenues

for future research.

2.2 The GNARX model and notation

Definition. Let a multivariate real-valued time series {Y;;} be observations collected
on variablei € K = {1,...,N} attimet = 1,...,T € IN, where N € N is the
number of variables. We sometimes write the multivariate series as the vector time
series {Y:} = (Yit,...,Ynt)T, where T denotes transpose, for t = 1,...,T. Now
let G be a graph, defined as a pair (K, ) where K is a set of nodes and €& is a set
of unordered pairs of nodes representing the edges between them. Leti «~ j € £
denote the presence of an undirected edge between nodes i and jandi ~ j € £
denote the existence of a directed edge from i to j, for i,j € K. For network time
series a graph vertex i € K corresponds to time series variable {Y;;}. Let {Xj;;} be
the h-th real-valued stationary exogenous node-specific regressor series for node 7 at

timet, forh =1,...,H € N, the number of such regressors.
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We introduce the GNARX(p, s, p’) model, where (p,s,p’) € N x N} x N}, by

Yi = i (Déi,jYz‘,tj + i Bir Y, wi,qu,tj) + i % A Xnip—j + Ui, (2.1)
=1 r=1  geN0)(i) h=1'=0

where the parameters i j, B i )\h,]v € Rforalli,j,rh, ]" , p is the autoregressive order
of the model and also maximum order of neighbour time lags, p;, (the hth element of
p’) denotes the maximum lag of the hth exogenous regressor involved in the model,
and s; (the jth element of s, which we sometimes write as [s]) is the maximum stage
of neighbour dependence for time lag j. For example, s; = 2 implies that nodes are
dependent on the first lags of its first and second stage neighbours in the network
G. To give another example, a GNARX(3, [1, 1, 1], 0, 0) model would imply that the
value at a node is dependent on the first three lags of its first stage neighbours. The

set N'()(i) is the r-th stage neighbourhood set of node i € G defined by
NO(i) = NANTD (@)} {UN @ (i)} u{i}), 22)

forr=2,3,..., N = N, where N (A) = {j € K/A:i~ j;i € A}. The w;, € [0, 1]
in (2.1) are network connection weights, typically set as the inverse of some prior
notion of distance between nodes, as in Knight et al. [2020] using a similar approach
to that used in the lifting scheme described by Jansen et al. [2009]. Sometimes we
consider the global-a model where «;; = a;, i.e. use the same {ocj}le sequence for
each node. Consequently, the local-« model is where the «; ; sequence is different for
each node i.

Finally, the noise term {u;;} is assumed to be independent and identically dis-
tributed for each i, with mean zero and variance O'iz. As with other linear regression
models, it is important to perform residual diagnostics when estimating a GNARX
model, as violations of this assumption can reduce the efficiency of coefficient es-
timates. For our forecasting experiments in Section 2.3, we provide plots of these
residuals.

The GNARX model cannot be captured by the standard GNAR model of Knight
et al. [2020] by incorporating the exogenous regressors into Y;, as p and p; may

differ. The network vector autoregression model proposed by Zhu et al. [2017] does
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incorporate dependence on node-specific covariates, but unlike model (2.1), they
do not vary with time and have limitations on other parameters/quantities in the
network. Full specifications for both of these models can be found in Appendix A.1.

GNARX models share the same advantages with respect to missing data as GNAR
models, especially when compared to vector autoregression-based approaches. This
is because, e.g., VAR models try to estimate parameters that link one specific variable
to another. If, for example, one of those variables disappears for a significant block
of time, then it can be difficult to estimate the parameter associated with any of its
pairings. By contrast, in a GNARX model, a variable pair is just a nearest neighbour
and every such pair in the data contributes to the ‘nearest neighbour” parameter,
one of the ;. So, even if one node suffers from significant missingness, there will
be usually many other pairs so that the respective parameter is still well-estimated.
More details on this, particularly on how this works for rth-stage neighbours, can be
found in Section 2.6 of Knight et al. [2020].

GNARX Parsimony. The GNARX(p, s, p’) model with a single exogenous regres-
sor (H = 1) contains a total of M = Np + Z]’-;l sj + p' + 1 parameters. By com-
parison, the corresponding vector autoregression model with exogenous variables
(VARX) containing p lags of the modelled series {Y;}, and p’ lags of the exogenous

series {X;} = {(X1, ..., Xn¢)T}, can be given in the reduced form by
Ye=¢1Yea+ -+ ¢pYep + AoXe + A Xig + -+ Ap Xy p +uy, (2.3)

which contains P = N%(p + p’ + 1) parameters. The parsimonious nature of GNARX
compared to VARX is clear when parameter growth is O(N) for the former and
O(N?) for the latter. Indeed, it has been suggested by Bernanke et al. [2005] that
vector autoregressions are not often used for macroeconomic datasets that contain
more than six to eight time series. The parsimony of GNARX, combined with the
flexibility to model dynamic networks representing multiple covariates, ensures our
methodology is readily applicable to many applications involving the forecasting of

multivariate time series.
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GNARX Stationarity. Under the assumption of stationarity of {Xj,;} for all i, i

and parameter constraints

j=1 c=1r=1

4 C 5
) <|oc1-,]-| +Y ) |ﬁ]-,m|> <1 Viel,...,N, (2.4)

the GNARX process {Y;} is stationary. We prove this in Appendix A.2. For simplic-
ity, we will assume H = 1 for the remainder of this section only, replacing X, ; ; with
X; and p’ with p’. Extending the following results to multiple external node-specific
regressors is straightforward.

Precise model definition and theoretical statistical properties. With the H = 1 as-
sumption, the GNARX(p, s, p’) model can be expressed as a vector autoregression
of the form (2.3), but where the coefficient matrices are given by ¢, = diag {a;;} +
Yok B, WO, WO, = w0 {m € N(r)(l)}, and Ay = Aly. In matrix form, the

*

model can be written as Y = BZ + U, where Y = [Y,41,...,Y1], p* = max(p,p’),

B=1[p1,. o, Pp N0, AL A, Z = [Zpe, o Zr ), Z] = Y], Y] L, X

L X XLl

IRVRRR t—p'+1
and U = [up+1, ..., ur]. Additional regressors can be incorporated by concatenating
the corresponding coefficient and data matrices to B and Z;, respectively.

Following Liitkepohl [2005], the coefficient restrictions on B that result from the
GNARX assumptions are vec (B) = Rv, where R is the P x M model matrix, de-
fined in the Supplementary I\I;Izllterial Section4, v = (v{,...,Yp, Ao,...,Ap)T, with
GNAR parameters that we are interested in giveArAlefy Ye = (A1 AN i - - s PBles,)T
and all elementary vectors are of length N. With the global alpha assumption,
ajx = ag foralli =1,...,N, wehave 9, = (a, Br1,---,Brs, )T and A = L.

Given the VAR matrix representation and linear coefficient restrictions from above,

Liitkepohl [2005] proposes the feasible generalised least squares (FGLS) GNAR pa-

rameter estimator to be
N -1 N
4FGLS _ { RT (ZZT ® 2;1) R} RT (Z ® 2;1) vec(Y), (2.5)
where the maximum likelihood estimator of X, is

%, =T"'(Y-BZ)(y-B2)T, (2.6)
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and where B satisfies vec(B) = R4 and 4 is the ordinary least squares estimator of
7. In the case of missing observations, the corresponding residuals are set to zero.
Under the conditions of stationarity of {Y;},_; rand {X;},_; 7, consistency and

asymptotic normality are guaranteed (Appendix A.3).

2.3 Purchasing Managers’ Indices: the data and forecasting

experiments

2.3.1 Inputdata
Purchasing Managers’ Indices

IHS Markit Composite Purchasing Managers’ Indices (PMIs) are computed by ag-
gregating the views of senior purchasing executives from around 400 companies on
a wide range of economic variables pertinent to the manufacturing and services sec-
tors. Composite PMIs can take values between zero and 100, with a reading above
50 indicating economic expansion. All PMI series have been seasonally adjusted us-
ing the X-12 ARIMA method; full details of the survey methodology are available at
https://ihsmarkit.com/products/pmi.html. Currently, monthly composite PMI
data are available for thirteen major economies, which are all included in our analy-
ses. The longest series are from the UK, Italy and Germany, which start from Jan-98,
and the shortest is from Australia, which starts from May-16.

PMI series are diffusion indices, which treat a fixed set of component economic
indicators effectively as dummy variables that represent whether the trend in the
component is positive or negative. For PMIs, these component series are the sur-
vey responses of individual purchasing managers. Augmented Dickey-Fuller (ADF)
unit root tests on the in-sample period between Jan-98 and Dec-17 result in p-values
above 0.1 for all series, indicating stationarity for the time being, against the alterna-
tive hypothesis of first-order non-stationarity. Broadly, the series also do not reject
the null of second-order stationarity according to the wavelet-based tests of Nason

[2013, 2016b].
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Network construction

GNAR and GNARX models require us to specify a network structure to associate
with the PMI dataset. The time series for a particular country’s PMI corresponds
to a single vertex in the network — one vertex for each country. Rather than at-
tempting to learn the network structure indirectly from the time series as in Leem-
ing [2019] or Knight et al. [2020], we suggest that a construction based on the flow
of exports between countries that provides a reasonable reflection of the association
between component series. This rests on the assumption that a country’s business
confidence is partly dependent on the level of economic activity of its major export
partners. Since (i) model orders are chosen by BIC optimisation, (ii) network param-
eters are highly significant and (iii) forecast performance is improved when com-
pared to models that ignore network information, these all suggest that our choice
of networks is reasonable. Evaluating performance by forecast accuracy is honest
and exacting.

Our experiments evaluate two different networks:

1. Fully-connected trade network. Each country is connected to every other
country. Edge weight w; ; is set to be the export quantity between countries
i and j. The weights are then normalized so that } ;w;; = 1 for all i. In this

case, s; € {0,1} for all j.

2. Nearest neighbour trade network. (Figure 2.1) Each country has a single out-

going edge to the country that it exports the most too.

Export data was obtained from the UN Comtrade International Trade Statistics Database

(https://comtrade.un.org/data/), using the latest available observations.

Exogenous variables

The GNARX model’s advantage is that it permits the multivariate time series Y; to
depend on vertex-specific external time series regressors X;; two series in our exam-
ples. The first, X ;;, are differenced country stringency indices [Hale et al., 2020]
for country i, which aim to quantify the severity of COVID-19 mitigation policies.

These are composite indices that take values between zero and 100, with higher
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FIGURE 2.1: Nearest neighbour network based on 2019 export data.
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values reflecting stricter measures. The stringency indices are mainly related to
containment policies, such as the closing of schools, workplaces and public events.
The full list of constituent indicators is available at https://github.com/0xCGRT/
covid-policy-tracker/blob/master/documentation. Values of the stringency in-
dices before the COVID-19 outbreak are automatically set to zero, rather than treated
as missing.

The second regressor, Xj;;, is the first difference of country i new COVID-19
death rates, which may impact economic conditions via channels beyond the pre-
viously discussed interventions. For example, consumers may extrapolate a rise in
the confirmed number of COVID-19 deaths into the future, leading to consumer pre-
cautionary saving in anticipation of greater future lockdown measures. As higher
death rates would likely also be associated with stricter mitigation policies, omitting
death rates would likely lead to model errors being correlated with the stringency
index regressor, resulting in inconsistent parameter estimates. Our experiments use
the daily number of confirmed COVID-19 deaths per million in a given country, av-
eraged for each month [Roser et al., 2020], available at https://ourworldindata.
org/covid-deaths. The sample correlation between the differenced stringency in-
dices and the differenced COVID-19 death rate of the same country is only 0.46,
suggesting that multicollinearity is not a significant problem. The correlation only
rises modestly to 0.57 for the non-differenced series. The low standard errors of the
associated GNARX coefficient estimates support this assertion.

Figure 2.2 shows the UK PMI and the two exogenous variables starting from
Jan 2019, where all series have been standardised to have zero mean and unit vari-
ance so that they can be compared on the same axes. The most prominent feature
of the UK PMI series is the large six and eight standard deviation declines during
Mar and Apr 2020. This fall in purchasing manager confidence coincides with the
first UK lockdown (rise in stringency index), but also reflects broader worsening of
global macroeconomic conditions caused by the COVID-19 pandemic, see, e.g., In-

ternational Monetary Fund [2020].
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FIGURE 2.2: Plot of UK Composite PMI together with UK stringency
index and death rate covariates, where all variables have been stan-
dardised to have zero mean and unit variance.

2.3.2 GNAR forecasting performance

Here, model order is selected to minimise the Bayesian Information Criterion (BIC)
subject to an order limit of p = 12. For computational feasibility, we adopt a stage-
wise approach, where p is first selected to minimise BIC, followed by s; for j =
1,.., p. This allows us to capture network effects lasting up to a year in duration.
For the exogenous regressors in later experiments, we instead impose a lower or-
der limit of three months, due to the lack of nonzero observations. In that case, PZ
for h = 1,.., H are optimised at the same time as s;. All PMI observations up to
Dec-17 are treated as the in-sample period for model order selection and estimation
of both GNAR and VAR models. We refer readers to Appendix A.7 for the results
if model orders were instead selected to minimise forecasting errors in a subset of
the in-sample period. Finally, we provide simulation evidence for the consistency
of the model selection procedure using stagewise BIC optimisation for GNARX in
Appendix A.8, which shows similar performance to ‘global search” BIC.

Unlike GNAR, VAR models do not easily handle missing values. Specifically,
GNAR models deal with missingness by modifying connection weights [Knight
et al., 2020, Section 2.6] and because of this advantage our GNAR model can make
use of the entire unbalanced panel starting from Jan-98. If Australia were included,
then the in-sample period for the VAR model would contain only 20 months and,
for this reason, we exclude Australia from this analysis.

Table 2.1 shows the composite PMI forecasting performance of four different
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TABLE 2.1: Out-of-sample composite PMI forecast performance be-
tween Jan-18 and Oct-20 using GNAR, VAR, AR and naive forecast-
ing. MSFE=Out-of-sample mean-squared forecasting error; SE = stan-

dard error
Model Model order Parameters MSFE (SE)
Global-a« GNAR, fully-connected net 2,11, 1] 4 419 8.2
Global-o GNAR, nearest-neighbour net 2,11, 1] 4 40.7 (7.4)
Local-« GNAR, fully-connected net 1, [1] 13 38.4 (6.8)
Local-« GNAR, nearest-neighbour net 1, [1] 13 39.3 (7.1)
VAR 2 288  57.3(9.3)
AR 1 12 39.1(7.0)
Naive forecast - - 406(7.2)

stagewise-BIC selected GNAR models, a VAR model, a naive forecast (predicting
next from current) and univariate AR models. The latter involve a separate AR
model estimated for each country, with order determined by BIC optimisation. For
all but three countries, AR(1) was selected. However, for fair comparison with
the GNAR and VAR models where autoregressive order is the same for every se-
ries, AR(1) was used for all countries. It is worth noting that AR(1) is identical to
GNAR(1, [0]) with local-x. We have used mean-squared forecast error (MSFE) in our
article, which computes the empirical average of the squared differences between
our point forecasts and the eventual out-turn. The lowest forecast error is attained
by the local-« GNAR model with the fully-connected network.

Furthermore, the mean-squared forecast error of all four GNAR models are sub-
stantially lower than that of the VAR model, indicating overfitting in the latter. The
local-« GNAR(1, [1]) model contains only thirteen parameters, whilst the VAR(2)
model contains 2N? = 288 parameters. Our results indicate that when a simple
model is appropriate, BIC optimisation for VAR may still lead to overfitting, but
the same does not hold for GNAR models. Indeed, only three of the four GNAR
models outperformed the naive forecast and one of the two local-a« GNAR models
outperformed the univariate AR models, reflecting the difficulty in forecasting eco-
nomic indicators using only past values. On the other hand, the best GNAR model
does improve the forecast performance and a few percent improvement can translate
into substantial economic value when one is dealing with GDP-like magnitudes, see

Section 2.4.
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TABLE 2.2: Local-« GNAR(1, [1]) parameter estimates (to two deci-
mal places) using the fully-connected network. Parameter p-values

were all < 0.001%.

Parameter Estimate | Parameter Estimate | Parameter Estimate
XUSA1 0.93 (X]apan,l 0.87 “Germany,l 0.90
XUK,1 0.90 D‘Italy,l 0.89 XChina,1 0.88
“Spain,l 0.92 XTreland,1 0.92 XBrazil,1 0.88
XRussia,1 0.92 Xndia,1 091 XFrance,1 0.92
B11 0.07

Table 2.2 shows estimates for the local-a GNAR(1, [1]) model, with p-values com-
puted using HC2 robust standard errors, which are heteroskedasticity-consistent es-
timators first proposed by MacKinnon and White [1985] that adjust residuals using
the projection matrix leverage values. These were calculated with the sandwich
package of Zeileis [2004]. In this experiment, the use of robust standard errors pro-
duces more conservative p-values.

Figure 2.3 plots the UK out-of-sample one-step-ahead rolling forecasts for this
best-performing model, along with those from the VAR(2) model (see Appendix
A7 for other countries). The VAR forecasts appear to underestimate the initial PMI
decline at the start of the crisis period, but substantially overestimate the recovery.
This leads to substantially higher mean-squared forecast error during the COVID-19
crisis period starting from Feb-20, relative to GNAR.

Overall, BIC choice selects for higher autoregressive order in the global-o« GNAR
models compared to the local-a variant, which also results in higher out-of-sample
mean-squared forecast error. This suggests that the PMIs” autoregressive dynamics
differs between countries, although the autoregressive parameters in Table 2.2 are
similar. Moreover, BIC choice of the local-x models also favours exploiting the net-
work structure implied by export flows, whether by using the fully connected or the

nearest neighbour network: s # 0, for both of the best-performing GNAR models.

2.3.3 GNARX forecasting performance with external regressors

Given the shortness of the exogenous regressors, it is not feasible now to evaluate
out-of-sample forecasting performance for the GNARX models, so we switch to in-

sample forecast evaluation. For example, predicting ‘October” based on exogenous
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FIGURE 2.3: Out-of-sample one-step-ahead rolling composite UK
PMI forecasts using the local-a GNAR(1, [1]) and the VAR(2) mod-
els.

variables that only existed since early Spring, i.e. few observations, is not sensible.
Here, we estimate model parameters on the whole series and then, given a time
point, we use the estimates, but use observations only from previous time points.
In future, with more data, we will be able to switch to out-of-sample forecasting
performance evaluation.

We can now reintroduce the shorter Australian PMI series, using the same method
for handling missing observations as in Section 2.3.2. On our relatively short time
series with missing data, vector autoregressions with exogenous variables (VARX)
as described in, for example, Tsay [2013], which contain N?(p + p’ + 1) parameters,
are infeasible. Recall that some VAR models may be estimated as separate linear
regressions for each country. A simple VARX(1,0) model would involve the estima-
tion of 13 coefficients corresponding to the stringency indices and 13 corresponding
to the death rates in each country. However, our dataset contains fewer than 13
nonzero observations for each exogenous variable of each country, clearly leading to
a parameter identification problem.

Table 2.3 shows in-sample mean-squared forecasting errors for our stagewise-
BIC selected GNARX models using the fully-connected network (results for the
nearest neighbour network and no network were always worse and reported in Ap-
pendix A.11). The inclusion of exogenous variables results in substantially lower BIC
and an almost halving of the mean-squared forecast error across all settings com-

pared to GNAR without external regressors. The lowest BIC model is the global-a
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TABLE 2.3: In-sample composite PMI forecast performance between
Jan-98 and Oct-20 using GNARX models with the fully-connected
network. MSFE=In-sample mean-squared forecasting error.

Model Model order BIC MSEFE (SE)

] Without external regressors ‘
Global-o« GNAR black4, [1,1,1,0] 12653 7.1(0.9)
Local-a« GNAR 3,[1,1,1] 12806 6.7 (0.9)

| Stringency indices only ‘
Global-x GNARX _ 5,[1,0,1,0,1],3 11323 42 (03)

Local-a GNARX 2,[1,1],3 11331 4.0 (0.3)
| COVID-19 death rates only

Global-a« GNARX 4,[1,1,1,0],3 12020 5.5 (0.8)

Local-a GNARX 2,[1,1],3 12212 5.5(0.8)

] With both external regressors
Global-« GNARX 5,[1,0,1,0,1],3,2 11175 4.0 (0.3)
Local-a GNARX 2,[1,1],3,1 11199 3.8 (0.3)

TABLE 2.4: Global-« GNARX(5,[1,0,1,0,1],3,2)

model parameter estimates using the fully-connected network and both exogenous
regressors. T means p-value is < 0.001. Values significant at the 5% level in bold.

Param. Est. p-value % | Param. Est. p-value % | Param. Est. p-value %
®q 0.83 T | Bia 0.28 ] A 0.15 0.8
o 0.00 97.5 | B3 —0.15 42 | Mg 0.10 3.3
a3 0.03 59.2 | Bs; —0.08 3.5 | Ao —0.91 0.2
a4 —0.05 34.0 | A1p —0.31 t | A1 0.42 21.3
x5 0.09 0.6 )\1,1 —0.09 24.8 )\2,2 0.41 11.3

GNARX(5,11,0,1,0,1],3,2), with estimates shown in Table 2.4 and p-values calcu-
lated as in Table 2.1.

Table 2.4 shows that the 1st and 5th positive autoregressive coefficients are sig-
nificant. As before, current-period PMIs are also significantly positively dependent
on previous-period PMIs of neighbours weighted by export volumes. On the other
hand, the negative B3 1 and fBs5; parameter estimates are smaller in magnitude.

The zero-lag coefficient for COVID-19 intervention stringency indices is highly
significant, matching our expectation of a strong coincident negative impact of con-
tainment policies on business confidence. A country’s COVID-19 death rate also has
a significant negative contemporaneous impact on the PMI, indicating that the pan-

demic might be influencing business confidence through channels beyond policy
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FIGURE 2.4: UK: Comparison of GNAR(5,[1,0,1,0,1]) and
GNARX(5,[1,0,1,0,1],3,2) fits.
interventions.

Figure 2.4 shows the global-« GNARX(5,[1,0,1,0,1],3,2) UK fits over the most
recent five-year period, to illustrate the quality of fit during the COVID-19 period
(other countries’ charts are given in Appendix A.10). The inclusion of stringency
indices and COVID-19 death rates allows the GNARX model to anticipate both the
initial composite PMI decline at the start of the crisis and the subsequent recovery,

leading to a much lower mean-squared forecasting error than the corresponding

GNAR model.

2.4 UK scenario analysis

We now use the fitted the global-« GNARX(5,[1,0,1,0,1],3,2) model from the pre-
vious section to produce six-month forecasts of the UK composite PMI series under
different assumptions on the evolution of the UK stringency index. For other exam-
ples of conditional forecasting on multivariate economic time series, we refer read-
ers to the seminal paper by Waggoner and Zha [1999] and the more recent summary
provided by Baribura et al. [2015], which describe conditional forecasting techniques
and applications for VAR models. We would note that these describe more difficult
problem than ours, as we condition on exogenous variables. Figure 2.5 provides
forecasts of the UK composite PMI under three different policy intervention scenar-
ios for the six month period from Nov-20 to Apr-21, assuming no change in the

stringency indices of other countries from Aug-20 or in COVID-19 death rates:
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FIGURE 2.5: Forecasts of UK composite PMI under three different sce-

narios for policy interventions using the GNARX(5, [1,0,1,0,1],3,2)

model. 95%-coverage prediction intervals estimated using 1000 boot-
strap samples.

1. Easing COVID-19 intervention measures. The stringency index decreases lin-

early from the Oct-20 value of 67.9 to 0.0 between Nov-20 and Apr-21.

2. No change in COVID-19 intervention measures. The stringency index is con-

stant at the Oct-20 value of 67.9 between Nov-20 and Apr-21.

3. Tightening in COVID-19 intervention measures. The stringency index in-
creases linearly from the Oct-20 value of 67.9 to 100.0 between Nov-20 and
Apr-21.

As might be expected, the GNARX model predicts significantly higher UK compos-
ite PMI under assumption of the UK stringency index falling to zero, holding death
rates constant. Using bootstrap prediction intervals, computed using the algorithm
introduced in Appendix A.12, the expected PMI under the easing scenario exceeds
the 97.5th percentile of the PMI under the tightening and constant stringency scenar-
ios after only one month. The Apr-21 prediction of PMI is 62.1 in the easing scenario
(which would be a record high) and 47.6 in the tightening scenario. In all cases, the
estimated sampling distribution of the PMI is negatively skewed.

We now estimate how these composite PMI paths would translate into headline
quarter-on-quarter real GDP growth, using data sourced from https://www.ons.
gov.uk/economy/grossdomesticproductgdp/timeseries/ihyq/qna. At the time of
writing, 2020 Q3 is the latest available observation of UK GDP. Given that the GDP

series is sampled quarterly, while the PMI series is sampled monthly, we assume a
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TABLE 2.5: Forecasts for UK quarterly real GDP growth (%) based
on PMI forecasts for the tightening, constant and easing intervention
measure scenarios. 95% prediction intervals in brackets.

Quarter Tightening Constant Easing
20200Q4 -0.1(-4.1,3.8) -0.1(-4.1,3.8) -0.1(-4.1,3.8)
2021 Q1 -1.2(-58,29) 03(-4.1,44) 33(-1.3,74)
2021Q2 -16(-71,22) -01(57,32) 3.2(-2.0,7.1)

mixed-frequency linear relationship between the GDP growth and PMI series, using
the MIDAS regression model [Ghysels et al., 2004]. Analysis of both the unrestricted
MIDAS model and the restricted MIDAS model, using exponential Almon lag poly-
nomial weights, suggest that quarterly GDP is primarily dependent on the “2/3” lag
of composite PMI. E.g., 2020 Q3 GDP depends only on the Jul-20 PMI observation in
our simplified model.

Table 2.5 shows conditional forecasts for 2020 Q4, 2021 Q1 and 2021 Q2 UK
GDP growth using the PMI predictions produced by GNARX for each of the three
COVID-19 intervention scenarios, assuming only the 2/3 lag of composite PMI is
relevant. Our results suggest a 4.5% difference in 2021 Q1 GDP growth and a 4.8%
difference in 2021 Q2 GDP growth between the easing and tightening scenarios. Ta-
ble 2.5’s bootstrap prediction intervals take into account both the uncertainties in the
GDP regression model and the underlying PMI forecasts.

Lending support to the strongly positive GDP growth path in our easing restric-
tion scenario, the most recent (at the time of writing) Bank of England [2021] Mone-
tary Policy Report forecasts a material recovery in UK GDP in the event of an easing
in Covid-related restrictions. The authors suggest that the economic impact of such
easing would be driven by a substantial increase in consumer spending, and a rise

in business investment to a lesser extent as sales rise and uncertainty diminishes.

2.5 Conclusion

We showed how to apply network time series models to multivariate PMI time se-
ries for many countries and how forecast performance could be improved by incor-

porating network information. We introduced the GNARX model, which permits
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exogenous variables to be incorporated into GNAR models for the first time and im-
proves forecasting results further still by using COVID-19 intervention stringency
indices and COVID-19 death rates. Parameter estimates suggest a highly significant
negative impact of harsher intervention measures and COVID-19 deaths on compos-
ite PMI and suggests that this effect can be transmitted to neighbours through the
export channel. A more detailed model comparison between GNAR and GNARX
models would be the subject of future research, perhaps involving the Clark-West
test for relative performance of nested models (Clark and West [2007]).

GNAR(X) model order choice using BIC selects highly parsimonious models that
result in excellent forecasting performance, considering the inherent difficulties in
forecasting economic indicators. On the other hand, the BIC-chosen VAR model ap-
pears to overfit, leading to relatively high forecast errors. Future work might com-
pare the GNAR forecasting performance to that of BVAR models [Giannone et al.,
2015].

Our network was constructed by considering what looked ‘sensible” rather than
optimality with respect to forecasting performance and further development work
is required. Some preliminary ideas have been suggested relating to network con-
struction in different fields, see Leeming [2019], Knight et al. [2020] and references
therein.

Our three different scenarios earlier all operated under the simplifying assump-
tion that policy interventions would be modified independently of the COVID-19
death rate. Future work may relax this unrealistic assumption, and incorporate other
variables to capture attempts by governments to mitigate the negative impact of con-
tainment measures through fiscal stimulus.

We have used mean-squared forecasting error throughout our work as it is a
valid measure, well-understood and meaningful. There are, of course, many other
forecast quality metrics that could be used. For example, the actual proportion of
forecasts whose out-turn performed well with respect to (or within) previously es-
tablished forecasting intervals, see Ehm et al. [2016] for more examples and discus-
sion.

Network time series modelling is young and much remains unexplored. For
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GNARX models, an obvious extension might permit exogenous regressor coeffi-
cients to vary by node. Regarding the COVID-19 experiments discussed above, this
would allow economies to react differently to a given stringency level of policy inter-
ventions. Intuitively, economies where a larger proportion of employees are able to
work remotely should be less vulnerable to strict lockdown measures [Papanikolaou
and Schmidt, 2020].

We are also conducting research where more than one network time series inter-
acts. So, for example, one can already see suggestions in the media on how coun-
tries” lockdown policies influence each other. For example, the second UK lockdown
on 5th November was made politically easier because of recent lockdowns in major
European neighbours. Hence, the stringency index time series (and the COVID-19
deaths) could also be represented by network time series and there seems to be no
reason why the PMI and stringency index networks would have to be the same.
Finally, further extensions to network time series might be considered, such as time-
varying parameters that can be used to create a locally stationary network time se-
ries process, or permitting edge-distances to change and be modelled (e.g. as exports

vary between countries over time).
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Chapter 3

Fully NonParametric MIDAS: A
New Approach for Nonparametric
Mixed Frequency Time Series

Regression

3.1 Introduction

Mixed frequency regression has emerged as a vital tool in econometrics, allowing
for the exploitation of information contained in higher-frequency regressors for the
prediction of lower-frequency variables. Rather than discarding this information by
simply aggregating the observations of the higher-frequency variable, such as by
using an equally weighted average, to match the lower frequency variable, Ghy-
sels et al. [2004] introduced MIDAS regression models that allow the estimation of
alternative, parsimonious weighting schemes.

Breitung and Roling [2015] extend these models by estimating the weighting
scheme in nonparametric fashion. However, their proposed model remains linear
in the input process. Our contribution is to provide a further extension, permitting
the estimation of a potentially nonlinear relationship between the regressor and the
regressand at each time period, thereby greatly increasing the flexibility of the MI-
DAS model without substantial increases in computational complexity.

Suppose that we are provided with a single time series {y}'} observed at a low

sampling frequency, equal to one time period, for periods 1 to T. At time T, we aim
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to obtain a /i-step ahead forecast of y%.,, using N high-frequency regressors {xﬁ}
Throughout this chapter, we will refer to all variables in a given model belonging
to a single time series as a single ‘regressor’. For example, a model dependent on
multiple lags of a single time series variable will be described as having only one
regressor.

For ease of exposition, we assume that all high-frequency regressors are observed
at sampling frequency m. For the cases where this frequency varies with time (e.g.
the number of days in a month is not constant), one can simply take m as the largest
frequency in the data set. Finally, we take as given that the maximum high-frequency
lag order of the regressors that contains ‘relevant information” is known in advance
and equals J; for regressor i. In practice, this can be selected using information crite-

ria as suggested in Ghysels et al. [2004].

Let these variables be related according to the nonparametric forecasting model

equation
L _ H H H L
Yern = fn(X00 X0 0 XN ) + €60 (3.1)
H _ (+H H H T . . L .
where Xy = (xi,t/ xi’tfl/m,...xi/tfjl_/m) are fixed inputs and {et } are ii.d. mean

zero random errors. We will refer to (3.1) as the unrestricted mixed frequency regres-
sion model. This chapter will focus on the case of a univariate dependent variable,
but readers may refer to the references contained in Chapter 12.4 of Ghysels and
Marcellino [2018] for an overview of the vast literature regarding mixed-frequency
vector autoregressions.

This chapter proposes the estimation of a model that imposes additional struc-
ture to (3.1) with intuitive properties that are well-suited to typical applications in
time series regression, but remains far more flexible than traditional linear models.
We refer to this model as either the restricted mixed frequency regression model or
the Fully NonParametric Mixed DAta Sampling (FNP-MIDAS) regression model;

the justification for the latter name will be made clear in Section 3.2. It is defined by

N Ji

Yien = 0n+ ) 5h,i,j¢h,i(xﬁ_j/m) + € (3.2)
i=1;j=0
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where coefficients a;, f,;; and component functions ¢, ; must be estimated. Let ¢y, ;

belong to the univariate third order total variation class

®5(C) = {<p TV (p®)) < c}, (3.3)

where C > 0 is a constant, TV(-) is the total variation operator and ¢(®) is the third
weak derivative of ¢. Wang et al. [2014] proves that the trend filtering nonparametric
regression method, which we recommend in Section 3.3.2, attains the minimax op-
timal error rate for estimating functions in this class. However, we emphasise that
other nonparametric regression methods can be used for FNP-MIDAS modelling.

At first glance, this would appear to be nothing more than a generalised additive
model (GAM) in the high-frequency inputs, which have been an extremely popular
approach to simplifying multivariate nonparametric regression problems since be-
ing introduced in Hastie and Tibshirani [1986]. Readers are referred to Wood [2017]
for a more detailed discussion of GAMs, or Simon et al. [2018], Baquero et al. [2018]
and Gustin et al. [2019] for recent applications of GAMs to time series forecasting
problems. However, closer inspection reveals a further constraint that is not present
in traditional GAMs: we assume that inputs from the same time series {let} but
different lag orders (indexed by j) are transformed by the same component func-
tion ¢y,;. Rather than estimating YN, (J; + 1) component functions in the case of
GAMs, only N component functions and Y~ ; (J; + 1) + 1 coefficient parameters are
estimated using our method.

To better illustrate the intuition behind the model structure, we offer a simple
example. Suppose that we aim to estimate a regression model to predict daily (or
any lower frequency) pollution levels using daily rainfall and temperature measure-
ments over a year. Given the short length of the pollution time series, overfitting in
the unrestricted model may lead to a substantial difference in the component func-
tion estimate of the first-day lag of rainfall compared to its second-day lag. Such a
difference may be hard to justify from theory: why would weekly pollution react so
differently to a single day’s difference (up to a constant that accounts for the dimin-
ishing impact of over time)? Indeed, linear models used for time series forecasting,

such as autoregressive models, implicitly assume the component functions are the
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identity function for all lags.

The restricted mixed frequency model prevents these inter-lag differences by ap-
plying the same component function ¢; () to all high-frequency lags of the regres-
sor, while the f,; ; coefficients allow the magnitude of the impact to be scaled by lag
order. However, a differently-shaped component function is allowed for different
regressors. To further reduce model complexity, the coefficients themselves may be
estimated in nonparametric fashion using smoothness penalties that penalise large
fluctuations in adjacent intra-time-series coefficients, but allow for large inter-time-
series variation. This approach is adopted for our proposed estimation algorithm.

Finally, as with the related MIDAS literature that will be described in Section 3.2,
mixed frequency regression models tend to omit explicit autoregressive terms as "the
notion of autoregression implicitly assumes that data are sampled at the same fre-
quency in the past" (Ghysels et al. [2004]). Although the FNP-MIDAS specification
assumes all regressors are sampled at the same frequency for rotational simplicity,
no modifications to the backfitting estimation algorithm described in Section 3.3 are
required to relax this assumption and treat autoregressive terms as another regres-
SOf.

This chapter will proceed as follows. Section 3.2 discusses how the restricted
mixed frequency model relates to MIxed DAta Sampling (MIDAS) regression, Sec-
tion 3.3 proposes a simple approach for estimating the restricted mixed frequency
model, and Section 3.4 provides a brief theoretical discussion of the methodology.
Finally, Section 3.5 provides a detailed Monte Carlo simulation study and experi-
mental results comparing the restricted model to previously-developed MIDAS re-
gression models on a real world data set involving the forecasting of atmospheric

pollution levels using meteorological variables.

3.2 Relationship to MIDAS Regression

The MIDAS regression model proposed in Ghysels et al. [2004] for h-step ahead fore-

casting of a low-frequency time series variable {y}} using a single high-frequency
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regressor {x{'} is given by
i = oy + by C(LY™;0,)xt + ef,, (3.4)

where L denotes the lag operator, oy, by, € R, €; denotes the forecast error for the
target variable at time t, and the coefficients of the high-frequency lag polynomial
C(LY™; ) = Z]]-:O c(j; 0)LI/™ satisfy 2][:0 c(j;0) = 1. In order to obtain a parsimo-
nious forecasting model and mitigate the problem of multicollinearity in the regres-
sors, Ghysels et al. [2006] suggested that these coefficients should be restricted to
follow a specification that is parameterised by a relatively small number of parame-

ters. For example, the widely-used exponential Almon lag specification

o P(E)

= (3.5)
Zf:o exp (Zle qufl>

can account for a variety of different lag distribution shapes through changes in the
0 = (01,0, ..., OQ)T € RQ vector, where Q < J. These include monotone increasing,
monotone decreasing, and single-humped distributions. Another commonly-used
weighting scheme is the beta polynomial first introduced in Ghysels et al. [2007]. As
highlighted by Ghysels et al. [2020], the MIDAS approach may be more appropriate
than using either lasso or ridge regression estimators for the coefficients, as it may be
the case that many smaller contributions are distributed across the high frequency
lags in a smoothly decaying fashion. It is worth noting that the regressors need not
be observed at a higher frequency than the target variable. Indeed, in our experiment
in Section 3.5.2, both input and output time series are observed at daily frequency.
Engle et al. [2013] provide an example of using lower-frequency macroeconomic
variables to predict higher-frequency measures of stock market volatility.

MIDAS regression ranks among the most popular methods for forecasting lower-
frequency time series from higher-frequency inputs in the econometrics literature.
Notable examples include Clements and Galvao [2008], Clements and Galvao [2009],
Armesto et al. [2010], and Andreou et al. [2011].

Rather than explicitly choosing a lag specification for the MIDAS coefficients,
Breitung and Roling [2015] propose nonparametric MIDAS (NP-MIDAS), where lag
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coefficients are directly estimated using a smoothness penalty function to prevent

excessively large fluctuations between time-adjacent coefficients. Let
Yeen = an + B(LY™)xf +efyy, (3-6)

where B(LY/™) = Z]I:o ﬁh,ij /m_ Coefficient estimates may be obtained by minimis-

ing the objective function

T

L(ay, B,) = Z (ytLJrh —ay — B(Ll/’")x?)2 + A HD(Z),Bh‘

: (3.7)
=1 2’ '

where B, = (B0, Bu1, s Bry) - D®) ¢ RU-K*J denotes the k-th order discrete

difference matrix and for k = 1 is defined by

-1 1 0 0 0
0 -1 1 -~ 0 0

DW= | , (3.8)
0 0 0 -1 1

while discrete difference matrices of order k > 1 are then defined recursively, by

truncating the first factor to the appropriate dimension, according to
pk+t) = pOpK)., (3.9)

Another relevant extension to the standard MIDAS framework are the semipara-
metric MIDAS models described in Ghysels et al. [2020]. In the single-index MI-
DAS model (SI-MIDAS), temporal coefficients still follow some parametric weight-
ing scheme, but the resulting weighted sum is transformed by a link function that is

estimated in nonparametric fashion. The SI-MIDAS model can be written as
Yirh =8 (C (L eh)x{{> +efn (3.10)

where g(-) is estimated using kernel methods. Estimates of the parameter set 6, are
obtained by nonlinear least squares (NLS), jointly optimised with the kernel band-
width. In a similar vein, the jointly elicitable MIDAS (JE-MIDAS) model proposed
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by Xu et al. [2022] involves optimising parameters to minimize a scoring function
that is a nonlinear transformation in the higher-frequency inputs, in order to fore-
cast portfolio risk measures.

While traditional MIDAS models are designed to mitigate the problems of high
dimensionality relating to large numbers of lags, Mogliani and Simoni [2021] intro-
duce Bayesian MIDAS as a means to avoid over-fitting for high-dimensional input
variables, using Group Lasso penalization with a spike-and-slab prior on the Almon
lag polynomial parameters, where each group corresponds to a different regressor.

Our restricted mixed frequency regression model (3.2) may be interpreted as an
extension of nonparametric MIDAS and an alternative to semiparametric MIDAS,
either by relaxing the assumption of linear dependence of the dependent variable
on the high-frequency regressors in the former case or by estimating the temporal
coefficient structure using nonparametric methods in the latter case, while maintain-
ing an additive structure that is straightforward to estimate. Therefore, we refer to
our approach as ‘fully nonparametric MIDAS” (FNP-MIDAS). Our method is im-
plemented for multiple high frequency regressors, unlike the earlier two methods.
However, unlike Bayesian MIDAS using Lasso-type penalties, our method is not
suitable for very high-dimensional inputs, as we do not perform any regularisation

across multiple regressors.

3.3 Estimation

Given maximum lag orders J; € 7% fori € {1, ..., N}, we aim to estimate the coef-
ficient parameters ay, B,;; € R foralliand j € {0, ..., J;}, and component functions

¢ni : R — R of the restricted mixed frequency regression model

N i

Yeen =0+ Y Y Brijbni(xii—jsm) + €fin (3.11)
i=1j=0

Let us first introduce some additional matrix notation used in the pseudocode of
our estimation algorithm. The coefficient vector corresponding to the i-th regressor

is denoted by
B: = (Brio, Brits - Bris) (3.12)
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the output vector is denoted by

YL = (y1+h+[(]+1)/m},yz+h+[(I+1)/m1,---,yT)T, (3.13)

lisa (T — [(J+1)/m]| — h)-length vector of ones, the i-th regressor matrix is defined

by

T
H H H H

and the error vector is denoted by

et = (€14 nt [(+1)/m]r €24ht [(J41) /] s er)’. (3.15)

We also adopt the convention of denoting the elementwise application of a scalar
univariate function f(-) to a matrix X by f(X). Then we can rewrite the FNP-MIDAS
model (3.11) as

7= a1 Y gy, (0B, + (3.16)
i=1

The following steps provide a summary of the backfitting algorithm (Algorithm

1) with references to the corresponding lines of code in brackets.

1. The component functions ¢y, ; are initialised as identity functions (Line 4). This
ensures that if a linear model is appropriate, the FNP-MIDAS model will not
perform unnecessary iterations of the backfitting algorithm, and instead return
results comparable to the standard MIDAS model. However, to reduce the
risk of the overall FNP-MIDAS model fit being caught in a local optimum,

sampling from alternative function spaces is possible.

2. The coefficient parameters are estimated from the resulting regressors using
a nonparametric regression technique that penalises large fluctuations in the
within-regressor coefficients, so that the scaling of the component functions
does not differ substantially by high-frequency lag order (Line 6). This can
viewed as an extension of NP-MIDAS to multivariate time series regressors

and alternative penalty functions.

3. Sequentially obtain new estimates of component functions ¢y, ; for each regres-

sor i = 1,.., N, by regressing the residuals from using the latest coefficient
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estimates and other component function estimates on a given regressor, sub-

ject to scaling by the corresponding set of scalars { By, ; } (Lines 7 and 8).

]:0, y ]1'
The nonparametric regression techniques that may be applied to this problem
are described in Section 3.3.2. In practice, we compute a weighted average of
the resulting component function estimate and the estimate from the previous

iteration to use as the output of this step, in order to improve stability of the

algorithm.

4. Repeat steps 2 and 3 until either when the resulting sum of squared residuals
fails to decrease by a specified percentage, or when the the maximum number
of iterations is reached (Line 11). This guarantees convergence of the algo-

rithm.

Algorithm 2 describes how the resulting fitted FNP-MIDAS model can be used to
obtain predictions for different input values. Procedures CoefEst, CompFunEst and
RegressionPredict contained within these algorithms are defined in later sections.

3.3.1 Coefficient Estimation

Given the restricted mixed frequency regression model

N i
Yeen =@+ 3 Y B jbni (i) + € (3.17)
i=1j=0

we aim to estimate a; and By, ; given fixed ¢y ; for all i. We can extend the objec-
tive function in (3.7) to multivariate time series regressors and nonlinear component

functions by minimising the objective function

T—h N Ji 2
L(an, By, By) = ) (%ﬂh —an =) ) BuijPni <x£,{tj/m)> +

t=[(J+1)/m] i=1j=0

Ai HDEZ),BZ. E (3.18)

The optimisation problem aims to minimise the sum of squared residuals of the esti-

mated restricted mixed frequency regression model, regularised by penalising large
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Algorithm 1: Backfitting Algorithm for Fully Nonparametric MIDAS Esti-
mation

1 procedure BackFit (yL, XH, . X, knaxo, kmax,l)

Input: Observed low-frequency output time series stored in y*;
standardised high-frequency input time series stored in X!, ..., X&,
proportional decrease in sum of squared errors required at each
step tol, maximum iteration numbers Ky x,0, kinax,1-

Output: Coefficient estimates &, Bl, . ,BN, component function fits

$1 (X{{), o PN (X%), original input time series X .., Xg.

2 | k<0

3 forie {1,..,N} do

o LM e

5 repeat

. k+1 (k+1) A (k A (k
6 @k, B, LBy - Coefst (1,617 (X1, .., 61 X))
A (k+1
] e e
CompFunEst (y a1 Z A ( )B e XH, ,31k+1 Kax 1)
8 fori € {2,..,N} do
9
qAbl.(kH)(X ) + CompFunEst (y Sy -
i—1
. (k+1) (k 1 ~(k+1)
](k+1)(qu) - Z ‘P] XH ﬂ v .B o muxl)
j=1 j=i+1
A&H) L _ alk+1)q (k+1) (yeHy pk+1)
10 e —y —y¥ 14’ (X! )B;
11 k<—k+1
12 until Hé(")H > (1 — tol) ‘ =1 or k = Kpaxo;
13 | return ak-), Ag ),...,ﬁ%_l),éik_l)(X{{),...,cf)%(_l)(Xﬁ),X{{,...,Xﬁ

Algorithm 2: Fully Nonparametric MIDAS Prediction

1 procedure Predict( BackFit, me Lo XE N2

Input: Output list returned from Algorithm 1 using same notation
BackFit; new high-frequency input time series stored in
Xnew 17 207 XnHew,N‘

Output: Predictions y%, .
2 | forie {1 . N} do

3 L ¢i(X!L,;) < RegressionPredict <¢Z( Hy, X,Ifewl>

4 erew — a1+ Z =1 4)1( znew)ﬁi
5 return yL,
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second-order differences in the coefficient vectors of each regressor. The same regu-
larisation parameter A applies to all coefficient vectors, in order to reduce the com-
putational cost of tuning. Consequently, we standardise all explanatory variables
before the coefficient estimators are computed.

Alternatively, by replacing the L2-norm penalty with an L1-norm penalty, we can
express the objective in (3.18) as a generalised lasso problem with a specific form of
penalty matrix. Tibshirani and Taylor [2011] characterise generalised lasso as all

optimisation problems that can be expressed in the form
1 2
min 3 1y = XBI3 + 1 [PBl.. (319)

Therefore, (3.18) can be interpreted as a generalised lasso problem where y = y’,

X = (1, 1 (Xf) s PN (X%)), B = (ah,ﬁlT,..., ,BI,)T, and the penalty matrix is

given by

o ¥ o 0
o o D .. 0

P=| e (3.20)
0 0 0 DY

The CoefEst procedure in Algorithm 1 takes advantage of the highly efficient im-
plementation found in the R package genlasso (Arnold and Tibshirani [2020]), which
uses a path algorithm to compute solutions to the Lagrange dual problem of (3.19)

for multiple values of A simultaneously.

3.3.2 Component Function Estimation

Returning to the restricted mixed frequency regression model

N i
Yion =+ Y Y Buibni(xi ) + el (3.21)
i=1j=0

and given fixed coefficient estimates from the previous section, we now examine

different nonparametric regression methods for estimating the component functions

.....



58

the rest of the model as fixed. We can then rewrite the model as
Ji . .
Z-ip = Z,Bh,i,jfph,i (xi,t_j/m) + €, (3.22)
j=0

where the dependent variable is given by the partial residual

Ji
Z_jt = ytL+h — &y — Z Z Buk,jPnk (x;fﬂ_]-/m> . (3.23)

k#i j=0

The relevant optimisation problem is thus

T—h Ji 2
argmin 2 (Zi,t — E ,Bh,i,j(}bh,i <sz,{zf]/m)> + /\P((Ph,i)/ (324)

Pri t=[(J4+1)/m] j=0

where AP(-) is a regularisation term that will be specified later. Because the same
component function is applied to each lag order j for each regressor i, we cannot
treat (3.22) as an additive model as defined by Hastie and Tibshirani [1986]. To the
best of our knowledge, this is a novel estimation problem in the nonparametric re-
gression literature. Therefore, we modify the backfitting algorithm typically used in
generalised additive models and related to the alternating conditional expectations
algorithm described in Breiman and Friedman [1985].

For each regressor i and lag order j/, it may seem logical to regress the rescaled

partial residuals given all other regressors and lag orders

H
Zoip = i BhijPh,i (xi,t_]'/m)
By

(3.25)

on x

it—j/m to obtain a new estimate of ¢,; and somehow ‘combine’ these estimates

over all j'. Unfortunately, the component function ¢y, ; also appears on the left side of
the regression equation. Therefore, we propose the iterative approach of Algorithm
3.

The following steps provide a summary of Algorithm 3 with references to the

corresponding lines of code in brackets.
1. Initialise the component function as the identity function (Line 3).

2. For each high-frequency lag j, perform the following two steps:
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(a) Perform a univariate nonparametric regression as described in (3.25), but
where the component function ¢y, ; is taken from the estimated component
function in the previous iteration. This is represented by the function

RegressionFit in our pseudocode (Line 7).

(b) Predict the values of ¢,; for the other high-frequency lags by interpo-
lating over the fitted values from the previous step using natural cubic
spline interpolation, represented by the RegressionPredict function (Line
8). We refer readers to Turner [1994] for an overview of the most widely-
used interpolation methods. Of course, spline interpolation (or any other
interpolation technique for that matter) would not be appropriate for Re-
gressionFit, since in that step we aim to extract an underlying regression
function that would be ‘smoother” than the noisy dependent variable it-

self.

3. Return the weighted average of the | + 1 component function estimates eval-
uated at X, where the weights are proportional to the absolute value of the
corresponding coefficient (Line 9). Intuitively, the algorithm focuses on the

high frequency lag with greatest “impact’.

4. Repeat steps 2 and 3 until either when the resulting sum of squared residuals
fails to decrease by a specified percentage, or when the the maximum number

of iterations is reached (Line 12).

For larger datasets, we propose two possible modifications that would be more
computationally feasible, at the cost of being more likely to be caught in a local

optimum.

1. Rather than estimating regression functions for all | + 1 lags, select j as the

high frequency lag that satisfies

j = argmax|Byi |- (3.26)
]/

Just as in Algorithm 3, this modification focuses on the high frequency lag with
greatest ‘impact’. However, it is less computationally costly than obtaining

new regression fits for all the lags and averaging over them.
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Algorithm 3: Component Function Estimation Algorithm

1 procedure CompFunEst(y, X, B, tol, kyax)

Input: Dependent variable vector y, regressor matrix X = (xo, X1, ..., X}),
coefficient vector g = (Bo, ..., B ])T, proportional decrease in sum
of squared errors required at each step fol, maximum iteration
number k4.

Output: Component function estimate ¢(X).

2 k<0

3 | O(X) X

4 repeat

5 PE (X) = Ogim(x)

6 forj € {0,1,..., ]} do

—)il i Py b(k) !
7 4’]k+1 (xj) < RegressionFit <y L4 l;’j(p & ),x])
8 (p}kﬂ)(X) — RegressmnPredlct( ]( )(xj) X)
- » B
: P0G D00 + g 00
L =0IPf

10 olk+1) y — (i)(k+1) (X)ﬂ

11 k—k+1
12 until Hé(k)H > (1 —tol) ek- DH or k = kax;
13 | return cﬁ(k*l)(X)

2. Alternatively, randomly sample j from {0, 1, ..., ] } with probability weights

18]

. (3.27)
Z:]’:O }ﬁf,

The final component of the fully nonparametric MIDAS model estimation is the
approach used to estimate the component functions ¢U) in Algorithm 3. We will fo-
cus on applying the trend filtering method proposed by Kim et al. [2009]. Roughly
speaking, trend filtering may be interpreted as a computationally fast approxima-
tion to the local adaptive regression spline estimate. Specifically, the trend filtering
estimate attains the same minimax rate of convergence in mean squared error as lo-
cally adaptive regression splines for functions of bounded total variation, which is
faster than the rate attained by linear smoothers. However, the reader may substitute
any nonparametric regression algorithm for the RegressionFit procedure in compo-
nent function estimation algorithm. Moreover, to reduce the impact of outliers on
component function estimates, it may be necessary to follow an outlier correction

methodology (e.g. Giannone et al. [2008]).
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Using the trend filtering approach with the fast algorithm proposed by Ram-
das and Tibshirani [2016], the overall computational complexity of Algorithm 1 for
each iteration k is O(NmT), where N is the number of input time series, m is the
sampling frequency and T is the total number of low-frequency observations. The
CompFunEst procedure is skipped in NP-MIDAS, which can be considered as the

computational cost of moving beyond linear dependence.

3.4 Uniqueness of Component Function Estimates

FNP-MIDAS estimators are the solution of an iterative algorithm that alternates be-
tween optimising coefficient and component function estimates, where joint estima-
tion is not possible due to identifiability issues. As an example to illustrate this issue,
a univariate FNP-MIDAS model where the coefficients are multiplied by a constant
scalar and the component function is divided by the same constant would result in
the same prediction error. We again emphasise that the primary motivation behind
the design of the FNP-MIDAS model is to improve forecasting performance. Simu-
lation experiments in Section 3.5.1 show convergence of model parameter estimates
to the true parameter values, but a full mathematical proof of consistency is beyond
the scope of this paper and would be the focus of further research.

However, we can demonstrate that the component function estimation problem
of FNP-MIDAS introduced in the previous section, holding the high-frequency coef-
ficients constant as in the backfitting algorithm, is a generalisation of that of additive
models with trend filtering introduced in Sadhanala and Tibshirani [2019]. By ap-
plying straightforward modifications to the theoretical results in that chapter, we are
able to show the uniqueness of the component function estimates under reasonable
assumptions. For ease of notation, let us assume that frequency m > J; + 1 for all ,
where J; is the maximum high frequency lag of the i-th time series regressor.

The optimisation problem of the FNP-MIDAS model with trend filtering, using

the d-th order trend filtering penalty, can be written as

2
. (328)

N
g ()

N
xt!, b (x!
AL [[p Vs ()]

) 1
min -
1,02, PN 2 )
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where B; € R(T=[U+1)/m]=h)x(m(T-[(J+1)/m]=h)) jg defined as

bi 0, - 0,
0, b --- 0
B; = m ‘Z m , (3.29)
0, 0, - b
and where b; € R is defined by
-
b; = (/sZT ,o,...,o) , (3.30)

0, is an n-length vector of zeros, y‘L denotes the sample mean of yL, and S; denotes

the permutation matrix that sorts the i-th time series regressor

H

H H H
X = (X1 (1) ] X2 [(42) /] o Xi T—n) (3.31)

into increasing order. Recall that B; in our mixed frequency model is the vector
of high-frequency coefficients corresponding to the i-th regressor. Additive models
with trend filtering are the special case where m =1, b; = 1.

Following Tibshirani [2014] and Sadhanala and Tibshirani [2019], let us first de-
fine the falling factorial basis, which can be used to represent any solution to the
trend filtering problem. Letn = m(T — [ (] 4+ 1)/m] — k). Then the d-th order falling

factorial basis matrix H®'4) € R"*" is defined by

x,-H ,d)

He =m0, (3.32)

where, given a set of n knot points x1, x, ..., x,; that are the sorted elements of sz

(that is Siqu ), the dth order falling factorial basis functions hy, hy, ..., h, are defined

by
h(x) =TT_1(x—x;), t=1,..,d+1
(3.33)
Beparr (%) =TT (x — xp0g) - 1{x > xp04}, t=1,.,n—d—1.
Let us partition H™"4) into two matrices. Matrix P®4) consists of the first d + 1

(xi'd)

columns of H that contains values of the pure polynomial basis functions, while
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()

K®'4) consists of the last # — d — 1 columns of H that contains values of the

knot-producing functions. Again following the notation of Sadhanala and Tibshirani
(x/'d)

[2019], let us denote the matrix P4 with first column removed by P and let
y
M = I, — 11" /n be the n x n centering matrix. We can then define
o~ ~ (vH ~ (vH ~ (vH
p=wMm|B PN Bp2 ...,BNP(XN"”} : (3.34)

Let U € R("<(=dN-1)) ha a matrix with orthonormal columns such that UU" is

the projection operator onto the space orthogonal to the column span of P and define
K =U'M |[B,KX'4 BKX'A), ...,BNK(X’ﬁ/@] . (3.35)

Finally, let us restate the definition of general position from Tibshirani [2013],
which is used to provide a sufficient condition for the uniqueness of the lasso prob-
lem solution. A matrix A € R" ™ has columns in general position if, for any
k + 1 columns indexed by iy, ..., ix;1 such that k < min {n,m} and any set of signs

01,02...,0k11 € {—1,1}, the affine span of 01A;, mA, ..., 0k+1A;, ., contains no ele-

ik+1

ment of {:l:Al' t1F£ 0, ik+1}.

Theorem 3.4.1. If P as defined in (3.34) has full column rank and K as defined in (3.35) has
columns in general position, then the component function fits ¢; (x!') in (3.28) are uniquely

determined forall i € {1,2,..,N}.

The proof of Theorem 3.4.1 is a straightforward modification of of Lemma 2 in
Sadhanala and Tibshirani [2019], where the matrices B;¢; (x!?) replace ¢; (x!?) for all
i =1,.., N and are carried through at each step of their proof. Briefly, this involves
showing that the optimisation problem in (3.28) is equivalent to a lasso problem with
uniqueness guaranteed by Lemma 3 of Tibshirani [2013]. In practice, for identifia-
bility of the solutions of the joint optimisation problem over both coefficients and
component functions, we rescale the coefficient vectors for each of the N regressors
such that the largest element is equal to some arbitrary constant. Therefore, the co-
efficient vector should only be used to compare the magnitude of impact of different

high-frequency lags.
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3.5 Illustrations

3.5.1 Simulated Data

We now examine the properties of FNP-MIDAS models using a comprehensive Monte
Carlo simulation study based on the methodology of Andreou et al. [2010], but ex-
tending it to cases beyond ¢(x) = x. We do not compare our results to other MI-
DAS models examined in the real data experiment in the following section, because
these models implicitly fix the component function estimate as the identity function,
which would unsurprisingly result in inconsistent coefficient estimates whenever
the component function deviates from this.

The data generating process is given by

yr =05+15Y c(j;0)L/"p(x) + ey, (3.36)
j=0

c(j; 8) follows the Almon lag specification in Equation 3.5 with parameters cor-

responding to one of
1. rapidly decaying weights 8 = (0.0007, —0.05) T,
2. slowly decaying weights 8 = (0.0007, —0.006) T,
3. near-flat weights 8 = (0, —0.0005) ';

x; is generated from one one of three processes

1 xm XN(O,1),

2. Xijm = Otjme/m Where 02, = 0.25+0.15(x;_1/,n)2 and ey =" N(0,1) (ARCH(1)),

3. Xim = 0.5+ 0.2%,_1 /m + €1/m Where e,/ 5 N(0,1) (AR(1));

and €; N (0,0.125). We examine three component functions that are commonly

used as activation functions in the machine learning literature:
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Three sample sizes T € {50,100,200} are considered at one of three sampling
frequencies m € {4,8,16}. For each combination of experimental settings for the
x-type (the DGP of x;), ¢-type (the component function ¢(x)), T and m, we run
200 simulations. For improved stability, we set component function estimates at
each iteration k equal the weighted average of the output of CompFunEst and the
estimate at the previous iteration, with weights of 0.01 and 0.99 respectively. We also
set tol = 107%, kjar0 = 100 and kg1 = 1.

The results of this experiment in terms of coefficient estimation error and com-
ponent function estimation error are provided in Table 3.1 and Table 3.2 respectively.
The component function MSE is based on the errors of the estimated ¢ for the sam-
pled input values for the first high-frequency lag, which has the largest coefficient.

We find that estimation error for either the coefficients or the component func-
tions tend to decrease with sample size under all experimental settings, providing
empirical evidence of desirable finite sample properties. Even in the cases where es-
timation error does not decrease for coefficients, it decreases sharply for component
functions (or vice versa), reflecting an overall reduction in output prediction error.
However, we find that the rate of improved performance from increased sample size
is generally slower when the input time series exhibit autocorrelation. Finally, we
note that our results our robust across different sampling frequencies and different

Almon lag specifications.

3.5.2 Forecasting Atmospheric Pollution using Meteorological Conditions

We now turn our attention to a real-world example, evaluating the performance of
the FNP-MIDAS model for forecasting the daily average atmospheric concentrations
of pollutants in Guangzhou, China, which is a small subset of the full data set cov-
ering 284 Chinese cities that is analysed in Yang et al. [2021]. Air pollution forecasts
offer a crucial foundation for implementing pollution control measures and mitigat-
ing harmful exposure to the general population.

The pollutants we forecast include particulate matter of diameter 2.5 um or less
(PM25) and ozone (O3) in Guangzhou between the 1st of January 2015 and the 31st of

December 2018 and are measured in terms of daily average concentration in pg/m3.
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m T 4 8 16

¢(x) X exp(—¢Y) = x exp(—Y) o= X exp(—¢Y) =
Rapidly decaying weights

11D 50 1.25e-2 1.69e-2 1.98e-02 5.60e-2 5.37e-2 7.34e-2 2.18e-1 2.19%e-1 2.38e-1

100 1.28e-2 1.59e-2 2.63e-02 5.52e-2 5.4le-2 6.28e-2 2.17e-1 2.19e-1 2.27e-1
200 1.35e-2 1.47e-2 1.16e-02 5.56e-2 5.56e-2 5.69e-2  2.18e-1 2.19e-1 2.17e-1

ARCH(1) 50 1.17e-2 6.68e-3 3.29e-2  5.07e-2 3.95e-2 4.44e-2 1.69e-1 1.3%-1 1.12e-1
100 1.20e-2 1.16e-2 1.27e-2  4.23e-2 2.58e-2 3.89e-2 1.73e-1 9.29e-2 1.27e-1
200 1.21e-2 4.16e-3 6.77e-3  4.06e-2 2.49e-2 3.40e-2 1.6%e-1 1.27e-1 1.12e-1

AR(1) 50 1.63e2 1.28e-2 1.56e-2  5.62e2 4.48e-2 6.13e2 2.10e-1 1.71e-1 1.66e-1
100 1.61e-2 1.29%-2 1.16e-2  5.65e-2 4.72e-2 4.44e-2 2.08e-1 1.82e-1 1.72e-1
200 1.64e-2 1.37e-2 1.23e-2  5.68e-2 4.80e-2 4.64e-2 2.10e-1 1.79%-1 1.68e-1

Slowly decaying weights

1D 50  4.85e-4 2.30e-3 2.88e-2  8.23e-4 1.20e-3 1.04e-2 3.23e-3 3.72e-3 1.10e-2
100 2.79e-4 3.85e-4 1.10e-2  1.10e-3 1.73e-3 8.91le-3 3.33e-3 2.97e-3 5.25e-3
200 1.80e-4 5.48e-4 3.3%-3 8.29%e-4 8.66e-4 3.01e-3 3.20e-3 3.09e-3 5.71e-3

ARCH(1) 50 1.24e-4 1.87e-3 5.85e-2  8.17e-4 9.39e-4 1.37e-2 2.34e-3 2.54e-3 7.33e-3
100 1.09e-4 1.16e-3 1.20e-3  6.84e-4 7.33e-4 6.58e-3 2.40e-3 2.02e-3 3.73e-3
200 1.75e-4 6.65e-4 5.80e-3  4.86e-4 4.42e-4 5.08e-3 2.32e-3 1.47e-3 3.84e-3

AR(1) 50 1.77e-4 2.62e-4 5.33e-3  7.55e-4 5.70e-4 6.49e-3 294e-3 2.29e-3 4.47e-3
100 1.87e-4 1.36e-4 453e-3 8.15e-4 6.39%-4 9.02e-4 2.93e-3 2.5le-3 3.22e-3
200 2.04e-4 1.37e-4 6.23e-4  7.97e-4 6.43e-4 2.02e-3 294e-3 2.46e-3 2.64e-3

Near-flat weights

1D 50 9.29e-4 1.46e-3 2.96e-2  9.38e-5 8.7le-4 117e-2 8.69e-5 3.71e-4 6.51e-3
100 1.22e-4 6.71e-4 1.32e-2  6.14e-5 3.14e-4 5.04e-3 5.34e-5 1.5le-4 2.59%e-3
200 1.49e-4 4.48e-4 1.13e-2  4.98e-5 7.76e-5 2.27e-3 3.40e-5 7.57e-5 1.60e-3

ARCH(1) 50 1.57e-4 1.07e-3 3.11e-2  49le-5 1.37e-3 1.19e-2  7.26e-5 4.16e-4 3.36e-3
100 3.34e-5 1.4le-3 9.34e-3  7.68e-5 4.55e-4 2.95e-3 2.29e-5 1.78e-4 2.30e-3
200 295e-5 2.20e-4 1.09e-2  2.12e-5 1.89e-4 2.88e-3 1.88e-5 9.03e-5 1.42e-3

AR(1) 50 3.46e-5 9.3%e-4 7.90e-3  1.82e-5 1.66e-4 5.17e-3 1.80e-5 8.72e-5 1.92e-3
100 7.25e-6 2.04e-4 3.24e-3  8.66e-6 5.03e-5 1.40e-3 2.06e-5 4.5%-5 5.44e-4
200 2.13e-6 7.56e-5 1.92e-3  3.89e-6 1.83e-5 9.75e-4 1.93e-5 2.6le-5 2.90e-4

TABLE 3.1: Coefficient estimation average mean squared error from

Monte Carlo simulations. m refers to sampling frequency, T is the

sample size, and ¢(x) refers to the component function of the true
process.

Both PM;,5 and O3 are known to contribute to a wide range of adverse health ef-
fects, even at levels substantially below national air quality standards (see Feng et al.
[2016] and Zhang et al. [2019]).

A previous study by Barmpadimos et al. [2011] on PM;g concentrations in Switzer-
land suggest that there may exist a nonlinear relationship between pollutants and
meteorological features, and so they apply generalised additive models to the re-
gression problem. Although most research in this area does not consider lagged
effects of meteorological conditions, both Barmpadimos et al. [2011] and Yang et al.
[2021] suggest their inclusion can significantly improve model performance. Our

FNP-MIDAS model accounts for both of these aspects of the pollution forecasting
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m T 4 8 16

¢(x) x exp(—¥?) = x exp(—¥%) o= x exp(—x%) o=

Rapidly decaying weights

J11D] 50 3.43e-3 3.93e-3 390e-2 6.95e-4 6.93e-4 327e-4  3.43e-5 2.23e-5 1.73e-5
100 8.23e-4 1.54e-3 1.83e-3  1.82e-4 1.63e-4 1.04e-4 7.72e-6 1.06e-5 2.49e-6
200 2.25e-4 2.23e-4 536e-4 4.78e-5 5.22e-5 1.38e-5 6.43e-6 4.13e-6 8.43e-7

ARCH(1) 50 1.14e+1 8.3le-1 7.00e-1  1.13e+1 1.04 6.58e-1  8.89 8.06e-1 6.34e-1
100 1.17e+1 9.00e-1 6.05e-1  1.12e+1 9.78e-1 6.38e-1 836 8.48e-1 6.28e-1
200 9.96 8.85e-1 6.35e-1  1.18e+1 1.08 6.28e-1  8.21 7.94e-1 6.31e-1

AR(1) 50 7.69 4.35e-1 7.83e-1 745 3.20e-1 2.72e-1 545 1.48e-1 7.00e-2
100 8.18 4.23e-1 6.12e-1  8.42 2.84e-1 1.71e-1  6.15 2.19e-1 6.83e-2
200 7.20 2.30e-1 422-1 711 2.26e-1 7.56e-2 741 2.07e-1 7.06e-2

Slowly decaying weights

11D 50 1.73e-1 2.74e-1 3.67e-1  3.82e-2  3.06e-2 2.74e-1  2.26e-3 2.23e-3 4.25e-2
100 1.34e-1 8.91le-2 322e-1 1.57e-2 1.32e-2 9.15e-2  7.27e-4 7.50e-4 1.08e-3
200 3.49e-2 3.77e-2 3.04e-1  4.21e-3 4.48e-3 7.73e-2  290e-4 3.23e-4 7.11e-5

ARCH(1) 50 5.90 5.53e-1 3.6le-1 6.73 6.22e-1 5.04e-1 793 6.47e-1 5.75e-1
100 6.60 5.27e-1 3.95e-1 819 7.15e-1 4.88e-1 8.84 7.85e-1 6.41e-1
200 6.56 6.49e-1 527e-1  8.89 7.56e-1 4.83e-1 828 7.91e-1 6.28e-1

AR(1) 50 3.25e+1 247 1.56 2.13e+1 1.36 9.55e-1 875 3.60e-1 1.14
100 3.14e+1 2.28 1.18 1.31e+1 1.35 9.7%-1  6.60 2.99%e-1 6.48e-1
200 2.28e+1 2.30 8.96e-1  1.10e+1 6.60e-1 8.7le-1  7.64 2.20e-1 5.50e-1

Near-flat weights

11D] 50 1.89 5.6%-1 4.87e-01 1.56 5.44e-1 548e-01 5.51e-1 2.76e-1 4.53e-01
100 1.65 5.38e-1 5.14e-01 1.20 3.96e-1 4.11e-01 9.45e-2 2.47e-1 4.08e-01
200 141 4.97e-1 491e-01 6.73e-1  4.04e-1 4.52e-01 4.87e-2  1.02e-1 3.21e-01

ARCH() 50 6.02 4.73e-01  4.50e-01 5.27 5.12e-01 3.11e-01 5.00 431le-01  4.58e-01
100 5.79 4.93e-01 3.13e-01 5.78 5.21e-01 3.66e-01 6.07 5.10e-01 3.49e-01
200 5.27 4.90e-01 3.53e-01 5.45 4.95e-01 3.61le-01 6.05 4.90e-01 3.93e-01

AR(1) 50 4.47e+1 258 1.45 4.13e+1 243 1.39 3.27e+1 2.08 1.30
100 3.97e+1 2.36 1.24 3.5%+1 244 1.40 3.07e+1 217 1.08
200 4.17e+1 2.63 1.30 4.12e+1 2.58 1.26 241le+1 192 1.37

TABLE 3.2: Component function average mean squared error from
Monte Carlo simulations. m refers to sampling frequency, T is the
sample size, and ¢(x) refers to the component function of the true
process.

problem, by allowing for nonlinearity in the component functions and multiple lags.

We separately evaluate the predictive power of five different meteorological vari-

ables (and lags thereof) on forecasting PM> 5 and Og, for a total of ten experimental

cases. These include (i) relative humidity (%), (ii) rainfall (mm), (iii) hours of sun-

shine, (iv) temperature (Celsius) and (v) wind speed (m/s), all observed on a daily

basis. We use the contemporaneous observation and the latest 7 lags of these vari-

ables as inputs to our forecast. The first two thirds of the observations are used as

the training set, with the remaining third is used to compute out-of-sample forecast

errors.
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FIGURE 3.1: Component function estimates for O3 forecasts using
meteorological variables. The dashed line is the identity function.
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FIGURE 3.2: Component function estimates for O3 forecasts using
meteorological variables. The dashed line is the identity function.
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Figures 3.1 and 3.2 show rescaled (so that coefficients are identifiable) compo-

nent function estimates in each experimental case, while Tables 3.3 and 3.4 show
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In-sample Out-of-sample
Humidity MSEFE (SE) MSEFE (SE) DM-stat (p-value)
U-MIDAS 2177.63 (132.42)  2344.04 (170.84) -3.13 (0.00)
R-MIDAS (Almon) 2443.66 (126.51)  2545.47 (172.56) -4.10 (0.00)
R-MIDAS (Beta) 2443.66 (126.51)  2545.55 (172.56) -4.10 (0.00)
SI-MIDAS (Almon) Did not converge - -
SI-MIDAS (Beta) 2429.39 (126.52)  2597.12 (173.13) -4.58 (0.00)
NP-MIDAS 2183.71 (131.95)  2339.45 (170.08) -3.12 (0.00)
FNP-MIDAS 1975.51 (117.79)  2211.47 (164.22) -
Rainfall MSEFE (SE) MSEFE (SE) DM-stat (p-value)
U-MIDAS 2334.73 (122.99)  2352.52 (163.29) -4.48 (0.00)
R-MIDAS (Almon) 2446.79 (126.95)  2536.60 (175.23) -6.87 (0.00)
R-MIDAS (Beta) 2446.79 (126.95)  2536.60 (175.23) -6.87 (0.00)
SI-MIDAS (Almon) 2418.85 (126.97)  2549.38 (177.67) -6.99 (0.00)
SI-MIDAS (Beta) 2168.95 (113.14) 2237.45 (151.78) -0.44 (0.33)
NP-MIDAS 2337.69 (122.74)  2354.68 (163.55) -4.68 (0.00)
FNP-MIDAS 2195.66 (119.08) 2221.85 (156.03) -
Sunshine MSFE (SE) MSFE (SE) DM-stat (p-value)
U-MIDAS 1218.07 (80.80) 1190.81 (98.45)  -1.80 (0.04)
R-MIDAS (Almon) 1367.52 (87.05) 1356.58 (112.89) -4.32 (0.00)
R-MIDAS (Beta) 2415.26 (125.46)  2454.03 (165.42) -10.94 (0.00)
SI-MIDAS (Almon) 1073.10 (69.91) 1288.16 (108.64) -3.29 (0.00)
SI-MIDAS (Beta) 1308.85 (84.68) 1317.49 (108.35) -3.71 (0.00)
NP-MIDAS 1220.81 (80.97) 1191.83 (97.84)  -1.91 (0.03)
FNP-MIDAS 1194.12 (79.87) 1161.60 (96.23) -
Temperature MSEFE (SE) MSEFE (SE) DM-stat (p-value)
U-MIDAS 2037.03 (102.29)  2140.88 (144.96) -4.86 (0.00)
R-MIDAS (Almon) 2066.26 (104.89)  2186.71 (145.62) -4.78 (0.00)
R-MIDAS (Beta) 2240.21 (115.08)  2348.84 (153.63) -4.58 (0.00)
SI-MIDAS (Almon) 1901.15 (101.83)  2081.76 (144.57) 0.64 (0.74)
SI-MIDAS (Beta) 1901.13 (101.83) 2081.78 (144.56) 0.64 (0.74)
NP-MIDAS 2040.42 (103.01) 2143.27 (144.76) -5.13 (0.00)
FNP-MIDAS 2034.83 (101.26)  2112.39 (142.44) -
Wind MSFE (SE) MSFE (SE) DM-stat (p-value)
U-MIDAS 2320.16 (112.80) 2354.51 (158.27) -0.26 (0.40)
R-MIDAS (Almon) 2454.63 (126.79)  2532.13 (173.46) -3.42 (0.00)
R-MIDAS (Beta) 2455.28 (126.85)  2532.60 (173.24) -3.44 (0.00)
SI-MIDAS (Almon) 2312.09 (111.56)  2324.39 (154.68) 1.98 (0.98)
SI-MIDAS (Beta) 2313.17 (111.53) 2322.62 (155.04) 2.19 (0.99)
NP-MIDAS 2327.69 (113.19)  2333.48 (157.39) 1.76 (0.96)
FENP-MIDAS 2317.96 (113.52)  2350.55 (158.94) -

TABLE 3.3: Ambient O3 in-sample and out-of-sample mean squared
forecast errors (MSFE) using either humidity, rainfall, sunshine, tem-
perature or wind independent variables for ENP-MIDAS and bench-
mark models. The DM-stat column reports the Diebold-Mariano test
statistic and p-value for the alternative hypothesis that FNP-MIDAS
out-of-sample forecast errors are lower than those of the given model.
The rows corresponding to the lowest out-of-sample MSFE models
are bolded for each feature.



In-sample

Out-of-sample

Humidity MSEFE (SE) MSEFE (SE) DM-stat (p-value)
U-MIDAS 296.71 (22.56) 344.53 (40.77) 2.22(0.99)
R-MIDAS (Almon)  334.15 (28.16) 382.48 (46.85) -2.25(0.01)
R-MIDAS (Beta) 356.13 (27.01) 365.90 (42.56) -1.00 (0.16)
SI-MIDAS (Almon)  273.99 (20.81) 778.13 (137.25) -3.26 (0.00)
SI-MIDAS (Beta) 356.13 (27.01) 365.90 (42.56) -1.00 (0.16)
NP-MIDAS 297.15 (22.59) 345.59 (40.73) 2.01 (0.98)
FENP-MIDAS 296.55 (23.17) 351.40 (42.36) -

Rainfall MSEFE (SE) MSEFE (SE) DM-stat (p-value)
U-MIDAS 325.73 (25.81) 370.92 (40.91) -5.53 (0.00)
R-MIDAS (Almon)  351.08 (27.88) 386.23 (44.70) -4.07 (0.00)
R-MIDAS (Beta) 364.89 (28.83) 396.84 (45.81) -4.43 (0.00)
SI-MIDAS (Almon) 281.45 (23.29) 337.46 (35.94) 1.71 (0.96)
SI-MIDAS (Beta) Did not converge - -

NP-MIDAS 325.86 (25.84) 371.15 (40.92) -5.62 (0.00)
FNP-MIDAS 300.60 (24.95) 349.74 (38.91) -

Sunshine MSFE (SE) MSEFE (SE) DM-stat (p-value)
U-MIDAS 353.61 (28.32) 389.60 (45.32) -1.64 (0.05)
R-MIDAS (Almon)  368.71 (28.98) 403.17 (47.16) -2.55 (0.01)
R-MIDAS (Beta) 368.71 (28.98) 403.17 (47.16) -2.55 (0.01)
SI-MIDAS (Almon)  365.95 (28.88) 398.75 (46.55) -2.04 (0.02)
SI-MIDAS (Beta) 365.95 (28.88) 398.75 (46.55) -2.04 (0.02)
NP-MIDAS 354.30 (28.39) 389.18 (44.90) -2.02 (0.02)
FNP-MIDAS 352.81 (27.61) 382.43 (42.66) -

Temperature MSEFE (SE) MSEFE (SE) DM-stat (p-value)
U-MIDAS 266.16 (20.17) 264.82 (29.37) -0.09 (0.46)
R-MIDAS (Almon)  300.89 (22.49) 309.30 (34.75) -4.60 (0.00)
R-MIDAS (Beta) 313.16 (23.15) 308.05 (33.99) -4.18 (0.00)
SI-MIDAS (Almon)  279.64 (19.85) 332.76 (35.72) -5.46 (0.00)
SI-MIDAS (Beta) 305.07 (22.15) 308.29 (33.95) -3.80 (0.00)
NP-MIDAS 266.47 (20.27) 264.61 (29.26) -0.03 (0.49)
FNP-MIDAS 262.11 (19.84) 264.53 (29.44) -

Wind MSFE (SE) MSFE (SE) DM-stat (p-value)
U-MIDAS 304.84 (23.39) 341.26 (43.11) -1.50 (0.07)
R-MIDAS (Almon)  345.80 (25.67) 379.85 (46.83) -4.25 (0.00)
R-MIDAS (Beta) 352.23 (25.50) 389.92 (47.23) -4.62 (0.00)
SI-MIDAS (Almon)  339.36 (23.84) 2557.17 (2159.87) -1.03 (0.15)
SI-MIDAS (Beta) 352.22 (25.50) 389.92 (47.23) -4.62 (0.00)
NP-MIDAS 305.73 (23.67) 340.89 (43.22) -1.77 (0.04)
FNP-MIDAS 303.77 (23.51) 337.21 (42.74) -

TABLE 3.4: Ambient PM;5 in-sample and out-of-sample mean
squared forecast errors (MSFE) using either humidity, rainfall, sun-
shine, temperature or wind independent variables for FNP-MIDAS
and benchmark models. The DM-stat column reports the Diebold-
Mariano test statistic and p-value for the alternative hypothesis that
FNP-MIDAS out-of-sample forecast errors are lower than those of the
given model. The rows corresponding to the lowest out-of-sample

MSFE models are bolded for each feature.
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the results of the O3 and PM, 5 forecasting experiments. Our findings are consis-
tent with Yang et al. [2021], in that the relationships between meteorological features
and pollution levels are in most cases better captured by nonlinear models. Nonlin-
ear methods outperform all other models in 9 of the 10 experimental cases, out of
which FNP-MIDAS obtains more accurate forecasts than both the SI-MIDAS model
with Almon lag structure and the SI-MIDAS model with Beta lag structure in 6 cases.
Based on Diebold-Mariano test statistics (Diebold and Mariano [2002]), FNP-MIDAS
forecasts significantly outperform 44 out of 60 benchmark models at the 5% level.

In addition, the SI-Almon model, which allows for nonlinearity in the link func-
tion but not component function, exhibits strong evidence of overfitting when pre-
dicting PM; 5 using wind or humidity variables. Our experiments show no such
examples of overfitting for the FNP-MIDAS model.

Moreover, when non-parametric coefficient estimates vary in sign, FNP-MIDAS
significantly outperforms R-MIDAS models more frequently than in the converse,
suggesting that standard MIDAS coefficient restrictions are not sufficiently flexible
for capturing the lagged impact of meteorological conditions on pollutant concen-
trations.

Finally, we examine whether outperformance of the FNP-MIDAS model is per-
sistent at longer horizons for the case of forecasting O3 using the sunshine input
variable. Table 3.5 shows the change in out-of-sample MSFE for each model as
the forecast horizon increases from 0 to 7 days, while Table 3.6 shows the Diebold-
Mariano test statistics and p-values for the alternative hypothesis that FNP-MIDAS
out-of-sample forecast errors are lower than those of the benchmark models at each
horizon. In both tables, we omit the results for SI-MIDAS (Beta), which fails to con-
verge for horizon h = 1. We find that FNP-MIDAS significantly outperforms all

benchmark models at a 5% significance level in at least 6 out of 8 forecast horizons.

3.6 Conclusion

We introduced FNP-MIDAS, a new mixed frequency regression model that provides
an important extension to the MIDAS family of models to allow for nonlinear rela-

tionships between the output time series and each high-frequency lag of the input
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i U-MIDAS R-MIDAS (Almon) R-MIDAS (Beta) SI-MIDAS (Almon) NP-MIDAS FNP-MIDAS

0 1190.81 (9845) 1356.58 (112.89) 245403 (16542)  1288.16 (108.64) 1191.83 (97.84)  1161.61 (96.23)
1 1668.26(120.92) 1740.51 (125.51) 2495.01 (169.96)  1660.04 (121.19) 1667.02 (120.32)  1633.33 (119.30)
2 2040.30 (143.77) 2094.14 (146.50) 251423 (171.43)  2075.37 (156.19) 2040.39 (144.48) 1997.58 (142.32)
3 2241.80 (156.37) 2288.04 (159.61) 2508.06 (171.21)  2310.63 (158.49) 2249.46 (157.51)  2220.41 (155.02)
4 235051 (160.68) 2398.73 (167.03) 2506.22 (170.80)  2353.42 (161.84) 2353.07 (160.48)  2339.47 (159.56)
5 2387.02 (158.50) 2426.87 (164.76) 2501.26 (168.91)  2457.31 (166.00) 2384.41 (158.97) 2338.56 (152.75)
6 2419.20 (161.57) 2452.96 (165.42) 2505.86 (171.40)  2526.82 (173.61) 2413.74 (161.40) 2401.89 (159.84)
7 2439.85(162.85) 2449.53 (164.92) 2522.08 (171.12)  2559.85 (175.03) 244320 (163.85) 2374.96 (156.99)

TABLE 3.5: Ambient O3 out-of-sample mean squared forecast errors
(MSFE) using sunshine independent variable for FNP-MIDAS and
benchmark models at h-days-ahead forecast horizons. Standard er-
rors are shown in brackets. The entries corresponding to the lowest
MSEE are bolded for each forecast horizon.

h U-MIDAS R-MIDAS (Almon) R-MIDAS (Beta) SI-MIDAS (Almon) NP-MIDAS
0 -1.80(0.04) -4.32(0.00) -10.94 (0.00) -3.29 (0.00) -1.91 (0.03)
1 -1.80(0.04) -3.07 (0.00) -7.37 (0.00) -2.04 (0.02) -2.00 (0.02)
2 -251(0.01) -3.18(0.00) -5.34 (0.00 -1.61 (0.05) -2.78 (0.00)
3 -1.69 (0.05) -2.58(0.01) -3.96 (0.00) -2.88 (0.00) -3.05 (0.00)
4 -1.08(0.14) -2.70 (0.00) -3.01 (0.00) -2.02 (0.02) -1.41 (0.08)
5 -1.79(0.04) -2.34(0.01) -3.52 (0.00) -3.04 (0.00) -1.92 (0.03)
6 -2.97(0.00) -1.91(0.03) -2.80 (0.00) -2.73 (0.00) -1.40 (0.08)
7 -1.84(0.03) -1.65(0.05) -3.16 (0.00) -3.41 (0.00) -2.14 (0.02)

TABLE 3.6: Diebold-Mariano test statistics for outperformance of

FNP-MIDAS forecasts of ambient O3 forecasts using sunshine inde-

pendent variable at h-days-ahead forecast horizons. Standard errors
are shown in brackets.

time series. Unlike generalised additive models, FNP-MIDAS ensures that all high-
frequency lags for a given regressor are transformed by the same component func-
tion up to a constant factor to reduce the risk of overfitting for practical time series
applications.

We also demonstrate the uniqueness of FNP-MIDAS component function esti-
mates using the trend filtering method, but FNP-MIDAS allows the researcher to
plug in any nonparametric regression method as appropriate to their specific use
cases. Finally, we provided an example of the outperformance of FNP-MIDAS ver-
sus other models from the MIDAS family for daily pollution forecasting using me-
teorological variables. It is our hope that FNP-MIDAS can be used as one of many
candidate forecasting models when prior knowledge or exploratory data analysis
suggests the presence of a nonlinear relationship between the high-frequency re-
gressor and the low-frequency target variable.

Future research may involve relaxing the component function constraint by al-

lowing different high-frequency lags of a given time series regressor to have different
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component functions, instead achieving parsimony by including a penalty with an
associated tuning parameter that penalises larger differences in the functions eval-
uated at all points in the training sample. Another extension to FNP-MIDAS may
be the replacement of the loss function with a weighted cost function that attaches
greater weight to more recent observations. This may be appropriate for practical

cases where the shape of the non-linearities are likely to evolve over time.
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Chapter 4

Leveraging Non-Decimated
Wavelet Packet Features and
Transformer Models for Time

Series Forecasting

4.1 Introduction

Univariate time series forecasting is a crucial area of research with important ap-
plications across numerous fields, such as electricity load forecasting and environ-
mental forecasting. Recently, there has been increased interest in hybrid methods
that combine traditional statistical methods and more advanced machine learning
methods to generate more accurate forecasts (Lim and Zohren [2021]), which have
achieved state-of-the-art performance in time series forecasting competitions (Makri-
dakis et al. [2020]). Our study investigates the use of wavelet transforms to generate
features for a wide array of machine learning methods, including deep learning ar-
chitectures, demonstrating large gains in forecasting performance across different
data sets for the majority of benchmark models.

The application of wavelets to time series forecasting problems has received con-
siderable attention in the past two decades, with the main approaches involving
either the use of wavelet-based denoising and decomposition on the input time se-

ries (Wong et al. [2003], Conejo et al. [2005], Schliiter and Deuschle [2010], Wang and
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Guo [2020]) or by directly using the wavelet coefficients as additional features to be
used by the forecasting model (Nason and Sapatinas [2002], Adjoumani [2021]).

We build upon efforts in the latter category by considering the use of Daubechies
wavelets with different numbers of vanishing moments as input features to both
non-temporal and temporal forecasting methods. We also investigate the utility of
both the non-decimated wavelet transform and the non-decimated wavelet packet
transform for computing these features, where the latter has already been success-
fully employed in classification tasks (Nason et al. [2001]). Our approach uses a
shifted version of the pyramidal algorithm to avoid information leakage from future
observations that can be implemented in an online fashion.

Moreover, our experiments demonstrate the usefulness of these wavelet features
for both short- and long-horizon forecasting applications, by combining them with
a far wider set of forecasting methods than have previously been investigated in
the literature. These include both temporal and non-temporal models, and both
statistical and deep learning-based methods. The latter include recently-developed
transformer-based neural network architectures, including the Temporal Fusion Trans-
former (Lim et al. [2021]), Informer (Zhou et al. [2021]), Autoformer Wu et al. [2021]),
and Patch Time Series Transformer (Nie et al. [2022]).

Section 4.2 provides a brief introduction to wavelet analysis, including non-decimated
wavelet transforms and wavelet packet transforms, and their application to time se-
ries forecasting problems. The section concludes with a summary of the machine
learning methods investigated in our wavelet-machine learning (wavelet-ML) ap-
proach. Section 4.3 introduces our simple online algorithm for computing the the
non-decimated wavelet and wavelet packet coefficients. Section 4.4 describes em-
pirical experiments evaluating the performance benefits to using wavelet features,

and Section 4.5 concludes with a discussion of future avenues of research.

4.2 Background

4.2.1 Discrete wavelet transforms

In time series analysis, wavelets can be used to decompose a time series into lo-

calised components at multiple scales. To introduce the wavelet transform in this
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context, let us assume that a dyadic sequence of length T = 2/ for some integer
] >0,y = (y1,.,yr)", is observed from some univariate time series {Y;}. We first
motivate the multiscale analysis of time series by Haar wavelets, before generalising
to all wavelets, in line with the introductions of Nason [2008] and La Cour-Harbo
and Jensen [2009].

Following Nason [2008], the finest level of ‘detail” in y can be obtained by the
differencing operations

A1k = (Yox — Y1)/ V2, 4.1)

fork =1,2,..,T/2, where the | — 1 subscript relates to the 2/ _l-length of the result-

ing sequence. The next coarser ‘smoothed’ sequence is generated by the summations
cj—1k = (Yax +Y2u-1)/V2, (4.2)

again for k = 1,2,..., T/2. The scaling by V2 in (4.1) and (4.2) conserves the energy
in the original time series. Similarly, detail {d;} and smoothed sequences {c;x} at

coarser scales j < | — 1 may be obtained from
dij = (Cj412 — Cjr1,26-1)/ V2 (4.3)

and

cjk = (cjt106 + Cj+l,2kfl)/\/§/ (4.4)

fork =1,.., T/2/7/. Hence, smaller j corresponds to coarser scales.

In wavelet terminology, {d,} and {c;} are (mother) wavelet coefficients and
scaling (or father wavelet) coefficients respectively, at scale j and location k, from
the discrete wavelet transform (DWT) using Haar wavelets (Haar [1910]). The op-
erations that perform the inverse of (4.1)-(4.4) constitute the corresponding inverse
discrete wavelet transform (IDWT).

We now extend the previous discussion to any wavelet function (x) and scaling

function ¢(x), where i; (x) = 2//2p(2/x — k) and ¢, (x) = 2//2¢(2/x — k). For Haar



78

wavelets,
1 0<x<1/2,
px) =< -1 1/2<x<1, (4.5)
0 otherwise,
and
1 0<x<«<1,
P(x) = (4.6)

0 otherwise.

The design of wavelet functions that provide a multiresolution analysis for any
given function space is outside the scope of this chapter; we instead refer readers
to Daubechies [1992] for a theoretical treatment of this topic. We only mention here
that the collection of translated and dilated wavelet functions {l/)]-,k(x) }j,k forms a
basis of the function space L?(R) by construction, as per Daubechies [1992].

Daubechies [1988] showed that we can obtain wavelet and scaling coefficients

for general wavelet functions from the general DWT, whose operations are given by

dix =Y Sn-2ACjrin-1, (4.7)
nez.
and
Cik = Z hn—chjJrl,nfl/ (48)
nez

where the coefficients /1, originate from the dilation equation of the wavelet function,
which is

P(x) = Y hutpru(x), (4.9)

nezZ
where ¢;,, denotes the scaling function that forms a basis for the next-finer scale
resolution space, and

gn = (—1)"h1_p. (4.10)

Adopting the more concise vector notation of Nason and Silverman [1995], we can

rewrite (4.7) and (4.8) as the filtering operations

d]‘ = DongJrl (4.11)
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and

C]' = Do%C]‘+1 (412)

respectively, where d; = (dl,j/ ey dT/ZH,]) T’ ¢ = (Cl,j/ . CT/ZH,]‘) T, Dy denotes the
even dyadic decimation operator defined by (Dox); = xy; for x = (xq,..., ), 6
denotes the filtering operation using {g, } and H denotes the filtering operation with
{ha}.

We conclude the introduction of the general wavelet transform by drawing at-
tention to the issue of computing coefficients when the filter operations G and H
extend beyond the available time series observations - the so-called ‘boundary prob-
lem” described in Chapter 2.8 of Nason [2008]. As the choice of solution is extremely
important for the design of an online algorithm to compute the wavelet and scaling
coefficients at all levels, we refer readers to Section 4.3 for a detailed discussion of

this topic.

4.2.2 Non-decimated wavelet transforms

The non-decimated wavelet transform (NDWT) differs from the standard DWT by
applying both odd and even dyadic decimations to a given sequence. More precisely,
given a vector of observations y = (y1,...,yr)" from the time series {Y;}, the NDWT
keeps the wavelet coefficients from both DyGy and DGy, where D; denotes the odd
dyadic decimation operator defined by (D;x); = x2;_1. The scaling coefficients are
similarly obtained from DyHy and D;Hy. To then compute the next coarser-scale
set of wavelet coefficients, DyG and D;G are applied to both these sets of scaling
coefficients. Repeating these operations for all | scales results in a total of T co-
efficients. The wavelet coefficient vector at every scale has the same length as the
original time series, which can be useful when computing predictions at a specific
time index. Given that T = 2/, the time complexity of the NDWT is O(T log, T); not
much more intensive than the DWT for large T. A given permutation of choices of
Dy and D; at each level characterises a basis; the collection of all such permutations
forms a particular library of bases. This library is extended further with the wavelet

packet transforms described in the following section.
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The reader may wonder what is gained by these extra computations, when no
information is lost with the standard DWT; that is, the original sequence can be per-
fectly recovered from the wavelet coefficients and coarsest scaling coefficient of the
DWT. The most obvious advantage is the fact that, because a wavelet coefficient
can be found for each scale at each time point, the resulting coefficient vectors will
be the same length as the original signal, allowing us to directly treat these vectors
as time series regressors. Another key benefit of the NDWT is translation equiv-
ariance: that applying a shift operator S to y before applying the NDWT, where
(8x); = xi41, would result in the output of the NDWT on the original sequence
shifted by one position. Nason [2008] suggest that the NDWT is superior to the DWT
for time series analysis due to the improved retention of features corresponding to
oscillations at lower frequencies. Outperformance of the NDWT compared to the
DWT has also been demonstrated in several practical applications including elec-
trocardiogram data denoising (Raj and Venkateswarlu [2011]) and image denoising

(Gyaourova et al. [2002]).

4.2.3 Wavelet packet transforms

Wavelet packet transforms (WPT) involve the application of the G and H filters to
both the wavelet and scaling coefficients of the next-finer scale, rather than just the
scaling coefficients as in the standard DWT, resulting in function bases that con-
tain additional oscillations compared to the wavelet basis functions that charac-
terise those filters. Coifman and Wickerhauser [1992] define a sequence of functions

{W},,cz according to the set of recursive equations

Wan(x) = V2 Y hW,(2x — k) (4.13)
k

Wans1(x) = V2 Y qiW,(2x — k), (4.14)
k

where Wy(x) = ¢(x) and Wi(x) = (x). The library of wavelet packet bases is
defined by Coifman and Wickerhauser [1992] to be the collection of orthonormal
bases generated by functions of the form W, (2/x — k), where j, k and 1 are inte-

gers and n > 0 approximately equals the number of oscillations in the function.
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Like the NDWT, the wavelet packet transform for a length T sequence for a fixed
selection of a basis can be computed using O(Tlog, T) operations. Coifman and
Wickerhauser [1992] also propose an algorithm for selecting a ‘best basis’ from the
library of wavelet packets, which they define as the basis that minimises the Shan-
non entropy of the vector of wavelet coefficients, hence favouring sparsity in the
representation of the signal. Their ‘best basis algorithm’ starts from the finest scale,
selecting the basis at that scale that minimises entropy. This is repeated until some
given maximum scale is reached, resulting in a best basis at each scale.

As with the standard DWT, the non-decimated wavelet packet transform (NWPT)
introduced by Nason et al. [1997] involves the application of both even and odd
decimation operators to the coefficients at each scale. Cardinali and Nason [2018]
demonstrate the utility of using wavelet packet basis libraries (rather than a single
wavelet or Fourier basis) to detect nonstationarities in locally stationary processes,
where avoiding decimation ensures there are no implicit gaps in the analysis where
changes in the underlying process should take place. Finally, when treating wavelet
coefficients as features in regression or forecasting problems, it is again convenient
to have wavelet packet coefficients vectors of the same length as the original time

series, which would not be the case for the decimated wavelet packet transform.

4.2.4 Forecasting time series with wavelets

In practice, a key advantage of analysing time series with wavelets rather than with
Fourier methods is that wavelets, which have finite support, can capture local infor-
mation from nonstationary time series. Moreover, this analysis is performed at mul-
tiple scales simultaneously. This allows wavelets to capture some seasonality that
has time-varying impact without any additional assumptions regarding the struc-
ture of the seasonality, such as the need to specify observation frequency. For exam-
ple, if a seasonal pattern exists in the data, it will manifest as a recurring pattern in
the wavelet coefficients at a corresponding scale, but a trend in these coefficients will
reflect changes in the influence of seasonality over time.

Furthermore, it can be shown that the wavelet coefficients obtained by the DWT

no longer contain long-term dependencies that are present in the original time series
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under certain weak assumptions, which is referred to as the “decorrelating” property
of the wavelet transform (see Johnstone and Silverman [1997], Soltani et al. [2000]).

Finally, as previously mentioned, there exist fast algorithms for the computation
of the NDWT and NWPT, allowing us to quickly generate time series features of the
same length as the original time series. This section will provide a brief overview of
extant forecasting methods that utilise wavelet analysis.

Nason and Sapatinas [2002] used the NWPT to predict the wind speeds at one
geographical location, represented by {Y;}, by wind speeds at another location, rep-
resented by {X;}. They first applying the NWPT to { X}, resulting in a large 2T — 2
set of length T coefficient vectors that are treated as candidate regressors. In order to
reduce the dimension of the input space, the authors proposed selecting some small
subset of the regressors that have strongest correlation to {Y;} to use as inputs to
their regression models, and further reducing complexity by the use of backwards
variable selection.

Wong et al. [2003] suggest decomposing a nonstationary exchange rate time se-
ries into a trend component and irregular component. The trend component is ob-
tained by the application of a wavelet-based filter and forecasts are generated by ex-
trapolating a polynomial function of time fitted to the trend. Conejo et al. [2005] also
decompose nonstationary time series using the DWT, but instead fit ARIMA models
to each component wavelet coefficient vector and a scaling coefficient vector. The
inverse DWT is then applied to the the ARIMA forecasts for each component.

Schliiter and Deuschle [2010] tested several different wavelet-based approaches.
One such method involves using the DWT to first denoise the target time series,
before forecasting the denoised time series with autoregressive integrated moving
average (ARIMA) models. They use hard thresholding, which involve setting any
wavelet coefficients from the DWT below a given threshold to zero, followed by
performing the inverse DWT to return the denoised series. Readers are referred to
Donoho and Johnstone [1994] for a discussion of appropriate threshold levels. Other
methods included the decomposition approach of Conejo et al. [2005] and modelling
the time series as locally stationary wavelet processes, as introduced in Nason et al.
[2000]. Schliiter and Deuschle [2010] conclude that classical time series forecasting

methods like ARIMA may be improved by including an initial wavelet transform
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step.

Wang and Guo [2020] also propose hybrid forecasting methods combining wavelet
analysis with classical time series modelling. The authors also use the DWT to de-
compose the time series and forecast the denoised component using an ARIMA
model. However, the error component is instead forecasted using the XGBoost al-
gorithm, a highly efficient implementation of the gradient boosted decision trees
introduced by Chen and Guestrin [2016].

Finally, Adjoumani [2021] also utilise the XGBoost algorithm in a hybrid ap-
proach, but instead use it in the final forecasting step. Firstly, the Haar NDWT or
NWPT are performed on the target time series to obtain a high-dimensional set of
time series regressors. These features, which may themselves be denoised, are then
used as inputs for the XGBoost algorithm to obtain direct forecasts of the target time
series.

At this point, one may wonder how a wavelet function is selected in the first
place. Nason [2002] suggests that cross-validation can be used to determine a suit-
able smoothness for the wavelet function. Nunes et al. [2006] instead propose an
adaptive lifting scheme similar to wavelet decomposition that would allow for time-
varying smoothness of the denoised time series, resulting in attractive compression
properties and dispensing with the need to directly select a wavelet function at all.
Their scheme is based on Jansen et al. [2004] and involves ‘lifting one coefficient at
a time’, where for a given scale, scaling coefficients are one-by-one predicted using
‘neighbouring’ scaling coefficients. Points may be classified as neighbours based on
distance, with prediction performed using polynomial regression up to order 3. The
residuals from these predictions are analogous to the detail coefficients from classical

wavelet analysis.

4.2.5 Machine learning methods

Table 4.1 provides a summary of the machine learning techniques to be implemented
as part of our wavelet-ML framework. We consider two categories of methods: non-
temporal methods that treat all lags of a given input time series simply as a set of

unordered features, and temporal methods that do take time-order of the inputs into
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account. We now provide a brief overview of each method and previous examples
of their use in time series forecasting problems. In this section, we will introduce the

temporal, deep learning-based methods, including several state-of-the-art architec-

tures.
Non-temporal Temporal, Statistical Temporal, Deep Learning-Based
Ridge regression Persistence RNN
Support vector regression | ARIMA GRU
Random forests Exponential smoothing | LSTM
XGBoost Theta Dilated LSTM
Multilayer Perceptrons TCN
TFT
Informer
Autoformer
PatchTST

TABLE 4.1: Machine learning methods evaluated for the wavelet-ML
framework

Non-temporal methods

Ridge regression, first introduced by Hoerl and Kennard [1970], is a method of regu-
larised linear regression, which penalises the L2 norm of the coefficients to mitigate
the issue of highly correlated regressors. Ridge regression offers a significant benefit
in that its parameters can be easily estimated, thanks to the presence of a closed form
solution for ridge minimisation.

Support Vector Regression (SVR) was introduced by Drucker et al. [1996] as a
regression method that first maps the input data points into a space of different
dimensionality using a kernel function, and then aims to find a hyperplane in this
new space that best fits the data. The use of a kernel function can allow the SVR
to model nonlinear relationships in the original feature space, and the optimisation
algorithm attempts to find a hyperplane that minimises the deviations of points from
the hyperplane, given those points lie outside some specified margin, known as the
e-tube. Some recent examples of applications of SVR to meteorological time series
forecasting include Hong and Pai [2007] and Mohandes et al. [2004].

Random forests is a popular ensemble method that combines the predictions
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from multiple weak decision tree learners to produce more accurate and robust pre-
dictions. Introduced in Breiman [2001] as a way to address the problem of over-
fitting in decision trees, each decision tree is independently constructed using a
random subset of the available features and training data, which has the effect of
de-correlating the trees and thus reducing the variance of the model. For regres-
sion problems, the final prediction of the random forest is determined by averaging
the predictions of each decision tree. Examples of random forests being used in epi-
demiological time series forecasting tasks include Herrick et al. [2013] and Kane et al.
[2014].

Extreme Gradient Boosting, or XGBoost, is highly optimised implementation of
gradient boosting algorithm, and was first introduced in Chen and Guestrin [2016].
Gradient boosting involves sequentially training weak learners, often decision trees,
to correct the errors made by their predecessors. XGBoost incorporates a variety of
enhancements over classical gradient boosting, including improvements to handling
of sparse data, regularisation, and parallel processing capabilities. XGBoost has been
applied to a wide range of time series forecasting problems, including electricity
demand (Abbasi et al. [2019]), stock market volatility (Wang and Guo [2020]), and
sales volume (Zhang et al. [2021]).

Finally, the multilayer perceptron (MLP) introduced in the seminal work Rosen-
blatt [1958] is a deep feedforward neural network architecture consisting of multiple
layers of artificial neurons, each layer taking a linear combination of its inputs from
the previous layer and applying nonlinear activation functions to generate their out-
puts. This structure allows for the modelling of complex nonlinear relationships
between the inputs and outputs and is fitted using the backpropagation algorithm.
In empirical experiments on M3 time series forecasting competition data, Ahmed
et al. [2010] find that the MLP ranks among the most successful machine learning

techniques of the time.

Temporal statistical methods

The persistence, or naive, forecasting method refers to the use of the latest obser-

vation of the training set as the forecast value for every time index in the forecast
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horizon. It serves as a useful benchmark for the other models.

Autoregressive Integrated Moving Average (ARIMA) models are a family of ex-
tremely popular statistical models for univariate time series analysis and forecasting.
ARIMA models represent the possibly differenced time series (the ‘integrated” com-
ponent) of interest as a linear combination of its own lags (the autoregressive com-
ponent) and past error terms (the moving average component). An ARIMA model

of order (p,d, q) is characterised by the equation

$(L)A%; = O(L)ey, (4.15)

where L denotes the lag operator, A denotes the difference operator, and ¢(L)
and ©(L) denote the pth and gth order characteristic polynomials respectively.

The order of each of these three components can be selected by analysing the
autocorrelation and partial autocorrelation plots of the time series of interest as pro-
posed in the Box-Jenkins method (see Newbold [1975]), or by optimising on the
Akaike information criterion (AIC) or other estimates of prediction error. Given the
vast literature discussing the properties and application of ARIMA models, we refer
readers to Hamilton [1994a] for a comprehensive treatment of the topic.

The Holt-Winters method, also known as triple exponential smoothing, is a uni-
variate time series forecasting technique based on three equations corresponding to

a local mean (level) component

lt = lX(yt — St—m) + (1 — a)(lt,1 + btfl) (4].6)

for seasonal frequency m, a local linear trend component

by = PAl + (1 — B)bi—, (4.17)

and a seasonal component

st =YWt —li—1 — b1+ (1 —7)st—m- (4.18)

The additive version of Holt-Winters then produces h-step-ahead forecasts at

time T according to
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Jrn = lT—I-hbT—FSTJrhfm(Lh’;nlJJrl). (4.19)

Each equation contains a smoothing parameter that controls the rate at which
older observations are discounted. Hyndman et al. [2002] show that the forecast per-
formance of exponential smoothing methods is comparable to the best approaches in
the M3 time series forecasting competition. More recently,the M4 forecasting compe-
tition was won by a hybrid method of multivariate time series forecasting combining
exponential smoothing for deseasonalisation of the individual time series and deep
recurrent neural networks to capture long-term dependencies across all time series
(Smyl [2020]).

The Theta method is a simple univariate forecasting approach for non-seasonal
time series proposed by Assimakopoulos and Nikolopoulos [2000], which obtained
the lowest forecast error of all methods examined in the M3 forecasting competition
(Makridakis and Hibon [2000]). The Theta method involves decomposing the time
series into two or more ‘Theta lines’. The Theta lines are obtained by taking the
second difference of the original time series and multiplying it by parameter 6, which
is typically set as 0 or 2 for the case of two Theta lines. The forecast is generated from
the simple average of the two Theta lines, extrapolated to the given forecast horizon.

Hyndman and Billah [2003] show that, for large T,

. _ b 1
YT4n R YTn + 3 (h -1+ (X) p (4.20)

where 7., and 14 are the theta method and simple exponential smoooth-
ing (SES) forecasts at horizon & respectively, b is the estimated slope of a trend line

through {y;}, and « is the SES smoothing parameter.
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Temporal deep learning-based methods

Recurrent Neural Networks (RNNs), first introduced in Rumelhart et al. [1986] and
popularised by Elman [1990], are a type of artificial neural network specifically de-
signed to recognise patterns in arbitrarily long sequences of data. Unlike feedfor-
ward neural networks, RNNs can use their internal state (memory) to process se-
quences of inputs, making them effective for tasks where context and historical in-
formation play a critical role. As a result, even simple RNNs have been wide applied
in both univariate and multivariate forecasting problems. Early examples include
Kuan and Liu [1995] and Vermaak and Botha [1998].

However, simple RNNSs suffer from the “vanishing gradient problem’, where gra-
dients often get smaller and smaller as they are propagated backwards through time,
presenting a problem for modelling long-term dependencies (Bengio et al. [1994]).
This issue led to the development of improved versions of RNNs such as Long Short-
Term Memory (LSTM) networks and Gated Recurrent Unit (GRU) networks, which
introduce and develop the concept of gates to control the flow of information and
memory. Readers are referred to Hochreiter and Schmidhuber [1997] and Cho et al.
[2014] for more details on these architectures. A further extension is the dilated
LSTM network (Chang et al. [2017]), where each layer contains dilated recurrent
skip connections at different scales, enabling more efficient learning of long-term
patterns in the input.

Dilated Temporal Convolutional Networks (TCNs), introduced by Lea et al. [2017],
offer a useful alternative to RNNs for time series forecasting tasks. Standard Con-
volutional Neural Networks (CNNs) involve convolutional layers that apply sliding
filters to capture local spatial hierarchies in the input data. In TCNs, causal convolu-
tion operations ensure outputs of each layer depend only on past and present input
values at various time scales. TCNs are constructed by stacking multiple causal con-
volutional layers with exponentially increasing dilation factors, allowing the recep-
tive field of the network to also grow exponentially. Yan et al. [2020] demonstrated
the outperformance of TCNs over LSTMs for forecasting El Nifio-Southern Oscilla-
tion indices.

Since their introduction in Vaswani et al. [2017], transformer architectures are
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most commonly known for their great success in the field of natural language pro-
cessing (Kalyan et al. [2021]). The primary innovation of Transformers is the self-
attention mechanism, which infers context for each token in an input sequence by
considering all other tokens in the same sequence. This context is determined by
calculating scaled dot product attention weights between query and key vectors,
which are derived from the original token embeddings. In the realm of time series
forecasting, ‘tokens” are akin to continuous-valued observations of the time series of
interest, hence self-attention endows transformers with the ability to exploit diverse
temporal patterns in multivariate input data, but suffer from insensitivity to local
context, as well as time and space complexity quadratic in the length of the input
time series (Li et al. [2019]).

The Temporal Fusion Transformer (TFT) is an extension of the Transformer specif-
ically designed by Lim et al. [2021] for multi-horizon time series forecasting tasks,
capturing dependencies at both local and long-run scales. Each input to TFT is
passed through a variable selection network and multiple gating mechanisms that
learn which components of the input and network architecture respectively can be
ignored, also resulting in greater interpretability of the model. An additional LSTM-
based sequence-to-sequence encoder-decoder structure is used for locality enhance-
ment by generating temporal features from the input sequence.

The Informer model, proposed by Zhou et al. [2021], addresses the issue of space
complexity associated with the Transformer architecture by implementing a novel
self-attention mechanism known as ProbSparse self-attention. In contrast to the tra-
ditional approach, the query matrix in ProbSparse self-attention retains only the top-
u queries that exhibit the highest relevance to a given key. This relevance is approx-
imated by the max-mean of the dot-product similarity, computed from a randomly
selected sample of query-key pairs of size T In(T), where T represents the length of
the query and key sequences. Zhou et al. [2021] further suggest setting u = cInT
for some constant sampling factor ¢, which results in significantly reduced time and
space complexities of O(LInL).

Wau et al. [2021] propose an alternative solution to the space complexity problem
with the Autoformer architecture. In the Autoformer, the self-attention blocks of

the vanilla Tranformer are replaced with Auto-Correlation blocks, which replace dot
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product in the self-attention mechanism with sample autocorrelation statistics. In
a similar vein to the Informer, only the top u = cInT lag orders for time series of
length T and hyperparameter c are used to compute the output of the block. This
again results in space complexity of O(T InT). The output of these Auto-Correlation
blocks are fed into series decomposition blocks, which explicitly decompose the outputs
of the hidden layers into a seasonal component and a trend-cyclical component, with
the latter being aggregated at every layer of the decoder.

Finally, the channel-independent Patch Time Series Transformer (PatchTST) re-
cently introduced by Nie et al. [2022] aims to reduce the time and memory complex-
ity of the vanilla Transformer, while extracting more local information, by utilising a
simple “patching design’ that reduces the length of the sequence fed into the Trans-
former encoder by only using fixed-length segments of the time series, separated by

a constant stride factor.

4.3 Online computation of wavelet packet features

We propose a simple online algorithm for computing the wavelet coefficient vec-
tors based on the pyramidal algorithm, for both the NDWT and the NWPT. Re-
call the length of the coefficient vectors from non-decimated wavelet transforms al-
ways equal the length of the original time series. Our implementation ensures that
wavelet coefficient computed at time ¢ will never use information from data at times
t+1,t+2,.. etc. This is achieved by shifting the windows over which data are
convolved with the wavelet filters, such that the last input to the filter is the time ¢
finer-scale coefficient.

To avoid the separate storage of an excessive number of matrices to contain each
packet of coefficients and to negate the need to ‘re-thread’ coefficients to time-order,
we derive new equations to compute the time-ordered wavelet coefficients. For the
NDWT, the time-ordered shifted wavelet and scaling coefficients can be computed
using

W-1
dj,t = Z 8nCit1,20-i- 1 (n—W+1)+t/ (4.21)

n=0



91

W-1
it = Y, PuCi1 o1 (oW 1)1 (4.22)
n=0
where
gn = (=1)"h1-n, (4.23)

W is the total number of wavelet filter coefficients, time scale j € {0,1,...,] — 1}
and time index t € 1,...T where T is the length of the input time series. Similarly, the

time-ordered NWPT coefficients are computed using the equations

W—1
Piait = V2 Z MuPjs1,120-11 (n—W-1) 47 (4.24)
n=0
W—1
P =V2Y, 8nPj1,12--1 (n—W+1)+t/ (4.25)
n=0

for packet index I € {0,1,..,2/7/ — 1}. At each time step starting from t+ = 1,
all NDWT and NWPT coefficients are computed for all scales using the above equa-
tions.

Where the computation requires inputs that do not exist (t < 0), we impute the
missing values as the first available coefficient at that scale, referred to as constant-
end extension. Using constant-end extension rather than symmetric-end or periodic
reflection allows us to compute coefficients in a single pass, rather than requiring the
updating of previously computed coefficients when more data become available.
In practical situations, it may not be possible to update forecasts for a given time
period as new data become available, such as when one-step-ahead forecasts are
used immediately for decision making.

Given that the algorithm sequentially proceeds from finer to coarser scales, there
will always be at least one non-missing value to compute any given wavelet coeffi-
cient. The NDWT and NWPT online pyramidal algorithms are illustrated in Figures
4.1 and 4.2 respectively.

The resulting NWDT and NWPT coefficient vectors can then be treated as fea-
tures for downstream time series forecasting tasks, although dimension reduction

methods may be required to avoid overfitting. In Section 4.4, we examine the use of
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FIGURE 4.1: Illustration of online NDWT pyramidal algorithm for

J = 3, W = 2. Input time series given by top row of coefficients.

Coefficients with dotted borders obtained by constant-end extension.

Dashed arrows denote filtering operations with G, solid arrows de-
note filtering operations with H.

principal components analysis or regularised regression to select NWPT coefficient
vectors.

Finally, we use a simple example to show that online wavelet denoising with
thresholding using our algorithm is only feasible for Haar wavelets. Let ] = 3 and
W = 4 (recall the Haar wavelet transform corresponds to W = 2). The forward

transform is represented by the linear system

Cj_1t—2x2)-] ho hi ha hy 0 O Cit—5x2)-i
dj14-2x2-i go & & g 0 0 Cjt—axal=i
Ciorp-2ii | _ 0 hyo hy hy hs O o |Cinmaxa (4.26)
dj14-20-i 0 % 8 8 & O Cjt—2x2)i
Ci1t 0 O hy hi hy hs Cipol-i
| dir | [0 0 g0 &1 &2 83 | G|

The transformation matrix has determinant below one, hence the inverse matrix,

corresponding to the inverse transform, has determinant above one. In practice,
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FIGURE 4.2: Illustration of online NWPT pyramidal algorithm for

J = 3, W = 2. Input time series given by top row of coefficients.

Coeftficients with dotted borders obtained by constant-end extension.

Dashed arrows denote filtering operations with #, solid arrows de-
note filtering operations with G.
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this means that if we apply thresholding, the scaling coefficients we obtain from the
inverse transform explode in size. If we instead modify the forward transform so
that the rows of the trasnformation matrix are orthonormal, at time f = 1 and scale

j = 1wehave

C1,-11

C hg hy hy, h C1_
o1 _ Mo M M 3>< 1,7' 427)

do1 g0 81 £ £ 1,-3

C1,1

In this case, the transformation matrix is not invertible. The solution would be to

set c1,—11 = c1,—7 = 0, so that we can rewrite the equation as

C h h c1_
Rl I L I e (4.28)

doa 2 $3 c11

In the above, we have set half of the scaling coefficients on the RHS to equal zero.
If we do not want to set such a high proportion of coefficients to zero, we can extend
the matrix so that the transformation makes use of more coefficients (note that the
blocks are shifted by two columns rather than one column in the first equation to

ensure orthogonality):

C1,-19

Co,—7 ho hy hy hy 0 O €1,-15

do,—7 g 81 & & 0 0 €1,-11

_ x . (4.29)
Co,1 0 0 ho hi hy h3 C1,—7
| doa | (0 0 g & & 83| €1,-3
€11

Similarly, by setting c1,_19 = c1,—15 = 0, we can again simplify the system so that

the transformation matrix is orthogonal:
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Co,—7 hy h3 0 O C1,-11
do — 0 0 c1—
07| _ |82 & x| V77 (4.30)
Co,1 ho hi hy h3 C1,-3
| do | g0 &1 & & | 11 |

The reader may notice a problem: the first two scaling coefficients on the RHS
of the original system must always be set to zero to obtain an orthogonal transfor-
mation matrix. This would not be a problem for offline wavelet transforms, since
we can just create a matrix to transform the entire input time series at once and ar-
bitrarily set the first two coefficients to equal zero (or be a symmetric extension of
the first two scaling coefficients). But for online wavelet transforms, this approach
is not possible. As the ‘window” of scaling coefficients on the RHS shifts during the
operation of the online algorithm, we would need to set different coefficients equal
to zero to obtain the orthogonal transformation matrix.

Of course, in practice we do not use matrix multiplication to obtain the coeffi-
cients in the forward transform. But if we want to obtain a formula for the finer co-
efficients using the inverse transform in the process of wavelet denoising, we would
need to solve the above system, which requires us to incorrectly set the first two
scaling coefficients on the RHS to zero. Hence thresholding is not possible using the
online algorithm for wavelet functions with more than two filter coefficients.

Readers that are primarily interested in analysis rather than forecasting applica-
tions, and therefore do not require online computation of coefficients, are referred to
the wavethresh package in R (Nason [2016a]), which contains a comprehensive suite
of options for both non-decimated wavelet transforms and non-decimated wavelet

packet transforms.

4.4 Experiments

Our data consist of simulated time series, energy supply time series and meteorolog-
ical time series, for which specific results are reported for each individual group of
time series. Each of these three groups contains three time series of length 100, 000,

split into ten contiguous segments of equal length, resulting in a total of 90 time
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series. The length of our samples has been chosen so that our experiments can fea-
sibly be replicated on a personal desktop computer. For example, the entire experi-
ment described in Section 4.4.3 takes approximately 140 hours to run on a comput-
ing setup featuring an Intel 19-9920X processor with 24 cores operating at 3.50GHz,
coupled with a NVIDIA GeForce RTX 3080 Ti graphics processing unit.

4.4.1 Simulated Datasets

Simulated time series follow the bumps, Doppler and heavisine functions described
in Donoho and Johnstone [1994], generated using the wavethresh R package (Nason
[2016a]). The bumps function is characterised by localised step changes over time
around zero, allowing us to assess which methods fit to noise. The Doppler function
creates a harmonic time series with frequency decreasing over time. Finally, the
heavisine function is the sum of a sine wave and a step function that introduces

discontinuity at given intervals. Examples of these functions are given in Figure 4.3.

(a) Bumps (b) Heavisine (c) Doppler
60
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-10
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FIGURE 4.3: Examples of simulated time series corresponding to each
function.

4.4.2 Empirical Datasets

Our energy data consists of time series relating to UK National Grid electricity sup-
ply (Elexon [2022]), all observed at 5-minute intervals from October 2020. These

include 1) total electricity demand in MW, which equals the sum of the electricity
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generated from all sources, 2) electricity generation in MW from non-pumped stor-
age hydropower plants, and 3) electricity generation in MW from wind power.
Meteorological time series consist of hourly measurements taken at the weather
station at Heathrow, UK, from January 1950 (Centre for Environmental Data Analy-
sis [2022]). These three time series include: 1) relative humidity, 2) air temperature

in degrees Celsius, and 3) wind speed in knots.

4.4.3 Results

Experiment 1: Non-temporal machine learning methods for one-step-ahead fore-

casts

In this experiment, the training set consists of the first 9000 observations of the time
series and the models produce one-step-ahead forecasts. Out-of-sample forecasting
performance is evaluated on the test set containing the remaining 1000 data points.
We compare the performance for the non-temporal machine learning methods listed
in 4.1 when using one of the following feature sets, all containing 3000 features for

consistency:

1. Lags-only: Time series lags of up to 3000 periods, which allows the models to
consider very long-run dependencies that span a significant proportion of the

training set, comparable to the receptive field of the coarsest wavelet scale.

2. NDWT: Non-decimated wavelet coefficient vectors for wavelet numbers be-
tween 0 and 10, up to a scale of | = 13, resulting in | + 1 = 14 coefficient
vectors (one for each scale plus the original time series). For each coefficient
vector, we create features using up to 215 lags (14 x 215 = 3010 features), then
using ridge regression to select for the most promising 3000 features by select-

ing those corresponding to the largest regression coefficients.

3. NWPT: Non-decimated wavelet packet coefficient vectors for wavelet num-
bers between 0 and 10, up to a scale of | = 13, resulting in 204214 42 =
2/+1 — 1 = 16,384 coefficient vectors, then using ridge regression to select
for the most promising 3000 features by selecting those corresponding to the

largest regression coefficients.
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Models are tuned using two-fold cross-validation for 10 random samples from a pre-
defined search space of hyperparameters to reduce computational burden. Details
of the sampled hyperparameter sets are provided in Section B.3. Before fitting the
models, input variables and the target variable are normalised by subtracting their
mean and dividing by their standard deviation. For the NDWT and NWPT feature
sets, an additional cross-validation step is taken to choose the best wavelet num-
ber based on out-of-sample symmetric mean absolute percentage error (SMAPE) for
the last 1000 observations of the training set. We use the following definition for

SMAPE:

SMAPE = * i Bt 7 (4.31)
n = ([9e] + ye]) /2

where #J; denotes the forecast values and y; are the actual values. For terms where
the denominator equals zero, that term is set to zero.

Table 4.2 shows mean SMAPE of the one-step-ahead out-of-sample forecasts
across all 90 time series, as well as the modal wavelet numbers selected by cross-
validation. We find that using the NDWT feature set outperforms using only lags for
all five machine learning methods examined, including a 11% reduction in SMAPE
for XGBoost models and 31% reduction in SMAPE for MLP models. The NWPT
feature set also outperforms using only lags for four of the five examined meth-
ods, although by smaller margins on average. The most commonly selected wavelet
number was 1 for both NDWT and NWPT feature sets. More granular results for
each of the nine categories of time series data are available in Section B.1, where
we find that models trained on NDWT or NWPT feature sets are superior in 42 of 45
combinations of categories and models. In particular, we find that the use of wavelet
features produces dramatic improvements in performance over multiple windows
when forecasting total electricity demand or hydropower electricity supply, with
the best overall models using MLP and ridge regression with NDWT features re-

spectively.
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Model | Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Ridge Lags - 35.57 (4.87)
Ridge NDWT 1 33.23 (4.90)
Ridge NWPT 7 44.71 (5.43)
SVR Lags - 45.00 (4.79)
SVR NDWT 1 42.51 (6.37)
SVR NWPT 1 44.04 (5.52)
Forest Lags - 40.56 (5.80)
Forest NDWT 1 38.27 (5.79)
Forest NWPT 1 36.94 (5.64)
XGBoost Lags - 40.73 (5.49)
XGBoost NDWT 1 36.31 (5.20)
XGBoost NWPT 1 36.15 (5.06)
MLP Lags - 52.91 (4.98)
MLP NDWT 1 36.49 (5.35)
MLP NWPT 1 48.14 (5.48)

TABLE 4.2: Average Out-of-Sample One-Step-Ahead Forecast Perfor-
mance Across All Time Series. The top-performing feature set for
each model has been bolded.

Experiment 2: Temporal machine learning methods for long-run forecasts

In this experiment, the training set again consists of the first 9000 observations of
each of the 90 time series, but the models produce 1- to 1000-step-ahead forecasts.
The very long range of forecasts allows us to better exploit the multi-scale featurisa-
tion provided by wavelet analysis. Out-of-sample forecasting performance is eval-
uated on the test set containing the remaining 1000 data points, averaged across all
1000 forecast horizons. We report forecasting results for the temporal statistical and
deep learning-based methods listed in 4.1. For the deep learning methods, which
can all handle multivariate input, we utilise each of the following sets of input time

series for a length 3000 lookback window:
1. Univariate: The time series of interest.

2. NDWT: The non-decimated wavelet coefficient vectors for wavelet numbers
between 0 and 10, up to a scale of | = 13, resulting in | +1 = 14 time series

(one for each scale plus the original time series).

3. NWPT: Non-decimated wavelet packet coefficient vectors for wavelet num-

bers between 0 and 10, up to a scale of | = 13, resulting in 20 + 2! + ... + 2/ =
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2J+1 —1 = 16,384 coefficient vectors, then using the top 13 principal compo-
nents, again resulting in | 4+ 1 = 14 time series (one for each principal compo-

nent plus the original time series).

Just as in Experiment 1, for the NDWT and NWPT feature sets, an additional cross-
validation step is taken to choose the best wavelet number based on out-of-sample
symmetric mean absolute percentage error (SMAPE) for the last 1000 observations
of the training set.

Table 4.3 shows mean SMAPE of the 1- to 1000-step-ahead out-of-sample fore-
casts across all 90 time series, as well as the modal wavelet numbers selected by
cross-validation. We find that using NDWT and NWPT multivariate inputs result
in superior forecasts for seven out of nine deep learning models across our datasets
compared to the corresponding univariate models, with the best method being the
GRU architecture with the NWPT feature set. Most importantly, we find no con-
sistent evidence that using the additional thirteen multiscale features compared to
the univariate approach leads to overfitting, despite including no extra informa-
tion beyond the original time series. We also note that the wavelet number 1 (Haar
wavelets) is not selected in the majority of cases, suggesting that wavelets of greater
complexity should be considered using our cross-validation approach.

As with the non-temporal methods, more granular results for each of the nine
categories of time series data are available in Appendix B.2, where we demonstrate
that models using NDWT or NWPT feature sets outperform in 53 of 81 combinations
of categories and temporal models. Of these, we find that wavelet features provide

most benefit for wind electricity supply and humidity forecasting.

4.5 Conclusion

We explored the benefits of using wavelet analysis techniques combined with ma-
chine learning methods for time series forecasting problems, building on existing
literature in three ways. Firstly, we investigated the the use of Daubechies wavelets
with varying numbers of vanishing moments as input features into both non-temporal

and temporal forecasting methods, with wavelet number selected during cross-validation.



Model Feature Set | Wavelet Number | Mean SMAPE % (SE)
Persistence | Univariate - 69.30 (4.78)
ARIMA Univariate - 77.34 (6.52)
ETS Univariate 70.31 (4.88)
Theta Univariate - 73.53 (5.36)
RNN Univariate - 66.93 (6.04)
RNN NDWT 1 65.93 (6.04)
RNN NWPT 1 66.71 (5.92)
GRU Univariate - 66.59 (6.00)
GRU NDWT 1 64.98 (5.78)
GRU NWPT 5 62.88 (5.68)
LSTM Univariate - 65.90 (5.98)
LSTM NDWT 1 65.18 (6.01)
LSTM NWPT 9 65.59 (5.86)
DilatedRNN | Univariate - 67.96 (6.06)
DilatedRNN NDWT 1 65.63 (6.13)
DilatedRNN NWPT 1 65.12 (5.97)
TCN Univariate - 65.88 (6.00)
TCN NDWT 1 65.52 (6.07)
TCN NWPT 1 63.78 (5.73)
TFT Univariate - 70.74 (6.02)
TFT NDWT 1 69.70 (5.87)
TFT NWPT 3 68.99 (5.92)
Informer Univariate - 118.63 (6.54)
Informer NDWT 1 120.69 (6.80)
Informer NWPT 9 159.99 (5.92)
Autoformer | Univariate - 77.71 (6.34)
Autoformer NDWT 1 86.73 (6.59)
Autoformer NWPT 1 151.39 (7.33)
PatchTST Univariate - 81.93 (6.09)
PatchTST NDWT 8 79.09 (6.27)
PatchTST NWPT 9 89.82 (6.60)

TABLE 4.3: Average Out-of-Sample 1- to 1000-Step-Ahead Forecast
Performance Across All Time Series with Lookback Period of Length
3000. The top-performing feature set for each model has been bolded.

Secondly, we assessed the use of both non-decimated wavelet transform and non-
decimated wavelet packet transform to compute these features, using a shifted ver-
sion of the pyramidal algorithm to ensure no future information leakage into these
inputs. Lastly, these wavelet features were evaluated on a broad array of forecasting
methods, encompassing temporal and non-temporal models, statistical and deep
learning-based methods. These included state-of-the-art transformer-based neural
network architectures.

Our results demonstrate a significant advantage to replacing higher order lagged
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features with wavelet features across all examined non-temporal methods for one-
step-forward forecasting. In the case of temporal deep learning-based models for
long-horizon forecasting, the addition of wavelet coefficient features shows mod-
est benefit for the majority of example time series, and relatively larger performance
gains across most models for wind electricity supply and humidity forecasting. There-
fore, we suggest researchers consider computing wavelet features for all time series
forecasting tasks, rather than only using lagged features, even for models with re-
current architectures.

Further research would be needed to evaluate the effectiveness of different selec-
tion methods across coefficient vectors of all wavelet numbers, rather than selecting
a specific wavelet number during cross validation. Moreover, a detailed comparison
between performance on the original time series and deseasonalised time series is
warranted, to assess the proportion of performance gains of wavelet features on non-
temporal methods that can be attributed to the seasonality captured by wavelets of

different scales.
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Chapter 5

Neural Factor Models:
Incorporating High Dimensional
Macroeconomic Data into Equity
Factor Models with Neural

Networks

5.1 Introduction

Factor regression models aim to explain the returns of financial assets, typically eq-
uities, through multiple investment risk factors. The intuition behind the develop-
ment of such models is that financial returns should compensate for the exposure
to systematic risks: high exposure implies higher returns. Widely recognised equity
risk factors include the market factor from the capital asset pricing model (Sharpe
[1964]), value and size from the Fama-French three-factor model (Fama and French
[1993]), and momentum (Jegadeesh and Titman [1993]).

Equity factors can be defined in many ways. For example, the exposure to value
may be measured by the stock’s dividend yield, price-to-book ratio, price-to-cashflow
ratio, or many other metrics (Chincarini [2023]). The choice of factor definition,
which may consist of a combination of different metrics and engineered features,

subjects factor regression models to the risks of overfitting and data mining (Arnott
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et al. [2019]). As a result, rather than optimising the weights of a linear combination
of the various metrics for a given factor, practitioners often resort to simple averages
of their z-scores, as is the case for the widely-tracked MSCI equity indices (MSCI
Factor Indexes).

The difficulties associated with estimating large factor models are exacerbated
by discarding the assumption of stability in factor premia over time. In fact, a large
body of literature has emerged that discusses the possibility of enhancing factor in-
vestment strategies on a risk-adjusted basis by timing the portfolio exposure to the
various risk factors, based on past factor returns (Arnott et al. [2023]), fundamental
data (Arnott et al. [2016]) or macroeconomic data (Favero et al. [2021]). Focusing on
the latter case, by including interaction terms between factor metrics and macroeco-
nomic variables, a factor regression model may become a high-dimensional estima-
tion problem.

To better handle the potentially high-dimensional inputs in factor regression
models, we introduce the Neural Factor Model. This is a novel feedforward neu-
ral network architecture using end-to-end training that aims to improve upon tra-
ditional factor regression models by allowing for feature engineering across a high
dimensional space of factor metrics and macroeconomic time series, using parame-
ter restrictions and hierarchical structures based on intuitive economic assumptions.
This differs from statistical factor models that use principal component analysis to
obtain a lower dimensional representation of the input data (Shukla and Trzcinka
[1990]). Instead, our approach exploits factor groupings justified by economic the-
ory, while also allowing the factors to be nonlinear functions of their constituent
series.

This chapter will proceed as follows. Section 5.2 describes the dataset used to
train the Neural Factor Model, which will motivate the model architecture choices
outlined in Section 5.3. We then provide a backtest of investment strategies based on
the Neural Factor Model return forecasts in Section 5.4. Section 5.5 concludes with a

discussion of future avenues for research.
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5.2 Dataset

Our investment universe consists of the 2,000 largest global stocks by market cap on
Sunday close from 01/01/2006 to 01/10/2023. The Neural Factor Model is trained
to forecast the 1-week forward total USD return of all stocks in the universe, using
all input data available at the time. This input data can be divided into three main
categories: (1) stock-level data that represents the individual factor characteristics of
each equity in our investment universe sourced from Bloomberg Equity Screening,
(2) macroeconomic data gathered from the Bloomberg Economic Calendar, and (3)
macro asset market data from Bloomberg (Bloomberg Professional). All price data is

measured in USD terms.

5.2.1 Stock-Level Data

We divide factor characteristics into several groups loosely based on the factor def-
initions of Chincarini [2023]: Value, Quality, Risk, Size, Fundamental Momentum
and Price Momentum. Within each group, we only include metrics that are applica-
ble to all industry groups and available in Bloomberg for the majority of large cap
stocks. Below, we provide the definitions of all factors found in our dataset, based
on Bloomberg data fields. For brevity, we do not include a review of the economic
theory underlying each factor definition; readers are instead referred to Ang [2014]
for a high-level summary.

Value factors include:
1. Forward 12 Month Dividend Yield (BF12M BEst DPS / Price 1 Day ago).
2. Forward 12 Month Earnings Yield (BF12M BEst EPS / Price 1 Day ago).

3. Trailing 12 Month Earnings Yield (T12M Basic Earnings per Share / Price 1

Day ago).
4. Forward 12 Month Revenue Yield (BF12M BEst Sales / Current Market Cap).
5. Trailing 12 Month Revenue Yield (T12M Revenue / Current Market Cap).

6. Forward 12 Month Book to Price (BF12M BEst BPS / Price 1 Day ago).
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7.

Latest Book to Price (LF Book Value per Share / Price 1 Day ago).

Risk factors include:

1.

2.

3.

4.

Debt to Equity Ratio (LF Total Debt to Total Equity).
Beta (1 Year Beta).
Volatility (30 Day Annualized Volatility).

Nliquidity Ratio (LF Shares Outstanding / 30 Day Average Volume).

Fundamental Momentum factors include:

1.

2.

Analyst Rating (BEst Analyst Rating 1 Day ago).

One Week Change in Analyst Rating (BEst Analyst Rating 1 Day ago - BEst
Analyst Rating 1 Week ago).

. One Month Change in Analyst Rating (BEst Analyst Rating 1 Day ago - BEst

Analyst Rating 1 Month ago).

. One Quarter Change in Analyst Rating (BEst Analyst Rating 1 Day ago - BEst

Analyst Rating 1 Quarter ago).

. One Year Change in Analyst Rating (ABEst Analyst Rating 1 Day ago - BEst

Analyst Rating 1 Year ago).

. Forward 12 Month EPS One Quarter Change ((BF12M BEst EPS - BF12M BEst

EPS 1 quarter ago)/(abs(BF12M BEst EPS) + abs(BF12M BEst EPS 1 quarter

ago))).

. One Week Management Buy Volume Percentage (1 Week Mgmt Buy Volume

as a % of Total Volume).

. One Month Management Buy Volume Percentage (1 Month Mgmt Buy Volume

as a % of Total Volume).

Price Momentum factors include:

1.

One Week Momentum (1 Week Total Return).
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2. One Week Reversal (- 1 Week Total Return).

3. One Month Momentum (1 Month Total Return).

4. One Month Reversal (- 1 Month Total Return).

5. One Quarter Momentum (1 Quarter Total Return).

6. One Year Momentum (1 Year Total Return).

7. Golden Cross (50 Day Moving Average / 200 Day Moving Average).

8. One Week Region Sector Momentum (computed using MSCI AC Americas,
MSCI AC Europe, or MSCI AC Asia Pacific Sector total return).

9. One Month Region Sector Momentum (computed using MSCI AC Americas,
MSCI AC Europe, or MSCI AC Asia Pacific Sector total return).

10. One Quarter Region Sector Momentum (computed using MSCI AC Americas,
MSCI AC Europe, or MSCI AC Asia Pacific Sector total return).

11. and One Year Region Sector Momentum (computed using MSCI AC Americas,

MSCI AC Europe, or MSCI AC Asia Pacific Sector total return).

We only include one Quality factor and one Size factor, Forward 12 Month ROE
(BF12M BEst ROE) and Market Cap (Current Market Cap) respectively.

5.2.2 Macroeconomic Data

From the Bloomberg Economic Calendar, we pull all time series that have at least 10
years of history, including discontinued series, resulting in a total of 1,693 macroe-
conomic variables. It is important to note that our methodology applies no other fil-
ters to narrow the selection economic indicators used during training of the Neural
Factor Model, removing the possibility of data leakage through selecting variables
known by the practitioner to be useful for factor timing during the out-of-sample
period.

Moreover, the Bloomberg Economic calendar may contain multiple transforma-

tions of the same underlying variable, such as month-on-month and year-on-year
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time series. We include them all for completeness, as our Neural Factor Model is
designed to handle highly correlated inputs.

Macroeconomic variables are given two levels of geographic classification: country-
level (or group of countries where applicable, such as for Euro Area indicators) and
region-level (Americas, EMEA or Asia Pacific). They are also divided into the fol-
lowing categories, each reflecting a different aspect of economic conditions (United

Kingdom variables are included as examples for each category):

1. Consumer Confidence. E.g. BRC Shop Price Index YoY, GfK Consumer Con-

fidence.

2. Consumer spending. E.g. CBI Retailing Reported Sales, BRC Sales Like-For-
Like YoY, Private Consumption QoQ, Retail Sales Ex Auto Fuel MoM, Retail
Sales Ex Auto Fuel YoY, Retail Sales Inc Auto Fuel MoM, Retail Sales Inc Auto

Fuel YoY, New Car Registrations YoY.

3. Consumer prices. E.g. BoE/Ipsos Inflation Next 12 Mths, CPI Core YoY, CPI
MoM, CPI YoY, Retail Price Index, RPI MoM, RPI Ex Mort Int.Payments (YoY),
RPI YoY.

4. Employment. E.g. Employment Change 3M/3M, ILO Unemployment Rate

3Mths, Jobless Claims Change, Claimant Count Rate.

5. Wages. E.g. Avg Earnings inc bonus 3M/YoY, Average Weekly Earnings 3M/YoY,
Weekly Earnings ex Bonus 3M/YoY, Manu.Unit Wage Cost (3Ms/YoY).

6. House Prices. E.g. ONS House Price YoY, Halifax House Price 3Mths/ Year,
Halifax House Prices MoM, Nationwide House PX MoM, Nationwide House
Px NSA YoY, Rightmove House Prices MoM, Rightmove House Prices YoY,
RICS House Price Balance.

7. Business confidence. E.g. CBI Business Optimism, CBI Trends Total Orders,
CBI Trends Selling Prices.

8. Business spending.
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10.

11.

12.

13.

14.

15.

16.

17.

18.

Business prices. E.g. PPI Input s.a. (MoM), PPI Input NSA MoM, PPI Input
NSA YoY, PPI Output NSA MoM, PPI Output NSA YoY, PPI Output Core NSA
MoM, PPI Output Core NSA YoY.

Investment demand. E.g. Total Business Investment QoQ), Total Business In-

vestment YoY, Gross Fixed Capital Formation QoQ.

Construction/housing activity. E.g. Construction Output MoM, Construction

Output YoY.
Profits.

Credit conditions. E.g. UK Finance Loans for Housing, Net Consumer Credit,

Net Lending Sec. on Dwellings, Mortgage Approvals.

Fiscal stimulus. E.g. Government Spending QoQ, Public Finances (PSNCR),
PSNB ex Banking Groups, Public Sector Net Borrowing.

Money supply. E.g. BOE Gilt Purchase Target, M4 Ex IOFCs 3M Annualised,
Money Supply M4 MoM, M4 Money Supply YoY.

Rates. E.g. Bank of England Bank Rate.

Broad economic output. E.g. NIESR GDP Estimate, GDP QoQ, GDP YoY, In-
dustrial Production MoM, Industrial Production YoY, Index of Services 3M /3M,
Index of Services MoM, Manufacturing Production MoM, Manufacturing Pro-

duction YoY.

Trade conditions/foreign reserves. E.g. Current Account Balance, Official Re-
serves Changes, Exports QoQ, Imports QoQ, Visible Trade Balance GBP/Mn,
Trade Balance Non EU GBP/Mn, Trade Balance GBP/Mn.

Some variables may belong to multiple categories, but we select the category whose

constituents most closely correlate with the variable in question. Some categories,

particularly for countries with smaller economies, contain no variables. We also

include all surprise indices corresponding to each variable where available, equal to

the difference between the release and the mean consensus estimate. We do not scale
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the surprise indices by the standard deviation of consensus estimates, due to many
consensus estimates being averaged from a very small number of estimates.

For each macroeconomic variable, we engineer different features based on the
type of trend it can theoretically exhibit to ensure inputs are mean-stationary over

time.

1. No long-term trend: keep the original series, 1-week level change, 1-month
level change, 1-quarter level change, and 1-year level change (omitting all fre-
quencies of changes higher than the sampling frequency of the variable). E.g.

consumer confidence series that are bounded above and below.

2. Exponential growth: same features as for no trend variables, except using per-
centage changes rather than level changes and omitting the original series. E.g.

GDP.

3. Exponential growth in scale, but can take non-positive values: same fea-
tures as for exponential growth variables, except using symmetric percentage
changes d(x,y) := (x —y)/(|x| + |y|) for data points x and y, rather than per-
centage changes. E.g. change in payrolls, where population growth can lead
to exponential changes in the working population but these changes may be

negative.

Finally, we take the inverse of these features as necessary to ensure that they reflect
strength in the corresponding category. For example, we take the inverse of features
based on jobless claims within the Employment category of macroeconomic data.
This allows us to implement sign constraints for certain weights in the Neural Factor
Model, which will be discussed in Section 5.3. The features engineered from each

macroeconomic variable will be referred to as macroeconomic sub-indicators.

5.2.3 Macro Asset Market Data

We include 1-week, 1-month, 1-quarter and 1-year price return time series for the

following assets:
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1. Commodities. These include Bloomberg commodity indices for Aluminium,
Brent Crude, Cocoa, Coffee, Copper, Corn, Cotton, Gold, Heat Oil, Hogs, Cat-
tle, Gas, Nickel, Silver, Soybeans, Sugar, WTI Crude, Zinc.

2. Currencies. These include floating currencies with the highest trading volume,
including CNY, JPY, EUR, INR, GBP, CAD, BRL, RUB, KRW, AUD, MXN, IDR,
SAR, TRY, CHE.

3. Equity Sectors. These consist of Global Industry Classification Standard (GICS)
Level 1 Sectors for MSCI USA, MSCI Europe and MSCI APAC indices.

4. Equity Styles. These consist of Value, Size, Momentum, High Dividend Yield,
Quality and Volatility for MSCI USA, MSCI Europe, MSCI Japan and MSCI

APAC ex Japan indices where available.

We include yield time series, 1-week changes in yield, 1-month changes in yield,

1-quarter changes in yield and 1-year changes in yield for the following assets:

1. Government Bonds. These include Bloomberg government bond indices and
inflation-protected bond indices with maturities of 3 months, 1 year, 2 years,
5 years, 10 years and 30 years where available for the largest 20 economies by

2022 nominal GDP.

2. Corporate Bonds. These include investment grade and high yield Bloomberg

bond indices for the US, Europe, Japan, UK and EM where available.

5.3 Neural Factor Model Architecture

The Neural Factor Model is a hierarchical feedforward neural network consisting of
multiple multilayer perceptron (MLP) components that, for a given stock at a given
week, takes as input the latest available observations at that week for its stock-level
characteristics, macroeconomic data and macro asset market data. The Neural Factor
Model then produces a prediction of the one-week forward total return for the stock

as its scalar output.
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For each factor group, such as Value or Price Momentum, the Neural Factor

Model integrates all stock-level factors into a single feature using the equation
Fh,i,t = LinMOl‘lMLPlh (SFh,l,i,t/ ceey SFh,Kh,i,t)/ (51)

where F, ; ; denotes the factor group feature for factor group index /, stock i and time
t; SFy i+ is the factor input indexed by k; and LinMonMLP1;, denotes a monotonic
MLP (Lang [2005]) with linear activation function in the output layer. All weights of
the network are constrained to be nonnegative, by clipping negative weights to zero
at each iteration of the backpropagation algorithm. The sign constraints ensure that
the factor group features are nondecreasing in the constituent factor inputs, reducing
model complexity. For example, it does not make sense to allow the Value factor
group feature to be increasing in dividend yield, but decreasing in earnings yield.
Separate to the factor data, process macroeconomic data initially enters the Neu-

ral Factor Model through the equation
M0, = SigmoidMonMLP1 ;| (SM10,1,t, - SMc0,p,t)- (5.2)

where M, ,; is the macroeconomic indicator belonging to country index c, indica-
tor category index [ (e.g. business confidence), index number within the indicator

category o, at time t. It is the output of SigmoidMonMLP1 a monotonic MLP

clo’
with sigmoid activation function in the output layer. The MLP takes as input the
macroeconomic sub-indicators denoted by SM,,,,+ where p € {1,.., P} is the in-
dex of the sub-indicator. For example, when we include the group of features for
a given macroeconomic variable that consists of the original series, 1-quarter level
change and 1-year level change, P = 3. M, captures relevant information from

each feature through a monotonic MLP with sigmoid activation in the output layer.

Next, we introduce the input scoring component of Neural Factor Model that
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allows the model to infer importance and impute missing values in the macroeco-

nomic data. It is given by

RS, 1+ = SigmoidMonMLP2(InvMissingness Relevance, ¢, GDP Weight_,),

(5.3)

c,lot’

where RS, ,; denotes the relevance score for a macroeconomic variable belonging
to country c, indicator category index /, index number within the indicator category
o, at time t. The relevance score is the output of SigmoidMonMLP2, a monotonic
MLP with sigmoid activation function in the output layer with weights shared across
all macroeconomic inficators. The MLP takes three inputs, the first of which is the

inverse missingness score defined by

InvMissingness — log(min(no’ periods since last observation + 1,100)).

clot =

(54)
We assume a macroeconomic data release is more important when it has been ob-
served recently. By using a missingness score, at each week we can simply use the
latest observation all macroeconomic time series of different sampling frequencies,
without needing to account for mixed frequency temporal structure in the model ar-
chitecture or imputing lower frequency time series. This also allows the Neural Fac-
tor Model to treat time series with later start dates as having infinite “periods since
the last observation’, which results in an inverse missingness score of —log(100).
The second input is the Bloomberg-provided relevance score Relevance.,,;, which
is available for all Bloomberg Economic Calendar variables. The final input is the
GDP Weight, ;,, which is defined as the proportion of global GDP attributed to coun-
try c, based on the latest reported statistic at time t. To ensure the relevance score
is increasing in all inputs, we feed them into a monotonic MLP SigmoidMonMLP2
with sigmoid activation to squash the output between 0 and 1, allowing it to be used
as a gate variable. The same network weights are shared for all relevance scores, to
reduce the risk of overfitting when there are a very large number of macroeconomic

variables in the data set.
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These relevance scores enter the Neural Factor Model during the computation of

regional macroeconomic indicators. These are computed from the equation
RM,,;; = LinMonMLP2, <{MC,1,U X RSe 111y Mot 0,1 X RSC"'OW}CeR ) , (5.5)

where RM, | ; is the regional macroeconomic indicator for region index r (represent-
ing either EMEA, Americas or APAC), indicator category /, time t and R, is the
group of country indices in region . LinMonMLP2, is a monotonic MLP with lin-
ear activation in the output layer, indexed by region and indicator category index.
Macroeconomic indicators of greater relevance are increased in magnitude through
multiplication by the corresponding gate variables. To avoid allowing the network
weights to completely negate this relevance adjustment by decreasing in proportion
to the relevance score, we utilise L2 regularisation of the weights.

Regional macroeconomic indicators for each category are combined into a single

composite macro indicator CM; ; ; using another MLP component
CMyjip = w1, tRMy 1 + w2, tRMy 1 + w3, tRM3 1, (5.6)

where the region weights w, ; ; are computed from a MLP with softmax activation in

the output layer, SoftmaxMLP;. This ensures the weights sum to unity; specifically
w;; = SoftmaxMLP;(R;, Si;). (5.7)

R;¢ and S;; denote the region and sector respectively of stock i at time t. Rather
than directly using geographic revenue exposure, which must be estimated for the
many companies that do not report breakdowns for each of the three regions, we
allow the model to learn the weights based on the stocks” headquarters region and
its GICS sector classification. Intuitively, stocks with different regions and sectors
are exposed differently to the economic conditions of different regions, and this may
itself vary with the category of macroeconomic variable I. This is not the case for
other stock-level factors. The feedforward architecture used to create a composite

macro indicator for a given category, as described above, is illustrated in Figure 5.1.
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FIGURE 5.1: Simplified representation of the component of the Neu-

ral Factor Model architecture used to compute a composite macro in-

dicator for a given macroeconomic variable category. Each feedfor-
ward block consists of a monotonic multilayer perceptron.

Finally, the 1-week forward return of stock i and time t, x;;, is predicted using

the equation

Xit = LinMLP(Ri,t/ Si,t/ Fl,i,t/ eeey FH,i,t/ CMl,i,tl [y CML,i,tl Mﬂ?’k@tt), (58)

where Market; refers to a vector of features engineered from the macro asset mar-
ket data using another MLP component, in order to reduce the dimension of the
input space. LInMLP refers to an MLP with linear activation in the output layer. It
models the interaction between the region, sector and other factor characteristics of
the stock with prevailing macroeconomic conditions (as represented by composite

macroeconomic indicators unique to each stock) and macro asset data.
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5.4 Preliminary Experimental Results

We train the Neural Factor Model on an initial 10-year window of the data set, from
01/01/2006 to 03/01/2016, for a total of 100 epochs, taking 40 hours using a single
NVIDIA GeForce RTX 3080 Ti GPU. Model hyperparameters are given in the Ap-
pendix. At each new week between 10/01/2016 and 01/10/2023, the model param-
eters undergo fine-tuning for 25 epochs utilising a dataset amalgamated from the
most recent week’s observations and a randomly selected subset of data from ten
preceding weeks. This methodology is designed to mitigate the risk of overfitting to
the newly introduced data.

In order to test the performance of the model, we backtest three different strate-
gies: (i) an equal-weighted portfolio of the top decile of stocks based on predicted
one-week forward return (Neural Factor Model Longs), (ii) an equal-weighted port-
folio of the bottom decile of stocks (Neural Factor Model Shorts), and (iii) a dollar-
neutral investment strategy that is long the top decile of stocks and short the bot-
tom decile of stocks (Neural Factor Model Long-Short). Each portfolio is rebalanced
weekly to ensure the longs and the shorts are equally weighted and sum to 1 and -1
respectively.

We evaluate the performance of the Neural Factor Model investment strategies
and various benchmarks using the ex-post Sharpe ratio of Sharpe [1998], which ad-
justs the realised excess returns of a given portfolio for its risk. For time period
{1,2,..., T} itis defined as

D

Sharpe Ratio = —, (5.9)
D

¥2)

where D = 1 YR — R{ , R} is the return of the portfolio at time ¢, R{ is the risk-
free rate of return at time t, and sp is the sample standard deviation of D. In our
experiments, we use the 3-month US T-bill rate for risk-free rate, but set the risk-
free rate to zero for the dollar-neutral long-short strategies. We also evaluate the
maximum drawdowns of each strategy, which is defined as the maximum observed
percentage loss from a peak to a trough of a portfolio, before a new peak is attained.

Figures 5.2 and 5.3 illustrate the evolution of the value of hypothetical portfolios
implementing each strategy, ignoring transaction costs. Table 5.1 shows the Neu-

ral Factor Model Long-Short strategy generating an annualised average return of
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14.0%, for a Sharpe ratio of 0.90. This far exceeds the Sharpe ratio of the equal-
weighted market portfolio benchmark of 0.44 over the same period. We also bench-
mark against a ridge regression model (Hoerl and Kennard [1970]) that uses all
the same inputs as the Neural Factor Model, tuned using ten-fold cross validation
(penalty hyperparameter « = 0.001), trained using out-of-core stochastic gradient
descent. However, unlike for the Neural Factor Model, the long-short strategy does
not generate positive returns. Future work would examine a wider range of bench-
mark models.

The maximum drawdown of the Neural Factor Model Long-Short strategy is
22.8%, experienced at the start of 2022. This represents significantly lower downside
risk than the market benchmark portfolio, which experienced a 33.0% drawdown
during the backtesting period. Annualised turnover of the Neural Factor Model
Long-Short strategy is 154.9%, which would result in a relatively small drag of 0.3%
on annual returns if we assume a flat transaction cost of 20 basis points for each
trade. This is a conservative assumption, compared to the average costs estimated
by Robert et al. [2012] for transactions on the NASDAQ or NYSE exchanges of 13.8
and 8.8 basis points respectively.

Overall, we find that the Neural Factor Model Long-Short and Neural Factor
Model Longs strategies significantly outperforms the benchmark on both an abso-
lute and risk-adjusted basis, while the opposite is true of the Neural Factor Model

Shorts portfolio.
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—— Short Portfolio
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FIGURE 5.2: Backtested performance of the Neural Factor Model
Longs portfolio and the Neural Factor Model Shorts portfolio be-
tween 10/01/2016 and 01,/10/2023.
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FIGURE 5.3: Backtested performance of the dollar-neutral Neu-
ral Factor Model Long-Short portfolio between 10/01/2016 and

01/10/2023.

Model Ann. Return (%) | Ann. Sharpe | Max DD (%) | Ann. Turnover (%)
Neural Factor Model LS 14.0 0.90 22.8 154.9
Neural Factor Model L 16.3 0.69 32.0 66.4
Neural Factor Model S 2.0 0.03 44.7 88.5

Ridge Regression LS 6.2 -0.11 24.8 178.7

Ridge Regression L 11.1 0.49 33.1 89.2

Ridge Regression S 12.9 0.58 30.8 89.5
Equal-Weighted Market 9.0 0.44 33.0 2.5

TABLE 5.1: Neural Factor Model portfolio backtesting performance
statistics between 10/01/2016 and 01/10/2023. "L" and "S" refer to
the long and short portfolios that equally weight the 10% of stocks
with highest and lowest predicted total USD return respectively,
while "LS" refers to the long-short portfolio that takes the weights
of "L" and the negative of the weights of "S". Equal-Weighted Mar-
ket refers to equally-weighted portfolio across all stocks in the invest-
ment universe of 2,000 largest global stocks by market cap. Portfolios
are rebalanced on a weekly basis. Performance metrics are all annu-
alised and do not include transaction costs. The Sharpe Ratio is com-
puted using the 3-month US T-bill rate as the risk-free rate for "L" and
"S" portfolios, and the zero rate for the cash-neutral "LS" portfolio.

5.5 Conclusion

We introduced the Neural Factor Model, a novel hierarchical feedforward neural
network, which has demonstrated good performance in forecasting one-week for-
ward total returns of global equities using stock-level factor characteristics, an ex-
tensive array of macroeconomic variables, and comprehensive macro asset market
data. The model’s architecture, underpinned by monotonic multi-layer perceptrons

and informed by intuitive economic principles, ensures the preservation of logical
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relationships between input factors and the target variable, thus enhancing inter-
pretability and robustness.

Backtesting results suggest this approach is extremely effective, as evidenced by
the strong outperformance of a dollar-neutral long-short investment strategy over
the benchmark market portfolio on both an absolute and risk-adjusted basis. Neu-
ral network models that enable investors to distil a very high dimensional array of
macroeconomic and financial data may yet play a pivotal role in navigating the com-
plexities of market prediction, but our research underscores the benefits of imposing
constraints based on the priors of investment practitioners.

One possible avenue for future research would involve the use of recurrent neu-
ral networks within the Neural Factor Model architecture to design temporal fea-
tures in end-to-end-fashion, rather than simply using percentage changes at various
frequencies. Another potential research direction would involve the modification
of the model to forecast the covariances of the stocks within the universe by tak-
ing differentials in factor characteristics between the given pair of stocks as inputs.
Thresholding methods can then be applied to ensure the resulting covariance matrix

is positive semidefinite, as discussed in Fan et al. [2016].
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Chapter 6

Conclusion

This thesis has introduced a collection of methods for improving the accuracy of time
series forecasts. We have addressed challenges faced by practitioners in each stage
of the forecasting process across various domains, from feature engineering with the
non-decimated wavelet transform, to model selection and model extension in the
context of network time series or mixed frequency time series data, to handling high
dimensional input financial and economic data. We conclude by summarising our
contributions in each chapter, while discussing future avenues of research.
Network time series. We showed how to augment country-level economic time
series data set with trade network data, transforming the challenge from a multivari-
ate time series forecasting problem to a network time series forecasting problem,
thereby improving the quality of our predictions compared to vector autoregres-
sions and allowing us to model the transmission of shifts in economic conditions
through the network. We then introduced the GNARX model, which allowed us to
further increase the accuracy of forecasts and estimate policy impacts by exploiting
the information contained in exogenous variables, including COVID-19 interven-
tion stringency indices and COVID-19 death rates. Asymptotic properties of the
GNARX model and issues relating to order selection were also discussed. One po-
tential avenue for future research is the application of various network construction
algorithms to estimate GNARX models rather than constructing networks from ex-
ogenous variables. We also suggested further research into GNARX extensions for
time-varying parameters, time-varying network weights, and interactions between
multiple networks. Network time series remains a relatively unexplored area of re-

search with the potential to change the framing of many applications in multivariate
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forecasting.

Mixed frequency time series. We introduced FNP-MIDAS, a novel mixed fre-
quency regression model that extends the widely-adopted MIDAS family of models.
Our model allowed for the estimation of nonlinear dependencies between the out-
put time series and each high-frequency lag of the input time series, while having far
lower complexity than generalised additive models, thus reducing overfitting risk
and improving the quality of out-of-sample forecasts. FNP-MIDAS is flexible, allow-
ing the user to choose between any nonparametric regression method for the esti-
mation of component functions within our backfitting estimation algorithm, but we
demonstrated the uniqueness of FNP-MIDAS component function estimates specif-
ically for the recently-developed trend filtering method. We proposed subsequent
studies to explore the relaxation of constraints on FNP-MIDAS component func-
tions, allowing high-frequency lags of a time series regressors to each have distinct
component functions, but reducing model complexity by implementing a penalty
factor that penalises the differences in component functions between lags that are
closer together. Additionally, we suggested adapting the FNP-MIDAS model to use
a weighted cost function that assigns higher importance to more recent observations,
to better handle practical situations with a high risk of regime changes.

Wavelet features. We discussed integration of wavelet analysis with machine
learning for forecasting, demonstrating the utility of non-decimated wavelet fea-
tures to enhance model performance across a variety of forecasting tasks, by exploit-
ing historical patterns across different time scales in parsimonious fashion. We con-
sidered features based on Daubechies wavelets with different numbers of vanishing
moments, computed using a shifted pyramidal algorithm we designed to avoid in-
formation leakage. Our experiments incorporated these features into a wide array
of statistical and machine learning models, including state-of-the-art transformer-
based neural network architectures, suggested that wavelet features are often more
useful than traditional lagged features or univariate forecasts, and this result is ro-
bust across different forecasting horizons and data sets. We suggested extending
our investigation with alternative wavelet number selection methods rather than
the cross-validation approach adopted during our experiments. We also proposed

an evaluation of forecasting performance gains on deseasonalised time series data,
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to better understand whether the outperformance of wavelet features could be at-
tributed to a better representation of seasonality at multiple scales.

High dimensional inputs. Finally, we introduced the Neural Factor Model in
Chapter 5, a novel neural network architecture designed specifically to forecast eq-
uity returns using high-dimensional inputs. Our model leveraged a hierarchical
structure and parameter constraints to reduce the risk of overfitting. Using a back-
test on a universe of large cap global stocks over several years, we showed that
the investment strategies based on Neural Factor Model predictions outperformed
the market benchmark and ridge regression model on both an absolute and a risk-
adjusted basis. We also proposed two potential directions for future research into
the Neural Factor Model. The first would involve incorporating recurrent neural
network components into the model to engineer more effective temporal features.
The second direction would be to apply the model to forecasting stock covariances
using differentials in factor characteristics as inputs.

Collectively, our projects highlight the potential of combining tools from statis-
tics, machine learning, and signal processing to tackle forecasting challenges. Look-
ing forward, we expect to explore more ways to refine existing models like the Neu-
ral Factor Model, explore new approaches to feature engineering involving wavelet
analysis, and find more opportunities to exploit network and mixed frequency data
for multivariate time series forecasting. Ultimately, progress in any of these areas
will provide useful methods for forecasting practitioners across many fields of re-

search.
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Appendix A
Appendix to Chapter 2

A.1 The models of Zhu et al. (2017) and Knight et al. (2020)

For completeness the model from Zhu et al. [2017] is as follows. Let Y;; be the re-
sponse collected from the ith subject at time f, wherei = 1,..., N and ¢ is thought
of as time. Each subject can be thought of as a node in a network and each node
may have associated a p-dimensional node-specific random (covariate) vector Z; =

(Zi1, ..., Zip)T. Their network vector autoregression model (NAR) is given by

N
Yip = Bo+Zly+ Bint Y aijYi 1)+ BaYi 1) + € (A1)
=i

where n; = Yojsidijis the total number of nodes that i follows, where 4; ; = 1 is there
is a relationship (edge) between i and j and 4;; = 0, otherwise, By is a level effect
parameter, 1 is a network effect parameter, 3, is the standard AR(1) parameter and
7 is a p-dimensional covariate parameter.

The model of Knight et al. [2020] is

Xip = Xp; (Déi,in,tj + i i Bire Y, wi,q,ch,tj) + Uiy, (A.2)
j=1 c=1r=1 geEN (i)

where the quantities here are the same as in the main paper except here there is an

extra index c in the network part, which represents one of C possible different edge

types (for example, in epidemics, C = 2 might arise because viruses might spread by

wind (edge type ¢ = 1) or by physical communication (edge type ¢ = 2). This model

was developed from the NARIMA model from Knight et al. [2016], which does not
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have edges types, but introduces differencing and a moving average component as
is found in standard ARIMA modelling for time series, see, e.g. Priestley [1983],
Brockwell and Davis [1991], Hamilton [1994b] or Chatfield [2003].

A.2 Stationarity conditions for the GNARX model

Theorem A.2.1. The GNARX model, as defined in (1) of the main report, is stationary

under the conditions that the external regressor time series X; are stationary and

j=1 c=1r=1

p C 5
ZO%HZZWW0<1mew. (A.3)
The GNARX model can be expressed in VARX form as

Ye =1 Y+ + PpYep + NoXe + M Xeog + -+ Ap Xy +uy, (A4)

where the coefficient matrices are restricted such that ¢y = diag {a;x} + Y%, B, W),
[W(r)]llm = Wyl {m € ./\/'(r)(l)}, and Ay = A¢ly. Equation A.4 can be expressed

compactly in terms of lag polynomials as
¢(B)Y; = A(B)Xy, (A.5)

where ¢(z) = I — 1z — ... — ¢ppz¥ and A(z) = I, — Ajz — ... — ApzP. Knight et al.
[2020] demonstrate that under Equation A.3, the causality criterion det¢(z) # 0 for
all z| < 1, where z € C, is satisfied. By Brockwell et al. [1991], we can thus obtain

the representation

Y=Y X (A.6)
j=0

where the coefficient matrices §; correspond to the lag polynomial (z) = ¢! (z)A(z).

As X; are stationary by assumption, Y; is therefore stationary.
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A.3 Consistency and asymptotic normality of GNARX pa-

rameter estimates

A straightforward application of Liitkepohl [2005] Proposition 5.1, with an addi-
tional assumption that the external regressor time series are stationary, guarantees
the existence of plim(T~1ZZT) and the following asymptotic properties of 47¢5,

which we provide without proof.

Theorem A.3.1. Let 47615 and 3., be defined according to (2.5) and (2.6) from the main

paper, respectively, for stationary multivariate time series {Y;},_; 1 and {X;},_4

.....

in (1). Then 4FCLS EA 7y and
~1
JT <§ch5 N 7) 4 N <0, [RT {plim(TﬂZZT) ® z;l} R} > , (A7)

where 2 and % denote convergence in probability and distribution, respectively, and plim

is the probability limit.

A.4 Definition of the Model Matrix

From equation (A.4) we have

T Sk
vec (¢x) = x1r On apr On - “N,k] + Z Bk, vec {W(’)} , (A.8)
N2x1 r=1
vec(Ay) = Apvec(Iy), (A9)

where [x]; denotes the ith element of x and 0, denotes the length a-vector of zeros.
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By vertically stacking the vec(¢) and vec(A) vectors, the P x M matrix R is

A Rl 0N2><N ONZ><52

Onzxn Onexs, A Rz

R B 0N2><N ON2><N ON2><51 ONzxsz
N2(p+p'+1)xM
(ptp+1) 0N2><N 0N2><N 0N2><51 0N2><sz

0N2><N ON2><N 0N2><s1 ON2><52

On2xn Onexn Onews; Onzxs,

ON2><N 0N2><sp O 0 e 0
0N2><N 0N2><Sr, O 0 e O
A R, 0 0 - 0
., (A.10)
ONZXN ONZXSP L 0N2 ce ONZ
ONZXN ONZXSP ONZ L e ONZ
ONZXN 0N2><sp ONZ 0N2 et L i

where 0, ., denotes the a x b matrix of zeroes, Ry = {Vec {W(l) } ,...,Vec {W(sk) H ,

N2><Sk

L =(1,0],1,0%,1,...,1]" and sz‘iN = [e1,0nxnN, €2, 0nxN, €3, ..., eN

I".
N2x1

A.5 Second-order stationary tests

We used the second-order stationary test from Nason [2013, 2016b] on the demeaned
purchasing managers” indices from each country. The results are summarised by
Figures A.1 to A.13. Outside of COVID and, in a few cases, the great financial cri-
sis, there is little evidence to reject the null hypothesis of second-order stationarity.
Table A.1 shows which countries had no non-stationarities, those that exhibited non-
stationarities during the COVID-19 pandemic and those that exhibited them during

the COVID-19 pandemic and great financial crisis.
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TABLE A.1: Countries’ PMI non-stationarity status.

Non-stationarity type Countries
None USA, Japan, India, China, Brazil, Australia
COVID only Spain, Italy, Germany, France
COVID + GEC UK, Russia, Ireland

Although some of these time series do exhibit non-stationarities, for forecasting
the 2007-08 global financial crisis was about 160 time periods ago, was relatively
short-lived (with respect to the extent of the rest of the data) and will not unduly in-
fluence the forecasts (the methods we are using place greater weight on more recent
observations). Secondly, the non-stationarities due to the COVID-19 are precisely
what we expect the exogenous variables to model — they, in effect, act as a kind of

intervention variables.

A.6 Covariate plots

Below, Figures A.14 to A.25 show the plots of covariates for all country nodes, ex-
cluding the UK (which can be found in the main article as Figure 2). All series have
been standardised to zero mean and unit variance so that they may be plotted on the

same axes.
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FIGURE A.1: Stationarity test plot for USA PMlIs. No formal non-
stationarities discovered
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FIGURE A.2: Stationarity test plot for UK PMls. Non-stationarities
discovered during the great financial crisis and COVID-19.
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FIGURE A.3:  Stationarity test plot for Spanish PMlIs.

stationarities discovered during COVID-19.
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FIGURE A.4:  Stationarity test plot for Russian PMIs. Non-
stationarities discovered during the great financial crisis and COVID-
19.
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Japan
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FIGURE A.5: Stationarity test plot for Japanese PMIs. No formal non-
stationarities discovered




149

Italy

[p]
o _|
o p—
O —
M
o
C\lj —
o
cf|) p—
[ R R it e - -
ql- —
0 50 100 150 200 250
Time

MC Type: FDR . 2 rejected.

FIGURE A.6: Stationarity test plot for Italian PMIs. Non-stationarities
discovered during COVID-19.
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FIGURE A.7: Stationarity test plot for Irish PMIs. Non-stationarities
discovered during the great financial crisis and COVID-19.
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FIGURE A.8: Stationarity test plot for Indian PMIs. No formal non-
stationarities discovered
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FIGURE A.9:  Stationarity test plot for German PMIs.

stationarities discovered during COVID-19.
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China
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FIGURE A.10: Stationarity test plot for Chinese PMIs. No formal
non-stationarities discovered
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Brazil
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FIGURE A.11: Stationarity test plot for Brazilian PMIs. No formal
non-stationarities discovered




155

Australia

-10

-20

I I I I I I I
0 10 20 30 40 50 60

Time
MC Type: FDR . 0 rejected.

FIGURE A.12: Stationarity test plot for Australian PMIs. No formal
non-stationarities discovered
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FIGURE A.13:  Stationarity test plot for French PMIs.
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FIGURE A.14: Plot of US Composite PMI together with US stringency
index and US death rate covariates, where all variables have been
standardised to zero mean and unit variance.
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FIGURE A.15: Plot of Spain Composite PMI together with Spain strin-
gency index and Spain death rate covariates, where all variables have
been standardised to zero mean and unit variance.



158

Standardised Values

Standardised Values

2 -
2~
_4 -I 1 1 1
2019-01 2019-07 2020-01 2020-07
—o— Composite PMI Diff. Stringency Index Diff. Death Rate
FIGURE A.16: Plot of Russia Composite PMI together with Russia
stringency index and Russia death rate covariates, where all variables
have been standardised to zero mean and unit variance.
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FIGURE A.17: Plot of Japan Composite PMI together with Japan strin-
gency index and Japan death rate covariates, where all variables have
been standardised to zero mean and unit variance.
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FIGURE A.18: Plot of Italy Composite PMI together with Italy strin-

gency index and Italy death rate covariates, where all variables have

been standardised to zero mean and unit variance.
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FIGURE A.19: Plot of Ireland Composite PMI together with Ireland
stringency index and Ireland death rate covariates, where all vari-
ables have been standardised to zero mean and unit variance.
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FIGURE A.20: Plot of India Composite PMI together with India strin-
gency index and India death rate covariates, where all variables have
been standardised to zero mean and unit variance.
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FIGURE A.21: Plot of Germany Composite PMI together with Ger-
many stringency index and Germany death rate covariates, where all
variables have been standardised to zero mean and unit variance.
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FIGURE A.22: Plot of China Composite PMI together with China
stringency index and China death rate covariates, where all variables
have been standardised to zero mean and unit variance.
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FIGURE A.23: Plot of Brazil Composite PMI together with Brazil
stringency index and Brazil death rate covariates, where all variables
have been standardised to zero mean and unit variance.
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FIGURE A.24: Plot of Australia Composite PMI together with Aus-
tralia stringency index and Australia death rate covariates, where all
variables have been standardised to zero mean and unit variance.
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FIGURE A.25: Plot of France Composite PMI together with France
stringency index and France death rate covariates, where all variables
have been standardised to zero mean and unit variance.
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TABLE A.2: Out-of-sample composite PMI forecast performance be-

tween Jan-18 and Oct-20 using GNAR, VAR and naive forecasting.

MSFE=0Out-of-sample mean-squared forecasting error; SE = standard
error

Model Model order Parameters MSFE (SE)
Global-a GNAR, fully-connected net 1, (1) 2 382(6.8)
Global-a GNAR, nearest-neighbour net 1, (0) 1 38.8 (7.0)
Local-& GNAR, fully-connected net 1, (1) 13 38.5 (6.8)
Local-a GNAR, nearest-neighbour net 1, (0) 12 39.1 (7.0)
VAR 1 144  40.7 (8.0)
AR 1 12 39.1(7.0)
Naive forecast - - 40.6 (7.2)

A.7 Additional GNAR experimental results

Figures A.26-A.37 plot the out-of-sample one-step-ahead rolling forecasts of the local-
a GNAR(1, (1)) model between Jan-18 and Oct-20 using the fully connected trade
network (i.e. the GNAR specification with lowest mean-squared forecast error), to-
gether with the forecasts of the VAR(2) model. The forecasts are arranged in order
of 2019 country GDP.

Table A.2 shows the performance of the models selected by optimising for MSFE,
rather than BIC. Specifically, models of all orders up to p = 3 were fit on the first
180 months of the in-sample period and their corresponding forecast errors were
recorded for the remaining 60 months of the in-sample period. Model orders were
selected to minimise the MSFE computed from these forecast errors. The resulting
GNAR models using the fully-connected networks outperform both the VAR model

and the univariate AR models in terms of MSFE.

A.8 Simulation results for GNARX model order selection us-
ing BIC optimisation

We simulate network time series data of three different lengths T from a local-«
GNARX(1, (1), 1) model with the fiveNet network used in the simulation experi-
ments of Leeming [2019]. Parameters are set as a1;7 = 04,021 = a41 = 51 =

02,a31 =0.4,B11 =0.5,A11 = 04,1, = 0.2. Both the GNARX innovations and the
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FIGURE A.26: United States: Out-of-sample one-step-ahead rolling

composite PMI forecasts of the local-a GNAR(1,1) model and the
VAR(2) model.
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FIGURE A.27: China: Out-of-sample one-step-ahead rolling compos-
ite PMI forecasts of the local-a GNAR(1,1) model and the VAR(2)
model.
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FIGURE A.28: Japan: Out-of-sample one-step-ahead rolling compos-
ite PMI forecasts of the local-a GNAR(1,1) model and the VAR(2)
model.
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FIGURE A.29: Germany: Out-of-sample one-step-ahead rolling com-
posite PMI forecasts of the local-« GNAR(1, 1) model and the VAR(2)
model.
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FIGURE A.30: India: Out-of-sample one-step-ahead rolling compos-
ite PMI forecasts of the local-a GNAR(1,1) model and the VAR(2)
model.

60-

Composite PMI
N
o

2018 2019 2020
—e— Observations GNAR Forecast VAR Forecast

FIGURE A.31: United Kingdom: Out-of-sample one-step-ahead
rolling composite PMI forecasts of the local-a GNAR(1, 1) model and
the VAR(2) model.
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FIGURE A.32: France: Out-of-sample one-step-ahead rolling com-
posite PMI forecasts of the local-« GNAR(1, 1) model and the VAR(2)
model.
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FIGURE A.33: Italy: Out-of-sample one-step-ahead rolling composite
PMI forecasts of the local-« GNAR(1, 1) model and the VAR(2) model.
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FIGURE A.34: Brazil: Out-of-sample one-step-ahead rolling compos-
ite PMI forecasts of the local-a GNAR(1,1) model and the VAR(2)
model.
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FIGURE A.35: Russia: Out-of-sample one-step-ahead rolling compos-
ite PMI forecasts of the local-a« GNAR(1,1) model and the VAR(2)
model.
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FIGURE A.36: Spain: Out-of-sample one-step-ahead rolling compos-
ite PMI forecasts of the local-a GNAR(1,1) model and the VAR(2)
model.
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FIGURE A.37: Ireland: Out-of-sample one-step-ahead rolling com-
posite PMI forecasts of the local-a« GNAR(1, 1) model and the VAR(2)
model.
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TABLE A.3: Number of times each model order is selected by min-
imising the BIC out of 1000 simulations up to orders p = p’ = 3. The
true model order has been bolded.

S & = @ ®» & = & ® =
32 1 413 517 35 6 7 17 1 1 2
64 0 165 789 17 2 2 21 1 0 3
128 0 18 960 0 014 0 0 0

TABLE A.4: Number of times each model order is selected by stage-
wise BIC optimisation out of 1000 simulations up to orders p =
12, p’ = 3. The true model order has been bolded.

5 & & = & ®© &8 & & ®» =
32 3 1 467 48 13 3 7 14 0 1 5
64 0 0 170 796 12 3 2 15 0 0 2
122 0 0 19 957 11 0 0 11 0 0 2

exogenous regressor are sampled i.i.d from a standard normal distribution. These
settings guarantee stationarity of the resulting process.

Tables A.3 and A.4 show that, as the lengths of the time series increases, the
correct model order is identified with increasing probability using both global BIC
optimisation and our stagewise approach. The latter approach, which we adopt
in our PMI forecasting experiments, involves first selecting autoregressive order p
while ignoring the network. Once p has been selected, we optimise on the remaining
components of the model order. To ensure computational feasibility, for global BIC
optimisation we have set order limits of p = p’ = 3. For stagewise optimisation, we

are able to set a higher limit of p = 12.

A9 GNARX Residual Analysis

In Figures A.38-A.47, we show the GNARX(5,[1,0,1,0,1],3,2) residual analyses for

all countries, arranged in order of 2019 country GDP.
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FIGURE A.38: Time series plots of residuals from best GNARX model.
(US, China, Japan, Germany, India, UK, France, Italy)
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A.10 Additional GNARX experiment charts

Figures A .48-A.60 show the full set of fitted series for the global-« GNARX(5, [1,0,1,0,1],3,2)
model using the fully-connected network and stringency indices only over the most
recent five-year period, together with the fitted series of the GNAR model of corre-

sponding model order.

A.11 Full set of GNARX model forecasting results

The complete set of GNARX model forecasting results is shown in Table A.5. We
have also included the performance of the univariate AR models with and with-
out (current-period) external regressors, whose order was selected based on BIC
optimisation without external regressors as mentioned in Section 3.2 of the main re-
port. Again, each node may have different AR coefficients, comparable to the local-«
GNARX models.

As a side note, the chosen model orders suggest that the nearest-neighbour net-
work is not an adequate representation of links between countries, losing valuable
information by assuming a country’s business confidence depends only on its clos-
est trade partner. This finding holds regardless of which external regressors are in-

cluded and whether or not the global-a assumption is invoked.

A.12 Generating bootstrap prediction intervals for the GNARX

model

In order to obtain asymptotically pertinent prediction intervals for GNARX model
forecasts, we provide a forward bootstrap algorithm similar to the algorithm used
for linear autoregressive models described in Pan and Politis [2016]. These predic-
tion intervals account for both innovations in the PMI series and estimation error in
the GNARX parameters, which are assumed to be independent. The pseudo-code is

provided in Algorithm 4.
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FIGURE A.50: Japan: Comparison of GNARX(5,[1,0,1,0,1]) and
GNARX(5,[1,0,1,0,1],3,2) fits.
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FIGURE A.51: Germany: Comparison of GNARX(5,[1,0,1,0,1]) and
GNARX(5, [1, 0,1,0, 1], 3,2) fits.
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FIGURE A.52: India: Comparison of GNARX(5,[1,0,1,0,1]) and
GNARX(5, [1,0,1,0,1],3,2) fits.
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FIGURE  A.53: United Kingdom: Comparison  of
GNARX(5,[1,0,1,0,1]) and GNARX(5,[1,0,1,0,1],3,2) fits.
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FIGURE A.54: France: Comparison of GNARX(5,[1,0,1,0,1]) and
GNARX(5,[1,0,1,0,1],3,2) fits.
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FIGURE A.55: Italy: Comparison of GNARX(5,[1,0,1,0,1]) and
GNARX(5,[1,0,1,0,1],3,2) fits.

oo A f L . \.”-‘«‘ /,,f
“ pad i f
"\J' I |

Composite PMI
»
&

2016 2018 2020

e~ Observations GNAR Fit GNARX Fit

FIGURE A.56: Brazil: Comparison of GNARX(5,[1,0,1,0,1]) and
GNARX(5, [1,0,1,0,1],3,2) fits.
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FIGURE A.57: Russia: Comparison of GNARX(5,[1,0,1,0,1]) and
GNARX(5, [1, 0,1,0, 1], 3,2) fits.
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FIGURE A.58: Spain: Comparison of GNARX(5,[1,0,1,0,1]) and
GNARX(5, [1,0,1,0,1],3,2) fits.
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FIGURE A.59: Australia: Comparison of GNARX(5,[1,0,1,0,1]) and
GNARX(5,[1,0,1,0,1],3,2) fits.
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FIGURE A.60: Ireland: Comparison of GNARX(5,[1,0,1,0,1]) and
GNARX(5, [1,0,1,0,1],3,2) fits.

TABLE A.5: In-sample composite PMI forecast performance between
Jan-98 and Oct-20 using GNARX models. MSFE=In-sample mean-
squared forecasting error.

Model Model order BIC MSEFE (SE)
Without external regressors \

Global-a GNAR, fully-connected net 4,(1,1,1,0) 12653 7.1 (0.9)
Global-« GNAR, nearest-neighbour net 4,(1,1,1,0) 12895 7.8 (1.0)
Local-« GNAR, fully-connected net 3,(1,1,1) 12806 6.7 (0.9)
Local-« GNAR, nearest-neighbour net 3,(1,1,1) 13036 7.4 (1.0)
AR 3 13049 7.5 (1.0)

Stringency indices only ‘

Global-a GNARYX, fully-connected net 5,1,0,1,0,1),3 11323 4.2 (0.3)
Global-« GNARX, nearest-neighbour net 2,(0,0),3 11409 4.4(0.4)
Local-& GNARX, fully-connected net 2,(1,1),3 11331 4.0 (0.3)
Local-a GNARX, nearest-neighbour net 2,(0,0),3 11364 4.1 (0.3)
AR 2,3 11364 4.1(0.3)

COVID-19 death rates only ‘

Global-a GNARYX, fully-connected net 4,(1,1,1,0),3 12020 5.5 (0.8)
Global-a GNARX, nearest-neighbour net 4,(0,0,0,0),1 12324 6.3 (0.9)
Local-« GNARX, fully-connected net 2,(1,1),3 12212 5.5 (0.8)
Local-« GNARX, nearest-neighbour net 2,(0,0),3 12389 6.0 (0.8)
AR 2,3 12389 6.0 (0.8)

With both external regressors ‘

Global-a GNARYX, fully-connected net 5,(1,0,1,0,1),3,2 11175 4.0 (0.3)
Global-a GNARX, nearest-neighbour net 2,(0,0),3,0 11301 4.2 (0.4)
Local-« GNARX, fully-connected net 2,(1,1),3,1 11199 3.8 (0.3)
Local-&« GNARX, nearest-neighbour net 2,(0,0),3,0 11264 3.9 (0.3)
AR 2,3,0 11264 3.9 (0.3)
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Algorithm 4: Generating h-step ahead bootstrap prediction intervals for the
GNARX model

1 procedure

10

11

12

13

14

15

16

17

18

19

Input: GNARX model order (p, s, p’), observed data
{(Xqt, -, Xnt, Ye),t =1,..., T}, forecast steps I, and scenario
assumptions for exogenous regressors
{(Xqt, . Xnt),t = T+1,.., T+ h}, number of bootstrap samples
B and prediction interval coverage (1 — a)100%.
Output: (1 — «)100% prediction interval for Y7 .
p* < max (p, py, - Py)
4 <— GNARX parameter estimates using { (X1 ¢, ..., Xg ¢, Yi), t =1,.., T}
{t, t =p*+1,.., T} + GNARX residuals using
{(Xip o Xpp, Ye), t=1,.., T}
b<+0
repeat
{uf,t =p*+1,.., T} + samples with replacement from
{ﬁt,t = P* +1,.., T}
(Y3, ..., Y},) < sample from { (Y, ..., Yy pr 1),k =1,.., T — p* +1}
{Y{,t =p*+1,.., T} < simulations from the GNARX model with
parameters 7, starting values (Y7, ..., Y;), residuals
{uj,t = p*+1,.., T} and exogenous regressors
{(Xy,t, .., Xpt), t =1,..., T} (ie. in the same order as the observed
exogenous regressor time series)
4* <~ GNARX parameter estimates using { (X1, ..., X, Y;), Vi}

{Y; FRp. Y +h} < predicted values from the GNARX model with

parameters 4%, data {(Xy, ..., Xmt, Y¢),t =1,..., T} and scenario
assumptions { (X, ..., Xp), t =T +1,.., T+ h}

{Y7,1,... Y7}, } < simulated values from the GNARX model with
parameters ¥, data {(X14, ..., Xg, Yi), t =1,..., T}, scenario
assumptions {(Xi ¢, ..., Xg¢),t = T+1,..., T + h} and residuals
{uj,t=T+1,.,T+h}

e Y1, — Y;-Hq

b+—b+1

until b = B;

q(x/2) < a/2-quantile of empirical distribution of {e;,b =1, .., B} (i.e.
an N-length vector where the i-th entry is the quantile of the empirical
distribution of the i-th entry of e, over all b)

q(1 —a/2) < (1 — a/2)-quantile of empirical distribution of
{eb, b= 1, .oy B}

{YTH, " YTM} + predicted values from the GNARX model with
parameters ¥, data { (X1 4, ..., Xut, Ye), t = 1,..., T} and scenario
assumptions { (X1, ..., Xgy), t =T+1,.., T+ h}

return [Vr. +q(a/2), Yron -+ q(1 —/2)
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Appendix B
Appendix to Chapter 4

B.1 Experiment 1 results forindividual time series categories

See Tables B.1-B.9 for Experiment 1 results for each category of time series, for each

model, for each feature set.

Model | Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Ridge Lags - 0.71 (0.08)
Ridge NDWT 1 0.37 (0.02)
Ridge NWPT 7 1.35 (0.32)
SVR Lags - 3.87 (0.65)
SVR NDWT 1 0.54 (0.11)
SVR NWPT 7 1.04 (0.08)
Forest Lags - 0.54 (0.05)
Forest NDWT 1 0.45 (0.05)
Forest NWPT 2 0.52 (0.08)
XGBoost Lags - 0.99 (0.11)
XGBoost NDWT 1 0.75 (0.10)
XGBoost NWPT 3 0.92 (0.14)
MLP Lags - 6.06 (0.80)
MLP NDWT 1 0.36 (0.02)
MLP NWPT 4 2.54 (1.03)

TABLE B.1: UK Total Electricity Demand Out-of-Sample One-Step-
Ahead Forecast Performance. The top-performing feature set for each
model has been bolded.

B.2 Experiment 2 results for individual time series

See Tables B.10-B.18 for Experiment 2 results for each time series, for each model,

for each feature set. SMAPE is computed using the mean prediction error for the
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Model | Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Ridge Lags - 5.05 (0.85)
Ridge NDWT 1 2.65 (0.32)
Ridge NWPT 2 9.49 (1.45)
SVR Lags - 24.60 (6.07)
SVR NDWT 1 2.68 (0.30)
SVR NWPT 9 16.26 (4.09)
Forest Lags - 4.32 (0.87)
Forest NDWT 5 3.37 (0.36)
Forest NWPT 7 3.14 (0.33)
XGBoost Lags - 11.20 (2.73)
XGBoost NDWT 1 6.17 (1.05)
XGBoost NWPT 2 5.69 (0.70)
MLP Lags - 33.94 (3.24)
MLP NDWT 2 3.75 (0.88)
MLP NWPT 7 22.76 (6.56)

TABLE B.2: UK Hydropower Electricity Supply Out-of-Sample One-
Step-Ahead Forecast Performance. The top-performing feature set for
each model has been bolded.

Model | Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Ridge Lags . 2.40 (0.23)
Ridge NDWT 1 0.83 (0.10)
Ridge NWPT 7 418 (1.82)
SVR Lags - 16.80 (3.81)
SVR NDWT 1 1.07 (0.10)
SVR NWPT 9 5.33 (1.58)
Forest Lags - 1.11 (0.14)
Forest NDWT 1 1.54 (0.63)
Forest NWPT 10 1.15 (0.16)
XGBoost Lags - 4.00 (0.85)
XGBoost NDWT 1 2.98 (0.62)
XGBoost NWPT 2 2.34 (0.55)
MLP Lags - 54.16 (11.43)
MLP NDWT 1 4.28 (2.46)
MLP NWPT 7 12.11 (3.92)

TABLE B.3: UK Wind Electricity Supply Out-of-Sample One-Step-
Ahead Forecast Performance. The top-performing feature set for each
model has been bolded.

ten length-10,000 contiguous segments, while the SE is the standard error of those

means.
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Model | Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Ridge Lags - 6.73 (0.90)
Ridge NDWT 1 5.18 (0.83)
Ridge NWPT 7 9.80 (0.84)
SVR Lags - 14.71 (2.03)
SVR NDWT 1 5.33 (0.84)
SVR NWPT 1 9.64 (1.06)
Forest Lags - 5.27 (0.73)
Forest NDWT 1 5.07 (0.69)
Forest NWPT 1 5.17 (0.70)
XGBoost Lags - 6.64 (0.86)
XGBoost NDWT 1 6.01 (0.84)
XGBoost NWPT 1 5.99 (0.83)
MLP Lags - 20.26 (2.60)
MLP NDWT 1 5.43 (0.83)
MLP NWPT 1 11.29 (1.28)

TABLE B.4: Heathrow Relative Humidity Out-of-Sample One-Step-
Ahead Forecast Performance. The top-performing feature set for each

model has been bolded.
Model | Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Ridge Lags - 10.65 (2.73)
Ridge NDWT 1 8.15 (2.25)
Ridge NWPT 7 15.87 (3.84)
SVR Lags - 32.93 (7.01)
SVR NDWT 1 9.58 (2.64)
SVR NWPT 9 21.35 (4.56)
Forest Lags - 9.85 (2.43)
Forest NDWT 1 8.41 (2.29)
Forest NWPT 1 8.66 (2.31)
XGBoost Lags - 15.42 (3.35)
XGBoost NDWT 1 11.03 (3.18)
XGBoost NWPT 1 11.15 (3.04)
MLP Lags - 48.08 (21.13)
MLP NDWT 1 8.31 (2.27)
MLP NWPT 4 20.53 (5.13)

TABLE B.5: Heathrow Temperature Out-of-Sample One-Step-Ahead
Forecast Performance. The top-performing feature set for each model
has been bolded.

B.3 Model settings

The hyperparameter search spaces for each non-temporal model are as follows (note

that if hidden size is a scalar, the neural network has only a single hidden layer):

1. Ridge Regression. Regularisation parameter (alpha): 1/32, 1/16, 1/8, 1/4,
1/2,1,2,4,8, 16, 32.
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Model | Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Ridge Lags - 35.90 (3.86)
Ridge NDWT 1 26.62 (3.15)
Ridge NWPT 7 49.81 (4.44)
SVR Lags - 41.24 (2.95)
SVR NDWT 1 28.50 (3.42)
SVR NWPT 1 29.19 (3.16)
Forest Lags - 26.68 (2.90)
Forest NDWT 6 26.40 (2.87)
Forest NWPT 1 26.58 (3.05)
XGBoost Lags - 27.14 (2.94)
XGBoost NDWT 1 26.44 (2.94)
XGBoost NWPT 1 26.49 (2.96)
MLP Lags - 50.70 (3.82)
MLP NDWT 1 26.89 (3.19)
MLP NWPT 1 36.51 (3.44)

TABLE B.6: Heathrow Wind Speed Out-of-Sample One-Step-Ahead
Forecast Performance. The top-performing feature set for each model

has been bolded.

Model | Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Ridge Lags . 144.28 (0.56)
Ridge NDWT 4 143.83 (0.85)
Ridge NWPT 4 150.58 (0.88)
SVR Lags - 151.88 (1.01)
SVR NDWT 4 145.18 (1.08)
SVR NWPT 4 155.97 (1.83)
Forest Lags - 162.64 (1.72)
Forest NDWT 2 163.30 (0.95)
Forest NWPT 5 166.53 (0.97)
XGBoost Lags - 157.01 (1.01)
XGBoost NDWT 10 155.43 (1.79)
XGBoost NWPT 2 144.73 (0.87)
MLP Lags - 147.54 (6.30)
MLP NDWT 1 144.76 (0.66)
MLP NWPT 1 147.73 (1.29)

TABLE B.7: Simulated Bumps Data Out-of-Sample One-Step-Ahead

Forecast Performance. The top-performing feature set for each model
has been bolded.

. Support Vector Regression. Kernel: linear, polynomial, radial basis function,

sigmoid. Regularisation parameter (C): 0.125,0.25,0.5, 1. Error sensitivity (ep-
silon): 0.025,0.05,0.1,0.2,0.4.

. Random Forest. Number of trees: 5,10, 20,40. Minimum number of samples

to split: 8,16,32. Minimum number of samples required at each leaf node:
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Model | Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Ridge Lags - 82.85 (0.65)
Ridge NDWT 6 81.53 (0.99)
Ridge NWPT 7 116.79 (1.93)
SVR Lags - 85.69 (3.78)
SVR NDWT 3 158.58 (7.35)
SVR NWPT 8 116.07 (4.20)
Forest Lags - 106.88 (7.82)
Forest NDWT 9 105.42 (6.28)
Forest NWPT 5 90.06 (1.71)
XGBoost Lags - 99.65 (10.73)
XGBoost NDWT 1 84.31 (0.50)
XGBoost NWPT 1 94.84 (3.30)
MLP Lags - 83.99 (0.77)
MLP NDWT 1 105.26 (10.12)
MLP NWPT 7 130.30 (4.39)

TABLE B.8: Simulated Doppler Data Out-of-Sample One-Step-Ahead
Forecast Performance. The top-performing feature set for each model

has been bolded.

Model | Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Ridge Lags - 31.53 (0.23)
Ridge NDWT 1 29.92 (0.36)
Ridge NWPT 7 44.57 (0.65)
SVR Lags - 33.27 (0.23)
SVR NDWT 1 31.13 (0.29)
SVR NWPT 1 41.55 (0.35)
Forest Lags - 47.78 (0.54)
Forest NDWT 7 30.41 (0.34)
Forest NWPT 2 30.63 (0.44)
XGBoost Lags - 44.49 (1.39)
XGBoost NDWT 3 33.68 (0.80)
XGBoost NWPT 4 33.23 (0.87)
MLP Lags - 31.42 (0.30)
MLP NDWT 1 29.41 (0.35)
MLP NWPT 1 49.51 (2.75)

TABLE B.9: Simulated Heavisine Data Out-of-Sample One-Step-
Ahead Forecast Performance. The top-performing feature set for each
model has been bolded.

4,8,16. Maximum number of features to consider when splitting a node: all,

square root of total, base 2 log of total.

4. XGBoost. Number of trees: 100,200. Maximum tree depth: 3,6,12. Learning
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Model Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Persistence | Univariate - 18.59 (1.70)
ARIMA Univariate - 11.44 (1.45)
ETS Univariate - 19.65 (2.29)
Theta Univariate - 18.61 (1.70)
RNN Univariate - 10.45 (0.84)
RNN NDWT 1 12.12 (0.91)
RNN NWPT 1 11.47 (0.61)
GRU Univariate - 9.55 (1.28)
GRU NDWT 1 34.89 (14.64)
GRU NWPT 4 11.88 (1.01)
LSTM Univariate - 9.78 (0.92)
LSTM NDWT 6 15.65 (3.14)
LSTM NWPT 2 11.13 (0.58)
DilatedRNN | Univariate - 11.21 (1.24)
DilatedRNN NDWT 4 11.56 (0.74)
DilatedRNN NWPT 5 11.17 (0.63)
TCN Univariate - 9.55 (0.91)
TCN NDWT 5 12.98 (1.24)
TCN NWPT 1 10.81 (0.52)
TFT Univariate - 12.26 (0.83)
TFT NDWT 3 12.50 (0.87)
TFT NWPT 6 12.64 (1.17)
Informer Univariate - 199.65 (0.01)
Informer NDWT 2 199.06 (0.11)
Informer NWPT 4 198.94 (0.21)
Autoformer | Univariate - 13.21 (0.88)
Autoformer NDWT 3 13.13 (0.89)
Autoformer NWPT 1 13.40 (1.02)
PatchTST Univariate - 14.18 (2.34)
PatchTST NDWT 5 10.94 (1.21)
PatchTST NWPT 5 16.17 (4.61)

TABLE B.10: UK Total Electricity Demand Out-of-Sample 1- to 1000-
Step-Ahead Forecast Performance. The top-performing feature set for
each model has been bolded.

rate (eta): 0.15,0.3,0.6. Minimum loss reduction (gamma): 0,10,100. Mini-
mum child weight: 1,2, 4. Regularisation parameter (lambda): 1,10,100. Reg-
ularisation parameter (alpha): 0,10, 100. Fraction of features to consider when

splitting a node: 0.25,0.5,1. Fraction of training set used to train each tree:

0.25,0.5,1.

5. MLP. Learning rate: 0.0001, 0.001, 0.01. Maximum number of epochs: 1000, 2000.
Batch size: 1000, 10000. Hidden size: None, 60, [200, 14].
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Model Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Persistence | Univariate - 46.41 (5.05)
ARIMA Univariate - 38.28 (4.38)
ETS Univariate - 51.21 (5.20)
Theta Univariate - 47.06 (5.31)
RNN Univariate - 45.62 (6.10)
RNN NDWT 1 49.73 (7.22)
RNN NWPT 1 48.08 (5.96)
GRU Univariate - 42.01 (6.53)
GRU NDWT 4 44.39 (5.07)
GRU NWPT 5 45.31 (5.54)
LSTM Univariate - 43.79 (6.70)
LSTM NDWT 1 48.81 (6.62)
LSTM NWPT 9 47.15 (5.49)
DilatedRNN | Univariate - 48.29 (6.17)
DilatedRNN NDWT 4 46.89 (5.52)
DilatedRNN NWPT 1 41.78 (4.91)
TCN Univariate - 46.25 (6.26)
TCN NDWT 1 48.68 (6.53)
TCN NWPT 1 45.35 (5.31)
TFT Univariate - 45.35 (4.52)
TFT NDWT 3 45.38 (4.20)
TFT NWPT 4 43.06 (3.70)
Informer Univariate - 161.77 (7.44)
Informer NDWT 1 115.50 (9.77)
Informer NWPT 9 144.27 (16.60)
Autoformer | Univariate - 46.30 (4.98)
Autoformer NDWT 1 47.85 (5.08)
Autoformer NWPT 1 165.60 (10.07)
PatchTST Univariate - 64.24 (7.49)
PatchTST NDWT 8 59.60 (10.34)
PatchTST NWPT 7 69.36 (9.16)

TABLE B.11: UK Hydropower Electricity Supply Out-of-Sample 1- to
1000-Step-Ahead Forecast Performance. The top-performing feature

set for each model has been bolded.

For temporal models, we fix the architectures as follows and batch sizes of 32 in

order to ensure GPU memory usage remains below 12GB during training:

1. Simple RNN, GRU, LSTM, TCN. Encoder hidden size: 8. Decoder hidden

size: 8.

2. Dilated LSTM. Encoder hidden size: 8. Decoder hidden size: 8. Dilation

factors: 1, 2.

3. TFT. Hidden state dimension: 32. Number of attention heads: 4.
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Model Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Persistence | Univariate - 73.69 (9.00)
ARIMA Univariate - 73.41 (9.01)
ETS Univariate - 76.69 (9.90)
Theta Univariate - 73.89 (9.03)
RNN Univariate - 49.50 (3.42)
RNN NDWT 1 48.79 (4.63)
RNN NWPT 3 46.86 (4.56)
GRU Univariate - 50.49 (3.62)
GRU NDWT 4 47.73 (5.10)
GRU NWPT 3 47.45 (3.78)
LSTM Univariate - 51.26 (4.10)
LSTM NDWT 10 45.25 (4.87)
LSTM NWPT 2 49.00 (5.36)
DilatedRNN | Univariate - 51.68 (3.72)
DilatedRNN NDWT 1 49.13 (4.93)
DilatedRNN NWPT 9 49.05 (5.37)
TCN Univariate - 49.29 (3.25)
TCN NDWT 1 45.24 (4.64)
TCN NWPT 8 48.56 (5.28)
TFT Univariate - 58.46 (7.91)
TFT NDWT 1 58.79 (4.37)
TFT NWPT 3 51.27 (4.93)
Informer Univariate - 197.70 (0.49)
Informer NDWT 2 193.86 (1.39)
Informer NWPT 10 193.13 (2.05)
Autoformer | Univariate - 52.68 (5.79)
Autoformer NDWT 4 50.43 (5.42)
Autoformer NWPT 1 50.99 (5.49)
PatchTST Univariate - 96.09 (9.22)
PatchTST NDWT 2 64.67 (7.82)
PatchTST NWPT 2 70.13 (10.22)

TABLE B.12: UK Wind Electricity Supply Out-of-Sample 1- to 1000-
Step-Ahead Forecast Performance. The top-performing feature set for
each model has been bolded.

4. Informer, Autoformer. Hidden state dimension: 32. Number of attention

heads: 4. Convolutional encoder channels: 32. Number of encoder layers:

2. Number of decoder layers: 1.

5. PatchTST. Hidden state dimension: 128. Number of attention heads:

Number of encoder layers: 3. Linear layer hidden size: 256. Patch length:

32. Stride length: 16.




195

Model Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)

Persistence | Univariate - 27.21 (5.00)
ARIMA Univariate - 22.61 (4.73)
ETS Univariate - 27.21 (5.00)
Theta Univariate - 27.33 (5.06)
RNN Univariate - 19.33 (2.18)
RNN NDWT 2 17.90 (2.75)
RNN NWPT 9 17.72 (2.93)
GRU Univariate - 19.55 (2.36)
GRU NDWT 5 17.81 (2.77)
GRU NWPT 3 17.45 (2.95)
LSTM Univariate - 20.32 (2.38)
LSTM NDWT 2 16.95 (2.61)
LSTM NWPT 9 17.38 (2.75)
DilatedRNN | Univariate - 20.28 (2.64)
DilatedRNN NDWT 1 17.50 (2.62)
DilatedRNN NWPT 8 18.96 (2.76)
TCN Univariate - 17.47 (2.17)
TCN NDWT 2 17.47 (2.79)
TCN NWPT 9 17.34 (2.82)
TFT Univariate - 22.61 (2.89)
TFT NDWT 5 21.60 (2.85)
TFT NWPT 8 21.31 (2.82)
Informer Univariate - 103.50 (3.80)
Informer NDWT 3 28.32 (2.57)
Informer NWPT 2 33.88 (11.54)
Autoformer | Univariate - 20.47 (2.94)
Autoformer NDWT 6 21.09 (3.02)

Autoformer NWPT 4 163.51 (15.37)
PatchTST Univariate - 26.48 (3.83)
PatchTST NDWT 3 22.34 (2.97)
PatchTST NWPT 5 28.12 (3.24)

TABLE B.13: Heathrow Relative Humidity Out-of-Sample 1- to 1000-
Step-Ahead Forecast Performance. The top-performing feature set for
each model has been bolded.
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Model Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Persistence | Univariate - 55.75 (12.99)
ARIMA Univariate - 45.15 (7.23)
ETS Univariate 55.75 (12.99)
Theta Univariate - 56.56 (13.62)
RNN Univariate - 42.25 (6.53)
RNN NDWT 1 40.11 (6.79)
RNN NWPT 8 40.48 (7.54)
GRU Univariate - 42.94 (6.76)
GRU NDWT 2 40.91 (7.33)
GRU NWPT 5 40.23 (6.94)
LSTM Univariate - 41.54 (5.91)
LSTM NDWT 1 39.35 (7.40)
LSTM NWPT 8 42.53 (7.22)
DilatedRNN | Univariate - 44.56 (6.43)
DilatedRNN NDWT 1 39.32 (6.98)
DilatedRNN NWPT 9 39.88 (7.16)
TCN Univariate - 42.16 (6.71)
TCN NDWT 2 40.23 (6.69)
TCN NWPT 10 40.89 (6.39)
TFT Univariate - 50.24 (6.79)
TFT NDWT 1 45.35 (7.57)
TFT NWPT 10 44.41 (6.63)
Informer Univariate - 41.03 (5.93)
Informer NDWT 10 63.79 (10.33)
Informer NWPT 9 154.67 (12.25)
Autoformer | Univariate - 71.87 (9.57)
Autoformer NDWT 3 88.15 (9.43)
Autoformer NWPT 3 189.57 (2.02)
PatchTST Univariate - 57.77 (7.63)
PatchTST NDWT 1 55.32 (10.98)
PatchTST NWPT 9 62.47 (11.06)

TABLE B.14: Heathrow Temperature Out-of-Sample 1- to 1000-Step-
Ahead Forecast Performance. The top-performing feature set for each

model has been bolded.
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Model Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)

Persistence | Univariate - 69.51 (7.42)

ARIMA Univariate - 112.75 (17.66)
ETS Univariate - 69.29 (7.26)
Theta Univariate - 69.27 (7.26)
RNN Univariate - 48.25 (2.91)
RNN NDWT 2 51.59 (3.22)
RNN NWPT 9 49.83 (3.06)
GRU Univariate - 48.23 (2.98)
GRU NDWT 6 50.68 (2.77)
GRU NWPT 9 50.30 (2.95)
LSTM Univariate - 48.37 (3.15)
LSTM NDWT 6 50.12 (2.81)
LSTM NWPT 6 50.10 (2.93)
DilatedRNN | Univariate - 48.55 (2.95)
DilatedRNN NDWT 2 49.20 (2.91)
DilatedRNN NWPT 9 49.88 (2.98)
TCN Univariate - 48.73 (2.78)
TCN NDWT 10 49.72 (2.92)
TCN NWPT 7 50.89 (2.94)
TFT Univariate - 50.51 (2.89)
TFT NDWT 3 51.38 (2.96)
TFT NWPT 3 56.56 (4.54)
Informer Univariate - 53.35 (2.98)
Informer NDWT 7 53.32 (2.72)
Informer NWPT 8 174.59 (7.11)
Autoformer | Univariate - 51.25 (3.23)
Autoformer NDWT 2 65.69 (7.30)

Autoformer NWPT 9 173.38 (13.56)
PatchTST Univariate - 78.09 (4.25)
PatchTST NDWT 9 70.92 (4.67)
PatchTST NWPT 10 84.74 (6.84)

TABLE B.15: Heathrow Wind Speed Out-of-Sample 1- to 1000-Step-
Ahead Forecast Performance. The top-performing feature set for each

model has been bolded.
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Model Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Persistence | Univariate - 136.74 (3.11)
ARIMA Univariate - 193.57 (1.60)
ETS Univariate - 140.23 (2.90)
Theta Univariate - 143.80 (6.22)
RNN Univariate - 152.21 (0.57)
RNN NDWT 4 142.30 (1.12)
RNN NWPT 1 136.88 (1.06)
GRU Univariate - 152.80 (0.97)
GRU NDWT 2 140.98 (1.33)
GRU NWPT 6 139.57 (1.80)
LSTM Univariate - 150.51 (1.27)
LSTM NDWT 2 143.47 (0.96)
LSTM NWPT 2 140.46 (1.42)
DilatedRNN | Univariate - 152.79 (1.47)
DilatedRNN NDWT 2 145.97 (1.82)
DilatedRNN NWPT 1 139.64 (1.57)
TCN Univariate - 148.85 (1.23)
TCN NDWT 3 140.48 (1.42)
TCN NWPT 2 141.37 (1.68)
TFT Univariate - 147.72 (0.57)
TFT NDWT 4 142.85 (3.08)
TFT NWPT 6 138.81 (2.75)
Informer Univariate - 159.05 (3.08)
Informer NDWT 1 156.30 (3.30)
Informer NWPT 9 193.51 (1.92)
Autoformer | Univariate - 157.38 (1.33)
Autoformer NDWT 8 156.46 (1.81)
Autoformer NWPT 8 197.33 (0.98)
PatchTST Univariate - 173.75 (0.58)
PatchTST NDWT 8 164.05 (1.25)
PatchTST NWPT 9 187.46 (1.36)

TABLE B.16: Simulated Bumps Data Out-of-Sample 1- to 1000-Step-
Ahead Forecast Performance. The top-performing feature set for each

model has been bolded.
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Model Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Persistence | Univariate - 129.64 (13.68)
ARIMA Univariate - 133.28 (13.72)
ETS Univariate - 128.17 (15.85)
Theta Univariate - 158.90 (9.71)
RNN Univariate - 183.13 (2.34)
RNN NDWT 10 188.12 (0.98)
RNN NWPT 1 187.03 (0.59)
GRU Univariate - 180.23 (2.75)
GRU NDWT 2 174.89 (4.63)
GRU NWPT 1 170.38 (9.87)
LSTM Univariate - 181.11 (1.37)
LSTM NDWT 10 185.82 (1.37)
LSTM NWPT 1 181.69 (3.02)
DilatedRNN | Univariate - 185.41 (0.78)
DilatedRNN NDWT 9 188.80 (0.44)
DilatedRNN NWPT 1 186.72 (0.69)
TCN Univariate - 182.54 (1.43)
TCN NDWT 6 190.42 (0.56)
TCN NWPT 1 175.39 (2.67)
TFT Univariate - 189.88 (0.34)
TFT NDWT 1 186.74 (3.73)
TFT NWPT 3 189.98 (1.80)
Informer Univariate - 110.76 (4.53)
Informer NDWT 10 175.44 (7.99)
Informer NWPT 6 195.23 (1.14)
Autoformer | Univariate - 197.07 (0.17)
Autoformer NDWT 1 184.48 (3.35)
Autoformer NWPT 10 199.71 (0.08)
PatchTST Univariate - 177.81 (2.02)
PatchTST NDWT 7 180.88 (10.69)
PatchTST NWPT 10 186.00 (4.54)

TABLE B.17: Simulated Doppler Data Out-of-Sample 1- to 1000-Step-
Ahead Forecast Performance. The top-performing feature set for each

model has been bolded.
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Model Feature Set | Modal Wavelet Number | Mean SMAPE % (SE)
Persistence | Univariate - 66.17 (1.74)
ARIMA Univariate - 65.57 (0.29)
ETS Univariate - 64.61 (1.55)
Theta Univariate - 66.38 (0.40)
RNN Univariate - 51.66 (0.55)
RNN NDWT 1 42.67 (1.13)
RNN NWPT 10 62.02 (5.66)
GRU Univariate - 53.50 (0.39)
GRU NDWT 1 32.48 (1.14)
GRU NWPT 5 43.33 (4.82)
LSTM Univariate - 46.42 (0.20)
LSTM NDWT 1 41.16 (0.84)
LSTM NWPT 9 50.86 (5.31)
DilatedRNN | Univariate - 48.87 (0.23)
DilatedRNN NDWT 1 42.33 (0.58)
DilatedRNN NWPT 9 49.00 (3.17)
TCN Univariate - 48.08 (0.23)
TCN NDWT 1 44.48 (2.40)
TCN NWPT 9 43.44 (3.12)
TFT Univariate - 59.64 (2.79)
TFT NDWT 1 62.67 (2.20)
TFT NWPT 7 62.89 (5.39)
Informer Univariate - 40.82 (0.64)
Informer NDWT 6 100.66 (14.56)
Informer NWPT 6 158.34 (3.58)
Autoformer | Univariate - 89.17 (3.80)
Autoformer NDWT 2 153.33 (10.25)
Autoformer NWPT 8 199.00 (0.90)
PatchTST Univariate - 48.98 (0.47)
PatchTST NDWT 5 83.08 (10.14)
PatchTST NWPT 4 103.97 (12.34)

TABLE B.18: Simulated Heavisine Data Out-of-Sample 1- to 1000-
Step-Ahead Forecast Performance. The top-performing feature set for
each model has been bolded.
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Appendix C

Appendix to Chapter 5

C.1 Neural Factor Model Hyperparameters

Here we provide the model hyperparameters used during the experiment described
in Section 5.4.
Network sizes (excluding input and output layers), where commas delineate dif-

ferent layers:
1. LinMonMLP1,,. 4.
2. SigmoidMonMLP1 ), . 4.
3. SigmoidMonMLP2. 2.
4. LinMonMLP2,,. 8, 4.
5. SoftmaxMLP;. 4.
6. LinMLP. §, 4.

Market; consists of eight market features generated by an MLP with hidden layer
sizes 128, 32.

Regularisation:

1. Dropout rate. 0.1.

2. L2 regularisation of weights. 0.0001.
Adam optimisation algorithm:

1. Objective. Minimising mean squared error loss.
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2. Learning rate: 0.00001.

3. Batch size: 1024.
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