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ABSTRACT ARTICLE HISTORY
Traffic flow forecasting is an essential aspect of intelligent traffic man- Received 10 July 2023
agement. It enables timely and proactive management of modern trans- Accepted 12 July 2024

port systems, increasing efficiency and resilience. However, accurately KEYWORDS
predicting short-term traffic flow is challenging due to its uncertain and Traffic flow prediction; deep
interconnected nature. Traditional methods like loop detectors and high- learning; spatio-temporal
resolution cameras have limited scalability. To address this, we propose graph convolutional

a two-stage approach using low-resolution surveillance cameras. The first networks; computer vision
stage involves a vision-based data extraction module with calibration, vehi-

cle detection, and tracking. Integration of Region of Interest, fine-tuning,

and post-processing improves the robustness of low-resolution videos. In

the second stage, a novel deep learning model extracts spatio-temporal

features from historical traffic data for short-term flow prediction. The pro-

posed model outperforms the STGCN model, achieving an 11.19% increase

in MAE, a 12.37% improvement in RMSE and a 4.97% reduction in infer-

ence time. These advances highlight its potential for further research and

applications in the field.

1. Introduction

As a critical component of intelligent transport systems, the history of traffic flow prediction dates back
to the 1960s when linear theory and statistical theory were extensively used to forecast traffic trends
(Farley and Ring 1966). Since then, extensive research has been conducted to improve the accuracy
and practical feasibility of traffic flow prediction models. These models can be classified into two dif-
ferent types based on the duration of the forecast period. Short-term forecasting models specialise
in predicting traffic dynamics ranging from a span of mere minutes up to an hour, offering valuable
insights for enhancing traffic control measures. In contrast, long-term prediction models offer predic-
tions ranging from a couple of hours to several days ahead, serving as an indispensable tool for travel
planning and congestion mitigation (Qi et al. 2023). Both categories have been the subject of exten-
sive research. For short-term forecasting, the temporal trajectory remains the most prominent feature.
However, long-term forecasting requires a broader view that incorporates meteorological conditions,
the specific day of the week, and other longer-term trends and events. Understanding and integrating
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these diverse variables can lead to more accurate and reliable long-term traffic flow predictions. In
particular, long-term predictions introduce increased complexity due to their sensitivity to error prop-
agation (Y. Li et al. 2021). In contrast, short-term forecasts are mainly challenged by the randomness,
non-linearity, and dynamic characteristics of traffic data (Zhuang and Cao 2022). Although both fore-
casting types are practically important, this paper focuses on short-term forecasting due to its pivotal
role in enabling real-time traffic management (Gomes, Coelho, and Aidos 2023; Sinha et al. 2020).

Due to the dynamic and uncertain nature of traffic flow, data-driven methods have been dominant
in recent short-term prediction studies (Chang et al. 2012; Liao et al. 2018; Mou et al. 2019; Polson
and Sokolov 2017; J. Zhang, Zheng, and Qi 2017). Developing these methods necessitates the col-
lection of adequate traffic data. Traditionally, traffic data collection was based on fixed instruments
such as inductive loop detectors (Yang et al. 2017) and piezoelectric sensors (J. Zhang et al. 2015).
However, these sensors require separate installation, and their scalability is limited by financial and
labour-related constraints, limiting their use in expansive areas. Moreover, the data collected by these
sensors are susceptible to contamination by various outliers, requiring the use of noise filtering models
such as the Wavelet filter, moving average, and Butterworth filter for refinement (X. Chen et al. 2020).

As an alternative, traffic surveillance cameras emerge as a promising option, given their widespread
installation at road intersections and remote accessibility for traffic monitoring. With rapid advances
in computer vision and communication technologies, these cameras have emerged as a more cost-
effective and promising alternative to traffic analysis (X. Chen et al. 2023; X. Zhang et al. 2022). Although
the effectiveness of surveillance cameras as an alternative data source is well documented, a significant
limitation of these methods is the trade-off between detection accuracy and video resolution. This
trade-off arises from the relationship between video resolution and the ability to discern fine details
within images, which affects the precision and reliability of vehicle detection. However, most existing
traffic surveillance systems employ low-resolution cameras (less than 480p) due to budget and data
transmission/storage limitations (X. Zhang et al. 2022). In such videos, occlusions are more severe,
and smaller vehicles or those positioned at greater distances pose challenges to accurate detection,
increasing the likelihood of both false positives and false negatives in the detection process. Extracting
reliable traffic information for traffic flow prediction from low-resolution surveillance cameras remains
a challenge.

In response to the challenges mentioned above, this paper proposes a two-stage methodology for
traffic flow prediction using surveillance cameras. The proposed methodology addresses the following
key contributions:

(1) A scalable two-stage approach for short-term traffic flow prediction is proposed, utilising
surveillance camera data.

(2) Several measures, Region of Interest (ROI), fine-tuning, and post-processing are integrated to
improve detection accuracy with low-resolution surveillance cameras.

(3) ATemporal Convolution and Graph Convolution Network (TCGCN) is implemented to capture
spatial and temporal features for traffic flow prediction.

The paper is organised into five sections. Section 2 provides a brief review of the relevant litera-
ture. Section 3 details the methodology adopted in this study, including problem description, data
extraction approach, and traffic flow prediction model. Section 4 presents and discusses the insights
of applying the proposed methodology to traffic flow prediction compared to state-of-the-art models.
Section 5 summarises the findings and proposes future research directions in the field of traffic flow
prediction.

2. Related works

A comprehensive literature review is conducted, focusing separately on datasets related to traffic
surveillance and studies on traffic flow prediction.
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2.1. Traffic surveillance datasets

The availability of traffic surveillance datasets in deep learning-based visual traffic detection is criti-
cal for both the training and evaluation of models. Table 1 summarises several existing surveillance
video datasets obtained only from junction surveillance cameras. This selection criterion is based
on the extensive deployment of surveillance cameras. This implies that models trained using these
datasets can be seamlessly applied in practical applications with minimal additional investments.
Furthermore, it should be noted that extracting useful traffic information from surveillance cameras
poses a more challenging task, given the various factors that can affect the quality of the data, such
as low resolution, lighting / weather conditions, distortions and severe occlusion at larger distances
(Snyder and Do 2019). Although some proprietary datasets have been used in previous studies, e.g.
ljjina et al. (2019) and Azimjonov, Ozmen, and Varan (2023), this paper only considers publicly avail-
able datasets. These datasets, gathered from different geographical locations, feature meticulous
frame-by-frame annotations of road users. Despite variations in resolution, they commonly present
challenges in vehicle detection using data from surveillance cameras (Fedorov et al. 2019). Neverthe-
less, as Table 1 indicates, several recent studies have used these datasets, showcasing their potential
in developing models for traffic flow prediction and accident detection (Hou, Wang, and Chau 2019;
Srinivasan et al. 2020; Thakare et al. 2022). Thus, these datasets serve as a valuable resource for pushing
the boundaries of visual traffic detection technology.

2.2. Traffic flow prediction

While various methods have been adopted for traffic flow prediction (Batista et al. 2022; Chang
etal. 2012; X. Chen et al. 2020; J. Li et al. 2018; X. Ma et al. 2015; Su, Zhang, and Yu 2007; Williams 2001;
Williams and Hoel 2003; Z. Zhao et al. 2017), recent studies have focused mainly on deep learning
models to extract spatio-temporal features more effectively (Polson and Sokolov 2017). For instance,
J. Zhang, Zheng, and Qi (2017) divided the city into grids and employed ResNet, which uses skip
connections to effectively improve deep network training, to extract spatial and temporal features.
The authors successfully transferred the extraction capability of ResNet from images to capture spa-
tial features from grid networks, achieving a better performance than other baseline models (HA,
ARIMA, SARIMA, VAR, ST-ANN, and DeepST). Nonetheless, this method oversimplifies the connections
between adjacent nodes and assumes that the network is represented in an Euclidean space. In con-
trast, Mou et al. (2019) proposed a model consisting of three layers of long-short-term memory (LSTM)
to extract temporal features. They also introduced an LSTM block to handle missing data and improve
prediction accuracy. Furthermore, L. Zhang et al. (2021) integrated generative adversarial networks
(GAN) and reinforcement learning (RL) with a self-attention mechanism to predict traffic flow at a
single intersection. The GAN module, incorporating a self-attention layer, generates predictions with
temporal features, while RL is employed to tune the hyperparameters of the GAN.

Table 1. Examples of existing traffic surveillance datasets.

Reference Location Size (frames) Resolution Annotated Frames
S.Zhang etal. (2017) 212 60,000,000 352 x 240 60,000
Shah et al. (2018) N/A 518,256 various 75,030
Ren et al. (2018) 1 16,585,200 1280 x 720 421,200
Singh and Mohan (2019) N/A 128,000 N/A 863
Tian et al. (2019) N/A 228,461 Various N/A
Fedorov et al. (2019) 1 982 1920 x 1080 982
Tang et al. (2019) 10 1950+ 1280 x 960 N/A
Bahnsen and Moeslund (2019) 7 130,800 640 x 480 2200
Snyder and Do (2019) 100 1,000,000+ Various 3000
Jensen, Mggelmose, and Moeslund (2020) 1 3100 640 x 480 3100
Wen et al. (2020) 24 40,000 960 x 540 140,000

Algiriyage et al. (2021) 1 212,457 1280 x 720 1965
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Although deep learning-based methods have shown superior performance over traditional meth-
ods, previous approaches generally focused on spatial or temporal features. However, since traffic flow
exhibits strong correlations in both dimensions, hybrid models that combine both features are increas-
ingly favoured in recent studies. A popular approach integrates Convolutional Neural Networks (CNNs)
and Recurrent Neural Networks (RNNs) for spatial and temporal feature extraction, respectively. This
combined method has been widely adopted in various fields, such as the prediction of the trajectory
of pedestrians (Mohamed et al. 2020; Shipman et al. 2022; Sighencea, Stanciu, and Caleanu 2023), the
prediction of the demand of origin-destination (Y. Li, Cheng et al. 2024; Y. Li, Zhang et al. 2024), and the
forecast of weather (M. Ma et al. 2023; Puica and Benth 2023). Furthermore, this approach is gaining
momentum in transportation studies. For example, Liu et al. (2017) employed CNNs and LSTM net-
works to capture spatio-temporal dynamic changes in traffic flow. They introduced bidirectional LSTM
to consider the bidirectional influence of temporal features. Another model was developed by H. Yao
et al. (2018), which integrated local CNN and LSTM. Instead of treating the city as an image and apply-
ing CNN directly, they used local CNN to account for weak connectivity between road networks. They
also introduced a periodically shifted attention mechanism to capture long-term temporal dependen-
cies, representing the first use of the attention mechanism in temporal feature extraction. The model
developed by Wu et al. (2018) employed CNN and Gated Recurrent Unit (GRU) to capture spatial and
temporal features, respectively. In addition, LSTM was also incorporated in the DLW-Net model, which
integrates temperature, wind speed and precipitation to address the influence of adverse weather (R.
Yao, Zhang, and Long 2022). Instead of RNNs, Cai et al. (2017) combined CNN and deep Autoencoders
to detect vehicles.

In contrast to CNN, which treats the traffic network as a representation in Euclidean space, graph-
based methods offer richer information on the spatial correlations among nodes. This can result in
enhanced prediction accuracy. Therefore, graph-based methods have become increasingly popular in
recent studies (H. Li etal. 2022). This trend is evidenced in Table 2. For example, Y. Li et al. (2017) treated
the road network as a weighted graph and combined GNN and LSTM to predict the speed of the traffic.
Alternatively, B. Yu, Yin, and Zhu (2018) used a gated convolution layer to capture temporal features
and a graph convolutional network (GCN) for spatial features. As these models rely on convolutional
operations, they require a minimum number of sequential operations (i.e. a computational cost of
0(1)), making them more efficient than RNN-based models (O(N)). Moreover, the model efficiency
can be significantly enhanced since convolution operations can be executed in parallel. Another GCN-
based model was developed by J. Zhang et al. (2020), which created separate models to predict traffic
flow on nodes and edges before combining them for the final output. Furthermore, Song et al. (2020)
proposed a methodology that resorts to spatial-temporal synchronous graph convolutional networks
(STSGCN), which extract the influence of adjacency matrices in the temporal domain to capture spa-
tial and temporal features. In a different study, F. Chen et al. (2020) used the Kalman filter to integrate
CNG results. The authors treated the node and its neighbours as two distinct features, enabling a more
effective extraction of temporal features and achieving higher accuracy. Moreover, L. Zhao et al. (2020)
used a combination of GRU and GCN to predict the short- and long-term traffic speed. Lastly, L. Yu
et al. (2023) proposed a hybrid framework to incorporate prior knowledge with LSTM and STGCN to
handle the few-shot problem. However, most existing models utilise unweighted graphs to reflect the
connectivity of the nodes. In the context of short-term traffic flow prediction, utilising unweighted
graphs effectively captures the essential spatial interconnectivity between nodes. Their inherent sim-
plicity and computational efficiency make them particularly advantageous for applications requiring
real-time responsiveness. Nonetheless, these unweighted models may fall short of representing the
variability inherent between different connections, potentially overlooking critical intricacies in traffic
flow dynamics.

Recent studies have also incorporated attention mechanisms into graph networks to better cap-
ture dynamic spatial features in traffic flow prediction (H. Li et al. 2022). For example, Guo et al. (2019)
incorporated an attention mechanism that adapts to changing spatial dependencies between differ-
ent nodes over time. Similarly, Bai et al. (2020) developed an Adaptive Graph Convolutional Recurrent
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Author Approach Dataset Features
Liu etal. (2017) CNN+LSTM PeMS Bi-LSTM to capture adjacent temporal
feature
J. Zhang, Zheng, and Qi (2017) CNN Beijing-Taxi 3 temporal feature: closeness, period,
trend
NYC-BikeX Include external factors such as
weather
Y.Lietal. (2017) GCN META-LA Capture spatial feature on a weighted
graph
PeMS Seq2Seq to capture temporal feature
B. Yu, Yin, and Zhu (2018) GCN PeMS Gated convolution for parallel compu-
tation
H. Yao et al. (2018) CNN+LSTM NYC-Taxi Attention mechanism for long term fea-
ture
NYC-Bike
Mou et al. (2019) LSTM Private LSTM to predict missing data
Guo et al. (2019) GCN+GAT PeMS Predict 3 components: current, yester-
day, last week
Attention mechanism to find spatial
feature
Convolution layer to find temporal fea-
ture
J.Zhang et al. (2020) GCN BJ-Taxi Capture closeness, period and trend
BJ-Bike Predict on nodes and edge flows
Bai et al. (2020) GCN+-GAT PeMS Adaptive parameter learning module
for nodes
Wang et al. (2020) GCN+GAT PeMS Attention mechanism for dynamic
node information
META-LA Consider global information such as
special events
Kong et al. (2020) GCN+GAT PeMS More robust to incomplete spatial infor-
mation
META-LA Self-adaptive adjacency matrix
Song et al. (2020) GCN PeMS Consider the future influence of adja-
cent nodes
Capture spatial and temporal feature
together
F.Chen et al. (2020) GCN META-LA Treat node and its neighbours as
dependencies
Use Kalman Filter as fusion mechanism
L. Zhao et al. (2020) GCN+GRU SZ-Taxi Predict both short term and long term
traffic
META-LA
Yan, Ma, and Pu (2021) Transformer BJ-Taxi Use Transformer to capture dynamic
spatial characteristics
META-LA Low computational cost
Guo et al. (2021) GCN+GAT PeMS Consider spatial periodicity and hetero-
geneity
R. Yao, Zhang, and Long (2022) CNN+LSTM+GRU PeMS Predict traffic flow in normal and
adverse weather
Private
L. Yuetal. (2023) Prior knowledge, LSTM, STGCN Private One-step prediction and multi-step
prediction with insufficient data
Z.Zhang and Jiao (2023) Dual grammar model-+attention PeMS Wide attention module to weigh
spatio-temporal features
Jiaand Cai (2023) GCN+GRU--attention Private Predict citywide traffic flow at intersec-

tions

Network (AGCRN) with adaptive parameters on the graph nodes to reflect dynamic spatial features.
To account for spatial periodicity and heterogeneity, Guo et al. (2021) proposed a model that com-
bines the attention mechanism with GCNs. Meanwhile, graph attention networks (GAT) have been
employed in other studies to provide heterogeneous information on nodes of the road network (Kong
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etal. 2020; Wang et al. 2020). Moreover, Yan, Ma, and Pu (2021) introduced a Transformer-based atten-
tion mechanism to extract spatial and temporal characteristics, enhancing computational efficiency.
Furthermore, Z. Zhang and Jiao (2023) designed a wide attention module to weigh the deep spatio-
temporal features extracted from a dual-branch grammar model. Jia and Cai (2023) integrated GRU
with an attention mechanism to handle temporal dependencies and fluctuations while revising GCNs
by adding self-loops and edge weights to capture spatial dependencies and sparsity.

Despite rapid advancements in the field of traffic flow prediction, there is a noticeable tendency to
rely on data obtained from loop detectors. Given the growing availability of public surveillance cam-
era datasets and the widespread deployment of surveillance infrastructure, there is an opportunity
to enhance traffic flow prediction by harnessing the wealth of information captured by surveillance
cameras. However, it should be noted that existing research in this domain remains limited (Peppa
et al. 2021; S. Zhang et al. 2018). Peppa et al. (2021) developed an end-to-end framework that inte-
grates Faster R-CNN for traffic volume detection and employs SARIMAX, random forest, and LSTM for
prediction. S. Zhang et al. (2018) employed a Cascaded Atrtificial Neural Network for traffic flow pre-
diction, utilising surveillance data collected in Xiamen, China. It is noteworthy to mention that neither
of these studies explicitly incorporated spatio-temporal features into their predictive models. In this
paper, we propose a two-stage framework for traffic flow prediction using low-resolution data from
surveillance cameras. The proposed method accounts for the graph structure representing the traffic
network and the spatio-temporal dynamic features of the traffic data. The proposed methodology is
introduced in more detail in the next section.

3. Methodology

This section is structured into two parts: the first focuses on the traffic network settings and data pro-
cessing, whereas the second part elaborates on the architecture and components of the proposed
model.

3.1. Traffic network settings and data processing

The traffic network of Greater London is represented as a weighted graph G = (V, E), where V repre-
sents the nodes in the graph and E are the edges that connect these nodes. Each node represents a
surveillance camera on the traffic network. Figure 1 illustrates the spatial distribution of the surveil-
lance cameras on the network. Given a set of N nodes in the network with their previous traffic
information Xf,i € {1,2,3,...,N}, observed overatime period t € {1,2,3,..., T}, the prediction task is
to forecast traffic flow (number of vehicles per hour) Of+Ar for the prediction horizon At. The traf-
fic information X! includes data on flow, density, queue length, average speed, average headway
(measured in both time and spacing), and the day of the week.

The traffic flow data used in this study were extracted from the publicly available traffic surveillance
video dataset provided by Transport for London (TfL).! The dataset provides access to live video feeds
from over 900 locations from the TfL-managed road network in Greater London, available in the form
of low-resolution (352 x288) 10-second video clips. The location of these cameras is shown in Figure
1, represented by green dots. The average update interval is set at approximately 6 minutes, although
it may exhibit variability across different cameras. Given that the video content is offered in real-time
and lacks an archival feature, we developed a web crawler capable of autonomously sending requests
to the website and retrieving new video footage as soon as it becomes available. This process enabled
the accumulation of video footage spanning from March to September 2021, ultimately forming the
dataset employed in this research.

3.2. Model architecture

Figure 2 shows the proposed end-to-end traffic flow prediction framework consisting of two stages.
The first stage has four main components, focusing on camera calibration, vehicle detection, vehicle
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Figure 1. Location of TfL cameras in Greater London.

tracking, and trajectory post-processing, respectively. The second stage takes the historical traffic flow
information as input, and forecasts future traffic flow based on a spatio-temporal deep learning model.
This is outlined in more detail in the following sections.

3.2.1. Traffic data extraction

Before extracting traffic data from surveillance cameras, it is essential to perform camera calibration
to determine the intrinsic and extrinsic parameters of the camera and the scale of the scene. These
parameters are used to establish the transformation from image pixels to world coordinates. Although
a chessboard is the most commonly used method for calibration, it is not suitable for surveillance
cameras due to safety and accessibility constraints. Alternatively, we employ an automatic calibration
approach based on vanishing point analysis (Dubskd, Herout, and Sochor 2014), which utilises the
intersections of vehicle trajectories in the traffic scene. Meanwhile, the scale of the scene is deduced
by employing the vehicle’s width as a reference metric. This method enables our framework to be
adaptable to traffic recordings sourced from a broad spectrum of locations, avoiding the need for in-
person site visits.

The vehicle detection module is designed to detect vehicles in the observed scene by analysing
the layout and location of the pixels in the camera feeds. We adopt a widely used deep learning-based
technique, known as Mask R-CNN, to accomplish this task (Lou et al. 2019; Ojha, Prakash Sahu, and
Dewangan 2021). It provides both bounding boxes, which identify the location of vehicles in the scene,
and object masks, which precisely describe the shape and orientation of each vehicle. The architecture
of Mask R-CNN is shown in Figure 3.

Upon the detection of vehicular entities within individual frames, the state of each vehicle s can be
represented using an eight-parameter vector,

s=1[uv,y,huvy,h" m
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where u and v are the horizontal and vertical position of the centre of the vehicle bounding box, y its
aspect ratio, h the bounding box height, and ¢, v, ;},h their changing velocities.

Afterwards, the tracking module seeks to associate identical objects observed across different
frames, thereby mapping their motion in terms of pixel coordinates. To accomplish this objective,
we leverage the multi-object tracking approach known as Deep SORT, as delineated by Wojke, Bew-
ley, and Paulus (2017). This algorithm incorporates a Kalman filter, tailored for forecasting vehicular
dynamics, with a Hungarian algorithm, which facilitates data association. For every identified object, a
crop of its bounding box undergoes processing via a pre-trained deep neural network, culminating in
the extraction of a descriptive feature vector about the object’s appearance. This extracted informa-
tion is subsequently amalgamated with data on vehicular motion, a strategy that improves tracking
precision and adeptly addresses challenges such as occlusions or identity switches.

The trajectory of a vehicle in a three-dimensional (3D) world coordinate system can be recon-
structed by harnessing the pixel coordinates, combined with both intrinsic and extrinsic camera
parameters, and the scale of the scene. Assume a point x in the 3D space is represented using homo-
geneous coordinates such asx = (x,y,z 1) and the corresponding point in the two-dimensional (2D)
plane representing the image, which is denoted as x' = (u,v, 1)”. This computation can be formally
expressed as,

X = Px = K[R|t]x, (2)

where 1 is a scene scale factor, P is a 3 x 4 projection matrix, R is the camera rotation matrix, and t is
the translator vector. The projection matrix P can be further divided into K[Rt], where K is the intrinsic
camera parameter. The rotation matrix R and the translator vector t are extrinsic parameters.

To address the challenges posed by the low quality of the videos and the variable lighting and
weather conditions in the traffic scenes, we conducted additional fine-tuning of the Mask R-CNN
algorithm. A representative subset of 1,000 traffic video frames was manually annotated and used
to fine-tune the model. Although this fine-tuned model retains the same network structure as the
original, the retraining process optimises the model weights specifically for low-resolution surveil-
lance videos. Furthermore, to address the distortion and occlusion issues that can arise from the
wide coverage of surveillance cameras, we manually defined an ROI for each camera. In addition, fur-
ther post-processing was also implemented to mitigate issues such as discontinuous vehicle tracking
and false detection. A constant acceleration-based motion model was used to evaluate the resulting
trajectories in comparison to the kinematic constraints inherent in vehicle motion.

After extracting vehicle trajectories from video recordings, it becomes possible to ascertain the
count of distinct vehicles and their specific locations at each time step. These data enable the computa-
tion of traffic flow based on vehicle count. Furthermore, incorporating vehicle positioning information
allows for the derivation of additional traffic characteristics such as density, queue length, and average
metrics for vehicle speed, time headway, and spacing. This feature extraction process involves three
steps. First, all vehicles were classified into distinct groups based on the road layout and the edges they
traversed. Second, vehicles on the same edge were further separated into two groups according to
their travel directions. Third, traffic features were computed separately for each group. The cumulative
number of vehicles within each group is determined using unique vehicle identifiers. By associating
this count with the frame rate and the total number of frames, it is possible to calculate the number of
vehicles that passed during the specified period. Simultaneously, traffic density is gauged by assessing
the vehicle count relative to the spatial distance spanning from the initial to the final vehicle within
the group. Additionally, vehicles transitioning to a queueing state are identified using a defined speed
threshold, which then helps determine the queue length. Moreover, utilising trajectory data facilitates
the computation of the average speed and headway parameters.

The extracted feature F of camera i and travel direction j can be expressed as:

Fi = [qj, ki, nij, Vi, hyj, dj] 3)
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where i is the identification of the camera, j € {0, 1} denotes the vehicle’s travel direction towards or
away from the centre of the video recording, g is the flow, k is the density, represented as the number
of vehicles per kilometre, nis the number of vehicles in the queue, vj; is the average speed of all vehicles
travelling in the same sequence, E,'j and E;j are the average headway measured in time and spacing.
After extracting the features of each camera Fj;, feature of node i at time t can be assembled as:

X! = [Fio, Fin, dow] = [qio, kio, Nio, Vio, hio, dio, Gin, ki1, nin, Vin, hin, din, dow] (4)
where dow represents the day of the week.

3.2.2. Spatio-temporal traffic prediction

As depicted in Figure 2, following the extraction of traffic data from surveillance cameras, the subse-
quent stage centres on short-term traffic forecasting. The proposed approach utilises a dual spatial-
temporal block for uncovering hidden spatio-temporal dependencies in space and time, respectively.
The features produced from these blocks are then combined in a fusion block. Thereafter, an additional
temporal block is connected to the output of the fusion block for further extraction of time series data.
Ultimately, the resultant outputs are directed to a fully connected layer to formulate predictions for
traffic flow.

For temporal feature extraction, while RNNs have been widely used, they suffer from a higher com-
putational complexity (O(d?)) than CNNs (O(kd)). Moreover, the computation of RNNs relies on the
output of the previous step, which may result in slow response times and increased computation
time. In contrast, CNNs can effectively capture temporal dependencies with a simpler architecture and
extract features in parallel. Therefore, instead of RNNs, the temporal block in this model employs three
stacked CNNs to extract temporal features, which can be denoted as follows:

X"t = LeakyReLU(63 * (LeakyReLU(6; = X') + 61 « X')) (5)

where X! is the output of layer / that encapsulates the relevant temporal features derived from the raw
traffic data and 6,, 65, 03 are the convolution kernels.

The combination of a convolutional network and a graph convolution network permits the extrac-
tion of spatial features. To reduce computational complexity, Chebyshev 1st order approximation is
performed, and the structure of this block can be denoted as:

XD — 9 « ReLU(hp %6 XD) = 6 + ReLUD 2 AD~ 2 XD W) 6)

where 6 is the kernel of convolutional network, hy is the graph convolution kernel, A = A + I, D' =
>, A, Ais the adjacency matrix, and W) is the weight parameters.

Traffic features are sent to a graph convolution network to capture spatial connectivity. Sub-
sequently, a convolutional layer amalgamates this output with the initial input, akin to a residual
connection. This combination of graph convolution and convolutional layers forms the spatial block,
which is adept at extracting dependencies among various nodes within the traffic network.

Upon extracting spatial features X and temporal features X; through the respective blocks, a fusion
process is performed to incorporate the combined spatio-temporal dependencies within the network.
This fusion process is achieved by:

Xe =Xs © Ws + Xt © W (7)

where @ is the Hadamard product, and W, W; are the learnable parameters.

4. Experimental results and analysis

The proposed model was developed with PyTorch, an open-source machine learning Python library.
The training and evaluation were implemented on a Windows PC (CPU: Intel Core i9-12900K @
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3.20GHz, GPU: NVIDIA RTX A4000, Memory: 128 GB). The kernel size was set to 3 in both graph convo-
lution and time convolution layers. The model training used Adam Optimiser with a learning rate of
10~*. The MAE Loss was selected as the loss function, and a batch size of 64 was utilised.

This section is structured into three distinct segments to showcase the results achieved. Initially,
we assess the precision of the customised vehicle detection module. This is followed by a comparative
analysis in which the performance of our model is benchmarked against four prior studies. Conclud-
ing this section, we conduct two separate ablation studies. The first examines the influence of the
adjacency matrix, while the second delves into the effects of the fusion mechanism.

4.1. Vehicle detection evaluation

In this paper, three detection metrics were used to evaluate vehicle detection performance. These
metrics are widely used in the context of machine learning applications and measure the detection
of true positives (TP), false positives (FP), true negatives (TN), and false negatives (FN) in the images.
A true positive signifies the accurate identification of a vehicle in the image, whereas a false positive
indicates the incorrect identification of a potential vehicle presence in the image when, in reality, no
vehicle is present. Intuitively, false positives and negatives are the opposites of true positives and false
positives. These variables are weighted in different metrics such as:

e Precision measures the ratio of correctly identified positive instances to the total number of
instances classified as positive.

TP
TP+ PP
e Recall is the fraction of true positives accurately classified relative to the total of actual positive

cases.

Precision = (8)

TP
TP + FN

e F1 score is the harmonic mean between precision and recall, providing a balanced metric that
mitigates errors of underestimation and overestimation.

Recall =

9)

Precision x Recall

Fl=2x —m———
Precision + Recall

(10)

These metrics allow for a thorough assessment of the accuracy of the bespoke traffic data extraction
module. A total of 100 video clips were randomly chosen from the collected data set, together with
higher resolution (1280x720) video clips from the Bellevue Traffic Video Dataset.? The actual count
of vehicles in each video clip was manually labelled as the ground truth. Three methods were used
to evaluate vehicle detection performance: a YOLOv7 model, a pre-trained model, and a fine-tuned
model. The efficacy of each model was assessed using three criteria: precision, recall, and F1 score. The
results are summarised in Table 3.

The pre-trained Mask R-CNN model showed remarkable sensitivity with the highest recall of 0.976.
This underscores its efficacy in capturing the vast majority of positive cases. Nevertheless, the model’s

Table 3. Performance comparison of vehicle detection.

Model 352 x 288 1280 x 720

P R F1 P R F1
YOLOv7 0.613 0.941 0.743 0.903 1.0 0.949
Pre-trained model 0.618 0.976 0.756 0.778 1.0 0.875
Fine-tuned model 0.721 0.890 0.796 0.894 0.989 0.939

Post-processed model 0.959 0.875 0.915 0.928 1.0 0.962
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Figure 4. lllustration of the collected dataset.

precision was observed to be relatively lower at 0.618, indicative of a more substantial incidence of
false positives. In contrast, the model subjected to post-processing exhibited outstanding precision,
registering at 0.959, coupled with the zenith of F1 scores at 0.915 among all models. Such results imply
that the integration of post-processing procedures substantially enhances the model’s discrimination
ability, yielding the most balanced performance to correctly identify as many vehicles as possible (high
recall) and ensure that the identifications are accurate (high precision).

When comparing performances in high-resolution videos, the trend of improvement through fine-
tuning and post-processing remains, though the magnitude of enhancement is less pronounced. For
instance, the precision of the pre-trained model in high-resolution settings is already high at 0.778,
and the post-processed model improves this to 0.928, a growth of about 15%. This less dramatic
improvement can be attributed to the pre-trained model’s inherently stronger performance at higher
resolutions, which is significantly better than its performance in low-resolution videos. These find-
ings confirm that the challenge of vehicle detection is positively correlated with video resolution, and
the proposed methodology is particularly effective for low-resolution scenarios, offering substantial
gainsin precision and recall metrics. Thus, the application of meticulous fine-tuning and strategic post-
processing appears to have substantially increased the precision and trustworthiness of the model in
vehicle detection tasks.

Figure 4 presents the observed traffic flow patterns at a specific node over a week, from Monday
to Sunday. The data, obtained from the vehicle detection module and aggregated on an hourly basis,
display distinct daily cycles that reflect the typical patterns of urban traffic flow. Each day is charac-
terised by two distinct traffic peaks, corresponding to the morning and evening rush hours, indicative
of typical workday travel behaviours. The graph reveals a more uniform distribution of traffic flow dur-
ing the weekend, suggesting a departure from the conventional weekday commute pattern. This shift
indicates a possible variation in the purpose of travel or a change in the number of commuters on
weekends. The observed periodic pattern validates the effectiveness of the vehicle detection module
and highlights the imperative to factor in the day of the week when defining feature parameters for
traffic flow prediction.

While the accuracy of the vehicle detection method may not be comparable to loop detectors, traf-
fic surveillance cameras are widely deployed in modern cities, providing a cost-effective alternative for
obtaining large-scale traffic data. Furthermore, additional features, such as queue length and spacing,
can be easily retrieved with surveillance cameras. Therefore, traffic monitoring and data acquisition
with surveillance cameras present a promising alternative to traditional loop detector methods.
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4.2. Traffic flow prediction evaluation

Three widely used metrics, the mean absolute error (MAE), the root mean square error (RMSE), and
the symmetric mean absolute percentage error (SMAPE), are used to assess the accuracy of traffic flow
predictions by comparing the predicted flows ¢; with the actual flows ¢;.

The mean absolute error, MAE, computes the average discrepancy between ¢; and ¢;, offering a
straightforward measure of its performance. A higher MAE indicates poorer performance, while a lower
MAE indicates better prediction accuracy. The equation of MAE is given as:

,I n
MAE:EZ

i=

N

i — i

(1)

where n is the number of observations.
The root mean square error, RMSE, computes the standard deviation of the prediction errors. This
metric provides an additional measure of errors, and higher RMSE values signify poorer performance.

RMSE = (12)

% > @i—)?
p

Unlike MAE, which characterises the absolute disparity between predicted and actual values, the sym-
metric mean absolute percentage error, SMAPE, calculates the percentage difference as the error, as
shown in Equation (13). This metric can effectively evaluate the performance of the model, regardless
of whether the predicted and actual values are very small or very large. In addition, it allows for com-
parison of performance between diverse data sets, as different data sets may have varying magnitude
levels, and sSMAPE can describe their errors relative to themselves.

n

100% i — |
n ; (Igil + Iil) /2

SMAPE = (13)

Most of the existing research focuses on improving the prediction accuracy, without adequately con-
sidering the associated model costs. As deep learning technologies continue to evolve, increasingly
complex models are proposed. However, the practical deployment of prediction models in Intelligent
Transportation Systems requires a critical evaluation of execution time. In particular, real-time fore-
casting is a vital requirement for most traffic flow prediction applications, highlighting the importance
of time and cost. Thus, the total time required for model training is included as the fourth metric to
evaluate the time cost of models.

For the evaluation of prediction performance, we conducted a case study employing traffic data
obtained from eight surveillance cameras strategically positioned along major thoroughfares in cen-
tral London, as shown in Figure 5. To address computational constraints and missing data instances
on select cameras, we focused our analysis on data collected during the period from April 1st to April
24th, 2021, as an initial pilot study. For each of these eight cameras, a comprehensive set of 12 features
was extracted. These features included parameters such as traffic flow, density, queue length, average
speed values, time progress, and spacing for both directions. Additionally, supplementary informa-
tion concerning the day of the week was incorporated to capture any potential periodic patterns.
Following meticulous data cleaning and preprocessing, the resulting dataset showed dimensions of
5890 x 8 x 13.The geometric information of each camera was also recorded to establish spatial con-
nectivity. The sequence length of the dataset was set at 10 time steps, equivalent to 60 minutes, and
the prediction results for 1, 3, and 5 steps were reported separately. In addition, the data set was
divided into three subsets for training, validation and test purposes, with a ratio of 6:2:2.

For the assessment of the proposed traffic flow prediction model, a sample camera’s data was
utilised. Figure 6 illustrates the weekly traffic flow aggregated on an hourly basis, quantified in vehicles
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Figure 5. Experiment network (https://www.google.com/maps).

per hour. The plot exhibits a correlation between the predicted and actual traffic flow, indicating the
overall effectiveness of the model. In particular, weekdays show more pronounced variances, likely
due to increased traffic volumes and fluctuations.

The variance in the model predictions compared to the actual data is depicted in Figure 7 through
a histogram. This graph indicates the distribution of prediction errors, with the central peak near
zero indicating the majority of predictions with negligible deviations. Despite this, the distribution’s
breadth suggests that the model sometimes significantly underestimates or overestimates traffic flow,
with a tendency toward the former.

Both figures collectively underscore the model’s proficiency in estimating traffic flow, albeit with
opportunities for enhancing its accuracy. The model’s adeptness in navigating the intricate traffic pat-
terns, alongside the sparse camera location, is noteworthy. Meanwhile, four baseline models were also
selected to evaluate the performance of the proposed model. They were tested on the same dataset
to ensure consistency in the evaluation. A summary of the selected baseline models is provided below.

o Historical Average (HA): A time series method that predicts traffic features based on previous series
features.


https://www.google.com/maps
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Figure 7. Error distribution of traffic flow prediction.

e ARIMA: A traditional time series technique, valued for its ability to model and forecast based on
historical traffic data. Its main strengths are its simplicity and effectiveness.

e XGboost: A powerful machine learning algorithm known for its high performance and efficiency
in handling large datasets. Its primary advantages include robustness, scalability, and superior
predictive accuracy.

e Support Vector Regression (SVR): A traditional non-parametric method that maps high-dimension
traffic features into flow prediction. In this experiment, the Gaussian kernel is used to capture non-
linear relationships between the traffic features.

e Recurrent Neural Network (RNN): A neural network that is good at dealing with time series prob-
lems. This model used ten loops to form a deep structure to capture profound traffic dependencies.

e STGCN: A spatio-temporal graph convolution model also uses graph theory to capture spatial and
temporal features. It has great performance on the METR-LA dataset and can be considered a state-
of-the-art model.
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Figure 8. Performance comparison between proposed model and baselines.

Figure 8 summarises the comparison results in three prediction horizons. With a prediction step of
6 minutes, this study aims to forecast independently for 1, 3, and 5 steps. The findings indicate that
traditional time series methods such as HA, ARIMA, XGBoost, and SVR have limited accuracy in pre-
dicting traffic features. While SVR outperforms HA slightly, this improvement can be attributed to the
Gaussian kernel’s ability to capture non-linearity features. ARIMA demonstrates superior performance
for 1-step predictions, but its accuracy rapidly decreases at the 3-step and 5-step horizons. In contrast,
XGBoost maintains consistent performance, exhibiting accuracy comparable to that of SVR. However,
RNN performs significantly better than the two traditional methods. This deeply structured machine
learning approach can effectively capture the temporal features. However, it falls slightly behind the
other spatio-temporal models in leveraging spatial correlations. STGCN captured spatial and temporal
features and achieved the highest prediction precision among other baseline models, with an average
improvement of 14.36% in MAE, 1.91% in RMSE, and 4.68% in sMAPE over RNN. The newly proposed
TCGCN model leverages spatial and temporal features and merges them effectively. On average of
three prediction horizons, TCGCN showed an improvement of 11.19% in MAE, 12.37% in RMSE, and
5.37% in SMAPE compared to STGCN. In general, TCGCN outperformed other baseline models in all
metrics when tested in this dataset.

Furthermore, all tested models exhibit slightly lower accuracy in multistep prediction compared to
single-step prediction. For the proposed TCGCN model in different prediction steps, the evaluation
metrics show a deterioration of 7.06% in MAE and 7.70% in RMSE, while sSMAPE increases by 2.19%.
Although the decline is subtle, it occurs because the models are trained separately for each predic-
tion step. This approach ensures that each model is specifically optimised for its respective prediction
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Table 4. Calculation complexity comparison.

Model Learnable parameters Inference time
RNN 600 10.71 ms
STGCN 104284 1.81ms
TCGCN 36390 1.72ms

task, potentially enhancing performance for each step. However, despite this training strategy, the
subtle decline in performance with increasing prediction horizons reveals the inherent challenges of
forecasting further into the future.

In addition to assessing prediction accuracy, we compared the calculation complexity of the three
deep learning models by comparing their trainable parameters and inference time. The results are pre-
sented in Table 4, where the inference time denotes the duration required to complete the prediction
for a single test sample. It is evident that although the RNN possesses the smallest number of param-
eters, its inference time is the longest due to its sequential processing nature. In contrast, TCGCN has
an inference time that is 4.97% shorter than that of STGCN and contains only about one-third as many
parameters.

The proposed TCGCN model has fewer trainable parameters compared to STGCN, resulting in
reduced computational costs and execution time. Despite its simple model structure, TCGCN effec-
tively captures spatio-temporal features and outperforms the state-of-the-art model in terms of
prediction performance.

4.3. Ablation study

To comprehensively examine the influence of various components within deep learning models and
enhance their performance, an ablation study can be performed to systematically perturb specific
components to facilitate a comparative analysis (Shipman et al. 2022). In the context of the proposed
TCGCN model, two distinct ablation studies were conducted. These studies were designed to inves-
tigate the pivotal role of two critical components: the adjacency matrix and the fusion block. These
components were selected for scrutiny because of their essential contributions to the TCGCN architec-
ture, and modifications to their structure can significantly impact the model’s predictive capabilities.
The results of these studies are summarised below.

4.3.1. Adjacency matrix

As a critical component of the graph convolution computation, the adjacency matrix provides the
model with detailed network information to learn spatial dependencies. Different forms of the
adjacency matrix can provide varying levels of information and result in significant performance
differences. Therefore, three types of adjacency matrix were evaluated, as shown in Figure 9.

The first type employs an unweighted adjacency matrix characterised by a binary representation,
which effectively delineates the presence or absence of direct connections between adjacent nodes. In
contrast, the latter two approaches quantify the connectivity between nodes by leveraging the phys-
ical distance separating them, with the connection strength normalised on a scale from zero to one. A
higher value corresponds to a more robust connection between adjacent nodes.

The key distinction between these two distance-based methods lies in the weights’ calculation.
The euclidean distance method computes weights based on the straight-line or geometric distance
between nodes. However, the road distance method considers the actual travel distance, typically the
route traversed by a vehicle. These matrices undergo normalisation within the range of 0 to 1, ensuring
their suitability for the graph convolution layer in our model. The performance metrics for the different
adjacency matrices across various prediction intervals are summarised in Table 5.
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Figure 9. Adjacency matrix.
Table 5. Performance comparison between different adjacency matrices.
6 minutes 18 minutes 30 minutes
Matrix MAE RMSE sMAPE MAE RMSE sMAPE MAE RMSE SMAPE
Unweighted 12.26 31.95 17.91% 12.91 33.70 18.49% 13.08 34.09 22.13%
Euclidean 1211 31.85 22.47% 12.85 33.61 18.55% 13.02 34.11 16.93%
Road 12.08 31.71 19.65% 12.42 32.50 21.50% 13.01 33.95 19.22%

A consistent observation across the three types of adjacency matrices is that the MAE and RMSE
values slightly increase with the prediction interval length. This trend is expected as longer-term pre-
dictions inherently involve greater uncertainty. However, the increase is marginal, suggesting that the
model retains a fair degree of accuracy even for longer prediction intervals. Meanwhile, a key insight
from this table is the advantage of integrating spatial information into the adjacency matrix. This is
evident from the superior performance of the Euclidean and, more notably, the road matrices com-
pared to the unweighted matrix. The Euclidean matrix, based on physical distances, and the road
matrix, reflecting actual road network connections, demonstrate the value of incorporating spatial
relationships into traffic flow prediction models.

Meanwhile, the road matrix, in particular, consistently outperforms the others in terms of both
MAE and RMSE across all prediction intervals. Furthermore, its SMAPE values are lower than those of
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Table 6. Performance comparison between different numbers of fusion blocks.

6 minutes 18 minutes 30 minutes
No. MAE RMSE sMAPE MAE RMSE sMAPE MAE RMSE sMAPE
0 12.59 32.54 14.28% 13.78 35.29 18.39% 14.15 37.35 20.86%
1 12.57 32.69 18.09% 13.02 33.92 26.56% 13.79 36.65 22.11%
2 12.08 31.71 19.65% 12.42 32.50 21.50% 13.01 33.95 19.22%
3 12.16 32.20 12.75% 12.84 33.45 17.84% 13.02 34.08 18.93%

the unweighted matrix, indicating a more stable accuracy rate. This consistent superiority of the road
matrix implies that modelling real-world road network topology offers significant benefits for predict-
ing traffic flow, especially in urban settings. This model likely captures the complexities and dynamics
of urban traffic more effectively, leading to more accurate predictions.

Overall, these findings highlight the importance of considering spatial connectivity and network
structures in developing models for traffic flow prediction. The clear benefits seen with the road matrix
underscore its potential in effectively representing and analysing urban traffic patterns.

4.3.2. Fusion block

Another ablation study was also conducted to investigate the impact of the newly proposed fusion
block in TCGCN. We evaluated prediction models with no fusion block, one, two, and three fusion
blocks on the same dataset. The results of this evaluation are summarised in Table 6.

A significant improvement in both MAE and RMSE was observed upon utilising two fusion blocks.
When compared to the configuration devoid of any fusion blocks, the improvement in MAE at the 6-
minute prediction interval was approximately 4.05%, while for RMSE, it was around 2.55%. This notable
improvement in predictive accuracy indicates that integrating two fusion blocks effectively balances
the spatial and temporal aspects of the model, leading to more accurate traffic flow predictions.

However, adding a third fusion block did not perpetuate this trend of improvement. Although
it outperformed the configurations with zero and one fusion block, the marginal increase in MAE
and RMSE relative to the two-block configuration suggests a diminishing return on performance
enhancement by adding extra blocks. Furthermore, the observed variation in the SMAPE across dif-
ferent configurations and intervals implies that while adding fusion blocks might improve accuracy to
some extent, it could also introduce a degree of complexity that potentially affects the stability and
generalisation capabilities of the model.

This observation is pivotal for the optimisation of the model, indicating that the optimal incor-
poration of fusion blocks could be two. Such a configuration seems to offer a balance between
enhanced prediction accuracy and manageable model complexity, rendering it a prudent choice for
the proposed traffic flow prediction model.

In conclusion, the analysis underscores that while integrating fusion blocks into the spatio-
temporal model does enhance its prediction accuracy, it also presents a nuanced trade-off between
heightened accuracy and increased model complexity. Therefore, the optimal selection of fusion
blocks should be made with careful consideration of the specific application context and dataset char-
acteristics. This ensures robust and reliable model performance that is both accurate and generalisable.

5. Conclusions

A novel end-to-end approach for short-term traffic flow prediction using surveillance cameras has
been proposed. This approach is structured into two distinct stages. The initial stage is dedicated to
extracting traffic flow information from surveillance videos. Subsequently, the second stage utilises
the gathered spatio-temporal data to forecast future traffic flow at varying intervals. For training and
evaluation, the proposed model leveraged publicly available surveillance videos provided by TfL.
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The evaluation of our model is divided into two primary components. First, vehicle detection
and tracking performance were assessed using three baseline models. YOLOv7, pre-trained Mask R-
CNN, and a fine-tuned version of the Mask R-CNN model. The results from this phase underscored
that incorporating ROI strategies, fine-tuning, and sophisticated post-processing techniques signifi-
cantly enhances vehicle detection accuracy, particularly in the context of low-resolution surveillance
cameras.

In the second phase, a novel model architecture was developed for traffic flow prediction. This
model predicts short-term traffic flow using several input features extracted from surveillance videos,
including flow, density, average vehicle speed, queue length, time headway, and spacing. The
performance metrics indicate considerable improvements in prediction accuracy, with an 11.19%
enhancement in MAE and a 12.37% reduction in RMSE, alongside a 4.97% improvement in infer-
ence time when compared to the STGCN model. In addition, two ablation studies were conducted.
These studies were pivotal in evaluating the effectiveness of different adjacency matrices and fusion
blocks within the model, further refining our understanding of the model’s performance in various
scenarios.

To the best of our knowledge, no existing studies integrate traffic flow detection and predic-
tion from low-resolution surveillance cameras. However, it is important to acknowledge that, in the
absence of ground truth data, a definitive evaluation of the precision of the extracted vehicle trajec-
tories is not feasible. Although estimated vehicle speeds appear reasonable, future research will aim
to integrate additional sensors to facilitate a quantitative assessment of trajectory accuracy. More-
over, it is pertinent to mention that the model introduced herein emphasises short-term traffic flow
prediction and ignores the effects of features such as meteorological conditions, holidays, and other
contextual parameters. By integrating these features and introducing an attention mechanism to man-
age long sequential data, there lies the potential for the framework’s adaptation to long-term traffic
flow predictions. Future endeavours will explore this potential and extend the application of the pro-
posed methodology to varied surveillance camera networks under different weather conditions. This
will enable a comprehensive evaluation of how resolution variations, video update frequencies, and
adverse weather conditions influence predictive accuracy, thereby enhancing the robustness and
scalability of the proposed approach.

Notes

1. https://www.tfljamcams.net.
2. https://github.com/City-of-Bellevue/TrafficVideoDataset.
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