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Don’t fool Me!: Detection, Characterisation
and Diagnosis of Spoofed and Masked
Events in Wireless Sensor Networks

Vittorio P. llliano, Luis Munoz-Gonzalez, and Emil C. Lupu

Abstract—Wireless Sensor Networks carry a high risk of being compromised, as their deployments are often unattended, physically
accessible and the wireless medium is difficult to secure. Malicious data injections take place when the sensed measurements are
maliciously altered to trigger wrong and potentially dangerous responses. When many sensors are compromised, they can collude with
each other to alter the measurements making such changes difficult to detect. Distinguishing between genuine and malicious
measurements is even more difficult when significant variations may be introduced because of events, especially if more events occur
simultaneously. We propose a hovel methodology based on wavelet transform to detect malicious data injections, to characterise the
responsible sensors, and to distinguish malicious interference from faulty behaviours. The results, both with simulated and real
measurements, show that our approach is able to counteract sophisticated attacks, achieving a significant improvement over state-of-

the-art approaches.

Index Terms—Information security, wireless sensor networks, event detection, continuous wavelet transforms

1 INTRODUCTION

ROM the very first deployments of Wireless Sensor

Networks (WSNs), motivated by military applications,
security has been a major concern. Nowadays, WSNs are
popular for IoT applications, such as smart cities, smart
grids and healthcare [1], [2], [3], but security threats could
still pose costly and even life-threatening problems.

WSNs are by nature exposed to severe vulnerabilities,
since they are often physically accessible, unattended, and
continuously evolving because of sensors joining and leaving
the network. Moreover, the use of security mechanisms such
as complex cryptographic mechanisms is restricted because
of computational constraints. Thus, the cost of exploiting such
vulnerabilities is less a deterrent for malicious activities. In
particular, the measurements’ integrity may be impaired: we
refer to this attack as malicious data injections.

Even when common security mechanisms are in place,
they cannot prevent some of the attacks. In particular, an
attacker can gain control over the WSN by physically tamper-
ing with sensor devices or manipulating the environment
itself. In several scenarios, these cannot be prevented with
proactive security mechanisms. For example, urban traffic
sensors may be deliberately biased at the time they are
implanted to silence alarms for road accidents. In such cases,
the only mean to counteract malicious data injections is detec-
tion through analysis of the measurements themselves. This
is possible because of inter-measurements correlation.
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Correlations exist between measurements of different
sensors across the WSN space, which we refer to as spatial
correlation. Correlations also exist across the measurements
of the same sensor in time, known as temporal correlations,
and between multiple monitored phenomena, known as
attribute correlations.

When spatial correlations are altered, they provide evi-
dence of disagreements between sensors, which are likely to
occur when genuine and malicious sensors coexist. Spatial
correlation enables detection only if the measurements from
a subset of sensors are substantially changed. This assump-
tion is generally valid since the attacker’s cost and risk for
tampering with measurements of more sensors increases
proportionally with their number.

On the contrary, temporal correlation fails to unveil mali-
cious data if the attacker tampers with even a single sensor
and applies a smooth transition between genuine and mali-
cious data. The necessary assumption for the applicability of
attribute correlation is that the sensor nodes monitor multiple
phenomena, and one of them is not compromised. However,
as multiple sensors are connected to the same sensor node,
tampering with it enables the attacker to control all the moni-
tored phenomena.

The chance of detecting malicious data injections depends
on the ability to exploit correlation as well as on the attack’s
sophistication. We envisage that malicious measurements can
be injected with any sophisticated strategy that maximises the
damage to the WSN and minimises the risk of being detected.
This is possible if compromised nodes collude, i.e., act in con-
cert towards a common goal.

The problem becomes even more challenging when events
occur in the monitored physical phenomenon. Wildfires are
an example of event for temperature monitoring WSNs, while
earthquakes are an example of event for seismic WSNS.
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The effect of events is to transform the measurements correla-
tions, especially when perceived only by a subset of sensors.
This genuine change in correlation can be exploited by a
sophisticated attacker to justify the correlation degradation
brought in by malicious data.

We propose a method for detection of malicious data
injections in the presence of sophisticated collusion strate-
gies, based on a cross-scale analysis of the wavelet transform
applied to the measurements in the spatial domain. Yet we
highlight that detecting anomalies in the measurements is
not sufficient to effectively counteract them. The alterations
in the malicious measurements and the affected sensors
need to be identified. We refer to this task as characterisation.
Furthermore, we deal with the diagnosis of the identified
anomalies. Indeed, genuine faults may also introduce
anomalies, as the measurements from faulty sensors do not
correlate with those of healthy ones. This may lead to the
wrong conclusion that there was an attack, but by classify-
ing the main characteristics of genuine faults we are able to
infer when the anomaly is most likely malicious.

We present the problem of detecting, characterising and
diagnosing malicious data injections in WSNs, propose a com-
plete methodology to deal with each of these tasks and test its
validity on two datasets: a synthetic set of temperature meas-
urements in a wildfire monitoring WSN and a real dataset of
seismic measurements in an earthquake monitoring WSN.

The rest of this paper is organised as follows. In Section 2
we review the related work. In Section 3 we detail the attacker
model. In Section 4 we give an overview of our methodology.
In Section 5 we describe the methods employed. Section 6
deals with the detection of anomalies. The effects of anomalies
as well as the anomalous sensors are characterised with the
procedure given in Section 7. The diagnosis process of the
detected anomalies is performed with the steps shown in
Section 8. Our experiments are described, along with the
respective results, in Section 9. Finally, Section 10 summarises
our conclusions and presents future work directions.

2 RELATED WORK

Although a considerable amount of literature deals with
measurements integrity in WSNs, most work focuses on
detection of anomalies at the network layer [4], [5], [6]. Such
techniques are not applicable when the measurements are
tampered with before reaching the network. For instance, a
sensor node may be tampered with by exploiting physical
accessibility or even before, when a new sensor node joins
the network or replaces a faulty one. Also, the area around
the sensor could be contaminated to produce false informa-
tion (e.g., obscuring a light sensor).

A smaller, but still considerable amount of literature
exploits measurements correlation to detect anomalies with
two different techniques, which can be categorised into
anomaly detection and trust management [7].

Anomaly detection techniques focus on outlier detection: the
expected measurements distribution is first characterised,
e.g., through statistics [8], clustering [9], support vector
machines [10], etc., and then a measurement is considered
anomalous if far from the expectation. The main idea of trust
management techniques is to keep track of a sensor’s coopera-
tion in time, assigning it a trust value, which is constantly
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Fig. 1. Temperatures (in Kelvin) in a wildfire monitoring WSN: axes rep-
resent the spatial location, circles identify the sensors and colours map

the measurements space. The spoofed event centred at (80, 40) is diffi-
cult to isolate from the genuine event centred at (65, 60).

updated. This can be done by exploiting an expected meas-
urements distribution [11], or checking if a sensor correctly
reports the presence of events of interest [12]. The information
of sensors with a low trust value is considered less reliable,
and so the impact of malicious data is reduced.

Most of these techniques have been proposed to detect
generic anomalies rather than deliberate malicious injec-
tions, so they are not designed to cope with collusion, which
drastically decreases the chances of detection. Moreover, the
measurements distribution is assumed homogeneous [7]
and this assumption does not hold especially when particu-
lar events of interest occur, such as wildfires, earthquakes,
pathological conditions, etc.

In [13], the measurements spatial patterns are learnt
through linear regression to cope with non homogeneous
measurements distributions across space that result from a
single event source. This technique is designed to cope with
collusion and thus is specific for malicious-related anomalies.

However, when multiple events with unpredictable loca-
tions occur, more sophisticated attacks are possible. For
instance, a real event can be elicited to appear larger or
masked to appear smaller, a spoofed event can be introduced
close to a genuine event to gain credibility, a real event can be
split into two or more events, etc. An example of a spoofed
event next to a genuine event is shown in Fig. 1. Distinguish-
ing the two events is a complex task, so the spoofed event
gains credibility.

Our novel approach uses a variation of Continuous Wave-
let Transform (CWT) for non-evenly spaced samples to isolate
the events’ trends at specific locations and granularities, that
are respectively referred to as translations and scales. The
wavelet transform has been previously applied in its discrete
form (discrete wavelet transform) for detecting faulty sensors
during event detection [14]. Because of temporal correlation,
the wavelet coefficients at the lowest scale fluctuate more
in the presence of events. Attribute correlation, instead, makes
the fluctuations observable in multiple attributes. Thus, faults
are identified as fluctuations in time of the low scale coeffi-
cients that involve only a few attributes.

Nevertheless, this technique would not prevent an attacker
to inject consistent measurements for multiple attributes
whilst substantially changing them. Instead, we run the wave-
let analysis in the spatial domain, that cannot be completely
taken over with a limited amount of malicious sensors. This
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Fig. 2. Seismic measurements with malicious data. The attack is difficult
to characterise as eliciting or masking.

step, however, requires a method to characterise the normal
low scale fluctuations. Our approach tackles this problem by
learning the relationship between wavelet coefficients at dif-
ferent spatial scales.

Cross-scale correlation has been already exploited in the
field of digital images steganalysis [15], [16]. Because of sig-
nificant differences between the two applications, there are
several distinctions in the way we run detection, characteri-
sation and diagnosis (the latter is not done in image stega-
nalysis). For instance, the original image cannot be
completely replaced by forged data, otherwise the ultimate
purpose of image forgery disappears. On the contrary, the
damage to a WSN is proportional to the number of meas-
urements tampered with. Therefore, the area affected by
malicious data injections could be difficult to identify and
requires a deeper study during the characterisation phase.

3 ATTACKER MODEL

When detection of malicious data injections is carried out,
the attacker must strike a trade off between the potential
damage it can introduce and the risk of being detected:
higher potential damage is more likely to cause evident dis-
ruptions in correlations and, in turn, trigger detection. Our
attacker model considers malicious data that impair event
detection and do not cause disruptions in correlation that
are easy to identify.

This is possible when considering attackers with large
resources and conducting highly sophisticated attacks. In par-
ticular, we maximise the attack’s sophistication to focus on the
impact of the attacker’s resources, above all the number of
malicious sensors. Specifically, we assume attackers that:
a) have full control of C sensors of their choice, b) have infinite
time for the attack, and ¢) overhear the measurements of the
other sensors.

We consider measurements injections that elicit or mask
events, i.e., significantly increase or decrease measurements
respectively, assuming events manifest as an increase in
measurements within the event area.! Moreover, we con-
sider scenarios that are naturally more complex to detect,
such as spoofed events that can be introduced next to a gen-
uine event, genuine events that can be masked partially to
generate one or more smaller events, etc.

1. Without loss of generality, as a decrease can be translated to an
increase with simple preprocessing, as shown in Section 9.3.

The attack’s sophistication is maximised by: a) calculating
the subset of C' sensors that minimise the risk of being
detected when replacing their measurements with eliciting/
masking measurements, b) substituting the measurements of
the C' malicious sensors with colluding measurements that
represent the same legitimate scenario observed in the past,
c) smoothing the malicious measurements with the highest
correlation with genuine measurements.

Note that distinguishing eliciting from masking attacks is
generally a complex task, which may require more effort
than detection. For example, in the scenario shown in Fig. 2,
two main behaviours can be identified: some sensors indi-
cate the presence of an event (light blue/green), while some
others do not perceive it (dark blue/violet). In particular,
the event measurements are located in the center-left and
the center-right. Assuming that malicious data injections
have been detected, we may be in a masking scenario,
where the two events have been masked (originally it may
have been even one single event that has been split by the
masking sensors); we may also be in an eliciting scenario
where one, or even both events may have been spoofed.
The problem becomes increasingly complex as the number
of malicious sensors increases. When the attacker’s capabili-
ties are sufficiently high, the attacker may correctly repro-
duce genuine events without triggering detection or make
malicious sensors be identified as genuine, and genuine sen-
sors as malicious. In the next section we introduce our
methodology designed to cope with such sophisticated
malicious data injections.

4 METHODOLOGY

The full flow chart of our methodology is summarised in
Fig. 3 and detailed in the following sections.

The first step is the detection of anomalies in the measure-
ments. Except when boundaries imposed by physical con-
straints are not respected, the probability of observing a
measurements set is rarely null. Therefore, any measure-
ments set is assigned an anomaly score, i.e., an indicator for
the probability that there are anomalies. This step is based
on application of the wavelet transform (Section 5.1) and
analysis of the relationship between the coefficients at dif-
ferent scales (Section 5.2).

Detecting an anomaly is generally not sufficient to iden-
tify the anomalous sensors. The second step, which we refer
to as characterisation, identifies the anomalous sensors and
determines if they have ELICITED or MASKED events.
Identification of anomalous sensors is complex in the pres-
ence of collusion because malicious measurements can cor-
relate well between themselves. Hence, we first identify
groups of sensors with highly correlated measurements
(Section 7.1). Then, measurement anomalies are translated
into group anomaly scores, which are used to identify
anomalous groups (Section 7.2). The general behaviour of
the measurements in the anomalous group unveils if the
anomalous measurements have elicited or masked events
(Section 7.3). This, in turn, enables to link back the group-
wise anomaly to the individual sensors (Section 7.4).

The presence of anomalies does not imply the presence of
malicious data injections since anomalies may be caused by
other phenomena, such as genuine faults. For this reason,
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Fig. 3. Methodology scheme.

we further evaluate the properties of the measurements to
distinguish, among other, faulty and maliciously compro-
mised sensors. We refer to the task of ascribing the detected
anomaly to a particular category as diagnosis (Section 8).

5 METHODS

Our principle for detecting anomalous measurements is to
contextualise the individual measurements of each sensor
by relating it to broader behaviours. For instance, a steep
change, if isolated is just a spike, while at the boundary of a
wide transition is a change point.

The wavelet transform enables us to distinguish such sce-
narios thanks to a multi-scale analysis. While higher scales
capture general trends, i.e., increases/decreases that are com-
mon to many points in space (for time series we would talk
about the long-term trends), lower scales emphasise local
variations.

5.1 Continuous Wavelet Transform

The wavelet transform provides analyses at multiple scales
(which are linked to the signal’s frequencies) and also at dif-
ferent translations, i.e., points in time/space (according to
the domain of analysis). When applied to the measurements
from a set of sensors with different locations, the scales rep-
resent the spatial granularity used to look at the measure-
ments, while the translations represent different locations in
the WSN deployment space.

We adopt the Continuous Wavelet Transform as opposed
to the discrete wavelet transform, which is restricted to a fixed
set of scales and translations. The CWT is instead continuous
and can analyse a continuous range of scales and translations.

Specifically, we use the CWT proposed in [17], as it adapts to
non-evenly spaced samples. Indeed, sensor nodes are usually
not evenly spaced, especially when they are mobile. The
transform is defined by the equation below:

(T"8)(s.7) = 7 (S)Z[\I’M(V)S(v)], (1
T veQ)
where
he(s) = Y [Wer(w)]”. @
ucl)

In the equations above, we denoted scale and translation
with s and t respectively; v is the spatial location, while .S is
the sensed signal, which is known only at the sensors loca-
tions (). The principle behind the equations above is to iso-
late scale-specific trends of the measurements signal S
through multiplication with the signal ¥, ;, which acts like
a filter, whose size depends on s. For each t, the function
works also as a spatial filter. Therefore, each wavelet coeffi-
cient (T**S)(s, 7) is an indicator of the signal’s spectral con-
tent for a fixed frequency and spatial range.

The way in which this is achieved depends on the actual
function W¥. As in [17], we adopt the second-generation vari-
ant of the “Difference-of-Gaussians” wavelet:

o~ (22 T

> uc e 2 ueq o2

\I,s;t = (3)

For B > 1, the second Gaussian is wider and more flat than
the first, or in other words, the first emphasises more t’s
neighbourhood. Their subtraction emphasises changes in the
measurements that happen around t and stabilise thereafter.
Since a Gaussian transforms to a Gaussian with the Fourier
transform, there is a similar effect also in frequency, i.e., ¥
acts like a band-pass filter. The parameter g controls the wave-
let’s band-pass characteristics and is fixed to 1.87, i.e., the
value that makes 1/s the dominant scale of analysis [17].

The term h.(s) in (2) coincides with the standard devia-
tion of the wavelet coefficient (7" S) (s, t) when S is a white
Gaussian noise, hence we refer to this term as standardisation
factor. For convenience, we also introduce the non-standar-
dised version of the wavelet transform, i.e.,

(T8 (s,7) = ) _[Wsa(@)S(V)] = (TS) (s, D)he(s). (@)
veQ)

This is to estimate a signal’s energy at a certain scale.
Indeed, division by the standardisation factor transforms a
wavelet coefficient into a Signal to Noise Ratio (SNR), which
is scale and translation independent, but cannot be used for
estimating the signal’s energy. The relationship between the
low scale coefficients and the energy of the higher scale
coefficients of the measurements signal is the cross-scale
relationship that enables detecting malicious data injections.
Different signals, deployments and environments introduce
different relationships, hence we learn this relationship
with the method described in the next section.



ILLIANO ET AL.: DON'T FOOL ME!: DETECTION, CHARACTERISATION AND DIAGNOSIS OF SPOOFED AND MASKED EVENTS IN... 283

’ 7] J

10

o 5 10 15

(a) Coefficients at scale s;

(b) Coefficients at scale 4s;

Fig. 4. CWT of a genuine event.

5.2 Learning The Events’ Spatial Cross-Scale
Relationships

The events’ spatial propagation introduces changes in the
measurements that are best observable at scale s, the scale
where (7" S)(s, Te) is maximum, with t. being the event’s
central location. The events’ effect is also observable in tran-
sitions with small granularity, corresponding to a scale com-
parable to the average inter-sensor distance: s;. We observe
that the relationship between coefficients at scales s. and s;
is altered by malicious data injections, in consequence of the
trade-off between two goals that a sophisticated attacker
has: 1) noticeably change the measurements and 2) staying
undetected.

If the attacker puts more effort into the first goal, the sig-
nal changes will be more abrupt and less supported by the
malicious sensors’ neighbours. The coefficients at low scale
are thus large in module compared to higher scales. For
example, the high scale coefficients of the spoofed event in
Fig. 5 are comparable to those of the genuine event in Fig. 4,
but the coefficients at low scale are larger in the malicious
scenario, because there is a gap between genuine rest meas-
urements and false event measurements.

If the attacker puts more effort in the second goal, the gap
between genuine and malicious measurements is reduced,
and the low scale coefficients in turn. However, as shown in
Fig. 6, a spoofed event with low scale coefficients as small
as the genuine event in Fig. 4, also has smaller high scale
coefficients than the same genuine event.

Ultimately, the chance of staying undetected needs to be
traded with significant changes in the measurements if the
cross-scale relationship is guaranteed. Such relationship is
unknown and difficult to model because the effects of noise
and environment are difficult to quantify. Moreover, the
requirement of a model for each WSN application complicates
the technique’s deployment and introduces an additional
point of failure: the accuracy of the model. For these reasons,
we choose to learn the cross-scale coefficients relationship
from historical data, which corresponds to learning the diffu-
sion patterns of the underlying physical phenomenon.

Since such relationships arise from spatial correlation,
the historical data should consist of snapshots in time of the
measurements reported by each sensor. Such snapshots
should arise from different event scenarios, hence we split
the measurements time series into time windows where
there are no events, one event, two events, etc. Afterwards,
we take one representative time sample from that window,
which is the sample where events are most remarked if any,
or a random sample if there is no event. We refer to a spe-
cific time snapshot selected with this criterion as historical
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Fig. 5. CWT coefficients of a spoofed event with larger low scale coeffi-
cients than the genuine event.

signal. Historical signals are transformed through the CWT
and the relationship between low scale and high scale coef-
ficients is learnt with Algorithm 1.

Algorithm 1. Cross-Scale Relationship Fitting

Input: historicalSignals, sensors
Output: xScaleModel
st =[] {low scale term}
hst =[] {high scale term}
for all S € historicalSignals do
(T S) = CWT(S)
forallz, € Q) do
ET: = Zsehs ZIGCOISJ_L_ [(T:ﬁsavs) (57 T)}Q
hst.append(E;,)
Ist.append((T"*S) (s, )
end for
10: end for
11: maxLs = modelFit(hst, lst)
12: return maxLs

©

Each historical signal is transformed with the CWT (line
4), and the contribution of higher scale coefficients is calcu-
lated by the quantity F;, (line 6). We refer to such term as
energy index, since it is related to the energy of the signal
after isolating it in both space and frequency. Frequency iso-
lation is achieved by summing only a set of higher scales hs.
Space isolation is achieved by considering only a scale-
dependant neighbourhood, characterised by the Cone Of
Influence (COI), which is defined as the area with a distance
from  less than the one where the boundary effects of the
wavelet basis function start to be noticeable. For the wavelet
transform that we used, the COI is centered in 7, and has a
radius of approximately s spatial units [17].

The cross-scale comparison requires defining a low scale s,
which is the average distance between a sensor and its closest
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Fig. 6. CWT coefficients of a spoofed event with smaller high scale
coefficients than the genuine event.
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neighbour, and of higher scales, which are selected to have lit-
tle overlap with the low scale s;. Assuming that the overlap
with the higher scales is /;,~,, then an increase in the low scale
coefficient by § causes an increase of the energy index by:
AE =28 + 21O F. (5)
Note that the detection of malicious data lies in the fact
that low scale coefficients can be altered with local measure-
ments manipulations, while higher scale coefficients need

several manipulations. Then, the following relationship
should be ensured:

maxLs(E) + 8 > maxLs((2lynns + 1)E + lfthSQ) VE,§.
(6)

Where mazLs(E) is the maximum acceptable low scale
coefficient for the energy index FE, given by the learnt
model. The meaning of (6) is that any increase of a low scale
coefficient by 8 can only turn a normal cross-scale relation-
ship into an anomalous one but not the other way around.

The function maxLs is learnt with a model fitting tech-
nique. This is done by dividing the energy indices into con-
secutive intervals and calculating the maximum low scale
coefficient for each interval. The selection of the intervals is
an optimisation problem: too many intervals lead to overfit-
ting, while too few lead to underfitting. This is a well known
model fitting problem, which we tackle with cross-valida-
tion [18]. Note that different models are learnt for positive
and negative low scale coefficients, since they generally
have different distributions, depending on the measure-
ments function and on the wavelet basis function.

With the models available, the measurements can be
tested for anomalies, as explained in the next section.

6 DETECTION

The models calculated with the steps described enable the
comparison of low scale coefficients with high scale coeffi-
cients. We refer to the ratio between a low scale coefficient
and its maximum acceptable value as anomaly score (A),
calculated as:

A(t,) = [(TY™S) (s, T0)| /max Ls(E). (7

Where 7, is the location of sensor z. Algorithm 7 shows
that the model relating low scale and high scale coefficients
needs to return the maximum acceptable low scale coeffi-
cient, given the input high scale coefficients’ energy. The
final step of detection consists in checking:

MAX,IEQA(‘L'QE) > Ty. (®)

If this condition holds, anomalies are present. The thresh-
old T; should be set according to the false positives accept-
able. If the measurements used to learn the cross-scale
relationship are a good representation of the whole measure-
ments distribution, 7; = 1 ensures a false positive rate equal
to zero (if outliers were filtered out during model fitting, it
will be equal to the outlier rate). The real false positive rate
may be higher if the dataset does not represent the data distri-
bution well. In this case, a reliable false positive rate can be

estimated empirically as shown in Section 9 to select the
threshold that gives the most appropriate TPR/FPR combina-
tion. Such procedure may be repeated when new data, that
does not comply with the current data distribution, is col-
lected. At this point, the anomalous sensors need to be identi-
fied through the characterisation step shown in Section 7.

6.1 Computational Complexity

In WSNSs, the computational complexity is important as the
sensor nodes have often low computational capabilities and
highly demanding calculations cause battery depletion.

Nevertheless, the algorithm that we introduced may be run
from the system that analyses the measurements and takes
appropriate reactions, e.g., at the base station or sink. Since
this task can be complex because involves statistical analyses,
decisions and transmission of control signals, the system in
charge has generally less computational constraints.

Beyond the computational burden, reacting promptly to
malicious data is also important. Note that the cost for
detection is always met, while the characterisation and diag-
nosis comes into play only when detection triggers. Hence,
we report below the analysis of the asymptotic computa-
tional complexity for the detection step:

e Merging the measurements from N sensors in a time
window with size W: O(WN)

e Calculating the wavelet coefficients at S scales:
O(SN log (N)) (structuring it as a convolution).

e Estimating the energy of the high scale coefficients:
O(SN log (N)) (structuring it as a convolution of the
coefficients at a specific scale and the COI mask)

e Calculating the maximum admissible low scale coef-
ficients: O(N)

e Testing the admissibility of each low scale coeffi-
cient: O(N)

The total cost of detection is then O((W + Slog (NV))N).

7 CHARACTERISATION

When detection triggers, we know that there are anomalies
in the measurements but, at this stage, the responsible sen-
sors are unknown. Without an accurate analysis, it is likely
to confuse malicious sensors with genuine sensors and vice
versa. For instance, if a set of malicious sensors collude and
surround a genuine sensor, they can make it look responsi-
ble for the anomaly introduced.

Our approach to this problem is to make a group-wise
analysis of conflicts between sensors, where sensors belong
to the same group if their measurements are correlated. In
this way, a genuine sensor is not judged individually and
making it look responsible for the anomaly is harder for col-
luding sensors. The first requirement is thus to identify
groups of sensors with correlated measurements, and then
move from sensor-wise to group-wise anomaly analysis.

7.1 Sensor Grouping

When malicious measurements are correlated because of col-
lusion, an anomaly may be evident only where malicious sen-
sors are close to genuine ones. However, when a sensor’s
measurement disrupts correlations, the responsibility is
shared among the sensors with the same behaviour, which is
defined with respect to the events being sensed.
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Events can be identified thanks to the wavelet coefficients:
wherever there is an event, there is a peak in the wavelet coef-
ficients at scale s, and translation t,, which respectively char-
acterise the spread of the event, and its centre (akin to the
centre of mass, i.e., it is not necessarily a geometrical centre).
Algorithm 2 identifies events peaks with a ridge lines-based
peak detection algorithm (lines 1-3). It is a variant of the algo-
rithm described in [19], which in addition considers two-
dimensional spaces and extracts the peak scale, defined as the
scale with the maximum coefficient in the ridge line. At such
scale the main characteristics of the event can be captured, for
instance if it has an increasing or decreasing trend.

Algorithm 2. getEventsPeaks

Input: (7%*S)(s, t), maxq

Output: eventsPeaks

1. for all s€s,...,s, do {s, is the maximum distance
between two sensors}

{ T (T'u'a,'us)(s7 ‘E) > (T“"’"”S) (S, T/) }

Ve, ¢ ||t = 7f| = min;([[7; — wl])

»

relExtremals] =
end for
ridgeLines = relExtremals;;q.]
4: forallses,, —1,...,s do
5. forall rE € relExtrema[s] do
6: closestRidgeLine = findClosest(ridgeLines, rE)
7
8

W

if distance(closestRidgeLine,rE) < max, then
closestRidgeLine.append(rE)

9: else
10: ridgeLines.append(rE)
11: end if
12:  end for
13: end for

14: filteredRidgeLines = filterRidgeLines(ridgeLines,min;)
15: for all rL € filteredRidgeLines do

16:  peakIndex = argmax(rL)

17:  eventPeak.s = s(rL(peakIndex))

18:  eventPeak.loc = t(rL(peakIndex))

19:  eventsPeaks.append(eventPeak)

20: end for

21: return eventsPeaks

Ridge lines are sets of n-dimensional points that are local
maxima with respect to at least one dimension. In [19] the
dimensions considered are the wavelet scale and translation
and ridge lines connect local maxima translations across
consecutive scales. Local maxima are, by nature, not well
defined since they depend on the degree of “locality”. In
our case, the smallest degree of locality is the distance
between neighbouring sensors. To consider also higher
degrees of locality, at line 7 we merge together two of such
maxima that are within a certain distance (maz;) and
instead assign the points to different ridge lines if such dis-
tance is overcome.

If a point is associated with a long ridge line, i.e., it is a
local maximum at many scales, it is more likely to be a true
peak compared with a point within a short ridge line.
Indeed, being a local maximum with respect to more scales
indicates that the increase around that point is not transi-
tory. For this reason, ridge lines shorter than min; are fil-
tered out by the function filterRidgeLines at line 2.

The parameters max; and min; respectively represent the
maximum distance between local maxima and the
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Fig. 7. Grouping effect example. Sensors are sorted into five groups; in
particular the green group contains a genuine event, while the brown
group a spoofed event. A white “A” represents the condition A(z,) > T..

minimum length of ridge lines. There are well known heu-
ristics for choosing such parameters [19], which have
proven to give satisfactory results in our experiments.

Algorithm 3. getSensorsGroups

Input: (T%"S)(s, 7), eventsPeaks
Output: sensorsGroups
1: GroupsMap(z,) =0V, € Q
2: forallt, : 7, € Qdo
3:  sortedEPindices = argsort(distance(eventsPeaks, t,))
4:  grouped = False
5:  peaklndex =1
6 while not(grouped) and peakIndex < length(eventsPeaks)
do
7: eP = eventsPeaks(sorted EPindices)(peakIndex)
8: if (T"*S)(eP.s, eP.loc)(T"*S)(eP.s, ;) > 0 then

9: GroupsMapl|t,] = peakIndex
10: grouped = True
11: end if

12: peakIndex = peakIndex + 1

13:  end while

14: end for

15: sensorsGroups = label(GroupsMap)
16: return sensorsGroups

After detecting peaks, each sensor is assigned to a group
with Algorithm 3. For each identified peak, a sensor is
assigned to the closest group where the sign of the coeffi-
cients at the peak and sensor’s location coincide (line 8).
Indeed, if the sign is discordant, the sensor’s measurements
do not follow the event trend. Finally, the groups are
labelled (line 15): in this phase, contiguous sets of sensors
belonging to the same group are given a common label. An
example of the result of the grouping procedure is shown
in Fig. 7.

7.2 Identification of Conflicts between Groups

The locations where the anomaly score is high indicate the
presence of a conflict between sensors in that area. A conflict
arises when the measurements from different sensors origi-
nate from incompatible factors, for instance a real event and
a spoofed event.

The remainder task for characterisation is to identify con-
flicting groups, and thereby the sensors that caused the con-
flicts. Since high anomaly scores indicate the presence of
disruptions in correlation, a conflict is registered for the two
areas that are the closest to each anomalous location. This
step is summarised in lines 2-9 of Algorithm 4.



286 IEEE TRANSACTIONS ON DEPENDABLE AND SECURE COMPUTING, VOL. 14, NO.3, MAY/JUNE 2017

Algorithm 4. find AnomalousGroups

Input: groups, A(zx), T,

Output: Ag {Anomalous groups}

Conflicts(gl,g2) = 0 V gl,g2 € groups {Initialise group
conflicts}

2: forall 7, : T, € sensors do

3: if A(zr,) > T, then

4 gl = argmingegroups (diSt(tl’ ’ g))

5: g2 = argminge g oups gse1 (Aist(Te, 8))
6

7

8

—_

Conflicts(g1,g2) = Conflicts(gl,g2)+1
Conflicts(g2,g1) = Conflicts(g2,g1)+1
end if
9: end for
10: Ag= {}
11: GA(g) =0 Vg € groups {Initialise group anomaly score}
12: while 37 .00 2 g;esronps Conflicts(gi, g;) > 0 do
13:  forall g; € groups do
14: GA(g) = Zgjegroups |g;|Conflicts(gi, g;)
15:  end for ‘
16:  ag=g: GA(g) = MAX(GA)
17:  Ag.append(ag)
18:  Conflicts(ag,g) = Conflicts(g,ag) = 0 Vg € groups
19: end while
20: return Ag

During characterisation, the anomaly score is compared
to the threshold T,, which differs from the detection thresh-
old Tj to find the trade off between the costs of acquiring
malicious data and of losing genuine sensors. The value of
T. should decrease with the former and increase with the
latter and its choice, like for 7j;, can be done experimentally
as shown in Section 9. In Fig. 7b, the locations where A
(t,) > T, are marked with an “A”. Since in both cases the
closest groups are the green and the brown group, two con-
flicts are registered between these two groups.

The next step, corresponding to lines 13-15, makes a transi-
tion from location-wise to group-wise anomalies. Each group
is assigned an anomaly score equal to the sum of conflicts
multiplied by the size of the conflicting groups. The sum
reflects the confidence increase in the incompatibility between
the two groups when more conflicts are observed. Instead, the
multiplication by the conflicting group size ensures the selec-
tion of the most likely scenario, under the assumption that the
prior probability of having C' anomalous sensors decreases as
C increases. This is a consequence of the increase in attack’s
cost with the number of sensors to compromise. In the exam-
ple of Fig. 7b, the brown group would correctly be blamed for
the anomalies since it has fewer sensors than the green group
with which is conflicting.

Finally, the group with the maximum anomaly score is
added to the collection of anomalous groups and the proce-
dure is reiterated until all conflicts disappear. Indeed, the
malicious sensors may be divided into several groups, since
they could act according to different behaviours.

7.3 ldentification of the Effects of Anomalies

Having collected the anomalous groups, the first characteri-
sation task can be completed, i.e., identification of the effects
of anomalies. We characterise each anomalous group as an
eliciting or a masking group if the measurements have been
likely increased or decreased respectively.

This information can again be extracted through the
wavelet transform again. Indeed, the transformed coeffi-
cients are positive or negative in correspondence of
increases and decreases respectively. Note that this informa-
tion is scale-specific. So, for instance, transitory decreases
within general increases produce negative coefficients at
lower scales and positive coefficients at higher scales.

Since the sign of the local maximum associated with the
group indicates the generic trend of the sensors within the
group, the measurements were elicited or masked if the sign
of the local maximum is positive or negative respectively.

7.4 Identification of Anomalous Sensors

The last step of characterisation is leading back from anom-
alous groups to anomalous sensors with the steps described
in Algorithm 5. This consists of a filtering operation that
keeps only the group locations where the low scale coeffi-
cients are positive/negative if the group was marked as
ELICITED, or MASKED respectively.

Algorithm 5. characteriseAnomalousSensors

Input: Ag
Output: As
1: As={}
2: forall ag € Ag do

3: forallt € agdo
4: if group.effect = ELICITED then
5: Asg = {1, : 1, € ag,(T""5) (s, T,) > 0}
6: else {group.effect = MASKED)}
7: Asg = {1, : 1, € ag, (T"™S) (s, 7,) < 0}
8: end if
9: As = AsU Asg
10:  end for
11: end for

Indeed, given an anomalous group of sensors that is
marked as ELICITED, the sensors that are most likely
responsible for the anomaly are those whose measurements
increase is more remarkable, i.e., those where the low scale
coefficients are positive and high. Instead, the sensors
where the low scale coefficients are negative and low may
be genuine sensors that at higher scale appear as eliciting
just because of the effect of their anomalous neighbours. A
dual reasoning holds when a group is marked as MASKED.

8 DIAGNOSIS

After the characterisation step, each sensor is classified as
anomalous or normal. However, anomalies could be explained
by either: 1) Single-point failures 2) Common-mode failures 3)
Malicious data injections.

Since the characteristics of malicious data injections are
arbitrary and cannot be modelled, the means by which
anomalies can be linked to malicious interference is by
exclusion: the characteristics of both single-point failures
and common-mode failures are modelled and inspected. If
they match the data being analysed, then a diagnosis of sin-
gle fault or group fault is inferred.

If both can be excluded, then we are most likely in the
case of malicious interference. In the following, we describe
the procedures to diagnose faulty behaviours.
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8.1 Single Faults

By single faults, we mean the presence of genuine altera-
tions in the measurements that trigger a single-point failure,
i.e., impair the measurements of one particular sensor.

Single-point failures are characterised by large low-scale
coefficients, since the measurements of a faulty sensor and
its neighbours broadly differ. However, just like for mali-
cious data, this is not matched by adequate high scale trends.
Differently from colluding malicious measurements,” faulty
measurements are independent from those of other sensors.
For instance, in the presence of an event, the measurements
of a faulty sensor may not be affected.

To detect measurements arising from a different distribu-
tion, we use the median absolute deviation (MAD) based
outlier detection, which is known as an outlier-resistant out-
lier detection technique [20], since the centre of the distribu-
tion is estimated with the median (which is not affected by
extreme values) and the variation of the distribution is esti-
mated with the median distance from the median (which is
not affected by extreme variations). The single fault diagno-
sis procedure is summarised in Algorithm 6.

Algorithm 6. diagnoseSingleFaults

re
Input: group, Ty
Output: singleFaultsDiagnosis
1 le=(T""S) (s, T2)
2: for all = € group.sensorsLocations do
3. if A(r,;) > T, then
leg, = (TY™S) (s, T2)
lCC()[(,I)Z (Twm"S)(Sz, Iy)VI’y S COI(SQ, 'L’l-)
ZCCOI(II) = median(lcCOI(rI))

Alecorz,y=llccorz,) — lecor(z)|
A/[AD(ZCCOI(II)) = median(AlcCOI(Tl,>)

2(”):0'67451‘1/?%)% {The factor 0.6745 converts

from MAD to standard deviation when the data are
normally distributed.}
10: if Z(t,) > T,; then

11: return True
12: end if

13:  endif

14: end for

15: return False

The method is based on the modified z-score [21]: a robust
variant of the z-score, which instead quantifies the distance
from the mean, normalised by the standard deviation. Simi-
larly, the modified z-score identifies as outliers the samples
with a low probability of occurrence. The threshold T reg-
ulates the cutoff probability. In [21], the suggested threshold
is 3.5, but a higher value may be preferred to reduce the
false positives further.

Single faults are identified when the threshold is crossed.
Afterwards, the characterisation phase should be repeated
to check the presence of also non-faulty anomalies and cope

2. Note that non-colluding malicious data injections may show such
characteristics. In this case, single faults require more specific analyses,
such as fault statistics or fault characterisation (as described in
Section 10).

with the case where faulty sensors coexist with malicious
sensors in the same group.

8.2 Group Faults
Group faults include alterations of the measurements that
originate from non-malicious faults, involve more than one
sensor, and introduce a common-mode failure, i.e., the fault’s
effect is similar among all the sensors. The key characteristic
for diagnosing common mode failures relies just in this
observation: the anomalous sensors produce similar meas-
urements, without the typical gradual changes of real
events, and of eliciting and masking attempts in turn.
Algorithm 7 summarises the diagnosis of group faults. The
similarity of anomalous measurements is evaluated with a sta-
tistical operator, known as coefficient of variation (CV), which is
defined as standard deviation divided by sample mean. The
act of normalising by the mean enables to compute a relative
variability, that is not affected by the samples magnitude.

Algorithm 7. diagnoseGroupFaults

Input: As,, S(1,)t, € Asy, Ty
Output: groupFaultDiagnosis

1 é = std(S(z.) . eAsy)
© O = mean(S(e,)r s,

2: return |¢,| < Ty

The CV is compared to a threshold 7,; which should be
set according to the model of common mode failures. For
instance, if the measurements of sensors subject to common
mode failures are expected to differ only by noise, the
threshold should be equal to the relative variation brought
in by noise, i.e., the noise to signal ratio (inverse of SNR).

9 EXPERIMENTS

Testing the effectiveness of techniques against malicious data
injections presents an innate problem: the absence of real
malicious data. For this reason, we can only have recourse to
simulation of malicious data injections, even though the simu-
lated attacker’s capabilities and strategy highly affect the esti-
mated performance and need to be analysed carefully.

As pointed out in Section 3, we consider an attacker with
full capabilities in sensors selection, attack time, and over-
hearing measurements. As a consequence, the parameter that
mostly determines the attacker’s capabilities in our model is
the number of sensors injecting compromised measurements,
denoted with C. We study the impact of such parameters by
evaluating the results of our experiments with different val-
ues of C. Note that, on the other hand, detection is generally
easier with a higher number of total sensors N. However, the
detection performance depends also on the deployment and
on the events’ spatial propagation patterns: for instance if the
attacker compromised all the sensors within the boundary of
a generic event, such sensors are enough to mask the event
without even being detected, regardless of N. For this reason,
we fix the deployment distribution to a random uniform distri-
bution of N sensors in a well-defined space and study the
results with different values of C'

Another testing problem arises from events. As they are
generally infrequent, measurements collected under the
presence of one or especially multiple events are difficult to
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retrieve. A possible solution is to simulate the measure-
ments under event conditions when they are particularly
rare. Despite that, one still wishes to have confidence that
the technique is suitable for real measurements.

In addressing the problems described above, we tested
our technique both on synthetic and real measurements. We
prove the applicability of the technique on a few real sets of
measurements, while we evaluate the detection, characteri-
sation and diagnosis performance on several sets of syn-
thetic measurements.

9.1 Simulation of Sophisticated Malicious Data
Injections

To reduce the detectability of malicious data injections, the
compromised data can be extracted from normal scenarios.
Eliciting malicious data injections can then be simulated
with genuine event measurements that an attacker may
have observed in the past. For masking attacks, malicious
measurements can be simulated with genuine measure-
ments sensed in the absence of events.

To compare fairly the performance with different values
of C, N genuine measurements are generated, and the
attacker will select the best C' out of N measurements, i.e.,
those that minimise the anomaly score when replaced by
their malicious counterpart. Such measurements are
obtained when all the malicious sensors should collude
towards the same goal, i.e., spoofing or masking the same
event (we analyse in the Supplement the performance
when the colluding power is split to achieve multiple
goals). Moreover, the best measurements minimise the
maximum expected correlation between a genuine and a
malicious sensor. Indeed, if a malicious measurement is
expected to be highly correlated with a genuine measure-
ment, significant changes in the former would introduce
obvious anomalies.

Finally, we apply a smoothing operation at the areas of
transition between genuine and malicious measurements.
This operation is similar to the blurring trick used in image
forgery when inserting an extraneous object inside an image
[22]. The blurring is implemented by substituting the meas-
urements of Cj, malicious sensors with the average of the n
nearest neighbours. We refer to these sensors as blending in
sensors and in our experiments they are set to 50 percent of C.

9.2 Synthetic Wildfire Temperatures Dataset

This synthetic dataset simulates temperature measure-
ments, perceived in the presence of fires in an area of 100 x
100 m?. The fires are modelled with one or more spherical
black bodies with temperature 7; (between 573.15 and
1473.15 Kelvin [23], [24]), with radius r;, centred in ¢;, and
whose power is radiated to each location s at distance
d(c;, s), producing the temperature:

T(s) = Z GT# (d(;"’ S))zf + N(0,30). 9)

Where N is additive zero-mean Gaussian noise with 30 K
standard deviation, which simulates the interference arising
from the sensing devices. T'(s) is sampled at 200 random
locations to simulate the sensors’ measurements.

9.2.1 Detection

We first evaluate the detection of malicious data injections
with the receiver operating characteristic (ROC), which
shows the relationship between true positive rate (TPR) and
false positive rate (FPR). To obtain the FPR, we simulated 50
sets of genuine measurements and gathered the frequency
of positive detection. To obtain the TPR, we first simulated
50 sets of genuine measurements, then we simulated mali-
cious data injections with the method described in
Section 9.1, and finally collected the frequency of positive
detection. Events are generated with random locations and
peak temperatures (corresponding to parameters ¢; and T;
in (9)) and with radius r; = 22 metres both for elicited and
masked events (the performance with r; = 7 is analysed for
comparison in the Supplement).

We made an analogous analysis for the algorithm
described in [25], which is an Iterative filtering-based algo-
rithm for detecting malicious colluding sensor nodes. The
steps of the algorithm are: 1) For each time instant, the
measurements of all sensors are aggregated with iterative
filtering. 2) The error time series of each sensor is calculated,
i.e., the difference between a sensor’s measurements time
series and the aggregates time series. 3) Errors are collected
in batches, normalised with subtraction of mean and divi-
sion by standard deviation, and tested for normality. In the
last step the sensor is classified as malicious if its measure-
ments are not normally distributed. The normality test is
run with the Kolmogorov-Smirnov test, which quantifies
the distance between the errors distribution and the normal
distribution. In particular errors are not normally distrib-
uted if such distance is bigger than a threshold 77;. Since
this algorithm performs detection with the granularity of
sensors, we assume that the detection of malicious data
injections is positive if at least one sensor fails the test.

We split the analysis into eliciting and masking scenar-
ios, shown respectively in Figs. 8 and 9. For both we present
the ROC for an increasing number of events. We denoted
our wavelet-based method as WAV, while the iterative-fil-
tering based method is denoted with IF. The values of the
ROC curves from left to right have been obtained with
thresholds values between 0.55 and 1.2 for WAV, and
between 0.05 and 0.15 for IF.

As shown in Fig. 8a, with no genuine events WAV can
achieve TPR = 1 with FPR = 0. When there are many genu-
ine events, the performance slightly decreases. IF, in com-
parison, cannot achieve WAV’s TPR without a significant
increase in false positives. Furthermore, with one or more
events FPR = 1 for any TPR higher than zero: this means
that regardless of the IF parameters, every time there is an
event this triggers detection. This is due to the lack of a
learning phase in IF, which is present in WAV instead and
enables it to extract the properties of genuine events. This
consideration is confirmed by the fact that IF's detection
improves with more malicious sensors: indeed the latter
can spoof larger events, which look more anomalous for IF.

Both with WAV and IF, the detection performance gener-
ally decreases as the number of events increases. The reason
is that the continuous changes introduced by genuine
events sometimes become valid explanations for the
changes brought in by the eliciting sensors.
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Fig. 9. Masking detection ROC curves VS number of events. Performance increase with more events.
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Fig. 10. Eliciting characterisation results. WAV achieves characterisation with TPR = 0.4 to 0.7 when FPR = 0.02.

With masking scenarios there are opposite results com-
pared to eliciting scenarios: the detection performance
increases with the number of genuine events. Indeed the
shortage of rest sensors with more events makes the mask-
ing sensors contradict the measurements of more sensors.
Fig. 9 shows that WAV’s ROC curve are nearly ideal. As in
eliciting scenarios, IF is not able to avoid false positives in
masking scenarios when the TPR is higher than zero.

9.2.2 Characterisation

We present below the results for the characterisation
task, whose performance is measured by TPR versus FPR
averaged across the 50 measurements time snapshots.
This is done in WAV for values of T, between 0.1 and 1.0
and in IF for different values of Tjr between 0.05 and
0.15. Note that the characterisation algorithm in WAV
depends both on the characterisation threshold 7, and on
the detection threshold T, hence we show 3D curves for
the characterisation TPR and FPR for WAYV. IF instead,

has a unique threshold, hence it produces 2D curves.
Note that characterisation is not a classification problem,
hence the TPR is not in a monotonic relationship with
the FPR. Indeed a lower threshold 7, may shift the blame
from a malicious group to a genuine group, causing both
a decrease in TPR and an increase in FPR. The result is
not a proper ROC curve, therefore we present the TPR
and FPR separately.

In Figs. 10 and 11 we show the characterisation results for
the eliciting and masking scenario respectively, for increas-
ing number of genuine events. Note that the stability of TPR
and FPR for different values of the detection threshold
implies that a wrong selection of the detection threshold has
a reduced impact on the characterisation performance.

Like for detection, the characterisation performance with
increasing number of events shows a decrease in eliciting sce-
narios and an increase for masking scenarios. WAV’s charac-
terisation TPR is quite steady in the area 0.4-0.6 and the FPR is
steady as well in the area 0-0.1. IF instead, has a continuous
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Fig. 12. A genuine event does not produce anomaly score bigger
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Fig. 13. The cross-scale relationship induced by two close genuine
events has been correctly learnt.
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Fig. 14. An elicited event close to a genuine event can be correctly
characterised since the characterisation step assigns the two events
to different conflicting groups.

The application to different sensors and different environ-
ments highlights that our technique focuses on properties
of the physical phenomenon and therefore is particularly
suited to WSNs where the sensors enter, leave or migrate
across the deployment area.

To learn the cross-scale relationship we exploit as few as
nine earthquakes. We use other two real earthquakes for
testing: one is the Arizona’s earthquake of 1st December
2014, the second is the California’s earthquake of 30th May
2015, both with a magnitude of 4.7 Richter.

Before applying our methodology, we pre-process the
measurements to satisfy our requirement that the measure-
ments magnitude is proportional to the event perceived. In
particular, we make a time domain processing known as
delayed STA/LTA (DSTALTA) [29]. The STA/LTA algo-
rithm evaluates the ratio of short to long-term energy den-
sity, and a delay is added between the two to increase the
independence between the two [30]. Finally we apply a log-
arithm for better visualisation.

Through the help of figures, we present a set of meas-
urements with the respective anomaly score, the sensors
given in output by the characterisation step (identified
by white crosses), and the diagnosis output (written on
top of the anomaly score map). Since we have few sam-
ples to learn the cross-scale relationships from this case,
it is safer to use higher thresholds. Hence, we used
Ty,=14,and T, = 1.2.

In the experiments presented below, the number of
sensors considered is not fixed but it is defined such that

DSTALTA Peak

___An. Score (Diagnosis: ELICITED)

5000
7.5
4500
6.0
|
| |y 4000
3.0 3500
B3 3000
0.0

L S — Pa— " 2500
4000 4500 5000 5500 6000 6500 7000 4000 4500 5000 5500 6000 6500 7000

Fig. 15. A spoofed event, made as a partial genuine event. The
cross-scale relationship is not respected.
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Fig. 16. A genuine event that is mostly masked introduces a characteri-
sation problem. The characterisation algorithm is not fooled by the pres-
ence of event-like peaks and is able to infer that the measurements
were masked.

the earthquakes boundary are well visible. There are
about 800 sensors in the American IRIS networks, but the
earthquake is always perceived by only a subset of them.
Fig. 12 shows the detection result on the genuine
Arizona’s earthquake, which is identified as genuine as
the anomaly score is lower than 7}. In this scenario about
25 sensors perceive mostly the earthquake, while for other
150 the vibrations are close to the noise range [0,10'%]. As
shown in Fig. 13, detection is neither triggered on the
genuine California’s earthquake: this is a rare case where
two earthquakes are simultaneous (4 p.m. local time) and
with close epicentres (northern and southern California).
Fig. 14, shows a sophisticated spoofing attack that is
introduced close to a genuine event. The latter is per-
ceived by nearly 30 sensors and the spoofed event, which
is introduced by 20 malicious sensors, looks indistin-
guishable from it. Nevertheless, our detection algorithm
triggers, and characterisation assigns different events to
different groups (Section 7.1), and is able to return four
out of 20 malicious sensors without false positives.

Fig. 15 simulates an attacker that is trying to replicate
the Arizona’s earthquake with the 70 closest sensors to the
event peak. Despite the measurements that perceived
the event most are correctly replicated, the genuine sensors,
which have lower measurements, raise a conflict with the
malicious measurements. Here, 14 out of 70 malicious sen-
sors are correctly identified without false positives.

Finally, Fig. 16 shows an attempt to mask the
Arizona’s earthquake with as many as 120 malicious sen-
sors, whose measurements depict the absence of any
event. Note that, as a result, the original event is split
into two smaller events, which may be confused with eli-
cited events. Nevertheless, our characterisation algorithm
successfully identifies the presence of a masking attack
and returns 26 out of 120 malicious sensors without false
positives.
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10 CONCLUSION AND FUTURE WORK

In this paper we have focused on detecting malicious data
injections in WSNSs, in particular when one or more events
can occur and collusion between compromised sensors
exploits the loss in correlation brought in by them. We have
proposed a novel methodology to detect malicious data injec-
tions, based on the measurements cross-scale relationship.

In addition, we have provided an approach to character-
ise malicious colluding nodes, by partitioning the sensor
nodes based on the correlation between their measure-
ments. This approach considers the effects of events, hence
it is able to detect groups of sensors that elicit or mask
events. Finally, we provided a novel measurements-based
diagnosis technique to distinguish fault-induced anomalies
from malicious anomalies.

We have tested the whole procedure by simulating
sophisticated malicious injections on both a synthetic and a
real dataset and we conclude that the detection gives highly
reliable results. Good results have been achieved for the
characterisation and diagnosis phase, even though there is a
substantial increase of complexity compared to detection.
These are due to error propagation effects as well as to the
complexity of the problem itself.

In the future, we aim for a systematic identification of the
most threatening malicious data injections, related to the
deployment rather than to the attacker’s strategy. This
would enable to study the effect of mobile sensors on per-
formance, which is not trivial to test. Moreover, an analyti-
cal performance evaluation would eliminate the need for
real malicious data which is currently difficult to retrieve.

Finally, we plan to improve the diagnosis step by dis-
criminating single faults and non-colluding malicious data
injections. A possible approach is to characterise more prop-
erties of single faults, for instance through fault statistics or
through a fault model. The latter could also model the tem-
poral domain, which has been abstracted from since it is not
reliable for detecting malicious data.
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