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A data-driven strategy is developed to improve the internal models used for predictive
control in nonlinear aeroelastic applications. A nonlinear modal formulation of the structure
is retained, while an identified quadratic model for both the gravitational forces and the
aerodynamics are obtained from a least-squares fit with LASSO regularisation from simulated
flights. This is first seen to improve the accuracy of the resulting reduced-order model for open-
loop predictions on both gust response and a payload drop problem. Its superior performance
as internal model for nonlinear control and estimation is finally demonstrated numerically.

I. Introduction

This paper explores nonlinear control strategies for gust alleviation of aircraft with very flexible wings. The interest is
on next-generation air vehicles driven by extreme efficiency considerations, such as very long endurance observation

or communication platforms. The combination of very high wing aspect ratio to achieve aerodynamic efficiency and
low loading to reduce structural weight, results in vehicles that may display complex dynamic response, including
large wing deformations, in their interactions with a non-stationary atmosphere. For over two decades there has been a
sustained effort to develop suitable modelling strategies to support their aeroelastic design [1], yet until recently most
control strategies were still built on linear methods. Advanced control algorithms that exploit the nonlinear physics in
the aircraft dynamics are instead desirable to enhance their manoeuvrability and/or reduce structural integrity risks (i.e.,
load alleviation).

Model predictive control (MPC) has been already shown [2–4] to be very suitable for this task, as it can optimally
exploit arbitrary nonlinear dynamics and encode state and actuator constraints, while displaying provable stability
guarantees. MPC relies on a suitable internal model of the relevant physics in the problem, upon which a constrained
optimisation problem must be solved in real time (in fact, faster than real time) to define control actions using the
available, and limited, measurements of the system state. The dual problem for MPC with limited sensor information
is the Moving Horizon Estimator (MHE) problem, a second nonlinear programming problem that can be seen as a
nonlinear extension of the Kalman filter. Both MPC and MHE are computationally intensive strategies, which benefit
from both optimised algorithms [5] and problem formulations to deal with the relatively fast dynamics occurring in
aircraft applications. Most MPC developments for nonlinear aeroelastic control have focused on defining suitable
architectures using solely simulation. However, a first successful wind-tunnel demonstration of a gust load alleviation
system using MPC with nonlinear constraints has been already carried by Barzgaran et al. [6].

A major challenge for the development of MPC/MHE for distributed parameter systems with complex nonlinear
dynamics (with aeroelastic control of very flexible aircraft a prototypical example) is the efficient characterisation of the
system dynamics with very few degrees of freedom. For applications to nonlinear control of very flexible structures,
we have recently shown [7] that an intrinsic description of the geometrically-nonlinear composite beam equations
produces a suitable formulation on which to build computationally-efficient MPC/MHE architectures. In particular,
the linear normal modes of the structure provide an excellent basis for projection of the (geometrically nonlinear)
intrinsic beam equations that results in a formulation with only quadratic nonlinearities. We have further developed that
strategy for applications to nonlinear aeroservoelasticity, by augmenting the geometrically-nonlinear beam models with
time-domain unsteady aerodynamics models linearised around an arbitrary equilibrium [8]. The starting point is the
unsteady vortex-lattice method, possibly with steady corrections, which has been made tractable by the development of
bespoke model-order reduction techniques [9, 10]. While that approach resulted in clear improvements in performance
of the control system compared to those based on linear models, these results also made apparent that the linearised
aerodynamics used in that approach restricted the general applicability of the approach to the challenging nonlinear
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aeroelastic control problem. Direct solution of the full nonlinear aeroelastic equations is, however, not possible within
the internal model, and, consequently, the goal of the current paper is to investigate data-driven strategies to augment
the aerodynamic fidelity of the internal models.

The paper continues with a quick summary of the aeroelastic modelling framework of [8] in section II. Section
III then introduces our new data-driven approach to augment the fidelity of the nonlinear internal model. It considers
first gravity forces, which are expensive to compute in the intrinsic beam model (the formulation is written in terms
of strains, and rotations are computed only in postprocessing), before considering the aerodynamic loading resulting
from large deformations. Finally, the approach is exemplified with a numerical study on a representative high-altitude
long-endurance aircraft.

II. Internal Aeroelastic Model for Control
The following sections provide a brief overview of the aeroelastic modelling framework considered in this paper and

will highlight components of the model for which data-driven modelling is later investigated.

A. Intrinsic structural model
Weconsider aircraftmodelswhose structures can be described by jointed networks of composite beams. The dynamics

of each beam in the network is described by the intrinsic formulation of geometrically exact beam theory [11]. In this
formulation, the primary variables are the linear and angular inertial velocities x1 (B, C) = (v>,8>)> : [0, !] ×R+ → R6

and the force and moment sectional resultants x2 (B, C) = ( f>,m>)> : [0, !] × R+ → R6, which are defined in a local
reference frame whose first unit vector e1 (B, C) is tangent to the (curved) reference line definining the beam geometry.
Here, ! is the arclength of the undeformed beam, B ∈ [0, !] the spatial coordinate parameterising its elastic axis and
C > 0 is time. The beam dynamics are governed by the nonlinear partial differential equations

"
mx1
mC
− mx2
mB
− �G2 + L1 (x1)"x1 + L2 (x2)�G2 = f 4

�
mx2
mC
− mx1
mB
+ �>x1 − L1 (x1)�x2 = 0,

(1)

where " (B), � (B) : [0, !] → R6×6 are the symmetric positive definite mass and compliance matrices, f 4 is an external
forcing, and � (B) : [0, !] → R6×6 includes the effect of initial curvatures and pre-twist +0 via

� =

(
+̃0 0
ẽ1 +̃0

)
,

where ˜(·) denotes the cross-product operator. Finally, L1,L2 : R6 → R6×6 are the linear operators

L1 (x1) =
(
8̃ 0
ṽ 8̃

)
, L2 (x2) =

(
0 f̃

f̃ m̃

)
and the PDE (1) is endowed with natural boundary conditions

G18 (0, C)G28 (0, C) = 0 = G18 (!, C)G28 (!, C), 8 = 1, . . . , 6.

Displacements r and rotations ) are secondary variables in the intrinsic formulation that may be required to
describe certain external forcings, notably gravity. These are described with respect to a fixed inertial frame with
) (B, C) : [0, !] × R+ → R3×3 denoting the coordinate transformation matrix from the local to the inertial frame. It is
convenient to express ) in terms of quarternions / = [/>E , b0]> ∈ R4 via

) (b) = (b2
0 − ‖/E ‖

2)�3 + 2/E/>E + 2b0/̃E ,

with the relation to to the primary intrinsic variables given by

m/

mC
=

1
2

(
0 −8>

8 −8̃

)
/ =: U(8)/, mr

mC
= )v. (2)
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Model reduction of the structural equations is performed by taking a finite expansion of the primary variables
x1, x2, ' up to a truncation dimension # by assuming that

x1 (B, C) =
#∑
8=1

q18 (B)@18 (C), x2 (B, C) =
#∑
8=1

q28 (B)@28 (C), / (B, C) =
#∑
8=1

qb8 (B)@ b8 (C). (3)

Typically, q18 , q28 are selected from among the dominant vibration modes computed from the linearised, unforced, PDE
(1), while qZ 8 are chosen from the eigenfunctions of the linearised equations of motion for the quarternions. We assume
from here that such mode shapes are computed globally for the network of beams comprising a skeletal assembly for the
modelled airframe. A standard Galerkin projection procedure of substituting the modal expansion into (1) then leads
to an ODE of the following form describing the evolution of the modal coefficients (q1, q2, q b ) ∈ R3# under gravity
forcing [12]

¤q1 = Ωq2 − @1ℓΓ
ℓ
1q1 − @2ℓΓ

ℓ
2q2 + @ bℓΓℓ6q b + L4,

¤q2 = −Ωq1 + @2ℓ

(
Γℓ2

)>
q1,

¤q b = @1ℓΓ
ℓ
b q b ,

(4)

where Einstein notation has been used. Here, Ω ∈ R#×# is a diagonal matrix containing the eigenvalues corresponding
to the linear structural vibrations, Γ1, Γ2, Γb ∈ R#×# capture the quadratic nonlinearities of (1) and the quarternion
dynamics, while Γ6 encodes the gravity forcing. Finally, L4 is the modal projection of any remaining external forces
(e.g. aerodynamics, actuation, gusts). We now describe the aerodynamic model to be coupled with (4).

B. Aerodynamic Modelling
For an aerodynamic model we employ the Unsteady Vortex Lattice Method (UVLM), which assumes an incom-

pressible potential flow. In this method, a discrete lattice of vortex rings (each forming a panel) covers both the lifting
surfaces and a thin wake of finite length shed from each lifting surface. The inputs to the model are the instantaneous
shape of the lifting surfaces, which is given by the coordinates of the panel vertices, '1 . The underlying states are the
circulation intensities �1 of the vortex rings associated with the lifting surface (bound panels), the circulation intensities
�F of wake vortex rings (wake panels), and, if a free-wake assumption is used, also the co-ordinate locations of the
wake panels, 'F .

UVLM solves for a non-penetration boundary condition of the induced velocity field at the centre of each bound
panel, enforces the Kutta condition at the trailing edge of each lifting surface, and convects vorticity at the local induced
flow velocity. The structure of the dynamics induced by these assumptions can be described in terms of an aerodynamic
state x� = (�1 , �F , ¤�1 , 'F ) and by viewing the coordinates and velocities of the bound panels as inputs u� = ('1 , ¤'1),
and the aerodynamic forces at the bound panel locations as outputs y� [13]. The resulting equations of motion are
typically expressed in discrete-time, are nonlinear and have the general input-output form

5�(x=+1� , u=+1� ) = 6�(x
=
�, u

=
�), y� = ℎ�(x=�, u

=
�). (5)

Accurate UVLM models of this form typically require O(105) states, which is a significant barrier for their use in
control algorithms. Model reduction is therefore necessary. In first approximation, this can be achieved if the nonlinear
UVLM equations are first linearised about a fixed point (a trim condition with frozen wake geometry) to obtain a system
of the form

x=+1� = �x=� + �u
=+1
� , y� = �x

=
� + �u=�, (6)

where �, �, �, � are matrices of appropriate dimensions and, with slight abuse of notation, we retain the state variable
definitions to refer to perturbation variables from the chosen trim condition (noting that the assumption of a frozen wake
geometry implies that it is no longer necessary for the wake coordinate 'F to appear in the aerodynamic state variable).

Model reduction can now be performed in two steps. The first makes use of modal projection to significantly reduce
the dimension of the input and output spaces. In particular, for a fine discretisation of bound and wake panels, it is
typical that u=

�
∈ RD , y� ∈ R? with D, ? � 1. Since y� describes aerodynamic forcing at a grid of locations on each

lifting surface, interpolation and projection onto the structural modes q1 9 can be used to construct  H ∈ R#×? such
that an external forcing (0 =  H y� captures the aerodynamic forcing in the modal ODE (4). Second, since the inputs
to (6) are the (perturbed) coordinates and velocities of the bound panels, they can be expressed as a linear function
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of the (perturbed) structural intertial velocities x1, displacements r, and quarternions /. Model reduction is then
possible by considering the modal expansion for x1 =

∑
8 q18q18 and by considering a similar modal expansion of the

displacements/rotations [7] (
r

/

)
=

#∑
8=1

q08@08 .

Letting q0 be the vector of the displacement/rotation modal weights, it is then the case that there exists  D ∈ RD×2# such
that u� =  D

(
q>0 , q

>
1

)>
. The linearised aerodynamic system (6) can therefore be re-expressed as a high-dimensional

system but with only 2# inputs and # outputs.
Model reduction of the aerodynamic state x� ∈ R= can now be achieved by moment matching which seeks a

low-order linear system whose transfer functions (and their moments) match at a given frequency [10]. By selecting this
to be in the low-frequency range of importance to aircraft aerodynamics, one obtains a projection matrix + ∈ R#×= and
a reduced-order aerodynamic state qΓ := +x� ∈ R# . Upon projecting (6) and converting to continuous time, we obtain
a reduced-order approximation to the UVLM aerodynamics

¤qΓ = �ΓqΓ + �Γ
(
q>0 q>1

)>
, (0 = �ΓqΓ + �Γ

(
q>0 q>1

)>
(7)

with reduced-order state-dimension # and with 2# inputs and # outputs.

C. Aeroelastic system
Combining the aerodynamic reduced-order model (ROM) (7) with the structural ROM (4) and augmenting �Γ to

include control inputs u (e.g. control surface deflections and propulsive thrusts) and external disturbances w (e.g. gusts)
gives the combined aeroservoelastic ROM

¤q1 = Ωq2 − @1ℓΓ
ℓ
1q1 − @2ℓΓ

ℓ
2q2 +

gravity︷     ︸︸     ︷
@ bℓΓ

ℓ
6q b +

aerodynamic forcing︷                                        ︸︸                                        ︷
�ΓqΓ + �Γ

(
q>0 q>1 u> w>

)>
,

¤q2 = −Ωq1 + @2ℓ

(
Γℓ2

)>
q1,

¤q0 = q1,

¤q b = @1ℓΓ
ℓ
b q b ,

¤qΓ = �ΓqΓ + �Γ
(
q>0 q>1 u> w>

)>
,

(8)

which has approximately 5# states. For the purposes of control implementation, a structural model with # = O(10)
states is sufficient to capture the dominant (and relevant) nonlinear structural dynamics. Such a model may be possible to
use in a real-time implementable nonlinear model predictive control (NMPC) algorithm [8], but a number of deficiencies
must first be addressed.

D. Room for improvement in aeroelastic ROMs: a motivating example.
With a view towards enabling real-time nonlinear control, two characteristics of the aeroservoelastic ROM (8)

have potential to be improved. First, the requirement to model gravity and aerodynamics necessitates the use of
additional state variables q b , q0 which increase the ROM dimension. If the dynamic influence of these variables can be
approximated in terms of the primary variables q1, q2, qΓ alone, further dimensional reduction can be achieved.

Second, model reduction of the aerodynamic subsystem (7) requires linearisation of the governing equations of
UVLM. This implies that the aerodynamic model may only be accurate near to the chosen trim condition, in contrast
to the underlying nonlinear structural model. To emphasise this point we consider a High-Altitude Long-Endurance
concept, used by del Carre et al. and detailed in [14]. The HALE aircraft, shown schematically in Fig. 1(a), has a high
aspect ratio (32) main wing and a T-tail mounted tailplane, where the control surfaces—a rudder and an all-moving
elevator—are located. The weight of the aircraft is 78.25 kg including a 50 kg payload at the wing-fuselage intersection,
which causes the aircraft wings to deflect significantly in trimmed flight. We now discuss the quality of a linear
aerodynamic ROM designed for the full payload configuration, but after the payload is dropped from the aircraft. This
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test-case was discussed in detail in [8], where full details can be found, but, to motivate the new data-driven approach
taken in this paper, we reproduce some relevant results here.
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(a) 3-view schematic of HALE aircraft [14].
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(b) Payload drop open-loop results

Fig. 1 HALE aircraft with change of linearisation.

Figure 1(b) shows predictions of the aircraft’s instantaneous airspeed * (measured as the velocity magnitude of
a frame of reference, �, attached to the body at the location of the payload indicated in Figure 1(a)), angle of attack
U (measured as the angle between the velocity of the frame � and the horizontal axis of the same frame) and pitch
angle \ (measured as the angle between the G-axis of the frame � and the inertial horizontal direction). Simulations are
performed using both a medium-fidelity aeroelastic model and a ROM of the form (8). The medium-fidelity model
is simulatated using SHARPy [15] and employs a fully-nonlinear geometrically exact structural model coupled with a
full-order nonlinear UVLM implementation, as described in Section II.C.

The aircraft is initially trimmed with airspeed * = 10 m/s but, after 0.125 s, half of the 50 kg is dropped
(instantaneously removed) which significantly alters the aircraft’s dynamics. The sudden release of the payload causes an
abrupt drop in angle of attack (due to the upwards velocity of the airframe as a reaction to the drop), which subsequently
maintains a positive growth for the portrayed simulation window. The drastic change in the aircraft’s centre of mass also
leads to a progressive increase in pitch which, in the fully nonlinear SHARPy simulation (thick lines in Figure 1(b)),
stabilizes after approximately five seconds. Finally, the velocity undergoes a substantial continuous decrease due to the
climbing trajectory following the mass drop but, for the fully nonlinear aeroelastic simulation, also appears to stabilize
towards the end of the displayed simulation window.

Results obtained using an aeroelastic ROM of the form (8), shown with thin lines in Figure 1(b), show very good
agreement with the highly-resolved fully nonlinear simulations for up to 5 seconds. However, after this initial interval
the results start to diverge. This discrepancy in airspeed arises since the linearised ULVM ROM (7) is transparent to
variations in flight velocity (and hence dynamic pressure) and since linear approximations to rotations are employed,
which are then subject to the follower-force effect when coupled with the nonlinear intrinsic structural equations. These
features lead to an overestimate of drag forces due to an excessive horizontal projection of the lift during rigid body
rotations, and the fact that the observed decrease in velocity after the mass drop does not translate into a reduction of the
aerodynamic forces (through dynamic pressure).

Agreement for five seconds of open-loop simulation can be viewed positively and can successfully underpin efficient
model predictive control (MPC) strategies [8]. However, it is certainly not desirable for predictive models to diverge
within a relatively short simulation interval, especially if one would like to implement longer horizons in an MPC
framework. For this reason, we now seek to identify nonlinear representations of both the “gravity”, “aerodynamic
forcing”, and aerodynamic model components of (8) using data-driven modelling. We will seek to maintain the low
model-order of the resulting ROM by only searching for quadratically-nonlinear representations of both processes.
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III. A framework for data-driven aeroelastic modelling
We now describe the general approach towards data-driven aeroelatic modelling taken in this paper, before detailing

the data-acquisition process and introducing the specific test-cases, which are both considered in Section IV. Our aim,
given ensembles of data corresponding to some or all states of the aeroelastic system (8) is to identify the simplest
possible nonlinear mappings that can replace both the gravity and aerodynamic forcing terms. This will be performed by
searching for quadratically-nonlinear functions to replace both terms, implemented via a least-squares fit with ℓ1-penalty
(LASSO regularization) to promote sparsity (i.e. simplicity) of the fitting polynomials. In both cased, fitting of quadratic
polynomials is motivated by the underlying dynamics of both processes.

A. Gravity modelling.
The influence of gravity on (8), given by @ bℓΓℓ6q b =: (6, requires knowledge of all quarternion modes, which

implies that their temporal evolution must also be tracked in any accurate ROM. To attempt to reduce the dimensionality
of this component of the model, note first that the instantaneous quarternion distribution q b of the airframe can be
computed by an appropriate spatial integration of x2, given knowledge of the rotational state at just a single point on
the structure. It is therefore reasonable to expect that gravity forcing can be replaced by a function of q2 and a single
tracked quarternion. If achieved, this reduces the dimension of the ROM by # − 4 states (four states are still required
to track the single quarternion) and expresses gravitational forcing more explictly in terms of the intrinsic structural
variable q2. This may be of great advantage for analytical interrogation.

We now detail the data-driven approach to gravity modelling. First, pick an arbitrary point on the structure B0 and
track its associated quarternion /0 (C) := / (B0, C) ∈ R4 evolution via

¤/0 = @1ℓΓ
ℓ
0/0, Γℓ0 := U(q1ℓ).

We seek to construct a quadratic mapping ℎ6 : R#+4 → R# such that

(6 = @ bℓΓ
ℓ
6q b ≈ ℎ6 (/0, q2).

To do this using a data-driven approach, consider an ensemble .6 of the form

.6 :=
{ (
((6)8 ,

(
/0

)
8
, (q2)8

)
: 1 ≤ 8 ≤ "

}
drawn from " temporal snapshots of the full aeroelastic system, possibly sampled from multiple independent simulation
runs—see Section IV.A for details. Next, given a vector ^ ∈ R3 , let Θ(^) ∈ R 1

2 (3+1) (3+2) be a vector of all monomials
formed by elements of ^ of quadratic or lower order. For example, if 3 = 2 and ^ = {I1, I2} then

Θ(^) =
(
1 I1 I2 I2

1 I1I2 I2
2

)>
∈ R6.

To identify ℎ6, we then simply pose a minimisation problem fitting quadratic combinations the # + 4 components of the
input variables (/0, q2) to the observed gravity force @ bℓΓℓ6q bℓ . In particular, we penalise the least-squares fit, while
promoting sparsity with an ℓ1 penalty:

min
#

"∑
8=1




((6)8 − #�
( (
/0

)
8
, (q2)8

)


2

2
+ U ‖#‖1 , # ∈ R#×

(#+5) (#+6)
2 , (9)

where ‖#‖1 :=
∑
8, 9 |V8 9 |. Letting #∗ be the optimal decision variables, the data-driven approximation ℎ6 is given by

ℎ6 (/0, q2) = #∗�(/0, q2).

The ℓ1-regularisation term U ‖#‖1 with weight U > 0 can be tuned to trade-off sparsity promotion with the quality of
the data-fit.
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B. Aerodynamic force modelling
Simplifying the aerodynamic subsystem presents a greater challenge than gravity modelling. Aerodynamic states qΓ

are both forced by, and themselves force, the structural modes via the last and first equations in (8), respectively, and
models for both processes are required. To obtain them, suppose that a data ensemble of the form

.� =

{(
( ¤qΓ)8 , (qΓ)8 , ((0)8 , (q1)8 , (q2)8 , u8 , w8

)
: 1 ≤ 8 ≤ "

}
has been collected, providing state information at " timesteps drawn from one or more aeroelatic simulations. That is,
the data ensemble for modelling includes values of the modal intrinsic states q1, q2, any control inputs u and external
disturbances w and aerodynamic information ( ¤qΓ, qΓ, (0).

The exact form of the aerodynamic information requires some additional comment. We assume that all simulations
used to create the data .� employ a common aerodynamic model of arbitrary fidelity. One example, considered in this
paper, is the UVLM model described in section II.C. Data ((0)8 are then projections of the computed aerodynamic
forces onto the structural modes q1 9 , q2 9 corresponding to the amplitudes (q1)8 , (q2)8 through (3). Less obviously,
it is assumed that the aerodynamic states qΓ collected as part of the data ensemble are projections of the (typically)
high-dimensional aerodynamic state onto a fixed subspace of dimension # . For example, the UVLM model described
in section II.C is used, then the full order state x� ∈ R= can be reduced by the projection matrix + ∈ R#×= where
= � # . Importantly, we assume that the chosen projection matrix must be fixed across all simulations whose data is
used to create the ensemble .�. Such a restriction is necessary for robust system identification, otherwise the underlying
(reduced-order) aerodynamic states would not be comparable across the whole data ensemble.

This restriction poses a challenge. Common projection operators, such + discussed above, typically arise from
appealing to classical model reduction techniques applied to linearised aerodynamic models. In contrast we hope to
create data-driven aerodynamic models which are accurate for a wide range of conditions. To obtain them, .� must
contain data exhibiting a wide range of aeroelastic dynamics, and should certainly not be restricted to data drawn from
the neighbourhood of a single equilibrium position. For this reason employing a fixed projection (e.g. +) defined
by appealing to linear theory may produce reduced-order aerodynamic states qΓ whose ability to represent full-order
aerodynamic features varies across the ensemble .�. We discuss later in Section IV.A.2 possible choices of projection
operator which can help to mitigate this issue.

Data-driven aerodynamic modelling is implemented in an analogous manner to gravity modelling. Again, we seek
quadratic models by solving

min
#Γ

"∑
8=1





( ¤qΓ)8 − #Γ

(
(qΓ)>8 (q1)>8 (q2)>8 u>

8
w>
8

)>



2

2
+ ‖#Γ‖1 , #Γ ∈ R#×#Γ , (10)

where #Γ = 1
2 (3# + #D + #F + 1) (3# + #D + #F + 2) and #D , #F are the control input and external disturbance

dimensions, respectively. Letting #∗Γ be the optimal decision variable, we have the approximate aerodynamic model

¤qΓ ≈ 5Γ (qΓ, q1, q2, u, w) = #∗Γ

(
(qΓ)> (q1)> (q2)> u> w>

)>
Finally, we also solve

min
#[

"∑
8=1





((0)8 − #(

(
(qΓ)>8 (q1)>8 (q2)>8 u>

8
w>
8

)>



2

2
+



#(

1 , #Γ ∈ R#×#Γ (11)

and let
ℎ( := #∗(

(
(qΓ)> (q1)> (q2)> u> w>

)>
.

The data-driven approximating to the reduced-order aerodynamic model (8) is then given by

¤q1 = Ωq2 − @1ℓΓ
ℓ
1q1 − @2ℓΓ

ℓ
2q2 + ℎ6 (/0, q2) + ℎ( (qΓ, q1, q2, u, w) ,

¤q2 = −Ωq1 + @2ℓ

(
Γℓ2

)>
q1

¤/0 = @1ℓΓ
ℓ
0/0,

¤qΓ = 5Γ (qΓ, q1, q2, u, w) ,

(12)
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Note that this reduces the dimension of the aeroelastic ROM from 5# states in (8) to 3# + 4 states of the system (12).
However, the main potential advantage is that 5Γ, ℎ( may allow identification of a nonlinear, and potentially sparse,
representation of the aerodynamic subsystem. Furthermore, the ROM (12) is more compact than (8), in that it relies
only upon a single “displacement/rotation” state /0. It is a modelling choice whether to include /0 in the Ansatz for the
fitted functions ℎ( and 5Γ as a proxy for the state q0 in the original ROM. For dynamic simplicity, we do not choose to
do so in this study, instead relying on the linear relation q0 ≈ −Ω−1q2 and the fitted nonlinearities contained in 5Γ, ℎ( to
capture the influence of q0 on the overall system dynamics.

IV. Data-driven modelling: HALE test-case
We now implement the data-driven modelling framework described in Section III. Data-driven methods require

specific data ensembles and these will be drawn from simulations of the HALE aircraft shown in Figure 1(a), and for
which a full description can be found in [14]. The underlying structural modes q18 , q28 which underpin the data-driven
ROM are chosen as the first 17 normal modes of the aircraft, ordered by increasing natural frequency, from which
6 correspond to the different rigid body motions of the aircraft (3 translations plus 3 rotations about the aircraft
principal axis of inertia). The remaining 11 elastic modes include 6 symmetric models (longitudinal dynamics) and 5
antisymmetric modes (lateral dynamics). These modes are computed for the full 50 kg payload configuration of the
HALE aircraft.

Nonlinear aeroelastic simulations of the HALE aircraft, necessary to generate the high-dimensional aerodynamic
data required for model fitting, are performed with the software package SHARPy using the parameters detailed in Ref.
[8, Table 1]. We note only that a converged UVLM implementation for this test-case required 1792 bound panels,
17, 920 wake panels, a time-step of 6.25 ms. This SHARPy implementation is three orders of magnitude slower than the
corresponding aeroelastic ROM (nonlinear structural/linearised aerodynamics) of the form (8), built using the structural
modes described above and following the procedure of Section II [8]. Consequently, if fully nonlinear aeroelastic ROMs
of the form (12) can be identified at similar, or lower, model dimension then this would provide significant computational
advantages for the prediction and control of aeroelastic systems with geometrically nonlinear structural deformations.

A. Data acquisition
The necessary data ensembles .� for model training will be created by first prescribing an ensemble of structural

motions and deformations (i.e. in both the rigid-body and elastic modes of the aircraft) and, for each case, simulating
the response of a resolved UVLM wake to this prescribed structural motion. Successful data-driven model identification
requires a rich training ensemble that exhibits aerodynamic behaviour from a range of possible motions and deformations
of the aircraft.

To attempt to achieve this, we assume in this paper that structural trajectories are chosen to be sinusoidal perturbations
to a typical trim condition of the HALE aircraft. This is detailed in Section IV.A.2. It is desirable to prescribe these
perturbations in terms of the underlying modes of the structure, since this will give an efficient and systematic method
of defining physically reasonable structural deformations. A minor technical issue that must first be overcome is how
to translate perturbations defined in modal dynamics into perturbations that can be implemented in a higher-fidelity
aeroelastic solver.

1. Obtaining high-fidelity aerodynamic data corresponding to prescribed structural modal inputs.
The first step is to translate intrinsic modal coordinates x1 = (v>,8>)>, x2 = ( f>,m>)> into the primary variables

of the higher-fidelity aeroelastic solver SHARPy. SHARPy couples an FE-based implementation of the geometrically
exact structural PDE (1), but using displacements and rotations as primary variables, with UVLM aerodynamics. In
particular, elastic displacements X� and rotations 	� are used as primary structural variables, given with respect to
the body-attached frame of reference �, whose linear and angular velocities v�,8� and orientation with respect to
an inertial frame of reference are also required. The relationship between this set of variables and the intrinsic local
velocities x1 =

(
v>,8>

)>
is given by

v(B, C) = ) (	�(B, C)) ¤X�(B, C) + ) (	�(B, C)) (v�(C) + 8̃�(C)X�(B, C)) ,
8(B, C) = )C (	�(B, C)) ¤7�(B, C) + )C (	�(B, C))8�(C),

(13)
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while the local strains and curvatures
(
$>, +>

)>
= �x2 are related via the following

$(B, C) = ) (	�(B, C))X′�(B, C) + ) (	�(B, 0))X′�(B, 0),
+(B, C) = )C (	�(B, C))	′�(B, C) + )C (	�(B, C))	′�(B, 0).

(14)

Here, ) (	�(B, C)) is the transformation matrix between the local frame of reference and the body-attached frame � [16]
and )C (	�(B, C)) is the tangential rotation operator [17].

In Section IV.A.2, we will create training data ensembles of aerodynamic data corresponding to structural
perturbations from a given aircraft trim condition. Consequently, we begin by using SHARPy to maintain trimmed
flight of the aircraft (at, for example, a given airspeed) and extract the corresponding trim variables X̄�, 	̄�, v̄� and
8̄�. In addition, nodal aerodynamic forces y� and gravity forces y6 corresponding to trim are found at the UVLM
nodes. Using the intrinsic mode shapes q18 , q28 , these forces can then be converted into modal force inputs (̄�, (̄6 and,
subsequently, the modal trim values q̄1, q̄2 are found by finding the steady solution to (4) but with L4 replaced by (̄�
and gravity forces replaced by (̄6.

Physically reasonable perturbations to the modal trim solutions can then be prescribed in the form q1 (C) =
q̄1 + q̃1 (C), q1 (C) = q̄2 + q̃2 (C), which will be detailed in Section IV.A.2. After converting these inputs to the variables
(v,8, $, +) using the intrinsic mode shapes, spatial integration of (14) gives the displacement and rotation fields X�,	�

corresponding to the prescribed perturbations. The time-derivative counterparts ¤X�, ¤	� are easily obtained from (13),
once the rigid-body velocities of the frame � are computed from(

v�(C)
8�(C)

)
=

#∑
9=1

q1 9 (B�)@1 9 (C),

where B� is the location B� of the body-attached frame of reference. Adding control surface deflection inputs to the
obtained X�(C),	�(C) and ¤X�(C), ¤	�(C), v�,8� all the necessary data for a fully prescribed UVLM simulation is ready,
where only the UVLM module is run in SHARPy for the obtained structural time-histories. Finally, a small correction to
account for the error introduced by expansions (3) is added to the displacement and rotation time-histories before they are
fed as an input to the simulations in SHARPy. These correction terms, namely X̄�−X�(0), 	̄�−	�(0),− ¤X�(0),− ¤	�(0)
and those for the velocities of the frame �, namely, v̄�− v�(0) and −8�(0) ensure that simulations start from SHARPy’s
original trim conditions, effectively removing any accumulated errors after the described manipulation.

The outcome of SHARPy’s UVLM simulations are time histories of aerodynamic forces f 0 (C) and gravitational
forces which, upon projection, give time series of modal aerodynamic forces (0 (C) ⊂ R# and gravity forces (6 (C) ⊂ R# .
In addition, full-order aerodynamic state trajectories x�(C) and their time derivatives ¤x�(C) are obtained (c.f. Section
II.C).

2. Training data definition: HALE test-case
Data ensembles are created from 94 simulations of 10 s each. Each simulation run corresponds to a perturbed

trajectory from a nonlinear trim condition given by (Ū, *̄, \̄) = (4.1566 deg, 10 m/s, 4.1566 deg) in the angle of attack,
airspeed and pitch angle. To ensure that the data ensemble is physically realistic, perturbations will be restricted to
the ranges ±10 deg,±6 m/s and ±20 deg, in U,* and \, respectively. Perturbation time-histories U(C),* (C), \ (C) are
generated using 1−cos perturbations to the trim values. Each of the amplitudes for the 1−cos perturbations are randomly
chosen, using a uniform probability distribution within the defined intervals. For the frequencies, random values using
the same probability distribution are chosen from the interval [0.067, 0.2] Hz. This is in line with the observed slow
flight dynamics of the vehicle. The angle of attack, flight velocity and pitch amplitudes and frequencies are chosen for
each variable independently. The resulting time histories can be related to the velocity of the body-attached frame of
reference A, which can then be used to define a time history for the first six (rigid-body) modes qrb1 of the q1 vector,

qrb1 = �−1
1E

©­­­­­­­­­«

−* (C) cos (U(C))
0

−* (C) sin (U(C))
0
¤\ (C)
0

ª®®®®®®®®®¬
.
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The remaining modal inputs (i.e., symmetric and longitudinal elastic modal velocities and elastic forces/moments)
are also prescribed using perturbations with amplitudes ±(5, 3, 3, 3, 2, 1)> and ±(20, 8, 3, 2, 2, 1)>, respectively, with
1 − cos signals of slightly faster random frequencies in the range [0.13, 0.4] Hz to the modal trim solutions q1 and
q2. Similar to the construction of the flight mechanics (rigid-body modes) perturbations, all elastic amplitudes and
frequencies are (randomly) chosen for each mode independently, therefore for each excitation time-history all amplitudes
and frequencies are distinct and uncorrelated between modes. The amplitudes for these perturbations are selected to
cover the range of observed typical responses in representative application problems where the model is to be employed.
Here, since the internal models will be tested against gust perturbations, a range of open-loop simulations with gusts of
different intensities and spans have been post-processed (i.e., the obtained structural data has been projected onto modal
coordinates, after transformation to the intrinsic variables) to quantify the expected excitation ranges. Perturbations on
elevator input are also defined with random amplitudes between ±7.5 deg around the trim value and frequencies in the
range [0.13, 0.4] Hz for the 1 − cos temporal signals.

The time-histories of modal inputs, q1 (C), q2 (C), which excite all modes simultaneously, are then transformed to
nodal displacements, X�, and finite rotations, 	�, as described in Section IV.A.1. These are used to solve for the fully
nonlinear UVLM equations with prescribed structural motions in SHARPY. Each of the simulations provides us with the
aerodynamic solution, consisting of the state variable x� = (�1 , �F , ¤�1 , /F ) as discussed in Section II.C. In addition
to the full aerodynamic state, the SHARPY simulations driven by prescribed structural motions also yield the distribution
of aerodynamic and gravitational forces (see Section IV.A.1), which after projection onto modal coordinates are used to
obtain a data-driven approximation for the modal aerodynamic and gravitational forces.

As discussed in Section III.B, several choices can now be made regarding the projection matrix used to reduce the
high-dimensional aerodynamic state space on to smaller subspaces, in order to obtain concise UVLM descriptions
via data-driven model regression. One option could be to use the projection matrices obtained from a model-order
reduction (e.g., either Krylov-based or frequency-limited balanced methods) of the linearised UVLM equations. Then,
as described in II.C, reduced-order states qΓ associated with the UVLM data can be constructed using the projection
matrix + . This method is not followed in this paper, however, since the perturbations from the linearisation point
(trim condition) of the data ensemble are very large, and hence this projection may be far from optimal. Moreover,
circulation derivatives are found to be very noisy in the computed nonlinear simulations, introducing an undesirable
level of distortion to the training data.

Instead, we now take a more traditional data-driven approach. Taking inspiration from the fully nonlinear state-space
representation of the UVLM equations (5), where the derivatives of the bound circulations are used to augment the
state only because the forces (output) depend on them (they are not needed for the time-marching of the pure UVLM
equations), we perform a singular value decomposition of the UVLM state ensembles (i.e. a concatenated matrix .ae
whose columns include all " timesteps of available data from across the 94 simulations) excluding the circulation
time-derivatives

*Σ,> = .ae =
©­­«
©­­«
�1
�F
/F

ª®®¬1

−
©­­«
�̄1
�̄F
/̄F

ª®®¬ , · · · ,
©­­«
�1
�F
/F

ª®®¬" −
©­­«
�̄1
�̄F
/̄F

ª®®¬
ª®®¬ ,

where the trim variable values have been subtracted. Remarkably, given the typically high dimension (for the HALE
aircraft, the UVLM state dimension is 78, 015) of the underlying UVLM data, only a very small number of singular
vectors (the columns of *) are needed to describe a significant proportion of the aerodynamic data. Indeed, for the
specific data ensemble considered here, the first 10 singular values (the diagonal entries of Σ) satisfy∑10

8=1 f
2
8∑"

8=1 f
2
8

> 0.995,

indicating that 99.5% of variance of the aerodynamic states can be described with only 10 degrees of freedom. Therefore,
we let +% ∈ R78015×10 be the projection operator whose columns are the first 10 orthogonal columns of * (also
commonly referred to as the POD (Proper Orthogonal Decomposition) modes of the data ensemble). The corresponding
reduced-order aerodynamic states, at each of the sample points 8, are then defined by(

(qΓ)1 , · · · , (qΓ)"
)
= +>%.ae,

and the associated time derivative data ( ¤qΓ)8 can be obtained similarly.
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Now that SVD-based aerodynamic states have been defined, all information for the data-ensembles .6 and .�
required for data-driven modelling framework of Section III is available. In particular, we let

.� =

{(
( ¤qΓ)8 , (qΓ)8 , ((0)8 , (q1)8 , (q2)8 , (X4)8 , ( ¤X4)8

)
: 1 ≤ 8 ≤ "

}
,

where X4, ¤X4 are the elevator deflections and deflection rates used to perturb the trimmed flight condition, at the
corresponding sampling points. In addition, we let

.6 =

{(
((6)8 , (/0)8 , (q2)8

)
: 1 ≤ 8 ≤ "

}
,

where the single tracked quarternion /0 (·) = / (B�, ·) used for model-fitting is chosen to have location B�, i.e., at the
position of the body-attached frame (payload location) indicated in Figure 1(a).

B. Data-driven model identification
We implement the optimisation framework described in Section III on the data ensembles constructed in Section

IV.A.1. A pre-processing step is performed to normalise each variable so that each lies in the interval [−1, 1]. This is
achieved for each particular element G8 of an ensemble {G8}"8=1 by letting

Ǧ8 := −1 + 2
G8 −min 9 {G 9 }"9=1

max 9 {G 9 }"9=1 −min{G 9 }"9=1
, 8 = 1, . . . , ",

where (·̌) denotes a normalised value. Normalised versions of the three optimisation problems (9), (10) and (11) are
solved. In addition, we impose further constraints on each optimisation problems to attempt, as far as is practiable, to
encode physically meaningful behaviour into the fitted models. First, we constrain the trim inputs to remain a fixed
point of our data-driven model, which can be expressed as a linear combination of the model coefficients. Second, we
constrain the quadratic terms associated to the reduced aerodynamic states to be energy-preserving [18, Eq. 2.4], taking
as the energy the product q>

Γ
qΓ, and we force all the nonlinear couplings between qΓ and the rest of the inputs to be

zero. This allows us to check for global boundedness of the obtained data-driven models following the approach of [18].
There, sufficient conditions to prove global boundedness of ordinary differential equations with quadratic nonlinear
terms are given. These conditions, gathered in [18, Theorem 1], require negative definiteness of the linear terms of
a shifted system (which involves linear and quadratic terms of the original system), which can be easily checked a
posteriori by solving an LMI-constructed with the matrices obtained from the data-driven coefficients. If these condition
are satisfied, it follows that the system exhibits a trapping region to which all solutions are globally attractive, ensuring
global stability of the underlying system.

While it is unclear whether our low-order models of the UVLM equations should necessarily satisfy the imposed
particular structure (energy-preserving nonlinear terms and uncoupled quadratic terms involving qΓ and the other
non-autonomous inputs), this allows us to guarantee that the data-driven models are stable for fixed inputs (q1, q2, X4, ¤X4),
which is critical for MPC internal simulations, without excessive penalisation on the model fitting error. Nevertheless,
this stability definition is not very restrictive (it encompasses systems with globally stable limit cycles or fixed points,
for instance) and following physical intuition it enables us to guarantee stability of the data driven reduced-order models.
For the aircraft examples considered in this paper, it is observed that the the fully-nonlinear UVLM equations appear
to be globally stable, in the sense that for a prescribed arbitrary structural configuration (i.e., for fixed inputs to the
UVLM) the solution always shows convergence (i.e., circulation intensities converge to steady values and the wake
panels stabilise in a particular, fixed layout). It is then reasonable to expect that the reduced-order models should inherit
similar stability characteristics, although it is important to note that without imposing constraints (as discussed above)
data-driven methods provide no guarantees of stability even in this setting.

The results of the fitting optimisation, implemented using Matlab’s fitrlinear function, are gathered in table 1,
where the maximum error values shown are over the different output equations and all magnitudes refer to the normalised
regression problem and coefficients, except for the second-to-last row, which shows the actual mean squared error. This
is computed as the squared error averaged over the ensemble size.

The regression problems show, in general, very low normalised errors, which is an indication that the quadratic
polynomial expressions offer good data-driven approximation to the input-output mappings that we seek. As said
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Gravity force ℎ6 Aerodynamic ROM 5Γ Aerodynamic output ℎ(
Lasso penalty U 10−6 10−6 10−6

Max. sparsity 3.51% 2.96% 45.81%
Coefficients tolerance 10−8 10−12 10−9

Gradient tolerance 10−8 10−12 10−9

Number of coefficients 57 7570 406
Number of constraints 0 5440 0
Max. norm error 3.6 · 10−5 7.03 · 10−3 1.19 · 10−4

Max. error 4.49 · 10−3 518.00 4.07
Max. no. iterations 85 7495 50, 000 (reached iteration limit)

Table 1 Data-driven modelling: optimisation parameters and outputs.

before, constraining the regression problem for the dynamics of the low-order aerodynamic states (Table 1, first column)
does not significantly hinder the quality of the fit; the maximum normalised error of the unconstrained regressions is
already 4.3 · 10−3, that is, 39% lower that of the constrained one, however both are of the same order of magnitude. An
interesting observation is that in the aerodynamic force output equation (Table 1, final column), the achieved sparsity
in the model coefficients is much higher than in the rest of the regressions, possibly highlighting the identification of
patterns in the data such as aerodynamic stiffness and damping, which directly link the forces to the modal coefficients
q2 and q1, respectively. Finally, the unsteady aerodynamics time-evolution model (Table 1, middle column) has been
shown to exhibit a trapping region by virtue of the conditions in [18], which ensure global stability of the system for
fixed inputs (q1, q2, X4, ¤X4).

C. Open-Loop Improvements
The obtained data-driven models for the gravity forcing and for the low-order nonlinear UVLM are fitted in our

aeroelastic internal model (12). The equation for the quaternion field approximation ¤q b = @;bΓ
;
b
q1 is substituted by the

evolution equation of a single quaternion /0, for which we have chosen the quaternion associated to the rotation of the
body-attached frame �, and the modal gravity forcing term @;

b
Γ;6q b is replaced by ℎ6 (/0, q2). Regarding the UVLM

model, the linear matrices (�Γ, �Γ, �Γ, �Γ) in (8) are substituted by the data-driven expressions 5Γ and ℎ( .
Next, we compare the response of the fully-coupled internal aeroelastic system employing the described data-driven

sub-components to ground truth fully nonlinear aeroelastic simulations obtained with SHARPY and also to our original
internal model based on linearised UVLM low-order models (8). The data-driven model for gravity introduces no
perceptible changes in the overall dynamics when compared to the modal-based quaternion and gravity approximations.
Its main contribution, hence, is the simplification of the model of gravity within the modal intrinsic formulation.
Therefore, the comparison below aims to highlight, qualitatively, the potential of the data-driven model of the unsteady
aerodynamics to improve model accuracy.

For this comparison exercise, two test cases are considered, with large rigid-body motions which should reveal
the limitations of the original, linear-aerodynamics-based internal models and the improvements of the data-driven
additions. The first is the payload drop case discussed in Section II.D, which has already highlighted the model’s
shortcomings. The second, is chosen to be the response of the aircraft to an increment of elevator deflection of −1 deg
for 4 s from trim conditions. This causes the aircraft to exhibit nose-up pitch behaviour, reducing its flight velocity and
increasing the angle of attack. Such behaviour is known to cause divergent results using our original internal models.

The comparisons are gathered in Fig. 2. The original internal model, based on a linear UVLM ROM (thin solid line
in Fig. 2), diverges dramatically in the payload drop case (top figure), with eventual blowup of the solution after the first
few seconds of simulation. We see, that for this case, the model fitted with the data-driven gravity and aerodynamic
terms (dashed lines) substantially improves the initial response and most importantly, the solution remains bounded
showing very reasonable agreement with the full nonlinear simulations. Regarding the elevator input case (bottom
figure), the original model again shows similar behaviour, however this time producing a bounded solution. This is
characterised by a response with an apparent overestimation of drag, where the flight velocity and the angle of attack
experience an exaggerated response; the former is reduced to values of around 6 m/s and the latter almost doubles
the maximum observed angle of attack of the ground truth simulation. We see that the data-driven enhanced model
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Fig. 2 Open loop response comparisons. Payload drop case (top) and elevator input case (bottom).

substantially improves the amplitudes of the predicted response, albeit showing a slight phase delay with respect to
SHARPY simulations. It is believed that the main remaining source of discrepancy between the data-driven-enhanced
modal-based internal models and the ground truth simulations is the truncation error due to the use of a limited number
of modes (17 in this case, from which only 9 are active in these longitudinal cases), to which simulations of unconstrained
structures are known to show increased sensitivity [19, ch. 6].

D. Effect on Model Predictive Control (MPC) and Hoving Horizon Estimation (MHE) Performance
In this subsection the effect of the data-driven improvements to our original internal model (8) on the closed-loop

performance of an MPC controller is analysed. The MPC and MHE architectures used here are similar to those described
in [20], but for completeness of notation we restate the relevant optimisation problems here. For MPC, we solve the
following nonlinear optimal control problem over a time horizon g2 at each sampling point C8 = C8−1 + gB, where the
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(control) prediction horizon is split into #2 intervals,

min
q:
04 ,u:

1
2

#2−1∑
:=0

(
q̂:>04&2 q̂

:
04 + û:>'2 û:

)
+ 1

2
q̂#2>
04 %2 q̂

#2
04 (15a)

s.t. q0
04 = q204, (15b)

q:+104 = f (q:04, u: , w: ), : = 0, · · · , #2 − 1, (15c)

u; ≤ u: ≤ uD , : = 0, · · · , #2 − 1, (15d)

q04,; ≤ q:04 ≤ q04,D , : = 1, · · · , #2 , (15e)
1
2
q̂#2>
04 %2 q̂

#2
04 ≤ 0. (15f)

where q04 is a concatenated state containing all relevant states (e.g. structural, quarternion, aerodynamic, etc.) of the
particular ROM considered, with 5 is the corresponding discretized ODE model. The errors q̂04 = q04 − q̄04 and
û = u − ū are defined with respect to a reference, equilibrium state q̄04 with control ū and disturbance w̄ (typically
the trim solution, with w̄ = 0). Matrices &2 , '2 and %2 are positive definite state, input and final-state weights, q204 is
a prescribed initial condition, u; , uD are control constraints, q04,; , q04,D are state constraints and 0 > 0 a final state
constraint.

If full state information is known at every MPC sampling point C8 , the true state of the underlying system can be used
for the initial condition q0

04. In practice, however, such information is typically unavailable. Instead, an estimate of the
true state can be provided by solving a Moving Horizon Estimation (MHE) problem. This takes a similar form to (15),
in particular,

min
q4
04 ,w:

1
2
q̂4>04%4 q̂

4
04 +

1
2
ŵ−#4>'4ŵ

−#4 +
0∑

:=−#4

1
2
ŷ:>04&4 ŷ

:
04 (16a)

s.t. q−#4
04 = q404, (16b)

q:+104 = f (q:04, u: , w: ), : = −#4, · · · ,−1, (16c)

w; ≤ w: ≤ wD , : = −#4, · · · ,−1, (16d)

q04,; ≤ q:04 ≤ q04,D , : = −#4 + 1, · · · , 0. (16e)

Here, the optimisation variables are the external disturbance w: together with the initial state of the system q404 at the
beginning of the estimation horizon g4 (i.e., the initial condition). The functional f in (16c) is the same system as in
(15), and terminal constraints on some of the states might be also considered (e.g., control surface deflections, part
of the state space, are known at the sampling time). The cost function (16a) aims to penalise the error ŷae = y − ye
between a measured output y from the actual system and the estimated output produced by the internal model, which is
chosen to be a linear function of the vector state, ye = L(q04). Penalties are applied over a horizon of length #4. A
quadratic cost function is built with a weighting matrix &4 < 0. The cost function is also enhanced by the two first
terms in (16a), where the errors q̂404 = q404 − q404,A and ŵ−#4 = w−#4 − wA are penalised, with %4 < 0 and '4 < 0.
The quantities q04,A and wA are reference state and disturbance vectors which are initialised with the reference values
q̄04 and w̄ but are updated at every sampling point by the state and disturbances at the start of the second sub-interval of
the previous MHE solution. This is done to improve initial convergence of the estimation problem, since it provides
extra information of the reference configuration around which the estimation begins, and also of the subsequent ones,
since the information of the previous estimations can be exploited.

Now that the MPC and MHE architectures have been described, we can now discuss the test-cases used to assess
the performance of our data-driven ROMs in closed-loop. Two different problem setups are considered. The first is a
disturbance rejection problem under gust perturbations, where different gust spans are considered, all with a considerable
intensity of 20% the horizontal flight velocity. The second is the payload drop case from the previous example, where
increasing values of the dropped payload are considered to determine the robustness of the controller in providing new
stable configurations after the sudden change of the inertia distribution of the aircraft.

The external disturbance which must be estimated is a vector of external modal forces (, added to the equation of
motion in either (8) (linearised aero) or (12) (data-driven ROM), which gathers the effect of either the payload drop or
the gust encounter on the system dynamics. A difference in the MPC/MHE implementation between the two cases is
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that in the gust-rejection setup, the disturbance estimated by the MHE is extrapolated in the MPC horizon by a linear
decay over the first #2/2 intervals and then is set to zero over the remaining intervals, while in the payload drop case the
disturbance is held constant throughout the entire MPC window. The internal models are constructed using the first
17 modes of vibration, including the 6 rigid-body modes, and a sampling time of gB = 0.2 s is chosen. The estimator
employs a horizon with #4 = 6 (1.2 s, 0.59 times the period of the first — bending — elastic mode) and the local
translation velocities at five different locations along the main wing are the measurements y fed to the MHE. The matrix
&4 is taken equal to the identity, penalising errors in estimation equally for each of the sensors, and %4 = � '4 = 1. A
small stage penalty on the disturbance at each interval is also introduced, with weighing matrix ' = 10−4. A constraint
on the unit-norm of the quaternion associated to the frame � has been added to the initial state of the first interval of the
MHE window (the quaternion states at subsequent intervals automatically satisfy this constraint due to the dynamics
(16c) constraint), so that it provides physically sensible rotation estimates. For the MPC, #2 = 12 intervals are used
(2.4 s). Control action is slightly penalised with '2 = 0.001� and setting to 0.001 the entry of &2 corresponding to the
aileron deflection (control surface deflections are part of the augmented state). The stage and terminal costs are chosen
to penalise deviations in the trim velocity of the body attached frame � by setting %2 = &2 = blkdiag(Φ(B�)>Φ(B�), 0).
Thrust input is constrained to be in a range of [0, 15] N while elevator deflection and deflection rates are constrained to
lie in the range [−7.82, 5.43] deg and ±7.48 deg/s, to keep the control inputs within the upper and lower limits of the
training data ensembles.

The two tested internal models differ only in that one is built using the data-driven model for the unsteady
aerodynamics, as described in the section above, while the other one employs a reduced-order model (�Γ, �Γ, �Γ, �Γ)
of the unscaled linearised UVLM at a rigid-body angle of attack of 4 deg, obtained using the Krylov-based method of
SHARPY. The latter results in a stable realisation with 68 aerodynamic states. Both employ the data-driven model for the
gravitational forcing. The reference trim solution of both internal models have been forced to be for the same angle
of attack, thrust setting and aileron deflection as the nonlinear solution provided by SHARPY to aid comparison. This
requires applying a corrective clamping force to ensure that the vehicle maintains the required horizontal flight velocity,
which gives an idea of the mismatch between the internal models and the nonlinear SHARPY trim solution, and also leads
to different trim modal solutions. These corrective forces, normalised by the total weight of the aircraft (, = 78.256N,
including the entire payload), have been found to be ( f>�,m>�)/, = (−0.001, 0, −0.066, 0, −0.004 m, 0) and
( f>�,m>�)/, = (0.011, 0, −0.214, 0, 0.094 m, 0) for the internal model using the data-driven aerodynamic module and
the one based on the Krylov ROM, respectively, which already gives us an insight of the larger error of the latter model.
As our controlled system we employ again the nonlinear aeroelasticity simulation host SHARPY, which communicates
with our control framework using the UDP network described in [21] .

1. Disturbance Rejection in Gust Encounters
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Fig. 3 Estimates of the disturbance magnitude for gust perturbations of span (a) 10 m (b) 20 m and (c) 40 m.
MPC closed-loop responses with the data-driven ( ) and linear ROM ( ) UVLM models.

Here, three different gust profiles are considered as perturbations to the system and are simulated in SHARPY. All are
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Fig. 4 Estimates of the q2 state components (first bending in colour , second bending in ) for gust
perturbations of span (a) 10 m (b) 20 m and (c) 40 m for the data-driven ( ) and linear ROM ( )
UVLM internal models. Actual components from SHARPY closed-loop MPC simulations corresponding to the
data-driven ( ) and linear ROM ( ) UVLM internal models.

1 − cos shaped gusts, defined by

F6 (C) =
,

2

(
1 − cos

(
c*∞ (C − C6)

�6

)) (
H

(
C6

)
−H

(
C6 +

2�6
*∞

))
, (17)

with a vertical velocity amplitude of, = 2 m/s (that is, an intensity of 20%), reaching the leading edge of the aircraft at
time C6 = 0.25 s and with increasing spans �6 = {10, 20, 40}m. HereH(C) is the Heaviside step function at time C.

An outline of the presented results, gathered in four different figures, is given next, prior to its discussion. First,
we show in Fig. 3 and Fig. 4 the results of the MHE: the first gathers the magnitude (norm) of the estimated external
forcing vector (which has 9 components in total, for each longitudinal mode), (, due to the gust perturbations. The
second shows the two first components of the force/moment state q2 (which has 6 components in total, for each elastic
longitudinal mode). These results should give us an idea of the effect of model-accuracy on the estimation problems
(note that estimation of the velocity state q1 is rather uninteresting, since it is easily recovered by the estimator as all
the considered measurements are velocities). The results obtained using the internal model employing data-driven
aerodynamics are represented with dash-dotted lines ( ), and the one using the UVLM ROM, with thin solid
line ( ). Since we can easily obtain the components of q2 from post-processing of the closed-loop simulations in
SHARPY, we include them in thick shaded lines in Fig. 4 for reference, similarly with dash-dotted ( ) for those
corresponding to the MPC closed-loop using the data-driven UVLM model of the form (12) and solid ( ) for those
corresponding to the MPC closed-loop using the linear ROM UVLM model of the form (8). The third figure, Fig. 5,
shows the flight mechanics variables (flight velocity, *, angle of attack, U, and pitch, \) of the open-loop responses,
shown with thick solid lines ( ), for the different gust perturbations together with the MPC closed-loop responses
using the previously described line style notation, which has been employed consistently throughout all the figures in
this section. Finally, the generated control inputs of both controllers are shown in Fig. 6, where the displayed signals are
the normalised increments of control commands from the trim values.

We start the discussion inspecting the outcomes of the estimator. A first observation is that the controller equipped
with the data-driven aerodynamic model is seen to produce much more accurate predictions of the system. As we
observe in Fig. 3, the magnitude of the disturbances seems to be correctly captured by the data-driven-aero controller
across all gust spans, showing a bump which eventually tends to zero once the aircraft transitions through the gust. Note
that the external force caused by a 1 − cos gust does not follow exactly the same temporal distribution as the gust itself,
due to the aerodynamic unsteadiness. Conversely, we observe that the ROM-based internal model has some difficulty
estimating the external forcing, displaying a residual offset once the gust is no longer present. The magnitude of this
error seems to correlate with the length of the gust. This might be explained by the larger excursions of the state space
away from the region of validity of the UVLM ROM for more prolonged times. The results in Fig. 4 seem to corroborate
the increase in accuracy of the data-driven aerodynamic model, which consistently finds estimates of the q2 state
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Fig. 5 *, U and \ for gust perturbations of span (a) 10 m (b) 20 m and (c) 40 m, with open loop ( ) and
MPC closed-loop responses using the data-driven ( ) and the linear ROM ( ) UVLM models.

with very good agreement with the post-processed closed-loop solution of SHARPY. The first two components, which
correspond to the physically more significant first and second bending modes of the aircraft, are seen to match almost
perfectly the values retrieved from SHARPY, with the second (red lines) deviating slightly during the main excitation
however rapidly coalescing with the reference. On the contrary, the internal model employing the linearised UVLM
ROM (8) even initially exhibits discrepancies from the trim values and produces estimates with errors that grow both
with time and with increasing gust spans.

We now focus on control performance. By observing the responses of the flight variables in Fig. 5, we see that
both controllers are capable of stabilising the system consistently across the different explored gust spans. We note that
since the gusts are all of the same intensity, greater spans �6 translate into more prolonged excitations to the system,
which is observed by larger-amplitude responses of the open-loop dynamics. Another observation is that the internal
model employing the linearised UVLM ROM appears to produce more effective stabilisation when compared to the one
equipped with the data-driven model, dampening the system faster (i.e., with shorter settling time) and producing a less
oscillatory response. This is further supported by the control inputs shown in Fig. 6, where the control effort of the
UVLM-ROM-based internal controller appears to be consistently lower for all the tested cases. As a matter of fact, the
ROM-based control effort is roughly half that of the data-driven-aero for the first two cases, and a sixth for the third
case (where the control effort is computed by adding up the weighted norm û>'2 û + 10−3%̂4

2 over all time steps of the
control input signals displayed in Fig. 6); the data-driven based internal model produces inputs with longer settling
times but in general smoother than the ROM-based counterpart, especially in the thrust setting input (top-right column
in Fig. 6).

An explanation of these apparent contradictory results may lie in the fact that the posedMPC problem is rather benign,
since the control objective is to penalise deviations in the velocity of the frame � while using velocity measurements
for the estimation. Therefore, even with poorly estimated values of the disturbances (which might compensate for
inaccuracies in the predicted aerodynamic forces), the ROM-based internal model accurately estimates the velocity
states q1 and the controller is able to produce more efficient control laws. Note that inputs on control surfaces are very
well approximated by the linear UVLM (deflections are usually kept within the linear regime), and it is large variations
in elastic deformation, orientation or rigid-body velocities which are known important sources of error in the linearised

17



0 5 10 15 20

-1.5

-1

-0.5

0

0.5

1

1.5

0 5 10 15 20

-1

-0.5

0

0.5

1

(a)
0 5 10 15 20

-0.5

0

0.5

1

0 5 10 15 20

-1.5

-1

-0.5

0

0.5

1

1.5

0 5 10 15 20

-1.5

-1

-0.5

0

0.5

1

1.5

(b)
0 5 10 15 20

-0.5

0

0.5

1

0 5 10 15 20

-1.5

-1

-0.5

0

0.5

1

1.5

0 5 10 15 20

-1.5

-1

-0.5

0

0.5

1

1.5

(c)
0 5 10 15 20

-0.5

0

0.5

1

Fig. 6 Normalised control inputs: elevator rate ¤X ( ), deflection X ( ) and thrust ) ( ) for gust perturba-
tions of span (a) 10 m (b) 20 m and (c) 40 m. MPC closed-loop responses with the data-driven ( ) and linear
ROM ( ) UVLM models.

UVLM. Therefore, the linear-aerodynamics-based controller could benefit from a better prediction of the effect of
elevator inputs on the aerodynamic forces, while the data-driven input-output mappings might see a deterioration along
the closed-loop solution (possibly due to unexplored combination of inputs in the data-acquisition simulations).

2. Payload Drop Stabilisation
In this case, the nonlinear aeroelastic simulations of the HALE vehicle in SHARPY are set up so that at C = 0.25 s a

fraction of the aircraft payload is released, which introduces a sudden perturbation to the trim flight conditions. Three
different magnitudes of the dropped payload are considered, <; = −25, −35, −45 kg, with the first one giving the same
problem setup that has been explored in the example of Section II.D.

The magnitudes that we show in this case are the same as those presented in the previous gust-rejection scenario,
with the estimated values of the external forcing magnitude and the first two components of the modal force/moment
state q2 presented in Fig. 7 and Fig. 8, the response in flight mechanics variables (flight velocity,*, angle of attack, U,
and pitch, \) shown in Fig. 9 and the generated control inputs of both controllers gathered in Fig. 10. The employed line
style in the figures below is consistent with the one used in the previous gust-rejection setting.

The superior model accuracy provided by the data-driven aerodynamic model is also observed here in both the
external force ( and the modal force state q2 estimation. As seen in Fig. 7, the magnitude of the estimated external
force by the data-driven aerodynamic model is seen to reach a roughly constant value after a reasonable settling time,
which is in agreement with the nature of the disturbance (note that after stabilisation, the dropped mass would add
a constant forcing input to the equations of motion). Moreover, the magnitude seems to scale correspondingly with
the increase in the mass being released. Conversely, the estimated values by the linear-aerodynamics-based internal
model are seen, in the same figure, to either diverge or oscillate. The slight divergence, observable with both internal
models, is due to a drift in the the projection onto the first bending mode of the external forcing. This deviation is
related to the corresponding first bending mode component of q2, shown in blue in Fig. 8, which is also seen to drift
with time in the estimates provided by both internal models. This can be caused by the MHE reaching an alternative
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Fig. 7 Estimates of the disturbance magnitude for the payload mass releases of (a) 25 kg (b) 35 kg and (c) 45 kg.
MPC closed-loop responses with the data-driven ( ) and linear ROM ( ) UVLM models.
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Fig. 8 Estimates of the q2 state components (first bending in colour , second bending in ) for the payload
mass releases of (a) 25 kg (b) 35 kg and (c) 45 kg for the data-driven ( ) and linear ROM ( ) UVLM
internal models. Actual components from SHARPY closed-loop MPC simulations corresponding to the data-
driven ( ) and linear ROM ( ) UVLM internal models.

local minimum which compensates bending deformation with external forcing in the bending component and/or by the
non-negligible model mismatch between both models and SHARPY nonlinear simulations. To overcome this difficulty,
additional measurements (e.g., root moments or strains) could be considered. Nevertheless, the remaining estimated
components of q2 produced by the data-driven-aero model (Fig. 8 only shows the two first modes, for clarity) are very
good and enable successful stabilisation of the system.

The flight variables in Fig. 9 show us the challenge of the posed control case, where the open-loop simulations see
the angle of attack and pitch increase rapidly, which could possibly lead to stall in a realistic scenario. As a matter of fact,
the two last cases yield angles of attack higher than 20 deg for which the validity of the UVLM is compromised (note that
no stall effects are modelled). A first compelling observation is that both tested internal models achieve very effective
stabilisation of the aircraft. And in contrast to the gust-rejection scenario portrayed above, the linear-aerodynamics-based
controller shows worse performance than the data-driven-aero counterpart, illustrated by growing oscillations in the
flight variables (principally pitch) of the two heaviest release cases. This deterioration on the performance is seen with
greater ease in the resulting input commands shown in Fig. 10, which show divergent oscillations in both the elevator
and thrust setting inputs. The control effort of the signals displayed in Fig. 10 (computed as before) are roughly the
same for both internal models for the two first payload releases (where the cost of the larger-amplitude elevator and
thrust oscillations of the ROM-based controller are balanced by the higher oscillatory response of the elevator rate for
the data-driven-aero model), however for the heaviest release case the ROM-based internal model requiring 33.5% more
effort than the data-driven counterpart.
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Fig. 9 *, U and \ for the payload mass releases of (a) 25 kg (b) 35 kg and (c) 45 kg with open loop ( ) and
MPC closed-loop responses using the data-driven ( ) and the linear ROM ( ) UVLM models.

Therefore, it is suggested that, in this more complex control case, where the system has to be stabilised around a
notably different deformed configuration (precisely where the linearised UVLM is known to produce less accurate
predictions) the internal model based on data-driven aerodynamics can exploit the improved accuracy of the model to
better stabilise the system against the considered range of disturbances showing better performance than the ROM-based
counterpart.

V. Conclusions
We have investigated computationally-efficient strategies to incorporate critical missing nonlinear physics in an

internal model for control. Data-driven regression tools have proved successful to obtain closed models of the gravity
forcing and the unsteady aerodynamics in terms of the modal intrinsic variables. Regarding the gravity terms, data-driven
identification of the forcing field avoids the necessity to introduce approximations to the entire quaternion field. Instead,
only the quaternion at one single spatial coordinate needs to be tracked. This yields a reduction of the the state-space
vector of the order of the number of retained modes. The unsteady aerodynamics are fundamentally more complex.
When stable identified models of the unsteady aerodynamic models have been obtained, these have been shown to be
more accurate, accounting for varying dynamic pressure and induced drag. Clear improvements with respect linear
aerodynamic models have been shown in comparisons of the long-time open-loop simulations against full nonlinear
solutions. However, when the data-driven enhanced models are used within the MPC/MHE framework their effect
on the close- loop performance has been found so far inconclusive. On the one hand, it has been observed that the
increased accuracy of the internal models yields better estimation performance, however, on the other hand, no significant
improvements in control performance could be observed. A nonlinear control problem where these improvements are
highlighted further is yet a matter of future investigation.
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