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Abstract— A key component to the success of master-slave
surgical systems is the quality of the master interface used
to relay the surgeon’s instructions to the slave robot. In
previous work the authors developed a gaze-assisted intention
recognition scheme, allowing the system to dynamically adapt
the motion scaling based on where the user is trying to reach.
This allowed users to perform tasks significantly more quickly
and with less need for clutching. However, the system possessed
a number of core parameters that were manually optimized,
potentially providing a non-optimal solution depending on the
user. This paper presents a Bayesian approach to the problem of
optimizing a human-robot interface in a user-specific manner.
Two Bayesian optimization methods are studied: one in which
users are asked to grade robot behavior for a given set
of parameters, and one where only preference relative to
other parameter sets is expressed. The performance of these
optimizations is evaluated in a blind comparison user study,
demonstrating that the optimized parameters are preferred to
the manually optimized ones in over 90% of cases after only 12
test samples. These parameters are further shown to perform
at least as well as the manually optimized ones in all cases, and
showing statistically significant improvement in the case of the
graded optimization.

I. INTRODUCTION

Human robot collaboration allows for the creation of
powerful systems, taking advantage of both human decision
making and robotic performance. In surgery, master-slave
robotic systems such as the da Vinci® (Intuitive Surgical
Inc., CA, United States) enable the surgeon to perform highly
dexterous motions inside the human anatomy while staying
in direct control of the operation. A well known advantage
of such robotic surgical systems is their capability to use
motion scaling to perform fine motions. However, while a
large scaling factor gives the surgeon superhuman precision it
also makes it harder to reach distant areas in the workspace.
Master input devices have a limited workspace, and users
typically have to resort to clutching and re-centering the mas-
ter input device when they reach the edge of the workspace,
momentarily disrupting the operating flow.

In previous work [1], the authors developed a gaze assisted
adaptive motion scaling algorithm to reduce the need for
clutching. This bi-manual master-slave system uses gaze
data from an eye-tracker, hand motion information from the
master input devices, and the position of the instruments
obtained using computer vision to infer the user’s intention.
The scaling factor of the system is dynamically adjusted
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Fig. 1: Overview of the bimanual master-slave system com-
prising: 2 Omega.7 devices (1) and (2), a Tobii eye-tracker
(3), two actuation units (4) and (5) with their respective
instruments, and an Olympus stereoscope (6). Three Kuka
iiwa robotic arms are visible in the background.

to assist the user when trying to reach distant goals. The
gaze, hand, and instrument data are combined to perform
the motion scaling using a set of parameters that were man-
ually optimized to provide the responsiveness and precision
desired. A user study was conducted, showing a significant
improvement in task execution speed and reduced need of
clutching over the standard system. However, while users
found the algorithm useful and less frustrating, qualitative
feedback revealed differences amongst users when asked
whether they would have liked the system to be more or
less responsive. It was hypothesized that these differences
could stem from sub-optimal manual optimization of the key
parameters. Furthermore, each user might possess their own
preferences, in which case no given set of parameters would
satisfy every user.

The objective of this work is to provide an approach
for finding the user-specific parameters maximizing the in-
tuitiveness of the adaptive motion scaling control scheme.
Let f(x) be the unknown, black-box, real-valued function
representing how intuitive the system is to use for a given set
of parameters x, with x € D where D C R" is the domain
of valid parameter values and n the number of parameters
to optimize. Finding the set of parameters

LTmax = argmaxf(m) (D
x€D



is a global optimization problem within D. Additionally, the
human-robot interface dimension of the presented problem
justifies that the optimization method meet the following
criteria:

o The optimization method must work with as few sam-
ples as possible, since sampling f requires the user to
perform a task and give some feedback.

o The optimization method cannot make any assumptions
on f, other than certain assumptions of smoothness.

o The optimization method should be robust to noise.

While a large body of works exists on the topic of
nonlinear optimization, Bayesian optimization is one of the
most powerful strategies under these criteria [2]. In addition
to being highly data-efficient under few samples, Bayesian
inference methods provide a natural way of handling uncer-
tainty and trading-off exploitation and exploration [3], [4].
Bayesian optimization has been successfully used in a num-
ber of mobile robotic applications such as gait optimization
for bipedal locomotion [5], gait adaptation after incurring
damage in a 6-legged robot [6], gaze planning [7], and path
planning [8]. In [9] a Bayesian optimization approach was
used to tune the manner in which a human-transfer assistant
robot lifts patients. Typical Bayesian optimization methods
rely on a grading scheme to evaluate the unknown function
f. However, in applications such as the one presented in this
paper where f can take arbitrary values, it can be possible to
evaluate f using only preference relations between pairs of
samples [10]. This approach can be useful when expressing
preference between two samples is easier than giving nu-
merical values to grade them, such as when searching for an
optimal material design in computer graphics [4].

While Bayesian optimization approaches have been highly
successful in the fields mentioned above, to the authors’
knowledge they have not been used before to optimize the
behavior of master-slave surgical systems. This work takes
advantage of the strong properties of Bayesian optimization
to improve the behavior of the adaptive motion scaling
algorithm, in a user-specific manner. Furthermore, this work
utilizes and evaluates both a grade-based optimization ap-
proach and a preference-based approach. The usefulness of
these methods is validated in a user-study, showing a clear
preference for the results of the Bayesian optimization over
the manual optimization. Additionally, the performance of
the graded approach shows a statistically significant improve-
ment over the manual optimization.

II. SYSTEM OVERVIEW
A. Components and Design

The presented system is nearly identical to the one
presented in [1], allowing for a direct comparison of the
manually optimized parameters against the ones obtained
from the Bayesian optimization process. The system, shown
in Fig. 1, is comprised of three KUKA iiwa robotic arms
(KUKA Roboter GmbH, Germany), on which are mounted
two flexible instruments and an Olympus stereoscope. The
two flexible instruments each possess 6 degrees of freedom,

e

Fig. 2: Actuation unit and flexible instrument.

and are actuated via custom-designed actuation units attached
to the robotic arms, shown in Fig 2.

The hand motions are tracked with the use of two Omega.7
haptic devices (Force Dimension, Switzerland) used as mas-
ter input devices. Additionally, a Tobii Pro X2-60 eye tracker
(Tobii AB, Sweden) is used to record gaze data. The few
differences relative to the system presented in [1] consist in
improvements shown in Fig 2. A supporting structure was
added at the bottom of the instrument casing to provide a
secure coupling between the instrument and the actuation
unit. The adapter to the Kuka robotic arm was redesigned
for additional strength. Together, these changes serve to
reduce the propagation of vibration to the instrument tip.
Lastly, an Olympus stereoscope was used to provide a better
image quality and depth perception. These changes serve to
improve the repeatability and accuracy of the system without
affecting it’s behavior. For additional details on the system
components, the manufacturing process, and the kinematic
solutions used, the authors refer the reader to [11], [12], [1].

B. Adaptive Motion Scaling

The adaptive motion scaling presented in [1] consists in
assessing the user’s intention to reach a distant objective with
an instrument, and dynamically adjusting the scaling factor
to facilitate that aim. To that effect, four main components
are computed:

1) The speed at which the user’s hands are moving k;.

2) The angle between the hand motion direction and the

instrument-to-gaze fixation point direction k.

3) The distance between the instrument and the gaze

fixation point kg.

4) The maximum scaling allowed s..

The final scaling factor is computed as:

Sp X (L4 se X ks X kq X kq),

where s; is the base scaling factor of the system. Each
of the first three components is parametrized by one main



coefficient regulating that component’s linear drop off rate,
i.e the (small) speed at which k, becomes 0, the (large) angle
at which k, becomes 0, and the (small) distance at which kg
becomes 0.

In the previous work, these parameters were all manually
optimized over several iterations of the system to provide the
desired behavior. Additionally, the inherent safety of motion
scaling means that users can always stop their motion to stop
the robot. However, one aspect not considered in the previous
work is whether the behavior displayed by the system is one
that the user expects. This is important because master-slave
robots work as a closed-loop control system, where the user
is the one closing the loop visually. If the system is overtuned
(i.e. too sensitive) for a given user, the instrument might
move further than the user expects it to when performing
rapid motions. The component k; was initially introduced
as a safety precaution against this as it is meant to fall to
zero when the instrument gets close to its destination, but
this again depends on how the corresponding coefficient is
tuned. Thus, as with a number of other heuristically tuned
user interfaces, there is a strong argument to be made for
wanting a principled optimization method to derive these
parameters. The remainder of this paper is concerned with
the optimization of these four parameters.

IIT. BAYESIAN OPTIMISATION

A. Graded Approach

As a Bayesian method, Bayesian optimization requires a
prior distribution. While many different models could be
used to fit the requirements of Bayesian optimization priors,
Gaussian Processes (GP) [3] are commonly used in practice
due to the powerful properties they exhibit. A GP is a
distribution over functions, fully defined through its mean
and covariance functions:

f(@) ~ GP(m(x), k(z, z)), 2)

where m is the mean function, and % is the covariance func-
tion. To every input & corresponds a normally-distributed
random variable, any combination of which is also normally
distributed. In this work we are concerned with finding
optimized parameters with as few assumptions on the data
as possible, and so we will assume a prior mean distribution
of zero. However, the prior knowledge obtained from the
manual optimization of the system could just easily have
been integrated inside the GP model through the prior mean
distribution.

The choice of the kernel used to generate the covariance
function is the other main component of choosing a GP
model. Different popular kernel types exist, such as squared
exponential kernels, rational quadratic kernels, and periodic
kernels to name a few. In this work the objective function
is a measure of the intuitiveness of a human-robot interface.
As all the parameters to optimize have a linear impact on
their respective component, it is expected that the objective
function will vary smoothly. Under these assumptions, the

choice of a squared exponential kernel seems justified:

1
k(x;, x;) = exp (—2||:ci - a:j|2> . 3)

Given a set of training samples X and a set of test points
X, it is now possible to compute the covariance matrix K
of the training set, the covariance matrix K, of the training
set with the test set, and the covariance matrix K. of the
test set. Let f be the values of the objective function at the
training samples, and f, the values of the objective function
corresponding to the test samples. Then:
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This in turn allows for the computation of the predictive
distribution using the Sherman-Morrison-Woodbury formula

[3]:

Flfs ~N (KK 'f, K., — K] KT'K,) (5)

In an optimization scheme, the aim is not only not
find the best evaluation of the objective function given the
available data, but also to determine where next to sample
the objective function. A notable acquisition function is the
expected improvement acquisition function, used to trade off
exploration and exploitation. It can be shown [4], [2] that the
expected improvement can be derived analytically from the
posterior distribution such that:

El(z) = (W) — [(®maz)) 2(Z) + o(2)p(Z)  (6)
:U/(il:) ;{w(;cmam)7 (7)

if o(x) > 0, otherwise EI(z) = 0, with ®(.) and ¢(.)
respectively denoting the CDF and PDF of the standard
normal distribution, and i and o respectively the mean and
standard deviation of the predicted distribution. As noted in
[13], a single acquisition function is unlikely to be suitable
in all cases, and so a portfolio of acquisition functions was
designed, including maximum expectation and Thompson
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Fig. 3: 1D Bayesian optimization. Blue line: true objective
function, Red line: predicted mean, Green patch: area rep-
resenting plus or minus 2 standard deviations, Red vertical
line: next acquisition point suggested by the EI acquisition
function.



sampling-based approaches to complement the EI acquisition
function. Fig. 3 illustrates the optimization process for a
one dimensional case. The red vertical line shows the next
acquisition point provided by the EI acquisition function.

B. Preference Approach

In some optimization cases the objective function does
not take physically meaningful values, such as in this work
where the objective function is a representation of how much
users like certain robot behaviors. In these cases it can be
interesting to directly compare samples against one another,
and try to optimize the objective function through preference
ratings. In [10], an approach is presented showing how this
can be achieved using a likelihood function comparing two
samples. Rather than re-deriving here the work presented
in [10] and [4], we refer the reader to these publications
and instead present below a comparison of the optimization
process obtained when using both these methods on a 2D
problem.

Fig. 4a shows the true objective function whose maximum
the optimization process is trying to find. Fig. 4b shows
the predicted distribution mean values over the sampled
space obtained from the graded approach (i.e. where it is
possible to sample function values directly). Fig. 4c shows
the predicted distribution mean values over the sampled
space obtained from the preference approach. Note that the
values of the predicted mean for the preference approach do
not correspond to those of the true objective function, since
those values are never sampled directly.

Both approaches perform well in this scenario, however
an interesting observation can be made with regards to the
preference approach. In the graded approach, samples are
provided one by one and the acquisition functions naturally
provide a suggestion for the next sample. In the preference
approach, however, samples are provided two by two. In
order to obtain completely new samples, the optimizer would
need to specify two next samples. In practice one of the
samples is drawn from the list of previous samples under
some criteria. In this work, two different such criteria were
considered. The first one involves always picking the last
sample obtained. The advantage of this approach is that it
avoids having to show a previous sample again to the user
to refresh their memory, losing time in the process. The
second criteria involves always picking the best previous
sample out of all samples. While the first criteria seemed
to offer practical advantages, the second criteria was found
to perform better as the preference test at every new sample
effectively reduces to asking the user whether this sample is
his or her preferred sample of the entire dataset.

IV. EXPERIMENT DESIGN

In order to test each optimization approach and evaluate
their impact on the performance of the system, a user
study was conducted. A total of twelve experiments were
carried out. Six participants with experience using master-
slave robotic systems were brought in to train with the
adaptive motion scaling. The training lasted for as long as the
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Fig. 4: 2D Bayesian optimization of an unknown objective
function (a), using a graded approach (b), and a preference
approach (c).

participants felt was necessary, and until the experimenter felt
the subject was proficient enough with the system (minimum
training time of 5 minutes). The set of parameters used
during the training was the manually optimized parameters,
although this was intentionally not revealed to the users.
Each participant performed two sets of experiments, one
for the graded approach and one for the preference approach.
The order of these sets of experiments was randomized be-
tween the participants. A given set of experiments consisted
in two phases. The first phase was a sampling phase in which



the system is loaded with a specific set of parameters and
the user is asked to perform a ring transfer task twice. At
the end of the task the user grades the system performance if
during the graded approach set of experiments. Otherwise the
user tells the experimenter whether the system performance
he experienced is his favorite so far. At the end of the
sampling phase the system predicts the user’s optimal set
of parameters. In a blind study whose order is randomized
across participants, the user is then shown either the manual
optimization parameters, or the predicted optimal set of
parameters. The user is asked to perform the ring transfer
task four times with each set of parameters, during which
their performance is recorded. After completing the tasks
for both sets of parameters, the users are asked which set of
parameters they preferred.

The ring transfer task is illustrated in Fig. 5 and consisted
of the following sequence:

o Both instruments start at the extremities of the peg

board, above one of the side pegs.

o Both Omega.7 master devices also start at the outermost

edge of their workspace.

o The left instrument starts with the ring.

o The left instrument brings the ring to the right instru-

ment.

o The right instrument takes the ring and the left instru-

ment goes back to its starting position.

o The right instrument takes the ring to the left instrument.

o The left instrument takes the ring and the right instru-

ment goes back to its starting position.

Each sampling phase consisted of 12 samples. In addition,
participants were allowed to repeat any given task as many
times as they wanted if they felt unsure about how to rate the
system’s performance. Given that the ring transfer task had to
be performed at least twice for each sample, every participant
performed the ring transfer task at least 64 times. The peg
board used was the same one used in [1], thus preserving the
dimensions of the task. Graded values were given between
0 and 20, where 20 is the best performance. These values
where internally shifted to a -10 and 10 range so as to have
a 0 mean. The O to 20 range was used with participants as
they were observed to be reluctant to give negative values.

V. RESULTS

The outcome of the second phase of each set of exper-
iments, in which participants blindly test the result of the
Bayesian optimization against the manual optimization, is
that in all but one case users preferred the result of the
optimization over the manually optimized parameters. This
results in a 91.7% success rate (11 experiments out of 12)
for the Bayesian optimization methods in terms of system
usability improvements. This is particularly noteworthy as
the participants had been unknowingly biased towards the
manually optimized parameters by using them during the
training session.

Additionally the performance assessment shows that the
results of the Bayesian optimization are at least as good as
the results of the manual optimization. Fig. 6 shows that

no statistically significant difference is present in terms of
time spent to perform the tasks. This is remarkable as the
manual parameters were optimized for responsiveness and
performance.

In terms of number of times the system had to be clutched,
the preference approach shows no statistically significant
differences compared to the manual optimization. However,
the graded approach shows a statistically significant improve-
ment over the manual optimization, with a p-value of 0.0477.
This can be explained by the fact that the performance-
oriented, manually optimized parameters would sometimes
be the cause of small overshoots or imprecisions for some
users, who would then have to readjust their position.

Interestingly, a common optimization result seemed to in-
volve a compromise between reducing the maximum scaling
factor s., and increasing the sensitivity via kg and k. In this
manner users would reach the top speed more easily, but the
reduction in top speed meant that users did not overshoot.
Fig. 7 shows the graded optimization process for one user.
In Fig. 7 and Fig. 8, the normalized distance is obtained by
considering the final result of the optimization as the true
optimal sample, and computing the distance between that
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Fig. 6: Optimization study performance results



sample and each other sample. As can be seen, Bayesian
optimization is well apt at finding a result that matches the
observations.

The sole instance of a user preferring the manually
optimized parameters over those obtained using Bayesian
optimization was obtained during the second phase of a
preference approach. Due to the criteria chosen for the
selection of the first sample of the next pair (i.e. take the
previous best encountered), the system can be led to evaluate
many pairs containing the same, ‘best’ sample. This can
be seen in Fig. 4c, where a sample halfway through the
maximum of the function has been tested against many
different samples. Combined with noisy measurements, this
can lead to errors if a sample is erroneously preferred over
one that has been itself preferred over a large population of
samples.

Lastly, a survey was conducted with the participants after
the study. While half of them preferred the process of
the preference approach, none of the participants found
that the results from the preference study performed better.
This could be due to the fact that the preference approach
only supports binary inputs for a given sample pair, thus
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Fig. 7: Coefficient progress for the graded approach. Blue:
normalized distance to the optimal parameter set. Red: op-
posite of grade given.
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Fig. 8: Coefficient progress for the preference approach.
Blue: normalized distance to the optimal parameter set. Red
dot: sample was not preferred to the previous best sample.
Green dot: sample was chosen as the new best sample.

limiting the user’s capability to specify detailed gradients of
preferences.

VI. CONCLUSION

In this work, two Bayesian optimization approaches have
been explored to optimize the behavior of a gaze-assisted
robot control scheme. The results show that both optimiza-
tion approaches are able to provide at least similar system
performance than the manual optimization, while displaying
more intuitive behavior. In the case of graded optimization,
the system actually performed significantly better while
also providing a more intuitive behavior, and with only 12
samples needed. These results show the potential of these
approaches for future human-robot interfaces.
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