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Abstract

Advancements in speech research increasingly focus on automating processes using Artificial

Intelligence (AI), moving away from traditional, labor-intensive methods. This shift facilitates

the analysis of atypical speech and language environments in children, aiding the identification

of speech disorders and intellectual disabilities. However, the performance of Machine Learning

(ML) models heavily depends on the quality of training datasets, making data collection and

sharing significant challenges. This research employs Deep Learning (DL) algorithms, including

Recurrent Neural Networks (RNN) and transformer networks, to model and classify speech

data.

The thesis begins by classifying infant vocalisations, distinguishing between canonical and non-

canonical babbling using an Adversarial Multi-Task Learning approach that leverages weakly

labeled data. This method effectively addresses category mismatch and data sparsity. Further

research explores auditory stimuli exposure, differentiating between infant- and adult-directed

speech through Multi-Task Learning and AutoEncoder techniques. Experiments demonstrate

that knowledge transfer across datasets improves model performance.

A key focus is the early detection of Autism Spectrum Disorder (ASD) through speech recogni-

tion, emphasising the importance of early intervention. Two fine-tuning approaches for transfer

learning are evaluated for their ability to classify child speech as Atypically Developing (AT) or

Typically Developing (TD), a task known as typicality classification. The models—one using

discriminative fine-tuning, the other fine-tuning a Wav2Vec 2.0 model—are also applied to a

diagnostic task distinguishing between Pervasive Developmental Disorders (PDD), including

ASD, and typical development using 62 minutes of labeled speech data. The findings confirm

that deep transfer learning improves classification accuracy but highlight challenges such as

category mismatches and class imbalances.

Ethical considerations, especially regarding child data and fairness in AI, are examined. The

thesis explores gender bias in ASD classification models, revealing that ML models can reflect

biases in training data, underscoring the need for fairness in AI development, particularly for

sensitive conditions like ASD.
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1.1 Problem Scope and Challenges

Recognised medical conditions whether developmental delays or disabilities may not always

be curable, therefore, the only recourse is early intervention. Early intervention refers to the

diagnosis and specialised support for affected children and could include speech and language,

behavioural as well as cognitive therapy. The study of early language environment includ-

ing vocalisation production allows the early detection of language impairment risks. Through

monitoring a child’s language environment, early detection is possible. Subsequently, the acces-
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sibility to language monitoring and analysis devices remains a persisting challenge for parents

and caregivers.

In addition, infant early language development affects later language acquisition. Therefore,

this emphasises that early intervention is crucial and diagnosis at an early stage is vital. This is

made possible by utilising algorithms, vast technological developments, and rapid innovations

in the field of Artificial Intelligence (AI), which transformed how healthcare services are being

provided. Advances in AI enable the automation of medical diagnostic processes.

A prevailing challenge in the development of Deep Learning (DL) models, is usually linked to the

availability of large annotated datasets, due to the fact that models tend to perform better with

big data during training. Also, manual annotation and segmentation of speech is more labour

intensive, therefore, requiring further resources in time, finances, and skilled annotators. For

example, from lab experience we estimate that conducting talker diarisation requires on average

20 to 40 times the audio length for human annotators. Which is particularly challenging with

long-form audio recording datasets consisting of hundreds or thousands of hours. In addition

to issues which include the following: the accuracy of the annotations, consistency when there

are multiple coders, and possible errors in speech segmentation.

However, one must emphasise that technological advances are not to replace certified profes-

sionals, but to aid parents and caregivers to early detect potential issues.

1.2 Research Questions

To establish a clear focus and objective for this research thesis,we outline several key research

questions that the study aims to address. This thesis investigates the effective implementation of

diverse, noisy, and imbalanced datasets in child data using Deep Learning, specifically focusing

on its application in speech and audio classification. The primary objective is to tackle the

challenges associated with training DL models on datasets that exhibit diversity, noise, and

imbalances, particularly within the context of child language environment data. By exploring

and proposing novel techniques, this research seeks to enhance the accuracy and robustness of
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DL models when faced with the complexities inherent in child-specific datasets. Ultimately, the

goal is to contribute to advancements in speech and audio classification for this demographic.

• How can Deep Learning models be effectively trained on diverse, noisy, and imbalanced

child language environment datasets?

• What novel techniques can be developed to improve the accuracy and robustness of Deep

Learning models for speech and audio classification in child-specific datasets?

• How does the diversity, noise, and imbalance in child language datasets impact the per-

formance of Deep Learning models in speech and audio classification?

• How can Deep Learning techniques be applied to improve the early diagnosis of child

neurodevelopmental disorders and other conditions using solely audio-based data?

Thesis Hypothesis:

”Deep Learning models can achieve improved accuracy and robustness in speech

and audio classification within child-specific datasets by employing novel tech-

niques that effectively address the challenges of dataset diversity, noise, and

class imbalance. Furthermore, Deep Learning methods can leverage these ad-

vancements to enhance the early diagnosis of child neurodevelopmental disorders

using solely audio-based data.”

1.3 Objectives

The aim of this PhD thesis is to propose and investigate various DL methods to tackle the main

research question along with the aforementioned problems and challenges. We do this through

exploring and analysing AI models, specifically the fusion of multiple models, by building

algorithms facilitating child speech and child language environment analysis.

Objective 1: Adversarial models have already been applied to various fields, whereas our

application is mainly focused on classification tasks. Discriminative modelling has been in the
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forefront in Machine Learning (ML) advances in classification. We create novel algorithms that

exploit the fusion of AI models addressing classification problems, including adversarial training

and Multi-Task Learning (MTL) for discriminative modelling.

Objective 2: Propose models that seamlessly use two or more datasets for training to overcome

the problem of dataset availability. With the consideration that these datasets could have class

category mismatch and imbalances, thus, the models must be able to overcome these issues.

Objective 3: Audio data requires listening to, annotating, and segmenting before analysis can

be performed. Thus, develop models that serve the purpose of eliminating the tedious tasks of

manual segmentation and annotation.

Objective 4: Propose and compare two transfer learning models that perform Autism Spec-

trum Disorder (ASD) recognition from child speech. Both models must be fine-tuned on the

same task, for comparative reasons. However, the pre-trained models are trained on (i) an un-

related task that utilises a large dataset, whereas the (ii) related task that utilises a relatively

smaller set.

Objective 5: In conducting this thesis, extra precautions and ethical considerations must be

adhered by, specially that the experiments of this thesis focus on child data. Additionally,

fairness testing should be conducted when a model is prone to discrimination and/or bias

against a specific demographic.

1.4 Contributions

In this section, we describe the main contributions of this PhD thesis in detail and in relation

to the objectives aforementioned in section 1.3

Chapter 2. We provide a literature study with the requisite background knowledge to un-

derstand the work presented in the following Chapters. Starting with related work on child

language environment analysis, followed by an exploration of deep learning methods to be in-

vestigated and tested throughout the thesis. This chapter’s main contribution lies in the review



1.4. Contributions 27

and analysis of studies on infant speech-related vocalisations classification using AI methods.

We conduct a Preferred Reporting Items for Systematic Reviews and Meta-Analyses (PRISMA)

to research papers on the classification of infant vocalisations. The discovery of only six re-

search studies meeting the criteria, which were subsequently reviewed, highlights the limited

scope of available literature in this area.

Chapter 3. Infant Vocalisation Maturity Analysis: Infant vocalisation classification is

a challenging task not only due to the acoustic classification but also for the time and mone-

tary cost of skillfully segmenting and annotating day-long audio recordings of 14-16 hours. We

present and compare two DL classification models, being adversarial training and Multi-Task

Learning (MTL) to our proposed model, which is their fused counterpart Adversarial Multi-Task

Learning (AMTL). The results, in Section 3.6, indicate that all the training strategies exhib-

ited superior performance on the test set, achieving higher Unweighted Average Recall (UAR)

scores compared to the baseline model. These findings underscore the potential of advanced

neural network architectures in automating infant vocalisation maturity analysis with increased

accuracy and efficiency. We address the category mismatch issue in the two datasets employed

in the study with the proposed architectures. Nevertheless, despite the challenging nature of

the task and the observed improvement over the baseline, the highest accuracy achieved is a

UAR score of 50.1% by the MTL model, indicating potential for further enhancement. This

chapter tries to tackle Objectives 1, 2, and 3 of Section 1.3.

Chapter 4. Infant Versus Adult-Directed Speech: Understanding and analysing what

infants hear provides an insight into the implications on language acquisition, as language input

has proven to have an influence on language output. This can be achieved through the inves-

tigation of infant versus adult-directed speech classification, by utilising DL techniques. These

techniques include adversarial training, MTL, AMTL, and additionally we propose an AutoEn-

coder Multi-Task Learning (AEMTL) model. By leveraging multiple datasets, the study delves

into the classification of speech based on the intended audience. The AMTL model achieves the

highest UAR score in the test set with a 9.8% increase on the baseline, followed by the AEMTL

model with a 9.2% increase (see 4.6 for results). The research demonstrates the effectiveness

of leveraging multiple datasets in Machine Learning (ML) for enhanced performance. This
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chapter tries to tackle Objectives 1, 2, and 3 of Section 1.3.

Chapter 5. Automatic Vocalisation-based Recognition of Autism Spectrum Dis-

order: In this chapter, we implement the proposed transfer learning models to Atypicality

classification. ASD is highly characterised by speech and language difficulties that start at

infancy and may possibly last a lifetime. Thus, speech monitoring and early detection are

critical for early intervention. We compare and evaluate transfer learning techniques, through

fine-tuning a discriminative model and a Wac2Vec 2.0 model. This research shows the predic-

tive ability of a pretrained model when fine-tuned with as little as 62 minutes of audio, refer to

Section 5.7. It also sheds light on the abilities of DL technologies in addressing the implemen-

tation of diverse and imbalanced datasets in child data. Moreover, we find that results must

be interpreted carefully, most specifically, when these models are built for real-life applications.

This chapter tries to tackle Objectives 2, 3, and 4 of Section 1.3.

Chapter 6. Ethics in AI: While the benefits of AI are significant, they also come with

drawbacks, including ethical concerns. AI has become an ubiquitous part of our daily lives

making it vital to have ethical guidelines to protect society. Even more vital is the protection

of children from the emergence of possible threats to their safety and well-being that could

arise from AI. In this chapter we discuss the data science and AI ethical issues related to

child data, as this PhD focuses on child research. We employ fairness testing to the models

developed for the recognition of typicality, to test the model for gender bias. This is due to the

ratio of 4:1 male-to-female prevalence of ASD, consequently, this is evident by the majority of

samples within the datasets being of males. The results in Subsection 6.3.4 indicate a model

bias toward one gender, specifically males, and a bias toward the majority class, which consists

of typically developing children. This proves the reliance of models on the quantity, quality,

and representation in the datasets used for training. This chapter tries to tackle Objective 5 of

Section 1.3.
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1.5 Impact and Applications

In this Section, we discuss the impact of the proposed research as it goes beyond child language

environment analysis by having a wide range of applications. While the proposed algorithms

have proven to be beneficial in child speech and computational paralinguistic tasks, they can

be further applied to a variety of both generative and discriminative tasks.

Medical Diagnosis: The built DL models can be applied to the medical field, especially to

medical diagnosis. We have applied the proposed models to COVID recognition from audio

which includes speech and coughing. However, as this thesis focuses on infant atypical speech

analysis, this research is not covered in this thesis. Alternatively, research on autism recognition,

another medical diagnosis task, was conducted and is included in the thesis, portrays the success

of these methods to this field.

Text Recognition: Our methods can be applied to text recognition tasks. Speech-to-text,

also known as Automatic Speech Recognition (ASR), applications can be developed through the

implementation of the Wav2Vec 2.0 fine-tuned model. This is because Wav2Vec was originally

developed and successfully applied for ASR.

Speech and Image Generation: Our work can be used for generative tasks such as speech

and image generation. For the COVID recognition from audio study, not discussed further in

this thesis, the training samples were fairly small for training a Deep Neural Network (DNN).

Thereafter, we applied a Generative Adversarial Network (GAN) to generate more samples to

be utilised for training our classification model. Further proving that GANs can also be applied

to sample generation.

1.6 Publications

This section provides a list of publications that were authored during the course of this PhD.

The publications are divided into two categories: (i) those that are directly relevant to the
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chapters of this thesis 1.6.1 and (ii) other publications that are not directly relevant 1.6.2.

1.6.1 Related Publications

The work presented in this thesis is directly related to the following publications;

Najla D. Al Futaisi, Zixing Zhang, Alejandrina Cristia, Anne Warlaumont, and Björn

Schuller. Vcmnet: Weakly supervised learning for automatic infant vocalisation maturity anal-

ysis. In 2019 International Conference on Multimodal Interaction, pages 205–209. ICMI, 2019.

Najla D. Al Futaisi, Alejandrina Cristia, and Björn W Schuller. Hearttoheart: The arts

of infant versus adult-directed speech classification. In ICASSP 2023-2023 IEEE International

Conference on Acoustics, Speech and Signal Processing (ICASSP), pages 1–5. IEEE, 2023.

Alejandrina Cristia, Lucas Gautheron, Zixing Zhang, Björn Schuller, Camila Scaff, Caroline

Rowland, Okko Räsänen, Loann Peurey, Marvin Lavechin, William Havard, Caitlin Fausey,

Margaret Cychosz, Elika Bergelson, Heather Anderson, Najla Al Futaisi, and Melanie Soder-

strom. Establishing the reliability of metrics extracted from long-form recordings using LENA

and the ACLEW pipeline. Behavior Research Methods, pages 1–20, 2024.

1.6.2 Other Publications

The following publications are neither directly relevant to this study nor covered in this thesis;

Toby Godwin, Georgios Rizos, Alice Baird, Najla D. Al Futaisi, Vincent Brisse, and Björn W.

Schuller. Evaluating deep music generation methods using data augmentation. In 2021 IEEE

23rd International Workshop on Multimedia Signal Processing (MMSP), pages 1–6. IEEE,

2021.
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1.7 Thesis Outline

Chapter 2 makes a review of the related background required to understand the work presented

in the subsequent Chapters. Chapter 3 introduces the first classification task, being infant

vocalisation maturity analysis with the implemented DL methods targeting the problems related

to the task and training datasets. Chapter 4 details the next child language environment

analysis classification task which is addressee detection (infant versus adult-directed speech)

and our implemented pipeline. Chapter 5 applies the introduced DL methods to another real-

life scenario, being autism spectrum disorder recognition using speech. Chapter 6 discusses the

ethical concerns we are facing as a result of the technological advancements in AI, by focusing

on child data protection. In addition, fairness testing for gender bias in the ASD recognition

models is implemented in this Chapter. Finally, Chapter 7 concludes the thesis with a summary,

future work, and recommendations.
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2.1 Child Language Environment Analysis

During the past few years, we have witnessed a tremendous shift to using day-long audio

recordings in place of lab-collected short audio recordings [43]. Largely due to the ability of

day-long recordings in capturing an infant’s natural(istic) language input and output without

external influences as opposed to an artificial created-for-testing environment; being a lab for

instance. With the awareness that lab-collected short audio recordings are not representative

of an infant’s natural language environment. Moreover, modern-day computational abilities

have undoubtedly also facilitated this shift.

Infants produce vocalisations from birth, non-linguistic vocalisations, such as crying, laughing,

and burping. Infant vocalisations then develop to include pre-linguistic vocalisations, canonical

and non-canonical. Children produce non-canonical babbles first such as ’aaah’, which consist

of syllables with vowels only. Customarily, at 10 months of age infants start producing canon-

ical babbles, which consist of syllables with a vowel and consonant sound such as ’dada’ and

’mama’ [130]. Late onset of canonical babbling, and/or the proportion of canonical babbling

compared to non-canonical not increasing could be indicators that the child could be facing

language acquisition challenges [130, 102, 112]. Moreover, that could also indicate developmen-

tal disabilities such as autism spectrum disorder [136] as well as intellectual disabilities and

language impairments. Given that developmental disabilities are not curable, timely detection

becomes paramount, enabling individuals to benefit from early intervention. Consequently,

they receive the necessary support to effectively manage the challenges they encounter [78].

This stresses the importance of studying infants’ vocalisations at an early stage as, addition-

ally, an exuberant language environment highly influences a child’s current and future linguistic

potential [183]. However, listening to and analysing day-long recordings of a child is not only

time-consuming process but also comes at a high cost. Therefore, we have seen a shift from

manually performing this task to automating it. Moreover, it potentially speeds the assessment

of vocalisations, and it provides more consistency than human coders who are prone to human

errors including misclassification [197].
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Routine monitoring of children development by professionals who are familiar to them enables

early access to early intervention [124]. Assuming that the professional in the Artificial In-

telligence (AI) field is an AI agent, the routine monitoring could be done as regular as daily.

Paediatricians are an example of skilled persons who can distinguish between infant cries [19].

Research stresses the importance of the skills of the person, whereas newly parents for example

would find this difficult to decipher and not an easy indicator of the infant’s needs. Moreover,

manual segmentation of infant vocalisations specially in the home environment to analyse lan-

guage for individuals with neurodevelopmental disorders is a challenging task [142]. This is

where AI comes in to ease the process as well as attempt to make it more efficient. Keeping

in mind, ultimately the aim of using AI and automating the process is to provide affordable

automated infant language monitoring, rather than replacing the need for medical professionals

for diagnosis.

There is an absence of research focusing on the classification of infant pre-linguistic vocalisa-

tions, whereas other related work can be found such as surveys on automatic infant cry classifi-

cation [160, 91] and book chapter on baby cry detection: deep learning and classical approaches

[35]. Additionally, automatic infant cry classification has been studied in relation to various

disorders and succeeded in classifying asphyxia [93, 211], pain assessment [133], signal abnor-

mality detection, EEG seizure [24], Rett Syndrome [141], and neuro-developmental disorders

[116]. However, this research is on infant pre-linguistic vocalisations classification, expanding

from merely researching infant cries to infant vocalisations. Various Machine Learning (ML)

methods have been applied to the classification of infant vocalisations such as Convolutional

Neural Network (CNN) with the aim of providing qualitative assessment of child vocalisations

[9]. Other research uses multiple methods and compares the results finding the best performing

model such as Support Vector Machine (SVM) and Bidirectional Long Short-Term Memory

(BLSTM) Neural Networks to detect autistic speech from early infant vocalisations [144].

Analysing child language environment is not limited to a child’s language output but also in-

cludes the language input that influences and shapes their language environment. Therefore,

emphasising the importance of studying the auditory stimuli infants are exposed to, which

includes speech produced by adults. Adults naturally and almost impulsively speak to infants
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with a language and speech register called Infant-Directed Speech (IDS), also called Motherese

or, informally known as, baby talk. It can be defined as speech patterns used by adults such

as parents or caregivers when communicating with pre-verbal infants. Whilst Adult-Directed

Speech (ADS) describes the opposite of IDS, that is the way in which adults speak to other

adults or young adults. Infants prefer IDS over ASD [39, 54, 66], due to its use of several exag-

gerated prosodic features such as melodic high pitch, short sentences with simplified vocabulary,

slow tempo, and exaggerated facial expressions [39]. Moreover, the use of such prosodic cues

predicts infants’ language development [171].

To put it simply, an infant’s language output such as vocabulary acquisition is influenced by

the input they hear [69]. IDS presumably enables word learning and segmentation [115]. The

positive emotion conveyed by IDS promotes associative learning whereas, in contrast, IDS

produced by mothers with depressed mood did not [86]. For example, postnatal depression

affects mother-infant interaction [125]. Moreover, adult-child conversations have been shown to

predict children’s language development [216]. To be able to study IDS, we need to investigate

the daily language environment of infants.

There are many different forms in which the importance of studying and analysing infants’

language production and environment can manifest, such as but not limited to;

• Monitoring child language development

• Language difficulties or deterioration could indicate that a child suffers from a disorder

• Parents and caregivers can be better informed of language development and/or potential

conditions and/or issues

• Providing affordable constant monitoring in cases where a specialist is unavailable or not

yet required

• Child language exposure influences language acquisition as well as development
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2.2 Existing Technologies

In this section we look at existing systems for classifying infant vocalisations such as the Lan-

guage ENvironment Analysis (LENA), Automatic LInguistic unit Count Estimator (ALICE)

and finally the Analysing Child Language Environment around the World (ACLEW) DiViMe.

We also look at the applications of these technologies. These systems are selected for analysis

because they specialise in the classification and analysis of pre-linguistic infant vocalisations.

Note: as mentioned in the previous section there is significantly more research on infant cry

classification, however, this research investigates infant speech beyond that to include other

pre-linguistic vocalisations, including speech-related vocalisations.

The LENA system [57], which leverages a Minimum Duration Gaussian Mixture Model (MDGMM)

[205]; consists of a recording device and a system that records and analyses day-long audio

recordings of speech produced and overheard by infants. It is used by parents and caregivers to

monitor child language acquisition and development; it is also used in experiments by psycho-

paralinguistics researchers studying child language and language disorders. The system works

by starting the recorder when the infant wakes up, the device is tucked in the pocket of the

provided vest, and by the end of the day the recorder sends the audio to the software for analy-

sis. The software then evaluates the child’s environment such as adult speakers, other children

and sounds such as television along with the child’s utterances.

Before the emergence of day-long recordings, short samples of one-hour audio were recorded

in controlled clinical research environments. Understandably, shorter recordings were heuristic

when data collecting, transcribing, and coding [67]. The shift to day-long recordings was

made possible by the current day technological advancements. From the decrease in size of the

recording devices to the systems that perform the analysis, such as the LENA system. Although

it is currently the leading in the field, the system is not foolproof as it makes coding errors [191].

These include incorrect segmentation and annotation, for instance, mistaking electronic speech

for overlap and misidentifying individual speakers of the same gender [26]. The algorithm

tends to misclassify child non-speech sounds as speech [204]. For years the recorder has been
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and still is the leading device as it has proven to be a useful tool for collecting data in the

child language environment. One of the shortfalls of the system is that it does not create

transcriptions, therefore, leaving researchers to make them manually [62]. Previous research

[204] found that the precision of the LENA algorithm to be 75% and 84% for(non-)linguistic,

respectively. Researchers hypothesise that the reliability of the system will decrease when it is

used on a language different than the one it was trained on, being North American English.

However, LENA has shown to be of good reliability in other languages such as European French

[27]. Ultimately, the system is relatively valiant to language and dialect dissimilarity [44].

ALICE [151] is another relatively new introduced system. It automatically measures phoneme,

syllable, and word counts from day-long recordings of infants. Finding that phoneme counts

are to some extent more accurate than syllable and word count in language independent mea-

surement [151]. It takes a slightly different approach from the LENA system as it investigates

different counts. This tool is open source and made available to the public for download from

GitHub at [150].

ACLEW DiViMe is a Virtual Machine (VM) that automatically annotates raw audio recordings

added by the user. DiViMe allows annotations for speech activity detection, talker diarisation,

role diarisation, and vocal type classification. It is created by a team of researchers in machine

learning and child psychology for others within the field of child language pathologists. This tool

is available to the public for download at [1]. In this thesis, we focus specifically on DiViMe’s

vocal type classification tool as it is the infant VoCalisation Maturity Network (VCMNet)

detailed and analysed in Chapter 3.

2.3 Feature Extraction

2.3.1 openSMILE

openSMILE [52] is a feature extraction toolkit used for signal processing and applied to ML

applications. This widely used open-source library is made available for public use, providing
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automatic extraction by processing descriptors from audio and video (commonly applied to

speech, music, and videos). The toolkit supports three sets, ComParE (being the largest

with 6k features), extended/Geneva Minimalistic Acoustic Parameter set (GeMAPS) [50], and

eGeMAPS (both being smaller sets with a range of features between 5 and 88).

ComParE

The Computational Paralinguistic ChallengE (ComParE) [166] set applies Low-Level Descrip-

tors (LLDs), functionals with the elimination of zero-information features. It comprises of

6,373 features including energy, spectral, Mel-Frequency Cepstral Coefficient (MFCC) as well

as voicing quality features [51]. The version released in 2016, being ComParE16 [169], is the

set implemented for feature extraction in this thesis.

2.4 Deep Learning

John McCarthy, Stanford Professor and proclaimed as one of the “founding fathers” of AI

along with Alan Turing, defined AI in 1955 as the science and engineering of making intelligent

machines. Proceeding all, even though ML and Deep Learning (DL) are often used interchange-

ably, we must distinguish the difference. While both are sub-fields in artificial intelligence, deep

learning is a subset in machine learning. DL networks require less human interference as a DL

algorithm can determine the accuracy of a prediction on its own, unsupervised. While ML can

be both supervised and unsupervised learning. Moreover, for a better performing and accurate

model, DL requires more data and parameters, which is why DL benefits from Big Data. The

“law of large numbers” applies here, a theorem from statistics and probability. It suggests that

repeating an experiment or trial will get the average of the results to better approximate the

theoretical average or expected value. A common and simple example used to explain this

theorem is tossing a coin, the probability of tossing heads versus tails, with more tosses the

closer to true probability of 50% in a coin toss. In the case of DL the repetition refers to more

data to be used for the model training. However, various DL models facilitate training on either



2.5. Machine Learning Models 39

small datasets or unlabelled dataset. In this thesis, we focus on DL models and techniques that

address the challenge of having limited data samples for training.

Deep Learning has many use-cases, as research is shifting to real-life applications such as image

recognition, speech translation, and medical diagnosis. The applications are not restricted to

virtual applications, as there are physical and movement-based solutions such as but not limited

to robots performing medical surgeries. In simple words, we use DL to teach a computer how to

automatically perform a certain task, or multiple tasks, with labelled or unlabelled databases

to learn from.

2.4.1 Deep Learning for Medical Diagnosis

Training Deep Neural Networks (DNN) on images such as MRI has shown positive results.

For instance, deep learning has been applied to radiotherapy, in order to automate organ

segmentation and treatment planning [120]. For further information and examples on deep

learning for medical diagnosis, see [18]. For deep learning applications in medical image analysis,

refer to [176]. We focus in this thesis on medical diagnosis with the automatic recognition of

Autism Spectrum Disorder (ASD) using speech vocalisations. However, details on perspective

applications of our work on the classification of infant vocalisations can be found in Section

2.7.

2.5 Machine Learning Models

2.5.1 Generative Adversarial Networks

Generative Adversarial Networks (GANs) have undoubtedly revolutionised the machine learn-

ing field. They were proposed by Goodfellow et al. in 2014 [70] for image generation.

The architecture of a GAN network, displayed in figure 2.1, typically consists of two parts:
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• The generator produces samples imitating real samples that attempt to trick the discrim-

inator.

• The discriminator learns to distinguish real samples from generated samples.

Figure 2.1: Architecture of a standard GAN network. This figure has been taken from the
Google Developers platform. It is under under CC BY-SA 4.0 license and thus it can be
reproduced here (Can be found at https://bit.ly/2EM5dKn).

With the different types of GANs, they have various applications including performing im-

age synthesis [25], image-to-image translation [109], data/image augmentation [60], and style

transfer [213]. Figure 2.2 displays an example of one of our earlier works experimenting with

GANs, employing style transfer to alter the content of one image with the style of another as a

reference. This was done by applying Google’s Deep Dream, it achieves style transfer by giving

images a psychedelic feel. Deep Dream’s code was made open source [123], therefore, allow-

ing developers and creators to freely use and publish work using the code. Images appear to

have a hallucination feel by passing an image to the network (a Convolutional Neural Network

(CNN)), followed by determining the gradient of the image in regards to the activation of a

certain layer. The image is then altered to augment these activations, enhancing the patterns

viewed by the network and resulting in a generated image with a dream-like calibre. Besides

having generative capabilities, that are restricted to computer vision and image generation,

GANs have discriminative abilities and applications. Thus, we harness these abilities and build

varying types of GANs throughout our experimental work for this thesis.
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(i) Original image (ii) Generated image

Figure 2.2: Application of a Deep Dream algorithm for style transfer to an image of a dog.
(i) Left displaying the image before the applied algorithm. (ii) Right displaying the generated
image after. The images have been taken from our work on GANs Style Transfer. The image
on the left is taken by the author, therefore owning copyright to publish. DeepDream is open-
source, thus, generated images are not subject to copyright.

2.5.2 Domain Adversarial Training

The Domain Adversarial Training algorithm was first proposed by Ganin et al. in 2014 [63, 64],

for performing unsupervised domain adaptation. The introduced unsupervised representation

learning with Deep Convolutional Generative Adversarial Network (DCGAN) has proved to be

surprisingly successful in generating realistic images. In accordance to its name, it utilises a

domain adaptation technique, it is an effective approach when a task lacks labelled data, and

another similar yet different domain (task) possesses labelled data. Assuming that the different

tasks or datasets have shared information or commonality. The deep architecture trains on

the source domain’s large amount of labelled data and the target domain’s small amount of

unlabelled data. Therefore, the training approach encourages the development of deep features

that are invariant despite domain changes but still distinguishable for the primary learning task

on the source domain [63]. Accordingly, making the distributions in both the source domain and

target domain identical or comparable. As a result of incorporating this learning representation

method to domain adaptation, the final classifier bases its classification on the learnt features

that are both discriminative and invariant to domain shifts.
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The adversarial learning algorithm for DNNs has gained traction and successful application

to computer vision, more specifically to image generation [147, 46]. With the growth in the

method’s popularity, it has been applied to various other tasks such as text classification [203]

and speech recognition [181]. We employ domain adversarial training to our classification tasks

due to its successful application to discriminative tasks, its ability to effectively leverage mul-

tiple datasets, and address the following; (i) Domain shift problem: this is when the datasets

originate from varied domains or have discrepancies in data distribution. (ii) Transfer learning:

knowledge from multiple datasets is capitalised, by transferring relevant features, representa-

tions, or patterns learned from one domain to another. (iii) Employing unlabelled data: the

algorithm has the ability to leverage large amounts of unlabelled data to learn domain-invariant

representations. (v) Limited labelled data: when one domain lacks labelled data, domain ad-

versarial training can utilise the labelled data from one domain to enhance the performance of

the model on the target domain with limited data.

2.5.3 AutoEncoder

AutoEncoder (AE) was first launched in the 1980s by the Parallel Distributed Processing (PDP)

research group by Rumelhart et al. [158] as a neural network for input reconstruction. However,

with the emergence and advancements in Deep Learning, its popularity has been amplified and

it has been subsumed under the generative model class.

An AE network, displayed in Figure 2.3, typically consists of:

• the encoder, compresses the input into a latent space representation.

• the latent embedding, holds the compressed input and feeds it into the decoder.

• the decoder, decompresses the representations and reconstructs it from the latent embed-

ding.

There are numerous types of AEs, such as the Variational AutoEncoder (VAE) [99], which is a

generative model that works to depict data generation by means of a probabilistic distribution.
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Encoder Decoder

Data Reconstruction

Feature Representation

Figure 2.3: The AutoEncoder architecture for the data representation. The figure has been
adapted from our HeartToHeart study [4], details in Chapter 4

Alongside GANs, VAEs are widely used for image generation. However, in this thesis it is

applied to discriminative tasks rather than generative.

2.5.4 Multi-Task Learning

Artificial neural networks are loosely modelled, however simplified, after the human brain. The

applied techniques can also be considered similar to human behaviour/nature. For instance,

learning a single task can aid learning another, under the assumption that knowledge can

be transferred while the tasks are similar (learning tennis can help in playing paddle). In

ML, this method is referred to as Multi-Task Learning (MTL). However, humans often find

it challenging to multitask effectively, as performing various tasks simultaneously can lead to

decreased performance. While in artificial MTL, models can execute multiple tasks efficiently

in parallel while benefiting from learning the shared features.

MTL models have been successfully applied to various machine learning problems, including

natural language processing [36] and computer vision [68]. They have been beneficial in multi-

modal classification, by training each modal as a single task. As an example, using audio, visual,

and textual modalities, and their shared representations for the task of automatic emotion
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recognition [32]. Additionally, it has shown success in Mutli-modal Sentiment Analysis (MSA),

for instance jointly performing emotion recognition and sentiment analysis as two tasks as they

are related and are inter-dependent on each other [2]. MTL can also aim to leverage training

multiple datasets as different tasks [210]; which is the application of this method in this thesis.

This learning technique aims to further resolve the problem of representation learning with a

collection of tasks/modalities/datasets.

Adversarial Multi-Task Learning

The fusion of multiple approaches is a common technique in ML that helps in leveraging capa-

bilities from more than one model. As the name suggests this algorithm combines adversarial

training and multi-task learning. This method allows training more than one task simultane-

ously, while also learning representations adversarially to the domain tasks. It is the process of

training a shared model on multiple tasks concurrently, while the model is encouraged to learn

domain-invariant representations by the adversarial component. Through joint optimisation of

the task-specific objectives and the adversarial objective, the Adversarial Multi-Task Learning

(AMTL) approach promotes learning shared representations which are both task-specific and

invariant across different domains or tasks [110]. Resulting in an advantageous technique and

encouraging an improved robustness and performance of the model, despite the presence of

limited labelled data or domain shifts.

As this technique involves MTL, the model’s tasks share the input layers for extracting the

representation [177]. Figure 2.4 shows the feature space for two tasks, displaying redundancy

in the repetition of shared features in both tasks. On the left the two tasks share features that

are not leveraged, while on the right the feature space has the shared features. Thus, the model

has the ability to mitigate the interference between the shared and private latent feature spaces

[110].
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(i) Public (ii) Adv

Figure 2.4: Feature space: The red and yellow circles represent the task specific features, while
the orange circles represent the shared features. (i) Public feature space. (ii) Adversarial feature
space.

AutoEncoder-based Multi-Task Learning

Similar to the method in the previous Subsection, this is another fusion model combining an

autoencoder and multi-task learning. Performing data reconstruction aids the model by enforc-

ing it to learn more robust representations of the data, speech data in this instance. Therefore,

the model is encouraged to learn features that are more discriminative and less susceptible to

noise and other variations in the speech signal. Subsequently, this can help enhance the model’s

accuracy in classifying speech data, even in the presence of noise or distortions in the data.

2.5.5 Fine-Tuning

Fine-tuning is a transfer learning method; it is a commonly used technique in computer vision.

It is the process of tuning a pre-trained model on one task on another similar task, thus,

knowledge is gained as both are from a related ask or domain [134]. Under this assumption,

the model is expected to perform marginally better. For example, one can train a model to

classify animals then add another model to classify dogs, through fine-tuning the pre-trained

model. This technique takes advantage of pre-trained models as deep learning neural networks

benefit from training large datasets, that might not always be available, therefore, saving time

and resource costs when compared to pre-training a base model [34]. At a closer look, in-terms
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of time and speed, fine-tuning takes hours while pre-training could take up to days/weeks,

respectively. As for computational resources, although fine-tuning requires at least one GPU,

pre-training requires a cluster of GPUs. Therefore, fine-tuning appears to be beneficial when

resources are limited.

Figure 2.5 shows the difference between training a conventional neural network model and a

neural network fine-tuned model. The difference lies in adding the fine-tuning, which benefits

from the knowledge gained during pre-training a problem in a related task.

Conventional
Neutral Network

Model

Fine -Tuned
Neural Network

Model

Pretraining
Parameters
and Weights

Training Output

Pretraining
Parameters
and Weights

Training OutputFine-Tuning

Figure 2.5: Process comparison between training a neural network model and a fine-tuned
neural network model.

2.5.6 Wav2Vec

Wav2Vec was first introduced in 2019 by Facebook AI Research (FAIR) for speech repre-

sentations and recognition and it has demonstrated favourable results for Automatic Speech

Recognition (ASR) tasks [162, 13]. Pre-trained on 960 hours of speech sampled at 16 kHz using

the Librispeech corpus [135]. It can be considered both unsupervised and supervised, the prior

as the first phase of the model is self-supervised as it trains on unlabelled data. The latter is

in reference to the second phase of training, it performs supervised fine-tuning using labelled

data. The fine-tuned model on the labelled data uses a connectionist temporal classification

(CTC) loss [76, 12], that measures the alignment between the predicted representations and

the ground truth labels. It has proven to be show effective outcomes for classification tasks,

including text classification [108]. Additionally, fine-tuning a pre-trained Wav2Vec model has
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achieved competitive results even when fine-tuned on a small set of labelled data. This is

instrumental in the absence of extensive labelled datasets for training, which is a frequently

encountered issue for researchers.

Figure 2.6 displays the architecture of the Wav2Vec model, it jointly learns contextualised

speech representations and discretised speech units. This is carried out by masking the feature

vectors randomly then feeding them to a transformer network.

Figure 2.6: Illustration of the Wav2Vec framework which jointly learns contextualised speech
representations and an inventory of discretised speech units. Image from the original paper on
WaV2Vec by Baevski et al. [14].

Wav2Vec 2.0

Wav2Vec 2.0 [14] was later introduced, in 2020 with changes and improvements. It performs

and compares pre-training on the Librispeech corpus [135] to audio from the LibriVox [98].

LibriVox is a larger set with 53.2k hours after pre-processing [94]. The model is then fine-

tuned using training data from the TIMIT dataset [65], which has a total of five hours of audio

accompanied by elaborate phoneme labels. Although Wav2Vec 2.0, similar to Wav2Vec, was

introduced for ASR (speech-to-text tasks) it has shown success in various other tasks such as

Speech Emotion Recognition (SER) [138, 194]. In this thesis, we apply it to speech classification
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for the automatic recognition of autism spectrum disorder.

2.6 Dataset Challenges

Research in diverse, noisy, and imbalanced datasets has been extensively explored in various do-

mains, shedding light on the challenges and potential solutions. For instance, a meta-analysis on

accessibility datasets revealed gender and race representation gaps, reflecting ethical challenges

in data collection, particularly in obtaining assent or parental permission for youth-related

datasets [95]. Class imbalance in classification tasks is found to have a significant influence

on classifier performance [188]. In text classification, cost-sensitive classification is applied to

account for the different costs associated with various types of misclassification. This approach

minimises the overall cost by handling each type of error differently and enables models to pri-

oritise the minority class more effectively [132]. This approach allows models to make decisions

based on specific costs associated with different types of errors, leading to more appropriate

and aligned models with the defined problem’s objectives and constraints. Level methods and

Algorithm-Level techniques are investigated as solutions to handling class imbalance, they are

fused with other methods for enhanced capabilities. For instance, batch balancing and focal loss

collectively utilised for addressing class imbalance challenges in DL models has shown promising

results [179]. Batch balancing equalises the learning of class samples within each batch, while

focal loss adds importance to hard samples in the learning gradient.

Oversampling and undersampling are common techniques used to handle data imbalances.

Oversampling involves replicating minority class instances randomly, which can lead to over-

fitting. Undersampling is an effort to eliminate data points from the majority class randomly

until the classes are balanced, but it may lead to information loss. Additionally, Synthetic Mi-

nority Over-sampling Technique (SMOTE) is another resampling method. SMOTE generates

synthetic samples by creating new instances along the line segments joining similar instances of

the underrepresented class, helping to balance the dataset effectively. Combining oversampling

and undersampling is also beneficial for certain scenarios such as credit card fraudulent trans-
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action detection [173]. Furthermore, deep learning strategies, such as data augmentation and

generative models like Variational AutoEncoder (VAE) and Generative Adversarial Network

(GAN), have been employed to address issues with small datasets in different domains, includ-

ing 2D materials research and medical data analysis [6]. GAN-based augmentation applied

to X-ray classification to tackle class imbalances, has lead to improved downstream perfor-

mance for minority classes [182]. The studies referenced [6, 182] highlight the importance of

addressing diverse, noisy, and imbalanced datasets across different domains and the use of deep

learning methods to overcome these challenges. In this thesis, we propose several DL training

techniques, including adversarial training and transfer learning, to address these dataset issues.

2.7 PRISMA Review

2.7.1 Introduction

An infant’s sounds production is crucial to language development, from crying and cooing to

babbling to words. Pre-liguistic vocalisations, such as babbles, hold communicative value and

more. As previously discussed, studying canonical versus non-canonical vocalisation production

can be indicative of language development. Instances of lack or absence of growth in the

production may be an indication the infant is facing challenges [112]. As an example, comparing

Typically Developing (TD) infants to infants with a later diagnosis of childhood apraxia of

speech, TD infants were found to produce more canonical babbles [131]. This further emphasises

the importance of studying early language development, as it enables anticipating the child’s

future language acquisition and progress [143].

After extensive research, we found a lack of studies on AI-based infant speech-related vocali-

sations classification. While existing research surveys focus on the classification of pre-babble

vocalisations [92] and crying [199]. Therefore, we opted to construct this review on infant

non-cry vocalisations, more specifically on speech-related pre-linguistic babbles (canonical and

non-canonical babbles). The Preferred Reporting Items for Systematic Reviews and Meta-
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Analyses (PRISMA) [117] is employed to review and analyse studies on infant speech-related

vocalisations. This systematic review method is implemented to provide readers with the most

relevant research and AI-based classification methods.

2.7.2 Method

We implement the Preferred Reporting Items for Systematic Reviews and Meta-Analyses

(PRISMA) checklist (see https://prisma-statement.org).

Eligibility Criteria

The chosen focus is on AI-based classification for infant speech-related pre-linguistic vocali-

sations peer-reviewed journal articles published in the English language in the last decade,

between 2013 and 2023. Moreover, the centre of attention of the inclusion criteria was the tech-

nologies applied to the automated classification; artificial intelligence, neural networks, machine

learning, and deep learning. Table 2.1, lists the inclusion and exclusion applied to the eligibility

criteria.

The objective of this study is pre-linguistic vocalisations, regardless of the fact that more re-

search was conducted and is available on cry classification. Therefore, for the exclusion criteria,

cry without speech-related (canonical and non-canonical) vocalisations such as “crying”, “fuss-

ing”, and “laughter” classification [9] are removed for this review. Studies without AI-based

applications are further excluded from this review, including classification by Speech and Lan-

guage Therapists (SLTs)[202, 139, 79]. In addition to studies employing existing automated

classification systems [114], i.e., the LENA system [57]. Classification categories were another

consideration among the exclusion criteria, such as babble, cry and fuss as the vocalisations to

be classified [107], babble being a single class, while we focus on the two classes, being canonical

and non-canonical babbles. Additionally, even though one study investigates infant canonical

versus non-canonical babbles [172], manual classification is implemented and comparisons of

the same data are made between annotations produced by (i) trained human coders, and (ii)

https://prisma-statement.org
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Table 2.1: Inclusion and exclusion criteria.

Inclusion Exclusion
Relevant to the research topic/objective Books and Chapters
AI classification techniques Non-AI classification techniques

Can/non-can babbles Non-speech-related vocalisations

crowd sourced.

Strategy

The terms used for the search include; artificial intelligence, machine learning, deep learning,

automatic classification, infant vocalisations, canonical babble, infant speech. Bibdesk was the

chosen software for managing the articles during the selection process.

Selection Process

For the selection process, the screening took two phases. In the first phase, titles and abstracts

of studies were identified then screened against the eligibility criteria. For the second phase,

full-text was manually screened for each article. Manual screening was crucial due to “cry”

being an infant vocalisation and “infant vocalisations” often appears in titles and abstracts of

studies. The flow diagram in figure 2.7 displays the identification to the screening process to

the finally included number of articles.

2.7.3 Results

Screening Results

Initially the chosen research databases for this systematic review were; IEEE Explore, Springer-

Link, ScienceDirect, ACM Digital Library, and arXiv. However, the task became challeng-

ing due to the limited number of results relating to the research objectives. Consequently,

GoogleScholar search was then applied as its results were perceived to be the most relevant. The
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INTERSPEECH 2019 ComParE Sub-Challenge on Baby Sounds Classification [163] along with

submissions made to the challenge and a later published research using the challenge’s dataset

[71, 208, 97] were selected for review. Due to the challenge and database (Baby Sounds Corpus)

including speech-related pre-linguistic vocalisations, the database consists of five categories; (i)

canonical babbling, (ii) non-canonical babbling, (iii) laughing, (iv) crying, and (v) junk/other.

The challenge and submitted papers can be found at https://www.isca-speech.org/.

A more precedent than the aforementioned challenge is the INTERSPEECH 2018 ComParE

Crying Sub-Challenge [167] which applies the Cry Recognition In Early Development (CRIED)

dataset [116]. The challenge paper as well as submissions made [73, 190, 184] and research

using the dataset [10] are excluded from this review. Due to the dataset not including speech-

related vocalisations, it comprises of classes for (i) crying, (ii) fussing, and (iii) neutral. Figure

2.7 displays the inclusion and exclusion process. For this review, 20,435 repeated records were

removed, 46,752 further records were excluded from the screening, for the first screening phase

90 records were eliminated, and 48 records during the second screening phase. The selection

criteria was used to analyse the records during the two screen phases. Finally, 6 full-text

research papers were selected for review.

2.7.4 Discussion

Initial Observations

The interest in the research topic can be denoted from the increase seen in recent years. The

year 2019 saw a spike in research articles on the topic, due to the INTERSPEECH 2019 [163]

Baby Sound Sub-Challenge and the availability of a large dataset for training Machine Learning

models. The LENA device and system are currently widely used for the collection and analysis,

which was evident from the datasets used in the selected articles for review as well as others

that were unselected. Moreover, the datasets consisted of day-long audio recordings, showing

the current direction of research in relation to data collection and analysis as it moves from lab-

collected data. An infant’s natural language environment is more represented by home-collected

https://www.isca-speech.org/
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Figure 2.7: PRISMA flow diagram showing identification of studies in GoogleScholar, and
INTERSPEECH website as the other used method. The figure has been taken from our work
PRISMA that is submitted for publishing.

day-long data, which explains this trend in research. The use of long-form recordings emphasises

the need and importance of implementing AI-based classification methods and solutions, as

they have the computational ability to segment and classify audio data in the thousands of

hours. Additionally, the classification of infant pre-linguistic vocalisations, speech-related, and

specifically babbles, has further applications, including the detection of neuro-developmental

disorders [129]. Table 2.2 is a list of the present and potential applications of classifying infant

speech-related vocalisations.

Key Findings

The selected research articles for this systematic review are displayed in table 2.5, along with

the authors & year, title, AI approach, vocalisations & dataset, and Unweighted Average Recall

(UAR) score. All but one study choose UAR on the test set as the performance evaluation

metric, the study chooses model accuracy instead. UAR is obtained by calculating the sum



54 Chapter 2. Background

Table 2.2: Current and prospective applications of automatic AI-based infant speech-related
vocalisations classification with the purpose of early identification.

Application

Fragile X [143]
Rett Syndrome [20]

Down Syndrome [129]
Hearing impairment [175]

Childhood Apraxia of speech [131]
Autism Spectrum Disorder [144, 206]

Communication impairment with cerebral palsy (CP) [195, 113]

of recalls per class divided by the number of classes. It is beneficial with class distribution

imbalances [170] and when research is interested in the performance of all classes rather than

a specific class. Unbalanced class distributions in instances are evident in the selected papers

for review.

Schuller et al. [163] introduced the INTERSPEECH 2019 Baby Sound Sub-Challenge training

on the Baby Sound corpus. The dataset at the time of the challenge contained 12,445 vo-

calisations from infants without any diagnosed speech or developmental delays collected and

analysed using the LENA system [57], except for the manually segmented Casillas corpus [29].

The data distribution is shown in Table 2.3. The ComParE acoustic feature set, Bag-of-Audio-

Words (BoAW), and the auDeep toolkit are employed for the feature extraction. The features

are then classified with a Support Vector Machine (SVM). The ComParE feature [169] set

extracts 6,373 static functionals over acoustic LLDs using the openSMILE tool [52], therefore

obtaining supervised data-learnt feature representations. BoAW produces a codebook based

vector quantisation, then represents audio chunks as histograms of acoustic LLDs. Finally, the

auDeep toolkit [8, 59] applies recurrent sequence to sequence autoencoders for learning deep

unsupervised representations. The best performing approach exploited a fusion of the three

models and scored a UAR of 58.7%.

Gosztolya et al. [71] take part in the INTERSPEECH 2019 Baby Sound Sub-Challenge and

therefore, use the challenge’s Baby Sound Corpus. The dataset split utilised is displayed in

Table 2.3. This study compares using ComParE functionals, Fisher Vectors (FVs), and BoAW

for the feature representations, while training an SVM model for the classification on the Baby
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Table 2.3: Data distribution over different partitions and categories of the Baby Sounds corpus.
Non-can stands for non-canonical; can for canonical.

Baby Sounds
∑

non-can. can. crying junk laughing

Train 3 996 1 437 444 243 1 826 46
Develop 3 617 1 678 378 163 1 357 41
Test 3 691 1 370 604 263 1 392 62∑

11 304 4 485 1 426 669 4 575 149

Sounds corpus. FVs are adapted from image to audio processing, to extract frame-level features

modelled by Gaussian Mixture Model (GMM). Combining all three feature sets obtained the

best result with 59.5%.

Yeh et al. [208] revolve their research on data augmentation and applying an Adversarial

Auto-Encoder network (AAE) to data samples generation. This is another research submitted

to the INTERSPEECH 2019 Baby Sound Sub-Challenge and thus it also uses the Baby Sound

Corpus (see Table 2.3 for corpus details). Feature extraction uses au-Deep, ComParE, and

IS10-paraling [165] (the latter two being openS- MILE feature sets) to train a SVM model.

The study compared the performance of Early Fusion of three feature sets (SVM- EF), Ad-

versarial Auto-Encoder Synthetic features (AAE), and Conditional Adversarial Auto-Encoders

Synthetic features (C- AAE) as data augmentation methods with C-AAE performing best with

62.4%. This was the winning research for the INTERSPEECH 2019 Baby Sound Sub-Challenge

achieving the highest UAR score.

Al Futaisi et al. [3] employ a combination of deep learning methods trained on two datasets, one

being annotated using the LENA system [57] and the other annotated by human coders. In this

study, the Baby Sound corpus was used and expanded upon. Noting that the study addresses

class mismatch as the two datasets have different classes. Representations were extracted from

the audio samples using ComParE functionals [168]. The DL methods applied include Multi-

Task Learning, adversarial training, and a hybrid model that fuses the two with Adversarial

Multi-Task Learning (AMTL). The MTL model outperformed the rest, obtaining a UAR of

50.1%. The data distribution is displayed in Table 2.4. This work is covered in this thesis, see

Chapter 3 for more details.
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Table 2.4: Data distribution over different partitions and categories of the ACLEW and LENA
datasets. Non-can stands for non-canonical; can for canonical.

ACLEW
∑

non-can. can. crying other

Train 8 194 5 664 2 156 263 112
Develop 4 573 3 076 1 250 210 37
Test 4 060 2 956 827 234 44∑

16 827 11 696 4 233 707 193

LENA
∑

ling. non-ling.
(non-can./can.) (crying/other)

Train 28 572 17 012 11 560
Develop 4 317 2 939 1 378
Test 5 017 3 123 1 894∑

37 906 23 074 14 832

Kaya et al. [97] classify the four vocalisation categories using the Baby Sounds Corpus. See

Table 2.3 for details on the data distribution. Features are extracted using BoAW, FV, and

openSMILE [52] functionals with clustering along with kernel machines. The study then inves-

tigates Extreme Learning Machines (ELM) versus their Weighted Kernel version (WKELM)

for the classification modelling. The highest score is obtained from the WKELM model with

61.4%.

Ebrahimpour et al. [47] employ the dataset [145], containing canonical and non-canonical

babbling. Similarly to the datasets in the previous studies, this research uses the LENA system

[57] for the collection and analysis of audio recordings. The models underwent training using

2,456 one-second-long audio clips. These clips were down-sampled to 8 kHz and standardised

to have a zero mean and unit variance. The paper does not detail the data distribution over

partitions nor the sample size of the development and test sets. This study addresses two

additional classification tasks, being (i) infant speech-related versus non-speech vocalisations

and (ii) infant versus adult vocalisations. The employed model uses data in raw audio form

and applies convolutional neural network layers to learn the representations of infant speech.

CNN with inception performed better with an accuracy of 77.0%.
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2.7.5 Limitations

Due to the complexity of the task, there may be additional research on this topic that is not

covered in this review. The term ”cry,” as a type of infant vocalisation, contributed to this

difficulty, as a significant portion of search results focused on cry classification. As a result,

manual identification and selection were necessary.

2.7.6 Summary

The PRISMA guidelines were followed for systematic review reporting best practice selecting

6 peer-reviewed articles from 2013 to 2023 in the English language, on AI-based infant speech-

related vocalisations classification techniques. Using the inclusion and exclusion criteria, articles

deemed irrelevant to the research topic and objectives were excluded from the study. The

results showed a lack of research papers that specifically apply Artificial Intelligence techniques

to classifying infant vocalisations beyond crying sounds. Nevertheless, the results also show

a constant progress in the field with new techniques being applied. Also finding that AI

technologies should be leveraged as they provide opportunities and are cost effective. We

believe that there is more work to be done within this field, which is demonstrated by the

accuracy and experimental results that can be facilitated by AI techniques. Undoubtedly, the

performance of present-day systems showcases promising strengths as well as opportunities for

further improvement.

2.8 Conclusions

In this Chapter, we presented the most important background on infant atypical speech anal-

ysis that is related to our work. In particular, we discussed the existing research and systems

around child language environment such as infant vocalisation classification, addressee classifi-

cation, and atypical speech recognition. Afterwards, we detailed the developments in wearable

technology that facilitate recording and analysing day-long audio clips of infants. We then
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covered the Deep Learning algorithms which will help us mitigate the previously discussed

problems in Section 1.1. Finally, we conducted a systematic review, being PRISMA, for infant

speech-related vocalisations classification.
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Table 2.5: Selected articles for review, using AI-based two-class classification (canonical versus
non-canonical babbles). Vocs stands for vocalisations. The figure has been taken from our
work, PRISMA, that is submitted for review.

Authors&Year Title AI Approach Vocs&Dataset UAR %

[163] Schuller et
al., 2019

The inter-
speech 2019
computational
paralinguistics
challenge: Styr-
ian dialects,
continuous
sleepiness, baby
sounds & orca
activity

SVM Canonical —
non-canonical
(Baby Sounds
corpus)

58.7

[71] Gosztolya et
al., 2019

Using Fisher
Vector and Bag-
of-Audio-Words
representations
to identify Styr-
ian dialects,
sleepiness, baby
& orca sounds

SVM Canonical —
non-canonical
(Baby Sounds
corpus)

59.5

[208] Yeh et al.,
2019

Using Attention
Networks and
Adversarial
Augmentation
for Styrian
Dialect Contin-
uous Sleepiness
and Baby Sound
Recognition

Attention-based
CNN, Adversar-
ial Autoencoder

Canonical —
non-canonical
(Baby Sounds
corpus)

62.4

[3] Al Futaisi et
al., 2019

VCMNet:
Weakly super-
vised learning
for automatic
infant vocalisa-
tion maturity
analysis

Aderversarial
Training, MTL,
and AMTL

Canonical —
non-canonical

50.1

[97] Kaya et al.,
2020

Combining
clustering and
functionals
based acoustic
feature repre-
sentations for
classification of
baby sound

SVM, ELM, and
WKELM

Canonical —
non-canonical
(Baby Sounds
corpus)

61.4

[47] Ebrahim-
pour et al., 2020

Infantnet: A
deep neural
network for
analyzing infant
vocalizations

CNN with and
without incep-
tion

Canonical —
non-canonical

N/A
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In this Chapter, we introduce a critical classification task in child language environment analysis

focusing on infant vocalisation maturity. We leverage multiple datasets at once, detailed in

Section 3.2, to implement DL training techniques and architectures, discussed in Section 3.3.

We propose an Adversarial Multi-Task Learning training strategy. We present the required

experimental setup and network training, in sections 3.4 and 3.5. The results of the experiments

are then discussed and evaluated, in sections 3.6 and 3.7. We end the Chapter with limitations

and summery of the executed work, in 3.8 and 3.9. The work is published in ICMI2019 [3].

60



3.1. Introduction 61

3.1 Introduction

Automatic annotation and segmentation of audio saves time and resources. This is particu-

larly useful in classifying long-form audio recordings, which could go up to 16-hours of daily

recordings. Despite the rapid advances in Artificial Intelligence (AI), infant vocalisation classi-

fication remains a challenging task due to the difficult nature of distinguishing the differences

between canonical versus non-canonical babble at initial stages of vocalisation production. The

comparison between the production of the two babbles could be indicative of developmental

disorders. For instance, infants with a later diagnosis of childhood apraxia of speech are found

to produce fewer canonical babbles than Typically Developing (TD) infants [131]. Therefore,

studying babble production enables analysing infant VoCalisation Maturity (VCM).

3.2 Datasets

For this study we use two datasets; the first we refer to as the strongly labelled dataset

(ACLEW) and the second as the weakly labelled dataset (LENA). The datasets have a category

mismatch; with the prior having four classes and the later having two classes. We address the

category mismatch issue with the machine learning techniques discussed in Section 3.3. Data

distribution over partitions for each dataset is shown in Table 3.1.

Note: Data access was granted after appropriate ethical training, see Section 6.2.1 for more

details on this.

3.2.1 Strongly Labelled Dataset (ACLEW)

This dataset was created as part of the Analysing Child Language Environment around the

World (ACLEW) project. The strongly labelled (ACLEW) dataset was labelled by skilled

human coders. It is a collection of datasets, the first comprises of day-long audio recorded via

infant-worn devices from 60 children between the ages of 3 and 36 months. Of these children
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Table 3.1: Data distribution over different partitions and categories of the ACLEW and LENA
datasets. Non-can stands for non-canonical; can for canonical.

ACLEW
∑

non-can. can. crying other

Train 8 194 5 664 2 156 263 112
Develop 4 573 3 076 1 250 210 37
Test 4 060 2 956 827 234 44∑

16 827 11 696 4 233 707 193

LENA
∑

ling. non-ling.
(non-can./can.) (crying/other)

Train 28 572 17 012 11 560
Develop 4 317 2 939 1 378
Test 5 017 3 123 1 894∑

37 906 23 074 14 832

10 were exposed to Tesltal [29], 10 to UK English [156], 10 to Argentinian Spanish [155], and

the other half were exposed to US/Canadian English [21, 118, 196]. Some of these recordings

are available at HomeBank ht tp s: // ho me ba nk .t al kb an k. or g . HomeBank is an online

repository of real-world child-centered audio recordings such as day-long home recordings. 15

2-minute audio clips were sampled at random for each child, segmented, and annotated using

the ACLEW Annotation Scheme (for a tutorial on using the scheme, see [30]). The categories

are (i) two linguistic classes (canonical and non-canonical vocalisations) and (ii) non-linguistic

classes (crying and vegetative sounds such as burping and laughing).

3.2.2 Weakly Labelled Dataset (LENA)

The weakly labelled (LENA) dataset was labelled entirely by the LENA system [205] using

20 day-long audio clips recorded in the United Stated. This system was developed to analyse

day-long infant-centred recordings, along with speaker diarisation and other classification cat-

egories [204]. It includes a two-class linguistic versus non-linguistic classification. Linguistic

vocalisations include canonical and non-canonical; non-linguistic ones include crying, laughing,

and vegetative sounds such as burping. This corpus can be found at HomeBank by visiting

ht tp s: // ho me ba nk .t al kb an k. or g at [196, 21].

https://homebank.talkbank.org
https://homebank.talkbank.org
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3.3 Methodology

In this section we cover the deployed Deep Learning (DL) methods to be used for training

on the four-class strongly labelled ACLEW dataset and the two-class weakly labelled LENA

dataset.

3.3.1 Multi-Task Learning (MTL)

MTL has the ability to improve the performance of one task with the assistance of other

related tasks. Due to having more than one dataset for training, we implement MTL as it

trains multiple datasets as tasks simultaneously. The tasks being a four-class target task on

the strongly labelled ACLEW dataset and a two-class source task on the weakly labelled LENA

dataset (more details on the datasets in Section 3.2). Additionally, we use MTL due to its ability

to train the model on several relevant tasks and distilling robust representations shared between

tasks. Thus, potentially transferring knowledge from the source to the target task [215]. In

our case, even though the target task (ACLEW set) has limited training samples, it could

still benefit from the MTL strategy due to MTL’s ability to partially overcome the overfitting

problem [212].

The network structure of the MTL is shown in Figure 3.1, for the target task (four-task Vo-

Calisation Maturity (VCM) task on the strongly labelled ACLEW data) and the source task

(two-class VCM task on the strongly labelled LENA data). We use hard parameter sharing,

with the multiple tasks sharing the model weights.

Mathematically, the loss function of MTL can be written as the following equation:

J (θg, θs, θw) =
1

n

n∑
i=1

Li
s(θg, θs) + α

1

m

m∑
i=1

Li
w(θg, θw), (3.1)

where the network parameters of: the feature extraction layers, the classification layers for the

target task trained on the strongly labelled ACLEW dataset, and the classification layers for
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Figure 3.1: Framework of the introduced multi-task learning for infant vocal maturity analysis.
The figure has been adapted from our work VCMNet [3].

the source task trained on the weakly labelled LENA dataset are represented by (θg, θs, θw).

The contributions from the source task are controlled by the hyper-parameter α. We use cross

entropy for the losses from the target and source tasks, which are denoted by Ls and Lw.

3.3.2 Adversarial Training

Regardless of MTL’s ability to transfer knowledge between numerous tasks, the strategy expects

the tasks to be from same or similar domains [110]. In other words, as the input originates from

varying domains, there is no assurance that the high-level representations learnt by the MTL

model share the same space [82, 110]. In this case, the underlying information cannot freely

flow over different tasks. To address the domain mismatch issue, domain adversarial training,

proposed by Ganin et al. [63], aims to learn the domain invariant features among different data

domains. In our cases, the four-class strongly labelled ACLEW dataset (source domain) and

the weakly labelled two-class LENA dataset (target domain).

The architecture of this method is displayed in Figure 3.2, for the target task (VCM classifier)

and the source task (domain classifier). The feature extraction modelling extracts high-level

representations from the various domains (datasets). The feature extractor projects the data
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from different separate domains into high-level representations, which are discriminative for

a VCM classifier and indistinguishable for a domain classifier. The labels for the domain

adversarial task correspond to the domains, i.e. the datasets. We arbitrarily defined the labels

of ACLEW data to be 0, and the labels of LENA data to be 1. The first layers represent

the domain-invariant feature space. The aim of which is to learn a feature mapping F(x) of

mapping the x input to V domain-invariant space. In the feature space V, the mismatch issue

is reduced, that is the mismatch between the source and target domains. Resulting in better

performance in classifying on the target task. With the goal of making the features learnt

invariant to the two tasks/domains (i.e., ACLEW and LENA).

Feature 
Extraction 
Modelling

Classification

Predictions

ComParE16

Fully connected layer

Fully connected layer

Fully connected layer

Fully connected layer

Fully connected layer

Fully Connected Layer

Domain Adversarial

Fully connected layer

Fully Connected Layer

4-class (ACLEW)

Figure 3.2: Framework of the introduced adversarial multi-task learning for infant vocal matu-
rity analysis. The figure has been adapted from our work VCMNet [3].

Mathematically, the networks are optimised by the following objective function:

J (θg, θs, θd) =
1

n

n∑
i=1

Li
s(θg, θs)− β(

1

n

n∑
i=1

Li
d(θg, θd) +

1

m

m∑
i=1

Li
d(θg, θd)), (3.2)

In Equation 3.2, n and m denote the number of strongly labelled data and weakly labelled

data. The network parameters of: the feature extraction layers, the classification layers for the

target task trained on the strongly labelled ACLEW dataset, and the classification layers for

the domain task trained on the weakly labelled LENA dataset are represented by (θg, θs, θd).
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Ls and Ld represent the classification loss (i. e., cross entropy) from the domain and VCM

classifier. We use a hyperparameter, β, to control the trade-off between the two tasks during

learning. Finally, we minimise the objective function to obtain the parameters of the feature

extractor (θg) and VCM classifier (θs) using the following equation:

(θ̂g, θ̂s) = arg min
θ

J (θg, θs, θ̂d) (3.3)

In contrast, the parameters of the domain classifier (θd) are trained by maximising the objective

function as:

θ̂d = arg max
θ

J (θ̂g, θ̂s, θd) (3.4)

With such a minmax optimisation process, the representations learnt from different domains

cannot be easily distinguished [63]. Due to its efficiency, domain adversarial training is being

used widely in diverse applications, such as affective computing [82].

3.3.3 Adversarial Multi-Task Learning (AMTL)

We propose a training strategy, which is a fusion of the previous two methods, therefore,

harnessing the capabilities of both. Domain adversarial training is able to distil the domain

invariant representations, whereas, MTL is efficient in extracting robust and discriminative

representations among different tasks. Consequently, AMTL takes advantages of both learn-

ing strategies. The complete network architecture of AMTL is displayed in Figure 3.3. The

high-level representations from the datasets (target and source domain) extracted during the

feature extraction, are indistinguishable for the domain classifier and discriminative for the

VCM classifier.

We minimise this objective function to optimise the network parameters, with the exception of
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Figure 3.3: Framework of the introduced adversarial multi-task learning for infant vocal matu-
rity analysis. The figure has been taken from our work VCMNet [3].

the parameters of the domain classifiers:

J (θg, θs, θd) =
1

n

n∑
i=1

Li
s(θg, θs) + α

1

m

m∑
i=1

Li
w(θg, θw)

−β(
1

n

n∑
i=1

Li
d(θg, θd) +

1

m

m∑
i=1

Li
d(θg, θd))

(3.5)

Looking at equation 3.5, it is simply the combination of the objective functions of domain

adversarial training and MTL. Also, similarly to the previous two methods, the contributions

from MTL and domain adversarial training are controlled by the hyper-parameters α and β.

3.4 Experimental Setup

Before training the models, the data must be converted into a format that computers can

understand, from unstructured raw data in audio form to features distinguishing data to final

class predictions. The workflow process is shown in figure 3.4. Starting with segmenting and

annotating the audio, followed by extracting acoustic features, the data is then standardised.

Finally, the data is fed into the network for training which in turn produces label predictions
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at the classification level.

Raw Audio Segmentation Annotation
Acoustic Feature
Extraction (LLD

Descriptors)
Standardisation Training Classification

Figure 3.4: Complete workflow: From raw data to classification.

The labels were made available in spreadsheets in CSV form along with filename, onset, offset.

New audio clips had to be created from the day-long recordings using the information from

the CSV files, and new CSVs also created consisting of file names, participants, partitions, and

labels. Resulting in 16,827 samples of strongly labelled data (ACLEW) and 37,906 samples

of weakly labelled data (LENA). The samples were then randomly split into partitions, being

training, development, and test sets (without considering which participant a sample was drawn

from). The data distributions for the strongly labelled data ACLEW and weakly labelled data

LENA datasets over partitions are displayed in Table 3.1.

For the acoustic feature extraction, the openSMILE [52] toolkit was leveraged. More specifically

we employed the feature set created for the Interspeech 2016 Computational Paralinguistics

Challenge (ComParE16) [169]. We start by extracting 65 Low-Level Descriptors (LLDs) along

with their first derivation (delta) at the frame level. A set of functionals such as means and

peaks is then applied to the sequential LLDs, producing 6,373 dimensional static features per

segment.

3.5 Network Training

A conventional deep neural network structure was deployed for the framework design, consisting

of feed-forward fully connected layers. The dense layers comprised of 100 nodes per layer,

with the weights randomly initialised. To address the over-fitting problem, we use the ReLU
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activation function, as it also addresses the gradient vanishing issue. We also added an L2

norm regularisation term to control the contribution with a weight of 0.0001. To further reduce

over-fitting, we also apply a dropout rate of 0.2 to each dense layer of the network. As displayed

in Figure 3.2, for instance, the network shares the feature extraction model with three hidden

fully connected layers, and the classification tasks with two hidden fully connected layers. For

the training optimisation, we use the Adam optimisation algorithm with the initial rate at

0.001. The batch size is set to 128, therefore, 128 training instances per iteration. Noting that

these hyper-parameters were selected by a random search strategy deployed on the ACLEW

dataset’s development set, to find the best results from each model.

Before feeding the training data into the network, an on-line standardisation strategy was

employed, by applying the mean and variance obtained from the ACLEW training set to the

development and test sets. For the LENA dataset, our experiments exclusively utilised the

training set and it was standardised by itself.

3.6 Results

To evaluate the performance of the models we calculate the F1 score and the UAR from the

development and test sets. Recall is mathematically calculated as demonstrated in equation

3.6. The UAR is obtained by initially calculating the sum of recalls per class, then dividing

the sum by the number of classes. The F1 score is the calculation, as displayed in equation

3.7, of the harmonic mean of precision and recall. We are interested in unweighted average

recall rather than weighted as our class distributions are unbalanced and the performance over

all classes is more useful than one specific class, therefore, in such cases unweighted is more

meaningful [170].

Recall =
TP

TP+FN
(3.6)
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F1 =
2 · precision · recall
precision+recall

=
2 · TP

2 · TP+FP+FN
(3.7)

We compare the results from the three training techniques with the baseline using the afore-

mentioned evaluation metrics, results are shown in table 3.2. It is important to keep in mind

that the evaluations are conducted using the results from both the development and test sets

of the ACLEW dataset. The baseline implements a conventional deep neural network, with

the parameters from Section 3.5, that does not incorporate any domain adversarial training or

MTL processes. The results of the baseline system surpass the chance level (i. e., 25% UAR

or F1), suggesting that the automatic assessment of infant vocalisation maturity, despite its

challenging nature, can still be somewhat predictable.

Implementing the MTL strategy yields improved results compared to the baseline, particularly

evident in significantly higher UAR scores (confirmed by a two-tailed z-test, p < .05). The

UARs have been increased from 47.7% and 45.5% to 54.3% and 50.1% on the development and

test sets, respectively. Despite the dissimilar and less precise annotation scheme used in the

LENA dataset compared to the ACLEW dataset, our results indicate that certain knowledge is

distilled from the former and transferred to the later dataset through the extraction of shared

acoustic representations.

Similarly, the domain adversarial training approach demonstrates improved performance over

the baseline system in three out of four cases. The utilisation of the extensive (large-scale)

auxiliary LENA dataset can be the contributing factor, as it expands the representation space

derived from a smaller dataset. While simultaneously alleviating the domain discrepancies

between various training sets, thus preventing over-fitting to the original training set.

The final training technique, adversarial MTL, outperforms the baseline in every scenario.

Nonetheless, AMTL did not produce the best outcomes among all explored methods. This can

be partly ascribed to the imprecise segmentation or annotations of data by the LENA system,

which impairs the efficacy of MTL.
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Table 3.2: Performance comparison in terms of F1 and UAR among the learning strategies. The
cases where the investigated systems have a statistical significance of performance improvement
over the baseline system via a two-tailed z-test are marked by the “∗” symbol. Bold indicates
best performance for each metric and set.

[%] develop test

approaches F1 UAR F1 UAR

Baseline 49.5 47.7 47.4 45.5

Multi-task learning (MTL) 50.9 54.3∗ 48.6 50.1∗

Domain adversarial train. 51.9∗ 54.6∗ 49.5 50.0∗

Adversarial MTL 51.7∗ 53.9∗ 49.6∗ 50.0∗

3.7 Discussion

Our models score lower than other research studies classifying infant vocalisations as canon-

ical versus non-canonical, comparative results are shown in Table 3.3. In our study, the test

set utilised differs from those employed in other research investigations, thereby introducing a

potential source of bias that may render comparisons inequitable. Moreover, as we focus on

leveraging multiple datasets and addressing category mismatch there lies substantial differences

between our work and existing research. This further impedes the capacity to conduct equitable

comparisons among outcomes. The LENA algorithm has a precision of 75% and 84% respec-

tively for non-linguistic and linguistic [204]. Therefore, the data integrity might contribute to

limiting effectiveness the performance of the models, as better results are obtained from the

use of concise and consistent data for training. More detailed discussions and comparisons can

be found in the PRISMA review conducted and detailed in Section 2.7.

3.8 Limitations

As the datasets are collected and analysed using the LENA device and system, it was prone to

misclassification, leading to incorrect labelling (i.e., mislabelling). The LENA device is found

to have a precision of 75% and 84% for non-linguistic and linguistic classification. respectively
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Table 3.3: Performance comparison in terms of UAR among our model and other research
studies.

Studies UAR (%)

VCMNet (MTL) 50.1

Schuller et al. [163] 58.7

Gosztolya et al. [71] 59.5

Kaya et al. [97] 61.4

Yeh et al. [208] 62.4

[204]. Thus, possibly limiting the performance of our models. The quality of data jeopardises

the reliability of a model. Mislabelling is found to be influential to classification performance

[187, 84], as it has the ability to hinder model effectiveness and predicative accuracy.

3.9 Conclusion

In this Chapter, we presented a pipeline to fuse multiple DL training techniques into a single

algorithm and used it to train on multiple datasets simultaneously. These methods address the

challenges associated with the scarcity of large, accurately labeled datasets, and data sparsity.

Additionally, the presented model, being AMTL, is capable of overcoming the category mis-

match problem in the two datasets by still distilling knowledge from one feature space to the

other. We demonstrated that VCMNet can be utilised for infant vocalisation maturity analysis

and to tackle the aforementioned issues effectively. Our proposed models showed the positive

effect on performance resulting from combining datasets regardless of label precision.
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In this Chapter, we present another classification task for child language environment analysis.

This HearToHeart study investigates the auditory stimuli infants are exposed to. This Chapter

is outlined as follows: In Section 4.2, we introduce our corpus, which consists of three datasets
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that are: (i) Infant Directed Speech Label (IDSLabel), (ii) Analysing Child Language Envi-

ronment around the World (ACLEW), and (iii) Purdue Corpus of Sibilants in Infant-Directed

Speech (PCSIDS). The various Deep Learning (DL) methods applied to addressee classification

(infant versus adult-directed speech) are examined in Section 4.3. In Sections 4.4 and 4.5, we

provide the necessary details pertaining the carried-out experiments such as pre-processing and

network training. In the following two Sections, we evaluate the results of our experiments and

compare them to those from research on the subject. This work is published in ICASSP23 [4].

4.1 Introduction

The quotidian language environment an infant is exposed to influences her/his language out-

put, including vocabulary acquisition [69]. Investigating and comparing what babies hear,

whether Infant-Directed Speech (IDS) or Adult-Directed Speech (ADS), provides an insight

into a child’s future language development. More so, language input plays a crucial part in

shaping a child’s future language acquisition [183]. Infants show preference for IDS over ADS

[39, 54, 66], moreover, IDS is found to allow word learning and segmentation [115]. This can

be due to their conveyance of positive effect [100]. Deploying DL models and automating the

process of classification and analysis of IDS versus ADS eliminates the need for human coders;

computerising the process allows for more efficient resource allocation where time and resources

are spent on other tasks.

4.2 Datasets

For this study, we utilise three datasets, elaborating further on their employment in the subse-

quent sections. A comprehensive presentation of the data distribution across diverse partitions

will follow in Table 4.1. All the datasets share the same categories: (i) Infant-Directed Speech

(IDS) and (ii) Adult-Directed Speech (ADS).
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4.2.1 IDSLabel

The Infant Directed Speech Label (IDSLabel) dataset incorporates day-long audio recordings

collected from 61 homes across four North American cities of 3-20 month-old infants. This

corpus can be found at HomeBank by visiting ht tp s: // ho me ba nk .t al kb an k. or g . It

was used for the INTERSPEECH 2017 Computational Paralinguistics Challenge (ComParE)

Addressee Sub-challenge [164], which was the result of the “What Do Babies Hear?” project

[28, 22]. The dataset in its entirety was collected and segmented using the LENA device and

system. The system identifies sections in the audio spoken by males or females. An addressee

label was then added by human coders, after checking the LENA created sections.

4.2.2 ACLEW

This dataset was provided by the Analysing Child Language Environment around the World

(ACLEW) project. The ACLEW set contains long-form recordings of 10 infants between the

ages of 10-36 months, collected using various devices but mainly the LENA device, from each

of 7 different corpora (totalling 70 children). Five of these corpora were gathered from urban-

raised children, with four sets mainly exposed to English (three from North America and

one from Britain) and one set containing Argentinean Spanish. Additionally, two corpora of

language data were collected from children growing up in rural areas, one consisting of Tseltal

Mayan (collected in Mexico) and the other of Yél̂ı Dnye (collected in Papua New Guinea).

Random 2-minute sections were selected and manually segmented, diarised into speaker types,

and classified as being IDS versus ADS. For more information, see [152]. Some of the recordings

in this corpus are available upon request from HomeBank. For more information on HomeBank,

see [192] and for more details on the ACLEW project, visit ht tp s: // si te s. go og le .c om

/v ie w/ ac le wd id /h om e .

https://homebank.talkbank.org
https://sites.google.com/view/aclewdid/home
https://sites.google.com/view/aclewdid/home
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4.2.3 Purdue Corpus of Sibilants in Infant-Directed Speech (PC-

SIDS)

As opposed to the previous sets, this dataset was collected in laboratory conditions and consists

of short audio recordings taped through a microphone worn by an adult. Parents, primarily

mothers, were requested to arrange a set of toys prioritising the child’s benefit first and the

adult’s benefit later. The recordings were segmented manually, by human coders, into utter-

ances then classified into addressee as being IDS versus ADS. This corpus is available upon

request from ht tp s: // os f. io /x mj ez / . For more information, see [42].

Table 4.1: Data distribution over different partitions and categories of the ACLEW, IDSLabel
and PCSIDS datasets. IDS stands for infant-directed speech; ADS for adult-directed speech

IDSLabel
∑

IDS ADS

Train 5 182 2 302 2 880
Develop 4 918 2 182 2 736
Test 4 874 2 122 2 752∑

14 974 6 606 8 368

ACLEW

Train 5 064 2 130 2 934
Develop 2 700 1 198 1 502
Test 2 051 1 059 992∑

9 815 4 387 5 428

PCSIDS

Train 7 833 3 727 4 106
Develop 4 655 2 281 2 374
Test 3 988 2 022 1 966∑

16 476 8 030 8 446

TOTAL 41 265 19 023 22 242

4.3 Methodology

In this Section, the proposed DL models are detailed with the relevant equations for the loss

functions.

https://osf.io/xmjez/
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4.3.1 Multi-Task Learning (MTL)

The presence of multiple datasets for training prompted the decision to employ the MTL

strategy for this classification task. On account of MTL’s ability to train multiple tasks simul-

taneously while preventing over-fitting by leveraging the learnt common robust representations

shared between tasks. With that in mind, this strategy facilitates training on all datasets. Con-

sequently, resulting in an increased sample size for training our model. We examine whether

the increased sample size contributes to an improved model performance.

The multi-task training strategy jointly trains the model on the three datasets simultaneously

but as multiple tasks. The three tasks are (i) a two-class source task on the IDSLabel dataset

(introduced in section 4.2.1), (ii) a two-class target task on the ACLEW dataset (introduced

in section 4.2.2) and (iii) a two-class target task on the PCSIDS dataset (introduced in sec-

tion 4.2.3). The network architecture is shown in Figure 4.1, each dataset is represented as a

distinct path and all paths are concurrently trained as tasks. We use hard parameter sharing,

with the multiple tasks sharing the model weights. In our case, it is a task specific model that

motivate having similar parameters [41].
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IDSLabel

Fully connected layer

Fully connected layer

PCSIDS

Classification

Predictions
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Fully connected layer

Figure 4.1: Framework of the introduced MTL for adult versus infant-directed speech.

Mathematically, the loss function of MTL can be written as the following equation:
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J (θg, θx, θy, θz) =
1

n

n∑
i=1

Li
x(θg, θx) + α

1

m

m∑
i=1

Li
y(θg, θy) + γ

1

h

h∑
i=1

Li
z(θg, θz), (4.1)

where n, m and h denote the quantity of IDSlabel data, ACLEW data and PCSIDS data. While

the network parameters of the network layers are represented as follows: θg for the feature

extraction layers, θx for the classification layers for the target task trained on the PCSIDS

dataset, θy for the classification layers for the source tasks trained on the ACLEW dataset,

and θz for the classification layers for the source tasks trained on the IDSLabel dataset. Cross

entropy is used for the loss, with Li
x, Li

y, Li
z denoting the losses from the target and source

tasks. Finally, α and γ represent hyper-parameters used to regulate the contribution of the

source tasks.

4.3.2 Adversarial Training

This training strategy uses adversarial training, proposed by Goodfellow et al. [70]. Note

that using domain-adversarial training to learn domain discriminative and invariant features

was proposed by Ganin et al. [63]. The feature extractor produces representations using data

from the source and target domains that are discriminative for the label predictor as it should

easily predict class labels and are indistinguishable to the domain classifier [82]. In the case of

our study, we have the IDSLabel dataset as the source domain, ACLEW and PCSIDS as the

target domains. The network architecture is shown in Figure 4.2. The network is designed to

have a feature extractor and a label predictor. The network’s label predictor, we refer to as

ia classifier (infant versus adult), produces a class label of the two classes from the corpus. A

domain classifier is added to the network through a gradient reversal layer and is connected

to the feature extractor. The output of the domain classifier is a domain label – the source

or target domain. The feature representations learnt from the source and target domains are

more indistinguishable, therefore, the data distribution from the two domains is closer. We

use a domain adversarial training strategy to leverage the three datasets to improve model



4.3. Methodology 79

performance by distilling knowledge from the target domains to the source domain.
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Figure 4.2: Framework of the introduced adversarial training for adult versus infant-directed
speech.

J (θg, θia, θd) =
1

n

n∑
i=1

Li
ia(θg, θia) − β(

1

n

n∑
i=1

Li
d(θg, θd) +

1

m

m∑
i=1

Li
d(θg, θd) +

1

h

h∑
i=1

Li
d(θg, θd)),

(4.2)

where Lia and Ld correspond to the classification loss from the two classifiers, the ia classifier

and the domain classifier. To control the trade-off between the datasets we introduce a hyper-

parameter beta during training. While minimising the objective function yields the feature

extractor (θg) parameters and the ia classifier (θia) parameters.

4.3.3 Adversarial Multi-Task Learning (AMTL)

AMTL, in turn, allows for harnessing the advantages of the previous two both methods simul-

taneously. AMTL empowers the model to acquire knowledge from the interrelationships and

interdependencies among tasks (datasets), leading to improved knowledge transfer and overall
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performance enhancement. Additionally, it can enhance the robustness of the model by en-

couraging it to learn domain-invariant representations, which proves advantageous when the

datasets exhibit variations in distribution or characteristics.
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Figure 4.3: Framework of the introduced adversarial MTL for adult versus infant-directed
speech.

The loss function used to optimise the AMTL network can be written as the following equation:

J (θg, θia, θd) =
1

n

n∑
i=1

Li
x(θg, θx) + α

1

m

m∑
i=1

Li
y(θg, θy) + γ

1

h

h∑
i=1

Li
z(θg, θz)

- β( 1
n

∑n
i=1 Li

d(θg, θd) + 1
m

∑m
i=1 Li

d(θg, θd) + 1
h

∑h
i=1 Li

d(θg, θd)), (4.3)

which is the fusion of the loss functions of the domain adversarial training and MTL methods.

4.3.4 AutoEncoder Multi-Task Learning (AEMTL)

Autoencoder (AE) works to minimise the reconstruction, therefore it has the ability to conduct

learning both at the level of feature representation and classification. We investigate employing

an AE to an MTL process as our focus lies in capturing and representing the intricate/deep
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relationships and correlations within the data (i.e., ISDLabel, ACLEW, and PCSIDS datasets),

which the autoencoder effectively facilitates. The model has the ability to capture common

underlying patterns and features amongst the datasets, allowing shared representation learning

and resulting in better generalisation to unseen data and a more robust model. For these

reasons, AE-based MTL is an advantageous framework for employing and leveraging multiple

datasets to improve model performance and generalisation ability.

The architecture of the proposed model is displayed in Figure 4.4. The AE part of the model

includes an encoder and a decoder. The encoder functions to map a latent representation for the

input, while the decoder reconstructs the input by utilising the generated latent representation.

On the other hand, MTL works to utilise the three datasets simultaneously.

Encoder Decoder

Data Reconstruction

Feature Representation

IDSLabel ACLEW PCSIDS

Classification
Predictions

Figure 4.4: Framework of the introduced AEMTL for adult versus infant-directed speech. This
figure is from our work [4]

4.4 Experimental Setup

The initial step in the experiments is pre-processing the data, through segmenting and anno-

tating the data by utilising the onset, offset, and labels predefined by human-coders to produce

audio chunks and CSV files with the labels. Leading to 14,974, 9,815, and 16,476 samples for
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the IDSLabel, ACLEW, and PCSIDS data, all totalling 41,265 data samples. The data distri-

butions over the various partitions for the IDSLabel, ACLEW, and PCSIDS datasets are shown

in Table 4.1. Audio clips from each child were restricted to being in one fold, in other words

a child could not appear in more than one partition. This additional step prevents the model

from over-fitting by learning subject or recording idiosyncrasies and therefore falsely performing

better. We implement the openSMILE toolkit [52] to extract acoustic features from the audio

clips, specifically, the ComParE [169] acoustic feature set. Resulting in 6,373 dimensional static

features per segment, which were standardised then fed into the proposed networks.

4.5 Network Training

The network architecture is a Deep Neural Network (DNN) equipped with Gated Recurrent

Units (GRUs); since GRUs are able to model long-term dependencies [58]. The structure of

our networks is as follows; dense feed-forward fully connected layers consisting of 1,024 hid-

den nodes and 128 for the batch size. To obtain the best possible results we perform grid

search, a Machine Learning (ML) technique used for performing hyperparameter optimisation

or hyperparameter tuning. Grid search and random search are widely used techniques for hy-

perparameter optimisation. Although both have advantages and disadvantages, we opt for grid

search due to its thoroughness, despite its time-consuming nature and increased computational

requirements. Additionally, we need to tailor the search space in order to achieve the best

performance from a model. The hyper-parameters being the learning rates (0.01 and 0.001),

number of hidden layers (1, 2, and 3), and various values for lambda (the contribution of the

loss functions).

4.6 Results

Similarly to the previous classification task in Chapter 3, we use the UAR and F1 scores as

the evaluation metrics. Table 4.2 shows the best results obtained from the ISDLabel develop-
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ment and test sets for the baseline and the training strategies investigated. Additionally, for

comparative purposes, we conduct singular adversarial training, which involves applying adver-

sarial training exclusively on a single domain/dataset, namely the ISDLabel set. The UAR is

calculated using the following equation, for more details on the chosen evaluation metrics see

Section 3.6.

UAR (%) = correctly classified IDS samples
IDS samples+ incorrectly classified ADS samples

ADS samples
2.100

, (4.4)

On the test set, all the implemented training strategies outperform the baseline. The baseline

uses a similar architecture to the other models, incorporating a DNN with GRUs, but without

any additional machine learning techniques like MTL. This highlights the advantages of leverag-

ing multiple datasets with deep learning frameworks. The AMTL strategy achieves the highest

performance on the test set, with a UAR score of 67.6% and F1 score of 67.3%. Followed by the

AEMTL strategy, with UAR and F1 of 67.2% and 67.2%, respectively. This suggests that the

amalgamation of multiple training strategies is beneficial, as it enables harnessing knowledge

from each. The performance of the MTL model shows an increase over the baseline on the test

set by UAR of 8.6%. In the case of our study, even though knowledge is distilled between tasks

by using MTL, MTL employed alone does not deliver superior classifications over the strategies

with fused methods.

4.7 Discussion

As discussed in Section 4.2, the IDSLabel dataset was designed for the INTERSPEECH 2017

addressee challenge [164], IDS versus ADS classification being one of the classification tasks
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Table 4.2: Performance comparison in terms of F1 and UAR among the learning strategies.
Bold indicates best performance for each metric and set.

% dev test

Training Strategy F1 UAR F1 UAR

Baseline 67.8 67.9 57.1 57.8

ComParE Baseline - 66.4 - 70.2

Single Adversarial T. 62.2 62.5 66.6 66.8

Multi-task learning 60.4 60.4 66.5 66.4

Adversarial training 58.7 58.7 66.9 66.9

AMTL 60.3 60.4 67.3 67.6

AEMTL 60.3 60.4 67.2 67.2

for the challenge. We therefore compare our best performing model, being AMTL, against the

challenge baseline and participants, as displayed in Table 4.3. A notable difference between

our work and these studies is that we utilise multiple datasets for training, though testing is

on the same dataset, being IDSLabel. We employ a split of 50:25:25 for train, develop, and

test sets, respectively, while the challenge baseline and participants employ equal splits for all

three. The challenge baseline uses openSMILE (similar to our feature extraction approach in

our experiments), Bag-of-Audio-Words, and Convolutional Neural Networks (CNNs) to extract

features then uses SVMs and recurrent networks for classification. The neural networks were

used with combined classifiers, yielding UAR results ranging between 59.1% and 70.2%. An-

other key similarity between our experiments and those being compared is the use of evaluation

metrics to assess model performance and compare the effectiveness of different approaches. As

none of the submitted models were able to achieve better results than the baseline, none of the

participants won the addressee challenge.

In the research work by Kaya et al. [96], the researchers explored the effectiveness of weighting

versus upsampling strategies using four classifiers: KPLS, WKPLS, KELM, and WKELM, to

compare the efficacy of weighting versus upsampling strategies. For the feature extraction,

the study employed both Fisher Vectors (FV) encoding and baseline feature sets extracted
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with openSMILE [51] and openXBOW [161]. The study revealed that weighted classifiers

outperform regular versions, while the impact of upsampling varied depending on the classifier

type. Additionally, Fisher Vectors and BoAW representations were compared, finding that test

set scores, of 68.6% UAR, exceeded development set scores but remained below the challenge

baseline scores, likely due to the competitiveness of the baseline scores in that year.

Gosztolya et al. [72] examined using DNNs with a two-step feature extraction and classification

scheme at the frame level followed by utterance-level feature extraction. The features were used

for utterance-level classification and the predictions were combined with those obtained using

standard utterance-level features. Even with the combination of these approaches, the study

did not surpass the challenge baseline, achieving a UAR score of 67.7%.

Presumably, using multiple datasets should enhance model performance. However, we achieved

lower scores compared to other research studies, even in the experiments that utilise multiple

datasets. In this context, contributing factors may include one or a combination of the fol-

lowing; (i) The quality of the datasets used in our experiments may differ from those in other

studies, impacting the performance of the models. (ii) The distribution and split of data among

training, validation, and test sets can significantly impact model performance; variations in how

data is split and utilised for training could affect the results. (iii) Insufficient feature engineer-

ing techniques or feature selection processes could result in suboptimal model performance

compared to studies with more refined features.

Table 4.3: Performance comparison in terms of UAR among our model and other research
models.

approaches UAR (%)

Single Adversarial T. 66.8

ComParE Baseline [164] 70.2

Kaya et al. [96] 68.6

Gosztolya et al. [72] 67.7
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4.8 Ablation study

To gain a deeper insight into the impact of implementing an MTL strategy to the addressee

classification task, we perform ablation studies as part of our experiments.

4.8.1 Classification with single-task learning

To understand if MTL helps, we conduct experiments on the data in a single-task setting. The

hyperparameters, α and γ, within the MTL strategy govern the contribution of the source tasks.

As we increase α and γ, we consequently increase the significance of the MTL classification loss.

Noting that when α=0 and γ=0, the model performs single-task training, using one set (i, e,

IDSLabel dataset). Table 4.4 shows the UAR for each model that implements a MTL strategy

with the hyper-parameters α and γ set to 0. AMTL shows the biggest improvement of 9.6%

UAR on the test set, however, with adversarial training, it improves by 0.01% in comparison to

single adversarial training. Therefore, our results indicate that MTL enhances the classification

performance of the models.

Table 4.4: Performance with the hyper-parameters α and β set to 0.

% UAR
Training Strategy dev test

MTL 59.6 64.8

AMTL 53.9 58.0

AEMTL 60.0 64.8

4.9 Limitations

The datasets for this HeartToHeart study suffer from discrepancies, with the PCSIDS dataset

being laboratory conditioned, short, manually segmented, and annotated recordings. As for

the ACLEW and IDSLabel datasets, the recordings were day-long home recorded audio, au-

tomatically segmented, and annotated. Posterior, talker labels were checked and corrected by
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human coders as well as boundaries but not for the later making the segments clipped and con-

siderably shorter. Therefore, this limits the models’ performance. Our research is not without

further limitations, the primary one being that the datasets are primarily in English and set in

urban environments, while some may not fit either criterion. This raises uncertainty about the

models’ ability to generalise to other languages and cultures. This concern arises because the

English language is not representative of the global population. Further data collection and

research beyond the English language to include a wide mixture of languages and cultures will

enable building models that are adaptable to changes such as languages and accents.

4.10 Conclusion

In this Chapter, we studied what infants hear though the classification of infant versus adult-

directed speech. We explored the fusion of machine learning methods to harness the potential

of multiple training datasets. We then introduced a framework for an AEMTL model, to

effectively handle the heterogeneity and variations present in the datasets. The presented

models showed promising results, implying that knowledge has been distilled from all datasets

and aided model performance. We showed that AMTL has surpassed the performance of all

methods. We further performed an ablation study to investigate the effect of employing an

MTL process to the model. The results of the ablation study confirmed that MTL facilitates

the transfer of knowledge between tasks.



Chapter 5

Autism Spectrum Disorder

Recognition

Contents

5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

5.2 Datasets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

5.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95

5.4 Experimental Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97

5.5 Network Training . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100

5.6 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101

5.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 103

5.8 Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107

5.9 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 109

This Chapter is outlined as follows. In Section 5.2, we present the datasets used during the

experiments for The Noor Project. In Section 5.3, we propose the transfer learning methods

investigated for recognising autism from speech. In Sections 5.4 and 5.5, we provide the essential

details pertaining the conducted experiments, including pre-processing and network training.

In the following two sections, we discuss and evaluate the results of the training algorithms as

88
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well as compare them to other research studies on this classification task. We end the Chapter

with the limitations and challenges encountered during this study and a summery conclusion.

5.1 Introduction

Early detection of developmental disorders bears greatest importance for a child’s life and

future. It is only with early diagnosis that we are able to impose early intervention treatment

plans. Some disorders such as Autism Spectrum Disorder (ASD) are incurable, however, they

can be managed with treatments such as special care and education as well as focus on social

development. ASD is a neurological disease correlated by imbalances in the brain and could

cause later difficulties such as social, communication, and learning issues. Speech comes as an

important factor amongst these issues, more so, as individuals with ASD encounter challenges

that may manifest as deficiencies in spoken abilities or persisting in a state of non-verbality.

Even verbal autistic children exhibit discernible acoustic patterns in their speech [174, 61]. For

instance, a monotonous speech pattern is evident in ASD speech. It is considered as one of the

characteristic features of ASD communication that children with ASD continue to exhibit even

as they progress into school age [126]. In other words, their speech lacks the typical variations

in pitch, intonation, and expressive elements that are commonly observed in the speech of

Typically Developing (TD) children (without ASD). Generally, autistic traits can be found

in ASD speech patterns, which can be recognised by a neural network [201]. Consequently,

ASD can be recognised through the analysis of speech. The abilities of Deep Learning (DL)

models enable the automatic recognition of medical conditions based on speech [106]. Machine

Learning (ML) facilitates autism classification by means of speech, including speech transcripts

[149] and through acoustic features characterisation of autism speech [122]. Speech-related

research comprises of extracting and analysing various acoustic features from speech recordings

of individuals with ASD, aiming to identify unique patterns or markers that distinguish them

from TD individuals. One widely used feature extraction set is the ComParE feature set,

which stands for the Computational Paralinguistics Challenge [168], that serves the purpose
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of capturing diverse aspects of speech signals by generating a comprehensive set of acoustic

features. These features encompass prosodic, spectral, and voice quality attributes, among

others. ML models are trained on these feature sets to distinguish between ASD and non-ASD

speech samples.

Machine Learning algorithms and audio data are leveraged to classify speech samples into

ASD and non-ASD (TD) categories. These ML techniques include Support Vector Machines

(SVM) [16], Random Forests [77], deep learning models including Convolutional Neural Net-

works (CNNs) [49], and Recurrent Neural Networks (RNNs). Other research explores multi-

modal classification, by combining audio features with other modalities such as textual or visual

information for an improved classification performance. ML models have been used to recognise

autism in other varying use-cases, including through the use of biomedical images of the brain

[128] and facial features and biomedical images leveraged in unison [157].

Obtaining datasets with human subjects and especially child data is a difficulty often faced by

researchers. Research Ethics Committees (RECs) or Ethics Review Boards (ERBs), including

Institutional Review Boards (IRBs), work to safeguard the information of human subjects.

With that in mind, we investigate deep transfer learning that assists models that have inade-

quate/insufficient training data, as it alleviates the assumption that the training data needs to

be independent and identically distributed with the test data [185]. In The Noor Project, we

focus on transfer learning techniques through fine-tuning models, a state-of-the-art approach,

and an existing method on two datasets containing vocalisations of children aged 4 to 18 years

old. We implement a discriminative fine-tuning model that pre-trains on child data and then

fine-tunes on a fairly small dataset with child speech data. We then implement a Wav2Vec 2.0

transformer framework that leverages a model pre-trained on 960 hours of unlabelled speech

data, to be fine-tuned on the small child dataset. We therefore test the abilities of fine-tuning

methods both tuned using the same dataset, though pre-trained on unrelated and related tasks

with differing sizes and tasks.

Although Wav2Vec was initially created and utilised for speech-to-text encoding, i. e., Auto-

matic Speech Recognition (ASR) [162, 13], it has been successfully applied to emotion prediction
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[138] and even language identification [53]. In this research, we implement the updated version,

being Wav2Vec 2.0 [14], for classifying speech as of Atypically Developing (AD) versus Typ-

ically Developing (TD) children. This classification can be accomplished by analysing suited

acoustic features [121]. We compare our results to those of other studies employing versions

of this transformer model. As for discriminative fine-tuning, it has successful applications in

speech recognition [87] and natural language understanding [148]; to the best of our knowledge,

however, this is its first implementation to AD recognition from speech. Besides classifying

AD-versus-TD, which we refer to as the binary “Typicality” classification task (atypically vs.

typically developing children), we implement a four-class task for classifying Pervasive Develop-

ment Disorders (PDD) including ASD and other sub-types, which we refer to as the “Diagnosis”

task. We conduct further experiments in relation to fairness testing, to test whether the models

have bias towards one gender over the other, detailed in the next Chapter.

5.2 Datasets

Obtaining ASD speech datasets posed a significant challenge during this project. This is a com-

monly encountered issue when searching for speech datasets and ASD datasets more specifically

[45]. Moreover, researchers with suitable datasets are unable to share their collected datasets

due to Institutional Review Boards (IRBs) and data sharing regulations. More on ethics and

child data protection in Chapter 6. The dataset split is displayed in tables 5.1 and 5.2.

5.2.1 DE-ENIGMA Corpus

The database is provided by the DE-ENIGMA research project, a Horizon 2020 initiative,

that employs humanoid robots with the purpose of improving education for children with ASD

[154]. For more information on the project, visit ht tp s: // de -e ni gm a. eu / . The dataset

consists of 803 vocalisations collected from 50 children, aged 4 to 10 years. All participating

children have been prior diagnosed with ASD, however, they come from two various cultures

(25 from Serbia and 25 from the United Kingdom). To gain better understanding of each child,

https://de-enigma.eu/
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the annotations include, (i) vocalisations, (ii) speaking/non-speaking, (iii) ASD behaviour, (iv)

emotion, and (v) non-verbal vocalisations. Moreover, further tools and assessments for diagnosis

were conducted (e.g., SRS-2 and ADOS-2). The dataset includes the following features: (i.e.,

speech and vocal noises, facial mapping coordinates (such as smile and frown expressions),

body posture and angle, and rotation of the child’s head.) However, as we are only interested

in ASD recognition from speech, we focus on the vocalisations and speech of the children. For

the purpose of our experiments, we use all the child produced vocalisations, both speech and

non-speech related. The total duration of the dataset samples utilised is 115 minutes.

5.2.2 Child Pathological Speech Database

The Child Pathological Speech Database (CPSD) [153] was created to study Language-Impaired

Children (LIC) diagnosed with pervasive developmental disorder either of Autism Spectrum

Disorder (ASD), specific language-impairment such as Dsphasia (DYS), or Pervasive Develop-

mental Disorder-Not Otherwise Specified (PDD-NOS). Throughout this thesis, (PDD-NOS) is

referred to as (NOS). The dataset consists of speech recordings collected in Paris, France (Uni-

versité Pierre et Marie Curie/Pitié-Salpêtière Hospital and Université René Descartes/Necker

Hospital) gathered from 99 monolingual French-speaking children between the ages of 6 and 18.

While a control group is introduced and it consists of 64 Typically Developing children (TD),

52 of which are males and 12 females. All the TD subjects had no prior history of difficulties

with learning, speech, hearing or general learning. Recordings of all subjects were captured in

their typical environment, i.e clinic for the LIC subjects and elementary, secondary, and high

school for the TD subjects. The database was designed with the main aim of comparing and

assessing the children’s language skills to replicate diverse types of intonations (descending,

falling, floating and rising contours). This was achieved, examining intonation contours, by as-

signing subjects with an imitation task which consisted of imitating 26 pre-recorded sentences

representing different modalities (i.e., declarative, exclamatory, and interrogative).

To conduct our experiments on the typicality task, we combine vocalisations from children

with Dysphasia specific language impairment (DYS), Autism Spectrum Disorder (ASD) and
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pervasive developmental disorder-not otherwise specified (NOS) into one class (AD). As in

this task we are merely interested in the automatic recognition of speech as of an AD or TD

child. Additionally, the previous dataset has ASD as one class, therefore we combine instances

collected of AD into a single class. As for the diagnosis task, all three labels are utilised

separately for classification. In total, the samples add up to 62 minutes of audio.

The distribution of the datasets over the training, development, and test sets for the binary

typicality classification task is displayed in Table 5.1. We use a split of 70% training, 15%

development, and 15% test, and further split the training set; 70% training, 15% female, and

15% male. The same split strategy is implemented to the four-class diagnosis classification task,

therefore both tasks use the same folds, we do this to enable fair comparability between the

two tasks. Table 5.2 demonstrates the distribution for the diagnosis task. During the data pre-

processing, we split the data according to speaker rather than samples, to ensure that samples

from each child belong to one fold only (training, development, or testing sets). This step is

initiated to prevent the model from over-fitting by learning speaker or recording idiosyncrasies,

and therefore deceptively excelling. The De-Enigma corpus comprises of significantly more

vocalisation samples than the CPSD, however, lacks a control group. CPSD is 64-36% ASD-

TD labels, this introduces a data imbalance, which must be addressed during pre-processing

and network training.

The majority of the samples are of male samples, as opposed to female; this is expected, as

there is an observed 4:1 male-to-female prevalence of ASD [198, 214]. This could be due to

the “female camouflage effect”, which suggests that females are better at masking ASD [159].

The CPSD has 13 female participants making 334 samples and 54 males making 1388 samples,

creating a gender imbalance of 19-81% in the data. The De-Enigma corpus similarly has a wide

disparity with 11 females and 39 males, forming a 22-78% split. Due to these gender disparities,

we perform fairness testing on the proposed models in Chapter 5 (see Section 6.3 for details).
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Table 5.1: Typicality: Data distribution over different partitions and class categories of the
DE-ENIGMA dataset, and CPSD. AD stands for Atypically Developing; TD for Typically
Developing. Note: The DE-ENIGMA TD column is blank, as the dataset does not include a
control group.

Typicality:

DE-ENIGMA
∑

AD TD

Train 3 834 3 834
Develop 793 793
Test 741 741∑

5 368 5 368

CPSD

Train 920 223 697
Develop 258 156 102
Test 284 78 206
Female 130 78 52
Male 130 78 52∑

1 722 613 1 109
TOTAL 7 090 5 981 1 109

Table 5.2: Diagnosis: Data distribution over different partitions and class categories of the
DE-ENIGMA dataset, and CPSD. ASD stands for Autism Spectrum Disorder, DYS for Dys-
phasia, NOS for pervasive developmental disorder-not otherwise specified, and TD for Typically
Developing.

Diagnosis

DE-ENIGMA
∑

ASD

Train 3 834 3 834
Develop 793 793
Test 741 741∑

5 368 5 368

CPSD
∑

DYS ASD NOS TD

Train 920 51 104 42 723
Develop 258 78 26 52 102
Test 284 26 26 26 206
Female 130 26 26 26 52
Male 130 26 26 26 52∑

1 722 233 208 172 1 109



5.3. Methodology 95

5.3 Methodology

5.3.1 Discriminative Fine-Tuning

Fine-tuning involves initially pre-training a source model on a task then subsequently tuning

a target model for another similar task. The discriminative element refers to utilising the

discriminative component of a Generative Adversarial Network (GAN) without the generative

part of the network. This is a widely used training technique for classification and prediction

tasks that do not require explicitly modelling the distribution of the data. We implement this

model on account of our focus on task-specific performance; it possesses the capability to fine-

tune/adapt and optimise according to the distinct attributes of speech data. While employing

a discriminative model and omitting the generative model facilitates a faster training process

and potential for improved performance on the specific task, it also directs the discriminative

model to focus on understanding the decision boundary between the classes. This is a beneficial

approach in various scenarios, including when a target task has less training samples than the

source task, as fine-tuning helps the model’s ability to generalise. In our experiments, the

datasets share one similar class category for the typicality task, being ASD. Additionally, the

DE-ENIGMA corpus lacks a control, i.e. the data is only of children diagnosed with autism. For

these additional reasons, we implement discriminative fine-tuning to train the network on the

DE-ENIGMA corpus then tuning it on the CPSD. As for the diagnosis task, the two datasets

have a category mismatch. Therefore, we test the model’s ability to transfer knowledge between

the datasets, while addressing the class mismatch.

The implemented model architecture for the typicality task is shown in Figure 5.1. The source

task is pre-trained first on the DE-ENIGMA corpus and its parameters and weights are frozen,

then fine-tuned by the target model to train the new output layer to produce predictions on

the CPSD. The four steps we adhere to in the process of the discriminative fine-tuning are as

follows; (i) Train a model on a source task, in our case on the DE-ENIGMA dataset. (ii) Train a

model that uses/shares the same design and network parameters as the source model, with the
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exception of the output layer. Assuming that knowledge between domains (domain and target

datasets) can be shared. Usually, added or removed layers and/or parameters depends on the

similarities between the two models. In our case, the two models share a similar task, thus, we

choose to keep the model the same. (iii) Initialise an output layer for making predictions on the

target model, being CPSD. (iv) Train the new output layer on the new dataset as the target

task using the CPSD, where the model makes predictions of TD versus AD for the typicality

task and TD or one of the AD sub-types for the diagnosis task.

Copy

ComParE16

Fully connected layer

Fully connected layer

Fully connected layer

ComParE16

Fully connected layer

Fully connected layer

Fully connected layer
Freeze

Fully connected layer

Fully connected layer

CPSD

Classification

Predictions

Fully connected layer

Fully connected layer

De-Enigma

Pretrain

Source model Target model

Figure 5.1: Framework of the deep learning discriminiative fine-tuning for AD versus TD
recognition for the typicality task. Knowledge is transferred from the source model to the
target model, from the De-Enigma to the CPSD.

5.3.2 Wav2Vec 2.0 Fine-Tuning

Wav2Vec 2.0 is a state-of-the-art transformer transfer learning model. We implement this model

due to its fine-tuning abilities. Moreover, we are able to test the model’s performance with less

data fed into the network, compared to the previous method that utilises both datasets, and

thus, more data samples for training. The model has the capability to outperform other models

with an amount of transcribed speech (labelled data) as little as 10 minutes [209]. We test this

finding in our experiments, as the training set from the CPSD comprises of 30 minutes of

labelled data.
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The framework of the fine-tuned Wav2Vec2 model for the typicality task, which we denote as

the W2V2-FT model, is outlined in 5.2. Initially, the raw audio is fed into the network in

waveform, subsequently generating latent space representations. Then, these representations

are passed onto the transformer. We leverage the Wav2Vec 2.0 pre-trained model on the Libri-

Speech corpus comprising of 960 hours of speech [135] by using the facebook/wav2vec2-

large-librispeech-960h, then fine-tune it using the CPSD data. We omit from using the

De-Enigma corpus for this method, as we are interested in the performance of a model pre-

trained on a large, yet unrelated dataset, being Libri-Speech then fine-tuned to a small dataset,

being CPSD, to use for comparisons to the previous model. The same model is utilised for the

diagnosis task, however, tuned on the four-class task to predict either TD or AD sub-type.

CNN

Transformer

Pre-Trained Model

Context Network

CPSD

Fine-Tuning

Predictions

Raw Audio in 
Waveform

Feature  Encoder

Figure 5.2: Schematic diagram of the adopted architecture for fine-tuning the Wav2Vec 2.0
model on the CPSD data

5.4 Experimental Setup

5.4.1 Discriminative Fine-Tuning

For each training method, the pre-processing steps differ as the requirements for the data from

input to output are not the same. For the discriminative fine-tuning model, the input to the
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network is the acoustic features extracted using the ComParE16 feature set [168] (refer to

Section 2.3.1 for more details on the ComParE feature set). ComParE16 is utilised due to its

ability to provide comprehensive analysis of aspects of speech. The speech features are then

standardised, to improve the model’s ability to generalise and prevent bias towards specific

features, then subsequently fed into the network for training. To avoid the model over-fitting

to the samples, audio from each child only prevails in one fold, whether training, development,

or test set. Before feeding the features to the model for training, we upsample due to the

considerable class imbalances. For the typicality task, a factor of three is used to upsample

the minority class (AD). A factor of five is applied to the minority classes (DYS-ASD-NOS) in

the diagnosis task, without resampling the majority class (TD). The most suitable resampling

technique for this model we find to be upsampling by repeating the sparse examples based on

an upsampling dictionary. This is a useful technique, especially when dealing with sparse or

low-resolution data. It is widely used in signal processing tasks, as it involves increasing the

resolution of a signal or dataset by generating new samples.

5.4.2 Wav2Vec 2.0 Fine-Tuning

The input of the Wav2Vec 2.0 network is a 1-dimensional array of 16 kHz, being the frequency

the model is pre-trained on, therefore, generally the first step is to load and resample the raw

audio files to be digitised to a sampling rate of 16 kilohertz (kHz). However, as we only use the

CPSD and the sample rate of the audio files is already at 16 kHz, we skip the resampling step.

The model includes a CTC tokeniser for tokenising speech, which is then used by the CTC

Feature Extractor for feature extraction, it encompasses 1,024 features. Wav2Vec 2.0 utilises

a Convolutional Neural Network (CNN) as part of its architecture, more specifically for the

component responsible for extracting features from the input audio data.

Owing to the imbalance in the CPSD, which is the dataset utilised for fine-tuning the W2V2-

FT model, the model is susceptible to over-fitting without addressing the data imbalance issue.

The dataset includes more samples from TD children than from AD children, making TD the

majority class and possibly resulting in the model only predicting the majority class (TD).
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To resolve this, different resampling techniques are applied to the input data, which is the

extracted features using the Wav2Vec2 Feature Extractor. We handle the imbalanced classes

by resampling the training samples, to avoid the model from over-fitting to one class and

only predicting one label, meaning that it is favouring the majority class by overlooking the

minority. Therefore, we either; (i) Balance the samples by upsampling the training samples

from the minority class to to be equal or close in number to the samples from the majority

class. (ii) Reduce the disparity between the majority and minority classes by under sampling

the majority class.

We experiment with different resampling techniques to find the one that is most suitable for

the W2V2-FT model. These techniques include Synthetic Minority Over-sampling Technique

(SMOTE) [31] and its variants Support Vector Machine-SMOTE (SVM-SMOTE), Borderline-

SMOTE (BL-SMOTE) [81], and Adaptive Synthetic (ADASYN) [85]. Additionally, Rando-

mUnderSampling and RandomOverSampling are implemented to also test the performance of

less complex methods. With random under-sampling, which is not always recommended due

to important points in the dataset being discarded, reducing sample variety, and resulting in

the model not being able to generalise to unseen data, the model struggles to avoid over-fitting

to one label at the early epochs of training. Similarly, with the other techniques, the model

over-fits to the data fairly quickly, except for SVM-SMOTE for the binary typicality classifica-

tion task, even though it does not produce an equal number of samples for the minority class

to the majority class (see Table 5.4). While the same network and parameters are used for

the multi-class diagnosis task, ADASYN proved to be the most suitable resampling technique.

As displayed in Table 5.4, the majority class (TD) remains the same while other classes are

upsampled, though unequally.

Table 5.3: Feature sets and number of features.

Feature Set Features

ComParE16 6373
Word2Vec2 1024
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Table 5.4: W2V2-FT training samples for the CPSD before and after employing resampling
techniques; SVM-SMOTE for the binary typicality task and ADASYN for four-class diagnosis
task.

Typicality

SVM-SMOTE
∑

ASD TD

Before 920 697 223

After 1244 697 506

Diagnosis

ADASYN
∑

DYS ASD NOS TD

Before 920 77 104 42 697

After 2630 693 726 714 697

5.5 Network Training

5.5.1 Discriminative Fine-Tuning

We employ a Deep Recurrent Neural Network (DRNN) with Gated Recurrent Units (GRU),

a discriminative loss utilising signmoid cross entropy with logits, optimise with Adam Optimi-

sation (Adam Optimiser), and a regularisation rate of 0.0001. Additionally, a dropout rate of

0.3 is introduced to the network. We use a grid search strategy to find the best performing

hyperparameters, and although it is time-consuming, we found it to be more efficient and still

requiring less time than manual random search. After testing various parameters, we use the

following for our final model; five fully connected layers, a learning rate of 0.001, a batch size

of 128, and 1024 hidden nodes.

5.5.2 Wav2Vec 2.0 Fine-Tuning

The Wav2Vec 2.0 network is trained differently from the previous method, even though they

share a similar concept. We first employ the base model released by Baevski et al. [14], which

is pre-trained on the Librispeech corpus [135]. After using the pre-trained model, we fine-tune

the model to the CPSD. Similar to the D-FT model, various learning rates are tested, finding
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that the best performance is at a learning rate of 0.0001. Label smoothing is applied, due to

the label imbalances in the dataset, to improve generalisation and prevent over-fitting by intro-

ducing uncertainty or decreasing the model’s confidence in its prediction. However, it did not

necessarily improve this model’s performance, and we settle for no smoothing applied. Optimi-

sation methods are additionally tested, including Stochastic Gradient Descent (SGD), Adamw

(adamw hf), and (adamw torch). With the transformer model, adam hf is recommended as it

is built for the HuggingFace environment and therefore more compatible. In our experiments,

we find that the fine-tuned model performs best with adamw torch, which is used for the final

model. The pre-trained model uses a dropout rate of 0.1, even though we test various rates

and observe its behaviour, it performs best with this rate.

5.6 Results

Although both D-FT and W2V2-FT models apply the same concept, being transfer learning

through fine-tuning, the networks and classifiers differ. Additionally, each utilises a varying

feature extraction method, the ComParE16 feature set for the D-FT model and the Wav2Vec2

feature extractor for the W2V2-FT model. In order to compare the results of the models,

displayed in Table 5.5, Unweighted Average Recall (UAR) and F1-score are analysed and

evaluated. For the typicality classification task, the baseline achieves a UAR of 94.1%, which is

indicative of the classification ability of deep learning models, specifically discriminative models.

We could infer that the discriminative model aids the predictive accuracy. For comparative

reasons, the baseline utilises the same network and hyperparameters of the fine-tuned D-FT

model using the CPSD data, as it includes the control group, excluding the pre-training step.

We choose this baseline, as we further wish to explore the performance of deep learning models

with relatively small sets.

D-FT yields a 94.8% UAR score, which is the highest score from all approaches. Regardless

of the De-Enigma corpus lacking a control group, the pre-trained model aids the classification

done at the fine-tuning stage. The D-FT model being similar to the baseline in terms of utilising
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the same fine-tuning network is indicative of its ability to improve performance through the

additional related source model (the auxiliary pre-training step), trained on the De-Enigma

corpus. However, the improvement not being significant could mean that the model reached

its potential with the given dataset.

The W2V2-FT model achieves the lowest scores amongst the models, a UAR of 91.5%. Regard-

less of the model benefiting from the pre-trained model on large unlabelled data, even though

on an unrelated task, without upsampling the model was prone to over-fitting at early training

stages. As addressed in Section 5.5.2, the model was not robust to class imbalances. This

emphasises the reliance of neural networks on quantity and quality of the training datasets.

Whilst, the D-FT model was capable of training even with the class imbalances, without up-

sampling, in the CPSD and without over-fitting to one label at early epochs. Furthermore, the

feature extraction method used is also a factor in model performance. The ComParE16 fea-

ture set includes a higher number of features in comparison to the Wav2Vec2FeatureExtractor,

which means that it can potentially capture more detailed and diverse information from the

audio data.

For the diagnosis multi-class classification task, the results are significantly lower than the typ-

icality task. The D-FT model performs less accurate predictions as the UAR score is 60.9%,

which could be attributed to the additional dataset used. In this four-class task, the De-Enigma

corpus (ASD) has a class mismatch with the CPSD (DYS-ASD-NOS-TD). Consequently, train-

ing multiple datasets that have inconsistencies in their categories hinders model performance

[3]. While the baseline performs considerably better with 62.4% on the test UAR, even though

it only utilises the fine-tuning part of the D-FT model. Again, this could be due to the process

of training the baseline not necessitating handling category mismatch. Finally, the W2V2-FT

strategy yields the lowest scores in performance metrics, with a UAR of 54.3%. In this case,

similar to the typicality task, the model benefits from the pre-trained model, regardless of the

training being on unlabelled data and an unrelated task. On the other hand, the D-FT model

could be performing comparatively better due to the datasets utilised for training being of

related tasks. We assume that the D-FT model has a higher capacity to handle the additional

complexity introduced by the four-class task, whilst the other model does not have the same
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capacity to generalise.

The diagnosis task, compared to the typicality task, is more complicated and not only because

there are more classes. Despite the binary task suffering from class imbalance, the imbalance is

more severe in the four-class task. Moreover, in a multi-class classification task there are more

decision boundaries that the model needs to learn. However, in a binary-task the model is only

required to learn one decision boundary to separate the two classes (ASD and TD). Finally,

the evaluation metrics in binary classification are more straightforward to interpret, compared

to multi classification metrics for each class. As a result, the performance scores of the training

models are lower than those of the binary class.

Table 5.5: Results for F1 and UAR from the development and test sets. Typicality refers to
the 2-class task (AD versus TD) and diagnosis refers to the 4-class task (DYS-ASD-NOS-TD).

[%] develop test
approaches F1 UAR F1 UAR

Typicality

Baseline 73.6 78.0 93.1 94.1
D-FT 73.6 78.0 93.5 94.8
W2V2-FT 72.0 76.6 89.5 91.5

Diagnosis

Baseline 33.7 36.3 56.1 62.4
D-FT 34.4 37.9 59.3 60.9
W2V2-FT 33.6 34.3 44.3 54.3

5.7 Discussion

Wav2Vec 2.0 has shown promising results when applied to speech classification, being Autism

Spectrum Disorder recognition, even though it was initially built for a different task, being

automatic speech recognition. Upon analysing and contrasting the performances of our two

classification models, we observe that during the early training stages the D-FT model does not

overfit to the data. While, the W2V2-DT model does, due to the class imbalances. Moreover,

the discriminative model’s performance and behaviour was similar for both tasks even without

resampling the data. For instance, similar accuracy was achieved in the typicality task. This can
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indicate that it is more robust than the Wav2Vec 2.0 model. After further comparisons, we reach

the conclusion that pre-training a network, using a dataset of 62 minutes of labelled speech data,

then subsequently fine-tuning it for a similar related task even with a small dataset transfers

knowledge and enhances performance. On the other hand, pre-training on a large dataset of 960

hours of unlabelled data then tuning for an unrelated task also transfers knowledge between

tasks. However, even though it pre-trains on a comparatively higher number of samples, it

does not necessarily result in better performance than when the two tasks are related. Thus,

labelling is a significant distinction in the datasets utilised for the pre-training, labelled data

for the D-FT model and unlabelled for W2V2-FT. Furthermore, the generalisation ability of

the models could be heightened by the inclusion of various settings in the datasets, which are

Serbian, English, and French. Additionally, they could also be more robust to language changes

rather than singularity, such as English for instance.

The Interspeech 2013 Computational Paralinguistics Challenge [168] had the sub-challenges:

social Signals, conflict, emotion, along with autism which used the CPSD. As it utilised the same

dataset as the baseline, we evaluate the results of the baseline against those of the sub-challenge

[168] as well as the challenge winners [11]. Table 5.6 displays the UAR scores for the test set.

The CPSD includes four-classes (DYS-ASD-NOS-TD), therefore the challenge has a four-class

classification task, as well as a two class (AD-versus-TD) task, which we use to compare our

results to. The baseline model employed for the challenge achieves a UAR score of 90.7% by

leveraging linear kernel Support Vector Machines (SVM) and Support Vector Regression (SVR),

they are employed due to their robustness to over-fitting. A Sequential Minimal Optimisation

(SMO) is utilised as the training algorithm. The SVM complexity parameter C is selected

from a set of values to optimise performance and logistic models are fitted to SVM hyperplane

distances for obtaining class posteriors. Resampling is employed to address the class imbalance,

by upsampling the under-represented classes. These classes (DYS-ASD-NOS) are upsampled

by a factor of five for the four-class diagnosis task and a factor of two for the binary typicality

task. The research does not explicitly specify the upsampling technique used beyond stating

that it is a factor of five, indicating that the technique employed could be random oversampling.

Asghari et al. [11] detect ASD cases using a support vector classifier and a support vector
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regression to detect ASD cases and identify subtypes yielding a UAR score of 93.6% on the

typicality task and 69.4% on the diagnosis task. Both the regression and classifier models

were trained on the data using the open-source WEKA toolkit.While the open-source WEKA

[80] toolkit trains the regression and classifier models. This study builds an algorithm for

extracting robust speech features, which aims to address specific limitations present in other

existing algorithms. Features are extracted from speech data through: voice quality features

(obtained through harmonic analysis), energy-related features, spectral features, and cepstral

features. Similar to the challenge baseline, upsampling is implemented on the samples of the

atypicality categories (DYS-ASD-NOS) by a factor of five.

Our baseline model scores higher than the INTERSPEECH2013 autism sub-challenge research

studies for the typicality task. Although our experiments and the challenge baseline use the

ComParE feature set, in our experiments we employ a later version, released in 2016 while they

use the 2013 set. This is indicative of the technological advancements in the field of artificial

intelligence as one must remember that there is a decade gap between the experiments. As

for the diagnosis task, none of our models perform better classification than the other studies.

One significant difference between the studies is that we employ SVM-SMOTE and ADASYN

for resampling, while other studies employ sampling by a factor of five that may be random

oversampling.

Table 5.6: Results compared to other research using the same data, being CPSD.

[%] test UAR
studies Typicality Diagnosis

Baseline 94.1 62.4
Schuller et al. [168] 90.7 67.1
Asgari et al. [11] 93.6 69.4

We compare our results, presented in Table 5.7, with the findings of other research studies that

have employed different versions of the Wav2Vec2 model to classifying AD-versus-TD, the typi-

cality task. An additional study is excluded due to the lack of scores, [83], with the results of the

F1-score as a range between 0.54-0.75. Chi et al. [33] fine-tune the facebook/wav2vec2-base

variant on crowd sourced semi-structured data, while we fine-tune the facebook/wav2vec2-
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large-librispeech-960h variant. Lee et al. [105] utilises the Wav2Vec 2.0 model for feature

extraction and employs a Bidirectional Long Short-Term Memory (BLSTM) classifier for the

downstream task. There are two versions of the W2V-BLSTM model: W2V-BLSTM-FT and

W2V-BLSTM-JT. In W2V-BLSTM-FT, the BLSTM classifier is fine-tuned using the down-

stream task of AD and TD classification on the pre-trained base model on the LibriSpeech

data. The quantisation process in the Wav2Vec 2.0 model is removed, and context represen-

tations are derived solely from the input signal. These context representations are extracted

for a given waveform and used to train the BLSTM-based classifier. On the other hand, the

W2V-BLSTM-JT model is trained by jointly optimising all parameters, including those of the

Wav2Vec 2.0 model and the BLSTM-based classifier. This model combines the feature extrac-

tion capabilities of Wav2Vec 2.0 with the classification power of the BLSTM network. Our

W2V2-FT model achieves comparatively higher UAR and accuracy scores than the other stud-

ies. However, although the methodologies between our experiments and those of the compared

research studies being similar, the datasets used are entirely different. This may be a contribut-

ing factor to the variations in the attained results. Having different datasets can lead to unfair

comparisons between experiments. Comparing datasets requires fairness and accurate repre-

sentation of data. Therefore, it is essential to recognise and account for data differences when

exploring, analysing, and comparing with other studies to ensure the validity and reliability of

the findings.

Table 5.7: Results of the W2V2-FT model compared to other research using an implementation
of Wav2Vec2.

[%]
approaches Accuracy Precision Recall F1

W2V2-FT 91.2 88.0 91.5 89.5
Chi et al. [33] 76.9 78.2 74.6 76.8
Lee et al. [105] 71.7 73.1 60.5 66.2
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5.8 Limitations

A major challenge encountered during this project was procuring appropriate speech datasets

for the automatic recognition of ASD within infants. As previously discussed in Section 5.1,

any activity involving human participants necessitates protecting the rights and welfare of the

research subjects. The aim of the study was the automatic recognition of ASD using pre-

linguistic non-speech or speech-related vocalisations of children below the age of 3. Existing

research repeatedly emphasises the importance of early detection of autism for early interven-

tion, while tackling early acoustic identification through automating the process of pre-linguistic

vocalisation-based analysis [144, 104]. Thus, our goal was studying children at premature ages.

This is where another challenge to The Noor Project occurred; the range of ages of the subjects.

For the DE-ENIGMA corpus, the ages are between 4 and 10 years, and 6 and 18 for the CPSD.

We then had the intention of training a model on a large dataset of ages above 3 followed by

tuning it to another set, however small, to ages below 3 and producing predictions according to

the subsequent set. This was not possible due to the desired datasets being subject to Institu-

tional Review Boards (IRBs) and data sharing was unattainable (refer to Chapter 6 for more

details on ethics in child data and IRBs). However, pre-linguistic vocalisations have linguistic

value, and the same applies to individuals on the spectrum as non-verbal vocalisations are a

form of speech and hold communicative value [127]. Moreover, analysing infant vocalisations

can facilitate early ASD detection [140], which can be as early as the pre-linguistic vocalisations

they produce [207]. As the D-FT model uses speech as well as non-speech vocalisations from

the D-Enigma corpus, we assume that it could have the ability to predict utilising vocalisations

from ages below 4.

One of the limitations of this study is that the data in the two datasets is collected at different

settings. The De-Enigma corpus was collected at-home, while the CPSD was recorded in lab-

settings. Speech collected from a child’s natural environment such as home, however, is more

accurately reflective of their real life experience, which explains the massive shift we have been

witnessing in recent years towards collecting and analysing day-long audio recordings [4]. On
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the other hand, difference in data collection settings can help in generalising to various environ-

ments, while also potentially leading to a domain shift, meaning that the characteristics of the

data may vary significantly between the two settings. Models trained on diverse datasets may

struggle to generalise well to unseen data, as they might not effectively capture the variations

and characteristics specific to each setting. As the D-FT model uses both datasets, it is at risk

of domain discrepancy, which can result in reduced performance when the model encounters

data from either setting. Additionally, as one dataset has significantly more samples, the D-FT

model, which utilises both datasets, could potentially become more biased towards the more

dominant setting.

Class imbalances in the CPSD dataset was limiting the performance of the models, with a 64%

of the samples being TD and 34% being of AD. Although we address this in the pre-processing

and network training with methods such as resampling, the W2V2-FT model performance de-

teriorates. Resampling methods including SMOTE and ADASYN can be beneficial in some

tasks, while also insufficient in other applications [17]. Moreover, methods such as SMOTE

affect classification performance [48]. The same can be said regarding the data used for the

diagnosis task, class imbalances hindered prediction accuracy. There is a further imbalance in

the gender distribution in our datasets, having substantially more male participants, with 95%

in the De-Enigma corpus and 90% in the CPSD. This could result in the models performing

better classification within male than female samples as they are trained on more male samples.

To investigate this, we perform fairness testing in the next Chapter 6. Additionally, the exper-

iments evaluate and test on relatively small sets, which could hinder the model’s improvement

and possibly meaning it is not fully representative of the real-world.

The UAR results of 78.0% on the development set and 94.8% on the test set, for the D-FT

model for instance, while can be considered quite promising, they should be considered in the

context of the dataset’s specific characteristics. The CPSD is relatively small, and we have

additional splits (i.e., female and male sets), which can lead to exhibiting more substantial

variation in performance. Additionally, we are dealing with a class imbalance, where TD has

more samples than AD. This class imbalance can make it more challenging for the model to

perform predictions, especially for the minority class. In the training set, this imbalance was
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addressed by upsampling the minority class, to enable learning better representation of this

class. Whilst the development and test sets remain intact with their distributions unchanged,

to be representative of real-world. By initiating this, the evaluation of the model’s performance

reflects on the actual class distribution encountered in the real-world application. However, due

to the limitations in the dataset, the results reported herein must be carefully interpreted. For

future work, stratified sampling can be utilised to mitigate the imbalance in the various folds.

Stratified sampling is a sampling method, it involves dividing a population into subgroups

(strata) based on certain characteristics (class in our case) and then selecting samples from

each group (stratum) to ensure representation of the entire population.

Most importantly, however, the accuracies of our models mentioned herein are relatively very

high and the need for careful interpretation is crucial in this context. The outcomes depend

on a variety of factors and the specific test data set; thus, it is challenging to apply these

findings directly to real-world diagnosis of autism condition, and it is reasonable to anticipate

or expect significantly lower accuracies. See also [40] for a discussion about the possibility of

setting expectations too high or overestimating outcomes in speech analysis tasks for real-world

application.

5.9 Conclusion

In this Chapter, we discussed the many speech-related challenges faced by children with ASD.

We detailed our work on automatic vocalisation-based ASD recognition, starting with the data

we used for experiments, followed by the implemented methods on the datasets along with

their results and evaluation. We found that automatic ASD recognition is a difficult task yet

made possible with DL methods. Moreover, deep transfer learning through fine-tuning helped

in leveraging multiple datasets and thus aided model performance in every instance for the

typicality task. However, the category mismatch between the datasets in the diagnosis task

hindered the predicative accuracy. We further observed that performance was impacted by the

data used in training and that resampling techniques, in the case of addressing class imbalances,
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were highly influential on the performance.
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This Chapter is organised as follows. In Section 6.1, we briefly outline the current and future

ethical issues pertaining to ethical Artificial Intelligence (AI). A discussion of the ethics in

child data is found in Section 6.2. This thesis’s research ethical requirements are introduced

in Section 6.2.1. Finally, in Section 6.3 we study fairness in AI through evaluating the gender

fairness, in classifying for female and male, of the models built in Chapter 5 for the automatic

recognition of Autism Spectrum Disorder (ASD).

6.1 Introduction

With the growth of Artificial Intelligence there has been an exponential growth in societal

concerns with ethics. Ethical AI is the section in AI that governs the protection of the rights

and privacy of individuals when developing and deploying AI systems. The three main concerns

111
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being, privacy and surveillance, discrimination, and bias. We focus this Chapter on examining

the fairness of the AI models built for the classification of Autism Spectrum Disorder in Chapter

5, as fairness testing is essential to ensure that the built systems are in-discriminatory nor biased.

6.2 Ethics in Child Data

Children are the most vulnerable population in the world, thus working with child data possesses

an additional layer of concern on top of the existing AI concerns. Ethical standards and

frameworks are needed in the collection, analysis, and regulation of child data for the protection

of child rights. Recent research shows that the estimated global internet users are one-in-three

below the age of sixteen [111]. Moreover, although some will use child data for beneficial reasons,

others could use it in a harmful way to the child and/or the child’s family. Consequently, we

collectively have the duty to keep children and their data safe.

Responsible research is therefore instrumental, particularly as technological advances continue

to pose potential future concerns. Technological advances include emotional AI toys (Emotoys)

for instance. Emotoys are currently limited in availability and use, with some arguing for and

others against. Research as early as the 1870s refer to the developmental role toys play in

a child’s life [88], as children form a special bond, relationship, and attachment to their toys

[56]. With emphasis on the importance of an infant’s early toys and objects [180]. An infant’s

attachment could largely grow as they have interactions, sympathy, and emotional intelligence

from toys. Choosing appropriate toys has been and still is a parental concern, especially in the

current overwhelmingly dominating digital era. Therefore, presenting new parental and societal

responsibilities that could arise from advances in AI.

In the era of AI and big data, it is imperative to establish robust measures to safeguard

the well-being and security of children [23]. Consequently, the significance of data ethical

governance escalates, garnering increased attention and support from global initiatives aimed

at addressing this concern. For instance, The United Nation’s Global Pulse initiative has

created a Risk, Harms and Benefits Assessment Tool for the use of data science and big data
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in global development and humanitarian context [146]. Another measure is the Institutional

Review Boards (IRBs), a system created and implemented for the United States of America’s

National Research Act of 1974, for regulating the protection of human research participants

[7]. On the other hand, one of the challenges of the IRBs regulatory system is the necessity to

continually adapt to the evolving scientific and social landscape [75]. Users also face issues such

as delaying and obstructing [200]. As previously discussed in Section 5.2, we faced challenges

obtaining datasets for the work on Autism Spectrum Disorder recognition detailed in Chapter 5,

due to the desired, yet unemployed in this thesis, datasets being subjected to IRBs regulations.

However, despite the existence and enforcement of national and international principles, data

security and integrity remain an ongoing challenge for individuals, governments, and organisa-

tions. Consequently, it becomes even more crucial to prioritise the protection of children and

differently abled individuals [189].

6.2.1 Thesis Research Ethics Requirements

Research with children or the use of their data requires informed consent from the participants

and for the researcher to take an ethics course and obtain certification. Before obtaining

or conducting any research on child data for this PhD, ethical training had to take place.

Research ethics approval, for the ACLEW project for instance, entailed a video interview with

a member of HomeBank (https://homebank.talkbank.org), signing a membership agreement

with HomeBank, and a course to obtain an ethics certification. The certification being Tri-

Council Policy Statement: Ethical Conduct for Research Involving Humans Course on Research

Ethics (TCPS 2: CORE).
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6.3 Fairness in ASD Recognition

6.3.1 Introduction

As mentioned earlier, fairness poses a persistent concern in the field of AI. It encompasses

the imperative of developing AI models that make decisions without bias or discrimination,

irrespective of factors like gender, race, and age. Data should not be used in a manner that could

potentially harm individuals from these groups, thereby avoiding the creation of discriminatory

systems. The models employed for the conducted autism recognition study (detailed in Chapter

5) could be prone to unfairness in the form of gender bias, due to the 4:1 male-to-female

prevalence of autism, which is also evident in the 8:2 male-to-female sample divide in the

datasets used. To ensure our models are free from bias and perform fair decision making, we

perform equalised odds testing.

Rynkiewicz et at. investigate the “female camouflage effect” stating that females are better

at masking when compared to males with ASD [159]. Camouflaging refers to the behavioural

strategies individuals with autism utilise to cope and adapt to the social world [38, 89, 103, 137].

Research suggests that this may be linked to the possibility that females possess self-control

and/or feedback abilities, which could be influenced by societal expectations [74, 90, 101]. This

could lead to consequences such as that some females with ASD receive a late diagnosis or even

remain undiagnosed [137, 5], which may have a negative impact on the individual as they do

not obtain appropriate care and treatment, while also experiencing negative emotions.

6.3.2 Method

We perform fairness testing by testing equalised odds, which is where the protected and un-

protected groups should have equal rates for true positives and false negatives [193, 119]. In

our case, females would be the protected group, whereas males would be the unprotected. The

same testing set for each gender are fed into the D-FT and W2V2-FT models for testing to
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compare the ratios for the equalised odds. The accuracy and UAR are also compared against

each other as well the results of the mixed-gender test set used in testing the performance of

the models in Chapter 5.

Equalised odds testing is executed using a confusion matrix (refer to table 6.1), this involves

calculating and comparing sensitivity (true positive rate) to specificity (false positive rate)

across different gender groups. Preferably, the disproportion between the ratios for the two

gender groups should not be significant for a fair and unbiased model. Sensitivity, which is

the same as recall, is derived by dividing the number of true positives (TP) by the sum of

true positives and false negatives (TP + FN) (displayed in equation 6.1). While specificity is

obtained by dividing the number of true negatives (TN) by the sum of true negatives and false

positives (TN + FP) (displayed in equation 6.2). We further compare sensitivity and specificity

ratios of the D-FT model to the ratios of the W2V2-FT model. This facilitates juxtaposing

the performance of the two models in-terms of gender. All calculations are conducted using the

confusion matrices displayed in figures 6.1 and 6.2.

Table 6.1: Confusion Matrix.

Positive Prediction Negative Prediction

Positive Class True Positive (TP) False Negative (FN)

Negative Class False Positive (FP) True Negative (TN)

Sensitivity is calculated as follows:

Sensitivity =
TP

TP + FN
(6.1)

While specificity is calculated as:

Specificity =
TN

TN + FP
(6.2)
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6.3.3 Data

The training set from the Child Psychological Speech Dataset (CPSD) is further split to have

two additional test sets (female and male test sets), refer to Section 5.2 for more details on the

CPSD and data split method and distribution. Table 6.2 displays the sample size for testing

each gender. The gender split within the datasets used for the autism recognition classification

task is as follows; 19%-81% female-to-male for the CPSD and 22%-78% female-to-male for the

De-Enigma corpus. To be more specific, the CPSD has 13 female participants and 54 males,

whilst the De-Enigma corpus has 11 females and 39 males. This gender disparity creates a data

imbalance with a ratio of 8:2.

Table 6.2: Data distribution over gender (female and male) test sets and class categories of the
CPSD. ASD stands for Autism Spectrum Disorder; TD for Typically Developing.

Typicality

Gender
∑

ASD TD

Female 130 52 78
Male 130 52 78

TOTAL 260 104 154

Diagnosis

Gender
∑

DYS PDD NOS TD

Female 130 26 26 26 52
Male 130 26 26 26 52

TOTAL 230 52 52 52 104

6.3.4 Results and Discussion

The sensitivity and specificity ratios for each of the D-FT and W2V2-FT models across the

female and male gender groups for the typicality task are displayed in Table 6.3, along with those

of the mixed-gender sets for comparative purposes. The sensitivity for the D-FT model for male

is significantly higher than female, which is indicative of the model’s ability to correctly identify

ASD for males better than for females. Similarly, the specificity results further prove that the

D-FT model performs better at accurately identifying Typically Developing (TD) for males
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Figure 6.1: Confusion Matrices for testing the D-FT model on female versus male. (i) Results
for the mixed-gender test set. (ii) Results for the female test set. (iii) Results for the male test
set.

than when compared to females. As for the W2V2-FT model, sensitivity and specificity are

also lower for females and higher for males. This shows that the W2V2-FT model is less effective

at correctly identifying both ASD and TD for females but better for males. Comparatively, the

W2V2-FT model displays lower sensitivity scores than those of the D-FT model, suggesting

its reduced capacity at precisely recognising ASD within both genders. Finally, the specificity

for the W2V2-FT model being higher for both genders than the D-FT model suggests that

W2V2-FT better captures ASD instances for each gender. However, it is evident that both

models perform better when identifying TD than ASD.

To gain a better understanding of each model’s behaviour in regards to each gender, we compare
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Figure 6.2: Confusion Matrices for testing the W2V2-FT model on female versus male. (i)
Results for the mixed-gender test set. (ii) Results for the female test set. (iii) Results for the
male test set.

further results in the form of testing metrics including accuracy, precision, recall, and F1. The

results displayed in Table 6.4, reinforce the notion that the predictive performance of both

models was significantly superior when predicting for males than females. Further emphasising

the impact of the imbalanced gender distribution within the data on both models’ capacity

to generalise to both genders. Consequently, testing on the male set benefited from being the

majority gender, and thus, achieving better predictions over testing on the female set. The

results of the testing metrics further indicate that the D-FT model achieves higher scores than

the W2V2-FT model in all instances, with the exception of male testing for the diagnosis task.

Conducting fairness testing on the models for the diagnosis task displays similar behaviours to
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Table 6.3: Typicality: Sensitivity and specificity percentages for equalised odds fairness testing
across models and gender groups.

Typicality

Model Sensitivity Specificity

D-FT

Mixed-Gender 94.8 94.7
Female 43.6 86.5
Male 61.5 94.2

W2V2-FT

Mixed-Gender 92.3 90.8
Female 24.4 92.3
Male 53.8 100

the typicality task. For instance, all the training models perform better classification for males

than females. We further observe that testing only male samples on the W2V2-FT model for

the diagnosis task achieves marginally higher scores than testing the set with the combined

gender. This implies that the female samples in the mixed-gender test set hinders performance,

noting that the mixed set consists of more samples. In fact, the model struggles to correctly

identify ASD cases for females, which is also expected with the gender sparsity in the dataset.

End2end models, such as Wav2Vec 2.0, have been found to have a subtle perceptible gender bias

[217]. This was evident in our work, as the fine-tuned Wav2Vec 2.0 model achieved different

performances across genders, showing a lack in its ability to generalise to gender as well as

susceptibility to gender bias. A similar observation can be made regarding the D-FT model.

However, this is expected behaviour of models training with a gender imbalance of 8:2 male-to-

female. Moreover, based on the confusion matrices we infer that both models exhibit improved

accuracy in predicting TD than ASD, which could be attributed to the class imbalance (ASD

versus TD) in the datasets with TD being the majority class.

6.3.5 Limitations

Having limited data samples hinders the model’s ability to generalise across different speakers,

as evidenced by the performance of the two fine-tuning models. The imbalance in the gender
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Table 6.4: Performance results of the D-FT and W2V2-FT models on the female and male test
sets.

Typicality

[%]
Test Set Accuracy Precision Recall F1

D-FT

Mixed-Gender 94.7 79.5 94.8 93.5
Female 60.8 66.7 65.1 60.5
Male 74.6 78.1 77.9 74.6

W2V2-FT

Mixed-Gender 91.2 88.0 91.5 89.5
Female 51.5 63.7 58.3 40.9
Male 72.3 79.5 76.9 72.1

Diagnosis

[%]
Test Set Accuracy Precision Recall F1

D-FT

Mixed-Gender 81.7 62.0 60.9 59.3
Female 43.8 42.2 33.7 32.8
Male 50.8 40.9 41.3 38.9

W2V2-FT

Mixed-Gender 64.8 43.3 54.3 44.3
Female 28.5 30.2 21.2 23.4
Male 65.4 63.3 58.7 54.6

distribution in our datasets, having substantially more male participants with 95% male samples

in the De-Enigma corpus and 90% in the CPSD, lead to gender bias. More female samples

for training, would enable the models to perform better in predicting ASD-versus-TD for this

gender. The same can be said regarding the data used for the diagnosis task, class imbalance did

hinder prediction accuracy. Future work could include collecting more samples, such as female

samples, and testing the model on more diverse data. However, GANs could be leveraged to

generate synthetic data samples of female participants. As discussed in Chapter 5, Section

5.8, the utilised data resampling methods including SMOTE and ADASYN are insufficient

compared to GANs in producing data samples that are representative to real-world data [186].
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6.4 Conclusion

In this chapter, we presented the main ethical concerns in AI and more specifically in regard to

child data. We discussed some of the existing frameworks and principles that are aimed at the

governance of data science. As discussed, even with the current efforts we still face challenges

that need to be addressed. Notably, constant technological advancements could result in more

issues, that we need to prevent before they arise. Ethical considerations must be taken into

account during the design and creation of ML models. Therefore, we conducted a fairness

study to test our ASD automatic recognition models for gender bias. Finding that due to the

majority of the training data consisting of male samples, both presented models display bias

towards males.
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7.1 Summary

This thesis presented and compared multiple Deep Learning (DL) methods and applied them

to various child language environment classification tasks. Our studies aim to eliminate the

tedious and costly tasks of manually segmenting and annotating day-long audio recordings. Our

work further focused on how to leverage multiple datasets, as opposed to, the manual collection

and annotation of thousands of hours of speech. Due to the crucial role early language plays

in language acquisition, we investigated infant vocalisation maturity analysis through their

produced speech vocalisations. Additionally, we looked further into their environment through

what they hear, that is by classifying infant versus adult-direct speech. Then, we applied

transfer learning methods to the recognition of Autism Spectrum Disorder (ASD) by classifying

speech to be of a Typically Developing (TD) or Atypically Developing (AD) child. Finally, we

122
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investigated fairness in Artificial Intelligence (AI) by testing our autism recognition models for

gender bias.

We first studied infant vocalisation maturity in Chapter 3. Finding accurately labelled large

datasets is an often-encountered challenge as qualitative large sets enhance the performance of

deep learning models. Moreover, datasets can have category mismatch and they can also be

weakly labelled, with possible inaccurate labelling. To address these issues, we proposed the

fusion of two methods, which are adversarial training and multi-task learning: creating Adver-

sarial Multi-Task Learning (AMTL). We evaluated the performance of AMTL to adversarial

training and Multi-Task Learning (MTL). The evaluation proved that knowledge can be dis-

tilled from one task to another, while both tasks are related. The AMTL strategy introduced

is the first attempt at utilising AMTLs for speech classification.

In Chapter 4, we moved a step from child produced speech (language output) to the speech

they hear (language input), however, still focusing on their language environment. We in-

troduced an AutoEncoder-based MTL (AEMTL) architecture, which is the first attempt at

utilising AEMTL for addressee classification. We empirically proved that utilising more than

one dataset for training a model can improve performance. Additionally, we performed ablation

studies, stripping the model components, to better understand the performance of MTL mod-

els. The results of the ablation studies verified that the additional training datasets enhanced

the predictive accuracies of the models with an MTL component.

In Chapter 5, we applied DL methods to the task of detecting medical conditions through

Autism Spectrum Disorder recognition from speech. We studied the performance capabilities

of transfer models through implementing fine-tuning techniques; Word2Vec 2.0, a relatively

new transformer method, and discriminative fine-tuning. The chosen models adhere to the

limitations of the datasets, for instance, only one set contains a control group. We, therefore,

investigated the performance of a pre-trained “Wav2Vec 2.0” model trained on unlabelled data

and an unrelated task (large dataset) to a pre-trained “discriminative” model trained on labelled

data and a related task (small dataset), while both utilised the same set for the fine-tuning

stage. Our results showed that while knowledge was transferred between tasks in both models,
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training on related tasks aids prediction. We further performed a diagnosis task, that classifies

AD sub-type versus TD, finding that the category mismatch in the training datasets for this

task hindered model performance.

Due to the importance of ethical AI and child data protection, both were discussed in Chapter

6 as well as the undertaken ethical training needed to acquire datasets for this thesis research.

All the work performed as part of this thesis consisted of child data, emphasising even more-so

the crucial importance of ethics. Additionally, we conducted fairness testing using testing for

equalised odds to assess whether the ASD recognition systems are free from gender discrim-

ination and bias. Our models performed significantly better when classifying for males than

for females, and therefore displaying bias, though this is expected when the majority of the

training samples are of males. Our findings further confirm that models can be highly reliant

on the datasets they are trained on, as they could potentially be biased to the majority class

in the training set.

7.2 Future Work

The research conducted for this thesis is single modal as it focuses solely on spoken speech/

vocalisations. Face-to-face human communication is audio-visual and thus multi-modal; it not

only includes auditory signals (i.e., speech) but also nonverbal means that are gestures, facial-

expressions, and gaze. The multi-modality in human interactions cannot be captured by audio

and require more data collection to be involved. We chose to focus our research and experiments

exclusively on speech to develop systems that are widely accessible for families, requiring only

an audio recorder and no additional equipment.

Multi-modal classification could be beneficial in classifying infant facial expression. For in-

stance, to test infant preference for adult versus infant-directed speech. Children as early as

preterm infants have shown preference through facial expression for infant-directed speech from

their mothers [55]. IDS can have a positive impact on an infant’s social interactions, such as

positive facial expressions and eye contact [37]. Including various modalities has proven to be
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advantageous. For instance, through studying videos of infant-parent interactions, develop-

ing infants’ facial expressions ”unfolded” in relation to the mother/father’s expression [100].

Moreover, testing infant looking behaviour as well as visual recovery by a read novel passage

with audio and visual stimuli has shown visual recovery from prosody change (infant-directed

speech) [15]. Speech cannot be applied to studying preference with nonverbal infants, in this

case, visual expressions would have to be studied instead. Further indicating the possible ben-

efits of studying both infant and speaker audio and visual. Concluding, there are cases where

research could benefit from multi-modal classification, as relying solely on speech may not be

sufficient. The DE-ENIGMA dataset used for the ASD recognition study in Chapter 5 contains

further annotations such as facial mapping coordinates, enabling analysing facial expression

along with speech.

Our work focuses on acoustic feature extraction from audio, future work could include imple-

menting linguistic feature extraction to relevant studies such as the addressee task in Chapter

4. Information extraction including lexical, syntactic, and grammatical features from spoken

language using ML methods aids ML tasks such as prediction [178]. This auxiliary extrac-

tion step could possibly improve performance, under the assumption that the model will be

able to distinguish adult-directed speech from infant-directed speech due to the prior having a

more substantial vocabulary and more words per utterance [66]. Consequently, the semantic

and lexical differences could be beneficial to a model’s training, and thus producing enhanced

predictions.

Future work could include applying the proposed models to the automatic recognition of various

developmental/learning difficulties infants could be at risk to such as Rett Syndrome. The mod-

els built for the automatic recognition of autism in Chapter 5, specifically, could be employed

to the recognition of other medical conditions. Furthermore, ASD is, as the name suggests, a

spectrum, where an individual could be highly functioning, low-functioning, or somewhere in

between. Noting that functionality may oversimplify the diverse abilities and challenges that

individuals with ASD may experience. Future work could include recognising the severity for

an individual (it is currently diagnosed as at a level of either 1, 2, or 3). The ASD models

showcased the ability to perform more granular classification beyond (AD-versus-TD), through
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the four sub-type atypicality diagnosis task. Consequently, this could be indicative of their

ability to perform ASD severity level recognition. Additionally, these models could potentially

be applied to recognising ASD within adults.

As there were no publicly available speech datasets for Autism Spectrum Disorder, future work

could include data collection. The ASD project faced multiple delays due to the challenges

and uncertainties involved in finding and obtaining suitable datasets. Understandably due to

the sensitivity of the data and more so as the subjects are children. Providing datasets, as

for example online, does not mean disregarding the regulations put in place, but to find ways

to make them available without jeopardizing the safety and well-being of the participants.

Additionally, data collection of females with ASD, would enhance the performance of the ASD

models when classifying for females, resulting in the model making less biased/discriminatory

predictions. Moreover, the ASD models employed to the ASD diagnosis task would further

benefit from more samples. Due to a lack of training samples and class imbalances, the models’

predictive accuracy for the four classes was hindered.

7.3 Research Questions Revised

In conclusion, this thesis has thoroughly investigated the effective application of deep learn-

ing (DL) on diverse, noisy, and imbalanced child language datasets, particularly focusing on

speech and audio classification. The study has addressed the core research questions, provid-

ing comprehensive insights into the complexities and potential of DL models when applied to

child-specific data.

First, the research has demonstrated how DL can be trained effectively on diverse, noisy,

and imbalanced child language environment datasets by employing advanced techniques such

as Adversarial Multi-Task Learning (AMTL) and AutoEncoder-based Multi-Task Learning

(AEMTL). These approaches not only improved performance by leveraging multiple datasets

but also highlighted the benefits of integrating more than one dataset for training, as shown in

the infant vocalisation maturity analysis and addressee classification tasks.
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Second, this study has introduced novel techniques to enhance the accuracy and robustness

of DL models in speech and audio classification within child-specific datasets. The use of

data augmentation strategies and the integration of generative models have been pivotal in

overcoming challenges related to data scarcity, category mismatch, and weak labelling. These

methods were particularly beneficial in the classification of child language environment data

and in mitigating the adverse effects of dataset noise and imbalance.

Third, the research has elucidated the impact of dataset diversity, noise, and imbalance on the

performance of DL models. It was found that such factors significantly hinder model accuracy,

as evidenced by the sub-type classification in Autism Spectrum Disorder (ASD) diagnosis. The

thesis also highlighted that incorporating domain-specific knowledge through transfer learning

can lead to improved model performance, even with limited data availability.

Lastly, the potential of machine learning techniques for the early diagnosis of child neurodevel-

opmental disorders using solely audio-based data was explored. The findings suggest that the

models developed in this research can be adapted for the automatic recognition of conditions

such as ASD. Despite existing limitations, the results demonstrated the viability of using speech

data alone as a non-invasive diagnostic tool, paving the way for further advancements in the

field.

The methodologies and insights presented here not only contribute to the field of speech and

audio classification but also lay the groundwork for applying DL to similarly complex datasets

in other domains. This research serves as a foundation for future studies aiming to refine DL

approaches for diverse, noisy, and imbalanced datasets, advancing the broader field of AI and

Machine Learning applications.

We believe that this is the start for long-form day-long audio collection and analysis, particularly

now that DL can facilitate the required automation for analysing infant atypical speech and

language environment and recognising medical conditions. We hope that our work encourages

ethical and responsible research that improves the lives of children, parents, and caregivers.
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tian MüLler, and Shrikanth Narayanan. Paralinguistics in speech and language—state-

of-the-art and the challenge. Computer Speech & Language, 27(1):4–39, 2013.

[167] Björn Schuller, Stefan Steidl, Anton Batliner, Peter B Marschik, Harald Baumeister,

Fengquan Dong, Simone Hantke, Florian B Pokorny, Eva-Maria Rathner, Katrin D Bartl-

Pokorny, et al. The interspeech 2018 computational paralinguistics challenge: atypical

and self-assessed affect, crying and heart beats. 2018.

[168] Björn Schuller, Stefan Steidl, Anton Batliner, Alessandro Vinciarelli, Klaus Scherer, Fa-

bien Ringeval, Mohamed Chetouani, Felix Weninger, Florian Eyben, Erik Marchi, et al.

The interspeech 2013 computational paralinguistics challenge: Social signals, conflict,

emotion, autism. In Proceedings INTERSPEECH 2013, 14th Annual Conference of the

International Speech Communication Association, Lyon, France, 2013.

[169] Björn W. Schuller, Stefan Steidl, Anton Batliner, Julia Hirschberg, Judee K. Burgoon,

Alice Baird, Aaron C. Elkins, Yue Zhang, Eduardo Coutinho, and Keelan Evanini. The

interspeech 2016 computational paralinguistics challenge: Deception, sincerity & native

language. In Interspeech, volume 2016, pages 2001–2005, 2016.

[170] Björn W. Schuller, Felix Weninger, Yue Zhang, Fabien Ringeval, Anton Batliner, Stefan

Steidl, Florian Eyben, Erik Marchi, Alessandro Vinciarelli, Klaus Scherer, et al. Affective



148 BIBLIOGRAPHY

and behavioural computing: lessons learnt from the first computational paralinguistics

challenge. Computer Speech & Language, 53:156–180, 2019.

[171] Jessica F Schwab and Casey Lew-Williams. Language learning, socioeconomic status, and

child-directed speech. Wiley Interdisciplinary Reviews: Cognitive Science, 7(4):264–275,

2016.

[172] Chiara Semenzin, Lisa Hamrick, Amanda Seidl, Bridgette Kelleher, and Alejandrina Cris-

tia. Towards large-scale data annotation of audio from wearables: validating zooniverse

annotations of infant vocalization types. In 2021 IEEE Spoken Language Technology

Workshop (SLT), pages 1079–1085. IEEE, 2021.

[173] Haziqah Shamsudin, Umi Kalsom Yusof, Andal Jayalakshmi, and Mohd Nor Akmal

Khalid. Combining oversampling and undersampling techniques for imbalanced classi-

fication: A comparative study using credit card fraudulent transaction dataset. In 2020

IEEE 16th International Conference on Control & Automation (ICCA), pages 803–808.

IEEE, 2020.

[174] Megha Sharda, T Padma Subhadra, Sanchita Sahay, Chetan Nagaraja, Latika Singh,

Ramesh Mishra, Amit Sen, Nidhi Singhal, Donna Erickson, and Nandini C Singh. Sounds

of melody—pitch patterns of speech in autism. Neuroscience letters, 478(1):42–45, 2010.

[175] Wafaa Shehata-Dieler, Desiree Ehrmann-Mueller, Peter Wermke, Verena Voit, Mario

Cebulla, and Kathleen Wermke. Pre-speech diagnosis in hearing-impaired infants: How

auditory experience affects early vocal development. Speech, Language and Hearing,

16(2):99–106, 2013.

[176] Dinggang Shen, Guorong Wu, and Heung-Il Suk. Deep learning in medical image analysis.

Annual review of biomedical engineering, 19:221–248, 2017.

[177] Yusuke Shinohara. Adversarial multi-task learning of deep neural networks for robust

speech recognition. In INTERSPEECH, pages 2369–2372. San Francisco, CA, USA,

2016.



BIBLIOGRAPHY 149

[178] Jeanne Sinclair, Eunice Eunhee Jang, and Frank Rudzicz. Using machine learning to

predict children’s reading comprehension from linguistic features extracted from speech

and writing. Journal of Educational Psychology, 113(6):1088, 2021.

[179] Jatin Singh, Cameron Beeche, Zhiyi Shi, Oliver Beale, Boris Rosin, Joseph Leader, and

Jiantao Pu. Batch-balanced focal loss: a hybrid solution to class imbalance in deep

learning. Journal of Medical Imaging, 10(5):051809–051809, 2023.

[180] Olive Stevenson and DW Winnicott. The first treasured possession: A study of the

part played by specially loved objects and toys in the lives of certain children. The

Psychoanalytic Study of the Child, 9(1):199–217, 1954.

[181] Sining Sun, Ching-Feng Yeh, Mei-Yuh Hwang, Mari Ostendorf, and Lei Xie. Domain

adversarial training for accented speech recognition. In 2018 IEEE International Con-

ference on Acoustics, Speech and Signal Processing (ICASSP), pages 4854–4858. IEEE,

2018.

[182] Shobhita Sundaram and Neha Hulkund. Gan-based data augmentation for chest x-ray

classification. arXiv preprint arXiv:2107.02970, 2021.

[183] Dana Suskind, Kristin R Leffel, Marc W Hernandez, Shannon G Sapolich, Elizabeth

Suskind, Erin Kirkham, and Patrick Meehan. An exploratory study of ı̀quantitative

linguistic feedback̂ı effect of lena feedback on adult language production. Communication

Disorders Quarterly, 34(4):199–209, 2013.

[184] Zafi Sherhan Syed, Julien Schroeter, Kirill A Sidorov, and A David Marshall. Compu-

tational paralinguistics: Automatic assessment of emotions, mood and behavioural state

from acoustics of speech. In Interspeech, pages 511–515, 2018.

[185] Chuanqi Tan, Fuchun Sun, Tao Kong, Wenchang Zhang, Chao Yang, and Chunfang

Liu. A survey on deep transfer learning. In Artificial Neural Networks and Machine

Learning–ICANN 2018: 27th International Conference on Artificial Neural Networks,

Rhodes, Greece, October 4-7, 2018, Proceedings, Part III 27, pages 270–279. Springer,

2018.



150 BIBLIOGRAPHY

[186] Fabio Henrique Kiyoiti dos Santos Tanaka and Claus Aranha. Data augmentation using

gans. arXiv preprint arXiv:1904.09135, 2019.

[187] Chakkrit Tantithamthavorn, Shane McIntosh, Ahmed E Hassan, Akinori Ihara, and

Kenichi Matsumoto. The impact of mislabelling on the performance and interpretation

of defect prediction models. In 2015 IEEE/ACM 37th IEEE International Conference on

Software Engineering, volume 1, pages 812–823. IEEE, 2015.

[188] Fadi Thabtah, Suhel Hammoud, Firuz Kamalov, and Amanda Gonsalves. Data imbalance

in classification: Experimental evaluation. Information Sciences, 513:429–441, 2020.

[189] Shari Trewin. Ai fairness for people with disabilities: Point of view. arXiv preprint

arXiv:1811.10670, 2018.

[190] Mehmet Ali Tugtekin Turan and Engin Erzin. Monitoring infant’s emotional cry in

domestic environments using the capsule network architecture. In Interspeech, pages

132–136, 2018.

[191] Mark VanDam, Anne S Warlaumont, Elika Bergelson, Alejandrina Cristia, Melanie Soder-

strom, Paul De Palma, and Brian MacWhinney. Homebank: An online repository of

daylong child-centered audio recordings. In Seminars in speech and language, volume 37,

page 128. NIH Public Access, 2016.

[192] Mark VanDam, Anne S. Warlaumont, Eric Bergelson, Alexandrina Cristia, Melanie

Soderstrom, Paul D. Palma, and Brian MacWhinney. Homebank: An online repository

of daylong child-centered audio recordings. volume 37, pages 128–142, 2016.

[193] Sahil Verma and Julia Rubin. Fairness definitions explained. In Proceedings of the inter-

national workshop on software fairness, pages 1–7, 2018.

[194] Johannes Wagner, Andreas Triantafyllopoulos, Hagen Wierstorf, Maximilian Schmitt,

Felix Burkhardt, Florian Eyben, and Björn W Schuller. Dawn of the transformer era

in speech emotion recognition: closing the valence gap. IEEE Transactions on Pattern

Analysis and Machine Intelligence, 2023.



BIBLIOGRAPHY 151

[195] Roslyn Ward, Neville Hennessey, Elizabeth Barty, Catherine Elliott, Jane Valentine, and

Robyn Cantle Moore. Clinical utilisation of the infant monitor of vocal production (imp)

for early identification of communication impairment in young infants at-risk of cerebral

palsy: A prospective cohort study. Developmental Neurorehabilitation, 25(2):101–114,

2022.

[196] Anne S. Warlaumont, Gine M Pretzer, Sara Mendoza, and Eric A. Walle. Warlaumont

HomeBank Corpus, 2016.

[197] Anne S. Warlaumont and Heather L. Ramsdell-Hudock. Detection of total syllables and

canonical syllables in infant vocalizations. In INTERSPEECH, pages 2676–2680, 2016.

[198] Donna M Werling and Daniel H Geschwind. Sex differences in autism spectrum disorders.

Current opinion in neurology, 26(2):146, 2013.

[199] Annika Werwach, Dirk Mürbe, Gesa Schaadt, and Claudia Männel. Infants’ vocaliza-

tions at 6 months predict their productive vocabulary at one year. Infant Behavior and

Development, 64:101588, 2021.

[200] Simon N Whitney, Kirsten Alcser, Carl E Schneider, Laurence B McCullough, Amy L

McGuire, and Robert J Volk. Principal investigator views of the irb system. International

journal of medical sciences, 5(2):68, 2008.

[201] Anjana Wijesinghe, Pradeepa Samarasinghe, Sudarshi Seneviratne, Pratheepan Yogara-

jah, and Koliya Pulasinghe. Machine learning based automated speech dialog analysis

of autistic children. In 2019 11th International Conference on Knowledge and Systems

Engineering (KSE), pages 1–5. IEEE, 2019.

[202] Elisabeth Willadsen, Rachael Cooper, ElizaBeth Conroy, Carrol Gamble, Liz Albery,

Helene Andersen, Malin Appelqvist, Pia Bodling, Melanie Bowden, Karin Brunnegard,

et al. Inter-rater reliability in classification of canonical babbling status based on canonical

babbling ratio in infants with isolated cleft palate randomised to timing of primary surgery

for cleft palate (tops). Clinical Linguistics & Phonetics, pages 1–22, 2022.



152 BIBLIOGRAPHY

[203] Man Wu, Shirui Pan, Xingquan Zhu, Chuan Zhou, and Lei Pan. Domain-adversarial

graph neural networks for text classification. In 2019 IEEE International Conference on

Data Mining (ICDM), pages 648–657. IEEE, 2019.

[204] Dongxin Xu, Umit Yapanel, and Sharmi Gray. Reliability of the lena language environ-

ment analysis system in young children’s natural home environment. Boulder, CO: LENA

Foundation, pages 1–16, 2009.

[205] Dongxin Xu, Umit Yapanel, Sharmi Gray, Jill Gilkerson, Jeff Richards, and John Hansen.

Signal processing for young child speech language development. In First Workshop on

Child, Computer and Interaction, 2008.

[206] LD Yankowitz, V Petrulla, S Plate, B Tunc, W Guthrie, SS Meera, K Tena, J Pandey,

MR Swanson, JR Pruett, et al. Infants later diagnosed with autism have lower canonical

babbling ratios in the first year of life. Molecular Autism, 13(1):1–16, 2022.

[207] Lisa D Yankowitz, Robert T Schultz, and Julia Parish-Morris. Pre-and paralinguistic

vocal production in asd: Birth through school age. Current psychiatry reports, 21:1–22,

2019.

[208] Sung-Lin Yeh, Gao-Yi Chao, Bo-Hao Su, Yu-Lin Huang, Meng-Han Lin, Yin-Chun Tsai,

Yu-Wen Tai, Zheng-Chi Lu, Chieh-Yu Chen, Tsung-Ming Tai, et al. Using attention

networks and adversarial augmentation for styrian dialect continuous sleepiness and baby

sound recognition. In Interspeech, pages 2398–2402, 2019.

[209] Cheng Yi, Jianzhong Wang, Ning Cheng, Shiyu Zhou, and Bo Xu. Applying wav2vec2. 0

to speech recognition in various low-resource languages. arXiv preprint arXiv:2012.12121,

2020.

[210] Wenmeng Yu, Hua Xu, Ziqi Yuan, and Jiele Wu. Learning modality-specific represen-

tations with self-supervised multi-task learning for multimodal sentiment analysis. In

Proceedings of the AAAI conference on artificial intelligence, volume 35, pages 10790–

10797, 2021.



BIBLIOGRAPHY 153

[211] A Zabidi, IM Yassin, HA Hassan, Nurlaila Ismail, MMAM Hamzah, ZI Rizman, and

Husna Zainol Abidin. Detection of asphyxia in infants using deep learning convolutional

neural network (cnn) trained on mel frequency cepstrum coefficient (mfcc) features ex-

tracted from cry sounds. Journal of Fundamental and Applied Sciences, 9(3S):768–778,

2017.

[212] Haoyi Zhang, Conggui Liu, Nakamasa Inoue, and Koichi Shinoda. Multi-task autoencoder

for noise-robust speech recognition. In 2018 IEEE International Conference on Acoustics,

Speech and Signal Processing (ICASSP), pages 5599–5603. IEEE, 2018.

[213] Lvmin Zhang, Yi Ji, Xin Lin, and Chunping Liu. Style transfer for anime sketches with

enhanced residual u-net and auxiliary classifier gan. In 2017 4th IAPR Asian conference

on pattern recognition (ACPR), pages 506–511. IEEE, 2017.

[214] Yi Zhang, Na Li, Chao Li, Ze Zhang, Huajing Teng, Yan Wang, Tingting Zhao, Leisheng

Shi, Kun Zhang, Kun Xia, et al. Genetic evidence of gender difference in autism spectrum

disorder supports the female-protective effect. Translational psychiatry, 10(1):4, 2020.

[215] Yu Zhang and Qiang Yang. A survey on multi-task learning. arXiv preprint

arXiv:1707.08114, 2017.

[216] Frederick J Zimmerman, Jill Gilkerson, Jeffrey A Richards, Dimitri A Christakis, Dongxin

Xu, Sharmistha Gray, and Umit Yapanel. Teaching by listening: The importance of adult-

child conversations to language development. Pediatrics, 124(1):342–349, 2009.

[217] Juan Zuluaga-Gomez, Amrutha Prasad, Iuliia Nigmatulina, Seyyed Saeed Sarfjoo, Petr

Motlicek, Matthias Kleinert, Hartmut Helmke, Oliver Ohneiser, and Qingran Zhan. How

does pre-trained wav2vec 2.0 perform on domain-shifted asr? an extensive benchmark on

air traffic control communications. In 2022 IEEE Spoken Language Technology Workshop

(SLT), pages 205–212. IEEE, 2023.


	Introduction
	Problem Scope and Challenges
	Research Questions
	Objectives
	Contributions
	Impact and Applications
	Publications
	Thesis Outline

	Background
	Child Language Environment Analysis
	Existing Technologies
	Feature Extraction
	Deep Learning
	Machine Learning Models
	Dataset Challenges
	PRISMA Review
	Conclusions

	Infant Vocalisation Maturity Analysis
	Introduction
	Datasets
	Methodology
	Experimental Setup
	Network Training
	Results
	Discussion
	Limitations
	Conclusion

	Infant Versus Adult-Directed Speech Analysis
	Introduction
	Datasets
	Methodology
	Experimental Setup
	Network Training
	Results
	Discussion
	Ablation study
	Limitations
	Conclusion

	Autism Spectrum Disorder Recognition
	Introduction
	Datasets
	Methodology
	Experimental Setup
	Network Training
	Results
	Discussion
	Limitations
	Conclusion

	Ethical AI
	Introduction
	Ethics in Child Data
	Fairness in ASD Recognition
	Conclusion

	Conclusion
	Conclusion
	Summary
	Future Work
	Research Questions Revised

	Bibliography


