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Abstract

Speech enhancement has been the backbone of audio processing since the early days of

research. Whether used as pre-processing for automatic speech recognition and human-

machine interactions, or directly in telecommunications and hearing devices, enhancement

is essential to all speech processing systems. State-of-the-art methods have always followed

advances in technology: with better processing power, algorithms evolved from spectral

subtraction to large neural networks; and with the advent of MEMS microphones, from

single-channel to multi-channel systems. Looking towards a future of internet-of-things,

the next paradigm shift is likely from compact microphone arrays to wireless acoustic

sensor networks (WASNs).

Modern WASNs require careful algorithmic design for enhancement due to issues of clock

synchronisation, geometry estimation, and latency compensation. This thesis investigates

a polynomial eigenvalue decomposition (PEVD)-based method as a practical solution

to these challenges. Relying on an orthogonality assumption between target and noise

subspaces, PEVD decorrelates microphone signals in space, time, and frequency. This

thesis demonstrates the method's potential in WASNs, and proposes a hybrid beamformer-

PEVD approach to reduce computational complexity. The shift-invariant property of

PEVD-based enhancement is also exploited to show robustness to latency in wireless

networks.

A drawback of the current PEVD-based implementation is its reliance on long-term statis-

tics of noisy speech, typically computed over periods of stationary acoustic environments.

This is uncommon in realistic scenarios with non-stationary sources or moving micro-

phones, as in WASNs. Therefore, this thesis presents an adaptive frame-based implemen-

tation of the PEVD-based algorithm.
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Many results in this thesis are obtained from simulated acoustic data. To assess prac-

tical viability, the methods are also evaluated on real recordings of a challenging group

conversation in a restaurant. The data collection procedure is detailed, and enhancement

performance is discussed.

This thesis contributes to the practical implementation of PEVD-based speech enhance-

ment in dynamic real-world conditions and outlines directions for future work.
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Chapter 1

Introduction

Speech enhancement is an essential component in many speech and audio processing

systems, and aims to reduce noise in speech signals captured using one or more mi-

crophones typically in noisy acoustic scenarios. It is directly employed in hearing aids

and other hearing devices to augment human hearing, and in telecommunications to in-

crease conversation quality [1�3]. Additionally, it is used as a pre-processing step to many

systems such as automatic speech recognition (ASR) or human-to-robot communication,

where reducing ambient noise levels is necessary for appropriate operation [4,5]. The per-

formance of speech enhancement is greatly impacted by the number of microphones used

in processing; generally speaking, the more microphones, the better. This bene�t comes

from the spatial diversity of samples of the sound �eld collected by microphones placed

at di�erent locations, allowing for spatial processing to be advantageously employed [6].

Historically, this property has been leveraged through the use of compact microphone ar-

rays, where a �xed number of microphones are placed in known positions relative to each

other and used for enhancement. For example, current smartphones typically contain

three microphones which can be exploited either for phone-to-ear or hands-free commu-

nications. In compact array con�gurations, spatial processing, including most notably

beamforming, can be used to preserve signals originating from a target direction while

suppressing interferences coming from other directions [7].

In modern environments, conversations are commonly within earshot of multiple micro-

1
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Target
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Figure 1.1: Illustrations of (a) a compact array in beamforming applications; and(b)
a WASN comprising four nodes and a fusion centre (FC). Solid lines indicates acoustic
propagation and dashed lines show wireless communication links.

phones spread across several devices such as smartphones, voice assistants, augmented

reality (AR) and virtual reality (VR) glasses, etc. Many of these devices are naturally

equipped with wireless communications systems, meaning they could be arranged into a

wireless acoustic sensor network (WASN) as illustrated in Figure1.1. Such networks are

anticipated to play a crucial role in future speech enhancement methods. They allow for

more microphones to be exploited than in conventional compact arrays, which is likely

to lead to better enhancement performance. Moreover, microphone placement in WASNs

is �exible, such that certain microphones in the network may be placed very close to

the source of interest and would therefore sense a clear, almost noiseless, signal [8]. As

an example, group interactions in busy restaurants could be captured by every partici-

pant's phone placed on the table and transmitted to a hearing aids user, allowing them

to follow a conversation they otherwise would have struggled to understand. Emerging

wireless communication protocols, such as Bluetooth's Auracast, are paving the way for

such systems to become reality [9].

Processing of signals in WASNs, however, comes with a large set of challenges. Unlike

compact arrays, the relative positions of microphones in the room are typically unknown,

such that methods which rely on precise geometric information for enhancement can no

longer be directly exploited in WASNs. Moreover, network signals experience both natural

acoustic propagation delays between microphones and communication latency between

transmitters and receivers so that correlations between signals senses at di�erent nodes

in a WASN are spread across time [10]. These issues require the development of novel
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enhancement techniques which are speci�cally designed to operate in WASNs.

In that context, this thesis explores the use of polynomial eigenvalue decomposition

(PEVD) as an enhancement technique capable of overcoming the challenges imposed by

the processing of signals over networks. PEVD is a subspace enhancement method, mean-

ing it achieves enhancement through the assumption that target speech and noise signals

are uncorrelated [11]. Then, the core of PEVD is to obtain strong decorrelation of signals

in time, space, and frequency and therefore extract the target speech. Several proper-

ties of PEVD are well suited for network processing: it is blind, thus requiring no prior

knowledge about network geometry; and it considers correlations across time, suggesting

robustness to large delays across microphones. Nevertheless, the practical implementation

of PEVD faces obstacles such as high computational complexity and parameter estimation

limitations in current algorithmic implementations. This thesis addresses these challenges,

proposing novel solutions to advance PEVD toward practical applications in WASNs.

1.1 Research aims and objectives

The research presented in this thesis broadly aims to advance PEVD enhancement tech-

niques towards practical use in modern scenarios. Speci�cally, it focuses on three main

objectives. The �rst is to establish usability of PEVD for enhancement in WASNs, and

to provide insights into the core bene�ts and shortcomings of this approach. The second

objective is subsequently to propose algorithmic modi�cations and improvements for use

in WASNs and practical scenarios. Finally, this thesis provides the key elements of a

framework for evaluation of enhancement methods in WASNs.

1.2 Original contributions

In line with the research aims and objectives of this thesis, the main contributions can be

summarised as follows:

1. A study of the usability of PEVD for speech enhancement in WASNs.

(Chapter 3, [12,13])

� The use of PEVD as a multi sensor signal merging strategy which is blind to
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network geometry.

� An evaluation in simulated and real scenarios showing that PEVD consistently

achieves equivalent or higher output signal-to-noise ratio (SNR) than the best

microphone in the network.

� Theoretical and practical demonstration that PEVD is una�ected by commu-

nication latency between nodes.

� Evidence that PEVD is robust to the issue of reference microphone selection.

� An analysis of results as a function of network geometry highlighting recom-

mended microphone placement.

2. A novel hybrid beamformer and PEVD for speech enhancement in WASNs.

(Chapter 4, [14])

� A proposed enhancement method which exploits local beamforming at nodes

and network-wide PEVD enhancement.

� An evaluation in simulated scenarios which shows the proposed method per-

forms similarly or better than network-wide PEVD.

� An evaluation showing a reduction of algorithmic computational complexity

compared to network-wide PEVD.

� Evidence that the method is robust to local beamformer missteering.

3. A framework for PEVD enhancement using frame-based processing. (Chap-

ter 5, [15])

� A novel frame-based algorithm which combines recursive space-time covariance

matrix (STCOV) estimation and PEVD using an adapted polynomial power

method (PPM).

� A performance analysis of the proposed method showing optimal parameter

selection.

� A performance comparison of the method with established PEVD enhancement

methods.



5 CHAPTER 1. INTRODUCTION

� The application of the method to simulated static scenarios as well as dynamic

scenario with moving sources.

� An analysis of the spatial �ltering beampatterns obtained by the method over

time and their relation to enhancement performance.

4. A novel database for signal processing of natural conversations using

multiple microphones. (Chapter 6, [16])

� The creation of a database of speech signals and associated metadata contain-

ing over two hours of conversational data with seven participants across three

rooms in a loud restaurant environment.

� The development of careful conversation design allowing for various speaker

combinations to occur.

� Head-pose data for all participants was simultaneously recorded to allow for

location aware signal processing.

� A baseline speech enhancement was applied using beamformers.

1.3 Publications

During the course of this work, the following articles have been published or are being

considered for publication:

Journal articles

1. E. d'Olne , V. W. Neo, P. A. Naylor, �PEVD-based speech enhancement in wireless

acoustic sensor networks,�IEEE Trans. Audio, Speech and Language Process., Mar.

2025.

2. E. d'Olne , A. H. Moore, P. A. Naylor, J. Donley, V. Tourbabin, T. Lunner, �Group

conversations in Noisy environments (GiN) � Multimedia recordings for location-

aware speech enhancement,� inIEEE Open J. Signal Process., 2023.

Conference and workshop proceedings
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1. E. d'Olne , V. W. Neo, P. A. Naylor, �Latency-agnostic speech enhancement for

wireless acoustic sensor networks using polynomial eigenvalue decomposition,� in

Int. Workshop on Acoust. Signal Enhancement (IWAENC), 2024.

2. E. d'Olne , V. W. Neo, P. A. Naylor, �Speech enhancement in distributed mi-

crophone arrays using polynomial eigenvalue decomposition,�Proc. Eur. Signal

Process. Conf. (EUSIPCO), 2022.

3. E. d'Olne , V. W. Neo, P. A. Naylor, �Frame-based space-time covariance matrix

estimation for polynomial eigenvalue decomposition-based speech enhancement,� in

Int. Workshop on Acoust. Signal Enhancement (IWAENC), 2022.

4. V. W. Neo, E. d'Olne , P. A. Naylor, �Fixed beamformer design using polyno-

mial eigenvalue decomposition,� inInt. Workshop on Acoust. Signal Enhancement

(IWAENC) , 2022.

5. E. d'Olne , A. H. Moore, P. A. Naylor, J. Donley, �Model-based beamforming for

wearable microphone arrays,� inProc. Eur. Signal Process. Conf. (EUSIPCO),

2021.

1.4 Thesis outline

The remainder of this thesis is structured as follows:

Chapter 2, Review of Multichannel Speech Enhancement and the Polynomial

eigenvalue decomposition (EVD) Method provides a review of speech enhance-

ment methods in compact microphone arrays, and introduces the PEVD method �rst

presented in [11]. The general signal model used throughout this thesis is described in

details, and the underlying principles in PEVD-based enhancement are introduced. The

practical implementation of PEVD is also discussed, and a description of widely-adopted

diagonalisation algorithms is given.

Chapter 3, Polynomial Eigenvalue Decomposition for Centralised Speech En-

hancement in Acoustic Sensor Networks investigates the use of PEVD for speech

enhancement in WASNs. The method is evaluated in simulated and real acoustic envi-
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ronments, and performance is compared against optimal beamforming approaches. An

analysis of performance as a function of network geometry is also provided. This chapter

further demonstrates that PEVD is robust to communication latency between micro-

phones in the network, both theoretically and through simulations.

Chapter 4, Polynomial Eigenvalue Decomposition for Processing of Beam-

formed Signals proposes a hybrid beamformer-PEVD enhancement method for use

in WASNs. The method is designed to decrease computational complexity compared to

the network-wide implementation in Chapter 3. The performance of the method is as-

sessed through simulations and compared against optimal beamformers and network-wide

PEVD. The computational complexity of the method is also examined.

Chapter 5, Adaptive Polynomial Eigenvalue Decomposition for Speech En-

hancement introduces a novel frame-based implementation of PEVD enhancement.

This method is based on a recursive estimation of the STCOV matrix, and an adapta-

tion of PPM diagonalisation. The performance of the method is examined in simulations

containing static and moving sources, and compared to established PEVD enhancement

methods. A parameter selection analysis provides guidelines for further use of this method.

Finally, the behaviour of the designed time-varying �lters is investigated graphically by

examining the evolution of their beampatterns.

Chapter 6, Data Collection for Enhancement in Acoustic Sensor Networks �

The Group in Noise (GiN) Database presents a new dataset of real natural group

conversations in noisy environments. The data contain over 2 hours of synchronised audio

and head pose data for a conversation involving 7 participants in 3 reverberant rooms.

In total, 15 channels of audio are available corresponding to 7 close-talking microphones,

a pair of binaural microphones, a glasses-mounted array of 5 microphones, and a single

static reference microphone. The chapter provides further details on the properties of the

data and the acquisition procedure. Furthermore, baseline enhancement results obtained

using beamformers are provided.

Chapter 7, Conclusions draws the main conclusions for this thesis, and provides a

summary of the research �ndings presented throughout the document. Areas for future
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work are also highlighted, both in terms of possible algorithmic improvements and for the

use of PEVD in other signal processing applications.



Chapter 2

Review of Multichannel Speech

Enhancement and the Polynomial EVD

Method

T his chapter begins with an historical overview of multichannel speech enhancement.

The basic principles behind the bene�ts of spatial diversity of microphones are

described, and the concept of subspace �ltering is introduced. Then, motivation for the

polynomial eigenvalue decomposition (PEVD) method employed throughout this thesis

is provided both conceptually and through a mathematical signal model. Finally, the

practical computation of PEVD using iterative algorithms is detailed, and a comparison

with conventional eigenvalue decomposition (EVD) and independent frequency processing

approaches is presented.

2.1 Overview of multichannel speech enhancement

2.1.1 Conventional enhancement methods

The task of improving the quality of speech signals corrupted by noise and distortions,

also known as speech enhancement, is one of the core topics of audio processing. Speech

signals are broadband by nature and are easily corrupted by noise in real-world scenarios.

9
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When recording a conversation, any car driving by, dog barking, or stranger chatting in

the background is likely to mask features of speech that are essential to a good intelligi-

bility. Speech enhancement is a broad topic and is typically divided into two sub-areas

of research: noise reduction and dereverberation. Noise reduction focuses on decreasing

noise power in recordings while preserving speech quality. Dereverberation instead aims

to reduce the level of reverberation which naturally occurs as sounds propagate through

spaces containing acoustically re�ective objects. Together, noise and reverberation heav-

ily deteriorate the quality and intelligibility of speech signals. This is undesirable in most

areas of speech processing including automatic speech recognition (ASR) [17, 18], robot

audition [19], or speaker diarisation [20]. More speci�cally, when using hearing aids, noise

and reverberation prevent users from following everyday conversations and can create

discomfort [21, 22]. Speech enhancement is therefore an essential pre-processing step for

almost all microphone-based applications.

Early work on speech enhancement focussed on single microphone recordings and used

methods such as optimal �ltering [23], spectral subtraction [24], statistical modelling [25],

subspace decomposition [26] and time-frequency (TF) masks [27]. These methods created

a basis which still lies at the core of many state-of-the-art single-channel enhancement

techniques, including deep-learning approaches [28]. However, a signi�cant increase in

enhancement performance arose when multi-channel microphone recordings began to be

exploited. The increased popularity of array processing methods [29�31], together with

the wide availability of cheap microelectromechanical systems (MEMS) microphones, led

to a shift in paradigm from single- to multichannel speech enhancement. This generated

enthusiasm in research and industry alike; for example, early generations of smartphones

used a single microphone, while current designs typically have three.

The fundamental bene�t of multichannel arrays is that they introduce spatial diversity in

samples: microphones placed a few centimetres apart record di�erent signals containing

the same speech but at di�erent spatial sampling positions, thus providing a spatially di-

verse representation of the environment. This allows for spatial �ltering, or beamforming,

to be exploited for speech enhancement. The simplest form of beamforming is the delay-

and-sum beamformer (DSB) which applies delays to the microphone array signals prior

to summing them to produce a single output. The delays ensure that signals originating

from some target direction are time-aligned at the array, thus resulting in constructive
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interference after summation [32]. The DSB is often preceded by a �ltering stage allowing

for beampattern design and resulting in a �lter-and-sum beamformer (FSB) structure [32].

Over time, statistically optimal beamforming solutions emerged, the most common being

the minimum variance distortionless response (MVDR) beamformer and the multichan-

nel Wiener �lter (MWF). The MVDR, or Capon [31], beamformer minimises the noise

power while satisfying a unity gain constraint in a de�ned look direction and, under

some assumptions, produces a maximum likelihood (ML) estimate of the desired speech

signal [33, 34]. It requires knowledge, or estimation, of two quantities: the steering vec-

tor containing the acoustic transfer function (ATF) between the desired source and an

arbitrary reference microphone in the array, and the noise covariance matrix (NCM) de-

scribing spatial correlations of the noise signals recorded at the array. Similarly, the MWF

provides a minimum mean square error (MMSE) estimate of the target speech signal at

the array and requires knowledge of the NCM only, although the use of a voice activity

detection (VAD) is required to estimate both the NCM and the source-only covariance

matrix. As classical MWF may result in target signal distortion, the speech-distortion-

weighted multichannel Wiener �lter (SDWMWF) is often used in practice to establish a

clear trade-o� between speech distortion and noise reduction [35].

An alternative approach to beamforming is to use subspace �ltering methods. Subspace

�ltering is a well-established method for single channel speech enhancement in which it is

assumed that signal and noise subspaces are instantaneously uncorrelated, and that speech

can be represented using a low-rank model [36]. Then, computing the instantaneous

NCM and performing an EVD yields eigenvectors spanning orthogonal subspaces from

which the speech can be recovered. This approach was �rst introduced in [37] with a

Karhunen�Loeve transform (KLT) which gave an optimal solution for white noise. The

generalised eigenvalue decomposition (GEVD) solution in [38] extended the approach to

coloured noise by jointly diagonalising noise and noisy speech covariance matrices. Similar

solutions for multichannel enhancement were subsequently developed in [39,40], although

then can be shown to be equivalent to a beamformer followed by single channel post-

�lter [41].



CHAPTER 2. MULTICHANNEL SPEECH ENHANCEMENT AND PEVD 12

2.1.2 Enhancement through PEVD

In general, multichannel enhancement methods, be them beamforming or subspace �lter-

ing, aim to exploit spatial correlations in the target signal to perform noise reduction.

Conventional subspace methods operate in the time domain and apply EVDs to zero-lag

correlation matrices, assuming a narrowband model of speech [42]. However, this is unable

to capture correlations across time naturally present in broadband signals such as rever-

berant speech. On the other hand, beamforming is often implemented in the short-time

Fourier transform (STFT) domain which is able to observe temporal correlation within

frames [41]. Nevertheless, frequency bins are often processed independently, such that

cross-band magnitude and phase coherence are destroyed [43�45]. Instead, the use of a

matrix containing the spatial correlation between microphones at di�erent time lags, thus

resulting in a tensor with a polynomial structure, is more appropriate to process broad-

band speech signals [42, 45]. The decomposition of such a polynomial matrix, however,

is not immediately obvious: performing an EVD at each time lag would equally destroy

correlations across time present in the tensor. Instead, the use of a polynomial EVD

allows for the decorrelation of signals across time, space, and frequency [42,45].

Several algorithms have emerged to perform PEVD, either based in thez-domain such as

the second order sequential best rotation (SBR2) [46,47] and sequential matrix diagonali-

sation (SMD) [44,48] algorithms, or based on the discrete Fourier transform (DFT) [49,50].

These methods allow for signals to be strongly decorrelated and are preferred for broad-

band processing, �nding applications in sound source localisation [51], adaptive beam-

forming [52, 53], signal compaction [54] and blind source separation [55]. For speech

enhancement, PEVD was used to achieve noise reduction and dereverberation in com-

pact spherical arrays and arrays of arbitrary shapes [56,57]. The approach does not rely

on array geometry or noise estimation, and instead performs enhancement by strongly

decorrelating the microphone signals in space, time, and frequency. Moreover, contrary

to typical subspace enhancement techniques and the MWF, PEVD-based enhancement

does not introduce any distortion in the desired speech signal [56].



13 CHAPTER 2. MULTICHANNEL SPEECH ENHANCEMENT AND PEVD

v1(n)

s0(n) h1 x1(n)

v2(n)

h2 x2(n)

...
... vM (n) ...

hM xM (n)

Figure 2.1: Signal model represented as a SIMO system.

2.2 Multichannel enhancement problem formulation

This section provides technical background on PEVD-based enhancement of a single-

speaker in noisy reverberant environments using an arbitrarily-shaped microphone array.

The focus of PEVD enhancement is primarily to achieve noise reduction. However, it

was shown to also achieve dereverberation in [56] which is re�ected in the following signal

model. Traditional methods of multichannel subspace enhancement based on the EVD in

the time and frequency domains are also introduced.

2.2.1 Signal model for enhancement of noisy reverberant speech

Given an array ofM microphones, the noisy signal recorded at themth microphone can

be written as

xm (n) = hT
ms0(n) + vm (n); (2.1)

where n is the discrete-time index,[�]T the transpose operator,hm 2 R(J +1) � 1 is the

acoustic impulse response (AIR) between the desired speaker and the microphone, as-

sumed stationary and modelled as a �nite impulse response (FIR) �lter of orderJ ,

s0(n) = [ s0(n) s0(n � 1) : : : s0(n � J )]T is the clean anechoic speech signal, andvm (n)

is additive noise. This work assumes that noise signals are zero-mean, non-perfectly co-

herent with each other and uncorrelated with the source signal [58]. A block-diagram

representation as a single input multiple output (SIMO) system is given in Figure2.1.
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In reverberant rooms, the AIR can generally be decomposed into three components: the

direct-path propagation, the early re�ections, and the late reverberation tail [59]. The

direct-path is a delay followed by a sharp peak, representing the propagation time from the

target speaker's lips to the microphone of interest. The early re�ection, typically de�ned

as the �rst 50 ms of the impulse response following the direct-path peak, are well-de�ned

peaks corresponding to �rst-order re�ections in the room. These provide colouration of

the speech signal and are important for speech intelligibility in both impaired and non-

impaired listeners [60]. Finally, the reverberation tail is a collection of closely-spaced

peaks of small amplitudes compared to the direct-path and early re�ections. The signal

model in (2.1) can therefore be rewritten as

xm (n) = hT
m;(d)s0(n) + hT

m;(e)s0(n) + hT
m;(l )s0(n) + vm (n); (2.2)

wherehm;(d) , hm;(e) , and hm;(l ) , are the direct-path, early, and late components of the AIR,

respectively. Given that both the direct-path and early components are essential to speech

intelligibility and assuming that they are uncorrelated with the late re�ections [61, 62],

(2.2) reduces to

xm (n) = sm (n) + � m (n); (2.3)

with sm (n) = hT
m;(d)s0(n) + hT

m;(e)s0(n) the desired speech at themth microphone, and

� m (n) = hT
m;(l )s0(n) + vm (n) the additive noise. Finally, the microphones in the array can

be stacked such that

x(n) = s(n) + � (n); (2.4)

with x(n) = [ x1(n) : : : xM (n)]T and s(n), � (n) de�ned similarly. The goal of speech

enhancement is therefore to recover the single or multichannel target signal component

from the multichannel recordings inx(n).
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2.2.2 Time-domain enhancement using EVD

Conventional subspace-based enhancement techniques typically rely on the computation

of the instantaneous spatial covariance matrix,R xx , de�ned as

R xx = Ef x(n)xH (n)g; (2.5)

with [�]H the Hermitian transpose andEf�g the expectation operator. At one given time,

this matrix captures spatial correlations present in the array. Note thatR xx is a Hermitian

matrix, such that an EVD yields orthogonal eigenvectors. Moreover,R xx is symmetric

and therefore has real eigenvalues. Subspace-based enhancement assumes that signal-

plus-noise and noise-only subspaces are uncorrelated and therefore requires an EVD of

the spatial covariance matrix, such that

R xx = U�U H =
h
U s U �

i
"

� s 0

0 � �

# "
U H

s

U H
�

#

; (2.6)

where the second equality arises from the uncorrelated signal and noise assumption,�

contains eigenvalues sorted in descending order and the columns ofU contain their cor-

responding eigenvectors. Therefore, (2.5) can be rewritten as

R xx = U s� sU H
s + U � � � U H

� = R ss + R �� ; (2.7)

whereR ss and R �� are the signal-plus-noise and noise-only covariance matrices, respec-

tively. For a single speech source, rankf R ssg = 1 and rankf R �� g = M � 1. The above

approach has been exploited in many signal processing problems, and forms the basis for

the MUSIC algorithm [63]. For speech enhancement, many variations exist which exploit

a GEVD decomposition instead of the EVD above [38], and optimise the resulting en-

hancement �lter for di�erent criteria [37]. In general, however, the output is obtained as
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a linear combination of the input signals,x(n), which in its simplest form is given by

y(n) = U H x(n): (2.8)

The channels ofy(n) are uncorrelated since

R yy = U H Ef x(n)xH (n)gU = U H R xx U = � : (2.9)

As the eigenvalues in� are sorted in decreasing order, and since a single speech source is

considered in non perfectly-coherent noise, the �rst channel ofy(n) contains the enhanced

speech. This approach is able to capture, and remove, instantaneous spatial correlations

present in the sensor signals,x(n). For narrowband signals where delays between micro-

phones can be represented as single phase-shifts, using the instantaneous spatial covariance

matrix is appropriate [42]. However, for broadband signals such as reverberant speech,

where delays correspond to frequency-dependent phase shifts, other approaches must be

employed to fully decorrelate signals.

2.2.3 Frequency domain enhancement using multiple EVDs

A natural step towards considering frequency-dependent phase shifts in the decorrelation

process is to investigate the DFT representation of the microphone signals,

x�( k) =
TX

n=0

x(n)e� j 2� nk
( T +1) ; k = 0; 1; : : : ; T; (2.10)

where k is the discrete frequency index andT + 1 the number of samples in the DFT

frame. Then, the power spectral density matrix,R� xx (k), is obtained as

R� xx (k) = Ef x� (k)x� H (k)g: (2.11)
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This matrix is commonly used in beamforming, where each frequency bin is processed

independently to obtain statistically optimal �lters [41]. For subspace �ltering, the EVD

in (2.6) can also be applied to each frequency bin, to obtain the independent frequency-bin

EVD (freqEVD)

R� xx (k) = U� (k)�� (k)U� H (k): (2.12)

This formulation, however, does not account for inter-frequency phase coherence [44] and

introduces an ambiguity in eigenvalue ordering between frequency bins: the principal

subspace (i.e. corresponding to the largest eigenvalue) in bink does not necessarily

coincide with principal subspaces in other frequency bins [64, 65]. Solving these issues

requires enforcing speci�c relationships between eigenvectors in neighbouring frequency

bins, and amounts to implementing DFT-based PEVD algorithms [66, 67]. This will be

discussed in more details in Section 2.3.3.

2.2.4 Polynomial formulation and polynomial EVD

Instead of using the DFT, the PEVD-based enhancement in [45] relies on the space-time

covariance matrix (STCOV) which captures spatial correlations between microphones over

time and is de�ned in the time-domain as

R xx (� ) = Ef x(n)xH (n � � )g; (2.13)

such that the (a; b)th element ofR xx (� ) is given by

ra;b(� ) = Ef xa(n)x �
b(n � � )g: (2.14)
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Concatenating R xx (� ) for all values of � yields a 3-dimensional tensor. This is more

commonly expressed in thez-domain, as

R xx (z) =
1X

� = �1

R xx (� )z� � : (2.15)

The resulting STCOV is a polynomial matrix, i.e. a matrix with polynomial elements,

which can also be interpreted as a polynomial with matrix coe�cients. By de�nition, the

STCOV is a para-Hermitian matrix

R xx (z) = R P
xx (z) = R H

xx (z� 1); (2.16)

with [�]P the para-Hermitian operator, representing an Hermitian transpose followed by

a time-reversal [46]. The PEVD ofR xx (z) is then obtained as

R xx (z) � U(z)� (z)U P (z); (2.17)

where the columns ofU(z) are the polynomial eigenvectors and� (z) is a matrix whose

diagonal elements contain polynomial eigenvalues. The approximation in (2.17) is due to

the use of iterative algorithms for the diagonalisation process such that the eigenvectors

do not achieve perfect diagonalisation of the STCOV [46]. In fact, the equation in (2.17)

may be exact for analyticR (z), U(z), and � (z) which in most cases are in�nite Laurent

series [68]. This implies that exact diagonalisation is unachievable using FIR �lters but

suitable approximations can be obtained using su�ciently large �lter orders [68]. Iterative

PEVD algorithms yield para-unitary eigenvectors, meaning

U(z)U P (z) = U(z)U H (z� 1) = I : (2.18)

This implies that using U(z) as a �lter bank does not a�ect the total energy in the

system, and rather redistributes it between subspaces [46]. Note that the polynomial
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eigenvectors inU(z) are unique up to an arbitrary all-pass function, such that ifum (z)

is the eigenvector corresponding to themth eigenvalue� m (z), ' (z)um (z) is also a valid

eigenvector, where' (z) is an arbitrary all-pass �lter [68, 69]. Similarly to (2.6), since

noise and source signal are assumed to be uncorrelated, (2.17) can be rewritten as

R xx (z) �
h
U s(z) U � (z)

i
"

� s(z) 0

0 � � (z)

# "
U P

s (z)

U P
� (z)

#

: (2.19)

Then, the microphone signals are strongly decorrelated using

y(z) = U P (z)x(z); (2.20)

with x(n) � x(z), since

� (z) � U P (z)R xx (z)U(z) = R yy (z): (2.21)

As the considered signal model contains a single speech signal in non-perfectly coher-

ent noise, and assuming that the PEVD decomposition obeys the spectral majorisation

property in [44], the enhanced output is obtained as the �rst channel ofy(z).

2.3 Practical implementation of PEVD

The practical implementation of the PEVD in (2.17), much like its EVD counterpart,

bene�ts from the use of iterative algorithms to estimate the (polynomial) eigenvectors

and eigenvalues. For the EVD of symmetric matrices, the use of Jacobi's method has

been widely adopted which performs matrix rotations until the considered matrix becomes

diagonal. The diagonal elements are then used as approximations of the eigenvalues, and

the series of rotations applied to the original matrix constitute the eigenvector matrix.

This idea of iteratively using similarity transformations to diagonalise para-Hermitian

matrices is also at the core ofz-domain PEVD algorithms such as SBR2 and SMD [44,46].

Other approaches based on the DFT for PEVD computation exist and will be brie�y
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r3;1(z) r3;2(z) r3;3(z)

r2;1(z) r2;2(z) r2;3(z)

r1;1(z) r1;2(z) r1;3(z)

0:8z� 2 � 0:4z� 1

Figure 2.2: Polynomial matrix representation as a matrix with polynomial elements for
the example in (2.22).

discussed in this section, but are not the focus of this work as they are not typically the

methods employed for speech enhancement [70].

To illustrate the operations described in this section, it may be useful to view polyno-

mial matrices either as matrices with polynomial elements, or as polynomials with matrix

coe�cients [65]. Both of these interpretations are illustrated in Figures2.2 and 2.3 re-

spectively, for the polynomial matrix given by

R(z) =

2

6
4

1 0:5z2 0:7z

0:5z� 2 1 0:8z� 2 � 0:4z� 1

0:7z� 1 0:8z2 � 0:4z 1

3

7
5 : (2.22)

2.3.1 Jacobi's eigenvalue algorithm for EVD

Given the real-symmetric matrixR, the goal of an EVD is to �nd the matricesU and �

which satisfy

U H RU = � ; UU H = I : (2.23)

The Jacobi eigenvalue algorithm is an iterative method used to diagonalise real-symmetric

matrices such asR. The core principle is to apply similarity transformations, which pre-
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Figure 2.3: Polynomial matrix representation as a polynomial with matrix coe�cients
for the example in (2.22).
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serve eigenvalues, toR until it becomes diagonal. The resulting diagonal matrix contains

approximate eigenvalues, and the collection of similarity transformations constitutes the

eigenvector matrix. The Jacobi algorithm uses Given's rotations, de�ned as [65,71]

G (a;b)(�; � ) =

2

6
6
6
6
6
6
6
4

I a� 1 0 : : : : : : 0

0 cos(� ) 0 sin(� )ei� ...
... 0 I b� a� 1 0

...
... � sin(� )ei� 0 cos(� )

...

0 : : : : : : : : : I M � b

3

7
7
7
7
7
7
7
5

2 CM � M : (2.24)

The Given's rotation matrix is orthogonal and therefore unitary, i.e.G (a;b)(�; � )GH
(a;b)(�; � ) =

I . It is used in the Jacobi algorithm to set an o�-diagonal element pair to zero, such that

G (a;b)

2

6
6
6
6
6
6
6
4

. . .
...

...
...

: : : ra;a : : : ra;b : : :
...

. . .
...

: : : rb;a : : : rb;b : : :
...

...
...

. . .

3

7
7
7
7
7
7
7
5

GH
(a;b) =

2

6
6
6
6
6
6
6
4

. . .
...

...
...

: : : r 0
a;a : : : 0 : : :
...

. . .
...

: : : 0 : : : r 0
b;b : : :

...
...

...
. . .

3

7
7
7
7
7
7
7
5

; (2.25)

where ra;b is the (a; b)th element ofR. The values of� , � which satisfy (2.25) are� =

arg(ra;b) and tan(2� ) = 2jr a;b j
r a;a � r b;b

.

To optimise convergence of the Jacobi algorithm, the Given's rotation is applied to the o�-

diagonal element pair with the largest absolute valuej� j, also called pivot. Due to matrix

symmetry, the pivot search can be limited to the upper or lower-triangular matrix. The

process is repeated untilR is approximately diagonal. Typically, approximately diagonal

means thatj� j is below a tolerance threshold� , or that the number of iterations has reached

a prede�ned maximum. Finally, the overall matrix which achieves diagonalisation ofR

after � iterations is

U H = G (� )G (� � 1) : : : G (1) ; (2.26)
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whereG (� ) indicates the Given's rotation applied at the� th iteration. This satis�es UU H =

I as the product of unitary matrices is also unitary. A summary of Jacobi's algorithm is

given in Algorithm 1.

Algorithm 1 Jacobi's eigenvalue decomposition
Inputs: R xx , � , maxIter
Initialise: �  0, �  � + 1, � = R xx , U H = I

1: while (� < maxIter and j� j > � ) do
2: �  maxjra;bj; b > a % Find the maximum o�-diagonal element.
3: �  � + 1,
4: �  G(�; � )�G H (�; � ), % Apply Given's rotation.
5: U H  G(�; � )U H , % Update diagonalisation matrix.
6: end while
7: return U H , � .

2.3.2 Extension to polynomial matrices

The core idea behindz-domain PEVD algorithms such as SBR2 and SMD [44,46] is the

same as for Jacobi's algorithm: starting from a para-Hermitian matrixR xx (z), they aim

to �nd the similarity transformations which must be applied to yield the diagonal matrix

� (z). In the context of polynomial matrices, diagonality implies that all o�-diagonal

elements must be zero, for all powers ofz. Equation (2.23) is therefore extended to the

polynomial case through

� (z) � U P (z)R xx (z)U(z): (2.27)

The Given's rotation in (2.24) can be used to nullify o�-diagonal elements forz0 but not

across powers ofz. Instead, the delay matrix D a;� (z) is introduced which delays theath

row of R xx (z) by � lags

D a;� (z) =

2

6
4

I a� 1 0 0

0 z� � 0

0 0 I M � a

3

7
5 : (2.28)
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This delay matrix is para-unitary, D a;� (z)D P
a;� (z) = I , meaning it can be used in similarity

transformations and yield a para-unitary eigenvector matrixU(z).

The SMD algorithm [46] thus uses this matrix to create a polynomial extension to the

Jacobi algorithm. At each iteration, the algorithm searches for the o�-diagonal element

with largest absolute valuej� j, this time across all powers ofz. This pivot is therefore

indexed using its rowa, column b, and power ofz. Then, if j� j exceeds the tolerance

threshold � , the delay matrix D a;� (z) is used to bring the pivot to thez0 plane. A Given's

rotation is computed on thez0 plane and applied to the entire polynomial matrix, which

sets the pivot to zero. This process is repeated untilj� j sits below the threshold value

� , or until reaching the maximum number of iterations. The polynomial matrix which

achieves diagonalisation ofR xx (z) after � iterations is

U P (z) = G (� )D (� )(z)G (� � 1)D (� � 1)(z) : : : G (1) D (1) (z): (2.29)

Since it is composed of para-unitary matrices,U P (z) is also para-unitary. As the number

of iterations � grows, the number of delaying operations in (2.29) is also likely to grow.

This will lead to high-order polynomials inU P (z), generating an increase in computational

and memory requirements, as well as additional processing delays for down-stream tasks

such as in (2.20). To limit this e�ect, the SBR2 algorithm introduces a trimming factor

� , designed to remove planes at large lags� which contain a small percentage of energy

compared to other lags [72]. Practically, this consists in �nding the smallest lag� max such

that planes that lie outside of� � max and contain � times the total energy across all planes

are discarded, while planes within� � max and therefore accounting for(1 � � ) times the

energy in the system are preserved. This trimming operation leads to an approximation

of the STCOV and resulting eigenvector and eigenvalues: this is in fact responsible for

the approximation in (2.17). The general structure for the SBR2 algorithm is given in

Algorithm 2.

The SMD algorithm [44] used in the remainder of this thesis is a faster implementation

of the SBR2 algorithm, based on the observation that the delay matrixD a;� (z) brings

multiple elements to thez0 plane, such that it is bene�cial to search for the largest o�-

diagonal row/column instead of single element pairs. Once this row/column is delayed
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Algorithm 2 Second-Order Sequential Best Rotation (SBR2) [46]
Inputs: R xx (z), � , maxIter, � .
Initialise: �  0, �  � + 1, �~(z) = R xx (z), U~P (z) = I

1: while (� < maxIter and j� j > � ) do
2: �  maxjra;b(� )j; b > a; 8� % Find the maximum o�-diagonal element.
3: �  � + 1,
4: �~(z)  D (z)�~(z)D P (z),
5: U~P (z)  D (z)U~P (z), % Apply delay matrix.
6: �~(z)  G(�; � )�~(z)GH (�; � ),
7: U~P (z)  G(�; � )U~P (z), % Apply Given's rotation.
8: �~(z)  trim (�~(z); � ),
9: U~P (z)  trim (U~P (z); � ), % Trim high-order lags.

10: end while
11: return U H , �~.

to the z0 plane, the Given's rotation is replaced by an EVD which fully diagonalises the

zero-lag plane. Both SBR2 and SMD have been shown to converge [44,46].

In general, iterations of z-domain PEVD algorithms operate on the same structure:

search for large o�-diagonal elements,delay these elements to thez0 plane, zero them

using unitary matrices, trim high-order elements in the polynomial. This process is il-

lustrated in Figure 2.4 using Example 1 in [48]. Each of these operations can be replaced

with equivalent forms to yield novel PEVD approximation algorithms [48,73,74].

2.3.3 Spectral majorisation and DFT-based approaches

As observed in Section 2.2.3, the power spectral density matrix,R� xx (k), can be obtained

from the STCOV as

R� xx (k) = R xx (z)
�
�
z= ej 2�k= ( T +1) : (2.30)

From the Wiener�Khinchin theorem, this is also equivalent to

R� xx (k) =
TX

� =0

R xx (� )e� j 2� � k
( T +1) ; k = 0; 1; : : : ; T; (2.31)
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Figure 2.4: Illustration of the PEVD approximation process in z-domain algorithms
such as SBR2 and SMD.
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such that R xx (� ) � R� xx (k) is a DFT pair. It can therefore be noted that the two

representations,R xx (z) and R� xx (k), capture similar information about the spatial, tem-

poral, and spectral correlations in the array. The decomposition of (2.30) can therefore

be obtained as

R� xx (k) = U� (k)�� (k)U� H (k); (2.32)

where U� (k) and �� (k) are obtained independently for each frequency bink. However,

using this approach directly does not necessarily yieldU� (k) = U(z)
�
�
z= ej 2�k= ( T +1) . Indeed,

processing frequency bins independently destroys inter-frequency band coherence [44].

This issue can be solved through the use of eigenvector phase-alignment functions across

frequency bins [64, 75]. However, independent frequency bin processing also creates am-

biguities in eigenvalue-to-output channel ordering: for example, the principal eigenvector

(i.e. corresponding to the largest eigenvalue) in one frequency bin may not correspond to

the same subspace than the principal eigenvector in another frequency bin, and therefore

should not necessarily be assigned to the same output channel. This can be mitigated

by enforcing certain permutation constraints such as spectral majorisation or maximal

smoothness [50,75].

When eliminating o�-diagonal elements using the Given's rotation or EVD, the SBR2

and SMD methods described above ensure that diagonal elements are sorted in order of

decreasing magnitude and therefore enforce a spectrally majorised solution [46]. This

implies that for all k

� a� 1(k) � � a(k); a = 2; : : : ; M; (2.33)

where� a(k) is the (a; a)th element of� (z)
�
�
z= ej 2�k= ( T +1) . From (2.21), this also corresponds

to the power spectral density of the signal generated using theath eigenvector. This spec-

tral majorisation implies that for each frequency, the �rst output channel is associated

with the largest eigenvalue, the second output with the next largest eigenvalue, the third

output with the third largest, etc. Therefore, a DFT-based decomposition can be equiv-

alent to the SBR2 or SMD decompositions if phase alignment and spectral majorisation
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are imposed.

2.4 Chapter summary

This chapter introduced the topic of multichannel speech enhancement, with an emphasis

on traditional signal subspace methods and the PEVD method employed throughout this

thesis. Signal models were provided for traditional time-domain and frequency-domain

methods, as well as for the considered PEVD approach. The practical computation of

PEVD through z-domain iterative algorithms was presented, together with its similarities

and di�erences with traditional EVD and DFT approaches. The topics presented in

this chapter will be exploited in Chapters 3 and 4 for enhancement in wireless acoustic

sensor networks (WASNs), while Chapter 5 will investigate a frame-based algorithmic

implementation of the PEVD enhancement method.



Chapter 3

Polynomial Eigenvalue Decomposition

for Centralised Speech Enhancement in

Acoustic Sensor Networks

T he ubiquity of smart devices equipped with microphones in modern environments has

opened the door to performing audio processing task such as speech enhancement

over networks of microphones instead of traditional compact arrays. However, wireless

acoustic sensor networks (WASNs) also introduce geometry estimation, clock synchronisa-

tion, and latency compensation as often necessary steps prior to traditional enhancement

techniques. As an alternative approach, this chapter investigates the use of blind poly-

nomial eigenvalue decomposition (PEVD)-based enhancement in such networks with an

emphasis on its robustness to communication latency between nodes. Simulations and

experiments on real data show that the network-based PEVD enhancement consistently

gives equivalent or better signal-to-noise ratio (SNR) than the best node in the network,

even when experiencing communication latency. In-depth analysis of the network geom-

etry and the PEVD �lterbanks provides insights into the strengths and shortcomings of

PEVD-based enhancement in networks, and shows it is robust to the issue of reference

microphone selection. Finally, evaluation of PEVD as a pre-processing step to automatic

speech recognition (ASR) shows an improvement of 7 points in word error rate (WER)

over multichannel Wiener �ltering for very noisy real conversations.

29
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This chapter is closely related to the paper published in [12] and its extension in [13].

3.1 Overview of Speech Enhancement in Wireless Acous-

tic Sensor Networks

Microphone arrays present irrefutable bene�ts over single-channel devices for speech en-

hancement, many of which were described in Chapter 2. In fact, most modern commercial

devices with a sound acquisition function are equipped with multiple microphones: lap-

tops and smartphones typically have two to four built-in, voice assistant loudspeakers

can carry between two and seven, and some high-end smart watches use arrays of three

microphones. Modern digital hearing aids, including those provided by the NHS, also

typically include at least two microphones per earpiece.

Fundamentally, multichannel enhancement techniques draw their increase in performance

from the spatial diversity of samples captured by microphone arrays: as directional prop-

erties of sounds are preserved, beamforming can be used to suppress or augment sources

from particular directions. The scale of the resulting bene�t for speech enhancement de-

pends on a wide variety of parameters including the number and type of microphones in

the array, their position and distance relative to each other, or the spectral characteris-

tics of the source of interest and ambient noise [6]. Most importantly, the performance

of multichannel speech enhancement is limited, like single-channel methods, by the dis-

tance between the array and sound sources: microphones placed several meters away

from speakers will realistically struggle to pick up voices compared to close-talking micro-

phones, especially in noisy environments. This limitation is well-known to hearing aids

manufacturers and many o�er remote microphones that can be used to capture conversa-

tions at higher SNRs than stand-alone earpieces. However, these are often expensive and

impractical in group interactions: they require all participants to share a single device and

pass it around in turns during the conversation. Instead, there has been a growing interest

in leveraging the omnipresence of microphones in our environments to form WASNs for

speech enhancement.
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3.1.1 Characteristics of WASNs

WASNs are a collection of microphones or microphone arrays called nodes which are con-

nected to each other through wireless links. Each node typically contains one or multiple

microphones, a signal processing unit, and a wireless communication link. A common

example of a 2-node WASN are binaural hearing aids since both earpieces communicate

with each other through a wireless connection [76,77]. A more generic example of a WASN

involves connecting all of the microphones naturally present in a room such as those in

smartphones, laptops, or headphones. In doing so, nodes capture the acoustic scene from

vastly di�erent positions, thus providing a large spatial diversity of samples and a bet-

ter representation of the environment than conventional compact arrays [8]. Moreover,

there is �exibility in node positioning and individual devices can be moved to capture

the scene at di�erent SNRs. WASNs for acoustic signal processing have gathered a lot

of enthusiasm and have already found applications in teleconferencing, room geometry

estimation, or speech enhancement in hearing aids [8,78�80]. In some speci�c use-cases,

such as for example involving in�rmity and geriatrics, such systems may be less intrusive

or uncomfortable for users compared to close-talking microphones or stand-alone hearing

aids [22, 81]. However, signal processing in WASNs also introduces signi�cant technical

challenges.

First, WASNs are often sampled asynchronously. This means that individual nodes use

independent clocks which could operate at completely di�erent rates. Even when the rates

are equal in principle, devices are turned on at di�erent times and experience clock o�sets,

or have sampling rate mismatches leading to clock skew [82]. In general, microphones in

the network cannot be assumed to be calibrated, such that they may experience di�erent

frequency-dependent gains. Then, the geometry of the system is often unknown and can

be non-stationary, both between nodes and within nodes in the case of wearable devices.

Finally, wireless transmission between nodes is likely to result in unpredictable latency

associated with the communications channel amounting to a few tens of milliseconds up

to 100 ms depending on communication protocols [10]. Nomenclature is important here:

WASNs are sometimes described as ad-hoc microphone arrays or distributed arrays in

the literature [8, 83] but these terms can also be used to refer to wired systems which

do not necessarily su�er from latency issues. This also a�ects the network topology:

depending on the available communication resources, networks can be fully connected,
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Figure 3.1: Examples of possible network topologies. Nodes may contain more than one
microphone and edges represent wireless links. The fusion centre in(b) is represented by
a full node.

partially connected with a fusion centre (FC), or partially connected without a FC, as

illustrated in Figure 3.1. All of these challenges are especially signi�cant for traditional

multichannel enhancement methods such as beamforming since they often heavily rely

on having calibrated arrays with known geometries or access to equivalent spatial �nger-

prints such as acoustic transfer functions (ATFs) or relative transfer functions (RTFs) [6].

Standard array processing cannot generally be employed directly with distributed arrays,

and alternative approaches must be found.

3.1.2 Network calibration methods

A common strategy in the literature towards solving the issues presented in Section 3.1.1

is to introduce a calibration step before applying traditional multichannel enhancement

techniques such as beamforming. The calibration step typically includes a clock synchro-

nisation and microphone frequency response equalisation, followed by an estimation of

the network geometry or equivalent ATF/RTF.

Clock synchronisation can be achieved in two ways: by sharing a synchronisation sig-

nal through the network [84, 85], or using direct estimation of o�sets from the audio

signals [82], also referred to as blind synchronisation. These methods however often

su�er from frequency response mismatch between nodes [86] and clock synchronisation

remains a challenge in WASNs. These issues can sometimes be circumvented by using

speci�c enhancement methods such as low-rank multichannel Wiener �lter (MWF), where

beamforming parameters can be estimated directly from uncalibrated microphone signals
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without loss of performance [87].

Microphone array calibration and gain equalisation have long been a challenging problem,

even in conventional compact arrays [88,89]. A typical approach for gain equalisation in

compact arrays is to estimate the direction-of-arrival (DOA) of a source assuming the

array parameters, e.g. sensor positions, are correct and use this DOA to re-estimate

the parameters, iterating until convergence [89]. This approach was applied to WASNs

in [90] for joint estimation of microphone position and gains using time-of-arrival (TOA)

instead of DOA information. Another strategy is to avoid the microphone gain calibration

step altogether by designing gain-independent beamformers [87,91]. Finally, information

about the position of nodes in the network can be retrieved through acoustic geometry

calibration [92,93] or estimation of acoustic �ngerprints such as ATFs or RTFs [94,95].

While natural acoustic propagation delays exist between microphones and can be lever-

aged to estimate characteristics of the network (e.g. geometry), WASNs also experience

communication latency between nodes. From a FC's perspective, latency is unpredictable

and uncontrollable, making it di�cult to estimate in systems operating in real-time. Many

studies assume instantaneous transmission between nodes which is not the case in practice.

Some work such as in [96] proposed methods of enhancement using remote-microphones

under realistic latency conditions, but limited literature exists for equivalent approaches

over more extensive networks. By its very nature, latency increases the time-di�erence-

of-arrival (TDOA) between the fusion centre and nodes in the network. This signi�cantly

a�ects the performance of any network calibration or geometry estimation that relies on

DOA or TDOA estimation, and errors are likely to cascade into subsequent enhance-

ment. Moreover, latency decreases the instantaneous correlation between signals received

at the fusion centre. Hence, the performance of methods relying on strong and consistent

correlation between microphones of the target signal compared to the noise �eld, e.g.

minimum variance distortionless response (MVDR) or MWF beamforming, is expected

to degrade [97, 98]. In general, applying enhancement methods directly without or with

improper compensation for latency can lead to echos or comb-�ltering e�ects.
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3.1.3 Centralised and distributed enhancement

Assuming a fully calibrated network or following the calibration steps detailed above,

enhancement methods in WASNs can then be broadly divided into two categories: cen-

tralised and distributed processing.

In centralised processing, it is assumed that the network has a FC which receives sensor

information from all other nodes and is solely responsible for the enhancement. This

assumes a FC with a strong digital signal processing (DSP) capacity and requires wide

communication bandwidth within the network, but relaxes the requirements on process-

ing capabilities of secondary nodes. Enhancement is then commonly achieved using tra-

ditional optimal microphone array techniques such as MVDR beamformers, linearly con-

strained minimum variance (LCMV) beamformers, or MWFs, treating the WASN as a

single array [99]. Some care needs to be put into the choice of reference microphone used

in these methods, as the wide spatial distribution of microphones leads to substantial

di�erences in enhancement performance across di�erent reference microphones [100,101].

To mitigate for the large communication costs of centralised processing, methods of sensor

selection [102] or bit-rate allocation [103] can be employed.

Alternatively, in distributed processing, every node calculates its own weights based on

parameters received from all other or some other nodes, depending on the topology of the

network. This considerably reduces communication bandwidth requirements on the net-

work and distributes the processing load between all nodes instead of being concentrated

in the FC. Distributed processing however requires elaborate algorithmic design as each

node has access to limited information. The most popular method of distributed process-

ing is the distributed adaptive node-speci�c signal estimation (DANSE) algorithm, which

estimates node-speci�c signals using compressed information from other nodes in fully-

connected networks [104, 105], networks with a tree structure [106], or in mix-topology

networks [107]. This can be applied to speech enhancement using distributed LCMV

beamformers [108, 109] or generalised eigenvalue decomposition (GEVD)-based noise re-

duction [110].
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3.1.4 PEVD as a centralised enhancement method

This chapter proposes a PEVD-based approach for centralised speech enhancement in

WASNs, i.e. assuming the presence of a FC. While many solutions exist to synchronise

sensors in WASNs, the task is non-trivial in realistic scenarios and errors in calibration or

parameters estimation are likely to deteriorate the performance of subsequent enhance-

ment. Moreover, classical beamforming techniques are typically implemented in the fre-

quency domain, processing separate frequency bands independently using narrowband

techniques [6]. This ignores inter-band correlations which contain essential information

about the acoustic characteristics of the environment. Finally, as nodes in the network

are likely to be placed far from each other, their received signals may be very weakly,

or not at all, instantaneously correlated and therefore cannot be used jointly for en-

hancement. Instead, it is proposed to use multi-channel broadband processing methods

based on the polynomial eigenvalue decomposition (PEVD) of spatio-temporal correla-

tion matrices [44,46,52]. PEVD has been used with various compact arrays and achieves

enhancement through strong decorrelation of microphone signals in space, time, and fre-

quency [111]. As PEVD-based enhancement relies on estimating a space-time covariance

matrix which characterises the correlation of signals over time rather than instantaneously,

it is hypothesised that it will exhibit robustness to latency. Its use for enhancement in

simple WASNs without communication latency was initially demonstrated in [14], where

it achieved noise reduction and intelligibility improvements when applied to all micro-

phones in the network or following node-speci�c enhancement. Initial work in [12] showed

that PEVD-based enhancement was able to improve speech intelligibility and quality in

simulated show-box rooms, and was able to perform as well or better than the microphone

with the highest SNR in the network in most scenarios.

3.2 Problem Formulation and Technical Challenges

3.2.1 Signal Model

The signal model in this section is closely aligned with the model in Chapter 2, and

introduces the notation used for signal processing in WASNs. GivenQ nodes each ofM q

microphones, the noisy speech signal recorded at themth microphone of theqth node can
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be written as

xq;m(n) = hT
q;ms0(n) + vq;m(n); (3.1)

where n is the discrete-time index,[�]T the transpose operator,hq;m 2 R(J +1) � 1 is the

acoustic impulse response (AIR) between the desired speaker and the microphone, as-

sumed stationary and modelled as a �nite impulse response (FIR) �lter of orderJ ,

s0(n) = [ s0(n) s0(n � 1) : : : s0(n � J )]T is the clean anechoic speech signal, andvq;m(n) is

additive noise. This work assumes that noise signals are zero-mean, non-perfectly coherent

with each other and uncorrelated with the source signal [58].

Following the discussion in Chapter 2, the AIR can be decomposed into direct-path,

early re�ections, and reverberation tail [59]. Considering that both direct-path and early

re�ections contribute to speech intelligibility [60], and assuming they are uncorrelated

with late re�ections [61,62], (3.1) can be simpli�ed as

xq;m(n) = sq;m(n) + � q;m(n); (3.2)

with sq;m(n) the desired speech at themth microphone of theqth node, and� q;m(n) the

additive noise. Finally, the microphones in theqth node can be stacked such that

xq(n) = sq(n) + � q(n) (3.3)

with xq(n) = [ xq;1(n) : : : xq;M q (n)]T and sq(n), � q(n) de�ned similarly.

This work assumes that speech enhancement is performed at a FC, such that a reference

node receives signals from all other sensors in the network. Without loss of generality,

the reference node is chosen as the �rst node in the network and is co-located with the

FC. Then, stacking all microphone signals from all nodes gives

x(n) = s(n) + � (n); (3.4)



37 CHAPTER 3. PEVD IN ACOUSTIC SENSOR NETWORKS

with x(n) = [ xT
1 (n) : : : xT

Q(n)]T 2 RM � 1 with M the total number of microphones in the

network, and s(n), � (n) de�ned similarly.

3.2.2 Centralised Beamforming

Beamforming is typically performed in the short-time Fourier transform (STFT) domain,

and rewritting (3.4) gives

x� (k; `) = s� (k; `) + �� (k; `); (3.5)

with x(n) � x�( k; `) representing a STFT pair, and` and k the time and frequency

indices, respectively. The STFT analysis window is assumed to be large compared to the

support of the direct-path component of the relative acoustic impulse responses between

microphones, such that the multiplicative transfer function assumption can be made [112].

This assumption is common for compact arrays whose microphones are separated by a

few centimetres [113], but extra care needs to be taken when dealing with WASNs with

nodes placed several meters away from each other.

Finally, beamforming is applied through a spatial �lter, w� (k; `) 2 CM � 1, as

y�( k; `) = w� H (k; `)x� (k; `) = w� H (k; `)s� (k; `) + w� H (k; `)�� (k; `); (3.6)

with [�]H the Hermitian transpose.

The spatial �lter design often relies on the estimation of two quantities: the steering vec-

tor, d� q(� q(`); k), and the noise covariance matrix (NCM),R� �� (k; `). The steering vector

represents the propagation of sound waves through an array for a given (time-varying)

DOA, � q(`), and can be modelled as ideal narrowband delays based on the array geometry,

derived from known anechoic impulse response measurements, or estimated directly from

signal statistics [113]. In network processing, the DOA de�nition is ambiguous as the

source arrives to di�erent nodes with di�erent angles, as illustrated in Figure3.2. This

implies that in practice the steering vector must be obtained for each node independently,

such that d� (k; `) = [ d� 1(� 1(`); k)T : : : d� Q(� Q(`); k)T ]T , with d� q(� q(`); k) 2 CM q � 1. The
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s0(n)

x2(n)
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x 1
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)
� 1

x
3 (n)

� 3

Figure 3.2: Illustration of the DOA ambiguity between nodes in a network. The same
source impinges on di�erent arrays with di�erent azimuths,� q.

NCM is de�ned as

R� �� (k; `) = Ef �� (k; `)�� H (k; `)g

=

2

6
6
4

R� � 1 � 1
(k; `) : : : R� � 1 � q

(k; `) : : : R� � 1 � Q
(k; `)

...
. . .

...

R� � Q � 1
(k; `) : : : R� � Q � q

(k; `) : : : R� � Q � Q
(k; `)

3

7
7
5 ;

(3.7)

with Ef�g the expectation operator. The diagonal elements ofR� �� (k; `) are the individual

NCMs calculated at each node, while the o�-diagonal elements capture the noise coherence

across nodes. The noisy speech covariance matrix,R� xx (k; `), can be de�ned similarly.

3.2.3 PEVD-based Enhancement

The PEVD-based enhancement �rst introduced in [45] relies on the signal space-time

correlation matrix de�ned in the time-domain as

R xx (� ) = Ef x(n)xH (n � � )g; (3.8)
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such that the (a; b)th element ofR xx (� ) is given by

ra;b(� ) = Ef xa(n)x �
b(n � � )g: (3.9)

ConcatenatingR xx (� ) for values of� 2 f� N; : : : ; N g yields a 3-dimensional tensor. This

is more commonly expressed in thez-domain, as

R xx (z) =
NX

� = � N

R xx (� )z� � : (3.10)

The resulting space-time covariance matrix (STCOV) is a polynomial matrix, i.e. a

matrix with polynomial elements. It can also be interpreted as a polynomial with matrix

coe�cients, as detailed in Chapter 2. This polynomial matrix captures the temporal,

spectral, and spatial correlations between the microphones in the network. The STCOV

is a para-Hermitian matrix, i.e. R xx (z) = R P
xx (z), with [�]P the para-Hermitian transpose,

such that R P
xx (z) = R H

xx (z� 1) [46]. In a given time-frame` of length N , it is related to

the noisy speech covariance matrixR� xx (k; `) through

R� xx (k; `) = R xx (z)
�
�
z= e2�jk=N : (3.11)

Enhancement is then obtained through the eigenvalue decomposition of this polynomial

matrix. The PEVD of R xx (z) is de�ned as

R xx (z) � U(z)� (z)U P (z); (3.12)

where U(z) is the eigenvector polynomial matrix and� (z) is a matrix whose diagonal

elements contains the polynomial eigenvalues. The approximation in (3.12) is due to the

use of iterative algorithms to estimate the decomposition [46]. Since noise and source
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signal are assumed to be uncorrelated, this can be rewritten as

R xx (z) �
h
U s(z) U v(z)

i
"

� s(z) 0

0 � v(z)

# "
U P

s (z)

U P
v (z)

#

; (3.13)

where [�]s and [�]v represent the signal-plus-noise and noise-only subspaces, respectively.

Then, the signals are strongly decorrelated using

y(z) = U P (z)x(z); (3.14)

with x(n) � x(z), since

� (z) � U P (z)R xx (z)U(z) = R yy (z): (3.15)

Finally, as the considered signal model contains a single speech signal, and assuming that

the PEVD decomposition obeys the spectral majorisation property in [44], the enhanced

output is obtained as the �rst row of y(z).

3.2.4 Practical space-time covariance matrix estimation

In practice, the expectation in (3.8) is estimated using frames ofT + 1 samples, assuming

stationarity within each frame such that (3.9) is obtained using the estimator

r̂ a;b(� ) =

8
<

:

1
T +1 � �

P T � �
n=0 xa(n + � )x �

b(n); � � 0

r̂ �
b;a(� � ); � < 0:

(3.16)

The number of samplesT + 1 used to compute the correlation may be smaller or equal

to the total number of available signal samples,N . The resulting estimated polynomial

matrix, R̂ xx (� ), can be computed adaptively across frames using exponential smoothing

[15] or �xed to an optimal value obtained using long-term statistics of the signal [45]. The
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latter is considered in this work. The STCOV in (3.10) is then calculated using

R̂ xx (z) =
WX

� = � W

R̂ xx (� )z� � ; (3.17)

whereW is the truncation window used to determine the amount of supported temporal

correlation in the speech signal.

3.2.5 Transmission latency

Equation (3.4) ignores any communication delays between nodes in the network. In

practical implementations of WASNs, signals from theqth node arrive at the FC with a

delay of dq samples such thatx(n) becomes

x~(n) =
h
x1(n) : : : xq(n � dq) : : : xQ(n � dQ)

i T
: (3.18)

The (a; b)th element of the STCOV matrix in (3.9) thus becomes

r~a;b(� ) = Ef xa(n � da)x �
b(n � � � db)g (3.19)

= ra;b(� + da � db): (3.20)

Without loss of generality, this work assumes that each node is composed of a single

microphone, such thatM q = 1, for q = 1 : : : Q. This results in the following STCOV,

with d1 = 0

R~xx (z) =

2

6
6
6
6
4

1 zd2 : : : zdQ

z� d2 1 : : : zdQ � d2

...
...

. . .
...

z� dQ zd2 � dQ : : : 1

3

7
7
7
7
5

� R xx (z); (3.21)
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with � the Hadamard product. This is equivalent to

R~xx (z) = ' (z)R xx (z)' P (z); (3.22)

' (z) = diag([1 z� d2 : : : z� dQ ]); (3.23)

where the diag(�) operator creates a diagonal matrix. The matrix' (z) is para-unitary,

i.e. ' (z)' P (z) = ' P (z)' (z) = I , with I the identity matrix. Combining (3.12) and

(3.22) yields

R~xx (z) � ' (z)U(z)� (z)U P (z)' P (z) (3.24)

= U~(z)� (z)U~P (z); (3.25)

with U~(z) = ' (z)U(z). The PEVD of R~xx (z) therefore produces eigenvectors equal to

the ideal eigenvectors delayed by the appropriate latency for each channel. This implies

that PEVD-based enhancement in WASNs is intrinsically able to compensate for commu-

nication latency between nodes without the need to explicitly estimate them. Following

(3.16) and (3.17), the relationship in (3.25) only holds if the PEVD parametersT and

W are su�ciently large to capture the propagation and communication delays between

nodes in practical implementations, which will be investigated in Section 3.3.4.

3.3 Enhancement in simulated networks

3.3.1 Experimental setup

Figure 3.3 shows the simulation setup for this experiment. A single speech source and

Q = 5 nodes, each containing a single microphone, are positioned randomly in a5� 4� 3 m

shoe-box room with reverberation time equal to0:4 s. Microphones and source are placed

at a �xed elevation of 1:5 m, at a minimum distance to the walls of0:7 m, and with

a minimum microphone-source distance of0:5 m to avoid near-�eld e�ects. Anechoic

samples from the IEEE sentences [114] are convolved with impulse responses simulated

using the image-source method in [115] to obtain the speech at the microphones. Isotropic
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Figure 3.3: Example setup where 5 microphones (red crosses) and 1 speech source (blue
diamond) are placed randomly in a5 � 4 � 3 m shoe-box room withT60 = 0:4 s.

di�use noise is added such that the noise level is the same at every microphone, and the

input SNR is measured as the average direct-path input SNR across all microphones.

Speech-shaped and white noise signals are created using [116], factory noise is taken from

the Noisex database [117], and babble noise is generated using 12 overlapping male and

female speakers from the VCTK database [118]. When relevant, latency is applied to each

node as a random delay uniformly distributed in the rangef 0; 50g ms and such that one

node in the network always experiences the highest possible latency. Results are averaged

over500sentences with random microphone placement, source position, noise realisations,

and latencies. The sampling rate isf s = 16 kHz.

3.3.2 Baseline enhancement and parameter selection

Performance of PEVD-based enhancement is compared to:

� a centralised oracle speech-distortion-weighted multichannel Wiener �lter (SDWMWF)

with knowledge of the true noise covariance matrix but without knowledge of la-

tency [119], de�ned as oMWF. This baseline provides an upper-bound on enhance-

ment performance as it provides a statistically optimal solution [35].

� a practical implementation of the same SDWMWF, called vadMWF, which uses the

voice activity detection (VAD) in [120].
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� a multichannel GEVD method with knowledge of the noise covariance matrix but

without knowledge of latency [39], de�ned as oGEVD. This baseline exists to high-

light the bene�ts of using a polynomial representation of signals.

The two SDWMWFs are implemented using a STFT with16 ms Hamming windows

overlapping by50%[98], while the oGEVD method uses frames of5 ms [39]. Two PEVD

setups are considered: PEVDshort uses frames ofT = 16 ms to estimate the matrix in

(3.8), and PEVDlong uses frames ofT = 150 ms. This parameter controls the amount

of supported temporal correlation between microphones. Other PEVD parameters are

chosen following [45]. Therefore, PEVDshort is designed to match the frame sizes of the

two SDWMWFs and o�er a fair comparison, while PEVDlong uses the optimal parameters

in [45].

3.3.3 Enhancement results

Enhancement performance as a function of input SNR is shown in Figure3.4 for the

denoising, speech intelligibility improvement, and speech quality improvement tasks. The

performance is measured using the output SNR, short-time objective intelligibility mea-

sure (STOI) [121], and perceptual evaluation of speech quality (PESQ) [122], respectively.

Results are only shown for speech-shaped noise in this article for conciseness, but addi-

tional results are available online1. The oMWF, having access to the oracle noise covari-

ance matrix, serves as an upper-bound on enhancement and outperforms other methods

across all SNRs. However the introduction of latency leads to a decrease of approximately

3:5 dB SNR, 0:04 in STOI, and 0:2 in PESQ. At negative SNRs, the vadMWF does not

provide improvements in SNR or STOI but improves PESQ, and for positive SNRs the

overall performance decreases. This suggests that the estimated noise covariance matrix

erroneously captures speech information leading to target signal cancellation, which is

con�rmed by informal listening tests. The oGEVD method follows the performance of

the best microphone in the network closely for all metrics in the absence of latency, but

drops to the performance of the worst microphone when subjected to transmission delays.

Both PEVDshort and PEVDlong have similar performance in the absence of latency;

this is expected as the maximum distance between microphones in this setup is� 5:4 m,

corresponding to a propagation delay of� 16 ms which is within the temporal support of

1https://ed1016.github.io/PEVD_in_networks/

https://ed1016.github.io/PEVD_in_networks/
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both PEVD frame lengths. Neither con�guration improves upon the best microphone for

the denoising task, but both yield increases in STOI and PESQ for all SNRs as observed

in [14]. When introducing latency, the performance of PEVDshort decreases below that

of the best microphone as the maximum cumulative delay between microphones now ex-

ceeds the PEVD frame length. The performance of PEVDlong is nearly unchanged by

the introduction of latency, with a maximum improvement over the best microphone of

0:04 in STOI and 0:3 in PESQ.

3.3.4 Robustness to latency

This experiment uses the setup in Section 3.3.1 to investigate the e�ect of latency range

on the performance of PEVD-based enhancement for iSNR= 0 dB. Figure 3.5 shows

results for maximum latencies off 8; 16; 32; 75; 150; 300g ms, chosen to correspond to

f 50; 100; 200g% of the PEVD frames for PEVDshort and PEVDlong. While both PEVD

methods do not provide increase in SNR over the best node in the network, they yield a

steady improvement in STOI and PESQ for latencies under100%of their frame lengths.

For latencies above150 ms, both versions experience a sharp decline in performance.

Similarly, the vadMWF sees a decrease in performance in all 3 metrics until latencies of

75 ms where it plateaus. The performance of the oMWF also decreases with increasing

latency, as previously observed in Figure3.4.
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Figure 3.4: Enhancement results as a function of input SNR.
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Figure 3.5: Enhancement results as a function of maximum latency for iSNR= 0.
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3.4 Geometry and enhancement performance

An analysis of the distribution of the experimental results has highlighted a variation

in enhancement performance across geometries at a given input SNR, suggesting cer-

tain microphone con�gurations may yield better performance. To gain insight into which

factors most signi�cantly impact the performance of PEVD-based approaches, two in-

vestigative steps are taken. First, Section 3.4.1 examines �xed geometry examples and

the obtained PEVD �lterbank to investigate the relative contribution of all nodes in the

network, and when enhancement may fail. Then, a correlation analysis between enhance-

ment performance and various geometry metrics is presented in Section 3.4.2 to draw

recommendations on the best network setup to adopt for PEVD-based enhancement.

3.4.1 Practical examples

Figure 3.6 provides selected examples of three room con�gurations and the corresponding

PEVD �lter bank, u1(n) � u1(z), obtained using PEVDshort. In all cases, node 2 is

subjected to150ms of communication latency while all other nodes only experience natu-

ral propagation delays. In practice, PEVD-based enhancement �nds the �lter banku1(z)

which allows for signal subspace components, previously distributed over microphones,

to be summed coherently [45]. The temporal support of such �lter bank is limited by

the frame size used to compute the STCOV; intuitively this should result in echos when

the latency is larger than the �lter bank support. However, in certain circumstances, the

PEVD inherently discards nodes with low comparative SNR and avoids comb-�ltering

e�ects. In Figure 3.6(a), node 2 is located far from the source compared to the other

nodes, thus sensing the scene with a relatively poor SNR. It can be seen that the �lter

applied to node 2,u1;2(n), is close to zero such that node 2 does not contribute to the

PEVD-based enhancement. In Figure3.6(b), node 2 is now the only node sensing the

scene with a high SNR and, fromu1;2(n), it is also the only node contributing to the

enhancement. However, in Figure3.6(c), both nodes 1 and 2 sense the scene with similar

SNRs and all nodes are utilised by the PEVD method. In this scenario, as the latency

(150 ms) is beyond the range of the PEVD frame (T = 16 ms), the �lter bank cannot

fully compensate for delays and the processed signal indeed contains echos.
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(a) Node 2 has low SNR compared to the
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(c) Node 2 and the other nodes have similar
SNRs. � SNR < 0 dB.

Figure 3.6: Investigation of 3 room con�gurations for PEVD-based enhancement. Node
2 is subjected to150 ms of transmission latency and the other nodes are assumed to
experience no latency. In all three room con�gurations, the black diamond represents the
target speech source. The right panel shows the PEVD �lter banku1(n) obtained using
T = 16 ms corresponding to PEVDshort.
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3.4.2 Impact of geometry on enhancement performance

The correlation between SNR enhancement in Section 3.3.3 and various geometric mea-

sures is investigated in Figure3.7. For comparison purposes, trends in vadMWF enhance-

ment are also given.

PEVD-based enhancement experiences the highest correlation with the inverse distance

between the target source and its closest microphone in the network (i.e. having a mi-

crophone placed close to the source yields higher enhancement). This is expected but is

interestingly not the case for vadMWF: instead, the distance between the network refer-

ence microphone and the source relative to other microphones in the network is inversely

correlated with enhancement performance. This result highlights the di�culty of refer-

ence picking in networks for traditional methods [100], and suggests that PEVD is robust

to this issue.

Generally, the inter-microphone distance does not correlate with enhancement perfor-

mance for PEVD. Rather, the spread of microphones relative to the source appears to

have more in�uence, as indicated by the convex hull area ratio, mean microphone-to-

source angle, and microphone centroid-to-source distance. In geometry, a convex hull is

the smallest polygon which includes a set of given points; looking at the ratio between

the convex hull obtained from microphone coordinates and from microphone and source

coordinates combined indicates whether the source is within the convex span of the mi-

crophones (ratio equal to 1), or outside the span (ratio lesser than 1). The correlation

analysis suggests that a source placed outside the span generally yields lesser PEVD en-

hancement. Similarly, positive correlation with mean microphone-to-source angle and

negative correlation with microphone centroid-to-source distance suggest that placing mi-

crophones in such a way that they surround the source yields better enhancement than

unilateral placement. Referring to Figure3.6, the scenarios yielding enhancement both

show microphones surrounding the source, while the scenario leading to degradation has

microphones positioned on one side of the source.

Finally, the distance between source and walls is marginally correlated with enhancement

performance for both PEVD and vadMWF. This is expected in reverberant environments

since, when a source is positioned close to a re�ective surface, strong and closely tem-

porally spaced early re�ections are prevalent, rendering enhancement more challenging.
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Note that the setup in Section 3.3.1 speci�es that microphone and sources are placed

at a minimum of 0.7 m from walls, such that the negative e�ect of acoustics associated

with source-to-wall distance may be more pronounced in other con�gurations that do not

enforce such constraints [123].
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3.5 Evaluation on GiN database

3.5.1 The GiN dataset

This section examines the performance of PEVD for enhancement on real WASN record-

ings from the Group in Noise (GiN) dataset [16]. The GiN data is comprised of multi-

media recordings of natural group conversations in restaurant noise across three rever-

berant rooms. Most notably for this application, it contains close-talking audio for all

seven speakers in the conversation and a �xed reference microphone which is henceforth

co-located with the FC. All close-talking channels were recorded using wireless Sennheiser

EW-D receivers and body-packs and exhibit key properties of microphone networks: nodes

are moving and sense the scene with di�erent SNRs. All recordings in GiN are, however,

synchronously sampled, and issues of clock o�set and drift are not included; any commu-

nication latency in the following section is therefore introduced via post-processing. More

details on the GiN dataset will be presented in Chapter 6.

As the focus of this work is on noise reduction, only segments with a single active speaker

were considered and extracted using the VAD information provided in GiN. These were

further sectioned into 2 s tokens, giving a total of 1048 �les containing 8 channels of

WASN recordings sampled atf s = 48 kHz. Intrusive metrics were computed using the

close-talking microphone for the speaker of interest in each segment.

In the �rst considered con�guration, the target close-talking microphone is included in

the WASN and therefore provides a node with very high SNR. This ideal scenario may

not always exist in practice, and a second setup is considered which excludes the target

close-talking microphone from the network, thus using a 7-channel WASN. In both cases,

communication latency is simulated following the same procedure as in Section 3.3.1.

Input SNR is measured as the mean SNR in the network, excluding the target close-

talking microphone.

3.5.2 Including the target microphone

Figure 3.8(a) shows an example of the network geometry in GiN, where nodes 1 to 6 are

the close-talking microphones associated with 6 seated speakers, node 7 is an ambulant

speaker also equipped with a microphone, and the FC is co-located with reference mi-
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(c) Enhancement under la-
tency.

Figure 3.8: Example con�guration of the GiN sentences ((a)) and enhancement perfor-
mance for the network including the target speaker, under ideal communication conditions
((b)) and when introducing latency ((c)).

crophone placed on a table. In this particular example, the target speaker is located at

node 7. Enhancement performance is plotted as a function of input SNR in Figures3.8(b)

and 3.8(c) for the fully synchronised network and for the network undergoing simulated

latency, respectively. The raw microphones with lowest and (second) highest SNRs are

plotted with dashed blue lines for comparison purpose. Both with and without com-

munication latency, PEVD signi�cantly increases SNR, matching the performance of the

target source's microphone (included in the network). Interestingly, when communication

latency is included in the network, the performance of PEVDlong is mildly deteriorated

while PEVDshort is una�ected. This is due to the fact that, as propagation delays and

communication delays drive correlations outside of the temporal support of PEVDshort,

the PEVD decomposition in (3.12) converges faster than PEVDlong to a �lter bank equiv-

alent to Figure 3.6(b). The performance of vadMWF is similar to that in simulations in

Section 3.3.4: it lies in between the best and worst microphones in the network.

3.5.3 Excluding the target microphone

Figure 3.8 showed results for enhancement in a WASN which included the target micro-

phone, i.e. where one node has very high SNR. This is not always the case in practical

networks, and Figure3.9shows results for a network excluding the target microphone. Fig-

ure 3.9(a) plots the distribution of input SNRs in the GiN sentences for the microphones

with highest and smallest SNRs, respectively. A majority of sentences have network SNRs
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(c) Enhancement with latency.

Figure 3.9: Example con�guration of the GiN sentences ((a)) and enhancement per-
formance for the network not including the target speaker, under ideal communication
conditions ((b)) and when introducing latency ((c)).

ranging between� 15 and � 5 dB. Figure 3.9(b) shows enhancement results measured by

the output SNR as a function of input SNR in the absence of communications latency.

Similarly to simulations in Section 3.3.4, both PEVDshort and PEVDlong outperform the

vadMWF but struggle to match the performance of the best microphone in the network

at low input SNRs. At input SNRs above� 4 dB, however, both PEVD methods reach

a performance level on par with the best microphone in the network. When introducing

latency in Figure3.9(c), the performance of PEVDshort is slightly degraded as the tempo-

ral support of the PEVD window is too short to capture propagation and communication

delays in the network, as previously observed in simulations.

3.5.4 Evaluation for automatic speech recognition

Speech enhancement can be used as a pre-processing step to other signal processing tasks.

As an example, a microphone network may be used for meeting transcription such that

enhancement procedures may serve as pre-processing step prior to downstream ASR sys-

tems. Therefore, to supplement the objective enhancement metrics in Figures3.8 and

3.9, transcription results are given in Table 3.1 when the enhanced outputs are inputted

to Open AI's Whisper ASR sytem (medium sized model) which was trained on clean and

noisy speech samples, not including those in the GiN dataset [124]. The ground truth

transcriptions are obtained from the close-talking recordings of the target speaker in each

GiN sentence. Results are measured by the WER and word information loss (WIL) [125]
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and reductions in score obtained by including the target microphone in the network are

also quoted using WER reduction (WERR) and WIL reduction (WILR).

In general, error rates for non-ideal networks are high; this is expected as many of the en-

hanced sentences still exhibit high levels of noise and negative SNRs. Moreover, many par-

ticipants in the GiN dataset are non-native English speakers which can lead to degraded

performance of the ASR [126]. However, results echo the enhancement performance in

previous sections. When the target microphone is not included in the network, PEVD

methods slightly outperform the vadMWF, leading to decrease in WER of around 7 points

and approximately 5 points in WIL. The bene�t of PEVD is much greater when including

the target microphone in the network, leading to more than 50 points improvement in

WER and 60 points in WIL compared to vadMWF.

Method Target? WER% WERR% WIL% WILR%

vadMWF 74.54 - 84.80 -

vadMWF X 65.99 11.47 77.47 8.64

PEVDlong 67.71 - 79.61 -

PEVDlong X 13.49 80.08 17.36 78.19

PEVDshort 68.24 - 78.86 -

PEVDshort X 10.39 84.77 13.65 82.69

Table 3.1: ASR perfomance on the GiN dataset

3.6 Discussion

This work investigated the use of PEVD-based speech enhancement in WASNs. Equa-

tion (3.25) showed that PEVD-based enhancement does not require a latency compen-

sation step prior to computing �lter banks, and robustness was further demonstrated

through simulations in Section 3.3.4.

Overall, simulations found that PEVD enhancement is able to match the performance

of the best node in the WASN, and in some cases surpassing it. A small variability

in results (sometimes, PEVD would lead to signal deterioration) was attributed to the

geometry of the network which can broadly be divided into two scenarios. Firstly, when
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a single node exhibits a very high or low SNR compared to the rest of the network such

as in Figures3.6(a) and 3.6(b), the decorrelation process is trivial and PEVD �lterbanks

converge to a solution respectively including or excluding that node. Secondly, when

all nodes exhibit similar SNRs, the decorrelation is computationally heavy and in some

cases leads to �lterbanks with multiple peaks, creating echos in the output signal such

as in Figure 3.6(c). The geometry of the network therefore impacts the performance

of PEVD-based enhancement. A correlation analysis of various geometric measures in

Figure 3.7 showed that microphones spread around the source with high spatial diversity,

instead of concentrated to one side, positively correlated with enhancement performance.

Importantly, the position of the network FC relative to other nodes did not correlate

with PEVD performance but showed large negative correlation with MWF solutions.

This suggests robustness of PEVD-based methods to the issue of reference microphone

selection which typically strongly impacts the performance of traditional enhancement and

dereverberation algorithms [79, 127]. Finally, investigation of enhancement performance

on real recordings from the GiN database [16] con�rmed that PEVD is blindly able to

match the performance of the best node in the network when it exhibits a high SNR.

When all nodes in the network experienced a low SNR, however, PEVD still performed

better than the average microphone in the network so that, in this case, the enhancement

was less e�ective. This mismatch between real data and simulations is attributed to the

very low input SNR in the real data of GiN which make it an extremely challenging

evaluation dataset. When evaluating the performance PEVD and MWF as denoisers to

a downstream ASR system, PEVD outperformed MWF by approximately 7 WER points

in a practical network.

These results suggest that PEVD enhancement in networks is valuable as a sensor merging

strategy which is blind to network geometry, communication latency, and microphone

reference selection. The analysis of �lter banks in this chapter suggests that future work

could involve PEVD as a microphone subset selection technique, naturally preserving

nodes which exhibit high SNR. These �ndings further demonstrate that PEVD achieves

high multichannel data compaction by capturing the high redundancy between nodes in

WASNs [54].
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3.7 Chapter summary

This chapter investigated the use of PEVD in WASNs for speech enhancement tasks.

It provided insight into the theoretical robustness of PEVD to communication latency

between nodes in the network, as well as bene�ts of strong decorrelation in time, space,

and frequency. Simulation and evaluation on real data showed that PEVDs consistently

yields equivalent or higher output SNR than the best microphone in the network, even

when experiencing communication latency. A network geometry analysis showed that

PEVD enhancement is robust to the choice of reference microphone in the network and

achieves higher performance when microphones are spread around the target source rather

than concentrated on one side. Finally, evaluation of PEVD enhancement a pre-processing

step to ASR yielded an improvement of 7 points in WER over a MWF approach in a

practical restaurant scenario.



Chapter 4

Polynomial Eigenvalue Decomposition

for Processing of Beamformed Signals

I n this chapter, a practical implementation of polynomial eigenvalue decomposition

(PEVD) in wireless acoustic sensor networks (WASNs) is considered, where local

nodes transmit beamformed signals to the fusion centre (FC) instead of multi-channel raw

data. The chapter begins by providing motivation for this joint beamforming and PEVD,

both from a practical stance and highlighting bene�ts over a fully centralised PEVD. A

signal model is presented which provides details of local beamformer implementations and

presents the proposed joint beamforming and PEVD approach. Experiments are then de-

signed, and reported, to investigate the speech enhancement performance of the proposed

method in a simulated network, and investigate its robustness to local steering vector

errors. Finally, the computational runtimes of the considered methods are compared and

the bene�ts and shortcomings of the proposed method are discussed.

This chapter is adapted from work presented in [14].

59
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(b) DSB on small array
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(c) DSB on large array

Figure 4.1: Example polar patterns for1:4 kHz frequency for(a) an omnidirectional
microphone;(b) a delay-and-sum beamformer (DSB) applied to a 4-element uniform linear
array (ULA) with 6 cm spacing; (c) a DSB applied to a ULA with 10 cm spacing.

4.1 Introduction and motivation for processing of beam-

formed signals

The previous chapter considered the use of PEVD for centralised enhancement in WASNs.

It assumed that the network was composed of multiple single microphone nodes, the

signals from which were all transmitted unprocessed to a FC. Other practical scenarios

may involve nodes containing microphone arrays, which can either be transmitted as

multiple individual channels or down-mixed to a single channel beamformed signal [128].

The down-mixing process may involve applying a beamformer locally at the node; such

that the array data is compressed into a single channel, or picking a single reference

channel and sending complementary data such that the signal can be fully decoded into

multiple channels at the FC [129]. Whether the FC receives full raw data from all the

microphones or locally processed audio depends on the communication protocol in the

network and node hardware speci�cations. Indeed, transmitting one channel instead of

the full array reduces the requirements on transmission bandwidth and may be mandated

by the communication link between nodes and the FC. Moreover, some devices (e.g.

smartphones) do not systematically allow direct access to their raw microphone signals

and instead only provide single channel signals to external devices.

The fact that the FC may receive signals which are the output of local beamformers

instead of raw microphone recordings raises further challenges for centralised enhancement
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to the ones already introduced in Chapter 3. Data from such nodes can be interpreted as

recordings captured by directional microphones whose polar pattern may be time-varying

and depend on the node geometry as illustrated in Figure4.1. Therefore, the methods of

geometry estimation, gain equalisation, or direction-of-arrival (DOA) estimation described

in Chapter 3 need to be altered to account for this new varying polar pattern, and the

overall network calibration becomes more computationally demanding. The use of blind

centralised enhancement such as PEVD is therefore still attractive in this scenario, as it

does not rely on the estimation of network geometry and related measures.

Beyond the consideration of practical scenarios, applying PEVD to beamformed signals

may be bene�cial to the enhancement process, both in terms of performance and com-

putational e�ciency. As observed in Chapter 3, when applied to raw signals, PEVD

performs as well or better than the node in the network which has the highest signal-

to-noise ratio (SNR). It can therefore be hypothesised that raising the SNR of the best

node, e.g. through local beamforming, can also improve the outcome of the subsequent

PEVD enhancement. Moreover, the computational complexity of PEVD algorithms such

as second order sequential best rotation (SBR2) [46] and sequential matrix diagonalisa-

tion (SMD) [44] increases withOf M 3g, whereM is the total number of microphones in

the network [130]. It may therefore be unsustainable to apply PEVD to networks where

nodes contain large microphone arrays. Instead, applying PEVD to locally beamformed

signals would limit the algorithmic complexity to Of Q3g, whereQ is the number of nodes

in the network, and Q � M in typical scenarios.

This work therefore investigates a novel framework for speech enhancement in WASNs

which consists of combined local beamforming and centralised PEVD. The performance

of the method is evaluated both using enhancement metrics and in terms of algorithmic

complexity. Furthermore, robustness of the method to steering vector errors in the initial

local beamformer is investigated.

4.2 Signal Model

The following signal model is closely related to those presented in Chapters 2 and 3 and

considers enhancement in WASNs where nodes contain multiple microphones.
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Given Q nodes, each containingM q microphones, the noisy speech signal recorded at the

mth microphone of theqth array can be written in the time domain as

xq;m(n) = hT
q;ms0(n) + vq;m(n); (4.1)

where n is the discrete-time index,[�]T the transpose operator,hq;m 2 R(J +1) � 1 is the

acoustic impulse response between the desired speaker and the microphone, assumed

stationary and modelled as a �nite impulse response (FIR) �lter of orderJ , s0(n) =

[s0(n) s0(n � 1) : : : s0(n � J )]T is the target anechoic speech signal, andvq;m(n) is

additive noise. A block-diagram representation of the signal model as a single input

multiple output (SIMO) system is given in Figure 4.2. The noise signals are assumed to

be zero-mean, non-perfectly coherent with each other, and uncorrelated with the source

signal [58]. Stacking the microphone signals at theqth array gives

xq(n) = H T
q s0(n) + vq(n); (4.2)

wherexq(n) = [ xq;1(n) : : : xq;M q (n)]T , vq(n) de�ned similarly, and H q = [ hq;1 : : : hq;M q ].

4.2.1 Node-speci�c local beamforming

Compared to Chapter 3 which considered network-wide beamforming of signals, this chap-

ter focuses on local beamformers applied to individual nodes. Beamforming is often per-

formed in the short-time Fourier transform (STFT) domain and exploits the noisy speech

and noise power spectral density matrices, de�ned as

R� x qx q
(k; `) = Ef x� q(k; `)x� H

q (k; `)g (4.3)

R� v qv q
(k; `) = Ef v� q(k; `)v� H

q (k; `)g; (4.4)

where x(n) � x�( k; `) represents a STFT pair, with k and ` the frequency and time

indices, respectively, and[�]H the Hermitian transpose. The STFT analysis window is

assumed to be large compared to the support of the direct-path of the relative acous-
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v1;1(n)

s0(n) h1;1(n) x1;1(n)

v1;2(n)

h1;2(n) x1;2(n)

...
... v1;M 1 (n) ...

h1;M 1 (n) x1;M 1 (n)

...
...

...
...

vQ;1(n)

hQ;1(n) xQ;1(n)

...
... vQ;M Q (n) ...

hQ;M Q (n) xQ;M Q (n)

Figure 4.2: Network signal model represented as a SIMO system.

tic impulse responses between microphones, such that the multiplicative transfer func-

tion assumption can be made [112]. This assumption is common for compact arrays

whose microphones are separated by a few centimetres [113]. Typical beamformers

such as the DSB and minimum variance distortionless response (MVDR) beamformer

considered in this work also rely on the use of a steering vector,d� q(� q(`); k), which

represents the propagation of sound waves through theqth array for a given (time-

varying) DOA, � q(`). These quantities allow for the design of beamformers weights

w� q(k; `) = [ w� q;1(k; `) : : : w� q;M q
(k; `)]T which produce an enhanced output at theqth

node following

y� q(k; `) = w� H
q (k; `)x� q(k; `): (4.5)

The well-known DSB is then de�ned as [131]

w� DSB
q (k; `) =

d� q(� q(`); k)

d� H
q (� q(`); k)d� q(� q(`); k)

: (4.6)
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In DSBs, the steering vector are typically modelled as ideal narrowband delays based on

the array geometry. Instead, settingd� q(� q(`); k) = h� (k), whereh� (k) is the kth row of the

discrete Fourier transform (DFT) of H q, results in a �lter-and-sum beamformer (FSB).

Another widely used beamformer is the MVDR beamformer de�ned in [30] as

w� MVDR
q (k; `) =

R� � 1
v qv q

(k; `)d� q(� q(`); k)

d� H
q (� q(`); k)R� � 1

v qv q
(k; `)d� q(� q(`); k)

: (4.7)

By exploiting the noise covariance matrix (NCM),R� v qv q
(k; `) the MVDR beamformer is

able to adapt to changes in the acoustic environment and is therefore referred to as an

adaptive beamformer. The adaptive estimation of the noise covariance matrix is non-

trivial and poor estimates lead to degraded beamforming performance [6]. Alternatively,

assumptions about the noise �eld can be made to �x the NCM using known acoustic

models, e.g. by using an isotropic noise �eld assumption [132, 133]. However, this data

independent model is unable to adapt to changes in the environment.

4.2.2 Network-wide PEVD-based speech enhancement

By processing the signal in frequency bands independently as in (4.5), classical beam-

forming methods ignore spectro-temporal correlation across bands [56]. PEVD-based

processing in [56] overcomes this limitation since it exploits the space-time correlation

matrix de�ned as [46]

R xx (� ) = Ef x(n)xH (n � � )g; (4.8)

where x(n) = [ xT
1 (n) : : : xT

Q(n)]T is the concatenation of microphone signals from all

Q nodes in the network and� is a temporal lag. Concatenating the correlation matrix,

R xx (� ), for values of � 2 f� N; : : : ; N g, results in a 3-dimensional tensor. Instead of

processing signals in the STFT domain as in (4.5), thez-transform is used to capture

and preserve spatial, temporal, and spectral correlations of the received signals. The
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z-transform of (4.8) is the space-time covariance matrix (STCOV) given by [46]

R xx (z) =
NX

� = � N

R xx (� )z� � : (4.9)

The so-obtained polynomial matrix is a matrix with polynomial elements, or equivalently,

a polynomial with matrix coe�cients. The PEVD of (4.9) is [46]

R xx (z) � U(z)� (z)U P (z); (4.10)

where U(z) is the polynomial eigenvector matrix and the diagonal polynomial matrix,

� (z) contains the corresponding eigenvalues, and[�]P is the para-Hermitian operator

such that U P (z) = U H (z� 1). The approximation in (4.10) is due to the use of iterative

algorithms [44,46,48,134]. The enhanced speech signal can be obtained as [56]

yPEVD (z) = uP
1 (z)x(z) (4.11)

whereu1(z) is the �rst column of U(z), corresponding to the subspace with the highest

energy, as detailed in Chapter 2.

4.2.3 Joint beamforming and PEVD enhancement

A principal shortcoming of classical beamforming methods for speech enhancement is

their inability to account fully for spectro-temporal correlations in microphone signals [6].

Speech signals are known to exhibit periodic patterns in time and frequency (e.g. dur-

ing periods of voiced speech) and it is therefore reasonable to assume that algorithms

capable of capturing these patterns would demonstrate better enhancement capabilities.

One such method is the PEVD-based speech enhancement method in [56, 57] which at

its core exploits the space-time correlation matrix in (4.8) to estimate the desired signal

subspace. However, PEVD methods are computationally heavy, scaling asO(M 3) where

M is the number of processed microphone signals [130]. This work proposes a frame-
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work for PEVD-based speech enhancement in distributed microphone arrays, illustrated

in Figure 4.3. Rather than processing all microphone signals in all arrays as in (4.11),

every array is �rst processed by a local beamformer de�ned in (4.5), thereby producingQ

beamformed signals. These are then processed by the PEVD-enhancement algorithm to

produce a single-channel output. The computational complexity of the proposed approach

is therefore limited to Of Q3g, whereQ is smaller than the total number of microphones.

By beamforming in local nodes rather than across arrays, there is no need for the pro-

posed method to synchronise microphones located in di�erent devices, and to estimate

the acoustic transfer function between devices.

For the qth array, the M q microphone signals are beamformed using (4.5). For example,

using the DSB in (4.6) with d� q(� q(`); k) = h� (k), producesyDSB
q (n) for q = 1; : : : ; Q.

In this method, the �xed DSB is preferred over the MVDR beamformer as it does not

rely on the estimation of the noise correlation matrix which increases stability of the

algorithm and reduces its overall complexity. The DSB output can be stacked in vector

form such that yDSB (n) = [ yDSB
1 (n) : : : yDSB

Q (n)]T . The space-time covariance matrix

R DSB
yy (z) is computed using (4.8). The enhanced signal is then obtained through the

PEVD decomposition of R DSB
yy (z) following (4.10) and (4.11), and yielding the single-

channel signalyDSB+PEVD (z).



67 CHAPTER 4. PEVD OF BEAMFORMED SIGNALS

x1;1(n)
...

...
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yq(n)

yQ(n)

Figure 4.3: Proposed local beamforming and PEVD structure for enhancement in net-
works.
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4.3 Experimental setup

This experiment considers the scenario depicted in Figure4.4, where three arrays of two

microphones each are arranged in a circle of radiusr = 0:5 m in the centre of a5� 5� 3 m

room, as if placed around a table. A simulated target speaker is located 1.75 m away

from the centre of the table and is created using anechoic speech signals from the IEEE

sentences [114] convolved with room impulse responses (RIRs) generated using the image

source method in [135]. This work considers 50 IEEE sentences, recorded by a male native

British English speaker and sampled at 16 kHz. The simulated room reverberation is set

to T60 = 400 ms1. White sensor noise is added to each microphone at 30 dB SNR. Ambient

noise is simulated as spherical isotropic noise using the generator in [136] and added to the

speech signals such that the noise level is kept constant within the room [116,137]. This

leads to di�erent microphones recording the scene with di�erent SNRs related to their

distance to the target speaker; input SNR in this chapter is therefore de�ned as the SNR

recorded at a reference microphone marked in red in Figure4.4. Three types of ambient

noise are considered: white noise, babble noise obtained from the NATO RSG-10 noise

database [138], and speech-shaped noise generated using Voicebox [116,139].

4.3.1 Baseline and parameter selection

The performance of the proposed method is compared to a previous PEVD-based ap-

proach and two baseline methods as follows:

� a fully centralised PEVD approach with access to all raw microphone signals,

� local MVDR beamformers with access to oracle noise signals and source DOA,

� local DSB beamformers with access to oracle source DOA.

The centralised PEVD approach and local DSB beamformers provide insight into the

impact of each module in the proposed method, while the local oracle MVDR beamformers

provide statistically optimal solutions at each node.

1Other room con�gurations, including di�erent array and source placements as well as higher levels
of reverberation (T60 = f 700; 1000g ms) were also considered in this work. They yielded comparable
enhancement results to those presented below and are therefore not included in the following analysis for
conciseness.
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�
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Microphone array

Source

� DOA de�nition

Figure 4.4: Simulation setup, not to scale.

The steering vectors in (4.6) and (4.7) are selected using the known reverberant RIRs be-

tween the target and individual arrays. The noise covariance matrix in (4.7) is computed

based on the oracle noise signal, and diagonal loading is applied to limit its condition

number to � 100 [140]. The STFT is implemented with Hamming windows of 16 ms

overlapping by 50%. The PEVD parameters are chosen following [56]. With this parame-

ter selection, correlations within 100 ms which are assumed, given the properties of room

reverberation, to include the direct-path and early re�ection components of reverberant

speech are captured and exploited by the algorithm.

4.3.2 Performance measures

To measure the denoising performance of the proposed approach, the frequency-weighted

segmental SNR (fwSegSNR) [116, 141] is computed. To estimate speech intelligibility

and quality, the short-time objective intelligibility measure (STOI) [121] and perceptual

evaluation of speech quality (PESQ) [122] measures are computed. As the SNR values

vary within the network, enhancement results are always plotted against the highest

and lowest rated microphones, or local beamformers, in the network. This allows for an

informed comparison of the proposed method against the selected baselines.

4.4 Results and discussion
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4.4.1 Enhancement performance in an ideal network

The speech enhancement performance of the local DSB and MVDR beamformers as well

as the fully centralised PEVD and proposed method is evaluated for the con�guration in

Figure 4.4, with input SNR (iSNR) varying from � 5 dB to 10 dB. Figure 4.5 shows the

STOI, fwSegSNR, and PESQ results for an anechoic scenario under di�use speech-shaped

noise, while4.6 gives results for the (simulated) reverberant scenario, withT60 = 400 ms.

To facilitate the quantitative discussion, Tables 4.1 and 4.2 provide the median fwSegSNR

results for the anechoic and reverberant cases, respectively. As mentioned in Section 4.3,

minimum and maximum performance results are provided for the raw microphones and

the local DSB and MVDR beamformers.

Considering �rst the anechoic scenario in Figure4.5, it can be seen that the fully cen-

tralised PEVD and proposed method achieve comparable performance in all measures of

STOI, fwSegSNR, and PESQ. Compared to the minimum scoring raw microphone signal,

the proposed method yields a median increase of up to 0.15 points in STOI,7:3 dB in

fwSegSNR, and0:5 points in PESQ. They also slightly outperform the best local beam-

formers, with a median improvement in fwSegSNR of more than 1 dB over the best local

DSB and0:6 dB over the best local MVDR beamformer for the proposed approach. Sim-

ilar results can be obtained for the reverberant scenario in Figure4.6, with a maximum

median improvement in STOI of0:08 points, in fwSegSNR of6:9 dB, and 0:3 points in

PESQ.

While the scale of improvement provided by the proposed method is limited with respect

to the maximum scoring microphones, it is worth noting that such microphones (and

local beamformers) correspond to the array situated closest to the source. As such, they

naturally bene�t from a higher iSNR: this e�ect is assumed to be a reasonable modelling

of real environments where certain nodes, e.g. phones, are likely to be situated closer to

talkers than others. The fact that the proposed method is able to preserve and improve

upon this situational bene�t is a desirable property for enhancement in networks.

Additional scenarios considering higher levels of reverberation (T60 = 700 and 1000ms)

and babble and white noise were examined which yielded similar results and are there-

fore not included here for conciseness. Listening examples including various types of

background noise can be found in [142].
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iSNR Raw DSB MVDR
Proposed PEVD

(dB) Min Max Min Max Min Max

-5 -18.9 -13.2 -18.5 -13.1 -15.1 -12.2 -11.6 -12.0

0 -13.9 -8.7 -13.5 -8.5 -10.4 -7.7 -7.1 -7.3

5 -9.2 -4.6 -8.9 -4.4 -6.0 -3.8 -3.2 -3.6

10 -4.9 -1.1 -4.6 -1.0 -2.2 -0.4 0.0 -0.4

Table 4.1: Median fwSegSNR (dB) for di�use speech-shaped noise in the anechoic case.

iSNR Raw DSB MVDR
Proposed PEVD

(dB) Min Max Min Max Min Max

-5 -31.1 -25.9 -30.2 -26.0 -27.9 -24.8 -24.2 -24.7

0 -25.6 -22.2 -25.2 -22.2 -24.0 -20.9 -20.3 -20.4

5 -22.5 -19.2 -21.3 -19.1 -20.3 -18.0 -17.7 -18.0

10 -19.4 -16.6 -19.1 -16.6 -18.3-15.9 -16.0 -16.4

Table 4.2: Median fwSegSNR (dB) for di�use speech-shaped noise for the reverberant
case (T60 = 400 ms).

These results show two important trends. Firstly, the performance of the PEVD enhance-

ment applied to all 6 raw microphones and that of the proposed method are comparable

across all SNRs and levels of reverberation. This indicates that the reduced computational

complexity of the proposed method over the classical PEVD does not necessarily lead to a

decrease in denoising performance, and, in fact, the additional denoising provided by the

DSB beamformers allows the proposed method to slightly outperform the fully centralised

PEVD approach in most scenarios. Secondly, the PEVD and proposed method always

perform as well, or better than a beamformer applied to the array closest to the desired

talker. This result is signi�cant as PEVD-based methods achieve this near-optimal per-

formance blindly, meaning without prior knowledge of the source location or of the array

geometry.

4.4.2 Robustness to steering errors

In this experiment, the robustness of the proposed method to steering vector errors is

examined. As the performance of local beamformers is impacted by the accuracy of the
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Figure 4.5: Enhancement performance for di�use speech-shaped noise, anechoic.
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Figure 4.6: Enhancement performance for di�use speech-shaped noise, withT60 =
400ms.
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source DOA estimation, and incorrect steering is likely to lead to target signal cancellation,

it is important to evaluate its impact on the performance of the proposed method.

When considering distributed arrays, there is ambiguity in the de�nition of DOA and thus

in the quanti�cation of steering vector errors [8, 143], as illustrated in Figure3.2. This

experiment considers a global steering angle� which is de�ned with respect to the centre

of the distributed array network and the line connecting it to the right-most array, so that

the target is considered to be at 0° and angles increase in an anti-clockwise manner (see

� in Figure 4.4). It is also de�ned such that when errors are introduced, all beamformers

are steered in the same, erroneous direction. This means that while local steering angles

may vary between arrays, the global steering angle is �xed. Enhancement results as a

function of increasing steering angle error for di�use speech-shaped noise at 0 dB SNR in

anechoic and reverberant rooms (T60 = 400 ms) are plotted in Figure 4.7. Similarly to

Section 4.4.1, minimum and maximum scoring beamformers are plotted when applicable.

As is expected, the fully centralised PEVD algorithm is una�ected by steering vector er-

rors since its implementation does not rely on steering vectors. For the anechoic scenario

in Figures 4.7(a) and 4.7(b), the proposed method shows very little variations across all

considered angular errors, with a maximum deviation from the ideal steering of0:01 in

STOI and 1:0 dB in fwSegSNR. Conversely, the MVDR beamformer is strongly a�ected

by mis-steering, with maximum variations of0:18 in STOI and 12:1 dB in fwSegSNR over

the ideal steering. Similar observations can be made for the reverberant case in Figures

4.7(c) and 4.7(d), with maximum deviations for the proposed method of0:02 in STOI and

1:8 dB in fwSegSNR. Additionally, the proposed method slightly outperforms the PEVD

method in fwSegSNR score by an average of0:5 dB.

The proposed method shows very high robustness to steering vector errors in comparison

to classical beamforming methods. It also exhibits a very similar performance to the

PEVD algorithm applied to the 6 raw microphone signals, notwithstanding the fact that

it is based on 3 wrongly steered beamformers. This suggests that the PEVD processing

in the proposed method is indeed capable of extracting spectro-temporal correlation in

signals even when the spatial cues are sub-optimal. This result is highly signi�cant for

arrays with unknown or varying geometries, where steering vectors can only be estimated
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to a certain degree of accuracy.

4.4.3 Computational runtime analysis

The average computational runtime of fully centralised PEVD, local DSBs, and proposed

method are computed over 50 sentences to investigate the relative computational advan-

tage of the proposed method over the fully centralised approach. Measurements are made

using the Matlab 2022btic/toc function on a MacBook Pro (1.4 GHz Quad-Core Intel

Core i5, 16 GB RAM, macOS 14.4.1), and plotted in Figure4.8. The runtime is quoted

in terms of total network computations; this implies that the individual computations

associated with local DSBs are combined into one global computational runtime �gure.

Two variations from the scenario in Figure4.4 are considered: when the number of mi-

crophones per node,M q, is increased in a three-node network (Figure4.8(a)), and when

the number of nodes,Q, is increased, keeping two microphones per array (Figure4.8(b)).

The con�guration in Figure 4.4 is otherwise preserved: nodes are placed uniformly around

a circle of radiusr = 0:5 m, and arrays are ULAs with4 cm inter-microphone spacing.

The considered room in this experiment is anechoic.

In general, two factors a�ect the computational complexity of PEVD decompositions:

(i) the dimensions of the STCOV, which depends on the number of input channels to

the PEVD and the temporal support of the correlation computation; (ii) the number

of iterations used in algorithms to achieve diagonalisation. While these factors are not

necessarily independent, it is useful to consider them separately in the following analysis

of results.

When increasing the total number of microphones in the network, the average amount of

computational resources required by the fully centralised PEVD experiences polynomial

growth. This is expected from the increase in the number of input channels to the PEVD.

Also expected, the total processing power required by the local DSBs grows approximately

linearly with the total number of microphones in the network. When the number of nodes

is kept constant and the number of microphones per array is increased in Figure4.8(a),

the linear �lters in the local beamformers process one additional channel and the runtime

increases. Similarly, when the number of nodes is instead increased in Figure4.8(b), the

network contains one extra local DSB and the global runtime increase. Normalising the
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(a) STOI, T60 = 0 ms
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(b) fwSegSNR,T60 = 0 ms
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(c) STOI, T60 = 400 ms
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(d) fwSegSNR,T60 = 400 ms

�� ���� ���� ���� ����

���������	�
���� �
���������	 ���	�	���	 ������

������

������

������

������

������

������

������

���
���

���
���

���
�

���
���

��

Figure 4.7: Mean enhancement results as a function of global steering vector error in
di�use speech-shaped noise at 0 dB SNR.
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processing consumption of the DSBs per number of nodes in this case yields a constant

runtime.

Noteworthy observations however occur when focussing on the behaviour of the proposed

method. When considering an increasing number of microphones per node in Figure

4.8(a), the average runtime of the proposed method is approximately constant. This is

unexpected as, even though the PEVD process does not process additional microphone

channels and should not yield an increase in computational runtime, the global cost of the

proposed approach should still increase following the behaviour of the local DSBs. This

implies that the number of iterations required in the PEVD step of the proposed method

is in fact decreased by the preceding local DSBs. In other words, the denoising provided

by local beamforming accelerates the convergence of the down-stream PEVD algorithm.

This behaviour is also observed when considering an increasing number of nodes in Figure

4.8(b). As the number of nodes in the network increases, the average total runtime of the

proposed method also increases, which is expected as the down-stream PEVD algorithm

receives more inputs to decorrelate. However, it has a slower growth rate per number of

input channels than the fully centralised PEVD; to illustrate this consider the cases of

fully centralised PEVD with Q = 3, M q = 2, and of the proposed approach withQ = 6.

While in both cases the PEVD schemes decorrelate six channels, the proposed approach

operating on six beamformed signals is computed using80 % of the computational time

required for the fully centralised PEVD applied to six raw microphone signals. This

further suggests that the denoising provided by local beamformers reduces the number

of iterations required to diagonalise the signals in the down-stream PEVD step of the

proposed approach.
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Figure 4.8: Analysis of the execution time of the proposed method, compared to fully
centralised PEVD and local beamformers:(a) considers three nodes with an increasing
number of microphones,M q; (b) considers an increasing number of nodes,Q, of two
microphones each.
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4.5 Chapter summary

This chapter considered the use of joint beamforming and PEVD for speech enhancement

in microphone array networks. This approach is likely to be suitable for practical uses of

WASNs where local nodes may perform beamforming prior to transmitting information

to a FC. The proposed method was found to perform equally to a fully centralised PEVD

approach while requiring fewer computations. It also generally performed better than

local optimal beamformers in the network. The approach was shown to be robust to

local steering vector errors with missteering angles ranging from 0° to 80°, such that non-

ideal local beamforming did not a�ect the overall enhancement performance. Finally,

a computational runtime analysis showed that the proposed approach not only led to

a decrease in computational complexity compared to the fully centralised PEVD, but

also that the local beamforming step accelerated the convergence of down-stream PEVD

algorithms.



Chapter 5

Adaptive Polynomial Eigenvalue

Decomposition for Speech

Enhancement

Previous chapters and work on polynomial eigenvalue decomposition (PEVD)-based

enhancement considered the use of an ideal, or close-to ideal, space-time covariance

matrix (STCOV) for the decorrelation process. This matrix is typically estimated using

ensemble estimates based on long-term statistics of signals, yielding a high precision es-

timate of the ground-truth STCOV. This approach is di�cult to translate to practical

implementations of PEVD enhancement: scenarios are often dynamic such that statis-

tics change in the short-term, and systems operating in real-time require processing to

be performed in frame-based, causal mode instead of an o�ine batch mode. This chap-

ter therefore proposes a frame-based implementation of the PEVD enhancement used

previously in this thesis, based on a recursive estimation of the STCOV matrix and an

e�cient algorithmic implementation of the PEVD decomposition. The performance of

the proposed approach is evaluated in simulated static acoustic environments as well as

environments involving moving sources.

This chapter expands on an initial implementation of frame-based processing presented

in [15].

80
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5.1 Literature review

The use of PEVD for broadband signal processing has gained traction in recent years and

has steadily established itself as an e�cient method in many areas of the literature [45].

As explored in previous chapters of this thesis, PEVD has been used for multichannel

enhancement using arbitrarily-shaped compact arrays [56], spherical microphones [57], or

distributed microphone array networks [12,14]. Other applications include the estimation

of source-to-array transfer functions [144], direction-of-arrival (DOA) estimation using

polynomial extensions to the multiple signal classi�cation (MUSIC) algorithm [51, 145,

146], voice activity detection (VAD) in multi-talker scenarios or with weak voice activity

[11, 147], and beamforming using broadband minimum variance distortionless response

(MVDR) beamformers [148].

At their core, PEVD algorithms rely on the estimation of a STCOV matrix which cap-

tures signal correlations in space, time, and frequency thereby allowing true broadband

processing [56]. However, many of the PEVD methods mentioned above consider `of-

�ine' algorithmic implementations where the STCOV matrix is estimated using ensemble

averages and is assumed to accurately represent the long-term second-order statistics of

the signals. This contains an underlying assumption that the considered acoustic envi-

ronment is stationary which is unlikely to hold in real scenarios where sources may be

moving, leaving or entering the scene over time. This is all the more relevant for practical

uses of PEVD in wireless acoustic sensor networks (WASNs) as nodes in the network are,

in some applications, likely to move themselves. Therefore, if PEVD is to be used for

speech enhancement in real-life scenarios, it is essential to investigate its performance and

limitations when moving from an o�ine `batch' implementation to online frame-based

processing.

Two factors are likely to impact the performance of such frame-based PEVD methods:

the estimation of the STCOV using a limited set of samples [149, 150], and the algo-

rithm employed to perform its diagonalisation [44, 46, 151]. When using an unbiased

estimator of the STCOV, a closed-form mathematical expression exists to describe its

variance and shows that it depends on both the number of points used to compute the

estimate and the ground-truth STCOV being estimated [152]. Furthermore, the model

in [152] matches well-known variance models when considering only temporal and spatial
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correlation sequences, respectively. It is also possible to compute the optimum time-lag

support over which to estimate the STCOV matrix given a limited number of samples

and the ground truth support [150]. In applications where the source signal is known,

it can be used to obtain a better estimate than the unbiased estimator [153]. Errors

in the STCOV estimation directly lead to eigenvalue perturbations (with respect to the

ground truth eigenvalues of the considered system), while eigenvector perturbations are

also a�ected by the ground-truth distance between eigenvalues [152]. Overall, the litera-

ture suggests that the accuracy of the STCOV estimation, and therefore the performance

of ensuing PEVD enhancement, will be a�ected by the number of available samples in

frame-based processing, i.e. the frame size. While this observation can be expected, the

extent to which enhancement performance is impacted has not yet been established, and

it is unknown how classical covariance matrix estimation methods [154] perform for the

space-time covariance matrix estimation task in the context of PEVD.

Assuming an accurate estimation of the STCOV can be performed using frame-based

techniques, the question of which diagonalisation algorithm to use remains. It was shown

in [155] that estimated STCOV matrices result in spectrally majorised eigenvalues with

probability one. This naturally suggests that frame-based approaches require decomposi-

tion algorithms which yield spectrally majorised solutions such as second order sequential

best rotation (SBR2) or sequential matrix diagonalisation (SMD) [44, 46]. A trivial so-

lution would therefore be to apply SBR2 or SMD [44, 46] independently in each frame

to obtain enhancement �lterbanks as presented in Chapter 2. However, this approach

presents several drawbacks. 1) The SBR2 and SMD algorithms are not directly designed

to share information across frames. This means that in scenarios where the STCOV ma-

trix is stationary, applying the SBR2 or SMD algorithms directly to each frame would lead

to redundant computations. 2) SBR2 and SMD compute the full STCOV diagonalisation

when only the principal eigenvector is used in applications such as single-speaker enhance-

ment, therefore further increasing computational overhead. 3) The support of �lterbanks

obtained using SBR2 and SMD is not directly �xed and may be very large. In addition to

creating processing delays in a frame-based approach, this may lead to substantial phase

discontinuities across frames, as the eigenvector �lterbanks are unique up to an all-pass

�lter [68]. The use of alternative polynomial diagonalisation methods may therefore be

more suitable to frame-based implementations of PEVD enhancement. For example, the
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polynomial power method (PPM) in [151] proposes a polynomial implementation of the

well-known power iteration method for eigenvector estimation. PPM iteratively estimates

the principal polynomial eigenvector of diagonalisable polynomial matrices with higher

accuracy, using shorter �lterbanks, and with fewer computations than SMD [151]. The

method can be extended to compute subsequent eigenpairs using de�ation [156], or to a

generalised singular value decomposition (GSVD) [157].

This chapter proposes an extension to the PPM method to work in a frame-based speech

enhancement framework. To the best of the author's knowledge, this is the �rst study of

a frame-based implementation of the PEVD enhancement �rst introduced in [56]. The

remainder of the chapter is structured as follows: Section 5.2 presents the general signal

model and established methods of PEVD enhancement. Then, Section 5.3 focuses on

the topic of STCOV estimation and presents the proposed approach for use in frame-

based processing. Section 5.4 follows by introducing the PPM method from [151] and

presents the proposed adaptation to frame-based processing. An in-depth parameter

analysis for both proposed components is performed in Section 5.5, while Sections 5.6

and 5.7 investigate the enhancement performance of the proposed method in static and

dynamic scenarios. Finally, a discussion of the proposed approach and results are given

in Section 5.8, and general conclusions to the chapter are drawn in Section 5.9.

5.2 General signal model

The following signal model considers an arbitrarily-shaped array ofM microphones record-

ing a single speaker in a reverberant and noisy environment, similarly to the model pre-

sented in Chapter 2. The noisy signal recorded at themth microphone can be written

as

xm (n) = hT
ms0(n) + vm (n); (5.1)

where n is the discrete-time index,[�]T the transpose operator,hm 2 R(J +1) � 1 is the

acoustic impulse response between the desired speaker and the microphone, assumed

stationary and modelled as a �nite impulse response (FIR) �lter of orderJ , s0(n) =
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[s0(n) s0(n � 1) : : : s0(n � J )]T is the target anechoic signal, andvm (n) is additive noise.

This work assumes that noise signals are zero-mean, non-perfectly coherent with each

other and uncorrelated with the source signal [58]. Stacking the microphone signals gives

x(n) = H T s0(n) + v(n); (5.2)

whereH = [ h1 : : : hM ], x(n) = [ x1(n) : : : xM (n)]T , and v(n) de�ned similarly.

5.2.1 PEVD-based speech enhancement

The PEVD-based enhancement in [45] relies on the STCOV which captures spatial cor-

relations between microphones over time and is de�ned in the time-domain as

R xx (� ) = Ef x(n)xH (n � � )g; (5.3)

where[�]H is the Hermitian transpose and such that the(a; b)th element ofR xx (� ) is given

by

ra;b(� ) = Ef xa(n)x �
b(n � � )g: (5.4)

Concatenating R xx (� ) for all values of � yields a 3-dimensional tensor. This is more

commonly expressed in thez-domain, as

R xx (z) =
1X

� = �1

R xx (� )z� � : (5.5)

The PEVD of R xx (z) is then obtained as

R xx (z) � U(z)� (z)U P (z); (5.6)
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where the columns ofU(z) are the polynomial eigenvectors and� (z) is a matrix whose

diagonal elements contain polynomial eigenvalues, and[�]P denotes the para-Hermitian

operator. The approximation in (5.6) is due to the use of iterative algorithms for the

diagonalisation process such that the eigenvectors are not fully orthogonal [46]. PEVD

algorithms yield para-unitary eigenvectors, meaning

U(z)U P (z) = U(z)U H (z� 1) = I : (5.7)

When considering single speaker scenarios, the enhanced signal is obtained using

y(z) = uP
1 (z)x(z); (5.8)

whereu1(z) is the �rst column of U(z), corresponding to the subspace with the highest

energy, as detailed in Chapter 2.

5.3 Space-time covariance matrix estimation

In practical scenarios employing either online frame-based or batch o�ine processing,

only a limited number of signal samples are available such thatx(n) is only de�ned for

n = 0; : : : ; N � 1. This implies that the time-domain expression for the STCOV in (5.3)

must be estimated from a discrete number of samples, which in practice is done using

frames ofT + 1 samples such that the(a; b)th element ofR̂ xx (� ) in (5.4) becomes [150]

r̂ a;b(� ) =

8
>>><

>>>:

1
T +1 � �

P T � �
n=0 xa(n + � )x �

b(n); 0 � � � W

r̂ �
b;a(� � ); � W � � < 0

0; otherwise,

(5.9)

where2W +1 denotes the support ofR̂ xx (� ), andT � N � 1. As the time-lag� increases in

(5.9), the number of elements in the summation decreases and the variance of the estimate

increases. The support parameterW therefore exists to trim high values ofj� j which
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decrease the overall accuracy ofR̂ xx (� ). However, considering the ground-truth support

of R xx (� ) as 2� max + 1, when W < � max the trimming operation introduces truncation

errors in the estimate [150]. The STCOV matrix estimation therefore su�ers from a

tradeo� between truncation error mitigation and estimator variance limitation [149,150].

While techniques exist to estimate the optimum support,Wopt , given the frame size

T [150], it was found in [56] that the selection ofW relative to T has limited impact

on downstream speech enhancement performance. Therefore, for the remainder of this

chapter, the truncation window is set to the full length of the estimation, such thatW = T

unless otherwise stated.

5.3.1 Ensemble space-time covariance matrix estimate

In previous PEVD-based enhancement methods [14, 56], the overall estimation variance

of the STCOV matrix was reduced using ensemble, or `batch', estimates. Assuming that

N � � max and that T and W are chosen such that truncation errors can be ignored, the

variance ofR̂ xx (� ) can be reduced by processingL (overlapping) frames ofT +1 samples,

de�ning x (` )(n) as the signals in thè th frame. The ensemble estimate is then obtained

as

R xx (� ) =
1
L

L � 1X

`=0

R̂ x ( ` ) x ( ` ) (� ); (5.10)

where R̂ x ( ` ) x ( ` ) (� ) is the estimate obtained using (5.9) in thè th frame. This ensemble

estimate is used in PEVD-based enhancement methods to obtain the �lterbankU(z)

to apply to x(n) as a whole [56]. The overall batch processing framework for PEVD

enhancement is illustrated in Figure5.1. This approach, however, assumes that the

STCOV matrix is stationary across frames, which is not always the case in practice.

Instead, this work considers a frame-based estimation of the STCOV which relaxes the

stationarity condition.
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0 1 2
x1(n)

x2(n)

x3(n)

R̂ x (0) x (0) (� ) R̂ x (1) x (1) (� ) R̂ x (2) x (2) (� )
1
3

P
( )

= R xx (� )

SMD

U(z) y(n)

Figure 5.1: Illustration of batch processing for PEVD enhancement.

5.3.2 Frame-based space-time covariance estimate

In frame-based processing, the scene is only assumed stationary within a frame of length

T +1 samples. This period of stationarity can no longer be assumed to be greater than the

ground truth support of R xx (� ), such that T and W cannot always be chosen to exceed

� max and truncation errors may occur in the estimate.

Approaches must therefore be explored that are able to produce estimates of the space-

time covariance matrix when a limited set of signals samples is available in any one frame,

and to assess the reliability of such estimates. Motivated by the approach for recursive

spatial covariance matrix estimation [158,159], this chapter proposes the following itera-

tive procedure for the polynomial case

R̂ (` )
xx (� ) =

8
<

:
� R̂ (` � 1)

xx (� ) + (1 � � )R̂ x ( ` ) x ( ` ) (� ); ` � 1

R̂ x ( ` ) x ( ` ) (� ); ` = 0;
(5.11)

whereR̂ (` )
xx (� ) is the time-domain STCOV estimate in thè th frame of lengthT +1, and �

is a recursive smoothing parameter. Thus, the recursive estimate in the` th frame uses the

recursive estimate up to the(` � 1)th frame, and the instantaneous estimate obtained at
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the ` th frame. Larger values of� incur longer memory in the system, but limit the amount

by which the estimate can adapt to changing scenarios. Truncation errors are constrained

by the frame length whenW < � max , while errors due to estimator variance can be reduced

with increased system memory. Therefore, during stationary periods, larger values of�

should lead to lower steady-state errors. Setting� = 1 � 1
`+1 leads to the form in (5.10) in

the steady-state. Each frame estimateR̂ (` )
xx (� ) can be used to obtain a PEVD �lterbank

Û (` )(z) to apply to x (` )(n) and yield an overall enhanced output through overlap-add, as

described in Section 5.4.

5.4 Proposed frame-based PEVD enhancement

The full decomposition in (5.6) can be obtained using algorithms such as SBR2 or SMD

[44, 46] described in Chapter 2. However, the enhancement in (5.8) requires only the

estimation of the principal eigenvectoru1(z) instead of the full eigenvector �lterbank

U(z). The PPM method in [151] proposes a polynomial extension to the power iteration

method of eigenvalue decomposition (EVD) that allows for the estimation ofu1(z) only.

5.4.1 The polynomial power method

Consider an arbitrary polynomial vector denoted asv(0) (n) � v(0) (z) 2 CM . This vector

can be iteratively multiplied with the STCOV matrix to yield a sequence of vectors

v(1) (z); v(2) (z); : : : ; v(� )(z) de�ned as

v(� )(z) = R xx (z)v(� � 1)(z) = R �
xx (z)v(0) (z): (5.12)

The vector v(0) (z) can also be written as a linear combination of the eigenvectors of

R xx (z) [151] such that

v(0) (z) = U(z)c(z)

= c1(z)u1(z) + c2(z)u2(z) + : : : cM (z)uM (z);
(5.13)
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where um (z) is the mth column of U(z) and c(z) = [ c1(z) : : : cM (z)]T is a vector of

analytic weighting factors. AsU(z) and c(z) are analytic, v(� )(z) is also analytic, such

that the z-transform can be evaluated on the unit circle withz = ej 
 and 
 2 R.

Combining (5.12) and (5.13) and evaluating on the unit circle yields

v(� )(ej 
 ) = c1(ej 
 )� �
1(ej 
 )u1(ej 
 ) + : : : + cM (ej 
 )� �

M (ej 
 )uM (ej 
 )

= � �
1(ej 
 )

"

c1(ej 
 )u1(ej 
 ) +
MX

m=2

cm (ej 
 )
� � m (ej 
 )

� 1(ej 
 )

� �
um (ej 
 )

#

;
(5.14)

where� m (ej 
 ) is the (m; m)th element of� (ej 
 ). If the eigenvalues are spatially majorised,

which is the case whenR xx (z) is estimated from a �nite number of samples [155], the

eigenvalues satisfy

� 1(ej 
 ) > � 2(ej 
 ) > : : : > � M (ej 
 ); 8
 2 R: (5.15)

Therefore, as the number of iterations� grows, the summation in (5.14) vanishes and

v(� )(ej 
 ) becomes

lim
� !1

v(� )(ej 
 ) = lim
� !1

c1(ej 
 )� �
1(ej 
 )u1(ej 
 ): (5.16)

This vector, although directly related to the principal eigenvectoru1(z), does not neces-

sarily satisfy the para-Hermitian property in (5.7), i.e. vP
(� )(z)v(� )(z) 6= 1, and therefore

requires normalisation in order to be employed as an estimator foru1(z). This can be

achieved through [151]

v(� );norm (ej 
 ) =
v(� )(ej 
 )

q
vH

(� )(e
j 
 )v(� )(e

j 
 ) + �
; 8
 2 R; (5.17)

where0 < � � 1 is a regularisation parameter which avoids a division by zero at singu-

larities of c1(ej 
 ). In practice, the normalisation step is performed in the discrete Fourier
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transform (DFT) domain and (5.17) is evaluated at a discrete number of frequencies.

Finally, the normalised vector becomes

lim
� !1

v(� );norm (ej 
 ) = ' 1(ej 
 )u1(ej 
 ); (5.18)

where ' 1(ej 
 ) is an all-pass �lter which represents the phase ambiguity in the analytic

eigenvectors [68,160].

Similarly to SBR2 and SMD, the order ofv(� );norm (z) quickly increases with each iteration

of the PPM algorithm. Therefore, as a �nal step, the number of coe�cients inv(� );norm (n)

must be limited through direct truncation of coe�cients or using shift-correction [151,161].

The direct truncation method was found in [151] to achieve greater accuracy in both

eigenvector and eigenvalue estimation and is therefore used in this work. Coe�cients of

v(� );norm (n) are truncated such that lags at either end of the vector are trimmed if the

maximum coe�cient across all channels at those lags is less than� times the maximum

coe�cient across all time-lags and all channels, with0 < � < 1.

The iterative process is stopped either when� has reached the maximum allowed number

of iterations, or when the overall deviation


 =
1

2�

Z �

� �
\

�
v(� );norm (ej 
 ); v(� � 1);norm (ej 
 )

	
d


=
1

2�

Z �

� �
acos

� jvH
(� );norm (ej 
 )v(� � 1);norm (ej 
 )j

jj v(� );norm (ej 
 )jj2 � jj v(� � 1);norm (ej 
 )jj2

�
d
 ;

(5.19)

is below a pre-de�ned threshold
 max .

While convergence has not been proven, simulation results in [151] show that PPM con-

verges to accurate principal eigenpairs faster than SBR2 and SMD and yields eigenvectors

of smaller order. The full PPM algorithm from [151] is summarised in Algorithm 3.



91 CHAPTER 5. ADAPTIVE PEVD FOR SPEECH ENHANCEMENT

0 1 2

x1(n)
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v(0)
(� ) (z) v(1)

(� ) (z) v(2)
(� ) (z)x (0) (n) x (1) (n) x (2) (n)

ŷ(0) (n)

ŷ(1) (n)

ŷ(2) (n)

Figure 5.2: Illustration of the proposed frame-based processing framework for PEVD
enhancement.
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Algorithm 3 Polynomial power method (PPM) [151]
Inputs: R xx (z), 
 max , � , � , maxIter.
Initialise: �  0, 
  100, v(z) = 1 2 CM � 2 % Filter with at least 2 taps per channel

1: v(z)  normalize(v(z); � )
2: while (� < maxIter and 
 > 
 max ) do
3: vprev (z)  v(z)
4: v(z)  R xx (z)v(z)
5: v(z)  normalize(v(z); � ) % To satisfy para-Hermitian property of eigenvectors
6: v(z)  truncate(v(z); � ) % To limit �lter order
7: 
  Hermitian angle(vprev (z); v(z)) % Convergence criterion
8: end while
9: return v(z).

5.4.2 Frame-based extension to the polynomial power method

This chapter proposes a frame-based implementation of PEVD enhancement where, in

each processing frame, the principal eigenvectoru1(z) is estimated using PPM. The

STCOV matrix is estimated using the recursive algorithm in (5.11) and used to obtain a

principal eigenvector estimate,v(` )
(� ) (z). For conciseness, the remainder of this chapter as-

sumes that such estimate is both normalised and truncated following the steps described

in Section 5.4.1. The estimate is used to obtain the enhanced output in each frame,

ŷ(` )(n), and the overall enhanced outputŷ(n) can be retrieved using overlap-add. The

proposed approach is summarised in Algorithm 4 and illustrated in Figure5.2.

Importantly, the principal eigenvector estimate in each frame is initialised using the nor-

malised and truncated estimate from the previous frame, such thatv(` )
(0) (z) = v(` � 1)

(� ) (z). In

theory, small di�erences between consecutive STCOV estimates may lead to perturbations

in their eigenvalues and eigenvectors, such thatR̂ (` )
xx (z) � R̂ (` � 1)

xx (z) does not necessarily

lead to u (` )
1 (z) � u (` � 1)

1 (z) [152]. In practice, however, it is hypothesised that propagating

principal eigenvector estimates across frames should lead to decreased computations. The

e�ect of this hypothesis will be investigated in Section 5.6.
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Algorithm 4 Frame-based PEVD enhancement using PPM
Inputs: x(n), T, W, � , 
 max , � , � , maxIter.
Initialise: v(z) = 1 2 CM � 2

1: [x (0) (n); x (1) (n); : : : ; x (L )(n)] = frames(x(n), T) % L frames ofT + 1 samples
2: R xx (z)  stcov(x (0) (n); W)
3: v(z)  normalize(v(z); � )
4: for ` = 0; : : : ; L do % Iterate through frames
5: R xx (z)  � R xx (z) + (1 � � )stcov(x (` )(n); W)
6: �  0
7: 
  100
8: while (� < maxIter and 
 > 
 max ) do % PPM implementation
9: vprev (z)  v(z) % v(z) is carried over from previous frame

10: v(z)  R xx (z)v(z)
11: v(z)  normalize(v(z); � )
12: v(z)  truncate(v(z); � )
13: 
  Hermitian angle(vprev (z); v(z))
14: end while
15: y(l )(z) = vP (z)x (` )(z) % Enhanced signal iǹ th frame
16: end for
17: y(n) = overlapadd([y(0) (n); y(1) (n); : : : ; y(L )(n)])
18: return y(n).
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5.5 Parameter selection for the proposed method

The proposed approach in Algorithm 4 is controlled by many parameters:T setting the

number of samples per frame;W which trims the STCOV estimate and� which de�nes

the amount of memory used in its recursive estimation;
 max controlling the convergence of

PPM in each frame,� determining the truncation of the estimated principal eigenvector,

and � in�uencing the stability of the PPM estimate [151]. To facilitate the discussion, the

in�uence of these parameters on the enhancement framework is analysed in two parts:

�rstly, the accuracy of the STCOV estimation is examined as a function ofT and � ; then,

the in�uence of 
 max and � on the enhancement performance of PPM is examined when

using an ensemble estimate of the STCOV.

5.5.1 Experimental setup

The following experiments use room impulse responses (RIRs) from the ACE corpus

[162, 163] to simulate acoustic environments through convolution with sound sources.

The room considered is the `O�ce 2' (3:2 � 5:1 � 2:9 shoebox room) with the second

microphone con�guration, using the 3-channel `mobile' array. The roomT60 is 390 ms

while the array-to-source distance is approximately 2.5 m. For the STCOV estimation

evaluation, the considered sources are 10 s segments of white Gaussian noise, such that

in the absence of additive noise, (5.3) simpli�es to

R xx (� ) =
J � �X

j =0

H H (j )H (j � � ): (5.20)

This implies that a ground-truth STCOV can be calculated from the RIRs and can be

used to evaluate the performance of the proposed STCOV estimation method.

For the PPM evaluation, the considered sound sources are sentences from the IEEE sen-

tence corpus [114], recorded by a male British English speaker and sampled atf s = 16 kHz.

The recordings are corrupted by additive babble noise from the ACE corpus at0 dB

signal-to-noise ratio (SNR) using [137], implemented in [116]. To limit the impact of

STCOV estimation errors, results in this section investigate the use of PPM applied to
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the ensemble estimateR xx (� ) obtained usingT = 0:1 s.

5.5.2 Performance metrics

To evaluate the proximity between the estimated STCOV matrix,R̂ xx (� ), and the ground-

truth, R xx (� ), the element-wise normalised projection misalignment (NPM) is de�ned

such that [164]

NPM (a;b) =
jj r (a;b) � � r̂ (a;b) jj2

2

jj r (a;b) jj2
2

; � =
r H

(a;b) r̂ (a;b)

jj r̂ (a;b) jj2
2

;

where r (a;b) = [ r (a;b)(� � max ); : : : ; r (a;b)(� max )]T and r̂ (a;b) de�ned similarly. This yields an

(M � M ) matrix, and the aggregated NPM is obtained by averaging over all matrix

elements. The estimatorr̂ (a;b) is zero-padded to match the support ofr (a;b) such that

the aggregated NPM captures truncation errors while providing a gain invariant distance

between elements of STCOV matrices.

To investigate the impact of various PPM parameters on algorithmic performance, several

metrics are used. Firstly, the total number of iterations required to estimate the principal

eigenvectoru1(z) is recorded. Then, the resulting �lter order is also saved. Finally,

the improvement in SNR, frequency-weighted segmental SNR (fwSegSNR), [116, 141],

short-time objective intelligibility measure (STOI) [121], and perceptual evaluation of

speech quality (PESQ) [122] over the raw reference microphone signals are computed

when usingu1(z) in the PEVD enhancement scheme described in Section 5.2.1. The

reference microphone is arbitrarily selected as the �rst channel of the `mobile' array in

the ACE corpus.

5.5.3 Space-time covariance matrix estimation accuracy

The performance of the STCOV estimation procedure in Section 5.3.2 for the setup de-

scribed in Section 5.5.1 is examined in Figure5.3 for 200 realisations of white Gaussian

noise sources. The recursive analysis is performed using non-overlapping rectangular

frames of lengthT, and the truncation parameter is set toW = T. The aggregated NPM

betweenR̂ (` )
xx (� ), and R xx (� ) is calculated in each framè and plotted as a function of



CHAPTER 5. ADAPTIVE PEVD FOR SPEECH ENHANCEMENT 96

�� �� ����
�������� ���	�


����

����

���


����

����

���
���

���
���

���
���

��
���

���
���

���
�


�� �� �� ��������
�� �� �� ��������
�� �� �� ��������

�� �� �� ��������
�� �� �� ��������
�� �� �� ��������

(a) T = 20 ms

�� �� ����
�������� ���	�


����

����

���


����

����

���
���

���
���

���
���

��
���

���
���

���
�


(b) T = 40 ms

Figure 5.3: Aggregated NPM betweenR̂ (` )
xx (� ), and R xx (� ) for 200realisations of white

Gaussian noise, as a function of time for various� and T = f 20; 40g ms. Bold lines
represent the mean performance while the shaded areas account for95 % of the results.

time, for T = f 20; 40g ms and various smoothing factors� . For comparison purposes,

the mean aggregated NPM between ground truth and the estimateR xx (� ) obtained using

T = 0:1 s is -8.57 dB. This estimate is typically used by PEVD enhancement methods [56].

Results show that smaller values of� lead to faster convergence ofR̂ (` )
xx (� ), but simul-

taneously yield a higher steady-state error than larger values of� . This is expected as

large values of� incur longer memory in the system such that more frames are exploited

by the estimate, therefore reducing the steady-state error in stationary environments.

Furthermore, small values of� increase the variance of the estimate as every new frame

introduces larger oscillations around the steady-state.

Figure 5.3(b) shows that using longer frame lengthsT leads to a lower steady-state error.

This is due to reduced truncation errors in the estimate, as explained in Section 5.3.2.

Doubling the frame lengthT also doubles the convergence time of estimates, such that

the convergence expressed in number of frames is constant.

These results match the well-known trade-o� between convergence speed and steady-state

error magnitude found in recursive spatial covariance matrix estimation [154].
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5.5.4 Performance of PPM using ensemble estimate

The mean impact of
 max and � on the performance of PPM for the scenario described in

Section 5.5.1 is shown in Figure5.4 for 50 di�erent speech signals.

Beginning with Figure 5.4(a), it can be seen that increasing the convergence criterion
 max

leads to an increase in the number of iterations required for the algorithm to converge.

This behaviour is expected as
 max controls how small the Hermitian angle between con-

secutive vectorsv(� � 1)(z) and v(� )(z) needs to be for the algorithm to stop. Looking at

various values of� yields interesting observations. For large
 max , all values of� lead to

a small number of iterations as expected. However, when decreasing
 max , di�erent pat-

terns emerge. Very small values of� , e.g. � = 10� 3, require a slowly increasing number

of iterations with decreasing
 max . As � increases, e.g.� = 5 � 10� 2, the rate of iteration

increase with respect to
 max grows quickly. Past a certain value of� , e.g. � = 10� 1, the

rate of iteration increase begins to decrease and eventually falls to levels below� = 10� 3,

e.g. when� = 2 � 10� 1. This is explained by the intertwined relationship between the

truncation parameter � and the convergence criterion
 max . Increasing� means that more

�lter samples are trimmed in each iteration, as re�ected by the eigenvector order in Fig-

ure 5.4(b). When both � and 
 max are small, the algorithm is allowed to converge to a

very high order estimateu1(z) which is likely to be close to the ground-truth principal

eigenvector. As� begins to increase, truncation reduces the algorithmic precision in early

iterations, but the estimated eigenvector is still of a high order, suggesting many itera-

tions are required to reach a stable solution. Finally, as� increases further, the estimate

is limited to a compact, low-order form. As this requires the estimation of much fewer

�lter coe�cient, the algorithm is likely to converge to a stable solution faster than for

higher values of� .

This delicate relationship between
 max and � is also re�ected in the enhancement perfor-

mance of PEVD using PPM, as illustrated with the SNR improvement over raw micro-

phone signals in Figure5.4(c). When 
 max is large and� in an intermediate range (not

small enough for ground-truth convergence, not large enough for low-order estimation),

the method leads to a degradation of the speech signals. This suggests that in this con-

�guration the PPM algorithm converges to a wrong solution. For both small
 max and � ,

the method yields a steady SNR improvement of approximately0:6 dB. When considering
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Method � SNR � fwSegSNR � STOI � PESQ Exec. time Filter order

PPM [151] 1.91 dB 0.97 dB 0.08 0.16 0.16 s 9.66

SMD [44] 1.93 dB 0.98 dB 0.07 0.16 0.11 s 75.90

Table 5.1: Comparison of PPM and SMD for PEVD-based enhancement, averaged over
50 sentences.

compact �lters, e.g. � = 2 � 10� 1, the method yields as much as2:3 dB improvement.

Finally, the performance of PPM for PEVD enhancement is compared to the existing SMD

implementation in [56], with T = W = 0:1 s, � = 2 � 10� 1, 
 max = 10� 4, and the SMD

parameter � = 10� 1. Results are given in Table 5.1, where execution time is obtained

using the Matlab 2022btic/toc function on a MacBook Pro (1.4 GHz Quad-Core Intel

Core i5, 16 GB RAM, macOS 14.4.1). Results highlight comparable performance for the

enhancement task as well as execution time, and show a signi�cantly reduced �lter order

for PPM compared to SMD, as previously observed in [151]. This property of PPM is

bene�cial for frame-based processing as a reduced �lter order leads to faster computation

of the �ltering operation, and reduced memory requirement for the overlap-add step.



99 CHAPTER 5. ADAPTIVE PEVD FOR SPEECH ENHANCEMENT

����
�� ����

����
�� ��

����
�� ��

����
�� ��

����
�� ��

����
�� ��

����
�� ��

���	�
��

��

����

�
��

����

����

����

����

���
��	

���
���

���
�

���
���

���

��

���
���

�� �� �� �� �������� ��

�� �� �� �������� ��

�� �� �� �������� �


�� �� �� �������� �


�� �� �� �������� ��

�� �� �
 �������� ��

(a)

����
�� ����

����
�� ��

����
�� ��

����
�� ��

����
�� ��

����
�� ��

����
�� ��

���	�
��

��

����

������

�����


������

������

���
���

���
���

���
���

���
�

���
���

���
�

(b)

������
������ ��

����

������ ��

��
���

��	
�
�

���
�


��

������
��������

��

������ ��
������ ��

������ ��

������ ����
������ ��

(c)

Figure 5.4: Analysis of the impact of PPM parameters
 max and � on (a) the total
number of algorithm iterations, (b) the order of the estimated principal eigenvector, and
(c) the resulting SNR improvement over raw microphone signals. The STCOV window
length is T = 0:1 s.
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5.6 Performance in static scenarios

5.6.1 Experimental setup and baseline selection

This experiment exploits the RIRs measurements from the ACE corpus [162, 163] to

generate microphone signals. Similarly to the experiments in Section 5.5, the considered

room is `O�ce 2' with the second microphone-source con�guration, and using the 3-

channel `mobile' array, such that the roomT60 is 390ms while the array-to-source distance

is approximately 2.5 m. Anechoic speech signals are taken from the IEEE sentences [114].

Various noise signals are added to the reverberant microphone signals with SNR varying

from � 10 dB to 10 dB in 5 dB steps. Babble noise is taken directly from the ACE

recordings, factory noise is obtained from the NOISEX database [117], and white Gaussian

and speech-shaped noises are generated using Voicebox [116]. All signals are (re)sampled

at f s = 16 kHz.

Two baseline and two novel frame-based versions of the PEVD-based speech enhancement

�rst proposed in [56] are investigated:

� the SMD approach in [56] which exploits the ensemble estimateR xx (� ) obtained

using T = 0:1 s. This is referred to as `Ensemble SMD' and provides a comparison

with well-established PEVD-based enhancement methods

� the PPM approach introduced in [151], also exploiting the ensemble estimateR xx (� )

obtained usingT = 0:1 s. This method is referred to as `Ensemble PPM' and gives

an upper-bound for the performance of the frame-based approach in stationary

scenarios. Using a long frame length such asT = 0:1 s allows for the performance

to be assessed independently of STCOV truncation errors described in Section 5.3.2.

� the proposed frame-based PPM method described in Algorithm 4, which is referred

to as `Adaptive PPM'.

� an alternative to the proposed method where the PPM decomposition is randomly

initialised in each frame (instead of using results from the previous frames). This is

called `Random PPM'.

The SMD trimming parameter � is set to 5 � 10� 3 as it was empirically found to yield

good enhancement results. The PPM parameters are set to
 max = 10� 4 and � = 2 � 10� 1,
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and the smoothing parameter� is set to 0:95 following the analysis in Section 5.5. The

maximum number of iterations allowed for PPM method is set to 150. The computation

frame length is varied between20 ms and 40 ms, and the STCOV estimate in the �rst

frame is initialised using1 s and2 s of noise-only signal, respectively. This initialisation

step allows for the STCOV estimate to reach a steady-state and can be achieved in

practice during noise-only signal periods. The frame-based implementation uses Hamming

windows overlapping by 50 %.

5.6.2 Performance metrics

The enhancement performance of all methods is measured using the improvement in

fwSegSNR [116,141], STOI [121], and PESQ [122] over the unprocessed reference micro-

phone signal (selected as the �rst channel of the `mobile' array in the ACE corpus).

To investigate the bene�t of non-random initialisation of PPM in the proposed approach,

the number of algorithmic iterations and the order of the resulting eigenvector �lterbanks

are recorded.

5.6.3 Results and discussion

The mean enhancement results over 100 sentences generated following the setup in Section

5.6.1 are shown in Figures5.5 to 5.9 as a function of input SNR (iSNR). All results are

expressed as improvements (� ) over the unprocessed reference microphone.

Figures 5.5 and 5.6 show the enhancement results in additive white Gaussian noise for

varying frame lengthsT = 20 ms andT = 40 ms, respectively. Note that the performance

of the ensemble methods do not vary across frame lengths as it is �xed toT = 0:1 s. The

performance of both ensemble methods is similar across iSNRs and metrics, showing a

peak improvement in fwSegSNR of approximately3:65 dB at an iSNR of � 10 dB, and

limited improvements at high iSNRs. Similarly for STOI, ensemble methods yield an

improvement of0:1 point at iSNR= � 10 dB, and near zero improvement for large iSNR.

All methods yield similar PESQ improvements. The performance of the proposed adaptive

PPM follows closely that of the ensemble methods both in STOI and PESQ. However, it

yields a slightly lower improvement in fwSegSNR, with maximum improvements of2:65dB

and 3:00dB for T = 20 ms andT = 40 ms, respectively. The performance of the randomly
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initiated PPM is close to that of the adaptive PPM at low iSNRs, but its performance

decreases sharply with increasing iSNR, leading to a decrease of2:84 dB and 1:64 dB in

fwSegSNR at iSNR= 10 dB, for T = 20 ms and T = 40 ms, respectively. This e�ect

is also noticeable in the STOI metric. Similar observations are made for enhancement

in speech-shaped, factory, and babble noise, as illustrated in Figures5.7, 5.8, and 5.9.

Finally, Figure 5.10investigates the average eigenvector order and number of algorithmic

iterations required by all methods for the proposed setup. The ensemble SMD yields the

highest �lter order and requires the most iterations for all iSNRs; direct comparison with

PPM is however di�cult as the two methods employ di�erent convergence and trimming

criteria. Between the three PPM implementations, the proposed method leads to the

shortest eigenvector �lter with the least number of iterations, followed by the ensemble

estimate and �nally by the randomly initiated frame-based approach.

In general, increasing the frame lengthT increases the performance of the frame-based

methods; this is expected as increasing the frame length decreases truncation errors in

the STCOV estimate, as described in Section 5.3.2. Therefore, improving the STCOV

estimation to reduce errors may improve the performance of the proposed method. Then,

random initialisation of the frame-based PPM method leads to a decreased performance

compared to the proposed adaptive method. This suggests that the random initialisation

is more sensitive to local changes in the STCOV estimate such that the PPM often

converges to a sub-optimal �lter. This is further evidenced by the longer convergence

and �lter order obtained using random initialisation compared to the proposed adaptive

method. Informal listening tests also reveal that the random PPM approach leads to high

�uctuations in the background noise, reducing the overall signal quality and suggesting

large changes in eigenvector �lters across frames.
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Figure 5.5: Enhancement results for the proposed method and baselines forT = 20 ms,
with a single target speaker corrupted by additive white Gaussian noise.
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Figure 5.6: Enhancement results for the proposed method and baselines forT = 40 ms,
with a single target speaker corrupted by additive white Gaussian noise.
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Figure 5.7: Enhancement results for the proposed method and baselines forT = 40 ms,
with a single target speaker corrupted by speech-shaped noise.
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Figure 5.8: Enhancement results for the proposed method and baselines forT = 40 ms,
with a single target speaker corrupted by factory noise.
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Figure 5.9: Enhancement results for the proposed method and baselines forT = 40 ms,
with a single target speaker corrupted by babble noise.
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Figure 5.10: Average eigenvector order and algorithmic iterations for the proposed
method and baselines forT = 40 ms, with a single target speaker corrupted by additive
white Gaussian noise.
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5.7 Performance in dynamic scenarios

The use of frame-based enhancement techniques is most useful for dynamic scenarios,

where sources are non-stationary and may leave or enter the scene over time. This sec-

tion aims to examine the performance of the proposed method in such conditions, and

investigates the behaviour of the computed eigenvector �lterbanks over time.

5.7.1 Experimental setup

This section considers an anechoic scenario, where a single source transitions from being

static to moving around a microphone array following an arched trajectory. The signals

are generated using the software tools in [165] and [166] to create stationary and moving

sources, respectively. The considered microphone array contains 3 microphones, arranged

in a triangular pattern matching the `mobile' array in the ACE corpus [162,163], and the

source is generated using anechoic recordings from the IEEE sentences [114]. Additive

white Gaussian noise is added at the microphones at0 dB SNR using [116]. Signals are

sampled atf s = 16 kHz.

All realisations of the considered scenario proceeds as follows: (i) the source is �xed at an

initial position for the duration of the spoken sentence, (ii) the sentence is repeated with

the source moving along the trajectory in Figure5.11. As the length of the considered

IEEE sentences varies between2:63 s and 4:24 s, this setup yields sources moving at

speeds varying between0:33 m/s and 0:21 m/s across realisations.

The considered baselines are identical to those described in Section 5.6.1, with the only

exception that the STCOV estimate in the �rst frame is estimated using0:5 s of noise-only

signal.

5.7.2 Performance metrics

Similarly to Section 5.6.1, the enhancement performance of all methods is measured using

the improvement in fwSegSNR [116, 141], STOI [121], and PESQ [122] over the unpro-

cessed reference microphone signal (selected as the �rst channel of the `mobile' array in

the ACE corpus). These metrics are computed during the moving section of the scenario

only.
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Figure 5.11: Microphone array and source con�guration for the dynamic scenario.

Additionally, to investigate the impact of the enhancement method on the design of

eigenvector �lterbanks, the beampattern of the estimated �lters is computed at various

times duing the movement as a function of frequency and source azimuthal DOA,� s

[6,167].

5.7.3 Enhancement results

Enhancement results for 100 realisations of the considered dynamic scenario are reported

in Figure 5.12. The proposed adaptive method yields the highest enhancement, with

an average increase of3:98 dB in fwSegSNR,0:07 points in STOI and 0:25 points in

PESQ. The random PPM method gives the lowest increase in performance, as already

observed in Section 5.6. Both ensemble methods yields improvements over the unprocessed

microphone signal of smaller magnitude than the adaptive method.

To investigate the causes of the proposed method's performance compared to the random

PPM and ensemble techniques, Figures5.13to 5.15plot the beampatterns associated with

the eigenvector �lters obtained by each method in a single realisation of the considered

scenario. Figure5.13 shows the beampatterns obtained using the adaptive method in

three time frames: (i) when the source is in its starting position with DOA� s = � 93°,

(ii) when it has travelled half of the trajectory and� s = � 63°, (iii) and when it has reached

the end position at � s = � 43°. It can be seen that in each frame, the eigenvector �lters
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Figure 5.12: Enhancement performance of the proposed method and baselines for a
dynamic scenario, withT = 40 ms and with a single target speaker corrupted by additive
white Gaussian noise at0 dB SNR.

contain a main beam in the direction of the source, and are therefore able to enhance the

target signal while attenuating undesired noise. Conversely, the beampatterns obtained

for the random PPM method in Figure5.14do not always exhibit a beam in the direction

of the target source and therefore lead to limited enhancement. When examining the

beampattern variations across all frames, the proposed adaptive PPM yields a beam

which smoothly varies to follow the target DOA, while the random PPM method varies

sporadically thus leading to certain frames not containing a beam in the target direction.

Then, examining the ensemble beampatterns in Figure5.15, it can be seen that both

methods only contain a beam steered in the starting source direction but not in any of the

subsequent DOAs. This is explained by the nature of the ensemble STCOV computation:

the average in (5.10) is dominated by stationary frames (which account for half of the

total number of frames in the considered scenario), and therefore leads to an eigenvector

�lter which targets the stationary DOA. This behaviour explains the limited enhancement

performance in frames with changing source DOA.
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Figure 5.13: Beampattern evolution for the proposed adaptive PPM method, where the
source is at the starting position (� s = � 93°, left plot), in the middle of the trajectory
(� s = � 68°, centre plot), and at the end position (� s = � 43°, right plot). In each plot
the black line indicates the source DOA.
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Figure 5.14: Beampattern evolution for the random PPM method, where the source is
at the starting position (� s = � 93°, left plot), in the middle of the trajectory ( � s = � 68°,
centre plot), and at the end position (� s = � 43°, right plot). In each plot the black line
indicates the source DOA.
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(b) Ensemble PPM

Figure 5.15: Beampatterns for the ensemble methods. The two green black represent
the source start (� s = � 93°) and end (� s = � 43°) DOAs.

5.8 Discussion and future extensions

To the best of the author's knowledge, this chapter investigated the �rst frame-based

implementation of the PEVD enhancement method �rst introduced in [56]. The proposed

approach consists of two main components: a recursive STCOV estimation procedure

drawing its inspiration from classical spatial covariance matrix estimation; and an iterative

principal eigenvector extraction based on the PPM method described in [151].

Section 5.5.3 showed that the STCOV estimation presents similar trade-o�s to classical

covariance estimation techniques, where a longer frame size leads to lower steady-state

error but also increases the convergence time of the estimate. This e�ect was echoed in the

performance of subsequent PEVD-based enhancement in stationary scenarios in Section

5.6. Indeed, increasing the frame size fromT = 20 ms to T = 40 ms also increased the

overall performance of the proposed method, almost matching that of ensemble methods

using frames ofT = 100 ms. This suggests that investigating higher accuracy STCOV

estimation methods may increase the overall performance of the proposed method. A

possible direction would be to extend the support of the estimated matrix by exploiting

cross-frame correlations, thus reducing truncation errors. This, however, would increase

the memory requirements for the algorithm.

Then, the use of PPM as the algorithmic decomposition for PEVD was investigated in

Section 5.5.4. It was found that the method can achieve similar enhancement performance
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to SMD with considerably lower eigenvector �lter orders, con�rming results from [151].

The use of short �lters is a desirable feature for frame-based enhancement: it increases

computational e�ciency and decreases the memory requirements in the overlap-add pro-

cedure. Moreover, as eigenvectors obtained through PEVD are only unique up to an

arbitrary time delay [68], imposing small �lter orders allows to limit the overall group

delay, and limits the magnitude of phase discontinuities across frames. It was found, how-

ever, that the performance of PPM for enhancement is strongly dependent on appropriate

parameter selection; the �lter truncation and algorithmic convergence criterion must be

carefully chosen to yield a low order principal eigenvector.

The bene�t of the proposed method was demonstrated in Section 5.7 through the use

of moving sources. It was shown that using frame-based processing in that context al-

lows for PEVD to generate beams steered in the direction of the source, while ensemble

methods failed to achieve the same result. Moreover, the importance of sharing PEVD

information across frames through initialisation of the decomposition using previously

computed polynomial eigenvectors was demonstrated for both stationary and dynamic

scenarios. The alternative random initialisation was shown to yield sporadic beampat-

terns and lead to lower enhancement performance, while also generating �lters of higher

orders and requiring more iterations to converge.

In general, this chapter demonstrated the feasibility of frame-based PEVD enhancement,

but several areas remain to be investigated. As mentioned above, the STCOV estima-

tion procedure can be modi�ed to increase the accuracy of the estimate and possibly

yield improvements in enhancement. Then, the PPM algorithm focusses on extracting

the principal eigenvector only, which may not be suitable for scenarios including several

simultaneous sources. Instead, the method can be extended to extract other eigenvectors

using de�ation [157]. Extensions to SMD can also be considered, focussing on sharing

decomposition information across frames. Finally, a polynomial extension to the rank-one

update of the decomposition of symmetric matrices [168] may yield interesting results.

5.9 Chapter summary

This chapter proposed a novel frame-based implementation for the PEVD enhancement

method used throughout this thesis. The method is based on the PPM decomposition
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algorithm [151] and was shown to yield around3 dB enhancement in fwSegSNR over

unprocessed data from a 3-microphone compact array in static scenarios, and close to

4 dB improvement when considering moving sources. A thorough algorithmic parameter

investigation was conducted to identify the optimal operation of the proposed method.

An analysis of the beampattern obtained with the proposed method over time highlighted

its ability to steer beams towards the target source as it moves, and suggests that sharing

diagonalisation information across frames provides a stable enhancement solution. The

frame-based approach was found to yield similar enhancement results to o�ine PEVD

implementations in static scenarios for frames of 40 ms or longer.



Chapter 6

Data Collection for Enhancement in

Acoustic Sensor Networks � The GiN

Database

Progress in the �elds of augmented reality (AR) and virtual reality (VR) technologies

in recent years has renewed the industrial interest for seamless hands-free communi-

cation with `smart' devices such as connected glasses or head-mounted displays (HMDs).

These devices must be able to operate in everyday environments, including loud and busy

scenarios such as cocktail parties, and must function in an era of internet of things (IoT),

where they operate as a network with other nearby devices. Such challenges require the

development of reliable and robust speech enhancement methods which have been tested

on a wide range of scenarios. However, the current amount of publicly available data is

very limited in such conditions, i.e. involving ego-centric data from `smart' glasses in a

microphone network. This chapter therefore presents the Group in Noise (GiN) dataset,

which contains over 2 hours of group conversations in noisy environments recorded using

binaural microphones and a pair of glasses �tted with 5 microphones. The recordings

took place in 3 rooms and contain 6 seated participants as well as a standing facilitator.

The data also include close-talking microphone audio signals and head-pose data for each

speaker, an audio signal from a �xed reference microphone, and automatically annotated

speaker activity information. A baseline method is used to demonstrate the use of the

113
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data for speech enhancement.

The contents of this chapter were published in [16].

6.1 Introduction

The cocktail party problem [169], or the enhancement of speech in noisy environments,

has been a focal point of speech processing research for the better part of a century.

It �nds applications in hearing aids research [158, 170], automatic speech recognition

(ASR) [171, 172], or, more recently, AR and VR [173, 174]. The problem can typically

be separated into two components: �rst, a speaker tracking task in which a speaker of

interest is identi�ed and localised in space; and second, a speech enhancement task to

improve the intelligibility of the speaker of interest. For a long time, researchers have

focussed on solving these issues using single microphones or small aperture microphone

arrays such as hearing aids. However, recent technological advances as well as commercial

trends have opened the door to the use of head-worn devices to solve the cocktail party

problem [159, 175, 176]. In particular, the use of smart glasses, or glasses �tted with

microphones, has generated a lot of interest and is especially relevant for AR/VR research

as the design is analogous to most commercially available systems.

Early work in [177] examined the use of glasses-mounted microphone arrays as a comple-

mentary system to conventional hearing aids. It was deemed a robust and simple solution

which could reduce the level of ambient di�use noise. An example of practical beamformer

implementation was presented in [178], showcasing the potential of head-worn arrays for

interference rejection. More advanced enhancement techniques were evaluated in [179] for

the speci�c cocktail party problem and showed good noise suppression on realistic record-

ings. However, to truly evaluate the performance of such methods, they must be tested

on real cocktail party data recorded using head-worn arrays. Such data must contain a

variety of rooms with varying acoustical properties and should accurately represent the

behaviour of participants in the scene. Indeed, people in loud environments have a nat-

ural tendency to raise their voices and use head and body movements to increase speech

intelligibility [180].

Several relevant high-quality databases have been released in recent years, each with their
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own characteristics. The MYRiAD database [181] contains recordings of live cocktail

parties and provides a large number of room impulse responses (RIRs) recorded in two

rooms using several microphone con�gurations. It includes in-ear and behind-the-ear

microphones, but not wearable devices. The database described in [182] contains body-

related acoustic impulse responses (AIRs) for several devices, including glasses, placed on

a human subject. While these AIRs allow for easy simulation of acoustic environments,

they also restrict them to static scenes in anechoic rooms, which di�er widely from real

scenarios. CHiME-5 and CHiME-6 [183,184] provide recordings of real dinner parties in

private homes obtained using binaural microphones and �xed microphone arrays. Such

databases better represent natural conversations but lack positional data which are essen-

tial for source localisation or traditional spatial-�ltering enhancement methods. CHiME-5

and CHiME-6 also do not contain recordings made using wearable arrays such as smart

glasses. The Ego4D dataset [185] contains a wide range of egocentric audio-visual record-

ings of daily activities collected by a large number of participants throughout the world.

However, as the focus of the data is mainly on video, most audio recordings are limited

to single- or dual-channel and tracking data are not systematically available.

The recent EasyCom database [186] contains egocentric audio-visual data from several

group conversation in a single, arti�cially-created restaurant. It was recorded using

AR glasses with 4 microphones and a camera, as well as binaural microphones. Clock-

synchronised head-pose information and close-talking speech recordings are provided for

all participants in the conversation. Participants in EasyCom were asked to introduce

themselves, order food from a menu, play games, and read sentences while immersed in

background noise created with loudspeakers. This led participants to raise their voices

in order to be heard, as would occur in natural environments. The nature of the tasks,

however, limits the amount of overlapping speech in EasyCom. Moreover, the arti�cial

restaurant used in EasyCom was created using acoustic panels to approximate the rever-

beration time of a typical occupied restaurant [187] which is unlikely, in general, to match

the acoustic �ngerprint of real environments.

EasyCom o�ers comprehensive high-quality data but is limited in the diversity of scenes

considered and the amount of overlapping speech. The SPEAR Challenge [188,189] over-

came this issue by digitally recreating and augmenting the EasyCom dataset using the

TASCAR software [190]. The SPEAR data contain more acoustic environments and
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Dataset Year # Mics # Rooms # Participants # Hours Natural speech Pose

MYRiAD [181] 2023 11-24 2 10-15 76

CHiME-5&6 [183,184] 2018/19 32 20 4 60 X

Ego4D [185] 2022 1-12 100+ 1-6 764 X

EasyCom [186] 2021 8-10 1 3-5 + 1 5 X X

GiN 2023 15 3 6 + 1 2 XXX XXX

Table 6.1: Comparative table of existing egocentric datasets and GiN.

di�erent conversational setups compared to EasyCom. While this approach presents a

balance between purely simulated data and realistic recordings, it cannot fully replace

the acquisition of new conversational data in real rooms.

This work thus aims to extend EasyCom to a wider range of acoustic environments and

conversations. The GiN recordings presented herein contain approximately 2 hours of

group conversations in three noisy reverberant rooms, as opposed to the single room

in EasyCom [186]. Every participant's speech and pose were recorded using close-talking

microphones and head trackers mounted on a custom headset. The author took part in the

recordings as a facilitator and, contrarily to EasyCom [186], their head pose and speech

were also recorded. Furthermore, the data contain egocentric recordings made using

binaural microphones and a glasses-mounted microphone array for one of the participants.

Di�use background noise was generated using 10 loudspeakers playing restaurant noise

at approximately 75 dB SPL, similarly to EasyCom [186]. Participants were instructed

to perform tasks that led to a wide variety of conversational scenarios, with periods of

single-speech and period of large amounts of overlapping speech. Table 6.1 summarises

the di�erence and similarities between GiN and existing egocentric datasets.

The remainder of this chapter is structured as follows. Section 6.2 describes the dataset

creation process, with detailed information regarding the acquisition system, methodol-

ogy, and post-processing steps applied to the data. Section 6.3 provides practical informa-

tion on the data availability. Section 6.4 investigates speech enhancement as a practical

application for the data and presents a baseline beamformer whose performance is then

discussed in Section 6.5. Finally, Section 6.6 presents the main conclusions of this chapter.



117 CHAPTER 6. THE GIN DATABASE

Room Dimensions (m) RT60 (ms) Description

807 4:8 � 10:0 � 2:9 580 Common eating area

`Faraday' 5:4 � 9:9 � 2:9 970 Common eating area

403 9:3 � 20:4 � 2:9 1260 Cafeteria-like room

Table 6.2: Characteristics of the rooms in the dataset. TheT60s were obtained using
the Schroeder method [191] on RIRs measured withpyrirtool 1.

6.2 Dataset description

This dataset contains synchronously sampled multimedia recordings of conversations in

noisy restaurant-like scenarios. It was recorded in three rooms in the Department of

Electrical and Electronic Engineering at Imperial College London. In every recording

session, 6 participants were seated around a table and held a conversation while noise was

played through loudspeakers at a level typically found in restaurants [187], as pictured

in Figure 6.1. Every participant wore a custom headset equipped with a close-talking

microphone and a pose tracker, as shown in Figure6.2(a). In addition, `Participant

3' wore binaural microphones and a pair of safety glasses mounted with 5 microphones

to provide egocentric audio data, as shown in Figure6.2(b). The recording sessions

were monitored by the authors acting as a `waiter' or `facilitator', also wearing a custom

headset. Each session was recorded by a �xed reference microphone placed in the centre

of the table.

This section provides an overview of the data recorded in this work. It begins the method-

ology used to select rooms and participants as well as the recording session details are

described in Section 6.2.1. Then, a detailed description of the data acquisition system is

given in Section 6.2.2. Finally, the data post-processing stages are presented in Section

6.2.3.

6.2.1 Methodology and recording protocol

This section describes the room and participant selection process as well as the recording

protocol.
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Figure 6.1: Diagram of the recording setup, not to scale. The 6 participants are shown
with their respective speaker ID and the `waiter' as number 7. Participant 3 is the
`listener', equipped with binaural microphones and custom glasses. The approximate
loudspeaker locations are shown. The coordinate system origin is located behind and to
the left of participant 1 (bottom left corner in this view). The reference microphone is
placed approximately at the centre of the table.
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(a) Custom headset; A: HTC VIVE Tracker
3.0, B: DPA 4060 microphone

(b) Custom safety glasses; a-e: positions of the
�ve DPA 4060 microphones

Figure 6.2: Custom equipment used for data acquisition. Note that the mannequin head
in the pictures is smaller than a typical human head.
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(a) Room 807 (b) Room `Faraday' (c) Room 403

Figure 6.3: Rooms at Imperial College London included in the database.

Room selection and description

Three rooms in the Department of Electrical and Electronic Engineering at Imperial

College London were selected to carry out the recordings. The rooms are pictured in

Figure 6.3 and have characteristics summarised in Table 6.2. The �rst two rooms,Room

807 and Room `Faraday' are popular breakout areas, commonly used for eating lunch,

and as such were deemed suitable to emulate a restaurant scenario. The third room,

Room 403, is a large, reverberant teaching space which was selected for its resemblance

to a typical cafeteria. Prior to each session, the rooms were prepared to allow for easy

access and movement around the recording area. Furniture was kept in the room but

rearranged to allow for a large table to �t comfortably in the approximate centre of the

space. The tracking system described in Section 6.2.2 was set-up with each of the 4

Valve Index Base Stations placed in a corner of the room at a height of approximately

2 m and facing downwards at a small angle in order to fully capture the scene. The

Valve Index HMD was placed on a mannequin head in the lower left corner of the room

at a height of 103 cm and serves as the origin of the tracking coordinate system. The

10 loudspeakers were placed in a circle around the table with a radius constrained by

the geometry of the rooms and with random orientations; the loudspeaker positions are

provided in the database. Finally, a reference microphone was placed near the centre

of the table. Figure 6.1 shows a schematic view of the arrangement of participants and

loudspeakers.

1https://github.com/maj4e/pyrirtool
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Participant selection and instructions

Participants were recruited using convenience sampling on the Imperial College London

campus and through word-of-mouth. In total, 32 participants took part in the recordings,

with a mixture of native and non-native English speakers and with some participants

knowing each other beforehand. Whenever possible, two sessions were recorded in the

same room with di�erent groups of participants, giving 12 unique speakers per room. Some

participants took part in multiple recordings, each time in a di�erent room. Before every

session, participants were asked to review an information sheet detailing the objectives

of the recordings and were given the opportunity to ask questions. They were prompted

to act as naturally as possible during the recordings. Each participant was �tted with a

custom headset, containing a close-talking microphone and an HTC VIVE Tracker. The

author was the waiter in all sessions and also wore a custom headset, such that their

speech and motion is also included in the database. In each session, one participant was

picked to act as the listener and was additionally �tted with the binaural microphones

and the glasses-mounted microphone array.

Session details

Every session began with a calibration phase, recorded in quiet conditions. Each partici-

pant was �rst asked to read the sentenceP̀olly Piper picked a peck of pickled peppers' to

detect potential audio clipping during plosives. The positions of the close-talking micro-

phones were adjusted whenever necessary. Then, participants were asked to move their

heads according to a predetermined pattern (forwards, left, right, forwards, up, down, for-

wards) to identify the axes of rotation of the participants' heads and con�rm the correct

operation of the tracking system in post-processing. The calibration sessions are included

in the database.

The data recording session then started, coinciding with noise playback from the loud-

speakers. Each recording session was comprised of four distinct tasks, labelled 1�4. In-

structions for each task were delivered verbally by the waiter as part of the recording

and participants were able to ask questions. These waiter interaction phases are labelled

Task 0. In Task 1, participants were asked to read in turn an extract fromAlice in Won-

derland [192]. Silent participants were asked to listen in a natural fashion without forced

head orientation. Task 2 was a group exercise in which the participants were asked to
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suggest and collectively agree on a suitable holiday destination. Each participant was

given a secret constraint, e.g.T̀he country must start with the letter A', to inform their

choices but were asked to not divulge the constraint itself to other participants. InTask 3,

the participants played the game Ì spy', in pairs with the person opposite them, such

that the recording contained 3 simultaneous conversations. The participants were asked

to refrain from using the words ỳes' and `no' to avoid single word answers and maintain

a balanced interaction. Finally, in Task 4, the participants were asked to play the card

game G̀o Fish' as a group until the end of the recording.

Each task was designed to last 5 minutes but the nature of the tasks means that indi-

vidual sessions exhibit variations in duration. The recordings ended after approximately

24 minutes.

6.2.2 Data acquisition methods

The data acquisition system used in these recordings is described in this section and

summarised by the diagram in Figure6.4. The main challenge consisted in the synchro-

nisation of three components: the tracking system, the audio recording system, and the

audio playback system. This was achieved using the Lab Streaming Layer (LSL) soft-

ware [193, 194]. Moreover, a custom headset, shown in Figure6.2(a), was designed to

facilitate the wireless acquisition of head tracking and close-talking speech data.

Tracking system

The head orientations and positions of every speaker in the recordings were tracked using

HTC VIVE Trackers 3.0 mounted on custom headsets. The VIVE Trackers are designed

to track body-movement for VR and are accurate to within a few centimetres [195]. The

trackers were paired with a Valve Index HMD and 4 Valve Index Base Stations through the

Steam VR system. The HMD was used to �x the origin of the tracking coordinate system,

and data was acquired from the trackers at a rate of 90 Hz using a Unity script adapted

from [196]. Compared to `outside-in' camera-based tracking systems, the apparatus is

su�ciently portable that recordings could feasibly be made in several rooms. Compared to

`inside-out' systems, using VIVE Trackers enabled head pose tracking data to be obtained

for all participants without anyone having to wear an HMD and without risk of occlusion.
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Figure 6.4: Data acquisition system diagram. The data were captured using a PC
running Windows 10. Pose data were stored in .txt �les, microphone recordings were
stored in .wav �les, and synchronisation data were stored in a .xdf �le following the LSL
convention.
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A few samples of head orientation or position were determined to be unreliable during

the recordings, either due to sensor occlusion or connectivity issues with the Steam VR

system. These samples were discarded and appropriately labelled as missing data points.

Audio capture and playback

In each session, a total of 15 audio channels were recorded using the Reaper software

[197] at a sampling rate of 48 kHz. All microphones signals were recorded using two

RME OctaMic preampli�ers, clock-synchronised through a primary RME FireFace 800

Firewire Audio Interface. The custom headset microphones for the 6 participants and

the waiter were DPA 4060 miniature omni-directional condenser microphones. To allow

for natural participant movement, these were recorded wirelessly using seven Sennheiser

EW-D receivers and body-packs. In each session, `Participant 3' acted as the listener and

was �tted with DPA 4560 in-ear binaural microphones and custom glasses mounted with

5 DPA 4060 microphones, shown in Figure6.2(b). Finally, a single DPA 4060 microphone

was mounted on a 10 cm stand in the centre of the table to act as a static reference

microphone.

Loudspeaker playback was also managed by the Reaper software. A single-channel record-

ing of a natural restaurant environment was used to generate 10 channels of uncorrelated

noise. This noise was played through 10 loudspeakers connected to the balanced outputs

of a secondary RME FireFace 800 Firewire audio interface, synchronised with the primary

interface also used for audio capture. The 10 loudspeakers consisted of 6 Genelec 8030

and 4 Fostex 6301B, and the level of the noise was designed to approximate 75 dB SPL

to match the level typically found in restaurants [187].

Multimedia synchronisation

The synchronisation of audio recordings and pose data was achieved using the LSL soft-

ware [193, 194]. LSL is an open-source platform designed for synchronised multimedia

signal acquisition. TheLabRecorder2 module was used to capture independent streams

from the audio capture and tracking systems. These can be exposed over an IP network

but, in this case, they were all generated from the same PC. Each LSL stream includes

2https://github.com/labstreaminglayer/App-LabRecorder
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both the stream's own timestamps, obtained from the local clock, and timestamps gener-

ated from the recorder's clock. Thexdf-Matlab 3 utility was used to obtain synchronised

multi-modal data. For these recordings, theLSL4Unity4 plug-in created a stream with

the positional data from the tracking system and theAudioCapture5 software was used

to capture the static reference microphone channel. The multichannnel audio recorded

in Reaper was subsequently time-aligned to the reference channel usingsigalign from

Voicebox [116].

6.2.3 Post-processing and additional data

The head-pose data were obtained using Unity and therefore obeyed a left-handed,y-

up coordinate system. To facilitate the use of the data for audio processing tasks, the

pose data were converted to the right-handed,z-up system found in TASCAR [190] using

Voicebox [116].

Additionally, voice activity detection (VAD) labels were obtained for the close-talking

microphones using Silero [198]. Segments of voice activity were identi�ed for each of the

7 channels independently, such that themth close-talking channelxm (n) is associated

with a voice activity mask Vm (n), with n the time index. However, the VAD in a given

channel sometimes identi�ed voice activity from nearby speakers, e.g. voice activity from

Speaker 2 was detected in the close-talking channel associated with Speaker 1. This can

be explained by the close physical proximity between participants and the frame-based

approach used in Silero which ignores that such cross-talk occurs at a much lower energy

than speech from the principal speaker. Therefore, a cross-channel energy thresholding

approach was used to re�ne the VAD. For every close-talking channelxm (n) and for every

segment of voice activityl detected in channelxm (n), the segment was discarded if channel

xm (n) contained considerably less energy than any other channel, or, equivalently

Vm (l) =

8
<

:
1 if Ef xm (l)g > � Ef xq(l)g 8q

0 otherwise,
(6.1)

3https://github.com/xdf-modules/xdf-Matlab
4https://github.com/labstreaminglayer/LSL4Unity
5https://github.com/labstreaminglayer/App-AudioCapture
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with 0 � � � 1, Ef xm (l)g =
P

l jxm (l)j2 the energy in themth channel over the segmentl,

and � a tuning parameter which was empirically set to0:2. A small � leads to more cross-

talk being admitted in the voice activity mask while a large� may lead to segments being

discarded when multiple speakers are simultaneously active. The time regions associated

with each of the tasks presented in Section 6.2.1 were manually identi�ed and included

as labels in VAD segments.

The directional characteristics of the microphone array were measured in an anechoic room

using the head-related transfer measurement system of the Audio Experience Design team

at Imperial College London, described in detail in [199]. Brie�y, the AIRs were measured

from an arc of loudspeakers to the glasses array and binaural microphones whilst being

worn by Alastair Moore. The vertical spacing of the speakers is10° for angles within

30° of the horizontal plane and15° elsewhere. The horizontal density of measurements is

determined by rotation of the subject, which was stepped in5° increments. Two versions

of the measured impulse responses are included in the database, di�ering only in how

tightly cropped they are. Tighter cropping has fewer room re�ections and was used for

the beamformer design described below. However, some applications may bene�t from

the longer responses.

6.3 Dataset availability

Imperial College London has released the GiN database in [200]. It contains 2 hours of

synchronised microphone and pose data as well as automatically generated VAD infor-

mation. To facilitate the use of the data, sessions were divided into 1 minute segments

similar to EasyCom [186]. Segments containing personal information regarding the par-

ticipants were removed, leading to some �les lasting less than 1 minute. The total size of

the database is approximately 14 GB with 2803 �les. The pose data is given in the right-

hand z-up coordinate system, as used in TASCAR [190]. The position of loudspeakers

and AIRs for the glasses array are also provided. Tools to visualise the data and modify

the VAD are provided 6.

6https://github.com/ImperialCollegeLondon/sap-ic-gin
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Figure 6.5: Spectrograms for a sample sentence from Participant 4, as measured by
their close-talking microphone, the right-ear binaural microphone, and as enhanced using
the baseline beamformer.

6.4 Application to speech enhancement

The dataset presented in this work was recorded primarily for the purposes of evaluat-

ing multichannel speech enhancement algorithms. To con�rm the use of the presented

data for such purposes, a baseline beamforming algorithm is introduced and applied to

the 7-channel head-worn array, composed of binaural and glasses-mounted microphones.

Given the methodology described in Section 6.2, the listener may choose to attend to

any of the conversation participants at any point during the recordings. Furthermore,

the considerable level of restaurant noise in the scenes requires a baseline method ca-

pable of achieving high noise reduction. Therefore, a minimum variance distortionless

response (MVDR) beamformer assuming a stationary cylindrically isotropic noise �eld is

proposed as the baseline enhancement method. A cylindrically isotropic noise �eld as-

sumption is appropriate here as rooms typically have more re�ective walls than �oors or

ceilings [201]. This is a similar baseline to the one presented in EasyCom [186]. Letting

x� A (k; `) = [ x� A
1 (k; `) x� A

2 (k; `) : : : x� A
7 (k; `)]T be the 7-channel head-worn array expressed in

the short-time Fourier transform (STFT) domain with k and ` the frequency- and time-

frame indices, the enhanced single-channel beamformer outputy�( k; `) can be obtained

using

y�( k; `) = w� H (k; `)x� A (k; `); (6.2)
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with w� (k; `) 2 C7� 1 the beamformer weights and[�]H denoting the Hermitian trans-

pose. Under the baseline assumption of a stationary cylindrically-isotropic noise �eld, the

MVDR beamformer weights are de�ned by

w� (k; `) =
R�

� 1
(k)d� (� (`); � (`); k)

d� H (� (`); � (`); k)R�
� 1

(k)d� (� (`); � (`); k)
; (6.3)

where R� (k) 2 C7� 7 is the noise covariance matrix (NCM) for a stationary cylindrically

isotropic noise �eld, andd� (� (`); � (`); k) 2 C7� 1 are the acoustic transfer functions (ATFs)

from a look direction, de�ned by the azimuth and elevation angles� (`) and � (`), to the

7-channel head-worn array. The NCM assumes that the noise arrives at the array with

equal power from all azimuthal directions at0° elevation, and can therefore be obtained

in theory as [133]

R� (k) =
1

2�

2�Z

0

d� (�; 0°; k)d� H (�; 0°; k) d�: (6.4)

In practice, however, only a discrete number of ATFs,d� ATF (� q; 0°; k) are available from a

discrete set ofQ azimuth angles,� q, at elevation � = 0°, as described in Section 6.2. The

NCM must therefore be approximated using

R� (k) =
1
Q

X

q

d� ATF (� q; 0°; k): (6.5)

Note from Equation (6.3) that the baseline beamformer weights are fully described by

a stationary NCM and an ATF whose direction is determined by time-varying azimuth

and elevation angles,� (`) and � (`). These angles are calculated using the head-pose

information available in the database as the relative angle between a speaker of interest

and the head-worn array, taking into account that the head-worn array is itself rotated.

The measured ATF with the angle closest to the calculated relative angle is then used to

steer the beamformer.
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The baseline method is applied to the head-worn array recordings frame-by-frame using

a STFT with 16 ms frames and 50 % overlap. Any missing pose data are set to retain

the value held in the previous head-tracking frame, and the samples are linearly interpo-

lated to match the audio sampling rate of 48 kHz. The speaker of interest is chosen to be

Participant 4, i.e. the speaker sitting directly across the table from the listener. As a qual-

itative example of the baseline performance, Figure6.5shows three example spectrograms

obtained for a sample sentence from Participant 4. The �rst spectrogram was obtained

using Participant 4's close-talking microphone and exhibits clear speech characteristics.

However, a non-negligible level of background noise can also be seen, e.g. forn > 26 s.

The signal measured at the centre of the glasses array shows that whereas Participant 4's

speech is still visible, it is at a lower level relative to the background noise. Finally, the

spectrogram of the baseline enhancement shows that the energy of the background noise

is reduced while preserving the energy of Participant 4's speech, as expected.

6.5 Baseline results and discussion

To objectively evaluate the performance of the baseline method, intrusive measures per-

taining to signal-to-noise ratio, speech intelligibility and speech quality, were computed.

It should be noted that enhancement performance strongly depends on the selected target.

For example, focusing on the `waiter' is likely to be challenging, as the target is far away

from the glasses-mounted array and is moving across the room. It will also depend on

which other participants are producing competing speech. In all tasks, if Participant 4

is talking then they are a legitimate `target' for Participant 3, the array wearer, to be

listening to. Thus, in this evaluation Participant 4 was selected to be the speaker of

interest.

Participant 4's close-talking microphone was used as the clean reference signal for intru-

sive metrics. As shown in Figure6.5, this signal contains a non-negligible amount of

background noise, and is susceptible to capture cross-talk from other participants. While

it cannot strictly be considered a clean reference, it captures Participant 4's speech at

a level close to the highest achievable SNR in real scenarios. The microphone boom in

Figure 6.2(a) was speci�cally designed to adjust to di�erent participants and capture

their speech reliably. The issue of leaky reference is well-known in recordings of real sce-



CHAPTER 6. THE GIN DATABASE 130

�� �� �� �� ��
�������	 �
��

�����
��

���
��

���
��

���
��

���
��

���
��

���
��

���
���

��

���������������������� �����������
����

(a)

�� �� �� �� ��
�������	 �
��

���
����

��������

��������

��������

��������

��������

������

������

���
���

���
���

���
���

��

���������������������� �����������
����

(b)

�� �� �� �� ��
�������	 �
��

�����
��

���
��

���
��

���
��

���
��

���
��

���
���

��
���

�

���������������������� �����������
����

(c)

�������������� ������ �	���

�������


������

�����


������

������

�����	

������

���
���

��

���������������������� ����������������

(d)

�������������� ������ �	���

�����
��

�����
��

�����
��

�����
��

�����
��

�����
��

���
��

���
��

���
���

���
���

���
���

��

���������������������� ����������� �!��

(e)

�������������� ������ �	���

�����
��

���
��

���
��

���
��

���
��

���
��

���
���

��
���

�

���������������������� ����������������

(f )

Figure 6.6: Selected intrusive metrics for unprocessed (`Passthrough') and processed
(`Baseline') speech. Metrics are(a), (d) STOI, (b), (e) Segmental SNR and(c), (f)
narrowband PESQ. Top row(a), (b), (c) shows dependence on Task, bottom row(d), (e),
(f) shows dependence on recording room.

narios and is also present in EasyCom [186]. It can be mitigated by using loudspeaker

playback instead of live speech in recordings, at the cost of naturalness of participant

interactions. The reference could also be denoised using various techniques such as in the

SPEAR challenge [188,189] but this may introduce unwanted distortions in the reference

signal. Therefore, in this work, in order to ensure that results accurately represent the

baseline enhancement of the target speech, metrics were only computed during segments

of voice-activity as determined using VAD labels described in Section 6.2.

The noise reduction performance of the baseline was evaluated using segmental SNR

(SegSNR) [116]. The SegSNR computes the power ratio of the desired speech signal to all

other undesired signals, e.g. background noise or competing speakers, during segments

where speech is active. A higher value of SegSNR indicates a higher level of target

speech relative to noise. To measure target speech intelligibility, the short-time objective



131 CHAPTER 6. THE GIN DATABASE

intelligibility measure (STOI) [121] was computed. STOI is calculated over short signal

frames and yields values between0 and 1 which highly correlate to perceived speech

intelligibility. A higher value of STOI relates to a higher predicted intelligibility. Finally,

speech quality was measured using the narrowband perceptual evaluation of speech quality

(PESQ) [122]. PESQ is an industry standard designed to assess the quality of speech for

telephone communication. It leads to scores between� 0:5 and 4:5 and higher scores

correspond to higher signal quality.

Figure 6.6 shows the intrusive metrics computed as a function of task (top row) and

room (bottom row) for both a passthrough signal and the baseline beamformer. The

passthrough was selected as the right-ear binaural microphone. The passthrough met-

rics in blue boxes give a measure of the di�culty of listening without any enhancement.

Comparing tasks, all metrics are higher forTask 1, which is consistent with the com-

parative simplicity of the scene, with one person reading aloud whilst others listens. It

also exhibits the smallest variability in results, indicating that the noise �eld is approx-

imately stationary. This also relates to the nature of the task that limited the number

of competing sources and the frequency of listener head movements. Comparing rooms,

metrics are slightly higher for `807', which is consistent with it being the least reverberant

of the rooms. The variability of passthrough results across rooms further demonstrates

the need to evaluate enhancement methods on real data recorded in multiple acoustic

environments. Beamforming improves all metrics for all tasks and rooms as shown in red

boxes. Informal listening con�rmed that the baseline beamformer achieves a noticeable

level of noise reduction.

The considerable level of background noise, the varying number and level of competing

sources, and the highly-dynamic nature of the recorded scenes make speech enhancement

on this data very challenging. The considered baseline therefore achieves limited levels

of enhancement but indicates that the collected data can indeed be used for speech en-

hancement. Non-intrusive metrics may be considered to circumvent the leaky reference

issue [202]. Many steps could be taken to improve the baseline beamformer, including but

not limited to: head-rotation aware adaptive noise-covariance estimation [203], steering

direction smoothing to limit sharp changes in beamformer weights, or binaural beamform-

ing to gain bene�ts from binaural unmasking. Other methods of enhancement could also

be explored, such as subspace-based methods [56] or deep neural networks. Readers are
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also referred to the SPEAR Challenge [188,189] for more approaches. Finally, this dataset

can be exploited for other applications including sound-source localisation and tracking,

source counting or speaker diarization. Additionally, using the close-talking microphone

signal to aid labelling, the array data could be used for single- or multi-channel ASR in

adverse environments.

6.6 Chapter summary

This chapter presented the GiN database of multimedia recordings for location-aware

speech enhancement. It contains 2 hours of group conversations in restaurant noise in

3 di�erent rooms. It was acquired using 7 close-talking microphones, a pair of binaural

microphones, a 5-channel array mounted on a pair of glasses, and a reference microphone.

Additionally, head position and orientation data are available for every participant in

the group conversation. The dataset was successfully used to evaluate the e�cacy of a

baseline MVDR beamformer for speech enhancement using the binaural microphones and

glasses-mounted array.



Chapter 7

Conclusions and Future Work

T his chapter begins by summarising the main �ndings from this thesis, relating them

to the research objectives de�ned in Chapter 1. Then, a discussion of the results

and how they may be extended in future work is provided.

7.1 Summary of main contributions from this thesis

The research objectives from this thesis were summarised in Chapter 1 as: 1) to establish

the use of polynomial eigenvalue decomposition (PEVD) for speech enhancement in wire-

less acoustic sensor networks (WASNs) 2) to propose algorithmic improvements for the

use of PEVD in WASNs and more generally in practical scenarios, and 3) to establish a

framework for the evaluation of speech enhancement in WASNs. This section highlights

how each objective was addressed across chapters and provides a summary of the main

�ndings.

Usability of PEVD in WASNs was demonstrated in Chapters 3 and 4 for networks

with a larger number of single-microphone nodes, and a few nodes of multiple micro-

phones, respectively. In both cases, PEVD achieved an enhancement performance com-

parable to or higher than the best node in the network, with a maximum improvement of

0:04 in STOI and 0:3 in PESQ scores. Furthermore, it was shown both theoretically and

through simulations that PEVD is robust to communication latency between nodes of up

133
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to 150 ms, provided the processing frame is su�cient long to capture correlations. This

property, together with the fact that PEVD is a blind enhancement method which does

not explicitly require geometric information about the network, are likely to be useful in

practical scenarios with many nodes whose positions may vary over time. Finally, a geo-

metric analysis provided insights into which network con�gurations were most favourable

for PEVD enhancement; generally, having microphones spread around the source of in-

terest correlated with higher enhancement performance. The analysis also revealed that

PEVD is robust to the issue of reference microphone selection, showing a Pearson cor-

relation coe�cient of 0:08 between enhancement performance and reference microphone

selection, contrarily to other blind enhancement methods such as multichannel Wiener

�lters (MWFs) which exhibited a correlation coe�cient of 0.56 [100].

Algorithmic development for the use of PEVD in WASNs was achieved through

the use of a hybrid beamforming and PEVD approach in Chapter 4. The method was es-

tablished for scenarios considering several nodes of multiple microphones, where geometric

information is available within nodes but not across devices. In such cases, beamformers

can be applied locally at each node, and merged in the network using PEVD. This ap-

proach was found to yield similar enhancement results to a network-wide PEVD, yielding

improvements in frequency-weighted segmental SNR (fwSegSNR) of1:9 dB compared to

the best scoring microphone in the network. The proposed method also exhibited robust-

ness to local steering vector error up to80° of missteering. Furthermore, the proposed

method reduced the overall algorithmic complexity compared to network-wide PEVD,

using 80% of computational resources for the same number of processed signals, and it

was found that local beamforming accelerated the convergence of the ensuing PEVD step.

Algorithmic development for the use of PEVD in practical scenarios was fur-

ther achieved through the development of a frame-based algorithm in Chapter 5. The

proposed approach contained a recursive space-time covariance matrix (STCOV) estima-

tion combined with a principal polynomial eigenvector extraction based on the polynomial

power method (PPM). This was found to closely follow the performance of established

batch PEVD enhancement in static scenarios for su�ciently large frame lengths. More-

over, it was found to outperform batch PEVD methods in dynamic scenarios involving

moving sources. Overall, smoothing the eigenvector �lter across frames provided a higher
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enhancement performance than computing �lters independently in each frame. A beam-

pattern analysis showed that the frame-based PEVD approach was able to steer a beam

towards the source of interest as it moved.

A framework for evaluation of speech enhancement in WASNs was established

directly in Chapter 6 through a data collection procedure, and indirectly throughout this

thesis in the design of experiments. The GiN data provide examples of real conversations

in which WASNs may be exploited for speech enhancement. Indeed, the many devices

(e.g. close-talking microphones, binaural microphones, glasses array) can be leveraged to

perform enhancement prior to a down-stream ASR such as in Chapter 3, or to augment the

listening experience of participants in the conversation such as in Chapter 6. Such real-

life examples are essential to fully quantify the performance of enhancement algorithms.

Moreover, this thesis has shown the importance of presenting enhancement results in the

full context of WASNs: throughout this document, simulation results have been presented

in relation to the best and poorest microphones in the network, rather than against a

network average as is often the case in the literature. This contribution, although implicit,

is deemed fundamental; as nodes in the network may be placed at arbitrary locations,

they capture acoustic scenes with widely di�erent signal-to-noise ratios (SNRs) such that

the network average may be considerably lower than the best node in the network.

7.2 Discussion and areas for future work

The topics and results presented in this thesis raise several points of discussion, both on

the general topic of enhancement in WASNs and the speci�c use of PEVD in networks.

The general conclusion from experiments in this thesis is that PEVD, when employed for

speech enhancement in WASNs, achieves a similar performance to the best microphone in

the network. Depending on the application, and depending on the reference point of the

end-user, this may or may not result in a net signal enhancement. For example, a hearing

aid user communicating with someone wearing a close-talking microphone will perceive

an improvement in signal quality if the signal rendered at its ears matches the SNR of the

close-talking microphone. This may require extensions to the current PEVD algorithm

to include binaural rendering. However, applications in ASR where a fusion centre (FC)
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receives signals from all nodes will draw the same enhancement bene�t from PEVD than

it would from a microphone selection algorithm. This raises the �rst area for future work

on the general use of PEVD in WASNs. The �lterbank analysis in Chapter 3 revealed that

PEVD naturally ignores nodes in the network with low SNR or large correlation delays

compared to other nodes. This suggests that PEVD could be adapted into a microphone

selection algorithm which would focus on selecting microphones strongly correlated in

time, space, and frequency. Microphone selection algorithms are essential to all signal

processing applications over large-scale WASNs as they allow considerable reduction of

the computational load and the elimination of unreliable nodes [97].

Practical use of PEVD in WASNs will, in some cases, require robust frame-based algo-

rithms, as discussed in Chapter 5. The method presented in this thesis is a �rst im-

plementation of such frame-based approaches, and many components can be altered in

future work. The STCOV estimation could be modi�ed to increase the support of the

matrix beyond the frame length by leveraging information from past frames. This may

lead to better estimates of the STCOV and higher enhancement performance following

diagonalisation. The PEVD algorithm itself can also be modi�ed in many ways: the

current PPM implementation which focusses on estimating the principal eigenvector only

can be extended to �nd other eigenvectors following [157]; the sequential matrix diagonal-

isation (SMD) algorithm [46] could be altered to share information across frames; and the

rank-one update of the decomposition of symmetric matrices in [168] could be extended

to the polynomial case. However, the current implementation based on PPM presents

several advantages which may be desirable to replicate in future implementations. First

and foremost, PPM yields short eigenvector �lters, therefore limiting the delay applied in

each frame. Although phase discontinuities may still exist across frames, they are small

and generally unnoticeable as discussed in Chapter 5. Then, PPM typically requires less

iterations than SMD or other z-domain diagonalisation methods, which is desirable in

real-time applications. However, the algorithmic parameters selection for PPM is del-

icate, and may yield suboptimal results if set incorrectly. Developing diagonalisation

methods which produce short eigenvector �lters with few iterations while increasing their

robustness to parameter selection would be desirable.

This thesis focussed on the topic of centralised processing in WASNs, where a FC receives

signals from all nodes and is able to perform processing locally. Such a framework is
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possible in networks with large communication bandwidth and high processing capacities

at the FC. In practical scenarios where the network may be composed of nodes each

containing a small processing unit, or where all signals may not be shared with a FC for

privacy reason, it may be necessary to consider distributed processing methods [104,105].

Future research into the use of PEVD in WASN processing should investigate distributed

implementations, either using ensemble batch statistics or frame-based approaches.

Finally, it is essential to evaluate any enhancement method in real scenarios, with non-

stationary sources and nodes, where the environment is noisy and reverberant, and consid-

ering modern acquisition devices such as AR glasses or smartphones. The GiN database

in Chapter 6 took a �rst step towards this goal by providing synchronised audio data

for several participants in a real conversation immersed in restaurant noise. However,

more scenarios need to be considered: with di�erent types of ambient noise, varying room

reverberation, and considering more types of microphone arrays. Furthermore, the GiN

data contain clock-synchronous recordings, and it is necessary to also create datasets

containing controlled levels of network non-idealities, including clock o�set and skew,

communication latency, or gain mismatch. Such recordings, while providing a framework

to evaluate the speech enhancement performance of algorithms, may also guide the path

for future research. The recordings in GiN are designed to match the average noise levels

in restaurants and yet represent extremely challenging conditions, even to a human lis-

tener. However, human listeners in such scenarios typically bene�t from other cues than

sole audio: gesture and lip movements are known to a�ect speech intelligibility in cocktail

party scenarios [204,205]. Creating databases containing such information, and leveraging

it to perform multimodal speech enhancement, may be the way of the future [186,206].
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