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Abstract

Many problems in Statistics and Econometrics can be formulated in terms of the Bayesian

model. In fact, this can be interpreted as a penalized goodness-of-�t or more generic

decision or optimization problem. Most of these formulations need to resort to approxima-

tions and often su�er from the lack of e�cient solution tools. Although quite complicated,

simulation techniques can o�er the exact solutions to these problems.

In fact, one of the interesting problems is statistical inference for the parameters de�ned

on non-Euclidean spaces. An example is time series cointegration where linear transforma-

tion of multivariate process is stationary. Since the stationarity property is invariant with

respect to this transformation, the objective of inference is a basis of the vector space.

In particular, in this thesis we focus on two aspects: 1) Markov Chain Monte Carlo

(MCMC) methods for cointegrated time series; 2) application of Sequential Monte Carlo

(SMC) for the optimization problems in automatic control.

In Chapter 3, we developed generic Hybrid Monte Carlo samplers allowing for e�cient

Bayesian inference in the presence of cointegration. The proposed methods perform on

par with the existent state-of-the-art methods under Gaussian assumptions. We also show

they can be applied in more elaborate model formulations wherein other existent methods

are not available.

In Chapter 4, we proposed a cointegration model with dynamic factors and developed

a novel sampler enabling e�cient inference. The model was developed speci�cally for

modelling spreads in commodities markets and we perform a thorough data analysis on

the soybean crush spread.

In Chapter 5, we change direction and look at stochastic regulation when formulated as

an optimal control problem. For a multiplicative cost we show that the optimization part

14



can be solved using �ltering techniques and SMC. The method performance is investigated

in case studies with conditionally linear and non-linear state space models.
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Chapter 1

Introduction

Development of advanced statistical models is of the key importance within vari-

ety of �elds ranging from �nance and economics to engineering and social sciences.

It also plays a fundamental role in arti�cial intelligence which is nowadays ubiqui-

tous in numerous applications. The models investigated in these domains usually

tend to be signi�cantly complex and high dimensional. This requires the use of

advanced computational techniques for learning, prediction and optimization. The

dramatic increase in computational power of the past twenty years allowed the rapid

development of the elaborate numerical techniques and in particular Monte Carlo

methods. They describe the group of algorithms which are aimed at generating

random samples from the complex and high dimensional probability distributions.

This is typically required to perform numerical integration which is underpinning to

many data analytics task such as parameter estimation, model selection, or �ltering

and smoothing in stochastic models. Monte Carlo have revolutionized the �eld and

allowed e�cient analysis of many complex systems. In this thesis, we focus on the

Bayesian paradigm of statistical modelling which deals with the uncertainty of the

parameters or models themselves. In particular, we aim to use the methods from

Bayesian statistics to solve challenging problems arising in the �eld of Econometrics

and Decision Making. The corresponding advanced simulation techniques which we

18



investigate in this thesis will fall under the category of Markov Chain Monte Carlo

(MCMC).

A landmark moment in the development of MCMC methods was the invention

of the popular sampling schemes of the Metropolis�Hastings algorithm introduced

in Metropolis et al. [1953] and later Gibbs sampler proposed in Geman and Geman

[1993]. In addition, sequential importance resampling as suggested in Gordon et al.

[1993] and Liu et al. [1998] enabled development of the so called Sequential Monte

Carlo (SMC) proposed in Liu and Chen [1998] and Doucet et al. [2000b]. Most

recently, the traditional bourdaries between SMC and MCMC have been blurred

and both methods can be used together or in a complentary fashion. The most

notable development has been Particle MCMC introduced in Andrieu et al. [2010].

1.1 Bayesian Inference

In this thesis we will primarily use Bayesian inference for estimating model parame-

ters. The reason behind this choice is both due to the availability of advanced com-

putational machinery and that in the problems considered later the likelihood max-

imization will be ill conditioned resulting in the non-identi�ability issues. Bayesian

inference treats parameters as random variables and combines a prior knowledge

with the information coming directly from the data. This is used to form a poste-

rior distribution of the parameters which can be informally written as

Posterior ∝ Prior × Likelihood.

Where the likelihood term here denotes the probability density of the observed data

y conditionally on the model parameters θ, p(y|θ). So that, based on the Bayes rule

posterior p(θ|y) can be read as

p(θ|y) =
p(y|θ)p(θ)
p(y)

.
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p(y) is a distribution of the data, usually referred to as a normalization constant or

evidence term:

p(y) =

∫
p(y|θ)p(θ)dθ

This is available in a closed form only in a few special cases, examples including

Gaussian models and discrete state spaces. In fact, in most cases, p(y) involves

high dimensional integration and hence it is inevitable to resort to the numerical

techniques. Note that the evidence is always dependent on the particular model

speci�cation, which is implicitly incorporated in the form of the prior p(θ) = p(θ|M).

Following the Bayes rule again, we can establish the Bayes factors which serves as

a model selection and comparison tool in the Bayesian framework, see Kass and

Raftery [1995], Andrieu and Fitzgerald [2001]. Given two models of interest M1

andM2, with the prior belief to occur, p(M1), p(M2), the Bayes Factor R1/2 can

be written as:

R1/2 =
p(M1|y)

p(M2|y)
=
p(M1)p(y|M1)

p(M2)p(y|M2)
.

Clearly if R1/2 > 1 modelM1 is favored, otherwise modelM2 is favored.

1.2 Cointegration Model

In Chapters 3 and 4, the focus lies on the context of Cointegrated Vector Autoregres-

sive (CVAR) models. A basic notion of cointegration can be described by considering

a collection of time series, yi,t where i = 1, . . . , n. If for some i, yi,t are not stationary

but a linear combination

zt =
n∑
i=1

biyt,i (1.1)

is stationary, then the series are said to be cointegrated. The linear combination vec-

tor b = (b1, b2, . . . , bn)T shown in (1.1) is called a cointegrating relationship; Fabozzi
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et al. [2007]. Since this relation is invariant with respect to the linear combination,

the objective of an inferential procedure is a vector space spanned by vectors b;

Villani [2000]. A cointegrating relationship may be seen as a long-term equilibrium

phenomenon which allows the cointegrating variables, yi,t, to deviate from their re-

lationships in the short term, but retain their long term associations. Since any

system of �nancial asset prices with a mean-reverting spread will have some degree

of cointegration, it is econometrics and �nance which are the most common applica-

tion domains for the cointegration concept. Equilibrium relationships are expected

to exist between di�erent categories of �nancial variables. The most transparent

examples include spot and futures prices for commodities or assets, equity prices

and dividends or the commodity processing spreads, such as crush, crack or spark

spread. These processes are tied together in the long-term by a common stochastic

trend since any new piece of information will a�ect the prices in similar ways.

The most prominent application of cointegration is in systematic trading. In

particular, it allows to construct a mean reverting portfolio by taking positions

proportional to the cointegration relationships b and then applying trading rules

based on the deviations o� this long-run equilibrium; for a reference on trading

applications see Vidyamurthy [2004].

1.3 Organization and Scope

The underlying theme of the thesis is a development of advanced simulation methods

that extend current state of the art MCMC and SMC algorithms. In Chapter 2, we

provide a brief overview of the modern simulation techniques. We describe MCMC

and SMC together with their more recent extensions.

In Chapter 3, we consider scenarios where the error driving noise of the CVAR

model can be assumed non-Gaussian. This is typical in the context of �nancial

data. We are interested in the computational challanges arising with estimation of
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cointegration parameters under this assumption. To this end, we developed Hybrid

Monte Carlo (HMC) schemes enabling e�cient inference in the more general class

of Bayesian cointegration models. In particular, as the cointegration is de�ned as

a r−dimensional hyperplane in Rn, (r < n), we proposed to use Geodesic Monte

Carlo (GMC) for embedded manifolds, Byrne and Girolami [2013].

In Chapter 4, the focus is primarly on data analysis of the soybean crush spread.

To capture empirical features of this market, we proposed a Hidden Markov Model

(HMM) where CVAR formulation forms the observation equation. To this end,

we developed e�cient sampler based on partially collapsed Gibbs. It allowed for

signi�cant variance reduction due to marginalization of the latent path.

In Chapter 5, we consider controlled HMM's and the problem of stochastic reg-

ulation. The objective is to control the dynamics of the system so that its output

is close to the input reference signal and the controllers are reasonably smooth.

Mathematically it can be phrased as

JT (u1:T ; r1:T , x0) = Ex0

[
exp(−1

2
(
T∑
n=1

‖rn − Yn‖2
R + ‖un − Ξun−1‖2

L))

]

where the expectation is taken with respect to the law of the underlying system: rn

denotes the prespeci�ed reference and Yn partially observed process whose dynamics

depends on the hidden states controlled by sequence of un selected by the user.

Motivation for this type of problems come from the �eld of navigation and object

tracking, Kantas et al. [2010], but recently has been also adopted in Econometrics,

Dombrovskii et al. [2018]. In this chapter, we develop SMC based method for Open

Loop (OL) optimization. OL in the automatic control terminology means that when

maximizing Jn for u1:n we do not take into account any information obtained up to

that time, such as y1, ...yn−1. Instead we use only information known at time 0. This

is in contrast with Closed Loop or feedback policies that use at time n information

obtained up to that time. In Chapter 5, we also show how Particle Filtering (PF)
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can be used to incorporate both the information update and OL optimization within

a single framework for Model Predictive Control (MPC) based feedback policy.

23



Chapter 2

Overview of the Modern Simulation

Techniques

Monte Carlo methods are powerful class of stochastic numerical techniques that can

deal with complicated optimization or the integration problems over the high dimen-

sional parameter space when analytical solutions are not available. They proved to

be particularly bene�cial once substantial computing power became available. Ad-

vanced statistical problems are often de�ned in high dimensions and standard de-

terministic numerical integration methods su�er from a computational complexity

that grows exponentially with the dimension of the integration region, see Robert

and Casella [2013] in Section 1.4. In contrast, Monte Carlo possess numerous ad-

vantages. First, the careful selection of the number of simulated samples enables an

inherent control of the estimation quality. Furthermore, it is provably convergent

and equipped with the extensive theory to explain the behaviour of the estimates.

Of course, once a state space dimension exceeds certain threshold, a naive imple-

mentation of the methodology will su�er from the curse of dimensionality. This

is manifested as increasing Monte Carlo variance of the estimator. Over the past

decades, various computational statistics methods based on the Monte Carlo prin-

ciple have been developed to e�ciently address Bayesian inference problems. The
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purpose of this section is to provide a background material and the review of some

basic Monte Carlo techniques.

In what follows, we shall use the standard notation for the normalized target

density as π(dx) = 1
Z
γ(x)dx de�ned on some d− dimensional space X d where Z =∫

γ(x)dx. The overall aim of the methods presented in this chapter is the simulation

from π(dx) and the estimation of the integrals taken with respect to this distribution.

For a measurable test function φ : X d → R, we are often interested in approximating

the integral I(φ) =
∫
φ(x)π(x)dx.

The organization of this chapter is as follows. In Section 2.1 we present the

basics of the simulation techniques. Later in Section 2.2 we discuss the methods

based on Markov Chains. In Section 2.3 we show how Importance Sampling idea

can be extended to deal with the sequential problems, introducing the concept of

Sequential Monte Carlo. Finally, in Sections 2.4 and 2.5, we illustrate how the

methods from Sections 2.2 and 2.3 can be combined within a single framework.

2.1 Basic approaches

2.1.1 Monte Carlo

Suppose we want to approximate the continuous distribution π(dx) by an empirical

measure. This can be achieved by simulating su�ciently large N number of inde-

pendent random variables Xi from π for i ∈ {1, ..., N}. The discrete approximation

is given then as π̂MC = 1
N

∑N
i=1 δXi(dx).

The Monte Carlo Estimate of I(φ) is ÎMC(φ) = 1
N

∑N
i=1 φ(Xi). It is consistent,

in that the strong Law of Large Numbers (LLN) holds, i.e.

ÎMC(φ)
a.s−−−→

N→∞
I(φ).

It can be trivially veri�ed that due to the i.i.d sampling from π, it is also unbiased
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and that its variance is:

σ̂2
φ = V ar

(
ÎMC(φ)

)
=

1

N
(

∫
φ2(x)π(x)dx− I2(φ)).

Note that the major advantage of Monte Carlo techniques is that the variance of

this estimation converges to zero at the rate of O(1/N) regardless of the dimension

d of underlying distribution π(dx); although the constant term will of course be

dependent on d. Eventually, due to the Central Limit Theorem, one can establish

its limiting distribution and consequently obtain the suitable con�dence bands,

ÎMC(φ)
D−−−→

N→∞
N(I(φ), σ̂2

φ).

Usually however, it is not possible to simulate directly from π. Even if it is the case,

for instance when the test function φ corresponds to the indicator function of the

low probability region, the resulting estimator might be of very high variance. One

way to overcome this issue is the Importance Sampling (IS), see Glynn and Iglehart

[1989] and Gelman and Meng [1998].

2.1.2 Importance Sampling

IS is based on the introduction of the so called importance density q(x) which is

absolutely continuous with respect to π and such that q(dx) can be easily simulated.

The idea is based on the following identity:

Eγ(φ(X)) =

∫
φ(x)γ(x)dx =

∫
φ(x)

γ(x)

q(x)
q(x)dx = Eq(w(X)φ(X))

In this case, one can write π(x) = w(x)q(x)
Z

where w(x) = γ(x)
q(x)

is called the unnor-

malized weight. Suppose that we have N i.i.d. samples from q. In particular, due

to the LLN, setting φ = 1,we can obtain the unbiased estimator of the normalizing
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constant as

Ẑ =
1

N

N∑
i=1

γ(Xi)

q(Xi)
.

Furthermore, the empirical estimate of the target distribution π is given as:

π̂IS(dx) =
N∑
i=1

WiδXi(dx),

where Wi = wi∑N
k=1 wk

. And similarly as in the basic Monte Carlo, IS estimate of I(φ)

is given through the empirical distribution as:

ÎIS =

∫
φ(x)π̂IS(dx) =

N∑
i=1

φ(Xi)Wi.

This estimate is not unbiased because of the normalization used in Wi. It satis-

�es however the consistency property and its asymptotic bias can be computed as

follows:

N(ÎIS(φ)− I(φ))
a.s−−−→

N→∞
−
∫
π2(x)

q(x)
(φ(x)− I(φ))dx.

Furthermore, IS integral estimate satis�es CLT:

√
N(ÎIS − I)

D−−−→
N→∞

N(0,

∫
π2(x)

q(x)
(φ(x)− I(φ))2dx.

So the mean squared error is dominated by the variance term. Note also that given a

test function φ, one can establish the optimal proposal which minimizes the variance

of ÎIS(φ):

q∗ =
|φ(x)|π(x)∫

Xn |φ(x)|π(x)dx
.

See Robert and Casella [2013] p.95 for the proof. This is however most often not

available in practice and the task of coming up with q can be challenging.
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2.2 Markov Chain Monte Carlo

MCMC methods is a class of powerful Monte Carlo algorithms which enable users to

perform e�cient sampling in challenging setups including high dimensional problems

in Bayesian statistics. In this section, we review the basic concepts of MCMC that

are of key relevance for various parts of this thesis.

2.2.1 MCMC Background

The generic approach of Markov Chain Monte Carlo methods is to generate an

ergodic discrete time Markov process which admits π as its stationary distribution.

After the burn-in period, the resulting samples of the process are approximately

distributed according to the target distribution π and hence can be used to estimate

the integrals.

The Markov Process {Xt}t≥1 is completely speci�ed by providing its initial dis-

tribution µ(·) and the transition kernel K(dxt+1|xt) which encodes the probability

for moving to consecutive states of the chain.

In order for the sample path average 1
N

∑N
i=1 g(Xi) to converge almost surely to∫

g(x)π(x)dx, some certain conditions are required:

• Invariance : The transition kernel K should be chosen in such a way so that:∫
π(x)K(dy|x)dx = π(dy).

This implies that if Xt ∼ π , then Xt ∼ π for all τ > t.

• Irreducibility: Given any starting x0 ∈ X , we can reach any other state

xτ ∈ X with positive probability under π.

• Aperiodicity: A state space of the chain cannot be partitioned into countable

number of subsets which can be visited only in steps whose index is a multiple

of an integer greater than 1.
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In Tierney [1994] in Theorem 1, the main theorem justifying the MCMC theory is

stated: If {Xt}t≥0 is an aperiodic and irreducible Markov Chain which admits π as

its invariant distribution then for almost all starting values x0:

||L(Xt|X0 = x0)− π||TV → 0 as t→∞,

where L(X) denotes the law of X. There are also stronger forms of convergence

developed in MCMC theory such as geometric and uniform ergodicity which are

important in practice as applications typically require fast convergence and mixing.

The comprehensive theoretical treatment of these methods can be found in Robert

and Casella [2013] and Tierney [1994].

2.2.2 Basic MCMC Samplers

Gibbs Sampler

One of the MCMC method is a Gibbs Sampler which was originally proposed

in Geman and Geman [1993]. Its relevant review can also be found in Smith

and Roberts [1993]. It allows for simulation from the multidimensional distribu-

tion, π(x) = π(x1, ..., xd). Markov kernel is generated by sampling each com-

ponent from its full conditional. It is assumed therefore that π(dxj|x−j), where

x−j = (x1, ..., xj−1, xj+1, ..., xd) can be sampled from for all j ∈ {1, ..., d}. There are

two popular versions of this sampler, namely Systematic and Random Scan Gibbs.

We present them in Algorithms 2.1 and 2.2.

Algorithm 2.1 Systematic Scan Gibbs Sampler
1. Initialization : Set the chain at time t = 0 to (X0

1 , ...., X
0
d).

2. For t > 0 do:

For j ∈ {1, . . . , d} do:
Sample X t

j from π(·|X t
1, ...., X

t
j−1, X

t−1
j+1, ..., X

t−1
d ).

3. Output : The chain at times t, X t
1:d.
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Algorithm 2.2 Random Scan Gibbs Sampler
1. Initialization : Set the chain at time t = 0 to (X0

1 , ...., X
0
d).

2. For t > 0 do:

For j ∈ {1, . . . , d} do:
a) Draw j from the uniform distribution on {1, . . . , j}.
b) Sample X t

j from π(·|X t
1, ...., X

t
j−1, X

t−1
j+1, ..., X

t−1
d ).

c) Set X t
1 = X t−1

1 , ..., X t
j−1 = X t−1

j−1, X
t
j+1 = X t−1

j+1, ..., X
t
d = X t−1

d .

3. Output : The chain at times t, X t
1:d.

The MCMC kernel associated with systematic scan Gibbs can be written as:

K(y|x) = π(y1|x2:d)π(y2|y1, x3:d)...π(yd|y1:d−1).

To see that its corresponding Markov chain admits π as a stationary distribution,

note that for d = 2:

∫
K(y1, y2|x1, x2)π(x1, x2)dx =

∫ ∫
π(y1|x2)π(y2|y1)π(x1, x2)dx1dx2

=

∫
π(y1|x2)π(y2|y1)(

∫
π(x1, x2)dx1)dx2

=

∫
π(y1|x2)π(y2|y1)π(x2)dx2

= π(y2|y1)π(y1) = π(y1, y2)

Analogously it can be extended for higher dimensions. Gibbs sampler has a great

advantage that no tuning is required. It can su�er though from the poor mixing

due to the correlation between components of multidimensional distributions and

the particular parametrization used, see Papaspiliopoulos et al. [2007]. These can

be to certain extent mitigated by exploiting the properties of the given hierarchical

structure. The main techniques used in practice are grouping and collapsing. To

illustrate these concepts, assume that the dimension of π can be partitioned into
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three groups: π(x1:d) = π(z1, z2, z3).

Full Collapsing: Collapsing amounts to the marginalization of one or more

variables. In the simplest case z1 is drawn from its target marginal π(z1) and then

the rest follow Gibbs updates as:

z2 ∼ π̄(·|z3), z3 ∼ π̄(·|z2),

where π̄(z2, z3) =
∫
π(z1, z2, z3)dz1.

Note that this scheme e�ectively simulates from π(z1)π(z2, z3) as the transition

kernel is π(z′1)K(z′2, z
′
3|z2, z3). The invariance calculation is e�ectively the same as

above for z2 and z3 and z1 explicitly targeting its unconditional marginal. It does

not provide thus any insight into the relationship between z1 and (z2, z3) what might

be bene�cial from the e�ciency perspective if they are highly dependant.

Partial Collapsing: In practice, full collapsing is not always necessary. Partial

collapsing amounts to marginalization only in the certain steps of the Gibbs sampler.

Example is illustrated by the scheme:

z1 ∼ π(·|z2, z3), z2 ∼ π̄(·|z1), z3 ∼ π(·|z1, z2).

In order to account for the dependencies between variables in the correct way, the

order of partial collapsing matters. For instance, it can be checked that the sampler

z1 ∼ π̄(·|z2), z2 ∼ π(·|z1, z3), z3 ∼ π(·|z1, z2)

does not leave π(z1, z2, z3) invariant. The guide how to design a properly collapsed

Gibbs sampler can be found in Van Dyk and Jiao [2015], Park and van Dyk [2009],

Van Dyk and Park [2008]

Grouping: Grouping assumes joint update of more than one variable at the

time. We could proceed by �rst sampling π(z1|z2, z3) and then jointly π(z2, z3|z1).
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This strategy might lead to the larger updates and overcome the issues due to the

large dependence between z2 and z3.

More detailed discussion on the bene�ts of grouping and collapsing can be found

in Liu [2001] in Section 6.7.

Metropolis - Hastings

Given π(x1:d), Gibbs sampler assumes that we are able to sample from all of the full

conditionals π(xi|x−i). In many applications it is usually infeasible. Furthermore,

even when equipped with blocking and collapsing techniques, due to the highly

correlated components, convergence of the resulting Gibbs sampler might be rather

slow. Metropolis-Hastings (MH) is a more generic type of MCMC methods that

gives a freedom of choice of the transition kernel K(·|x). The main idea behind

MH lies in the detailed balance equations which enable users to modify an arbitrary

proposal q(·|x) through the rejection procedure. So that the transition kernel is

given by:

K(dx′|x) = q(dx′|x)α(x, x′) + δx(dx
′)(1− α(x, x′)).

where the acceptance probability is α(x, x′) = min(1, π(x′)q(x|x′)
π(x)q(x′|x)

). Note that it satis-

�es:

π(dx)K(dy|x) = π(dy)K(dx|y),

from where, it trivially follows that K leaves π invariant. The pseudocode is pre-

sented in Algorithm 2.3.

To ensure that the ergodic theorem holds we have to choose a proposal q for which

q(x∗|x) > 0 for all {x∗, x} ⊂ supp(π). This positivity condition implies irreducibility

and aperiodicity of the chain. This method can be applied even if π is available

only up to the normalization constant as the unknown quantity Z cancels out in
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Algorithm 2.3 Metropolis-Hastings Sampler
1. Initialization : Set the chain at time t = 0 to X0.

2. For t > 0 do:

(a) Sample X∗ from q(·|X t−1),

(b) Compute the acceptance ratio α = min(1, γ(X∗)q(Xt−1|X∗)
γ(Xt−1)q(X∗|Xt−1)

),

(c) Sample U ∼ U[0,1]. If U ≤ α, set X t := X∗. Otherwise, set X t = X t−1.

3. Output : The chain at times t, Xt

the computation of the acceptance ratio α. MH allows to employ any proposal

distribution q which makes it easier for the user to tune the sampler. It is clear

that the choice of q is critical. Proposal kernel with low variance brings about

only small, local moves even though it can yield a high acceptance probability. On

the other hand, too large variance entails big jumps through the state space what

usually results in undesirable low acceptance ratio. To construct a proposal kernel

with satisfactory mixing is a challenging problem especially in the high dimensional

setup. If q(x′|x) = N(x,Σ), then we call the sampler Random Walk MH. It is a

symmetric kernel, q(x′|x) = q(x|x′) and so these terms cancel out in the evaluation

of the acceptance ratio. If q(x′|x) = q(x′) is independent of x, then we refer to the

Independence Sampler MH.

Metropolis-Hastings within Gibbs

To combine the strengths of MH and Gibbs sampling, it is common to employ a

hybrid strategy called Metropolis-Hastings within Gibbs (MWG). We apply Gibbs

to the conditionals which can be sampled from exactly and MH steps otherwise.

Suppose π(x) = π(x1, x2) is de�ned on X1 × X2 and it is possible to simulate a

random sample from π(dx2|x1) but not from π(dx1|x2). In this case MWG algorithm

proceeds by sampling from the π(dx1|x2)−invariant MCMC kernel followed by the

usual Gibbs update of π(dx2|x1).
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2.2.3 Advanced MCMC Samplers

In this section, we present some more advanced MCMC techniques that will be used

later in this thesis, together with some of their predecessors or methods that make

general exposition easier to explain.

Pseudo Marginal Metropolis Hastings

In many practical situations often encountered in Statistics, the target density can-

not be evaluated pointwise and is often intractable. The common case are the

latent variables models, whereby π(x) = p(x|y) ∝ p(y|x)p(x). The likelihood is

p(y|x) =
∫
p(y, z|x)dz =

∫
p(y|x, z)p(z|x)dz which is usually not available in the

closed form. Hence one can resort to Monte Carlo approximations. Under the

construct presented here, in case it is possible to simulate from p(z|x) and the con-

ditional likelihood term p(y|x, z) can be computed exactly, we could replace p(y|x)

in the computation of π(x) by its unbiased Monte Carlo estimate:

p̂(y|x) =
1

N

N∑
i=1

p(y|x, Zi)

where Zi are i.i.d samples from p(z|x). The pseudo marginal MH algorithm proceeds

by replacing the acceptance ratio evaluation using its estimate

α̂ = min(1,
p̂(y|x∗)p(x∗)q(xt−1|x∗)

p̂(y|xt−1)p(xt−1)q(x∗|xt−1)
)

in step (b) of the algorithm 2.3 above.

To illustrate the validity of this scheme consider the distribution de�ned on the

extended parameter space:

π̃(x, z1, . . . , zn) ∝ p(x)
∏

p(zi|x)

(
1

N

N∑
i=1

p(y|x, zi)

)
.

The pseudo-marginal can be seen as an exact MH targeting π̃ which admits π as a

34



marginal since
∫
π̃(x, z1, . . . , zn)dz1:n = p(x)Ez (p̂(y|x)) = p(x)p(y|x) ∝ π(x). Also

α̂ = min

(
1,

π̂(x′)q(x|x′)
π̂(x)q(x′|x)

)
= min

(
1,

p̂(y|x′)p(x′)q(x|x′)
p̂(y|x)p(x)q(x′|x)

)
= min

(
1,

p̂(y|x′)p(x′)
∏
p(z′i|x)

∏
p(zi|x)q(x|x′)

p̂(y|x)p(x)
∏
p(zi|x)

∏
p(z′i|x)q(x′|x)

)
= min

(
1,

π̃(x′, z′1:n)
∏
p(zi|x)q(x|x′)

π̃(x, z1:n)
∏
p(z′i|x)q(x′|x)

)
,

which corresponds to the MH kernel with the proposal given by the joint q(x′|x)
∏
p(z′i|x′).

The remarkable feature of this algorithm is that the invariant distribution of the

Markov chain is independent of N . Furthermore, we use i.i.d sampling here for sim-

plicity, however the analogous approach can be performed using any Monte Carlo

methods leading to the unbiased estimator of p(y|x). For other examples and the

relevant literature, see Andrieu et al. [2009, 2015] and Doucet et al. [2015].

Basics of Hamiltonian Monte Carlo

Hamiltonian dynamics were originally introduced in molecular simulation and later

used within a MCMC framework in Duane et al. [1987] leading to the so-called

Hybrid or Hamiltonian Monte Carlo, which was popularized in Statistics in Neal

[1996] and Neal [2010]. Here we present a very short summary of the method.

Following the standard convention in the HMC literature, we let q instead of x

be the variable we wish to infer. HMC is a a MCMC method to sample from

a posterior distribution with density π(q) by introducing an auxiliary variable, p

called momentum variable, and then targeting the joint distribution:

π(q, p) ∝ π(q) exp

(
−1

2
pTP(q)−1p

)
∝ exp (−H(q, p)) ,

(2.1)
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where P(q) is a positive de�nite matrix. The log of this joint posterior is interpreted

as a the Hamiltonian function, that is a sum of a potential and kinetic energy

function given by − log π(q) and
1

2
pTP(q)−1p respectively. The advantage of this

interpretation is that one can design proposals within an MCMC algorithm using

arti�cial Hamiltonian dynamics with respect to a �ctitious time τ :

q̇ = ∇pH, ṗ = −∇qH (2.2)

When solved exactly (2.2) will leave H invariant as well as possessing interesting

properties such as volume preservation and time reversibility. The latter two are

crucial for proving detailed balance when using within MCMC, see Neal [2010] for

details.

The problem is that (2.2) cannot be solved exactly and one needs to use a nu-

merical integration method. As a result H will no longer be invariant, but one can

use a Metropolis accept-reject correction step. Let (q′, p′) be the numerical solution

of (2.2) after some chosen time and starting from (q, p), then one and accept this

solution with probability min(1, exp(−H(q′, p′)+H(q, p)), otherwise reject and keep

(q, p). In order this MCMC scheme to preserve detailed balance the numerical inte-

gration method needs to be time reversible and volume preserving (or symplectic).

A popular choice is to use a leapfrog method when P is constant matrix (i.e. not a

function of q) and then optimize performance by tuning the choice of P, the number

of steps and step size of the leapfrog integration.

Allowing P(q) to vary with q and taking into account local behaviour of π brings

more �exibility in terms of tuning and is advantageous from a performance point

of view; see Girolami and Calderhead [2011] for a review. In this case numerical

integration requires using splitting techniques (Hairer et al. [2006]) that treat the

potential and kinetic parts of H as separate Hamiltonians. Let H1 = − log π(q) and
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H2 =
1

2
pTP(q)−1p. The Hamiltonian equations for H1 are

q̇ = 0, ṗ = −∇qH
1 (2.3)

and can be solved exactly:

qτ = q0, pt = p0 + τ ∇q log π(q)|q=q(0) .

Then if there is a symplectic integrator or numerical solver for

q̇ = ∇pH
2, ṗ = −∇qH

2 (2.4)

then one could use the two integrators together in a time-symmetric manner to

generate MCMC proposals. Starting from (qτ , pτ ) a single iteration of the composed

integrator could be performed as follows:

• Compute qτ+ ε
2

= qτ , pτ+ ε
2

= pτ + ε
2
∇q log π(q)|q=qτ ,

• Solve (2.4) for a time interval equal to ε starting with initial condition being

(qτ+ ε
2
, pτ+ ε

2
) to get

(
qτ+ 3

2
ε, pτ+ 3

2
ε

)
,

• Compute qτ+2ε = qτ+ 3
2
ε, pτ+2ε = pτ+ 3

2
ε + ε

2
∇q log π(q)|q=q

τ+ 3
2 ε
.

This could be iterated L times and then one would need to apply a Metropolis

accept-reject step to (qτ+2Lε, pτ+2Lε) compared to (qτ , pτ ) as before with a similar

acceptance ratio:

min(1, exp(−H(qτ+2Lε, pτ+2Lε, qτ+2Lε, pτ+2Lε) +H(qτ , pτ )).

Remark 2.1. Girolami and Calderhead [2011] provide a detailed review for this case

when P(q)−1 is a Riemanian metric tensor and discuss on how the Hamiltonian

equations in (2.4) should be solved in detail. In this case, H2 de�nes a metric and
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one can use co-geodesic �ows (qτ , pτ ) with q̇ = P(q)−1p that follow a trajectory that

leaves H2 constant. Extension of this idea is employed in Geodesic Monte Carlo

sampler which we describe in more depth and propose to use in Chapter 3.

2.3 Introduction to Sequential Monte Carlo and Par-

ticle Filters

We start this section presenting the basic formulation of the general Hidden Markov

Models as it is in the context of these models that SMC, also known as Particle

Filters were originally successfully developed.

2.3.1 Hidden Markov Models

Hidden Markov Models also known as State Space Models (SSM) are widely utilized

to study the dynamical systems and in particular time series data. They found sev-

eral applications in the variety of �elds such as econometrics, see Pitt and Shephard

[1999b], target tracking in Gordon et al. [1993], navigation in Bergman et al. [2001],

and telecommunications in Doucet et al. [2000b].

Consider a continuous valued, discrete time and unobservable Markov process

Xt evolving according to the following stochastic dynamics, also referred to as the

state equation:

X1 ∼ µ(·), Xt|Xt−1 = xt−1 ∼ f(·|xt−1) . (2.5)

With all the densities taken with respect to the dominating measure dx. In the

HMM setting, the information of the latent process X1:t is encapsulated in an ob-

servable process Y1:t which is often assumed conditionally independent. Given Xt,

the observations Yt are independent random variables with densities given by the

observation equations as follows:
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Yt|(Xt = xt) ∼ g(yt|xt) . (2.6)

Models governed by the equations (2.5) and (2.6) are named HMM's or SSM's.

Further generalizations are possible and extensively discussed for instance in Doucet

and Tadi¢ [2003] and Cappé et al. [2009]. Equation (2.5) above can be thought of as a

prior distribution of the latent processX1:t and equation (2.6) as a likelihood function

of the observable data. As usual in the Bayesian context we are predominantly

interested in the posterior of X1:t.

That is we rely upon:

p(x1:t|y1:t) =
p(x1:t, y1:t)

p(y1:t)
,

where the unnormalized density of interest is:

p(x1:t, y1:t) =

[
µ(x1)

t∏
i=2

f(xi|xi−1)

][
t∏
i=1

g(yi|xt)

]
.

p(x1:t|y1:t) is typically intractable with few exceptions, e.g. Gaussian linear or dis-

crete state space models for which p(x1:t|y1:t) is either a Gaussian distribution with

su�cient statistics available through the recursive computations or the integration

which can be expressed as a discrete summation.

2.3.2 SMC Methods

SMC are a general class of Monte Carlo techniques used for sampling from a se-

quence of target distributions πn(x1:n) = γn(x1:n)
Zn

of increasing dimension by means

of recursive application of IS. It is not restrictive to assume the following factoriza-

tion:

γn(x1:n) = γn(xn|x1:n−1)γn−1(x1:n−1).
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Although SMC encompasses a broader range of algorithms, in this section we focus

on their application to particle �ltering where target distributions are recursive

series of posteriors from the complex SSM models, i.e. πn(x1:n) = p(x1:n|y1:n) and

γn(x1:n) = p(x1:n, y1:n). With the normalizing constant Zn = p(y1:n) being equal to

the model evidence or the marginal data likelihood. The great advantage of SMC

methods is their �exibility, applicability in a wide range of di�erent settings and the

possibility to parallelize.

2.3.3 Sequential Importance Resampling (SIR)

In processing time series data, it is particularly important to construct algorithms

that admit a �xed computational complexity at each time step. To achieve this in the

IS context, the solution involves selecting an instrumental importance distribution

which admits the following Markov structure:

qT (x1:T ) = qT−1(x1:T−1)qT (xT |xT−1) = q1(x1)
T∏
t=2

qt(xt|xt−1).

Associated importance weights can be obtained as:

wt(x1:t) =
p(x1:t, y1:t)

qt(x1:t)
=
p(x1:t−1, y1:t−1)

qt−1(x1:t−1)

f(xt|xt−1)g(yt|xt)
qt(xt|xt−1)

,

and decomposed as wT (x1:T ) = w1(x1)
∏T

t=1 αt(xt−1:t), where αt is an incremental

weight de�ned as:

αt(xt−1:t) =
f(xt|xt−1)g(yt|xt)

qt(xt|xt−1)
.

Straightforward extension of the IS algorithm applied to the sequential data is the

Sequential Importance Sampling (SIS) algorithm. It can be seen as a special case

of a batch IS targeting p(x1:t|y1:t), where the proposal distribution is qt. Particle
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approximation of the �ltering distribution can be obtained recursively as:

p̂(x1:t|y1:t) =
N∑
i=1

W i
t δXi

1:t
(x1:t). (2.7)

Same as IS, this method su�ers from the severe scaling problem. To illustrate this

issue consider the following example borrowed from Doucet and Johansen [2009].

Example 1: Let the multidimensional target be of the form: π(x1:n) =
∏n

i=1 N(xi; 0, 1).

Its unnormalized density is π̃(x1:n) =
∏n

i=1 exp(−x2
i

2
) with normalization constant

Zn = (2π)n/2. Select an importance density qn(x1:n) =
∏n

i=1N(xi; 0, σ2) for σ2 > 0.5.

In such a case:

V ar(Ẑn)/Z2
n =

1

N
[(

σ4

2σ2 − 1
)n/2 − 1],

and as σ4

2σ2−1
> 1, the variance increases exponentially with n. Consequently, in in

order to keep the relative variance of 0.01, we need N = 2×1023 particles if σ = 1.2.

Another major drawback of SIS is that as t increases the distribution of the

importance weights becomes severely skewed. In practice, after a few iterations

only small number of the particles will possess a non-zero importance weight.

To overcome these issues, in Gordon et al. [1993] the resampling technique has

been proposed. It is based on the idea that the low weight particle should be

removed with high probability as in the sequential framework it is preferred to

concentrate computational e�ort on the high distribution mass areas. Note that

the approximation of p(x1:t|y1:t) from (2.7) above is based on the weighted samples

from the proposal qt(·), i.e. simulating IS approximation amounts to drawing from

the multinomial distribution. We can approximate therefore p̂(x1:t|y1:t) using the

resampled empirical measure as:

p(x1:t|y1:t) =
N∑
i=1

N i
t

N
δXi

1:t
(x1:t)
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where N i
t denotes the number of o�springs associated with i−th particle after multi-

nomial resampling. Hence E(N i
t |W 1:N

t ) = NW i
t and so p is an unbiased estimate of

p. This approach was later studied in more detailed and extended in other works,

see for instance Kitagawa [1996], Carpenter et al. [1999] or Doucet et al. [2000b].

Resampling step can introduce extra noise and cause the problem of path de-

generacy or sample impoverishment when particles with high importance weights

are selected too often. Several resampling techniques which preserve unbiasedness

property and decrease V ar(N i
t |W 1:N

t ) have been developed. Those improved meth-

ods include Residual Resampling proposed in Carpenter et al. [1999] and Systematic

Resampling, see Douc and Cappé [2005]. The basic SIR algorithm with multinomial

resampling proceeds as described in Algorithm 2.4.

Algorithm 2.4 Sequential Importance Resampling (SIR)
1. At time t = 1

(a) Sample X i
1 ∼ q1(·).

(b) Compute the weights wi1(X i
1) =

f0(Xi
1)g(y1|Xi

1)

q1(Xi
1)

and normalize W i
1 ∝ wi1 so

that
∑N

i=1W
i
1 = 1.

(c) Resample {W i
1, X

i
1} to generate N equally weighted particles { 1

N
, X i

1}.

2. For t = 2, . . . , T

(a) Sample X i
t ∼ qt(·|X

i

1:t−1) and set X i
1:t = (X

i

1:t−1, X
i
t).

(b) Compute the weights wit =
f(Xi

t |Xi
t−1)g(yt|Xi

t)

q(Xi
t |Xi

1:t−1,yt)
and normalize W i

t ∝ wit .

(c) Resample {W i
t , X

i
1:t} to { 1

N
, X

i

1:t}.

At time t, after resampling, we obtain estimates of the �ltering distribution given

by:

p(x1:t|y1:t) =
1

N

N∑
i=1

δ
X
i
1:t

(x1:t),

We also have quantities for the estimated model marginal likelihood, or the normal-
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izing constant:

p̂(yt|y1:t−1) =
N∑
i=1

wt(X
i
t−1:t) (2.8)

p̂(y1:T ) =
T∏
t=1

p̂(yt|y1:t−1). (2.9)

Due to the variance increase, in many applications, resampling is performed only if

the variance of the unnormalized weights is below some pre-speci�ed threshold. The

e�ective sample size is a quantity to measure the variability in the weights and is

estimated by:

ESS = 1/
N∑
i=1

(W i
t )

2.

ESS takes the values in the range (1, N ], with larger corresponding to better schemes.

Example 2: Revising the settings of Example 1 above, it can be checked that

when SIR is applied:

V arSIR(Ẑn)/Z2
n =

n

N
[(

σ4

2σ2 − 1
)1/2 − 1]

which increases linearly in n. This requires N = 104 particles to ensure the same

performance as SIS. This gives an improvement by 19 orders of magnitude of SIR

over SIS.

In many applied scenarios, the prior distributions of the latent path, i.e. µ and

f are chosen for the proposal distributions q1 and qt|t−1. This yields incremental

weights being equal to the observation density. Such a choice is often the only

feasible option when f(dxt|xt−1) can be sampled from but the density function is

not available for the pointwise computation. SMC method with such a proposal is

referred to as Bootstrap Particle Filter. In Doucet et al. [2000b], it is shown in turn

that the locally optimal proposal given by qoptt|t−1(xt|xt−1) = f(xt|xt−1)g(yt|xt)
p(yt|xt−1)

minimizes

V arqt(w(Xt−1:t)) .
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2.3.4 Some Theoretical Results

We will present some basic convergence results. Let

εθ,t(dx1:t) = p̄(dx1:t|y1:t)− p(dx1:t|y1:t).

If the unnormalized weights are bounded, then for any test function ϕ, bounded by

ϕ̄, there exists constant Cθ,t,p <∞ such that:

EL
(∣∣∣∣∫ ϕ(x1:t)εθ,t(dx1:t)

∣∣∣∣p) 1
p

≤ Cθ,t,pϕ̄

N1/2
.

The expectation EL is taken w.r.t to the sampling distribution being the probability

law of the particle �lter (i.e. the joint distribution of all the simulated variables in the

SIR algorithm). CLT also applies to SIR (and SMC in general) and its asymptotic

variance is much lower than SIS, see Chopin et al. [2004].

SIR algorithm results furthermore in an unbiased estimation of the marginal

likelihood:

EL (p̂(y1:t)) = p(y1:t)

computed as in (2.9). This is a non-trivial result that will be extremely useful when

discussing particle MCMC. It has however a non-asymptotic relative variance that

increases linearly with t, see Cérou et al. [2011].

2.4 Combining SMC with MCMC

2.4.1 Resample Move Particle Filter

Another way to mitigate the loss of sample diversity is to reintroduce unique parti-

cles. This can be achieved for instance by using the suitable MCMC moves targeting

at t the local distribution of the �lter p(x1:t|y1:t). Such an approach was �rst intro-

duced in Gilks and Berzuini [2001]. Suppose Kt is a MCMC kernel which leaves this
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distribution invariant. It can be convolution of a small number of iterations from

any valid MCMC algorithm, e.g. random walk Metropolis, Gibbs, Hybrid Monte

Carlo etc. Usually 2-20 iterations su�ce for most applications. Then the Resample

Move PF proceeds analogously as SIR presented above, with additional jittering

which follows the resample phase. After 2(c) of Algorithm 2.4, we move particles by

independently (for each i) sampling from the kernel X̃ i
1:t ∼ Kt(·|X

i

1:t). Depending on

application, it is often su�cient to jitter only part of the path, Xt−l, Xt−l+1, . . . , Xt.

As we are not using the MCMC iterations for ergodic averaging but rather take the

�nal output as rejuvenated sample, Kt is required to be invariant and not necessarily

ergodic.

Rejuvenation Steps

In this section, we provide some examples for how the kernel Kt(·|X
i

t−l:t) can be

constructed.

Metropolis-Hastings The basic MH proposal proceeds by random walk moves

as:

x̃t−l:t = xt−l:t +N(0,Σt−l:t)

and the corresponding acceptance ratio can be read as α = min(1, p(yt−l:t|x̃t−l:t)p(x̃t−l:t)
p(yt−l:t|xt−l:t)p(xt−l:t)

).

We often assume a constant proposal step size by keeping matrix Σt−l:t constant and

diagonal.

Adaptive MH In this case we assume the algorithm to adaptively learn the step

size covariance Σ̃t−l:t as:

µNt−l:t(j) =
N∑
i=1

W i
tx

i
t−l:t(j)

Σ̃t−l:t =
N∑
i=1

W i
t (x

i
t−l:t − µNt−l:t)(xit−l:t − µNt−l:t)T
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for j = t− l, t− l+1, ..., t. The same idea can be used as in Chopin [2002] to develop

an independence sampler.

Pre-Conditioned Crank-Nicolson (pCN) This method originated in Cotter

et al. [2013]. In this case, we construct the proposal as:

x̃t−l:t = ρxt−l:t +
√

(1− ρ2Z

where Z is sampled from the prior and what consequently leads to the acceptance

ratio being the likelihood ratio:

α = min(1,
p(yt−l:t|x̃t−l:t)
p(yt−l:t|xt−l:t)

).

2.4.2 Iterative Batch Importance sampling (IBIS)

Unlike in the previous sections where the sequence of target distributions were of

increasing dimensions, in Chopin [2002] it is shown that the particle �ltering methods

can also o�er an e�cient estimation tool where an unknown parameter of interest

is static but data is evolving dynamically in time, i.e. πt = π(θ|y1:t), for t < T with

π0 denoting a prior of θ. In such a scenario Markov chain Monte Carlo techniques

may not be viable as they need to generate a di�erent chain run for each posterior

πt and do not take into account the previous generations from πt−1. In this case, a

particle system is a collection {θi}Ni=1 of weighted random variables in the parameter

space Θ. The overall scheme is presented in Algorithm 2.5:

Note that similarly as in Resample Move Particle Filter, a Markov kernel Kt

is used to rejuvenate the set of particles. In this method, it is a key component

determining algorithm performance. In Chopin [2002] it is recommended to use an

independent Gaussian kernel with mean and variance computed analogously as in

Adaptive MH described in the Section above.
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Algorithm 2.5 Iterative Batch Importance sampling
1. Initialization : Sample θi ∼ π0 and set W i

0 = 1/N .

2. For t = 1, . . . , T

(a) Set wit = p(yt|yt−1, θ
i
t) and normalize W i

t ∝ wit.

(b) Resample {W i
t , θ

i
t} to obtain N equally weighted particles { 1

N
, θ
i

t}.
(c) Rejuvenate the particles from the Markov kernel leaving target distribu-

tion invariant θit ∼ Kt(·|θ
i

t).

3. Output : Return πT =
∑N

i=1 W
i
T δθiT .

2.4.3 Particle Markov Chain Monte Carlo (PMCMC)

In most practical situations, the SSM's of interest are dependent on unknown static

parameters θ that also have to be estimated from the available data. In this context,

standard particle methods are not su�cient and it is necessary to rely on more

sophisticated algorithms such as PMCMC introduced in Andrieu et al. [2010]. In

this Chapter, we predominantly focus on Particle Marginal Metropolis Hastings

(PMMH).

Let the law of the particle system be

L
({{

xit, ot(i)
}N
i=1

}T
t=1
|y1:T , θ

)
,

where
{
{X i

t , Ot(i)}
N
i=1

}T
t=1

are the particles and number of o�springs sampled in

SMC. According to the standard SMC theory, the estimator of the marginal likeli-

hood, computed as in (2.9), is unbiased under L:

EL (p̂(y1:T )) = p(y1:T ).

Therefore, we can consider MCMC sampler targeting distribution proportional to:

p

({{
xit, ot(i)

}N
i=1

}T
t=1
|y1:T , θ

)
p̂θ (y1:T ) p(θ).
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Algorithm 2.6 PMMH
1. Initialization :

(a) Set some arbitrary value to θ(0).

(b) Run the SMC to simulateX(0) ∼ pθ(0)(·|y1:T ) and compute the corresponding estimate
of marginal likelihood p̂θ(0)(y1:T ).

2. For i > 0 do:

(a) Propose θ∗ ∼ q(·|θ(i−1)).
(b) Run the SMC to simulate X∗ ∼ pθ∗(·|y1:T ) and compute the corresponding estimate

of marginal likelihood p̂θ∗(y1:T ).

(c) Compute the acceptance ratio:

α =
p̂θ∗(y1:T )p(θ∗)q(θ(i−1)|θ∗)

p̂θ(i−1)(y1:T )p(θ(i−1))q(θ∗|θ(i−1))
.

(d) Draw U ∼ U[0,1] and if U < α, then set X(i) := X∗, θ(i) := θ∗ and p̂θ(i)(y1:T ) :=

p̂θ∗(y1:T ). Otherwise, set X(i) := X(i−1), θ(i) := θ(i−1) and p̂θ(i)(y1:T ) := p̂θ(i−1)(y1:T ).

Integrating out the variables of SMC sampler, the proposed target admits p(θ|y1:T )

as a marginal. PMMH assumes using the joint MH proposal kernel such as

q(θ∗|θ)p̂(dx∗1:T |y1:T , θ
∗)

with the second term being the distribution of the particle �lter conditional on

θ∗. This leaves q(θ∗|θ) as the only user speci�c choice. We are therefore in the

setting of the Pseudo Marginal MH as described in Section 2.2.3 whereby instead of

simulating from the i.i.d conditionals, we use the law of the particle system. By the

same argument as in the section 2.2.3, PMMH sampler leaves p(θ|y1:T ) invariant.

The PMMH procedure is described in Algorithm 2.6.

In addition, Theorem 4 in Andrieu et al. [2010] establishes that under the certain

weak assumptions the PMMH sampler is ergodic. The mixing properties of the

algorithm clearly depends on the number of particles N used. One simple way

to improve on this is to increase N . This comes at extra computational cost, so a

trade-o� needs to be balanced as after some value of N the reduction of the variance
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of p̂(y1:T ) might not have a drastic e�ect for a �xed T . The rule of thumb for

tuning N was proposed in Pitt et al. [2012] in which the authors recommend setting

N to achieve for log p̂(y1:T ) a variance near 1. As T increases, under favorable

mixing assumptions, the variance of the acceptance rate of the PMMH sampler

is proportional to T/N . N should roughly increase linearly with T and the total

computational cost required for a batch of T observations should be proportional to

T 2.

2.4.4 SMC2

We discussed before how to perform SMC within MCMC. In fact, it is also pos-

sible to employ SMC within SMC. A natural extension of the two methods pre-

sented in Sections 2.4.2 and 2.2.3 is SMC2 algorithm proposed in Chopin et al.

[2013]. The setting is similar to both IBIS and PMCMC in that the on-line in-

ference of a static parameter in the dynamic latent variable model is considered.

As in the PMMH framework, the functional form of the marginal likelihood is not

available and one needs to resort to SMC approximation of p̂(yt|y1:t−1) as in step

(2b) of Algorithm 2.7. This is achieved by running additional inner �lter within

the analogous algorithmic setup as in IBIS. The relevant particle system in this

case is

{{
W i
t ,
(
θit,
{
W i,j
t , X i,j

t

}M
j=1

)}N
i=1

}T
t=1

with the local system {W i,j, X i,j
n }

M
j=1

corresponding to the latent part of the model conditional on θit. Furthermore,

again as in the classic version of IBIS, to address the issue of sample impover-

ishment, the mutation kernel is required. In this case, the intermediate targets are

p

({
θit, o

θ
t (i), {xi,j, oxt (i, j)}

M
j=1

}N
i=1
|y1:t

)
and so one needs to employ the appropriate

PMCMC kernel.
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Algorithm 2.7 SMC2

1. At time t = 1

(a) Sample θi ∼ p(·).

i. Sample Xi,j
1 ∼ µ(·|θi).

ii. Compute wi,j1 = g(y1|Xi,j
1 , θi1) and normalize W i,j

1 =
wi,j1∑M
j=1 w

i,j
1

.

(b) Compute p̂(y1|θi1) = 1
M

∑M
k=1 w

i,j
1 and set wi1 = p̂(y1|θi1) and normalizeW i

1 =
wi1∑N
i=1 w

i
1

.

(c) Resample

{
W i

1,

(
θi1,
{
W i,j

1 , Xi,j
1

}
j

)}
i

to obtain

{
1
N ,

(
θ
i

1,
{
W

i,j

1 , X
i,j

1

}
j

)}
i

.

i. Resample
{
W

i,j

1 , X
i,j

1

}
j
to obtain

{
1
M , X̃i,j

1

}
j
.

2. For t = 2, . . . , T

(a) Set θit = θ
i

t−1.

i. Sample Xi,j
t ∼ f(·|X̃i,j

t−1, θ
i

t−1) and set Xi,j
1:t ← (X̃i,j

1:t−1, X
i,j
t ).

ii. Compute wi,jt = g(yt|Xi,j
t , θit−1) and normalize W i,j

t =
wi,jt∑M
j=1 w

i,j
t

.

(b) Compute p̂(yt|y1:t−1, θit) = 1
M

∑M
k=1 w

i,j
t and set wit = p̂(yt|y1:t−1, θit) and normalize

W i
t =

wit∑N
i=1 w

i
t

.

(c) Resample

{
W i
t ,

(
θit,
{
W i,j
t , Xi,j

1:t

}
j

)}
i

to obtain

{
1
N ,

(
θ
i

t,
{
W

i,j

1 , X
i,j

1:t

}
j

)}
i

.

i. Resample
{
W

i,j

t , X
i,j

1:t

}
j
to obtain

{
1
M , X̃i,j

1:t

}
j
.

(d) Move
{
θ
i

t, X̃
i,j
1:t

}
∼ K

(
·|
{
θit, X̃

i,j
1:t

})
using the PMCMC kernel as in Algorithm 2.6.

2.5 Rao-Blackwellized Particle Filters

Consider now the framework extending the ideas from the previous sections 2.3.3

and 2.4.4, wherein θ instead of being a static parameter can be allowed to evolve dy-

namically in time. Equivalently, we can assume that the latent path of interest can

be decomposed into X = (U,Z). The following situation might be relevant where

for instance a SSM has a hierarchical structure or when X is a high dimensional

process itself and we are only interested in investigating its appropriate marginals.

Such processes are common in various domains, with examples including trajectory

tracking, see Kantas et al. [2009], portfolio optimization under certain market im-

pact speci�cation, see Abeille et al. [2016], or examples in energy optimization and
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planning, which will be analyzed further in this thesis in Chapter 5.

Assume the transition density f(ut, zt|ut−1, zt−1) = f(ut|ut−1)f(zt|zt−1, ut) and

conditionally independent observations with the measurement density g(yt|ut, zt).

The posterior is p(u1:t, z1:t|y1:t) = p(u1:t|y1:t)p(z1:t|u1:t, y1:t), where

p(u1:t|y1:t) = p(u1:t−1|y1:t−1)
g(yt|u1:t)f(ut|ut−1)

p(yt|y1:t−1)

p(z1:t|u1:t, y1:t) = p(z1:t−1|u1:t−1, y1:t−1)
g(yt|ut, zt)f(zt|ut, zt−1)

p(yt|yt−1, u1:t)
.

In many applications, it is actually the marginal �ltering distribution of U1:t, that

is of interest. In principle, we may resort to the standard SMC sampler presented

in Algorithm 2.4 and target the whole unobservable state space directly by jointly

propagating the particles {U i
t , Z

i
t}
N
i=1. Then we only keep track of the cloud of

{U i
1:t}Ni=1 to obtain the approximation of the marginal p(u1:t|y1:t). This does not take

into account the problem dependence structure and does not obtain the highest

possible e�ciency. In fact, variables can be marginalized out leading to a so called

Rao Blackwell approach which was proved in Chopin et al. [2004], in Theorem 3, to

provide variance reduction. Here we will follow closely the exposition in Johansen

et al. [2012] since a variant of this method will be applied later in Chapter 5. We will

distinguish between two cases: marginalizing Z analytically or numerically using a

pseudo marginal approach. Similar approaches have been investigated in the work

of Chen et al. [2011], Chopin et al. [2013] and Fulop and Li [2013].

2.5.1 Exact Rao-Blackwellized Particle Filter

Assume the transition model for X can be factorized as:

f(xt|xt−1) = f(ut|ut−1)N (zt|A(ut)zt−1,Σ(ut))
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with the observation density

g(yt|(ut, zt)) = N (yt|B(ut)zt,Ξ(ut)).

In this case, p(yt|yt−1, u1:t) and p(z1:t|u1:t, y1:t) are readily available using Kalman

updates so that PF can be directly applied as described in Algorithm 2.8.

Algorithm 2.8 Exact Rao-Blackwellized Particle Filter
1. At time t = 1

(a) Sample U i1 ∼ q(·).

(b) Compute w1

(
U i1
)

=
p(y1|Ui1)f(U

i
1)

q(Ui1)
and normalize W i

1 ∝ w1

(
U i1
)
.

(c) Resample
{
W i

1,
(
U i1, p(z1|y1, U i1)

)}
i
to obtain

{
1
N ,
(
U
i

1, p(z1|y1, U
i

1)
)}

i
.

2. For t = 2, . . . , T

(a) Sample U it ∼ qt( ·|U
i

1:t−1) and set U i1:t ← (U
i

1:t−1, U
i
t ).

(b) Compute wt
(
U it
)

=
p(y1|Ui1:t)f(U

i
t |U

i
t−1)

q(Uit |Ui1:t−1)
and normalize W i

t ∝ wt
(
U i1:t

)
.

(c) Resample
{
W i
t ,
(
U i1:t, p(zt|yt, U i1:t)

)}
i
to obtain

{
1
N ,
(
U
i

1:t, p(zt|yt, U
i

1:t)
)}

i
.

2.5.2 Approximate Rao-Blackwellized Particle Filter

In most cases, p(yt|yt−1, u1:t) and p(z1:t|u1:t, y1:t) are not known and the method

above cannot be directly applied. If the state space model is non-linear and non-

Gaussian, we are no longer able to compute the importance weights analytically.

Therefore, we have to resort to the Monte Carlo approximation in the analogous

manner as in the SMC2 framework. Similarly, the fundamental idea is to introduce

the hierarchical �lters. In this situation, conditional on a given particle path U i
1:t,

we run the inner �lters {Zi,j
1:t}Mj=1 approximating conditional �ltering distributions

p(zt|y1:t,U1:t). The state propagated in overall SMC procedure is (U i1:t, p̂(zt|y1:t,U1:t))

with the corresponding particle system

{{
W i
t ,
(
U i

1:t,
{
W i,j
t , Zi,j

1:t

}M
j=1

)}N
i=1

}T
t=1

. The

formal justi�cation of the scheme described in Algorithm 2.9 can be found in Jo-
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hansen et al. [2012].

Algorithm 2.9 Approximate Rao-Blackwellized Particle Filter
1. At time t = 1

(a) Sample U i1 ∼ qU1 (·).

i. Sample Zi,j1 ∼ qZ1 (·|U i1).

ii. Compute wi,j1 =
g(y1|Zi,j1 ,Ui1)f(Z

i,j
1 |U

i
1)

qZ1 (Zi,j1 |Ui1)
and normalize W i,j

1 =
wi,j1∑M
j=1 w

i,j
1

.

(b) Compute p̂(y1|U i1) = 1
M

∑M
k=1 w

i,j
1 and set wi1 =

p̂(y1|Ui1)f(U
i
1)

qU1 (Ui1)
and normalize W i

1 =

wi1∑N
i=1 w

i
1

.

(c) Resample

{
W i

1,

(
U i1,
{
W i,j

1 , Zi,j1

}
j

)}
i

to obtain

{
1
N ,

(
U
i

1,
{
W

i,j

1 , Z
i,j

1

}
j

)}
i

.

i. Resample
{
W

i,j

1 , Z
i,j

1

}
j
to obtain

{
1
M , Z̃i,j1

}
j
.

2. For t = 2, . . . , T

(a) Sample U it ∼ qUt ( ·|U i1:t−1) and set U i1:t ← (U
i

1:t−1, U
i
n).

i. Sample Zi,jt ∼ qZt (·|Z̃i,j1:t−1, U
i
t ) and set Zi,j1:t ← (Z̃i,j1:t−1, Z

i,j
t ).

ii. Compute wi,jt =
g(yt|Zi,jt ,Uit )f(Z

i,j
t |Z

i,j
t−1,U

i
t )

qZt (Zi,jt |Ui1:t,Z
i,j
1:t−1)

and normalize W i,j
t =

wi,jt∑M
j=1 w

i,j
t

.

(b) Compute p̂(yt|U i1:t, y1:t−1) = 1
M

∑M
j=1 w

i,j
t and set wit =

p̂(yt|Ui1:t,y1:t−1)f(U
i
t |U

i
t−1)

qUt (Uit |Ui1:t−1)
and

normalize W i
t =

wit∑N
i=1 w

i
t

.

(c) Resample

{
W i
t ,

(
U i1:t,

{
W i,j
t , Zi,j1:t

}
j

)}
i

to obtain

{
1
N ,

(
U
i

1:t,
{
W

i,j

t , Z
i,j

1:t

}
j

)}
i

.

i. Resample
{
W

i,j

t , Z
i,j

1:t

}
j
to obtain

{
1
M , Z̃i,j1:t

}
j
.

2.6 Discussion

In this Chapter, we presented a variety of recent Monte Carlo methods. Hamiltonian

Monte Carlo will be used in Chapter 3 for cointegrated time series; Metropolis-

Hastings within Gibbs and Collapsed Gibbs will be used in 4 for a state space

model where the observations exhibit a cointegration; lastly the algorithms from

Section 2.5 will be used Chapter 5 to solve an optimization problem that is used to

match outputs of a controlled state space model with a given reference trajectory.
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Chapter 3

Hybrid Monte Carlo for

Cointegrated Time Series

3.1 Introduction

The study of multivariate times series displaying the feature of reduced rank coin-

tegration is an important topic within a spectrum of �elds related to Econometrics

and Statistics; Hendry [1986], Harris [1995], Johansen [1995b] and Hamilton [1994].

The concept of cointegration was generally developed in the works of Hendry [1986]

and Engle and Granger [1987b] and since then, it has been widely investigated with

applications in particular in Financial and Macro Econometrics, see Engle and Yoo

[1987] and more recently Gatarek and Johansen [2016]. Fundamentally, cointegra-

tion is a property of multivariate time series whereby a lower dimensional linear

transformation of a non-stationary process becomes stationary. The resulting pro-

jected time series is often referred to as �spread series� or �cointegration portfolio�.

3.1.1 Cointegrated Time Series

In this work, we focus on computational challenges pertaining to the Bayesian in-

ference in a popular Error Correction Model (ECM), see Granger and Weiss [2001],
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Strachan and Inder [2004] and the overview of Koop et al. [2005]. An ECM can be

written as VAR process of order p, as follows:

∆yt = yt − yt−1 = Πyt−1 +

p−1∑
i=1

Γi∆yt−i + φDt + εt

where ∆yt ∈ Rn, for t = 1, ..., T denote observed returns, εt form an i.i.d noise

sequence, Π ∈ Rn×n is the long-run multiplier matrix, Γi ∈ Rn×n the i-th lag

matrix and Dt ∈ Rn is an exogenous covariate for the observation yt. The appeal

of the ECM formulation is that it combines �exibility in dynamic speci�cation with

desirable long-run properties; see Dolado et al. [2007] for a discussion.

The cointegration properties of the ECM depend on the rank r of the long-run

multiplier matrix Π. If r = 0, then the ECM does not exhibit any cointegration

relationship and it can be estimated in �rst di�erences. If r = n, that is, if the

matrix Π is of full rank, then the VAR model itself is stable and can be estimated

as a stationary process. If, however, the rank r is intermediate, 0 < r < n, then the

ECM process exhibits cointegration. In this case, we can write the matrix Π as the

product Π = αβT , where both α, β ∈ Rn×r are full rank matrices. The r columns

of the matrix β form the cointegrating vectors of the process. Without loss of

generality, we can restrict attention to a simpli�ed model with r linear cointegration

relationships and r assumed to be known. The observation equation is given by:

∆yt = αβTyt−1 + εt. (3.1)

This model is still useful in application as it captures the key important features

from the �nancial perspective. These being basis of the projection space and the

loading parameters driving the speed of mean reversion. In this Chapter, we pri-

marly focus on the computational developements related to the estimation of (α, β)

which accounts for this interpretation. Furthermore, extension to include lag pa-

rameters is straightforwad from the simulation perspective and does not cause any
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e�ciency problems once the parameters from (3.1) can be sampled from. It is also

a common convention in the literature, see Sugita [2002], Strachan and Inder [2004]

or Villani [2005]. Furthermore, the full CVAR model with lags is considered in later

Chapter 4 where the real data analysis is concerned.

The most commonly used case for the noise distribution is εt ∼ N(0, R), however

in this work, we will also consider multivariate Student-t distributed noise where

εt ∼ tω(0, R). In what follows, other types of model generating additive noise can be

treated similarly, as long as their corresponding densities can be evaluated pointwise

up to a constant of proportionality and the log densities are di�erentiable.

We may now de�ne the so called �spread series� as zt = βTyt. The dynamics of

this process can be trivially derived from the standard ECM representation:

zt = Azt−1 + βT εt, (3.2)

where A = Ir + βTα. Therefore, the spread process under the ECM representation

(3.1) is a r−dimensional V AR(1) process. Note that the necessary spectral radius

condition for the stability of the ECM can be written as |ρ(A)| < 1.

3.1.2 Bayesian Inference

The main focus of this Chapter is to perform Bayesian inference for α and β. One

may wonder why to embark on a Bayesian approach. First of all, traditional methods

of estimation for α and β are based on the maximization of a penalized likelihood,

Johansen [1988], wherein the penalization term corresponds to a Bayesian prior.

In addition, Bayesian estimators often perform better for problems with moderate

data sizes that are common in many practical applications. Finally, the plethora of

simulation methods for sampling the posterior distribution allows more �exibility in

choosing priors, noise process εt assumptions as well as loss functions used for the

point estimation.
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Following Bayes rule, the joint posterior density of α, β is given by

p(α, β|y1:T ) ∝ p(y1:T |α, β)p(α, β),

where p(y1:T |α, β) is the likelihood function from (3.1) and dp(α, β) is the prior

distribution. When looking at (3.1), it is important to note that the decomposition

of the long-run multiplier matrix Π into αβT (and hence the cointegration relations)

are not unique. In fact, for every non-singular matrix Q ∈ Rn×n, we can de�ne

α? = αQT and β? = βQ−1 and obtain equivalently Π = α?β?T . This results in

a loss of identi�ability when performing likelihood inference and makes choice of

priors challenging. Recently, there has been a shift of paradigm from direct prior

speci�cations on the Euclidean parameter space to the priors de�ned on a vector

space spanned by the cointegrating vectors (Villani [2000], Strachan [2012], Villani

[2005]) or Koop et al. [2008] for some recent extensions. This approach has also

bene�ted from e�cient posterior simulation methods, such as the κ Gibbs sampler

of Koop et al. [2009], which will be presented in more detail in Section 3.2.1. We

will follow this approach of modelling priors and propose extensions for simulation

methods from the corresponding Bayesian models.

The cointegration space (or equivalently the column span of β, col(β)) is a r-

dimensional hyperplane in a n-dimensional space. The identi�cation restriction

βTβ = Ir can be used, where r is the cointegration rank. This restricts β to belong

to the following Stiefel manifold:

Vn,r := {V ∈ Rn×r : V TV = Ir}.

Consequently, the posterior can be written with respect to certain measures as

dp(α, β|y1:T ) = π(α, β)L(dα)H(dβ) (3.3)
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with the density being

π(α, β) ∝ p(y1:T |α, β, θ)p(β)p(α|β).

Here H (·) denotes Hausdor� measure on a Stiefel manifold. For a Riemanian

manifold, the Hausdor� measure is related to the Lebesque measure according to

H(dM) =
√
G(M)L(dM), i.e. we scale by the volume element

√
G(M), where G

is a Riemanian metric on the manifold.

3.1.3 Organization

In this work, we speci�cally focus on the estimation of α and β. These parameters

are crucial for the cointegrated time series modelling and have speci�c interpretation:

β is the projection on the space of stationary time series and α controls their rate

of mean reversion. Sampling from p(α, β|y1:T ) is not possible directly, so in Section

3.2 we present a brief survey of Markov Chain Monte Carlo methods appropriate for

this task. The remaining parameters of the model, e.g. R, ω etc., will be denoted

as θ and the simulations methods we consider are based on iterative sampling from

p(α, β|y1:T , θ) and p(θ|y1:T , α, β).

In Section 3.3, we propose to use a Hybrid Monte Carlo sampler. In the context

of cointegrated time series model this enables e�cient inference for more general

cases than Gaussian models that has been dominating so far in the literature (see

the frequentist and Bayesian reviews Johansen [1995b], Koop et al. [2005]). As

an example, we consider εt being Student-t distributed, which to the best of our

knowledge has not been considered before in the context of Bayesian cointegration.

In terms of e�ciency, our numerical results show that our sampler is on par with

the state-of-the-art Gibbs sampler of Koop et al. [2009]. We show the validity and

e�ciency of our scheme through the appropriate synthetic data examples. Further-

more, we consider extensions based on Singular Values Decomposition (SVD) that
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our sampler could accommodate. The material in this Chapter is based on the paper

Marówka et al. [2017a] together with its earlier version Marówka et al. [2017b].

In Section 3.5, we conclude with possible extensions and ideas for future work.

3.1.4 Notation

We denote a Gaussian random (n × T ) matrix by Y ∼ Nn,T (µ,Σ,Ψ) with row

dependence in (n × n) covariance matrix Σ and column dependence in (T × T )

matrix Ψ. N(µ,Σ) will be multivariate normal with mean vector µ ∈ Rn×1 and

covariance matrix Σ ∈ Rn×n; Ir is the identity matrix of dimension r × r.

We say that time series yt is integrated of order 1 and denote it as I(1) if ∆yt,

where ∆yt = yt − yt−1, is weakly stationary process, i.e. integrated of order 0, I(0).

Here we assume the weak notion of stationarity, i.e E(∆yt) = g, Cov(∆yt,∆yt−h) =

m(h). For a time series sequence y1, y2, ..., yT , we will also use the concise notation

y1:T .

V ec(M) denotes the matrix vectorization operator which transforms a matrixM

into a column vector in which columns of M are successively stacked. Furthermore,

we denote the Kronecker product or tensor product between two matrices by ⊗ and

Kronecker sum as ⊕. The space spanned by the columns of any m× n matrix A is

denoted as col(A); if A is of full column rank n < m, then A⊥ denotes m× (m− n)

matrix of full column rank satisfying AT⊥A = 0. For any square matrix, A, ||A||F

is a Frobenius norm, ||A||2 = tr{ATA}, and ρ(A) its spectral radius (that is, the

maximal absolute value of the eigenvalues of A). The cardinality of a set B is denoted

by |B| and ∇[·] denotes a matrix/vector of partial derivatives of an appropriately

de�ned function.
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3.2 Review onMCMC approaches for Bayesian Coin-

tegration

In this section, we present di�erent MCMC approaches for simulating from p(α, β|y1:T , θ)

(for simplicity in the notation, we will drop the conditioning on θ). We review the

Gibbs sampler of Koop et al. [2009] that is intended for Gaussian εt and describe

the Hybrid Monte Carlo algorithms of Byrne and Girolami [2013] that we later use

in Section 3.3. Furthermore, in Section 3.2.2 we look at practicalities related to the

point estimation of col(β) .

3.2.1 ECM under Gaussian noise

Priors for α, β

We choose the prior distribution for β ∈ Vn,r to be the matrix angular central

Gaussian de�ned over the Stiefel manifold with respect to the Hausdor� measure:

dp(β) ∝ |Pτ |−r/2|βT (Pτ )
−1β|−n/2dH(β) (3.4)

where Pτ = HHT + τH⊥H
T
⊥, τ ∈ [0, 1], with H ∈ Vn,r acting as a hyper parameter on

the cointegration space. In this class of priors, Pτ determines the central location

of the distribution on col(β), which in this case is col(H) and τ the amount of

the dispersion around it. If τ = 1, then Pτ = Ir and (3.4) de�nes uniform prior

on the manifold; τ = 0, expresses dogmatic prior assigning the cointegration space

to be col(H). Note that one can introduce a further hierarchical structure using

hyperparameters τ and approporiate hyper-priors with support restricted to [0, 1].

For α we will use the shrinkage prior as proposed in Villani [2005]:

α|β ∼ Nn×r(0, (νβ
TP1/τβ)−1, G), (3.5)
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so that V ec(α)|β ∼ N(0,Σα) where Σα = (νβTP1/τβ)−1 ⊗ G; G is a symmetric

positive de�nite matrix that is often chosen to be the noise covariance matrix R.

The shrinkage parameter ν can be �xed or random by de�ning hierarchical priors.

Remark 3.1. Note that the manifold formulation and this choice of priors address

the nonidenti�ability issue as both prior and model likelihood are invariant with

respect to the orthogonal rotation of (α, β). Therefore, the parameter pairs giving

rise to the same value of likelihood are also of the same density weight in the prior

and so the invariance principe of Hamilton et al. [2007] is preserved.

κ- Gibbs Sampling for ECM

From a Gibbs sampling perspective, the conjugacy of Gaussian distributions are

attractive, but it is hard to derive the full conditional for β as the semi-orthogonality

restriction implies that the conditional posterior of β is non-standard. In Koop et al.

[2009], the authors exploit instead the polar decomposition (Chikuse [2012, p. 19]),

α = Aκ 1
2 , with κ = αTα and A = ακ−

1
2 being the rotational component (A ∈ Vn,r).

Similarly β can be viewed as the rotational part of a matrix B = βκ
1
2 , so that

κ = αTα = BTB and β = B(BTB)−1/2. As a result we end up with various possible

parametrization for Π

Π = αβT = ABT = ακ−
1
2BT , (3.6)

where B is now unrestricted. The following proposition establishes equivalent priors

for (A,B).

Lemma 3.2. Given the hierarchical prior on (α, β) as in (3.4)-(3.5). Then the prior

for A and B is given by:

dp(A) ∝ |G|−r/2|ATG−1A|−n/2dH(A), (3.7)

V ec(B)|A ∼ N(0,ΣB) (3.8)

where ΣB = (ATG−1A)−1 ⊗ νPτ .
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The proof can be found in technical appendix of Koop et al. [2009].

In Algorithm 3.1, we present the κ-collapsed Gibbs sampler developed in Koop

et al. [2009] for the Gaussian case when εt ∼ N(0, R). To simulate a MCMC transi-

tion leaving p(α, κ,B|y1:T , R) invariant, they alternate sampling from distributions

pα and pB de�ned below in (3.9)-(3.10) and update the value for κ deterministically.

In Koop et al. [2009], the authors justify the method as a partially collapsed Gibbs

sampler, which could explain the resulting e�ciency. Given the Lemma 3.2 and

the choice of model Gaussian conjugate priors (3.4)-(3.5),(3.7)-(3.8), the conditional

posteriors of V ec(α) and V ec(BT ) are distributed as vector variate normals, pα, pβ

respectively:

pα(·|β, y1:T ) ∼ N(µαpost,Σ
α
post), (3.9)

pB(·|Ã,D) ∼ N(µBpost,Σ
B
post). (3.10)

The respective means and variances of multivariate normals are:

Σα
post = (MT

α Ṽ
−1Mα + (Σα)−1)−1, µαpost=Σα

post(M
T
α Ṽ

−1ỹ) (3.11)

and

ΣBpost = (MT
B Ṽ

−1MB + (ΣB)−1)−1, µBpost = ΣBpost(M
T
B Ṽ

−1ỹ) (3.12)

where Ṽ = ⊕Tt=1R, ỹ = V ec(Y ), Mα = (ZTβ⊗I), MB = (ZT ⊗α). All the technical

derivations and based on the simple multivariate Gaussian conjugate properties and

can be found in Koop et al. [2009].

Remark 3.3. To explain that these conditionals indeed proceed as a collapsed Gibbs,

note that (A, κ) is the unique polar decomposition of α, and therefore the draw in

step (1) of Algorithm 3.1 is a draw of (Ã, κ̃) from the joint density p(A, κ|β, y1:T ).

Similarly, sampling of B̃ in step (2) is in fact a draw of (β∗, κ∗) from p(β, κ|A, y1:T ).

Therefore, A in step (1) is a sample from p(A|β, y1:T ) with κ marginalized out and

62



Algorithm 3.1 One iteration of the κ−collapsed Gibbs sampler of Koop et al.
[2009] for cointegration ECM in (3.1).
Starting from (α, β):

1. Sample V ec(α̃) from pα(·|β, y1:T ) and transform to Ã = α̃(α̃T α̃)−1/2.

2. Sample V ec(B̃T ) from pB(·|Ã, y1:T ) and transform β∗ = B̃(B̃T B̃)−1/2 and then
α∗ = Ã(B̃T B̃)1/2.

3. Return (α∗, β∗).

analogously β ∼ p(·|A, y1:T ). In the standard Gibbs, we would need to update β

conditionally on α which is untractable and cannot be simply sampled from. In

order to allow for this, we need to develop the hybrid schemes enabling moves on

the embedded manifolds.

3.2.2 Practical Estimation of Cointegration Space

In this section, we describe some additional details on estimation methods for the

basis of cointegration space, such as the loss function for Bayesian estimation and

also how to assess similarity of estimated cointegration spaces. Whilst our main

motivation comes from using the output of MCMC in a Bayesian framework, the

tools presented here can be used when comparing point estimates from di�erent

methods.

Measure of Cointegration Similarity

Suppose we have two point estimates of the cointegration matrix, say β1 and β2,

which do not necessarily stem from the same inference procedure. As we will require

a distance for comparison diagnostics, we will use the approach of Larsson and Villani

[2001]. Suppose we can decompose β2 as follows:

β2 = β1γ1 + β1⊥γ2,
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where β1⊥ is the orthogonal complement of β1, γ1 ∈ Rr×r and γ2 ∈ R(n−r)×r. These

matrices can be explicitly written as γ1 = βT1 β2 and γ2 = βT1⊥β2. Then, a distance

measure between β1 and β2 is

ds(β1, β2) = tr(β2β1⊥β
T
1⊥β2)1/2. (3.13)

and is equivalent to measuring a dissimilarity of col(β1) and col(β2). We also have,

ds(β1, β2) ≤ min (r, (n− r)) , which would be useful later on for interpretation pur-

poses.

Bayesian Point Estimation

Obtaining point estimates of the cointegration space needs attention as the posterior

distribution is de�ned on a Stiefel manifold. Following Villani [2006b], we use the

following loss function,

l(β, β∗) = ||ββT − β∗(β∗)T ||F ;

where β and β∗ are semi-orthogonal. To provide a Bayesian point estimate for

col(β), we use the Posterior Mean Cointegration Space Estimator (PMCS) proposed

in Villani [2006b]. The PMCS estimator is de�ned as

β̂
def
= arg min

β̃∈Vn,r
E[ l(β, β̃)

∣∣∣ y1:T ].

In Villani [2006b], it was showed that the PMCS estimator can be computed as

β̂ = (v1, ..., vr), (3.14)

where vi is the eigenvector of E[ββT
∣∣ y1:T ] corresponding to the i-th largest eigen-

value. Given the Stiefel manifold is a compact space, all �nite moments of the

elements of β exist in the orthonormal normalization, which implies existence of
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E[ββT
∣∣ y1:T ]. A closed form analytic expression for E[ββT

∣∣ y1:T ] is not available, so

we resort to MCMC to estimate it. After N iterations of an MCMC procedure one

can use 1
N

∑N
i=1 βiβ

T
i , where βi denotes the i-th sample of MCMC and estimate β̂

using its eigenvectors.

Measure of Posterior Variation

As a tool to assess the variation of posterior cointegration space distribution from

the output of MCMC sampler, we will use the projective Frobenius span variation

introduced in Villani [2006a]. The projective Frobenius Span Variation (FSV ) is

de�ned as τ 2
sp =

E[d(β,β̂)|y1:T ]

r(p−r)/p , where β̂ is the PMCS estimate of β. We can esti-

mate this diagnostics withτ̂ 2
sp =

r−
∑r
i=1 λi

r(p−r)/p , where λi is the i-th largest eigenvalue of

1
N

∑N
i=1 βiβ

T
i .

3.2.3 Embeddings and Geodesic Monte Carlo for manifold

parameters

Geodesic Monte Carlo was introduced in Byrne and Girolami [2013] to extend earlier

work in Girolami and Calderhead [2011] and HMC for simulation from a distribution

de�ned on a manifold. LetM be a manifold q ∈ M and suppose π is the density

of interest w.r.t the to the Hausdor� measure. One can de�ne the Hamiltonian as

before H(q, p) = − log π(q)+ 1
2
pTP(q)−1p, and then one needs to choose P and design

Hamiltonian �ows acrossM through its tangent space. For this Byrne and Girolami

[2013] propose working with embeddings ofM in a Euclidean space. Assume there

is a bijection ξ : M → Rn that maps every open set of M to an open set in Rn

and let x = ξ(q). The embedding proves very useful in characterizing the tangent

space at point q, namely Tq and choosing a convenient P. Let Mq′ = ∇qξ|q=q′ ,

i.e. M [ij] =
∂[ξ]i
∂qj

, then Tq′ can be viewed as the column span of Mq′ . In addition,

Pq = Mq(M
T
q Mq)

−1MT
q de�nes a projection on Tq.
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Byrne and Girolami [2013] set P(q) = MT
q Mq and then de�ne a reparameteri-

zation of (q, p) to (x, v) where x = ξ (q) and v = ẋ = Mq q̇ = Mq(M
T
q Mq)

−1p given

q̇ = P(q)−1p. The Hamiltonian (3.15) can be restated according to

H(x, v) = H1(x) +H2(v) = − log π(x) +
1

2
vTv, (3.15)

and one can write Hamiltonian dynamics equations for H1 and H2 as before. Noting

that ∇q = MT
q ∇x, the solution �ow in the embedded phase space corresponding to

H1 is given by

vτ = v0 + τPq ∇q log π(q)| q=q0 . (3.16)

As a result the evolution of the velocity term vt can be described only using qt ∈M.

This is an important observation as we have e�ectively reparameterized again the

problem and work with (q, v = Pqp).

The solution of the Hamiltonian equations corresponding to H2 is given by the

geodesic �ow on the manifold leaving H2 constant when starting at q0 with the

initial velocity of v0. In some cases, this can be written explicitly and more details

on this be found in Byrne and Girolami [2013]. When this geodesic �ow is available,

GMC uses a proposal (within MCMC) that is constructed starting from a given q0

by simulating a new value for v0 ∼ N(0,Pq) (due to p ∼ N(0,P(q))) and then

iterating the following steps:

• Compute q ε
2

= q0, vε/2 = v0 + ε
2
Pq0 ∇q log π(q)| q=q0 .

• Solve (qτ , vτ ) according to an appropriate geodesic �ow for H2 for an interval

ε starting with initial condition being (q ε
2
, v ε

2
) leading to (q 3ε

2
, v 3ε

2
).

• Compute q2ε = q 3
2
ε, v2ε = v 3

2
ε + ε

2
Pq 3

2 ε
∇q log π(q)| q=q 3

2 ε

A Metropolis accept-reject step should then follow as usual.
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GMC for Stiefel Manifolds

In order to implement GMC we need to be able to compute the following quantities:

the projection P, the log densities log π together with its gradients, and the geodesic

�ows related to H2. As far as P is concerned often one is able to compute it without

requiring knowledge of ξ. Whilst embedding theorems guarantee existence of ξ for

smooth or Riemanian manifolds, it in general unknown. Fortunately in many cases,

such as Stiefel manifolds, P can be described explicitly as I − UUT where U is

an orthonormal basis to the normal to the tangent space, so knowledge of ξ is not

required.

We will consider the Stiefel manifold case. Let X∈ Vn,r be a matrix (i.e XTX =

I). As regards to the projection, for an arbitrary matrix W ∈ Rn×r, the projection

onto Vn,r at X is given by

PX(W ) = W − 1

2
X(XTW −W TX), (3.17)

see Byrne and Girolami [2013] for details. In addition, the explicit formulae for the

geodesic �ows on Vn,r are given by the following expression

[X(τ), vX(τ)] = [X(0), vX(0)] exp

τ
D −S(0)

I D




exp(−τD) 0

0 exp(−τD)


 ,

(3.18)

where D = X(τ)TvX(τ) is constant over the geodesic and S(0) = vX(0)TvX(0); see

Edelman et al. [1998] for a details. So for a given (di�erentiable w.r.t X) density

π(X) one can implement GMC as described in Algorithm 3.2.
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Algorithm 3.2 One iteration of the GMC of Byrne and Girolami [2013] for sampling
from a π(X) with X∈ Vn,r.

1. Sample vX ∼ N(0, In·r) and apply projection at X, vX ←PX(vX)

2. Compute h← log π(X)− 1
2
vTXvX .

3. for τ = 1, ..., T do:

(a) Compute vX ← vX + ε
2
∇X log π and apply projection vX ←PX(vX).

(b) Compute (X∗, vX∗) by implementing (3.18) X∗(0) = X and for a time
interval ε.

(c) Compute vX∗ ← vX∗ + εX
2
∇X∗ log π and apply projection vX∗ ←

PX∗(vX∗)

4. Compute h∗ = log π(X∗)− 1
2
vTX∗vX∗ and sample u ∼ U(0, 1). If u < exp(h∗−h),

then return X∗, otherwise return X.

3.3 Hybrid Monte Carlo for Bayesian cointegration

inference

In this section, we combine the previously disconnected approaches for Bayesian

cointegration found in the computational statistics and econometrics literature. In

particular, we incorporate HMC updates within a Gibbs framework similar to the

sampler of Koop et al. [2009]. This results in a generic algorithm, that can be applied

in more complex scenarios, such as non-Gaussian noise εt, whereby the previously

proposed solutions are not achievable as exact updates from the full conditionals are

not feasible.

Recall that the possible parametrizations of the long run multiplier matrix Π are

Π = αβT = ABT = ακ−
1
2BT = USVT .

For convenience we will denote by ϕ(Π) the collection of variables used in an ar-

bitrary parametrization of Π, e.g. ϕ(Π) ∈ {(α, κ,B); (α, β); (A,B); (U ,S,V)}.

We will propose to use a Gibbs sampling approach alternating simulations from
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p(ϕ(Π)|y1:T , θ) and p(θ|y1:T , ϕ(Π)), where the θ variable contains all parameters

governing the distribution of εt. In Figure 3.1 we present this as a high level proce-

dure. In what follows, throughout this Chapter, we will always assume independent

priors for ϕ(Π) and θ.

1. Sample p(ϕ(Π)|y1:T , θ) directly or using few iterations from a MCMC kernel
targetting it

2. Sample p(θ|y1:T , ϕ(Π))

Figure 3.1: Gibbs procedure for updating the parameters of Π and θ

3.3.1 Motivation

The crucial question is which parametrization should be used? From a simulation

point of view it is possible to implement the Metropolis Hastings within Gibbs

like extension of the procedure outlined in Figure 3.1, applying within the step 1

simulators invariant to the appropriate full conditionals for each of the variables

in ϕ(Π). It is important to note that various parameters are de�ned with respect

to measures over di�erent spaces, such as Stiefel manifold or positive semide�nite

cone, hence the MH updates are non-trivial and require advanced MCMC schemes.

To achieve that, we will use in this work either exact draws from the tractable full

(or collapsed) conditionals or HMC/ GMC updates that leave these distributions

invariant.

In principle, one can explore various parametrizations, however we emphasize

that when a Metropolis sampler replaces a full conditional in a partially collapsed

Gibbs sampler, care must be taken, otherwise the algorithm might not converge

to the correct and desired posterior; see Van Dyk and Jiao [2015] for details. We

illustrate this point for ϕ(Π) = (α, κ,B) in Figure 3.2, where we demonstrate that

applying HMC within Step 1 and Step 2 of Algorithm 3.1 (the κ−collapsed Gibbs)
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will not yield the correct stationary distribution. We can see it by noting that step

(1) in Algorithm 3.1 is a draw from (A,κ) marginalizing κ. In the overall procedure,

it amounts to the kernel pα which is independent of κ. This would not be the case if

we were to simulate from the HMC kernelKα|β(·|α(i−1)) leaving pα invariant in which

case the MC transition kernel would be dependent on κ through the acceptance

probability. Similarly in step (2), replacing exact draw by the HMC proposal impose

extra dependence on κ . As κ is a determinisitic component of simulated stochastic

parameters, this might break the invariance with respect to the required target. It

consequently gives rise to the improper sampler as we demonstrate in the motivating

experiment reported in Figure 3.2. This argument is similar to the example in

Section 2.3 of Van Dyk and Jiao [2015]. Providing more rigorous justi�cations is

beyond the scope of this Chapter and could be part of future investigations.

We come back to the question of choosing a parametrization. We will examine

the mixing properties of various MCMC schemes that arise as a result of choosing

ϕ(Π). We also note that GMC sampler enables Bayesian inference directly on SVD

representation Π = USVT . This can lead to di�erent choices in the priors that

what has been presented so far and could be useful from a �nancial applications

perspective to determine jointly the speed of mean reversion and the projection

basis parameters.

3.3.2 Priors and conditionals for the parameters of εt

We will consider εt being normal or Student-t. To the best of our knowledge, the

latter has not been considered earlier and provides a heavy tailed benchmark which

can be easily incorporated within Algorithm 3.1 using data augmentation.

For the Gaussian case, θ = R and the standard conjugacy results motivate

using an Inverse Wishart distribution for the prior of the covariance matrix R. For

simplicity in this work we will use a priori R ∼ W−1(n + 2, I) which is the least
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Figure 3.2: Kernel density curves estimates of the posterior p(Πi,i|y) i = 1, 2, 3, 4.
Black curves are obtained using the benchmark κ−Gibbs sampler, the red curves
are obtained applying HMC (instead of exact updates) within Gibbs simulation of
the Algorithm 3.1

informative prior choice. As a result for the full conditional we have

p(R|y1:T , α, β) =W−1((n+ 2) + T,
(
Y − αβTZ

) (
Y − αβTZ

)T
+ In).

For the Student-t case θ = {R, λ1:T}, we will use a standard data augmenta-

tion approach. Let εt = λtεt with εt ∼ N(0, R) and λt ∼ IG(ω
2
, ω

2
) being i.i.d.

Then integrating out λ will give εt ∼ tω(0, R). We can consider then instead the

parametrization θ = {R,ω, λ1:T} and set priors for R,ω and then derive a full condi-

tionals for each R,ω, λ1:T that should be used in sequence when sampling. Inference

for ω whilst possible is challenging and needs careful choice of the priors, see Geweke

[1993], Fernández and Steel [1999], Fonseca et al. [2008] for details. Typically, im-

proper priors are used for ω, but for simplicity we will consider here the case where

it is �xed and known. The methodology presented below can be extended using the

priors in Geweke [1993], Fernández and Steel [1999], Fonseca et al. [2008], but due

to the full conditional being intractable it needs to be replaced with an appropriate

MCMC procedure. For R we will use the same prior as in the Gaussian case, so for
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the full conditionals we get

p(R|y1:T , α, β, λ1:T , ω) =W−1((n+ 2)+T,
(
Y − αβTZ

)
(diag (λ1:T )⊗ In)−1 (Y − αβTZ)T+In),

and

p(λt|y1:T , α, β, R, ω) = IG(
ω + n

2
,
ω +

(
yt −

(
I + αβT

)
yt−1

)
R−1

(
yt −

(
I + αβT

)
yt−1

)
2

).

3.3.3 HMC for Cointegration parameters

In this section, we proceed with the discussion on how to develop the generic sampler

in order to avoid the problems presented in the motivation section 3.3.1 . To avoid

identi�ability issues we have restricted β to lie on a Stiefel manifold and follow

βTβ = Ir with the posterior density de�ned with respect to the Hausdor� measure

de�ned on this space. It is sensible therefore to resort to the MCMC schemes based

on Geodesic Monte Carlo. In what follows, we consider joint updates of cointegration

parameters as well as the application of these hybrid schemes within Gibbs.

We start with the full GMC as it should be considered a benchmark case. Also,

the key pros of this method is that it allows for more generic samplers that re-

quires fewer number of hyperparameters and less tuning. This might not however

work well in practice when the components are highly correlated. To apply e�cient

within Gibbs methods we need to develop understanding of the correlation structure

between the model parameters what should typically take more experimental e�ord.

In our case, there is a clear bene�t as both parameters are linked by the determin-

istic rotational κ. In the numerical experiments presented here, we will show that

this would cause de�ciency when we try to move them both at once.
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GMC targetting jointly α, β

Given β ∈ Vn,r, the other variable of interest, α ∈ Rn×r, is unrestricted, which can

be interpreted as an element of Euclidean space or a �at manifold. In this case,

there is no need to perform any projections, i.e. ξ = I, and the geodesic �ows are

just the straight lines:

[a(τ), vα(τ)] = [α(0), vα(0)]

1 0

τ 1

 . (3.19)

Given that the expressions for the densities π(α, β) are available, it is possible to

proceed with GMC implementations targeting the cointegration parameters.

Regarding Step 1 in Figure 3.1, when one is interested in sampling directly

from p(α, β|y1:T , R) in (3.3), the variable of interest (α, β) can be viewed as an

element of the Cartesian product of Stiefel manifold and Euclidean space, so (α, β) ∈

Rn×r × Vn,r, which is itself an embedded manifold. See Section 4.4 of Byrne and

Girolami [2013] for more details on extending GMC to target distributions de�ned

on products of manifolds. Geodesics (and tangent vectors) on Rn×r×Vn,r are simply

the Cartesian product of the geodesics (and tangent vectors resp.) on Rn×r and Vn,r

and similarly for the orthogonal projections P. A detailed description of the GMC

algorithm targeting p(α, β|y1:T , R) is presented in the technical report Marówka et al.

[2017b] and Appendix A.

In the numerical studies presented later in Section 3.3.4, we observed however

that joint simulation from the product space results in a relatively poor mixing of the

GMC sampler. This motivates further developments proposed in the next section.

Remark 3.4. Note that in a similar way one could attempt to extend the sampling

space to include R which belongs to the space of positive semi-de�nite matrices, but

we will not pursue this further. Geodesic �ows for the relevant space can be found

in Vandereycken et al. [2013].
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Using GMC within a Gibbs approach

To pursue greater e�ciency than joint targetting of (α, β), we propose to use GMC

or HMC samplers within a Gibbs approach; more speci�cally to perform a standard

HMC update for p(α|β, y1:T )L(dα) and a GMC one for p(β|α, y1:T )H(dβ). This is a

fairly straightforward extension to what has been presented so far, which in Section

3.3.4 exhibits very good performance.

One could aim to extend this by using samplers leaving invariant full conditionals

within a Gibbs approach for di�erent parametrization of Π. In this work, we will

consider using a singular value decomposition (SVD) for Π (Chikuse [2012, p. 20]).

Let Π = USVT , then β enters the model indirectly through V . A nice feature of

SVD is that the singular values can be used to control the speed of mean reversion

of the implied spread process and to in�uence the rank when choosing priors. In

addition, to ensure that this singular value parametrization is unique (Chikuse [2012,

p. 20]), we will restrict U to have all its �rst row elements positive (and denote the

corresponding space as Ṽn,n). The parametrization from the SVD should follow:

U ∈ Ṽn,n, S = diag(s1, . . . , sr, 0, . . . , 0) with s1 > s2 > . . . > sr > 0, and V :=

[β, β⊥] ∈ Vn,n.

A MCMC within Gibbs method simulating from Step 1 in the �gure 3.1 applied

for this parametrization will alternate samplers targetting p(β|S,U , y1:T ), p(U|S, β, y1:T )

and p(S|U , β, y1:T ). The �rst two conditionals can be sampled from by GMC and

for the latter any choice of MCMC sampler on p(s1, . . . , sr|U ,S, β, y1:T ) can be used.

A single iteration of the algorithm is presented in Algorithm 3.3. In step 2 (a) we

present a sign-�ipping method that ensures that the unique SVD parametrization

is preserved and U has only positive elements in the �rst row. For the particular

implementation in Algorithm 3.3 this step is optional as the conditional U|S, β, y1:T

does not require a unique parametrization: U is unique once S, β are �xed. We

include this step as it can be useful in various extensions, such as a random scan

Gibbs sampler for which we show later that if we were to omit the sign �ipping the
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resulting sampler of the marginal posterior of cointegration space would be ine�-

cient. Similarly, the unique SVD decomposition requires s1 > s2 > . . . > sr > 0,

which in Algorithm 3.3 is again optional, but if required can be imposed by either

the appropriate MCMC proposals or by reordering of respective columns of U ,S,V .

Algorithm 3.3 One iteration of the GMC within Gibbs sampler for cointegration
ECM. One sweep of the algorithm outputs Π̃ = Ũdiag(s̃1, . . . , s̃r)β̃

T

1. Iterate Algorithm 3.2 for π(β) ∝ p(β|U ,V , y1:T ) to get β̃

2. Iterate Algorithm 3.2 for π(U) ∝ p(U|Ṽ ,S, β̃, y1:T ) to get Ũ .

(a) to project from Vn,n to Ṽn,n sign �ipping can be used:
For l = 1, . . . , n: if Ũ [1, l] < 0, set Ũ [i, l]← −Ũ [i, l] and Ṽ [i, l]← −Ṽ [i, l]
for all i = 1, . . . , r.

3. Perform MCMC sampler leaving invariant p(s1, . . . , sr|Ũ , β̃, Ṽ , y1:T ) to get S̃.

Remark 3.5. SVD can be employed also for α instead of Π. Setting α = USVTβT

requires using an extra (redundant) parameter, but this can be useful for comparing

with other methods or parametrization which will be performed later in Section

3.3.4.

Remark 3.6. Another approach could be to consider the polar decomposition for

α, whereby Π = Aκ1/2βT . Here κ takes values in the space of positive semide�nite

matrices, and A, β ∈ Vn,r. A GMC within Gibbs approach could alternate iterations

between GMC samplers targetting p(β|A, κ, y1:T ), p(κ|β,A, y1:T ) and p(A|β, κ, y1:T ).

The GMC sampler for p(κ|β,A, y1:T ) can be designed using a projection P based

on eigen-decompositions (see Hiriart-Urruty and Malick [2012, Section 4.2.3]) and

geodesics found in Holbrook et al. [2016]. In the interest of brevity we will not

pursue this further.

3.3.4 Numerical results

In the simulation results presented below, we use synthetic data with n = 4, r = 3,

(so ds(β, β̂) < 1). In each case (Gaussian or Student-t), T = 240 and the parameter
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values generating y1:T are the following:

αtrue = 0.2



−1 −1 −1

1 −1 −1

1 1 −1

1 1 1


; βtrue =



1 0 0

0 1 0

0 0 1

−1 −1 −1


; R = In

In the following experiments, unless stated otherwise, we shall use ω = 20 for the

Student-t case which for the simplicity and due to the emphasize on other model

aspects will remain �xed and known. For the priors we use ν = 1, Pτ = In, and G =

Ir. In order to quantify the e�ciency of the MCMC samplers and accuracy of the

resulting Bayesian point estimates, we will compute the diagnostics based on their

resulting chain output, e.g. {(αi, βi)} Ji=1, with J = 104 taken after a suitable burn-in

period of 1000 iterations. We will use the Integrated Autocorrelation time (IACT)

for each element of Π, IACT = 1 + 2
∑∞

i=1 a(i), where a(i) denotes autocorrelation

with lag i, to assess mixing e�ciency of di�erent MCMC samplers, the Average

Distance AD = 1
J

∑J
i=2 ds(βi, β

true) to compare the accuracy of the cointegration

space estimation and similarly ||Π̂ − Πtrue||F to compare estimation of Π with the

known true benchmark, where Π̂ is constructed using the MMSE estimate, i.e. the

posterior mean of Π.

We believe that one of the key aspects of Bayesian inference in the cointegration

context is that it can serve as an alternative method for estimating the relevant from

practitioners perspective col(β) and Π. Unlike MLE methods, it can also acocunt

well for the small sample size typically appearing in �nance. Therefore we focused

in these numerical experiments on the practical aspects of how well these quantities

can be estimated in terms of the point estimates using our methods. This aspect

was also further analyzed in more depth in the experiments not presented in this

Thesis where we compared di�erent cointegration space estimation methods, see the

technical report Marówka et al. [2017b].

76



1.17 1.30 1.24 1.22

1.22 1.26 1.13 1.22

1.29 1.22 1.25 1.29

1.25 1.26 1.19 1.19

(a) Gibbs Sampler

1.11 1.05 1.11 1.18

1.18 1.18 1.23 1.09

1.13 1.10 1.18 1.17

1.11 1.18 1.12 1.12

(b) GMC for β and Gibbs for
α

7.78 8.88 9.80 13.43

8.62 8.67 10.31 13.47

9.59 9.53 9.76 13.82

8.65 9.68 9.62 13.57

(c) GMC for β and HMC for α

75.70 93.60 94.06 141.02

93.20 72.47 71.54 107.08

49.98 59.12 105.03 143.28

34.70 79.78 87.27 147.57

(d) GMC targetting jointly (α, β)

Table 3.1: IACT for each entry of Π for Gaussian case

Gibbs GMC + Gibbs GMC + HMC GMC on (α, β)

AD 0.05 0.02 0.07 0.05

||Π̂−Πtrue||F 0.09 0.16 0.10 0.12

τsp 0.06 0.01 0.06 0.02

Table 3.2: Comparison of di�erent MCMC samplers for Gaussian case: Gibbs Sam-
pler, GMC for β with Gibbs for α, GMC for β with HMC for α, and GMC targetting
jointly (α, β).

The Gaussian case

For the Gaussian case, in Tables 3.1, 3.2 we present the results comparing the

κ−Gibbs Sampler of Koop et al. [2009], to which we will later refer to as a plain

Gibbs; a Gibbs approach with GMC for β and the full conditional update for α, a

Gibbs approach with GMC for β and HMC for α as well as GMC jointly targetting

(α, β). The κ−collapsed Gibbs sampler and the Gibbs method with GMC for β

and an exact update for α, show very good performance. In some cases, the slight

e�ciency improvement when using GMC for β can be attributed to the additional

computational e�ort. In addition, using GMC for α and HMC for β shows good

performance that is in par with the Gibbs sampler in terms of the point estimation

comparison in Table 3.2 but with a slower mixing as indicated by the IACT in Table

3.1. Finally, using GMC to target jointly (α, β) has very slow mixing, but at least

it manages to result in reasonably accurate point estimates.
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1.23 1.46 1.19 1.43

1.19 1.19 1.11 1.09

1.20 1.24 1.09 1.00

1.16 1.43 1.27 1.06

(a) Gibbs Sampler with data
augmentation

1.38 1.63 1.30 1.28

1.12 1.44 1.47 1.16

1.23 1.45 1.54 1.09

1.48 1.83 1.80 1.29

(b) GMC for β and Gibbs for
α

10.05 14.63 14.91 22.25

16.12 14.58 16.63 26.21

12.42 12.06 13.12 24.18

13.93 15.44 15.10 22.96

(c) GMC for β and HMC for α

183.28 155.22 140.93 117.11

185.13 191.43 176.33 100.76

84.78 227.81 154.99 138.87

93.62 114.11 121.16 130.47

(d) GMC for β and GMC with SVD
for α

476.85 703.52 844.40 873.98

661.30 684.36 534.87 696.74

709.07 427.01 522.67 667.17

95.70 409.73 422.26 704.88

(e) GMC targetting jointly (α, β)

Table 3.3: IACT for each entry of Π for Student-t case with data augmentation

8.85 7.60 5.65 12.97

6.95 7.37 9.63 11.74

7.39 5.88 9.79 15.30

6.22 7.48 15.48 20.31

(a) GMC for β and HMC for α

186.61 145.06 131.14 117.70

201.23 210.11 169.41 103.02

87.04 229.32 139.97 132.64

102.54 109.85 106.38 130.55

(b) GMC for β and GMC with SVD
for α

421.71 796.78 583.57 839.46

765.81 608.70 718.14 818.34

439.31 392.44 591.99 546.19

515.19 715.83 829.71 863.59

(c) GMC targetting jointly (α, β)

Table 3.4: IACT for each entry of Π for Student-t case with partial collapsing in
GMC

The Student-t case

For the Student-t scenario, we will consider two distinct cases. The �rst is to use

data augmentation (DA) approach outlined in 3.3.2. As the full conditionals given

the auxiliary variables λt are tractable, a Gibbs sampler can be implemented by

alternating Algorithm 3.1 with p(R|y1:T , α, β, λ1:T , ω) and p(λt|y1:T , α, β, R, ω) for

each t and with p(y1:T |α, β,R, ω, λ1:T ) given as a Gaussian likelihood. In the second

case, we will apply the GMC samplers implemented with a Student-t distributed

likelihoods p(y1:T |α, β,R, ω) instead, e�ectively marginalizing out λ1:t. The rest of

the updates for the remaining parameters will be as before, so one can view this

approach as a partial collapsing scheme.

In Tables 3.3, 3.4 and 3.6, we present the analogous results as in the Gaussian

case. When data augmentation is used, we compare the same samplers as in the
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4.60 7.78 6.56 12.53

6.08 4.97 7.83 10.19

5.50 9.56 12.88 16.40

5.39 9.31 7.01 14.14

(a) ω = 5

8.72 7.11 8.50 15.12

8.47 9.58 10.73 18.61

6.58 4.72 11.07 15.73

8.93 9.96 9.60 16.41

(b) ω = 10

8.85 7.60 5.65 12.97

6.95 7.37 9.63 11.74

7.39 5.88 9.79 15.30

6.22 7.48 15.48 20.31

(c) ω = 20

Table 3.5: GMC for β and HMC for α; IACT for each entry of Π for Student-t case
with partial collapsing in GMC and various values of ω ∈ {5, 10, 20} determining
the heavy-tailness of model driving error.

Gibbs GMC + Gibbs GMC + HMC GMC with SVD for α GMC on (α, β)

AD 0.01 0.01 0.01 0.01 0.01

||Π̂−Πtrue||F 0.12 0.12 0.122 0.16 0.186

τsp 0.01 0.01 0.02 0.01 0.03

(a) Data augmentation and Gaussian likelihood

GMC + HMC GMC with SVD for α GMC on (α, β)

AD 0.009 0.01 0.40

||Π̂−Πtrue||F 0.12 0.15 0.835

τsp 0.01 0.04 0.14

(b) Student-t likelihood with partial collapsing

Table 3.6: Comparison of di�erent MCMC samplers for Student-t case:
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Gaussian case together with an implementation of GMC for the SVD decomposition

of α. The latter is included for comparison purposes as for the Gaussian prior for α

one can derive analytically the prior for the matrices and singular values in the SVD

decomposition (Chikuse [2012, Theorem 1.5.4]). As mentioned in Remark 3.5, using

SVD directly for Π is more parsimonious and hence one should expect better results

(see below). Not surprisingly, the di�erent methods compared behave similarly for

the Student-t case with data augmentation to what has been seen in the Gaussian

case. In particular, we observe e�ectively the same good estimation accuracy of

both Π and col(β) across di�erent samplers used. We illustrate that Gibbs used

with data augmentation performs the best together with GMC + Gibbs mixing

essentially equally e�cient. In addition, we note that using SVD for α results in

an improvement in e�ciency over the GMC sampler jointly targetting cointegration

matrices (α, β), but both samplers are much slower in the exploration of the posterior

than the other methods.

For the case where the Student-t likelihood and partial collapsing is used, we only

compare the GMC based methods. The results are similar to the data augmentation

case, but they can be used as numerical evidence of the validity of GMC/HMC

schemes in the non-Gaussian setup. It is apparent that GMC for β with HMC

for α performs best among the more generic samplers (that do not use the full

conditionals). Furthermore, based on sub-table 3.3c in Table 3.3 and sub-table 3.4a

in Table 3.4, we observe that applying partial collapsing provides better e�ciency as

opposed to the corresponding case with data augmentation. From plots in Figure 3.4,

it can be seen that the generic sampler GMC+HMC yields the same density curves as

the Gibbs sampler used within DA scheme and what can be considered a benchmark

here. It is only slightly inferior in terms of the IACTs but still admitting reasonably

good values. This suggests that it performs well in case the Gaussian likelihood is not

available and one needs to resort to gradient based MH like updates. Furthermore, in

Table 3.5 we show that this scheme is not sensitive to the heavytail of the noise error
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and that resulting samplers are e�ectively comparable regarding IACT regardless

of the parameter ω. In Figure 3.3, we also present trace plots for the consecutive

MCMC realizations of β and the components of polar decompositions of estimates of

α, that is Â, κ̂ which enables broader exploration of the parameters involved in the

cointegration setup. We can learn from these plots that the samplers we developed

in this section have very well mixing properties as these particular quantities are

concerned. Finally, using collapsed scheme, GMC on joint space e�ectively yields

irreasonable estimates of Π and col(β), what can be however understood as the

mixing e�ciency is not acceptable from practitioners perspective.

Using SVD for Π

In this section, we examine the model reparameterization based on SVD decompo-

sition imposed directly on the long-run multiplier matrix Π. This case is treated

separately as the priors used here are not equivalent with those used before. To our

best knowledge, this has not been considered before in the context of Bayesian coin-

tegration, however GMC enables us to pursue this direction. For convenience, we

use p(Π) ∝ Nn,n(0, In, In)1rank(Π)=r. From Chikuse [2012, Theorem 1.5.4] we obtain

the equivalent expression for the priors de�ned on the matrices and singular values

in the SVD decomposition: U ,V are uniform distributions on Ṽn,n, Vn,r resp. and

p(s1, . . . , sr) ∝ exp

(
−1

2

r∑
l=1

s2
l

)
r∏
l=1

sn−rl

r∏
l<j,l=1

(
s2
l − s2

j

)

For the MCMC sampler targetting p(S|U , β, y1:T ) we use a Metropolis-Hastings ap-

proach, with the proposal being a random walk on the log space of each sl with a

step size of 0.1 and the noises being independent standard normals sorted in de-

scending order. For p(β|S,U , y1:T ), p(U|S, β, y1:T ) GMC samplers are used. For

samplers targetting U belonging to the group of orthogonal matrices we use simpler
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42.79 65.59 45.50 38.51

84.48 85.44 50.98 48.45

50.17 38.771 90.38 58.15

68.85 95.60 98.25 57.76

(a) Data augmentation

77.13 61.71 92.96 80.65

100.46 105.14 104.02 51.99

110.36 118.72 105.39 62.49

66.02 47.73 70.46 61.40

(b) Collapsing

65.65 75.13 89.68 49.95

57.12 99.29 77.99 41.70

66.46 98.35 132.39 40.17

64.78 112.83 97.63 61.12

(c) Data augmentation

142.30 105.35 123.65 119.89

139.24 110.10 71.07 67.00

148.19 105.91 169.58 48.39

123.04 101.45 103.39 118.64

(d) Collapsing

Table 3.7: IACT of using SVD for Π with Student-t noise; Top: Standard GMC
within Gibbs; bottom: random scan Gibbs.

to compute geodesic �ows as presented in Edelman et al. [1998]. The results are

shown in Tables 3.7, 3.8 for a GMC within Gibbs approach in Algorithm 3.3 and

a random scan implementation that updates β with probability 0.1 and U ,S with

0.45 each. From the IACTs we can observe an improvement in the mixing over the

sampler that used SVD for α earlier.

The motivation behind using a random scan sampler is to reduce the computa-

tional cost. The results in Tables 3.7, 3.8 are similar with those of the systematic

scan. As the update for β is the most expensive step and hence could be used less

frequently, we resort to Cardoso and Leite [2010] which shows how geodesics for U

can be computed more e�ciently as opposed to the geodesics on Vn,r. Estimation

of col(β) is again equally accurate as all the previously considered methods with

the accuracy for Π being now slightly worse but reasonable and acceptable. Fur-

thermore, in the Figure 3.5, we motivate the sampling scheme proposed in 3.3.3 by

illustrating that missing to apply the sign �ipping in the Algorithm 3.3, would yield

ine�cient sampler for the marginal posterior of p(β|y)H(dβ).
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Student-t with DA (Gaussian) Student-t

AD 0.04 0.01

||Π̂−Πtrue||F 0.16 0.15

τsp 0.03 0.04

(a) Standard GMC within Gibbs

Student-t with DA (Gaussian) Student-t

0.01 0.01

0.14 0.16

0.03 0.01

(b) Random Scan Gibbs

Table 3.8: Performance of GMC using SVD for Π for di�erent likelihoods

3.4 Conclusions and Contributions

In this Chapter, we developed a novel, not previously studied sampler for the

Bayesian cointegration models which is based on the GMC within Gibbs algorithm.

We believe that despite the increased computational cost, this is the only sampler

that allows for the Bayesian inference under generic cointegration model speci�ca-

tions including di�erent model priors or the choice of error driving noise and like-

lihoods. We showed that in the Gaussian case, this method performs even slightly

more e�cient than what is considered the current state-of-the-art sampler of Koop

et al. [2009]. We have motivated our contributions by observing that the hybrid

extensions of the sampler of Koop et al. [2009] by incorporating HMC proposalas

yield improper sampler. This is unlike our method which can be successfully acco-

modated in cases when conjugate updates are not available. For the experimental

purposes, we consider a multivariate Student-t distribution, which as it can be seen

as an in�nite mixture of Gaussians, enables us to develop a benchmark case based

on data augmentation trick. In terms of performance, in the series of numerical

studies, we saw GMC performed e�ciently for both Gaussian and Student�t errors

when used within a Gibbs update scheme (i.e. GMC for β and HMC for α). We

have also observed that when applied to jointly target (α, β), it turned out to be

rather ine�cient. We found furthermore, that the method based on GMC and HMC

applied within Gibbs is insensitive to the heavy-tailness in the error driving noise of

ECM representation. Finally, we applied this method utilizing SVD decomposition

of the long-run multiplier matrix which unlike previous representations allows joint
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Bayesian treatment of the cointegration space and the mean reversion parameters

of the implied spread process. In this regard, we also developed extended random

scan Gibbs sampler which can provide computational speed-up. For this purpose,

it appears crucial to apply certain modi�cations based on sign �ipping within the

conditional Gibbs updates.

3.5 Discussion and Extensions

A question that may arise is whether Bayesian methods and sampling techniques will

be accurate in practical contexts. We believe this is a topic demanding a detailed

discussion, but we performed a few numerical experiments to motivate the work

presented so far. These are contained in the web based technical report1, where

we compared the Gibbs sampler of Koop et al. [2009] with the spectral method

of Zhang et al. [2015] under various model parametrization setups with Gaussian

noise. Both methods seemed accurate overall with the Gibbs sampler performing

better, but on the other hand the spectral method of Zhang et al. [2015] uses only a

fraction of the computational cost. In both cases, accuracy seemed to be robust to

the level of additive noise, e.g. the trace of R, but more sensitive to a mean reversion

parameter of the implied spread process. Using only the spectral method of Zhang

et al. [2015] we found that this sensitivity of the estimated cointegrated space on

the mean reversion seemed to hold also when a non-Gaussian noise was used with a

variety of features in terms of skewness, kurtosis, or heavy-ness of the tails.

We conclude with some more possible aspects for further investigations from a

computational perspective. In GMC and HMC we used a simple numerical integra-

tion scheme for the Hamiltonian dynamics numerical integrator, so there is plenty

of room for improvements such as the recent work of Ho�man and Gelman [2014].

Finally, interesting questions arise when n is very large. Is it possible to perform

estimation e�ciently and are the conclusions we reached here still valid? In numer-

1https://papers.ssrn.com/sol3/papers.cfm?abstract_id=2918511
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ical results not shown we have applied the above methods up to n = 10, and our

conclusions seemed to hold. In order to use much higher values of n a signi�cant

amount of developments is needed.
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(a) Gibbs sampler with data augmentation
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(b) GMC for β and HMC for α with data augmentation (Gaussian likelihood in Algorithm 3.2)
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(c) GMC for β and HMC for α for using Student-t likelihood in Algorithm 3.2

Figure 3.3: Trace plots from MCMC output for Student-t case: from left to right
ds(Âm, Âm−1),|κ̂m|, ds(β̂m, β̂m−1) against MCMC iteration m.
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Figure 3.4: Posterior density curves of the entries of Π matrix, p(Πi,j|y) for
i, j ∈ {1, 2, 3, 4}. Green curve corresponds to κ−Gibbs sampler used in the data
augmentation scheme with conditioning on the auxiliary variables; red curves cor-
respond to GMC and HMC within Gibbs.
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Figure 3.5: Autocorrelograms of d(βtrue, βi) corresponding to the Markov chains
obtained via random scan Gibbs sampler targeting p(U ,V ,S|y). Algorithm 3.3 was
used with sign �ip, i.e. Step 2a) applied (Top Plot) and not applied (Bottom Plot).
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Chapter 4

Bayesian Cointegration with linear

State Space Models: a case study on

the Soybean Crush Spread

4.1 Introduction

Soybeans are the fourth most produced crop in the world and if one includes the by-

products, they are the most traded agricultural commodity representing in value 10%

of the worldwide agricultural trade1. About 85% of the soybeans are either consumed

once processed or transformed into soymeal, soyoil and hull. The soymeal, being very

rich in protein, is mainly used for animal feed (hog, livestock, �sh, etc.) and is thus

directly related to the worldwide meat and �sh consumption. Soyoil is used as edible

oil for cooking and more recently for biodiesel. A particularly interesting feature

of soy market is the fact that unlike other commodities, derivative components of

soybeans are also directly traded on commodity futures markets by producers and

speculators. While the prices of soybean, soymeal and soyoil are generally strongly

correlated with each other, a move in the price of one against another can be a

1https://www.ers.usda.gov/amber-waves/2016/may/major-factors-a�ecting-global-soybean-
and-products-trade-projections/
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result of the supply or demand shock of one of the aforementioned markets. In

addition, since both meal and oil are products of the same processing procedure,

the total production of each will always remain constant relative to the other and

therefore, ceteris paribus, a net increase in demand for one of the soy byproducts

will necessarily correlate with an increase in the demand for the underlying beans;

see Barrett and Kolb [1995], Simon [1999] and Mitchell [2010].

The crush spread is a weighted combination of the value of soymeal and soyoil

and the original soybeans, which models the loss or gain in value after crushing. This

crush spread relationship is useful for soymeal and soyoil manufacturers, who use it

to minimise risk due to �uctuations of the soybeans purchase price. Similarly, it is

used by commodities speculators, who employ statistical arbitrage strategies that

aim to exploit deviations from the co-movement patterns. Determining weights used

to construct the crush spread is not straightforward. Industry practitioners typically

use values based on physical considerations that one unit of soybeans produces

certain amount of meal and oil. For instance, the Chicago Board of Trade (CBOT)

quotes the crush spread as yt(1) − 11yt(2) − 2.2yt(3) (Nelson Low [2015]). Here

yt(1), yt(2) and yt(3) correspond to the quoted prices of futures contract associated

respectively with soybean, soyoil and soymeal at a given time t. The intuition here

is that typically when a bushel of soybeans weighing 60 pounds is crushed, it results

to 11 pounds of oil, 44 pounds of 48% protein meal, 4 pounds of hulls, and 1 pound

of waste, see Johnson et al. [1991] for more details.

Clearly, using �xed weights to determine the crush spread does not take into

account any time variation due to the aforementioned market dynamics or season-

ality from the production process. Whilst changes in supply and demand might

cause the prices of the soy products to be non-stationary, the crush spread has been

observed to exhibit stationarity due to the strong correlation between the three soy

products (Barrett and Kolb [1995], Simon [1999] and Mitchell [2010]). Following the

discussion above, it makes sense to model the crush spread as a cointegrated spread
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series.

To this end, we will use Cointegrated Vector Autoregression models introduced

originally in Engle and Granger [1987a] and discussed already in earlier Chapter in

Section 3.1.1. Cointegration models like CVAR have been popular with commodi-

ties modelling, e.g. Dolatabadi et al. [2018]. Here, we will propose a state-space

extension of the standard CVAR model by adding a dynamic linear factor and a

time varying intercept to account for seasonality in agriculture (Simon [1999] and

Mitchell [2010]). Including a linear dynamic factor results in a �exible, time varying

(heteroscedastic) covariance model that is common in econometrics, e.g. Aguilar

and West [1998], Geweke and Zhou [1996]. In addition it is a sensible modelling

choice for commodity futures contracts, where market dynamics often seem to be

adequately captured by factor models as shown in Peters et al. [2013]. Both fac-

tor and cointegration models have been used in various commodities applications,

but to our best knowledge they have not been investigated in a single framework

so far. In this work, we propose to treat them jointly. The intuition is to specify

the cointegration parameters, while at the same time account for a temporal varia-

tions in the model not directly related to the cointegration signal itself. This is not

standard in related applications, where a common practice is to �rst estimate the

cointegration parameters using likelihood based methods found in Johansen [1995a]

or non-parametric, eigenanalysis approaches, see Zhang et al. [2015]. The latent

dynamics is then usually learnt separately; see Miao [2014] and Triantafyllopoulos

and Montana [2011] for related studies.

We will perform Bayesian inference for the parameters of the proposed model.

In the context of Bayesian cointegation modelling, the posterior distributions can

be very sensitive to even seemingly un-informative priors. Additionally, as already

discussed in Section 3.1.2, problems related to model identi�ability arise, see Koop

et al. [2006] for a review. More recently, the focus has shifted towards inferring the

cointegration as a vector space rather than a matrix of parameters, Koop et al. [2006],
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Villani [2005], Strachan [2012]. For the posterior distribution of interest, we will

develop a novel and e�cient Markov Chain Monte Carlo algorithm. The algorithm

we propose can be viewed as an extension to the Gibbs sampler of Koop et al. [2009]

by adding partial collapsing (Van Dyk and Park [2008]) and data augmentation

steps (Frühwirth-Schnatter [1994], Carter and Kohn [1994]).

The Chapter is organized as follows. In Section 4.1.1, we propose our CVAR

model with time varying linear trend and additive structural components to account

for unrestricted and contemporaneous shifts in the long-run equilibrium of under-

lying assets. In Section 4.2, we specify appropriate priors to be used for Bayesian

inference and develop the MCMC algorithm to simulate from the resulting poste-

rior distributions. In Section 4.3, we perform real data analysis for the soybean

crush spread. In Section 4.4, we conclude with a discussion and ideas for future

investigations.

4.1.1 State Space Extension of the CVAR Model

Let yt ∈ Rn denote a vector of cointegrated time series. In the soybean case study,

each component of yt will consist of daily prices of di�erent soy products (extracted

from futures curves) and n = 3. Following the comments in the Introduction, we

modify the model de�ned already in Chapter 3 in equation (3.1) to be appropriate

for modelling agricultural futures contracts by proposing:

yt = yt−1 + αβTyt−1 + µt + gt + εt, εt ∼ N(0, R), (4.1)

where we have added a time varying intercept gt (that could be held �xed for a

given interval of time, e.g. weekly or monthly) and a K-dimensional dynamic linear
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factor µt that obeys:

µt = Hxt (4.2)

xt = Bxt−1 + δt, x0 = 0 (4.3)

where δt ∼ N(0, Q), B ∈ RK×K and H ∈ Rn×K and the error vectors εt and δt

are i.i.d. The factor µt is common to all n products under consideration as any

new piece of information will a�ect their prices in similar ways; see Alexander et al.

[2002] for a discussion related to commodities and �nancial applications. For gt we

will assume:

gt = ξ1 +
m∑
i=2

ξiI{t∈Ii}, (4.4)

where Ii denotes a speci�c interval in time such as the i−th month or week.

The model in (4.1) can be re-expressed in a matrix regression format:

Y = αβTY0 + µ+ ξΥ + E, (4.5)

where we have used the following notation Y = (∆y1,∆y2, ...,∆yT ) , Y0 = (y0, y1, ..., yT−1) ,

E = (ε1, ..., εT ) , µ = (µ1, ..., µT ), ξ = (ξ1, ξ2, ..., ξm) , and

Υ =



1 1 · · · · · · 1

0 1 1 · · · 1︸ ︷︷ ︸
|I2|

0 · · · 0 · · · 0

0 0 · · · 1 1 · · · 1︸ ︷︷ ︸
|I3|

. . . · · · 0

.

.

.

.

.

.

.

.

.
.
.
.

.

.

.

0 0 · · · · · · · · · 1 1 · · · 1︸ ︷︷ ︸
|Im|



.

We will also set X = (x1, . . . , xT ) to denote the joint unobserved stochastic factor.

Expressing the model in this form will provide a convenient and concise represen-

tation that facilitates manipulations of the model likelihood used in the Bayesian

context.

For the soybean application we will use monthly varying intercept. This choice
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is motivated by seasonality intuition in agricultural products and empirical studies

(Simon [1999], Mitchell [2010]). This monthly step function also agrees with the

fact that grains futures markets are highly in�uenced by various economic reports

providing assessment of the expected soybean production around the world. These

are typically published early in each month by the United States Department of

Agriculture.

In terms of the model structure, since µt and xt are of zero mean, they can be

thought of as means of setting a time varying covariance of yt in a recursive manner.

We will assume K ≤ n so the covariance of yt is driven by a smaller number of

dynamic factors. For the soybean crush, we will use K = 2. This choice follows

an intuition from the application's perspective that commodity assets tend to be

modelled using a two factor model as in Schwartz and Smith [2000] or Peters et al.

[2013]. They can capture features due to the complex market dynamics, e.g. to

represent the spot price and the convenience yield or equivalently the short term

and long term components of each commodities taken individually. The short term

factor could be interpreted as a �nancially driven factor where for instance the

speculation or the hedging pressure are playing an important role, while the long

term component is instead related to the physical cycle of the commodities with the

long term impact of investments in production capacity or the level of inventories.

4.2 Bayesian Inference

In this section, we detail how the Bayesian inference can be used for the estimation

of parameters and latent factors. The model likelihood is expressed equivalently

either by equation (4.1) or alternatively by the matrix variate form in (4.5).
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4.2.1 Prior Elicitation

Equation (4.3) provides a prior distribution for the latent path X given B,Q. To

specify the posterior distribution of interest we need to choose suitable priors for the

remaining static variables, α, β,H,R,B,Q, ξ. These are provided in Table 4.1 and

in Section (3.2.1) of earlier Chapter for the CVAR parameters. An interesting ob-

servation of the model given by (4.1)-(4.4) is that it results in a marginal likelihood

(i.e. unconditionally of the latent path) that is invariant to the certain parameters

transformations. For any orthogonal matrix U ∈ RK×K consider the transforma-

tion T (H,B,Q) = (HU−1, UBU−1, UQUT ). It is straightforward to show that the

marginal likelihood satis�es

p(Y |α, β,H,B,Q,R, ξ) = p(Y |α, β, T (H,B,Q), R, ξ).

One way to see this is to use the following transformed observations

Ỹ = Y − αβTY0 − ξΥ (4.6)

and perform the marginalization analytically using

p(Y |α, β,H,R,B,Q, ξ) =

∫
p(Ỹ |α, β,H,R, ξ,X)p(X|B,Q)dX,

and noting that d(U−1xt) = |U |dxt = dxt. The invariance of this likelihood is a well

known observation in the factor models literature, Aÿmann et al. [2016], Bai and

Wang [2015], Jackson et al. [2016]. The issue is akin to the notorious label switching

problem in mixture models, e.g. Celeux et al. [2000], Jasra et al. [2005], Geweke

[2007]. Consequently, care should be taken when choosing speci�c parametrizations

(such as restrictions or normalisations for matrices) and priors or loss functions for

Bayesian inference. A related implication of this issue is that the parametrizations

and priors chosen can a�ect the mixing of MCMC samplers or increase the chance
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of getting stuck in the local modes, see Pitt and Shephard [1999a], Papaspiliopoulos

et al. [2007]. As a result, when choosing priors below or designing MCMC for

the resulting posterior distributions, we put emphasis in extensions that drastically

improve sampling e�ciency and hence lead to more reliable inference.

Since the likelihood function is invariant under the transformation T provided

above, we will impose the same to hold for the priors on B,H,Q. This will mean

that posterior inference will also possess the invariance property and will not depend

on any particular normalization. Selecting appropriate priors has been discussed in

Blais [2009], where the author presents several ways of designing suitable priors for

B, H and Q for Gaussian linear state space model. Based on the �ndings of this

author, in Table 4.1, we list the priors that will be used for B,Q,H,R, ξ. These

are conjugate priors when combined with the likelihood in (4.5). In the numerical

experiments, we realized that in the presence of cointegration, simulating from the

marginal smoothing of the latent path µt is very sensitive to the particular choice of

hyperparameters, σB, σH , σR and when inappropriately speci�ed gives rise to highly

ine�cient samplers for the posterior of µt and consequently spurious Bayesian point

estimation. We observed that the problem can be addressed by imposing further

hierarchy in the priors. Furthermore, we specify these parameters to be of appro-

priate (Inverse)-Gamma form in order to maintain convenient conjugacy properties.

We use hyper-parameters σ2
H , σ

2
R and σ2

B, whose distributions are also summarized

in Table 4.1.

Parameters Prior

B NK,K(0, σ2
BIK , σ

2
BIK)

Q W−1(νQ, IK)
H Nn,K(0, σ2

HIn, σ
2
HIK)

R W−1(νR, σ
2
RIn)

ξ Nn,m(0, σ2
ξIn, σ

2
ξIm)

Hyper parameters Prior

σ2
H IG(αH , βH)
σ2
B IG(αB, βB)
σ2
R G(αR, βR)

Table 4.1: Prior distributions for Q,B,H,R, ξ (left) and distributions of hyper-
parameters (right)
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The appropriate priors for α and β are speci�ed as in the earlier Chapter in

Section 3.2.1. Gaussian Angular prior distribution for β allows to choose both infor-

mative and non-informative priors. In practice, this is useful in crush spread strategy

and more generally in the context of trading in commodities futures, as the cointe-

gration portfolio allocation is usually driven by some physical considerations known

a priori by practitioners; in context of crush spread it would be H = (1,−11,−2.2)T ,

as already explained in Introduction. The practitioner can specify the prior centered

around the line spanned by this vector and model directly the amount of dispersion

around it.

4.2.2 MCMC Sampler for Posterior Inference

Algorithm 4.1 A Partially Collapsed Gibbs Sampler to simulate from (4.7)
Initialization: Draw the parameters from their respective prior distributions
For i = 1, 2, ..., N : Sample

1. V ec(B(i)) ∼ pB(·|Q(i−1), X(i−1), σ2
B

(i−1)),

2. σ2
B

(i) ∼ pσ2
B

(·|B(i)),

3. Q(i) ∼ pQ(·|B(i), X(i−1))

4. V ec(H(i)) ∼ pH(·|Y, α(i−1), β(i−1), R(i−1), X(i−1), ξ(i−1), σ2
H

(i−1)),

5. σ2
H

(i) ∼ pσ2
H

(·|H(i)),

6. R(i) ∼ pR(·|Y, α(i−1), β(i−1), H(i), X(i−1), ξ(i−1), σ2
R

(i−1)),

7. σ2
R

(i) ∼ pσ2
R

(·|R(i))

8. V ec(α∗) ∼ pα(·|Y, β(i−1), H(i), R(i), B(i), Q(i), ξ(i−1)) and compute A∗ =
α∗(α∗Tα∗)−1/2,

9. V ec((B∗)T ) ∼ pB(·|Y,A∗, H(i), R(i), B(i), Q(i), ξ(i−1)). Compute β(i) =
B∗(B∗TB∗)−1/2 and α(i) = A∗(B∗TB∗)1/2

10. V ec(ξ(i)) ∼ pξ(·|Y, α(i), β(i), H(i), R(i), B(i), Q(i)),

11. Sample X(i) ∼ p(·|Y, α(i), β(i), ξ(i), H(i), R(i), B(i), Q(i))

We will use a MCMC sampling scheme to simulate from the posterior of model
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parameters. The posterior can be written as

p(α, β,H,R,B,Q, ξ,X|Y ) ∝ p(Y |α, β,H,R, ξ,X)p(X|B,Q)

× p(α|β)p(β)p(ξ)p(B)p(Q)p(H)p(R)

(4.7)

For this posterior distribution, it is possible to derive a systematic scan Gibbs Sam-

pler. In numerical examples presented later in Section 4.2.3, we have noticed poor

mixing and e�ciency problems of this standard methods. We will tackle this issue,

by using a partial collapsing. For the posterior used in this problem, this could be

performed by splitting the parameters in three blocks: (B,Q,H,R), (α, β, ξ), X and

sampling iteratively as presented below.

(H,R,B,Q)∗ ∼ K(·|Y, (α, β, ξ)i−1 , (H,R,B,Q)i−1 , X i−1), (4.8)

(α, β, ξ)∗ ∼ K(·|Y, (α, β, ξ)i−1 , (H,R,B,Q)i), (4.9)

X∗ ∼ p(·|Y, (α, β, ξ)i , (H,R,B,Q)i). (4.10)

For the more detailed discussion on Gibbs sampling strategies in state space models

see Carter and Kohn [1994]. In general, care needs to be taken when constructing a

partially collapsed Gibbs sampler, since the order of the Gibbs steps can signi�cantly

a�ect the stationary distribution, see Van Dyk and Park [2008] for details related

to the validity of this scheme. In particular, in our case, exchanging the order of

(4.9) with (4.10) would result in a sampler that is not invariant anymore to the

required distribution in (4.7). The sampling step in (4.8) simulates from the kernel

leaving p(H,R,B,Q|Y, (α, β, ξ)i−1 , X i−1) invariant. Whereas, the sampling step in

(4.9) is an extension of the procedure described in Section 3.2.1 which is invariant to

p(α, β, ξ|Y, (H,R,B,Q)i) with X marginalized out. It can be viewed therefore as a

Metropolis Hastings type update within Rao-Blackwellization step; see Casella and

Robert [1996], Doucet et al. [2000a], Peters et al. [2013] for a general background.

The validity of this algorithm is stated in Proposition 4.2 and proved in Appendix
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B.2.2.

Note that only (4.10) can be sampled explicitly using standard Kalman smooth-

ing techniques described in Appendix B.2.1. In Algorithm 4.1 we present a partially

collapsed Gibbs sampler that enables to simulate from (4.7). Note also that con-

ditionally on X, the updates of (B,Q) are independent of conditional updates of

(H,R). The expressions of all distributions used in this algorithm are stated in

Proposition 4.1 and derived in Appendix B.1.2.

Proposition 4.1. The conditional distributions used in Algorithm 4.1 are as follows:

pB(V ec(B)|Q,X) =N(µBpost,Σ
B
post),

pQ(Q|B,X) =W−1(νQ + T, X̃X̃T + σ2
QIK),

pH(V ec(H)|, β, Y, ξ) =N(µHpost,Σ
H
post),

pR(R|Y, α, β, ξ) =W−1(νR + T, Ỹ Ỹ T + σ2
RIn),

pα(V ec(α)|Y, β,H,R,B,Q, ξ) =N(µαpost,Σ
α
post), (4.11)

pB(V ec(BT )|Y,A, H,R,B,Q, ξ) =N(µBpost,Σ
B
post), (4.12)

pξ(V ec(ξ)|Y, α, β,H,R,B,Q) =N(µξpost,Σ
ξ
post),

pσ2
R

(σ2
R|R) =G(

nνR
2

+ αR, βR +
1

2
tr(R−1)),

pσ2
H

(σ2
H |H) =IG(αH +

nK

2
, βH +

1

2
V ec(H)TV ec(H)),

pσ2
B

(σ2
B|B) =IG(αB +

K2

2
, βB +

1

2
V ec(B)TV ec(B)).
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The parameters of each distribution are given by:

(
ΣB
post

)−1
= (XT

0 ⊗ IK)T (⊕Tt=1Q
−1)(XT

0 ⊗ IK)T + (σB)−2IK2 ,

µBpost = ΣB
post((X

T
0 ⊗ IK)T (⊕Tt=1Q

−1)vec(X)),(
ΣH
post

)−1
= (XT ⊗ IK)T (⊕Tt=1R

−1)(XT ⊗ IK)T + (σH)−2IK2 ,

µHpost = ΣH
post((X

T ⊗ IK)T (⊕Tt=1R
−1)V ec(Ỹ )),(

Σ·
post

)−1
= MT

· Ṽ
−1M· + (Σ·)

−1,

µ·
post = Σ·

post(M
T
· Ṽ

−1ỹ),

where we use · for either α,B, ξ and de�ne Ṽ = ⊕Tt=1R + H̃V H̃T , ỹ = V ec(Y ) −

(ΥT⊗In)ξ, Mα = Y T
0 β⊗In, MB = Y T

0 ⊗α, X̃ = (x1 −Bx0, . . . , xT −BxT−1) , X0 =

(x0, . . . , xT−1) , H̃ = (IT ⊗H), V = (ÃT ⊕Tt=1Q
−1Ã)−1 and Ã = ITK−(IT ⊗B)PM ,

with P =

 0K×K(T−1) IK×K

IK(T−1)×K(T−1) 0K(T−1)×K

 and M =

IK(T−1)×K(T−1) 0K×K(T−1)

0K(T−1)×K 0K×K

 .

Proposition 4.2. The Markov transition kernel described in Algorithm 4.1 is in-

variant to the required posterior distribution p(A, β,H,R,B,Q, ξ,X|y1:T ) stated in

equation (4.7)

Computational cost

Note that by equations (4.11)-(4.12) in Proposition 4.1, in order to apply the al-

gorithm above we have to invert ⊕Tt=1R + (IT ⊗ H)V (IT ⊗ H)T . This is a matrix

of size proportional to T which is a length of the underlying time series. A naive

implentation would thus require O(T 3) cost. However, we can perform the inver-

sion more e�ciently by exploring the particular structure of this matrix. In the

discussion presented in Appendix B.2.3, we consider computational complexity of

this operation and prove this to be of order O(T 2).

Remark 4.3. Note that, in systematic scan Gibbs with constant observation noise
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covariance, we only need to invert (⊕Tt=1R)−1. As (⊕Tt=1R)−1 = ⊕Tt=1R
−1, the overall

complexity would be of order O(T ).

4.2.3 Numerical examples using simulated data

In this section we present a synthetic case study on the performance of the proposed

Bayesian estimation procedure using simulated data sets from model equations (4.1)-

(4.4). The numerical examples presented in this section aim to assess the following

aspects: (a) the accuracy of the Bayesian point estimation, (b) the improvement of

Algorithm 4.1 over a standard systematic scan Gibbs sampler. In these experiments

we ran Algorithm 4.1 for N = 105 and discarded 104 samples for burn-in. Further-

more, throughout this section we will resort to Bayesian MMSE estimation, i.e. take

the posterior means as point estimates.

For the cointegration prior we use v = 1, τ = 1 and G = I that implies a

uninformative uniform prior. Regarding the remaining model parameters we select

σ2
ξ = 104; νQ = 4; νR = 5;σQ = 1;αH = αB = αR = 10−3; βH = βB = βR = 10−3

ensuring vague inverse-Gamma priors and a relatively weak prior belief induced by

hyperparameters.

In the �rst experiment, we demonstrate the performance of Algorithm 4.1 for a

simulated data-set using n = 4, R = diag(1, 1, 1, 1) and Q = diag(1, 1). Posterior

con�dence bands, estimated path and true data generating µ are presented in Figure

4.1, posterior densities for Π = αβT in Figure 4.2 and box plots for the seasonal

components ξ in Figure 4.3. The estimation seems to be very accurate. In principle,

it should be noted that despite H and x1:T being non-identi�able under our model

speci�cation, its product µ1:T is in fact indenti�able and for this reason we focus on

its estimation in this experiment.

Furthermore, for a sample output Π(i) = α(i)β(i)T we compare Algorithm 4.1 with
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Π·,1 Π·,2 Π·,3 Π·,4
Π1,· 0.40 0.63 0.44 0.31
Π2,· 0.74 0.70 0.48 0.53
Π3,· 0.62 0.51 0.49 0.39
Π4,· 0.40 0.46 0.37 0.35

Π·,1 Π·,2 Π·,3 Π·,4
Π1,· 0.34 0.31 0.24 0.17
Π2,· 0.33 0.14 0.22 0.15
Π3,· 0.20 0.09 0.10 0.10
Π4,· 0.19 0.08 0.09 0.10

Table 4.2: ESS for each of sixteen entries of Π = αβT with Algorithm 4.1 (left table)
and standard Gibbs sampler (right table).

Π·,1 Π·,2 Π·,3 Π·,4
Π1,· 0.43 0.25 0.16 0.77
Π2,· 0.28 0.21 0.81 0.90
Π3,· 0.05 0.30 0.72 0.99
Π4,· 0.35 0.44 0.56 0.45

Π·,1 Π·,2 Π·,3 Π·,4
Π1,· 0.01 0.66 0.23 0.80
Π2,· 0.10 0.96 0.01 0.38
Π3,· 0.01 0.90 0.04 0.45
Π4,· 0.01 0.85 0.03 0.33

Table 4.3: MCMC Geweke diagnostic p-values for Algorithm 4.1 (left table) and
standard Gibbs sampler (right table).

a standard Gibbs sampler (without collapsing or Rao-Blackwellization) in terms

of autocorrelation functions and E�ective Sample Size (ESS) presented in Figure

4.4 and Table 4.2 respectively. It is clear that in terms of mixing and e�ciency

Algorithm 4.1 shows superior performance.

For completion, in Table 4.3 we also present the values of Geweke's statistic ob-

tained for our sampler and the Gibbs sampler. It measures the convergence diagnos-

tics for the chains generated under MCMC and is based on the standard frequentist

test for equality of the means of the �rst and last part of a the chain (usually the

�rst 10% and last 50%). In six out of sixteen entries, Geweke's diagnostic is not

acceptable under the setting of standard Gibbs implementation. This is unlike our

algorithm which according to this diagnostic is mixing well.

4.3 The Soy Bean Crush Spread

We use daily observations of adjusted prices over a period between 2001-2015 and

perform estimation separately for each year. This takes into consideration the four

seasons and the associated soybean cycle of production and allows for a comparison

of our model and estimation results under di�erent years each of which could be
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in�uenced di�erently by events such as weather or market dynamics. In addition,

we are aligned with a campaign calendar which is split into planting and harvest

seasons. The data for these case studies is obtained from the futures contracts (see

below for details) related to the American soybean market. As a result, we matched

our data truncation periods with the agronomic calendar of the US soybean.

We will use a uniform prior on the cointegration space. This is convenient when

comparing our results with likelihood based estimates (Johansen [1995a]), although

our model is still di�erent due to the structural extensions of µt, gt. Clearly one

could use our methodology with informative priors either by setting β̃ to the phys-

ical weightings speci�ed by CBOT, βC = (1,−11,−2.2), or an estimate from the

previous year. This will be used when performing model comparisons below.

For the time varying intercept we use ξi to correspond to monthly intercept. We

also assume that there is one cointegration relationship, so r = 1. This is a natural

choice here as the only source of the cointegration signal is driven by the physical

re�nery conditions. Additionally, we will use K = 2, which as mentioned earlier in

the Introduction is a common assumption used in commodities and is motivated by

the long/short term model introduced in Schwartz and Smith [2000] and discussed

recently in Peters et al. [2013].

4.3.1 The Data

The raw data set is a panel of the CBOT futures price curves from Bloomberg for

soybean (with corresponding Bloomberg ticker S), soyoil (BO) and soymeal (SM)

reported daily together with the corresponding volumes. Before performing the

statistical analysis we need to determine yt used in (4.1). We use the adjusted price

series. These are obtained by applying a commonly used strategy in the industry

called the rollover strategy. For each day t it assigns yt to the closest quoted contract

with the highest volume, i.e. the most active contract across the futures curve is

considered. Details of this and other methods are provided in Lucia and Pardo
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[2010], Carchano and Pardo [2009].

Visualization

We present the prices data in Figures 4.5 and 4.6 for two typical years, 2008 and 2014.

In Figure 4.6 the rescaling is a way to provide some visual evidence of cointegration.

All time series for every year considered in this Chapter have stationary increments

with p-values less than 0.01 under an augmented Dickey-Fuller test. For the two

years displayed here the p-values for the prices (and not the increments) are 0.56,

0.48, 0.58 and 0.54, 0.35, 0.58 respectively, so there is evidence for times series being

integrated of order 1.

4.3.2 Estimation Results

We begin with a discussion on estimation of β which determines the cointegration

spread and is the most crucial from the practitioners' perspective. In Table 4.4,

we present the PMCS estimates, β̂, already introduced in Section 3.2.2, for every

year under consideration. For convenience we set the �rst entry being normalized

to 1. An interesting observation here is that in 2011 there is a sign switch for the

estimated β(2) compared to all other years and CBOT quoted values.

We also present results for the posterior mean of the spectral radius of B and

A = Ir + βTα, each denoted as ρ(B) and ρ(A) respectively. Note that both B and

A are autoregression matrices for xt and zt respectively. Therefore, we can expect

the spectral radii to be less than 1 so that, a posteriori, it suggests µt and zt are

being stationary. This seems to be the case with one exception of year 2004. In

Figure 4.7, we plot posterior densities ρ(B) for selected years. As the support lies

strictly in (0, 1), it provides another evidence for incorporating µt within our model

formulation. In Figure 4.7, we only present years 2010-2013, however the results for

other years are very similar. Finally, in the last column of Table 4.4 we record the

posterior cointegration space variation, τ̂ 2
spβ, proposed in Villani [2006b]. This can
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be interpreted as a measure of variability in posterior distribution of the cointegation

space that takes values between 0 and 1.

We notice that the results vary signi�cantly from year to year. In the top panel

of Figure 4.9, we show the boxplots from the MCMC output corresponding to the

credible intervals of β(2) and β(3) for each year; we have transformed the MCMC

output so that β(1) = 1. For convenience we also plot the CBOT value, βC , and for

the sake of illustration we include in the bottom panel a restricted (to Vn,r) maximum

likelihood estimate, βJ , obtained via Johansen's method (Johansen [1995a]). In the

bottom panel of Figure 4.9 we include con�dence intervals obtained by means of

a bootstrap procedure. Both the Johansen estimate and bootstrap intervals were

implemented using the tsDyn CR AN package, see Stigler [2010]. Both βC and βJ are

also common choices considered by the practitioners, see Miao [2014] and Dunis et al.

[2006] for some recent case studies. Note that βJ does not account for µt and uses a

constant for gt and hence is expected to yield di�erent to ours estimates. In addition,

we note that there is considerable variability in the bootstrap estimates. Similarly

as in the Bayesian case, frequentist analysis also depicts di�erence in estimation

results between β̂ and βJ in most of the years under consideration. In addition,

bootstrap bands on the Johansen's estimated frequentist point estimators tend to

be wider compared to our Bayesian credible bands with the exception of years 2003,

2006 and 2014. Naturally, these can be attributed to the di�erent models used, but

both estimation procedures tend to agree in that β varies on the annual basis. In

most cases however, they seem to give rise to the same signs as CBOT quoted values

and hence are consistent with the overall behaviour of market participants.

An interesting �nding is that not only does the cointegration relationship change

yearly, but so does the variance of the corresponding posterior distributions of β pre-

sented in Figure 4.9. In years 2007-2011, there is evidently low variance that is most

likely related to the global �nancial crisis and attributed to the lower level of market

speculation. It is documented in the literature that the dependence among the com-
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modities was even stronger during this period because of the �nancialisation of the

commodities market, see Henderson et al. [2014]. It is also why the other estimators

are more closely aligned to the CBOT quotes which corresponds to the physical,

trading activity independent, re�nery conditions of processing soybeans. For the

years with higher level of variance (2003, 2006, 2014) it is harder to assess reasons

behind this. It could be attributed to varying production levels (e.g. the high level

of soybean annual production in 2014), higher soybean annual average consumption

growth from Asia or agriculture boom starting around 2003, deregulation incentives

in the U.S. during 2006 or even trends in international prices of metals and fuel that

a�ect agriculture.

We can also observe rather high level of estimation variability from year to year.

Years which re�ect abnormality in relation to the quoted vector βC are 2003, 2006

and 2011 and 2013. We believe therefore that they deserve to be closer looked at.

In 2003 unusual estimation can be related to the fact that total soy consumption

amongst its major worldwide exporters was at its trough. Furthermore, as soyoil

is being largely used for biodiesel, we believe that the unusually higher level of

soyoil exposure β̂(2) could be attributed to the investor reaction to the 2003 EU

parliament mandate targeting increased level of biofuels usage. Furthermore, large

variability could be also the response to the fact that global soybean yield was the

lowest between 1996 and 2008. Also, atypical small value of soymeal component

β̂(3) could be due to the fact that its consumption was the lowest amongst other

vegetable protein meal in the U.S. The larger variability of 2006 could be the reason

of the federal GSM-102 program launched to facilitate �nancing the commercial

exports of U.S. agricultural products to the developing world. In 2006, funds were

made available for oilseed and protein meal imports from the U.S. to the developing

regions of Caribbean, Central America, Southeast Asia and Turkey. Furthermore,

larger than usual level of soyoil exposure could be due to the fact that EU started

importing large quantities of soybean oil from the U.S. in 2006 due to an increase in
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biodiesel production. This could cause the reduced supply of rapeseed oil for both

food consumption and biodiesel production. EU processors changed therefore from

crushing soybeans to rapeseed, and the EU had to import more soybean oil to o�set

the reduction in domestic production. Another reason for unusual estimation of β

could be the fact that this was peak production year for U.S. soybean farmers when

86.77 million MT were harvested according to the USDA PSD Online Statistics and

Soybean futures contract setting a volume trade record on Friday, June 30, 2006

according to CBOT quotes. In 2011, a sign swith could be explained by the fact

that Argentina, the third biggest producer of soybean, su�ered the most important

drought of the last two decades which reduced the yield of about 20%. The planting

and harvest seasons of the Southern Hemisphere being six month later than the US

one can impact lately in the year the soybean Cointegration relationship mainly

driven by the summer US production season. In 2013, much lower level of soyoil

could be closely related to the signi�cant price drop of almost 10% from the past year

that has been seen for the major U.S. crops. Furthermore, variation in estimation

of β from the last year could be due to the fact that 2013 was the recovery period

for soymarket that su�ered yield damage a year before as a result of the drought in

most of the Midwest and High Plain.

4.3.3 Models Comparison

We proceed by considering di�erent model speci�cations for (4.1) and the prior

choice for β:

• MI
1 uses full model for (3.1) with an informative prior on β using the PMCS

estimator of the previous year,

• MU
1 as above but with a uniform prior on β,

• ML1
1 andML2

1 is asMU
1 but with one and two additional autoregressive terms

resp., i.e. Γ1 · (yt−1 − yt−2), Γ2 · (yt−2 − yt−3).
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• M2 is asMU
1 but without factors, i.e. �xed µt = 0.

• M3 uses (3.1) with µt = 0 and α, β = 0, i.e. using only a time varying

intercept ξ with no cointegration,

• MC uses (3.1) with β known and �xed to the CBOT quoted values,

• MF is a dynamic factor model containing µ and ξ only, i.e. α, β = 0.

We wish to compare the models above in order to assess the various features

in (4.1), i.e. speci�cation of priors, the inclusion of factors µ, how appropriate it

is to include additional lags. We will assume equal model probability a priori and

so in Table 4.5 we present the estimates of the log marginal likelihoods p(y|M)

as computed from separate MCMC runs. We use the stabilized harmonic mean

estimator proposed in Raftery et al. [2007]. We chose the stabilization because

we can marginalize out terms related to µt and obtain an estimator with reduced

variance. In Appendix B.3 we also present diagnostics and a comparison w.r.t the

baseline harmonic mean estimator. The �rst conclusion from Table 4.5 is that either

one ofMU
1 andMI

1 are the best performers for every year except 2005, 2009, 2010

and 2014. Cointegation is de�nitely a useful property here and only in 2014 a model

without it (MF ) is marginally better. Note also, that in Table 4.4, 2014 has a quite

high value for τ̂ 2
spβ which could be the reason for this. In fact, 2014 was a year of

higher than usual production, so our approach seems to adapt to changes in market

supply and demand. In the other years (2005, 2009, 2010) models with the higher

order lags,ML·
1 , seem to improve the marginal likelihood, but of course this comes

at some loss in parsimony. In addition, for most years using an informative prior

MI
1 yields the better results. When comparing M?

1 (models with a cointegation

relationship and factors) withM2, we notice that removing factors results in much

lower marginal likelihood. It is interesting to note that the plain cointegration model

ofM2 is closer (and often worse) to a baseline model with a time varying intercept,

M3. We believe that not accounting for a state space extension could mask the
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cointegration signal. This could be attributed to µt capturing time varying features

which are evidently present for this kind of data. Overall, this suggests using factors

here is very bene�cial, which do produce a decent goodness of �t even without

cointegration included.

The next question to address is how many lags we shall use. We have already

seen that models with no lags perform better in most years, i.e. MI/U
1 has higher

evidence than ML·
1 . One could then compare ML1

1 with ML2
1 and notice that the

former outperforms the latter in nine out of �fteen years. It seems overall that

increasing the number of lags does not come with an increased goodness of �t for

most years and in the interest of parsimony we did not consider investigating higher

order lags. Finally, we want to compare our proposed model with the speci�cation

treating β �xed to CBOT values. Clearly,MI/U
1 provide signi�cantly higher evidence

thanMC . We note that this is a favorable evidence for joint learning of β, µt as we

suggest in this work.

Furthermore, in Figure 4.8, we present the resulting posterior credible intervals

of β(2) for every year in cases when µt is included or not. Incorporating µt results

in more con�dent estimation and tighter posteria. The results for β(3) are similar

so we omitted them here. Finally, in Figure 4.10, for the same two cases we attempt

to visualise the predictions of the spread zt on a daily basis using current year's

price, but the model parameters sampled from the previous year's posterior. We

plot the 95% quantiles for p(zt|y1:t−1, ỹ) with ỹ being the previous year's data and

yt representing the current year's prices for day t. Again, including µt results in

tighter prediction intervals. For brevity, we present only representative results from

years 2005 and 2006.
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Table 4.4: MCMC estimates for β̂, ρ(B), ρ(A), τ̂ 2
spβ.

Year (β̂(2), β̂(3)) ρ̂(A) (V ar [ρ(A)|y]) ρ̂(B) (V ar [ρ(B)|y]) τ̂ 2
spβ

2001
(
−21.20, −1.41

)
0.91(0.01) 0.51(0.19) 0.0001

2002
(
−20.58, −3.23

)
0.92(0.02) 0.45(0.16) 0.0179

2003
(
−43.09, −0.18

)
0.86(0.02) 0.21(0.11) 0.0041

2004
(
−15.91, −2.21

)
1.02(0.01) 0.33(0.11) 0.0015

2005
(
−17.52, −2.14

)
0.94(0.009) 0.26(0.10) 0.0015

2006
(
−28.58, −1.53

)
0.94(0.012) 0.34(0.09) 0.0072

2007
(
−12.15, −2.00

)
0.87(0.02) 0.72(0.12) 0.0001

2008
(
−11.10, −2.14

)
0.74(0.04) 0.32(0.18) 0.0006

2009
(
−12.92, −2.03

)
0.98(0.01) 0.27(0.11) 0.0001

2010
(
−11.92, −2.15

)
0.92(0.01) 0.33(0.11) 0.0004

2011
(
0.59, −3.29

)
0.96(0.01) 0.41(0.16) 0.5908

2012
(
−10.04, −2.96

)
0.97(0.01) 0.34(0.14) 0.0057

2013
(
−4.39, −1.80

)
0.99(0.01) 0.44(0.11) 0.1126

2014
(
−15.88, −1.41

)
0.99(0.02) 0.39(0.17) 0.3066

2015
(
−11.67, −2.73

)
0.87(0.02) 0.72(0.12) 0.0294

Table 4.5: Log Marginal Likelihoods for di�erent models.

Year MU
1 MI

1 MF ML1
1 ML2

1 MC M3 M2

2001 −1041.11 − −1048.94 −1053.06 −1044.00 −1096.56 −1162.37 −1158.57

2002 −1075.51 −1063.10 −1077.48 −1075.72 −1081.74 −1090.35 −1187.56 −1182.18

2003 −1279.71 −1298.10 −1279.79 −1319.02 −1301.06 −1343.89 −1361.9 −1363.39

2004 −1596.86 −1582.86 −1602.62 −1596.91 −1593.68 −1681.42 −1637.9 −1632.33

2005 −1281.74 −1280.72 −1284.90 −1272.14 −1275.55 −1337.16 −1365.79 −1368.66

2006 −1123.11 −1106.25 −1120.47 −1186.90 −1119.48 −1154.17 −1218.79 −1214.94

2007 −1363.54 −1316.18 −1382.82 −1350.60 −1353.94 −1432.41 −1475.61 −1476.52

2008 −2026.45 −1987.08 −2042.97 −2026.29 −2024.49 −2083.34 −2073.28 −2048.79

2009 −1733.89 −1728.94 −1747.95 −1730.49 −1725.89 −1777.41 −1806.99 −1804.51

2010 −1567.58 −1567.38 −1578.49 −1563.32 −1566.98 −1600.08 −1631.47 −1634.52

2011 −1600.11 −1645.78 −1642.09 −1636.58 −1642.06 −1681.60 −1688.46 −1691.76

2012 −1765.74 −1748.68 −1765.91 −1765.93 −1768.14 −1799.89 −1793.40 −1795.73

2013 −1624.68 −1592.69 −1622.22 −1629.18 −1635.12 −1658.45 −1668.47 −1673.75

2014 −1732.26 −1731.64 −1728.91 −1743.33 −1747.74 −1734.68 −1762.15 −1766.62

2015 −1522.72 −1517.11 −1528.55 −1523.56 −1540.27 −1544.85 −1569.84 −1575.18
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4.4 Conclusions and Extensions

There are several advantages of using a CVAR model to estimate the cointegration

vectors instead of using physical considerations related to the crush spread. For

instance, in 2014 our model is able to adapt to changes in market supply and demand,

showing considerably higher variability in the corresponding posterior compared to

previous and following years. Our proposed model is more �exible than common

CVAR models by including e�ects related to seasonality and being able to capture

time varying behaviour related to aspects that are di�cult to model such as market

dynamics, climate variation and level of speculation. Our data analysis for the soy

beans crush spread indicates that the proposed model leads to accurate estimation

and more con�dent predictions of the spread series and the cointegration relations.

We also found that our model outperforms other commonly used formulations. We

emphasize that a reliable statistical analysis of this type is possible only after the

development of a dedicated e�cient MCMC sampler presented here.

Given the generality of the CVAR modelling, our approach can be generalized

to other commodity spreads, such as crack or spark spreads. Future work could

also look at non-linear stochastic volatility models and extensions of the sampling

methodology using particle MCMC methods as in Andrieu et al. [2010], Pitt et al.

[2015]. In a preliminary work not presented in this thesis, we developed a multi-

variate stochastic volatility extensions of CVAR models based on the formulation

proposed in Philipov and Glickman [2006]. We have seen that it is e�cient to com-

bine samplers based on Particle Gibbs for the updates of the cointegration model

and PMMH for the static parameters of the latent path.

In the soybean case study it was reasonable to assume for the cointegration

rank r = 1. However, in other application contexts this needs to be learnt from

data, so extensions of this work can include joint estimation of the cointegration

rank, CVAR parameters and the number of factors K and lags. A starting point

in this direction could be to investigate extensions based on the fractional Bayesian
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method of Corander and Villani [2004] or transidimensional Monte Carlo of Peters

et al. [2011].

Finally, we note that many other alternatives to the stabilized harmonic mean

can be used to e�ciently estimate model evidence. In particular, in the context of

this work, these can be Metropolis-Hastings extension of the Chib's method, see Chib

and Jeliazkov [2001], methods based on Bridge Sampling, as proposed in Meng and

Wong [1996] and used in Frühwirth-Schnatter [2004] or the SMC methods, Doucet

et al. [2000b], Doucet and Tadi¢ [2003] already explained in Chapter (2) in Section

(2.3).
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Figure 4.1: Estimation of µt(l) for l = 1, . . . , 4. In each panel we show the true µt(l)
used to simulate the data (red line), MMSE estimate from Algorithm 4.1 (green
line) and 95% posterior credible intervals (dashed lines).
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Figure 4.2: Histograms with estimated marginal density curves of all entries of the
long-run multiplier matrix Π = αβT , p(Πi,j|y) for (i, j) ∈ {1, 2, 3, 4}. The red
horizontal lines mark the true values of the data generating parameters and the
green ones their MMSE estimates. Blue line is the �tted posterior density curve.
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Figure 4.5: The prices of soybean (top row), soyoil (middle row), soymeal (bottom
row) for 2008 (left) and 2014 (right).
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Figure 4.6: Rescaled prices of soybean (black), soymeal (green) and soyoil (red) for
2008 (left) and 2014 (right). We rescale the prices by multiplying the time series of
soymeal and soyoil with the ratio of the maximum realized price for soybean over
the one for soymeal and soyoil respectively
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Figure 4.7: Posterior density of the spectral radius of autoregression matrix B.
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Figure 4.8: Marginal posterior distributions of β(2) obtained under the modelsMU
1

(left in each panel) andM2 (right in each panel).
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correspond to Johansen restricted maximum likelihood estimates and box-plots are
their respective bootstrap con�dence intervals. In both plots green lines denote βC .

119



0 50 100 150 200 250

8
0

4
0

0

2005

trading day

s
p
re

a
d

0 50 100 150 200 250

8
0

4
0

0
−

4
0

2006

trading day

s
p
re

a
d
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Chapter 5

Optimal regulation for controlled

Hidden Markov Models using

Particle Methods

5.1 Introduction

In this Chapter, we propose a particle method to estimate the optimal control in-

puts for a risk sensitive stochastic decision making problem where a multiplicative

reward is used. The problem is to identify a control sequence such that the resulting

observations from the non-linear, non Gaussian state-space model match a required

deterministic reference sequence with respect to the particular choice of reward.

The approach provides stochastic extension to the earlier e�orts for deterministic

systems in M�guez et al. [2010], Najim et al. [2006], Stahl and Hauth [2011] and

exploits a sequential Monte Carlo algorithm, see Doucet et al. [2001] and Liu [2001],

for an appropriate dual �ltering problem. The underlying idea behind the method

is presented with a conditional linear model in mind. For non-linear models, exten-

sions using SMC2 are proposed; see Chopin et al. [2013] and Section 2.4.4 presented

earlier for a short summary. We will present a series of numerical experiments that
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illustrate the performance of the method on particular simulated data examples.

The numerical examples include a linear Gaussian model to show the validity of the

approach, a conditionally linear model inspired from resource allocation in energy

networks and a non-linear model of Continuous Stirred Tank Reactor (CSTR).

5.1.1 Model Formulation

In what follows we present the state space model that is the same as stated in Section

2.3.1. The only di�erence is that we allow now both the transitions and observations

to be dependent on the sequence of controllers U speci�ed by the user.

Let {Xn}n≥0 and {Yn}n≥1 be X and Y-valued stochastic processes de�ned on a

(measurable) space (Ω,F). The discrete-time process {Xn}n≥0 is a latent Markov

state of initial distribution δx0 (dx) and Markov transition density f(xn|xn−1, un).

We only have access however to the observation process {Yn}n≥0, which is assumed

conditionally independent given {Xn}n≥0, {Un}n≥1 and follows a conditional likeli-

hood g(yn|xn, un). {Un}n≥1 is a deterministic U -valued exogenous control input or

action sequence that will be used to regulate the state and observation pair. All den-

sities are taken with respect to appropriate dominating measures, e.g. the Lebesgue

measure. To summarize, we pose the model in a state space form:

Xn ∼ f(·|Xn−1, Un) (5.1)

Yn ∼ g(·|Xn, Un) (5.2)

We will treat the realizations of Yn as the system output and our objective is

to be close to a given deterministic reference signal r1:n. We will refer to this as

the regulation problem and we will choose the controls so that this is achieved using

optimal control with the following �nite horizon multiplicative risk-sensitive reward:

J(u1:T ; r1:T , x0) = Ex0

[
exp(−1

2
(
T∑
n=1

‖rn − Yn‖2
R + ‖un − Ξun−1‖2

L))

]
. (5.3)
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Here the expectation is taken with respect to the path of the joint Markov Chain

{Xn, Yn}Tn=1 starting with X0 = x0, i.e. for any measurable function φ : X T ×X T →

R,

Ex0 [φ(X1:T , Y1:T )] =

∫
φ(x1:T , y1:T )

T∏
n=1

f(xn|xn−1, un)g(yn|xn, un)dx1:Tdy1:T

and we also denote ‖x‖2
R = x

′
Rx. The typical values for Ξ should be I or 0 re�ecting

single unit controller or smoothness of the controllers path penalty respectively.

Note furthermore that R and L determine degree of penalty in the overall cost

accounting for the deviation from the reference and the size of controllers increments

respectively. They should be assumed known a priori depending on the problem in

question and the practitioners preferences. The corresponding Open Loop optimal

policy is:

u∗1:T = arg max
u1:T∈UT

J(u1:T ; r1:T , x0) (5.4)

assuming the maximum is indeed attainable and well de�ned. Partially observed

controlled processes given by the controlled HMM's and the related decision making

problems are ubiquitous in various application domains. With the most prominent

being trajectory tracking, see Kantas et al. [2009]. In such cases, the state space

model formulation correspond to the equation of motion with some unobservable

error which amounts to the measurement equation. The objective is to coordinate

objects, for example aircraft �ying at constant altitude by controlling its bearing.

Another example is from the �nancial context. U can correspond here to the amount

of quantities which are to be bought or sold. Controlled state space model represents

then a price process which is partially observable due to the market impact compo-

nent driven by the strength of trading actions and the reference can be thought of the

target wealth pro�le, see Abeille et al. [2016] and Dombrovskii et al. [2018]. In this

thesis, we will speci�cally focus on the examples in resources management for en-

ergy optimization and planning as well as the common problem from computational
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chemistry, i.e. Continuous Stirred Reactor Tank.

The reward in (5.3) resembles closely the risk-sensitive control formulation de-

scribed in detail in Whittle [1990], James et al. [1994] and Collings et al. [1996].

However, our setup is di�erent in that we use a general partially observed controlled

Markov process, and hence we can only require the observations y1:T to track explic-

itly set reference r1:T rather than a hidden state of the process. For more technical

details on the admissible set of controls U , see Hernández-Lerma and Lasserre [2012].

For simplicity, here we just assume that Un is a function of r1:T , Y1:n−1 and x0 such

that the optimization problem is well posed.

Even though the optimal control inputs are deterministic, for the purpose of

simulation, we follow a Bayesian approach and treat them as random. A similar ap-

proach has been used in Kantas et al. [2010], where the optimal controls were treated

as a batch of parameters and computed using expensive annealing techniques. In

contrast to Kantas et al. [2010], in this Chapter we will derive an equivalent se-

quential Bayesian �ltering problem and hence convert the problem in (5.4) to a

Maximum a Posteriori (MAP) estimation. The key di�erence in our work is that

we reformulate the problem into a suitable state space setup. Consequently, it boils

down to computing a sequence of target densities of increasing dimensions, namely

{πn(u1:n)}Tn=1, in a similar manner to Bayesian �ltering. Apart from a few special

cases, evaluating these densities is either analytically or computationally intractable.

For example, when discrete action spaces are used, considering all possible sequence

of actions would require exponentially increasing computations with T . This can be

seen as a manifestation of the curse of dimensionality.

Therefore there is a need to employ numerical approximations for a sequence of

densities {πn(u1:n)}Tn=1 de�ned on increasing action spaces. We will apply SMC, a

popular technique used routinely for complex high dimensional and non-linear �l-

tering problems, see Formulae [2004], Doucet et al. [2001], Liu [2001] and Zhou and

Chen [2013]. In addition to using SMC to approximate the maximizer in (5.4), we
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use a separate PF to approximate the �ltering distribution for p(xn|y1:n, u1:n, r1:n).

When applied for the purpose of optimization, the closest works to ours are Stahl

and Hauth [2011], Najim et al. [2006] and M�guez et al. [2010]. The latter treats

generic optimization problems not customized for state space models and control

applications. Najim et al. [2006] in turn propose a novel way to regulate a de-

terministic non-linear process using particle �lters and to compute the optimizers.

Stahl and Hauth [2011] then follow up this approach and use these optimizers to

compute open loop controls and apply them to Model Predictive Control problems.

This approach, similarly to the method we propose, is based on interacting particle

systems. Unlike our method however, when computing u∗1:t, it treats the model as

deterministic.

We also note that other SMC approaches are possible in stochastic control: com-

puting optimal policies using gradients as in Andrieu et al. [2004] and Singh et al.

[2007] as well as providing approximations of p(xn|y1:n, u1:n) in receding horizon

control used in Doucet et al. [2001]. This is however mostly done in the context of

additive cost.

One might ask why multiplicative costs are useful. Typically, given a reward

variable V , often maximization of E(V ) is not su�cient in practice as it does not

account for the variance V ar(V ). Usually, one could instead consider maximiz-

ing E(V ) − γV ar(V ), which is often referred to as mean-variance optimization,

see Markowitz [1952] for the most classical application. This could be however

seen as the second order Taylor expansion of E(exp(−γV )). In general, maximiz-

ing E(exp(−γV )) enables to account for the higher order moments, in particular

skewness and kurtosis. This is well documented in the modern portfolio selection

literature where exponential utility is commonly used, see Bielecki and Pliska [1999],

Fleming and Sheu [2000] and Nagai and Peng [2002]. The problem discussed in this

Chapter is also discussed in the dynamic trading context, wherein the objective is to

track the pre-speci�ed deterministic wealth curves, see Dombrovskii and Obyedko
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[2015] and Dombrovskii et al. [2018].

5.1.2 Organization

The organization of this chapter is as follows. In Section 5.2, we introduce the

concept of Model Predictive Control and discuss how it can be implemented using

Particle Filtering. The key component of this method is an Open Loop optimizer

which we discuss in Sections 5.3 and 5.4. In Section 5.3, we provide the general

exposition and the particular implementation in the conditionally linear models,

whereas in Section 5.4, non-linear extensions for the generic state space models are

considered. Finally, in Section 5.5, we develop the numerical case studies illustrating

the performance of the algorithms proposed earlier. Section 5.6 concludes with the

remarks on the further research directions and a brief overview of some other ideas

we had undertaken but did not pursue in more depth in this chapter.

5.2 Filtering and Model Predictive Control

In (5.4) the solution of the optimal control is presented as an open loop problem.

This means that Un is calculated in the absence of any information collected between

time 1 and time T . Clearly this is suboptimal and well documented in the automatic

control literature, e.g. Bertsekas et al. [2005]. What we want to implement instead

is a so called feedback policy, whereby Un is adapted to all available information

at time n, i.e. Y1:n−1, U1:n−1, r1:T . One option is to use dynamic programming (as

in Bertsekas et al. [2005] or Hernández-Lerma and Lasserre [2012]), but for general

state spaces and nonlinear models this approach is intractable. One could consider

numerical approximations, which is the route we will take here. Instead of solving

dynamic programming numerically, we will use receding horizon policies also known

as Model Predictive Control. This is a pragmatic approach using successive open

loop optimizations and each time applying the �rst (or �rst few) input(s). The
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Algorithm 5.1 MPC
1. At time n

(a) Solve OL problem

un,∗n+1:n+H = arg max
u1:T

Eπun

[
exp(−1

2
(
n+H∑
k=n+1

‖rk − Yk‖2
R + ‖uk − Ξuk−1‖2

L))

]
.

(b) Apply un,∗n+1 in (5.1)-(5.2) and collect observation Yn+1.

(c) Update Filter to obtain πun+1.

question remains of how to implement MPC. To make the problem easier, we solve

(5.3) for a shorter horizon H rather than T and obtain U1,∗
1:H . Then apply U1,∗

1 .

In (5.3) the initialization is given, but now under U1,∗
1 the system evolves and one

obtains Y1. So to initialize the next OL optimization we can propagate the initial

distribution (here δxo) to get the �rst �lter πu1 (x1) = p(x1|Y1, U
1,∗
1 ). Consequently,

one can solve the same OL problem as before using πu1 as the initial distribution.

The procedure can be formalized as in Algorithm 5.1.

In step (b) Xn is hidden from the decision maker and hence one needs to prop-

agate the �lter. The latter is propagated using the standard recursions,

πun(xn) =
g(yn|xn, un)

∫
πun−1(xn−1)f(xn|xn−1, un)dxn−1

p(yn|y1:n−1, u1:n)
.

For simplicity, we use the same letter and use the superscript in u to distinguish the

controlled �lter from the arti�cial distributions on u1:n. For most models this cannot

be done analytically and so one needs to resort to the PF instead. In addition, in

step (a) we need a OL optimizer. In this work it will be achieved using Monte Carlo

optimization based on SMC which is to be explained in details in the next section.

127



5.3 SMC for Open Loop optimization

Here we propose an OL solver for (5.4) which can be e�ectively applied within the

MPC with shorter horizons. We will begin by making some preliminary assumptions

for our models. They will allow for simple illustration of the methodology and will

be later extended for more general problems.

• (H0) J(u1:T ; r1:T , x0) is �nite.

• (H1) Assume the tractability of a pseudo likelihood for rn. The following

integral

g̃(rn|xn, un) =

∫
dn(yn, rn)g(yn|xn, un)dyn

can be computed analytically. Here we denote d(Yn, rn) = exp(−1
2

∑T
n=1 ‖rn − Yn‖

2
R).

• (H2) Assume that the predictive likelihood for rn:

Gn(u1:n) = p(rn|r1:n−1, u1:n) =

∫
g̃(rn|xn, un)p(xn|r1:n−1, u1:n)dxn

is also analytically tractable.

(H0) is quite essential in what follows but is to a certain extent standard. One

could require for instance fn(x′|x, u) > 0 and gn(y|x, u) > 0 for any x′, x ∈ X ,

y ∈ Y and u ∈ U , and allow in the optimization problem (5.4) for admissible U1:T

leading to �nite J . (H1), (H2) are very strong assumptions. (H1) essentially implies

Gaussian noise for Yn and (H2) in practice holds for conditionally linear models or

discrete state spaces; this will be considered in Section 5.3.1. Assumption (H1) is

not very challenging to relax and deal with numerically. For instance one can use a

Monte Carlo or Gaussian approximations or even de�ne log d and J with a di�erent

norm leading to other distributions, e.g. Laplace corresponding to the risk sensitive

version of L1 norm. Constructing approximations for g̃ is fairly straightforward

using recent works that combine approximate bayesian computation and HMMs (
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Jasra et al. [2012], Ehrlich et al. [2015]). To keep exposition simpler we will not

pursue it further here. (H2) is more challenging and relaxing it will be dealt with

in section 5.5.3, where the non-linear models will be of interest. Denote

M(un−1, un) ∝ exp(−1

2
‖un − Ξun−1‖2

L) (5.5)

which can be seen as a Gaussian kernel and note that (5.3) can be rewritten as

follows

J(u1:T ; r1:T , x0) =

(
T∏
n=1

M(un−1, un)

)∫ T∏
n=1

d(yn, rn)

× g(yn|xn, un)f(xn|xn−1, un)dy1:Tdx1:T ,

(H1) allows us to integrate out y1:T and write the problem only in terms of r1:n.

Furthermore, we will use (H2) and convert the integral of a product to a product of

integrals and write J as follows

J(u1:T ; r1:T , x0) =

(
T∏
n=1

M(un−1, un)

)∫ T∏
n=1

g̃n(rn|xn, un)f(xn|xn−1, un)dx1:T

=
T∏
n=1

M(un−1, un)Gn(u1:n)

Given (H0) we may normalize J so that it looks like a probability density function.

Let

πn(u1:n) =
1

Zn

n∏
k=1

Gk(u1:k)M(uk−1, uk)

with Zn =
∫ ∏n

k=1 Gk(u1:k)M(uk−1, uk)du1:n. Note that using Bayes rule, πn(u1:n)

can be interpreted as the conditional distribution of u1:n given the reference signal

r1:n. In addition, it is possible to simulate these conditional distributions with

particle methods used routinely for stochastic �ltering. So that by means of a

suitable sampling scheme, we can provide good approximations of the mode of πT ,
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which coincides with u∗1:T in (5.4). To make this point clear
∏T

k=1M(uk−1, uk) can be

viewed as a prior distribution on U1:T and
∏T

k=1Gk(u1:k) as the conditional likelihood

of r1:T given U1:T . Note that in our original problem in (5.3), U1:T is deterministic.

We then used the structure of J to construct M as a Gaussian kernel. When (5.4)

is viewed in terms of

ũ∗1:T = arg max
u1:T

πT (u1:T ), (5.6)

πT is a conditional density, which in turns implies U1:T is stochastic and forms a

priori a Markov process with transition density given by M . We note that this is

an arti�cial probability distribution of U1:T , which simply enables sampling meth-

ods based on particle �ltering to be used. Consequently, we have converted the

regulation problem to an inference problem for u1:T given the data r1:T .

A way to explain this regulation strategy in analogy to the deterministic reg-

ulation problem is that we use the control sequence to guide the state predictor

p(xn|r1:n−1, u1:n). The predictor in turn in�uences the potential Gn(u1:n) and hence

πn. Similarly in the deterministic case the control sequence would in�uence the

observations both directly and through the state.

Remark 5.1. Note that one could use also an annealing principle and compute ũ∗1:T =

arg maxu1:T
πT (u1:T )γ. If one is interested in estimating the mode of a density πT

this is equivalent to estimating the mode of πT γ. When γ > 1 there are advantages

in terms of numerical methods, but this is straightforward to exploit only when

(H0)-(H2) hold.

5.3.1 Conditionally Gaussian Linear State Space Models

Assume (5.1)-(5.2) can be written as

Xn = An(Un)Xn−1 + φn(Un) +Bn(Un)Wn (5.7)

Yn = Cn(Un)Xn + τn(Un) +Dn(Un)Vn (5.8)
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where {Wn}n≥1 and {Vn}n≥0 are independent sequences of normal random variables,

i.e. Wn, Vn ∼ N (0, I) . These are often referred to as Conditionally Gaussian Linear

State Space Models. These processes have been widely investigated in computational

statistics, see Andrieu and Doucet [2002], Lindsten et al. [2013]. They can also be

found in numerous applications such as object tracking and �nancial commodities

modelling, see Kantas et al. [2009], Nguyen et al. [2017]. We discuss this case

separately because the conditions (H1) and (H2) are satis�ed here and analytical

Gaussian formulations are available. It also allows for an easy framework to present

the SMC based optimizer providing the motivation for the approximations used later

on.

Given the Gaussian additive structure, we can marginalize out the observations

Y and due to the Gaussian convolution property, we can straightforwardly obtain:

g̃n(rn|xn, un) ∝ exp

(
−1

2
‖rn − Cn(un)xn − τn(un)‖2

Q−1
n

)

where Qn = Dn(Un)Dn(Un)
′
+ R−1. Also the potential function G can be derived

as:

Gn(u1:n) =
n∏
k=1

(2π)−nx/2|Sn|−1/2 exp

(
−1

2
‖rk −mk‖2

Sk−1

)
, (5.9)

where mn, Sn can be calculated iteratively using the following Kalman recursions

presented in Algorithm 5.3 (with Un dependency dropped for simplicity).

5.3.2 SMC Optimization

In Algorithm 5.2, we present a SMC method to sample approximately from πn.

Within this algorithm the samples and weights are used to compute an approxima-

tion of the mode ũ∗1:T . Steps (a) and (e) use standard Importance Sampling with an
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arbitrary proposal density qn(un|u1:n−1) and unnormalized weights computed as:

w1 (u1) =
G1 (u1)M (u0, u1)

q1 (u1)
, (5.10)

wn (u1:n) =
Gn (u1:n)M (un−1, un)

qn(un|u1:n−1)
for n ≥ 1. (5.11)

The notation in step (e) is shorthand for writing W i
n =

wn(U i1:n)∑N
i′=1 wn(U i

′
1:n)

. Step (f)

corresponds to sampling from the given multinomial distribution with replacement.

In contrast to standard SMC or �ltering methods, we use likelihood Gk that de-

pends on the full path U1:k. This means that the path degeneracy due to resampling

can be a serious issue and possibly give rise to spurious MAP estimation. Step 2(g)

of the algorithm tries to overcome this weakness by perturbing the particle pop-

ulation {U i
1:n} with an appropriate kernel Kn as in resample-move particle �lters,

e.g. Gilks and Berzuini [2001]. We thus need a kernel Kn (u′1:n|u1:n) with invariant

density πn, i.e.

πn (u′1:n) =

∫
πn (u1:n)Kn (u′1:n|u1:n) du1:n.

A small number of Markov Chain Monte Carlo (MCMC) iterations can be used for

constructing Kn, see the methods discussed in Section 2.4.1 for a possible imple-

mentation.

Note that Kt is de�ned on the path space. Therefore, in order to compute the

corresponding acceptance ratio, it will be necessary to re-run the Kalman recursions

of Algorithm 5.3 up to time t. We will also have to use its output to compute ait

and the su�cient statistics µin−1|n−1,Σ
i

n−1|n−1, as in step 2(g). The computational

cost of the algorithm is of order O(T 2) for every MCMC run from 1 to T . This

methodology is predominantly about to serve as an Open Loop numerical solver to

track short length trajectories, like in Model Predictive Control. Therefore, time

horizon T is usually assumed to be relatively small, which is quite common in MPC

(Rawlings et al. [2017], Maciejowski [2002]).
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Algorithm 5.2 Open-loop SMC optimizer. We adopt the convention that whenever
the index i is used we mean `for all i ∈ {1, ..., N}'.

1. At time n = 1

(a) Sample U i
1 ∼ q(·).

(b) Compute µi1|1,Σ
i
1|1.

(c) Compute G1 (U i
1) .

(d) Set ai1 = logG1 (U i
1)− 1

2
‖U i

1‖
2
L.

(e) Compute W i
1 ∝ w1

(
ui1,1
)
,
∑N

i=1W
i
1 = 1.

(f) Resample
{
W i

1,
(
U i

1, a
i
1, µ

i
1|1,Σ

i
1|1

)}
i
to obtain

{
1
N
,
(
U
i

1, a
i
1, µ

i
1|1,Σ

i

1|1

)}
i
.

2. For n = 2, . . . , T

(a) Sample U i
n ∼ qn( ·|U i

1:n−1) and set U i
1:n ←

(
U
i

1:n−1, u
i
n

)
.

(b) Compute µin|n,m
i
n,Σ

i
n|n, S

i
n using µin−1|n−1,Σ

i

n−1|n−1 as an input to Algo-
rithm 5.3.

(c) Compute Gn (U i
1:n) using µin|n,Σ

i
n|n from Algorithm 5.3

(d) Set ai1 = ai1 + logGn (U i
1:n)− 1

2

∥∥U i
n − U i

n−1

∥∥2

L

(e) Compute W i
n ∝ wn (U i

1:n) ,
∑N

i=1W
i
n = 1.

(f) Resample
{
W i
n,
(
U i

1:n, a
i
n, µ

i
n|n,Σ

i
n|n

)}
i

to obtain{
1
N
,
(
U
i

1:n, a
i
n, µ

i
n|n,Σ

i

n|n

)}
i
.

(g) Move U
i

1:n ∼ Kn

(
·|U i

1:n

)
and collect the updated ain, µ

i
n|n,Σ

i

n|n

3. Compute I = arg max1≤i≤N a
i
T and return U

I

1:n as the estimate of ũ∗1:T

Convergence

In order to use

π̂ (du1:n) =
N∑
i=1

W i
nδU i1:n

(u1:n)

as a tool to approximate u∗1:n, one could follow the approach set by Najim et al. [2006]

based on the propagation of chaos. It can be established that if u1:n ∼ π̂ (du1:n) then
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Algorithm 5.3 Kalman Recursions
1. Input: µn−1|n−1 and Σn−1|n−1 computed at time n− 1

2. At time n compute:

µn|n−1 = Anµn−1|n−1 + φn

Σn|n−1 = AnΣn−1|n−1A
′

n +BnB
′

n

mn = Cnµn|n−1 + τn

Sn = CnΣn|n−1C
′

n +Qn

Kn = Σn|n−1C
′

nS
−1
n

µn|n = µn|n−1 +Kn(rn −mn)

Σn|n = Σn|n−1 −KnCnΣn|n−1

3. Output: µn|n,mn and Σn|n, Sn

there exists a constant c such that the distribution of this sample satis�es

‖L (u1:n)− πn (du1:n)‖TV ≤ c
n

N
. (5.12)

This results says that the distance between the distribution of a single particle drawn

from π̂n and the target πn typically increases roughly linearly in time, in contrast

with the exponential rate that is true for standard importance sampling techniques.

Result (5.12) can be further generalized for a sub-sample of π̂n with l-elements.

Let π⊗ln be the tensor product composed of l copies of πn, then for any n > 0 and

1 < l < N there exists some �nite constant d(n) such that

∥∥∥L(U1

1:n, . . . , U
l

1:n

)
− π⊗ln (du1:n)

∥∥∥
TV
≤ d(n)

l2

N
. (5.13)

This means that asymptotically
{
U
i

1:n

}l
i=1

will behave almost like independent sam-

ples of πn. Hence, if we choose the size of the sub-samples to vary with N so that

l(N) = o(
√
N), the following holds for every δ > 0,

P
(

max
1≤i≤l

πT

(
U
i

1:T

)
< max

u1:T∈UT
πT (u1:T )− δ

)
≤ d(n)

l(N)2

N
+
(
1− πT (UTδ )

)l(N)
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with UTδ =
{
u1:T ∈ UT : πT (u1:T ) > maxu1:T∈UT πT (u1:T )− δ

}
. This implies conver-

gence in probability, that is for every δ > 0:

lim
N→∞

P
(∣∣∣∣ max

1≤i≤l(N)
πT

(
U
i

1:T

)
− max

u1:T∈UT
πT (u1:T )

∣∣∣∣ > δ

)
= 0. (5.14)

For more details on these results see Formulae [2004] and Najim et al. [2006]. In

M�guez et al. [2010] one can �nd also a result similar to (5.14) but with the stronger

notion of almost sure convergence.

5.4 Nonlinear Models and SMC2

Since (H2) condition does not hold for the generic non-linear case and we can no

longer marginalize out the latent states, the potential function G(u1:n) will not be

available analytically. We still assume (H1) so that we can view the reference signal

as the input data with the tractable observations density.

We note that in the previous example the state propagated in SMC procedure

is (U i1:n, p(xn|r1:n,U i1:n)). In the conditionally Gaussian linear case, the �ltering dis-

tribution is also Gaussian and hence can be uniquely represented by means of the

su�cient statistics, mn and Sn. In principle, in general state space models, we do

not have access to p(xn|r1:n, U1:n). In this section, it will be approximated by run-

ning the local particle �lter embedded within the outer �lter targeting the marginal

posterior of U1:n. Hence the particle system propagated in the non-linear case is{
W i
n,
(
U i

1:n, {W i,j
n , X i,j

n }
M
j=1

)}N
i=1

with the inner �lter {W i,j
n , X i,j

n }
M
j=1 providing ap-

proximation of p̂(xn|r1:n, U1:n). G(u1:n) needs to be approximated using standard

particle approximations. These are unbiased (see Section 2.3.3) and are given as:

Ĝ(U i
1:n) =

n∏
k=1

(
1

M

M∑
j=1

g̃(rk|X i,j
k , U

i
k)

)

with the respective terms de�ned in Algorithm 5.4.
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Note that this corresponds to the Bootstrap proposals applied for the local �l-

ters. Steps (a)-i, (a)-ii in Algorithm 5.4 correspond to step (b) of Algorithm 5.2,

whereby rather than �rst two moments, we propagate the approximation of the en-

tire distribution. Step (c) estimates the running reward which is optimized in Step

3. Approximation of the potential is carried out in (b). In 2(e), for the particle re-

juvenation, instead of the usual MCMC, we need to adopt the appropriate PMMH

kernel. Note also that resampling would amount to changing estimated likelihood

value of Ĝ(r1:n|U i
1:n). This needs to be taken into account as this quantity is plugged

into the evaluation of the acceptance ratio of PMMH.
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Algorithm 5.4 Open-loop SMC2 optimizer. We adopt the convention that when-
ever the index i or j is used we mean `for all i ∈ {1, ..., N}' or `for all j ∈ {1, ...,M}'

1. At time n = 1

(a) Sample U i1 ∼ q(·).

i. Sample Xi,j
1 ∼ f(·|U i1).

ii. Compute wi,j1 = g̃(r1|Xi,j
1 , U i1) and normalize W i,j

1 =
wi,j1∑M
j=1 w

i,j
1

.

(b) Compute Ĝ(r1|U i1) = 1
M

∑M
k=1 w

i,j
1 , set wi1 =

Ĝ(r1|Ui1)M1(U0,U
i
1)

q(Ui1)
and normalize W i

1 =

wi1∑N
i=1 w

i
1

.

(c) Set ai1 = log Ĝ(r1|U i1)− 1
2

∥∥U i1 − U0

∥∥2
L
.

(d) Resample

{
W i

1 , a
i
1, Ĝ(r1|Ui1),

(
Ui1,

{
W
i,j
1 , X

i,j
1

}
j

)}
i
to

{
1
N
, ai1, G(r1|U

i
1),

(
U
i
1,
{
W
i,j
1 , X

i,j
1

}
j

)}
i
.

i. Resample
{
W

i,j

1 , X
i,j

1

}
j
to obtain

{
1
M , X̃i,j

1

}
j
.

2. For n = 2, . . . , T

(a) Sample U in ∼ q( ·|U i1:n−1) and set U i1:n ←
(
U
i

1:n−1, U
i
n

)
, G(r1:n−1|U i1:n−1) =

G(r1:n−1|U
i

1:n−1).

i. Sample Xi,j
n ∼ f(·|X̃i,j

n−1, U
i
n) and set Xi,j

1:n ←
(
X̃i,j

1:n−1, X
i,j
n

)
.

ii. Compute wi,jn = g̃(rn|Xi,j
n , U in) and normalize W i,j

n =
wi,jn∑M
j=1 w

i,j
n
.

(b) Compute Ĝ(rn|r1:n−1, U
i
n) = 1

M

∑M
j=1 w

i,j
n and Ĝ(r1:n|Ui1:n) = G(r1:n−1|Ui1:n−1)Ĝ(rn|r1:n−1, U

i
n) ; set win =

Ĝ(rn|r1:n−1,U
i
n)M1

(
Uin−1,U

i
n

)
q(Uin|U

i
1:n−1

)
and normalize W i

n =
win∑N
i=1

win
.

(c) Set ain = ain−1 + log Ĝ(rn|r1:n−1, U in)− 1
2

∥∥U in − U in−1∥∥2L.
(d) Resample

{
W i
n, a

i
n, Ĝ(r1:n|Ui1:n),

(
Ui1:n,

{
W i,j
n , Xi,jn

}
j

)}
i
to

{
1
N
, ain, G(r1:n|U

i
1:n),

(
U
i
1:n,

{
W
i,j
n , X

i,j
n

}
j

)}
i
.

i. Resample
{
W

i,j

n , X
i,j

n

}
j
to obtain

{
1
M , X̃i,j

n

}
j
.

(e) Move U
i

1:n ∼ Kn

(
·|U i1:n

)
using PMMH kernel with the marginal likelihood computed

in step 2(b),(d) and collect updated ain, G
i
(r1:n|U

i

1:n),
{

1
M , X̃i,j

n

}
j
.

3. Compute I = arg max1≤i≤N a
i
T and return U

I

1:n as the estimate of ũ∗1:T .

5.5 Numerical Case Studies

In this section, we shall investigate numerically the performance of the algorithms

presented above. We will consider �rst a linear Gaussian case whereby the open loop
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Figure 5.1: Left plot: Dotted lines (in magenta) show 95% credible intervals obtained
from {U i

1:T}Ni=1 under Algorithm 5.2 with N = 1000 and m = 1 for the number of

MCMC steps. Solid line in blue is the estimated optimal path U
I

1:n and green is
the actual optimal path u∗1:T for the open loop case. Right plot: Dotted lines (in
magenta) show simulated 95% credible intervals for Y1:T (using 100 independent
samples) and blue solid line is reference r1:T .

maximization is a convex optimization problem that can be solved using standard

numerical methods. In this work, we use the Powell's method proposed in Powell

[1964] which is simple to apply as it does not require the derivation of gradients.

Then we consider a conditionally linear model dealing with a resource allocation

problem which we analyze to compare SMC and SMC2 described in Algorithms

5.2 and 5.4. We assess these models primarily in terms of the suitability for the

optimal control applications. Finally, we examine a non-linear example based on

the Continuous Stirred Reactor Tank for which we compare the open loop controller

and the MPC solutions.

5.5.1 Linear Gaussian model

We will consider a simple linear Gaussian state space model by setting in (5.7)-(5.8):

An = Cn = 0.5, Bn = Dn = 1, φn(un) = un, τn(un) = un, u0 = 0. For simplicity

we will demonstrate the performance of the algorithm for a scalar example with

the reference set as rn = cos (0.2πn+ 0.3) and the proposal qn simulating from the

kernelM(un−1, dun). In Figure 5.1, we use the particle cloud output from Algorithm

5.2 with N = 1000 and m = 1 to compute the estimated optimal path U
I

1:T together
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Figure 5.2: Box plots of log J(U
I

1:T ) with N = 102, 103, 104 and T = 20 obtained
under 100 independent runs of Algorithm 5.2.
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Figure 5.3: Diagnostic plots for U1:T , T = 50. Left: we plot the average acceptance
ratio vs n over N = 1000 for m = 1, 2, . . . , 5 MCMC iterations at each time n. All
�nal acceptance ratios are around 0.2 that is considered a typical choice for e�cient
sampling. Right: From the �nal particle cloud {U i

1:T}Ni=1 we plot kernel density
estimates of U1, UT/2, UT−1 as approximated when using m = 1, 2, . . . , 5 for the total
number of rejuvenation steps at time n.
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Figure 5.4: Comparison of di�erent MCMC rejuvenation schemes with N = 100

and T = 50. We plot log J(U
I

1:T ) for no MCMC (Standard), Metropolis Hastings
with normal random proposals (MH), random walk proposals using empirical mean
and covariance from the particles (Adaptive) analogous as in Chopin [2002] and a
pre-conditioned Crank-Nicolson (pCN), see Cotter et al. [2013]. All procedures are
tuned to ensure average acceptance ratio for each sampler at �nal time is around
0.2.

with 95% credible intervals. We also present the true open loop solution u∗1:T , which

agrees well with its estimate. In simulations not shown here with higher values of N

we can obtain even higher accuracy. In the right plot of Figure 5.1, we also present

simulated credible intervals for distribution of the observation paths y1:T obtained

under the estimated u∗1:T , which can be used for uncertainty quanti�cation. In

Figure 5.2 for T = 20, we investigate the accuracy of the open loop maximization

for di�erent N = 102, 103, 104 using 100 independent runs of the Algorithm 5.2.

Clearly with increasing N , estimation of u∗1:T shows signi�cantly reduced Monte

Carlo variance and bias.

In Figure 5.3, we present some simulation diagnostic plots. We monitor the

average acceptance ratio of the MCMC rejuvenation step against time and distri-

butions of U1, UT/2, UT−1 as computed from the �nal particle cloud, {U i
1:T}Ni=1. It is

expected that increasing m improves performance when sampling U1:n and here a

value of m = 4− 5 seems appropriate. Examining U1 is particularly relevant, as U1

is used when implementing this scheme within MPC. Furthermore, the performance

can be improved even further using more elaborate IS proposals.

Finally we compare the performance of di�erent MCMC schemes in Figure 5.4.
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It is clear that MCMC rejuvenation is bene�cial. We found that pre-conditioned

Crank-Nicolson, as proposed in Cotter et al. [2013], was easier to tune and implement

and outperformed the other approaches. This could be due to its suitability for

applications in higher dimensional setups, see Hairer et al. [2014] and Kantas et al.

[2014]. That is why in other experiments analyzed in this Chapter we will use pCN.

5.5.2 Plant Scheduling Example

The motivating application comes from the area of power engineering and electricity

networks management. Traditionally, state space models used in power engineering

are deterministic. In many problems this is completely unjusti�ed. For example

when predicting the short term available wind power and the temperature driven

consumer demand (see Sturt and Strbac [2012] and Yu et al. [2009] and the references

within), or when examining the power transfer �uctuations across transmission lines,

as in Stahlhut et al. [2007]. What seems clear in the power literature is a pressing

need for probabilistic modelling and e�cient tools from computational statistics

when analytical solutions are not available.

In particular we will focus on problems dealing with every-day management tasks

of a transmission network. In our context the regulation objective can be to meet

consumer demand by injecting power to the power grid using a selection from power

plants of di�erent type, e.g. wind, nuclear, water, each incurring di�erent costs of

operation related to fuel, start up or shutting down.

We will proceed by presenting a simple problem inspired by the realistic model

found in Sturt and Strbac [2012], along the lines of (5.1)-(5.3). Although at this stage

our methodology is not intended to compete with existing approaches when realistic

power applications are concerned, examples like the one to follow can motivate

further work in this direction.
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Figure 5.5: Comparison of SMC and SMC2 algorithms applied for the conditionally
linear case. The plot illustrates the proportions of on/o� binary particles U i

1,t of the
SMC and SMC2 procedures for each of the four plants (di�erent colours).
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Figure 5.6: Comparison of SMC and SMC2 algorithms applied for the conditionally
linear case. The plot is for the 95% credible bands (plotted with dashed lines) of
the continuous variable U i

2,t obtained from the particle clouds generated by these
methods. The solid lines indicate OL solution.
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Figure 5.7: Distribution of paths of Y under U∗ for the exact SMC (left plot) with
N = 10000 particles and approximated SMC2 (right plot) with N = 10000 and
M = 100. Predictive mean of the simulated system response under u∗1:T obtained in
a single algorithm run is plotted with red crosses together with the corresponding
95% credible bands (plotted with dashed lines). Green solid line denotes averaged
values over 10 independent runs of the optimizer. Solid blue line denotes a reference
path.

N = 102 N = 103 N = 104

M = 0 (SMC) −75.73(−79.83,−74.93) −73.42(−76.42,−70.91) −72.94(−77.07,−71.18)
M = 10 −80.68(−84.52,−77.29) −76.56(−79.25,−75.17) −75.26(−78.29,−74.07)
M = 100 −78.53(−82.02,−75.55) −74.31(−77.40,−72.67) −74.16(−77.46,−72.94)
M = 500 −76.71(−80.56,−74.19) −73.75(−75.56,−71.02) −73.46(−76.42,−72.91)

Figure 5.8: Table for the average log costs (obtained under 30 runs of the algorithm)
with N = 102, 103, 104, M = 0(smc),10,100, 500 and computed using Kalman recur-
sions. In the brackets we put the best/worst value per this Monte Carlo experiment.
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Model

Let the reference r1:T correspond to the power supply that must be provided to

the grid. This could be for example the di�erence between predicted demand and

available wind power. The reference to be met has to be provided by M di�erent

power sources/stations. The aim is to switch on and o� appropriately each of the

M stations and to assign di�erent proportions of the reference rn to the ones that

are on so as to minimize operational costs.

We will set the state of the problem, xn, to be a vector (xn(m))Mm=1, where each

component corresponds to the power output of plant m. For the controls we will

de�ne the vector of control inputs at time n as un = (u1,n(m), u2,n(m))Mm=1, where

u1,n(m) ∈ {0, 1} is a binary variable used to start up or shut down the operation of

plant m and u2,n(m) is the fuel input to plant m at epoch n. The state space model

equations are given by

Xn = FXn−1 + U2,n +BWn (5.15)

Yn = U ′1,nXn +DVn, (5.16)

where F,B,D are known, Yn is the total power output to the grid, U ′1,n is the

transpose of U1,n. We will also impose constraints for continuous part of the control

U2,n ∈ U2, by de�ning its action space as

U2 =

u2,n ∈ RM :


0 ≤ u2,n(m) ≤ dm, m = 1, . . . ,M if u1,n(m) = 1

0 if u1,n(m) = 0


As the admissible set U2 depends on U1, it is a natural choice to resort to the

particle methods. Note also that in this simpli�ed model Xn is allowed to take

negative values. In a real application this might correspond to consuming power

at a particular station for storage or cost e�ciency purposes. After integrating Yn
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(H1), the �nite horizon reward function to be maximized can be written as:

Ex0

[
exp

(
−1

2

T∑
n=1

(∥∥rn − u′1,nXn

∥∥2

(DD′+R−1)−1 + ‖u1,n‖2
L1

+ ‖u2,n‖2
L2

))]
(5.17)

where L1, L2 should be set according to regulation speci�cations.

Note that if a standard linear quadratic cost formulation were chosen instead

of maximizing a multiplicative reward like (5.3), the expectation of the quadratic

term in the exponential could correspond to the total expected cost until time T .

Maximizing the reward in (5.17) can serve as a risk sensitive version of a standard

linear quadratic regulation problem and in general one should not expect to get the

same controllers in each case. Finally, we emphasize that this formulation ignores

realistic features of the power scheduling application, such as ramp constraints for

generating power, start up delays and storage facilities found in Sturt and Strbac

[2012]. Nevertheless constraints on un can be embedded in U and the problem can

still serve as a interesting example.

Numerical Study

Let T = 40 and set the number of stations to M = 4. For the state space model

parameters we will use B = D = 0.1I and F = diag(.9, .1, .5, .5) and for the reward

L1 = diag(0.1, 0.2, 0.3, 0.4) and L2 = diag(0.4, 0.3, 0.2, 0.1). Also, for the constraints

of u2,n we have d1 = d2 = d3 = d4 = 10. The idea behind these choices is to construct

a scenario where stations with lower switching on/o� cost are assigned higher �fuel�

penalties (re�ected upon higher values in L2). The reference is a one dimensional

signal composed of a sequence of equally sized upward steps every 5 epochs up to

some time before the middle of the horizon T . After that, it decays with a sequence

of equal downward steps.

For the importance sampling step we will propose from the joint kernel such

that U1,n is to either switch one station on or o� with the probabilities implied by
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the cost function and then conditionally on the realization of u1,n, we propose the

U2,n particles from the uniform distribution in its action space U2, or setting to δ0

if u1,n = 0. In the rejuvenation step, for U2,n we use pCN kernel subject to the

admissible sets U2 and random walk for U1,n which retains the current state (on/o�)

with probability 0.95 and moves to o�/on with probability 0.05.

Throughout this section, we aim to benchmark the performance of Algorithm

5.2 against Algorithm 5.4 applied in the scenario where both of these methods can

be used. The purpose of these experiments is to show that the Algorithm 5.4 can

be e�ciently applied in the non-linear model. In both cases we use N = 10000 and

in the SMC2 case assume the number of local particles to be set to M = 100.

In Figures 5.5 and 5.6 we compare the performance of both algorithms in terms

of the approximated smoothing distributions for both binary path of U1 switching

controllers and continuous fuel U2. The credible bands under both methods seems

to be reasonably similar what suggests that from the sampling perspective, the

overall performance can be considered on par. We can see however that the MAP

optimizers tend to somehow di�er in both cases. This should not be a surprise as the

problem is highly non convex, with intertwining discrete and continuous parts. Also,

small di�erence in U1 might perhaps have stronger in�uence on U2. These solutions

therefore also need to be analyzed from the control perspective. In Figure 5.7 we

present the recursive mean and credible bands of the simulated system responses

obtained conditional on the �xed controller path u∗1:T computed in Algorithm 5.2

and Algorithm 5.4. We also report the averaged mean over 10 independent runs of

the optimizer. It is evident that both methods perform very well when the accuracy

of trajectory tracking is concerned. Some further improvements can be always be

achieved by di�erent tuning for L1, L2, D.

In Table 5.8, we consider di�erent number of particle settings and report Monte

Carlo mean values of log J(U
I

1:T ) computed over 30 independent runs of the algo-

rithm, where U
I

1:T is the estimator of u∗1:T in each run. As expected, the best results
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Figure 5.9: Cyan dashed lines represent 95% credible intervals of the smoothing
distribution of U1:T generated under Algorithm 5.4 with N = 1000, M = 50 and
pCN rejuvenation step. Orange line denotes the corresponding optimal solution of
the open loop problem for T = 20 and green and blue lines are respectively MPC
path for H = 5, 10 and τ = 1.

are obtained using the exact SMC. However, even when using SMC2, the results

are satisfactory and rather on par when the large number of inner particles M is

concerned.

5.5.3 Continuous Stirred-Tank Reactor

We consider here a non-linear model speci�cation whereby any analytical results,

such as marginalized path dependent likelihoods, are not available in closed form.

To this end, we investigate a stochastic extension of a simple batch CSTR reactor

with consecutive reactions:

A
k1→ B

k2→ T

The relevant reference on model and the applications in optimal control can be found

in Chen et al. [1995], Sjöberg and Agarwal [2002] and Suja Malar and Thyagarajan

[2009]. Normally in the literature this model is considered in terms of its deter-

ministic dynamics and formulated as a system of ordinary di�erential equations.

In this work, we consider stochastic extension and assume the following Stochastic

Di�erential Equation (SDE) representation of the mass balance equations with an

additive Brownian Motion noise.
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Figure 5.10: Top plot shows simulated 95% credible lines of the observable temper-
ature paths of y obtained in 50 independent simulations of the system under �xed
optimal OL solution u∗ from Algorithm 5.4 with N = 1000, M = 50. Bottom plots
are the bands obtained under 50 independent runs of MPC procedure withH = 5, 10
and τ = 2, 5 on the left and right bottom plot respectively. Blue solid lines denote
reference path. 148



τ = H τ = bH/2c
H = 5 32.62(17.35, 90.15) 28.26(14.46, 53.97)
H = 10 37.09(17.65, 71.41) 21.19(13.65, 38.84)

Figure 5.11: Average additive loss values (
∑T

t=1 ‖rt − yt‖
2
R + ‖ut − Ξut−1‖2

L) for suc-
cessive OL with H = 5, 10 andMPC for H = 5, 10 and τ = 2, 5 respectively. Values
are averaged over 50 Monte Carlo runs; the best/worst values are in paretheses .

dcA = −k1(T )c2
Adt+ σAdWA (5.18)

dcB =
(
k1(T )c2

A − k2(T )cB
)
dt+ σBdWB (5.19)

dT = (γ1k1(T )c2
A + γ2k2(T )cB (5.20)

+(a1 + a2T ) + (b1 + b2T )u)dt+ σTdWT

ytn = Ttn + σyεy (5.21)

where cA and cB denote concentrations of components A and B whereas T denotes

the reaction temperature; tn refers to the continuous time t domain discretization.

The control variable u represents dimensionless scaling of two physical manipulated

variables. The rate constants k1 and k2 follow the Arrhenius temperature depen-

dence,

ki(T ) = Ai exp(− Ei
RT

), i = 1, 2.

We assume the same model initialization as in the previous work of Ikonen [2006]

dealing with the batch path tracking in the deterministic CSTR model. We set:

A1 = A2 = 0.003; E1

R
= 0.1; E2

R
= 0.005; γ1 = 3.33; γ2 = 66.7;a1 = 0.01;a2 = −0.02;

b1 = 1.0; b2 = −0.03. Furthermore, we take a unit sampling time with the desired

temperature trajectory as

rt = 20exp (−.02 (t+ 50))
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with the initial conditions set as: (cA)0 = 10.0; (cB)0 = 8.0;T0 = 7.5. The noise

levels we set to σA = σB = σT = 0.01; σy = R−1 = 0.1 and L−1 = 2.0. Furthermore,

we use qn = M as an outer �lter proposal.

To run the proposed algorithm, we need to perform suitable discretization. In

these numerical studies, we employ Euler�Maruyama method that proceeds as:

xtn+1 = f t(xtn)(tn+1 − tn) + fW
√

(tn+1 − tn)ε, (5.22)

where ε ∼ N(0, Inx) and x = (cA, cB, T )′ with f t and fW implied by (5.18)-(5.20).

Rigorous discussion on convergence results of this scheme can be found in Kloeden

and Platen [2013]. With the step size taken to be tn+1 − tn = 0.02, the transition

from xt to xt+1 involves applying 50 iterations from Equation (5.22). As we apply

here bootstrap proposals for the local �lters, it is only required that we are able

to simulate this state space dynamics. Note that (H1) still holds as the model

considered has Gaussian additive noise and so g̃(rt|xt, ut) = N (rt|Tt, (σ2
y +R−1)).

Numerical Results

In this section we analyze the performance of Open Loop control and MPC. In Figure

5.9, we present the 95% con�dence bands for the posterior smoothing distribution

of the controllers utilizing pCN rejuvenation scheme. We use fairly short T = 20,

as for longer horizons, it tends to be very hard to tune the underlying SMC scheme.

We also present the OL solution and the corresponding policies based on MPC.

It can be seen that the open loop optimizer is slightly smoother comparing to the

MPC results. This can be perhaps attributed to the fact that MPC needs to make

constant adjustments for the observed data. For most of the time, the MPC based

policy paths lie within the con�dence bands of the smoothing distribution. These

policies also perform similar to the deterministic case analyzed in Figures 3 and 4

of Ikonen [2006].
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In Figure 5.10, we present the bene�ts of using MPC as opposed to OL. We look

at the Monte Carlo distribution of the output paths y generated under OL control

and multiple applications of the MPC policy. The horizon is of length 40 now and

we have to emphasize that for OL it is too large as it does not allow for the e�cient

rejuvenation of the SMC over the whole path. This makes MPC more appealing

choice. In Figure 5.10, we see that OL solution gives rise to wider predictive bands

compared to MPC which also diverges and deteriorates trajectory tracking. MPC

based solution performs very well maintaining relatively uniform bands. This is

expected as MPC uses intermediate observations in contrast to the OL which does

not make use of the collected data. Furthermore, we present the average additive

loss obtained using successive OL controls and MPC for the same reasonable short

lookahead horizons to enable decent comparison. It is clear from the Table 5.11 that

MPC performs signi�cantly better and also that Open Loop gives rise to higher

variance results.

5.6 Discussion

In this chapter we proposed a framework for using �ltering methods to estimate the

optimal control inputs for a linear quadratic regulation problem with a multiplicative

reward. SMC algorithms were developed and the performance of the schemes was

illustrated in a series of relevant numerical experiments. The models analyzed here

cover the broad spectrum of conditionally linear and general non-linear state space

models. They can also serve as a benchmark to assess the performance of the

methods commonly used in the optimal control literature.

The �rst future investigation should be related to the relaxation of the (H1)

condition. We note that the most natural extension is to resort to Monte Carlo

approximation wherein the step (a)-(ii) in Algorithm 5.4 is replaced by estimating
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g̃(r1|X i,j
1 , U i

1) using:

ĝ(r1|X i,j
1 , U i

1) =
1

K

K∑
k=1

exp

(
−1

2

∥∥∥r1 − y(k)
1

∥∥∥2

R

)
(5.23)

where y(k)
1 ∼ g(·|X i,j

1 , U i
1) which we assumed to be a distribution which can be easily

sampled from. Note that we can e�ectively see this as the extension of Algorithm

2.9 from Chapter 2 with four layers of hierarchy for U,X, Y, r. In the future work,

we could also use Approximate Bayes Computation (ABC) based approaches for

the �ltering whereby observation likelihood cannot be evaluated pointwise, but can

be sampled from. This is along the following line of literature: Jasra et al. [2012],

Ehrlich et al. [2015], Y�ld�r�m et al. [2015] and Persin and Jasr [2016].

Furthermore, one could ask why not to perform particle smoother given that

we are primarily interested in the approximate smoothing distribution. There are

elegant and computationally appealing possibilities recently developed for condi-

tionally linear models, see Särkkä et al. [2012] , Lindsten et al. [2013], Nguyen et al.

[2017]. We realized however that it would be hard to extend this methodology for

the non-linear cases. It is why, to ensure decent sampling e�ciency, we decided to

opt for the whole path rejuvenation instead. We believe it is a reasonable approach

given that the horizon H is usually assumed short, especially within the context of

MPC.

Furthermore, it is also possible to develop Rao-Blackwellized extension of the

conditional SMC method, see Lindsten et al. [2012]. This could be then used as a

kernel for particle rejuvenation. This will be however computationally expensive to

jitter every particle like this, leading to the method of order O(N2M2T 2).

Instead, in further studies, which due to their preliminary nature, we do not

present in more depth in this report, we used this kernel to develop the optimizer

based on simulated annealing. This is however only possible in the conditionally

linear model, as we need the exact value of Gγl
n where γl forms a suitable temperature

152



sequence. It is not obvious how to obtain particle approximation of Gγl
n . We used

the model as in Section 5.5.1 and the model for aircraft trajectory tracking found in

Kantas et al. [2009] and saw that this method is very promising. We show in Figure

5.12 the results for minimizing the minus reward.

Furthermore, as shown in Kim [1994] and Barber [2006], the backward kernel in

the conditionally linear model can be approximated to be Markov:

p(uk|uk+1:T , y1:T ) =

∫
p(uk|uk+1, xk+1, y1:k)p(xk+1|uk+1, y1:T )dxk+1

≈ p(uk|uk+1, y1:k).

This allows for the extension of the Viterbi algorithm for computing MAP in the

state space models, see Godsill et al. [2001], into backward-forward moves instead.

We also ran some preliminary analysis for this to obtain the initial results. They

are not signi�cantly better so we did not pursue it further.
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Figure 5.12: Blue lines correspond to the trace of − log J(U
(i)
1:T ) against the i-th

iteration index under Simulated Annealing. The red line is the value of − log J(U
I

1:T )
computed using Algorithm 5.2. Top plot is for the vanilla Linear Gaussian model
of Section 5.3.1, whereas the bottom plot is for the model (6) from Kantas et al.
[2009].
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Chapter 6

Conclusions

In many practical situations, modern simulation methods are the only feasible solu-

tion for learning in the complex models which in order to adapt for the speci�c prob-

lems often need to relax the usually oversimpli�ed formulations and assumptions.

When used within the Bayesian learning paradigm, they also allow for parameters'

uncertainty quanti�cation and can provide more accurate model inference usually

incorporating non-trivial dependence structure. Apart from the model estimation,

they can also serve as the optimization techniques performing especially well in the

high dimensional problems.

In this thesis, we developed some novel advanced simulation methods for the

purpose of model estimation, data analysis, optimization and control. In this section,

we present a brief overview of our contributions summarized per each chapter. We

also present what we believe could be the most promising extensions of the problems

considered.

• In Chapter 3, we bridged the gap in the MCMC literature between Hybrid

Monte Carlo and Bayesian cointegration models. We developed extensions

that incorporates into the CVAR models the ability to work with more �exible

errors noise assumptions, in particular multivariate Student t and to develop

a Bayesian model in such a context. We provided a novel algorithm which we
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demonstrate equally e�cient as current state-of-the art samplers and which

furthermore can be applied in more generic scenarios. We also consider Sin-

gular Value Decomposition (SVD) representations and priors on parameters.

• In Chapter 4, we investigated how models with cointegration can be used to

study the soybean crush spread. We proposed the state space extension of the

standard CVAR model which accounts for the latent time varying features of

the commodities market. With regard to the Bayesian inference, we showed

that the application of the standard Gibbs might not prove e�cient and hence

more elaborate algorithms are needed. We developed therefore an e�cient

MCMC method based on partial collapsing extensions of the approach of Koop

et al. [2009]. We performed real data analysis showing bene�ts of the model

proposed in the context of the soybean crush spread.

• In Chapter 5, we proposed a framework for using �ltering methods to estimate

the optimal control inputs for a risk sensitive stochastic regulation problem of

partially observable Markov Decision processes. For this purpose, we devel-

oped a SMC2 based optimization algorithm for Open Loop control. We also

proposed how MPC scheme can be implemented using Particle Filters.

6.1 Extensions

In this �nal section, we brie�y discuss possible extensions of the work presented in

this the thesis.

• Regarding Chapter 3, a natural improvement is related to the more advanced

implementation of the Hamiltonian dynamics integrator. As we have employed

the baseline version, and given the recent work of Ho�man and Gelman [2014],

we believe there should be room for improvement in this regard. Another

interesting questions arise when n and potentially r are large. Is it possible
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to perform estimation e�ciently and are the conclusions we reached in this

Chapter still valid? In numerical results not shown we have applied the above

methods up to n = 10, and our conclusions seemed to hold. In order to use

much higher values of n a signi�cant amount of developments is needed. In

particular, we believe interesting investigation is the application of the GMC

within Gibbs. That is in case X ∈ Vn,r and both n and r are large it might be

wise to partition X = [X̃, X̃⊥] and apply GMC moves for the manifold valued

basis in Vn,k and Vn,r−k. Such an extension might prove particularly useful

in �nancial applications when for instance equity market is concerned. It is

typically the case that tradeable asset pairs might be easier to search for when

the partitioning on the certain sectors is pre-speci�ed.

• Regarding Chapter 4, the main extension is related to non-linear state-space

formulations of the model with cointegration. There have been a lot of asymp-

totic treatment of this kind of models, see Cavaliere et al. [2010b,a]. However,

to the best of our knowledge, there has not been an e�cient numerical work

in this direction, enabling learning and prediction in the practical real data

context. We believe that the recently developed enhancements of PMCMC

algorithms for high dimensional models, see Doucet et al. [2015] and Gunawan

et al. [2018] should allow for this line of research. We have done some prelim-

inary work with multivariate stochastic volatility extensions of CVAR models

based on the model of Philipov and Glickman [2006]. We realized that it

is particularly e�cient to design samplers based on Particle Gibbs updates

for the parameters of the cointegration model and PMMH updates for the

static parameters of the latent path. This can be done very e�ciently now us-

ing methods proposed recently in Gunawan et al. [2018]. Another important

direction is related to the generality of our modelling framework. In partic-

ular, similar data analysis could be performed for other commodity spreads,

such as crack or spark and perhaps leading to more e�cient pricing methods.
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Last point is related to the joint estimation of the cointegration rank and the

number of factors K and lags. A starting point in this direction could be to

investigate extensions based on the fractional Bayesian method of Corander

and Villani [2004] or the transdimensional moves as in Peters et al. [2011].

• Regarding Chapter 5, the �rst extension is related to the relaxation of the

(H1) condition discussed in Section 5.3. There has been work already done for

the standard state space models in the scenarios where the observation dis-

tribution can be sampled from but the corresponding density is not available

for the pointwise computation. The possible solutions are based on ABC ap-

proaches and have been developed in Jasra et al. [2012] and Jasra et al. [2013].

An interesting problem is how these methods could be applied in the deeper

hierarchical state space models where we could also use Rao-Blackwellization.

Could that perform better than the Monte Carlo approximation as in (5.23)?

In the work not presented in this Chapter, we also developed Rao-Blackwellized

extension of the conditional SMC kernel for the class of hierarchical state space

models considered in this Chapter. We have observed that this kernel could

be used either as a rejuvenation within the SMC2 or as a part of simulation

annealing method for the optimization in the latent path space, i.e. another

open loop solver. Regarding simulation annealing technique, we need to em-

phasize that these can only be applied for the conditionally linear models.

We have seen satisfactory performance in this class of models. However, as a

rejuvenation procedure, they can still be applied for the general state space

models. This procedure leads to quite expensive scheme which perhaps should

be applied with care and be accompanied with some degeneracy criteria. It

can nevertheless be useful when other rejuvenation schemes are di�cult to

tune. It is also worth pointing it here that in case of the conditionally linear

models, there has been a successful line of literature allowing computationally

e�cient Rao-Blackwellized smoothing as well as its rejuvenated version, see
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Särkkä et al. [2012] and Nguyen et al. [2017].

An interesting overall extension of the work presented in this thesis is to incor-

porate Bayesian cointegration learning within the methods for non-linear optimal

control. There is very little research in the area of rigorous portfolio optimization

in the presence of cointegration property. The only literature that we are aware of

is Rudoy and Rohrs [2008] and Rudoy [2009]. There is also some work on designing

optimal trading rules in the presence of time varying features of the cointegration

portfolio as in Triantafyllopoulos and Montana [2011]. However, from the risk man-

agement perspective, it is important to combine the e�cient learning tools of the

more elaborate cointegration models with the optimal decision making approaches.

We believe that the developments of this thesis could be straightforwardly employed

with the MPC based framework for portfolio selection developed in Dombrovskii

and Obyedko [2015] and Dombrovskii et al. [2018] where the objective is to follow

pre-speci�ed wealth curve.
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Appendix A

Additional Material for Chapter 3

A.1 Gradient Derivations

In order to implement the Algorithm A.1 and algorithms of Section 3.3, we need to

resort to the following lemma:

Lemma. If A ∈ Rm×n; B ∈ Rp×q, then the following identities hold:

1. d(A⊗B)
dA

= (Inq ⊗ Tmp) (In ⊗ vec(B)⊗ Im)

2. dAXB
dX

= BT ⊗ A

3. dX
dX

= Ipp ⊗ Inn

4. d ln |A|
dA

= vec(A−T )T

5. Product Rule: d(AB)
dX

= (BT ⊗ Im) dA
dX

+ (Ir ⊗ A) dB
dX

if A and B are matrix

variate functions of a matrix argument X.

6. Chain Rule: ∇Xg(f(X)T ) = (∇Xf)T ∇fg.

Proof. See Gupta and Nagar [1999] and Magnus [2010].
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Furthermore, we need to de�ne the commutation matrix Tn,m as:

Tn,m =
n∑
i=1

m∑
j=1

(er,ie
T
m,j)⊗ (em,je

T
r,i),

where ei,j denotes the j − th canonical vector of dimension i with 1 in the j − th

coordinate and 0 elsewhere. This matrix is used for transforming the vectorized

form of a matrix into the vectorized form of its transpose.

Remark. Tn,m is an orthogonal projection matrix satisfying the following useful prop-

erty Tn,mV ec(A) = V ec(AT ) for any A ∈ Rn×m. Moreover, the following identity

holds Tn,m = T−1
m,n = T Tm,n.

Remark A.1. We proceed with a couple of propositions that contain the expressions

of the gradients for the log posterior density.

Proposition A.2. Partial derivative of the log posterior density with respect to the
cointegration matrix β is

∂(log π(α, β))

∂β
=
(
(β
T
P1/τ ⊗ Ir)T

T
r,n + (Ir ⊗ βT )(Ir ⊗ P1/τ )

)T
·
(
V ec(β̃

−T
) +

(
Ir ⊗ V ec(G−1

)
T ⊗ Ir

)
(Inr ⊗ Inr)V ec

(
β̃
−1 ⊗G

)
−

1

2

(
Ir ⊗ V ec(vG−1

)
T ⊗ Ir

)
(Inr ⊗ Inr) (V ec(α)⊗ V ec(α))

)
+
(
vec(Y )−

((
Z
T ⊗ α

)
Tr,n

)
vec(β)

)T (
⊕Tt=1R

−1
) ((

Z
T ⊗ α

)
Tr,n

)
. (A.1)

Proof. Denote β̃ = βTP1/τβ. Then the log density reads as

log π(α, β) ∝
(

(−n
2

) log |β̃|+ 1

2
log |β̃ ⊗G−1| − 1

2
(V ec(α)) T (νβ̃)⊗G−1 (V ec(α))

)
− 1

2

(
(vec(Y − αβTZ))T

(
⊕Tt=1R

−1
)
vec(Y − αβTZ)

)
= f1(β) + f2(β).

Considering now partial derivatives of these functions separately; and assuming
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h(β̃) = β̃T ⊗G−1 and m(hT ) = 1
2

(V ec(α)) Th (V ec(α)):

∂f1(β)

∂β
=
(
∇β β̃

)T
∇
β̃

(
(−

n

2
) log |β̃| −

1

2
log |hT

(
β̃
)
| +m

(
h
T
(
β̃
)))

=
(
∇β β̃

)T (
∇
β̃

log |β̃| +
(
∇
β̃
h(β̃)

)T
∇h log |hT | +

(
∇
β̃
h(β̃)

)T
∇hm(h

T
)

)
=
(
∇β β̃

)T (
V ec(β̃

−T
) +

(
∇
β̃

(
β̃ ⊗G−1

))T
∇h log |h| −

1

2

(
∇
β̃

(
β̃ ⊗ vG−1

))T
(V ec(α)⊗ V ec(α))

)
=
(
∇β β̃

)T (
V ec(β̃

−T
) +

(
Ir ⊗ V ec(G−1

)
T ⊗ Ir

)
(Inr ⊗ Inr)V ec

(
β̃
−1 ⊗G

)
−

1

2

(
Ir ⊗ V ec(vG−1

)
T ⊗ Ir

)
(Inr ⊗ Inr) (V ec(α)⊗ V ec(α))

)
(A.2)

=
(
(β
T
P1/τ ⊗ Ir)T

T
r,n + (Ir ⊗ βT )(Ir ⊗ P1/τ )

)T
(V ec(β̃

−T
) +

(
Ir ⊗ V ec(G−1

)
T ⊗ Ir

)
(Inr ⊗ Inr)V ec

(
β̃
−1 ⊗G

)
(A.3)

−
1

2

(
Ir ⊗ V ec(vG−1

)
T ⊗ Ir

)
(Inr ⊗ Inr) (V ec(α)⊗ V ec(α))) (A.4)

and the derivative of f2(β) is

∂f2(β)

∂β
=
(
vec(Y )−

((
ZT ⊗ α

)
Tr,n

)
vec(β)

)T (
⊕Tt=1R

−1
)((

ZT ⊗ α
)
Tr,n

)
.

Hence, adding them together we obtain the required expression. .

Proposition A.3. Partial derivative of the log posterior density with respect to the

adjustment matrix α is

∂(log π(α, β))

∂α
= −V ec(α)T (νβ̃)⊗G−1+

(
vec(Y )−

((
ZT β

)
⊗ Inn

)
vec(α)

)T (
⊕Tt=1R

−1
)((

ZT β
)
⊗ Inn

)
(A.5)

Proof. Note that log likelihood in terms of α can be written up to the constant of

proportionality as

log π(α, β) ∝ −1

2
(vec(α)) T (νβ̃)⊗G−1 (V ec(α))

− 1

2

(
(vec(Y − αβTZ))T

(
⊕Tt=1R

−1
)
vec(Y − αβTZ)

)
= g1(α) + g2(α).

Consider now partial derivatives of both of these functions separately.

∂g1(α)

∂α
= −V ec(α)T (νβ̃)⊗G−1. (A.6)
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And also

g2(α) = −1

2

(
vec(Y )−

(
ZT ⊗ α

)
vec(βT )

)T (⊕Tt=1R
−1
) (
vec(Y )−

(
ZT ⊗ α

)
vec(βT )

)
= −1

2

(
vec(Y )−

((
ZTβ

)
⊗ In

)
vec(α)

)T (⊕Tt=1R
−1
) (
vec(Y )−

((
ZTβ

)
⊗ In

)
vec(α)

)
.

Hence

∂g2(α)

∂α
=
(
vec(Y )−

((
ZTβ

)
⊗ In

)
vec(α)

)T (⊕Tt=1R
−1
) ((

ZTβ
)
⊗ In

)
. (A.7)

The overall method for the simulation discussed in Section 3.3.3 proceeds as in

Algorithm A.1.

Remark A.4. Note that the steps 5(a) − 5(e) corresponds to the usual Leapfrog

scheme in the basic version of HMC scheme.
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Algorithm A.1 One iteration of GMC for cointegration model starting from (α, β).
1. Sample vα ∼ N(0, In·r) and vβ ∼ N(0, In·r)

2. Apply inverse vectorization operator to vβ , vβ ← vec−1(vβ) and apply orthog-
onal projection of vβ onto the tangent space of β. Then vβ ← vec(vβ).

3. Set h← log π(α, β)− 1
2
vTαvα − 1

2
vTβ vβ.

4. Set (α∗, β∗)← (α, β).

5. for τ = 1, ..., T do:

(a) vα ← vα + εα
2
∇α∗ log π(α∗, β∗); vβ ← vβ +

εβ
2
∇β∗ log π(α∗, β∗) where gra-

dients are computed using Propositions A.3 and A.2.

(b) Apply inverse vectorization operator to vβ , vβ ← vec−1(vβ) and apply
orthogonal projection of vβ onto the tangent space of β. Then vβ ←
vec(vβ).

(c) Update (β∗, vβ) and (α∗, vα) by following the geodesic �ows for time in-
tervals εβ and εα respectively.

(d) vα ← vα + εα
2
∇α∗ log π(α∗, β∗); vβ ← vβ +

εβ
2
∇β∗ log π(α∗, β∗).

(e) Apply inverse vectorization operator to vβ , vβ ← vec−1(vβ) and apply
orthogonal projection of vβ onto the tangent space of β. Then vectorize
again vβ ← vec(vβ).

6. h∗ = log π(α∗, β∗)− 1
2
vTαvα − 1

2
vTβ vβ.

7. Sample U ∼ U(0, 1).

8. If U < exp(h∗ − h), then return (α∗, β∗), otherwise return (α, β).
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Appendix B

Additional Material for Chapter 4

B.1 Derivations of the posterior conditional distri-

butions

We begin with some auxiliary results and then proceed withe the proof of Proposition

4.1

B.1.1 Auxiliary results

Proposition B.1. For X = (x1, . . . , xT ) given by xt = Bxt−1 + δt, (with x0 = 0,)

we have that V ec(X) ∼ N(0, V ), with V = (ÃT ⊕Tt=1 Q
−1Ã)−1 and Ã = ITK − (IT ⊗

B)PM , with P =

0K×K(T−1) IK

IK(T−1) 0K(T−1)×K

 and M =

 IK(T−1) 0K×K(T−1)

0K(T−1)×K 0K×K

 .
Proof. We can rewrite xt = Bxt−1 + δt in a matrix regression format by stacking

vectors of the series realizations xt in the columns of matrix X,

X = BX0 + δ1:T ,
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where X0 = (x0, . . . , xT−1). After applying the vectorization we get

V ec(X) = (IT ⊗B)V ec(X0) +W

where W ∼ N(0,⊕Ti=1Q). Recall the permutation matrix P is invertible and hence

we can write

V ec(X) = (IT ⊗B)PP−1V ec(X0) +W

V ec(X) = B̃V ec(X ′0) +W

V ec(X) = C̃V ec(X) +W

ÃV ec(X) = W (B.1)

where we let B̃ = (IT⊗B)P, X ′0 = (x1, . . . , xT−1, x0) C̃ = B̃

 IK(T−1) 0K(T−1)×K

0K×K(T−1) 0K×K


and Ã = ITK − C̃. From (B.1) we get

p(V ec(X)) ∝ exp(−1

2
(ÃV ec(X))T ⊕Tt=2 Q

−1((ÃV ec(X))

∝ exp(−1

2
V ec(X)T (ÃT ⊕Tt=1 Q

−1Ã)V ec(X)).

and so V ec(X) ∼ N(0, V ), where V = (ÃT ⊕Tt=1 Q
−1Ã)−1.

Note that in Proposition B.1 we use partial collapsing and sample the cointe-

gration parameters in (4.11), (4.12) without conditioning on the hidden states X.

This signi�cantly reduces dimensionality in Gibbs updates and improves the mixing

of the sampler. We will make extensive use of the lemma below, which allows for

analytic representation of the full and marginalized conditionals in Gaussian matrix

variate likelihood model.

Lemma B.2. Consider a Gaussian vector regression model with output Y ∈ Rn×1

and input X ∈ Rn×n where

187



Y = X θ + ε

and θ ∈ Rn×1 and ε ∈ Rn×1 is an innovation error vector such that ε ∼ N(0,ΣY).

Suppose that a conjugate prior of θ is a Gaussian vector p(θ) ∼ N(mθ,Σθ). Then

p(θ|Y) ∼ N(m̃θ, Σ̃θ), where

Σ̃θ = (X TΣ−1
Y X + Σ−1

θ )−1,

m̃θ = Mθ(X TΣ−1
Y Y + Σ−1

θ mθ).

The proof is omitted as it follows by straightforward linear algebra.

Lemma B.3. Suppose Y := [Y1,Y2, ...,Yn] is a matrix whose columns are i.i.d

samples from N(0,Σ). If Σ ∼ W−1(ν,Ψ), then p(Σ|Y) ∼ W−1(ν + n,Ψ +YYT ).

See Gupta and Nagar [1999] for a proof.

B.1.2 Proof of Proposition 4.1

We consider each posterior conditional separately.

pB(V ec(B)|Q, x1:T ): As in the proof of Proposition B.1 above,

xt = Bxt−1 + δt ∀t=1,...,T

can be rewritten in matrix regression format as:

X = BX0 +W

with W = (δ1, δ2, . . . , δT ). Applying matrix vectorization operator:

V ec(X) = (XT
0 ⊗ IK)V ec(B) + w, (B.2)
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where w ∼ N(0,⊕Tt=1Q). Hence by multivariate normal conjugacy implied by Gaus-

sian likelihood in (B.2) and the results of Lemma B.2, the conditional posterior of

V ec(B) is also multivariate normal

V ec(B)|Q,X ∼ N(µBpost,Σ
B
post), (B.3)

where

ΣB
post = ((XT

0 ⊗ IK)T (⊕Tt=1Q
−1)(XT

0 ⊗ IK)T + (σB)−2IK2)−1

µBpost = ΣB
post((X

T
0 ⊗ IK)T (⊕Tt=1Q

−1)vec(X)).

We proceed with pQ(Q|B, x1:T ). We can simulate from the full conditional update

by exploiting conjugacy class relations of normal and inverse Wishart distributions

as well as conditional independence of Q and observed time series realizations given

latent path. The hidden model likelihood can be written as

x̃t = Q1/2rt, x̃t = xt −Bxt−1, x0 = 0,

with rt i.i.d multivariate standard random normal. Since the prior forQ isW−1(νQ, σ
2
QIK),

then by the Lemma B.3 we have

Q|B,X ∼ W−1(νQ + T, X̃X̃T + σ2
QIK), (B.4)

with X̃ = X−BX0. For computing pH(V ec(H)|α, β, Y, x1:T,ξ): Note that, condition-

ing on the realization of latent path, observation model parameters are independent

of hidden static parameters. Recall, Ỹ = Y − αβTY0 − ξΥ and noting vectorized

regression format as

V ec(Ỹ ) = (XT ⊗ IK)vec(H) + Ẽ,

where Ẽ ∼ N(0,⊕Tt=1R), we can exploit the same conjugacy properties and Lemma
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B.2 and B.3 to obtain

V ec(H)|Y, α, β,X, ξ ∼ N(µHpost,Σ
H
post),

where

ΣH
post = ((XT ⊗ IK)T (⊕Tt=1R

−1)(XT ⊗ IK)T + (σH)−2IK2)−1,

µHpost = ΣB
post((X

T ⊗ IK)T (⊕Tt=1R
−1)vec(Ỹ )).

pR(R|Y, α, β, x1:T , ξ) : Conditional on latent path and all remaining parameters,

Ỹ −HX can be regarded as T vector variate normal samples with zero mean and

variance R. Hence the full conditional of R follows directly from Lemma 3:

R|α, β, Y,X, ξ ∼ W−1(ν + T, (Ỹ −HX)(Ỹ −HX)T + σ2
RIn). (B.5)

pα(V ec(α)|Y, β,H,R,B,Q, ξ), pB(V ec(BT )|Y,A, H,R,B,Q, ξ): To obtain cointe-

gration parameters' marginalized conditionals of partially collapsed Gibbs algorithm,

we utilize convolution property of normal distribution, Proposition B.1 and Lemma

1 together with the following representation:

V ec(Y ) = (Y T
0 β ⊗ In)V ec(α) + V ec(µ) + (ΥT ⊗ In)V ec(ξ) + Ẽ

= (Y T
0 ⊗A)V ec(BT ) + V ec(µ) + (ΥT ⊗ In)V ec(ξ) + Ẽ

= (Y T
0 β ⊗ In)V ec(α) + (ΥT ⊗ In)V ec(ξ) + Ẽ

= (Y T
0 ⊗A)V ec(BT ) + (ΥT ⊗ In)V ec(ξ) + Ẽ, (B.6)

where Ẽ ∼ N(0, Ṽ ); Ṽ = ⊕Tt=1R+ H̃V H̃Twith H̃ and V de�ned in proof of Propo-
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sition B.1 above. If we de�ne further:

ỹ = V ec(Y )− (Υ T ⊗ In)ξ;

Mα = (Y T
0 β ⊗ In);

MB = (Y T
0 ⊗ α).

Then, it follows from Lemma B.2 that collapsed conditionals (with marginalized

latent paths) for vectorized components of cointegration model, V ec(α) and V ec(BT )

are distributed as vector variate normals, pα, pβ respectively, with variances and

means as provided below:

pα ∼ N(µαpost,Σ
α
post), (B.7)

pB ∼ N(µBpost,Σ
B
post). (B.8)

Σα
post = (MT

α Ṽ
−1Mα + (Σα)−1)−1,

µαpost = Σα
post(M

T
α Ṽ

−1ỹ). (B.9)

ΣBpost = (MT
B Ṽ

−1MB + (ΣB)−1)−1,

µBpost = ΣBpost(M
T
B Ṽ

−1ỹ). (B.10)

Using (B.6) again, we can de�ne

Y = V ec(Y )− (Y T
0 ⊗A)V ec(BT ),

Mξ = (ΥT ⊗ In);

Then analogously as in (B.9), (B.10) and by Lemma B.2,

pξ(V ec(ξ)|Y, α, β,H,R,B,Q) = N(µξpost,Σ
ξ
post)
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where

Σξ
post = (MT

ξ Ṽ
−1Mξ + (Σξ)

−1)−1

µξpost = Σξ
post(M

T
ξ Ṽ

−1ỹ),

and Σξ = σ2
ξImn.

pσ2
R

(σ2
R|R) : Assuming Inverse Wishart prior of R ∼ W−1(νR, σ

2
RIn) with hy-

perparameter σ2
R following gamma distribution σ2

R ∼ Gamma(αR, βR), then by

straightforward algebra:

p(σ2
R|R, y1:T ) = p(σ2

R|R)

∝(σ2
R)

νRn

2 exp

(
−1

2
σ2
Rtr(R

−1)

)
· (σ2

R)αR−1 exp(−βRσ2
R)

=(σ2
R)

νRn

2
+αR−1 exp

(
−σ2

R

(
βR +

1

2
tr(R−1)

))

so it follows clearly that pσ2
R

(σ2
R|R) is a Gamma

(
nνR

2
+ αR, βR + 1

2
tr(R−1)

)
.

pσ2
H

(σ2
H |H) : Assuming multivariate normal prior of V ec(H) ∼ N(0, σ2

HInK)

with hyperparameter σ2
H following inverse gamma distribution σ2

H ∼ IG(αH , βH), it

follows that

p(σ2
H |H, y1:T ) = p(σ2

H |H)

∝(σ2
H)−nK/2 exp

(
− 1

2σ2
H

V ec(H)TV ec(H)

)
·
(
σ2
H

) −αH−1 exp(−βH
σ2
H

),

so pσ2
H

(σ2
H |H) is IG

(
αH + nK

2
, βH + 1

2
V ec(H)TV ec(H)

)
.

pσ2
B

(σ2
B|B): By analogous argument as above we have pσ2

B
(σ2

B|B) = IG(αB +

K2

2
, βB + 1

2
V ec(B)TV ec(B)).
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B.2 Background related to algorithm design

B.2.1 Simulation in Step 11 � Forward Filter Backwards

Smoother (FF-BS)

FF-BS provides systematic procedure to sample from the joint smoothing distri-

bution pθ(x1:T |y1:T ) ≡ p(x1:T |B,H,Q,R, y1:T ) in the Gaussian Linear State Space

Model:

xt = Bxt−1 + δt

yt = Hxt + εt

The principle of the method outlined below exploits the following decomposition of

the joint smoothing density

pθ(x1:T |y1:T ) = pθ(xT |y1:T )
T−1∏
t=1

p(xt|xt+1, y1:t), (B.11)

where pθ(xt|xt+1, y1:t) is a backward Markov transition density given by

pθ(xt|xt+1, y1:t) =
p(xt+1|xt)p(xt|y1:t)

p(xt+1|y1:t)
. (B.12)

In the forward step of the FF-BS algorithm, we obtain the �ltering densities

{pθ(xt|y1:t)}Tt=1 which are multivariate normals with means {xt|t}Tt=1 and covari-

ance matrices {Σt|t}Tt=1. To simulate a latent path from the smoothing density

pθ(x1:T |y1:T ), we iterate through the series backward in time as in (B.11), simu-

lating from the kernel (B.12) utilizing means and covariances of �ltering densities.
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Algorithm B.1 Forward Filter Backwards Smoother
Input: Static parameters of the SSM{B,H,Q,R}
Output: Sample draw x1:T from the joint smoothing density p(x1:T |B,H,Q,R, y1:T )
Initialization x0|0 = 0, Σx

0|0 = I

1. (Forward Filter) For t ∈ {1, ..., T} compute:

(a) xt|t−1 = Bxt|(t−1)

(b) Σx
t|t−1 = BΣx

t−1|t−1B
T +Q

(c) yt|t−1 = Hxt|t−1

(d) Σy
t|t−1 = HΣx

t|t−1H
T +R

(e) Kt = Σx
t|t−1H

T (Σy
t|t−1)−1

(f) xt|t = xt|t−1 +Kt

(
ỹt − yt|t−1

)
(g) Σx

t|t = Σx
t|t−1 −KtΣ

y
t|t−1K

T
t .

2. For t = T simulate xT from the �ltering distribution p(xT |y1:T ) =
N(xT |T ,ΣT |T ).

3. (Backward smoother) For t ∈ {T − 1, ..., 1} do:

(a) Step 1: Compute smoothing mean mt|T and covariance Pt|T

Pt|T = (BTQ−1B + Σx
t|t
−1)−1

mt|T = Pt|T (BTQ−1xt+1 + Σx
t|t
−1xt|t)

(b) Step 2: Simulate xt ∼ N(mt|T , Pt|T ).

B.2.2 Proof of Proposition 4.2

Given the hierarchical structure of the model allowing to exploit conditional inde-

pendence between state and measurement equation, we can use e�cient grouping

strategies. From now on we will assume the following parameter space decomposi-

tion, for simplicity omitting hyperparameters.

z1 := (B,Q,H,R) , z2 := (α, β) , z3 := (x1, . . . , xT ) .

Proof. Note that steps 1-7 can be regarded as a joint draw from the Gibbs ker-
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nel leaving the joint full conditional of z1 invariant. That is, in steps 1-7, z(i)
1 ∼

K1(·|z(i−1)
1 , z

(i−1)
2 , z

(i−1)
3 ), such that

∫
K1(z

′

1|z1, z2, z3)p(z1|z2, z3)dz1 = p(z
′

1|z2, z3) (∗).

Steps 8-10 yield samples of the static parameters of observation equation according

to Markov kernelK2 being a composition of the Rao-Blackwellized conditional kernel

K(α,β)|z1 which analogously as proved in Koop et al. [2009] and described in Section

3.2.1 of Chapter 3 is invariant to p(α, β|z1, ξ) and marginalized exact conditional

distribution of ξ, pξ(ξ|z1, z2).

(z
(i)
2 , ξ(i)) ∼ K2(z

(i)
2 , ξ(i)|z(i−1)

2 , ξ(i−1)),

where

K2(z
′

2, ξ
′|z2, ξ) = K(α,β)|z1(z

′

2|z1, z2, ξ)p(ξ
′ |z1, z

′

2).

Now, note that

∫
K2(z

′

2, ξ
′
|z2, ξ)p(z2, ξ|z1)dz2dξ =∫

K(α,β)|z1(z
′

2|z1, z2, ξ)p(ξ
′
|z1, z

′

2)p(z2, ξ|z1)dz2dξ =

p(ξ
′
|z1, z

′

2)

∫
K(α,β)|z1(z

′

2|z1, z2, ξ)p(z2, ξ|z1)dz2dξ =

p(ξ
′
|z1, z

′

2)

∫
K(α,β)|z1(z

′

2|z1, z2, ξ)p(z2|ξ, z1)p(ξ|z1)dz2dξ =

p(ξ
′
|z1, z

′

2)

∫
(

∫
K(α,β)|z1(z

′

2|z1, z2, ξ)p(z2|ξ, z1)dz2)p(ξ|z1)dξ =

p(ξ
′
|z1, z

′

2)

∫
(p(z

′

2|z1, ξ)p(ξ|z1)dξ =

p(ξ
′
|z1, z

′

2)

∫
p(z

′

2, ξ|z1)dξ =

p(ξ
′
|z1, z

′

2)p(z
′

2|z1) = p(ξ
′
, z
′

2|z1) (∗∗). (B.13)

And hence the Markov kernel de�ned as above, leaves p(ξ, z2|z1) invariant . For

notational simplicity, ξ can be embedded in z2 , so that from now on z2 := {z2, ξ}.
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The overall kernel de�ned under Algorithm 4.1, can be written thus as:

K(z
′

1:3|z1:3) = K1(z
′

1|z1, z2, z3) ·K2(z
′

2|z
′

1, z2) · p(z′3|z
′

2, z
′

1).

To see that Algorithm 4.1 proposed in this Chapter satis�es the suitable balance

equation, i.e. targets appropriate distribution of interest, (4.7), we exploit relations

(∗) and (∗∗) and compute

∫
K(z

′

1:3|z1:3)p(z1:3)dz1:3 =

p(z
′

3|z
′

2, z
′

1) ·
∫
K2(z

′

2|z
′

1, z2) ·K1(z
′

1|z1, z2, z3)p(z1:3)dz1:3 =

p(z
′

3|z
′

2, z
′

1) ·
∫
K2(z

′

2|z
′

1, z2) · (
∫
K1(z

′

1|z1, z2, z3)p(z1|z2:3)dz1) · p(z2:3)dz2:3
(∗)
=

p(z
′

3|z
′

2, z
′

1) ·
∫
K2(z

′

2|z
′

1, z2) · p(z
′

1|z2:3) · p(z2:3)dz2:3 =

p(z
′

3|z
′

2, z
′

1) ·
∫
K2(z

′

2|z
′

1, z2) · p(z
′

1, z2, z3)dz2:3 =

p(z
′

3|z
′

2, z
′

1) ·
∫
K2(z

′

2|z
′

1, z2) · p(z
′

1, z2)dz2 =

p(z
′

3|z
′

2, z
′

1) ·
∫
K2(z

′

2|z
′

1, z2) · p(z2|z
′

1)p(z
′

1)dz2 =

p(z
′

3|z
′

2, z
′

1) · p(z
′

1) ·
∫
K2(z

′

2|z
′

1, z2) · p(z2|z
′

1)dz2
(∗∗)
=

p(z
′

3|z
′

2, z
′

1) · p(z
′

1) · p(z
′

2|z
′

1) = p(z
′

1:3).

B.2.3 Supplementary material related to the computational

cost

Note that by (4.11) -(4.12), the most computationally intensive procedure of the

algorithm proposed is the inversion of the matrix R̃ := ⊕Tt=1R + H̃V H̃T , where V

is de�ned in Proposition (4.1) and H̃ := (I ⊗ H). In the following discussion, we

will focus therefore on the complexity of this operation. Set R̃ := ⊕Tt R and apply
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Woodbury identity to obtain

(R̃ + H̃V H̃T )−1 = R̃−1 − R̃−1H̃(V −1 + H̃T R̃−1H̃)−1H̃T R̃−1.

Note that both R̃−1and H̃ are by construction block diagonal and hence computa-

tional complexity of their product is constant in length of underlying time series (and

storage is quadratic). Furthermore, (R̃−1H̃)(H̃(V −1 + H̃T R̃−1H̃)−1) as a product of

block diagonal and generic Tn×Tn matrix (which we show to be an inverse of block

tridiagonal) can be computed in O(T 2) operations. Also, as de�ned in Proposition

(4.1) V −1 = (ÃT ⊕Tt=1 Q
−1Ã). Recall,

Ã = ITK − C̃

where

C̃ = B̃

IK(T−1)×K(T−1) 0K×K(T−1)

0K(T−1)×K 0K×K


and

B̃ = (IT ⊗B)P.

So that

V −1 = Q̃−1 − Q̃−1C̃ − C̃T Q̃−1 + C̃T Q̃−1C̃.

Now,

Q̃−1C̃ = {(Q̃(IT ⊗B))P}

IK(T−K)×K(T−K) 0K(T−K)×K

0K×K(T−K) 0K×K


is a product of two block diagonal matrices (in round brackets). Hence it give rise

to another block diagonal matrix Q̃(IT ⊗B) permuted by matrix P ( curly brackets

). This is consequently the block lower diagonal with one non-zero upper right hand

side block with K last columns deleted. The last transformation has the e�ect of

removing non zero right upper block yielding as a result lower block diagonal with
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last block equal to zero. Analogously, Q̃−1C̃ is a block upper diagonal. C̃T Q̃−1C̃ is

block diagonal since the e�ects of permutations annihilate each other. Thus �nally,

V −1 as a sum of block diagonals and upper and lower block diagonal matrices is

clearly a block tridiagonal. Therefore, (V −1 + H̃T R̃−1H̃) as a symmetric block

tridiagonal matrix, according to the Lemma B.2 given below can be inverted in

O(T 2) operations. Consequently, as R̃−1H̃ and its inverse which respectively pre-

and post-multiply (V −1 + H̃T R̃−1H̃)−1 are block diagonal, such multiplications are

of computational complexity of order O(T 2).

Remark B.4. There are a number of theoretical results describing the structure of

the inverses of block tridiagonal matrices, see Meurant [1992], Torii [1966] or more

recently Vandebril et al. [2005]. In this Chapter, we use results of Jain et al. [2007]

who derive a compact representation for the inverses of block tridiagonal matrices

that can be constructed in computationally e�cient and numerical stable manner.

Lemma B.5. Block Tridiagonal Inversion

Let A be a symmetric block-tridiagonal matrix of the form

A :=



A1 −B1

−BT
1 A2 −B2

−BT
2

. . . . . .

. . . AT−1 −BT−1

−BT
T−1 AT


where each Ai, Bi ∈ RNx×Nx . Thus, A∈RTNx×TNx with T diagonal blocks of size Nx

each. In this Chapter, we make use of ratios of sequential elements of the sequences

{Ui} and {Vi} for the stable computation of A−1. These sequences {Ri} and {Si}

are de�ned as follows:

Ui = RiUi+1, V T
i+1 = V T

i Si.

The sequences {Ri} and {Si} can be computed in O(TNx) operations using the
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following numerically stable recursions:

R1 = A−1
1 B1, Ri = (Ai −BT

i−1Ri−1)−1Bi, i = 2, ..., T − 1,

ST−1 = BT−1A
−1
T , Si = Bi(Ai+1 − Si+1B

T
i+1)−1, i = T − 2, ..., 1.

Diagonal blocks of A−1, denoted Di, are given by the following recursions:

D1 = (A1−B1S
T
1 )−1, Di+1 = (Ai+1−Bi+1S

T
i+1)−1(I+BT

i DiSi), i = 1, 2, ..., T −2,

DT = A−1
T (I +BT

T−1DT−1ST−1).

In the case under consideration (real, symmetric), either of the two sets {Di, Si}

or {Di, Ri} can be used as a valid representation of the inverse. Now, in order to

compute A−1 we have to apply the fast multiplication algorithm.

Fast Computation of A−1x.

We present pseudo-code for computing the product A−1x where A−1 is represented

by {Di, Si} sequence. For any vector z, we will use z[i] to denote the i − thblock

vector of size Nx, i.e.

z[i] = [z(i−1)Nx+1, z(i−1)Nx+2, ..., ziNx ], , i = 1, ..., T.

199



Algorithm B.2 Fast A−1x

Input : sequence{Di, Si} , vector x.
Initialize : p[T ] = x[T ].

For i ∈ {T − 1, ..., 1} do:
p[i] = x[i] + Sip[i+1];

y[1] = D1p[1],
q[1] = ST1 D1x[1],

For i ∈ {2, ..., T − 1} do:
q[i] = STi (q[i−1] +Dix[i]);
y[i] = Dip[i] + q[i−1];

y[T ] = DTp[T ] + q[T−1].

Return y.

The above algorithm takes computational time of O(TN2
x) and hence computa-

tion of

A−1 = A−1I = A−1



1 0 0 0

0 1
. . . 0

...
...

. . . 0

0 0 0 1


=


A−1



1

0

...

0


A−1



0

1

...

0


· · · A−1



0

0

...

1




takes O(T 2N2

x) ≈ O(T 2).

B.3 Additional results for the Harmonic Mean

In Figure B.1, we present the convergence plots of the estimated log marginal like-

lihoods obtained under the standard Harmonic Mean estimator (black line, e.g.

see Newton and Raftery 1994) and the stabilized approach (red line) proposed in

Raftery et al. 2007. The plots are against the index of a sub-sampled MCMC chain

(taken every 10 iterations). The plots are consistent with Raftery et al. 2007 in that

standard harmonic mean tends to overestimate the marginal likelihood.

We chose using this stabilization because we can marginalize out terms that relate

to µt and results in an estimator with reduced variance. The variance reduction
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Figure B.1: Convergence diagnostics of log marginal likelihood for each of �fteen
years with standard harmonic mean plotted as a black line and stabilized mean
plotted as a red line.

compared to the standard harmonic mean is proved and illustrated numerically in

Raftery et al. 2007. We note that the modelsM2 andM3 do not include µt terms

and as a result the standard harmonic mean estimator is used. Even with the

increased bias, the resulting marginal likelihood estimates are lower, so we believe

this should not pose an issue.

201


