














The method used for the LAMBDA variable can be extended
indefinitely simply by the addition of carrier variables to the
tie definition, and the addition of an appropriate node algo-
rithm to produce the outgoing value.

In a general sense such variables represent the inclusion
in the model of the variables of the real system. The reason
for inclusion is that their values determine the behaviour of
the real system sufficiently strongly to render the model
inaccurate or even useless without them. If all variables are
included then we end up with a replica rather than a model of
the real system. Without them the model may not fulfil its
purpose. The choice of variables to be included must therefore
rest with the modeller. His judgment should be confirmed by

a positive validation of the model.
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CHAPTER IV

IMPLEMENTATTION
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4.1 General Criteria.

In the previous chapter we have described a system for
modelling computational activity. This system was implemented
as a program in the SIMULA language on a Control Data 6600
computer. The name of the program is SHAPE, which is an acronym
standing for Software Hardware Allocation and Performance
Evaluator. A brief introduction to SIMULA appears in Appendix II.

An equal emphasis was placed on the modelling of software
and hardware to improve the evaluation of real performance.
Furthemmore, the basic interchangeability of hardware and software
pointed the way to modelling and descriptive syFtems which were
applicable to both, and minimised their differences.

Because software and hardware are regarded as similar and
complementary, a correspondence occurs between the two. Basically
this is the correspondence of store and dataset; processor énd
process, alternative connection and branching statements, parallel
connection and concurrent processes, and so on. Wherever possible
in the SHAPE system a single structure is used to model both
hardware and software. The differences between them appear as
different interpretations rather than changes in the structure.

For example the graphical representation is used throughout,
the software interpretation being called a SIgraphy and the
hardware one a PIgraph. This had led to nodes representing stores/
datasets and arcs representing processor/processes. This seems
a more useful graph model than earlier ones which have used the
arcs only as a visual expression of the precedence relationships
between computations. In these previous models the nodes were

used to represent the computations, thus leaving the modelleF with
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no remaining structure to which datasets could be naturally asqribed.
In the SHAPE system precedence relations are treated more explicitly
from the point of view of data dependency, so that the computations
which transform datasets are an inherent representation of these
relations. A further consequence of the SHAPE interpretation of
nodes and arcs is a simple expression of the binding situation at
any moment by means of a cut across the graphs.

The ST and PI graphs used in SHAPE are of a general kind.

There is no planarity restriction, arcs are allowed to have the

same initial and terminal nodes, and multiple arcs between a pair

of nodes are also permitted. The model has been provided with a
recursive capability in order to allow areas of special importance

to be investigated in greater detail, the sutmodel remaining embedded
in the main structure as a subgraph.

In SHAPE, processor is used to denote any data-transforming

plece of hardware, rather than a general purpose computer or Von
Neuman machine. The reason for this is that it allows us to take
into account specialized or restricted progessors, and the great
variety of special function hardware units which exist today, such
as display controllers, multiplexors, disc controllers, etc.
These must be modelled since they represent a dispersal of the
intelligence and ccomputing power of a utility, and can also be
of considerable significance when overall performance is being
considered.

A fundamental problem which arises in modelling a program is
the representation of both the static and dynamic behaviour of the
program. A static model of the program is one which shows the

program as it might be written on paper, that is to say with all
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paths, possibilities, and branches present. The dynamic model
represents one particular execution of the program. A particular
execution is obviously one where at each point of choice in the
static model the chéice has been made. Thus the dynamic model
consists of a selection of the actions available in the static
model.

In the case of SHAPE, a SIgraph shows all the possible
computations which may take place during realization of the
task represented by the graph. As the task is realizedy as a
binding of the SIgraph to a PIgraph, unselected alternatives are
disabled. On completion the bound graph which remains gives us
the dynamic model of that particular execution.

From this point of view branching statements are an online
control device for programsy which sllows the selection of
alternatives to be postponed until the actual execution, and
automates the process of selection (it is possible to imagine a
very primitive program which referred the predicate data of every
IF statement to the computer operator, who, flowchart in hand,
would make the decision and then reactivate the machine at the
appropriate instruction sequence).

Any attempt to model the execution of a task, and analyse
the performance of that execution, must be able to handle this
transition from static to dynamic representation. Some previous
models have used branching probabilities, mean execution times,
and so on to provide statistical results for overall execution
measures. SHAPE gllows for the use of these methods and also
some others which are more data dependent, as well as making the

insertion of predetermined decisions particularly easy.
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The representation of IF statements was influenced by the fact
that one of their more important functions is in the programming
of loops. In SHAPE the loop entries and exits are handled by IF-
type operations and the structure of these operations has been
oriented to making loop representation as convenient as possible.

In the model as it stands today nearly all binding and allo-
cation takes place as the cut crosses a node in the SIgraph.

It is when this happens that nodes enter and leave the cut zone,
nodes are bound to stores, and processors allocated to arcs.
Consequently this is the area of prime interest in modelling the
mechaniams which ensure continuing execution of the task.

It is intended that the SHAPE system will allow the trial
of alternative binding strategies, and that the binding problems
will be formulated in such a way that these strategies (that is
to say the mechanisms mentioned above) can be easily inserted and
removed. The problem is essentially that of optimizing the choice
of m out of n processors to be allocated to m processes subject to
various constraints (of course there may be fewer processors than
processes as well). The optimization may be done for this choice
aloney over the cut zone, or beyond the cut zone.

A recent result demonstrates the equivalence of preemptive
scheduling and fractional allocation, [MUNT 70]. This leads us
to expand the range of choice from integral allocations to
fractional ones. The rationale for this is that optimization
with fractional allocation seems far more amenable to solution
than the corresponding situation with preemption.

The intention of the SHAPE system is to provide an evaluation
of program realization for alternative allocation strategies, or

to compare the behaviour of different realizations.
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The main components of the SHAPE program consist of the gaph
input procedures, the allocator,; and the procedures for matching
and binding a PIarc to a SIarc. The binding of two graphs occurs
in simulated time. A time scale is generated for each pair of
graphsy, so that where a pair of bound arcs have subgraphs these
are bound in their own independent timescaley while that of the
upper level is unaffected. This mechanism is used by the
matching procedure to derive the time required for a PIarc to
execute a SIarc when both have subgraphs.

A pair of bound arcs is called a tie. A tie is created by
the allocator and exists for the duration calculated byi the
matching procedure. On terminating it activates the allocator
which releases resources previously associated with the t?e, and
then creates ties for any processes now ready and able to execute.

The SHAPE program does not include -all aspects of the model
described in the previous chapter. This is due partly to limita-
tions in the compiler and associated software (see Appendix ITI)
and partly to insufficient time for programming a full implementation.
The points of difference are described as they arise below.

In the following sections we dezcribe the graph input
procedures and then the operation of the allocator. After this
we give a more detailed treatment of ties and IFloopsy, and then

derive measurss for hardware and software performance.
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k.2 Graph input.

This section describes the way in which SI and PI graphs are
input from a sequential storage medium such as cards or magnetic
tape, to a random access medium such as core store. Such input
is necessary because binding of the two graphs as performed in the
SHAPE system, required the graphs to be in their topologically
linked form.

In this form each node consists of a block of data about
the node and a pointer to a chain of arcs. Each arc consists of
a block of data about the arc and points to the next arc in the
chainy and the terminal node of the arc; the initial node of all
arcs in the chain is the one at the head of the chain, by
definition.

The blocks of storage for the elements (arcs and nodes) of
the graph may be situated anywhere in the available core store,
and are linked by the pointers described above. The linkage so
formed duplicates the topology of the graph. Clearly such a
linkage can only exist in a random access type of storage medium,
so that we have to provide a sequential form of the graphs for
storage on sequential media. Such storage is desirable since
we cannot keep the graphs permanently in core store, and private
discs are not always available.

A normal SHAPE run will therefore be to input a SI and a
PT graph from a sequential storage medium, set up the topological
linkage, then perform the binding of the graphs, and output the
results.

We shall now describe the topologically linked form of the

SI and PIgraphs, starting with the structures common to both.
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Both nodes and arcs have an attribute called POINTER. In the case
of an arc thiz points to the next arc on the chain, and in the
case of a node to the first src on the chain. The arcs on a
chain are called the OUTarcs of the node which heads the chain.
Fach node possesses three integer attributes besides its pointer.
These are its node-~number, the number of its INarcs, and the
number of its OUTarcs (NODENUM, INARCS, OUTARCS).

Each arc has three other pointers besides that to the
next zrc. The first (NEXTNODE) points to the block of storage
used to hold the data for the arc's terminal node, and the other
two (FIRSINODE, DX) ars used when a subgraph exists for this arc.
The first of these points to the first node of the subgraph, and
the second points to the index for the subgraph. An index holds
a double entry for each node in a subgraph. The entry consists of
the node numbery and its address in core store. Entries are ranked
in order of increasing node number. An index also has its own
length and that of the arc data vectors as attributes. An arc has
one numerical attribute, SEQF. Entier (SEQF) is the node number
of the arc's temminal node, and the fractional part of SEQF
distinguishes between several arcs which have the same initial
and terminal nodes. For example if there were three arcs between
nodes 4 and 7, their respective values for SEQF might be 7.1,
7e2y o3

The whole graph is referenced by a specisl arc called a
graph headsr. In the graph header FIRSTNODE points to the first
node of the graph and DX to its index. The graph header has two
additional attributes which are the name of the graph, and its
TYPE (ST or PI). The structure described so far is common to

both types of graph.
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In SHAPE we use SIMULA class definitions to provide arcs,
nodesy indexesy graph headersy as shown in Fig. 4=1. Node and
arc linkage is shown in Fig. 4-2. Where several arcs have the same
fine structure only ons subgraph is necessary and all the arcs will
point to its first necde and index. A subgraph linkage is
illustrated in Fig. L4=3.

We now describe the data associated with nodes and arcs
in S8I and PI graphs, which depends on the type of graph.
A PInode (representing a store element) has the following attributes:
costy latency, block size, blocks per track, and capacity. These
are held in an array MU together with a random number seed for use
in the generation of latendy times. The run-time variables
TOTUSE, FSTUSE; LSTUSE, INUSE, MOX, MUT, MEF, and MIT are used
for gathering statistics during binding.

A SInode has as input data the repartition matrix (REP)
described previously. In SHAPE the activity matrix (ACT) has
not been implemented. Instead the allocator treats all datasets
as read-write data (REP [i,j] initially positive), and the sign
of REP [i,j] is used during binding to indicate its activity
(negative for active, positive for inactive). Consequently all REP
elements input to a SHAPE run are positive. One other data item of
a SInode is the variable PNID which gives the node number of a
a node in a PIgraph. If PNID is non=-zero, then the SInode will
be tied to the specified PInode during binding.

Binding time attributas are column vectors Q, LAM, BET, QD,

QT, QS. During semi-reentran®t binding for each row of the
repartition matrix, the corresponding element of Q is the initial

pointer to a queue of completed ties which have that row as their
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class element {pointer) ;
ref (element) pointer ;;

element 6lass arc {nextnode, firstnode, dx, seqf);
ref (node) nextnode, firstnode;

ref Iindz) dr:

element class node (nodenum, inarcs, outarcs);

integer nndenum, inarcs, outarcs j;:

arc class graph (graphname, type);
value grapghname;

text graphname;

integer type;

class indx (indxl, =adle);
integer indxl, adle;

begin
integer array number {O:lndxl] H

ref (element) array address CO:indxl] 3
aumber [0 :=1;
number [1ndxl] t=indxl

end;

Fig. 4~1 Node and Arc Class Definitions.
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terminal data. The variatles LAM [i] and BET [i] always contain
the values of lsmbda and bets for the current activation of row i.
QDy QTy QS are used for the collection of software statistics and
are descrikted in greater detail below.

The input data of a SIarc consists of two arrays PHI and
IFF. PHI is the function frequency vector and has n elements
where n is the number of software functions which characterize
the graph. PHI [i] is the frequency of the i th function in the
SIarc. N is also called the arc data length (equal to attribute
ADLE of the graph index).

IFF is an array that has zero elements unless the Slarc is
an IFloop. In this case IFF containz a random number seed, two
ifcodes and their four parameters. A binding-time attribute of a
SIarc is SFRAC, which is used to hold the fraction devoted to
this SIarc of the currently allocated processor. The array STARC
is used to accumulate software statistics as well as providing
a counter for use by IFloops.

A PIarc has as input data the processor performance array
PSI which consists of three vectors each with n elements. The
first vector giwves the times taken by the processor to perform
the n software functions charactsrizing the graph, and the
second and third give the processor utilization and efficiency
for thesge functions. Other data attributes are the physical
identifying number of the processor (ID) and the cost per unit
time of using the proceszor. The atiribute ID is required since
many arcs in a PIgraph can refer to the same physical processor,
which has the capsbility of resding from and writing to many

" memories. The run-time variable PFRAC provides the fraction
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of the processor which is currently allocated, and six other
variables are used for statistical purposes. SIMULA class
definitions for the node and arc data structures are given in
Fig. b-l, and L-5.

On a sequential medium SI and Plgraphs are stored as
sequences of card images. Each element of the graph (node or
arc) consists of a set of cards. The first card of the set
uses columns one to twenty to define the element in the
topology of the graph. The rest all have columns one to
twenty blank. All fields consist of ten columns, and a card
may have up to seven fields.

The first twenty columns mentioned above are the first
two fields of the card. A node has its node number in field
ong and field two is blank. An arc has the node numbers of its
initial and terminal nodss in fields one and two. If an arc has
a subgraph the remaining fields of its first card (arc card) contain
information about the subgraph. This consists of the numbers of the
first and last nodes, the number of elements in the function
vectors (arc width)y the number of nodes in the graph (graph
size), and a factor which detemmines the size of the index
relative to the number of nodes (GFACTOR). A graph header card
also has this information about its graph.

If an arc has a subgraph, then the data cards for the
subgraph immediately follow the set of cards for the arc.
A graph header card has the name of the graph and its type in
fields one and two. The card image formats are shown in Appendix

IV, together with detailed description of all array usage.
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arc class siarc (phi, 1iff);

real array phi, iff;

begin

real array store [0:7] ;

real sfrac;

integer ug;
ug := 1rt {0

end;

arc class plarc (psi, psid);

real array psil, psid;

begin
real array bvhican [0: psi [o, 1] ];

real putpr, putmx, putav, pefpr, pefmx, pefav,
pfrac;

end;

Fig. 4-5 Arc Class Definitions.
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The sets of cards for the graph elements are ordered
as follows. Each node is followed by all its OUTarcs.

The nodes may come in any order, The first card of the
deck should be the graph header card, which provides
information required by the input routines,

The type of a graph is an integer which gives the
number of function vectors which appear in the arc data.
Consequently a SIgraph is of type 1 and the Plgraphs currently
used are of type 3.

The graphs are input by a set of procedures in the
way described below. Firstly, the graph header is read,
and an object of this type is generated. Then a procedure
called SUBGIN is executed using some of the information
from the graph header. These actions are performed by
procedure GIN, The procedure GIN has one parameter (@)
which references the graph header after GIN has been called
to input a graph. The procedure SUBGIN inputs a subgraph.
The highest level of a graph is regarded as being a
subgraph of the graph header.

SUBGIN sets up the index for the subgraph being
input., The number of entries is the size of the graph
(number of node@Ltimes GFACTOR, Also set up is a scratch
array for arc data, After this the procedure INNODE
is called a number of times equal to the graph size.

When the first node is found, it is linked to the arc
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( or graph header) which heads the subgraph: This arc
also has a pointer to the index for the subgrapﬁ;

The procedure INNODE creates a node of the
appropriate type and enters its data. An entry is created
in the index for this node which gives its number and
address, The procedure INARC is then called a number
of times equal to the number of OUTARCS of the node:

The procedure INARC reads in the data for onecarcc
and then creates an arc object. The pointer from the
arc to its terminal node is created by searching the
index for that node number and thus accessing its
address, If the terminal node has not yet been read
in from the sequential file no entry will be found.

In such a case a plug is created in the free space

area of the index, The plug consists of the node
number in question and the address of the arc requiring
its address, When this node is read in, the procedure
which enters it in the index also satisfies all the
plugs requiring its address (see Fig. 4-6).

The arcs are chained as follows; Each call of
INARC has a pointer to the arc created by the previous
call as one of its parameters (in the case of the first
call, by INNODE, this pointer points to the node at the
head of the chain), This allows the linkage to be
established from the previous to the currently created arc;

After linking, the pointer is updated to point to
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- Fig. 4-6 Index usage for graph input.
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the current arc, and so is ready for the next call,
if any., The end of the chain is indicated by a null
pointer,

If INARC finds that subgraph information occurs
in the arc card, then a call to SUBGIN is made'.” This
call will then input the subgraph which follows the
data cards of the arc, In this way the process of
subgraph input operates recursively;

Several arcs may have the same subgraph, In this
case only one need be followed by the subgraph card
deck, and the others may give the initial and terminal
node numbers of this arc, ©Such a provision leads to
a plugging mechanism for subgraphs similar to the one
for nodes described above,

In this way the input procedures of the SHAPE
system creates a topologically linked data structure
of the type described earlier from a sequential file
of card images, A list of procedures used is given in
Appendix IV, It is often the case that several nodes or
arcs have identical data; To allow the modeller to
specify such replication compactly, rather than having
to repeat the complete data each time, some facilities
for data replication are included in the graph input
formats,

If a node Q has identical data to a previous node P
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then the nodenumber of P appears on the first card

of the node Q description, after the number of OUTarcs.

The rest of the data is then dispensed with, and

picked up from node P by the graph input routines:

In fact only one copy of such data is kept, and

this is referenced by all the nodes to which it

applies, For all arcs the parameter SHQF is held o .. .

separately on the second card of the arc data;

The IFloop parameters are held on the third card,

For arcs (r,s) which have the same data as arc

(p,q) the nodenumbers of p, and q, and SEQF of

the arc (p,q) can be placed after SEQF on the

second card of the data of arc (r,s). If this

is so, no data follows, and the graph input routines

link the arc (r,s) with the data of arc (p,q).:
Each run of the SHAPE program is controlled

by a run card which is the first data to be input;

The card contains the following items: the

number of graphs for this run (one or two),

the binding mode, the debug parameter, codes

specifying the type of hardware and software

statistics required, and the binding time limit

if any. The run card parameters are described

in Appendix IV,
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The facility for data replication is also
used to provide a mechanism for interlocking
the various states of a single physical processor,
An interlock is needed primarily for allocation;
so that the fraction of the processor allocated
is always known by referencing a single variable,
and can be altered by only one process at a timé;
To achieve this, all states (PIARCS) of a
single physical processor have an attribute
PSID which is a one dimensional array. There is
only one copy of this array, and it is this
which is accessed irrespective of which Plarc
is being dealt with, The zero element of the
array holds the fraction of the physical
processor currently allocated, and thus an
automatic interlock is provided., The remaining
elements of the array are used for statistical
purposes,

A procedure calted TOPSCAN is also
provided for use with the graph input routines:
This procedure performs a topological scan
through the graph listing the linkages which
it finds, Its purpose is to check that the

graph input routines have functioned correctly
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before binding is initiated,

150



L.3 The allocator.

The current version of the SHAPE system performs binding of
SI and PIgraphs using a SIMULA object of class allocator. The
allocator has been constructed as a class definition since it is
regarded as controlling the execution of a single cut or comnection
between the two graphs. Use of the class definition allows the
generation of more than one allocator, the retention of local data
describing the condition of its cut by each allocator, and the
conventent use of SIMULA simulation facilities.

The execution rule (or block) of the allocator is prefixed
by the predefined class SIMULATION, so that each allocator generated
is effectively an independent simulation (system of quasi-parallel
processes). In what follows some knowledge of the programming
language SIMULA is assumed.

Within the execution rule a process of class tie is
defined. This process is used to represent the allocation of a
process (arcoof a SIgraph, not simulation process) to a processor
for a given period of time. During this period the process and
processor are sald to be tied.

When a tie is completed the allocator is called to free
resources, update the cut status and initiate ready processes by
binding to appropriate resources. An allocator operates only for
one subgraph. When an arc is found which itself has a subgraph,
the procedure which matches processes to processors generates a new
allocator to provide the results of the matching.

In a real computer system binding is done either by hardware
or software. If by software then this software requires at least

intermittent use of system hardware.
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Thus in the real system the resource allocation (binding)
mechanism itself requires some of the resources it allocates.
The one exception is the case when the hardware involved is
special purpose hardware which cannot be used for any other
activity. This case will be termed free resource allocation
for obvious reasons (the resource allocation hardware is of
course only free from the point of view of the allocatory for
its purchased it is a resource permanently assigned to the
allocator which is treated as another process). Where the
resource allocation mechanism uses only a very small proportion
of the resources it allocates, then it may be thought of as free.

In a real system resource allocation is performed, for
example by various procedures in the operating system by the
control unit of the central processor (this is very low level),
by the control elements in a multi-plexor, and so on. These are
the real analogs of the SHAPE allocator.

We note that different levels of task execution have
different allocation mechanisms. This is reflected in the
SHAPE system by generation of a new allocator when a subgraph
is encountered. The allocator in the SHAPE system is a super-
visory algoritlm which advances task execution, as represented
by the binding of SI to PI graphs, by reallocation of resources
as various elements of the task terminate.

The allocator of the SHAPE system corresponds to the
algoritim K, and the procedure match to:the procedure S, which
are described in the previous chapter. The general structure

of the allocator is shown in Fig. 4=7.
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~8

class allocator (parameters); T
simulation begin |
process class tie (params);
bezin hold (duration of tie)s
activate allocator after current;
_ end;
release resources of completed arc;
"update cut status;

determine number of arcs ready to proceed;

for s:=1 stop 1 until number ready do

-
O
H

g

=1 stop 1 until processors available do

‘match (s,p);
igybétter match then save (s,p);

end ;

activate new tie (s, best p);

allocate [resources;

end;
end;
Qrocedure match (s,p);
| bezin

it s= subgreph then activate new allocator

else simple matchy

provide analysis of matching;

end;

Fige. 4-7 outline of class allocator.
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This outline shows that the binding process is recursive in
that it can deal with subgraphs nested to an arbitrary depth. In
the SHAPE programming system a cut is represented by the set of
all ties in the sequencing set of the corresponding allocator's
simulation system.

Referring back to the previous chapter, we note that a cut
consists of all arcs of a SIgraph which are currently being
executed together with their initial and temminal nodes, and all
elements of a PIgraph which are tied to these arcs and nodes.

Each object of class tie represents the execution of a Siarc, and
includes a pointer to this SIarc and the Plarc tied to it by the
allocator. ZEach tie also has pointers to the initial and terminal
nodes of its Slarc and Plarc. In this way the set of ties
corresponds to the set of active arcs and their nodes, i.e. to

the cut zone.

When a SIarc completes its execution the elements of the
terminal nodes' repartition matrix which represent its output
datasets are marked as active (set negative). The allocator then
examines the updated matrix to see whether any of the OUTarcs now
have all their initial datasets active. If this is the case such
an arc is ready to proceed.

The actions and constraints involved in binding such an arc
fall into two categories. The first category is the constraints,
and consequently decisions, which can be derived directly from the
nature of the SHAPE model.

The second category consists of decisions made between
alternatives equally acceptable from the point of view of the model.

The algorithms which make these decisions taken together form a
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resource allocation strategy. For the prototype SHAPE system to
operate some such strategy was required, and in fact was provided
as a minimal set of simple rules. It should be emphasized that
these rules are arbitrary, can be changed at will,and thus provide
opportunities for investigating different strategies of resource
allocation.

We shall now examine the detailed operation of the prototype
allocator. The allocator parameters are shown in Fig. 4-8.
These enable the initial conditions to be set up and the datasets
of the first SInode to be activated by the first call of the
allocator. We shall now follow a typical iteration commencing
after a tie has terminated.

The alloc?tor has six reference variables which point to
the Plarc and SIarc of the tie which has just completed, and to
the initial and terminal nodes of these arcs.

P Plarc

PIN

initial node of Plarc
PINN - terminal node of Plarc

S Slarc

SIN = initial node of Slarc

SINN - terminal node of SIarc

These pointers are set by the execution rule of the tie, just

.before it terminates, using an inspect statement. In this way the

allocator is aware of the elements of the completed tie on entry.
The allocator uses a number of Boolean variables to give

information about the tiey and later on in activating new ones.

These are as follows.

155



class

fpn -

fsn -

pdx -

sdx -

T -

allocator

pointer to
pointer to
pointer to
pointer to

eventually

(fpn,

first
first
"index
index

holds

4

fsn, pdx, sdx, t, gutmx, gutav);

node of PIgraph.
node of SIgraph.
of PIgraph.
of SIgraph.

total time to execute grapn.

gutmx, gutav - performance measurement variables,

Fig. 48

Allocator Parasmeters.
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PERT -
FERST -
LARST -
IPH -

DLAY -

complete -

true if no Plgraph, SIgraph evaluated as an activity graph
with arc duration given by sum of elements of vector PHI.
true if allocator called to first node of graph.

Condition is PIN = = SIN = = none.

true if allocator called to a terminal node. Condition

is that the terminal SInode indicator of the first OUTarc
be zeroy, i.e. SINN - REP [0,1] =0

true if tie was an IFloop. This is a tie whose initial
and terminal nodes are the same. The condition is

SIN = = SINN and S = / = none.

true if tie was a delay loop. This is an arc which is
used when the allocator finds a ready arc at a SInode,

but cannot bind it because there are no resources
available. In this case a delay is activated to ensure
that the allocator is called to this node at some future
time to attempt to bind the ready\arc again. The delay
loop is like an IFloop, but not tied to any PIlarc, and

has no SIarc. The condition is SIN = = SINN and S = = none.
set true if initial SInode has no active datasets

(ACTIVITY = 0) after tie terminates

The first part of the allocator deals with the freeing of resources

used by the completed tie. The repartition matrix (REP) of the

initial SInode (SIN) is accessed, and the column for this SIarc

(8) is found. The zeroth element of the column (REP [0, j]) is

the terminal node indicatoryand by this the column can be

identified.

The indicator value is the same as the sequence

fraction of the SIarc.
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Having found the column in the repartition matrix of the
initial node which corresponds to the completed SIarc, the
allocator proceeds to deactivate the datasets shown in the column
as active (all if a normal OUTarc, one if an IFloop). At the
same time the number deactivated is counted and their size
(amount of memory required) is summed.

After this the active count for this SInode is de?remented
by\the number deactivated, and the amount of memory in use in
the tied PInode is decreased by the sum of the dataset sizes.
Each SInode has a reference variable SPTIE which points to the
store (PInode) in which the datasets of the SInode are resident.
When there are no datasets active SPTIE has the value none,
and the SInode is not tied. If the active count falls to zero,
then the allocator sets SPTIE :- none.

The allocator now deals with the processor (PIarc) to be
freed. Since a processor may transfer information between more
than one pair of stores, we allow each such state to be
represented as a separate Plarc in a PIgraph. These states all
represent the same physical processor howevery and so it is con-
venient, for resource allocation purposes, to know what fraction
of a processor is in usey as a sum over all states. Bach
processor is given an identifying integer (ID) which stays
constant over its states, i.e. every Plarc representing a state
of a processor will have the same value for ID. This is held
in an array PSID which is common to all states of the processor.
This array is made common by declaring the corresponding
variable as accessible by reference rather than value during
Plarc generation by the graph input procedures. The first

element of the array PSID contains the sum over all states
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of the processor fraction currently allocated. The remaining
elements are used for measurement purposes.

The attribute SFRAC of the tied SIarc gives the fraction
of the processor which was allocated to this Slarc. The allocator
will subtract this from the particular PFRAC attribute accessed
by the method described aboveyand also set SFRAC to zero.

For a discussion of fractional allocation see section 4.k.

At this stage the allocator accesses the repartition matrix
of the Slarc's terminal node and searches for the row which
describes the terminal datasets of the SIarc. The zeroth element
of each row (REP [i1,0] is the initial node indicator. The
indicator value is the node number of the initial SInode of the
INarc, plus the sequence fraction of the SIarc, minus the node
number of the terminal SInode.

The terminal datasets (non-zero elements of the row) are
activated by making them negative. If the completed Slarc was
an IFloop then only one element is activated. The column in which
this element occurs is given by the allocator's local variable
IFCOL. IFCOL is preset by the tie before it calls the allocator.

We can provide for more than one Slarc to activate the same
row of a REP matrix by\noticing that the allocatory when
searching for the correct row of the REP matrix to activate,
tries to match the INarc specifier to the following expression,

SEQF - SNN + SN
where SNN is the terminal nodenumbery SN is the initial node
numbery and SEQF is the sequence fraction of the incoming arc.
Row i is selected as representing the terminal datasets of the

INarc if
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REP [1,0] = SEQF - SNN + SN
We usually require that entier (SEQF) = SNN, and that entier
(REP [1,0]) = SNN, in which case SN is the official initial node
for row i. However it is clear from the above expression, that
if we wish to activate the row i by an INarc from some other
(unofficial) node, we can do so as long as SEQF + SN has the same
value as before. That is to say that row i of the REP matrix can
be activated by an INarc from any SInode in the SIgraph so long
as the value of SEQF of the INarc is suitably chosen. An example
is shown in Fig. 4-9.

When the stores (PInodes) which hold the datasets of the
initial and terminal nodes of the SIlarc are different, storage
allocated to the initial SInode is released. Storage allocated
to the terminal SInode is not, since the terminal datasets of
the SIarc must continue to existy being the initial datasets of
subsequent arcs.

When the stores are the same (this occurs if the SIarc
is an IFloopy or if the initial and terminal SInodes have been
allocated to the same store) the allocated storages of the
initial and terminal nodes are regarded as being superimposed.
Thus storage is only released if the initial allocatilon is
larger than the terminal requirement.

This last is an allocation strategy and not a constraint
of the model. It was chosen since it corresponds to the
strategy followed by\most operating systems. For example, when
storage is allocated for execution of a FORTRAN program, terminal
variables, i.e. ones which are used to hold results and have no.
initial value, are ine¢luded in the initial allocqtion. If these

results are to be preserved for a subsequent execution phase,
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Node 3

Node 7

seqf = 7.1

3.1

Node 4

6.1

seqf = 6.1.

Node 3 is the official origin node for row one of Node 7.

Fig. 4-9 Multiple INarcs.
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then only excess storage is discarded on completion of the program.

SHAPE d0es not require a model to contain a terminal node.
If part of the cut is extinguished (for example by the terminal data-
set of a SIarc having only zero elements), then the cut need not
terminate if new active datasets are being generated elsewhere.
It is possible to generate a fixed number of these using a
DOloop, bu? a more flexible alternative was provided for SHAPE.
This was the possibility of indefinite generation of agtive
datasets, and termination of binding when a given time limit
(variable from one run of the SHAPE program to the next) was
exceeded.

An additional feature is provided in SHAPE, namely
multiple temination. A terminal node is one which has an
OUTarc to node zero. This OUTarc is notional since node zero
does not actually existy and is represented by a column of the
REP matrix which has its OUTarc specifier equal to zero.
Clearly such a column can ekxist in more than one node of the
SIgraph, thus allowing for the representation of more than one
binding termination. When such a column becomes ready (all
datasets active) it is immédiately deactivated to represent the
instantaneous execution of the OUTarc to node zero.

If there are then active ties still present, the cut is
not considered to have terminated. That iss the presence of
the ties implies there is further binding to be performed,
and the allocator continues with this as usual. The same
column may become ready again, at a later stage of binding,
and the termination procedure repeated. This repetition will
continue so long as active ties remain in the system, and is

called multiple termination.
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In SHAPE non-reentrant and semi-reentrant binding (modes 1
and 2) have been implemented. Completely reentrant binding is
described in the preceding chapter, as are the differences
between modes 1 and 2. From the point of view of the allocator
there are two important distinctions, firstly that in mode 2 a
ready Slarc may be allocated even if one or more of its terminal
datasets is still active, and secondly that a completing tie may
find a terminal dataset active, in which case it is queued.

If such a tie is queued, it is called a transaction and has
three main attributes, LAMBDA, BETA, and IFCOL. These are the
LAMBDA, BETA and IFCOL of the completing tie. Transactions are
chained and the head of the chain for each INarc of a REP matrix
is pointed to by the corresponding member of a reference array
Qy whose dimension is equal to the number of INarcs. The chains
are processed on a FIFO basis.

The methods of queueing and reactivating the REP matrix
by bringing in queued transactions are governed by the principle
of keeping successive cuts distinct and allowing no interaction
between them. Sequence is maintained by FIFO queueing, and
separation by ensuring that a transaction is brought into a
REP matrix only when the columns containing the elements it will
activate are all inactive. An example is shown in Fig. 4-=10.

When a tie terminates in mode 2, as it deactivates its
initial datasets it also scans the rows of the REP matrix which
contain those datasets. If it finds that such a row has no active
datasets and there is a queued transaction for the row, it will

bring in the transaction.
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Transaction at head of Q[ZI activates datasets a,b, and c.

Fig. 4-10 Transaction entry to REP matrix.
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Suppose column two in Fig. 4=10 completes, then datasets a and e

will be deactivated, and rows twc and three scanned for activity.

If datasets b and ¢ are inactive the row is avaiiable for a queued

transaction. If Q[2] is not null, the transaction at the head of

the chain will be brought into the REP matrix. That is to say that

datasets ay, by and ¢ will be activated and the transaction values

for LAMBDA and BETA will be inserted in the array elements LAMBDA

[21 and BETA [2]. If IFCOL is greater than zmero, then only the

dataset for that column is activated, e.g. if IFCOL of Q [2]

is equal to 6 then dataset ¢ only ,will be activated. In such a

case the row scan does not require a and b to be inactive.
Separation of successive cuts is ensured, since we know that

all the columns of the REP matrix affected by bringing in a

transaction belonging to cut n + 1 have completed execution in

cut n. Other columns may still be executing in cut n, but

cannot interact with cut n+ 1 since they have no elements in

common with the activated rowy ec.g. any of datasets e, dy, my T,

ry hy ky may still be active when a transaction is brought in

on row two. Similarly, should a tie whose INarc terminal

datasets are represented by row two, find any of a, b, ¢, active

on its termination,it will be placed in the queue defined by Q [2].
The number of datasets which are currently active in a REP

matrix is called its activity. In mode two the activity includes

the number of transactions queued at the node. If queues only

are considered, activity is equivalent to queue size. If the

REP matrix has only one element per rowy, the row is analogous

to the server of the corresponding queue. When the activity at

a SInode falls to zero thsre can be no storage requirements and



consequently the SInode is freed from the PInode to which it was
bound. This allows a subsequent reactivation of the node to bind
it to any acceptable PInode.

Finally we add a postscript to reentrance restrictions
where IFloops are involved. When an arc is allocated in mode 1,
the allocation is allowed only if its terminal datasets are
inactive. However, if any temminal dataset belongs to a column
which is an IFloopy a further restriction becomes logically
necessary. The aim of both restrictions is to prevent a Slarc
being allocated while any columns of its temminal node which
contain its temminal datasets are active. This ensures non-
reentrant execution. As long as the column is not an IFloop,
the first restriction is sufficient . If it is an IFloop, we
bring in the further restriction that no dataset of the column
may be active, as otherwise the IFloop might still be active due to
a dataset in another row to the terminal row of the arc being
allocated. Similarly in mode 24y a terminating tie is queued if
it would otherwise activate a dataset in the column of an
already active ITFloop. With this rule same illegal side
effects are also avoided which can arise when the IFloop is a
DOloop. This ends the section of the allocator which deals
with the freeing of resources.

We now describe the section of the allocator concermed
with activating new Slarcs. Having processed a completed tie,
the allocator examines the terminal SInode of the tie to see
whether the activation of the terminal datasets provides any OUTarc

of the SInode with a complete set of active initial datasets.
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Effectively this means scanning the repartition matrix to
see whether any\column has a1l its non-zero elements negative.
If the column represents an IFloop; it is sufficient to find
one negative element. During the scan, whenever an OUTarc is
found to be ready, an attempt is made to allocate a processor
to ity and to allocate any storage required by its terminal node.
For each OUTarc (column of REP) the Boolean variables TIED,
POSSIBLE, NOPE, PCAN and IPPH are used. These are initially set
to false. If the OUTa?c has the same terminal and initial node,
then IPPH is true. The SHAPE system includes SIarcs which require
no processor. Since matching of PIlarc to SIarc is based on the
function vector PHI of the Slarcy we allow arcs to have all
elements of PHI equal to mero. We interpret this as a state-
ment that the STarc regquires no hardware functions, therefore
no processor. Such Slarcs are allocated as usual,y except that
they are not bound to any processor. Clearly they are of zero
duraticn, and hardware dependent only for terminal dataset
storage. In every way they are treated as regular Slarcs, and pro-
vide a convenient method of treating aspeéts of a model which are
time or logicy rather than hardware,>dependent. If such a Slarc
is found by the allocator scan, the variable NOPE is set true.
If the OUTarc can be executed (this is determmined during the
attempt to allocate resources to it), then POSSIBLE is set to
true. If the OUTarc's terminal node is tied to a store, then
TIED is set to true. If the SIarc is net only executable, but
the appropriate resources are availabley, then PCAN is set true.
If LARST is true and a ready OUTarc is found, this signifies

that all the datasets of the last node have been completed.



Consequently the graph (or subgraph) is complete, and the
allocator exits to its own complietion procedure.

On finding a ready OUTarc the allocator attempts to allocate
the resources it requires, and activat: it, as follows.

First the allocator searches down the chain of SIarcs from

the node under consideration to reach the data block for the
ready arc. This block holds = pointer to the terminal node of
the arc, which is read to the variable SINN. The variables SIN
and S already hold pointers to the SInode being scanned and the
ready arc respectively. The varisble PIN holds a pointer to the
store to which the SInode is tied.

At this point we enter the hardware allocation loop of
the allocator. This loop is traversed for each ready OUTarc
found in the scan. For a processor (PIlarc) to be able to
execute the ready arc it must be able to read from the store
to which the SIlarc's initial rode is tied, since it is in this
store that the Slarc's initial datasets reside. That is to
say we must restriet ourselves to OUlarcs of this store.

The allocator accesses the tefminal SInode's repartition
matrix and calculates the quantity of storage required by the
SIarc. In the case of an IFloop the storage required is the
size of the largest dataset which could be selected by the
IFloop. A restriction introduced here is that the size of the
largest dataset may not be greater than the size of the initial
dataset. This is not a constraint of the model; the reason is
that an IFloop is regarded as performing a test on its initial
dataset, and consequently choosing an alternative rather than

creating any new data.
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For generality the implementation provides for the case where an
IFloop has its first IFCODE (this code governs the selection of
the IFloop's terminal dataset) set to zero. This condition is
interpreted as meaning that though the SIarc has the seme initial
and terminal nodes, it is to be treated as a nomal Slarc and all
the datasets of its terminal row are activated.

The SHAPE implementation has the property that a SIarc which
is active and allocated (tied to a PIarc and executing) is autoe
matically protected from further (erroneous) allocation.

This could occur since all elements in its column of the REP
matrix of its initial node remain negative while the tie executes.
Should the allocator scan such a column it would appear ready and
consequently a candidate for allocation. However, on completing
a tie the allocator scans only columns which contain a dataset
activated by the completion of the tie. Such a column could not
have been previously ready (and also, therefore, not previously
allocated) since at least one of its elements was inactive.

This ensures that any OUTarc allocated by the allocator has
become ready on that call of the allocator and is therefore not
already allocated. The exception to this is the case of delayed
columns, but these are known to be unallocated since theilr QUTarc
specifier is set negative. In brief, if a termminating tie
activates row i of its terminal REP matrix, then the allocator
scans only columns j for which REP [i,j] < O, and columns which
have been marked as delayed in the manner described below.

The allocator now chaing down the OUTarcs of the initial
PInode performing the following tests. If the ready arc's

terminal node is tied to a store, a check is made that this is
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also the terminal store of the Plarc. If noty the Plarc is not
considered.

If the terminal SInode is not tiedy the PIarc's terminal
store 1s checked to see that its capacity is sufficient to
provide the maximum storage the SInode may require. This
restriction is not a constraint of the model; it is an
allocation strategy aimed at preventing system deadlocks. 1f
the restriction is not satisflied, then the Plarc is not
considered.

If the SIarc is an IFloopy then the Plarc's terminal store
must be the same as the initial one, since all datasets of a
SInode must reside in the same store. The model provides the
facility to specify that a SInode be tied to a specific store
of a PIgraph. Each SInode has an attribute PNID. If this is
non-zero, the allocator will only tie the SInode to a Pinode
whose node number is equal to PNID. As each node must be
uniquely numbered, there will only be one such node in any
graph. Use of this facility requires that the SIgraph be
used with PIgraphs known to have appropriately numbered nodes,
decreasing the independence of the team description.

If all the above tests have been successfully negotiated,
the allocator will now proceed to assess the performance of the
processor in executing the SIarc we have been dealing with.

This it does by calling procedure MATCH. Procedure MATCH requires
pointers to the two arcs, and the length of the performance:
vectors, as parameters.

It provides in return the time the processor will take to
execute the Slarc, together with certain measures of performance of

such an execution.

170



If the processor is incapable of executing this STarc, MATCH returns
a negative value for the execution time.

MATCH derives its results from the software function
frequency vector of the SIarc (PHI [i]), and the three performance
vectors (PSI [i,1], PSI [i,2], PSI [iy3]) which give the time used
the utilization, and the efficiency in execution of the i th function.

If MATCH finds that the SIarc has a subgraph then it checks
that the PIarc being matched also has one. If not, an error is
logged. Otherwise MATCH generates a new allocator to bind the two
subgraphs, and thus provide the required performance measures.
Control passes to this allocator and remains there until this
sub-simulation is completed. MATCH then extracts the results it
needs and exits back to the original allocator.

Here we check the time provided by procedure MATCH.
If positive, the Boolean variable POSSIELE is set to true.
The allocator then checks that the processor's temminal store
has sufficient storage available to accomodate the terminal
datasets of the SIarc. It also checks that the processor or
a fraction thereof is set free to be allocated. If both these
conditions are satisfied, PCAN is set to true and the allocator
proceeds to compare the performance measures of this processor
with the best found to date. If the comparison is favourable
the new processor replaces the old as the best choice for this
SIarc.

At present the comparison is made on the time taken to
exegute the SIarc. The reasons for this strategy (again

such a choice is not a constraint of the model) are as follows.
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The performance measures currently in use are not definitive.
One of the purposes of the prototype system is to examine their
validity. Their use in allocation decisions would distort the
behaviour of the system and therefore severly interfere with any
such assesament. The choice of execution time as an allocation
criterion is prompted by its frequent appearance (sometimes
implicit) in existing systems, and by its widespread use as
the variabletto be optimized in theoretical treatments of
processor allocation.

The algorithm used for obtaining an OUTarc LAMEDA
from the LAMBDA values of its INarcs makes the new LAMBDA
equal to the scalar product of the OUTarcs REP matrix column

and the LAMBDA vectory that is,
INARCS

Z REP [lsJ]A

1=1
This means that the LAMBDA value of a tie now gives the total
amount of data being processed by the tie. This allows the
modeller to specify the guantitative aspects of data
repartitioning, and to incorporate absolute quantities as well
as relative ones.

The derivation of an OUTarc BETA from the BETA values of
its INares will depend on the interpretation given to the
variable BETA., This was introduced as a modelling aid for the
collection of cut statistics. It is expected to be used mainly
to record generation times for cuts or parts of cuts, and so the
following algorithm wss chosen as being the most useful for such

recording.

(3j D= Max [e (3 1
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where &4 = 1 if REP [i,3] # O and zero if REP [i,j] .-.d

With this algoritim cut age is regarded as being the age of the
youngest cut member, in the event that more than one age is
produced, and allows BETA to record the most recent value
produced by a SIgraph specified change.

The duration of a tie is now LAMBDA * T where T is the
execution time of the SIarc per unit data. This is the T provided
by the procedure MATCH, and is adjusted to reflect thg fraction
of processor allocated to the tie.

The allocator performs the steps outlined above for each
PTarc on the chain of OUTarcs of the initial PInode. On reaching
the end of the chain the best choice, whoge address and
characteristics have been saved, is allocated to the SIarc.

This is done by setting the attribute PSID [0] of the
PIarc to the previous fractional allocation plus the fraction
currently being allocated. Any storage required for the.
terminal datasets of the SIarc is allocated and the change
recorded. Finally an object of class tie is generated, with
an execution time derived from that provided by procedure MATCH.

The allocator may arrive at the end of a chain of Plarcs
without finding one which it can allocate to a ready Slarc.

This can occur for two reasons. The first is that no processor
was found which was able (this includes temminal store suitability)
to execute the SIarc. The class of circumstances which lead to
this situation correspond to what are usually called run-time
errors. Such errors may sometimes imply a logical error in the
SIgraph being executed, for example, a missing job control card,

or they may imply that the graph cannot be executed on the given
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PIgraphy, i.e. configurational limitations. An example of the latter
might be the generation of more data by a program than could be
accomodated on a physical storage device. In these cases the
allocator ceases to bind the two graphs and takes an error exit.

The allocator has a number of tests which check for error condi-
tions throughout the iteration. When an error exit is taken,

an error code is output which identifies the condition which has
arisen. A list of error codes and theéir ' meanings is given in
Appendix IV.

The second reason for not allocating resources to a ready
PTarc is that all resources are in use. In such cases the arc is
marked as ready by setting its temminal node indicator (REP [0,3])
negative, and a delay is generated for this node. The delay is
a type of STarc which does not require hardware but ensures that
the allocator is recalled to the desired node at a later time,
when resources are again free. When the allocator returns to a

"node due to a delay arc, it performs no freeing of resources,
but scans the zeroth elements of the columns of the matrix REP
to find delayed ready OUTarcs. It then attempts to activate
these OUTarcs in the nomal way. There 1s never more than one
delay associated with a SInodey and this propagates as long as
delay?d STarcs remain unallocated.

Delays are scheduled by the allocator to reactivate when
resources %ecome available. If no such occurrences are found
in the list of future events, then a deadlock situation has
arisen, and the allocator terminates binding with an error

message.
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Every call of the allocator checks whether the system time
has exceeded the binding time limit, and if so halts binding and
exits to the statistic processing procedures which operate on the
data accumulated during the run.

A debugging option has been included in the SHAPE
implementation to output extensive tracing information during
each iteration of the allocator. In particular all software to
hardware matchings (successful and unsuccessful) are output,
together with the appropriate reasons.

For further details the reader is referred to listings

of the SHAPE program in INDRA Note 286.
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L. Ties and IFloops.

We now discuss some aspects of the SHAPE impleméﬁtation which
are not explicitly prescribed by the modelling system presented
in the previous chapter. The first of these if the representation
in a directed graph of processors which can read from and write to
more than one store. Such a processor would seemingly require
a Plarc with several initial and terminal nodes. Below we argue
that this is a misleading picture of the situation, and put
forward a description using the PIgraph as currently defined.
In the implementation itself this method is compressed by the
use of a processor state for each potential configuration.

The next aspect of the SHAPE program dealt withvis its
ability to represent preemptive scheduling. An arc at any
level of a Slgraph is the indivisible process at that level.
Consequently the question must arise as to how the implementation
will model a preemptive event occuring during arc execution
without violating that property. By the introduction of
fractional allocation, and using the results of Muntz [MUNT 70]
we argue that allocator variation of the fraction is equivalent
to preemptive scheduling. The latter part of this section then
deals with branching arcs, called IFloops in the implementation.

Within the simulation block of class allocator a process is
defined with the name TIE. This process has a duration equal to
the product of a time TIM and the tie's datasize LAMBDA. Both
variables are parameters of the process and have values provided
by the allocator which activates the tie. If the SIarc of the
tie is an IFloop, then either parameter may be changed by the

tie itself.
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When the tie terminates it sets pointers in the data area of
of the allocator (which is global to the tie) to reference the
initial and terminal nodes of the SIarc and Plarc which constifute
the tie. Pointers are also set to reference the arcs themselves.
The tie then reactivates the allocator, terminating itself in the
process.

The Plarc which is allocated to a SIarc to ferm a tie may
represent one state of the processor involved. In the SHAPE
systemy a Plarc is used to describe each possible configuration
of a processor. These Plarcs are referred to as states of the
processor, since they all refer to the same physical processor.

This is not a fundamental attribute of the PIgraph
method, but a shorthand for the basic, but more unwieldy
representation of such processors. A processor which can read
from and write to more than one store does so by having a data
path (in some sense separate) to each store. For any given
configuration only one pair of data paths is in use. Both read
and write data paths use storage internal to the processor
(usually one or more registers), and data transformation occurs
when the processor proper operates on this internal sborage.

We can represent each data path by a PIlarc, internal
storage by a PInode and the processor by a loop at this node.
Thus a one to one correspondence is retained between hardware
items and PIgraph elements. We use the mapy state representation
as a shorthand in situations where more detail is not required, so
reducing the processing requiredy for a run. An illustration of

the two representations is shown in Fig. 4=11.
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In the SHAPE system a task may be allocated a fraction of a
processor as well as a complete one. In a real system it is not
usual to find true fractional allocation. Where it does occur,
closer examination reveals it to be unitary allocation of sub-
assemblies of the processor, or preemptive allocation invisible
to the allocatee (preemptive allocation usually occurs in its
most elementary form, namely time-slicing).

We use various results of [MUNT 70] to justify the use of
fractional allocation to protray preemptive scheduling in the
SHAPE system. In their paper Basic Scheduling (BS) discipline
is defined as one in which once a processorvis assigned to a
task it must work continuously on this task until it has been
completed. If processors can be interrupted before a task is
completed and reassigned to a new task, the discipline is called
Preemptive Scheduling (PS). |

An alternative variation of the BS discipline is to allow
fractional allocation of a processof to a task. If the
fraction assigned is w then it 1s considered to increase the
computation time of the task by a factor of 1/w. If the
fraction allocated to a task is allowed to change during its
execution the discipline is called General Scheduling (GS).

[MUNT 70] shows that a General Scheduling discipline
is equivalent to a Preemptive Scheduling discipline. As remarked
above, real systems usually use some form of PS. The
reallocation of resources can only occur when an individual task
completes. It need not occur if completion does not make any
other task ready. That is to say that task completion is a

necessary but not sufficient condition for reallocation.
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(unless we include return of the resource to the idle chain, in
which case completion is also sufficient).

The allocator of a real (preemptive) system is either alerted
to the completion of a task by the setting of flags, or is auto=-
matically activated by an interrupt. The essential purpose of
the interrupt mechanism is in fact to activate the system allo=-
cator (interrupt identification and housekeeping) which preempts
resources (the processor) for a higher priority task (interrupt
handling). Handling the interrupt may itself generate new tasks
which are generally of lesser priority. Such tasks compete for
resources with those already in the system, without preemptive
priority, i.e. are added to tables or queues.

The SHAPE allocator is able to duplicate the behaviour
described above. A completing task (tie) sets allocator
variables with identifying information before activating it.

The allocator will then update the status of the tie's terminal
datasets, free resources usedy, and has the capability to preempt
a processor for a higher priority task which is now ready.

Such preemption can be achieved by altering the existing
fractional allocations of the processor to provide the necessary
resource. When a task completes, the freed processor fraction
may be allocated amongst other tasks already tied to the processor,
because these are chained (the chain starting with the attribute
PSTIE for each PIarc) and consequently available to the activated
allocator.

From the above remarks we see that the SHAPE allocator can
meet the requirements of a scheduler for a General Scheduling

discipline, since it is able to allocate a fraction of a processor,
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and to vary this fraction when the system changes state. From the

equivalence of a GS and PS we contend that the SHAPE allocator can

adequately represent preemptive scheduling, and can also duplicate

its dynamic behaviour.
In the SHAPE system an IFloop is a SIarc which has the same

initial and terminal node. Such an arc is allowed to perform

some functions which are not made available to arcs with different

initial and terminal nodes, and we now describe these functions.

An IFloop description consists of six real numbers which
are stored in an array called IFF, at run time. There are two
IFcodesy and each IFcode has two parameters, say A and B. 1If
both IFcodes are zero then no special action is taken when the
IFloop is activated. The array IFF.is an attribute of all
Slarcsy, but we make the restriction that only an IFloop may
have non-zero IFcodes.

This restriction excludes arcs with different initial and
terminal nodes from executirg IFloop functions. The restriction
is arbitrary and has been made only to test the hypothesis that
modelling computational activity does not require IFloop
functions to be available on other arcs.

At present all IFloop functions are executed as soon as
the IFloop is activated. There is then a delay of duration
T x LAMBDA before the IFloop terminates and activates its
terminal dataset(s); T is the arc execution time per unit data,
and LAMBDA is the data size.

The first IFcode (IFCODEONE) controls the choice of terminal
datasets to be activated. If IFCODEONE equals zero, then all

the terminal datasets are activated, otherwise a choice is made.
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Pig. 4-12 DQloop examples,
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The 1nccming arc activates
dataset u. This 1is
sufficlent to iniltiate
execution of the IFloop.
It chosses to activate
dataset v, reinlitiating
its own execution, until
the counter reaches 50.

It then c¢hooses dataset

w, activating the outarc.

On entry the dataset t 1is
activated and initiates
execution of the IFloop.
This will choose to acti-
vate dataset v and so
execute process p. On
completion process p
activates dataset u which
executes the IFloop again,
This has the effect of
executing process p fifty
times before exlting

through dataset w.



The method of choice depends on the value of IFCODEONE (which is
an integer between O and 7). If IFCODEONE equals one then the
IFloop behaves as a DOloopy i.e. it adds one to a counter held
in array element STARC [0], and activates the first dataset in
its terminal row. As soon as the counter equals parameter B, the
second dataset is chosen for chosen for activation, and the
counter is reset to the value of parameter A. Use of DOloops is
shown in Fig. 4-12.

If IFCODEONE equals two then a random choice is made between
the first and second datasets of the row, with probability of
choosing the second equal to parameter A.

If TFCODEONE equals three then the k th dataset of the row
is activated, k being a random integer between A and B.

IFCODEONE equal to four is used for setting the BETA
parameter of the IFloop to its termination time. A1l terminal
datasets are activated as in the case IFCODEONE equal to zero.
BETA, like LAMBDA, is a variable which propagates with the cut,
and is currently used to retain the cut creation time. Its age
is then available at any stage of its history.

The second IFcode, IFCODETWO, is concerned with providing
new values fof T or LAMBDA. If it is positive T is set to the
new value, if negativé then LAMBDA is reset. The new value itself
is chosen by a method corresponding to the numeric value of
IFCODETWO (an (integer 1 to 7). If IFCODETWO equals zero then
no action is taken and both T and LAMBDA are left as provided by
the allocator. If either is reset,y this alters the duration of
the IFloop appropriately. IFCODETWO has its own pair of parameters

in the array IFF, which we will again call A and B.

183



If IFCODETWO equals one then the new value used is a linear

function of the old one, namely A times the previous value pllis B.
If IFCODETWO equals two then a random choice is made between
retaining the old value and replacing it by B. The probability of
replacement is A.

If IFCODETWO equals three then the new value is a random
integer between A and B.

If TFCODETWO equals foury then the ﬁew value is a random
real number between A and B.

If TFCODETWO equals five the new value is randomly chosen
from a normal distribution of mean A and variance B/1.96. If
the new value is greater than B it is set to B, which removes
the five per cent tail of the distribution.

IF IFCODETWO equals six the new value is randomly chosen |
from a negative exponential distribution of mean 1/A. Should the
chosen value exceed By it is set to B. If however B is zero, then
this rule is not applied.

If IFCODETWO equals seven the new value is randomly chosen
from a Poisson distribution of mean A. The new value is set to
B if it exceeds By and B is greater than zero.

Should an IFcode be out of range, or a specified dataset
not found in the terminal row, then the IFloop passes a signal
to the allocator not to activate any terminal datasets. This
effectively extinguishes the IFloop passes a signal to the
allocator not to activate any terminal datasets. This
effectively extinguishes the IFloop since no further activity
occurs (apart from deactivation of its initial dataset).

This facllity may. be used deliberately to terminate an

unwanted process if desired, since it does not cause the
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allocator to halt the binding of the two graphs.

A further facility implemented in the SHAPE program
compensates for the absence of mode 3 binding. This allows
an IFloop to deactivate its own initial dataset immediately
after activation. Since this dataset is the only indication
in the graph structure that an IFloop is executing, the effect
is to allow several reentrant executions of the IFloop to
occur concurrently. The facility is involved by changing the
sign of IFCODEONE, making it negative.

The actions taken according to the numerical values

of the IFcodes are summarized in Fig. 4-13.
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]

ifcode _
value dataset activated
0 all
1 if counter < b then first: counter + 1
else second counter:= a
2 random choice -~ prob (first) = l-a
prob (second) = a
3 k th where k:= random integer (a,b)
4 all: beta := termination time
5 illegal
6 illegal
14 1llegal
ifcode
value new value for lanmbda or beta
O no action
1 newval:= a % oldval % b
2 prob (newval:= oldval) = 1 - a
prob (newval:= b) = a
newval:= random integer (a,b)
4 newval:= random real (a,b)
5 newval:= normal (a,b/1s96)
if >0 then newval & b
6 newval := negexp (a)
if > 0 thén newval & b
7 newval:= poisson (a)
if b> 0 then newval & b

Fig. 4-13 Summary of IFcode actions.
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L75 Hardware measurements.

In this section we develope performance measures for hardware
usage during computation. The purpose of a measure is to distinguish
quantitatively if possible, between alternative courses of action.
Performance arising from a particular course of action is judged
good or bad by criteria expressed in terms of measures. For a
measure to show different alternatives without bias, its
derivation and operation should be independent of them; its value
is then an accurate reflection of the alternatives.

The modelling system described in Chapter III is recursive.
We argue below that measures used in it should also be capable of
recursive application. Among the aims of the system is the
comparison of different software graphs executing on the same
hardware and vice versa, as well as the investigation of
alternative allocation strategies. Consequently we require that
any measures Used in the SHAPE system are independent of allocation
strategy and graph features which can be varied by the modeller.

Our choice of performance measures attempts to satisfy these
conditions. We concentrate'on two elements underlying many
existing measurement systems, and which were first put forward in
Chapter III. To recap briefly, two measures for the performance
of a processor P in executing an arc S were used. These were the
utilization (ut) and efficiency (ef). Utilization may be thought
of as that fraction of the processor whid is needed by the task
Sy i.e. 1 = ut is the fraction which is never used. Efficiency is
the weighted average fraction of the utilization which is is uge

during the execution of S.
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We regard a processor P to be made up of n components
weighted with a cost function cj for the j th component. The
processor can perform any of m functions Ti in time ti. When a
particular function is being performed not all componenﬁs are
used. The fraction (weighted by the cost function cj) used is
the utilization uti for the function fi' Each component is in
use for a time tij < ti, that is to say that the utilized components
may not be in use for all of the time taken to perform the function
fi' The efficiency efi in performing function fi is the weighted

fractional time in use of those components which are utilized.

This then leads to the following definitions.

C:ZC.
3 J

ut

%cj sign (tij) /gcj = %cj sign (tij)/ o

ef, = [J ¢ 5ts 5 / ti)j_cj sign (tij) =§ ¢t, s / ut,t.C
An example of the use of these definitions is shown in Fig. 4-1k.
Since the SIgraph model is structured recursively, as is the
SHAPE allocator, it is clear that we would like some form of
performance measure which was also defined in a recursive fashion.
Such definition would allow statistics to be uniformly derived at
any level of the model,y irrespective of the depth at which the
SHAPE run was executing. Using the measures utilization and
efficiencyy, we would like relations between levels k and k+1 of

the type,

efk = f (e fk+’| k+1

wt = g (efT, ity
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Processor P has thirteen components.

Components one to nine are used by function f.

ut

9 14
Jél °J/Z- °

=

.'Jél °3% /ng "

el

function | mix | time | ¢y c2 c3 . . e Cpn |ut Jef
1 #1 £ty t11 t12 tlB . o e typ juty efl
f2 g2 | t2 | ®a1 %22 t23 o« |utz[efe
f3 d3 tB t31 . . ut3 ef3
fm dm tm tml . . . . . tm utm efm

Pig. 4-14 Processor utilization and efficiency.
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The reason that utilization can be less than one is the
existence of a minimal unit of allocation in most of the systems
under discussion. That is to say that a certain unit, or amount,
of the resources available must be allocated, or none at all.

In such a situation, if a task is to be executed, then the allocated
resource will generally exceed the task requirement (it is
infrequent for the requirement to be an exact multiple of the
allocation unit). In the case of a processor it is clear that it

is possible to allocate only the whole processor at any given time.
Since few tasks require the complete range of functions which the
processor can perfonm, there will be unused components in most

task executions.

If we apply this point of view to a SIgraph of many levels,
we see that there will be a minimal unit of allocation at each
level, determined by the resources which can be described at that
level. When resources are allocated for an arc at level k - 1,
which has a subgraph at level k, not all components of the resource
may be needed in executing the subgraph. The components will be
described by the k th level of the Plgraph on which execution is
taking place. If we assign a cost cj to the j th component at the
k level then the utilization at level k = 1 will be the sum of the
cj for components used during the execution, divided by the sum of
cj for all components belonging to the unit allocated at level
k - 1. That is to say,

mb1=Zc.ﬁm(tV20.

where tj is the time for which the j th component was in use.
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Following a similar line of reasoning, we can say that the
efficiency at level k = 1 will be the fractional usage of those
components actually used in executing the subgraph at level k.

We use the words fractional usage to denote fractional usage in

both component spaces and time. That is to sayy if the processing
unit cj spends a total time tja allocated to arc a, its utilization
during such allocation is'ﬁtja. If we sum over components and arcs

of the k-level subgraph, we get

-1 X k=1 .
efk = E c'j g tjautja /t E o, sign <tj)

{ oty g, / B ut e
a

where tk_1 is the time taken to execute the subgraph at level k.

At the lowest level of a Plgraph we arey by definition,
unaware of the fine structure of the processing units being
allocated at that level, and of the task being executed. Without
this knowledge we can at most know the time for which an individual
component is used <tj)' This does not affeet the derivation of
w1 for the arc (task).

Assuming that the graph model is constructed to a depth at
which the addition of further levels (greater depth) will not
affect the results being sought we can take the ut?a to be one at
the deepest level. That is to say, that the omission of a fine
structure (i.e. subgraph) on the part of the modeller implies
that the ut?a are negligibly different to one (negligibly in the
sense that taking ut?a = 1 introduces a negligible error in the

behaviour being investigated). This action can at most affect

efk-1; efk-2 is calculated using utk_1 which is unchanged.
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time integral of activation time integral of
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activation times

current associated
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FPig. 4-15 Node Statistics in arrays QD, QT, QS.
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Howevery, if the INarc specifier of the row, REP [i,0] is
negative the corresponding rows of D, QT, and QS are not used
for queue statistics but to accumulate counts, sums, maxima
and minima of the LAMBDA and BETA factors of the incoming arc
activations.

These are cut statistics, and may be collected at any node.
If the node is the terminal node of the SIgraph, then the values
collected will reflect the values of LAMBDA and BETA associated
with the cut on its completion. At other nodes they will reflect
intermediate stages of the cut history. BETA is a variable which
records a time value and propagates with the cut. When one of the
OUTarcs of a SInode is allocated, the value of BETA given to the
tie is equal to the largest BETA associated with the INarcs which
provided the initial data of the OUTarc. At the moment BETA is
set to the current time when a cut is generated. On completion of
the binding which this cut represents BETA will still have this
value (unless deliberately reset by an IFloop) and thus provides
the age of the cut. At nodes other than the terminal one BETA
can be used to provide the cut age at an intermediate point of
its history. In semi-reentrant mode, LAMBDA and BETA values of
ties are retained in transaction attributes TL and TB when the
ties are queued. A use for the BETA factor occurs when a cut
represents the transmission of a message in a switching network.
In this case the cut age is the overall transmission time from
source to destination. Array usage for cut statistics is shown in
Fig. L-16.

The following statistics are recorded for SIarcs in array
STARC [1:6], namely the number of times the arc was allocated,

the sum of the execution times and utilizations, and the maximum
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- QD. (1] ar 1] a8 [1]

1 Jcut counter | [out counter

2 |sum of lambdas sum of betas

3 |min " " min " " sum of squares

of bvetas
4 {max ® . max " " sum of sqﬁarea

of lambdag

Arrays QD, QT, QS are used in this way when REP [}.Q]<LO

Fig. 4-16 Cut statistics.
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and minimum execution time and utilization. This is shown in Fig.
L7,

On graph completion in addition to the above statistics,
the fraction of time (activity) for which nodes and arcs were
active is printed. Averages are also printed for arc execution
time, node activity, queue size, assodiated data, and in all cases
these are averages over the whole graph time rather than the
active time of the elements concerned. If the second type of
average is required it can be obtained from division by element
activity.

The items described above have been implemented as being
a simple but sufficient and useful set of statistics for present

use with the SHAPE system.
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STARC

1 execution count

2 sum of execution times
3 max " "
b |min " "

5 sum of utilizations

6 max " "

7 min " "

Fig. 4-17 Arc statistics in array STARC.

206



CHAPTER V

VALIDATION
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5.1 The choice of validation.

For any system which attempts to model a large class of
computational processes there must be many candidates for the role
of validation. In choosing a model 1t is advantageious to select
the simplest one which still tests all the facilities of the
modelling system. In our case a further consideration was the
type of problem the system would be applied to after its
validation. A validation based on a related problem would have
the double advantage of ensuring the adequacy of the system for
the subsequent work, and providing relevant experience in this
area of its use.
¢ One of the most stimulating of current developments has been
the research and construction of computer netwroks. The initial
problems have been the very basic ones of implementing suitable
communication systems between the node computers, and their
clusters of terminal users. Once such communications are
implemented the connected user can access not only the facilities
available at his own node computer, but those throughout the
network. For this reason such networks have been called resource
sharing networks.

Computer networks have also been constructed for other
reasons. Message switching systems make the solution of the
communication problem their prime objective. Real-time networks
(of which military and airline ones are the best examples) have
been implemented to conduct operations beyond the capability of
a single computer.

This leads us to expand the remarks in Chapter I which

assert that at any given time there must be tasks which require
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a degree of computing power that can only be provided through
parallelism. Real-time networks have been a response to such
tasks. It is to be anticipated that as the operational difficulties
of resource sharing networks are solved their facilities will not
only be shared but also used cooperatively in the solution of
camputational problems of a new order of magnitude.

The common prerequisite of computer networks has been a
communications system between the nodes. A very frequent solution
has been séore and forward tranasmission of messages as a series of
packets. This has been the choice of the implementors of the
Advanced Projects Research Agency (ARPA) and National Physical
Laboratory (NPL) networks.

The intended application of the SHAPE system was to an
extension of the ARPA network to Norway and London. For this
reason the validation test chosen was the modelling of a samall
store and forward communication system. This model provides
tests of the major functions of the SHAPE system. The creation
of messages (i.e. the traffic) to give particular distributions
of frequency and length uses IFloop facilities for random
numbers generation, and delay, and dataset size setting. The
dispatch of messages to their destinations requires the
allocation of processors (the transmission channels) and memory
along the route. Accumlation of messages at intermediate nodes
uses the queueing ability of mode two binding. Measurement
facilities are used to derive the validation test statistic, and
S0 on.

In the following sections of this chapter we discuss the

store and forward system to be modelled, present the model itself,
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and derive the test statistic. Lastly, the results from a number
of computer runs of the model are given and examined for confirma-

tion of validity.
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5.2 Store and forward networks.

In a circuit-switched network of communication channels two
subscribers who wish to exchange information must first establish
a circuit or path, between their temminal equipments. This path
is static once established and remains in existence for the
duration of the dialogue. The channels which make up the path
are consequently dedicated for this period. Telephone systems
are an example of circuit-switched networks.

A store-and-forward network transmits information between

subscribers without establishing a fixed path between them, and
without dedicating channels for the duration of the dlalogue.
This is achieved by fommatting information as messages with an
address or destination. A message is then transmitted along the
route to its destination, with one channel being allocated at

a time. Channéls tranamit between exchanges or nodes which are
able to store messages and usually have several incoming and
outgoing channels. When a message arrives at a node the outgoing
channel is selected using the message destination, and routing
information possessed by the node. If the channel is free the
message 1s tranemitted immediately, otherwise it is stored at

the node and forwarded later, giving rise to the name for these
networks. The routing may be fixed or vary with conditions

in the network. An example of this type of network is the postal
service. TFor this reason the phrase packet-switched network

is sometimes used.

The nature of computer-to-temminal, or computer-to-computer,
dialogue makes store-and-forward communications a more economic

choice for computer networks than circuit-switching.
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The dialogue typically has long pauses while a terminal user
prepares his next inpuf or a computer produces a reply.
Nevertheless a high data rate is required when transmission does
occur in order to provide good response times in interactive
systems. Such usage inevitably incurs a high overhead in idle
time when channels are dedicated, as is the case with a circuit-
switched network. In contrast store-and-forward networks are.
an attempt to ensure that messages use the minimum channel
capacity which is required for delivery. However, the storage
facilities and the necessity of routing procedures now introduce
a new coverhead which must in turn be assessed.

The type of store-and-forward network which is used for
this validation is that treated by Kleinrock in his book

Communication Nets. This class of network is characterized by

the following properties.

Each node in the network may be both a source and a sink
of messages. The channels and nodes are assumed to be noiseless
and reliable. Delays at nodes due to routing procedures and
other housekeeping operations are assumed to be negligible.
Messages are considered to have only one destination and must
reach it to leave the network. This implies unlimited storage
capacity at the nodes. Messages may not be transmitted out of
a node until they have been completely received. Messages are
generated at a node with exponentially distributed interarrival
timesy i.e. their generation is a Poisson process. Message
length is also assumed to be exponentially distributed, and

both processes are considered stationary with respect to time.
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The first five of these properties are not unrealistic. The
last three represent reasonable assumptions of great mathematical
usefulnessy and Kleinrock refers to telephone traffic data which
supports their plausibility. The performance measure of this
type of network is the average message delay. This is the mean
over all messages of the total time spent in the network by a
message. For ease of reference we use the same notation as

Kleinrock, which is summarized below.

ik = average number of messages entering network per second

with origin j and destination k.
X. = average number of messages entering i th channel per second.

1/‘ij = average length of messages which have origin j and

destination ky in bits.
C. = capacity of i th channel, bits/second.

total arrival rate of messages from external sources.

> <
[

= total arrival rate of messages to channels within the net.

n = average path length over all messages.

1/&, = average message length from all sources.

C = sum of all channel capacities in the net.

e = network loady i.e. ratio of average arrival rate of bits
into the net from external sources to total capacity of net.

ij = average message delay for messages with origin j and desti-

nation k.
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T, = average delay for a message passing through channel i,

queueing plus tranamission time.
T = average message delay.

The definitions lead to the relations,

Y,

¥
h = jz'k Kjk/( ¥ ij)

C = Lci
h a‘?kxjk

=¥/(po)
A= Z')\i

T= jgc Xjk 23 /¥ = ‘L-;}‘i /Y

The average message delay is the performance measure to be
optimized, and Kleinrock has derived analytic results for the
allocation of channel capacities which achieves the optimal delay.

Firstly he shows that for the class of nodes with N outgoing
channels of capacity C/N (the total capacity C is a constant) the
average message delay is a minimum when N = 1. This result is
used to develope the optimal channel assigmment for a net of N
independent nodes each with a single output channel. The assign-
ment (subject to the constraint that the sum of the channel

capacities is constant)
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which minimizes the message delay averaged over the set of N nodes

is given by,
N N
c, =)‘i/f"i + {c - J; )\j/ Nj) /Xi/[\'i /;,Z‘q >\j/ M

Using this assignment gives,

T = iq,/)\i/x‘di>2 C(1-p)

Finally, for the general case of an interconnected net, with

})i =\J for all i, the optimal channel assigmment is given by:
_ N
C. =>\i/‘\) + C(1-np)y Ai jg'\‘/ )\j

This gives,

T=n (§‘1,//\i//\i) 2 N C(1-ap)

The assigmment can be interpreted as follows- Each channel is
first apportioned just enough capacity to satisfy its average

required flow of Ai/rj bits/sec. After this the capacity is,

C -

™M=

Ai/r) = C(1-p)
1

which is then distributed amongst the channels in proportion to
the square root capacity assigmment. It is this last case which
we have chosen for the validation of the SHAPE program. A model
of an interconnected net is described using the SHAPE system and
the channel capacities are calculated as shown above. The mean
message delay is then measured and compared with the calculated
value of Ty using given confidence limits. For detailed back-

ground to this subject the reader is referred to [KLEI 64].
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5.3 The validation model.

The model used is a simple one from the first part of Kleinrock's
book. It descriﬁes the hypothetical message flow between five
cities of the United States. The topology of the network is shown
in Fig. 5-=1. The traffic matrix is based on a conjecture of Zipf
that the flow between two cities of population Pi and Pj a distance
Djk apart is given by

Kjk =°<Pij/Djk
where ¢ is a constant of proportionality. This leads to the
proportional traffic matrix given in Fig. 5-2. Kleinrock chooses
the total capacity to be equal to the total proportional network
traffic (38.33) and M = 10. The routing procedure is fixed and
consists of the set of shortest routes. This leads to the mean
path length

n =AY = 1.3
The routing is shown in Fig. 5-3. Variable values for individual
links of the network are shown in Fig. 5-4, the total link traffic
% being 50.23. TFrom the individual channel delays and the
traffic matrix, we can calculate the delay for each type of
message, and these are given in Fig. 5-5. Using the intermediate

results that,

c(1-mp)/L | N = 1.39286
Z\P\:/z = 11.95698

p =Oo/|
We find that the average message delay

T = 0.0447767
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New York

Chicago

Los
Angeles
Houston

The channels shown are full duplex, so that total

channel capa~ity in the net is 38.33.

Fig. 5-1. Valid=tion Network.,
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0,610 0.623 0.131 __ ) o~753 i
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Total Traffic § = 38.33

Mean message length 14U = 0.1

5-2.

Proportional Traffilc Matrix.
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Link N1 \fST; ! Ty 1/c1
NY/CH 9.950 | 3.15436 | 5.38858 | 0.0227605 | 0.185578
NY/HO 3.875 | 1.96850 | 3.1293% | 0.0364718 | 0.319556
CH/DE 3.638 | 1.90735 | 3.02046 | 0.0376411 | 0.331074
CH/HO 0.820 | 0.90554 | 1.34329 | 0.0792839 | 0.744441
HO/DE 0.131 | 0.36194 | 0.51723 | 0.1933610 | 1.933371
HO/LA 3.548 | 1.88361 | 2.97340 | 0.0381155 | 0.335750
LA/DE 3.153 |1.77567 | 2.78856 | 0.0404325 | 0.358608
Total 1ink traffic = 50.23

Fls . 5-4 .

Link Trafflc, Delay, and Capacity.
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Z NY CH HO DE LA

NY | - 0.0227605 0.0364718 0.0604016 0.0745873
CH - 0.0792839 0.0376411 0.0780736
HO - 0.1983610 0.0381155
DE - 0.0404325
LA -

The matrlix elements Z give the delay for messages

Jk
with origin J and destination k.

Plg. §-5. Message Delay Matrix 2.
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The top right and bottom left halves of the traffic matrix
define two identical and non-interacting systems. Consequently
it is only necessary to model one of them, and we in fact choose
the top right system. This system is shown in Fig. 5-6 with
node numbers assigned to the cities. The topologies of the
SIgraph and PIgraph are shown in Fig. 5-7, but without the
IFloops of the SIgraph. Nodes of the SIgraph, examples of its
arcs, and examples of the PIgraph data are shown in Figs. 5-8,
5-9y 5-10 and 5-11 respectively.

Node one generates messages to four destinations, namely
nodes two to five. The generation of each is caused by an
INarc of the node (e.g. that entering the row with arc specifier
1.21). Termination of the INarc activates two matrix elements.
The first of these reactivates the INarc itself for a delay
drawn from a negative exponential distribution, while the second
activates a further arc (e.g. that of column with specifier 1.22)
which draws a value for the dataset size from a similar distri-
bution. This second arc has a zero duration.

The dataset size is effectively equivalent to:the message
length in our model, since the function which is executed by
SIarcs between two SInodes is the transmission of one bit between
them. Such SIarcs have a non-zero element in their function
vector, and so must be tied to Plarcs capable of executing the
function. These Plarcs represent the communication channels of
the network, and their function vectors give the time required to
transmit one bit from the initial to the terminal node, i.e. the.
inverse of the channel capacity. The nodes of the PIgraph there-
fore correspond to the storage available for messages at each of

the five cities.
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Fig. 5=6.

HO (3)

Directed Semi-Network.
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sigraph (loops and node 0 not shown)

Pig. 5-7. Slgraph and Plgraph topologiles.
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1.21

1,22

1.31

1,32

1.41°

1.42

.

2.40

1.51

1.52

3.50

3.30

2.31

2.32

3.30

2.41

2.42

L.,4o

2'51

L.50

4.10

2.

20

~»1.40

- =-»1.20

2.20

0

'Fig. 5-8. Nodes 1 and 2 of model Sigraph.
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Fig. 5-9. Nodes 3,4, and 5 of the model SIgraph.
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Transmission arc

1 2

Generator delay arc

1 1

Generator message length arc

1 1

5 5

Pig. 5-10. BRBxample arc.. data of the SIgraph.
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PIgraph nodes

1 0 2
120 o 0 0 0 0

Plgravh arcs

1 2
2
11 0
gy 1
-1 -1
-1 -1
-1 -1

Pig. 5-11. Example node and arc data of the PIgraph.
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We have used the SHAPE facility for specifying that a SInode
be tied to a particular PInode to ensure that messages are generated
in the correct store. The fixed linkage between the SInodes and
PInodes is required since the SIgraph contains the routing pattern
of the network. As each message is generated the current time
is recorded in the BETA variable of the generating tie. This is
then propagated with the message until its destination node is
reached. Here cut statistics collection is involved by setting
the incoming arc specifier negative. This has the effect of
measuring the message delay which is accumulated in scratch
variables as described in Chapter IV. After this the message
is destroyed by the use of an IFloop whose terminal row has only
zero elements.

The distribution used for the delay between generation of
successive messages with the same destination is negative
exponential so that the generation is a Poisson process. The
mean of this distribution then determines the average rate of
message generation for this destination. In the model these
means are taken from the proportional traffic matrix. Similarly
the message length is generated using drawings from a negative
exponential distribution of mean 1/NM (=10). In order to
approximate unlimited storage at the PInodes, we have given
each one a capacity of ten to the power twenty.

The model as a whole is started by activating the termminal
datasets of each generator arc. After this initial activation
the generation proceeds automatically as described above.

The initial activation is produced by null arcs from node zero.
This is possible since the SHAPE system allows activation of the

same REP-matrix row by arcs from different SInodes.
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In the run card for the model we specify node zero as the initial
node and consequently graph binding commences with the activation
of the row of the node which has a zero INarc specifier.

The run then continues until the time 1limit specified on
the run card is reached. The seed of each random drawing
stream is taken from the arc data, so that different runs can be
produced by altering the seeds. Details of the data, and seeds
of individual runs,can be found in INDRA note 285, Institute of

Computer Science, 1973.
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5.4 The statistical test.

We have ten distinct message types in the validation model,
each with a theoretically calculated mean message delay of Z
where i is the message type. We shall call the delay for the
J th message of type i, xij’ and the number of these messages n, .
If we now consider the variables,
S B |
then these have a theoretical mean of zero for every message
type. Because all the ten groups of the X have the same mean,

we can combine their variables by simple addition so that,
N82 ::Z_ X}E{
i
where N = E% n,

and 52 is the variance of all the xk taken together. This allows
us to apply a t-test to the whole sample of the x - The hypothesis
for the test is then that

X = 0
The advantage of treating the data in this way is that we have now
developed a single test which utilizes all the observations
produced during a run of the model. We now derive the statistic t
as follows.

t=x -pN

s/ =1

where, in this casey, M= 0. Also we can write:-

2 (T2 - v -xke)/ (1)

so that,

t = (N-1)x, xﬁ S
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NOW'

A
1}
TN

n

uM »
e
L'l
l—’:j
N

N

= 1{ n (;1 - z.)
N i
andg 2
2.y 2
- X i3 (xij - z.)
= Z_ xij - 2% Ziz. xij + ‘)_ nizi2
ij J €
N 2 - 2
= i xij - 22 nizix:.L + anizi
1] 1 1
2 —
= Z Xij —2 niZi(EXi - Zl)
ij 1
also,
£ (-1 = )% ey s = %)
5 _ 2
= Z (x7. - 2x. .xi) + n.X.
3 ij i iTi

Z 2 —
= X.. - n.X,
3 4l i%4

In the model runs N > > %0 so that the t - distribution is
very close to the normal distribution. That is to say we use
the bottom row of the table in Fig. 5-12. For this case the
probability that [t|l > 1.96 is 0.05. Thus if we get such a value
from a run we reject the hypothesis that §£ = 0 with 95% confidence.
Otherwise we accept the hypothesis.

We can obtain 95% confidence limits for the true meanffj-

of the X, by writing
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Fig. H-12, Vaiuzs or ¢t CorrzsronniNg 7o Given Promasrumes® .

Degrees Probability of & deviation greater than ¢ ' Probobility of a deviation greater than ¢
el ;
froedomn o5 I oor | owoes | o5 | o | oas | 2 25 3 35 | .4
1 63.657 | 31.821 | 12706 | 6.314 [ 3.078 | 1.083 | 1.378 1.000 . 727 .510 .325
2 9.925 6.065 4.303 | 2.020 | 1.886 | 1.386 | "1.061 818 617 .445 289
3 5.841 4.511 3.182 | 2.353 | 1.638 | 1.250 .978 .765 584 424 277
- 4 4.604 3.747 2.776 | 2.132 | 1.533 | 1.190° 041 74y 569 414 271
5 4.032 3.365 2.571 | 2.015 | 1.476 | 1.166 .920 727 550 .408 .267
8 3.707 3.143 2447 | 1.043 | 1.440 | 1.134 .008 718 .553 ,404 .265
7 3.499 2.998 2.365 | 1.895 | 1.415 | 1.119 896 711 .549 402 263
8 3.355 2806 | 2306 | 1.860 | 1.397 | 1.108 .889 706 | - .546 .300 .262
9 3.250 2.821 2262 | 1.833 | 1.383 | 1.100 .883 .703 543 .398 .261
10 - 3.169 2.764 2.228 1.812 1.372 1.093 .879 700 542 397 260
11 3.106 oms | 2201 | 1.796 | 1.363.| 1.088 876 697 .540 396 260
12 3.055 2.681 2.179 1.782 1.336 1.083 873 695 .539 395 259
13 3.012 2.650 2.160 | 1.771 | -1.350 | 1.070 870 694 .538 394 250
14 2,077 2.624 2.145 | 1.761 | 1.345 | 1.076 868 692 .537 303 258
15 2,047 2.602 2131 | 1.753 | 1.341 | 1.074 866 691 .636 393 258
16 2.921 2.583 2,120 | 1.746 | 1.337 | t.071. .865 .690 535 .392 258
17 2,898 2.567 | 2.110 | 1.740 | 1.333 | 1.069 .863 .689 534 392 257
18 2.878 2.552 2.101. | 1.73¢ | 1.330 | 1.067 .862 | .ess 534 .392 257
19 2.861 2.539 2.003 | 1.720 | 1.328 | 1.068 861 688 .533 .391 257
20 | 2.8 2.523 | 2.088 | 1.725 | 1.325 | 1.064 .860 687 .533 .391 257
21 2.831 2.518.) 2080 | 1.721 | 1.323 | 1.083 859 .688 .532 391 257
22 2.819 | 2.508 2.074 | 1.117 | 1.321 | 1.061 .858 .688 532 ,390 258
23 2.807 2.500 2.069 | 1.714 | 1.319 | 1.060 .858 .685 532 ,390 256
24 2.797 2.492 2.084 | 1.711 | 1.318 | 1.050 .857 .885 31 .390 256
25 2.787 2.485 2.060 | 1.708 | 1.316 | 1.058 .856 .884 .531 .390 256
28 2.779 2479 | 2.05 | 1.706 | 1.315 | 1.058 .856 .684 531 .390 258
27 2.1 2.473 2.052 | 1.708 | 1.314 | 1.057 .855 .684 531 .389 258
28 2.763 2.487 2.048 | 1.701 | 1.313 | 1.056° | .885 .683 530 .389 250
29 2.756 2.462 ¢ 2.045 | 1.600 | 1.311 | 1.058 .854 ,683 .530 .389 256
30 2.750 2.457 2.042 | 1.607 | 1.310 | 1.055 .654 .683 .830 .389 256
0 2.578 2.320 1.060 | 1.645 | 1.282 | 1.036 842 .674 524 ,385 .353

" The probability of a devistion numerically greater than ¢ is twice the:

probability glven at the head of the table. '
f “Siatistical Methods for Ressarsh Workers,” with th
g (Bl el T sk i
v Y



Ik):Ek ¥ 1.96 s/ ./ N-1

5
=% % 1.9 /Xxi_ NEK/(N_*I)

This allows us to examine the range of,} which falls within

the confidence limits of every run.
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5.5 Validation results.

Altogether eight runs of the model were executedy, the last of
these having an order of magnitude longer run time. Each run
produced the normal SHAPE statisticsy as described earlier.

The cut statistics were used to calculate the t-test values

as described in section S.4. For each message type the terminal
node's row corresponding to the message arrival INarc was tagged
(the INarc specifier set negative) for cut statistics accumulation.
Consequently for each message type the cut statistics COUNT, AVGDUR,

and DURVAR (corresponding to n, Ei, and 2: Xij) were output.
J

From these the t:¥atue for the run can be calculated and
these are given in Fig. 5-13. In all the runs the t value fell
within the acceptance limits at the 95% confidence level (ltl< 1.96).
If we had observed a run which gave a value of t outside these

limits we should be forced to reject the null hypothesis Hb that

%{:O

The t values shown in Fig. 5«13 allow us to accept it. This is
equivalent to accepting the hypothesis that the mean message
delay observed in the model is équal to

T = o.okh7767
from the derivation of §£. Consequently we consider the runs
described as constituting a validation of the SHAPE model.

The confidence limits of §£ can be written as

ek
and we have given §£ and L for each run in Fig. 5-13.

Since we accepted Hb for each run the value zero lies within the
confidence limits of every run. We have plotted these limits in

Fig. 5-15, and shown the interval (asb) common to all of them.
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t X, x 107 L x 1073

RUN 1 | 0.9036 | 0.7257 [L.5740
RUN 2 |-0.7993 |-0.8514 [P.0877
BUN 3 | 0.1156 | 0.0933 [1.5809
RUN & |-1.0713 [-1.1047 [.0212
RUN 5 | 0.5919 | 0.69%49 P.3013
RUN 6 |-1.0364 |-1.1365 p.1493
RUN 7 |-1.5115 |-1.5652 R.0297
RUN 8% | 0.9515 | 0.3500 p.7209
MEAN -0.3492

#long run

Pig. 5-13. Values for t-test and Ek.
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Lee

MESSAGE

TYPE NY/CH NY/HO CH/HO NY/OE CH/DB HO/DE NY/LA | EHO/LA CH/LA DE/LA
Z, .02276 [.03647 |.07928 | .06040 | .0376% | .19836 | .07459 | .03812 [.07807 | .04043
20K 1 <02239 [.03623 |.07831 | .06468 | .03379 | .23200 | .0795% | .03653 |.07791 | .04200
RUN 2 .02242 |[,03618 |.07958 | .05125 | .03429 | .19990 | .07225 | .03756 |.08000 | .03516
RUN 3 .02359 |.03631 |.07738 | .06186 | .0359% | .23990 | .0787% | .0367# | .06957 | .o4228
BUN &4 .02329 |.03536 |.06920 | .05837 | .03342 | .19250 | .07427 | .03549 |.07398 | .03927
RUN 5 .02299 |.03561 |.06863 | .0594%4% | .03599 | .20050 | .08553 [ .03878 |.07191 | .04251
RUN 6 02204 .63301 .07187 | .05046 | .03364 | .17340 | .07607 | .03337 | .08085 | .03881
RUN 7 .02333 }.04011 | .08070 | .05401 | .03247 | 16980 | .08779 | .0342% | .07396 | .04230
'RUN 8% .02238 [.03558 | .08051. | .06118 | .03723 | .17550 | .07770 | .03695 | .07948 | .04152
MEAN .02280 |[.03605 | .07576 .osﬁ%é 1 +03460 | 19744 | 07648 | .03620 | .07596 | .04051
*#long run
Pig. 5-14., Mean Message Delay by Message type for eight runs.
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The relative smallness of a and b further supports the null hypothesis.
In Fig. 5-14 we have given the observed mean message delay for
each type of message. These show a correspondence with the
theoretically expected values which is closest for the most
frequent messages. We have also shown the mean over the eight runs
for each type.
Using the delay and the COUNT for each message type we can
calculate the overall observed mean message delay.

T = L AVGDUR, = COUNT,/) COUNT,
i 1 1 i 1

However, since the message lengths are drawn in a random fashion,
the average observed message length is usually slightly different
from 0.1 for each type- In consequence the mean message trans-
mission time will differ from the expected valye. This is a
component of the mean message delay and so perturbs the delay
from what it would have been if the average length of each message
type was 0.1.

If the queveing time is not large compared with its trans-
mission time we can make a first order correction for this
effect by normalizing the mean delay of each type of message

with respect to its mean length, giving

T =) COUNT., = AVGDUR, = 0.1 } COUNT
mog * towverar, | 4 *

A similar problem occurs because the number of messages of each
type generated during a run will differ from the theoretically
expected mumber (which we will call ECOUNT,). We can again make
a correction for this by using ECOUNTi instead of COUNTi in the
above expression giving a mean delay

T =) BCOUNT,  AVGDUR = _ 0.1 __ [} BOOUNT

i AVGLAMi i
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We give values for T, T, and T in Fig. 5-16. The last
run of the model had a considerably longer run time than the
others. In this run the values of T and Ek were much closer to
the expected values, and the confidence interval amaller.

This demonstrates the convergence towards expected values with
longer run time and supports the claim to validity based on

the t-test results.

2ko



241

T x 10| T, x 107§ 1, x 10°

RUN 1 | 4.506 4,437 486
RUN 2 4.313 4,541 4,631
RUN 3 4,592 4,431 4,428
RUN 4 4.370 4,650 h, 644
RUN 5 4,588 4,538 b.492
RUN 6 4,508 4.576 4,429
RUN 7 4.325 4,528 4,529
RUN 8% | 4,489 4,512 4,542
MEAN 4 .44 4,527 4.523
*long run

Fig. 5-16. Mean Message Delay.




CHAPTER VI

APPLICATION
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6.1 A UK 1link to the ARPA network.

This chapter deals with the application of the SHAPE system
to a particular design problem, namely the behaviour of a linkage
between computers in the United Kingdom and the ARPA network.
The choice of an example from the field of computer networking
is a natural consequence of our belief that this is the direction
which the mainstream of computing will take in the future.

In Chapter I we suggested that the search for greater computing
power must sooner or later require coordination of dispersed
facilities in order to solve problems too large for a single
computer to undertake. The ARPA netwrok is certainly a first
step towards this goal, since it provides both communication
between computers and user access to all resources available in
the network. Its extension to the United Kingdom via Oslo is
therefore of great interest to us. Application of the SHAPE
system to this link is also particularly attractive since we
have been closely associated with the research team working

on this project. The association has given us an intimate
knowledge of the design and operation of the ARPA network and
its extension to the UK.

In the sections which follow we describe and analyse the
characteristics of the link. A model is constructed with the
SHAPE system and used to observe the behaviour of the link under
various conditions.

The ARPA network provides store and forward communications
between the set of computers shown in Fig. 6-1. The computers
located at the various nodes are drawn from a variety of

manufacturers, and most are incompatible both in hardware and
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software. The network has t¢ provide communications for this set
of machines, and allow effective use to be made of them from any
point in the network.

An underlying constraint placed on the design of the network
was that its operating procedures would not interfere in any
significant way with the operation of the existing facilities
which were to be comnected. Consequently the message handling
tasks are carried out in a dedicated Interface Message Processor
(IMP) situated at the site of the computer to be connected (HOST).
In most cases the communications channels are 50 kilobit per
second full duplex telephone lines and these run between IMPs.

An TMP modified to directly support terminals is called a TIP.

In order to provide reliability there are at least two paths
through the network for every origin-destination pair. A 24 bit
cyclic checksum is provided for each block of data, and the IMP
is a ruggedized computer with a mean time between failures of
104000 hours. TIPsy however, are not currently ruggedized.
Messages which flow between HOSTs are broken up into packets, each
of maximum size approximately 1,000 bits. There can be up to
eight packets in a message, which is assembled and disassembled
by]the IMPs. The packets make their way individually through
the IMP network where appropriate routing procedures direct the
traffic flow.

A positive acknowledgment is expected within a given time
period for each inter-IMP packet transmission. In the absence
of an acknowledgment the transmitting IMP will repeat the trans-
mission (perhaps over the same channel or over a suitable
alternative). This process is repeated a number of times after

which the communication chamnel is regarded ss unavailable.
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Absence of an acknowledgment may indicate, for example, that the
message contained errors on receipt or that no more buffer space
is available in the receiving IMP.

There may be up to 6% dialogues occuring at aé&rone HOST.
The dialogues take place along two logical communications
channels called links. A HOST will send a message along the
outward link of a dialogue and then await a Request For Next
Message (RFNM) on the inward link.

In those cases where a user is making more or less direct
use of a remote software s¥stem, the network is intended *to provide
a total round-trip delay which does not exceed the human short term
memory span of one to two seconds. In the design of the network
it was also considered desirable that the response should be
comparabley if possible, to using a remote display console over
a private voice grade line where a 50 character line of text can be
sent in 0.2 seconds.

The linkage to Europe consists of a telecommunications channel
between a TIP in the United States and one in Oslo, which is in
turn connected to a TIP in London. The Oslo TIP will have at least
one HOST and the London one will have a PDP9 computer as a pseudo-
HOST. It is intended to interface two other computers in the UK to
the network via the PDP9, which is situated at the Institute of
Computer Science. These are s CDC 6L00 computer at the University
of London Computing Centre, and an IBM 360/195 at the Rutherford
High Energy Laboratory. Each computer is expected to support
a cluster of interactive users, as well as performing some file
tranamers. The configuration is showm if Fig. 6-1. Delivery of

the TIPs is currently scheduled for the third quarter of 1973,
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and the link is expected to be operationasl by the end of the year.

The transatlantic channel will be via satellite.
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6.2 Analysis of the link.

In this section we discuss the detalled structure and operation
of the link, and so extract the features we wish to include in the
model. One of our main concerns is the average response time as
seen by a Buropean interactive user of the ARPA network. This
is partly made up of the message transmission delays introduced
by the link channels. The structure of the link is shown in
Fig. 6-2. The capacity of channel i is Ci full duplex and the
number of interactive users at the terminal node is Ni'

The ARPA network is designed to give a mean message delayI
of 0.2 seconds. Satellite transmission on channel 1 gives
a propagation delay of approximately 0.25 seconds. If the remote
HOST in the United States gives an immediate reply (e.g. an echo)
to a user message, then the average response time as seen by a
European user will be

R =0.9 + ZTa + K
where Ta is the average delay in the link subnet for a sample of
messages of mean length a, and K is the sum of the time for a
teletype to tranamit carriage return to its node plus the time for
the first character of the reply to reach the teletype from its
node. Response time is therefore the interval between the user
typing carriage return, and the first character of his reply
being printed. K is approximately 0.2 seconds if the teletype
line operates at 110 bits per second so that

R=1.1+ 2T
a

This suggests that a reasonable design range for Ta would be
0.1 to 0.8 seconds, making R between 1.3 (good) and 2.7 (tolerable)

seconds.
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Pig. 6-2. UK-ARPANET Linkage,
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We define a as the mean length of user messages in the subnet.
Inter-TIP acknowledgments (ACK) and requests from the destination
for the next message from a user (RFNM) are 150 bits long.

A message originating in Clusters 5 or 6 will be transmitted to
the PDP9 (node 4). Here the PDP9, behaving as a HOST, will
introduce the message into the ARPA network. When the message

is successiully received at its destination a RFIM will be trans-
mitted to the PDP9. This in turn must request the next message
from the node which produced the original one. In this way there
will be RFNM-like traffic on channels 5 and 6. We estimate that
these pseudo-RFNMg will have a length of 100 bits.

Since the users are interactive we can say that, with very
few exceptions, the length of a user message will be less than
1,000 bits. Consequently they will be transmitted as single
packets within the ARPA network. Each packet carries a total
overhead of 150 bits, so that on channels 1 and 3% a user message
will have length a + 150.

We now consider the traffic pattern in the subnet, that is
to say the number of messages per second between each cluster
and the US TIP. We have assumed that the quantity of traffic
moving between nodes of the subnet itself will be negligible.

On the basis of current knowlasdge, the best estimates for the

average number of active users at the nodes are N2 = 6, N_ = 12,

3
N4 =N_ = N6 = 4. These figures determine the proportional

5
traffic. The total volume of messages (assuming all users to
exhibit similar behaviour) depends on the number of messages
per second (L) that a user will generate. In what follows we

deal with the case L = 1/%0, although in the model L is a variable

parameter.
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When an interactive user sends a message to the US, he will
normally be taking part in a dialogue with a remote computer.
Consequently his message will give rise to a message from this
computer in reply. Therefore we expect the traffic pattern
inward to be symmetrical with that outward from the US. In that
case the numbers of RFNMs and messages per second travelling
inwards will be the same. Similarly, on channels 1 and 3 there
will be ACKs travelling inward for each outward bound message and
RFNM. For example, if the subnet generates 20 L messages per second
to the USy we would also expect 20 L RFNMs and 60 L ACKs inward
per second on channel 1. If Li is the number of packets (messages,
RFNMs and ACKs) inwards per second on channel i, then these are
tabulated in Fig. 6-3%.

On channels 1 and 3 for each message (length a + 150) we
have a RFNM and two ACKs each of length 150 bits so that the
average length is (a + 600)/4 bits. On chammnels 2, 4, 5 and 6
for each message (length a) we have a RFNM of 100 bits, so that
the average packet length is (a + 100)/2 bits. We define the
channel loading Pi as the average number of bits per second
transmitted on the channel divided by its capacity.

P, = avg. packet length x Li/Ci

We define Ti to be the mean message delay.oﬁ channel 1.
As in Kleinrock's treatment [KLEI 70A] we regard T, as having two
main components. The first is the mean message tranamission time,
namely mean message length divided by channel capacity. The second
component is the mean waiting time for a message. This is derived
from the true total loading of the channel, i.e. including ACKs
and RFNMs. If m. and s; are the mean message and packet lengths

respectively we can write,
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Channel Ly L, (L =1/30)

1 120 L 3

2 12 L 2/5
3 96 L 16/5
b 24 L 4/5
5 8 L 4/15
6 8 L 4/15

Pig. 6-3. Traffic on each channel of the subnet,
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Hd
]

5 Li/Ci

H
i

mi/'ci . si/'ci < Pi/(1-Pi)

These variables are tabulated for the case L = 1/30 in Fig. 6-4.
We can calculate the mean user message delay in the subnet when

the messages have mean length a from

T = (30T1 + 6T2 + 24T

: L
a + 12T4 + 4T

+ 4T6)/33

3 5

If all the Ci are variable this gives us a six dimensional solution
spacey or five dimensiongl if the Ci have a constant sum. While a
solution is feasible it may require a considerable computation.

In the case we are considering, four of the six channels already
have fixed capacities allocated. C and G are 2.4 Kby and C_, and

5 2

C4 are 50 Kb. This leaves Cq and C_, to take on one of the following

3
possible values, namely 4.8, 7.2, 9.6 or 50 Kb. We now choose

a hypothetical mean message length for the purposes of investigation.
It has been observed that the mean message length of actual traffic
in the ARPA network is close to 600 bits. Without foreknowledge

it seems most probably that European traffic will be similar,

and so we take this value as our starting point. If a = 600,

we can calculate Ta from the Ti, and these results are summarized

in Fig. 6-5. They show that all available combinations of C_ and

1
C, fall within the design range advanced above, but that the

3
good response case requires values of 50 Kb for each.
The square root channel capacity assignment which is optimal
for regular store and forward networks, can be instructively
applied to the case we are considering when all the Ci are allowed

to vary. The square root assigmment is optimal so long as the

packet traffic on each channel has the same mean length.
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Channel _i_
1 (a + 600)/C1
2 (a + 100)/5C,
3 b(a + 600)/503
b 2(a + 100)/5C,
5 2(a + 100)/15C5
6 2(a + 100)/1506
Channel El_
(a + 150)/01 + 3(a + 600) Pl/(l-Pi)C1
a/ c, + 3(a + 100) P2/(1-P2)c2
(a + 150)/c3 + 2(a + 600) P3/(1-P3) c3
a /¢, + 3(a = 100) Pu/(l-Pu)cu
a / c5 + 3(a + 100) P5/(1-P'5)C5
a / C6 + %(a + 100) Pé/(l-P%)cé

Fig. 6-4. Values of T1 and P1 for L = 1/30.
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4.8 37 «33 .30

7.2 «33 «27 25

9.6 29 «25 .21 .17

50 .15 .10

Fig. 6-5, Values of T600 for various

combinations of C1 and Cj'
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Examining the average packet lengths we see that when a = 400 all
of them are equal to 250 bits.

Consequently we can get some idea of the channel capacities
which would be required for a mean message length of 600 bits by
applying square root assigmment to the network for messages of
average length 400 bits (mean packet length 250 bits). If a is
the mean message length in the subnet we' define b as the corre-
sponding mean packet length, giving

b = (2a + 875)/6.7
This is plotted in Fig. 6-6. We calculate the mean path length
n as the average path length of all packet journeysy weighted by
number of packets. This gives us
(bx8L + L4<8L + 3<8L + 2<24L + 1>A48L + 1<60L)/168L
67/42

n

The network loading is P = 168/20C when L = 1/%0, giving
nP = 6700/3C
If we define S as the sum of the L., S =) L,

i
then we can use the following of Kleinrock's results:

L =1 9 /Li/S)Eb/ C(1-nP)
C, = bL, + C(1-nP) \/fi—/Z/-L_i

This allows us to write

T

T, =67 . 1270 . b/(C - 6700/3%)

Lo 268

or
C = 250 (268L + 605/8L+Tb)

and

C. =25 (L. + 605 1 -Ji /)
1 1 EE:EE_ Tb 1
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For any T, we have a corresponding value of C and consequently

b

of the Ci' From these we can calculate Ta using the equations
of Fig. 6-L4. We have tabulated these values in Figs. 6-7 and 6-8.

A graph of T. and Ta against is shown in Fig. 6-9.

b

From these values we can see that if Ta is to fall in the
range 0.1 to 0.8 seconds when a = 40O the corresponding values

of Tb’ C, and Ci are as shown below. We may also notice that as

11
C becomes large the ratio Ta/Tb approaches a constant (approx. 3.6)

as we would expect.

0.1 < T < 0.8

0.03 < T, < 0.24
2.4 Kb ¢ C < 9.75 Kb
19.8 Kb < C, < 3.35 Kb
6.0 Kb < C, < 0.84 Kb
17.6 Kb < C; < 2.90 Kb
8.7Kb < C, < 1.26 Kb
k.9 Kb < Cg < 0.67 Kb

4.9 Kb <« 06 <,O'67 Kb
We can see from these figures that a = LOO we will get at
least acceptable response as long as all the Ci have values
greater than those shown in the right hand column. In the case

being considered C., and Cq may have values up to 50 Kb which is

2

certainly adequate. C_ and C6 are 2.4 Kb which is sufficient for

5

acceptable response, though not enough for good response. This lack

can of course be compensated for by increasing C, and C_ above

1 3

their left hand column figures. We see that C,7 and C3 should be

of comparable size, with C, =lightly greater than C

1 3"

While the ranges for the Ci are based on a = 400 we can make

somp estimate of the capacities required to give the same respounse
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Fig. 6-7. Values of T, ani C for various Ty.

259



09¢

R A

Ci
«STLIE+05

| «2921F +05
© «1980E+05
 W1513E+05

"+1228E+05

«104LO0E+05

" 29059E +04
V380525¢G%
T 7268= 04

«5B41E+0OL

F 2a6123E+04

2 ST704T 04
© «5333E+04

253305+ 04
W4 7B1E+04
 L4526E+04
T W4 3ILBE+DL

«Li134F +04
«39B3E+04
«3821E+04

. «3686E+04

«3564E+ 04
- 2 3453E+04
.+ 3351 +04
. «3257E+04

« 31702 +064

© +3089E+04
" J3045E+0%
e294SE40L4 .
«28B0E+04

c2
«1794E+05
»S8020E+04
o BOLTE+DL
«4560E+04
+» 3668E +04
2 3C73E+0Y
0 2648E+0Y
22330E+04
2 2082E+04
+188LE+0Y
s1722E404
+1537E+(04

" o1LT72E+CH

0 1374LE+D0G
«1289E+04
21245E+04

e 1149E+04

«1091E 404
«1039E+04
«9320E+23
+94385E+03
»3103E+03
«8756E+03
+BL3IIE+D3I
«8136E+03
«7861E+03
«7607E+03
o 7371E+03

#7T152E¢03 .~

«6347E403

C3
«5127E+05
226CLE+(S

«1762E+05

e 1342E+05
«1083E+05
29212E+04
«801CE+D04
«7103E+04
2 64L0BE+0L
«584L7E+Q4

«5388E+04

+500BE+04%

L4B22E+0L

4GOS EFQG

W 41B5E+04 |
+3954E+04

+s 3769E+04
+3B60LE+CL
2 345BE+TL
e 3323E+04
»32093E+04
e J094E+OG
«2994E+04
«2903E+(4
«2819E+404
«2T41E+D4
«2669E+D4
«2603E+04
«2540E+04
e 2LB2E+OL

Ch
+2569E+05S
+1295E+#05
« 8637E+04
«B573E+04
+5298E+0Y4
4L 43E+DY
0 J8U42E+TL
2 3387E+04
2 3032E+04
o 27LIE+NY
« 251TE+Q4
» 232LE+0G
s 2LE1E+QY
22021E+04
s 1839E+0L
2 1793E+ 04

s 1700E+34

+1616E+04
«1542E+0Y
v1475E+04

e1414E+04

«1359E+04
«1308E+04
21262E+04
«1220E4+04
+1180E+04
21144E+0GG
o1110E+04
«1073E+04
«1050E+04

Cc5
«1463E+05
e 734L9E+04
2 4821E+0%
«37C3E+04
2 2973E+04
@ 249LE+0L
«21L7E+DG
+1887E+04
«1685E+04
«1523E+04
+1391E+0¢4
+1280E+08
«11387E+#24
« 1107E+0&
21037E+04
«9768E+03

e 3232€+#03

«8756E+03

«B330E+403

« 7TILT7E+Q3
«76C0E+D3
« 7285E+03
«6337E+03
«6733E+03
+6L31E+L3

' «B6267E+03

«6053E+03
«5867E+03
«5687E+03
«5520E+03

Fig. 6-8., ¥Yalues of C4 corresponding to Tb shown in Fig. 6-7.
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times for a = 600. The estimate would be an increase of not more
than 50 per cent, since if a increases from HOd to 600 then b
increases from 25Q\to 3104 and we would not expect too severe a
perturbation from the regular store and forward situation to which
Kleinrock's equations apply. A fifty per cent increase %n the Ci
would ensufe that mean packet transmission times, and therefore
queueing delays, were no larger than in thg original situation.

1t C2 and CL+ are 50 Kb, well above what is required for

optimal assigmnment in the sense of minimizing the total C required

for a given response time, then T_. and Tq will be very small indeed.

2
Consequently other Ci may be assiéned amaller than the optimal
values but still be sufficient to achieve the required mean message
response over the gsubnet.

The relative importance of these factors can be seen from the
fact that in the subnet under consideration C1 and C3 must be
50 Kb to give a response Ta of 0.1 seconds (see Fig. 6~5). This
is well over the 50 per cent increase which might have been

expected if C. and Oy were 7.35 Kb (1.5 %< 4.9 Kb). In these last

5
few pages we have tried to show that even where the square root
capacity assigmment is not strictly applicable, its use as an

approximation can provide insight into the factors affecting a

subnet.
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6.3 The link model.

This section describes the model of the subnet that was
developed using the SHAPE system+ We shall deal with the hardware
and software graphs and give reasons for the structure of each.
Finally we examine how the model parameters can bé varied.

The hardware graph is shown in Fig. 6-10. It contains a
node for each of the computers involved in the subnet. These
nodes were initially given a very,large storage capacity (9'10 bits)
to be effectively infinite. We use x'k to mean x times 10 to the
power k. The remaining node data was set to zero; since.its
effects were not required for the investigation undertaken.

Each full duplex communication channel was represented by two
logically and physically distinct Plarcss running in opposite
directions between the nodes at the ends of the channel.

By physically distinct we mean that each PIarc can be separately
and simultaneously allocatedy as required by fhe full duplex
nature of the channel. This is achieved by giving each Plarc

a distinet processor number. Only one set of function character=-
istics was defined in the Plarcs. This was the transmit function.
The execution time corresponds to the time for the chammel to
transmit one bit, and utilization and efficiency were set to one
since the channel must be a;located as a unit, and then tranamits
at a fixed rate. Typical déta is shown in Fig. 6-11. Each'line
corresponds to a data card, and the formats are described in
Appendix IV. The software graph has a set of nodes dealing with
traffic from each temminal cluster, and one set which represents
the flow of ACKs and RFMMs. The group of packets which corresponds

to activity in cluster i is called stream i, so that the behaviour
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Fig. 6-10. Hardware graph of subnet.
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PInode data : 3 inarcs and 3 outarcs, capaclity is 9'10 bits.

4o 3 3

9'10 O 0 0 0 0
Plarc data: processor number 1is 45, channel capacity 1is
2.4K = (1/4,167'-4) bits per second, utilization and

efficiency are 1, functions 2,3,4 not specified.

40 50
50
45 100
h.o167'-4 1 1
-1 -1 -1
-1 -1 -1
-1 -1 -1

Piz. 6-11, Typlcal data for hardware graph.
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of each stream is modelled by arcs between its set of nodes.
Since most of the ACK and RFNM handling is the same for all five
streams, this is modelled within a common set of nodes which we
may call stream zero. We show the graph structure for streams
zeroy five, three and seven in Figs. 6-124 13, 14, 15, 16 and the
initialization node (1) in Fig. 6-17. Streams six and four have
the same structures as streams five and three respectively.

It would have been possible to combine the activity of all
streams at a PInode in a single corresponding SInode. However,
this type of node would have been very large, with a high proportion
of zero elements. The method we have chosen uses much less storage
for the REP matrix elements. As well as this it is a good deal
clearery and more flexible.

The separate modelling of the streams arises as follows.

One of the characteristics we wished the model to include was that
the flow of messages would be circular. That is to say that a
message leaves its cluster, travels through the subnet to the

US TIP, is transformed into a reply, returns to the cluster where
there is a delay corresponding to the user's think time, and
recommences the cycle. This is in effect a cycle of queuesy, some
in common, for each stream and leads to a fixed number of customers
within the system once it has been activated. This model corresponds
more closely to the real situation in which a number of interactive
users participate in dialogues with remote computers. Usually a
user will not send a message until he receives a reply to the
previous oney often because his next action depends on the reply.
Consequently, if response worsens the effect is to decrease the

number of messages generated per second.
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This would not be the case if the more usual procedure of independent
generation of messages was adopted.

In order to correctly represent cyclic message generation we
must ensure that a reply returns to the same cluster which produced
the corresponding message. This means that the outgoing reply streams,
as well as the incoming messages, must be kept separate, for if
they became intermingled and were activating the same dataset in a
SInodey we would have no means of knowing the originating cluster,
and therefore no way to route them to that cluster. The use of
a separate set of nodes for each stream does not have any effect
on the number of grc executions, but does mean that very similar
data i1s replicated in each stream.

One of the conclusions which emerge from the application is
that we could specify a much more compact model (without separate
stream data) if the SHAPE system provided for more variables than
LAMBDA and BETA to be carried by a cut. In that case such a
variable might show cluster of origin and be used as a routing
indicator for the returning reply.

We now follow the progress of a typical message from cluster
five through the subnet. The user think time is represented by
a delay arc (95.2) at SInode 95. This uses the IFloop facility
for setting BETA to the arc termination time (IFCODEONE = k).

In fact IFCODEONE is set to -4 so that the delays can execute
concurrently. On completion a value of LAMEDA is chosen

(arc 95.3). The distribution is a negative exponential one, and
any value drawn which i1s greater than 1,000 is truncated to that
size. This is done to conform to the ARPANET limit on packet size.

-

For this truncated distribution to have a mean (MU) of 600 bits,
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we must select the correct mean (LAMBDA) of the exponential
distribution. This is derived as follows. The probability density
function of the exponential distribution is,

-Ax
P.d.f. = Xe

If the truncation level is k (= 1,000) we can write

kx e'-AX + an_}\X
S A dx kgk)\ dx

b
- ,f-xe-“]g; N gz Mgy k[-e-xx]:o
- kN [ i— e~ Xx]g « ke

= (1 - ‘>‘k)/>\

Values of LAMBDA for various MU are tabulated in Figs. 6-18, 19.

Having chosen a value for the message length, the packet is
transmitted to SInode 45. SInode 95 was tied to PInode 50 by
having the appropriate field in its data :set to this value.
SInodes 45, 35y 25, 15 are similarly tied to PInodes 40,70, 20,
10. At SInode 45 the message is queued if necessary and then
transmitted to SInode 35. Here the message length is increased
by 150 bits (its ARPANET overhead) by arc 35.4. The message is
again queued if necessary and transmitted to SInode 25. Here it
activates two elements in the row marked 35. One (of magnitude
one) queues the message for further transmission to SInode 15,
and the second (of negligible size é ) acts via a no operation
(NOP) arc to initiate transmission of an ACK from SInode 20 to
SInode #0.

Since the outgoing LAMBDA is the product of the incoming

arc and the REP element activated, the NOP has a LAMBDA which is
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SOLUTION OF MU = (1, = EXP(=LAMDA%K))/LAMDA FOR K = 1000

MU LAMDA 1/LAMDA

100 . 0099995 100.0
110 « 0090899 110.0
120 20083313 1200
130 .0076888 o 130,1
140 «0071372 140,1
150 , 0066581 150,2
160 . 0062378 160,3
170 0058657 170,5
180 . 0055336 180,7
190 0052351 191,0
200 « 0049651 201,4
210 «0067194 211,9
220 00044947 222.5
230 «0042881 233.2
240 0040974 244,.1
250 «0039207 255.1
260 20037563 266,2
270 0036028 277,.6
280 «003459) 289,.1
290 00033241 300.8
300 «0031971 312.8
310 «0030771 32540
320 .0029637 337.4
330 « 0028561 350.1
340 0027539 363,1
3590 0026566 37644
360 . 0025639 390,0
370 20024753 404,40
380 0023906 418,3
390 « 0023094 433,0
400 20022316 448,1
410 .0021569 463,6
420 . 0020850 479,6
430 .0020158 496,1
440 «001949] 513.1
450 «0018847 53046
460 .0018226 S48,7
470 0017625 5674
480 0017044 586,7
490 20016482 606,7
500 « 0015936 627.5
510 «0015407 649,0
520 e 0014894 671.4
530 00014396 694,7
540 «0013911 718,.8
550 ¢0013440 T4440
560 .0012981 770.3
570 « 0012535 797.8
580 20012100 82644
590 00011676 85644

Fig. 6-18, Means of truncated negative exponential
distributions,
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SOLUTION OF MU = (1. = EXP(=LAMDA®K))/LAMDA FOR K = 1p00

MU LAMDA 1/LAMDA

600 «0011263 887.9
610 +0010859 9209
620 «0010465 95545
630 « 0010080 9920
640 «0009704 10305
650 e 0009337 1071.0
660 20008977 1113.9
670 « 0008626 11593
680 20008282 120795
4690 « 0007944 12587
700 « 0007614 13133
710 +0007291 13716
720 + 0006974 1643400
730 + 0006661 . 15609
T40 « 0006358 157249
750 « 0006059 16505
760 « 0005765 17346
770 s 0005477 182%+9
780 + 0005193 _ 19255
790 + 0004915 20344
800 + 0004642 21542
810 »0004374 22865
820 «0004110 243344
830 +00038%0 259744
840 «+0003595 2781.9
850 +0003343 299049
860 + 0003096 3229.7
870 « 0002853 35050
880 + 0002614 38262
890 «0002378 420546
300 «0002146 46560.8
910 «0001917 52170
920 +0001691 59120
930 e 0001469 68055
940 «0001251 79966
950 «0001053 _ 95000
960 «0001042 - 96000
970 «0001031) 97000
980 +0001020 98000
9990 «0001010Q 99000
1000 , + 0001000 100000

Fig. 6-19. Means of truncated negative exponential
distributions (continued).
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very small and variable. Consequently we need an arc (20.2) in
SInode 20 to set the ACK size to 150 bits. This is then trans-
mitted to SInode %0 where it is destroyed since the terminal dataset
elements are all zero.

The message arrives at SIncde 15 which is its final destination.
Here it initiates transmission of an ACK from SInode 10 to SInode
20, in the same way as outlined above. Additionally a RFNM is
immediately transmitted back to the originating nodey followed by
the reply which is simply the message with a new length. This is
chosen in the same way as the original one. Both these are trans-
mitted to SInode 25 using the same arc. Here ACKs are generated,
and the packels forwarded to SInode 35.

At this point the packets leave the ARPANET so that the
message is reduced in length by 150 bits, and the RFNM is changed
to 100 bits. They are both transmitted to SInode 45 and on to
SInode 55. Here the RFNM is separated from the reply using a
DOloop which completes on every second activation (arc 55.1).

The RFNMs are destroyed by arc 55.3 and the messages are used to
create ingoing RFNMs of length 100 bits, as well as activating
a new think period in SInode 95 (after reduction of LAMEDA to 1
by arc 95.1).

The ingoing RFMM is transmitted to SInode 45 and forwarded
to SInode 0. Here its length is changed to 150 (RFMM length in
the ARPANET) and it is transmitted to SInode 20, where it generates
an ACK and is forwarded to SInode 10. Here the RFNM is turned
into its own ACK by returning it to SInode 20 slong the ACK trans-

mission arc.
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The other streams exhibit the same basic pattern with some
amall variations. The whole graph is initially activated by NOP
arcs from SInode 1 which go to think time dataset of each stream.
The number of times these are activated corresponds to the number
of terminals in the cluster, and the activations are produced by
appropriate DOloops at SInode 1.

ThF parameters of the model can be altered for each stream
individually. In each one the think time for a user can be
changed by altering the mean delay in, for example, arc 95.2.
Similarly the mean message length can be reset, and need not be
the same for messages as replies. The number of users active in
a cluster can be altered by changing the DOloop limits in the
initializing node.

It is very easy to convert the model from cyclic message
generation to independent generation as a series of Poisson events.
Firstly it is necessary to change the REP matrix element of the
reply receiving node which activates the think time node from 1 to
0 (for example in SInode 55 we would alter the element at the
intersection of row 55.2 and column 95). Then the think time
delay is made to propagate itself by having it activated each
time a message length is chosen (for example in SInode 95 we alter
the element at the intersection of row 95.3 and column 95.1 from
zero to one). A Poisson series of events is obtained by setting
IFCODEONE positive in arc 95.2. This ensures that successive message
generations take place at intervals drawn from a negative exponential
distribution.

We have outlined a few elementary ways in which the model can
be altered, and many more are possible. TFor example the next

section includes a description of the addition of a background
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of file transfer traffic to the model described above.



6.4 Results.

In this section we present the results obtained by executing
the link model with various parameter values. The mean user think
period delay was initially set to thirty seconds. The number of
terminals activated in each cluster was as described in the
previous analysis. This gives a total of thirty active terminals,
50 that the subnet generates approximately one message per second.

Three possible values were considered for 01 (4.8, 9.6 and

50 Kb)*and in each case C. was made equal to 01. The response

3
observed at each terminal was recorded and statistics accumulated
by setting an INarc gpecifier negative in the reply receiving
node for each stream (e.g. -55.2 for stream five). The mean
response at node 1 is 2Ti, as defined earlier. Consequently an
execution of the SHAPE model gives us the variables required to
calculate Ta' the mean message delay in the subnet.

To examine the effects of increased loading the mean think
period was decreased, thus increasing the overall message
generation rate. A series of execution runs was performed for
each of the three channel capacities consideredy in which the
load on the subnet was gradually increased. The results of each
series are calculated in Figs. 6-20, 21, 22. The first five
columns give the observed response times of the clusters and the
last two give Ta calculated with observed and expected numbers
of messages generated during the run.

The first series run was that with 01 = C3 =C = 9.6 Kb.

For each value of the mean think time P at least three runs were

performed. In order that they should provide independent results

* Kb stands for kilobits/sec.
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CYCLIC MESSAGE GENERATION WITH C = 4.8 AND UNLIMITED MEMORY

THINK
PERIOD

30.0
30.0
30.0
2640
26.0
22.0
1840
14,0

Figl 6"’20.

RESPONSE
UK TIP

07157
0.7200
0e7423
0.7572
0.7344
0.7922
047540
0.9092
0.9632
1.6300
1.1030
1.4660
2.4770
5.0560
5.,2490
2.,3010
53940
7.5980

RESPONSE
NORw TIP

064027
0.4137
0.6099
04245
0.4156
044523
0+4420
0.5205
0.6019
0,9692
0.8048
1.2170
142940
1.8270
1.8000
19130
3.6030
442790

RESPONSE
PDP9

047923
0.7827
0,8026
0.8762
0,9163
0,8563
0.8961
0.8925
1.1240
1,2900
0,9993
1.0380
1.7220
2,0900
2,2160
2,1850
2,9210
3,0480

RESPONSE
COC 6600

1.1980
l.2480
12410
1.2060
1&2290
1.2350
1.3200
1.3580
1:4060
19690
1.7600
2.3260
2.2170
2+9160
2:7560
3.5960
3.3130
3.4560

Subnet response when C = 4,8,

RESPONSE
I8M 360

_1-1@30
11750
1,1950
1.1620
141640
l1.2140
1.21640
1,3330
13450
l1.64290
1.4600
1.8680
1,9700
3,0480
28190
3,2030
3.4210
3.3?80

RESPONSE NORMALIZD

NET MEAN

03805
003939
0+4020
0e4118
D.4126
0+6348
004366
De4711
05001
07158
05983
07173
09939
1.5552
1.5583
1.2164
1.8858
2020643

NET MEAN

0,3911
0,3978
0,4041
0,4089
0.,4077
0,4225
0,4214
0,4701
0,5079
00,7427
0,5763
0, 7478
0,9971
1,58%90
1.5901
1,2098
1,9865
2,3133
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CYCLIC MESSAGE GENERATION WITH C = 9.6 AND UNLIMITED MEMORY

THINK
PERIOD

3040
30.0
30.0
300
30.0
26.0
26,0
£6.0
220
2240
22.0
18.0
18.0
1840
1440
14,0
14,0
100

—
(]
L J
=

10,0

=i~ wWwwwoe oo
s e

COO0OO0OODODOODDOD

RESPONSE
UK TIP

03577
043529
043450
063414
0.3462
003524
0.3518
03562
03479
0.3538
0e3423
03535
03527
043504
043759
03690
0.3702
03806
0.3737
0+.4089
0.4089
0.4259
0e4754
0.6727
07050
06849
1.0800
10690
069013
167420
2.5820
3.8480

RESPONSE
NORW TIP

042150
041971
062073
0.2004
02090
0.2210
01993
0.2022
0.2022
0.2229
0.2131
0.2086
0.2254
0.2053
02158
0e2242
02160
02367
0.2146
0.2507
0e2402
0.2297
02547
0.4374
05338
0+4259
0e4457
0.6008
07309
0.8612
1438990
1.8400

RESPONSE
PDPY

044291

0.4093
0.3928
0.4238
0.3894
0,4052
0.4045
0.4158
0.,4216
0.4094
0.4099
0.4179
0.404]
0.4009
0e4126
0.,4226
0,4283
0.,4362
0.4444
0.4487
0.4916
0,5074
0.5124%
0.6380
0.6243
0,6630
0.6865
0.8276
0.?235
1.4550
lo1410
1.3700

RESPONSE RESPONSE

COC 6600

08247
0.8575
07935
0.8262
048558
0.8605
048350
0.8/89
048364
048376
048726
0.8689
009259
0.8705
08524
0.9590
0.8535
049020
09179
0.8978
1.1220
09140
0.9042
1,1090
11550
1.1810
142330
1.35%40
1.8010
1.8560
148760
1.61990

IaM 360

0.8282
0.8283
07737
0.7623
08265
08065
0.8462
0.8197
0.8236
0.8320
0.8296
0.8455
0.8503
0.8195
08632
0.8812
0.8712
0.B8850
0.8806
0.8401
0.8448
0,8959
0.8599
11300
09725
11610
1.2010
1.3080
1.4690
1.6810
1.7490
1,6070

RESPONSE NORMALIZD

NET MEAN

02195
02168
01990
02200
02197
02311
02389
0.2259
De2263
De2202
02349
De2412
De24]10
0e2224
02379
02465
0¢2360
0.2382
02410
02512
D«2564
0.2546
042625
0.3500
0+3510
03631
De4660
064999
D«5290
"DeT31lN
0.8876
1.0830

NET MEAN

0.2309
0,2290
0.,2196
0.2217
0,2273
0.2297
0.2283
0.,2313
0,2273
0,2305
0,2293
0.2321
042367
0,2285
0,2368
0.2447
0,2372
0.245)
0.,2426
0.,2502
0,2636
0,2581
0,2686
0,3623
0,3726
0,3708
0,4570
0,4980
0,5063
0,7374
0,9183
1.1065



CYCLIC MESSAGE GENERATION WITH C = 50

THINK
PERIOD

300

30,0
3040
3060
26.0
26.0
2240
18.0
14,0
10,0

6.0

3.0

le0

Figo 6-220

RESPONSE RESPONSE RESPUNSE RESPONSE
UK TIP NORW TIP PDPY CDC 6600
0.06586  0,05601 0009723 045773
0,06529 0,05527 0.09765 0.5609
0.06478  0,05685 0,09761 05534
0,06567 0,05499  0,09921 0,5748
0.06513  0,05532 0.09694 045722
0.06529  0,05557 0.09944 0.5781
0,06501  0.,05454 0.09477 0.5778
0,06556  0.,05531 0.09787 0.6142
0.06547  0,05554  0,1005¢ 0,5631
0.06571 0,05687 0.09636 0.5821
0.06658  0,05575  0.09845 0.645]
0.06948  0,05798 010240 0.6041
0.09042 0407496 012560 0.7775
Subnet response when C = 50,

AND UNLIMITED MEMORY

RESPONSE
IBM 360

05479
0.5368
05356
05469
0.5635
05550
0.5775
0.5704
0.5284
0,5866
0.5773
0.59386
0e6426

RESPONSE NORMALIZD

NET MEAN

040912
0.0880
00900
Ds0944
0«1029
01122
00973
0.1188
0.,0834
00,0994
0.1088
0.0880
0.0848

NET MEAN

0.0995
0,097%
0,0970
0,0992
0,0998
0,0998
0,1006
0,1027
0,0966
0,1007
0,1028
0,0985
0,1047



rather than being duplicate runs, all random number seeds were
altered for each run. This is more satisfactory statistically,
than running the model for different durations with the same set
of seeds. For heavier loading the model took longer to reach

a steady state, and provide convergent results. The two values
of P where this had a significant effect were P = 3.0 and P = 1.0.
In these cases more than three runs were made, and they appear
in order of increasing duration. For P = 3.0 the value of Ta

in the final run was 0.4999 secs with double the original run
time. We would expect the steady state to be between 0.5 and
0.6 seconds. The result was not pursued further since the runs
of that duration were already consuming considerablé computer
time, and the loading was at the limit of the range we were
considering, namely one order of magnitude greater than the
starting estimate.

The runs with P = 1.0 were executed to obtain an indication
of behaviour for loading with P less than 3.0 There is little
convergence apparent in the results, and we can see that the
response time is considerably greater than the think time. Under
these circumstances the eyeclic nature of the model plays an
important part by preventing message generation until responses
are received. In contrast we can see that with P = 3.0 all
responses are still less than half the think time. We conclude
that with C = 9.6 and P = 3 we are approximately an order of
magnitude from a load which causes the subnet to explode.

A‘similar set of runs was executed with C1 = C3 = 4.8 and
it can be seen that the response time for P = 30 is a good deal

longer, and that rapid deterioration begins at a larger value
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of P (6.0) than with C = 9.6 Kb. Setting C, =C;=C =50 Kb gives

3
us the results in Fig. 6-22 which show that in this case there is
little or no variation of response time in the range of loads we
have examined. We note in passing that the results agree well

with the values of Ta calculated earlier for P = 0 and shown in
Fig. 6-5.

After these runs the model was altered to give non-cyclic
generation of messages. The method of doing this has been described
at the end of the previous section, and allows a message generation
node to operate independently of the subsequent fate of its messages.
The results are shown in Fig. 6~23. TFor the lower loadings mean
response time is not significantly different from the cyclic case.
However, for the runs P = 6.0 and P = 10.0 we see that Ta is
slightly greater than for the cyclic case. The fact that this
difference does not increase in the runs for P = 3.0 and P = 1.0
we attribute to insufficient run-time to reach a steady state.

We would expect that in a steady state, with comparable loads on the
' subnet, the non-cyclic case would produce more messages per second,
and consequently longer response time.

The question of comparable load is effectively that of the
rates at which the five independent generators should produce
messages. For the runs in Fig. 6-23 we derived mean delays as
follows. If . is the mean response observed for cluster i when
the think time delay is Py we can say that the mean cycle time for
a message in the i th cluster is

Cycge i="P + ro

No. of messages/sec in i th cluster = ni/(P + ri)
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NON=CYTLIE MESSAGE GENERATION WITH C 3 9,6

THINK RESPONSE RESPCNSE RESPUNSE RESPONSE RESPONSE RESPONSE NORMALIZD

FERIOD UK TI® NORW TIP POPY  COC 6600 I8M 360 NET MEAN NET HWEAN
3060 0:3649 02088 0.4305 0.8767 08026 002304 02345
56,0 0:3605 0:2008 0,4008 0.8423 0,8364 02285 0,2307
2260 0,355% 002107 0.%4314 0.8371 0.B218 042300 0.2315
18:90 0.3631 Ga2177 0,4085 0.8452 0.8511 0.2308 0,2347
160 0.3782 0.2206 0,4073 0.8475 0.7961 02333 0.,2344
108 04000 0,2389 0.4633 09106 0.9158 02589 0,25568

640 Ne3189 0.3250 0,5377 1.0040 0.,9684 02990 0. 30356
&l Do &ISD 63129 0,4825 0,9923 0.8603 062792 - 1,345
3,0 08300 0.%873 0.6889 1.2050 13740 De%458 0,6327
3.0 0.8407 G.3368 0.,5718 1¢1800 1.212¢ 04037 - 2,450463%
140 1:6100 03171 1,0870 145610 1,274 05095 1.5152
1.0 Pa9350 16%500 103770 357513 23830 $.9271 3;0309

Fig. 6-23. Nocne-cyzlic generation of messages,




r.n n.

Mean message delay = % ivi i
+r. +T.
Py Ty

For each value of P in the set of runs, the teminals of cluster i
were set to generate 1/(P + ri) messages per second.

A further series of runs was undertaken which gave results for
Ta for various mean message lengths (cyclic generation). These are
shown in Fig. 6-24. The runs were for values of P = 3 and P = %0
and covered the range %00 to 900 bits for each. The purpose of
these runs was to examine how sensitive Ta is to variations in a.
For P = 20 we can see that there is a smooth increase, and that
even with a very high (900) mean message length the valye of Ta
falls within the design range set previously. For P = 3 the
results suffer from insufficient runtime for the higher message
lengths. The sets of computer runs so far described are to be
found in INDRA Notes 287 to 291 inclusive. The tabulated results
are shown in graphical form in Figs. 6-25, 26.

We can see that for purely interactive traffic at the level
estimated (P = 20), all three values of C would be sufficient.
If C = 50 Kb the response time will be good (Ta = 0.1) for this
level of loading or more. If C = 9.6 Kb, the response time is
still fairly good (Ta = 0.22), and remains within the desired limits
for loads up to an order of magnitude larger. For C = 4.8 Kb the
value of Ta is about a half of the acceptable limit, and the load
increase avallable is less than an order of magnitude. From these
results we recommend that for operation with interactive traffic,
the most appropriate values of C1 and 03 in the subnet would be
9.6 Kb.

We now discuss the addition of a background of file transfer

traffic to the model. This type of traffic consists of full ARPA
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CYCLIC MESSAGE GENERATION WITH BLOCK LENGTH VARIATION, C = 9e69 P = 3 AND 30

BLOCK  THINK RESPONSE RESPONSE RESPONSE RESPONSE RESPONSE RESPONSE NORMALIZD

LENGTH PERIOD UK TIP NORW TIP PDP9 CDC 6600 IBM 360 NET MEAN NET MEAN

300 3.0 03343 02224 0.3142 0,6765 0.5825 0.1858 0.1906

k00 3.0 0.5705 0+3306 0.,5934 0.,8322 0.9552 0.2988 0.300¢6

500 3.0 0.6470 0.4133 0.,6124 1.1760 1,0560 0.3479 0,3520

700 3.0 1.,1980 0+7290 0,8710 1.5090 1.5560 045524 0.,5644

800 3.0 12960 0.7968 1,0980 1.6430 1.6300 0+6140 0,6201

) 900 3.0 1.2390 0.7213 0.9239 1.8400 1.6990 0+5905 0,6008
& 300 3040 0.2211 0.1472 0,2271 0.4799 0,4504 0.1318 0,1359
koo 30.0 0.2734 0.,1806 0,2897 0.5797 0.6334 01698 0,1725

500 30.0 0.3143 0.1822 0,3273 0.7879 0.8431 042100 0,2107

700 30.0 0.4081 02560 0,4292 0.9344 1,1000 02665 0,2700
800 30.0 0eb42 0.2736 0.4755 1.2420 1.1500 02945 0,3049
300 3040 0.4869 0.2956 0,5300 142430 1.2320 043229 0,3252

Fig. 6-24, Variation of response with packet length.
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messagesy that is to say eight packets each of 1,000 bits. In order
to provide this background we have introduced a separate generating
node for each stream (for example node 85 for stream 5). This node
generates eight-packet messages at intervals drawn from a negative
exponential distribution. We show the structure of the node in

Fig. 6-27.

Since the traffic is a background it is sufficient to generate
only the inward bound blocks, and examine the effect on inward
interactive traffic. By arguments from the symmetry of the traffic
inward and outward, we include a RFNM for each block and inward
ACKs corresponding to those of the blocks themselves. The addition
of the inward traffic is to stream zero, and the modified stream
is shown in Fig. 6-28. The message generation is initialized
by an extension to node one which gives the block traffic the
same proportional pattern as the interactive. Of course
this need not be the case in actual operation, but without
foreknowledge it is the most reasonable estimate. Thelextended
node one is shown in Fig. 6-29.

The average interactive message delay is observed by
measuring the mean elapsed age of the messages from each
stream as they reach the US TIP. As before, Ta is calculated
from these values weighted by cluster size.

Several runs were exXecuted with background traffic, but
we have not included the results since the number of message
trips completed within the run limits was insufficient to
provide meaningful statistics. The amount of computer time
regquired to produce significant results would not have been
available without special arrangements and consequently longer
runs were not attempted.
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Finally a number of runs were made with the original model
to examine the effect of varying C,| and C3 when the load was
held constant. All possible combinations of the values 4.8,
7.2y 9.6 and 50 Kb for the chammels C,| and C3 were run with a
load on the network produced by setting P = 3. We show the
values of Ta obtained in tabular form in Figs. 6=%0, 31 and in
graphical form in Fig. 6-32. The Ta are calculated using
expected numbers of messages.

It is clear from the structure of the link that if one of
Cq”and C3 is to be increased in order to reduce the value of Ta’
then the greater reduction is obtained by increasing Cq.

The degree of this advantage is shown in Fig. 6-31. In Fig. 6-%0
we can see that an increase in C,| or C3 benefits most those
terminal clusters in whose message paths the channel is the most
significant component. The results show that if a particular
message delay is to be obtained, then the sum of 01 and C3 is
least when they are approximately equal. Assuming that channel
cost is related to capacity, enhancement divided equally between

chamels one and three will provide the greatest improvement in

performance for a specific cost.
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c, 4.8 7.2 9¢6 50 B
4.8 | 0.3977 | 0.3595 | 0.3362 | 0.2838
7.2 | 0.3378 | 0.2888 | 0.2655 | 0.2133
9.6 | 0.7046 | 0.2529 | 0.2257 | 0.1782
50 0.2371 | 0.1820 | 0.1533 | 0.0983

Fig. 6~31 T for combinations of C, and C_ when P = %0,
- 1 P s
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CHAPTER VII

CONCLUSION



7.1 Summary of research aims achieved.

In the preceding chapters we have described research which
attempted to provide a system for modelling computational activity
and to demonstrate its practicality in a real situation. We now
summarize the results and draw some conclusions. In the next
section we make suggestions for further research.

The SHAPE system uses directed graphs whose elements have
associated numerical data in order to describe both the hardware
and software of a computational process. This combination may
be thought of as a type of notation which can not only perform a
descriptive role, but is also capable of execution in the sense
of enacting the computation described. We have found the notation
useful in its own right as a means of clearly and unambiguously
specifying hardware and software. Its graphical nature is
particularly suited to the expression of parallelism in software
and the hardware counterpart of paralleliam, namely multi-processing.
In the case of software the dependences of processes are expressed
by the use of arcs and nodes. The interaction of processes via
the data they produce is described by the repartition matrix
associlated with each node.

It seems clear that a computation can be hardened or
softened to an arbitrary degree, that is that the proportion
expressed in hardware can vary from next to nothing to the entire
computation. This point of view has led us to search for
representations whose structure is applicable to hardware and
software, and which maximize the number of aspects common to both.
To some extent we have succeeded in this. The hardware and

software representations are both graphical in form.
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The nodes of SIgraphs and PIgraphs correspond to the software and
hardware aspects of data. Similarly the arcs of each type of
graph correspond to the software and hardware agpects of data
transformation.

Of course the correspondence is not as good as we would
wish it to be. Nevertheless it has allowed us to developy,
without undue difficulty, an algoritim which models the execution
of a computation in fairly general terms. We have called the
algorithm's action the binding of a SIgraph and Pigraph. This
simple interpretation of computation is possible because of the
correspondence between the two graphs. The algorithm is at the
heart of the SHAPE implementation, in which it is called the
allocator.

Our use of nodes and arcs to model data and data trans-
formation has allowed us to give a simple and consistent
account of data transmission and storage. Data transmission
is treated as the operation of an identity processor since no
alteration occursy and data storage is equivalent to the
operation of the null processor. The structure of the graphs
is recursive, allowing a process to be modelled not only by an
arcy but also by a functionally equivalent subsidiary graph.
This allows a model to span an arbitrary number of 1evels of
detail. The graphs can potentially model a recursive structure,
and consequently the SHAPE implementation has the ability to
bind the two graphs recursively.

By implementing the modelling system, and using it in the
context of a real design situation, we have tried to verify that

it could be programmed, used, and provide accurate results.
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A high level language, SIMULA 67, was chosen for the implementation
because of the need for list processing, class definition, simulation
facilities, and recursion. Class definition was used to provide
the elements of the system such as arcs and nodes, and their linkage
in a graph model was reproduced within the computer with list
processing primitives. The most convenient way to program the
binding algorithm was through the use of simulation facilities,
since an obvious fundamental property of a computation is that it
advanﬁes with time. We did not succeed in implementing the full
facilities of the system because of insufficient time and
limitations in the software that was used. However, enough was
completed to proceed with a validation of the SHAPE program.

A store and forward network was chosen as the validation
example for two reasons. Firstly, our knowledge of the subject
was very detailed, and this helped to ensure an accurate model
and thorough comprehension of the results. Secondly, the
modelling experience was directly relevant to the intended
application of the SHATPE s¥stem to the European linkage with the
ARPA network. The results produced by the store and forward
model did not require us to reject the validity of the SHAPE
system at the ninety-five per cent confidence level. In fact
a good agreement with theoretically expected results was obtained.

We then turned to using the modelling system in a real
design situation, namely the choice of channel capacities in two
of the channels forming part of the European ARPANET. A model
was successfully developed and used to predict mean interactive
response times under various conditions. This work, and the

design recommendations it led to, are desﬁribed in the previous
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chapter. In addition tp their immediate utility, these results
demonstrate the capacity of the SHAPE system to describe and model
the opening of an application which is neither trivial nor artificial.

Graphs have been used previously to describe programs,
and to discover properties of programs so described, but no
equivalent schemes were produced for hardware description.

Our approach has been novel in the recognition of hardware
software equivalence, which led us to provide a system of graphical
description applicable to bothyand in the requirement that the
descriptions should be directly usable for modelling computational
activity. As a result the SHAPE system is original in its use
of the same elements to provide both types of description, and
in leading to a new view of computational activity, namely the
binding together of a software and a hardware graph.

Barlier the graph descriptions have been called a type of
notation. This notation is not only descriptive but also
executable in the same way as a high-level programming language.

We believe that the SHAPE system is perhaps the first to provide
an executable graphical notation for modelling computational

activity, and the means for executing it.
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7.2 Suggestions for further research.

As is necessarily\the case in research, we have not been able
to attempt all we would have wished to, nor even achieve all we
attempted. Our suggestions for further research inevitably stem
from this situation. In working towards our main aims we have
sometimes had to make a choice or accept an assumption without
sufficiently deep investigation. These are also areas of
potential research.

For example, the correspondence between the elements of
hardware and software graphs is not as good as it might be.

In particular the IFloop, while adequate for modelling, does not
correspond well with a PIlarc whose mnitial and terminal nodes are
the same. It might perhaps have been better to include the two
IFcodes as normal software functions in the PHI vector. The choice
of possible IFcode actions was not deeply investigated and could
perhaps be rationalized. In addition, we would have liked to
give more time to the representation of processors which can
transfer data between more than one pair of stores. While their
representation as a number of Plarcs with an allocation inter-
lock is well justified, further consideration might provide a
more elegant model.

An area which we have not touched upon at all, and which
should be of some interest, is the investigation of a computation
described by a SIgraph and Plgraph by analytical techniques rather
than by actually binding the two graphs. Furthermore, while we
have presented a model of the binding process, this has not
included any techniques by which the binding algorithm might

optimize some aspect of the computational process.
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For example, the algorithm might attempt to minimize the total
binding time for the graph pair, either by complete optimization
or by a sub-optimal technique such as limited look-ahead.

In addition to these subjectsy we would have wished to give more
attention to the equivalence between preemptive and fractional
allocation strategies.

Turning now to the SHAPE program, we must make the comment
that although the features of SIMULA 67 are very well suited
to the implementation of the modelling system, the compiler
and the programs it produces are also very inefficient. This had
several undesired effects on our work. Firstly, it was not
possible to implement the full set of modelling facilities.

In particular, the ACT matrix attribute of a SInode was not
included, and consequently neither were the related functions
of mode % binding and error modelling. TFurther work we would
suggest in this area would be the creation of an efficient
implementation that provided these facilities.

In the SHAPE implementation the allocator binds a ready
Slarc to the Plarc which minimizes the duration of the rFsulting
ties A useful feature which might be added to the system would
be the insertion by the modeller of alternative binding strategies
with his run-time data. Lastly, an aspect of the SHAPE program
which is capable of improvement is the activation of ready
SIlarcs that are waiting for the PIgraph resources they need
to become available. The existing method using delay arcs is
primitive and not very efficient.

Finally, it must be clear that one validation cannot be

an exhaustive test of the SHAPE program, and one application
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cannot confirm its utility in a wide range of computations.
Consequently we would wish to see the modelling system used in
other areas beside the one chosen for this thesis. Where
theoretically expected results were known further validation
would be possible, and where none were available such use would
provide additional demonstrations of the system's wider

applicability.
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SIMULA 67 is a general purpose programming language which
may be regarded as an extension of ALGOL €0. The language was
defined by O. J. Dahl and K. Nygaard of the Norwegian Computing
Centrey Oslo. Its synFax is particularly suited to the definition
and manipulation of classes, which can be data structures, execution
rulesy or a combination of both. The language provides for very
easy|definition of list~processing and simulation procedures.

The treatment of simulation is based on the languages SIMULA I
and SOL. Below we give a brief summary of the features of
SIMULA 67, which we will refer to as SIMULA.

In the course of this research some corrections and additions
were made to the SIMULA compiler. The main addition was the
provision of interactive execution of a SIMULA program. As well
as data input and program at a terminal, file linkage prior to
program execution was possible by entering DATASET cards from the
keyboard.

Corrections to the compiler were made by normal software
maintenance methods, namely fault isolation, fix writing and
insertion. Where possible fixes provided by Control Data
Corporation were used, including those for faults reported by
users at other installations. The majority of faults required
small amounts of corrective code, rather than major changes or
extensions. The compiler was maintained by the author for the
duration of the research described in this thesis.

There are two main additions to the concepts presented
in ALGOL 60. The first is that of program entities called objects;
and the second is a new type of variable called a reference

variable, which may‘point to objects.

328



A class definition is quite similar to a procedure definition.
It consists of a class namey a number of formal parameters, and a

class body or execution rule. A simple example is:

class rectangle (a,b);

real

begin

real area;

area : = a * b;

end;

A reference variable may point to objects of the class given
when the variable is declared. For example:
ref (rectangle) p3)
Here p is declared to be a pointer which may only point to objects
of the ?lass rectangle. An object is an instance of its class
declaration, and we can generate one using the SIMULA symbol new.
new rectangle (546);
This statement will create an object of the class rectangle with
parameters equal to 5 and 6. If we write:
p :- new rectangle (5,6);
then p will point to this object ( := is the symbol which means
'points to'). The null object is a member of all classes so that
we may always write:
P :- none;
irrespective of the class for which p has been declared a referenqe

variable. We may pass the value of one reference variable to

another by writing:
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b =43

after this statement p will point to the same object as q does.
The main difference between a class and a procedure are that a
class body may Fot alter the values of the actual parameters which
correspond to its formal parameters, and that an object exists as
long as some reference variable points to it. That is to say we
may not write:

class a (x); name x; real ;

and further, an object will not disappear when its execution rule
completesy, unless there is no reference variable pointing to it.

ayb and area are called the attributes of an object of the class

rectangle and we may access them via the reference variable p by

writing p . attribute, for example:

P :- rectangle (5,6);

X =p¢a;
y i=p.b ;
Z 1= P.area ;

A shorthand for this is the inspect statement:

inspect p do begin

X = a

~e

g
i}
o’
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Remote referencing can be concatenated indefinitely;
i.e. if the class rectangle has a locally defined reference
variable q which points to objects of class triangle, we may write:
X = Pe.Je.side ;
where side is a local variable of an object of class triangle.
Classes may be concatenated to form subclasses. For example
the statements:
class A (a,b); real a,b ;3
A class B (X,y); real X,y ;3
define a class B which is a subclass of A and having four
attributes ay by X, ¥ and no execution rule. A reference variable
declared for class A may also point to any of its subclasses.
For example:
ref (A) p;
p - new B(1,2,3,4);
If A and B have execution rules, then the bodylof class
B may be inserted anywhere in that of class A using the symbol
inner; for example:
class A (ayb);

real ayb;

begin

real c4d;

C :=a  b;
inner;
¢ i=c + d;

end;
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A class B (%,¥);

real Xo¥;

begin

The statemtn p := new B(1424344); will produce an object with
execution rule:

real asbyXyy;

o

i

®

*
=

end;

A class name, with or without an actual parameter list, may
prefix an ordinary block. This makes the attributes and capabilities
of the class available to the block. For example:
class Aj

real procedure sqrt (z)

real z; begin sqrt := z 0.5; end;

A begin

real X ¥

x := sqrt (y);
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The above is a simplified explanation of the way in which
classes and reference variables may be used- For more information
see the SIMULA 67 Common Base Definition. The main incompatibilities
of SIMULA with ALGOL 60 are:

1. The own symbol is not permitted.

2. The string symbol is replaced by a similar concept, text.

3. Procedure parameter tranamission by name must be specified
using the symbol name.

L. The input/output system is developed in terms of objects of
class file and its subclasses. Users should refer to the
Reference Manual for details.

SIMULA 67 provides two predefined classes, SIMSET and SIMULATION.
These have no formal parameters, but define a number of procedures
which allow a programmer to write a list-processing or simulation
program more easily within a block prefixed by these class names-
In fact SIMULATION is a subclass of SIMSET. This is so for two
reasons. Firstly it allows the class SIMULATION to use list-
processing procedures from SIMSET when predefining simulation
facilities; and secondly it allows the programmer to have access
to those procedures inside a block prefixed by SIMULATION.

The prefix SIMSET provides for simple manipulation of two-way
of two-way lists. The following actions are possible using
predefined procedures.

1. Accessing the successor of a list member

2. Accessing the predecessor of a list member
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3. Inserting an object in a list before or after another one, or
at the end of the list.

4. Removing an object from a list.

5. Creation of a list.

6. Accessing the first and last objects in a list.

7« Determining whether a list is empty.

8. Determining the number of objects in a list.

9. Removing all objects from a list, making it empty.

The prefix SIMULATION allows the programmer to define
processes (objects of class process) which are scheduled and
executed within a predefined quasi-parallel system with its own
time axis. This is done by maintaining a time-ordered event list
(SQS) whose events are executed in sequence. Events are themselves
objects which have two attributed (in addition to those required for
list membership), namely:
real eventtime; comment the time at which this event is scheduled

to occurs
ref (process) proc; comment a pointer to the process whose acti-
vations or reactivation this event
represents;

Events may be created implicitly or explicitly by processes,
which themselves can be generated or destroyed by object
generation or completion and detachment. Processes may, interact
via global variables, automatic statistic gathering, or by altering
the attributes of other processes through inspect statements.

The following actions are possible using predefined procedures.
1 Accessing the current system time.

2. Referencing the currently active processy i.e. the process
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executing the current event.
3. Referencing the successor and predecessor of an event in the SQS.
L. Waiting for a specified time before continuing execution of the
process execution rule.
5. Entering a queue.
6. Halting execution of a process until activated by some other
processe.
7 Directly scheduling an event, before or after another, or
at a given time.
8. Cancelling or rescheduling a scheduled event.
9. Activating or reactivating a halted process.
10« Accumulating the system time integral of a variable.
11« Drawing of random numbers from various distributions.
To illustrate the flexibility of SIMULA 67, we shall suppose
that we have a recursively defined problem of the form:

real procedure solution (data);

real data;
real nextdata;
nextdata := function (data);
if nextdata = simpledata then solution := simplesolution
else solution := solution (nextdata);

end;

If the solution of the problem involves performing a simulation
we can define:

real procedure function (data);

real data ;
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simulation begin

-

end;
procedure function (nextdata, partsolution);
name partsolution;
real nextdata, partsolution;
ref (G) x;

if nextdata = simpledata then partsolution := simplesolution

else begin
x :- new G(nextdata, 0);

partsolution := G.solution;
£nd;
end;
A SIMULA 67 program may be executed on the CDC 6600 at ULCC

suing the following control cards:
CIPB(eeiaanaaaa)

ATTACH(SIMULA, SIMULA)

SIMULA (L,X)

LIBRARY(L = SIMULALIB)

LGZ.

RETURN(SIMULA)

7/8/9

SIMULA SOURCE PROGRAM
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7/8/9

DATA

6/7/8/9

The last two cards of the SIMULA source deck should be 'EOP'
and FINIS, both punched in columns 10-1k&.

Most programs can be compiled using 20,000 words (decimal) of
store. However, for larger programs both compilation and
executlon speed can be increased by allowing more store.

Files names used in a SIMULA program are related to SCOPE
files by DATASET cards, which are the first cards of the data

record.
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APPENDIX ITII

SHAPE LIMITATIONS
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For various reasons the SHAPE program does not provide all the
features described in Chapter III. In this appendix we state the
limitations and discuss briefly the reasons for them. Implementa~ ;
tion of the modelling system was originally divided into two
stages. In the first of these a simplified system was created,
with dataset activity represented by giving negative signs to the
appropriate REP matrix elementsy rather than the provision of the
ACT matrix. This course required that datasets were treated as
read-write only (the negative sign indication for read-only having
been preempted).

Further consequences of the absence of the ACT matrix were a
difference in the implementation of DOloops and the inability to
perform simultaneous activation. The latter was caused by the
absence of the top and bottom ACT column elements which we used
to record a processor allocation (reservation in the case of
simultaneous activation)- This lack also precludes the implemen-
tation of the error handling methods described in Chapter III.
Since read-only datasets were not available in stage one there
was no necessity for deactivation Slarcs, which must;also be
provided when read-only datasets are implemented.

o The addition of these features was defined as the second

stage of implementing the modelling system described in Chapter III,
but this was not carried out because of various problems of
implementation. The most serious of these was a deficiency of the
loader in the SCOPE operating system at that time. This deficiency
was a limit to the number of certain locader tables which could be
processed by the loader for a single program. Unfortunately the
SIMULA 67 compiler produces code in which these tables occur very

frequently.
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Consequently a large SIMULA 67 program will not load after
compilation and the loader either aborts with a machine stop or
enters an infinite loop.

Since no diagnostic is issued identification of the fault
took some time. It was found that the stage one implementation
was slightly over the limit and steps were taken to reduce the
number of the offending tables. This required the elimination of
topological verification after graph input, and the use of only one
set of statistics (hardware or software). In addition all calls
to the run-time input-output system were changed to calls to an
equivalent local procedure.

These measures reduced the program size sufficiently to allow
successful loading. However any further insertion of SIMULA 67
statements had to be balanced by deletions elsewhere. Implementa-
tion of stage two could not have been accomodated within the
program size required for successful loading.

A way out of this problem is the use of code procedures
within a SIMULA 67 prdgram. This is a call to a procedure which
is separately compiled, and linked to the main program at load
time. Various portions of the SHAPE program, notably the graph
input procedures, could then be compiled separately, and linked
to a much reduced main program by the loader, thus overqoming the
limits imposed on any single program. Code procedures are part
of the SIMULA 67 language and described in detail in the manual
for the CDC 6600 version. However they have not been implemented
in the compiler at the time of writing.

Other problems in the compiler, while not insurmountable,

considerably slowed down SHAPE implementation.
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One of these was a residue of program stop instructions which had
been used by the compiler writers for trapping purposes. When these
occurred during compilation or execution of SHAPE, elimination of
the statement responsible strangely resembled a process of trial
and error. The lack of interactive facilities in the compiler
and run-time system increased the time spent in debuggiﬁg SHAPE
when this was already in short supply. Circumvention of the
compiler bugs revealed in this process required extra statements
in some cases, eating into the allowable program size. Examples
are the use of a bad approximation for the generation of random
Poisson numbers,.incorrect comparison of positive and negative
zeroy and failure to recognize compressed card images.

The decision to forego stage two was also influenced by
considerations of resource availability. Any SIMULA program
reguires a run-time acratch area for the storage of
dynamically created and destroyed class objects. This area
is provided by the storage between the end of the program and
the field length limit. When all the free space has been used
the run-time system calls a procedure named the garbage collector
which eliminates all defunct objects and compacts the remainder,
so providing a new free space area. The amaller the overall
scratch area, the more frequently the garbage collector must be
called to clean it up. Since the garbage collector processing
is not negligible a trade-off developes between core storage
available and CPU time required for any given program run.
Furthermore as a program grows in size, in order to maintain
the scratch area the field length must increase by the same
amount. To provide an adéquate scratch space for the stage one

implementation between 50 K and 60 K of core storage is required.
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As the field length is dropped from 60 K, increasing quantities of
CPU time are devoted to garbage collection. Jobs run at University
of London Computing Centre are categorized by resource usage.
A J9 category job may use up to 50 K of memory and up to 120 secs
of CPU time, and a J12 job is allowed 60 k and 1200 secs.
respectively.

Consequently a SHAPE run with medium sized graphs will
almost certainly be a J12 job. This is the largest job which
receives a regular turnround at the Centre. If more store or CPU '
time is required the job is categorized as J15 and run as and when
there is spare capacity available. Production runs should therefore
be kept within the J12 limits if at all possibley to ensure regular
turnround. Within these limits it is doubtful if adequate scratch
storage would remain after expansion of the SHAPE program to
include stage two facilities. The full implementation would there-
fore have to be run as a J15 job except with the simplest models. .

In some models the value of the results is related to the
length of run. For such cases the runs must have adequate CPU time
availabley so that if requested memory is reduced from J12 to J9
limits, the garbage collection trade-off increases the CPU time
required and returns the job to the J12 category. This resource
availability situation provided a further reason to use the stage
one implementation. Even in this case because J12 jobs are the
largest to receive regular service, they also have the slowest
turnround time.

Most SIMULA 67 programs will use the run-time system a good
deal, especially if any list-processing or simulation is performed,

which is the case with SHAPE.
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Therefore the CPU time used is greatly affected by the efficiency
of the run-time system in executing its various functions.

Its areas of weakness are the input-output procedures, block entry
and closure, and the processing of goto statements.

The code produced by the compiler is split into 512 word
segments for no apparent reason. The segments do not correspond
to theé user program, and jumps across segment boundaries are
very slow (requiring a call to a segment control routine in the
run-time system). If a program loop crosses a segment boundary
degredation can be severe. The loop control itself is slow and
does not take advantage of the simple case where the step is one.
For these reasons a good deal of CPU time is required by SIMULA 67
programs.

In the paragraphs above we have tried to summarige the reason
for which the full graphical modelling system was not implemented,
and also some of the factors which slowed down the development of
the restricted system.

The validation model was a simple one and consisted of a
small number of modelling elements- The observation of interest
was message delay and the validation runs were in the J12 category
of resource usage, which allowed the generation of approximately
24000 messages.

The model of the ARPA network link was also run as a J12
category joby and typically this run-time would generate between
250 and %00 round trips (message and response cycles). When
considering alternative models of the link we were at pains to
keep the memory requirement to a minimum. The implementation
has only two variables which travel with the cut, namely LAMBDA

and BETA.
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If a further variable of this type were available it could be used
to provide a message routing indicator. If the variable held the
node number of the destination node for the message, then an IFloop
whose outcome was a function of the variable value would be
equivalent to a routing algoritim. The existence of these two
facilities would be of great benefit, since it would be possible
for messages with differenct destinations to use the same REP
matrix elements on common sections of their routes. While leaving
the CPU time almost unchanged, this would greatly reduce the
memory required by the model-

Without these features it was necessary to provide separate
matrix elements for messages with different destinations. Within
this constraint we reduced the memory requirement by providing
separate nodes for each route, so keeping the number of REP
matrix elements much smaller than would be the case if the
separate route elements were placed in a single REP matrix.

The CPU time required by a model is approximately proportional
to the number of SIarc executions, and so to the number of Slarcs.
These were kept to the minimum compatible with retaining the
structure of the link activity.

In general penalties in resource usage were incurred because
of the absence of the second stage implementation, or because of
inefficiencies in the SIMULA 67 run-time system. Where possible
these were alleviated by judicious manipulation of model

structure.
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APPENDIX IV

SHAPE USER INFORMATION
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CA:d FOHMATS FOX GRAPH INPUT

CARD COL

——— W ——————

RUN

GRAFH
HEADER

SIHODS

PINOUDE
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31 41 51 1
GNC MODE DEBUG PICODE SICODE | STMLIM MAXREAL
| GRAPHNAME | TYPE FIRST NODE| LAST NOSH ARC WIDTH | GRAPH |G ¥ACTCR | NUMBER OF
; SIZE PROCESSURS|
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CARD FORMATS FOR GRAPH INPUT

SIARC

CARD COL 1 11 21 31 41 51 61 71
NODENUMBER MODENUMBER ?-FIBST LAST NODE|ARC WIDTE | CGRAPH IGFACTOR  |NUMBER oF |
NODE SIZE PROCESSORS
SEQ FRAC. {‘DATANODEi DATANODE?2 DAT.;SEQF:g'
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CARD FORMATS FOR GRAPH INPUT

GABD COL 1 11 21 31 41 51 61 71
¥ j . g
NODERUMBER ' NODENUMBER %’"IRSTNODE LASTNODE | ARC WIDTH| GRAFH GFACTUR [NUMBER OF
< SIZE PROCESSORS

SEQ FRAC.{DATANODEl DATANODEZ DATASmQF§

S SESSSNSS

1D cosT
. —
ps1[1,1] | Pszl1,2] | ps1l1,3]
- U U SR
ps1f2,1l | psiiz,2] .
rs1{3,1] . .

Items in hrackets § g are optional.

A node must have 1ts outarcs lmmedintely following itz own dats; nodes can ap.ear in any
order. If an arc has a gubgraph 1ts parameters fol'ow the unode numbers on the are card .

The subkraph then follows the data of the arc,



DATA REPLICATION

If a node.(or arc) has identical data to some other then
DATANODE (or DATANODE1, DATANODE2, DATASEQF) describe the other
node (or arc) and the data is replicated automatically by
graph input, so that there is no need to append the data again.
The same occurs with a subgraph in which case replication is indi-
cated by setting size = O and then FIRSTNODE, LASINODE, GFAC give
NODENUMBER1 and SEQF of the arc which heads the subgraph to be
replicated. The following rules apply.

1) The DATANODE must precede a replica on the source file.
2) Data arc must precede a replica on the source file.
3) When data and replica subgraph arcs are OUTarcs of the same

node,y, then the data subgraph must precede the replica.

MULTIPLE INARCS

For extra INarcs to a particular row of REP matrix set
SEQF := REP[i,0] + final NODENUMBER - initial NODENUMBER.

Arc specifier at initial node equals SEQF.
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INDEX USAGE

NUMBER ADDRESS

0 { NODECT + 1 IONE

NUDE NUMBER

NODE

NCDECT + 1

INDXL, -
PLUGCT

NODENUMBER r”““‘\\\ﬁh ARC
INDXL INDXL-PLUGCT| NONE

If nodect + 1 = indxl - plugct then indexfull := true ;
comment nodes are held in ascending order by node number,
indxl 1s the lengih of the inlzx,

on creatlon auaiér [ 94 1= 1 arnd number [indxl] &= indxl,

on comoletion of loreph iro.s nunber Cindxl] 1= pPno;



RUN CONTROL

The SHAPE program expects to find sequential input on two files
named SIGRABH and PIGRAPH. SHAPE prints logging information on
file LOGGER and statistics on file STATS. Any SCOPE files may be
used as long as their file names are equated to the expected omes
using DATASET cards. These must be the first cards read on the
standard input file INPUT. For example,

DATASET, SIGRAPH = HENRY

DATASET, PIGRAPH = XYAB

DATASET, LOGGER = P

DATASET, STATS = OUTPUT

DATASET, END

These cards are followed by a run control card whose format is
shown above. The parameters can be set as follows.

GNO - Number of graphs for this run j may be 1 or 2

MODE - binding mode may be

1 = non-reentrant
2 = semi-reentrant
3 = completely reentrant

DEBUG - Debug parameter, if non-zero then extra logging
information is output.
PICODE - code showing hardware statistics required, is an octal digit,
i.ee O = 7y treated as three bits.
BIT 1 - low order bit set for memory statistics
BIT 2 - middle bit set for processor statistics
BIT 2 - high order bit set for processor state statistics
SICODE -code showing software statistics required, is an octal

digity le.e. O - 74 treated as three bits
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BIT 1 - low order bit set for node statistics

BIT 2 - middle bit set for arc statistics

BIT 3 - high order bit set for cut statistics
SIMLIM - Default binding time limit

MAXREAL -value to which all program maxima are to be preset
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GRAPH INPUT PROCEDURES

gin(g) g - pointer to object of class graph, null if graph
input failure.

subgin (y, type, fstn, lstn,adl, size gfac)
¥y - pointer to object of class graph, provided by gin.
type -~ type of graph, usually 1 or 3.
fstn - node number of first node ingraph.
lstn - node number of last node in graph.
adl - length of arc data vectors.
size - number of nodes in graph.
gfac = factor to derive index capacity.

immode (x, type, adl, data, nodes)
X = pointer to current node.
type -~ as above.
adl - as above.
data - scratch array for arc data created by subgin.
nodes - pointer to index created by subgin.

inarc (x, type, adly data, nodes, inn)

‘ X - pointer to previous arc.

type - as above.
adl - as above-
data - as above.
nodes - as above.
inn - node number of node at head of chain.

find (n, ey ind) - address of node with number n.
ind - pointer to index to be searched

e - number of entry in index
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plug (ny ay ind) - true if successfully completed.

n - node number of plug.
a - address of arc requiring node address.

ind - as above

putelem (ny, a, ind) - true if element successfully entered in index.

n - node number
a - address of element

ind -~ as above

ERROR CODES

Code

Error

11

12

1%

21

22

1

32

I

Lo

b3

REP matrix of initial SInode contains no OUTarc specifier
for SIarc of completed tie.

REP matrix of terminal SInode contains no INarc specifier
for SIarc of completed tie.

Terminal node dataset found to be negative while activating
terminal row in mode 1.

Memory inuse less than zero after memory change.

Memory inuse greater than capacity after memory change.-
No SIarc found in OUTarc chain to match ready column in
current REP matrix.

REP matrix of final node of ready SIarc contains no row
for this SIarc -~ INarc specifier not found.

No PIarc found to execute ready SIarc.

Terminal store too small to hold max. requirement of
terminal node.

Terminal store nodenumber not that required by terminal
SInode of ready arc.

Terminal store not that to which terminal SInode of SIarc
already tied.
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iy
L5
46
b7
50

70

80

817

82
83

91

92

Terminal store not the same as initial when Slarc is a loop.
Time for arc to execute less than zero.

Not enough storage free in terminal PInode.

Available process fraction is zero.

Arc time less than zero in PERT mode.

One or more terminal datasets of ready IFloop exceed
current initial one.

No active initial dataset found for IFloop readied by
completing tie.

No next event, system resources deadlocked.

Arc data rector lengths not matching in ST and PIgraph.

No next event but final node still active.

Binding time limit exceeded.

PSID[O] less than zero after release of allocated processor
fraction.

PSID[O] greater than one after allocation of processor

fraction.
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ARRAY USAGE
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AndAY USAGE

PSID (0 : adl + 3]
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1 ][1
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adl+1 14

adl+2 pcost
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PINODE RUN-TIME VARIABLES

inuse - current quantity of storage in use.

totuse - time integral of inuse.

mit - cumitlative total of time inuse is non-zero.

mut - - maximum observed value of inuse.

mef - sum over all periods in which inuse was non-zero of the

product of period length and maxuse of that period.

The variables above are used to produce the following statistics
for each PInode.

activity - mit/gt

utilization - mut/capacity

efficiency - totuse/(mut x gt)

To derive expressions for overall graph storage utilization and
efficiency, we use the sums over all PInodes of cost, cost of
PInodes with non-zero time used, products of cost and mef/capacity
These are accumulated in totmem, gutmu, and gefmu respectively.
Statistics output are then

gutmu = gutmu/totmem

gefmu = gefmu/(gutmu « gt)
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