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Abstract

In recent years, Natural Language Generation (NLG) systems have achieved human-level perfor-

mance on a variety of tasks, primarily using encoder-decoder or decoder-only architectures. Training

these decoders on downstream data has been enhanced by techniques that manipulate token pres-

ence. For instance, BART employs methods such as token masking, sentence permutation, and token

deletion to corrupt inputs. We introduce the term token manipulation to describe these methods

that alter token presence to impact language models. Our hypothesis posits that token manipulation

can improve NLG system performance, which we classify into input-side and output-side approaches.

Input-side manipulation occurs before a model processes inputs, whereas output-side manipulation

happens after.

Our research includes novel token manipulation strategies for both uni-modal and multi-modal tasks.

Initially, we explored masking during fine-tuning, noting substantial improvements over baseline

models. Encouraged by input-side manipulation’s success, we tested output-side manipulation by

applying artificial tokenisations to an auxiliary decoder, which also yielded significant enhancements

without increasing parameter count or computational complexity.

Furthermore, we applied input-side token manipulation to a multi-modal Visual Question Generation

(VQG) task, introducing three new strategies for token imputation during modeling, achieving

significant performance gains.

Combining our input-side and output-side models resulted in our most effective model, showing a

14.5% increase in metrics across various uni-lingual generative tasks. In translation benchmarks, we

observed a 2.4 BLEU-4 improvement in IWSLT DE-EN, 0.8 in WMT ’16 DE-EN, and 1.6 in WMT

’16 EN-RO. Our VQG model surpassed state-of-the-art results by more than 9 BLEU-4 points at

publication.
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Chapter 1

Introduction

The last decade has led to tremendous improvements in deep learning systems, including natural

language processing (NLP). We have moved away from rule or statistical based features, which

often have shortcomings such as limited generalisability and scalability, to more advanced methods

that utilise neural networks, such as self-supervised learning, sub-word tokenisation, contextual

distributed representations, and so forth. These advancements have made it possible for NLP systems

to better understand, generate, and interact with human language in a more natural and efficient

manner.

Approaches in NLP are varied. They are typically categorised into discriminative and generative

tasks. Discriminative tasks (Natural Language Understanding; NLU) focus on differentiating be-

tween various classes or categories, such as sentiment analysis, named entity recognition, and text

classification. Discriminative NLP additionally encompasses regression based tasks, such as sentence

similarity, quality estimation for machine translation, and sentiment analysis (where we may pre-

dict a continuous value instead of a discrete class). Generative tasks (Natural Language Generation;

NLG), on the other hand, involve generating new content or transforming existing content, examples

of which include machine translation, text summarisation, and dialogue generation.

On both fronts, we have witnessed significant breakthroughs. One reason is largely due to the

introduction of Transformer-based models, such as BERT, GPT, and RoBERTa (Vaswani et al.,

2017; Devlin et al., 2018; Radford et al., 2019; Liu et al., 2019). These models have outperformed

previous architectures such recurrent neural networks (RNNs) and long short-term memory (LSTM)

networks. In fact, most innovations in AI in general are now based on these architectures. Moreover,

the use of self-supervised learning strategies, such as masked language modelling and next-token

prediction (Devlin et al., 2018), has helped in pre-training large models on massive text corpora,

resulting in better language understanding and generation capabilities.
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Though it was introduced only a few months prior to the Transformer’s inception, sub-unit to-

kenisation (Sennrich et al., 2016b) has been ubiquitously adopted in NLP systems alongside these

models. Sub-unit tokenisation techniques, such as Byte Pair Encoding (BPE), SentencePiece (Kudo

and Richardson, 2018), and WordPiece (Wu et al., 2016), enable the efficient encoding of input text

while minimising the size of the vocabulary, which in turn reduces computational complexity and

memory requirements. Prior to this, word-level tokenisation was the dominant approach. However,

it suffered from practical issues like handling out-of-vocabulary words and dealing with large and

sparse vocabularies due to the large variety of morphological forms in different languages. Together,

Transformer models and sub-unit tokenisation have led to significant improvements in both NLU

and NLG tasks.

A large body of research in the modern NLP era have focused on applying these models to down-

stream tasks. However, the impact of manipulating how models utilise their provided tokens remains

relatively under-explored. This thesis aims to investigate the role and effects of token manipulation

on the performance and behaviour of state-of-the-art NLP models, with a particular emphasis on

NLG tasks. Our thesis’ hypothesis is as follows: by modifying the ways tokens are presented

to NLG models, it may be possible to achieve higher levels of performance in NLG

tasks. Specifically, we hypothesise that strategically adding or removing tokens under

different modelling architectures and objectives can lead to performance improvements

across NLG and multi-modal tasks.

For the purposes of our work, we use ‘token manipulation’ as an umbrella term to encompass varying

strategies that involve adding or removing tokens from a model. This manipulation can occur in a

variety of different places within a model. Loosely, we categorise approaches into ‘input-side’ and

‘output-side’ manipulation. Input-side manipulation involves manipulating tokens before they are

sent to be processed by the model. Output-side manipulation involves token manipulation strategies

after a model has finished processing its outputs. Typically, these will occur before loss calculation

or backpropagation.

To expand on each, Chapter 3 introduces Noisy Language Modelling (NLM). NLM is a language

modelling objective that noises the inputs to a decoder model, with the objective of reconstructing

the inputs. It is similar to Masked Language Modelling (MLM; Section 2.5.2) in this regard, though

it is an auto-regressive model for generation as opposed to a classification model for encoder rep-

resentations. In this sense, our work is heavily related to Lewis et al. (2019), though we focus on

fine-tuning as opposed to pre-training. Alongside this, we introduce additional token manipulation

objectives that further improve the performance of generative language models.

Chapter 4 also focuses on unimodal language generation. In this chapter, we introduce an auxiliary

objective which involves a lightweight decoder generating tokens that have differing segmentations

12



to the original tokenizer vocabulary. We classify this as token manipulation due to the auxiliary

objective reconstructing a separate token sequence based on a differing tokenizer segmentation model.

Our final work is in Chapter 5. Here, we focus on the multi-modal task of Visual Question Generation

(VQG). Fundamentally, VQG aims to generate a question conditioned on an image. We identify

a method that allows us to condition the question generation process on object labels/tokens that

have been detected within the image. This is classified as token manipulation since we are adding

language-based tokens as an input, despite it already having access to visual representations. Our

token manipulation strategy for VQG allows us to induce non-deterministic outputs by a randomly

sampling from a finite set of discretely imputed concepts (we expand on this in Section 5).

As mentioned, the methodologies we introduce in Chapters 3 and 4 are applied to a wide range of

generative unimodal tasks, such as translation, summarisation, question generation and generative

question answering. We additionally apply them on top of a variety of pre-trained models. In

the case of non pre-trained Transformer models, we denote consistent performance improvements

across the methodologies introduced in both the aforementioned chapters with no additional compute

overhead during inference. Our best models increase performance by 14.5% in challenging unilingual

generation datasets. Furthermore, for translation, we observe performance improvements. Our best

model increases performance by 2.4 BLEU-4 in IWSLT DE-EN, 0.8 in WMT ’16 DE-EN, and 1.6 in

WMT ’16 EN-RO. We additionally investigate our methodologies when integrated with pre-trained

models. Unfortunately, evidence pointing to performance improvements in pre-trained models is

limited; perhaps due to differing data distributions than what the model has been pre-trained on.

We provide additional discussion on this in Sections 3.2.4 and 4.4.

Chapter 5’s methodology is unique to VQG, and thus we apply it to a dataset that has been widely

accepted by the community. At the time of its publication, our work had a 9 BLEU-4 point increase

over the previous state of the art. These findings indicate that token manipulation is a worthwhile

pursuit to follow, as these ‘tricks’ can lead to performance gains when costly data augmentation

strategies such as back-translation may not be possible.

Research Questions

• In the modelling process, there are various places that token manipulation could happen. What

is the effect of token manipulation in each one of these places?

More specifically, we focus on manipulating tokens as an input to our model, and as a target

to our model. We measure the impact of how manipulating tokens in these places will affect

overall performance of the model on various language generation tasks. Chapters 3 and 5

focus on input-side manipulation. Chapter 4 focuses on target/output-side manipulation. To

answer this question, we compare raw performance improvement of our token manipulation

13



strategy against multiple baseline models. Performance differences when comparing input-side

or output-side manipulation with respect to baseline models can quantify where the most im-

pactful place to manipulate tokens is.

• Alongside the various places that token manipulation could take place, there are various meth-

ods for manipulating tokens. What are the differences between the different kinds of token

manipulation strategies?

This research question motivates a large amount of the work in this thesis. It quantifies which

token manipulation strategies can provide the greatest improvements to our model. We investi-

gate various token manipulation strategies, including: Masking (Chapter 3), explicit inclusion

of tokens to the encoder (Chapter 5), and additional objectives to the overall model (Chapters

3 and 4). In Chapter 5, we additionally look at a model which imputes tokens as part of its

modelling process. Nevertheless, answering this research question is straightforward: What

performance improvements do the different manipulation strategies provide?

• Are token manipulation strategies as useful when working with different modalities?

The previous two research questions focus on uni-modal tasks in NLG. This question attempts

to quantify how much impact manipulating tokens may have when working with multi-modal

data. We focus our efforts on visual question generation - generating a question given an

image input. How impactful, if any, is the effect of token manipulation when it comes to this

task? We investigate this in our multi-modal work in Chapter 5. This question is answered by

demonstrating differences in task performance when using token manipulation.

Our work is structured as follows. In Chapter 2 we provide a technical introduction to neural network

algorithms and how they are applied in the context of natural language generation. In Chapter 3,

we introduce our Noisy Language Modelling objective. We motivate this section by improving

performance on classification tasks prior to introducing our proposed strategy for NLG. Chapter 4

follows this. This chapter focuses on an output-side token manipulation strategy and investigates

various artificial tokenisation strategies to augment model performance. Finally, Chapter 5 presents

an input-side token manipulation strategy for the multi-modal Visual Question Generation task.

Chapter 5 is published work (Vedd et al., 2021)1. We plan to release the work in Sections 3 and 4 on

ArXiv in the near future. Additionally, all references in this thesis are limited to research published

before the commencement date specified on the Title page. Results and literature presented in this
1Despite joint authorship, I was responsible for building and evaluating the explicit, implict and variational implicit

models introduced in this work
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work are representative of the performance, capabilities and advancements of AI models at the time

of writing or publication and may not reflect subsequent advancements in the field.

N.B. Chapter 6 presents work tangential to NLG that was completed during the course of the PhD.

In this chapter, we provide technical details for an SDK that we built that enables easy development

and sharing of visual interfaces for AI models.
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Chapter 2

Background

Contents
2.1 Artificial Neural Networks . . . . . . . . . . . . . . . . . . . . . . . . . . 17

2.2 Optimisation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.2.1 Loss Functions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

2.2.2 Gradient Descent . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

2.3 Natural Language Processing . . . . . . . . . . . . . . . . . . . . . . . . 23

2.4 Distributed Representations . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.5 Encoder-decoder models . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

2.5.1 Transformer Encoders . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

2.5.2 BERT and Masked Language Modelling . . . . . . . . . . . . . . . . . . . 30

2.5.3 Transformer Decoders . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

2.6 Optimisation for generative tasks . . . . . . . . . . . . . . . . . . . . . . 33

2.7 Variational Autoencoders . . . . . . . . . . . . . . . . . . . . . . . . . . 34

2.7.1 Evaluation Metrics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

This Chapter provides a technical background and introduction to artificial neural networks (ANNs)

and how they can be utilised for natural language generation. In the following content, we focus on

the mathematical principles that ANNs require to function. Subsequently, we introduce the popular

Transformer model, which is the primary backbone of the methodologies we introduce in the rest of

our work.
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2.1 Artificial Neural Networks

Artificial neural networks are powerful parameterised function approximators. In essence, they learn

parameters of a function such that ŷ = fθ(x), where ŷ is a predicted output, θ is the set of learned

parameters, and x is an arbitrary input.

This means that neural networks are able to learn complex relationships between inputs and outputs

and can be used for tasks such as image classification, language translation, and even playing games.

They are able to do this by utilising a large number of interconnected processing units called neurons,

which are arranged in layers. These layers can extract and process information from the input data

x and pass it on to the next layer until the final output is produced. The process of learning

the parameters of the function, also known as training, involves feeding the neural network a large

dataset of input-output pairs and adjusting the parameters through an iteration process to minimize

the error between the predicted output, ŷ, and the true output y. Once trained, the neural network

can generalize to new, unseen data, making it a powerful tool for a wide range of applications.

More formally, given a dataset of input-output pairs, (x1, y1), (x2, y2), ..., (xn, yn), the goal is to learn

the parameters of the function fθ(x) such that the predicted output, ŷ, is as close as possible to the

true output, y.

A simple choice for fθ is a multi-layer perceptron (MLP). An MLP is a type of neural network that

consists of an input layer, one or more hidden layers, and an output layer. Each layer is made up of

a set of interconnected processing units called neurons, which are arranged in a series of rows and

columns.

Let xi ∈ Rd be an arbitrary input to the MLP, where d is the number of features in the input data.

The input is passed through the input layer and is transformed by a set of weights, W1, and biases,

b1, to produce an intermediate output, h1:

h1 = σ(W1xi + b1)

where σ is an activation function, such as the sigmoid or ReLU function, which serves to introduce

non-linearity into the model.

The intermediate output is then passed through one or more hidden layers, with each layer being

transformed by a set of weights, W2,W3, ...,WL, and biases, b2, b3, ..., bL, to produce the final output,

ŷ:

ŷ = σ(WLσ(WL−1σ(...σ(W2h1 + b2)...) + bL−1) + bL)
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where L is the number of hidden layers in the MLP. Non-linearities, σ, are required as a series of linear

transformations can be represented by a single linear transformation. Thus, a series of non-linearities

enable learning any function. Note that σ function can change between layers. Additionally, for

classification tasks, the output layer typically employs a softmax function. The softmax function

outputs a probability distribution that maps the inputs to a set of values between 0 and 1 that sum

to 1, and can be written mathematically as:

pi =
ezi∑K
j=1 e

zj
(2.1)

where pi is the predicted probability of class i, zi is the input to the function, and K is the number

of classes.

The final output can then be compared to the true output, yi, using a loss function, L, to measure

the error between the predicted output and the true output. The error is typically a scalar value and

the loss function commonly takes on the form of the mean squared error or cross-entropy loss. Once

calculated, an optimisation algorithm such as gradient descent is applied to adjust parameters, θ,

in order to minimise the error calculated by the loss function. This optimisation process is further

discussed in Section 2.2.

In general, the optimisation process is written as:

θ = argmin
θ

n∑
i=1

L(ŷi, yi)

The optimisation process is typically repeated multiple times, with the neural network being fed

different subsets of the training data each time, in order to fine-tune the parameters and improve

the performance of the model.

2.2 Optimisation

As mentioned in the previous section, optimisation is a crucial aspect of training neural networks.

It allows the model to learn the optimal set of parameters that can be used to make accurate

predictions on new, unseen data. The process of optimisation involves adjusting the weights and

biases of the neural network in order to minimise the error between the predicted output and the

true output. This is typically done using an optimisation algorithm, such as gradient descent, which

iteratively adjusts the parameters in a way that reduces the loss function, which measures the error

between the predicted output and the true output. There are various optimisation algorithms that

can be used for this purpose, each with its own set of strengths and limitations, and the choice of
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optimisation algorithm can have a significant impact on the performance of the model. In general,

optimisation algorithms work by taking small steps in the direction that reduces the loss function,

and iteratively repeating this process until the loss function reaches a minimum or falls below a

predetermined threshold. Once the optimisation process is complete, the neural network is able to

make accurate predictions on new, unseen data using the learned parameters.

2.2.1 Loss Functions

Loss functions are a key component of neural networks, as they provide a measure of the error

between the predicted output and the true output. Loss functions are used during the training

process to guide the optimisation algorithm in adjusting the parameters of the model in a way that

reduces the error. The choice of loss function can have a significant impact on the performance of the

model and is dependent on the problem at hand. For a regression problem, we may use a loss function

such as the Mean Squared Error, whilst a classification task would typically use Categorical Cross

Entropy. Generative language models are typically framed as multi-class classification problems over

time. Thus we omit discussion about the regression loss functions.

Categorical cross-entropy loss is a loss function that is often used for multi-class classification tasks,

where the goal is to predict one of multiple possible classes. From a probabilistic standpoint, the goal

of the model is to estimate the class probabilities, p(y|x), for each sample, x, given its true class label,

y. The predicted probabilities, ŷ, are then compared to the true class labels using the categorical

cross-entropy loss function in order to measure the error between the predicted probabilities and the

true class labels.

From an information theory standpoint, the categorical cross-entropy loss function can be derived

from the concept of entropy, which measures the amount of uncertainty or randomness in a system.

In the context of classification, the entropy of a system is related to the amount of uncertainty about

the true class label of a sample. The goal of the model is to reduce this uncertainty by estimating

the class probabilities as accurately as possible.

The categorical cross-entropy loss function is defined as:

L = − 1

n

n∑
i=1

C∑
j=1

p(yi,j) log(p(ŷi,j)) (2.2)

where n is the number of samples in the dataset, C is the number of classes, p(yi,j) is the probability

for true class label for the ith sample and the jth class, and p(ŷi,j) is the predicted probability for

the ith sample and the jth class.
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This loss function can be interpreted as the negative log likelihood of the predicted probabilities,

which can be thought of as a measure of the distance between the predicted probabilities and the

true class labels. The negative sign is included in the formula because the optimisation algorithm

typically tries to maximise the loss function, and we want to minimise the loss instead. The term 1
n

is included in the formula to normalise the loss by the number of samples, which can help to stabilise

the training process.

Intuitively, the loss function punishes the model more for predicting a low probability for the correct

class and a high probability for an incorrect class. For example, if the true class label for a sample

is yi,j = 1 (i.e., the sample belongs to the jth class), and the model predicts a very low probability

for the correct class (ŷi,j ≈ 0) and a very high probability for an incorrect class (ŷi,k ≈ 1), the loss

function will assign a high loss value because the model’s prediction is far from the true class label.

On the other hand, if the model predicts a high probability for the correct class (ŷi,j ≈ 1) and a low

probability for the incorrect classes (ŷi,k ≈ 0), the loss function will assign a low loss value because

the model’s prediction is close to the true class label.

Overall, the categorical cross-entropy loss function is a widely used loss function for multi-class

classification tasks, as it is able to effectively capture the error between the predicted probabilities

and the true class labels from a probabilistic and information theory standpoint.

2.2.2 Gradient Descent

Gradient descent is a widely used optimisation algorithm that is commonly used to train neural

networks. It works by iteratively adjusting the parameters of the model in a way that reduces the

loss function.

At its core, gradient descent is an iterative optimisation algorithm that seeks to find the values of

the parameters, θ, that minimise the loss function, L(θ). It does this by taking small steps in the

direction that reduces the loss function, and iteratively repeating this process until the loss function

reaches a minimum or falls below a predetermined threshold.

The size of the steps taken by the algorithm is determined by the learning rate, α, which controls

how fast the algorithm converges to the minimum. It is an important hyperparameter as gradient

descent is susceptible to getting stuck in a local minimum. A local minimum is a point in the

parameter space where the loss function has a minimum value but is not the global minimum. This

can happen if the loss function has multiple local minima, or if the learning rate is set too low and

the algorithm is unable to escape from a local minimum.

To avoid getting stuck in a local minimum, one option is to use a larger learning rate, which can

help the algorithm escape from local minima and potentially find the global minimum. However, it
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is important to balance the learning rate with the stability of the algorithm, as a too large learning

rate can cause the algorithm to become unstable and oscillate around the minimum.

The direction in which the algorithm takes the steps is determined by the gradient of the loss

function, ∇θL(θ), which is a vector of partial derivatives of the loss function with respect to each

parameter. The gradient points in the direction of greatest increase of the loss function, and the

negative of the gradient points in the direction of greatest decrease. Therefore, at each iteration of

the algorithm, the parameters are updated according to the following equation:

θ(t+1) = θ(t) − α∇θL(θ(t)) (2.3)

where t is the iteration number and θ(t) is the value of the parameters at iteration t.

For a general negative log likelihood (NLL) loss function, the gradient of the loss function with

respect to the parameters, θ, is given by:

∇θL(θ) = − 1

n

n∑
i=1

∂

∂θ
log(p(yi|xi; θ))

where n is the number of samples in the dataset, xi is the input for the ith sample, yi is the true

output for the ith sample, and p(yi|xi; θ) is the predicted probability of the true output given the

input and the model parameters.

In the multi-class classification setup that we are interested in, the gradient of the loss function

follows:

∇θL(θ) = − 1

n

n∑
i=1

C∑
j=1

p(yi,j)
∂

∂θ
log(p(ŷi,j |xi; θ))

where C is the number of classes, p(yi,j) is the probability of the true class label for the ith sample

and the jth class, and p(ŷi,j) is the predicted probability for the ith sample and the jth class.

Mini-batch stochastic gradient descent. In many cases, it is computationally infeasible to

compute the gradient of the loss function with respect to the entire dataset, especially when the

dataset is large. One solution to this problem is to use mini-batch stochastic gradient descent, which

involves dividing the dataset into small mini-batches and computing the gradient of the loss function

with respect to each mini-batch.
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The basic idea behind mini-batch stochastic gradient descent is to approximate the gradient of the

loss function with respect to the entire dataset using the gradients of the loss function with respect

to each mini-batch. This can be done by updating the parameters as described in Equation 2.3.

Overfitting. Another issue that can arise during training is overfitting, which occurs when the

model is too complex and learns patterns that are specific to the training data, but do not generalise

well to new data. This can lead to poor performance on the test set or on unseen data.

One way to combat overfitting is to use regularisation techniques, which add a penalty term to the

loss function that encourages the model to have simpler and more generalisable solutions. Common

regularisation techniques include weight decay/L2 regularisation, which penalises large weights, and

dropout (Srivastava et al., 2014), which randomly sets a portion of the weights to zero during

training.

Momentum-based optimisers. Another way to improve the convergence and stability of gradi-

ent descent is to use momentum-based optimisers, such as ADAM (Adaptive Moment Estimation;

Kingma and Ba (2014)). These optimisers maintain a moving average of the gradients, which can

help to smooth out the optimisation process and reduce the oscillations that can occur when using

standard gradient descent.

The ADAM optimizer, in particular, combines the benefits of momentum with adaptive learning

rates, which allows the learning rate to be automatically adjusted based on the gradient information.

This can help to speed up convergence and improve the performance of the model.

ADAM maintains an exponentially decaying average of the gradients, which can help to smooth

out the optimization process and reduce oscillations. It additionally maintains an exponentially

decaying average of the squared gradients, which is used to compute the adaptive learning rates for

each parameter.

The update rule for the ADAM optimizer at each iteration is given by:

θ(t+1) = θ(t) − α√
v̂t + ϵ

m̂t

where θ(t) is the value of the parameters at iteration t, α is the initial learning rate, m̂t is the

exponentially decaying average of the gradients, v̂t is the exponentially decaying average of the

squared gradients, and ϵ is a small constant added to prevent division by zero.
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2.3 Natural Language Processing

In Section 2.1 we outlined precursory knowledge of artificial neural networks. These are required

building blocks of the field of Natural Language Processing (NLP) in recent days. In this section,

we expand on the aforementioned section to introduce key concepts used in NLP. Specifically, we

discuss the notion of distributed representations in Section 2.4, which is one of the most important

in NLP. Sections 2.5 and 2.6 subsequently introduce how generative modeling functions in NLP. We

end the section with an in-depth dive into the popular Transformer model (Sections 2.5.1 and 2.5.2).

2.4 Distributed Representations

In NLP, distributed representations, or embeddings, are ways of representing words, phrases, or sub-

units (henceforth units), as dense, continuous vectors in a multi-dimensional space. These vectors

capture the semantics of the words or phrases, and are typically learned from large amounts of text

data using self-supervised learning algorithms (Mikolov et al. (2013); Devlin et al. (2018)).

One of the main benefits of distributed representations is that they allow linguistic units that are

semantically similar to be represented in a similar way in the vector space. This means that the

vectors for units that are related in meaning will be closer to each other in the vector space, while

vectors for units that are less related will be farther apart.

For example, the vectors for the words “cat” and “feline” might be close to each other in the vector

space, while the vectors for the words “cat” and “car” would be farther apart. This property allows

NLP models that use distributed representations to capture the relationships between different units

in a more meaningful way.

As mentioned above, word embeddings are used in most NLP tasks (e.g. language translation,

sentiment analysis, and text classification) and are typically learned using self-supervised learning

algorithms, such as word2vec or BERT. There are a handful of other methods for learning distributed

representations (e.g. GloVe, FastText, ELMo etc.), though these are omitted from this work as they

are largely tangential to our introduced work. Either way, these algorithms learn vectors from

large amounts of text data. Once learned, the vectors can be transferred and used as input to a

variety of downstream NLP models. Below, we introduce the seminal word2vec algorithm which

may provide intuition about distributed representations. The drawbacks this method faces, and the

now commonplace BERT is discussed further in Section 2.5.2.

Word2vec is a self-supervised learning algorithm for learning distributed representations of words

in natural language processing (NLP). Motivated by Firth (1957) “you shall know a word by the

company it keeps” principle, which suggests that the meaning of a word can be inferred by the
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context in which it appears, word2vec learns the vectors for words by predicting the context words

that are likely to appear given a target word. The algorithm has two main variants: continuous

bag-of-words (CBOW) and skip-gram.

CBOW. In the CBOW variant, the goal is to predict the target word, wt, given the context of sur-

rounding words, wt−n, . . . , wt−1, wt+1, . . . , wt+n, where n is the window size. This is done by learning

a vector representation, vw, for each word w in the vocabulary such that the dot product between

the sum of the vectors of the context words and the target word is maximised. Mathematically, this

is represented as:

T∑
t=1

∑
−n≤j≤n,j ̸=0

log p(wt|
∑

−n≤j≤n,j ̸=0

vwt+j
) (2.4)

where T is the number of words in the training data and p(wt|
∑

−n≤j≤n,j ̸=0 vwt+j ) is the probability

of the target word given the sum of the vector representations of the context words.

Skip-gram. In the skip-gram variant, the goal is to predict the context words,

wt−n, . . . , wt−1, wt+1, . . . , wt+n, given the target word, wt. This is done by learning a vector repre-

sentation, vw, for each word w in the vocabulary such that the dot product between the vector of the

target word and the vectors of the context words is maximised. Mathematically, this is represented

as:

T∑
t=1

∑
−n≤j≤n,j ̸=0

log p(wt+j |vwt
) (2.5)

where p(wt+j |vwt) is the probability of the context word given the vector representation of the target

word.

The word2vec algorithm is typically implemented using a neural network with a single hidden layer.

The input to the network is the one-hot encoding of the context words or target word, depending

on whether the CBOW or skip-gram variant is being used. The output is the one-hot encoding of

the target word or context words, respectively.

The hidden layer consists of a set of neurons, each of which is associated with a word in the vocab-

ulary. The weights of the hidden layer are the vector representations, or word embeddings, that are

learned by the model.

To train the word2vec model, the input and output are fed through the neural network, and the loss

is computed based on the predicted probability of the target word or context words. The weights
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of the hidden layer are then updated using stochastic gradient descent (SGD) to minimise the loss

and maximise the dot product between the vector representations.

The probabilities p(wt|
∑

−n≤j≤n,j ̸=0 vwt+j
) and p(wt+j |vwt

) (Equation 2.4 and 2.5) are modelled

using a softmax function (Equation 2.1) which predicts the probability of the target word or context

words given the vector representations of the other words.

In word2vec, the inputs to the softmax function are the dot products between the vector represen-

tations of the words. For example, in the CBOW variant, the input to the softmax function for the

target word wt is given by:

zi =
∑

−n≤j≤n,j ̸=0

vwt+j
· vi

where vwt+j
is the vector representation of the context word and vi is the vector representation of

the target word.

In the skip-gram variant, the input to the softmax function for the context word wt+j is given by:

zi = vwt
· vi

where vwt
is the vector representation of the target word and vi is the vector representation of the

context word.

Intuitively, the vectors for words or phrases that are related in meaning are represented in a similar

way in the vector space, while vectors for words or phrases that are less related are represented

differently. This allows the word2vec algorithm to capture the relationships between different words

or phrases in a meaningful way.

2.5 Encoder-decoder models

Encoder-decoder architectures model sequence-to-sequence tasks such as summarisation or transla-

tion. In this family of problems, we attempt to manipulate a source sequence into a target sequence.

This is achieved via 2 parameterised functions: 1) An Encoder function E; 2) A Decoder function

D: ŷ = D(E(x)). Conceptually, the encoder can be thought of as encoding a sequence into some

latent space. The decoder receives this latent representation to conditionally generate a sequence

from. Based on the choice of model architecture, our encoded representations, E(x), can take on

varying shapes. In this work, we primarily focus on the case where E(x) is a matrix ∈ RS×D. Here
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S is the sequence length of the source sequence, and D is the vector dimensionality we have chosen

to encode our word representations in. In other words, our sequence representation is a series of the

word representations that constitute our sequence. In Section 2.5.1, we discuss a method to obtain

this representation. For now, as described in Section 2.4, imagine that each word vector captures a

rich definition of the word itself.

In reality, (most) decoder models are autoregressive. That is, the probability of an entire sequence

is the product of the probabilities of each word in the sequence, where each word’s probability is

conditioned on the previously generated word and the latent representation from the encoder:

p(y|x) = p(y1, y2, ..., yT |E(x)) (2.6)

p(y|x) = p(y1|E(x))p(y2|E(x), y1), ..., p(yT |E(x), yT−1, ..., y1) (2.7)

p(y|x) =
T∏

t=1

p(yt|y1, y2, ..., yt−1, E(x)) (2.8)

p(y|x) =
T∏

t=1

p(yt|y<t, E(x)) (2.9)

2.5.1 Transformer Encoders

The Transformer (Vaswani et al., 2017) is a popular auto-regressive encoder-decoder model. Funda-

mentally, the Transformer introduced a concept known as self-attention. Self-attention was utilised

to model language sequences without the need for computing representations in a recurrent and

sequential manner. Importantly, attention itself was not a novel contribution - the methods of Bah-

danau et al. (2014) and Luong et al. (2015) were commonplace in encoder-decoder models. However,

incorporating it into a parallelisable model which can obtain contextual representations without re-

currence was novel. The parallelisation significantly speeds up training and inference, making the

Transformer highly scalable for large-scale NLP tasks.

In Figure 2.1, we can see the architecture of a Transformer. The encoder consists of multiple layers,

each of which is composed of 2 sub-layers: a multi-head self-attention module, and a position-

wise feed forward network. Each sub-layer is directly followed by a residual connection and layer

normalisation. Due to the lack of sequential processing, the Transformer has no inherent notion of

sequence ordering. Thus, once inputs have been embedded, explicit positional information is injected

into the encodings.

Self-attention lies at the core of the Transformer. Self-attention allows the model to weigh different

input elements when computing a representation for a given element. It is given by the following

formula:
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Figure 2.1: The Transformer architecture introduced by Vaswani et al. (2017). The encoder is on

the left-hand side, and the decoder is on the right.

Attention(Q,K, V ) = σ

(
QKT

√
D

)
V (2.10)

where Q,K, V are known as Queries, Keys and Values respectively and are matrices of shape ∈ RS×D

where S is the sequence length of the input, and D is the dimensionality of the encodings. σ is the

softmax function.

To elaborate further, self-attention computes a representation of each input element based on all

other elements in the input sequence. This is done by computing three matrices: queries, keys, and

values. These matrices are derived from the input sequence by linearly projecting the sequence using

learned weight matrices. Specifically, each input element is projected into a query, key and value

vector by a different learned linear projection matrix.

Once the query, key and value matrices are computed, the self-attention mechanism computes a

weighted sum of the values based on the similarity between the queries and keys. This is achieved

by calculating the dot product of the query matrix with the key matrix transposed, which gives a

matrix of pairwise similarities between each element in the input sequence. To clarify, QKT ∈ RS×S
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is a square matrix where each entry (s, s′) represents the similarity between the s’th s′’th word.

Noteworthily, since Q and K are different projections of the input, and the model is optimised to

generate the next word in the sequence, we rarely see full alignment for s = s′.

In any case, the QKT similarity matrix then applies a row-wise softmax function to obtain a distri-

bution over the input elements. The result of this operation indicates how much each element should

contribute to the weighted sum. Inputs to the softmax function are scaled by
√
D, which reduces

the concentration of probability mass on the most similar token pair. In other words, by divid-

ing the similarity scores by some constant greater than 1, the post-softmax produces a probability

distribution where the mass is distributed more uniformly than it otherwise would have. Finally,

the weighted sum of the Values is computed using the obtained distribution, which results in the

self-attended representation for each element.

Residual and Layer normalisation

Residual connections and layer normalisation are two essential components that help improve the

training of deep Transformer models.

Residual Connections: Residual connections, also known as skip connections, are a technique

introduced in the ResNet architecture He et al. (2015) for convolutional neural networks. They help

address the vanishing gradient problem that arises when training deep networks. In the context of the

Transformer architecture, a residual connection is added between the input and output of each sub-

layer (e.g., self-attention and feed-forward layers) within the Transformer blocks. Mathematically,

the output of a sub-layer with residual connection can be represented as:

Output = SubLayer(x) + x (2.11)

where SubLayer(x) is the output of the sub-layer, and x is the input to the sub-layer. By adding

the input directly to the output, the model can effectively learn to preserve important information

from previous layers while still learning new features from the current layer.

Layer normalisation: Layer normalisation is a technique used to non-linearly standardise the fea-

tures of a layer’s input, which can accelerate training and improve generalisation. In the Transformer

architecture, layer normalisation is applied both before and after each sub-layer. The normalisation

is performed independently for each feature by computing the mean and standard deviation across

the feature dimension. The normalised input is then linearly transformed by learnable scaling and

shifting parameters to introduce back some expressive power to the model. Mathematically, layer

normalisation can be represented as:
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LayerNorm(x) = γ

(
x− µ

σ

)
+ β (2.12)

where x is the input, µ and σ are the mean and standard deviation of the feature dimension,

respectively, and γ and β are learnable scaling and shifting parameters.

Residual connections and layer normalisation are crucial components of the Transformer architecture

that help mitigate issues related to training deep networks, such as the vanishing gradient problem,

and accelerate convergence. These techniques work together to enable the model to learn complex

non-linear patterns and dependencies in the input data while maintaining stability and efficiency

during the training process.

Position-Wise Feedforward Networks. Position-wise feedforward networks (PWFFNs) are used

within each layer of the Transformer encoder, and are applied after the self-attention mechanism.

PWFFNs operate independently on each position (i.e., each element) in the input sequence, allowing

them to capture local information and context. They can also be thought of as a 1d-convolution.

The position-wise feedforward network consists of two linear layers (i.e., fully connected layers) with

a non-linear activation function, such as ReLU (Rectified Linear Unit; Fred Agarap (2018)) applied

between them. Mathematically, the operation performed by a PWFFN can be represented as:

PWFFN(x) = W2 · ReLU(W1 · x+ b1) + b2 (2.13)

where x is the input, W1 and W2 are the weight matrices, and b1 and b2 are the bias terms for the

first and second linear layers, respectively.

The purpose of the position-wise feedforward network in the Transformer is to provide additional

representational power to the model by combining the information learned by the self-attention

mechanism. While self-attention enables the model to capture long-range dependencies and rela-

tionships between different elements in the input sequence, the position-wise PWFFN helps the

model learn more complex, non-linear interactions between the input features themselves.

In the Transformer architecture, the output of the PWFFN is combined with the input through a

residual connection and then processed by a layer normalisation step. As previously mentioned, the

combination of residual connections and layer normalisation helps stabilise the training process and

allows the model to effectively learn various patterns and dependencies in the input data.

Positional Encoding Positional encoding is a crucial component of the Transformer architecture

that enables the model to incorporate positional information about the input elements. Since the
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Transformer is based on self-attention mechanisms, which are inherently permutation invariant, it

lacks any inherent notion of the sequential order of the input elements. To address this limitation

and allow the model to learn and exploit the order of input elements, positional encodings are added

to the input embeddings.

The original Transformer paper (Vaswani et al., 2017) proposed using sinusoidal functions for gen-

erating positional encodings. These functions have the form:

PE(pos,2i) = sin
( pos

100002i/D

)
(2.14)

PE(pos,2i+1) = cos
( pos

100002i/D

)
(2.15)

where PE is the positional encoding matrix, pos represents the position of the element in the input

sequence, i is the dimension index, and D is the total dimensionality of the positional encoding.

The sinusoidal positional encodings have several desirable properties:

1. They can be easily generated and added to the input embeddings without requiring additional

parameters or training.

2. The functions are periodic, which means that the positional encodings for distant positions

can still maintain a linear relationship, allowing the model to generalise to longer sequences.

3. They allow the model to learn a relative positional relationship between input elements, as the

dot product of positional encodings for any two positions has a specific relationship with their

position difference.

Once positional encodings have been generated, they are added to the input token embeddings before

being fed into the Transformer architecture. Mathematically, this can be represented as:

E(x) = Etoken(x) + Eposition(x) (2.16)

where E(x) is the final input embedding, Etoken(x) is the token embedding, and Eposition(x) is the

positional encoding.

2.5.2 BERT and Masked Language Modelling

In the section above, we outlined how a Transformer encoder functions. However, we made no

reference to the objective of the model or how it is trained. In this section, we introduce BERT

(Bidirectional Encoder Representations from Transformers; Devlin et al. (2018)). BERT is a Trans-

former encoder that is designed to generate rich contextualised word representations by training
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on a large corpus of text. The key innovation of BERT is its training objective, known as Masked

Language Modeling (MLM). Note that BERT has an additional loss term known as Next Sentence

Prediction (NSP). It also introduces strategies to deal with multi-sequence inputs (e.g. a paragraph

and question in question answering). However, the work in this thesis does not utilise or build upon

these concepts, hence we omit it from discussion.

Masked Language Modeling (MLM): MLM is a self-supervised training objective that involves

masking out a random subset of input tokens and training the model to predict the original tokens

based on the remaining unmasked tokens. In other words, the model learns to fill in the blanks by

leveraging the surrounding context.

During the pre-training phase, BERT is trained on a large corpus using MLM. Specifically, a certain

percentage (e.g., 15%) of input tokens are randomly masked, and the model is trained to predict

these masked tokens using the context provided by the unmasked tokens. This objective encourages

the model to learn bidirectional contextual information, unlike traditional left-to-right or right-to-left

language models.

Mathematically, the MLM objective can be represented as:

LMLM = −
∑

t∈masked

logP (xt|xunmasked) (2.17)

where LMLM is the MLM loss, xt is a masked token, and xunmasked represents the unmasked tokens

in the input sequence.

In reality, BERT slightly modifies the MLM objective above:

1. 80% of the time, the selected token is replaced with a special [MASK] token.

2. 10% of the time, the selected token is replaced with a random token.

3. 10% of the time, the selected token is left unchanged (i.e., the ground truth word is used).

This strategy has been designed to improve the robustness of BERT during pre-training. Replacing

the selected token with a [MASK] token most of the time helps the model focus on learning contextual

information to predict the original tokens. However, since the [MASK] token is not present during

fine-tuning, the model might not generalise well if it solely relies on the presence of [MASK] tokens.

By occasionally replacing the selected token with a random token or leaving it unchanged, the

model learns to be more robust and adapt to different input distributions. This approach helps

BERT generalise better when fine-tuned on downstream tasks.
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Fine-tuning. After pre-training BERT using the MLM objective, it can be fine-tuned for various

downstream tasks, such as classification. Fine-tuning involves adding a task-specific output layer on

top of the pre-trained BERT model and training the entire model on labelled data specific to the

target task. In the case of classification tasks, the output layer is typically a fully connected layer

followed by a softmax activation function to produce class probabilities.

When fine-tuning BERT for classification, the input sequence is processed by adding special tokens.

A [CLS] token is added at the beginning of the input sequence, which serves an aggregate repre-

sentation for the entire input sequence. The [CLS] representation is then used for the classification

task.

During fine-tuning, we utilise a loss function specific to the task. In the case of classification, we

will likely employ categorical cross entropy (Section 2.2.1).

RoBERTa. RoBERTa (Robustly optimised BERT approach) is a variant of the BERT model,

introduced by Liu et al. (2019). It builds upon the BERT architecture and training objectives while

making some improvements to achieve better performance on various natural language understanding

tasks. RoBERTa’s main enhancements include training on a larger dataset, using larger mini-batches,

removing the next sentence prediction objective, and using dynamic masking for the masked language

modelling objective.

The RoBERTa model demonstrates the importance of optimising the pre-training process and mak-

ing small yet impactful changes to the original BERT architecture. These modifications enable

RoBERTa to reach higher performance levels on various benchmarks, making it a powerful and

widely adopted model for numerous natural language processing tasks.

2.5.3 Transformer Decoders

In Section 2.5.1, we introduced the Transformer encoder. In this section, we introduce the Trans-

former decoder (right-hand side of Figure 2.1). The decoder is necessary when we are working with

sequence-to-sequence tasks such as summarisation or translation. At each decoding timestep, the

decoder receives two inputs: the conditioning information from the encoder, and the previously

generated tokens. It uses this information to generate the next token.

As with the encoder, the decoder consists of multiple decoder layers. A decoder layer is similar

to the encoder layer with two key differences. Firstly, the multi-head self-attention module is now

masked multi-head self-attention. Secondly, a new layer, colloquially known as cross-attention, is

introduced.

The masked multi-head self-attention module in the decoder layer is similar to the multi-head

self-attention module in the encoder layer, but with a crucial difference. In the decoder, the attention
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mechanism is masked to prevent the current token from attending to future tokens. This is achieved

by setting the attention scores of future tokens to negative infinity, effectively masking them from

the attention distribution. The purpose of this masking is to ensure that the generation of each

token is only conditioned on the previously generated tokens and the input sequence, preserving the

autoregressive nature of the model.

The second key component of the decoder layer is the cross-attention module. This module is

introduced between the masked multi-head self-attention and the position-wise feed-forward layers.

Cross-attention enables the decoder to attend to the encoder’s output representations, allowing it

to incorporate the source sequence information when generating the target sequence. In the cross-

attention module, the output from the masked multi-head self-attention layer serves as the query,

while the encoder’s output representations serve as the keys and values. The output of the cross-

attention layer is then passed through the position-wise feed-forward layer, just as in the encoder.

The Transformer objective. In sequence-to-sequence tasks, a Transformer with a multi-layered

encoder/decoder architecture is utilised to consume a source sentence and generate a target. The

source sentence undergoes layers of transformation by an encoder, generating representations that

will be used by a decoder to generate a translation.

The decoder processes this encoded representation alongside previously generated tokens to generate

the next token. This is framed as a multi-class classification problem, where the decoder projects

its outputs into a vocabulary of dimensionality d. Negative log likelihood or cross entropy is then

employed against the ground truth target to optimize the entire model:

ŷ = WlmDecoder(y,E(x))

Llm(ŷ, y)
(2.18)

Where y is the target output, and E(x) ∈ RS×D are the last layer representation outputs of the

encoder, where S is the source sequence length and D is the hidden dimensionality used throughout

the model. Wlm represents the RD×V classification layer that projects a model’s representations

to vocabulary sized logits. We omit further discussion about how this is obtained since it has been

introduced and discussed in Section 2.5.1.

2.6 Optimisation for generative tasks

Generative encoder-decoder models can intuitively be thought of as a classification problem over

time. In other words, the model is trying to classify the correct output token at each time step given

the previous tokens and the input sequence. This means that the model can be optimized using

standard cross-entropy loss (see Section 2.2.1 and Eq 2.2), which measures the difference between
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the predicted probability distribution over the output vocabulary and the true distribution. The

cross-entropy loss for autoregressive generative models is given by:

L(θ) = − 1

N

N∑
i=1

T∑
t=1

log p(y
(i)
t |y(i)<t, E(x(i)); θ) (2.19)

where θ represents the learnable parameters of the model, N is the number of training examples, T

is the maximum sequence length, E(x(i)) is the encoded input sequence for the i-th example, and

y
(i)
t is the true output token at time step t for the i-th example.

The term p(y
(i)
t |y(i)<t, E(x(i)); θ) represents the conditional probability of generating the true output

token y
(i)
t at time step t given the previously generated output tokens y

(i)
<t and the encoded input

sequence E(x(i)), parameterised by the model’s learnable parameters θ. This conditional probability

is typically modelled by the decoder part of the encoder-decoder model, which generates output

tokens autoregressively, conditioned on the input and previously generated tokens. The negative

log-likelihood of the true output token given the predicted probability distribution is used as the

loss function, which penalises the model for deviating from the ground truth output.

To compute the gradients of the cross-entropy loss with respect to the model parameters θ, we

utilise a variant of backpropagation known as Backpropagation Through Time (BPTT). BPTT

simply accumulates gradients across all time steps in the sequence (and across all training examples).

Model parameters are updated via an optimisation algorithm such as SGD (Section 2.3).

During training, it is common to use a technique known as teacher forcing, where the decoder

is fed with the ground truth output sequence instead of the predicted sequence during training.

This means that at each time step, the model receives the true previous token as input instead of

the predicted token, which can lead to faster convergence and improved accuracy during training.

However, during inference or generation, the model generates tokens based on its own predictions,

without any feedback from the ground truth output. This can lead to a phenomenon known as

exposure bias, where the model is only exposed to its own mistakes during inference, leading to

compounding errors over time.

2.7 Variational Autoencoders

In this section, we provide a brief introduction to Variational Autoencoders (VAEs) (Kingma and

Welling, 2014). VAEs are part of the probabilistic generative modelling family and work by learning

a continuous latent space representation of the input data. The core idea behind VAEs is to encode

the input data into a probability distribution in the latent space and then decode samples from this

distribution back into the original data space.
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Variational Autoencoders are designed with an encoder-decoder structure. The encoder, also known

as the variational model, is responsible for mapping input data (e.g., images or text) to the latent

space. This is achieved by learning the parameters of the latent distribution, usually a Gaussian,

i.e., the mean and the variance. The decoder network, alternatively referred to as the generative

model, takes samples from the latent distribution and reconstructs the original input data.

The encoder network typically consists of a series of transformations that project the input data

into a lower-dimensional representation. The output of the encoder is a set of parameters (mean

and variance) that define the latent distribution. During training, the encoder learns to capture

the essential structure and features of the input data, ensuring that the latent space representation

is meaningful and informative. Mathematically this can be represented as follows: Given an input

data x, the encoder network aims to learn the approximate posterior distribution qϕ(z|x), where z

is the latent variable, and ϕ are the encoder’s parameters. The encoder estimates the mean µ(x)

and the variance σ2(x) of the Gaussian distribution, which are functions of the input data x.

The decoder network also comprises a series of transformations, this time mapping the sampled

latent variable z back to the original data space by learning the likelihood function pθ(x|z) (θ are

the decoder’s parameters). By sampling from the latent distribution and feeding these samples into

the decoder, the network learns to generate new data that closely resemble the original input data.

This process helps the decoder capture the generative process underlying the data.

The VAE is trained by optimising a combination of two objective functions: the reconstruction loss

and the Kullback-Leibler (KL) divergence regularisation term. The reconstruction loss, usually the

negative log-likelihood of the input data given the latent variable, measures the difference between the

input data and the reconstructed data, ensuring that the generated samples resemble the original

data. The KL-divergence term regularises the learned latent distribution to be close to a prior

distribution (usually a standard Gaussian), enforcing a smooth and structured latent space.

VAEs are trained using the Evidence Lower Bound (ELBO), which consists of two terms: the

reconstruction loss and the KL-divergence regularisation term. The goal is to maximise the ELBO

with respect to the parameters of the encoder and decoder networks. The ELBO is formally expressed

as:

ELBO = Eqϕ(z|x) [log pθ(x|z)]−KL(qϕ(z|x)||p(z)) (2.20)

where x is the input data, z is the latent variable, q(z|x) is the encoder’s approximate posterior

distribution, p(z) is the prior distribution (usually a standard Gaussian), and p(x|z) is the decoder’s

conditional distribution.

The reconstruction term, Eqϕ(z|x) [log pθ(x|z)], measures the difference between the input data x and

the reconstructed data from the decoder. It ensures that the generated samples resemble the original
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data. For discrete tasks (e.g. language generation), this term is often the cross-entropy loss.

The KL-divergence term, KL(qϕ(z|x)||p(z)), regularises the learned latent distribution qϕ(z|x) to

be close to a prior distribution p(z), enforcing a smooth and structured latent space. Typically, the

prior distribution p(z) is usually chosen as a standard Gaussian distribution. However, in our work,

we learn the prior distribution (see Section 5.3.2).

By default, the sampling process between the encoder and decoder is non-differentiable. This poses

challenges in the training process. To address this, the reparameterisation trick is often employed,

allowing the gradients to flow back through the encoder and decoder networks, thus enabling end-to-

end training. The reparameterisation trick involves sampling an auxiliary random variable, ϵ, from a

standard Gaussian distribution and then transforming it using the learned mean and variance from

the encoder network:

z = µ(x) + σ(x)⊙ ϵ,where ϵ ∼ N (0, I) (2.21)

⊙ represents an element-wise multiplication.

2.7.1 Evaluation Metrics

Throughout this thesis, we experiment on various different datasets (introduced when relevant).

Due to the diverse nature of these datasets/challenges, we adopt evaluation metrics specific to each

family of dataset. In this subsection, we provide an overview of metrics we employ for reporting

quantitative scores.

1. BLEU (Bilingual Evaluation Understudy; (Papineni et al., 2002a)) is an automatic evaluation

metric for machine translation that measures the similarity between the machine-generated

translations and human-generated reference translations. It is a precision-based metric that

calculates the geometric mean of the n-gram matches between the translation hypothesis and

one or more reference translations. To account for translations that are shorter than the

reference translations, BLEU includes a brevity penalty, which penalises shorter translations.

The brevity penalty compensates for the absence of a recall term in the metric. Despite BLEU’s

origins as a machine translation metric, the community now adopts this metric for NLG tasks

too. In our work, BLEU is employed as an evaluation metric for Translation and (Visual)

Question Generation.

2. ROUGE (Recall-Oriented Understudy for Gisting Evaluation; (Lin, 2004a)) is another widely-

used automatic evaluation metric, primarily designed for text summarisation tasks. Unlike

BLEU, which focuses on precision, ROUGE emphasises recall, quantifying the overlap be-

tween the generated summary and reference summaries in terms of n-grams (ROUGE-N) or
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word sequences (ROUGE-L). This focus on recall ensures that relevant information from the

reference summaries is captured in the generated summary.

To briefly expand, ROUGE-N measures the F-score of n-gram split references and system

outputs. ROUGE-L, on the other hand, is the F-score of the longest common subsequence

between the references and system outputs. Note that the sub-sequences do not have to be in

consecutive order. In our work, summarisation metrics are reported exclusively with ROUGE.

QG tasks contain ROUGE-L as one of their 3 reported metrics.

3. METEOR (Metric for Evaluation of Translation with Explicit ORdering; (Denkowski and

Lavie, 2014)) is a more recent evaluation metric that measures the unigram precision and recall

with imbalanced weightings. It differs from the above metrics in that it takes into account

synonyms, stemming, and paraphrases, allowing for more flexibility when comparing generated

translations with reference translations. METEOR also incorporates a penalty for word order

differences between the translation and reference, which helps to ensure that translations have

a more natural flow. In our work, we employ METEOR as a metric for (Visual) Question

Generation.

4. F1 Score (Macro and Micro) are statistical measures used in classification tasks that consider

both precision and recall to compute the test’s accuracy. The Macro F1 Score calculates the

F1 score independently for each class and then takes the average, treating all classes equally

regardless of their support. This is useful when you want to understand the effectiveness of

your model across all classes equally. On the other hand, the Micro F1 Score aggregates the

contributions of all classes to compute the average score, which gives weight to the frequency

of each class. This is beneficial in scenarios where class imbalance is present, as it emphasizes

the performance on the majority class. We utilise these metrics in classification datasets we

experiment with.

5. BERTScore (Zhang et al., 2020a) leverages the contextual embeddings from pre-trained lan-

guage models like BERT to compute semantic similarity between machine-generated text and

reference text. Unlike traditional overlap-based metrics, BERTScore evaluates the semantic

effectiveness of the text generation tasks by considering the cosine similarity of embeddings

from the target and reference sentences. This metric is particularly useful in tasks where lex-

ical overlap is less indicative of actual content quality. In our work, we utilise BERTScore as

an evaluation metric in our work in Visual Question Generation.
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Chapter 3

Noisy Language Modelling
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A substantial number of approaches to discriminative and generative NLP involve fine-tuning a pre-

trained model (Section 2.5.2) with negative log likelihood (Section 2.2). In this chapter, we introduce

a novel objective for training both discriminative and generative models. This new objective applies

input-side token manipulation by inducing noise during the fine-tuning process of models, with the

objective of recovering the original input. We posit that the noising objective acts as a form of

regularization, where the model is forced to improve representations of context tokens to solve the

task.

We start by investigating our objective for discriminative tasks. We focus on extending the work

of Gururangan et al. (2020), which demonstrates that an additional pre-training phase on either

’in-domain’ data or task data can significantly improve the performance of a discriminative model

compared to jumping straight to fine-tuning. We present evidence indicating that performance gains

can be found by jointly incorporating a noising process during the fine-tuning process.
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We then apply our new objective to generative tasks including translation, summarization, question

generation, and generative question answering. Our work derives a further objective that additionally

increases evaluation performance.

Concretely, our contributions are:

1. A multi-task objective that leads to SoTA results on various classification tasks

2. A novel objective with zero computational complexity overhead (for generative tasks)

3. Improvements over well-established baselines for generative tasks

3.1 Noisy Language Modelling with Classification

3.1.1 Introduction

Pre-training and fine-tuning are now established paradigms in NLP. In this paradigm, we utilize a

model that has previously been trained with a large amount of data and computation. This model

is trained with a Masked Language Modelling (MLM) objective (Devlin et al. (2018); Section 2.5.2).

With our task-specific data and objective, we can fine-tune the aforementioned model. There are

two key advantages to this paradigm. The first advantage relies on the fact that pre-training data

is orders of magnitude larger than task-specific data. This means that the pre-trained model has

been exposed to a wide range of linguistic patterns and features that can be useful for a variety of

downstream tasks. Fine-tuning allows us to leverage this knowledge and apply it to our specific task

without having to start from scratch.

The second advantage is related to computational efficiency. Pre-training language models such

as BERT (or any of its successors) require a large amount of compute to train, which can be a

bottleneck for many researchers and practitioners. However, once the model is pre-trained, fine-

tuning is computationally much cheaper than training a model from scratch. This allows us to

quickly and efficiently adapt the pre-trained model to our specific task, even on limited resources.

Recently, Gururangan et al. (2020) discovered that a second phase of pre-training, adaptive pre-

training, improves performance over the aforementioned pre-training/fine-tuning paradigm outlined

above. In adaptive pre-training, the model is pre-trained on task-specific data in addition to the

general pre-training data (Task-adaptive pre-training; TAPT). This allows the model to better adapt

to the specific nuances of the task at hand and has shown promising results on a range of classification

tasks.

However, while performance improvements are welcomed, we note some drawbacks with the authors’

approach. Firstly, their additional pre-training phase is relatively expensive. The authors opt to
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pre-train on task-specific data for 100 epochs. Though these datasets are smaller than the original

pre-training data, for high-resource datasets, 100 epochs of pre-training still require a significant

amount of compute. This can be a limitation for researchers or practitioners with limited resources.

Secondly, there may be a risk of overfitting to the task-specific data in adaptive pre-training. If the

task-specific data is not representative of the target task, or if the model is pre-trained for too many

epochs on this data, it may learn to memorise the task-specific examples rather than learning to

generalize to new examples.

Using the first point as our primary motivation, we ask the question: can we reach the performance of

TAPT without explicitly undergoing a second pre-training phase? We fixate on approaching this in a

multi-task manner. Specifically, we attempt to fine-tune a pre-trained model by employing MLM and

the classification objective at the same time. Across a wide range of datasets, our results demonstrate

that this new objective outperforms the standard pre-training/fine-tuning paradigm, yet it does not

reach the same performance as TAPT. Interestingly, when MLM is used in conjunction with an

adaptive pre-trained model, our results are significantly better than the raw TAPT approach. This

result is contradictory to the question posed earlier, but it suggests that performing MLM during

the fine-tuning process provides benefits which are not captured by adaptive pre-training.

Later in the chapter (Section 3.2), we discuss how this learning motivates our discovery of a novel

language modelling objective for generative tasks. With this result, we are able to beat baseline mod-

els on a wide range of generative tasks, including translation, summarisation, question generation,

and generative question answering.

The rest of this chapter is as follows. The next section focuses on introducing the BERT and the

Masked Language Modelling objective. We briefly discuss a variant of BERT, RoBERTa, before

transiently introducing multi-task learning. Here, we formally outline our simple objective for clas-

sification tasks. In Section 3.1.3, we detail the classification datasets we apply our objective to

and present empirical results over a small set of experiments. As mentioned above, these learnings

motivate our work on generative modelling. Section 3.2 then introduces our novel auto-regressive

language modelling objective: Noisy Language Modelling (NLM). After discussing related and prior

work in this field in Section 3.2.2, we introduce the core NLM methodology itself (Section 3.2.3).

Subsequently, in Section 3.2.4, we introduce the datasets we evaluate our objective against, and

provide evaluation results for our introduced methodologies.

3.1.2 Methodology

The above section introduced the Transformer encoder, BERT, MLM, and RoBERTa. In this section,

we briefly overview multi-task learning, and propose a simple modification to the fine-tuning process.

We subsequently run experiments to validate the efficacy of this modification.
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Multi-task learning is an approach to machine learning where a single model is trained to perform

multiple related tasks simultaneously. Caruana (1998) validates that jointly learning tasks together

can lead to better performance on each task than training separate models for each task. This is

because the model can learn shared representations and exploit the underlying structure of the data

across tasks, which can improve generalisation.

In MTL, tasks can be trained jointly or in alternation. Joint training involves updating the model

parameters in a way that simultaneously considers the loss from multiple tasks. This can be achieved

by aggregating the losses from each task, typically through a weighted sum. Here, weights are ad-

justed to reflect the relative importance or confidence in each task (Cipolla et al., 2017). Alternating

training involves cycling through tasks or updating the model on one task at a time. This method

proves useful when tasks have very different data distributions.

One of the key advantages of MTL is transfer learning, where knowledge gained from one task can aid

performance on another, often less data-rich, task (Weiss et al., 2016). This is particularly beneficial

in scenarios where some tasks have ample data while others do not. Additionally, MTL can lead to

more robust models by exposing them to a wider variety of learning signals during training, thus

preventing overfitting to the idiosyncrasies of a single task dataset.

However, MTL is not without challenges. One significant issue is gradient and parameter com-

petition between tasks, which can occur when the gradients derived from different tasks conflict,

potentially leading to poorer convergence (Liu et al., 2021). Another challenge is the risk of negative

transfer, where improvement in one task might come at the expense of performance on another due

to incompatible task requirements or data characteristics.

Proposed approach. During the fine-tuning of classification tasks, we add a joint MLM objective,

optimising the model by the summation of Equations 2.2 and 2.17. Explicitly, we optimise our model

using:

L =

n∑
i=1

LCE(yi, ŷi) + λLMLM(xi) (3.1)

where LCE is the categorical cross-entropy loss for the classification task, LMLM is the masked

language modeling loss, yi is the ground truth label for the i-th input, ŷi is the predicted label, xi is

the input sequence, n is the number of samples in the mini-batch, and λ is a hyperparameter that

controls the weight of the MLM objective.

By performing this input-side token manipulation via the MLM objective during fine-tuning, we

encourage the model to continue learning the underlying patterns in the input data, even after pre-

training. This joint learning approach can improve the model’s ability to generalise to unseen data
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and perform better on downstream tasks. We can adjust the weight of the MLM objective through

the hyperparameter λ to control the trade-off between the classification task and the MLM task.

3.1.3 Datasets and Experiments

In the above section, we introduced a simple modification to the fine-tuning process of BERT-based

models. As outlined in Section 3.1.1, our motivation is reducing the costly process of additional

pre-training. To this end, we run a set of experiments over 8 different classification tasks to quantify

performance deltas when incorporating our joint objective. Table 3.1 outlines high-level information

about the classification tasks.

Table 3.1: Summary of datasets used in the adaptive classification task. † indicates high-resource

settings.

We base our work on that of Gururangan et al. (2020). We validate our methodology amongst the

datasets they employ, following the same train/validation/test splits. The 8 datasets are:

1. ChemProt (Kringelum et al. (2016), Krallinger et al. (2017)) contains descriptions of chemical

compounds and their associated modulators (i.e. how a chemical affects or regulates a biological

system). The entire corpus contains around 10,000 sentences. There are 4169, 2427, 3469

samples for training, validation, and testing (TVT) respectively. There are 13 classes, and the

average sentence length is 31.2 words.

2. RCT (Dernoncourt and Lee, 2017) is a high-resource medical dataset containing 240,387 sam-

ples in total. Each sample originates from a medical paper abstract, and classifications of the

sentence-level segmentation are based on which part of the paper it pertains to (i.e. back-

ground, objective, methodology, result, conclusion). Classifying these segmentations into the

aforementioned section is the model’s objective. Each sentence has an average length of 26.3

words and, as outlined, there are 5 classes. The TVT split contains 180040, 30212, and 30135

sentences respectively.

3. ACL-ARC (Jurgens et al., 2018) measures how spans of academic texts that contains citations
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are used. In other words, what is the author’s intention when citing other work. Are they

referencing another author’s work as background, as a comparison/contrast etc. It contains

1941 spans of text, with a TVT split of 1688, 114 and 139 samples respectively. The average

sentence length is 42 words and there are 6 classes.

4. SciERC (Luan et al., 2018) contains annotations for entity, relations, and co-references within

concepts in a scientific span of text. Each span is approximately 32.4 words long. There are 7

labels in total, and the dataset has a TVT split of 3219, 455, and 974 spans of text respectively.

This totals 4648 samples.

5. HyperPartisan (Kiesel et al., 2019) is a small dataset containing only 645 labelled samples. The

dataset contains relatively lengthy (news) documents, with a binary classification objective

(i.e. does the document take on an extreme left/right wing stance or not). The average

sentence length is 536 words, and we use 516, 64, 65 for TVT respectively. This dataset

contains additional unlabelled data consisting of 5000 samples. In the experiments below,

where relevant, we pre-train on this additional data.

6. AG news (Zhang et al., 2015) is a higher resource news classification dataset. It contains

127600 documents with a TVT split of 115000, 5000, 7600. It attempts to classify a title and

description into 1 of 4 news categories (world, sports, business, and science/technology). On

average, the text spans are 30 words long.

7. Helpfulness (McAuley et al., 2015) is a high-resource dataset of Amazon reviews. It contains

binary labels which indicate whether a review may be helpful to a potential customer. There

are 145251 reviews in total, with each review having an average length of 127 words. The TVT

split is 115251, 5000, 25000. There may be imbalance in this dataset, with 85% of the training

samples being of the positive label.

8. IMDB (Maas et al., 2011) is another high-resource dataset. In this dataset, we aim to classify

a review into 1 of 5 classes, where each class represents the sentiment of the review author.

In total, there are 50000 reviews with a TVT split of 20000, 5000, 25000. Reviews are fairly

long, with the average length of a sample being approximately 229 words long.

We structure our experiments as follows:

1. Baseline. We first perform direct fine-tuning against an off-the-shelf pre-trained RoBERTa

model1.

2. TAPT. Our second experiment involves us performing TAPT on each dataset mentioned

above. Once the pre-train models have been adapted, we fine-tune them on each dataset. This
1https://huggingface.co/FacebookAI/roberta-base
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is the methodology introduced by Gururangan et al. (2020).

3. MLM + fine-tune. Our third experiment aims to reach the performance of the previous

experiment without undergoing TAPT. To this end, we utilise an off-the-shelf pre-trained

RoBERTa model, and apply our joint objective during the fine-tuning process.

4. MLM + TAPT. Finally, we apply our joint objective on an adaptively pre-trained model.

We re-train the relevant models reported in Gururangan et al. (2020), hence there may be slight

discrepancies in reported performance. All models are trained 5 times, and we follow the same metric

scheme as the aforementioned work: ChemProt and RCT are evaluated with micro-F1 (following

Beltagy et al. (2019)). The rest are evaluated with macro-F1. Hyperparameters can be found in

Appendix A.1.

Datasets Avg Chemprot RCT-20k Citation Intent SCIIE AG news HP News IMDB Helpfulness

Baseline 80.8 81.5 86.4 63.9 80.5 93.2 86.3 94.1 60.8

TAPT 82.2 81.6 87.1 65.0 79.8 94 87.9 94.8 67.5

MLM + fine-tune 82.4 82.3 86.9 65.2 80.9 93.8 87.3 94.6 68.3

MLM + TAPT 84.2 84 87.3 72.2 79.9 94 88.6 95.1 72.3

Table 3.2: Classification results with proposed MLM objective. ChemProt and RCT are

evaluated with micro-F1. The rest of the results report macro-F1 scores. HP News = HyperPartisan

News
.

Table 3.2 reports our results. The baseline approach, which involves direct fine-tuning of an off-the-

shelf pre-trained RoBERTa model provides a strong foundation and benchmark for comparing the

subsequent methodologies.

The introduction of TAPT shows an interesting pattern. In datasets like RCT-20k, Citation Intent,

and Helpfulness, there is a noticeable improvement in performance. For instance, in Citation Intent,

the score increases from 63.9 to 65.0, and in Helpfulness, a significant jump from 60.8 to 67.5 is

observed. This validates the work of Gururangan et al. (2020): adaptive pre-training enhances the

model’s understanding and performance in classification tasks.

The third experiment, MLM + fine-tune, aims to achieve the performance of TAPT without under-

going the TAPT process. Here, we observe that this methodology not only matches but occasionally

surpasses the performance of the TAPT model. For example, in the Chemprot dataset, the score

increases to 82.3, and in Helpfulness, it further improves to 68.3. This indicates that applying a joint

objective during fine-tuning effectively enhances the model’s capability to generalise and perform

well across various datasets.

The most notable improvements are observed in the MLM + TAPT method. This approach in-
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tegrates the advantages of both TAPT and the joint objective used in MLM + fine-tune. As a

result, we see substantial improvements in datasets like Citation Intent, where the score leaps to

72.2, and in Helpfulness, where it reaches an impressive 72.3. These results indicate that performing

MLM during the fine-tuning process has a different effect than the MLM performed during adaptive

pre-training. We further conclude that combining TAPT with a robust fine-tuning strategy can sig-

nificantly enhance model performance, particularly in more complex or nuanced classification tasks.

Quantitatively, this introduced methodology improves performance by almost 2.5% compared to raw

TAPT.

Our original hypothesis was that we may be able to reach the performance of TAPT without ex-

plicitly undergoing a second pre-training phase. In these discriminative tasks, we witnessed a subtle

improvement over TAPT when applying MLM during the standard fine-tuning process. However,

significant performance improvement is seen when employing MLM in tandem with TAPT. This

inspires a thought: is MLM a beneficial objective in natural language generation? How best to

incorporate this? The next section, Section 3.2, experiments with these thoughts.

3.2 Noisy Language Modelling with Generation

3.2.1 Introduction

In the previous section, we demonstrated the efficacy of performing MLM during the fine-tuning

process. In this section, we bring our learnings from discriminative tasks into generative tasks.

We introduce two language modelling objectives which we successfully apply over multiple different

generative tasks. This section is structured as follows. We first introduce and motivate our work

with explicit focus on generative models. We subsequently introduce related work. We outline

the language modelling objectives we introduce and, in Section 3.2.4, we empirically evaluate our

objective on a substantial range of datasets and baselines.

As outlined in Section 3.1.1, the advent of BERT (Devlin et al., 2018) has led to widespread adoption

of the pre-trained language model (PLM) paradigm. A body of research, directly evolving from

BERT’s inception, involve improvements on the PLM itself (e.g. Dong et al. (2019), Lewis et al.

(2019), Song et al. (2019)). Here, optimising the reconstruction of masked tokens during pre-training

is a common theme. A downstream model can then utilise the representations of PLMs to fine-

tune. In generative downstream tasks, fine-tuning is typically performed with a standard language

modelling loss.

Here, we propose utilising a masking objective in the decoder when training auto-regressive (AR)

models from scratch. Despite the prevalence of masking in various NLP literature (such as PLMs and

non-autoregressive models), works seem to focus on masking inputs in the encoder during training.
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Figure 3.1: During training (or fine-tuning), our model attempts to predict a masked token and

the next token given a masked input. Blue ___ represents our Masked Token Prediction objective

(§3.2.3.2), and Red ?, our Noisy Language Modelling objective (§3.2.3.1).

We believe this is the first work in auto-regressive literature which masks inputs on the decoder side.

Figure 3.1 provides visual intuition of our strategy. We demonstrate the methodology’s effective-

ness on a variety of autoregressive tasks, including summarisation, question generation, generative

question answering, and translation. We implement our strategy in a variety of Transformer-based

baselines (more details in Section 3.2.4.3).

Our learnings from Section 3.1.3 indicate that an (auxiliary) MLM objective acts as a form of

stochastic regularisation - similar to dropout (Srivastava et al., 2014). These forms of regularization

techniques typically improve intermediate feature representations and encourage robustness in mod-

els by preventing overfitting. There are subtle differences when adopting MLM to generative tasks.

To distinguish between the classification based MLM (as introduced in Section 3.1.1 and Devlin

et al. (2018)), we name our approach Noisy Language Modelling (NLM). Implementation details

can be found in Section 3.2.3.

To build intuition about NLM, consider the four-word example phrase from Figure 3.1: “Thank you

very much". When attempting to decode “much" (t=4), the standard AR model sees “Thank you

very" as context. In our variant, the word “you” has been masked: “Thank [MASK] very”. In addition

to a standard language modelling loss, our model has two additional objectives. Firstly, we predict

all [MASK] tokens simultaneously, based on unidirectional processing. This masked token prediction

(MTP) objective encourages the model to learn better representations for tokens that occur before

the [MASK] token. [MASK] tokens in a later position in the sequence will indeed attend [MASK]

that are present earlier. Our second additional objective is a causal language modelling loss over

the masked decoder input (NLM). Here, when generating the word “much", the previous context

includes the [MASK] token. Lending to the MTP objective, representations of both a [MASK] token

and tokens preceding it should already have improved contextual representations. Yet, by forcing the

model to predict an output over a sequence with imperfect information, the model has encouraged

better distributed representations in unmasked tokens. In summary, our best performing model is

built with a combination of 3 objectives: 1) a standard language modelling objective over unmasked

inputs (LM). 2) An objective that predicts the masked tokens in a masked input (MTP). 3) A
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language modelling objective over the same masked inputs (NLM).

Our contributions with this work are as follows:

1. We introduce NLM as a simple input-side token manipulation objective, and demonstrate

its efficacy over standard LM. We validate NLM on a wide range of generative datasets and

baselines.

2. We introduce a novel input-side token manipulation objectives which incorporates LM, MTP

and NLM losses. We demonstrate further performance improvements.

3. To mitigate computation overhead during training, we employ a simple method which retains

performance.

3.2.2 Related Work

The role of masking. Backed by the Transformer network (Vaswani et al., 2017), BERT (Section

2.5.2; Devlin et al. (2018)) introduced the pre-training/fine-tuning paradigm with an objective known

as masked language modelling (MLM). As outlined in the referenced section, it is used as a way

to learn deep contextual word embeddings. Since its inception, various models have exploited the

MLM objective to improve the pre-trained representations across monolingual, bilingual, and multi-

lingual data. Additionally, some works focus on generative tasks instead of the discriminative tasks

modelled by BERT.

One such model is XLM (Cross-lingual Language Model; (Conneau and Lample, 2019)), which

extends the MLM pre-training approach to multiple languages. During the pre-training phase,

XLM employs three strategies: Causal Language Modelling (CLM), Masked Language Modelling

(MLM) and Translation Language Modelling (TLM). CLM is a unidirectional language modelling

task, whereas MLM is the same pre-training task used in BERT. TLM is an extension of MLM,

but extended to a paired sequence of multilingual data. MLM and TLM objectives are used in the

encoder and during pre-training only. For fine-tuning, XLM is adapted to the specific task using

task-specific data and loss functions – typically language modelling with cross-entropy.

MASS (Masked Sequence-to-Sequence Pre-training for Language Generation; (Song et al., 2019))

builds upon the work of XLM, and introduces a pre-training method for sequence-to-sequence models.

MASS improves the performance of various generative NLP tasks such as machine translation, text

summarisation and dialogue response generation by combining the ideas of MLM and generative

language modelling. Unlike BERT, which masks individual tokens in a sequence, MASS masks

consecutive token spans in the input sequence and conditions the generation of the target sequence

on this partially observed input.
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The pre-training process in MASS involves two steps: encoding and decoding. During encoding, a

portion of the input sequence is masked, and the encoder learns to represent this partially observed

sequence. In the autoregressive decoding phase, the decoder is trained to generate the masked

portion of the input sequence using the encoder’s output as context. This way, MASS learns to

generate meaningful text conditioned on a partially observed input. This enables it to generate

coherent and contextually relevant outputs when fine-tuned for downstream generative tasks.

Once pre-trained, MASS can be fine-tuned for various sequence-to-sequence tasks by adapting the

model to the specific problem using task-specific data and loss functions. For example, when fine-

tuning MASS for machine translation, the model learns to generate target language text conditioned

on a source language input with masked portions. Similarly, in text summarisation, the model learns

to generate abstractive summaries of longer input texts with masked segments. At the time of its

publication, MASS achieved competitive results on a range of NLP benchmarks, often outperforming

models trained with other pre-training strategies.

Another noteworthy model, developed in parallel with MASS, is BART (Bidirectional and Autore-

gressive Transformers; (Lewis et al., 2019)). It also employs a denoising autoencoder framework.

BART combines the strengths of both BERT and GPT-like2 models. Similar to MASS, BART

uses a sequence-to-sequence framework where both the encoder and decoder are pre-trained. The

encoder receives a corrupted version of the input text, and the decoder is tasked with reconstructing

the original uncorrupted text. This way, BART can be fine-tuned for a wide range of NLP tasks,

including sequence generation, summarisation, and machine translation.

During the pre-training phase, BART employs a handful of text corruption strategies, such as

token masking, token deletion, text infilling etc. The aforementioned strategies involve masking and

permuting tokens in the input sequence, with the goal of reconstructing the original text. By doing

this, BART learns to generate meaningful and coherent text in a left-to-right fashion, similar to

GPT. Additionally, BART’s bidirectional encoder allows it to capture both left and right context, as

in BERT and MASS, leading to richer contextual representations. The combination of bidirectional

context and auto-regressive generation capabilities makes BART a powerful model for various NLP

tasks, including both discriminative and generative tasks. Moreover, the denoising autoencoder

framework encourages BART to learn robust and meaningful representations by forcing it to recover

the original text from corrupted inputs.

Fine-tuning BART involves adjusting the pre-trained model to a specific downstream task, where

a task-specific loss function (e.g. language modelling with cross entropy) and a relatively small

amount of labelled data can be employed to adapt the model to the target task. This process
2GPT is not explicitly discussed in this work. However, it utilises a generative left-to-right Transformer decoder

similar to the one outlined in Section 2.5.3
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capitalises on the rich contextual representations learned during pre-training, allowing BART to

achieve state-of-the-art results across diverse NLP benchmarks at the time of its publication.

Masking in non-NLP settings. Masking has also been effectively employed in non-NLP settings,

such as computer vision and audio processing. In the realm of computer vision, works like Bao

et al. (2021) and He et al. (2021) utilise visual masked pre-training to generate images using an

auto-encoder setup. In these studies, image patches are masked, and the model learns to generate

meaningful image representations while reconstructing the masked patches. This approach leverages

the powerful capabilities of Transformer-based architectures to extract and learn complex visual

patterns, leading to improved performance on various image-related tasks, such as object recognition

and image segmentation. The pre-training process builds a strong foundation of visual knowledge,

which can be fine-tuned with task-specific data and loss functions to achieve even greater performance

on downstream tasks.

Similarly, masking has found success in the audio domain, where models like Audio-MAE (Huang

et al., 2022) employ an audio denoising auto-encoder setup. In this framework, a significant portion

of spectrogram patches are masked and fed to the encoder, which learns to represent the partially

observed audio. The decoder is then trained to reconstruct the original spectrogram from the

encoder’s output. Once pre-training is completed, the decoder is discarded, and a classification head

is used for fine-tuning. During fine-tuning, Audio-MAE found it beneficial to additionally mask

inputs to the encoder as a regularization technique, inspired by Koutini et al. (2021). This approach

allows the model to learn more robust audio representations, leading to improved performance on

various audio-related tasks, such as audio classification and audio event detection.

Masking in non-autoregressive models. Two common trends from the previously mentioned

papers are: 1) masking/noising is added to the encoder side of inputs; 2) most works focus on these

denoising objectives during pre-training only. Curiously, recent advancements in non-autoregressive

models have also explored the potential of incorporating masking strategies. For background, non-

autoregressive (NAR) models are conditional models which attempt to decode an entire target

sequence in parallel. These family of models offer a significant improvement in decoding speed since

the decoder generates all tokens simultaneously instead of sequentially. Despite the speed advantage,

NAR models often suffer from lower quality generated sequences compared to their autoregressive

(AR) counterparts. This is due to the lack of strong dependencies between generated tokens, which

are crucial for capturing the structure of natural language. To address this issue, researchers have

employed various masking techniques in NAR models to encourage stronger contextual dependencies

between the generated tokens.

To achieve simultaneous generation, NAR models replace the autoregressive factorization of the

output sequence with a non-autoregressive factorization, using a set of latent variables to condition
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the generation of tokens. These latent variables are often derived from input representations or other

conditioning context. Typically, NAR models disable masking in the masked attention mechanism

in the Transformer decoder. This means that all latent variables can attend to each other (compared

to AR Transformer decoders, where attention is only permitted on leftside context; more details in

Section 2.5.3).

One popular approach to non-autoregressive generation is Mask-Predict (Ghazvininejad et al.,

2019). Here, the authors introduce an objective known as the Conditional Masked Language Model

(CMLM). CMLM extends the masked language modeling objective used in BERT to a conditional

setting, such as in translation or summarisation.

The Mask-Predict algorithm consists of three main components: 1) a masking function, 2) a pre-

diction function, and 3) an iterative refinement procedure. The masking function randomly selects

a subset of target tokens for prediction, while the prediction function, which is a Transformer-based

model, generates predictions for the masked tokens based on the current sequence and the source

input. To clarify, at training, the decoder receives partially observable inputs and is optimised to

reconstruct the unobserved inputs. At inference, the non-autoregressive decoder starts by initialising

the target sequence with masked tokens or placeholders, based on the latent conditioning informa-

tion the encoder produces. The decoder then makes an initial prediction of the target sequence.

Subsequently, an iterative refinement procedure is employed, which masks and updates some tokens

in the target sequence based on the predicted tokens, input sequence, and latent conditioning infor-

mation. This process repeats until a stopping criterion is met, such as reaching a maximum number

of iterations or achieving a certain level of convergence.

Building on this work, Guo et al. (2020) introduce "Jointly Masked Sequence-to-Sequence Model

for Non-Autoregressive Neural Machine Translation". This work may take inspiration from MASS

(Song et al., 2019) whereby both source and target sequences are masked during training. In this

model, consecutive token spans in both the input and target sequences are masked, and the decoder

is trained to generate the masked target tokens conditioned on the partially observed input and

target sequences. Jointly masking both source and target sequences seems to encourage the model

to produce stronger contextual dependencies between the generated tokens.

More recently, Li et al. (2022) also successfully incorporated decoder-side masking in NAR models.

Their work introduces a multi-lingual model that is capable of both AR and NAR tasks. Specifically,

their model consists of two phases: a pre-training and fine-tuning phase. During pre-training, they

adopt a bidirectional encoder (Section 2.5.1) and a bidirectional decoder. In other words, the model

is trained in a NAR manner. The authors additionally innovate on both encoder and decoder

inputs with a novel masking strategy they introduce. One of their motivating observations is that

representation capabilities of decoders are more important than the generation capabilities. To this
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end, during fine-tuning, the authors can initialise an AR decoder using the NAR decoder weights.

Interestingly, the authors did not consider training the AR and NAR decoders jointly.

Overall, despite the technical distinctions between AR models and NAR models, NAR models focus

on exploiting decoder-side input masking. And despite the MLM objective introduced by BERT, AR

models seem to focus their efforts on improving pre-training by noising the encoder. Compounding

our learnings from Section 3.1.3, and AR/NAR generation strategies, we ask the question: can

decoder side masking improve generative abilities in AR models? In Section 3.2.3, we outline 2

objectives which achieve this. However, we also find that our work has overlap with stochastic

regularization techniques.

Stochastic regularization techniques, such as dropout (Srivastava et al., 2014), have been suc-

cessfully used in a wide variety of tasks. In NLP, modifications of dropout have been utilised in

different forms, such as R-Drop (Liang et al., 2021) and AutoDropout (Pham and Le, 2021). R-Drop

focuses on minimising the divergence between two different dropout-generated output probability

distributions, while AutoDropout learns the best dropout positions within the activations of a deep

network. These approaches aim to improve the model’s generalisation and performance on various

NLP tasks.

Our work is related to that of word dropout, which is a stochastic regularization technique that

applies dropout directly to the input tokens. Several works in the literature have investigated the

effects of this technique on recurrent neural networks (RNNs). For instance, Zaremba et al. (2014),

Gal and Ghahramani (2015), and Pachitariu and Sahani (2013) have demonstrated that dropping

out random input words can lead to performance improvements across a wide range of NLP tasks,

including language modelling, image captioning, and machine translation.

These works typically optimize a loss function based on L(ŷ, y), where ŷ = fθ(x̃) and x̃ = x⊙η ∈ RT .

Here, η is a vector of Bernoulli random variables, ⊙ represents element-wise multiplication, and T

denotes the length of the input sequence x. This objective shares similarities with the MLM objective

introduced in BERT; dropout is typically applied on the encoder.

3.2.3 Methodology

In this section, we introduce our noisy language modelling (NLM) objective in two parts. First, we

introduce the NLM objective itself. Secondly, we incorporate the NLM objective with a standard

LM objective, and a unidirectional MLM objective - which we call MTP (Masked Token Prediction).

Figure 3.2 demonstrates our proposed model. We demonstrate the effectiveness of both strategies

in Section 3.2.4.
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Figure 3.2: Our encoder/decoder model with regularization objectives. The left-most blue box is a

standard Transformer encoder. The green decoder boxes on the right represent one decoder being

used multiple times in one forward pass. Each decoder call has a specific head attached to it. The

first head is the standard language modelling head. The second head is our Masked Token Prediction

head (Section X). The third head is our Noisy Language Modelling head (Section 3.2.3.1). The loss

of our best performing is the summation of the objectives for each head. The NLM only objective

solely consists of the right-most decoder box and loss term.

3.2.3.1 Noisy Language Modelling

The Noisy Language Modelling (NLM) approach applies RoBERTa’s dynamic masking to decoder-

side inputs, drawing inspiration from BERT’s masking implementation. In this approach, a certain

probability of input tokens are masked, and among these masked tokens, 80% remain masked,

10% are replaced with random tokens, and the remaining 10% are replaced with the original token.

Despite the similarities in masking strategy, there are two key distinctions between NLM and BERT:

Loss computation: In BERT, the loss is computed only over the masked tokens and the objective is

to predict the original tokens from the masked positions. In contrast, NLM is a generative language

model. It is conditioned on the input sequence with masked tokens and aims to predict the next

token in the sequence. The loss is therefore computed over the entire output sequence.

Masking in a uni-directional decoder: BERT applies masking in a bidirectional encoder, en-

abling it to capture both left and right context for each token. On the other hand, NLM applies

masking in a uni-directional decoder, which is inherently autoregressive and only attends to the

left-side context. With this in mind, NLM benefits from left-side masked tokens when generating a

token at least one time-step ahead of it. However, unlike BERT, it cannot utilise (full) right-side

context information when generating tokens, as the masked multi-head self-attention in the decoder

prevents it from attending to future tokens in the sequence.

52



Despite these distinctions, NLM effectively incorporates the strengths of the masked language mod-

elling approach used in BERT within a generative framework. By applying dynamic masking to

the decoder-side inputs, NLM encourages the model to learn richer contextual representations while

maintaining the autoregressive nature of the decoder. In this sense, NLM can be considered a

denoising auto-decoder, unlike BART and MASS (which are denoising auto-encoders).

Mathematically, we can represent NLM as:

argmaxθ log p(y|x) = argmaxθ
∑T

t=1 log p(yt|ỹ<t, x)

ŷ = WnlmDecoder(ỹ, E(x))

Lnlm(ŷ, y)

(3.2)

where ỹ is a noisy target input, and Wnlm ∈ RD×V is a projection matrix. V represents the target

vocabulary.

Note that the above method is used solely as regularization during training. During inference, we

autoregressively feed generated target tokens, without noising them, as input to the decoder.

3.2.3.2 Masked Token Prediction

Above, we demonstrated how we incorporated a masking-based denoising objective to an autore-

gressive decoder. Acute readers may have identified that it would also be possible to jointly perform

MLM style classification. Specifically, given a partially masked target sequence, can we, in parallel,

classify the tokens?

More formally, given some probability p, we build our noisy target ỹ by replacing each token in the

ground truth output with a [MASK] token. ỹ is projected through a masked self-attention sublayer

to obtain a RT×D matrix. Each token t ∈ T is a contextualised representation based on tokens

preceding it, and itself.

MTP is optimised to reconstruct the [MASK] tokens. In order to optimise this task, tokens prior

to a [MASK] token need better encoded distributed representations. This prediction occurs by a

position-wise transformation of a ∈ RT×D matrix to ∈ RT×V :

Tokens at masked positions are referred to as trg@. The objective of MTP is thus:

ŷ@ = WmtpDecoder(ỹ, E(x))

Lmtp(ŷ@, y@)
(3.3)

As a standalone objective, MTP cannot be used to generate sequences. It is a classification task,

and therefore must be performed jointly with either an LM objective or an NLM objective. In
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Section 3.2.4, we run experiments to determine the best combination of objectives. We found that

the combination of LM, MTP, and NLM leads to the best performing model:

L = Llm + Lmtp + Lnlm (3.4)

Note that during inference, we only use the LM head. The MTP and NLM heads are discarded.

3.2.3.3 Overcoming computational overhead

NLM is a powerful loss function as it improves upon the standard LM loss without increasing the

number of parameters or the training speed of the model. The combination of the 3 objectives

(Equation 3.4), however, creates 3 output layers, each of s ∈ RD×V . V is typically large, therefore

making an output layer a significant contributor to the number of parameters in the model. With

this in mind, our proposed model has 2 drawbacks: 1) A significant parameter increase; 2) Increased

training time due to the increased numbers of parameters.

For the first drawback, we investigated sharing parameters between the different output heads.

However, we found separate heads necessary for improved performance. Though other techniques

for improving the number of parameters could be investigated (such as negative sampling for the

NLM objective), we ultimately concluded that the actual increase in parameters is a non-factor

during evaluation and inference, since it is only necessary to utilise the LM head in these situations.

Therefore, the actual speed of generation is the same as a standard decoder.

However, the second drawback is a practical concern as optimizing 3 sets of parameters in one

update takes considerably longer than optimizing one. We successfully overcome this bottleneck

with a simple trick. We find that simply optimizing one head per gradient update retains the same

performance as joint optimization, while keeping the size of parameter updates the same as with a

standard LM objective.

3.2.4 Datasets and Experiments

We run extensive experiments to validate the generalization ability of our method. We run experi-

ments against four summarization datasets, two question generation (QG) datasets, one generative

question answering (QA) dataset, and various language pairs across three families of translation

datasets. Specifically, for the summarization, QG and QA datasets, we adopt the General Language

Generation Evaluation benchmark (GLGE; Liu et al. (2020)).
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3.2.4.1 Datasets

We describe the datasets we utilize for evaluation in two sections. The first section comprises datasets

introduced by GLGE. The second section consists of translation datasets.

Table 3.3: Summary of datasets used in GLGE. R-L: ROUGE-L. B-4: BLUE-4. MTR: METEOR.

D-2: Distinct-2.

GLGE is a monolingual dataset containing various Natural Language Generation (NLG) tasks.

Descriptive information about the GLGE dataset can be found in Table 3.3. Below, we briefly

introduce each dataset. We subsequently discuss additional segmentations that GLGE applies to

each dataset. The following dataset descriptions are verbatim from Liu et al. (2020). Note, we omit

2 datasets from GLGE in our experiments: MSNews and PersonalChat. We omit MSNews since

we were not able to recreate scores representative of baselines reported in the original paper. We

omit PersonaChat due to practical reasons related to compute. Despite omitting these 2 datasets,

we believe the remaining datasets provide substantial evidence of general generation performance

by our introduced models.

Abstractive Text Summarisation

1. CNN/DailyMail (Hermann et al., 2017) dataset contains 220K articles from the Daily Mail

newspapers and 93K articles from the CNN. Each article contains a bullet point summary.

GLGE uses the non-anonymised variant (See et al., 2017). After the pre-processing, there are

311,971 〈article, summary〉 pairs, where the source input is the article, and the target output

is the summary which consists of multiple sentences.

2. Gigaword (Rush et al., 2015) contains 4M examples extracted from the news articles of the

Gigaword corpus (David Graff and Christopher Cieri, 2003). After the pre-processing, there

are 3,995,559 〈passage, summary〉 data pairs, where the source input is the first sentence of
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the article, and the target output is the headline that usually contains a single sentence.

3. XSum (Narayan et al., 2018) consists of 227K on line articles from the British Broadcasting

Corporation (BBC), which contains professionally written single-sentence summaries. After

the pre-processing, there are 226,677 〈article, summary〉 data pairs, where the source input is

the news article, and the target output is a single-sentence summary.

Answer-aware Question Generation

1. SQuAD 1.1 (Rajpurkar et al., 2018) dataset contains over 100K crowd-worker created questions

with the corresponding answer spans in 536 Wikipedia articles. Since the original hidden test

set of the SQuAD 1.1 is hidden, we follow (Du et al., 2017; Zhao et al., 2018) to re-split the

dataset with the examples from the original training set and development set. After the pre-

processing, there are 98,169 〈answer, passage, question〉 data triples, in which the source input

is a Wikipedia passage along with an answer span, and the target output is a question.

2. MicroSoft Question Generation (MSQG; (Liu et al., 2020)) is another dataset [the GLGE

authors] collected, which is a new challenge dataset, the questions in this dataset are freely

edited by daily users. For MSQG, [...] collect 220K passages from a real-world search engine.

Each passage contains a highlight span and a related query, [...] regard the queries as questions

in this dataset. After the pre-processing, there are 220,088 〈highlight span, passage, question〉

data triples, where the source input is a news passage along with highlight span, and the target

output is a user question.

Conversational Question Answering

1. CoQA (Reddy et al., 2019) dataset contains 127K questions with answers, obtained from 8K

conversations about text passages from seven diverse domains. After the pre-processing, there

are 116,630 〈conversation history, passage, question, answer〉 data 4-tuples, where the source

input is a sequence of conversation history along with a given question and a given passage,

and the target output is a free-form answer text.

Above, we introduced the GLGE datasets we perform evaluation against. GLGE further segments

these datasets by difficulty. There are three difficulty levels for each of the aforementioned datasets:

1. GLGE Easy. The GLGE Easy task simply trains and evaluates models based on the vanilla

and unmodified datasets listed above.

2. GLGE Medium. GLGE medium simulates a lower resource setting. 50% of the original dataset

is removed, while validation and testing datasets remain the same.

3. GLGE Hard. This variant simulates a low-frequency setting by reducing the word overlap

rate between the outputs of the training and validation/testing sets. They claim “a good NLG
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model should be able to generate a fluent target output based on the input information, even

if the target output may contain some low-frequency words”. Implementation details can be

found in Liu et al. (2020).

Machine Translation Machine translation datasets consist of parallel corpora from different do-

mains and languages. We briefly introduce the families of translation datasets: Multi30k (Elliott

et al., 2016), IWSLT 14 (Cettolo et al., 2014), and WMT 16 (Bojar et al., 2016), providing an

overview of the datasets included in each family and their characteristics.

1. Multi30k is a collection of image caption translation datasets containing various language pairs.

The dataset consists of 31,014 images with captions in both languages. It aims to provide a

benchmark for evaluating translation systems in a multimodal context. The dataset is split

into a training set with 29,000 images, a validation set with 1,014 images, and a test set with

1,000 images. Each image is associated with a source input caption in one language and a

target output caption in the other language. We evaluate both directions of English-German

and English-French.

2. The International Workshop on Spoken Language Translation (IWSLT) 2014 dataset is a

collection of transcribed and translated TEDx talks, focused on the translation between various

languages. The dataset contains 160,000 sentence pairs in the training set, 7,283 sentence pairs

in the development set, and 6,750 sentence pairs in the test set. Each sentence pair consists of

a source input in one language and a target output in the other language. We evaluate both

directions of English-German and English-Romanian.

3. The Conference on Machine Translation (WMT) 2016 dataset includes parallel corpora for

various language pairs, such as English-German, and English-Romanian. The dataset covers

multiple domains, such as news articles, parliamentary proceedings, and movie subtitles. The

dataset sizes and characteristics vary for each language pair. For example, the English-German

corpus contains around 4.5 million sentence pairs and English-Romanian around 610,000. Each

sentence pair in the dataset consists of a source input in one language and a target output in

the other language. We evaluate both directions of English-German and English-Romanian.

3.2.4.2 Experiment Details and Comparative Approaches

In the above sections, we outlined the datasets we use for evaluating models against our objective. In

this section, we clarify implementation details about our experiments, and other models we compare

against.

Experiment Details. All models were implemented in PyTorch using the fairseq library (Ott et al.,

2019). Models were either trained on one Nvidia 2080Ti GPU or one Nvidia V100 GPU. To ensure

57



reliable results, we train models with different random seeds for either 3 or 10 runs (depending on

the dataset). Due to our compute restrictions, we caution the reader at critical points in our analysis

to remind them when they should interpret our scores with an awareness of the potential of error.

Hyperparameters can be found in Appendix A.2.

Comparative Approaches. We evaluate our method on multiple comparative approaches to

demonstrate generalisation ability. Our fundamental baseline is an untrained sequence-to-sequence

Transformer model (large size). We subsequently implement our method when fine-tuning 2 types

of pre-trained language models: BART (Lewis et al., 2019), and ProphetNet (Qi et al., 2020). We

investigate our method against their released large variants. For translation tasks, we train and

evaluate against the untrained (non pre-trained) Transformer models. For the GLGE datasets, we

fine-tune and evaluate against the aforementioned models.

We briefly introduced BART in Section 3.2.2. ProphetNet is another model often used in the context

of GLGE datasets. At a high level, ProphetNet encourages the model to predict n timesteps into

the future, as opposed to just 1 timestep as is the case with typical language models.

3.2.4.3 Experiments and Results

In this section, we detail and present results for the experiments we evaluate our objectives against.

We refer the reader to Section 2.7.1 for a discussion on the evaluation metrics we utilise below. We

structure our experiments as follows. We first evaluate our model on Multi30k, running multiple

different model variants. We additionally test for the best performing noising ratio, and different

noising strategies. We use the learnings from these experiments, and select the variants we apply

to larger translation datasets, such as IWSLT and WMT. We then apply some of our models to

the GLGE datasets. The GLGE benchmark is extensive, and for ease of consumption, we segment

experimental results by ‘model type’: Non-pretrained Transformer models, and pre-trained models.

Note that results differ from what Liu et al. (2020) report. This is because we re-train the non-

pretrained models from scratch with a fixed set of simpler hyperparameters. In other words, we are

not optimising for state of the art results, rather we care about validating the core contributions

of our methodology. Hyperparameters for our variants built upon pre-trained models are kept the

same across their base counterparts.

Translation, Multi30k. We present results of our model (and its variants) when benchmarked

against Multi30k. With our variants, we identify contributions of the following: contribution of each

head; best overall objective; best strategy to reduce computational overhead; best masking ratio;

best noising strategy. We run each experiment 10 times. We early stop on BLEU-4 with a patience

of 10.
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Datasets DE-EN EN-DE FR-EN EN-FR

Baseline 41 38.5 51.3 58.1

LM + NLM + MTP 42 39.4 52.3 58.9

LM + NLM 41.6 39.5 52.1 58.9

LM + MTP 41.2 39 51.7 58.5

NLM 41.6 39.2 51.9 58.6

NLM + MTP 41.5 39 52.1 58.7

(LM + NLM + MTP) 41 38.8 51.4 58.3

(LM + NLM) 41.4 39.1 52 58.6

(LM + NLM) + MTP 41.8 39.3 52 58.7

LM + NLM + MTP {separate loss} 42.1 39.7 52.2 58.6

LM + NLM + MTP + Src Word Dropout 42 39.4 52.2 58.9

Table 3.4: Objective function variants on Multi30k. Reported scores are BLEU-4. The

baseline is a standard LM head. NLM = Noisy Language Modelling (Section 3.2.3.1), and MTP

= Masked Token Prediction (Section 3.2.3.2). Parentheses around an objective represent that the

heads between those objectives were shared. {separate loss} is the methodology outlined in Section

3.2.3.3. Src Word Dropout applies word dropout to the encoder side inputs (i.e. no reconstruction).
.

In Table 3.4, we follow the conventional reporting of metrics in the NLP community and report

BLEU-4 metrics to identify the best combination of model objectives on the Multi30k dataset. The

table presents the performance of different objective function variants on four translation tasks:

DE-EN, EN-DE, FR-EN, and EN-FR. From the table, we can draw the following conclusions:

The baseline model, which is a standard LM head, achieves BLEU-4 scores of 41, 38.5, 51.3, and

58.1 for the DE-EN, EN-DE, FR-EN, and EN-FR translation tasks, respectively.

The best overall performance is achieved by the LM + NLM + MTP {separate loss} model, which

obtains BLEU-4 scores of 42.1 for DE-EN and 39.7 for EN-DE. At each training iteration, this model

enables gradient flow into only one head, as outlined in Section 3.2.3.3. The LM + NLM + MTP

model achieves similar performance, though the separate losses variant is computationally cheaper.

The Src Word Dropout variant is similar in performance to the 2 aforementioned variants. However,

no significant performance improvement is witnessed, hence we conclude that no benefit is being

provided by source side word-dropout.

In general, the models that combine multiple objectives tend to perform better than those using

single objectives (e.g. LM, NLM, or MTP). For instance, the LM + NLM model outperforms the

individual LM and NLM models in most cases, and the LM + NLM + MTP model achieves higher

or comparable performance to other combinations.

Additionally, models with shared heads, such as (LM + NLM + MTP), do not indicate any consistent

performance improvements over models without shared heads. This suggests that sharing heads
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between objectives may not provide significant benefits in this context.

In conclusion, the results presented in Table 3.4 indicate that combining multiple objectives, such

as LM, NLM, and MTP, can lead to improved performance on the Multi30k dataset for various

translation tasks. Based on the reported results, we employ the NLM and LM + NLM + MTP

{separate loss} objectives in further experiments.

We now investigate model performances on an increasing scale of masking ratios. Subsequently, we

will take the best performing masking ratio and apply different noising strategies to it. These are run

as two separate sets of experiments. We caution that the masking ratio and noising strategies may

have positive compounding effects, which may not be faithfully conveyed via the linear selection

process we have just outlined. These scores are best interpreted as lower bounds on potential

performance improvements, as the optimal combination of masking ratio and noising strategies may

not be directly captured by this experimental setup. Nonetheless, this approach provides us with

valuable insights into the relative effectiveness of various masking ratios and noising strategies,

guiding further research and development.

Datasets Average DE-EN EN-DE FR-EN EN-FR

NLM

5% 47.9 41.3 40.2 51.7 58.4

10% 47.8 41.4 38.9 51.9 59.1

15% 47.8 41.6 39.2 51.9 58.6

20% 47.9 41.7 39.2 52 58.8

25% 47.8 41.7 39 51.9 58.7

50% 47.1 41 38.1 51.4 58

LM + NLM + MTP {separate loss}

5% 47.9 41.8 39.4 52 58.5

10% 48.1 41.7 39.8 52.1 58.7

15% 48.2 42.1 39.7 52.2 58.6

20% 48.2 42.1 39.5 52.2 58.8

25% 48.1 42 39.1 52.2 58.9

50% 47.9 41.8 39.1 52.1 58.6

Table 3.5: Masking ratios on NLM and LM + NLM + MTP heads. Note that the 15%

ratios are the same scores as reported in Table 3.4.

Table 3.5 presents BLEU scores for different masking ratios applied to the NLM and LM + NLM +

MTP {separate loss} models on the Multi30k dataset. The table shows that the optimal masking

ratio varies across the translation tasks and model objectives.

For the NLM model, the best performance is achieved at a 20% masking ratio for DE-EN, EN-DE,

and FR-EN translation tasks. Interestingly, the 10% masking ratio shows an unreasonably high

score for the EN-FR translation task - even beating the best reported scores in the LM + NLM

+ MTP {separate loss} variant. In any case, the performance tends to drop as the masking ratio
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increases beyond the optimal value, suggesting that the model benefits from a moderate amount of

masking to effectively learn the translation task.

For the LM + NLM + MTP {separate loss} model, the best performance is obtained at a 10%

masking ratio for EN-DE. For DE-EN and FR-EN, performance is shared between the 15 and

20% masking ratios. Curiously, we witness a 25% masking ratio being most effective for the EN-FR

translation task. An interesting observation when considering the highest performance ratio for NLM

was at 10%. However, the performance differences between various masking ratios are relatively small

in this case, indicating that the combination of objectives might provide some robustness against

the choice of masking ratio.

In conclusion, our investigation of masking ratios indicates that we should continue experiments

with NLM and LM + NLM + MTP {separate loss} at a 20% masking ratio.

We now attempt to discern the best type of noising strategy against our selected variants. To

quantify this, we experiment with 2 additional types of noising strategies: BERT-style masking

(Devlin et al., 2018) and BART-style masking (Lewis et al., 2019).

Datasets DE-EN EN-DE FR-EN EN-FR

NLM 20%

Masking only 41.7 39.2 52 58.8

BERT style 41.8 38.9 52 58.9

BART style 41.9 39.3 52.2 59

LM + NLM + MTP {separate loss} 20%

Masking only 42.1 39.5 52.2 58.8

BERT style 42.1 39.5 52.3 58.4

BART style 42.2 39.6 52.3 59.1

Table 3.6: Various noising strategies tested with NLM and LM + NLM + MTP heads.

Note that ‘Masking only’ scores are the same as in Table 3.5.

Table 3.6 presents results for different noising strategies. For the NLM model, the BART-style

masking achieves the best performance across all translation tasks, with BLEU-4 scores of 41.9, 39.3,

52.2, and 59.0 for DE-EN, EN-DE, FR-EN, and EN-FR, respectively. The BERT-style masking

obtains slightly lower scores for DE-EN and EN-DE tasks, while it matches the performance of

masking only for FR-EN and EN-FR tasks.

For the LM + NLM + MTP {separate loss} model, BART-style masking also performs best, with

BLEU-4 scores of 42.2, 39.6, 52.3, and 59.1 for the DE-EN, EN-DE, FR-EN, and EN-FR translation

tasks, respectively. The BERT-style masking does not show any significant improvement over the

masking-only approach in this case.

In conclusion, the results in Table 3.6 indicate that BART-style masking provides the best perfor-
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mance for both the NLM and LM + NLM + MTP {separate loss} models on the Multi30k dataset

across all translation tasks. Thus, we use BART-style masking for further experiments and model

development.

Translation, IWSLT & WMT. We now present results applying our selected objectives and

strategies to two larger families of translation datasets: IWSLT 14 and WMT 16. In Table 3.7,

we showcase our results. We witness the same pattern as with Multi30k: consistent performance

increases when using a noisy language modelling objective. For instance, in the IWSLT 14 dataset,

we observe an increase from 32.2 to 32.5 in the DE-EN language pair and from 26.7 to 27.7 in the

EN-DE language pair when implementing NLM. This trend is consistent across both language pairs

in IWSLT, and across the different language pairs in WMT. This indicates the robustness of the

NLM approach in enhancing translation quality.

Further analysis reveals that the benefits of LM + NLM + MTP extend beyond simple datasets

like Multi30k and provide consistent improvement across datasets with varying size. Even in high-

resource datasets, such as WMT DE<>EN, we observe our approach providing a substantial BLEU-4

increase, where we witness a 0.8 and 0.7 score improvement respectfully. This signifies the effective-

ness of the multi-headed objective to improve translation quality.

Delving deeper, the LM + NLM + MTP model shows a marked improvement over the baseline

and NLM models. This improvement is most prominent in the IWSLT 14 dataset, with the DE-EN

language pair seeing an increase from 32.2 in the baseline to 34.0 in LM + NLM + MTP. This 1.8

point increase is notable, considering the complexity and nuances of language translation tasks. A

similar trend is observed in the EN-DE pair, where there is a 1.2 point increase from the baseline

to the LM + NLM + MTP model.

In the WMT 16 dataset, the LM + NLM + MTP model also outperforms the baseline and NLM-

only models, albeit with a relatively smaller margin. This can be attributed to the larger and

more diverse dataset of WMT 16, which presents a more challenging environment for translation

models. However, the consistency of improvement across all language pairs in WMT 16 reinforces

the effectiveness of our proposed approach.

Generation, GLGE. We now look at evaluating our models against GLGE. To expand on the

segmentations we introduced in Section 3.2.4.3, we segment GLGE results into 3 segments. The first

segment compares our methodology against a non-pre-trained Transformer model. The second and

third segments train our methods on a larger pre-trained Transformer variant. We emphasize that

each of the experimental results reported in these tables is derived from 3 runs of the model with

different random seeds (due to compute restrictions). Therefore, when scores are similar to each

other, we cannot claim with certainty which variant is higher performing. This point is particularly
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Dataset IWSLT 14 WMT 16

Language Pair DE-EN EN-DE DE-EN EN-DE RO-EN EN-RO

Baseline 32.2 26.7 30.4 26.5 32.4 32.4

NLM 32.5 27.7 31.2 27.1 32.6 32.8

LM + NLM + MTP 34 27.9 31.2 27.2 33.2 33.3

Table 3.7: Models evaluated against IWSLT 14 and WMT 16. The NLM and

LM+NLM+MTP models are utilising a 20% mask ratio with BART style noising, as obtained

from discussions related to Tables 3.5 and 3.6. We omit {separate loss} for space reasons.

Family Summarisation QG QA

Dataset CNN/DM Gigaword XSUM SQuAD MSQG CoQA

Metrics Avg R1/R2/RL RL/B4/M F1

GLGE-Easy

Baselines 22.5 39.7 / 16.5 / 36.9 47.0 / 24.1 / 43.8 26.6 / 8.1 / 21.1 27.6 / 3.4 / 9.2 25.1 / 4.2 / 14.7 12.09

NLM only 23.8 41.3 / 18.4 / 38.3 47.6 / 24.8 / 44.4 31.7 / 11.3 / 25.3 28.6 / 3.6 / 9.2 26.2 / 4.5 / 14.8 11.22

LM + NLM + MTP 24.3 41.3 / 18.7 / 38.4 47.5 / 24.8 / 44.4 31.4 / 11.1 / 25.1 28.8 / 3.79 / 9.43 30.5 / 6.19 / 17.59 10.35

GLGE-Medium

Baselines 19.7 32.0 / 8.15 / 29.6 45.75 / 22.98 / 42.66 22.3 / 5.49 / 17.9 26.3 / 2.52 / 8.2 23.96 / 3.02 / 12.4 11.2

NLM only 21.7 38.7 / 15.4 / 36.0 45.9 / 23.3 / 42.9 24.4 / 6.53 / 19.3 28.1 / 3.52 / 8.87 25.23 / 3.82 / 14.08 10.82

LM + NLM + MTP 22.6 39.0 / 15.7 / 36.3 46.3 / 23.7 / 43.3 28.2 / 8.96 / 22.4 29.7 / 3.78 / 9.44 25.58 / 4.6 / 14.04 10.82

GLGE-Hard

Baselines 14.6 24.4 / 6.5 / 19.3 36.1 / 14.0 / 33.4 16.4 / 2.24 / 13.2 26.2 / 1.06 / 7.17 16.0 / 1.24 / 7.66 9

NLM only 15.8 26.3 / 6.9 / 24.4 38.2 / 16.0 / 35.5 18.3 / 2.77 / 14.6 26.9 / 1.18 / 6.97 16.2 / 1.19 / 7.27 9

LM + NLM + MTP 16.7 30.3 / 7.12 / 27.7 38.4 / 16.0 / 35.6 21.3 / 4.5 / 17.1 26.7 / 1.39 / 7.57 16.0 / 1.38 / 6.99 9

Table 3.8: Transformer Large models evaluated against GLGE datasets. NLM is our noisy

language modelling objective introduced in §3.2.3.1. LM+NLM+MTP is our multi-task model that

combines a standard language modelling objective with noisy language modelling and masked token

prediction objectives (§3.2.3.2). R = ROUGE, B = BLEU, M = METEOR.

prevalent with Tables 3.9 and 3.10.

Table 3.8 presents results for a large untrained Transformer model evaluated on our chosen subset of

GLGE data. Our first observation is that the NLM only and LM+NLM+MTP strategies outperform

the untrained baseline. This trend is evident across the three difficulty levels, with LM+NLM+MTP

generally achieving the highest average scores. When looking at only the average scores for each

GLGE difficulty, we notice ∼ 7.7%, 13.2%, and 13.4% improvements respectively when comparing

baselines to LM+NLM+MTP. Our takeaways from this are twofold: Firstly, we observe that the

LM+NLM+MTP variant provides a more comprehensive learning process for the model, allowing

it to better understand and generate language patterns. This is particularly evident in the sum-

marisation and QG tasks, where LM+NLM+MTP consistently outperforms the baseline and NLM

only approaches. Secondly, the improvements are more pronounced in the more challenging subsets

(GLGE-Medium and GLGE-Hard), suggesting that the combined approach of LM+NLM+MTP is
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particularly effective in complex language understanding and generation scenarios.

Whilst these results align with our initial hypothesis that a combined strategy of NLM and MTP,

when integrated with LM, would lead to better model performance, we acknowledge the methodolog-

ical constraints inherent in this approach. The effectiveness of the LM+NLM+MTP approach relies

on a multi-task training objective which increases model complexity. This increase is primarily due

to a threefold increase in the parameter count of the output layers’ token classification matrix. De-

spite the NLM and MTP parameter matrices being excluded during inference, thereby reducing the

parameter count to that comparable with a baseline model, in resource-constrained environments,

we advise utilising the NLM objective as a cheaper alternative to enhance model performance.

In Table 3.9 and 3.10, we present results for our methodologies when integrated into larger pre-

trained models, such as ProphetNet and BART. Though separate tables of results, we jointly per-

form a comparative discussion. This is due to the similarity of conclusions we can extract from

incorporating our method into larger pre-trained models. Additionally, initial experimentation with

an LM+NLM+MTP objective on pre-trained models presented us with inferior results than baseline

models (not reported below). Further investigation revealed that an LM+NLM objective exhibits

better stability when integrated with the pre-trained models. We therefore report results on this

model variant instead of LM+NLM+MTP.

Family Summarisation QG QA

Dataset CNN/DM Gigaword XSUM SQuAD MSQG CoQA

Metrics Avg R1/R2/RL RL/B4/M F1

GLGE-Easy

Baselines 32.2 40.0 / 17.7 / 37.4 43.9 / 22.3 / 41.0 40.5 / 18.1 / 33.2 48.4 / 20.6 / 23.5 34.5 / 9.2 / 20.6 64.5

NLM only 32.2 39.8 / 17.5 / 37.1 43.8 / 22.3 / 40.9 40.4 / 18.1 / 33.3 48.7 / 20.9 / 23.8 34.6 / 9.1 / 20.6 64.9

LM + NLM 32.4 40.1 / 17.8 / 37.5 43.9 / 22.3 / 41.0 40.5 / 18.1 / 33.4 48.8 / 20.7 / 23.6 34.3 / 9.1 / 20.3 66.4

GLGE-Medium

Baselines 31.7 39.3 / 17.2 / 36.8 43.8 / 22.1 / 40.9 39.0 / 16.8 / 32.0 48.1 / 20.3 / 23.4 33.9 / 9 / 20.0 64.5

NLM only 31.8 39.2 / 17.1 / 36.6 43.8 / 22.1 / 40.9 39.3 / 17.0 / 32.2 48.2 / 20.1 / 23.8 34.6 / 9.1 / 20.3 64.5

LM + NLM 32 39.7 / 17.4 / 37.0 43.8 / 22.1 / 40.9 39.5 / 17.1 / 32.4 48.2 / 20.5 / 23.6 34.5 / 9.2 / 20.2 65.1

GLGE-Hard

Baselines 27.8 37.5 / 16.0 / 34.7 37.1 / 16.1 / 34.4 36.2 / 14.1 / 29.5 45.0 / 16.7 / 20.6 31.0 / 8.1 / 17.1 50.6

NLM only 28.1 38.9 / 16.7 / 36 37.1 / 16.2 / 34.4 36.1 / 14 / 29.3 45.3 / 16.8 / 21.1 31.7 / 8.3 / 17.5 50.66

LM + NLM 28.3 38.3 / 16.4 / 35.5 37.2 / 16.1 / 34.6 36.5 / 14.2 / 29.7 46.0 / 17.7 / 21.5 31.6 / 8.1 / 17.6 52.2

Table 3.9: ProphetNet models evaluated against GLGE datasets. We extend and compare a

pre-trained ProphetNet model with our proposed objectives. NLM is our noisy language modelling

objective introduced in §3.2.3.1. LM+NLM is our multi-task model that combines a standard

language modelling objective with a noisy language modelling objective (§3.2.3.2). R = ROUGE, B

= BLEU, M = METEOR.

Upon initial examination, the scores achieved through our methodologies (NLM only, and LM+NLM)
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Family Summarisation QG QA

Dataset CNN/DM Gigaword XSUM SQuAD MSQG CoQA

Metrics Avg R1/R2/RL RL/B4/M F1

GLGE-Easy

Baselines 33.6 29.0 / 14.6 / 26.8 48.9 / 26.0 / 45.7 44.2 / 21.1 / 36.1 49.9 / 21.5 / 24.8 39.9 / 11.6 / 24.9 72.5

NLM only 33.7 27.9 / 14.4 / 26.0 49.2 / 26.2 / 45.9 44.4 / 21.3 / 36.2 50.7 / 21.9 / 24.2 40.3 / 12.4 / 23.7 73.8

LM + NLM 33.7 28.9 / 14.7 / 26.8 49.3 / 26.3 / 46.0 44.4 / 21.3 / 36.2 49.7 / 21.2 / 24.5 39.4 / 12.2 / 24.3 73.8

GLGE-Medium

Baselines 33 28.5 / 14.5 / 26.4 48.5 / 25.5 / 45.2 43.2 / 20.0 / 34.9 49.2 / 20.9 / 24.6 39.0 / 12.2 / 23.9 71.2

NLM only 33.2 29.2 / 14.7 / 27.0 48.6 / 25.6 / 45.4 43.1 / 20.0 / 34.9 49.0 / 21.0 / 24.6 38.9 / 12.1 / 23.9 72.6

LM + NLM 33.1 29.1 / 14.8 / 26.9 48.8 / 25.8 / 45.5 43.2 / 20.3 / 35.1 48.9 / 20.6 / 24.2 38.6 / 12.2 / 23.5 71.7

GLGE-Hard

Baselines 28.9 29.9 / 14.7 / 27.5 41.3 / 18.4 / 38.3 40.1 / 16.9 / 32.0 45.7 / 17.5 / 21.6 35.8 / 10.0 / 20.9 51.65

NLM only 29.1 30.2 / 14.8 / 27.7 41.3 / 18.4 / 38.2 40.4 / 17.1 / 32.3 46.1 / 17.9 / 22.1 34.8 / 9.35 / 20.1 54.62

LM + NLM 29.3 31.1 / 15.1 / 28.4 41.3 / 18.4 / 38.3 40.6 / 17.5 / 32.6 46.2 / 17.4 / 21.7 35.2 / 9.8 / 20.4 54.7

Table 3.10: BART models evaluated against GLGE datasets. We extend and compare a

pre-trained BART model with our proposed objectives. NLM is our noisy language modelling

objective introduced in §3.2.3.1. LM+NLM is our multi-task model that combines a standard

language modelling objective with a noisy language modelling (§3.2.3.2). R = ROUGE, B = BLEU,

M = METEOR.

are closely aligned with those of the baseline models. This near-parity in performance metrics sug-

gests that while our methods may contribute positively to the model’s capabilities, the degree of

improvement is subtle. This observation is particularly salient when considering the average scores

across different tasks in easier difficulty levels.

To expand, in the more challenging GLGE-Hard segment, our methodologies seem to exhibit slightly

better performance compared to the GLGE-Easy and GLGE-Medium segments. This trend sug-

gests that our methods, particularly the LM+NLM combination, are better at handling complex

language tasks and/or tasks where less data is available. If proven to statistical significance, the

greater improvements in these challenging scenarios underscore the potential of our methodologies

in enhancing the models’ understanding in data sparse environments.

The lack of substantial improvements in comparison to the baseline models highlights the complex-

ities involved in enhancing pre-trained models like ProphetNet and BART. It also raises questions

about the scalability and efficiency of integrating additional training objectives with already sophis-

ticated models.

Given the close performance metrics between our methodologies and the baseline models, we em-

phasise the importance of considering the increased computational resource overheads introduced by

our LM+NLM model. As mentioned in the previous discussion with untrained Transformer mod-

els, the NLM only model does not have computational drawbacks, hence experimentation with the
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LM+NLM method calls for a careful consideration of methodological benefits in compute-constrained

environments.

When comparing our experiments on both the untrained variants and pre-trained variants, we ob-

serve noteworthy takeaways. A consistent trend across these set of models is the relative improvement

in performance on harder datasets when our methodologies are applied. This improvement is more

pronounced in the GLGE-Hard segment, indicating that our methodologies are particularly effective

in tackling complex language tasks.

Another critical observation is the overall better performance of models that have undergone more

extensive data exposure and robust pre-training. This is evident in the performance of pre-trained

models like ProphetNet and BART, which generally outperform the untrained transformer variant.

The implication here is that the availability of substantial data and the extent of pre-training play

a significant role in determining the effectiveness of these models.

However, given the dependency on data availability and pre-training, our methodologies present

a valuable avenue for exploration in scenarios where data is limited or where pre-trained models

may not be readily available. This is particularly relevant for tasks in low-resource translation (as

evidenced by our IWSLT model), protein folding, and other specialised areas where extensive pre-

training datasets are not available. In such settings, our methodologies could offer a viable path to

enhancing model performance, providing an advantage in data-constrained environments.

3.3 Future Work and Conclusions

In this chapter, we started investigating token manipulation when measuring the impact of jointly

optimising a classification task with MLM and a standard classification objective. Positive results

motivated us to incorporate this strategy into generative tasks, where we introduced Noisy Language

Modelling (NLM). NLM manipulates token by adding noise to decoder-side inputs and aims to

reconstruct the ground truth target. This acts as a form of regularisation which helps prevent

the model from overfitting. We then extended NLM by further manipulating decoder inputs by

combining it with a Masked Token Prediction objective (alongside a standard Language Modelling

objective). The NLM objective demonstrated itself to be a cheap and simple implementation that

can improve performance across Transformer baselines. The LM + MTP + NLM objective achieved

the best performance. However, it introduced two additional classification parameter matrices.

Despite these matrices not being utilised for inference, they bear a significant burden during training

(embedding layers typically consist of a high number of parameters). Optimising one head per

forward pass allowed us to update the same number of parameters as a regular baseline. Additionally,

we observed weak evidence of improvement across larger pre-trained baselines using NLM.
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Experimenting with utilising one classification layer responsible for both MTP and an LM/or NLM

objective may be a useful endeavour. One avenue future work can investigate is utilising separate

types of discrete [MASK] tokens for each ‘objective’ (e.g. [MASK_MTP] and [MASK_LM]). The

classification head may then predict the token for the mask present in the input sequence. In

this sense, the new mask tokens act as an instruction to one classification layer, as opposed to a

classification layer for each task.

Another avenue of exploration is transitioning the location of the noising. Noise is typically added

to model inputs by use of masking, sentence permutation, token deletion (and other strategies

BART (Lewis et al., 2019) may employ). Would applying these noising strategies over a series of

logits (instead of series of discrete inputs), provide any benefit to regularising the model? This

form of output-side noising may be worth exploration, as existing output-side techniques, such as

label smoothing (Szegedy et al., 2015) (a noising strategy applied on the output-side by injecting

random noise into a one-hot target vector functions) have already shown to be effective regularisation

strategies.

Revisiting our research questions, this chapter primarily focused on investigating whether token ma-

nipulation yielded a net positive result, and if so by how much? We focused on input-side manipula-

tion by corrupting model inputs and results showed improvement over baselines. We demonstrated

the effectiveness of our method on a wide range of generative tasks, such as translation, summarisa-

tion and question generation. In the uni-lingual generative tasks, our models improved performance

by an average of 11.4% when compared to a baseline transformer not utilising token manipulation.
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Chapter 4

Leveraging Artificial Tokenisation

Processes
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In this chapter, we introduce a method that allows us to optimise a model against different to-

kenisations. Typically, practitioners employ off-the-shelf tokenisers, utilising them as-is. In other

words, they do not give thought to whether the tokenisation model will provide the ideal segmen-

tation for their dataset. By training a new tokenisation model, specific to task and/or domain,

our downstream model may be better able to adapt to the intricacies of the dataset. Our method,

which introduces an auxiliary objective over this new tokenisation model, enables practitioners to

improve downstream performance of their model when requiring a non pre-trained model. We test

our method on a handful of datasets: Multi30k, IWSLT, WMT, and the GLGE baseline. We ad-

ditionally extend BART and ProphetNet to employ our new objective. We showcase performance

improvements across the different datasets and models. However, in the case of pre-trained models,
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our results do not provide evidence of performance improvements (we briefly discuss this in Section

4.4).

Our contributions are as follows:

• We demonstrate the effectiveness of incorporating multiple forms of tokenisation to a model

• We investigate multiple forms of artificial tokenisation and systematically experiment with

obtaining the best performing scheme.

4.1 Introduction

The evolution of natural language processing (NLP) has been significantly influenced by advance-

ments in tokenisation methods, with Byte Pair Encoding (BPE) playing a pivotal role. Initially

introduced by Sennrich et al. (2016b), BPE contributed to neural machine translation (NMT) by

introducing subword units, thereby effectively managing rare and out-of-vocabulary words. This

method deviated from traditional white-space-based tokenisation, allowing for a more granular rep-

resentation of text through iterative merging of frequent character pairs, thereby enhancing the

processing of morphologically rich languages.

BPE’s integration into renowned NLP models such as BERT (Devlin et al., 2018), GPT-2 (Radford

et al., 2019), and T5 (Raffel et al., 2020) underlines its widespread acceptance. Notably, these models

often employ a fixed tokenisation vocabulary established during pre-training, a practice that might

not align optimally with specific task requirements. Mielke et al. (2021) emphasised the importance

of task-specific tokenisation strategies, suggesting that tailoring these strategies can significantly

benefit model performance in domain-specific applications.

Despite its deterministic nature in tokenisation, the non-deterministic aspect of BPE’s sub-unit

generation (i.e. training the tokenisation model itself) has been relatively unexplored. Works by

van Merriënboer et al. (2017) and Kudo (2018) have delved into optimising token representation,

while Cao and Rimell (2021) highlighted the advantages of evaluating models across various tokeni-

sation possibilities. These insights indicate that the flexible nature of BPE’s non-determinism holds

untapped potential for enhancing the robustness and accuracy of NLP models.

Our research contributes to this field by introducing a dual decoder approach, leveraging artificial

stochastic properties of a tokenisation model. This approach is novel, as it explores manipulat-

ing the tokenisation process to form an auxiliary objective, a strategy not previously undertaken.

Initially, our focus was on employing conventional frequency-based tokenisation with a new BPE

model. However, upon experimenting with alternative tokenisation strategies, such as random and

longest matching substring tokenisations, we found that some methods surpassed the aforementioned
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frequency-based process in performance.

Intriguingly, when these alternative tokenisation processes were applied as auxiliary objectives given

the original tokenizer, the results were comparable to those obtained with the new tokenisation

model. This led to our novel contribution: exploring different tokenisation methods as auxiliary

objectives to a natural language generation system. Our experiments on datasets like WMT (Bojar

et al., 2016) and GLGE (Liu et al., 2020), and with baseline models such as untrained Transformer

models (Vaswani et al., 2017), BART (Lewis et al., 2019), and Prophetnet (Qi et al., 2020), have

shown substantial improvements. For instance, on the WMT ’16 DE-EN dataset, we observed an

improvement of 0.8 BLEU-4. In the case of GLGE, we notice an average improvement of 8.2%.

This approach not only demonstrates the efficacy of tailoring tokenisation strategies but also opens

new avenues for research in domain-specific tokenisation and its impact on pre-trained models.

The versatility of our dual decoder approach, especially as an auxiliary objective in various NLP

tasks, suggests promising potential for future investigations. This includes exploring the adaptability

of pre-trained models to new domains and tasks, and further refining the tokenisation process to

enhance the overall performance and efficiency of NLP systems.

4.2 Related Work

In this section, we outline prior works in tokenisation. Though the history of tokenisation is rich,

dating back to the 90s (Webster and Kit, 1992), we focus our analysis on tokenisation methods which

are prevalent in modern NLP. We refer the reader to Mielke et al. (2021) for an in-depth survey of

how tokenisation has evolved with NLP.

This background section is split into two main parts. The first part is more substantial - taking a

dive into tokenisation literature relevant to our methodology. We note that the literature here is

very sparse. The second part provides a higher-level overview of auxiliary objectives, and how they

have been applied to various natural language generation tasks.

4.2.1 Sub-word Tokenisation

In this subsection, we focus our analysis on literature surrounding two subword tokenisation strate-

gies: Byte-Pair Encoding (BPE; GagePhilip (1994); Sennrich et al. (2016b)) and Unigram Language

Model (Subword regularisation; Kudo (2018)). BPE is a data compression algorithm that has been

successfully adapted for NLP tasks, particularly in neural machine translation. It functions by iter-

atively merging the most frequent character pairs, which results in a vocabulary consisting of both

whole words and subword units. This approach effectively mitigates the issue of rare and out-of-

vocabulary words, as it allows for the representation and generation of text using smaller, more
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general subword units.

The Unigram Language Model, on the other hand, is a tokenisation strategy that introduces a

probabilistic approach to subword segmentation (Kudo, 2018). Unlike BPE, this method is non-

deterministic, as it samples multiple segmentations of the input text during training, thereby en-

couraging the model to learn a more robust representation. By optimising the likelihood of subword

units using the unigram language model, this method can also generate a vocabulary consisting of

both whole words and subword units, accounting for different segmentations of the same word. How-

ever, due to its stochastic nature, it offers more flexibility in handling linguistic variations and can

potentially improve model generalisation. Cao and Rimell (2021) build upon this work and propose

a technique which allows tractable marginalisation over different probabilistic segmentations of a

string. They find that there is often a large performance difference between the marginal likelihood

and the one-best tokenisation approach when applied to out-of-domain data; suggesting that the

tokenizer is failing to generalise well.

However, calling BPE non-deterministic requires defining the context under which it is non-deterministic.

In the narrative of Kudo (2018) and Cao and Rimell (2021), BPE is called deterministic since once

the tokenizer model has been trained, it will output the same segmentations given the same string.

However, and crucial to our work, the training of BPE itself is stochastic. That is, models trained

with different random seeds will produce different tokenisations when applied to the same string.

In this work, instead of focusing on feasibly computing the likelihoods over all possible segmenta-

tions, we attempt to ascertain whether incorporating differing tokenisation models during training

can lead to improved performance in language models. By leveraging the inherent stochasticity in

the training of BPE tokenizers, we can create an ensemble of tokenisation models, each producing

distinct segmentations for the same input. The aim is to expose the language model to a diverse set

of subword representations during training, which in turn could enhance its ability to understand

and generate text across various linguistic variations.

A few works have investigated incorporating differing segmentations of text at varying levels of

granularity. Perhaps the most obvious is the use of character-level models, which bypass the need

for explicit tokenisation by modelling text at the level of individual characters (Chung et al., 2016;

Radford et al., 2017). While such models can handle any input sequence without facing out-of-

vocabulary issues, they tend to suffer from increased computational complexity and may struggle to

capture longer-range dependencies due to the increased sequence lengths. Another approach is to use

a combination of character-level and subword-level models, effectively blending the benefits of both

methods (Luong and Manning, 2016; Lee et al., 2017). This hybrid approach can provide a more

flexible representation of the text and improve generalisation across different linguistic variations.

There have also been attempts to incorporate multiple tokenisation strategies directly into the
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training process of language models. Wang and Sennrich (2020) share a similar philosophy to

us, and propose a method for training language models on multiple tokenisations simultaneously

by interleaving different tokenisation schemes within mini-batches during training. This approach

encourages the model to learn a more robust representation by exposing it to different subword

segmentations.

Though not the focus of our work, literature also exists for incorporating tokenisation strategies at

the multi-word level. These types of models incorporate n-grams or phrase-based representations into

the training process, allowing language models to learn patterns and structures that span multiple

words (van Merriënboer et al., 2017; Lample et al., 2018; Zhang et al., 2020b). By combining the

information from single words and multi-word phrases, these models can capture richer linguistic

information and improve the generalisation capabilities of the language models.

Recently, there has been a trend in tokenisation-free approaches. Tokenisation-free models are

models that do not rely on explicit tokenisation of the input text and instead directly process

the raw text. One such approach is CANINE (Clark et al., 2022), which proposes a character-level

convolutional model that captures the information in the raw text without the need for tokenisation.

By directly processing the characters in the input text, CANINE is able to learn and represent

complex linguistic structures without being constrained by predefined subword units.

4.2.2 Multi-task learning

Multi-task learning has emerged as an effective technique for improving the performance of NLG

models. In multi-task learning, models are trained simultaneously on multiple related tasks, lever-

aging shared representations and exploiting the synergies between them (Caruana, 1998; Ruder,

2017). The key idea is that by learning from a variety of tasks, the model can acquire more general

and robust representations that are useful for the primary task of interest. This approach has been

shown to enhance the performance of various NLP tasks, such as sentiment analysis, named entity

recognition, and part-of-speech tagging, as well as machine translation (Collobert and Weston, 2008;

Luong et al., 2015).

In the context of NMT, auxiliary objectives have been employed to enrich the model’s understanding

of the source and target languages, leading to improved translation quality. For instance, Sennrich

et al. (2016a) introduced the use of linguistic features, such as part-of-speech tags and morpholog-

ical information, as auxiliary objectives in NMT models. By integrating this additional linguistic

knowledge, the NMT models were able to produce more accurate translations, particularly for mor-

phologically rich languages. Similarly, Niehues and Cho (2017) utilised additional monolingual data

as an auxiliary objective to pretrain the NMT model’s encoder and decoder separately, which re-

sulted in substantial improvements in translation performance.
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Figure 4.1: Architecture of our proposed model. The encoder and decoders are based on a standard

Transformer. The encoder functions as normal (as introduced in §2.5.1). The main decoder receives

and outputs a tokenised sequence from the original BPE vocabulary. The auxiliary decoder receives

and outputs a tokenised sequence from the extended vocabulary. The auxiliary decoder is 1 layer,

compared to the n-layered main decoder.

4.3 Methodology

In this section, we detail our methodology for incorporating different BPE segmentations into a

model. We have introduced Transformers in Sections 2.5.1 and 2.5.3, so we omit details about their

inner workings. At a high level, our initial work utilising a new tokenisation works as follows. We

start by training a new BPE tokenisation model on the target data using a technique similar to

Sennrich et al. (2016b). This results in a new vocabulary, which we then merge with the original

vocabulary, ensuring that there are no overlapping subwords between the two. The extended vocab-

ulary allows the model to capture a wider range of subword units, improving its ability to handle

rare and out-of-vocabulary words.

Our model follows the typical encoder-decoder architecture of a Transformer (Vaswani et al., 2017).

However, as hinted through this section thus far, we make a key modification by introducing a

new decoder. The first decoder is trained to optimise against the data tokenised using the original

vocabulary, while the second, considerably smaller, decoder is trained to optimise against the data

tokenised using the extended vocabulary. The second decoder prioritises tokenisation using the new

vocabulary wherever possible, which enables it to learn from the additional information provided by

the new subword units.

To further explore the potential benefits of incorporating multiple segmentations, we investigate

different segmentation matching schemes (outside of frequency-based tokenisation) for the second

decoder’s data. These schemes include shortest, longest, and random tokenisation. Where possible,
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we also investigate utilising the original vocabulary and tokenisation model for some of the afore-

mentioned tokenisation processes. At inference time, we only utilise the first decoder, which has

been trained on the original vocabulary. This decision allows us to maintain compatibility with

systems that rely on the original vocabulary while still benefiting from the improved generalisation

capabilities provided by the second decoder during training. Figure 4.1 visually presents our method.

Mathematically, a sequence modelling task is typically optimised as follows: given a parallel dataset

of input-output pairs (x(i), y(i))
N

i=1, where y(i) = (y
(i)
1 , . . . , y

(i)
T ) represents a target sequence of length

T , the model is typically trained to minimise the negative log-likelihood of the target words given

the source sequences:

L(θ) = −
N∑
i=1

T∑
t=1

logP (y
(i)
t |x(i), y

(i)
<t, θ). (4.1)

In our approach, we modify the objective to account for the two decoders. Let y
(i)
orig,t and y

(i)
ext,t

denote the target words at position t in the target sequences tokenised using the orig inal vocabulary

and the extended vocabulary, respectively. We then minimise the following objective:

L(θ) = −
N∑
i=1

T∑
t=1

[
1

2
logP (y

(i)
orig,t|x

(i), y
(i)
orig,<t, θ) +

1

2
logP (y

(i)
ext,t|x(i), y

(i)
ext,<t, θ)

]
(4.2)

(or, with significant notation abuse: L = Lorig+Lext). Note that both decoders are jointly optimised.

As mentioned above, we investigate different schemes for matching segmentations with a string.

Here, we briefly overview these schemes, motivated by an example. Consider a reference string “my

foster cat is". Our standard BPE vocabulary may tokenise this string to: [my, fos, @@ter, cat, is].

Now consider an additional BPE vocabulary that contains: {my, fost, er, foster, cat, c, at, is}. We

explore the following segmentation matching schemes:

1. Shortest tokenisation (whitespace split): In this scheme, we prioritise the shortest possi-

ble segmentation of the input string using the additional BPE vocabulary. The new tokenised

string may now be: [my, foster, cat, is].

2. Shortest tokenisation (non-whitespace split): The extended BPE vocabulary for this

scheme does not pretokenise by whitespace tokens. Instead, we replace all whitespaces in

the training data with an underscore and then perform BPE. This method may now provide

contiguous strings that span word boundaries. In this case, the new tokenised string may now

be: [my, foster, cat is] (N.B. ‘cat is’ has been omitted from the additional BPE vocabulary

above since it is relevant only to this scheme).

3. Longest tokenisation: This scheme, on the other hand, prioritises the longest possible

segmentation of the input string. The new tokenised string may now be: [my, fost, @@er, c,

@@at, is]. Note that, in practice, the true longest tokenisation would be that of characters.

74



To account for this, we explicitly disregard both characters and character bigrams unless no

other tokenisation is possible.

4. Static random tokenisation: In this scheme, we randomly choose a segmentation of the

input string. One possible tokenised string may be: [my, fost, @@er, cat, is], while another

possibility could be: [my, foster, c, @@at, is].

5. Dynamically random tokenisation: The static random tokenisation above is determined

prior to training, and deterministically tokenises a sequence. Dynamically random tokenisation

produces different segmentations on-the-fly during training. This method is loosely related to

Kudo (2018) and Cao and Rimell (2021) who recommend optimising a model against a number

of different segmentations.

6. Frequency-based tokenisation: This scheme acts similarly to frequency-based matching

that is performed in actual BPE. Here, segmentations are prioritised based of the frequency

of subword units in the additional BPE vocabulary. For example, if "foster" is more frequent

than "fost" and "er" individually, the tokenised string may be: [my, foster, cat, is].

With the exception of shortest (non-whitespace split) and frequency-based tokenisation, these to-

kenisation processes do not require a newly trained tokenisation model. Therefore, we additionally

investigated utilising the original tokenisation model and vocabulary with the aforementioned pro-

cesses. In other words, our auxiliary tokenised input may be a function of the original tokeniser

vocabulary with one of the aforementioned strategies applied to it.

Note that the auxiliary objective is not limited to one specific type of tokenisation scheme. By

adding another decoder, it is possible to incorporate multiple different schemes as separate auxil-

iary objectives (or incorporate different vocabularies following the same tokenisation scheme). We

experiment with this concept, empirically finding that there is a performance improvement. How-

ever, initial experiments demonstrated diminishing returns when increasing the number of decoders.

That is, performance deltas between 2 → 3 decoders are lower than 1 → 2 decoders. Therefore, our

experiments focus on the case for 2 decoders; however, future work may expand on our findings to

investigate the ideal number of decoders for task or domain-specific data.

We investigated using 1 decoder backbone instead of 2. However, we found that this did not improve

performance, likely because the decoder would be responsible for decoding into both the original

vocabulary and extended vocabulary. However, while the decoder network itself suffers this prob-

lem, the output classification layer does not. This is because the classification layer receives word

encodings from the decoders and is solely responsible for generating the output token probabilities.

This finding suggests that the benefits of using multiple decoders lie in their ability to focus on

specific vocabularies or tokenisation schemes during the learning process, rather than in the classifi-
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cation layer’s ability to process multiple vocabularies directly. In either case, by sharing the output

classification layer across multiple decoders, we can mitigate the performance degradation caused

by the additional tokenisation schemes or vocabularies. Weight-tying the classification layer results

in a more efficient model with significantly fewer parameters.

4.4 Datasets and Experiments

Our experimentation setup follows a similar pattern to that in Section 3.2.4.3. Explicitly, we run

experiments on the GLGE benchmark and multiple language pairs across different families of trans-

lation datasets. We omit further discussion about the datasets and metrics we evaluate against

because they have already been introduced in aforementioned sections. Hyperparameters for this

Chapter’s experiments can be found in Appendix A.2.

4.4.1 Experiments and Results

Similar to the experiments in Section 3.2.4.3, we first evaluate our models on Multi30k. For these

sets of experiments, we investigate variants of the tokenisation schemes introduced in Section 4.3.

Using the learnings we obtain, we then apply the best performing model(s) to larger datasets, such

as IWSLT, WMT, and the GLGE datasets we outlined in Section 3.2.4.3.

Translation, Multi30k. We present two tables of results for Multi30k. The first table demonstrates

that our hypothesis of an auxiliary frequency based tokenisation scheme can lead to a performance

improvement. The second table then compares performance across varying tokenisation schemes, as

outlined in Section 4.3.

Regarding the former, we compare our new tokenizer to two baselines: A standard 6-layer decoder,

and slightly larger 7-layer decoder. During training, the 7-layer decoder shares the same number of

parameters as any of our models with a 1-layer auxiliary decoder and a shared classification head.

During inference, our models share the same number of parameters as a standard 6-layer decoder as

we discard the auxiliary decoder. Results in Table 4.1 demonstrate that our auxiliary object does

provide a tangible improvement over both baseline models.

DE-EN EN-DE FR-EN EN-FR

Baselines
6 layer 41 38.5 51.3 58.1

7 layer 41.3 38.8 51.5 58.3

New tokenizer Frequency 41.7 39.2 51.7 58.9

Table 4.1: Isolating performance improvements on Multi30k with our auxiliary objective. The aux-

iliary objective optimizes our proposed methodology using a frequency based tokenisation scheme.
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In Table 4.2, we demonstrate the performance of our different tokenisation schemes against baseline

models. Additionally, we conduct ablation tests to verify our setup. These tests are: ’shared

decoder’, ’6 layer auxiliary decoder’, and ’separate classification head’. In the ’shared decoder’

configuration, we share the main decoder for both the regular and auxiliary objectives. This means

we feed the original input and the augmented input twice to the same decoder, optimizing the

decoder against the sum of the losses for both inputs. The ’6 layer auxiliary decoder’ employs a

stronger decoder compared to the baseline. The ’separate classification head’ configuration trains

two separate classification layers instead of sharing one between both objectives.

DE-EN EN-DE FR-EN EN-FR

6 layer 41 38.5 51.3 58.1
Baselines

7 layer 41.3 38.8 51.5 58.3

shared decoder; longest 41.1 38.5 51.2 58

6 layer auxiliary decoder; longest 41.2 38.5 51.1 58.1

separate classification head; longest 42.1 39.2 51.9 58.6

static random 41.6 38 51.2 57.9

dynamic random 40.8 35.6 50.2 57.7

shortest (whitespace) 41.8 39.3 51.8 58.6

Same tokenizer

longest segmentation 42.2 39.4 52 58.6

shared decoder; longest 41.1 38.4 51.1 58.1

6 layer auxiliary decoder; longest 41.2 38.5 51.2 58.2

separate classification head; longest 42.1 39.4 52.1 58.8

static random 41.7 38.2 51.2 58

dynamic random 40.7 35.5 49.9 57.6

shortest (multi-word) 41.8 39.1 52 58.2

shortest (whitespace) 42 39.3 52 58.6

longest segmentation 42.2 39.6 52.2 58.8

New tokenizer

frequency 41.7 39.2 51.7 58.9

Table 4.2: Multi30k results when trained with auxiliary objective on various tokenisation schemes.

Bold indicates best results for the class of experiments.

Among the various tokenisation schemes, the longest segmentation strategy stands out, often deliv-

ering the best performance, particularly in EN-FR and DE-EN translations. Intuitively, this makes

sense, as short character sequences offer precision to the model, and are potent in capturing lin-

guistic subtleties. Sennrich et al. (2016b) noticed similar results when comparing character bigrams

to BPE, and we refer the reader to the aforementioned work for further discussion on tokenisation

length vs performance.

We find the near-parity in performance between the longest and the shortest tokenisation methods

intriguing. The shortest method, which segments based on whitespace, also excels in the same

language pairs as the longest tokenisation scheme. This is somewhat surprising, and indicates that

the model is capable of capturing equivalent levels of information in longer character sequences, thus

suggesting that longer segments can provide sufficient contextual clues for effective translation.
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However, the increased performance observed with the shortest tokenisation method does not extend

to the multi-word shortest tokenisation variant. This divergence in effectiveness demonstrates that

while the model can efficiently process longer units, the granularity of tokenisation - whether at a

single word or multi-word level - plays a crucial role in the model’s ability to effectively process and

generate/translate text.

The static and dynamic random tokenisation methods generally underperform, with dynamic random

tokenisation being particularly weak. The inconsistency and unpredictability in segmentation with

these methods seem to hinder the model’s ability to learn effective representations, suggesting that

a stable and predictable tokenisation pattern might be more conducive for machine learning models.

Interestingly, frequency-based tokenisation shows mixed results. While it excels in the EN-FR pair,

it does not consistently outperform the longest segmentation in other language pairs. This indicates

that frequency of tokens, though reflective of natural language use, might not always correlate with

effective segmentation for translation accuracy.

In our experimentation of ablation tests, we find that the shared decoder methodology, which employs

a singular decoder stack for processing both regular and extended vocabularies, fails to enhance

performance metrics. This outcome aligns with theoretical expectations, as the lack of specialised

processing hinders the decoder from being optimally tuned for both objectives based on identical

encoder representations. In other words, how can the model decide whether to decode units using

the base BPE tokenisation representations or the auxiliary representations? Interestingly, this issue

does not extend to a shared classification head. Our experiments with a separate classification

head exhibit performances that are nearly equivalent to those achieved by the single-headed longest

segmentation method. This result is significant, indicating that a singular weights matrix possesses

sufficient robustness to discriminate between representations derived from varied tokenisation and

decoder distributions. This is a positive result, as by employing a shared classification head, we

can achieve a reduction in the model’s parameter count while simultaneously reaping the benefits of

multi-task learning in decoder representations.

Furthermore, in the Multi30k datasets, our investigations reveal that simply increasing the number of

layers in the auxiliary decoder, as evidenced in the 6-layer auxiliary decoder configuration, does not

result in significant performance enhancements over baseline models. This hints at the importance

of the tokenisation strategy itself, rather than enhancing the complexity of the model. Additionally,

it suggests that our approach serves as a regularisation function, aiding in the generalisation of

distributions generated by the primary decoder stack.

Finally, when we compare the counterparts from the different classifications of tokenisation mod-

els, we note that results are generally similar. We therefore decide to investigate whether this
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phenomenon holds true on larger datasets and models, and take our best performing tokenisation

strategy from both tokenisation classes to continue further experimentation (longest segmentation).

Translation, IWSLT & WMT.

Dataset IWSLT 14 WMT 16

Language Pair DE-EN EN-DE DE-EN EN-DE RO-EN EN-RO

Baseline 32.2 26.7 30.4 26.5 32.4 32.4

Same Tokenizer 33.9 27.7 31.2 27.1 33.3 33.3

New Tokenizer 34.1 27.5 31.4 26.9 33.2 33.3

Table 4.3: Artificial tokenisation strategies evaluated against IWSLT 14 and WMT 16. Both Same

and New Tokenizer approaches utilise the longest segmentation strategy.

Table 4.3 presents experimentation results across different translation datasets. As highlighted in

Section 3.2.4.2, we caution against interpreting the results between the “Same Tokenizer” and “New

Tokenizer” as statistically significant.

Nevertheless, with these limited experiments we observe a noteworthy BLEU score increase over

baseline approaches in all cases where our tokenisation strategy was introduced.

Assuming that our modifications hold up under larger scale testing, these results could potentially

inform new directions in machine translation tokenisation practices. The consistency across different

datasets and language pairs is encouraging and indicates that our tokenisation strategies are robust,

not merely tailored to specific dataset characteristics.

To expand, IWSLT and WMT exhibit distinct characteristics and challenges: IWSLT, with its focus

on TED Talks, tends to have more colloquial and diverse language usage when compared to the

more formal and news-oriented WMT. The fact that our tokenisation strategies perform well across

these varied datasets is promising with respect to its adaptability in handling different linguistic

styles and contexts.

Dataset IWSLT WMT

Language Pair DE-EN EN-DE DE-EN EN-DE RO-EN EN-RO

Same Tokenizer 6632 8848 32768 32768 34976 34976

New Tokenizer 8543 10654 53000 50718 54021 50120

Percent Increase 28.9% 20.4% 61.7% 54.8% 54.5% 43.3%

Table 4.4: [Percent increase in vocabulary size due to artificial tokenisation.]Percent increase in

vocabulary size due to artificial tokenisation. New Tokenizer results utilise a longest segmentation

strategy.

On discussing raw performance, we observe that the performance improvement does not necessarily
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have a linear increase across both sides of a language pair. For example, in IWSLT and WMT

DE<>EN, DE-EN shows a higher increase in BLEU score compared to EN-DE (5.1% & 2.6% for

IWSLT & WMT DE-EN respectively, and 3% & 1.5% for EN-DE). This observation is illustrated in

Table 4.4 which demonstrates a significant increase in the number of tokens in the DE-EN direction

compared to EN-DE, suggesting that the larger token count could be contributing to the enhanced

performance.

The German to English translation direction may benefit more from tokenisation improvements

owing to German’s complex compounding and flexible syntactic structures. When segmented more

effectively, this can result in a clearer and more accurate translation into English. Conversely,

translating from English to German may not witness the same level of improvement. English,

with its relatively simpler syntactic structure, may not benefit as extensively from sophisticated

tokenisation strategies compared to a baseline model, since it does not introduce the same level of

linguistic complexity.

Interestingly, the performance improvements in RO<>EN translations offer a contrasting scenario.

Despite Romanian’s rich morphology and complex syntactic structures, akin to German, the per-

formance improvements appear agnostic of the translation direction, as evidenced by the nearly

equal BLEU score increases in both RO-EN and EN-RO directions. This suggests that our new

tokenisation methodology is robust enough to handle various types of linguistic complexities across

different language pairs, regardless of the syntactic complexity of the source language. This observa-

tion is critical in asserting that while token count increases substantially in RO-EN and DE-EN, it

does not provide a generalisable explanation for performance improvement across all language pairs,

especially when comparing it with the near parity observed in EN-RO.

Generation, GLGE.

In this section, we showcase results of our proposed tokenisation scheme when integrated into a

subset of GLGE. Experiment details, unless otherwise mentioned, are the same as outlined in Section

3.2.4; datasets we evaluate on include CNN/DM, Gigaword, XSUM, SQuAD, MSQG and CoQA.

Analysis and reporting of the results are also structured in a similar fashion: We report and discuss

experiments with an untrained Transformer variant first in Table 4.5. Subsequently, we report and

jointly discuss experiments of our methodology when integrated with ProphetNet and BART in

Tables 4.6 and 4.7 respectively. We report vocabulary size increases from our tokenisation strategy

in Appendix A.3.

We initially notice objective performance improvements in the untrained transformer baseline case.

On average, introducing a new tokenisation strategy improved performance by at least 4.8%, 6.9%,

and 12.8% across the easy, medium, and hard difficulties respectively. These results align with
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Family Summarisation QG QA

Dataset CNN/DM Gigaword XSUM SQuAD MSQG CoQA

Metrics Avg R1/R2/RL RL/B4/M F1

GLGE-Easy

Baselines 22.5 39.7 / 16.5 / 36.9 47.0 / 24.1 / 43.8 26.6 / 8.1 / 21.1 27.6 / 3.4 / 9.2 25.1 / 4.2 / 14.7 12.09

Same Tokenizer 23.6 39.4 / 17.0 / 36.9 47.3 / 24.4 / 44.1 30.0 / 10.1 / 23.9 28.6 / 3.6 / 9.6 26.8 / 4.6 / 15.4 15.3

New Tokenizer 23.8 39.2 / 16.9 / 36.7 47.2 / 24.4 / 44.1 30.5 / 10.5 / 24.3 29.1 / 3.9 / 10.2 27.4 / 4.8 / 15.8 15.9

GLGE-Medium

Baselines 19.7 32.0 / 8.2 / 29.6 45.8 / 23 / 42.7 22.3 / 5.49 / 17.9 26.3 / 2.52 / 8.2 24.0 / 3.02 / 12.4 11.2

Same Tokenizer 21.1 32.8 / 8.4 / 30.2 46.3 / 23.4 / 43.1 27.8 / 8.48 / 21.9 29.0 / 3.57 / 9.06 24.2 / 3.65 / 12.9 12.9

New Tokenizer 21.1 32.9 / 8.5 / 30.2 46.2 / 23.4 / 43.1 27.6 / 8.54 / 22 28.9 / 3.63 / 9.27 23.9 / 3.6 / 12.8 12.9

GLGE-Hard

Baselines 14.6 24.4 / 6.5 / 19.3 36.1 / 14.0 / 33.4 16.4 / 2.24 / 13.2 26.2 / 1.06 / 7.17 16.0 / 1.24 / 7.66 9

Same Tokenizer 16.6 29.5 / 6.7 / 26.9 37.0 / 14.5 / 34.3 22.4 / 5.13 / 17.9 26.4 / 1.32 / 7.19 17.2 / 1.47 / 7.98 9

New Tokenizer 16.8 29.2 / 6.5 / 26.6 37.6 / 14.9 / 34.6 23.2 / 5.42 / 18.5 27.3 / 1.21 / 7.18 17.8 / 1.49 / 7.98 9

Table 4.5: Transformer Large models evaluated against GLGE datasets. Same Tokenizer

utilises a vocabulary that is unchanged from an original tokenisation model for auxiliary encoding.

New Tokenizer trains a new tokenisation model and utilises a newly learned vocabulary for auxiliary

encoding. R = ROUGE, B = BLEU, M = METEOR.

expectations laid out by the Translation experiments above: as data becomes more constrained (and,

in this case, as the language syntax becomes more complicated), additional tokenisation strategies

can encourage the model to improve their generalisation abilities.

However, closer analysis of the results demonstrates that this performance improvement largely

congregates around the XSUM dataset. Here, we notice the average performance the set of scores

increases by 13.5%, 24.3%, and 35% (easy, medium, and hard respectively) when we compare the

worst-performing proposed methodology with the baseline. If we recalculate average performance

improvement when omitting XSUM results, we notice only 0.9%, 3.8%, and 9.3% improvements.

While this may be encouraging when faced with a challenging dataset, this result implies that our

new tokenisation scheme may not be necessary in data-rich environments.

When comparing the performance differences between the Same Tokenizer and New Tokenizer ap-

proaches, we observe behaviour similar to that exhibited in the Translation datasets. Namely, that

no conclusion can be drawn about the quantitative performance of one strategy over the other. With

this in mind, we advocate for utilisation of the Same Tokenizer approach. This is due to the reduced

training complexity of this approach; in the New Tokenizer approach, we are explicitly extending

our vocabulary and therefore the size of the embedding weight matrix in the auxiliary decoder and

shared classification matrix.

In Table 4.6 and 4.7, we report results on ProphetNet and BART baselines. In both cases, we notice

no advantage when introducing a new tokenisation scheme. A factor for this lack of improvement
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may be explained by the data distribution changes the pre-trained models are optimising for during

fine-tuning. Essentially, pre-training conditions internal model representations on vast amounts

of data, with techniques that encourage generalisation performance (e.g. BART’s text-corruption

techniques). When introducing a new data distribution to condition on, the model may fall back to

relying on already performant representations. The additional loss signal introduced by our proposed

methodology may now function in an adversarial capacity.

Future work should investigate the implications of the above conclusion further in order to validate

where improved performance can be obtained. Namely:

1. (Temporarily) freezing the pre-trained layers, and only tuning the auxiliary decoder. Once the

additional head has started fitting, we can attempt to discern whether our introduced loss can

symbiotically perform with the original training conditions of the model.

2. Training the pre-trained models from scratch (i.e. without pre-training). This would validate

whether performance improvement is a function of pre-training, or the model’s architecture

and/or training stratagem.

3. Fully pre-training and fine-tuning models incorporated with the introduced methodology. This

experiment is an extremity of the first listed item, and additionally verifies whether the scale

of available training data offsets the performance of additional tokenisation schemes.

In conclusion, the new tokenisation scheme shows promise in enhancing performance for untrained

transformer models. The proposed approaches demonstrate superior improvements in complex data-

sparse environments. Considering near parity in performance for the Same Tokenizer and New

Tokenizer approaches, it is advised to utilise the Same Tokenizer approach due to reduced training

complexity. The efficacy of our methodology with pre-trained models like ProphetNet and BART

remains inconclusive. The absence of performance gains suggests that the pre-training process

heavily conditions these models on their initial data distributions, making them less responsive

to subsequent changes in tokenisation during fine-tuning. The proposed experiments for future

work aim to investigate how varying training dynamics can impact model performance when our

tokenisation approach is introduced.

4.4.2 Jointly incorporating NLM and artificial tokenisation

Introduction. As is, the NLM and artificial tokenisation objectives (introduced in Section 3.2.3 and

4.3 represent distinct methods of token manipulation which individually enhance model performance.

With our desire to create a more robust model, in this section, we propose jointly incorporating these

methodologies with the primary focus of assessing their synergistic potential.

We start by defining the objective functions of our jointly incorporated methods. Subsequently, we
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Family Summarisation QG QA

Dataset CNN/DM Gigaword XSUM SQuAD MSQG CoQA

Metrics Avg R1/R2/RL RL/B4/M F1

GLGE-Easy

Baselines 32.2 40.0 / 17.7 / 37.4 43.9 / 22.3 / 41.0 40.5 / 18.1 / 33.2 48.4 / 20.6 / 23.5 34.5 / 9.2 / 20.6 64.5

Same Tokenizer 31.8 39.5 / 17.5 / 37.0 43.9 / 22.2 / 41.0 39.8 / 17.6 / 32.7 48.3 / 20.4 / 23.3 33.5 / 8.8 / 19.9 63.9

New Tokenizer 31.9 39.6 / 17.5 / 37.0 43.7 / 22.1 / 40.9 39.8 / 17.6 / 32.7 48.3 / 20.6 / 23.4 34.5 / 9.1 / 20.4 63.5

GLGE-Medium

Baselines 31.7 39.3 / 17.2 / 36.8 43.8 / 22.1 / 40.9 39.0 / 16.8 / 32.0 48.1 / 20.3 / 23.4 33.9 / 9 / 20.0 64.5

Same Tokenizer 31.9 39.6 / 17.4 / 37.0 43.6 / 22.0 / 40.7 38.8 / 16.7 / 31.8 48.3 / 20.5 / 23.6 35.1 / 8.9 / 20.9 64.8

New Tokenizer 31.7 39.5 / 17.3 / 36.9 43.6 / 21.9 / 40.6 38.8 / 16.7 / 31.8 48.0 / 20.4 / 23.3 34.7 / 9.2 / 20.2 64.3

GLGE-Hard

Baselines 27.8 37.5 / 16.0 / 34.7 37.1 / 16.1 / 34.4 36.2 / 14.1 / 29.5 45.0 / 16.7 / 20.6 31.0 / 8.1 / 17.1 50.6

Same Tokenizer 28 38.3 / 16.3 / 35.4 36.8 / 15.8 / 34.3 35.5 / 13.7 / 28.9 45.7 / 17.5 / 21.2 31.7 / 7.9 / 17.9 50.4

New Tokenizer 28 38.8 / 16.7 / 36 36.9 / 16 / 34.4 35.7 / 13.6 / 28.9 45.1 / 17.3 / 21.8 32.2 / 7.9 / 18.2 48.6

Table 4.6: ProphetNet models evaluated against GLGE datasets. We extend a pre-trained

ProphetNet model with our proposed tokenisation schemes. Same Tokenizer utilises a vocabulary

that is unchanged from an original tokenisation model for auxiliary encoding. New Tokenizer trains

a new tokenisation model and utilises a newly learned vocabulary for auxiliary encoding. R =

ROUGE, B = BLEU, M = METEOR.

Family Summarisation QG QA

Dataset CNN/DM Gigaword XSUM SQuAD MSQG CoQA

Metrics Avg R1/R2/RL RL/B4/M F1

GLGE-Easy

Baselines 33.6 29.0 / 14.6 / 26.8 48.9 / 26.0 / 45.7 44.2 / 21.1 / 36.1 49.9 / 21.5 / 24.8 39.9 / 11.6 / 24.9 72.5

Same Tokenizer 33.3 28.3 / 14.5 / 26.3 48.9 / 25.7 / 45.6 42.9 / 20.3 / 35.1 49.7 / 21.7 / 25.0 39.7 / 12.3 / 24.3 73

New Tokenizer 32.9 27.8 / 14.3 / 25.9 48.9 / 25.8 / 45.6 42.7 / 19.6 / 34.7 49.4 / 21 / 24.3 39.1 / 11.2 / 24.5 71.5

GLGE-Medium

Baselines 33 28.5 / 14.5 / 26.4 48.5 / 25.5 / 45.2 43.2 / 20.0 / 34.9 49.2 / 20.9 / 24.6 39.0 / 12.2 / 23.9 71.2

Same Tokenizer 32.6 28.1 / 14.3 / 26.1 48.4 / 25.3 / 45.0 41.2 / 19.0 / 33.8 49.1 / 21.1 / 24.6 39.1 / 11.9 / 24 71.4

New Tokenizer 32.7 28.2 / 14.4 / 26.2 48.4 / 25.4 / 45.1 42.2 / 19.3 / 34.1 49.1 / 20.4 / 24.1 38.8 / 12.2 / 23.6 72.4

GLGE-Hard

Baselines 28.9 29.9 / 14.7 / 27.5 41.3 / 18.4 / 38.3 40.1 / 16.9 / 32.0 45.7 / 17.5 / 21.6 35.8 / 10.0 / 20.9 51.7

Same Tokenizer 29.2 30.9 / 14.8 / 28.2 41.2 / 18.6 / 38.1 39.1 / 16.4 / 31.6 46.1 / 17.5 / 21.7 37.2 / 10.9 / 21.3 53.3

New Tokenizer 29.1 29.8 / 14.7 / 27.5 41.4 / 18.6 / 38.3 40.1 / 17.0 / 32.0 46.3 / 17 / 21.4 36.5 / 10.9 / 21.2 53.1

Table 4.7: BART models evaluated against GLGE datasets. We extend a pre-trained BART

model with our proposed tokenisation schemes. Same Tokenizer utilises a vocabulary that is un-

changed from an original tokenisation model for auxiliary encoding. New Tokenizer trains a new

tokenisation model and utilises a newly learned vocabulary for auxiliary encoding. R = ROUGE, B

= BLEU, M = METEOR.
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discuss and analyse our experiments with these combined approaches.

Definitions. We refer the reader to Sections 3.2.3 and 4.3 for full methodological details on our

individual objectives. For completeness, we introduce the loss functions as previously defined, prior

to presenting our amalgamated definitions.

• NLM only: L = Lnlm

• LM + MTP + NLM: L = Llm + Lmtp + Lnlm

• Additional Tokenisation: L = Lorig + Lext

Given these three loss functions, we create two new model variants:

• NLM + Additional Tokenisation: L = Lorig_nlm + Lext_nlm

• LM + MTP + NLM + Additional Tokenisation: L = Lorig_lm + Lorig_mtp + Lorig_nlm +

Lext_lm + Lext_mtp + Lext_nlm

To clarify, these loss functions incorporate the auxiliary decoder model with the two noisy language

modelling objectives. In the NLM case, both the main and auxiliary decoder now receive noisy/cor-

rupted inputs, with the auxiliary decoder receiving corrupted inputs from the artificial tokenisation

scheme. The model is now optimised to predict the de-noised version of the corrupted inputs across

both decoders. Similarly, the LM + MTP + NLM model duplicates these objectives across both

the main and auxiliary decoder. This leads to a model which has 3 classification heads, where each

classification head receives input from both the main and auxiliary decoder (being fed tokens from

the original and artificial tokenisation schemes respectively).

Experiments. Considering near parity in performance between the Same and New Tokenizer

approaches shown in Section 4.4, we utilise the computationally cheaper Same Tokenizer approach

for our joint variants.

Experimentation set-up is structured in a similar way to Section 3.2.4.3 and 4.4. However, we do

not investigate the joint approach with pre-trained models. This is because the NLM experiments

showed marginal improvements when applied to pre-trained models, and the artificial tokenisation

experiments showed no improvements in these instances. Experiments reported below opt to utilise

the longest segmentation strategy, due to its highest performance as reported in Table 4.2. Regarding

the experiments themselves, we first present results on Multi30k. This is followed by a table of results

for the IWSLT and WMT datasets. Finally, we present results using our new model variants on the

GLGE-dataset.

Results. Scores in Table 4.8 exhibit mixed results. While some improvements are noted, they are

not uniformly distributed across all language pairs and model configurations. In the case of the
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DE-EN EN-DE FR-EN EN-FR

Baseline - 6 layer 41 38.5 51.3 58.1

Baseline - 7 layer 41.3 38.8 51.5 58.3

NLM 41.6 39.2 51.9 58.6

LM+NLM+MTP 42.1 39.7 52.2 58.6

Artificial (Same Tokenizer) 42.2 39.4 52 58.6

NLM + Artificial 42.2 39.2 51.7 58.7

LM+NLM+MTP + Artificial 42.4 40 51.8 58.7

Table 4.8: Multi30k BLEU-4 scores. Model is trained with the NLM (§3.2.3) and artificial

tokenisation (§4.3) objectives. The segmentation strategy used for these experiments is longest

segmentation.

Dataset IWSLT 14 WMT 16

Language Pair DE-EN EN-DE DE-EN EN-DE RO-EN EN-RO

Baselines 32.2 26.7 30.4 26.5 32.4 32.4

NLM 32.5 27.7 31.2 27.1 32.6 32.8

LM+NLM+MTP 34 27.9 31.2 27.2 33.2 33.3

Artificial (Same Tokenizer) 33.9 27.7 31.2 27.1 33.3 33.3

NLM + Artificial 34.3 27.9 31.1 27.0 33.3 33.7

LM+NLM+MTP + Artificial 34.6 28.2 31.2 27.0 33.6 34

Table 4.9: Table of BLEU-4 scores for IWSLT and WMT datasets. Model is trained with

the NLM (§3.2.3) and artificial tokenisation (§4.3) objectives. The segmentation strategy used for

these experiments is longest segmentation.

Germanic language pairs, the joint variants yield the highest score improvements, suggesting a ben-

eficial interaction. Though part of this can be explained by the syntactic and semantic complexities

of the language, a further hypothesis may be that Multi30k is a simple dataset, and these models

are plateauing at peak performance for these parameter sizes.

Table 4.9 presents the results of our joint variants on larger translation datasets, which are inherently

more complex than Multi30k. From this table, it is observed that the Germanic language pairs (DE-

EN and EN-DE) in the WMT 16 dataset do not exhibit significant improvements with the joint

objective, which contrasts with the results observed in the smaller datasets like IWSLT and WMT

RO<>EN.

Regarding quantitative improvement, the introduction of our strongest joint model improves per-
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formance by 4.2% and 1%, on average, across the baseline model and strongest non-joint models.

We emphasise the raw performance improvements of our methodology against the lower resource

datasets – for example, on IWSLT, we notice a 2.4 and 1.5 BLEU-4 score increase in the DE<>EN

language pair, and a 1.2 and 1.6 BLEU-4 score increase in WMT 16 RO<>EN. This outcome indi-

cates that the joint objective’s effectiveness may be more pronounced in datasets where complexity

is introduced due to data sparsity, such as other low and mid-resource translation datasets.

In Table 4.10, we investigate generalisation abilities of our joint models by evaluating performance

of the aforementioned variants on the uni-lingual GLGE dataset. Results are positive. In almost

all cases, we observe objective improvement over previously established baselines. As with prior

conclusions, performance improvements are especially pronounced as dataset complexity increases.

On average, across all difficulties, our joint variants improve performance by 2.9% over the previous

highest scoring models. Despite the additional training complexity, at inference our models have

zero computational overhead as a standard baseline model, since they both utilise the same number

of parameters. Given this context, our best performing models, typically LM + MTP + NLM

+ Artificial, increase performance by 14.5% over a standard Transformer baseline across varying

generative tasks.

Family Summarisation QG QA

Dataset CNN/DM Gigaword XSUM SQuAD MSQG CoQA

Metrics Avg R1/R2/RL RL/B4/M F1

GLGE-Easy

Baselines 22.5 39.7 / 16.5 / 36.9 47.0 / 24.1 / 43.8 26.6 / 8.1 / 21.1 27.6 / 3.4 / 9.2 25.1 / 4.2 / 14.7 12.09

NLM 23.8 41.3 / 18.4 / 38.3 47.6 / 24.8 / 44.4 31.7 / 11.3 / 25.3 28.6 / 3.6 / 9.2 26.2 / 4.5 / 14.8 11.22

LM + MTP + NLM 24.3 41.3 / 18.7 / 38.4 47.5 / 24.8 / 44.4 31.4 / 11.1 / 25.1 28.8 / 3.79 / 9.43 30.5 / 6.19 / 17.6 10.35

Artificial (Same Tokenizer) 23.6 39.4 / 17.0 / 36.9 47.3 / 24.4 / 44.1 30.0 / 10.1 / 23.9 28.6 / 3.6 / 9.6 26.8 / 4.6 / 15.4 15.3

NLM + Artificial 24.7 40.7 / 17.8 / 37.9 47.9 / 24.9 / 44.6 32.1 / 11.6 / 25.6 29.2 / 3.6 / 9.8 30.4 / 5.86 / 18.0 15.1

LM + MTP + NLM + Artificial 25 41.4 / 18.7 / 38.5 47.7 / 24.8 / 44.5 32.2 / 11.8 / 25.7 29.6 / 3.8 / 10.3 31.0 / 6.73 / 17.9 15.8

GLGE-Medium

Baselines 19.7 32.0 / 8.15 / 29.6 45.8 / 23.0 / 42.7 22.3 / 5.49 / 17.9 26.3 / 2.52 / 8.2 24.0 / 3.02 / 12.4 11.2

NLM 21.7 38.7 / 15.4 / 36.0 45.9 / 23.3 / 42.9 24.4 / 6.53 / 19.3 28.1 / 3.52 / 8.87 25.2 / 3.82 / 14.1 10.82

LM + MTP + NLM 22.6 39.0 / 15.7 / 36.3 46.3 / 23.7 / 43.3 28.2 / 8.96 / 22.4 29.7 / 3.78 / 9.44 25.6 / 4.6 / 14.0 10.82

Artificial (Same Tokenizer) 21.1 32.8 / 8.4 / 30.2 46.3 / 23.4 / 43.1 27.8 / 8.48 / 21.9 29.0 / 3.57 / 9.06 24.2 / 3.65 / 12.9 12.9

NLM + Artificial 22.7 38.9 / 15.8 / 36.1 46.6 / 23.8 / 43.5 29 / 9.19 / 23.1 28.2 / 3.44 / 9.03 24.7 / 3.92 / 14.0 13.5

LM + MTP + NLM + Artificial 23 39.5 / 16.8 / 36.8 46.7 / 23.9 / 43.5 29.1 / 9.4 / 23.1 29.1 / 3.68 / 9.36 25.4 / 4.12 / 14.1 13.6

GLGE-Hard

Baselines 14.6 24.4 / 6.5 / 19.3 36.1 / 14.0 / 33.4 16.4 / 2.24 / 13.2 26.2 / 1.06 / 7.17 16.0 / 1.24 / 7.66 9

NLM 15.8 26.3 / 6.9 / 24.4 38.4 / 16.1 / 35.6 18.3 / 2.77 / 14.6 26.9 / 1.18 / 6.97 16.2 / 1.19 / 7.27 9

LM + MTP + NLM 16.7 30.3 / 7.12 / 27.7 38.2 / 15.9 / 35.5 21.3 / 4.5 / 17.1 26.7 / 1.39 / 7.57 16.0 / 1.38 / 6.99 9

Artificial (Same Tokenizer) 16.6 29.5 / 6.7 / 26.9 37.0 / 14.5 / 34.3 22.4 / 5.13 / 17.9 26.4 / 1.32 / 7.19 17.2 / 1.47 / 7.98 9

NLM + Artificial 17.1 31.1 / 7.69 / 28.4 38.5 / 16.1 / 35.7 23.5 / 5.3 / 18.7 26.8 / 1.35 / 7.22 15.8 / 1.51 / 7.50 9

LM + MTP + NLM + Artificial 17.4 31.7 / 7.95 / 29 38.6 / 16.3 / 36.0 24.0 / 5.73 / 19.2 27.1 / 1.4 / 7.32 16.5 / 1.51 / 7.47 9

Table 4.10: Table of results for the GLGE benchmark trained with the NLM and artificial

tokenisation objectives. Our noisy language modelling (NLM) objective is introduced in §3.2,

and artificial tokenisation objectives in 4.3. R = ROUGE, B = BLEU, M = METEOR.
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4.5 Future Work and Conclusions

To summarise our key takeaways from this chapter, we explored an auxiliary objective for natural

language generation tasks. The auxiliary objective leverages non-determinism in the training of

Byte-Pair Encoding model to provide additional tokenisation forms to the target sequence. We

experimented with this objective by implementing a small secondary decoder that is jointly trained

with the encoder and main decoder. The auxiliary decoder is utilised to reconstruct the new BPE

segmentation. We test multiple different tokenisation schemes, finding the longest segmentation

scheme to be the most performant scheme. We evaluated our auxiliary decoder on larger generative

datasets (translation and GLGE) using the longest segmentation tokenisation scheme. Results were

positive, providing up to 12.8% metric improvement in complex generative datasets when employing

a transformer baseline. However, when fine-tuning larger pre-trained models, evidence pointed to

no benefit from utilising our token manipulation technique.

We subsequently experimented integrating the previously introduced Noisy Language Modelling

objectives with the artificial tokenisation scheme. In this case, we noticed up to a 14.5% increase

when our methodology was compared to a baseline transformer.

These results, whilst positive, open questions worthy of further investigations. We outline two

categories for future work. The first category is experimental: Our method harboured positive

results for low and mid resource datasets. Is this a generalisable phenomenon? Additionally, is

there a better choice of segmentation schemes based on language’s complexity? Future work could

investigate the performance of these models on the many low resource translation datasets that exist.

Finally, when considering the lack of performance improvement on pre-trained baselines, we are also

curious whether pre-training an artificial tokenisation model from scratch would lead to downstream

improvement.

The second category of work is algorithmic. Unfortunately, our additional tokenisation methodology

introduced an increase in the number of parameters during training. We question whether there is a

way to leverage additional tokenisation schemes without a parameter increase. One such method may

be to utilise a special language identifier token to implicitly determine which tokenisation scheme

to decode with. If this method is successful, multiple forms of segmentation for one input sentence

may allow a strategy of multiplying the regularising benefits of this method.

In relation to our research questions, this Chapter focused on answering our first two research ques-

tions: whether the token manipulation can benefit results based on where it has been implemented,

and if so, how much improvement does this token manipulation strategy provide when compared

with another manipulation approach. Regarding the former, we witness absolute performance ben-

efits when integrating an additional (artificial) tokenisation scheme into the model. This model
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manipulates tokens on the output side, rather than the input side. Performance improvements on

generative tasks were, on average, 8.2% higher than baseline models. Therefore, we posit that output

side token manipulation is a viable stratagem for improving generative natural models. Comparing

whether input side or output side token manipulation is more effective is challenging considering

the limited data we have across the ‘sides’ token manipulation can be employed. Nevertheless, if we

evaluate our best performing NLM method (average performance improvement: 11.4%) against our

artificial tokenisation method (8.2%), we observe that the LM + MTP + NLM method is 39.0%

more effective.
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Guiding Visual Question Generation
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In Chapters 3 and 4, we introduced token manipulation strategies in uni-modal tasks. In this chap-

ter, we investigate a token manipulation strategy in a multi-modal task: Visual Question Generation

(VQG). Fundamentally, VQG aims to generate a question given the contents of an image. Conse-

quently, the dynamics of this multi-modal task diverge significantly from the uni-modal generative

tasks investigated previously.
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Most prior work in VQG utilised latent variable models for non-deterministic generation. Some of

these approaches were (unknowingly) token manipulation approaches. In this Chapter, we specifi-

cally investigate token manipulation by attempting to impute valuable tokens during the modelling

process. Our approaches generally fall into two categories: explicit and implicit. The explicit variant

performs a random selection of valuable tokens to feed into the model. The implicit variant utilises

discrete latent variables in an attempt to learn which tokens may be most valuable for decoding.

5.1 Introduction

In recent years, the AI research community has experienced a significant increase in interest for

multimodal tasks. Prior to the inception of Foundation models (e.g. Ramesh et al. (2021); Alayrac

et al. (2022); Yuan et al. (2021)), most works in this field focused exclusively on downstream tasks.

Examples of these tasks include Visual Question Answering (VQA) (Antol et al., 2015; Anderson

et al., 2018), Multimodal Machine Translation (Specia et al., 2016; Elliott et al., 2017; Barrault

et al., 2018; Caglayan et al., 2019), and Image Captioning (IC) (Vinyals et al., 2015; Karpathy and

Fei-Fei, 2015; Xu et al., 2015). These tasks involve the processing and understanding of multiple

types of data, in this case text and images, to perform specific functions.

One such multimodal task, Visual Question Generation (VQG) (Zhang et al., 2016; Krishna et al.,

2019; Li et al., 2018), aims to generate relevant questions based on an input image. Although

it has gained some attention, VQG remains relatively under-researched compared to its textual

counterpart. The existing literature on this topic has explored various approaches to improve the

quality of generated questions by augmenting or incorporating additional information as input.

A popular approach within the VQG (and language-only QG) literature is answer-aware question

generation. This method involves providing the ground truth answer to a target question, which

has been shown to be beneficial in learning to generate more specific and non-generic questions

(Pan et al., 2019). Krishna et al. (2019) pointed out that requiring an answer to generate questions

violates a realistic scenario. Instead, they proposed a latent variable model using answer categories

to help generate the corresponding questions. We align ourselves with this philosophy, and thus

focus our work on controllable language generation. In our work, we augment inputs beyond just

an image, aiming to condition a model on concepts it should generate a question for. Importantly,

we attempt to keep the problem grounded to a realistic scenario during inference. More specifically,

whilst the model can be trained on any permutation of images, captions, answer categories and

target questions, during inference, we only provide the model with a respective image and data that

can either be generated by a model (e.g. object features or captions) and/or trivially provided by a

human (i.e. answer category).
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Additionally, we note that VQG is not a bijection and can be considered a higher entropy version

of IC. Both tasks attempt to decode an utterance from an image, yet the cardinality of the set of

questions that can be generated from an image is higher than the cardinality of captions that can

be generated for an object-centric image. Despite the object-centric nature of IC, works such as

Mahajan et al. (2020), Karpathy and Fei-Fei (2014) and Li et al. (2020) have investigated guiding

the caption generation via explicit information at decode time. For example, given an image with

multiple detected objects, we can ask a guided captioning model to generate a caption based on one

of the detected objects. Such a methodology has yet to applied to VQG.

To expand on the above, we explore VQG from the perspective of ‘guiding’ a question generator.

Guiding has shown success in image captioning (Zheng et al. (2018) and Ng et al. (2020b)), and

in this VQG work we introduce the notion of ‘guiding’ as conditioning a generator on inputs that

match specific chosen properties from the target. We use the answer category and objects/concepts

based on an image and target question as inputs to our decoder. We propose our explicit guiding

approach to achieve this goal. We additionally investigate an implicit guiding approach which

attempts to remove the dependency on an external actor (see more below).

The explicit variant (Section 5.3.1) is modelled around the notion that an actor can select a subset of

detected objects in an image for conditioning the generative process. Depending on the application,

this selection could be done by a human, an algorithm or chosen randomly. For example, imagine

either an open-conversation chat-bot or a language learning app. In the chat-bot case, a human

may show the bot a picture of something. The bot may use randomly sampled concepts from the

image (e.g. an object-detected tree) to ask a human a question upon. In the language learning case,

the human may wish to select certain concepts they want the generated question to reflect. For

example, they might select a subset of animal-related objects from the whole set of detected objects

in order to generate questions for teaching the animal-related vocabulary in a language learning

setting. Alongside the objects, the actor may also provide, or randomly sample, an answer category

to the question generator.

The implicit variant (Section 5.3.2), on the other hand, is motivated by removing the dependency

on the aforementioned actor. We provide two methodologies for our proposed implicit variant. The

first uses a Gumbel-Softmax (Jang et al., 2016) to provide a discrete sample of object labels that

can be used for generating a question. The second method employs a model with two discrete latent

variables that learn an internally-predicted category and a set of objects relevant for the generated

question, optimised with cross-entropy and variational inference (Kingma and Welling, 2014; Miao

et al., 2016).

Human evaluation shows that our models can generate realistic and relevant questions, with our

explicit model almost fooling humans when asked to determine which, out of two questions, is the
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generated question. Our experiments and results are presented in Section 5.5.

Throughout the development of this work, we recognized the importance of sharing our advancements

with the broader community. However, at the inception of our project, there were no existing

tools that facilitated the easy distribution of complex, ‘multi-step’ AI models. In response to this

challenge, we created a specialized software development kit (SDK) designed specifically to enable

model developers to share their work through a user-friendly visual interface. This SDK not only

simplifies the process of model sharing but also enhances collaborative opportunities within the field.

We provide a detailed discussion of this development and its implications for the AI community in

Chapter 6 of this thesis.

To summarise, our main contributions are:

• The first work to explore guiding using object labels in Visual Question Generation

• A novel generative Transformer-based set-to-sequence approach for Visual Question Generation

• The first work to explore discrete variable models in Visual Question Generation

• A substantial increase in quantitative metrics - at the time of publication, our explicit model

improves the current state of the art setups by over 9 BLEU-4 and 110 CIDEr.

5.2 Background

5.2.1 Visual Question Generation

VQG is a relatively new field in the realm of multimodal AI research. The pioneering work in this

area was introduced by Zhang et al. (2016), who utilised an RNN based framework in combination

with model-generated captions to produce questions related to given images. Specifically, their model

had 4 components: A visual feature encoder, a text feature encoder (i.e. captions), a question type

encoder/classifier, and a question decoder. After extracting vision and textual information from an

image, the authors employed their question type classifier to identify what type of question (i.e.

who, what, when, where, why, how) the decoder should generate. The combination of visual, textual

and categorical features were conditioning information for the question decoder. This approach laid

the foundation for subsequent research in the VQG domain.

Despite the interesting research challenges it poses (e.g. highly non-bijective), only a few studies

have delved deeper into VQG since the initial paper. A notable contribution to the VQG field is by

Fan et al. (2018), who demonstrated the successful application of a Generative Adversarial Network

(GAN) for VQG systems. By employing GANs in this context, the authors were able to generate

non-deterministic and diverse outputs, leading to a richer set of questions that better address various
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aspects of the input image. However, GANs have faced challenges when it comes to text generation,

partly due to the discrete nature of text data.

On the other hand, Variational AutoEncoders (VAEs) have shown more promise for text generation

tasks. VAEs are a class of generative models that learn the underlying structure of the data by

encoding it into a latent space and then decoding it back into the original data format. This

approach has proven effective in various natural language generation applications, including VQG,

due to its ability to capture the underlying structure and diversity of the data.

In their work, "Creativity: Generating Diverse Questions using Variational Autoencoders," Jain

et al. (2017) utilised Variational Auto-Encoders (VAEs) in the VQG domain for the first time. The

authors implemented an encoder-decoder architecture that incorporates a latent space, aiming to

generate diverse and creative questions from images.

During the training process, the variational distribution Q is modelled using an RNN-based en-

coder, specifically an LSTM. This encoder processes both an image encoding and a ground truth

question, subsequently estimating the mean and variance for the latent space. With the sampled

latent information and the image encoding serving as conditioning information, the decoder — an

autoregressive LSTM model — is responsible for generating the questions. Assuming a functioning

model, every new latent sample should result in different questions. Training is performed in typical

VAE fashion (Section 2.7 and Kingma and Welling (2014)), and during inference, the authors discard

the encoder and use the decoder as just mentioned.

Despite differing motivations, subsequent works (e.g. Misra et al. (2017); Yang et al. (2018)) demon-

strated success when re-framing the VQG problem as answer aware (i.e. feeding the ground truth

answer as conditioning input to a model). The presence of an answer encourages models to produce

informative non-generic questions, additionally facilitating the discovery of new concepts within the

image Pan et al. (2019). Despite some literature attempting to remove the answer-dependency, some

newer work also focuses on answer aware VQG (e.g. Xu et al. (2021); Xie et al. (2021)). We note this

as interesting, because requiring an answer for generating a question is an impractical requirement

- why do we need a question if we already know the answer?

An intriguing work in the VQG domain is presented by Krishna et al. (2019), who developed a

novel approach for generating diverse questions without explicitly requiring an answer during the

inference phase. Instead, they utilise answer categories as input to their model, in addition to the

image and answer. For example, if the answer is “yellow,” the corresponding answer category would

be “colour.”

Their innovation lies in the use of a mutual information objective across two distinct latent spaces: a

variational latent space, used during training, and a generative latent space, utilised during inference.
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The variational latent space is conditioned on both the image and the answer, while the generative

latent space requires only the answer category and the image. A key part of their objective is to

minimise the Kullback-Leibler (KL) divergence between the two latent spaces. The central idea

behind this minimisation is to encourage the model to treat answer categories as equally informative

as the answers themselves, thereby enabling the generation of diverse questions that are still grounded

in the image’s content.

By employing this innovative approach, the authors demonstrated that it is possible to generate

diverse and relevant questions in the VQG domain without relying on explicit ground truth answers

during inference. Other works which are also answer un-aware are Patro et al. (2018), Patro et al.

(2020) and Uppal et al. (2020). Regarding the latter, Uppal et al. (2020) employed answer categories

created by Krishna et al. (2019) with a VAE-like setup. However, both their model and results fall

short when compared to prior work.

Patro et al. (2018, 2020) introduces a few works in this field, though we question the effectiveness

of their evaluation strategy for both of their works. In the former work, the authors introduce a

differential network that combines visual and textual data. This network learns by contrasting pairs

of input images and captions, capturing their differences to generate context-specific questions. The

model is trained using a triplet loss function, ensuring questions are relevant to the target image-

caption pair while being distinct from a random negative pair. In the latter work, the authors present

a novel approach using a deep Bayesian network. The core concept is to minimise the uncertainty

of a mixture of cues, incorporating place expert, caption expert, and tag expert modules. The place

expert extracts spatial and semantic information, the caption expert leverages model-generated

captions, and the tag expert uses object tags for additional context. By integrating these three

experts, the deep Bayesian network claims to effectively combines multiple visual and textual cues.

Despite the potential of VQG as a research area, its under-explored nature, combined with the

promising and diverse results of VAEs, has resulted in a slow adoption of Transformer models in the

field. The first work to incorporate Transformers in VQG was presented by Scialom et al. (2020).

The authors employed a relatively simple approach compared to previous methods, using a pre-

trained BERT model and fine-tuning it for the multimodal task of VQG. As input, they utilised

captions generated by a model. Object features from the work of Anderson et al. (2018) were also

provided as input. This approach demonstrates that cross-modal transfer may provide utility for

VQG.

5.2.2 Discrete Latent Variables

As will be expanded on in subsequent sections, discrete latent variables form a core part of our

methodology. Discrete variable models are ideal for tasks which require controllable generation (Hu
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et al., 2017) or ‘hard’ indexing of a vector (Graves et al., 2016). To expand, discrete latent variables

provide a more structured and interpretable representation of the underlying data, which can be

particularly beneficial when dealing with tasks that demand controlled generation or precise indexing.

In the context of controlled text generation, discrete variables facilitate fine-grained manipulation

of the output, allowing the model to better adhere to specific constraints or attributes.

Over the years, multiple methods in the ML literature have been proposed to achieve discretisa-

tion. For example, in the NLP GAN literature, SeqGAN (Yu et al., 2016) and MaskGAN (Fedus

et al., 2018)) commonly use REINFORCE (Williams, 1992) to overcome differentiability issues with

discrete outputs.

One popular approach to discretisation is Gumbel-Softmax (Jang et al., 2016), which allows for

discrete sampling while maintaining differentiability during training. Gumbel-Softmax is particularly

advantageous in that it enables gradient-based optimisation for discrete latent variables, mitigating

the challenges associated with non-differentiable operations. This method is based on the Gumbel-

Max trick and introduces temperature parameters that control the degree of discreteness in the

output distribution, allowing for a smooth approximation to the discrete sampling process. As the

temperature parameter approaches zero, the Gumbel-Softmax distribution converges to a one-hot

vector, effectively achieving the desired discretisation.

In this work, we use a Gumbel-Softmax approach to sample a distribution over objects. At inference

time, given a set of object tokens, learning this ‘hard’ distribution allows the model to internally

sample a subset of objects that produce the most informative question. Our variational model

additionally learns a generative and variational distribution that allow the model to implicitly learn

which objects are relevant to a question and answer pair whilst incorporating non-determinism for

diverse outputs.

5.3 Methodology

In this section, we introduce the shared concepts of our explicit and implicit model variants, before

diving into the variant-specific methodologies (Section 5.3.1 & 5.3.2).

For both variants, we keep the VQG problem grounded to a realistic scenario. That is, during

inference, we can only provide the model with an image, and data that can either be generated by

a model (e.g. object features or image captions) and/or trivially provided by an actor (i.e. answer

category and a selected subset of the detected objects). However, during training, we are able to use

any available information, such as images, captions, objects, answer categories, answers and target

questions. In our implicit variant, we employ latent variable models to minimise divergences between

feature representations of data accessible at train time but not inference time. This framework is
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inspired by Krishna et al. (2019). In Appendix A.4, we discuss the differences of input during

training, testing and inference.

Formally, the VQG problem is as follows: Given an image ĩ ∈ Ĩ, where Ĩ denotes a set of images,

decode a question q. In the guided variant, for each ĩ, we also have access to textual utterances,

such as ground truth answer categories and answers. The utterances could also be extracted by an

automated model, such as image captions Li et al. (2020), or object labels and features Anderson

et al. (2018). In our work, answer categories take on 1 out of 16 categorical variables to indicate the

type of question asked. For example, “how many people are in this picture? ” would have a category

of “count” (see Krishna et al. (2019) for more details).

Text Encoder. For encoding the text, we use BERT (Section 2.5.2; (Devlin et al., 2018)) as a pre-

trained language model (PLM). Thus, for a tokenized textual input S̃ of length T , we can extract a

D-dimensional representation for s̃t ∈ S̃: X = PLM(S̃) ∈ RT×D.

Image Encoder. Given an image ĩ, we can extract object features, f ∈ Rko×2048, and their

respective normalized bounding boxes, b ∈ Rko×4, with the 4 dimensions referring to horizontal

and vertical positions of the feature bounding box. Following the seminal methodology of Anderson

et al. (2018), ko is usually 36. Subsequent to obtaining these features, we encode the image using

a Transformer (Vaswani et al., 2017), replacing the default position embeddings with the spatial

embeddings extracted from the bounding box features (Krasser and Stumpf, 2020; Cornia et al.,

2019). Specifically, given f, b from image ĩ: i = Transformer(f, b) ∈ Rko×d.

Text Decoder. We employ a pre-trained Transformer decoder for our task (Wolf et al., 2020). Fol-

lowing standard sequence-to-sequence causal decoding practices, our decoder receives some encoder

outputs, and auto-regressively samples the next token, for use in the next decoding timestep. Our

encoder outputs are the concatenation (; operator) of our textual and vision modality representa-

tion: X = [S; i] ∈ R(T+ko)×d, and our decoder takes on the form: q̂ = Decoder(X), where q̂ is the

predicted question.

In this work, we primarily focus on a set-to-sequence problem as opposed to a sequence-to-sequence

problem. That is, our textual input is not a natural language sequence, rather an unordered set

comprising of tokens from the answer category, the object labels, and the caption. How this set is

obtained is discussed in the following section. Due to the set input format, we disable positional

encoding on the PLM encoder (Text Encoder in Figure 5.1).

5.3.1 Explicit Guiding

As mentioned in Section 5.1, the explicit variant requires some actor in the loop (Figure 5.1a). Thus,

in a real-world setting, this model will run in two steps. Firstly, we run object detection (OD) and
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(a) Architecture of our explicit model. Given an image, first an object detection model is used to extract

object labels and object features; a captioning model is used to generate relevant captions. Questions and

answers are concatenated to filter the conceptual information from generated objects and captions. Next,

the filtered concepts are combined with the category as the input to the text encoder; the extracted object

features are fed into an image encoder. Finally, the outputs from the text encoder and the image encoder

are fused into the decoder for question generation.
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(b) Architecture of our implicit model. Similar to the explicit model, first an object detection model is

used to extract object labels and object features. Object labels are sent to a non-linear MLP after which

a Gumbel-Softmax is applied to obtain the discrete vector ‘Scores’. The Scores are then used to mask the

object labels and predict a category. The masked object labels and predicted category are then sent to the

text encoder. The outputs are fused with the image encoder outputs and sent to the decoder.
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(c) Architecture of our variational implicit model. After the object detection model extracts the object

labels and object features, they are sent to the variational and generative encoders. The variational encoder

is used at train time only, and also receives the question and answer pair. Depending on whether we’re

training or in inference, we sample a discrete vector z from the respective distribution. z is then used to

mask the object labels. This variant then follows the same methodology as its non-variational counterpart.

For this sub-figure only, the dashed lines indicate training.

Figure 5.1: Architecture of the explicit model (a), implicit model (b), and variational implicit model

(c)
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image captioning (IC) over an image and return relevant guiding information to the actor. The actor

may then select or randomly sample a subset of objects which are sent to the decoder to start its

generation process. If the actor opts for a random sample strategy, no human is needed during the

inference process (see Appendix A.4 for examples).

To enable this setup, we create paired data based on the guided notion. At a high level, our

approach creates this data in three steps: 1) obtain object labels; 2) obtain concepts via IC; 3) filter

the conceptual information based on a question-answer (QA) pair. More specifically, given an image,

we first extract object labels following the work of Anderson et al. (2018). Then, we obtain a caption

sequence using a captioning model (Li et al., 2020). Given this sequence, we remove stop words and

concatenate the caption tokens with the aforementioned object labels. This information is then

converted to a set. Subsequently, to emulate the involved actor, we filter the obtained candidate

information based on the ground truth QA pair. Formally,

objects = OD(i) ∈ Rko

cap = CaptionModel(i) ∈ RTcap

cap = rmStopWords(caption) ∈ R<Tcap

candidate_concepts = set(objects; cap) ∈ RTcc

(5.1)

Here, OD stands for an object detector model, rmStopWords is a function which removes the stop

words from a list, and set is a function which creates a set from the concatenation (the ; operator) of

the detected objects and obtained captions. cap stands for caption. The set is of size Tcc < ko+Tcap.

Using this obtained candidate_concepts set, we run our filtration process.

Once the set of candidate concepts has been constructed, we filter them to only retain concepts

relevant to the target QA pair. After removing stop words and applying the set function to the

words in the QA pair, we use Sentence-BERT Reimers and Gurevych (2019) to obtain embeddings

for the candidate QA pair and candidate_concepts (Eq 5.1). We subsequently compute a cosine

similarity matrix between the two embedding matrices, and then select the top k most similar

concepts. The chosen k concepts, S̃, are always a strict subset of the candidate concepts that are

retrieved using automated image captioning or object detection. This process emulates the selection

of objects an actor would select in an inference setting when given a choice of possible concepts,

and creates paired data for the guided VQG task. We now concatenate an answer category to S̃:

S = PLM([S̃; category]) ∈ RT×d.

With text encoding S, we run the model, optimizing the negative log likelihood between the predicted

question and the ground truth. Note that the concatenation in the decoder below is along the

sequence axis (resulting in a tensor ∈ RT+ko×d).
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q̂ = Decoder([S; i])

L = CrossEntropy(q̂, q)
(5.2)

5.3.2 Implicit Guiding

We now introduce our experiments for the implicit variant for VQG (Figure 5.1b). This variant

differs from its explicit counterpart as it aims to generate questions using only images as the in-

put, while internally learning to predict the relevant category and objects. Mathematically, the

explicit variant models q̂ = p(wt|i, S̃, category, w0, ..., wt−1; θ) where S̃ and category are obtained

as described in Section 5.3.1. During inference, the implicit variant instead attempts to model

q̂ = p(wt|i, ẽobj , ecat, w0, ..., wt−1; θ) where ẽobj , ecat are not explicitly fed into the model. Rather,

they are determined internally as defined in Equation 5.6.

Given an image, we apply the same object detection model as in the explicit variants to extract

object labels, which are then encoded using an embed layer. Formally,

objects = OD(i) ∈ Rko

eobj = embed(objects) ∈ Rko×d
(5.3)

Since we would like the implicit model to learn relevant objects for an image internally, we project

each object in eobj to a real-valued score:

scores = MLP(eobj) ∈ Rko (5.4)

Subsequently, we apply a hard Gumbel-Softmax (Jang et al., 2017) to obtain predictions over selected

objects. Because Gumbel-Softmax samples from a log-log-uniform distribution, stochasticity is now

present in our sampled objects. To sample k objects, we tile/repeat scores k times before inputting

it into the Gumbel-Softmax. z̃, our k-hot sampled objects vector, is then used to mask object

embeddings for use in decoding:

z̃ = gumbel-softmax(scores, k) ∈ Rko

ẽobj = z̃ ∗ eobj ∈ Rko×d
(5.5)

Where ∗ denotes element-wise multiplication. Categories can also be a strong guiding factor and

instead of making it an explicit input, we build a classifier to predict possible categories. In this

variant, ẽobj is used as an input to both our text encoder, and the MLP responsible for the category

prediction:
S = PLM(ẽobj) ∈ Rko×d

p( ˆcat|ẽobj) = softmax(MLP(ẽobj)) ∈ Rkcat

(5.6)
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Using the one-hot representation of the predicted category (i.e. ecat = one-hot(p( ˆcat|ẽobj))), we

can concatenate our image, PLM representation of objects, and predicted category to feed into

the decoder: q̂ = Decoder([i;S; ecat]) ∈ RTq̂ . However, during training, we teacher force against

the ‘gold’ set of objects, S̃ (obtained using candidate_concepts in Equation 5.1). Training and

optimization thus follow:

q̂ =Decoder([i; S̃; ecat]) ∈ RTq̂

L =CrossEntropy(q̂, q)+

CrossEntropy(p( ˆcat|ẽobj), cat)+

StartEnd(ẽobj , S̃)

(5.7)

where StartEnd is a BERT QA-head style loss (Devlin et al., 2018) that uses binary cross entropy

for each k in ẽobj .

Variational Implicit. (Figure 5.1c). Hypothesising that ground-truth QA pairs might provide

information useful to selecting objects, we additionally attempt to extend our model to incorporate

QA pairs to learn a latent variational distribution over the objects. However, since QA pairs can

only be used during training to learn a variational distribution, we introduce another generative

distribution that is only conditioned on the images and extracted objects. We borrow the idea

from latent variable models to minimise Kullback-Leibler (KL) divergence between the variational

distribution and generative distribution, where the variational distribution is used during training

and the generative distribution is used in inference.

Continuing from Equation 5.3, we build two matrices, Mgen and Mvar. The former is a concatenation

of the image features and object embeddings, and the latter the concatenation between the encoded

QA pair and Mgen. Depending on whether we’re in a training or inference regime, the CLS token of

the relevant matrix is used to sample a mask, z̃, which is subsequently applied on the aforementioned

object embeddings:
Mgen = encode([eobj ; i]) ∈ R2ko×d

eqa = embed(Q;A) ∈ RTqa×d

Mvar = encode([eqa;Mgen]) ∈ R(2ko+T qa)×d

qϕ(z|Mgen,Mvar) = MLP(MCLS
gen ;MCLS

var ) ∈ Rko

pθ(z|Mgen) = MLP(Mgen) ∈ Rko

z̃ = gumbel-softmax(z, k) ∈ Rko

ẽobj = z̃ ∗ eobj ∈ Rko×d

(5.8)

where qϕ(z|Mgen,Mvar) is the variational distribution, pθ(z|Mgen) is the generative distribution,
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and MLP denotes a multilayer perceptron for learning the alignment between objects and QA pairs.

encode is an attention-based function such as BERT (Devlin et al., 2018). From here, our method-

ology follows on from Equation 5.6. However, our loss now attempts to minimise the ELBO:

L = E[log pθ(q̂|z, ˆcat)]

−DKL[qϕ(z|MCLS
gen ,MCLS

var )||pθ(z|MCLS
gen )]

+ log p( ˆcat|Mvar)

5.4 Experiments

5.4.1 Datasets

We use the VQA v2.0 dataset1 (Antol et al., 2015) (CC-BY 4.0), a large dataset consisting of all

relevant information for the VQG task. We follow the official VQA partition, with i.e. 443.8K

questions from 82.8K images for training, and 214.4K questions from 40.5K images for validation.

Following Krishna et al. (2019), we report the performance on the validation set as the annotated

categories and answers for the VQA test set are not available.

We use answer categories from the annotations of Krishna et al. (2019). The top 500 answers in the

VQA v2.0 dataset are annotated with a label from the set of 15 possible categories, which covers

up to 82% of the VQA v2.0 dataset; the other answers are treated as an additional category. These

annotated answer categories include objects (e.g. “mountain”, “flower”), attributes (e.g. “cold”, “old”),

colour, counting, etc.

We report BLEU (Papineni et al., 2002b), ROUGE (Lin, 2004b), CIDEr (Vedantam et al., 2015),

METEOR (Lavie and Agarwal, 2007), and MSJ (Montahaei et al., 2019) as evaluation metrics. The

MSJ metric accounts for both the diversity of generated outputs and the n-gram overlap with the

ground truth utterances.

5.4.2 Comparative Approaches

We compare our models with four recently proposed VQG models Information Maximising VQG

(IMVQG; supervised with image and answer category) (Krishna et al., 2019), What BERT Sees

(WBS; supervised with image and image caption) (Scialom et al., 2020), Deep Bayesian Network

(DBN; supervised with image, scenes, image captions and tags/concepts) (Patro et al., 2020), and

Category Consistent Cyclic VQG (C3VQG; supervised with image and answer category) (Uppal

et al., 2020).

We follow IMVQG’s evaluation setup because they hold the current SoTA in VQG for realistic

inference regimes. We omit Xu et al. (2021) and Xie et al. (2021) from our table of results because
1https://visualqa.org/
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these models follow an unrealistic inference regime, requiring an explicit answer during training

and inference. Our baseline is an image-only model, without other guiding information or latent

variables.

5.4.3 Implementation Details

In Section 5.3 we described the shared aspects of our model variants. The reported scores in Section

5.5 use the same hyperparameters and model initialisation. Our model uses a batch size of 128, and

a learning rate of 3e-5 with an Adam optimiser. BERT Base (Devlin et al., 2018) serves as our PLM

encoder with the standard 12 layers and 768 dimensions. The decoder is also pre-trained (following

Wolf et al. (2020); Scialom et al. (2020)). To encode the images based on the Faster-RCNN object

features (Ren et al., 2015; Anderson et al., 2018), we use a Transformer with 6 layers and 8 heads.

The dimensionality of this model is also 768. Empirically, for both variants, we find k = 2 to be the

best number of sampled objects. All experiments are run with early stopping (patience 10; training

iterations capped at 35000) on the BLEU-4 metric.

Scores reported (in Section 5.5) are from the highest performing checkpoint. We use the PyTorch

library and train our model on a V100 GPU (∼ 1.5 hours per epoch).

5.5 Results

We present quantitative results in Table 5.1 and qualitative results in Figure 5.2. We evaluate the

explicit, implicit, and variational implicit models in a single-reference setup, as the chosen input

concepts are meant to guide the model output towards one particular target reference.

5.5.1 Quantitative Results

Starting with the explicit variant, as seen in Table 5.1, we note that our image-only baseline model

achieves a BLEU-4 score of 5.95. We test our model with different combinations of text features to

identify which textual input is most influential to the reported metrics. We notice that the contri-

bution of the category is the most important text input with respect to improving the score of the

model, raising the BLEU-4 score by more than 11 points (image-category) over the aforementioned

baseline. However, whilst the BLEU-4 for the image-object variant is 2.3 points lower, it outper-

forms the image-category variant by 3.9 points on the diversity orientated metric MSJ-5 - indicating

that the image-category variant creates more generic questions. As expected, the inclusion of both

the category and objects (image-guided) outperforms either of the previously mentioned models,

achieving a new state-of-the-art result of 24.4 BLEU-4. This combination also creates the most

diverse questions, with an MSJ-5 of 57.3.
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Model
BLEU CIDEr METEOR ROUGE MSJ BERTScore (F1)

1 2 3 4 3 4 5

Comparative

IMVQG (z-path)† 50.1 32.3 24.6 16.3 94.3 20.6 39.6 47.2 38.0 31.5 91.0

IMVQG (t-path) 47.4 29.0 19.9 14.5 86.0 18.4 38.4 53.8 44.1 37.2 90.6

WBS‡ 42.1 22.4 14.1 9.2 60.2 14.9 29.1 63.2 55.7 49.7 91.9

DBN 40.7 - - - - 22.6 - - - - -

C3VQG 41.9 22.1 15.0 10.0 46.9 13.6 42.3 - - - -

image-only 25.9 15.9 9.8 5.9 41.4 13.5 27.8 52.2 42.8 36.0 -

Explicit

image-category 40.8 29.9 22.5 17.3 131 20.8 43.0 64.2 55.5 48.8 -

image-objects 34.7 25.0 19.1 15.0 130 19.4 36.9 67.4 59.2 52.7 -

image-guided 46.3 36.4 29.5 24.4 214 25.2 49.0 71.3 63.6 57.3 93.0

image-guided-random 23.6 12.1 5.75 2.39 17.6 10.8 24.2 62.3 52.6 45.0 -

Implicit

image-category 28.4 17.5 11.3 8.5 42.8 13.5 30.7 51.8 42.9 36.4 -

image-guided 33.8 24.0 18.3 14.2 123 19.1 35.9 66.7 58.9 52.5 -

image-guided-pred 25.3 14.9 9.1 6.3 27.3 11.6 27.3 52.0 44.0 38.1 -

image-guided-random 21.3 11.4 6.3 3.6 23.1 10.7 22.2 61.7 52.8 45.9 -

Variational Implicit

image-guided 33.9 23.5 16.8 12.6 113 18.8 35.6 64.2 56.3 49.8 92.3

image-guided-pred 22.6 12.5 6.9 4.1 24.3 11.2 23.0 58.6 49.3 42.4 -

image-guided-random 19.8 10.7 5.9 3.3 19.6 10.0 21.3 58.8 50 43.4 -

Table 5.1: Single reference evaluation results. “*-guided” refers to the combination of category and

objects. In the explicit variant only, objects refers to the subset of detected objects and caption

keywords, filtered on the target QA pair. † indicates an unrealistic inference regime, using answers

as input for question generation. ‡ WBS scores are from single reference evaluation based on the

VQA1.0 pre-trained “Im. + Cap.” model provided by the authors. We provide the BERTScore result

which we have access to at the time of this work’s first submission. We did not submit BERTScore

results in our accepted publication, hence missing results.

We also test our hypothesis that guiding produces questions that are relevant to the fed in concepts.

This is tested with ‘image-guided-random’ variant. This variant is the same trained model as ‘image-

guided’, but uses k = 2 random concepts from a respective image instead of using the ground truth

question to generate concepts. Our results show that guiding is an extremely effective strategy

to produce questions related to conceptual information, with a BLEU-4 score difference of over

20 points. We refer the reader to Section 5.5.3 for human evaluation which again validates this

hypothesis, and Section 5.3.1 for an explanation of why guiding is valid for evaluating VQG models.

We evaluate the implicit models as follows. The implicit image-category variant does not predict
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any objects internally. It uses all image features and object embeddings alongside the category

supervision signal as described in Equation 5.7. The implicit image-guided models use the ‘gold’

objects at inference (See Section 5.3.1). If these variants fit the ‘gold’ objects well, it indicates that

their generative abilities are suitable for guiding/conditioning on predicted or random objects. The

image-guided-pred variants are evaluated using internally predicted objects - and the model variant

that would be used in a real inference setting. Finally, the image-guided-random variants are fed in

random object labels at inference.

For implicit guiding to be a valid methodology, we need to validate two criteria: 1) Successfully

conditioning the decoder on guiding information; 2) Better than random accuracy of object pre-

diction/selection. Note that intuitively, the implicit model is expected to perform worse than the

explicit model in terms of the language generation metrics. This is because of the inherently large

entropy of the relevant answer category and the objects given an image. However, if the learned

distributions over the categories and objects can capture the relevant concepts of different images,

they may benefit the question generation when compared with image-only.

According to Table 5.1, by predicting just an answer category and no objects (image-category), the

proposed implicit model beats the image-only baseline. The BLEU-4 score difference is less than 1

with the best performing WBS model (Scialom et al., 2020) – which also generates questions without

explicit guided information.

As mentioned above, we can evaluate the implicit model by either feeding the ‘gold’ objects obtained

as described in Section 5.3.1, or by the internally predicted objects as described in Section 5.3.2.

These form the variants image-guided and image-guided-pred respectively. For both the implicit

and variational implicit models, image-guided is expected to perform the best. Results validate

this, showing a performance of 14.2 and 12.6 BLEU-4 respectively. Importantly, the relatively high

scores of these guided models (compared to the comparative approaches) show that these models

can successfully be conditioned on guiding information.

We also notice that for both types of implicit models, image-guided-pred outperforms image-guided-

random. Specifically for the non-variational implicit, we see a higher BLEU-4 score difference of 2.7.

Interestingly, despite this BLEU-4 difference being higher than its variational counterpart, there is a

trade-off for the diversity-orientated MSJ metric. This indicates that although generated questions

are discretely ‘closer’ to the ground truth, similar phrasing is used between the generated questions.

In fact, an acute case of this phenomenon occurs for the image-category variant where the BLEU-4

variant is higher than image-guided-pred or image-guided-random. In this case, qualitative analysis

shows us that the higher BLEU-4 score can be attributed to the generic nature of the generated

question. Failure cases of automatic evaluation metrics in NLP is discussed further in (Caglayan

et al., 2020).
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Figure 5.2: Qualitative Examples. The ground truth is the target question for the baseline, implicit

and explicit. The examples of explicit variant uses image-guided whereas the implicit is using the

non-variational image-pred.

To satisfy the ‘better than random accuracy of object prediction/selection’ criteria previously out-

lined, we measure the overlap of the k predicted objects vs k ‘gold’ object labels. These ‘gold’ object

labels are obtained similarly to the explicit variant (Section 5.3.1), however the caption tokens are not

fed to the filtering process. Random accuracy for selecting objects is 12.5%. Our overlap accuracy

on implicit image-pred is 18.7% - outperforming random selection. Variational implicit image-pred

failed to outperform random accuracy.

5.5.2 Qualitative Results

Qualitative results are shown in Figure 5.2 and 5.3. Figure 5.2 depicts how outputs from different

model variants compare to ground truth questions. Without any guiding information, the image-

only variant is able to decode semantic information from the image; however, this leads to generic

questions. The implicit variant, for which we also report the predicted category and objects, mostly

generates on-topic and relevant questions. Focusing on the explicit variant, we witness high-quality,

interesting, and on-topic questions.

In Figure 5.3, we depict how well our explicit image-guided variant handles a random selection of

detected objects given the image. This experiment intends to gauge the robustness of the model to

detected objects which may fall on the low tail of the human generating question/data distribution.

To clarify, humans are likely to ask commonsense questions which generally focus on obvious objects

in the image. By selecting objects at random for the question to be generated on, the model has to
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deal with object permutations not seen during training, and categories that are invalid for an image.

Analysing the outputs, when viable categories and objects that are expected to fall in a commonsense

distribution are sampled, the model can generate high quality questions. Interestingly, we observe

that when the sampled objects are not commonsense (e.g. “ears arms” for the baby and bear

picture), the model falls back to using the object features instead of the guiding information. This

phenomenon is also witnessed when the sampled category does not make sense for the image. For

example, 531086/1 has animal as the sampled category. Because no animal is present in the image,

this category isn’t valid for the image. The generated question then correctly relies on the object

labels and visual modality to generate a valid question given the image. Similarly for 490505/2.

There are some cases where a sampled object/concept is not valid given an image. For example,

at least one of the objects in 22929/1, 41276/1, 531086/2, 281711/1, 490505/1 is not valid. In this

case the model usually relies on the other available guiding information, prioritising the category

information (e.g. 531086/2). In rare cases, the model has failure cases where some of the valid

sampled objects may not be used in the generated question (e.g. 293705/2 and 490505/2).

The concept extractor utilises a pre-trained image captioning model and object detector model. This

may lead to an accumulation of downstream errors, especially if the data fed into the pre-trained

models are from a significantly different data generating distribution than those used to train the

model. In this erroneous case, the model will likely fallback to rely on the image modality and

category information to produce a generic question (e.g. 22929/1, 22929/2, 531085/1, 293705/2).

Unseen Questions. We evaluate the novelty of the generated outputs of our baseline model, the

variational implicit image-guided, the explicit image-guided, and the random-explicit variants by

checking whether generated questions during testing appeared in the training data. Overall, we find

that all models generate novel questions. These models respectively generate 383, 785, 9343 and

11810 novel questions. As a percentage of the 151693 distinct questions in the training set, these are

0.25%, 0.52%, 6.2% and 7.8% respectively. Some examples of novel questions are: ‘how many people

are in the reflection of the mirror?’ and ‘what is the gender of the person with the pink umbrella?’

5.5.3 Human Evaluation

We ask seven humans across four experiments to evaluate the generative capabilities of our models.

Experiment 1 is a visual Turing test: given an image, a model-generated question and a ground truth

question, we ask a human to determine which question they believe is model-generated. Experiment

2 attempts to discern the linguistic and grammatical capabilities of our model by asking a human

to make a binary choice about whether the generated question seems natural. Experiment 3 shows

a human an image alongside a model-generated question (explicit variant). Then, we ask the human

106



Baseline Implicit V-Implicit Explicit

Experiment 1 34.3% ± 0.1 47.1% ± 0.12 36.7% ± 0.08 44.9% ± 0.08

Experiment 2 95.9% ± 0.03 76.6% ± 0.16 89% ± 0.09 93.5% ± 0.06

Experiment 3 - - - 77.6% ± 0.09

Experiment 4 - - - 74.1%/40.0% ± 0.07/0.18

Table 5.2: Human evaluation results (and standard dev.)

to make a choice about whether the generated question is relevant to the image (i.e. could an

annotator have feasibly asked this question during data collection). Finally, Experiment 4 judges

whether objects are relevant to a generated question. The experiment is set up with true-pairs and

adversarial-pairs. True-pairs are samples where the shown objects are the ones used to generate the

question. Adversarial-pairs show a different set of objects than those which generated the question.

If more true-pairs are marked correct (i.e. if at least one of the objects is relevant to the generated

question) than the adversarial-pairs, then our model successfully generates questions on guiding

information.

In experiment 1, a model generating human-level questions should be expected to score 50%, as a

human would not be able to reliably distinguish them from the manually created questions. Our

results (Table 5.2) show the explicit and non-variational implicit model outperforming the varia-

tional implicit and baseline variants, fooling the human around 45% of the time. Whilst not yet at

the ideal 50%, the explicit approach provides a promising step towards beating the visual Turing

Test. Experiment 2 evaluates the grammatical plausibility of the generated questions. In general,

all models perform extremely well in this experiment, with the baseline variant generating gram-

matically correct sentences 96% of the time. This is expected, as the baseline typically falls back to

decoding easy/generic questions. Experiment 3, is evaluated on our best performing model (explicit

image-guided). Here, 78% of the generated questions are marked as relevant/on-topic given an

image. Finally, experiment 4 ’s results show true-pairs marked as correct vs adversarial-pairs (incor-

rectly) marked as correct. Since the former is larger than the latter - 72% vs 42%, the model can

successfully use guiding/object information to create on-topic questions.

5.6 Future Work and Conclusions

We presented an input-side token manipulation approach to Visual Question Generation (VQG) by

introducing guiding. Guiding allows for the generation of questions that focus on specific chosen

aspects of the input image. We introduced three variants for this task: the explicit, implicit, and

variational implicit. The former generates questions based on an explicit answer category and a set
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of concepts from the image. In contrast, the latter two discretely impute these concepts internally,

receiving only the image as input. The explicit model achieves SoTA results when evaluated against

comparable models. Qualitative evaluation and human-based experiments demonstrate that both

variants produce realistic and grammatically valid questions.

Despite performance improvement, both the explicit and implicit models leave room for improve-

ment. In the explicit variant, we question how much information the model is utilising from the

image itself. That is – if we were to omit visual inputs, and only condition our model on text, would

we notice similar performance? Improvements for our implicit variant typically focus on improv-

ing the variational and generative distributions. Alongside additional loss terms to supervise the

predicted category and selected objects, we believe using attention may be an effective strategy for

improving the aforementioned distributions. To expand, an MLP is currently employed to generate

qϕ and pθ (Equation 5.8). We could augment these MLPs to utilise cross-attention and self-attention

respectively. For the generative distribution, pθ, a query vector built from Mgen could be computed

against key and value vectors generated from Mgen. The computation for the new variational dis-

tribution, qϕ, could utilise the aforementioned query vector and apply cross attention against key

and value vectors generated from Mvar.

Outside of algorithmic improvements to these models, we are excited about the development of a

Neural Artist system. A Neural Artist would take a prompt from a human, and iteratively generate

a question and image from the prompt. At every iteration, a human could answer the model’s

question in order to inform the next round of generation.

Tying this chapter’s work back to our research questions, we initially discuss our third outlined ques-

tion: Are token manipulation strategies useful when working with different modalities? Succinctly –

yes. Our work is influenced by prior work (e.g. Krishna et al. (2019)) which utilised input-side token

manipulation to demonstrate performance improvement. Our work built upon these findings and

demonstrated that an explicit form of token manipulation significantly improved performance over

previously established comparative approaches. In the implicit variants, we demonstrate that token

manipulation plays a positive role compared to a vanilla implementation without token manipulation

(i.e. ‘image-only’ in Table 5.1). The results for our explicit, implicit and variational implicit variants

improved performance by 122%, 82.5% and 72.4% respectively, compared to a baseline image-only

model (computed over BLEU-4 scores). These performance improvements quantitatively answer our

first and second research questions: input-side token manipulation is valuable to models, and can

lead to a substantial performance improvement.
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22929 

 

 
41276 

 
531086 

Ground 
Truths 
(truncated 
@ 5) 

 is the bear bigger than the 
baby? 
is the baby showing the bear 
love? 
what is the child sitting 
with? 

how many planes are there? 
is this a boeing 737? 
is the sky blue? 
how many propellers on the 
plane? 
is this a single engine aircraft? 
is the landing gear visible? 
 

do the cabinets have handles? 
what room is this? 
do they wash dishes by hand? 
are there any magnets on the fridge? 
is there a coffee maker in the photo? 

Explicit 1. Sampled Category: 
1. Sampled Objects: 
1. Generated Question: 
 
 
 
2. Sampled Category: 
2. Sampled Objects: 
2. Generated Question: 

spatial 
baby jacket 
which of the two bears's 
arms is closer to the 
camera? 
 
activity 
ears arm 
what is the baby doing? 

material 
cockpit tail 
what is the landing gear made of? 
 
 
 
count 
wings sky 
how many clouds are in the sky? 

animal 
door wall 
what is the only colorful object on the 
wall? 
 
 
binary 
book door 
is there a dishwasher in the picture? 

 Valid category for image? 
On topic with category? 
On topic with objects? 
Valid question for image? 

✅      ✅ 
✅      ✅ 
❌      ❌ 
✅      ✅ 

✅      ✅ 
✅      ✅ 
✅      ✅ 
❌      ✅ 

❌      ✅ 
❌      ✅ 
✅      ❌ 
✅      ✅ 

     
   

 
281711 

 
490505 

 

293705 

Ground 
Truths 
(truncated 
@ 5) 

 where are the paper towels 
hanging at? 
is this a museum? 
is there a plant? 
what type of flooring do you 
see? 

what color is not included in the 
roses? 
has the envelope been opened? 
what color is the envelope? 

is the electric bill being paid? 
would you pay money for staging? 
what color is the sofa? 

Explicit 1. Sampled Category: 
1. Sampled Objects: 
1. Generated Question: 
 
 
 
2. Sampled Category: 
2. Sampled Objects: 
2. Generated Question: 

attribute 
television door 
is the refrigerator door open 
or closed? 
 
 
location 
counter magnet 
what is on top of the 
counter? 

location 
ground flowers 
where is the vase? 
 
 
 
food 
flower counter 
what is the red and white item?  

attribute 
living room, books 
what pattern is on the couch? 
 
 
 
shape 
counter leg 
what shape is the rug? 

 Valid category for image? 
On topic with category? 
On topic with objects? 
Valid question for image? 

✅      ✅ 
✅      ✅ 
✅      ✅ 
✅      ✅ 

✅      ❌ 
✅      ❌ 
✅      ❌ 
❌      ❌ 

✅      ✅ 
✅      ✅ 
✅      ❌ 
✅      ✅ 

Figure 5.3: Qualitative outputs from explicit variant being fed random guiding information. Failure

cases are also shown.
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Chapter 6

feather – an SDK for building visual

interfaces for models

6.1 Introduction

Over the last decade or so, research and interest in machine learning (ML) has grown exponentially.

This growth has led to the development and adoption of specialised tools which provide a significantly

better development experience. Typically, these tools target one part of the multi-part modelling

pipeline. For example, PyTorch Paszke et al. (2019) targets the model building itself; Weights &

Biases Biewald (2020) targets experiment tracking and model versioning.

Until 2021, very few popular tools existed that allowed model developers (MDs) to easily share their

models with other people (model consumer; MC). The most common way of doing so was to upload

code to a public repository (e.g. GitHub) and provide instructions to technical MCs in order to

recreate a published model. Another alternative is for the MD to create a front-end that enables

both technical and non-technical MCs to interact with the model. Unfortunately, in either case, the

incentives for MDs are not clear. From the perspective of the MD, the former case is considerably

less work. However, there are multiple drawbacks. It: 1) makes the model inaccessible to those

without coding ability; 2) places a responsibility on the MD to maintain the repository; 3) requires

an MC to have the relevant hardware to use the model.

Additionally, anecdotal evidence has shown that for a technical MC to qualitatively use and test

the model, hours of setup may be required. These problems can largely be solved with a custom

front-end, but: 1) it requires the MD (or their team) to understand front-end and back-end technolo-

gies; 2) requires maintainers to ensure the quality of service (including scaling infrastructure when
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Figure 6.1: Left: An example feather script that deploys an image classifier. Right: The UI rendered

by the feather script. ‘my_classifier’ (line 11) is an inference function that runs a classification model.

It is regular Python code that can call any library (e.g. PyTorch, Tensorflow etc.)

necessary); 3) is out-of-scope based on current conventions for ML research; 4) requires a financial

commitment from the MD or their affiliated lab for hosting models.

The overarching effect of the above points is two-fold: 1) AI research in general loses transparency as

it becomes (unnecessarily) harder to verify results; 2) MDs who are ideating may be deterred from

diving deeper into their ideas as practical or technical barriers prevent them from using a model for

small-sample inference, let alone training a model from scratch. Both of these points ultimately lead

to a slower rate of production and adoption of AI.

At the time of feather’s inception, we were able to find only 2 tools which allowed MDs to visually

share their code via a component-based SDK: Gradio (Abid et al., 2019) and Streamlit (Treuille

and Teixeira, 2018). We discuss these further in Section 6.2. Both tools faced restrictive drawbacks.

A common drawback was the lack of support for multi-step models. That is, a model which is

composed of multiple sub-models within it, where each sub-model requires human interaction. For

example, a guided image captioning system (e.g. Ng et al. (2020a)) may require a human to explicitly

select objects they want captions for before generating a caption. That is, after inputting an image,

an object detector outputs a list of detected objects for a human to control the caption generation

upon. A human then selects a subset of objects as input to a conditional caption generation model.

Otherwise, Gradio used to only allow MDs to share their models for 6 hours at a time. These

models were hosted directly on the MDs machine - thus exposing a myriad of security issues. Long

lived/Gradio hosted models required a premium subscription levied on the MD. HuggingFace Spaces

(Wolf et al., 2020) was released during feather’s development process. These largely solved the

aforementioned issues.

Despite this, feather was envisioned to be more than a place to simply share your models via a UI.

Within the direct scope of our SDK, we can:
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• Run models through a UI

• Execute these models programmatically via an API. feather can also automatically generate

documentation for these APIs.

• Deploy multi-step models (with built in state management that allows users to re-run or refresh

steps)

• Automatically model versioning

feather was designed to have natural extensions that could ease the deployment workflow for an MD

and further democratize AI research. Specifically, we developed our SDK such that the following

features could be supported. + indicates a research-based feature (we refer to these often through

the paper):

• Automatic evaluation against held out datasets +

• Provide a ModelOps like experience, where the MD can visualise incoming data to counter-act

model/concept drift.

• Fine-tuning as a service. That is, allow MCs to upload data to fine-tune a model that an MD

has published.

• For UI based execution, enable MCs to provide feedback on the model predictions per sample

uploaded. MDs may then be able to use this now-labelled data to augment their dataset or

model. Future extensions could have first-party support for RLHF (Christiano et al., 2017).

• Optionally require MCs to pay per execution (thus financially incentivizing MDs to maintain

and upkeep their models).

• Group models by task and/or dataset to allow easy access. Coupled with the aforementioned

automatic evaluation point, this allows us to build leaderboards for different tasks and/or

datasets. +

• Embedding models on different websites

• Permission sharing of models (e.g. Private/Unlisted/Public) and team-oriented features

The rest of this chapter is structured as follows. In Section 6.2 we provide an overview of the alternate

approaches to solve the aforementioned problems. This section is followed by a compilation of our

learnings across various different professions. Subsequently, in Section 6.4 we dive into technical and

implementation details on our system. Section 6.5 discusses improvements directly related to the

SDK.
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6.2 Related Work

As hinted at in Section 6.1, there are solutions of varying level of difficulty which allow an MD

to share a model. Here, we introduce these solutions and discuss key differences where possible.

Between 2021 and early-2022, when feather was actively being developed, we found only 3 tools that

had considerable community adoption: Gradio, Streamlit, and Replicate.

6.2.1 Gradio

Gradio’s (Abid et al., 2019) core contribution is similar to feather’s - a simple-to-use SDK that

allows researchers to build shareable interfaces/webpages for their models. At the time of feather’s

development, Gradio lacked support for features that feather provided out of the box: Server-based

hosting (N.B. this was a paid feature); multi-step execution; API-based execution. In order, server-

based execution allows an MD to upload their models to an external server as opposed to hosting

the model on their own machine. This solves an array of security flaws and enables a model to be

accessed at any time, instead of the temporary 6 hours connection provided by Gradio. Examples of

security flaws may involve a malicious MD storing personal information uploaded by an MC. They

may also involve a malicious MC entering eval statements in the MDs code; since the models are

not executed in a sandboxed environment, this may pose a threat to the MDs machine. However,

HuggingFace Spaces now solves the problem of self-hosting. (discussed further in Section 6.2.3).

Multi-step execution enables deploying models that require at least 1 human interaction in the

model pipeline. Examples may include Vedd et al. (2021) and Jiang et al. (2022). API-based

execution allows a model to be used programmatically for high-throughput inference.

6.2.2 Streamlit

Streamlit (Treuille and Teixeira, 2018) is a product for sharing data apps. Similar to Gradio and

feather, Streamlit allows you to define components in Python code to be rendered onto a webpage.

Streamlit focuses its effort on single-step execution. At some point during feather’s development,

Streamlit released its “state” feature. The state feature enables MDs to run callback functions upon

an input change. Thus, it may be utilized execute models which require multiple steps.

Streamlit’s value as a place to build web interfaces and share models is clear. However, it lacks the

support for programmatic execution of models via an API. As a result, you cannot automatically

evaluate models against a dataset. Additionally, it positions itself as a product and has shows no

intention to support the research based features outlined in the features in Section 6.1.
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6.2.3 HuggingFace Spaces

Around mid 2021, HuggingFace Spaces (Wolf et al., 2020) (henceforth Spaces) was released. Spaces

allows hosting and sharing of ML apps made by community members or organisations. Crucially,

it itself is not an SDK used to create interfaces for models. Rather, it is a service that allows MDs

to upload their models which have interfaces created by Streamlit or Gradio. Spaces alleviates the

self-hosting deployment procedure of Gradio (see Section 6.2.1) and provides a user with a clean

URL to their model (e.g. huggingface.co/spaces/<username>/<modelname>). With respect to

UI-based execution, feather = Spaces + Gradio.

Spaces allows execution on CPU or GPU. CPU execution is always free, however GPU execution

levies a cost on the MD. One difference between feather and Spaces is that we attempt to reverse this

cost by levying a cost on the MC. Another difference is that Spaces only allows UI-based execution of

models. Similar to the drawbacks of Streamlit, this means that many of the research based features

outlined in Section 6.1 are not supported by Spaces.

6.2.4 Replicate

Replicate (organisation) (Jansson and Firshman, 2021) consists of 2 different sub-products: Cog

and the web-based tool Replicate. Cog is an open-source tool that allows MDs to containerize ML

models. Cog attempts to simplify the deployment process of an ML model through multiple means.

Alongside the containerisation process, an MD can define the inputs and outputs of their model

in Python, from which Cog automatically creating an OpenAPI schema. Cog will then use this to

automatically create a RESTful API. Cog additionally provides some deployment features, such as

queue workers and cloud storage. Though their roadmap does not indicate support for the research

based features we outlined in Section 6.1, their API-first philosophy means their product may be

extended to support these. Finally, Cog does not support multi-step models.

Recently, Replicate (organisation) released their web-based product, Replicate. Replicate enables

UI-based execution of a Cog container. We omit further discussion about Replicate as during

feather’s development and release, the web-based Replicate did not exist.

6.2.5 Self deployment

The most flexible approach of deploying a model is self-deployment and hosting. This allows an

MD to create interfaces which are fully bespoke to the model at hand. Though this category of

deployment does both allow API and UI-based execution of models, there are drawbacks to this

approach from both a product perspective and an MDs perspective. From a product perspective, it

is non-trivial to compare the model the MD has created to other models across different websites.

Hence research based features such as leaderboards and discoverability of models is severely limited.
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From the MD perspective, there is a significant trade-off in flexibility vs development time. Ignoring

any financial costs, the time cost of building an interface from scratch is lengthy, and many use

different technologies than what an MD is familiar with already. Management and scalability of

models and infrastructure is now also the MDs responsibility. Additionally, many features which

feather planned to support (e.g. data visualisation for the MD; model feedback from the MC to

MD) are features that would need to explicitly be built by the MD.

From an MCs perspective, they now have to discover the different websites that are create by MDs

- a central place to find models would not exist. Additional friction is also placed on the MC to

register and enter payment details for each different custom website/product/service they use.

6.3 User Research

feather’s feature set was developed after conducting a dozen 1 hour interviews with ML practitioners.

Strictly, practitioners are MDs, however our research uncovered that many MDs may also be MCs.

The practitioners ranged a variety of professions. Some were researchers, some hobbyists, and others

worked in industry settings. They had varying use-cases for a deployment tool such as feather,

however one common pain point that was highlighted was that of accessing and using models that

have been shared by others. Solving this problem was a core motivation for feather.

The rest of this section compiles the findings we made during our research process. We structure

our learnings as follows. We find segmenting the practitioners by profession is most natural. For

each segment, we present general learnings for the following questions: 1) Under what context do

you share your models; 2) How do you share them; 3) How do you maintain them; 4) Does your

work entail you using models that others have developed; 5) What problems do you face when using

other peoples models.

Researchers typically share their models alongside paper publications, despite this not being a

strict requirement for accepted work. They are motivated by encouraging innovation in the scientific

community, and value open source access because this is normally something that they have benefited

from as well. Their models are normally publicly shared on a version control website such as GitHub,

where source files and training instructions are provided. Researchers may or may not release model

weights. They often have intentions to maintain their code, but find that unless someone opens

an issue, the code will stay as-is. Researchers often utilise models developed by other researchers

to either extend the previous researchers contributions, or to test the models capabilities. In other

words, they are both MDs and MCs. Typically, researchers are frustrated at the disproportionate

time it takes to run inference on models that other researchers have released. This ‘disproportionate’

time exists for 2 reasons: 1) Issues with environments; 2) Lack of README and/or documentation
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in the released code.

Hobbyists are individuals who explore and utilise machine learning models out of personal interest

or for smaller-scale projects. They often share their models by building a custom interface and

hosting the binaries on a cloud-based service such as AWS. MCs may find these models through the

blogs, forums, or social media platforms that the hobbyists share them on. Hobbyists also leverage

existing open-source models and libraries and contribute to them when possible. The motivation of

up-keeping a model for a hobbyists varies on a person-to-person case. However, the following reasons

seem to be emerge as possible motivations: financial returns; being part of a technical community;

personal learning. Hobbyists frequently use models developed by others, as they often seek inspira-

tion and learn from existing projects. They may modify or extend these models to suit their own

use-cases or simply experiment with them to gain a deeper understanding. Similar to researchers,

they often experience problems setting up environments or lack of documentation. Additionally,

hobbyists may not have the same levels of resources as researchers or industry professionals. Thus,

executing larger models often proves challenging.

Industry Professionals work in various sectors, including healthcare, finance, and technology, and

they utilise machine learning models to solve real-world problems. These professionals typically share

their models internally within their organization or with clients. Whilst in the development process,

the most common way MDs ‘share’ their model with other internal stakeholders is screen sharing

and interacting with the model via CLI. If multiple people are working on the model code, version

control software such as GitHub is utilised. Once developed, MDs in industry use either proprietary

platforms or cloud-based services for model sharing and deployment. Industry professionals have

a strong focus on maintaining and updating their models to ensure optimal performance and to

meet business requirements. Some businesses also invest in ModelOps, ensuring that consumer

facing models remain at an adequate quality. At the time of conducting these interviews, they often

used models developed by others, either from research, other companies, or even internally. Some

professionals in this category did write custom model code themselves. Where possible, maintained

services were preferred because these types of models have been empirically validated by other

clients. Their largest concern with other peoples models were the lack of robustness, and potential

real world failure cases which have not been identified in the associated research paper.

As seen above, the problems these three segments of practitioners face when using other people’s

models are diverse, yet some common themes emerge. Environment setup issues and lack of docu-

mentation are prevalent across all three groups, indicating that more streamlined methods for sharing

models and clearer instructions on usage could significantly improve the user experience. Addition-

ally, concerns about robustness, resource requirements, and real-world applicability of shared models

were noted.
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By understanding these common pain points, feather’s feature set was designed to address the

specific needs of each user segment while also tackling the broader issues that affect the entire

machine learning community. feather was thus motivated to be a tool that simplified model sharing,

deployment, and maintenance.

6.4 Methodology

In this section we discuss underlying implementation details of feather. To be explicit, feather is

library agnostic. It is a system that publishes and executes code. Any framework (e.g. PyTorch,

Tensorflow, SKlearn etc.) may be utilised in the publisher’s code. In other words, feather’s archi-

tecture facilitates 2 key functions: model creation/publishing and model execution. To achieve this,

our system requires 4 components: an SDK (Section 6.4.1), a front-end web application and a model

runner (Section 6.4.5), and a back-end service (Section 6.4.4) which ties the system components

together. A diagram of how the different components interact with each other can be seen in Figure

6.2.

Reader’s are likely aware that ML models are based on mapping an input to an output. For

example, an input of a handwritten digit can be mapped to a class label of the digit, or an input of a

random noise vector can be mapped to some high-dimensional image. Some models may also require

multiple steps of execution before generating a final output. For example, Jiang et al. (2022), Ng

et al. (2020a) and Vedd et al. (2021). In the latter, the authors devise a visual question generation

(VQG) algorithm that has three steps: 1) Input an image; 2) An object detector outputs a set

of detected objects in the image; 3) A question generator uses a selected subset of these detected

objects to generate a natural language question. Aside from self deployment, the tools we outlined

in Section 6.2 do not support such a multi-step use case. Hence, we motivate the sub-sections below

with this example.

6.4.1 SDK

This component is a client-facing Python library that is publicly available. The SDK implements

feather’s component APIs which allows MDs to quickly share/deploy (multi-step) models. The SDK

is a core component of feather, as it is responsible for gathering rich metadata about the model,

its stages and its input and output bindings. It is additionally responsible for publishing the model

online. The gathered information is later used when executing the model.

Fundamentally, the Python SDK allows MDs to declaratively define the desired inputs of their

model with an object based component API. An MD will define a function for each step, and within

each function, will define the components they wish to be rendered on a web-page. Each of these
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Figure 6.2: The feather architecture is centred around 2 key functions: model creation/publishing

and model execution. The high level system diagram is shown here and comprises the following key

components:

The Python SDK is a client-facing python library. It implements feather’s component APIs which

allows MCs to quickly create multi-step models. Rich metadata about the model is generated, and

this information is later used when executing the model.

The Web Portal is single page application which allows unauthenticated users to browse and

execute available models. Authenticated users can use the portal to manage their published models.

The execution requires utilising the per-model metadata (created by the SDK during publishing) to

generate the UI dynamically for each model.

feather’s back end associated database, provides server-side functionality via a REST API. Both

the SDK and the Web Portal talk directly with this service (for authentication, data validation, etc)

to perform all actions on the feather platform.

The model runner is an AWS Lambda image that is dynamically created from a Base Image for

each model + dependencies type. The runner is loaded as needed to execute an MDs model. During

execution, the image is loaded and executed by the Lambda runtime in a sandbox environment for

safe execution of user-provided code.

sequential functions will receive the input that an MC has provided via the interface. Additionally,

the components also dictate the type of input that is expected from an MC. Knowing these types

enables us to use the code defined by the SDK to create an API with input type definitions that

can be programmatically executed.

Consider the VQG example listed above. Here, the MD will specify 3 functions. In the first func-

tion, the MD can use a File.Upload component to accept a specified number of image files (e.g.
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File.Upload(max=5, accept=[".jpg", ".png"]). This component will be rendered to a web-

page. The MC then interacts with the component by uploading up to 5 image files. These files

are now sent as input to the second function - accessible by the code the MD has written. In the

second function, the MD will consume these images and run an object detector model on them.

The object detector outputs a set of detected_objects in the image. The MD can now specify an

Image.WithSelectMulti(images: List[np.array], detected_objects: List[List[string]],

max=2) component to render a component which shows the N images alongside the n’th relevant

sublist from detected_objects. Once rendered, the MC can then select up to 2 detected ob-

jects per image. The selected objects are then sent to the 3rd step, where the MD will feed these

objects to a language generator, finally returning the outputs with an questions = model(images,

selected_objects); Image.View(images: List[array], questions: List[string]) compo-

nent.

A full example of the components we support thus-far are shown in Appendix A.5. Now that we

have motivated how users interact with the SDK, we discuss how we use the component specification

to publish a model.

1{"steps": [

2 {

3 "name": "upload_images",

4 "inputs": [

5 {

6 "component": "File.Upload",

7 "props": {

8 "max_files": 5,

9 "min_files": 1,

10 "title": "Upload images",

11 "types": [

12 ".jpg",

13 ".png"

14 ]

15 },

16 "schema": {...}

17 }

18 ]

19 },

20 {

21 "name": "select_objects",

22 "inputs": [

23 {

24 "component": "Image.WithSelectMulti",

25 "props": {...},

26 "schema": {
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27 "images": [

28 {

29 "attributes": [

30 {

31 "item": "string",

32 "selected": "bool"

33 }

34 ],

35 "data": "b64",

36 "name": "string"

37 }

38 ]

39 }

40 }

41 ]

42 },

43 {...}

44]}

Listing 6.1: Example JSON metadata produced by the feather SDK. In the first step, we have a

‘File.Upload’ component. The ‘props’ attribute contains meta-information that the API and front-

end will enforce. This information either comes from default values, or are specified by the MD as

parameters for a component they use via the SDK. The ‘schema’ attribute is the expected return

type of that component. For the ‘Image.WithSelectMulti’ component, we expect to recevie an object

called ‘images’. Each image in images has a base64 string and filename assoicated to it, alongside

an array of ‘attributes’ which indicates the items that have been selected by the MC. {...} indicates

information omitted for space reasons.

6.4.2 Metadata

The SDK generates JSON which contains the metadata of the MD’s model. The metadata includes,

for each model state/step, the inputs and outputs types for each step, alongside component-specific

configurations (e.g. number of files required for a ‘File.Upload’ input). With the exception of the first

step, the actual input and output data is dynamically communicated between the SDK and interface

and thus not included in the metadata. Example metadata can be seen in Listing 6.1. The SDK

captures model metadata about a model’s inputs and outputs via Pythons’s object introspection

coupled with the strongly typed feather components defined in the SDK. The metadata captured is

then used to generate the interactive UI for each input and output, as well as for data validation on

the server side during model execution.
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6.4.3 Publishing

Publishing is the process of uploading a model to the feather service, making it available in a user’s

library and for cloud based execution. An MD publishes their model using the feather SDK, which

communicates with the feather service transparently. The following steps are executing during a

publish:

1. The SDK begins running the model locally at the first step. As the model executes, the

metadata is generated for each step.

2. The SDK retrieves a publishing token from the feather service. This step both validates the

user’s credentials and registers the model and model version if required.

3. The SDK uploads the metadata JSON and the list of binary files to upload. The binary files

are any files needed to run the model (eg. weights, data files, etc...). For each binary file the

service returns a signed AWS S3 upload URL.

4. The SDK uploads each binary file to the provided upload URL

5. The SDK informs the feather service that upload is complete. The service validates each file

against the metadata, and then transfers the model and binary files from the staging to the

published storage.

6.4.4 Service

The feather service runs as an AWS ECS container and provides support for user and model manage-

ment, model publishing, as well as model execution. This small Go service exposes a REST API that

is used by the Python SDK during publishing and by the feather web app during model execution.

The bulk of the service comprises validation code for both the publishing and the execution path.

It is vital that all code is validated, all dependencies are tracked for the user uploaded python code,

and all inputs are validated against the model metadata. Without this, the service cannot return

precise error information to the MD, and multiple security vulnerabilities may be exploited.

Model versioning is also performed automatically by the service. As the MD publishes their model,

the service automatically creates new versions (based on a ‘name’ parameter the MD specifies during

the publishing process) and preserves the previous version and all uploaded artifacts. This provides

a rudimentary version control for MDs with simple roll-back and tagging. The MD can promote

a specific version to the the live version visible by MCs while continuing to iterate on the model

without fear of breaking anything. The versioning system is built on the fact that all resources

published by MDs are immutable.
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6.4.5 Running the model

Once a model has been published to the feather service, it can be executed via the feather web app.

On the back-end, execution happens in an AWS Lambda in a security sandbox, as executing the

model involves executing user provided Python code (which was uploaded during the publish phase).

In most cases, executing a multi-step model requires human interaction. Thus it cannot be achieved

in one-shot. Hence we design the system such that each step in the model defines its inputs and

outputs. Inputs are provided by the user, the model runs, and then outputs are returned. There is

no requirement to execute steps in order or straight away; each step runs as a completely new AWS

Lambda instance relying solely on its inputs & compiled-in dependencies to function. In fact, this is

exactly how feather supports API execution of models. Since the data transferred to and from the

front-end calls an underlying API, we can simply expose this API to end users.

Figure 6.3 further details how our front-end interacts with users and the SDK. To be explicit, the

front-end is where MCs will typically interact with the model (though they may also use the API).

An example UI can be seen in Figure 6.1. To render this UI, we require a method which maps the

components specified by the MD to web components. We achieve this by receiving the metadata

from feather’s back-end. As mentioned in Section 6.4.2, the metadata contains an object which

contains the components required for each step. Each component in each step additionally has

metadata associated with it (e.g. ‘max: 5’ for a File.Upload component). Our front-end loops over

each step object in the metadata, and then loops over the components in each step, rendering each

in the order specified. Once a user finishes interacting with a step, the data they enter is submitted

and subsequently executed by the feather service.

6.5 Areas for Improvement and Extensions

In this section we discuss the shortcomings of our SDK as a whole. We provide details on how these

shortcomings can be mitigated. Additionally, we outline extensions related to the SDK that could

provide desired features.

6.5.1 Dependencies

Through the Python code, an MD can import any package their model needs. The set of all directly

and indirectly imported packages comprise the code dependencies of the model. After publishing,

the MDs code is uploaded to feather’s backend and needs to be able to run successfully in an

AWS Lambda. As such the execution environment needs to contain the correct packages as well

as versions. The current implementation of feather uses a baked Model Runner Lambda Image

constructed manually to include a number of common Python packages. During model creation,
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Figure 6.3: Sequence diagram for a multi-step model execution highlighting how user interaction is

involved after each step.

the MD must only use the set of packages feather supports - although during our initial release, we

often updated our image to include any new requested packages.

This is obviously not ideal and a better approach is to scan the packages used by a model during

the publishing phase, subsequently uploading the dependency list and versions as part of the model

metadata. The feather service could then maintain a registry of AWS Images, all created dynam-

ically. Upon publishing a model, we could hash the package dependencies, and then look in the

registry for a matching Execution Image. If one is found, then it can be used for the model any time

it’s executed. If one is not found, then once could be created dynamically and added to the registry.

The act of baking the dependencies into the Lambda image is to avoid downloading and installing

anything during step execution. Avoiding this allows feather to execute a step in about 1 second.

6.5.2 GPU Inference

A worthwhile improvement is the support for GPUs during model execution/inference. The initial

implementation of the feather model runner relied on executing Docker Containers on AWS Lambdas.

Disregarding financial cost, there is technically nothing stopping a model runner using GPU Instances
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which would make inference much faster for large models. We envision that feather would support

both CPU and GPU model runners, and allow MDs to specify at model publishing time via the SDK,

what execution profile to use: low, medium or high performance; with high performance mapping

to GPUs. This would then be factored into any future pricing model when executing the models.

6.5.3 Richer Model Definitions

Currently, models which are defined by our SDK can only be executed in a linear fashion for the

number of steps that have been defined. This prevents programs that may want to conditionally

execute a model-step, or those that run a model-step recursively. One example may be a multi-

step image in-painting model where an MC in-paints a background before moving on to in-paint

the foreground. Here, the user may want to iteratively regenerate the background. Once they are

satisfied, the conditional branch the MD specified will allow them start generating the foreground.

Enabling this may be achieved in multiple ways. We could provide a flowchart-like visual interface

for MDs to create the execution logic of each step. Alternatively we can we could introduce new

types of model steps: a conditional step which switches between different functions based on the

input, and a recursive step which either allows the user to specify either the number of iterations,

or a break condition.

6.5.4 Fine-tuning as a Service

A further extension to the SDK can enable automatic fine-tuning of a base model. In this example,

the MD can specify the code to continue training their model alongside a schema of accepted data.

feather’s UI/API endpoint can then accept training data from the MC in the format of the defined

schema. The model runner can then generate a new fine-tuned model by training the base model

against the provided dataset.

6.6 Conclusion

In this section we introduced feather: an SDK that allows model developers to declaratively share

and deploy their models. This was motivated by the lack of reproducibility in machine learning, and

the pragmatic difficulties of a model developer exposing their model for easy inference. We outlined

the implementation details of our SDK, and how the deployed models may be executed either via a

UI or an API. Finally, we discussed additional improvements that could be made to the SDK.
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Chapter 7

Conclusion

This chapter provides an overall conclusion to the thesis, summarising the key findings from each

individual chapter and directly addressing the research questions posed at the outset (Chapter

1). Here, we synthesise the results and insights gained throughout the research, highlighting the

contributions of token manipulation in Natural Language Generation (NLG).

Chapter 3 investigated the impact of jointly optimizing a classification task with Masked Language

Modeling (MLM) and a standard classification objective. The positive results motivated the in-

corporation of this strategy into generative tasks, leading to the introduction of Noisy Language

Modeling (NLM). NLM manipulates tokens by adding noise to decoder-side inputs and aims to

reconstruct the ground truth target. This serves as a form of regularisation to potentially prevent

overfitting. The chapter also explored the combination of NLM with a Masked Token Prediction

(MTP) objective, achieving the best performance but at the cost of additional parameters. By itself,

the NLM objective demonstrated its effectiveness as a simple and computationally efficient method

to improve performance across multiple Transformer baselines.

Chapter 4 explored an auxiliary objective for NLG tasks that leverages non-determinism in the

training of Byte-Pair Encoding (BPE) models to provide additional tokenisation forms to the target

sequence. The chapter experimented with a small secondary decoder jointly trained with the encoder

and main decoder to reconstruct the new BPE segmentation. We introduced multiple artificial

tokenisation schemes, and found the longest segmentation scheme to be the most performant. The

auxiliary decoder provided up to 12.8% metric improvement in complex generative datasets when

employing a Transformer baseline. However, fine-tuning larger pre-trained models showed no benefit

from utilizing this token manipulation technique.

Chapter 5 presented an input-side token manipulation approach to Visual Question Generation
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(VQG) by introducing guiding. Guiding allows for the generation of questions that focus on specific

chosen aspects of the input image. Three variants were introduced: explicit, implicit, and variational

implicit. The explicit model generates questions based on an explicit answer category and a set of

concepts from the image, while the latter two discretely impute these concepts internally, receiving

only the image as input. The explicit model achieved state-of-the-art results when evaluated against

comparable models, and qualitative evaluation and human-based experiments demonstrated that

both variants produce realistic and grammatically valid questions.

We motivated our work by outlining three research questions. In order:

1. In the modeling process, there are various places that token manipulation could happen. What is

the effect of token manipulation in each one of these places?

Our work on NLM and VQG (Chapters 3 and 5) focused on input-side manipulation, whilst our work

on artificial tokenisation (Chapter 4) focused on target/output-side manipulation. The performance

improvements observed when comparing input-side or output-side manipulation with respect to

baseline models quantify the impact of token manipulation in different places. The LM + MTP +

NLM method from Chapter 3, which manipulates tokens on the input side, demonstrated an average

performance improvement of 11.4% over baseline Transformer models on uni-lingual generative tasks.

In contrast, the artificial tokenisation method from Chapter 4, which manipulates tokens on the

output side, showed an average performance improvement of 8.2% over baseline models on generative

tasks. We discuss the performance of our introduced VQG models further in the third research

question, however token manipulation here yielded improvements as high as 122% when comparing

our best performing model to the previous state of the art (explicit image-guided vs IMVQG t-path).

2. Alongside the various places that token manipulation could take place, there are various methods

for manipulating tokens. What are the differences between the different kinds of token manipulation

strategies?

This research question was addressed throughout the thesis by investigating various token manipu-

lation strategies as mentioned above. To provide a conclusive answer to this question is challenging,

considering the limited data we have across the ‘sides’ token manipulation can be employed. How-

ever, considering the performance improvements of 11.4% and 8.2% we obtained from 3 and 4 in

uni-lingual generation tasks, we can start to collect the first data points towards quantifying which

type of token manipulation strategy is most effective. With our limited data, we observe the LM +

MTP + NLM method being 39.0% more effective than our best performing artificial tokenisation

method.

Curiously, this finding does not generalise to larger translation datasets. In these cases, we notice

near parity in the performance of LM + MTP + NLM, and our best performing artificial tokenisation
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method. Considering shared weights in the input and output layers of our uni-lingual generation

tasks, we hypothesise that the performance difference between input-side and output-side token

manipulation may be attributed to the fact that in translation tasks, the encoder embedding layer

and the output classification layer do not share weights due to different vocabularies. This lack

of weight sharing in translation tasks could potentially lead to a more balanced impact of token

manipulation on both the input and output sides, whereas in uni-lingual generation tasks, the shared

weights may amplify the effect of input-side manipulation relative to output-side manipulation.

Experiments that ablate the shared embedding layers in uni-lingual generation, or introduce a shared

vocabulary in for translation datasets may prove to be a valuable endeavour to further answer this

question.

Nevertheless (and slightly tangential to the answer of this question) we find weak evidence that

token manipulation strategies are complementary with each other. When applying our NLM and

artificial tokenisation strategies together, we witness a 14.5% increase in uni-lingual generation. For

translation, we witness score improvements as high as 2.4 BLEU-4 for ISWLT DE-EN, 0.8 in WMT

’16 DE-EN, and 1.6 in WMT ’16 EN-RO.

3. Are token manipulation strategies as useful when working with different modalities?

Chapter 5 addressed this question by investigating the impact of token manipulation in the context

of visual question generation, a multi-modal task. The explicit, implicit, and variational implicit

variants of the guiding approach, which manipulate tokens on the input side, demonstrated sub-

stantial performance improvements compared to a baseline image-only model. The explicit variant

improved performance by 122%, the implicit variant by 82.5%, and the variational implicit variant

by 72.4% (computed over BLEU-4 scores). These results provide strong evidence that token ma-

nipulation strategies are indeed useful and effective when working with different modalities, such as

the combination of visual and textual data in visual question generation.

The research questions and methodologies presented in this thesis have opened up several promis-

ing avenues for further exploration of token manipulation techniques. Each relevant chapter has

introduced potential research directions that could lead to additional performance improvements

by leveraging token manipulation strategies. These future research opportunities encompass the

following:

• Investigating the use of separate discrete [MASK] tokens for each objective (e.g., [MASK_MTP]

and [MASK_LM]) to optimise a single classification layer responsible for both MTP and

LM/NLM objectives.

• Exploring the application of noising strategies over a series of logits instead of discrete inputs,

potentially providing additional regularisation benefits.
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• Evaluating the performance of artificial tokenisation models on low-resource translation datasets

and investigating the relationship between segmentation schemes and language complexity.

• Developing parameter-efficient methods to leverage additional tokenisation schemes without

increasing the number of parameters during training.

• Improving the explicit and implicit variants of the VQG models by exploring attention mech-

anisms and additional loss terms to enhance the variational and generative distributions.

• Developing a Neural Artist system that iteratively generates questions and images based on

human prompts and feedback.

Overall, this thesis explored the impact and effectiveness of token manipulation strategies in Natural

Language Generation tasks, focusing on both uni-modal and multi-modal settings. The research

questions were addressed through a series of experiments and comparisons across different chapters,

investigating the effects of token manipulation in various places within the modeling process, the

differences between manipulation strategies, and their applicability to different modalities.

The key findings demonstrate that token manipulation is a powerful tool for improving the perfor-

mance of NLG models. Input-side manipulation, such as masking and explicit inclusion of tokens,

proved to be particularly effective, with the LM + MTP + NLM method from Chapter 3 achieving

the most significant performance improvements over baseline models. Output-side manipulation, as

explored in Chapter 4 with artificial tokenization, also showed promise, although to a lesser extent

than our introduced input-side manipulation method.

Furthermore, the research conducted in Chapter 5 highlighted the effectiveness of token manipulation

strategies in multi-modal settings, with the guiding approach and its variants leading to substantial

performance gains in visual question generation compared to baseline models.

The work presented in this thesis aims to make a meaningful contribution to the field of Natural

Language Generation by showcasing the potential of token manipulation strategies in enhancing

the performance and capabilities of NLG models. Though comprehensive empirical validation is

required to ascertain the fully efficacy of such approaches, we aspire for our study to serve as

valuable inspiration and reference for further exploration, and to help guide the development and

refinement of token manipulation techniques and their application across a diverse range of NLG

tasks and modalities alike.

[End of Sequence]
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Appendix A

Hyperparameters

A.1 Noisy language modelling with Classification

This section lists the hyperparameters used to train the models outlined in Section 3.1. Hyperpa-

rameters regarding the RoBERTa base model itself (e.g. dimensionality size, number of layers etc)

can be found in Liu et al. (2019).

A.1.1 Adaptive Pre-training Hyperparameters

Name Value

Model Base RoBERTa Base

Batch Size 32

Training Epochs 100

Learning Rate 0.0001

Gradient Accumulation 16

Dropout 0.1

Table A.1: Hyperparameters used for adaptive pre-training

A.1.2 Fine-tuning (with NLM) Hyperparameters

Here we outline the hyperparameters utilised for fine-tuning our adaptively pre-trained models.

These hyperparameters remain constant across both the NLM and non-NLM models. We use * to

indicate the hyperparameters which are applicable only to the NLM models.
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Name Value

Model Base RoBERTa Base

Batch Size 12

Early Stopping Critera F1

Patience 3

Max Epochs 20

Learning Rate 0.00002

Gradient Accumulation 16

Dropout 0.1

Mask Ratio* 15%

Table A.2: Hyperparameters used for fine-tuning (adaptive) RoBERTa models. * indicates hyper-

parameters relevant only to our introduced NLM models.

A.2 Sequence to Sequence models for NLG tasks

In this appendix section, we provide hyperparameters for the models we trained against our NLG

tasks. We utilised different hyperparameters depending on whether the task was Translation or

Uni-lingual Generation. These hyperparameters apply to trained models in Section 3.2 and Chapter

4. We omit max tokens per GPU in our tables below: this hyperparameter varies depending on the

dataset and model parameters. We advise the reader to set this hyperparameter as large as possible

for their task and available compute.

A.2.1 Translation

Table A.3 lists the hyperparameters utilised to train models for our translation tasks: Multi30k,

IWSLT and WMT. Hyperparameters across these datasets remain the same, with the exception of

patience, gradient accumulation (or update frequency), and max tokens per GPU. In Multi30k we

utilise a patience of 10, whereas we utilise a patience of 4 for IWSLT and WMT. Regarding gradient

accumulation: we do not accumulate gradients for Multi30k; however, for IWSLT and WMT, we

update once every 8 steps.
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Name Value

Encoder Layers 6

Decoder Layers 6

Encoder Dimensionality 1024

Decoder Dimensionality 1024

Encoder Attention Heads 16

Decoder Attention Heads 16

Encoder FFN dimensionality 4096

Decoder FFN dimensionality 4096

Activation function ReLU

Optimiser ADAM

ADAM Betas 0.9, 0.98

Learning Rate 0.0005

Learning Scheduler Inverse Square Root

Warmup Updates 4000

Warmup Initial Learning Rate 0.0000001

Dropout 0.3

Weight Decay 0.0001

Gradient Accumulation 1 / 8 / 8

Patience 10 / 4 / 4

Early Stopping Critera BLEU-4 (Maximum)

Table A.3: Hyperparameters utilised to train our models on Translation datasets (Multi30k, IWSLT,

and WMT). Slashes (/) in Gradient Accumulation and Patience indicate the values utilised for the

aformentioned dataset families respectively.

A.2.2 Uni-lingual Generation (GLGE)

In Table A.4, we denote the hyperparameters utilised by our non pre-trained Transformer models

on our chosen subset of GLGE data. Table A.5 and Table A.6 list the hyperparameters utilised to

train on top of ProphetNet and BART respectively. Hyperparameters regarding the model size for

these works can be found in Qi et al. (2020) and Lewis et al. (2019) respectively.
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Name Value

Encoder Layers 6

Decoder Layers 6

Encoder Dimensionality 1024

Decoder Dimensionality 1024

Encoder Attention Heads 16

Decoder Attention Heads 16

Encoder FFN dimensionality 4096

Decoder FFN dimensionality 4096

Activation function ReLU

Optimiser ADAM

ADAM Betas 0.9, 0.999

Clip Norm 0.2

Learning Rate 0.0001

Learning Scheduler Inverse Square Root

Warmup Updates 4000

Warmup Initial Learning Rate 0.0000001

Dropout 0.1

Attention Dropout 0.1

Activation Dropout 0.1

Weight Decay 0.01

Encoder Layer Dropout 0.2

Decoder Layer Dropout 0.2

Patience 4

Early Stopping Critera Loss (Minimum)

Table A.4: Hyperparameters utilised to train untrained Transformer models on our chosen uni-

lingual generation datasets: CNN/DM, Gigaword, XSUM, SQuAD, MSQG and CoQA.
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Name Value

Model Base ProphetNet Large

Optimiser ADAM

ADAM Betas 0.9, 0.999

Clip Norm 0.1

Learning Rate 0.00003

Learning Scheduler Polynomial Decay

Warmup Updates 500

Dropout 0.1

Attention Dropout 0.1

Weight Decay 0.01

Gradient Accumulation 4

Patience 4

Early Stopping Critera Loss (Minimum)

Table A.5: Hyperparameters utilised on top of a pre-trained ProphetNet model for uni-lingual

generation tasks

Name Value

Model Base BART Large

Optimiser ADAM

ADAM Betas 0.9, 0.999

Clip Norm 0.1

Learning Rate 0.00003

Learning Scheduler Polynomial Decay

Warmup Updates 500

Dropout 0.1

Attention Dropout 0.1

Weight Decay 0.01

Gradient Accumulation 4

Patience 4

Early Stopping Critera Loss (Minimum)

Table A.6: Hyperparameters utilised on top of a pre-trained BART model for uni-lingual generation

tasks
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A.3 Vocabulary size increases introduced by the Artifical To-

kenisation approach

In this section, we present tables showcasing the vocabulary size increase on Transformer, BART and

ProphetNet models. These vocabulary size increases all utilise the longest segmentation strategy, as

introduced in Section 4.3.

Dataset CNN/DM Gigaword XSUM SQuAD MSQG CoQA

Easy

Same Tokenizer 30526 30526 30526 30526 30526 30526

New Tokenizer 37743 37211 36871 35521 36234 35100

Percent Increase 23.6% 21.9% 20.8% 16.4% 18.7% 15.0%

Medium

Same Tokenizer 30526 30526 30526 30526 30526 30526

New Tokenizer 37601 37168 36333 34658 35449 34034

Percent Increase 23.2% 21.8% 19.0% 13.5% 16.1% 11.5%

Hard

Same Tokenizer 30526 30526 30526 30526 30526 30526

New Tokenizer 37342 37057 35935 33964 34794 32952

Percent Increase 22.3% 21.4% 17.7% 11.3% 14.0% 7.9%

Table A.7: Untrained Transformer, New Tokenizer Vocabulary size increase on GLGE

Dataset CNN/DM Gigaword XSUM SQuAD MSQG CoQA

Easy

Same Tokenizer 50264 50264 50264 50264 50264 50264

New Tokenizer 56419 64713 59364 60503 65030 61734

Percent Increase 12.2% 28.7% 18.1% 20.4% 29.4% 22.8%

Medium

Same Tokenizer 50264 50264 50264 50264 50264 50264

New Tokenizer 56457 64728 59569 57220 65706 56321

Percent Increase 12.3% 28.8% 18.5% 13.8% 30.7% 12.1%

Hard

Same Tokenizer 50264 50264 50264 50264 50264 50264

New Tokenizer 57074 64676 59812 54408 61178 54010

Percent Increase 13.5% 28.7% 19.0% 8.2% 21.7% 7.5%

Table A.8: BART, New Tokenizer Vocabulary size increase on GLGE
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Dataset CNN/DM Gigaword XSUM SQuAD MSQG CoQA

Easy

Same Tokenizer 30522 30522 30522 30522 30522 30522

New Tokenizer 37789 37332 37076 35645 36428 35260

Percent Increase 23.8% 22.3% 21.5% 16.8% 19.3% 15.5%

Medium

Same Tokenizer 30522 30522 30522 30522 30522 30522

New Tokenizer 37685 37309 36591 34871 35752 34252

Percent Increase 23.5% 22.2% 19.9% 14.2% 17.1% 12.2%

Hard

Same Tokenizer 30522 30522 30522 30522 30522 30522

New Tokenizer 37446 37147 36179 34187 35119 33094

Percent Increase 22.7% 21.7% 18.5% 12.0% 15.1% 8.4%

Table A.9: ProphetNet, New Tokenizer Vocabulary size increase on GLGE

A.4 Visual Question Generation: Differences in training, test-

ing and inference

Here, using an example, we clarify the inputs to our explicit model (Section 5.3.1) in the training,

testing and inference setups.

Training

• Ground truth question: What is the labrador about to catch?

• Answer: Frisbee

• Category: Object

• Image: i ∈ Rko×d

• {Caption}: A man throwing a frisbee to a dog

• {Objects}: person, dog, frisbee, grass

N.B. {Caption} and {Objects} are both model generated, requiring only an image as input. These

inputs are thus available at inference time.

Firstly, we create a set of candidate_concepts (see eq. 5.1) from the caption and objects: [person,

dog, frisbee, grass, man, throwing] (∈ R6). These words are individually embedded. Secondly, we

concatenate and embed the set of question and answer tokens (∈ R7).

Then, we construct a matrix which gives us cosine similarity scores for each candidate_concepts
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token to a QA token (∈ R6×7). We choose k = 2 tokens from the candidate_concepts which are

most similar to the words from the QA. Here, “dog” and “frisbee” are likely chosen. Our input to

the model is then <i, “object”, “dog”, “frisbee”>.

Notice that it is possible for these words to be in the QA pair (e.g. “frisbee”). Importantly, these

words have not been fed from the QA pair - they have been fed in from model-obtained concepts

({Object} and {Caption}). Philosophically similar, Krishna et al. (2019) constructed inputs based

on target information for use in training and benchmarking.

Testing. Imagine a data labeler creating questions based on an image. They would look at the

image, and decide on the concepts to create the question for. Our testing methodology follows this

intuition using the strategy outlined above: the k = 2 selected objects from candidate_concepts

is a programmatic attempt for selecting concepts which could generate the target question. Note

that there can be many questions generated for a subset of concepts (e.g. ‘is the dog about to

catch the frisbee?’, ‘what is the flying object near the dog?’ etc.). As outlined above, we are not

taking concepts from the target. Rather we use information from the target to emulate the concepts

an actor would think of to generate the target question. Because there can be different concepts

questions are based on for one image (see ground-truth questions in Figure 5.3), our strategy allows

us to generate questions which might be similar to a singular target question. This leads to an

evaluation which fairly uses information a human has access to to generate a question.

Inference. However, in the real world, there is no ‘ground-truth’ question. In this case, we simply

feed image features, and actor selected concepts to our question generator model. The selection

process of the actor may be random - in which case a human agent does not need to be involved in

the question generation process. The k ≤ 2 selected concepts here are a subset of candidate_concepts,

which are fully generated from models.

A.5 feather’s component API

The SDK exposes a Object Based Component API. Components allow MCs to declaratively define

what types of data they are working with, along with easy semantics for controlling the UI behaviour

for each component. Each Component in the SDK maps to UI controls, which allows models created

through the feather SDK to be interacted with both programatically (via Python) or visually via

the Web Portal.

Below are the components that are currently supported by feather:

c l a s s F i l e

de f Upload ( )

de f Download ( )
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c l a s s Text

de f In ( )

de f View ( )

c l a s s L i s t

de f SelectOne ( )

de f Se l e c tMu l t i ( )

c l a s s Image

de f WithSelectOne ( )

de f WithSelectMult i ( )

de f WithTextIn ( )

de f View ( )

c l a s s Document

de f WithTextIn ( )

de f View ( )
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