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Abstract—The rise of distributed cloud computing technologies has been pivotal for the large-scale adoption of Artificial Intelligence
(AI) based applications for high fidelity and scalable service delivery. Systematic resource management is central in maintaining
optimal Quality of Service (QoS) in cloud platforms and is divided into three fundamental types: resource provisioning, AI model
deployment and workload placement. To exploit the synergy among these decision types, it becomes imperative to concurrently design
(co-design) the provisioning, deployment and placement decisions for optimal QoS. As users and cloud service providers shift to
non-stationary AI-based workloads, frequent decision making imposes severe time constraints on the resource management models.
Existing AI-based solutions often optimize decision types independently and tend to ignore the dependencies across various system
performance aspects such as energy consumption and CPU utilization, making them perform poorly in large-scale cloud systems. To
address this, we propose a novel method, called SciNet, that leverages a co-simulated digital-twin of the infrastructure to capture
inter-metric dependencies and accurately estimate QoS scores. To avoid expensive simulation overheads at test time, SciNet trains a
neural network based imitation learner that aims to mimic an oracle, which takes optimal decisions based on co-simulated QoS
estimates. Offline model training and online decision making based on the imitation learner, enables SciNet to take optimal decisions
while being time-efficient. Experiments with real-life AI-based benchmark applications on a public cloud testbed show that SciNet gives
up to 48% lower execution cost, 79% higher inference accuracy, 71% lower energy consumption and 56% lower response times
compared to the current state-of-the-art methods.

Index Terms—Concurrent Design, Cloud Computing, Resource Management, Provisioning, Deployment, Scheduling, Imitation
Learning, Deep Learning.

✦

1 INTRODUCTION

THE past years have seen widespread adoption of Artifi-
cial Intelligence (AI) services, where AI models have

replaced conventional applications to give fast, scalable
and accurate results. For instance, Deep Neural Networks
(DNNs) have replaced prior methods in domains such
as traffic surveillance using computer vision, chatbots us-
ing natural language processing and smart homes using
robotics [1], [2]. A major driving factor for this adoption
is the rise of distributed computational paradigms, such as
edge and cloud computing, that harness the data process-
ing capacities of multiple devices and provide services at
scale with high Quality of Service (QoS). The popularity of
cloud architectures is primarily attributed to the flexibility,
low maintenance and security they provide in case of the
distributed execution of AI models. This has been made
possible by the recent developments in virtualization, which
allows the deployment of independent virtual machines
(VMs) on physical machines (PMs) [3]. However, this under-
pinning technology gives rise to the challenge of efficiently
managing resources. This becomes crucial for public cloud
providers that serve a large number of customers and even
companies with private cloud infrastructures to curtail the
operational costs of the cloud machines. Resource manage-
ment is also paramount for users that execute workloads on
cloud infrastructures with limited cost budgets [4]. Manage-
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ment of cloud resources consists of design decisions that are
divided into three key types: provisioning, deployment and
placement. Provisioning in cloud computing environments is
commonly realized as VM provisioning, which instantiates
and deallocates VMs based on dynamic workload demands
to tradeoff between energy consumption and processing
capacity [5], [6]. Deployment deals with choosing the optimal
AI model or distribution strategy for optimal accuracy and
response times [7]. Placement deals with the placement of
incoming workloads and deployed AI models on the pro-
visioned cloud infrastructure to optimize system Quality
of Service (QoS) [8]. This work focuses on optimizing QoS
of distributed cloud computing environments with the con-
current design of provisioning, deployment and placement
decisions to synergistically leverage the dependencies across
these decisions.

Background. Concurrent design, also known as co-
design in literature, refers to the simultaneous optimization
of system level design decisions [9], [10]. Thus, a co-design
based decision making process in the context of cloud
computing needs to optimize the provisioning, deployment
and placement decisions in tandem to achieve high QoS.
Co-design is crucial to exploit the synergism of cloud hard-
ware with AI software and build high-performance cloud
systems [11]. Most prior work solves the QoS optimization
problem for each decision type independently by using
either forecasting models such as ARIMA and LSTM to
predict future system states [12], [13] or deep neural net-
works (DNNs) as surrogate models for the system QoS
and decision optimization [14]. These methods typically use
several execution traces as datasets, with resource utilization
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and other system characteristics, to train AI models. Other
co-design methods for cloud [11], [15] do not explicitly
capture the correlations across multiple data sources, like
energy consumption and CPU utilization, adversely impact-
ing performance (empirically shown in Section 5). However,
this work proposes to perform co-design for resource man-
agement of cloud computing environments using a coupled
simulator, also referred to as a co-simulator in literature [16].
Akin to a digital twin, a co-simulator is a software model
that approximately mimics a physical infrastructure, which
in our case is a cloud platform. Using a co-simulator is
popular among industry and simulators are used by com-
panies like Meta [17] and Google [15] as they enable us to
explicitly capture the intrinsic dependencies of the system.
For instance, a co-simulator can be encoded with the corre-
lations between energy consumption and CPU utilization of
a cloud VM as power consumption models [18]. Contrary
to data-driven DNN based models, a co-simulator does not
need to learn the correlations among different utilization
characteristics from the data, improving system modeling
performance.

Challenges. Using a co-simulator to optimize QoS in
typical cloud environments is challenging. Prior work that
leverages a co-simulator [16], [15], uses it only for augment-
ing the data being fed to the training process of the AI
model and not for decision optimization. The main reason
for this is that contemporary cloud services, like serverless,
need quick decision making whereas executing several co-
simulations to optimize decisions is a time-consuming ac-
tivity. Recently, cloud service providers have shifted to the
serverless execution model wherein cloud resources are pro-
visioned and applications are executed on-demand, improv-
ing scalability and reducing execution costs [19]. We focus
on the use-case of co-design in serverless cloud environ-
ments throughout this paper. In serverless, the applications
use precisely the amount of resources needed at any point in
time and charge accordingly, making the costs proportional
to the exact resource usage [20]. For non-stationary work-
loads with dynamically changing characteristics, this entails
frequently making decisions for provisioning, deployment
and placement in a cloud environment, typically every few
seconds. However, the size of the decision space scales with
the number of workloads and cloud VMs in the system.
Thus, for large-scale platforms, running a co-simulator for
all possible decisions to estimate their impact on system
QoS might take several minutes. Other strategies, such as
evolutionary search [21] are unable to cover an ample search
space due to time-constraints. For online decision making
systems, this makes it challenging to adopt co-simulation
for decision making mechanisms.

Contributions. To tackle the above mentioned issue of
utilizing co-simulators for decision optimization, we pro-
pose a novel imitation learning model that aims to imitate an
offline co-simulated oracle. We term this model as Serverless
Co-design Network (SciNet). Our imitation learner is a com-
posite neural network that predicts optimal provisioning,
deployment and placement decisions by imitating an oracle,
which for a given system state, estimates the impact on
QoS scores using a co-simulated trace for each decision and
outputs the optimal ones. As all cloud platforms have a
finite number of workloads and VMs, such an oracle is able

to generate decisions that are close to optimal by bruteforce,
albeit rather slowly. An imitation learner that perfectly
imitates such an oracle would also give us optimal deci-
sions without the excessive overheads of executing several
simulations at test time. The low inference time of neural
networks enables SciNet to perform online decision making
that efficiently scales with the size of the cloud infrastructure
while harnessing the benefits of co-simulators. A version of
the imitation learning model only for provisioning is under
journal revision [22]. This paper presents a substantially
detailed exposition of the previous work and includes ad-
ditional supporting background material. Moreover, it also
extends the previous approach to concurrently optimize
provisioning, deployment and placement decisions, instead
of just provisioning, as in the original paper. This paper also
presents the tradeoffs dealt with each decision type and
their impact on each other, to build the SciNet model and
establish its superior performance against baselines. To test
the efficacy of SciNet, we execute real-world serverless ap-
plication workloads on a large-scale (50 VMs) public cloud
infrastructure. Experiments show that SciNet outperforms
the state-of-the-art baseline approaches by improving QoS
metrics such as execution cost, inference accuracy, energy
consumption and response times by up to 48%, 79%, 71%
and 56% respectively.

Outline. The rest of the paper presents a brief back-
ground with motivation and related work in Section 2.
Sections 3 presents the system model assumptions and
formulates the problem. Section 4 gives the model details
of the proposed SciNet model. We then validate and show
the efficacy of the resource management policy in Section 5.
Finally, Section 6 concludes the work and proposes future
directions.

2 RELATED WORK

Dynamic resource management is a long-studied problem
in cloud computing [30]. We now analyze the prior work in
online resource management for high QoS in cloud environ-
ments. A summary is presented in Table 1.

2.1 Predict+Optimize

When workload demands are static or known, the manage-
ment task reduces to the classic optimization problem [6].
This has been well studied in the past [31]. However,
in scenarios with unknown or fluctuating demands, these
methods are known to perform poorly [6]. Most dynamic
resource management methods decouple the decision mak-
ing problem into two stages: demand prediction and deci-
sion optimization [5]. This is commonly referred to as the
predict+optimize framework in literature and is agnostic to
the decision type [24].

Demand Prediction. This class of methods forecasts the
CPU/RAM/Disk requirements of workloads in a future
state of a cloud system. Such approaches leverage histor-
ical workload utilization characteristics to learn temporal
patterns and make such predictions. Several methods have
been proposed that leverage a forecasting model. For in-
stance, a class of methods utilize regression models such
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TABLE 1
Comparison of related works with different parameters (✓means that the corresponding feature is present).

Category Work Method Simulator Optimization Parameters

Util. Ratio Cost Accuracy SLA V. Energy Resp. Time

Predict +
Optimize

ARIMA+ACO[12], [21] Autoregression + Search ✓
LSTM+ACO[13], [21] DNN + Search ✓

Decision-NN[23] DNN + Gradient Optimization ✓ ✓
Semi-Direct[24] Dynamic Programming ✓

GRAF[25] GNN + Gradient Optimization ✓

Independent
Optimization

UAHS+Gillis+GOSH[5], [26], [14] GP + DNN + Gradient Optimization ✓ ✓ ✓ ✓ ✓
CAHS+Gillis+GOSH[6], [26], [14] GP + DNN + Gradient Optimization ✓ ✓ ✓ ✓ ✓

Narya+SplitPlace[27], [28] DNN + DQN ✓

Co-Design

HASCO[29] Simulated Annealing + Q Learning ✓
RecSim[15] DBN + Colaborative Filtering ✓ ✓

CES[11] Kalman Filters + Optimization ✓
SciNet Imitation Learning ✓ ✓ ✓ ✓ ✓ ✓ ✓

as Linear Regression (LR) [32], Gaussian Process Regres-
sion [5], [6] or modular regression [33]. Others utilize auto-
regressive models such as AutoARIMA [12] or time series
decomposition (TSDec) [32] based forecasting. Recent works
utilize DNNs to perform forecasting, for instance, using
LSTM neural networks [13] or GANs [34].

Decision Optimization. Using a demand prediction
model, several previous works optimize the provisioning
decision to minimize execution costs or maximize the uti-
lization ratio. Conventional methods often use evolution-
ary search strategies such as Ant Colony Optimization
(ACO) [21], which has been shown to exhibit state-of-the-
art QoS scores in recent work [6]. Others use Bayesian
Optimization (BO) [5], [6], Particle Swarm Optimization
(PSO) [35] or Genetic Algorithms [36].

Hybrid optimization. Other methods, such as Decision-
NN, combine the prediction and optimization steps by mod-
ifying the loss function to train neural networks in conjunc-
tion with the optimization algorithm [23]. This method uses
a neural network as a surrogate model to directly predict
optimization objectives and uses the concept of neural net-
work inversion, wherein the method evaluates gradients of
the objective function with respect to inputs and runs opti-
mization in the input space. However, continuous relaxation
of the discrete optimization problem used in this work has
been shown to adversely impact performance [5]. A similar
method, Semi-Direct, utilizes dynamic programming to find
the optimal provisioning decision [24], but offers limited
scalability with workload size. Another similar method is
GRAF [25] that uses a graph neural network (GNN) as a sur-
rogate model to predict service latencies for a given resource
management decision and uses gradient-based optimization
to minimize the service latencies. However, these methods
do not leverage the inter decision dependencies such as be-
tween provisioning and scheduling in cloud environments.
Thus, they tend to perform poorly compared to co-design
methods as we demonstrate in Section 5.

For quick decision making systems, ARIMA+ACO,
LSTM+ACO, DecisionNN, Semi-Direct and GRAF have
been shown to give state-of-the-art performance and hence
used in our experiments as baselines.

2.2 Independent Optimization

We now discuss prior work that focuses on a single decision
type, i.e., provisioning, deployment and placement.

Provisioning. In literature, the approaches for provi-
sioning are similar to the predict+optimize techniques.
Some current state-of-the-art methods include UAHS [5],
Narya [27] and CAHS [6]. UAHS presents a Gaussian Process
(GP) Regression model for estimating future workload de-
mands and an uncertainty-based heuristic to run Bayesian
Optimization over the provisioning decisions. CAHS is an
extension of UAHS method that also includes demand
correlations while estimating the utilization ratio of cloud
machines. Narya is built for mitigating VM interruptions in
cloud machines, but can be straightforwardly extended to
resource provisioning. It uses a neural network as a surro-
gate model with a multi-armed bandit model to decide pro-
visioning actions. However, the formulations developed in
these works do not consider pragmatic deployment aspects
like provisioning overheads or execution costs. Further, for
large-scale deployments (100+ VMs), these methods tend to
get stuck in local optima [5].

Deployment. Running training or inference procedures
for DNNs models is computationally expensive. Given that
cloud platforms tend to have a heterogeneous set of re-
sources, it is essential to develop resource-efficient inference
mechanisms to ensure low resource load when running
AI inference. Several solutions have been proposed in the
past to address this; however, the state-of-the-art methods
include Gillis [26] and SplitPlace [28] that aim to opti-
mally split monolithic DNN to modular split fragments and
segregate these network splits into different devices based
on their computational performance. Gillis uses a hybrid
model, wherein it employs either model-compression or
layer-splitting based on the application Service Level Agree-
ment (SLA) demands [26]. In the case of layer splitting,
the DNN is split into multiple layer groups for sequential
processing. The decision to determine the specific layer
groups is taken using a reinforcement-learning model that
continuously adapts in dynamic scenarios. It is a serverless-
based model serving system that automatically partitions
a large model across multiple serverless functions for faster
inference and reduced memory footprint per function. Other
methods, like SplitPlace [28], also use semantic splitting that
splits the neural network into separate neural networks that
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can be run in parallel. SplitPlace takes optimal splitting
decisions based on the SLA of incoming tasks using a Multi-
Armed Bandit model. Semantic model splitting divides the
network weights into a hierarchy of multiple groups that
use a different set of features. Optimal deployment strategy
is crucial to effectively tradeoff between the inference accu-
racy and response time of different splitting or compression
choices.

Placement. Once the provisioning policy and deploy-
ment strategies are executed, the AI workloads now need to
be placed onto the provisioned nodes. To do this, state-of-
the-art schedulers use a DNN as a surrogate of QoS, and run
gradient-based optimization strategies, such as GOSH [16],
[14]. Such methods take the placement/scheduling decision
and state of the cloud system as resource utilization charac-
teristics of workloads and cloud nodes and output a QoS
estimate. Using backpropagation to input, i.e., fixing the
neural network parameters and updating the placement de-
cision based on the gradient of DNN output, these methods
find the optimal placement decisions.

To test the efficacy of SciNet, we also consider
composite models that utilize state-of-the-art provision-
ing, deployment and placement strategies as baselines.
These include UAHS+Gillis+GOSH, CAHS+Gillis+GOSH
and Narya+SplitPlace.

2.3 Co-Design Methods

A limited number of works in literature perform co-design
for resource management. For instance, HASCO [29], op-
timizes multiple decision types together to choose optimal
hardware and software for tensor computation. It bootstraps
decisions from multiple optimization strategies, including
Multi-Objective Bayesian Optimization (MOBO), simulated
annealing and Q-learning. Another work, RecSim [15], uses
dynamic Bayesian networks (DBNs) as surrogate simulators
for approximating the behavior of various entities in the
system, such as workloads and cloud VMs in our context.
It then uses a collaborative filtering approach to gener-
ate design decisions to optimize user-defined parameters.
Another co-design approach, called CES [11], develops a
framework that considers multiple decisions together to run
a global optimization strategy using Kalman filters and iter-
ative optimization. Although these methods have not been
applied for resource management of cloud environments,
they present agnostic techniques that we adapt in our setting
to use as baselines. We consider HASCO, RecSim and CES
as co-design baselines in our experiments.

3 SYSTEM MODEL AND PROBLEM FORMULATION

We assume a distributed cloud computing environment
with multiple VMs that process a set of independent work-
loads. The scope of the current work is limited to AI
based workloads wherein we have data being processed by
neural networks. This might include video processing for
surveillance, recommendation systems for global streaming
services (as used in services such as Netflix), or the process-
ing of textual prompts using large-language models (as used
in services such as ChatGPT). The system allows for VMs to
be provisioned on demand, with a cold-start time between

the provisioning action and system coming online. We also
allow deployment decisions to be made for each incoming
workload, i.e., the specific AI process it needs to follow for
data processing (neural network splitting or compression).
Finally, for each workload, we also allocate the specific hosts
where the processing would take place, in the form of place-
ment decisions. All three decisions are made by an imitation
learning model, which aims to optimize QoS parameters for
the underlying system. As is common in prior work [16],
[37], [28], we consider a discrete-time control problem, i.e.,
we divide the timeline into fixed size execution intervals (of
∆ time) and denote the t-th interval by It. We consider a
bounded execution with T intervals; thus, t ∈ {1, . . . , T}. A
summary of notation is presented in Table 2.

Workload Model. We consider a bag-of-tasks workload
model, where a set of new workloads enter the system
at the start of each interval. The set of new workloads
generated at the start of the interval It is denoted by Nt.
Each new workload nj

t ∈ Nt belongs to an application class,
denoted by Aj

t ∈ A, whereA denotes the set of applications
supported by the cloud computing environment, where Aj

t

is represented as a one-hot vector of size |A|. The application
setA can range from object detection in images, natural lan-
guage processing for a text or speech input, and other such
deep learning based services. In the form of a DNN model,
each application can be deployed in multiple ways, such as
layer splitting, semantic splitting, and model compression.
The set of these three deployment choices is denoted by
D. As described in Section 2, layer and semantic splitting
techniques split a DNN model into multiple fragments that
can be processed in a distributed fashion. On the other hand,
model compression primarily uses techniques to prune the
parameters of a DNN to reduce its resource utilization
without drastically affecting its inference performance. The
deployment decision for each incoming workload nj

t ∈ Nt is
denoted by Dj

t . This decision deploys the DNN model corre-
sponding to Aj

t as per the splitting or compression strategy,
i.e., Dj

t and leads to a set of tasks denoted by {nj
t}Dj

t
. Thus,

the new tasks created from the incoming workloads Nt are
denoted by

⋃
k{n

j
t}Dj

t
. Tasks in our setup are realized as

serverless function calls. We denote the set of all active tasks
in the interval It, which also includes incomplete tasks from
It−1 by Wt, where W0 is ∅. Each task wk

t ∈ {n
j
t}Dj

t
⊆ Wt

is characterized by the application class Aj
t and deployment

decision Dj
t of its workload, with a one-hot vector denoted

by Ok
t corresponding to the index of wk

t in {nj
t}Dj

t
. This

one-hot vector corresponds to, for instance, the layer-group
index in a layer splitting deployment decision. The feature
vector of task wk

t includes the workload information with
CPU utilization in terms of the number of instructions
per second (IPS), denoted by ckt ; RAM utilization in GBs,
denoted by rkt ; and disk storage utilization in GBs, denoted
by skt . Here, k ∈ {1, . . . , |Wt|}. Thus, the feature vector for
task wk

t of workload nj
t is denoted by W k

t = [ckt , r
k
t , s

k
t ].

The collection of feature vectors of all active tasks in It is
denoted by Wt.

Cloud Hosts. At It, the set of all VM hosts that can
be provisioned is denoted by Ht. In It, we consider a
placement decision for each active task in Wt. The set of
tasks placed onto host hi

t ∈ Ht is denoted by T i
t ⊆ Wt,
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TABLE 2
Table of Notations

Symbol Meaning

It t-th interval
Ht Set of available hosts in It
Nt New workloads in It
A Application types supported by the cloud platform
Aj

t Application type of workload nj
t ∈ Nt as a one-hot vector

Dj
t Deployment decision of workload nj

t ∈ Nt

{nj
t}Dj

t
Set of serverless tasks created for workload nj

t ∈ Nt based on Dj
t

Wt All active tasks in It
Ok

t One-hot vector for the index of wk
t ∈ {nj

t}Dj
t

for workload nj ∈ Nt

Ak
t Application of the workload corresponding to wk

t ∈ Wt

Wk
t Feature vector of wk

t ∈ Wt

T i
t Set of tasks placed on host hi

t ∈ Ht

Hi
t Feature vector of host hi

t ∈ Ht

V Available set of VM types
Vt VM types of all hosts Ht

Li
t Provisioning decision for host hi

t ∈ Ht

Lt Set of all provisioning decisions in It
Dj

t Deployment decision for workload nj
t ∈ Nt

Dt Set of all deployment decisions in It
Pk
t Placement decision for task wk

t ∈ Wt

Pt Set of all placement decisions in It
f il Imitation Learner
fsim Co-Simulator

where i ∈ {1, . . . , |Ht|}. Here, T i
t = ∅ for all deallocated

hosts hi
t ∈ Ht. For each host hi

t ∈ Ht, we create a feature
vector that includes cumulative utilization and maximum
capacity of resources (CPU, RAM and disk). We charac-
terize the CPU utilization capacity in terms of maximum
IPS, denoted by c̄it; RAM capacity in GBs, denoted by r̄it;
and disk storage capacity in GBs, denoted by s̄it. Here,
i ∈ {1, . . . , |Ht|}. We denoted the feature vector of host hi

t

by Hi
t = [

∑
wj

t∈T i
t
W j

t , c̄
i, r̄i, s̄i], where

∑
denotes vector

sum and c̄i, r̄i, s̄i denote IPS, RAM and disk storage capaci-
ties of the host. As no tasks are placed on deallocated hosts,
Hi

t = [⃗0, c̄i, r̄i, s̄i] in such cases. Each host has a VM type
that corresponds to a distinct set of utilization capacities and
execution costs in a public cloud deployment. We consider a
static set of VM types V , where the type of host hi

t is denoted
by V i

t = [µi, ξi]. Here, µi is the cost per unit time and ξi is
the distribution of the provisioning time of a VM instance
for a VM type V i

t . We assume µi and ξi to be stationary
with time ∀i. As elements of V i

t are independent of time,
these symbols are not sub-scripted with t. Vt denotes VM
types for all hosts in It, i.e., Ht.

Provisioning Decisions. VM provisioning is performed
at the start of each interval. The new set of provisioned hosts
in It is the set of provisioned hosts in the previous interval
union the newly provisioned hosts minus the deallocated
hosts at the start of It. Deallocation of hosts in the system entails
migrating running workloads in those hosts to other preexisting
active or newly provisioned hosts in the system. Such tasks are
referred to as orphaned tasks in the rest of the discussion. The
migration of such tasks depends on the size of the task in terms
of its memory footprint and the network bandwidth of the target
host. This migration time also gets added to the overall latency
of the workload. For each host h ∈ Ht, at the start of each
interval It, we decide whether it should be provisioned or
not as a binary value (0 or 1) and denote the provisioning
decision for hi

t as Li
t. The hosts with the decision as 1 form

the provisioned hosts in the interval It. Each host hi
t that

is allocated in the interval It takes a time sampled from
distribution ξit to come online. The collection of provisioning
decisions at interval It for all hosts is denoted by Lt.

Deployment Decisions. Deployment decisions are made
for each incoming workload Nt at the start of the interval
It. These decisions belong to the set of deployment types D
that includes layer splitting, semantic splitting and model
compression. As mentioned previously, for each input work-
load nj

t ∈ Nt, the deployment decision is denoted by Dj
t

leading to the task set {nj
t}Dj

t
. The deployment decision

Dj
t is a categorical value in the set {0, . . . , |D| − 1} where

each value represents to the corresponding decision type in
D. The collection of all deployment decisions for incoming
tasks at the start of the interval It is denoted by Dt. We
use multiple deployment options as a more traditional
deployment strategy of directly utilizing a DNN (similar
to a layer splitting decision with all splits allocated to the
same cloud host) limits the level of control over the infer-
ence characteristics such as result fidelity (viz accuracy of
object detection like workloads) and response time. Multiple
deployment options expose another control surface layer to
optimize QoS parameters.

Placement Decisions. Task placement is performed for
each new task created at the start of the interval as well as
the tasks that are orphaned due to host deallocations. For
each task wk

t ∈ Wt, the placement decision is denoted by
P k
t that is a categorical value in the set {0, . . . , |Ht| − 1}

representing the host on which the task wk
t is to be placed.

Thus, if the placement decision for wk
t is i, then it is placed

on host hi
t. For such a decision to be valid, host hi

t needs to
be provisioned, i.e., Li

t = 1.
Imitation Learner. In our formulation, we use a neu-

ral network denoted by f il
θ where we use θ to denote

the parameters of such a network. Our neural network
imitates a co-simulated oracle to predict the provisioning,
deployment and placement decision at each interval It. To
do this, we also use our neural model to predict the task
utilization characteristics for It, i.e., Wt. We denote this
prediction by Ŵt, for which the model may use historic data
{Wx|1 ≤ x < t}. Our decision model, f il

θ , uses the workload
utilization metrics of the previous interval Wt−1 to predict
Ŵt, provisioning decision Lt, deployment decisions Dt and
placement decision Pt. For provisioning decisions Lt, the
model utilizes the predicted task utilization characteristics
Ŵt, the VM types Vt−1 and the placement decision in the
previous interval Pt−1 to estimate the feature vectors of the
hosts in the next interval, denoted by Ĥt. The model also
utilizes the application types Aj

t for all incoming workloads
nj
t ∈ Nt to predict the deployment decisions Dt. Based

on the deployment decisions Dt, for each task wk
t ∈ Wt,

the model utilizes the deployment one-hot vectors Ok and
application types Ak. Here with slight abuse of notation,
we use Ak

t to denote the application type of the workload
that wk

t belongs to. This placement decision also includes all
orphaned tasks at the start of It due to host deallocations.
Thus, for interval It, we represent the inference of the
imitation learner as

Ŵt, Lt, Dt, Pt = f il
θ (Wt−1, Vt−1, Pt−1,Ht,Nt,Wt). (1)
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Fig. 1. Neural network as imitation learning model in SciNet.

Co-Simulated Digital Twin. We utilize a co-simulator
to model the physical environment and estimate changes
in the system behavior based on provisioning, deployment
or placement decisions. Our co-simulator stores the time-
series utilization characteristics Wt. It executes a simulation
of the cloud platform for a given workload feature vectors
Wt−1, VM types Vt, provisioning decision Lt, deployment
decision Dt and placement decision Pt to generate a set QoS
metrics for interval It that we denote by Qt. These metrics
include energy consumption, response time of completed
workloads, SLA violation rates, inference accuracy, execu-
tion cost and utilization ratio. It also provisions new VMs
and deallocates existing ones as per Lt, deploys AI models
as tasks as per Dt and places tasks to provisioned hosts as
per Pt. We denote the co-simulator by fsim and the set of
QoS metrics as

Qt = fsim(Wt−1, Vt, Lt, Dt, Pt,Ht,Nt,Wt). (2)

Problem Formulation. At the start of the interval It,
given VM types Vt, set of input workloads Nt, active tasks
Wt and history of the system states, we define our problem
as to find a feasible provisioning decision Lt, deployment
decision Dt and placement decision Pt that maximize the
QoS metrics of a cloud computing platform. Our optimiza-
tion objective may be a convex combination of the QoS
metrics of a hybrid cloud platform, including response time,
energy consumption, etc., and we denote it as qt for interval
It. The formal optimization program is described as follows.

max.
θ

T∑
t=1

qt

s.t. ∀ t,∀ wk
t ∈ Wt,

∑
wk

t ∈T i
t

W k
t ≤ [c̄i, r̄i, s̄i]

∀ t,∀ wk
t ∈ Wt, i = P k

t , L
i
t = 1

∀ t, Ŵt, Lt, Dt, Pt = f il
θ (Wt−1, Vt−1, Pt−1,Ht,Nt,Wt)

∀ t,Qt = fsim(Wt−1, Vt, Pt, Dt, It,Ht,Nt,Wt)
(3)

for a given co-simulator fsim and imitation learner f il and
t = {1, . . . , T}.

4 THE SCINET MODEL

The SciNet model aims to learn to predict a-priori unknown
workload characteristics of the next interval with optimal
provisioning, deployment and placement decisions in cloud
computing setup. It is realized as a neural network as an
imitation learner f il

θ .

4.1 Neural Model and Two-Phase Inference

For interval It, the inputs of the neural model are work-
load utilizations of the previous interval Wt−1, hosts Ht,
VM types Vt, placement decision for the previous interval
Pt−1, new and active workloads Nt and Wt (see Fig. 1 for
an overview). We run inference in two stages, where our
model first estimates the resource utilization characteristics,
i.e., predicted feature vectors Ŵt. In the second phase, the
model uses Ŵt to predict the decisions Lt, Dt and Pt. To
encode each hosts hi

t ∈ Ht in the system for provisioning
decision, we use the predicted workload demands Ŵt and
use placement decision in the previous interval Pt−1 to
find the task allocation set T i

t . Then, the estimates feature
vectors of the hosts are Hi

t = [
∑

wj
t∈T i

t
Ŵ j

t , c̄
i, r̄i, s̄i]. Thus,

the encoding of host hi
t becomes the concatenation of the

feature vector and VM type vector as [Hi
t, V

i
t ]. To encode the

new workload nj
t ∈ Nt for deployment decisions, we use

the application type one-hot vector Aj
t . For the placement

decision, we encode the task wk
t ∈ Wt by concatenating the

application type, deployment one-hot vector and predicted
feature vector as [Ak

t , O
k
t , Ŵ

k
t ] where Ŵ k

t for tasks in new
workloads Nt have Ŵ k

t = 0⃗.
To predict Ŵt, Lt, Dt and Pt, we use a composite neural

model by inferring the utilization characteristics using a
feed-forward network (also referred to as a fully connected
network or FCN) and a Transformer to capture the temporal
trends in the data. We first pass the normalized input Wt of
the previous interval through a feed-forward network with
sigmoid activation such that

EW
t = σ

(
FeedForward(Wt)

)
. (4)

We then pass the vector EW
t through a Transformer encoder

after adding positional encodings (PE) [38] using multi-head
self-attention, giving an encoded representation,

Et = TransformerEncoder(EW
t ). (5)

Using Et, we then predict an estimate of utilization charac-
teristics of the next interval, i.e. Ŵ , we use a Transformer
decoder as

Ŵ = TransformerDecoder(Et). (6)

We then use the predicted Ŵt in the second-phase of
inference that predicts the decisions. Two-phase inference
allows the second-phase to take a more informed decision
in the sense of having predicted workload utilization of the
coming interval It, instead of historic utilization characteris-
tics. Thus, passing the predicted utilization Ŵt through the
FCN and Transfomer encoder, we get

ÊW
t = σ

(
FeedForward(Ŵt)

)
,

Êt = TransformerEncoder(ÊW
t ).

(7)
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To generate provisioning, deployment and placement
decisions, we independently predict the likelihood score for
each decision, which we refer to as the likelihood vector, us-
ing Long-Short-Term-Memory (LSTM) networks. To allow
the model to scale with |Ht|, for each active host hi

t ∈ Ht,
we use the encoding [Ĥi

t , V
i
t ] to infer on which host should

be deallocated or provisioned. The likelihood vector li is
predicted of size 2, which denotes the likelihood scores of
provisioning and deallocating host hi

t in It. We recurrently
perform this prediction using an LSTM, such that we can
make the provisioning decision for a host conditioned on
the decisions for other hosts. Thus,

lit = LSTMi(Êt, Ĥ
i
t , V

i
t ), (8)

where LSTMi denotes that the LSTM is applied in recur-
rence with index i. This factored-style prediction of the like-
lihood score for each provisioning action enables our model
to be agnostic to the number of hosts in the setup. The final
provisioning action, Li

t, becomes the action corresponding
to the highest likelihood score, i.e.,

Li
t = argmax lit, (9)

where the argmax operation is along the vector lit.
To generate the likelihood vectors for deployment deci-

sions, we want the likelihood scores to be conditioned on the
provisioning decisions. To ensure that the encoding passed
to the LSTM that generates deployment likelihood vectors
is of a static size, we use Bahdanau style attention [39]
such that we generate an attention weight for each host
and generate a convex combination. To do this we use the
gumbel softmax activation function [40], which is a varia-
tion of softmax that allows us to generate a one-hot vector
while also allowing gradients to backpropagate (as argmax
is not differentiable). It uses a temperature parameter τ that
allows to control how close the output is to one-hot versus
the softmax output. Typically, we keep a positive value of τ
at training time and gradually anneal it a value close to 0 to
ensure a one-hot output. Thus, we form the embedding EH

t

Gi
t = gumbel softmax(lit, τ),

attni = σ
(
FeedForward(Ĥi

t , V
i
t , G

i
t)
)
,

EH
t =

∑
i

attni · [Ĥi
t , V

i
t ],

(10)

Using this, we generate the deployment decision for each
input workload nj

t ∈ Nt as djt , which is a likelihood vector
of size D, and Dj

t is the decision corresponding to the one
with highest likelihood score. Thus,

djt = LSTMj(Êt, E
H
t , Aj

t ),

Dj
t = argmax djt .

(11)

To generate likelihood vectors for the placement deci-
sion, we want the likelihood scores to be conditioned both
on the host encodings and the deployment decisions. To do
this, for each task wk

t ∈ Wt and host hi
t ∈ Ht, we predict

a likelihood score of placing task wk
t on host hi

t. We also
use the application type Ak

t , predicted demands Ŵ k
t and

one-hot vector corresponding to the deployment decision.
Again, to ensure that we are able to propagate gradients
to the upstream neural models, we use gumbel softmax to

generate Ôk
t to approximate Ôk

t . Our placement likelihood
vectors and consequently the decisions are generated as

Ôk
t = gumbel softmax(dit, τ),

pk,it = LSTMk,i(Êt, Ĥ
i
t , V

i
t , A

k
t , Ô

k
t , Ŵ

k
t ),

P k
t = argmax

i
pk,it ,

(12)

where the LSTM is first applied in a recurrence for each
host (loop across i) then for each task (loop across k) and
argmax is across i for scalars pk,it . This auto-regressive
style of predicting decision of provisioning, deployment
and placement in this order is crucial for optimal deci-
sion making. Intuitively, the placement decisions depends
on the provisioned hosts and deployment types used for
incoming workloads. Thus, forwarding the decisions using
gumbel softmax allows these decisions to be utilized by the
downstream predictors.

We thus have a neural model that takes in the inputs
Wt−1, Vt−1, Pt−1,Ht,Nt, and Wt to generate provisioning
decisions for each host hi

t as Li
t, deployment decision for

each incoming workload nj
t as Di

t and the placement de-
cision for each task wk

t as P k
t . Collecting the decisions for

each decision type gives us Lt, Dt and Pt for interval It.
This operation is denoted by the neural model f il

θ in eq. (1).

4.2 Co-Simulated Oracle
Now that we have an imitation learner f il

θ that given the
state history of a cloud system can generate provisioning,
deployment and placement decisions, we need a teacher
that f il

θ can imitate. To develop such a decision model, we
utilize a co-simulator. Our co-simulator consists of several
expert-encoded relationships across of data sources [16],
[41]. For instance, our co-simulator consists of the functions
that give the power consumption of a cloud VM given its
CPU utilization. Examples include power models from the
SPEC benchmark power profile repository [18] that give the
power consumption in watts of several computing systems
given their CPU utilization percentage.1 Using such infor-
mation, with the provisioning, deployment and placement
decisions, allows co-simulators to estimate power consump-
tion in a future state of the system, subsequently giving the
energy consumption in interval It at the start of It. In our
formulation, we use a co-simulator to generate QoS metrics
directly as shown in Eq. 2.

Considering, we have a method to combine the various
estimates of QoS Qt for interval It, say Γ(Qt), we can
generate the decisions that maximize this metric. Given host
set Ht, workload set Nt and task set Wt, we denote the
set of all feasible provisioning, deployment and placement
decisions by X , Y and Z . Thus, for a convex combination
Γ(Qt), we define oracle decisions as

L∗
t , D

∗
t , P

∗
t = argmax

Lt∈X ,Dt∈Y,Pt∈Z
Γ
(
fsim(Wt−1, Vt, Lt, Dt, Pt,

It,Ht,Nt,Wt)
)
.

(13)

Thus, the decision tuple of L∗
t , D

∗
t , P

∗
t is then considered as

the oracle decision set using the simulator fsim.

1. SPEC power models: https://www.spec.
org/power_ssj2008/results/res2021q2/power_
ssj2008-20210528-01098.html

https://www.spec.org/power_ssj2008/results/res2021q2/power_ssj2008-20210528-01098.html
https://www.spec.org/power_ssj2008/results/res2021q2/power_ssj2008-20210528-01098.html
https://www.spec.org/power_ssj2008/results/res2021q2/power_ssj2008-20210528-01098.html
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4.3 Training Recipe

The above co-simulated oracle executes the co-simulator for
|X | × |Y| × |Z| = 2|Ht| · |D||Nt| · |Ht||Wt| times to generate
oracle decisions for interval It. To train the imitation learner
f il, we need to generate oracle decisions for several exe-
cution intervals. Generating oracle decisions in this fashion
makes the training intractable for large-scale cloud systems
with |Wt| and |Ht| as high as 500 and 100 respectively.

To resolve this issue, we generated a limited amount
of data corresponding to the oracle decisions using the co-
simulator, denoted by Λ∗. The majority of our data of oracle
decisions are generated by optimizing each decision type
independently, denoted by Λ. This gives us |X |+ |Y|+ |Z|
simulator runs, albeit not giving the optimal decisions.
However, optimizing each decision independently requires
different Γ functions. For instance, we do not have deploy-
ment or placement decisions when optimizing provisioning.
Thus, we utilize metrics agnostic to these decisions.

Optimizing Provisioning Decision. To find L∗
t in Λ

without the deployment and placement decisions, we utilize
the QoS metrics of utilization ratio (denoted by rt) and cost
(denoted by ϕt). These two metrics are the most affected by
the provisioning decisions. We define these two metrics as,

rt =

∑
wk

t ∈Wt
ckt∑

hi
t∈Ht

c̄it
,

ϕt =
∑

hi
t∈Ht

µi ·∆.
(14)

Here, cjt is generated from co-simulations. These metrics
also appear in prior work [6], [4] and are easy to compute
in our formulation. For provisioning, we combine the above
two metrics using a convex combination [16] as

ΓL(Qt) = rt − γ · ϕt, (15)

where γ is a hyperparameter. We thus generate L∗
t as the

provisioning decision that maximizes the above metric.
Optimizing Deployment Decision. When having an

optimal provisioning decision L∗
t , to find D∗

t in Λ without
the placement decisions, we utilize the QoS metrics of
average inference accuracy (denoted by at) and average
SLA violation rate (denoted by ρt). These two metrics are
the most affected by the deployment decisions as different
deployment types like layer and semantic splitting have
distinct response time and accuracy characteristics. Here, at
and ρt are generated from co-simulations using the random
placement of deployed tasks onto the provisioned hosts as
per L∗

t . These metrics also appear in prior work [28], [26].
For deployment, we use the QoS metric

ΓD(Qt) = at − ξ · ρt, (16)

where ξ is a hyperparameter. We thus generate D∗
t as the

deployment decision that maximizes the above metric.
Optimizing Placement Decision. When having an opti-

mal provisioning and deployment decisions L∗
t , D

∗
t , to find

P ∗
t in Λ, we utilize the QoS metrics of energy consumption

(denoted by et) and average task response time (denoted
by κt). These two metrics are the most affected by the
placement decisions as different task placements types give
distinct CPU utilization characteristics and hence the energy

Fig. 2. Imitation Learning pipeline.

consumption and task response times based on IPS capacity
sharing. Here, et and κt are generated from co-simulations.
These metrics also appear in prior work [16], [18], [37]. For
placement, we use the QoS metric

ΓP (Qt) = et − ζ · κt, (17)

where ζ is a hyperparameter. We thus generate P ∗
t as the

placement decision that maximizes the above metric. We
use grid search to find the values of the hyperparameters γ,
ξ and ζ .

To generate our training datasets Λ and Λ∗, we
use random decision making module to cover as much
state space as possible. Each dataset consists of input
output pairs of the imitation learning model f il

θ , i.e.,
{(Wt−1, Vt−1, Pt−1,Ht,Nt,Wt), (L

∗
t , D

∗
t , P

∗
t ,Wt)}t, where

the oracle decision making strategy varies between Λ and
Λ∗. However, to ensure that the f il

θ is tuned to predict
decisions corresponding to Λ∗, in each training epoch, we
use α ∈ [0, 1] ratio of Λ, where α is annealed from 1 to 0.

Teacher Forcing. Our formulation assumes that the de-
ployment decision module gets optimal provisioning deci-
sion as an input and placement decision modules get opti-
mal provisioning and deployment decisions. To resolve this,
we utilize teacher forcing, wherein the input provisioning
decision for the deployment decision LSTM is L∗

t instead of
Lt. Similarly, we use L∗

t and D∗
t for the placement decision

LSTM. Avoiding exposure bias gives us another reason
to utilize gumbel softmax to ensure that the exposure is
consistent with the teacher-forced training data. However,
at test time, we do not have oracle decisions. Thus, we use
oracle decisions as inputs with β probability. Assuming that
in the initial training phase, the decisions are sub-optimal,
which get close to optimal in later training phases, we
anneal β with epochs. Here, teacher forcing always gives
one-hot decision vectors.

Offline Training Procedure. Our data collection and
training process is interleaved, i.e., as soon as we collect
a datapoint, we use it to update the parameters of the
neural network f il

θ (see Fig. 2). Thus, for an input workload
demand Wt−1 and system characteristics, we generate or-
acle decisions L∗

t , D
∗
t , P

∗
t using independent optimization

with probability α and joint optimization with 1 − α. The
corresponding datapoint is added to Λ or Λ∗. We also gen-
erate Wt for training using the co-simulator and decisions
from the imitation learner using Eq. (1). We define the
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Algorithm 1: SciNet Model at test time

1 Require: Pretrained model f il
θ .;

2 Initialize W0 ← 0⃗;
3 for t ∈ {1, . . . , T} do
4 Ŵt, Lt, Dt, Pt ←

f il
θ (Wt−1, Vt−1, Pt−1,Ht,Nt,Wt);

5 Execute Lt to provision hosts;
6 Execute Dt to deploy workloads Nt;
7 Execute Pt to place tasks on hosts;

Demand Prediction Loss as the mean-square error between
the predicted and true task demands

LDP =
1

|Wt|
∥Ŵt −Wt∥2. (18)

We also define the Imitation Loss as the binary-cross-entropy
loss between the predicted and oracle decision vectors. We
generate oracle decision vectors li,∗t , dj,∗t , pk,∗t as one-hot
vectors representing the oracle decisions.

LI =
∑
i

BCE
(
softmax(lit), l

i,∗
t

)
+

∑
j

BCE
(
softmax(djt ), d

j,∗
t

)
+

∑
k

BCE
(
softmax(pkt ), p

k,∗
t

)
,

(19)

where BCE(x, y) represents the binary-cross-entropy loss
between the likelihood vectors x and y. We then backpropa-
gate the gradient of loss LDP +LI to update the parameters
θ of the network f il

θ . To advance to the next execution
interval, we use random provisioning, deployment and
placement decisions.

We use exponential decay for the temperature parameter
τ , teacher forcing probability α and joint optimization prob-
ability β using the decay rate of 0.99 after each execution
interval. We use T = 500 for training. We use Adam
optimizer [42] with learning rate of 5 × 10−4 and weight
decay parameter of 10−5. To train the neural model, we
randomly divide the Λ∗ ⋃Λ dataset into 80% training data
and 20% validation data. An early stopping criterion was
applied for convergence.

Online Decision Making. Using a pre-trained SciNet
model for online decision making is illustrated in Alg. 1.
In each interval, we first predict the workload demands in
the next interval and generate the provisioning, deployment
and placement decisions (line 4). The final decisions are
then executed in the cloud environment (lines 5-7) such
that the hosts are provisioned as per the binary provisioning
output, the splitting or compression decisions are as per the
likelihood scores for each decision type and placement of
new and orphaned tasks as per the placement score for each
VM in the cloud environment. Having separate demand
prediction and likelihood prediction (see Fig. 2) allows us to
independently consider resource utilization characteristics
of each workload, addressing the interference due to co-
located workloads in typical cloud environments. Further,
we periodically fine-tune the model using new co-simulated
values to adapt in dynamic settings.

5 EXPERIMENTS

5.1 Setup
Workloads. In order to evaluate the performance of
SciNet, we use the AIoTBench benchmarks.2 This is
an AI-based computing benchmark suite that consists
of various real-world computer vision application in-
stances [43]. The seven specific application types cor-
respond to the CNN neural networks for image clas-
sification. These include three typical large-scale net-
works: ResNet18, ResNet34, ResNext32x4d, as well as
four smaller networks: SqueezeNet1-0, GoogleNet, Mo-
bileNetV2, MnasNet. Thus, our set of application types
becomes A = {ResNet17, ResNet34, SqueezeNet1-0,
MobileNet-v2, MnasNet1-0, GoogleNet, ResNext0-32x4d}.
These neural models are from various industry applications,
showing that this benchmark capture real-world workloads.
We use the interval duration in our experiments, i.e., ∆ as 5
seconds as per prior work [44].

Baselines. We compare SciNet against 11 baselines.
We integrate the ACO algorithm with two demand fore-
casting methods: AutoARIMA and LSTM, and call these
ARIMA+ACO and LSTM+ACO. We also include other
predict+optimize methods Decision-NN, Semi-Direct and
GRAF. We also include combinations of state-of-the-art
methods for each decision type. This includes UAHS,
CAHS and Narya for provisioning, Gillis and SplitPlace
of deployment and SplitPlace and GOSH for placement.
This forms the set of baselines: UAHS+Gillis+GOSH,
CAHS+Gillis+GOSH and Narya+SplitPlace. We do not in-
clude UAHS and CAHS with SplitPlace as SplitPlace needs
response time estimates for each application type for place-
ment, which the Narya provisioner provides. Finally, we
also use co-design based methods as baselines, including
HASCO, RecSim and CES (see Section 2). Here, Decision-
NN, SemiDirect and RecSim are event-driven solutions, and
do not perform batch processing as SciNet.

Testbed. We perform our experiments on a Microsoft
Azure VM based cloud computing platform with tasks as
Azure Serverless Functions having generated from
the AIoTBench application suite. VM based serverless func-
tions provide improved security, performance and reliability
than on bare-metal servers [45]. To generate our tasks as
serverless functions, we train the layer splits, semantic splits
and compressed models using the CIFAR100 dataset [46]
and the models in A. The CIFAR100 dataset is a popular
computer-vision dataset used to train object detection mod-
els and has 32 × 32 RGB images with a 100-dimensional
output corresponding to the object classes. Based on the
deployment decisions, we use the serverless functions corre-
sponding to the specific deployment and application types.

We consider the complete set of provisonable hosts Ht

to be static with time as is common in prior work for
a fixed cloud platform [5], [6], [24]. We use diverse VM
types, Vt, in our cloud infrastructure, i.e., B2s with a dual-
core CPU and 4GB RAM, B4ms with a quad-core CPU
and 16GB RAM and B8ms with an octa-core CPU and 32
GB RAM. We consider a geographically distributed cloud
environment with at most 50 VMs that can be provisioned,

2. AIoTBench: https://www.benchcouncil.org/aibench/
aiotbench/index.html.

https://www.benchcouncil.org/aibench/aiotbench/index.html
https://www.benchcouncil.org/aibench/aiotbench/index.html
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i.e., |Ht| = 50. Our environment consists of 30 VMs in
the UK-South Azure datacenter and 20 in the East-US
datacenter. The UK-South cluster consist of 15 B2s and 15
B4ms nodes, while our East-US cluster consists of 10 B4ms
and 10 B8ms nodes. The provisioners in our experiments can
provision up to these VM limits at any interval. Our resource
management policies are run on a cloud broker node in the
UK-South location and is a D16asv4 node with a 16 core
CPU and 64 GB RAM. The c̄i, r̄i, s̄i were set as per the resul-
tant IPS from running the sysbench3 CPU benchmarking
tool, RAM and Disk capacities as per the Azure cloud VM
specifications. We calculate the IPS, RAM and Disk utiliza-
tions of tasks using the iozone4 linux benchmarking tool.
The ξi variables of these VM types, described in Section 3,
are set using Gaussian regression based on 100 datapoints
corresponding to the provisioning time for each type. The
costs µi are taken from Azure pricing calculator5 for the
UK-South and East-US Azure datacenters. The power
consumption values of increments of 10% CPU utilization
of Azure VM types are taken from Standard Performance
Evaluation Corporation (SPEC) benchmark repository6.

To implement SciNet, we build upon the co-simulation
primitives provided by the COSCO framework [16] by mod-
ifying and integrating with custom resource provisioning
methods. Further, we use HTTP RESTful APIs for commu-
nication and seamless integration of a Flask based web-
environment to deploy and monitor serverless functions
in our distributed cloud setup7 All sharing of resource
utilization characteristics across brokers uses the rsync8

utility. We utilize the HTTP Notification API to synchronize
outputs and execute workloads.

Comparison Metrics. We use various QoS metrics to
compare SciNet with baselines. These include the metrics
introduced earlier: utilization ratio rt, cost ϕt, average infer-
ence accuracy at, SLA violation rate ρt, energy consumption
et and average response time κt. Our cumulative QoS score
(qt) is a convex combination of these metrics,

qt ← qr ·rt+qa ·at+(1−qϕ ·ϕt−qρ ·ρt−qe ·et−qκ ·κt), (20)

where qr, qϕ, qa, qρ, qe, qκ are convex-combination weights
set as per user requirements. For our experiments, we set
them to qx = 1/(6 · ncx) where ncx is the normalization
coefficient for metric x as per prior work [18], [28]. The
sign for each QoS metric is based on whether we want to
maximize of minimize that metric. For instance, to minimize
energy consumption and maximize accuracy, their signs are
negative and positive respectively. We consider the relative
definition of SLO (as in [16]) where the deadline is the 90th

percentile response time for the same application in A on
the state-of-the-art baseline CES (baseline with highest QoS
score qt). All model training is performed on a separate
server with this configuration: Intel Xeon Silver 2.20-3.00

3. Sysbench: http://manpages.ubuntu.com/manpages/
trusty/man1/sysbench.1.html.

4. IOZone: https://linux.die.net/man/1/iozone.
5. Azure Pricing Calculator: https://azure.microsoft.com/

en-us/pricing/calculator/.
6. SPEC power consumption repository: https://www.spec.org/

cloud_iaas2018/results/
7. Flask: https://flask.palletsprojects.com/en/2.2.x/.
8. RSync: https://linux.die.net/man/1/rsync.
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Fig. 3. Comparison of training times and test loss. Legend: A+ACO =
ARIMA+CO, L+ACO = LSTM+ACO,D-NN = DecisionNN,S-Direct =
Semi-Direct,U+G+G = UAHS+Gillis+GOSH,C+G+G =
CAHS+Gillis+GOSH,N+S = Narya+SplitPlace.

GHz CPU, 16GB RAM, Nvidia RTX 3090 and Ubuntu 18.04
LTS OS. We run for T = 200 intervals where the cumulative
QoS metric x is defined as 1

T

∑T
t=1 x. We set the hyper-

parameters γ, ξ, ζ using grid-search over the average QoS
score 1

T

∑T
t=1 qt (see sensitivity analysis in Section 5.5).

5.2 Comparison of Training Time and Demand Predic-
tion Loss
The training data for all predict+optimize models as well as
SciNet was generated by running the cloud testbed for 500
intervals as described in Section 4.3. Generating this data for
a scheduling interval ∆ = 5 seconds gives a data generation
time of 2500 seconds. We use the workload demand data
Wt∀t ∈ {1, . . . , 2500} for the predict+optimize models and
additionally the oracle decisions to train SciNet. We use the
same training policy as described in the respective papers
of the baseline methods. The independent optimization
methods such as UAHS, Gillis and GOSH and training
in parallel for the UAHS+Gillis+GOSH baseline. Figure 3
shows the training time and the demand prediction loss for
the trained models, excluding the methods that do not rely
on deep learning. Even though the SciNet model takes at
least 34% longer to train than all baselines except GRAF,
the self-attention operations in the transformer encoder and
decoders enable the model to infer over multiple batches of
the time-series windows in parallel, and does not depend on
the output of a previous timestamp, improving the training
time of SciNet. The highest training time across all models is
of the GRAF method (102 seconds) with also the lowest test
loss (0.043) that uses a graph neural network that performs
graph convolutions across multiple timesteps, giving rise to
higher training times. Compared to GRAF, SciNet gives 23%
and 49% lower training times and demand prediction loss.

5.3 Comparison of QoS Metrics
Table 3 presents the comparison metrics and the cumulative
QoS scores of all models averaged over the execution inter-
vals. Fig. 4 shows the additional metrics for each method.
Across all metrics in Table 3, SciNet outperforms the base-
lines. The highest utilization ratio across all baselines is
achieved by CES. SciNet improves the utilization ratio by
allocating tasks, i.e., serverless functions to the same hosts
to minimize resource wastage and the active hosts in the sys-
tem. We define a host to be active when the CPU utilization

http://manpages.ubuntu.com/manpages/trusty/man1/sysbench.1.html
http://manpages.ubuntu.com/manpages/trusty/man1/sysbench.1.html
https://linux.die.net/man/1/iozone
https://azure.microsoft.com/en-us/pricing/calculator/
https://azure.microsoft.com/en-us/pricing/calculator/
https://www.spec.org/cloud_iaas2018/results/
https://www.spec.org/cloud_iaas2018/results/
https://flask.palletsprojects.com/en/2.2.x/
https://linux.die.net/man/1/rsync
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TABLE 3
Comparison of QoS parameters (averaged over intervals) of SciNet against baselines and ablated models. Units: cost - USD, energy - KW-hr,

response time - seconds, other metrics are unitless.

Model util. ratio cost accuracy energy resp. time SLA viol. QoS

ARIMA+ACO 0.298 ± 0.082 0.521 ± 0.060 0.492 ± 0.029 5.432 ± 0.021 21.309 ± 1.022 0.341 ± 0.040 0.348 ± 0.028
LSTM+ACO 0.423 ± 0.117 0.503 ± 0.056 0.517 ± 0.049 5.217 ± 0.042 16.921 ± 2.907 0.212 ± 0.019 0.440 ± 0.048
Decision-NN 0.728 ± 0.092 0.772 ± 0.011 0.720 ± 0.076 4.224 ± 0.021 12.2255 ± 0.709 0.091 ± 0.016 0.609 ± 0.031
Semi-Direct 0.753 ± 0.079 0.697 ± 0.106 0.728 ± 0.101 4.194 ± 0.069 17.091 ± 1.041 0.131 ± 0.013 0.554 ± 0.042
GRAF 0.729 ± 0.046 0.562 ± 0.038 0.741 ± 0.060 4.095 ± 0.094 14.772 ± 2.218 0.127 ± 0.017 0.585 ± 0.045
UAHS+Gillis+GOSH 0.607 ± 0.022 0.792 ± 0.107 0.723 ± 0.019 3.721 ± 0.037 20.986 ± 3.033 0.271 ± 0.028 0.498 ± 0.044
CAHS+Gillis+GOSH 0.680 ± 0.071 0.659 ± 0.054 0.737 ± 0.041 3.672 ± 0.029 17.289 ± 2.091 0.266 ± 0.010 0.542 ± 0.035
Narya+SplitPlace 0.721 ± 0.120 0.601 ± 0.024 0.802 ± 0.091 4.625 ± 0.013 22.090 ± 1.178 0.282 ± 0.029 0.466 ± 0.042
HASCO 0.770 ± 0.031 0.521 ± 0.002 0.786 ± 0.044 4.297 ± 0.082 16.128 ± 0.446 0.2252 ± 0.033 0.568 ± 0.027
RecSim 0.809 ± 0.055 0.499 ± 0.037 0.811 ± 0.069 2.720 ± 0.098 15.293 ± 0.929 0.148 ± 0.026 0.649 ± 0.037
CES 0.858 ± 0.049 0.528 ± 0.098 0.837 ± 0.056 2.424 ± 0.107 13.742 ± 0.361 0.103 ± 0.021 0.695 ± 0.027

SciNet Trans 0.844 ± 0.031 0.429 ± 0.031 0.800 ± 0.012 2.661 ± 0.090 10.293 ± 0.2257 0.084 ± 0.022 0.715 ± 0.015
SciNet CoDesign 0.798 ± 0.009 0.530 ± 0.011 0.747 ± 0.007 3.129 ± 0.012 19.025 ± 0.021 0.124 ± 0.012 0.585 ± 0.005

SciNet 0.926 ± 0.023 0.401 ± 0.018 0.879 ± 0.016 1.561 ± 0.021 9.272 ± 0.729 0.042 ± 0.009 0.801 ± 0.014
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Fig. 4. Comparison of QoS parameters (averaged over intervals) of SciNet against baselines and ablated models.

is > 0%. We use the Azure Automation9 service to auto-
hibernate and resume VMs based on the CPU utilization
of the VMs. Based on the provisioning decisions, intelligent
task placement in SciNet allows it to minimize the num-
ber of active hosts (see Fig. 4(b)). This also facilitates the
minimization of the energy consumption and cost, where
SciNet gives average energy consumption of 1.561 KW-hr,
which is 35.43% lower than the lowest baseline value of
2.424 KW-hr by CES and an average cost of 0.401 USD per
interval, 19.63% lower than the best baseline RecSim. SciNet

9. Azure Automation Service: https://azure.microsoft.com/
en-us/services/automation/#overview.

also gives an average accuracy of 0.879, 5% higher than the
best accuracy of 0.836 of the CES baseline. This is due to the
higher ratio of the layer-splitting decision that does not alter
the model by splitting the model by output type (semantic
splitting) or pruning the DNN model (model compression)
as is observed from Figs. 4(d) and 4(f). SciNet also gives
the lowest average SLA violation rate of 0.042, i.e., 59.2%
lower compared to the lowest baseline score of CES, which
is 0.103. This is due to the lower average response time (see
Fig. 4(c)), task wait time to get placed to a host (see Fig. 4(a))
and decision time (see Figs. 4(g) and 4(h)). In terms of the
overall QoS score, the best baseline is CES with a score of
0.695. SciNet improves upon this by 15.25%, giving 0.801.

https://azure.microsoft.com/en-us/services/automation/#overview
https://azure.microsoft.com/en-us/services/automation/#overview
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TABLE 4
Sensitivity analysis with hyperparameters γ, ξ, ζ). All standard

deviations are <0.05.

Value γ ξ ζ

r cost QoS acc. SLA QoS energy resp. t. QoS

0.0 0.930 0.412 0.784 0.910 0.062 0.792 1.293 12.312 0.784
0.1 0.929 0.407 0.787 0.905 0.051 0.794 1.348 11.029 0.787
0.2 0.929 0.403 0.798 0.902 0.048 0.795 1.398 10.421 0.789
0.3 0.927 0.401 0.799 0.893 0.046 0.797 1.439 10.019 0.792
0.4 0.926 0.401 0.801 0.885 0.043 0.798 1.478 9.892 0.793
0.5 0.922 0.398 0.798 0.879 0.042 0.801 1.501 9.562 0.796
0.6 0.910 0.394 0.798 0.876 0.041 0.800 1.523 9.312 0.799
0.7 0.902 0.391 0.795 0.866 0.041 0.799 1.561 9.272 0.801
0.8 0.898 0.390 0.789 0.854 0.041 0.798 1.581 9.269 0.800
0.9 0.887 0.390 0.782 0.850 0.040 0.798 1.664 9.264 0.800
1.0 0.869 0.389 0.769 0.838 0.039 0.797 1.928 9.263 0.799

5.4 Ablation Analysis
To test the efficacy of the co-design aspect and the trans-
former based neural models in SciNet, we modify the ap-
proach as follows. First, we consider a model without the
transfer for provisioning scores to the deployment network
or the provisioning and deployment decisions to the place-
ment network, but instead generate likelihood scores of each
decision independently. We call this the SciNet CoDesign
model. Second, we replace the transformer with a feed-
forward network to test the importance of temporal trends
that the transformer captures. We call this the SciNet Trans
model. The results in Table 3 and Fig. 4 show a drop in all
performance metrics for these models when compared to
SciNet, demonstrating the effectiveness of the transformer
based neural architecture and model training using auto-
regressive decision making strategy in SciNet.

5.5 Sensitivity Analysis
Table 4 shows the performance of the SciNet method for
different values of the hyperparameters γ, ξ, ζ . γ is a pa-
rameter to control the weight given to the cost metric when
performing independent optimization of the provisioning
decision using the co-simulator. Low γ corresponds to
private-cloud deployments that do not have any monetary
running costs, but require maximization of utilization ratio
to reduce resource wastage. High γ corresponds to work-
load execution on public clouds with limited cost budgets,
where the user aims at optimizing both system utilization
and running costs. Similarly, ξ and ζ are weights for the
SLA violation rates and response time, respectively. High
ξ and ζ correspond to time-critical application scenarios,
such as self-driving cars and healthcare. For comparison
with baselines, we use γ = 0.4, ξ = 0.5, ζ = 0.7 as per
grid-search, while maximizing QoS scores. The SciNet gives
higher QoS scores than each baseline for every value of
γ, ξ and ζ , providing clear evidence of the robustness of
the SciNet model to different deployment scenarios and
hyperparameter settings.

6 CONCLUSIONS

This paper proposes SciNet a co-simulated digital twin
based imitation learner that dynamically and concurrently
predicts VM provisioning, workload deployment and task
placement decisions to optimize QoS of a cloud computing
environment. It uses a transformer based composite neural

network to first predict the workload demands in the near
future and auto-regressively find the optimal set of provi-
sioning, deployment and placement actions. Imitation learn-
ing enables us to train a scalable and online action predictor
in order to imitate the QoS effects of each action using a co-
simulator. An offline co-simulations driven oracle facilitates
accurate performance prediction for each action, allowing
optimal decision making and avoiding excessive provision-
ing overheads at test time. Experiments with real-life AI-
based benchmark applications on a public cloud testbed
show that SciNet gives up to 48% lower execution cost, 79%
higher inference accuracy, 71% lower energy consumption
and 56% lower response times compared to the current
state-of-the-art methods. Thus, this work provides a proof-
of-concept of how a neural network based imitation learning
model can improve QoS of cloud systems. Future work
would investigate the application of the SciNet approach
to include additional resource management decisions such
as the implementation of workload queues, triggers, task
checkpointing, migration and host autoscaling.

SOFTWARE AVAILABILITY

The code and relevant training scripts are made publicly
available on GitHub under BSD-3 licence at https://
github.com/imperial-qore/SciNet.
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