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Abstract

Electronic structure theory is considered an extremely promising application of both

near-term and fault-tolerant quantum computers. The variational quantum eigensolver

(VQE) has been studied extensively as an algorithm for solving simple chemical systems

on noisy quantum devices. However, given the current constraints of these devices, bench-

marks have focused mostly on lattice and small molecular systems. The gap between

realistic, useful electronic structure simulations and current idealised benchmark systems

remains large. With this thesis we aim to bridge this gap, by considering simulations

of trans-polyacetylene (TPA) as benchmark system. This system is industrially relevant

and displays non-trivial physics, but is also importantly modelled by the relatively simple

Su–Schrieffer–Heeger (SSH) model.

Using VQE simulations of the SSH model, we assess the feasibility of quantum com-

puting from the viewpoint of an electronic structure practitioner. A particular emphasis

rests on the calculation of molecular forces, an understudied application, but of great im-

portance in realistic electronic structure calculations. Throughout our work, we find that

within our implementation the shot- and circuit-noise present on realistic quantum devices

impose limitations on VQE simulations of SSH that put them beyond the scope of current

algorithmic and hardware capabilities. Analysing our calculations with a particular focus

on the (in-)applicability of the variational principle in realistic calculations, we find that

the consideration of molecular forces is crucial to appropriately evaluating the feasibility

of VQE for realistic electronic structure calculations. Furthermore, we find that the SSH

description of TPA provides a valuable benchmark for assessing the performance of and

guiding future improvements in both algorithms and hardware.
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Chapter 1

Introduction

Electronic structure theory is the discipline of predicting properties of molecular

and material systems of interest using numerical solutions or approximations to the

quantum mechanical equations determining the motions of electrons. Throughout

the last century the field has evolved significantly and a wide variety of methods

and applications have been developed. They have been useful both in predicting

properties, such as the calculation of molecular energy levels and structural proper-

ties of enzymes [1], and in understanding the underlying physics, such as the study

of superconductors and two-dimensional layered materials [2, 3]. Over the past

decades continuous increases in computational power and improvements in numeri-

cal methods have begun to make a “Materials by Design” approach possible in which

computational simulations inform experimental implementations [4]. However, elec-

tronic structure calculations on classical computers are inherently limited by the

exponential growth of the computational complexity with the size of the system,

a limitation inherent to the quantum mechanical nature of the system. Quantum

computing has long been proposed as a possible solution to this exponential scaling,

since the quantum mechanical nature of such a device provides a natural setting to

tackle this exponential complexity growth [5]. In the current era of “Noisy Interme-

diate Scale Quantum” (NISQ) [6], hybrid quantum-classical variational algorithms

have established themselves as a promising avenue to make use of the currently

available hardware [7]. The variational quantum eigensolver (VQE) is an example

of such an algorithm aimed at solving the electronic structure problem [8].

VQE has been explored extensively for the calculation of ground-state energies of

quantum mechanical systems [9]. The often cited long term goals are the simulations

of large, complex molecules such as those encountered in the design of pharmaceuti-

cal drugs [10]. However, due to the current qubit count and noise related limitations

of real quantum computers, and the high cost associated with emulating them on

8



1. Introduction 9

classical hardware, VQE calculations have been restricted to the simplest possible

systems. Frequently considered problems include spin and fermionic lattice mod-

els, such as Heisenberg or Hubbard models [11–14]. Compared to real materials

and molecules these lattice models are much simpler in structure as each site is

represented by a single orbital, Hamiltonians are highly local and symmetric, and

dimensionality is frequently restricted to one or two dimensions. These simplifica-

tions allow for simulations of much larger systems given the current computational

limitations [15]. At the same time solving these systems is still of scientific interest to

the physics community, as many questions remain unanswered [16]. When it comes

to materials and molecules, standard systems considered include H2, LiH, other

simple diatomic molecules, and small hydrogen chains [17–20]. Compared to lattice

models, simulating these systems using quantum computers requires considerably

more quantum resources as each atom usually requires multiple orbitals to describe

and Hamiltonians are long-ranged, unstructured and three-dimensional. While com-

pared to lattice models these investigations are a much better representation of the

systems of interest in materials science and chemistry, they are ultimately restricted

to the simplest possible molecular systems, for which properties can frequently be

predicted correctly at a qualitative level using only mean-field calculations.

Furthermore, neither the lattice models nor the very small molecular systems are

particularly representative of “realistic” electronic structure calculations of “useful”

materials and properties. While predicting ground-state energies is the most funda-

mental step in any electronic structure calculation, electronic structure practitioners

are usually interested in predicting physical properties and observables beyond the

ground-state energy. More appropriate calculations would for example involve pre-

diction of the ground-state molecular structure and its properties by using VQE as

part of a geometry optimisation. The simple lattice models mentioned previously

are inherently unable to capture this part of materials simulations. Similarly, while

the small molecular systems often considered do technically allow for the inclusion

of a geometry optimisation, the systems are too simplistic to warrant or allow such

calculations; the qualitative nature of the physics in these systems does not depend

on a correct description of the ground-state geometry, and the number of molecular

coordinates in these systems is too small to require geometry optimised calcula-

tions. When the molecular geometry is in fact considered in these calculations, it

is oftentimes done at a very rudimentary level. A potential energy surface (PES) is

usually constructed explicitly, most of the time one-dimensional and with respect to

a singular molecular coordinate, the bond length [17, 18, 20]. This is in stark con-

trast with more realistic calculations of larger molecules, in which molecular forces
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have to be evaluated. This is a well studied discipline in electronic structure theory

which has allowed the prediction of ground-state geometries, reaction pathways and

vibrational frequencies of molecules [21].

With this thesis we aim to approach VQE calculations from a viewpoint of a

practitioner of standard materials simulations, who is trying to perform “useful” and

“realistic” simulations on quantum computers. However, as discussed, the most com-

monly considered lattice/Hubbard models and small molecular systems are not well

suited for such an investigation, due to their limited chemical relevance and small

system size respectively. Since we are inherently limited by the available quantum

devices and classical simulability of quantum algorithms, in our work we instead fo-

cus on simulations of trans-polyacetylene (TPA). TPA as a molecule presents a great

opportunity to explore some of these more realistic aspects of electronic structure

calculations. It is an industrially relevant material that exhibits rich and interesting

physics. However, its properties cannot be described using (semi-)local density func-

tional theory (DFT) calculations, a strong motivation for performing more accurate

and exact quantum mechanical calculations; DFT predicts not only quantitatively

inaccurate but also qualitatively incorrect results such as the presence of a fictitious

spin density wave (SDW) instead of the correct charge density wave (CDW) struc-

ture. Most importantly it can also be described using a very simple one-dimensional

Hubbard-like model, the Su–Schrieffer–Heeger (SSH) model. The reduction of the

complexity and dimensionality in this model system makes it highly amenable to

simulations using VQE, especially given the current constraints imposed by NISQ

devices [15]. Furthermore, unlike standard Hubbard models, the molecular-derived

SSH model still makes it possible to explore the above described aspects of “realis-

tic” quantum simulations of molecules and materials, since the correct prediction of

the properties of TPA – not only quantitatively but also qualitatively – requires an

accurate determination of the ground-state geometry using a molecular force based

geometry optimisation.

We aim to exemplify the simulation of the SSH model using VQE, quantifying

the quantum resources required to predict its properties to sufficient accuracy while

simultaneously determining the limitations imposed by, and necessary improvements

required to, the currently available NISQ devices to allow such calculations to be

performed. Since a full geometry optimised calculation is beyond the scope of this

thesis and the available classical and quantum resources, we instead focus on the

calculation of the molecular forces in the SSH model, a crucial component of geome-

try optimisations and hence important for correctly predicting the properties of the

system. We also aim to use our calculations and results to draw more general con-
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clusions about the prospects of using quantum computers for realistic simulations

of molecules and materials, in particular with a view on the calculation of molecular

forces using VQE, since this application has received relatively little attention so

far, and since it is well established in standard electronic structure theory that pre-

dicting sufficiently accurate molecular forces is in general considerably more difficult

than predicting sufficiently accurate ground-state energies.

The Principle of Generality Since with our work we aim to approach the VQE

calculation from a viewpoint of an electronic structure practitioner, we will in many

instances consider “standard” VQE implementations which, while potentially subop-

timal for our particular problem instance, more closely represent realistic electronic

structure calculations.

1.1 Thesis Outline

In Chapter 2 we discuss the theoretical background necessary to understand the gen-

eral electronic structure theory and quantum computing concepts used and discussed

throughout this thesis. In Chapter 3 we introduce TPA, discuss the SSH model and

present numerical results for DFT calculations of TPA. Chapter 4 presents the gen-

eral concept of VQE and discusses the specific methods relevant for our work at

an abstract level. In Chapter 5 we first discuss the VQE implementation for our

calculations, specialising the previously discussed abstract concepts to the specific

model considered. We then present numerical results for ideal VQE simulations of

our model. In Chapter 6 we analyse the expected impact of shot- and circuit-noise

on VQE calculations. We also present numerical results for our VQE calculations

under the influence of shot- and circuit-noise.



Chapter 2

Background

2.1 Electronic Structure Theory

2.1.1 The Electronic Structure Problem

Electronic structure theory is concerned with determining the properties of molecu-

lar and condensed matter systems. As quantum mechanical system they are deter-

mined by the time-dependent Schrödinger equation (TDSE) 1 [22]:

Ĥ|ψ⟩ = i
∂

∂t
|ψ⟩ (2.1)

where the electronic structure Hamiltonian, ĤES, takes the form:

ĤES =

T̂e︷ ︸︸ ︷
−1

2

∑
i

∇2
i

V̂ne︷ ︸︸ ︷
−
∑
i,I

ZI
|ri −RI |

V̂ee︷ ︸︸ ︷
+

1

2

∑
i ̸=j

1

|ri − rj|

−
∑
I

1

2MI

∇2
I︸ ︷︷ ︸

T̂n

+
1

2

∑
I ̸=J

ZIZJ
|RI −RJ |︸ ︷︷ ︸
V̂nn

.

(2.2)

It describes a general system of electrons and atomic nuclei with positions ri and

RI , charges e and ZIe, and masses me and MI respectively, all interacting through

Coulomb repulsion. The individual contributions to Te, Vne, Vee, Tn, and Vnn account

for the electron kinetic energies, electron-nucleus interactions, electron-electron in-

teractions, nucleus kinetic energies, and nucleus-nucleus interactions respectively. In

the absence of any external interactions the physical system is further determined

1Unless otherwise specified any equations assume atomic units: ℏ = me = e = 4πε0 = 1

12
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by the ground-state solution to the time-independent Schrödinger equation (TISE):

Ĥ|ψ⟩ = E|ψ⟩ (2.3)

The complexity of the equations grows exponentially with the system size N – since

equ. (2.3) defines a differential equation of 3N variables, the coordinates of electrons

and nuclei, a direct solution requires exponentially many resources in N . This

makes analytic solutions intractable for all but the simplest systems. Approximate

solutions to the electronic structure problem have therefore been sought out since the

beginning of quantum mechanics. Of particular importance throughout electronic

structure theory is the Born-Oppenheimer (BO) approximation. As part of this

approximation and based on the difference in mass between the electrons and nuclei,

phonon-electron interactions are ignored, making it possible to factorise the complete

many-body wavefunction into electronic and nuclear parts:

ψ̃({ri}, {RI}) = ψ({ri}; {RI}) Φ({RI}) (2.4)

This factorisation allows the nuclear coordinates to be treated as classical parameters

of the system that determine the electronic wavefunction and energy through their

electro-static potential only. An effective time-independent electronic Hamiltonian

under the BO approximation is given by [22]:

ĤES,e({RI}) = T̂e + V̂ne({RI}) + V̂ee +

[
V̂nn({RI})

]
(2.5)

with solutions determined by the corresponding TISE:

ĤES,e({RI})|ψe({RI})⟩ = Ee({RI})|ψe({RI})⟩ (2.6)

and where the dependence on the nuclear positions as parameters has been made

explicit. The electrostatic interaction of the nuclear configuration, V̂nn({RI}), in

equ. (2.5) does not need to be explicitly included when solving equ. (2.6), since in the

BO approximation it is a purely classical contribution that acts as a constant energy

shift to Ee({RI}) and can be accounted for at the end of the computation. Solving

the electronic TISE under the BO approximation is the main focus of electronic

structure theory and of the work in our thesis and we will drop the explicit electronic

subscripts e from here on.
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2.1.2 Slater Determinants

Since electrons are indistinguishable fermions, physically relevant solutions to the

electronic structure problem are required to be fully antisymmetric under the ex-

change of any two electrons, ri ↔ rj. This requirement can be naturally expressed

and incorporated when many-body wavefunctions are constructed from a basis of

orthonormal single-particle orbitals {ϕp(r)} as is frequently done in electronic struc-

ture theory. Given a set of N such spin orbitals an N -electron wave function can be

directly formed as the product of each individual occupied orbital:

|ψ({ri})⟩ = |ϕp1(r1)ϕp2(r2) . . . ϕpN (rN)⟩ (2.7)

However, this many-body wavefunction is not antisymmetric under exchange of

electrons. The antisymmetry of the wavefunction requires antisymmetry under ex-

change of electronic orbitals ϕp(r)↔ ϕq(r) for any electrons i and j occupying any

orbitals p and q respectively. An appropriately (anti-)symmetrised wavefunction can

be constructed as the Slater determinant (SD) of the occupied orbitals [22]:

|ψ({ri})⟩ =
1√
N !

∣∣∣∣∣∣∣∣∣∣
ϕp1(r1) ϕp2(r1) · · · ϕpN (r1)

ϕp1(r2) ϕp2(r2) · · · ϕpN (r2)
...

...
. . .

...

ϕp1(rN) ϕp2(rN) · · · ϕpN (rN)

∣∣∣∣∣∣∣∣∣∣
≡ | det(ϕp1ϕp2 . . . ϕpN )({ri})⟩

(2.8)

If the single-particle basis is complete, the set of all unique SDs that can be con-

structed from this basis also forms a complete basis for the space of anti-symmetric

many-body wavefunctions.

2.1.3 Second Quantisation

The fermionic antisymmetry requirement and Slater determinant construction can

be naturally expressed and incorporated in the formalism of second quantisa-

tion. Rather than working with explicit, antisymmetric N -electron wavefunctions

ψ(r1, . . . , rN), the problem is reformulated in terms of occupations of a basis of

orthonormal single-particle spin-orbitals {ϕp(r)}. The relevant Hilbert space is the

fermionic Fock space, spanned by occupation-number states |n0n1 . . . ⟩, where on

account of the Pauli exclusion principle np ∈ {0, 1}. The occupation-number states

correspond to the SDs, equ. (2.8), formed by occupying the specified orbitals. The

fundamental operators in this representation are the fermionic creation and annihi-
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lation operators, ĉ†p and ĉp, which act on orbital occupations as:

ĉ†p| 00 . . . 0︸ ︷︷ ︸
p−1

0 . . . ⟩ = |00 . . . 01 . . . ⟩ ĉ†p|00 . . . 10 . . . ⟩ = 0 (2.9)

ĉp|00 . . . 01 . . . ⟩ = |00 . . . 00 . . . ⟩ ĉp|00 . . . 00 . . . ⟩ = 0 (2.10)

The completely unoccupied state |00 . . . ⟩, which is annihilated by all ĉp, is commonly

referred to as the vacuum state, |Ω⟩. In this formalism the antisymmetry of the

wavefunction is incorporated directly into the fermionic operators through their

anti-commutation relations:

{ĉp, ĉq} = ĉpĉq + ĉq ĉp = 0, (2.11)

{ĉ†p, ĉ†q} = ĉ†pĉ
†
q + ĉ†q ĉ

†
p = 0, (2.12)

{ĉp, ĉ†q} = ĉpĉ
†
q + ĉ†q ĉp = δpq. (2.13)

In the second quantisation formalism the electronic structure Hamiltonian, ĤES, can

be expressed as:

ĤES =
∑
pq

hpq ĉ
†
pĉq +

1

2

∑
pqrs

hpqrsĉ
†
pĉ

†
q ĉrĉs (2.14)

with the electronic one- and two-body integrals defined as 2 [22]:

hpq = ⟨ϕp|T̂e + V̂ne|ϕq⟩ =

∫
dr ϕ∗

p(r)

(
−1

2
∇2
i −

∑
I

ZI
|r −RI |

)
ϕq(r)

hpqrs = ⟨ϕpϕq|V̂ee|ϕrϕs⟩ =

∫∫
dr1 dr2 ϕ

∗
p(r1)ϕ

∗
q(r2)

1

|r1 − r2|
ϕr(r1)ϕs(r2)

(2.15)

where from now on we drop the explicit dependence ĤES = ĤES({RI}).

2.2 The Variational Principle

The variational principle lies at the heart of modern electronic structure theory.

It establishes the conceptually simple numerical procedure of minimising the en-

ergy as a computational method used for finding the ground state of the electronic

structure Hamiltonian, or any excited state if orthogonality relative to lower energy

eigenstates is enforced. In addition to establishing this variational method, the vari-

ational principle has important consequences for the computational effort required

to calculate accurate energies and molecular forces within this method.

2We adhere to the physicist’s notation and convention for electronic repulsion integrals [22]
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In this section we review the theory behind the variational principle, since most

electronic structure methods, including Hartree-Fock (HF), density functional theory

(DFT), configuration interaction (CI), and most importantly for our work, the varia-

tional quantum eigensolver (VQE), are based on the variational method. We further

discuss the implications for the relative scaling of errors in energies and molecular

forces with the accuracy of the computational method and how they broadly ap-

ply in standard electronic structure theory. This sets the context in which we will

analyse the accuracy of energies and molecular forces in our VQE calculations in

sec. 5 and sec. 6. Lastly, we also discuss an extension of the variational principle

to the variance, which presents an alternative minimisation target for approximat-

ing ground and excited states. While not directly used as variational method in

our work, we discuss the consequences for the stochastic noise in quantum Monte

Carlo simulations, which will be of importance for the analysis of stochastic noise

in realistic VQE calculations considered in sec. 6.

2.2.1 Exact Energy

The variational principle establishes a direct correspondence between eigenstates,

ψi, of any observable Ô, and stationary states of the Rayleigh-Ritz quotient, O [ψ]

[23]. O [ψ] is defined as the expectation value ⟨Ô⟩ considered as a functional of the

wavefunction ψ:

O [ψ] ≡ ⟨ψ|Ô|ψ⟩⟨ψ|ψ⟩ (2.16)

Specialising the discussion to the Hamiltonian Ĥ and the energy functional E[ψ] =
⟨ψ|Ĥ|ψ⟩
⟨ψ|ψ⟩ , a direct expansion of the functional in terms of small deviations of the

wavefunction, ψ → ψ + δψ, leads to:

E[ψ + δψ] =
⟨ψ + δψ|Ĥ|ψ + δψ⟩
⟨ψ + δψ|ψ + δψ⟩ (2.17)

= E[ψ] +
1

⟨ψ|ψ⟩
[
⟨δψ|Ĥ|ψ⟩+ ⟨ψ|Ĥ|δψ⟩

]
− E[ψ]

⟨ψ|ψ⟩ [⟨δψ|ψ⟩+ ⟨ψ|δψ⟩] +O(δψ2)

(2.18)

= E[ψ] +
2

⟨ψ|ψ⟩ Re⟨δψ|Ĥ − E[ψ]|ψ⟩+O(δψ2) (2.19)

The stationary condition δE
δψ

= 0 requires that the linear term vanishes for any devi-

ation δψ, and hence that ψ is an eigenstate of Ĥ, Ĥ|ψ⟩ = E|ψ⟩, thereby establishing

the sought after correspondence. An explicit parametrisation of the wavefunction
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as a linear combination of the Hamiltonian eigenstates,

|ψ⟩ =
∞∑
k=0

ck|ψk⟩ Ĥ|ψk⟩ = Ek|k⟩ ⟨ψk|ψl⟩ = δkl (2.20)

allows us to explicitly show that the energy of any wavefunction is an upper bound

to the exact ground-state energy, E0, and that the error in the energy is quadratic

in the error in the wavefunction with respect to the exact ground state, ψ0

E[ψ] =

∑∞
k=0 |ck|2Ek∑∞
k=0 |ck|2

=
E0 +

∑∞
k=1

|ck|2
|c0|2Ek

1 +
∑∞

k=1
|ck|2
|c0|2

(2.21)

= E0 +
∞∑
k=1

|ck|2
|c0|2

(Ek − E0) +O
( |ck|4
|c0|4

)
≥ E0 (2.22)

with equality E[ψ] = E0 only if ck = 0 for k ≥ 1 and hence |ψ⟩ ∝ |ψ0⟩.
The variational principle has been attributed to the immense success that elec-

tronic structure methods have seen for finding approximate solutions to the full elec-

tronic structure problem [23]. Not only does it establish the variational method –

minimise the energy across some considered wavefunction space – as a valid method

for finding approximate wavefunctions, but it also shows that since the error in

the energy is quadratic in the error in the wavefunction, even relatively inaccurate

wavefunction approximations can provide sufficiently accurate energies.

2.2.2 Exact Molecular Forces

Frequently in electronic structure calculations, the goal is to predict properties of

interest beyond the (exact) ground-state energy, such as polarisabilities, electronic

densities, or, as the main focus of our work, nuclear gradients and molecular forces.

These quantities will, in general, not be stationary points of their corresponding

functionals for the exact ground-state wavefunction [24]. As an example, we consider

the Hellmann-Feynman force discussed in sec. 2.5.1, for which the corresponding

functional is given by:

F [ψ] ≡ ⟨ψ|F̂ |ψ⟩⟨ψ|ψ⟩ F̂ ≡ −∂Ĥ
∂R

(2.23)

By applying the variational principle, in particular equ. (2.19), to F̂ and F [ψ] we

find that F [ψ] will only be stationary at the eigenstates of F̂ . Unless the ground

state of Ĥ, ψ0, for which we want to calculate F̂ [ψ0], happens to coincide with an



18 Quantum Simulations of Conducting Polymers

eigenstate of ∂Ĥ
∂R

– a highly unlikely scenario for a general Ĥ – the force at the ground

state will not be variational, since to first order:

δF = F [ψ0 + δψ]− F [ψ0] =
2

⟨ψ|ψ⟩ Re⟨δψ|F̂ − F [ψ]|ψ⟩ ≠ 0 (2.24)

Given an error in the wavefunction of δψ, the corresponding errors in the energy,

δE = E[ψ0]−E[ψ0 + δψ], and the molecular force, δF = F [ψ0]−F [ψ0 + δψ], scale

as:

δE = O(δψ2) δF = O(δψ) (2.25)

with a relative scaling of:

δF ∼
√
δE (2.26)

Consequently, it is expected that molecular forces will, in general, converge to the

exact ground-state result more slowly than energies as the accuracy of the approx-

imate solution is improved [25]. This is commonly observed in a wide variety of

practical electronic structure calculations as further discussed below.

2.2.3 Variational Principle in Practice

While the above discussions consider the energy functional applied to the whole

Hilbert space and with respect to the exact eigenstate, any computational method

based on variationally optimising some (not necessarily exact or correct) energy

functional will exhibit the same scaling in errors of energies and molecular forces,

provided that the errors are calculated relative to the exact solution within the

computational approach chosen. In DFT calculations for example, an approximate

energy functional of the density such as LDA, ELDA[ρ], is minimised (see sec. 2.3),

and the minimum of this functional, ρ0,LDA, will generally not correspond to the exact

ground state of the full electronic structure Hamiltonian, equ. (2.5). Nonetheless, the

same variational arguments apply to the accuracy in the energy, δELDA = ELDA[ρ]−
ELDA[ρ0,LDA] and the accuracy of the force, δFLDA = FLDA[ρ]− FLDA[ρ0,LDA], as we

approach the minimum of the functional, ρ0,LDA [26].

As a result, the variational scaling of energies has wide ranging consequences for

electronic structure calculations, where it can be observed as calculations are being

converged with respect to the computational parameters determining the accuracy

of the solution such as the energy cut-off, Ecut, in plane-wave DFT (e.g. [27], or the

basis set size, Nb in CI singles and doubles (e.g. [28]). It is well known amongst

electronic structure practitioners that sufficiently converged molecular forces gener-
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ally require more accurate and more expensive calculations, with the exact details

set by the method, the system studied, and the accuracy targeted.

2.2.4 Generalised Functionals and Variance

The variational principle can be further generalised to any analytic function of the

Hamiltonian, f(Ĥ) ≡∑k
f (k)
k!
Ĥk [29], with corresponding functional:

fE[ψ] =
⟨ψ|f(Ĥ)|ψ⟩
⟨ψ|ψ⟩ (2.27)

where a correspondence can again be established between eigenstates ψi of Ĥ and

stationary points of fE[ψ] by expanding to first order in δψ,

fE[ψ + δψ] = fE[ψ] +
2

⟨ψ|ψ⟩ Re⟨δψ|f(Ĥ)− fE[ψ]|ψ⟩+O(δψ2) (2.28)

and observing that eigenstates of Ĥ are also eigenstates of Ĥn and hence of f(Ĥ) =∑
k
f (k)
k!
Ĥk.

A functional that has seen interest in electronic structure theory as an alternative

minimisation target to the energy functional is the energy variance of a state:

VarE[ψ] =
⟨ψ|(Ĥ − E[ψ])2|ψ⟩

⟨ψ|ψ⟩ =
⟨ψ|Ĥ2|ψ⟩
⟨ψ|ψ⟩ −

(
⟨ψ|Ĥ|ψ⟩
⟨ψ|ψ⟩

)2

(2.29)

referred to as such since it corresponds to the variance of the random variable asso-

ciated with measurement outcomes in the basis of the energy eigenstates, as further

discussed in sec. 4.4. By applying the generalised variational principle to each of the

terms individually, the variance at any exact eigenstate, ψi can be shown to be sta-

tionary, VarE[ψi + δψ] = VarE[ψi] +O(δψ2). However, unlike the energy functional,

the variance also vanishes at each eigenstate VarE[ψ] = 0, which together with the

positivity of the functional, VarE[ψ] ≥ 0, establishes each eigenstate, ground or

excited, to be a minimum of the functional. This result, commonly referred to as

the zero-variance property, allows any eigenstate to be targeted with a direct min-

imisation of VarE[ψ], in contrast to E[ψ] where a direct minimisation only targets

the ground state. Minimisation of the variance functional has found wide ranging

applications, particularly in variational quantum Monte Carlo (QMC) where it can

often lead to improved convergence of the minimisation [30], but has recently also

been applied to excited state VQE calculations to circumvent the requirement of

orthogonalisation relative to the ground state [31].
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It should be noted that while VarE[ψ] does correspond to the variance of a

measurement of the energy (via projection onto the energy eigenstates), first and

foremost it is simply another property of ψ, which can in theory be calculated

exactly, provided we are working with a representation of ψ for which (Ĥ−E[ψ])|ψ⟩
can easily/efficiently be evaluated (e.g. in a CI method evaluation of VarE[ψ] reduces

to simple linear algebra). As such, even if the variance is being used as alternative

minimisation objective, the energies and molecular forces at ψ are at this stage still

given by E[ψ] and F [ψ] and the errors δE and δF are therefore still expected to

scale according to equ. (2.25) and (2.26).

In standard QMC simulations, however, E[ψ] and F [ψ] are in fact estimated by

stochastic methods where the estimators Ē[ψ] and F̄ [ψ] have variance VarE[ψ] and

VarF [ψ] respectively. As with the energy functional it can be shown that in general

the molecular forces are not expected to obey a variational principle for the variance

near the ground state ψ0. The variances of the estimators of energies and molecular

forces near the ground state ψ0 of Ĥ are therefore expected to scale as:

VarE[ψ0 + δψ] = O(δψ2) (2.30)

VarF [ψ0 + δψ] = VarF [ψ0] +O(δψ) = O(1) (2.31)

The zero-variance property of E[ψ] at ψ0 has been attributed to the success of QMC

methods for estimating energies, as it leads to a reduced resource requirement when

the exact solution is approached, while similarly, the absence of such a property for

VarF [ψ] leads to difficulties in estimating molecular forces and other non-variational

quantities in QMC [32].

2.3 Density Functional Theory

2.3.1 Hohenberg-Kohn DFT

Density functional theory (DFT) is one of the main computational approaches used

to (approximately) solve the electronic structure problem. The Hohenberg-Kohn

(HK) theorems demonstrate a unique correspondence between electronic densities

and ground-state wavefunctions, ρ(r) ↔ |ψ0({ri})⟩, and based on this correspon-

dence and the variational principle presented in sec. 2.2 establish the existence of

a universal, i.e. system independent, energy functional of the density, E[ρ], that is

minimised by the exact ground-state density, ρ0. This formulation allows the elec-

tronic structure problem to be expressed solely in terms of the electronic density,

greatly reducing the dimensionality (and computational complexity) of the central
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mathematical object from 3N for the full wavefunction to three for the electronic

density. In the HK formalism the functional can be formally expressed as:

EHK[ρ] = T [ρ] + Eint[ρ] +

∫
dr Vext(r)ρ(r)

≡ FHK[ρ] +

∫
dr Vext(r)ρ(r)

(2.32)

where the functionals T [ρ] and Eint[ρ] correspond to the kinetic and Coulomb inter-

action energies of a system with ground-state density ρ, and Vext is most commonly

identified with Vnn. However, a mathematically tractable form of the functional

FHK[ρ] is not known and implementations of the DFT formalism require the devel-

opment and use of approximate energy functionals.

2.3.2 Kohn-Sham DFT

Kohn-Sham (KS) DFT makes accurate approximations and efficient implementa-

tions tractable by introducing a fictitious system of non-interacting electrons with

the same ground-state density:

EKS[ρ] = Ts[ρ] +

∫
dr Vext(r)ρ(r) + EH[ρ] + EXC[ρ] (2.33)

where Ts[ρ] and EH[ρ] represent the kinetic energy and classical electrostatic

(Hartree) energy of the non-interacting electron system and EXC[ρ] is referred to

as the Exchange-Correlation (XC) functional. Solving for the ground-state den-

sity and energy can be shown to be equivalent to solving the KS system with a

Hamiltonian given by:

ĤKS = −1

2

∑
i

∇2
i +

∑
i

Vext(ri) +
∑
i

VH[ρ](ri) +
∑
i

δEXC[ρ]

δρ(ri)
(2.34)

This system needs to be solved self-consistently; since VH and δEXC/δρ are func-

tionals of ρ the solution requires an output density, ρout, that is consistent with the

input density of the calculation ρin, i.e. ρout = ρin.

2.3.3 DFT in Practice

While KS DFT is in theory only a formally exact restatement of HK DFT, the form

of the KS equations has made accurate implementations of DFT possible, since it

was found that EXC[ρ] is more amenable to accurate approximations. Over the last

decades a hierarchy of approximate XC functionals has been developed, termed “Ja-
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cob’s ladder”, increasing in both complexity and accuracy [33]. The simplest of these

are the local and semi-local functionals termed local-density approximation (LDA)

and generalised gradient approximation (GGA). LDA considers the functional to

be purely local, depending only on the charge density at a specific point. GGA

generalises this notion to a semi-local functional, allowing it to also depend on the

gradient of the charge density at each point:

ELDA[n(r)] =

∫
dr n(r) ϵLDA(n(r)) (2.35)

EGGA[n(r)] =

∫
dr n(r) ϵGGA(n(r), |∇n(r)|) (2.36)

While increasingly accurate exchange-correlation functional approximations con-

tinue to be developed, DFT suffers from the absence of a systematically improvable

approximate functional [33]. In practice, DFT-based methods trade accuracy for

computational efficiency and are generally able to produce qualitatively correct re-

sults for relatively large system sizes. As a result, they find extensive use in materials

science and condensed-matter physics, where qualitative reliability and favourable

scaling are the primary requirements, for simulations of comparatively large sys-

tems, involving structures consisting of hundreds of atoms (e.g. [34]). Nevertheless,

the accuracy achieved is strongly system- and functional-dependent, particularly

as the degree of electronic correlation increases [35]. Common failures include the

systematic underestimation of band gaps in crystalline materials [36] and the self-

interaction error caused by approximate functionals allowing spurious interactions

of electrons with themselves [37].

2.4 Wave-function Methods

2.4.1 Hartree-Fock

Wave-function based methods still consider quantum mechanics at the level of the

exponentially complex many-body wave-function of the system. Tractability of the

problem is achieved by restricting the wave-function to a small, specific subspace of

the full Hilbert space over which an approximate solution is found. The Hartree-Fock

(HF) method is one of the simplest wave-function based methods for approximately

solving the electronic structure problem. In HF the many body wavefunction is

restricted to a single Slater determinant built from a set of orthonormal single-



2. Background 23

particle orbitals, {ϕp(r)} [23]:

|ψHF⟩ = | det(ϕ1ϕ2 . . . )⟩ (2.37)

The orbitals used to construct the SD are commonly known as molecular orbitals

(MO) and chosen in accordance with the variational principle by minimising the

energy of the resulting wavefunction:

EHF = min
{ϕp}
⟨ψHF|Ĥ|ψHF⟩ (2.38)

While solving HF directly in the position basis is possible by setting up a set of

integro-differential equations, the most common framework for HF instead considers

an expansion of the MOs in terms of a set of (generally non-orthogonal) atomic

orbitals (AO), {χµ}:
ϕp(r) =

∑
µ

Cµpχµ(r) (2.39)

The task of HF is to then determine the expansion coefficients Cµp to minimise the

SD energy and best approximate the exact many-body ground state.

Restricted Hartree-Fock (RHF), the simplest variant of HF, further limits the

space of SDs to be searched by requiring that the two spin species for each orbital

are treated the same, enforcing that both spin species have identical spatial orbitals

and are also always simultaneously occupied [23]:

|ϕpα(r)⟩ = |ϕp(r)⟩| ↑⟩ |ϕpβ(r)⟩ = |ϕp(r)⟩| ↓⟩ (2.40)

|ψRHF⟩ = | det(ϕ1αϕ1βϕ2αϕ2β . . . )⟩ (2.41)

The minimisation task, equ. (2.38), for RHF can be expressed as the solution to

the Roothaan-Hall equations, a generalised, i.e. S ̸= I, non-linear, i.e. f = f(C),

eigenvalue equation for the Fock operator f [23]:

fC = SCϵ (2.42)

where C is the matrix of MO expansion coefficients, S is the matrix of AO overlap
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integrals ⟨χµ|χν⟩, ϵ is a diagonal matrix of the orbital energies, and f is defined as:

fµν = hµν +
∑
ij

Pij

(
hµiνj −

hµijν
2

)
(2.43)

with Pµν = 2

N/2∑
a

⟨χµ|ϕa⟩⟨ϕa|χν⟩ = 2

N/2∑
a

CµaCνa (2.44)

where the orbitals are assumed to be real. The non-linearity of these equations

requires them to be solved in a self-consistent manner, most frequently via repeated

diagonalisation until convergence is reached. In unrestricted HF (UHF) the spatial

orbitals belonging to the two spin species are allowed to differ, and no double oc-

cupancy is enforced. Other common HF variants include restricted open-shell HF

(ROHF), which enforces a shared spatial-orbital set while permitting open-shell oc-

cupations, and generalised HF (GHF), which allows spin mixing. However, while

they differ in complexity, all HF variants aim to produce a set of single particle MOs

that are deemed best within the specific restrictions imposed.

2.4.2 Post-HF Methods

While HF treats exchange exactly, its single-determinant form neglects most elec-

tron correlation beyond mean-field, motivating post-HF methods that systematically

enlarge the variational space or introduce correlated parametrisations of the wave-

function [23]. In this sense, HF is not only a stand-alone mean-field approximation,

but also a standard starting point that supplies both a reference determinant and

an MO basis that enables systematic, hierarchical improvements towards the exact

solution (within the given basis set).

In configuration interaction (CI) the wavefunction is expanded as a linear com-

bination of excited determinants, e.g. in CI singles and doubles (CISD) [23]:

|ψCISD⟩ = c0|Φ0⟩+
∑
ia

cai |Φa
i ⟩+

∑
i<j
a<b

cabij |Φab
ij ⟩ (2.45)

where the reference determinant |Φ0⟩ is typically taken as the HF solution, and the

excited determinants |Φa
i ⟩, |Φab

ij ⟩ are formed by promoting electrons from occupied

orbitals i, j, . . . into virtual orbitals a, b, . . . of the HF MO basis. This highlights

a central practical role of HF: once a set of orthonormal MOs has been obtained,

it provides a convenient one-particle basis in which correlated methods can build

controlled, particle–hole type expansions of the exact wavefunction. In the limit that

all excitation ranks are included, CI becomes full CI (FCI), which is exact within



2. Background 25

the chosen finite orbital basis. Closely related constructions underlie many other

post-HF methods. In coupled cluster (CC) theory the correlated state is written as

an exponential of excitation operators acting on the HF reference, e.g. in CCSD

[23]:

|ψCC⟩ = eT̂ |ψHF⟩ with T̂ =
∑
ia

tai ĉ
†
aĉi +

∑
i<j
a<b

tabij c
†
ac

†
bcicj (2.46)

with T̂ = T̂1 + T̂2 defined with respect to the same occupied/virtual partition.

2.4.3 WF Methods in Practice

Ultimately, all above mentioned methods suffer from the trade-off between accuracy

and computational complexity. Wave-function based methods can be very accurate,

but are generally also very computationally expensive. As such, they mainly find

applications in the field of chemistry, in which relatively small molecules are con-

sidered and highly accurate energies are required. Despite continuous effort in the

development of wavefunction based algorithms and the increase in computational

power, they are still limited to small to moderately sized systems. Exact FCI calcu-

lations have been pushed to include up to 24 orbitals, expanding the wavefunction

in more than one trillion SDs [38]. More sophisticated algorithms have been able

to deal with systems including up to 77 orbitals [39]. Many large molecules, espe-

cially strongly correlated ones, however have remained intractable for high-accuracy

calculations using wavefunction based methods.

2.5 Molecular Forces

Applications of electronic structure theory frequently require the evaluation of

derivatives of the energy with respect to parameters of the Hamiltonian and/or

system, since many interesting and important properties are defined in terms of

the system’s response to an applied perturbation. The practice of calculating ana-

lytic derivatives and response quantities in electronic structure theory has therefore

become a commonplace and well studied discipline [21, 40, 41]. Electric dipole

moments, for example, require evaluating derivatives with respect to an applied ex-

ternal electric field µ = −dE(E)
dE

∣∣∣
E=0

since they quantify the system response to a

small electric field perturbation E(E) ≈ E(E = 0) − µ · E . However, of particular

importance in electronic structure theory, and the focus of our work, are the molec-

ular forces, the derivatives of the energy with respect to the nuclear coordinates
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R:

F ≡ −dE(R)

dR
(2.47)

Accurate molecular forces are crucial to enable the calculation of equilibrium ge-

ometries, reaction pathways and vibrational frequencies of molecules [21]. While

a direct evaluation of gradients using numerical differentiation/finite-difference ap-

proximations is possible, it requires O(Np) independent perturbations and hence

independent electronic structure calculations to estimate a response to Np possible

perturbations. Applied to molecular forces this incurs a cost O(3NA) for a system of

NA atoms. The theory of analytic derivatives makes efficient evaluation of molecu-

lar forces possible at a generally negligible overhead compared to a single evaluation

of E(R). As such, the calculation of analytic molecular forces has become a well-

studied area of research [21] and a commonplace method in numerical calculations

[42].

In this section we review the theory behind the Hellmann-Feynman theorem, a

well known and frequently applied method for calculating molecular forces. We also

discuss the frequently encountered correction terms of Pulay and non-variational /

response forces, which arise when the conditions required for applications of the HF

theorem break, focusing in particular on expressions encountered when a Hartree-

Fock molecular orbital basis is used. This section sets the context in which we will

discuss the calculation of molecular forces in VQE calculations in sec. 5.

2.5.1 Hellmann–Feynman Theorem

The Hellmann-Feynman (HF) theorem is a well known result that allows one to

greatly simplify the calculation of molecular forces and derivatives with respect to

nuclear coordinates (as well as any other response quantities and energy derivatives)

[23]. Given a Hamiltonian Ĥ(R) that depends on the nuclear positions R, we can

calculate the ground state |ψ(R)⟩ and ground-state energy E(R), where we stress

that both the state and the energy depend on R as a result of the dependence Ĥ(R).

A direct differentiation of the ground-state energy E(R) = ⟨ψ(R)|Ĥ(R)|ψ(R)⟩
leads to:

dE

dR
= ⟨ dψ

dR
|Ĥ|ψ⟩+ ⟨ψ|dĤ

dR
|ψ⟩+ ⟨ψ|Ĥ| dψ

dR
⟩ (2.48)

Since |ψ(R)⟩ is the ground state, we know that Ĥ(R)|ψ(R)⟩ = E(R)|ψ(R)⟩ (as

well as the hermitian conjugate of this equation), and since we further assume it to
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be normalised, ⟨ψ(R)|ψ(R)⟩ = 1, the gradient simplifies:

dE

dR
= ⟨ψ|dĤ

dR
|ψ⟩+ E(R)

d

dR
⟨ψ|ψ⟩ = ⟨ψ|dĤ

dR
|ψ⟩ (2.49)

The above result shows that the evaluation of first order gradients does not explicitly

require the calculation and inclusion of the wavefunction response | dψ
dR
⟩. Applied

to the nuclear gradient, we find that the molecular forces can be calculated by

evaluating the expectation of a suitably defined HF force observable on the ground-

state wavefunction:

F = ⟨ψ|F̂ |ψ⟩ with F̂ ≡ −dĤ
dR

(2.50)

The HF theorem is a direct result of the variational principle for exact ground states

discussed in sec. 2.2, since to first order a perturbation |ψ⟩ → |ψ⟩ + |δψ⟩ does not

affect the energy.

2.5.2 Approximate Hellmann-Feynman Theorem

Direct application of the HF theorem is limited due to its assumption that the

energy is evaluated at the exact ground state of the system. In realistic calculations

this is practically never the case, since the wavefunction accuracy is limited by the

computational cost through e.g. the energy cut-off Ecut or the basis set size Nb.

However, similarly to the variational principle, the HF theorem can be shown to

also apply to inexact wavefunctions provided they are variationally optimised [23].

Such a wavefunction solution fulfils the stationary condition:

⟨δψ|Ĥ|ψ⟩+ ⟨ψ|Ĥ|δψ⟩ = 0 (2.51)

which, when applied to the perturbation induced by a variation R → R + δR,

δψ = dψ
dR
· δR, allows us to conclude that the HF theorem still holds, since for any

δR we find: (
⟨ dψ
dR
|Ĥ|ψ⟩+ ⟨ψ|Ĥ| dψ

dR
⟩
)
· δR = 0 (2.52)

and hence that:

dE

dR
= ⟨ψ|dĤ

dR
|ψ⟩+

[
⟨ dψ
dR
|Ĥ|ψ⟩+ ⟨ψ|Ĥ| dψ

dR
⟩
]

= ⟨ψ|dĤ
dR
|ψ⟩ (2.53)

The (approximate) HF theorem is not limited to energy functionals of the form

⟨ψ|Ĥ|ψ⟩. A common framework to discuss energy derivatives and the HF theorem
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which puts exact and approximate wavefunctions on more equal footing considers

the general energy functional E(θ;R) that depends on the nuclear positions R

(e.g. through the Hamiltonian dependence Ĥ(R)) and a set of parameters θ (e.g.

parametrising the wavefunction |ψ⟩ = |ψ(θ)⟩) [43]. The ground state is specified by

a set of solution parameters θ∗ that will in general depend on the specified molecular

geometry, θ∗ = θ∗(R), and are determined by optimising the energy with respect

to θ such that the stationary condition holds:

∂E(θ;R)

∂θ

∣∣∣∣∣
θ=θ∗

≡ ∂E(θ∗;R)

∂θ
= 0 (2.54)

A direct application of the chain rule and equ. (2.54) allows us to re-derive the HF

theorem once we identify E(θ∗,R)→ ⟨ψ(θ∗)|Ĥ(R)|ψ(θ∗)⟩:

dE(θ∗;R)

dR
=
∂E(θ∗;R)

∂θi

∂θ∗,i
∂R

+
∂E(θ∗;R)

∂R
=
∂E(θ∗;R)

∂R
= ⟨ψ|dĤ

dR
|ψ⟩ (2.55)

2.5.3 Pulay Forces

A common way in which the assumptions underlying the HF theorem can fail in

subtle ways is when atom-centred basis sets are being used. Perturbing the nuclear

positions perturbs not only the nuclei and the electrostatic potential they create,

but also the location of the basis functions used to construct the wavefunction. Even

if at a fixed geometry R the wavefunction is fully variationally optimised, varying

R→ R + δR causes the variational space itself to vary. A wavefunction expressed

in terms of the basis at R can therefore in general not be expressed exactly using the

basis at R + δR. As a result the ground-state wavefunction perturbation induced

by R→ R+ δR cannot be described within the variational space at R only so that

in general: (
⟨ dψ
dR
|Ĥ|ψ⟩+ ⟨ψ|Ĥ| dψ

dR
⟩
)
· δR ̸= 0 (2.56)

and the HF theorem does in general not hold [23]. In the more general frame-

work of the energy functional E(θ,R) this breaking of the HF theorem is cap-

tured by recognising that a moving/variable basis set will similarly prevent us

from expressing the wavefunction perturbation |ψ⟩ + |δψ⟩ due to R → R + δR

in terms of a perturbation of the variational parameters θ → θ + δθ. An ex-

plicit dependence on R is therefore necessary, |ψ⟩ = |ψ(θ∗(R),R)⟩, which pre-

vents the identification ∂E(θ∗;R)
∂R

→ ⟨ψ|dĤ
dR
|ψ⟩ and hence the application of the HF

theorem. Any additional terms that arise due to a variable basis set (and hence
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vanish when the basis is stationary) are commonly referred to as Pulay forces

F = −⟨ψ|dĤ
dR
|ψ⟩ + FPulay = FHF + FPulay, the importance of which was first noted

in Pulay [44]. Evaluation of Pulay forces has become a standard task and is widely

available in electronic structure software packages [42]. However, the exact form of

and method for evaluating F /FPulay varies depending on the electronic structure

method and wavefunction representation used. In DFT, in which a real space rep-

resentation is natural, explicit Pulay density response terms need to be included

[45]:

FPulay = −
∫

dr
δF [n]

δn(r)

∂n(r)

∂R
, (2.57)

However, since most quantum chemistry methods are naturally presented in second

quantisation, in this case the wavefunction response can be formally accounted for

within the Hamiltonian matrix element derivatives, since the variational space is

usually defined as (a fixed subset of) the m-orbital Fock space and moving basis

functions simply lead to a variation of the matrix elements, but not the variational

space itself [23]. The Hellmann-Feynman theorem therefore still holds, provided the

Hamiltonian derivative is identified as:

dĤ

dR
=
∑
pq

dhpq
dR

ĉ†pĉq +
1

2

∑
pqrs

dhpqrs
dR

ĉ†pĉ
†
q ĉrĉs (2.58)

where dhpq
dR

is calculated from equ. (2.15) with the inclusion of “orbital-following” as:

dhpq
dR

= ⟨ϕp|
dĥ

dR
|ϕq⟩+ ⟨dϕp

dR
|ĥ|ϕq⟩+ ⟨ϕp|ĥ|

dϕq
dR
⟩ (2.59)

(and similarly for dhpqrs
dR

) and can hence be seen to implicitly account for the wave-

function response explicitly required in a real space representation. The above ex-

pression holds provided that the perturbation-dependent orbitals are chosen to be

orthonormal ⟨ϕp(R)|ϕq(R)⟩ = Ipq at any R. In most practical quantum chem-

istry calculations orthonormal molecular orbitals (MO) |χp⟩ are constructed from

non-orthonormal atomic orbitals (AO) |ϕµ⟩ using e.g. Hartree-Fock or Kohn-Sham

calculations (see sec. 2.3 and 2.4). Such a construction introduces additional terms

resulting from the orthonormalisation requirement for the molecular orbitals, which

can be expressed in terms of the familiar correction terms involving the atomic
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orbital overlap Sµν ≡ ⟨ϕµ|ϕν⟩ as [43]:

dhpq
dR

= h(R)
pq −

1

2

∑
r

(
hrq S

(R)
rp + hpr S

(R)
rq

)
dgpqrs
dR

= g(R)
pqrs −

1

2

∑
t

(
gtqrs S

(R)
tp + gptrs S

(R)
tq + gpqts S

(R)
tr + gpqrt S

(R)
ts

) (2.60)

where a superscript (R) denotes differentiation at fixed molecular orbital coefficients

Cµp, i.e.:

h(R)
pq =

∑
µv

CµpCvq
dhµv
dR

g(R)
pqrs =

∑
µvσρ

CµpCvqCσrCρs
dgµvσρ
dR

S(R)
pq =

∑
µv

CµpCvq
dSµv
dR

(2.61)

and we have assumed real atomic orbitals (and hence overlaps) and real molecular

orbital coefficients. These correction terms by themselves are frequently referred to

as the Pulay force terms in the quantum chemistry literature. Equ. (2.60) also allows

for a direct evaluation using well established AO electronic and overlap integral

derivatives without incurring any O(NA) overhead compared to an evaluation of

the electronic integrals/energy functional [43, 46]. In Hartree-Fock calculations the

overlap integral correction assumes the well known form [22]:

FPulay =
∑
µν

Qνµ
∂Sµv
∂R

(2.62)

expressed in terms of the energy-weighted density matrix Qνµ =
∑N

a εaCµaCνa. It

is well established that Pulay-forces vanish in the limit of a complete basis set, since

all variational spaces at any configuration R become equivalent, as a result of the

fact that an equivalent stationary atomic orbital basis can be defined consistently

for all R [43]. However, Pulay forces will in general not vanish in the FCI limit as

long as the basis set is finite/incomplete and perturbation dependent.

2.5.4 Non-variational/Response Forces

Apart from Pulay forces, additional (non Hellmann-Feynman) forces can arise as a

result of a wavefunctions that is explicitly non-variational with respect to the per-

turbation, requiring an explicit inclusion of wavefunction response terms. A general

electronic structure method is specified by an energy functional E(θ,Θ;R), where
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the ground state is determined by variationally optimising only some of the param-

eters, ∂E(θ∗)
∂θ

= 0, while other parameters are determined non-variationally based

on other more general conditions, f(Θ∗;R) = 0. The non-variational parameters

Θ∗ = Θ∗(R) prevent a direct application of the (approximate) HF theorem and

require inclusion and evaluation of the response term
∂Θ∗,i
∂R

:

dE(θ∗,Θ∗;R)

dR
=
∂E(θ∗,Θ∗;R)

∂Θi

∂Θ∗,i

∂R
+
∂E(θ∗,Θ∗;R)

∂R
(2.63)

Similar to Pulay forces, evaluation of the non-variational/response forces is a well-

established and common task in electronic structure software packages [42]. A partic-

ularly common example are the Hartree-Fock response forces, which are encountered

in post-Hartree-Fock methods which do not re-optimise the MOs. In standard CI, for

example, the wavefunction/energy functional is parametrised by the MO coefficients

C and the CI amplitudes c. The MO coefficients C∗ are determined by perform-

ing a Hartree-Fock calculation, minimising the Hartree-Fock energy EHF(C;R) by

solving ∂EHF

∂C
= 0. The optimal CI amplitudes c∗ are then solved for by variation-

ally optimising the CI energy ECI(c,C;R) such that ∂ECI

∂c
= 0. While the MOs do

optimise EHF, they will in general not correspond to a variational minimum of the

“full” energy ECI since ECI is optimised with fixed MOs, C∗. Molecular forces in CI

therefore require evaluation of the MO coefficient response induced by the pertur-

bation,
∂C∗,i
∂R

, identifying Θ → C. The MO response can be obtained as a solution

to the well-known coupled-perturbed Hartree-Fock equations given by [43]:

∂2EHF(C∗;R)

∂Ci∂Cj

∂C∗,j

∂R
= −∂

2EHF(C∗;R)

∂Ci ∂R
(2.64)

which result from differentiating the Hartree-Fock condition ∂EHF

∂C
= 0 used to solve

for C∗, with respect to the perturbation, d
dR

(∂EHF

∂C
) = 0. Non-variational response

terms are generally costly to evaluate; while a single response equation can usually

be solved at a cost equivalent to a single evaluation of the energy EHF (or equiva-

lent energy functionals for other methods) by employing iterative Krylov subspace

methods, the full response requires the solution of an independent equation for each

perturbation, and hence scales linearly with the number of perturbations – O(3NA)

for molecular forces. A common approach for deriving relatively simple and compu-

tationally more efficient expressions for analytic gradients in non-variational meth-

ods is the Lagrangian/Lagrange multiplier approach. A fully variational Lagrangian
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is constructed by introducing Lagrange multipliers Θ̃:

L(θ,Θ, Θ̃;R) = E(θ,Θ;R) + Θ̃ifi(Θ;R) (2.65)

The ground state, (θ∗,Θ∗), corresponds to the (fully variational) minimum L∗ ≡
L(θ∗,Θ∗, Θ̃∗;R) of L, defined by ∂L∗

∂θ
= ∂L∗

∂Θ
= ∂L∗

∂Θ̃
= 0. Since at the ground state

L∗ = E∗, and since the full stationarity of L implies dL∗
dR

= ∂L∗
∂R

, the analytic gradient

can be identified as:
dE∗

dR
=
∂L∗

∂R
=
∂E∗

∂R
+ Θ̃∗,i

∂f∗,i
∂R

(2.66)

The Lagrange multipliers Θ̃∗ are determined from the stationary condition ∂L
∂Θ̃

= 0,

which requires solving only a single response equation:

∂f∗,j
∂Θi

Θ̃∗,j = −∂E∗

∂Θi

(2.67)

The computational cost of evaluating Θ̃∗ therefore scales independently of the num-

ber of perturbations. While O(3NA) evaluations of
∂f∗,i
∂R

are still required, they

appear in equ. (2.66) as a vector product with Θ̃∗,j, and can usually be evaluated

at a negligible cost and independent of the number of perturbations (e.g. [47]). As

such, the Lagrangian approach generally allows for evaluation of molecular forces at

a cost approximately equivalent to the evaluation of the energy itself. As a specific

example, applied to the case of CI calculations the analytic gradient is given by [43]:

dECI

dR
=
∂ECI

∂R
+ C̃i

∂2EHF

∂Ci ∂R
with

∂2EHF

∂Ci∂Cj
C̃j = −∂ECI

∂Ci
(2.68)

In the same way that Pulay forces vanish in the complete basis set limit, the non-

variational/response forces will vanish in the FCI limit, as any perturbation of the

non-variational parameters, Θ → Θ + δΘ can be described by/absorbed into a

perturbation of the variational parameters, θ → θ + δθ (e.g. [47]).

2.6 Quantum Computation

A quantum computer is a device that manipulates a quantum mechanical system

to store and process information. Over the past decades many proposals have been

made for realisations of quantum computers based on varying underlying principles.

The most promising and most frequently considered type of device in the current

NISQ era of quantum computing is the digital/gate-based quantum computer based

on qubit systems [6]. It constructs a quantum system out of a register of individual
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qubits and allows the quantum system to be manipulated through implementations

of gates between subsets of qubits to implement arbitrary unitary evolutions of the

system. Information is extracted from the quantum computer by performing mea-

surements on individual qubits. Such a device is frequently referred to as a quantum

processing unit (QPU). Contemporary QPUs implement qubits, quantum gates and

measurements using a variety of physical hardware platforms, most prominently

superconducting circuits and trapped ions, with other approaches such as neutral

atoms, photonics, and semiconductor spin qubits also being actively developed. In

this section we briefly review the theory underlying such a qubit-based digital quan-

tum computer.

2.6.1 Qubits

A qubit is a two-level quantum system with a basis of states frequently denoted by

{|0⟩, |1⟩}, which are referred to as computational basis states [48]. Its Hilbert space

is given by H = C2 and pure states of the system, |ψ⟩ ∈ H, can be written as

|ψ⟩ = α|0⟩+ β|1⟩ with α, β ∈ C and |α|2 + |β|2 = 1. (2.69)

Unlike a classical bit, which is either 0 or 1, quantum mechanics allows the qubit to

occupy a coherent superposition of basis states. A quantum computer containing N

such qubits can be described by states of Hilbert space H = (C2)⊗N ≃ C2N , where

in accordance with the standard theory of quantum mechanics Hilbert spaces are

combined into composite systems using the tensor product, H1 ⊗H2. The compu-

tational basis states similarly consist of tensor products of individual computational

basis states, |n⟩ ≡ |n0⟩ ⊗ |n1⟩ · · · ⊗ |nN−1⟩ with ni ∈ {0, 1} and hence n ∈ {0, 1}N .

A general state is given by 3:

|ψ⟩ =
∑

n∈{0,1}N
cn|n⟩ with

∑
n

|cn|2 = 1. (2.70)

The tensor-product structure enables entanglement, i.e. correlations that cannot

be represented as products of single-qubit states, and which play a central role in

quantum algorithms.

3We note the use of zero indexing, a big endian convention in which the first qubit corresponds
to the left-most index, and a standard enumeration scheme of basis states according to their binary
value, i.e. |00⟩, |01⟩, |10⟩, |11⟩
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2.6.2 Gates

Since the quantum computer is a quantum mechanical system, the many-body state

of the quantum computer, |ψ⟩, can be manipulated to perform computations by

applying unitary evolutions, Û . In the gate model, Û is implemented by applying a

sequence of quantum gates to a small subset of qubits, most frequently one and two

qubit gates [48]. If the register is in state |ψ⟩, the application of a gate Û yields:

|ψ⟩ 7→ Û |ψ⟩ (2.71)

A particularly important set of single-qubit operators are the Pauli matrices, X, Y

and Z:

X =

(
0 1

1 0

)
Y =

(
0 −i
i 0

)
Z =

(
1 0

0 −1

)
(2.72)

as well as the single-qubit rotations generated by them, e.g. RZ(θ) = exp(−iθẐ/2).

Another frequently encountered single-qubit gate is the Hadamard gate, H:

H =
1√
2

(
1 1

1 −1

)
(2.73)

on account of its basis changing action HZH = X. The prototypical two-qubit

entangling gate is the controlled-NOT (CNOT /CX), flipping qubit 1 controlled on

the state of qubit 0:

CNOT /CX =


1 0 0 0

0 1 0 0

0 0 0 1

0 0 1 0

 (2.74)

Arbitrary unitaries can be implemented if the quantum device supports a univer-

sal gate set, allowing any U to be approximated to any desired accuracy by an

appropriate digital quantum circuit [48].

2.6.3 Measurements

The many-body wavefunction and any information “stored” within it can be ac-

cessed by measurements on the state in accordance with the postulates of quantum

mechanics. Digital quantum computers can measure individual qubits to produce

classical bit strings, usually at the end of a circuit but potentially also during ex-

ecution, by performing projective measurements on the computational basis states
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[48]:

Π̂0 = |0⟩⟨0| Π̂1 = |1⟩⟨1| (2.75)

If the measured qubit is in state |ψ⟩ = α|0⟩+ β|1⟩, the Born rule gives

p(0) = ⟨ψ|Π̂0|ψ⟩ = |α|2 p(1) = ⟨ψ|Π̂1|ψ⟩ = |β|2 (2.76)

and the post-measurement state is projected onto the corresponding eigenstate. For

multi-qubit registers, measuring all qubits in the computational basis yields a bit

string x ∈ {0, 1}n with probability p(x) = |cx|2 for |ψ⟩ =
∑

n cn|n⟩. Such projective

measurement on the computational basis correspond to measurements of Pauli-Z

observables and can be directly used to estimate their expectation value.

2.6.4 Hardware Constraints

Ideal circuit descriptions frequently assume a specific set of implementable gates

and that any gate may be applied between any pair of qubits. Realistic devices are

frequently restricted to a specific set of native gates, which are based on natural and

easy to implement gates in the specific device architecture. Similarly, specific de-

vice architectures may only allow a direct implementation of gates between subsets

of qubits based on the physical arrangement of the qubits on the device. Quan-

tum circuits must therefore be compiled into the available operations and routed in

accordance with the device connectivity graph by inserting additional gates (most

commonly SWAP gates).



Chapter 3

Modelling Trans-polyacetylene

3.1 TPA and Conducting Polymers

n
Figure 3.1: Skeletal structure of trans-polyacetylene: A periodic, quasi-linear chain of carbon
atoms with alternating single and double bonds

The discovery of trans-polyacetylene (TPA) and the investigation of its high

conductivity when doped created the field of conducting polymers and was awarded

the Nobel Prize in 2000 [49–51]. In one dimension any metallic system is unstable

against a distortion, a result known as Peierls instability [52]. As a result these

polymers – quasi-one-dimensional systems – are generally semi-conducting in the

ground state. Similar to crystalline semiconductors, their conductivity is highly

tunable through doping with either reducing or oxidising agents. They combine

this desirable electronic property of semiconductors with the high processability

and desirable mechanical properties of polymers. Conducting polymers have found

a variety of applications including flexible electronics, solar cells and organic light

emitting diodes [53]. TPA in particular has only found limited use in industry

since its insolubility in most solvents and instability when exposed to air make it

unsuitable for many industrial applications [54]. In spite of this it has been the

focus of extensive research since, as the simplest but simultaneously prototypical

example, it provides a great opportunity for studying and better understanding the

physics underlying the behaviour and properties of conducting polymers [55].

36
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Like many other conducting polymers, TPA is a conjugated (i.e. dimerised) sys-

tem, and consists of a backbone of carbon atoms with alternating short (double) and

long (single) bonds (see fig. 3.1). It’s a semi-conducting material in which delocali-

sation of the π-bonds allows conduction of electricity upon doping. The symmetric

structure allows TPA to form two configurations degenerate in energy. Boundaries

between the two phases are associated with defect states known as “solitons”, quasi-

particles with a wide variety of interesting physical properties. They display reversed

spin-charge relations, are highly mobile but can also be pinned by impurities, and

exhibit pair confinement in the presence of Coulomb interactions. As they are the

lowest lying excited states they have been attributed to directly contribute to a lot

of the macroscopic properties observed in TPA [55].

3.2 The Su–Schrieffer–Heeger Model

Many relatively simple systems have been modelled successfully using tight-binding

Hamiltonians. In the case of trans-polyacetylene (TPA) the Su-Schrieffer-Heeger

(SSH) model has been shown to appropriately model and explain many key electronic

properties of the system [56, 57], the most important of which for our work we will

reproduce here. However, the model has recently also found applications in the

study of symmetry protected topological phases, as it is the simplest example of a

topological insulator [58].

3.2.1 The Tight-binding Model

The central approximation in this model is to treat the π electrons explicitly in

a nearest-neighbour tight-binding picture (one pz orbital per carbon), while the σ

electrons are incorporated implicitly via an elastic energy associated with bond dis-

tortions. The p orbitals are centred on each carbon atom and are assumed to be

bound tightly enough that only nearest neighbour hoppings tn,n+1 have to be con-

sidered. The σ electrons are not treated explicitly; instead each σ bond is assumed

to contribute an energy Eσ to the system. Both tn,n+1 and Eσ will depend on the

amount of dimerisation present as both depend on the separation between neigh-

bouring carbon atoms. The main coordinate driving the dimerisation is un, the

displacement of the n-th carbon atom (and corresponding orbital) along the chain

axis (relative to an undistorted geometry). Assuming small displacements around

the equilibrium geometry determined by the σ-bond structure, tn,n+1 and Eσ can be
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expanded to the lowest order in the bond-length change:

tn,n+1 ≈ t+ α (un+1 − un) Eσ ≈
K

2
(un+1 − un)2 (3.1)

Accounting for the (classical) kinetic energy associated with the motion of the nuclei

in each carbon-hydrogen site in the system, a necessary inclusion in case of a time-

dependent distortion, yields the full SSH Hamiltonian:

ĤSSH =−
N∑
i=0

(t+ α (ui+1 − ui))
(
ĉ†i ĉi+1 + ĉ†i+1ĉi

)
[

+
N∑
i=0

K

2
(ui+1 − ui)2 +

N∑
i=0

MCH

2
u̇2i

] (3.2)

where c†i and ci correspond to creation and annihilation operators for the p-orbital on

the i-th carbon atom. In our work we will be concerned with steady-state solutions,

u̇ = 0 and note that (similar to Vnn in the electronic structure Hamiltonian, equ.

(2.5)) the elastic energy K
2

(ui+1 − ui)2 corresponds to a constant energy shift of all

eigenstates and can simply be accounted for at the end of any quantum mechanical

calculation.

3.2.2 Bloch States

Two limiting cases are of particular interest: the undistorted chain un = 0 and a

perfectly dimerised chain un = (−1)nu. In both cases the electronic Hamiltonian is

a periodic, independent particle tight-binding model of the form:

Ĥ =
∑

R,R′,i,j

Hij(R−R′)c†i,Rcj,R′ (3.3)

where i and j label orbitals within the same unit cell (UC) and R and R′ label

the position of each unit cell. As a result of Bloch’s theorem they can be block

diagonalised using a basis of Bloch states, |ϕk⟩, eigenstates with well defined crystal

momentum k under translation by a lattice site R, T̂R|ϕk⟩ = eik·R|ϕk⟩:

ĉ†i,k =
∑
R

eik·Rĉ†i,R ĉ†i,R =
VUC

(2π)3

∫
BZ

e−ik·Rĉ†i,k dk (3.4)
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where k ∈ BZ is restricted to lie in the first Brillouin Zone (BZ). In the Bloch basis

the Hamiltonian takes the form:

Ĥ =
∑
k,i,j

Hij(k)c†i,kcj,k with Hij(k) =
∑
R

eik·RHij(R) (3.5)

The states at different wavevectors can be explicitly seen to be completely decoupled

and the system can be solved by diagonalising the momentum-space single-particle

matrix at fixed H(k) for fixed k, an n×n matrix for a system containing n orbitals

per unit cell.

3.2.3 Dimerisation and Peierls Distortion

In the completely undimerised case the system is periodic about translation by a

single lattice site and the formation of Bloch states, as required by translational

symmetry, completely determines the eigenstates of the system. Its bandstructure

consists of a single half-filled band with dispersion:

E (k) = −2t cos (kd) − π

d
< k ≤ π

d
(3.6)

In the perfectly dimerised state, un = (−1)nu the periodicity of the underlying

lattice is halved compared to the undimerised state, doubling the unit cell to contain

two sites with a lattice constant a = 2d. The real-space Hamiltonian for this case

takes the form:

Ĥ = −
∑
n

(
v · c†n,Acn,B + w · c†n,Bcn+1,A

)
+ h.c. (3.7)

where the two sublattices of the system have been made explicit in the subscripts

A and B and where we have defined v = t+ αu and w = t− αu. We note that this

specialised, perfectly dimerised Hamiltonian is sometimes also referred to as the SSH

model. As a result the Brillouin zone is reduced to the range − π
2d
< k ≤ π

2d
and in-

stead contains two bands: a fully filled valence band and an empty conduction band.

In terms of a perturbation picture, the undimerised sinusoidal bandstructure folds

onto itself and the dimerisation of the lattice presents a perturbation of wavevector
π
2d

that opens up a gap at the zone-boundaries. This can be seen to reduce the

total energy of the valence band, and as a result the total electronic energy. This

reduction in energy can also be shown explicitly, again by forming Bloch states and

solving the Hamiltonian, resulting in valence and conduction band dispersions and
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a momentum space Hamiltonian given by:

H(k) =

[
0 v + we−ik·2d

v + we+ik·2d 0

]
(3.8)

E (k) = ±
√

(2t cos (kd))2 + (2αu sin (kd))2 − π

2d
< k ≤ π

2d
(3.9)

The dimerisation not only lowers the electronic valence-band energy, but remains

energetically favourable once the elastic penalty associated with deforming the σ-

bond backbone is included [57]. For small distortions one finds that the electronic

energy gain scales non-analytically as Ev ∼ u2 ln(1/u), whereas the elastic cost scales

as Eσ ∼ u2. Consequently, u = 0 is unstable and the total energy develops minima

at a finite distortion magnitude, implying that a dimerised lattice is energetically

preferred over the undimerised chain. This is the Peierls distortion underlying the

bond alternation in TPA.

3.2.4 Topology and Solitons

In TPA there are two symmetry-related bond-alternation patterns, un = ±(−1)nu,

corresponding to an interchange of the strong and weak bonds (equivalently v ↔ w).

At half filling both patterns are insulating and separated from the metallic state by

a gap, but they are not equivalent once one accounts for the chiral (sublattice) sym-

metry of the SSH Hamiltonian. The two dimerisation patterns cannot be smoothly

and continuously transformed into one-another without closing the gap in the band-

structure along the path. This is the definition of a topological insulator and the

SSH model provides the simplest example of such a system in one dimension [58].

In such systems the bulk spectrum is gapped, yet the bulk bandstructure carries

a topological invariant which cannot be changed by smooth deformations that pre-

serve the protecting symmetry without closing the gap. A direct consequence is the

bulk-boundary correspondence: when a topologically non-trivial phase terminates

(or interfaces with a trivial phase), in-gap boundary states must appear.

The topology of the SSH model is most transparently exposed by writing the

Bloch Hamiltonian and dispersion in the form

H(k) = d(k) · σ E(k) = ±|d(k)| (3.10)

d(k) =
(
v + w cos(ka), w sin(ka), 0

)T
(3.11)

with σ = (σx, σy, σz) the vector of Pauli matrices. The band gap closes only if

|d(k)| = 0 for some k, i.e. when the trajectory of d(k) in the dx–dy plane passes
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through the origin. Since d(k) traces a circle of radius |w| centred at (v, 0), the

origin is enclosed if and only if |v| < |w| (for the present choice of unit cell and

with v, w ∈ R). The two insulating phases are therefore distinguished by whether

this circle winds around the origin: the trivial phase corresponds to |v| > |w| (no

winding), while the topological phase corresponds to |v| < |w| (non-zero winding).

The topological non-triviality manifests in the existence of edge states in finite

systems, which occur when a double bond is split in half due to the termination

to the trivial vacuum. The same mechanism yields domain-wall states: if the bond

pattern changes between the two phases somewhere along the chain a topological

defect known as a “soliton” is formed. Associated with and localised on this topo-

logical soliton is an electronic mid-gap state. These electronic mid-gap states are

particularly interesting as they present a reversed spin-charge relation: Charged

states, q = ±e, carry no spin, s = 0, while neutral states q = 0, carry spin half,

s = 1/2. These excitations provide a natural explanation for several anomalous

electronic properties of doped TPA, including its high conductivity at substantial

doping levels [55].

3.2.5 Electronic Interactions

The SSH model as introduced above is an independent-particle model: electrons

couple to the lattice distortion through the bond-dependent hoppings, but explicit

electron-electron repulsion is neglected. However, a both qualitatively and quanti-

tatively correct description of TPA requires some consideration of Coulomb inter-

actions between electrons in the pz orbitals. A minimal and widely used extension

is obtained by augmenting ĤSSH with Hubbard-like density–density interactions, re-

taining only the dominant local and short-range contributions: the standard on-site

Hubbard repulsion U , penalising double occupancy of an orbital, and a nearest-

neighbour repulsion V capturing the leading order inter-site Coulomb term along

the chain. This yields the interacting (extended) SSH Hamiltonian

Ĥ = ĤSSH + U
∑
i

n̂i↑ n̂i↓ + V
∑
i,σ,σ′

n̂i,σ n̂i+1,σ′ (3.12)

with n̂i,σ = ĉ†i,σ ĉi,σ. This model has been shown to capture the physics of TPA

both qualitatively and quantitatively and has therefore been used extensively as

model Hamiltonian for the system [55, 59, 60]. We note that within this interacting

model V is assumed to be constant and geometry independent, which neglects a

first-principles dependence of interaction strengths on the bond length.
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3.2.6 Model Parametrisation

In practice the SSH (and extended SSH) Hamiltonian is not an ab initio model and

its couplings should be interpreted as effective, screened parameters. In the literature

these are typically obtained by fitting to a small set of experimental observables (e.g.

bandwidth, bond alternation, and a gap scale). In this work we adopt a standard,

commonly used parameter set for TPA that is representative of these fits and widely

used in prior studies of the SSH and extended SSH model [55, 59, 60]:

t = 2.5 eV

α = 4.1 eV/Å

u = 0.04 Å

U = 2.5 t0 = 6.25 eV

V =
U

4
= 1.5625 eV

K = 40 eV/Å
2

(3.13)

3.3 DFT Simulations of TPA

DFT is oftentimes the first approach taken to simulate a system of interest due to

its relatively low computational cost and its ability to generally produce results in

qualitative agreement with experiments. As such, it should be the first step in trying

to understand and model the structure and properties of TPA. However, as we will

show, (semi-)local DFT is unable to capture the physics of TPA, in particular its

bond-alternation structure.

3.3.1 DFT Implementation

A variety of well established DFT packages exist implementing many different

flavours of DFT. A natural choice for the simulation of extended, periodic sys-

tems is plane-wave DFT, which solves the electronic-structure problem under the

assumption of periodic boundary conditions [26]. As such, it is also well suited to

the simulation of infinite chain polymers, quasi-one-dimensional periodic systems.

For our calculations we use the CASTEP plane-wave DFT code [61].

An important step in DFT calculations is the convergence of numerical param-

eters to ensure that a sufficiently accurate solution (within the mathematical ap-

proximations of DFT itself) is attained. The main parameters in plane-wave DFT

include the cutoff-energy, Ecut, determining the size of the plane-wave basis set or

equivalently the maximum frequency at which Fourier transforms are sampled, and

the density of k-point grid, which determines the accuracy with which integrals over

the Brillouin zone (BZ) are approximated [26]. If the system being simulated is not

truly periodic in all three dimensions, such as a defect within a crystal, a planar ma-
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terial, or a quasi-one-dimensional polymer chain, additional numerical parameters

are introduced. The system has to be embedded within a larger super-cell, creating

an artificial three-dimensional periodic system. The super-cell size has to be large

enough for the results to converge to the isolated system, where the periodic copies

no longer interact [26]. In the following calculations, infinitely long TPA chains,

periodic along the x-axis and oriented with their zig-zag plane along the y-axis, are

arranged in a rectangular grid along the y- and z-directions.

3.3.2 Numerical Results

Numerical parameters are considered converged when a property of interest of the

system is within a specified threshold of the “true” result. The specific property of

interest can greatly affect the convergence of the numerical parameters. A common

property used is the total energy of the system. The defining feature of TPA, how-

ever, is its dimerisation. As discussed in sec. 3.2, this dimerisation is driven by the

opening of the band-gap and a resulting reduction in the energy of the valence band

in the vicinity of the BZ edge. The decrease in the total energy of the system due

to this effect will be relatively small. As such, a convergence using the total energy

might underestimate the numerical parameters required to properly converge the

dimerisation of TPA. A property which more accurately reflects the dimerisation is

the difference between the forces acting on neighbouring carbon atoms, the effective

force driving the dimerisation. Explicit convergence tests confirm this. Converging

the total energy to within a fractional threshold of 10−4 results in Ecut = 750 eV, a

k-point grid of dimensions 12× 2× 2 (for kx, ky and kz respectively), and super-cell

lattice constants of b = 16 Å, c = 9 Å. Instead converging the dimerisation force to

within a fractional threshold of 10−3 yields Ecut = 560 eV, 80× 2× 2, and b = 30 Å,

c = 15 Å. The total energy convergence greatly underestimates the required BZ

sampling grid density, while overestimating Ecut. Dimerisation force convergence

leads to a much denser sampling, which is required to properly capture the band-

gap opening in the small region next to the BZ edge and as a result the dimerisation

of TPA. We used the numerical parameters found by converging the dimerisation

force for all of the following calculations, additionally checking that convergence was

maintained when other parameters, such as the XC-functional, were changed. All

calculations were performed using the ultrasoft pseudopotentials available within

CASTEP.

We performed initial bandstructure calculations using the LDA functional at a

fixed geometry roughly equivalent to the experimental geometry of TPA. The results,

shown in fig. 3.2, clearly exhibit the expected band-gap at the Brillouin zone edge
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Figure 3.2: Orbital projected band-structure of TPA calculated using LDA functional at fixed
geometry roughly equivalent to experimental measurements, with a bond-length alternation of
dBLA = dC–C− dC=C = 0.084 Å. The band gap was found to be Egap = 0.74 eV. The projection of
the band-structure onto relevant atomic orbitals, indicated by colour, clearly shows the π character
of valence and conduction band. The flat band-structure along the super-cell directions, Γ − Y
and Γ− Z, indicates good convergence.

separating the π-electron bands and leading to a semi-conducting ground state.

However, within DFT it is important to perform full geometry optimisations for

the ground-state structure. Unlike in high-accuracy quantum chemistry calculations,

the qualitative nature of DFT results and the non-systematic approximate nature

of the XC-functionals present no guarantee that qualitatively correct fixed geometry

calculations translate into qualitatively correct potential energy surfaces (PES). We

therefore also performed geometry optimisations for the TPA chain starting from the

experimental geometry. To improve convergence the super-cell lattice parameters

were constrained to their initial values to prevent physically irrelevant deformations

along the supercell dimensions. The bandstructure at the optimised geometry is

shown in fig. 3.3a for calculations using the LDA functional. LDA results in a

geometry with negligibly small bond-alternation and a metallic ground state with

no band-gap. Even using the Perdew-Burke-Ernzerhof (PBE) functional, a GGA

type-functional frequently used to improve the accuracy of results compared to LDA,

no bond-alternation or band-gap was observed (see fig. 3.3b).

While it is well known that (semi-)local DFT functionals such as LDA and PBE
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(a)

(b)

Figure 3.3: Orbital projected band-structure of TPA after geometry optimisation calculated
using (a) LDA and (b) PBE functional. A negligible bond length alternation and band gap were
found in both cases: (a) dBLA = 6.7 × 10−5 Å, Egap = 0.59meV and (b) dBLA = 2.1 × 10−4 Å,
Egap = 1.8meV
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tend to underestimate the band-gap of insulators and semi-conductors [36], our

results are not within the scope of this systematic underestimation. The absence of

a band-gap might be attributable to the self-interaction error of DFT which tends to

disproportionately delocalise electrons by allowing them to interact with themselves.

The dimerisation structure of TPA localises electrons more strongly along the double

bonds in bonding and anti-bonding orbitals. As such, the self-interaction error and

the dimerisation structure are directly competing forces.

The DFT+U method is oftentimes used to correct for part of the self-interaction

error and artificially widen band-gaps [62]. In this scheme a Hubbard-like term

is added to the XC-functional, inspired by the form of the Hubbard Hamiltonian∑
i Uni,↑ni,↓, which aims to replace the erroneous self-interaction error of the XC-

functional with a more accurate treatment. The parameter U can in theory be calcu-

lated from first principles by considering variations of the functional with fractional

occupation numbers and correcting the behaviour of the functional to reproduce dis-

continuities of the exact XC-functional [63]. However, oftentimes it is simply chosen

in a heuristic fashion to produce results in agreement with experiments. We choose

the latter approach and performed calculations using a PBE+U functional with a

heuristically chosen U = 4 eV on each C-atom. These calculations were found to be

highly sensitive to the initial conditions chosen, in particular the initial spin on each

C-atom. If the calculations were initialised with the C-atoms in a spin-unpolarised

state, results similar to those of simple LDA or PBE calculations were attained:

a negligible bond-alternation and band-gap as can be seen in fig. 3.4a. If instead

they were initialised with C-atoms of alternating spin polarisation, a band gap was

observed as shown in fig. 3.4b. However, bond-alternation was nonetheless not ob-

served. Instead a spin density wave was found to be the ground state, a state in

which neighbouring C-atoms are spin polarised in opposite directions.

It is well established from prior DFT studies of TPA and related conducting poly-

mers that local and semi-local DFT functionals fail to appropriately describe the

electronic and structural properties of TPA [64–71]. We find similar results in our

calculations, where, as shown above, LDA and PBE completely suppress the dimeri-

sation, while PBE+U does not restore the Peierls distortion and instead converges

to an SDW state. However, this is a stronger failure than is typically observed in

many previous DFT studies, where local and semi-local functionals generally retain

a small but finite dimerisation, underestimating experimental values by 60−80% [64,

66–70]. For some of these studies this difference may partly reflect the way in which

the infinite-chain limit is approached: finite-chain oligomers are considered using

open boundary conditions, with the infinite-chain limit obtained by extrapolation



3. Modelling Trans-polyacetylene 47

(a)

(b)

Figure 3.4: Band-structure of TPA after geometry optimisation calculated using PBE+U with
UC = 4 eV. Initial conditions were found to greatly affect the calculation. (a) A spin unpolarised
initial condition leads to negligible bond-length alternation and band gap dBLA = 8.7 × 10−4 Å,
Egap = 9.2meV. (b) An alternating spin polarised initial condition still leads to a negligible bond-
length alternation dBLA = 8.3 × 10−4 Å, but finds a band-gap Egap = 1.7 eV opening due to the
presence of a spin-density wave of amplitude sx,C1 = −sx,C2 = 0.36
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[67, 68, 70]. In contrast, the calculations presented here directly consider the infinite

chain with periodic boundary conditions, with numerical parameters converged with

respect to the force driving the dimerisation. More direct comparisons are provided

by studies using explicitly periodic calculations of the infinite-chain system, where

a small but finite dimerisation has again been observed [64, 66]. Insufficient k-point

convergence has been suggested as one possible source of this finite dimerisation,

reflecting the sensitivity of the results to Brillouin-zone sampling [65, 71, 72]. The

complete suppression of the dimerisation observed in the present calculations is,

however, consistent with other earlier LDA calculations, which found no apprecia-

ble minimum at non-zero dimerisation amplitude [65], as well as with more recent

plane-wave DFT calculations, which find the same undimerised structure using PBE

and a similar SDW state using PBE+U [71]. The failure observed here and in other

studies can be understood as arising from the limitations of local and semi-local

XC-functionals in describing electronic interactions and correlations in this system.

Approaches that reduce the delocalisation error of these functionals have been found

to describe the Peierls distortion in TPA more accurately. The inclusion of exact

exchange has been shown to increase both the dimerisation and the band-gap, with

hybrid and range-separated hybrid functionals giving geometries closer to exper-

iment [67, 68, 73, 74]. Self-interaction-corrected functionals similarly lead to an

increase in the dimerisation relative to local and semi-local DFT calculations [69,

70].

While, as discussed above, a direct comparison with previous studies is compli-

cated by differences in numerical details, such as basis set, boundary conditions,

finite-size extrapolation, and convergence parameters, the results presented here

agree with previous findings that local and semi-local functionals fail to appropri-

ately describe the Peierls distortion in TPA, while also providing evidence for a

stronger failure mode than is observed in most other studies. In particular, these

functionals do not merely underestimate the dimerisation in the present calculations,

but fail to stabilise a dimerised TPA structure at all. Combined with the established

interpretation of this failure as arising from self-interaction error, this indicates that

an accurate description of electronic interactions and correlations is essential for re-

covering the correct structural physics of TPA, providing an important motivation

for the VQE simulations presented in later chapters.



Chapter 4

The Variational Quantum

Eigensolver

Quantum computing has long been considered a natural setting for electronic struc-

ture theory since the underlying task requires the description and manipulation of

quantum many-body states whose classical representations generically scale expo-

nentially with system size [5]. While classical electronic-structure methods have

been able to achieve remarkable accuracy with controlled approximations such as

those described in sec. 2.4 – as a result of both the continuous advancements in

the electronic structure algorithms themselves, as well as the ever increasing classi-

cal computational resources available – a direct solution to the electronic structure

problem on classical computers is fundamentally limited by the exponential scaling

of the Hilbert space.

Early proposals for quantum computational chemistry focused on fault-tolerant

algorithms, most prominently quantum phase estimation (QPE) and Hamiltonian

simulation [75]. However, the deep, fully coherent circuits and long logical gate

sequences required in these algorithms presupposes the availability of fault-tolerant

quantum computers. Current devices instead operate in the noisy intermediate-scale

quantum (NISQ) regime, where limited qubit counts, finite coherence times, and

imperfect gate operations constrain circuit depth and measurement fidelity [6]. This

has motivated a focus on hybrid quantum-classical strategies that trade asymptotic

guarantees for implementations compatible with near-term hardware.

The variational quantum eigensolver (VQE) [8] has emerged as a promising hy-

brid alternative for quantum chemistry calculations in the NISQ regime. Compared

to QPE algorithms, VQE is able to produce results with relatively low qubit counts

and shallow circuits, and correspondingly less stringent requirements on coherence

times and gate fidelities. Since its introduction VQE has been studied extensively;

49
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experimental implementations of VQE have been successfully performed for a variety

of very small problem instances, enabled by continuous algorithmic developments

reducing the circuit-depth of VQE and improving error mitigation techniques [8,

76–80]. However, practical quantum advantage using VQE for quantum chemistry

has not yet been demonstrated. Even given the shallow circuits required by VQE,

calculations beyond classical simulability have so far remained intractable for the

currently available NISQ devices.

With this context in place, the remainder of this chapter develops the components

required to implement VQE for electronic structure problems. We do not present a

complete overview of all available implementations of VQE here; instead we focus

here on presenting the general theory behind the methods used directly as part of our

work, comparing and contrasting them only at a relatively high level with alternative

approaches. While the most appropriate choice of methods depends strongly on the

system studied, we delay a more detailed motivation for our choice of methods – as

well as a specialised discussion of methods relative to our problem instance – to sec.

5.

4.1 The VQE Algorithm

The variational quantum eigensolver (VQE) [8, 9], like many other electronic struc-

ture methods, solves for the ground state and its energy by invoking the variational

principle of sec. 2.2, and hence minimising the energy over a suitably defined search

space to approximate the true ground state, while using a quantum computer to

construct the states and evaluate their energies. It achieves this by:

1. Preparing a trial state |ψ(θ)⟩ = U(θ)|0⟩ on the quantum computer using an

ansatz circuit U(θ) parametrised by a parameter vector θ applied to an initial

state |0⟩

2. Evaluating the expectation value of the energy ⟨ψ(θ)|Ĥ|ψ(θ)⟩ using an appro-

priate measurement scheme on the quantum computer

3. Minimising the energy E∗ = minθ⟨ψ(θ)|Ĥ|ψ(θ)⟩ using a classical optimisation

over the parameters of the trial state

4.2 Fermion to Qubit Mapping

While VQE can in theory be applied to any Hamiltonian, Ĥ, implementation on

quantum computers requires Ĥ to be an observable on the Hilbert space of an N -
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qubit quantum computer, Hq = C2N , in order for ⟨ψ(θ)|Ĥ|ψ(θ)⟩ to be measurable.

A VQE simulation of a general Hamiltonian therefore requires first identifying an

encoded qubit Hamiltonian Ĥq that shares the same spectrum of eigenvalues, and

hence allows simulation of the ground state of Ĥ by using the quantum computer to

perform VQE calculations of Ĥq. Furthermore, while the ansatz circuit Û(θ) can in

theory be any unitary onHq, many ansatz circuits are constructed not onHq, but on

the natural Hilbert space of the problem considered. A general encoding is specified

by an isometry Û : H 7→ Hq between states of the natural problem Hilbert space

and the qubit Hilbert space, which allows encoding the Hamiltonian as Ĥq = ÛĤÛ †

and similarly any other operators as Âq = ÛÂÛ †.

On a quantum computer observables/Hamiltonians are most naturally expressed

in terms of tensor products of single-qubit Pauli matrices {I,X, Y, Z} acting on the

basis of computational basis states |n0n1 · · ·nN−1⟩ ∈ Hq = C2N , since they form a

basis for the Hermitian operators on this space:

Ĥqubit =
∑
α

wα P̂α, P̂α ∈ {I,X, Y, Z}⊗n, (4.1)

However, as discussed in sec. 2.1.3, the electronic structure Hamiltonian, ĤES (equ.

(2.5)), on m orbitals is naturally expressed in second quantisation in terms of

fermionic creation and annihilation operators {ĉ†p, ĉq} acting on the Fock space of

occupation number states |n0n1 · · ·nm−1⟩ ∈ Hf = C2m, equ. (2.14). Similarly,

parametrised unitary circuits on a quantum computer are naturally expressed in

terms of exponentiated Pauli gates (e.g. Û(θ) = eiθP̂ ), while ansatz circuits for

electronic structure are oftentimes constructed from creation and annihilation op-

erators (e.g. Û(θ) = eiθ(ĉ
†
pĉq+h.c.)). A fermion to qubit encoding specifies a mapping

from fermion to qubit states as well as from fermion to qubit operators, allowing

us to identify corresponding encoded states of the system, to express ĤES as an

equivalent encoded operator while ensuring the energy spectrum is preserved, and

to implement the fermionic ansatz circuit Û(θ) on the quantum computer.

In the following section, we describe the Jordan-Wigner encoding, the most com-

mon choice of encoding for quantum chemistry calculations and the main encoding

chosen for our work due to both its wide ranging use in practical calculations and

its relative simplicity for our model as further discussed in sec. 5. However, we

will also briefly summarise the main motivations behind the development of alter-

native existing encodings to allow for better discussion of potential improvements

and shortcomings of our work in sec. 5.
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4.2.1 Jordan–Wigner Encoding

The Jordan–Wigner (JW) encoding [81] is the oldest and conceptually simplest

mapping. It constructs an encoding by realising that the m-orbital Fock space

Hf = C2m and the m-qubit Hilbert space Hq = C2m are isomorphic, and directly

identifying the occupation number of spin-orbital p with the |0⟩, |1⟩ states of qubit

p,

|n0n1 · · ·nm−1⟩f ←→ |n0n1 · · ·nm−1⟩q (4.2)

Encoding the fermionic creation and annihilation operators therefore simply

amounts to expanding the operators in an alternative operator basis. In this en-

coding the spin ladder operators {σ̂−
p , σ̂

+
p } can be recognised to directly act like

the fermionic creation and annihilation operators {ĉ†p, ĉp} on the orbital occupation,

where we note that σ−
p ↔ c†p due to the standard convention for computational basis

states |0⟩ ↔ |↑⟩:

σ−
p | . . . 0p . . . ⟩ = | . . . 1p . . . ⟩ σ−

p | . . . 1p . . . ⟩ = 0 (4.3)

σ+
p | . . . 1p . . . ⟩ = | . . . 0p . . . ⟩ σ−

p | . . . 0p . . . ⟩ = 0 (4.4)

However, unlike the fermionic operators they do not preserve the required anti-

symmetry properties of the fermionic many body wavefunction, equ. (2.8). The

JW-encoding remedies this by including a JW-string, which explicitly enforces the

fermionic sign structure. Writing Z<p ≡ Z0Z1 . . . Zp−1, the JW encoded fermionic

operators {c†p, cp} can be shown to be equivalent to the spin ladder operators :

ĉ†p 7→ EJW(ĉ†p) = Z<p σ̂−
p = Z<p Xp − iYp

2
, (4.5)

ĉp 7→ EJW(ĉp) = Z<p σ̂+
p = Z<p Xp + iYp

2
, (4.6)

From eqs. (4.5)–(4.6) one directly obtains useful identities, e.g. for the number op-

erator

n̂p ≡ ĉ†pĉp 7→
I − Zp

2
, (4.7)

and for the – ubiquitous in electronic structure – single and double excitations (p ≥ q

and r ≥ s):

ĉ†pĉq 7→
1

4
Zq<p(Xp − iYp)(Xq + iYq) (4.8)

ĉ†pĉ
†
q ĉrĉs 7→

1

16
Zq<pZs<r(Xp − iYp)(Xq − iYp)(Xr + iYr)(Xs + iYs) (4.9)
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where Zq<p ≡ Zq+1Zq+2 . . . Zp−1. In general, under the JW-encoding a k-body

fermionic term maps to a sum of at most 2k Pauli strings, with support (i.e. the set

of qubit indices on which a Pauli acts non-trivially in the Pauli string) that can in

general span the interval from the smallest to the largest orbital index appearing in

the term.

The JW-encoding (as well as most other commonly used fermionic encodings)

has the important property that gates involving individual fermionic Hermitian and

anti-Hermitian excitations, ĥpqrs ≡ ĉ†pĉ
†
q ĉrĉs+h.c. and τ̂ pqrs ≡ ĉ†pĉ

†
q ĉrĉs−h.c. respectively,

can be implemented exactly using a simple Pauli product decomposition, e.g.:

ĥpqrs = ĉ†pĉ
†
q ĉrĉs + h.c.→

∑
k

P̂k (4.10)

exp(ĥpqrs) = exp(i(ĉ†pĉ
†
q ĉrĉs + h.c.))→ exp(i

∑
k

P̂k) =
∏
k

exp(iP̂k) (4.11)

and similarly for ĥpq/τ̂
pq
rs τ̂

pq
rs . These gates are frequently used to construct ansatz

circuits for fermionic systems. This decomposition is exact since the constituent

Paulis, P̂k, in the decomposition of any such term are all mutually commuting,

[P̂k, P̂l] = 0, e.g. ĉ†pcp+1+h.c.→ 1
2
(XpXp+1+YpYp+1) and ĉ†pcp+1−h.c.→ i

2
(XpYp+1−

YpXp+1), and hence [XX, Y Y ] = 0 and [XY, Y X] = 0 [82].

4.2.2 Alternative Encodings

The non-locality of the Pauli operators encountered in the JW-encoding as a result

of the JW-strings can present a problem, particularly for NISQ applications. Im-

plementing gates involving fermionic excitations between two orbitals p, q – gates

commonly encountered in fermionic ansatz circuits such as UCCSD – will generally

require two qubit gates between any intermediate qubits on account of the presence

of Zq<p [83–85]. Such a construction leads to high depth circuits, both as a result

of the depth of each excitation operator, as well as due to the additional depth

resulting from a reduced ability to parallelise the application of multiple fermionic

excitation gates acting on disjoint subsets of orbitals [84, 86]. In NISQ applications

this can present problems due to the relatively high gate errors and low decoherence

times. In addition, it can also lead to worsening of effective readout errors since more

qubits need to be measured to construct the relevant fermionic expectation values

[87]. Smart ansatz design and circuit implementations can lessen the cost of imple-

menting the JW-strings by e.g. introducing ancilla qubits, choosing specific operator

orderings or introducing more complex compilation techniques, or by completely re-

moving the need to account for them in the ansatz circuit in the first place using a
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variety of different ansatz design techniques [11, 77, 84, 88–95]. Alternative encod-

ings have also been developed that ameliorate the problematic JW-strings, such as

the parity [96], Bravyi-Kitaev (BK) [97] or ternary tree (TT) mappings [98]. Some

encodings are also able to fully remove the problematic JW-strings using additional

ancilla qubits [97, 99, 100]. These are generally tailored to encode a specific problem

instance and its geometry, for example mapping local fermionic interactions to local

qubit interactions specifically for fermions interacting with nearest neighbours on a

square lattice.

In addition to the problematic JW-strings, the JW-encoding is agnostic to any

symmetries that are frequently present in fermionic systems and does not exploit

them to reduce the effective size of the Hilbert space and hence the number of qubits

required for the encoding. To this end, other encodings have been developed which

are able to reduce the qubit requirement by explicitly incorporating symmetries and

conserved quantities into the mapping. If the Hamiltonian possesses symmetries, it

is sufficient to only encode a specific symmetry sector, leading to a reduced qubit

requirement. This allows taking advantage of parity and point symmetries [101, 102]

or the conservation of particle number [103] to reduce the size of the encoded space.

4.3 Ansatz Circuit

The choice of parametrised circuit U(θ) is a central design decision in VQE. It not

only determines the reachable family of states |ψ(θ)⟩ = U(θ)|ψi⟩ (known as the

expressivity of the ansatz circuit) and hence the best attainable energy, but also

affects the trainability, the implementation cost, and the robustness to noise. It

mirrors the choice of wavefunction parametrisation in standard electronic structure

theory where states can be approximated in terms of e.g. either a configuration

interaction or a coupled cluster expansion. While in theory any parametrised ansatz

circuit can be used to perform a VQE calculation, useful and successful applications

of VQE to electronic structure theory generally use ansatz circuits that satisfy some

or all of the below requirements. The ansatz circuit should be:

chemically motivated Since Ĥ = ĤES chemically motivated ansatz circuits can

greatly increase the accuracy/performance of the calculation

symmetry compatible If Ĥ is known to conserve symmetries, ansatz circuits can

be designed to preserve the corresponding quantum numbers

expressive The ansatz should be expressive enough to approximate the target

ground state to sufficient accuracy
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easily trainable The parameter landscape of the ansatz circuit should allow for

easy and fast optimisation

hardware efficient The ansatz circuit should be implementable on the quantum

computer with a low circuit depth and gate count

In this section, we outline the theory behind the Hamiltonian variational ansatz,

an ansatz commonly chosen for applications to spin and fermion lattice models and

the main ansatz chosen as part of our work, due to its relatively simple implemen-

tation for the Hubbard-like model under consideration as further discussed in sec.

5.2.2. We also briefly discuss the family of adaptively constructed ansatz circuits,

which, while not used in our work, is a common choice for more general quantum

chemistry calculations to avoid some of the road-blocks encountered in VQE.

4.3.1 Hamiltonian Variational Ansatz

The Hamiltonian variational ansatz (HVA) [104] has emerged as a both popular and

successful ansatz choice for the simulation of spin-lattice and Hubbard models [11,

13, 14, 90, 105–116]. It is a problem specific ansatz circuit that uses the form of

the Hamiltonian to construct the ansatz circuit by implementing an approximate

adiabatic evolution towards the true ground state. The L-layered HVA is given by:

|ψ(θ)⟩ = Û(θ)|ψi⟩ =
L∏
k=1

∏
α

e−i θk,α Ĥα|ψi⟩ (4.12)

where Ĥα are Hermitian fragments of the Hamiltonian satisfying
∑

α Ĥα = Ĥ for

which eiĤα can easily be implemented on a quantum computer. Usually this is

achieved by choosing each Ĥα to be constructed from mutually commuting terms of

the Hamiltonian, Ĥα =
∑

i ĥα,i with [ĥα,i, ĥα,j] = 0 for all i, j, which allows an exact

decomposition of the evolution gate as:

e−iθk,αĤα =
∏
j

e−iθk,αĥα,j (4.13)

where each exp (−iθk,αĥα,i) can be implemented directly since ĥα,i will usually cor-

respond to an individual Hermitian fermionic excitation, ĥpq ≡ ĉ†pĉq + h.c. and

ĥpqrs ≡ ĉ†pĉ
†
q ĉrĉs + h.c., or a Pauli string directly, P̂ . Fermionic operators are first

mapped to the corresponding Pauli operators ĥ =
∑

l P̂l and then implemented
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using a product decomposition as:

e−iθĥ =
∏
l

e−iθP̂l (4.14)

which is usually exact, since the Pauli operators corresponding to ĥpq/ĥ
pq
rs under most

fermionic encodings (and in particular the JW-encoding) are mutually commuting

[P̂l, P̂m] = 0 (see sec. 4.2.1). However, as discussed further in sec. 5.2.2, this decom-

position is not guaranteed to be exact if ĥ is identified as a more complex fermionic

“building block”, such as spin-adapted fermionic excitations. The initial state, |ψi⟩
is chosen to be an efficiently constructable ground state of an easily diagonalisable

part Ĥ0 of the Hamiltonian Ĥ = Ĥ0 + V̂ . The equivalence to an approximate adia-

batic evolution can be observed by considering an interpolation between Ĥi and Ĥf

with ground states |ψi⟩ and |ψf⟩ respectively:

Ĥ[s] = (1− s) Ĥi + s Ĥf , s(0) = 0, s(T ) = 1 (4.15)

We can prepare |ψf⟩ from |ψi⟩, since the adiabatic theorem guarantees that, if the

evolution is sufficiently slow, i.e. as T →∞, the state remains in the instantaneous

ground state throughout and hence that

|ψf⟩ ≃ T exp

(
−i
∫ T

0

Ĥ[s(t)] dt

)
|ψi⟩ (4.16)

where T represents the time-ordering operator. For small enough time-steps ∆t,

(∆t → 0), and hence also a large enough number of steps, (T = L∆t → ∞), this

evolution can be approximated as:

T exp

(
−i
∫ T

0

Ĥ[s(t)] dt

)
≃

L∏
k=1

∏
α

e−i Ĥα[s(k∆t)]∆t (4.17)

where the Ĥ[s(t)] has been split into sub-observables
∑

α Ĥα[s(t)] = Ĥ[s(t)]. By

considering Ĥi → Ĥ0 and Ĥf → Ĥ0+V̂ and hence Ĥ[s(t)] = Ĥ0+sV̂ , the HVA, equ.

(4.12), can be seen to approximate this time evolution. By incorporating variational

parameters Ĥα[s(k∆t)]∆t→ θk,αĤα, the ansatz circuit can better approximate the

true adiabatic evolution reducing the errors introduced by the digitisation and trot-

terisation, even if the number of repetitions is not sufficiently large to approximate

it directly using equ. (4.17). While the HVA is in theory guaranteed to be able to

reproduce the exact adiabatic evolution in the limit of L→∞ within its parameter

space, it is ultimately still a heuristic ansatz when it comes to the choice of Ĥ0 and
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|ψi⟩, the splitting Ĥα and the initialisations of θk,α, in particular at limited L, and

should be considered distinct from the digitised adiabatic evolution circuit. The

“derivation” from a digitised and trotterised adiabatic evolution presented above

should be considered simply a motivation and a successful ansatz circuit is by no

means required to be able to implement the adiabatic evolution exactly (in the limit

L→∞), in particular since an adiabatic evolution is not even guaranteed to be able

to prepare the correct ground state if the energy gap closes along the path [117].

4.3.2 Adaptive Ansatz

Adaptive ansatz construction has emerged as a promising strategy for gen-

eral quantum-chemistry simulations. The prototypical approach is the Adaptive

Derivative-Assembled Pseudo-Trotter (ADAPT) ansatz [20]; numerous refinements

and variants [93, 94, 118–120] have been shown to deliver accurate energies for small

molecules with reduced resource requirements. Adaptive algorithms grow the ansatz

circuit iteratively: at each step a VQE optimisation is performed on the currently

considered ansatz |ψ(n−1)(θ)⟩ and the result of the optimisation is then used to pro-

pose an adapted/extended ansatz circuit |ψ(n)(θ)⟩ to improve the accuracy of the

calculation.

In the ADAPT-VQE algorithm, each update selects one anti-Hermitian operator

Âαn from a predefined pool P = {Âα} and appends the corresponding parametrised

unitary evolution gate:

|ψ(n)(θ)⟩ = eθnÂαn |ψ(n−1)(θ)⟩ =
∏
n

eθnÂαn |ψi⟩ (4.18)

The Âα are usually chosen as, or constructed from either the anti-Hermitian unitary

coupled cluster (UCC) operators, τ̂ pq = ĉ†pĉq− h.c. and τ̂ pqrs = ĉ†pĉ
†
q ĉrĉs− h.c., or Pauli

strings directly, P̂ . Again, in the fermionic case operators are usually implemented

using a product decomposition over the encoded Pauli strings, Â =
∑

l P̂l:

eθÂ =
∏
l

eθP̂l (4.19)

which, as in the HVA, is an exact decomposition under most fermionic encodings (in

particular the JW-encoding) if Â are identified as individual τ̂ pq /τ̂
pq
rs (see sec. 4.2.1),

where we again stress that for more complicated generators this decomposition is

not necessarily exact (see sec. 5.2.2). The original ADAPT-VQE pool consists of

the generalised (i.e. p,q,r,s can correspond to both occupied or virtual orbitals)

and spin complemented (i.e. spin flip α ↔ β symmetrised linear combination)
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singles and doubles UCC operators P =
{
τ̂ pαqα + τ̂

pβ
qβ , τ̂

pαqα
rαsα + τ̂

pβqβ
rβsβ , τ̂

pαqβ
rαsβ + τ̂

pβqα
rβsα

}
.

The appended operator is chosen based on the derivative of the energy with respect

to the newly introduced operator/parameter at θk = 0:

gk =
∂

∂θk
⟨ψ(n−1)|e−θkÂk Ĥ eθkÂk |ψ(n−1)⟩

∣∣∣∣
θk=0

= ⟨ψ(n−1)|[Ĥ, Âk]|ψ(n−1)⟩ (4.20)

The operator which maximises |gk| is appended to the ansatz since to first order it

is expected to lead to the largest improvement in the energy. At each step ADAPT-

VQE (i) re-optimises the current parameters, (ii) evaluates energy gradients for all

candidates in an operator pool, and (iii) appends the operator with the largest gra-

dient magnitude. This is repeated until sufficient convergence is established. The

original ADAPT-VQE has since been modified and improved upon by considering

more hardware efficient implementations, such as alternative operator pools consist-

ing of Pauli strings that reduce circuit depths required to implement the ADAPT

layers [93, 94], or by simultaneously adding multiple operators in a circuit depth

efficient way [119, 121]. Variants have also refined the selection rule [94, 118] to

improve the choice of operators at each step.

4.4 Energy Measurement

Implementing a VQE calculation requires access to the expectation value of the en-

ergy, ⟨Ĥ⟩ = ⟨ψ|Ĥ|ψ⟩, for the state, |ψ⟩, prepared on the quantum computer. How-

ever, unlike in electronic structure theory on classical computers, expectation values

of observables cannot be directly evaluated, since the wavefunction is not directly

accessible, hence preventing us from evaluating ⟨Ô⟩ = ⟨ψ|Ô|ψ⟩ using straightfor-

ward linear algebra as might be done classically. Instead, information about |ψ⟩
and ⟨Ô⟩ can only be accessed via projective measurements on the computational

basis states. Since these measurements are inherently stochastic the expectation

value is calculated by constructing a stochastic estimator H̄ for ⟨Ĥ⟩ based on the

measurement results.

Expectation values ⟨Ô⟩ in quantum mechanics correspond by definition to the ex-

pectation value of the random variable associated with the result of a projective mea-

surement on the eigenstate |oi⟩ with eigenvalue oi of Ô. Expanding |ψ⟩ =
∑

i ci|oi⟩
this correspondence becomes immediately clear as ⟨Ô⟩ =

∑
i |ci|2oi where |ci|2 is

the probability of measuring oi for a projective measurement on the basis {|oi⟩}
by the Born rule. If O is the random variable associated with the measurement

outcome, we therefore have E[O] = ⟨Ô⟩. Similarly, the quantum operator variance
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Var(Ô) = ⟨(Ô− ⟨Ô⟩)2⟩, is by definition also the variance of the projective measure-

ment Var[O] = Var(Ô), since Var(Ô) =
∑

i |ci|2o2i − (
∑

i |ci|2oi)2. We use Var(·) to

distinguish the quantum operator variance from the variances of random variables

Var[·] and stress that Var(Ô) is not directly a variance of a random variable but

only via its association with Var[O].

Expectation values for a physically realised wavefunction |ψ⟩ (such as on a quan-

tum computer) can in theory be calculated by repeatedly preparing |ψ⟩ and mea-

suring on the basis {|oi⟩}, recording the measurement results oi(k), k ∈ [1, 2, · · · ,M ]

and forming the sample mean Ō =
∑M

k

oi(k)
M

as an unbiased estimator of the popula-

tion mean and hence expectation value E[Ō] = ⟨Ô⟩. The variance of this estimator

will be given by Var[Ō] = Var(Ô)
M

. Such repeated executions of the same quantum cir-

cuit required by the inherent stochasticity of quantum measurements are frequently

referred to as “shots”.

Quantum computers, however, are not able to directly perform measurements in

any arbitrary basis {|oi⟩}, but can only implement projections onto the computa-

tional basis states {|000 . . . ⟩, |100 . . . ⟩, . . . } and hence can only directly estimate ex-

pectations of diagonal Paulis, i.e. Pauli-Z products ⟨ZiZjZk . . . ⟩. Calculating arbi-

trary expectation values therefore requires more complicated measurement schemes,

involving rotations of the state using unitaries Û |ψ⟩ in such a way that computa-

tional basis state measurements can be used to construct appropriate estimators Ō

of ⟨Ô⟩.
In this section, we discuss the theory behind two measurement strategies. First

we will describe measurements performed by splitting observables into easily measur-

able fragments. This measurement strategy is the standard choice for NISQ devices

and VQE applications and the main measurement scheme considered for our work.

We discuss extensions to this scheme both in terms of generalised fragments and

optimised measurement allocation for later discussion. However, we will also briefly

discuss the theory behind quantum phase estimation, an algorithm for fault-tolerant

quantum computing, since it in theory allows implementing a direct projective mea-

surement on the operator eigenbasis as discussed above and as considered in sec.

6.2.1.

4.4.1 Measurable Fragments

Since the Pauli products {P̂i} form a basis for Hermitian operators, any observable

(and in particular the Hamiltonian) can be decomposed as a sum over Np Pauli
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products:

Ĥ =

NP∑
α

wα P̂α, P̂α ∈ {I,X, Y, Z}⊗N (4.21)

The simplest route to make expectation value estimation compatible with compu-

tational basis measurements is to take advantage of the linearity of quantum expec-

tation values ⟨Ĥ⟩ =
∑

αwα ⟨P̂α⟩ and estimate each ⟨P̂α⟩ individually [8]. Since an

individual Pauli product P̂α can be efficiently diagonalised, ÛαP̂αÛ
†
α = ZiZjZk . . . ,

and the diagonalising unitary circuit Ûα efficiently constructed (Z = HXH and

Z = HS†Y SH), we can calculate ⟨P̂α⟩ by applying Ûα to the prepared state |ψ⟩
and then performing computational basis measurements to estimate ⟨ZiZjZk . . . ⟩
on the transformed state Ûα|ψ⟩. This constructs the sought after expectation value

since ⟨ψ|Û †
αZiZjZk . . . Ûα|ψ⟩ = ⟨ψ|P̂α|ψ⟩. The estimator H̄ can be explicitly con-

structed using a total shot budget M by using m ≡ M
Np

repeated measurements for

each term P̂α, recording measurement results Pα,i:

H̄ =

NP∑
α

wαP̄α =

NP∑
α

wα

m∑
i

Pα,i
m

(4.22)

While this measurement procedure is conceptually simple, it requires individu-

ally estimating the Np operators present in the decomposed Hamiltonian. Since a

general electronic structure Hamiltonian on Nf orbitals in the JW-encoding scales

as Np = O(N4
f ) and since each P̂α requires a different measurement unitary Ûα to

be appended to |ψ⟩, such a measurement scheme can be costly to implement in

practice. More sophisticated measurement schemes consider splitting Ĥ into a set

of NA more general fragments {Âα}:

Ĥ =

NA∑
α

Âα, (4.23)

However, we still require that each Âα can be efficiently diagonalised

Âα = Û †
α

(∑
i

ai,α Zi +
∑
ij

bij,α ZiZj + · · ·
)
Ûα (4.24)

and that a circuit implementing the diagonalising unitary Ûα can be efficiently con-

structed. Similar to above, ⟨Âα⟩ can be calculated by simultaneously estimating the

diagonal Paulis {Zi, ZiZj, . . . } using computational basis measurements on Ûα|ψ⟩
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and constructing H̄ using the recorded measurement results Aα,i:

H̄ =

NA∑
α

Āα =

NA∑
α

m∑
i

Aα,i
m

(4.25)

Since Âα is no longer restricted to be a single Pauli term, the number of terms

required to be measured can be greatly reduced. The most commonly consid-

ered approaches build easily diagonalisable fragments out of mutually commuting

Pauli operators, since mutually commuting operators can be simultaneously diago-

nalised. The simplest approach considers Pauli operators that are mutually qubit-

wise commuting, i.e. two Paulis, P̂1 and P̂2, that not only commute in general,

[P̂1, P̂2] = 0, but also commute on each individual qubit operator in the Pauli string,

P̂1/2 =
∏

i P̂1/2,i with P̂1/2,i ∈ {Ii, Xi, Yi, Zi} and [P̂1,i, P̂2,i] = 0 [122, 123]. Such

a set of Pauli operators allows for a simple and efficient simultaneous diagonalisa-

tion using only single-qubit gates and O(1) circuit depth. Generally commuting

Pauli operators, [P̂1, P̂2] = 0, can also be measured simultaneously, however at an

increased cost resulting from a more complex simultaneous diagonalisation circuit

[123, 124]. Alternative schemes also consider sums of anti-commuting Pauli terms

[125] or work directly in the fermionic space by factorising the fermionic interaction

term [126].

An important consideration for any measurement scheme is the variance of the

constructed estimator H̄ of ⟨Ĥ⟩, as it will determine the expected stochastic error

and the number of measurements, M , required to estimate ⟨Ĥ⟩ to within an accuracy

ϵ. The root mean square error (RMSE) is a frequently used metric to quantify the

error of an estimator ϕ̄ used to determine an unknown parameter ϕ

RMSE(ϕ̄) ≡
√

E
[
(ϕ̄− ϕ)2

]
=
√

Bias[ϕ̄]2 + Var[ϕ̄] (4.26)

as a function of the variance Var[ϕ̄] and bias Bias[ϕ̄] ≡ E[ϕ̄] − ϕ of the estima-

tor. For the unbiased estimators H̄ considered here, the variance therefore directly

determines the RMSE:

RMSE(H̄) =
√

Var[H̄] (4.27)

and minimising the variance of the estimator at a fixed shot budget M minimises

the expected error of our estimate of ⟨Ĥ⟩. For the above considered measurement

schemes, simple variance propagation can be used to evaluate Var[H̄], by recognising

that repeated measurements are independent, Cov[Aα,i, Aβ,j] = 0 for any α, β and
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i, j:

Var[H̄] =
∑
α

Var[Āα] =
∑
α

Var(Âα)

m
(4.28)

We stress that it is now important to distinguish between the quantum variance of

an operator Var(Âα) and the variance of the measurement of an operator Var[Aα,i]

(and similarly for covariances). Whereas Cov[Aα,i, Aβ,j] = 0 since individual mea-

surements are independent, we will in general have Cov(Âα, Âβ) ̸= 0. As we are

usually interested in estimating ⟨Ĥ⟩ to within some fixed accuracy ε (in RMSE),

the true sampling cost M of a measurement scheme is determined by the variance

of H̄ as:

M = NAm = NA

√∑
α Var Âα

ε2
= O

(
1

ε2

)
(4.29)

The measurement scheme with lowest sampling cost is not necessarily given by the

scheme with the smallest number of observable fragments NA, and methods have

been developed that try to minimise the cost directly by minimising the variance of

the constructed estimator [126–128]. However, these methods are generally limited

by their ignorance of Var(Âα). The scaling of M ∼ ε−2 is an inherent statistical lim-

itation of estimators constructed from repeated sampling, and is considered to be a

considerable roadblock for applications of VQE to larger, chemically and industrially

relevant molecules [129].

4.4.2 Quantum Phase Estimation

Quantum Phase Estimation (QPE) [48] provides an alternative route to energy

measurement that is conceptually different from the fragment-based approach. Since

it uses very deep circuits, it requires low error rates and long coherence time, making

it unfeasible to implement on NISQ hardware. In its ideal form, QPE realises

a projective measurement in the eigenbasis of the Hamiltonian and is therefore

naturally a fault-tolerant (rather than NISQ) measurement scheme. It performs this

measurement by encoding the eigenphase e−iEnt of an eigenstate Ĥ|ψn⟩ = En|ψn⟩ in

a k-bit ancilla register using repeated applications of controlled powers of the time

evolution operator

U(t) = e−iĤt, (4.30)

Applying an inverse quantum Fourier transform on the ancilla register and sub-

sequently performing a computational basis measurement returns a k-bit estimate

of the phase ϕn = Ent mod 2π and hence the energy En. If instead of an exact

eigenstate QPE is performed on a general state |ψ⟩ =
∑

n cn|ψn⟩ ancilla register
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measurement will return En with probability |cn|2 and collapse the state to |ψn⟩.
In contrast to fragment-based measurement schemes, QPE can be seen to effec-

tively implement a projective measurement directly on the energy eigenbasis (in the

limit of k → ∞), which can in turn be used to estimate expectation values ⟨Ĥ⟩
for general states |ψ⟩. The estimator H̄ for ⟨Ĥ⟩ formed from M repeated QPE

measurements therefore has a variance given by:

Var
[
H̄
]

=
Var(Ĥ)

M
. (4.31)

4.5 Classical Optimisation

The choice of classical optimisation routine is pivotal to VQE performance. As is

well known from standard optimisation tasks, the optimisation algorithm can greatly

affect how efficiently the minimisation landscape is navigated and how quickly the

candidate solution converges to the true minimum. An incredibly wide range of

optimisation algorithms have been developed that are tailored to the specific problem

instance and accuracy requirements [130]. For example, limited-memory Broyden–

Fletcher–Goldfarb–Shanno (L-BFGS) [131] is often considered the state of the art

for optimising deterministic black box functions to high accuracy if the gradient g =
∂E(θ)
∂θ

can be analytically and efficiently calculated. In electronic structure theory

conjugate gradients (CG) minimisation [132] is frequently employed to optimise the

(energy of the) wavefunction in the SCF part of the calculation [26]. In machine

learning, however, the adaptive moment estimation (ADAM) optimiser [133] with

stochastic gradient evaluations has become a popular choice, since it not only avoids

calculating expensive and exact gradients, but also prevents the optimiser from easily

over-fitting the model on the training data.

The optimisation in VQE inherently encounters two main issues. As discussed in

sec. 4.4, the expectation values, and hence the objective function of VQE the energy

expectation E(θ) = ⟨ψ(θ)|Ĥ|ψ(θ)⟩, cannot be evaluated exactly. Instead, we only

have access to an unbiased statistical estimator E[H̄] = ⟨Ĥ⟩ and as a result only an

unbiased stochastic approximation of the true objective function E[Ē(θ)] = E(θ).

While in theory we recover the exact objective function Ē(θ) → E(θ) in the limit

M → ∞, in practice this limit is unreachable [129] and stochastic optimisation

algorithms have been specifically developed to work directly with the stochastic ap-

proximation Ē(θ). Furthermore, on classical computers derivatives ∂E(θ)
∂θk

are often

easily and efficiently computable – in electronic structure theory the electronic gra-

dient can usually be calculated directly from |ψ⟩ at negligible overhead compared
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to an evaluation of ⟨ψ(θ)|Ĥ|ψ(θ)⟩ – allowing the use of gradient-based algorithms

with improved convergence rates such as CG in SCF calculations [26]. In VQE,

however, the parametrisation of the ansatz circuit as a product of parametrised uni-

tary operators, combined with our ignorance of |ψ(θ)⟩ makes calculating analytic

gradients non-trivial and introduces additional overheads. Both of these compli-

cations make the choice of optimisation algorithm in VQE non-trivial, and many

classical, as well as bespoke quantum minimisation algorithms have been developed

and benchmarked on a variety of problem instances [134–136].

In this section we discuss finite difference gradients, as well as the parameter shift

method for evaluating analytic gradients. We summarise the L-BFGS algorithm, a

non-stochastic quasi-Newton optimisation algorithm, which we use in conjunction

with parameter shift gradients for VQE calculations in our work. We also discuss

the theory behind the SPSA optimisation algorithm, a stochastic gradient-free al-

gorithm and hence a particularly common choice for optimising VQE circuits in

realistic applications where shot budgets are limited, which we also consider in our

calculations.

4.5.1 Circuit Gradients

Finite Differences

Finite-difference (FD) gradients are the simplest method of calculating derivatives of

a black box objective function, since they do not require any additional knowledge or

ability to perform calculations beyond evaluation of the objective function. Applied

to the VQE objective function the FD gradient vector can be approximated using a

symmetric finite difference formula as:

∂

∂θk
E(θ) ≈ E (θ + h · ek)− E (θ − h · ek)

2h
+O(h2) (4.32)

where ek are unit vectors corresponding to the direction θk. FD gradients become

exact in the limit of h→ 0. Evaluation of symmetric FD gradients incurs a relatively

large cost of 2P objective function evaluations for the full gradient vector for P

parameters. This cost generally hinders application of FD gradients in optimisation

tasks with high dimensional objective functions. Evaluation of FD gradients is

further complicated by the presence of stochastic noise in the evaluation of the

objective function Ē(θ). While the estimator of the objective function is unbiased,

E[Ē(θ)] = E(θ), the finite step size leads to the FD gradient being a biased estimator
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of the true gradient with RMSE given by:

RMSE2[ḡk] ≈
(
∂3kE(θ) · h2

3!

)2

+
σ2

2h2
(4.33)

where σ2(θ) = Var[Ē(θ)] is the variance of the objective function at θ and we have

assumed that σ2(θ + h · ek) ≈ σ2(θ − h · ek) ≈ σ2(θ) ≡ σ2. A smaller step size

can be seen to trade-off a decrease in the systematic finite-difference approximation

for an increase in the stochastic error. The requirement of tuning the step size h

to minimise errors further hinders the application of FD gradients in optimisation

tasks.

Parameter Shift

Evaluating exact/analytic derivatives of the energy E(θ) = ⟨ψ(θ)|Ĥ|ψ(θ)⟩ – the ob-

jective function in the VQE optimisation – requires casting the derivative in terms of

expressions that can be easily evaluated on the quantum computer. The parameter-

shift (PS) rule [137] is a method for evaluating this gradient analytically. Most

commonly considered ansatz circuits, and the ones considered in our work, are of

the form Û(θ) =
∏

k Ûk(θk) where each individual unitary is a parametrised evo-

lution of a Hermitian generator Ĝk, Ûk(θk) = exp(iθkĜk). For an ansatz circuit

consisting of a single parameter, a direct differentiation of ⟨ψ(θk)|Ĥ|ψ(θk)⟩ leads to:

∂

∂θk
E(θk) = ⟨ψ(θk)|[−i Ĝk Ĥ + i Ĥ Ĝk]|ψ(θk)⟩ = i⟨[Ĥ, Ĝk]⟩ (4.34)

The PS rule assumes that the generator Ĝk has only two equally spaced eigenvalues

±r. Under this assumption, the gradient can be expressed using expectation values

of Ĥ of the original ansatz circuit with a shifted set of parameters:

∂

∂θk
E(θk) = r

(
E
(
θk +

π

4r

)
− E

(
θk −

π

4r

))
(4.35)

The same expression can be shown to hold true for a multi-parameter ansatz circuit:

∂

∂θk
E(θ) = r

(
E
(
θ +

π

4r
ek

)
− E

(
θ − π

4r
ek

))
(4.36)

The PS rule applies in particular to Pauli rotation gates exp (iθP̂ ) since Pauli prod-

ucts P̂ are Hermitian involutory operators P̂ 2 = I and hence have eigenvalues

±1. Since Pauli rotation gates are the most frequently encountered parametrised

gates this allows us to differentiate the VQE objective function E(θ). Even if the
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ansatz circuit is defined in terms of more general parametrised gates exp (iθĤ), im-

plementing this gate generally requires transpilation to Pauli rotation gates first.

The PS rules are therefore generally applicable to (transpiled) ansatz circuits. Re-

peated/correlated parameters in the ansatz circuit can be trivially accounted for by

treating each parameter as unique and applying the chain rule to combine gradients

appropriately.

Since PS gradients are conceptually very similar to FD gradients, both calcu-

lated from discrete evaluations of the objective functions, they also have a similar

computational cost. Calculating the full PS gradient vector for the P parameters in

the circuit requires 2 evaluations for each of the PG Pauli rotation gates in the (tran-

spiled) ansatz circuit. Since generally PG ≥ P (e.g. exp(iθ(c†icj + h.c.)) transpiles

to 2 Pauli rotation gates in the JW-encoding) the PS gradient can be seen to be at

least as expensive as the FD gradient, requiring 2PG calls to the objective function.

In general the transpilation overhead is constant and PG = O(P ). However, unlike

FD gradients, PS gradients are analytic/exact since the PS rule, equ. (4.36), does

not involve any approximation. They also do not require small step sizes h and

hence do not suffer from the issue of amplifying the stochastic noise in the objective

function Ē(θ) if h is not tuned appropriately.

Extensions of the parameter-shift rules to more general gates/generators have

been developed that are oftentimes able to reduce the implementation cost by a

constant factor over a naive application of the standard parameter-shift rules to the

Pauli gates in the transpiled circuit [138, 139]. Higher-order derivatives can also

be calculated by nested application of parameter-shift rules [140]. While it is tech-

nically possible to implement arbitrary parametrised unitaries to which parameter

shift rules in general do not apply, these are not frequently encountered in NISQ

applications and are generally not considered as potential ansatz circuits.

4.5.2 L-BFGS

The limited-memory Broyden–Fletcher–Goldfarb–Shanno(L-BFGS) algorithm [130,

131] is a quasi-Newton gradient-based optimiser. Newton’s method forms a local

quadratic model Ẽ(θ) of the true objective E(θ) using the gradient g(t) ≡ g(θ(t))

and Hessian H(t) ≡H(θ(t)) at the current candidate iterate θ(t):

Ẽ(θ) = E(θ(t)) + g(t)δθ +
1

2
δθTH(t)δθ (4.37)
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A new candidate iterate θ(t+1) is formed by minimising the quadratic model under

the assumption of a positive definite H(t):

θ(t+1) = argmin(Ẽ(θ)) = θ(t) −
(
H(t)

)−1
g(t) (4.38)

L-BFGS (and quasi-Newton methods in general) reduce the computational cost of

this method by iteratively approximating H(t) and hence the exact Newton step,

equ. (4.38), using gradient information at the previous iterates {g(j); j = 0, . . . , t−1}
instead of calculating it directly. The update rule for the Hessian approximation

H̃(t) in L-BFGS is based on the standard BFGS update rule:

H̃(t+1) = (V (t))T H̃(t) V (t) + ρ(t) s(t) (s(t))T (4.39)

ρ(t) =
1

(y(t))Ts(t)
V (t) = I − ρ(t)y(t)(s(t))T (4.40)

In L-BFGS only a limited number of steps are kept in the working memory and

the update H̃(k+1) is reconstructed at each step based only on the last m iteration

steps. This greatly decreases the memory requirements of the optimisation algorithm

without generally affecting its performance [130, 131]. L-BFGS (and quasi-Newton

algorithms in general) also do not perform the exact Newton step of equ. (4.38)

within the approximation H(t) → H̃(t), but instead perform a line search over

possible step lengths a(t) to find a step with sufficient objective function and gradient

reduction to improve the stability and convergence of the iterates:

θ(t+1) = θ(t) − a(t)
(
H̃(t)

)−1

g(t) (4.41)

where a(t) is chosen such that the Wolfe conditions are satisfied for some 0 < c1 <

c2 < 1:

E
(
θ(t+1)

)
≤ E(θ(t)) + c1 (θ(t+1) − θ(t))T g(t) (4.42)

−(θ(t+1) − θ(t))T g(t+1) ≤ −c2 (θ(t+1) − θ(t))T g(t) (4.43)

As a quasi-Newton algorithm, L-BFGS generally displays super-linear conver-

gence speeds and is able to efficiently minimise a wide variety of objective functions.

It achieves this with negligible overhead compared to other gradient-based algo-

rithms, since it avoids direct evaluation of the high-dimensional Hessian required for

Newton’s method. It becomes especially efficient when the required gradients can

be calculated using reverse mode automatic differentiation techniques at a constant

overhead over a single call to the objective function. It is therefore generally con-
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sidered the work-horse of numerical optimisation when high-accuracy solutions are

sought after and analytic gradients can be efficiently evaluated [130, 131].

L-BFGS is frequently applied in ideal simulations of VQE calculations, where

E(θ) can be evaluated analytically, i.e. without stochastic noise, and where the

cost of calculating g from PS gradients is not of concern [82]. In realistic VQE

applications, however, the use of L-BFGS can encounter issues. As discussed in sec.

4.5.1, on quantum hardware gradients can only be calculated using the PS rules

with a cost scaling as 2PG, a similar scaling to an application of FD gradients.

This makes an application of L-BFGS considerably more expensive than might be

expected from standard classical applications. Furthermore, the stochastic nature

of the cost function is not particularly well suited for the deterministic L-BFGS

algorithm [136].

4.5.3 SPSA

The simultaneous perturbation stochastic approximation (SPSA) algorithm [141] is

a stochastic optimiser that forms a stochastic approximation of the gradient using

only two function evaluations per iteration, and uses this gradient approximation to

progress towards the minimum, in a similar way as the well known stochastic gradi-

ent descent (SGD) algorithm. At each iteration SPSA forms the gradient estimate

by using a central FD approximation in each component using only a single step

along a randomly chosen direction ∆(k), perturbing all parameters simultaneously

ḡ(t) =
E(θ(t) + c(t)∆(k))− E(θ(t) − c(t)∆(t))

2 c(t)
(∆(t))−1 (4.44)

where (∆(t))−1 is the element-wise inverse of ∆(t). In contrast, a standard FD

approximation of the gradient applies a central FD approximation to each element

individually, perturbing each parameter independently. The perturbation direction

∆(k) is generally chosen by sampling each entry from ±1 with equal probability.

The candidate iterate is then updated by taking a standard gradient descent step

along the gradient estimate ḡ(t):

θ(t+1) = θ(t) − a(t)ĝ(θk), (4.45)

The standard SPSA algorithm introduces parametrised forms for the perturbation

and descent step size, c(t) and a(t) respectively, as sequences decaying as a power law
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in the iteration step t, in terms of a set of tunable hyper-parameters a,A, α, c, γ::

a(t) =
a

(t+ 1 + A)α
, ck =

c

(t+ 1)γ
, (4.46)

SPSA has in particular been developed and found applications as an algorithm for

minimising stochastic problems for which only the stochastic objective function can

be evaluated and for which a direct method for evaluating a (stochastic) gradient

does not exist. Similarly to SGD, it generally only achieves sub-linear rates of

convergence since it not only does not use curvature information, but is also limited

by the stochastic noise in the objective function. However, in comparison to an FD

approximation of the gradient, the direct competitor to SPSA for the considered

setting of only being able to evaluate stochastic objective functions, it becomes

asymptotically more efficient [141]. SPSA only requires 2 function evaluations per

iteration step, in stark contrast to the 2P evaluations required for a more standard

FD approximation for the gradient, in which each element of (g)k is approximated

using an independent perturbation of θk. Furthermore, the use of an explicitly

stochastic algorithm to minimise a stochastic objective function generally guarantees

convergence to a local minimum in expectation in spite of the stochastic objective

function, since stochastic errors average out over multiple iterations.

SPSA is frequently applied in realistic VQE calculations, where only the stochas-

tic energy estimate Ē(θ) is available and where the cost of calculating g from PS

gradients is not negligible [135, 136]. In this setting SPSA is attractive because

it is able to avoid an explicit, expensive PS gradient evaluation, as well as being

inherently well suited to the minimisation of a stochastic objective function.



Chapter 5

Ideal VQE Simulations of

Trans-polyacetylene

In this chapter we study idealised, noiseless variational quantum eigensolver (VQE)

simulations of trans-polyacetylene (TPA), i.e. simulations in which circuits are

executed with perfect fidelity and hence no circuit noise is present, and where ex-

pectation values can be measured exactly and hence no shot noise is present.

As previously discussed, we approach these VQE calculations from the viewpoint

of an electronic structure practitioner trying to perform useful simulations of realis-

tic systems. However, near-term noisy intermediate-scale quantum (NISQ) devices

remain limited by qubit number, coherence, and noise, which constrains ab initio

VQE to very small molecules and minimal basis sets. In contrast to the standard

small and simple chemical benchmark systems frequently considered in VQE, TPA

can be captured by the Su–Schrieffer–Heeger (SSH) model, a compact, chemically

motivated, one-dimensional Hubbard-like lattice model, as discussed in sec. 3.2.

This greatly reduces the complexity of the VQE calculation and makes it possible to

consider comparatively large systems within a NISQ-relevant qubit and coherence

budget. At the same time it is not a trivial benchmark system: its key physical

properties depend on correlation and on the interplay between electronic structure

and geometry, and, as has been shown in sec. 3.3, cannot be reliably captured,

neither quantitatively nor qualitatively, by mean-field treatments such as density

functional theory (DFT). Finally, TPA is a system where the determination of the

correct ground-state geometry is not optional. As discussed in sec. 3, even an only

qualitatively correct prediction of its properties requires an accurate prediction of

the ground-state geometry. As such, simulations of TPA and the SSH model not

only allow but necessitate the evaluation of molecular forces in the VQE framework,

an application of VQE that has received relatively little attention so far, but, as

70
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discussed in sec. 2.5, is of great interest to electronic structure practitioners. A full

geometry optimised calculation is beyond the scope of this thesis and the available

computational classical and quantum resources. We will therefore instead focus on

the calculation of the molecular force for a fixed, perfectly dimerised instance of the

SSH model using VQE.

The goal of the work in this chapter is twofold. Firstly, we quantify the quantum

resources required for accurate simulations of TPA using the SSH model in the

noiseless VQE calculations. We consider not only the prediction of accurate ground-

state energies, but in particular also accurate molecular forces, with a viewpoint

from standard electronic structure theory, where, as discussed in sec. 2.2, it is well

established that, based on the variational principle, predicting sufficiently accurate

molecular forces is in general considerably more difficult than predicting sufficiently

accurate ground-state energies. Secondly, the same results establish a noiseless

baseline that isolates algorithmic effects from circuit and shot noise induced errors.

This baseline is the reference point for the noisy calculations conducted in sec. 6.

We begin by clearly restating the problem that we are trying to solve, the SSH

model previously discussed in sec. 3.2. We then continue by presenting the spe-

cific VQE implementation chosen: we survey and discuss commonly considered ap-

proaches for simulations of Hubbard-like models, motivate our choice of methodol-

ogy, and discuss the implementation specialised to our model. Following this, we

discuss the evaluation of molecular forces in VQE, surveying relevant publications,

before discussing the specific approach chosen for our calculations, as well as detail-

ing the implementation within VQE. Lastly we present the numerical results of our

VQE calculations for energies and molecular forces for our model using the described

implementation.

5.1 The SSH Model

As discussed in sec. 3.2, the physics of TPA is appropriately described by the SSH

model under the inclusion of Hubbard U and V terms, and it is therefore this SSH

model that we are trying to simulate. A complete electronic structure calculation of

the SSH model necessitates the use of an analytic molecular force based geometry

optimisation for all but the smallest model instances, since the computational com-

plexity scaling of a direct scan of the potential energy surface (PES) would scale

as O(2N) or similarly finite-difference (FD) energy derivatives scale as O(N) for an

N -site SSH model. While such approaches could be made feasible for predicting the

ground-state geometry of a symmetrically dimerised SSH model by restricting the
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parameter space to a single bond-length coordinate, such approaches would fail to

capture any symmetry broken states such as the solitons described in sec. 3.2. It

would also defeat part of the motivation for the choice of TPA for the work in this

thesis, since it is a model system that specifically allows more realistic molecular

force calculations to be explored. In realistic simulations of materials, systems will

typically have much lower symmetry and necessitate molecular force calculations.

However, a full geometry optimised calculation is beyond the scope of this thesis

and the available computational classical and quantum resources. We will there-

fore instead be focusing solely on the calculation of the molecular force for a fixed,

perfectly dimerised instance of the SSH model using VQE.

The model instance that we are considering is given by the even site number

(N = 2Nuc, with Nuc the number of unit cells in the system), static (u̇ = 0),

perfectly dimerised (un = (−1)n u), periodic (c†N ≡ c†0 and uN ≡ u0), interacting

(U ̸= 0, V ̸= 0), atom-centred SSH model presented in sec. 3. Defining the staggered

hoppings as te/o ≡ t± 2αu this model can be expressed in terms of a more standard

Hubbard-like notation as:

Ĥ =−
N−2∑
i=0,σ
i even

te

(
ĉ†i,σ ĉi+1,σ + ĉ†i+1,σ ĉi,σ

)
−

N−1∑
i=1,σ
i odd

to

(
ĉ†i,σ ĉi+1,σ + ĉ†i+1,σ ĉi,σ

)

+
N−1∑
i=0

Un̂i,↑n̂i,↓ +
N−1∑

i=0,σ,σ′

V n̂i,σn̂i+1,σ′

(5.1)

Although, as discussed, we consider calculations at a fixed molecular geometry,

the atoms will still experience a molecular force (and adjust according to this molec-

ular force if the geometry was allowed to vary). While the above considered form

of Ĥ, equ. (5.1), hides the dependence on the atomic positions ui, it is implicit in

the hopping terms te/o = te/o({ui}). As discussed in sec. 2.5, if the exact ground

state, |ψ0⟩ of Ĥ is known, the molecular force can be evaluated according to the HF

theorem, equ. (2.50), as:

Fi = ⟨ψ0|F̂i|ψ0⟩ (5.2)

using the HF force operator, F̂ , which for the SSH model is given by:

F̂i ≡ −
dĤ

dui
=
∑
σ

α
(
ĉ†i−1,σ ĉi,σ + ĉ†i−1,σ ĉi,σ

)
−
∑
σ

α
(
ĉ†i,σ ĉi+1,σ + ĉ†i+1,σ ĉi,σ

)
(5.3)

We note that as discussed in sec. 2.5.3, the Pulay forces do not enter our expression

for the molecular force. While our basis could be considered moving – the p orbitals
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that are used to derive the SSH model are centred on each C-atom and are therefore

displaced together with the atomic positions – the SSH model is an orthogonal

tight-binding model in which the orbitals are by assumption orthogonal at any

geometry, hence causing the Pulay force contribution to vanish. We also note that

F̂i is independent of the molecular geometry as a result of the linear parametrisation

of the model with respect to ui.

The model is parametrised using the constants:

t = 2.5 eV

α = 4.1 eV/Å

u = 0.04 Å

U = 2.5 t0 = 6.25 eV

V =
U

4
= 1.5625 eV

K = 40 eV/Å
2

(5.4)

which as discussed in sec. 3.2 are a set of well known and frequently used, previ-

ously parametrised values that approximately represent the experimentally observed

dimerisation and molecular properties of TPA.

Furthermore, as discussed in sec. 3.2 the SSH model is symmetric under a number

of operations which we will summarise here again, as they will be relevant in following

discussion:

Particle number symmetry As a physical electronic-structure Hamiltonian con-

structed from number conserving fermionic one- and two-body interaction

terms it conserves the total particle number N̂ =
∑

i,σ n̂i,σ, i.e. [Ĥ, N̂ ] = 0.

Spin symmetry Since all hoppings are spin-independent and the interaction terms

depend only on number operators, the Hamiltonian is invariant under spin

rotations and Ŝz = 1
2

∑
i(n̂i,↑ − n̂i,↓) is conserved, as well as more generally

[Ĥ, Ŝ2] = 0.

Translation symmetry Owing to the perfect dimerisation, uniform interaction

terms, even number of sites and periodic boundary conditions, the model is

periodic under translation by two lattice sites ĉi,σ 7→ ĉi+2,σ, and hence com-

mutes with the translation operator [Ĥ, T̂2] = 0.

Inversion symmetry Similarly, as a result of perfect dimerisation, uniform inter-

action terms and even number of sites, the system is symmetric under inver-

sion about any bond, e.g. for the central bond ĉi,σ 7→ ĉN−1−i,σ and hence

[Ĥ, P̂I ] = 0 for the inversion operator P̂I .
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5.2 VQE Implementation

5.2.1 Fermion to Qubit Mapping

As discussed in sec. 4.2, the Jordan-Wigner (JW) encoding is one of the most com-

monly used fermion to qubit encodings in quantum chemistry applications. How-

ever, it suffers from the presence of JW-strings, highly non-local Pauli operators

required to enforce the anti-symmetry of the fermionic wavefunction. While a judi-

cious choice of JW-encoding (in conjunction with specialised circuit implementations

and ansatz designs), or even the use of more complex encodings can help overcome

these limitations for specific models, problem instances, ansatz circuits, and/or de-

vice connectivities (see sec. 4.2), these tend to be highly specific and specialised. In

the spirit of The Principle of Generality we use the JW-encoding with what can be

considered the default implementation details (both in terms of approaches found

in the literature as well as in quantum simulation software packages), which we de-

scribe in detail for our specific model instance below. We stress that this choice is

by no means optimal, and that encodings enabling better VQE results are expected

to be possible – particularly when considering circuit and shot noise – by special-

ising the encoding to the specific model or problem instance, ansatz circuit, circuit

decomposition, device topology, and noise characteristics, and vice versa.

As we will discuss, the JW-encoding turns out to be considerably more efficient

for our particular model and ansatz circuit considered compared to a more general

electronic structure system and ansatz, avoiding most of the JW-string overhead that

is problematic in NISQ applications due to the presence of gate noise. However, we

also discuss potential issues that are encountered with this approach as well as po-

tential mitigations using more carefully chosen alternative encodings. In this context

we will also briefly discuss other approaches mentioned in sec. 4.2 and how they are

expected to lose their comparative advantage for our problem instance. While we

do discuss and contrast these encodings in terms of the approximate CNOT count

complexity of standard circuit implementations, we delay a more explicit discussion

of the effects of noise to sec. 6, noting that as far as the noiseless calculations in this

chapter are concerned, all encodings produce equivalent results due to the absence

of gate noise.

Jordan-Wigner Strings

The structure of our TPA model – one-dimensional with highly local interactions –

allows for an efficient application of the JW-encoding to the Hamiltonian in which

JW-strings are unproblematic, which combined with our choice of ansatz circuit
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(see sec. 5.2.2) also allows for an efficient mapping of the VQE circuit using the

JW-encoding. The fundamental issue of the JW-strings arises from the requirement

of specifying an ordering of orbitals and an ordering of qubits. Under the mapping

of equ. (4.5) only fermionic operators acting on orbitals local within this ordering

will get mapped to qubit operators acting on qubits local within their respective

ordering, since (assuming an even product of fermionic operators) the JW-strings

will cancel (see equ. (4.8) noting that Zn<n+1 = I):

ĉ†nĉn+1 7→
1

4
(Xn − iYn)(Xn+1 + iYn+1) (5.5)

Any other fermionic operators get mapped to qubit operators acting on non-local

qubits resulting in highly non-local JW-strings (see. equ. (4.8)):

ĉ†nĉn+r 7→
1

4
(Zn+1Zn+2 . . . Zn+r−1)(Xn − iYn)(Xn+r + iYn+r) (5.6)

The degree of non-locality is quantified by the Pauli weight, w – the number of

qubits on which the Pauli string acts non-trivially. The cost to implement a gate

involving a general Pauli string scales directly with w, requiring O(w) CNOT gates

and a resulting circuit of depth O(w) using the standard “CNOT ladder” circuit

implementation of exponentiated Pauli strings exp (iθP̂ ) [83]. The JW-encoding on

a general electronic structure Hamiltonian will map some fermionic local operators

to Pauli operators with high Pauli weight; for a general electronic structure ansatz

circuit such as UCCSD in which excitations involving all possible O(M4) orbital

combinations of fermionic operators occur and need to be implemented, the average

Pauli weight of the UCCSD excitation operators scales as O(M), hence introducing

an average O(M) cost to implement each fermionic operator and leading to a stan-

dard, unoptimised scaling of gate count and depth for the ansatz circuit of O(M5)

[82]. Even in systems in which only spatially local fermionic orbitals interact and

need to be implemented as part of the circuit construction, costly JW-strings will

appear, since in two (or higher) dimensional systems the two (or higher) dimensional

locality cannot be represented locally in the one dimensional orbital ordering. For

a 2D Hubbard square of side length L, for example, some local fermionic operators

will inevitably map to non-local Pauli operators resulting in an average Pauli weight

of O(L), again leading to an unoptimised scaling of gate count and depth of O(L3)

[86]. It should be stressed that this is an issue independent of the device connectivity

and will arise even on an all-to-all connected device, since JW-strings are not an is-

sue of limited connectivity, but rather of enforcing the wavefunction anti-symmetry

and the resulting requirement for implementing/measuring highly non-local parity
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operators. It is worth noting that qubit operators that are local in the JW-encoding

are not inherently required to be physically local on the quantum computer; limited

connectivity on the device can introduce additional complications. However, since

any physical device is required to have at least one-dimensional connectivity, it is

always possible to choose a JW-encoding that also respects the locality of the device

connectivity. As such, the locality constraints introduced by the JW-encoding can

be considered to be the limiting constraints for a worst-case/naive implementation

cost. However, since our SSH model, equ. (5.1), is a one-dimensional locally inter-

acting model, and since only these local interactions need to be encoded as part of

the ansatz circuit (see sec. 5.2.2) these issues of preserving locality are in principle

not present since the dimensionality of the fermionic system and the orbital ordering

match and the locality can hence be preserved through the mapping.

Encoding the TPA Model

Figure 5.1: Jordan-Wigner (JW) orbital ordering used to encode the N = 6 SSH Hamiltonian
on qubits. Upper and lower orbitals correspond to spin-up and spin-down orbitals for each lattice
site. The red “string” and the numbering indicate the ordering chosen.

The specific JW-ordering of fermionic orbitals chosen for our model is depicted

in fig. 5.1. First all spin up (σ = ↑) fermionic orbitals are enumerated according to

their natural ordering, followed by all spin down (σ = ↓) again according to their

natural ordering, so that we identify fermionic and qubit indices as (i, ↑) → i and

(i, ↓) → N + i. This is the default implementation provided in QISKIT Nature

[142] and a commonly chosen ordering in the literature (if it is explicitly specified)

when applying the JW-encoding [86, 90, 95, 106, 112, 143]. Under this mapping

the Hamiltonian can be transformed using the JW-transformations specific to our

model:

ĉ†i ĉi+1 + ĉ†i+1ĉi 7→
1

2
(XiXi+1 + YiYi+1) (5.7)

n̂i 7→
1

2
(I − Zi) (5.8)
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As can be seen in fig. 5.1, this encoding does not technically preserve the locality

of all interaction terms, since the Hubbard U and V interaction terms are local

in the fermionic picture but get mapped to non-local qubit operators, e.g. for

Un̂i,↑n̂i,↓ we have to map the indices as (i, ↑) → i and (i, ↓) → N + i. However,

since the interaction terms in our model take the form of products of occupation

number operators n̂, the JW-strings for these terms cancel. As alluded to previously,

since these terms are nonetheless not local in the JW-ordering, it is possible for

the implementation of these to incur an O(N) SWAP gate overhead if the device

connectivity is limited and further assumed to be congruent with the JW-ordering.

Similarly, since we are working with periodic boundary conditions, we are required

to identify ĉ†N ≡ ĉ†0. As a result, the Hamiltonian contains a PBC hopping term

ĉ†N−1ĉ0 + h.c. (see fig. 5.1), whose locality is not preserved and which therefore gets

mapped to non-local qubits, incurring a high Pauli weight JW-string:

ĉ†N−1ĉ0 + ĉ†0ĉN−1 7→
1

2
(Z1Z2 . . . ZN−2)(X0XN−1 + Y0YN−1) (5.9)

While, as discussed, one-dimensional model locality can be represented appropri-

ately by locality in the one-dimensional orbital ordering, this only applies to open

boundary conditions since the JW-encoding is not defined periodically. PBCs fun-

damentally change the topology of the system and prevent us from mapping every

term to a local qubit operator, even in a 1D system. Unlike the cross-spin inter-

actions, this term incurs a O(N) gate and depth overhead independent of device

connectivity as a result of the non-local JW-string. The encoding of the PBC intro-

duces an apparent asymmetry in the treatment of the hopping terms. As previously

mentioned, in the noiseless regime all encodings are equivalent and exact, and in

this regime no symmetries of the model get broken as a result of this asymmetric

encoding. The Hamiltonian (or any other symmetric operators) will remain sym-

metric with respect to correctly encoded symmetry operators. We note that since

the (fermionic) translation operator is built from a series of fermionic swap gates

[144]:

F̂pq = 1 + ĉ†pĉq + ĉ†q ĉp − n̂p − n̂q, (5.10)

the encoded translation operator does not encode directly to a cyclic qubit per-

mutation, since a simple qubit translation can be seen to not commute with the

JW-encoded Hamiltonian, equ. (5.11). However, in a noisy simulation setting the

asymmetry in the encoding is likely to introduce an asymmetry in the system, since

the highly non-local PBC hopping will have a considerably higher error rate than

all other local interaction terms. In a simple model in which the error rate when im-
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plementing a term is directly proportional to its Pauli-weight, p ∼ w, the PBC term

will carry an error rate pPBC = O(N), while all other terms will carry a constant

error p = O(1). Lastly, we note that while it might be expected that the impact of

the PBC term, both in terms of the cost to implement and its noise-induced asym-

metry, becomes negligible in the thermodynamic limit of N →∞ – in the same way

that the effects of the choice of BC on the energy of a model become negligible [52]

– this is not guaranteed, since both the cost and noise asymmetry induced by the

PBC hopping increase with N .

Under this encoding the fully encoded qubit Hamiltonian for our model can be

expressed as:

Ĥ =−
N−2∑
i=0
i even

te
2

(XiXi+1 + YiYi+1)−
N−3∑
i=1
i odd

to
2

(XiXi+1 + YiYi+1)

− (Z1Z2 . . . ZN−2)(XN−1X0 + YN−1Y0)

−
2N−2∑
i=N
i even

te
2

(XiXi+1 + YiYi+1)−
2N−3∑
i=N+1
i odd

to
2

(XiXi+1 + YiYi+1)

− (ZN+1ZN+2 . . . Z2N−2)(X2N−1XN + Y2N−1YN)

+
N−1∑
i=0

U

2
(I − Zi)(I − Zi+N)

+
N−1∑
i=0

V

2
(I − Zi)(I − Zi+1) +

N−1∑
i=0

V

2
(I − Zi+N)(I − Zi+N+1)

+
N−1∑
i=0

V

2
(I − Zi)(I − Zi+N+1) +

N−1∑
i=0

V

2
(I − Zi+N)(I − Zi+1)

(5.11)

Alternative Encodings

As discussed in sec. 4.2.2, more complex encodings to reduce circuit depths and/or

qubit count have been developed. However, in addition to our choice of the JW-

encoding following The Principle of Generality, the alternative encodings are also

expected to lose their comparative advantage due to the absence of non-local JW-

terms in our model, as well as the relative simplicity of our model Hamiltonian.

On the one hand, the ansatz/circuit designs and fermionic encodings specifically

developed to ameliorate the JW-strings [11, 88–90, 96–100] are, in addition to being

highly specialised, also unlikely to provide any significant circuit depth reduction

due to the absence of the relevant, costly terms, potentially even increasing the Pauli

weight of operators encountered in the model. On the other hand, while encodings
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that inherently account for and preserve the symmetries of the system, e.g. particle

number conservation or spatial symmetries, are generally applicable and not specific

to certain problem instances, they will break the advantages that come from the lo-

cality of the fermionic Hamiltonian under consideration. Particle number conserving

encodings [103] generally come at the expense of encoding each fermionic operator

in a much larger number of qubit operators, removing any advantage resulting from

the favourable NP = O(M) sparsity/locality induced scaling of the Hamiltonian for

implementing the ansatz circuit and measuring the energy (see sec. 5.2.2 and 5.2.3).

However, for our model in particular, it would in addition greatly increase the Pauli

weight of each qubit operator since JW-strings are originally mostly absent as a

result of the locality of the JW-encoding, w = O(1). Symmetry conserving encod-

ings [101, 102] first require the formation of symmetrised orbitals, which in our case

would break the locality of the fermionic Hamiltonian, since although the Hamilto-

nian is symmetric, the tight-binding orbitals themselves are not (see sec. 5.1), and

formation of symmetrised orbitals would lead to delocalisation of the orbitals and

hence the interactions. Again, this removes any advantage from the original spar-

sity/locality of the Hamiltonian for circuit implementation and energy measurement,

as well as the original resulting simplifications/cancellations of most JW-strings. It

should be noted that these issues would however be less severe/not present in sim-

ulations of a general, i.e. non-local/dense, electronic structure Hamiltonians, where

the Hamiltonian is considerably more dense to begin with, NP = O(M4), and where

high Pauli weight strings are already present in the JW-encoding, w = O(M). The

cost incurred by a particle conserving encoding is hence greatly reduced. Similarly,

in this case symmetric orbitals can be formed without affecting the complexity of the

Hamiltonian terms present (and usually are already formed as part of the molecular

orbital construction from e.g. Hartree-Fock calculations).

5.2.2 Ansatz Circuit

The ansatz circuit which we use to simulate our model is the Hamiltonian variational

ansatz (HVA). As discussed in sec. 4.3, the HVA has been successfully applied to a

variety of spin-lattice and Hubbard-like models, not only because it provides a model

specific and physically motivated ansatz that can be designed to conserve many of

the symmetries of the system, but also because the sparse nature of these models

allows for a relatively cheap implementation of each layer of the ansatz compared

to a full electronic structure Hamiltonian – all while the repeated, layered structure

enables a systematic convergence to the ground state. As discussed in sec. 4.3.1 the
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general HVA framework for a Hamiltonian Ĥ implements a circuit of the form:

|ψ(θ)⟩ = Û(θ)|ψi⟩ =
L∏
k=1

∏
α

e−i θk,α Ĥα|ψi⟩ (5.12)

where the parametrised unitary evolution U(θ) is constructed from Hamiltonian

fragments chosen to satisfy
∑

α Ĥα = Ĥ and the initial state |ψi⟩ chosen to be the

ground state of an easily diagonalisable part Ĥ0 of Ĥ. As previously mentioned,

since the HVA is a heuristic ansatz circuit there is no “correct” way to design and

implement the circuit, and the form of equ. (5.12) contains a lot of inherent flexibility

in the choice of U(θ)/Ĥα and |ψi⟩/Ĥ0.

Parametrised Unitary Evolution

As discussed in sec. 4.3.1, Hamiltonian fragments Ĥα are typically constructed to

ensure that ansatz layers permit an efficient and exact circuit implementation by

grouping contributions into sets of mutually commuting terms. For fermionic sys-

tems these fragments often correspond to specific classes or spatial partitions of

fermionic excitation operators. [11, 90, 106, 115, 116, 145, 146]. Similarly, in spin-

lattice problems fragmentation is frequently guided by spatial partitions of the lattice

structure [13, 14]. Appropriate choices for the Hamiltonian fragments are highly de-

pendent on the problem structure and desired properties of the ansatz circuit such as

efficiency of implementation, a minimised parameter count, and conservation of sym-

metries. In the spirit of The Principle of Generality, we chose the most standard and

most natural Hamiltonian splitting for our model, into disjoint subsets of even- and

odd-bond hopping terms, followed by electronic interaction terms, using what can

be considered the standard implementation of the resulting ansatz circuit in terms

of quantum gates. This splitting is a commonly chosen approach for implementing

an HVA circuit for Hubbard models, since it is not only a particularly natural choice

for splitting the Hamiltonian, but has also been found to allow for and relatively

efficient and parallelised implementation of the ansatz circuit in the JW-encoding

[11, 90, 105–107, 109, 112]. However, in contrast to higher-dimensional systems,

for our one-dimensional model the resulting ansatz circuit is simple and efficient to

implement without the need for any complex, potentially problem tailored circuit

compilation techniques. Furthermore, for our particular model this HVA construc-

tion will also naturally encode all symmetries of our model Hamiltonian, ensuring

that the parametrised state is of a well defined symmetry (provided an appropriately

symmetric initial state is prepared as further discussed later), an analytic require-

ment fulfilled by any exact ground state (or more generally, any eigenstate) of a
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Figure 5.2: Hamiltonian fragments used to construct the HVA for the N = 6 SSH Hamiltonian.
Upper and lower orbitals correspond to spin-up and spin-down species for each lattice site. Ĥe, Ĥo,
ĤU and ĤV , correspond to the blue, orange, green and purple coloured interactions, respectively.

Hamiltonian. Such symmetry-adapted ansatz circuits are not only useful because

they prevent unphysical symmetry breaking such as spin contamination, and enable

calculations of excited states of a specific symmetry without having to perform a

general excited state calculation [95, 143, 147, 148], but have also been shown to

directly improve the accuracy of the VQE calculation [147, 149–151]. However, we

once again stress that the choice of splitting is likely not optimal both in terms of

the gate count itself and the accuracy achieved by the VQE calculation, when it

is considered in conjunction with alternative encodings, ansatz circuits and device

topologies, and in particular when circuit and shot noise are also accounted for.

It should be noted that more general splittings of the Hamiltonian are sometimes

considered in order to reduce the overall depth of the ansatz circuit [13, 107].

The particular splitting of Ĥ chosen is depicted in fig. 5.2. The hopping terms

are naturally split into two sets of all even-bond and all odd-bond hopping terms,

respectively:

Ĥe =−
N∑

i even
σ

te

(
ĉ†i,σ ĉi+1,σ + ĉ†i+1,σ ĉi,σ

)
(5.13)

Ĥo =−
N∑
σ

i odd

to

(
ĉ†i,σ ĉi+1,σ + ĉ†i+1,σ ĉi,σ

)
(5.14)

In each group interactions commute with each other since they always act on dis-

joint subsets of fermionic orbitals. The two spin species can be and are considered

simultaneously since Ĥ contains no cross-spin hopping terms. The Hubbard(-like)

interaction terms n̂i,σn̂j,ρ are considered separately since they all trivially commute

with each other:

Ĥee = ĤU + ĤV =
N∑
i=0

Un̂i,↑n̂i,↓ +
N∑

i=0,σ,σ′

V n̂i,σn̂i+1,σ′ (5.15)

All groups are built from mutually commuting fermionic excitations, ĉ†pĉ
†
q ĉrĉs + h.c.,
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which, as discussed in sec. 4.3.1, allows for an exact implementation of the evolution

gates exp(iθĤe), exp(iθĤo) and exp(iθĤee) under the JW-encoding. We found a

slight generalisation of the ansatz circuit that considers ĤU and ĤV separately to

perform better. An individual HVA layer of our circuit is therefore given by:

U(θ) = U(θe, θo, θU, θV) = e−iθeĤee−iθoĤoe−iθU ĤU e−iθV ĤV (5.16)

or at the level of Pauli gates using the JW-encoding applied to the fragments Ĥe →∑
i αe,iP̂e,i (and similarly for other terms):

U(θ) =
∏
k

exp (−iθeαe,kP̂e,k)
∏
l

exp (−iθoαo,lP̂o,l)∏
m

exp (−iθUαU,mP̂U,m)
∏
n

exp (−iθV αV,nP̂V,n)
(5.17)

The complete ansatz circuit will consist of L repetitions of this circuit layer, each

with its own set of parameters θk = (θe,k, θo,k, θU,k, θV,k).

This ansatz circuit is efficient to implement under the JW-encoding detailed in

sec. 5.2.1. With the exception of the PBC term in the odd-bond group all terms in

both the even- and odd-bond hopping groups, equ. (5.13) and (5.14) respectively,

can be implemented simultaneously at a constant depth, O(1), due to their locality

in the JW-encoding. However, as a result of its non-locality, the PBC term, equ.

(5.9), requires an implementation involving O(N) CNOT gates arranged in a O(N)

depth circuit. As previously mentioned, the cost associated with the implementation

of the PBC term does not become negligible in the thermodynamic limit, N →∞,

when compared to the circuit required to implement all other hopping terms. While

the Hubbard-like interactions in the group equ. (5.15) cannot all be implemented

fully simultaneously, they can be implemented at a constant depth, O(1), since they

allow for an efficient parallelisation under the assumption of all-to-all connectivity.

However, as discussed in sec. 5.2.1 circuit depths can potentially increase as a result

of the limited connectivity of the device. In the case of linear connectivity congruent

with the JW-ordering, a naive implementation of each of the O(N) Hubbard-like

interaction terms requires O(N) local SWAP gates and hence depth O(N) leading

to a potential O(N2) gate count and circuit depth.

Furthermore, the HVA construction allows symmetries to be built into the ansatz

circuit, since the operators Ĥα can often be chosen to respect the symmetries of the

Hamiltonian. In particular, if each Ĥα commutes with a symmetry operator Ĝ

(or, more generally, with all symmetry operations of a group G), i.e. [Ĥα, Ĝ] = 0,

then the corresponding parametrised ansatz unitary, U(θ), equ. (5.12), also com-
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mutes with Ĝ. Consequently, the parametrised ansatz state, |ψ(θ)⟩ = U(θ)|ψi⟩,
transforms according to the same representation of Ĝ as the initial state, |ψi⟩,
for all parameters θ. In practice, this means that by choosing |ψi⟩ to have the

desired symmetry quantum numbers (or to belong to a desired irreducible repre-

sentation when applicable), the ansatz cannot mix in components from other sym-

metry sectors during the optimisation. For our model in particular, our choice of

ansatz circuit can be shown to conserve all symmetries of the model (see sec. 5.1).

Firstly, any electronic structure Hamiltonian, ĤES, equ. (2.5), conserves the parti-

cle number
∑

i n̂i = N̂ , since it contains only particle number conserving terms, i.e.

[N̂ , ĉ†pĉq] = [N̂ , ĉ†pĉ
†
q ĉrĉs] = 0. An HVA circuit of the form equ. (5.12) that is built

directly from individual Hamiltonian terms and hence number conserving operators,

i.e. ĥα,i ∈ {ĉ†pĉq + h.c., ĉ†pĉ
†
q ĉrĉs + h.c.}, will also conserve N̂ , since the implementa-

tion of these Hermitian fermionic excitations using equ. (4.14) is exact under most

fermionic encodings, in particular the JW-encoding chosen in our implementation.

Any HVA implementation will therefore by construction always conserve the particle

number symmetry of ĤES. Furthermore, any ĤES will simultaneously also conserve

spin symmetry, i.e. [Ŝ2, ĤES] = 0 and [Ŝz, ĤES] = 0 as well as [Ŝ2, N̂ ] = 0 and

[Ŝz, N̂ ] = 0, since ĤES can be expressed solely in terms of the spin-summed one-

and two-body fermionic operators Êpq =
∑

σ ĉ
†
pσ ĉqσ and êpqrs = ÊprÊqs, which all

individually conserve spin [Ŝ2, Êpq] = [Ŝz, Êpq] = [Ŝ2, êpqrs] = [Ŝz, êpqrs] = 0 (in ad-

dition to commuting with N̂) [23]. Similarly to particle number conservation, the

HVA circuit, equ. (4.14), will then conserve spin symmetry provided that the ĥα,i

fragments are now identified at the level of spin-adapted one- and two-body Her-

mitian fermionic excitation operators, i.e. ĥα,i ∈ {Êpq + h.c., êpqrs + h.c.} (or linear

combinations thereof [93, 152]). While in principle this allows for a simple conser-

vation of spin symmetries in ansatz circuits, in practice it is limited by the ability

to implement gates involving spin adapted excitation operators exactly, a problem

previously encountered and identified in UCC and ADAPT-VQE calculations [147,

150]. In these calculations evolution by the spin-adapted UCC operator, êpqrs−h.c.,

was shown to introduce/require a Trotterisation approximation using equ. (4.19),

since these terms break down into a sum of non-commuting UCC operators:

êpqrs − h.c. = ÊprÊqs − h.c. = τ̂ pqrs + τ̂ pq̄rs̄ + τ̂ p̄qr̄s + τ̂ p̄q̄r̄s̄ (5.18)

This approximation will break the spin symmetry of the spin-adapted excitations,

and depending on the choice of ordering of the individual Pauli terms after a JW-

encoding, êpqrs − h.c. =
∑

i P̂i, could potentially break further symmetries such as

particle number conservation. Implementing these spin adapted operators exactly
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is possible but incurs a considerable gate overhead [152]. Similarly, in the HVA

implementing evolutions by spin adapted Hermitian terms êpqrs+h.c. would conserve

the spin symmetry of the system, but is limited by the approximation introduced

in the product formula, equ. (4.14). However, our particular model Hamiltonian

only includes a limited set of Hubbard-like interactions, n̂pn̂q, for which the spin

adapted versions, êpqpq =
∑

σρ n̂pσ n̂qρ can be implemented exactly, and for which

spin symmetry can hence be conserved exactly. Since both spin species versions

of each hopping term are always implemented simultaneously and hence with the

same parameters, and similarly since all spin species versions of each U and V

interaction term can and are implemented simultaneously, we are effectively working

with Êpq and êpqrs excitations and hence conserving Ŝ2 and Ŝz. For our model in

particular the ansatz circuit also conserves all spatial symmetries of the model. The

Hamiltonian splitting can be seen to respect the translation symmetry of the system,

since all Ĥα for our case are symmetric about translation by a unit cell/two lattice

sites, [T̂2, Ĥe/o/U/V ] = 0, and will therefore conserve the crystal momentum ℏk of a

translation symmetric state T̂2|ψ⟩ = eika|ψ⟩. Furthermore, all Ĥα commute with the

inversion symmetry of the Hubbard model [P̂I , Ĥe/o/U/V ] and will therefore conserve

the parity of the initial state, PI = ±1 with P̂I |ψ⟩ = PI |ψ⟩.

Initial State

Similarly to the parametrised unitary evolution, the initial state |ψi⟩ can be cho-

sen from a variety of different options, with the only real requirement being that it

can be efficiently prepared on the quantum computer. Commonly considered ini-

tial states are computational basis states [90, 108, 111], simple, physically inspired

tensor product states [13, 14, 105, 112, 113, 115, 146, 153], ground states of non-

interacting spin or free fermion Hamiltonians [11, 90, 104, 106, 107, 109, 112, 114],

as well as Hartree-Fock Slater determinants (SD) [106, 115, 116, 146, 154]. However,

appropriate choices of initial states are highly dependent on the problem instance

considered. Following The Principle of Generality, we chose the simplest, but still

natural initial state for our calculations, the many-body ground state of the non-

interacting/single-particle part of our Hamiltonian, i.e. equ. (5.1) with U = V = 0:

Ĥ0 =
∑
pq

hpqc
†
pĉq = −

N−2∑
i=0,σ
i even

te

(
ĉ†i,σ ĉi+1,σ + ĉ†i+1,σ ĉi,σ

)
−

N−1∑
i=1,σ
i odd

to

(
ĉ†i,σ ĉi+1,σ + ĉ†i+1,σ ĉi,σ

)
(5.19)

implemented using the standard quantum circuit for preparing arbitrary SDs on a

quantum computer. This initial state has been successfully used in HVA calcula-
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tions of the Hubbard model to provide a high-fidelity starting point that accurately

captures electron localisation and correlation effects [11, 90, 105–107, 109]. This

many-body ground state, |ψ0⟩, consists of a single SD, |ψ0⟩ = |SD0⟩, formed by

occupying the N lowest energy single-particle eigenstates, |ϕ̃p⟩, of hpq:

|SD0⟩ =
∏
p∈occ

ˆ̃c†p|Ω⟩ (5.20)

Not only can |ϕ̃p⟩ be efficiently computed classically by diagonalising hpq, but |SD0⟩
itself can also be efficiently prepared directly on the quantum device. It is one of

the simplest initial states that improves upon a simple computational basis state

by approximately treating some of the model physics. Additionally, since Ĥ0 con-

serves the same symmetries as the full model Hamiltonian (for spatial symmetries

this is satisfied by any electronic structure Hamiltonians, ĤES, equ. (2.5), since

the Coulomb kernel, 1/|ri − rj|, is totally symmetric under any spatial symmetry),

the single-particle eigenstates – and as a consequence the many-body SD – can be

constructed with well defined symmetry, which, in conjunction with the symme-

try conserving structure of the parametrised circuit discussed above, implements

an ansatz circuit that targets/parametrises only a specific symmetry sector of the

model. For our particular model we also find that a HF solution does not necessarily

provide a better initial state for the ansatz circuit.

For our model |SD0⟩ can be formed explicitly from the single-particle eigenstates

presented in sec. 3.2 by fully occupying the valence band:

|SD0⟩ =
∏
k,σ

c†k,v,σ|Ω⟩ (5.21)

This SD can be shown to be totally symmetric under all symmetries of the Hamil-

tonian. Since the non-interacting orbitals have a well defined spin component with

equal spatial components for both spin species, and since the non-interacting ground

state SD consists of only doubly occupied spin orbitals, |SD0⟩ is a closed-shell state

satisfying S = Sz = 0. In our particular case this closed-shell SD can be shown

to also be totally symmetric under the spatial symmetries, ℏk = 0 and PI = +1,

although we note that for general systems such an SD is not guaranteed to be totally

symmetric or might even require forming a symmetry adapted linear combination

of degenerate SDs [23, 155]. Since we are working with a half-filled system with an

isolated and hence fully occupied valence band, the inversion symmetric pairs ℏk
and −ℏk, which transform as partners of an irreducible representation of the sym-

metry group, are always simultaneously occupied. An anti-symmetrised product of
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the ℏk and −ℏk single-particle states,

1√
2

(|ϕk⟩|ϕ−k⟩ − |ϕ−k⟩|ϕk⟩) (5.22)

is totally symmetric under translation symmetry, k = 0, and antisymmetric under

inversion symmetry, PI = −1, which, when combined with its spin pair, forms a

totally symmetric contribution, k = 0 and PI = (−1)2 = +1. The momentum of

the state at the Brillouin zone (BZ) boundary, k = π, cancels with its spin pair,

π+π = 2π ≡ 0 mod 2π, and since the valence band has a bonding orbital character,

i.e. it is symmetric under inversion P̂I |ϕk=0/±π,v⟩ = +1 · |ϕk=0/±π,v⟩, both states at

the BZ centre and boundary, k = 0 or π, contribute totally symmetric phases,

PI = +1. Since all molecular orbital contributions are fully symmetric, |SD0⟩ itself

will also be fully symmetric.

Targeting other symmetry sectors would require initial states of appropriate sym-

metry which can also be easily created using appropriately constructed SDs, or

symmetry adapted linear combinations thereof. The momentum of any SD is the

total momentum of all occupied states, ℏkSD =
∑

i ℏki, which is trivially seen by

considering |SD⟩ =
∏

i ĉ
†
ki
|Ω⟩, which under translations transforms as:

T̂2|SD⟩ = exp(
∑
i

ikia)|SD⟩ (5.23)

While for generic ℏkSD this state already transforms as a partner of an irreducible

representation of the symmetry group (in conjunction with its inversion symmet-

ric pair at −ℏkSD =
∑

i−ℏki), when the total momentum lies at the BZ centre

or boundary, ℏkSD = 0 or ±π, an inversion (anti-)symmetric sum which satisfies

P̂I |SD±⟩ = ±1 · |SD±⟩ needs to be formed, given by:

|SD±⟩ =
1√
2

(|SD⟩ ± P̂I |SD⟩) (5.24)

While initial states with general well defined spin quantum numbers, S and Sz, will

consist of more complicated linear combinations of SDs, a particularly simple state

of non-zero spin is the high-spin open-shell state in which all singly occupied orbitals

in the SD belong to the same (e.g. α) spin species. This SD can be shown to satisfy

S = Sz = nα/2 for nα unpaired spin-α electrons [23].

Under the JW-encoding |SD0⟩ can be efficiently prepared directly on the quan-

tum computer, requiring only a O(N2) gate count and a O(N) circuit depth on an

architecture with local connectivity [88, 156]. The state preparation circuit imple-
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ments the unitary

Û = exp(−
∑
pq

κpq ĉ
†
pĉq) (5.25)

which applies a single-particle basis change between a reference and new basis

|ϕ̃p⟩ =
∑
pq

(exp(−κ))pq |ϕq⟩ (5.26)

acting in second quantisation as

Û ĉ†pÛ
† = ˆ̃c†p and Û ĉ†pĉ

†
q . . . |Ω⟩ = ˆ̃c†pˆ̃c

†
q . . . |Ω⟩ (5.27)

on operators and states respectively. It allows us to prepare |SD0⟩ starting from a

SD in the orbital basis, which in the JW-encoding corresponds to a simple compu-

tational basis state. If the single-particle eigenstates are enumerated ascending in

energy such that the valence band states correspond to orbitals p = 0, 1, . . . , N − 1,

we implement |SD0⟩ = Û |11 . . . 100 . . . 0⟩. The symmetry adapted linear combi-

nations of SDs required for targeting specific symmetry sectors can also be easily

implemented, since linearity allows us to prepare an appropriate linear combination

of orbital basis SDs/computational basis states, a simple task for the small number

of constituent SDs encountered in symmetry adapted excitations in our model.

While a Hartree-Fock (HF) solution, |ψHF⟩, could likely provide an improved

initial starting state without requiring any additional quantum resources to prepare

– it also takes the form of a single SD, |ψHF⟩ = |SDHF⟩ – other investigations have

found the impact of the initial state to be negligible [115]. Furthermore, as we

discuss below, for our model the symmetries of the Hamiltonian would constrain

a symmetry-adapted restricted closed-shell HF (RHF) solution to be qualitatively

very similar to the non-interacting SD. The eigenstates of the non-interacting SSH

model presented in sec. 3.2 are determined by the symmetry of the Hamiltonian.

The formation of Bloch waves, as required by translational symmetry, restricts the

eigenstates to have well defined crystal momentum ℏk, while inversion symmetry

maps the degenerate Bloch states at ℏk and −ℏk into each other. Since we are

working with a half-filled system in which the valence band is fully occupied, and

hence the inversion symmetric orbital pairs at ℏk and −ℏk are always simultane-

ously occupied, the Fock operator built from these orbitals can be shown to be

totally symmetric under the same symmetry operations of the original Hamiltonian

[157]. As a result, the eigenstates of this Fock operator are determined by the same

symmetries of the Hamiltonian, and symmetry adapted orbitals are therefore an

internally consistent solution to the RHF equations, equ. (2.42). This can be con-
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firmed from an explicit evaluation of the Fock operator, fµν equ. (2.43), using the

single particle eigenstates, |ϕk,v⟩, of sec. 3.2. The relevant components of the HF

density matrix are explicitly shown to be totally symmetric under all symmetries of

the original Hamiltonian:

Pii = 2

N/2∑
k

1

N
= 1 P2i,2i+1 ≡ Be P2i+1,2i+2 ≡ Bo (5.28)

As a result, the only effects of RHF are to introduce a constant energy shift, U/2 +

2V , and to renormalise the hopping terms, te → te − V Be and to → to − V Bo so

that it is symmetric under the same transformations as the original non-interacting

SSH model:

Fij = −
∑
i even

(te−V Be)|i⟩⟨i+1|−
∑
i odd

(to−V Bo)|i⟩⟨i+1|+
(
U

2
+ 2V

)
δij
2

+h.c. (5.29)

The solutions of a symmetry adapted RHF calculation can therefore be explicitly

seen to be qualitatively similar to the non-interacting SD as a result of the high

symmetry of the model.

While more general, potentially symmetry broken, HF solutions – such as those

likely to arise in RHF without symmetry adaptation or unrestricted HF (UHF) –

can provide qualitatively different initial states with a higher ground-state overlap,

this comes at the cost of breaking the symmetry of the parametrised ansatz state,

leading to potential symmetry contamination and preventing the parametrisation of

a specific symmetry sector. Furthermore, performing a VQE calculation with a sym-

metry broken initial state but a symmetry preserving unitary, U(θ), is likely to be

detrimental for the accuracy of the VQE calculation. If an initial state with partial

overlap on, e.g., both even, |ψ+
i ⟩, and odd, |ψ−

i ⟩, symmetry sectors is prepared:

|ψi⟩ = α|ψ+
i ⟩+ β|ψ−

i ⟩ (5.30)

the relative weights on the two symmetry sectors, α and β, will remain constant,

since such a circuit is unable to couple different symmetry sectors. The lowest

energy state that can be reached is therefore limited to E = |α|2E+
0 + |β|2E−

0 , with

E±
0 the lowest energy even/odd states. Recovering the true ground state would

require either also breaking the symmetry of the circuit resulting in a general non-

symmetry adapted calculation, or implementing an expensive symmetry projection

procedure to restore the symmetry of the state [143, 147, 150, 151].
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5.2.3 Energy Measurement

As discussed in sec. 4.4, estimation of the energy expectation value, ⟨Ĥ⟩, requires

a measurement protocol compatible with the projective computational basis state

measurements available on a real quantum device. The procedure that we use to

estimate ⟨Ĥ⟩ is based on grouping generally commuting Pauli terms, as described

in sec. 4.4.1. We choose this method in the spirit of The Principle of Generality

since it is a standard measurement procedure that is applicable to any electronic

structure system and widely supported and used in applications. While for general

systems this measurement procedure requires classical heuristic algorithms to find

an appropriate partitioning of the Hamiltonian into such groups, as well as requiring

potentially deep circuits to implement the diagonalising basis rotations, for Hubbard

models, and our model in particular, both of these issues are greatly simplified

[90]. However, we note that, as far as the calculations in the current chapter are

concerned, all measurement schemes are equivalent due to the absence of shot noise

in the infinite shot number limit, M →∞.

A natural choice for the commuting groups used in the measurement procedure

is given by the same splitting considered in the ansatz circuit construction (see sec.

5.2.2), in which the Hamiltonian is grouped (as depicted in fig. 5.2) according to:

Ĥ = Ĥe + Ĥo + Ĥee (5.31)

with Ĥe, Ĥo and Ĥee as defined previously, equ. (5.13), (5.14) and (5.15) respectively.

As discussed earlier, each group consists only of mutually commuting fermionic

operators. Under the JW-encoding all mutually commuting fermionic operators in

each of these groups also map to a set of mutually commuting Pauli operators. As

discussed in sec. 4.4.1 this allows for a simultaneous measurement of all Paulis in

each group, and hence a direct measurement of any of the three Hamiltonian terms

using a single measurement. An estimator, H̄, can therefore be constructed using

only three individual measurements, one for each term.

For Ĥe/o the mutual commutativity arises since all hopping terms in each group

act on disjoint fermionic orbitals. With the exception of the PBC term, all hoppings

in each group therefore also act on a disjoint set of qubits under the JW-encoding

(see equ. (5.7)) and hence trivially commute. The sole exception is the PBC term,

equ. (5.9), which, due to its non-local nature, does not trivially commute with other

terms. However, it nonetheless commutes with all terms in its respective group, Ĥe,

since it anti-commutes with other even-bond hopping terms on an even number of

qubit sites. For Ĥee the commutativity arises since the encoded Pauli strings for
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all terms are fully diagonal (see equ. (5.8)) and hence also trivially commute. The

unitary transformation allowing simultaneous measurements of Ĥe/o individually

diagonalises each hopping term, equ. (5.7), and can be implemented with a simple

O(1) depth circuit construction [90].

5.2.4 Classical Optimisation

As previously mentioned in sec. 4.5, the choice of optimisation algorithm plays a

crucial part in the performance of the VQE algorithm. Given that our objective

function in the current chapter is evaluated deterministically, i.e. noise-free and

without stochastic sampling error, we adopt the limited-memory Broyden–Fletcher–

Goldfarb–Shanno (L-BFGS) algorithm described in sec. 4.5.2 for our minimisation,

following The Principle of Generality. Furthermore, as described in sec. 4.5.2, it is

a standard choice for, and widely successful at optimising a large range of objective

functions, both in general and in VQE calculations in particular.

Circuit Gradients

The evaluation of the objective function gradients, as required by L-BFGS, is per-

formed using the parameter-shift (PS) rules described in sec. 4.5.1. Despite the

constant number of parameters present in each layer of the ansatz circuit, estimat-

ing the full circuit gradient gk = ∂E(θ)
∂θk

will require O(N) circuit evaluations under

the PS scheme. This results from the requirement to apply a product rule to evaluate

the repeated parameters that occur as a result of the Pauli rotation decomposition

of the HVA circuit, equ. (4.14). While finite-difference gradients are possible in

principle and come at substantially reduced cost since no application of the chain

rule for repeated parameters is required, they introduce an arbitrary step-size hyper-

parameter and can be numerically brittle when used with the L-BFGS algorithm,

especially when the circuit contains many parameters or when the landscape has

mixed curvature scales; they are therefore not considered in these calculations.

Parameter Initialisation

The initialisation of the optimisation parameters is similarly a highly heuristic choice

that can greatly affect the performance of the VQE algorithm. In practice, many im-

plementations adopt simple, relatively problem-agnostic prescriptions such as sam-

pling each independent parameter uniformly from a narrow interval around the

origin, e.g. θ ∈ [−π/5,+π/5] [106, 115], sometimes also accounting for the number

of circuit layers, L, e.g. θ ∈ [0, 1/L] [14, 90]. Such small angle parameter initiali-
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sations have also been shown to help avoid issues related to barren plateaus [153].

Parameters transferred from solutions to smaller model instances have also been

considered [158]. While such approaches could improve optimisation stability, they

are typically more model dependent: their efficacy depends on physically meaningful

notions of locality, an appropriate continuation path in system size, or the availabil-

ity of reliable classical solutions to seed from. Furthermore, while the avoidance of

barren plateaus through restricted parameter initialisation is beneficial, this method

has been linked to classical simulability of the VQE algorithm [159]. Following The

Principle of Generality, we instead decide to initialise parameters uniformly over the

valid parameter range, prioritising a generic initialisation scheme.

The periodicity of variational parameters is frequently stated to be θ ∈ [−π,+π]

[9]. For simple Pauli rotation gates, exp (iθP̂ ), this is true since the gate action

can be written as cos(θ)Î + i sin(θ)P̂ . However, the more complex Hamiltonian

evolution gates, exp (iθĤα), considered in the HVA can have varying or completely

absent periodicity, depending on the choice of Ĥα. For a general Ĥα the periodicity

is determined by the spectrum, σ(Ĥα) = {λ1, λ2, . . . }, since, when diagonalised by

a suitable basis transformation Λ, the action of the gate is given by:

Λ† exp (iθĤα)Λ = diag(eiθλ1 , eiθλ2 , . . . ) (5.32)

If any two λi and λj are incommensurate real numbers, i.e. if the ratio λi/λj /∈ Q,

then no finite value of θ exists for which all phase factors eiθλk simultaneously recur.

In this case exp(iθĤα) is aperiodic and the parameter θ does not possess a well-

defined periodicity. More generally, a finite period, T , exists if and only if there is

a non-zero T such that:

Tλk = 2πnk ∀k. (5.33)

or equivalently all λi are commensurate for any pair (i, j). This condition is trivially

satisfied for any P̂ , whose spectrum is σ(P̂ ) = ±1, but is violated for general Ĥα. As

a consequence, the common practice of initialising variational parameters uniformly

over θ ∈ [−π,+π] is not formally justified for general Hamiltonian evolution gates

used in the HVA.

However, for our choice of ansatz circuit described in sec. 5.2.2 the HVA circuit

gates can be seen to be periodic with an easily identifiable period. The Hamiltonian

is split into Ĥe (equ. (5.13)), Ĥo (equ. (5.14)), ĤU and ĤV (equ. (5.15)), with

the corresponding evolution gates exp (iθĤ) each having their own independent

parameter (see equ. (5.16)). Under this splitting all fermionic operators in each of

the four terms share the same interaction strength, te, to, U and V respectively.
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Under the JW-encoding, equ. (5.7) and (5.8), all Pauli terms will also share the

same coefficients, i.e. Ĥe →
∑

i αe,iP̂i = αe
∑

i P̂i. The resulting trotterised circuit

implementation, equ. (5.17), can therefore be seen to be clearly periodic with a

period of Te = 2π
αe

, or equivalently Te = 2π under an appropriate redefinition of

parameters, θeαe → θe. This allows a uniform initialisation of the ansatz circuit

over the whole parameter space to be easily implemented by choosing θ ∈ [−π,+π].

5.3 Molecular Forces in VQE

As discussed in sec. 2.5, the calculation of analytic gradients, and in particular

molecular forces, is a well studied discipline in electronic structure theory. How-

ever, within VQE and its applications to electronic structure theory it has received

relatively little attention from the quantum computing community. Given the cur-

rent limitations of NISQ devices the molecular systems usually studied within VQE

are simply too small and too simplistic to warrant or require investigations into

the evaluation of molecular forces. Furthermore, unlike TPA, the qualitatively cor-

rect description of the systems does not depend on an accurate description of the

ground-state geometry. Frequently considered systems for VQE simulations include

H2, LiH, NH3, H-chains and similar small standard benchmark systems [17–20, 93,

119]. While the PES of these molecules is sometimes considered as part of the VQE

calculations, this generally occurs at a level of a simple one-dimensional molecular

coordinate, such as a canonical bond-length, which is scanned across a reasonable

set of parameter values [17, 20, 93, 94, 160]. The aim of these calculations is usu-

ally not a high-accuracy prediction of molecular properties but a demonstration of

the performance of the VQE algorithm as the system becomes more or less corre-

lated. While a prediction of the correct molecular geometry is still an important

part of a full electronic structure calculation for these molecules, the simplicity of

the systems and the small dimensionality of the molecular coordinates and PES

obviates the need for a molecular force based geometry optimisation. Furthermore,

the current state of NISQ devices already prevents accurate evaluation of molecular

energies for larger molecules on real quantum computers. As such, investigations

focusing on VQE performance on real machines rarely consider any observables or

predictions beyond the ground-state energies.

In spite of the limitations presented by the standard benchmark system, a grow-

ing subset of publications has considered the calculation of molecular forces in VQE

more explicitly. However, this literature spans a range of ansatz circuits and as-

sumptions and, consequently, a range of methods for calculating molecular forces.
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Most works treat forces primarily at the approximate Hellmann-Feynman (HF) level,

using VQE to prepare an approximate ground state, |ψ(θ∗)⟩, and then estimating

the molecular forces as:

F = ⟨ψ(θ∗)|F̂ |ψ(θ∗)⟩ (5.34)

by invoking the approximate HF theorem of sec. 2.5.2. This is valid since VQE pre-

pares an approximate wavefunction by minimising the energy E(θ), and is therefore

variationally optimised with respect to the parameters θ, i.e. ∂E
∂θ

= 0. The expecta-

tion value of F̂ is estimated, just like Ĥ itself and any other observable, using the

techniques presented in sec. 4.4. As discussed in sec. 2.5.3 the HF theorem in sec-

ond quantisation inherently accounts for any moving basis set and resulting Pulay

forces. This method has been considered for the calculation of molecular geometries

and ab initio molecular dynamics of very simple molecules [161–167]. Some works

have also considered the inclusion of non-variational response molecular forces in

VQE, an important consideration when the ansatz circuit contains non-variational

parameters [168–172]. As discussed in sec. 2.5.4, when non-variational parameters

are present response terms need to be included for a consistent calculation of the

molecular force. However, the evaluation of the response molecular force was in

general found to be relatively expensive, especially compared to standard electronic

structure theory, where, as previously discussed, the Lagrangian formalism allows a,

both conceptually and computationally, simple framework for the evaluation of the

non-variational response.

For our work we decide to focus on the calculation of the HF force as estimator

of the true molecular force experienced by the system. As we will discuss, this does

neglect non-variational contributions of the molecular force in our specific ansatz

circuit implementation. However, since both the aim and the strength of quantum

computing and VQE calculations is the preparation of the exact ground state to

high precision, the exact HF theorem, as discussed in sec. 2.5, is expected to be

relevant and applicable. Molecular forces therefore should not require the invocation

of the approximate HF theorem resulting from the stationarity of the ansatz circuit

parameters, ∂E
∂θ

= 0, nor should they require an inclusion of response terms based

on non-variational ansatz circuit parameters.

5.3.1 Implementation

Non-variational Response

The ansatz circuit used in our work is not fully variational. Non-variational response

terms in the HVA can occur in two ways. Firstly, as discussed in sec. 4.3.1, the
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HVA constructs the parametrised unitary, Û(θ), from Hamiltonian evolution gates,

exp(iθĤα), where Ĥα are chosen as fragments of the full Hamiltonian, Ĥ. The

ansatz circuit will therefore in general incur an explicit dependence on the molecular

geometry through the dependence of the Hamiltonian, Ĥ = Ĥ(R), and as a result

its fragments, Ĥα = Ĥα(R):

Û(θ) = Û(θ;R) =
∏
k

eiθk,αĤα(R) (5.35)

This is an explicit dependence on R beyond the implicit dependence through the

optimised variational parameters θ∗ = θ∗(R), which will in general not vanish since

the stationary conditions for the VQE solution only hold for θ. As explained in

sec. 2.5.4, the molecular force will therefore incur a response term. Secondly, the

preparation of the initial state, |ψi⟩, in the HVA occurs directly on the quantum

computer using an appropriate unitary circuit, as discussed in sec. 4.3.1. While

in general this unitary circuit does not need to be geometry dependent – a fixed

initial state such as a computational basis state is a common choice – our particular

choice of initial state as the ground state of the non-interacting Hamiltonian, Ĥ0, as

discussed in sec. 5.2.2, introduces an explicit dependence of |ψi⟩ on the molecular

geometry through the dependence of Ĥ0 on R, Ĥ0 = Ĥ0(R). As a result, the

unitary circuit preparing |ψi⟩ will depend explicitly on R through the molecular

orbital coefficients determining |ψi⟩:

Û = Û(R) = exp(−
∑
pq

κpq(R)ĉ†pĉq) (5.36)

However, as discussed, both of these contributions to the molecular force are ex-

pected to vanish in the limit where an exact ground-state wavefunction, |ψ0⟩ of Ĥ

is prepared on the quantum computer.

Hellmann-Feynman Force

The HF force in VQE simulations of the SSH model can be evaluated by measuring

the expectation value of the force operator, F̂i, equ. (5.3), on the ground state

|ψ(θ∗)⟩ after optimising the ansatz circuit:

Fi = ⟨ψ(θ∗)|F̂i|ψ(θ∗)⟩ (5.37)

This measurement is implemented using the same approach as the evaluation of the

energy, ⟨ψ(θ)|Ĥ|ψ(θ)⟩, presented in sec. 5.2.3. The same measurement scheme used
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to measure Ĥe and Ĥo can also be used to construct all components Fi of F , since

they contain the same set of fermionic operators. An estimate F̄ can therefore be

constructed using only two individual measurements.

5.4 Numerical Results

At this point we turn to the numerical results of the idealised, noiseless VQE sim-

ulations of the SSH model for TPA. As discussed, the aim of this chapter is to

quantify the quantum resources required for chemically meaningful predictions of

both energies and molecular forces, while also focusing on analysing the standard

electronic structure theory viewpoint that molecular forces are considerably more

expensive to calculate accurately than energies, as discussed in sec. 2.2.

In our calculations we specifically consider an instance of the SSH model with

N = 6 sites. For the finite-chain geometry studied here this is the smallest size that

admits a non-trivial bulk unit cell, in the sense that not all unit cells are simultane-

ously adjacent to the boundaries. While ideal simulations of VQE calculations with

larger systems are possible, the noisy simulations presented in sec. 6 are naturally

limited to N = 6. In practice classical computational resources impose a limit since

noisy simulations are substantially more expensive than their noiseless counterparts,

and already the N = 6 instance is expected to be beyond the capabilities of cur-

rently available NISQ hardware once realistic noise and measurement overheads are

accounted for.

The construction of the HVA circuit allows its expressivity to be systematically

improved by increasing the number of layers, L. Determining the accuracy with

which energies and molecular forces can be predicted using the HVA requires iden-

tifying an appropriate value of L, and in these results we assess this convergence

with respect to L, in direct analogy to standard convergence studies in electronic

structure theory (e.g., with respect to basis-set size or plane-wave cut-off), in order

to determine the quantum resources required for chemically relevant calculations

using VQE. We are specifically interested in the value of L necessary for chemi-

cally relevant predictions of energies and molecular forces in our model, as well as

the extent to which the variational principle affects the relative quantum resources

required for each observable.

The utility of electronic-structure calculations requires a target (or benchmark)

accuracy relative to a set of reference results that defines when a computed observ-

able is “chemically meaningful”. For energies, a widely adopted reference point is

chemical accuracy, ∆Echem, conventionally taken as 1 kcal/mol, or approximately
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0.04 eV. For our calculation we naturally compare our results to the exact ground-

state energy, E0, calculated from a (classically computed) exact diagonalisation (ED)

result of Ĥ. While we stress that in realistic scenarios E0 would not be classically

computable, our model instance is small enough to allow ED to be performed. Suf-

ficient accuracy is achieved for our VQE calculations if they are within an error

∆Echem of E0.

However, for molecular forces no widely adopted chemical accuracy equivalent

exists. The accuracy required to predict meaningful geometries generally depends on

the molecular system considered; if the bonds are particularly “stiff” even relatively

low molecular force accuracies can be used to predict reasonably accurate geometries.

Based on ED calculations we found an accuracy of ∆Fchem = 0.01 eV/Å relative

to the exact result, F0, to be sufficiently accurate for determining ground-state

geometries of the SSH model. This is also supported by a simple estimate based on

the spring constant, K, of our model, for which we find an expected accuracy in an

estimate of the bond length based on ∆u ∼ ∆Fchem

K
of ∆u ≈ 3× 10−4 Å.

5.4.1 Simulation Methodology

The numerical calculations presented in this section were implemented using

the QISKIT software stack [173]. The relevant package versions used were

qiskit∼=0.46.0, qiskit-nature∼=0.5.0, and qiskit-aer∼=0.14.0. All calcu-

lations discussed in this section were performed on the Imperial HPC cluster using

the available AMD EPYC 7742 CPUs.

The second-quantised operators defined in sec. 5.1 were implemented explicitly

as FermionicOp objects in QISKIT Nature and mapped to qubit operators using

the built-in JordanWignerMapper. The default convention used by QISKIT Nature

results in a mapping using the spin-orbital ordering described in sec. 5.2.1.

The ideal and noiseless VQE calculations were performed using the exact state

vector estimator provided in QISKIT, qiskit.primitives.Estimator. The esti-

mator evolves the state vector of the system according to the provided quantum

circuit in the absence of any circuit noise and evaluates expectation values directly

on the final state vector. We used this estimator to evaluate the observables for our

ansatz circuit, thereby obtaining the relevant expectation values without finite-shot

sampling error or circuit noise. The measurement procedure described in sec. 4.4

and sec. 5.2.3 does not need to be explicitly implemented in these simulations, since

we directly evaluate the exact expectation values that the finite-shot measurement

procedure estimates in the M →∞ limit.

For the simulations in this chapter, circuit gradients were evaluated us-
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ing QISKIT’s reverse-mode gradient implementation, ReverseEstimatorGradient.

This is a differentiation method applicable to noiseless state vector simulations,

which is able to evaluate exact gradients at a significantly reduced cost compared

to a direct implementation of PS gradient techniques [174]. Since, as discussed in

sec. 4.5.1, PS gradients also evaluate exact gradients, reverse-mode gradients are

equivalent to hardware-compatible PS gradients for the present calculations. This

enables a substantial reduction in the computational cost of evaluating the circuit

gradients in quantum simulations using state vector simulators. Similar exact differ-

entiation methods are available in several other quantum software frameworks [175].

However, since these methods rely on access to the simulated state vector, they

are not a hardware-compatible gradient evaluation protocol. For this reason, the

parameter-shift rule as described in sec. 4.5.1 and sec. 5.2.4 remains the reference

procedure whenever hardware-relevant computational complexity, circuit-evaluation

counts, or gate counts are discussed.

Although alternative and potentially more performant simulation methods such

as optimised tensor-network simulators are available, we nonetheless opted for an

exact state vector simulator. In the high-accuracy regime considered here an ex-

act simulation is of great importance, since it avoids introducing any additional

simulator-dependent approximation and inaccuracies into the results.

For the N = 6 system considered here, each individual VQE calculation is suf-

ficiently small that parallelisation within a single optimisation gives little practi-

cal benefit. The calculations were therefore parallelised over independent VQE in-

stances, corresponding to different random initialisations and different HVA layer

numbers.

5.4.2 Energy Accuracy

For each value of L we perform Nseed = 50 independent VQE calculations according

to the implementation detailed in sec. 5.2, and in particular with random parameter

initialisations as described in sec. 5.2.4. The accuracy of the ground-state energy

predicted by these VQE calculations is shown in fig. 5.3, where the energy error is

defined relative to the ED result as:

∆E ≡ |EVQE − E0| (5.38)

for the ED reference, E0, and the energy predicted by the VQE calculation EVQE.

We also plot the probability of success in reaching ∆Echem across the VQE seeds in

fig. 5.4.
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Figure 5.3: (a) Energy, EVQE, and (b) Energy error, ∆E, as a function of the number of layers,
L, in the ansatz circuit. Each marker corresponds to an individual VQE calculation. Markers are
plotted with partial transparency; darker regions indicate higher point density due to overlap.
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Figure 5.4: Probability of success, ∆E < ∆Echem, as a function of the number of layers, L,
evaluated over all VQE calculations performed at each L.

The results in fig. 5.3 and fig. 5.4 show that increasing L yields a pronounced

improvement in the attainable accuracy for the ground-state energy. In particular,

around a characteristic depth – in our case approximately L ≈ 13 – the VQE ac-

curacy rises sharply, reaching the chemically relevant regime, ∆E < ∆Echem, after

which it quickly saturates to an accuracy limited by the accumulation of machine

precision errors. Chemical accuracy can be achieved reliably with an ansatz circuit

starting at depth L = 13. The sharp onset of high accuracy with increasing L sug-

gests two qualitatively distinct regimes: an under-parametrised regime in which the

ansatz cannot reliably represent (or the optimiser cannot reliably reach) the ground

state to within chemical accuracy, and an over-parametrised regime in which the ex-

act ground state is readily accessible and the optimisation typically succeeds. Most

importantly, there is a negligibly small transition region; the VQE calculations pro-

duce either chemically meaningless results for L < 13 or reproduce the ground state

exactly for L > 13. This is unusual behaviour from a viewpoint of standard elec-

tronic structure theory where convergence with respect to computational parameters

tends to be slow and systematic, and chemical accuracy does not necessarily require

the preparation of an exact ground state.

This behaviour is indicative of a feature known as a computational phase transi-

tion [110]. As shown in fig. 5.5, a key practical feature of the transition is that opti-
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Figure 5.5: Same data as in fig. 5.3; now also showing the number of optimisation iterations
required for the VQE calculation to converge as a function of the number of layers, L, averaged
over all VQE calculations performed at each L.

misation is most challenging in its vicinity, where the number of iterations required

for the optimisation algorithm to converge increases sharply, with the regimes either

side converging considerably faster. This is further illustrated in fig. 5.6, where it can

be seen that the convergence of the optimisation algorithm to the (local) minimum

slows considerably at the transition. The optimisation algorithm used, L-BFGS, is

a quasi-Newton algorithm that displays super-linear convergence for well-behaved,

approximately quadratic parameter surfaces [130]. The considerably slowed con-

vergence rate at L = 13 is therefore indicative of a highly non-quadratic objective

function.

The behaviour for our problem instance is consistent with a growing body of

literature analysing the parameter surface and optimisability of VQE ansatz circuits

[19, 110, 176–178], where it has been found in general that VQE algorithms have

highly non-quadratic parameter surfaces with many local minima of bad accuracy.

Furthermore, it has been suggested that the onset of this over-parametrisation can

in certain problem instances scale exponentially with the size of the system [177]

and therefore present a substantial roadblock to VQE simulations of larger systems.

ADAPT-VQE, and similar approaches, have been suggested as a possible solution

for this phenomenon, since it has been found to be able to prepare an accurate

ground state without the need for over-parametrising the ansatz circuit [19].
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Figure 5.6: Representative convergence traces of the VQE optimisation displaying the energy
error relative to the optimal VQE result for L = 5, 13 and 40 in terms of (a) absolute iteration
count and (b) iteration count relative to final iteration count of each convergence trace.

5.4.3 Molecular Force Accuracy

We now assess convergence of molecular forces with respect to ansatz depth. Fig.

5.7 shows the accuracy of the molecular forces predicted by each VQE calculation,

where we quantify the molecular force accuracy according to the root mean square

(RMS) error relative to the ED result:

∆F ≡

√√√√ 1

N

N∑
i=1

(FVQE,i − F0,i)
2 (5.39)

Similarly, F0 is the ED reference result, while FVQE is the molecular force predicted

by the VQE calculation.

The data depicted in fig. 5.7 shows that force convergence tracks energy con-

vergence closely: once the ansatz depth exceeds the computational transition at

L ≈ 13, the force error typically collapses to below the target threshold for all cal-

culations. Again, after this transition molecular forces are converged to within ma-

chine precision. As a result of the computational phase transition exhibited by our

VQE calculation, we therefore find that practically useful forces can be calculated
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Figure 5.7: Molecular force error, ∆F , as a function of the number of layers, L, in the ansatz
circuit. Each marker corresponds to an individual VQE calculations. Markers are plotted with
partial transparency; darker regions indicate higher point density due to overlap.

in our problem instance without any increase in circuit depth and hence quantum

resources compared to chemically accurate energies. Just as for the ground-state

energy, molecular forces reach the relevant chemical accuracy targets for an ansatz

starting at depth L = 13. This stands in stark contrast to standard electronic struc-

ture theory, where, as discussed in sec. 2.2, the variational principle ensures an in

general much faster and easier convergence of energies compared to molecular forces.

Furthermore, the above results indicate that for our problem instance the non-

variational response forces, which, as discussed in sec. 5.3.1, we have neglected

in our calculations, do not need to be accounted for. Again, as a result of the

computational phase transition exhibited by our VQE calculations, the exact HF

force, which by virtue of the HF theorem includes any potential non-variational

response, can be calculated without any additional quantum resources. In contrast,

in standard electronic structure theory, the wave-function accuracy is generally too

low to neglect these contributions.

However, the variational principle is still expected to apply to VQE calculations.

To analyse the validity of the variational principle we additionally compare the
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Figure 5.8: Molecular force error, ∆F , against energy error, ∆E, for all VQE calculations at any
L. Each marker corresponds to an individual VQE calculations. Markers are plotted with partial
transparency; darker regions indicate higher point density due to overlap.

relative accuracies of energies and molecular forces as L is varied in fig. 5.8.

As can be seen from this data, the variational principle holds for our VQE

calculations, as expected. The accuracies of energies and molecular forces clearly

follow the relationship:

∆F ∝
√

∆E (5.40)

as predicted by the variational principle, equ. (2.26). However, as discussed, the

convergence to chemical accuracy is dominated by the sharp computational phase

transition; the negligible transition region – as evidenced by the clustering of points

around complete (non-)convergence and the sparsity of points in-between – causes

both ∆E and ∆F to converge at approximately the same L, and hence the effect

of the variational principle on relative computational cost of ∆E and ∆F to be

minimal.
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5.5 Conclusion

In this chapter we presented idealised (noiseless, infinite-shot) VQE simulations of

TPA within the interacting SSH model, with the goal of quantifying the algorithmic

resources required for chemically meaningful predictions of both ground-state ener-

gies and molecular forces, and of establishing a clean baseline that isolates ansatz

and optimiser behaviour from the sampling- and hardware-induced errors consid-

ered later. By working with a compact lattice Hamiltonian that nonetheless retains

the essential interplay between correlation and geometry, we were able to study a

non-trivial electronic-structure target while directly benchmarking molecular forces,

an observable that is central to realistic electronic structure calculations but is still

comparatively under-explored in VQE studies.

For the N = 6 instance studied, the HVA shows a clear depth-controlled transi-

tion: in the under-parametrised regime the energy improves only slowly, but around

L ≈ 13 the error drops rapidly, after which chemically accurate energies are ob-

tained reliably and the exact-diagonalisation reference is quickly reached to ma-

chine precision. Molecular forces follow the same trend: once the circuit enters the

accurate-energy regime, the Hellmann–Feynman force error simultaneously falls be-

low chemical accuracy and rapidly approaches the exact result. Consistent with the

variational scaling ∆F ∝
√

∆E, this implies that in the idealised setting forces do

not require appreciably greater depth than energies, and that any neglected non-

variational response contributions become irrelevant once near-exact state prepara-

tion is achieved.

Taken together, these ideal simulations suggest that, for the present model in-

stance, the dominant barrier to chemically meaningful predictions is not a slow,

incremental variational convergence but the onset of a regime in which ansatz depth

and optimisation jointly enable near-exact state preparation. This provides a clear

baseline for the remainder of the thesis, where we examine how finite sampling and

imperfect circuits modify this behaviour and reintroduce practical constraints on

the feasibility of energy- and force-driven calculations.



Chapter 6

Realistic VQE Simulations of

Trans-polyacetylene

In this chapter we study noisy variational quantum eigensolver (VQE) simulations

of trans-polyacetylene (TPA). We consider two distinct error sources that limit the

accuracy of VQE predictions: shot noise, arising from the statistical fluctuations

inherent in estimating expectation values from a finite number of measurements,

and circuit noise, arising from device imperfections such as finite gate fidelities,

decoherence, and state-preparation and measurement errors.

This chapter builds directly on the idealised, noiseless VQE calculations pre-

sented in sec. 5. As discussed, TPA is an informative NISQ-era benchmark because,

unlike the small molecular test sets often used in VQE studies, it admits a descrip-

tion in terms of a relatively simple one-dimensional Hubbard-like lattice model that

remains chemically grounded — the Su–Schrieffer–Heeger (SSH) model. At the same

time it constitutes a non-trivial benchmark: the ground state is highly correlated,

and a qualitatively correct description of the model physics also requires an accu-

rate prediction of the equilibrium geometry. Approaching from the viewpoint of an

electronic structure practitioner interested in performing useful calculations of real-

istic materials, in sec. 5 we therefore studied VQE predictions of both ground-state

energies and molecular forces within the SSH model, targeting chemical accuracy

and quantifying the quantum resources required to achieve it.

The aim of the work in this chapter is to quantify the limitations that shot

and circuit noise impose on chemically accurate predictions of ground-state ener-

gies and molecular forces for the SSH model – from the same electronic structure

practitioner viewpoint. Circuit executions were previously assumed perfect and ex-

pectation values were evaluated exactly. Here we retain the same physical problem

instance and VQE workflow so that any degradation in accuracy can be attributed

105
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directly to shot noise or circuit noise. We treat the number of shots and the effective

strength of circuit noise as computational parameters that control the accuracy of

the simulation, and we consider what measurement budget and what noise levels

are required before chemically accurate results become attainable. As in sec. 5 we

are particularly interested in molecular forces, and in the extent to which they are

more difficult to converge to chemical accuracy than ground-state energies. While

the most realistic simulations would consider the combined effect of shot and circuit

noise simultaneously, such calculations are beyond the scope of this thesis and the

available classical and quantum resources. Instead, we study shot noise and circuit

noise in turn, neglecting the other source in each set of simulations.

We begin by discussing the implementation of our VQE calculations in the noisy

setting, for each shot and circuit noise. We then apply the variational principle

with respect to both noise sources, and discuss how energies and molecular forces

are expected to be affected and to what extent the variational principle is violated.

Lastly, we present numerical results for the accuracy of energies and molecular forces

in the presence of either shot noise or circuit noise.

6.1 VQE Implementation

In this section we describe the practical implementation details of the VQE cal-

culations used throughout this chapter. The overall methodology follows the one

introduced in sec. 5. The main difference is that, rather than performing a system-

atic convergence study with respect to the number of ansatz layers, L, we specialise

to a fixed circuit depth of L = 15. This choice is motivated by the noiseless bench-

mark results presented previously, which indicate that L = 15 achieves chemical

accuracy for the observables of interest with high consistency across random initial-

isations. Fixing the circuit depth in this way isolates the impact of stochastic shot

noise and realistic circuit noise on an ansatz that is sufficiently expressive in the

ideal limit, and hence allows us to determine the limits each noise source imposes

on the ability to reach chemical accuracy in the VQE calculations.

At the same time, this specialisation introduces an important caveat: there is no

guarantee that the depth L = 15 remains optimal once either of the two noise sources

considered are present. In particular, the best-performing ansatz depth at a specific

noise-level can depend non-trivially on the level of noise. Deeper circuits can offer

increased expressivity and hence accuracy in the ideal setting, but also accumulate

greater errors due to circuit noise [179]. Similarly, as the circuit depth increases,

the optimisation landscape could become considerably more prone to the effects of
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shot noise, due to a requirement to resolve gradients that may be exponentially

small – a phenomenon known as barren plateaus [180]. However, as a result of

the abrupt computational phase transition described in sec. 5.4, we expect these

effects to be relatively minor. The depth of the ansatz circuit cannot be reduced

much further in order to reduce the impact of noise or the effect of barren plateaus

without completely preventing VQE from reaching close to chemical accuracy.

In the following, we describe the VQE implementation details that are specific

to the calculations, considering shot noise and circuit noise separately.

6.1.1 Shot Noise

Modelling Shot Noise

As discussed in sec. 4.4, on quantum hardware expectation values, ⟨Ĥ⟩ and simi-

lar, are estimated using a number of shots, M – repeated projective measurements

probabilistically collapsing the state according to the measurement outcome. In

principle, a faithful simulation of measurements and the associated stochasticity

requires implementing such a collapse of the wavefunction for each measurement,

and the circuit therefore needs to be simulated separately for each individual shot.

This presents a severe limitation to classical simulations of quantum circuits, espe-

cially in the high-shot regime that is relevant when targeting chemically meaningful

accuracies in VQE.

However, since VQE only requires the measurements to estimate expectation

values of the final state, all measurements are performed at the end of the circuit

and the collapsed state is immediately discarded. A separate circuit simulation for

each shot is therefore not required. Instead, the state can be prepared only once,

and all measurement outcomes are sampled directly according to Born’s rule on

this state for all required shots. However, even under this simplification the cost to

sample the shots can be substantial [145].

Furthermore, in VQE we are not directly interested in the full distribution of bit-

string outcomes, but only in an unbiased statistical estimator H̄ of ⟨Ĥ⟩ constructed

from the measurements. As discussed in sec. 4.4, H̄ has some associated variance

Var[H̄] depending on the measurement procedure and prepared state. In the regime

of large shot counts in which chemically accurate VQE simulations operate, the

central limit theorem (CLT) implies that the resulting energy estimator is well-

approximated by a normal random variable. Rather than explicitly sampling bit-

strings for each shot, it suffices to draw a single sample from a Gaussian distribution

of mean µ = ⟨Ĥ⟩ and variance σ2 = Var[H̄]. Crucially, this allows shot noise to be
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simulated at a negligible overhead independent of the number of shots, and makes

the high shot noise simulations of VQE presented in this work possible.

Concretely, the measurement procedure introduced in sec. 5.2.3 decomposes the

Hamiltonian as:

Ĥ = Ĥe + Ĥo + Ĥee (6.1)

The estimator variance can be evaluated as:

Var[H̄] =
1

M

(
Var(Ĥe) + Var(Ĥo) + Var(Ĥee)

)
(6.2)

where the quantum variances Var(·) can be calculated from the wavefunction |ψ⟩
using Var(Ô) = ⟨Ô2⟩ψ − ⟨Ô⟩2ψ, as discussed in sec. 4.4.

Classical Optimisation

As discussed in sec. 4.5, the classical optimisation and choice of algorithm plays a

crucial role in determining the accuracy of the VQE calculation. In the presence

of shot noise we are faced with a stochastic optimisation problem in which the

objective function, E(θ), is approximated by a stochastic estimator, Ē(θ). We note

that, similarly, any circuit gradients evaluated from either the finite-difference (FD)

approximations or the parameter shift (PS) rules described in sec. 4.5.1 will suffer

from the same stochastic noise, since both methods are directly based on evaluations

of E(θ).

As previously shown in sec. 5.4 for our problem instance limited-memory

Broyden–Fletcher–Goldfarb–Shanno (L-BFGS) is well suited to the minimisation

of the VQE energy in the noiseless regime, converging quickly and without a need

for tuning the algorithm to the objective function. However, as discussed in sec.

4.5, it is less well suited to VQE in realistic calculations as a result of its suscepti-

bility to noise and requirement for (within the VQE framework) expensive gradient

evaluations. Nonetheless, following The Principle of Generality we consider it as

a candidate for realistic calculations with shot noise. Its problem-agnostic, fast

convergence is highly desirable, especially from a viewpoint of realistic calculations

performed by an electronic structure practitioner. Following the same methodology

of sec. 5.2.4, gradients are evaluated using the parameter shift (PS) rules. For the

ansatz circuit considered we find that one evaluation of the full PS gradient requires

Cstep = 2400 evaluations of E(θ).

Furthermore, we also consider the simultaneous perturbation stochastic approx-

imation (SPSA) minimisation algorithm for our calculations. As discussed in sec.

4.5, the SPSA algorithm has found applications in VQE particularly for the minimi-
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sation of the energy in realistic calculations, due to its inherent ability to optimise

in the presence of stochasticity, and relative shot frugality per iteration compared

to a direct evaluation of FD or PS circuit gradients. As such and following The

Principle of Generality we also consider it as a candidate optimisation algorithm for

our calculations.

All optimisations for both L-BFGS and SPSA are initialised using the same

generic uniform initialisation scheme described in sec. 5.2.4.

Within our calculations we make the simplifying assumption that all measure-

ments of expectation values within a single VQE calculation are performed with the

same fixed number of shots, M – both the evaluations used during the optimisation

as well as the evaluation of EVQE/FVQE. We note that this neglects the potential

for shot-frugal optimisation; algorithms have been developed which adjust the num-

ber of shots taken as the optimisation progresses, using fewer measurements at the

start when the accuracy requirements are low, with the aim of minimising quantum

resources used [145, 181]. Furthermore, SPSA and other stochastic algorithms have

been shown to sometimes be able to beat the noise floor by implicitly averaging

over previous iterates [135]; this could allow a lower shot count to be used during

the optimisation than for the final measurement of EVQE/FVQE, or vice versa an

increased accuracy by allotting more shots to the final measurement of EVQE/FVQE.

However, in either case the accuracy of the final result is still expected to be limited

by the number of shots used to estimate the final measurements of EVQE and FVQE

and the ability to resolve the minimum within this error.

6.1.2 Circuit Noise

Modelling Circuit Noise

Hardware imperfections of real quantum devices are usually considered as part

of quantum simulations through the specification of a noise model for the gates

comprising the ansatz circuit, frequently depolarising or amplitude damping noise-

channels [179, 182]. However, calculations are impacted by realistic hardware and

its limitations in many other ways. Not only are additional noise sources present,

for example idling noise or state preparation and measurement (SPAM) noise, but

restricted topologies and native gate sets, and the resulting requirement for transpi-

lation of the circuit onto the hardware, can also affect the extent to which circuits are

impacted by noise. In this work, we model circuit noise using a device-calibrated

noise model based on the IBM Sherbrooke QPU [173]. The noise model is used

here as a representative noise model for currently available superconducting devices,



110 Quantum Simulations of Conducting Polymers

rather than as an attempt to reproduce the behaviour of a particular experimental

run on the device.

Since we are interested in simulating the circuit at varying levels of circuit noise

reduction we have to consider the form of the noise model more closely. Realistic

device noise models comprise several distinct contributions:

1. Gate error, capturing the imperfect implementation of quantum gates

(single- and two-qubit) via effective noise channels applied to each instruc-

tion

2. Idling error, describing decoherence accumulated while qubits are idling dur-

ing scheduling gaps or routing overhead

3. State preparation error, representing inaccuracies in initialisation and reset

procedures

4. Measurement error, accounting for imperfections in the measurement pro-

cedure leading to an incorrect readout of bit-strings

For our calculations we decide to focus on the one- and two-qubit gate noise. These

are in general – as well as for our VQE instance as discussed further in sec. 6.4 – the

dominant noise sources. Furthermore, we also decide to ignore the noise introduced

by the gate error due to the basis transformation required in the measurement

protocol described in sec. 5.2.3. This allows for a simplified and cheaper simulation,

since it obviates the need to simulate a separate circuit for each measurement group.

A practical challenge is that these error sources are not controlled by a single

independent parameter, and scaling them “up” or “down” consistently by adjusting

the gate properties is not straightforward. In particular, the gate errors in the

QISKIT noise models account not only for thermal relaxation of qubits through an

amplitude damping channel:

EAD(ρ) =

(
ρ00 + (1− e−Tgate/T1)ρ01 e−Tgate/T2ρ01

e−Tgate/T2ρ10 e−Tgate/T1ρ11

)
(6.3)

but also for general infidelity through a depolarising noise channel:

EDP(ρ) = (1− λ) ρ +
λ

2
I (6.4)

which are combined into the noise channel E(ρ) = EDP (EAD(ρ)). This noise channel

is applied to the density matrix, ρ, of the quantum state after the quantum gate.

Tgate is the gate duration, T1 and T2 are benchmarked properties of the qubit, and λ is
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chosen heuristically to match the benchmarked (in-)fidelity of the gate. A particular

natural and simple way to rescale errors is to form the convex combination:

Ef := I + f (E − I) (6.5)

where f can be interpreted as the fractional reduction in error probabilities, or

equivalently the error probability of the gates relative to the QPU baseline. Applied

to EAD and EDP the new channel can be seen to rescale the error probability of

the gates as p → f · p, provided one makes the natural identification of p → (1 −
e−Tgate/T1), (1 − e−Tgate/T2) and λ. Physically, a reduction of noise E → Ef can

therefore be seen to be achieved through an improvement in T1/T2/λ. This is the

method that we choose for our calculations.

Transferring Ideal Solutions

Benchmarking the accuracy of a VQE calculation under a realistic noise model

requires performing the full optimisation under the considered noise model, as is

done for example for the simulations involving shot noise. However, the inclusion

of circuit noise makes simulations considerably more computationally expensive,

and hence full VQE calculations for our problem intractable. We instead focus on

analysing the degradation of the accuracy of the optimal solution found under the

ideal VQE simulations of sec. 5.4. While this does not represent a fully realistic VQE

framework, it is nonetheless expected to provide a reasonably cheap and controlled

baseline for the accuracy achievable by the VQE calculations under the inclusion of

circuit noise. Specifically, we consider:

Enoisy(θ∗) with θ∗ = arg min
θ
Eideal(θ) (6.6)

where Enoisy and Eideal refer to an evaluation of the objective function in the noisy

and ideal setting respectively.

6.2 The Variational Principle in Realistic Calcu-

lations

As discussed in sec. 2.2, the variational principle of electronic structure theory leads

to a favourable scaling of energy errors, δE, compared to molecular force errors, δF ,

with respect to the accuracy with which the true ground state ψ0 is approximated,

δψ = ψ−ψ0. This principle applies quite broadly throughout (variational) electronic
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structure theory since the relevant computational parameters affect the accuracy of

the calculation implicitly through the accuracy of the wavefunction approximation.

Specifically, in DFT the energy cut-off, Ecut, directly determines the variational

space of electronic densities, ρ, over which we are searching for the minimum of

the density functional, E[ρ]. As a result, the dominant effect of Ecut is through

an implicit dependence δρ = δρ(Ecut) such that the variational principle directly

applies to energy and molecular force errors induced by a finite Ecut:

δE(Ecut) = E[ρ(Ecut)]− E[ρ0] = O(δρ(Ecut)
2) (6.7)

δF (Ecut) = F [ρ(Ecut)]− F [ρ0] = O(δρ(Ecut)) (6.8)

Similarly, in a CISD calculation the basis set size, Nb, determines the variational

space of wavefunctions, ψ, over which the energy functional E[ψ] is minimised, and

affects the accuracy only through an implicit dependence δψ = δψ(Nb) so that,

again, the variational principle applies directly:

δE(Nb) = E[ψ(Nb)]− E[ψ0] = O(δψ(Nb)
2) (6.9)

δF (Nb) = F [ψ(Nb)]− F [ψ0] = O(δψ(Nb)) (6.10)

The two main computational parameters limiting the accuracies of our realistic

VQE calculation, shot and circuit noise, behave considerably differently, since they

are in general not directly variational, as might be expected from standard electronic

structure theory. As we will discuss in the following sections, both the shot and the

circuit noise, each characterised by a noise strength λ, can be considered to affect

the accuracy of the calculation through both an implicit dependence δψ = δψ(λ),

where the noise limits our ability to resolve the exact ground state, as well as an

explicit error on the functionals, ∆E(λ) and ∆F (λ):

δE(λ) = E[ψ(λ)]− E[ψ0] + ∆E(λ) (6.11)

δF (λ) = F [ψ(λ)]− F [ψ0] + ∆F (λ) (6.12)

A direct application of the variational principle is therefore not possible and a more

careful analysis of the dependence of each quantity on the strength of the noise is

required. In the following sections we will therefore discuss the expected scaling of

δψ = δψ(λ) with respect to shot and circuit noise, as well as the implications for

the relative scaling of energies and molecular forces.
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6.2.1 Shot Noise

As previously discussed in sec. 4.4, on a quantum computer expectation values,

⟨Ô⟩ψ, are evaluated by performing repeated measurements and forming an unbiased

estimator Ō, Eψ[Ō] = ⟨Ô⟩ψ, where we have made explicit the dependence on the

state being measured. For any finite number of shots, M , this estimator will have a

non-zero variance, Varψ[Ō], and introduce statistical noise to the expectation value.

As such at any finite M we have a statistical error associated with the estimation

of observable expectation values, which can be quantified by the root mean square

error (RMSE)

RMSE(Ō) ≡
√

Eψ
[
(Ō − ⟨Ô⟩ψ)2

]
=

√(
Eψ[Ō]− ⟨Ô⟩ψ

)2
+ Varψ[Ō] (6.13)

with its well-known bias variance decomposition.

Combined Systematic and Stochastic Errors Since given a wavefunction,

ψ, the accuracy of our calculation is determined by the error relative to the exact

ground-state energy ⟨ψ0|Ĥ|ψ0⟩ = ⟨Ĥ⟩0 (evaluated exactly, without any statistical

noise), we quantify the accuracy of our energy estimate as the RMSE relative to

⟨Ĥ⟩0:

δERMSE,0(ψ) =

√
Eψ
[
(H̄ − ⟨Ĥ⟩0])2

]
=

√(
⟨Ĥ⟩ψ − ⟨Ĥ⟩0

)2
+ Varψ[H̄] (6.14)

=
√
δEv(ψ)2 + δEs(ψ)2 (6.15)

where we have defined:

δEv(ψ) = ⟨Ĥ⟩ψ − ⟨Ĥ⟩0 δEs(ψ) =
√

Varψ[H̄] ≡ σψ(H̄) (6.16)

and where we stress that, while we will often suppress explicit dependences on ψ

for legibility, δEv(ψ) and δEs(ψ) depend on ψ via ⟨Ĥ⟩ψ and Varψ[H̄]. Similar

expressions hold for the molecular force:

δFRMSE,0(ψ) =
√
δFv(ψ)2 + δFs(ψ)2 (6.17)

δFv(ψ) = ⟨F̂ ⟩ψ − ⟨F̂ ⟩0 δFs(ψ) =
√

Varψ[F̄ ] ≡ σψ(F̄ ) (6.18)

The error consists of two contributions. The variational contribution, δEv (δFv),

quantifies the systematic error in the energy (molecular forces) evaluated exactly, i.e.

non-stochastically, arising as a result of an approximate ground state ψ = ψ0 + δψ.
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This is the standard source of error in electronic structure theory and is the error

analysed as part of the variational principle in sec. 2.2 for which we found:

δEv = δE[ψ0 + δψ] = O(δψ2) δFv = δF [ψ0 + δψ] = O(δψ) (6.19)

On the other hand, the statistical contribution δEv (δFv) quantifies the stochastic

error that arises from a finite shot budget and hence stochastic estimation of ⟨Ĥ⟩ψ
(⟨F̂ ⟩ψ), and limits our ability to resolve the systematic variational error.

The Variational Principle As argued in equ. (6.11) the contribution from the

statistical part δEs (δFs) prevents a direct application of the variational principle

to the combined error δERMSE,0 (δFRMSE,0). In particular, as Var[H̄] depends on

M (usually ∝ 1√
M

as a result of the standard error on the mean and variance

propagation), an explicit dependence of the energy accuracy on the shot noise is

introduced, δEs = δEs(M), beyond the implicit and directly variational dependence

δEv = δEv(δψ). We expect the statistical noise to also directly limit the best

achievable accuracy in the wavefunction δψ∗ = δψ∗(M). Therefore, whether the

consequences of the variational principle for the relative scaling of error in energies

and molecular forces (equ. (2.26)) can be observed as M is varied will depend on

the relative scaling of δψ∗(M) and the resulting variational errors δEv(δψ∗(M)),

δFv(δψ∗(M)), and statistical errors δEs(M), δFs(M). The variational principle is

expected to apply if the variational part of the error is sufficiently resolved, that is, if

in the limit of large M we have δEs(M) ≤ δEv(δψ∗(M)) (δFs(M) ≤ δFv(δψ∗(M))).

A slightly different viewpoint shifts the focus on to the number of shots that would

be required to fully resolve the variational error. At M and δψ∗(M) the number

of shots ME required to resolve δEv is determined by δEv(δψ∗(ME)) ∼ δEs(ME)

(similarly for the molecular force and MF ). If M ≤ ME/F , we will be limited by

the statistical error of our estimators, since the number of shots is not sufficient to

fully resolve the variational error.

The Noise Floor While the above discussion keeps the limiting wavefunction

accuracy δψ∗(M) as general as possible, we expect it itself to be linked to and

determined by δEv and δEs. In order to analyse its behaviour we introduce the

concept of the noise floor. We define the noise floor as the hyper-surface in the

Hilbert space satisfying

δEv(δψ∗(M)) =
√

Varδψ∗(M)[H̄] = δEs(δψ∗(M),M) (6.20)
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i.e. where the variational and statistical contributions to the energy error are equal.

This noise floor has previously been used in a simplified form to compare the perfor-

mance of different optimisation algorithms at a fixed number of shots with respect

to δE [135]. In our work, we will use it to analyse the expected scaling with M of

the performance of optimisation algorithms, and, as discussed above, the resulting

implications for the variational principle and relative scaling of energy and molec-

ular force accuracies. The motivation for this definition comes from considering at

which point ψ the statistical noise in the estimator H̄ prevents us from resolving any

further differences/improvements in the energy with high probability. At a point ψ

with energy ⟨Ĥ⟩ψ the largest improvement possible is given by δEv = ⟨Ĥ⟩ψ − ⟨Ĥ⟩0.
Hence, given an observation H̄ at ψ, if

√
Varψ[H̄] ∼ δEv(ψ) we will not be able

to resolve any improvement in the energy, since with high probability we are likely

to misidentify ψ as the lowest energy state, even if ψ0 was known/sampled. While

the choice of optimisation algorithm, associated hyper-parameters, and inherent

stochasticity is going to affect the exact achievable/resolvable accuracy, we nonethe-

less expect the noise floor as defined by equ. (6.20) to set an approximate limit

to our ability to resolve δψ at any finite M and hence to determine the scaling of

δψ∗(M). Since equ. (6.20) defines the noise floor at a given M by the requirement

that the variational error in the energy is just resolved, δEv = δEs, the focus of our

analysis shifts to the variational and statistical errors in the molecular force. The

total error in the energy (equ. (6.14)) simplifies to:

δERMSE,0(δψ∗(M)) =
√
δEv(δψ∗(M))2 + δEs(δψ∗(M),M)2 (6.21)

=
√

2 δEv(δψ∗(M)) =
√

2 δEs(δψ∗(M),M) (6.22)

and the main consideration is whether the variational error in the molecular forces

at δψ∗(M) is sufficiently resolved given M , or whether the molecular force is limited

by its statistical error.

Outline In the following sections, we will discuss and derive expressions

for δψ∗(M) and resulting expressions for δEv(δψ∗(M)) (δFv(δψ∗(M))) and

δEs(M)(δFs(M)) in two different measurement schemes, considering both a gen-

eral expansion as well as the specific example of a two level system. We first look at

the ideal, but unrealistic scenario of a direct measurement of the energy, where we

prove that it is the optimal measurement scheme. We apply the variational princi-

ple for the variance and show how it leads to favourable scaling of δψ∗(M). As a

result, we find that the variational principle for the relative scaling of energy and

molecular force errors applies, since the variational errors of the molecular forces
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are always sufficiently resolved. We then consider a realistic measurement scheme

and argue that it breaks the variational principle for the variance, which leads to a

worse scaling of δψ∗(M) and hence an increased sampling cost. We also find that,

as a result, the variational error in the molecular forces is not necessarily always

resolved and instead might be limited by the statistical error, thereby breaking the

expected relative variational scaling of energies and forces.

Direct Energy Measurement

We will first discuss the case of an estimation of the energy by a direct measure-

ment in the basis of energy eigenstates (and similarly a direct measurement of the

molecular force in the basis of molecular force eigenstates). As discussed in sec. 4.4

such a measurement would require implementation of either a unitary diagonalising

the Hamiltonian, or the QPE protocol. While neither are feasible on NISQ devices,

we will nonetheless discuss this as an ideal scenario, to elucidate the ways in which

a realistic measurement scenario breaks the ideal results, and how a QPE enabled

measurement procedure might be able to benefit from the variational principle. The

variance of a direct measurement of the energy, i.e. projection onto the Hamiltonian

eigenstates, is as discussed in sec. 4.4, given by:

Var[H̄] =
Var(Ĥ)

M
(6.23)

A direct measurement of the energy is not only the conceptually simplest measure-

ment scheme, but can also be shown to be the ideal measurement procedure, in the

sense that it minimises the variance of the estimator Var[H̄]. Such a measurement

scheme is therefore not only highly beneficial in the limit of small wavefunction de-

viations δψ as a result of the variational principle, as we will show later, but is also

the best measurement scheme for any wavefunction ψ in the Hilbert space.

Optimality We first prove the optimality of the direct energy measurement.

Within the framework of measurement schemes considered in sec. 4.4 the variance

of an estimator for ⟨Ĥ⟩ is given by:

Var[H̄] =
∑
α

Var[Āα] =
∑
α

Var(Âα)

mα

(6.24)

where we recall that the estimator H̄ is constructed by measuring individual ob-

servables {Âα} that satisfy Ĥ =
∑

α Âα. By generalising an argument presented in

[126] it can be shown that {Âα} = {Ĥ}, i.e. a direct measurement of the energy,
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minimises Var[H̄]. We first minimise Var[H̄] for a fixed decomposition {Âα} with

respect to the allocation of shots mα under the constraint of a fixed total shot budget∑
αmα = M . The optimal choice can be shown to satisfy mα ∝

√
Var(Âα) [183],

with a resulting optimal variance given by:

Var[H̄] =
1

M

(∑
α

√
Var(Âα)

)2

(6.25)

We now further minimise Var[H̄] over the possible decompositions {Âα}. Recalling

that quantum variance of an observable is given by

Var(Ô) = ⟨(Ô − ⟨Ô⟩)2⟩ = ⟨(∆Ô)2⟩ (6.26)

we can apply the triangle inequality ∥u+ v∥ ≤ ∥u∥+ ∥v∥ by identifying u = ∆Â |ψ⟩
and v = ∆B̂ |ψ⟩. Observing that ∆(Â+ B̂) = ∆Â+ ∆B̂ we find√

Var(Â+ B̂) ≤
√

Var(Â) +

√
Var(B̂) (6.27)

where equality is reached when Â ∝ B̂. Applying this inequality to equ. (6.25) we

can show that consolidating two individually measured observables {Âi, Âj} into a

single measurement of Âi + Âj always leads to lowering of the variance provided the

measurement shots are allocated optimally:

1

M

(∑
α ̸=i,j

√
Var(Âα) +

√
Var(Âi + Âj)

)2

≤ 1

M

(∑
α

√
Var(Âα)

)2

(6.28)

We therefore conclude that the optimal measurement scheme is given by direct

measurement of the Hamiltonian, i.e. {Âα} = {Ĥ} with variance of equ. (6.23),

since it is the most consolidated measurement scheme {Âα} → {Ĥ =
∑

α Âα}.

Zero-variance Property We now turn back to the analysis of the noise floor

and the resulting variational and statistical errors for a direct measurement of the

energy. As discussed in sec. 2.2, a variational principle can be established not only

for the energy but also for the variance of the energy for which it was found (equ.

(2.30)):

Varψ(Ĥ) = VarE[ψ0 + δψ] = O(δψ2) (6.29)

where, as mentioned previously, VarE[ψ] corresponds up to notation to the quantum

variance as discussed in the current chapter Varψ(Ĥ) = VarE[ψ] and we have made
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explicit the dependence of the variance on ψ. Applying this result to the variance of

the estimator of a direct energy measurement (equ. (6.23)) at a wavefunction near

the ground state, ψ0 + δψ, we find

Var[H̄] =
Var(Ĥ)

M
=

VarE[ψ0 + δψ]

M
= O

(
δψ2

M

)
(6.30)

We see that the variance of the estimator decreases quadratically as we approach

the exact ground state, vanishing exactly when ψ = ψ0. This is highly beneficial

since a reduced variance of the estimator corresponds to a reduced stochastic error

at a fixed shot budget, with the limiting case at the exact ground state resulting in

an exact, non-stochastic measurement (Var(H̄) = 0). At first this might seem to

indicate that given any finite M we are always able to reach the exact ground-state

energy, since δERMSE,0(ψ0) = 0 independent of M . However, this would require

knowledge of ψ0 to begin with.

Noise Floor As discussed previously, we expect the noise floor defined by equ.

(6.20) to limit our ability to resolve ψ0 to within an error δψ∗(M) at a given M .

Introducing the expansion coefficients αE and βE:

δEv = αE ∥δψ∥2 +O(δψ3) Var[Ĥ] = βE ∥δψ∥2 +O(δψ3) (6.31)

which in full generality should be understood to correspond to directional functional

derivatives but are simplified for legibility, we find that to leading orders in δψ the

noise floor condition is:

αE ∥δψ∗∥2 =

√
βE ∥δψ∗∥2

M
(6.32)

resulting in a noise floor that scales with M as:

∥δψ∗∥ =

√
βE
αE

1√
M

= O
(

1√
M

)
(6.33)

Having established an expression for the noise floor we can now analyse the full

dependence of the energy error δERMSE,0 (equ. (6.14)) on M . At δψ∗ we find that

the variational and statistical contributions to the energy error are expected to scale

to leading orders in δψ as:

δEv(δψ∗(M)) = δEs(δψ∗(M),M) =
βE
αE

1

M
= O

(
1

M

)
(6.34)
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and hence the total error is given by:

δERMSE,0(δψ∗(M),M) =
√

2
βE
αE

1

M
= O

(
1

M

)
(6.35)

This establishes the expected scaling of the energy accuracy as M is varied, δE ∼ 1
M

.

This scaling exhibits a quadratic speedup compared to what might be expected when

considering just the statistical error at a fixed point ψ,
√

Var[H̄] = O
(

1√
M

)
.

Molecular Force Error Similarly, we now consider the accuracy of the molecular

force δFRMSE,0 (equ. (6.17)) given a finite M at the noise floor limiting the accuracy

of the VQE calculations. While the same argument as before can be made to show

that a direct measurement of the force is the optimal estimator for the molecular

forces, no variational principle applies to the variance of the molecular force near

the ground state ψ0 as discussed in sec. 2.2, where it was argued that in general the

variance approaches a constant non-vanishing value (equ. (2.31)):

Varψ(F̂ ) = VarF [ψ0 + δψ] = O(1) (6.36)

where, again, up to notation, Varψ(F̂ ) = VarF [ψ]. Introducing similar expansion

coefficients as for the energy (equ. (6.31)):

δFv = αF ∥δψ∥+O(δψ2) Var[F̂ ] = (σ0(F̂ ))2 +O(δψ) (6.37)

we find at δψ∗ (equ. (6.33)) to first order in δψ:

δFv(δψ∗(M)) = αF

√
βE
αE

1√
M

= O
(

1√
M

)
(6.38)

δFs(δψ∗(M),M) = σ0(F̂ )
1√
M

= O
(

1√
M

)
(6.39)

with a total error:

δFRMSE,0(δψ∗(M),M) =
1√
M

√(
αF

√
βE
αE

)2

+ σ0(F̂ )2 = O
(

1√
M

)
(6.40)

We therefore find that the achievable accuracy in the molecular forces scales as

δF ∼ 1√
M

. Comparing equ. (6.35) and (6.40) we see that despite the introduc-

tion of shot noise, the accuracy achievable in energies and molecular forces at a

given M obeys a variational-like scaling δE ∼
√
δF (equ. (2.25)). This is because

the variational principle for the energy variance ensures that whenever the energy
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is just resolved, δEv ∼ δEs, the corresponding molecular force is also always just

resolved, δFv ∼ δFs (up to constant prefactors), and neither quantity is asymptoti-

cally limited by the statistical error. From a different viewpoint, the number of shots

ME required to resolve a systematic energy error δEv(δψ) at δψ is also sufficient

to just resolve the corresponding systematic molecular force error δFv(δψ) at δψ.

It is important to stress that it should not be concluded from this viewpoint that

the variational principle does not hold – e.g. both energies and molecular forces

require the same number of shots and hence computational effort to resolve – since

such a conclusion only considers the statistical errors at a fixed δψ and neglects the

variational contribution to the total error through δψ∗(M).

Two Level System To make the arguments presented above more explicit, we

consider the case of a simple two–level system, for which analytic expressions of

the quantities considered in our argument can easily be derived. Given ground and

excited eigenstates |g⟩, |e⟩ and an energy gap ∆ = Ee − Eg > 0, the Hamiltonian is

given by:

Ĥ = Eg|g⟩⟨g|+ Ee|e⟩⟨e| (6.41)

we parametrise the state vector as:

|ψ⟩ = sin (θ)|g⟩+ cos (θ) |e⟩, (6.42)

where for simplicity we have assumed ϕ = 0 and redefined θ
2
→ θ in the standard

parametrisation of the Bloch sphere. The energy and variance of ψ can easily be

derived:

⟨Ĥ⟩ψ = cos2 (θ)Eg + sin2(θ)Ee = Eg + sin2(θ) ·∆ (6.43)

Varψ(Ĥ) = cos2(θ) sin2(θ) (Ee − Eg)2 = cos2(θ) sin2(θ) ·∆2 (6.44)

Expanding in θ about the ground state at θ = 0 we can exemplify the variational

principle for the energy and energy variance:

δEv = ⟨Ĥ⟩ψ − Eg ∼ ∆ · θ2 = O(θ2) (6.45)

Varψ(Ĥ) ∼ ∆2 · θ2 = O(θ2) (6.46)

where we identify the wavefunction accuracy ∥δψ∥ → θ, and the constants αE → ∆

and βE → ∆2. The noise floor (equ. (6.33)) in this two level system is therefore
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given by:

θ∗ =

√
∆2

∆

1√
M

=
1√
M

(6.47)

and we find that the combined variational and statistical error is given by:

δERMSE,0(θ∗,M) =
√

2
∆2

∆

1

M
=
√

2∆
1

M
(6.48)

The molecular force in the two level system is given by a non-diagonal observable

F̂ with matrix elements Fij = ⟨i|F̂ |j⟩. For simplicity we consider F00 = F11 ≡ Fd

and F01 = F10 ≡ Fc. The energy and variance of this non-diagonal force operator

are given by:

⟨F̂ ⟩ψ = Fd + 2 sin(θ) cos(θ)Fc (6.49)

Varψ(F̂ ) = F 2
c cos2(2θ) (6.50)

where again, we can exemplify the absence of a variational principle for the molecular

force:

δFv = ⟨F̂ ⟩ψ − Fd ∼ 2Fc · θ = O(θ) (6.51)

Varψ(F̂ ) ∼ F 2
c − 4F 2

c · θ2 = O(1) (6.52)

and identify αF → 2Fc and σ0(F̂ ) → Fc. We therefore find that the errors on the

molecular force are given by:

δFv(θ∗) =
2Fc√
M

δFs(θ∗,M) =
Fc√
M

(6.53)

⇒ δFRMSE,0(θ∗,M) =

√
5Fc√
M

(6.54)

Realistic Energy Measurement

As discussed in sec. 4.4 a realistic measurement scheme for estimating expectation

values involves splitting Ĥ into a set of easily diagonalisable and hence efficiently

measurable observables {Âα} satisfying Ĥ =
∑

α Âα, where we recall that the es-

timator H̄ is constructed from mα individual measurement results Aα(k) of the ob-

servable Âα as:

H̄ =
∑
α

Āα =
∑
α

mα∑
k

Aα(k)
mα

(6.55)
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with a variance given by:

Var[H̄] =
∑
α

Var[Āα] =
∑
α

Var(Âα)

mα

(6.56)

Zero-variance Property Breaking The linearity of quantum mechanical ex-

pectation values ⟨Â⟩+ ⟨B̂⟩ = ⟨Â + B̂⟩ ensures that this estimator is unbiased with

expectation value E[H̄] = ⟨Ĥ⟩. Even though we do not measure Ĥ directly, but

instead by splitting it into sub-observables, in expectation we are nonetheless mea-

suring the exact energy and the variational principle (equ. (2.25)) applies trivially,

so that near ψ0 we have:

Eψ[H̄] = E[ψ0 + δψ] = E[ψ0] +O(δψ2) (6.57)

However, unlike the expectation, the quantum mechanical variance is in general not

linear Var(Â) + Var(B̂) ̸= Var(Â + B̂). Hence, as a result of the measurements of

individual observables being uncorrelated, the estimator variance, equ. (6.56), is

not proportional to the quantum mechanical variance of Ĥ, Var[H̄] ̸∝ Var[Ĥ] (even

if mα = m). Similar to the variance of the molecular force discussed in sec. 2.2,

Var[Âα] will in general not obey a variational principle at/near ψ0. We see that

measuring Ĥ by splitting it into sub-observables breaks the variational principle

for Var[H̄] applied in the previous section (equ. (6.30)), since measurements of

the individual observables are uncorrelated. Near ψ0 the variance will therefore

approach a constant, non-vanishing value:

Varψ[H̄] = Var0[H̄] +O(δψ) = O(1) (6.58)

Noise Floor As in the previous section, we can use these results to derive an

expression for the achievable wavefunction accuracy, δψ∗(M), using the noise floor

condition, equ. (6.20), to leading order in δψ:

αE ∥δψ∗∥2 =
σ̃0(H̄)√
M

(6.59)

⇒ ∥δψ∗∥ =

√
σ̃0(H̄)

αE

1
4
√
M

= O
(
M−1/4

)
(6.60)

where we have defined the single shot standard deviation σ̃0(H̄)√
M

to make the M

dependence of σ0(Ĥ) explicit. We see that as a result of breaking the variational

principle for the variance within this measurement scheme, we expect worse scaling of
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the achievable wavefunction accuracy with M compared to the direct measurement

of the energy considered in the previous section (equ. (6.33)). Similarly, we find

that the total error in the energy scales as:

δEv(δψ∗(M)) = δEs(δψ∗(M),M) =
σ̃0(H̄)√
M

= O
(

1√
M

)
(6.61)

⇒ δERMSE,0(δψ∗(M),M) =
√

2
σ̃0(H̄)√
M

= O
(

1√
M

)
(6.62)

where again the scaling with respect to M has worsened compared to the direct

measurement of the energy (equ. (6.35)). The achievable energy accuracy is now

expected to scale as δE ∼ 1√
M

in correspondence with scaling expected from con-

sidering the statistical error at a fixed point ψ,
√

Var[H̄] = O
(

1√
M

)
.

Molecular Force Errors Lastly, we again consider the molecular forces. Since

molecular forces are not variational to begin with, a realistic measurement scheme

does not affect the scalings:

δFv = αF ∥δψ∥+O(δψ2) Var[F̄ ] = (σ0(F̄ ))2 +O(δψ) (6.63)

We therefore find that the error at δψ∗ (equ. (6.33)) is given by, to first order in δψ:

δFv(δψ∗(M)) = αF

√
σ̃0(H̄)

αE

1
4
√
M

= O
(
M−1/4

)
(6.64)

δFs(δψ∗(M),M) = σ̃0(F̄ )
1√
M

= O
(
M−1/2

)
(6.65)

⇒ δFRMSE,0(δψ∗(M),M) =

√
α2

F

σ̃0(H̄)

αE

1√
M

+ (σ̃0(F̄ ))2
1

M
(6.66)

Unlike for the direct energy measurement scenario, where we found a variational-like

scaling, equ. (6.40), we can see that in the current case the variational and statistical

errors in the force scale differently with M . Since the variational principle for the

variance of the energy is broken, resolving the energy δEv ∼ δEs no longer ensures

that the molecular force is also always sufficiently resolved δFv ̸∼ δFs. In the limit

of large M , however, we do expect the molecular force to be sufficiently resolved,

as δFs decreases faster than δFv, and hence the variational-like scaling is restored

δE ∼
√
δF . However, this does not preclude the possibility that in practical cal-

culations we are interested in the region of M where δFv is unresolved, and hence

no variational-like scaling applies, δE ∼ δF . This behaviour is not guaranteed to
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be observed since it is not an asymptotic limit and hence our leading order approx-

imations might break down. Again, considering a different viewpoint, these results

indicate that the number of shots ME required to resolve a systematic energy error

δEv(δψ) at δψ is no longer sufficient to always resolve the corresponding systematic

molecular force error δFv(δψ). In particular in the limit that we approach ψ0, ME

shots is expected to be more than sufficient to resolve δFv(δψ) with the minimum

number of shots MF required to resolve the molecular force error being considerably

lower, MF ≪ ME. However, away from ψ0, resolving δFv(δψ) could potentially re-

quire a considerably larger number of shots, MF ≫ME. As in the previous section

we note that, while from this viewpoint the applicability of a variational-like scaling

might seem to be reversed – far from ψ0 molecular forces require more shots and

hence are more difficult to estimate than energies, while near ψ0 molecular forces

require fewer shots and are hence easier to estimate than energies – such a conclu-

sion neglects to account for the systematic variational errors and their dependence

on M through δψ∗(M).

Two Level System As in the previous section we again consider a two level

system as an analytic example. To model the realistic measurement scenario we

consider the Hamiltonian to be split and measured as two separate observables Â±

given by:

Â± =
Ĥ

2
± Ĵ with Ĵ = J(|g⟩⟨e|+ |e⟩⟨g|) (6.67)

The two observables are no longer diagonal due to the inclusion of off diagonal terms

via Ĵ , but clearly satisfy Â+ + Â− = Ĥ as required by the measurement scheme.

We note that this example might seem contrived, as Â± are more complex than Ĥ

to begin with, however this is simply a result of specifying observables in the energy

eigenbasis. As discussed previously, the linearity of quantum mechanical expectation

values ensures that ⟨Â+⟩ + ⟨Â−⟩ = ⟨Ĥ⟩ and hence that E[H̄] = ⟨Ĥ⟩. The variance

of each sub-observable is given by:

Varψ(Â±) = Varψ

(
Ĥ

2

)
+ Varψ(Ĵ)± Covψ(Ĥ, Ĵ) (6.68)

=

(
J cos(2θ) ± ∆

4
sin(2θ)

)2

(6.69)

and since each observable measurement is uncorrelated we find:

Varψ[H̄] ∝ Varψ(Â+) + Varψ(Â−) =
4J2

M
cos2(2θ) +

∆2

4M
sin2(2θ) (6.70)
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An explicit expansion shows that the variational principle for the variance has been

broken:

Varψ[H̄] ∼ 4J2

M
+

∆2

M
θ2 = O(1) (6.71)

with a resulting shot noise floor given by:

θ∗ ∼
√

2J

∆
M−1/4. (6.72)

and energy error:

δERMSE, 0(θ∗,M) =
√

2
2J√
M

(6.73)

where again we have made identifications ∥δψ∥ → θ, σ̃0(H̄) → 2J and αE → ∆.

Similarly, a split measurement scheme is modelled by two operators F̂ a and F̂ b

satisfying F
a/b
00 = F

a/b
11 = F

a/b
d , F

a/b
01 = F

a/b
10 = F

a/b
c and F a

c/d + F b
c/d = Fc/d. The

variance of this molecular force estimator is:

Varψ[F̄ ] ∝ Varψ(F̂ a) + Varψ(F̂ b) =
(
(F a

c )2 + (F b
c )2
)

cos2(θ) (6.74)

∼
(
(F a

c )2 + (F b
c )2
)

(1− 4θ2) = O(1) (6.75)

which results in errors:

δFv(θ∗) = 2Fc

√
2J

∆
M−1/4 δFs(θ∗,M) =

√
(F a

c )2 + (F b
c )2M−1/2 (6.76)

⇒ δFRMSE,0(θ∗,M) =

√
8JF 2

c

∆
M−1/2 + ((F a

c )2 + (F b
c )2) M−1 (6.77)

6.2.2 Circuit Noise

The variational principle as discussed in sec. 2.2 only applies to wavefunction errors

within the manifold of pure states. Circuit noise, however, does not merely move us

to a different pure state within the same variational manifold; instead, it implements

a noisy quantum channel and therefore prepares, in general, a mixed state ρ even

though the underlying ansatz state is pure. Given the (pure) ground state |ψ0⟩
with corresponding density matrix ρ0 = |ψ⟩⟨ψ| the variation induced by circuit

noise ρ = ρ0 + δρ constitutes a variation outside the space in which the standard

stationary principle is formulated and applies.

The inapplicability of the variational principle to this induced variation can be

illustrated by considering a mixed state formed from a convex combination of two

pure states. Let |ψ0⟩ and |ψe⟩ be the ground state and some excited state of Ĥ with
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energies E0 and Ee and associated density matrices ρ0 = |ψ0⟩⟨ψ0| and ρe = |ψe⟩⟨ψe|
respectively. For λ ∈ [0, 1] we consider a “perturbation” of the exact ground state

given by:

ρ(λ) = λρ0 + (1− λ)ρe (6.78)

The energy of this is linear in λ:

E[ρ(λ)] = Tr
(
ρ(λ)Ĥ

)
= λTr(ρ0Ĥ) + (1− λ) Tr(ρeĤ) = λE0 + (1− λ)Ee (6.79)

which can clearly be seen to not be stationary with respect to the strength of the

“perturbation”, λ:

dE

dλ

∣∣∣∣
λ=0

= E0 − Ee ̸= 0 (unless E0 = Ee) (6.80)

Most importantly, this shows that for a general variation of the density matrix there

is no variational advantage gained from considering the energy, E[ρ(λ)], near the

exact ground state ρ0 so that we expect:

δE = Tr[δρ Ĥ] = O(∥δρ∥) and δF = Tr[δρ F̂ ] = O(∥δρ∥) (6.81)

This is the behaviour expected for incoherent circuit noise: realistic stochastic

noise channels, such as depolarising or amplitude damping noise, can be viewed as

inducing errors by perturbing the ideal pure state in the general space of density

matrices, ρ = ρ0 + δρ, for which no variational advantage in the energy exists. In

particular, we expect the degradation of energy and molecular force accuracies to

follow a non-variational scaling of δE ∼ δF , an unexpected behaviour from the

viewpoint of standard electronic structure theory in which the variational principle

applies.

Finally, it is important to also note the existence of coherent errors such as

systematic over- or under-rotations of gates. Coherent errors correspond to the

systematic application of an incorrect unitary within the pure-state manifold and are

as a result likely to behave differently compared to general circuit noise considered

above. However, a VQE optimisation is in principle able to absorb any coherent error

by adjusting the variational parameters, provided the coherent offsets are stable

on the timescale of the optimisation and the ansatz circuit is expressive enough.

Furthermore, we note that in the present work, our device-calibrated noise model

focuses only on incoherent/stochastic contributions (see sec. 6.1.2), and does not

explicitly include coherent errors.
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6.3 Numerical Results: Shot Noise

As previously discussed, in this section we consider the effect of the stochastic noise

resulting from an expectation value estimation using a finite number of shots, M .

Similarly to sec. 5.4, we are interested in determining the value of M required to

reach chemical accuracy for both energies and molecular forces, or equivalently the

limitations imposed by a finiteM . Again, in analogy to standard convergence studies

in electronic structure theory, we assess the convergence of both quantities towards

the exact diagonalisation (ED) results for Ĥ, however now as M is increased and

hence the stochastic noise is reduced, towards the noiseless limit, M →∞. Similarly

to sec. 5.4, we quantify the accuracy of our calculations by the energy error, ∆E,

equ. (5.38), and molecular force error, ∆F , equ. (5.39), with respect to ED results,

with our accuracy targets for chemical relevance given by ∆Echem and ∆Fchem. We

are interested in determining not only the level of M necessary to reach chemical

accuracy for both energies and molecular forces, but also the extent to which the

variational principle (or potential absence thereof) affects these results given the

theoretical discussion presented in sec. 6.2.1.

As an additional point of reference, we also compare the achieved energy accura-

cies to the shot-noise floor set by the variance of the energy estimator at the exact

ground state (under the same measurement protocol), by evaluating equ. (6.2) using

the ED ground state. As discussed in sec. 6.2.1 the realistic measurement protocol

breaks the zero-variance property of the ED ground state, and hence provides a

fundamental lower bound on the attainable stochastic error at finite M .

6.3.1 Simulation Methodology

The shot-noise calculations presented in this section were implemented using the

same QISKIT package versions and hardware as the ideal simulations described in

sec. 5.4.1.

As discussed in sec. 6.1.1, we have opted not to simulate the finite-shot measure-

ment process by sampling individual bit strings according to the measurement proba-

bilities. Instead, it is approximated by sampling estimators from distributions deter-

mined by their ideal, noise-free expectation values and variances. The required exact

expectation values and variances were evaluated using the QISKIT Aer estimator,

qiskit aer.primitives.Estimator, with shots=None and approximation=True.

In the absence of a circuit-noise model, it uses a state vector simulator to evaluate

exact expectation values without introducing shot or circuit noise.

In contrast to the noiseless calculations of sec. 5.4, reverse-mode state vector
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Hyper-parameter Candidate values

a {10−5, 10−4, 10−3, 10−2, 10−1}
c {10−6, 10−5, 10−4, 10−3, 10−2, 10−1}
A {10, 102, 103}

Table 6.1: Discrete hyper-parameter grid used for SPSA tuning

gradients were not used for the current L-BFGS calculations. As a simulator-specific

differentiation technique, reverse-mode differentiation does not account for shot noise

and cannot be adapted straightforwardly to include shot noise in a manner consistent

with a hardware-compatible PS gradient protocol. For L-BFGS, gradients were

therefore evaluated directly using the PS rules described in sec. 5.2.4. Shot noise in

the PS gradients was included using the same approach as for the energy expectation

values.

For SPSA, the calculations were parallelised over independent VQE instances,

corresponding to different random initialisations and different shot-noise levels. For

L-BFGS, the calculations were again parallelised over independent VQE instances.

Additional parallelisation over the many independent PS evaluations required for

each gradient evaluation was found to be beneficial and applied by configuring the

estimator using the settings max parallel threads=4, max parallel shots=1, and

max parallel experiments=4.

The use of the more efficient and optimised QISKIT Aer Estimator, rather than

the Estimator provided in QISKIT and used in sec. 5.4, is particularly important

here since the number of circuit evaluations required – for SPSA on account of it

slow convergence and for L-BFGS on account of the direct use of PS gradients – is

substantially larger than for the calculations presented in sec. 5. As in sec. 5.4.1,

we have again opted for an exact state vector simulator over alternative simulation

methods.

6.3.2 SPSA

In our calculations we found that the accuracy achieved by the SPSA optimiser

depends strongly on the choice of its hyper-parameters (HPs), the triple (a, c, A) (see

sec. 4.5.3). In particular, the default SPSA implementation provided in QISKIT was

unable to reach anywhere close to our chemical-accuracy targets, instead effectively

sampling the parameter landscape at random. We therefore performed an extensive

HP optimisation. We employed a grid search over the discrete HP sets presented

in tab. 6.1. For each HP triple (a, c, A) we performed Nseed = 10 independent
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Figure 6.1: SPSA hyper-parameter grid search outcomes versus number of shots, M , showing
the energy error, ∆E, for the result of each individual VQE calculation. Markers are plotted
with partial transparency and a small horizontal jitter for clarity; darker regions therefore indicate
higher point density due to overlap.

VQE optimisations with random initial parameters, using an SPSA iteration budget

of Niter = 2000. The HPs were optimised independently for each shot count M

considered. As described, the total HP optimisation required an effective serial

CPU time of tCPU ≈ 4000 h.

The results of this grid search are depicted in fig. 6.1. As can be seen, the

majority of HPs performed very poorly, effectively sampling the objective function

at random. Only a very small set of HPs was able to converge towards chemical

accuracy. Furthermore, even the best performing HPs were not able to reach chem-

ical accuracy directly due to the limited iteration count. We therefore selected the

optimal HP set as the one minimising the mean energy error ∆E averaged over

the Nseed runs. The results of the HP optimisation are shown in tab. 6.2. Overall

we found little variance in the optimal HPs as M is varied, indicating that further

computational cost savings in the HP optimisation are likely possible in realistic

calculations.

Using the SPSA optimisation algorithm with these optimised HPs, we performed

Nseed = 10 individual VQE runs at each M . In the absence of an established

termination condition for SPSA we fixed each calculation to an iteration budget of

Niter ≈ 40 000, set by a classical computational limit of twall = 8 h per individual
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M a c A

1× 105 1× 10−3 1× 10−2 10
3× 105 1× 10−3 1× 10−2 100
1× 106 1× 10−3 1× 10−2 100
3× 106 1× 10−3 1× 10−3 100
1× 107 1× 10−3 1× 10−3 10
3× 107 1× 10−3 1× 10−2 10
1× 108 1× 10−3 1× 10−2 100
3× 108 1× 10−3 1× 10−3 100
1× 109 1× 10−3 1× 10−2 100

Table 6.2: Optimal SPSA hyper-parameters, (a, c, A), for each number of shots, M , based on a
grid search and selected by minimising the mean energy error, ∆E, of the results of repeated VQE
runs.
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Figure 6.2: Energy error, ∆E, for the result of VQE calculations using SPSA with optimised HPs
as a function of the number of shots, M . Each marker corresponds to the result of an individual
VQE calculation.
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Figure 6.3: Molecular force error, ∆F , for the result of the same VQE calculations as in fig.
6.2, shown as a function of the number of shots, M . Each marker corresponds to the result of an
individual VQE calculation.

VQE calculation, resulting in a total CPU time of tCPU ≈ 700 h. We note that

as discussed in sec. 6.1.1, this sets a constant Niter for all M since the classical

computational cost is independent of M for our simulation method.

We first consider the energy accuracy. The results of fig. 6.2 show that even

with the extensive HP optimisation performed, SPSA is only just able to somewhat

inconsistently reach ∆E < ∆Echem across repeated calculations, for any shot count

as low as M = 1× 105, the lowest M considered. Even as M increases the accuracy

of our SPSA calculations does not markedly improve. For the same set of VQE

calculations fig. 6.3 shows the molecular force accuracy. We see that for molecular

forces SPSA is completely unable to reach the chemical accuracy target required for

our model, i.e. ∆F > ∆Fchem for all M .

6.3.3 L-BFGS

For the L-BFGS algorithm we similarly performed Nseed = 10 VQE calculations at

each M considered. Unlike SPSA, L-BFGS does not depend on any HP and does

not require an HP optimisation to be performed. Each individual VQE calculation

required twall ≈ 8 h. In total the calculations required a CPU time of tCPU ≈ 2000 h.

Fig. 6.4 shows ∆E as M is varied. As can be seen L-BFGS is able to reach ∆E <
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Figure 6.4: Energy error, ∆E, for VQE calculations using L-BFGS as a function of the number
of shots, M . Each marker corresponds to the result of an individual VQE calculation.
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Figure 6.5: Molecular force error, ∆F , for the result of the same VQE calculations as in fig.
6.4, shown as a function of the number of shots, M . Each marker corresponds to the result of an
individual VQE calculation.
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(b) M = 1× 109

Figure 6.6: Representative SPSA convergence traces of energy error, ∆E, for a selected VQE
calculation at two shot budgets: (a) M = 1×105 and (b) M = 1×109. We note the use of log–log
scales.

∆Echem consistently starting at M = 1 × 108. Fig. 6.4 shows ∆F as M is varied.

Reaching ∆F < ∆Fchem requires a considerably larger M . Only starting from

M = 1 × 1014 do the VQE calculations reach chemical accuracy in the molecular

forces.

6.3.4 Discussion

SPSA

The low accuracy of the SPSA calculations for molecular forces can be explained by

the slow convergence of the SPSA algorithm. Two representative SPSA convergence

traces of ∆E for M = 1× 105 and 1× 109 are shown in fig. 6.6; further convergence

traces for other M are provided in appendix B. As can be seen from these figures,

for M = 1× 105 SPSA is able to converge to the shot-noise floor, which for this M

coincides with chemical accuracy. However, for M = 1 × 109 the slow, sub-linear

convergence, ∆E ∼ O( 1
k
) (note the log–log scale in the convergence plots), prevents

SPSA from consistently reaching chemical accuracy within the considered iteration

budget. In practice, this means that even when the shot-noise floor is lowered by

increasing M , SPSA fails to exploit the improved estimator precision within the
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available Niter, and the final error is instead set by the residual optimisation error.

As discussed in sec. 2.2, this is particularly problematic for molecular forces, since

the variational principle implies that a substantially higher wave-function accuracy

is required. Consequently, while SPSA is occasionally able to reach chemical ac-

curacy for energies (fig. 6.2), it does so inconsistently and remains unsuitable for

the high-accuracy regime we ultimately care about – especially for molecular forces,

where ∆F > ∆Fchem for all M (fig. 6.3). While one might expect that, with a suf-

ficiently large iteration budget, SPSA could eventually reach ∆Fchem in the high-M

limit, the associated cost in Niter would be prohibitive given the ∆E ∼ O( 1
k
) conver-

gence rate, making SPSA impractical for high-accuracy, realistic electronic-structure

calculations.

Moreover, the results highlight a second drawback of SPSA for realistic

electronic-structure applications: its performance is highly dependent on the choice

of HPs. Even after an expensive grid-based HP optimisation for which only a small

subset of (a, c, A) values yield meaningful convergence (fig. 6.1), the resulting best-

case performance remains limited. While there is certainly scope for improvement

– for example via more sophisticated HP selection strategies (multi-stage / coarse-

to-fine tuning), shot-frugal schedules that allocate fewer measurements early in the

optimisation, or adaptive schemes that adjust (a, c, A) online – these remedies fur-

ther increase algorithmic and implementation complexity as well as problem depen-

dence. It is likely that different problem instances can require widely varying sets

of HPs and algorithm implementations, based not only on the molecular systems,

geometries and ansatz design, but also on the target accuracies. This makes SPSA

highly unsuitable for realistic electronic-structure calculations, where robustness and

predictability across a wide range of problem instances is essential.

L-BFGS

In contrast to SPSA, L-BFGS exhibits fast, reliable convergence once M is large

enough that stochastic fluctuations do not completely obscure descent information.

Again, two representative convergence traces for L-BFGS at M = 1 × 106 and

1× 1014 shots are shown in fig. 6.7, with further convergence traces in appendix B.

Unlike SPSA, L-BFGS can be seen to, even in the noisy setting, converge super-

linearly. The fast and reliable convergence allows L-BFGS to easily exploit the

increase in precision attained as the shot noise floor is lowered with increasing M

for a more accurate calculation. The fast convergence makes it highly suited to the

high-accuracy calculations we are targeting, where – in contrast to SPSA – we find

that it is able to consistently achieve both ∆E > ∆Echem and ∆F > ∆Fchem for
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(b) M = 1× 1014

Figure 6.7: Representative L-BFGS convergence traces of energy error, ∆E, for a selected VQE
calculation at two shot budgets: (a) M = 1×106 and (b) M = 1×1014. We note the use of log–log
scales.

large enough M . Furthermore, a performant L-BFGS optimisation does not require

an expensive HP optimisation and, as a quasi-Newton algorithm, is expected to be

largely problem-agnostic. This is in stark contrast to SPSA, and highly beneficial

from the viewpoint of realistic electronic structure calculations.

Total Cost

The total cost of the VQE calculation is set not only by M , but also the number of

iterations and cost per iteration step of the optimisation method. While in a realis-

tic setting each L-BFGS iteration is more expensive due to the need for evaluating

parameter-shift gradients (sec. 4.5.1), this cost must be weighed against the above

discussed markedly reduced number of iterations required to reach a target accu-

racy as a result of the super-linear convergence. The total cost can be calculated

as Neval = M ×Niter × Cstep where Niter is the number of iterations and Cstep is the

cost per optimisation step, i.e. the number of function evaluations required. For our

ansatz circuit a PS gradient requires 2× 1200 evaluations of the objective function,

E(θ), while SPSA requires only 2 evaluations. For our L-BFGS and SPSA imple-

mentations we therefore find Cstep = 2400 and Cstep = 2. As can be seen from fig.

6.8, once adjusted for the relative cost, the advantage of L-BFGS over SPSA remains
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Figure 6.8: Energy error, ∆E, for the result of VQE calculations using SPSA and L-BFGS as a
function of total cost, Neval. Horizontal jitter results from a natural variation of Niter across VQE
calculations

clear. We find that for our calculations starting at M = 1 × 107 – corresponding

to a total cost of M ≈ 1× 1012 for both calculations – L-BFGS outperforms SPSA

in terms of the achieved accuracy at a given cost as a result of its greatly increased

rate of convergence.

As discussed, we are able to consistently reach chemical accuracy in energies and

molecular forces, ∆E < ∆Echem and ∆E < ∆Echem, in the L-BFGS calculations for

ME > 1× 108 and MF > 1× 1014. Based on the data presented in fig. 6.8 and fig.

6.9 we find that this translates into a total cost of approximately Neval,E ≈ 1× 1013

and Neval,F ≈ 1× 1020.

Ultimately the relevant cost is, however, the total QPU runtime required to exe-

cute a chemically accurate calculation on a real device. The ansatz circuit considered

for our calculation has a depth of approximately D ∼ 1000 assuming all-to-all con-

nectivity and a standard basis gate set. Using a representative gate-layer time of

τlayer ∼ 100 ns per unit of circuit depth gives a physical circuit duration of:

tcirc ≈ D × τlayer ∼ 1000× 100 ns ≈ 1× 10−4 s (6.82)

Performing a calculation requiring Neval circuit executions will result in a QPU wall-
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Figure 6.9: Molecular force error, ∆F , for the result of VQE calculations using L-BFGS as a
function of total cost, Neval. Horizontal jitter results from a natural variation of Niter across VQE
calculations

time of:

twall ≈ Neval tcirc ∼ Neval × 1× 10−4 s. (6.83)

Calculating chemically accurate energies is estimated to require a circuit execution

time of:

twall,E ∼ 1× 1013 × 1× 10−4 s = 1× 109 s ≈ 3.2× 101 yr, (6.84)

while chemically accurate molecular forces demand a wall-time:

twall,F ≳ 1× 1020 × 1× 10−4 s = 1× 1016 s ≈ 3.2× 108 yr. (6.85)

We note that these estimates are deliberately optimistic. Limited connectivities in

realistic devices and varying execution speeds for the different gates will further

increase execution times. We have also ignored further overheads introduced by,

e.g., state-preparation and measurement overheads or queueing and allocation con-

straints. Given these estimates, the prediction of chemically accurate energies on

realistic quantum hardware can be considered just about feasible, especially since

improvements in algorithmic design as well as quantum hardware will likely be able

to reduce the runtime further. However, calculations targeting chemically accurate

molecular forces turn out to be completely unfeasible; even under our optimistic
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Figure 6.10: Stochastic energy error, δEs, versus variational energy error, δEv, for the results of
VQE calculations using L-BFGS for all number of shots, M .

assumptions the required wall-time turns out to be astronomical.

Variational Principle

These results are, from an electronic-structure viewpoint, strikingly poor in terms

of the sampling effort required to reach chemically meaningful accuracies. For en-

ergies in particular we require ME ≳ 1 × 108 (or equivalently Neval,E ≈ 1 × 1013

for ∆E < ∆Echem). The situation for molecular forces is even worse, requiring

MF ≳ 1× 1014 (or equivalently Neval,F ≈ 1× 1020). This sampling cost is orders of

magnitude beyond what one might expect by analogy with quantum Monte Carlo

(QMC) simulations, where chemically useful energies – and frequently also molecular

forces – can be and have been obtained with substantially fewer stochastic samples

[184, 185]. The accuracy of QMC calculations is well known to benefit from the

zero-variance property for the energy, equ. (2.30). However, as discussed in sec.

6.2.1, in realistic applications of VQE this property is broken by the requirement

for a hardware compatible measurement protocol, and we analyse our results using

the framework and arguments presented therein.

As can be seen in the results of fig. 6.4, for the L-BFGS calculations the noise floor

limits the achievable accuracy to the stochastic noise at a given M , ∆E ∼ O( 1√
M

),
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Figure 6.11: Stochastic molecular force error, δFs, versus variational molecular force error, δFv,
for the results of VQE calculations using L-BFGS for all number of shots, M .

as argued in sec. 6.2.1 and equ. (6.61). However, an important part of the analysis,

in particular with respect to the molecular forces, was based on the noise floor, equ.

(6.20), limiting the calculations not only through the stochastic noise of each function

evaluation, δEs(M), but also through the variational error that is achievable by the

optimisation algorithm, δEv(δψ∗(M)). Fig. 6.10 validates this argument, showing

that for the L-BFGS calculations both errors follow a linear relationship as per the

noise-floor definition, equ. (6.20), and hence that they both display the scaling of

δEv/s ∼ O( 1√
M

), predicted by equ. (6.61) for the realistic measurement scenario. The

systematic and variational energy errors are calculated based on an ideal noiseless

energy evaluation at the optimal VQE parameters of each calculation, E(θ∗), as

∆Es = EVQE − E(θ∗) and ∆Ev = E(θ∗) − E0, where we note that EVQE is the

actual result of the VQE calculation, i.e., evaluated with stochastic noise present at

a finite M .

As can be seen in the results of fig. 6.5, the accuracy achievable for molecular

forces at a given M instead follows an approximate relationship ∆F ∼ O( 1
4√M

)

as predicted by the results of 6.2.1 and equ. (6.64). We note that this is not a

trivial result. A standard estimate based on the statistics of a point estimate F̄

might conclude that ∆F ∼ O( 1√
M

). However, as argued in equ. (6.64), the actual
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dependence of ∆F is, at large M , not limited by the stochastic error on the estimator

F̄ , δFs(M), but rather by the accuracy with which the wave-function is resolved, and

the corresponding variational error δFv(δψ∗(M)). As such, the standard variational

principle of sec. 2.2 applies, and we find that molecular forces are considerably more

difficult to converge than energies. This is further exemplified by fig. 6.11, where it

is clearly seen that the variational error in the molecular forces, δFv, is the dominant

contribution to ∆F , compared to δFs.

6.4 Numerical Results: Circuit Noise

In this section, we consider the effect of the circuit noise on the accuracy of our VQE

calculations. Similarly to sec. 5.4 and sec. 6.3, we are interested in determining the

relative improvement in gate error probabilities, f , required to reach chemical ac-

curacy for both energies and molecular forces, within our error model discussed in

sec. 6.1.2. Again, we quantify accuracy relative to ED using the energy error ∆E,

equ. (5.38), and molecular force error ∆F , equ. (5.39), with chemical-accuracy tar-

gets ∆Echem and ∆Fchem, analysing the results both from a quantitative viewpoint as

well as qualitatively based on the variational principle (or potential absence thereof)

discussed in sec. 6.2.1.

6.4.1 Simulation Methodology

The circuit-noise calculations presented in this section were implemented using the

same QISKIT package versions as the ideal and shot-noise simulations described

in sec. 5.4.1 and sec. 6.3.1, together with qiskit-ibm-runtime∼=0.20.0. Unlike

the previous calculations, these simulations were performed using the A100 GPUs

available on the Imperial HPC cluster.

As discussed in sec. 6.1.2, we chose the IBM Sherbrooke QPU as representative

machine for modelling the effects of circuit noise. The ansatz circuits were transpiled

using QISKIT to the native basis gates and coupling constraints of the fake IBM

Sherbrooke backend, FakeSherbrooke. The noise model was constructed from the

same FakeSherbrooke backend, restricted to the one- and two-qubit gate-noise con-

tributions described in sec. 6.1.2, and rescaled according to eq. (6.5). No additional

noise contributions beyond those specified in sec. 6.1.2 were included.

The VQE calculations in the current section were performed using the

QISKIT Aer estimator with shots=None and approximation=True, based on a

qiskit aer.AerSimulator with method="density matrix" and the scaled noise

model described in sec. 6.1.2. With these settings the simulator directly evolves
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the density matrix of the system according to the transpiled ansatz circuit and the

specified gate-noise model, before evaluating exact expectation values on the final

density matrix. We used this estimator to evaluate the observables for our ansatz

circuit, thereby obtaining the relevant expectation values in the presence of circuit

noise, but without finite-shot sampling error. This corresponds to evaluating noisy

expectation values in the M →∞ measurement limit under the assumption that no

noise is introduced as part of the measurement procedure. Measurement and read-

out errors are therefore ignored in this methodology, consistent with the restricted

noise model introduced in sec. 6.1.2. As discussed in that section, this approach also

ignores gate errors in the basis-transformation circuits required by the measurement

protocol of sec. 5.2.3. This simplifies the simulation by avoiding the need to simulate

a separate noisy circuit for each measurement group.

The calculations were performed on a GPU using the device="GPU" setting of

the qiskit aer.AerSimulator. For the N = 6 system considered here, each circuit

evaluation in a density-matrix simulation is computationally and memory bandwidth

intensive enough to benefit greatly from the highly parallel processing available on

GPUs. We found that the simulations also benefited substantially from using the

settings cuStateVec enable=True, and fusion max qubit=4, which accelerated the

circuit execution speed by a factor of up to ∼ 4.

As discussed in sec. 5.4.1, alternative simulation strategies are available. In the

current setting a further simulation approach is to evaluate the noisy circuit using

repeated state vector simulations, sampling the stochastic noise process indepen-

dently for each trajectory. However, since we are interested in exact expectation

values, i.e. the M → ∞ measurement limit, this would replace the exact expecta-

tion value by a finite-sample estimate, thereby introducing statistical convergence

errors into the results. Since we are interested in the high-accuracy regime, we

therefore again opted to use an exact method, the density-matrix simulator, which

avoids the introduction of simulator-dependent approximations and errors.

6.4.2 Discussion

The purpose of the following calculations is to identify the dominant contributions

in the realistic noise models described in sec. 6.1.2 and justify our assumed neglect

of certain noise contributions. We consider the effect of each of the noise sources

individually on the accuracy of our calculation. Specifically, we split the complete

noise model into errors on gates within the ansatz circuit itself, errors on gates within

the circuits used for the basis measurement (see sec. 5.2.3), readout errors, idling

errors and reset and initialisation errors. As discussed in sec. 6.1.2, we consider
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Figure 6.12: Energy error, ∆E, obtained when enabling individual components of the device-
calibrated circuit-noise model with all other noise sources disabled; from left to right: ansatz-gate
noise, measurement-circuit gate noise, readout error, idling noise, and reset/initialisation error,

gate noise on the ansatz circuit and on the measurement circuit separately to allow

for computationally less expensive calculations. The results in fig. 6.12 show that

readout, reset and idling error, and the gate noise on the measurement circuit have a

negligible impact on the accuracy of the calculation and motivate our simplified noise

model. While idling noise can be seen to have a non-negligible effect on the accuracy

of our results – to a comparable extent as the gate noise on the ansatz circuit – we

also neglect it for our calculations, since the decoherence of idling qubits can be

mitigated reasonably efficiently in realistic applications [186].

Within our simplified noise model discussed in sec. 6.1.2 we first consider the

effect of reducing both 1- and 2-qubit gate error probabilities independently. This

corresponds to introducing the relative error probability factors f1Q and f2Q, which

we use to independently rescale the noise channel for each of the two gate types

according to equ. (6.5). We randomly selected Nseed = 5 optimal parameter sets

from the VQE calculations presented in sec. 5.4. As discussed, we re-evaluated the

energy at these parameters under varying levels of noise: we considered a grid of

20 logarithmically spaced values for both f1Q and f2Q. These simulations required

a total GPU time of tGPU ≈ 24 h. The results of fig. 6.14 and fig. 6.13 stress the

importance of considering the noise on both 1- and 2-qubit gates simultaneously. For

our VQE instance we find that even in the complete absence of 2-qubit gate errors
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Figure 6.13: Energy error, ∆E, plotted as a heat-map with respect to the 1- and 2-qubit gate rel-
ative error probabilities, f1Q and f2Q, averaged over repeated VQE calculations at each (f1Q, f2Q).
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Figure 6.14: Energy error, ∆E, as a function of 1-qubit gate relative error probabilities, f1Q,
neglecting 2-qubit gate errors, f2Q ≈ 0, and vice versa.

the 1-qubit gate fidelities of currently available devices are not sufficient to reach

anywhere close to chemical accuracy targets for the energy ∆E < ∆Echem, requiring

a relative reduction of error rates of f1Q ≈ 1×10−4. Similarly, in the absence of any

1-qubit gate errors chemical accuracy requires a reduction of f2Q ≈ 1 × 10−5. We

note that this is relatively unusual from a NISQ perspective where it is generally

assumed that 2-qubit gates are by far the limiting factor. The relatively “dense”

nature of our ansatz circuit (see sec. 5.2.2) leads to a comparatively high 1-qubit

gate count. After transpilation to the Sherbrooke native basis, the representative

ansatz circuits considered here have a depth ∼ 104, with ∼ 5× 103 native two-qubit

entangling gates (ecr) and ∼ 3 × 104 single-qubit gates in total (dominated by rz

and sx). Single-qubit gates can be seen to outnumber two-qubit gates by a factor

∼ 6 and errors in these gates therefore also have a relatively large impact on the

accuracy of our calculations.

Given the above discussion, we instead consider a noise model in which both 1-

and 2-qubit errors are simultaneously reduced, i.e. f = f1Q = f2Q. Based on the

results of fig. 6.15 we find that under this noise model a simultaneous reduction

of both 1- and 2-qubit errors by f ≈ 1 × 10−5 is necessary to reach the chemical

accuracy regime ∆E < ∆Echem. Similarly, as shown in fig. 6.16, chemical accuracy
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Figure 6.15: Energy error, ∆E, as a function of a combined 1- and 2-qubit gate relative error
probability, f = f1Q = f2Q.
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Figure 6.16: Force error, ∆F , as a function of a combined 1- and 2-qubit gate relative error
probability, f = f1Q = f2Q.
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Figure 6.17: Energy error, ∆E and molecular force error, ∆F , each normalised to their respective
chemical accuracy targets ∆Echem and ∆Fchem as a function of the gate relative error probability,
f .

for molecular forces, ∆F < ∆Fchem, requires a slightly less stringent error reduction

of f ≈ 1× 10−4.

The above results indicate that circuit noise presents a considerable hurdle for

chemically accurate simulations of our model, and that the required gate fidelities

lie well outside the regime of NISQ feasibility. The current gate error rates of the

IBM Sherbrooke QPU considered in our calculation are of order ∼ 10−4 and ∼ 10−2

for 1- and 2-qubit gates respectively. The required fidelity improvements of 4–5

orders of magnitude in the gate error probabilities represent physical error rates of

order ∼ 10−8 and ∼ 10−6. These targets are far beyond the capabilities of NISQ

devices and make realistic electronic structure calculation of our model completely

unfeasible on current and near term hardware.

From the viewpoint of electronic structure calculations, however, the results

are at least somewhat encouraging. In contrast to what is expected based on the

variational principle of sec. 2.2, and to what was observed with respect to shot

noise in sec. 6.3, in the current scenario molecular forces do not require any lower

gate errors to reach chemical accuracy than energies. As a matter of fact for our

particular problem instance ∆F < ∆Fchem is reached at f ∼ 1× 10−4, a lower gate
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fidelity than ∆E < ∆Echem at f ∼ 1 × 10−5. As discussed in sec. 6.2.2, this is a

result of the absence of a variational principle with respect to the error introduced by

stochastic circuit noise. This is clearly demonstrated in fig. 6.17 where both energies

and molecular forces can be seen to obey a linear scaling as the error probability is

decreased, ∆E/∆F ∼ O(f). This in stark contrast to standard electronic structure

theory, based on which it might be expected that molecular forces require greatly

increased computational effort – in the current scenario corresponding to reduced

gate error probabilities – compared to energies. While a variational advantage for

energies is usually considered favourable in standard electronic structure theory,

its absence under stochastic circuit noise implies that the limitations imposed by

circuit noise and poor performance of VQE in realistic calculations do not deteriorate

further when molecular forces are considered.

6.5 Conclusion

In this chapter we quantified the impact of finite-shot expectation value estimation

and gate execution under realistic circuit noise, individually, on the accuracy of

VQE calculations for the SSH model, in each case benchmarking both energies and

molecular forces as the shot budget, M , and relative gate error probabilities, f ,

are increased/decreased respectively. We also analysed our results from a viewpoint

of standard electronic structure theory, drawing more general conclusions about

the applicability of VQE to realistic electronic structure calculations, as well as

discussing the importance of considering molecular forces for realistic benchmarks

of VQE calculations, focusing in particular on the (in-)applicability of the variational

principle.

We found that for our implementation, chemically accurate energies lie on the

verge of feasibility in the shot-noise-limited setting: the required total measurement

cost corresponds to an estimated QPU run-time of order ∼ 1 yr. Under reasonable

assumptions of improvements in both algorithmic performance and quantum hard-

ware, this does not by itself rule out realistic energy calculations for the present

model. In contrast, chemically accurate molecular forces are far more strongly con-

strained by a finite shot budget and require a dramatic increase in M . The resulting

run-time estimate of order ∼ 1 × 108 yr renders the calculation of molecular forces

completely infeasible within our problem instance and VQE implementation.

Although the precise numerical thresholds reported here are specific to the

present model, ansatz, and implementation, we can draw several more general and

qualitative conclusions. Since molecular forces constitute a substantially more strin-
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gent target than energies, their consideration is important in exposing limitations

of the VQE implementation for realistic electronic structure calculations. In our

implementation they highlight not only the issue with optimisers such as SPSA –

whose slow convergence and hyper-parameter sensitivity become prohibitive in the

high-accuracy regime – but also the need for robust, systematically convergent, and

largely problem-agnostic optimisation methods such as L-BFGS. Furthermore, the

inclusion of molecular forces (or other response properties) is essential when assess-

ing the feasibility of VQE for realistic electronic-structure calculations; energy-only

benchmarks can substantially underestimate the true quantum resource require-

ments. More fundamentally, our results and discussion demonstrate that, under

hardware-compatible measurement protocols, the loss of the energy’s zero-variance

behaviour can present a severe limitation to the accuracy achievable for molecular

forces and other non-variational response quantities.

Within our simplified circuit-noise model, we found that chemically accurate

simulations require substantial improvements in gate fidelities, far beyond NISQ

feasibility and well within the regime of fault-tolerant quantum computing: chemi-

cally accurate energies require a reduction of gate error probabilities by f ≈ 1×10−5,

while chemically accurate molecular forces require a slightly less stringent threshold

f ≈ 1 × 10−4. Relative to current device-calibrated error rates, these thresholds

correspond to 2-qubit gate error rates below 10−6, placing the present calculation

well outside the regime of NISQ feasibility and instead requiring fault-tolerant op-

eration. These fidelity requirements make chemically accurate simulations of our

problem instance and VQE implementation infeasible in the near term.

Again we stress that the precise numerical thresholds reported here are highly

problem specific. From the viewpoint of electronic structure calculations, however,

it is notable that circuit noise did not impose an additional accuracy degradation

for molecular forces beyond that already present for energies: the force target is

reached at a comparable, and in our instance even slightly less stringent, fidelity

threshold than the energy target. Fundamentally, this reflects the absence of a

variational principle for the mixed-state deviations induced by stochastic gate noise.

Consequently, should hardware fidelities eventually enter a regime where chemically

accurate energies become accessible for this ansatz class, force-based applications

such as geometry optimisation may become feasible without incurring the extreme

separations in required resources observed in the finite-shot analysis.

Within our simplified circuit-noise model, we found that chemically accurate

energies require considerable simultaneous improvements in both 1- and 2-qubit

gate fidelities. Varying the two error classes independently shows that neither can be
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treated as parametrically negligible for the present ansatz: even in the absence of 2-

qubit gate errors, the energy remains far outside chemical accuracy unless the 1-qubit

error probabilities are reduced by f1Q ≈ 1× 10−4, and conversely chemical accuracy

requires f2Q ≈ 1×10−5 even if 1-qubit errors are neglected. Under the more realistic

assumption of a uniform improvement factor, f = f1Q = f2Q, chemical accuracy is

reached only at f ≈ 1× 10−5 for energies and at the slightly less stringent threshold

f ≈ 1× 10−4 for molecular forces. Relative to current device-calibrated error rates,

these thresholds correspond to improvements of ∼ 4–5 orders of magnitude in gate

error probabilities, placing the present calculation well outside the regime of NISQ

feasibility and instead in a regime that would require fault-tolerant operation and/or

dramatic advances in hardware-level fidelities.

From the viewpoint of electronic structure calculations, however, it is notable

that circuit noise does not impose an additional penalty for molecular forces be-

yond that already present for energies: the force target is reached at a comparable,

and in our instance even less stringent, fidelity threshold than the energy target.

This reflects the absence of a variational stationary principle for the mixed-state

deviations induced by stochastic gate noise, for which both ∆E and ∆F exhibit

an approximately linear dependence on f . Consequently, should hardware fidelities

eventually enter a regime where chemically accurate energies become accessible for

this ansatz class, force-based applications such as geometry optimisation may be-

come feasible without the extreme separations in hardware requirements observed

in the finite-shot analysis.

Finally, we emphasise that the two noise sources investigated here were treated

in isolation to enable clear attribution of their respective limitations. In realistic

NISQ calculations and experiments, finite-shot sampling and circuit noise will act

simultaneously and may compound non-trivially, such as for example through the

appearance of noise-induced barren plateaus [187] so that our thresholds for chemical

accuracy should be interpreted as optimistic lower bounds on the resources and fi-

delities required for chemically accurate energy and force calculations for the present

model and ansatz. Finally, we note that while fault-tolerant quantum computing

may ultimately address the circuit-noise limitations by enabling effectively noiseless

logical operations, it does not remove the need for finite-sample expectation-value

estimation: even in a fault-tolerant setting, observable estimates would still suffer

from shot noise and remain subject to severe limitations imposed on chemically

accurate simulations.



Chapter 7

Conclusion

In this thesis we set out to assess the prospects of using the variational quantum

eigensolver (VQE) for useful and realistic electronic structure calculations in the

NISQ era, in particular from a viewpoint of an electronic structure practitioner. A

central motivation for studying trans-polyacetylene (TPA) is that it sits in a regime

that is not only industrially relevant and non-trivial from a chemistry and physics

perspective, but also amenable to quantum simulations using a simple description

by the Su–Schrieffer–Heeger (SSH) model. This provides a compact Hamiltonian

that retains the essential interplay between electronic correlation and geometry, and

– crucially for the aims of this work – admits the evaluation of molecular forces, an

under-investigated component of VQE calculations and a key step towards realistic

electronic structure calculations.

In Chapter 5 we detailed our VQE implementation and demonstrated the ability

to reach chemical accuracy for both energies and molecular forces in ideal simulations

of the SSH model. We found that from a pure ansatz expressivity viewpoint energies

and molecular forces require almost the same quantum resources since the ansatz

circuit used displays a unique behaviour known as a computational phase transition,

which allows the preparation of an effectively exact ground state at no additional

cost. From a standard electronic structure theory viewpoint this behaviour is not

only highly unusual but also beneficial; it allows chemically accurate molecular forces

to be calculated at negligible overhead – in spite of the applicability of the variational

principle – and obviates the need for the calculation of non-variational response

forces.

When finite sampling and realistic gate noise are introduced in Chapter 6, we

found the practically useful calculation to lie well beyond the regime of NISQ feasibil-

ity. In the shot-noise-limited setting we found that chemically accurate energies are

only marginally within reach in terms of total measurement cost, whereas chemically

150
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accurate molecular forces become completely infeasible under the same considera-

tions, with resource estimates increasing by many orders of magnitude. From a

viewpoint of standard electronic structure theory our results are surprisingly poor,

a fundamental limitation explained by the breaking of the zero-variance property

in the VQE setting. In the circuit-noise-limited setting, we similarly found that

chemically accurate predictions require improvements in gate fidelities by several

orders of magnitude relative to current error rates, placing the calculation firmly

in a regime that would require fault-tolerant operation and/or dramatic advances

in hardware-level performance. Taken together, these results imply that, for the

present SSH instance and VQE implementation, chemically meaningful simulations

are very much outside the NISQ and near-term feasible regime.

A key contribution of this thesis is that our feasibility assessment is carried out

explicitly from the viewpoint of molecular forces and the variational principle, rather

than from an energy-only benchmarking perspective. From an electronic structure

practitioner’s viewpoint, the evaluation of molecular forces is an important part of

realistic electronic structure calculations. They frequently require the inclusion of

subtle non-variational response terms and a considerable increase in computational

resources required to reach chemical accuracy. Our results show that molecular

forces are crucial for analysing the feasibility of VQE for realistic electronic struc-

ture calculations: while in ideal simulations we found molecular forces to effectively

come “for free”, in realistic calculations we found that energy-only benchmarks can

substantially underestimate the true quantum resources needed for chemically rele-

vant workflows. At the same time, our results provide a more nuanced analysis of

the variational principle and its applications and consequences in VQE, in particu-

lar with respect to the calculation of molecular forces and how they are affected by

various ways in which realistic VQE simulations break standard electronic structure

behaviours.

Finally, we conclude that based on our work, TPA, and the SSH model in par-

ticular, is a valuable benchmark system for the feasibility of VQE calculations. It

occupies a productive middle ground between idealised lattice models and ab ini-

tio molecular Hamiltonians. As we have shown, molecular forces are an important

consideration when assessing VQE simulations for realistic electronic structure ap-

plications. While within our implementation we do not find NISQ simulations of the

SSH model to be feasible, it nonetheless provides an attractive platform on which to

test the improvements in both algorithms and hardware. We therefore expect that

further systematic study of the SSH model will be valuable in establishing more rep-

resentative and realistic VQE calculations, as well as in guiding the development of
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algorithmic and hardware advances required before quantum computers can deliver

chemically meaningful simulations of realistic molecules and materials.
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Meyer, J. A. Montañez-Barrera, R. Moyard, Z. Niu, L. J. O’Riordan, S. Oud,

A. Panigrahi, C.-Y. Park, D. Polatajko, N. Quesada, C. Roberts, N. Sá, I.
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Appendix A

Bond-centred TPA Model

While the SSH model is able to explain many of the features observed in TPA, it

is an independent electron model that does not include any two-body interaction

terms and hence cannot account for electronic interactions beyond renormalisation

of the non-interacting Hamiltonian parameters. A more accurate model of TPA has

to include additional terms to further account for this interaction.

In second quantisation the electronic interaction Hamiltonian takes the general

form:

He-e =
∑

i,j,k,l,σ,σ′

Uijklc
†
i,σc

†
j,σ′ck,σcl,σ′ (A.1)

where Uijkl = ⟨ψi(x), ψj(x
′)|Ve−e(|x−x′|)|ψk(x)ψl(x

′)⟩ is the matrix element of the

(possibly screened) Coulomb repulsion and creation and annihilation operators now

explicitly include spin indices. Generally, only a very small set of terms in this sum

is included. In the famous Hubbard Hamiltonian the electronic interaction is greatly

simplified, retaining only an on-site repulsion Uiiii ≡ U . In the extended Hubbard

Hamiltonian the direct interaction Uijij ≡ V between nearest neighbour pairs ⟨ij⟩
is also included yielding:

He-e =
∑
i

Uni,↑ni,↓ +
∑
⟨ij⟩

V ninj (A.2)

where ni,σ = c†i,σci,σ is the occupation number operator and ni =
∑

σ ni,σ. These

two terms, oftentimes referred to simply as U and V , are the terms most commonly

included to account for electronic repulsion.

It would be desirable if we were able to appropriately account for the electronic

interaction using only an additional U term, since by itself it already leads to an

immense increase in complexity. Addition of a V term would not only increase the

complexity of the model even further, but also make the parametrisation of the model

172
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itself more difficult. While parameterising U from DFT+U calculations [63] has

become a relatively standard task, parameterising V from DFT+U+V calculations

[188] is a much less well established procedure. To this end we investigate whether a

bond-centred model is able to capture the relevant physics in a less complex model.

In a chemical picture simultaneous occupation of neighbouring lattice sites is

roughly equivalent to double occupation of a bonding orbital: a double bond. The

V term which penalises simultaneous occupation of neighbouring lattice sites can

therefore be expected to be somewhat equivalent to a U term penalising double

occupation of a bonding orbital. This motivation can be expressed slightly more

mathematically using a simple tight-binding chain, by considering the mapping of

the U term between a lattice site basis and a new basis of bonding orbitals between

neighbouring sites:

|ψi⟩ =
1√
2

(|ϕn⟩+ |ϕn+1⟩) (A.3)

Under this simple basis transformation the U term in the new bonding basis, Ũ , is

given by:

Ũ = Ũiiii = ⟨ψi, ψi|V̂e-e|ψi, ψi⟩ = (A.4)

1

4

(
⟨ϕi, ϕi|+ ⟨ϕi, ϕi+1|+ ⟨ϕi+1, ϕi|+ ⟨ϕi+1, ϕi+1|

)
V̂e-e(

|ϕi, ϕi⟩+ |ϕi, ϕi+1⟩+ |ϕi+1, ϕi⟩+ |ϕi+1, ϕi+1⟩
)

This term can be seen to include contributions from both the U = Uiiii and V =

Vii+1ii+1 terms of the original lattice site basis. Additionally, it also includes other

contributions from exchange terms of the form Uijji and “off-diagonal” terms Uijjj

between neighbouring sites j = i+1. These terms are oftentimes neglected in simple

models, even though their magnitude can be comparable to the standard U and V

terms [189]. A bond-centred model that includes only a U term might therefore be

able to account for physics beyond a simple atom-centred model that also includes

only a U term.

A.1 Independent Electron Models

An important quality that a bond-centred model should have, is that it reproduces

the independent electron behaviour of the original model. Motivated by the previous

discussion, we therefore first consider equivalence between an independent electron

bond- and atom-centred model.
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The Hamiltonian of each system is given by:

HAtom =
∑
n

{
ϵ · (c†n,Acn,A + c†n,Bcn,B) + (u · c†n,Acn,B + v · c†n,Bcn+1,A + h.c.)

}
(A.5)

HBond =
∑
n

{
g · c̃†n,Ac̃n,A + h · c̃†n,B c̃n,B + t · (c̃†n,Ac̃n,B + c̃†n,B c̃n+1,A + h.c.)

}
(A.6)

where c†n,A/B and c̃†n,A/B are used to distinguish the creation and annihilation oper-

ators in the two models.

The atom-centred model is the standard SSH model, equ. (3.7), where we have

now explicitly included an onsite energy ϵ for each orbital. As the orbitals are

considered to be situated on each carbon atom, the environment on each site is

equivalent, but the separation between neighbouring sites is staggered. As such,

the onsite energies are constant while the hoppings are staggered. In the bond-

centred model, however, the orbitals are situated on the bonds. Therefore, the

environment of the single and double bond sites are different, while the separation

between neighbouring bond sites is constant. This leads to a situation in which the

onsite energies are staggered, while the nearest neighbour hoppings are all equal,

the reverse of the atom-centred model.

Exact equivalence between the two models would require a unitary basis trans-

formation which, when applied to the basis states of the atom-centred model,

transforms the atom-centred Hamiltonian HAtom into the bond-centred Hamilto-

nian HBond. The existence of such a transformation immediately implies that the

Hamiltonians have the same bandstructures. Similarly, equal bandstructures imply

the existence of such a transformation. In matrix language, this is because if U and

Ũ are the matrices diagonalising HAtom and HBond to the same diagonal matrix Λ,

then UŨ† transforms between the two Hamiltonians:

(UŨ†)†HAtom(UŨ†) = ŨU†HAtomUŨ† = ŨΛŨ† = HBond (A.7)

Since both Hamiltonians are periodic, after forming the Bloch basis states this

reduces to finding a basis transformation between the single particle momentum
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space Hamiltonian matrices HAtom(k) and HBond(k):

HAtom(k) =

[
ϵ u+ ve−ika

u+ ve+ika ϵ

]
(A.8)

HBond(k) =

[
g t(1 + e−ika)

t(1 + e+ika) h

]
(A.9)

where a is the lattice constant of the unit cell and we have assumed u, v, t ∈ R. The

dispersion relations for the two models are given by:

EAtom(k) = ϵ±
√
u2 + v2 + 2uv cos (ka) (A.10)

EBond(k) =
h+ g

2
± 1

2

√
(h+ g)2 − 4hg + 8t2(1 + cos (ka)) (A.11)

The two band-structures can be made exactly equal when the parameters of the

bond-centred model are chosen based on the atom-centred parameters as:

g = ϵ+ u− v h = ϵ+ v − u t =
√
uv (A.12)

with a resulting Hamiltonian:

HBond(k) =

[
ϵ+ u− v √

uv(1 + e−ika)
√
uv(1 + e+ika) ϵ+ v − u

]
(A.13)

When this is fulfilled a basis transformation between the the two momentum

space Hamiltonians can be constructed easily as U(k)Ũ†(k), where U(k) and Ũ(k)

are the matrices diagonalising HAtom(k) and HBond(k) respectively. Inverting the

Bloch function construction then gives a transformation between the real space

Hamiltonians, expressing the bond-centred orbitals c̃†n,A/B in terms of the atom-

centred orbitals c†n,A/B as:

c̃†n,A =
∑
m

∫ +π/a

−π/a
dke−ik(n−m)a

[
U(k)Ũ(k)†

]
AA
c†m,A +

[
U(k)Ũ(k)†

]
BA

c†m,B

c̃†n,B =
∑
m

∫ +π/a

−π/a
dke−ik(n−m)a

[
U(k)Ũ(k)†

]
AB

c†m,A +
[
U(k)Ũ(k)†

]
BB

c†m,B

(A.14)

This transformation is a specific example of a Wannier function construction (see

sec. A.2) for the Hamiltonian HAtom. The matrix U(k) forms the Bloch eigenfunc-

tions of HAtom(k), and Ũ†(k) forms new quasi-Bloch states out of the conduction

and valence band Bloch eigenstates and can be identified as being the gauge matrix.
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However, unlike in the usual construction of Wannier functions the gauge matrix

cannot be chosen freely. Rather, it is mostly fixed by the form of the Hamiltonian

that we want our new tight-binding basis to display. A small amount of gauge free-

dom still exists as the eigenvectors of HBond(k) making up Ũ(k) are only fixed up

to an arbitrary global phase. As such, the transformation is given by:

UA−B(k) = U(k)Θ(k)Ũ†(k) (A.15)

where Θ(k) is a diagonal unitary matrix, that is, containing phase factors on the

diagonal.

As is usual in the construction of Wannier functions, we want our new bond-

centred orbitals to be exponentially localised. As discussed in sec. A.2, the require-

ment for exponential localisation are smooth and periodic quasi-Bloch functions.

Applied to our case above we therefore require that the momentum space transfor-

mation UA−B(k) is smooth and periodic across the whole Brillouin zone, a condition

most easily (but not only) achieved by imposing the same condition on U(k), Θ(k),

and Ũ†(k) individually.

The existence of smooth and periodic diagonalising matrices U(k) and Ũ(k) is

equivalent to the existence of smooth and periodic Bloch eigenfunctions of HAtom(k)

and HBond(k). As discussed in sec. A.2, the existence of smooth and periodic quasi-

Bloch functions is guaranteed for any time-reversal system. However, only in the

case of completely isolated bands, where quasi-Bloch states are also eigenfunctions,

does this guarantee the existence of smooth and periodic Bloch-eigenstates. Both

conditions, time-reversal symmetry and isolated bands, are fulfilled in our case and

we expect to be able to construct the diagonalising matrices to be smooth and

periodic.

Depending on the diagonalisation procedure used, many problems can occur in

the explicit construction of smooth and periodic eigenfunctions. As an example, a

“naive” diagonalisation of HAtom(k) might yield eigenvectors given by:

v
c/v
Atom(k) =

(
±
√
u+ ve−ika√
u+ ve+ika

)
(A.16)

While both conduction and valence bands (+/−) are smooth and periodic eigen-

functions when |u| > |v|, when |u| < |v| the complex argument of the square-root

encircles the branch point of
√
z at z = 0 as k varies across the Brillouin zone.

This will break the periodicity due to a discontinuity at ka = π ≡ −π. Similarly a
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possible set of eigenvectors of HBond(k) is given by:

v
c/v
Bond(k) =

(
u− v ±

√
u2 + v2 + 2uv cos(ka)
√
uv(1 + eika)

)
(A.17)

Conduction and valence bands (+/−) are again smooth and periodic. However,

depending on the relative magnitude of u and v, one of them becomes the zero

vector at the zone-boundaries, and therefore normalising the above eigenvectors

introduces a discontinuity at that point, breaking periodicity and/or smoothness.

An appropriate set of unnormalised smooth and periodic eigenvectors for both

Hamiltonians is given by:

v
c/v
Atom(k) =

(
±
√
u2+v2+2uv cos(ka)

u+veika

1

)
(A.18)

vvBond(k) =

(
(u− v)−

√
u2 + v2 + 2uv cos(ka)

√
uv(1 + eika)

)
(A.19)

vcBond(k) =

( √
uv(1 + e−ika)

−(u− v) +
√
u2 + v2 + 2uv cos(ka)

)
(A.20)

The above atom-centred eigenvectors v
c/v
Atom(k) can be normalised while maintaining

smoothness and periodicity for any values of u and v. The bond-centred eigenvectors

v
c/v
Bond(k), however, can only be normalised (are non-zero at all points ka) when u < v;

therefore we will from now on restrict discussions to that case. Comparing with equ.

(A.5) and assuming that both u, v < 0 the hopping is more negative between lattice

sites in the same unit cell and as such this is the scenario in which the unit cell is

centred on the double bond.

Using equ. (A.14) with U = (vvAtom(k),vcAtom(k)) and Ũ = (vvBond(k),vcBond(k))

the new bond-centred eigenfunctions can be constructed numerically, examples of

which are shown in fig. A.1. As constructed the Wannier function are nicely lo-

calised. They also show the oscillations typical for Wannier functions far from the

central lattice sites, which ensure orthogonality between the Wannier functions cen-

tred on different sites. However, they do not show any nice symmetry properties. As

discussed in sec. A.2 it is often desirable to construct Wannier functions which rep-

resent the symmetry operations of the underlying crystal. It is therefore reasonable

to ask whether we can construct them to also have some additional symmetry.

The desired symmetry of the Wannier functions places symmetry conditions on

the quasi-Bloch states they are constructed out of. These conditions are known

as the induced representations of site-symmetry groups [190]. While for a general
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Figure A.1: Wannier functions constructed numerically according to equ. (A.14) using parame-

ters u = −4 and v = −3. Depicted is the amplitude of the new basis states (a) c̃†A and (a) c̃†B on

each of the original lattice sites c†A/B . Interpolated lines are for visualisation purposes and do not

represent any physical observable.

three dimensional crystal these conditions can become quite involved, in the case of

a one dimensional model such as the SSH model they become exceedingly simple.

In one dimension the only possible point symmetry beyond the identity is inversion

symmetry. As such, the only two possible choices for symmetry adapted Wannier

functions are either inversion symmetric pairs or inversion (anti-)symmetric func-

tions. Constructing Wannier functions (anti-)symmetric under inversion requires:

P̂ |w±,n⟩ = ±|w±,n⟩ → P̂ |ψ̃±,k⟩ = ±|ψ̃±,−k⟩ (A.21)

while constructing inversion symmetric Wannier function pairs instead requires:

P̂ |w1/2,n⟩ = |w2/1,n⟩ → P̂ |ψ̃1/2,k⟩ = |ψ̃2/1,−k⟩ (A.22)

While both symmetry and exponential localisation are desirable properties for

Wannier functions, satisfying both is less than trivial. The existence of such Wan-

nier functions has even recently been used as a definition for topological crystalline

insulators [191]. However, in the special case of isolated bands in systems that are

both time reversal symmetric and inversion symmetric, it is a well known result that

the Wannier function belonging to the isolated band can be constructed to be both

(anti-)symmetric and exponentially localised [192, 193]. These conditions are both

fulfilled by the atom- and bond-centred Hamiltonians, equ. (A.5) and (A.6).

In the particular case of the atom-centred SSH model the inversion symmetry

acts in real space as P̂ c†n,A = c†−n,B, or on the tight-binding Bloch basis of equ. (3.4)

as P̂ c†k,A = c†−k,B. As a result the symmetry condition for the components of the
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Figure A.2: (a) Symmetric and (b) anti-symmetric Wannier functions constructed numerically
using parameters u = −4 and v = −3. Depicted is the amplitude of the new basis states each of
the original lattice sites. Interpolated lines are for visualisation purposes and do not represent any
physical observable.

eigenvectors of HAtom(k) is

vAtom,A(k) = ±vAtom,B(−k) (A.23)

For the case of u < v with u, v < 0 an appropriate choice of (anti-)symmetric and

smooth Bloch eigenfunctions is:

v
c/v
Atom(k) =

(
±
√
−u− ve−ika√
−u− ve+ika

)
(A.24)

The corresponding real space Wannier functions are shown in fig. A.2.

However, in our particular Wannier function construction, equ. (A.14), the atom-

centred Bloch eigenfunctions are followed by a gauge transformation determined by

the form of the bond-centred Hamiltonian and its eigenfunctions. In order for a

gauge transformation of already (anti-)symmetric Bloch eigenstates to construct new

(anti-)symmetric quasi-Bloch functions, the gauge has to fulfil certain properties:

|ψ̃′
±,k⟩ = α(k)|ψ̃+,k⟩+ β(k)|ψ̃−,k⟩ (A.25)

Specifically, α(k) and β(k) have to be even and odd (or odd and even) respectively

to form new symmetric (anti-symmetric) wavefunctions.

Unfortunately, as can be seen from the form of the bond-centred eigenfunctions

equ. (A.18) which constitute the gauge transformation Ũ† = (vvBond(k),vcBond(k))†,

this conditions is not fulfilled. The identified gauge freedom in equ. (A.15) cannot

be used to fulfil this condition either, as it is restricted to a diagonal matrix of

phase factors. As a result it is not possible for our particular construction to yield

bond-centred Wannier functions that are additionally also (anti-)symmetric under
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inversion.

A.2 Wannier Functions

Wannier functions can be considered a basis transformation from momentum space

Bloch functions to real space tight-binding functions, that is, back to a basis that

explicitly shows the translational symmetry of the crystal ⟨r|w0⟩ = ⟨r − R|wR⟩.
With the added condition that the tight-binding basis should be orthonormal, the

Wannier functions associated to an isolated group of N bands, |ψn,k⟩ can be defined

as [194]:

|wn,R⟩ =

∫
BZ

dk e−ik·RUnm(k)|ψm,k⟩ =

∫
BZ

dk e−ik·R|ψ̃m,k⟩ (A.26)

where n,m = 1, 2, . . . , N , Unm(k) is an N ×N unitary matrix referred to as gauge

(matrix), and |ψ̃m,k⟩ are referred to as quasi-Bloch functions. For the case of a simple

isolated band Unm(k) = U(k) = eiϕ(k), which can be recognised as simply being the

freedom of choosing the global phase of a wavefunction. The gauge freedom makes

the Wannier function construction highly non-unique.

An important property of Wannier functions is their localisation. If the quasi-

Bloch functions are chosen to be smooth and periodic functions of k across the

whole Brillouin zone, then the Wannier functions calculated via the Fourier trans-

form will be exponentially localised. However, due to the highly non-unique nature

of the Wannier functions, problems concerning the existence and construction of

exponentially localised ones have hindered their application for many decades. The

introduction of a variational approach to Wannier functions that minimises a spe-

cific spread functional, the maximally localised Wannier function construction [195],

has made wide-spread computational use possible. They have found many applica-

tions including interpolation of bandstructures [196], calculation of polarisation and

magnetisation [197, 198], and allowing interpretation in terms of localised chemical

bonding orbitals [195]. The question of the mathematical existence of exponentially

localised Wannier functions in general bandstructures (any dimension up to three

and any number of bands) has only recently been solved and has been shown to be

intimately related to the topological properties of the bandstructure. The main re-

sult being that in time-reversal symmetric systems smooth and periodic quasi-Bloch

states can be formed for any group of bands in any dimension d ≤ 3 [199].

Oftentimes the symmetry properties of Wannier functions are also considered

[190], specifically that they respect the symmetry of the underlying crystal, e.g. in

centrosymmetric crystals they are even or odd under inversion or come in inversion
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pairs. Symmetry adapted Wannier functions can be useful: for example they provide

a more physical and intuitive picture, or explicitly retain the crystal symmetry

during nearest neighbour approximations.

A.3 Interacting Electron Models

The basis transformation constructed in sec. A.1 transforms between the two inde-

pendent electron Hamiltonians. If the full electronic interaction, equ. (A.1), were

included in both interacting models, the basis transformation would still provide an

exact equivalence between them. However, as exemplified in equ. (A.4), once the

electronic interaction Hamiltonian is truncated in both models, exact equivalence is

no longer guaranteed. The onsite U term in one model will can be mapped under a

basis transformation c̃†i,σ =
∑

j Cijc
†
i,σ onto higher order electronic interaction terms

in the other model:

He-e =
∑
i

Uñi,↑ñi,↓ =
∑
i

Uc̃†i,↑c̃
†
i,↓c̃i,↑c̃i,↓ (A.27)

=
∑
i,j,k,l

U

(∑
p

CpiCpjC
∗
pkC

∗
pl

)
c†i,↑c

†
j,↓ck,↑cl,↓ (A.28)
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Figure B.1: Representative SPSA convergence traces of energy error, ∆E, for a selected VQE
calculation at different shot budgets, M
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Figure B.1: Representative SPSA convergence traces of energy error, ∆E, for a selected VQE
calculation at different shot budgets, M (continued).
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Figure B.2: Representative L-BFGS convergence traces of energy error, ∆E, for a selected VQE
calculation at different shot budgets, M



186 Quantum Simulations of Conducting Polymers

0 20 40 60 80 100

Iteration

10−4

10−3

10−2

10−1

100

101

E
n

er
gy

E
rr

o
r

[e
V

]

Chemical Accuracy

Noise Floor

(e) 1011 shots

0 20 40 60 80 100

Iteration

10−5

10−4

10−3

10−2

10−1

100

101

E
n

er
gy

E
rr

o
r

[e
V

]

Chemical Accuracy

Noise Floor

(f) 1012 shots

0 25 50 75 100 125 150

Iteration

10−6

10−5

10−4

10−3

10−2

10−1

100

101

E
n

er
gy

E
rr

o
r

[e
V

]

Chemical Accuracy

Noise Floor

(g) 1013 shots

Figure B.2: Representative L-BFGS convergence traces of energy error, ∆E, for a selected VQE
calculation at different shot budgets, M (continued).
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