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Abstract

Molecular-level simulations are crucial in deepening our understanding of complex systems in the

energy sector. Computational techniques such as density functional theory (DFT) and molecular

dynamics (MD) help uncover the physical, chemical, electronic, and morphological characteristics

of materials interfaces such as the thin films formed from lubricant additives, solid electrolyte

interphases (SEIs), energy storage devices, catalysts, and porous media. However, traditional MD

simulations are computationally demanding and are limited to timescales of roughly a few microsec-

onds (μs). In this thesis, we introduce a hybrid off-lattice kinetic Monte Carlo/molecular dynamics

(kMC/MD) scheme capable of extending simulation timescales beyond the temporal limits of MD.

The scheme can describe elementary atomistic processes such as reactions, adsorption/desorption,

or diffusion. The introduced kMC/MD model was utilised to investigate the thermal decomposi-

tion of tricresyl phosphate (TCP) on iron. Kinetic, chemical, and morphological results generated

from the model agree well with previous experimental and MD simulation results. Additional

spacer layer imaging method (SLIM) and x-ray photoelectron spectroscopy (XPS) experiments

were performed to further validate the thermal decomposition model. It was found that the upper

layer of the thin film from TCP was rich in carbon-based and iron oxide compounds with dimin-

ished phosphate content. On the other hand, the film growth rates were in good agreement with

rates reported in other studies and the hybrid kMC/MD predictions. The model was extended to

a general hybrid off-lattice kMC/MD simulator called PAPRECA. PAPRECA is fully parallelised

and distributed under an open-source license. The developed software is used for the fine-tuning of

the thermal decomposition model and the investigation of the effects of temperature and diffusion

hopping distance. Finally, a PAPRECA model for accelerated hybrid kMC/MD simulations on

the mechanochemical decomposition of TCP is presented and compared to existing MD studies.
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Chapter 1

Introduction

1.1 Motivation and impact

Climate change is one of the major challenges that humanity faces. National and international

regulations are established to ensure a livable climate for future generations and mitigate the effects

of human activities on global warming. Nonetheless, current projections by the United Nations (as

of 2025) show that global greenhouse gas emissions will only be reduced by 2.6 per cent by 2030.

Note that, to accomplish the goals outlined by the Paris Agreement, greenhouse gas emissions

must be lowered by 45% by 2030.

The energy sector is responsible for approximately 75% of the global greenhouse gas emissions

[1]. Therefore, the mobilisation of researchers in the energy sector is paramount to reaching net-

zero CO2 targets introduced by governments. Specifically, scientists and engineers must not only

contribute towards clean and alternative energy solutions but also in the direction of elevating

the efficiency of existing technologies. Examples include, but are not limited to, the reduction

of frictional losses in key energy systems (engines, bearings, and tyres), increase of the efficiency

of combustion engines as well as electric motors, enhancement of the stability and prolonging of

lifetime of materials, boosting of capacity in storage devices (e.g., batteries), and lowering of the

greenhouse gas emissions associated with the extraction, storage, and transportation of fuels.

Optimisation of the aforementioned processes demands tools capable of providing in-depth in-

sights into materials interfaces at the molecular level [2]. Various computational methods possess

the necessary accuracy and can be utilised to investigate the properties and behaviour of energy

systems under different environmental conditions (e.g., temperature and pressure). Nevertheless,

such methods are numerically expensive, with the relevant computational cost typically being

proportional to the accuracy of the method. As such, simulation tools with molecular-level res-

olution are not suitable when it comes to investigating long timescales (e.g., seconds, minutes,

and hours) or large systems (e.g., volumes in the order of mm3), even with the use of modern su-

percomputers [3]. The inability of traditional methods with molecular-level resolution to capture

the physicochemical processes occurring at materials interfaces over experimentally relevant time-

and length-scales limits progress in materials research. This creates obstacles in the direction of

accomplishing goals established by environmental policies.

This work is predominantly motivated by the necessity for an open-source multiscale com-

putational tool capable of performing molecular-resolution simulations on energy interfaces over
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1.2. Research objectives

experimentally relevant timescales. Emphasis is given to the importance of scalability and compu-

tational efficiency in software engineering. We understand that every additional simulated second

bridges even further the gap between experimental and modelling timescales.

This work is associated with the Interface with the future underpinning science to support

the energy transition (InFUSE) EPSRC Prosperity Partnership. InFUSE is an interdisciplinary

project between Imperial, Shell, and Diamond Light Source, which investigates interfaces linked

to geomaterials, catalysts, mobility, and lubrication. As part of InFUSE, the present PhD work

aims to provide fellow scientists and engineers with a user-friendly, flexible, and extensible software

suitable for simulations of molecular-level resolution at experimentally relevant timescales. Such

software will be useful not only to the modellers but also to the experimentalists involved in the In-

FUSE project. The software will provide means for validation as well as a thorough understanding

of atomistic phenomena at energy interfaces. Most importantly, a novel multiscale workflow can

shed light on the link between atomistic processes and long-timescale properties of energy inter-

faces. Moreover, a novel multiscale methodology is essential for the industrial partners of InFUSE.

Specifically, the efficiency of existing systems can be elevated through simulation-experimentation-

industrial application cycles. Overall, InFUSE promises to aid the UK government in achieving

its net-zero targets by providing sustainable solutions in the energy sector through a thorough

understanding of materials interfaces. Consequently, this PhD work and its active involvement

in the InFUSE partnership can benefit society and global efforts to mitigate the environmental

impact of human activities.

The current project is linked to the lubricants and e-fuels branch of the inFUSE project. As

such, the development of the multiscale package will be oriented towards applications of interest

in tribology and lubrication. A user-friendly and open-source multiscale package with molecular-

level resolution is necessary for tribologists and surface scientists. It will enable long-timescale

investigations on lubricated contacts and virtual screening of next-generation lubricants. The latter

becomes increasingly important due to the immediate need for ashless oils, as the decomposition

of lubricants from existing formulations can lead to highly toxic (for humans, ecosystems, and the

environment) deposits containing heavy metals. Effectively, a novel multiscale package is demanded

by the tribology community to shed light on interfacial phenomena governing lubricated surfaces

and their connection to key properties of tribological interest. Such properties include, but are

not limited to, surface roughness, elemental composition, film-growth rates, bonding environment,

or even viscosity. Additionally, a multiscale methodology is necessary to bridge the gap between

experiments and theory, as experimentally relevant timescales are not attainable by traditional

methods of molecular-level resolution. Overall, this project promises to provide tools for lubrication

scientists and engineers to holistically study complex tribological systems of multiphysics and

multiscale character.

1.2 Research objectives

The overarching goals of this work are the development and validation of a multiscale methodol-

ogy that enables computationally efficient simulations at key materials interfaces of the energy sec-

tor. The developed model aims to unlock molecular-level resolution simulations at long timescales

(i.e., seconds, minutes, and hours), bridging the gap between theory and experiments. A series of
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Chapter 1. Introduction

specific research objectives is established to address the overarching goal:

1. Identify a key application in tribology and lubrication. Thorough understanding of

the physics associated with this application should demand long-timescale insights from a

multiscale methodology. The key application will be used as a proof of concept to test the

proposed modelling framework.

2. Develop a specialised multiscale model dedicated to capturing the physics of the

identified key application (see goal 1).

3. Validate the developed model. On a first level, the results should be compared to data

from relevant studies available in the literature.

4. Perform experiments to further validate the developed model. On a second level,

experiments must be performed on the key system. This will provide better control over the

experimental details and the measured system properties. Overall, this will enable direct and

appropriate comparison between experimental results and data generated by the multiscale

methodology.

5. Generalise the specialised code. Here, the code must be extended to a general and user-

friendly open-source software capable of modelling materials interfaces in the energy sector

beyond the tribologically-relevant system studied in objectives 1, 2, 3, 4. This research

objective is of paramount importance when it comes to achieving the central goal of the

PhD project. Such a goal is to provide fellow researchers and members of the inFuse project

with a reliable multiscale framework to capture the physics at interfaces at experimentally

relevant timescales.

6. Improve the computational efficiency, scalability, and extensibility of the general

code. Emphasis must be given on the lowering of the numerical cost of the open-source

software, and the implementation of efficient parallelisation techniques. This objective is

important as every additional simulated second diminishes even further the gap between

model and experimental timescales.

1.3 Thesis structure

This thesis is organised as follows. A literature review is presented in Chapter 2. The review

covers a broad range of topics. Firstly, crucial energy materials, interfaces, and tribological sys-

tems are discussed. Also, the use of computer simulations in the direction of understanding such

crucial systems is analysed. Moreover, the problem of the separation of timescales is outlined. In

particular, we address the fact that certain models are suitable to capture the physics of a system,

but solely on a narrow range of length and timescales. Then, multiscale modelling approaches

are discussed and emphasis is given to their importance in holistically understanding the under-

lying complex phenomena across different length and timescales. The motivation to develop and

test hybrid kinetic Monte Carlo/Molecular dynamics (kMC/MD) models is provided in Section

2.1.3 after analysing the available multiscale techniques in the bibliography. Also, in Section 2.2,
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the kMC and MD methods (the two theories involved in our hybrid kMC/MD methodology) are

introduced and a relevant theoretical background is provided.

Chapter 3 is based on our initial publication on the hybrid kMC/MD model. The multiscale

framework is introduced, and a benchmark application is used as a proof of concept. In particular,

the thermal decomposition of tricresyl phosphate (TCP) molecules on Fe(110) is studied. Specifics

on the implementation of the novel hybrid kMC/MD technique are given. The long-timescale

behaviour of the system is captured beyond the limits of MD. Results from our simulations are

compared to relevant data from the bibliography on phosphate films or the decomposition of

phosphate esters on ferrous surfaces.

An in-house experimental setup designed to study oil oxidation and thermal decomposition of

lubricants on metallic surfaces is presented in Chapter 4. The aforementioned setup is deployed

to provide further insights into thin films from TCP on iron. Results on the film growth rates and

film composition are validated against the hybrid kMC/MD model (presented in Chapter 3) and

other data originating from equivalent studies in the bibliography.

A general open-source hybrid off-lattice kMC/MD model is presented in Chapter 5. A detailed

discussion of the parallel kMC, MD, and hybrid algorithms is provided. Emphasis is given to

the coupling of the kMC and MD solvers through effective interfacing and on the extensibility,

scalability, and user-friendliness of the software. Also, the transferability of the code is discussed,

and examples are given to showcase its usage in systems beyond the thermal decomposition of

TCP on iron.

In Chapter 6 the newly introduced open-source software is deployed to refine our model on

the thermal decomposition of TCP on iron. In particular, conclusions drawn from our initial

in-silico study on the system (as outlined in Chapter 3) and from our experimental investigation

(as presented in Chapter 4) are utilised to refine the relevant model and improve its accuracy.

Here, simulations are performed in a computationally efficient manner using the parallelised and

optimised software presented in Chapter 5. Finally, the general conclusions and outcomes of this

PhD work are given in Chapter 7. The thesis is discussed as a whole, the success of the project is

examined, and suggestions for further work are provided.
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Chapter 2

Background

2.1 Literature Review

2.1.1 Critical materials interfaces in engineering and physics

This section presents critical applications involving materials interfaces in the energy sector. The

discussed systems are associated with projects affiliated with the inFUSE prosperity partnership.

Overall, a multiscale methodology capable of modelling such systems would benefit members of

the inFUSE projects as well as relevant industrial collaborators.

2.1.1.1 Solid Electrolyte Interphases (SEIs).

Fig. 2.1: Evolution of morphology of SEI film on highly oriented pyrolytic graphite (HOPG). Reprinted
(adapted) with permission from Cresce et al. [4]. Copyright © 2014 American Chemical Society.

Rechargeable Li-ion batteries (LIBs) are utilised as energy storage devices in applications rang-

ing from smart watches and mobile phones to electric vehicles (EV). LIBs comprise two electrodes

(i.e., an anode and a cathode) separated by a liquid electrolyte. During battery operation, solvent

salts and impurities react with Li. As a result, a nanometer-thick film called the solid electrolyte
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interphase (SEI) decomposes on the solvent/electrode interface. Note that SEIs form more readily

on anode than cathode interfaces due to the thermodynamic instability of solvent constituents at

lower operating voltages [5]. In any case, the formation of SEIs consumes Li-ions present in both

the solvent and the cathode. This leads to irreversible capacity as well as power density losses

[5, 6]. Patil et al. estimated that about 10% of Li-ions are depleted during the initial charging cycle

[7]. Nevertheless, solvent decomposition and the subsequent growth of SEI leading to capacity fade

can occur throughout the lifetime of the energy storage device.

Despite consuming Li-ions, SEIs are vital for the performance, safety, and continuous operation

of LIBs. During the battery’s operation, SEIs act as passivating layers on electrodes, inhibiting

further solvent decomposition [8]. This preserves Li-ion inventory, suppresses dendrite formation,

and overall, enhances the electrochemical stability of the energy storage device. Various studies

investigated the structure and morphology of SEIs and demonstrated that these films feature

layered characteristics. A layer permeable to Li-ions but impermeable to solvent molecules is in

contact with the electrode. In contrast, a porous layer allowing the transport of both solvent

and Li-ions is in contact with the liquid electrolyte [9–11]. SEIs are three-dimensional structures

exhibiting mosaic features as shown in the in-situ atomic force microscopy (AFM) study of Cresce

et al [4]. Fig. 2.1 illustrates the morphological characteristics of an SEI as it evolves through

charge-discharge cycles. Scanning electron microscopy (SEM) images of SEIs formed at different

electrode potentials from the study of Harris and Lu [12] reveal the porous characteristics of the

thin films (see Fig. 2.2).

Fig. 2.2: SEI films grown at various electrode potentials. Reprinted (adapted) with permission from Harris
and Lu [12]. Copyright © 2013 American Chemical Society.

Extensive research exists to enable SEI engineering aimed at achieving desirable properties

such as increased Li-ion permeability, decreased electronic mobility, and electrochemical stability

of the electrolyte/electrode interface. SEI engineering necessitates an in-depth understanding of

the elementary atomistic processes (e.g., reaction pathways) leading to the growth of these thin

films. Elucidation of formation mechanisms can aid towards the derivation of structure-property

relationships for SEIs. Nevertheless, the formation and growth of SEIs are influenced by a broad
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range of factors. For instance, the composition of SEIs is dictated by the choice of anode [13, 14] and

electrolyte [15–17]. Note that the electrolyte itself is a mixture of base oils and additives. This adds

to the complexity of deriving structure-property relationships for SEIs as each additive can modify

the composition as well as morphology of the thin film [18]. Furthermore, operating environmental

conditions (e.g., temperature, pressure) and manufacturing practices (e.g., first-cycle charging

potential) affect the structure of the formed SEI, which in turn, impacts the performance of the

LIB [19]. Finally, SEIs can grow after the initial charging cycle [20, 21]. The fact that the properties

of SEIs are dynamic and evolve through the operation of LIBs introduces obstacles to the thorough

understanding of SEI formation mechanisms.

Progress on the understanding of formation mechanisms of SEIs is also influenced by the

intrinsic aspects associated with the experimental investigation of SEIs. For instance, Li-ions react

with oxygen upon atmospheric exposure [22]. This introduces artefacts in ex-situ experimental

studies. Consequently, sophisticated in-situ investigations must be performed to accurately capture

the characteristics of the thin films, which elevates implementation complexity [8]. Moreover, rate-

determining reactions contributing to the growth of SEIs typically occur in picosecond (i.e., 10−12

s) timescales, which is below the resolution limit of available experimental techniques [23].

Fig. 2.3: Ethylene carbonate (EC) decomposition pathways captured from eReaxFF simulations at (a)
0 and (b) 25 ps. C, H, O, Li+ species are drawn with cyan, white, red, and purple. Blue is used to
illustrate electrons. Reprinted (adapted) with permission from Islam and Van Duin [24]. Copyright ©
2016 American Chemical Society.

Methods of atomic-scale resolution, such as the density functional theory (DFT), ab-initio

molecular dynamics (AIMD), and molecular dynamics (MD), can be utilised to capture the dy-

namics of SEI growth at the picosecond timescales [23]. Hence, significant contributions to our

understanding regarding SEIs are enabled due to the use of atomistic simulations. For instance,

Islam and van Duin deployed eReaxFF MD simulations that explicitly captured electron transfer

to gain further insights into the decomposition pathways of ethylene carbonate (EC) solvents [24].

Their simulations featured a reduction process triggered due to electron transfer, followed by C-O

scission. The latter reaction step produced EC anion as well as Li cation radicals. The EC de-

composition pathway ended with the termination of the generated radicals. Snapshots from their
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molecular dynamics simulations are provided in Fig. 2.3. Furthermore, Jorn et al. conducted MD

simulations on LiPF6 systems in EC to investigate the influence of imposed electric fields on the

composition and thickness of an SEI[25]. They discovered significant polarisation effects on Li-ion

adsorption [25].

Nevertheless, the aforementioned methods (i.e., DFT, AIMD, MD) are computationally ex-

pensive and cannot typically be deployed for studies beyond μs and system sizes exceeding 106

atoms, even with the use of modern supercomputers [26]. It can be concluded that multiscale

methods of atomic-scale resolution are of paramount importance to the investigation of the long-

term evolution of SEIs beyond the picosecond timescales. In other words, multiscale methods are

necessary to shed light on the interplay between environmental operating conditions, electrolyte/-

electrode choice and key LIB properties such as capacity, capacity retention, and power density

at experimentally relevant timescales (i.e., seconds, minutes, and hours). This promises to reduce

manufacturing costs and elevate the performance of LIBs, thus benefiting a variety of modern

technological systems in electric motion and energy storage. In addition, multiscale modelling can

enable in vivo engineering of SEIs through the virtual screening of next-generation electrolytes and

anode materials for energy storage devices [23].

2.1.1.2 Carbon dioxide capture

Carbon capture and storage (CCS) refers to a family of frameworks dedicated to capturing CO2

emitted from industrial sites and potentially permanently storing it. CCS technologies promise

to directly contribute towards the reduction of greenhouse gas emissions in pivotal operations,

including but not limited to fuel extraction/processing/transportation/storage, fertiliser and am-

monia generation, wastewater management, and steel or cement production. This is essential

when it comes to achieving the goals of the Paris Agreement linked to the reduction of greenhouse

gas emissions. Furthermore, CCS offer attractive solutions to climate change as they promise to

balance the negative consequences of elevated demand for energy sourcing from fossil fuels [27].

In 2005, the Intergovernmental Panel on Climate Change (IPCC) argued that released CO2

from power plants can be reduced by as much as 90% through the implementation of CCS technolo-

gies [28, 29]. Of course, the use of CCS elevates the energy requirements of the production plan. In

2008, a report illustrated that the relevant theoretically minimum increase in energy consumption

for a 90% reduction in CO2 emissions is about 3.5%. However, in reality, the utilisation of CCS in

power plants leads to energy penalties that are higher by approximately 20% than the theoretical

minimum [30]. This does not render CCS economically viable in most practical applications.

A variety of materials have been investigated and are suitable for use in CCS technologies,

including:

• Microporous and mesoporous materials. Zeolites (e.g., Zeolite 13X [31]) are the most

popular CO2 adsorbents of this material class. Zeolites are crystalline aluminosilicates with

a general formula of (MAlO2)(SiO2)x(H2O)y, where M+ typically represents a hydrogen or

sodium cation [32, 33].

• Carbonaceous Adsorbents (e.g., coal), which are preferred in high-pressure applications

due to their increased adsorption efficiency at elevated pressures. These materials are also

cheaper than alternative choices for CO2 adsorption (e.g., Microporous materials). Another
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advantage of carbonaceous adsorbents is their stability in moisture-intensive environments

[32, 34].

• Organic Solids. Typically non-porous self-assembled (e.g., p-tetrbutylcalix[4]arene [35]) or

crystalline porous organic materials (e.g., C25H24B4O8 [36]) have been investigated as CO2

adsorbent candidates.

• Metal-organic frameworks (MOFs), which are porous crystalline three-dimensional net-

works featuring metallic cations (e.g., Cu2+, Zn2+, or Al3+) bridged by organic ligands (e.g.,

carboxylates). MOFs are attractive for CO2 adsorption due to their low weight, elevated

surface area, and thermal as well as chemical stability. Furthermore, MOFs are preferred due

to their potential for engineering [29] and functionalization [37]. In essence, each combination

of organic bridging ligament and metal node results in varying properties (e.g., pore size,

density) and CO2 selectivity. Certain examples of MOFs are [Zn4O(btb)2] (btb = benzene-

1,3,5-tribenzoate) and [Al(OH)(ndc)] (ndc2− = 1,4-napthalenedicarboxylate) [38, 39]. A

high-resolution transmission electron microscopy (HRTEM) of a MOF MIL101 from the

study of Li et al. is provided in Fig. 2.4 [40].

Fig. 2.4: (a) HRTEM image of MIL-101-NA. (b)Magnification of dashed region. (c) Schematic illustration
of MIL-101 showing the supercell comprising TO4 tetrahedrals. Reprinted (adapted) with permission from
Li et al. [40]. Copyright © 2019 American Chemical Society.

Advances in the materials classes listed above drive progress in CCS technologies. In that

respect, methods of molecular-level resolution are essential to shed light on CO2 adsorption mech-

anisms and provide insights into structure-property relationships. For instance, Yazaydın et al.

reported that the presence of water in the cavity of [Cu3(btc)2] can enhance the CO2 selectivity of

the MOF material [41]. Yazaydın et al. performed Grand canonical Monte Carlo (GCMC) simu-

lations and successfully experimentally validated their results by synthesising hydrated MOFs and
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reproducing the relevant CO2 adsorption isotherms. Overall, atomistic simulations (e.g., GCMC

or MD) enable the virtual screening of different classes of materials for CCS technologies. For

example, combinations of bridging ligands and metal nodes can be simulated to accelerate the

discovery of novel MOFs. Furthermore, the effect of functional groups on CO2 selectivity under

various environmental conditions (e.g., pressure, temperature, humidity) can be investigated with

molecular-level resolution through atomistic simulations. The above are of paramount importance

considering the need for highly optimised and readily synthesizable materials capable of reducing

the added energy consumption (or cost) associated with the implementation of CCM technologies

in power plants.

Nevertheless, numerical schemes of atomistic resolution (such as MD) are incapable of simulat-

ing representative timescales or lengthscales [26] for CCS-related materials under actual operating

conditions (i.e., minutes, hours, days). Hence, traditional methods of atomic-level accuracy cannot

be utilised to examine the long-term stability of zeolites, carbonaceous adsorbents, organic solids,

and MOFs. These methods are also unsuitable when it comes to providing insights regarding the

long timescale evolution of other key CCS materials, such as pore size evolution, or CO2 uptake.

The above underline the necessity for multiscale frameworks possessing atomic-scale resolution.

Such frameworks can be used to shed light on the elementary processes, such as reaction path-

ways, diffusion hops, and adsorption site selectivity, associated with novel materials for CCS at

experimentally relevant timescales. Multiscale frameworks could also become useful in providing

solutions for the existing limitations of CCS materials. For instance, multiscale simulations could

be utilised to address the reported instabilities linked to zeolites after multiple adsorption cycles

[42].

2.1.1.3 Thin films from lubricant anti-wear additives

Lubrication refers to the application of lubricant oils to contacting surfaces in relative motion to

decrease friction and surface wear. Lubrication regimes are classified according to the value of the

dimensionless film thickness parameter, λ = h
σ , where h is the lubricant film thickness and σ is the

combined root-mean-square (RMS) surface roughness of the contacting bodies. Specifically, the

lubrication regimes are [43]:

• Boundary lubrication: occurring when λ < 1. Here, the lubricant film thickness is lower

than the intrinsic surface roughness. Consequently, surfaces are in direct contact, which

results in elevated values of the coefficient of friction (COF) [44].

• Mixed lubrication: characterised by 1 < λ < 5. Within this regime, lubricant film thick-

ness allows for partial surface separation. Nevertheless, frictional load is supported by both

the lubricant and the surface asperities [45].

• Elastohydrodynamic lubrication (EHL): typically associated with 3 < λ < 10, EHL

occurs in non-conformal, high-pressure contacts (e.g., gears, rolling bearings). In this regime,

significant elastic deformation of the contacting surfaces and a sharp increase in lubricant

viscosity under pressure lead to the formation of a full fluid film. EHL overlaps with the

mixed and hydrodynamic regimes and provides low coefficients of friction [46].
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• Hydrodynamic lubrication (HL): manifesting for λ > 5 and associated with total surface

separation. In hydrodynamic lubrication, friction is governed by viscous shear within the fluid

[47].

A qualitative Stribeck curve depicting the various lubrication regimes is provided in Fig. 2.5.

Note that the Stribeck curve illustrates the variation of the COF with the non-dimensional Hersey

number, defined as ην
P , where η, ν, and, P represent the dynamic viscosity, sliding velocity, and

contact pressure, respectively [43].

Fig. 2.5: Qualitative Stribeck curve illustrating the various regimes of lubrication. Adapted from Hutchings
and Shipway [48].

Modern lubricants are blends of base oils and additives. Additives are essential to the fine-

tuning of specific lubricant properties. Additionally, additives are vital to the reliable operation

of lubricants in any lubrication regime (see Fig. 2.5) and are typically grouped into the following

classes [49]:

• Detergents used to prevent the deposition of carbonaceous compounds on lubricated inter-

faces.

• Dispersants deployed to tackle the aggregation of solid impurities in the lubricant.

• Anti-foam agents added to eliminate bubble formation due to the use of dispersant and

detergent additives.

• Antioxidants acting as inhibitors of base oil oxidation.

• Anti-wear additives used to reduce frictional wear in metallic interfaces.

• Friction modifiers utilised to diminish friction in rubbing surfaces.
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• Corrosion inhibitors used to prevent the oxidation and corrosion of lubricated metallic

surfaces.

• Viscosity index improvers deployed to diminish the viscosity of the base oil.

• Pour point depressants added to guarantee the continuous flow of lubricant at lower

temperatures.

Anti-wear additives decompose on metallic lubricated surfaces, usually under friction, forming

protective thin films. Such protective films inhibit direct metal-to-metal contact and effectively

contribute to the reliable operation of critical modern engineering systems (e.g., combustion en-

gines). Zinc dithiophosphate (ZDDP) is a popular anti-wear additive in automotive applications

[50]. Thermally grown films from ZDDPs can develop at temperatures typically higher than 140◦C
[51–53]. The decomposition rate of ZDDP scales exponentially with not only temperature, but also

applied shear stress. Specifically, the applied shear stress reduces the activation energy for ZDDP

decomposition, rendering the growth of the relevant thin films a mechanochemically controlled

process [54, 55]. Note that tribofilms develop between sliding interfaces. They are assisted by

shear stress and therefore, can develop at significantly lower temperatures than thermal films [56]

(e.g., at 25 ◦C [51]).

Fig. 2.6: TEM images of ZDDP tribofilms on steel. Adapted from Dawczyk et al. [57]. Reprinted under
the terms of the Creative Commons CC BY license.

The thickness of ZDDP tribofilms ranges between 50 and 150 nm. A thin layer rich in Fe or Zn

sulphides is present in contact with the substrate. Thicker (0.15-5 μm) glassy Fe/Zn phosphate

as well as polyphosphate patches are grown on top of the sulphide layer. Note that the layer of

phosphate chains gradually decreases from the uppermost layers of the ZDDP film to the sulphide

layer formed on the metallic substrate [50, 58]. Transition electron microscopy (TEM) images of a

ZDDP film on a steel substrate from the experimental investigation of Dawczyk et al. [57] are pro-

vided in Fig. 2.6. Previous experimental work provided insights on the tribofilm growth sequence,

which exhibits five stages [59]. Firstly, ZDDP deposits on the metallic substrate. Then, adsorbed

ZDDP molecules react on the surface to produce the lowermost layer of FeS or FeS/FeSO4. After

the formation of the bottom layer, alkyl groups can transfer from oxygen to the sulphur species.

Following, thiophosphates as well as phosphates polymerise on the bottom layer to grow glassy

polyphosphate pads. Finally, rubbing can trigger the depolymerisation of the polyphosphate pads,

which produces nanocrystalline structures with enhanced resistance to wear [58].
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Atomistic simulations have been deployed to provide further insights into the decomposition

of ZDDPs on metallic substrates. For instance, Mosey et al. used AIMD to investigate the in-

fluence of pressure in systems comprising triphosphate as well as zinc phosphate molecules [60].

They observed that the number of zinc neighbours to oxygen atoms was analogous to the applied

pressure. They showed that at pressures as high as 17 GPa cross-linking can be triggered, re-

sulting in the formation of polyphosphate chains that elevate hardness. In 2022, Peeters et al.

investigated the initial film growth stages of ZDDP additives on light alloys with ab initio methods

[61]. They showed that ZDDP molecules deposit readily on various Al and Mg surfaces. They

also illustrated that ZDDPs on Mg17Al12 substrates can undergo pressure-assisted decomposition

to produce dithiophosphate compounds. Benini, Restuccia, and Righi used DFT to shed light on

the adsorption and decomposition energetics of ZDDP under shear stress on ferrous substrates

[62]. They found that the initial surface adsorption step was necessary to render decomposition

reactions energetically favourable. Furthermore, they illustrated that shear and normal loads can

trigger the dissociation of organophosphorus compounds from the Zn-S central blocks of ZDDPs.

Finally, Benini and coworkers [62] demonstrated that oxidised surfaces can inhibit ZDDP adsorp-

tion. A graphical illustration of such a phenomenon is provided in Fig. 2.7 (adapted from the

relevant paper).

Fig. 2.7: Adsorption sequence of a ZDDPmolecule on iron surfaces with varying oxygen coverages. Adapted
from the DFT study of Benini, Restuccia, and Righi [62]. Reprinted under the terms of the Creative
Commons CC-BY license.

It becomes clear that a variety of experimental as well as computational studies investigate thin

films from ZDDPs. The distinct stages leading to the growth of such coatings (i.e., adsorption,
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decomposition, polymerisation/depolymerisation) have been identified in the literature. Never-

theless, the exact atomic-scale mechanisms linked to the aforementioned stages and driving the

formation of thin films from ZDDP additives are still debated. For instance, the adsorption steps

and reaction pathways associated with the growth of the lowermost film layer (rich in metallic

compounds) and the effects of ZDDP variants (e.g., primary or secondary) are not yet understood.

Also, additional research is required to clarify the reaction pathways leading to the decomposition

of ZDDP molecules and the formation of polyphosphate structures in the anti-wear additive film.

Finally, optimisation and enhancement of anti-wear properties necessitate a better understanding

of the failure mechanisms of ZDDP films. Note that traditional methods of molecular-level ac-

curacy (e.g., DFT, AIMD, MD) cannot be utilised to investigate ZDDP films beyond the initial

stages of growth. This is a direct consequence of the intrinsic timescale and lengthscale limitations

associated with the relevant numerical schemes. Consequently, simulations capturing the entire

decomposition pathway beginning with the deposition of ZDDP on the substrate and followed

by sulphide film and organophosphate pad growth cannot be performed with standard atomistic

methods. This underlines the necessity for multiscale methods of atomic-scale resolution capable

of modelling larger systems and longer timescales than AIMD and MD.

Regardless of its widespread use, ZDDP contains zinc, an element known to damage exhaust

aftertreatment systems [63]. The degradation of exhaust components can be mitigated with the

utilisation of zinc-free additives. Examples of relevant additives include, but are not limited to

phosphate and thiophosphate esters such as tri-n-butyl phosphate (TNBP), tertiary-butyl phenyl

phosphate (TBPP), and triphenylphosphate (TPP) [64–67]. Tricresyl phosphate (TCP) is a dif-

ferent zinc-free lubricant additive. Despite toxicity concerns, particularly associated with the

tri-o-cresyl isomer [68], TCP is predominantly used in aerospace applications [69]. It forms protec-

tive thin films (approximately 100 nm) on metallic lubricated interfaces. TCPs can also be utilised

as lubricant additives in vapour phase lubrication (VPL) conditions [70]. In VPL applications,

the lubricant is delivered as a homogeneous gas that interacts with the underlying surface. VPL

can be applied as a lubrication solution for limited-life, gas turbine engines [71–73]. The exact

decomposition sequence leading to the formation and growth of thin films from TCP additives de-

pends on a series of factors ranging from the environmental conditions (e.g., temperature, pressure,

humidity), the shear rate of the lubricant, and importantly, the underlying substrate. Specifically,

on ferrous surfaces, the protective coatings from TCP molecules typically form by (a) corrosion,

(b) thermal decomposition, or (c) hydrolytic decomposition [69].

In 1965, Godfrey postulated that the presence of phosphoric acid in the vicinity of the steel

surface is integral to the growth of thin films from TCP [74]. Godfrey stated that phosphoric acid

can be produced from the decomposition of TCP due to rubbing at the ferrous surface or originate

from anti-wear additive impurities. In 1968, the chromatography experiments of Bieber, Klaus,

and Tewksbury confirmed the presence of phosphoric acid in TCP additives [75]. The same authors

performed transition-load experiments and reported that wear was inversely proportional to the

percentage of acid phosphate in TCP. Therefore, they theorised that thin films from TCP grow due

to reactions involving phosphoric acid and iron. In 1982, Gauthier, Montes, and George supported

that theory [76]. These authors performed plane-on-plane tribometer experiments on 52100 bearing

steel and summarised the decomposition process as follows. Firstly, acids (impurities as well as

wear products) deposit on the steel surface. This triggers corrosive wear on the iron substrate that
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generates ferrous phosphate. After a critical surface concentration of ferrous phosphate is reached,

impurities in TCP decompose further on the substrate and produce a polyphosphate film.

The thermal decomposition of TCPs on ferrous substrates initiates with the physical adsorption

of TCP molecules and proceeds with the homolytic scission of P-O as well as C-O bonds [67, 77, 78].

The cleavage of P-O and C-O bonds generates oxygen radicals, which in turn react with Fe or P

species, producing Fe-O as well as P-O bonds. Overall, such a sequence leads to the formation

and growth of polyphosphate or iron polyphosphate films [79].

A different adsorption mechanism is linked to the influence of water molecules on the decompo-

sition of TCP. Specifically, humidity in the vicinity of lubricated contacts can lead to the deposition

of H2O on ferrous surfaces. It is hypothesised that adsorbed water molecules and O −H radicals

reduce the activation energy for P −O dissociation and result in the substitution of P −O bonds

by phosphoric hydroxyl groups (i.e., P −OH). The reacted hydroxyl groups attach to the ferrous

surface to produce a hydrolysed polyphosphate film. The aforementioned mechanism was inspired

by the findings of Bieber, Klaus, and Tewksbury [75]. These authors performed tribometer studies

and revealed that transition loads were analogous to the concentration of hydrolysed products in

the lubricated contact under friction. Hence, they concluded that hydrolysed TCP compounds

exhibited superior anti-wear properties compared to non-hydrolysed TCP blends. Nevertheless,

such a conclusion was not supported by another experimental study that revealed comparable

wear-scar diameters linked to similar anti-wear performance for hydrolysed and non-hydrolysed

TCP formulations [80].

The study of Klaus et al. [81] revealed that crystallites comprising Fe, C, and P species

are present in proximity to the substrate. Amorphous coating layers of diminished Fe content

dominated the surface layers of the protective film. Nonetheless, there is no general agreement

regarding the exact composition of thermally-grown films from TCP additives. For instance, a

recent study of 2024 argued that TCPs form interconnected carbon-rich coatings [82].

The diffusion of Fe ions originating from the substrate and progressing through the protective

coating is considered a rate-determining mechanism for films grown from phosphate ester additives

under VPL conditions. Such a conclusion is experimentally supported by a previous Auger electron

spectroscopy (AES) analysis conducted by Forster on bearing steel surfaces lubricated by TBPP

[83]. Forster claimed that the mass transport of metal (e.g., Fe) cations enables the growth of thin

films beyond the initial stages of formation. In essence, it was hypothesised that metal cations

facilitate the equilibration of unbalanced surface charges due to the condensation of phosphate

ions at the film/lubricant interface. Further experimental studies underline the catalytic role of Fe

species in the thermal decomposition of TCP films e.g., the Fourier-transform infrared spectroscopy

(ATR-FTIR) investigation of Sasaki et al. [84], the work of Wheeler and Faut [85] using X-ray

Photoelectron Spectroscopy (XPS) techniques, or the AES investigation of Shaeffer [86].

Note that the previously discussed mechanisms for the decomposition of TCP on ferrous sur-

faces were hypothesised purely based on experimental results. The control of certain experimental

parameters, such as impurities in lubricants, the influence of other additives, or humidity in the

vicinity of the surface, is a non-trivial endeavour. Even the choice of base oil dissolving the anti-

wear additive can alter the phosphate content of the relevant coatings, as demonstrated in the

studies of Arezzo and coworkers [87, 88]. Moreover, the choice of surface can affect the anti-wear

properties of TCP. For instance, Acharya et al. performed quartz crystal microbalance (QCM)
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experiments on Fe and 304SS surfaces lubricated with 5% TCP in ester solvents [89]. Their results

showed that lubrication with TCP increased and reduced the RMS roughness of the surface for Fe

and 304SS, respectively. The relevant atomic force microscopy (AFM) images are provided in Fig.

2.8.

Fig. 2.8: AFM images for pristine and lubricated with 5% TCP in ester solvent on pure Fe and 304SS
substrates. Reprinted from Acharya et al. [89], Copyright © 2018 with permission from Elsevier.

The above factors introduce obstacles to the thorough understanding of the mechanisms of

TCP decomposition. Overall, the exact thin-film formation mechanism is not fully elucidated [69].

Furthermore, it becomes difficult to distinguish between the different decomposition mechanisms

(e.g., corrosion, thermal decomposition, hydrolysis). It is unclear which mechanism is expected

to dominate under various environmental conditions (e.g., temperature, pressure, humidity) or

due to the use of different lubricant mixtures. Finally, an interplay between the various thin-film

decomposition mechanisms might exist. The above underline the importance of simulations of

molecular-level resolution in the direction of providing further insights into the formation of thin

films from TCP.

For instance, Osei-Agyemang, Berkebile, and Martini studied the experimentally proposed de-

composition pathways of m-TCP on Fe(110) using DFT calculations [90]. The simulations revealed

the existence of multiple exothermic and energetically favourable reaction pathways associated with
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the acidic reservoir, thermal decomposition, and nucleophilic attack by H2O (hydrolysis) mecha-

nisms (discussed above). Fig. 2.9 depicts the steps and relevant free energies linked to a hydrolysis

decomposition pathway from the study of Osei-Agyemang and colleagues. The ReaxFF simula-

tions performed by Khajeh et al. revealed that TCP reacts with ferrous surfaces mainly through

the decomposition of aromatic groups (i.e., cresols) [91]. The same authors complemented their

ReaxFF simulations with nudged-elastic band calculations to estimate the activation energies for

the dominant P-O scission events. They found that decomposition through hydroxylation is more

energetically favourable than direct P-O scission. Ogbomo et al. [92] confined TCP molecules

between ferrous surfaces to computationally investigate the effect of pressure and sliding speeds

on the decomposition. They discovered that the scission rate of the anti-wear additive featured

an exponential dependence on shear stress and temperature. Additionally, they revealed that the

TCP decomposition rate is elevated in pure iron than in iron oxide/carbide substrates.

Fig. 2.9: Reaction steps (A-D) involved in a hydrolytic decomposition pathway of m-TCP on Fe(110) and
relevant free energies. Reproduced from Osei-Agyemand, Berkebile, and Martini [90] with permission from
Springer Nature.

Overall, experiments and simulations provided valuable insights into the reaction pathways

of anti-wear additives (e.g., ZDDP, TCP) on metallic surfaces and revealed the underlying com-

position of the generated thin films. However, a gap in the literature exists when it comes to

the link between atomic-scale mechanisms (e.g., reactions, adsorption, diffusion) and macroscopic

properties (e.g., viscosity, friction, roughness, wear) of lubricated contacts. Multiscale methods

of atomistic resolution are of paramount importance to address such a gap. Specifically, nu-

merical schemes capable of overcoming the timescale limitations of MD while retaining a degree

of molecular-level accuracy have to be developed. These schemes will be used to link elemen-

tary processes to experimentally measurable quantities, thus bridging the gap between theory

and experiments. Furthermore, multiscale modelling can become beneficial in the screening of

next-generation lubricant additives. Note that the discovery of alternatives to ZDDP and TCP

is necessary to address the environmental (e.g., ecotoxicity), health (e.g., neurotoxicity), and per-

formance (e.g., catalyst deactivation due to thiophosphates) issues associated with conventional

phosphate-containing anti-wear additives [64, 68, 93].
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2.1.2 Multiscale modelling methods

Section 2.1.1 discussed a few critical materials interfaces in the energy sector. A variety of exper-

imental and computational studies shed light on the composition and properties of the relevant

systems. Nevertheless, a gap exists associated with the influence of atomic-scale mechanisms

(e.g., reaction pathways, adsorption/desorption steps) on material properties at experimentally

relevant timescales. This delays progress in energy storage devices, carbon capture materials,

and next-generation lubricant additives. Moreover, the aforementioned gap inhibits the in-depth

understanding of the critical materials interfaces (see Section 2.1.1) and introduces hurdles to de-

riving structure-property relationships. To the best of our knowledge, this gap in the literature is

linked to the intrinsic limitations of atomistic simulations, rendering them incapable of capturing

timescales beyond a few μs [26].

Fig. 2.10: Simulation techniques across the scales and selected scale-bridging methods. The figure contains
adapted images reprinted from Peguiron et al. [94], Deng, Morgan, and Szlufarska [95], Jalali et al. [96],
and Phlipot and Kochmann [97], Copyright © with permission from Elsevier. Images reprinted with
permission from Islam and Van Duin [24], and Abbott and Hanke [98], Copyright © American Chemical
Society. Images obtained from Benini, Restuccia, and Righi [62], and Chacón, Bresme, and Tarazona [99],
and Trageser et al. [100], and Wiriyasart et al. [101] are reproduced under the Creative Commons CC-BY
license. Images used from Weiand et al. [102], and O’Malley et al. [103] are reproduced under the Creative
Commons Attribution 3.0 Unported License.
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Fig. 2.10 illustrates the characteristic spatiotemporal scales linked to popular simulation tech-

niques in engineering and physics. Quantum mechanical (QM) schemes provide a numerical solu-

tion to the Schrödinger equation (SE). Self-consistent calculations in DFT can resolve the ground

state (GS) energy of a system. Ab initio (DFT) studies have been deployed to provide insights into

the mechanochemistry of diamonds [94], catalysts [104], oxidation potentials of organic solvents

[105], reduction of EC electrolytes [106], carbon capture in open-site MOFs [107], and decomposi-

tion of anti-wear lubricant additives [61, 62, 90]. AIMD can be deployed to capture the temporal

evolution of systems up to a few ps (10−12s) [23, 108]. AIMD is inspired by the Born-Oppenheimer

approximation. This approximation exploits the fact that electronic motion occurs in significantly

lower timescales than nuclear motion. Effectively, this allows the separation of nuclear and elec-

tronic motion due to their vastly different timescales. In particular, nuclei are treated classically

through Newton’s equations of motion, while the GS electronic structure is obtained by solving

the SE for the significantly lighter electrons. In essence, accurate interatomic forces are computed

via electronic structure calculations and utilised to displace atoms in the simulation box. AIMD

simulations have been used to investigate the structure and dynamics of water [109], ammonia

[110], and molten salts [111], or to shed light on polymeric chain rupture [112], HIV-1 protease

inhibition [113], solvation of hydroniom as well as hydroxyl ions [114], and ZDDP adsorption [60].

MD methods can be utilised for simulations beyond the limits of AIMD. Similar to AIMD,

MD treats atomic nuclei as classical objects whose instantaneous positions can be predicted from

Newton’s equations. Nevertheless, traditional MD methods do not involve QM calculations to

resolve the GS electronic structure and estimate interatomic forces. Instead, forces between atoms

are calculated through an equation that describes the potential energy of the system as a function

of atomic nuclei coordinates (i.e., the interatomic potential). Previous MD studies investigated a

variety of systems in materials science, physics, chemistry, biology, and engineering such as protein

unfolding [115], bilayers [99, 116], antibodies [117], adsorption in biomimetic surfaces [102], thermal

transport in iron oxide-hydrocarbon interfaces [118], polymers in shear flow [119], energetics of anti-

wear lubricant additives [92, 120, 121], and SEIs [24, 25]. Overall, MD schemes are scalable and

can be deployed to capture system sizes of approximately 106 atoms at timescales in the order of

μs [26].

Investigations on longer timescales and larger lengthscales necessitate the utilisation of mesoscale

techniques. Mesoscale refers to the spatiotemporal domain bridging the MD and continuum scales.

The phase field method (PFM) is prevalent in the mesoscopic domain. PMF deploys a diffuse in-

terface concept, where a field variable (the phase field) describes varying material phases or states

without explicitly modelling the interface at the molecular level. Different free energy function-

als (typically derived from thermodynamic principles), such as the Cahn-Hillard or Allen-Cahn

equations, can be deployed to capture the evolution of the phase field variable [122–124]. PFM

simulations have been utilised to investigate solidification in binary alloys [125, 126], martensitic

transformations [127] as well as phase transformation in ferroelectric thin films [128], anisotropic

grain growth [129, 130], crack propagation [131, 132], and dislocation dynamics [133].

KMC is another mesoscopic technique. KMC assumes that the system evolution is driven by

rare atomic-scale mechanisms (i.e., events whose activation energies are by 1-2 orders of magnitude

greater than kbT ). KMC is a stochastic technique that selects and executes rare events to update

the positions of atoms. The respective transition probabilities are analogous to the frequencies of
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the relevant atomic-scale mechanisms. Effectively, the kMC method can be deployed to neglect

trivial system transitions around minima on the potential energy surface (PES) [134] and extend the

simulation timescales beyond the limits of AIMD and MD. The kMC method has been successfully

applied to study a wide range of applications from deposition processes [135, 136], to heterogenous

catalysis [137–139], nanoparticle growth [140], additive manufacturing microstructures [100], grain

boundary diffusivity [95], and even interstellar grain chemistry [141].

Under the continuum assumption, atoms are not modelled explicitly. Instead, it is postulated

that they operate collectively to give rise to macroscopic phenomena such as deformation, fluid flow,

and electrostatic interactions. Continuum methods offer solutions to partial differential equations

(PDEs) describing a phenomenon. For instance, the finite element analysis (FEA) [142, 143]

can numerically solve the PDEs corresponding to stress-strain relationships (e.g., linear elasticity,

plasticity) in solid mechanics, fluid flow (e.g., Navier-Stokes, Reynolds), or electromagnetism (e.g.,

Maxwell’s equations). Furthermore, multiphysics models can provide a simultaneous solution

to a system of PDEs describing varying macroscopic phenomena (e.g., fluid flow coupled with

thermal transport). Since continuum schemes do not explicitly model atoms, they are usually

less computationally expensive than methods of molecular-level resolution. Therefore, continuum

approaches can be utilised to simulate complete engineering systems and capture experimentally

relevant timescales as well as lengthscales. However, they are less detailed than lower-scale methods

(e.g., kMC, PFM, MD, AIMD, and DFT). Previous studies deploying continuum models have

investigated electrode materials for Li-ion batteries [144], cooling in energy storage devices [101],

rotors [96], thin films from additives and lubricated contacts [145, 146], CO2 separation [147], and

diffusion of nanoparticles in the brain white matter [148].

Overall, single-scale methods of atomistic resolution (e.g., AIMD or MD) are not numerically

tractable to enable long-timescale investigations on the aforementioned critical materials interfaces.

On the other hand, simulation techniques of the continuum can address experimentally relevant

time or lengthscales, but do not possess the required accuracy to investigate the effect of elemen-

tary processes (e.g., reactions, diffusion, adsorption) on the evolution of the system. Multiscale

methods are required to reach experimentally relevant timescales while maintaining a degree of

molecular-level accuracy. By definition, multiscale schemes involve multiple levels of resolution

and spatiotemporal scales. Multiscale schemes are necessary to investigate systems evolving by

phenomena manifesting at varying scales (see Sections 2.1.1.1, 2.1.1.2, and 2.1.1.3).

Quantum mechanical/molecular mechanical (QM/MM) models are hybrid multiscale schemes

aiming to extend AIMD simulations to the characteristic timescales and lengthscales associated

with MD. QM/MM algorithms are based on a domain decomposition (DD) concept. In essence,

the computational domain is divided into QM and MM regions performing DFT/AIMD and MD

calculations, respectively [108, 149]. The AIMD solver typically describes an interface of interest

where QM-level accuracy is necessary, while the MD solver captures interatomic interactions in

the bulk through a force field. QM/MM simulations have been successfully deployed to model

surface reactions of solvents on metallic substrates [150], adsorption as well as methoxylation of

Zeolites [103, 151], nanoparticles [152–154], and defects in metallic oxides [155–157]. QM/MM

calculations are also significant in biological applications and shed light on the catalytic effect

of enzymes [158] or the dynamics of proteins (e.g., myoglobin [159, 160]). Overall, QM/MM

approaches can be utilised to perform QM simulations beyond the spatiotemporal scale limits of
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AIMD. Nevertheless, the timescales and lengthscales of QM/MM schemes are at best comparable

to MD-relevant scales.

The timescales of MD simulations can be extended to the μs −ms regime through enhanced

sampling methods [161]. Monte Carlo (MC)-based as well as MD-based enhanced sampling meth-

ods exist in the literature [162] and include but are not limited to Wang-Landau [163], umbrella

sampling [164], multicanonical sampling [165], and hyperdynamics [166]. The aforementioned en-

hanced sampling methods are conceptually similar. They aim at biasing and subsequently elevating

the probability of sluggish elementary processes inaccessible to traditional MD simulations. These

elementary processes are the so-called rare events (e.g., reactions or adsorption steps) and are

typically associated with high activation energies. Nevertheless, there are usually no analytic or

straightforward approaches to derive or select the appropriate biasing potential for a system of

choice studied with enhanced sampling techniques [167].

Accelerated MD schemes can be deployed to extend the MD timescales without the need to

directly bias the probabilities of rare events. For instance, the adaptive biasing force (ABF)

[168] method introduces an equal and opposite force to the mean force acting along a reaction

coordinate. This process smoothens valleys along the PES and facilitates system transitions to

nearby states. Nonetheless, the exploration of the PES with ABF is influenced by the choice of

reaction coordinate or collective variable. ABF-MD schemes have been deployed to shed light on

fuel deposits [169] and surfactant adsorption [170]. Parallel replica dynamics (PRD) [171] is a

different parallelised technique that generates a system replica on each parallel process. Initially,

a decorrelation stage ensures that each replica features a different starting point. Then, the

replica trajectories are evolved independently until a rare event is observed and the cumulative

elapsed time of the replicas is added to the simulation clock. The simulation resumes from the

replica in which the rare event manifested with another decorrelation-replication sequence. PRD

simulations have been previously utilised to study sluggish chemical reactions in compressed liquid

benzene [172]. Overall, enhanced sampling and accelerated dynamics approaches can be deployed

to overcome high energy barriers and reach μs−ms timescales in MC as well as MD simulations.

Hybrid kMC/MD schemes can be utilised to advance the simulation clock beyond the timescale

limits of enhanced sampling or accelerated MD with molecular-level resolution. The kMC method

deploys a variable timestep that is inversely proportional to the cumulative rate of events on a given

step [173]. For example, if the total rate of events at each step is in the order of 106 Hz, then the

relevant timestep would be in the order of μs. In this example, about 103 kMC steps would be suffi-

cient to access timescales ofms. Of course, the lower the cumulative rate of events, the less detailed

the trajectory. For instance, in the aforementioned example featuring cumulative rates of 106 Hz,

the kMC model would be incapable of capturing molecular-level elementary processes manifesting

at frequencies in the order of fs (e.g., atomic vibrations). To address that and, therefore, unlock

long-timescale simulations with molecular-level resolution, the kMC algorithm can be coupled with

an MD scheme in a hybrid kMC/MD formulation. By doing so, the MD method can be utilised

to model phenomena occurring in fs timescales, while the kMC solver can capture rare events. A

hybrid kMC/MD model dedicated to the modelling of 2-chlorobutane racemisation in solution was

published by Nagaoka et al. [174]. In 2020, Gissinger and colleagues presented the REACTER

algorithm, which is essentially a kMC/MD scheme that enabled reactive MD simulations with

classical interatomic potentials [175]. In 2022, Abbot and Hanke [98] deployed hybrid kMC/MD
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simulations to investigate the structure of SEIs. Nonetheless, the aforementioned schemes are de-

signed to model solely bond formation and breaking in the kMC stage and cannot capture other

classes of rare events, such as adsorption/desorption steps or diffusion hops. These events can be

fundamental in the thorough understanding of the long-timescale evolution of critical interfaces in

the energy sector (see Section 2.1.1). Moreover, the lengthscales of hybrid kMC/MD schemes are

still dictated by the simulation box size and, therefore, are comparable to MD lengthscales.

The bridging of the molecular-continuum lengthscales is more appropriately achieved through

coarse-graining (CG) techniques. CG methods map collections of atoms into particles or onto a

lattice. This process diminishes the dimensionality of atomistic simulations and allows them to

reach lengthscales well beyond the limits of traditional MD methods [176–180]. CG simulations

have been used to investigate a variety of hierarchical systems, such as membranes for hydrogen fuel

cells [181], protein unfolding [180], soft matter [182], and human hair [183]. Overall, CG models

can extend the lengthscales of atomistic simulations. However, the timescales of CG techniques

are slightly longer but typically similar to that of MD schemes. For instance, stable integration

with MARTINI CG force fields for various biomolecular systems demands timesteps in the order

of tens of fs [184].

Unlocking simulations on systems with characteristic scales greater than ms and μm usually

necessitates the coupling of methods of atomistic or quantum resolution with continuum models

[185]. Similarly to QM/MM techniques, a variety of continuum/molecular approaches are based

on the DD concept [186]. In particular, MD simulations are deployed to offer molecular-level reso-

lution detail at a boundary of interest (e.g., solid/liquid interface), while a continuum (e.g., FEA)

scheme provides a less detailed solution for the rest of the system. For instance, Tadmor and col-

leagues developed the quasicontinuum (QC) method [187]. This method coupled FEA with MD to

investigate defects in crystalline materials. Other hybrid FEA schemes with molecular/quantum

detail domains were successfully utilised to study crack propagation and tip dislocation nucleation

[188, 189], and hierarchical metamaterials [190]. Besides DD-based techniques, multigrid coupling

schemes can bridge atomistic and continuum scales. In these approaches, macroscopic PDEs are

solved on a coarse grid to capture continuum-level behaviour, while progressively finer grids re-

solve atomistic effects [186]. Multigrid techniques have been utilised to shed light on diffusion

processes [191] or the structure of composite materials [192, 193]. Both DD-based and multigrid

simulations exhibit a tradeoff between accuracy and the ability to model larger lengthscales and

longer timescales [194, 195]. Specifically, incorporating longer molecular-level simulations or ex-

tending the MD domain can elevate the accuracy of the methods. Nevertheless, this can increase

the numerical cost of the relevant multiscale techniques and impede their ability to capture long

timescale system behaviour and properties (e.g., viscosity, diffusivity).

Machine learning (ML)-based methods are becoming popular in the field of multiscale mod-

elling. For example, in 2023, Ingólfsson et al. developed the Multiscale Machine-Learned Modeling

Infrastructure (MuMMI) [196]. In their relevant publication, they demonstrated how MuMMI can

be deployed to bridge three different spatiotemporal scales to investigate protein binding. A dy-

namic density functional theory (DDFT) [197, 198] approach was utilised at the top level to model

particles at timescales of ms and lengthscales of μm, while CG and all-atom (AA) schemes were

used at the intermediate and finer scales. ML models classified DDFT structures based on their

diversity importance [199] to occasionally launch CG simulations. On the other hand, structural
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criteria (e.g., orientation and tilt of protein) derived from histograms were deployed to generate

initial structures from the CG models and communicate them to the AA scales. A feedback loop

enabled adaptive modification of CG force field parameters from data derived from the finest scales,

while CG properties such as radial distribution functions (RDFs) were passed to the DDFT scale

to update the top-level simulation.

Holey, Gumbsch, and Pastewka recently presented a different active learning ML-based scheme

suitable for continuum/MD modelling of lubricant flow [200]. In their heterogeneous multiscale

method (HMM) technique, a continuum-scale solver calculates the momentum and mass densi-

ties from conservation laws. Non-equilibrium MD (NEMD) simulations are deployed to provide

accurate estimates for the stress tensor at a given point in the spatial domain. Gaussian process

(GP) surrogate models [201] dynamically trained on NEMD are used as a numerically cheap ap-

proach to interpolate between NEMD data and populate the stress tensor for every point in the

computational domain. Additional NEMD calculations are occasionally triggered based on a GP

prediction uncertainty criterion. This allows for continuum-level simulations with molecular-level

detail, leveraging an assumed separation of timescales to overcome the limitations of conventional

MD timescales.

2.1.3 Concluding remarks and motivation for thesis

In Section 2.1.2, we reviewed the state-of-the-art in multiscale modelling. Specifically, a discussion

regarding traditional simulation techniques and advanced scale-bridging algorithms was presented.

The hybrid kMC/MD method is a technique of molecular-level accuracy with the potential to

access any timescale. As previously discussed, this is associated with the fact that the timestep of

the kMC method is variable and depends on the total rate of events at a given step. Nevertheless,

the hybrid kMC/MD algorithms identified in the bibliography specialise in bond-formation and

bond-breaking events. In the present thesis, we aim to unlock hybrid kMC/MD simulations in

experimentally relevant timescales with different classes of events (adsorption, diffusion, etc.).

This will enhance the applicability of the hybrid kMC/MD method in critical systems in physics,

chemistry, materials science, and engineering (see Section 2.1.1 for examples).

2.2 Theory of numerical algorithms

As motivated in Section 2.1.3, this work will mainly focus on developing and testing a hybrid

kMC/MD methodology capable of simulating different classes of predefined events. This section

provides the theoretical background for the simulation techniques that constitute the hybrid kM-

C/MD model.

2.2.1 MD

2.2.1.1 Basics of MD

As briefly mentioned in Section 2.1.2, MD postulates that atomic nuclei are classical objects.

MD deploys Newton’s second law of motion to update the positions of atoms at each step. The

equations of motion can be expressed in differential form as follows [202]:

44



2.2. Theory of numerical algorithms

Fi = mi
d2ri
dt2

(2.1)

Where Fi is the force acting on the ith atom with massmi located at ri = (xi, yi, zi). Note that bold

and regular symbols represent vectors and scalars, respectively. Given initial atomic positions and

velocities ri(t) and vi(t), the velocity-Verlet algorithm is typically utilised to integrate Newton’s

equations and predict ri(t+Δt) and vi(t+Δt) [203] from the following expressions:

ri(t+Δt) = ri(t) + vi(t)Δt+
1

2mi
Fi(t)Δt2 (2.2)

vi(t+Δt) = vi(t) +
1

2mi
[Fi(t+Δt) + Fi(t)]Δt (2.3)

The relevant forces acting on atoms are obtained from the gradient of the potential energy:

Fi = −∇iU (2.4)

Here, the potential energy is a function of the instantaneous positions of N atoms (i.e., U =

U(r1, r2, .., rN )). The resolution and, therefore, the computational cost of MD depend on the

choice of interatomic potential function. A variety of force fields are available in the literature,

including but not limited to ML, reactive, many-body, and pairwise [26]. An extensive analysis

of the advantages, disadvantages, and approximations associated with the different classes of U is

addressed in previous reviews (e.g., Müser, Sukhomlinov, and Pastewka [204]) and is beyond the

scope of this section. Here, we briefly discuss the force field expressions used in this work.

2.2.1.2 Lennard-Jones, DREIDING, and ReaxFF potentials

The 12-6 Lennard-Jones (LJ) force field is a widely utilised empirical potential function [205]. It

expresses the interatomic potential energy as:

U(rij) = 4εij

[(
σij
rij

)12

−
(
σij
rij

)6
]

(2.5)

Where r−12
ij is a repulsive term (arising from Pauli’s exclusion principle) and r−6

ij is an attractive

term associated with van der Waals interactions. Also, εij is a coefficient with units of energy

controlling the strength of interactions, while σij is another parameter expressing the equilibrium

interatomic distance (i.e., U(σij) = 0).

The DREIDING potential uses the LJ 12-6 expression and additionally includes Coulombic

terms to account for electrostatic interactions between atoms [206]:

Unb(rij) = 4εij

[(
σij
rij

)12

−
(
σij
rij

)6
]
+

qiqj
4πε0rij

(2.6)

Here, qi represents the static charge of the ith atom, and ε0 is the vacuum permittivity. Note that

fixed atomic charges are typically assumed in MD algorithms. Alternatively, atomic charges can

be continuously updated throughout the MD simulation via semi-empirical charge equilibration

schemes parametrised from QM calculations. An example of such a scheme is the charge equili-

bration method (QEq) briefly discussed in Section 2.2.1.3, which updates the atomic charges by
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minimising the system’s electrostatic energy [207]. The bonded DREIDING interactions comprise

bond stretch (EB), bond-angle bend (EA), dihedral angle torsion (ET ), and inversion (EI) terms

expressed as follows:

EB =
1

2
KB(rij − r0)

2 (2.7)

Where KB is a spring constant and r0 is the equilibrium bond distance.

EA =
1

2
KA[cos(θijk)− cos(θ0j )]

2 (2.8)

Here, KA is a harmonic spring bond-angle parameter, θijk is the angle between atom pairs i-j and

j-k, and θ0j is the equilibrium bond-angle, which is independent of the positions of atoms i, j, and

k.

ET =
1

2
KT

{
1− cos

[
nJK(φ− φ0

JK)
]}

(2.9)

With φ being the dihedral angle between planes IJK and JKL, φ0
JK represents the equilibrium

angle, nJK is an integer expressing the periodicity, and KJK is the torsional energy barrier.

EI =
1

2
KI(ψ − ψ0) (2.10)

Here, KI is the inversion spring constant, ψ is the angle between the IL bond and the JIK plane,

and ψ0 is the equilibrium distance. The potential energy of bonded interactions is given as follows:

Ub = EB + EA + ET + EI (2.11)

Overall, the total potential energy is the sum of non-bonded (Eq. 2.6) as well as bonded (Eq. 2.11)

potential energies. Occasionally, hydrogen bond terms (i.e., Uhb) can be included as contributions

to the potential energy:

UDREIDING = Unb + Ub + Uhbond (2.12)

The DREIDING potential is computationally efficient. Nevertheless, it uses fixed bonded

interactions that cannot be altered during the simulation. Hence, the DREIDING force field cannot

capture reactions (e.g., bond-formation or bond-breaking). Reactive potentials were introduced

to address the aforementioned issue linked to interatomic potentials of predefined connectivity

between atoms. ReaxFF is a popular reactive force field that expresses the energy of the system

as follows [208, 209]:

EReaxFF = Ebond + Eangle + Etors + EvdWaals + ECoulomb + Especific (2.13)

Where Ebond, Eangle, and Etors represent contributions from two-body, three-body, and four-body

terms, respectively. Eover is an over-coordination penatly energy. ECoulomb and EvdWaals are

energies associated with Coulombic as well as van der Waals interactions. Finally, Especific is an

optional term to account for energy contributions in specific systems (e.g., lone-pair, hydrogen

binding [209]). To capture reactivity, ReaxFF deploys a bond-order formulation. In particular,

the following empirical equation is used, accounting for σ, π, and ππ contributions:
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BOij = BOσ
ij +BOπ

ij +BOππ
ij = e

pbO1(
rij
rσ0

)pBO2

+ e
pbO3(

rij
rπ0

)pBO4

+ e
pbO5(

rij
rππ
0

)pBO6

(2.14)

Here, BO is the bond order between species i and j, pBO are empirical ReaxFF coefficients, and

rσ0 , r
π
0 , r

ππ
0 correspond to equilibrium bond distances for the relevant bond-type contributions.

2.2.1.3 Basics of QEq

QEq is a technique introduced by Rappé and Goddard [207] dedicated to the dynamic prediction

of partial atomic charges in atomistic simulations. The QEq method can elevate the accuracy of

MD simulations in cases where the charge distribution within molecules is unknown. Furthermore,

QEq accounts for alterations in the local atomic environment (e.g., modifications to the geometry

of a molecule or changes in atom neighbours). Consequently, dynamically updated partial charges

calculated with QEq are preferred over static Coulombic charges in reactive MD simulations [120,

210, 211].

An in-depth derivation of the QEq equations and a thorough discussion on the QEq variants

are beyond the scope of this thesis. For further information, the reader is advised to refer to

the original work of Rappé and Goddard [207] or the review of Ongari et al. [212]. This section

provides an overview of the QEq equations along with a summary of the relevant QEq parameters

and fundamental approximations.

QEq is based on the principle of electronegativity equalisation [213, 214]:

ϑE(r,q)

ϑqi
= −μ (2.15)

Where E is the total electrostatic energy of the system expressed as a function of instantaneous

atomic positions (r) and charges (q). Effectively, Eq. 2.15 demands that the electronegativity

(i.e., the partial derivative of electrostatic energy) at an atomic site is equal to the negative of

the chemical potential (μ) of system electrons. QEq uses an atomic chemical potential based on

shielded electrostatic interactions as well as three experimentally obtained parameters:

1. Atomic ionisation potentials (IP ): The energy required to remove the outermost (va-

lence) electron from a neutral, isolated gaseous atom.

2. Electron affinities (EA): The energy change (typically released) when an electron is added

to a neutral, isolated gaseous atom.

3. Covalent atomic radii (Ra): The effective size of an atom, often defined as half the

distance between the nuclei of two identical atoms bonded together.

The QEq method deploys a second-order Taylor expansion of the total energy with respect to the

atomic charge fluctuations. IP and EA are utilised in partial derivatives of the total electrostatic

energy. Specifically, the first-order derivative represents the electronegativity (χ), quantifying an

atom’s tendency to attract electron density:

χi =
1

2
(IP + EA) ≈ ϑE

ϑqi
(2.16)

The second-order derivative is the atomic hardness (η), which expresses the atom’s resistance to

charge deformation:
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ηi = IP − EA ≈ ϑ2E

ϑq2i
(2.17)

On the other hand, Ra is used to define an effective smeared-out charge distribution that replaces

point charges, leading to ”shielded” Coulombic interactions. This regularisation prevents the di-

vergence of electrostatic interactions when the interatomic distance (Rij) approaches zero (i.e.,

Rij → 0), thereby eliminating short-range instabilities in the energy expression. Nevertheless,

versions of QEq exist that deploy point charges instead of smeared-out distributions for compu-

tational efficiency purposes. Such an approach is used in the qeq/point fix of the Large-scale

Atomic/Molecular Massively Parallel Simulator (LAMMPS) [26].

Finally, the total electrostatic energy is expressed as

E(r,q) =
∑
i

(qiχi +
q2i
2
ηi) +

∑
i �=j

qiqjJij(r) (2.18)

With the ”shielded” Coulombic interaction (J) defined as:

Jij(r) =

〈
φiφj

∣∣∣∣ 1

|ri − rj |
∣∣∣∣φiφj

〉
(2.19)

Where φ can represent a Slater function or a smeared Gaussian.

2.2.2 KMC

2.2.2.1 Fundamentals of kMC

KMC schemes assume that the evolution of the underlying system is driven by rare atomic-scale

mechanisms (e.g., diffusion, deposition, dissociation). The activation energies associated with such

mechanisms are approximately 1-2 orders of magnitude greater than kbT (i.e., ΔE � kbT , where kb

and T are the Boltzmann constant and temperature, respectively). The dynamic trajectory linked

to systems driven by low-barrier events is dominated by thermal fluctuations in the neighbourhood

of PES basins with infrequent jumps to adjacent minima. Therefore, the spatial coordinates

of atoms are thermalised adequately between successive rare events, and the local configuration

reaches thermodynamic equilibrium before transitioning to a different bottleneck region. Ergo, the

system evolution can be modelled as a sequence of occasional jumps between deep PES valleys.

This underlines the suitability of a Markovian chain (i.e., a memoryless process) in the direction

of predicting state-to-state transitions along the PES. Specifically, the Markovian Master equation

can be used to describe the temporal evolution of P (Si, t), which expresses the probability of

finding the system at state Si at time t [134]:

dP (Si, t)

dt
= −

∑
i �=j

WijP (Si, t) +
∑
i �=j

WjiP (Sj , t) (2.20)

Where Wij is the transition frequency from state i to state j, with Wij ≥ 0 and
∑

j Wij =

1. Relation 2.20 is essentially a system of coupled PDEs based on a continuity condition (i.e.,

the balancing of the probabilities of transitioning in and out of the current state Si). Such a

condition establishes the conservation of the total transition frequency for any value of ”t” (i.e.,∑
i P (Si, t) = 1, ∀t ∈ R). Notice that the principle of detailed balance is satisfied in stationary
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conditions i.e.,
∑

i �=j WijPeq(Si, t) =
∑

i �=j WjiPeq(Sj , t) when dP/dt ≡ 0, with Peq(Si, t) and

Peq(Sj , t) representing the equilibrium state probabilities [215].

It becomes important to underline that equation 2.20 captures solely rare events (realised as

transitions between local minima on the PES) and neglects the low activation energy mechanisms

(e.g., atomic vibrations) in the vicinity of valleys on the PES. This fact implies that Markovian

trajectories (obtained by solving equation 2.20) are less detailed than trajectories generated using

theories of molecular level resolution, such as DFT or MD simulations. Nonetheless, the inability

of the Markovian Master equation to generate a complete system trajectory is balanced by its

potential to advance the system clock by several orders of magnitude beyond the microsecond

(10−6s) scale, which is typically the limit of MD [26, 216]. Figure 2.11 illustrates a schematic

comparison between state-to-state transitions obtained from lower-level theories and the Markovian

Master Equation.

Fig. 2.11: Qualitative graph of the Potential Energy (U) versus a reaction coordinate (r). 2D representation
of the PES. (Left) Detailed transition simulated using schemes of molecular-level resolution (e.g., MD or
DFT). The system vibrates around valley S1 and eventually reaches the transition state (ST ) and relaxes to
a new valley S2. (Right) Basin-to-basin transition described by the Markovian Master equation (expressed
in 2.20). From our pre-print on cheRxiv © reproduced under the CC BY NC ND 4.0 license.

Now, the total number of states of a system following a Markovian process can be expressed

as:

N = nm (2.21)

where n and m are the possible occupation states of each surface site and the total system sites,

respectively. Relation 2.21 implies that the transition frequency matrix (W ) is an N by N array with

nmnm = n2m elements. This justifies the fact that obtaining an analytic solution for the system of

PDEs of relation 2.20 becomes impractical for most physics and engineering applications. As an

example, consider a simplistic system of 50 lattice sites (m=50) and 3 atomic species. Then assume

that each surface site can be unoccupied or singly occupied by any of the 3 species (i.e., each surface

site has 4 occupation states and n=4). In this example, W is a matrix of n2m = (450)2 ≈ 1.61×1060

elements. Therefore, attempting to diagonalise W becomes impracticable. From a numerical point

of view, even storing and performing basic arithmetic operations on 1.61 × 1060 elements can be

considered challenging, if not impossible. Consequently, the acquisition of an analytic solution for

equation 2.20 is infeasible even for trivial examples. Undoubtedly, solving equation 2.20 for critical
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energy interfaces and materials science problems involving amorphous films (elevates the number

of available surface sites m) as well as multiple species and atomic scale processes (increases the

number of possible occupation states n) becomes unrealistic.

The aforementioned remarks underline the necessity for an approximation in the direction of

describing the temporal evolution of P (Si, t) (probability of finding the system at state Si at time

t). Such necessity motivated the development of kMC approaches. KMC is an umbrella term

that encompasses probabilistic algorithms such as the n-fold way [217] and the Direct Method

[218]. KMC algorithms capture the temporal evolution of P (Si, t) by displacing the system from

the current basin (Si) to a neighbouring state (Sj) and estimating the average time required to

overcome the relevant energy barrier (ΔEij) at each time step. Specifically, it can be proven that

treating the mean escape time from state Si (sojourn time) as an exponentially distributed random

variable allows for the calculation of the time increment associated with a transition from state Si

and time tSi to state Sj and time tSj [173]:

Δt = − ln(ρ1)

Wtot
(2.22)

Where Δt = tSj − tSi , ρ1 represents a uniformly distributed random number with ρ1 ∈ [0, 1],

and Wtot describes the cumulative rate for the n possible escape processes from state Si (i.e.,

Wtot =
∑n

j=1Wij). Then, an atomic scale mechanism that displaces the system out of the current

state Si is selected, such as:

p∑
j=1

Wij ≥ ρ2Wtot ≥
p−1∑
j=1

Wij (2.23)

where p is an integer corresponding to the selected transition mechanism (with a rate of Wip)

and ρ2 is a second uniformly-distributed number in the [0,1] interval. Inequality 2.23 ensures that

faster atomic scale mechanisms (those of elevated Wij value) are selected more frequently than

slower processes. Specifically, the event selection probability can be written as [137]:

PSi→Sj =
Wij

Wtot
(2.24)

Generally, kMC algorithms generate a stochastic basin-to-basin trajectory on the PES. This

allows for the description of the temporal evolution of P (Si, t) through ensemble averaging over

multiple stochastic trajectories, without the requirement for a direct solution of equation 2.20.

Such a fact contributes to the time-advancing efficiency of the kMC method. The standard (n-fold

way) kMC algorithm, which is the basis of the computational framework presented in Section 3,

is summarised in the flowchart of Figure 2.12. In the beginning, an array containing the rates of

basin-to-basin transition events is assembled and the cumulative transition rate (Wtot) is estimated.

Following, two random numbers (ρ1,ρ2 ∈[0,1]) are drawn to advance the system clock (by Δt as

in relation 2.22) and stochastically select an atomic scale process (by satisfying inequality 2.23).

Then, the selected event is executed and the system moves from the current state to a neighbouring

state. The algorithm reaches an end when the system time (tclock) exceeds the user-defined end

time (tend).
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Fig. 2.12: Flowchart summarizing the workflow of the standard kMC algorithm.

2.2.2.2 KMC catalog of rates and limitations of latticed-based and non-lattice-based

schemes

From a practical perspective, the implementation of the standard kMC algorithm is a trivial

endeavour. Regardless, the number of distinct elementary processes dictating the concentrations

of surface species in materials science as well as chemistry applications are typically in the order

of thousands [219]. This fact elevates the numerical effort associated with calculating and storing

the state-to-state transition rates (i.e., components of the W matrix in equation 2.20). Such

effort can be diminished by introducing a list of transition events that remains fixed during the

kMC run (i.e., a predefined catalog of events). Typically, any uncompetitive steps [220] that are

unlikely to meaningfully propagate the system are excluded and solely rate-determining atomic

scale mechanisms are considered in the predefined catalog of events. Nonetheless, the predefined

catalog of events approximation necessitates the prior determination of the important transition

mechanisms along with their corresponding rates for the studied system (obtained from laboratory

studies or supplementary simulations). In such instances, the kMC schemes become semi-empirical

in nature, since only a set of predefined elementary processes are simulated and no additional

atomic-scale events are discovered during the course of the simulation [216, 221].

The number of elements included in the W matrix can be further reduced by the exploitation

of any translational or rotational symmetries present in the underlying system. Specifically, in

crystalline materials, the computational domain can be discretised to ensure that any species can

occupy predefined lattice sites. Restricting atoms to specific spatial positions naturally diminishes

the overall number of atomic-scale processes demanded to accurately describe the evolution of the

system [222–224]. However, the lattice approximation introduces obstacles into the investigation

of ordered materials. Simulation of amorphous materials through the kMC method requires an off-

lattice scheme. Off-lattice kMC algorithms in the present literature commonly deploy an on-the-fly

strategy to populate the transition frequency matrix (W ) [225], [226, 227]. Effectively, at each time

step, the configurational space in the vicinity of the current state is scanned, neighboring valleys

on the PES are discovered, and the activation energies of transition events are calculated. Those
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operations can be realised through the implementation of a minimum-mode following method (e.g.,

Activation Relaxation Technique nouveau [228] or the dimer method [229]). Another option is the

use of high-temperature MD [230] followed by occasional quenching and ultimately application

of the nudged elastic band method [231] to acquire the coordinates of the saddle point and the

respective activation energies of transition events.

On-the-fly off-lattice models are analytic and capable of discovering elementary processes during

the course of the simulation. Even so, those models are associated with a series of shortcomings.

Firstly, on-the-fly schemes become numerically tractable only if they are coupled with a method

dedicated to recycling atomic-scale processes throughout the course of the simulation [216]. In

other words, transition events discovered at each time step should be identified and executed in

subsequent time steps, without the need for additional searches on the PES. An on-the-fly model

should also include an algorithm devoted to storing and managing arrays containing the rates

(i.e., the on-the-fly catalog of rates) and the positions of atom(s) participating in any transition

mechanism of the kMC run. Undoubtedly, the necessity for supplementary numerical schemes

aimed at the storage, detection, and reuse of rates of elementary processes elevates the complexity

associated with the practical implementation of on-the-fly off-lattice kMC methods.

Moreover, on-the-fly schemes discover transition mechanisms by identifying saddle points on

the PES. Consequently, the modelling of systems that are dominated by transition events of ele-

vated entropic contributions to the free energy is expected to result in inaccurate long-timescale

properties [216]. Besides, certain atomic-scale processes involving the insertion of atoms (e.g.,

adsorption) cannot be directly described by interatomic potentials. On the other hand, the ex-

plicit description of reactions demands the use of numerically expensive interatomic potentials

(e.g., ReaxFF [209]) or an implicit approach where bonded interactions are defined through cutoff

distances between the bonded species [232].
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Chapter 3

Off-lattice hybrid kMC/MD model

for thin films from lubricant additives

3.1 Introduction

In Section 2.2.2, the theory of kMC was introduced. Then, in Section 2.2.2.2 we compared on-

the-fly and predefined catalogue kMC schemes. In this chapter, we present a numerically efficient

and easy-to-implement kMC/MD framework that unlocks the possibility for off-lattice simulations

on amorphous systems involving different classes of atomistic processes. The applicability of the

introduced methodology is examined through a benchmark application involving a non-crystalline

system. Specifically, the thermal decomposition of lubricant additive TCP molecules on a Fe(110)

surface and the subsequent growth of an amorphous polyphosphate film are simulated using our

off-lattice kMC/MD model. The obtained results are compared with previous experiments as well

as other simulation studies.

3.2 The proposed hybrid off-lattice kMC/MD framework with

predefined transition events

To reduce the computational cost and lower the implementation complexity of typical off-lattice

kMC methods based on on-the-fly approaches (see Section 2.2.2.2), we introduce an off-lattice

framework featuring a list of transition events that remains fixed during the kMC run (i.e., a

predefined catalog of events). As discussed in Section 2.1.2, previous off-lattice kMC schemes with

a predefined catalog of events can solely describe reactions. Here, we propose an off-lattice kMC

framework that extends the concept of the predefined table of events to complex materials science

problems involving virtually any transition mechanism from adsorption/desorption and diffusion

steps to complex reaction pathways.

Since atomic-scale events cannot be discovered during the kMC run, our methodology becomes

less accurate and less analytic than conventional on-the-fly schemes. Furthermore, the applicability

of the introduced model is subject to the availability of information linked to the rate-determining

elementary events of the studied system. Specifically, the user must be capable of estimating the

rates of different events prior to the initiation of a kMC run. Moreover, the implementation of

our off-lattice scheme necessitates an explicit description of any alterations in the current atomic
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configuration (e.g., addition, removal, or displacement of atoms, change in bonded interactions

between species) as a consequence of a basin-to-basin transition.

Fig. 3.1: Schematic comparison between on-lattice, proposed off-lattice with predefined table of rates, and
on-the-fly off-lattice kMC schemes. (Top) Standard on-lattice approaches examine the feasibility of an event
(contained in the predefined table of events) through mechanism searches centred on fixed lattice sites. The
rates of detected transitions are then passed on to the kMC algorithm. (Middle) The introduced off-lattice
methodology retains the predefined table of events philosophy but substitutes fixed lattice sites with mobile
event sites attached to the system atoms. (Bottom) On-the-fly off-lattice approaches detect basin-to-basin
transitions by causing a localised perturbation and then searching for adjacent minima (along with their
corresponding transition states) on the PES. Reproduced under the CC BY NC ND 4.0 license from our
published preprint on ChemRxiv [233].

In cases where the explicit a priori description of elementary processes is not possible, a bottom-

up multi-scale approach has to be deployed and simulations on lower scales (e.g., MD, DFT, or even

on-the-fly kMC [216]) have to be performed to populate the predefined table of events. Overall,

our method sacrifices some of the accuracy and predictive power of on-the-fly approaches for the

sake of significantly boosting the computational efficiency of the off-lattice kMC algorithm. Such

sacrifice enables long-timescale off-lattice kMC runs with the ability to resolve various classes of

elementary processes.

Our model assumes that the rates of elementary processes obey an Arrhenius-type equation (a

common practice in kMC simulations [137]) of the following form:

r = ν exp (
−ΔE

RT
) (3.1)
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Where r represents the event rate (in units of 1/s), ΔE is the activation energy, ν is the Arrhenius

prefactor (attempt frequency), and R and T are the universal gas constant and system temperature,

respectively. Then, a central model assumption is that system transition events can be grouped into

families of mechanisms with identical activation energies (ΔE) and attempt frequencies (ν). For

example, the family of decomposition reactions involving species A and B (i.e., AB→A+B) would

be assigned with a unique set of ΔE and ν values. It is acknowledged that such modelling choice

may result in the inaccurate estimation of mechanism rates since the ΔE and ν values could depend

on variables such as the local atomic environment or the bonded interactions between species (e.g.,

bond length or angle). Regardless, the model accuracy can be elevated by deploying variable ΔE

and ν as functions of critical parameters (e.g., distance from a catalyst or the substrate, bond

length, bond angles). Obtaining such expressions for ΔE and ν typically requires supplementary

simulations at smaller scales.

Fig. 3.2: Flowchart summarising the workflow of the proposed kMC/MD methodology.

The concept of an event site had to be revised to allow for off-lattice simulations with a

predefined table of events. Effectively, the proposed kMC algorithm uses mobile instead of rigid

event sites. In the introduced model, event sites are attached to and migrate with atoms throughout

the course of the simulation. Specifically, at each time step, the local environment of every atom is

scanned to assess the feasibility of user-defined atomic-scale mechanisms. This is equivalent to the

event search in traditional on-lattice kMC algorithms with a predefined table of rates. The critical

difference in our approach is associated with the fact that event searches are not performed on

lattice sites but are centred around freely moving atoms in the 3D space. A schematic comparison

between the conventional on-lattice kMC methods, proposed off-lattice kMC framework with a

predefined table of events, and on-the-fly kMC implementations is provided in Fig. 3.1.
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Furthermore, for the sake of simulating the realistic evolution of thin films, it becomes im-

portant to consider fast atomic-scale mechanisms (e.g., bond stretching, bond angle bending,

reorientation of adsorbates, surface reconstructions, electrostatic or solvent/heat bath interactions

[135, 234, 235]) typically manifesting in timescales between 10 and 100 fs (i.e., frequencies of

1013-1014 Hz) [236]. However, directly inserting such fast processes into the predefined table of

events is expected to hinder the kMC algorithm from accessing timescales beyond the limits of MD

schemes, as trivial transitions would dominate over interesting rare mechanisms. This is justified

by acknowledging that the rate and the selection probability of a kMC event are analogous (i.e.,

p =
Wij

Wtot
in Eq. 2.24) [173].

In this work, to account for rare events as well as explicitly simulate high-frequency (above

1012 Hz) elementary mechanisms, we couple our algorithm with an MD scheme. In essence, the

kMC stage is deployed to execute rare transitions of high activation energies, while a short MD

trajectory between the kMC steps is simulated to relax any residual atomic forces and analytically

describe fast concerted moves. A complete schematic flowchart of the proposed hybrid kMC/MD

methodology is provided in Fig. 3.2.

The introduced hybrid methodology begins with the kMC stage. Firstly, the feasibility of

predefined events is assessed for every mobile event site (one for every system atom), and the global

event matrix is assembled. Additionally, each element of the global event array is associated with

the characteristic (for that family of mechanisms) activation energy (ΔE), attempt frequency (ν),

and effective rate (calculated through Eq. 3.1). Once the global event matrix is assembled, the

kMC algorithm is deployed to stochastically advance the simulation clock as well as select and

execute an atomic-scale process [173]. Specifically, the time increment (Δt) is estimated as:

Δt = − ln(ρ1)

Wtot
(3.2)

where Δt = tSj − tSi , ρ1 represents a uniformly distributed random number with ρ1 ∈ [0, 1],

and Wtot describes the cumulative rate for the n possible escape processes from state Si (i.e.,

Wtot =
∑n

j=1Wij). An atomic-scale process is selected, such as:

p∑
j=1

Wij ≥ ρ2Wtot ≥
p−1∑
j=1

Wij (3.3)

where p is an integer corresponding to the selected transition mechanism (with a rate of Wip)

and ρ2 is a second uniformly distributed number in the [0,1] interval. Finally, the position as

well as bonded interaction lists of each atom are updated to reflect the changes as a result of the

basin-to-basin transition.

The MD stage of the framework is initiated immediately after the kMC stage. Note that it

is not necessary to deploy the MD stage after every kMC stage. For example, the user might

choose to solely initiate an MD stage after 5 or 10 kMC stages. This boosts the computational

efficiency of the methodology at the expense of model accuracy. In any case, the MD part of

the framework begins by implementing the conjugate gradient (CG) method [237] on the current

configuration (output of the kMC method). Applying the CG method is critical for the sake of

relaxing any residual forces between atoms. Such forces can become significant since our off-lattice

implementation permits atoms to freely move in the 3D space. Effectively, this might lead to
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short interatomic distances, which in turn can result in numerical instabilities in the MD stage.

Also, the equilibration of the remaining interatomic forces and the stability offered by the CG

method allow the utilisation of larger time steps in the MD algorithm. Of course, this increases

the computational efficiency as well as enhances the time-advancing capabilities of the introduced

methodology.

After the relaxation of residual forces, a short MD trajectory is simulated. Since the number

of particles is conserved during the MD stage, the user is given the freedom to select from a wide

range of ensembles (e.g., microcanonical, canonical, isoenthalpic-isobaric, or isothermal-isobaric)

that appropriately fit the application of interest. The overall duration of the MD trajectory is

also user-selected and depends on the studied system. Typically, a trajectory of a few hundred

or thousand fs (approximately 10−13 − 10−12 s) is sufficient to capture fast elementary events of

frequencies in the order of 1012 Hz and above. Moreover, the deployed interatomic potential should

be chosen by the user. It is advised to deploy numerically inexpensive interatomic expressions

(e.g., the 12-6 LJ potential [205]). Such a choice ensures that the MD stage is numerically efficient

and means that the proposed hybrid kMC/MD framework remains computationally tractable.

Of course, the selected interatomic potential should accurately describe the physics of any fast

elementary processes simulated through the MD stage.

Following the simulation of the short MD trajectory, the configuration is relaxed to the nearest

PES valley using the CG method. This instance removes the residual forces induced by the

MD trajectory and prepares the system for the next kMC basin-to-basin transition. The hybrid

algorithm terminates once the user-defined simulation ending time (tend) is reached.

The next section is devoted to a benchmark application. The benchmark application section

showcases how the proposed hybrid kMC/MD framework can be implemented to investigate the

polyphosphate film growth from the thermal decomposition of TCP molecules on an iron surface.

3.3 A benchmark application: Polyphosphate film growth from

the thermal decomposition of TCP molecules on a Fe(110)

substrate.

3.3.1 Background

The present work focuses on the investigation of thin films generated from the thermal decom-

position of TCP molecules on pure iron surfaces. Such a system is considered an appropriate

benchmark application for our introduced hybrid kMC/MD methodology since it has been thor-

oughly investigated both experimentally [67, 77–79] and computationally [91, 120]. Furthermore,

the thermal decomposition pathway can evolve without activation from pressure or frictional slid-

ing and the presence of acids, H2O molecules. The aforementioned factors simplify the modelling of

surface interactions, which renders the thermal decomposition mechanism ideal for benchmarking.

A detailed literature review regarding the TCP decomposition mechanisms is provided in Chap-

ter 2.1 (Section 2.1.1.3). Nonetheless, a clear lack of understanding is identified when it comes

to the link between elementary events and macroscopic properties of thermally decomposed TCP

films. This is justified by the fact that such protective films require seconds, minutes, or hours to

grow and form [89]. Experimental methods and models of the continuum are capable of reaching
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the relevant timescales but typically lack the ability to precisely resolve atomic-scale processes. On

the other hand, numerical schemes of molecular-level accuracy (e.g., MD or DFT) are usually in-

capable of simulating timescales beyond the microsecond (10−6 s) limit. Ultimately, our proposed

hybrid kMC/MD methodology promises to shed light on the effect of elementary transitions on

the macroscopic morphological (e.g., RMS roughness, fractal dimension) as well as chemical/struc-

tural (e.g., RDFs, species distribution) characteristics of the polyphosphate films by the thermal

decomposition of TCP molecules.

The following sections provide an overview of the important modelling details of the introduced

hybrid methodology. The specifics of the MD stage of the hybrid framework are outlined in

Section 3.3.3. Section 3.3.4 describes the methods used to simulate the relevant atomistic events

(adsorption, bond breaking/formation, and diffusion) within the kMC stage of the newly proposed

hybrid kMC/MD framework. Specifically, a brief discussion is featured related to (a) the algorithms

implemented for the sake of adding/removing, updating the positions/velocities/charges/bonded

interaction lists of atoms as well as (b) the numerical procedures and assumptions involved in the

calculation of the rates of the different classes of basin-to-basin transitions. Finally, Section 3.3.5

outlines the post-processing methods, Section 3.3.6 discusses the computational efficiency of the

methodology, and Section 3.3.7 presents the obtained results.

3.3.2 Overview of modelling details

This work focuses on the study of thermally decomposed mmm-TCP molecules. The system

temperature is set at T = 528.15K. Such a temperature value exceeds the boiling point of mmm-

TCP at 101.325 kPa. An adsorbate partial pressure (P in equation 3.8) of 0.01 kPa is used to

estimate the deposition rate of mmm-TCP molecules on the iron substrate (see Section 3.3.4 for

additional details). Such a partial pressure value was selected to simulate the vacuum conditions

present in VPL. Generally, the mmm-TCP molecules interact with the underlying Fe(110)/film

surface through a solid/gas interface. Four individual hybrid kMC/MD runs are performed in the

direction of producing ensemble statistics.

The present study is performed on a 3-layered α−Fe(110) substrate. A lattice constant of

2.866 Å is used, as reported in the pseudopotential plane-wave study of Milman et al. [238]. The

length and width of the substrate are Lx = 59.39Å and Ly = 62.20Å, respectively. Prior to the

beginning of the kMC/MD simulation, the CG method is deployed together with the DREIDING

[206] force field to relax the residual forces of the generated surface. Following the removal of

remaining stresses, the substrate is frozen. This reduces the computational cost of the MD stage

within the hybrid framework, albeit at the expense of capturing detailed near-surface Fe–TCP

interactions. Overall, the substrate atoms are fixed in space but are allowed to interact (through

the DREIDING force field) with each other as well as with other atoms of the growing film.

Moreover, the fixed surface atoms are active event sites in the kMC stage (i.e. local environment

searches are conducted on substrate atoms to assess the feasibility of atomic-scale processes).

Finally, a short MD trajectory of 10 ps is simulated to equilibrate surface charges via the QEq

method (see Sections 2.2.1.3 and 3.3.3 for details on the QEq method and the MD setup).

The kMC stage of the hybrid kMC/MD methodology is realised through an in-house code

written in Fortran95. On the other hand, the MD stage is implemented in LAMMPS [26], which

is written in C/C++. Overall, an MD stage is simulated every 9 kMC stages (i.e., a block of
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kMC/MD steps comprises 9 kMC stages and 1 MD stage).

3.3.3 Details of the MD stage

The MD stage (realised in LAMMPS) uses the DREIDING [206] force field, which was also utilised

in a previous study of Mosey et al. [239] on phosphate-containing species. The LAMMPS Data-File

generator (a nanoHUB tool [240]) is deployed to generate the force field coefficients and the bonded

interaction parameters of the Fe/mmm-TCP system. The Lorentz-Barthelot mixing rules are used

to evaluate the cross terms of the DREIDING force field. The cutoff distance for non-bonded

interactions (dcut) is fixed at 12 Å. The time step of the MD stage is set at 1 fs (10−15s). The

velocity-Verlet [203] algorithm is applied to integrate the equations of motion. The QEq method

[207] (briefly discussed in section 2.2.1.3) is utilised to equilibrate the atomic charges at every time

step. The relevant QEq method parameters (χ and η) are extracted from the ReaxFF coefficients

of Khajeh et al. [121]. Note that, in this example, the QEq method is preferred over static

Coulombic charges to better account for the dynamic nature of the simulations, which involve the

addition and removal of atoms and molecules during kMC stages [207].

Additional harmonic bond angle rules are implemented to capture the bond-bending interac-

tions of polyphosphate chains within the growing film. Particularly, a harmonic bond angle rule

is applied to the P-O-P and O-P-O pairs. The corresponding spring constant (K) and equilib-

rium angle (θ0) values for the P-O-P and O-P-O are KPOP = 88.03 kcal/mol, θPOP
0 = 141.179◦

and KOPO=38.72 kcal/mol, θOPO
0 = 109.470◦, respectively (as obtained from Di Tomasso et al.

[241]). The length and width of the simulation box are identical to those of the generated Fe(110)

substrate (Lx = 58.39Å and Ly = 61.20Å as given in Section 3.3.2). The height of the simulation

box is a function of the film height and is defined as Lz = h + 70Å. Note that the instantaneous

film height (h) is defined as a line parallel to the xy plane and below which 50% of the film’s total

density is contained. Periodic boundary conditions (PBCs) are applied in the x- and y-directions.

A reflective boundary is utilised at a variable distance of dzR = h+26Å on the xy-plane to prevent

atoms from escaping the simulation box.

The complete general flowchart of the MD stage is presented in Section 3.2 (flowchart 3.2).

To summarise, the MD stage begins with a relaxation step (using the CG method), followed

by a thermalisation step, and ends with an additional relaxation step on the final snapshot of

the thermalised configuration. The thermalisation step of the MD stage consists of two parts.

Both parts generate trajectories from the NVT ensemble and deploy the Nosé–Hoover [242, 243]

thermostat with a damping parameter of 100 fs. For the first thermalisation step, the temperature

is linearly ramped from 400K to 528.15K (the target temperature) over 600 fs. This ensures

that the system is equilibrated at the target temperature and eliminates instabilities due to the

addition/removal of atoms in the kMC stage (i.e., through adsorption, bond breaking, and diffusion

events). In a second thermalisation step, the temperature is maintained at 528.15 K for a total

duration of 600 fs. The overall trajectory duration of the MD stage is 1200 fs.

3.3.4 Details of the predefined events of the kMC stage

This section provides information related to the calculation of rates as well as the execution of kMC

events. In the context of our benchmark application, we manually design the predefined catalog
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of events. The design is based on remarks made on the growth of TCP films in the relevant

literature. As discussed in Section 3.3.1, the thermal decomposition of TCP molecules on ferrous

surfaces evolves through the following elementary processes: (a) adsorption of TCP molecules, (b)

cleavage of the P-O and C-O bonds of TCP molecules, (c) P-O and Fe-O bond formation within

the growing film, and (d) diffusion of Fe species from the underlying surface and through the

developing coating. Consequently, the aforementioned atomistic processes are modelled within the

kMC stage of our methodology and included in the fixed table of events. Note that the predefined

table does not include the reverse process of every kMC event. This implies that the principle of

detailed balance is not obeyed [215]. Hence, the benchmark application refers to a non-equilibrium

system, and the hybrid kMC/MD simulations are exclusively deployed to describe the dynamic

behaviour, rather than sample the equilibrium properties of the thin film [244].

Fig. 3.3: Adsorption radius (rmol in Eq. 3.5) for mmm-TCP.

The simulation of the adsorption event of the kMC stage requires the identification of surface

atoms. The z-coordinate of any surface atom obeys the following inequality:

|zj − h| ≤ rads (3.4)

Where h is the current film height and rads is the nominal adsorption radius:

rads = rw,j + rmol (3.5)

Here, rw,k represents the van der Waals radius of the jth system atom. In the present work, the

respective rw values are evaluated from the following equation:

rw = 0.5σj,j (3.6)

With σj,j being a coefficient of the DREIDING force field. Moreover, the molecule radius rmol is

a hardcoded user parameter quantifying the size of the adsorbate. Specifically, rmol is the radius
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of the smallest sphere capable of covering the entire molecule and is located at the centre of mass

of the adsorbate. The rmol value for the mmm-TCP molecule used in this study was set at 7.4 Å

(see Fig. 3.3).

Surface atoms act as parent atoms for kMC adsorption events. In detail, a homogeneous 20-

point spherical grid of radius rads = rw,j + rmol is generated around every surface atom. Here, the

nominal deposition radius (rads) is deployed to guarantee that the distance between the parent

atom and the adsorption site (i.e., the grid point) is sufficiently large to not only accommodate

an adsorbate (because rads > rmol) but also to prevent numerical instabilities (since rads > rw,j).

Following the grid generation, an mmm-TCP molecule is temporarily inserted into the system

for the sake of performing a deposition test and ultimately assessing whether the generated grid

point qualifies as a valid candidate adsorption site. The centre of mass of the tested adsorbate

is coincident with the generated grid point coordinates. Also, the temporarily inserted adsorbate

is oriented such that the centerline of the phosphorus-oxygen double bond of the mmm-TCP is

perpendicular to the underlying Fe(110) substrate. The tested molecule is given this particular

orientation to ensure that the doubly bonded oxygen atom of the mmm-TCP is the species that

eventually physisorbs on the underlying substrate/film surface, as suggested in previous studies

(experimental and computational) on the thermal decomposition of TCP molecules on ferrous

substrate (discussed in Section 3.3.1).

Note that it is advised to relax the mmm-TCP molecule prior to the initiation of the proposed

kMC/MD algorithm to ensure that any residual intermolecular forces are removed. This usually

reduces the numerical effort of the MD stage of the hybrid methodology and guarantees that

spurious motions due to local fluctuation of the potential energy are eliminated. In the present

work, the CG algorithm is deployed (in vacuum) to the spatial atomic coordinates of the adsorbate,

using an identical (DREIDING) force field as the one deployed in the MD stage of the kMC/MD

methodology (specific details are given in Section 3.3.3). The PACKMOL [245] software is deployed

to translate the relaxed local atomic coordinates of mmm-TCP to the global system coordinates

and provide the adsorbate with the preferred orientation (i.e., P=O bond centerline perpendicular

to the substrate) during the adsorption tests of the kMC stage.

Overall, a grid point qualifies as a valid candidate adsorption site if and only if none of the

atoms of the temporarily inserted mmm-TCP molecule overlaps with existing system atoms. It is

assumed that an overlap occurs when:

dj,k ≤ σj,k (3.7)

With dj,k being the interatomic distance between an atom j on the substrate/film and an atom

k of the tested adsorbate. The DREIDING force field parameter σj,k corresponds to the jth

substrate/film atom and the kth tested adsorbate atom. The above criterion (Eq. 3.7) is imposed

to filter and reject adsorption events that may lead to interatomic distances capable of causing

instabilities and crashes in the MD stage of the proposed hybrid kMC/MD framework.

Each detected overlap-free grid point corresponds to a valid kMC adsorption event. The kMC

rates of such adsorption events are calculated from the kinetic theory of gases. Particularly, the

Hertz-Knudsen equation is used [246]:

rads =
σ(θ, T )PA√
2πmkbT

(3.8)
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Where rads is the rate (units of [T ]−1) of a single adsorption event. Moreover, kb and T are

the Boltzmann constant and system temperature, respectively, m is the molecular weight of the

adsorbate (m=368.37 g/mol for mmm-TCP), and P is the partial pressure of the adsorbate.

Fig. 3.4: Three-layered Fe(110) substrate used in the current study and long bridge adsorption site dimen-
sions (dFe−Fe(sb) = 2.488Å and dFe−Fe(lb) = 3.071 Å) values obtained from Xu et al. [247].

Our model assumes that all adsorption sites are identical. The area A of each adsorption site

is fixed at 7.648 Å
2
. Such value corresponds to the area of a parallelepiped of base dFe−Fe(sb) =

2.488Å and height dFe−Fe(lb) = 3.071Å that encompasses the long bridge (lb) adsorption site of

an oxygen atom on a Fe(110) surface. As discussed in Section 3.3.1, the double-bonded oxygen

atom is the adsorbing species in the initial stages of the thermal decomposition of TCP molecules

on ferrous substrates. The Fe-Fe distances dFe−Fe(sb) and dFe−Fe(lb) along the short bridge

and long bridge directions, respectively (as depicted in Fig. 3.4), used for the estimation of the

parallelepiped surface area, were retrieved from the DFT study of Xu et al. [247].

Different works suggest that adsorbed oxygen atoms preferentially occupy the long bridge

sites at oxygen surface coverage of about 0.25 monolayer (ML) [247–249]. Nonetheless, it is

acknowledged that the use of a non-variable surface area in Eq. 3.8 may lead to inaccuracies when

it comes to the estimation of the adsorption rate due to the following considerations. Firstly,

the preferred adsorption site (e.g., long bridge, short bridge, pseudo threefold hollow) for oxygen

species on Fe(110) depends on the surface coverage [250]. Therefore, the adsorption surface area

also becomes a function of the surface coverage. Secondly, the energetically favourable adsorption

site may differ for the cases of atomic oxygen adsorption and adsorption of double-bonded oxygen

species of mmm-TCP molecules.

The sticking coefficient (σ(θ, T ) in Eq. 3.8) is a function of both the fraction of occupied

adsorption sites (θ) and the system temperature. In the absence of an analytic expression for

σ(θ, T ) we approximate the sticking coefficient as:

σ(θ, T ) = σ0(1− θ) (3.9)

With σ0 being the initial sticking coefficient. Of course, σ0 = 1 since all surface sites are unoccupied

at the beginning of the simulation. The fractional coverage (θ) at a given time step is estimated
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by dividing the number of overlapping grid points (adsorption sites which do not obey Eq. 3.7) by

the total number of grid points (i.e., 20 per surface atom).

Overall, each valid adsorption event is associated with an overlap-free mmm-TCP molecule as

well as with a corresponding adsorption rate. A flowchart summarising the steps involved in the

identification of adsorption events is illustrated in Fig. 3.5. The introduced mmm-TCP molecules

are given a bias velocity of -0.02 Å/fs in the z-direction to ensure that the added adsorbates move

toward the growing film. Finally, the initial charges of the inserted atoms are set to zero. The

charges are updated in the next MD stage of the hybrid kMC/MD framework using the QEq

method.

Fig. 3.5: Flowchart of an adsorption event.

Additionally, the kMC stage captures bond dissociation events between P-O and C-O pairs

of mmm-TCP molecules. The flowchart of Fig. 3.6 provides a graphical representation of the

workflow linked to the simulation of a P-O bond dissociation event. The specific steps involved

in the simulation of the P-O bond-breaking event are different, depending on whether a C-O

cleavage has already occurred on the same branch of the adsorbed mmm-TCP. If no prior C-O

scission took place on the same mmm-TCP branch, then the P-O bond dissociation event produces

a dehydrogenated cresol fragment (as seen in Fig. 3.6.b). Alternatively, the P-O scission event
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releases a lone oxygen in the system.

Fig. 3.6: Flowchart of the P-O bond breaking event.

Fig. 3.7 summarises the steps associated with the modelling of the C-O bond dissociation

event. Cleaved C-O bonds of dehydrogenated cresol fragments (resulting from previous P-O scission

events) produce lone oxygens (see Fig. 3.7.b). In this case, the remaining m-tolyl group is assumed

to desorb and gets deleted from the system. It is acknowledged that this approximation can

lead to inaccuracies regarding the elemental composition of the growing film since certain carbon

species can adsorb on the underlying substrate/film system (instead of desorbing). Nonetheless,

the approximation above is implemented for a couple of reasons. Firstly, it guarantees the growth

of pure iron polyphosphate films, which can be viewed as the central focus of the present benchmark

application. Secondly, it reduces the total number of atoms in the system and therefore enhances

the computational efficiency of the introduced kMC/MD framework. The C-O scission event linked

to m-tolyl groups attached to adsorbed mmm-TCP molecules (as observed in Fig. 3.7.c) results

in an oxygen radical as well as an m-tolyl group. Once again, the m-tolyl group is removed from

the system, for identical reasons to the case of the dehydrogenated cresol fragment.

The activation energies and attempt frequencies of the P-O and C-O bond dissociation events

are not available in the literature. Therefore, supplementary ReaxFF/MD simulations (in LAMMPS

[26]) are conducted prior to the hybrid kMC/MD runs, to capture the relevant ΔE and ν values

of the bond-breaking events. The reaxFF MD setup deployed to evaluate the activation energies

and attempt frequencies of the bond-breaking events is almost identical to that used in the work
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of Ewen et al. [120] on the thermal decomposition of aryl phosphates on ferrous surfaces. The dif-

ferences between the MD configuration of the current work and that of Ewen et al. are associated

with the total duration of the production runs and the investigated temperature range. Specifi-

cally, in this work, simulations are conducted for T ∈ [1100, 1600]K and up to tend = 1ns. The

following paragraphs provide an overview of the critical modelling parameters of the preliminary

MD simulations. For further information, the reader is advised to consult the original work of

Ewen et al. [120].

Fig. 3.7: Flowchart of the C-O bond breaking event.

The initial configuration of the system features 16 mmm-TCP molecules, placed at a distance

of 3 Å above the surface of the Fe(110) substrate. The dimensions of the substrate along the

x-, y-, and z-directions are 50 Å, 50 Å, and 15 Å, respectively. PBCs are used on the x- as

well as y-directions, and a reflective wall is placed at a distance of z = 50 Å (on the xy-plane).

The bottom layer of atoms is fixed during the simulation. The velocity-Verlet [203] integration

scheme is utilised with a time step of 0.25 fs, and the Nosé–Hoover thermostat is used to control

the temperature of the system atoms [242, 243] with a damping parameter of 25 fs. The MD

simulations in this study use the ReaxFF interatomic potential introduced by Chenoweth et al.

[251]. This bond-order potential is capable of capturing bond formation and dissociation events

during the course of the MD run. The force field parameters (for the C/H/O/Fe/P interactions)

are taken from Khajeh et al. [121].

The reduction in the number of P-O and C-O bonds is monitored throughout the MD produc-

tion run (for t ∈ [tstart, tend], with tstart = 0 and tend = 1ns). The P-O and C-O bond cleavage

rates (rReaxFF ) of each production run are evaluated from the following equation, which is used

in other ReaxFF studies of organic species (e.g., Chen et al.[210], Si et al. [211]).
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rReaxFF =
lnN0 − lnNteq

teq
(3.10)

Where N0 and Neq are the initial and equilibrium number of bonds, and teq represents the time

required for the number of bonds to reach a stable (equilibrium) value. Three independent MD

runs at each investigated temperature (T ∈ [1100, 1600] in steps of 100) are utilised to produce

ensemble statistics.

Fig. 3.8: Natural logarithm of rate versus the inverse of temperature for the C-O (a) and P-O (b) disso-
ciation events. The activation energies and attempt frequencies can be extracted from the slope and the
intercept of the best linear fit.

Fig. 3.8 shows the results of the MD simulations. Here, the natural logarithm of the bond

dissociation rate is plotted against the inverse of temperature (1/T). Each plotted point represents

the average rate (ln
ravgReaxFF

r0
) value of the three production runs at a specific target temperature.

Also, r0 = 1s−1 is introduced to ensure that the exponentials and logarithms are non-dimensional.

The vertical bars represent the standard deviation (STD) of the three runs. Note that the STDs

linked to P-O events are elevated compared to those of C-O events. Such a higher statistical

variability indicates that the energetics of the P-O bond-breaking events are more sensitive to

changes in the local atomic environment. For example, the activation energy for a P-O cleavage

event might be altered by the orientation of the dissociating TCP molecule or the presence of

neighbouring iron atoms. The above can influence the kinetics of dissociation events and lead to

rate variability among the different ReaxFF runs, as demonstrated by the elevated errors in graph

3.8.b).

The activation energies and attempt frequencies linked to the P-O and C-O cleavage event are

estimated from the slope and the intercept of the best linear fit applied to the relevant ln
ravgReaxFF

r0

versus 1/T data. Specifically, the activation energy is evaluated as ΔE = -Ra, with R and a being

the universal gas constant and the slope of the best linear fit, respectively. On the other hand, the

attempt frequency is evaluated as ν = ebr0, where b is the intercept of the best linear fit. These

expressions can be derived by equating the best linear fit equations associated with the ln
ravgReaxFF

r0

versus 1/T graphs (Fig. 3.8) to the Arrhenius equation (see Section 4.2.5 and Eq. 4.4).

The obtained activation energies and attempt frequencies of the P-O and C-O bond-breaking

reactions are ΔEP−O = 13.68 kcal/mol, νP−O = 6.99 1010 Hz and ΔEC−O = 20.54 kcal/mol,

νC−O = 1.56 1012 Hz for P-O and C-O, respectively. The rate of a kMC transition through a bond
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dissociation event (i.e., rscission) at a specific temperature can be estimated using the relevant ΔE

and ν values in Eq. 3.1. Note that the estimated ΔE, ν, and consequently rate values correspond

to the catalysed (by the Fe surface) P-O and C-O dissociation events. In this work, solely catalysed

bonds are allowed to break. System bonds are classified as catalysed if the neighbour lists of the

relevant bonded atoms include at least one Fe species.

It is acknowledged that a ReaxFF MD analysis is not as accurate as first-principles methods

(e.g., DFT with the nudged elastic band [231] or the Activation Relaxation Technique [228]).

Nonetheless, utilising a ReaxFF/MD approach to characterise the C-O and P-O bond-breaking

energetics aligns with the overall philosophy of the proposed hybrid kMC/MD framework, which

approximates kMC events as mechanism families of identical ΔE as well as ν values (as discussed

in Section 3.2). Specifically, the ΔE and ν values obtained from ReaxFF/MD can be viewed as

average values that summarise the effects of varying bond lengths, angles, and distances from the

substrate as well as the local environment of atoms associated with the cleavage event.

Fig. 3.9: Flowchart of a bond formation event adapted from our preprint on the hybrid kMC/MD method
[233].

Furthermore, the kMC stage simulates bond-formation events within the growing film. Par-

ticularly, Fe-O, P-O, and O-O pairs whose distances obey the following inequality are associated

with potential bond formation events:

dj,k ≤ rmin
j,k (3.11)

Here, rmin
j,k represents the interatomic distance which minimises the potential energy of the diatomic

system of atoms j and k. Since the DREIDING force field uses a 12-6 LJ expression to model non-

bonded interactions, the rmin
j,k value is defined as rmin

j,k = rmin,LJ
j,k = 21/6σj,k. The DREIDING force

field parameter σj,k is associated with the jth and kth atoms. A summary of the bond formation
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event is illustrated in Fig. 3.9.

As far as the O-O bond formation events are concerned, the paired lone oxygens (originating

from prior C-O or P-O bond dissociation events) are assumed to volatilize and are removed from

the system. P-O-P or O-P-O bond angles (as described in Section 3.3.3) are added to the system

following certain P-O bond formation events. This occurs when a phosphorus or oxygen atom bonds

to an existing P-O pair. To prevent clustering within the growing film (due to excessive bonding),

the maximum number of formed bonds of each species is regulated. Particularly, phosphorus,

oxygen, and iron atoms are allowed to form a total of 4, 2, and 6 bonds, respectively. Such criteria

ensure that the formation of PO4 as well as FeO6 polyhedra within the growing film remains

possible. Note that the PO4 and FeO6 structures are typically present in iron-phosphate glasses

[252].

Radical species formed from C-O as well as P-O cleavage events are considered to be highly

reactive. Therefore, in the present work, bond formation steps are modelled as spontaneous.

Effectively, it is assumed that the rates of bond formation events in the growing film are by orders

of magnitude faster than the rest of the simulated kMC events (i.e., adsorption, bond dissociation,

diffusion). In detail, the activation energy of bond formation events is set to zero [98] and an

attempt frequency of νbond = 1013Hz is used. This results in a bond-formation base rate of

rbond = 1013Hz (though Eq. 3.1) at any given temperature. It is acknowledged that the barrierless

bond formation approximation can lead to an overestimation of the growth rate of the thermally

grown polyphosphate film. Regardless, the aforementioned assumption serves as a reasonable first-

order approximation in the context of the proof-of-concept application for our proposed kMC/MD

methodology.

Also, the kMC stage captures the diffusion of substrate Fe species towards the growing film.

Simulation of the diffusion event necessitates the identification of vacant sites at each time step.

Vacant sites are modelled as vacuum regions between four or more PO4 tetrahedra. Such modelling

choice can be justified by acknowledging that the Fe species of optimised iron-phosphate clusters

typically occupy polyhedral sites surrounded by PO4 structures. The geometrical features of

amorphous iron-phosphate glasses are discussed in the DFT/Raman spectroscopy study of Stoch

et al. [252].

The kMC stage of the introduced methodology identifies vacant sites as follows. Firstly, the

neighbour lists of surface iron species are scanned for the sake of identifying the nearest phosphorus

atoms. Then, the bond lists of neighbouring atoms are utilised to assess whether the phosphorus

atoms are bonded to four oxygen atoms. Essentially, this guarantees that a PO4 tetrahedron

exists in the neighbourhood of a substrate atom. If four or more PO4 structures are detected

in the vicinity of a surface iron, an algorithm performing insertion tests is deployed. Such an

algorithm is similar to that implemented for the adsorption event. In essence, a 20-point spherical

grid is generated around a Fe atom and test iron atoms are placed on the respective grid points.

The spherical grid is centred on the parent iron atom with a radius equal to the minimum radius

corresponding to a Fe-Fe pair (rmin
Fe−Fe as defined in Eq. 3.11). Once again, the overlap criterion

of inequality 3.7 is utilised to reject diffusion events capable of causing numerical instabilities in

the MD stage of the introduced hybrid kMC/MD framework.

As discussed in Section 3.3.2, the underlying Fe(110) substrate remains frozen throughout the

kMC/MD run. Hence, Fe atoms are not allowed to migrate from the Fe(110) toward the growing
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film. Nevertheless, it can be hypothesised that the mass of the Fe(110) substrate is considerably

greater than that of the growing film. Effectively, it is assumed that the underlying Fe(110)

surface becomes a source of Fe atoms diffusing within the thermally decomposed film. Under

such an assumption, the diffusion event can be simulated by inserting an additional Fe atom on

an overlap-free vacant site (as opposed to displacing a substrate Fe atom from the surface to

the grid point). When a diffusion event is selected from the kMC stage of the hybrid kMC/MD

methodology, the initial velocity and charge of the inserted Fe atom are zero. Both the velocity

and the charge are updated in the subsequent MD stage. A flowchart illustrating the steps involved

in the diffusion event is provided in Fig. 3.10.

Fig. 3.10: Flowchart of a diffusion event.

The activation energy ΔEdiff = 11.53kcal/mol as well as attempt frequency νdiff = 1.41013

Hz linked to the diffusion event are obtained from the study of Kuss, Liang, and Schougaard [253].

Once again, the rate of a diffusion event (rdiff ) is evaluated by using the respective ΔEdiff and

νdiff in Eq. 3.1. Note that such activation energy and attempt frequency values correspond to

iron migration towards the M1 site of crystalline FePO4 [254]. In the context of the current proof-

of-concept application of this work, it is hypothesised that the diffusion energetics (i.e., ΔE and

ν) of substrate iron in film FePO4 are identical to those of Fe towards the M1 site of crystalline

FePO4.

To summarize, the kMC stage of our kMC/MD methodology simulates the following atomic-

scale processes: (a) TCP adsorption (with a maximum base rate of 4.564103 Hz, when σ(θ, T ) = 1),

(b) P-O and C-O bond cleavage (with base rates of 1.525105 Hz and 49.931 Hz, respectively), (c)

P-O as well as Fe-O formation (considered barrierless with a rate of 1013 Hz), and (d) Fe diffusion
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(with a base rate of 2.369108 Hz). All the relevant base rates are obtained from the Arrhenius

law (Eq. 3.1), except for the adsorption frequency, which is calculated from the kinetic theory of

gases (Eq. 3.7). It can be observed that mechanisms (a), (b), and (d) are low-frequency events

manifesting in timescales beyond the limits of MD. This justifies the fact that adsorption, bond

dissociation, and diffusion events are simulated within the kMC stage of our kMC/MD framework.

On the other hand, the bond-formation events could be captured from the MD stage. Nonethe-

less, this would require the utilisation of an expensive interatomic potential capable of describing

bond-association/dissociation (e.g., ReaxFF [251]). To favour the computational efficiency of our

model, we simulate bond-formation events within the kMC stage. Finally, bond-formation events

are grouped and executed concurrently. This prevents the kMC stage from becoming dominated

by bond-formation events, which are by orders of magnitude faster than any other atomic-scale

process [255].

3.3.5 Post-processing of results

Fig. 3.11: Post-processing flowchart adapted from our preprint on the hybrid kMC/MD method [233].
Reproduced under the CC BY NC ND license.

The visual molecular dynamics (VMD) [256] is used to estimate the RDF for the species pairs

contained in the grown film. The integrals of RDFs and, effectively, the coordination numbers

(CN) of the species pairs are also obtained through VMD. Additionally, the volmap extension of

VMD is deployed to generate a volumetric density map for each .xyz file. An isovalue of 0.6 is
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selected, which ensures that the produced surface mesh reveals the morphological features of the

grown film at lengthscales of approximately 10−9 − 10−10 m. Then, the coordinates of the grid

points of the relevant isosurfaces are read by a Python script that converts each volumetric density

map into a surface height map, which is used to calculate the RMS roughness.

Following, a 2D Hann window [27] is applied to the surface height map and the radially averaged

2D Power spectral density (2D PSD) is obtained [257]. The Hurst exponent (H) of the surface is

calculated from the slope of the power spectrum-wavevector log-log graph (H = −a/2− 1, with a

being the graph slope). Note that the Hurst exponent is linked to the Fractal Dimension (FD) of

the film (FD = 3−H), which is a descriptor of the surface roughness.

Finally, a second Python script is deployed to evaluate the length distribution of the phosphate

chains and calculate the atomic percentage of species at various film thicknesses. A flowchart

summarising the post-processing procedure is provided in Fig. 3.11.

3.3.6 Computational efficiency

As expressed in Section 3.1, the central motivation of this work is the development of a computa-

tionally inexpensive algorithm capable of simulating amorphous thin film growth over experimen-

tally relevant timescales with atomic-scale fidelity. In this section, we compare the computational

efficiency of a hybrid kMC/MD run with the efficiency of the equivalent (at the same temperature

T = 528.15K) ReaxFF MD simulation on thin films from TCP (deployed to acquire the activation

energies of bond-breaking events). Such a comparison is performed in the direction of highlighting

the time-advancing capabilities of our introduced hybrid kMC/MD framework.

The ReaxFF MD calculation features a fixed number of atoms (3632) and requires 20 h on

the Young MMM Hub HPC cluster (200 cores @ 2.5 GHz Intel Xeon) to access timescales of

1 ns (10−9 second). Consequently, the time-advancing efficiency of the ReaxFF MD method is

Δteff,ReaxFF = 7.21013 CPU s/s.

On the other hand, a kMC/MD run finishes in approximately 5 h on a personal computer (Dell

Precision Workstation, 18 cores @ 3.0 GHz Intel Xeon) and is capable of reaching simulation times

of about 60 seconds. Overall, the kMC/MD simulation requires 1100 blocks of steps (i.e., 9 kMC

steps and 1 MD step) to complete. Hence, 18.33 blocks of kMC/MD steps advance the simulation

clock by 1 second (1100/60 blocks/s). Now, the number of atoms is not fixed on a kMC/MD run.

Therefore, the CPU time per block of kMC/MD steps is variable. To enable a direct comparison

between ReaxFF MD and kMC/MD, a CPU time per block of steps of 11.89 sec is considered,

corresponding to a system of 3632 atoms (i.e., Natoms of ReaxFF MD). Note that in the current

version of the kMC/MD model, the CPU time per block of steps scales linearly with the number

of system atoms (as observed in Fig. 3.12). In any case, the time-advancing efficiency of the

kMC/MD model (Δteff,kMC/MD) with 3632 atoms is 217.94 CPU sec/sec (11.89 CPU sec/block

× 18.33 block/sec).

The hybrid kMC/MD run uses fewer computational resources (i.e., 18 cores) than the equivalent

ReaxFF MD simulation (i.e., 200 cores). Nonetheless, our hybrid kMC/MD framework is eleven

orders of magnitude more efficient than the ReaxFF MD method. It is important to mention

that the Δteff of the hybrid kMC/MD framework scales with the simulation temperature. This

is justified by observing that the rate of a kMC event (e.g., adsorption, diffusion, reaction) and

ultimately, the overall rate (Wtot) scale with the system temperature. Since time steps (Δt) are
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calculated through Eq. 3.2, altering the system temperature is also expected to influence the

time-advancing capabilities of the methodology.

Moreover, note that the kMC stage of our algorithm is currently not parallelised. Overall, the

Δteff of the introduced kMC/MD methodology is expected to decrease further in future versions of

the hybrid kMC/MDmodel by parallelising the kMC stage as well as optimising the communication

interface between the kMC and MD stages.

Fig. 3.12: Block (i.e., 9 kMC and 1 MD step) CPU time versus number of atoms of the performance run
(used for comparison with the ReaxFF scheme).

3.3.7 Results & discussion

The growth profiles obtained from the four hybrid kMC/MD runs exhibit three roughly linear

growth stages. An example growth profile curve (from run 1) is illustrated in Fig. 3.13.a). The

relevant film snapshots of run 1 at different times are presented in Fig. 3.14. Initially, TCP

molecules deposit on the Fe(110) substrate, which triggers dissociation [85] through P-O and C-O

bond-scission events. The breaking of bonds releases phosphorus as well as oxygen species. This

enables oxygen atoms to bond to surface Fe atoms and leads to the formation of PO4 structures

on the Fe(110) substrate. Adsorption events are characterised by relatively slower cumulative

rates (sum of all adsorption event rates) compared to scission and (barrierless) bond-formation

events (see Fig. 3.13). Notice that the probability of selection for a kMC event is proportional

to Wij/Wtot (see [173]). Therefore, the deposition probability is by orders of magnitude lower

than the relevant probabilities of other event families. Hence, adsorption events typically occur
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when further film growth necessitates the deposition of additional TCP molecules (i.e., after the

execution of any available scission/formation event and when the relevant scission/formation rates

drop to zero). Such an instance justifies the fact that the rate of deposition events dictates the

shape of the growth profile. Effectively, adsorption events are performed when (Wtot ≈ Wads)

directly influencing the time increment (Δt, as in Eq. 3.2) at a given kMC step. In essence, as

the cumulative adsorption rate rises, so does the chance of generating a longer time increment Δt

through Eq. 3.2.

Fig. 3.13: (a) Example growth profile from run 1 along with best linear fits for the first, second, and
third stages of growth. (b-d) Evolution of total (cumulative) kMC event rates of run 1. The total rates are
calculated by summing the rates of all the detected events of the respective event family. Evolution of time
increment (Δt as in Eq. 3.2 at each hybrid kMC/MD step) for run 1.

Fig. 3.14: Example film growth snapshots for run 1 at different times. (a-f) Snapshots at 0, 12, 24, 36, 48,
and 60 seconds.

When at least four PO4 structures are attached to the Fe(110) surface, the cumulative diffusion
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rate becomes positive (as depicted in graph 3.13.d)) and Fe species begin to diffuse towards the

growing film. Migrating atoms that do not form bonds with dangling oxygens can reach the

film surface. This diminishes the availability of overlap-free adsorption sites and leads to the

observed stage 1 growth plateau of the cumulative adsorption rate (i.e., the sum of the rates of

all the adsorption events). This is illustrated in graph 3.13.b). Such a plateau can be considered

responsible for the long time increments (see Fig. 3.13.e) and consequently, the slow, stable growth

within stage one.

As the film grows, the number of overlap-free adsorption sites reduces. This results in a rise

in the total adsorption rate since fewer Fe atoms obstruct TCP deposition sites. Of course, the

increase of the cumulative adsorption rate leads to shorter time increments and faster stage 2

growth. The total deposition rate peaks within the second stage of growth, approximately when

all the vacant sites for Fe diffusion are occupied (see Fig. 3.14.c).

Subsequent deposition beyond this point leads to the burying of Fe atoms within the thermally

decomposed film. Note that non-catalysed P-O, as well as C-O bonds, are not permitted to

break in the current study. Buried Fe species cannot catalyse P-O and C-O bond scission events.

Consequently, a number of TCP molecules deposit on the growing front but remain intact and

ultimately obstruct active adsorption sites (as seen in Fig. 3.14.d). This gradually diminishes the

cumulative adsorption frequency and justifies the reduced growth within the third growth stage.

Eventually, all Fe species become buried within the film and are incapable of further activating P-O

or C-O bond-breaking reactions. Hence, the film ceases to grow and the height plateaus beyond

the third stage of growth (see Figs. 3.14.e-f).

Fig. 3.15: Growth rates and standard deviations of the 3 stages. The dashed line represents the growth
rate for TCP molecules on Fe(110) from the experimental study of Acharya et al. [89].

Overall, a sigmoidal growth profile (Fig. 3.13) is obtained, which has been observed in previous
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modelling studies on film growth [258]. The bar chart presented in Fig. 3.15 exhibits the average

growth rates along with the standard deviation of four hybrid kMC/MD runs. The horizontal

dotted line corresponds to an experimentally obtained growth rate of 0.038 nm/sec for thermally

decomposed TCP molecules on an iron substrate, as obtained from the work of Acharya et al. [89].

These authors did not provide the complete growth profile (height versus time graph), but instead

assumed a linear behaviour and estimated the growth rate by dividing the final thickness by the

total growth time associated with their QCM experiment. Since the growth behaviour observed in

our simulations is not linear, a total growth rate is obtained for the sake of enabling the comparison

between the hybrid kMC/MD and the experimental results. Particularly, we estimate the total

growth rate as 0.09 ± 0.02 nm/sec (see Fig. 3.15) by averaging the rates of the three growth

stages for each hybrid kMC/MD run. The evaluated total growth rate of the hybrid kMC/MD

runs is approximately three times faster than the experimentally obtained value. Nonetheless, the

kMC/MD and experimental growth rate values are of the same order of magnitude.

Fig. 3.16: RMS roughness versus kMC time. The vertical bars represent the standard deviation of four
hybrid kMC/MD runs.

The disparity between the hybrid kMC/MD rate and the experimental value can be explained

by the following differences. Firstly, the experiments were performed at 498.15 K, while the

simulations were conducted at 528.15 K. Secondly, the experiments were conducted using a solution

of 5% TCP in base oil, while our hybrid kMC/MD analysis assumes that TCP molecules approach

the growing film from a vapour region (as analysed in Section 3.3.2). Thirdly, the experimental

rates assume linear growth, rather than the sigmoidal growth profile observed by kMC/MD. Finally,

the disparity between the experimental and computationally obtained growth rates may be linked

to the central assumptions of our kMC/MD approach, such as considering the bond formation as
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barrierless.

The evolution of the film RMS roughness is presented in Fig. 3.16. A steady rise in the RMS

roughness value is observed within the first and second stages of growth. The roughness features

of the film are almost fully developed when the system transitions from stage two to stage three

growth. Essentially, the RMS roughness increases slightly within the third stage of growth and

eventually reaches a maximum value of 2.242 ± 0.189 nm at 60 seconds. This is somewhat lower

than the experimentally obtained value of 3.6 nm for 5% TCP dissolved in a base oil on a pure iron

substrate (Acharya et al. [89]). Discrepancies between the computationally and experimentally

obtained values may stem from the central assumptions implemented in our hybrid kMC/MD

model. For example, in the present work, C-O bond-scission events may lead to the removal of

carbon and hydrogen species from the system. Of course, such an instance alters the morphological

characteristics of the thin film and can influence the value of RMS surface roughness.

Finally, relatively large uncertainties are observed in Fig. 3.16. However, this is justified by

considering that the RMS roughness value is a function of film height and that the film height of

individual hybrid kMC/MD runs can vary at a specific time. Such variation in film height can be

non-negligible, especially if we acknowledge that the time increment (Δt) of the kMC method is

non-constant (see Eq. 3.2).

Fig. 3.17 illustrates the height profile images from the four hybrid kMC/MD runs. Such images

can be considered digital twins [259] of AFM images and can be used for visual comparison between

computationally and experimentally grown thin films. The power spectrum of a digital twin image

can be calculated by treating the height profile of the respective run.

Fig. 3.17: Surface height profiles and relevant 2D radially averaged PSDs of the four (a-d) kMC/MD runs.
The FD of individual hybrid kMC/MD runs is obtained from the slope of the respective power spectrum
versus wavevector graph. The average FD is 2.301± 0.0112.

The associated FD (a surface roughness descriptor) can be estimated from the slope of the power

spectrum (the treatment process is outlined in Section 3.3.5). Note that the radially averaged

power spectrum is calculated, which assumes that the fractal characteristics of the film surface

exhibit radial symmetry. In this work, a value of FD = 2.30 ± 0.001 is obtained from the four

hybrid kMC/MD runs. This is equal to the maximum FD limit of FDmax = 2.3 for self-affine

surfaces of engineering interest (as outlined by Persson [260]). The FD value calculated from the
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kMC/MD runs is also comparable to the FD of films grown on ferrous surfaces from phosphate-

containing anti-wear additive molecules. For instance, in the study of Dorgham et al., [261], the

FD of tribofilms formed from Zinc dialkyl dithiophosphates (ZDDP) molecules in the boundary

lubrication regime ranged between 2.17 and 2.34 in 30% and 75% Relative Humidity conditions,

respectively.

Fig. 3.18.a) illustrates the partial RDFs (gij) for the species pairs for the iron polyphosphate

film obtained from kMC/MD at 60 s. Figs 3.18.c) and 3.18.d) correspond to the RDFs of two iron

phosphate systems (40Fe2O3 and 40FeO, respectively) as investigated in the MD study of Al-Hasni

and Mountjoy [262]. Note that P-O and Fe-O pairs in the film interact not only through harmonic

bonds, but also via thermostat and non-bonded interactions with other atoms (i.e., intact TPC

molecules in the vicinity of the bond, other polyphosphate chains, etc.). Hence, the shapes (i.e.,

positions, numbers, and intensities of peaks) of the RDFs corresponding to the P-O and Fe-O pairs

differ from the relevant (scaled) interatomic bond potential distributions (i.e., p(r) ∝ exp
k0(r−r0)

2

2kbT ,

with k0, r0, kb, and T being the harmonic spring constant, equilibrium bond distance, Boltzmann

constant, and system temperature, respectively). The spring constants and equilibrium bond

distances (as defined in the DREIDING force field) for the P-O and Fe-O pairs are k0,P−O = 350

kcal/(mol Å
2
), r0,P−O = 1.54Å, and k0,F e−O = 350 kcal/(mol Å

2
), r0,F e−O = 1.935Å.

Fig. 3.18: RDFs (a) Hybrid kMC/MD simulations at 60 seconds and standard deviations. (b) Al-Hasni
and Mountjoy [262], RDF of 40Fe2O3. (c) Al-Hasni and Mountjoy [262], RDF of 40FeO. Offsets of 30 and
70 gij(r) are used for curves (b) and (a), respectively.
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The RDFs of the hybrid kMC/MD analysis are in reasonable qualitative agreement with the

relevant MD RDFs (Figs. 3.18.c-d). The first two distinct P-O peaks of Fig. 3.18.a) at 1.519Å

(zoomed-in region) and 1.573Å correspond to P-O bonds involving ONB (non-bridging oxygens

bonded to one or zero phosphorus atoms) and OB (bridging oxygens bonded to two phosphorus

atoms), respectively. The P − ONB bond length captured from our hybrid kMC/MD runs is

somewhat longer than the experimentally obtained value of 1.432± 0.005Å from the study Hoppe

et al. [263]. The P − OB from the same work of Hope et al. is 1.581 ± 0.003Å. Furthermore,

the mean P-O value (average of P − ONB and P − OB) from the hybrid kMC/MD simulations

(Fig. 3.18.a) is 1.546Å. Such value is slightly greater than the average P-O length (1.50± 0.01Å)

as reported in the study of Al-Hasni and Mountjoy [262] (see Figs. 3.18.b-c). Nonetheless, the

mean kMC/MD P-O length value is within the P-O bond length limits reported in the Raman

spectroscopy investigation of Zhang and Brow [264] (1.54-1.57Å).

A third P-O peak is depicted at 1.651Å. Such peak results from the influence of the m-

tolyl groups of TCPs on adjacent P-O bonds of the growing film. Within the third stage of

growth (see Fig. 3.13.a) and towards the end of a kMC/MD run, TCP molecules adsorb on the

iron polyphosphate film and decompose partially or remain intact (depending on the number of

the relevant activated P-O and C-O reactions). Using a Python script, we estimated that the

length of P-O bonds in P-O-C or O=P-O-C structures is 1.651 ± 0.005Å. Such an average bond

length coincides with the x-axis position of the third P-O peak. Note that, in the present work,

carbon and hydrogen species are removed from the system following C-O dissociation events.

Generally, obtaining a thorough understanding of the effect of cresol fragments on P-O bond

lengths necessitates further simulations that allow C and H species to remain in the growing film.

The most probable O-O distance in the hybrid kMC/MD simulations is 2.515Å corresponding

to a CN of 4.977±0.06. The results are comparable to the relevant values obtained from diffraction

studies on 40Fe2O3 (CN = 5.0± 0.5 and dO−O = 2.5± 0.02Å) [265, 266]. The CN obtained from

the MD study of Al-Hasni and Mountjoy [262] is 4.3 for the 40FeO system (Fig. 3.18.a) and 3.7

for the 40Fe2O3 glass (Fig. 3.18.b). Moreover, we observe longer P-P distances in the case of the

hybrid kMC/MD simulations relative to the results of the study of Al-Hasni and Mountjoy [262].

This feature is potentially linked to the longer P-O bonds in the hybrid kMC/MD runs. This can

be justified by considering that the thermally decomposed film simulated through kMC/MD is

rich in P-O-P as well as O-P-O structures. Therefore, an elongation of P-O bonds can potentially

result in the offset of the P-P peak towards higher distances. The predicted P-P CN of the MD

simulations of Al-Hasni and Mountjoy is 2.34 and 1.0 for the 40FeO (Fig. 3.18.a) and 40Fe2O3

(Fig. 3.18.c) systems, respectively. Note that the O:P ratios of the systems studied in the work of

Al-Hasni and Mountjoy are 2.83 for FeO and 3.5 for 40Fe2O3, while the O:P ratio of the kMC/MD

runs at 60 seconds is 2.913±0.122. The P-P CN value of the hybrid kMC/MD runs (2.361±0.131)

is similar to the relevant value of the 40FeO system of Al-Hasni and Mountjoy [262], which features

a comparable O:P ratio.

As far as the Fe-O and P-O peaks are concerned, we notice that r40Fe2O3 < rkMC/MD < r40FeO.

Such an instance is potentially linked to the central differences characterising the assumptions of

the kMC/MD simulations and MD simulations of Al-Hasni and Mountjoy [262]. Specifically,

the hybrid kMC/MD framework deploys a QEq method to equilibrate the atomic charges (as

discussed in Section 3.3.3). Effectively, the Fe atoms inserted in the system (via diffusion events)
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are in a mixed oxidation state during the hybrid kMC/MD runs. On the other hand, Al-Hasni

and Mountjoy [262] utilised fixed charges meaning that the 40FeO and 40Fe2O3 systems solely

contain Fe ions in the 2+ (Fe2+) and 3+ (Fe3+) valence states, respectively. The kMC/MD Fe-O

distance value is between the experimentally obtained Fe-O distances for 40Fe2O3 (1.94± 0.01Å)

and 40FeO (2.12± 0.02Å) [265, 267]. Finally, the hybrid kMC/MD CN for Fe-O (4.856± 0.145)

is in good agreement with the experimentally obtained value of 5.0± 0.5 [265, 267].

Fig. 3.19: Film elemental composition graphs. (a) Hybrid kMC/MD simulations. The shadowed regions
represent the standard deviation of four runs. (b) Approximate atomic percentage versus film depth from
Auger depth profile for a thermally decomposed film formed from tri(tert-butylphenyl) phosphate (t-BPP)
molecules at 698.15K after 2 hours of exposure. Experimental data adapted from Johnson and Morrow [67].
The x-axis was converted from sputter time to film depth using the sputter rate (80Å /min) reported.

The elemental distribution (atomic percentage) across the growing film obtained from the

hybrid kMC/MD is provided in Fig. 3.19.a). A reference Auger depth profile (from Johnson and

Morrow [67]) for a film grown from tri(p-tert-butylphenyl) phosphate (p-TBPP) lubricant additive

molecules on iron foils and in VPL conditions is illustrated in Fig. 3.19.b).

Firstly, we notice that the Fe atomic percentage in Fig. 3.19.b) is the highest through the film

depth. On the contrary, when it comes to Fig. 3.19.a), Fe atoms dominate the film composition only

in the neighbourhood of the Fe(110) surface. Such an instance is a consequence of the fundamental

approximations relevant to the diffusion events of the kMC/MD model. Specifically, the diffusion

of Fe species is enabled solely when a specific vacancy type is detected (empty space around at

least 4 PO4 as defined in Section 3.3.4). A more representative description of the diffusion process,

especially in the case of non-crystalline films, demands the migration of species towards different

vacant sites. Furthermore, the current iteration of our hybrid kMC/MD model does not consider

the possible elongation of bonds in the vicinity of a vacancy. Such an instance can potentially allow

for additional Fe species to migrate toward the growing film. Overall, the central assumptions of

our kMC/MD diffusion processes justify the steep drop in the Fe atomic percentage. In essence,

Fe species are abundant in the vicinity of the Fe(110) substrate. However, Fe vacancies become

saturated in the early stages of growth (as observed in Fig. 3.13.a).

Moreover, the peak of the carbon curve close to the surface is not captured in hybrid kMC/MD

runs. This is a result of the kMC/MD model assumptions regarding the C-O bond scission events.

Essentially, our modelling choice to eject hydrogen and carbon atoms from the system after specific
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bond cleavage events leads to zero carbon atomic percentage close to the substrate. The carbon

content begins to rise steadily when approximately hfilm ≥ 10Å, as a larger number of TCP

molecules deposit on the surface without decomposing fully. An increase in the atomic percentage

of carbon is also observed in the relevant experimental curve (Fig. 3.19.b).

When it comes to the oxygen and phosphorus curves, we notice a reasonable qualitative match

between the experimental and computational results. Both kMC/MD and AES graphs are richer in

oxygen than phosphorus throughout the film thickness. The phosphorus content remains constant

for the majority of the film. The oxygen and phosphorus curves in the case of Fig. 3.19.a) feature

a slight drop in the vicinity of the film surface due to the rise of carbon percentage.

The connectivity of phosphate structures within the growing film can be described by the

distribution of bridging oxygens (OB) per P species. Specifically, P atoms are classified as Qn,

with n ∈ [0, 4] being the number of OB bonded to a P atom. The schematic depicted in Fig. 3.20

showcases examples of phosphate network structures.

Fig. 3.20: Illustration of (PO4) phosphate chain structures.

The relevant percentages of Qn for the iron polyphosphate films of the kMC/MD runs at

different snapshots are illustrated in Figs. 3.21a-d). In the early stages of growth (Fig. 3.21.a))

Q0 structures dominate the system due to the low degree of polymerisation. The calculated O:P

ratio of the kMC/MD simulations at 24 s is 4.90 ± 2.065. The corresponding distribution of

Qn structures at 24 seconds (as in Fig. 3.21.b)) shows that the two most probable phosphate

network structures are Q0 and Q1. Such a result is in agreement with experimental studies on iron

phosphate systems claiming that compositions with O:P ratios of 3.5 and above are dominated by

Q1 and Q2 tetrahedra [264].

From 36 to 48 s (Figs. 3.21.b-e)) the percentage of Q4 phosphorus species rises steadily, and
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in the last snapshot (60 seconds - Fig. 3.21.d)), a left-skewed distribution is clearly depicted. The

estimated O:P ratio at 60 seconds is 2.913±0.122. Previous studies on phosphate systems suggest

that at O:P ratios of approximately 3, iron phosphate films form glassy metaphosphates featuring

long chains of Q2 structures. Hence, the distribution depicted in Fig. 3.21.d) is not consistent

with previous results on iron phosphate systems. Nonetheless, such inconsistency can be explained

by acknowledging a couple of facts. Firstly, in the present work, we model bond formation as a

barrierless event. Secondly, P-O and Fe-O bonds within the growing film are not permitted to break

(see Section 3.3.4). In essence, iron-catalysed depolymerisation [59] is not currently considered in

the present kMC/MD study, which explains the increase of bridging oxygens (OB) within the

growing films over time.

Fig. 3.21: Phosphate chain lengths at about 12, 24, 36, 48, and 60 seconds, respectively and relevant
standard deviation. Percentage of atoms with 0, 1, 2, 3, and 4 bridging oxygens, corresponding to Q0, Q1,
Q2, Q3, and Q4, respectively.

3.4 Conclusions & Future work

We have introduced a 3D off-lattice hybrid kMC/MD methodology that bridges reactive MD

simulation timescales with timescales linked to thin-film growth experiments. The stochastic kMC

algorithm propagates the system through rare transitions, while a short NVTMD trajectory relaxes

the system by accounting for the interactions between the atoms in the growing film (as discussed in

Section 3.2). Utilisation of our kMC/MD implementation demands prior knowledge regarding the

critical atomistic processes along with their associated rates. Essentially, our kMC/MD method

is empirical in nature, meaning that it does not capture the detailed trajectory of the system.

Therefore, it is not as accurate as other atomistic simulation methods (e.g., MD, DFT, or even on-

the-fly off-lattice kMC). Nevertheless, we postulate that the predefined table of rates assumption of

on-lattice kMC can be extended to off-lattice kMC approaches. This eliminates the requirement for
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discovering as well as managing atomic-scale processes at every time step. This instance renders our

kMC/MD methodology computationally efficient as well as easy to implement, especially compared

to on-the-fly off-lattice approaches. Overall, the presented kMC/MD scheme serves as a tool that

allows the user to potentially include any atomic-scale process of interest. Such a fact highlights

the transferability of the proposed kMC/MD framework across different thin film systems of the

energy sector (SEIs, catalysts, PVs, and tribofilms, as discussed in Section 2.1.1).

The thermal decomposition of TCP molecules on iron (see Section 3.3) was used as a proof-

of-concept for our methodology. The growth rate, RMS roughness, FD, and RDF estimated

from the hybrid kMC/MD model are in good agreement with the corresponding experimental and

MD simulation results available in the literature. Also, we observed that our kMC/MD scheme

was not capable of describing certain features related to the elemental composition as well as the

distribution of polyphosphate chain length. Regardless, the accuracy of our kMC/MDmethodology

can be further improved by revising the central assumptions linked to the modelling of atomic-scale

processes.

In that respect, our future work will primarily focus on conducting additional DFT as well

as ReaxFF MD simulations on thin films generated from the decomposition of TCP molecules.

Such simulations will enable us to reduce the uncertainty associated with the rates of the various

events. Furthermore, supplementary simulations using ReaxFF MD or DFT will provide us with

the necessary knowledge, allowing us to improve the fundamental approximations deployed to

model the relevant rate-determining atomic-scale processes. For instance, the diffusion event could

be revised to include more than one vacant site, and the C-O bond-scission event could be altered

to retain C and H atoms within the growing film. In the direction of thoroughly corroborating

the predictive capabilities of our kMC/MD framework, we also plan to design laboratory-based

experiments on the thermal decomposition of TCP molecules on steel surfaces. These experiments

will permit a more representative and direct comparison between the hybrid kMC/MD results and

results of experiments conducted under the same conditions (e.g., temperature, pressure, partial

pressure of TCP precursor, etc.).

Finally, we aim to optimise the computational efficiency of our hybrid kMC/MD algorithm.

The kMC stage will be implemented in C++, and the kMC-MD communication interface (currently

performed through reading/writing text files) will be revised to enable the direct passing of data

from the kMC stage to LAMMPS. Then, the C++ kMC code will be parallelised. Both changes

are expected to boost the computational efficiency of the hybrid kMC/MD framework even further,

enabling the simulation of larger systems over longer timescales.

Data availability

Data from our hybrid kMC/MD runs on the thermal decomposition of TCP molecules are available

at Mendeley data (DOI: 10.17632/p8bjyrg5jh.1) [268].
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Experimental Validation

4.1 Introduction

As discussed in Section 2.1.1.3, various experimental studies shed light on the formation mecha-

nisms as well as the chemical (e.g., elemental composition, bonding environment) and morpholog-

ical (e.g., roughness, friction coefficient) properties of TCP films on metallic surfaces ([69, 87, 89,

269]). Nonetheless, to the best of our knowledge, there is a gap in the literature regarding the

in-depth understanding of kinetic properties (e.g., rate of formation) of thermally-grown coatings

from TCP on iron.

The numerical model presented as part of this PhD thesis is kinetic. Its central aim is the

bridging of experimental and molecular-resolution simulation timescales. Therefore, the experi-

mental validation of the growth rates as well as thickness curves (see Figs. 3.13 and 3.15) produced

by our hybrid kMC/MD workflow is paramount to the credibility of the method. In our previous

work [270] (see Chapter 3), growth rates from TCP on iron from our kMC/MD model were com-

pared to a formation rate reported in the study of Acharya et al. [89]. Nonetheless, that study

assumed linear growth and estimated the formation rate by dividing the final thickness by the

overall duration of the experiment.

For a more thorough investigation regarding the kinetics of the formation of TCP coatings on

iron, we developed an in-house experimental setup aimed at the dynamic monitoring of thermally

grown thin films. The following chapter discusses the materials used, conceptual design, meth-

ods, and limitations (Section 4.2) of our experimental setup. Next, Section 4.3 focuses on the

presentation of experimental results and a comparison with in-silico data for TCP films grown by

thermal decomposition on ferrous surfaces. Finally, conclusions and suggestions for further work

are provided in Section 4.4.

4.2 Methods

4.2.1 Thermal decomposition setup

A computer-aided design (CAD) sketch and an actual image of the experimental arrangement

utilised as part of this work are presented in Fig. 4.1. The experiments took place in a fume hood

to prevent leakage of neurotoxic TCP vapours [68]. A round-bottom reaction vessel (sciLabware

Quickfit 1000mL) was filled with silicone oil (Thermo Scientific Acros 316 ◦C flash point) and
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secured on a heating mantle-stirrer (Electrothermal OMCA1000). A 100 PT RTD probe was

connected to the mantle to measure and control the temperature of the silicone oil.

Fig. 4.1: CAD rendered (left) and actual (right) experimental setup for the thermal decomposition of
TCP on iron.

Following, a laser-cut sheet metal (304S15 stainless steel) lid was mounted and secured on the

rim of the round-bottom flask. Four rimmed glass tubes (DURAN borosilicate 3.3) were inserted

into circular holes of the sheet metal lid, while smaller openings allowed silicone oil vapours to

escape from the reaction flask in order to prevent pressure build-up. Spacers were used for height

adjustment, ensuring that the borosilicate glass tubes were wetted by the silicone oil at all times.

Fig. 4.2: Exploded view of a steel rod assembly. A clamping knob facilitates the handling of the assembly.
A steel glass holder secures the assembly on the rim of the borosilicate glass tube. A set of nuts allows for
adjustments to the position of the 52100 specimen to ensure proper sample wetting.

Next, four steel rod assemblies (as in Fig. 4.2) were placed on the rimmed glass tubes. Prior

to each test, the assemblies were cleaned by rinsing with heptane and then with isopropanol. The
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samples (52100 3/4 inch ball specimens from PCS instruments) fastened at the bottom of the

assembly underwent a more thorough treatment to guarantee the removal of the stock grease as

well as polar and non-polar contaminants from the surface of the spheres [271]. Specifically, the

samples were sonicated sequentially in heptane, acetone, and finally isopropanol. Any part of the

assembly in contact with the lubricant (i.e., studdings, nuts, and washers) was designed using A4

316 stainless steel (SS) to inhibit corrosion and oxidation.

Fig. 4.3: Detailed flowchart depicting the experimental procedure (preparing, testing, and measuring) for
the study of thermal decomposition of TCP on iron. Certain icons and vectors were adapted from [272] and
[273], respectively.
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The tests were performed with 6 mL solutions of 1 % tri-m-cresyl phosphate (Tokyo Chemical

Industry). Two solvents were tested (see Section 4.2.2): GTL-3 solvent (Shell Global Solutions)

and diisodecyl adipate (DIDA) from Tokyo Chemical Industry. All solutions were mixed as well

as stirred at 70 ◦C for 1 hour, and poured into the glass tubes. Following, the heating mantle

was set at the target temperature (125 ◦C , 185 ◦C , 190 ◦C , 195 ◦C , 200 ◦C , or 205 ◦C ) and

the magnetic stirrer at 1300 rpm. To study thin films in different stages of growth, 52100 ball

samples were extracted from the assembly at various times after the silicone oil reached the target

temperature. Immediately after each specimen lift-up, the 3/4 inch balls were rinsed with heptane

to remove excess solvent from the sample surface. Finally, the specimens were sealed in soda-lime

glass containers and allowed to cool down to room temperature.

The film height corresponding to each sample was measured using the spacer-layer imaging

method (SLIM) [274]. Three test repetitions were performed at 190 ◦C as well as 205 ◦C to quantify

the uncertainties and validate the reproducibility of the experimental procedure. Additional tests

were conducted at 125 ◦C for 8 hours and analysed using XPS techniques to further understand

the conditions favouring the formation and growth of phosphate films on iron (see Section 4.2.3).

The flowchart depicted in Fig. 4.3 provides an overview of the experimental setup presented in

this work.

4.2.2 Selection of materials

The choice of standardised spherical AISI 52100 precision super finish specimens (3/4 inch balls

from PCS instruments) was motivated by:

i. The need to minimise the influence of roughness, small size, and geometrical asymmetries of

the samples on the thin-film growth [275].

ii. The requirement for a material of elevated Fe content (Fe% ≈ 97% for AISI 52100 [276])

to enable comparisons with our previously developed hybrid model [270] performed on an

Fe(110) surface (see section 3).

iii. The desire to expedite the process of film-height measurements through the use of SLIM.

Nonetheless, utilising pure TCP to conduct the thermal growth experiments would not have

been cost-effective. This can be justified by considering that submerging a 52100 3/4 inch MTM

ball in pure mmm-TCP with a clearance of 3mm from the glass tube walls would demand approx-

imately 15.3g of TCP (because ρTCP = 1.247g/cm3). Each run requires four 52100 specimens.

Hence, a total weight of 61.2g of mmm-TCP that costs 1248.48 GBP (Tokyo Chemical Industry)

would be necessary for each run. Therefore, we opted for mixtures of 1% mmm-TCP in base oils

instead of pure TCP to render our experimental work financially viable.

Note that in our previous additive decomposition model (see Chapter 3), the solvent was not

explicitly simulated [270]. Instead, solely mmm-TCP molecules reacted with the iron surface.

Consequently, comparison of in-silico data with the corresponding experimental results would be

valid solely by assuming that:

i. Solvent oxidation and blocking of TCP adsorption sites on the 52100 surface from decomposed

base oil are negligible.
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ii. Diffusion of TCP molecules through the solvent and towards the 52100 specimens is suffi-

ciently rapid to not influence (or control) the overall film growth rate.

By taking the above assumptions into consideration and to diminish the influence of base oils

on the formation and growth of thin films, we deployed XPS measurements (see Section 4.2.3) on

the structure of mixtures of 1% TCP with the following base oils:

i. GTL-3 from Shell, which is a low-viscosity (6.5-11.0 mm2/s at 40◦C) as well as an oxidation-

resistant solvent containing solely non-polar isomerised paraffins [277].

ii. DIDA from Tokyo Chemical Instruments, a synthetic dibasic ester featuring a flash point of

229 ◦C and a boiling point of 240 ◦C , both of which are greater than the maximum tested

temperature of 205 ◦C.

4.2.3 XPS measurements

It is understood that the thorough investigation of the surface-layer structure of thin films grown

using our experimental setup would demand XPS measurements performed on each reacted sample

and for any tested temperature (i.e., 185 ◦C , 190 ◦C , 195 ◦C , 200◦C , and 205 ◦C). However,

due to the limited availability of access to the relevant equipment, we employed XPS in a comple-

mentary manner to the SLIM measurements. Effectively, XPS was performed prior to SLIM and

on selected samples with the goal of validating that the obtained film composition was consistent

with previous studies on the thermal decomposition of TCP on iron [77, 85, 87].

In particular, we opted to analyse five representative specimens:

i. Cleaned (as described in Section 4.2.1) 52100 ball used for reference (Pristine)

ii. Cleaned sample reacted with 1% TCP in GTL-3 at 125 ◦C for 8 hours (Low T GLT-3)

iii. Cleaned specimen reacted with 1% TCP in GTL-3 at 205 ◦C for 1 hour (High T GTL-3)

iv. Cleaned sample reacted with 1% TCP in DIDA at 125 ◦C for 8 hours (Low T DIDA)

v. Cleaned specimen reacted with 1% TCP in DIDA at 205 ◦C for 1 hour (High DIDA)

Moreover, for the sake of efficiently utilising our allocated time slot for XPS we performed

detailed scans on selected species (Fe, C, O, P, S) and solely for samples ii, iii, iv, and v. Overall,

the above representative specimens were selected after consulting the work of Arezzo [87] who

reported that longer reaction times and reduced temperatures lead to an increase in the phosphate

content of coatings formed on 52100 from TCP. To examine if phosphate thin films form under

diverse experimental conditions we opted to analyze (with XPS) samples ii and iv which reacted

at 80 ◦C lower but for 8 times longer than specimens iii and v. Note that 205 ◦C and 60 minutes

(i.e., the conditions linked to specimens iii and v) correspond to the maximum testing temperature

and elapsed time, respectively, for any sample imaged with SLIM.

All 52100 steel samples were measured in a Thermo K-alpha XPS system equipped with an

Al kα X-ray source (hν=1486.6 eV). The spot size was fixed at 400 μm. A pass energy of 35

eV and 200 eV was used for core levels as well as surveys, respectively. The step size was set at
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0.1 eV. The core-level spectra were fitted with Gaussian-Lorentzian convolution peaks and Smart-

Shirley background [278] in Thermo Advantage software. Binding energies were determined with

an uncertainty of approximately 0.1 eV. Peaks were calibrated utilising a C1s peak of 284.6 eV, and

centres were referenced against the ThermoFisher Scientific [279] and NIST [280] XPS databases.

4.2.4 Spacer-layer imaging method (SLIM) measurements

The SLIM method uses a thin chromium layer to split white light into two paths. One beam

reflects directly to a camera, while the other passes through the chromium and transparent film,

reflects off a steel ball, and returns. As the beams recombine, their path difference creates inter-

ference patterns, forming coloured fringes that indicate variations in film thickness. These colours,

captured by an RGB camera, are then matched to known thickness values to produce a detailed

thickness map of the film [281].

In this work, a Mini-Traction Machine (MTM) from PCS instruments (MTM2) was utilised

for the SLIM measurements. The MTM2 was equipped with the JAI CV-M9CL camera. The

colour-height calibration curve was generated using a stationary contact profiling approach [274]

through the MTM software (PCS instruments) on a clean 3/4 inch 52100 specimen (PCS instru-

ments, decontamination process described in Section 4.2.1) with a height and distance of 131mm

and 19mm, respectively. The load was fixed at 25N. The SLIM offline analysis software (PCS in-

struments) was deployed to estimate the film heights from the colourimetric images. Particularly,

a least-squares search approach was implemented to obtain a height average over the sample area.

SLIM enables expeditious film height estimations with a resolution of a few nanometers (ap-

proximately 1nm for films thinner than 10nm) [282]. Nevertheless, such estimations can become

error-prone due to the central assumptions associated with postprocessing colourimetric images to

convert pixel colours to local film heights and subsequently to averaged-global film heights. Firstly,

it is postulated that the adsorption spectra of the reacted samples match that of the pristine unre-

acted specimen deployed to capture the calibration curve. Secondly, SLIM assumes spatial (across

all three directions) as well as temporal uniformity of the measured film’s refractive index [281].

Finally, the refractive index is a function of the contact pressure [283].

The quantification of film-height estimation errors arising from the aforementioned assumptions

(e.g., due to intensity shifts) demands an in-depth experimental analysis of adsorption spectra and

refractive indexes of specimens reacted at various times and temperatures as well as measured at

different contact pressures. Such a task was beyond the scope of the present work. Instead, further

SLIM measurements were performed to quantify uncertainties associated with:

i. Spatial height variations. Two measurements were captured for each sample. Specifically,

the second measurement was taken after rotating the specimen by 180° following the first

measurement.

ii. Loading cycles. Two mapper steps (of 25N) were used for each specimen to investigate the

effect of repeated loading/unloading on the generated colourimetric images.

iii. Ageing. All samples were stored in soda-lime containers and remeasured a week after the

initial SLIM test.
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iv. Test repetitions. Tests were repeated three times for specimens reacted with 1% TCP in

GTL-3 at 190 ◦C and 205 ◦C (6 repetitions in total).

4.2.5 Film growth rate and activation energy estimation

Growth rates were calculated from the average height measurements at different times with two

distinct methods. Firstly, a growth rate was estimated using a scaled (by the time interval) average

formula:

ravg =
N−1∑
i=0

hi+1 − hi
ti+1 − ti

(4.1)

Where N is the number of specimens measured at different times for the same run and hi, ti are

the height and elapsed time of sample i, respectively. A second growth rate was estimated under

the assumption of proportionality to the elapsed time:

dh

dt
∝ tm−1 (4.2)

Where 0 < m < 1. Integration leads to the following equation:

h(t) = h0 + rparabolict
m (4.3)

Here, the growth rate rparabolic (in units of [L][T ]−m) can be obtained by interpolating the height

versus time graphs (for the same run) with the parabolic fit (as in Eq. 4.3). Interpolations were

performed utilising the non-linear fit function of Origin Pro software. Note that the literature

shows evidence of parabolic growth behaviour for films from TCP and phosphate ester additives

[81, 284]. Additionally, parabolic equations are widely used to fit height versus time data from

experimental studies on a variety of thin-film coatings (e.g., hydrocarbons [285] as well as oxides

and corrosion inhibitors [286–288]).

The attempt frequencies (ν) and activation energies (Ea) for film formation were evaluated by

manipulating the Arrhenius equation as below:

r = ν exp
−Ea

RT
⇒ r

r0
=

ν

r0
exp

−Ea

RT
⇒ ln

r

r0
= ln(

ν

r0
exp

−Ea

RT
) ⇒ ln

r

r0
= ln

ν

r0
− Ea

RT
(4.4)

Where r0 = 1[T ]−m (m = 1 and m = 0.5 for scaled average and parabolic fits, respectively) is

introduced to ensure that the exponentials and logarithms are non-dimensional. R is the universal

gas constant and T represents the temperature. Eq. 4.4 is a linear expression of the form y = ax+b.

Consequently, Ea and ν can be retrieved from the slope (a) and the intercept (b) of the ln r
r0
-1/T

graph as:

Ea = −aR (4.5)

ν = ebr0 (4.6)

The calculation procedure for the activation energies and attempt frequencies for film formation

is similar to that followed to capture the C-O and P-O dissociation rates in our in-silico study of

the thermal decomposition of TCP on iron (see Section 3.3.4 and Fig. 3.8) [270].
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4.3 Results and discussion

4.3.1 Surface structure analysis with XPS

The XPS survey spectra of this study, along with the respective areas of detailed scans of thermally

reacted samples (annotated with dotted lines), are presented in Fig. 4.4. The pristine sample (i)

features contributions from Fe, O, and C species. Similar XPS spectra were obtained by Arezzo [87]

where a clean 52100 specimen used as reference comprised 34.7 % and 46.7 % C and O, respectively.

Generally, the strong carbon as well as oxygen signals can be attributed to the cleaning process

(with heptane, acetone, and isopropanol as described in Section 4.2.1) or the polishing of the 52100

balls to achieve precision super finish. In the case of the thermally-reacted samples (ii, iii, iv, and

v) such strong signals can be a consequence of the rinsing step leading to surface adsorption of

heptane on the heated 52100 surface.

Fig. 4.4: Survey spectra for Pristine (specimen i), Low T GLT-3 (specimen ii), High T GLT-3 (specimen
iii), Low T DIDA (specimen iv), and High T DIDA (specimen v) 52100 balls with annotated (dotted lines)
regions of detailed elemental scans (Fe, O, C, P, respectively).

Samples ii, iii, and iv exhibit a P(2p) in addition to the Fe, O, and C peaks. Nonetheless,

no phosphorus signal is detected on the High T DIDA specimen. Moreover, weak signals from

Si (in samples i, iii, iv), Na (in specimens ii, iv, v), Zn (in sample ii), and N (in specimen v)

indicate potential contamination of the 52100 balls during testing, transfer, or analysis in the XPS

vacuum chamber. However, strong contributions from contaminant sulphur species are evident

in both DIDA samples (iv and v). Detailed scans from 165-173 eV (illustrated in pictures 4.5)

demonstrate that the relevant peaks of DIDA specimens are dominated by metallic sulphates.

Furthermore, from the XPS surveys (Fig. 4.4) it can be observed that the low temperature

52100 spheres (samples ii and iv) are dominated by oxygen species. By contrast, the high tem-

perature samples (i.e., specimens ii and v) exhibit stronger contributions from carbon atoms. A

separate graph for spectra with binding energies between 705 and 740 eV (associated with Fe
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species) is illustrated in Fig. 4.6. The graph shows that samples ii, iii, and iv feature Fe(III). Con-

tributions from both Fe(III) as well as Fe(II) are evident when it comes to the high-temperature

DIDA sample. Finally, the pristine specimen additionally exhibits a weak metallic iron signal.

Fig. 4.5: Detailed XPS scans illustrating contributions from S atoms for Low T DIDA (sample iv - left)
and High T DIDA (sample v - right).

Fig. 4.6: XPS survey spectra for Pristine (specimen i), Low T GLT-3 (specimen ii), High T GLT-3
(specimen iii), Low T DIDA (specimen iv), and High T DIDA (specimen v) between 704 and 740 eV
revealing contributions from iron.
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Detailed scans of binding energies in the oxygen regime (527-536 eV) are presented in Figs.

4.7. Both low-temperature specimens (ii and iv) show contributions of similar intensity from C-O

functional groups and iron oxides (Fe2O3). The high-temperature GTL-3 sample (iii) is dominated

by C-O groups and shows a relatively reduced percentage of iron oxides, signifying the presence

of a protective coating layer of elevated thickness. Ferrous oxides are not detected in the high-

temperature DIDA sample (v), denoting that such a specimen features the thickest film of any

measured 52100 sphere.

Fig. 4.7: Detailed XPS scans illustrating contributions from O atoms for Low T GLT-3 (sample ii), High
T GLT-3 (sample iii), Low T DIDA (sample iv), and High T DIDA (sample v).

Images 4.8 illustrate detailed scans in the carbon region (281-291 eV). It is revealed that all

samples have strong contributions from C-C functional groups. Furthermore, the high-temperature

samples (iii and v) show more pronounced C-O than C=O bonds. In contrast, the low-temperature

specimens (ii and iv) exhibit C-O and C=O signals of similar intensity.

Detailed scans for peaks associated with phosphorus species (129-138 eV) are provided in Fig.

4.9. Note that the high-temperature DIDA 52100 sphere (sample v) is excluded from images 4.9,
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since no associated P(2p) peaks are identified. Specimens ii, iii, and iv feature metal-phosphate

compounds at 133.09 eV, 133.02 eV, and 133.17 eV for Low T GLT-3, High T GTL-3, and Low

T DIDA, respectively. The high-temperature GLT-3 sample exhibits further phosphorus contribu-

tions consistent with the literature report of Wheeler and Faut [85]. In particular, Wheeler and

Faut investigated the XPS spectra of adsorbed TCP on iron and reported a characteristic P(2p)

peak at 134.2 eV. A summary of the binding energies of P as well as S species centres for the

various tested samples is given in Table 4.1.

Fig. 4.8: Detailed XPS scans illustrating contributions from C atoms for Low T GLT-3 (sample ii), High
T GLT-3 (sample iii), Low T DIDA (sample iv), and High T DIDA (sample v).

In any case, the additional P(2p) contributions indicate the presence of partially dissociated or

unreacted TCP molecules on the surface of the high-temperature GTL-3 sample. Such observation

underlines the influence of growth conditions on the structure of the phosphate films. Specifically,

lower temperatures and longer reaction times appear to favour the complete decomposition of TCP

molecules, leading to the formation of iron-phosphate coatings. In contrast, higher temperatures

are linked to complexes comprising iron-phosphates and unreacted or partially decomposed TCP
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molecules. Such behaviour could be associated with the fact that elevated temperatures can result

in oxidation and subsequent surface adsorption of solvent. As such, GTL-3 adsorbates (along with

their reaction products) can block TCP adsorption sites and therefore, hinder the activation and

complete dissociation of TCP on the 52100 surface [69, 77, 78, 87].

Fig. 4.9: Detailed XPS scans illustrating contributions from P atoms for Low T GLT-3 (sample ii), High
T GLT-3 (sample iii), and Low T DIDA (sample iv).

Table 4.1: Selected binding energies (BE) of detected contributions for Pristine (i), Low T GLT-3 (ii),
High T GTL-3 (iii), Low T DIDA (iv), and High T DIDA (v) specimens.

Sample Phosphate BE (eV) TCP BE (eV) Sulphate BE (eV)

Pristine (i) - - -
Low T GTL-3 (ii) 133.09 - -
High T GLT-3 (iii) 133.02 134.2 -
Low T DIDA (iv) 133.17 - 168.63
High T DIDA (v) - - 168.59

Overall, the results obtained from our XPS analysis for all specimens except for the high-

temperature DIDA sample (v) agree well with the findings of equivalent studies in the literature.

For example, Arezzo [87] investigated the surface structure of films grown from aged mixtures

of TCP with non-polar oils on 52100 discs. They reported that the top layers of the analysed

samples were dominated by carbon as well as oxygen species, with lower-intensity ferrous and

phosphate contributions. Similar results were obtained by Wheeler and Faut [85]. Their XPS

analysis concluded that the surface of iron specimens reacted with TCP exhibited strong O(1s)

(≈ 57% peak area) as well as O(1s) signals (≈ 38% peak percentage) with weaker P(2p) components

(≈ 5% peak percentage).

Moreover, Saba and Forster [77] studied the composition of fresh and oxidised 1010 steel

coupons reacted with pure m-TCP at 475 ◦C under vacuum conditions. In their work, they

revealed that the top layer of the thermally reacted films comprised ferrous oxides, carbonaceous

compounds (originating from attached organic groups and/or TCP molecules), as well as various

phosphate functional groups (e.g., P-O, P-O-P, P-O-C, iron phosphates). Nonetheless, caution

should be exercised when it comes to the comparison of experimental studies related to thin films

from neat TCP and mixtures of TCP with base oils, since evidence suggests that the structure of

the resulting coatings can differ [88].

Additionally, the surface structure of the thin films obtained from samples ii, iii, and iv is

similar to that reported in our previous hybrid kMC/MD work (see Chapter 3 and graph 3.19)

94



4.3. Results and discussion

[270]. However, a central difference arises from the fact that our model predicted the strong

presence of oxygen as well as carbon species, but not that of Fe atoms at the outermost layer of

the protective coatings.

Conclusively, the structure of the films originated from our experimental setup for all samples

(except for specimen V) is consistent with reports from the relevant literature. Specifically, no

contributions from phosphates were identified in the high-temperature DIDA specimen. Such an

instance is indicative of extensive solvent decomposition and deposition on the 52100 ball, which

ultimately results in an oxidised base oil (i.e., DIDA) film rather than a coating from friction

modifiers (i.e., TCP) [87].

Recall that the main goal of our experimental analysis was the validation of the growth rates

obtained from our previous in-silico study [270] on the thermal decomposition of TCP on iron (see

Section 4.1). Consequently, we opted to employ SLIM solely on mixtures of TCP with GLT-3 (see

Section 4.3.2). This decision was motivated by the fact that the XPS analysis on coatings from

GLT-3 yielded realistic top-layer compositions for a range of experimental conditions (i.e., both

125 ◦C for 8 hours and 205 ◦C for 1 hour) as expected for thermally reacted films from TCP

on ferrous surfaces. In contrast, the structure of thin films from DIDA appears to be consistent

with protective lubricant additive coatings solely when it comes to long reaction times and lower

temperatures - conditions that inherently favour the formation of phosphate films [87].

4.3.2 Film height analysis with SLIM

The colourimetric images retrieved from the SLIM measurements on 1% TCP in GTL-3 mixtures

for different temperatures and reaction times, along with a representative colourbar (reproduced

using the calibration files as generated by the PCS offline analysis software), are depicted in Fig.

4.10. Generally, it can be observed that the film thickness increases at elevated temperatures

as well as longer reaction times. Note that the maximum film height is 28.357 ± 6.295 nm corre-

sponding to the sample collected at 60 minutes and 205 ◦C . Moreover, it is illustrated that certain

specimens (e.g., 200 ◦C at 15 minutes or 195 ◦C at 10 minutes) exhibit non-uniform thickness.

Nevertheless, the least-squares search approach averages the heights corresponding to each pixel

of the interference pattern. As such, spatial non-uniformities are taken into consideration in the

calculation of the mean film thickness.

The temporal evolution of the average film heights for the thermally grown films reacted at

185 ◦C , 190 ◦C , 195 ◦C , 200 ◦C , and 205 ◦C is presented in Figs. 4.11a-e). Previous studies

on the decomposition of TCP and phosphate ester additives reported that the deposit weight (in

μg/cm2) features a parabolic relationship with the reaction time [81, 284]. By extension, it can

be assumed that the film thickness exhibits a parabolic behaviour with the growth time (see Eq.

4.3). In this regard, the parabolic fits generated for our experimental dataset (with a fit exponent

m=0.5) are included in Figs. 4.11a-e). Fig. 4.11f) depicts a parabolic model that describes the

growth of the thin films resulting from mixtures of 1% TCP in GTL-3 on 52100 for temperatures

between 185 ◦C and 205 ◦C.
The error bars on the y-axis quantify uncertainties linked to spatial height variations, loading

cycles, and ageing (as discussed in Section 4.2.4). Specifically, the length of the error bars is the

average of the standard deviations of the three aforementioned contributions to the uncertainty of

the height measurements. Also, three test repetitions were performed at 195 ◦C and 205 ◦C (as
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mentioned in Section 4.2.1). Therefore, the length of the error bars of the 195 ◦C and 205 ◦C data

points is the mean of the standard deviations of uncertainties associated with height variations,

loading cycles, ageing, as well as test repetitions.

Fig. 4.10: Colourimetric images of our SLIM measurements for samples reacted at 185 ◦C , 190 ◦C , 195
◦C , 200 ◦C , and 205 ◦C . The colourbar on the right was generated using the calibration file of the PCS
offline software.

The violin plots of Fig. 4.12 provide a graphical representation of the effect of different sources

of uncertainties in the height measurements. Once again, the loading cycles, height variations, and

ageing plots include contributions from all measurements, while data points solely from the 195
◦C and 205 ◦C tests were utilised for the test repetitions class.

It can be observed that the uncertainties specifically linked to the SLIM measurements (i.e.,

loading cycle and ageing with mean errors of 0.599 nm and 1.850 nm, respectively) are comparable

to the intrinsic uncertainties associated with the microscopy technique (≈ 1nm for films thinner

than 10 nm [282]). Furthermore, the height variations category shows average errors of 1.567 nm.
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Fig. 4.11: Mean film height of thermally reacted thin films from mixtures of 1% TCP in GTL-3 along with
associated parabolic fits. Figs. (a-f) correspond to tests at 185◦C , 190 ◦C , 195 ◦C , 200 ◦C , 205 ◦C , and
Fig. (f) shows the parabolic fit model retrieved from our analysis. The error bars quantify uncertainties
originating from spatial height variations, loading cycles, ageing (for all samples), and repeated tests (only
for specimens reacted at 195 ◦C and 205 ◦C).

Therefore, it can be concluded that the mean film thickness calculation method (i.e., least-squares)

is not significantly influenced by the spatial non-uniformities of the grown thin films. Nonetheless,
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the broader shape of the violin plot corresponding to height variations indicates higher uncertainty

variability.

Fig. 4.12: Violin plots quantifying the contributions of different classes of experimental uncertainties to
the SLIM height measurements. Generated in origin with a smooth kernel and a Scott bandwidth.

Finally, the test repetitions class exhibits relatively elevated variability and features the maxi-

mum mean error value of any quantified uncertainty source (3.867 nm). This observation can be

justified by considering that both extrinsic as well as intrinsic factors linked to SLIM affect the

uncertainties of test repetitions. Examples of extrinsic factors include specimen contamination

during transferring or testing, adjustments to the cleaning procedure, or slight deviations in the

execution of the sample lift-up step. On the other hand, oil entrapment between the specimen

and the partially reflective window, age of equipment, and film-thickness estimation method can

be listed as intrinsic uncertainty contributors to the test repetitions category [281].

The growth rates evaluated utilising the scaled average (see Eq. 4.1) and parabolic fit (see

Eq. 4.3) approaches (see Section 4.2.5) are presented in Fig. 4.13. Note that the parabolic and

scaled average rates have units of nm sec−0.5 and nm sec−1, respectively. Therefore, they are not

directly comparable. Nevertheless, both rates yield useful insights since the scaled average rate

can be effortlessly correlated with other literature reports. On the other hand, the parabolic rate

describes more accurately the non-linear character of the temporal evolution of the thin films.

Assuming that the growth rates follow an Arrhenius-type relationship (Eq. 4.4) with the

reaction temperature, the activation energies (Ea) and attempt frequencies (ν) associated with the

film-formation rates can be obtained from the intercepts and the slopes (see Eqs. 4.5 and 4.6) of

the linear fits illustrated in Fig. 4.14 (see Section 4.2.5). The results of such analysis are given

in Table 4.2. Specifically, the scaled average approach resulted in an activation energy of 18.167

kcal/mol and an attempt frequency of 2.067 106 nm sec−1, while the parabolic fit method yielded

an activation energy of 16.820 kcal/mol and an attempt frequency of 1.908 107 nm sec−0.5.
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Fig. 4.13: Film growth rates calculated using scaled averages (left) and parabolic fits (right) using Eqs.
4.1 and 4.3, respectively.

Fig. 4.14: Rate versus inverse of temperature graphs along with corresponding linear fits for the scaled
average (left) and parabolic approaches (right) using Eqs. 4.1 and 4.3, respectively. Note that r0 = 1s−1

and r0 = 1s−0.5 for the scaled average and parabolic fits, respectively.

Table 4.2: Activation energies (Ea) and attempt frequencies (ν) evaluated using the scaled average (Eq.
4.1) parabolic fit (Eq. 4.3) methods.

Method Scaled Average Parabolic fit

Ea (kcal/mol) 18.617 16.820

ν (nm sec−1 or nm sec−0.5) 2.067 106 1.908 107

To enable comparisons with relevant results from the literature, the scaled average growth rates

are extrapolated for temperatures beyond the experimentally-tested regime (185-205 ◦C). This is
performed through the use of the associated Ea as well as ν values (Table 4.2) in the Arrhenius

equation (r = ν exp −Ea
RT , with T being the temperature).

Fig. 4.15 illustrates the scaled average rates retrieved from our experimental setup. Additional

data points on the graph depict:
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Fig. 4.15: Experimentally obtained film-growth rates. An Arrhenius-type model is used to extrapolate
data beyond the tested temperatures (185 ◦C-205 ◦C). Additional data points correspond to the studies of
Acharya et al. [89], Johnson and Morrow [67], Ntioudis et al. [270], and Saba and Forster [77].

• A rate of 0.039 nm/s (at 225 ◦C ) estimated by Acharya et al. through QCM investigation

[89].

• A rate of 0.09 ± 0.01992 nm/s (at 255 ◦C ) obtained from our previous in-silico studies on

the decomposition of TPC on Fe(110) (see Section 3) [270].

• Rates associated with the reaction of an iron foil with a phosphate ester lubricant (com. t-

BPP) comprising predominantly meta and para TBPP compounds as well as TPP molecules

[67]. The mean values and errorbars (0.02816±0.01578 nm/s at 400 ◦C and 0.0341±0.02839

nm/s at 425 ◦C) are linked to the average and STD of four measurements (at 15, 30, 60, 120

min as in Table 6 of the relevant paper).

• A rate of 0.53 nm/s obtained from the study of Johnson [67] for neat TCP vapours reacting

with 1010 steel coupons.

It can be observed that our extrapolated rates are reduced compared to the rates of Acharya et

al. [89] and Ntioudis et al. [270]. Specifically, the extrapolated rates are 0.014 nm/sec at 225 ◦C
and 0.04 at 255 ◦C. Nonetheless, subtle differences in the underlying coating growth conditions

exist between the current work and the aforementioned studies. For instance, the results of Acharya

et al. [89] were performed on preoxidised ferrous surfaces and with 5% solutions of mixtures of
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TCP isomers in DIDA. In contrast, cleaned (process described in Section 4.2) 52100 precision

super finish specimens and 1% solutions of mmm-TCP in GTL-3 were used for the tests presented

in the current work. Furthermore, our experiments were performed at atmospheric pressure, while

a pressure of 0.01kPa was utilised in our hybrid off-lattice kMC/MD simulations on the thermal

decomposition of mmm-TCP on iron [270].

Also, the extrapolated experimental rate is relatively elevated compared to those reported in

the studies of Johnson & Morrow [67]. However, discrepancies between the rates of these studies

are expected since the resulting thin films originated from two distinct mixtures of phosphate

esters (i.e., TCP in GTL-3 for this work and com. t-PBB in the study of Johnson & Morrow [67]).

Finally, the extrapolated rate at 500 ◦C is increased relative to the rate of Saba & Forster. This

can be attributed to the following factors. Firstly, the extrapolated value at 500 ◦C is by 295 ◦C
higher than the maximum tested temperature of this work (205 ◦C). A more accurate extrapolated

estimate requires supplementary experiments at higher temperatures. Secondly, the experiments

of Saba & Forster were performed in vacuum conditions and with neat TCP vapours. In contrast,

the experiments of this work were performed with solutions of 1% in GTL-3 and at atmospheric

pressure. Such differences in experimental details can influence the kinetics of thin-film formation

and result in discrepancies in the estimated growth rates.

4.4 Conclusions and further work

In this chapter, we presented an experimental setup designed for the investigation of the kinetic

(e.g., growth rate) as well as structural characteristics (e.g., top-layer composition) of thin films

grown at solid-liquid interfaces. The setup was deployed for the study of protective coatings from

mixtures of 1% TCP with two different solvents (i.e., DIDA and GTL-3) on 52100 samples. A gap

was identified in the literature when it comes to the in-depth characterisation of the kinetic aspects

of the thin films from the thermal decomposition of TCP on ferrous substrates. Therefore, the

experimental study was motivated by the need to validate the results obtained from our previous

hybrid off-lattice kMC/MD simulations on the surface adsorption of TCP on Fe(110).

Thin films grown from mixtures of 1% TCP (with DIDA and GLT-3) at 125 ◦C for 8 hours,

as well as at 205 ◦C for 1 hour, were analysed with XPS. Such analysis showed that all samples

were dominated by carbon and oxygen species. Moreover, the XPS results indicated that lower

temperatures and longer reaction times can limit solvent oxidation and deposition on the substrate,

thus favouring the formation of protective coatings containing metallic phosphates. In contrast,

thin films grown at elevated temperatures and shorter reaction times (e.g., high-temperature GTL-

3 sample reacted at 205 ◦C for 1 hour) feature P(2p) peaks with contributions from both metallic

phosphates as well as partially decomposed or unreacted TCP molecules.

Furthermore, the surface-layer composition of both low-temperature samples (GTL-3 and

DIDA) as well as that of the high-temperature GLT-3 specimen align well with structures as-

sociated with thin films from TCP on iron. Nonetheless, phosphates were not detected in the

high-temperature DIDA sample. Overall, our XPS study suggests that mixtures of 1% TCP in

DIDA could not produce phosphate-containing films under diverse experimental conditions (i.e.,

temperatures and reaction times). Consequently, SLIM measurements and subsequent calculations

of growth rates were focused solely on solutions of 1% mmm-TCP in GTL-3.
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The performed SLIM measurements on GTL-3 samples underline that the thin-film height

exhibits a parabolic relationship with the reaction time. As expected, higher temperatures lead to

faster growth rates and thicker thin films. The estimated growth rates were extrapolated beyond

the maximum investigated temperature of 205 ◦C through an Arrhenius-type equation. The

extrapolated rates compare well (within an order of magnitude) with a relevant experimental study

and our off-lattice kMC/MD investigation on the thermal decomposition of TCP films on iron.

Nonetheless, discrepancies between the evaluated growth rates can result from differences in the

experimental conditions or the simulation parameters associated with the thermal decomposition

of TCP on iron.

With that respect, an in-depth validation of our off-lattice hybrid kMC/MD model demands

simulations to be performed at the same temperatures and pressure used for the experiments of

this chapter. Furthermore, additional XPS analyses have to be conducted in the future in the

direction of thoroughly understanding the effects of solvent as well as environmental conditions

(e.g., pressure, temperature, reaction time) on the composition of the grown protective coatings.

Finally, the elemental composition of such thin films must be investigated as a function of film

thickness through ion-sputtering techniques. Such an investigation will enable the direct correlation

of elemental composition maps as obtained from our kMC/MD model with experimental results.
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Chapter 5

General off-lattice hybrid kMC/MD

model: PAPRECA

5.1 Motivation for open-source implementation

In Chapter 3, we presented a hybrid off-lattice kMC/MD model to study the formation and growth

of thin films on solid surfaces [270]. The model was validated through a benchmark application re-

lated to lubricant-additive decomposition. A computationally efficient (see Section 3.3.6) in-house

code written in Fortran95 was utilised to perform the hybrid kMC/MD simulations. Nevertheless,

it became apparent that certain practical aspects related to software implementation limited the

transferability, scalability, and computational efficiency of the proposed hybrid kMC/MD model.

Firstly, the utilised code was specifically developed to capture the formation and growth of

coatings from the thermal decomposition of TCP on iron Fe(110). In particular, the source code

contained a series of parameters (e.g., rates, involved species) related to the predefined events of the

kMC stage (e.g., adsorption/desorption, reactions, diffusion). Additional hardcoded parameters

such as force field coefficients, spatial coordinates of surface and adsorbate atoms, thermostat

as well as minimisation algorithm settings were included to describe the MD stage. As such,

extension of the hybrid methodology to study other relevant applications beyond thin films from

TPC molecules (e.g., catalysts [137], nanoparticles [140], or energy-storage devices [98], see Section

2.1.1) would necessitate a series of modifications directly performed on the source code. This

impacted the transferability of our code and its extension to relevant projects of interest in materials

science, chemistry, physics, biology, and engineering applications.

Moreover, the kMC stage of the hybrid code was not parallelised. Consequently, atomic in-

formation (e.g., positions, velocities, charges, neighbour lists) had to be serialised following every

MD stage and subsequently, parallelised (by LAMMPS) after kMC stage. This introduced an

efficiency overhead to our kMC/MD code. Furthermore, the serial implementation of the kMC

stage negatively affected the scalability of the hybrid code and its performance in high-performance

computing (HPC) services.

Limitations associated with interfacing between the kMC stage (written in Fortran95) and the

MD stage (performed in LAMMPS) of the hybrid code further impacted the performance of the

proposed (in Chapter 3) methodology [270]. Specifically, a simplistic interface based on text files

was utilised to communicate information between the in-house Fortran95 code of the kMC stage
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and LAMMPS. This elevated the implementation complexity of the code since the text files had

to be correctly formatted at all times. Additionally, the use of text files introduced difficulties in

the debugging process as detecting minor errors (e.g., when it comes to the coordinates of atoms)

became more challenging due to the lack of strict data validation and the increased likelihood

of formatting inconsistencies. In certain cases, interfacing through text files even rendered the

execution of the hybrid kMC/MD code on HPC services impossible due to limitations linked to file

reading, writing, and accessing speeds on clusters (e.g., CX3 cluster at Imperial College). Overall,

such a simplistic communication approach hampered the computational efficiency due to excessive

input/output (I/O) operations required to populate the neighbour and bond lists as well as store

and export the positions, velocities, and charges of atoms at each timestep.

Finally, it can be reasoned that the extensibility of the hybrid kMC/MD code was restricted by

the selection of the programming language of the kMC stage (i.e., Fortran95). Firstly, interfacing

a Fortran95 code (i.e., in-house code of kMC stage) with a C/C++ codebase (LAMMPS used

for the MD stage) is not straightforward and relies on C++ wrappers that allow the execution

of C-style subroutines from Fortran95. Such wrappers may also introduce performance overhead

and impact the computational efficiency and the scalability of the code. Secondly, the utilisation

of Fortran95 for our hybrid kMC/MD code can increase the complexity of the software due to

the lack of native interfacing between Fortran95 and C++ classes. This is justified by considering

that additional C-style wrappers are required to access and modify C++ objects (e.g., classes

and variables). Lastly, C/C++ can be preferred over Fortran95 in open-source implementations

due to its active community, variety of available standard libraries (e.g., Boost, STL, Eigen, MPI,

CUDA), implementation flexibility, and its native support for modern data structures and parallel

computing [289].

The aforementioned limitations and considerations associated with the hybrid kMC/MD code

used for the simulations of Chapter 3 motivated us to transition from a Fortran95 to a C/C++

implementation. Seamless integration and communication between the kMC and MD stages of

the code were prioritised. User-friendliness was emphasised and a coordinated effort was made

to render the newly introduced software as extendable as possible. Such software design choices

aligned with our desire to contribute to the open-source community by enabling hybrid kMC/MD

simulations for diverse applications of interest in materials science, chemistry, physics, biology, and

engineering.

Section 5.2 provides a summary and a statement of need related to the newly presented open-

source kMC/MD software. Following, specific aspects of the software implementation are analysed

in sections 5.3 and 5.4. Example applications are discussed in Section 5.5. Finally, the scalability

of the software is discussed in Section 5.6 and further plans for development and limitations are

outlined in Section 5.7.

5.2 Introduction

As discussed in Section 2.2.2.2, on-lattice kMC models select atomistic events from a predefined

table and execute them on fixed lattice sites [221]. The use of fixed lattice sites contributes to

the computational efficiency of on-lattice algorithms but introduces obstacles associated with the

study of unordered materials. Several lattice-based open-source kMC software are available, exam-
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ples include the KMCLib [290], lattice mc [291], KMC Lattice v2.0 [292], Excimontec v1.0 [293],

MonteCoffee [294], and KIMERA [295]. Additionally, the Stochastic Parallel PARticle Kinetic

Simulator (SPPARKS) [296] offers solely on-lattice kMC modelling capabilities, since the only

currently available off-lattice solver is an MMC relaxation scheme. Furthermore, a wide range

of on-lattice kMC packages such as kmcos [297], PyCD [298], VIS-A-VIS [299], MulSKIPS [300],

Kimocs [301], KSOME [302], kMCpy [303], and Morphokinetics [304] are available in open-source

software repositories.

EON [305] is the only identified off-lattice package distributed under an open-source license.

This is an Adaptive kinetic Monte Carlo (AkMC) software that discovers as well as stores atomic-

scale processes (e.g., reactions, diffusion) throughout the simulation instead of stochastically select-

ing transition events from a predefined table [225]. Such a feature elevates the accuracy of AkMC

approaches but decreases their computational efficiency as well as increases their implementation

complexity compared to predefined table kMC schemes.

To the best of our knowledge, a completely lattice-free kMC code with a predefined table of

events is currently unavailable in open-source repositories. Therefore, we aim to fill that gap by

providing the scientific community with a general and easy-to-use solution for performing long-

timescale atomistic simulations on complex materials science, chemistry, physics, biology, and

engineering problems involving amorphous materials or non-crystalline systems.

In this work, we introduce PArallel PREdefined CAtalog (PAPRECA) - a hybrid off-lattice

kMC/MD simulator. PAPRECA is a parallelised software (uses the MPI protocol) that can cap-

ture four distinct classes of predefined transition events: 1) reactions (bonding and scission), 2)

deposition (of molecules and atoms), 3) diffusion, and 4) monoatomic desorption. Virtually any

system whose temporal evolution can be described by these atomic-scale processes can be effec-

tively simulated by PAPRECA. Example applications of PAPRECA include but are not limited to:

adsorption/desorption on catalytic surfaces, amorphous thin films (e.g., phosphate films, solid elec-

trolyte interphases, oxide layers), and modelling self-diffusion of gases. Furthermore, PAPRECA

allows for the extension of the source code to include other classes of transition events (e.g., reaction

chains).

For accurate simulations of molecular-level resolution, it becomes necessary to model elemen-

tary steps of high frequency (1013-1014 Hz and above [306]) such as atomic vibrations. These events

cannot be explicitly included in the table of predefined events because they would dominate the

system, thus preventing the simulation from reaching timescales beyond the limits of MD. This can

be explained by considering that the higher the rate of a predefined elementary step, the greater

its kMC selection probability [173]. To circumvent this issue, PAPRECA couples an off-lattice

kMC solver with an MD solver (LAMMPS [26]) to enable hybrid off-lattice kMC/MD simulations.

Effectively, atomistic processes of elevated activation energies are captured via the off-lattice kMC

stage, while fast atomic-scale processes are treated by the MD stage.

Py-MCMD [307] is a different hybrid MC/MD workflow available in open-source repositories.

Py-MCMD is a Python-based communication interface between the MC software GOMC [308] and

the MD code NAMD [309]. The central difference between PAPRECA and py-MCMD is that the

former implements a kMC approach, while the latter utilises an MMC scheme. Effectively, in the

kMC stage of PAPRECA, predefined event probabilities are calculated based on their rates and

an elementary process is selected and executed to overcome a high energy barrier. On the other
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hand, during the MC phase of py-MCMD, trial moves (e.g., rigid-body displacements/rotations,

intra-box swaps [310]) are attempted and accepted or rejected based on the Metropolis acceptance

criterion [311].

5.3 Hybrid (kMC/MD) parallel algorithms

The kMC stage of PAPRECA, as well as the interface communicating information between the

kMC and MD stages, are both realised by an in-house code written C/C++. On the other hand,

the MD stage of PAPRECA is performed in LAMMPS [26]. Both stages use the message passing

interface (MPI) to achieve memory-distributed parallelism.

Overall, PAPRECA is built with the LAMMPS library. As such, native LAMMPS subroutines

are available to PAPRECA and are leveraged to perform fundamental tasks related to the hy-

brid kMC/MD model (domain decomposition, neighbour list management, treatment of periodic

boundaries, modification of atom properties, time integration, etc.). Furthermore, PAPRECA is

developed cohesively with LAMMPS. Effectively, PAPRECA classes are integrated with and ac-

cess LAMMPS objects directly, facilitating data storage, transfer, and modification. Section 5.3.1

provides further details on the algorithmic aspects of the MD stage of PAPRECA (performed in

LAMMPS). Section 5.3.2 focuses on the elements of the kMC solver. Section 5.3.3 discusses utility

operations and functions. Finally, Section 5.3.4 focuses on the hybrid kMC/MD implementation

and PAPRECA as a complete open-source software. Throughout the text, the terms ”atom” and

”particle” are interchangeable. ”MPI process” and ”MPI rank” are also interchangeable. Addi-

tionally, ”atom types” refer to the LAMMPS atom types identified by unique numerical labels and

exhibiting identical parameters (i.e., masses, interatomic potential coefficients, bonded interaction

parameters). Note that ”atom type” and ”atom species” are not interchangeable since multiple

types can be defined for the same species.

5.3.1 MD stage

5.3.1.1 Partitioning

Spatial decomposition is a key concept in MPI programs [312], referring to algorithms dedicated

to distributing the computational workload across the MPI processes. Specifically, in atomistic

simulations, each MPI rank is assigned a subdomain and performs operations (e.g., force calcu-

lations, position/velocity/charge updates) exclusively on atoms within it. Atoms are periodically

redistributed to MPI processes as they migrate between different subdomains during the simulation

[313].

The domain decomposition of PAPRECA is identical to that of LAMMPS. The details of the

partitioning algorithms are discussed in detail in the relevant work of Plimpton [313]. In any case,

spatial decomposition is initialised by LAMMPS at the beginning of the simulation and is managed

entirely by the MD stage. Achieving uniform particle density is of paramount importance to the

efficiency of the MD stage. To that respect, and to ensure that the number of atoms per MPI

process is somewhat equal, PAPRECA fully supports both regular and irregular decomposition

strategies as realised in LAMMPS [26].

The choice of decomposition strategy is strictly dictated by the underlying physics of the
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modelled system. Regular (default) partitioning algorithms are preferred when it comes to systems

exhibiting spatial uniformity of atomic density throughout the simulation. An example of such a

system is illustrated in Figs. 5.1. The solid black lines denote the non-intersecting computational

subdomains, whereas the dotted blue lines indicate the ghost atoms regime of an MPI process. It

can be observed that the thin film of Fig. 5.1 grows over time. Nevertheless, the computational

load is evenly distributed across the MPI processes since the number of atoms residing in each

subdomain is roughly equal at every timestep.

Fig. 5.1: 2D projection of a regular 4x4x1 processor grid along the x-, y-, and y-dimensions, respectively.
Snapshots of a toy-system at the 0th (left), 1000th (middle), and 1000000th (right) step. The solid black
lines mark the non-intersecting MPI subdomains, while the blue dotted lines mark an example ghost-atom
regime for the 1st MPI rank. The thin film grows while maintaining uniform atomic density across the MPI
processes.

Fig. 5.2: Top view of a regular 4x3x1 processor grid along the x-, y-, and y-dimensions, respectively.
Snapshots of a toy system at the 0th (left), 1000th (middle), and 1000000th (right) step. The solid black
lines mark the non-intersecting MPI subdomains, while the blue dotted lines mark an example ghost-atom
regime for the 5st MPI rank. Islands and patches are visible at steps 1000 (middle) and 1000000 (right),
and particles are non-uniformly distributed across the MPI ranks.

Note that regular MPI process grids in PAPRECA can either be orthogonal (i.e., with their

edges parallel to the simulation box unit vectors) or triclinic [26]. This offers further flexibility
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and provides load-balancing methods for systems exhibiting complex geometric arrangements (e.g.,

modelling of lubricant flow under shearing [314]). Finally, subdomains can deform while retaining

identical dimensions relative to one another. Such a feature can aid towards the enhancement of

the computational efficiency of simulations involving fluid compression (e.g., those shedding light

on the mechanochemistry of lubricant additives [92, 315]).

Periodic and non-periodic domain boundaries are supported in PAPRECA. In the periodic case,

atoms exiting a face are remapped to the opposite side of the simulation box. On the other hand,

”fixed” non-periodic boundaries delete atoms exiting the relevant edges, while the dimensions

of ”shrink-wrapped” faces are continuously modified to encompass each particle at every step.

A combination of periodic boundaries can be utilised during the MD stage of PAPRECA. For

instance, the decomposition of additives on ferrous surfaces (see Chapter 3) can be modelled with

periodic boundary conditions along the x- and y-dimensions and non-periodic ”shrink-wrapped”

faces on the z-axis to account for the change in system size due to thin-film growth.

Fig. 5.3: Top view of irregular (”tiled”) 12-process grid. The RCB partitioning strategy results in improved
load balancing than that offered by a regular subdomain decomposition (see right image of Fig. 5.2). The
solid black lines mark the non-intersecting MPI subdomains, while the blue dotted lines mark an example
ghost-atom regime for an MPI rank.

In certain instances, regular partitioning approaches cannot guarantee a roughly equal atomic

density for every MPI rank throughout the simulation. An example of such a system is given in Fig.

5.2. As the thin film becomes thicker, islands and rough surfaces appear, and particles are unevenly

distributed on the subdomains. It is illustrated that MPI ranks #4, #5, and #9 are overloaded,

whereas ranks # 3 and #11 encompass significantly fewer atoms. As such, the numerical efficiency

of the simulation and the total computation rate (i.e., CPU time per timestep) are throttled by the

slowest MPI rank, which corresponds to the subdomain with the highest particle count. To achieve
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load-balancing in simulations exhibiting spatial non-uniformities in atomic density, irregular MPI

grids can be employed. The MD stage of PAPRECA supports the recursive coordinate bisectioning

(RCB) method as implemented in LAMMPS [26]. RCB is a dynamic load-balancing algorithm

allowing for subdomains of varying dimensions. Fig. 5.3 provides a graphical illustration of an

appropriate use of the RCB method to assist with load balancing at the 1000000th step of the toy

system presented in Fig. 5.2

5.3.1.2 Communication

This section focuses on aspects of inter-process communication related to the MD stage of PA-

PRECA. Communication during the kMC stage or between the MD and kMC stages is discussed

in sections 5.3.2 and 5.3.4, respectively.

The PAPRECA MD stage communication is entirely controlled by LAMMPS. At every MD

step, an MPI rank retains data (spatial coordinates, velocities, charges, bonded atoms, etc.) for

each particle encompassed in its subdomain. These particles are referred to as ”owned atoms”

(e.g., atoms within the solid black lines in Figs. 5.1, 5.2, and 5.3). Each MPI process additionally

retains partial copies of data for atoms located in neighbouring subdomains and within a cutoff

distance. Such particles are known as ”ghost atoms” (e.g., atoms within the dotted blue lines

in Figs. 5.1, 5.2, and 5.3). Retaining data related to both ”owned” as well as ”ghost” atoms

enhances the computational efficiency of the MD stage. This is achieved since the aforementioned

data-storage strategy diminishes inter-process communication relevant to the computation of short-

range pairwise interactions for particles residing in subdomain boundaries [26].

Two distinct types of inter-process communication are performed by LAMMPS in the MD stage

of PAPRECA. ”Forward” communication refers to the operation associated with the distribution

of data from a parent rank (storing ”owned” atoms) to nearby subdomains. In contrast, ”reverse”

communication occurs when ”ghost atom” information is transferred to the parent MPI process.

Both operations are vital and guarantee that all interatomic interactions are summed during the

force calculation phase of the MD stage [26].

The diagrams presented in Figs. 5.4 and 5.5 provide graphical illustrations of the inter-process

communication schemes of the MD stage. Communication is performed in as many phases as the

dimensions of the MPI grid. In a 3-dimensional example, communication demands three sequential

phases for the x-, y-, and z-dimensions. The 2-dimensional case is a special case of the 3D case

where solely two phases are required (for the x- and y-directions).

In the 2D regular domain example of Fig. 5.4 MPI processes 2 and 3 transfer particle attributes

to process 0 (left) during the x-dimension phase. Next, processes 3 and 4 transfer atom information

to rank 0 in the y-direction phase. Note that, in the y-direction phase, ”ghost atoms” transferred

to MPI processes 3 and 4 can also be communicated to rank 0. After both communication phases,

certain particles (e.g., ”ghost atoms” located in the boundary between ranks 1 and 4 or 2 and 3)

are transferred multiple times to the receiving subdomain (i.e., process 0).

When it comes to the irregular grid communication strategy, the central difference lies in

the fact that MPI ranks receiving atomic data can feature several subdomain boundaries in each

dimension. This is illustrated in Fig. 5.5. Once again, communication occurs on the x-direction and

then on the y-direction. Nevertheless, ”ghost atom” data transfer on the y-direction is performed

from selected MPI ranks and solely if the relevant information is not communicated during the
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x-direction phase. For instance, ”ghost atom” attributes sent from MPI processes 3 to 4 and vice

versa are not transferred to process 0 during the y-dimension communication phase [26].

Fig. 5.4: 2D communication strategy for regular MPI grids. Communication occurs sequentially and
in two phases along the x-direction (left) and y-direction (right). In the y-dimension phase, ”ghost”
attributes (denoted with dark blue) are transferred alongside ”owned atom” data (annotated with bright
blue). Adapted from Thompson et al. [26].

Fig. 5.5: 2D communication strategy for irregular MPI grids. Communication occurs sequentially and
in two phases along the x-direction (left) and y-direction (right). In the y-dimension phase, ”ghost”
attributes (denoted with dark blue) are transferred alongside ”owned atom” data (annotated with bright
blue), but solely if the relevant data are not communicated during the x-phase. Adapted from Thompson
et al. [26].

5.3.1.3 Neighbour lists

Similarly to domain decomposition (see Section 5.3.1.1), neighbour lists in PAPRECA are managed

by LAMMPS and the MD stage. This allows PAPRECA to leverage the continuously maintained

and optimised parallel algorithms of LAMMPS dedicated to neighbour list building. The choice to
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utilise such algorithms was driven by computational efficiency considerations and by acknowledg-

ing that neighbour list building and management can become one of the most memory-intensive

processes in atomistic simulation codes [26, 313].

Neighbour lists are data structures associated with ”owned” atoms (by an MPI rank). Ef-

fectively, each ”owned” atom is linked to an array retaining the local indexes of nearby atoms

(”owned” and ”ghost”) within a cutoff distance. In the MD stage of PAPRECA such indices are

vital when it comes to accessing attributes of atoms in the vicinity of ”owned” atoms and per-

forming force computations. A Verlet-style neighbouring strategy is deployed with a neighbour

list cutoff distance as [203]:

D = Dff +Ds (5.1)

Where Dff is the force cutoff of the selected force field. Ds represents a ”skin” distance which

extends the neighbouring region beyond Dff . By including additional neighbours in the lists of

”owned” atoms, re-neighbouring can be triggered less frequently. This can boost the numerical

efficiency of the MD stage. By default, re-neighbouring is performed if a particle is displaced by

at least Ds/2 during a single step. Such a strategy guarantees that neighbour lists are properly

updated, even in cases of rapid temporal evolution in local atomic environments. Note that,

additional neighbour list builds are executed with a user-defined frequency regardless of whether

atoms move by more than Ds/2. Overall, re-neighbouring algorithms based on binning strategies

are implemented that allow list building in O(N) complexity (with N being the total number of

particles owned by an MPI rank) [26].

Fig. 5.6: (Left) ”Half” neighbours list approach where each pair of atoms is listed once. Atom 2 is retained
in the neighbours list of atom 1, but atom 1 is not stored in the list related to atom 2. (Right) ”Full”
neighbours list approach where each pair of atoms is listed in both neighbours lists.

The most commonly used type of neighbour list in the MD stage of PAPRECA (and by

extension in LAMMPS) is the ”half” list. In this approach, atom j is stored in the neighbours list

of i, or vice versa. However, information is never retained in both lists. In contrast, in a ”full”

list strategy, each pair of nearby atoms is stored twice (i.e., in the lists of both atoms i and j). A

graphical illustration of ”half” and ”full” neighbouring strategies is given in Fig. 5.6. Note that a

”half” and a ”full” neighbours list are used in the kMC stage of PAPRECA. The rationale behind

this software design choice is discussed in detail in Section 5.3.2. In any case, a new LAMMPS

fix was introduced to create, build, and maintain both neighbour lists during a hybrid kMC/MD

run. The fix is named ”fix PAPRECA” and is available from version v2.0.0 (released on the 17th

of September 2024).
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5.3.2 KMC stage

5.3.2.1 Off-lattice rejection-free kMC, mobile sites and predefined table of events

As discussed in Section 5.2, standard kMC models are lattice-based. In essence, the domain is di-

vided into event sites where elementary processes (e.g., reactions, adsorption/desorption steps) can

be performed [221]. To enable off-lattice simulations, PAPRECA introduces event sites attached to

atoms. Effectively, atoms act as site centres around which searches for potential atomistic events

are performed [270]. Since atoms are displaced during the MD and kMC stages of PAPRECA, the

event sites are mobile and their motion is unrestricted in the 3D space. This renders PAPRECA

an off-lattice simulator.

Fig. 5.7: Assembly of local tables of detected events on MPI ranks and calculation of cumulative rates of
MPI processes (Ri, with i being the MPI rank). Example with 4 MPI processes and ni discovered events
on each rank.

Furthermore, PAPRECA deploys a predefined table of events approach. This table is essentially

a list containing a finite number of acceptable elementary processes that can be executed during

the kMC stage. Such a list stores the rates (rrank,event) as well as information related to the

event execution (e.g., displacement distances for atoms or the type of bond to be broken after

performing the move). In PAPRECA, the predefined table of events is a static object that is

created at the beginning of the kMC/MD run and remains unchanged throughout the simulation.

It is acknowledged that the use of the predefined tables enhances the computational efficiency

but reduces the accuracy of PAPRECA relative to AkMC approaches involving dynamic tables of

events that are periodically updated and modified during the kMC run [225, 305].

Similarly to the MD stage, the kMC stage of PAPRECA is a memory-distributed application

parallelised with MPI. During a kMC stage, each MPI rank discovers acceptable atomistic processes

(as defined in the table of predefined events) by performing event searches on its ”owned” atoms

(see Section 5.3.1.2). Each MPI rank retains ”ghost” atoms, which are copies of atoms ”owned”

by other MPI processes. Consequently, to prevent the duplicate discovery of events, no searches
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are executed on ”ghost” atoms. The discovered events are tabulated and stored locally on each

MPI rank in the table of detected events. Note that the table of predefined events and the table

of detected events are conceptually different. The former is a static and global (available to all

MPI ranks) data structure listing the acceptable events of the run. In contrast, the latter is a

local (accessible solely by its parent MPI process) dynamic array storing the discovered events of

a specific kMC stage.

Fig. 5.8: Communication of local cumulative rates Ri to the master MPI process and estimation of global
rate of kMC step Rglobal. Example with 4 MPI ranks.

In PAPRECA, the stochastic selection of an elementary process comprises two phases. In the

first phase (illustrated in Fig. 5.7), the MPI rank that executes the event is chosen (called the

event rank). This is done by calculating a local cumulative rate (Rrank) for the discovered events

of each MPI rank:

Ri =

ni∑
j=1

rij (5.2)

Where R is the cumulative rate, r is the frequency of an atomistic event, and n is the total

number of discovered elementary steps of an MPI process. Indexes i and j refer to MPI ranks and

locally detected events, respectively. Recall that the rates of locally discovered atomistic events

are retained in each MPI rank within the table of detected events:

ri =
[
ri1 ri2 ... rini

]
(5.3)

The local cumulative rates are estimated locally and subsequently communicated to MPI rank

0 (as depicted in Fig. 5.8). Note that MPI rank 0 acts as the master process of the kMC stage.

In any case, rank 0 assembles a table of rank rates containing the cumulative rates of each MPI

process:

R =
[
R0 R1 ... Rp−1

]
(5.4)
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Where p is the total number of MPI processes (ranks). The master rank additionally computes

the global rate (Rglobal) of the kMC step (i.e., sum of local rates) as follows:

Rglobal =

p−1∑
i=0

Ri (5.5)

Fig. 5.9: Stochastic selection of elementary event (e.g., reaction, adsorption) on event rank and communi-
cation of information related to the atomistic process to all MPI ranks. In this example, rank 2 is the event
rank and there are a total of 4 MPI processes.

By utilising the table of rank rates as well as Rglobal together with a rejection-free kinetic Monte

Carlo (rkMC) algorithm, rank 0 stochastically selects the event rank. In particular, the event rank

index (i) obeys the following inequality [173]:

p−1∑
i=0

Ri ≥ ρ1Rglobal ≥
p−2∑
i=0

Ri (5.6)

Where ρ1 is a uniformly distributed pseudorandom number between 0 and 1. Then, Rglobal is used

to advance the global simulation clock by Δt [173]:

Δt =
−ln(ρ2)

Rglobal
(5.7)

Here, ρ2 is a second pseudorandom number between 0 and 1. Note that the rest of the MPI

processes wait while rank 0 chooses the event rank and updates the clock.

In the second phase of elementary process selection, the event rank chooses an event from the

locally generated and stored table of detected events. Once again, an rkMC scheme is deployed

[173]. Here, the chosen event index (j) obeys the following inequality:

ni∑
j=1

rij ≥ ρ3Ri ≥
ni−1∑
j=1

rij (5.8)
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With ρ3 being a third pseudorandom number between 0 and 1. Now, every other MPI rank waits

while the event rank chooses the next kMC step. Finally, the event rank communicates information

linked to the selected atomistic event (e.g., updated positions and bonds of atoms) back to every

other MPI rank (as depicted in Fig. 5.9). This step guarantees that the microstate is consistent

and identical across every MPI process following the execution of an atomistic event in the kMC

stage. The flowchart provided in Fig. 5.10 is a graphical illustration of the key steps involved in

PAPRECA’s parallelised rkMC scheme and discussed in this section.

Pseudorandom numbers are always drawn using RANMAR (the generator of Marsaglia, Zaman,

and Tsang) [316] as implemented in LAMMPS. This is done by constructing a LAMMPS_NS::RanMars

object and calling the uniform() member function to produce a uniformly distributed number be-

tween 0 and 1.

Fig. 5.10: Summary of steps involved in the parallelised kMC stage of PAPRECA.

5.3.2.2 Overview of supported atomistic events

In Section 5.3.2.1, we provided an overview of the algorithms linked to the parallelised kMC stage

of PAPRECA. The concepts of mobile event sites, event rank, predefined table of events, and

table of detected events were introduced. Here, we delve deeper into the local (per MPI rank)

discovery of atomistic processes, the communication of event information from the event rank to

other MPI ranks and the execution of a kMC step. Since the 17th of September 2024 (version
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2.0.0) PAPRECA supports the following classes of predefined events:

i. bond-breaking (reaction).

ii. bond-formation (reaction).

iii. molecular and monoatomic deposition.

iv. monoatomic desorption.

v. diffusion hops.

5.3.2.3 Supported atomistic events: reactions

The reaction (types i and ii) events are intrinsically associated with LAMMPS bonds. Since PA-

PRECA is built with the LAMMPS library, any bond style (e.g., harmonic) can be deployed as

long as it is supported by the selected atom as well as pair styles. This favours the flexibility of PA-

PRECA. The PAPRECA::PredefinedReaction class and its child PAPRECA::PredefinedBondForm

are utilised to initialise bond-breaking and bond-formation events in the predefined table of events,

respectively. The event atom types, the corresponding bond type, and the associated reaction

rate are required to instantiate a PAPRECA::PredefinedReaction object. A bond distance (dbond)

is additionally required to construct PAPRECA::PredefinedBondForm objects. In essence, atoms

of the appropriate types (as defined in the predefined table of events) separated by less than the

bonding distance qualify as valid bond-formation candidates.

Additional data structures were introduced in PAPRECA to assist with storing, modifying,

and accessing information related to bonded interactions. PAPRECA::Bond objects were imple-

mented to retain the IDs and types of bonds. Furthermore, std::vectors [317] of PAPRECA::Bond

objects were deployed to store multiple PAPRECA::Bond objects in a dynamic container (called

PAPRECA::BOND_VECTORS). Note that each pair of atoms is bonded twice (i.e., atom i is retained

in the vector of atom j and vice versa). Nonetheless, one of the two bonded atoms is denoted as

head atom while the other as tail atom. Finally, an std::unordered map that maps atom IDs to as-

sociated PAPRECA::BOND_VECTORS was introduced (called PAPRECA::atomID2Bonds). Such a map

facilitates the retrieval of atoms bonded to a specific ID without the requirement to loop through

the bond list. Note that a LAMMPS bond list retains the IDs and types of multiple interactions

linked to every atom in an MPI rank.

PAPRECA accesses information related to bonded interactions as stored by LAMMPS in the

final step of the MD stage. To do so, PAPRECA calls the lammps_gather_bonds function (defined

in the LAMMPS library) to retrieve the locally stored bond lists from all MPI ranks to the master

rank. This operation is performed at the beginning of each kMC stage. Then, the gathered bond list

is converted to PAPRECA:Bond objects that are stored in the corresponding PAPRECA::BOND_VECTOR

of each atom. Finally, each atom ID is mapped to the associated PAPRECA:BONDS_VECTOR using

the aforementioned PAPRECA::atomID2Bonds unordered map.

MPI ranks detect bond-breaking events (type i) as follows. Firstly, the IDs of ”owned” atoms

are extracted from the LAMMPS microstate (via a call to lammps_extract_atom). Then, the IDs

are mapped to the relevant PAPRECA::BOND_VECTORS (via the PAPRECA::atomID2Bonds container),

retaining the IDs of bonded atoms together with associated bond types. Bonds of breakable types
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(as listed in the predefined table of events) qualify as valid events and are inserted in the table of

detected events of the parent MPI rank. Note that solely bonds originating from head atoms are

examined here to prevent the insertion of duplicate bond-breaking events in the table of detected

events. Whenever a bond-breaking event is selected for execution, the event rank broadcasts the

atom IDs participating in the bond along with the respective bond type. Then, each MPI rank

calls the delete_bonds function of LAMMPS to remove the bonded interaction from the system.

The central steps linked to the discovery and execution of bond-breaking steps in the kMC stage

of PAPRECA are summarised in the flowchart of Fig. 5.11.

Fig. 5.11: Summary of key steps involved in bond-breaking events (type i).

To enhance the versatility of the software, PAPRECA supports optional features: catalyzed and

limited bond-breaking events. When it comes to catalyzed events, bond scission is permitted solely

if an atom of a specific type (called catalyzing type) is in the vicinity of the head atom of the bond.

PAPRECA checks for catalyzing types as follows. Firstly, the ”full” neighbours list generated for

PAPRECA (see Section 5.3.1.3) is retrieved. Then, the neighbours of the head atom are looped

to examine whether any of them is a catalyzing type. Note that the use of a ”full” neighbours

list is necessary in this case. This is justified by considering that each pair of atoms is included

in the lists of both neighbours lists and allows looping solely over the head atom neighbours

to detect catalyzing types. In limited scission events, bonds can break only if their interatomic
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distance is lower than a limiting value (dlim). To test that, a lammps_extract_atom function

is called to retrieve the spatial coordinates of the bonded atoms from the LAMMPS microstate.

Then the relevant separation distance is calculated. When it comes to the calculation of distances,

PAPRECA always deploys a wrapper around the minimum_image() function of LAMMPS (located

in the domain.h header) that accounts for periodic boundaries.

Fig. 5.12: Summary of key steps involved in bond-formation events (type ii). Bond-formation image (top
left) adapted from our preprint on the hybrid kMC/MD method [233].

To locally detect bond-formation events on MPI ranks, PAPRECA loops over ”owned” atoms of

bond-forming types (as defined in the predefined table of events) on each subdomain. Specifically,

the interatomic distances between an ”owned” atom and its neighbours are calculated. Valid

bond-formation events exhibiting interatomic distances smaller than or equal to the bond distance

associated with the predefined event are added to the table of detected events of the MPI rank:

dij ≤ dbondk (5.9)

Where dij is the minimum image distance between an ”owned” atom i and its neighbour atom j,

and dbondk is the bonding distance of the kth bond-formation event included in the predefined table

of events. Note that bond-formation events utilise the ”half” neighbours list of PAPRECA (see

Section 5.3.1.3). This is done to favour the computational efficiency of the method and prevent the

insertion of event duplicates in the table of detected events. If a bond-formation event is selected by
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the event rank, the bonded atom IDs as well as the bond type are communicated to all other ranks.

Then, a create_bonds single/bond LAMMPS command is executed collectively to update the

bond lists in the system. Overall, the procedure associated with the detection and execution of

bond-formation events is graphically presented in Fig. 5.12.

A variety of optional features is available for bond-formation events. The delete_atoms option

can be utilised to remove bonded atoms following the execution of a formation event. This can

be useful to capture volatilisation and evaporation processes. The delete_atoms feature has been

previously implemented in our kMC/MD study on the decomposition of TCP on iron to remove O2

molecules formed in the system (see Chapter 3) [270]. The lone_candidates option has also been

utilised for oxygen species in our kMC/MD study on films from TCP. Such an option considers

atoms whose associated bond vectors (PAPRECA containers) are empty as valid candidates for a

predefined bond-formation event. Additionally, the same_mol "no" functionality disables bonding

between atoms with the same molecule ID for a predefined bond-formation event. Finally, the

species_maxbonds and species_maxbondtypes options offer control over the coordination of

atoms. In particular, species_maxbonds can be used to cap the maximum number of bonds

for an atom type. On the other hand, the species_maxbondtypes feature limits the number of

bonds of a specific type for an atom type.

5.3.2.4 Supported atomistic events: molecular and monoatomic deposition

Deposition events (type iii) insert molecules or atoms in the simulation box. PAPRECA deploys

molecule templates (as implemented in LAMMPS) to define collections of particles for adsorp-

tion events. Such an operation is performed at the beginning of the simulation via the molecule

LAMMPS command. Note that single-molecule templates can be utilised to model monoatomic

adsorption. Using molecule templates offers PAPRECA flexibility for a series of reasons. Firstly,

it enables the storing of initial positions, velocities, charges, bonded interactions, special bonds,

shake particles [318], and fragments in LAMMPS data structures. Also, more than one molecule

or particle can be retained in the molecule template data structures during the simulation. This

unlocks sophisticated hybrid kMC/MD models with multiple predefined adsorption events. For

example, the deposition of a variety of additive molecules as well as base oils can be simulated to

thoroughly investigate the interaction of lubricants [319] with metallic surfaces. Finally, utilisa-

tion of molecule templates allows PAPRECA to exploit native LAMMPS functions designed for

inserting atoms in the simulation box (e.g., create_atoms).

After a molecule template is defined in LAMMPS, kMC deposition events can be initialised

and inserted in the table of predefined events. Construction of PAPRECA::PredefinedDeposition

objects demands a variety of inputs as listed below:

• parent atom type. This variable defines the type of atoms that can be considered valid

mobile sites for predefined deposition events. Effectively, PAPRECA examines if a molecule

can be added in the vicinity of specific atom types (i.e., parent atom types for deposition).

• deposition offset (ΔX) which defines the separation distance between the position of the

parent atom and the centre of mass (COM) of the deposit as defined in LAMMPS.

• insertion velocity for each deposited molecule. Note that the velocity of a deposited

119



Chapter 5. General off-lattice hybrid kMC/MD model: PAPRECA

molecule is the sum of the insertion velocity and the individual velocities defined for each

atom in the molecule template.

• name of adsorbate (as defined in the LAMMPS template).

• rate of deposition event.

As with any elementary atomistic process in PAPRECA (e.g., bond-formation or bond-breaking),

adsorption events are detected locally by each MPI rank. Firstly, the IDs, spatial coordinates, and

types of ”owned” atoms are extracted from LAMMPS via a lammps_extract_atom operation.

Then, ”owned” atoms are looped and parent atom types (as defined in the predefined table of

events) are marked as candidate centres for deposition events.

Fig. 5.13: Deposition sites as generated by the random depovecs command. (Top left): random depovecs
YES 2D places sites on the surface of the northern hemisphere above the parent atom. (Top right):
random depovecs YES 3D unlocks sites on both hemispheres. (Bottom left): random depovecs NO 2D

and (bottom right): random depovecs NO 3D generate sites directly above or both above and below the
parent atom, respectively.

Defining the deposit site location demands retrieving the coordinates of the atoms involved

in the molecule template. Note that the positions of the template atoms are stored in a local

coordinate system in the LAMMPS data structures. Therefore, a translation step to convert

local atomic coordinates to global coordinates is necessary to ensure consistency with the hybrid

kMC/MD simulation box. In any case, the deposition site is offset from the parent atom by a

distance of molecule offset (as defined for a specific deposition event in the predefined table of

events). A variety of options are supported by PAPRECA to precisely control the position of the

added molecule. The random_depovecs option inserts the molecule on the surface of a hemisphere

as determined by the following equations:

120



5.3. Hybrid (kMC/MD) parallel algorithms

X = x+ xCOM +ΔXksin(θ)cos(φ) (5.10)

Y = y + yCOM +ΔXksin(θ)sin(φ) (5.11)

Z = z + zCOM +ΔXkcos(θ) (5.12)

Where X, Y, and Z are the coordinates of the deposition site, whereas x, y, and z are the positions

of the parent atom. Also, xCOM , yCOM , zCOM are the translated COM coordinates and ΔXk

is the deposition offset of the kth deposition event defined in the predefined table of events. The

angles φ and θ are obtained by the relations below:

φ = 2πρ1 (5.13)

θ = πρ2 (5.14)

Where ρ1 and ρ2 are two uniformly distributed pseudorandom numbers drawn using the RANMAR

generator [316] on the MPI rank that owns the parent atom. Note that random_depovecs can be

used with the option ”2D” which restricts the value of θ ∈ [0, π2 ]. On the other hand, utilising

option ”3D” results in θ ∈ [0, π]. This means that the deposition site can be located either above

or below the parent atom. Such an option can become useful for modelling symmetric thin-film

growth as it enables deposition sites along both z-directions. Deactivating the random_depovecs

feature results in a deposition site located directly above or below the parent atom at a separation

distance of molecule offset. Fig. 5.13 provides examples of different deposition sites as generated

by the random_depovecs feature.

Overlap tests are performed for each candidate centre to examine whether a molecule (as defined

in the molecule template) can be inserted near the parent atom without causing instabilities. This

step is vital since small separation distances between atoms can result in excessive interatomic

forces, which typically cause runtime errors in the MD stage of PAPRECA [203]. In LAMMPS,

this is commonly referred to as an ”atom/bond/angle/dihedral/improper missing in the processor”

error. Essentially, this means that nearby atoms are being displaced aggressively to the point where

neighbours lists stored in individual MPI ranks are not updated properly between time steps.

This issue is typical in LJ potentials [205] when interatomic distances are significantly decreased

compared to the equilibrium-distance parameter, resulting in elevated repulsive forces.

The ”full” PAPRECA neighbours list of the parent atom is obtained to conduct overlap tests.

Here, a ”full” list is required to guarantee that all possible pairs of atoms are listed in the neighbours

list of the parent atom (see Section 5.3.1.3). In any case, overlap tests are performed by estimating

the distances between the deposit atoms and the neighbours of the parent atom. Notice that

overlap tests are not conducted for each pair of atoms in the system. As such, the modelling of

adsorbates characterised by elevated end-to-end distances (e.g., long hydrocarbon chains) can lead

to instabilities in PAPRECA. This is justified by considering that overlaps between the neighbours

of the parent atom and deposited atoms beyond the neighbours list cutoff distance (see Eq. 5.1)

might occur without being detected by overlap tests. However, overlap tests are expected to be

successful for molecules whose end-to-end distance is comparable to the neighbours list cutoff

distance.

The rationale behind the decision to perform tests on parent atom neighbours was motivated by
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computational efficiency considerations. Calculating the distances between each of the potentially

inserted molecules in the system and every atom in the simulation box is not a numerically tractable

approach. Furthermore, such an approach would necessitate computationally expensive ”gather”

operations to collect the spatial coordinates of all system atoms in a single MPI rank. This could

also impact the scalability of PAPRECA, especially in kMC/MD simulations involving a large

number of parent atoms for deposition events.

Fig. 5.14: Summary of key steps involved in deposition events (type iii). Overlap and parent atom detection
images adapted from our previous work on the hybrid kMC/MD off-lattice method [270].

Overall, valid deposition events exhibit interatomic distances larger than σij :

dij > σij (5.15)
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Here, σij is an equilibrium distance between atom types i and j that is similar to that in the LJ po-

tential [205]. Variable dij refers to the Euclidean distance (L2 norm) between the parent atom i and

the candidate deposited atom j. Once again, a PAPRECA wrapper around the minimum_image()

function of LAMMPS is deployed to calculate distances while accounting for any PBCs in the

simulation box. The σ parameters are initialised in PAPRECA at the beginning of the simulation.

In any case, if an overlap is detected, the deposition event is discarded. Alternatively, the valid

deposition event is inserted in the local table of detected events of the MPI rank.

To account for the influence of the surface coverage on the rate of the growing film, PAPRECA

deploys variable sticking coefficients. The sticking coefficient σ is calculated on the master MPI

rank following the detection of all deposition events in each subdomain. The coefficient is evaluated

using the following equation:

σ = 1− Nocc

Ntotal
(5.16)

Where Nocc is the fraction of occupied parent atoms for deposition events (i.e., atoms with unsuc-

cessful overlap tests). Ntotal is the total number of sites (i.e., Ntotal = Nocc + Nfree) accounting

for both occupied and free sites. The estimated sticking coefficient is communicated from the

master rank to the other MPI ranks. Then, σ is multiplied by the rates of deposition events in

the table of detected events. By doing so, elevated surface coverage values are associated with

reduced adsorption probabilities. Note that variable-sticking coefficients are utilised by default in

PAPRECA. Nonetheless, constant sticking coefficients are also supported through the ”constant”

sticking_coeff option. This option must be passed to the PAPRECA:PredefinedDeposition

object before its insertion into the predefined table of events. A flowchart summarising the central

steps of deposition events is given in Fig. 5.14.

When a deposition event is selected for execution, the event rank transfers event-related data

to all other MPI ranks. Specifically, the deposit site coordinates as well as the name of the molecule

template linked to the predefined event are communicated. Finally, a create_atoms command

with the mol option (as implemented in LAMMPS) is executed on all MPI ranks to insert the

deposit in the system. By doing so, the create_atoms command places the molecule such that the

local COM deposit coordinates coincide with the deposit site coordinates. The inserted molecule

is not rotated. Therefore, deposited molecules originating from the same predefined deposition

event exhibit identical orientation. Nonetheless, the molecule can be rotated at the beginning

of the simulation by modifying the local spatial coordinates of atoms in the LAMMPS molecule

template.

Notice that because of the use of LAMMPS molecule templates, there is no requirement to

transfer the spatial coordinates of each deposited atom or information regarding the bonded in-

teractions (i.e., bonds, angles, dihedrals, impropers) of the molecule from the event rank to the

rest of the MPI processes. This boosts the computational efficiency and enhances the scalability

of the kMC stage of PAPRECA. Moreover, the use of create_atoms function eliminates the need

to adjust the coordinates of deposited molecules to comply with any PBCs because LAMMPS

handles them natively. This lowers the complexity linked to the implementation and execution of

predefined deposition events in PAPRECA.

The depoheights setting is an optional feature that restricts deposition events to a specific

region in the simulation domain. When this setting is activated, parent atoms can only be located
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within a cutoff distance (Δh) from the current film height (h):

h+Δh ≥ z ≥ h−Δh (5.17)

Where z is the z-coordinate of the parent atom. Utilising the depoheights demands the calculation

of the film height at the beginning of each kMC stage. The film-height estimation algorithm used

in PAPRECA is discussed in detail in Section 5.3.3.1.

5.3.2.5 Supported atomistic events: monoatomic desorption

Fig. 5.15: Summary of key steps involved in monoatomic desorption events (type iv).

PAPRECA supports monoatomic desorption events solely for atoms not exhibiting bonded

interactions. Hence, only non-bonded terms must be defined for atom types participating in

desorption events. The types of atoms that can be parents for monoatomic desorption, as well

as the rate of the event, are required to construct PAPRECA::PredefinedMonoatomicDesorption

objects.
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Monoatomic desorption events are discovered locally by each MPI rank. Initially, the types as

well as IDs of ”owned” atoms are extracted from LAMMPS via a lammps_extract_atom operation.

Following, atoms are looped and eligible atom types (as defined in the table of predefined events)

are marked as monoatomic desorption parents. Then, PAPRECA examines whether the valid

atom types are ”lone” (i.e., do not feature any bonded interactions). This is done by mapping

the ID of the atom to the relevant PAPRECA::BONDS_VECTOR and then examining if such a vector

is an empty container. Valid monoatomic desorption events are inserted into the local table of

detected events. When the event rank selects a monoatomic desorption event for execution, the ID

of the parent atom is communicated from the event rank to the rest of the MPI ranks. Finally,

the event is executed by deleting the parent atom from the simulation box via a delete_atoms

operation called on all MPI ranks. The key steps involved in the monoatomic desorption events

are graphically illustrated in Fig. 5.15.

5.3.2.6 Supported atomistic events: diffusion hops

Fig. 5.16: Types of supported diffusion hop events in PAPRECA. (Top): initial diffusion hop step with
identification of parent atom. (Bottom left): displacive diffusion hop where the parent atom moves from
its initial position. (Bottom right): non-displacive diffusion hop where the parent atom is not modified
and a new atom is placed in the simulation box at a separation distance of ΔLk.

Diffusion events in PAPRECA displace atoms from their initial position to a different one in

the simulation box. PAPRECA replaces fixed lattice sites with mobile event sites (as explained in

Section 5.3.2.1). Therefore, atoms are not displaced between strictly defined lattice sites and can

move unrestricted within the simulation box. Hence, PAPRECA can become a powerful tool to

model diffusion hops through different crystalline phases or even amorphous materials, as well as

systems characterised by a low degree of crystallinity. For instance, hybrid kMC/MD simulations

can shed light on the diffusion of ions through SEIs in lithium-ion batteries [8]. The following

inputs are demanded to initialise a PAPRECA::PredefinedDiffusionHop object:

• parent atom type. This variable defines the types of atoms that can be displaced.
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• hop distance(ΔLk) which defines the characteristic length for diffusion for the kth prede-

fined diffusion hop event.

• diffusion velocity can be set to control the velocity of the atom following the execution of

the diffusion hop event.

• diffusion type. As of September 17th 2024 (version 2.0.0) PAPRECA supports two types of

diffusion events. Displacive events move the parent atom from its initial position to a different

location in the simulation box. Non-displacive events spawn a new atom in the system

without modifying the properties of the parent atom. Non-displacive events can be used to

approximate diffusion events in systems exhibiting an immobile substrate. Non-displacive

events were previously deployed in our hybrid off-lattice study on the decomposition of TCP

on iron (see Chapter 3) [270] under the assumption that the mass of the underlying substrate

is significantly higher than that of the phosphate film. The two supported types of diffusion

hops in PAPRECA are illustrated in Fig. 5.16.

• diffused type which dictates the atom type of the diffused atom. This parameter was

introduced to elevate the flexibility of PAPRECA. The diffused type can be identical to or

different from the parent atom type.

• rate of diffusion hop event.

The local discovery of diffusion hops begins with calling the lammps_extract_atom function

to retrieve the spatial coordinates, IDs, and types of ”owned” atoms of a given MPI rank. Then,

atoms are looped and types linked to PAPRECA::PredefinedDiffusionHop objects (as in the table

of predefined events) are marked as parents to diffusion steps. Then, the diffusion site (i.e., the

final location) of each parent type is defined.

The random_diffvecs feature controls the location of the diffusion site. Similarly to the sites

of deposition events (see Section 5.3.2.4), the diffusion sites can be situated directly above or below

the parent atom at a distance of hop distance (ΔLk) by using the random_diffvecs NO option.

Furthermore, random_diffvecs NO 2D discards diffusion hops below (towards the negative z-axis)

the parent atom. Alternatively, by utilising random_diffvecs YES the parent atom hops to the

surface of a sphere of radius ΔLk as outlined by the equations below:

X = x+ΔLksin(θ)cos(φ) (5.18)

Y = y +ΔLksin(θ)sin(φ) (5.19)

Z = z +ΔLkcos(θ) (5.20)

Where X, Y, and Z denote the coordinates of the deposition site. Also, angle φ is obtained from 5.13

and θ from 5.14. Once again, θ ∈ [0, π2 ] and θ ∈ [0, π] to define the northern hemisphere and the

full sphere around the parent atom in the random_diffvec YES 2D and random_diffvecs YES 3D

cases, respectively. Fig. 5.17 provides illustrated examples of diffusion sites as generated by the

different random_diffvecs options.

Similarly to the deposition events (see Section 5.3.2.4), overlap tests are performed to discard

invalid events that can lead to instabilities in the hybrid kMC/MD simulation. An identical
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criterion to that related to deposition events is deployed (see Eq. 5.15). Note that performing

overlap tests requires the recovery of the ”full” neighbours lists of PAPRECA for the parent atom

and estimation of (Euclidean) distances between the diffusion site and atoms in its vicinity. Valid

diffusion hop events (i.e., those whose parent atoms obey eq. 5.15) are added to the local table of

detected events.

Fig. 5.17: Deposition sites as generated by the random diffvecs command. (Top left): random diffvecs
YES 2D places diffusion sites on the surface of the northern hemisphere above the parent atom. (Top
right): random diffvecs YES 3D unlocks sites on both hemispheres. (Bottom left): random diffvecs

NO 2D and (bottom right): random diffvecs NO 3D generate diffusion sites directly above or both above
and below the parent atom, respectively.

The procedure related to the execution of a diffusion event (chosen by the event rank) varies

based on whether the associated PAPRECA::PredefinedDiffusionHop object is linked to a dis-

placive or a non-displacive move. For non-displacive events, the diffused type and the spatial

coordinates of the diffusion site are communicated from the event rank to the remaining MPI

processes. Following, the create_atoms function is called from all MPI processes to insert a new

atom whose centre coincides with the diffusion site. Execution of displacive hops additionally

requires the transfer of the parent atom ID from the event rank to the other MPI ranks. To

avoid instabilities in the MD stage of PAPRECA, bonded interactions between the parent atom

and neighbouring particles are removed. This operation is performed by calling the delete_atoms

function of LAMMPS with the ”bond yes” option. Then, a call to the create_atoms function on

all MPI processes adds a new atom of diffused type on the diffusion site. In both cases (displacive

and non-displacive), PBCs and the motion of atoms through the edges of the simulation box are

handled natively by the create_atom function of LAMMPS. The main steps linked to diffusion

hop events are summarised in the flowchart of Fig. 5.18.

PAPRECA supports custom diffusion hop steps. In such steps, a user-defined criterion is

deployed to determine the validity of diffusion events. As of September 17th 2024 (version 2.0.0), the

Fe_4PO4neib custom diffusion hop option is available. When this option is utilised, four phosphate
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(PO4) structures must be present in the vicinity of the parent atom. Detecting valid parent atoms

for Fe_4PO4neib is performed locally on the MPI rank that ”owns” the parent atom as follows.

Firstly, the ”full” neighbours list of the parent atom is accessed. Then, neighbours are looped

and their types are extracted via a lammps_extract_atom operation. Following, the IDs of atom

types linked to phosphorus species are obtained (again through a call to lammps_extract_atom)

and their PAPRECA::BONDS_VECTOR is retrieved using the PAPRECA::atomID2Bonds map. Finally,

the PO4 structures are detected by counting the number of P − O bonds of the phosphorus-type

atom. Valid Fe_4PO4neib custom diffusion hop events (associated with parent atoms with four

PO4 neighbours) are inserted in the table of detected events of the relevant MPI rank. A non-

parallelised version of the Fe_4PO4neib diffusion hop event was firstly introduced in our previous

hybrid kMC/MD study on the decomposition of TCP on iron (see Fig. 3.10 in Section 3.3.3 of

Chapter 3) [270].

Fig. 5.18: Flowchart summarising the main steps of diffusion hop events.
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5.3.3 Utility operations

5.3.3.1 Film-height estimation

Fig. 5.19: Film height determination on global mass bins (of dimensions Lx, Ly, and t). Image adapted
and reproduced under the CC BY NC ND 4.0 license from our preprint on the hybrid kMC/MD method
[233].

As of September 17th 2024 (version 2.0.0) PAPRECA deploys a parallel spatial binning algo-

rithm to estimate the film height in the simulation box. This algorithm is called at the beginning of

each kMC stage and operates as follows. Firstly, the subdomain linked to each MPI rank is divided

into rectangular parallelepiped bins of sides Lx,p and Ly,p (dimensions of subdomain p along the x-

and y-directions). The thickness (t) of the sections is a user-defined parameter. Then, each MPI

rank stores the sum of masses of each atom type along with a cumulative mass corresponding to

the total mass contained in the bin. Following, the master MPI process creates global mass bins

of sides Lx and Ly (dimensions of the full computational domain) and thickness t. An MPI reduce

operation is performed to assemble a global mass bins array on the master MPI process (rank 0).

Additionally, rank 0 receives the cumulative masses of each MPI process. Finally, the master MPI

rank chooses the film height as:

h = nt (5.21)

With n ∈ N being the smallest natural number that satisfies the equation below:
n∑
i

mi ≥ Cmtot (5.22)
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Wheremi is the mass of the ith bin. C is another user-defined parameter called the height percentage

cutoff. For instance, a value of 0.95 means that 95% of the total mass of the system is contained

between the lower z-boundary of the simulation box and the estimated film height (h). Note that

the total mass is obtained from the following equation:

mtot =

Nbins∑
i

mi (5.23)

Here Nbins represents the total number of bins. The described algorithm is a modified version

of the height-estimation procedure described in our preprint on the hybrid off-lattice kMC/MD

method for amorphous thin-film growth [233]. Nonetheless, the algorithm presented in this work

is parallelised and defines the height of the film through a mass-based criterion. In contrast, the

algorithm in our preprint is serial and performs a selection utilising density bins (see Eq. 8 in the

relevant preprint) [233]. Fig. 5.19 provides a graphical illustration of the film-height definition

step on the master MPI rank.

5.3.3.2 Removal of disconnected atoms

Desorption of molecules from the film to the vacuum region above it can occur during the MD stage

of PAPRECA. In such cases, particles can be situated above the current height (of the kMC step)

and separated from the film by a distance greater than the force cutoff of the selected interatomic

potential (i.e., Dff in Eq. 5.1). This can introduce errors in the film height estimation procedure

and result in unrealistically high h (as in eq. 5.21) values. Furthermore, such a phenomenon can

elevate the numerical effort of the MD and kMC stages of PAPRECA, as unnecessary calculations

are performed on some atoms that are disconnected from the growing film. Finally, the presence of

such atoms can bias the rates of deposition events. This is justified by considering that remaining

particles can increase the number of detected overlaps, which in turn lowers the sticking coefficient

of a deposition event (as defined in Eq. 5.16).

The desorption command was introduced to address the above considerations. Note that

this is not a predefined event and should not be confused with monoatomic desorption steps (see

Section 5.3.2.5). The desorption command is a utility operation that periodically deletes groups

of atoms from the system. This operation is performed with a user-defined frequency and does

not need to be selected by the rkMC scheme (Eq. 5.3.2.1) nor contributes to the global event

rate (as in Eq. 5.5). The desorption command removes atoms from the simulation box whose

z-coordinates obey the following equation:

z ≥ hcut (5.24)

With hcut being a user-defined variable (called the desorption cutoff ). Particles are deleted imme-

diately after the MD stage of PAPRECA.

Three algorithms were implemented to remove desorbed atoms (as defined in PAPRECA)

from the simulation domain. The LAMMPS_region algorithm is the simplest desorption method

in PAPRECA. However, it is solely compatible with shrink-wrapped boundaries on the z-direction

of the simulation box. Note that the dimensions of such boundaries are accordingly adjusted to

encompass all atoms in the simulation box. The LAMMPS_region algorithm leverages that feature
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and operates as follows. Firstly, the upper boundary of the simulation box (boxhi attribute

of the domain object) is extracted from LAMMPS. Then, boxhi is compared to hcut. A value

of hcut smaller than boxhi denotes that particles exist above the user-defined desorption cutoff.

PAPRECA then uses LAMMPS groups to group all atoms in the simulation box whose z-coordinate

is between hcut and boxhi. Finally, the collected (in the LAMMPS group) atoms are deleted with

a LAMMPS function call to delete_atoms on all MPI ranks.

Fig. 5.20: Removal of atoms via the desorption command. (Top): initial desorption step with identifica-
tion of atoms located above hcut. (Bottom left): LAMMPS region command that solely deletes atoms with
z ≥ hcut. (Bottom right): gather all and gather local features removing atoms with z ≥ hcut as well
as bonded atoms.

Deleting atoms from the computational domain can perturb the forces exerted on neighbouring

particles. For instance, deleting an atom but not its bonded pair can result in a force imbalance due

to the release of bond energy. Such an instance can lead to the rapid acceleration of the remaining

particle and trigger numerical instabilities in the simulation. To circumvent these issues, the

gather_all and gather_local desorption options were introduced in PAPRECA. These features

not only delete atoms located above hcut but also any neighbouring atom bonded to them.

The gather_local algorithm is a parallelised method in which MPI ranks identify desorbed
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atom IDs within their local subdomain. Specifically, each MPI rank extracts the coordinates of

its ”owned” atoms and loops over their z-positions. Atoms obeying Eq. 5.24 are stored in an

array of deleted atom IDs. A recursive function is deployed to collect all atoms bonded to the

atom IDs marked for deletion. In particular, the PAPRECA::BONDS_VECTORS of atoms are retrieved

using the PAPRECA:atomID2bonds map. Then, the recursive function travels from bonded atom

to bonded atom and marks atoms for deletion until a loop is formed or until all bonded atoms

are retrieved. A pseudocode of the recursive function described above is provided in Algorithm

1. In any case, the locally collected atom IDs are communicated to the master MPI rank. Then,

rank 0 trims duplicate IDs and transfers the processed array back to all other MPI ranks. Finally,

the delete_atoms function of LAMMPS is called on all MPI ranks to remove the IDs marked for

deletion.

Algorithm 1 Recursive Collection of Bonded Atoms

Require: atom id (ID of the starting atom)
Require: delids (list of collected atom IDs)
Require: delids set (set of atom IDs marked for deletion)
Require: atomID2Bonds (map of atom IDs to PAPRECA::BONDS_VECTOR)
1: function collectBondedAtoms(atom id, delids, delids set, atomID2Bonds)
2: bonds ← atomID2Bonds[atom id] � Retrieve PAPRECA::BONDS VECTOR

3: for all bond ∈ bonds do
4: bondatom id ← bond.getBondAtom()
5: if bondatom id /∈ delids set then � Check if atom is already processed
6: Insert bondatom id into delids set
7: Append bondatom id to delids
8: collectBondedAtoms(bondatom id, delids, delids set, atomID2Bonds)
9: end if

10: end for
11: end function

The main difference between the gather_local and gather_global is that the latter de-

ploys solely the master MPI rank to collect atoms obeying Eq. 5.24. Specifically, in the case

of gather_global, the master MPI rank gathers the IDs, types, and coordinates of particles of

all subdomains (using a lammps_gather_atoms operation). Then, desorbed atoms together with

their bonded pairs are retrieved with a recursive procedure identical to that of gather_local,

communicated from rank 0 to all other MPI ranks, and deleted via delete_atoms. Overall, the

gather_global and gather_local features generate identical trajectories. On the other hand,

LAMMPS_region deletes a decreased number of atoms compared to the gather commands. There-

fore, LAMMPS_region samples different microstates than the gather_local or gather_global

commands. Nonetheless, trajectories produced by all three commands are usually similar. This

is justified by considering that particles whose bonded pairs are deleted via LAMMPS_region typ-

ically remain in the desorption region (i.e., their coordinates obey Eq. 5.24) and are removed

in subsequent kMC steps. A visual representation of LAMMPS_region and gather_all as well as

gather_local features for removal of desorbed atoms is provided in Fig. 5.20.
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5.3.3.3 Files output

A variety of files can be exported by PAPRCEA during the kMC/MD run. In all cases, the master

MPI rank writes to a given file while the secondary MPI processes wait. This prevents multiple

MPI ranks from simultaneously appending to a file, which can result in file corruption. The

”papreca.log” file is generated by default at the beginning of a hybrid kMC/MD run. One line is

written to the file immediately after the end of each kMC stage. It contains the hybrid kMC/MD

step number, the type of selected event at the current step, and the current global simulation time

(in seconds). The ”papreca.log” file additionally contains specific information associated with the

executed event at the present step. In particular, the IDs as well as the bond type are exported

when it comes to reactions (bond-breaking and bond-formation events discussed in Section 5.3.2.3).

The deposit site coordinates, insertion velocity, and LAMMPS molecule template name are output

for deposition events (see Section 5.3.2.4). The ID as well as the type of the parent atom are

output for monoatomic desorption events (see Section 5.3.2.5). Finally, the diffusion site, ID of

parent atom, insertion velocity, type of diffusion (displacive or non-displacive), and atom type of

diffused atom (as in Section 5.3.2.6) are exported for diffusion hop events.

The ”execTimes.log” file can be optionally activated. A single line is appended to the file at the

beginning of a hybrid kMC/MD step with a user-defined printing frequency. The ”execTimes.log”

file lists the current step number, the total number of atoms at the present step, the walltimes of

the kMC as well as MD stages in that step, and the total CPU time of the current step. Since

PAPRECA is a parallelised program, different MPI ranks can exhibit varying CPU times. This

is justified by considering that an increased number of operations must be executed in the event

rank to select the executed elementary step or in the master MPI process, which selects the event

rank and coordinates information from secondary MPI processes (see Section 5.3.2). Moreover,

depending on the microstate and the chosen subdomain decomposition scheme (see Section 5.3.1.1),

certain MPI processes might perform additional overlap tests (e.g., for deposition or diffusion hop

events, see Sections 5.3.2.4 and 5.3.2.6). This raises the computational effort of specific MPI

processes. Furthermore, varying walltimes between MPI ranks can be observed when it comes

to the MD stage of PAPRECA due to reasons associated with load imbalances and non-uniform

atomic density across subdomains (see Section 4.2.1).

To thoroughly investigate the differences in walltimes among MPI ranks, PAPRECA outputs

the minimum, maximum, and average CPU times linked to the kMC stage, the MD stage, and the

complete hybrid kMC/MD step. This demands coordination of the individual walltimes of MPI

processes on the master MPI rank, which appends on the ”execTimes.log” file. In particular, calls

to the MPI_Wtime() function of the MPI library are deployed to insert timestamps and measure the

walltime in the different stages of the program (i.e., kMC and MD). Then, MPI reduce operations

are performed to collect the minimum, maximum, and average CPU times of the step on the

master MPI rank. Finally, the MPI rank prints information to the ”execTimes.log” file. Walltime

files can be useful in the direction of investigating the scalability aspects of PAPRECA in different

applications. For example, the ”execTimes.log” file was utilised to examine the scalability of our

hybrid kMC/MD model on the thermal decomposition of TCP on iron (illustrated in Fig. 5.33).

If a film-height calculation method (see Section 5.3.3.1) is initialised in a PAPRECA simulation,

two different types of optional files can be exported. Firstly, the ”heightVtime.log” file can be

generated. A user-defined variable controls the printing frequency to the ”heightVtime.log” file.
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The file contains two columns listing the time as well as the current height at the present step.

These files can become useful to capture the kinetic characteristics (e.g., growth rate) of thin films

in hybrid kMC/MD applications (see a relevant graph for TCP coatings in Fig. 3.13). Moreover,

the use of a spatial binning algorithm dedicated to the estimation of film height (see Section

5.3.3.1) allows for the output of ”distribution.log” files. A ”distribution.log” file is generated with

a user-defined export frequency. Distribution files contain the total number of atoms of each type

contained in each bin. Note that solely the global bin (retained in the master rank) is exported

since it includes contributions from all MPI processes. As discussed in Section 5.3.3.1, the bins

exhibit sides of Lx and Ly and a height of t (a user-defined parameter controlling the thickness of

the bins). Mass bins are converted to atom number bins by dividing the mass of an atom type by

the total mass of a bin. Distribution files can shed light on the temporal evolution of the elemental

distribution of thin films and were previously utilised in our initial hybrid kMC/MD work (see

Fig. 3.19) [270].

Finally, the output of ”surface coverage.log” files can be optionally activated with a user-defined

printing frequency. These files contain two columns listing the time and surface coverage of system

sites. Note that at least one deposition event must be set up in the PAPRECA simulation to enable

the generation of ”surface coverage.log” files. This is justified by considering that surface coverage

calculations (see Section 5.3.2.4 and Eq. 5.16) are solely triggered when deposition elementary

processes are activated and included in the table of predefined events.

5.3.3.4 Estimation of event rates

A rate constant is demanded to construct any of the predefined event objects (i.e., PAPRECA::Pre-

definedReaction,PAPRECA::PredefinedBondForm, PAPRECA::PredefinedDeposition, PAPRECA::

PredefinedMonoatomicDesorption, and PAPRECA::PredefinedDiffusionHop as introduced in

Sections 5.3.2.3, 5.3.2.4, 5.3.2.5, and 5.3.2.6, respectively). The rate_manual option can be used

during the construction of predefined event objects to pass a fixed rate for an elementary process

before its inclusion in the predefined table of events. Nonetheless, this demands a prior manual

rate calculation performed by the PAPRECA user.

To boost the flexibility of the software and favour its user-friendliness, the ”rates calc.h” header

was implemented in PAPRECA. This header contains a small library of rate-estimation models

appropriate for different classes of atomistic events. Firstly, the rate_arrhenius option can be

used with any predefined event to retrieve a rate from the Arrhenius equation (see Eq. 3.1). Here,

the attempt frequency (ν), activation energy (ΔE), and temperature (T) have to be provided as

inputs.

The rate_hertz option is designed predominantly for PAPRECA::PredefinedDeposition ob-

jects and estimates the process rate using the kinetic theory of gases and the Hertz-Knudsen equa-

tion (Eq. 3.8) [246]. When ”fixed” sticking coefficients are used (see Section 5.3.2.4), the σ(θ, T ) pa-

rameter is user-provided. In contrast, if the deposition event exhibits a variable sticking coefficient,

σ(θ, T ) = 1 is utilised during the initialisation of the PAPRECA::PredefinedDeposition event in

the predefined table of events. After the calculation of the variable sticking coefficient of the current

kMC step, the deposition event rate is properly adjusted by multiplying by σ (as in Eq. 5.16) to

account for the influence of surface coverage. Apart from the sticking coefficient, the partial pres-

sure (P ) of the adsorbate, surface area (A) of the deposition site, the weight of the deposition (m),
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and the associated temperature (T ) have to be passed to the PAPRECA::PredefinedDeposition

object via the rate_hertz option.

Finally, PAPRECA supports the rate_desorb option. Such an option is appropriate for des-

orption events (e.g., PAPRECA::PredefinedMonoatomicDesorption). The relevant rate is obtained

by an Arrhenius-type equation of the following form [320]:

r =
κBT

h
e
−Eads

κBT (5.25)

Where κB and h are the Boltzmann and Planck constants, respectively. Also, Eads is the adsorption

energy of the adsorbate on a given substrate.

5.3.4 Hybrid kMC/MD implementation

In Sections 5.3.1 and 5.3.2, we analysed specific aspects of the MD and kMC stages of PAPRECA,

respectively. Section 5.3.3 offers an overview of the utility functions and operations in PAPRECA.

This section discusses PAPRECA as a complete hybrid kMC/MD program. PAPRECA simula-

tions begin with a setup stage. The setup stage comprises three phases. Firstly, an MPI setup

phase takes place to initialise MPI with a given number of MPI processes and any optional com-

mands. The number of MPI ranks as well as the optional MPI flags are user inputs passed to the

PAPRECA executable at runtime (e.g., via ”mpiexec” or ”mpirun”).

In the second setup phase, LAMMPS is initialised. In the beginning, a LAMMPS_NS::LAMMPS

(as implemented in the LAMMPS library) object is constructed. This object interfaces the kMC

and MD stages of PAPRECA. Through this object, the kMC stage accesses atom-related data

structures (e.g., positions or velocities of atoms), retrieves neighbours lists, and calls LAMMPS

functions (e.g., create_atoms or delete_atoms). Following the object construction, the LAMMPS

input file is passed to the LAMMPS_NS::LAMMPS object. The master MPI rank reads the LAMMPS

input file line-by-line, executes a LAMMPS command, and broadcasts the command string to

the secondary MPI processes. In turn, secondary MPI processes execute the relevant LAMMPS

command. After reading the LAMMPS input file, the MD stage of PAPRECA is fully initialised.

This means that MD simulations can be run and LAMMPS functions can be deployed from the

main PAPRECA code. The LAMMPS setup phase is responsible for the configuration of the

following fundamental parameters and settings of the hybrid kMC/MD run:

• shape (e.g., orthogonal or triclinic [26]) and dimensions of the simulation box.

• domain decomposition method (see Section 5.3.1.1).

• types of boundaries (e.g., periodic, fixed or shrink-wrapped as in Section 5.3.1.1).

• simulation units.

• atomic masses.

• timestep for integration of the equations of motion within the MD stage of PAPRECA.

• atom style [26]. Note that atom styles in LAMMPS control the type of information retained

for each particle in the simulation. For instance, the ”atomic” style stores the IDs, types,
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spatial coordinates, velocities, forces, image flags (tracking PBCs), and bit masks (used for

group assignments and operations). The ”molecular” style retains bond, angle, dihedral, and

improper data in addition to ”atomic” data. The ”full” style extends the ”molecular” style

to include atomic charges.

• bonded interaction (bond, angle, improper, dihedral) styles [26] dictating the models

used for bonded interactions (e.g., harmonic).

• pair style [26] defining the type of force field utilised in the MD stage of PAPRECA (e.g.,

LJ [205] or ReaxFF [208]).

• neighbours lists generation through the ”fix papreca all papreca” custom fix for LAMMPS

(see Section 5.3.1.3). The rebuild frequency, algorithm deployed for the construction of

neighbours lists (e.g., binning method or simple loop through atom pairs), and list param-

eters (e.g., dimensions of bins) can be controlled through ”neighbor” and ”neigh modify”

commands of LAMMPS.

The following secondary or optional parameters of the MD stage can be set through the

LAMMPS input file and within the LAMMPS initialisation phase of the setup stage of PAPRECA:

• force field coefficients (required by the selected pair style).

• bonded interaction coefficients (to configure the chosen bonded interaction style).

• thermostat and barostat models (e.g., Nosé–Hoover [242, 243])

• charge equilibration schemes (e.g., QEq method [207]).

• minimisation styles (e.g., CG method [237]).

• molecule templates required to initialise PAPRECA::PredefinedDeposition objects for

kMC stages modelling molecular or atomic deposition (see Section 5.3.2.4).

• screen outputs control the frequency and the kind of information (e.g., system temperature,

pressure, enthalpy) printed during the MD stage of PAPRECA.

• file outputs modifying the frequency and the type of exported files (e.g., trajectory, restart).

See Section 5.3.3.3 for additional information.

The LAMMPS input file can also be utilised to create the initial state of the simulation. For

instance, a combination of the ”lattice” and ”create atoms” commands can be used to initialise a

substrate. A minimisation followed by an MD run can prepare the system for subsequent kMC

or MD stages. In the final phase of the setup stage, PAPRECA initialises the kMC stage as

well as parameters linked to the hybrid kMC/MD simulation. Here, the master MPI rank reads

the PAPRECA input file line by line and broadcasts information to the secondary MPI processes

(similarly to the LAMMPS setup phase). The following parameters are configured in this phase:

• total number (or ending time) of kMC steps. Effectively, this controls the number of

elementary processes simulated within the kMC stage of PAPRECA.
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• frequency of MD stages. Such a variable sets the number of kMC stages per MD stage.

For instance, a frequency of ten results in the execution of an MD stage between ten consec-

utive kMC stages.

• duration of MD stage. Sets the number of MD trajectory steps. Note that the timestep

as well as other MD-specific parameters (e.g., thermostat or charge equilibration scheme) are

configured within the LAMMPS setup phase.

• equilibration parameters (e.g., cutoff energy or force utilised in a minimisation scheme).

Force minimisations can be deployed before or after an MD stage. Minimisations annihilate

residual forces between particles and ensure that the system is at the bottom of a potential

energy valley before the next kMC stage. A similar approach was used in our previous work

on the hybrid off-lattice kMC/MD method [270].

• film-height estimation and desorption algorithms along with relevant parameters

(e.g., hcut in Eq. 5.24 introduced in Section 5.3.3.2)

• equilibrium distances for atom species. These are required to perform overlap tests

(see Sections 5.3.2.4 and 5.3.2.6).

• predefined events along with their associated parameters i.e., bond-breaking, bond-

formation, deposition, desorption, and diffusion hop events as discussed in Sections 5.3.2.2,

5.3.2.3, 5.3.2.4, 5.3.2.5, and 5.3.2.6.

• file outputs of the kMC stage (e.g., height versus time or elemental distribution files).

After the final setup phase, PAPRECA is fully configured and ready to progress to kMC/MD

loops - the main part of PAPRECA. Here, MD stages integrate the Newtonian equations of mo-

tion to obtain an updated microstate (i.e., positions and velocities of all atoms) separated by a

time increment (equal to the chosen timestep) from a previous state. Effectively, MD stages are

deployed to simulate fast atomic-scale processes whose associated frequencies are in the order of

femtoseconds (i.e., 10−15 s). Of course, an appropriate interatomic potential that captures the

physics of the underlying system has to be selected. Optionally, minimisations are performed be-

fore, after, or both before and after MD stages to relax interatomic forces and prevent instabilities

during the propagation of the solution to the equations of motion. MD stages are executed in

LAMMPS but controlled from the PAPRECA driver function and via the previously constructed

LAMMPS_NS::LAMMPS object. The frequency of MD stages (i.e., the number of kMC stages per

MD stage) is controlled by a user-defined parameter in the PAPRECA input file. Supplementary

PAPRECA operations (e.g., deletion of atoms due to desorption, as introduced in Section 5.3.3.2)

are performed immediately after MD stages.

Communication between the kMC and MD stages is performed via the LAMMPS_NS::LAMMPS

object and through native LAMMPS library functions dedicated to accessing LAMMPS data

structures. Such an interfacing strategy eliminates the requirement of input files to transfer in-

formation between the kMC and MD stages. This favours the computational efficiency and flexi-

bility of our hybrid kMC/MD software and is considered the main advantage of PAPRECA over

our initial kMC/MD model presented in Chapter 3 [270]. Specifically, lammps_extract_atom

operations are utilised to access per-atom information (e.g., IDs, coordinates, types, bonded
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interactions of particles). On the other hand, calls to the lammps_find_fix_neighlist and

lammps_neighlist_num_elements functions from the LAMMPS library are deployed to retrieve

the LAMMPS neighbours lists generated for the ”fix papreca” custom fix.

PAPRECA wrappers around LAMMPS native functions are utilised to interact with LAMMPS

objects and call LAMMPS functions that are not directly accessible through LAMMPS library

functions. For instance, to calculate Euclidean distances between particles (see sections 5.3.2.4

and 5.3.2.6), PAPRECA calls the minimum_image function of LAMMPS by accessing the ”do-

main.h” via the LAMMPS_NS::LAMMPS object. Moreover, the LAMMPS_NS::LAMMPS object allows

the retrieval of LAMMPS molecule templates through calls to the find_molecule function of the

LAMMPS ”molecule.h” header. Finally, the LAMMPS_NS::LAMMPS object enables the direct passing

of LAMMPS commands to the MD stage and their execution on all MPI ranks. PAPRECA exploits

such a feature in a variety of operations. For example, input command strings are constructed

by the PAPRECA driver function and communicated to LAMMPS to perform minimisation se-

quences, create or delete atoms as well as bonds (for predefined events), and handle thermostated

groups of atoms in the MD stage.

KMC stages in PAPRECA simulate rare events. Rare events refer to elementary processes (e.g.,

reactions, adsorption/desorption steps, diffusion hops) whose activation energies are considerably

greater than κBT (i.e., ΔE � κBT ). It is assumed that elementary processes are activated with

rates described by an Arrhenius-type equation (see Eq. 3.1). Also, the probability of selection of

an atomistic event in kMC is proportional to its rate (see Eq. 5.8). Consequently, faster atomistic

processes dominate the KMC stage. Hence, the table of predefined events has to be meticulously

assembled to prevent fast atomic-scale processes from dominating the system and compromising

the time-advancing capabilities of the hybrid kMC/MD method. It is generally advised to avoid

including elementary events whose rates are comparable to that of molecular vibrations (i.e., 1015

s). In any case, fast events (e.g., reactions with ReaxFF [208], diffusion hops or vibrations) can be

effectively captured by the MD stage given an appropriate selection of interatomic potential.

KMC stages simulate rare atomistic processes as follows. Firstly, local searches for events

are performed on MPI ranks. Each MPI rank stores a copy of the global predefined table of

events to determine feasible steps in the kMC stage. Discovered kMC events (e.g., reactions,

adsorption/desorption steps, diffusion hops) are inserted in the local tables of detected events stored

in each MPI process. Finally, an elementary atomistic event is selected and executed, and the global

simulation clock is advanced by Δt. Executed atomistic events directly access and modify per-atom

properties in LAMMPS (e.g., positions and velocities of atoms). This means that subsequent MD

and kMC stages can be simulated without further modifications to the system. Details related

to the kMC operations are given in Section 5.3.2. At the end of a PAPRECA simulation (i.e.,

when the final simulation time or the maximum number of kMC stages is reached), a cleanup stage

is performed. This stage ensures that allocated resources (e.g., LAMMPS and PAPRECA data

structures, MPI communicators and buffers, networks as well as connections) are properly released

and that MPI, LAMMPS, and PAPRECA are properly finalised and terminated.

Overall, MD stages capture fast events while kMC events simulate processes linked to elevated

activation energies. As such, a variety of atomistic events on different timescales are accessible.

This underlines the multiscale nature of hybrid kMC/MD simulations with PAPRECA. A flowchart

of PAPRECA is given in Fig. 5.21. Note that an overview of the associated kMC or MD procedures
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is provided here. For specific information regarding the kMC and MD stages, the reader is advised

to refer to Sections 5.3.1 and 5.3.2, respectively.

Fig. 5.21: Summary of steps involved in the PAPRECA hybrid off-lattice kMC/MD program.
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5.4 Flexible, extendable, and user-friendly design

5.4.1 User interface through input files

As mentioned in Chapter 3, an in-house code written in Fortran95 was used to perform hybrid

kMC/MD on the decomposition of TCP on iron [270]. This Fortran95 code was not easily ex-

tendable to other systems beyond TCP on iron for a couple of reasons. Firstly, parameters such

as the rates of events, diffusion distances, and types of atoms participating in reactions had to be

updated in multiple Fortran95 files. Secondly, communication between the MD and kMC stages

was performed via a simplistic protocol based on input files. In particular, the driver code written

in Fortran95 included functions that exported LAMMPS input (with LAMMPS commands) and

data files (containing system trajectory snapshots). Therefore, modifications to the MD stage (e.g.,

change in atom types or use of a different thermostat) demanded direct access and modification of

the source code. This was necessary to ensure that the driver code exported the relevant LAMMPS

files in the proper format. Of course, adjusting the source code meant that the Fortran95 project

had to be recompiled. This was time-consuming and lowered the user-friendliness of our initial

kMC/MD code.

To address the aforementioned issues and promote the extensibility, flexibility, and user-

friendliness of PAPRECA, an input file protocol was established. This facilitates effortless commu-

nication between the user and the software. The PAPRECA pseudolanguage comprises commands

that allow the user to input simulation parameters (e.g., number of kMC stages or ending time

of simulation), populate the table of predefined events with elementary processes, and overall, ini-

tialise the hybrid kMC/MD run without the necessity to modify the source code. This renders

PAPRECA easily accessible and allows a broader audience to utilise it more effectively. In practice,

no previous experience in C/C++ is required to use PAPRECA, rendering the software suitable

for researchers and engineers with varying levels of programming expertise.

The PAPRECA input file controls the kMC stage as well as the hybrid kMC/MD run. On the

other hand, PAPRECA utilises LAMMPS input files to initialise the MD stage of the software.

Hence, users with prior experience in MD simulations using LAMMPS can easily apply their knowl-

edge when working with PAPRECA. In essence, PAPRECA deploys two input files (PAPRECA

and LAMMPS) to control the kMC and MD stages, respectively. Both input files are passed to the

PAPRECA executable at launch via an ”mpiexec” or ”mpirun” command. Consequently, there is

no requirement to recompile either the LAMMPS library or PAPRECA. This renders the set-up

stage of PAPRECA less time-consuming compared to our initial in-house Fortran95 code.

A variety of PAPRECA input files associated with different applications, along with the accom-

panying LAMMPS input files, are available on the GitHub repository of the code. A PAPRECA

input file to simulate the growth of phosphate films from TCP on Fe(110) is provided in Appendix

A. This example input file showcases the PAPRECA pseudolanguage and the ease with which

users can initialise the kMC stage of the hybrid kMC/MD simulation.

5.4.2 PAPRECA and LAMMPS libraries

PAPRECA is compiled with the LAMMPS library. As such, the hybrid kMC/MD code is seam-

lessly integrated with LAMMPS. From a programming perspective, this can become helpful as
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PAPRECA developers can readily deploy functions from the LAMMPS_NS namespace to perform

various tasks. For instance, PAPRECA currently utilises neighbours lists and handles boundary

conditions via LAMMPS functions. LAMMPS is an active development project. Additional func-

tionality is periodically added to the software, and a coordinated effort is made to resolve existing

bugs and errors. This benefits PAPRECA as it reduces its maintenance requirements and favours

its extensibility by using tested and optimised LAMMPS functions.

Of course, the seamless integration of PAPRECA with LAMMPS not only benefits PAPRECA

developers. It also supports PAPRECA users intending to utilise the software to perform hybrid

kMC/MD simulations in materials science, chemistry, physics, biology, and engineering applica-

tions. This is justified by considering that force fields, non-bonded interaction models, and ensem-

bles available to LAMMPS are, by default, accessible to PAPRECA. For example, a DREIDING

potential [206] was used in our previous study on the decomposition of TCP on iron [270]. In this

work, the iron substrate was fixed, but the Fe atoms interacted with film particles through LJ and

coulombic terms. To upgrade the model and introduce mobile substrate atoms, an Embedded atom

model (EAM) potential [321] can be deployed to capture Fe-Fe interactions. The computationally

efficient DREIDING potential can still be utilised to model non-bonding interactions between film

and substrate atoms as well as particles in the film. Implementing such changes in our model is

considered straightforward, as both EAM and DREIDING potentials are available in LAMMPS.

Specifically, a few commands in the relevant LAMMPS input file are required to initialise a hybrid

pair style and configure the force field parameters. The model on thin films from TCP can be

extended even further with the use of a barostat that controls the system pressure. Moreover,

LAMMPS commands can be deployed to impose sliding speeds on groups of atoms. As such, our

initial model can be upgraded and hybrid kMC/MD simulations can be deployed to shed light on

the effect of friction on the mechanochemistry of lubricant additives [92, 315].

The above examples showcase the merits of integrating PAPRECA with the LAMMPS library.

Specifically, building PAPRECA with LAMMPS provides flexibility not only for PAPRECA de-

velopers aiming to extend the code but also for PAPRECA users with no prior programming

experience wishing to perform hybrid kMC/MD simulations. Overall, LAMMPS supports approx-

imately 230 pair styles, including bond-order potentials (e.g., Tersoff [322], REBO [323], AIREBO

[324]) or reactive force fields (e.g., ReaxFF [208]). Furthermore, it supports charge equilibration

schemes (e.g., QEq [207]) and even ML potentials (through the pair_style mliap [26]). Note

that ML potentials are becoming increasingly popular nowadays and find applications in different

fields, including but not limited to crystal structure prediction, nanoparticles, protein unfolding,

and water-metal interfaces [325].

The PAPRECA library was created to further boost the extensibility of the software. The

main hybrid kMC/MD code (i.e., the PAPRECA driver) is compiled with both LAMMPS and

PAPRECA libraries. Specifically, the PAPRECA library includes a collection of subroutines that

enable the direct access and modification of per-atom data (e.g., particle spatial coordinates or

velocities). Functions in the PAPRECA library can be utilised to insert or remove system particles

and molecules, displace atoms, and form or delete bonds (as discussed in Section 5.3.2). Addi-

tionally, the PAPRECA library supports a film-height estimation algorithm, methods to estimate

rates for events with various models, and approaches to assemble arrays of explicitly bonded atoms

(as seen in Section 5.3.3.1). In essence, the PAPRECA driver code deploys the PAPRECA and
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LAMMPS libraries to perform operations relevant to the kMC and MD stages, respectively.

The PAPRECA library is a self-contained unit of compiled code. Therefore, development

projects can be built with the PAPRECA library to leverage its functionality. In that respect,

C++ projects can deploy functions from the PAPRECA namespace for the development of hybrid

MD applications beyond kMC/MD. For instance, diffusion hops (discussed in Section 5.3.2.6) as

implemented in the PAPRECA library can be deployed in an off-lattice hybrid MMC/MD scheme

[307]. Generally, the PAPRECA library can become useful for interfacing C++ projects and

open-source simulators with LAMMPS.

5.4.3 Object-oriented design

Object-oriented programming (OOP) schemes were implemented in PAPRECA to enhance the

flexibility and extensibility of the software. This section briefly analyses the structure as well as

inheritance patterns of classes in the PAPRECA namespace (i.e., included in the PAPRECA library).

A variety of classes are dedicated to the description of predefined events in PAPRECA. The

PAPRECA::PredefinedReaction class is the base class for reaction events. It is used for predefined

bond-breaking events. PAPRECA::PredefinedBondForm is a child class of PAPRECA::Predefined

Reaction that additionally includes a characteristic bond length variable (as described in Section

5.3.2.3). PAPRECA::PredefinedDeposition, PAPRECA::PredefinedMonoatomicDesorption, and

PAPRECA::DiffusionHop objects are utilised for deposition, monoatomic desorption, and diffusion

hop predefined events, respectively (see Sections 5.3.2.4, 5.3.2.5, 5.3.2.6).

Fig. 5.22: Structure of table of predefined events (PAPRECA::PredefinedEventsCatalog class). The pre-
defined table of events contains as many unordered maps as the types of predefined events in PAPRECA
(i.e., five corresponding to bond-formation, bond-breaking, deposition, monoatomic desorption, and diffu-
sion hops). Each map maps an atom ID (of integer C++ type) to a pointer to the predefined event object.

The predefined table of events is a container implemented in the ”event list.h” header, including

objects of the aforementioned classes. This container is stored on all MPI ranks and is essential for

the detection of predefined events. Specifically, a class named PAPRECA::PredefinedEventsCatalog

retains five distinct unordered maps (from the std library) corresponding to the five types of prede-

fined events in PAPRECA (bond-breaking, bond-formation, deposition, monoatomic desorption,

and diffusion hop). The unordered maps map atom types to predefined event objects. In practice,

the maps are deployed to retrieve valid parent atoms at the event discovery stage, where MPI ranks

loop over their ”owned” atoms. A graphical representation of the structure of the predefined table

of events (i.e., the PAPRECA::PredefinedEventsCatalog class) storing predefined event objects

is provided in Fig. 5.22.
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The local table of detected events is an std vector container including PAPRECA::Event ob-

jects. PAPRECA::Event is a parent class storing the rate and type of a detected event. A child

class inheriting from the PAPRECA::Event is implemented for each of the five types of detected

events. Specifically, the following classes are used: PAPRECA::BondBreak, PAPRECA::BondForm,

PAPRECA::Deposition, PAPRECA::MonoatomicDesorption, and PAPRECA::Diffusion. Each child

class object retains event-specific information along with a pointer to the parent predefined event

object. Also, note that detected events are always cast to parent PAPRECA::Event class objects for

storage in the table of detected events. This is practically convenient since it enables the utilisation

of a single std::vector<PAPRECA::Event*> retaining all locally detected events on the MPI rank

instead of deploying multiple vectors for the different types of discovered atomistic processes. The

use of a single event vector facilitates the enumeration and event selection operations performed

by the kMC stage of PAPRECA (see Section 5.3.2). Of course, the object linked to the atomistic

process selected by the event rank is cast back to the child class to retrieve the relevant event-

specific information and execute the event. The inheritance schematic of PAPRECA::Event classes

is provided in Fig. 5.23.

Fig. 5.23: Inheritence tree of PAPRECA::Event classes. PAPRECA::Event is the parent class of all event
classes. PAPRECA::Reaction class is the parent of both PAPRECA::BondForm and PAPRECA::BondBreak

classes.

Notice that detected event classes (i.e., PAPRECA::Event and its children) and predefined

event classes are intrinsically different. Predefined event objects are associated with globally

stored predefined events inserted in the table of predefined events. They retain basic informa-

tion related to a predefined event. For instance, PAPRECA::PredefinedReaction objects re-

tain the types of atoms and the type of bond associated with a bond-breaking event, while

PAPRECA::PredefinedDiffusionHop objects store the types of parent atoms, diffusion distance,

diffusion type, diffused type, and rate of a diffusion event. On the other hand, PAPRECA::Event ob-

jects contain specific information associated with the detected event. For instance, PAPRECA::Bond-

Break objects store the atom IDs involved in the detected reaction, while PAPRECA::Diffusion

retains the ID of the parent atom as well as the spatial coordinates of the diffusion site.

The PAPRECA::Event, as well as predefined event classes, were designed to enable the effortless

extensibility of PAPRECA. In essence, novel types of events for hybrid kMC/MD simulations

can be developed in PAPRECA solely by implementing two new classes - a child class inheriting

from PAPRECA::Event to be utilised with the table of detected events and a predefined event class

to be used with the table of predefined events. Of course, the classes linked to the newly added

elementary processes can build upon the existing base classes (as implemented for the five different

types of events) through inheritance patterns.
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5.4.4 Open source implementation

PAPRECA was inspired by the in-house code written in Fortran95 dedicated to the modelling

of the decomposition of TCP molecules on ferrous surfaces. The initial in-house code was a

closed-source code and was inaccessible to a broader audience beyond the software developers. In

contrast, PAPRECA has been a freely available open-source software since its conceptual design.

The open-source philosophy aligns with our desire to provide researchers and engineers with openly

distributed tools to perform hybrid kMC/MD simulations on systems in materials science, chem-

istry, physics, biology, and engineering. We strongly believe that bridging the simulation timescales

between MD and the continuum is fundamental to shed light on the properties of systems beyond

the traditional limits of atomistic simulations. As such, hybrid kMC/MD simulations promise to

accelerate the discovery of next-generation materials associated with applications including but

not limited to energy storage [8, 326], lubrication [65, 69, 327], and transportation of hydrocarbon

fuels [328–330].

The PAPRECA source code, example input files, test, and an extensive documentation webpage

are hosted in the PAPRECA repository on Github [331]. The repository is organised into three

branches. Software development takes place on the main branch. New features and bug fixes are

always pushed on the main branch. The updated code is tested for a period of time on the main

branch to ensure the stability and scalability of the code, as well as to examine the multi-process

(through the MPI protocol) performance of the software. After the testing period, updates are

merged to the release branch (through a GitHub pull request) to launch a new PAPRECA version.

Deploying two branches (i.e., main and release) is a common practice in software engineering. It

guarantees that a stable PAPRECA version is available at all times in the repository (stored in

the release branch), while it allows uninterrupted code development on the main branch. A third

branch called gh-pages is a utility branch and supports the updating of pages on the PAPRECA

documentation website. Note that open-source projects can deploy more than two branches in

increasingly convoluted versioning schemes. For instance, LAMMPS utilises four branches for

versioning control (i.e., ”develop”, ”release”, ”stable”, and ”maintenance”) [26].

Of course, GitHub is not solely used for project storage purposes. PAPRECA also leverages

GitHub’s continuous integration tools suite to actively support the software development process.

PAPRECA is built with the LAMMPS library. Consequently, it is vital to periodically check

if PAPRECA can be successfully compiled with the newest LAMMPS versions. In addition, it

becomes important to examine whether PAPRECA functions as expected when built with the

latest LAMMPS version. For instance, modifications to the implementation of the create_atoms

function of LAMMPS can result in particles inserted in a location of the simulation box different

from the defined deposit site (as introduced in Section 5.3.2.4). Testing the latest LAMMPS version

can be done manually by pulling LAMMPS from the relevant repository branch, building it, and

then compiling PAPRECA with the LAMMPS library. Nonetheless, this approach is repetitive,

time-consuming, and entails the risk of not detecting incompatible LAMMPS versions promptly.

To provide an automated platform for LAMMPS version testing, PAPRECA deploys GitHub

actions. The relevant workflow is scheduled to run daily at midnight and operates as follows.

Firstly, the ”release” branch of LAMMPS is cloned and the latest release commit SHA (hash) is

retrieved. Next, LAMMPS is compiled as a library with the ”fix papreca” command (see Section

5.3.1.3). The built executable, along with the LAMMPS library, are saved as artifacts. Note
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that each artifact is linked to the relevant release commit hash. Therefore, LAMMPS needs to be

compiled solely when the workflow detects a commit hash mismatch between the retained artifact

and the previously cloned release branch. In any other case (i.e., if the GitHub cache hit returns

”true”), the LAMMPS library and executable are restored from the artifact. After building or

retrieving LAMMPS, the PAPRECA project is cloned from the PAPRECA repository and built.

If the code compiles successfully, PAPRECA is compatible with the targeted LAMMPS release

version.

Then, secondary tests are performed to guarantee that PAPRECA functions operate in a stable

manner and generate the expected results with the targeted LAMMPS version. Three classes of

secondary tests are performed. Firstly, event tests are executed. The event tests are written in

Python and investigate the correctness of executed elementary processes in PAPRECA. All event

tests exhibit similar philosophy. Firstly, PAPRECA is initialised from the respective Python script,

and a few kMC stages are performed. Following, the Python script exports event-related data from

PAPRECA and compares them with system trajectory files output from LAMMPS. Whenever

an output mismatch between the files exported from PAPRECA and LAMMPS is detected, the

relevant Python script raises an error that results in workflow failure. File mismatches indicate

inconsistent communication of data from the kMC stage to LAMMPS, as PAPRECA fails to

update the system state after executing a predefined event. Overall, the workflow performs event

tests with five random seeds to account for the probabilistic nature of the kMC stage and detect

errors originating from different events.

Reaction events are tested by performing four bond-breaking or bond-formation steps. The

atom IDs along with the associated bond types of the selected and executed events are output

by PAPRECA in a log file. After updating the system to account for the execution of the re-

action event, LAMMPS also exports a file containing the IDs and the bond type of the linked

atoms. This is done via the compute bondsinfo all property/local btype batom1 batom2

command. Then, the two files are compared to discover mismatches that trigger errors. The

testing procedure for the other classes of PAPRECA events is similar. For instance, the exported

PAPRECA and LAMMPS files include the spatial coordinates of the deposition or diffusion site, for

PAPRECA::PredefinedDeposition and PAPRECA::PredefinedDiffusionHop events, respectively.

The consistency of the ID of the parent atom is tested when it comes to monoatomic deposition

processes.

Source tests is another class of secondary tests. These tests investigate the integrity of key

functions implemented in the PAPRECA library (see 5.4.2). The source tests are written in C++

and must be compiled with the LAMMPS and PAPRECA libraries. Firstly, the source tests

executable examines if the MPI communicator, as well as the LAMMPS_NS::LAMMPS object, can be

initialised properly without raising any errors. Following, a LAMMPS as well as a PAPRECA

input file are read by the code to create a simulation box, initialise a molecule template, and

configure predefined events from all five types of atomistic processes supported by PAPRECA

(i.e., bond-formation, bond-breaking, deposition, monoatomic desorption, and diffusion).

Then, the correctness of molecule-insertion operations is tested. Specifically, a LAMMPS

molecule template is retrieved, and the coordinates of the deposit site are defined for each molecule

atom. Following, the molecule is created in the system. Using a lammps_extract_atom opera-

tion, the spatial coordinates of the molecule atoms are retrieved from the updated configuration
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in LAMMPS and compared with the as-defined deposit site coordinates prior to the execution of

the event. Any mismatch in atomic coordinates raises an MPI error and prematurely stops the

workflow. Furthermore, overlap tests are performed by inserting atoms in the system separated

by distances smaller than the user-defined equilibrium interatomic distance parameter (σij as in-

troduced in sections 5.3.2.4 and 5.3.2.6). Here, PAPRECA must detect the existing overlaps (as

expressed by Eq. 5.15). Note that both deposition as well as overlap tests included in the source

tests code examine if PBCs are handled properly during the atom insertion and distance calcula-

tion operations performed by PAPRECA library functions. Finally, source tests initiate random

number generator tests that investigate the frequency of overlaps for the uniformly distributed

pseudorandom numbers created by RANMARS (drawn from LAMMPS_NS::RanMars objects as ex-

plained in Section 5.3.2.1). In this case, overlaps refer to the generation of identical pseudorandom

numbers on a random sequence originating from a given random seed. For example, if number ρ is

the 1st and 101st in the sequence of pseudorandom numbers generated with seed 0 ≤ a ≤ 900000000

(limits of RANMARS), an overlap exists with a frequency of 1%. Of course, the performance of

the random number generator is inversely proportional to the frequency of detected pseudorandom

number overlaps [316].

Fig. 5.24: Flowchart of GitHub versioning workflow.

Lastly, the workflow includes hybrid tests. Here, PAPRECA is tested as a complete package

through a hybrid off-lattice kMC/MD run executed on multiple MPI ranks. In particular, the

model associated with the decomposition of TCP on iron (see Chapter 3) is replicated in PAPRECA

using appropriate LAMMPS as well as PAPRECA input files. Then, 20 hybrid kMC/MD steps
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(i.e., 20 kMC stages followed by 20 MD stages) are performed. Once again, raised errors within the

kMC and MD stages or during the communication of data between the different stages result in

abrupt workflow termination and signal version incompatibility between PAPRECA and the latest

LAMMPS release. A flowchart illustrating the key steps involved in the automated versioning tester

is provided in Fig. 5.24. Note that the same workflow can be utilised to not only test the latest

LAMMPS release but also to investigate the compatibility of PAPRECA with previous versions

of LAMMPS in any of the relevant repository branches. Using this workflow, it was discovered

that ”version patch 15Sep2022” is the earliest LAMMPS version that is fully compatible with

PAPRECA.

PAPRECA deploys a different workflow to generate and update a documentation webpage.

This workflow can either be triggered manually or automatically through merges to the release

branch of PAPRECA. This guarantees that the documentation incorporates the latest software

updates. Specifically, the workflow utilises the Doxygen documentation manager to generate a

”.html” file directly from the PAPRECA C++ project. Effectively, doxygen reads the PAPRECA

source code and builds a webpage that documents all libraries, files, functions, namespaces, classes,

and inheritance schemes. Additional webpages are manually included to discuss certain theoret-

ical aspects of kMC/MD, provide installation instructions, and document the commands of the

PAPRECA pseudolanguage. A few example applications are also included in the documentation.

After building the ”.html” file, the relevant workflow uploads the documentation to a public domain

hosted on GitHub.

5.5 Example PAPRECA applications

In Sections 5.2, 5.3, 5.4, we introduced PAPRECA, analysed aspects of its hybrid parallel algo-

rithms and discussed the software’s design philosophy. In this section, we present certain examples

to showcase PAPRECA’s capabilities when it comes to modelling systems beyond the thermal de-

composition of TCP on iron. Note that this was the proof-of-concept system linked to our initial

in-house off-lattice kMC/MD code written in Fortran95.

5.5.1 Diffusion in solvent

5.5.1.1 Background

Through this application, we show how PAPRECA can be utilised to model the kinetics of parti-

cles in a periodic box. The physical process captured here is analogous to injecting particles into a

confined solvent and allowing them to diffuse and homogenise. Assuming that the homogenisation

process is thermally activated, the motion of particles within the solvent can be approximated

as independent diffusion hops. The characteristic length associated with each diffusion hop is of

the order of magnitude of interatomic equilibrium distances (i.e., ≈ Å). This can be justified by

considering that liquids are densely packed. Therefore, diffusion occurs through thermal fluctua-

tions. In essence, particles perform jumps of short lengths as they attempt to escape interatomic

interactions within their local environment [202, 332].

Two models are presented in this section. The first model is linked to a pure kMC setup

and displaces atoms through predefined diffusion hop events. Such a model can become useful for
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capturing sluggish kinetics. For instance, if the frequency of diffusion events is considerably lower

than that of atomic vibrations, then an MD simulation might not be able to appropriately capture

the expansion process. Overall, the pure kMC model exhibits that PAPRECA can be used in not

only hybrid kMC/MD simulations but also in off-lattice kMC applications with a predefined table

of events. The second model is a hybrid kMC/MD setup that deploys predefined diffusion

hops through the kMC stage. Furthermore, the MD stage of the second model captures the high-

frequency non-bonded interactions between atoms and adds a degree of molecular resolution to

the simulation.

5.5.1.2 Methods

A fully periodic cubic simulation box with sides of 30 nm was used for both models. The initial

structure was identical for all simulations. Specifically, 300 silicon atoms were randomly inserted

within a spherical region of radius 0.5 nm and centred at the origin of the simulation box. To do so,

we utilised the create_atoms command of LAMMPS with an overlap option that prevented the

addition of atoms with an interatomic distance smaller than or equal to 0.1 nm. An equilibration

step using the CG method [237] was performed after generating the silicon atoms to annihilate

residual forces between atoms and prevent instabilities. The equilibrium distance of the overlap

criterion for predefined events (σij in Sections 5.3.2.4 and 5.3.2.6) was set to 1.9778 Å. Note that

this value corresponds to the σSiSi parameter of the LJ 12-6 [205] interatomic potential obtained

from OpenKIM [333].

Also, a single PARPECA::PredefinedDiffusionHop event was utilised. The event considered Si

species as parent types for diffusion hops. The random diffvecs yes 3D option (see Section 5.3.2.6)

was used to allow atoms to diffuse on the surface of a sphere of radius ΔLk centred at the parent

atoms. The relevant hop distance (ΔLk) was fixed at 0.5 nm. Such a value is approximately 2.5

times higher than the overlap criterion distance (i.e., 0.19778 nm). This is a valid approximation

since the length of diffusion hops of particles in solvents is comparable to interatomic equilibrium

distances [202]. The total number of kMC steps of the pure kMC model was fixed at 200000.

The frequency linked to the diffusion event was estimated as follows. Firstly, the Stokes–Einstein

approximation was utilised to retrieve a diffusion coefficient linked to the motion of silicon particles

within the solvent:

D =
κBT

6πηrc
(5.26)

Where κB is the Boltzmann constant, η is the solvent viscosity, and rc is the Stokes radius of

the diffusion particles. In this example, we used n = 0.66 Pa s corresponding to the dynamic

viscosity of a SAE 50 motor oil at approximately 300K [334]. A high-viscosity solvent was used

in this example to highlight the need for multiscale simulations with PAPRECA. Overall, slower

diffusion is expected through viscous solvents. Therefore, the timescales accessible by MD might

not be sufficiently long to capture diffusion hop events. Furthermore, the Stokes radius was set

at 0.111 nm, which is equal to the covalent radius of Si. The calculated diffusion coefficient was

D = 3.14 10−12m2/s. Note that Eq. 5.26 provides a first-order estimation of the diffusion

coefficient associated with the motion of particles in low Reynolds number flows.

Following Fick’s law was considered to correlate the hopping frequency to the self-diffusion

coefficient and the hopping length (ΔLk). Specifically, recall that:
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J = −D
ϑC

ϑx
(5.27)

Where D is the diffusion coefficient, and ϑC
ϑx represents the slope of the concentration. By definition,

for 3-dimensional diffusion and by considering equiprobable jumps across all 6 possible directions,

the diffusion coefficient can be expressed as:

D =
1

6
rΔLk

2 (5.28)

With r being the jump frequency (in units of [T ]−1) [335]. Consequently, we arrive at the following

equation:

r =
6D

ΔLk
2 (5.29)

Substitution of the hopping distance ΔLk as well as self-diffusion coefficient values for our specific

problem resulted in an event frequency of r = 7.54 107 Hz.

Note that in the pure kMC model, PAPRECA calls LAMMPS once every 10 stages to generate

trajectory file outputs. Nonetheless, this does not affect the system dynamics since no time inte-

gration is performed. Furthermore, the pure kMC model used the export ElementalDistributions

function of PAPRECA (see section 5.3.3.1) every 1000 kMC stages with a bin size of 1 nm to

generate elemental distribution graphs at different simulation times. This function estimates the

distribution of atoms along the z-direction and was initially designed to capture thin-film growth.

Nevertheless, through this example, it is demonstrated that the export ElementalDistributions

function can be deployed in fully periodic systems that do not model film growth. In any case,

the produced distributions were fitted with the ”Gauss” model in Origin Pro software, which

implements the following equation:

y = y0 +
A

w
√
π/2

e−2(x−xc
w

)
2

(5.30)

Where y0, A, w, and xc are fitting parameters. On the other hand, a normal distribution is

described by the following relation:

f(x) =
1√
2πσ2

e
−(x−xc)

2

2σ2 (5.31)

With xc and σ representing the mean and standard deviation of the distribution, respectively.

By comparing the exponents of the expressions above (Eq. 5.30 and Eq. 5.31) we obtained the

following correlation between the w parameter of the ”Gauss” fit and variance σ2 of the normal

distribution:

e−2(x−xc
w

)
2

= e
−(x−xc)

2

2σ2 ⇒ 2(x− xc)
2

w2
=

(x− xc)
2

2σ2
(5.32)

So, for any x �= xc we obtain the following expression:

σ2 =
w2

4
(5.33)

The setup of the kMC stage of the second model (hybrid kMC/MD) was identical to that of

the first model. In the MD stage, the universally shifted implementation of the LJ 12-6 potential
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(retrieved from OpenKMI [333]) was used to model non-bonded interactions in the system. The

velocity-Verlet [203] algorithm with a time step of 1 fs (10−15s) was applied to integrate the

equations of motion. A Langevin thermostat [336] with a target temperature of 300 K and a

damping parameter of 10 fs was imposed on the system to produce trajectories consistent with the

canonical (NVT) ensemble. Note that the Langevin thermostat models the motion of silicon atoms

through the viscous solvent. The total number of kMC steps of the hybrid kMC/MD model

was set to 1000000. An MD stage of 100 fs was simulated after each kMC stage. Finally, a pure

MD simulation was performed in LAMMPS [26] for comparison purposes. The MD configuration

was identical to that of the MD stage of the hybrid kMC/MD run performed in PAPRECA.

The trajectory duration was fixed at 10−7 s, which is equivalent to the total trajectory length of

the MD stage (i.e., 100000 kMC stages with 1 MD stage of 100 fs per kMC stage).

5.5.1.3 Results and discussion

Fig. 5.25: Snapshots of the pure kMC model at various timesteps.

Fig. 5.25 provides snapshots of the pure kMC model at various times. Note that the time

step of PAPRECA is variable (see Eq. 5.7). Therefore, the simulation captures system microstates

of timescales spanning over six orders of magnitude. This clearly exhibits the multiscale nature
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of kMC simulations in PAPRECA. In any case, we observe that the particles diffuse within the

simulation box. The Si atoms move towards the edges of the simulation box and in the end

(i.e., at t = 8.89 10−6 s), we notice that the particles are dispersed in the simulation box. This

result is expected since PAPRECA::PredefinedDiffusionHop events displace atoms towards regions

of the simulation box that do not feature overlaps (as defined in Sections 5.3.2.4 and 5.3.2.6).

Consequently, the generated trajectories over sufficiently long timescales are expected to exhibit

evenly spaced particles in a completely homogenised system. Note that the pure KMC model

does not capture attractive or repulsive interatomic interactions between neighbouring atoms.

Therefore, the modelled process is physically analogous to a random walk.

Fig. 5.26: Spatial distributions of the pure kMC model at various timesteps. The distributions were
procured using spatial binning along the z-direction of the simulation box (as explained in Section 5.3.3.1).
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The temporal evolution of the spatial distribution of the system, along with the corresponding

Gaussian fits, are presented in Fig. 5.26. Here, it is illustrated that the number of atoms along

the z-direction follows a normal distribution. Moreover, the maximum height decreases and the

variance of the normal distribution (estimated from Eq. 5.33) increases over time as the particles

disperse within the simulation box. In the final snapshot, atoms are completely homogenised, and

each bin contains roughly the same number of atoms. This is also confirmed by the broad shape

of the relevant Gaussian fit.

Fig. 5.27: Variance versus time for pure kMC. Variances were calculated with Eq. 5.33 from the applied
Gaussian fit (”Gauss” model of Origin Pro).

The variance at different simulation times is plotted with black squares in Fig. 5.27. Here,

we notice that the variance increases rapidly in the early stages of the simulation and until ap-

proximately 2.5 μs. Then, the variance fluctuates about a maximum value as particles approach

the edges of the computational domain (of sides Lz=30 nm). Effectively, the plateau value is

reached when each bin contains roughly the same number of atoms. The variance cannot exceed

this threshold, as the Gaussian distribution approaches its maximum possible breadth for that

specific simulation box. An orange dotted line was added to Fig. 5.27 to illustrate the theoret-

ical result linked to Brownian diffusion with D = 3.14 10−12m2/s. Note that the pure kMC

result is compared to the 1-D Brownian (i.e., σ2 = 2Dt) case since our spatial binning method

is solely performed along the z-axis. Of course, the 1-D Brownian diffusion case is described by

the σ2 = 2Dt line only under the assumption of spatially isotropic diffusion with each dimension

contributing equally to the total variance (i.e., σ2
total = σ2

z + σ2
y + σ2

z = 2Dt + 2Dt + 2Dt = 6Dt)
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[335]. In any case, we observe that the pure kMC result matches the analytic solution closely.

Slight deviations towards the end of the simulation could be associated with finite-size effects.

Performing mean-squared end-to-end distance (MSD) and lag-time (τ) calculations was beyond

the scope of this analysis. The complexity of such calculations [337] is elevated compared to that

of equivalent calculations from MD trajectories because kMC features variable time steps (see

Eq. 5.7). Nevertheless, generating an MSD-τ graph from unwrapped PAPRECA trajectories and

correlating with the theoretical result (2Dτ) is expected to produce more accurate results and is

left as future work.

Fig. 5.28: Snapshots of hybrid kMC/MD model at different simulation times.

The pure KMC model is extended to a hybrid kMC/MD scheme that accounts for at-

tractive and repulsive interactions between neighbouring atoms (see 5.5.1.2 for implementation

details). Snapshots of the relevant hybrid kMC/MD simulations are provided in Fig. 5.28. Note

that the timestep of the kMC stage is variable and that the total number of kMC stages was

200000 and 1000000 for the pure kMC and hybrid kMC/MD models, respectively. Never-

theless, snapshots at similar simulation times are given in Fig. 5.28 to allow visual comparison
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with Fig. 5.25 (corresponding to the pure kMC model). In any case, we observe that the hy-

brid kMC/MD simulations feature a cluster of Si atoms that moves within the simulation box.

The cluster forms due to LJ interactions captured through the MD stages. Occasionally, particles

escape the strong attractive forces from neighbouring atoms through diffusion hops executed in

the kMC stage. The escaped particles are further separated from the cluster through subsequent

diffusion hops, random-collision forces originating from the Langevin thermostat, or interatomic

interactions captured in the MD stage.

Through visual inspection of Figs. 5.25 and 5.28 we observe a couple of differences associated

with the temporal evolution of the spatial distribution of Si atoms. Firstly, no mobile cluster is

detected in the pure KMC model (see Fig. 5.25). In the pure KMC model, particles freely

expand outwards and no attractive forces are exerted on neighbouring atoms to prevent them

from diffusing to the edges of the computational domain. Secondly, we notice that the hybrid

kMC model requires additional time to reach the fully homogenised state. Specifically, particles

necessitate 8.89 10−6 s and 5.57 10−5 s in the pure KMC and hybrid KMC/MD schemes,

respectively, to disperse in the simulation box. Nonetheless, a discrepancy between the two times

is expected. This can be justified by considering that the hybrid kMCmodel involves unsuccessful

diffusion hops. These can manifest when the kMC stage displaces an atom away from the cluster,

but the same particle is attracted back to the cluster due to attractive LJ forces captured in the

MD stage. Hence, an increased number of diffusion hops is neccesary in the hybrid kMC model

to homogenise the system, which progresses the simulation clock to longer timescales.

Fig. 5.29: Final snapshot of pure MD (left) and hybrid kMC/MD (right) simulations. The pure MD
model reaches 10−7s with 8.54 hours of walltime, while the hybrid kMC/MD scheme in PAPRECA reaches
5.75 10−5 s in 5.48 hours.

In any case, the choice of numerical scheme (pure kMC or hybrid kMC/MD) depends on

the modelled example and the underlying physics driving the diffusion of particles. If particles

perform a random walk, a pure kMC model can be appropriate. In contrast, if no Brownian

motion is expected, introducing molecular-level resolution to the model through hybrid kMC/MD

simulations can shed light on clustering effects or solvent-particle interactions. Capturing such

effects can be important to understand the rate-determining elementary mechanisms in diffusion-

dominated systems.

Finally, the advantage of deploying accelerated hybrid kMC/MD instead of pure MD models

is demonstrated by performing additional MD simulations in LAMMPS (see 5.5.1.2 for imple-
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mentation information). For reference, 100000 hybrid steps comprising 100000 kMC stages and

100000 MD stages of 100 fs each (i.e., 10−7s seconds captured in MD) demanded 5.48 hours with

32 cores using the HPC service of Imperial College. On the other hand, 100000 time steps of 100

fs each (same as in the MD stage of the hybrid kMC/MD model) in LAMMPS required 8.54 hours

to complete with identical computational resources. The MD reached 10−7s, while the hybrid

kMC/MD model reached and 5.75 10−5 s. In this example, the hybrid kMC/MD and pure

MD approaches exhibit time-advancing efficiencies of 9.53 104 CPU hr
simulated s and 8.54 107 CPU hr

simulated s ,

respectively. This showcases the ability of PAPRECA to accelerate atomistic simulations, over-

coming high-energy barriers. Predefined events, such as diffusion hops, allow PAPRECA to access

timescales and system states inaccessible to traditional MD simulations. Fig. 5.29 provides a

graphical comparison between the final microstates of the hybrid kMC/MD and pure MD sim-

ulations. We observe that diffusion hops captured in the hybrid kMC/MD model allowed Si

atoms to overcome attractive interactions and disperse in the simulation box. In contrast, the MD

simulation features a cluster structure at the end of the simulation (i.e., after 10−7 s).

5.5.1.4 Conclusions and further work

In this section, we presented two models dedicated to simulating the diffusion of Si particles

in motor oil. Firstly, a pure off-lattice kMC scheme was deployed that displaced atoms via

predefined diffusion hops. The spatial distribution of the system was estimated at different time

steps, and Gaussian fits were performed to capture the temporal evolution of the distribution

variance. The resulting variance-time data were in good agreement with the theoretical result for

Brownian diffusion.

Following, a hybrid kMC model was presented. This model was based on the pure kMC

scheme. The hybrid kMC/MD scheme additionally featured an MD stage that simulated non-

bonding forces between atoms through an LJ potential and implicit solvent-particle interactions

through a Langevin thermostat. Through this added layer of molecular-level resolution, we cap-

tured a clustering effect. Furthermore, the modelled LJ interactions delayed the complete disper-

sion of Si atoms in the simulation as atoms required additional time to overcome the attractive

forces exerted on them from the cluster. Finally, the merits linked to hybrid kMC/MD simu-

lations in PAPRECA were highlighted by comparing them to a pure MD model. We observed

that the PAPRECA run can theoretically obtain a second of simulated time in 9.53 104 hours of

walltime, while LAMMPS requires 8.54 107 hours. In other words, the time-advancing efficiency

of the hybrid kMC/MD algorithm was superior to that of the pure MD model by 896.12 times.

A method to evaluate MSD and lagtimes in kMC simulations featuring variable time steps will

yield supplementary insights on the effect of diffusion mechanisms (e.g., Brownian, or restricted by

interatomic attractive interactions) in the temporal evolution of the spatial distribution of species.

Moreover, finite-size effects have to be explored to examine the influence of simulation box size on

the mobility of particles. Finally, the hybrid kMC/MD model can be extended to explicitly model

solvent-particle interactions instead of capturing them implicitly through the Langevin thermostat.

This will shed light on the elementary processes leading to clustering, aggregation, and diffusion

of atoms through the solvent.
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5.5.2 Monoatomic adsorption and desorption

5.5.2.1 Background

In this section, we demonstrate how PAPRECA can be used to investigate monoatomic desorption

and adsorption processes on a substrate. The presented example shows how the software can

capture the surface dynamics of a monolayer. Additionally, the application of this section exhibits

how the proper deployment of predefined events and functions allows PAPRECA to perform lattice-

based simulations.

5.5.2.2 Methods

This is a pure kMC example. Nonetheless, a LAMMPS input file was utilised to initialise atom

types, the adsorption molecule template (see Section 5.3.2.4), and generate the starting structure.

Specifically, a simulation box of lengths Lx = Ly = Lz = 6 nm was set. PBCs were deployed on

the x- and y-direction edges. A shrink-wrapped edge was applied in the z-direction to allow for

box adjustments due to the insertion of atoms. Two atom types were used in the simulation. The

first type was associated with frozen substrate atoms, and the second one was linked to particles

capable of adsorbing and desorbing on the substrate. The overlap criterion distances for adsorption

events (see Section 5.3.2.4) were fixed to σ11 = 2.15597Å and σ22 = 1.17599Å for types 1 and 2,

respectively. Note that such distances correspond to the LJ [205] σ parameters of aluminium and

oxygen species parameters from OpenKIM [333]. The Lorentz–Barthelot mixing rules were utilised

to estimate the σ12 cross term. An FCC substrate of lattice spacing d = 4.046 Å comprising type

1 species was generated via the lattice and create_atoms commands in LAMMPS. Moreover, an

MD stage was periodically performed to export trajectory files for visualisation purposes. Similarly

to the pure kMC model of Section 5.5.1.2, the MD stage had no impact on the system dynamics

since no time integration was performed.

A PAPRECA::PredefinedDeposition predefined event was added in the PAPRECA input file

to capture monoatomic adsorption steps in the kMC stage. As explained in Section 5.3.2.4,

monoatomic adsorption can be simulated using LAMMPS molecule templates containing a sin-

gle atom. Also, a height calculation method with mass bins was implemented with a mass cutoff

of 95% and a bin width of 1 Å (see Section 5.3.3.1). Type 1 atoms acted as parent types and

type 2 particles as depositing types for the predefined deposition event. The sticking coefficient

was fixed at 1. The random_depovecs NO 2D option was used for the deposition event, which

places deposition sites directly above the parent atom at a distance of ΔX (i.e., the deposition

offset introduced in section 5.3.2.4). Here, ΔX was fixed at 4.046 Å , which is equal to the lattice

spacing. Since deposition sites are placed directly above parent atoms, the example presented here

resembles that of a classic lattice-based kMC application with fixed event sites. In essence, this

underlines the extensibility of PAPRECA and its capabilities for modelling not only off-lattice,

but also lattice-based systems. A PAPRECA::PredefinedMonoatomicDesorption predefined event

was also inserted in the PAPRECA input file to model monoatomic desorption processes. Here,

atoms of type 2 were considered as valid parent types for the relevant predefined event.

Note that this is a parametric study investigating the influence of adsorption/desorption rates

on the steady-state surface coverage. The temporal evolution of surface coverage was monitored

through ”surface coverage.log” files (see Section 5.3.3.3). In practice, a series of PAPRECA simu-
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lations were performed for the following adsorption/desorption rates rads
rdes

= [0.1 0.25 0.5 1 5 10]. A

termination criterion was used in the PAPRECA input file via the time_end command to terminate

the simulations at tsim = 50 s.

An analytic solution for the temporal evolution of the monolayer surface coverage was derived

for comparison purposes. For the complete derivation, the reader is redirected to Appendix B.

Below, we present the non-equilibrium result:

θ(t) =
ra

ra + rd
(1− e−(ra+rd)t) (5.34)

The steady state solution is also given:

lim
t→∞ θ(t) =

ra
ra + rd

(5.35)

5.5.2.3 Results and discussion

Fig. 5.30: Final (steady state) snapshots (at t = 50 s) of kMC simulations for different ratios of adsorp-
tion/desorption rates (ra/rd). Type 1 and type 2 atoms are illustrated as grey and red, respectively.

Fig. 5.30 illustrates final snapshots for the kMC simulations with different adsorption/desorp-

tion ratios. We observe that higher ra/rd values lead to elevated steady-state coverages. This is

expected since the rate of each adsorption event increases relatively to that of desorption events

as ra/rd rises. Hence, adsorption events are selected more often by the kMC algorithm at higher

ra/rd values. Recall that the probability of selection in the kMC stage is biased by the rate of the

event (see Section 5.3.2).
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Fig. 5.31: Surface coverage (θ) as a function of time for different ratios of adsorption/desorption rates
(ra/rd). The kMC data and theoretical solution (see Eq. 5.34) are depicted with solid orange and dotted
black lines, respectively.

The surface coverages for different ra/rd are given in Fig. 5.31. Here, we observe that the kMC

model matches the theoretical result (derived in Eq. 5.34) for any tested ra/rb ratio. A linear slope

is observed at the initial stages of deposition. The slope of θ is proportional to ra
ra+rb

. Furthermore,

the exponential term in Eq. 5.34 exhibits a decay that scales with the ra + rb. Consequently, the

greater the value of ra/rb, the earlier the system reaches a state of dynamic equilibrium. In such a

state, the cumulative probability of adsorption events becomes roughly equal to that of desorption

events. The surface composition is variable. However, the surface coverage fluctuates about the

steady state result (θ = ra
ra+rb

in Eq. 5.35) as sites are continuously freed and reoccupied.

Also, it can be observed that as the ra/rb ratio decreases, the amplitude of oscillations of θ

about the analytical value increases. Effectively, the mean solution error increases at diminished

values of ra/rb. Such an effect is depicted in Fig. 5.32. This phenomenon can be justified by

considering that during dynamic equilibrium, the surface coverage is more sensitive to changes in

the surface structure. For instance, the equilibrium value for ra/rb = 0.1 is θanalytic = 0.0909.

Our kMC simulations featured a total of 421 sites. For ra/rb = 0.1 and at t = 50 s, 36 of them

were occupied, leading to a surface coverage of θkMC = 0.0855 corresponding to an error of 5.94%.

Now, if a monoatomic desorption event is executed, the surface coverage will drop to a value of

0.0831, which is associated with an error of 8.55%. Effectively, this means that the error increased

by 2.61% after solely one kMC step. In contrast, θanalytical = 0.909 and θkMC = 0.912 at t = 50 s

(with 384 out of 424 deposition sites occupied) for ra/rb = 10. This is linked to an error of 0.33%.

By analogy, a subsequent monoatomic desorption event will lower the surface coverage at 0.910,
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which is associated with an error of 0.071%. Hence, the difference in solution error caused by the

monoatomic desorption event is 0.256%. This value is by an order of magnitude lower than 2.61%,

corresponding to a ra/rd ratio of 0.1. In essence, this renders the errors and the fluctuations of

kMC solutions about the analytic result more prominent at lower values of ra/rd.

Fig. 5.32: Average error for different ratios of adsorption to desorption (ra/rb). The error at each time

step was calculated as
|θanalytic−θkMC |

θanalytic

5.5.2.4 Conclusions and further work

In this section, we exhibited how PAPRECA can be used to perform pure kMC simulations on

the growth of a monolayer. PAPRECA is, by design, an off-lattice simulator. Nevertheless, it is

demonstrated that the random_despotives 2D NO feature coupled with a frozen substrate can be

exploited to initialise and execute lattice-based simulations with fixed lattice-sites. To examine the

applicability of PAPRECA in lattice-based problems, an FCC lattice was created, and monoatomic

adsorption and desorption predefined events were utilised in the predefined table of events of kMC.

Simulations were performed for ratios of adsorption to desorption rates (ra/rb) ranging from 0.1

to 10, and the relevant surface coverages were estimated by PAPRECA and exported via the

export_SurfaceCoverage available in the software. The kMC results for surface coverage were

compared to an analytic solution. It was shown that the surface coverage estimated by PAPRECA

matches the analytic result closely. Also, it was demonstrated that higher ra/rd ratios lead to

diminished errors in the kMC solution. This was mainly attributed to the fact that when the

equilibrium θ is low at decreased ra/rd ratios, a single adsorption or desorption event represents a
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larger fractional change in θ, making fluctuations more pronounced.

The applicability of this example is restricted to systems where interactions between adsorbed

species are insignificant. In the future, the model can be extended to include surface reactions.

This can unlock realistic simulations on catalysis or chemical vapour deposition [137, 338] processes

with PAPRECA. Furthermore, these types of simulations can be extended even further to hybrid

kMC/MD schemes with short-range atomistic interactions captured by an appropriate interatomic

potential in the MD stage.

5.6 Scalability of PAPRECA

The scalability of PAPRECA was investigated by performing hybrid kMC/MD simulations on thin

films grown from the decomposition of lubricant additive TCP molecules on an Fe(110) substrate.

For further information regarding the system setup, refer to Chapter 3 and our previous study

[270]. Here, the relevant model was replicated for hybrid kMC/MD simulations in the PAPRECA

simulator.

Fig. 5.33: Hybrid kMC/MD scalability tests of PAPRECA for TCP on Fe(110) conducted on a workstation
(left) and on the CX3 cluster at Imperial College (right).

Two independent scalability tests were performed. The first scalability test was conducted

locally, on a personal computer (CPU: Intel(R) Core(TM) i9-10980XE CPU @ 3.00GHz, RAM:

128 Gb DDR4 @ 3200 MHz). Four runs were performed with 1, 4, 9, and 16 MPI processes,

respectively. The local tests simulated 1000 PAPRECA steps, with a PAPRECA step comprising
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a kMC stage where a predefined event is executed, followed by an MD stage where the system is

relaxed. The second scalability test was performed on the CX3 cluster managed by the Research

Computing Service at Imperial College London (CPU: 2xAMD EPYC 7742 with 128 cores per

node, RAM: 1TB per node, interconnect: 100GbE Ethernet). This scalability test was conducted

with the same parameters as the local one but with a different number of total PAPRECA steps

(i.e., 9000 instead of 1000). Also, five runs were performed with 1, 4, 16, 64, and 144 MPI processes.

Since the phosphate thin film grew along the z-direction of the simulation box, an NxNx1 processor

grid (along the x-, y-, and z-directions, respectively) was utilised for all local and HPC tests. Figure

5.33 illustrates the results of both tests.

Here, the speedup value of N MPI processes was calculated as tN = T1
TN

, with T1 being the total

walltime of 1 MPI process. For this specific system (i.e., phosphates example), it can be observed

that the kMC stage does not scale as effectively as the MD stage (performed in LAMMPS).

Nonetheless, the total speedup (i.e., combined kMC and MD) of a hybrid PAPRECA run is

comparable to the MD stage speedup. This can be justified by the fact that the kMC stages require

significantly less CPU time than the MD stages, regardless of the number of MPI processes. For

instance, the total walltimes of the kMC and MD stages of the 64 MPI processes example (second

scalability test on the CX3 cluster) were 0.226 and 2.71 hours, respectively.

5.7 Limitations and further plans for development

One of the central limitations of PAPRECA is the use of a predefined table of events to model

elementary processes. This introduces semi-empiricism to the method and requires a priori knowl-

edge of dominant atomistic events (e.g., reactions, diffusion hops, adsorption/desorption events).

In some cases, the presence of a database of events created through extensive experimental or

computational investigations diminishes the complexity associated with the assembly of predefined

table of events. Nevertheless, in other practical applications, such a database is not available.

Therefore, rate-determining processes must be discovered.

Typically, methods with atomic-scale resolution are deployed to shed light on the crucial el-

ementary events. Nonetheless, discovering key atomistic processes is not trivial. For instance,

an appropriate force field that accurately captures interatomic interactions between a solvent and

a solute must be selected to estimate the MSD and derive the diffusion coefficient and hopping

rate for a dissolved molecule. An accurate reactive potential (e.g., ReaxFF [208]) must be utilised

to retrieve the activation energies and attempt frequencies for bond-formation or bond-breaking

events. This was performed in our initial study on the decomposition of TCP on iron (see Chap-

ter 3) [270]. However, representative reactive force field parameters may not be available in the

literature for the studied species or the system under investigation. Also, note that important

elementary processes that dominate a system in experimentally-relevant scales might not manifest

in classical or ab-initio MD simulations due to timescale limitations (see Section 2.1.2). Finally,

methods estimating activation energies from basins on the PES (e.g., DFT with NEB [231] or the

activation relaxation technique [228]) neglect the influence of entropic effects on the kinetics of

detected atomistic processes.

The aforementioned remarks highlight the necessity for a prior thorough understanding of

system dynamics and kinetics. In essence, PAPRECA is a powerful tool to unlock experimentally
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relevant timescales. However, prospective users are reminded that PAPRECA cannot be used

nor has it been designed to elucidate elementary atomistic events manifesting in femtosecond

timescales. For that task, other available methods, such as DFT, ab-initio MD, and traditional

MD that possess the required accuracy, should be utilised (see Section 2.1.2). Additionally, the

intrinsic difficulties linked to event discovery showcase the necessity for a multiscale approach

dedicated to the retrieval of activation energies and attempt frequencies of elementary processes.

Effectively, a combination of DFT and MD simulations has to be performed to gain an in-depth

understanding of the mechanisms driving system evolution and populate the predefined table of

events of PAPRECA. In that respect, establishing a multiscale framework to retrieve the rates

of dominant system events is of paramount importance to boost the extensibility of the software

in chemistry, physics, materials science, and engineering applications. The development of such

a framework is beyond the scope of this PhD thesis, but it is left for future work. For instance,

the framework could provide automated tools to train machine learning potentials on DFT data

and subsequently, launch MD simulations with the trained force field to capture atomistic events.

The same framework could additionally offer methods (e.g., based on ML approaches) to detect

patterns from MD trajectories and discover reactions, diffusion hops, adsorption/desorption steps.

The same framework can aid towards the initialisation of the relevant table of predefined events

associated with the system. Overall, the development of such a framework promises to render

PAPRECA attractive to a wider audience, not only in academia but also in the industrial sector

(e.g., inFUSE prosperity partners).

Another limitation of PAPRECA derives from practical considerations associated with the

execution of predefined events. Of course, not all systems can be accurately modelled as a sequence

of decoupled diffusion hops, deposition steps, and bond-breaking or bond-formation events of fixed

frequencies. Certain systems can evolve through reaction pathways and concerted atomic moves.

For example, kMC simulations on the formation and growth of SEIs in lithium-ion batteries require

the modelling of various reduction, opening, pairing, and dimerisation processes [98]. To address

that, predefined events featuring concerted atom moves will be prioritised in future versions of

PAPRECA. Additionally, event chains will be implemented to provide users with approaches to

capture events that occur in stages over multiple timesteps (e.g., reaction pathways). Effectively,

the concept of event chains can be viewed as a generalisation of the REACTER protocol currently

implemented in LAMMPS [26, 339]. Nevertheless, REACTER is specifically designed to handle

reaction pathways through bond-formation and bond-breaking events. In contrast, event chains

will involve different classes of predefined events. For instance, the event chains concept will be

capable of modelling the evolution of a system through adsorption-reaction-diffusion cycles.

The presence of a predefined table of events does not strictly demand the use of fixed rates for

events. The concept of variable event rates is, to a limited extent, already available in PAPRECA.

Variable event rates assist in capturing competitive elementary steps that can influence the rates

of other detected events in the local atomic environment. For example, the rates of deposition

events can be scaled with the sticking coefficient (see Section 5.3.2.4). Also, the rates for diffusion

events can be set to zero if there are fewer than four phosphate structures in the neighbourhood of

the parent atom (see Fe_4PO4neib option in Section 5.3.2.6). Finally, the rates of bond-formation

events can be zeroed via the catalyzed command designed for PAPRECA::PredefinedBondBreak

events. Nevertheless, in future iterations of PAPRECA, we aim to introduce further functional-
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ity dedicated to imposing variable event rates. For instance, the activation energy of adsorption

and bond-breaking events can be a function of the adsorbate orientation and bond distance, re-

spectively. Furthermore, the rates of events can be continuously updated by exploiting derived

properties from LAMMPS and the MD stage of PAPRECA in hybrid kMC/MD simulations. For

example, a reaction rate can be altered to reflect local or global changes in temperature, pres-

sure, friction, viscosity, etc. Such an addition to PAPRECA can become useful in the accurate

modelling dynamics of lubricated surfaces under friction. For instance, the activation energy of a

P − O bond-breaking event in ferrous surfaces in contact with lubricant additive TCP molecules

can be correlated to the sliding speed or pressure [92, 315].

Moreover, note that PAPRECA is, by design, an off-lattice simulator. Consequently, the soft-

ware is not expected to be the most numerically efficient or most accurate tool in applications

involving crystalline materials. In such systems, other open-source tools such as SPPARKS [296]

can be used. However, crystalline structure and short-range order can be modelled in PAPRECA

via a couple of approaches. Firstly, structure can be captured from an appropriate interatomic

potential and within the MD stage in hybrid kMC/MD simulations with PAPRECA. Secondly,

adsorption/desorption or diffusion hop events can be executed on fixed lattice sites with proper

use of the random_depovecs 2D (see example in Section 5.5.2) or radom_diffvecs 2D commands,

respectively. Nonetheless, it is acknowledged that the lattice structures captured by the afore-

mentioned commands are rather simplistic to be accurate in most practical applications. Hence,

additional functionality will be added in future versions of PAPRECA to enable fixed deposition

and diffusion sites that are not directly above or below the parent atom. This added functionality

will assist hybrid kMC/MD and pure kMC simulations in ordered systems and potentially unlock

realistic PAPRECA models for multiphase crystalline materials.

To enable simulations of molecules featuring elevated end-to-end distances, certain algorithms

linked to PAPRECA::PredefinedDeposition event have to be revisited and improved. Firstly, the

overlap-detection method has to be generalised. Note that solely overlaps between neighbours of

the parent atom and molecule atoms are currently identified in PAPRECA (as explained in Section

5.3.2.4). Nonetheless, this can result in instabilities in the MD stage since long adsorbates can

overlap with particles not included in the neighbours list of the parent atom. Future versions of

PAPRECA should incorporate algorithms dedicated to the detection of long-range overlaps. This

will enable hybrid kMC/MD simulations on the deposition of long hydrocarbon chains, which are

important in lubrication applications [340]. Additionally, note that a film-height identification

scheme based on a fixed mass cutoff parameter is implemented in PAPRECA (see Section 5.3.3.1).

A more sophisticated height calculation algorithm is required to provide a better estimate for the

film height at each timestep. For example, the film height can be determined by starting from the

bottom layer of the film and progressively considering additional atoms within a cutoff distance

until a vacuum region is detected.

Furthermore, we believe that each additional second captured with hybrid kMC/MD simula-

tions improves even further our understanding of materials interfaces. Consequently, improving

the numerical efficiency and enhancing the scalability of PAPRECA to enable faster simulations

in bigger systems will be our primary goal for future development. In that respect, we aim to

involve additional parallelisation schemes in the software. Note that PAPRECA currently selects

an event MPI rank which executes a single event at each kMC stage (see Section 5.3.2). By
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postulating that atomistic steps discovered by each MPI rank are independent, a parallelisation

scheme could fire an event on each processor at every kMC stage. This can accelerate kMC sim-

ulations as each kMC stage will execute as many predefined events as the number of MPI ranks

in the simulation. A similar parallelisation approach is available for on-lattice kMC in SPPARKS

[296]. In any case, the implementation of such a parallelisation scheme in PAPRECA can become

challenging due to the requirement to handle multiply-detected events on subdomain boundaries.

Moreover, implementation complexities can arise from the necessity to design algorithms dedicated

to treating conflicting elementary steps in different MPI ranks. For instance, a bond-formation

and a monoatomic desorption event involving one of the bonded particles cannot be performed

simultaneously on neighbouring subdomains at the same kMC stage. This would result in a ”bond

atoms missing” error in LAMMPS as the rank executing the formation event will attempt to bond

an existing atom with a particle removed from the adjacent MPI rank.

The computational efficiency of PAPRECA can be further elevated through the implementation

of parallel software engineering protocols. For instance, intra-processor parallelisation can be

achieved with OpenMP. OpenMP can be deployed to vectorise and reduce the cost of numerically

expensive loops of the kMC stage. For instance, overlaps for deposition and diffusion hop events

(see Sections 5.3.2.4 and 5.3.2.6) can be detected through single instruction, multiple data (SIMD)

data processing schemes instead of traditional iterative approaches. Finally, CUDA parallelisation

can reduce the numerical cost of critical tasks in the kMC stage (e.g., the aforementioned overlap-

detection loops) and boost the scalability of the software, enabling PAPRECA simulations with

bigger systems.

Finally, we aim to improve the user interface of PAPRECA. Note that the PAPRECA pseu-

dolanguage is currently utilised to initialise a PAPRECA simulation and communicate with the

user and the software. It is acknowledged that mastering the PAPRECA pseudolanguage and

becoming familiar with the various commands controlling the hybrid kMC/MD simulation can

become time-consuming. To render PAPRECA more attractive to a wide audience, we aim to pro-

vide interfacing through Python programming. In essence, Python wrappers around PAPRECA

functions will be implemented to allow the user to initialise and run PAPRECA directly from a

Python script. Introducing PAPRECA to the Python ecosystem can aid towards the democrati-

sation of the developed hybrid kMC/MD simulator due to the recent popularity of Python for

scientific computing purposes.

5.8 Summary and conclusions

In this chapter, we introduced a kMC software called PAPRECA. PAPRECA enables atomistic

simulations beyond the timescale limits of MD. PAPRECA was inspired by a previous in-house

code written in Fortran95 that was dedicated to the modelling of TCP decomposition on ferrous

substrates (see Chapter 3). In contrast to the closed-source and specialised code written in For-

tran95, PAPRECA is a general and open-source software that can be utilised to model various

systems in chemistry, physics, materials science, and engineering. A hybrid kMC/MD scheme is

implemented in the software. High activation energy atomistic processes (e.g., reactions, diffusion

hops, adsorption/desorption steps) are captured by a kMC simulator, while high-frequency pro-

cesses such as atomic vibrations are modelled in an MD stage. The MD stage is performed in
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LAMMPS - a popular open-source software for MD. To the best of our knowledge, PAPRECA is

the only available hybrid off-lattice kMC/MD simulator available in open-source repositories.

In the first sections of this chapter (i.e., 5.1 and 5.2), we discussed the motivation of PAPRECA

and formally introduced the software. In Section 5.3, an in-depth analysis with regard to the

parallel algorithms of PAPRECA was performed. The specifics of the MD stage (performed in

LAMMPS) were discussed in Section 5.3.1. Section 5.3.2 discussed the parallel algorithms of the

kMC stage. Emphasis was given on the discovery, selection, and execution of the different families

of atomistic processes accessible to the software (i.e., bond-formation, bond-breaking, diffusion

hops, molecular as well as atomic deposition, and monoatomic desorption). In section 5.4, we

discussed user-interfacing, software libraries, as well as aspects of object-oriented programming

and open-source implementations.

In section 5.5, the applicability of PAPRECA in systems beyond the thermal decomposition

of TCP on iron was exhibited through examples. In the first example, an off-lattice kMC and an

off-lattice hybrid kMC/MD scheme were deployed to model the diffusion of Si particles in a viscous

solvent (see Section 5.5.1). The pure kMC results for the temporal evolution of the variance of the

spatial distribution matched the analytic result for Brownian diffusion. The pure kMC model was

also extended to a hybrid kMC/MD scheme that not only captured diffusion hops through the kMC

stage, but also captured interatomic interactions through an LJ potential. It was demonstrated

that the hybrid kMC/MD simulations in PAPRECA allowed the system to overcome high-energy

diffusion barriers. Overall, the kMC/MD model advanced the simulation clock by three orders of

magnitude faster than equivalent MD simulations.

A second application that simulated monoatomic desorption and adsorption on a fixed lattice

was presented in Section 5.5.2. Simulations were performed for different values of adsorption

to desorption ratios. The relevant results for the evolution of surface coverage agreed well with

the analytic solution. Furthermore, this example illustrates that the existing functionality in

PAPRECA can be useful in performing lattice-based kMC studies. This showcases the ability of

PAPRECA to perform both off-lattice and lattice-based simulations.

Then, in Section 5.6, the scalability of PAPRECA was investigated through tests performed at

a local workstation and the HPC service of Imperial College London. It was demonstrated that the

scalability of PAPRECA is similar to that of LAMMPS. This result is promising, since LAMMPS

is a massively parallelised and optimised simulator that has been under continuous development

since the 1990s [26].

In Section 5.7, we discussed the limitations of the software and addressed plans for further

development. Specifically, we focused on constraints associated with the use of a predefined table

of events and underlined the importance of the development of a novel framework to discover

atomistic events and estimate their respective rates. Moreover, we discussed ideas towards the

improvement of the computational efficiency of PAPRECA through parallelisation schemes. We

also introduced ideas to enhance the applicability of the method to additionally complex systems

in the energy sector (e.g., SEIs) through event chains or variable event rates. Finally, we discussed

plans to improve existing functionality (e.g., film-height calculation methods) and addressed the

need for software democratisation through user-interfacing based on Python scripting.

Overall, PAPRECA was designed to allow researchers and engineers in both academia and

industry to extend atomistic simulations to experimentally-relevant timescales. Enabling off-lattice
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simulations that capture both low- and high-frequency atomistic processes can accelerate materials

discovery and shed light on the driving atomic-scale mechanisms in critical interfaces in the energy

sector. PAPRECA is a complete package that can readily simulate the system evolution through

bond-breaking, bond-formation, adsorption/desorption steps, and diffusion hops. Further plans

for development promise to broaden PAPRECA’s area of applicability even further to systems

featuring complex reaction pathways.

Data availability

PAPRECA’s open-source code, including example input scripts and tests, is available on GitHub:

https://github.com/sntioudis/papreca [331].
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Chapter 6

Revisiting the model for thin films

from lubricant additives

6.1 Introduction

In Chapter 3, the hybrid kMC/MD methodology was introduced. The methodology was validated

through an example from tribology and lubrication. Specifically, we simulated the thermal de-

composition of TCP molecules on an iron substrate. In Chapter 4, an experimental study was

performed to investigate the accuracy of the proposed hybrid kMC/MD methodology. The ex-

perimental results were compared with relevant data available in the literature, as well as data

generated from the hybrid kMC/MD methodology. In Chapter 5, an open-source as well as fully

parallelised hybrid kMC/MD simulator was presented. In the present chapter, we will explore fur-

ther the validity of our model related to the thermal decomposition of TCP on ferrous surfaces. In

particular, we will deploy the scalable software presented in the previous section (i.e., PAPRECA)

to perform hybrid kMC/MD runs on the decomposition of TCP. Different temperatures will be

tested to accurately match the experimental conditions (as outlined in Section 4). Moreover,

a sensitivity analysis on the diffusion length parameter for hopping events (i.e, ΔLk defined in

Section 5.5.1) will be performed. Finally, the thermal decomposition model will be extended to

capture shear and compressive stress effects. Effectively, those can be considered as our initial

attempts to perform realistic tribological simulations capturing mechanochemical interactions at

experimentally relevant timescales with hybrid kMC/MD schemes.

6.2 Thermal decomposition of TCP on iron

6.2.1 Methods

For the most part, the simulation details are identical to the ones utilised for the thermal decom-

position model of Chapter 3. Here, the details are briefly summarised and subtle changes to the

model are analysed. Recall that the model of Chapter 3 deployed reflective walls on the edge of

the simulation box along the z-direction (see Section 3.3.3). In contrast, no reflective walls were

implemented in this section’s model. Instead, the LAMMPS_region recursive algorithm presented

in Section 5.3.3.2 (see Algorithm 1) was deployed to remove disconnected atoms separated from

the current film height by 20 Å or more. The mass_bins method (discussed in Section 5.3.3.1)
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was utilised with a mass cutoff of 95% and a bin width of 1Å to estimate the current film height

at the beginning of each kMC stage. A shrink-wrapped boundary was implemented along the

z-direction to dynamically adjust the edges of the simulation box, while periodic boundaries were

utilised along the x- and y-directions.

A DREIDING interatomic potential [206] and the QEq charge equilibration method [207] were

used for the MD stage of PAPRECA with identical coefficients to our previous study on the thermal

decomposition of TCP (see Section 3). The Nosé–Hoover [242, 243] thermostat was utilised with

a damping parameter of 50 fs to produce trajectories consistent with the NVT ensemble. The

timestep was fixed at 0.5 fs. The initial structure featured an iron substrate that was generated

via the lattice and create_atoms commands of LAMMPS. Specifically, a face-centred cubic

(FCC) lattice was created, and the z-axis of the simulation box was oriented towards the (110)

crystallographic direction. This enabled film growth along the Fe(110) plane. Note that, similarly

to our initial model, the substrate remained frozen during the MD as well as kMC stages of the

PAPRECA run. 200 fs were simulated in the MD stage after every kMC stage, while a longer

trajectory of 1000 fs was captured every 200 kMC stages. The CG method [237] was deployed to

zero interatomic forces and ensured that the system was at a local minimum on the PES before

and after each kMC stage. The hybrid kMC/MD simulations were performed for 185 ◦C, 190
◦C, 195 ◦C, 200 ◦C, 205 ◦C to match the temperatures tested with our experimental setup (see

Chapter 4). All simulations were run up to 350 seconds.

PAPRECA::PredefinedDeposition events (see Section 5.3.2.4) were deployed to capture depo-

sition events for mmm-TCP molecules. Similarly to our initial model, any atom type could be a

parent to deposition events. Therefore, a PAPRECA::PredefinedDeposition event was used for

every atom type. The depoheights option was implemented (see Eq. 5.17) to restrict deposi-

tion events 5Å above or below the current film height. Also, the random_depovecs NO 2D option

was imposed to generate deposition sites directly above the parent atom types. The deposition

offset (ΔX) was fixed at σij + 0.1 Å, with σij representing the equilibrium interatomic distance

parameter of the DREIDING potential. A variable sticking coefficient was utilised via the op-

tion sticking_coeff variable (as outlined in Section 5.3.2.4). The velocity of inserted TCP

molecules was fixed at 0 Å/fs. Note that an insertion velocity of -0.02 Å/fs was utilised in our

initial model on the decomposition of TCP on iron. In the model presented in this section, the

use of velocity biasing was not preferred as it was found to be linked to instabilities in thin films

larger than approximately 30 Å (the maximum thickness of systems studied in our initial model).

PAPRECA::PredefinedBondBreak events for P-O, as well as C-O bonds, were inserted in the

predefined table of events of the hybrid kMC/MD simulation. The catalyzed option (see Section

5.3.2.3) was imposed to solely break bonds between pairs of atoms that feature at least one Fe

neighbour in their respective neighbours lists. PAPRECA::PredefinedBondForm events formed P-

O, P=O, Fe-O, Fe=O, and O-O bonds in the kMC stage of the simulation. The delete_atoms

option was implemented to remove bonded oxygen atoms resulting from O-O bonding events.

The species_maxbonds option was imposed to restrict the maximum number of bonds for sub-

strate Fe, C, O, P, H, and film Fe species to 3, 2, 2, 4, 1, and 6, respectively. Furthermore,

the species_maxbondtypes option was utilised to permit solely a single oxygen-surface Fe bond-

ing event. Note that the options for formation events were identical to those used in our initial

study on the decomposition of TCP (see Section 3.3.4). For additional information regarding the
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limit settings for PAPRECA::PredefinedBondForm events, the reader is advised to refer to Section

5.3.2.3.

A PAPRECA::PredefinedDiffusionHop event was inserted in the predefined table of events to

simulate the diffusion of surface Fe atoms towards the growing film. Similar to our previous model

on the decomposition of TCP, Fe atoms remained frozen, and new iron particles were inserted into

the simulation box. This was modelled with non-displacive diffusion type events (see Section

5.3.2.6) in PAPRECA. The diffusion velocity was fixed at 0 Å/fs, and the random_diffvecs NO 2D

option was implemented to place inserted particles directly above the parent atom. Furthermore,

the custom Fe_4PO4neib diffusion option was deployed to reject event parents with fewer than 4

PO4 structures in their neighbourhood. An identical rule was implemented in the Fortran95 code

used for our initial investigation on the decomposition of TCP (see Section 3).

Recall that a diffusion hopping distance value of 4.14468 Å (σij + 0.1) was utilised in our

previous model. Moreover, recall that the temporal evolution of film height in our initial model on

the decomposition of TCP featured a plateau at approximately 3 nm (see Fig. 3.13 of 3.3.7). It

was concluded that this plateau was a direct consequence of unreacted TCP molecules attaching

to the surface at the later stages of the simulation. Note that P-O and C-O bonds were allowed to

break only if an iron atom was present in the neighbours list of either atom of the bonded pair. To

the best of our understanding, increasing the hopping distance for Fe atoms is expected to result

in an elevated number of iron atoms in the film due to fewer interatomic overlaps (see Section

5.3.2.6 for a definition of an overlap). The insertion of additional Fe atoms in the film can lead to

a rise in bond-breaking events between P-O and C-O species, which in turn favours the formation

of longer iron polyphosphate chains. This enables the growth of thicker films. After acknowledging

the remarks above, we decided to perform a simplistic sensitivity analysis on the hopping distance

ΔLk with values larger than 4.14468 Å (which led to a plateau at 3 nm). Specifically, we tested

ΔLk values of 5.14468 and 7.14468 Å.

The base rates for the bond-breaking, bond-formation, and diffusion events were estimated

from the Arrhenius equation (i.e., Eq. 3.1) via the rate_arrhenius option (see Section 5.3.3.4).

The ΔE and ν values were identical to the ones utilised in our initial model on the decomposition of

TCP (see Section 3.3.4). Of course, the temperature varied based on the simulation temperature.

The base rate of deposition events was estimated through the rate_hertz option (see Section

5.3.3.4 and Eq. 3.8) with m = 368.37 g/mol, A = 7.648Å
2
(as discussed in Section 3.3.4). A

partial adsorbate pressure of P=0.01 atm was utilised in the Hertz-Knudsen equation (Eq. 3.8)

to provide a realistic representation of the conditions of our experimental work. Recall that our

experiments were performed at ambient pressure and with mixtures of 1% TCP. Consequently,

under ideal mixing conditions, the partial pressure of TCP molecules in solution would be 0.01

atm.

6.2.2 Results and discussion

Appendix C includes height versus time graphs for a ΔLk value of 5.14468 Å. A plateau of approx-

imately 3 nm is illustrated at the late stages of growth and for any tested temperature. This work

will focus on simulations performed with a hopping distance of ΔLk=7.14468 Å. This decision was

motivated after observing that the generated height-time graphs with ΔLk=7.14468 Å exhibit

linear growth instead of a plateau at the late stages of the simulation.
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Fig. 6.1: Height versus time for different temperatures with a diffusion hopping distance for substrate iron
atoms (ΔLk) fixed at 7.14468 Å. Results from hybrid kMC/MD simulations in PAPRECA. Extrapolating
lines and fit predictions at 3600 s are obtained from linear fits on the final 100 seconds of the respective
run. Experimental results come from our investigation presented in Chapter 4.

Table 6.1: Hybrid kMC/MD simulation output data for different temperatures. Revisited model for the
thermal decomposition of TCP on Fe(110).

Temperature (°C) Thickness @ 350s (nm) Extrapolated thickness @ 1hr (nm) Linear growth rate (nm/s)

185 6.0 20.3 0.0044
190 6.5 23.6 0.0053
195 7.2 31.3 0.0074
200 7.6 35.5 0.0086
205 8.3 43.0 0.0107

Fig. 6.1 illustrates the generated growth profiles for different temperatures. In the absence of an

analytic fitting expression, the growth profiles are extrapolated with linear fits on the linear segment

of each height versus time graph. Data from our experimental investigation on the decomposition

of TCP (see Chapter 4) are also presented in the graph. For completeness, a separate graph

illustrating the graphs and linear fits is also given in Fig. 6.1. For any tested temperature, a steep

growth is initially observed up to 5 nm. Then, the thin films exhibit linear growth, and the growth

rate is proportional to the system temperature. At the end of the simulation (i.e., 350 seconds),

the thin films at 185 ◦C, 190 ◦C, 195 ◦C, 200 ◦C, and 205 ◦C feature a thickness of 5.969, 6.486,

7.196, 7.647, and 8.33 nm, respectively. On the other hand, the growth rates (estimated from the

slope of the linear interpolations) are 0.00442, 0.00528, 0.00741, 0.00858, and 0.01066 nm for 185
◦C, 190 ◦C, 195 ◦C, 200 ◦C, and 205 ◦C, respectively. The relevant data are summarised in Table

6.1. Overall, the results of the hybrid kMC/MD simulations are in good agreement with data

obtained from our MTM analysis on 52100.

The atomic percentages of Fe, P, O, and C species estimated from the hybrid kMC/MD model

are illustrated in Fig. 6.2. The elemental distributions at any temperature are similar to those

obtained from our initial study on the decomposition of TCP (see Fig. 3.19 in Chapter 3). The
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6.2. Thermal decomposition of TCP on iron

simulations of the current chapter can capture the carbon peak near the iron substrate (at about

0.5 nm). This peak was previously observed in the Auger depth profile experiments of Johnson et

al. [67] on thermally decomposed t-BPP molecules (see Fig. 3.19.b). Recall that our initial hybrid

kMC/MD investigation on the same system (in Chapter 3) did not feature the relevant carbon

peak, potentially due to our model design that ejected m-cresol fragments from the system after

certain C-O bond scission events [270]. In contrast, the model presented in this section does not

delete fragmented m-cresol groups and exhibits a near-surface elemental composition that agrees

better with experimental data on phosphate-containing films.

Fig. 6.2: Elemental distribution across the film thickness as calculated from the hybrid kMC/MD model
on the decomposition of TCP on Fe(110) and at different temperatures. All distributions were generated
from the final snapshot (i.e., at 350 s) and for a thickness range of [0,hm], where hm is the maximum film
height of the run.

In the current study, the hopping distance for substrate iron diffusion events (ΔLk) was fixed at

7.14468 Å. This led to an increase in the number of Fe atoms in the system compared to our initial

investigation on the same system that used a ΔLk value of 4.14468 Å. Recall that in our previous

study, Fe species moved up to approximately 1.5-2.0 nm at a temperature of 528.15 K. In contrast,

in the model presented here, iron atoms propagate further than 2 nm at any tested temperature.

Moreover, Fe atoms reach the upper film layers at higher temperatures. This is potentially linked

to enhanced atom mobility at elevated temperatures, accelerating Fe diffusion during the MD stage

of PAPRECA. Finally, the final film height (at 350 s) is proportional to the system temperature

(see table 6.1). Note that this behaviour was also observed in our experimental analysis with SLIM

(see Section 4.3.2). The dependence of film thickness on the system temperature can be associated

with the amount of iron present at the film-vacuum interface. The higher the percentage of iron

species, the greater the probability of C-O as well as P-O bond-breaking events. Recall that the

catalyzed option was utilised for these bonds to model the catalytic role of Fe atoms. In any case,
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the relevant scission events generate dangling oxygen bonds that enable further iron polyphosphate

film growth through subsequent Fe-O and P-O bond-formation events. The significance of Fe

species in the formation and growth of films from the decomposition of phosphate-containing

additives was previously discussed in Chapter 2 (see Section 2.1.1.3). Finally, a slight increase

in the carbon content is illustrated in the upper film layers for any tested temperature. This

observation agrees well with our previous XPS results (see Fig. 4.4 in Chapter 4), which showed

that the surface of the TCP film was dominated by carbonaceous compounds. Example micrograph

segments of the different regions of the thin film generated at 205 ◦C are given in Fig. 6.3.

Fig. 6.3: Example micrograph segments for 205 ◦C at 0.5, 1, 4, and 8.3 nm.
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6.2.3 Conclusions and future work

In this section, we revisited the model investigating the thermal decomposition of TCP on a

Fe(110) substrate. A hybrid kMC/MD model shedding light on the long-timescale growth of the

relevant lubricant additive was first presented in Chapter 3. In the current section, we fine-tuned

the diffusion hopping distance for substrate Fe species. We also modified the C-O as well as P-O

bond-breaking events to retain fragmented m-cresol groups in the system. All simulations were

performed in PAPRECA - the scalable (see Fig. 5.33) hybrid kMC/MD simulator presented in

Chapter 5.

The aforementioned model ramifications enabled film growth beyond the maximum height of

about 3 nm obtained in our initial study on the decomposition of TCP. The height versus time

curves obtained from the kMC/MD model and for different temperatures were in good agreement

with equivalent experimental data collected in Chapter 4. Furthermore, the improved model of

this section revealed a dependence of the maximum film height on the system temperature. This

is associated with elevated Fe atom mobility, allowing catalytic iron species to propagate to upper

layers of the thin film and enable further growth. Finally, the new decomposition model appears

to provide a more representative description of the near-surface elemental composition, which is

dominated by the carbon species of m-cresol groups.

Overall, the elemental composition as well as temporal evolution results presented in this section

agree with our experimental data. Nevertheless, further work has to be performed with lower-scale

simulations (e.g., ReaxFF MD and DFT) to revise the table of predefined events of the model. This

will provide a more realistic description of the rare events driving the formation and growth of thin

films from TCP. Also, the near-surface chemistry can be upgraded by introducing mobile surface

atoms. Furthermore, a simplistic sensitivity analysis presented in this section revealed that specific

event parameters such as the hopping distance (ΔLK) for diffusion events can influence key hybrid

kMC/MD results such as the final film height. In future model iterations of the model, the hopping

and adsorption distances (see Sections 5.3.2.4 and 5.3.2.6) must be fine-tuned through additional

lower-level simulations or advanced sensitivity analyses involving feedback loops on experimental

datasets [341].

6.3 Mechanochemistry of TCP molecules on ferrous surfaces

In this section, we will upgrade the model presented in Section 6.2 to provide elementary insights

on the mechanochemical decomposition of TCP on iron.

6.3.1 Methods

The starting configuration consisted of 48 TCP molecules randomly inserted between two Fe slabs.

Note that the starting configuration is equivalent to that utilised in the ReaxFF study of Ogbomo

et al. [92]. The two Fe(110) slabs were generated using the create_atoms (similarly to Section

6.3.1). The length of each slab across the x- and y-dimensions was Lx = 48 Å, Ly = 48 Å. Each slab

featured 11 Fe monolayers and a gap of 43 Å was initially present between them. The DREIDING

potential [206] and the QEq method [207] were used with parameters identical to those of Section

6.2.1. The velocity-Verlet [203] algorithm was utilised to integrate the equations of motion.
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The starting structure was prepared as follows. In the beginning, the iron slabs were frozen,

and the CG method [237] was deployed to zero residual interatomic forces. Then, an average force

was applied on the atoms of the top slab equivalent to a normal pressure of 1 GPa. Note that the

bottom slab remained frozen throughout the simulation (both in kMC and MD stages). On the

other hand, the upper slab was allowed to perform rigid body displacements. Nevertheless, both

slabs were allowed to exert forces on the atoms of TCP molecules through LJ as well as Coulombic

interactions. In any case, the upper slab was compressed for 25 ps to achieve a liquid density of

TCP of approximately 1.2±0.1 g
cm3 [92]. Then, the normal load was removed, and a velocity of 10

m/s was applied to every atom of the upper slab across the y-direction. A short run of 25 ps was

executed to stabilise the system. Both preparatory runs of 25 ps were performed with a timestep

of 0.25 fs.

An MD stage of 100 fs was simulated after each kMC stage to capture atomic vibrations and

move the upper slab with a velocity of 10 m/s. Once again, a timestep of 0.25 fs was used. The CG

algorithm [237] was deployed before and after each MD stage to annihilate any remaining stresses

between atoms and prevent instabilities in the hybrid kMC/MD run. The Nosé–Hoover [242, 243]

thermostat was utilised with a damping parameter of 25 fs to produce trajectories consistent

with the NVT ensemble. Bond-formation as well as bond-breaking templates were inserted in

the predefined table of events of the KMC stage. Data regarding the type and frequencies of

rate-determining reactions were kindly shared by Egheosa Ogbomo (PhD student in the Tribology

group of Imperial College). The relevant data are unpublished but originate from the work of

Ogbomo et al. [92] on the mechanochemistry of TCP on ferrous surfaces.

Table 6.2: Summary of reaction events used for the PAPRECA study of mechanochemical decomposition
of TCP on iron. The rate-determining reactions and their relevant rates correspond to 1 GPa normal
pressure and 10 m/s sliding speeds. Data were retrieved using ReaxFF simulations by Egheosa Ogbomo
[92] and kindly shared with permission to be included in the current PhD thesis.

Event Base rate (Hz) Notes

P-O formation 1.175 1011 1 per oxygen atom, maximum 4 per phosphorus atom
P=O formation 1.175 1011 1 per oxygen atom, maximum 4 per phosphorus atom
Fe-O formation 2.553 109 1 per oxygen atom
Fe=O formation 2.553 109 1 per oxygen atom
Fe-C formation 1.352 109 1 per oxygen atom
P-O scission 7.144 1010 only for dbond ≤ 1.694 Å
C-O scission 5.976 109 only for dbond ≤ 1.485 Å

A PAPRECA::PredefinedBondBreak event was used to capture the scission of the P-O bond

of the TCP molecules. A second PAPRECA::PredefinedBondBreak was utilised to dissociate

the C-O bonds of TCP. P-O, P=O formation events for film species were simulated through

PAPRECA::PredefinedBondForm templates. Additional PAPRECA::PredefinedBondForm templates

were introduced to model Fe-O, Fe=O, and Fe-C bond-formation events between substrate Fe

atoms and oxygen as well as carbon atoms present between the iron slabs. The types of reaction

events and their frequencies as utilised in this hybrid kMC/MD study are given in Table 6.2. The

species_maxbonds option of PAPRECA was used to prevent atom over-coordination. In particu-

lar, the maximum number of bonds for a specific P and O atom was limited to 4 and 2, respectively.

Furthermore, the species_maxbondtypes option was deployed to restrict surface bonds. Specifi-

cally, each C or O species was permitted to form a single bond with surface Fe atoms. Finally, the

174



6.3. Mechanochemistry of TCP molecules on ferrous surfaces

create_ElementalDistributions command with a bin width of 1 Å was deployed to generate

elemental distribution. Simulations were performed for a total of 10000 hybrid kMC/MD steps.

6.3.2 Results and discussion

Fig. 6.4: Mechanochemical system snapshots at different stages of the simulation.

Overall, PAPRECA required 40 hours on 32 processors to complete 10000 hybrid kMC/MD

steps and reach 7.26 ns. Effectively, the time-advancing efficiency of the system of this section is

1.98 1013 CPU s/s or 6.20 1011 CPU s/(s processor). Note that the time-advancing efficiency of the

hybrid kMC/MD simulations presented in this section is inferior to that of the thermal decomposi-

tion model (271.94 CPU sec/sec as discussed in Section 3.3.6). This can be justified by the fact that

the time step (Δt) of PAPRECA is inversely proportional to the cumulative event rate (see Eq.
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5.7). The predefined events of the mechanochemical simulations (see Table 6.2) feature frequencies

of the order of 109−1011 Hz. On the other hand, the thermal decompositions simulations included

predefined events with rates in the order of 103 Hz (TCP adsorption with sticking coefficient of 1

as in Section 3.3.4). Therefore, the Δt corresponding to the mechanochemical system is by orders

of magnitude smaller than the Δt of the thermal decomposition setup.

Nevertheless, the PAPRECA simulations exhibit superior time-advancing efficiency than the

equivalent ReaxFF runs that demanded 48 hours on 80 processors to reach 1 ns. This accounts

for a ReaxFF time-advancing efficiency of 1.73 1014 CPU s/(s processor), which is by three orders

of magnitude lower than the PAPRECA efficiency of 6.20 1011 CPU s/(s processor). This high-

lights the time-advancing capabilities of PAPRECA even in cases where experimentally relevant

timescales cannot be reached due to intrinsic limitations associated with the rates of predefined

events.

Fig. 6.5: Normalised number densities obtained from hybrid kMC/MD runs and at different stages of the
simulation.

System snapshots at various stages of the simulation are given in 6.4. TCP molecules migrate

towards the iron surfaces after the preparatory compression and sliding steps. Following, TCP

molecules decompose on the frozen substrates through P-O as well as C-O scission events. The

film-growth sequence continues with bond-formation events involving carbon and oxygen radicals

and surface iron atoms. Then, P-O bonding events are executed to form a P-O-P polyphosphate

chain network. Note that iron polyphosphate structures have been reported in relevant studies in

the literature and recent MD simulations using the ReaxFF force field [92] (see Section 2.1.1.3).

After approximately 4.71 ns the system reaches a state of dynamic equilibrium. Specifically,

the system evolves through polymerisation and depolymerisation steps involving P-O bonds that

result in the rearrangement of polyphosphate chains. Similar behaviour featuring iron-catalysed

polymerisation/depolymerisation steps has been observed in rubbing experiments with phosphate-

containing ZDDP additives [58, 59]. At the end of the simulation (7.26 ns), all phosphate chains are

attached to the iron substrates with a monolayer of toluene molecules (decomposition products)

separating the two surfaces.

The normalised number density for volumetric segments of 2304 Å
3
(i.e., 48x48x1 Å

3
) at the

start and end of the simulation are presented in Fig. 6.5. The number density at 1 ns is also

given in Fig. 6.5 for comparison purposes. Specifically, the elemental composition at 1 ns from our

PAPRECA simulations is compared to a normalised kernel density estimation (KDE) graph at 1

ns from the ReaxFF MD study of Ogbomo et al. [92]. Note that the KDE (averaged over 100 ps)
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graph for a temperature of 500 K and a normal load of 1 GPa (as in Fig. 6.6) was not originally

published in the relevant paper and was kindly shared by Egheosa Ogbomo with permission to be

included in this thesis.

Fig. 6.6: Normalised probability density from ReaxFF simulations on the mechanochemistry of TCP on
iron. Data were retrieved using ReaxFF simulations by Egheosa Ogbomo [92] and kindly shared with
permission to be included in the current PhD thesis.

In any case, we observe that the structure generated from the hybrid kMC/MD simulations at

1 ns (middle Fig. 6.5) agrees qualitatively with that obtained from the ReaxFF run (Fig. 6.6).

The distribution of carbon atoms is similar, with sharp peaks at the TCP/substrate interface.

Oxygen and phosphorus atoms appear to be dispersed between the ferrous surfaces at the end of

the ReaxFF runs. On the other hand, O and C species are segregated near the iron substrate in

the hybrid kMC/MD simulations. Such discrepancies in the elemental distribution of oxygen and

carbon atoms can be attributed to the use of different interatomic potentials in the PAPRECA

(DREIDING) and MD (ReaxFF) simulations. Furthermore, it has to be acknowledged that the

hybrid kMC/MD simulations execute a predefined event (i.e., bond-formation or scission) during

each kMC stage. Effectively, this leads to the total decomposition of TCP molecules in the system.

This can elevate the mobility and subsequently accelerate the diffusion of carbon as well as oxygen

atoms towards the iron surfaces, leading to the observed C and P peaks in the middle image of

Fig. 6.5. Finally, we notice a mismatch concerning the distributions of Fe species. This can be

explained by recalling that the ferrous substrates are frozen in the PAPRECA simulations, while

iron monolayers are mobile (except for the bottom/top ones) in the ReaxFF runs [92].
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6.3.3 Conclusions and future work

In this section, we extended the model presented in Sections 3 and 6.2 to study the mechanochem-

ical decomposition of TCP between iron slabs. A system comprising 48 TCP molecules confined

between two Fe(110) slabs was used as proof of concept. The confined TCP molecules were pres-

surised at 1 GPa, and a sliding speed of 10 m/s was imposed on the upper Fe(110) slab. The

number density (i.e., structure) calculated from the hybrid kMC/MD at 1 ns is in reasonable

agreement with relevant ReaxFF simulations. The PAPRECA simulations additionally replicate a

polymerisation/depolymerisation sequence occurring at the late stages of the simulations that has

been observed in rubbing experiments involving phosphate esters. In the future, supplementary

PAPRECA simulations must be performed with unfrozen substrate atoms to improve the accuracy

of predicted hybrid kMC/MD structures.

In contrast to the thermal decomposition model (see sections 3 and 6.2), the setup presented

in this section cannot reach experimentally relevant timescales. This is a direct consequence

of the scission and bond-formation events of elevated rates (≈ 109 − 1011 Hz) included in the

predefined table of events of the kMC stage. In that respect, further simulations at lower scales

must be performed to discover slow-rate events. This can result in a table of predefined events that

realistically describes the crucial elementary atomistic processes. Hence, the hybrid kMC/MD

algorithm could be capable of reaching longer timescales via larger Δt increments. In any case,

the PAPRECA simulations demonstrate superior time-advancing efficiency than the equivalent

ReaxFF runs. This enables reactive simulations on tribological systems beyond the limits of

ReaxFF. Such elevated efficiency can be exploited to model bigger systems (featuring more than

48 TCP molecules) to further investigate the polyphosphate linking and rearrangement phenomena.

The merit of PAPRECA can be further demonstrated by accelerating mechanochemical sim-

ulations at temperatures and pressures lower than those utilised in ReaxFF MD models. Also,

hybrid kMC/MD simulations can be proven valuable when it comes to modelling experimentally

relevant sliding speeds. In that respect, a novel predefined event class has to be introduced in

PAPRECA to slide substrates within the kMC stage. Moreover, the PAPRECA software can be

extended to investigate the dynamic growth of thin films under friction and sliding. This can

be done as follows. Firstly, molecule deposition events can be introduced in the kMC stage of

mechanochemical hybrid kMC/MD simulations. Secondly, the upper substrate can be removed

to create space for adsorbate insertion. Finally, a series of boundary conditions acting on atoms

situated at the top of the simulation box can be implemented to guarantee mass as well as en-

ergy equilibria and realistically capture sliding, compression, and substrate-fluid interactions. Of

course, performing the relevant simulations requires lower-level calculations (e.g., using DFT) to

investigate the near-surface charge distributions between film atoms and substrate atoms.
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Chapter 7

Summary, conclusions, and future

work

Each chapter of this thesis contains specific conclusions and suggestions for further work. In

this chapter, we summarise the central thesis conclusions and additionally provide ideas for the

development and application of novel hybrid multiscale simulation techniques.

7.1 Summary and key thesis conclusions

In Chapter 2, we explored a few critical systems of the energy sector featuring materials inter-

faces. Specifically, we discussed SEIs, materials for CO2 adsorption, and thin films formed from

lubricant additives. A variety of relevant computational and experimental studies are present in

the literature. Nonetheless, a gap was identified when it comes to structure-property relationships

for energy materials. There was also an opportunity to link between atomistic processes (e.g.,

adsorption/desorption, diffusion, reactions) and key properties such as capacitance for SEIs, CO2

selectivity for carbon adsorption materials, and film roughness for coatings from lubricant addi-

tives. Addressing the aforementioned gaps necessitates multiscale models of atomistic resolution

capable of reaching experimentally relevant timescales. Chapter 2 also includes a review on multi-

scale simulation schemes deployed to extend the timescales, lengthscales, or both spatiotemporal

scales beyond the limits of traditional methods of atomistic resolution (e.g., AIMD, DFT). Hybrid

kMC/MD simulations appear attractive due to their ability to model timescales ranging from fs

up to seconds, minutes, or even hours with a degree of molecular-level resolution. However, to the

best of our knowledge, hybrid off-lattice kMC/MD schemes typically focus on reaction events and

cannot simulate adsorption, desorption, diffusion, and concerted elementary events.

In Chapter 3, we introduced a novel hybrid off-lattice kMC/MD algorithm capable of capturing

not only reactions (bond-formation/bond-breaking) but also molecular adsorption and diffusion

hops. The model was benchmarked using a popular system involving materials interfaces in the

field of tribology. Specifically, we investigated the thermal decomposition of TCP molecules on an

iron substrate over timescales of tens of seconds. The growth rate, surface roughness, elemental

composition, and phosphate chain length results were in good agreement with previous experimen-

tal and computational studies on thin films from ester-containing lubricant additives. Overall, we

concluded that the developed hybrid kMC/MD model is a suitable tool when it comes to providing
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long-timescale atomistic insights on coatings generated from the thermal decomposition of TCP

on iron.

In Chapter 4, we performed an experimental investigation on the decomposition of TCP on

52100 bearing steel. An in-house experimental setup was developed to grow thin films from lubri-

cant additives in solution. SLIM was deployed for the ex-situ estimation of thin-film thickness at

different growth times. This enabled the calculation of representative growth rates. The relevant

growth rates were compared with existing data in the literature and our benchmark simulation

(performed in Chapter 3), and good agreement was observed. Furthermore, we performed XPS to

elucidate the structure of the thin films. We concluded that the surface structure of the protective

coatings was rich in carbon-based and iron oxide compounds. A diminished content of phosphates

was also identified on the surface of the films.

In Chapter 5, the specialised hybrid kMC/MD scheme was upgraded to a general hybrid kM-

C/MD simulator. The new software was named PAPRECA and is available on GitHub for license-

free use. The decision to freely distribute PAPRECA was inspired by our open-source philosophy

and our motivation to democratise multiscale atomistic tools for further use in critical interfaces

of interest in the energy sector. PAPRECA uses LAMMPS for the MD stage of hybrid kMC/MD

simulations, while a fully parallelised kMC algorithm written in C++ is responsible for the kMC

stage. A C++ interface communicates information between the kMC and MD stages. An input

file-based user interface facilitates the initialisation and execution of PAPRECA simulations. A

variety of predefined elementary events are supported in the kMC stage, such as adsorption, desorp-

tion, reactions, and diffusion hops. Overall, the user-friendly and extensible design of PAPRECA

encourages further software development and application of the hybrid kMC/MD method to not

only thin films from lubricant additives but also other materials interfaces such as SEIs or CO2

capture devices (see Section 2.1.1). The applicability of PAPRECA beyond the decomposition of

TCP on iron was demonstrated through a couple of simple examples (diffusion through a viscous

fluid and monolayer growth).

In Chapter 6, we revisited the model for the thermal decomposition of TCP on iron. This

time, fully parallelised hybrid kMC/MD simulations with PAPRECA were performed. Initially, we

investigated the effects of diffusion hopping distance and concluded that a distance of 7.1 Å enables

thin film growth up to approximately 8 nm. Furthermore, we observed that higher temperatures

lead to increased final film thickness. Note that this was also evident in our experimental analysis

using SLIM (given in Chapter 4). Moreover, we noticed that retaining m-cresol groups after

C-O decomposition reactions leads to a near-surface elemental distribution that agrees better

with previous studies on thin film growth from ester-containing lubricant additives. The thermal

decomposition model was later extended to investigate the mechanochemical decomposition of

TCP between sliding iron slabs. To the best of our knowledge, this is the first hybrid kMC/MD

investigation of the mechanochemistry of lubricant additives. Using PAPRECA simulations, we

illustrated that the hybrid kMC/MD simulator is capable of capturing similar early-stage tribofilm

compositions to ReaxFF schemes. Furthermore, the PAPRECA model exhibited superior time-

advancing efficiency than equivalent bond-order (e.g., ReaxFF) MD simulations.
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7.2 Further work

The fidelity of the hybrid kMC/MDmodel on the decomposition of TCP on iron has to be improved.

Firstly, additional lower-scale simulations (e.g., DFT, AIMD, or ReaxFF) must be performed to

acquire more representative event rates for the predefined events. Additional lower-scale simula-

tions will also aid in the direction of a more representative table of predefined events, including

the rate-determining elementary processes dictating the formation and growth of thin films from

TCP. Moreover, an in-depth sensitivity analysis is necessary to investigate the effect of event-

specific parameters such as the diffusion hop or deposition distance and the molecular orientation

for adsorption events. Furthermore, the hybrid kMC/MD model can be exploited to provide long-

timescale atomistic insights on different substrates (e.g., Fe3C(010) and Fe3O4(001) [92]). Later,

the decomposition model can be utilised to accelerate the study and subsequent discovery of ashless

lubricant additives.

As far as the upgraded model on the mechanochemical decomposition of TCP is concerned,

the model must be validated against varying normal load as well as sliding speed conditions. Also,

deposition and diffusion events must be included for a more realistic representation of the tribofilm

formation. On the other hand, longer hybrid kMC/MD simulations are necessary to shed light

on the link between atomistic events and surface morphology descriptors (e.g., RMS roughness or

fractal dimension) at experimentally relevant timescales. Once again, the hybrid kMC/MD model

can be extended to investigate different substrates, varying surface roughness, and other additives

(e.g., ZDDP, TBPP, and TNBP, as discussed in Section 2.1.1.3). Deploying PAPRECA simula-

tions on such additives requires a thorough prior understanding of the relevant rate-determining

decomposition mechanisms. Recent advances in ML-based force fields [325], however, promise to

enhance the fidelity of MD simulations and significantly accelerate the population of predefined

event tables in hybrid kMC/MD frameworks.

Our experimental investigation can be continued with further XPS experiments coupled with

ion-sputtering techniques. This will allow us to capture the elemental composition of thermally

grown thin films from TCP as a function of thickness and enable further model validation. In-situ

experiments can also become beneficial to dynamically monitor the surface structure as well as the

thickness of the growing films.

Finally, PAPRECA is an ongoing development project. As such, we aim to maintain it and

increase its functionality over time. Added parallelisation will be introduced in future iterations

of PAPRECA. Specifically, novel algorithms to achieve concurrent predefined event execution will

be designed and implemented. Note that similar event execution schemes are available in SP-

PARKS [296]. Also, PAPRECA will be further parallelised by exploiting the CUDA and OpenMP

interfaces. Furthermore, PAPRECA will benefit from added predefined event functionality. For

instance, event chains can capture complex groups of predefined events executed sequentially (e.g.,

reaction chains or adsorption followed by bond-breaking). Introducing functionality for variable

event rates will also aid towards a more realistic description of elementary processes. Moreover,

sophisticated algorithms to describe long-range molecular overlaps and calculate film thickness

need to be implemented in future versions of PAPRECA. The PAPRECA user interface will also

transition from input file-based to Python script-based. The aforementioned software improve-

ments will allow PAPRECA simulations to reach longer timescales and investigate different energy
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interfaces, such as SEIs, thin films from ashless lubricant additives, and materials for CO2 cap-

ture. We believe that PAPRECA has the potential to become a freely accessible, extendable, and

transferable platform to conduct multiscale simulations in critical interfaces of the energy sector.
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Appendix A: Example PAPRECA input files: Phosphate Film

Growth from TCP on Fe110

#Basic settings

KMC_steps 20000 #total number of kMC stages

KMC_per_MD 10 #frequency of executed MD stages

random_seed 1234124

fluid_atomtypes 7 2 3 4 5 6 7 8 #sets types of mobile atoms in the MD stage

frozen_atomtypes 1 1 #sets types of frozen atoms in the MD stage

#Height Calculation and desorption

height_calculation mass_bins 0.94 1.0 #sets height calculation method with bins

desorption 20 LAMMPS_region #deletes disconnected (by 20 angstroms) atoms

#Sigmas for types

sigmas_options LAMMPS #retrieves equilibrium interatomic distances from LAMMPS

#Set max bonds for types

species_maxbonds 1 3 #Fe surface

species_maxbonds 2 2 #C_3

species_maxbonds 3 2 #C_R

species_maxbonds 4 2 #O single-bonded

species_maxbonds 5 4 #P

species_maxbonds 6 2 #O double-bonded

species_maxbonds 7 1 #Hydrogen

species_maxbonds 8 6 #Fe film

#Set max bonds of specific bond type for atom types

species_maxbondtypes 4 10 1 #Single-bonded oxygen with surface irons

species_maxbondtypes 6 10 1 #Double-bonded oxygen with surface irons

#Equilibration

minimize_prior yes minimize 1.0e-3 1.0e-5 100 1000 #minimisation before MD stage

minimize_after yes minimize 1.0e-3 1.0e-5 100 1000 #minimisation after MD stage
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trajectory_duration 200 #total timesteps for each MD stage

#Predefined events

#Bond-breakings

create_BondBreak 4 5 7 rate_arrhenius 13.68 6.99e10 528.15 catalyzed 2 1 8

create_BondBreak 3 4 6 rate_arrhenius 20.54 1.56e10 528.15 catalyzed 2 1 8

#Bond-formations

create_BondForm 5 4 8 3.7588562 no no no rate_manual 1.0e13

create_BondForm 5 6 9 3.7588562 no no no rate_manual 1.0e13

create_BondForm 1 4 10 3.9315243 no no no rate_manual 1.0e13

create_BondForm 1 6 10 3.9315243 no no no rate_manual 1.0e13

create_BondForm 8 4 11 3.9315243 no no no rate_manual 1.0e13

create_BondForm 8 6 11 3.9315243 no no no rate_manual 1.0e13

create_BondForm 4 4 12 3.4045958 yes yes yes rate_manual 1.0e13

#Diffusion hops

create_DiffusionHop 1 0.0 4.14468 no 8 rate_arrhenius 11.53 1.4e13 528.15 custom

Fe_4PO4neib 1 5↪→

random_diffvecs no

#Depositions

create_Deposition 1 3.60259 0.00 mmmTCP rate_hertz 0.0001 7.640648 368.37 528.15

sticking_coeff variable↪→

create_Deposition 2 3.34563 0.00 mmmTCP rate_hertz 0.0001 7.640648 368.37 528.15

sticking_coeff variable↪→

create_Deposition 3 3.34563 0.00 mmmTCP rate_hertz 0.0001 7.640648 368.37 528.15

sticking_coeff variable↪→

create_Deposition 4 3.13315 0.00 mmmTCP rate_hertz 0.0001 7.640648 368.37 528.15

sticking_coeff variable↪→

create_Deposition 5 3.44877 0.00 mmmTCP rate_hertz 0.0001 7.640648 368.37 528.15

sticking_coeff variable↪→

create_Deposition 6 3.13315 0.00 mmmTCP rate_hertz 0.0001 7.640648 367.37 528.15

sticking_coeff variable↪→

create_Deposition 7 3.03830 0.00 mmmTCP rate_hertz 0.0001 7.640648 367.37 528.15

sticking_coeff variable↪→

create_Deposition 8 3.60259 0.00 mmmTCP rate_hertz 0.0001 7.640648 368.37 528.15

sticking_coeff variable↪→

depoheights 5 20

random_depovecs no

#File Exports
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export_HeightVtime 10

export_ElementalDistributions 500 bin_width 1.0

export_ExecutionTimes 1

Appendix B: Analytic solution for non-reactive monolayer surface

coverage

An analytic solution for the monolayer surface coverage can be derived by assuming non-interacting

surface species and uncorrelated adsorption as well as desorption events. Under these assumptions,

the temporal evolution of surface coverage can be described by the following differential equation:

dθ

dt
= ra(1− θ)− rdθ (1)

With θ(t) representing the surface coverage (i.e., the ratio of occupied to total system sites θ =
nocc
ntotal

) and ra as well as rd being the adsorption and desorption rates, respectively. Effectively, this

equation expresses a mass balance and states that the accumulation of particles in the system (i.e.,
dθ
dt ) is linked to the difference between the input (i.e., ra for adsorption) and output (i.e., rd for

desorption) rates. Note that the input rate is scaled by (1 − θ) as the lower the surface coverage

the greater the number of available sites for deposition. In contrast, the output rate scales directly

with the surface coverage (i.e., θout = rdθ) since solely deposited atoms can subsequently desorb

through monoatomic desorption events. In any case, Eq. 1 can be manipulated as below:

dθ

dt
+ (ra + rd)θ = ra (2)

This is a non-homogeneous differential equation with a general solution of:

θ(t) = θh + θp (3)

Here, θh and θp represent the homogeneous and particular solutions, respectively. Firstly, we begin

by solving the homogeneous equation:

dθh
dt

+ θh(ra + rd) = 0 ⇒ dθh
1

θh
= −(ra + rd)dt ⇒

∫
1

θh
dθh =

∫
−(ra + rd)dt ⇒ (4)

⇒ ln θh = −(ra + rd)t+ C ⇒ θh = e−(ra+rd)t+C ⇒ θh = Ce−(ra+rd)t

For the particular equation, we assume the following solution:

θp = ν(t)e−(ra+rd)t (5)

Where ν(t) is a function that has to be determined. Now, we substitute Eq. 5 to Eq. 2:

d(ν(t)e−(ra+rd)t)

dt
+ (ra + rb)ν(t)e

−(ra+rd)t = ra ⇒ (6)

⇒ dν(t)

dt
e−(ra+rd)t − (ra + rd)ν(t)e

−(ra+rd)t + (ra + rd)ν(t)e
−(ra+rd)t = ra ⇒

⇒ dν(t)

dt
e−(ra+rd)t = ra ⇒ ν(t) =

∫
rae

(ra+rd)tdt ⇒ ν(t) =
ra

ra + rd
e(ra+rd)t
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At this point we can substitute ν(t) (as derived in Eq. 6) to Eq. 5 and obtain a solution for θp:

θp =
ra

ra + rd
(7)

Finally, the total solution for θ(t) is retrieved by substituting the homogeneous and particular

solutions (from Eq. 4 and 7) to Eq. 3:

θ(t) =
ra

ra + rd
+ Ce−(ra+rd)t (8)

Note that θ(t = 0) = 0. Consequently:

C = − ra
ra + rd

(9)

Hence:

θ(t) =
ra

ra + rd
(1− e−(ra+rd)t) (10)

A steady state solution for Eq. 10 can be obtained by calculating the limit of θ(t) as t → ∞:

lim
t→∞ θ(t) =

ra
ra + rd

(11)
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Appendix C: Decomposition of TCP on iron: Growth profiles for

hopping distance of 5.14468 Å

Fig. C.1: Height versus time for different temperatures with a diffusion hopping distance for substrate iron
atoms (ΔLk) fixed at 5.14468 Å. Results from the refined model for the study of the thermal decomposition
of TCP on iron (see Chapter 6).

Appendix D: Copies of permission documents to reproduce copy-

righted material
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