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Abstract

Biological genomes can be represented as square, symmetric, orthogonal, 0-1
matrices. It turns out that the rank distance applied to two genome matrices
has a biological significance: it is related to the smallest number of basic
rearrangement mutations, such as reversals, translocations, transpositions
(taken with weight 2), etc. that explain the differences between the two
genomes. Therefore, closer genomes will produce smaller rank distances.

An important tool in this context is the median problem: given three
genomes A, B, and C, find a fourth genome M that minimizes d(A, M) +
d(B, M)+ d(C,M). For genome matrices, the computational complexity of
this problem is currently unknown. However, for orthogonal matrices, there
are fast algorithms that solve it exactly.

One such algorithm uses a “walk towards the median” paradigm. Start-
ing from any of the input matrices, say, B, the algorithm produces rank-1
“steps”, which are rank-1 matrices that, added to B, decrease its rank dis-
tance to both A and C simultaneously. It can be shown that such steps
always exist for orthogonal matrices, and can be found in polynomial time.
The algorithm stops when no more improvement can be made, which is equiv-
alent to saying that B lies between A and C' in terms of the rank distance
(the triangle inequality becomes an equality). There is an O(n**!) algorithm
implementing this idea, where w is the matrix multiplication exponent. Here
we propose a novel scheme that works for symmetric orthogonal matrices,
and produces a median, also guaranteed to be symmetric, in O(n*) time.

There is another O(n*) time algorithm that produces the so-called M;
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median, which agrees with the majority in the subspaces where A = B,
B =C,or C = A, and is equal to the identity in the orthogonal complement
of the sum of these subspaces. However, this algorithm produces a different
median, and has only been proved to be correct for genomic matrices. The
algorithm we present here is more general.
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1. Introduction

Genomes evolve by accumulating mutations that get fixed into their DNA
and passed on to their descendants. Mutations may involve only one or a few
consecutive DNA nucleotides, as in an insertion, deletion, and substitution
of a few monomers in a large DNA molecule. Other mutations include the
movement, incorporation, or deletion of large chunks of the genome, including
entire chromosomes, and these are called genome rearrangements. Examples
of such rearrangements are inversions, transpositions, translocations, and
chromosome fusions and fissions.

For a complete evolutionary analysis it is important to consider all types
of mutations. However, in some circumstances, genome rearrangements are
more prevalent, and significant results can be obtained by taking into account
only this kind of mutation. For instance, the evolution of mitochondrial DNA
(mtDNA) in plants seems to proceed much more by means of shuffling genes
around in larger blocks than by local mutations involving a small number
of nucleotides. Palmer and Hebron studied physical maps of six Brassica
mtDNAs, and estimated that, at the DNA level, mitochondrial DNA is 99.9%
conserved, whereas the order and orientation of genes changes much more
rapidly [1].

There seem to be other relevant reasons to study genome rearrange-
ments [2]. In bacteria, these rearrangements can be related to adaptation to
new niches [3], and may be implicated in acquired antibiotic resistance [4].
Some types of rearrangements may be preferred, such as those moving groups
of genes to the same type of strand (lagging or leading strand) [3]. In mam-
malian genomes, it has been observed that rearrangements usually involve
breakpoints that are spatially close; this may indicate that there is selec-



tion against rearrangements that act on spatially distant breakpoints [5]. In
a more refined analysis, it is common to add restrictions on the types of
breakpoints allowed [6].

To model genome rearrangements as mathematical objects in order to pro-
cess them, many approaches are possible, depending on the type of genomes
and operations one wants to include. For instance, genomes can have linear
or circular chromosomes, or a mixture of the two. Operations may involve
just one kind, such as an inversion, or multiple kinds. In general, the more
complex a model is, the more difficult it is to solve the relevant problems
in this model. One has to strike a balance, allowing for enough complexity
to render the results biologically relevant, while still being able to use fast
algorithms in the processing of the data. In this paper, we opt for the rank
distance model, where genomes are represented by large, square matrices and
the rank distance measures their evolutionary distance.

Our goal in this paper is to show how to speed up the so-called orthogonal
algorithm [7] for finding the generalized median of three genomes according
to the rank distance [8]. In this algorithm, a series of Householder trans-
formations are applied to one of the input matrices, resulting in a “walk”
towards the median. Each step takes O(n®) time, where w is the matrix
multiplication exponent, since it involves solving a system of linear equa-
tions, yielding an O(n“*!) algorithm in the worst case, since O(n) steps are
needed to complete the walk in the worst case. The main idea here is to find
conditions under which multiple Householder transformations can be applied
simultaneously, and to leverage those conditions to speed up the walk towards
the median by taking multiple steps at a time. We end up with an algorithm
that needs just 2 steps, decreasing the time complexity to O(n®).

The rest of this paper is organized as follows. In Section 2 we present
the basic definitons regarding the model used and discuss its biological rel-
evance. Scetion 3 contains our main results, which improve the complexity
of the orthogonal algorithm for medians of orthogonal, symmetric matrices.
A partial generalization to permutation matrices, not necessarily genomic, is
studied in Section 4. Finally, our concluding remarks and open questions are
presented in Section 5.



2. Background

2.1. Representing Genomes as Matrices

In a series of recent papers [8, 7, 9, 10, 11], our group has proposed the
representation of genomes as square, 0-1, sparse matrices and the use of
rank distance to study genome evolution by large-scale events. Our matrix
representation relies on a previous step consisting of the definition of homolo-
gous or evolutionarily corresponding regions in the genomes being compared.
Usually, this entails the identification of the genes in each genome of interest
and an assessment of which genes in one genome correspond to which genes
in the other genomes. However, other conserved regions, such as bacterial
operons (which are consecutive genes that are jointly expressed and con-
tribute to the same function) or syntenic regions (regions containing groups
of genes with similar sequence and function in different species) can be used.
These syntenic regions can be the 13 conserved segments between human and
mouse identified by Nadeau and Taylor in a seminal 1984 paper [12], or the
7 conserved regions between the X chromosome of human and mouse iden-
tified more recently by Pevzner and Tesler [13], to name a few well-known
instances.

While other genome comparison methods require that the conserved seg-
ments in each one of two genomes being compared be in a bijective relation-
ship, our scheme allows for regions that exist in only one or a few of the
genomes being compared. Ideally, a method should also support repeated
regions in the same genome, and we plan to extend the scheme to support
this, as has been done for other models [14].

Our current model works as follows. Let G be a set of genomes of interest
and R a set of conserved genome regions that contains all the regions of
interest in the genomes of G. In general, no genome in GG will contain all the
regions in R, but for every genome g € G, all its regions will belong to R.
We assume that each region appears at most once in a given genome g € G.
See Figure 1 for examples.

A genome is a set of chromosomes. Each chromosome is a linear suc-
cession of consecutive regions from R. However, due to the double helix
structure of DNA molecules, a region a may appear as itself or as its reverse
complement, denoted by a, in a chromosome. Thus, if a, b, ¢ are regions
in our chromosome, the possible chromosomes are [a b c], [a b ], [b @ ],
[c b a], etc. There are r!2" combinations for r regions. However, due to the
same DNA structure, a combination and its reverse complement are the same
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Figure 1: Genomes over region set R = {a, b, ¢,d}. The leftmost genome has just one linear
chromosome and does not have region ¢. The middle genome has two linear chromosomes
and does not have region d. The rightmost genome has three chromosomes, two linear
and one circular, and has all regions in R.

chromosome. Thus [a b ¢] and [c b @] correspond to the same chromosome.
This reduces the total number of possible linear chromosomes with r regions
to r12r—1.

Chromosomes can also be circular, which means that there is an extra
link between their first and last extremities. Circular chromosomes are rep-
resented with parentheses, as in (a b ¢), instead of square brackets. Since
they are circular, there is no starting gene, so the same chromosome can be
written as (b ¢ a) or as (¢ a b). On top of that, the reverse complement
also corresponds to the same chromosome: (c b @), (b a c), (@ c b). In all
these representations the undirected links between consecutive regions are
the same. The total number of circular chromosomes with r regions is thus
(r — 1)!127~1. The genomes in Figure 1 can be written as {[a b d]} (leftmost
genome), {[a b],[c]} (middle genome), and {[b], (a ¢)} (rightmost genome).

To represent a genome as a matrix, we need the unordered links between
consecutive regions in the chromosomes. Every region a has two extremities:
its tail a; and its head aj. A region can be considered an ordered entity, which
is traversed from tail to head in biological processes. Therefore, the appear-
ance of a in a chromosome means extremities in the order a;a;, whereas a
means the opposite order aja,. For instance, chromosome [a b c] has extrem-
ities appearing in the order apa;bpb.cicp, and the links between consecutive
regions are a;b, and b;c;. If we write the chromosome in its reverse comple-
ment form, that is, [¢ b a], then the extremity order is c,c;bibraia, and the
links are ¢;b; and bpa;. Since the links are undirected, this results in the same
links.

We are ready to define the matrix representation of a genome in GG. Build
a square matrix of dimension 2r x 2r, where r is the number of regions,
and choose an arbitrary but fixed order of all extremities of regions in R.
We identify each extremity x of a region in R with the elementary column
vector containing a 1 in the row corresponding to x and a 0 everywhere else.



Given a genome g, we represent each link xy between two extremities in a
chromosome of g with the matrix xy? + yz. If x is a free end in g, i.e. it
does not participate in any link, we represent it with zaz”. We get the matrix
representation of g by adding up all of these contributions; in other words:

M(g) = Z (zy” 4+ yat) + Z zal

zy link in ¢ « free in g

Notice that M(g) is a 0-1, sparse, symmetric, square matrix for every
g € G. If g contains all regions in R, then M(g) is an orthogonal matrix.
If g lacks one or more regions from R, then M(g) will have some rows and
columns composed solely of zeros, and will not be orthogonal. However, in
the rest of this paper we assume that the genomes being compared contain
all the regions of R, so that we deal only with orthogonal matrices.

With respect to Figure 1 we have the following matrices for the first and
last genomes:

@ [10000000][00000T100O0
a, {001 00000[[00001000
b |01 000000[[00100000
b, |00 00000T1||/00010000
¢ [00000000[[01 000000
¢, |O0OO00D0000||1000000°0
d {00000010[]|000000T10
d [00010000[][0000000O01,

2.2. Biological Significance of the Rank Distance

With genomes coded as matrices, we can use the rank distance d(A, B) =
r(A — B) to provide a quantitative way of measuring their differences. To
use the rank distance we need all the matrices to be of the same size, which
is automatic if all the genome regions involved belong to the same region set
R.

The rank distance has been studied in connection to codes [15]. Our
confidence about its relevance in the context of evolutionary studies by large
block mutations rests on the fact that all known large mutations frequently
observed in real genomes yield genome pairs with very small rank distance,
regardless of the size of the blocks involved. For instance, the matrices A,
B corresponding to two genomes differing by just an inversion will have
d(A, B) = 2, no matter how many conserved regions exist in the inverted
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block, and irrespective of the chromosome being linear or circular. This
stems from the fact that only the links at the boundaries of the inverted
region are affected. Likewise, a translocation leads to a distance of 2, a
transposition to a distance of 4, and chromosome fission and fusion lead to
a distance of 1, all independently of the size of the blocks involved.

For two arbitrary genome matrices A and B, there is always a series of
basic operations, defined as operations yielding a distance of one or two,
that can be applied to A resulting in B [16, Sec. 3.4]. Therefore, the rank
distance can be interpreted as the minimum total weight of basic operations
needed to explain the differences between A and B, where the weight of a
basic operation is the difference in rank between the genomes before and
after it. In other words, the rank distance d(A, B) may be seen as a measure
of the amount of evolution separating the genomes corresponding to A and
B with respect to large-scale operations.

2.3. Reconstructing Evolutionary History and Ancestors

Given pairwise distances between a set of genomes, or taxa in general,
there are standard methods for constructing a phylogenetic tree which rep-
resents a hypothesis about the branching that occurred in the evolution of
these taxa [17, 18]. To estimate the genomes at the internal nodes of the tree,
one widely used heuristic consists in starting with any assignment, usually
one that is an easily obtained, such as an intermediate genome, i.e. a genome
C satisfying d(A,C) + d(C, B) = d(A, B), between the two children A and
B of each parent node, in a bottom-up fashion, and then gradually improv-
ing this assignment by considering every internal node in turn and its three
neighbours, and looking for a replacement for the internal node genomes
that locally improves the total branch length. To achieve this improvement,
a problem called the Genome Median Problem must be solved.

The Genome Median Problem can be stated as follows. Given input
genomes A, B, and C, find a genome M that minimizes the total score,
defined as

s(M) :=d(A, M) +d(B, M)+ d(C, M).

Such a genome M can replace the previous genome at the internal node,
where A, B, C' are its three neighbors in the tree. If the original genome
was not a median of A, B and C, then replacing it by a median will locally
improve the total branch length. Repeated application of this procedure to
all internal nodes will gradually improve the total branch length. Even when



a global minimum is not reached, this method tends to give good results in
practice [19].

Although the complexity of the Genome Median Problem is unknown,
there are polynomial-time algorithms to compute generalized medians, that
is, matrices that minimize s(M) but are not necessarily genomic: the M;
algorithm [9], that runs in O(n*) time, and the orthogonal algorithm [7],
that runs in O(n“*!) time, where w is the matrix multiplication exponent.
Despite being faster, the M; algorithm always produces the same median for a
given input triple, whereas the orthogonal algorithm, being randomized, can
produce any of the orthogonal medians in situations where multiple solutions
exist. Besides, the M; algorithm works only for genomic matrices, while
the orthogonal algorithm is more general, accepting orthogonal matrices as
inputs.

3. The Orthogonal Algorithm and Its Modification

We use the following matrix notation throughout the remainder of the
paper. Vectors in R" are written as n X 1 matrices, that is, column vectors.
An m x n matrix A can be then seen as the linear mapping A : R" — R™
taking x € R" to Ax € R™, where Az is matrix multiplication. When we
talk about the image im(A) of A and the kernel ker(A) of A, we are referring
to the image and the kernel of this linear mapping. We also extend matrix
multiplication to sets. If M is a matrix and V' is a set of vectors, then

MV = {Mv|veV).

In addition, while in our main motivating application the sizes of the genome
matrices are even (with each region having a tail and a head), nothing in what
follows uses this fact, and the results are valid for odd-sized square matrices
as well.

We define a generalized median of three matrices A, B, and C to be a
matrix M that minimizes

d(A, M) +d(B,M)+d(C, M),

where d(X,Y) is the rank of the difference X — Y. We call it generalized
median as opposed to just median to emphasize the fact that the matrices
here do not have to be genomic or orthogonal: both the inputs A, B, C' and
the solution M can be general matrices.
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We briefly present the O(n“*!) orthogonal algorithm for computing a
generalized median of 3 orthogonal matrices as published in 2018 [7]. The
idea is to “walk towards the median”, as follows. Start with orthogonal
matrices A, B, and C'. If B is on a shortest path between A and C', meaning
that d(A, B)+d(B,C) = d(A, C), then B itself is an orthogonal median that

satisfies the lower bound on the total score, given by
1
B(A,B,C) = §d(A’ B) +d(B,C)+d(C, A).

Otherwise, we can find a non-zero vector v € im(A — B) Nim(C — B). With
this vector we construct the rank 1 matrix H = —2uu® B/u’u which, added
to B, produces another orthogonal matrix B + H. Note that B + H is the
result of a Householder reflection applied to B. We can show that B + H is
on a shortest path between B and A, and also on a shortest path between B
and C, and is therefore one step closer to the median than B is. Proceeding
in this way, with B + H now replacing B, we repeat the procedure until
the result is on a shortest path between A and C', reaching an orthogonal
median M whose score s(M) saturates the lower bound S(A, B, C) for the
three input matrices. Algorithm 1 below is essentially the same algorithm
presented by Chindelevitch et al. [7], where we replaced the recursion by a
loop for clarity.

Algorithm 1: Computing a median of three orthogonal matrices
Median(A, B, C)
Data: Three n x n orthogonal matrices A, B, and C.
Result: An orthogonal median M attaining the lower bound £.
while d(A, B) + d(B,C) > d(A,C) do

Find non-zero u € im(A — B) Nim(C — B)
L B« (I —2uu® /uTu)B

4 return B

W N =

We call any matrix M that lies on a shortest path from A to B an
AB intermediate. If a matrix is simultaneously an AB intermediate and
a BC' intermediate, we call it an ABC double intermediate. It can be
shown that Algorithm 1 builds successive ABC' double intermediates until a
generalized median is reached. Note that a generalized median is an ABC'



double intermediate, but not all ABC' double intermediates are generalized
medians of A, B, and C.

Our goal here is to show how to speed up this algorithm if the input
matrices are symmetric. We call symmetric, orthogonal matrices SOMs.
Given a linear subspace V of R™ and a matrix M € R™*", we say that V is
M-stable when MV = V. Our approach has the following four ingredients:

o We show that the eigenvalues of a SOM can only be equal to +1 or —1.

e We constructively show that for any SOM M, an M-stable space V'
admits a basis which is composed entirely of eigenvectors of M.

e Next, we show that im(A—B)Nim(C'— B) is B-stable for SOMs A, B, C,
so we can construct a basis for it consisting only of eigenvectors of B.

e Finally, we show that using eigenvectors that are pairwise orthogonal
and correspond to the same eigenvalue of B is safe, in the sense that
they can all be applied to B (via Householder reflections) simultane-
ously while remaining an ABC double intermediate.

The following sections are dedicated to each one of these ingredients.

3.1. A Characterization of the eigenvalues of a SOMs
Lemma 1. Let M be a SOM. Then all the eigenvalues of M are +1 and —1.

Proof. Suppose that M is a SOM, and note that M? = MM?T = I by
symmetry and orthogonality. Since M is a normal matrix, it is diagonalizable
by the Spectral Theorem [20], and since M? = I, it follows that M only has
eigenvalues —1 and 1. O

3.2. Diagonalization of SOMs On Stable Subspaces

Before we begin, we review a few key properties of M-stability, proved
by Chindelevitch et al. [9, Thm.2], that we will need here.

Theorem 1. Let M and N be invertible matrices. Then
a. If V.W are two M -stable subspaces, then so are VYW and V + W.

b. If M is symmetric and V is an M -stable subspace, then so is V*.
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c. If M* = I = N? then the subspace ker(M — N) is M-stable and N -
stable.

Lemma 2. Let M € R™"™ be a SOM and let V  C R™ be a vector subspace.
Then V' is M-stable if and only if V' has a basis formed by eigenvectors of
M.

Proof. One direction is obvious. Let d be the dimension of V' and {uy, ..., u4},
a basis of V' such that Mu; = A\ju; (where \; € {—1,1} by Lemma 1), then

d d d
velV = v:Zaiui = Mv:ZaiMui:Zai)\iuiEV,
i=1

i=1 =1

so MV CV and, as M is invertible (by orthogonality), V' is M-stable.

For the other direction, the proof is by strong induction on d = dim(V).
The statement is obvious for d < 1. Suppose d > 1 and the statement is true
for all dimensions less than d. Let u; be a non-zero vector in V', and define
vy := Muy. Note that vy #£ 0 since M is invertible.

First, if vy is a multiple of uy, say v; = Ajuy, then u; is an eigenvector
of M. Let V; denote the 1-dimensional span of u;, which is obviously M-
stable. Then V is the direct sum of V; and V NVt The latter is M-stable
by properties (a) and (b) of Theorem 1, and since its dimension is d — 1, it
has a basis containing d — 1 eigenvectors of M by the induction hypothesis.
This basis, together with wu,, is the desired basis of V.

Second, if v; is not a multiple of u;, we note that z; := u; + vy isa 1
eigenvector of M while y; := u; — vy is a —1 eigenvector of M. Since u;
and vy are linearly independent, there is a basis of V' that contains both of
them. Let V5 denote the 2-dimensional span of u; and vy, which is also the
span of xy and y;. Then V is the direct sum of V5, and V N VQL. The latter
is M-stable by properties (a) and (b) of Theorem 1, and since its dimension
is d — 2, it has a basis containing d — 2 eigenvectors of M by the induction
hypothesis. This basis, together with x; and y;, is the desired basis of V. [

3.3. The B-stability of im(A — B) Nim(C' — B) for SOMs A, B,C
Lemma 3. Let A, B,C € R™"™ be SOMs. Then im(A — B) Nim(C — B) is
B-stable.

Proof. This is immediate from Theorem 1. First, ker(A—B) = {x|Ax = Bz}
is B-stable by part (c), since A> = I = B2. Similarly, ker(C — B) is B-stable
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by part (¢). The symmetry of A, B, C' then implies, by part (b), that both
im(A — B) = ker(A — B)t and im(C — B) = ker(C' — B)* are B-stable.
Finally, their intersection im(A — B)Nim(C — B) is B-stable by part (a). O

3.4. Sitmultaneous Application of an Entire Eigenspace

The main challenge of Algorithm 1 was the requirement to recompute a
new basis for im(A—B)Nim(C'— B) every time B changed via the Householder
reflection B — B — 2uu” B/uTu. As we now show, this challenge can be
overcome for SOMs by grouping together the basis vectors of B to the same
eigenvalue.

For this, we first need a few definitions and a theorem. We say that an
n xn matrix H decomposes another n x n matrix F' whenever r(H)+r(F —
H) = r(F), where r(-) is the rank function. Recall that a projection is a
square matrix P satisfying P? = P.

Theorem 2. If P is a projection such that im(P) C im(F'), then PF de-
composes F.

Proof. We will first show that im(PF) Nim(F — PF) = {0}. Indeed, if
x=PFy=(F— PF)z,

then
x=PFy=PPFy=P(F—-PF)z=PFz—PFz=0.

Hence the subspace sum im(PF) @ im(F — PF) is a direct sum and its
dimension is the sum of the dimensions of its summands. On the other hand,
both im(PF') and im(F — PF') are contained in im(F’), and therefore

dimim(PF)+dimim(F — PF) = dim(im(PF)&im(F — PF)) < dimim(F),

or,

r(PF)+r(F — PF) <r(F).

But we also have r(F) = r(PF) + (F — PF) < r(PF)+r(F — PF) by
the properties of ranks. We therefore conclude that

r(PF)+r(F — PF)=r(F),

that is, PF' decomposes F'. O
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We now show that, under certain circumstances, it is safe to apply multi-
ple Householder reflections simultaneously. This is the content of the follow-
ing theorem, which can be used to generalize a result from the Additional
File 1 of Childelevitch et al. [7]. Notice that the existence of the matrix U
in the theorem is guaranteed by Lemmas 2 and 3.

Theorem 3. If A, B € R™" are SOMs, and U is an n X h matriz consist-
ing of orthonormal eigenvectors of B to the same eigenvalue, with im(U) C
im(B — A), then H :=2UUT B decomposes B — A.

Proof. Since imU C im(B — A), each column of U can be written as a linear
combination of the columns of B — A, i.e.

U= (B—AX

for some n x h matrix X. Transposing and multiplying both sides by B on
the right, and using the orthogonality of A and B, we can write

U'B=X"(BT —A")B=X"(I - AB) = XT(AA — AB) = X" A(A - B).
By combining this with the original definition of X, we get
H=2UU"B=2(B—-A)XXTA(A-B)=-2(B—-A)XXTAB - A).

In view of Theorem 2, all we need is to prove that —2(B — A)X X7 A is a
projection, since its image is contained in im(B — A) because it is a product
that starts with B — A as a factor.

By the hypothesis on U and the orthogonality of A and B, we now get

I=U"U=[(B-A)X])"(B-A)X =
=XT(BT - A")Y(B - A)X =
= XT(2I — BA— AB)X.
If we were able to show that
XTBAX = XTABX, (1)
it would follow that
[2XTA][(B - A)X] = —2XTAB - A)X =
= —2XTABX +2XTAAX =
= X"(2I —-BA—-AB)X =1,
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which would imply that multiplying the two factors between brackets in the
other order, that is, [(B — A)X|[-2XT A], is a projection, exactly what we
need. This follows from MN =1 = (NM)*>= N(MN)M = NM.

In general, equation (1) is false (see the counterexample below). However,
we will show that if U contains eigenvectors of B to the same eigenvalue, it
holds, and thus H decomposes B — A. First, note that, by the definition of
U, we have AX = BX — U, so equation (1) is equivalent to

XTBAX = XTABX <= X'"B(BX —-U)=(BX -U)"BX <
XT"B"BX — XT"BU = X"B"BX —U"BX «<— XTBU =UTBX.

Now suppose that each column of U is an eigenvector of B, i.e. BU = UA,
where A is diagonal. Then BTU = B~'U = UA~! and the condition becomes

XT'BU =U"BX +—= X'B'U=(B'U)"X < X"UN'=A'UTX,

where we used the fact that A is diagonal. If all the eigenvalues are also
equal, then A = A\I, and the condition reduces to

XU =U"X <= X'(B-A)X=X"(B-A)"'X=X"(B" - AT)X,
which is true by the symmetry of A and B, completing the proof. n

Counterexample: Here is an example when the theorem’s conclusion is
false because the eigenvalues are different and equation (1) fails.

Let A = ejel + egel + egeg and B = eleg + egel + ezel’ | where e, e,
and e3 are the standard basis of R®. We will take the two orthogonal unit
vectors u; = 51,0, —1]" and up = J=[1, —2,1]7, which are in im(B — A) as

V6
their entries add up to 0. Note that Bu; = —u; and Bus = us, so both are
eigenvectors of B, but to different eigenvalues. We also define U := [ujus] so
UTU = L.

Even though both B — 2ujul B = I and B — 2uyul B are intermediates
between A and B, the matrix

2 2 -1
1
B—2UUTB:B—2u1u1TB—2u2u2TB:[—2u2u2T:g 2 1
-1 2 2

is in fact at a rank distance of 2 from both A and B, and therefore 20U B
does not decompose B — A.
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Corollary 1. If A, B,C € R™" are SOMs and U is an n x h matriz con-
sisting of orthonormal eigenvectors of B to the eigenvalue 1, with im(U) C
im(B—A)Nim(B—C), then B' := BF2UUT is an ABC double intermediate.

Proof. Since U consists of eigenvectors of B to the same eigenvalue, say A,
we have BU = AU, and thus UTB = A\UT and UUTB = A\UU”. Thus, since
A =1or A = —1 by Corollary 1, we have that £2U0U7 decomposes both
B — A and B — C by Theorem 3. Therefore, B = B F2UU7 is an ABC

double intermediate. O

3.5. Closing Argument

Now that we have established that an orthogonal set of eigenvectors of
B to the same eigenvalue can be used as a multi-step in the walk towards a
median, we need one last result showing that after the first multi-step, all the
remaining steps are automatically eigenvectors of B to the other eigenvalue.

Lemma 4. Let A, B,C € R™™" be SOMs and A € {—1,1}. Let U consist of
an orthonormal basis of im(B—A)Nim(B—C)Nker(B—AI), i.e. the set of all

vectors in im(B — A)Nim(B — C') that are eigenvectors of B to the eigenvalue
A Let B'= B —=2\UUT. Thenim(B'— A)Nim(B’ —C) C ker(B" — (=\)I).

Proof. We reason as follows. First, since im(U) C im(B — A), say U =
(B — A)W, we have that im(B' — A) = im(B — A — 2A\UU") = im((B —
AY(I —=22WWT(B— A))) C im(B — A). Similarly, im(B’'—C) C im(B —C).
It follows that

im(B'— A)Nim(B"'— C) Cim(B — A) Nim(B — C).
Furthermore, by the symmetry of B and since BU = AU, we have
(BY'' =BT — 220U = B
and

(B')? = (B—-2\UU")(B -2)\UU")
I — 2\ BUUT —2A\UUTB +4)*’UUTUUT
= T =222U0U0T —2X2UUT +4X*UUT
p— I’
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so B’ is also a SOM. By Lemma 3, we know that im(B’ — A) Nim(B’ — C) is
B’-stable, and thus, admits an orthonormal basis B consisting of eigenvectors
of B’ by Lemma 2.

Suppose that u is one of those basis vectors. We know that v € im(B —
A)Nim(B — C). Let us decompose the space im(B — A) Nim(B — C') into
the direct sum of its intersection with the A-eigenspace of B, spanned by the
columns of U by construction, and its intersection with the —\-eigenspace
of B, spanned, say, by the columns of V. This is possible by Lemmas 2 and
3. Thanks to the symmetry of B, we know that the column spaces of U and
V are orthogonal, so UTV = 0, and the sum is an orthogonal one. We also
have u = Uz 4+ Vy for some = and y. Now

B'uv = B(Uz+Vy)
= BUz+Vy) = 2UU" (Uz + Vy)
= ANz —ANVy—-2\Uz -0
= —)\u,

meaning that all the vectors in B are eigenvectors of B’ to the eigenvalue —A\.
This concludes the proof. O

Lemma 5. Let A, B,C € R"™" be SOMs, and suppose that there exists a
matriz U consisting of an orthonormal basis of im(B — A) N im(B — C)

composed entirely of eigenvectors of B to the same eigenvalue . Then,
M := B — 2 \UU? is a generalized median of A, B,C.

Proof. Let d := dim(im(B — A) Nim(B — C')) be the number of columns of
U, so that U is an n x d matrix with UTU = I;. By Corollary 1, we know
that M = B — 2 \UU7T is an ABC double intermediate. It follows that

d(A, M) +d(M,B) =d(A, B),d(C,M)+d(M,B) =d(C, B).
Now consider d(A, M) + d(M,C). From Theorem 1 in [7], we know that
d> (d(A,B)+d(B,C)—d(A,C))/2
for any orthogonal matrices A, B, C'. We therefore have

(4,B) —d) + (d(B,C) — d)
A, B) +d(B,C) —2d
),

d(A, M) +d(M,C) = (d
= d(
(4,

< d
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which must therefore be an equality. It follows that M is indeed a generalized
median of A, B and C. m

We state one final result, which is essentially identical to Theorem 4 in
[7].

Lemma 6. Let N be an ABC' double intermediate and let M be a generalized
median of A, N and C. Then M 1is also a generalized median of A, B and C.

3.6. The Improved Algorithm

The modified algorithm is then as follows:

e Compute an orthonormal basis of im(A — B) Nim(C' — B) consisting
entirely of eigenvectors of B (this is possible by Lemmas 2 and 3).

e Let X contain, as its columns, all the basis vectors to the eigenvalue
1 and replace B with B’ = B — 2XX7”. Then B’ is an ABC double
intermediate by Corollary 1, and we want a generalized median of A, B’
and C' by Lemma 6.

e Recompute an orthonormal basis of im(A— B’)Nim(C — B’); by Lemma
4, it will consist entirely of eigenvectors of B’ to the eigenvalue —1, so
putting them into a matrix Y as columns, we get B” = B’ +2YY7T,
which is a generalized median of A, B and C' by Lemmas 5 and 6.

3.7. Running-time analysis

Since each step takes O(n®) time in the worst case, the full algorithm also
takes O(n*) time. Note also that we know exactly how many vectors we’ll
need in step 3 (the difference between the number of vectors in step 1 and
the distance from B to any generalized median), but it does not appear to
be straightforward to figure out precisely which ones of those will yield the
result.

Note lastly that the algorithm establishes that any three SOMs admit a
generalized median which is an SOM.

A previous algorithm, the M; algorithm, also outputs a symmetric, or-
thogonal median in time O(n“) [9]. However, it requires the inputs to be
genomic, whereas the algorithm we just presented works for any symmetric
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orthogonal inputs. Furthermore, even for genomic matrices (which are au-
tomatically symmetric and orthogonal), the output of the two algorithms is
not always the same. For instance, consider A, B, and C' given by:

010000 001000 000001
100000 000100 010000
000010 100000 001000
000100(|’[01T0000["|000O0T1O0]|
001000 000010 000100
(000001] [00D00O01] [10000O0,

~—

respectively. For these matrices, M; = I (the identity matrix), whereas the

SOM algorithm yields something very different:

3 4 4 =2 =2
4 3 -4 2 2
4 -4 3 2 2
-2 2 2 -1 6
-2 2 2 6 -1
o 0 0 0 0

~|

N O O O O O

We thus have two different algorithms with the same complexity, one more
general than the other, that may find distinct solutions on the same inputs.

4. Extending the Algorithm to Permutations

Several pieces in the above strategy seem to generalize to permutations,
or even to generic orthogonal matrices. We outline the main ones below.

4.1. Characterization of Orthogonal Idempotent Matrices

We would like to be able to say something similar to what we know to
be true for SOMs, namely, that any real orthogonal matrix M with M* = I
for some integer k is orthogonally similar to a permutation matrix. Unfortu-
nately, this is not the case, as shown in the following example:

00 -1
A=1]11 0 0
01 0

The matrix A is the companion matrix of the polynomial p(z) := 23+1, so its
eigenvalues are the odd powers of the sixth root of unity; if w := exp(27i/6),
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then the spectrum of A is {w,w? ,w®}. It is therefore easy to check that
A% =TI, and k = 6 is the lowest power that works. However, any permutation
with eigenvalues w, w3, w® must also have eigenvalues w°, w?, w*, which A
lacks, so it is not similar (orthogonally or otherwise) to any permutation.

Note that the dimension of A can be made arbitrarily large by using a
block-diagonal matrix with A in each diagonal block (in other words, replac-
ing A with I,,, ® A, where ® is the Kronecker product), so requiring & < n
does not help.

4.2. M -stability For Orthogonal Matrices
Surprisingly, the following generalization of part (b) of Theorem 1 holds
for arbitrary orthogonal matrices.

Lemma 7. Let M be orthogonal and let V be an M-stable space. Then V+
15 also M -stable.

Proof. Let v € V+. We need to show that Mv € V. By hypothesis,
MV =V, which also means that V = M~'V. Let w € V be arbitrary, and
let z = M~tw € V. We have

(Mv)T"w =v"M"w=0v"Mtw=2v"2=0.

Since w was chosen arbitrarily, we conclude that Mv € V*, so V+ is indeed
M-stable. O]

However, this is not sufficient to prove that im(B — A) is B-stable, which
is in fact false, even for permutations. For instance, consider A and B defined
as follows:

A61 = €1, B€1 = €2
A62 = e3, Be? = €3
A€3 = €4, B€3 = €1
Aey, = ey, Bey = ey

Then the space im(B — A) is spanned by u; = e; — e4 and uy = e3 — ey,
of which the latter maps to ug = e3 — e4 by B, and ug ¢ im(B — A).

We already know that the B-stability result is true if B — A is symmetric.
Unfortunately, this can only happen for permutations A and B if both are
involutions; to see this, note that B — A has 1 entries from B and —1 entries
from A, so the only way to ensure its symmetry is to have A = AT and
B = BT.

On the positive side, the B-stability result is also true for a pair A and
B that commutes. This is the subject of the next lemma.
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Lemma 8. Suppose that A and B are commuting matrices; then im(B — A)
1s B-stable.

Proof. Let © € im(B — A), say, * = (B — A)u. We want to show that
Bz € im(B — A). We have

Br = B(B—A)u= (B>~ BA)u= (B>~ AB)u = (B— A)Bu € im(B — A).
0

One possible idea that this result suggests is to multiply all the inputs by
an orthogonal matrix on the right to go from A, B,C to AU, BU,CU, such
that both AU and CU commute with BU. This is easily achieved by using
U = BT; however, as we shall see further in this section, M-stability does not
always suffice for a set of orthonormal eigenvectors to the same eigenvalue to
be “safe”.

4.3. Figenbases For M -stable Spaces With M Orthogonal

Suppose that M is orthogonal and V' is an M-stable space. This is suffi-
cient for V' to have a basis consisting of eigenvectors of M. First, recall that,
by Lemma 7, V+ is M-stable as well.

Lemma 9. Let M be an orthogonal matrix and let V' be an M -stable space.
Then V' admits a basis consisting of eigenvectors of M.

Proof. Let U be a matrix whose columns form an orthonormal basis of V.
By orthogonality of M, we have that the columns of MU also form an or-
thonormal basis of V' because they are unit vectors (as M preserves norms),
pairwise orthogonal (as M preserves angles) and linearly independent (as M
is invertible). Therefore, we can write

MU =UA

for some k x k matrix A, where £k = dim(V) is the number of columns of
U. Now A =UTMU and AAT = UTMUUTM*U. We claim that MUU?T =
UUTM. 1In fact, UUT is just the orthogonal projection onto V. If v € V,
then MUUTv = Mv = UUT Mw, since Mv € V as V is M-stable. If v € V+,
then MUUTv = M0 = 0 = UU" Mv since Mv € V* as well by Lemma, 7.
As UUTM and MUUT agree on both V and V*, they must be equal.

20



It follows that
AAT =UTMUUTMTU = UTUUTMMTU = UTUUTU =1,

so A is orthogonal, and therefore orthogonally diagonalizable by the Spectral
theorem [20]. Let us write A = X DX’ with X orthogonal and D diagonal,
so that AX = XD and MUX = UXD. Therefore the columns of UX
consitute a basis of V' which consists of eigenvectors of M . m

In general, this construction of a basis is rather complex, and may require
arbitrary matrix operations. However, the case of permutations is a lot
easier and more similar to that of SOMs; in particular, we can start from an
arbitrary vector in the space and use it to get a basis. We have the following

Lemma 10. Let M be a permutation matrix and let V' be an M -stable space.
Then V' admits an explicit basis consisting of eigenvectors of M.

Proof. We prove the statement by strong induction on the dimension of V.
The base case is zero-dimensional or one-dimensional spaces, for which the
statement is obviously true.

Let V be an M-stable space, and let k be such that M* = I (we can take
k to be the least common multiple of all the cycle lengths of the permutation
corresponding to M). The statement is trivial for £ = 1, so we can assume
that £ > 1. Let u € V be any non-zero vector. By M-stability, we have
M™u € V for any natural number m. Let 7 be the smallest positive integer
for which M7*!'u = w; such a j is guaranteed to exist because M*u = u.
Consider the set of vectors S, := {u, Mu, ..., Mu}. By construction, they
are guaranteed to be distinct; otherwise, if M%u = M”u with a # /3, then
Mle=Bly =y, and 0 < |a — B] < j.

Let wj1 = exp(2mi/(j+1)) be the (j+41)-th root of unity. For 0 < s < j,
consider the vector

J
v[u, s] == Z wfileu.
=0

We claim that the v[u, s] are eigenvectors of M and that they have the same
span as S,,.
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For the first statement, note that

J
Molu,s] = MY wiy,Mu
=0
J
o {s /+1
= E w;i M u
=0

J
_ s (t+1)s 5 re+1
= ijE Wiy M7 u
=0
= wipivlu, 8]
= w0y, s,

where the last equality follows from the fact that

J

j—1 J
(C+1)s p re+1, (L+1)s 5 re+1 G+Dsprj+1,, s gt
E Wit M u= E Wity M uFwiy M = E w;t M u+ u.
=0 =0 =1

For the second statement, we note that going from S, to {v[u,s]}_, is
just a discrete Fourier transform [21] on the set S,, which is an invertible
transformation, so the dimensionality of the underlying space is preserved.
Alternatively, one can directly verify that

J
Zw{ﬁv[u,s] = (j + 1) Mu.
s=0

We note in passing that this reduces to the case of SOMs when we take
k=2.

Lastly, let us extract a basis from the set {v[u, s]}/_,, and call this basis
B. Let V, be the span of B. Since B contains only eigenvectors of M, V,, is
M-stable. Therefore, we also have that V. is M-stable by Lemma 7, and
thus the intersection V' NV is also M-stable. Since its dimension is strictly
smaller than the dimension of V', it follows by the inductive hypothesis that
it has a basis containing only eigenvectors of M. Combinining this basis with
B gives such a basis for all of M, proving the desired statement. O]

4.4. Using Figenvectors To the Same FEigenvalue

Unfortunately, even a partial analog of Theorem 3 for general orthogonal
matrices or permutations is difficult to prove. The main challenge lies in the
condition

VI(B-AV =VT(B-A"V,
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which needs to be satisfied for arbitrary V' (the condition on V' coming from
UTU = I is a weak one), and this should not happen unless B — A is sym-
metric.

5. Conclusions

We have shown how to speed up the orthogonal algorithm for finding a
generalized median of three symmetric, orthogonal matrices so that it runs in
O(n®) time, where w is the matrix multiplication exponent, an improvement
over the originally proposed algorithm running in O(n“*!), where n is the
number of conserved regions among the genomes.

In closing, we would like to suggest two open questions to be explored in
future research:

e Can generalized medians be computed faster than O(n®) if the inputs
are either general or symmetric permutations?

e Can we show that some of the available algorithms for generalized me-
dians actually find a genome (a symmetric permutation matrix) if there
exists one that saturates the bound (i.e. scores exactly 5(A, B,C))?
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