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 a b s t r a c t

Graph Neural Networks (GNNs) are emerging as a transformative approach for predicting me-
chanical response in structures by naturally encoding unstructured finite element meshes as 
graphs. While traditional finite element analysis (FEA) provides trusted solutions for mechan-
ics problems, it encounters significant computational and scalability bottlenecks. Existing ma-
chine learning approaches using regular grids fail to capture the irregular nature of real-world 
meshes, whereas standard GNNs suffer from over-smoothing and limited long-range information 
propagation that compromise accuracy. To overcome these limitations, we present a Graph Trans-
former methodology that implements an encoder-processor-decoder framework augmented with a 
frequency-controlled hybrid local-global attention mechanism, which systematically bridges local 
mesh connectivity with global information awareness across the computational domain. Our ap-
proach integrates seamlessly with real-world FEA workflows through an automated FEM-to-GNN 
pipeline that converts FE simulations to graph representations and generates training datasets 
directly from commercial solvers, enabling rapid deployment across various engineering applica-
tions without manual preprocessing bottlenecks. We validate our approach on open holes Carbon 
Fibre Reinforced Polymer (CFRP) laminate plates under various loading conditions and geomet-
ric configurations, and extend validation to nonlinear woven composites exhibiting plasticity and 
progressive damage under shear-dominated loadings, employing systematic hyperparameter op-
timisation with Tree-structured Parzen Estimator (TPE) sampling and mesh convergence studies. 
The linear case demonstrates excellent predictive accuracy (𝑅2 = 0.98, 𝑅𝑀𝑆𝐸 = 0.00028) with 
70× speedup over equivalent-accuracy FEA and 58 − 64% reduction in training and validation 
loss compared to standard message-passing GNN architectures without attention mechanisms, 
while the nonlinear case achieves 𝑅2 = 0.97 (𝑅𝑀𝑆𝐸 = 0.0013) with 660× speedup.

1.  Introduction

Finite Element Analysis serves as the backbone of modern engineering design across virtually all industrial sectors, from civil 
infrastructure and biomedical devices to automotive and aerospace. It is a trusted mesh-based approach for addressing problems in-
volving partial differential equations [1], offering adaptive representations and optimising resource use by assigning higher resolution 
to areas demanding greater accuracy. However, FEA faces scalability and computational issues in large-scale applications, especially 
when various configurations need separate simulations and remeshing, resulting in high computational costs [2]. This challenge is 
notable in multiple critical engineering domains, for instance, in damage mechanics (where structures evolve as damage propagates), 
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Fig. 1. Unstructured mesh (right) represents better complex structures compared to structured mesh (left).

in topology optimisation (requiring thousands of design evaluations with full structural reanalysis [3]), and in real-time structural 
monitoring (where instantaneous assessment is essential but computationally prohibitive with traditional methods [4]).

Within this, Machine Learning with convolutional neural networks (CNNs) presents a promising avenue for accelerating sim-
ulations. However, traditional CNNs struggle with unstructured domains due to their reliance on regular grid representations [5] 
(Fig. 1), making them unsuitable for irregular meshes or complex geometries, unable to accommodate adaptive mesh refinement, and 
requiring interpolation that introduces approximation errors.

In this context, Graph Neural Networks emerge as a natural solution to overcome these limitations by effectively representing 
and processing data on graphs, learning optimisable transformations on graph attributes, and exploiting the graph topology [6,7]. 
Demonstrating this approach in practice, Pfaff et al. (2021) [8] developed a framework for learning mesh-based simulations using 
graph neural networks, showing that message-passing GNNs can learn complex physical behaviour on mesh-based graphs.

Moreover, GNNs substantially improve feature engineering, which involves creating informative input representations. Unlike 
Convolutional Neural Networks, which require manual construction of features suited to grid-based data, GNNs automatically aggre-
gate and integrate information from neighboring nodes to learn rich, relational, context-aware embeddings without manual interven-
tion [7].

Graph Neural Networks have been applied to predict mechanical responses in structural components and for material model-
ing. Maurizi et al. (2022) [9] demonstrated that GNN surrogates can predict full-field displacement, stress, and strain —capturing 
plasticity, wrinkling, and lattice post-buckling— across composites and metamaterials. Perera et al. (2022) [10] proposed a staged 
graph-neural surrogate that predicts Mode-I/II stress-intensity factors, identifies propagating tips, and advances crack fronts. Gulakala 
et al. (2024) [11] introduced a generative, graph-based framework that maps FE preprocessor inputs to nodal stress/strain fields. 
Storm et al. (2024) [12] developed a microstructure-aware GNN that predicts microscopic strains and, via an embedded constitutive 
model with homogenization, recovers macroscopic stresses for concurrent multiscale analysis. Würth et al. (2024) [13] introduced 
physics-informed MeshGraphNets that train directly on FEM residuals, solving non-stationary, nonlinear PDEs. Parisi et al. (2024) [14] 
developed physics-informed graph networks that incorporate conservation laws and constitutive equations to enhance physical con-
sistency, while Singh (2025) [15] proposed residual-constrained GNN architectures enforcing equilibrium and compatibility through 
auxiliary loss terms. Yacouti et al. (2025) [16] integrated image and graph-based representations—combining CNNs with GNNs—to 
predict microstructural stress fields in fibre composites.

Addressing boundary condition representation specifically, Fu et al. (2023) [17] introduced boundary-oriented node embeddings 
encoding constraint types through learned geometric features, while Black & Najafi (2022) [18] developed specialized attention 
mechanisms prioritizing boundary information propagation.

Despite these advances—comprehensively reviewed in [19]—the core issue is that traditional GNNs rely on local message passing: 
each node can only receive information from its immediate neighbors. To reach distant nodes, information must propagate through 
multiple hops [20]. In most engineering domains, this creates a fundamental problem: the mechanical behaviour can be influenced by 
distant features like boundary conditions and requires a global knowledge, but standard message-passing can only access information 
within a limited neighborhood edge distance, equal to the number of message-passing layers [20,21]. This limitation manifests in 
two specific ways. First, as information travels through many layers, it gets compressed and diluted—a phenomenon known as over-
squashing [22]. Second, capturing these long-range dependencies requires deep networks, which become expensive to train and prone 
to over-smoothing that washes out critical local details [23].

Transformers revolutionized natural language processing by introducing attention mechanisms that allow any token in a sequence 
to directly communicate with any other token, regardless of their positional distance [24]; this offers a promising opportunity.

Building on this transformer paradigm, in this work, our objective is to address these limitations by developing a novel Graph 
Transformer architecture for applied mechanics and engineering.

This paper is organized as follows: Section 2 presents the fundamental principles of Graph Neural Networks for mesh-based physics. 
Section 3 details our frequency-controlled hybrid local-global attention model architecture. Section 4 introduces our automated FEA-
to-GNN pipeline that seamlessly transforms real-world finite element simulations into graph-structured training data, eliminating 
manual preprocessing bottlenecks. Section 5 validates the methodology on strain field prediction for Carbon Fibre Reinforced Polymer 
(CFRP) laminates in open-hole tension specimens under linear elastic behavior. Section 6 extends validation to nonlinear woven fabric 
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Fig. 2. Mapping of a finite element mesh (blue lines, left) to a graph representation (orange nodes and black edges, right). (For interpretation of 
the references to colour in this figure legend, the reader is referred to the web version of this article.)

composites exhibiting plasticity and progressive damage under shear-dominated loading. Section 7 discusses the results obtained, and 
Section 8 draws our conclusions.

2.  Graph neural networks for mesh-based physics

Formally, a graph  = ( , ) consists of a finite set of nodes (vertices)  = {𝑣1, 𝑣2,… , 𝑣𝑛}, that represents entities, and a set of 
edges  ⊆  ×  , that represents pairwise relationships between entities. Each edge (𝑣,𝑤) ∈  represents a direct connection between 
the nodes 𝑣 and 𝑤. Graphs can be categorized as undirected, where the relationships are symmetric (meaning if there is a connection 
from 𝑣 to 𝑤, there is also one from 𝑤 to 𝑣), or directed, where the relationships are asymmetric (indicating a one-way connection). 
Additionally, graphs can be weighted, which quantifies the strength or capacity of the connections between nodes, or unweighted, 
where connections are treated as binary, indicating only the presence of a direct relationship [25,26].

Real-world systems are especially defined by entities and the relationships between them. As such, graphs provide a highly versatile 
and powerful framework for representing complex relationships, causality, and structures that are intrinsic to scientific problems.

This framework can be applied to a wide range of fields, spanning from molecular interactions [27] to social networks [28], neural 
circuits [29], and fluid dynamics [30].

For example, in the context of finite element analysis, meshes can be naturally represented as graphs [31], where individual mesh 
vertices act as nodes and the connectivity between elements forms the edges of the graph, as shown in Fig. 2.

Unlike Convolutional Neural Networks, which function on fixed neighborhood structures, Graph Neural Networks extend the 
concept of convolution to irregular topologies using message-passing mechanisms [6]. In this approach, each node sends and receives 
messages to and from its neighbors. As illustrated in Fig. 3, the process consists of three sequential operations: encoding, processing, 
and decoding.

• The encoding transforms raw node and edge features into latent representations through learnable transformations: 
𝐡(0)𝑣 = 𝑓𝜃ℎ (𝐗𝑣) (1)

𝐞(0)𝑣𝑤 = 𝑓𝜃𝑒 (𝐄𝑣𝑤) (2)

where 𝐗𝑣 ∈ ℝ𝑑𝑋  represents the raw feature vector for node 𝑣, 𝐄𝑣𝑤 ∈ ℝ𝑑𝐸  denotes the raw edge features between nodes 𝑣 and 𝑤, 
and 𝐡(0)𝑣 , 𝐞(0)𝑣𝑤 ∈ ℝ𝑑ℎ  are the resulting embeddings in a shared latent space of dimension 𝑑ℎ. The functions 𝑓𝜃ℎ  and 𝑓𝜃𝑒  are learnable 
functions (typically multilayer perceptrons [MLP]) with trainable parameters 𝜃ℎ and 𝜃𝑒 respectively.

• The processing propagates information through the graph via iterative message exchange between connected nodes. At each 
message passing layer 𝓁, three sequential steps are performed:

Step 1: Message computation – Each edge (𝑣,𝑤) computes a message by combining information from both connected nodes and 
the edge itself: 

𝐦(𝓁)
𝑤→𝑣 = 𝜙𝜃𝑚 (𝐡

(𝓁)
𝑣 ,𝐡(𝓁)𝑤 , 𝐞(𝓁)𝑣𝑤) (3)

where 𝐦(𝓁)
𝑤→𝑣 ∈ ℝ𝑑ℎ  is the message sent from node 𝑤 to node 𝑣 at layer 𝓁, and 𝜙𝜃𝑚  is a learnable function (typically an MLP) with 

parameters 𝜃𝑚.
Step 2: Message aggregation – Each node 𝑣 collects and combines all incoming messages from its neighbors: 

𝐦(𝓁)
𝑣 =

⨁

𝑤∈ (𝑣)
𝐦(𝓁)
𝑤→𝑣 (4)

where  (𝑣) = {𝑤 ∶ (𝑣,𝑤) ∈ } denotes the set of neighboring nodes, 𝐦(𝓁)
𝑣 ∈ ℝ𝑑ℎ  is the aggregated message for node 𝑣, and ⨁

represents a permutation-invariant aggregation function such as summation or mean pooling.
Step 3: Node state update – Each node updates its representation by combining its current state with the aggregated messages: 

𝐡(𝓁+1)𝑣 = 𝜓𝜃𝑢 (𝐡
(𝓁)
𝑣 ,𝐦(𝓁)

𝑣 ) (5)

where 𝜓𝜃𝑢  is a learnable update function (typically an MLP) with parameters 𝜃𝑢 that produces the new node representation 𝐡(𝓁+1)𝑣
for the next layer. This three-step process repeats for 𝐿 message-passing layers, enabling information to flow progressively across 
the graph structure.
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Fig. 3. Graph neural network for mesh-based physics architecture overview showing the three-stage encoder-processor-decoder framework. Input 
features (𝑥𝑖) are transformed through learnable transformations, processed via iterative message passing, and decoded to produce target predictions 
(𝑦𝑖).

• The decoding maps the refined embeddings to target predictions: 
𝐲̂𝑣 = 𝑔𝜃𝑑 (𝐡

(𝐿)
𝑣 ) (6)

where 𝐡(𝐿)𝑣 ∈ ℝ𝑑ℎ  is the final embedding for node 𝑣 after 𝐿 message-passing layers, 𝐲̂𝑣 ∈ ℝ𝑑𝑦  is the predicted output (with 𝑑𝑦
dimensions), and 𝑔𝜃𝑑  is an MLP with parameters 𝜃𝑑 .

The collective set of parameters Θ = {𝜃ℎ, 𝜃𝑒, 𝜃𝑚, 𝜃𝑢, 𝜃𝑑} constitutes the trainable weights that are optimised through gradient-based 
learning algorithms such as stochastic gradient descent or Adam optimisation [32] by minimizing the loss function: 

(Θ) = 1
||

∑

𝑣∈

(

𝑦̂𝑣 − 𝑦FEA𝑣
)2 (7)

where 𝑦̂𝑣 represents the predicted output from the GNN at node 𝑣 and 𝑦FEA𝑣  is the ground truth from finite element analysis, enabling 
the network to learn complex mappings from input graphs to desired outputs through supervised training on labeled data.

3.  Frequency-controlled hybrid local global attention model architecture

This section describes our proposed architecture, which adopts the three-stage encoder-processor-decoder framework from Mesh-
GraphNets [8] and extends it with a frequency-controlled hybrid attention mechanism. In contrast to standard attention-based GNN 
operators such as GAT [33] and GATv2 [34], which apply attention exclusively at the local edge level over one-hop neighborhoods, 
our mechanism systematically couples local neighborhood attention with periodic global attention to enable direct long-range inter-
actions across the computational domain. Fig. 4 provides a comprehensive instantiation that will be used in Section 5.

The encoder transforms raw node and edge features into unified latent representations through learnable MLPs: 
𝐡(0)𝑣 = MLP𝜃ℎ (𝐗𝑣), 𝐞(0)𝑣𝑤 = MLP𝜃𝑒 (𝐄𝑣𝑤) (8)

where each module consists of three linear layers with Parametric Rectified Linear Unit (PReLU) activation functions and dropout 
regularization, followed by a layer for normalization for stable training dynamics.

The processor implements an advanced message-passing framework that performs three sequential operations repeated for 𝐿
layers: message computation, message aggregation, and node state updating.

For message computation, the message that node 𝑣 exchanges with node 𝑤 is the updated edge embedding, computed as: 
𝐦(𝓁)
𝑤→𝑣 = 𝐞(𝓁+1)𝑤𝑣 = MLP𝜃𝑚 ([𝐡

(𝓁)
𝑤 ‖𝐡(𝓁)𝑣 ‖𝐞(𝓁)𝑤𝑣]) + 𝐞(𝓁)𝑤𝑣 (9)

where ‖ denotes concatenation. This operation combines the current latent representations of the source node (𝐡(𝓁)𝑤 ), target node 
(𝐡(𝓁)𝑣 ), and their connecting edge (𝐞(𝓁)𝑤𝑣), processing them through a multi-layer perceptron with a residual connection.

In the node updates, we exploit a local attention mechanism that assigns relative importance to neighbouring nodes based on 
learned compatibility scores. For each node 𝑣, attention coefficients are computed through: 

𝛼(𝓁)𝑤𝑣 = softmax𝑤∈ (𝑣)

(

MLP𝜃𝛼 ([𝐡
(𝓁)
𝑤 ‖𝐡(𝓁)𝑣 ‖𝐞(𝓁)𝑤𝑣])

)

(10)

where the softmax normalization ensures that ∑𝑤∈ (𝑣) 𝛼
(𝓁)
𝑤𝑣 = 1. Each node 𝑣 updates its representation through: 

𝐡(𝓁+1)𝑣 = MLP𝜃𝑢

(

[𝐡(𝓁)𝑣 ‖

∑

𝑤∈ (𝑣)
𝛼(𝓁)𝑤𝑣𝐞

(𝓁+1)
𝑤𝑣 ]

)

+ 𝐡(𝓁)𝑣 (11)
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Fig. 4. Illustration of a possible instantiation of the proposed frequency-controlled hybrid local-global attention model. This particular instantiation 
is used in Section 5. The encoder uses parallel MLPs with PReLU activations and layer normalization to transform node and edge features. The 
processor employs iterative message-passing with local attention and global attention every M layers. The decoder generates predictions through 
an MLP. A supplementary video animation illustrating the complete inference pipeline is available online (Video S1).

processing its current state alongside the attention-weighted aggregation of neighboring messages through a multi-layer perceptron 
with residual connections.

Global attention is applied with a tailored frequency every 𝑀 message-passing layers to enable direct long-range interactions. 
Following the transformer architecture [24], the attention mechanism employs the Query-Key-Value paradigm where queries repre-
sent “what information is being sought,” keys represent “what information is available,” and values contain “the actual information 
to be aggregated.” This framework enables each node to selectively attend to all other nodes based on learned compatibility between 
queries and keys [35]. The mechanism operates as follows: 

𝐐(𝓁) = 𝐇(𝓁)𝐖𝑄, 𝐊(𝓁) = 𝐇(𝓁)𝐖𝐾 , 𝐕(𝓁) = 𝐇(𝓁)𝐖𝑉 (12)

𝐀(𝓁) = softmax

(

𝐐(𝓁)(𝐊(𝓁))𝑇
√

𝑑ℎ

)

𝐕(𝓁) (13)

𝐡̃(𝓁)𝑣 = 𝐡(𝓁)𝑣 + 𝛼global ⋅ 𝐀(𝓁)
𝑣 (14)

where 𝐇(𝓁) = [𝐡(𝓁)𝑣1 ,𝐡
(𝓁)
𝑣2 ,… ,𝐡(𝓁)𝑣𝑁 ]

𝑇 ∈ ℝ𝑁×𝑑ℎ  contains all node embeddings at layer 𝓁, 𝐖𝑄,𝐖𝐾 ,𝐖𝑉 ∈ ℝ𝑑ℎ×𝑑ℎ  are learnable projection 
matrices for queries, keys, and values respectively, and 𝛼global controls the mixing coefficient between local and global information.

The decoder maps the enriched final node embeddings to strain predictions through an MLP with PReLU activations and dropout, 
producing target predictions. 

𝜀̂𝑥𝑥,𝑣 = MLP𝜃𝑑 (𝐡
(𝐿)
𝑣 ) for 𝑣 ∈  (15)
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Fig. 5. Automated FEA-to-GNN pipeline that, given an engineering problem, creates a group of problems and solutions tensors that constitute the 
training dataset to train the Graph Neural Networks.

4.  Automated FEA-to-GNN pipeline for surrogate model generation

Traditional surrogate modeling suffers from a critical preprocessing bottleneck: the extensive manual effort required to transform 
finite element data into machine learning-compatible formats [36]. While GNNs naturally represent mesh structures as graphs, reduc-
ing feature engineering complexity [7], a systematic framework for bridging typical FEA software with GNN architectures remains 
essential.

We developed an automated pipeline that transforms FEA simulations into GNN training data, systematically mapping the tradi-
tional input-solver-output workflow to supervised learning’s problem-solution paradigm. Abaqus [37] was selected for this implemen-
tation due to its comprehensive material models, user-defined subroutine capabilities, interpretable input file format, and integrated 
Python scripting environment.

As shown in Fig. 5, the pipeline operates through integrated stages that seamlessly bridge the ‘FEA paradigm’ and ‘GNN paradigm’. 
The ‘samples generator’ creates diverse training configurations through automated Python scripting within Abaqus CAE, systemat-
ically varying the desired design parameters, examples may include geometric parameters (hole size, plate dimensions), loading 
conditions (displacement magnitude, boundary locations), and material properties to span the design space and generate a large 
number of input files (.inp).

The ‘FEA solver’ executes these configurations automatically, producing output databases (.odb) that contain the complete me-
chanical response field. The pipeline then performs an input file parsing, extracting model and mesh features to construct the ‘problems 
tensor’, while processing the output database to extract target predictions, creating the ‘solutions tensor’. More details on this oper-
ation are given in Appendix A. Finally, the ‘GNN training’ utilizes these paired problem-solution tensors to train the Graph Neural 
Network.

5.  Implementation and validation of graph transformers for CFRP strain field prediction on a linear elastic laminate

5.1.  Problem setup and samples generation

We apply our method presented in Section 3 for predicting longitudinal strain fields (𝜀𝑥𝑥) in CFRP open-hole tension plates under 
uniaxial loading. As shown in Fig. 6, plate dimensions are randomly sampled with both length (𝓁) and height (ℎ) ranging uniformly 
from 100 to 200mm. Hole geometry includes two components: hole radius (𝑟) varying uniformly between 10 and 20mm, and position 
(𝑥𝑐 and 𝑦𝑐) defined by factors ranging from 0.3 to 0.7 of the plate dimensions from each edge. Applied displacement (𝑢) magnitude 
varies from 1 to 2mm. This parametric combination generates 500 distinct samples. The layup configuration maintains a symmetric 
[

0◦∕ 45◦∕ 90◦∕−45◦
]

𝑠 stacking sequence with uniform 0.25mm ply thickness. Boundary conditions are standardized with full encastre 
(fixed) constraints applied to the left edge and uniaxial displacement loading on the right edge. Mesh generation employs triangular 
shell elements with adaptive sizing targeting approximately 1000 elements per model.

5.2.  Feature engineering

Node features must incorporate both geometric and physical information relevant to strain field prediction. For this reason, each 
node 𝑣 in the graph is characterized by the following six-dimensional feature vector: 

𝐗𝑣 = [𝑥𝑣, 𝑦𝑣, 𝕀fixed, 𝕀hole, 𝕀displaced, 𝑢applied]𝑇 (16)

where the spatial coordinates (𝑥𝑣, 𝑦𝑣) provide geometric context, while the binary indicators encode boundary condition information: 
𝕀fixed ∈ {0, 1} identifies nodes with encastre constraints, 𝕀hole ∈ {0, 1} marks nodes on the circular hole boundary, and 𝕀displaced ∈ {0, 1}
identifies nodes subject to prescribed displacement loading. If 𝕀displaced is equal to one, then the scalar 𝑢applied represents the magnitude 
of applied displacement on the given node.

For each edge connecting nodes 𝑣 and 𝑤, the feature vector is: 
𝐄𝑣𝑤 = [𝑥𝑣 − 𝑥𝑤, 𝑦𝑣 − 𝑦𝑤, ‖𝐫𝑣𝑤‖2]𝑇 (17)

where (𝑥𝑣 − 𝑥𝑤, 𝑦𝑣 − 𝑦𝑤) represent the relative displacement vector components providing directional information, and ‖𝐫𝑣𝑤‖2 is the 
Euclidean distance encoding edge length.
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Fig. 6. CFRP open-hole tension plate configuration showing the variable features in red: length (𝓁), height (ℎ), hole radius (𝑟) and position (𝑥𝑐
and 𝑦𝑐), and loading conditions (𝑢), and the fixed variable features in blue: fixed boundaries on the left side of the plate. (For interpretation of the 
references to colour in this figure legend, the reader is referred to the web version of this article.)

Table 1 
Optimal Hyperparameter Configu-
ration obtained by tuning.
 Hyperparameter  Value
 Layers  6
 Attention Frequency  3
 Batch Size  4
 Hidden Dimensions  48
 Dropout  0.253
 Optimizer  Adam
 LR Decay Step  46
 LR Decay Rate  0.668
 Weight Decay 1.07 × 10−5

 Learning Rate 8.24 × 10−4

Target variables represent the longitudinal strain field extracted from finite element analysis results: 
𝑦𝑣 = 𝜀𝑥𝑥,𝑣 (18)

Feature normalization is applied using training set statistics to ensure stable gradient propagation and improved convergence: 

𝐗̃𝑣 =
𝐗𝑣 − 𝝁𝑥

𝝈𝑥
, 𝐄̃𝑣𝑤 =

𝐄𝑣𝑤 − 𝝁𝑒
𝝈𝑒

(19)

where 𝝁 and 𝝈 represent the mean and standard deviation computed over the dataset.

5.3.  Hyperparameter optimisation

Systematic hyperparameter tuning was performed using Optuna [38] with Tree-structured Parzen Estimator sampling. The search 
space included the Number of message-passing Layers, Attention Frequency, Batch Size, Hidden Dimension, Dropout Rate, Optimizer, 
LR Decay Step, Learning Rate Decay Rate, Learning Rate, and Weight Decay. A total of 100 trials were conducted to explore the 
hyperparameter landscape.

As shown in Fig. 7, the optimisation analysis revealed that the convergence history shows rapid initial improvement within 20
trials, achieving the best validation loss of 0.2621 at trial 93 (Fig. 7a), whereas the learning rate sensitivity analysis reveals optimal 
performance around 8 × 10−4, with clear performance degradation at higher learning rates (Fig. 7b). Parameter importance analysis 
identifies learning rate and batch size as the most influential factors, contributing over 50% of performance variance (Fig. 7c). The 
validation loss distribution demonstrates a bimodal pattern, with well-configured trials clustering below 0.4 and suboptimal con-
figurations above 0.5 (Fig. 7d). Table 1 presents the final optimal hyperparameter configuration identified through the systematic 
optimisation process.

5.4.  Results

Fig. 8 shows a representative prediction, where our model effectively predicted the longitudinal strain patterns around hole 
boundaries as evidenced by the close correspondence between actual (Fig. 8a) and predicted (Fig. 8b) strain fields, with minimal 
errors (Fig. 8c). Quantitative analysis reveals excellent model accuracy: the correlation plot in Fig. 9 demonstrates a coefficient of 
determination 𝑅2 = 0.9857 with root mean square error (𝑅𝑀𝑆𝐸) of 0.00028. The regression line closely follows the ideal diagonal, 
indicating minimal systematic bias and excellent predictive capability across the full strain range.
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Fig. 7. Validation performance is governed by a narrow operating regime, largely determined by learning rate and batch size. Systematic tuning 
including the attention frequency leads to large, reproducible gains and a favorable accuracy-cost trade-off.

Fig. 8. Strain field prediction for CFRP open-hole tension specimen showing minimal deviations in prediction error.
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Fig. 9. Predicted vs. actual strain correlation plot demonstrating excellent model accuracy and minimal deviation from the ideal diagonal line.

Fig. 10. Training and validation loss comparison between standard and attention models clearly demonstrates the benefit of attention in enabling 
continued learning and improved convergence.

To highlight the benefit of the proposed frequency-controlled hybrid local-global attention mechanism, we conducted an ablation 
study comparing the full model against a baseline variant without attention, as shown in Fig. 10. The baseline was independently 
optimized through Bayesian hyperparameter search with expanded capacity, namely message-passing layers in [6, 24] (versus 6 for the 
attention model) and hidden dimensions in [32, 96] (versus 48 for the attention model), selecting 18 layers and 48 hidden dimensions. 
The standard model’s training progression shows both training and validation losses plateau at relatively high values (training loss 
≈ 0.37, validation loss ≈ 0.40) after initial convergence around epoch 200. This plateau indicates the model’s limited capacity to 
capture complex strain field patterns due to oversmoothing and information propagation bottlenecks.

In contrast, our local-global attention model achieves training and validation losses of 0.13 and 0.17 respectively—representing 
a 58% and 64% reduction compared to the baseline. Despite triple the layer count, the baseline reaches RMSE = 0.00145 versus 
0.000272 for the attention model (5.3× higher error) while requiring 16.53ms inference versus 2.5ms (6.6× slower). This demonstrates 
that attention provides fundamental architectural advantages beyond what deeper message-passing networks can achieve through 
hyperparameter tuning alone.

5.5.  Mesh convergence study

Following McGreivy et al. [39], we conduct a mesh convergence study to establish a rigorous performance baseline. This bench-
marking framework specifies two principles: (1) compare methods at equal accuracy or equal runtime, and (2) compare against 
efficient numerical implementations rather than suboptimal baselines.

To satisfy the first principle, we generate FEA models at varying mesh densities and compute RMSE against the finest reference 
solution. Fig. 11 shows this convergence analysis identifies the coarsest mesh achieving accuracy comparable to our GNN (RMSE 
≈ 0.00028). The equivalent-accuracy FEA mesh requires 0.25 s per solve, while GNN inference completes in 3.5ms—a 70× speedup at 
matched accuracy.

For the second principle, our FEA baseline employs efficient solution strategies: direct sparse solvers for linear equilibrium and 
3-node triangular shell elements (S3 in Abaqus) suitable for thin composite plates. The complete computational investment comprises 
150 s for dataset generation (500 samples on a single Intel Xeon w9-3495X CPU core) and 25min for model training (NVIDIA RTX 
A2000 12GB GPU).
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Fig. 11. Mesh convergence analysis comparing FEA solution accuracy against mesh refinement and GNN prediction accuracy. The equivalent mesh 
that achieves an RMSE comparable to the GNN is identified.

Fig. 12. Computational overhead scales linearly with attention frequency, validating theoretical complexity predictions.

Table 2 
Operation count breakdown for varying attention frequencies.
 Global Attention Calls  Message Passing (M)  Global Attention (M)  Total Operations (M)
 0 calls  41.5  0.0  41.5
 1 call  41.5  48.0  89.5
 2 calls  41.5  96.0  137.5
 3 calls  41.5  144.0  185.5
 6 calls  41.5  288.0  329.5

5.6.  Computational complexity analysis

The frequency-controlled attention mechanism introduces a trade-off between expressivity and computational cost. Each global 
attention layer scales as 𝑂(𝑁2 ⋅ 𝑑ℎ), compared to 𝑂(𝐸 ⋅ 𝑑2ℎ) for message-passing, where 𝑁 is the number of nodes and 𝐸 the number 
of edges. Crucially, the frequency parameter 𝑀 controls how often attention is invoked: with 𝐿 total layers and attention applied 
every 𝑀 layers, the number of attention calls is 𝐾 = ⌊𝐿∕𝑀⌋, yielding total complexity 𝑂(𝐿 ⋅ 𝐸 ⋅ 𝑑2ℎ +𝐾 ⋅𝑁2 ⋅ 𝑑ℎ).

Fig. 12 shows empirical training times on the meshes used in this study, confirming that overhead scales linearly with attention 
frequency—from 1× (no attention) to 3.9× (attention every layer). At the optimal configuration (𝑀=3, i.e., 𝐾=2 attention calls), the 
overhead is 1.92×, which delivers substantial accuracy gains at acceptable cost for the mesh sizes considered here.

Table 2 provides a breakdown of operation counts, showing that attention layers contribute up to 70% of total operations at higher 
frequencies. The frequency parameter 𝑀 thus provides direct control over the accuracy–cost trade-off: reducing attention frequency 
maintains the architectural benefits while controlling computational overhead. For the moderate-sized meshes in this study, the 
computational overhead remains practical. For larger meshes, Section 7 discusses how the frequency-controlled design is compatible 
with efficient attention implementations that preserve the same trade-off at scale.

Computer Methods in Applied Mechanics and Engineering 452 (2026) 118753 

10 



L. Patrignani and S.T. Pinho

Table 3 
Material properties for woven fabric 
composite [41].
 Property  Symbol  Value
 Elastic 𝐸1 , 𝐸2 27.5GPa

𝜈12 0.11
𝐺12 2.9GPa

 Strength 𝑋±
1 , 𝑋

±
2 604, 291MPa

𝑆 75MPa
 Damage 𝐺±

𝐼𝑓 20438 J∕m2

𝐺±
𝐼𝐼𝑓 4625.7 J∕m2

𝛼12 , 𝑑max
12 0.32, 0.21

 Plasticity 𝜎̃𝑦0 75MPa
𝐶, 𝑝 800, 0.552

 Failure 𝑑max , 𝜀
𝑝𝑙
max 0.4, 0.18

6.  Implementation and validation of graph transformers for strain field prediction on a nonlinear woven-fabric composite

6.1.  Problem formulation and material model

To demonstrate generalization beyond linear elasticity, we validate the framework on woven-fabric composites exhibiting shear-
dominated plasticity and progressive damage. The constitutive model [40] employs orthotropic damaged elasticity with independent 
damage variables 𝑑1 and 𝑑2 for fiber fracture along the warp and weft directions, and 𝑑12 for matrix microcracking under shear. The 
total strain decomposes as 𝜺 = 𝜺el + 𝜺pl, where plasticity is confined to the shear component (𝜀pl12). Denoting the in-plane stress vector 
as 𝝈 = [𝜎11, 𝜎22, 𝜏12]𝑇 , the elastic strain–stress relation is

𝜺el =

⎡

⎢

⎢

⎢

⎢

⎣

1
(1−𝑑1)𝐸1

− 𝜈12
𝐸1

0

− 𝜈21
𝐸2

1
(1−𝑑2)𝐸2

0

0 0 1
2(1−𝑑12)𝐺12

⎤

⎥

⎥

⎥

⎥

⎦

𝝈,

where damage degrades only the diagonal stiffness terms. For fiber-dominated modes (𝛼 = 1, 2), damage initiates when the stress 
reaches the tensile or compressive strength: 𝜎𝛼 ≥ 𝑋+

𝛼  (tension) or |𝜎𝛼| ≥ 𝑋−
𝛼  (compression). Once initiated, damage evolves according 

to the history variable

𝑟𝛼(𝑡) = max
0≤𝜏≤𝑡

𝜙𝛼(𝜏), 𝜙𝛼(𝜏) =
𝜎̃𝛼(𝜏)
𝑋𝛼

,

where 𝜎̃𝛼 = 𝜎𝛼∕(1 − 𝑑𝛼) is the effective stress, and the evolution law

𝑑𝛼 = 1 − 1
𝑟𝛼

exp
(

−𝐴𝛼(𝑟𝛼 − 1)
)

, 𝑑̇𝛼 ≥ 0.

The parameter 𝐴𝛼 is computed from the fracture energy 𝐺𝛼𝑓 , the elastic energy density at initiation 𝑔𝛼0 = 𝑋2
𝛼∕(2𝐸𝛼), and the char-

acteristic length 𝐿𝑐 . Yielding initiates when the shear stress reaches the initial shear yield strength 𝜎̃𝑦0, and follows the hardening 
law

|𝜏12| = 𝜎̃𝑦0 + 𝐶
(

𝜀̄pl12
)𝑝,

where 𝐶 and 𝑝 are hardening parameters (Table 3). Shear damage initiates when the effective shear stress reaches the shear strength 
𝑆, i.e. when 𝜙12 = 𝜎̃12∕𝑆 = 1, and evolves according to 𝑟12(𝑡) = max0≤𝜏≤𝑡 𝜙12(𝜏) via

𝑑12 = min(𝛼12 ln 𝑟12, 𝑑max
12 ).

To maximize shear nonlinearity, we employ a [45∕−45]𝑠 symmetric layup with four 0.25mm plies. Under uniaxial tension applied at 
the laminate level, this off-axis configuration induces shear-dominated loading within each ply’s local coordinate system, activating 
both plasticity and progressive damage mechanisms. The material properties used for this case study  [41] are summarized in Table 3.

The geometric configuration mirrors Section 5; we generated 500 samples using the automated pipeline described in Section 4 
with identical feature engineering.

6.2.  Hyperparameter optimization

We performed systematic hyperparameter optimization following the approach established in Section 5.3, employing Optuna with 
Tree-structured Parzen Estimator sampling over the same search space. Fig. 13 shows the optimization achieved the best validation 
loss of 0.250 at trial 46. Table 4 presents the optimal configuration.
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Fig. 13. Validation performance is governed by a narrow operating regime, largely determined by hidden dimensions. Systematic tuning including 
the attention frequency leads to large, reproducible gains and a favorable accuracy-cost trade-off.

Table 4 
Optimal Hyperparameter Configu-
ration obtained by tuning.
 Hyperparameter  Value
 Layers  5
 Attention Frequency  4
 Batch Size  4
 Hidden Dimensions  128
 Dropout  0.218
 Optimizer  Adam
 LR Decay Step  55
 LR Decay Rate  0.701
 Weight Decay 9.73 × 10−5

 Learning Rate 3.88 × 10−4

6.3.  Results

Fig. 14 shows a representative prediction demonstrating close correspondence between actual (Fig. 14a) and predicted (Fig. 14b) 
strain fields, with minimal errors (Fig. 14c). Quantitative analysis reveals 𝑅2 = 0.9707 with 𝑅𝑀𝑆𝐸 = 0.0013 (Fig. 15). The regression 
line closely follows the ideal diagonal, indicating minimal systematic bias across the full strain range.

Moreover, Fig. 16 demonstrates the model’s capability to predict different strain localization patterns across diverse scenarios.
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Fig. 14. Strain field prediction for a nonlinear composite woven showing minimal deviations in prediction error.

Fig. 15. Predicted vs. actual strain correlation plot demonstrating excellent model accuracy and minimal deviation from the ideal diagonal line.

6.4.  Mesh convergence study

Following the same benchmarking methodology (McGreivy et al. [39]), Fig. 17 shows RMSE versus degrees of freedom against the 
finest reference solution. The equivalent-accuracy FEA mesh (RMSE ≈ 0.0013) requires 9 s per solve, while GNN inference completes 
in 5.03ms—a 660× speedup at matched accuracy.

Our FEA baseline employs efficient nonlinear solution strategies: Newton-Raphson iteration with line search for equilibrium 
convergence, automatic time stepping based on convergence rates, and S3 triangular shell elements providing thin-shell kinematics 
with plasticity and continuum damage mechanics in Abaqus/Standard. The complete computational investment comprises 75min for 
dataset generation (500 samples on a single Intel Xeon w9-3495X CPU core) and 55min for model training (NVIDIA RTX A2000 12GB 
GPU).

7.  Discussion

The model attains excellent predictive accuracy (Fig. 15) while preserving high fidelity and significantly outperforms standard 
message-passing GNNs (Fig. 10).

Beyond accuracy, the computational analysis (Section 5.6) shows that applying global attention every 𝑀 layers with low mixing 
weights yields a favorable accuracy–cost trade-off (Fig. 12), consistent with attention dominating operations at higher frequencies 
(Table 2). Moreover, for scaling to larger structures, as we use standard dot-product attention, the architecture allows for:

• integrating kernel-optimized backends such as FlashAttention-2 [42], which reduces memory access while maintaining full atten-
tion computation (achieving 2 − 5× speedups), and

• approximate attention patterns (e.g., sparse/blockwise [43,44], adaptive spans [45], Longformer [46], Linformer [47], Re-
former [48], Ring Attention [49]) that strategically limit candidate selection while preserving essential long-range dependencies 
based on a learned compatibility.
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Fig. 16. Predicted (top row) versus actual (bottom row) strain fields across three test samples. The model is able to predict different localization 
patterns in different scenarios. Colour scales omitted for clarity; colours indicate relative strain patterns only.

Fig. 17. Mesh convergence analysis comparing FEA solution accuracy against mesh refinement and GNN prediction accuracy. The equivalent mesh 
that achieves an RMSE comparable to the GNN is identified.

The potential to use drop-in kernel backends and compatible architectural variants supports the conclusion that the proposed 
frequency-controlled scheme can effectively scale to larger structures.

Moreover, the field-based training paradigm (Fig. 5) reveals a key architectural advantage: because the model learns from dis-
placement/strain fields as supervision targets, any experimentally measured field data can be directly used for training without 
preprocessing or mesh alignment constraints. This design choice—validated through our FEA training—positions the methodology 
as naturally compatible with experimental measurements, providing a direct pathway to experimental training and validation.

In this work we deliberately focus the validation on single-component strain prediction (𝜀𝑥𝑥) under fixed boundary conditions on 
2D plate geometries, using quasi-static implicit solutions for the linear case and explicit dynamic solutions for the nonlinear case. This 
design choice allows us to isolate and assess the core contribution of the proposed architecture. Given the demonstrated effectiveness 
across diverse material behaviors—from linear elasticity to nonlinear plasticity and progressive damage—the framework is well-
positioned for extensions to multi-component fields, 3D domains, variable boundary conditions, physics-informed constraints, and 
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auto-regressive formulations for path-dependent loading. Alternative approaches based on neural operators [50] offer complemen-
tary strategies for cross-condition generalization through continuous function-space representations, though they require coordinate 
transformations that our graph-based method avoids through direct mesh compatibility. Pursuing these directions would require 
dedicated developments, such as, but not limited to, expanded decoders, conditional encodings, equilibrium-residual constraints, or 
recurrent formulations.

8.  Conclusions

GNNs are a powerful tool that allows using ML on unstructured meshes represented as graphs; however, this mechanism fails 
in deep meshes as the information propagated is diluted and the overall predictions can become oversmoothed, leading to poor 
performance. To overcome these limitations, we propose a novel Graph Transformer methodology that augments message passing 
GNN with a frequency-controlled hybrid local-global attention mechanism, to bridge local mesh connectivity with global information 
awareness across the computational domain. Our key conclusions are:

• the frequency-controlled hybrid local-global attention mechanism addresses information propagation bottlenecks in Graph Neural 
Networks for predicting mechanical response in materials, demonstrated by a 58 − 64% reduction in training and validation loss 
compared to independently optimized standard message-passing GNNs without attention;

• GNNs can successfully predict strain fields in complex materials (laminated, orthotropic) while conforming to complex shapes, 
achieving excellent predictive accuracy for both linear elastic laminates (𝑅2 = 0.98, 𝑅𝑀𝑆𝐸 = 0.00028, 70× speedup) and non-
linear woven composites exhibiting plasticity and progressive damage (𝑅2 = 0.97, 𝑅𝑀𝑆𝐸 = 0.0013, 660× speedup), at equivalent 
accuracy compared to finite element analysis, while maintaining high fidelity in capturing strain concentrations around geometric 
discontinuities;

• the frequency-controlled hybrid attention offers a tunable accuracy-cost trade-off; in combination with efficient attention imple-
mentations, it enables in principle, practical scaling to larger structures;

• the automated FEM-to-GNN pipeline eliminates preprocessing bottlenecks and enables seamless integration with existing com-
mercial finite element workflows, removing key adoption barriers for engineering disciplines; and

• the architecture is directly compatible with experimentally measured field data on arbitrary meshes, with demonstrated success 
on 2D geometries motivating future extensions such as multi-component fields, 3D domains, variable boundary conditions, and 
physics-informed constraints.
We consider the methodology proposed herein to be a promising strategy for ML applications in mechanics and engineering, 

and a catalyst for democratizing accelerated mechanical analysis, iterative design, and ultimately accelerating innovation across 
engineering disciplines.
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Appendix A.  Details of FEA-to-GNN pipeline

This section provides a detailed implementation of the automated pipeline’s core operations: input file parsing for graph construc-
tion, FEA solver execution, and output processing for target tensor generation.

The input file parsing stage transforms Abaqus .inp files into graph-structured data through systematic keyword-based information 
extraction, for instance:
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• From *NODE keywords, we extract vertex coordinates (𝑥𝑣, 𝑦𝑣, 𝑧𝑣) that define the spatial positioning of node 𝑣 in the computational 
domain.

• From *ELEMENT keywords, we extract connectivity patterns that establish relationships between nodes (e.g., nodes 𝑣 and 𝑤) 
to form graph edges (𝑣,𝑤). For example, a quadrilateral element connecting nodes {1, 2, 3, 4} is mapped to generate edges 
{(1, 2), (2, 3), (3, 4), (4, 1)}.

• From *BOUNDARY keywords, we extract constraint and loading specifications that encode boundary conditions (e.g., node 𝑣 fixed 
in 𝑥-direction with prescribed displacement).

The FEA solver execution stage processes all generated input configurations through Abaqus/Standard, producing output databases 
(.odb files) containing, for instance, displacements, strains, and stresses across the structural domain.
The output processing stage maps target fields from output dataset files to the solutions tensor through Python scripting in Abaqus 
with systematic database queries.

This integrated pipeline generates three fundamental tensor structures that constitute the machine learning dataset:

• Node tensor:  ∈ ℝ𝑆×𝑁max×𝑑𝑋  encodes nodal information across all 𝑆 samples, where 𝑁max represents the maximum number of 
nodes across all samples and 𝑑𝑋 denotes the node feature dimensionality. For sample 𝑠: 

 [𝑠, ∶, ∶] =

⎡

⎢

⎢

⎢

⎢

⎢

⎣

𝑋(𝑠)
1,1 𝑋(𝑠)

1,2 ⋯ 𝑋(𝑠)
1,𝑑𝑋

𝑋(𝑠)
2,1 𝑋(𝑠)

2,2 ⋯ 𝑋(𝑠)
2,𝑑𝑋

⋮ ⋮ ⋱ ⋮
𝑋(𝑠)
𝑁max ,1

𝑋(𝑠)
𝑁max ,2

⋯ 𝑋(𝑠)
𝑁max ,𝑑𝑋

⎤

⎥

⎥

⎥

⎥

⎥

⎦

(A.1)

where 𝑋(𝑠)
𝑣,𝑖  represents spatial coordinates, geometric indicators, and boundary condition specifications for node 𝑣 in sample 𝑠. 

Configurations with fewer than 𝑁max nodes employ zero-padding for tensor uniformity.
• Edge tensor:  ∈ ℝ𝑆×𝑀max×𝑑𝐸  represents connectivity and geometric relationships across all samples, where 𝑀max denotes the 
maximum number of edges and 𝑑𝐸 specifies edge feature dimensionality. For sample 𝑠: 

 [𝑠, ∶, ∶] =

⎡

⎢

⎢

⎢

⎢

⎣

𝑖(𝑠)1 𝑗(𝑠)1 ‖𝐫1‖(𝑠) 𝑟(𝑠)𝑥,1 𝑟(𝑠)𝑦,1 ⋯

𝑖(𝑠)2 𝑗(𝑠)2 ‖𝐫2‖(𝑠) 𝑟(𝑠)𝑥,2 𝑟(𝑠)𝑦,2 ⋯

⋮ ⋮ ⋮ ⋮ ⋮ ⋱
𝑖(𝑠)𝑀max

𝑗(𝑠)𝑀max
‖𝐫𝑀max

‖

(𝑠) 𝑟(𝑠)𝑥,𝑀max
𝑟(𝑠)𝑦,𝑀max

⋯

⎤

⎥

⎥

⎥

⎥

⎦

(A.2)

where indices 𝑖 and 𝑗 specify the nodes forming edge 𝑘, ‖𝐫𝑘‖(𝑠) encodes edge length, and (𝑟(𝑠)𝑥,𝑘, 𝑟
(𝑠)
𝑦,𝑘) represent directional compo-

nents. Samples with fewer edges utilize zero-padding for tensor uniformity.
• Target tensor:  ∈ ℝ𝑆×𝑁max×𝑑𝑦  contains mechanical response fields extracted from FEA output databases, where 𝑑𝑦 represents 
the dimensionality of output variables. For sample 𝑠: 

 [𝑠, ∶, ∶] =

⎡

⎢

⎢

⎢

⎢

⎢

⎣

𝑦̂(𝑠)1,1 ⋯ 𝑦̂(𝑠)1,𝑑𝑦
𝑦̂(𝑠)2,1 ⋯ 𝑦̂(𝑠)2,𝑑𝑦
⋮ ⋱ ⋮

𝑦̂(𝑠)𝑁max ,1
⋯ 𝑦̂(𝑠)𝑁max ,𝑑𝑦

⎤

⎥

⎥

⎥

⎥

⎥

⎦

(A.3)

representing ground truth field values.

The framework also incorporates the capability to produce structured mesh datasets suitable for CNN algorithms such as U-Net [51]. 
This allows for an objective evaluation of performance metrics between methodologies using ML on structured (CNNs) and unstruc-
tured (GNN) meshes.

The automated architecture significantly reduces the time required for extensive manual preprocessing from several weeks to a 
matter of hours, thereby facilitating swift investigations into mechanics challenges utilizing consistent GNN models.

The modular design facilitates extension to other FEA packages, maximizing practical impact across real-world workflows.

Supplementary material

Video S1: Animation of the GNN inference pipeline for strain field prediction. The video illustrates: (1) finite element mesh input, 
(2) encoding of node features into latent space representations, (3) iterative message passing with local attention, (4) periodic global 
attention, and (5) decoding to produce the predicted longitudinal strain field (𝜀𝑥𝑥). Supplementary material associated with this 
article can be found in the online version at 10.1016/j.cma.2026.118753
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