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Abstract

M ACHINE learning (ML) systems often rely on data collected from untrusted sources,

such as humans or sensors, that can be compromised. These scenarios expose
[MT] algorithms to data poisoning attacks, where adversaries manipulate a fraction of the
training data to degrade the [ML] system performance. However, previous works lack a
systematic evaluation of attacks considering the [MI] pipeline, and focus on classification
settings. This is concerning since regression models are also applied in safety-critical

systems.

We characterise indiscriminate data poisoning attacks and defences in worst-case scen-
arios against supervised learning algorithms, considering the [ML]pipeline: data sanitisation,

hyperparameter learning, and training.

We propose a novel attack formulation that considers the effect of the attack on the
model’s hyperparameters. We apply this attack formulation to several classifiers using
Lo and L; regularisation. Our evaluation shows the benefits of using regularisation to help

mitigate poisoning attacks, when hyperparameters are learnt using a trusted dataset.

We then introduce a threat model for poisoning attacks against regression models,
and propose a novel stealthy attack formulation via multiobjective bilevel optimisation,
where the two objectives are attack effectiveness and detectability. We experimentally
show that state-of-the-art defences do not mitigate these stealthy attacks. Furthermore,
we theoretically justify the detectability objective and methodology designed. We also
propose a novel defence, built upon Bayesian linear regression, that rejects points based on
the model’s predictive variance. We empirically show its effectiveness to mitigate stealthy

attacks and attacks with a large fraction of poisoning points.

Finally, we introduce the concept of “poisonability”, which allows us to find the
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iv Abstract

number of poisoning points required so that the mean error of the clean points matches
the mean error of the poisoning points on the poisoned model. This challenges the
underlying assumption of most defences. Specifically, we determine the poisonability of

linear regression.

Keywords: adversarial machine learning, artificial intelligence, artificial intel-
ligence security, attacks, bilevel optimisation, classification algorithms, data poisoning,
deep learning, defences, detectability constraints, hyperparameter optimisation, machine
learning, poisonability, regularisation, regression algorithms, reverse-mode differentiation,

security, supervised learning.



To my family and friends.

Out of the night that covers me,
Black as the pit from pole to pole,
I thank whatever gods may be

For my unconquerable soul.

In the fell clutch of circumstance,

I have not winced nor cried aloud.
Under the bludgeonings of chance
My head is bloody, but unbowed.

Beyond this place of wrath and tears
Looms but the Horror of the shade,
And yet the menace of the years
Finds, and shall find, me unafraid.

It matters not how strait the gate,
How charged with punishments the scroll,
I am the master of my fate

I am the captain of my soul.

William Ernest Henley, “Invictus”.



Everything passes on and everything remains,
But our lot is to pass on,
To go on making paths,

Paths across the sea.

I never sought glory,
Nor to leave my song
In the memory of man;
I love those subtle worlds,
Weightless and graceful,
As bubbles of soap.

I like to watch as they paint themselves
In sunlight and scarlet, floating
Beneath the blue sky, trembling

Suddenly then popping...

I never sought glory.

Traveler, your footprints
Are the path and nothing more;
Traveler, there is no path,

The path is made by walking.

By walking the path is made
And when you look back
You’ll see a road

Never to be trodden again.

Traveler, there is no path,

Only trails across the sea...

Some time past in that place
Where today the forests are dressed in barbs
A poet was heard to cry
“Traveler, there is no path,

The path is made by walking...”

Beat by beat, verse by verse...

The poet died far from home.
He lies beneath the dust of a neighboring land.
As he walked away he was seen to weep.
“Traveler, there is no path,

The path is made by walking...”

Beat by beat, verse by verse...

When the goldfinch cannot sing,
When the poet is a pilgrim,
When prayer will do us no good.
“Traveler, there is no path,

The path is made by walking...”

Beat by beat, verse by verse.

Antonio Machado, “Proverbios y Cantares” (Trans.: Asa Cusack).
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Mathematical Notation

" N 7‘ E use a notation similar to (Bishop, 2006; Bishop and Bishop, [2024). Objective

functions are denoted by uppercase calligraphic letters, such as A. Datasets and
models are denoted by D and M, respectively. Clean training, clean validation, clean test,
target, and poisoning datasets are denoted by Di;, Dyal, Diest, Drarget, and Dp, respectively.
The complete training dataset is denoted by the union of the clean training and poisoning

sets, Dy, UDy,.

Input and output spaces are denoted by X and ), respectively. Unless otherwise stated,
unidimensional variables and constants are denoted by lower case italic letters such as =x.
Vectors are denoted by lower case bold letters such as x, whereas matrices are denoted by
uppercase bold letters, such as X. All vectors are assumed to be column vectors unless
otherwise stated. A superscript * denotes an optimal solution to an optimisation problem,
e.g., X*. A superscript T denotes the transpose of a matrix or vector, so that x' will
be a row vector. The notation [z ... x| denotes a row vector with M elements, and
the corresponding column vector is written as x = [z1 ... 2a7]". The M x M identity
matrix is denoted I,s, which will be abbreviated to I if there is no ambiguity about its
dimensionality. 1;; and 0j; denote M-dimensional column vectors in which all elements
have the value 1 and value 0, respectively—also abbreviated to 1 and 0, respectively, if
there is no ambiguity about their dimensionality. 1/« p and Ops«p denote M x D matrices
in which all elements have the value 1 and value 0, respectively. |z| denotes the absolute
value of a scalar x. sgn(x) denotes the sign function of x. ||x||2 denotes the f3-norm
of a vector x, a.k.a. the 2-norm or Euclidean norm. ||x||1, ||X||sc, and ||x||, denote the
f1-norm (a.k.a. Manhattan norm), {s-norm (a.k.a. maximum norm or Chebyshev norm),
and /p-norm (a.k.a. Minkowski norm), respectively, of x. We use det(A) and rank(A) to

denote the determinant and rank of a matrix A, respectively.

xvii



xviii Mathematical Notation

We use R, Rsq, R>q, Z, Z¢, and N to denote the real numbers, real numbers greater
than a, real numbers greater than or equal to a, integer numbers, c-ary integer numbers
(c possible values), and natural numbers, respectively. Curly braces {} denote a set. |D|
denotes the size of the set D. dom(f(x)) denotes the domain of f(x). log f(x) and
exp(f(x)) denote the natural logarithm and exponential functions, respectively, of f(x).
Vxf (%), Oxf(x), VxVxf(x), and V2 f(x) denote gradient, subdifferential, Hessian matrix,

of (x) and ¥ (X) denote partial

and Hessian matrix of f(x) with respect to x, respectively.
derivative and total derivative of f(x) with respect to x, respectively. The notation
g(x) = O(f(x)) denotes that |f(z)/g(x)| is bounded as x — oco. The notation [z] denotes

the “ceiling” of x, i.e., the smallest integer that is greater than or equal to z.

The notation x ~ p(x) signifies that the random vector x is sampled from the
distribution p(x). The expectation of a function f(x,y) with respect to a random variable
x is denoted by Ex[f(x,y)]. In situations where there is no ambiguity as to which variable
is being averaged over, this will be simplified by omitting the suffix, for instance E[x].
Similarly, the variance of f(z) is denoted Var[f(x)], and for vector variables, the covariance

is written Cov[x,y]. We will also use Cov[x] as a shorthand notation for Cov[x, x].

A Gaussian or normal distribution with mean p and variance o2 is denoted N (x|, 0?)
or, if there is no ambiguity, N'(u, 0?). Similarly, a multivariate Gaussian distribution with
mean vector p and covariance matrix X is denoted N (x|u, X) or, if there is no ambiguity,
N(p,X). A continuous uniform distribution on the interval [a, b] is denoted U(z|a, b) or, if
there is no ambiguity, U(a, b). If we have N independent and identically distributed values

T we can combine the observations

X1,...,Xxy of a D-dimensional vector x = [x1 ... zp]
into a data matrix (a.k.a. design matrix) X of dimension N x D in which the nth row of
X corresponds to the row vector x,|. Thus, the n,i element of X corresponds to the ith

element of the nth observation x,, and is written z,; or, equivalently, [X],, ;.

Other mathematical notations are defined when they first appear in the corresponding

chapter.
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Synthetic example of an indiscriminate error-generic attack targeting the

bias term of the model. The target model is linear regression. The blue

points represent the clean training points, the green points represent the

poisoning points, and the two red points represent a poisoning point at the

beginning and at the end of its optimisation process, respectively, whose

trajectory during the optimisation process is depicted by the magenta line.

The colourmap represents the negative of the value of the attacker’s objective,

which aims to minimise the bias term of the model. The white dashed line

is the regression line learnt under the clean data, the red line—which is

translated w.r.t. the white line—represents the regression line learnt under

the poisoning data, and grey bounding box represents the constraints ot the

poisoning points. Certainly, locating poisoning points in the yellow region

A2

Possible error-specific attacks in regression settings. In the diagram, the

black arrow denote the access point for the attacker in the [ML|pipeline. The

red arrows denote the goals of the attacker. Each stage of the cycle can affect

the next stages. Evaluation means that the model performance is checked

before deployment. Deployment means “test” time in the real world, where

we have previously unseen data. When monitoring the model, unexpected

changes can lead to a redefinition of the problem and assumptions. |
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Synthetic example showing the effect of constraining poisoning points against

TRIM (Jagielski et al., |2018)). The training dataset contains 37 clean points

and 13 poisoning points (26% of the training set). The features of the clean

points are generated according to a uniform distribution U (=5, 5), the labels

are generated according to the transformation: y = 0.8z, and the additive

noise of the labels follows a Gaussian distribution A (€/0.0,1.2%). The linear

regression model and TRIM are trained using [SGD| with a learning rate

n = 0.1 and # epochs = 40 (full batch). The blue points represent the clean

points, the green points are the poisoning points, the red crosses are the

points rejected by TRIM, the black dashed line is the regression line learnt

under the original clean data, the green dotted line is the regression line

learnt under the complete poisoned training data, and the red solid line is

the regression line learnt under the training data not rejected by TRIM.

Because the poisoning points are closer to the clean points, TRIM fails to

detect them.. . . . . . . .
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oSynthetic example showing the effect of constraining poisoning points against

TRIM (Jagielski et al., 2018), for &« = 1 and o = 0.4. The blue points

represent the clean points, the green points are the poisoning points, the
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regression line learned under the original clean data, the green dotted line

is the regression line learned under the complete poisoned training data,

and the red solid line is the regression line learned under the training data

not rejected by TRIM. TRIM fails to detect the stealthy poisoning points,

because they are closer to the clean distribution.| . . . . . . . ... ... ..

[0.0
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CHAPTER

Introduction

Data poisoning attacks represent a concern for machine learning researchers and
practitioners. We characterise indiscriminate data poisoning attacks and defences
in worst-case scenarios against supervised learning. In summary, we propose:

e A novel optimal attack formulation that considers the interactions between
the attack and the model’s hyperparameters.

e Learning the optimal regularisation hyperparameter, using a small trusted
set, as a practical methodology to help mitigate poisoning attacks and
obtain the best trade-off between accuracy and robustness.

e A novel threat model of poisoning attacks against regression models.

e A novel optimal attack formulation capable of modelling different trade-offs
between effectiveness and detectability in regression settings.

e A novel defence, based on the model uncertainty, to mitigate strong and
stealthy attacks in regression settings.

e A theoretical analysis of optimal attacks against ridge regression models,
showing the challenges and limitations of the attack formulations presented.

e A characterisation of the “poisonability” of linear regression: we determine
the number of poisoning points needed so that the error of the poisoning
points matches the error of the clean points on the poisoned model.
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ACHINE learning has demonstrated outstanding performance as a general tool
].\/.[ in many application domains, including self-driving vehicles, object recognition,
sentiment analysis, medical diagnosis, time series forecasting, and chatbots. Motivated
by the growing number, refinement and variability of recent attacks and security threats,
it is also an appealing solution for security-sensitive applications like malware clustering,
intrusion detection, network traffic analysis, or spam filtering ((Chio and Freeman, 2018).
Although it has been shown that these algorithms accomplish human-level accuracy or
better on a number of benchmark tasks, they are not inherently designed to deal with the
adversarial nature of some problems (McDaniel et al., 2016; Munoz-Gonzalez and Lupu,

2018).

Indeed, several real-world attacks against systems like anti-virus engines, spam filters,
or fake profile detection, have already been reported (Munoz-Gonzalez and Lupu, 2018
2019). In another example, an attacker could crash a self-driving car by making the car
vision system misclassify a manipulated stop sign as a speed limit sign (Eykholt et al.|
2018)). In this sense, algorithms are often susceptible to specific input perturbations
carefully crafted (at training and/or test time) that can cause wrong predictions, and thus
compromise the data processing system. Formally, this can be modelled as a violation of
the independent and identically distributed assumption for the dataset (Barreno
et al., 2010; Dalvi et al.l 2004)). Beyond security sensitive contexts, the commercial use
of learning algorithms in advertising, social media, and recommender systems provides

attackers with new opportunities to compromise the system.

Unfortunately, our understanding of the nature and magnitude of the vulnerabilities
of [MI] models is still incomplete. This has raised concerns about the application of [MI]
in sensitive domains (McDaniel et al., [2016). Hence, given that is being pervasively
deployed in critical systems that encourage malicious adversaries to tamper with it, it is
crucial to understand, manage and assure the behaviour of these systems. In this regard,
adversarial [MI]is a research area that lies at the intersection of [ML]and security, and aims
to analyse the security of algorithms (Huang et al., 2011). Concretely, it intends to: (i)
identify the attack surface and vulnerabilities of the system; (ii) design the corresponding
effective attacks and evaluate their impact; and (iii) propose defences that can help these

algorithms to be robust to adversaries (Biggio et al., 2014).

In particular, depending upon the influence the attacker has on the dataset, we can
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distinguish between poisoning (or causative) attacks, in which an attacker can subvert
the learning process by injecting malicious data into the training dataset; and evasion (or
exploratory) attacks, which are produced at test time and aim at producing intentional
errors or evading the system (Barreno et al., 2006} 2010; [Huang et al., [2011; Biggio et al.,
2014; Munoz-Gonzélez and Lupu, 2019). On the other hand, we can also distinguish
indiscriminate attacks—which aim to produce errors for a broad set of samples—targeted
attacks (Munoz-Gonzalez and Lupu, |2019)—which aim to produce errors for reduced set
of samples—and subpopulation attacks (Jagielski et al., [2021)—which affect a subset of

samples that share certain characteristics.

1.1 Motivation

Unlike traditional software engineering, where suitable quality assurance methods such as
code reviews and model-based testing are available, learning models usually lack a structure
that supports their manual review, and comprehensive specifications for exhaustive testing
are rarely available (Ehlers et al., 2019). For example, a typical coverage metric is the
number of lines executed by a verification program. This metric does not apply correctly
to [MI] because it does not reflect how much of the model’s logic has been verified, as
many computations involved are defined as matrix operations (Papernot, 2018)). On this
matter, challenges often encountered in [MI}—e.g., exhaustively enumerating all points near
which the classifier should present the same behaviour, or finding the right abstractions for
representing components of a neural network’s logic (Papernot) 2018)—are still making
this goal particularly difficult to achieve (Huang et al.l 2017b; Katz et al., 2017} Pulina
and Tacchellal 2010). Another reasonable action plan to evaluate the impact of an attack
on a particular learning system is providing worst-case guarantees: attack strategies that
benefit attackers the most when they have perfect knowledge about the system (Papernot,
2018|).

Relevance of data poisoning: many different attacks can be staged against [MI]
models. In particular, evasion attacks—specifically in computer vision applications (Paper-
not et al.l [2018)—have caught the attention of the vast majority of the research community,
since they are technically less complex to craft and evaluate because the target model is
already trained and therefore fixed. However, a recent survey (Kumar et al., 2020) shows

that poisoning is the top perceived threat against [ML]in industry. Data poisoning can
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happen when training data is collected from untrusted sources, e.g., sensors, devices, people,
etc. Data can then be manipulated in a such a way to subvert the learning process and
achieve a malicious goal, for instance to increase the error of the model. Indeed, several
sources confirm that poisoning is already carried out in practice (Kumar et al., [2020; Grosse
et al., |2023). For instance, Google declared in 2008: “In practice, we regularly see some of
the most advanced spammer groups trying to throw the Gmail filter off-track by reporting
massive amounts of spam emails as not spam...” (Constantinl 2021). Another real-world
situation involves Google’s VirusTotal scanning service, which many antivirus vendors use
to augment their own data. While attackers have been known to test their malware against
VirusTotal before deploying it in the wild, thereby evading detection, they can also use it
to engage in more persistent poisoning. In fact, in 2015 there were reports that intentional
sample poisoning attacks through VirusTotal were performed to cause antivirus vendors
to detect benign files as malicious (Constantinl 2021). In another example, Microsoft’s
chatbot Tay was designed to learn language by interacting with users on Twitter, but
instead learnt offensive statements (Neff and Nagy, 2016]). More recently, Carlini et al.
(2023)) showed that poisoning web-scale datasets—such as Wikipedia snapshots—is possible

under realistic assumptions.

The previous examples teach us that, as learning systems are increasingly being
deployed in real-world applications, it is critical to ensure that these systems are trustworthy.
Therefore, aspects relating to the security and robustness of [ML]at training time are of
utmost importance for the development of the theory, design, and applications of learning
systems. For these reasons, we consider the problem of data poisoning an important
problem for both the [MI] and security communities, and we expect that its relevance will

grow even further during the next few years.

Optimal attacks as a practical tool to test robustness: attempting to prove
a lower bound on robustness guarantees is still conservative and considerably difficult
to put into practice, requiring approximations (Steinhardt et al., 2017; Ma et al., 2019;
Wang et al., [2020; [Rosenfeld et al.| 2020; (Chen et al., [2022; |Jia et al., 2022). In particular,
specifically crafted attacks can degrade the robustness guarantees of certifiably robust
models (Mehra et al., 2021)). Moreover, robustness is not guaranteed in certain applications
where the dataset distribution evolves through time, e.g., malware detection. In contrast,

crafting optimal attacks can help estimate an upper bound in a more pragmatic manner,
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determining that the system meets the security requirements (Goodfellow et al.| 2014b;
Xiao et al., [2015; [Mei and Zhu, 2015; |Papernot et al.| 2016b; Munoz-Gonzalez et al., 2017]).

1.2 Research Gaps and Research Questions

1.2.1 Research Gaps

In the context described above, in this thesis we shall focus on worst-case data poisoning

attacks. We observed two fundamental gaps in the literature:

e Data poisoning considering the [ML] pipeline: although effective attacks have
been proposed against a variety of models, we noticed that there is a lack of systematic
methodologies for security evaluation of learning algorithms against indiscriminate
poisoning attacks considering the [ML]pipeline. For example, the Features, Algorithms,
Instances, and Leverage framework of Suciu et al.| (2018) analyses attacks
in settings with a variable amount of adversarial knowledge and control over the
victim, but they mainly focus on stealthy targeted poisoning attacks. Moreover,
they consider hyperparameters constant regardless of the strength of the attack,
and disregard the importance of a trusted validation set to provide both accuracy
and robustness regardless of the presence or absence of poisoning points in the
training dataset. In contrast, we focus on worst-case indiscriminate data poisoning
attacks considering data preprocessing/sanitisation, hyperparameter selection, and
model training. Hence, understanding the impact of poisoning attacks and their
corresponding countermeasures at this level will help design more robust models and
relate this impact to the characteristics of the datasets, which has been to a certain

extent overlooked in the literature.

e Data poisoning against regression models: most of works in the literature
focusses on classification settings. We believe that analysing the robustness of regres-
sion algorithms is important because regression models are already being applied in
safety-critical systems such as medicine for the development of pharmaceuticals (Ekins
et al., [2019), hedge funds management (Meligkotsidou et al., 2009), and industrial
processes for predictive maintenance (Wen et al.| 2022) and quality control (Sun
and Hou, 2017)). Furthermore, compared to classification, the labels are continuous,

which leads to a broad range of attacks depending on the transformation applied
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in the label, i.e., a generalisation of attacks in classification settings (in terms of

the attacker’s objective). Also, it possible to define new detectability constraints

considering the poisoning labels.

1.2.2 Research Questions

Having the pipeline in mind, we formulate a series of research questions (RQs) that we

consider relevant, both at the [MI] pipeline level, and at the regression learning level.

,—(Data Sanitisation)

e [RQJL: Can we craft attacks with detectability constraints capable of
modelling different trade-offs between effectiveness and detectability, and

bypassing current defences?

e [RQR: Can we design effective defences capable of mitigating strong and
stealthy attacks?

,—(Hyperparameter Selection}

e [RQB: Can we understand the impact of poisoning attacks on the
hyperparameters of the model? In particular, can we understand the
different trade-offs between accuracy and robustness according to the value

of the hyperparameters?

e [RQU: Can a small trusted validation set help learn the correct

hyperparameters under data poisoning?

e [RQp: Can regularisation help mitigate poisoning attacks?

,—(Training Time}

e [RQP: Can we define how “poisonable” a particular dataset and model are?
Specifically, does the assumption that the error of the poisoning points is

larger than the error of the clean points always hold true?
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f—(Poisoning Attacks Against Regression} \

e [RQJ7: What are the vulnerabilities of regression models under data

poisoning attacks?

e [RQB: Can we have a thorough theoretical understanding of optimal

indiscriminate attacks against linear regression models?

1.3 Thesis Statement, Goals and Methodology

1.3.1 Thesis Statement and Goals

Within the context previously introduced, our [Thesis Statement]is as follows:

f—(Thesis Statement) \

We propose novel indiscriminate data poisoning attacks and defences in worst-
cases scenarios against supervised learning algorithms, considering the different
stages of the pipeline: data prepropressing/sanitisation, hyperparameter se-
lection, and model training. In classification settings, we introduce a novel attack
formulation that considers the effect of the attack in the hyperparameters of the
model, and show that regularisation, together with a small trusted set, can help
mitigate poisoning attacks and obtain the best trade-off between accuracy and
robustness. We also expand the threat model of data poisoning attacks against
regression models, and introduce and theoretically analyse novel attacks that
consider detectability constraints to bypass current defences. We propose a novel
defence, based on the uncertainty of the model, capable of mitigating stealthy at-
tacks and attacks that present a large fraction of poisoning points. Moreover, we
challenge the underlying assumption of most defences and introduce the concept
of “poisonability” of models and datasets: for linear regression models, we the-
oretically determine the number of poisoning points needed so that the mean
error of the poisoning points matches the mean error of the clean points on the
poisoned model.

This will be achieved through the lens of:

e Attacker’s characterisation:

o Analysis of the influence of the attack in the model’s hyperparameters.

o Analysis of the trade-off between effectiveness and detectability through novel

detectability constraints.
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e Defender’s characterisation:

o Analysis of the trade-off between accuracy and robustness through the learning

of the optimal regularisation hyperparameter using a trusted validation set.

o Measures that can help mitigate stealthy attacks and attacks with a large

fraction of poisoning points: uncertainty of the model.

e Evaluating the impact of data poisoning in models and datasets through

their “poisonability”.
e Attacks against regression models:

o Analysis of new threats in regression settings.

o Theoretical analysis of optimal indiscriminate attacks.

1.3.2 Methodology

Given the previous statement, it is possible to derive a worst-case analysis to compare the
robustness of the algorithms to different levels of data poisoning. This analysis is helpful
to build the reliability argument for such systems and determine the maximum damage

that an adversary can perpetrate.

The enemy knows the system: we shall follow Kerckhoffs’s principle (Kerckhoffs,
1883)), “the enemy knows the system”, a.k.a. Shannon’s maxim (Shannon| [1949), “one
ought to design systems under the assumption that the enemy will immediately gain
full familiarity with them”. This contrasts with other methodologies based on partial
knowledge, where there is no standard definition of the attacker’s knowledge and often
rely on arbitrary choices. We argue that only [ML] models that have been published and
thoroughly analysed—including strong attackers—should be trusted. Otherwise, aspects of
the [MI] model that have been kept secret from the attacker—or, broadly speaking, from

the general public—can create a potential failure point.

Evaluating worst-case attacks through bilevel optimisation: bilevel optimisa-
tion techniques are mathematical programs, where an optimisation problem (outer level
or leader) contains another optimisation problem as a constraint (inner level or follower).

Thus, the solution or decision taken by the upper level authority to optimise their goals is
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affected by the response of lower level entities, who will seek to optimise their own outcomes
(Sinha et al., 2018)). These techniques will be developed in the scope of this thesis, because
they appear in a natural way in data poisoning problems, as they are able to dynamically
model the interactions of attacker and defender (each one aims to maximise their interests)
by means of the problem constraints. Furthermore, bilevel programs are also capable of
modelling detectability constraints that can be expected from smart attackers, who may

want to remain undetected.

Moreover, we aim to make use of this tool to study the implications of the relationship
between robustness and accuracy that arises in these problems, to be aware of which
scenarios are more suitable to apply a particular defence strategy. For example, implement-
ing an effective defence can increase the robustness of the algorithm to a certain attack

strength, but this in turn may worsen its performance on genuine inputs.

Solving bilevel optimisation problems through reverse-mode differentiation:
computing optimal attacks is complex, and there is no general method suited to all classes
of learning algorithms. Thus, in this project we shall follow reverse-mode differentiation
(RMD) (Domke, 2012; Maclaurin et al.l 2015; Munoz-Gonzalez et al.l [2017; Franceschi
et al.; 2017 [2018}; |Grazzi et al.l 2020)) to craft such attacks, which has been proven as a

successful and efficient technique to compute the gradients of the attacker.

1.4 Thesis Scope

e Offline learning settings: we limit our scope to offline learning—the training
dataset is not updated during training—where the attacker can manipulate the

training data before the training stage.

e Adversarial settings: we are mainly interested in characterising the security and
robustness of [MI] systems at training time, i.e., poisoning attacks. In particular, even
though a noisy environment is sometimes called an “adversarial” environment, this

thesis focusses specifically on purposefully crafted attacks.

e Data poisoning: in this thesis we focus on data poisoning attacks, where the
attacker can only manipulate the training data. Consequently, model poisoning
attacks and backdoor/Trojan attacks are out of the scope of our research. Model

poisoning takes place when an attacker can directly manipulate the parameters,
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hyperparameters, gradients, loss function and/or optimisation algorithm (Fang et al.|
2020). Backdoor/Trojan attacks, on the other hand, occur when the attacker inserts
a trigger in training samples with attacker-specified target labels. Thus, the trained
model performs well on benign test samples; however, if the same trigger used in
training is added onto a test sample, then its prediction is be changed to the target

label specified by the attacker (Liu et al.l 2018b; Gu et al., 2019; [Wang et al., 2019).

Training end-to-end from scratch: we focus on attacks that are able to poison
models end-to-end (i.e., the whole architecture) when training from scratch, in

contrast to fine-tuning or transfer learning.

Attack strength: an all powerful attack that can compromise all the training points
can entirely emulate a possible event occurrence so cannot be detected or defeated.
Therefore, we consider attacks that can compromise a variable fraction of the training
points. This fraction contributes to characterise the strength of the attack, the other

aspect being the data perturbations possible.

Data and model characteristics: based on approaches for requirements assurance
in traditional safety-related software (Banks and Ashmore| 2019), we restrict ourselves
to the requirements that data and model should be syntactically—in terms of the range
and constraints of data—and semantically—in terms of the model stability—correct,

and address normal and robust behaviour.

Defences: we are mainly interested in defences against data poisoning from two
angles: data sanitisation and model robustness. In the case of data sanitisation, we
shall explore techniques that detect and reject potentially malicious training points.
In consequence, defences that fix/suggest fixes for the training data are out the scope

of this thesis.

Target models: we aim to test our methodology in differentiable supervised learning
models,El in particular linear models (logistic regression and linear regression) and
deep (fully connected) neural networks, given their common use in the literature and

in practice.

Hyperparameters analysed: we focus our study on the regularisation hyperpara-

meters corresponding to Ly and L; regularisation, given their common use by [MI]

Models in which a gradient-based optimisation can be directly applied.
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Figure 1.1: Main contributions of this thesis in terms of the main players in data poisoning: threat
models, attacks, defences, and evaluation of data poisoning attacks.

scientists and practitioners as a constraint in the model’s parameters. Regularisation
can help alleviate poisoning attacks and is also useful for our purposes of studying

the trade-off between accuracy and robustness.

e Applications: the general trend in the field has mainly focussed on computer
vision, which defines adversaries using formulations that only make sense in the
image domain. This makes it easier for humans to identify and understand malicious
manipulations applied to images. Unlike this, we shall consider general tabular data,
including not only image classification but also other applications such as house price,

interest rate of loans, heart disease, and appliances energy prediction.

1.5 Thesis Contributions and their Significance

We can state the contributions developed throughout this thesis from two different per-
spectives. The first one is illustrated in Fig. [[.I] in terms of the main players in data
poisoning: threat models, attacks, defences, and evaluation of data poisoning attacks. The
second one is presented in terms of the [MI] pipeline in Table We also explain the

consequences and significance of our contributions to the research community.
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Novel Detectability Hyperparameters
Attacks Constraints under Data Poisoning
Analysis of Optimal Indiscriminate Attacks Poisonability
Regularisation and
Defences BayesClean Trusted Validation Set
Data Preprocessing Model and Model
and Sanitisation Hyperparameter Selection Training

Table 1.1: Thesis contributions: indiscriminate poisoning attacks and defences in the pipeline.

e Contributions to Threat Models:

o [Cil: Threat model of regression poisoning: we present a large variety
of error-specific attacks, including, for instance, assumptions violation, wrong
model selection, interpretability violation, and uncertainty fluctuation. Moreover,
we theoretically show that in linear regression models, any manipulation of
a poisoning point directly affects all the parameters of the model. We also
theoretically show that the error caused by a poisoned dataset—when the
poisoning points remain undetected by the defender—increases with the noise
level of the dataset and with the mismatch between the estimated and the true

mapping function of the model.

x Significance: poisoning attacks in regression settings have a much broader
range of attack objectives—compared to classification models—and thus
a broader spectrum of attacks can be attempted. Combined with their
widespread use, this makes regression models a prime and vulnerable target
for poisoning attacks. Moreover, our theoretical result implies a limitation
of the possibility of creating very targeted attacks or backdoors in linear
models, since one of the requirements of a backdoor attack is that the model
should behave correctly under clean samples. The result on the poisoning
error suggests that datasets that are more difficult to fit to are also more

difficult to defend under poisoning.

e Contributions to Attacks:

o [CR: General optimal attack formulation considering hyperparameters:
previous attack formulations provide an overly pessimistic view of the robustness

to poisoning, since they consider the hyperparameters fixed. We propose a novel
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multiobjective bilevel optimisation formulation that accounts for the interactions

between the model’s hyperparameters and the poisoning attack.

x Significance: this contribution can open new research directions towards
attacks that target the hyperparameters and/or the selection of a particular
model. For example, a relatively less explored area is architecture search

under data poisoning.

o [CB: Novel detectability constraints to evade defences: most of previous
works in regression settings propose optimal attacks without considering de-
tectability constraints. These attacks can be easily detected by state-of-the-art
defences. We propose a novel optimal attack formulation based on a multiob-
jective bilevel optimisation problem where, in the outer objective, we introduce
detectability constraints. In particular, we model the trade-off between effect-
iveness and detectability by scalarising two conflicting objectives: effectiveness
objective (mean error of the model on clean samples) and detectability risk
objective (which penalises poisoning points that are far away from a defined
function around the clean points). We also propose a novel detectability-risk
function and a novel normalisation algorithm capable of controlling the trade-off

between the two objectives.

*x Significance: we expect that this contribution will be of interest to both
the adversarial [ML] and the [ML] optimisation communities. In the ad-
versarial [MI] community, the lessons learnt evidence the need for specific
defences in the regression domain, and defences that also consider stealthy
attackers—poisoning points that are close to the clean distribution, which
is a challenging problem since it is often difficult to distinguish between
genuine and malicious samples in those cases. Moreover, attacks that
consider the continuous manipulation of the poisoning labels can lead to
new attack formulations with detectability with different goals in mind:
they represent a generalisation—in terms of the attacker’s objective—from
a discrete mapping of the labels (label flipping in classification settings)
to a continuous mapping in regression settings. In the [ML] optimisation
community, we technically contribute to solving multiobjective bilevel op-

timisation problems and bring to light some of its challenges when the
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objectives are of different orders of magnitude.

o [C: Theoretical analysis of indiscriminate attacks against ridge re-
gression: most of the studies in the optimal attacks literature are empirical
and do not provide a thorough analysis of the attacker’s objective function
and its convexity. In contrast, we characterise the attacker’s objective function
in optimal indiscriminate attacks against ridge regression. This includes the
analysis of its convexity, asymptotic behaviour, critical points (namely stationary
points), combinations of poisoning labels, equivalent formulations, influence of

detectability constraints, and challenges in the optimisation process.

x Significance: this analysis will help design and have a better control over
objective functions according to the given specifications—e.g., diversity of
poisoning points—and also to illustrate the challenges and possible solutions

that can improve the optimisation process.
e Contributions to Defences:

o [Cb: Model robustness—regularisation and use of a trusted validation
set: regularisation is a well-known technique that can help avoid overfitting,
by shrinking the model’s parameters. Using a small trusted validation set that
serves as a reference for the underlying clean distribution, we show that learning
the correct value of the regularisation hyperparameter can provide the best
trade-off between accuracy and robustness: a low value of the regularisation
hyperparameter provides accuracy when there are not poisoning points, and
a larger value can help mitigate the effect of the attack when the number of

poisoning points is large.

x Significance: the lessons learnt can help develop models more robust
to attacks by considering optimal hyperparameters and architectures. This
can also open new research directions towards designing models that are

robust to data poisoning.

o [Cp: BayesClean: we propose a novel defence against poisoning attacks in
regression settings built upon a Bayesian linear regression model. This defence
is capable of rejecting poisoning points based on the model’s predictive variance

under the attack. This technique improves on previous defences from two angles:
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(i) it is able to detect poisoning points that consider detectability constraints;
and (ii) it more effective than previous defences when the number of poisoning

points is large, e.g., more than 15% of the training set.

x Significance: in contrast to previous defences looking at the errors or
the norm of the gradients of the training samples, this shows a promising
research direction considering the model uncertainty, and the need to develop

techniques that account for this property towards more robust models.
¢ New Ways to Evaluate the Impact of Data Poisoning:

o [CR: General optimal formulation considering hyperparameters: our
novel formulation allows us to provide a more realistic analysis of the impact of
the poisoning attack in worst-case scenarios, since the model’s hyperparameters

can affect the performance of the attack.

x Significance: this is an important step towards understanding the trade-off
between accuracy and robustness to an attack by selecting an appropriate
value of the regularisation hyperparameter. In the future, other hyperpara-
meters such as the dropout rate of can also be explored to understand
this trade-off.

o [C6: Model robustness—regularisation and use of a trusted validation
set: this contribution also shows the importance of using a trusted validation set,

representative of the clean distribution, to learn the optimal hyperparameters.

x Significance: although acquiring a trusted set can be expensive and
often require human inspection, this investment can pay off if most of the
training data is collected from untrusted sources. Therefore, a trusted set
is important to guide the learning process of the hyperparameters: if this
set is poisoned, the attacker can also corrupt the hyperparameters learnt.
There is still room for investigating the best uses of a trusted validation set:

both for data sanitisation and for model and hyperparameter selection.

o [CJ7: Poisonability of datasets and models: for linear regression, we in-
troduce the concept of poisonability, which allows us to find the number of
poisoning points needed so that the mean error of the clean points is larger than

the tolerable mean error of the poisoning points on a poisoned model.



16 Chapter 1: Introduction

x Significance: to our knowledge, the concept of poisonability is new in the
data poisoning literature. Our definitions and analysis can help understand
the consequences of attacks, explain why some defences looking at the error
of the training data fail, and define standards of performance degradation

with respect to a clean reference model.

1.6 Publications

Parts of the work presented here have been included in the following papers:

e Munoz-Gonzdlez, L., Carnerero-Cano, J., Co, K. T., and Lupu, E. C. (2019a).
Challenges and Advances in Adversarial Machine Learning. In Resilience and Hybrid
Threats: Security and Integrity for the Digital World, volume 55, page 102. 10S

Press.

e Carnerero-Cano, J., Munoz-Gonzélez, L., Spencer, P., and Lupu, E. C. (2020).
Regularisation Can Mitigate Poisoning Attacks: A Novel Analysis Based on Mul-
tiobjective Bilevel Optimisation. arXiv preprint arXiv:2003.00040. Best Poster

Award, Machine Learning Summer School Indonesia 2020.

e Carnerero-Cano, J., Munoz-Gonzalez, L., Spencer, P., and Lupu, E. C. (2021). Reg-
ularization Can Help Mitigate Poisoning Attacks... with the Right Hyperparameters.
In ICLR Workshop on Security and Safety in Machine Learning Systems.

e Carnerero-Cano, J., Muiioz-Gonzalez, L., Spencer, P., and Lupu, E. C. (2023).
Hyperparameter Learning under Data Poisoning: Analysis of the Influence of Regu-
larization via Multiobjective Bilevel Optimization. IEEE Transactions on Neural

Networks and Learning Systems.

e Carnerero-Cano, J., Munoz-Gonzalez, L., Spencer, P., and Lupu, E. C. Stealthy

Poisoning Attacks Against Regression and Defenses. Under submission.

e Carnerero-Cano, J., et al. Poisonability of Ridge Regression. In preparation.

Moreover, a side project in data poisoning attacks developed in parallel to this thesis—

but not included in it—is presented in the following paper:
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e Munoz-Gonzilez, L., Pfitzner, B., Russo, M., Carnerero-Cano, J., and Lupu, E.
C. (2019b). Poisoning Attacks with Generative Adversarial Nets. arXiv preprint
arXiw:1906.07773.

1.7 Thesis Outline

We summarise the structure of this thesis in Fig. We also include in Fig. the

corresponding research questions and contributions of each chapter.

Background on data poisoning and bilevel optimisation: in Ch. [2] a theoretical
groundwork of supervised learning, intuitions on the vulnerabilities of learning systems,
and a review of the threat model in adversarial [ML] and data poisoning are outlined.

Furthermore, bilevel optimisation techniques are briefly described.

Hyperparameter learning under data poisoning: Ch. |3 introduces a novel
optimal attack formulation capable of capturing the interactions between the poisoning
attack and the model’s hyperparameters. We also show that regularisation can help
mitigate poisoning attacks, and that learning the regularisation hyperparameter using a
trusted validation set provides accuracy when there is no attack, and robustness under the

attack.

Threat model of poisoning attacks in regression settings: Ch. ] introduces a
novel threat model for poisoning attacks against regression models. We present a large
variety of error-specific attacks, including, for instance, assumptions violation, wrong model
selection, interpretability violation, and uncertainty fluctuation. Moreover, we theoretically
show that in linear regression models, any manipulation of a poisoning point directly affects
all the parameters of the model. This result limits the possibility of creating very targeted
attacks or backdoors in linear models. We also theoretically show that the error caused by

a poisoned dataset increases with the noise level of the dataset.

Stealthy attacks against regression models and defences: Ch. [5| presents
novel attacks against regression models that consider different degrees of detectability
constraints to bypass state-of-the-art defences. We also propose a new methodology based
on normalisation of objectives to solve the problem and obtain different trade-offs between

effectiveness and detectability. We also develop a defence—called BayesClean—built upon
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Figure 1.2: Thesis outline. Each arrow implies that the corresponding previous chapter is needed
to understand the current chapter. We also include the research questions (RQs) and contributions

of each chapter.

a Bayesian linear regression to detect strong and stealthy attacks, which also improves on

previous defences when the number of poisoning points is large.
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Analysis of indiscriminate attacks against ridge regression: Ch. [f] theoretically
characterises the attacker’s objective function in the optimal indiscriminate attacks proposed
in Ch. [9|. This includes the analysis of its convexity, asymptotic behaviour, critical points
(stationary points), combinations of poisoning labels, equivalent formulations, influence of

detectability constraints, and challenges in the optimisation process.

Poisonability of regression models: based on the limitations of current defences
observed in Ch. 5] Ch.[7]introduces the concept of poisonability of a model. This measure
aims to determine the number of poisoning points needed so that a certain tolerable mean
error of the poisoning points on the poisoned model matches the mean error of the clean
points on the poisoned model. Then, we analyse the poisonability of linear regression

models.

Conclusions and future work: finally, the summary of achievements of this thesis,

implications, and potential future work are described in Ch.






CHAPTER

Background on Data Poisoning and Bilevel Optim-

isation

We review the state of the state art of adversarial [ML]and data poisoning at-
tacks and defences, and describe the foundations of bilevel optimisation problems,

which are the mathematical framework used to model optimal poisoning attacks.
For a friendly overview of data poisoning attacks, also see:

e “Data Poisoning in AI” (2023). Imperial College Podcast |Link].

e “Defense Against the Dark Arts and Potions: Al Models Can Be Easily
Poisoned” (2023), T'3chFest |Link].

The particular state of the art specifically related to the claimed contributions is

included in Ch. B} [ B} and [7]

2.1 Machine Learning

I N 1959, Samuel (Samuel, 1959) defined as the field of study that gives computers
the ability to learn without being explicitly programmed. Some years afterwards,

Mitchell| (1997) expanded the definition as: “A computer program is said to learn from

21


https://www.imperial.ac.uk/be-inspired/social-and-multimedia/imperial-college-podcast/2023-podcasts/data-poisoning-living-with-hiv-and-climate-art/
https://www.youtube.com/watch?v=EOhnOGUNNfU
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experience F with respect to some class of tasks T and performance measure P, if its
performance at tasks in 7', as measured by P, improves with experience E”. For instance,
in an email program that watches which emails a particular user does or does not mark
as spam, watching the user labelling emails as spam or not spam (ham) would be the
experience F, the task T would be classifying emails as spam or ham, and the fraction of

emails correctly classified as spam/ham would be the performance measure P.

There are several different types of learning algorithms, the main five types are
called supervised learning, semi-supervised learning, unsupervised learning, self-supervised

learning, and reinforcement learning . Only the first shall be considered in this thesis.

2.1.1 Supervised Learning

Supervised learning techniques are methods that are given training examples in the form of
inputs labelled with corresponding outputs. The term supervised learning originates from
the view of the target being provided by an “instructor” or “teacher” who “shows” the [ML]
system what to do (Goodfellow et al., [2014b). Generally, the goal is to estimate a mapping
between vector-valued inputs, x, and vector-valued outputsEl y, during the training phase,
such that in the inference (test) phase, the algorithm is able to predict the outputs for
unseen inputs. If the output domain is categorical, the task is called classification, where
the goal is to differentiate between two or more distinct classes of data. On the other hand,
if the output is cardinal, the task is regression, where a value for a continuous magnitude

that cannot be observed, is proposed given a set of features.

We can describe the goal of the learning algorithm as estimating a hypothesis function,
f(x), such that it predicts the corresponding output. For classification and regression tasks,
a model (e.g., logistic regression, neural networks, linear regression, etc.) is characterised by
a particular hypothesis function—or family of functions—that acts as a prior assumption
over the data distribution. To obtain useful results for a finite number of samples, we must
restrict the eligible solutions to a smaller set of functions. How to decide on the nature
of the restrictions is based on considerations outside of the data. These restrictions are
sometimes encoded via the parametric representation of fy(x), or may be built into the
learning method itself, either implicitly or explicitly. In general, the constraints imposed by

most learning methods can be described as complexity restrictions of one kind or another.

!For the sake of simplicity, from now on we will consider a scalar-valued output y for every input x.
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This usually means some kind of regular behaviour in small neighbourhoods of the input
space. That is, for all input points x sufficiently close to each other in some metric, f(x)
exhibits some special structure such as nearly constant, linear or low-order polynomial
behaviour. The estimator is then obtained by averaging or polynomial fitting in that

neighbourhood (Hastie et al., |2009).

The nature of the constraint depends on the metric used. Some methods, such as
kernel and local regression and tree-based methods, directly specify the metric and size of
the neighbourhood. For instance, nearest-neighbour methods are based on the assumption
that, locally, the function is constant: close to a target input xq, the function does not
change much, and so close outputs can be averaged to produce f(xg). Other methods such
as basis-functions methods and neural networks implicitly define neighbourhoods of local
behaviour. In particular, any method that attempts to produce locally varying functions in
small isotropic neighbourhoods will run into problems in high dimensions—a.k.a. the curse
of dimensionality. And conversely, all methods that overcome the dimensionality problems
have an associated—and often implicit or adaptive—metric for measuring neighbourhoods,
which basically does not allow the neighbourhood to be simultaneously small in all directions.

(Hastie et al., 2009)).

In the case of parametric methods, which will be focus of this thesis, the parameters w
of these models are tuned to minimise a loss function?] that measures the difference between
the target values—ground truth—and the values predicted by the hypothesis function.
This process is similar to human learning (Figueiras-Vidal, 2013)), where we can learn the
function from our perceptions (inputs) and our memory (parameters). In this case, the
cost is related to personal assessments (including principles, emotions, and feelings) of the

CITor.

Classic examples of classification tasks include: object recognition in images, voice
classification, and spam filtering; and in the case of regression, predictive analytics, depth

estimation in images, and imputation of missing values.

2In classification settings, the loss function is generally used as a proxy for the error rate in the
optimisation problem, as the error is a step function (uses rounded predictions) and therefore not feasible
for gradient-based optimisation.
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() (b) (c)

Figure 2.1: Synthetic binary classification problem. The red and green points represent the
instances for each class, and the solid black curves some possible decision boundary. (a) The curve
is underfitting. (b) The plot describes the trend of the data reasonably well. (c) The decision
boundary is overfitting (Troy}, 2016).

2.2 Classical Assumptions for Machine Learning and Secur-

ity Implications

An ideal model is an oracle that simply knows the true probability distribution that generates
the data. Even such a model will still incur some error on many problems, because there
may still be some noise in the distribution (Goodfellow et al., 2016)). Unfortunately, in
generally we do not know this probability distribution. Hence, assuming that the [ML]
problem is solvable (i.e., the data we have access to is sufficient to explain the task), the
central challenge is not only performing correctly on inputs that our model is trained on
(typically called training data), but also on new, previously unseen inputs (test data). The
ability to perform well on previously unobserved inputs is called generalisation (Goodfellow

et al., [2016).

In this sense, we usually make a set of suppositions known as the [[ID] assumptions.
These assumptions are such that the examples in each dataset are independent from
each other, and that the training and test sets are identically distributed, drawn from
the same probability distribution as each other. The same distribution is then used to
generate every training and test example (Goodfellow et al.l 2016). This means that it is
generally presupposed that the training and test data are representative of the whole data

distribution, to which we do not have complete access.

The [[ID] assumption is violated in adversarial environments, as the attacker specifically
crafts malicious instances, given their influence, goals and knowledge of the system, as

we will explain in Subsect. These malicious instances are hence characterised
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by probability distributions different, to a certain degree, from the one that generated
the genuine instances. Furthermore, each one of the malicious points is not necessarily
sampled from the same “malicious” data distribution. The data distribution is therefore
non-stationary: it changes with the addition of the crafted instances. The independence
assumption is broken as the presence of genuine samples affects directly or indirectly the
probability of occurrence of malicious ones, as the latter are on purpose crafted according

to information from true instances.

We can also reason about these implications by having a look at the classic dilemma
in ML} underfitting and overfitting. Underfitting happens when the model is not able to
obtain a sufficiently low error value on the training set, because the hypothesis function is
too simple (it exhibits high bias, as in the left plot of Fig. R.1)). Overfitting occurs when
the gap between the training error and test error is too large (Goodfellow et al.l 2016).
This takes place when the hypothesis function lies too close to the data points, usually as
a result of high function complexity and large weights (i.e., high variance). Hence, it can

appear uneven (right plot of Fig. and does not generalise well on test data.

If an attacker inserts poisoning samples into the training dataset, these samples can
subvert the learning algorithm and therefore change the value of its parameters. In this
manner, the hypothesis function (which generates the decision boundary in classification
problems and the regression curve in regression problems) will be altered and hence overfit
to those samples, making the algorithm output wrong predictions on genuine and/or
maliciously crafted test samples. If we think of overfitting from the defender’s perspective,
reducing the capacity of a model—e.g., through regularisation—can help make it more
robust against poisoning samples, but the price may be to reduce its accuracy with respect
to genuine samples. Then, the Occam’s razor principleEl (Blumer et al., [1987) for statistical
learning theory no longer applies in adversarial settings, where the model simplicity is
subject to the robustness to malicious data. This presents some fundamental implications
on the trade-off between accuracy and robustness of [MI]algorithms, which will be a central

topic of discussion in this thesis, particularly in Ch.

3In statistical learning theory, the Occam’s razor principle (invoked from the principle of parsimony)
states that amongst different models with similar performance, one should choose the less complex one
(Blumer et al.l [1987).
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2.3 Adversarial Machine Learning

Adversarial [MIl is a field of research that can be viewed in terms of the confrontation
between a defender trying to learn securely, and an adversary trying to interfere. As the
defender develops new strategies to learn securely, the attacker’s strategy also evolves
to overcome them in a continuous cycle (Huang et al., |2011)). Thus, this field seeks to
strengthen [MI] techniques against adversaries who wish to compromise the algorithm or

obtain some information from the data and/or the model.

Pioneer studies on adversarial date back to 2004, when Dalvi et al.| (2004), and
later on |Lowd and Meek| (2005ab)) analysed the problem in the context of spam filtering,
showing that linear classifiers could be easily tricked by few carefully-crafted changes in
the content of spam emails. In 2006, [Barreno et al. (2006) questioned the suitability of
[MT] in adversarial settings from a broader viewpoint, taxonomising attacks and potential
countermeasures both at training and at test time. Other notable works such as (Barreno
et all 2010; Huang et al., [2011)) followed up these lines. Studying the security and privacy
of has received considerable attention since 2013, when Szegedy et al.| (2014) and
subsequent studies (Goodfellow et al., [2014b; Nguyen et al., 2015; Moosavi-Dezfooli et al.|
2016|) showed that for image classification can be fooled by input images perturbed
in an imperceptible manner (Biggio and Roli, 2018)). Since then, and independently
from the discovery of adversarial examples against deep networks (Szegedy et al.l 2014),
numerous papers have been published to reveal vulnerabilities of [ML]algorithms of all sorts
including state-of-the-art ones such as deep convolutional networks, both at training time

(poisoning/causative) and at test time (evasion/exploratory).

2.3.1 The Importance of Adversarial Machine Learning

The security and safety properties of a system that includes learning functionalities only
make sense in the context of the entire system and depends, amongst other important
aspects, on the security of the [ML] model itself. For instance, if the availability of the
intrusion detection model embedded in a software-defined networking controller cannot be
guaranteed, the availability of that controller and thus of the entire network it manages
can be also affected (Papernot, 2018)). In another example, the security of the passengers

of self-driving vehicles (or the future self-flying planes) strongly relies on the security of



2.3 Adversarial Machine Learning 27

their sensors and learning systems. It is not difficult to imagine the dramatic consequences

if such systems do not operate properly.

As|Chio and Freeman (2018]) remark, studying the security of is challenging as most
[MT] solutions behave as black boxes, especially in the case of deep learning architectures.
This means that the lack of interpretability and explainability of these models makes it
difficult for developers and users to understand the rationale of their predictions in terms
of the logic of the system. Then, in many cases it is not easy to detect when a learning
system has been compromised by an adversary. In consequence, it is crucial to assure the
stability and robustness of [MI] systems—by understanding systematic vulnerabilities and
developing new testing methodologies—to authorise their safe deployment and acceptance
in security-sensitive applications. In addition, this leads to the need for auditing these
systems to verify they only solve the task for which they were designed—i.e., do not present

backdoors (a.k.a. Trojans (Gu et al., 2019)).

On the other hand, it is noteworthy that the potential vulnerabilities of learning-
based systems are not limited to the [ML] model itself but also encompass the whole
data processing pipeline: data collection from individuals, sensors and devices in the
physical domain; preprocessing (including data annotation, cleaning, and dimensionality
reduction) in the digital representation; training model itself) and model interpretation
(including explainability, auditability and fairness); and deployment (inference phase) and
accountability, again in the physical domain. Obviously, the security of the [ML] model
also relies upon the security of the computing system that hosts it—which is out of the
scope of this thesis. For instance, the privacy of the data analysed by an [ML]algorithm
could be endangered by a side-channel attack on the hardware accelerator on which the
model is trained and/or deployed (Papernot, 2018); or in the case of outsourced learning
(Li et al., |2018; |Gu et al., |2019), transfer learning (Pan and Yang, 2010; Gu et al.l 2019)
or federated learning (Koneény et al.| 2016; [Bagdasaryan et al., |2020)), the security and
privacy of the model and data could be compromised if the telecommunications network

were jeopardised.

2.3.2 Threat Model

Like other traditional security contexts, the first step towards the analysis of the vulner-

abilities of systems requires to define an appropriate threat model (Munoz-Gonzalez
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and Lupul, [2019). This model, synthesised from (Barreno et al., 2006} 2010} Huang et al.|
2011} Biggio et al., [2014; Munoz-Gonzélez et al., 2017; Munoz-Gonzéalez and Lupu, 2019)

in the next subsection, characterises the security of learning systems as a function of the
adversarial capabilities, goals and knowledge. A summary of the security threats and

defensive techniques considering the [MI] pipeline (Liu et al.l 2018a) is shown in Fig.

Attacker’s Capability

This characteristic depends on the influence that the attacker has on the input data, and

on application-specific data manipulation constraints (Munoz-Gonzalez and Lupul [2019).

e Attack Influence: depending on whether the adversary can manipulate training

and/or test data, we can differentiate three main type of attacks:

o Poisoning/causative attacks: the attacker can manipulate the training data—

which is untrusted—to subvert the learning algorithm (Murioz-Gonzélez and|

2019), destabilising the system. Poisoning attacks can also facilitate

future evasion attacks, in which the adversary can influence both training and

test sets, a.k.a. backdoor attacks.

o Backdoor/Trojan attacks (Gu et al., [2019; Liu et al.l 2018b; Chen et al.,

2017b)): the attacker injects a trigger—e.g., in the case of image classification,
a common sticker—into a set of training examples, which causes the model to

misclassify samples with the same trigger pattern at test time, without affecting
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the performance of genuine samples. Backdoor attacks can also be interpreted

as a particular case of targeted poisoning attacks.

o Evasion/exploratory attacks: the attacker can only manipulate data at test
time. They can probe the system to learn the weaknesses and blind spots to
produce intentional errors (depending on its robustness); or to obtain information
about the model, the data employed for training, and/or the users (privacy

and confidentiality violation) (Munoz-Gonzalez and Lupu, 2019).

e Data manipulation constraints: the data must always have valid attribute values.
Moreover, depending upon the application domain, the attacker may be limited to
manipulate the features or the labels of the attack samples. The attacker may also
consider additional constraints to avoid detection (detectability constraints), e.g.,
from outlier detectors (Paudice et al., 2018a). These constraints can be generally
included in the definition of the optimal attack strategy, by assuming that the
initial poisoning samples D, can only be modified according to a space of possible
modifications ®(Dy,), as for example by bounding the norm of the input perturbation

of each attack point (Munoz-Gonzédlez and Lupu, 2019; Biggio and Roli} 2018).

Attacker’s Goal

This aspect is defined in terms of the desired security violation, attack specificity, and error
specificity (the latter defined in classification settings), as detailed below (Munoz-Gonzalez

and Lupu, 2019).

e Security violation: this characteristic defines the high-level security violation
caused by the attack (Munoz-Gonzalez and Lupu, 2019). We can distinguish three

different security violations against [ML] systems:

o Availability violation: when the attacker aims to compromise system func-
tionality, e.g., by increasing the overall error rate in a classification algorithm.
If a particular system depends on the performance of the [ML] model to make
decisions that impact its availability, these attacks fall under the broad category

of denial of dervice (Papernot et al., 2018).

o Integrity violation: when the attack evades detection without compromising

normal operation of the system. Attacks attempting to control concrete model
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outputs are at the heart of integrity attacks (Papernot et al., |2018). For example,

producing false negatives in binary classification problems.

o Privacy and confidentiality violation: if the attacker obtains sensitive
information about the [MI]system, the data used for training, or the users of the
system. [MI] models have enough capacity to capture and memorise elements
of their training data (Fredrikson et al., 2015). As such, it is hard to provide
guarantees that participation in a dataset does not harm the privacy of an
individual (Papernot et al., [2018). This form of security violation will not be
taken into consideration in our research, but is relevant for privacy-preserving

learning applications (Huang et al.l 2011).

e Samples specificity: this axis defines how specific the adversary’s intention is. This
is not a clear categorisation into two possible specificity values, but represents a

continuous spectrum (Munoz-Gonzalez and Lupu, |2019):

o Indiscriminate attacks: when the attacker aims to degrade the performance
of the system or to produce errors in an indiscriminate manner, i.e., for a broad

set of samples.

o Targeted attacks: when the attacker aims to produce errors or to degrade the

system performance for a reduced set of samples.

o Subpopulation attacks: when the attacker aims to impact a subpopulationEl
while retaining model accuracy on the rest of the test samples (Jagielski et al.|
2021). Subpopulation attacks interpolate between targeted and indiscriminate

attacks (depending on the subpopulation size).

e Error specificity: this characteristic was introduced by Munoz-Gonzalez et al.
(2017) to disambiguate cases where the nature of the errors can be different, as in
multiclass classification tasks (Munoz-Gonzalez and Lupul 2019). Hence, according

to the error specificity, an attack can be defined as:

o Confidence reduction attacks: they reduce the confidence of the model’s
predictions (introducing class ambiguity) (Papernot et al., [2016b). This does
not imply that they explicitly increase some kind of error, as the error is a step

function (but it could facilitate other attacks).

4Subpopulations consist of points with similar feature representations, and the size of the subpopulations
determines the overall impact of these attacks.
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o Error-generic attacks: when the attacker aims to produce errors in the system,

regardless of the kind of error.

o Error-specific attacks: when the attacker aims to produce specific types of

error in the system.

Attacker’s Knowledge

The attacker can have different levels of knowledge about the targeted [ML]system including
(Munoz-Gonzalez and Lupu, 2019):

e Training dataset, Dt;. This includes the features of the samples and their correspond-

ing labels.

e Feature representation used by the learning algorithm, X. This refers to the ac-
tual features used by the algorithm after the data preprocessing stage. This data

preprocessing can also include dimensionality reduction techniques.

e Learning model, M. The attacker can know the learner’s inductive bias,El e.g.,
hypotheses such as linearity, maximal margin, polynomial, basis functions, etc.; and

the architecture of the model.
e Hyperparameters of the model (priors), A.

e Parameters of the model (if the model is parametric), w.

Loss function that the learning algorithm aims to optimise, L.

The attacker’s knowledge can be therefore characterised in terms of a space ©, whose
elements encode the aforementioned components as © = (D, X', M, A, L, w). This repres-
entation includes many different attack scenarios, depending on the assumptions made on
each of the components of ©. But typically, three main settings are considered (Munoz-

Gonzalez and Lupu, [2019)):

e Perfect-knowledge (PK]): the attacker is assumed to know everything about the
targeted system. Therefore, Opg) = (Dir, X, M, A, L, w). Although unrealistic in

5The inductive bias of a learning algorithm is the set of assumptions that the learner uses to predict
outputs of previously unseen inputs. A classic example of an inductive bias is Occam’s razor, assuming
that the simplest consistent hypothesis about the prediction function is actually the best.
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most cases, perfect knowledge attacks allow to perform worst-case evaluations of
the security of the system. This enables an empirical estimation—which can be
performed with gradient-based optimisation—of upper bounds on the performance
degradation of the system when is under attack (Munoz-Gonzalez and Lupu, 2019).
This will be the case in this thesis. It can also be helpful for model selection,
comparing the performance of different learning algorithms with different settings
when they are under attack (Munoz-Gonzalez and Lupu, 2019). settings are
also appealing to establish an analysis of the trade-off between the accuracy and

robustness of the system, which we will study in Ch.

Limited-knowledge (LK)]): in most research literature, limited knowledge attacks
typically consider two cases: attacks with surrogate data and attacks with surrogate

learner (Munoz-Gonzalez and Lupu, 2019)):

o Surrogate data : the attacker knows the feature representation, the learn-
ing algorithm, and the loss function. These attacks also assume that the attacker
has access to a surrogate dataset, ﬁtr, with similar characteristics and data
distribution than Di,. Then, the attacker estimates the parameters viﬂ of the
learning algorithm Dy by optimising the loss function on the surrogate dataset

Dy (Muiioz-Gonzélez and Lupu, |2019)). Hence, Orr}-gn = (ﬁtr, X, M A, L, W).

o Surrogate learner : the attacker is assumed to know the training data and
the feature representation (e.g., if the learning algorithm is trained on publicly
available datasets (Munoz-Gonzalez and Lupu, 2019)), but not the learning
algorithm and the loss function (Munoz-Gonzéalez and Lupu, 2019). Therefore,
orrig = (Dir, X, M, A, L, w). In this case, the estimated parameters w may
also belong to a different vector space than the ones of the targeted system, as
the model of the attacker can be different (Munoz-Gonzalez and Lupu, 2019).
These attacks also include the cases where the corresponding optimisation
problem is intractable or too difficult to solve, even if the attacker knows the
learning algorithm of the targeted system. Then, a surrogate model can help
avoid this difficulty by crafting a tractable but (possibly) less effective attack
(Munoz-Gonzalez and Lupu, 2019). Moreover, surrogate-learner environments

are commonly used as a procedure to evaluate the transferability of attacks

5The hat symbol denotes limited knowledge of a given component.
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between learning algorithms (Biggio and Roli, 2018)): the attacker can craft
attacks against a surrogate model and test them against the targeted one

(Munoz-Gonzalez et al.l 2017).

e Zero-knowledge : the attacker has no substantial knowledge of the training
set, the learning model and its parameters and hyperparameters, or the loss function.
However, they know that the learning system is designed to perform some particular
task, and have an idea of which potential transformations to apply to cause some
feature changes. This means that knowledge of the feature representation may be
partial (Biggio and Roli, 2018). Thus, Ogg = (f?tr,)?,./\;l,f\,ﬁ,‘?v). As crafting
poisoning samples typically requires some degree of knowledge about the model, most
attacks have been proposed for evasion scenarios (Biggio et al., 2013; [Papernot
et al.| 2016a;, 2017 |Chen et al., 2017a; [llyas et al., |2019; (Co et al., 2019)).

o Oracle: without access to the training data or the [MI]model, the adversary
has the ability to query the targeted model to obtain output classifications from
carefully crafted inputs. This enables them to observe and extract information (or
even reconstruct the model) from the relationship between changes in inputs and
outputs, to adaptively craft adversarial examples (derivative-free optimisation
(Snoek et al., [2012; Shahriari et al., 2016)). Thus, a key metric when comparing
different attacks is the wealth of information returned by the oracle, and the
number of oracle queries they perform (Papernot et al., 2016bl 2017)). This
is also a common methodology to characterise the transferability of attacks

between models.

o Samples: the adversary has the ability to collect pairs of input and output
related to the learning model. However, they cannot modify these inputs to
observe the difference in the output. These pairs are only useful in very large

quantities (Papernot et al.l 2018).

In the previous analysis we have not considered the case in which the learner is applying
some particular defence strategy. Therefore, this component can be added to the space
of possibilities for the attacker’s knowledge. The attacker can thus target this defence by
means of imposing detectability (data manipulation) constraints in the formulation of the
optimisation problem, and use adaptive attacks or find novel procedures to bypass the

proposed defence. As a result, the problem of adversarial and poisoning examples is very
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challenging given enough computation, time, and insider knowledge of the targeted model.
However, some techniques can help mitigate the effect of this problem and enhance the

security of [MI] systems against this threat.

Regarding the knowledge of the target defence, there are three different scenarios: (ii)
the adversary is aware of the defence strategy and targets it as well; (ii) they have the
knowledge that a certain defence is deployed, but actually do not know which concrete
strategy, so they target a reasonable surrogate defence (e.g., strong defences publicly
accessible); and (iii) the adversary does not take into consideration any defence. In the
second case, they can also establish a trade-off for the attack impact in terms of the
surrogate defence and the case in which there is no defence. We will develop this strategy
in Ch. b} Also, it could happen that the defender is deploying a honeypot—for instance,
fake adversarial regions (Shan et al., [2020)—to gain information about the attacker, so

that the latter should be cautious when crafting the malicious samples.

Next, we review the main kind of attacks we shall tackle in this thesis, i.e., data

poisoning attacks.

2.4 Data Poisoning

In many applications, [ML] systems rely on data collected from untrusted data sources, such
as humans—e.g., product reviews, user feedback on social media, or insurance claims—
machines, sensors, or Internet-of-Things devices that can be compromised and
manipulated. Malicious data from these compromised sources can then be used to poison
the learning algorithms themselves. In other applications, the labelling of the training
datasets is done manually, and crowdsourcing techniques are used to aggregate the labelling
information from human annotators. In these cases, crowdturfing attacks are possible where
malicious annotators collude to deceive the crowdsourcing algorithm by manipulating some

of the labels (Yao et al., 2017)).

Other scenarios include federated learning (McMahan et al.; 2017), which enables thou-
sands of participants to construct a learning model without sharing their private training
data with each other, but where any participant could introduce malicious functionality

into the joint global model (Bagdasaryan et al.l 2020; Fung et al.l 2018).

These situations expose [MI] algorithms to data poisoning attacks—a.k.a. causative
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attacks—where adversaries manipulate a fraction of the training data to subvert the
learning process, either to decrease its overall performance or to produce a particular kind
of error in the system (Barreno et al., 2010; Huang et al., 2011} [Munoz-Gonzalez et al.|
2019a)). Data poisoning attacks can also facilitate subsequent evasion attacks or produce
backdoor (or Trojan) attacks (Gu et al., 2019; [Liu et al., 2018b). The adaptability of
[MI] algorithms—when inferring patterns from malicious samples—makes data poisoning
attacks one of the most relevant and emerging threats for data-driven technologies. For
instance, according to a survey carried out by Microsoft in 2020 (Kumar et al.| |2020)),

poisoning is the top perceived threat against [ML]for business decision makers.

The first poisoning attacks reported in the literature targeted specific applications,
such as spam filtering (Nelson et al., 2008; Barreno et al.| [2010) or anomaly detection
(Barreno et al., |2006; [Kloft and Laskov, [2012)). In particular, classic poisoning attacks
appeared in the context of spam filtering with systems such as SpamBayes (naive Bayes
for spam classification). SpamBayes retrains itself periodically with the new data that it
has collected. This allows attackers to place their malicious data (emails) into the training
dataset of the SpamBayes filter. By sending malicious emails into the user’s inbox, the
latter labels it as spam. Later, when the learning algorithm retrains itself, the malicious
emails can become part of the training dataset. For example, in dictionary attacks, the
adversary constructs malicious instances by inserting words sampled from a distribution
commonly found in regular emails—dictionary—into the messages. This is done with the
intent of associating all words with spam (Lowd and Meek, 2005b). When a spam filter is
trained on this sort of messages, it starts to associate those words with spam email, raising
its overall false positive rate. In contrast, in ham attacks, words that are characteristic of
the ham (benign) class are included in crafted emails, making it a more efficient version of

the dictionary attack.

A well-known real-world poisoning attack is the case of Tay, a chatbot that was released
by Microsoft on Twitter in 2016. The chatbot caused controversy when it began to post
offensive tweets through its Twitter account, forcing Microsoft to shut down the service only
16 hours after its launch (Neff and Nagyl [2016]). According to Microsoft, this was caused
by “trolls” who “attacked” the service as the bot made replies based on its interactions
with people on Twitter. In a certain way, Twitter users “poisoned” Tay’s data with their

deliberately offensive tweets, which influenced Tay’s own tweets.
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(a) (b)

Figure 2.3: Synthetic example of data poisoning in a binary classification problem. The points
denote training examples, and the colours denote distinct classes. Starred points indicate poisoning
points intentionally positioned to distort the decision boundary. The red line denotes the learnt
decision boundary and the blue line, the true decision boundary. (a) Effect on the decision boundary
after injecting one poisoning point. (b) Effect after injecting five poisoning points (Mufioz-Gonzalez
and Lupu, [2019).

More generally, in data poisoning attacks the adversary has influence over a fraction
of the training data used by the learning algorithm—by injecting or substituting malicious
data points. The attack strength is normally measured in terms of the relative number
of poisoning samples with respect to the size of the training data. The large size of the
datasets usually means it is not possible to filter out the manipulated data (Paudice et al.|
2018a)). The attacker’s goal is therefore to destabilise the system by subverting the learning
process—modifying the decision boundary or regression curve—in an indiscriminate or
targeted way, either to decrease the overall performance of the system or to produce a
particular kind of error (Munoz-Gonzalez and Lupul 2019). These attacks can also facilitate
subsequent evasion of the system, i.e., backdoor or Trojan attacks (Gu et al.} 2019; Liu

et al., [2018D)).

In Fig. 23] we can observe an example of a poisoning attack against a small neural
network classifier, where the system aims to correctly classify the blue and the red dots.
We can appreciate that the decision boundary changes (from the blue line to the red one)
after adding several malicious points (red stars), which cause the system to increase its

error rate in the test phase (Munoz-Gonzalez and Lupul 2019).

In the last years, in-depth research on poisoning attacks has brought a more com-
prehensive taxonomy that generalises them to other application domains and learning
algorithms. For the attacker to craft successful poisoning samples, the general assumption

is that the attacker has some degree of knowledge about the training data, and possibly
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the learning model or a surrogate model with similar representational power (e.g., in terms
of similar decision boundary). In this sense, modifications of the training data can be seen
as altering the distribution that generated the training data, thus creating a mismatch
between the distributions used for training and test phase (Barreno et al.l 2010} Dalvi

et al., [2004).

Next, we highlight the main sort of poisoning attacks we can find in the research

literature.

2.4.1 Data Poisoning Attacks Algorithms

Different poisoning attack strategies have demonstrated the sensitivity of [MI]algorithms to
this threat, including support vector machines (Biggio et al., 2012} Steinhardt et al.|
2017; Koh et al.| [2022), logistic regression (Munoz-Gonzélez et al., 2017} Koh et al.l 2022,
or neural networks and deep learning architectures (Munoz-Gonzalez et al.l 2017; Koh
and Liang), [2017), amongst others. Here we summarise the most popular data poisoning

attacks.

e Label-flipping attacks: this is simplest strategy to implement poisoning attacks;
the attacker does not perturb the feature values in the training data, but merely
changes the labels of a fraction of the training data so that they are incorrect (Biggio
et all 2011b; |Paudice et al., 2018b)). The method by which these labels are changed
is also a matter of strategy; one could simply flip labels randomly, or one could utilise
a more precise method, which increases the loss of the defender optimally depending

on the training sample that is flipped.

e Implicit differentiation and influence functions: early works on data poisoning
against classic models, e.g., logistic regression, and linear regression, require
that the inner problem is solved exactly—by leveraging its stationarity conditions—
and then using the implicit function theorem to compute the gradients w.r.t. the
poisoning points, which is computationally very inefficient (Biggio et al.| 2012; Xiao
et al., [2015; |[Mei and Zhu| 2015; Jagielski et al., 2018). [Koh and Liang| (2017) created
adversarial training examples by exploiting influence functions. This approach allows
to craft successful targeted attacks by injecting small perturbations to genuine data

points in the training set.
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e Iterative differentiation: these attacks compute the gradient for the poisoning

points by approximately solving the inner problem using a reduced number of steps
of gradient descent (Munoz-Gonzalez et al., [2017). A gradient ascent step is then
conducted on the outer loss by back-propagating through the inner minimisation
dynamics. This reduces the computational cost compared to implicit differentiation
methods, but the method has still a limited impact against large deep neural network

(DNN) architectures.

Generative models: several methods propose to train generative models such
as autoencoders (Yang et al., 2017; Feng et al., 2019)), and generative adversarial
networks (Munoz-Gonzalez et al.l 2019b) to produce poisoning samples
against deep networks at scale. After the generative model is trained, poisoning
samples can be crafted simply by conducting a forward pass through the generator
or the autoencoder. Further, Munoz-Gonzalez et al.| (2019b)) proposed a mechanism
to generate poisoning samples at different degrees of detectability that can surpass
state-of-the-art defences. While this enables poisoning additional samples at little
additional computational cost, the cost of training the original generative model is

still high.

StatP: Jagielski et al.| (2018) propose a statistical attack that samples points from a
multivariate Gaussian distribution, where the corresponding mean and covariance
matrix are estimated from the clean training data. Then, StatP rounds the feature
variables to the corners, queries the model and rounds the target variable to the
opposite corner—exploiting the observation that the most effective poisoning points
are near corners. The corners are defined as the minimum and maximum of the
feasibility domain of each variable. In summary, this attack creates a few isolated
clusters of adversarial data, where both features and target take only extreme values.
However, this attack is only shown to be successful against linear models, and can be

detected by defences that reject extreme values.

BetaPoisoning: instead of solving a bilevel optimisation problem, |Cina et al.
(2021)) propose a suboptimal heuristic strategy, together with a variable reduction
technique, called BetaPoisoning: crafting the poisoning points based on maximising a
surrogate loss—approximated by a Gaussian kernel density estimator. They assume

that the data distribution for each class is approximately “Gaussian” and linearly



2.4 Data Poisoning 39

separable. Then, they craft the poisoning points via a linear combination of validation
points that maximises the surrogate loss. This makes the dataset no longer linearly
separable, thereby hurting the accuracy of linear models. Their formulation is related
to the evasion attack proposed by Biggio et al.| (2013). A desirable property of the
BetaPoisoning attack is that it does not need to retrain the model while crafting the

poisoning samples.

Clean-Label Data Poisoning Attacks

We briefly detail prominent clean-label data poisoning attacks against These
attacks involve correctly labelled training data, and do not degrade the performance on
non-targeted examples. This can also help make the attack less detectable, with the goal

of controlling the behaviour of the classifier on specific test instances.

e Feature Collision: [Shafahi et al.| (2018)) present a targeted poisoning attack that
perturbs training data so that its deep features collide with those corresponding to a
target image. At the same time, the attack penalises the size of perturbations applied
to training data to maintain visual similarity between the original and perturbed
images. In the attack developed by |Aghakhani et al. (2021)), the target image resides
close to the centre of the convex hull of the poisoning images in feature space, to
increase the success of feature collision. This method improves on the work of [Zhu
et al.| (2019), which constructs a convex polytope around the target based on an
ensemble of models. All these methods are efficient, but designed to attack fine-tuning
scenarios where the feature extractor is nearly fixed and not influenced by poisoned

data.

e MetaPoison: Huang et al.| (2020) generate poisoning points based on unrolling
the bilevel objective encountered in targeted data poisoning for several steps and
optimising the unrolled objective over an ensemble of models at different stages in
training, leading to an attack that is robust to new initialisations in from-scratch
training as well as to changes in model architectures. This is the first attack
to succeed against deep networks trained from scratch on [CIFAR}10. However,
unrolled ensembles remain costly. Furthermore, MetaPoison performs modestly on

indiscriminate attacks. This could be attributed to the fact that the adversarial loss
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for indiscriminate attacks, which takes into account all images in the validation set,

places quite a few constraints on the poisoning points.

e Gradient Matching: Witches’ Brew (Geiping et al.l 2021a)) instead approximates
the bilevel objective by gradient matching of poisoning and target data, leading
to a computationally efficient attack (in comparison to MetaPoison (Huang et al.,
2020))), combining the efficiency of feature collision attacks with the success of bilevel
approximations (i.e., from-scratch settings). It uses tools such as random restarts,
differentiable data augmentation (including translation, crop, and horizontal flip),
and model ensembles. It does not require updates of the model’s parameters after
each poisoning optimisation step. The bilevel approximation of Geiping et al.| (2021a))
can also adapted to indiscriminate attacks for neural networks by substituting the

original targeted objective with an indiscriminate one (Fowl et al., [2021a)).

Clean-Label Data Poisoning Attacks to Prevent Data Exploitation

Since [DNNg| usually require large datasets to train, many practitioners scrape data from
external sources such as the Internet. However, an external data owner may not be willing
to let this happen. This has raised public concerns about the “free” exploration of personal
data for unauthorised or even illegal purposes (Huang et al., [2021)). On this subject, an
attacker can aim to slightly modify training data to spoil the training process such that a
trained network lacks generalisation. For instance, this setting is relevant to practitioners
like social media companies who wish to modify all user data to prevent others from using
data scraped from their platforms. However, these attacks are effective when the attacker
manipulates the whole training set—or a large fraction of it—which can be impractical in

some situations.

e TensorClog: TensorClog (Shen et al.l 2019) is an indiscriminate attack that perturbs
training data so that neural networks have gradients of very low magnitude and thus
do not train effectively—decreasing validation performance—while also ensuring that
perturbed images are similar to the originals. However, this strategy is only effective
in [PK] transfer learning settings when the feature extractor is known and fixed, and

even in this idealised setting, the attack is only mildly successful (Shen et al.l 2019).

e Unlearnable examples: Huang et al. (2021) intentionally optimise the perturbations
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Figure 2.4: Preventing exploitation of face data using error-minimising noise. In this scenario,
the defender wants to prevent their face images from being exploited to train face recognition or
verification systems. The user has access to a small dataset of facial images and uses this small
dataset to generate and apply the error-minimising noise to their own face images before sharing
them on online social media platforms. After this, the unlearnable version of face images on social
media is collected to train a [DNN}based facial recognition or verification system. The system is
then used to recognise one of the user’s clean face images captured somewhere by a camera. The
goal is to prevent the [DNN]from learning the defender’s face images and make it perform poorly on
their clean face images (Huang et al., [2021).

to reduce the training loss and prevent data from being freely exploited by deep
learning (see Fig. . The main motivation is that if the training loss is zero, then
the target model will have nothing to learn as there is nothing to backpropagate.
The inner optimisation aims to find the perturbations by minimising the model’s
classification loss, while the outer optimisation updates the model’s parameters
by training it on the perturbed images achieved in the inner optimisation. The
above inner and outer optimisation share the same objective, and the model training
starts from a random initialisation in each round while the perturbations accumulate
through the whole optimisation. The inner and outer optimisation are alternatively
implemented and finally terminated when the predefined training accuracy on the
outer model is met. However, such conferred unlearnability is found fragile to
adversarial training. Hence, improve upon the work of
to generate robust unlearnable examples that are protected from adversarial

training.

Poisoning points as adversarial examples: Fowl et al.| (2021b) show that the

objective of adversarial examples, which is a single objective of maximising the loss,

is sufficient to generate powerful data poisoning perturbations. They use the classic

objective of adversarial examples. Surprisingly, [Fowl et al.| (2021b) demonstrate that
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this simple objective can generate perturbations that achieve state-of-the-art attack

performance.

e Neural tangent generalisation attack: [Yuan and Wu (2021) adopt a Gaussian
process based on neural tangent kernels as a surrogate model for the mean of a class
of wide This method can enhance the transferability of the generated noise

across different models.

2.4.2 Optimal Poisoning Attacks

An important step towards building empirical assurance methodologies for learning systems
is the formulation of optimal poisoning strategies. The purpose of these procedures is
to determine the maximum damage an adversary can perpetrate if they have perfect
knowledge about the system. This methodology is of great interest and is one of the core
aspects of this thesis as it allows to derive worst-case analyses for different levels of data

poisoning, as well as to develop effective mitigation strategies.

The core of optimal poisoning attacks is to solve a bilevel optimisation problem
(which we shall review in Sect. , i.e., an optimisation problem that depends on another
optimisation problem. In these cases, the attacker typically aims to maximise a malicious
objective (e.g., to maximise the error for a set of target points) by manipulating a fraction
of the training data. At the same time, the defender aims to optimise a different objective
function to learn the optimal model’s parameters, typically by minimising some loss
function evaluated on the poisoned training set (Munoz-Gonzalez et al., 2017). Every
time an attacker updates the value of a poisoning sample, they need to train the learning
algorithm for a number of iterations. Then, computing optimal attacks is complex, and
there is no general method suited to all classes of learning algorithms. Thus, extending
this formulation to deep learning architectures is not a trivial task, as the large number
of parameters limits its effectiveness. For instance, given that the loss function of deep
learning algorithms is generally non-convex, the difficulty lies in reaching a high loss value

that guarantees a significant increase in the test error rate.

Prior work on optimal attack strategies focussed on computing optimal attack points
against (Biggio et al., [2012; Mei and Zhu, 2015; [Koh et al., 2022)), logistic regres-
sion (Mei and Zhul 2015; Koh et al., 2022), and embedded feature selection methods
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(Xiao et al., [2015), via a computationally intensive gradient ascent strategy. These methods
can effectively degrade the accuracy of the target model. However, the data generation is
very time-consuming because of the expensive gradient calculation of the validation loss
function w.r.t. the poisoning point. This computation involves implicit differentiation—the
model’s parameters are themselves a complex implicit function of the poisoning point—
taking into account the inverse of the Hessian matrix (Biggio et al., 2012} Mei and Zhu)
2015; [Koh et al.;, 2022)) of the loss function. Hence, the computational cost of the poisoning
data generation using implicit differentiation is proportional to the dimension of the input
data and the complexity of the target model. Thus, the scalability of implicit differentiation
methods may be a severe issue, especially considering the rapid growth of the sizes of

state-of-the-art deep networks and their training datasets.

A more general approach was introduced by Munoz-Gonzalez et al.| (2017)), formulating
different optimal attack strategies for targeting multiclass classifiers. The authors also
proposed an algorithm to estimate the hypergradients in the corresponding bilevel optim-
isation problem through (Domkel 2012; Maclaurin et al., 2015; [Franceschi et al.|
2017, 2018)), which significantly improves the scalability of optimal attacks, allowing to

poison a broader range of learning algorithms, including neural networks.

Koh et al.| (2022) proposed an algorithm for solving bilevel problems with detectability
constraints, allowing to craft poisoning points that can bypass outlier detectors. However,
since the attacker’s feasible set depends on the output of a predefined outlier detector,
the algorithm is computationally demanding—which limits its applicability in practical
scenarios. For instance, the attacker’s feasible set depend on the model’s parameters that
the defender learns, which in turn depend on the poisoning points. This dependence makes
it difficult for the attacker to explicitly constrain their poisoning points to lie within such

feasible sets.

The suboptimal attacks proposed by Steinhardt et al.| (2017); Koh et al.| (2022)) aim to
simplify the bilevel optimisation problem by replacing the validation loss at the outer level
with the training loss. This substitution changes the bilevel problem into a saddle-point
problem—i.e., one that can be expressed in the form minimax—that can be solved efficiently
via gradient-based optimisation. The core assumptions are that the test and training set
(the latter including the poisoning samples) are drawn from the same distribution, that the

training set is sufficiently representative, and the model is appropriately regularised, such
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Before attack After attack After sanitization

(2) (b) (c)

Figure 2.5: Data poisoning and anomaly detection. (a) In non-adversarial settings, the defender
can often learn the model’s parameters that (approximately) fit the clean training data. (b) The
addition of poisoning data can significantly change the learnt parameters, leading to high test error.
(c) By discarding outliers and then training on the remaining data, the defender can mitigate the
effectiveness of the attacker. In this example, the defender discards all blue points outside the blue

ellipse, and all red points outside the red ellipse (Koh et al., 2022).

that the validation loss is similar to the training loss—which is not always the case. In this
regard, the authors do not show the feasibility of the method on non-convex models such
as neural networks, where the complexity of the hypothesis function and the need for large

training data might make this approximation less effective.

2.4.3 Defences Against Data Poisoning

It has become clear that [MI] algorithms require some sort of defence against poisoning
attacks. A considerable problem with many defences is that they are overly specialised,

with very few general poisoning defences which are able to handle multiple poisoning

attacks (e.g., indiscriminate and targeted attacks simultaneously) (Cina et al.; 2023).

Data Sanitisation

These types of defences aim to remove poisoning samples before training to mitigate the
attack. The reasoning behind this strategy is that for poisoning samples to be effective,
they should possess different characteristics to the clean samples, or else there would be

minimal impact on the training process.

Data sanitisation techniques—as illustrated in Fig. 2.5(c)[—use anomaly detectors

to filter out training points that look suspicious (Cretu et al.l 2008} Huang et al.| 2011).

Reject on Negative Impact (RONI|) was one of the first implementations to be robust

to some attacks, making use of a calculation of the impact of each training example to
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discard examples which have a drastically negative impact on the classifier’s accuracy.
Nonetheless, it needs retraining for each data point, making it very computationally
expensive (Nelson et al., 2008). One possible way to reduce this complexity is by means of
influence functions (Koh and Liang, 2017), so as to identify the most dangerous—likely
to be influenced—samples in the training set that would need manual inspection. On the
contrary, k-nearest neighbours labelling is a form of clustering that uses samples adjacent
to a possible malicious point, to ascertain whether it is malicious—and if so, relabelling
this introduced data point. This defence is limited when subsets of maliciously introduced
data points are close (Paudice et al., 2018b), even if that subset is far from the rest of the
data. In this sense, this detection mechanism is highly sensitive to the training data and

might be prone to overfitting (Koh et al., 2022).

Another possible defence mechanism is anomaly detection, where an outlier detector
(Hodge and Austinl 2004) is deployed against optimal poisoning attacks. This approach
considers the whole [MI] pipeline, and uses pre-filtering with distance-based outlier detection
(Paudice et al.l 2018a). However, this defence works if the data used to train the outlier
detector is trusted. If this assumption is violated, the outlier detector can be also poisoned.
In these cases, defending is even harder since the adversary can be free to significantly
change the underlying data distribution. Furthermore, the algorithm is only capable
of detecting and removing poisoning points that are far from the genuine points of the
corresponding class, which is not always the case for stealthy attackers (Steinhardt et al.|
2017; Paudice et al., 2018a; |[Koh et al.l 2022)). Overall, these methods are less sensitive
and might tend to underfit, because they make strong parametric assumptions (Koh et al.,
2022). Label sanitisation has also been proposed as a mechanism to identify and relabel
suspicious training points (Paudice et al.l 2018b; |Zhang et al.| [2018)). However, this strategy
can fail when the poisoning points “collude” (Munoz-Gonzalez et al.| [2019b). Finally,
Diakonikolas et al. (2019)) propose SEVER, a robust meta-algorithm based on singular
value decomposition, capable of mitigating some poisoning attacks; and Yang et al.| (2022)
identify effective poisoning points as isolated medoids—most centrally located examples—of

each class, in the gradient space.
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Robust Training

In contrast to data sanitisation, robust training approaches help mitigate poisoning attacks
by attempting to develop a training algorithm which limits the effectiveness of malicious
points by design rather than removing these points altogether. These methods require
access to the training data, the learning algorithm, and the model’s parameters and thus

can only be used when the defender trains the model themselves.

e Regularisation: a strategy utilised to reduce the influence of poisoning points in the
training process is by increasing the level of regularisation, as shown by |Carnerero-
Cano et al.| (2020} 2021, 2023) and in Ch. [3| of this thesis. Regularisation adds a
penalty term to the original loss function which shrinks the norm of the model’s
parameters. This strategy is particularly effective against indiscriminate attacks.
Carnerero-Cano et al.| (2020} 2021} 2023) also describe the trade-off between accuracy
and robustness, by means of a trusted validation set that guides the learning of the

optimal regularisation hyperparameter that increases the validation accuracy.

e Bagging and aggregation methods: bagging refers to an ensemble learning
protocol that trains sub-models on the sub-sampled sub-training sets and makes
predictions by a majority voting mechanism, which is a commonly used method to
avoid overfitting (Breiman, [1996). The defender can then train a model on each of
the subsets, building an ensemble. The motivation behind this is that, to poison
all small models simultaneously, many poisoning points would be required. The
ensemble of models can then be combined to provide robustness (Biggio et al., 2011a;
Jia et al., [2021} |(Chen et al., 2022)). On the other hand, deep partition aggregation
(Levine and Feizi, [2021)) predicts through an aggregation of base classifiers trained on
disjoint subsets of data, thus restricting its sensitivity to dataset distortions. Finite
aggregation (Wang et al.| 2022)) first splits the training set into smaller disjoint subsets
and then combines duplicates of them to build larger (but not disjoint) subsets for
training base classifiers, which reduces the worst-case impacts of poisoning samples
and slightly improves the ensemble’s certification bounds compared to deep partition

aggregation (Levine and Feizi| [2021)).

e Data augmentation: Munoz-Gonzalez et al.| (2019b]) show empirically that for

the same fraction of attack points, the effect of a poisoning attack reduces when
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the number of training points increases, as the stability of the algorithm increases.
Thus, data augmentation can help limit the attacker’s ability to degrade the overall
system’s performance, leading to significant improvements in generalisation (Simard
et al., |2003)). However, data augmentation may not be as effective to defend against

more targeted attacks.

e Differential privacy: while differential privacy was originally designed to formalise
privacy—the output should not depend too much on any single individual’s private
data (Dwork et al.| |2006; |Abadi et al., 2016))—it also provides a defence against data
poisoning. Differentially private learners are provably resistant to data poisoning
attacks, with the protection degrading exponentially as the attacker poisons more
points. However, specifically crafted attacks against differentially-private learners

can be very effective (Ma et al., [2019).

e Gradient shaping with differential privacy: this technique focusses on the fact
that most poisoning attacks share a common feature: they all modify the gradients
used to train the model. Two key features of gradients that are different when
computed in the presence of poisoning point are: (i) their fo-norms have much
greater magnitudes than clean gradients; and (ii) their orientation differs from clean
gradients. [Hong et al.| (2020) propose a generic poisoning defence which bounds
gradient magnitudes and minimises diversion of orientation. They use differentially-
private stochastic gradient descent to achieve this and show the defence
to be effective against all attacks except for an unrealistically strong indiscriminate
attack. Although [DP-SGD] defences do increase robustness, they come at a price:

accuracy on the clean validation set can be significantly reduced.

e Adversarial training: in a manner similar to adversarial training in the domain
of evasion attacks (Madry et al., 2018), Geiping et al.| (2021b)); Tao et al.| (2021)
describe methods to adversarially train a model against targeted poisoning attacks.
In line with these defences, Liu et al.| (2022) develop an adversarial training algorithm
based on two components: an accuracy-friendly perturbation that is generated to
maximally perturb samples without degrading the performance—to alleviate the
local sharp regions introduced by the poisoning points—and a randomly varying

noise component—to further smooth out the loss landscape.



48 Chapter 2: Background on Data Poisoning and Bilevel Optimisation

Having reviewed the relevant literature in adversarial [ML]and data poisoning attacks
and defences, in the next section we will provide an overview of the main technique

developed in this thesis for analysing optimal poisoning attacks: bilevel optimisation.

2.5 Bilevel Optimisation

Bilevel programming problems consist of two sub-problems called the upper-
level and lower-level problems, where the upper-level (leader) problem must be solved
subject to optimality of the lower-level (follower) problem (Mackay et al., 2019).
are thus hierarchical in the sense that their constraints are defined in part by a second
parametric optimisation problem. In the case of adversarial [MI] for instance, the outer
level may correspond to the maximisation of the generalisation cost—tested on a holdout
dataset—for the attacker, where the parameters of the generalisation error are subject to
the minimisation of the training cost—evaluated on the available training dataset—for the
defender. Additional constraints in the optimisation problem can be designed to ensure

that the attacker evades detection.

Minimax problems are an example of bilevel programs where the upper-level objective
equals the negative lower-level objective. Nevertheless, one aspect of bilevel problems
is that they are generally not symmetric in terms of the two levels. The upper level
decision maker usually has perfect knowledge of the lower level problem, while the lower
level decision maker only observes the decisions of the leader and then optimises its own
strategies. Interestingly, a limited knowledge about the follower’s optimisation problem to
the leader might conduct to bilevel optimisation problems involving uncertainties (Sinha

et al. 2018).

The first studies of were first carried out in the field of game theory (von
Neumann), 1928]) by the economist [von Stackelberg| (1934), to model firm dynamics. The
strategic game described in his monograph came to be known as Stackelberg game that
consists of a leader and a follower. In a Stackelberg game, two players (which cannot be
interchanged) compete against each other, such as the leader makes the first move, and
then the follower reacts optimally to the leader’s action. If the leader—which knows ex ante
that the follower observes its actions—wants to optimise its objective, then they need to

anticipate the optimal response of the follower. A few decades later, the first mathematical

model for [BLPPg was provided by Bracken and McGill (1973).
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Since then, there has been a steady growth in investigations and applications of bilevel

optimisation in various practical problems (see (Dempel 2002, 2003} |Colson et al.| 2005,

2007; Bard] [2013; [Kalashnikov et al.l 2015; [Dempe et al., 2015} [Sinha et al.| 2018; Dempe

2018) for an overview), such as economics (e.g., principal-agent problems, environmental

economics), transportation (e.g., toll-setting problems, origin-destination matrix estimation,

transportation planning), and engineering (e.g., optimal design, defence applications,

chemical industry, inverse optimal control), amongst others (Dempe, 2003} Colson et al.,

2007 |Sinha et al.| 2018)). For example, some recent applications in defence include planning

the prepositioning of defensive missile interceptors to counter an attack threat (Brown!
2005)), interdicting nuclear weapons project (Brown et al.| [2009), homeland security
applications 2009), and location problems (Aksen and Aras| 2012). The bilevel

problem, while attacking, involves maximising the damage caused to the opponent by
taking into account the optimal reactions of the opponent. Conversely, while defending,

the bilevel problem involves minimising the maximum damage that an attacker can cause

(Sinha et al., 2018).

In [MIT] many problems can be formulated as bilevel programs; for example, hyper-

parameter optimisation (Bengio, 2000a; Foo et al., 2008; Domke| 2012; Franceschi et al.)
2018), training (Goodfellow et al., 2014a)), meta-learning (Franceschi et al.; 2018),
and neural architecture search (Zoph and Le, 2017; Miikkulainen et al.l [2019). If we take

inspiration from the defence applications, these techniques are of great interest in the
scope of this thesis because they appear in a natural way in adversarial [ML] problems, as
they are able to dynamically model the interactions of attacker and defender by means of
the problem constraints. In this sense, as mentioned in Subsect. optimal poisoning
strategies based on bilevel optimisation have been proposed in the literature to determine
the maximum damage an adversary can perpetrate if they have perfect knowledge about

the system, where the upper level represents the attacker and the lower level, the defender

(Biggio et al., 2012 [Mei and Zhu} 2015} [Munoz-Gonzélez et al., 2017).

Let us now delve into the mathematical details of the problem. The general formulation

of a continuous [BLPP|is composed of two nested optimisation problems (Dempe} 2003),
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where the upper level is defined in the feasible closed set X' C R"™ as:

min F(x,y(x)),

s.t. G(x,y(x)) < O, (2.1)

H(x,y(x)) = 0y,

y(x) € ¥(x),

where ' : R” x R™ — R is the upper (or outer) objective function, G : R® x R™ — RF
and H : R" xR™ — R! are, respectively, the upper inequality and upper equality constraints,
G(X7 y(X)) = (Gl(xa Y(X))a e Gk’(xa Y(X)))T and H(X7 y(X)) = (HI(X7 y(X))v e HZ(X, Y(X)))Tv
and y, for a fixed value of x, belongs to the parameterised solution set mapping ¥(x) of

the so-called lower level problem. The parameterised solution set mapping is defined as:

U(x):={y e YX)NT: f(xy) <p(Xx)} (2.2)

where Y(x) : R" — R™ is the feasible set mapping, 7 C R™ is a closed set, and ¢(x) is
the optimal value function. The lower level problem is defined through the optimal value
function as:

p(x) = I;g% f(x,y),

st. g(x,y) X0, (2.3)

h(Xa y) = Oqa
where f: R"™ x R™ — R is the lower (or inner) objective function, and g : R” x R™ — RP

and h : R® x R™ — RY are, respectively, the lower inequality and lower equality constraints.

Furthermore, let the feasible set mapping )(x) be:

Y(x) :={y:g(x,y) 2 0p,h(x,y) = 0g}. (2.4)

The aim of the BLPP]is then to implicitly determine the vector x describing the
“environmental data” for the lower level problem which is the optimal one in the sense that

the function F' is minimised subject to some inequality and equality constraints (Dempe,

2003).



2.5 Bilevel Optimisation 51

The relaxed version of the problem ([2.1)-([2.3) is defined as:

i F(x,y),
2, oY)

st. G(x,y) = O,

H(X7 Y) = Ol7 (25)
g(x,y) 20y,
h(X7Y) = Oqa

and its optimal value is a lower bound for the optimal value of (2.1)-(12.3).

Even if all objectives and constraints are linear, bilevel problems—including the
verification of local optimality for a feasible solution—have been shown to be non-convex,
non-differentiable (Clark and Westerberg, [1983)), and strongly NP-hard (Hansen et al., 1992;
Vicente et al., [1994). This makes the computation of an optimal solution a challenging
task. Moreover, in the presence of upper level constraints, the feasible set of the [BLPP]
can be disconnected or even empty (Vicente and Calamail 1994). The work of Edmunds
and Bard| (1991) shows a short description of the conditions under which this feasible set
is compact and the [BLPP] has an optimal solution. Due to the difficulty in obtaining exact
solutions, most work has focussed on restricted settings, considering linear, quadratic, and
convex functions. In this thesis, we focus on obtaining local solutions in the convex and

(in the case of deep learning) non-convex, differentiable settings.

To solve the BLLP ——or to formulate (necessary or sufficient) optimality
conditions—one of the most usual approaches is to transform it into a single-level op-
timisation problem (Dempe et al., [2015), which is solved to arrive at a “satisﬁcing’ﬂ
instead of an optimal solution (Sinha et al., |2018). However, an important challenge is
that are non-convex optimisation problems. Due to the inherent difficulties for
solving such problems globally, many researchers focus their investigations on gradient-based
methods for computing stationary (local optima) solutions. In this sense, using gradient

information provides drastic speed-ups over derivative-free optimisation methodsﬁ when

TA “satisficing” solution corresponds to an approximate Stackelberg strategy, which represents a
reasonable compromise between the leader and the follower (Lail, [1996)).

8Derivative-free optimisation techniques aim to optimise an objective (unknown) function f(x): the
algorithm may query the value f(x) for a point x, but it does not obtain gradient information, and in
particular it does not make any assumptions on the analytic form of f(x). In this regard, the optimisation
procedure is dependent on the number of available queries to the unknown function (Loshchilov and
Glasmachers| [2019).
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we have high-dimensional parameters to optimise (Nesterov, 2013). Given that a point is
considered feasible only if it is lower level optimal, finding a feasible direction along which
the upper-level objective is optimised can be quite challenging. In this respect, the general
assumptions are such that the objective functions are differentiable, and that their first
and second order derivatives are uniformly continuous (Maclaurin et al.|, 2015; Pedregosa,
2016; Mei and Zhul, 2015). A naive method consists in applying simultaneous gradient
descent, which updates x using VxF and y using Vy f. However, simultaneous gradient
descent often gives incorrect solutions as it fails to account for the dependence of y on x.
Consider the relatively common situation where F' does not have an explicit dependence
on x, so that VxF' = 0,, is always true and hence x is never updated (Mackay et al., [2019).

Then, applying the chain rule of differentiation, we have, whenever Vxy(x) is well defined:

VXF(Xa Y(X)) = VXF(Xa Y) + (ny(x))Tva(X7 Y)a (26)

where the functions are evaluated at the current iterate. To resolve Eq. , researchers
have investigated ways to approximate the gradient of the upper level objective (Kolstad
and Lasdon, 1990) as well as considered formulation of auxiliary programs (Savard and

Gauvinl 1994) to determine the direction of descent.

In the adversarial [ML] community, previous studies have exploited gradient-based
optimisation, along with the idea of implicit differentiation, to solve the bilevel problem of
poisoning. Considering that the objective functions are convex and sufficiently regular, it
is possible to replace the inner optimisation problem with its stationarity Karush-Kuhn-
Tucker conditionsEl so as to derive an implicit equation for the gradient (Biggio
et al.| 2012} |[Koh and Liang, 2017; Mei and Zhul 2015; Xiao et al., [2015; [Munoz-Gonzalez
et al., 2017; [Koh et al.,|2022). This method to solve the bilevel optimisation will be explored
further in this thesis.

Alternative methods proposed in the literature to solve non-linear continuous [BLPP

include (Sinha et al.; 2018; |Vicente and Calamai, [1994):

e Branch-and-bound methods: are applied to convex and regular bilevel programs.

Although they are associated with large computational efforts—they constitute an

9In mathematical optimisation, the conditions are first-order derivative tests necessary conditions
for a solution in a non-linear program to be optimal, provided that some regularity conditions are satisfied
(Karush} 1939; [Kuhn and Tucker} [1951). Allowing inequality constraints, the approach to non-linear
programming generalises the method of Lagrange multipliers (Boyd and Vandenberghe| 2004).
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exponentially slow algorithm with the number of integer variables—they are capable
of computing global optima. Several approaches exploit the complementarity between
the multipliers and the slack variables that arises from the [KKT]conditions of the

lower level problem.

e Penalty function methods: some of these techniques can also be classified as
gradient-based algorithms. The [BLPP]is handled by solving a series of unconstrained
optimisation problems. The unconstrained problem is generated by adding a penalty
term that measures the extent of violation of the constraints. The penalty term
often requires a parameter and takes the value zero for feasible points and positive
(minimisation) for infeasible point. However, they are generally limited to computing

local optima.

e Trust-region methods: are iterative algorithms that approximate a certain region
of the objective function with a model function around the current iterate. The
region—usually defined as a p-norm ball centred at the iterate—is expanded if the
approximation is good, otherwise it is contracted. These techniques can achieve an

accurate global solution.

Finally, for highly complex or large scale bilevel problems, classic methods often
fail due to difficulties such as non-linearity and discreteness. Under such circumstances,
evolutionary approaches, though computationally demanding, can be alternative tools
to offset some of these obstacles and lead to an approximate optimal solution (Sinha
et al., 2018)). In addition, the incorporation of a good member from one population to
the population in the vicinity can boost convergence. For example, when it is hard to
approximate the entire model with a small set of sample points, researchers often resort
to iterative metamodelling-based methods (Sinha et al.l 2013), where the actual model
is approximated locally during iterations. A review of evolutionary approaches to solve
is presented by [Sinha et al.| (2018). Nonetheless, given that in this work our goal is
to efficiently craft poisoning samples, with limited computational resources, in this case we

will make use of classic approaches—specifically, gradient-based methods.
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2.6 Conclusions

In this chapter, we have reviewed the state of the art of adversarial [MI] Specifically, we
have discussed the core security implications of the classical assumptions samples)
for ML] models, when they are violated in adversarial environments; reviewed the threat
model and the main kind of attacks we shall tackle in this thesis, i.e., poisoning attacks;
and explained the main technique investigated throughout this thesis for analysing the
security of [MI] algorithms, that is, bilevel optimisation, highlighting the convenience of

gradient-based techniques to examine worst-case scenarios for the assurance evaluation of
[MT] systems.

Thus, solving a bilevel optimisation problem is expected to enhance the effectiveness of
poisoning attacks and their ability to evade defensive mechanisms. Specifically, the bilevel
strategy currently stands as the state-of-the-art technique that enables crafting attacks
when training from scratch. On the contrary, alternative heuristic methods, such as feature
collision, have been proven to be entirely ineffective when the feature extractor is modified

during training (Cina et al., 2023).

However, the approach remains too computationally demanding to attack modern
model architectures such as foundation models (Bommasani et al., 2021)m where the
number of parameters is on the order of millions or billions. Consequently, improving
the complexity of the bilevel problems to model poisoning attacks against foundation
models—out of the scope of this thesis—is a relevant open change for ensuring a scalable

evaluation of modern model architectures against such attacks (Cina et al., 2023).

Equipped with the background discussed in this chapter, we are ready to move on to
the technical contributions of this thesis. We shall start in Ch. B] by investigating novel
indiscriminate poisoning attacks that consider the effect of the hyperparameters in the

model.

10A foundation model is any large model that is trained on broad data (generally using self-supervision
at scale) that can be adapted (e.g., fine-tuned) to a wide range of downstream tasks; some examples include
(Devlin et al.| [2019)), 3 (Brown et al.| [2020), and DALL-E (Ramesh et al.|, 2021). From a
architectural point of view, foundation models are based on (Bommasani et al.| 2021).



CHAPTER

Hyperparameter Learning under Data Poisoning

We show that current approaches, which typically assume that hyperparameters
remain constant, lead to an overly pessimistic view of the algorithms’ robustness
and of the impact of regularisation. We propose a novel optimal attack formula-
tion that considers the effect of the attack on the hyperparameters and models
the attack as a multiobjective bilevel optimisation problem. This allows to for-
mulate optimal attacks, learn hyperparameters and evaluate robustness under
worst-case conditions. We apply this attack formulation to several classifiers
using Lo and L; regularisation. Our evaluation on multiple datasets shows that
choosing an “a priori” constant value for the regularisation hyperparameter can
be detrimental to the performance of the algorithms. This confirms the limita-
tions of previous strategies and evidences the benefits of using Ly and L regu-
larisation to dampen the effect of poisoning attacks, when hyperparameters are
learnt using a small trusted dataset.

3.1 Introduction

T HIS thesis proposes novel optimal indiscriminate attacks and corresponding defences
considering the different stages of the supervised learning pipeline. In particular,
optimal attacks can be formulated as bilevel optimisation problems and help assess their

robustness in worst-case scenarios. We will begin our road map by analysing the interactions
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between the optimal attack and the hyperparameters of the model.

In this chapter, we shall answer the following fresearch questions|stated in Ch.

e [RQB: Can we understand the impact of poisoning attacks in the hyperparameters of
the model? In particular, can we understand the different trade-offs between accuracy

and robustness according to the value of the hyperparameters

e [RQU: Can a small trusted validation set help learn the correct hyperparameters

under data poisoning?

e [RQp: Can regularisation help mitigate poisoning attacks?

Specifically, we show that current approaches, which typically assume that hyperpara-
meters remain constant, lead to an overly pessimistic view of the algorithms’ robustness
and of the impact of regularisation. We provide a comprehensive analysis of the influence of
the hyperparameters on the effect of poisoning attacks when using different regularisation
techniques, including Lo and L; regularisation. We also propose a more general optimal
indiscriminate poisoning attack formulation to test worst-case scenarios against [ML] al-
gorithms that contain hyperparameters. For this, we model the attack as a multiobjective
bilevel optimisation problem, where the outer objective includes both the learning of the
poisoning points and that of the hyperparameters, while the inner problem involves learning
the model’s parameters. This attack formulation allows us to model an adversary aware
not only of the training algorithm, but also of the procedure used to select the model’s
hyperparameters. Thus, this formulation considers a more realistic attacker and assesses
in a more comprehensive way the robustness of the algorithms to poisoning attacks in
worst-case scenarios. In scenarios where the attacker is aware of the dataset used to learn
the model’s hyperparameters and aims to maximise the overall error, the outer objective
can be modelled as a minimaz problem.

We use hypergradient (i.e., the gradient in the outer problem (Maclaurin et al., 2015;
Franceschi et al., 2017, 2018} |Grazzi et al., [2020))) descent/ascent to solve the multiobjective
bilevel optimisation problem. As the computation of the exact hypergradients can be
computationally expensive, especially for neural networks, we use (Domke, 2012;
Maclaurin et al.| 2015; [Franceschi et al.| 2017; Munoz-Gonzalez et al.l 2017} [Franceschi
et al., |2018; (Grazzi et al., [2020) to approximate the hypergradients. We conduct an
exhaustive experimental analysis on logistic regression and using different
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datasets including [MNIST] (LeCun et al.| [1998)), Fashion{MNIST| (FMNIST) (Xiao et al.|
2017)) and [CIFAR}O (Krizhevsky et al., 2009)), and attacks with both small and large

fractions of poisoning points.

We show that choosing (a priori) a constant value for the regularisation hyperparameter,
A, can be detrimental: if the value is too high it damages accuracy (i.e., it produces
underfitting when there is no attack), if the value is too low it damages robustness
(the algorithm is more brittle in the presence of an adversary). In contrast, selecting A
appropriately by, for example, using a small trusted validation set, provides both accuracy
and robustness regardless of the presence or absence of poisoning points in the training
dataset and of the attack strength. Our empirical evaluation also reveals that the value of
the regularisation hyperparameter increases with the number of poisoning points injected in
the training set. The algorithm automatically tries to compensate the negative effect of the
poisoning points by increasing the strength of the regularisation term. For we show
that the attack can have a more pronounced effect in the later layers of the network, and
that the use of different regularisation hyperparameters for the different layers in the
can be beneficial to mitigate the impact of data poisoning. In the case of embedded feature

selection methods, we confirm the stabilising effect of regularisation against poisoning.

3.2 Related Work

Previous attacks in the literature (Biggio et al.l 2012} Mei and Zhu, 2015; Xiao et al.l 2015;
Munoz-Gonzélez et al., [2017; [Koh et al.| 2022) target algorithms that have hyperparameters,
but the hyperparameters are considered constant regardless of the fraction of poisoning
points injected in the training dataset. This can provide a misleading analysis of the
robustness of the algorithms to such attacks, as the value of the hyperparameters can
change depending on the type and strength of the attack. For example, Xiao et al.| (2015)
presented a poisoning attack against embedded feature selection methods, including L,
Lo and elastic-net regularisation. Their results show that the attacker can completely
control the selection of the features to significantly increase the overall test error of linear
classifiers. However, they assume a constant regularisation hyperparameter regardless of
the attack considered. We show that this approach provides overly pessimistic results on

the [MI] algorithms’ robustness to poisoning attacks.
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3.3 General Optimal Poisoning Attacks

In data poisoning attacks the attacker can tamper with a fraction of the training set to
manipulate the behaviour of the learning algorithm (Barreno et al., 2006, 2010). We assume
that the attacker can arbitrarily manipulate all the features and the label of the injected
poisoning points, provided that the resulting points are within a feasible domain of valid
data points. We consider [PK] attacks, i.e., the attacker knows everything about the target
system, including the training data, the feature representation, the loss function, the [MI]
model, and the defence (if applicable) used by the victim. Although unrealistic in most
cases, these assumptions are needed to analyse the robustness of the [MI]algorithms in

worst-case scenarios to attacks of different strengths.

3.3.1 Problem Formulation

In line with most literature on poisoning attacks we consider [MI] classifiers. Then, in a
classification task, given the input space X C R™ and the discrete label space, YV C Z,,
where ¢ is the number of classes, the learner aims to estimate the mapping f : X — ).
Given a training set Dy = {(Xer,, Yor;) iy With ng, samples drawn from the underlying
probability distribution p(X,)), we can estimate f with a model M: R™=>™m — RMrxc
trained by minimising an objective function L£(Dgy, A, w) : R™X™ x Z — R w.r.t. its

parameters W € Rd, given a set of hyperparameters A € R,

We use gradient-based algorithms to optimise the performance of the model on a clean
validation set with respect to the hyperparameters (Larsen et al., 1996; Bengiol 2000b}
Foo et al.l 2008; Franceschi et al., 2017, |2018) and poisoning points (Biggio et al.l 2012}
Xiao et al., [2015; Munoz-Gonzalez et al.| 2017). Thus, we assume that the defender has
access to a small validation dataset Dy, = {(xvalj,yvalj)}?fll with n., trusted data points,
representative of the ground-truth underlying data distribution. In practice, it is not
uncommon to have access to a limited clean set, for example, because the integrity of a
small set of data sources can be ascertained] This small clean dataset is held out for

the optimisation of the hyperparameters (and the poisoning points, as we describe later).

Then, as proposed by [Foo et al.| (2008), the model’s hyperparameters can be learnt by

!AdMaclaurin et al.| (2015) we use parameters to denote “parameters that are just parameters and not
hyperparameters”.
2Note that if the quality of the trusted data is limited, the model’s performance can be limited as well.
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solving the following bilevel optimisation problem:

min ~ L(Dyal, W)
Acd(A) (3.1)

st. w* €argmin L (Dy, A, w),
wew

where ®(A) represents the feasible domain set for the hyperparameters A. The use of
this approach to select the model’s hyperparameters has some advantages compared to
other selection methods. Cross-validation-based approaches (Hastie et al.l 2009) require
retraining the model multiple times over different training and validation set splits, making
it computationally very demanding when the number of hyperparameters is large and
training the learning algorithm is expensive. Grid search techniques (Feurer and Hutter]
2019) also rely on a separate validation set to select the hyperparameters. However, the
exploration of all the hyperparameters values considered in the grid also requires to train
the learning algorithm many times, which can be computationally demanding, especially
as the number of hyperparameters in the model grows. This can be alleviated using
more guided search techniques, such as Bayesian optimisation, but the exploration of each
combination of hyperparameters requires training the algorithms from scratch multiple

times and the performance and scalability with the number of hyperparameters is reduced.

In contrast, solving the bilevel optimisation problem in Eq. , with gradient-
based techniques, is computationally more efficient than previous approaches when using
approximate techniques to estimate the hypergradients in the outer objective (Domkel
2012; [Pedregosal, 2016} [Franceschi et al.l 2017, [2018; [Munoz-Gonzalez et al.l 2017). In
this case, the computation of these hypergradients does not require training the learning
algorithm (in the inner objective) fully, but only for a reduced number of epochs. This
approach is more scalable, especially when the number of hyperparameters is large. On
the downside, gradient-based techniques to solve Eq. do not guarantee to find the
global optimum for the outer objective but only a local one. However, this problem can be

mitigated with multiple restarts.

In a poisoning attack, the adversary aims to inject a set of n,, poisoning data points,
Dy = {(Xpy» Ypi) }12» in the training set to maximise some arbitrary objective, A :
RMtargee XM o 7,02 5 R evaluated on a set of target data points Diapget. As described by

Munoz-Gonzalez et al.| (2017) different attack scenarios can be considered depending on
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both the set of target data points and the attacker’s objective, including indiscriminate and
targeted attacks. To allow for the learning of the hyperparameters we therefore propose to
formulate the attacker’s problem as a multiobjective bilevel optimisation problem:

min  L£(Dya,w*), max A(Diarget, W*)

AE€d(A) D.,ed(Dp) (3.2)

s.t. w* € argmin £ (Dy,, A/, w),
wew

where Dj, = Dy, U D, is the poisoned dataset and ®(Dy) is the feasible domain for the

attacker.

From the general formulation in Eq. it is clear that the poisoning points in Dy,
have an effect not only on the parameters of the classifier (in the inner problem), but
also on its hyperparameters (in the outer objective for the defender). Previous studies
have neglected the effect of the hyperparameters in the problem for the attacker, e.g.,
the regularisation hyperparameter for the loss function for (Biggio et al., 2012)) or
for embedded feature selection methods (Xiao et al., |2015)). This can overestimate the
adversary’s capabilities to influence the learning algorithm, as we show in the synthetic

experiment in Fig. [3.1

Our novel attack formulation in Eq. allows to model a wide variety of at-
tack scenarios, depending on the attacker’s objective and the combinations between
the target, validation and training sets. However, in this thesis we focus on analysing
worst-case scenarios for indiscriminate poisoning attacks, where the attacker, having per-
fect knowledge, aims to increase the overall classification error in the target algorithm.
These settings have been commonly used in most of the related work on poisoning at-
tacks using bilevel optimisation (Biggio et al., 2012; Mei and Zhu, [2015; Xiao et al.,
2015; Munoz-Gonzalez et al.| 2017, |(Carnerero-Cano et al.l 2020). To achieve such a
goal, the attacker aims to maximise the loss evaluated on a separate validation set, i.e.,
A(Diarget, W*) = L(Dya1, WF): RMvalX™ 5 Z7val — R, In our case, where the attacker is also
aware of the effect of the hyperparameters in the performance of the algorithm, Dy, is
the same as the validation dataset used by the defender, to maximise the overall error
not only compromising the learning of the model’s parameters, but also the selection (or

learning) of its hyperparameters. Then, the attacker’s problem can be formulated a bilevel
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optimisation problem where the outer objective is a minimax problem:

Amqi)nA D mg()% )E(Dval,w*)
’ /E
S PRER (3.3)

s.t. w* € argmin £ (Dy,, A’ w).
wew

In this formulation, in the outer problem, there is an implicit dependency of both the
hyperparameters, A, and the poisoning points, D}, on the parameters of the model learnt
in the inner optimisation problem, w*. We can also observe that the value of the poisoning
points has an effect on the learning of both w and A in the inner and outer objectives

respectively.

This formulation is compatible with grid-search-based approaches, which select the
hyperparameters using a separate validation dataset. However, it is computationally
infeasible to solve the problem for the attacker using these techniques, as the number
of variables to be learnt in the outer objective, i.e., the model’s hyperparameters and
the value of the features for all the poisoning points, is very large. On the other hand,
cross-validation uses the same dataset for creating the different training and validation
splits. Thus, in that case the learner cannot benefit from the trusted dataset and, both
the training and validation datasets would contain poisoning points across all splits. In
our case, the learner uses the trusted set for validation aiming to mitigate the effect of the

poisoning attack by the selection of appropriate hyperparameters.

Our experiments show that this can be a good approach in some cases, for example,
when using regularisation to increase the stability of the learning algorithm, and helps
mitigate the attack. Of course, more specialised algorithms can be devised to make a
different use of the trusted set of data points—e.g., data hypercleaning (Franceschi et al.|
2017). However, our intention here is to show that the existence of a trusted dataset can
be helpful to reduce the impact of poisoning attacks just by using standard techniques to
increase the stability of the algorithm, such as regularisation, and learning the model’s
hyperparameters appropriately. Our attack formulation allows us to characterise the worst-
case performance under such assumptions. Thus, our findings provide [ML] practitioners a
methodology to better use their trusted data points to mitigate poisoning attacks without
requiring specialised knowledge or algorithms, but using techniques commonly used for

training [MI] algorithms, as is the case of regularisation.
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3.3.2 Solving General Optimal Poisoning Attacks

Solving the multiobjective bilevel optimisation problems in Eq. and Eq. is
strongly NP-Hard (Bard, 2013) and, even if the inner problem is convex, the bilevel
problem is, in general, non-convex. However, it is possible to use gradient-based approaches
to obtain (possibly) suboptimal solutions, i.e., finding local optima for the problem in
Eq. and saddle points for the minimax problem in Eq. . In this thesis we focus
on the solution to Eq. , which we use in our experiments to show the robustness of
Lo regularisation to indiscriminate poisoning attacks. The solution to Eq. follows a

similar procedure.

Similar to Biggio et al.|(2012); Mei and Zhu| (2015)); Xiao et al.| (2015)); Munoz-Gonzalez
et al.| (2017), we assume that the label of the poisoning points is set a priori, so the
attacker just needs to learn the features for the poisoning points, X,,. For clarity, in the
following description we use A (which does not explicitly depend on the poisoning points
or the hyperparameters, but implicitly through the parameters) to denote the loss function
evaluated on Dy, in the outer objective, i.e., L(Dya1, Ww*), and L to refer to the loss function

/

evaluated on Dj, in the inner objective, L(D;,, A,w*). Both are evaluated on w*, the

parameters obtained when solving the inner optimisation problem.

To compute the hypergradients for the outer objective, we assume that the first and
second derivatives of the loss function, £, are Lipschitz-continuous functions. We can then
compute the hypergradients applying the chain rule, so that Vx A = (dw*/ pr)T VWL
To compute the implicit derivative, dw*/dX,,, we can leverage the stationarity
conditions (Karush| 1939; [Kuhn and Tucker] 1951) in the inner problem, i.e., V£ = 0,
and apply the implicit function theorem (Mei and Zhu, [2015; Pedregosal 2016; Koh and
Liang, 2017), so that Vx VL + (dvv*/pr)T Vwl = 08 Then, the hypergradients can
be computed as

Vi, A=~ (Vx, VL) T (V3L) " Vud, (3.4)

where we assume that the Hessian V2 £ is not singular. Brute-force computation of
Eq. (3.4) requires inverting the Hessian, which scales in time as O(d®) and in space as
O(d?)—where d is the number of parameters. However, as [Foo et al.| (2008); Pedregosa

(2016), we can rearrange the terms in the second part of Eq. (3.4), solve the linear system:

3The expression for A is analogous.
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(V%VE) v = VwA, and compute Vx, A = — (VXPVWE)TV. The linear system can be
efficiently solved by using Conjugate Gradient descent, as described by [Foo et al.
(2008). For this, let us assume that the inner problem is solved by an iterative algorithm
that arrives at a local minima after 7[ggTy training iterations. After solving the linear
system, the procedure scales in time O ((Iggm+ /) d) and in space O(d) (Shewchuk,
1994), where & is the condition number of the Hessian V2,£. Moreover, the Hessian-vector
products (VZL) v and (Vx, Vwﬁ)T v can be computed exactly and efficiently with the
technique proposed in (Pearlmutter, [1994)), thus avoiding the computation and storage of
the Hessian, as follows&

(VaL)v =" (vIVuL),

(3.5)
(Vx, Vwl) v = Vx, (VI VL)

The computation of the first and second expression above scales as O(d) and
O(max(d, npm))El respectively—where n;, denotes the number of poisoning points, each one
containing m features—both in time and in space. An elegant aspect of this technique is
that, for [MI] models optimised with gradient-based methods, the equations for evaluating
the Hessian-vector products emulate closely those for standard forward and backward
propagation. Hence, the application of existing automatic differentiation frameworks to

compute this product is typically straightforward (Pearlmutter, [1994; Bishop, 2006).

However, approaches based on the implicit function theorem require training the whole
learning algorithm to compute the hypergradient, i.e., until the stationarity conditions are
met. This can be intractable for some learning algorithms such as deep networks, where
the number of parameters is huge. To sidestep this problem, different techniques have been
proposed to estimate the value of the hypergradients (Domke| 2012 Maclaurin et al.l 2015;
Pedregosay, 2016 [Franceschi et al.| [2017; Munoz-Gonzalez et al.| 2017 Franceschi et al.|
2018; |Grazzi et al.|, 2020). These techniques do not require retraining the learning algorithm
each time the hypergradient is computed. Instead, they estimate the hypergradient by

truncating the learning in the inner problem to a reduced number of training iterations.

As described by [Franceschi et al. (2017), we can think of the training algorithm
(inner problem) as a discrete-time dynamical system, described by a sequence of states

s (Xp,A) € R%, with t = 1,...,T, where each state depends on model’s parameters, the

1O(max(d, h)) for A, where h is the number of hyperparameters.
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accumulated gradients and/or the velocities, and the training data and hyperparameters. In

this chapter, we focus on stochastic gradient descent , ie., s (Xp,A) = w() (Xp, A),
so that each state of the sequence depends only on the previous state. We can therefore

reformulate the bilevel problem in as the constrained single-level optimisation problem:
A’Ié1<li>I(1A) X[ eb(Dy) £ (Dval’ w (Xp, A) )

st wh (X, A) =wD (X, A)

(3.6)
—nVwL (Dip, A, w1

t=1,...,T,

where 7) is the learning rate for SGD] Then, we estimate the hypergradients from the values

of the parameters collected in the set of training states asd

T
dW(T) (XP7 A)
Vx, A= ( iX, VwA, (3.7)
where the bottleneck is, again, the computation of the implicit derivatives. Given the
constraints in Eq. 1} it is obvious that the state w(®) (Xp, A) depends on the poisoning
points and hyperparameters both, directly by its expression, and indirectly through the
previous state w(t~1) (X, A). Then, by applying the chain rule we obtain®

dw® (X, A) B ow) ow®  dw=1) (X, A)

ix, oX, T owi D X, (38)

Then, from a reduced number of training iterations, 7" < TggT (which do not necessarily
satisfy the stationarity conditions (Franceschi et al., 2017; Munoz-Gonzalez et al.| 2017;
Franceschi et al., 2018} |Grazzi et al.| |2020))), these expressions can be expanded, according

to the updates of (Domke, 2012; Franceschi et al.l [2017), as follows:

ow™ 11 T ow® | ow®
VxpA = ( 0X, +Z H owlt'=1 | 9X, Vwd,

t=1 \t/=t+1
ry T-1[ T () (t) (3.9)
owT — ow( ow't
VAA = + Z H /_ VW~'47
( 0N = (m L owl=D | 9A
where ow(®)/owl'=D) = 1, — 9V L, owW/0X, = -nVx, VL, Owl/OA =

—nVAVwL, and I is the identity matrix.
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Method | Time Complexity | Space Complexity St%fg)lrlllgjisty
Exact O (&%) O (d?) Yes
@' O (Tggm+ V&) d) | O(npm + h + d) Yes
RMD O(Td) O(npm + h+T4d) No
E'MD: O((npm + h)Td) O((npm + h)d) No

Table 3.1: Complexity of state-of-the-art methods to compute the hypergradient for the poisoning
points and hyperparameters, assuming that @ is the solver for the inner problem.

Depending on the order to compute the different terms in Eq. , we can use two
approaches to estimate the hypergradients: and forward-mode differentiation ([FMD])
(Griewank and Walther, 2008; Franceschi et al.l 2017). In the first case, requires
first to train the learning algorithm for 7T training iterations, i.e., to compute w® to
w(T). Then, the hypergradients estimate is computed by reversing the steps followed by
the learning algorithm from w(*) down to w(»). On the other hand, computes the
estimate of the hypergradients as the algorithm is trained, i.e., from w) to w(™) (i.e., the

estimates can be computed in parallel with the training procedure).

To estimate the hypergradients, RMD] requires to compute a forward and a backward
pass through the set of states. In some cases, as in the works of [Domke| (2012); Franceschi
et al.| (2017, |2018)), requires to store all the information collected in the states
in the forward passf| In contrast, just needs to do the forward computation.
However, compared to [RMD] the scalability of [FMD]depends heavily on the number of
hyperparameters. As a practical example, consider training a neural network (including
as a special case) with d weights, using classic iterative optimisation algorithms such as
According to Eq. , scales in time as O(T'd) and in space as O(np,m + h + T'd),
while scales as O((npm + h)T'd) and O((npym + h)d) in time and space respectively.
Thus, the time complexity of RMD]does not depend on the size of the poisoning points or
hyperparameters. Then, for problems where the number of hyperparameters is large, as is
the case for the poisoning attacks we introduced in this chapter, RMD]is computationally
more efficient to estimate the hypergradients. As mentioned before, it is also clear that
[RMD] is more efficient compared to grid search, where the learning algorithms need to be
trained from scratch for each combination of the hyperparameters’ values explored in the

grid.

SHowever, other methods proposed in the literature do not require to store this information
(Maclaurin et al., 2015, Mutioz-Gonzalez et al.| [2017).
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Algorithm 3.1: RMD)] for computing the hypergradients w.r.t. the hyperpara-
meters and poisoning points

Input: M, A, L, Dy, D}, A, w0, T, p

Output: Vx, A (’Dval,w(T)), VaA (Dval,w(T))

fort=0toT —1do

witth)  wt) — v L (Dér, A,W(t)>
end for
owl) VwA (DvalaW(T)>

8XI()T) «~0

OAT) 0
for t =T — 1 down to 0 do
-
9gx, + (Vx, VoL (Dips Aw ) ) - GwlH)

9:  0gp (VAvwﬁ (Dér, A,w(t)))Taw(tH)
10 ow®) (Id — V2 L (Dgr, A,w(t))) Hw(ttD)

11: 6Xg) — an_H) — n@gx
12: 8A(t) — 8A(t+1) — noga
13: end for

14: Vx, A (Dval,w(T)) — ox

15: VoA (pvahwm) — A0

P

Table .1 summarises the computational trade-offs between different state-of-the-art
methods to compute the hypergradients. For the analysis of the convergence properties of
the hypergradients, we refer the reader to (Grazzi et al., 2020), which studies and compares
the convergence rate of techniques such as [CG|and [RMD] From a practical perspective, the
number of training iterations for the inner problem plays a crucial role in the convergence
rate (Pedregosal [2016; [Franceschi et al., 2018; Grazzi et al., 2020), but can also cause

overfitting in the outer objective (Franceschi et al., 2018).

Here we include the algorithm (Alg. , which we use to compute the hy-
pergradients estimate at the outer level problem (both for the features of the poisoning
points (Line , and the hyperparameters (Line ) RMD)| requires first to train the
learning algorithm for 7" training iterations (Lines . Then, the hypergradients estimate
is computed by differentiating the updates of the learning algorithm and reversing its
sequence of parameters (Lines , i.e., expanding the terms in Eq. in reverse
order. This approach can be derived by leveraging a Lagrangian formulation associated
with the parameter optimisation dynamics (Franceschi et al., 2017)). Lines compute

the corresponding Hessian-vector products, whereas Lines update the value of the
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Algorithm 3.2: Projected hypergradient descent/ascent for learning the hyper-
parameters and poisoning points

Input: M, A, L, Dy, Dy, np, Py Tous, T, v, 1

Output: DI()T"“), ATout)

L: Df)o) < initDp (D, np) // Generate n, initial samples for Déo)
2: DQSO) — (Dir \ { (Xtxy,» Ytri.) YreeP) UDI()O) // Replace n, samples of Dy by fo’)
3 A® — initL(M) // Initialise A
4: for r=0to Ty — 1 do
5. w© « initW(M) // Initialise w
6: VX}-,A (Dval,W(T)) ,VaA (Dval,W(T)> —
hypGrad (M,A,,C,Dval,DgT),A(T),W(O),T, 17) // |[RMD| (Alg. [3.1
7: XI(;Jrl) « llgp,) (XI(;) +9Vx, A (Dval,W(T))> // Projected Hypergradient
Ascent
s Xy e (X x) ux Y // Update X\\7 witn XV
9. AU+ g A) (A(T) —7VaA (Dval,w(T))) // Projected Hypergradient
Descent
10: end for

hypergradients. We use a notation similar to Domke| (2012); Maclaurin et al.| (2015);
Munoz-Gonzélez et al.| (2017), where more details on the derivation of this algorithm can

be found.

3.3.3 Projected Hypergradient Descent/Ascent

After computing the hypergradients, at each hyperiteration we use projected hypergradient

descent /ascent to update the poisoning points and the hyperparameters:

Xo ooy (o +7 Vxp ), (3.10)

A+~ HCD(A) (A—’Y VAA),

where 7 is the learning rate for the outer problem and Ilg(p,) and IIga) are the projection
operators for the features of the poisoning points, X, and the hyperparameters, A, defined
as Ilg( - )(input) £ clip(input,inf ®( - ),sup®( - )), so that their updated values are
within the corresponding feasible domains, ®( - ). In our case we used standard gradient
descent /ascent to solve Eq. . The analysis of other alternatives to solve minimax

games, such as (Daskalakis and Panageas, 2018)), is left for future work.

Alg. B2 describes the procedure to solve the multiobjective bilevel problem proposed in
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this chapter. Essentially, this algorithm implements projected hypergradient descent/ascent
for Tyt iterations (Lines MH10]) to optimise, in a coordinated manner, the poisoning points
(Line @—replaced into the training set (Line —and the set of hyperparameters (Line E[)

To reduce the computational burden, we consider the simultaneous optimisation of a
batch of n, poisoning points, Dp = {(Xp,, Yp ) oty We generate the initial values of D,
by cloning n; samples—uniformly sampled without duplicates—of D;,. Their labels are
initially flipped and kept fixed during the optimisation. This process is carried out in the
function initDp (Line . Then, these n,, poisoning samples replace the n, clean samples
of Dy, whose indices are in the set P (Line . On the other hand, the hyperparameters

are initialised in initL (Line [3)).

To solve the bilevel problem, every time the variables in the outer problem are updated,
the model’s parameters need to be previously initialised and optimised. Thus, let initW
(Line o) be a particular initialisation for the model’s parameters. hypGrad (Line |§[) refers
to the particular optimisation algorithm used to train the model’s parameters and compute

the corresponding hypergradients. In this work, this algorithm is (Alg. B.1).

3.4 Regularisation to Partially Mitigate Poisoning Attacks

Poisoning attacks are intrinsically related to the stability of [MI]algorithms. Attackers aim
to produce large changes in the target algorithm by influencing a reduced set of training
points. Xu et al.| (2011)) introduced the following definition of stability: “an algorithm
1s stable if its output is nearly identical on two datasets, differing on only one sample.”
This concept of stability has also been studied in the field of robust statistics, in which
“robustness” formally denotes this definition of stability (Rubinstein et al., 2009). It is
not our intention here to provide a formal analysis of the stability of [ML]algorithms, but

to show that stability is an important property in the design of [ML]algorithms that are

robust to data poisoning.

Lo (or Tikhonov) regularisation is a well-known mechanism to increase the stability
of algorithms (Bousquet and Elisseeft, 2002} Xu et al., 2011)). In Lo regularisation,
a penalty term is added to the original loss function, which shrinks the norm of the
model’s parameters, so that £(Dy, w,\) = L(Dy, w) + %||W1:(d_1)|]%, where A is the

hyperparameter that controls the strength of the regularisation term and wy,4_1) denotes



3.4 Regularisation to Partially Mitigate Poisoning Attacks 69

0.14 10 5.0
0.12
5 5 2.5
0.10 0.0
00s "’ a5
0.04 .
~10 —7.5
—10 -5 0 5 10

—10
(b) (c)

—-10 =5 0 5 10
Figure 3.1: Effect of regularisation on a synthetic example. The blue and green points represent
the training data points for each class, and the red point is the poisoning point (labelled as green).
The dashed-dotted grey box represents the attacker’s constraints. The dashed-white lines and
solid-red lines depict the decision boundaries for [LR] classifiers trained on clean and poisoned
datasets respectively. (a) Standard [LR] with no regularisation. (b) [LR]with L regularisation. The
colourmaps in the two plots represent the validation error as a function of the poisoning point. (c)
Value of A learnt by solving Eq. as a function of the location of the injected poisoning point.

all the entries of w but the bias termﬁ The exponential form is used to ensure a positive
contribution of the regularisation term to the loss function and to help learning A, for

example by using Eq. (3.1), as this hyperparameter is usually searched over a log-spaced

grid (Pedregosal 2016). In principle, different Ly regularisation schemes can be considered:

e.g., in neural networks, we could have a different regularisation term for each layer or

even for each parameter (Foo et al.l |2008).

Xiao et al.| (2015) analysed the robustness of embedded feature selection, including Lo

and Lq regularisation, for linear classifiers against optimal poisoning attacks. Although their
experimental results showed that Lo was slightly more robust compared to L; regularisation
and elastic-net, all the classifiers tested where very vulnerable to indiscriminate optimal
poisoning attacks. However, these results relied on the assumption that the regularisation
hyperparameter was constant regardless of the fraction of poisoning data, which as we
show in our experiments provides a limited perspective on the robustness of the learning

algorithms.

The synthetic example with an [LR] classifier in Fig. B-I]illustrates the limitations of the

approach of | Xiao et al.| (2015). Here, the points were drawn from two different bivariate

Gaussian distributions, N (x|pg, o) and N(x|p, 21) with parameters:

5Note that we do not regularise the bias term of the model, since it is a common practice in
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The attacker uses 32 points (16 per class) for training and 64 (32 per class) for
validation, and one poisoning point cloned from the validation set (in the example of
Fig. cloned from the set labelled as blue), whose label is flipped. This poisoning point
is concatenated into the training set and the features of this point are optimised with RMD]
In order to poison the classifier, we use v = 0.4 and Tp, = 50; ®(D;) € [-9.5,9.5)%;
n = 0.2, T = 100; and when testing the attack, ny, = 0.2, batch size = 32 (full batch), and

number of epochs = 100. When we apply regularisation, we fix A = log(20) ~ 3.

Fig.|3.1(a)| shows the effect of injecting a single poisoning point (red point, labelled
as green) to maximise the error (measured on a separate validation set with 32 points
per class) against a non-regularised @ classifier. The dashed-white line represents the
decision boundary learnt when training on the clean dataset, and the red line depicts
the decision boundary when training on the poisoned dataset. We observe that a single
poisoning point can significantly alter the decision boundary. Fig. shows a similar
scenario, but training an [LR] classifier with Ly regularisation, setting A = log(20) ~ 3.
Here, we observe that the effect of the poisoning point is much reduced and the decision
boundary shifts only slightly. In the background of these two figures we represent the
validation error of the [LR] trained on a poisoned dataset as a function of the location of
the poisoning point. We observe that, when there is no regularisation (Fig. the
error can significantly increase when we inject the poisoning point in certain regions. On
the contrary, when regularisation is applied (Fig. , the colourmap is more uniform,
i.e., the algorithm is quite stable regardless of the position of the poisoning point. Note
that, when the model is regularised, the increase in the validation error after the attack is
small. In Sect. [3.5] we also experiment with L; regularisation against data poisoning. In

this case, £(Dir, W, A) = L(Dir, W) + *||wy,q—1)[[1 8

Fig. shows how the optimal value of A\ that minimises the loss in the trusted
validation set changes significantly as a function of the location of the poisoning point.

The colourmap in the background represents the value of A. To plot the colourmap, the
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# Training Samples | # Validation Samples
5,000 500
5,000 500
5,000 1,000
# Test Samples | # Features
3,000 784
(trouser vs. pullover) 3,000 784
10 (airplane vs. frog) 2,500 3,072

Table 3.2: Characteristics of the datasets used in the experiments.

values of A explored for each possible poisoning point are in the range [—8,6]. Then, the
optimal value of A is chosen such that it minimises the error of the model, trained on each
combination of the poisoning point (concatenated into the training set) and A in the grid,

and evaluated on the validation set.

We observe that A is much bigger for the regions where the poisoning point can
influence the classifier more (Fig. . So, when the poisoning attack has a negative
impact on the classifier’s performance, the importance of the regularisation term, controlled
by A, increases. It is clear that selecting the value of \ appropriately, using a small trusted
validation set, can have a significant impact on the classifier’s robustness. Furthermore,
when testing the robustness of regularised classifiers we must consider the interplay between

the attack strength and the value of \.

3.5 Experiments

We evaluate the effectiveness of the attack strategy in Eq. against and feed-forward
[DNNsl We study the influence of Ly and L regularisation on the attack, providing an
analysis of the robustness of the learning algorithms to worst-case scenarios for attacks
with different strengths. Note that the analysis of optimal indiscriminate poisoning attacks
against non-convex models is substantially more computationally difficult. Most previous
work on optimal poisoning attacks focusses on linear classifiers and, to our knowledge, our

study is the first to analyse the effect of regularisation against data poisoning on

3.5.1 Experimental Settings

For both [LR] and we use three different binary classification problems: [MNIST]
(‘0” vs. ‘8) (LeCun et al.| [1998)), [FMNIST) (trouser vs. pullover) (Xiao et al., [2017)), and
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Dataset (Model) Tout ~y o(Dp)
(‘07 vs. ‘8) (LR) 140 | 0.300 | [0.0,1.0]7®
(trouser vs. pullover) 150 | 0.300 | [0.0,1.0]784
10 (airplane vs. frog) @ 120 | 0.300 | [—1,1]3072
(0’ vs. ‘8’) (DNN) 180 | 0.075 | [0.0,1.0]%*
(trouser vs. pullover) !|DNN| 150 | 0.100 | [0.0,1.0]784
10 (airplane vs. frog) (DNN| 120 | 0.100 | [—1,1]>072
Dataset (Model) D(N) T n
(‘0 vs. 8) (LR) (—oo,log (5 - 10%)] | 140 | 0.10
(trouser vs. pullover) (—o0,log (5 - 10%)] | 160 | 0.04
10 (airplane vs. frog) (—o0,log (10°)] 500 | 0.01
(0’ vs. ‘8") (DNN) (—o00,log (5 - 10%)] | 700 | 0.04
(trouser vs. pullover) (DNN]) | (—oc,log (5 - 10%)] | 800 | 0.03
10 (airplane vs. frog) (IBNN (—o0,log (10°)] 800 | 0.03
Table 3.3: Experimental settings for the poisoning attack.
Dataset (Model) e | # Epochs

(‘0" vs. °8") (LR) 0.10 140

(trouser vs. pullover) 0.04 160
10 (airplane vs. frog) 0.01 500
(0’ vs. 8") (DNN]) 0.04 | 700

EMNIST| (trouser vs. pullover) (DNN) | 0.03 800
CIFAR}O (airplane vs. frog) (DNN 0.03 800

Table 3.4: Experimental settings for testing the attacks.

CIFAR}O (airplane vs. frog) (Krizhevsky et al.l 2009). All datasets are balanced and
drawn at random from the original joint pool of training and test points. The details for

each dataset are included in Table

All our results are the average of 10 repetitions with different random data splits for
training, validation and test sets. Moreover, both [MNIST]and [FMNIST]sets are normalised
to be in the range [0,1]74, whereas [CIFAR}0 sets are normalised to be in the range

[—1,1]3972. For all the attacks, we measure the average test error for different attack
strengths, where the number of poisoning points ranges from 0 (0%) to 1,750 (35%).
The size of the batch of poisoning points that are simultaneously optimised is 350 for all
the datasets. For [MNIST]and [FMNIST] this leads to 274,400 features to be optimised
simultaneously, and to 1,075,200 features for [CIFAR}10. In this way, we simulate six

different ratios of poisoning ranging from 0% to 35%.

We simulate different ratios of poisoning points in a cumulative manner: Once the
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optimisation of the current batch of poisoning points and hyperparameters is ﬁnishedﬂ this
batch of poisoning points is fixed and the next batch of poisoning points is replaced into the
remaining clean training set, whereas the hyperparameters are re-initialised, to carry out
their corresponding optimisation. To accelerate their optimisation, the hypergradients for
the poisoning points are normalised with respect to their fo-norm, and the hypergradients

for each A are also normalised with respect to their corresponding valueEl

The [LR] classifier’s parameters are always initialised with zeros, for all the data-
sets. The models have two hidden layers with Leaky activation functions
(negative slope = 1072) as follows: 784 x 32 x 8 x 1, i.e., 25,393 parameters, for
and [FMNIST} and 3,072 x 64 x 32 x 1, i.e., 198, 785 parameters, for [CIFAR}0. In the [DNN]
models, these parameters are initially filled with values according to Xavier Initialisation
method (Glorot and Bengio, 2010), using a uniform distribution for all the parameters

except the bias terms, which are initialised with a value of 1072.

For all the experiments, we make use of SGD]both to update the parameters in the
forward pass of and to train the model when testing the attack (full batch training).
The choice of the number of iterations for the inner problem, T', depends on the model
and the training dataset. Low values of T' could lead to low-quality approximations for
the hypergradient. As T increases, the solution of approaches the exact (true)
hypergradient, but at the risk of overfitting the outer objective in the bilevel optimisation
problem (Franceschi et al., 2018). The details of the attack settings are shown in Table

whereas the ones for testing the attacks are in Table B.4]

All the experiments have been run on 2 x 11 GB NVIDIA GeForce® GTX 1080 Ti
GPUs. The RAM memory is 64 GB (4 x 16 GB) Corsair VENGEANCE DDR4 3000 MHz.
The processor (CPU) is Intel® Core™ i7 Quad Core Processor i7-7700k (4.2 GHz) 8 MB
Cache.

"The criterion to finish the loop that optimises the variables of the outer level problem is given by the
number of hyperiterations.

8The analysis of other techniques to accelerate the optimisation, such as adaptive learning rates, is left
for future work.
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Figure 3.2: Average test error for the optimal attack against The first row represents the
case of Lo regularisation on (a) [MNIST] (b) [FMNIST] and (c¢) [CIFAR}10. The second row contains
the plots for L; regularisation on (d) [MNIST} (e) [FMNIST} and (f) [CIFAR}10.

3.5.2 Logistic Regression

Test Error and Value of \ Learnt

For we test the general poisoning attack strategy in Eq. —labelled as AgNp in the
figures—using the following settings for the computation of the hypergradients with [RMD]
For we set T', the number of iterations for the inner problem, to 140. For [FMNIST]
and [CIFAR}O0 we use T = 160 and T = 500, respectively. For comparison purposes, in
addition to crafting attacks learning the value of A\, N\gmmy, we also craft optimal poisoning

attacks setting the value of A\ to different constant values: no regularisation (A = —00);

a very large one (for Lo regularisation: A = log(1,000) for and and
A = log(10,000) for [CIFAR}0; for Ly regularisation: A = log(50) for A = log(25)
for and A = log(100) for [CIFAR}10); and the value of A optimised with 5-fold
cross-validation (AcLgan). By comparing with no regularisation and large constant values
for A\, we aim to show the trade-off between accuracy (under clean data) and robustness
to different attack strengths. The case of Agrrpan is similar to the settings used by
(2015), which uses a methodology akin to (Friedman et al. 2010), where the authors

use K-fold cross-validation to select the value of A, and the clean data is used both for

training and validation in an unbiased way.
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Figure 3.3: Average A and ||w||3 for the optimal attack againston MNIST} (a) Ly regularisation;
(b) Ly regularisation.

The results are shown in Fig. We observe that when the model is not regularised
or uses ACLEAN, the attacks are very effective and the test error increases significantly
when compared to the algorithm’s performance on the clean dataset (0% of poisoning). In
contrast, for the largest A the test error increases moderately with the increasing fraction
of poisoning points, showing a lower test error compared to the case of no regularisation.
However, in the absence of an attack, the algorithm wunderfits and the error is higher
compared to the other models (especially in the case of 10). When the value of
A is learnt (\gmmy) using the trusted validation dataset, the increase in the test error is
moderate and, when the ratio of poisoning points is large, the performance is similar to
when A is large. We can also observe that, in this case, when there is no attack, the

performance is similar to that of the non-regularised classifier.

The results in Fig. 3.2] also show that the attack and the methodology presented
by [Xiao et al.|(2015|) provide an overly pessimistic view on the robustness of Lo and L
regularisation to poisoning attacks, and that using the hyperparameter learnt when the
data is clean can be detrimental under data poisoning. We show that, by appropriately
selecting the value of A\, we can effectively reduce the impact of such attacks. We can also
observe that there is a trade-off between accuracy and robustness: over-regularising (i.e.,
setting a very large value for A\) makes the algorithm more robust to the attack, but the

performance on clean data is degraded.

In Fig. and Fig. we show the value of A\ learnt and the norm of the model’s
parameters divided by the number of parameters, ||w]||3/d, as a function of the fraction of
poisoning points injected. We observe that the regularisation hyperparameter increases
and then saturates as we increase the fraction of poisoning points. Thus, the regularisation

term compensates the effect of the poisoning points on the model’s parameters up to a
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Figure 3.4: Average A and average ||w/||3 for the optimal attack against @ (a) Ly regularisation
on [FMNIST] (b) Lo regularisation on [CIFAR}O0, (c) L regularisation on [FMNIST] and (d) L
regularisation on @10.

point.

Comparing Lo and L, we observe that both regularisation techniques provide similar
mitigation effects against the attack. Thus, even if L; regularisation does not necessarily
provide stability to the learning algorithm, as is the case of Ly regularisation, the use of the
trusted validation set for learning the regularisation hyperparameter helps to mitigate the
impact of the attack in both cases. The presence of the poisoning points increases the norm
of the parameters if no regularisation is applied. But, when the trusted validation dataset
is available for selecting the regularisation hyperparameter, both L; and Lo regularisation

can mitigate this effect, and thus, of reducing the impact of the poisoning points.

Sensitivity Analysis of the Size of the Validation Set

Next, we shall analyse the effect of the size of the trusted validation set. This analysis
is important to understand its effect not only on the selection of the hyperparameters,
but also on the effectiveness of the poisoning points learnt using the attack in Eq.
when evaluated on a separate test set. Note that having a larger trusted dataset is not
necessarily beneficial only for the learner, but also for the attacker, who, under worst-case

scenario assumptions, also has access to the trusted validation set.
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Figure 3.5: Sensitivity analysis of the size of the validation set. Results for (a) and (d) [MNIST)
(b) and (e) [FMNIST] and (c) and (f) [CIFAR}O. (a)—(c) Results when there is no regularisation.

(b)—(f) Results for Ly regularisation.
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Figure 3.6: Sensitivity analysis of the size of the validation set for L; regularisation: (a) [MNIST}

(b) [FMNIST], and (c) and [CIFAR}0.

To study this effect, we consider an @ classifier and the same datasets (i.e., [MNIST]
[FMNIST]|and [CIFAR}10) and settings as before. Previously, we assumed that the validation
set was ten times smaller than the training set for MNIST]and [FMNIST] and five times

smaller for [CIFAR}0. Now, the size of the training and test sets is fixed, and we evaluate
different sizes for the validation set—compared to the size of the training set. To analyse
the influence of the validation set both when there is no regularisation and when there
is, we define the relative decrease of test error as the relative difference of the test error
obtained when there is no regularisation and when the value of A is learnt using the trusted

validation set, i.e., (Test Error|n, reg. — TestError| ) /Test Error|ne Reg.-

In Fig. B and Fig. B.6] we observe that when the model is not regularised, for
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[MNIST] and [CTFAR}10, the test error is higher when the validation set is larger, as the
poisoning points do not overfit the validation set. In contrast, for FMNIST|the different-size

validation sets result in a similar test error. On the other hand, when A is learnt (L2 and

Ly regularisation), for MNIST] and [FMNIST]| the test error decreases when the validation

set is smaller, whereas for [CIFAR}10, the opposite occurs. This shows that having a larger
validation set is not always advantageous. When the poisoning points are learnt with no
regularisation, a larger validation set provides more effectiveness for the attack, reducing
the overfitting of the attack points. However, when using regularisation and the poisoning
points and hyperparameters are jointly learnt, the optimal size of the validation set can
be task-dependent. Our results show that, with this interplay between the learner and
the attacker, the net benefit for the learner depends on the specific classification task, the
size of the validation set and the attack strength. However, it is also important to note
that, across all experiments, there is a clear benefit for using regularisation to mitigate the

impact of the attack in all cases and, especially, for strong attacks.

Consistency Index

To understand how embedded feature selection methods based on Lo regularisation are
affected by the attack, we evaluate the stability of feature selection under poisoning using
Kuncheva’s consistency index (Kuncheval 2007)). Given two feature subsets A, B C X,
with |A] = |B| = k,r = |AN B|, and 0 < k < |X| = d, Kuncheva’s consistency index is
defined as I.(A, B) = (rd — k?)/(k(d — k)), where positive values indicate similar sets, zero
is equivalent to random selections, and negative values indicate strong anti-correlation
between the feature subsets. The underlying idea of this consistency index is to normalise
the number of common features in the two sets using a correction for chance that accounts
for the average number of common features randomly selected out of & trials (Xiao et al.,

2015).

To evaluate how poisoning affects embedded feature selection, we compute this index
using for A the feature set selected for the clean training data, and compare it against
a set B selected under attack, at different percentages of poisoning. For each scenario,
we consider the first & features exhibiting the highest absolute weight values: for [MNIST]
given that the most of the features are close to zero, we choose the top 20, 40 and 80

features; for [FMNIST] the top 40, 80 and 160 features; and for [CIFAR}10, the top 200,
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Figure 3.7: Average Kuncheva’s consistency index for the optimal attack against @ using Loy

regularisation on (a) [MNIST] (b) [FMNIST} and (c) [CIFAR}10.

400 and 800 features.

The results for Lo regularisation for [MNIST] [FMNIST] and [CIFAR}10 are shown in

Fig. The corresponding results for L, regularisation are consistent with these and

can be found in Fig. B:8] We observe that, in all cases, the consistency index decreases
with the ratio of poisoning. This means that, to succeed, the attack naturally modifies
the importance of the features of the training set (even if the attack is not specifically
designed to do that), so that the poisoned model pays more attention to less relevant
features. It is also clear that if the model is not regularised, the features selected are less
consistent, and regularisation helps to increase the feature stability under poisoning. For
AGHD, it is generally bounded between the cases of no regularisation and large value of
A, showing that the algorithm sacrifices some feature stability to decrease the test error.
Compared to Ly (Fig. , Lo regularisation provides greater feature stability when using
a large regularisation hyperparameter. It is important to note that the selection of the
regularisation hyperparameter, using Eq. , aims to minimise the error on the validation
set, not to maximise the stability of the features, which would require a different defensive
strategy. However, the results in Fig. [B.7] help understand better the combined effect of

the poisoning attack and the use of regularisation.

3.5.3 Deep Neural Networks

Poisoning attacks can have different effects on the different layers of the target For
instance, analysing the activations of the last hidden layer can be enough to detect some
poisoning attacks. Intuitively, this makes sense because the early layers correspond to

“low-level” features that are less likely to play an important role when learning the decision
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Figure 3.8: Average Kuncheva’s consistency index for the optimal attack against using Lo
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boundary (Chen et al.l 2019). This problem has not been sufficiently studied in the research
literature and, in this subsection, we provide useful insights that shed some light in this
regard through the lens of regularisation. For this, we consider two possibilities: a single
regularisation hyperparameter, and a vector of regularisation hyperparameters—with one
hyperparameter for each layer. Intuitively, the amount of scaling needed by each layer’s
parameters to compensate for a change in the output is not the same, as the activation
functions are non-linear. This also gives us an intuition about the most vulnerable layers to
the poisoning attack. We also propose an additional modification to the RMD]algorithm:
we apply different initial random parameters w(®) for every update of the poisoning points.
This can be interpreted as assembling different randomly initialised to improve the
generalisation of the poisoning points across different parameter initialisations. We set
T = 700 for and T = 800 for and [CIFAR}10. This scenario is much
more challenging for the bilevel problem we aim to solve, as the models have two hidden
layers with Leaky activation functions (negative slope = 1072): 784 x 32 x 8 x 1,
i.e., 25,393 parameters, for [MNIST] and [FMNIST} and 3,072 x 64 x 32 x 1, i.e., 198,785

parameters, for [CIFAR}10.

As before, we denote with Ngmrm) the case where the regularisation hyperparameter is

learnt according to Eq. (3.3)), distinguishing now the cases: (i) when a single regularisation
hyperparameter is used for the whole and (ii) when a different hyperparameter
is used at each layer. We also performed attacks with different strength for the

assuming it is trained without regularisation (A = —oo) and with a large value for A\ (for

Ly regularisation: A = log(100) for [MNIST] and A = log(500) for [FMNIST] and [CTFAR} 10;

for Ly regularisation: \ = log(50) for [MNIST} A = log(10) for [FMNIST]| and A = log(25)
for [CIFAR}10), constant for all the layers. Fig. shows the results for Lo regularisation.

The results for L; regularisation are coherent with the ones for Lo and can be found in
Fig. In this case, we omitted the case where A is set with 5-fold cross-validation
on the clean dataset as the search space is large, which makes it computationally very

expensive.

The results in Fig. are consistent with those obtained for the case of (Fig. B.2).
When there is no regularisation, the algorithm is vulnerable to the poisoning attack and its
test error increases significantly. For a large value of A, the algorithm’s performance remains

quite stable, but the clean error is higher. For Ngmmthe test error increases only moderately,
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Figure 3.10: Average test error for the optimal attack against the using L regularisation

on (a) [MNIST] (b) [FMNIST} and (c) 10.

and the results when using a single hyperparameter or a different hyperparameter at each
layer are very similar. From Fig. and Fig. we can see that when there is no attack,
the test error for Ngmp) is smaller than in the other two cases. Although over-regularising
may be appealing to make the algorithm more robust to poisoning, the performance in
the absence of attacks may be significantly worse. Learning A evidences this trade-off.
For a large fraction of poisoning points, the small discrepancy observed between Ngmm
and the large value of \ is due to the non-convexity of the bilevel optimisation problem,
resulting in learning (possibly) suboptimal values for Nggmy. On the other hand, comparing
the results for the (Fig. and Fig. and for (Fig. , it is evident that
the mitigating effect of regularisation is more prominent in the case of As the
capacity of the (compared to is higher, the attackers can have more flexibility to
manipulate the decision boundary. Hence, having regularisation in place, in combination

with the trusted validation set, is even more important in the case of the

Fig. and Fig. show the value of A when using a different regularisation term
at each layer, for Ly and L; regularisation, correspondingly. We observe that the A learnt

for the second and output layers increases faster than the one for the first layer and, for
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Figure 3.12: Average \ learnt with for the using L, regularisation with a different
regularisation hyperparameter at each layer. The left, central and right figures represent the results

for MNIST] [FMNIST| and [CTFAR}10, respectively.

[FMNIST] and [CIFAR}10, this increase is faster for the first hidden layer from 20% of

poisoning. This suggests that the latter layers can be more vulnerable to the poisoning
attack. The poisoning attack tries to produce more changes in those layers and, at the same
time, the network tries to resist those changes by increasing the value of the corresponding
regularisation hyperparameters. On the other hand, when the attack is very strong, the
impact of the attack appears more uniform across all layers in the based on the

values of A learnt for each layer.

On the other hand, as in the case of [LR] the value of the regularisation hyperparameters
is also related to the norm of the weights divided by the number of parameters for each

layer in the These results are shown in Fig. B.13]

Finally, for the sake of completeness, Fig. shows the value of A\ learnt and the
norm of the model’s parameters divided by the number of parameters, ||w||3/d, as a
function of the fraction of poisoning points injected, for the when using a single
regularisation term for Lo and L regularisation. These results are coherent with the

ones for (Fig. and Fig. |3.3)). We observe that the regularisation hyperparameter
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Figure 3.14: Average )\ and average ||w||3/d for the optimal attack against the using a
single regularisation hyperparameter, where d is the number of parameters of the model. The first

increases, and then, saturates as we increase the fraction of poisoning points. However,

using a different regularisation at each layer can be more insightful to understand at which

layer the attack focusses more.
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3.6 Conclusions

Existing literature has been ambivalent on the role of regularisation in mitigating poisoning
attacks. This problem has been insufficiently studied as existing works assume that
regularisation hyperparameters are constant and chosen “a priori” regardless of the number

of poisoning points or their effects.

For instance, [Koh et al.| (2022)) reported some results on poisoning attacks against a
linear SVM] using Lo regularisation. Their results suggest that, in some cases, increasing
the value of the regularisation hyperparameter can make outlier detectors less effective.
However, a direct comparison with our results is not possible as we consider a different
threat model. Compared to the work of Koh et al. (2022, we have provided a more
general formulation to model the effect of hyperparameters, including the case of Lo
regularisation, in the presence of data poisoning. Furthermore, we have provided a more
complete and systematic evaluation of the benefits of using regularisation to mitigate the

effect of poisoning attacks.

We have shown that the value of the hyperparameters depends on the amount of
poisoning and that a constant value cannot be chosen a priori: when the value is too low,
it provides insufficient robustness; when the value is too high, it damages performance.
We have shown that when the value of the hyperparameters is learnt as a function of the
poisoning incurred, regularisation can significantly mitigate the effect of indiscriminate
poisoning attacks, whilst at the same time not damaging performance. This, however,

requires the use of a small trusted validation set.

To study the mitigating effect of regularisation and choose hyperparameters, we have
introduced a novel formulation where the poisoning attack strategy for worst-case scenarios
is formulated as a multiobjective bilevel optimisation problem. This formulation allows to
learn the most appropriate values for the model’s hyperparameters and to calculate the
poisoning points simultaneously. Solving this multiobjective bilevel optimisation problem is
challenging. However, we have shown how this problem can be solved with gradient-based

techniques by extending previous [RMD}based approaches.

With this formulation, we have analysed the effect of indiscriminate poisoning attacks
against [LR] and [DNN] classifiers when using both Ly and L; regularisation. Our results

confirm that the use of regularisation, combined with the presence of the small trusted
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set to learn the hyperparameters, significantly helps to reduce the error under poisoning
attacks. When the regularisation hyperparameter is learnt appropriately, the algorithm is
more robust and, at the same time, the performance of the model is not affected when
there is no attack. The trusted validation set required is quite small and task dependent; a

larger trusted set is not necessarily advantageous.

Although Lo regularisation typically provides more stability compared to Li, our
empirical results show that both types of regularisation are useful to reduce the effect of
poisoning attacks. Additionally, our results show that the use of regularisation plays a
more important role in more complex models, such as Our empirical evaluation
also shows that indiscriminate attacks have a more pronounced effect in the later layers
of the network, as the value of the regularisation hyperparameters learnt for those layers
increases significantly (with respect to those learnt when there is no attack) compared to
the ones learnt for the first layers. However, for a large fraction of poisoning points, the

effect of the attack is spread across all the different layers.

As for the road map of this thesis, in Ch. f] we shall move on to analysing the
vulnerabilities of regression models under data poisoning attacks, which have been somehow
overlooked by the adversarial [ML] community. This will allow us to introduce a broader set
of vulnerabilities that may arise in regression settings, compared to classification models.
Moreover, in Ch. [f] we will introduce a novel stealth attack formulation built upon a
multiobjective bilevel optimisation problem and solved through [RMD] and a novel defence
based on Bayesian linear regression. The closed-form solution of ridge regression will also
allow us to analyse and introduce some fundamental theoretical properties of indiscriminate

attack formulations in Ch. [6l and [



CHAPTER

Regression Poisoning: Threat Model

We propose a novel threat model for regression models. We present a large vari-
ety of error-specific attacks, including, for instance, assumptions violation, wrong
model selection, interpretability violation, and uncertainty fluctuation. Moreover,
we theoretically show that in linear regression models, any manipulation of a
poisoning point directly affects all the parameters of the model. This result lim-
its the possibility of creating very targeted attacks or backdoors in linear models.
We also theoretically show that the feasible poisoning error increases with the
“natural” noise level of the dataset and with the mismatch between the estimated
and the true mapping function of the model. This result suggests that datasets
that are difficult to fit to are also more difficult to defend when poisoned.

4.1 Introduction

O far, in this thesis we have analysed indiscriminate poisoning attacks in classification
S settings. However, regression algorithms are also critical in many applications. In
particular, regression learning is applied in many safety-critical systems (for example,
clinical and pharmaceutical industries (Paulson) 2006)), control of cyber-physical systems
(Akazaki, [2016)), industrial processes for quality control (Sun and Houl 2017), etc.), whilst

the vast majority of the adversarial [ML]literature focusses on classification models. The
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few studies that consider the robustness of regression models to poisoning attacks assume
unrealistic threat models and are thus less useful in practice. Therefore, in the present
chapter, we aim to evaluate several aspects of data poisoning attacks against regression

learning, exceeding previous threat models both in terms of breadth and depth.

Motives for such attacks can be manifold: for example, personal motives (e.g., a
malignant doctor or underpaid caregiver), financial motives (one company damaging
another company’s reputation, or an individual betting on the crash of some company’s

stock value), or even political motives (Miiller et al., 2020).

Through the threat model proposed we show that poisoning attacks against regression
models have a much broader range of attack objectives—compared to classification models—
and thus a broader spectrum of attacks can be attempted. Combined with their widespread

use, this makes regression models a prime and vulnerable target for poisoning attacks.

Hence, in this chapter we shall answer the following [research question] (Ch. [I)):

e [RQJ7: What are the vulnerabilities of regression models under data poisoning attacks?

We shall first refer to the classical assumptions of regression models in stationary
environments, and then discuss the possible violations that can occur in adversarial settings
through our threat model. In the particular case of linear regression, we will theoretically
show that any manipulation of a poisoning point directly affects all the parameters of the
model. This result limits the possibility of creating very targeted attacks or backdoors in
linear models. We will finalise the chapter by providing insights into an interesting property
of regression models: the feasible poisoning error increases with the “natural” noise level of
the dataset and with the mismatch between the estimated and the true mapping function
of the model. This suggests that datasets that are difficult to fit to are also more difficult

to defend when poisoned.

4.2 Regression Formulation and Classical Assumptions

Because we are studying regression models in offline environments, we assume that the
order of the different data samples is not meaningful, i.e., there is no time component, and
that the data is stationary—its distribution does not change over time. In these settings,
researchers and practitioners often rely on a number of classical assumptions. These often

include:
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e The training samples are [[ID] and representative of the population at large: there are

not significant outliers.
e The features are measured with no noise (no measurement errors/errors in variables).
e The output noise is additive: there are not interactions with the inputs.
e All independent variables are uncorrelated with the output noise term.

e The mean of the output noise is zero (if it is not zero, it is immediate to correct the

estimated bias term of the prediction).

e The distribution of the output noise (residuals) is typically Gaussian (at each value

of the dependent variable).

e The expected correlation between residuals, for any two samples, is zero (uncorrel-
atedness assumption). Mathematically, the covariance matrix of the noise (across

samples) is assumed to be diagonal.

e The variance of the residuals is constant across the input space (homoscedasticity).

Its violation is called heteroscedasticity.

e No independent variables are a perfect linear combination of other independent
variables, i.e., there are no high correlations amongst the independent variables (no

perfect multicollinearity).

Practitioners have developed a variety of methods to maintain some or all of these
desirable properties in real-world settings, because these classical assumptions are unlikely
to hold exactly. For example, modelling errors in variables (measurement errors) (Durbin,
1954) can lead to reasonable estimates when the features are measured with errors.[l
Heteroscedasticity-consistent standard errors allow the variance of ¢; to change across
values of x;. Correlated errors that exist within subsets of the data or follow specific
patterns can be handled using clustered standard errors (Liang and Zeger, [1986)), geographic
weighted regression (Brunsdon et al.l [1996), or Newey-West standard errors (Newey and
Westl, [1987)), amongst other techniques. When rows of data correspond to locations in space,

the choice of how to model ¢; within geographic units can have important consequences.

'Typically, adding noise to the input features makes them less predictive of the response—in linear
regression, it tends to push the parameters closer to zero than it would be if we regressed on the clean
features.
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Let us describe some of these assumptions more formally. We shall focus on single-
output regression models (i.e., each input sample only has a single corresponding output).
In the regression task, given the continuous input space X C R% and the continuous output
space, )V C R, the learner aims to estimate the mapping f : X — ). Given a training
set Dy = (Xer, Ytr) = {(Xtry» Ytr,) iy with ng samples drawn from the underlying
probability distribution p(X,)), we can estimate f with a model M trained by minimising

an objective function £(Dy;, w) w.r.t. its parameters, w € R? (if the model is parametric).

We assume the following additive model for the regression task:

yi=f(xi)+e€, i=1,...,n, (4.1)

where x; is the vector of input features (a.k.a. independent, predictor, regressor, explanatory,
measurement or covariate variables), y is the output label (a.k.a. dependent, predicted,
regressand, explained or response variable), and the uncorrelatedEl noise ¢; (a.k.a. residual
or error) is assumed to be homoscedastic, i.e., its power (variance) is constant and finite
through the input space. This noise represents the irreducible aleatoric uncertamtyﬂ
captured in the observations. This could be the case of, for example, sensor noise or motion
noise, resulting in uncertainty which cannot be reduced even if more data were to be

collected.

Given the additive model , a parametric hypothesis function, fw(x), and a
particular probability distribution for the zero-mean noise € ~ p(e€) (which is often assumed
to be Gaussian), it is immediate to obtain the likelihood of the parameters w (or the
observation x if the model is non-parametric) as p(y|fw(x)). For example, assuming
Gaussian noise, it is trivial to show that maximising this likelihood with respect to its
parameters yields the same estimate of the parameters as does minimising the mean
squared error . This justifies the use of the as a maximum likelihood procedure,
which—assuming the training data is noise-free in its features and sufficiently representative
of the underlying data distribution—has several desirable statistical properties such as

consistency and efficiency (for further details, please refer to statistics and statistical

2This uncorrelatedness (which does not necessarily imply independence) criterion assumes that the
residuals of the output variables, y;, are uncorrelated with each other, i.e., Cov[e;, €] = 0,Vi # j. For
example, this is not necessarily the case for malicious perturbations in the output, as the poisoning samples
may collude towards a particular goal.

3There exists another type of uncertainty, called epistemic uncertainty, which is subjective. It captures
our ignorance about which model generated our collected data. This uncertainty can be explained away
given enough data, and is often referred to as model uncertainty.
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learning books, e.g., (Hastie et al.| 2009)).

From an adversarial standpoint, it is important to notice that in existing regression
methods, and discriminative methods in general, the input features x are typically assumed
to be noise free. Due to this assumption, discriminative methods can experience a significant
degradation in performance when out-of-distribution samples are present. The main
difference with respect to classification settings is that the labels are continuous, which
can provide different scenarios for the attacker. Since the labels are continuous, we do
not consider human interpretation/bias when annotating the samples. This is because
the output variable is the natural response of a particular system given its inputs. An
attacker can however tamper with the inputs and/or output of the samples. So, in this
case detectability constraints for the human perception are not very relevant (albeit they
are relevant for the possible detection mechanism and the learning model). Let us have a

look in more detail.

4.3 Threat Model

Poisoning attacks can be mainly characterised according to the attacker’s capability to

manipulate the training process, attacker’s goal, and knowledge about the model and data.

4.3.1 Attacker’s Capability

Typically, an attacker can tamper with a fraction of the training set to induce general or
specific errors in the model learnt (Barreno et al., 2006, 2010)). This is consistent with
contexts in which the attacker has compromised part of the infrastructure, e.g., sensors
from which the data is acquired or part of the data supply-chain, e.g., organisations from

which the data is procured.

Here we describe the possible manipulations of the training data to craft the attacks.
This is strongly related to the particular application domain. In these settings, we can

distinguish three possible data manipulations for the attacker:
e Label manipulation attacks.
e Feature manipulation attacks.

e Data (both features and label) manipulation attacks.
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We define Xyource, Xrargets Vsource, and Viarget as the domains of the source features,
target features, source labels, and target labels, respectively. We shall begin with the most
general case, i.e., data manipulation attacks, where an attacker can tamper with both the
features and labels of training data. We will define some general properties that can also
be applicable for the other kind of manipulations. On the other hand, in the following
subsubsections, we shall slightly abuse the notation and let 8 denote the target model’s

parameters and hyperparameters (here we will call them just parameters).

Data Manipulation Attacks

This is the most general attack. The attacker can manipulate both the features and labels

of the training data to achieve a particular goal.

Definition 4.1 (Data manipulation attack). A data manipulation attack against a re-
gression model is a continuous mapping [TI Ty]T: Xsource X Vsource = Xtarget X Viarget

where the source features Xgource and source label Ysource are modified as follows:

Xtarget Tz (Xsource; ysource|g; Dtr; 0)

= , (4.2)
Ytarget Ty (Xsource; ysource‘QQ Dtr; 9)
where Xearget 0Nd Yrarger are the target features and label, respectively, and G represents the

attacker’s goals.

The conditioning of the transformation functions on G, Dy, and @ denotes that these
transformations depend on those variables. Depending upon the formulation of the attack,
the transformations 7, and 7, may or may not depend on the model’s parameters 6. For
example, in an optimal attack, the poisoning points are computed from the solution of the
training problem, so that they implicitly encode the information of the model’s parameters.
In other cases, an attacker might fix an arbitrary transformation for the data regardless of

the target model, to craft a transferable attack.

The family of transformation functions [1, Ty]T considered by the attacker, which we
call the attacker’s inductive bias, is determined by the attacker’s goal, budget, constraints
and knowledge. For example, they can be defined by operations such as substitution
by a constant, adding a constant, changing the sign, linear transformations, quadratic

transformations, nearest neighbours, or even more complex functions. Also, depending on
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the scenario, an attacker can be interested in a certain range of values of the inputs and

outputs.

Label Manipulation Attacks

The attacker is only able to modify the labels of the data, which in this case are continuous.

Definition 4.2 (Label manipulation attack). A label manipulation attack against a
regression model is a mapping T, : Vsource — Jrarget, Where the source label Ysource 5

modified as follows:

Ytarget = Ty (ysource‘xsource; G; Dir; 9)7 (43)
where Yrarget s the target label.

To avoid detection, the target-label domain is typically bounded. We can deduce that
this attack generalises the label-flipping attack in classification settings, as in the latter the
attack is a discrete mapping, whereas for regression, the attack is a continuous mapping.
For example, an attacker can introduce a physical or digital transformation after the sensor
measurements that could perturb the output. In this case, the attacker aims to transform

a certain range of the sensor output into a different range of values.

Feature Manipulation Attacks

The attacker is only able to modify the features of the data. For instance, the attacker
may want to control the maximum amount of perturbation added to the input data to

have the attack points labelled as desired.

Definition 4.3 (Feature manipulation attack). A feature manipulation attack against a
regression model is a continuous mapping Tz : Xsource — Xtarget, Where the source features

Xsource are modified as follows:

Xtarget = Tx (xsource |ysource; g; Dtr; 0) (44)

Examples of this attack can be performed in situations where the attacker aims to
modify a subset of features (e.g., a subset of the sensors that provide the input data),
or to reduce correlations/importance of features to make the model ignore them. For

instance, the manipulated regression coefficients can later be used by the adversary as a
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backdoor of this learning system or mislead the interpretability of the regression model.
In another example, changing the magnitude of a regression coefficient to small values
can make its corresponding explanatory variable irrelevant. Similarly, the adversary can
change the magnitude of a regression coefficient to a larger value to increase its importance.
Furthermore, changing the sign of a regression coefficient can also lead us to misinterpret

the correlation between its explanatory and response variables.

Attacker’s Constraints

Another important aspect related to the attacker’s capabilities is the possible presence
of constraints for the manipulation of the data to craft the attacks. Often, the specific
application domain can place constraints on the attacks that are possible. For example,
in depth estimation applications, the attacker can possibly manipulate every pixel in the
image with the only constrain of providing valid values for each pixel (Cheng et al., 2022).
In another example in wireless sensor networks (Salem et al., 2014)), an attacker may control
only a subset of the sensors, and in some cases, events are triggered when measurements
are higher or lower than a reference value, limiting the degrees of freedom to craft the

attack.

We can characterise these constraints by assuming that an initial set of poisoning
points is given and that the poisoning points are modified according to a space of possible
modifications, as for example by constraining the norm of the perturbation of each poisoning
point. This space of possible modifications can be included in the formulation of the attack.
Note that detectability constraints in regression settings generalise the ones for classification,

since the detectability constraints for the labels are also continuous.

4.3.2 Attacker’s Goals

Both indiscriminate and targeted attacks can be error-generic or error-specific (see also
Subsect. . In contrast to classification problems where error-specific poisoning attacks
can target only a specific set of classes, in regression models the possible aims of an
error-specific attack are much broader. For example, an attack may seek to cause specific
variations of the predictions for a subset of samples that share certain characteristics, e.g.,

increasing by 10% the predicted price of properties within a garden in a specific area.

Table summarises the possible attacks regarding the attacker’s goal. However,
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Indiscriminate Targeted
Standard attacks aiming to .. .
inerease the on as many Attacks aiming to increase
Error-Generic . the on a subset of samples
test samples as possible . .
that share a certain properties.
(our focus).
Attacks aiming to make a Attacks aiming to make a
particular kind of error on particular kind of error on
as many test samples a subset of samples that
Error-Specific as possible (e.g., modifying share certain properties
the bias term of the model to (e.g., doubling the value of
produce general overestimation/ | the labels whose original value
underestimation in the model). is lower than one).

Table 4.1: Possible attacker’s objectives depending on the specificity of the error and the targeted
samples.

note that the range of error-specific attacks possible in regression models is limited by the
complexity of the model. This is because in addition to inducing the desired error, error-
specific attacks should not degrade the performance of the algorithm in other circumstances.
For example, backdoor attacks (Liu et al.l 2018b; Gu et al., [2019)) seek to induce a specific
behaviour when the trigger is present, but should not degrade the performance of the model
when the trigger is absent. When the model is simple, e.g., linear regression, achieving
such behaviour is difficult due to the simplicity of the model. Indeed, it is not possible to
poison a linear regression model without modifying all of its parameters, as we shall show
in Lemma ] Intuitively, the different errors caused in the model are not independent of
each other, and are more correlated in the case of linear models given their low expressive
power. In particular, increasing different errors can make them also more detectable by

looking at the [MSE] of the model.

Error Specificity

This very broad range of attack objectives makes attacks difficult to detect, difficult
to defend against and regression problems highly vulnerable to such attacks. We can
disambiguate cases where the nature of the errors can be different. Thus, according to the

error specificity, an attack can be defined as:

e Error-generic attack: when the attacker aims to increase the overall error of the
model. For example, when the attacker modifies an input so that the [MSE]of the

regression model is increased in that input, regardless of the (wrong) predicted output.
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To understand this goal, it can be illuminating to decompose the [MSE]between the

true labels, Y, and the estimated predictions, f’, as follows:
MSE = E[(Y — Y)?] = E}[Y — Y] + Var[Y — Y]. (4.5)

In this sense, the attacker’s goal can be to tamper with (i) only the mean of the
residuals—attacks aiming to produce general overestimation/underestimation in the
model, by targeting the bias term in the model, see Fig. as an example—(ii) the

variance of the residuals; or (iii) both.
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Figure 4.1: Synthetic example of an indiscriminate error-generic attack targeting the bias term
of the model. The target model is linear regression. The blue points represent the clean training
points, the green points represent the poisoning points, and the two red points represent a poisoning
point at the beginning and at the end of its optimisation process, respectively, whose trajectory
during the optimisation process is depicted by the magenta line. The colourmap represents the
negative of the value of the attacker’s objective, which aims to minimise the bias term of the model.
The white dashed line is the regression line learnt under the clean data, the red line—which is
translated w.r.t. the white line—represents the regression line learnt under the poisoning data, and
grey bounding box represents the constraints of the poisoning points. Certainly, locating poisoning
points in the yellow region can decrease the bias term of the model.

e Error-specific attack: when the attacker aims to produce a specific type of error.
For example, an attacker can be interested in having certain predictions as close as a
particular value as possible. Due to the variety of attacks that can occur in regression

settings, we describe some possible attacks in Subsect.
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Samples Specificity

An attack may affect all the samples or be specific only to a subset of samples. We talk
then of the samples specificity. Note that this is independent from the specificity of the

error the poisoning seeks to induce, which may be error-generic or error-specific.

e Indiscriminate attacks: the adversary aims to degrade the performance of the
system or to produce errors in an indiscriminate fashion, i.e., for a broad set of

samples.

e Targeted attacks: the attacker aims to produce errors or to degrade the system
performance for a reduced set of samples. Here the possible scenarios are much
broader than in the case of classification. In this case, the source domains and/or the
target domains are specified, and the task of the attacker is to craft the transformation
that maps those domains. For example, )5 can be restricted to a certain range of

source labels.

On Targeted and Error-Specific Attacks

We shall discuss an important property of targeted and error-specific poisoning attacks

against linear regression models.

Lemma 4.1. In linear regression models, any manipulation of a poisoning point, either
error-generic, error-specific, indiscriminate or targeted, directly affects all the parameters

of the model, and therefore it directly affects the test [MSE] of the model:

1
Mest = 7||XtestW* - YtestH%a (46)

Ntest
Proof. Let us find a relationship between the poisoned optimal model’s parameters, w*,
and the clean optimal model’s parameters, w;,, for linear regression. Assuming a single
poisoning point, (Xp, yp), let us define Xy, = [1,, X¢] and xp, = {1 XHT. The closed-
form solution to the least squares problem for linear regression, wi, = argming, £(Dy,, W),

-1
is wi, = (X;';EXHE) X{.. yir- Substituting in the expression for w* when considering a

single poisoning point, i.e., Dy, U (Xp, yp), leads to:

w* = (XTI, X, + xpex;)*l (XL, yer + Xp.21) - (4.7)
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Using the Sherman-Morrison formula (Appx. :

-1 -1
XX xp. X0 (X X
-1 -1 tre tre Pe“*pe tre tre
(XLXtre + Xpexge) = (XtTreXtre) - ( >T = < — ) . (48
14x] (X X)) Xp,
And, substituting this inverse in the expression of w*, we get:
T
-1 — X, W
w*=w, + (XLXH@) x o ~ Tp Wir , (4.9)

P (XE X)) %,

tre
1 -1
I (X;I;‘eXtre> Xpexge * + (X;I;‘eXtrE> Xpeyp (4 10)
= d— — W — 3 .
1 + Xge (XT XtrE) ' Xpe " 1 + Xge (X;:I;'e Xtre) ' Xpe

tre

which shows the strong dependence between the clean parameters, wi,, and the poisoned

*

parameters, w*, in linear regression. Therefore, any manipulation of a single feature or

label of the poisoning point directly affects all the parameters of the original model. [

As a consequence, this result limits the possibility of creating backdoors in linear
models, since one of the requirements of a backdoor attack is that the model should behave

correctly under genuine samples.

4.3.3 Error-Specific Attacks

An attack against regression models can have a variety of different goals. Here we highlight

some possible practical attacks, illustrated in the [ML] pipeline in Fig.

Different attacks, e.g., that aim to maximise the energy consumption of the model,
e.g., sponge poisoning (Cina et al., [2022)), are also possible in regression settings. These
attacks are based on the observation that different inputs of the same size can cause a
DNN] (or other complex models) to draw very different amounts of time and energy. For
instance, inputs that lead to less sparse models can increase the number of operations and

the number of memory accesses, thus increasing the energy consumption.

Increase of Error

In this case, the attacker aims to increase the error of the prediction (e.g., in terms of

increasing the value of the residuals for certain samples).
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Figure 4.2: Possible error-specific attacks in regression settings. In the diagram, the black arrow
denote the access point for the attacker in the [MI] pipeline. The red arrows denote the goals of
the attacker. Each stage of the cycle can affect the next stages. Evaluation means that the model
performance is checked before deployment. Deployment means “test” time in the real world, where
we have previously unseen data. When monitoring the model, unexpected changes can lead to a
redefinition of the problem and assumptions.

Change of Output

In some scenarios, the attacker can aim to force the model to predict specific output values
for certain inputs. For instance, an attacker could force the output of a sensor to have a

particular value, e.g., to saturate it over its dynamic range.

Assumptions Violation

The attacker aims to change the assumptions of the model, by changing the properties of
the underlying data distribution (e.g., transforming the homoscedastic noise assumption
into a heteroscedastic one; or in general breaking the stationarity assumption, e.g., changing

the trend of the output for certain ranges of inputs). As an example, see Fig.

Data Preprocessing

One of the attack vectors that have been overlooked in the research literature is data

preprocessing. In this regard, a very common practice to achieve good performance in
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Figure 4.3: Example of a possible heteroscedastic attack inspired by the concept of amplitude
modulation in signal processing. In this example, the genuine data (“carrier”) is multiplied by an
adversarial noise that varies through the input space. The result is the poisoned data, whose mean
is similar and whose residual variance changes through the input space. For instance, this form of
noise can lead to new forms of detectability constraints for the attacker.

the design of [MI] models is the normalisation of the features. Thus, in the case of data
poisoning, when an attacker compromises the data collection, they already compromise the

data preprocessing. However, little is known about how to adapt attacks when the defender

transforms data prior to model estimation (Alfeld et al.| 2019). For example, if the features

are normalised using the data in the training set, when poisoning, the statistical properties
of the training dataset are changed as well. Thus, the mean and the standard deviation for
the features in the poisoned training dataset are different from the statistical properties of

the features in the test set, and therefore, the performance of the system will be affected.

Wrong Model Selection

The attacker aims to make the learner select/obtain an incorrect model (inductive bias)
and/or hyperparameters to overfit or underfit to the data. For example, in polynomial
regression, the attacker can be interested in forcing or changing the polynomial degree

(hyperparameter).
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Interpretability Violation

The attacker aims to change the interpretability of the model, i.e., how we interpret the
predictions of the model using its internal representations and parameters (Li et al.; 2021).

That is, the ability to interpret or to present a model in understandable terms to a human.

In this sense, the attacker can aim to manipulate the sensitivity of specific features
in the model. In other words, attacks aiming at manipulating some of the parameters of
the model. These attacks can have an effect of the interpretability of the model, as it is
possible to eliminate or emphasise the effect of some of the features in the model. For
example, to estimate the dose for a certain drug, an attacker could eliminate the blood
pressure as a relevant factor for estimating the dose. Or, on the contrary, they could create

untrue correlations between certain features and the target.

Fairness Violation

Algorithmic fairness deals with the design of algorithms that are not discriminatory, i.e.,
that do not introduce an unjustified disadvantage for members of a group, and particularly
that do not further place at a disadvantage members of an already disadvantaged social

group. In the case of regression, these “groups” can be denoted by categorical features.

The purpose of an attack can be to create or increase a disadvantage against a specific
group of individuals or samples. For that, an attacker can add algorithmic discrimination,
or exaggerating it if it already exists. In other words, the purpose of the attacker is to
create or increase a disadvantage against a specific group of individuals or samples (Solans

et al., [2020; [Mehrabi et al. |2021; [Van et al.; [2022).

For instance, the developer of a house pricing prediction tool could sample training
data in a discriminatory manner to bias the tool against a certain group of people. Similar
harms can occur when training data is collected from public sources, such as online surveys
that cannot be fully trusted. A minority of ill-intentioned users could poison this data to
introduce defects in the [ML]system created from it. In addition to these examples, there is
the unintentional setting, where inequities are introduced in the [ML]model as an undesired
effect of the data collection. For instance, data of people corresponding to people of a

certain ethnicity could be undersampled.

Mathematically, in order to change the influence of different sets, it is possible to
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Figure 4.4: Uncertainty in depth estimation. The first image is an example input into a Bayesian
model which estimates depth, as shown by the second image. The third image shows the estimated
uncertainty. We can observe that the model predicts the wrong depth on difficult surfaces, such as
the red car’s reflective and transparent windows. Thankfully, the Bayesian model is also aware it is

wrong and exhibits increased uncertainty (Kendall| [2017).

impose or weight special loss functions or penalty terms corresponding to different groups

of people with their expected outcome (Solans et al.| 2020; Mehrabi et al., 2021} [Van et al.|

2022).

Parameter Forcing

The attacker aims to force the model to learn a specific set of parameters—this is similar

to the attacks proposed by Mei and Zhu| (2015). This can include cases where the attacker

just considers a subset of the parameters.

Uncertainty Fluctuation

There is no agreed definition of uncertainty in statistics. Some attempts to define it

are: “incomplete knowledge in relation to a specified objective” (Bernardo and Smith)

2009) or “lack of knowledge regarding an unknown quantity” (Frey and Rhodes, [1996).

In particular, the two most important types of uncertainty are aleatoric (i.e., stochastic)
and epistemic (i.e., subjective). Aleatoric uncertainty refers to the notion of randomness,
that is, the variability in the outcome of an experiment which is due to inherently random
effects. This type of uncertainty is not a property of the model, but rather is an inherent
property of the data distribution, and hence, it is irreducible. In contrast, epistemic
uncertainty (a.k.a. knowledge uncertainty) occurs due to inadequate knowledge (about
the best model). As opposed to uncertainty caused by randomness, uncertainty caused by
ignorance can in principle be reduced on the basis of additional information.
land Waegeman), [2021; Abdar et al., [2021). Aleatoric uncertainty can further be categorised

into homoscedastic uncertainty, uncertainty which stays constant for different inputs, and
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heteroscedastic uncertainty. Heteroscedastic uncertainty depends on the inputs to the
model, with some inputs potentially having more noisy outputs than others (Kendall and

Gall, 2017).

In Bayesian parametric models, epistemic uncertainty is modelled by placing a prior
distribution over a model’s parameters, and then trying to capture how much these
parameters vary given some data. In contrast, aleatoric uncertainty is modelled by placing
a distribution over the output of the model. For instance, in regression the outputs might

be modelled as corrupted with Gaussian random noise (Kendall and Gal, 2017).

In adversarial settings, the attacker can hence target the uncertainty of the predictions.
In terms of aleatoric uncertainty, we can distinguish two kind of attacks: homoscedastic
and heteroscedastic attacks. Intuitively, in the former case the goal of the attacker is to
increase or decrease the value of the noise variance constantly across the input the space;
whereas in the latter, the goal of the attacker is to vary the noise variance through the
input space. With respect to epistemic uncertainty, the attacker can aim to increase the
variance of the parameters, or force the learner to change the prior distribution over the

parameters.

As a practical example, heteroscedastic uncertainty is especially important for computer
vision applications. For instance, for depth estimation, highly textured input images with
strong vanishing lines are expected to result in confident predictions, whereas an input
image of a featureless wall is expected to have very high uncertainty (see Fig. . Other
situations that can provide uncertainty can be occlusion or specular reflection (Huang

et al.l 2015; Kendall, 2017)).

4.3.4 Attacker’s Knowledge

The attacker’s knowledge comprises its knowledge about the learning model, about the
data and about the defences employed to mitigate the attack. These can vary from [ZK]or
[CK] attacks to [PK] attacks where the attacker is supposed to know everything. This creates
a spectrum of possible situations with most realistic situations lying somewhere along this

spectrum. For a more complete description of the attacker’s knowledge, see Subsect.

After introducing our novel threat model in regression settings, we will finalise this

chapter analysing an interesting property: the difficulty of poisoning a regression model
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trained on a particular dataset depends on the characteristics of the dataset, particularly

on the “natural” noise of the dataset.

4.4 On the Difficulty of Poisoning Regression Models

Most of the attacks considered so far in the literature (Liu et al.l 2017} Jagielski et al.| 2018}
Miiller et al., 2020; [Wen et al., [2021) generally assume that the sole goal of the attacker is
to maximise the effect of the attack. Thus they are formulated as an optimisation problem
where the attacker seeks to find perturbations that produce the maximum effect. This
often induces perturbations that are more significant and leads to poisoning points that

are more easily detectable (Jagielski et al., [2018) and thus easier to defend against.

More importantly, this is unrealistic. A defender detecting such perturbations may
discard the training set entirely and forensically review the data acquisition chain that
led to it. This would not only thwart the attack, but also undo the attacker’s efforts to
compromise the data supply-chain. It may also lead to attribution and further consequences.
Thus, a data poisoning attack on an[MI]algorithm must consider the risk of it being detected
and seek to minimise detectability risks. This has not been considered in the data poisoning

research on regression algorithms so far.

Before considering attacks that also take into account detectability, which we will
address in Ch. ] it is helpful to understand the difficulty of poisoning regression models in

such settings.

Definition 4.4 (Feasible poisoning error). We define the feasible poisoning error as the
error induced in a particular model on a particular poisoned dataset for a fized ratio of

poisoning, when the poisoning points remain undetected by the defender.

In the case of regression, the feasible poisoning error can be expressed as E[(Y — V)2,
st. Y = f (X), where f is learnt on the poisoned training set where the poisoning points

are constrained by the defence mechanism.

Theorem 4.1. The feasible poisoning error increases with the noise level € and is given by:

A A

E[(Y —Y)?] = Bias®[f]+ Var[f] + Var[e] + 2E[(e + &) (f — f)] + 2Cov[e, ;] + E[e2]. (4.11)
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Proof. Let us assume first the best possible oracle detector which knows the true input
distribution X and the true mapping function f(X). Then, the relationship between the
output Y and X can be written in the general form as Y = f(X) + ¢, where € is the
zero-mean random error term, which is independent of X. If this detector rejects points
whose label value is outside the range f + v, where 7 is lower bounded by ¢, then it is
straightforward to see that the error caused by any sample increases with €. The reason is
that the regions where the poisoning points can be injected without being detected are
larger. Thus, under ideal situations where the random error tends to 0, it is more difficult

to poison the model.

More formally, we now consider an attacker able to poison the labels with a poisoning

perturbation €, through the following generative process:
Y: f+€+€p. (412)

In the general case, f is not known, but estimated through a function Y = f (X) where
f is not a perfect estimate for f, and this inaccuracy introduces some error. The poisoning
perturbation e, is constrained to remain undetected, i.e., f + €p < 7, where the detector
now rejects samples outside the range f + ~. Assuming that the poisoning perturbation

follows a certain distribution and that it is not necessarily independent of X and f—in

most cases it will be dependent—the feasible poisoning error is given by:

E[(Y =Y =E[(f + e+ e — f)?]
=E[(f = F)’] + 2B[(e + ep)(f — /)] + El(e + )]
= E[(f - E[f] + E[f] - /)° + 2B[(c + &) (f — /)] + E[€”] + 2E[eep] + E[e)]
= E[(f — E[f])?] + 2E[(f — E[f)(ELf] - /)] + E[E[f] — f)*]
+ Var[e] + 2E[(e + ep)(f — /)] + 2Cove, &) + E[e)]
= Bias”[f] + Var[f] + Var[e] + 2E[(e + &,)(f — /)] + 2Cov[e, &] + Elep],
clean error poisoning error
where Bias|[f] = E[f] — f. O

Therefore, the feasible poisoning error increases with the zero-mean noise level e, which
is an irreducible error component that all models incur, due to the intrinsic variability of

the generative process. This result also suggests that a reasonable strategy for the attacker
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to evade defences is to emphasise the “natural” noise of the dataset. We will empirically
test this hypothesis in Ch. b} On the other hand, it is also evident that the poisoning error
is amplified by the mismatch between f and f , which can be reducible by both using the
most appropriate learning model to estimate f and also collecting more samples that are

representative of the underlying data distribution.

4.5 Conclusions

In this chapter we have introduced a threat model for poisoning attacks against regression
models. We started by stating the classical assumptions for regression settings, e.g., [ID]
no errors in variables, additive output noise, independent variables uncorrelated with the
output noise, homoscedasticity, etc., and we highlighted that these assumptions can be
violated in adversarial settings. From an adversarial standpoint, it is noteworthy that in
existing regression methods, and discriminative methods in general, the input features
are typically assumed to be noise free. Due to this assumption, discriminative methods
can experience significant degrades in performance when out-of-distribution samples are

present.

In terms of the threat model, attacks against regression algorithms generalise the ones
against classification (in terms of the attacker’s objective), since the labels in the former
are continuous. we have presented a large variety of error-specific attacks, including, for
instance, assumptions violation, wrong model selection, interpretability violation, and

uncertainty fluctuation.

We also have shown that in linear regression models, any manipulation of a poisoning
point, either error-generic, error-specific, indiscriminate or targeted, directly affects all
the parameters of the model, and therefore it directly affects the test [MSE]of the model.
This result limits the possibility of creating very targeted attacks or backdoors in linear
models, since one of the requirements of a backdoor attack is that the model should behave

correctly under genuine samples.

We have also theoretically shown that the feasible poisoning error increases with the
“natural” noise level of the dataset and with the mismatch between the estimated and the
true mapping function of the model. This result suggests that datasets that are difficult to

fit to by a particular model are also more difficult to defend when poisoned.
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Once we have analysed the possible attacks that can arise in regression settings, in
Ch. [5] we shall focus on indiscriminate attacks against regression models. This will allow
us to introduce novel attack formulations with detectability constraints, able to bypass
current defences. Moreover, this analysis will enable us to understand the limitations of
the defence mechanisms, and to propose novel defences, based on the uncertainty of the

model, to help mitigate these attacks.






CHAPTER

Stealthy Attacks Against Regression and Defences

—E=D ~
We propose a novel optimal attack formulation against regression models that
considers different degrees of detectability constraints to bypass state-of-the-art
defences, and a new methodology based on normalisation of objectives to solve
the problem and obtain different trade-offs between effectiveness and detectabil-
ity. We also develop a defence—called BayesClean—built upon a Bayesian linear
regression to detect strong and stealthy attacks, which improves on previous de-
fences the attack is stealthy and when the number of poisoning points is large.

5.1 Introduction

s mentioned in Ch. [d] regression learning is widely used in mission-critical sys-
A. tems: for instance, in the monitoring of aircraft engines (Chati and Balakrishnan,
2017), in medicine for the development of pharmaceuticals (Ekins et al., 2019), hedge
funds management (Meligkotsidou et al., 2009), and in industrial processes for predictive
maintenance (Wen et al. |2022)) and quality control (Sun and Hou| 2017). Also in regression
settings, the training data is often collected from sources that are partially trusted or easy

to compromise such as [[oT] devices or from a distributed data supply chain. Despite this,

109
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the robustness of regression models to poisoning attacks has not been widely addressed in
the literature. Most of the studies that do address it (Mei and Zhu, |2015; Zhang et al.,
2018; |[Jagielski et al.| 2018; Miiller et al., 2020; [Wen et al.l 2021; Weerasinghe et al.| 2021}
Li et al., 2021), assume that the attacker’s objective is to maximise the damage caused
by the attack, without properly considering detectability constraints that can help evade
outlier detectors. The defences proposed in these studies mitigate such attacks to various

extents, which we further analyse below.

However, as mentioned in Ch. [4] this threat model is fundamentally ill-posed. Whilst
an attacker does aim to maximise the effectiveness of the attack, they also aim to remain
undetected. If the attack can be easily detected, the training set may be discarded in part
or in full, thus thwarting the objective of the attack entirely. If the attacker can remain
undetected, the attack may be less effective, but nevertheless significantly damage the

model.

In this chapter, we shall answer the following [research questions| (Ch. [}, in the context

of regression:

e [RQJL: Can we craft attacks with detectability constraints capable of modelling
different trade-offs between effectiveness and detectability, and bypassing current

defences?

e [RQR: Can we design effective defences capable of mitigating strong and stealthy

attacks?

To conduct this evaluation, it is possible to formulate the attack as a parameterisable
combination of the two attacker’s objectives: to maximise the attack effectiveness whilst
also minimising the potential for the attack to be detected. Such a formulation of the attack,
which we model as a multiobjective bilevel optimisation problem, has not been defined in
the literature before and presents unique challenges. We propose such a formulation here

and also discuss alternatives.

In particular, understanding the robustness of linear regression, as a fundamental
regression algorithm, to adversaries can enable future research on other classes of supervised
learning methods. This way, we can gain further intuitions about the possible attacks.
Hence, we focus on linear regression models and evaluate attacks and defences using the

same or similar datasets to those used in the literature so far to facilitate comparison.
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Then, we also we discuss and evaluate the scalability aspects of our approach in
Indeed, the formulation proposed here will enable further studies on the robustness of

regression models to more realistic attacks.

We shall show that the defences proposed so far are vulnerable to poisoning attacks that
take into account attack detectability and compare the defences’ performance. We propose
a novel formalisation and methodology for poisoning regression models that combines
attack objective and detectability. This allows us to carry out this evaluation and offers
new insights into the factors that limit the defences’ performance. We also discuss dataset
factors, in particular noisy datasets—whose noise is not purposely crafted by the attacker—
that affect attack performance. Our evaluation is conducted on linear regression models

and on datasets that have also been used in the related work on this topic.

We also propose a new defence against poisoning attacks in regression models, which
we call BayesClean. In essence, BayesClean builds upon a Bayesian linear regression model
with hyperparameters learnt according to the training data. Then, BayesClean rejects
points based on their location within the predictive variance of the model. BayesClean is
robust to poisoning attacks that consider attack detectability and compares favourably

with other defences when the number of poisoning points is large.

In summary, the contributions of this chapter are as follows:

e We propose a novel stealthy attack formulation against regression algorithms via
multiobjective bilevel optimisation: one of the objectives accounts for attack effective-
ness, while the other accounts for the detectability. This formulation is more realistic
than previous approaches as in many applications users will deploy a detector to

reject points that are suspicious.

e We propose a novel detectability-risk function and a novel approach to solving the
multiobjective bilevel optimisation problem via normalisation of the objectives. This

allows us to consider different degrees of detectability for the attacker.

e We propose a novel defence based on uncertainty, which we call BayesClean, that
improves on state-of-the-art defences when attacks consider detectability constraints

and when the number of poisoning points is large.

e We experimentally show that state-of-the-art defences do not mitigate these stealthy

attacks, even if they are not designed as adaptive attacks targeting those specific
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defences—in other words, without detectability constraints. We evaluate different
defences proposed so far on real-world datasets, in both linear regression models and
[DNNSs| and identify the factors that influence their effectiveness such as the use of a
trusted validation set. To our knowledge, we are the first to analyse optimal data

poisoning attacks targeting in regression settings.

e We empirically show that datasets that are more difficult for the [ML]model to fit to
(e.g., because they are noisy), are also more difficult to defend. This supports the

theoretical findings shown in Ch. ] Sect. {.4]

o We empirically show the effectiveness of BayesClean to mitigate strong and stealthy
attacks, which evidences the importance of the model uncertainty to counter poisoning

attacks.

5.2 Related Work

Most standard poisoning attacks against regression aim to maximise the [MSE]of the model,

(Mei and Zhu, |2015}; |Zhang et al., [2018; Jagielski et al., 2018 Miiller et al.l 2020; Wen et al.,

2021; [Weerasinghe et al., 2021). [Mei and Zhu| (2015) poison convex learning algorithms,

including linear regression, based on the concept of machine teaching (Zhu| 2013; Zhu et al.|
2018)). |Jagielski et al. (2018) propose and [LK] poisoning attacks against linear regression
which aims to increase the [MSE]of the model at test time. The [PK]optimal attack is based

on a bilevel optimisation formulation solved by leveraging its conditions (Karush|

11939; [Kuhn and Tucker} 1951, similar to Xiao et al.|(2015). Nevertheless, the computation

of the hypergradients of the attacker is expensive due the inversion the Hessian w.r.t. the

model’s parameters. [Jagielski et al.| (2018)) also propose an [LK]attack, called StatP, that

samples points from a multivariate Gaussian distribution estimated from the clean training
data. Then, StatP rounds the feature variables to the bounds of their feasible domain,

queries the model and rounds the target variable to the opposite corner. However, these

attacks can be detected by defences that reject extreme values. Weerasinghe et al.| (2021)

incrementally extends the optimal formulation of Jagielski et al.| (2018) to linear regression

models that use non-linear basis functions. [Wen et al.| (2021) also slightly modify the

optimal poisoning attack algorithm of Jagielski et al. (2018) through including the influence

of previous poisoning points in the attacker’s objective. Miiller et al.| (2020) propose an
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label-manipulation attack with a surrogate training set, flipping the labels to one of two
possible thresholds. On the other hand, the attacker’s objective for poisoning a regression
model may also differ. For example, an attacker may want to increase or decrease the
predicted value, or may want to maximise the dispersion of the training set, as explained
in Ch.[d] Attacks targeting specific parameters of a linear regression model have also been

considered (Li et al., [2021)).

In terms of defences, in robust statistics, estimation procedures are available for robust
regression that are not strongly affected by the presence of stochastic noise and outliers
(Huber}, (1964} [Fischler and Bolles| [1981)). However, these methods fail in high dimensions
and can struggle to identify carefully crafted poisoning samples (Xu et al., 2012). Liu et al.
(2017) design robust linear regression algorithms under the assumption that the feature
matrix has low rank and can be projected to a lower dimensional space. [Diakonikolas
et al.| (2019)) propose SEVER, a robust meta-algorithm that can detect poisoning samples
through outlier scores based on the singular value decomposition of the gradients.
Weerasinghe et al.| (2021) propose BIG a computationally expensive defence for
non-linear regression learning based on the concept of local intrinsic dimensionality El
(Houle, 2017)) to identify and reduce the impact of poisoning samples. All these methods
have provable robustness guarantees, but the assumptions on which they rely are not

usually satisfied in practical settings where attackers consider detectability constraints.

Other relevant defences include TRIM (Jagielski et al., 2018) and Proda (Wen et al.|
2021). TRIM (Jagielski et al., |2018)) iteratively finds the subset of the training data
that minimises the model’s loss, and uses this subset as a representative set to train the
model. Similar to aggregation methods, Proda (Wen et al.| 2021) filters poisoning points by
bootstrapping equal-sized groups of training points. Each bootstrap set is independently
subjected to linear regression, resulting in S trained models. Then, for each trained model,
Proda selects the subset of the whole training set with the lowest errors on the trained
model, which is subjected again to linear regression. Amongst these § trained models,
Proda selects the model whose [MSE]is lower. Finally, Debugging Using Trusted Items
(DUTI)) (Zhang et al., 2018|) identifies samples that have the biggest influence on the

validation error on a small trusted clean set.

!The value of a data point identifies the minimum number of latent variables required to represent
that data point and recent evidence suggests that [CID]is an indicator of the degree of being an outlier
(Houle et al., 2018} |Weerasinghe et al., 2022).
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As a final remark, it is noteworthy that most of these defences assume they know the
fraction of poisoning samples in the training dataset, which is unrealistic in most practical
scenarios. Besides, deviations on the estimation of the fraction of poisoning points can
have a negative impact on the model’s performance for both poisoned and clean models.
In contrast, in BayesClean, the defence we propose in this chapter, we do not need to know
the fraction of poisoning points to reject, since we reject points according to the predictive

variance of a Bayesian linear regression model.

5.3 Attack with Soft Detectability Constraints

We now turn our discussion to our proposed attack formulation with detectability constraints.
We assume that the attacker can arbitrarily manipulate all the features and the label of the
poisoned points, provided that the resulting points are within a feasible domain of valid
data points. Again, this is consistent with scenarios in which an attacker has compromised
part of the infrastructure from which data is collected. Having compromised, e.g., a sensor,
the attack is only limited in the value reported by that sensor by the domain of feasible

values.

We first introduce an optimal attack formulation that generalises the one used in
related work (Subsect. [5.3.1]). Then we present a novel formulation that also includes
the detectability objective (Subsect. and discuss practical considerations for this
formulation. We discuss choices for the detectability objective (Subsect. and outline

our approach for solving the resulting multiobjective optimisation problem (Subsect. [5.3.3).

5.3.1 Optimal Attack Formulation

We consider regression settings. Given the input space X C R™ and the continuous label
space, )V C R, the learner aims to estimate the mapping f : X — ). Given a training
set Dy = {(Xtw;» Ytr;) by = (X, Yir) With ng samples drawn from the underlying
probability distribution p(X,)), we can estimate f with a model M trained by minimising

an objective function £(Dy;, w) w.r.t. its parameters, w € R,

Let us define the feature matrix X, where each row is a features sample x; € R, and
the output vector y, where each element is the corresponding output sample y; € R. Let

T T T T ;
us also define X, =[1 X]', x., =[1 x;]| and w = |wy WLM_J , where 1 is a vector
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of ones and wq denotes the bias term. The additive model assumed for linear regression is:
— -
Vi =X, WHe, i=1,...,n, (5.1)

where the additive noise ¢; follows a Gaussian distribution and n is the number of samples. In
a poisoning attack, the adversary aims to inject n, poisoning points, Dy, = {(Xp, , ¥ps ) Zil =
(Xp, ¥p), in the training set to maximise some arbitrary objective, A, evaluated on a set of
target data points Diarger. Then, the Lo-regularised training loss function of the model

when an attacker injects the poisoning set, Dy, is:

1

/
L(Dy UD,,w) = 200 1)

(Ilyer = Xor, wI[3 + [lyp — Xp,wll3 + Alwra-p)|I3) » (5:2)

where A is the regularisation hyperparameter, which controls the strength of the regularisa-

tion term, and wy,(q_1) denotes all the entries of w but the bias termEI

An optimal poisoning attack, i.e., that maximises the impact on the model, can then
be formulated as a bilevel optimisation problem:
max A(Drarget, W)

D! ed(D
pE2(Dp) (5.3)

s.t. w* € argmin £(Dy, UD,, w),
wew

where the outer problem is the attacker’s objective (which does not explicitly depend on
the poisoning points, but implicitly through the poisoned parameters, w*), and the inner
problem is the defender’s problem, i.e., the training problem on the poisoned set. When
optimising the poisoning points, we assume that the defender trains on all the data points

D, that lie in the feasible set ®(Dy), i.e., they do not discard points.

This formulation encompasses both indiscriminate attacks, where Diarget = Dyal, and
the validation set is representative of the underlying clean data distribution, and targeted
attacks, where Dyarger Tepresents a specific subset of target data points.El Generally, A
represents the function for the attacker objective. In our case, as we aim to maximise the

error in the predictions, we can use the MSE, i.e., the loss typically minimised by most

2As in Ch. [3] note that we do not regularise the bias term of the model. In this regard, we do not induce
too much variance by leaving the bias term not regularised. Also, regularising the bias term can introduce
a significant amount of underfitting (Goodfellow et al., [2016). If the bias were regularised, intuitively, the
model would try to bring the bias term closer to the origin in order to minimise the loss function.

3Note that targeted attacks against linear regression also have an impact on other points that are not in
the attacker’s target, as we showed in Ch. El
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regression models. Then, as we focus on indiscriminate attacks we use A(Diarget, W*) =

L(Dya1, w*) to model the attacker’s objective.

Given the attacker’s budget, np, each poisoning point can be optimised by solving
Eq. incrementally (point by point), in mini-batches, or for all poisoning points at
the same time. In the two former cases, D, contains the previous poisoning points, which
influences the computation of subsequent points. This formulation is often encountered in
related studies on poisoning attacks both for regression and classification (Biggio et al.,
2012; Xiao et al.; 2015} [Mei and Zhu, 2015; [Munoz-Gonzalez et al.l 2017; [Jagielski et al.]
2018}, [Miller et al.l 2020; [Wen et al.l 2021; [Weerasinghe et al., [2021; |(Carnerero-Cano et al.|
2021}, [2023)).

5.3.2 Optimal Attack Formulation with Soft Detectability Constraints

As well as causing maximum damage, an attacker also seeks to remain undetected, as
detection may compromise all the effort spent towards the attack. So a second, but equally
important objective for the attacker is to reduce the detectability risk. This may blunt the
effectiveness of the attack but is necessary to not jeopardise it entirely. The attacker’s
perception of the risk of being detected places thus a constraint upon the effectiveness
of the attack and restricts the manipulation of the features and labels of the poisoning
points. In other words, the detectability risk objective typically aims to decrease the rate
of poisoning points that are detected as malicious and the rate of clean points that are

detected as benign.

There is no general agreement on how to define detectability risk (also referred to as
detectability constraints). Hard constraintsEl typically considered by the adversarial
community (Suciu et al.l 2018} Demontis et al., [2019; Huang et al.l 2020, 2021} |Geiping
et al., [2021a; Fowl et al., 2021b; |Koh et al., 2022 Cina et al., 2023), must be satisfied
by any feasible solution. However, in practice, the attacker’s willingness to reduce the
effectiveness of the attack to avoid detection depends on the attacker’s risk appetite. So a
soft (parameterisable) formulation of the detectability risk, R is desirable to incorporate

a continuous constraint in the optimisation process of the poisoning points. These soft

“In an optimisation problem, a hard constraint is a constraint that must be satisfied by any feasible
solution to the model. On the other hand, a soft constraint can be violated, but violating the constraint
incurs a penalty in the objective function (often, the greater the amount by which the constraint is violated,
the greater the penalty) (Meseguer et al.| 2006).
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constraints also allow to model different trade-offs between effectiveness and detectability

that are easy to interpret, and therefore they have been adopted in this chapter.

We revisit the bilevel formulation for the optimal attack to include the detectability
risk. We define the outer objective as a multiobjective optimisation problem where one of
the objectives is the of the model (effectiveness of the attack), and the other is the
detectability risk R. Therefore, the attacker’s problem can be defined as a multiobjective
bilevel optimisation problem:

max L(Dyy,w”*), min R

D, e®(Dp) DLe®(Dp) (5.4)

s.t. w* € argmin L(Dy, UDp, w).
wew

Effectiveness and detectability are conflicting objectives. So, a solution to the multiob-
jective problem must quantify the trade-off between them. A straightforward way to do so is
using scalarisation (Marler and Aroral 2004), i.e., converting a multiobjective problem into
a set of single-objective problems, each one characterised by a (set of) hyperparameter(s).
That is, varying the “importance” of each objective by a scalar « € [0, 1], also known as

weighted sum:
max Ad(DI/)) = Oéﬁ(Dvah W*) - (1 - a)R

D,e®(Dp)
sit. w* € argmin L(Dy, UD;, w), (5.5)
wew
a € [0,1].

The hyperparameter « is assigned by the attacker based on its risk appetite. A
parametric sweep for o can thus investigate different trade-offs between effectiveness and
detectability. Note that when combining objectives in this way, the correlation (redundancy)
between objective functions is known to affect the search space structure and algorithm
performance. The objectives should be neither not correlated at all nor very highly
correlated, otherwise it can be difficult to achieve a smooth transition for this trade-off. In
the extreme case where R o —L, the multiobjective problem reduces to a single-objective

problem where it is not possible to find a trade-off.
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7.5

Figure 5.1: Synthetic example showing the effect of constraining poisoning points against TRIM
(Jagielski et al.l [2018]). The training dataset contains 37 clean points and 13 poisoning points
(26% of the training set). The features of the clean points are generated according to a uniform
distribution U (—5,5), the labels are generated according to the transformation: y = 0.8z, and the
additive noise of the labels follows a Gaussian distribution N (€|0.0,1.22). The linear regression
model and TRIM are trained using with a learning rate n = 0.1 and # epochs = 40 (full
batch). The blue points represent the clean points, the green points are the poisoning points, the
red crosses are the points rejected by TRIM, the black dashed line is the regression line learnt
under the original clean data, the green dotted line is the regression line learnt under the complete
poisoned training data, and the red solid line is the regression line learnt under the training data
not rejected by TRIM. Because the poisoning points are closer to the clean points, TRIM fails to
detect them.

Modelling the Detectability-Risk Function

To evaluate the detectability risk, i.e., the attacker’s perception of the risk of being detected,
different formulations are possible, as there are different ways in which a defender can try

to detect poisoning point.

e Data distribution-based detectability: the poisoning points can be detected
based on an estimation of the underlying data distribution, regardless of the target
model. For instance, detection can based on distance functions between points:

R(ny Dtra Dval)-

e Model-based detectability: the poisoning points can also be detected based on
the effect that they have on the target model, for example, the impact that the attack
has on the loss function. In this case, the detectability risk, R(D},, w*, wt,), is a
function of the feasible poisoning points, D;, the poisoned parameters, w*, and the

clean parameters, wi, € argmingcyy £(Dyr, W).

We choose the latter approach in this chapter, also noting that state-of-the-art defences
reject points whose loss or norm of their gradients is large, e.g., (Jagielski et al., 2018;
Diakonikolas et al., 2019; [Wen et al.l 2021)). Such defences assume that the poisoning

points are outliers and therefore easy to reject. They can fail when this is not the case.
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For example, we can see in Fig. [f.I] that TRIM can fail by simply bounding the maximum

values for the poisoning points.

Design of the Detectability-Risk Function

To calculate the detectability risk, an attacker can assume that the defender has access
only to poisoned data and/or poisoned parameters to set their detection constraints. In
this case, every new batch of poisoning points optimised shifts the detectability risk toward
the distribution of the poisoning points, which allows to craft more aggressive points. This
is optimistic and unrealistic in practice. A more conservative and more reasonable position
for the attacker is to assume that the defender has access to clean parameters and/or clean
data when setting its detection. In this case, the detectability risk does not change with
the increasing number of poisoning points. It is this more realistic option that we have

chosen.

In particular, one can design a detectability-risk function that precisely controls the
loss of the poisoning points, for example by minimising the loss function on the poisoning
points: R(Dy, wi,) = L(Dy,, w},). However, this function and the attacker’s objective
function, —L(Dya1, w*), can be redundant, as they both favour points that are close to
the poisoned regression hyperplane, whose impact is therefore limited. To reduce this
redundancy, we redefine the detectability risk as the product of two loss functions that

penalise points that are near the bounds of a certain “confidence interval”:
R(Dy, wt,) = L(Dy, wiy, ) L(Dy, Wi, ). (5.6)

The parameters wg,, and wi,._ are all equal to the clean parameters wi, except their

bias terms: bf,, = bf, + o and b;, = bf, — 0; o is the standard error of estimate (a.k.a.

*
tr+

residual standard deviation/error):

o \/2?51 (Yirs — M (xer,))” (5.7)
af ’

where df are the degrees of freedom of the residuals, which in the case of linear regression

are: ng —p — 1.

This detectability function (|.6] allows a smoother transition between the two objectives.
We shall justify and analyse this function in more detail in Ch. [6} Subsect. Hence, by
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Figure 5.2: Effect of not normalising the objective functions in a synthetic example. The blue
points represent the clean points, the green points are the poisoning points, and the two red points
represent a poisoning point at the beginning and at the end of its optimisation process, respectively.
Its trajectory during the optimisation process is depicted by the magenta line. The white dashed
line is the regression line learnt under the original clean data, and the red solid line is the regression
line learnt under the complete poisoned training data. The colourmap represents the value of the
attacker’s objective as a function of the location of the poisoning point. The experimental settings
are the same as in Fig.p.1] (a) a =1. (b) @ =0.6. (¢) a = 0.4. (d) @ = 0.2. Note the sudden
transition for the poisoning points from outliers (o = 1) to inliers (o = {0.6,0.4,0.2}). This is
because the detectability objective dominates the effectiveness objective.

sweeping values of a between 0 to 1, we obtain poisoning points that shift smoothly from
inliers to outliers, balancing the two goals proposed: attack success and stealth. However,
in practice, the objectives can be of a different order of magnitude, which can make one of
the objectives dominate the other during the optimisation process. We therefore need to

define a method to balance the two objectives, which we introduce next.

Practical Aspects: Normalisation of Objective Functions

As the effectiveness and the detectability objective functions used in Eq. (6.5) can have
values of different scale, normalisation of the objectives is required to obtain solutions
consistent with o. We shall also explain this behaviour in Ch. [} Subsect. [6.7} This also

provides interpretability for «, i.e., the stealth of the attack.

In particular, gradient-based approaches can be very sensitive to different value ranges
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in the two objective functions. In this case, the gradients can have significantly different
norms for one of the objectives compared to the other one, leading to one objective
completely dominating the optimisation process |[Milojkovi¢ et al.|(2019). This phenomenon
can be observed in Fig. [5.2] where there is a sudden transition from outliers (o = 1) to
inliers (a = {0.6,0.4,0.2}) because the detectability risk dominates the effectiveness. This

is an undesirable effect that we aim to mitigate with our normalisation algorithm.

Inspired by normalisation methods in multiobjective optimisation (Marler and Arora,
2004), we develop a heuristic to normalise the two objective functions. Our goal is to
compute the normalisation coefficient for each objective, which we define as their respective

maximum value.

As for the detectability-risk function, using a clean reference for the model’s parameters
(Eq. (5.6)) makes it easier to compute its maximum, maxp, co(p,) Ad(D})|c=0. Because
the parameters are clean, the objective does not depend on the optimisation of the previous
poisoning points:

R R

Rnorm% = . 5.8
Rret  maxps cao(p,) Ad(Dp)|c=0 (58)

Hence, the detectability-risk function presents a similar value for all the batches of
poisoning points computed. In practice, as described in Alg. we empirically determine
its normalisation coefficient as the maximum value of the detectability risk across these
batches, when the poisoning points are unconstrained (o = 1). The reason is that their
corresponding values can slightly differ due to, e.g., the initialisation of the poisoning points
and/or the initialisation of the model’s parameters. Thus, this normalisation coefficient is

computed for @ = 1, and then used for different values of .

In the case of the effectiveness objective, the challenge is that the normalisation
coefficient depends on the size of the batch of poisoning points that are optimised at
the same time, and on whether the objective is measured on the clean or the poisoned
model. It is therefore difficult to obtain the maximum value of the effectiveness objective,
MAaxpy ca(D,) Ad(D})|r=0, as this value depends on the values of the previous batches
of poisoning points computed, which may, in turn, be constrained. We use instead the
following heuristic: we carry out a sequential optimisation of poisoning points—i.e., B,
poisoning points are optimised at the same time, so that there are ng, = [n,/B,| batches
of poisoning points. Once a batch of poisoning points is optimised, it is fixed in the

training set and the next batch is optimised. Therefore, we calculate a new normalisation
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Algorithm 5.1: Computation of B, poisoning points (o = 1) and of the normal-
isation coefficient for the detectability-risk function

Input: Mu A7 R) [’) Dval) Dtrv Np, Bp7 {P(z)}:bjfa Tout7 T7 Y, N

Output: Ryef

1: np,  [np/Bp]

2 a+1 // Set maximum effectiveness and minimum detectability for the
reference

3t Ager,_, 1

4: Rrefa:1 ~—1

5 fori=0tonpg, —1do

6: W < initW(M) // Initialise w

7. fort=0toT —1do

8: g < Vwﬁ(w(t))

9: wtth)  w(t) — ng // Stochastic Gradient Descent

10:  end for

11: D

projHypGradAsc(M, L, Lyief,_1 s R, Rreto—y > Dvals Dir, Bp, P) s Tous, Ty o, 7y, m)
122 RY « R(DY)

ref
13: Dy (Dtr\{(xtrk,ytrk)}kep(i)) UDI(;’) // Replace B, samples of D by DI()Z)
14: end for

an

15: Ryt  max; {R}}"

coefficient for each batch of poisoning points. Then, for the 7th batch of poisoning points,
we re-normalise the effectiveness objective as follows:

(%)
NO) L (Dvab w* )
Lnorm (Dvah w ) ~ ~

Lref I (Dvala W*(i—l)) )

(5.9)

where w*'~ " are the poisoned parameters trained on the previous optimal poisoned set.
When computing the first batch of poisoning points, the previous poisoned set is the clean

. . 1—1
training set, and therefore wr Y

= wj,. Even though this heuristic does not calculate the
maximum of the objective, it provides an empirical reference for the range of values that
the effectiveness objective can take during its optimisation. This computation is included
in Alg. Therefore, different values of « lead to different normalisation coefficients for

the effectiveness objective. The functionality of Alg. is also similar to Alg. [.I] and
Alg.
In summary, to solve the multiobjective bilevel optimisation problem ([5.5)), we first

need to compute the normalisation coefficient for the detectability-risk function for a =1

(Alg. , and then, for a # 1, we compute the corresponding normalisation coefficient for
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Algorithm 5.2: Computation of B, poisoning points (« # 1) and of the normal-
isation coefficient for the effectiveness function

Input: M, £, R, Ruet Dyat, Dir, nps By, {POVEY T, T v, 7, 1

Output: Dy,

1: np, « [np/Bp]
2: fori=0tonpg, —1do
3 w(® <« initW(M) // Initialise w
fort=0toT —1do

g+ VywL(wh)

wit)  wt) — g // Stochastic Gradient Descent
end for
cgle)f  L(Dyar, WD)

DY + projHypGradAsc(M, £, L7}, R, Reet, Dyal, Dirs Bp, PO, Tous, T v, 7, 1)

ref>
10: Dy < (Do \ {(Xtwy» Yory ) b oep®) UDS) // Replace B, samples of Dy by Dr(f)
11: end for

the effectiveness function (Alg. . Fig. [5.3| shows the effect of normalising the objective
functions in a synthetic example. We can see that the normalisation procedure enables
a smoother transition as the value of a changes. Fig. [5.4] shows that crafting poisoning
points close to the clean distribution (o = 0.4) allows to shift the regression line even when
TRIM is deployed as a defence. In contrast, optimal poisoning points without detectability
constraints (o« = 1) can be easily filtered by TRIM.

5.3.3 Solving Optimal Poisoning Attacks with Soft Detectability Con-

straints

We have introduced a novel multiobjective bilevel optimisation formulation to evaluate
attacks of different degrees of detectability. We have discussed the challenges of the multiob-
jective formulation and proposed a method to normalise the two objectives: effectiveness

and detectability risk. The next step is then to solve the bilevel problem.

As we discussed in Ch. [3] Subsect. solving the multiobjective bilevel optimisation
problem in Eq. (5.5) is strongly NP-Hard (Bard| [2013) and, even if the inner problem
is convex, the bilevel problem is, in general, non-convex. However, it is possible to use

gradient-based approaches to obtain (possibly) suboptimal solutions, i.e., finding local

optima for the problem in Eq. (5.5).

State-of-the art attacks against regression algorithms (Jagielski et al.l 2018} Wen et al.,

2021)) are based on the implicit function theorem, which require training the whole learning
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Figure 5.3: Effect of normalising the objective functions in a synthetic example. The blue points
represent the clean points, the green points are the poisoning points, and the two red points
represent a poisoning point at the beginning and at the end of its optimisation process, respectively.
Its trajectory during the optimisation process is shown by the magenta line. The white dashed line
is the regression line learnt under the original clean data, and the red solid line is the regression
line learnt under the complete poisoned training data. The colourmap represents the value of the
attacker’s objective as a function of the location of the poisoning point. The experimental settings
are the same as in Fig. (a) a=1. (b) a=0.6. (¢) a =0.4. (d) @ =0.2. Compared to Fig. 5.2
in this case, normalising the objective functions allows a smoother transition for the poisoning
points from outliers (o = 1) to inliers (v = {0.6,0.4,0.2}).

algorithm to compute the hypergradient, i.e., until the stationarity conditions are met. To

sidestep this problem, different techniques have been proposed to estimate the value of the

hypergradients (Domke, 2012; Maclaurin et al.| [2015; Pedregosal 2016} Franceschi et al.|
2017; [Munoz-Gonzalez et al., 2017 [Franceschi et al., 2018; |Grazzi et al., |2020). These

techniques do not require retraining the learning algorithm each time the hypergradient
is computed. Instead, they estimate the hypergradient by truncating the learning in the

inner problem to a reduced number of training iterations.

As in Ch. [3] Subsect. to compute the hypergradients for the outer objective,
we assume that the first and second derivatives of the loss function, £, and the first

derivatives of the detectability risk, R, are Lipschitz-continuous functions. As described

in (Franceschi et all 2017) and in Ch. [8] Subsect. [3.3.2] we can think of the training
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7.5 7.5

(a) (b)

Figure 5.4: Synthetic example showing the effect of constraining poisoning points against TRIM
(Jagielski et al.l 2018), for & = 1 and o = 0.4. The blue points represent the clean points, the
green points are the poisoning points, the red crosses are the points rejected by TRIM, the black
dashed line is the regression line learned under the original clean data, the green dotted line is
the regression line learned under the complete poisoned training data, and the red solid line is the
regression line learned under the training data not rejected by TRIM. TRIM fails to detect the
stealthy poisoning points, because they are closer to the clean distribution.

algorithm (inner problem) as a discrete-time dynamical system, described by a sequence
of states s®) € R% with ¢t = 1,...,T, where each state depends on model’s parameters,
the accumulated gradients and/or the velocities, and the training data. We focus on
ie., s® = w®) so that each state of the sequence depends only on the previous state.
We can therefore reformulate the bilevel problem in as the constrained single-level

optimisation problem:

max  Ay(Dy) = aL(Dyal, w) — (1-a)R

DLeD(Dp)
st with = wl=l — v £(D, U D, wY), (5.10)
t=1,...,T,
a € [0,1],

where 7 is the learning rate for [SGD] Then, we estimate the hypergradients from the values

of the parameters collected in the set of training states asﬂ

Vx,Ad(Dp) = —(1 —a)Vx,R

dw(T)>T
+ Vw, aE(Dval,w(T)) —(1-a)R),
() v )

(5.11)

where the bottleneck is the computation of the implicit derivative dw(?) /dX,. Given the

5The expression for y, is analogous.
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Algorithm 5.3: [RMD)] for multiobjective optimisation in regression poisoning

Input M -A Arefa R Rrefa E Dvala Dtra Dg—)v W(O)a T7 n
Output: Vx, Ag(w™), vy, Ad( )

cfort=0toT —1do
g+ VWE(W(t))

wtt) — w(t) — ng // Stochastic Gradient Descent

1
2
3
4: end for

: Anorm(W(T)) (W(T))/-Aref

6: Rnorm(W(T)) ( (T)>/Rref

7 Adyorm (W) — aAnorm (W) — (1 — @) Ruorm (WD)
8. dX5)  Vx, Adyo (WD)

9. dy(T) — Vg Agyor (WD)

10 dwT) « Vi, Ag,,. (WD)

11: for t =T — 1 down to 0 do

12: dgw + (V%‘,E(w(t))) dw(t+1) // Hessian-vector product
T
13: dgx, < (prvwﬁ(w(t))) dw(+1) // Hessian-vector product
DY) gD .
14: dgy < (Vypvwﬁ(w( ))) dwp // Hessian-vector product

150 dw® « dwttD) — pdg.,
16 dXY) — ax§Y —ndgx,
17: dy(t) — dy(tﬂ) nalgyp
18: end for

19: Vx, Adyorn (W) = dX

20: vypAdm (w™) + dy“”

constraints in Eq. 1) it is obvious that the state w(®) depends on the poisoning points
both, directly by its expression, and indirectly through the previous state w(*=1). Then,
by applying the chain rule we obtain®

dw(t) aw(t) aw(t) dw(t_l)
X,  0X, owlD dxX,

(5.12)

where Ow(®) /ow(t—Y) =T1; — V2 L and 8w(t)/8Xp = —1nVx,VwL.

We include in Alg. [5.3] the RMD] algorithm we use to compute the hypergradient
estimate at the outer level problem (both for the features of the poisoning points, X,

and their labels, y,,). For more details, including the algorithm complexity of see
Subsect. B.3:2] Alg. B} and Table B.]

After computing the hypergradients, at each hyperiteration we use projected hyper-
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Algorithm 5.4: Projected hypergradient ascent for regression poisoning
Input: M, A, Arefa R, Rref, [" Dyal, Dy, Bpa P, Touw, T, «, YN

Output: DI()TM)
1: Déo) < initDp (D, Bp) // Generate B, initial samples for Déo)

2: DE?) — (Dix \ { (Xtay,» Ytrp,) YeeP) UDI(,O) // Replace B, samples of Dy by DI(,O)
3: for t=0to T,y — 1 do

4. w0 — initW(M) // Initialise w

5 VX Aduorn (W), Vi, A, (W)
hypGrad(M,/J,/Jref,R,Rref,Dval,Dtr,DI(f),w(O),T, n) // (Alg.

6: XSH) « Ug(p,) (Xg) +7Vx, Adnorm (W(T))) // Projected Hypergradient
Ascent

7 yI(,TH) — Hg(p,) (yl(DT) +7Vy, Adnorm (W(T))> // Projected Hypergradient
Ascent

g DI (0 py Uity // Update D\ with DY

9: end for

gradient ascent to update the poisoning points and the hyperparameters:

Xp $— H@(Dp)(Xp + Y VXpAd), (5 13)

¥p < o) (yp +7 Vy,Ad)s

where 7 is the learning rate for the outer problem and Ilg(p,) is the projection operator
for the poisoning points, Dy, so that their updated values are within their feasible domain,
®(Dy). These projector operators are defined as Ilg( - )(input) 2 clip(input, inf ®( - ),
sup ®( - )), so that their updated values are within the corresponding feasible domains,

®( - ). This procedure is summarised in Alg. which is analogous to the one described
in Subsect. and Alg.

5.4 BayesClean: A Defence Based on Uncertainty

Previously, we have seen that one of the reasons why some state-of-the-art defences fail is
because the poisoning points are more constrained, so that there is no clear distinction
between the clean and poisoning distribution. We hypothesise that another aspect that can
make these defences less effective is that they rely on the assumption that the number of
corrupted points is low. When the number of poisoning points increases, there is a certain
breaking point where the reference for the true distribution is too much poisoned to be

considered useful. For example, we cannot rely on just rejecting points based on their
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errors on a single reference model. This assumes that the output of the model is correct,
and therefore large errors of that model means anomalies. If the reference is poisoned, we
cannot trust those large errors anymore because they could correspond to genuine samples.
Moreover, some studies (Jagielski et al., 2018} Zhang et al., [2018; Diakonikolas et al., 2019;
Wen et al.l 2021) assume a ratio of poisoning points to reject, when proposing defences.

However, this ratio can be difficult to estimate in practice.

To overcome these limitations, we develop a defence based on Bayesian linear regression,
which we call BayesClean, which (i) does not assume a ratio of poisoning points to reject,
and is more robust to (ii) larger ratios of poisoning points and (iii) poisoning points that
are more constrained. At a high level, the defence rejects poisoning points outside of a
certain “confidence interval” around the mean prediction of the Bayesian linear regression

model. We shall describe first the fundamentals of this model.

5.4.1 Bayesian Linear Regression

Bayesian regression techniques can be used to include regularisation hyperparameters in
the estimation procedure. The Lo regularisation used in classification (see Ch. E[) and ridge
regression is equivalent to finding a maximum a posteriori estimation under a Gaussian
prior over the parameters w with precision Ag. Thus, it is possible to treat it as a random
variable to be estimated from the data. However, in contrast to the formulation developed
in Ch. [3] here we do not use a trusted set.

As with standard linear regression, we assume that the target variable y is given by a

T

function x' w with additive Gaussian noise. Thus we can write the likelihood as:

p(yIX,w, 8) = N(y|Xw, 57 '1), (5.14)

where [ is the precision (inverse variance) of the Gaussian noise. Bayesian linear regression
estimates then a probabilistic model of the regression problem. The prior for the parameters

is given by a Gaussian distribution governed by a precision hyperparameter, \p:
p(W|AB) = N(w|0,\5'Ly). (5.15)

As in (Tipping, 2001)), the priors over Ap and /3 are chosen to be gamma distributions, the
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conjugate prior for the precision of the Gaussian:

p(AB|A1, A2) = Gamma(Ap| A, A2) = F(l)\l))\gl/\*Bl‘l exp(—A2Ag), (5.16)
p(8181. 82) = Cmma (8161, 6o) = s 65" 37~ expl(—af). (5.17)

where T'(\;) is the gamma function, defined as: I'(A1) = [5° uM ~te™*du. To make these
priors non-informative (i.e., flat), these hyperparameters are usually chosen to be small

values: e.g., \{ = Ay = 31 = o = 1076,

Having defined the prior, Bayesian inference proceeds by computing the joint posterior
over all unknowns given the data, p(w, A\p, 5|X,y), which can be decomposed using the
parameters’ posterior, p(w|X,y, Ag, 3), and the hyperparameters’ posterior, p(Ag, 8|X,y),

as:

p(W, )\B7 B|Xa y) = p(W|X7 Yy, >\a B)p()\B7 B|Xa Y) (518)

The hyperparameters’ posterior will play a key role in our defence, since it allows
to learn the optimal hyperparameters under the poisoning points. From Bayes’ rule, the
parameters’ posterior can be computed as

p(W| » Y B?/B) p(y|X7)\B’ﬁ)

(5.19)

Eq. (5.19) is a well-known result (Bishop) 2006) and is given by a Gaussian distribution:

P(WIX,y, A5, B) = N(W|pposts Zpost), (5.20)
-1

Spost = (BXTX +Apla) (5.21)

Hpost = /szostXTY~ (5.22)

Then, given a new test point, X,, predictions are made for its corresponding label ysx,

in terms of the predictive posterior distribution:

P Xoy) = [ [ [ plylxew. Bp(w. g 51X y)dwiApds

(5.23)
= [ [ [ ol w B)p(wIX, 3, A, B)p (A, BIX. y)dwd .

These computations are not analytically tractable, and an effective approximation
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is needed. To do so, we shall follow the evidence approrimation framework (Gull, 1989;
MacKay, (1992; Bishop, 2006)). We can assume that the hyperparameter posterior distri-
bution p(Ap, 8|X,y) is sharply peaked around its most-probable values Mg and A, on the
basis that functions generated utilising the posterior mode values are near-identical to
those obtained by sampling from the full posterior distribution (Tipping, 2001). Then, the
predictive distribution is obtained simply by marginalising over w in which Ag and 3 are

fixed to the values \ B and 3 ,

p(y*‘x*7X7Y) %p(y*’X*ﬂXayv xBuB) = /p(y*‘x*awa B)p(W|X7y7 S\B,B)dw (524)

Learning the hyperparameters thus becomes the search for the mode of the hyperpara-

meters’ log-posterior, i.e.:

max logp(Ap, 51X, y) oclogp(y|X, Ap, B) +log p(Ap) + log p(f). (5.25)

The optimisation problem ([5.25)) can be solved by exploiting an expectation-maximisation
(EM) formulation, as in (Tipping, [2001; MacKay), 1992).

At convergence of the hyperparameter learning procedure ([5.25), we make predictions
based on the posterior distribution over the parameters, conditioned on the learnt hyper-
parameters A B and 3 , using Eq. 1) Making use of a well-known result (Bishop} 2006),

the predictive distribution takes the form

p(y*|X*7X7y7 3‘B?B) :N(y*’/'b*70—42<)7 (526)

with
Mo = /J’gostx*v (527)
o =B+ X B post Xe- (5.28)

The first term in Eq. (5.28) represents the noise on the data, whereas the second term

reflects the uncertainty associated with the parameters w.
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Algorithm 5.5: BayesClean

Input: D= (X,y), A1 =X =01 =B =107% ¢1, o, TEm
Output: 7, 7o, 73

1. Ap, B € argmax, ; glog p(y|X, Ap, ) + log p(Ag) + log p(8B) // Learn
hyperparameters of the Bayesian linear regression model via [EM, up to
Tgm iterations

2: Bpost (BXTX + XBId)*l, Hpost < BEpostXTy // Update posterior
distribution

30 4 Xposts o2+ 1+ diag(XEp0stXT)  // Compute posterior predictive
distribution for each input point

40 Iy {i | |yi| < |psy + 1041} // Indices of points to accept
5 Ty < {i | |ps; + 104, < |yi|l < |pw; + c204;|} // Indices of points to flag
6: Iz < {3 | |yi| > |ps; + c204,]} // Indices of points to reject

5.4.2 Predictive Variance under Data Poisoning

In the particular case where B is not learnt from the data but fixed, as additional data points
are observed, the posterior distribution becomes narrower. As a consequence, it can be
shown (Qazaz et al.l [1997) that the predictive variance becomes smaller, i.e., 02, 1 < o2,
In the limit where the number of training points is very large, n — oo, the second term in
Eq. goes to zero, and the variance of the predictive distribution arises solely from
the additive noise governed by the hyperparameter /3’ . However, in data poisoning settings,
the poisoning points do not follow the genuine data distribution. Thus, if 5 is learnt from
the data, this result does not hold. To see this, let us have a look at the expression for the
ith update of 47! in the procedure (Tipping} 2001):
@ |?

i Hy_Xy'post 9 + 25

- 35 ’Yg(‘i) +26

g1 (5.29)

where ’y(-i) € [0, 1]—also updated in the [EM|algorithm—can be interpreted as a measure

J

of how “well-determined” its corresponding parameter w; is by the data (MacKay), [1992).

Thus, if the poisoning points follow a distribution different from the clean distribution,

N2
ggst , can increase, which implies a larger 3~! and thus a larger

the error term Hy - Xu

predictive variance. This observation leads us to the presentation of our defence mechanism.

5.4.3 BayesClean

BayesClean builds upon a Bayesian linear regression model, as described in Alg.
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First, the method learns the optimal hyperparameters 5\3 and B, where Ty is the
maximum number of iterations of the [EM] algorithm. Then, we update the posterior
distribution, and the posterior predictive distribution is computed for each input point,
D=(X,y)={(xi,yi)}1;. In Alg. diag(X 05t X ") denotes the vector of entries of
the main diagonal of XEpostXT. Subsequently, the algorithm splits D into three mutually
exclusive sets of points, according to their location around the predictive mean. The points
closest to the predictive mean, whose indices we define as 71 = {i | |y;| < |ps, + 104},
are detected as benign. Then, the points corresponding to the set Zo = {i | |ps, + c104,| <
lyi| < |ps; + c204,]}, are flagged for inspection, because they can damage the performance
of the model. In our experimental evaluation, we reject those points. Finally, the points
that lie far from the predictive mean, i.e., Zg = {i | |y;| > |p«, + c204,|}, are rejected by
our algorithm. Fig. shows the intuition of BayesClean, and how the predictive variance
increases with the number of poisoning points injected in the training set, as explained
in Subsect. In Fig. the purple region corresponds to the condition Z;, the red
region corresponds to Zo, and the white region corresponds to Zs. Intuitively, the mismatch
between the clean and the poisoning distribution can increase the predictive variance and

thus the uncertainty in the predictions.

Two advantages of our defence is that we do not have to define the number of points
to reject beforehand—which is difficult to estimate in practical scenarios—and we do not
require a trusted set, in contrast to the method developed in Ch. EI The constants co > ¢
are defined beforehand, but we shall keep those constants fixed for any ratio of poisoning

and across different datasets.

Regarding the complexity of the algorithm, the updates for the hyperparameters
depend on computing the covariance matrix of the parameters’ posterior, which requires
an inverse operation. In practice, we leverage the VD] decomposition of the design matrix,
X. Efficient numerical methods scale in time as O(min(nd?, n?d)) and in memory storage
as O(d?), where d is the number of features (or basis functions if used) (Cline and Dhillon)

2006; (Golub and Van Loan| 2013).

In Fig. [5.6] we compare TRIM and BayesClean in a synthetic example, when the
number of poisoning points is large. In the case of TRIM, we assume the defender knows
the number of poisoning points. We observe that BayesClean can filter poisoning points

also for larger ratios of poisoning. In the case of TRIM, in contrast, even if the defender
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Figure 5.5: Behaviour of BayesClean in a synthetic example. In this example, ¢; = 1, ¢o = 2,
Al =Xy = 1 = B2 = 107, and Tgg = 300 (maximum number of iterations when learning the
hyperparameters). The blue points represent the clean points, the green points are the poisoning
points, and the green dotted line is the regression line learnt under the complete poisoned training
data. The purple region corresponds to the condition 7y = {3 | |y;| < |u«, + c104,|}, the red region
corresponds to To = {i | |ps; + €104, < |yi| < |pis; + c204,]}- (2) 2% of poisoning points, and the
white region corresponds to Zs = {i | |y;| > |p«; + c204,;]}. (b) 10% of poisoning points. (c) 18% of
poisoning points. The predictive variance clearly increases with the number of poisoning points.
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Figure 5.6: Comparison of BayesClean and TRIM in a synthetic example. The experimental
settings are the same as in Fig. [5.I]and Fig. [5.5] The blue points represent the clean points, the
green points are the poisoning points, the red crosses are the points rejected by the corresponding
defence, the black dashed line is the regression line learnt under the original clean data, the green
dotted line is the regression line learnt under the complete poisoned training data, and the red solid
line is the regression line learnt under the training data not rejected by the corresponding defence.
(a) BayesClean, 20% of poisoning points. (b) BayesClean, 24% of poisoning points. (c¢) BayesClean,
30% of poisoning points. (d) TRIM, 20% of poisoning points. (e) TRIM, 24% of poisoning points.
(f) TRIM, 30% of poisoning points. We can observe that BayesClean is more robust than TRIM for
large ratios of poisoning points.

knows the number of poisoning points, there is a certain number of poisoning points

(around 24%) from which TRIM fails to detect some poisoning points. We recall that the
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underlying assumption of TRIM is that poisoning points have a larger error than the clean
points on the poisoned model. We hypothesise that TRIM fails because, for large ratios
of poisoning points, the mean error of the clean points approaches or even surpasses the
mean error of the poisoning points on the poisoned model, as the model’s parameters are
shifted towards the poisoning points. We will explore this hypothesis more formally in
Ch.[7} In contrast, the properties of the predictive variance of BayesClean makes it more
robust than TRIM for large ratios of poisoning points. In the experimental evaluation we
will also show that BayesClean performs better than state-of-the-art defences when attacks

consider detectability constraints.

5.5 Experimental Evaluation

In this section we empirically show that the novel attack formulation with soft detectability
constraints proposed in Sect. is capable of bypassing state-of-the-art defences. Moreover,
we also show the effectiveness of the defence proposed in Sect. [.4] to mitigate such attacks.
As mentioned earlier in Subsect. we evaluate indiscriminate attacks. We focus
in our experimental evaluation on linear regression problems and As for linear
regression, this is in line with the related work available on poisoning regression models
(Mei and Zhu, 2015; |Zhang et al.l [2018; Jagielski et al., [2018; Miiller et al.l 2020; Wen
et all, 2021; [Weerasinghe et al.l 2021; [Li et al.l [2021). Thus, by focussing on linear
regression we evaluate existing proposed defences in the context for which they have been
proposed. Moreover, in contrast to most previous work on optimal poisoning attacks
against regression models, which focusses on linear models, we also empirically evaluate
the attack strategy in Eq. against feed-forward We provide an analysis of
the robustness of the learning algorithms to worst-case scenarios for attacks with different
strengths and detectability constraints. As explained in Ch. B} note that the analysis of
optimal indiscriminate poisoning attacks against non-convex models is substantially more

computationally difficult.

In our results, we depict the test normalised mean squared error (NMSE)) of the model

when there is no defence deployed, computed as:

Mest, no defence

| ’ytest| ’%/ntes‘c

NMSF est, no defence = ) (530)
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Dataset # Training Samples | # Validation Samples
Loan 3,361 1,008
Heart Disease 1,599 480
Boston Housing 253 76
Appliances 9,868 2,960
Dataset # Test Samples | # Features
Loan 2,353 88
Heart Disease 1,119 28
Boston Housing 177 13
Appliances 6,907 16

Table 5.1: Characteristics of the datasets used in the experiments.

where nyest is the number of test samples and yiest is the vector of test labels; and the test

defence gain of a particular defence 7, defined as:

Test Defence Gain;[%] = ost, o defence — esti . 100, (5.31)

INMSELest, no defence

as a function of the number of poisoning points. This gain quantifies the decrease of the
test when a particular defence is deployed, and provides a practical measure of the
feasible poisoning error described in Ch. El Sect. A negative gain (red region in the

following plots) means that the defence is worsening the performance of the model.

5.5.1 Experimental Settings

We evaluate the effectiveness and stealth of poisoning attacks in stationary settings. Thus,
we perform a random split of the datasets to simulate absence of concept drift (i.e., changes
in the data distribution through time). If we were to perform a time-aware split, it would
be very difficult to determine whether the effectiveness of our poisoning attack was due
to an intrinsic weakness of the regression models or due to the natural evolution of data
(Pendlebury et al., 2019). We use four real-world datasets: interest rate of loans (Loan)—
made on the Lending Club peer-to-peer lending platform (Kanl 2013) (preprocessed as in
(Jagielski et al., [2018])); heart disease (Heart Disease) (Weerasinghe et al.| 2021); Boston
housing prediction (Boston Housing) (Harrison Jr. and Rubinfeld, |1978); and appliances
energy prediction (Appliances) (Candanedol 2017)) (preprocessed as in (Weerasinghe et al.|
2021)). These are datasets used in the related work on poisoning attacks or in standard
regression benchmarks. All datasets are drawn at random from the original joint pool of

points. The details for each dataset are included in Table
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Dataset (Model) Tout | T n | Poisoning Batch
Loan (Linear Regression) 120 | 0.9 | 30 | 0.1 252
Heart Disease (Linear Regression) 50 [ 09| 40 | 0.1 120
Boston Housing (Linear Regression) | 100 | 0.9 | 40 | 0.1 19
Appliances (Linear Regression) 50 | 09| 70 | 0.2 740
Loan (DNN) 150 | 0.9 | 90 | 0.1 252
Heart Disease (DNN) 80 | 0.9 | 100 | 0.1 120

Table 5.2: Experimental settings for the poisoning attack.

All our results are the average of 10 repetitions with different random data splits for
training, validation and test sets. For each repetition, we normalise the features w.r.t. the
mean and standard deviation of the clean training data, and we subtract the mean of the
clean training labels from all the labelsEl For all the attacks, we measure the average test
[NMSE] for different attack strengths, where the number of poisoning points ranges from
0% to 45%. The size of the batch of poisoning points that are simultaneously optimised is
included in Table In this way, we simulate seven different ratios of poisoning ranging

from 0% to 45%.

We simulate different ratios of poisoning points in a cumulative manner: Once the
optimisation of the current batch of poisoning points and hyperparameters is ﬁnished[l this
batch of poisoning points is fixed and the next batch of poisoning points is replaced into
the remaining clean training set, whereas the hyperparameters are re-initialised, to carry
out their corresponding optimisation. To accelerate their optimisation, the hypergradients
for the poisoning points are normalised with respect to their fo-norm. We analyse the

underlying reason for this in Ch. [} Sect.

The parameters of the linear regression models are always initialised with zeros, for
all the datasets. The [DNN] models have two hidden layers with Leaky activation
functions (negative slope = 1072) as follows: (# Features) x 32 x 8 x 1. In the
models, these parameters are initially filled with values according to Xavier Initialisation
method (Glorot and Bengiol 2010), using a uniform distribution for all the parameters

except the bias terms, which are initialised with a value of 1072.

As in Ch. 3] for all the experiments we make use of SGD]to both update the parameters
in the forward pass of and train the model when testing the attack (full batch

5The analysis of attacks when the normalisation process is also poisoned is left as future work.
"The criterion to finish the loop that optimises the variables of the outer level problem is given by the
number of hyperiterations.
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Dataset (Model) e | # Epochs
Loan (Linear Regression) 0.1 30
Heart Disease (Linear Regression) 0.1 40
Boston Housing (Linear Regression) | 0.1 40
Appliances (Linear Regression) 0.2 70
Loan (DNN) 0.1 90
Heart Disease (DNN) 0.1 100

Table 5.3: Experimental settings for testing the attacks.

training). The choice of the number of iterations for the inner problem, T', depends on the
model and the training dataset. Low values of T" could lead to low-quality approximations
for the hypergradient. As T increases, the solution of approaches the exact (true)
hypergradient, but at the risk of overfitting the outer objective in the bilevel optimisation
problem (Franceschi et al.l [2018]). The details of the attack settings are shown in Table
whereas the ones for testing the attacks are in Table

With respect to Lo regularisation, we tested a methodology akin to (Jagielski et al.|
2018) and (Friedman et al., 2010), where the authors use K-fold cross-validation to
select the value of A, and the clean data is used both for training and validation in an
unbiased way. However, in our experiments in the datasets mentioned before, the value
of the regularisation hyperparameter learnt following this approach was very low, so the
performance was very similar to the one obtain without using regularisation. Therefore, in
the following experiments we set A = (0. For an extensive empirical analysis of the effect of
regularisation in the poisoning attack, see Ch. 3] We will also theoretically analyse the
asymptotic behaviour of the attacker’s objective function when the model is over-regularised

in Ch.

We evaluate our stealthy attack against several benchmark defences: TRIM (Jagielski
et al.l 2018)), Huber (Huber| [1964), and SEVER (Diakonikolas et al.l 2019). Then, we
compare our novel defence with other state-of-the-art defences: TRIM (Jagielski et al.|
2018), SEVER (Diakonikolas et al. [2019), Proda (Wen et al.l 2021), and (Zhang
et al.l [2018). Ome of the drawbacks of these defences is that they require defining the
number of points to reject beforehand. Since we are testing attacks corresponding to up to
45% of poisoning points, we consider strong defences that reject 40% of the input points.
We also recall that [DUTT]is guided through a small trusted clean set, which represents an

advantage w.r.t. other defences.
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We set the hyperparameters of the defences as follows: for BayesClean, we set \; =
Ay =1 =2 =1076 ¢; = 0.5, co = 1.5, and Tfggg = 300 (maximum number of iterations
when learning the hyperparameters). For TRIM, SEVER, and Proda, we use the same
training hyperparameters as in Table For Proda, we set eproda = 107> (upper bound
on the probability that no group of points belongs to the clean training set) and ypoda = 5
(size of each group of points), considering its time complexity. For we set A\pog = 0.1
(regularisation hyperparameter), qoury = 100 (confidence level on all trusted items) and
the number of trusted items—sampled from the validation set—as for 101 for Loan, 48
for Heart Disease, 8 for Boston Housing, and 296 for Appliances (ratio w.r.t. the training
set size similar to (Zhang et al., 2018)). For Huber, we set Aguper = 1074 (regularisation
hyperparameter), Tiuper = 10? (maximum number of iterations), and we explore values for
€Huber (hyperparameter that controls the number of samples that should be classified as

outliers) in the range [1.1,10].

All the experiments have been run on 2 x 11 GB NVIDIA GeForce® GTX 1080 Ti
GPUs. The RAM memory is 64 GB (4 x 16 GB) Corsair VENGEANCE DDR4 3000 MHz.
The processor (CPU) is Intel® Core™ i7 Quad Core Processor i7-7700k (4.2 GHz) 8 MB
Cache.

5.5.2 Attacks with Detectability Constraints

We evaluate the defences for attacks with different levels of detectability, i.e., for different
values of a balancing the trade-off between the effectiveness and the detectability objective:
«a = 1 corresponds to attacks entirely dominated by effectiveness, a = 0.3 correspond to
attacks that aims to remain undetected but still aims to achieve a level of effectiveness,
whilst & = 0.1 corresponds to stealthy attacks predominantly concerned with remaining

undetected.

In each plot the test defence gain with respect to the base-case no-defence scenario is
reported as a function of the fraction of poisoning points. A negative test defence gain
(the area shadowed in red in the graphs) shows that the defence is less effective than the
unprotected model, i.e., the defence is not worth deploying. A positive gain shows that the

defence manages to mitigate the attack to some extent.



5.5 Experimental Evaluation 139

Loan, No Defence 3 Heart Disease, No Defence
— a=1.0 — a=1.0
201 — a=05 —— a=05
7 — a=03 B —a=03
S — a=0.1 22 — a=0.1
g 1.5 g
- -
[} 1%}
21.0 g1
0 10 20 30 40 0 10 20 30 40
Fraction of Poisoning Points [%] Fraction of Poisoning Points [%]
(a) (b)
Boston Housing, No Defence Appliances, No Defence
— a=10
81 — a=0s5
H1.5 B | —a=03
S S 61— a=01
Z1.0 2
17 w4
o I N
= =
0.5 21 ==
0 10 20 30 40 0 10 20 30 40
Fraction of Poisoning Points [%] Fraction of Poisoning Points [%]
(c) (d)

Figure 5.7: Test NMSE] of linear regression when there is no defence deployed, for « = 1, a = 0.5,
a=0.3,and a =0.1. (a) Loan. (b) Heart Disease. (c¢) Boston Housing. (d) Appliances.

Linear Regression

We fist report in Fig. [.7] the results corresponding to the base case where defences have
not been deployed. We can observe that the test increases with the value of «a, as
we generate more points that are out of distribution. In contrast, reducing « constrains

more the poisoning points, with the goal of bypassing defences, as we shall see next.

The results showing the performance of the attack against several benchmark defences
are presented in Fig. Overall, these results show that current defences are generally
not able to protect against poisoning attacks that consider detectability constraints. In
particular, Huber performs very poorly for different values of « for all the datasets but
Appliances. For a = 1 we are considering attacks entirely dominated by the effectiveness
objective, yet some defences fail and actually increase the test w.r.t. the base-
case no-defence scenario. They typically have a beneficial effect only for low fractions of
poisoning points and have a deleterious effect in all other cases. We shall analyse this
phenomenon in Ch. [7} When the attack is very stealthy (o = 0.1), for most defences the
test defence gain is negative, therefore using the defence is more damaging than not using

any defence at all.
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Figure 5.8: Test defence gain of linear regression when using TRIM, Huber, and SEVER. The
first, second, third, and fourth rows correspond to Loan, Heart Disease, Boston Housing, and
Appliances, respectively. The first, second, and third column correspond to a = 1, a = 0.3, and
a = 0.1, correspondingly.

Noisy Datasets

In this subsection, we aim to empirically support the theoretical findings presented in
Ch. [ Sect. [f-4} noisy datasets are more difficult to defend against poisoning attacks,
because the feasible poisoning error increases with the noise level. Intuitively, the attacker
can “hide” in the noise. We shall focus on the Boston Housing dataset. To sustain our
hypothesis, we generate two additional datasets from the original Boston Housing one, but

adding noise to the labels. In particular, we add zero-mean Gaussian noise to their labels,
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Figure 5.9: Test INMSE]| of linear regression on Boston Housing datasets with label noise with
different standard deviations (standard Boston Housing, o, and 20), when there is no defence
deployed, for « =1, « = 0.3, and o = 0.1.

with standard deviation of value o and 20, respectively, where o is the standard deviation

of the original labels.

Fig. depicts the results corresponding to the case where defences have not been
deployed. Fig. suggests that the noisy datasets present a larger [NMSE] for low ratios of
poisoning points, and their NMSE] approaches the error of the non-noisy dataset when the
number of poisoning points increases. This is a consequence of the optimisation process of
the poisoning points: given a maximum error achievable by the optimal poisoning points,
the poisoning perturbations needed to achieve such error vary according to the values of
the whole training set. Thus, the attacker needs to perturb more points in the case of the

non-noisy dataset to achieve an error similar to the one for the noisy datasets.

The results in Fig. evidence the ease of poisoning noisy datasets, according to
the definition and discussion presented in Ch. [} Sect. Especially, when the attacker
considers detectability (o« = 0.3 and a = 0.1), the test defence gain is practically negative
for the three defences. This effectively shows the important role that the characteristics of

the datasets plays when considering attacks and defences.

Deep Neural Networks

We also show the scalability of our attack by targeting feed-forward To our
knowledge, this is the first study that analyses optimal data poisoning attacks targeting
in regression settings. As in Ch. [3] we apply different initial random parameters w(%)
for every update of the poisoning points. This can be interpreted as assembling different

randomly initialised to improve the generalisation of the poisoning points across
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Figure 5.10: Test defence gain of linear regression on Boston Housing dataset, for different levels
of label noise, when using when using TRIM, Huber, and SEVER. The first and second rows
correspond to o and 20, respectively. The first, second, and third column correspond to a = 1,
a = 0.3, and a = 0.1, correspondingly.
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Figure 5.11: Test of the DNNs| when there is no defence deployed, for o = 1, a = 0.5,
a =0.3, and a = 0.1. (a) Loan. (b) Heart Disease.

different parameter initialisations.

The case where there is no defence is represented in Fig. f-11} The results are similar
to the ones in Fig. the test [NMSE] increases with «, which provides flexibility to
generate a smooth transition between inliers and outliers. Interestingly, the test [NMSE]is

larger compared to linear regression, suggesting that the DNN]is more vulnerable to the

poisoning attack.

Fig. illustrates the performance of the attack against when considering

TRIM, Huber, and SEVER, in a manner similar to the experiments shown for linear
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Figure 5.12: Test defence gain of the when using TRIM, Huber, and SEVER. The first
and second rows correspond to Loan and Heart Disease, respectively. The first, second, and third
column correspond to a =1, @ = 0.3, and « = 0.1, correspondingly.

regression. The takeaway is that in the case of as well, most defences fall short
when the attacker considers detectability. For the Loan dataset, comparing Fig. f.12]and
Fig. 5.8 suggests that, overall, the defences perform worse in the case of the since
the test defence gain is lower in the latter case. This can also be attributed to the fact

that the number of features of Loan is larger, which can make it less robust to the attack.

5.5.3 BayesClean

In this subsection we evaluate our defence proposed, BayesClean, comparing it to state-of-
the-art defences. Note that, unlike other defences, [DUTT] assumes the presence of a small

clean trusted set. We highlight this by representing it differently (with a dashed line).

Linear Regression

Fig. show the performance of BayesClean compared to the other state-of-the-art
defences, when testing our attack against linear regression. In most cases, TRIM, SEVER,
and Proda present a similar pattern: they perform well for low ratios of poisoning, and
they worsen from a certain ratio. As mentioned previously, our hypothesis is that there is
a certain number of poisoning points from which the model is too much shifted towards

the poisoning distribution to be considered useful for the defences. We shall explore this
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Figure 5.13: Test defence gain of linear regression when using BayesClean, compared to state-
of-the-art defences. The first, second, third, and fourth rows correspond to Loan, Heart Disease,
Boston Housing, and Appliances, respectively. The first, second, and third column correspond to
a=1,a=0.3, and a = 0.1, correspondingly.

hypothesis in Ch. For instance, the error and/or the norm of the gradients of the
poisoning points can be lower than error of the clean points on the poisoned model under

those circumstances.

On the other hand, the test defence gain of BayesClean is more stable and sometimes
increases with the number of poisoning points. In other words, BayesClean is competitive
with the other defences for low ratios of poisoning points and aggressive attacks (o = 1).

Moreover, BayesClean improves upon most defences when the number of poisoning points
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Figure 5.14: Test defence gain of the when using BayesClean, compared to state-of-the-art
defences. The first row represents the results for Loan, whereas the second row corresponds to the
results for Heart Disease. On the other hand, the first, second, and third columns correspond to
the results for « = 1, @ = 0.3, and « = 0.1, respectively.

is large and when the attacker considers detectability. [DUTT] also performs well because
it is based on a trusted validation set, however it performs poorly on Boston Housing.
These results show the benefits of our proposed defence and the importance of considering
the uncertainty of the model in future research. As we commented in Subsect. [(.4.2] the
uncertainty (or variance) of the model can be more robust than the error of the model

when the number of poisoning points is large.

Deep Neural Networks

For completeness, we also show in Fig. the performance of our defence to protect
[DNNsl Even though BayesClean is based on a Bayesian linear regression model, its
predictive variance is also able to detect poisoning points targeting the DNNs. As in the
case of linear regression, our defence is competitive in most cases, being particularly useful
when the attacker considers detectability and when the ratio of poisoning points is large.
Furthermore, the negative values of the test defence gain suggest that defending the
is more challenging than the case of linear regression. These results suggest further research

on ad hoc methods to defend for regression.
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5.6 Conclusions

Most of previous work on data poisoning attacks against regression models has focussed on
non-adaptive attacks that maximise the error of the model. These attacks can be mitigated

by deploying defence mechanisms that consider the distribution of the training data.

To cover this research gap, in this chapter we have proposed a novel attack formulation
based on a multiobjective bilevel optimisation problem. This problem models the two
conflicting objectives of the attacker: maximising their effectiveness and minimising their
risk of being detected. This formulation is more realistic than previous approaches since
in many applications users will deploy a detector to reject points that are suspicious.
However, solving the proposed attack formulation is challenging as it balances the two
objectives within a bilevel optimisation problem. Since the objectives can be of different
order of magnitude, another challenge is that such formulation requires normalisation of
the objectives, which is itself complex, to be able to accurately balance the objectives and

make comparisons of the hyperparameter that balances them, «, meaningful.

We have proposed a novel detectability-risk function and an effective method to solve
the optimisation problem proposed, by levering RMD] as in Ch. B} and normalisation of
objectives. Our experiments in both linear regression models and on real-world
datasets show that stealthy attacks may be less effective but they bypass proposed defences
and are sufficient to induce significant errors in the models. Moreover, to our knowledge,
we are the first to analyse optimal data poisoning attacks targeting in regression
settings. In summary, defences are in some cases not worth investing in as the resulting
model has poorer performance than when no defence is employed. Hence, the deployment
of defences may induce a false sense of security. Most fail against stealthy attacks but some
also fail in the context in which they are claimed to work, e.g., for large ratios of poisoning

points (e.g., more than 25% in some cases).

Our investigation has also evidenced the importance of the fitness of the dataset to
the model as being fundamental to the ease of poisoning the model itself. In particular, we
have empirically shown that noisy datasets can be more difficult to defend, which evidences

the theoretical findings of Ch. [ Sect. [£.4]

We have also proposed a novel defence against poisoning attacks in regression settings

called BayesClean. Fundamentally, this defence builds upon a Bayesian linear regression
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model whose hyperparameters are learnt from the training set. Then, points are rejected
depending on their relative location within the predictive variance of the model. Our
experiments show the effectiveness of the proposed defence and its advantage w.r.t. other
defences when the ratio of poisoning points is large and when the attacker considers

detectability.

Despite their importance in many practical problems, we are still in the early stages of
understanding the attack surface of regression models to poisoning attacks and developing
robust techniques for their defence. Numerous issues need to be investigated and challenges
to be addressed. We expect that the work presented here, will enable more realistic and
systematic testing of the robustness to poisoning of [ML] models and the development of

new and more robust defences.

To understand the challenges and limitations of the poisoning attack formulations
proposed in this chapter, in Ch. [f]we shall theoretically analyse some fundamental properties

of the attacker’s objective functions proposed in this chapter.






CHAPTER

Analysis of Optimal Indiscriminate Attacks Against

Ridge Regression

We characterise the attacker’s objective functions proposed in Ch. f} We show
that, without considering detectability constraints, the attacker’s objective is
convex in the poisoning labels, but non-convex in the poisoning features (or basis
functions if used). We conjecture that most of the critical points (namely sta-
tionary points) of the attacker’s objective are saddle points. We theoretically
determine that regularising the model can prevent the attacker from being un-
bounded, which is coherent with the results obtained in Ch. 3] We also show the
equivalence between the optimal indiscriminate attack and concave quadratic pro-
gramming, if only the poisoning labels are optimised. When considering detectab-
ility constraints, we show that the attacker’s objective’s convexity can be brittle:
because the attacker’s objective is a sum of a convex objective—effectiveness—
and a concave objective—detectability—the objective function can undesirably
shift from convexity to concavity. These theoretical findings justify the normal-
isation procedure and the detectability objective designed in Ch. ]

6.1 Introduction

N Ch. [5| we proposed a novel attack formulation, based on a multiobjective bilevel

optimisation problem, to model different degrees of detectability constraints for the

149
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attacker. We faced a series of challenges when solving this problem: the two objectives
can be of different order of magnitude, which can make the optimisation process difficult
since one of the objectives typically dominates the other. For this reason, we proposed
a method to normalise the objectives. Moreover, if the detectability-risk function is
not carefully designed, the effectiveness and detectability objectives can be redundant,
which also hinders the transition from inliers to outliers. Accordingly, we designed the
detectability-risk function as a product of two loss functions that penalise points that
are near the bounds of a certain confidence interval. Another challenge found is that the
optimisation process of the poisoning points is slow if their corresponding hypergradients
are not normalised. A possible explanation is that the attacker’s objective function is
highly non-convex. We will investigate these issues and other properties of the attacker’s

objective function in this chapter.

Hence, we shall answer the following fresearch question| (Ch. :

e [RQB: Can we have a thorough theoretical understanding of optimal indiscriminate

attacks against linear regression models?

In this chapter, we shall characterise the attacker’s objective function in optimal
indiscriminate attacks against ridge regression, i.e., Lo-regularised linear regression. This
will include the analysis of its convexity, asymptotic behaviour, critical points,H combinations
of poisoning labels, equivalent formulations, influence of soft detectability constraints, and
challenges in the optimisation process. The motivation is to help design and have a better
control over objective functions according to the given specifications—e.g., diversity of
poisoning points—and also to illustrate the challenges and possible solutions that can

improve the optimisation process.

We show that, without considering soft detectability constraints, the attacker’s objective
is convex in the poisoning labels, but non-convex in the poisoning basis functions. We
also conjecture that most of the critical points of the attacker’s objective are saddle points.
This requires heuristics, e.g., normalisation of hypergradients, to help escape the saddle
points and accelerate the optimisation process. With regards to the asymptotic behaviour

of the attacker’s objective, we theoretically determine the intuitive result that the attacker

YA critical point of a function is a point in its domain where all the partial derivatives of the function
are zero or undefined. If all the partial derivatives at a critical point are zero, then the critical point
corresponds to a stationary point.
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is generally unbounded if the poisoning basis functions and/or labels are unbounded.
However, regularising the model can prevent the attacker from being unbounded, which is
coherent with the results obtained in classification settings in Ch. 3} We also show the
equivalence between the optimal indiscriminate attack and concave quadratic programming

(CQP]) (Chinchuluun et al., 2005), if only the poisoning labels are optimised.

When considering soft detectability constraints, we show that the attacker’s objective’s
convexity can be brittle: because the attacker’s objective is a sum of a convex objective—
effectiveness—and a negative convex (concave) objective—detectability—the objective
function can undesirably transition from convexity to concavity, depending on the values

of their respective Hessians and the hyperparameter that controls their trade-off, «.

Finally, we develop the attacker’s [KK'T| conditions (Karush, |1939; Kuhn and Tucker,
1951), which enables us to discuss the different solutions depending on the convexity of the
attacker’s objective. We also justify the detectability-risk function proposed in Ch. [f]based
on a product of two convex functions, which can provide more diversity of poisoning points—
and potentially increasing the difficulty to detect them. If the effectiveness objective is
convex and quadratic, and the detectability-risk function is non-negative, then a quartic

detectability-risk function can provide diversity for the optimal poisoning points.

In the following sections, we shall consider the optimisation of the whole poisoning set
at the same time. This contrasts with most of the literature in optimal poisoning attacks,

which usually focusses on the optimisation of a single poisoning point at a time.

6.2 Analysis of the Convexity of the Attacker’s Objective

We shall show that the model’s parameters are jointly convexﬂ in the poisoning labels in the
particular case where the attacker only optimises the poisoning labels, but non-convex (and
non-concave) when the attacker optimises the poisoning design matrix or both the poisoning
design matrix and the poisoning labels simultaneously. This is a direct consequence of
the structure of the parameters in linear regression (normal equation). If the model’s

parameters are jointly convex in the poisoning labels, we shall see that standard attacker’s

2A function f(x,y) : R**™ — R is jointly convex in x € R™ and y € R™ if and only if it is (i)
marginally convex in both x and y, and (ii) convex when considering the vector [x y]". In the context of
mathematical optimisation, convexity usually refers to joint convexity. Note that joint convexity implies
marginal convexity in both x and y, but the opposite is not necessarily true (Boyd and Vandenberghe,
2004). For instance, f(z,y) = zy, where z,y € R, is marginally convex in both x and y, but not jointly
convex in [z y]".



Chapter 6: Analysis of Optimal Indiscriminate Attacks Against Ridge
152 Regression

objective functions such as the machine teaching objective or the indiscriminate attack

objective (both without detectability constraints) are convex as well.

As in Ch. [f] given the input space X C R™ and the continuous label space, J C R,
the learner aims to estimate the mapping f : X — ). Given the clean training set
Dy = {(Xrys Yr) 1y = (Xir, Ytr) With ng, samples drawn from the underlying
probability distribution p(X,)), we can estimate f with a model M trained by minimising
an objective function £(Dy;, w) w.r.t. its parameters, w € R?. The parameters learnt

under the clean training set, Dy, are therefore wf,.

In a poisoning attack, the adversary aims to inject a set of n, poisoning data points,
Dy = {(xp,» ypk)}Zil = (X}, yp), in the training set. Thus, under the poisoning attack,
the learner minimises the objective function £(D, U Dy, w). The parameters learnt under

the poisoned training set, Dy, U Dy, are thus w*.

Note that the following derivation is also applicable to non-linear parametric re-
gression, as long as the model is linear in the parameters, e.g., polynomial regression,
logarithmic regression or exponential regression. We therefore extend the class of mod-
els by considering linear combinations of d — 1 fixed non-linear functions of the input:
y = ¢.(x)Tw, where ¢ (x) € R? = [1 ¢1(x) ... ¢4_1(x)]" are known as basis func-
tionsEl Thus, the total number of parameters in this model is d, including the bias
term. By using non-linear basis functions,El we allow the function y to be a non-linear
function of the input vector X.El Functions of this form are called, however, linear mod-
els because this function is linear in the parameters. We define the (clean) training
design matrix ®, = {(ﬁ(xtrl) <,‘Z)(xtrntr)}T = {(j}trl o P, T, validation design
matrix Py, = [¢(xva11) qb(xvalnval)}T = {vaall ¢Valnval:| , and the poisoning
design matrix ®, = [qﬁ(xpl) qf)(xpnp)r = L?pl qbpnp}-r, and their correspond-
ing extended versions ®y,, = {gbtrel d’tren“] , Pual, = [¢valel (;SValenval]T, and
@y, = [y, - ¢penpr.

For simplicity, we assume that the attacker can manipulate the set of basis functions

¢ directly, which trivially reduce to the features when ¢ = x. Note, however, that the con-

3To compact our notation, we define ¢ () = [1 ¢(x)]" as the extended vector of basis functions, so
that ¢ (x) 'w = wo + ¢(z) "W1.(4_1), where w = [wo W1.q—1)]" and wp is the bias term.

“This also include linear basis functions, such as the identity function ¢(x) = x.

5Indeed, the choice of a particular basis function can affect the performance of the attack, and the
attacker may not be aware of the defender’s basis function. The study of the robustness of basis functions
to the attack is left as future work.
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vexity of the attacker’s objective function depends on the basis functions themselves, which
are functions of the features of the data: ¢(x). Intuitively, because of this transformation,

the objective function is not convex in X, in general.

Let us recall that the solution to the Ls-regularised least-squares problem is:

~1
W*((I)m Yp) = ((I);Il-re Py, + )\Id8 + (I);I;e ‘I’pe> (‘I);I;eyn + q’;Yp)

(6.1)
= Sx(®p) 7" (q’tTre.Vtr + i’geyp) :

where the regularised scatter matrix of the complete training set S)(®,) = ®{ Py, +
Mg, + (I);T>e ®,, is assumed to be positive definite. In 1) we define the block matrix
0o o),

=1; - ele-lr = , where I, ; € RE-Dx(@=1) jg the identity matrix,
041 Ig

I

e

041 € R is a column vector of zeros, and e; = [1 0)_,]T is a basis vector.

6.2.1 Convexity in the Poisoning Labels

If the attacker modifies only the label of the poisoning points, each of model’s parameters
is an affine mapping of y, and hence both jointly convex and jointly concave in y,. This

can be seen through the zeroth-order necessary and sufficient condition for convexity:

wH(ryp + (1= 7)yp) = $3 ' (@, yur + @] (ryp + (1 = 7)y}))

(6.2)
=78," (‘i’z;e}’tr + @geyp) +(1—7)8,* (@;I;eytr + @gey;) ,

where 7 € [0, 1] and y}, # yp. In the literature, most of the attacker’s objectives typically
involve the model’s parameters in some of these forms: —a™w*(y,), |[AwW*(yp)|, (p > 1),

or [|[Aw*(yp)|[) (p > 2 and p even), where a € R? and A € R4, Let us assume a and A

T

do not depend on y,,. Since the operation —a' w*(y}) is an affine mapping, and each of

the model’s parameters is an affine mapping of y, —a'w* (yp) is also an affine mapping of

T

¥p and thus both convex and concave. This means that adding —a' w*(y}) to a function
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preserves the convexity of the function. Regarding ||Aw™*||,:

1AW (7yp + (1 = 7)yp)llp = ||AST! (@1, yur + @7, (ryp + (1 = 7)yp)) |

= |[rasyt (@], yu + @] y,)

p

+(1 - 7)ASy! ((I);I;eym + 'I’gey;) ] ]p, (6.3)

<r HASXI ((I'LYtr + ‘I’geyp)Hp

+(1—7)||AST! (®F, v + ]y} )| ’p’

due to the triangle inequality, which shows that ||Aw*(y,)||, is jointly convex in y,. This
can also be seen by combining the affine mapping property and the convexity of the p-norm
of a vector. Finally, for [|Aw*(yp)[[h (p > 2 and p even), given that |[Aw*(y})||, is convex
and non-negative, ||[Aw*(yp)|[} is convex as well. As an example of joint convex attacker’s

objective function in y, the machine teaching objective without detectability constraints

A(yp> = Til”w*(yp) - W:argetH% = %"W*(yp)”% - %W;I;,rgetw*(yp) =+ %Hw:arget(yp)”% is

jointly convex in y,, because a non-negative weighted sum of convex functions is also convexﬁ

Similarly, the indiscriminate attack objective without detectability constraints A(yy) =
1

Nval

Va1 Bral, WH(yp) + ﬁ”q)valeW*(YP)H% is

2nlva1 Hyval - QvaleW*(YP)H% = #WHYVMH% -

also jointly convex in ypEI

Thus, we can conclude that the attacker’s objective is convex in the poisoning labels.

Next, we will analyse the convexity in the basis functions of the poisoning points.

6.2.2 Convexity in the Basis Functions

If the attacker modifies the basis functions of the poisoning points (considering that their
labels are fixed), the model’s parameters are not jointly convex or jointly concave in @, in

general. We shall see this through the zeroth and the second-order conditions for convexity.

5Note that adding a constant b to a function preserves the convexity of the function.
"Recall that “val” refers to the validation set.
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Zeroth-Order Condition for Convexity

By expanding the zeroth-order condition for convexity, 37, ®, @; # &,

wH(r®y + (1= 7)®)) = (B, Bir, + My, + (1@, + (1 - 7)®), )T (1), + (1 - 7)®},))

(‘I’trey‘cr (7®p, + (1 — T)‘I) ) YP)

(B, B, + NIy, + 72®] &), +7(1—7) (8] B}, + 3], )

-1
+(1 =720 ®, ) (B, v+ 7Oy + (1- 1) y,)
-1
A7 (B, Bur, + ALy, + @] @) (@] yur + @] y)
(

+(1—-7) (‘I’;I;e‘i’tre + Ay, + ‘I’Q;Q;J_l (@;‘;eytr . @gyp) |

(6.4)

In this case, the inequality, denoted by the element-wise partial order of vectors
associated with the non-negative orthantf]is made between the elements of the vectors on
each side of the inequality. If a, b are two vectors in R™, the notation v < v corresponds
to the element-wise inequality, that is: a < b <= a; < b;, i =1,...,n. In words, all the
elements of the vector b — a are non-negative. Conversely, a ;ﬁ b < da; : a; > b;. That

is, at least one element of the vector b — a is negative.

There exist uncountable examples that satisfy the condition , and they can be easily
found. For instance, for reproducibility purposes, we set 7 = 0.5 and A = 0.1, and we gener-
ate &y, € RO2 gy, -~ U(—0.50,0.50); yir = Pir, Wrue+€, [Weruelk ~ N(0.00,0.502), [€]; ~
N(0.00,0.05%), ®, € R¥*2, [®,]; ; ~ U(—1.00,1.00); B}, € R [®]]; ; ~ U(—1.00,1.00);
1=1,...,6;7=1,2,k=1,2,3:

8The non-negative orthant, which is a proper cone, is the generalisation of the first quadrant to n-
dimensions. A cone K C R" is called a proper cone if it satisfies the following: K is convex; K is closed; IC
is solid, which means it has non-empty interior; and K is pointed, which means that it contains no line.
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(100 029 035 ] [ 0.80]
1.00 0.09 0.12 —1.87
0.17
1.00 0.41 0.11 5 —8.56
(I)trez , Wirue = |—0.45|, €=10 s
1.00 0.25 -0.49 2.84
—0.09
1.00 0.31 0.06 —0.51
1.00 0.23 0.35 8.50
0.00
0.10 (6.5)
0.05
—-0.11
Yir = , Yp= |—0.09],
0.13
—0.97
0.02
0.12
1.00 —-0.46 0.29 1.00 0.48 —-0.59
‘I’pe: 1.00 0.60 0.39 |, ‘132)8: 1.00 0.95 -—-0.65{,
1.00 —-0.59 —-0.81 1.00 0.51 0.82

Under the previous values, inequality (6.4) becomes:

—0.18 < 0.04
047 > —0.23 | . (6.6)
—0.07 < -0.06

However, if we change the values of the poisoning points:

1.00 —0.46 0.82 1.00 053  0.92
P, = [1.00 —0.62 —0.62|, P, = [1.00 —0.46 —0.57], (6.7)
1.00 —0.13 0.42 1.00 —0.41 —0.24

the inequality results in:
—0.10 > —0.12

0.39 < 0.44 |- (6.8)
~0.04 > —0.14.

Since the inequality changes for different values of the poisoning points, we can conclude

that the model’s parameters are not jointly convex or jointly concave in ®,. To support
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this previous statement, we shall examine the second-order condition for convexity, which

is equivalent to the zeroth-order condition.

Second-Order Condition for Convexity

The second-order condition states that a function is convex if and only if its Hessian matrix
is positive semidefinite. A necessary—but not sufficient—condition for a matrix to be
positive semidefinite is that all of its diagonal entries are non-negative. The derivative of
the model’s parameters w.r.t. ¢p, . € ®p, that is, w.r.t. a particular basis function ¢pj of

a particular poisoning point ¢, , where : =1,...,n,, j=1,...,d -1, is:

8W* (I) — *
M = S\(®,) 1(ypiej+1 —Rij+ 1w (®p))
a¢Pi,j (6.9)

= S(@p) " (90, — bp, W (@) eji1 — W (@), )

where e 11 = [0}— 1 O}f ];1]-'— is a basis vector, yp, is the poisoning label of the ith poisoning

: _ T _ T _
point, Rijr1 = Pijr1 +Pij, Pijr1 = &, e = [0ax;j ¢y, Oax(a—j-1)l, and w}

is the jth component of the poisoned parameters w*(®p) = [w§(®p) ... wi(Pp) ...

w’_,(®,)]T, where w§(®),) is the poisoned bias term. The corresponding second derivative,

i.e., the corresponding diagonal entries of the Hessian matrix of each parameter, is:

0’w* (P _ _ N
az(p) = 283(®p) ! (Rij118a(8p) (R 1w (By) — yp,ej11) — Byaw*(Bp) )
Pi,j
= 283 (®;) " (Rig1Sa(@) " (¢, W (Bp) = v, ) €51+ w) (@) by, )
—w(®p)e;u1)
(6.10)
where
Ejj1 = ej1€):1 = |0gy; 1 04y (a—j—1)| = |0] 1 0j_j_q| - (6:11)
04—j—1 0(d—j-1)xa
From expression (6.10), 3¢y, ;, wi(®p) € w*(Py) % < 0. Thus, the sign of the
: h

diagonal entries of the Hessian for each of the model’s parameters can vary according to

the values of the poisoning points, and these entries can be negative. Following the same
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example as before, we use the same data and define:

1.00 —0.46 0.29
®,. = [1.00 0.60 0.39 |- (6.12)
1.00 —0.59 —0.81

Let us study the case of ¢p, ;, = —0.46 (which corresponds to ¢y, ,). In this case, we

obtain Z3%(®2) = [0.20 1.57 — 0.90]T. However, if we modify, for example, ¢y, , = 0.48,
P1,1 ,
we obtain % =[0.09 —0.80 0.37]7, showing that the signs of the diagonal entries of
P1,1

the Hessian change and hence confirming that the model’s parameters are not marginally
convex or marginally concave in ¢p, ;, and therefore they are not jointly convex or jointly

concave in ®,.

This can intuitively be seen in the following example: assume w* = w* € R (no bias

term), unidimensional basis functions, i.e., ¢y, = ¢, €R, i =1,... 04, ¢, = ¢p, ER,
i=1,...,np, and a single poisoning point (¢p,yp). Then the model’s parameter reduces
to:

Z?gl thri ytri + qbpyp

w*(¢p) = (6.13)

2, %
The second-order condition for convexity reduces in our case to %}f‘” > 0. The first
P

derivative is:
ow* (¢p) _ Yp (i ¢%ri +A- ¢;2>) — 26p 21 Dory Yo
o9y (i o, + A+ ¢2)2 '

The second derivative is:

(6.14)

a2w*(¢p) _ _2(2?21 ¢triytri( ;lgl Qb%rz +A— 35%) + d’pyp(B Z?:ﬁ %ri +3A — Q%))
093 (i 98, + A+ 93)3

(6.15)
The denominator is always non-negative, so the condition for convexity reduces to a

cubic polynomial inequality in ¢p:

Ntr Nty
i=1 i=1
Ntr Ntr
-2 Z ¢triy‘nri (Z (Zﬁfrl + >\> > 0.
i=1 =1

(6.16)

By the intermediate value theorem, every polynomial of odd degree over the reals and

with real coefficients must have at least one real zero. This is because limy, ;00 P(¢p) =
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sgn(yp)oo and limg, s oo p(Pp) = —sgn(yp)ooﬂ and polynomials are always continuous
in (—00,00). Since the polynomial is cubic and has real coefficients, it must take every
value in the interval ¢, € (—00,00), in particular 0. Hence, it must have at least one real
root and therefore w*(¢p,) has at least one inflection point. This shows that even in this

simplified case w*(¢p,) is not convex or concave Yey,.

Thus, objectives of the form —aTw*(®,), ||[Aw*(®,)||,, or [|[Aw*(®,)[[5 are also
non-convex in ®, in general, due to the properties of the convexity of composition of

functions.

In conclusion, because the model’s parameters are not convex or concave in ®,, in
general, we have shown that the attacker’s objective is also not convex or concave in general
when (®;,yp) are optimised simultaneously. Given this result, we hypothesise that most
of the critical points of the attacker’s objective are indeed saddle points, which in practice
can slow down the optimisation process of the poisoning points, as mentioned in Ch. B]and

We will explore this hypothesis in the next section.

6.3 Most of the Critical Points of the Attacker’s Objective
Function are Saddle Points

Understanding the nature of the critical points of the attacker’s objective function,
A(®p,yp), can foster further research to improve the performance of hypergradient-based
algorithms, e.g., to speed up their convergence. For instance, in Ch. B] and Ch. [p] the
hypergradients for the poisoning points were normalised with respect to their f2-norm
to accelerate their optimisation,. In this regard, we hypothesise that most of the critical

points of the attacker’s objective are indeed saddle points.

A critical point (®5,y}) of A(®yp,yp) simultaneously satisfies the stationarity condi-
tions in both ®, and y,, i.e., the hypergradients in both sets of variables are zero. This
means that, even if A(®,) has multiple critical points in ®,,, i.e., when considering y,,

fixed, they do not necessarily correspond to actual critical points of A(®,,,yy).

Specifically, the stationarity conditions in y,—which correspond to the local minimum

9The function sgn( - ) denotes the sign function.
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of A(yp) when considering ®,, fixed—are:

vale

®: S\(®1) '@ (yval — B, W (P, y;;)) =0,, (6.17)

which can be derived from ([6.20]). Assuming A(®,,y}) is strongly convex in y;,, we can
write:

_ *T T — *T -
y:): (((I)V&lesz\(q);) 1<I)Pe> (I)Valesk(@:)) lq’Pe)

®5 S\ (@)1 @L (yeu — Bl SA(®H) 'Oy (6.18)

vale tre
14T\ T _
= (‘I)\@]eS)\(Q;;) 1‘1’;@) <YVal - @Vales)\(i);) 1‘1’563’&) )
where (- )T denotes the Moore-Penrose pseudoinverse matrix.

If this point also satisfies the stationarity conditions V¢, . € ®;,, where i =1,...,n,

denotes the poisoning point and j = 1,...,d — 1 denotes the basis function (see Eq. ):

x T *(P* yv* . — WP v DH* TS P* 71<I)T
Yp, ¢peiw( p?yp) €j+1 wj( p’yp)d)pei A( p) vale

(6.19)
(YVal - (ﬁvaleW*((I):)v y;)) =0,

the point can correspond to either local minima of A(®,,yp), if it corresponds to local
minima for all the entries of ®,, or saddle points, if the point does not correspond to local
minima for all the entries of ®,. We hypothesise that, the larger d and ny, the more likely

it is that y}, corresponds to saddle points of A(®p,yp).

To see this, recall that a necessary and sufficient condition for a critical point to be a
local minimum is that the Hessian matrix evaluated at that point is positive semidefinite.
On the contrary, a critical point is a local maximum if the Hessian matrix evaluated at
that point is negative semidefinite. A symmetric matrix of size nj, is positive semidefinite—
conversely, negative semidefinite—if all of its eigenvalues are non-negative—conversely,
non-positive. Now, consider a random Hessian matrix. For instance, if the eigenvalues of
the Hessian are generated independently according to a distribution symmetric around
zero, a possible estimate of the probability of the Hessian being positive semidefinite or
negative semidefinite is (%)”Pd_l. However, when the size of the matrix is large, due to the
correlations between eigenvalues and the laws governing large deviations of eigenvalues,
specifically the smallest and largest eigenvalues (Fey et al., 2008)), the probability that all
of the eigenvalues are non-negative or all of the eigenvalues are non-positive is very low.

Therefore, when np, d, or both are large, the probability of the critical point being a saddle
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point is much larger than being a local minimum or a local maximum.

Although gradient ascent almost always escapes saddle points asymptotically (Lee et al.,
2016), even with fairly natural random initialisation schemes and non-pathological functions,
gradient ascent can be significantly slowed down by saddle points, taking exponential
time to escape (Du et al., 2017). Three possible heuristics that can help alleviate this
issue are: (i) gradient ascent with perturbations (Ge et al., 2015} Jin et al., 2017); (ii)
gradient normalisation (Murray et al., [2019)); (iii) combination of gradient normalisation
with perturbations (Levy, 2016 |Zhao et al., |2021). In this thesis (Ch. @ and , we have
followed the second approach. The intuition is as follows: a normalised gradient preserves
the direction of the gradient but ignores magnitude, which leads to constant speed in the
optimisation algorithm. Since the normalised gradient does not vanish near saddle points
(Murray et al., 2019)), the normalised gradient ascent algorithm should not slow down in the
neighbourhood of saddle points and should therefore escape “quickly”. In the experiments
in Ch. 3] and [5| we have found this method to be able to skip most of the saddle points

and speed up the optimisation process.

6.4 Asymptotic Behaviour of the Attacker’s Objective Func-
tion

We shall discuss the asymptotic behaviour of the effectiveness objective function corres-
ponding to the indiscriminate attack. Since this objective is a surrogate of the defender’s
test [MSE] analysing its asymptotic behaviour can be useful to understand the impact of
attack on the defender’s model. Moreover, this analysis can also help understand the effect
of the attack when the model is over-regularised. Effectively, this study supplements the

empirical results of Ch. 5]

We recall that the expression used for the effectiveness objective is:

1

A((I)p, yp) - Wl"yval - q)vaIEW*(‘I)pv yp)H% (6'20)
va.

We will analyse its asymptotic behaviour both in the labels and in the basis functions.
Then, we will also investigate the impact of the attack when the target model is over-

regularised.
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6.4.1 Asymptotic Behaviour in the Poisoning Labels

Assuming ®,, fixed, if A(y}) is strongly convex—equivalently, strictly convex for quadratic
functions—in yp,, the limit when the poisoning labels become very large exists. In that
case, we can express the poisoning labels as y, = €y, 1,,,, where ¢, € R is an unbounded

perturbation. Then:

1
lim  A(yp =gy, 1p,) = lim

£yp—E00 Eyp =00 2Nyl

[yt — o, S5 (2T, v1s + 2,21, 1, )| = o0,
(6.21)

i.e., the attacker is unbounded and can achieve an arbitrary large error in the model, as

expected [

6.4.2 Asymptotic Behaviour in the Basis Functions

For the poisoning design matrix, because A(®},) is not jointly convex in ®,—or marginally
convex in ¢p, ., as seen in Subsect. there is not a unique way to define the limit
when the entries of ®,, become very large, and the limit may not exist. In order for this
limit to exist, the objective function must be approaching the same value regardless of the
path taken in ®;, when moving towards the limit. For instance, when ®;,, = 0,,,x4 and
Yp = On,, A(®},yp) approaches the validation when the model is trained on clean
data.

Further, note that the condition number of Sy can change depending on the values
of ®@,. For instance, a possible attacker’s goal-—which we will not explore in this thesis—
can be to increase the condition number of Sy, which can worsen the performance of

gradient-based algorithms at training time.E|

Let us now assume a rank-1 poisoning attack, i.e., when all the poisoning points are
linearly dependent in the basis functions space, which includes the cases where all the
poisoning points are equal, or when there is only one poisoning point. In particular, let

us assume that the poisoning design matrix has the following form: ®, = e4.1,, » (1),

torf A(yp) is convex but not strongly convex, technically speaking, the limit may not exist. For example,
for the function of two variables: x,y, f(x,y) € R: f(z,y) = 2%, Blimy 0o f(z,).

" Generally speaking, in a rank-c, attack there are ¢, < d poisoning points linearly independent in
the basis functions space, which can increase the condition number of the scatter matrix. For instance,
in the particular case where there are only two different poisoning points (Koh et al.l 2022), the attack
corresponds to either a rank-1 attack—if the poisoning points are collinear—or a rank-2 attack—if they are
non-collinear. Therefore, attacks of different rank are not generally equivalent.
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where €4, € R is an unbounded perturbation. Thus,

17 1 g4 1T
T n ¢p-d—1
(I)Pe q)pe = ’ 1np €¢p1np><(d1):| =M 2 ’
€ L(d—1)xn, E¢pld-1 6qspl(d—l)X(d—l) (6.22)
1 T
=TNp {1 E¢p 1d1:| :
EopLd-1

Recall that, using the Sherman-Morrison formula (Appx. under the assumption

that S¢;, is non-singular, the poisoned parameters can be written as:

—1
W*((I)p = 8qbp]-npx(d—l)) = (Stm\ + (I)T pe) (q);l;”e}’tr + (I);-EYp)

npSi; 1 1 €op 14
tI‘)\
E¢pLd—1 €%p1(d_1)x(d_1)
=|1;-
T 1 1
1+ mp {1 2’5¢>p1d1] Str,\
Eopla—1
6.23
1 T s 1 ( )
Str)\ (I)tre Yir + Z Yp;
i=1 Eppld—1
1 2 2
= Ty (ot o (4l )1~ Dolc,)))
'flp ) 1
Wie, T Up:Siny
i=1 E¢pLd—1
2 T -1 1
where Stl‘A = Str + )‘Idea dp<€¢p) = 1 Eo¢p ]‘d—l Str>\ )
E¢pld-1
1 1 €oply_
D (5¢p) = Sq, , and wi = Ster tr,Ytr are the clean para-

E¢pLd—1 5ép1(d71)><(d71)
meters. From 6.23|)7 we can see that each element in w* is a rational function of

3
€4yt Wi(Eg,) = Zigii’ i = 0,...,d — 1, where pk(s‘ép), k = 1,2, denotes a polyno-

mial in €4, of degree g. There is one exception: the corresponding row of Dp(aép),

[Dp(eip)]i,O:dq = dp(sg) )el,1, in which case w(eg,) = ZEE;;. Note that the latter case
P

is only true when d = 1, because Dy, (5%) reduces to a scalar.

Given the previous result and assumptions, we can now compute the limit when the
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perturbation is very large:

2
. o . . * _
€¢ph—r>rzl|:oo A(@p - 6¢p 1np><(d—1)) - 6¢ph—r>rzltoo 2nval Yval — (I)valew <i)p - 5¢p ]-np><(d—1))H2
eyl =1,
00 otherwise.

(6.24)

The intuition of the result in is: when d = 1 and there is no bias term, w* = w*
coincides with the slope of the regression line. In the Cartesian plane, if the poisoning
points have a very large value in the z-axis, the slope will tend to zero to try to fit the
poisoning points, which explains this particular case. If d > 1, some or all the parameters
will grow to oo to try to fit the poisoning points, so the attacker is unbounded. Similar to
the result obtained in Subsect. [6.4.1] this result is expected since the attacker can attain an
arbitrary large error if the input is arbitrary large. We will finish this section by exploring

the impact of the attack when the model is over-regularised.

6.4.3 Over-Regularised Ridge Regression under Data Poisoning

Here we shall theoretically analyse the effect of over-regularising the model, i.e., when the
Lo regularisation hyperparameter, A > 0, is very large. Intuitively, a very large value of A
can help mitigate the attack, as shown in Ch. [3| for classification models. This theoretical

analysis also extends the empirical results of Ch.

To understand the effect of Lo regularisation, we can write the regularised scatter

matrix, Sy, as:

T I 0 O;lr—l

Sx=®,®. + )\, = T {1n <1>] + A
® 0i-1 Lg—1)x(@-1

(6.25)

n 1) ®
®T1, ®"®+ N\,

)

where n = n¢ + np. Then, using the formula for the inverse of a block matrix (Appx. [B)),
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and noticing that ®'® + A\I;_; is always non-singular (Appx. E[), we obtain:

s (nll@(@TQFXh_J_IQTLol o, 1
041 (®7® + ALy —n 10711 ®)
| 1T (2T AL)
—n1eT1, | PR

(6.26)

To compute the limits, we shall take into account that, for a matrix A € R(@-1)x(d-1),

lim (A + )\Id_l)il = )\h_)IIOlO )\711(1_1 = O(dfl)x(dfl)' (6.27)

A—00

Thus, when X is very large, S;l becomes:

n! 0} 1 0}
lim S;l = -1 d-1
Amreo 0u—1 O—1)yx(d-1)| |—n ' ®Lle Isy
- : (6.28)
n-t OdT_
= ! = (ng + np)_lele-{.
10d-1 O(g—1)x(d-1)

Next, we will make use of this result to compute the asymptotic behaviour of the

attacker’s objective function in both the poisoning labels and the poisoning basis functions.

Asymptotic Behaviour in the Poisoning Labels

Consequently, when combining a very large value of A and very large perturbations in the

poisoning labels, we obtain:

-1 T
Yval — (ntr + np) ‘I’valeelel

1
lim Alyp = €y,15,) = lim

eyp —rF00, =00 Eyp =00 2Nyl

(6.29)

2
(@;I;eytr + €yp¢;—61np> ‘2 = .

This result suggests that, even if the model is over-regularised, the attacker is unbounded
when perturbing the poisoning labels, because the bias term can grow to infinity. However,

if we hypothetically set a different regularisation hyperparameter, Ag > 0, for the bias
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term, the regularised scatter matrix S) ), has the following form:

n+ Ao 1'®
Sxane = ®1 P + Mg, + Noere] = " . (6.30)
®T1, ®"®+ A\,

Again, if A and Ay are very large, we obtain:

0 0]
lim Sy}, = L = 04xa (6.31)

0d—1 Ogg—1)x(d-1)
Which leads to:
? lim Alyp =€y, 1n,). (6.32)

£yp —+E00,A—00,M0—00
The previous result implies that the attacker is not guaranteed to be unbounded
when perturbing the poisoning labels, if the model is over-regularised and has a different
regularisation hyperparameter for the bias term. In contrast to the usual settings in [MI]
models, where regularising the bias term can introduce a significant amount of underfitting
(Goodfellow et al.| |2016)), this suggests that using an optimal value of Ay for the bias term
can help mitigate the effect of the attack. However, this assumption is out of the scope of

this thesis, and its empirical evaluation is therefore left as future work.

Asymptotic Behaviour in the Basis Functions

When A is very large, St_ri becomes:
Jim Sih = ng'ere]. (6.33)

In consequence, when combining a very large value of A and very large perturbations

in the basis functions—see Eq. ([6.23)—one comes to the conclusion that:

ﬂ lim .A(q)p = &g, 1np><(d71))' (634)

E¢pp —E00,d>1,A—00

That the previous limits do not exist implies that the error of the poisoned model is
not guaranteed to be unbounded even when the attacker’s perturbations are unbounded.
In a manner similar to the previous limit, this theoretically shows that regularisation can

help alleviate the effect of poisoning attacks.
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For simplicity, in the next sections of this chapter we shall assume the attacker only
optimises the poisoning labels, i.e., that the attacker’s objective is convex. We hypothesise
that the approximation can also be good enough when considering the joint optimisation
of poisoning labels and basis functions, if techniques such as gradient normalisation are
applied. The underlying hypothesis is: because the optimisation process usually skips the
saddle points—that arise due to the non-convexity in the basis functions and spread across
the whole basis functions space—it focusses on the local maxima in the labels. Hence, there
probably exist local maxima in the basis functions that coincides with the local maxima in

the labels.

So far in this chapter, we have analysed the convexity, critical points, and asymptotic
behaviour of the attacker’s objective function. We have shown that this function is non-
convex when considering simultaneously the poisoning labels and the poisoning basis
functions. As a consequence, we have hypothesised that most of the critical points of the
attacker’s objectives are saddle points, which can slow down the optimisation process. For
this reason, we normalised hypergradients w.r.t. the poisoning points in Ch. BJand [f] to
speed up the optimisation process of the poisoning points. Then, we have also investigated
the asymptotic behaviour of the attacker’s objective function, which supplements the
empirical results obtained in Ch. [5] and also suggests that regularising the bias term of the

model can help mitigate the attack.

Next, we shall show the equivalence between the optimal indiscriminate attack and
[CQP] to also provide some insights into the optimisation process and the solutions to the

attacker’s problem.

6.5 Equivalence Between the Optimal Indiscriminate Attack
and Concave Quadratic Programming, If Only the Labels
Are Optimised

If the attacker only modifies the labels of the poisoning points, and the attacker’s objective
function is convex, the optimal indiscriminate poisoning attack formulation without soft
detectability constraints against ridge regression is mathematically equivalent to
(Chinchuluun et al., |2005). In the goal is to maximise a convex quadratic function

or, equivalently, minimise a concave quadratic function, subject to the convex feasible
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set. Even though the objective function is convex, [CQP]is, in general, non-convex and

NP-Hard.

Recall that the optimal indiscriminate poisoning attack formulation against ridge
regression is:
max  A(yp)
Yp

s.t. w'(yp) = argmin [y = @, w3+ [lyp = Bp Wl + Mlwra)13)

2(ntr + np) (

YP € ‘FD}N
(6.35)

where A(yp) is the same function as in (6.20)—considering ®,,, fixed—and Fp, is the
attacker’s feasible set, assumed to be a closed bounded convex set. By replacing the inner

optimisation problem with its conditions, problem ([6.35) can be rewritten as:

1 /1
max (2W*(yp)Tq)1—ale (I)valew* (yp) - yIal(I)W«leW*(yp)>

Yp Tyal
st w(yp) = S;lfﬁgeyp + S)_\1<I>tTreytr, (6.36)
YP € ‘FDpv

where Sy = ®] & + M\, + @g@ ®,. is assumed to be positive definite. On the other

tre

hand, the general [CQP] formulation is:

1
n;ax §yIT)Qyp + cTyp
P (6.37)
s.t. Yp € Fp,,

where Q € R" > is a positive semidefinite matrix, ¢ € R", and Fp, is the feasible set of
the problem, which is a closed bounded convex set. Thus, for the optimal poisoning attack

formulation, Q and c correspond to:
T
Q= (cpvales;lcb;) $,.,5,'®] (6.38)

¢ = <I)Pes/<1q)1ale ("I)valesglq);l;eytr - YVal) . (639)

This equivalence can enable future research towards the use of methods (Chin-
chuluun et al.| 2005) to solve the attacker’s problem , in contrast to hypergradient-based

methods developed so far in the research community. Based on this equivalence, we shall
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now explore some properties of the attacker’s objective: number of combinations of the
poisoning labels, and rank of the Hessian of the attacker’s objective function. This analysis

will allow us to further understand the optimisation process of the poisoning points.

6.5.1 On the Number of Combinations of Poisoning Labels

If the attacker’s objective is convex, we can reason about the number of different combina-
tions of the optimal poisoning labels in the attacker’s search space. A well-known result in
mathematical optimisation theory—and applicable to [CQP}—is that: if a function is convex,
its maximum over a closed bounded (compact) convex set is achieved at an extreme point
(boundary), i.e., a point in the set that is not a convex combination of any other points in

the set. This intuitive result is known as Bauer’s maximum principle (Bauer} 1958)).

Therefore, in the context of optimal poisoning attacks, the optimal poisoning labels
will always lie at the boundary of the attacker’s feasible set if the attacker’s objective
function is convex and the feasible set is closed bounded and convex. This fact reduces the

search space from the whole feasible set to its boundary.

On this matter, a typical choice for the closed bounded convex feasible set is a convex
polytope. A convex polytope P C R" is the set of all points that are convex combinations
of finitely many points vy,..., v, € R™; we write P = Conv(vy,..., vy) and we refer to
the points v; as the vertices of P. For instance, a convex polyhedron is a 3-dimensional
convex polytope. Another example of convex polytope is a hyperrectangle or box, which is

common in the data poisoning literature.

In particular, we shall show that, if the attacker’s objective function A(yp) is convex

in yp, its maximum over the convex polytope P is achieved at one of its vertices.

Let yp, be a point in the attacker’s feasible set. Then, because the feasible set is convex,
Ypo can be written as a convex combination of the vertices of P, i.e., yp, = Zle T;vi with

0<7 <1 and Zé{:l 7; = 1. By Jensen’s inequality:

k k
Alyp,) = A (Z Tivi> < ZnA(vi) < max A(vy). (6.40)
i=1 i=1

In consequence, the maximum of A(yp) over y,, € P is bounded above by the maximum

over the vertices. Since the vertices belong to P, the result holds true.
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For example, if the feasible set is a box, the problem can have up to 2™ combinations
of optimal poisoning labels, because a box has 2™ vertices and every vertex of the box can

be a solution. In other words, the problem is combinatorially difficult.

Luckily, because A(yy,) is differentiable in yy,, projected hypergradient ascent helps to
alleviate this issue if only a local optimum is needed. In particular, if some eigenvalues of
the hyper-Hessian are larger than others, the hypergradient will typically tend to align
with the directions given by the eigenvectors corresponding to those top eigenvalues, which
can drastically reduce the search space. For instance, if n, = 2, the number of vertices of
the box constraint is four, but usually the optimisation algorithm will pick two of those
vertices, which correspond to the vertices closest to the line defined by the top eigenvector

and the local minimum of the objective function.

However, if the poisoning points are located in the vertices of the box, they can be
easily detected by outlier detection techniques, as empirically shown in Ch. f] This property
justifies our novel stealth attack formulation. In particular, we will discuss in Sect.

more details on how the detectability constraints influences the optimal solutions.

Next, let us study another property of the [CQP]formulation, in terms of the Hessian

of the attacker’s objective.

6.5.2 Bounds on the Rank of the Hyper-Hessian Matrix and No. of

Poisoning Points Optimised Simultaneously

In the experiments of Ch.[BJand [5] we used a fixed number of poisoning points simultaneously
optimised—depending on the dataset—to be able to efficiently explore different ratios of
poisoning points. In this respect, there is an aspect that has been somewhat overlooked in
the literature, which relates to the optimal number of poisoning points optimised at the
same time, where “optimal” here refers to the efficiency of the optimisation process. We
will analyse this aspect—in the case where only the poisoning labels are optimised—from

the standpoint of the hyper-Hessian (Hessian of the attacker’s objective function).

A square matrix is singular if and only if one or more of its eigenvalues are zero. This
issue translates into the optimisation domain as follows: if some eigenvalues of the hyper-
Hessian are zero, the hypergradient is constant along the direction of their corresponding

eigenvectors. In other words, if the objective function is convex, this condition implies that
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the objective is not strictly convex.FZl In this case, the attacker’s search space can have a

lower dimensional structure. We formalise these intuitions in the following theorem.

Theorem 6.1. Assume an optimal indiscriminate poisoning attack against ridge regression,
where the attacker’s objective is , and the attacker only modifies the labels of the
poisoning points, yp. Let the scatter matriz of the complete training data, Sy, be non-
singular, let ®,1, have full-rank, and let and ny, > d, where d is the number of basis
functions (including the one corresponding to the bias term of the model). Then, the hyper-

Hessian matriz of the attacker’s objective, Q, is non-singular if and only if rank(®;,,) = np.

Proof. A necessary and sufficient condition for Q to be non-singular is that rank(Q) = n,.
B — 1 (3,,87@" ) ®..8'®, th k(Q) = rank (@, S, '@ ) =

ecause Q = Fr— ( val, Sy pe) val. Sy~ @, then rank(Q) = ran ( val, S p6> =
rank ((I'mle @ge) < min(rank(®y,), ), rank(®;,,)) (see proofs in Appx. Appx. and
Appx. [E.3). Combining this result with Sylvester’s rank inequality, we can bound rank(Q)

as:
rank(®y,y, ) + rank(®,, ) — d < rank(Q) < min(rank(®,, ), rank(®,,,)). (6.41)

Moreover, if we assume that ®.,), has full—rankEl and Ny, > d,El the lower and upper
bound become:

rank(®,,. ) < rank(Q) < min(d, rank(®},)), (6.42)

where, using the rank-nullity theorem: rank(®,, ) = d—nullity(@pe)lﬂ Moreover, assuming
np > 1:

1 < rank(®p,) < min(np, d). (6.43)

The inequalities in (6.42)) becomes equalities if and only if rank(®, ) < d, which is
always true according to the inequality (|6.43)). Therefore:

rank(Q) = rank(®,,) < min(np, d). (6.44)

2For quadratic functions, strict convexity (or strict concavity) is easily characterised: a quadratic
function is strictly convex (or strictly concave) if and only if its Hessian matrix is positive definite (negative
definite, respectively) (Boyd and Vandenberghe, 2004).

3A matrix A € R"™™ that has rank min(n,m) is said to have full-rank; otherwise, the matrix is
rank-deficient.

MThat is, the number of validation points linearly independent in the basis functions space is equal to or
greater than the number of basis functions (including the one corresponding to the bias term of the model),
which is common in practice.

158ee Appx.
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Thus, under the assumptions stated previously, Q is non-singular if and only if

rank(Q) = rank(®,,) = np. O

In words, the hyper-Hessian of the attacker’s objective is non-singular if and only if
all the poisoning points are linearly independent in the basis functions space. If n, > 1,
then d > 2, assuming the model has a bias term. For example, if d = 2 (one basis function
corresponding to the features and another one corresponding to the bias term), and there
is only one poisoning point, then the condition is satisfied and the hyper-Hessian is non-
singular. However, if there are more than d poisoning points, the number of poisoning
points linearly independent in the basis functions space is, at most, equal to d, and hence
the hyper-Hessian is singular. From an optimisation viewpoint, the latter case can be

interpreted such that there is redundant information in the problem.

In this regard, the condition number of the hyper-Hessian can be deﬁnedEl as the
ratio of the largest to the smallest eigenvalue of the hyper-Hessian (assuming the hyper-
Hessian is positive definite) (Boyd and Vandenberghe, |2004)). This essentially measures
the difference between the flattest direction of movement and the most curved. Therefore,
a singular hyper-Hessian implies, in the limit, that the condition number approaches
infinity, so that the hyper-Hessian is ill-conditioned. Then, optimisation algorithms such
as projected hypergradient ascent can make slow progresﬂ towards the optimum, because
their convergence rate depends on the condition number of the hyper-Hessian (Boyd and
Vandenberghe| 2004). Further theoretical analysis when the poisoning basis functions are

also optimised has not been considered in this thesis and is left as future work.

So far, in this chapter we have analysed different aspects of the attacker’s objective
function when it does not consider detectability constraints: convexity, critical points,
asymptotic behaviour, and equivalence with [CQP] We have also related the lessons learnt
with some observations obtained in Ch. ] and In the next section, we will move
on to analysing the properties and challenges of the attacker’s objective function with

detectability constraints, proposed in Ch.

18Tndeed, there exist several definitions of the condition number of a matrix. Broadly speaking, the
condition number of a matrix (or more generally any function) measures how much the output values of
the matrix can change for a small change in the input. This is used to measure how sensitive a matrix is to
changes or errors in the input space, and how much error in the output space results from an error in the
input space. Hence, a problem with a low condition number is said to be well-conditioned, while a problem
with a high condition number is said to be ill-conditioned.

1"Note that projected gradient methods behave in a manner similar to standard gradient methods in the
interior of the feasible set.
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6.6 Soft Detectability Constraints Do Not Preserve (in Gen-
eral) the Convexity of the Attacker’s Objective

In Ch. we developed a new attack formulation with soft detectability constraints
as a multiobjective optimisation problem: one objective corresponding to the standard
effectiveness function, and another objective corresponding to soft detectability constraints,
which we called detectability-risk function. We then used scalarisation to transform the
multiobjective into a single objective, by using a convex combination of the effectiveness
and detectability objectives. One of the challenges of this formulation was that when
combining objectives in this way the correlation (redundancy) between objective functions
can affect the search space structure and algorithm performance. The objectives should
be neither not correlated at all nor very highly correlated, otherwise it can be difficult to
achieve a smooth transition for this trade-off. To reduce this redundancy, we redefined the
detectability risk as the product of two loss functions that penalise points that are near

the bounds of a certain confidence interval.

In this chapter, we will dive into this aspect, in terms of the convexity of the indis-
criminate attack objective with soft detectability constraints. We have already seen that
the poisoned model’s parameters are not convex in @, in general, so we shall focus on the
analysis of the convexity in y,. When only the labels of the poisoning points are optimised,

this objective function is:

Aa(yp) = aA(yp) — (1 — a)R(yp) (6.45)

where a € [0,1] and R(yp) is the detectability-risk function of the attacker, which con-

straints the values of the poisoning points.

If A(yp) and R(yp) are convex, Ag(yyp) is not necessarily convex, because it is a weighted
sum of a convex function and a concave (negative convex) function. This can be seen as
follows: the second-order condition for convexity requires that the hyper-Hessian matrix
(Hessian of the attacker’s objective) of Ay, V?,pAd(yp) = an,P.A(yp) —(1- a)Vf,pR(yp),

be positive semidefinite. This is equivalent to:

aVy, Alyp) = (1 = @) V3 R(yp), (6.46)
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where = denotes the Loewner order, which is a partial order defined by the convex cone
of positive semidefinite matrices.lr_gl For two positive semidefinite symmetric matrices
A B € R™" we write A = B to denote that A — B is positive semidefinite and symmetric.

Thus, the convexity of Ay depends on y, and a.

Let us assume the detectability objective (i.e., the detectability-risk function) is non-
negative. A practical detectability-risk function may aim to minimise the distance between

the poisoning labels and some target labels:

1
R(¥p) = 5 —[1¥p = Yiarger (¥p)|[3, (6.47)
p

where Yiarget (Yp) represents the vector of target labels, assumed to be constrained. These
labels can depend on yyp, e.g., through the poisoned parameters: yiarget(¥Yp) = ®p. W (¥p);
or not, e.g., through some target parameters, ytarget = ®p. Wiapger, Or through the initial

values of the poisoning labels before their optimisation, yp,: Ytarget = ¥Ypo-

Another example of detectability-risk function is the machine teaching objective that

minimises the distance between the poisoned and the clean parameters:

1
Riyp) = 5alW*(yp) = Wil (6.49)

We shall analyse the convexity of these detectability-risk functions and their convex
combination with the effectiveness objective function. As usual, we assume that the scatter

matrix S is positive definite.

6.6.1 Example 1: Constraining the Perturbations of the Poisoning Labels

with a Poisoned Model as a Reference

Let us first analyse the detectability-risk function that minimises the error of the poisoning
points on the poisoned mode (see Eq. (6.47)):
1

1 *
R(Yp) = m HYP —®p w (YP)Hg = e
p

1 1
- (G101 = YT )+ 512w ).

(6.49)

Clearly, ||yp|[3 is convex and ||®, w*(yp)||3 is also convex in yp, as shown in Sub-

8The positive semidefinite cone is a proper cone. The interior of the positive semidefinite cone consists
of the positive definite matrices.
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sect. 9 Let us analyse the convexity of Yp T®, w(yp):
Yo @ W (yp) =y 5.8 @y + ¥, 85,87 @) yp. (6.50)

which is a quadratic function in y,. Its hyper-Hessian matrix, 2<I>p88;1<1>ge =
\f<I>peS_1/2 (\f{)pes_l/ ) , is positive definite, since S;l and S;l/Q are symmetric
and positive definite. Therefore, yIT)@pEW*(yp) is convex in y,. In consequence, the

hyper-Hessian of R(yp) is:

1 T
v2 —15T —15T ~15T
pr(YP) = o (Inp —2®,.8,'®, + ('I’peSA (I'pe) P, Sy (I'pe)

(6.51)
= nlp (‘PpeSX“I)IL - Inp)T (‘I’pesil‘ﬁ; o I”p) ’

. ow* T Ow*
siice V?ypél | @y w* (yp)lI5 = <(I.pc %ﬁlp)) P, %Zp) is positive semidefinite and 7(3’?) =
S;1<I>T . Thus, V2 ,R(yp) is positive semidefinite and R(yp) is convex. R(yp) is strongly

convex if and only if: rank <<I> S)\1<I>T Inp) = np.

To determine the convexity of Eq. 1} we also need to calculate V2 .A( p)- Re-

call that A(yp) = g llyva — Pl W (¥p)llF = s lVwallld — 7 ¥ia Pral W (yp) +

Tyval

#val‘ | @ a1, W (yp)[[3. Then:

1 1 _ T _
Ve Alyp) = vzpznme o)lB = (2538 (B SRy ), (652)

which is positive semidefinite and therefore A(y}) is convex in y,, as shown also in
Subsect. Thus, from Eq. (6.46)), we can conclude that A,4(yp) is convex in y, if and

only if:

(67

np —1xT\ T 1xT 1xT T 1aT

- (@mlesA <I>pe) (<I>valesA <I>pe) = (1-a) (<1>pesA 3] — Inp) (<I>pesA e - Inp) ,
(6.53)

and concave otherwise. In words, the constraint on the values poisoning design matrix in

Eq. (6.53) determines the convexity or concavity of the attacker’s objective function.

"Note that y} ®p,, w*(yp) and ||®,. w*(yp)||3 are not convex or concave in @, in general.
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6.6.2 Example 2: Constraining the Perturbations of the Poisoning Labels

with a Clean Model as a Reference

From Eq. (6.47), if ytarget does not depend on y,,, we obtain:

1 1 /1 1
R(0) = 5, livo ~ Yool = - (0l = viven + glivenl}) - (05)
The hyper-Hessian of R(yy) is:
2 1
Vi, R(yp) = —1In,, (6.55)
Tp

which is positive definite. Therefore, R(yy) is strongly convex, and A4(yp) is convex if:

n
«

.
P (évales;lége) $,,,5,'®] = (1-a)l,,, (6.56)
TNyal

and concave otherwise.

6.6.3 Example 3: Constraining the Perturbations of the Model’s Para-

meters: Machine Teaching

As for the detectability objective in the form of machine teaching:

1

1 1 L1
Riva) = 5gl1w o) = il = 5 (G193 = w* () Twiy + g Iwil) . (657

its hyper-Hessian is:

* T *
1
ggp) ow — -3, 8% (6.58)

1
2 i
Vi, R(yp) = d( dy, ~ d

which is positive semidefinite. It is positive definite if and only if rank (<I>peS;2<I>IT)e) =

rank(®p, ) = np. Hence, A4(yp) is convex if and only if:

d
a—>®T @ = (1-a)l, (6.59)

val
Thyal ¢

and concave otherwise. This shows that, in this case, the condition for convexity does not

depend on the poisoning points but only on the validation set, d, and «a.
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6.6.4 Upper Bound on the Rank of the Hyper-Hessian when Considering
Detectability Constraints

We can also calculate an upper bound on the rank of the hyper-Hessian when considering
detectability constraints. If rank(Vg,pAd(yp)) = np, then the hyper-Hessian is non-singular
and therefore Ay is strictly convex or strictly concave, depending on the conditions obtained
previously. Moreover, as we have seen before, because both hyper-Hessians Vf,pA(yp)
and Vf,pR(yp) are positive semidefinite, they can be factorised as: Vf,pA(yp) = L4L
and Vf,pR(yp) = LRL%, where L4 € R™*™al Ly € R™*FR and kgr depends on the
definition of R(yp). For example, for the machine teaching objective (6.57), kr = d.
Under the same assumptions as in Subsect. i.e., @, has full-rank and ny, > d,
and considering the property that the rank of the sum of matrices is subadditive (see

Appx. , the upper bound on the rank of the hyper-Hessian is:

rank (V3 Aa(yp)) = rank (aVZ Alyy) = (1 - a)V3 R(yp))
< rank (Vf,pA(yp)) + rank (Vg,pR(yp)) (6.60)

= rank(®,, ) + rank(Lg) < min(np, d) + min(np, kr),

where it is manifest that the poisoning design matrix, ®,, plays again a crucial role in the
rank of the hyper-Hessian. We can deduce that if A(yp), R(yp), or both are strictly convex,
it does not guarantee that Ag(yp) is strictly convex or strictly concave (or only convex
or concave). However, if d + kr < np, which implies that both A(y,) and R(y;) are not
strictly convex, then it is guaranteed that A4(yp) is not strictly convex or strictly concave.
Considering the detectability-risk functions defined previously, it is only guaranteed that
Aq(yp) will not be strictly convex or strictly concave when using the machine teaching
objective , if 2d < np. That is, if the number of poisoning points is greater than two

times the number of basis functions.

The consequence of the attacker’s objective being strictly concave, apart from helping
in convergence in hypergradient-based optimisation algorithms, is that it guarantees the
uniqueness of optimal solutions. However, from the attacker’s perspective, the uniqueness
of solutions may not be desirable, as we shall see in Subsect. [6.7.2} if all the poisoning
points are concentrated in the same region or even they are the same, they can be more

easily detected.
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6.6.5 Eigenvalues of the Hyper-Hessian Matrix and Convexity

In the previous examples, we analysed the convexity of the attacker’s objective depending
on the values of the poisoning points. Here, we also provide a complementary perspective
and investigate its convexity in terms of the hyperparameter that controls the trade-off
between effectiveness and detectability, .. In particular, we shall determine the value of «
that triggers the transition from convexity to concavity. To do so, we will consider the

eigenvalues of the effectiveness and detectability-risk functions.

We start from the definition of the hyper-Hessian being negative semidefinite—which

implies that V3 A4(yp) is concave:

¥y (V5,Aa(yp) ¥o = ¥; (aV3, Alyp) = (1= ) V5, R(yp)) yp 0. (6.61)

As in Appx. [C] we can bound each term of the previous expression as:

min (V3, A7) [1yp]3 < ayy (Y, AWD)) ¥ < @dmax (V3, AWp)) [lypl3, (662)

IN

~(1 = ) Amax (V3,Alyp)) Iyl < —(1 = a)yy (V3,R(p)) ¥

(6.63)
< —(1 = a)hin (V2,R(yp)) llyol 3

where Apin( © ) and Apax( © ) denote the smallest and largest eigenvalues of the corres-

ponding hyper-Hessians. Therefore, the condition for concavity is:
max (V2,AWp)) = (1= 0)Ain (V2 R(yp)) <0, (6.64)
which leads to the following condition for «:
a<(1+r4m)"" (6.65)

where we define the attacker’s multiobjective condition number, £ 4,5, as:

Amax (VipA(Yp)) _ vapr(yp)H2
Amin (Vng(Yp)) HV;I?R(YP)HQ

KaR = (6.66)

where V;fR(yp) is the inverse of the hyper-Hessian of the detectability-risk function, and

|| - ||2 denotes here the spectral norm the corresponding matrix. It is noteworthy that
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Aq(yp) is always convex when £ 4 /R — 00 because, in this case, the condition for concavity
leads to @ < 0, which is out or range. This happens when Apax (VgpA(yp)) — 00 or
Amin (Vz,pR(yp)) — 0, i.e., when either the spectral norm of V?,pA(yp) is very large, or
R(yp) is convex but not strongly convex. On the other hand, A4(yp) is always concave
when k4, — 0, which leads to @ < 1, which is always true. This happens when
Amax (VgpA(yp)) — 0 or A\min (Vf,p’/?,(yp)) — 00, i.e., when either the spectral norm
of Vf,pA(yp) is very low or the smallest eigenvalue of R(y}) is very large. In practice,
a very large value of x4,z leads to an objective function predominantly convex—the
poisoning labels lie at the boundary of the feasible set. In contrast, a very low value of
k4 r means that the objective is predominantly concave—the poisoning labels lie in the
local maximum of —R(yp), if the maximum is in the interior of the feasible set, or at its

boundary otherwise.

In summary, we have seen that the convexity of the attacker’s objective function can
be brittle if the detectability-risk function is not carefully designed. We have provided two
complementary perspectives on the convexity/concavity of the attacker’s objective: (i) as
a function of the values of the hyper-Hessian and the hyperparameter a (Subsect.
[6.6.2] and [6.6.3)); and (ii) depending on an upper bound on the value of o (Subsect. [6.6.5).

These lessons learnt will allow us to synthesise the main challenges of the optimal attack

formulation with soft detectability constraints in the next section.

6.7 Challenges of the Optimal Attack Formulation with Soft

Detectability Constraints

There are three main challenges in the optimal attack formulation with detectability
constraints proposed in Ch. [5| which are related to second-order analysis (hyper-Hessian
matrix and curvature), first-order analysis (hypergradient and diversity of poisoning points),
and zeroth-order analysis (order of magnitude of the effectiveness and detectability-risk
functions and trade-off between them). We shall discuss these three challenges and justify

the detectability-risk function proposed in Ch.
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6.7.1 Second-Order Challenge: Curvature

The second-order challenge is related to the convexity of the attacker’s objective: in all the
examples analysed in Sect. because the attacker maximises A;(yp), there exists an
abrupt transition between constrained and unconstrained poisoning points: if Ag(yp) is
convex, the poisoning points lie at the extreme (boundary) of the attacker’s feasible set; if
Aa(yp) is concave, the optimal poisoning labels, yy, lie in the local maximum of Ay(yp).
This phenomenon may not be desirable for attackers who want to achieve some diversity
in the distribution of poisoning points. Here, diversity is related to the number of local

optima of the attacker’s objective.

6.7.2 First-Order Challenge: Attacker’s [KKT|Conditions and Diversity

of Poisoning Points

The first-order challenge is related to the idea that, if A4(yp) is convex in y, (the optimal
poisoning points lie at the boundary of the attacker’s feasible set), or concave and quadratic
in yp, the diversity and therefore stealth of the optimal poisoning points can also be limited.

We shall discuss why.

Let us assume that the inner minimisation problem (learning problem) of the attacker’s
problem is convex in the model’s parameters and exhibits a unique solution from its
stationarity conditions, as is the case of ridge regression. Let us also assume that the
attacker’s objective function is twice differentiable in y},, and that the attacker’s feasible
set corresponds to a convex set defined by mj, inequality constraint functions in yy:
g (¥p) = [9p:(¥p) -+ Gpm, (yo)l" : gp:(yp) <0, i =1,...,m,, which are differentiable
almost everywhere, as usual in the data poisoning literature. Note that the attacker’s
feasible set is bounded, so a global maximum must exist: a continuous function on a closed

and bounded set has a maximum there.

For instance, the ¢o-norm constraint 3|y, — ypo||3 < €3, where €3 € R~ corresponds
t0 gp(¥p) = 5||¥p — ¥poll3 —€3. As another example, the box constraint yp,... = ¥p = Ypuaes
Where ypmin 9 YPmax € IRnp7 Corresponds tO gp (YP) = |YP - %(YPmax +YPmin) | - %(ypmax _YPmin)7
where the absolute value function is applied element-wise. Note that, if %(ypmax — Ypmin) =

€00ln,, Where €5, € R+, then the box constraint corresponds to the fo-norm: g,(yp) =

HyP - %(ypmax + ypmin)HOO — €co-
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Then, the optimality of the poisoning labels can be analysed from the [KKT]conditions

of the attacker’s problem (outer maximisation problem), which we shall describe next.

Attacker’s [KKT| Conditions

Bear in mind that we do not aim to solve the attacker’s problem by leveraging its [KKT]|
conditions. Instead, we aim to obtain some insights about the nature of the set of
optimal poisoning labels. Under some regularity conditions, the [KKT] conditions are
necessary conditions for the optimality of the Lagrangian of the attacker’s objective

function, Aqg, (yp, 1)

Adl: (yp7 I“l’p) = Ad(yl;)) - Nggp(}"p)a (6'67)

where p, = [p1, ... ,upmp]T are the multipliers associated with the attacker’s
inequality constraints. Then, the stationarity conditions of the Lagrangian of the attacker’s

objective are:

0, € Ay, (Aalyp) — 15 e(3})) (6.68)

where dy, ( - ) denotes the subdifferentialm Since the subdifferential is a set, Eq
means that the vector of zeros belongs to the subdifferential (Hastie et al., 2015). In
the general case, the subdifferential of a sum of functions is not equal to the sum of
the subdifferentials of the functions, because the subdifferential is not unique in general.
However, under mild conditions on concave non-differentiable objective functions (in the
case of maximisation problems) and convex non-differentiable constraint functions, and
considering that dom(Aq(y})) N dom(—p,I*JTgp (y3)) # 9, Moreau-Rockafellar’s theorem
(Moreau, [1965; Rockafellar, |1966|) allows to apply the conditions using the sum
of the subdifferentialsT] On the other hand, if the objective function is non-concave
but differentiable, and the constraints functions are convex and differentiable, the [KKT]|
conditions can also be applied, although in this case the [KKT] conditions are generally
not sufficient for optimality of the solution (Boyd and Vandenberghel 2004).'?' Hence,

20Given a convex function g(x) : R” — R, the subdifferential is the set of all subgradients of g at the point
B. In geometric terms, the subgradient vector is the normal to a (non-vertical) hyperplane that supports
the epigraph of g, denoted by 9xg(8). Whenever g is differentiable at 3, then the subdifferential reduces
to a single vector—mamely dxg(8) = {Vxg(B)}. At points of non-differentiability, the subdifferential is a
convex set containing all possible subgradients (Hastie et al.| [2015).

21 Generalised subdifferentials for non-concave objective functions (Rockafellar) 1980), out of the scope of
this thesis, can also lead to alternative formulations.

22For instance, combining conditions and second-order conditions can be sufficient (Boyd and
Vandenberghel 2004)).
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Eq. (6.68) reduces to:

i
0n, € Vy, Ad(yp) = (%4,80(v3)) 1 (6.69)

For simplicity, we assume that the subdifferentials are defined is such a way that they
are single-valued at their discontinuities, instead of including all possible subderivatives.
Moreover, we assume that the single value at each discontinuity is a convex combination of
the one-sided derivatives at the discontinuity. For instance, for the sign function—which is

the subdifferential of the absolute value function—we can define:

1, if x>0,
sgn(z) = Ozlx| =28 -1, if =0, (6.70)
-1 if x <0,

where § € [0, 1]. Under the previous assumption, or if g,(yp) is differentiable, then the

stationarity conditions are:

.
Yy, Aa(yp) = (Oy,80(v3)) 5 = Oy, (6.71)

where

owr(ys)\ "

vypAd<y;>=—<1—a>vpr<y;>+( 7y, ) (aVwrAly}) = (1 = @)V R(y}))

N _ a * [k
= _(1 - a)v}'pR(Yp) - q)PeS)\l (nléb;rale (yval - @Valew (Yp))
+(1 = )V R(y})) -

(6.72)

If the detectability-risk function is R(yp) = ﬁ”yp — @, w*(yp)|[3, Eq. 1' can be
particularised for Vy R(y;) = % <y1§ - <I>pew*(yl*))> and  VwR(y;) =
—Lal (y;- @, wilyp)) For Riyp) = 5h[lve — ool Vi RYS) = L (v5 = You)
and Vw:R(y}) = 04. Finally, for R(yp) = o4llw*(yp) — wi[[3, Vy,R(y}) = 0y, and

VwR(yE) = S(w*(ys) — wiy).

The primal feasibility, dual feasibility, and complementary slackness conditions of the
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Lagrangian (6.71]) are, respectively:

go(yp) = Oy, (6.73)
u; = Oy (6.74)
By © gp(yp) = Oy, (6.75)

where the operator ® denotes the Hadamard (element-wise) product. Roughly speaking,
the complementary slackness conditions mean that each optimal [KKT| multiplier is zero
unless its corresponding constraint is active (zero) at the optimum. Therefore, under
optimality conditions, the poisoning labels and [KKT]multipliers will satisfy the following
constrained system of nj, + m;, equations, 2m,, inequalities (feasible set), and n, + m,
variables: N

VypAd(y;) - (5ypgp(yg)) HE

My © gp(yy)

= Onp—i-mp

£ (y5, 1y) =

(6.76)
st gp(¥p) = Om,,

Y

02y,

T

u

where f, (yl*a, “E) = Oy, +m, is an implicit function. Note that the system of equations in
(6.76]) is, in general, non-linear. Therefore, it can provide a non-unique set of candidate solu-
tion for each variable yy , ,u;j,i =1,...,np,J=1,...,mp, subject to its constraints. Also,
consider that pp can be sparse, i.e., with few non-zero entries, due to the complementary

slackness conditions.

On the Solutions to the Attacker’s [KKT| Conditions

We shall now discuss the different solutions to the problem (6.76) depending on the
characteristics of the attacker’s objective function, and depending on whether the problem

is unconstrained or constrained.

If we remove the constraints from the attacker’s problem, and A4(yp) is convex, there
is no bounded solution to the problem. If A;4(yp) is concave and quadratic in yp, as is the
case for the detectability-risk functions analysed previously, the problem reduces to
Vy, Ad(yy) = 0y, (see Eq. ), which leads to the system of n;, linear equations of n,
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Variablesﬂ Ayy +b =0,,, where A € R"»*"» and b € R"». From the previous system,
the optimal poisoning labels are uniquely determined assuming A is non-singular, i.e., if
Aq(yp) is strongly concave. In other words, A4(yp) only has one global maximum. There

also exist solutions if A4(yp) is not strongly concave, but they are not unique in that case.

Let us set the constraints again. If Ay(yp) is strongly concaveF_zl in yp, and its feasible
set is closed bounded and convex, then it is guaranteed that the problem has a
unique solution (assuming it exists). This is a direct consequence of a fundamental property
of strongly concave maximisation problems—or, equivalently, strongly convex minimisation
problems: any locally optimal point is also (globally) optimal and unique (Boyd and
Vandenberghe, 2004). In this case, the global optimum can be attained either in the interior
or at the boundary of the feasible set. If the global maximum of A,4(y},) obtained when
removing the constraints lies in the interior if the feasible set, then the global maximum of
the constrained problem also lies in the interior of the feasible set. Otherwise, the solution

lies at the boundary of the feasible set.

If A4(yp) is convex in y, and the problem is constrained, then the problem is non-
convex, and the conditions reduce to the stationarity conditions (6.71) and the primal

feasibility conditions:

go(yp) = Oy, (6.77)

Therefore, under optimality conditions, the poisoning labels and [KKT] multipliers will

satisfy the following system of nj + m, equations and ny + m,, variables:

* * T *
v)’pAd(yP) - (angp(yp)) p’p

' = Oy (6.78)
gp(yp)

£ (v, my) =

where fi,(y5, tt5) = Opytm,, is again an implicit function. This corresponds to the standard

method of Lagrange multipliers.

From Bauer’s maximum principle (Bauer} 1958)), we know that the poisoning labels

23This can be easily seen by noticing that w*(y,) is an affine function of y,.

24A function f(x) : R™ — R is strongly concave on its feasible set F, if there exists an m > 0 such
that the negative Hessian —V2f(x) = ml,. Furthermore, the maximum eigenvalue of —V2 f(x), which
is a continuous function of x on F, is bounded above on F, i.e., there exists a constant d such that
—V2f(x) = dI,. The ratio x = d/m is thus an upper bound on the condition number of the matrix
—V2f(x), i.e., the ratio of its largest eigenvalue to its smallest eigenvalue (Boyd and Vandenberghe| [2004).
For quadratic functions, strict concavity implies strong concavity and vice versa. Hence, a quadratic
function is strongly concave if and only its Hessian matrix is negative definite. In this case, the constant m
corresponds to the smallest eigenvalue of —V2 f(x) (Boyd and Vandenberghel [2004).
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that are solutions to the problem will lie at the boundary of the attacker’s feasible
set. For instance, if the feasible set is a box, there can be up to 2™ combinations of optimal
poisoning labels, as explained in Subsect. Note that, if 3(Ypmax — Ypmim) = Eooln,
(fso-norm), then the optimal poisoning labels can only take two possible values: (although
the number of combinations is still 2"7): y¥ € {Ypumins Ypmax ) P- From a detectability
perspective, it may not be desirable that the poisoning labels lie in a reduced set of

locations at the boundary.

Increasing the Diversity of Poisoning Points

If the attacker aims to increase the diversity of the optimal poisoning labels, a possible
strategy can be to make A4(yp) not concave or convex. A feasible option is then to increase
the polynomial degree of the objective function, in particular by increasing the polynomial
degree of the detectability-risk function. In this case, the problem in would consist
of a constrained system of multivariate polynomial equations in y} that could increase the
number of solutions (local optima of A;4(yp)) for the optimal poisoning labels. Moreover,
if the system of equations in is non-degenerate and satisfy its constraints, due to the
implicit function theorem, we know that its solution space naturally has the structure of a
smooth manifold. These solutions are called algebraic Variety|2_-5| in the algebraic geometry
communityﬁ or manifold in the community. Namely, an algebraic variety is the set of
common zeros to a collection of multivariate polynomials. Without diving into technical

details, the take-away is that this variety can help obtain more diverse poisoning points.

Along this lines, in Subsect. [6.7.4] we will justify our detectability-risk function proposed
in Ch. [} Let us first describe the last (but not least) challenge stated at the beginning of

this section: order of magnitude of the effectiveness and detectability functions.

2In our case, the algebraic variety is defined as the set of poisoning labels satisfying a system of
multivariate polynomial equations. According to Hilbert’s basis theorem, a finite number of equations
suffices. The analysis of algebraic varieties of poisoning labels that can be more difficult to defend against
by state-of-the-art defences is left as future work.

26Note that the zeros of multivariate polynomials do not typically form a discrete set. In general,
multivariate polynomials can have infinitely many roots. Consider the example of f(z,y) = y — 22, where
z,y, f(z,y) € R. The points in the plane which satisfy the equation f(z,y) = 0 describe a parabola. That
is, the fundamental theorem of algebra typically does not hold true for multivariate polynomials, and it is
generalised by the weak form of Hilbert’s Nullstellensatz, and by Bézout’s theorem when considering a
system of multivariate polynomial equations, which we will not describe here.
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6.7.3 Zeroth-Order Challenge: Order of Magnitude of Objective Func-

tions

The zeroth-order challenge arises when the order of magnitude of the effectiveness objective
is very different from the order of magnitude of the detectability risk objective, as explained
in Ch. This prevents a smooth transition from inliers to outliers when crafting the

poisoning points, and hinders the interpretability for «, i.e., the stealth of the attack.

Let us assume that the functions A and R are both convex, as shown previously. If
the order of magnitude of the effectiveness objective is much larger than the one of the
detectability risk objective, i.e., % > 1 in general then, according to Eq. , Ag~ A
when « is not close to 0. In that case, A4 becomes convex and the optimal poisoning points
lie at the boundary of the attacker’s feasible set. Conversely, if the order of magnitude of
the effectiveness objective is much smaller than the one of the detectability risk objective,
ie., % < 1 in general then, according to Eq. , Ag = —R when « is not close to 1.
Thus A4 becomes concave and the optimal poisoning points lie in the local maximum of
the detectability-risk function. This is not a desirable effect for the sake of the diversity of
the poisoning points, as explained in Subsect. Moreover, this effect does not allow to
sweep different values of a accordingly, which does not allow to interpret different trade-offs
between effectiveness and detectability. For this reason, we proposed the normalisation

algorithm for the objective functions, described in Ch. ] Subsect. .32}

6.7.4 Proposed Detectability-Risk Function

To alleviate the second-order and first-order challenges, in Ch. [f] we proposed the following

detectability-risk function (Eq. (5.6))):

_ 1 2 2
= %HYP - Ytarget1|’2%HYP — Ytarget, | |5
1
= m”yp - (I)PewtargetlugHYP B q)pewtarget2|’%
p (6.79)

1

T
= m (HYPHg - QYp (I)Pewz(argetl + H‘Ppew:argetl H%)
p

T
(‘ |yp| ’% - QYp <I)Pew‘t)(arget2 + ”q)PeW:argetQ | ‘%) ’

which is a quartic function in y,, where Ytarget, # Ytarget,, and where wﬁargetl and w?argetz

follow a distribution similar (within a certain confidence interval) to the one of the clean
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parameters, wi,. R(yp) is not convex or concave in yy, in generalm since it is the product
of two convex quadratic functions in y,, which are both increasing and decreasing for
certain values of y,. In particular, the two local maxima of —R(y,) are located at
Y1 = Pp.Wiarger, and y5, = Pp, Winiger,, Tespectively. The hyper-Hessian of R(yp) in yp
is:
2 1 * 2 * 2
Vpr(yp) = W (||yp - q:)Il‘evvtargetl HQ + HYP - q)PeWtargetQHQ) Inp
p
1 T
+ ﬁ ((yp - (I)Pewé(argetl)(yp - q)PeW:argetQ) (680)
p
-
+(yp - (I)pewfargetz)(yp - (I)pew)tkargetl) ) ’
which is clearly indefinite in general—except when Wi, ,c, = Wiarget,, it Which case, the
hyper-Hessian would be positive semidefinite and therefore R(y;,) would be convex—and
hence R(yp) is not convex or concave in y,. Since the Loewner order is defined by the
convex cone of positive semidefinite matrices, unless Wi, 50, = Wiapger, OF @ = 1, the
condition for convexity for A,(y,) does not hold true in general, so that Ag(yp) is not
convex or concave in general. Thus, it is less probable that the optimal poisoning labels lie

at the boundary of the attacker’s feasible set, which can increase the difficulty to detect

them.

In addition, the hypergradient of R(yy) is:

1 * *
Vpr(yp) = ﬁ (HYP - q)pewtargetlug(YP - QpewtargetQ) (6 81)

2
+Hyp - (I)pewé(argetQHQ(yp - ‘i’pewzargetl)) )

noticing that Vu+R(yp) = 04. Thus, each component of the hypergradient is cubic in
yp- Consequently, without considering the feasible set, and under stationarity conditions,
combining the hypergradient in Eq. and the hypergradient of the effectiveness
objective (which is linear in y;) leads to a system of n, np,-variate cubic equations.
Effectively, this is an algebraic variety that can increase the number of combinations of

optimal poisoning labels.

Furthermore, because Wi, ger, and wi, g, do not depend on the poisoning points,
Ytarget, and Yiarget, remain constant during the optimisation algorithm of the poisoning
points. In other words, the reference for the detectability-risk function does not change

regardless of the number and value of the poisoning points, which imitates a defender who

2TNote that the detectability-risk function is also not concave or concave in ®,, in general.
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has access to a clean validation set to be compared with the poisoned training set.

In conclusion, an attacker’s objective function of, at least, third polynomial degree can
increase the diversity of the optimal poisoning points, and therefore the difficulty to detect
them, as empirically shown in Ch. [5] If the effectiveness objective is convex and quadratic,
and the detectability-risk function is non-negative, then a quartic detectability-risk function

can provide diversity for the optimal poisoning points.

6.8 Conclusions

In this chapter, we have analysed the behaviour of the attacker’s objective in optimal
indiscriminate attacks against ridge regression, to understand the limitations discussed
in Ch. We have shown that, without considering soft detectability constraints, the
attacker’s objective is convex in the poisoning labels, but non-convex in the poisoning basis

functions, and therefore it is non-convex when combining both sets of variables.

In particular, given the stationarity conditions for the basis functions, we have conjec-
tured that most of the critical points of the attacker’s objective are saddle points. This
requires heuristics, e.g., normalisation of hypergradients, to help escape the saddle points

and speed up the optimisation process.

With regard to the asymptotic behaviour of the attacker’s objective, we theoretically
determined the intuitive result that the attacker is generally unbounded if the poisoning basis
functions and/or labels are unbounded. However, regularising the model can prevent the
attacker from being unbounded, which is coherent with the results obtained in classification

settings in Ch. [3

We have also shown the equivalence between the optimal indiscriminate attack and
CQP| (if only the poisoning labels are optimised), and obtained some bounds on the rank
of the hyper-Hessian matrix—Hessian matrix of the attacker’s objective function: under
certain assumptions, the hyper-Hessian is non-singular if and only if all the poisoning points
are linearly independent in the basis functions (or feature) space. Therefore, optimising

more poisoning points than the number of basis functions may be redundant.

When considering soft detectability constraints, we have shown that the attacker’s
objective’s convexity can be brittle: because the attacker’s objective is a sum of a convex

objective—effectiveness—and a negative convex (concave) objective—detectability—the
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objective function can undesirably transition from convexity to concavity, depending on
the values of their respective hyper-Hessians and the hyperparameter that controls their
trade-off, . We also defined the attacker’s multiobjective condition number, which is the
ratio between the largest eigenvalue of the hyper-Hessian of the effectiveness objective,
and the smallest eigenvalue of the hyper-Hessian of the detectability objective. In practice,
a very large value of the condition number leads to an objective function predominantly
convex—the poisoning labels lie at the boundary of the feasible set. In contrast, a very
low value of the condition number means that the objective is predominantly concave—the
poisoning labels lie in the local minimum of the detectability-risk function, if the minimum
is in the interior of the feasible set, or at its boundary otherwise. We also obtained a
relationship between « and the condition number that determines the concavity of the

objective.

Finally, the lessons learnt allowed us to develop the attacker’s [KKT] conditions, and to
discuss the different solutions depending on the convexity of the attacker’s objective. We
also justified the detectability-risk function proposed in Ch. [5] based on a product of two
convex functions, which can provide more diversity of poisoning points—and potentially
increasing the difficulty to detect them. If the effectiveness objective is convex and quadratic,
and the detectability-risk function is non-negative, then a quartic detectability-risk function

can provide diversity for the optimal poisoning points.

In Ch. [7] we will theoretically analyse another observation obtained from the results
in Ch. state-of-the-art defences such as TRIM (Jagielski et al., 2018) and SEVER
(Diakonikolas et al., 2019) worsen their performance from a certain ratio of poisoning

points.






CHAPTER

Poisonability of Regression Models

We challenge the underlying assumption of most defences in regression settings—
i.e., the error of the poisoning points is larger than the error of the clean points—
and introduce the concept of “poisonability” of models and datasets. The poison-
ability allows us to find the number of poisoning points required so that the
mean error of the clean points matches the tolerable mean error of the poisoning
points on the poisoned model. In particular, we study the poisonability of linear
regression models according to the characteristics of the clean training points and
poisoning points.

7.1 Introduction

N regression settings, state-of-the-art data sanitisation techniques and defences against
I data poisoning attacks assume that the error of the poisoning points on the poisoned
model is larger than the error of the clean points on the poisoned model (Jagielski et al.,
2018; Diakonikolas et al., 2019). These works typically derive methods based on rejecting
points whose error or the norm of their corresponding gradients are large. This assumption
is reasonable when the fraction of poisoning points is low and the points are located far

from the clean distribution, as we observed in Ch. f} However, this is not always the

191
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case and does not represent advanced attack scenarios where the attacker aims to evade

detection.

Hence, in this chapter, we shall answer the following Jresearch question] stated in Ch.

e [RQB: Can we define how “poisonable” a particular dataset and model are? Specific-
ally, does the assumption that the error of the poisoning points is larger than the

error of the clean points always hold true?

In this context, we introduce the concept of “poisonability” of models and datasets.
This measure aims to determine the number of poisoning points needed so that a certain
tolerable mean error of the poisoning points on the poisoned model matches the mean
error of the clean points on the poisoned model. We also introduce the concept of breaking
points of a model and dataset, which effectively shows that the previous condition can
happen for different ratios of poisoning points. These measures can also help understand
why certain defences fail when the ratio of poisoning points in the training set is large. We

then analyse the poisonability of linear regression models.

7.2 Related Work

Well-established pioneer related works were developed in the statistics literature during
the decades of 1960s, 1970s, and 1980s. In particular, Hampel (1971) proposed a formal
definition of the breakdown point of a parametric model, extending a definition of Hodges
(1967): “the breakdown point is the smallest percentage of contaminated data that can
cause the estimator to take on arbitrarily large aberrant values. In the case of least squares,
the breakdown point is zero” (Rousseeuw) 1984). In the subfield of regression diagnostics,
Belsley et al.| (1980]) described an explicit relationship between the clean and corrupted

parameters of a linear regression model when a single data point is removed.

Another related line of research is certified defences against poisoning attacks, which
guarantee that deleting a fixed number of instances from the training data will not change
a model’s prediction (Steinhardt et al. 2017; Levine and Feizi, 2021} Jia et al., 2022;
Wang et al.; 2022; Hammoudeh and Lowd) 2023)). These methods can be viewed as upper
bounding the training data’s group influence—although very coarsely. Most certified
poisoning defences achieve their bounds by leveraging “tricks” associated with particular

model architectures (e.g., nearest-neighbours learners (Jia et al. 2022) and ensembles
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(Levine and Feizi, |2021; |Wang et al.l 2022; Rezaei et al.| 2023)) as opposed to a detailed
analysis of a prediction’s stability (Hammoudeh and Lowd, 2023). For instance, given
some assumptions on the learning procedure, Steinhardt et al.| (2017) propose a method of
finding approximate upper bounds on the effectiveness of data poisoning attacks on the
learner’s loss, and introduce an attack that nearly achieves that bound in two settings: a
data-independent and data-dependent defence. In summary, certified methods investigate
guarantees in terms of possible bounds or variations of the loss function and/or error when
the training data is poisoned, whereas we aim to understand how the model combines the
clean and poisoning distributions and their relationship and dominance in terms of their

respective errors.

Lu et al. (2023) introduce the notion of model poisoning reachability in model-targeted
data poisoning. Under stationarity conditions and certain convexity conditions, they
theoretically determine the poisoning ratio that any data poisoning attack has to satisfy to
attain some given target parameters. One limitation of their work is its focus on achieving
specific target parameters, which may not always be available or necessary. This study
builds upon the work of |[Koh et al.| (2022) which, in the case of logistic regression and
binary [SVM] essentially shows that only two different poisoning points—copied potentially
many times—are needed to attain some target poisoned parameters. Even if these target
parameters are attainable, the errors of the clean points and poisoning points do not
necessarily match (for instance, the target parameters may be very similar to the clean
parameters). In contrast, we ask the following research question: under what conditions
the clean and poisoned distributions match? And we define that condition in terms of
their respective mean errors on the poisoned model-—under stationarity conditions. We
also ask the research question: what is the relationship between the clean and poisoned

parameters?

7.3 On the Poisonability of Models and Datasets

As in Ch. 4] ] and [0} we consider parametric regression models. Given the input space
X C R™ and the continuous label space, Y C R, the learner aims to estimate the mapping
f: X — Y. Given the clean training set Dy = {(Xtr;, Ytr;) Fiy = (Xir, Yr) With ng,
samples drawn from the underlying probability distribution p(X,)), we can estimate f with

a model M trained by minimising an objective function £(Dy,, w) w.r.t. its parameters,
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w € RY. The parameters learnt under the clean training set, Dy, are therefore wy,.

In a poisoning attack, the adversary aims to inject a set of n, poisoning data points,
Dp = {(Xpys Ypi )}y = (Xp, ¥p), in the training set. Thus, under the poisoning attack,
the learner minimises the objective function £(Dy, U Dy, w). The parameters learnt under

the poisoned training set, Dy, U Dp, are thus w*.

In this chapter, we challenge the assumption of previous defences in regression settings
(Jagielski et al., [2018}; |Diakonikolas et al.l 2019) and show, theoretically, that the mean
error of the clean points can be larger than the mean error of the poisoning points on the
poisoned model, if the number of poisoning points is large enough. Namely, the model is
sufficiently poisoned that it is no longer a reliable reference for the classical assumption of

standard defences.

As in previous chapters, we also assume a worst-case scenario, i.e., the attacker has
perfect knowledge about the model, feature representation and the data of the defender.

This provides a lower bound on the performance when the model is under attack.

Definition 7.1 (Breaking point). We define a breaking point ny. € N>1 of a target model
M trained on a poisoned training set Dy U Dy, as the number of poisoning points required

so that the mean error of Dy, on M matches the mean error of D, on M.

Definition 7.2 (Poisonability problem). We define the poisonability problem as the problem
of finding the set of breaking points (which may not be unique), Ny . = {n}*)i}g%eak‘, of

a target model M.

We will mathematically define the breaking points of a model in Subsect. Note
that Dy, is fixed, and the variable to explore is D,. Clearly, the problem depends on

the definition of D, i.e., its features and labels. We shall discuss this definition in

Subsect. [7.3.3

In particular, computing the minimum and maximum values of the breaking points,

n* = min; Myrear and ngsup = max; Mpreak, respectively, can be of special interest, because

*
Pinf

they can give a sense of how “poisonable” a particular dataset and model are. If ny, s
large, an attacker needs to inject a large number of points to break the assumption of
the defence. Also, nj ~ gives a sense of the breaking point from which the model always

emphasises more the poisoning distribution.
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7.3.1 Formulation of the Problem

Mathematically, the breaking points of a model M satisfy the following integer root-finding

problem:
find A = {1, )57
st. p(ng,, &) =0, (7.1)
nl*,i € N>y,
where
P(np, &p) = L(Dp(np), w*(np)) = EpL(Dir, W (1)) (7.2)

is the objective function that characterises the poisonability problem. We denote the
dependency of Dy, and wy on n;, through Dy (np) and wi(nyp), respectively. In Eq. ,
L > 0 is the loss function of the model and &, > 0 is the poisonability intolerance (let
3N 1'> 0 be the poisonability tolerance). The poisonability intolerance is a hyperparameter
that quantifies how close we allow the mean error of the poisoning points to be with
respect to the mean error of the clean points on the poisoned model. It allows us to define
poisonability even when the clean and poisoning mean errors match for a very low or a

very large number of poisoning points. Note that for £, = 1, both errors match.

7.3.2 Solving the Poisonability Problem

Without additional assumptions, a brute-force approach to solving ([7.1) is to explore
all possible values of n,. Under optimality conditions, in worst-case scenarios, this is
equivalent to, for each possible np,, solving the optimal attack problem, which is a bilevel
optimisation problem of the form:

max  A(w*(np,))

Dp(”pi) P

s.t. w*(np,) € argmin £(Dy, U Dp(np,), W), (7.3)

Dp(npi) € po?

where A is the attacker’s objective and Fp, is the feasible set of the attacker.

Solving (7.3)) is computationally challenging, and it depends on the definition of the
attacker’s feasible set. Moreover, combining ([7.3) with ([7.1) is equivalent to solving

a (possibly) infinite number of bilevel optimisation problems of potentially increasing
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complexity for n,,,, > n,,, since it requires, for each ny,: (i) computing the new optimal
poisoning points via bilevel optimisation and (ii) retraining the model from scratch for
each new poisoned training set. In addition, the solution may vary depending on how
the previous poisoning points are considered, and how np, increases: computing from
scratch the whole new set of poisoning for each np,, (which implies that each set of np,
points is independent of the others) is not necessarily the same as the online assumption of
considering the previous n,,, poisoning points fixed, and only computing the new n, , —np,
points each time (which implies that each new set of n,, points is dependent upon the
previous ones). Also, if n,,, = np, + vp, where v, is the number of poisoning points
computed at the same time, the solution may change depending on v,. Moreover, this
approach does not allow to systematically study the robustness of the model to fixed
characteristics of the poisoning points, since the optimal poisoning points may change

for each np,, so it is more difficult to draw general conclusions and it would be still an

approximation.

Instead of studying a particular type of attack formulation or attacker’s goal, we aim
to study the poisonability of a model and dataset following a more holistic approach, i.e.,
depending on the characteristics of the clean training data, poisoning points, and target

model.

Therefore, given a fixed target model M, a fixed clean training set Dy, and a variable

poisoning set Dp(np) = {(Xp;, Yp; ) } 21, the steps to solve the poisonability problem are:

1. Learn the clean parameters Dy, — Wi, (D). For a single poisoning point (xp,¥p),
learn the poisoned parameters (D, Xp, ¥p) — W*(Dir, Xp, Yp), and derive a mapping

between the clean and poisoned parameters: W*(Dyy, Xp, Yp, Wi (Dir))-

2. Under certain assumptions for a set of poisoning points Dy(np), generalise the
previous mapping for D (np), either through the mapping for a single poisoning
point: {w}(Dir, Xp;s Ypi» Wir (D)) }i2y — W (Dir, Dp(np), Wiy (Dyr)); or directly from

the clean parameters: W*(Diy, Dp(np), Wi (Dir)), Vnp.

3. Based on the mapping w*(Diy, Dp(np), Wi (Dyy)), construct the objective function

p(np, &) (7.2) for a particular poisonability intolerance &p.

4. Solve the root-finding problem ([7.1)) to find the breaking points Npreak-
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Note that, without additional assumptions, finding the mapping w*(Dy, Dp(nyp),
wi.(Dy,)) is computationally challenging, because it requires to enumerate all possible
values of Dp(np), which is an infinite set. Even assuming that the sample space is finite, it
can grow exponentially with n,. For instance, assuming unidimensional binary features
and binary labels, the number of combinations is 4™, namely O(2"0). Hence, further
assumptions for the sample space over Dy (np,) are needed to make the problem tractable.

In essence, this means assuming a certain distribution for the poisoning points.

Beyond the poisonability problem, finding a mapping between the clean and poisoned
parameters can also help understand the consequences of the attack and define standards
of performance degradation with respect to a clean reference model. For example, knowing
the value of the parameters of a poisoned model’s parameter can itself be meaningless, but
knowing the transformation of the model’s parameters after the attack can provide more
information about the attack’s causality, as well as help define the desired tolerance of the

model.

7.3.3 Approximation to the Problem

In offline learning settings, one can choose a finite sample space over Dy, Dp .. =
{(xppmti,yppmti)}fil € Dp, which we call poisoning prototypes, representative of a par-
ticular poisoning attack. Moreover, assuming a stationary attacker that does not change
the distribution of the poisoning points, its number of different elements ¢, is constant over
np, i.e., (’)(cp)m That is to say, the distribution of the poisoning points does not change
over np and can be modelled from the poisoning prototypes. For instance, one can model

the attack distribution f4(xp,yp) as a weighted sum of Dirac delta functions located at

the prototypes:

1 &
fA(Xpa yp) = ; Z 5 (XP - prroti ) yp - ypproti) (74)
P i=1

As a first approximation, as we shall see in Sect. one can assume that Dy(n,) =
{(xp,yp)}i2y, i-e., Dp(nyp) is a set of n,, identical copies of Dy, . = (Xp, yp). This corres-

ponds to a rank-1 attack.

To calculate each nj, i.e., the breaking point, which is a positive integer variable,

we shall proceed with a continuous relaxation of the problem. Hence, we define the real

!This can be a reasonable approximation if the attack is optimal.
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*

variables greater than or equal to one: ng,

fip € R>1, so that nf = [A5] and n, = [7,].
This relaxation allows to solve the problem using standard root-finding or optimisation
techniques. The solution quality of the relaxed problem is at least as good as that of the
integer problem, because any integer problem solution would also be a valid continuous
problem solution. For example, in a minimisation problem, the relaxed problem has a value
smaller than or equal to that of the original problem. Thus, the relaxation provides an
optimistic bound on the integer problem solution. Under this relaxation, it is possible to
find several breaking points that indeed correspond to only one point, e.g., if [A5 ] = m;ﬂ,
1 7.

After defining the formulation of the poisonability problem and a possible approach to
solving it, in the next section we will focus on the poisonability of linear regression models,

given their relevance in this thesis.

7.4 On the Poisonability of Linear Regression

In this section we study the poisonability of linear regression. That is, we aim to determine
the breaking points of linear regression. As in Ch. [6} the following derivation is also
applicable to non-linear parametric regression, as long as the model is linear in the
parameters, e.g., polynomial regression, logarithmic regression or exponential regression.
We also extend the class of models by considering linear combinations of d — 1 fixed
non-linear functions of the input. For more details on our notation, see Sect. Also
note that our analysis is also applicable to non-poisoned pre-trained e.g., in transfer
learning settingsEl where the parameters at the output layer w are trained (and potentially
poisoned) for a regression task and the rest of the parameters are frozen. In that case,
® corresponds to the output of the penultimate layer. If the parameters at the output
layer were initialised with values wipi; # OdEl the output would have to be recomputed as
y =y - q.’);rwimt for our analysis. On the other hand, our analysis is also applicable to

least-squares classification, e.g., the adaptive linear neuron (ADALINE]) algorithm.

Hence, let us consider a poisoned linear regression model with poisoned parameters

w* € R%. In the next subsections, we shall analyse the poisonability of both non-regularised

2For instance, this could be the case of a convolutional neural network (CNN) pre-trained on ImageNet
and applied to regression tasks like estimating age from a face, or the location of facial keypoints.
3We denote a column vector of zeros as 04 € RY.
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and Lo-regularised linear regression, a.k.a. ridge regression or Tikhonov regularisation,
given its common use by [MI] researchers and practitioners. These models also allow us to

derive closed-form solutions. Hence, the loss function £ of the defender is:

1

E(Dtr U Dp,W) = m
r p

(Iyer = e Wl + [lyp = @p, w3 + Allwra—1)[13)
(7.5)
where A = 0 for non-regularised models and wy,(4_1) denotes all the entries of w but the

bias term. The constant 5 1

g is typically useful for optimisation algorithms such as

gradient descent to help in convergence, namely to adapt the learning rate to the size of
the training set or mini-batch. This is because the norm of the gradient typically grows
with the size of the training set. Nevertheless, this constant does not change the theoretical
value of the optimal solution, so for our analysis we can leave it out. The well-known

solution to the least-squares problem ([7.5]) is then:
-1
wh= (B, By, + 8] By, +My,) (B yut B yp), (7.6)

where it is clear that the dependency of the model’s parameters on ny, is through ®,,, and

0 o)
yp- In the previous equation, we define the block matrix I, = I — eje] = -1

)

04-1 Ig1

where I;_; € RA-Dx(@=1) ig the identity matrix, 04_1 € R%! is a column vector of zeros,

and e; = [1 0] _,]T is a basis vector.

In the following derivations, we shall assume that the scatter matrix of the clean training
data, S¢; = @E;e ®,,, and its regularised version, S¢;, = <I>;';e ®, + A, , are positive definite
(and hence non—singular)El and that the poisoning points follow a distribution different from
the clean distribution. We shall also assume that n, and ny, are of comparable magnitude,
i.e., one of them is not much larger than the other. Moreover, we define the poisoning

: _®T
scatter matrix S, = ®, ®,,_.

As shown in Appx. E the scatter matrix of the complete training data: S =S¢, + S,
and its regularised version Sy = S + A, are positive definite, because S¢, and Sy, are

assumed to be positive definite.

4This is usually the case if the number of training points linearly independent in the basis functions
space is equal to or greater than the number of basis functions (including the dummy basis function, i.e.,
the one corresponding to the bias term of the model).
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7.4.1 Non-Regularised Linear Regression

Let us focus on a non-regularised poisoned linear regression model. We shall start with the
steps #1 and #2 of the poisonability problem (Subsect. [7.3.2)), in which we aim to find a

mapping between the clean and poisoned model’s parameters.

Obtaining a Mapping Between the Clean Parameters and the Poisoned Para-

meters

For linear regression, it can be shown that the poisoned parameters w* are an affine

transformation of the clean parameters w}, = S;.! <I>tTrEytr:

x _ x
W= Aw*&w:rwtr + bw*%wt*ra (7.7)

where, by using the Woodbury formula (Appx. , and assuming that the Schur comple-
ment of Sg; (Appx. [A.1)):

Strg = In, + Py, St_rl(I)ge (7.8)

is also non-singular, we obtain:
Ay, =1a— S5 @] Si Py, (7.9)
bw*kwt*r = StirlAIJ*ew:rq)-ptia (7.10)

where I; € R¥4 and I,, € R"*" are identity matrices.

Interestingly, in the particular case where the poisoning scatter matrix, Sy, is non-

singular, i.e., if rank(®;, ) = d (see Appx. , and that its Schur complement:
Sps = In, + @1, S, '@/ (7.11)
is non-singular, we can also decompose the poisoned parameters as:
W= Ayt wp, Wiy + Aprcws Wi (7.12)

p?

where

wh = s;lq{eyp (7.13)
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are the parameters learnt exclusively on the poisoning points and:

Aprcwy =14 — S @[ S, 1y, (7.14)

tre~ps

In words, under the previous assumptions, Eq. (7.12) tells us that the poisoned
parameters, w*, can be decomposed as the sum of a linear transformation of w{, and a
linear transformation of wi. This shows how the clean and poisoning distributions combine

together in the poisoned parameters.

Objective Function

After computing the mapping between the clean parameters and the poisoned parameters,

we can construct the objective function p(7p, §p)E| (step #3 of the poisonability problem,

Subsect. [7.3.2]):
P, &) = (7 llyp = @, w13 = &one [[yer — Bue W [3) Lay1(ip),  (7.15)

where 15, >1(7p) is the indicator function, defined as 15,>1(np) = 1 if 72, > 1, and
14,>1(7p) = 0 otherwise. Once we have built the objective function, we can find its roots

(steps #4 of the poisonability problem, Subsect. [7.3.2)) from the following inequality:

(5 1yp = @, w3 = &onictllyi — Bue,w*13) 1,21 () < 0. (7.16)

In the general case, determining 7, and the conditions for ®,, and y, that satisfy the
inequality ([7.16]) is not analytically tractable, because w*, ®,. and y, are functions of 7.
As a first approximation, let us assume that D, is a set of n,, identical points (that are

different from D), i.e., Dp = {(Xp, Yp)} ¥, which implies that ®,,_ has rank-1.

This assumption is reasonable, for example, if the attacker has some particular target
parameters in mind, Wi, 4., whose bias term is zero, i.e., W,;4er, = 0. Then, in line with
the teaching dimension of linear learners (Liu et al.; 2016), the attack can be characterised
by the single point (d)p7 Yo = ¢gW€arget) or (¢p = Wiarget: Yp = ¢l [Wiarget] ’%)7 where ¢ € R.

Both tuples are instances of machine teaching (Liu et al., 2016).

In the case of a rank-1 attack, using the Sherman-Morrison formula (Appx. special

5Recall that the poisonability intolerance, &g, is a given hyperparameter.
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case of Woodbury formula), it is not difficult to show that:

_ ﬁp -1 T
Awecuy, = Lo = 20 a6y, 8, (7.17)
— ﬁ’p -1
burcut, = T g Sir Po.Up: (7.18)

where dj, = ¢g€ St_rld)pe > 0 (since Sy, is positive definite) is the quadratic bilinear form, in
particular the inner product, of the poisoning point over the inverse scatter matrix of the
clean training data. This inner product is related to the squared Mahalanobis norm of the
poisoning point over the clean training data. It can also be interpreted as applying the

1/2 (

change of basis S;, positive definite) to the poisoning point ¢,, , and then taking the

dot product of the result.

Moreover, given the definition of the poisoning points, the following equality holds

true:
pr
a1 2 _ a1 T 2 T 2 o
np yp — ®p. W2 = np Z(yp - pEW*) = (yp — peW*) ]lﬁpzl(”p)’ (7.19)
i=1
which leads to the objective function:

. T . #\2 -1 .1(2 .
p(”pafp) = <(yp - ¢)pew ) — EpNiy |y — Prr. W H2) ﬂﬁpzl(np) <0, (7.20)

which is the feasible region of the problem. If we evaluate p(n,&,) = 0, after applying
some algebraic operations in ([7.20]), we obtain:

(a%p TALI% + ai,, ﬁp + aoﬁp> ]].ﬁp21(ﬁp) =0, (7.21)

with the following coefficients:

42 2 Map 2

az,, = —dp(&; + dpnirey,) = dp 5 )< 0, (7.22)
ay, = —2dpnye, <0, (7.23)
ao,, = nu(&y'en — i), (7.24)

where €, = n;rl/QHYtr — ®;, wi |2 > 0 is the root-mean-squared error (RMSE) of the clean

training samples on the clean model, i.e., the mean of the clean residuals, which can be
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interpreted as an approximation of the “natural’ﬁ additive noise; and €, = y, — ¢gewfr is

the poisoning residual.

It is noteworthy that the polynomial p(7,,&p) is concave in 7, and thus its maximum

at . at .
is located at —2;;; . Since —2;;; < 0. This shows that p(7p, &p) has at most one root in

its feasible domain. There are two cases for the remaining root: (i) f5; <1 (which includes
the case where the root is negative), or (ii) 5 > 1. The first case means that the tolerable
error of a single poisoning point is lower than the mean error of the clean points on the

*

poisoned model, and therefore ny = ny
inf Psup

=1.

Corollary 7.1. A non-regularised linear regression model poisoned with ny identical

poisoning points has a single breaking point, i.e., |INZ ool = 1, ny.. = nl*)sup =ng.

Solution to the Poisonability Problem and Interpretation

Given the second-degree polynomial ([7.21]), we can calculate its closed-form roots. Then,

Jng | ﬁ£71\|yp —®, w3 = &ngtllye — @ w*||3 and it can be computed as:

 —dynued + [eplydpni (€365 + i(dpp e — 1)

ny = — (7.25)
P dp (dp”tr‘f%r + 612))
Eq. (7.25) can also be expressed in a more interpretable manner as:
A - (1 4+ANRD) /1 4 (&pngt)dp (1 +ANR)2 — 1) — 1
iy (é-pntrla 1 +[ANR] dp) = \/ (7.26)

(&onit) (1 +BRR)? + d,, ’

where [ANRl = > is the tolerable attack-to-noise ratio, and ¢, = & Y 2|ép\ — €4 can be
interpreted as an approximation of the additive poisoning noise tolerable in the model,
according to the poisonability tolerance. Hence, we show that the point of the model
depends on fpnt_rl, 1 +[ANR] and a surrogate of the squared Mahalanobis norm of the

poisoning point, d,.

Now, there are two possible scenarios: 715 has real or complex roots, which can be

derived from ([7.25|):

R if &, < €282 + dpnir,
€ o (7.27)

C otherwise.

Ak
np

5Here we refer “natural” to the randomness of the measurement process. It represents the aleatory
uncertainty captured in the observations. This could be for example sensor noise or motion noise.
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Note that 7y € C implies that the truncated polynomial does not have roots in its
domain. Hence, since az, <0, p(7p) is concave, and p(fp,) < 0 Vi, € R>q, this means
that the mean error of the clean points on the poisoned model is larger than the mean
error of the poisoning points on the poisoned model. Because the poisonability intolerance

is too large, the tolerable poisoning distribution dominates the clean distribution.

*

5» we can calculate

On the other hand, to recover the actual positive integer variable n
it as:
O RN
B [np—‘ it ng > 1,

ny = (7.28)

1 otherwise.

Bounds on the Value of the Breaking Point

To gain intuition into the behaviour of the breaking point, 75, depending on the character-

istics of the training set, we shall analyse some bounds.

In the extreme case where the clean training dataset is very noisy, i.e., €, — oo and
therefore — —1. Alternatively, if &, — 0, — —1 as well, which can be the
case for very targeted attacks, which typically require a lower number of poisoning points,
because the poisoning points can be typically closer to the regression hyperplane. The
number of poisoning points required 7} is:

lim iy (&ng' 1 +ERBld, ) = —d,' = nf = 1 (7.29)

In this case, only one poisoning points is needed because the mean error of the clean
points is already too large compared to the mean error of the poisoning points on the clean
model. This can be interpreted such that the poisoning points are completely hidden in

the natural noise.

In the other extreme case where the clean training dataset is not noisy, €, — 0 and

therefore [ANR] — 0o, we need to compute

lm (gpn;rl, 1 +[ANR dp) = \/Jd5 & g, (7.30)

which provides an upper bound on the effort needed by the attacker.
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Finally, when the number of clean training samples is very large, i.e., n,;l — 0:

lim 5 (&ng', 1 +ENELdy ) = ylmod;lm (7.31)
Tr —

-1
ng —0

where d; 1 and [ANR] are functions of n,. As for dy 1,

s T q-1 s T g1
ntlrlglood (ntr) - ntlrlgnoo ¢pestr d)pe - ntlrlgnoo H(bpe Str ¢peH2
. —1 . -1
< Jim 16y, BI85 1l = 16y, lim_maxoi(S5))
= [y, |I3  lim max ; (Sa') = ll#p, 13, Jim max A;(Ser) ™
2 N e -1 (7.32)
= H('bpeH? mlaX ntlrlgloo >‘Z Z ¢tre (12')tr¢3 + Z qbtrE i ¢)tre i
] _ntr+1
9 Tyt T Nty -1
= Hqspe ’ ‘2 mza'x ntlrn—l;loo Ai Z ¢trej ¢trej + Z vy =0,
J=1 j'=ng+1
where 0 < nj, < ng ; ’St_rl ’2 = max; J; (S;l>, i = 1,...,d, represents the spectral

norm of S;.!; o; (St_rl) =\ (St_rl) > 0 Vi (because S;;! is positive definite) denote the
1th singular value and the ith eigenvalue of St;l, respectively; the inequality is a direct
consequence of the definition of an induced norm of a matrix; and v;; > 0 Vj’ as a result
of ¢trej, q’)tTrej/ being positive definite Vj' and Weyl’s theorem on eigenvalues (Weyl, [1912).

: -1 _
Therefore, hmnt—rl Lodpt =00

Now, if we assume that the poisoning points are constrained in such a way that the

tolerable poisoning noise, €, is negative, according to the following definition:

mlrlgloo ep(ngr) = lrlgloof 26, — e <0, (7.33)

then [ANR] < 0 and
lim oM, 1+ dp) =—00 =n5=1, 7.34
v OBNEKo ” A (6o BN ) P (734)

which shows that only one poisoning point is needed in this case, because its corres-

ponding error is very low. On the contrary, if we assume that the poisoning points are less



206 Chapter 7: Poisonability of Regression Models

constrained in such a way that €, is positive:

i ep(ng) = lim &2 ep] — e > 0, (7.35)

then [ANR] > 0 and
lim X (Engt, 1+ dy) = o, 7.36
ny'>0BNE0 " (& ENE] o) (7:36)

which shows that, if the poisoning points are less constrained, augmenting the training set

with a large number of clean training points prevents the attacker’s success.

As a numerical example, let us assume a poisonability intolerance &, = 1, a dataset of
nge = 1,000 clean points, € = 0.1, and an attacker’s budget of d, = 2n§1 and |ép| = %etr.
In this case, [ANR]= (% = % and ny = 215 poisoning points, i.e., 17.70% of the training
set. However, if we set a larger poisonability intolerance, e.g., &, = 2, [ANRl~ 60.66 - 1073

and ng = 30 poisoning points, i.e., only 2.91% of the training set.

So far, we have analysed the poisonability of non-regularised linear regression. Under
a rank-1 attack, we have analytically determined the value of the breaking point of the
model, i.e., the number of poisoning points needed so that the mean error of poisoning
points matches the tolerable mean error of the clean points on the poisoned model. We
have also analysed some bounds on the breaking and obtained that, for instance, if the
poisoning points are not constrained, augmenting the training set with a large number
of clean points increases the value of the breaking point, making the model more robust.
Next, we will study the poisonability of ridge regression, whose solutions can also be found

analytically.

7.4.2 Ridge Regression

Let us now analyse a ridge regression model—Ls regularisation—with poisoned parameters
w) € R?, and regularisation hyperparameter A > 0. As in Subsect. we set D, as a
set of n,, identical points (that are different from Dy, ), i.e., Dp = {(Xp, yp)}:X;. In other

words, we study a rank-1 attack.

This assumption is reasonable, for example, if the attacker has some particular target
L . . . . N . .
parameters in mind, Wi, .., whose bias term is zero, i.e., W ger, = 0, and the attacker is

aware of the defender’s regularisation hyperparameter. Then, according to the teaching
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dimension of linear learners (Liu et al., |2016), the attack can be characterised by the
single point (¢p = thargetv Yp = C||w:arget”% + C_l)‘)a where ¢ € R. In this example,
the poisoning label intentionally overshoots cHwt*argetH% in order to precisely counter the

defender’s regulariser.

Now, the poisoned parameters w} are computed from the clean parameters wj,, as:
*x *
W) = Aw;<_11,€r)\ Wiry + bwjj—w;})\a (7.37)

where the clean parameters wi, = St_ri <I>tTreytr. Under our assumptions,

N
Ay =1g— —2 g1 . 7.38
WA Wy d 1+ fip, dp, tr/\('bpe Pe’ ( )
_ ﬁpA -1
bw§\<—wg‘r/\ = mstrﬁ%eypa (7.39)

where d,, = ¢1T>e St_ri ¢,. > 0 (since Sy, is positive definite) is the inner product of the

poisoning point over the inverse regularised scatter matrix of the clean training data.

Objective Function and Solutions

Given the mapping ([7.37)), we can write the following objective function:

2 — A
p(nm,fsm:((yp— 5w3) —spntrluytr—%w;u%) Loy, >1(fipy) <0, (7.40)

which is the feasible region of the problem. If we evaluate p(n,,&,) = 0, after applying
some algebraic operations in ([7.40]), we obtain:

(a2ﬁp)\ TALE)A + alﬁp)\ TALpA + aoﬁpA) ]Lﬁp)\?]_(’flp)\) =0, (7.41)
with the following coefficients:

ai, . R
ag, = dpy(26p,0x — dp,nirers, ) — €5 YA = dp, (2‘” + ep@) — &2 <0, (7.42)

Apy

a1y, = 2(ép, 0 — dpAntrefm), (7.43)
ao,, = ntr(gglé?u - efm), (7.44)
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where €y, = ey — P, Wi, |2 > 0 is the RMSE[ of the clean training samples on

the clean model, i.e., the mean of the clean residuals; é,, =y, — ¢1;T>6W:m is the poisoning
residual; v\ = ||®u, Siidp.[13 = @), (Ser + 204, + ALy, S 'L,) ', > 0; and ) =
(®1r. S bp )T (®ir, Wiy, — yir) = D1 (Tg + Mg, Si1) ™1 — Tp)wi, . 7 is the inner product
of the poisoning point over the space defined by the matrix (S¢; + 2AI4, + A214, S 1),
and a value of |d,| close to zero means that A is either very low or very large. Notice that

if A =0, then v\ = d, and 6, = 0. Note also that the coefficients az,, » a1 and ag

py py

are a generalisation of a5 01, and ao,,, when A > 0, which allows more flexibility to

define the polynomial p(ip,,&p). By inspecting these coefficients, it is clear that varying X

*

can change these coefficients and thus 77, .

We shall show that az,, is always negative, and hence the polynomial p(fip, , &p) 1D

is concave in fp, . First, by inspection, as, is a concave quadratic function in é;,, whose
fipy A

é;,\l ) éI*JA2 = dPA’Y>Tl (5>\ + \/m) (7.45)

Since the coefficient ag, s concave in €p,, it is always negative if and only if its roots
A

roots are:

are in the complex domain. In other words, az,,, is negative if and only if 5/2\ < 'y,\ntregm.

Expanding the inequality:

2
(@0 Saidp) T (@ur, Wi, —vir)) < [P Sick b [Bllyer — Bee Wi 3, (7.46)

which holds true due to the Cauchy-Schwarz inequality. Thus, az,, is always negative.

If p(np, ) has real roots, this implies that there is a range in 7, in which the clean
distribution dominates the tolerable poisoning distribution and, outside that range, the
tolerable poisoning distribution dominates the clean distribution. If p(f,, ) has complex
roots, it is always negative and thus the tolerable poisoning distribution always dominates

the clean distribution.

a1y .
On the other hand, since the maximum of p(f,, &), located at 72&2}): , is not ne-
P

cessarily negative, p(fip,,&p) can have up to two roots in its feasible domain. Applying

Sturm’s theorem (Sturml [1829) in the interval 7, € (1,00), we obtain that this happens

only when:

2
ai .
7Lp>\ o
— < aoﬁp)\ < (alﬁm + azﬁpk) . (747)

A2,

alﬁp

+2a2, >0 and
A PX
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That is, p(7p,,&p) can have up to two roots in its feasible domain in the particular

casd| where the following three conditions are satisfied:

A < é;,\Q (épxék(QdPA + 1) - dpxntregrk (dPA + 1)) (7'48)
and
_ _ _ (€py0x — dpxntrea )2 2
&> e ngt A AL + €2 7.49
P P " dp, (26p, 0 — dPAntYE%r)\) - e%{w\ A ( )
and
&' < &l (! (dpanuel, (doy +2) + ey, (Bpy 12 = 200(dpy + 1)) + €6, ). (750)

Corollary 7.2. A ridge regression model poisoned with n,, identical poisoning points can

have up to two breaking points, i.e., |IN¥ ol € {1,2}.

As in the case of non-regularised linear regression, we can compute the closed-form

roots of the objective function ([7.41). Then, Elﬁ;Ai >0] ﬁl*):||yp—<1>pew§\||% = &ngtye —

., wi||3, i = 1,2, and they can be computed as:

2 5 5 —142 2 —1 2 5 2
ke ax —dp,Nr€iy, + €p, 00 £ |€pA’\/’YA”tr(fp €5y — €iry) T &b nurdyp, (dp nucer,, — 26p,0)) + 03
np)\l ’ np)\Q = :

é%)\’)/)\ + dp, (dp, ntregr)\ — 28,,0)

(7.51)

*

Again, there are two possible scenarios: 7y

derived from ([7.51]):

~ has real or complex roots, which can be

K3

Nty (éPA (épk 20N _zdp)\ 5>\)+d?>)\ ntr€?r>\ )

R if & < :
nEe ’ Mty =3 (7.52)

C otherwise.

As in the case of non-regularised linear regression, note that 7y, € C implies that the
mean error of the clean points is larger than the mean error of the poisoning points on the
poisoned model for any number of poisoning points, because the poisonability intolerance

is very large.

In summary, we have analysed the poisonability of both non-regularised linear regression

“When A = 0, there is only up to one root in the feasible domain, as seen in Subsect. [7.4.1} Moreover,
given the correlation between ats, and az,, (see Eq. (7.42))), and that the polynomial on the right-hand
side of is concave in dp, , we hypothesise that the inequality may be only satisfied for extreme
values of @, yp, and/or X\. However, we do not provide a proof in this case.
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and ridge regression. Under a rank-1 attack, we have analytically determined the value of
the breaking point of the models, that is, the number of poisoning points needed so that
the mean error of poisoning points matches the tolerable mean error of the clean points on
the poisoned model. The coefficients of the objective function for ridge regression
are a generalisation of the ones for non-regularised linear regression (|7.41). By inspecting

these coefficients, it is clear that varying A\ can change the value of the coefficients and thus

*

5, For instance, searching for the correct value of A can help increase the value of the

n

breaking point of the model. Next, we will discuss some possible extensions to our analysis.

7.4.3 Discussion on Possible Extensions

The previous derivation can be extended to other regularised least-squares problems. For
example, assuming that the defender is not aware of the attacker’s distribution, the mean
posterior predictive distribution of Bayesian linear regression (in which A would correspond

to the precision (inverse variance) of the model’s parameters and the variance of the noise
#1).
As before, assuming D, is a set of n, identical points, the objective function for

non-parametric models is:

Ntr

p(fipy,&p) = ((yp - y*p)2 - gp”t:rl Z(l/tri - y*tri)2> ]]‘ﬁp)‘zl(ﬁp/\) <0, (7.53)
i=1

where y., and y., denote the prediction for a poisoning and a clean training point,

correspondingly.

Kernel Methods

In the case of kernel methods that admit a closed-form solution, such as kernel ridge
regression, Gaussian process regression (GPR)) El or other generalisations of Lo-regularised
regression in the reproducing kernel Hilbert space (RKHS) El we can express the mean of

8 A Gaussian process is a collection of random variables, any number of which have a joint Gaussian
distribution (Rasmussen and Williams, 2006). A is completely specified by its mean function and
covariance function. Usually, for notational simplicity, the mean function of the [GP]is assumed to be zero.
This can be achieved by subtracting the sample mean from the data, and then, assuming a zero-mean
model. This way, the covariance function of the model is k(x,x") = E[f(x)f(x)] = Cov(f(x), f(x')), where
f(x) : R — R is a real stochastic process.

“Roughly speaking, an is a Hilbert space of functions which generalises the concept of vector
representations to the space of functions, in which point evaluation is a continuous linear functional.
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the posterior predictive distribution as:
Yo = kI (K + ALy n,) " yer ol (7.54)

where the kernel, a.k.a. Gram matrix or covariance function, is:

T T
K—apT — |TuPe PuPpl | Koo Kop , (7.55)
2,8 D,P] Kl, K,

and ®, ®¢,, and @, are possibly infinite-dimensional. For instance, the squared exponential
covariance function k(x,x’) = exp(—5pz||x — x||3), with hyperparameter ¢ defining the
characteristic length-scale, corresponds to a Bayesian linear regression model with an
infinite number of basis functions (Rasmussen and Williams, 2006)). Indeed, for every
positive definite covariance function k(x,x’), there exists a (possibly infinite) expansion in
terms of basis functions (Mercer’s theorem (Mercer, 1909)). Moreover, [K]; ; = k(x;, X;);

[Ktr]i,j = k(xtrthrj)§ [Kp]i,j = k(xp, Xp); [Ktr,p]i,j = k(Xtr;, Xp); and
ke = [k(xe, Xiry) oo (X, Xir,,, ) k(X xp)15 T = @0, (7.56)

denotes the vector of covariances between the point to predict, ¢,, and the ni +np training
points, @H

When the feature space of the kernel is finite-dimensional, i.e., the kernel is degenerate,
it is possible to translate the dual formulation—in the sample space—to the primal
formulation—in the feature space—so the analysis would be similar. This is the case, for
instance, of the linear and polynomial kernels, and the relevance vector machine
for regression (special case of ,El which is a Bayesian sparse kernel technique that,
compared to Bayesian linear regression, introduces a separate hyperparameter \; for each
of the model’s parameters instead of a single shared hyperparameter. This causes a subset

of the parameters to be driven to zero.

10We denote a column vector of ones as 1,, € R™.

HThere is indeed an inherent conflict for the kernel: degeneracy of the kernel is good for computational
reasons and it eases our theoretical analysis, but it can be bad for modelling reasons. The use of a degenerate
kernel which depends on the data has some undesirable effects. As a classic example, for an [RVM] using
localised basis functions, imagine a test point, x., which lies far away from the relevance vectors. The
model should not be able to draw strong conclusions about the output (we are extrapolating), but the
predictive uncertainty becomes very small—this is the opposite behaviour of what we would expect from a
reasonable model (Rasmussen and Williams| [2006]).
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In [RVM] for regression, due to the use of fixed basis functions, the parameters are
equivalent to wgm = St_ri ‘I’LYtr, where S¢;, is the regularised scatter matrix of the clean
training data. The extension would be possible assuming a variance of the noise # 1, and

that S, = ®]. @, + Diag(\), where Diag( - ) denotes the diagonal matrix and [A]; = ;.

tre

If the kernel is not degenerate, the difficulty is that, due to the dual formulation of the
problem, the kernel span is in the sample space, so we can no longer use a decomposition
“trick” similar to and . The key point is thus to understand the relationship
between the kernel of the complete (poisoned) training data and the kernel of the clean
data. For instance, one possible way to approach the problem is to use the inverse of
the block matrix corresponding to the kernel of the complete (poisoned) training data.
Alternatively, in the case of [GPR] it could be possible to follow an online approximation to
the problem through recursive Bayesian estimation, a.k.a. Bayes filter. In this respect, the
updated prior distribution would correspond to the posterior distribution of the clean data,
and we would need to update the posterior distribution, corresponding to the complete

(poisoned) training data.

On the other hand, it is well known that an infinitely-wide [DNN] can be approximated
by a model with an appropriate kernel and hyperparameters (Lee et al., 2018)). Under
this assumption, it could be possible to approximate the “poisonability” of an end-to-end

[DNN] by studying the poisonability of the surrogate [GP| model.

Classification Models

For classification problems using sigmoid activation (softmax activation for multiclass
problems) combined with cross-entropy loss function, e.g., logistic regression, the difficulty
is that they generally do not admit a closed-form solution, and hence it is difficult to obtain
a explicit relationship between the clean and poisoned parameters. Assuming that the
loss function is convex, the learnt parameters can be decomposed as a series of updates
corresponding to Newton’s method. A possible initial approach to the problem could be

then to compare the clean and poisoned parameters after a series of Newton’s updates.

As a first approximation to the poisonability problem, in this chapter we have focussed
on rank-1 attacks. That is, the poisoning points are a set of n, identical copies of the
same point—which we called poisoning prototype. In the next section we will develop a

generalisation of our approach where not all the poisoning points are necessarily the same.
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Because the problem is computationally challenging, we will estimate an upper bound on

the degree of the polynomial for ridge regression.

7.5 On the Degree of the Polynomial for Ridge Regression

We aim to estimate an upper bound on the degree of the polynomial for ridge regression,
when the poisoning points are not necessarily the same. Let us assume a poisoned ridge
regression model with poisoned parameters w} € R? learnt on the poisoned training set
D UDy, where Dy = (Xir, Yir) = {(Xer;, Ytr,) iy 1s[lID] and regularisation hyperparameter
A > 0. Let us also assume that the poisoning points D, = (Xp, ¥p) = {(%p, yp) }ir; (that
follow the same distribution but different from the one for Dy, ) are the union of ¢, different
points, linearly independent in the basis functions space, and repeated Z—;’ times (np, is a
multiple of ¢,). That is, D, = ;2 Dp, and |Dp,| = Z—;’, where Dy, # Dy, Vi # j. Therefore,
rank(®,.) > 1. We aim to derive the expression for the model’s parameters W§\|cp when

poisoned by ¢, different points, each of them repeated Z—I‘: times.

Given Dy, UDp = (®c,y), Dir = (Pir,, Ytr)» Dp = (Pp., ¥p), and let S, Sy, and S, be
the scatter matrices of the complete training, clean training and poisoning set, respectively,
and ®., P, and @, the extended design matrices of the complete training, clean training
and poisoning set, respectively. As mentioned in Subsect. we shall proceed with a
continuous relaxation of the problem, so we define the real variables greater than or equal

to one: fig N, € R>1.

We therefore have the following objective:

p(fipy, &p) = < - Z (ypz )\|c ) - 5p”t_r1”3’tr - @trewf\cp|%> ]lﬁpkzl(ﬁm) <0,
(7.57)
which is also a truncated polynomial. When the degree of the polynomial in the objective
is greater than two, which is the case when the ¢, > 1, analytically computing its roots
is tedious, not easy to interpret and often intractable. These roots can be computed
with root-finding algorithms—standard numerical methods—such as Newton’s method,
bisection method, secant method, or the QR algorithm to compute the eigenvalues of the

Companion matrix corresponding to the polynomial.
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7.5.1 Characterising the Polynomial in the Objective Function

Rather than computing the exact value of all of its roots, there are other characteristics of
the polynomial to determine that are relevant to the poisonability problem. In particular:
(i) an upper bound on the degree of the polynomial, which effectively provides an upper
bound on the number of breaking points of the model; (ii) an upper bound on the value of
the positive real roots, which provides the maximum value of the breaking points; and (iii)
the total number of distinct real roots greater than or equal to one of the polynomial, that
is, the actual number of breaking points. The upper bound on the value of the positive
real roots, out of the scope of this thesis, can be determined, e.g, using Cauchy’s bound
(Cauchyl, 1829), Kioustelidis’s bounds (Kioustelidis, [1986)), or Akritas, Strzebonski, and
Vigklas’s bounds (Akritas et al.l |2006]). The total number of distinct real roots greater than
or equal to one can be calculated by applying Sturm’s theorem (Sturm), (1829) in p(7p, )
in the interval f,, € (1,00); an upper bound can also be obtained by applying Descartes’

rule of signs in p(np,, +1).

We shall focus on estimating the degree of the polynomial. The first step is to reduce

(7.57) to its largest terms:
NS (T 2 1 2
(c; > (8, Whe,) — & \|<I>trew;cp|rz> Loy, 1(fipy ) < 0. (7.58)
i=1

The second step is to decompose the regularised scatter matrix Sy of the complete

training set as

A Cp
n
S>\ = S + )\Ide = Str + )\Ide + Sp = Str + )\Ide + % qup% ;-Ei7 (759)
P =1
where (bpe,(bge, is the outer product of the poisoning point ¢, with itself. Similarly, we

can write

~ Cp
n
BTy =2 yu+ By Yo = BLyu + 2D by Yo (7.60)
P =1

Thus, the expression for W;‘ I
P

~ Cp -1 A~ Cp
_ n n
W§|Cp = S)\ 1(IJIy = <Str + M, + cpA Z d)p% ¢gel> <‘I’;I;€}’tr 4 % Z ¢pei ym) .
P =1 P =1
(7.61)

To compute S;l = S;pl, we can recursively use the Sherman-Morrison formula
P
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(Appx. to obtain the rank-1 updates:

fpy q—1 T g1
Cp SAz‘—1¢Pei peiSAi—1

’fsz T —1 ’
]' + Cp (‘bpei S)\i_l(bpei

. -1
S;il = <S>\i—1 =+ %¢pei ILZ) = 5;1,171 — i=1,...,¢p, (7.62)
assuming that Sy, = S¢; + M, is non-singular. Thus, it is clear that each entry of St
and therefore each entry of w’/{lcp, is a rational function of n,,. Beyond the scope of this
study, this “trick” can also help evaluate the impact of a new poisoning point on the
model’s parameters when we have already computed the scatter matrix corresponding to
the previous poisoning points, without recomputing the inverse of the regularised scatter

matrix of the whole training set.

7.5.2 Upper Bound on the Degree of the Polynomial

From (|7.58)), (7.61)), and ([7.62]), we can deduce that an upper bound on the degree of the
polynomial (7.57), i.e., on the maximum number of breaking points, [N} .|, s two times

the degree of the rational functionEl of each entry of w’/{‘cp. Moreover, we already know
that [NV el € {1,2} for ¢, =1, as analysed in Sect. Then, by induction, we obtain
the upper bound:
2 if ¢, =1,
M ear| < (7.63)
20t if ¢ > 2.

Even though the degree of the polynomial can appear to be large, in practice the
number of breaking points can be much lower. In particular, the leading term of the
polynomial may cancel out, some roots may be infeasible for the objective ,El some
roots may be very close to each other, and some roots may correspond to the same integer

number. The calculation of tighter bounds on the number of breaking points is thus a

potential direction to follow in the future.

Furthermore, we conjecture that the coefficient of the leading term (largest degree),
a.k.a. its largest coefficient, is negative, so that when 7, — oo, p(fi,, ) = —oo0 and hence
the tolerable poisoning distribution dominates the model. The intuition is as follows: when

fp is very large, the terms corresponding to the largest degree dominate the polynomial,

12Here, the degree of the rational function is the maximum of the degrees of its constituent polynomials,
when the fraction is reduced to lowest terms.

BFor example, it is very likely that almost one half of the roots of the polynomial are negative, as seen
for ¢, = 1.
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as in . Then, if the poisoning points and the clean training points follow a different
distribution, and there are many more poisoning points than clean training points, the
parameters wf\| ¢p ATC already shifted towards the tolerable poisoning distribution. Therefore,
on average, the model’s mean error on the clean training data is larger than the mean

error on the poisoning points, which satisfies ([7.58)), leading to a negative leading term.

7.6 Conclusions

Previous works in data poisoning attacks against regression algorithms assumed that the
error of the poisoning points on the poisoned model is larger than the error of the clean
points on the poisoned model. This may be the case if the number of poisoning points is low
and/or they are located far from the clean distribution, as we observed in the experiments
presented in Ch. [5] Sect. We challenged this assumption and introduced the concept

of poisonability, poisonability intolerance, and breaking points of models and datasets.

The concept of poisonability allows us to find the breaking points—in terms of the
number of poisoning points needed—so that the mean error of the clean points on the
poisoned model matches the tolerable mean error of the poisoning points on the poisoned
model. In the poisonability problem, one of the key steps is finding a mapping between
the clean and poisoned parameters—or hypothesis function—of a model. This can help
understand the consequences of the attack and define standards of performance degradation

with respect to a clean reference model.

In particular, we analysed the poisonability of linear regression models. Under a rank-1
attack, we theoretically found that a non-regularised linear regression model has a single

breaking point; and a ridge regression model poisoned can have up to two breaking points.

Moreover, we generalised the previous result and obtained an upper bound on the degree
of the objective function of the poisonability problem corresponding to ridge regression.
Specifically, we analysed an attack of ¢, different poisoning points (rank-c, attack). In
this case, the degree of the polynomial grows in O(2%). This work paves the way for
root-finding algorithms that can find the precise roots of the polynomial, and therefore the

breaking points of the model when the poisoning points are more diverse.
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Conclusions

8.1 Summary of Thesis Achievements and their Implications

I N this thesis, we have made progress towards understanding and mitigating indis-
criminate data poisoning attacks in worst-case scenarios against supervised learning,
from two perspectives: (i) considering the pipeline: data sanitisation, hyperparameter

learning, and model training; and (ii) novel insights into regression poisoning.

In particular, in Ch. [3] we showed that current approaches in classification settings,
which typically assume that hyperparameters remain constant, lead to an overly pessimistic
view of the algorithms’ robustness and of the impact of regularisation. We proposed a novel
optimal attack formulation that considers the effect of the attack on the hyperparameters
and models the attack as a multiobjective bilevel optimisation problem. This allows to
formulate optimal attacks, learn hyperparameters and evaluate robustness under worst-case
conditions. We applied this attack formulation to several [MI] classifiers using Lo and
L1 regularisation. Our evaluation on multiple datasets shows that choosing an “a priori”
constant value for the regularisation hyperparameter can be detrimental to the performance
of the algorithms. This confirms the limitations of previous strategies and evidences the

benefits of using Ls and L; regularisation to dampen the effect of poisoning attacks, when

hyperparameters are learnt using a small clean trusted dataset. When the regularisation
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hyperparameter is learnt appropriately, the algorithm is more robust and, at the same
time, the performance of the model is not affected when there is no attack. The mitigating
effect of Lo regularisation was also supplemented by the theoretical results obtained in
Ch. [6] in the context of ridge regression. Additionally, our results show that the use of
regularisation plays an important robustness and stability role in complex models, such as
[DNNs| where the attacker can have more flexibility to manipulate the decision boundary. In
summary, this is an important step towards understanding the trade-off between accuracy
and robustness to a poisoning attack by selecting an appropriate value of the regularisation
hyperparameter. Although acquiring a trusted set can be expensive and often require
human inspection, this investment can pay off if most of the training data is collected from
untrusted sources. Therefore, a trusted set is important to guide the learning process of the
hyperparameters: if this set is poisoned, the attacker can also corrupt the hyperparameters
learnt. There is still room for investigating the best uses of a trusted validation set: both for
data sanitisation and for model and hyperparameter selection. Moreover, this contribution
can open new research directions towards attacks that target the hyperparameters and/or

the selection of a particular model.

We then moved on to analysing the vulnerabilities of regression models under data
poisoning attacks, which have been somehow overlooked by the adversarial [ML] community.
This allowed us to introduce a much broader set of vulnerabilities that may arise in
regression settings, compared to classification models. Combined with their widespread use
in mission-critical systems, this makes regression models a prime and vulnerable target for
poisoning attacks. Specifically, we introduced in Ch. ff]a novel threat model for poisoning
attacks against regression models. To our knowledge, there was no comprehensive threat
model of data poisoning attacks against regression models. We evaluated several aspects
of data poisoning attacks against regression learning, exceeding previous threat models
both in terms of breadth and depth. Attacks against regression algorithms generalise the
ones against classification (in terms of the attacker’s objective), since the labels in the
former are continuous. We presented a large variety of error-specific attacks, including,
for instance, assumptions violation, wrong model selection, interpretability violation, and
uncertainty fluctuation. Moreover, we theoretically showed that in linear regression models,
any manipulation of a poisoning point directly affects all the parameters of the model.
This result limits the possibility of creating very targeted attacks or backdoors in linear

models, since one of the requirements of a backdoor attack is that the model should behave
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correctly under clean samples. We also theoretically showed that the feasible poisoning
error increases with the “natural” noise level of the dataset and with the mismatch between
the estimated and the true mapping function of the model. This result suggests that

datasets that are more difficult to fit to are also more difficult to defend when poisoned.

Equipped with this threat model, in Ch. o] we emphasised that the robustness of
regression models to poisoning attacks has not been widely studied in the literature. Most
of works that do address it assume that the attacker’s objective is to maximise the damage
caused by the attack, without properly considering detectability constraints that can help
evade defences. For this reason, we proposed a novel stealthy attack formulation against
regression algorithms via multiobjective bilevel optimisation: one of the objectives accounts
for attack effectiveness, while the other accounts for the detectability. This formulation
is more realistic as in many applications users will deploy a detector to reject points
that are suspicious. We also proposed a novel detectability-risk function and a novel
approach to solving the multiobjective bilevel optimisation problem via normalisation of
the objectives. This allows us to consider different degrees of detectability for the attacker.
Our experiments in both linear regression models and showed that state-of-the-art
defences do not mitigate these stealthy attacks, even if they are not designed as adaptive
attacks targeting those specific defences—in other words, without detectability constraints.
Moreover, to our knowledge, we are the first to analyse optimal data poisoning attacks
targeting in regression settings. We evaluated different defences proposed so far on
real-world datasets and identified the factors that influence their effectiveness such as the
use of a trusted clean set. We empirically confirmed our hypothesis that datasets that are
more difficult for the model to fit to (e.g., because they are noisy), are also more difficult
to defend. Specifically, this supports the theoretical findings shown in Ch. [i] Sect. .4} We
expect that these contributions will be of interest to both the adversarial MTL]and the [ML]
optimisation communities. In the adversarial [MIL] community, the lessons learnt evidence
the need for specific defences in the regression domain, and defences that also consider
stealthy attackers, which is a challenging problem since it is often difficult to distinguish
between genuine and malicious samples in those cases. Moreover, attacks that consider
the continuous manipulation of the poisoning labels can lead to new attack formulations
with detectability with different goals in mind. In the optimisation community, we
technically contribute to solving multiobjective bilevel optimisation problems and bring to

light some of its challenges when the objectives are of different orders of magnitude.
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In Ch. [f] we also proposed BayesClean, a novel defence built upon a Bayesian linear
regression model, that improves on state-of-the-art defences when attacks consider detect-
ability constraints and when the number of poisoning points is large. At a high level, the
defence rejects poisoning points outside of a certain “confidence interval” around the mean
prediction of the Bayesian linear regression model. We empirically showed the effectiveness
of BayesClean to mitigate strong and stealthy attacks. In contrast to previous defences
looking at the errors or the norm of the gradients of the training samples, this shows a
promising research direction considering the model uncertainty, and the need to develop

techniques that account for this property to counter poisoning attacks.

To understand the challenges and limitations of the poisoning attack formulations
proposed against regression models, in Ch. [f] we theoretically analysed some fundamental
properties of the attacker’s objective functions. To the best of our knowledge, we are
the first to thoroughly characterise indiscriminate data poisoning attacks against ridge
regression. We showed that, without considering detectability constraints, the attacker’s
objective is convex in the poisoning labels, but non-convex in the poisoning features (or
basis functions if used), and therefore it is non-convex when combining both set of variables.
In particular, given the stationarity conditions for the basis functions, we conjectured that
most of the critical points (namely stationary points) of the attacker’s objective are saddle
points. This justifies the normalisation of hypergradients used in the experiments of Ch. [p]
to help escape the saddle points and accelerate the optimisation process. With regard
to the asymptotic behaviour of the attacker’s objective, we theoretically determined the
intuitive result that the attacker is generally unbounded if the poisoning basis functions
and/or labels are unbounded. However, regularising the model can prevent the attacker
from being unbounded, which is coherent with the results obtained in Ch. B]in classification

settings.

In Ch. [] we also showed the equivalence between the optimal indiscriminate attack
against ridge regression and [CQP] (if only the poisoning labels are optimised), and obtained
some bounds on the rank of the hyper-Hessian matrix—Hessian matrix of the attacker’s
objective function: under certain assumptions, the hyper-Hessian is non-singular if and
only if all the poisoning points are linearly independent in the basis functions (or feature)
space. Therefore, optimising more poisoning points than the number of basis functions may

be redundant. When considering detectability constraints, we showed that the attacker’s
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objective’s convexity can be brittle: because the attacker’s objective is a sum of a convex
objective—effectiveness—and a concave objective—detectability—the objective function
can undesirably shift from convexity to concavity, depending on the values of their respective
hyper-Hessians and the hyperparameter that controls their trade-off. We also defined
the attacker’s multiobjective condition number, which is the ratio between the largest
eigenvalue of the hyper-Hessian of the effectiveness objective, and the smallest eigenvalue
of the hyper-Hessian of the detectability objective. In practice, a very large value of the
condition number leads to an objective function predominantly convex—the poisoning
labels lie in the boundary of the feasible set. In contrast, a very low value of the condition
number means that the objective is predominantly concave—the poisoning labels lie in the
local minimum of the detectability-risk function, if the minimum is in the interior of the
feasible set, or at its boundary otherwise. We also obtained a relationship between o and
the condition number that determines the concavity of the objective. Finally, the lessons
learnt allowed us to develop the attacker’s [KKT]conditions, and to discuss the different
solutions depending on the convexity of the attacker’s objective. We also justified our
proposed detectability-risk function in Ch. [f] based on a product of two convex functions,
which can provide more diversity of poisoning points—and potentially increasing the
difficulty to detect them. If the effectiveness objective is convex and quadratic, and the
detectability-risk function is non-negative, then a quartic detectability-risk function can

provide diversity for the optimal poisoning points.

Finally, we challenged the underlying assumption of most defences in regression settings
(the error of the poisoning points is larger than the error of the clean points) and introduced
the concept of “poisonability” of models and datasets in Ch. [f] The poisonability allows
us to find the number of poisoning points required so that the mean error of the clean
points matches the tolerable mean error of the poisoning points on the poisoned model.
In particular, we analysed the poisonability of linear regression models. Under a rank-1
attack, we theoretically found the breaking points of both non-regularised linear regression
and ridge regression models. To our knowledge, the concept of poisonability is new in
the data poisoning literature. Our definitions and analysis can foster future research on
understanding the consequences of attacks, explaining why some defences looking at the
error of the training data fail, and defining standards of performance degradation with

respect to a clean reference model.
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We summarise our achievements in [Thesis Achievements| and in Fig.

,—(Thesis Achievements) \

A novel optimal attack formulation that considers the interactions between
the attack and the model’s hyperparameters.

e Regularisation, together with a small trusted set, as a practical
methodology to help mitigate poisoning attacks and obtain the best
trade-off between accuracy and robustness.

e A novel threat model of poisoning attacks against regression models.

e A novel optimal attack formulation capable of modelling different trade-offs
between effectiveness and detectability in regression settings.

e A novel defence, based on the model uncertainty, to mitigate strong and
stealthy attacks.

e A theoretical analysis of optimal attacks against ridge regression models,
showing the challenges and limitations of the attack formulations presented.

e A characterisation of the “poisonability” of linear regression models: for
ridge regression, we determine the number of poisoning points needed so
that the mean error of the poisoning points matches the mean error of the
clean points on the poisoned model.

8.2 Future Work

There are several challenges to address in the future. Here we summarise some potential

avenues for further work.

Data poisoning, regularisation, and defences: we plan to investigate the effect of
regularisation in targeted poisoning attacks—which can be more difficult to mitigate since
they have a lower impact on the norm of the model’s parameters—and ways to combine
and contrast the mitigating effect obtained from regularisation with that of other defences

against poisoning attacks, e.g., data sanitisation.

Model selection under data poisoning: a potential area that has been less explored
in the literature lies at the intersection between model selection and data poisoning: from
the attacker’s perspective, it is possible to propose attacks that can target a particular
hyperparameter. For instance, an attacker could force the learner to select a large degree for

the hypothesis function. From the defender’s viewpoint, an interesting research direction is
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Figure 8.1: Main achievements of this thesis considering the pipeline.

the design of models and architectures that can be more robust to poisoning attacks—e.g.,

by leveraging differentiable architecture search (Liu et al.| 2019) under poisoning.

Error-specific attacks against regression models: beyond the many
attacker’s goals can be explored. For instance, maximising or minimising the bias of the
model, forcing some parameters to be close zero—which, in the case of linear regression,
also relates to the interpretability of the model—or forcing the labels to follow a particular

function.

Detectability-risk function: in Ch. p|the detectability-risk function of the attack
was based on the effect it has on the loss function of the model. This is an appropriate
choice as a defender is likely to discard points that have undue effects. However, it is also
possible, to investigate different formulations of the detectability, e.g., when the model’s
parameters used as a reference are poisoned; and also based on the characteristics of the

dataset.

Data poisoning attacks against Gaussian process regression and model

uncertainty: a natural extension of our work is the formulation of optimal poisoning

attacks targeting the posterior predictive distribution of [GPR] (Rasmussen and Williams|
2000)). are well-known Bayesian learning methods that have been shown to provide

state-of-the-art performance in complex regression learning tasks. In addition to being
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highly accurate, they also present a number of other appealing features, such as probabilistic
predictions and a simple model selection scheme. fall under kernel methods, and
are especially useful for low data regime. Because are non-parametric, the training
points are explicitly needed to make inference at test time. This distinction, together
with the uncertainty that naturally appears in the model’s predictions, makes the problem
interesting to analyse. The analysis of data poisoning attacks against [GPR] can thus
provide new insights to understand the synergies between the model uncertainty and the
poisoning attack. Moreover, well-calibrated uncertainty estimates improve transparency for
models (Bhatt et al., 2021). Additional questions to understand are which kernels are
more robust to poisoning perturbations, and whether scalability and robustness to
poisoning attacks are at odds. Then, it can also be possible to target robust [GPR] models
(Kuss|, [2006; Jylanki et al.l 2011), which acknowledge the existence of outliers, and can

allow to naturally model detectability constraintsEl

Analysis of poisoning attacks through matrix perturbation theory: for the
theoretical analysis of attacks against regression models, future work will incorporate matrix
perturbation theory (Weil, 1990; [Li, 2006; |Osbornel 2010), to understand the bounds on
the variations of the model’s parameters and the mean squared errors, for small poisoning

perturbations and attacks of different rank.

Poisonability and robustness: from a robustness standpoint, a desirable aspect of
a model and dataset is to find the conditions in which it is more difficult to poison them,
i.e., when the value of the maximum breaking point increases. A possible approach is to
search for the optimal value of the regularisation hyperparameter can help increase the
value of breaking point of the model. This problem can provide a different view on the

robustness of ridge regression to poisoning, which we aim to tackle in the future.

Poisonability and summary points: as mentioned in Subsect. without
additional assumptions, finding a mapping between the clean and poisoned parameters is
computationally challenging, because it requires to enumerate all possible values of the
poisoning points, which is an infinite set. Therefore, further assumptions for the sample
space over the poisoning dataset are needed to make the problem tractable. In particular,
given a poisoned target model and a clean training set, a problem that deserves further

research is: what is the minimum number of poisoning points needed to characterise a

!This could be possible, for instance, through a likelihood composed of a mixture of a model which
accounts for the regular observations and a second model for explaining outliers.
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poisoning attack, i.e., that can attain the target model? This problem is especially relevant
from a poisonability perspective. This line of research was also previously started by (Koh
et al., 2022), and it is related to the teaching dimension of a model (Liu et al.| 2016; Zhu
et al., [2018; Kumar et al., [2021} |Qian et al.l 2022). There may also exist some connections

with sample compression (Floyd and Warmuth| 1995; Doliwa et al., 2014).

Expanding the poisonability analysis: there are many avenues to expand our
poisonability analysis. One of them is classification models: the difficulty is that they
generally do not admit a closed-form solution, and hence it is difficult to obtain a explicit
relationship between the clean and poisoned parameters. Assuming that the loss function
is convex, the learnt parameters can be decomposed as a series of updates corresponding to
Newton’s method. A possible first approximation to the problem would be then to compare
the clean and poisoned parameters after a series of Newton’s updates. On the other hand,
the analysis can also be extended to kernel methods: if the kernel is not degenerate, the
difficulty is that, due to the dual formulation of the problem, the kernel span is in the
sample space, so we can no longer use a decomposition trick similar to the one of Ch. [7]
The key point is thus to understand the relationship between the kernel of the complete
(poisoned) training data and the kernel of the clean data. For instance, one possible
way to approach the problem is to use the inverse of the block matrix corresponding to
the kernel of the complete (poisoned) training data. Alternatively, in the case of
it can be possible to follow an online approximation to the problem through recursive
Bayesian estimation, a.k.a. Bayes filter. In this respect, the updated prior distribution
would correspond to the posterior distribution of the clean data, and we would need to

update the posterior distribution, corresponding to the complete (poisoned) training data.

Data poisoning attacks in online learning settings: real-world [ML]systems often
update in an online fashion. For example, in e-commerce applications, user-generated data
arrives sequentially, and the learner usually updates daily to learn from the newly-acquired
data. Thus, online learning settings represent natural scenarios where data poisoning can
arise. The main challenges are that, in online settings, the attacker can only observe the
current training data, and is required to make a sequence of decisions to perform the attack
through time (Wang and Chaudhuri, 2018; (Collinge et al., [2019; Zhang et al., 2020). One
of the key aspects that are not well understood is how to distinguish between poisoning

attack and a genuine concept drift, where the trade-off between stability and plasticity of
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the learning algorithm plays a crucial role.

Data poisoning attacks against reinforcement learning: given that [RI] al-
gorithms are increasingly used in critical applications, including cyber-physical systems (LLi
and Qiul 2019), personal assistive devices (Rybski et al., 2007), or large language models
(Christiano et al., 2017; [Ouyang et al., 2022)), it is of utmost importance to investigate the
security threat to [RT]algorithms against different forms of data poisoning attacks. The
majority of existing works (Huang et al., 2017a; Kos and Song, 2017; [Lin et al.| 2017) focus
on evasion attacks against [RI] agents, challenging an already learnt and fixed policy. On
the other hand, data poisoning attacks against [RI]agents can generally influence both the
reward feedback given to the agent and the state to which the agent transitions, i.e., its
transition dynamics. For instance, an attacker can have a target policy in mind and poison
the environment with the goal of teaching/forcing the agent to executing this policy.
In many practical scenarios, e.g., chatbots, both rewards and transitions can be indirectly
poisoned through interaction data (Rakhsha et al., 2021). Therefore, the paradigm of
[RT] opens up a new family of attack formulations, in which the development of robust
techniques and robust Markov decision processes (Lim et al., 2013) is of crucial importance.
Modelling the possible threats in these environments and understanding the poisonability

of [RI] models are therefore important steps towards the safe and secure deployment of [RT]
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APPENDIX

Woodbury Formula, Sherman-Morrison Formula,

and Matrix Determinant Lemma

A.1 Woodbury Formula

Let A € R™" U e R™* C e R¥** and V € RF*" be conformable matrices, where A
and C are non-singular. The Woodbury matrix formula says that the inverse of a rank-k
correction of some matrix can be computed by doing a rank-k correction to the inverse of

the original matrix. The Woodbury formula (Guttman| 1946) is:
-1
(A+UCV) ' =AT' AU (CT 4 VATIU) VAT (A.1)

where the Schur complement of A: Ag = C~! 4+ VA~1U is also assumed to be non-singular.

This result can be derived using blockwise matrix inversion.
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258 Determinant Lemma

A.2 Sherman-Morrison Formula and Matrix Determinant

Lemma

The Sherman-Morrison formula (Sherman and Morrison, [1950) computes the inverse of the
sum of a non-singular matrix A € R™*" and the outer product, uv', of column vectors
u € R™ and v € R™. In other words, it computes the inverse of a rank-1 correction of the
matrix A. The Sherman-Morrison formula—special case of the Woodbury formula—is:

A luvTA!

e A2
1+vTA-1lu (A-2)

-1
(A + uvT) =A"!
This result can be obtained using blockwise matrix inversion. On the other hand,

assuming A is non-singular, the matrix determinant lemma states that:
det (A+uvT) = (14 vTA 'u) det (A) .PN (A.3)

Thus, A + uv' is non-singular if and only if 1 + vI A~'u # 0. In the particular

T

case where A is positive definite and u = v, A + uu' is always non-singular because

u"A1u>0.

If A=!is already known, the formula provides a numerically cheap way to compute the
inverse of A perturbed by the matrix uv'. The computation is relatively cheap because
(A +uv')~! does not have to be computed from scratch (which in general is expensive),

but can be computed by perturbing A=!.



APPENDIX

Inverse of Block Matrix Whose Diagonal Blocks

Are Non-Singular

Let P € R(tm)x(ntm) he 4 non-singular matrix partitioned into four blocks:

A B
P = : (B.1)
C D

where A € R™*" B € R™™ C € R™*" and D € R™*™_ If both A and D non-singular,

P can be inverted blockwise as follows:

-1
A B (A-BD!C)”

! 0, xm I, _BD!

C D Omxn (D-CA™'B)"'| |-CcA! I,
(B.2)

This result can be derived by performing a block Gaussian elimination on the matrix
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APPENDIX

Bounds on Bilinear Quadratic Forms

Let A € R™*"™ be a real symmetric matrix. Since A is real and symmetric, it is orthogonally
diagonalisable. Let \; = A\;(A), i =1,...,m, and q; = q;(A), i = 1,...,m, denote the
eigenvalues and orthonormal eigenvectors of A, respectively. Let Apin = min; A;(A) and
Amax = max; A;(A) be the smallest and largest eigenvalues of A, respectively, and let qmin
and gmax be their corresponding orthonormal eigenvectors. We shall show that, for a vector

x € R™, the bilinear quadratic form x" Ax can be bounded as:
)‘minHXH% <x'Ax < )‘maXHXH%' (C.1)

Because A is orthogonally diagonalisable: A = QAQT, where Q € R™*™ is an
orthogonal matrix whose ith column is q;, and A € R™*"™ is a diagonal matrix whose ith

diagonal entry is A;. Then:

m

xTAx =x QAQ"x = (QTX)T A (QTX) = Z A (qZ-TX)2 . (C.2)
We can bound the previous expression as:

5 i (a7%)" < 3 (a7x) <
=1

i=1

(C.3)

N
>~
=t
o
B
~~
2
>
N~—
[\
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Because Q'Q = QQT =1,,, where I,,, is the identity matrix, we can write:

U T
> (afx)" =[j@"[[, = (™)' @™x = x"QQx = x|} (C-4)
Therefore:
m 2
NuinlIx]f3 < D7 N (%) < M1 3, (C.5)
=1
so that:
Aumin] ][5 < 5T A% < Ao 13, (C-6)

as required. Note also that q;';linAqmin = )\min||qmin\|% = Amin and quaXAqmax =

Amax||@max||3 = Amax, S0 the bounds are tight.



APPENDIX

Robustness of Update of Positive Definite and Pos-

itive Semidefinite Matrices

Let A € R™*™ be a symmetric and positive semidefinite matrix—which can also be positive
definite—and let B € R"™*™ be some other symmetric and positive semidefinite matrix—
which, again, can also be positive definite. Consider the perturbed matrix C = A + B,
for some ¢ € Rsg. We shall analyse the conditions under which C is positive definite or

positive semidefinite (singular).

Let us define x € R™. Then: x'Cx = x' Ax + ex' Bx. Moreover, Apin(A)|[x||3 <
xTAX < Mpax (A)|[x]]2 and epin(B)][x]|3 < ex"Bx < eAnax(B)]|x||3, where Apin( - ) and
Amax( ) denote the minimum and maximum eigenvalues of the corresponding matrices

(see Appx. . Then:
(Amin(A) + eAmin(B)) [[x]5 < x"Cx < (Amax(A) + eAmax(B)) |[x| 13- (D.1)

By definition, we know that C is positive definite if and only xTCx > 0, that is,
Amin(A) +€Amin(B) > 0. Thus, if A is positive definite and B is positive definite or positive
semidefinite, then C is always positive definite, because Apin(A) > 0 and A\pin(B) > 0.

If A is positive semidefinite and B is positive definite, then C is always positive definite
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as well, because Apin(A) > 0 and Apin(B) > 0. However, if both A and B are positive
semidefinite, more information is needed to determine if C is positive definite, since in this

case X' Cx > 0, but it could be strictly positive.

For instance, let us assume A and B are positive semidefinite and B = I,,, — eieiT, where
T
L, is the identity matrix, eiT is a basis vector: e; = {OiT_l 1 O;_Z} yie{l,...,n}, and 0;_1

and 0,,_; are column vectors of zeros. B is positive semidefinite because: B =1,,, — ee] =

i
T T
(Im — eieiT) (Im — eieiT> = (Im — eieiT) (Im — eieiT) and eiT (Im — eieiT> e; =0.
In [MI] this kind of matrices can occur, for example, in the scatter matrix in ridge

regression models, when one the model’s parameters is not regularised. In this case, ¢

corresponds to the regularisation hyperparameter.

Thus, C = (A +¢l,,,) —ce;e] , where A +¢L,, is positive definite. Because C is a rank-1

update of A + €I,,,, we can use the matrix determinant lemma (Appx. to compute:

-1
det ((A +el,) — seie;r) = (1 —e/ (5_1A + Im) ei) det (A +¢L,). (D.2)

Hence, C is positive semidefinite (singular) if and only if €] (e 1A + Im)_1 e =1,ie.,

if and only if [(e_lA + Im)fl} - =1, which corresponds to the ith entry of the diagonal

of (e7'A + Im)_l. Therefore, C is positive semidefinite only when:

lim (='A+ Im)_l =1, (D.3)

E£—00

In [MI] settings, this situation can happen when the regularisation hyperparameter is

too large, which leads to underfitting.

In summary, if at least A or B are positive definite, then C is also positive definite. If
both A and B are positive semidefinite, then more information is required to determine

whether C is positive definite.



APPENDIX

On the Rank of Matrices

E.1 Rank of Scatter and Gram Matrices

Here we shall show that, for a matrix A € R™*™:
rank(A) = rank (ATA) . (E.1)

Since the scatter matrix of A ATA € R™™ has the same number of columns as A,

using the rank-nullity theorem:
: _ _ T . T
rank(A) + nullity(A) = m = rank (A A) + nullity (A A) , (E.2)

where rank(A) = dim(col(A)) = dim(row(A)), nullity(A) = dim(ker(A)), and col(A),

row(A), and ker(A) are the column, row, and kernel spaces of A, respectivelyEl

From Eq. (E.2)), rank(A) = rank (ATA) if and only if nullity(A) = nullity (ATA).

'Here we draw the distinction between the scatter matrix, ATA € R™*™ and the Gram matrix,

AAT € R"*". They both are symmetric and positive semidefinite but, in general, A does not commute
with its transpose AT, ie., ATA £ AAT.

2The column space (also called the range or image) of a matrix A is the span (set of all possible linear
combinations) of its column vectors. Conversely, the row space of A can be defined as the column space
of AT. On the other hand, a vector x € R™ is in the kernel space, a.k.a. nullspace, of A, if and only if
Ax = 0,,, where 0,, is a column vector of zeros. Thus, the kernel space of A is the span of all these vectors.
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To prove this, we shall show that, for any vector x € R™ that belongs to ker(A), it also
belongs to ker (ATA> and vice versa.

First, any x € ker(A) satisfies Ax = 0,,. Therefore, ATAx = 0,, and x € ker (ATA>.
Second, all x € ker (ATA) satisfies ATAx = 0,,,. Hence, xTATAx = (AX)T Ax =0,,.
In consequence, Ax = 0, and x € ker(A)EI Thus, nullity(A) = nullity(ATA) and
rank(A) = rank(ATA), as required.

The same result applies to the Gram matrix of A, AAT € R"*™:
rank(A) = rank (AAT) = rank (ATA> . (E.3)

Given that rank (AT) = rank (AAT) and rank(A) = rank (AT), we obtain that
rank(A) = rank (ATA) = rank (AAT>.

In consequence, ATA is non-singular if rank(A) = m, and AAT is non-singular
if rank(A) = n. In A usually corresponds to the extended design matrix, ®.
Hence, assuming m is the number of linearly independent basis functions (including the one
corresponding to the bias term of the model), AT A is particularly useful when rank(A) = m,
i.e., the number of samples is greater than or equal to the number of linearly independent
basis functions. Conversely, assuming n is the number of samples linearly independent in
the basis functions space, AAT is useful when rank(A) = n, i.e., the number of samples
linearly independent in the basis functions space is lower than or equal to the number of
basis functions, including the case where the basis functions are infinite-dimensional (in

the Hilbert space).

E.2 Multiplication by a Non-Singular Matrix Preserves Rank

We will show that, for a matrix A € R™™ and a non-singular matrix B € R™*™  which
are conformable:

rank(AB) = rank(A). (E.4)

Remember that rank(A) = dim(col(A)). We shall prove that rank(AB) = rank(A) if
and only if col(AB) = col(A).

Denote by C the column space of A. Any vector ¢ € C can be written as a linear

3By definition, the kernel space of any matrix contains the vector of zeros.
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combination of the columns of A: ¢ = Av, where v € R™ is the vector of coefficients of the
linear combination. Since B is non-singular, it has m linearly independent columns that
span the space of all m-dimensional vectors (they are equivalent to the canonical basis).

Therefore, 3 u € R™ : v = Bu. Thus, ¢ = Av = (AB)u.

We have proved that any vector ¢ € C can be written as a linear combination of the
columns of AB. Moreover, because matrix multiplication is associative, note that for any
vector of coefficients u, if ¢ = (AB)u, then ¢ = A(Bu). Consequently, we have proved

that col(AB) = col(A), as required.

The same result applies to BAT:
rank (BAT) = rank (AT) = rank(A). (E.5)
This is evident because rank ((AB)T) = rank (BTAT> = rank (BAT) = rank (AT) =

rank(A). Since B is a non-singular matrix, transposing it does not change the result.

E.3 Upper Bound on the Rank of the Multiplication of Two

Matrices

We shall show that, for two conformable matrices A € R"*™ and B € R™*?:
rank(AB) < min(rank(A), rank(B)). (E.6)

Each column of AB is a linear combination of the columns of A, and therefore
col(AB) C col(A) and rank(AB) < rank(A). Similarly, each row of AB is a linear
combination of the rows of B, so row(AB) C row(B). Thus, rank(AB) < rank(B).

From both inequalities, we deduce that rank(AB) < min(rank(A), rank(B)).

E.4 Upper Bound on the Rank of the Sum of Two Matrices

We shall show that the rank of the sum of conformable matrices is subadditive, i.e., for

two conformable matrices A, B € R™*"™:

rank(A + B) < rank(A) + rank(B). (E.7)



268 Appendix E: On the Rank of Matrices

To see this, recall that rank(A) = dim(col(A)). It suffices to prove that the column
space of A + B is a subset of the direct sum of the column spaces of A and BEl

In particular, let y € col(A + B) This means that there is a vector x € R™ for
which y = (A + B)x = Ax + Bx. Since we can express y as a linear combination of
vectors in the column spaces of A and B, this means that y € (col(A) @ col(B)). Thus,
col(A + B) C (col(A) @ col(B)).

From the previous result, note that dim(col(A + B)) < dim(col(A) @ col(B)) =
dim(col(A)) + dim(col(B)) — dim(col(A) N col(B)) = rank(A) + rank(B) — dim(col(A) N
col(B)). We can conclude that rank(A + B) < rank(A) + rank(B).

4The direct sum of two subspaces i and W, denoted as U @ W, is the sum of subspaces in which I/ and
W have only the vector of zeros in common (Rosen) [1999).
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