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Abstract 

Non-intrusive medical-grade accuracy respiratory monitoring is one of the two unresolved 

challenges in design of wearable vital signs monitoring system, besides blood pressure 

monitoring. The challenge of respiratory monitoring includes automatic breath detection, 

respiratory phase classification, and extraction of other respiratory related parameters. The 

main problem is that the sensed respiratory physiological signals could be heavily corrupted by 

artefacts and interference from non-relevant sources such as movement and other unwanted 

physiological signals collected at the same time. This thesis proposes a novel system which can 

detect respiratory activity from tracheal sounds recorded by a miniature wearable sensor with 

limited power budget, and can be tailored for variety of clinical scenarios by combining novel 

state-of-the-art techniques at both hardware and software level. 

The respiratory monitoring system presented in this thesis consists of two parts: one is a 

hardware platform for sensing breath sounds and the other is an algorithm for respiratory 

activity analysis. The low power sensor platform has been optimised for breath sound data 

acquisition by a combination of: a custom engineered acoustic chamber and a MEMS 

microphone; and optional power efficient data compression techniques which include the use of 

novel fixed length adaptive sample size (FLASS) frames optimised for Bluetooth® Smart 

wireless transmission protocol. The respiratory activity algorithm is based on 3-stage backward 

adaptive approach, using previous detected respiration’s parameters to fine tune the system and 

then balancing the system’s sensitivity and specificity in various ways to suit the need of 

different applications. These include sleep apnoea diagnosis, sudden unexpected death 

prevention in both epilepsy and babies, early warning scoring in hospitals and management of 

chronic conditions such as chronic obstructive pulmonary disease and asthma. 

A clinical trial focused on sleep apnoea detection was conducted in the National Hospital for 

Neurology and Neurosurgery, London, UK, in order to verify the respiratory monitoring system. 

Questionnaire results show that all participants scored the novel wearable respiratory sensor in 

the range 4 to 5, where 5 represents the best possible scoring in a number of attributes related 

to wearability. Experimental results show the proposed automatic apnoea and hypopnoea 
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detection algorithm has 88.6% sensitivity and 99.6% specificity when comparing its performance 

with a specialist clinician considered as a gold standard. In comparison a state-of-the-art 

automatic ambulatory sleep diagnosis system has 14.3% sensitivity and 99.3% specificity.  
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Introduction 

Respiration is a vital physiological process which allows humans to obtain oxygen during the 

inhalation phase and discard carbon dioxide through exhalation. Cessation of respiration, also 

known as apnoea, is harmful to human health in general and can be fatal in prolonged1 extreme 

cases as it may cause brain damage due to both low level of blood oxygen saturation 

(hypoxemia) and high level of blood carbon dioxide concentration (hypercapnia) [1, 2]. There 

are two main reasons why apnoea might occur: medication side effects [3-5]; disease caused by 

infections, respiratory, cardiac and neurological disorders [6-10]. For example, apnoeic events are 

very common on patients after receiving anaesthesia in recovery wards. This is the reason why 

they have to be continuously monitored by nurses in order to prevent respiratory depression 

which could lead to death [11-13]. Apnoea can also be caused by upper airway obstruction. This 

results on a common sleep disorder which increases the risk of hypertension, cardiovascular 

disease, stroke, daytime sleepiness, motor vehicle accidents [14, 15] and diminished quality of 

life[16]. In the context of neurological disorders, apnoea is generally not obstructive but central 

in nature and is potentially life threatening, being known to be a cause of Sudden Unexpected 

Death in Epilepsy (SUDEP) and Sudden Infant Death Syndrome (SIDS). These account for 

over 1000 deaths per year in the UK [17-20]. 

Unfortunately, breathing is arduous to observe continuously since there is no reliable non-

invasive portable device available to detect it without clinical settings. The current gold 

standard of unattended respiratory monitoring generally invokes nasal airflow sensing to detect 

changes on airflow in front of the nostrils and mouth; and a pulse oximeter to estimate the 

arterial blood oxygen saturation. However, it is hard to guaranty their signal quality which can 

be affected by many external factors, including subject's movement amongst others. In the 

worst but very common cases, such as when the subject is sleeping or unattended, the sensors 

would not get back to the right position if their correct placements change due to the movement. 

1 Generally over 5 minutes. The exact time depends on the subject's respiratory vital capacity and pre-existing medical 
conditions. 
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Because of this standard clinical guidelines require more physiological channels to be recorded in 

clinical settings for sleep disorder studies[21]. The combination of all the recommended 

physiological recording channels is called polysomnography, and is the ultimate gold standard 

for sleep studies. Besides nasal airflow and blood oxygen saturation, the polysomnography 

system normally involves monitoring of brainwaves (EEG), heart waves (ECG), and respiratory 

effort (chest/abdomen movement). Breathing activity is evaluated based on the combination of 

signals obtained from at least three different sensors, where pulse oximeter, nasal/oral 

thermistors and chest/abdomen belts are chosen in most of the cases. However, even when 

comprehensive physiological signals are recorded to improve the diagnostic yield, the 

polysomnography system is still highly vulnerable to body movements, because these generate 

interference and in many cases signal loss from the wired sensors. Hence, there are situations in 

which doctors are not able to even assess whether something is clinically significant- for example, 

an apnoeic episode is happening, or the patient is moving, or both. Furthermore, from the point 

of view of the patients, in the best case scenario, they have to wear a palm size 'wearable' box 

wired up to different sensors which restrict them from free movement and significantly 

compromises their sleep quality. Added to this there is no portable apnoea monitoring system 

that can detect apnoea automatically with high enough sensitivity and specificity. Hence, 

current polysomnography systems are only suitable for off-line, time consuming, clinical studies. 

Therefore, there is a real need for a wearable device that can be used to real time monitor and 

process breathing patterns automatically for extended periods of time, while the user is still 

being able to carry out a normal life. The design targets for the respiratory monitoring system 

are improved reliability when compared to the existing polysomnography systems in terms of 

sensitivity and specificity; and suitability for long term use, not only for low-intensity clinical, 

but also non-clinical day to day situations. The device attached to human subject has to be a 

lightweight, miniature and non-invasive wireless solution which not only can measure the 

correct respiratory rate, but also detect apnoea events that last longer than a pre-established 

time threshold, reliably and subsequently perform task in response, such as raising an alarm, 

even in the case of epilepsy patients who may be simultaneously having a seizure. For people 

with risk of sudden death like epileptic or intensive care unit patients, the apnoea alarm may be 

sent to their nearest nurse or family member so that somebody can assist the person if necessary. 

The apnoea sensitivity of the device is particularly crucial for sudden death prevention, since 
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one missed apnoea detection could be fatal. However, false alarms should also be avoided since, 

although not leading to fatal situations, they would make the device unattractive to end users 

who want to be carrying out a relatively normal life. For sleep disorders monitoring, real time 

signal processing or raising an alarm would not be necessary. Instead, the device should 

incorporate functionality to record the specific time of apnoeic events and the breathing signal 

around that time. This information would be of more value for the doctor since it would enable 

them to analyse the event afterwards. 

The aim of this PhD was to create a novel wearable respiratory monitoring system that can 

potentially replace or even outperform the current gold standard, considering all the challenges 

described above. The thesis is structured as follows: 

Chapter 1 covers the background on respiratory monitoring, presenting the current state of the 

art and a comprehensive discussion on the challenges behind existing methods. The chapter also 

explains why bioacoustics breath detection is chosen as the sensing modality to create the novel 

wearable breathing monitoring system. 

Chapter 2 focuses on the theory behind breath sounds; review the different systems used by 

researchers to collect these sounds together with the different approaches devised for 

breath/apnoea detection based on bioacoustic sensing; and concludes presenting a new set of 

acoustic breathing signal characteristics. 

Chapter 3 analyses the different key factors that come into play when aiming to create a truly 

wearable biomedical monitoring system. A generic non-invasive wireless solution by using off-

the-shelf components is presented, which provides the data acquisition platform to develop and 

validate the wearable respiratory monitoring technology presented in this thesis. 

Chapter 4 presents a novel breath sound compression algorithm which is easy to implement on 

an ultra-low power Bluetooth® Smart platform and allows a considerable amount of power 

saving in the overall breath sound acquisition system. The data compression algorithm 

comprises new ways of predicting breath sound data, dividing data into frames as well as 

encoding them.  

Chapter 5 reviews the state-of-the-art on automatic breath detection and introduces the main 

breath detection algorithm created during the course of this PhD State machines and flowcharts 
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have been employed to illustrate the operation of the algorithm. An early pilot study was 

conducted to assess the performance of the core (first two) stages of the breath detection 

algorithm. These initial results, presented in this chapter, show how the core stage of algorithm 

is able to detect potentially critical apnoea events reliably, but at the expense of a still 

unacceptable rate of false alarms. The second part the chapter focuses on the proposed solution 

for reducing false apnoea alarms in the last stage of the detection algorithm. 

Chapter 6 analyses the results obtained from a clinical trial carried out to evaluate the 

performance of the new system. The trial took place in the sleep study room of the Harris 

Neuromedical Intensive Care Unit at the National Hospital for Neurology and Neurosurgery, 

Queen Square, London. The results from the trial were evaluated using different metrics and the 

performance was compared against the gold standard for automatic diagnosis of sleep apnoea: 

visual marking of events by the human expert. Additionally, the trial was also used to evaluate 

the performance for automatic evaluation of an FDA approved ambulatory polysomnography 

system. Overall, the results show how the novel technology was significantly superior to existing 

methods having around 90% agreement with the clinical expert. 
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Chapter 1  
 
Non-Invasive Respiratory Moni-
toring: A Review 

1.1 Motivation 
The human respiratory system anatomically consists of the nasal/oral cavity, trachea, bronchus 

and lungs. Breathing is caused by effort of the diaphragm and intercostal muscles drawing air 

through the nasal/oral cavity down the trachea, bronchus and into the two lungs where gas is 

exchanged with the circulatory system. Although the breathing rhythm can be altered or even 

stopped by controlling the respiratory muscles voluntarily, the function of the respiratory 

system is maintained and regulated by the autonomic nervous system which operates without 

the need of consciousness and is powerful enough to override any harmful breath holding action 

so as to prevent untoward hypoxic effect. Any failure in either the physical or neurological parts 

of the respiratory system degrades the overall performance of the human body and can lead to 

unexpected consequences, including hypertension, obesity, coronary artery disease, type-2 

diabetes [22], and in some cases, even death [23-25]. In the following section, four different 

applications are discussed in order to support the case for novel wearable respiratory monitoring 

techniques. 

1.1.1 Early Warning Scoring 

The Early Warning Score (EWS) System is commonly used as a benchmark for patients in 

intensive care conditions [26]. The EWS system performs measurements on temperature, blood 

oxygen levels, consciousness, heart rate and the respiratory rate at least once per hour. An index 

derived from the above parameters by an EWS algorithm can be used to detect the patient 

deterioration. Previous studies [27-30] have shown that the conventional automated EWS 

systems have a false alarm rate of 90%, due to incorrect measurements. Recently, the 
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performance of EWS systems has been improved by using experimental machine learning 

techniques, however, the best achievable combination of sensitivity and specificity is still below 

75% [31, 32]. One of the main issues in current EWS systems is the inaccuracy of the respiratory 

rate measurements in such systems. This explains why the respiratory rate is still quantified 

directly by nurses in most clinical ward setups rather than depending on automatic measure-

ment. Normally, the measurements are performed by a nurse standing next to a patient with 

the bed sheet lifted and by counting the number of movements of the abdomen/chest for 30 

seconds [33]. The respiratory rate is then extrapolated to one minute by doubling the 

measurement result. This method is inevitably prone to human errors and distracts nurses from 

their normal routines, but is still the only trusted procedure of such nature in most hospitals. It 

has thus been demonstrated that a reliable and easy-to-use automatic respiratory monitoring 

system can be used to aid nurses in performing respiratory rate measurements on patients. 

1.1.2 Sudden Death Prevention 

Sudden death resulting from apnoea (i.e. cessation of breathing) can be caused by a number of 

physiological conditions including epilepsy where the condition is known as SUDEP [25], for 

several unexplained reasons including sudden infant death syndrome (SIDS, as known as cot 

death) [34], respiratory diseases especially when there is retention of carbon dioxide (CO2) [35], 

and neuromuscular diseases causing respiratory failure [36]. 

Focusing for example on epilepsy, apnoea is common in epileptic seizures mostly in complex 

partial and tonic-clonic seizures. SUDEP kills at least 500 individuals per year in the UK and 

over 5,000 in the USA [37, 38]. Apnoea is the leading contender as the cause of SUDEP, the 

other being cardiac asystole, which results in secondary apnoea [9, 39, 40]. Prompt detection of 

apnoea is necessary for life-saving intervention to be initiated with cardiopulmonary resuscita-

tion. At present there is no reliable non-invasive method to detect apnoea that is suitable for 

long term use in low clinical intensity or domestic environments, with the consequence that 

there are thousands of deaths that could have been prevented. 

Epilepsy affects approximately 1% of the population (500,000 people in the UK with 32,000 new 

cases each year, 50 million people worldwide) [41]. SUDEP occurs most commonly when the 

person is unsupervised and at night [9, 42]. Alarm systems are considered a potential preventive 

measure in unsupervised patients [9]. Existing alarm systems are primarily based on detecting 
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vigorous rhythmic movements that might be caused by a seizure, as opposed to the cessation of 

external respiration that leads to death. Hence, they do not work with seizures such as complex 

partial ones that do not cause vigorous movement but can cause apnoea [37]. Additionally they 

suffer from other limitations: cost, long time lag to the trigger of the alarm, or most importantly 

very poor performance due to signal artefacts causing false alarms [43]. Breathing monitors used 

in other clinical contexts such as pulse oximeters are unsuitable because of the large number of 

false alarms they create and poor “time sensitivity”, as in the majority of cases the delay from 

the start of an apnoea to oxygen desaturation is too long, which results in the loss of valuable 

time in summoning help. 

In the context of sudden death in infants, infants who are born prematurely or who have low 

birth weight have up to four times the risk of sudden death syndrome than those infants born at 

term [44]. Moreover, for those with identified problems such as reflux and infection, apnoeas can 

also be frequent [45, 46]. In the UK alone, the number of infants registered as sudden infant 

death has kept constant, at an approximate level of 600 cases every year, for last decade [18-20]. 

Existing baby monitoring systems are again highly sensitive to artefacts, and in most cases, lack 

adequate sensitivity too. A system with the automatic sudden death prevention alarm 

functionality would have an important reassuring value for parents, especially for those with 

premature or low birth weight babies. 

1.1.3 Respiratory Conditions Management 

1.1.3.1 Sleep Apnoea Diagnosis 

Sleep apnoea is the third most common respiratory disorder, after asthma and chronic 

obstructive pulmonary disease (COPD). It affects between 2% to 10% of the adult population 

and 1% to 5% of the paediatric population [47, 48]. In patients with chronic heart failure, the 

prevalence of breathing abnormalities during sleep is at least ten times greater, and they are 

associated with a 400% increased risk of mortality [49]. The indirect medical costs of under-

diagnosed adult sleep apnoea patients, in the years preceding the diagnosis, is estimated to 

increase by up to twofold, even after correcting for chronic disease status [50]. This, added to 

the potential social consequences in the form of accidents, increased morbidity and impact on 

work efficiency, makes the condition a major public health issue [47]. 
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The main problem with diagnosis of sleep apnoea is the scarcity and high cost of diagnostic 

sleep clinics where patients can be admitted for single night polysomnography studies; in some 

cases this can lead to waiting times of over a year in fully developed areas [51], because there is 

still no simple and reliable sleep study system that can be trusted to be used outside the clinics 

without the aid of fully trained specialists. With the limited diagnosis time window, it is 

estimated that overall wrong diagnosis and missed diagnosis rate of the sleep apnoea could be 

between 20% and 90% [52-54]. Moreover, monitoring children for the disease is even more 

problematic than adults because of the implications it has for children to have to spend the 

night in a clinic with a set of uncomfortable sensing devices attached to them. Therefore, there 

is a great need for an easy and very cost effective method to reliably pre-diagnose sleep apnoea 

within the home environment, and to identify those patients who should attend longer (i.e. more 

than one night) polysomnography study. 

1.1.3.2 Management of Other Respiratory Diseases 

Apart from apnoea detection, the ability to determine, with high accuracy, breathing related 

parameters is also useful for diagnosis and management of other respiratory diseases such as 

asthma and chronic obstructive pulmonary disease (COPD). According to the World Health 

Organization (WHO), there are approximately 235 million asthma and 64 million COPD 

patients in the world [55, 56]. Most of the respiratory disease diagnosis approaches are 

performed in a one-time measurement way because of their dependency on spirometry and 

auscultation. Hence, there is a need for a reproducible and accessible method for analysis of 

breathing related parameters which provides more comprehensive information for longer 

duration. Such system could be used by doctors to remotely diagnose or provide a first 

assessment of patients, in order to: prioritise face to face appointments, reduce waiting times, 

reduce healthcare costs, allow evaluation of patients that cannot easily attend clinics (such as 

those living in rural or underdeveloped areas) and improve diseases management [51]. On line 

with the trend towards the decentralisation of healthcare this should be offered in larger 

numbers to either the patient or a health enthusiast at lower cost. 

1.1.4 Human Behaviour Monitoring 

Apart from the healthcare applications briefly described above, a wearable respiratory system 

could be an invaluable tool for human behavioural studies. Monitoring of human behaviour in 
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free individuals is arguably one of most popular applications of wearable technology. Most 

wearable behaviour recognition systems are accelerometer based, and hence can only track down 

various movements of the body [57]. These provide a limited amount of information and 

consequently have a narrow applicability. With the help of an accurate respiration monitoring 

system, it might be possible to examine the pattern of breathing and characteristics of 

individual breaths and use this to detect a range of human activities and behaviours, such as 

talking [58], singing [59], deglutition [60], smoking [61], drowsing [62], snoring [63], teeth 

grinding [64], and emotional changing [65]. Knowing these behaviours can be beneficial for some 

of applications, like mental disorder monitoring, smoking cessation program monitoring and 

drowsy driving detection. This has been however not possible so far because there was no 

unobtrusive reliable wearable respiratory monitoring system that the patient could be sent home 

with, for continuous monitoring for extended periods of time, and was moreover, able to provide 

continuous access to high quality respiratory signals, as well as very accurate automatic 

evaluation of breath pattern and individual breath’s characteristic; whilst operating continuous-

ly for a long time without disturbing the user. 

1.2 Review of State-of-the-art 

1.2.1 Airflow Sensing 
1.2.1.1 Bioacoustic Measurement 

The history of acoustic based respiratory monitoring only begins in the 1810s when physicians 

started using the traditional stethoscope to hear lung sounds caused by air turbulence in the 

respiratory airway, with the aim of diagnosing lung diseases. However, these early stethoscopes 

had strong attenuation above 300 Hz [66] which made them suboptimal for this purpose, since, 

as later on was proven, the acoustic breathing signal extends far beyond this frequency. This is 

made worse by the fact that the human ear is not very sensitive to the sound with a low pitch 

frequency [67]. 

In the middle of the 20th century, when the new era of digital signal recording began, some 

researchers [68-73] attempted to study the frequency content of breath turbulence sound 

measured from the respiratory airway. Gavriely et al. [74] were the first ones to comprehensively 

unscramble the entire power spectral distribution of breath sounds from both the chest wall and 
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the trachea. Later, further studies [66, 75, 76] suggest that trachea measurement is better for 

breath sound detection, because it provides more spectral information and lung sounds from the 

chest share the same bandwidth as heart sounds. Moreover, the specific position of the 

suprasternal notch, this is, where the clavicles join the sternum, is the best region suggested to 

measure tracheal breath sounds due to its diminished noise from head movements and carotids. 

It was not however until 1993, when Nissan and Gavriely [77] used a microcomputer to collect 

significant amount of breath samples, which they used to develop the earliest automatic breath 

detection system. This is the first system that is able to automatically detect breath and 

capture its corresponding audio spectrum in real time for further analysis by examining 

convergence of averaged spectra of breath sound signals that are collected from different 

locations such as trachea and chest. 

Since then, automatic interpretation of the acoustic respiratory signal gains more and more 

attention. However, the progress has been slow and it is still a very immature field of research. 

Two main reasons that have limited its progress are: the size of sensing systems (which in its 

turn affects other aspects, such as the type of experiments that can be done with them), and the 

quality of the data that can be extracted from them, as the breathing signal, unless it is under 

controlled conditions, is heavily corrupted by artefacts. Others in the past had tried to detect 

breathing by monitoring its associated sound but with cumbersome apparatus, such as wired 

microphones or accelerometers; often keeping subjects in still positions and/or in a silent 

environment with generally very limited (or non-existent) success in automatic detection of 

breathing segments especially in the presence of artefacts [78-88]. Figure 1-1 shows a state-of-

the-art commercial system (Masimo’s Cloth rainbow Acoustic Monitoring™ system) based on 

acoustic sensing for breathing rate monitoring in post-operative patients. Their recent clinical 

reports [85, 89] claims that breath sound contains enough information for evaluation of 

respiratory rate with the 3% higher accuracy compared to capnography (i.e. nasal carbon 

dioxide concentration sensing, see next section 1.2.1.2). However, this is in very restricted 

clinical conditions for monitoring of anaesthetized patients. 

1.2.1.2 Respiratory Gas Sensing 

The amount of air displaced from the lungs is also of significant diagnostic value. The 

quantitative estimation of respiratory flow and lung volumes started in the 1850s by using a 
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Figure 1-1: Test subject wearing the Masimo’s Cloth rainbow Acoustic Monitoring™ 
system and close-up photo of its acoustic sensor [90] 

mechanical based method known as spirometry [91]. The function of a spirometer is similar to 

that of an anemometer: the instrument registers the mechanical movements caused by air 

pressure. It was not until the 1860s however that Tyndall discovered the infrared absorption 

property of CO2 [92]. This was used to quantitatively estimate the continuous expired CO2 (i.e. 

end-tidal CO2), and the technique known as capnography, became available for respiratory 

monitoring. Capnography is currently widely used in Intensive Care Unit (ICU) and operating 

theatre settings. It utilises a facemask over the nose and mouth connected to an air tube with a 

CO2 sensor attached. This allows recording of exhaled CO2 concentration with extremely high 

accuracy [93]. This sophisticated capnography does however receive very low feedback on user 

experience due to the uncomfortability of the design [94]. 

A simplified system to quantify gas exchange associated with respiration, which avoids the use 

of facemasks relies on using oro-nasal airflow sensors in a configuration such as the one in 

Figure 1-2. The sensors measure changes on the properties of the air surrounding the nose and 

mouth and from there the airflow can be estimated. Besides CO2, these properties may include 

pressure, temperature, and humidity. One of the issues with this kind of configuration is that, as 

can be seen in Figure 1-2, unlike the face mask, the oro-nasal airflow sensors do not have a 

sealed air collector. Because of this the gas dilution of the unsealed air collector inevitably leads 

to signal fading in the case of, for example, subject's movement. Added to this, in the absence of 

respiratory effort information, in some shallow breathing cases, the airflow sensors may also pick 

up tiny signals originated by the beating of the heart during a period of respiratory pause, and 

wrongly detect it as respiration. All of this results on the mask-free approach being less reliable 

for accurate evaluation of tidal volume [95]. In spite of the disadvantages, this approach is able 

to detect the presence of breath in most circumstances. Because of this, and since it is also 
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much more comfortable to wear than anything involving a facemask, it has become an essential 

component of polysomnography systems for sleep studies. Still, due to its shape and the location 

of the sensors it is not used for in-domestic monitoring. 

1.2.2 Respiratory Effort Sensing 

Along with airflow sensing techniques, a different approach that is being used for respiratory 

monitoring is based on sensing the expansion and contraction of the respiratory cavity. This 

approach however suffers from similar bottlenecks in the presence of movement artefacts. 

Additionally, in the absence of breathing any automatic software relying on it is prone to falsely 

detecting cardiac activity as respiration in the presence of apnoea. This can somehow be 

compensated for by adjusting the tightness of the bands. However, this can only be done by a 

clinical specialist because if a band is too loose to avoid picking up cardiac activity the system 

loses sensitivity to shallow breath cycles.  

1.2.2.1 Respiratory Transthoracic Plethysmography 

Amongst all technologies for monitoring of respiration, respiratory transthoracic plethysmogra-

phy (RTP) is possibly the best developed system, being widely used in a clinical settings. RTP 

utilises either or both chest and abdomen elastic bands to track the change of lungs volume 

during the process of respiration. By converting the rib cage and abdominal movements into 

electrical signals, respiratory plethysmography records the activity of intercostal muscles and 

diaphragm. From there it is possible to determine whether there is any respiratory effort. 

 

Figure 1-2: Oro-nasal airflow sensing for respiratory monitoring 

 

Airflow Sensor 

Adhesive Tape 

Signal Cable 

32 

 



 

Figure 1-3: Respiratory inductance plethysmography (RIP) elastic bands for tracking 
rib cage and abdomen movement (left) and two different electrical outputs from the 
elastic bands during contraction and expansion (right). 

There are three types of RTP. Each of them bases on a different sensing principle: strain gauge 

based, magnetometry based and inductance based. The earliest version of it was resistance 

strain gauge plethysmography. In resistive strain gauge plethysmography a durable conductive 

material is attached to an elastic band, which is able to convert expansion force into changes of 

the material’s resistance as this gets longer and thinner. This was relative easy to make and the 

corresponding sensing circuit was simple. Later, Mead et al [96] used magnetometry to track the 

change of thoracic diameter by measuring the mutual induction between two wire coils secured 

to the front and back of the thorax: one to generate a magnetic field and the other one to sense 

the field oscillation related to their separation. In 1978, Cohn et al. [97] converted the two-coil 

magnetometry approach into just one-coil, introducing respiratory inductance plethysmography 

(RIP). The implementation is shown in Figure 1-3. A zigzag shaped inductive wire coil is 

attached to an elastic band. In the process of breathing, the flexible coil expands during 

inhalation and goes back to its shape during exhalation. The distance between each turn of the 

wire coil varies and consequently the inductance. By integrating the coil into a power-efficient 

self-oscillating circuit, the thoracic volume change can be converted to change in its resonant 

frequency. In general, inductance plethysmography is more sensitive to the respiratory efforts 

than the other two approaches, but the difference is unlikely to be clinically important [98]. 

Although RTP is useful in some contexts, it does have lots of limitations. Systems are 

cumbersome, uncomfortable, unreliable in the presence of artefacts and prone to misplacements. 
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Furthermore, reliability in the presence of movement is inversely proportional to the system 

comfortability because it is related to the tightness of the bands. Because of this, RTP cannot 

be used for automatic identification of apnoeas when accuracy is a concern [99]. 

1.2.2.2 Electrical Impedance Pneumography (EIP) 

Another approach used to measure respiratory effort is based on active impedance measure-

ments. This is generally referred to as electrical impedance tomography or electrical impedance 

pneumography (EIP). During inspiration, the thoracic impedance increases due to the increase 

in the gas volume of the chest and the length of the conductance paths. The opposite happens 

during expiration. An EIP system injects a low amplitude and high frequency current 

(maximum 100 µA of peak current at 10 kHz to meet the safety limits imposed by standards 

[100]) which passes through the subject’s body via an electrode array (in most cases, at least 2 

and up to 17 standard electrocardiogram electrodes). The variation on electrical impedance due 

to the changes of the respiratory cavity can hence be measured. Typical variations of thoracic 

impedance caused by changes in lungs tidal volume are 1 ohm/litre in average[101]. This results 

in approximately 100 µV/litre resolution for a maximum 100 µA injected current. 

EIP requires the subject to be at rest since any muscle movement generates unwanted 

impedance changes that can be large enough to corrupt the respiratory signal. The most mature 

commercial system is shown in Figure 1-4. It has the shape of a plaster with a disposable 

electrode patch and a reusable sensor module. The artefact rejection strategy that they use is 

very simplistic and widely known to be of very limited performance, which is likely to be the 

reason why the validation is being done not on breathing rate comparison, but on ranges instead 

(i.e. the two systems agree when the parameters are above a certain range). Generally, EIP is 

less reliable compared to respiratory plethysmography because of its lower level of accuracy [103, 

104]. 

1.2.2.3 Mattress Based Systems 

Respiratory movements can be picked up by the ripple from a mattress top or bottom surface 

due to the body extrusion. Although often people refer to it as a non-contact approach, this 

actually requires subjects to lie on a mattress with a network of pressure sensors on its surface, 

either on the top or the bottom. The earliest implementation [105, 106] of this approach was 

based on using an air or fluid filled mattress to detect the respiratory effort via pressure changes. 
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Figure 1-4: A test subject wearing the state-of-the-art electrical impedance pneumog-
raphy based respiratory monitoring system (Sensium Healthcare SensiumVitals®) and 
close-up photo of their patch sensor [102]. 

Later, Chow et al. [107] improved the resolution of movement detection by introducing more 

pneumatic segments and pressure transducers to the mattress. This requires customized 

mattress, which most people would not be willing to acquire for reasons of cost, which makes 

the whole idea less user friendly. To overcome this, another popular method to measure 

respiratory effort consists on placing a less sensitive thin membrane-type pressure sensor array 

mat on top of the mattress [108] or a highly sensitive pressure sensor array underneath [109]. 

Placing the sensors underneath is more unobtrusive since membrane-type pressure sensors still 

have a certain thickness and hardness which affects comfortability. However, the characteristics 

of the mattress, in terms of mattress material and thickness, have a huge impact on the 

performance of the under-mattress approach [109]. Although this kind of monitoring technique 

seems to outperform any wearable solutions as misplacement and wearability are not issues any 

more, it loses in flexibility since it cannot be used without the monitored subject lying on the 

bed and in practical terms only allows one person to use the mattress at a time. In terms of 

accuracy of breath detection, mattress based systems are comparable to elastic bands based 

methods. In both cases performance drops badly if there is any non-respiration related 

movement artefact. 

As reported in [107, 110], compared to elastic band based systems, any movement of the body 

other than thorax and abdomen would be more likely to affect this type of systems if there is no 

sophisticated movement artefact removal strategy in place. Although this approach is 

commercially available as part of baby monitoring systems since 1992 [111], none of these 

mattress based systems has good enough accuracy to detect apnoea reliably, hence their 

commercial and regulatory claim is that they can only raise alarms for no movement, but not 

apnoea. 
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1.2.3 Hybrid Parameters Sensing 

The approaches described above can only sense one respiratory parameter. The following section 

introduces standalone approaches that are able to measure more than one parameter. 

1.2.3.1 Non-contacting Vision/Imaging 

Research on non-contacting type of respiratory measurement goes back to the 1970s. It started 

by studying the interaction between different kinds of signals and the human body in order to 

extract respiratory parameters. Those signals included radio frequency signals [112], ultrasonic 

signals [113, 114] and visible/non-visible light [115, 116]. Most of the approaches emit a certain 

kind of field directed towards the observed body. By detecting variations in phase shifts and 

round trip time of the reflected signal, the distance change between the source and the test 

subject's chest wall can be measured, hence the movement. A few like [116] try to passively 

measure the infrared wave released from the human body and detect the movement of the heat 

source. 

Non-contacting approaches are not limited to respiratory effort sensing. Abbas et al. [117] 

recently developed a different method to monitor respiration based on real-time infrared 

thermography, as shown in Figure 1-5. Like the thermistor based nasal oral airflow sensing 

technique, this technique uses a high resolution infrared camera to remotely detect the thermal 

signature of respiration, which is a tiny temperature variation from 0.3 ℃ to 0.5 ℃ around the 

nostrils opening area. Provided there is no other heat source or wind acting as artefacts, Abbas 

suggested that this small temperature variation can be treated as the thermal signature of 

respiration. However, the prerequisites could be hardly guaranteed in a non-controlled 

environment. Moreover the infrared thermal sensing technique requires a reasonable humidity 

level to work. 

Another non-contact based approach which tries to compensate for the movement associated 

drawbacks of these ones, is based on a complicated computer vision technique called optoelec-

tronic plethysmography [118]. Both human body and face tracking technologies are on-going 

popular research topics and are divided into two categories: marker and marker-less. Marker 

techniques require distinct makers attached to the tracked subject. In general marker-less vision 

based approaches are less reliable and practical than the marker based ones. Furthermore this  
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Figure 1-5: Clinical infrared thermography setup for infant respiratory monitoring [117] 

kind of non-contacting vision/imaging based sensing techniques requires more than one set of 

specialised sensing equipment to cover the whole monitoring environment. This results on very 

limited clinical use, and not being still suitable to use in non-controlled free-living environments. 

1.2.3.2 Electrocardiogram Derived Respiration (EDR) 

Another way of monitoring the presence of breath is to observe the short-term irregularity of 

the heart electrocardiogram (ECG) caused by respiratory activity. This method has been used 

since mid-1900s [119]. Similar to EIP, the electrocardiogram derived respiration (EDR) 

approach observes the movement caused by chest expansion and contraction from ECG 

electrodes, however without the need of any external current injection. The actual small 

amplitude ECG signal generated from the heart acts as the stimulation from inside the body. 

By observing the variation of the peak-to-peak amplitude change of the ECG signals, the 

relative chest/abdomen excursion can be estimated, though the resolution is lower than its 

active mode EIP approach. In addition to sensing impedance variation, the EDR approach 

measures the tiny heart rate variability which is in synchrony with respiration: the instantane-

ous heart rate is faster during inspiration and slower during expiration. This phenomenon is 

called respiratory sinus arrhythmia (RSA) and was first discovered by Carl Ludwig in 1847 [120]. 

In [121] it was concluded that there are two possible mechanisms to explain RSA: 1) blood 

pressure changes influenced by respiratory movements; 2) autonomic nervous system. 
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Figure 1-6: An illustration of an electrocardiogram (ECG) waveform with PQRST 
characteristics in one complete heartbeat cycle. 

A typical ECG waveform is shown in Figure 1-6 with its five characteristic features denoted as 

P, Q, R, S and T. Each peak and valley are generated by contraction and expansion of various 

heart valves in different blood pumping stages. The amplitude of the ECG signal, specifically 

the QRS points (Figure 1-6), are affected by the chest expansion and contraction due to 

respiratory events. Furthermore the RSA effect translates on a reduction of the interval between 

two adjacent R points, during inspiration, and an increase during expiration. Hence, by 

analysing the amplitude and frequency modulation of the ECG signal, it is possible to detect the 

presence of breath. This has been extensively researched, but the majority of systems have used 

multiple ECG channels which are too cumbersome as well as difficult to attach, to be considered 

a wearable technology. Although some research [122-124] has shown that it is possible to extract 

respiratory rate from a single EEG channel, most of the reported methods eliminate the data 

corrupted by movement artefacts in their validation methodologies and have proved this in very 

short data samples. 

Additionally, the presence and intensity of RSA is dependent on two factors: age and health 

status. And some researchers [125-127] have already shown sinus arrhythmia could still be 

observed at the beginning and at the end of a voluntary breath hold, which could give false 

breath detection around the apnoea events. An unbiased review [128] tested 6 different EDR 

methods on a single EEG channel data obtained from a free-moving subject and showed that 

the lowest achievable error rate between observed and derived measurements was between 18% 
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to 30%. A recent report [129] showed that EDR systems are generally highly susceptible to the 

subject's position since median errors on breath rate estimation could go up to 87% in certain 

positions. Also, this approach was still sub-optimal from the point of view of wearability because 

it still required two electrodes (measuring the channel and a reference) positioned far from each 

other. Generally, ECG based respiratory monitoring is difficult to use, requiring a fully trained 

specialist to put on the sensors, and heavily suffers from interference caused by body movements, 

therefore it cannot be adapted for long term monitoring in daily life situations. 

1.2.3.3 Photoplethysmogram Derived Respiration (Blood Gas Sensing) 

Respiration can be monitored indirectly by observing the change in the amount of respiratory 

gas that diffuses through the alveoli into the arterial blood. In the blood, there is a type of 

protein called haemoglobin which can be of two main types: one type carries gas like oxygen, 

carbon dioxide and carbon monoxide; the other type cannot carry any gas. The forms that carry 

oxygen, carbon dioxide, carbon monoxide are called oxyhaemoglobin (HbO2), carbaminohaemo-

globin (CO2Hb) and carboxyhaemoglobin (COHb) respectively. A form that can carry oxygen 

but without bonding to oxygen is called deoxyhaemoglobin (Hb). Only HbO2 and CO2Hb can 

offload their gas quickly and reverse back to Hb which can be bonded with oxygen once again. 

The release of carbon monoxide CO from COHb is not easy and can take place very slowly 

(that is why CO is toxic to the human body). The last form is called Methaemoglobin (metHb) 

which cannot carry any gas. In most cases, metHb and COHb account for less than 3% of the 

total amount of haemoglobin, and the remaining functional haemoglobin that can carry oxygen 

dominates in the blood [130]. 

Following the development of non-invasive photoplethysmography during the 1970s, monitoring 

blood gas level became a reality by mean of the pulse oximeter which nowadays is already a 

lightweight portable solution. The functionality of pulse oximeters is based on the different light 

absorption properties of different types of haemoglobin, as shown in Figure 1-7. Figure 1-8 

shows a typical trace of light absorption from a finger. This is obtained subtracting the initial 

pass-through light intensity and the received attenuated light intensity. The AC component of 

the trace represents the absorption from pulsatile arterial blood due to heartbeat; while the DC 

component represents the absorption from the constant part of arterial blood, venous blood, 

capillary blood and tissue. 

 

39 

 



 

Figure 1-7: Absorption spectra for three main types of haemoglobin: Methaemoglobin 
(metHb), oxyhaemoglobin (HbO2), deoxyhaemoglobin (Hb), carbaminohaemoglobin 
(CO2Hb) and carboxyhaemoglobin (COHb)[131]. 

 

 

Figure 1-8: Typical light absorption waveform (black trace) from finger, where the AC 
component is generated by pulsatile arterial blood flow; the DC component is 
generated by constant arterial blood flow, venous blood flow, capillary blood flow and 
tissue. 

Recent research efforts [132-134] have proven that it is possible to extract breathing rate 

information from pulse oximetry by observing the RSA from its pulsatile light signal - the same 

technique used in the ECG based approach. However, using the RSA obtained from the pulse 

oximeter to detect breathing has very limited sensitivity/specificity, even after undergoing 

subject specific training/calibration [135]. As illustrative numbers, 20% of recordings have been 

reported to be invalid due to detachment of the oximeter [136]; and 75% of the false alarms in 
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intensive care units are caused by pulse oximeter artefacts (with only around 8% of the total 

overall being real alarms [137, 138]). 

In addition to the RSA information, photoplethysmography provides the level of arterial oxygen 

saturation (SaO2) by examining the ratio of the oxygenated and deoxygenated oxygen carrier 

molecules in blood (i.e. HbO2 and Hb). Thanks to the fact (see Figure 1-7) that HbO2 has higher 

absorption at infrared light (around 940 nm) and Hb/CO2Hb has higher absorption at red light 

(around 660 nm), by sensing the ratio between these two light absorptions at the fingertip or 

ear, where there is easy access and denser arterial blood volume, it is possible to estimate SaO2 

provided the blood has much less metHb and COHb. 

SaO2 can be approximated by the following formula:  

SaO2  ≈ SpO2 = HbO2
Total Haemoglobin

= 𝑓𝑓(𝐼𝐼𝐴𝐴𝐴𝐴_𝑅𝑅𝑅𝑅𝑅𝑅, 𝐼𝐼𝐴𝐴𝐴𝐴_𝐼𝐼𝐼𝐼) (1.1) 

where 

 SpO2 represents the saturation of peripheral oxygen, indicating an approximation of SaO2. 

 HbO2 is the concentration of oxyhaemoglobin 

 Hb is the concentration of deoxyhaemoglobin 

 IAC_RED is the AC amplitude of received pulsatile intensity at red light 

 IAC_IR is the AC amplitude of received pulsatile intensity at infrared light 

Because the light travelling through the testing sample is scattered inside the tissue and blood, 

the Lambert-Beer law which relates the attenuation of the light to the characteristics of the 

material through which this is traveling cannot be applied to obtain the function, f, shown in 

equation (1.1) directly. Thus, the actual function is interpolated from a look-up table which was 

obtained from experimental invasive oxygen saturation measurements on a certain number of 

healthy people. 

SpO2 measurements are commonly used for evaluating heart rate and detecting blood oxygen 

desaturation events. Anything more than a 3% change from the baseline of a pre-event blood 

oxygen saturation level is considered as a blood oxygen desaturation event. This may indicate 

the absence of breathing provided there is no misplacement of the oximeter. 

Clinical validations [139, 140] have shown that the SpO2 results from oximetry have a delayed 

response to hypoxemia events, which are defined as SaO2 below 90%. The latency can be as long 
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as 20 seconds, depending on the distance between the sensor and arteries, as well as the 

subject's medical and metabolic condition. The rate of fall in SaO2 during apnoea varies from 

individual to individual, changes between awake and sleep [141, 142], and also depends on the 

duration and frequency of apnoeic events. These factors weaken the correlation between apnoea 

and peripheral blood saturation level. This means that not every apnoeic event triggers SpO2 

desaturation. Therefore, although a SpO2 desaturation event can be treated as a critical 

respiratory distress signal, accurate detection of apnoea cannot be based solely on it. 

1.3 Design Considerations for a Wearable 
Respiratory Monitoring System 

Previous sections have shown how most of state-of-the-art respiratory monitoring techniques 

require a well-controlled clinical environment to achieve their claimed performance. To create a 

robust clinical grade wearable respiratory monitoring system, a minimum set of features have to 

be targeted. The following section discusses the requirements for the different features putting 

them within the context of the gold standard in the clinical setting. The ultimate goal of this 

work was to maintain a performance comparable to this gold standard and to eliminate the need 

of a clinical personal, in order to maximise the new technology usability. 

1.3.1 Respiratory Features 

1.3.1.1 Respiratory Rate 

Respiratory rate is defined as the number of respirations (inhalation-exhalation cycles) occurring 

during a specific time frame. Practically the time frame should be 1-minute in order to avoid 

misleading readings for slow and irregular respiratory conditions. Acquiring respiratory rate is 

essential in respiratory monitoring because most respiratory failure events can be detected from 

this parameter. 

Abnormally fast respiratory rate at rest indicates hyperventilation (fast and deep breathing) or 

tachypnoea (fast and shallow breathing) both of which are respiratory dysfunctions. Hyperventi-

lation makes the removal of CO2 too fast, leading to blood vessel constriction due to blood 

alkalization, resulting in insufficient oxygen delivery to the body, causing anoxic effect, 

eventually self-promoting the autonomic nervous system for faster respiration [143]. Tachypnoea, 
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on the other hand, can be the first sign of patient deterioration associated with acidosis, 

infections or cardiopulmonary disease. 

Slow respiratory rate, on the opposite side, could cause low blood oxygen saturation level 

(hypoxemia), and in some cases even increase the level of CO2 in blood (hypercapnia). Both 

hypoxemia and hypercapnia can be life-threatening respiratory depression conditions. With a 1-

minute evaluation window in non-exercise conditions, high respiratory rate could reveal 

respiratory dysfunction in most cases, but low respiratory rate does not always lead to adverse 

situations because it depends on the efficiency of the individual’s respiratory system. However, 

by using different time windows, other than 1 minute, to analyse breath patterns (like for 

detecting repetitive apnoea/hypopnoea as will be discussed in the next section), respiratory 

failure could be foreseen. The average respiratory rate of a healthy adult is 18±4 breaths per 

minute (bpm) with a upper limit of 24 bpm to indicate hyperventilation/tachypnoea syndrome 

[144] and a lower limit of 8-10 bpm to indicate hypoventilation [145, 146]. 

As mentioned in the motivation section, in critical clinical environments, respiratory rate is still 

done by the nurses because there is no automatic way to reliably monitor it. The clinically 

acceptable accuracy of respiratory rate for an automatic monitoring system is ±20%, which is 

considered to be as good as the manual measurement performed by a nurse [147]. In addition, 

because the fastest normal respiratory rate is 22 bpm and the threshold for hyperventilation is 

24 bpm, the reasonable accuracy between 22 bpm to 26 bpm should be within ±2 bpm in order 

to avoid raising any false alarms in those cases. 

1.3.1.2 Lung Volumes 

The term lung volumes is used to refer to volumes of air associated to respiration. There are 

different definitions for lung volumes. For example, lung tidal volume (Vt) accounts for the 

normal volume of air displaced between normal inhalation and exhalation; forced vital capacity 

(FVC) is the maximum volume resulting from a maximally forced expiratory effort after full 

inspiration; forced expiratory volume (FEV) is similar to FVC but with the volume quantified 

in a specific time interval. 

Adequate Vt is required to ensure fresh air is not just staying in the respiratory airway, but 

sufficient oxygen is dispersing into the lungs. The critical volume, called physiological dead 

space, is around 2 ml/kg of body weight or 150 ml in average [148]. If the Vt is constantly lower 
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than the dead space, fresh air will not be able to reach the lungs and perfuse the alveoli, causing 

respiratory depression. On the other hand, FVC and FEV are the most important measure-

ments of lung function. Normal healthy adults have 3 to 5 litres of FVC, where around 70 - 80% 

of the FVC should be obtained from FEV in the first second [149]. Decreased FVC indicates 

restrictive lung diseases which is often associated with obesity [150]; while low FEV implicates 

obstructive lung diseases such as asthma and chronic obstructive pulmonary disease (COPD). 

Unfortunately, accurate lung volumes measurements can be only obtained continuously using a 

respirometer connected with a facemask which is not a comfortable method because the tube 

connected to facemask artificially increases subject's dead space because of additional volume of 

air need to pass the tube but not participate in respiratory gas exchange, hence the subject has 

to breath deeper than their normal way. Sophisticated and expensive respirometers in the 

hospital are able to achieve the gold standard accuracy ±3% or ±50 ml, whichever is greater 

[151]. Besides respirometry, lung volumes could in principle be extracted using other sensing 

modalities for airflow sensing, such as the one [152] reported, by integrating the airflow over the 

duration of a breath. The quality of the model for quantitative airflow measurements does 

however affect the accuracy. When lung volumes, especially tidal volume, are to be calculated 

by automatic means, accurate airflow determination is not the only factor affecting accuracy. 

The temporal characteristics of the signal, and most specifically, precise determination of 

integration times are also equally important. These integration times are not difficult to 

determine visually, mostly when dealing with artefact free segments of the signal. The problem 

becomes significantly more challenging when lung volumes have to be calculated automatically. 

Other non-airflow based respiratory monitoring techniques like respiratory effort sensing and 

oximetry are also generally inaccurate or unsuitable for lung volumes determination. The 

respiratory effort method relies on calibrating each movement related reading to a corresponding 

lung volume. Hence, variations of the movement signal can be correlated to change of lung 

volumes in the case of FVC and FEV measurements. However, the lower the lung volumes are 

the lower resolution of this method is since it becomes more affected by heartbeat, body 

movements or obstructed airways. On the other hand, pulse oximetry only provides information 

on blood oxygen saturation level and heart rate derived respiratory sinus arrhythmia which 

cannot be correlated to lung volumes. 
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1.3.1.3 Apnoea and Hypopnoea 

Apnoea, i.e. cessation of breathing, is defined as no air exchange happening between the 

respiratory system and the external environment. Any event with tidal volume smaller than the 

dead space is considered an apnoea. On the other hand, hypopnoea is defined as an event with 

exceedingly shallow breathing or a low respiratory rate which prolongs longer enough to cause a 

drop of arterial oxygen saturation. Fatal conditions like hypoxemia and hypercapnia can be 

caused by not only long prolonged apnoea events, but also frequent repetitive short apnoea and 

hypopnoea events, depending on the person’s medical condition. However, both apnoea and 

hypopnoea, have no strict consensual quantitative non-invasive detection criteria such as 

minimum tidal volume or event duration [153]. 

Taking the field of sleep studies as an example, the latest American Academy of Sleep Medicine 

(AASM) guidelines [153] for sleep apnoeas scoring, conservatively recommends some criteria 

with arbitrary thresholds to detect nonfatal apnoea: 

a) An event with a reduction of the amplitude of the signal associated to tidal volume by 

more or equal to 90% from pre-event baseline. 

b) The duration of the 90% drop is at least 10 seconds for adults and the length of 2 

respiratory cycles from pre-event breathing pattern for children. 

There are three types of apnoea during sleep: obstructive apnoea, central apnoea and mixed of 

the two. The AASM suggests that classification of the apnoea could be done based on 

observation of respiratory effort. For measurement purposes central apnoea is defined as an 

event that shows absence of respiratory effort during the entire period, indicating failure of the 

neurological CO2 sensing feedback mechanism. In contrast, obstructive apnoea is defined in the 

opposite way: the respiratory effort has to be continuous throughout the entire apnoea period. 

In this case, the respiratory muscles keep making respiratory efforts to change the lungs volumes, 

but they do not provide enough pressure to pass sufficient air across the obstructed upper 

airway. This implies that respiratory effort based methods are intrinsically incompetent to 

detect obstructive apnoea events when airflow data is missing, though in some cases paradoxical 

obstructive apnoea can be detected because it generates 90 out of phase chest and abdomen 

movements. On the other hand, airflow sensing based methods could detect apnoea but may not 
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be able to classify the event. A mixed apnoea is considered to be an event that is led by central 

apnoea, and ends by obstructive apnoea. 

In the case of hypopnoea, the AASM gives the following quantitative criteria as the recom-

mended guideline for classification [153]: 

a) An event with a reduction of the amplitude of the signal associated to tidal volume by 

more or equal to 30% for adults and 50% for children from pre-event baseline. 

b) The duration of the drop meeting the first criterion lasts for at least 10 seconds for adults 

and the length of 2 respiratory cycles from pre-event breathing pattern for children. 

c) Oxygen desaturation is more than 3% from pre-event baseline or subject arouses from sleep 

within the events. 

d) If a portion of the event can be classified as apnoea, that portion should not be classified as 

hypopnoea. The rest of the event is classified as hypopnoea. 

Although hypopnoea can be also classified into the same three categories: obstructive, central 

and mixed, it is difficult to distinguish between them because all of them still have some 

respiratory effort. AASM guidelines suggest that the only reliable way to distinguish them 

would be to measure oesophageal pressure excursions. This cannot be done by any non-invasive 

approach since they do not always reflect the magnitude of respiratory effort [154]. Hence 

hypopnoea is difficult to classify non-invasively unless there are obvious signs of upper airway 

obstruction, such as desynchrony in thoracic and abdominal exclusions. 

The sleep apnoea/hypopnoea detection guidelines require a polysomnography sleep study system 

as shown in Figure 1-9 which comes with at least three different sensors, in order to sense 

airflow, respiratory effort and oxygen saturation. As an example, Figure 1-10 depicts a snapshot 

of sleep data obtained from the gold standard system. In this case a physician is able to identify 

an apnoea event because the flow signal drops below 10% of the pre-event values. With the 

additional movement information from the abdomen and thorax band, the apnoea event can be 

marked as obstructive type. However, this is not an option due to the constraint in the system 

size imposed by wearability and usability in domestic/non-clinical environment for mobile 

health application. Therefore a new set of detection rules had to be created that match as much 

as possible the current gold standard. 
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Figure 1-9: A test subject wearing an existing state of the art polysomnography 
system (SOMNOscreen™ RC, SOMNOmedics GmbH) and an additional pulse oximeter 
(Pulsox-300i, Konica Minolta) [155], comprising two finger oximeters; oro-nasal flow 
sensors; thoracic and abdominal expansion bands; and ECG. 

 

Figure 1-10: Example of polysomnography data indicating obstructive sleep apnoea. 
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1.3.2 Performance and Usability 

In order for respiratory monitoring to work in a non-controlled environment, two factors have to 

be traded off: performance and usability. As an illustration of the reasons for this, the most 

accurate respiratory system is the polysomnography which benefits from comprehensive data 

provided by a number of sensors (see Figure 1-9). However, polysomnography is never used 

outside in-clinic sleep studies due to its vulnerability to sensors misplacement/detachment 

problems and movement artefacts, amongst others. And, even in the sleep clinics, physicians 

have to manually sift through all the raw data to search for anomalies rather than using any of 

the automatic sleep diagnosis software provided by the polysomnograph manufacturers [156]. 

One of the reasons for this is that polysomnography systems require a certain degree of 

agreement between the signals obtained from the different sensors in order to guarantee their 

accuracy, and hence can be easily affected by any failure in their sub-systems [157, 158]. As a 

summary, high cost of the system, discomfort caused by the sensors connected to the body, and 

the high amount of information that needs to be analysed, are main disadvantages of the 

polysomnography system. Therefore, polysomnography did not meet the wearability criteria for 

this work, and hence only less intrusive approaches with lower number of sensor nodes were 

considered. Under the wearability constraints, the ideal respiratory system should only adopt 

one approach amongst the ones shown in section 1.2 whilst still achieving reasonable 

performance in terms of the requirements listed in the last section. The approach has to be 

acceptable and accessible to the general public. Table 1-1 shows the ideal performance and 

usability matrix for individual non-invasive respiratory monitoring approaches. 

1.3.2.1 Performance 

In relation to respiratory rate evaluation in an ideal environment, airflow based approaches are 

the most accurate and RSA based approaches are the least reliable when compared to others. 

This is because the definition of respiration based on gas exchange and the existence of RSA 

could be present at the beginning or at the end of apnoea (see section 1.2.3.2). Respiratory 

effort sensing could generate errors when the movement caused by shallow breathing is similar 

to the movement caused by the heartbeat. Amongst the rest of respiratory effort approaches, 

movement tracking on a mattress is less reliable because it is extremely sensitive to movement 

artefacts. 
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Bioacoustic      sensitive to ambient sound;  
sensor misplacement 

Respiratory Gas 
Sensing 

     
unsealed approach is sensitive to movement and other 

sources of airflow; flow sensor is highly intrusive, 
uncomfortable and easily misplaced 

        

 
R

espiratory E
ffort 

Transthoracic 
Plethysmography 

  1   
sensitive to movement; loose elastic band causes 

signal fading and misplacement; tight elastic band 
causes comfortability issue 

Electrical 
Impedance 
Pneumography 

  1   
sensitive to movement; electrodes misplacement; 
require reasonable distance between electrodes 

resulting on larger device size 

Mattress      extremely sensitive to movement;  
mattress thickness affects performance 

        

 
H

ybrid 

Non-Contacting 
(Respiratory Effort  
+ Airflow) 

     

sophisticated duplicated setup to achieve reasonable 
coverage; sensitive to changes on the media between 
subject and receiver; lack of robust non-stationary 

human/face tracking support to make it work 

ECG Derived 
Respiration (RSA + 
Respiratory Effort 

     
sensitive to movement; electrodes misplacement; 
require reasonable distance between electrodes 

resulting larger device size 

PPG Derived 
Respiration (RSA+ 
SpO2) 

 ×    extremely sensitive to movement  
and ambient light; sensor misplacement 

Legend: 
 As accurate as the gold standard theoretically. 

 Have indirect information to perform the related 
measurement. In some cases this may lead to less 
accurate results. 

 Mostly as accurate as gold standard, but not in some 
physiological cases. 

 Have unsuitable information to perform the related 
measurement. Mostly inaccurate. 

× Have too little information to perform the related measurement accurately. 

Table 1-1: Comparison of various respiratory monitoring methods 

  

1 Require to track both chest and abdomen movements in order to detect paradoxical breathing. 
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Tidal volume is calculated from the integral of airflow over time. Only approaches providing 

direct airflow information can guarantee the accuracy. Methods that rely on indirect 

measurements are less accurate. For example, when there is an obstruction in the airway, 

without knowing the oesophageal pressure, it is impossible to obtain accurate airflow 

measurements based on chest/abdomen excursions alone. EDR and EIR based approaches have 

limited resolution compared to inductance based transthoracic plethysmography. Especially 

EDR, being passive, generates smaller and noisier signals. Others like pulse oximetry have no 

airflow or respiratory effort related information so they are not able to give a reading on tidal 

volume. Of all indirect approaches, bioacoustic sensing has the potential to outperform the 

others because the measured signals created by airflow have a closer relationship to airflow thus 

providing more information about respiration [159]. 

Apnoea detection is based on detection of absence of respiratory gas exchange. According to the 

AASM’s guidelines, any tidal volume smaller than 90% of pre-event average with certain 

duration can be considered as apnoea. Given the relaxed definition of apnoea, most respiratory 

monitoring techniques can achieve the accuracy in controlled, artefact free environments. For 

respiratory effort sensing, both chest and abdomen movements have to be monitored in order to 

distinguish paradoxical breathing from normal breathing. Since mattress based approaches 

provide less accurate measurements on tidal volume compared to respiratory effort sensing 

methods, they have less accuracy on apnoea detection. Both ECG and PPG based approaches 

rely on RSA and have difficulty on estimating the duration of apnoea. Hence they do not work 

as well as the others. 

In terms of classification of an apnoeic event as central apnoea, obstructive apnoea or mix of the 

two, this could be done by respiratory pattern recognition and respiratory effort sensing. By 

examining the respiratory pattern before and after an apnoeic event, it is possible to tell 

whether the apnoea is central or obstructive in type. For patients who have obstructed airways, 

breathing tends to be deeper and harder before or after the apnoea, because their autonomic 

nervous systems force them to do that in order to avoid further drop of blood oxygen saturation. 

But for most central apnoeas, the breaths close to the event tend to be normal or reduce in 

strength. Mixed apnoea can be classified as if there is no sign of abnormal deep breathing before 

the apnoea event and this resumes with deep breaths at the end of the apnoea.  
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Using respiratory effort to determine the apnoea type is not straightforward. Most respiratory 

effort sensing techniques have difficulty on differentiating the movement caused by heartbeat or 

respiratory muscles. Although bioacoustic sensing does not provide information on respiratory 

effort, the sounds of pre-event breathing can be used to determine whether there is an 

obstruction or not. This is further explained in Chapter 2.  

The last feature to be considered is hypopnoea detection, for which there is no consensual 

guideline. Considering the AASM guidelines as the gold standard, both airflow and blood 

oxygen saturation data are required. The only method to obtain blood oxygen saturation level 

non-invasively is PPG. However PPG does not provide any airflow related data. Amongst the 

rest of the approaches, airflow sensing is likely to be better in detection of hypopnoea by 

considering just reduction on airflow, than respiratory effort sensing. 

1.3.2.2 Usability 

As Table 1-1 shows, different respiratory monitoring approaches pose different kinds of issues 

related to usability varying from comfortability, to ease of attachment or aesthetics associated 

to their use.  

Bioacoustic sensing is the less sensitive of all to movement artefacts; the worse being mattress 

and PPG based systems. Furthermore, different sensing modalities are sensitive in more or less 

extended to other kinds of artefacts. For example, in some cases, tiny movements caused by 

heartbeat may be mistaken as respiration if ECG referencing signals are not present. In addition, 

unsealed airflow sensing and PPG based systems could suffer from other sources of airflow and 

ambient light artefacts respectively. On the other hand, well designed bioacoustic airflow 

sensing should be less affected by movement artefacts, but it is vulnerable to noisy environ-

ments. 

In terms of wearablility, non-contacting approaches seem to be perfect. However, they require 

sophisticated duplicated field emitting and receiving equipment to enable remote monitoring on 

a free living subject in a predefined living space. Moreover, they have to work with a reliable 

human body or face tracking algorithm running on a dedicated PC. Any changes on the media 

between the remote sensing unit and monitoring subject could lead to errors. Examples of these 

are dust, humidity and moving objects. Mattress based approaches can only be used during 

sleep which limits their applicability. 

51 

 



Other approaches have at least one sensor attached to the subject, which leads to the problem 

of potential sensor misplacement. In particular, transthoracic plethysmography requires not too 

loose and not too tight elastic bands to work properly. Loose elastic bands cause signal fading 

and misplacement, while tight elastic bands impair comfortability. Multi-sensor approaches, 

such as those involving ECG electrodes are difficult to use correctly without trained specialist 

help. Some single sensor approaches, such as PPG and unsealed airflow sensing, are well-known 

for particularly suffering from sensor misplacement problems. Compared to the others, placing 

the sensor for bioacoustic sensing is easier: on top of chest or front/side of the neck, more 

precisely, on top of the lungs or the trachea. 

In the interest of aesthetics hiding the sensors inside clothes or embedding them into accessories 

would be desirable. From this point of view both sealed and unsealed airflow direct sensing 

approaches are the worst of the all. 

1.3.2.3 Further Discussion 

Designing a robust respiratory monitoring system for daily life use is not easy. In terms of 

performance for the respiratory monitoring features listed in section 1.3.1, airflow based sensing 

achieves the highest scores. However, non-contacting approaches are not practical because there 

is no reliable human body and face tracking technology to ensure that the targeted measure-

ment is valid all the time. They also constrain the subject to a specific location. Out of the rest 

of airflow based monitoring methods, bioacoustic sensing provides the highest resilience to body 

movement artefacts is the less intrusive and has the potential for the lowest complexity. 

Therefore, this work focused on a bioacoustic sensing approach to be used in a non-controlled 

environment. 

1.4 Conclusions 
The aim of the work in this PhD was to create a novel clinical grade domestic respiratory 

monitoring system which could be used to monitor and process breathing patterns in real time 

for extended periods of time with excellent performance, while the user was still being able to 

carry out a normal life. The reason why bioacoustic measurement was chosen was because all 

the other sensing approaches resulted on methods that were either cumbersome or had a poor 

performance, mostly in the presence of movement artefacts outside laboratory environments. 

Therefore, any potential issues that could be caused by daily life indoor activities had to be 
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addressed in this work. Due to the intrinsic nature of airflow sensing techniques, some events 

like hypercapnia and hypoxemia, are however not detectable using this approach. However, this 

does not invalidated the approach because instead of detecting the existence of those events 

directly, warnings could be issued in the cases of abnormal respiratory rates and over a certain 

number of apnoea or hypopnoea events which could give users sufficient time to prevent life 

threatening situations from happening. 
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Chapter 2  
 
Sensing Breath Sounds 

2.1 Origin of Breath Sounds 
The origin of human breath sounds has been studied in the field of fluid dynamics for several 

decades. The respiratory system can be divided into two sections: upper airway and lower 

airway. These are depicted in Figure 2-1. The upper airway is formed by the nasal cavity, oral 

cavity, pharynx and upper part of the larynx entering into the thyroid cartilage which holds the 

glottis. The lower airway refers to the parts below the glottis which include lower part of the 

larynx, trachea, primary bronchi and lungs. The whole respiratory cycle starts with air entering 

the upper airway through the nose or mouth, reaching the lower airway, and then the lungs 

where oxygen and carbon dioxide exchanges occur. Finally the exchanged air is exhaled in 

opposite direction back to the atmosphere. 

During respiration, intercostal muscles from the chest, abdomen and thoracic diaphragm provide 

expansive and contractive forces which are applied to the lungs, creating negative and positive 

pressure in the respiratory tract which maintains the airflow for gas exchange. Inside the airway, 

the outer layer of air close to the airway wall flows slower than the one in the inner layer due to 

surface friction. Because the speed of the outer layer of air follows an exponential decay related 

to the overall airflow rate, larger airflows create much larger speed differences between the inner 

and outer layers of air. Once the difference in speed reaches above a certain threshold, a 

turbulence flow is generated [160]. Because of the chaotic way that air travels along the 

respiratory airways, it also generates vibration, and consequently an audible sound. Depending 

on the mechanical status of the respiratory system, two kinds of breath sounds can be produced: 

normal breath sounds and adventitious breath sounds. The origin of the two is described in the 

following section. 
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Figure 2-1: Overview of Respiratory Mechanical System 

2.1.1 Normal Breath Sound 

The origin of breath sounds can be explained by approximating the respiratory system as 

multiple straight cylindrical tubes and applying one of the principles of fluid dynamics, the 

Reynolds number [161]. For sound to be generated the Reynolds number has to reach a certain 

critical threshold shown in equation (2.1): 

𝑅 = 𝑢𝑑
𝑣  (2.1) 

where u is the average airflow rate, d is the diameter of the respiratory airway, and 𝑣 is the 

kinematic viscosity of the air. Assuming the kinematic viscosity is constant, the critical 

Reynolds number is proportional to the airflow rate and the cross sectional size of the 

respiratory airway. Because the respiratory airways have a tree-like structure, different parts 

have different cross sectional sizes, gradually decreasing from the upper airway to the deep 

lower airway as the branches split. In particular, the trachea has lowest threshold for airflow 

rate to create air turbulence. In practice, literature [161] indicates that the onset of breath 

sound can be observed when airflow rate is as low as 200 ml/s. 

Thyroid cartilage 

Nasal cavity 

Oral cavity 

Trachea 

Lung 

Diaphragm 

Upper airway  ↑ 
Lower airway ↓ 

Larynx 

Nasal sinus 

Pharynx 

Oesophagus 

Primary bronchi

Intermediate 
bronchi + alveoli 

Tongue 

Epiglottis 

Palatine tonsils 

55 

 



2.1.2 Adventitious Breath Sounds 

2.1.2.1 Snore and Stertor 

Snore and stertor are low pitched obstructive breath sounds caused by irregular airflow which 

originates resonance in an obstructed respiratory airway [162]. Snore happens during sleep while 

stertor occurs during wake. Causes for upper airway obstruction include inflammation, relaxing 

throat muscles and collapsing tongue. These on their turn may be caused by nasal sinus, throat 

muscles/fat or palatine tonsils. In order for the respiratory system to maintain the blood oxygen 

saturation level, sufficient volume of air has to go through the reduced or blocked upper airway. 

During the respiratory process, the increased lumen air pressure pushes the blocking tissues 

around the respiratory airway, in order to enlarge the size of the latter. This causes persistent 

periodic drop and rise of the air pressure, leading to resonance of the upper airway structure 

and acoustic changes throughout the respiratory cycle. In some cases this can result on louder 

than normal breath sounds, with some audible harmonics in a low frequency range, which relate 

to the natural resonant frequency of the obstructing tissue [163]. 

2.1.2.2 Wheeze and Stridor 

Wheeze and stridor breath sounds are like a coarse whistling tone embedded in the normal 

breath sound [162]. This type of breath sounds has higher pitch because of the flowing air 

bouncing against the wall much more quickly in obstructed airways without causing the 

resonance like typical of snore and stertor. Wheezing is sometimes originated in the lower 

respiratory airways. It is caused by obstruction of part of respiratory tree inside the lung. If this 

is the case wheezing sounds are not audible outside the body directly without the help of a 

stethoscope. Depending on how close or far away the sensing location to the affected respiratory 

tree is, the length of the wheezing tone varies and also the relative position within the 

respiratory cycle [162]. Stridor is normally generated in the larynx. The stridor sound is loud 

and high pitched. It can also be heard throughout the whole breath cycle [162]. Wheezing is 

often associated with asthma, allergy and pulmonary diseases [164]. Stridor can be caused by 

swallowed foreign bodies, inflammation, or tumours [165]. 

2.1.2.3 Crackles 

Crackles can be described as normal breath sounds with added popcorn sounding noise. This 

noise is caused by the random volatile opening of small airways inside inflamed respiratory 
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bronchioles and alveoli collapsing due to sticky secretion [166]. In some cases, a cold can cause 

infection in the lower respiratory tract hence generating crackles during breathing [167]. In 

critical cases, excess of fluid in the lung which is the underlying reason for the inflammation 

could be an indication of a serious pulmonary disease or heart failure [168]. Similar to wheezes, 

crackles are produced in the lower airway, far away from the entrance of the respiratory system. 

Thus they can only be heard with a stethoscope placed on the chest wall. 

2.1.3 Sensing Location 

Breath sounds are the combination of multiple source signals generated within the entire 

respiratory tract including upper and lower airways. Breath sounds from one location can be 

transmitted through the respiratory tract to any other location of the respiratory system. For 

any single non-invasive sensing location such as the ear canal, neck, chest or back, the following 

bioacoustic signal can be obtained: 

𝐵𝐵𝐵𝐵Sensed  ≈
�𝐵𝐵𝐵𝐵Local +

𝐵𝐵𝐵𝐵1𝜂𝜂1
+ 𝐵𝐵𝐵𝐵2𝜂𝜂2

+ ⋯+ 𝐵𝐵𝐵𝐵𝑛𝑛𝜂𝜂𝑛𝑛
�

𝜂𝜂Local
 (2.2) 

where 𝐵𝐵𝐵𝐵Sensed is the power of the breath sound signal that can be sensed at any single position 

outside the body; 𝜂𝜂Local is the attenuation factor of the body tissue between the sensing site and 

closest part of respiratory tract; 𝐵𝐵𝐵𝐵Local is the power of the breath sound signal generated at the 

closest to the sensing point part of the respiratory tract; 𝜂𝜂𝑥𝑥 ⋅ 𝐵𝐵𝐵𝐵𝑥𝑥 is the power of propagated 

breath sound generated in other parts of the respiratory tract: attenuation factor of 𝜂𝜂𝑥𝑥. There 

are four general considerations that can be made for the selection of an optimal sensing location. 

Firstly, from equation (2.2) it is obvious that the farther away the breath sound source is from 

the monitoring site the larger the attenuation factors 𝜂𝜂𝑛𝑛 will be. Also, in order to maximise the 

power of the sensed breath sound, the optimal sensing location should be close to the midway of 

the respiratory tract provided there is no significant difference on all the local sound powers 

generated by similar amount of airflow. Secondly, the tissue thickness between the sensing 

location and the underneath respiratory tract plays an important role as this determines the 

overall attenuation factor 𝜂𝜂Local. Finally, as discussed in the previous section, thicker airways, 

like the trachea, have lower threshold for the airflow to generate breath sounds. 
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Figure 2-2: Men and Women’s Chokers (Left is men’s necklace from Earkandie’s 
Celebrity Couture Collection [169] and right is women’s choker from Sonoor Jewelry 
Concepts [170]) 

As a result, the suprasternal notch region, where the trachea starts seems to be the perfect 

sensing location, because it is midway between the upper and lower airway and the tissue above 

the trachea is thin. This sensing location happens to be possibly sharing a site where users are 

used to wear accessories. There are literatures [171, 172] confirm it is a relatively unobtrusive 

position for a wearable sensor since people are used to wear necklaces or chokers around that 

area. Figure 2-2 shows two examples for men and women wearing accessories over the neck. 

Both accessories have one or more pendants close to the trachea in the front or by the side of 

the neck. Ideally, the breath sound sensor could be embedded in this kind of jewellery. 

2.2 Characteristics of Tracheal Breath Sound 

2.2.1 Signal Bandwidth 

Initial works on analysis of breathing from tracheal breath sounds used to be done by recording 

the signal obtained by a microphone with flat frequency response up to 10 kHz and carrying out 

off-line spectral analysis. Table 2-1 summarises the work of different groups in this area, which 

led to the determination of what was the optimum signal bandwidth. 

Breath sound picked up from the suprasternal notch region is characterized by a broad power 

spectra that starts at around 100 Hz, dominating between 450 Hz to 850 Hz and becoming 

negligible above 1300 Hz. Figure 2-3 shows the typical spectra of expired and inspired breath 

signals with corresponding airflow signals in a three dimensional (time, frequency and amplitude) 

plot. In most of cases, the predominant spectral content of tracheal breath sound resides below 1 
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kHz. These include some disease symptomatic sounds such as crackles and wheezes [173, 174]. 

 

Year Researcher Sensor Type Tracheal Breath Sound 
Spectrum 

Sampling 
Frequency 

Measured 
Bandwidth 

Roll off 
Frequency 

1981 Gavriely [74] Accelerometer 75 – 2000 Hz 800 Hz 4000 Hz 

1982 Charbonneau [75] Condenser 
Microphone 60 – 1800 Hz 400 Hz 5120 Hz 

1990 Mussell [175] Electret Condenser 
Microphone 40 – 2500 Hz 500 Hz 5000 Hz 

1996 Gavriely [176] Accelerometer 75 – 2000 Hz 450 Hz 4800 Hz 

1997 Pasterkamp [177] Accelerometer 15 – 2500 Hz 800 Hz 10240 Hz 

2000 Hult [178] Electret Condenser 
Microphone 100 – 1300 Hz 600 Hz 5000 Hz 

2000 Moussavi [179] Accelerometer 50 – 2500 Hz 800 Hz 10240 Hz 

2003 Harper [180] Accelerometer 200 – 2500 Hz 800 Hz 10240 Hz 

2007 Corbishley [181] Electret Condenser 
Microphone 100 – 1300 Hz 650 Hz 11050 Hz 

Table 2-1: Comparison of initial works on tracheal breath sound measurements and 
bandwidth results. 

 

Figure 2-3: Typical tracheal breath sound and airflow signal recording (Source: [175]) 

Preliminary research [182] showed that frequency content higher than 1 kHz can initially be 

ignored for breath detection purposes because the signal-to-noise ratio is not good. Hence, this 

work has focused on a frequency range from 100 Hz to 1 kHz. Around 5-10 minutes of breath 

sounds and their corresponding airflow data was collected from 4 volunteers for better 

understanding of the acoustic frequency response related to airflow. The conclusions from the 
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initial analysis were [152, 183]: the frequency range from 350 Hz to 500 Hz has the highest 

sensitivity to airflow; the frequency range from 500 Hz to 750 Hz has the most linear response to 

airflow; and frequencies beyond 750 Hz have the lowest sensitivity. Based on this, the first low 

frequency band should be used for breath segmentation and the middle frequency band should 

be used for airflow estimation. 

2.2.2 Breath Spectral Chart 

Due to the variations in the structure of the respiratory system between different people, normal 

breath sounds from different people result on different power spectra. Hence, looking for a 

common feature in the frequency spectrum can be a challenging problem. In acoustics, one of 

such features is called timbre. An expert physician is able to determine some lung diseases from 

certain types of breath timbre during auscultation. Some researchers [184] have also found that 

some animals can even recognise individual humans by the unique timbre of their breath sounds. 

The breath timbre not only varies from people to people. It can also change with airflow speed 

and direction. For example, the pitch of expiration is generally higher than the pitch of 

inspiration, but this is not always the case. Moreover a person’s timbre could change from time 

to time following changes of the respiratory airway geometry due to different physical activities. 

Previous work1 [182] analysed the common characteristics of breath sounds by mean of a breath 

frequency chart (Figure 2-5). In the original breath frequency chart, three arbitrary frequency 

ranges were selected for breath sound characterisation. These were evenly divided within the 

500 Hz to 900 Hz frequency band with 50 Hz frequency separation. The chart showed the 

relationship amongst the energies of these three frequency bands by plotting the energy of the 

third band against the second band with both normalised by the one from the first band. The 

energy of each frequency band was estimated from the integral of its root mean squared (RMS) 

power generated with an envelope signal generator as depicted in . The channels were separated 

by a 6th order Butterworth bandpass filter. The filtered signals were full-wave rectified and then 

smoothed by a lowpass filter with a cut-off frequency not lower than the fastest repeat rate of 

the shortest breaths. In case of adults, the shortest breath can be as short as 0.5 seconds. Hence, 

a 2 Hz lowpass filter was used to smooth the envelope signals in order to estimate their 

corresponding RMS power. 

1 Note that I am the author of that MSc project. 
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Figure 2-4: Envelope signal generator for breath sound root mean squared (RMS) 
power estimation 

In that study, 5 healthy adults’ tracheal recordings are used. The subjects were 4 males and 1 

female with an age range of 22 to 24.  They were asked to sit still and breathe normally. Breath 

samples were picked up at least 10 minutes apart from each other. The data generated a breath 

frequency chart as the one shown in Figure 2-5. This chart showed that all breath samples were 

clustered together within a triangle shape region, hence sharing similar power spectral 

distribution in those three frequency bands. However, previous work did not explain why all 

breath sounds shared similar power spectral distribution. A simplified explanation behind this is 

that the breath sound is a harmony produced by a bunch of airways acting like wind 

instruments inside the respiratory tree, as previously stated in equation (2.2). Depending on the 

diameter of the respiratory branches, air flowing through them generates sounds with different 

pitch, which combined together become breath sounds. Therefore, as long as the constitution of 

the ‘wind orchestra’ does not vary from individual to individual a lot, their breath sounds share 

similar distribution in frequency spectrum. 

This PhD extended the breath characterisation work stated above, with 13 more adults were 

tested, including 10 males and 3 females with an age range of 22 to 28. This made the total 

number of subjects to 18, tested in the same still pose condition.  By repeating Huq’s tracheal 

breath sound analysis [185], characterisation of the breathing signal led to the confirmation that 

the optimal signal to noise ratio (SNR) occurred in a frequency range between 300 Hz to 700 Hz, 

i.e. 200 Hz variation from the original estimated bands. As Figure 2-6 shows, including the 

previous 5 volunteers’ breath data together with the additional 13 healthy subjects, shifting 

down the bands by 200 Hz makes the breath sound more discriminable since the plots are more 

concentrated in smaller area. This is due to the improvement on the SNR which leads to better 

results after normalisation. 
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Envelope
Signal

Breath
Sound

Full-wave Rectifier

61 

 



 

Figure 2-5: Breath frequency chart from previous work [182] obtained from 5 
volunteers, where CH1 = [500 Hz, 600 Hz];CH2 = [650 Hz, 750 Hz]; CH3 = [800 Hz, 900 Hz]. 

 

Figure 2-6: Redefined breath frequency chart obtained from 18 volunteers, including 
the ones in Figure 2-5, where CH1 = [300 Hz, 400 Hz] ; CH2 = [450 Hz, 550 Hz] ; CH3 =
[600 Hz, 700 Hz]. 
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Figure 2-7: Extended breath frequency chart obtained from 18 volunteers, including 
the ones in Figure 2-5, where CH1 = [300 Hz, 375 Hz] ; CH2 = [425 Hz, 500 Hz] ; CH3 =
[550 Hz, 625 Hz]; CH4 = [675 Hz, 750 Hz]. 

Furthermore, the concept of the breath spectral chart can be extended multi dimensionally by 

introducing one or more frequency bands within the bandwidth of the breath sound, hence 

effectively increasing the resolution of each band. As an example, Figure 2-7 shows the breath 

spectral chart for 4 channels. The 3-dimensional chart reveals the breath sound samples are 

concentrated within a cone shaped region. 

2.2.3 Temporal Characteristics 

Although preliminary research mentioned temporal characteristics of breath sounds [182], these 

were not comprehensively analysed. Using the data from the 18 volunteers mentioned in the 

previous section, temporal characteristics were extracted from the 300 Hz to 400 Hz frequency 

channel. This one was chosen because it empirically demonstrated to have better sensitivity to 

airflow. However, similar temporal characteristics could be observed from the rest of the 

channels, with delayed or slower response. 
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Figure 2-8: Temporal characteristics of a breath sound 

As shown in Figure 2-8, a typical breath sound can be segmented into three parts according to 

their energy level: attack, when respiratory effort is initialising; sustain when the effect reaches 

peak and steady state; and release when the effort is stopping. In most cases, spontaneous 

breaths have distinct characteristics on those temporal features. These are further explained in 

the following. 

2.2.3.1 Attack 

The attack region for the purposes of breath detection was defined between the start of the 

breath and the first point when the slope of the breath envelope declined to 30% of its 

maximum slope. Detailed description of how to locate the breath start position can be found in 

Chapter 5. The length of the moving time window for slope calculation was set to 66.7 ms. 

The breath samples obtained from the 18 volunteers showed that the majority of spontaneous 

breaths have attack time between 50 to 500 ms, with typical value of 210 ms, as shown in 

Figure 2-9. The acceleration during breath initialisation can be determined from the slope of the 

attack. A histogram of breath attack slope is shown below in Figure 2-10. It can be seen how it 

mostly varies from approximately 25 to 95 dB Sound Pressure Level (SPL), peaking at 55 dB 

SPL. The minimum human audible SPL is 20 uPa. 

2.2.3.2 Sustain 

Sustain region was defined as the time period when the respiratory effort reaches peak and 

maintains a steady level of airflow [186]. The sustain region sits between the end of the attack 

and the start of the release sections. The definition of when the sustain section ends is described 
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in the next section (i.e. the start location of release). For most breaths, the sustain region of 

their envelopes is smooth without any sudden descent. However, in some particular cases, the 

respiratory effort can quiver to the level below 30% of their peak value during the sustain period. 

 

 

Figure 2-9: Histogram of breath attack duration 

 

 

Figure 2-10: Histogram of breath attack slope 
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Figure 2-11: Histogram of breath shivering period during the sustain region 

This may impose a challenge for separation of the breath sound signal from ambient noise by 

using a simple threshold strategy. Within the breath samples obtained from 18 subjects, only 

1.6% of breaths had shivering sustain which indicates airway pressure fluctuation due to lack of 

adequate respiratory effort compared to airflow resistance [186]. Most of the quiver happens in 

the second half part of the breath. The observed shivering period between the envelope signals 

dropped below the 30% point and returned to the same level in less than 160 ms. The histogram 

of occurrence of the shivering period is given in Figure 2-11. In the rest of the text, this kind of 

breath segments is referred as shivering breath segments. 

2.2.3.3 Release 

The release region of a breath segment starts when the respiratory effort retracts till it eases. 

The search of the release region starts near the last position when the envelope signal dropped 

below 45% of its peak and does not recover within 160 ms (i.e. not to be considered as the 

sustain region of a shivering breath). The start of release is defined as the last time the envelope 

of the signal dropped below 70% (-3 dB) of the mean of the section between the end of its 

attack and the search starting point. Once the start of the release region is defined, the next 

step is to search for the absolute maximum of the release slope, with the same time window 

length used in the attack slope evaluation which is 66.7 ms. The end of the release region is 

found when the absolute value of the negative slope decreases below 30% of its maximum value. 
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Figure 2-12: Histogram of breath release duration 

 

Figure 2-13: Histogram of breath release slope 

The statistical characteristics of the breath release duration and slope are given in  and  

respectively. Compared to the temporal features of the breath attack, the results show how the 

length of release is more concentrated at a longer duration, 276 ms, and also has a lower value 

of slope at around 50 dB SPL. The physiological explanation for this is that in most cases, the 

speed of respiratory muscles retracting their efforts is slower than the speed of initiating. 
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Figure 2-14: Histogram of breath length 

2.2.3.4 Breath Length 

The total length of a breath sound is the sum of the duration of the attack, sustain and release 

time periods. Statistical results reveal that the majority of spontaneous breaths durations for 

adults are between 0.4 to 2.5 seconds, as shown in . The minimum breath length is proportional 

to the minimum amount of air exchange required for supporting life and inversely proportional 

to respiratory rate. From observation, in the case of voluntarily breathing adults, the duration 

can be higher than 2.5 seconds, but it is unlikely to be shorter than 0.4 seconds unless the 

subject is hyperventilating. 

2.2.3.5 Breath Rhythm 

The term breath rhythm is used to quantify how inspiration and expiration occur within a 

respiratory cycle as well as the time distance between two adjacent respiratory cycles. To help 

explain this, two types of breath pauses are considered: the time gaps between inspiration and 

expiration within a respiratory cycle and the time gaps for a respiratory cycle to repeat. From 

observation using the available breath data set, the interval between an inspiration and the 

following expiration has smaller variations and concentrates below one second. In comparison, 

the interval between an expiration and the following inspiration has a broader distribution, 

being the dominating factor in respiratory rate changes. Figure 2-15 shows the comparison of 

the histograms for these two intervals. To analyse the relationship between the breath intervals, 

Figure 2-16 plots the distribution of the ratio of expiration-inspiration interval over the 
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following inspiration-expiration interval. Although the expiration-inspiration interval has 

broader distribution, the results show how it is generally several times longer than the 

inspiration-expiration interval. 

 

Figure 2-15: Histograms of breath pause for two cases: solid line for the breath pause 
within one respiratory cycle; dashed line for the breath pause between two adjacent 
respiratory cycles. 

 

 

Figure 2-16: The relationship between the adjacent breath pauses 
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2.3 Acquisition of Breath Sounds 

2.3.1 Review of Acoustic Sensors 

2.3.1.1 Piezoelectric Microphone 

A piezoelectric microphone is a contact type of microphone, which makes use of the piezoelectric 

effect in certain materials to measure dynamic changes in mechanical variables. When a 

piezoelectric material is stressed or pulled, it can convert this mechanical movement into 

electrical energy. Usually the sensors have effective flat frequency response up to a few kHz [187] 

which is enough for breath sounds measurement. This can be done by fixing them to the skin, 

and directly sensing the skin vibration caused by airflow inside the respiratory airway. Because 

the tissue is the only transmission media between the sensor and the airway, this kind of sensor 

has direct access to the energy generated by the breath air turbulence. For this reason, 

piezoelectric accelerometers were once the preferred transducer to analyse the characteristics of 

respiratory sounds. High sensitivity to any mechanical vibration, nevertheless, makes the sensors 

much more vulnerable to mechanical noise. Similar to most of EEG and EKG systems, the 

amplitude of mechanical noise could be much stronger than the breath sound, which could 

saturate the input circuitry and lead to failure of the whole system. Moreover, as shown in , a 

typical frequency response of a piezoelectric microphone has higher gain after its usable 

frequency range. This makes the design specification of the signal conditioning circuit tougher 

since the filter order has to be higher. 

 

 
Figure 2-17: Typical frequency response of a piezoelectric microphone [188] 
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  (a) (b) 

Figure 2-18: (a) Photo of electret condenser microphone viewed from two different 
angles; (b) Its cross-sectional structure 

2.3.1.2 Electret Condenser Microphone 

Instead of detecting mechanical vibration, a condenser microphone uses one plate of the 

capacitor as a diaphragm to sense air vibrations. These produce changes in the distance between 

the microphone plates. By mainly sensing the air vibration electret condenser microphones are 

able to better reject mechanical vibrations at the cost of losing some breath sound energy due to 

the extra transmission media getting involved. In earlier days, most condenser microphones 

required high DC voltages, of even hundreds of volts, to polarise the diaphragm in order to 

generate the corresponding output voltage due to changes in the capacitance. But later, with 

the invention of the thin electret (i.e. permanent electric polarization) film, the transducer itself 

no longer needs power supply [189]. For most small size electret condenser microphone, this thin 

electret layer of material can be adhered to one of the main building blocks of the condenser 

microphone - either to a flexible non-conductive diaphragm or a perforated metallic back-plate, 

while keeping a very small separation between these two in order to form a variable capacitor, 

as depicted in . Sound pressure wave causes deformation of the diaphragm, changing the 

distance between the electret layer and its counterpart. As the electret layer keeps a constant 

amount of charge, displacement due to movement will generate variations in the electret 

capacitance given by: 

Δ𝐶𝐶 = 𝜀𝜀Plate Area
ΔDistance

 (2.3) 
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where 𝜀𝜀 is the permittivity of the material between two plates, i.e. the air. As long as the overall 

charges 𝑄𝑄 on the permanent electric plate keep constant, this change in capacitance induces a 

voltage difference between the diaphragm and the conductive plate given by: 

Δ𝑉𝑉 = 𝑄𝑄
Δ𝐶𝐶

    ⇒    Δ𝑉𝑉 ∝ ΔDistance (2.4) 

An electret condenser, based on this principle, is very low cost and hence is widely used. It can 

be seen from the previous equations how a clear advantage of this sensing method is that it does 

not require power. A typical usable frequency range of an electret condenser is up to 10 kHz 

[190]. However, using an electret condenser as a microphone also poses four disadvantages: 

a) Some external mechanical vibration could still pass into the diaphragm through its circular 

support material due to inertial effect- though it is far less sensitive than the piezoelectric 

approach since there is less contact area between the vibration energy source and the 

diaphragm. 

b) Because of the small size of the microphone diaphragm, the condenser source has a very low 

output capacitance, typically in the scale of 10 pF [190]. Most condenser microphones come 

with a transconductance buffer to reduce its output impedance. In most of cases, it requires 

an additional external resistor to form the common-source amplifier. 

c) The interconnection between the sensitive diaphragm and the transconductance buffer relies 

on the metal housing of the microphone, which could affect the resilience to interference from 

external electrical noises if it is not properly shielded [182]. This is shown in Figure 2-19 

which illustrates interference from the 50Hz mains. 

d) The electret material can slowly discharge over time causing a loss of sensitivity to sound 

signal [190]. 

 

Figure 2-19: Example of 50 Hz noise received by an electret condenser microphone due 
to poor shielding [182] 
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Figure 2-20: Equivalent circuit of a condenser microphone: a JFET transconductance 
buffer connected to an electret condenser source 

Furthermore, because the output capacitance of the condenser is very small due to the small 

amount of electret charge; added to the input resistance of the transconductance buffer, this 

generates an intrinsic high pass filter which can attenuate the wanted sound signal if its cut-off 

frequency becomes higher than the lower frequency of interest. In order to prevent for this to 

happen and to decrease the intrinsic high pass frequency of the microphone condenser, a 

junction gate field-effect transistor (JFET) is commonly used because of its high input 

impedance. To buffer the signal from this kind of microphone, the most conventional method is 

to use a simple off-the-shelf n-channel JFET integrated circuit as a common source structure 

with a gain between 1 and 2. A typical JFET can be modelled as an ideal JFET with an input 

resistor RJ and a reverse biased diode DJ as shown in Figure 2-20. According to [191], the input 

impedance RJ of the JFET gate can reach several 10 MΩ and is up to few 100 MΩ. Considering 

the condenser source capacitance CS is few tens of pF, this results on a high pass frequency 

between 100 Hz to 200 Hz, which is low enough for the sound signals of interest. Therefore, the  

 

 

Figure 2-21: Typical frequency response of an electret condenser microphone [192] 
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usable frequency range is between 100 Hz to 10 kHz, as shown in Figure 2-21. For breath sounds 

recording purposes, electret condenser microphones have an advantage in their effective 

sensitivity, size, durability, and cost. 

2.3.1.3 Microelectromechanical System (MEMS) Microphone 

With MEMS being used ever more frequently in a variety of different applications, solving the 

problem of reliability over a wide range of temperatures, vibration and shock on a silicon-based 

substrate enables more sophisticated microphone structures. Since 1950’s, researchers have been 

developing MEMS microphones using piezoelectric, piezoresistive, photo-optic and capacitive 

approaches [193]. The capacitive approach is the main stream of MEMS microphone develop-

ment because of its advantages in terms of cost, noise performance and sensitivity. Thanks to 

silicon lithography and micromachining techniques, the capacitive microphone structure mainly 

consists of a moveable diaphragm and a fixed back-plate which can be small and weightless 

(generally less than 1 mm in diameter and 10 µm in thickness) [194]. In the microscopic 

environment when the mass of the pressure sensing diaphragm is comparable to the mass of the 

surrounding air, the air resistance become dominant opposing to the undesired mechanical 

vibration energy [194]. Not only that, the problematic electret layer is no longer necessary since 

polarising the tiny silicon-based diaphragm that can be as thin as 1 µm does not require 

hundreds volts of electrical potential. Depending on the sound pressure sensitivity and noise 

performance requirements, in some cases, this bias voltage could be provided by a small coin-cell 

battery [195]. In most cases, especially for off-the-shelf MEMS microphone, a bias voltage of up 

to 10 volts is generated by an on-chip DC-to-DC booster in order to guarantee its performance. 

Besides the benefits resulting from miniaturisation, different manufacturers are able to add their 

proprietary features to the diaphragm holding structure such as suspension spring and free-

floating in order to reduce the tensile stress at the edge of the diaphragm due to the mechanical 

vibration applied to the microphone [196]. A typical MEMS microphone has 10 times less 

mechanical sensitivity compared to an electret condenser microphone [196]. Figure 2-22 shows 

an MEMS microphone with two condenser units both of which have a free-floating diaphragm 

inside. The free-floating diaphragm is lifted by electrostatic repulsion when a bias voltage is 

applied through the only contact connection between it and the rest of the condenser structure. 

The sound port of the main condenser is opened through the bottom of the microphone package, 

while the other condenser is sealed inside the package which can be used to sense any residual 
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mechanical noise and cancel it out with the output of the main opened condenser. The 

application-specific integrated circuit (ASIC) next to the condensers hosts sophisticated circuits 

for bias voltage generation, noise filtering and signal amplification which provide a more 

uniform frequency response (see Figure 2-23), higher sound pressure sensitivity, higher signal-to-

noise ratio and lower output impedance, compared to the electret condenser microphone. The 

grounded metal housing provides electrical shielding and mechanical protection for the delicate 

microchip and the MEMS structure. 

 

Figure 2-22: Photo of a MEMS microphone (left) and cross-sectional structure of its 
condenser component (right) [194] 

 
Figure 2-23: Typical frequency response of a capacitive MEMS microphone [197] 
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2.3.1.4 Summary 

To sum up, the MEMS microphone has many advantages over the other microphones. The 

sophisticated micro-structure of the MEMS sensing component makes it less sensitive to 

mechanical noises such as body movements. The MEMS manufacturing technique similar to the 

microchip fabrication process ensures that its frequency response has less variation from sample 

to sample. Finally, the MEMS packaging provides better shielding for electromagnetic 

interference. Therefore, the MEMS microphone has been adopted in this work. 

2.3.2 Air-coupling Acoustic Chamber 

Without worrying too much about mechanical vibrations caused by body movements, this 

section focuses on how to secure the breath sound transmission path between the skin surface 

and the MEMS microphone, and ambient sound isolation. Targeting these two factors, an air-

coupling acoustic chamber (as shown in Figure 2-24) is designed that also optimized transmis-

sion of the wanted bioacoustic signal from the skin surface to the MEMS microphone. The 

acoustic chamber has two openings. The bottom one is sealed to the skin above the source of 

breath sounds using a medical adhesive tape. The other end is sealed to a PCB that holds a 

MEMS microphone on the other side. There is a through-hole at the centre of the PCB linking 

the sound port of the MEMS microphone to the acoustic chamber. The size of the through-hole 

is designed as recommended by the microphone manufacturer, as big as the sound port plus the 

component placement tolerance. Hence the hole is assumed to cause little change on the 

frequency response of the microphone. However, when it comes to the design of the air-coupling 

chamber, its dimensions have to be carefully decided to avoid any change to the frequency 

response within the breath sound band. In [198, 199], Wodicka et al. modelled the microphone  

 

 

Figure 2-24: Cross-sectional view of the conical air-coupling acoustic chamber and its 
surrounding components placed on top of skin 
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air-coupler as a low pass filter. The geometry of the air-coupling chamber such as the cavity 

depth and bottom diameter can cause different effects on the frequency response above 500 Hz. 

It is suggested that a conical chamber has less attenuation than a cylindrical shape on the 

frequency band between 500 Hz to 1500 Hz. The depth of the air coupler should also be as small 

as possible, since bringing the microphone closer to its source can improve the sensitivity on the 

frequency band above 500 Hz by minimising the energy lost during travelling of the sound wave 

through the air. However, a minimum of 1 – 2 mm clearance between the PCB and the skin is 

required to prevent them touching each other. The overall sound energy collected by the air-

coupler is proportional to the area of the bottom opening. Larger bottom opening diameters 

result on more sound energy concentration at the microphone end, but it also makes the outline 

of the sensor bigger. Because one of the main objectives of this work was to minimise the size of 

the sensor, the base outline of the sensor was designed to have a size matching the minimum 

dimension of a PCB (around 22 mm) which could hold all the necessary components for signal 

processing and wireless transmission plus 2 mm thickness of the sensor housing on all sizes. In 

this case, the maximum bottom opening diameter was 15 mm, leaving at least 5.5 mm clearance 

to the outline of the sensor housing for skin attachment purposes. This clearance also provided 

the space for building a sound isolation wall between the acoustic chamber and the outside 

world. This eliminated another problem of the acoustic chamber, as presented in [199, 200]: the 

fact that the breath sound signals recorded can easily become corrupted by air-borne sounds 

generated from the ambient environment. To maximise the sound isolation, the acoustic 

chamber had to be completely sealed, both in the PCB and skin sides. In order to attach the 

sensor to the skin and seal the acoustic chamber, a 3M medical double-sided polyethylene 

adhesive tape was used. This adhesive was chosen because it proved it could attach firmly both 

to the plastic sensor housing and the human skin for over 24 hours without causing skin 

anaphylaxis. 

2.3.3 Design of Analogue Frontend 

Since there is an ASIC inside each MEMS microphone, the generated breath sound signal can be 

analogue or digital (including pulse-density modulated analogue) depending on what kind of 

feature is added into the chip. To date, off-the-shelf digital MEMS microphones are not very 

power-efficient and consume 500 µA to 1.5 mA more current than analogue ones because 

manufacturers target mobile phone and tablet markets which have different power budget. Since 
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one of the goals of this work was to minimise the power consumption, it was reasonable to 

choose an analogue MEMS microphone, working together with an external analogue frontend 

that gives better performance to power consumption ratio. This also provided the additional 

freedom to partly process the sound signal in the analogue domain to ease the requirements of 

the conversion and/or transmission later on. 

The output of MEMS microphones may have different dynamic range than the input range of 

the chosen analogue-to-digital converter and also a wider range of frequency content compared 

to the breath sound band of interest. An analogue frontend is required to amplify and bandpass 

filter the microphone output. As an example, implemented in [201], Figure 2-25 shows an 

analogue frontend starting with a 2nd order cascade high pass filter which eliminates out-of-band 

low frequency components generally caused by mechanical movements and heart sounds; 

followed by an amplifier which conditions the normally very weak signals for the subsequent 

blocks; and a low pass anti-aliasing filter to reject any image caused by frequency components 

higher than the Nyquist frequency (i.e. half of the sampling frequency) at the analogue-to-digital 

conversion (ADC) stage. This can be also implemented using a multiple-feedback filter topology 

as shown in Figure 2-26. The benefit of the second approach is that all the passive components 

are not connected to the power supply rail, resulting on a higher power supply rejection ratio. 

 

 

Figure 2-25: Circuits of analogue frontend for breath sound recording proposed in [201] 
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Figure 2-26: Improved circuits of analogue frontend for breath sound recording with 
better performance on power supply noise rejection. 
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Chapter 3  
 
Truly Wearable Wireless  
Biomedical Monitoring System 
Design 

3.1 Introduction 
Wearable biomedical monitoring devices are quickly emerging as a new form of platform for 

ubiquitous philological monitoring of the human body. As illustrated in Figure 3-1, a wearable 

biomedical monitoring system includes at least one highly miniaturized sensor node which 

attach to the body, records one (or potentially more) physiological parameters and may perform 

online signal processing before wirelessly transmitting the recorded signals to a base station 

which can be either a dedicated receiving device or an existing off-the-shelf consumer product 

such as a smartphone or PC. 

For end users there are a number of features that successful wearable sensors must include: it is 

essential that they are easy-to-use, socially acceptable, and long lasting. The power consumption 

of the sensor node is a critical factor in realising all of these features as the current drawn by 

the sensor sets the physical size of the battery required, which determines the device size and 

operating lifetime, which in turn affects the ease of use. Unfortunately, for creating simple pick  
 

 

Figure 3-1: Wearable device nodes connecting the biological world to the electronic 
world [202] 
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up and use biomedical monitoring devices, the power level still falls far short according to the 

state-of-the-art presented in Chapter 1. Substantial improvements in systems power consump-

tion are required to realise units that can be reliably re-used session after session without having 

to worry about the device stopping to work due to the battery. This is a great source of 

frustration for users, and limited battery life is the major obstacle to the widespread deployment 

of wearable sensor systems today. Strategies for maximising the operational lifetime in next 

generation devices are therefore essential. This relies on the close fusion of the application 

requirements, the sensor node design, the signal processing design, and the electronic design in 

order to realise the lowest possible levels of power consumption and to maximise the battery 

lifetime. 

This chapter starts with an introduction and trade-offs analysis of the critical factors that affect 

the design of miniature wearable devices, specifically their volume and operating lifetime 

regarding to the selection of batteries- This has been published by the author in [202, 203]. 

Although this analysis is generic and hence applicable to a variety of wearable systems, it is 

subsequently explained how it was used in the design of the respiratory monitoring device 

created in this thesis. The detailed power performance of a current sensor node based upon 

Texas Instrument’s popular MSP430 microcontroller is analysed. This study is useful to 

demonstrate the design trade-offs present, and the benefits of on-sensor node signal processing in 

terms of reducing data rate, maximising operational lifetime, and in increasing the range of 

battery technologies that are suitable for use with a particular senor. 

3.2 Power Supply 

3.2.1 Battery Selection 

The most important key to the success of a wearable medical device is the minimization of its 

size, which directly affects its discreteness and comfortability. As surface mount components are 

nowadays small compared to batteries, leaving aside the application specific sensor, the size of 

batteries will dominate the overall volume of the device. But besides the size, there are four 

additional battery specification parameters that need to be considered in low power wireless 

design: supply voltage, maximum continuous current, maximum pulse current capability and 

effective capacity. 

81 

 



Group Name 

Chemical 
Composition & 
Energy Density 

Nominal 
Voltage 

Nominal & 
 Max. Cont. 

Current 
Nominal 
Capacity Weight 

Size 
(diameter 
x height) 

Cylindrical 
Cell 

Duracell DA675 
(Size 675) [204] 

Zn(OH)4 
1673 Wh/L 

1.4 V 
2mA 

16 mA 
600 mAh 1.8 g 

11.6 mm x  
5.4 mm 

Button Cell 
Duracell DA13 
(Size 13) [205] 

Zn(OH)4 
1673 Wh/L 

1.4 V 
0.9mA 
6 mA 

290 mAh 0.8 g 
7.9 mm x  
5.4 mm 

Cylindrical 
Cell 

Xeno XL-050F 
(½ AA) [206] 

LiSOCl2 
1200 Wh/L 

3.5 V 
1mA 

50 mA 
1200 mAh 9.2 g 

14.5 mm x  
25.2 mm 

Coin Cell 
Renata CR2430 

[207] 
LiMnO2 

580 Wh/L 
3 V 

0.5mA 
4 mA 

285 mAh 4.1 g 
24.5 mm x  

3.0 mm 

Table 3-1: Specifications of four non-rechargeable disposable batteries potentially 
suitable for wearable sensor nodes with varying physical sizes and battery technologies 
[202] 

To guide the investigation of battery selection, Table 3-1 summarises the specifications of four 

off-the-shelf primary batteries from three different size groups, cylindrical cell, button cell and 

coin cell, which are potentially suitable for powering wearable sensor nodes. Rechargeable 

Lithium batteries are not listed because commercial available forms with similar size have lower 

energy densities (typical 200 Wh/L) than the chemistries listed here. For higher energy density 

(typical 400 Wh/L) with the rechargeable options, the minimum physical sizes available are 

generally bigger, similar to mobile phone batteries. The table shows five battery specifications 

that are critical to consider for low power wireless design. The physical size which, as discussed 

above dominates the device volume, and the energy storage capacity, typically expressed in mA-

hours, are the well-known parameters. However, all batteries also have an internal resistance 

and this means that the energy stored cannot be optimally discharged into all possible loads. 

This leads to further important battery parameters which are discussed below. 

3.2.2 Supply Voltage 

The supply battery voltage must meet the operation requirements of the electronic circuitry 

used in the wearable device. Importantly, the supply voltage is not the same as the battery 

nominal voltage as there will be an internal voltage drop in the battery due to the internal 

resistance, and this drop will vary depending on the current draw. Most off-the-shelf low power 

microcontrollers and transceivers today require somewhere between 1.7 V and 3.6 V and 

batteries which supply a voltage outside this range must be used with a DC-to-DC voltage 

converter or stacked in series to increase the delivered voltage. However, these techniques 
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reduce the battery lifetime due to either the extra power consumption from the additional 

circuitry or due to the increased internal impedance. 

3.2.3 Maximum Continuous Current 

The maximum continuous current (also referred to as the maximum average current supply), 

Iavg(max), limits the average current draw from the battery. In theory a 200 mAh battery can 

provide 1 mA for 200 hours, or 200 mA for 1 hour. However each battery actually has a 

maximum supported current draw and if more current than this is drawn the effective capacity 

will not be the full 200 mAh reported value. The average current required by the system must 

be smaller than the corresponding Iavg(max) for the specific battery. Otherwise more than one 

battery will have to be used in parallel, possibly together with diodes to prevent any non-

rechargeable batteries from inadvertently charging. Again, the battery must be able to provide 

this current without a significant drop in its voltage supply because of the internal impedance.  

3.2.4 Maximum Pulse Current Capability 

F short periods a battery can provide more than Iavg(max), up to a maximum pulse value Ipulse(max). 

Ipulse(max) must be large enough to guarantee that variations in the supply voltage, which will 

drop if the current consumption increases, will not exceed the operating range of any circuit in 

the wearable sensor. The value of Ipulse(max) is a function of how long the pulse must be provided 

(i.e. the hold time) and Figure 3-2 shows typical maximum values of pulse current with various 

pulse widths for the batteries listed in Table 3-1. There is a clear decrease in the maximum 

pulse current that can be provided as the duration of the required pulse increases. This is of 

particular importance when selecting the radio transceiver block and protocol as this generally 

determines both the peak current draw and how long it is required for. 

3.2.5 Effective capacity and lifetime 

Combining the above effects allows the effective battery capacity (Ceff) to be found. This is a 

critical parameter for long term monitoring applications and it will generally be smaller than the 

nominal battery capacity, unless the system average current consumption (Isys) matches the 

manufacturer’s recommended value (also referred to as the nominal current or the standard 
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Figure 3-2: Measured discharge characteristics of the small size batteries from Table 
3-1. Zinc-Air batteries are tested in a combination of two in series with no air 
management. 2.1 V is considered as the discharge voltage. Left: Battery maximum 
supported pulse current vs pulse hold time. Right: Battery lifetime vs average current 
consumption. 

discharge current). The value of Ceff is hence a function of Isys and it will be lower than its 

nominal value when Isys is larger than the nominal current. 

Based on this, in order for a certain battery to be a viable option for a specific system it must 

meet the system requirements not only in terms of size and supply voltage but also in terms of 

the average and maximum dynamic currents that the system needs to operate. Once the 

necessary conditions are met the lifetime of the battery, LT(Isys), can be determined as: 

𝐿𝐿𝐿𝐿(𝐼𝐼sys) =
𝑓𝑓𝐶𝐶eff

�𝐼𝐼sys�
𝐼𝐼sys

 (3.1) 

Figure 3-2 also shows a plot of the measured battery lifetime LT(Isys) versus the average current 

consumption Isys for the examples of batteries presented. From this it is clear how, although the 

cylindrical cell battery used requires more volume it also provides a much better performance in 

all other aspects. Comparatively the Zinc-Air button cell batteries have similar performance 

only if the effective average current drain is higher than 1 mA. This is due to their high self-

discharge characteristic when exposed to air, and for applications with ultra low effective power 

consumption (i.e. Isys < 1mA). Zinc-Air batteries should be used with air management so that 

only a limited (but necessary) amount of air goes into the batteries. Alternatively, in cases when 
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the continuous current is not a limiting factor, the coin cell battery may be preferable since it 

has a superior combined performance in terms of self-discharge rate and pulse current capability. 

3.3 Hardware Platform 
The hardware platform in a wearable sensor node is responsible for collecting the physiological 

data (data acquisition) and for packaging and passing this data to the wireless transmitter. It 

must also control the transmitter operation (wireless transmission control) and there are a 

number of design factors that need to be studied. 

3.3.1 Data Acquisition 

As shown in Figure 3-1, a general wearable sensor may contain signal conditioning circuitry 

(typically an amplifier and an Analog-to-Digital Converter (ADC)), and some optional signal 

processing blocks to reduce the amount of data for wireless transmission. In the signal 

conditioning block there is at least one anti-aliasing filter which restricts the bandwidth of the 

input signal before passing it to the ADC. For wearable applications seeking to minimize size, 

the anti-aliasing filter may be realized as a 1st order passive RC lowpass filter. This is a 

physically very small circuit, but its use will come at the cost of requiring a higher ADC 

sampling frequency to ensure that the analogue input signal is correctly represented in the 

digital domain. In turn this implies that the amount of data passed through the system is 

increased, leading to an increase in power consumption due to the data multiplication. If wanted, 

and as considered in section 3.5.2, downsampling of the data can be performed in the digital 

domain to obtain data compression. It is to avoid similar data multiplication that Successive 

Approximation Register (SAR) ADCs tend to be preferred in wearable applications, rather than 

Σ-Δ ones which are intrinsically based upon oversampling. In addition, SAR converters can 

operate with a lower peak dynamic current.  

3.3.2 Wireless Transmission Controller 

After acquisition, the physiological data is temporarily stored in a buffer and packetized to be 

sent to the wireless transmitter. During this process the controller decides on the structure of 

the transmission protocol, including the total size of a packet frame (Lframe) and the size of the 

packet header. Both limit the amount of physiological data (Ldata) that can be carried in each 
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over-the-air data packet and mean that the full over-the-air rate available to the wireless 

transmitter cannot be used to transmit useful physiological data. The utilisation of the protocol 

(𝜂𝜂protocol) for the data can be expressed as: 

𝜂𝜂protocol = 𝐿𝐿data
𝐿𝐿frame + 𝑇𝑇latency ⋅ 𝑅𝑅air

 (3.2) 

where Rair is the over-the-air data rate and Tlatency is the total latency introduced by the data 

acquisition, packet packaging and transceiver interfacing. 

Note that although longer packet sizes increase the data throughput and relieve the communica-

tion overhead they also increase the transmission time, exponentially increasing the risk of 

interruption from undesired Radio Frequency (RF) interferences. This error rate will be 

explored in more detail below. Further, to avoid extra transceiver control complexity and 

overhead, the length of each data packet could be designed to match the size of the buffer 

present in the transceiver being used. Using this optimal packet size also prevents the buffer 

from overflowing. 

3.4 Wireless Transmitter 
Finally the packetized physiological data is passed to the wireless transmitter which sends it out 

to the sensor node base station. There are three factors that dominate the power consumption 

at this stage: the quality of the packet transmission, the hardware overhead and the over-the-air 

data rate. 

3.4.1 Quality of the Packet Transmission 

Unstable transmission quality can cause unnecessary retransmission overhead or even packet 

loss. The successful transmission rate (𝜂𝜂tx) for one packet can be calculated as: 

𝜂𝜂tx = (1 − PER) ⋅ 𝜑𝜑QOL = (1 − BER)𝑁𝑁 ⋅ 𝜑𝜑QOL (3.3) 

where PER is the Packet Error Rate; BER is the Bit Error Rate; N is the bit length of a packet; 

and 𝜑𝜑QOL, the Quality of Link (QOL) factor, which estimates the probability of the RF channel 

being clear throughout the transmission process. It decays with longer transmission times. 
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From equation (3.3) it can be seen how a long packet size is not advisable. Also, the QOL of 

radio transceivers is affected by the transmission range and the transmission power. Long 

transmission ranges decrease the strength of the RF signal and hence lower the QOL. Generally, 

the transmission RF power can be tuned to trade-off QOL and power consumption.  

In addition to this, to compensate for the BER and improve the link quality chip manufacturers 

have introduced different features into transceivers so as to strengthen their error tolerance 

capability. Forward Error Correction (FEC) and automatic acknowledgement (Auto-Ack) are 

two examples which will be used in the test cases considered below. However the use these can 

come with extra cost, the largest one being FEC which sacrifices half of the available bandwidth 

to create redundancy. 

3.4.2 Hardware Overhead 

In order to allow the wireless transmitter and receiver to recognize each other, and to 

synchronize, the transceiver appends a preamble signal (with size Lpreample) and its own 

transmission identification data (with size Ltxid) to the front of every packet automatically. Once 

the packet reaches the receiver these extra bits are examined and removed by the packet 

handling hardware. Again this results in not all of the over-the-air data rate being available for 

useful data transmission. The hardware efficiency 𝜂𝜂 hw is a key factor in this and can be 

calculated as: 

𝜂𝜂hw = 𝐿𝐿data
𝐿𝐿frame + 𝐿𝐿preamble + 𝐿𝐿txid + (𝑇𝑇cal + 𝑇𝑇switch) ⋅ 𝑅𝑅air

 (3.4) 

where the last term in the denominator accounts for a certain overhead generated by the time 

required to calibrate the phase lock loop (PLL) module of the RF synthesizer before transmis-

sion: Tcal is necessary in battery powered systems in order to avoid the frequency drift caused by 

variations in the supply voltage; and Tswitch is the time taken by the transitions between 

different low power states. 

3.4.3 Air Data Rate vs Effective Data Rate 

Given all of these factors the effective data transmission rate can be calculated, and this must 

be sufficient for the wanted application. Moreover, for the same amount of data, the faster the 
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data rate the lower the effective power consumption as the transmitter can be turned off for 

more of the time. However, the overheads discussed in previous sections decrease the effective 

data rate and must not be ignored in power management. The effective bandwidth (Reff) of the 

transmission process can be estimated as: 

𝑅𝑅eff = 𝜂𝜂protocol ⋅ 𝜂𝜂tx ⋅ 𝜂𝜂hw ⋅ 𝑅𝑅air (3.5) 

3.5 Design of Wearable Respiratory Sensor 
Taking the design constraints from the previous Sections 3.2, 3.3 and 3.4 and applying them to 

the design of a real respiratory monitoring sensor platform, the following sections demonstrate 

how they impact the node design and performance. Furthermore, an example of on-sensor node 

signal processing shows the practical impact for improving the operating lifetime. The 

architecture of the wearable sensor is shown in Figure 3-3, and is based upon the popular 

MSP430 microcontroller to be representative of many current sensor nodes. 

3.5.1 Node design 

The wearable node has a single channel which starts at the high pass filter, normally used to 

eliminate out-of-band low frequency components caused by wearer’s mechanical movements. 

This is followed by an amplification block which conditions the normally very weak signals for 

the subsequent blocks, a low pass anti-aliasing filter and a 10 bit SAR ADC which is part of the 

MSP430 chip. Before the ADC block, the components in the analogue frontend (detailed design 

can be found in Section 2.3.3) consume much less power compared to the rest in the system. 

Unless all the analogue circuits were implemented on a single application specific microchip, 

which is usually not a choice due to the high cost of fabrication process, a combination of single 

general purpose microchip containing multiple operational amplifiers and some passive 

components such as surface mounted resistors and capacitors is used in most of system design 

cases. Hence, for the purpose of minimising PCB size of the sensor node, it is not advisable to 

adopt high order filters at the cost of using more surface mounted components. 
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Figure 3-3: MSP430 based wireless acoustic respiratory sensor node presented here. 
The platform can be contrasted with the general node architecture presented in Figure 
3-1 

After the ADC, the analogue sound signals are converted to the digital form, which are 

processed by the MSP430 chip into packets and ready for wireless transmission. Here two 

variants on this basic system are investigated: one using a Texas Instruments CC2500 

transceiver as the transmitter stage; and one using a Nordic nRF24L01+ transceiver. Both of 

these operate in the 2.4 GHz band and are connected to the MSP430 by the Serial Peripheral 

Interface (SPI) with their supported maximum 10 MHz and 8 MHz clocks respectively. The 

CC2500 has an option to enable FEC, while the nRF24L01+ provides hardware support for 

automatic acknowledgement (Auto-Ack).  

Texas Instrument’s SimpliciTI protocol stack is used with both transceivers, although it was 

originally designed for the CC2500 only. SimpliciTI is a low power light-weight wireless network 

protocol dedicated for battery operated devices that require long battery life. From [208] the 

header of a non-encrypted SimpliciTI packet frame contains 96 bits. Because the nRF24L01+ 

has half the buffer size of the CC2500 (256 bits), one field in the header is used to store the byte 

length of the user data and this has been modified for the nRF24L01+. In the user data field, a 

time stamp is added for the recording, 20 bits in length, to each packet as an additional header. 

Given the memory constraints of the used MSP430 the rest of space in a packet allows the 

CC2500 to transmit 34 samples (340 bits), whereas the nRF24L01+ can transmit 18 samples 

(180 bits). In total, the packet size is 456 bits for the CC2500 and 294 bits for the nRF24L01+. 

To maximize the data throughput, minimize latency, and allow the transmitters to be duty 

cycled to reduce the average power, the air data rates of the transceivers are set to their 

maximum values: 500 kbits/s for the CC2500 and 2 Mbits/s for the nRF24L01+. As 

recommended in [209], the preamble signal of the CC2500 is set to 96 bits. The nRF24L01+ has 

8 bits fixed preamble length [210] and both the CC2500 and nRF24L01+ have extra identifica-

High pass filterHigh pass filterHigh pass filterHigh pass filter Low pass filterLow pass filterLow pass filterLow pass filter
Amp. ADC Compression

(optional) Transceiver

Microphone

MSP430 platform

High power components, highly integratedLow power components, but need more PCB space
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tion data appended by hardware with lengths of 16 and 19 bits. Overall, assuming 100% of QOL, 

the effective data rate can be calculated from equations (3.2) – (3.5) as 106 kbits/s and 

338 kbits/s respectively. 

3.5.2 Optional data compression 

As discussed in Section 2.2, to cover the physiological range a bandwidth of at least 1 kHz is 

required. However, due to the use of a 1st order passive RC anti-aliasing filter, the sampling 

frequency is pushed to 4 times of the filter’s cut-off frequency, which is at 4 kHz. The 

oversampling technique can reduce the effect of aliasing and improve the signal-to-noise ratio 

(SNR). Given this oversampling we again investigate two variants on the system: one where we 

transmit all of the collected data, and one were we first downsample the already digitised data 

by a factor of 2 with a higher order digital anti-aliasing. Effectively, this sacrifices a little bit 

more power for digital signal processing, in return of not only saving PCB area by keeping the 

simplicity of the analogue section, but also having less data to transmit. This also explores the 

impact of even modest data compression on our node lifetime. 

The downsampling is implemented with a 10th order Kaiser window digital FIR low pass filter 

running on the MSP430. In this experiment, hardware acceleration unit such as hardware 

multiplier which can reduce the computational burden for this type of processing is not used in 

order to make the case more generic, as most of the low power microcontroller has very limited 

peripheral resources. 

Further choices of data compression are discussed in Chapter 4. 

3.5.3 Power performance results 

For the core system, excluding the wireless transmitter, Table 3-2 shows the current consump-

tion of each block present. The typical current profiles of the two transceivers are illustrated in 

Figure 3-4, where label ‘A’ marks the section corresponding to the transmission overhead, ‘B’ 

marks the actual wireless transmission times and ‘C’ indicates the optional Auto-Ack reception. 

  

90 

 



 

Blocks Name 
Peak Current 

(mA) 
Duty Cycle 

Effective Current 
(mA) 

Sensor 0.27 100% 0.27 

Amplifiers 0.36 100% 0.36 

10-bit SAR ADC 1.10 19.9% (45 s per sample) 0.22 

Compression by  
downsampling 
(optional) 

10 MHz 
(CC2500) 2.50 57.5% (130 s per sample) 1.44 

8 MHz 
(nRF24L01+) 2.10 84.7% (163 s per sample) 1.51 

Total 10 MHz 
(CC2500) 4.23 

− 
2.29 

 
8 MHz 

(nRF24L01+) 3.83 2.36 

Table 3-2: Measured current consumption of the hardware platform and its constituent 
parts, excluding the wireless transmitter. Note that the CC2500 system has a 10 MHz 
clock while the nRF24L01+ system uses an 8 MHz clock. 

 

 

Figure 3-4: Measured current consumption profiles of the two transceivers with Vdd = 
2.4 V. Left: CC2500, with no FEC, packet size with overhead is 568 bits, 34 samples. 
Right: nRF24L01+, with Auto-Ack, packet size with overhead is 321 bits, 18 samples. 
Section A is the overall transmission overhead, B is the actual wireless transmission 
time and C the optional Auto-Ack reception. 
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Combined with the wireless transmitter, the two systems are compared in Table 3-3 which 

shows the current consumption of the systems when tested over 24 hours using the different 

batteries given in Table 2. It can be seen how some configurations only pass the 24 hour test 

with certain batteries. Not all miniature batteries are suitable for long term monitoring! This 

has direct implications on the kind (and number) of batteries that may be required in a specific 

design, and consequently on the device size. For 24 hour monitoring applications with 22 kbits/s 

data rate, the smallest wireless configuration can be achieved by using one lithium manganese 

dioxide CR2430 3V battery. 

Turning on the data compression leads to substantial reductions in the effective current drawn 

by the system. Reductions by 20–30% are achieved, and in the CC2500 case without FEC the 

reduction is 53%. In all of the cases this reduction allows more of the battery technologies from 

Table 3-1 to be used, giving greater freedom in the system design and in the optimization of the 

device size. In the best case the effective current consumption of the entire system goes down to 

3.5 mA, equivalent to a net power consumption of 334 nW/bit. It is important to highlight 

however that only reductions in the effective current are achieved by the data compression. 

There are no substantial differences in the peak currents and in some cases this may now 

become the limiting factor in the system design. 

 

Platform Configuration 
Effective 

Current (mA) 
Peak Current 

(mA) 
Passed Batteries 

MSP430 
& 

CC2500 

Compression off, FEC off 15.8 24.3 XL-050F 

Compression off, FEC on 18.5 24.3 XL-050F 

Compression on, FEC off 7.4 25.6 XL-050F, DA675 

Compression on, FEC on 13.5 25.6 XL-050F, DA675 

MSP430 
& 

nRF24L01+ 

Compression off, Auto-Ack off 4.5 14.3 XL-050F, DA675, DA13 

Compression off, Auto-Ack on 5.6 15.2 XL-050F, DA675, DA13 

Compression on, Auto-Ack off 3.5 15.1 XL-050F, DA675, DA13, CR2430 

Compression on, Auto-Ack on 3.8 16.1 XL-050F, DA675, DA13 

Table 3-3: Current consumption of the sensor nodes with compression enabled and 
disabled. Only some of the miniature batteries listed in Table 3-1 are capable of 
powering the system for 24 hours. 
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3.6 Summary 
Designing a wearable sensor node involves a careful set of trade-offs between the electronic 

components used, the battery technology selected and the implementation of any real-time 

signal processing. This Section has demonstrated that in battery selection, which dominates the 

end physical size of the device, both the average and peak current draws have to be taken in to 

consideration. The presented numbers can be used as a realistic guide for system designers when 

distributing their power budget and when estimating the size and kind of battery required to 

operate their device for a certain length of time. Further, quantitative measured results have 

shown for two different transmitters the potential benefits of simply onboard downsampling 

data by a factor of two reduce up to 53% in the total system power consumption. Moreover, 

this was done with the MSP430 active for up to 72% of the time. Clearly if more data reduction 

could be provided, or if the signal processing platform could be turned off more of the time to 

reduce its effective power, even greater increases in operational lifetimes could be provided. 

The challenge, of course, is in realising accurate data reduction algorithms that can operate 

within the limited power budgets available. Further discussion on potential suitable data 

reduction algorithm on breath sound is given in Chapter 4. 
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Chapter 4  
 
Data Reduction in  
Respiratory Sounds 

Although the breathing monitoring prototype created as part of this PhD does not require any 

data compression of the sensed signals because the power provided by Zin-Air batteries is 

enough to operate the chosen transmitter, this comes at the cost of being restricted in the choice 

of receivers.. A more flexible system can be created if the existing implementation could 

eventually be ported to the now widely accepted ultra-low power protocol Bluetooth® Smart 

(formally as known as Bluetooth® Low Energy or BLE). In order to make this possible a 

significant challenge needs to be overcome. This relates to the actual data rate, which in 

practice is much lower than the maximum advertised 1 Mbit/s and is very much dependent on 

the implementation of the Bluetooth host controller because this will limit the number of 

communication events in a period of time. The reported maximum effective data rate varies 

from 15.8 kbit/s for the case of Apple iOS device to 57.2 kbit/s for Android device [211]. 

Unfortunately, the worst case is smaller than the required data rate for breath sound data 

which is 22 kbit/s. This does not even include the overhead for the packet identification (for 

detail see Section 3.4.2). Therefore, without data compression, it is impossible to acquire the 

breath sound data using Bluetooth® Smart in some cases, for example when any Apple product 

is used as a receiver. 

Data compression has been widely used in portable devices to reduce the amount of digital data 

that needs to be stored or transmitted in order to extend the battery lifetime. Audio 

compression is possible because adjacent audio signal samples tend to present redundancies [212]. 

So far, data compression has been briefly mentioned in Section 3.5, where downsampling was 

used in the example respiratory sensor prototype. This chapter discusses other possible 

compression approaches that have been investigated throughout the course of this thesis and 

can be used in breath sound acquisition systems. 
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4.1 Overview of respiratory sound compression 
– How much can we benefit from that? 

Sound compression techniques can be split into two groups: lossy and lossless approaches. Both 

approaches have been well developed for all kinds of sound data, especially music. However, 

research on respiratory sound specific data compression has received little attention. 

4.1.1 Lossy Respiratory Sound Compression 

Yadollahi, et al. [213] have developed a lossy compression method on respiratory sound with an 

objective to improve the level of SNR for the use of telemedicine applications. The method used 

an adaptive transform coding-based technique to quantise each respiratory sound sample into a 

shorter length representation. They showed that the adaptive quantisation technique provided 

up to 11dB better SNR than downsampling at the same of compression rate. The optimal 

analysis window size is 12.5 ms for this approach [213], which is equivalent to 28 samples with a 

sampling frequency of 2205 Hz. However, for every 1 second of data it required 19.8% of an 

Intel® dual cores CPU time, on average. Therefore, the approach is still too complicated 

resulting in considerable memory usage, as well as computational power requirements for 

complex matrix operations, which it is difficult to implement on a low power wireless sensor 

platform for the purpose of reducing transmission power. Moreover the quantisation noises 

introduced into the original respiratory sound signal affect the following data analysis, creating 

uncertainty. 

To avoid the uncertainty created by the lossy compression during the data analysis stage, there 

is another route to reduce the size of the respiratory sound data. Most of the data analysis 

approaches can be divided into three main steps: signal pre-processing, feature extraction and 

feature classification. The remaining information derived from the first two steps is generally 

less than the original input signals. If that is the case and the power consumption required by 

those steps is smaller than the power saving benefited from the reduction on data transmission, 

the compression can be achieved by just keeping the derived information. As an example, a part 

of obstructive apnoeas and hypopnoeas screening algorithm1 [214] has been used to compress 

respiratory sounds. Similar to downsampling, the compression technique keeps the maxima of 

1 For further detail of the algorithm, please see Section 5.1.1. 
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sound signals within a fixed length moving time window at the rate of 1Hz [214]. This results in 

a significant compression rate on respiratory sound data without risking degradation of the 

detection performance. However, it is impossible to recover the sounds from these compressed 1 

Hz data for the purpose of auscultation. During this PhD, initial work on compression also 

focused on exploring lossy compression techniques which can preserve the performance of the 

automatic respiratory events detection algorithm described in Chapter 5, as well as providing a 

solution to reconstruct the sound signals for the purpose of auscultation. The overall idea was to 

only transmit the outputs from the envelope generators. This would still make it possible to run 

the algorithm in the receiver but at the cost of losing important information from the raw sound 

signal. Using this technique, for a 3-channel detection system, a compression ratio of 1:0.143 

could be achieved by converting the original sound data with 2205 Hz sampling frequency down 

to 3 bandpass filtered channel envelope output signals at 105 Hz. Although compressing the 

respiratory sound data in this way does not affect the data analysis, it is not easy to reconstruct 

signals with the same quality level, in terms of SNR, as presented by Yadollahi [213]. In 

collaboration with Aguilar Pelaez, a method [201] to reconstruct the sound signal was proposed. 

The method combines a set of bandpass filtered white noise carriers which were amplitude 

modulated by the multi-channel envelope signals. The audio perception of the reconstructed 

sound signals was similar to the original one, but the reconstruction error was still high. 

4.1.2 Lossless Breath Sound Compression 

Adaptive differential pulse code modulation (ADPCM) [215] is the most common technique used 

in lossless audio compression. By observing historical values of input samples, ADPCM codes 

the differences between a predicted value and the present input sample, which tend to be less 

redundant. Hence, the performance of ADPCM highly depends on the predictor that it uses. 

Unfortunately, it has been proved that no lossless data compression can always guarantee 

making any data smaller if the data cannot be fully predicted. Therefore, some audio 

compression applications, such as Shorten [216], always employ more than one predictor to 

increase coverage of prediction and maximise its compression rate. In practice, the average 

lossless audio compression rate that can be achieved for vocal sound is 60 - 70% of the original 

size [216]. 
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Figure 4-1: Simplified overview of ADPCM with multiple predictions. 

Figure 4-1 shows the high level model of common lossless ADPCM with multiple predictions. In 

the figure, there are two predictors which use delayed audio samples to generate the estimated 

value of the present sample s[n], where n is the sample number. After subtracting them, the 

resulting residuals are encoded by adaptive variable length codes (such as Huffman code) 

according to its Gaussian distribution characteristic (as described in [217-219]) and collected by 

frames, i.e. Frame 1 and Frame 2 as shown in Figure 4-1. Frame 0 stores the verbatim values of 

input samples which have not been compressed. In order to maximise the efficiency of the 

residual encoding, this process has to be optimised according to the statistical characteristic 

obtained from a predefined number of residuals, which is called compression frame conventional-

ly. However, the actual storage sizes of the frames resulted from different predictors are different. 

In order to achieve the best compression rate, only the smallest frame obtained from the best 

performed predictor remains as output of the compressor and the other frames are discarded. 

The verbatim predictor is used as a reference for the other predictors, which prevents the 

compressor from compressing data without a smaller output. 

The choice of predictors is very limited in embedded systems due to their weak computational 

power. A common technique to predict the audio input signals is to search a set of filter 

coefficients allowing the filter to produce the least mean squares of the error signal (difference 

between the desired and the actual signal). High performance predictors using high order filters 

with optimal filter coefficients obtained by adaptive algorithms (such as least mean squares or 

Levinson-Durbin) which aim to generate minimum prediction errors are not power-efficient on a 

size limited low power wearable wireless sensor platforms. As an example, MPEG-4 Audio 

Lossless Coding (ALS) which is the world leading industrial standard (ISO/IEC 14496-3:2009) 

for lossless audio encoding uses Levinson-Durbin adaptive algorithms for generating the 

adaptive filter coefficients, which is designed to be run on a personal computer [220]. Although 
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the CPU load is a few percent of the full capacity, it is still too power-hunger to be used on a 

low power system, taking account of the power consumption used by the personal computer 

CPU can be tens of watts or more. Unfortunately, there is no low power implementation of 

MPEG-4 ALS encoder which is suitable for miniature wearable sensors. Most of the implemen-

tations require powerful processors similar to the one in smartphones. Recently, an FPGA 

implementation of an improved variant has been published in [221], which has a form factor of 

computer graphic card. 

The memory of the miniaturised wearable sensor is insufficient for buffering packets for 

retransmission in cases of busy wireless channels, since packet loss problems are inevitable when 

a crowded free license wireless frequency band is used. In order to minimise the data loss, 

caused by any unrecoverable wireless transmission problem, it is advisable to make each packet 

self-unpackable and disallow its compressor from having access to previous packets’ contents so 

that the data reconstruction is guaranteed not to be affected. Unfortunately, reliable low power 

wireless transmission systems tend to also have limited payload size in each packet to avoid 

increasing packet error rate which is proportional to the packet’s length. In particular, 

Bluetooth® Smart only has 20 bytes when maximum throughput is required. This small payload 

size limits the compression frame size which can no longer be defined by a fixed amount of 

samples or duration, and also makes high order adaptive predictors impractical because they 

have more overhead from two sources: storage for coefficients of the adaptive filter and more 

non-fully predicted samples at the beginning of the frame when there are not enough historical 

data available. Also, when the goal is to minimise power consumption, the use of simple fixed 

polynomial extrapolative prediction seems reasonable, because it is well known for its fast 

processing speed and compression effectiveness. This has been demonstrated in [216, 222]. 

Let’s consider a zero-order polynomial predictor, which predicts each input sample input[n] to 

be zero. 

s0̂[𝑛𝑛] = 0 (4.1) 

𝑒𝑒0[𝑛𝑛] = 𝑠𝑠[𝑛𝑛] − s0̂[𝑛𝑛] = 𝑠𝑠[𝑛𝑛] (4.2) 

where s0̂ is the estimated value of the input s, given by the zero-order predictor and 𝑒𝑒0 is the 

error between them, and is so called residue. 
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A first order polynomial predictor1 gives prediction s1̂ as the predecessor s[n-1] of the current 

input s[n], which gives a first order residue 𝑒𝑒1 as shown in the following: 

s1̂[𝑛𝑛] = 𝑠𝑠[𝑛𝑛 − 1] (4.3) 

𝑒𝑒1[𝑛𝑛] = 𝑠𝑠[𝑛𝑛] − s1̂[𝑛𝑛] = 𝑠𝑠[𝑛𝑛] − 𝑠𝑠[𝑛𝑛 − 1] (4.4) 

By substituting Equation (4.2) into (4.4), we have: 

𝑒𝑒1[𝑛𝑛] = 𝑒𝑒0[𝑛𝑛] − 𝑒𝑒0[𝑛𝑛 − 1] (4.5) 

Following the same approach, it is not difficult to discover that the residues obtained from 

higher order polynomial predictors can be deduced recursively by their lower order predictors 

[216]. 

𝑒𝑒𝑖𝑖[𝑛𝑛] = 𝑒𝑒𝑖𝑖-1[𝑛𝑛] − 𝑒𝑒𝑖𝑖-1[𝑛𝑛 − 1] (4.6) 

where i is the order of the polynomial prediction, and i > 0. 

Hence, the computation of polynomial extrapolative prediction is arithmetically simple and does 

not involve any multiplications, hence being suitable for implementation in any embedded 

system with a requirement of extremely fast responsive speed. In terms of compression rate this 

technique can achieve up to 50% when using low order prediction if the input signal trend is 

stationary [216]. Hence, this simple prediction works effectively on sound data when the 

respiration is not present, but it does not perform as good during breathing, especially when the 

sampling rate of the wearable sensor is not high compared to the signal bandwidth. Although it 

is possible to improve the compression performance, by running higher order polynomial 

extrapolative predictors in parallel, the benefit of the technique then becomes extremely limited. 

The dynamics of breathing signals create more uncertainty, which may result more residual 

after the prediction. To solve the problem, a better predictor is required, which has to be able to 

mimic the breath sound without the need of complicated adaptive filtering and access to 

comprehensive historic data. With those conditions, compression performance does not have to 

be affected by the small frame size constraint. 

1 It should not to be confused with the degree of polynomials which defines linear polynomials as first order. 
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The following sections describe novel compression method that addresses the challenges of all 

previously reported approaches, preserving the breath sound quality whilst achieving a 

reasonable compression rate which allows the original breath sound data to be transmitted from 

the sensor using Bluetooth® Smart. 

4.2 A Lossless Low-Complexity Respiratory 
Sound Compression Method for  
Wireless Wearable Sensors 

4.2.1 Compression Requirements 

The targeted breath sounds data for compression are the signals feeding to the respiratory event 

detection system shown in Figure 5-1. Consequently, the focus of this work was to provide a 

simple approach to losslessly compress the 10-bit resolution tracheal sound signal after passing 

through the 200 Hz – 1.1 kHz bandpass filter as described in Chapter 3. Because the compressed 

breath sounds data are intended to be wirelessly sent in a packet form three constraints were set 

for the compression method: 

1) Each compression frame should not be larger than the maximum buffer size of the chosen 

transmitter. Therefore each compression frame could be uploaded to the transmitter’s 

buffer and sent out directly as one packet without invoking extra complexity of the control 

for packet handling. In addition, smaller packet size decreases the chance of wireless trans-

mission being affected by the traffic intensity of the used frequency channels. 

2) Each compression frame had to be randomly accessible, which meant that the decompres-

sion process should not use any information from any previous compression frame. This 

prevents any lost packet during the wireless transmission affecting the decompression. 

3) The power saving from the data rate reduction should be larger than the power required by 

the compression implementation. 

4.2.2 Principle of Breath Sound Prediction 

In order to be able to improve the breath sound prediction, the limitation of the fixed 

polynomial predictor has to be known. The simplest and most effective predictor is a first order 

polynomial interpolation as presented in Equation (4.3). 
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Figure 4-2: An example of how simple polynomial prediction affects breath sound 
signals in both time (a) and frequency (b) domain. Grey plots are the original 
continuous-time breath sound signals; circular markers represent the sampled signal 
with the last two samples replaced by their first order prediction; and the black plots 
correspond to the interpolated signal. 

Replacing the actual input signals s with their predicted values 𝑠𝑠1̂, is equivalent to replacing the 

last sample period of the signal with a stationary DC like signal and momentarily suppressing 

the AC frequency components. For illustration, Figure 4-2 shows an example of a sampled 

breath signal with the last two samples replaced by their first order polynomial prediction (i.e. 

one sample delay version s[n-1]). This leads to a series of changes on its power spectral density. 

It is clear that the energy close to the DC is boosted and there is some attenuation on the 

predominant spectral contents in the higher frequency range. To remove the effect brought by 

the polynomial prediction, a high pass filter with a gain slightly larger than unity can be applied 

on the prediction. Removing the excess in DC power introduced by the predictor and 

compensating the loss of AC frequency components, helps in reducing the prediction error. The 

cut-off frequency should be the same as the high pass setting used in Section 2.3.3 in order to 

avoid too much attenuation of the breath sound signal. 

4.2.3 Implementation of Breath Sound  
Synthesis Predictor 

The challenge in synthesizing breath sound signals based on previous data lies on designing a 

filter that can rectify the errors caused by the first order polynomial predictor whilst generating 

an output in time with a similar spectral content to the previous breath. The group delay of the 

filter is crucial for optimal results in time domain. In order for the prediction to work, the 
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average group delay of the filter in the passband should not be larger than one sample. 

Otherwise the filter would try to estimate the previous sample but not the current one. A low 

complexity low order infinite impulse response (IIR) filter has minimum group delay, hence 

being the ideal candidate for this application. It was found that the optimal group delay was 0.5 

samples. This helped to reduce the errors introduced by the predictor in the passband. A second 

order Chebyshev Type II band pass filter was chosen. The passband of the filter was matched to 

the bandwidth of the breath sound signal, from 100 Hz to 1 kHz, since the predominant spectral 

content of tracheal breath sounds is within that range. 

The discrete time function of a second order non-unity gain IIR band pass filter is given by: 

𝑦𝑦[𝑛𝑛] = α ⋅ (𝐵𝐵1 ⋅ 𝑠𝑠[𝑛𝑛] + 𝐵𝐵2 ⋅ 𝑠𝑠[𝑛𝑛 − 1] + 𝐵𝐵3 ⋅ 𝑠𝑠[𝑛𝑛 − 2]) − 𝐴𝐴2 ⋅ 𝑦𝑦[𝑛𝑛 − 1] − 𝐴𝐴3 ⋅ 𝑦𝑦[𝑛𝑛 − 2]  (4.7) 

where α is the gain; 𝐵𝐵𝑥𝑥 and 𝐴𝐴𝑥𝑥 are the coefficients of the Chebyshev Type II band pass filter. 

By substituting the predicted value 𝑠𝑠1̂[𝑛𝑛] for the current sample 𝑠𝑠[𝑛𝑛] within Equation (4.3), the 

prediction function becomes: 

𝑠𝑠 ̂[̂𝑛𝑛] = α ⋅ ((𝐵𝐵1 + 𝐵𝐵2) ⋅ 𝑠𝑠[𝑛𝑛 − 1] + 𝐵𝐵3 ⋅ 𝑠𝑠[𝑛𝑛 − 2]) − 𝐴𝐴2 ⋅ 𝑦𝑦[𝑛𝑛 − 1] − 𝐴𝐴3 ⋅ 𝑦𝑦[𝑛𝑛 − 2] (4.8) 

Assuming that the band pass filtered prediction 𝑠𝑠 ̂[̂𝑛𝑛] correctly follows the actual breath sound 

signal 𝑠𝑠[𝑛𝑛] and the filtered version 𝑦𝑦[𝑛𝑛] of the original signal is similar to its original, 𝑠𝑠[𝑛𝑛], 𝑦𝑦[𝑛𝑛] 

could be approximated by 𝑠𝑠 ̂[̂𝑛𝑛] and Equation (4.8) could be simplified further to: 

𝑠𝑠 ̂[̂𝑛𝑛] ≅ α ⋅ (𝐵𝐵1 + 𝐵𝐵2) ⋅ 𝑠𝑠[𝑛𝑛 − 1] + α ⋅ 𝐵𝐵3 ⋅ 𝑠𝑠[𝑛𝑛 − 2] − 𝐴𝐴2 ⋅ 𝑠𝑠 ̂[̂𝑛𝑛 − 1] − 𝐴𝐴3 ⋅ 𝑠𝑠 ̂[̂𝑛𝑛 − 2] (4.9) 

Hence the effective prediction errors at the sensor’s output, known as prediction residuals for 

the breath signals can be calculated as: 

𝑒𝑒 ̂[̂𝑛𝑛] = 𝑠𝑠[𝑛𝑛] − 𝑠𝑠 ̂[̂𝑛𝑛]  

= 𝑠𝑠[𝑛𝑛] − �α ⋅ ((𝐵𝐵1 + 𝐵𝐵2) ⋅ 𝑠𝑠[𝑛𝑛 − 1] + 𝐵𝐵3 ⋅ 𝑠𝑠[𝑛𝑛 − 2]) − 𝐴𝐴2 ⋅ 𝑠𝑠 ̂[̂𝑛𝑛 − 1] − 𝐴𝐴3 ⋅ 𝑠𝑠 ̂[̂𝑛𝑛 − 2]�  
(4.10) 

Substituting 𝑠𝑠 ̂[̂𝑛𝑛 − 1] by 𝑒𝑒 ̂[̂𝑛𝑛 − 1], the function can be transformed into another IIR filter: 

𝑒𝑒 ̂[̂𝑛𝑛] = 𝐵𝐵1
′ ⋅ 𝑠𝑠[𝑛𝑛] + 𝐵𝐵2

′ ⋅ 𝑠𝑠[𝑛𝑛 − 1] + 𝐵𝐵3
′ ⋅ 𝑠𝑠[𝑛𝑛 − 2] − 𝐴𝐴2 ⋅ 𝑒𝑒 ̂[̂𝑛𝑛 − 1] − 𝐴𝐴3 ⋅ 𝑒𝑒 ̂[̂𝑛𝑛 − 2] (4.11) 

where the new filter coefficients are: 

𝐵𝐵1
′ = 1;  𝐵𝐵2

′ = 𝐴𝐴2 − α ⋅ (𝐵𝐵1 + 𝐵𝐵2); 𝐵𝐵3
′ = 𝐴𝐴3 − α ⋅ 𝐵𝐵3 (4.12) 
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Figure 4-3: Probability distribution of the residuals resulting from breath only sound 
signals obtained from the trachea, against their first three orders polynomial 
predictions (a) (b) (c) and the proposed prediction (d). 

The reconstruction of the breath signal can be implemented inversely by adding the results from 

Equation (4.9) and its corresponding residuals 𝑒𝑒 ̂,̂ provided the same set of initial conditions of 

the synthesis filter are used for each independent frame of data. If the breath sound synthesiser 

tracks down the signal successfully, 𝑒𝑒 ̂ ̂should be small and negligible. The initialisation time of 

the IIR filter with the transfer function shown in (4.11) only require the same time as a 4-tap 

finite impulse response (FIR) filter since 𝑒𝑒 ̂[̂𝑛𝑛 − 1] and 𝑒𝑒 ̂[̂𝑛𝑛 − 2] are small. Figure 4-3 shows the 

probability distribution of the residuals obtained from 8 pieces of randomly selected tracheal 

sound signals, generated when a monitored subject is breathing (i.e. breath pauses are 

discarded), against their first three polynomial predictions and the proposed prediction. The 

residuals have a Laplace distribution centred around zero. The higher Q factor of Figure 4-3(d) 

indicates that the proposed predictor performs better than the rest. In the first three figures, it 

is clear that increasing the order of the polynomial prediction does not help in reducing the 

residuals too much. However, by applying the breath sound synthesis filtering on the first order 

polynomial prediction, the residuals’ redundancy has greatly reduced. 
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4.2.4 Fixed Length Adaptive Sample Size (FLASS) 
Frame 

In order to compress an audio waveform efficiently, the traditional approach is to group a pre-

defined number of samples in a compression frame, and then analyse their statistical 

characteristics to configure the adaptive predictors and residual encoder accordingly. In such 

case, each frame contains the same amount of samples, but has a different length in terms of 

actual data storage size. This results in two problems: 1) the size of the frame, defined by 

sample count or time duration, has to be carefully selected since the level of similarity of the 

signal characteristics within the frame directly affects both the prediction modelling and the 

residual coding performance; 2) compression frames with a fixed amount of samples may be too 

long or too short for optimal wireless transmission. To tackle these issues, in this work the 

definition of compression frame length has been revised to match the storage size of the 

maximum payload that can be transmitted wirelessly and efficiently. The number of samples 

stored in the frame depends on the redundancy of the input data. In the following this will be 

referred to as Fixed Length Adaptive Sample Size Frame, or FLASS frame. 

The structure of the FLASS frame is shown in Figure 4-4, for both verbatim and compressed 

forms. Both forms start with a 3-bit field called “Type” to indicate which predictor (or no 

prediction in the case of verbatim) has been used for the frame. The rest of the FLASS frame is 

dedicated to data storage. For compressed FLASS frame, the data section has been divided in 

 

 

Figure 4-4: FLASS Frame for verbatim and compressed data fitting in a Bluetooth® 
Smart (BLE) notification packet. The efficiency of the protocol for actual data 
transmission is 48.78%. 

Bluetooth® Smart (BLE) Notification Packet Format: 
8 32 72 160 32 24 Bits 

Preamble Access Address Header  Payload MIC CRC  
       

Verbatim Payload 
14 3 140 3 Bits 

Seeking 
Index 

Type 
(= 0) 

14 Verbatim 
Samples Padding Compressed 

Payload  Verbatim FLVSS Frame 
 

14 3 L 143 L D D Bits 
Seeking 
Index 

Type 
(> 0) 

First p Residuals 
(Selective Encoding) 

q Residuals 
(Golomb-Rice Code) Padding  

 Compressed FLASS Frame  
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two parts. The first part stores p numbers of residuals resulting from the non-fully predicted 

samples during the predictor’s initialisation. For the proposed predictor, p is set to be 4 as, since 

mentioned above, the initialisation duration is equivalent to a 4-tap FIR filter. For the 

polynomial predictors, this p can be their orders. The remaining part contains q sets of residuals 

from the fully predicted ones, this being encoded in the most efficient way, which is further 

discussed in Section 4.2.5. 

In order to fit as many samples as possible in a FLASS frame, which can on its turn be fitted in 

the packet’s payload, a compression encoder competition scheme is introduced as shown in 

Figure 4-5. This consists of one verbatim encoder and multiple compression encoders that 

compete against each other. Each encoder is designed to cope with a specific kind of input 

signal. For instance in this case, there is a dedicated encoder specifically optimized for breathing 

sound signals and a general encoder optimized for the rest of non-breathing sound signals, which 

tend to be more stationary. As soon as any FLASS frame is full, its corresponding predictor and 

encoder stop working, which makes the system more power efficient. As a result, only the last 

standing FLASS frame is sent out for wireless transmission. If there is more than one FLASS 

frame surviving the competition, the most easily interpretable one wins. Once the winner frame 

is generated, all encoders and FLASS frames are reset to prevent them from accessing previous 

input data. 

Under this scheme, even with small size compression frames, the system automatically seeks for 

an optimal solution for segmenting the original input data into fragments of variable length 

with similar amount of redundancy, and passing them into a fixed storage size FLASS frame 

that can be perfectly fitted in the wireless packet. 

 

Figure 4-5: Compression encoder competition scheme 
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4.2.5 Backward Adaptive Residuals Encoding 
4.2.5.1 Why Backward Adaptive? 

For fast and low-complexity encoding of residuals with a Laplace distribution, variable-length 

Rice code ( known as Golomb-Rice code) has proven to be the most efficient one [216]. During 

Rice encoding, each residual has its absolute value divided by 2m: 

𝑝𝑝 = int(|𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅|
2𝑚𝑚 ) (4.13) 

𝑟𝑟 = |𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅|  mod  2𝑚𝑚 (4.14) 

The resulting quotient p and reminder r are encoded separately in the format shown in Table 

4-1, including one additional bit to keep the sign status before dividing. The Rice encoder 

expects the quotient part to be much smaller than the reminder part, hence the quotient is 

coded as a binary representation of p-bit length ‘0’s string ending with a single separator ‘1’, 

and then the m-bit length reminder is attached to the end directly without any modification. 

Rice codes are self-delimited and no additional space is required to separate them. The total 

length of each Rice code is then given as: 

Lengthrice_code = 2(from sign bit and separator) + 𝑝𝑝 + 𝑚𝑚 (4.15) 

In order to apply Rice encoding efficiently, the Rice parameter m has to be optimal and known 

by both encoder and decoder. For most lossless compression methods, as they are designed to 

run on powerful digital signal processing platforms, it is acceptable to use a variety of 

computational intensive techniques to search global optimal Rice parameters within the 

predefined fixed length compression frame. This is so-called forward adaptive encoding. Because 

the decoder does not have the data until this is uncompressed, the optimal Rice parameter 

obtained from the forward adaptive approach has to be attached to the compressed data frame 

as side information to help the decoder to reconstruct the data. This is not feasible to 

incorporate within the FLASS frame for two reasons. Firstly it is difficult to calculate the 

optimal value of Rice parameter on a low power embedded system. Secondly, even with a sub-

optimal Rice parameter obtained from a light-weight algorithm that could be implemented in a 

low power manner, the gain from applying it over a short FLASS frame could be less than the 

space that is required for the side information. Therefore in this case the algorithm for searching 

the optimal Rice parameter cannot rely on any knowledge of uncompressed data. 
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Field Sign Bit 
Quotient 
Encoding 

Separator 
Fixed-Length 
Remainder 

Length (Bit) 1 p 1 m 

Table 4-1: Rice code format and the length of its each field. 

4.2.5.2 Backward Adaptive Rice Parameter 

It has been proven [216] that the optimal Rice parameter for each individual residual can be 

calculated as following: 

𝑚𝑚optimal =  log2�log2 mean��|Residual|�� (4.16) 

The conventional forward adaptive approach is to find a single global optimal Rice parameter 

over a predefined number of residual samples within the compression frame by calculating the 

average value of the residuals. As it has been discussed in the previous section, it is not very 

efficient to implement this on a low power wireless sensor platform with very limited memory 

space. 

Instead of trying to get a global optimal value for the Rice parameter, the approach proposed in 

this thesis reviews the Rice parameter sample by sample using a moving average filter which 

gives an estimation Residualmoving_avg(𝑛𝑛) of the latest status of the average ∑|Residual|. 

Residualmoving_avg(𝑛𝑛) ≈ mean��|Residual|� (4.17) 

While the encoding takes place, the moving average filter keeps computing the one sample 

delayed version of the mean value of the residual. 

Residualmoving_avg(𝑛𝑛) = �1 − 1
𝐿𝐿

� × Residualmoving_avg(𝑛𝑛 − 1) + 1
𝐿𝐿

× |𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅(𝑛𝑛− 1)| (4.18) 

The window length L of the moving average filter is set to half the maximum amount of 

samples that can be carried by the FLASS frame under the initial Rice parameter setting. To 

approach the optimal value of Rice parameter shown in Equation (4.16), the decision on 

adjusting the Rice parameter is based on the following rules: 

𝑚𝑚(𝑛𝑛) =

⎩
��
�
⎨
��
�
⎧ 𝑚𝑚(𝑛𝑛 − 1), round�log2 Residualmoving_avg(𝑛𝑛)� = 2𝑚𝑚(𝑛𝑛−1)

𝑚𝑚(𝑛𝑛 − 1) + 1, round�log2 Residualmoving_avg(𝑛𝑛)� > 2𝑚𝑚(𝑛𝑛−1)

𝑚𝑚(𝑛𝑛 − 1) − 1, round�log2 Residualmoving_avg(𝑛𝑛)� < 2𝑚𝑚(𝑛𝑛−1)

 (4.19) 
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Figure 4-6: Probability distribution of the residuals producing minimum Rice code 
length with respect to the chosen Rice parameters. The data is randomly selected 
(from subject 1 in Figure 4-7) 2 hours continuous tracheal sound recording, including 
breaths, breath pauses and ambient sound noise. 

The initial value of the Rice parameter for each predictor is defined according to the 

characteristics of the residuals obtained from a 2 hour recording from one subject against the 

corresponding predictions. In Figure 4-6, different values of Rice parameters have been applied 

to the residuals, and the results show the percentage of the residuals producing minimum Rice 

code length (i.e. the quotient part is equal to zero). Research [223, 224] has shown that the 

optimal Rice parameter should have around 50% chance of producing a minimum Rice code 

length. According to the figure, the initial values of Rice parameters are set to 2, 2, 3, 1 for first 

order, second order and third order predictors, and the proposed one respectively. Each 

encoder’s moving average filter initial output is reset to 2 to the power of the corresponding 

Rice parameter when the encoding starts with a new empty FLASS frame. 

4.2.6 Selective Encoding for Initial Non-Fully Predicted  
Residuals 

As mentioned briefly in the last section, because the prediction methods used in this work 

require certain numbers of samples for initialisation for each compressed FLASS frame, a few 

samples at the beginning could produce large value of residuals. Therefore, the encoding method 

stated in Section 4.2.5 may not perform as expected. To prevent this from happening, a 

selective encoding technique [225] has been implemented at the beginning of each compressed 

FLASS frame. The non-fully predicted residuals use one extra bit during encoding to indicate 

whether its value is too big to be encoded by the Rice code with the predefined Rice parameter, 

as shown by the following logic: 

Rice code parameter 
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IF Residual<2 THEN 

Output = ‘1’ + Rice code 

ELSE 

Output = ‘0’ + 10-Bit uncompressed value 

4.2.7 Results 

The novel compression method has been tested on tracheal sound recordings from 30 adults 

with age range from 23 to 82. On average 12 hours of data per subject were used for analysis. 

These data was obtained during the course of a sleep apnoea clinical test, which is further 

detailed in the following chapter. The data included both wake and sleep data. The original 

data was stored in 16-bit WAV format, with zeros in the least significant bits (LSBs). Figure 

4-7 compares the results obtained using the proposed compression framework, using polynomial 

and the proposed breath sound synthesis predictions, with the results obtained using the 

reference MPEG-4 ALS encoder [226]. The compression performance of this reference codec is 

only 5% below the state-of-the-art [227]. The MPEG-4 ALS codec was given the following 

encoding settings: 

‘-l’: It indicates the actual input audio files have a bit length of 10-bit. 

‘-p’:  This enables long term prediction which could benefit from the repetitive respiratory 

sound signals. 

‘-r-1’: This forces the encoder to make every compression frame random accessible. 

The compression can be calculated using the following equation: 

Compression = Compressed Data Size
Original WAV File Size × 10 16⁄

× 100% (4.20) 

where the compressed data size should include the information for random access: 

Compressed Data Size = Size of Seeking Index + Size of Compressed Samples (4.21) 

Table 4-2 compares the average compression performance between the low complexity predictors 

and the reference standard. It shows how the light-weight polynomial predictions are far away 

from the optimal compression rate established by the industrial MPEG-4 ALS audio 

compression standard regardless to their filter orders. However, the proposed approach is able to 

outperform the MPEG-4 ALS codec by 5.54% on average. By looking into the detail of all cases 
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shown in Figure 4-7, the proposed approach achieved higher compression rate for half of the 

cases (15 out of 30). This indicates that the way a small size FLASS frame seeks for local 

optimal of Rice parameters could work as efficiently as the approach of using bigger frame sizes 

to search the global optimal of Rice parameters. This is because the amount of samples in a 

FLASS frame is adapted to the entropy of the incoming breath sound data, which results on the 

system automatically adjusting the size of the compression frame (in terms of sample count) 

according to the input data, making the residuals encoding more efficient. 

MPEG-4 ALS 
v23 

Polynomial Predictors Proposed 
Predictor 1st Order 0th + 1st + 2nd + 3rd Order 

Average 
Compression 

36.46% ± 7.45% 51.52% ± 7.83% 50.03% ± 7.69% 34.44% ± 1.51% 

Table 4-2: Average compression performance 

Figure 4-7: Compression performance for 30 different subjects. All compression 
methods are implemented with backward adaptive Rice code parameter, except the 
MPEG-4 ALS which uses its own proprietary encoding approach. 
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The compression ratio for the proposed approach is in a range between 32.94% and 38.94%, 

giving a data reduction of at least 60%. Taking into account that the Bluetooth Smart 

transmission protocol efficiency is 48.78% (see Figure 4-4), this shows that the overall air data 

rate can be reduced to 18.04 kbit/s from 45.1 kbit/s. Given that the maximum average power 

consumption of a typical Bluetooth Smart transceiver, TI CC2640, is 11 mW at its theoretical 

maximum air data rate 1 Mbit/s [228], the total power saving thanks to the reduction of data 

transmission is 298 uW. In order to implement the proposed predictor and encoding scheme, the 

computation can include an IIR filter, as shown in Equation (4.11), one moving-average filter 

for the proposed predictor, and some bit-shifting operation. This can be implemented on the 32-

bit ARM® Cortex®-M3 microcontroller inside the TI CC2640 with no more than 10% of CPU 

usage at the speed of 10 MHz. The overall power consumption for the proposed compression 

method is as little as 61 uW, which results in 237 uW of net energy saving. 
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Chapter 5  
 
Automatic Adaptive Respiratory 
Event Detection and Analysis 
Algorithms 

5.1 Background 
Regardless of the issue of how to sense respiration discussed in Chapter 2, developing a reliable 

non-invasive respiratory event detection algorithm for any respiratory monitoring system has 

been one of the most difficult unresolved challenges in physiological instrumentation research for 

a long time. Most related work just aim at achieving acceptable on sensitivity for breath 

detection in artefact-free signals and in most cases there is not even an attempt to evaluate 

performance in real non-controlled environments. Existing algorithms can be grouped into sound 

amplitude based methods, machine learning based methods and sound energy based methods. 

5.1.1 Sound Amplitude Based Methods 

Sound amplitude based approaches to detect breath events operate by observing the maxima of 

the tracheal sound signal from a 20 seconds1 moving time window with a moving step of 1 

second [214]. The relationship between the variation of the obtained maxima and the 

classification of respiratory events was studied. Assuming that the sound pressure levels from 

the apnoea/hypopnoea events were lower than the inspiration/expiration, and those problematic 

events were seldom over 20 seconds, there were three cases considered. A section of signals with 

larger fluctuation of maxima identified as ‘thick’ pattern could indicate sleep apnoea/hypopnoea 

events. A section of signals with smaller and close to no variation of maxima identified as ‘thin’ 

and ‘plain’ patterns could reflect normal breathing. Although they claimed the sensitivity and 

1 The authors tried a range of time window length from 20 to 60 seconds, and achieved best results by using 20 seconds. 
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specificity are 80% and 93% on sleep apnoea-hypopnoea event detection for ten sleep apnoea 

patients in the quiet sleep laboratory environment, the reference they compared to was the 

results from their own previous preliminary work [229] which has not been fully clinical proven1. 

This implies three things. Firstly, any apnoea or hypopnoea event longer than 20 seconds could 

be missed by from the detection process. Secondly, this automatic detection algorithm has been 

only proved that it has an ability to identify problematic sections of tracheal sound which may 

contain apnoeas/hypopnoea. Finally, its precision has not been proven to be good enough to 

evaluate location or length of the individual respiratory events accurately. Nevertheless, the 

technique was tested for nine control subjects and 24 patients later and a correlation between 

occurrence frequency of the thick pattern periods and AHI index has been found [230]. There is 

no other further work suggests any amplitude based algorithm is able to detect breathing or 

apnoea events. 

5.1.2 Machine Learning Based Methods 

To identify and quantify suitable sets of features for breath sound detection is not easy. 

Machine learning techniques can be used in order to avoid doing that manually. The techniques 

include Artificial Neural Networks (ANN), Naïve Bayes (NB), Random Forest (RF), Markov 

Models (MM or HMM), Gaussian Mixture Model (GMM), genetic algorithms (GAs), Support 

Vector Machine (SVM), k-Nearest Neighbour (k-NN) algorithm and Fuzzy Logic (FL) [231, 232]. 

Although there are a lot of machine learning techniques, the reviews [231, 232] show little 

researchers focusing on separating general breath sounds from unpredictable ambient noises. 

Instead, most of them focus on the classification of normal breath and adventitious breath 

sounds. The works focusing on separating adventitious breath sounds such as wheeze and 

crackle from normal breath sounds are not considered here. 

For some of the machine learning techniques called supervised learning to work, they require 

certain amount of training data. The training data have to cover sufficient breath sound 

features in order to produce an optimal model that can be used for breath detection. Because 

there is no reliable automatic breath sound detection algorithm, most of the data required a 

specialist to manually mark the breath events in order to ensure the quality of the labelling 

1 The method invoked a human to classify the events from the pre-processed data visually. The results obtained from 10 
sleep apnoea patients (none of them is control) were based on Apnoea/Hypopnoea Index (AHI) comparison, not event 
by event comparison. Therefore, it is impossible to quantify the accuracy of the apnoea/hypopnoea event detection. 
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[232]. This leads to a problem of getting sufficient high quality training data to develop a 

supervised machine learning algorithm. Therefore, cross validation methods are commonly used 

for evaluation of the algorithm performance. The accuracy of the breath detection is averaged 

over individual models generated by the cross validation method. Most of the algorithms are 

based on the changes in power spectral density of the sounds, except one recent work [233] tried 

serval different supervised learning techniques utilising 10 acoustic features which include almost 

all the discovered normal and adventitious lung sound features 1 from [234-237] and some 

additional features used in speech processing. Although, the trained models were able to identify 

seven different classes of breath sounds with up to 85.4% accuracy, the actual performance for 

combined breath sound detection without the classification has not been published. Some [238, 

239] tried to develop unsupervised machine learning algorithms, but the dataset they analysed 

was very limited. These issues significantly limit the reliability of the resulting models on 

breath/apnoea detection in the real world situation. Table 5-1 lists the details of data being 

tested in the literature discussed above. 

Researcher, 
Year 

Method 
Type 

Detail of Testing Data Detail of Training Data 

Le Cam, 2008 
[238] 

MM 
2 respiratory cycles from one subject 
and 3 respiratory cycles from another 
subject. 

N/A (Unsupervised learning) 

Jin,  
2009 [239] 

GAs 
600 seconds recording was done for 
each subject. The dataset consists of 
seven healthy subjects and 14 patients. 

N/A (Unsupervised learning) 

Alshaer, 2014 
[233] 

NB, 
SVM 

and RF 

Three set of five minutes recording was 
extracted from the first, middle and 
last third of the overnight sleep study 
of each subject. There are 11 subjects 
in total. 

Leave-one-subject-out cross 
validation was implemented. Data 
from one subject was used as 
training data, resulting 11 sets of 
trained models. 

Palaniappan, 
2015  
[240] 

FL 

68 sections of around 10 seconds 
recording from RALE database were 
used. Different sections of recording 
were obtained from various subjects, 
but the number of subjects is unknown. 

20 seconds recording was done for 
each subject. There were 69 
subjects. 

Table 5-1: List of machine learning algorithms tested on breath detection 

1 Lung sounds include the sounds obtained not only from trachea, but also other positions such as chest. 
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5.1.3 Sound Energy Based Methods 

In earlier works [77, 241] on automatic detection of breathing features from acoustic signals, 

breath sounds can be recognised and captured by convergence of acoustic mean powers using an 

array of microphones placed on the same subject. If breathing is present, sensors from different 

location have similar changes on their average power. Later in 2000, a first algorithm [242] was 

developed by Hult et al. to detect breathing using just tracheal sound. The algorithm compares 

the integral of signal’s power spectra from 400 Hz to 600 Hz to a certain threshold, which is able 

to generate two respiration states: respiratory pause and breathing. 

From 2006, Z. Moussavi’s research group is one of the most active groups in the field of tracheal 

breath sound power analysis. Yadollahi and Z. Moussavi who had previously been studying the 

correlation between breath sound and airflow proposed a so-called apnoea detection method 

[243]. Similar to Hult’s [242], the method analysed the difference between average spectral 

powers of the tracheal breath sounds during breathing and breath hold periods from 75 Hz to 

600 Hz whilst also using tracheal sound entropy related to its power spectral density. A further 

improvement to this method incorporates a heart sound cancellation [244]. Comparing with 

Hult’s approach, Yadollahi’s one is better because the threshold to determine respiratory pause 

and breathing is obtained by a nonparametric and unsupervised adequate method [243, 245]. To 

maximise the separability of breathing and breathing pauses, Otsu’s method [245] was used to 

obtain the optimal threshold based on the histogram of the median value calculated from the 

tracheal sound entropy signals in each 200 ms frame. The statistical model assumed the sound 

entropy from a breath event is generally higher than the time when breathing is absent, without 

considering the case when noise power becomes comparable to the breath sound power. 

Moreover the detected respiratory pause periods demonstrated in this paper are 2, 4 and 6 

seconds. This is not sufficient enough to prove that it could detect apnoea, which is defined as a 

respiratory pause lasting for at least 10 seconds [153]. 

As a continuation of Yadollahi’s work [243] on apnoea detection, they turned their focus to 

correlating the bandpass filtered tracheal sound energy with the amount of respiratory flow with 

the aid of heart-sound cancellation technique taking effect on the band between 75 – 300 Hz 

[159, 185, 235]. The best accuracy they achieved on respiratory flow estimation is between 6.03 

– 12.73% by bandpass filtering the tracheal sound in the range between 75 – 600 Hz. However, 
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their method assumed that there are no noise artefacts in the data. This can be confirmed when 

they tried to detect obstructive sleep apnoea [80] three years after the first publication of their 

respiratory flow related works. In this paper, they defined noise which could be caused by body 

movement according to the level and duration of the sound segment energy compared to 

adjacent segments, with additional help from the amount of drop in blood oxygen saturation. It 

is not difficult to see the limitation of this approach which could give false detection when a 

noise segment has similar energy level and duration. For this issue, they only addressed the 

noise caused by swallowing, thought there are many more kinds of noises that have similar 

energy level and duration to breath sounds. The problem has been revealed in the subsequent 

validation [246] that showed that the error of flow estimation from tracheal sound significantly 

degraded from ±8% to ±20% during awake condition rather than asleep condition. From 2010 

onwards, their research and publication on breath detection has been stalled, and they have 

moved one step forward to work on the classification of respiratory events such as phase [83, 86] 

and snore[163, 247-250], which all assumed the breath detection problem has been solved and 

did not include the errors caused by false breath detection. 

Eventually, people started to realise that breath detection cannot be solely based on either the 

level of amplitude or the power of the sound signal. A tracheal breath sound feature [251] based 

on the relationship between heart sound energy and breath sound energy has been identified for 

the purpose of breath detection. It utilised the fact that heart sounds are persistent during 

respiratory phase or respiratory pause period in most of circumstances [252]. Since the dominant 

frequency bands for heart sounds and tracheal breath sounds are 0 – 300 Hz [235] and 400 - 600 

Hz [253] respectively, a breath sound signature can be observed from the energy ratio between 

these two bands. However, in the cases of heart rate variability and heartbeat pause aligning 

with respiratory pause, using this feature can cause detection errors. In addition, the detection 

method only works in clinical applications with little interference. 

There is no publication on multiple signal energy features based breath detection for ambulatory 

use until 2007, when Rodriguez-Villegas’ research group developed a novel detection algorithm 

[181] which outperforms the ones proposed in Hult’s [242] and Yadollahi’s [243]. The first 

generation of this detection algorithm used a frequency band from 400 Hz to 600 Hz since this 

has the closest correlation between sound pressure energy and respiratory flow. This frequency 

band also has relatively low heartbeat sound power hence resulting on a higher signal-to-noise 
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ratio (SNR) if the environmental noise is not taken account. Also, this detection algorithm, 

instead of monitoring the tracheal sound entropy, it examined the root-mean-square (RMS) 

power of the bandpass filtered sound signal and compared it with two threshold levels T1 and 

T2, where T1 > T2. If the RMS power of input signal reached the higher threshold T1, the 

signal was recognised as speech or breathing. If the mean power was below the lower threshold 

T2, it could be interpreted as absence of breathing. The middle situation between T1 and T2 

could however occur when the SNR of the input signal was not high enough. In that case, the 

respiratory state could not be determined by a single factor and a segmentation algorithm was 

adopted to separate the high RMS power fragment from the input signal as a breath candidate 

segment. The integral and length of the breath candidate segment should then be within the 

range in order to confirm it was breathing. A latent problem of this algorithm was shown in 

Serrano’s work [254] which aimed to find optimal thresholds. Unfortunately, he failed to find a 

single set of optimal thresholds for different recording signals due to loudness difference. 

After Serrano’s attempting, the algorithm was revisited throughout the course of Chen’s Master 

project[182]1. The main changes to the algorithms carried out as a conclusion of the results 

obtained during this preliminary study were: 

1. Breath recognition is not just based on a single frequency band, which will be referred from 

no on as channel, but on a breath spectral chart (see Section 2.2.2). Every potential breath 

segment is evaluated by comparing ratios between the integrals of the spectral powers for 

different channels with subtraction of the corresponding noise floors against the pre-defined 

breath spectral chart. The segmentation algorithm still operated in the first channel. 

2. Noise floor estimation and removal from different frequency channels was used in order to 

improve the noise resilience when the SNR was not sufficient. Each noise floor was calculat-

ed from its corresponding minima in mean spectral power. 

3. All absolute thresholds of the breath discriminators were transformed to relative thresholds. 

However, most of them were still fixed and not optimal for different test subjects. 

These enhancements improved the specificity of breath detection whilst still maintaining a 

moderate capability in identification of most breath sounds from other sounds sources. However, 

as the data sampled increased throughout the course of this PhD it became apparent that the 

1 Note that I am the author of that MSc project. 
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performance of this version of breath detection algorithm was still very limited. To solve the 

problems, further investigation into improving the accuracy of the algorithm was carried out 

which constituted the core of this PhD work. Specifically, the effort was put into making the 

process of feature extraction and breath sounds features recognition adaptive and more noise 

resilient. The aim was also to design a respiratory sound processing algorithm which did not 

require pre-calibration, participant specific knowledge, or any other kind of modification. 

5.2 Overview of Proposed Event Detection  
Framework 

Figure 5-1 shows a block diagram of the proposed 4 core stages (marked as a, b, c, d) 

respiratory event detection framework. A conditioned sound signal is taken as the input (for 

detail see Section 2.3). This is split into n channels (𝑛𝑛 ≥ 3) by a group of envelop generators 

(stage a). Stage b segments the signals. And stages c and d extract appropriate segment features 

for the two-level breath sound verification system to be able to judge the likelihood of a given 

segment being a breath sound. Each stage of the verification process provides more information 

and allows the system to have improved sensitivity and specificity in breath detection. From 

stage b to stage d, the system gives 2 intermediate judgements which are breath-like (BL) 

segment and breath candidate (BC) segment; decides which segments are respiratory pauses; 

and classifies a subset of BC segments as inspiration, expiration and standalone. A decision tree 

 

 

Figure 5-1: Overview of the respiratory event detection framework 
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Figure 5-2: Decision tree of breath detection system. The label of each decision making 
flow refers to its corresponding block shown in Figure 5-1. 

given in Figure 5-2 shows how intermediate judgements transform to final decisions. The labels 

of the decision flow diagram refer to the stage labels in Figure 5-1. Further details of the blocks 

inside the algorithmic framework are given in rest of this chapter. The contents described below 

can be found in this patent application [255]. 

5.3 Real Time Breath Detection Algorithm 

5.3.1 Generation of Multi-Channels Signals 

The main steps of multi-channel signal generation are shown at Figure 5-1. These comprise 

taking the conditioned sound signal using the specially designed transducer described in Section 

2.3, splitting the signal into frequency bands by a set of bandpass filters, rectifying the signal, 

and smoothing the signals within the bands. Because this initial stage only contains filters and 

rectifiers which deal with the acquired breath sound signal, it would be possible and advanta-

geous from the power point of view to use analogue implementations. According to Corbishley’s 

works [256], the power consumption of the individual building blocks of envelope generator can 

be as low as 70nW for each 6th order bandpass filter [257], 600nW for each full-wave rectifier 

[258], and 5nW for each lowpass filter [259]. In total, 2.03 uW of power would be required by 

the minimum 3-channel system. 

Theoretically, because the bandwidth of these multi-band signals could be as low as the cut-off 

frequency of the smoothing lowpass filter, the subsequence blocks can operate at much lower 

speed. This relieves the computational intensity of breath feature extraction and recognition 

stages, enabling more freedom on their design within the limited power budget and no longer 

being restricted in analogue domain. 
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5.3.2 Real-time Segmentation Algorithm 

5.3.2.1 Analogue-Digital Conversion 

In order to guarantee the reliability of noise rejection and due to the overall complexity of the 

algorithm after the generation of the multichannel signals it is preferable to perform any further 

computation in the digital domain. In the already rectified and smoothed bands the required 

sampling frequency can be significantly lower than in the original breath sound signal. However, 

to maintain a certain level of system responsiveness, the segmentation algorithm processes the 

multi-band signals at 105 Hz speed, which results on an equivalent detection time in the order 

of 1 ms. In a custom integrated implementation a 10-bit analogue to digital conversion, could 

require as little as 53 nW if a successive approximation register (SAR) analogue-digital 

converter (ADC) is used[260]. Together with the peripheral components of the ADC which 

include a reference generator shared by all ADCs and a clock generator of up to 2 kHz the 

digitisation stage of a customised 3-channel breath detection system could require as little as 

22uW [261, 262]. 

5.3.2.2 Basic Routine 

As Figure 5-2 shown, the first step of the so called segmentation is to initially separate 

breathing like (BL) segments from respiratory pauses. The basic routine of searching for the BL 

segment start and end points can be divided into two states, called ‘valley seeking state’ and 

‘peak seeking state’, as described in a simplified timeline diagram shown in Figure 5-3. For 

illustration, Figure 5-4 is given as an example to show the location of all the important points 

helping in the search of BL segments as described below. 

During the valley seeking state mean SNR estimation is performed for every channel initially by 

using the method provided in Section 5.3.2.9. The channel that has a highest mean SNR is 

taken as the main channel to drive the segmentation state machine by comparing it with a 

series of adaptive thresholds. The other channels assist this process by only using their trends. 

Once the main channel is selected, the next step is to verify and update the last defined BL 

segment preliminary end point. This allows amendments when some of the beginning sections 

have being wrongly recognised as part of respiratory pause. Depending on the targeted 

application requirement, the end point verification may not be needed. But if it is required, the  
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Figure 5-3: Basic routine for a segmentation algorithm. Note that the actual duration 
of each step is not to be scaled from the length in the diagram. The difference on the 
length indicates the order of steps finishing.  

 

 

Figure 5-4: An example of a new breath-like (BL) segment being identified. This 
example assumes the selected main channel has the highest signal-to-noise ratio (SNR) 
within the shown time frame. In reality, the main channel may be switched at the 
transit from peak seeking state to valley seeking state. 
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verification process keeps postponing the BL segment end point until all the monitored channels 

do not look like a part of breath’s release (see Section 2.2.3.3). Regardless whether the end point 

verification is performed or not, the algorithm seeks a point called ‘bottom point’ with a 

minimum signal level in the main channel from the moment the valley seeking state begins. The 

position of a new BL segment preliminary start point is being found as the point at which the 

signal rises above a certain value which can either be a percentage of the bottom point, or a 

percentage of the combination of preliminary start/end points from the previously found BL 

segment, or a point at which there has been a significant slope change with respect to the major 

channels. The bottom point is allowed to be updated when the main channel reaches a lower 

minimum level. This is until the BL segment preliminary start point is found. 

From then, the segmentation algorithm may enter peak seeking state. This temporary start 

point will have to be further verified and updated to the point when the channels just start 

sharing some similar characteristics of breath attack (see Section 2.2.3.1). This step is 

compulsory because the SNR is relatively low when a breath is initiating and the detection of 

the preliminary start point may be false due to noise. At the same time in the verification, a 

maximum signal point called ‘apex point’ is being determined, while a preliminary end point can 

be chosen based on a method similar to the preliminary start point by analysing the main 

channel slope, or its signal against BL segment’s apex point or historical preliminary start/end 

points. In contrast to the start point searching, the determination of the end point is much 

easier because the initial condition has higher SNR. Therefore, this preliminary end point may 

be used without verification. However, if it is required for better accuracy, the verification can 

be performed later when the routine returns to valley seeking state. 

At this point the iteration of the segmentation routine is completed. The routine then returns to 

valley seeking state and begins identifying more BL segments. Any BL segments identified 

during this process indicates that the corresponding fraction of the original sensed signal may 

probably contain breath sound signal. Then the information in each of the channels within a BL 

segment can be assessed by the breath discriminator. The detailed implementation of each step 

above is provided in the following sections. 
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5.3.2.3 Preliminary Start Point of Breath-like (BL) Segment 

Referring to the approach described above and with reference to the example depicted in Figure 

5-4, which shows the outline of the signal in the channel with the highest mean SNR, the 

preliminary start point of the last appeared BL segment in this particular example occurs after 

the actual BL segment start point. The preliminary start point is the point at which the signal 

is ready for peak seeking state and represents also the point at which the main channel has 

raised to a certain proportion from a certain value which is related to the recent identified 

bottom point in the last respiratory pause. However these bottom points do not necessarily have 

to be the only reference to determine the preliminary start point, since these ones may be 

corrupted by noise. Therefore, there is a set of rules for the determination as listed following. 

A point can be recognised as preliminary start point if: 

a) The current value of the main channel is twice the value of the recent identified bottom

point and the rest of the channels have positive slopes.

OR 

b) The current value of the main channel is higher than the last preliminary end point and

the rest of the channels have positive slopes.

5.3.2.4 Preliminary End Point of Breath-like (BL) Segment 

The preliminary end point is the point at which the signal is ready for valley seeking state and 

represents also the point at which the main channel has fallen to a certain proportion from a 

certain value which is related to the apex point in the current BL segment. Similar to its 

counterpart above, these points cannot be identified by the apex points solely. 

A point can be recognised as preliminary end point if: 

a) The current value of the main channel is 30% of the recent identified apex point and 

the rest of the channels have negative slopes.

OR 

b) The current value of the main channel is lower than the last preliminary start point and

the rest of the channels have positive slopes.
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5.3.2.5 Slope Monitoring 

Referring to the approach described before the slopes of the different channels are monitored 

throughout the segmentation routine. This is used to determine the degree of monotonicity of 

the signals, i.e. whether the signal is mostly increasing or decreasing. Measuring the channel’s 

slope can be done by taking samples at regular intervals and evaluating the difference, for 

instance with a time distance of 66.7 ms in this case, which is the same time window’s length for 

the attack and release analysis mentioned in Section 0. 

5.3.2.6 Turning Point Detection 

In order to locate the true start and end points of BL segments, a concept of ‘turning’ points is 

introduced. A positive turning point means the transition point when slope increase dramatical-

ly, and vice versa. A positive turning point occurring before a preliminary start point could be 

much closer to the actual start point of the BL segment. Similarly, a positive turning point that 

happened right after a preliminary end point could be a better approximation of a BL segment 

end point. If a negative turning point is detected during the beginning of a BL segment, it may 

be an indication of noise corruption, making the possible breath segment looks like it has started 

before the preliminary start point, but it was not. These turning points can be found following a 

method such as the one shown in Figure 5-5, which is independent to the segmentation state 

machine. Changes in slopes of the envelope signals from the secondary channels are evaluated at 

every sample interval. 

 

 

Figure 5-5: Flowchart of turning points detection 
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Depending on the input signals, the analysis loop starts with a search of the positive turning 

point (left side in Figure 5-5) if the initial slopes of all the channels are negative. Before the 

slopes turn to positive indicating all channels start rising, the point with maximum summed 

value from the channels in the slope analysis window is assumed as the positive turning point. 

The result of positive turning point is latched when the routine turns to search a negative 

turning point. 

Negative turning points can be found following an equivalent procedure as depicted in Figure 

5-5. In this case, the slopes of all channels are continuously being monitored until a negative 

trend with the same time window is found. Generally, once a negative turning point is found the 

search for a positive turning point will start and vice versa, reinitialising the whole process. 

5.3.2.7 Verification of Breath-like (BL) Segment Start Point 

Identifying when actual breath sound starts is one of the most challenging parts of the breath 

detection process. Any noise can trigger false detection long before the actual starting time of 

the true event because of weak power level of breath sound when it is initialising. Since some of 

the feature extraction (see Section 5.3.2.4) relies on accurate segment start point, the 

verification of these start point is recommended. According to the characteristics of breath 

attack described in Section 2.2.3.1, a certain verification time is established and applied to the 

signals before and after the preliminary start point. 

First of all, to verify the current BL segment start point, it is necessary to ascertain that the 

previous respiratory pause is detected correctly. As described in Section 0, the sustain section of 

some breaths could be shivering. According to Figure 2-11 and Figure 2-15, the statistical 

results show that most shivering breath can drop below the preliminary end point and return to 

the same level in less than 160 ms. Therefore the following three rules can be used to determine 

whether both the previous BL segment and the current one belong to a single respiratory phase. 

1) The previous BL segment must be classified as a BC segment by the breath discrimina-

tor, regardless of how high the confidence level was. Further details of BC segment def-

inition can be found in Section 5.3.3 and 5.3.4. 

2) The current preliminary start point is the same as the previous preliminary end point. 

This indicates that the main channel has reasonable power and never drops below twice 

of noise floor. 
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3) The time distance between these two preliminary points is less than 160 ms. 

In this way, the method stops the verification by rewinding the start point to the previous one, 

effectively extending the previous identified BL segment to the current one. 

If the condition above does not happen, within a time period prior to the preliminary start point, 

all the channels have to rise to a considerable level compared to a certain pre-established value, 

which is normally a function of adjacent positive turning point. This time period can be the 

average attack time taken by the envelope signals to rise at the beginning of an inspiration or 

expiration event, for example 0.2 seconds as shown in Figure 2-9. For example, referring to 

Figure 5-4, which represents the main channel, assuming the hypothetical scenario in which a 

turning point (as identified from Section 5.3.2.6) is to be evaluated as the potential start point 

of the BL segment, the time from the turning point to the preliminary start point should be less 

than the average breath attack time, which is 0.2 second. Otherwise, the point that is 0.2 

second prior to the preliminary start point is taken as a potential start point. This potential 

start point is also shown as point ‘A’ in Figure 5-6 and subjected to further verification. 

After the preliminary start point, the verification continues with the same time period to 

prevent the case shown in Figure 5-6 when noise corrupts the beginning of the segment. The 

method could find a wrong starting point ‘A’ before the preliminary start point for the segment 

accidentally, for example, if the noise floor had increased. Usually, the exception will happen 

when the noise floor is low. Because of this, verification of the potential start point found before 

the preliminary start point is beneficial for highly accurate applications to overcome the 

problem. Firstly, the change ΔAB between previous found potential start point ‘A’ related to 

next found negative turning point ‘B’ is recorded. After that, the method tries to find another 

positive turning point ‘C’ within a time limit of T1 whilst at the same time searching for an 

apex point. Within another time limit T2 away from the previous found potential start point, if 

a point ‘D’ is detected for which the difference ΔCD exceeds double of the previous change 

ΔAB, the positive turning point ‘C’ will replace point ‘A’ as the verified BL segment start point. 

Empirically the time thresholds for T1 and T2 are 0.1 second and 0.3 second respectively. 
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Figure 5-6: An example of breath-like segment with ambiguous starting. When ,  
and  conditions are met, point ‘C’ replaces the point ‘A’ as the verified start point 
of the breath-like (BL) segment. 

5.3.2.8 Verification of Breath-like (BL) Segment End Point 

Verification of BL segment end point may not be necessary because most of the features of the 

BL segment have been found at the point when its preliminary end point is detected. With 

those features which will be detailed in Section 5.3.3, the breath discriminator is fully capable to 

judge the possibility of the BL segment being a breath event before it really ends. However in 

some cases, such as tidal volume estimation [152], a better estimation of breath ending is crucial 

for measurement accuracy. 

When the main channel falls below the preliminary end point, the verification starts searching 

for a better estimation by locating the first appeared positive turning point, for a limited 

duration. In this case, the optimal time limit can be estimated from the findings in Section 

2.2.3.3 which suggest that the average breath release time is 0.25 second. If there is no positive 

turning point found within 0.25 second, it is assumed that the point which is 0.25 second 

beyond the preliminary end point is the verified end point. 

5.3.2.9 Channel Noise Analysis 

Even though the signal has already been filtered there will still be a certain level of noise within 

the channels. From time to time the noise of the channels may vary making it difficult to 

segment the signals. The noise will also vary between the different channels and so is 

determined independently for each one of them. The easiest way to improve SNR is to subtract 
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the stationary part of the noises (as known as noise floor) from their corresponding channels. 

Empirically the noise floor can be observed at the bottom points of each channel signal within 

respiratory pause sections considering a certain number of previous consecutive BC segments 

(i.e. BL segments which passed the breath discriminator check). When identifying a pause 

section, it is noted that, generally, the respiratory pauses between the inspired and expired 

breath are shorter than the pause between each full respiratory cycle, as shown in Figure 2-16. 

Also, the breathing pause within a respiratory cycle may be too short for the envelope signal to 

reach a true minimum due to hardware delay. This can lead to wrong noise estimation if short 

time frames for noise evaluation are considered. The time frame for noise floor estimation and 

values updating should be long enough to cover at least one respiratory cycle composed of two 

BC segments and three respiratory pauses and hence all the relevant minima should be stored. 

The value of the noise floor estimates is calculated from the minimum of these buffer values and 

used for the entire breath cycle. The estimated noise floor can optionally be removed from the 

signal for each of the channels. 

As an example, this is illustrated in Figure 5-7 which shows an envelope signal from one of the 

channels with a complete single breath including inspiration and expiration. Assuming that: the 

breath discriminator recognises the first part as three BC segments interleaving with one 

respiratory pause between each of them; in addition, during the segmentation, a segment is 

Figure 5-7: Noise floor estimation from envelope signals of an arbitrary channel over 
two respiratory cycles. Note that the marked segments are separated by preliminary 
start and end point instead of the verified ones. 
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accidentally identified as a BL segment but later rejected by the breath discriminator. Since the 

BL segment is converted to a part of respiratory pause, only the smaller bottom point is kept 

for noise floor evaluation. In this case, point ‘B1’ is chosen over ‘B2’. When the segmentation 

algorithm tries to process the last BL segment, the noise floor of this particular channel is to be 

estimated as the minimum value of three bottom points ‘A’, ‘B1’ and ‘C’. Because the noise 

floor estimation only cares about the bottom points, this process does not rely on precise 

segmentation. As shown in Figure 5-7, preliminary start and end points defining the time for 

segmentation routine staying in valley seeking state and searching for bottom points are 

sufficient for the task. 

Since the noise floors are known, the mean signal-to-noise ratio (SNR) of each channel can be 

evaluated by the channel average output within a breath candidate segment divided by its noise 

floor. The results of channels SNRs are used to determine the main channel for segmentation, as 

described herein. 

5.3.3 Breath Discriminator – A Scoring System 

At the end of the segmentation, when a BL segment is confirmed, the features of this segment 

will pass to the feature recognition block called breath discriminator. This increases the 

probability of assessing correctly whether a breath-like event is a true breath event. A set of 

rules to assess the BL segment against breath features is provided in the following sections. One 

of 4 tiers weighted scores (32, 16, 8 and 1) is given for a BL segment passing a corresponding 

condition. The rule for weighting conditions scores is dependent on their noise resilience. Those 

conditions which are easier to be affected by noise are weighted at lower score, and vice versa. 

The thresholds given below are dedicated for adults. For detecting children’s breath, the 

settings need to be changed. The final gained score is converted to the confidence level for 

upgrading a BL segment to a BC segment. This will be discussed further in Section 5.3.4. 

5.3.3.1 Breath Spectral Chart Mapping 

Referring to Section 2.2.2 it is possible to compare the relationship between functions of energy 

of the envelope signals for identified BL segments within different channels. These are defined 

by spectral charts like in Figure 2-6, with predetermined boundaries. Hence if the ratios are 

within the boundaries the event is more likely to be a breath event than if it is outside the 

boundaries. These boundaries can also be different for inspiration and expiration. The method 
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to do this is described by the following equation. If the signal is sampled, within a segment, the 

power for one band after removing its noise floor is related to: 

E(CH𝑖𝑖)RMS of channel 𝑖𝑖 ∝ � CH𝑖𝑖(𝑛𝑛) −
BL segment end

𝑛𝑛=BL segment start
 Noise_ Floor𝑖𝑖 (5.1) 

where i is the channel number, n is the sample number 

 and CH𝑖𝑖(𝑛𝑛) = �Power of channel𝑖𝑖 (𝑛𝑛) ≈ Envelope Signal𝑖𝑖(𝑛𝑛). 

Figure 2-6 shows an example of the relationship between two channels of breath sound signal, 

500 Hz to 600 Hz (Channel 2) and 650 Hz to 750 Hz (Channel 3) (both normalized against the 

350 Hz to 450 Hz band (Channel 1), where the X and Y axes’ values are given by:  

𝑋𝑋 = E(CH2)RMS
E(CH1)RMS

≈
∑ CH2(𝑛𝑛) −BL segment end

𝑛𝑛=BL segment start Noise_ Floor2

∑ CH1(𝑛𝑛) −BL segment end
𝑛𝑛=BL segment start Noise_ Floor1

 (5.2) 

𝑌𝑌 = E(CH3)RMS
E(CH1)RMS

≈
∑ CH3(𝑛𝑛) −BL segment end

𝑛𝑛=BL ssegment start Noise_ Floor3

∑ CH1(𝑛𝑛) −BL segment End
𝑛𝑛=BL segment Start Noise_ Floor1

 (5.3) 

The channels are compared using the ratios given in equations (5.2) and (5.3) above and plotted 

on the graph. The density of dots in Figure 2-6 is related to the probability for that signal with 

that particular spectral energy distribution to be caused by breathing. The figure shows that 

most breath signals have a pattern of distribution concentrated in a triangle area. To reduce the 

complexity of boundary line calculation, this can be defined as a right-angled trapezoid as 

shown in Figure 5-8 surrounding the concentration of dots that defines the version of most likely 

“breath related” distribution. The boundary region can be approximated by two linear 

equations with upper and lower limits on X and Y axes. By using Equations (5.2) and (5.3), any 

BL segments can be mapped to the spectral chart. If more than 3 channels system is used, a 

multi-dimension boundary region can be defined in the similar way. 

The BL segments within the boundary region pass this condition. This condition can 

dramatically increase the sensitivity to detect absent of respiration and avoid the situation in 

which someone may not be breathing even though the algorithm might otherwise detect it as 

breathing. Therefore, the weighting for this condition is the top tier of all conditions, with a 

score of 32. 
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Figure 5-8: Limiting area of spectral energy distribution for a three-channel breath 
detection system 

5.3.3.2 Breath-like (BL) Segment Length 

According to the statistical distribution of breath lengths as shown in , the length of an adult’s 

spontaneous respiratory phase (i.e. either inspiration or expiration) is in the range between 0.45 

– 2.5 second. In most of cases, any segments with a length outside this range are noise. However, 

hyperventilation or voluntary deep breath can cause the segment outside this range. This 

condition is rated at 3rd tier, with score of 8. 

5.3.3.3 Channels Trend 

To further confirm if the BL segment is a true breath sound the shape of the breath sound 

envelope is assessed. In agreement with the mechanism of how breath sound is generated as 

discussed in Section 2.1, the system checks that some of the bands have particular and 

synchronous characteristics in the time domain. For instance it checks that the channels follow 

the same monotonicity trend between the beginning of a segment and a certain time determined 

by a different channel, as it is illustrated in the following expression for the secondary channels, 

referred to the apex position of the main channel: 

condition_trend𝑖=CH𝑖[At the apex point of CHmain] − CH𝑖[BL segment start] > 0 (5.4)

E(CH2)RMS
E(CH1)RMS
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where i is the channel number and CH𝑖𝑖 ≠ CHmain. 

If all the secondary channels satisfy this condition, a score of 1 is given to the BL segment. 

5.3.3.4 Transient Condition 

The third condition that can be evaluated to further ascertain whether an event is likely to be a 

breath event in the secondary channels that are close to each other in frequency, is the 

relationship between the envelope value of one of them at a time equal to the apex of the main 

channel with respect to the maximum value within the segment of the other channel in close 

proximity. This should exceed a predefined percentage, as shown in equation (5.5).  

condition_transient𝑖𝑖=� CH𝑖𝑖[At the apex point of CHmain]
max(CH𝑗𝑗[BL segment start:BL segment end])

� > 30% (5.5) 

where i and j is the channel number, 𝑖𝑖>𝑗𝑗,  CH𝑖𝑖≠CHmain and CH𝑗𝑗≠CHmain. 

If all the secondary channels satisfy this condition, a score of 1 is given to the BL segment. 

5.3.3.5 Time to Apex 

The fourth condition is the relationship between the times at which the different channels reach 

their apex with respect to the segment. For example, the maximum time difference between 

different channels reaching their apex could be set to 5% of the segments’ duration. The score 

for this condition is 1. 

5.3.3.6 Release slope 

The relationship between the negative slopes during the section of the signal corresponding to it 

fading out for different channels can also be used. This can be approximated by measuring the 

time distance between each channel’s apex and the end of the BL segment. Similar to the 

condition above, the tolerance is ±5%. The score for this condition is 1. 

5.3.3.7 Signal Onset 

Another condition that can be considered is that changes of different channels instantaneous 

power, for example between start and apex, should correlate to the spectral energy distribution. 

For example the change of channel 2 could be limited to the range of 20% to 200% of E(CH2)RMS
E(CH1)RMS

 

(with noise floor compensated); and the change of channel 3 could be limited to the range of 0% 

to 250% of E(CH3)RMS
E(CH1)RMS

 (with noise floor compensated), this is: 

132 

 



condition_rise_CH𝑖𝑖= 

max(CH𝑖𝑖[BL segment start:BL segment end]) -CH𝑖𝑖[BL segment start]
max(CHmain[BL segment start:BL segment end]) -CHmain[BL segment start]

>20%× E(CHi)RMS
E(CHmain)RMS

AND

max(CH𝑖𝑖[BL segment start:BL segment end]) -CH𝑖𝑖[BL segment start]
max(CHmain[BL segment start:BL segment end]) -CHmain[BL segment start]

<200%× E(CHi)RMS
E(CHmain)RMS

 

(5.6) 

where i is the channel number and CH𝑖𝑖≠CHmain. 

If all the secondary channels satisfy this condition, a score of 1 is given to the BL segment. 

5.3.3.8 Dynamic Signal Mean Threshold 

BL segments can also be processed in the time domain using a comparison with updated BC 

segments average power thresholds. In particular this allows artefacts which have characteristics 

similar to breath sound but lower average power- for example rubbing between clothes and 

sensor – to be discounted as breath candidates. As signal conditions change over time (such as 

when the subject falls asleep), a threshold, which discerns breath sounds from other breath-like 

noise, cannot be a fixed value. For example, high threshold values may not work when the 

subject is sleeping and low threshold values may reduce the discriminating capability of the 

system at other times. Hence, the comparison should be done with dynamically adapted 

thresholds. 

An approach to determine and update the thresholds is to evaluate the power of the envelope 

signal for some previously successfully detected BC event (with or without the noise floor 

subtracted), which can for example be calculated as:  

P𝑖𝑖, mean=
∑ CH𝑖𝑖(𝑛𝑛)BC segment end

𝑛𝑛=BC segment start

BC segment length
 (5.7) 

where i is the channel number and n is the sample number. 

Then the average of the different powers can be calculated and updated by incorporating more 

recent events into the calculation. The average can be approximated by using an infinite 

impulse response (IIR) moving-average filter which provides a smoothed recent average Pi, mean 

value. 
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Finally, in order to avoid the effect of strong interference skewing the filtered value (for 

example, speech may be detected as breath due to the airflow in trachea), Ai can also be capped 

at 150% of the previous calculated average value. The following transfer function (5.8) 

calculates the average power for every 20 BC segments, where prev_A𝑖𝑖 is old value of Ai, and 

P𝑖𝑖, mean(𝑘𝑘) is mean power of the last detect BC segment. 

A𝑖𝑖 =

⎩
��
⎨
��
⎧ 1.5 × prev_A𝑖𝑖 ,

P𝑖𝑖, mean

prev_A𝑖𝑖
≥ 11

�1 − 1
20

� × prev_A𝑖𝑖 + 1
20

× P𝑖𝑖, mean ,
P𝑖𝑖, mean

prev_A𝑖𝑖
< 11

 (5.8) 

For a breath signal segment to be selected as an actual breath the calculated power in one or a 

plurality of channels needs to be higher than, for example, a percentage of the mean dynamic 

power threshold. An empirical value would be 10% by assuming people’s breath strength will 

not reduce below 10% of its average. The dynamic threshold is then calculated based on a 

fraction of the present value of Ai. 

condition_mean_power =
∑ CH𝑖𝑖(𝑛𝑛)BL segment end

𝑛𝑛=BL ssegment start

BL segment length
> 10% × A𝑖𝑖 (5.9) 

This condition acts as the last defence of any breath-like noise being wrongly recognised as 

breath sound, though enforcing this condition can lead to a lower sensitive on breath detection 

when people starts shallow breathing suddenly, such as in the case of hypopnoea. Therefore, it is 

weighted at 2nd tier, with a score of 16. 

5.3.4 Breath Discriminator – Interpretation 

BL segments can be considered as breath events based on meeting a variable number of the 

criteria described above which will depend on the application. As described in Section 5.3.3, the 

maximum score that the breath discriminating system can give is 61. As listed in Table 5-2, 7 

confidence levels can be proposed from the score generated by the breath discriminator. The 

implication of each level is also given. Segments with zero confidence level are not considered 

BC segment. The rule for the interpretation is based on how many scores are gained from each 

tier of conditions. Therefore, higher total score does not lead to a higher confidence level. For 

example, for a segment to be considered a BC segment, it cannot fail more than two lowest tier 
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BC Class 
Confidence 

Level 
Corresponding 

Score 
Implication 

First 6 61 The BL segment is definitely a breath event. 

Second 

5 59~60 
The BL segment passes all the conditions, except one or 
two low tier condition(s). It could be a breath corrupted 
by some noise. 

4 53 
The BL segment passes all the conditions, except its length 
is outside the range of normal breath. It could be a long 
deep breath or a hyperventilated breath. 

3 45 
The BL segment passes all the conditions, except the 
average strength is below 10% of the mean power previous 
detect breath segment. It could be a shallow breath. 

Third 

2 43~44 

The BL segment passes all the conditions, except the 
average strength is below 10% of the mean power previous 
detect breath segment and one or two low tier 
condition(s). It could be a shallow breath corrupted by 
some noise. 

1 29 

The BL segment passes all the conditions, except the 
spectral energy distribution does like the one that breath 
sound has. It is either an abnormal breath event or a noise 
segment. 

N/A (Not to be 
considered as 
BC segments) 

0 
Others not 
listed above 

The BL segment is unlikely to be a breath event. Segments 
with 0 confidence level are classified as respiratory pause 
directly rather than BC segments. 

Table 5-2: Description of the confidence levels given by the breath discriminator. All 
the segments with non-zero confidence levels are considered breath candidates (BC). 

conditions (all with score of 1). Higher number of confidence level means higher possibility of 

the BL segment being a true breath event. For the purpose of explaining these further below, 

BC segments with similar confidence level are grouped into 3 classes. The top class BC 

segments are intended to be used by critical application such as apnoea detection for sudden 

death prevention which cannot afford any mistake. For the sake of clarity, this first class BC 

segment is referred to as breath segment, breath event, or respiratory phase in the rest of the 

text. The second and third classes are designed for less critical application 

The characterisation of sensitivity and specificity on breath segment detection was carried out 

on four healthy volunteers in collaboration with Aguilar Pelaez [201]. In this study, the subjects 

were asked to breath regularly, but as shallowly and as slowly as they were able to for 15 

minute periods. During these periods, tracheal sounds were recorded in synchronization with 
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Sensitivity of single respiratory 
phase detection 

Specificity of single respiratory 
phase detection 

Tidal volume range 

98.1% 100% 0.20 – 0.25 L 

95.8% 100% 0.15 – 0.20 L 

89.1% 100% 0.10 – 0.15 L 

83.7% 100% 0.05 – 0.10 L 

71.9% 100% 0 – 0.05 L 

Table 5-3: Sensitivity and specificity of single respiratory phase detection with 
confidence level 5 with respect to various ranges of tidal volumes [201] 

lung volumes which were measured with a Wright Haloscale MX respirometer. In this initial 

study 907 BC breath segments were given the top confidence scoring, out of a total of 935 true 

respiratory phases. There was no false breath detections. Overall the sensitivity and specificity 

of the breath detection was 97%. Table 5-3 shows the detailed performance of the single 

respiratory phase detection for different ranges of tidal volumes. 

If the detection system takes the other confidence classes of BC segments into account, the 

sensitivity of the breath detection can be improved, especially for the breaths with low tidal 

volumes. This is however at the risk of trading off specificity, i.e. having more false breath 

detections. Depending on the sensitivity and specificity requirements of the targeted application, 

second and third class BC segments can be either directly upgraded to breath events or be 

subject to further extra scrutiny before making a final decision. These extra evaluation steps are 

demonstrated in Section 5.4. 

5.3.5 Real Time Implementation 

The algorithm described above was implemented in C language and embedded into a Visual 

C++ program as shown in Figure 5-9. The program is able to save the sound data sent from 

the wireless sensor (described Section 3.5) as well as monitor on-line. sent. Additionally, it is 

also able to show the instantaneous status of the breath segment (BC segment) detection and 

an alarm for no breath detection over 25 seconds. A green light is displayed on the screen when 

a breath segment is detected and a red light if the alarm is raised. The respiratory rate based on 

half amount of detected breath events (assuming every two breath detections represents one 

respiratory cycle) is also calculated, recorded and refreshed every 30 seconds. Users are able to 
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Figure 5-9: Graphic user interface of the real time breath and apnoea detection 
algorithm 

Figure 5-10: Overview of apnoea detection mechanism. 

adjust the monitoring duration and choose the location of the audio file. During monitoring, 

every single detected apnoea event is recorded in a log file. 

5.4 Apnoea Detection Algorithm 

5.4.1 Overview of Apnoea Detection 

One of the important applications of automatic breath detection is identification of apnoea 

(cessation of breathing) within a certain period of time (as shown in Figure 5-10). Depending on 

the final purpose of the apnoea detection, the requirements of sensitivity and specificity may 

vary. For example, detecting apnoea for those people under the risk of sudden death requires 

extremely high specificity on breath detection, or in other words, sensitivity on apnoea detection. 

The reason is that if there is any false breath detection during a critical true apnoea event, the 
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event would be ‘silenced’, leading to a delay in life saving interventions. However, false 

detections are equally important because they can make users panic for no reason and lead to 

loss of compliance. For the case of sleep apnoea detection, a few isolated false breath detections 

are not important because the disease is diagnosed base on averages over a long period of time, 

as well as thresholds which allow relatively wide range of variations.[263]. For the sake of clarity, 

since the following sections are related to apnoea detection, the sensitivity and specificity are 

defined as: 

Sensitivityapnoea=
True positive apnoeas 

True positive
 apnoeas   +  False negative

apnoeas 
 (5.10) 

Specificityapnoea=
False positive apnoeas

True negative
 apnoea detection  +  Number of false positive

apnoea detection

 (5.11) 

A series of methods described below were created to maximise the apnoea detection specificity 

without compromising the sensitivity. 

5.4.2 Specificity Improvement based on Respiratory  
Rhythm Recognition and Prediction 

Based on the characteristics of respiration, if an inspiration is detected from the sound signals, 

an expiration must have occurred shortly after, and vice versa. Section 2.2.3.5 has already 

shown how regular respiration trends follow a pattern in which the time distance between 

inspiration and expiration is generally shorter than the other way around. This can be used to 

carry out time analysis on each pair of breath segments in order to increase or decrease the 

confidence on whether a certain class BC segment can be considered as a breath event. 

For second class BC segments to be upgraded, they have to be spread over time with a similar 

rhythm as the adjacent detected breath segments (first class BC segments). For the sake of 

simplicity, from now on the term “BC segment” will refer to first or second class BC segments 

by default, unless otherwise stated. 

For illustration, Figure 5-11 shows an example of a series of BC segments being detected over 

time. Each box represents detection of a BC segment in time. Its height corresponds to the 
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Figure 5-11: Example of how to upgrade a pair of lower level confidence class breath 
candidate (BC) segments by recognising respiratory rhythm. Each box represents 
detection of a BC segment along the time axis. 

detection confidence level. The segments with shorter time distance t1 are grouped as pairs, 

representing a full respiratory cycle: 

t1(𝑛𝑛)=SegBC_Latter, Start(𝑛𝑛) − SegBC_Former, End(𝑛𝑛) (5.12) 

where n is the index of the segment pairs, SegBC_Latter, Start(𝑛𝑛) represents the start time of the 

last detected BC segment SegBC_Latter(𝑛𝑛), SegBC_Former, End(𝑛𝑛) represents the end time of the last 

second detected BC segment SegBC_Former(𝑛𝑛). 

The longer time distance t2 between each pair of BC segments is given as: 

t2(𝑛𝑛)=SegBC_Former, Start(𝑛𝑛) − SegBC_Latter, End(𝑛𝑛 − 1) (5.13) 

In this example, only the last pair of BC segments is classified as second class and the rest are 

all first class. As shown in the figure, the last t1(n) and t2(n) match the expectation of 

respiratory rhythm as determined by the previous t1 and t2 values. In such case, it is considered 

safe to upgrade any second class BC segments in the last pair to first class (i.e. breath 

segments). 

In order to implement this method, two predictors were created to estimate the range of 

respiratory pause times for future breath segments.. One was based on the average value of the 

time distance from the same group (either t1 or t2): 

t𝑖𝑖, mean(𝑛𝑛)=�1 − 1
𝑚𝑚

� × t𝑖𝑖, mean(𝑛𝑛 − 1) + 1
𝑚𝑚

× 𝑡𝑡𝑖𝑖(𝑛𝑛-1) (5.14) 

 
Time 

t1(n-4) t2(n-3) t1(n-3) t2(n-2) t1(n-2) t2(n-1) t1(n-1) t2(n) t1(n) 

1st 1st 1st 1st 1st 1st 1st 1st 2nd 2nd 
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where ti is either t1 or t2, n is the index of the paired BC segments and m is the number of pairs 

to be averaged. 

The other one is based on the average ratio between t1 and t2 as calculated below. 

Rmean(𝑛𝑛)=�1 − 1
𝑚𝑚

� × Rmean(𝑛𝑛 − 1) + 1
𝑚𝑚

× t2
t1

 (5.15) 

The predicted respiratory pause times t1
′  and t2

′  are calculated as follows: 

t1
′ (𝑛𝑛)=

⎩
��
�
⎨
��
�
⎧t1, mean(𝑛𝑛)

OR

t2(𝑛𝑛)
Rmean(𝑛𝑛)

  (5.16) 

t2
′ (𝑛𝑛)=

⎩
��
⎨
��
⎧ t2, mean(𝑛𝑛)

OR

Rmean(𝑛𝑛) × t1(𝑛𝑛 − 1)

 (5.17) 

By introducing an error tolerance coefficient p, the range of pause time prediction is given by: 

t𝑖𝑖, range
′ (𝑛𝑛)= ± 𝑝𝑝𝑖𝑖 × t𝑖𝑖

′ (5.18) 

where  t1, range
′  is the range of predicted inner-pair separation time; 

and t2, range
′  is the range of predicted pair-to-pair separation time 

If ti(n) of the last detected BC segment pair is within in the range of t𝑖𝑖, range
′ (𝑛𝑛), the pair can be 

upgraded to first class. Empirically the chosen values for p1 is 10%, p2 is 50% and m is 5. 

IF   𝑡𝑡𝑖𝑖(𝑛𝑛) ∈  t𝑖𝑖, range
′ (𝑛𝑛)   THEN   BC segments in last pair ⇒ Breath Segments (5.19) 

For some apnoea detection applications such as sudden death prevention, a failsafe recovery 

mechanism can be added to prevent mistaken upgrade caused by failure of the respiratory 

rhythm prediction. If any first class breath segment does not meet the timing expectation this 

indicates that the prediction may not be trustworthy. In such a case the moving average 

predictors can be reset and the upgrade scheme temporarily deactivated until the predictors are 

working again and a set of correct timing conditions is found from m consecutive pairs of breath 

segments. 
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5.4.2.1 Respiratory Phase Classification 

The prediction of respiratory rhythm can be used to classify breath segments (including both 

original and the upgraded ones) into inspiration or expiration events by means of the predicted 

time separations t1
′  and t2

′ . The paired breath segments can be classified into three types using a 

recursive routine as shown in Figure 5-12: inspiration, expiration and standalone. This will be 

further described below. 

The respiratory phase classification routine runs independently from the upgrade scheme 

described above and starts with a training session which identifies the respiratory rhythm from 

m consecutive pair of breath segments. Once the rhythm prediction model is trained, the 

algorithm uses the timing prediction t1, range
′  and t2, range

′  calculated from Equation (5.18) to 

classify the breath segments. Three situations can happen: 

a ) Full respiratory cycle 

A full respiratory cycle can be confirmed if the time distance t1(𝑛𝑛) between the last detected 

pair BSegFormer(n) and BSegLatter(n) is shorter than the maximum of its predicted 

ranget1, range
′ ; and the time separation t2(𝑛𝑛) between the pair to the last classified segment 

BSegLatter(n-1) is longer than the minimum of its predicted range t2, range
′ , in addition to the 

condition t1(𝑛𝑛) < t2(𝑛𝑛). The timing requirement for t1(𝑛𝑛) and t2(𝑛𝑛) is not as strict as the 

one presented in the upgrade scheme for the second class BC segments because the classifi-

cation is not as critical as the breath detection process, since any wrong classification on the 

breath segments with full detection confidence will not lead to failure of the apnoea detec-

tion. 

Once a pair of breath segments is classified as a full respiratory cycle, the routine restarts 

with a new pair of breath segments. The recorded t1 and t2 from the respiratory cycle are 

used to calculate the new prediction. 

b ) Shivering breath 

As discussed in Section 0, some breath segments can present shivering characteristics. 

Because the segmentation algorithm analyses the breath signal sample by sample, it is 

difficult for it to identify and merge the shivering breath segments. Although the segmenta-

tion algorithm already makes some provisions to deal with this, it only merges segments 
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Figure 5-12: Recursive routine for respiratory phase classification. 

with 160 ms separation (see Section 5.3.2.7). As shown in Figure 2-11, the actual shivering 

period can however be longer. Since the respiratory phase classification routine is event-

based, it is easier to design a mechanism to identify those shivering breaths by examining 

the time separations. 

When a shivering breath happens, more than two consecutive breath segments with a time 

separation similar to the expected t1
′  and shorter than the expected t2

′  can be observed. The 

first two breath segments are classified as a full respiratory cycle according to the first case 

(a). Then the shivering breath fragment BSegFormer(n) is paired with another new detected 

breath segment BSegLatter(n) which belongs to another respiratory cycle. Therefore, the 

inner-pair separation time t1 is expected to be longer than both the pair-to-pair separation 

time t2 and the minimum of the predicted range of pair-to-pair separation time t2, range
′ . The 

pair-to-pair separation time t2 is expected to be either the pause time between inspiration 

If the training is not finished, wait 
for a new breath segment detection

t1(n) < t2(n)
t1(n) < max(t'1, range)
t2(n) > min(t'2, range)

Training is finished

else

t1(n) > t2(n)
t1(n) > min(t'2, range)
t2(n) < max(t'1, range)

Full respiratory cycle
is detected

BSegFormer(n) → Inspiration
BSegLatter(n) → Expiration

Initialisation & Training
Wait for m consecutive pairs of breath segments 
until they all satisfy the following conditions:

t1(n) < t2(n), t1(n) ∈ t'1(n) and t2(n) ∈ t'2(n)

Prediction fails
BSegFormer(n) → Standalone

Rhythm prediction
IF (t1(n-1) < t2(n-1)) THEN

Calculate the latest t'1, range(n) and t'2, range(n)
ELSE

t'i, range(n) = t'i(n-1)

Wait for detection of a new pair of breath segments
n = n + 1

BSegFormer(n) ⇐ Last 2nd new breath segment
BSegLatter(n) ⇐ Last new breath segment

Shivering breath
is detected

BSegFormer(n) → Expiration
IF t2(n) > t1(n-1) THEN

BSegLatter(n-1) → Inspiration

Wait for detection 
of a new single BC segment

n = n + 1
BSegLatter(n)  ⇐ New breath segment
BSegFormer(n) ⇐ BSegLatter(n-1)
BSegLatter(n-1) ⇐ BSegFormer(n-1)
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and expiration, or the shivering period during the expiratory event. In either case, t2 is 

expected to be smaller than the maximum of its predicted range t1, range
′  for the pause time 

between inspiration and expiration. 

Once the former breath segment BSegFormer(n) in the last detected pair is identified as a 

shivering breath fragment, it splits from the current pair and is classified as expiration, 

effectively joining the last identified respiratory cycle. Inside the respiratory cycle, the two 

with shorter time separation join together as a whole breath segment by remarking the 

middle breath segment BSegLatter(n-1). The leftover breath segment BSegLatter(n) joins the 

next detected breath segment as a new pair for the next round of respiratory phase classifi-

cation. The timing information t1 and t2 calculated from this round is not taken into 

account for the next round. 

c ) Failed Prediction 

For other not listed cases, the occurrence of breath segments BSegFormer(n) and BSegLatter(n) 

in the last detected pair do not match the respiratory rhythm prediction. Both breath 

segments seem to be isolated from each other. In this case, the classifier assumes there is at 

least one missing breath segment detection which could link to the former breath segment 

BSegFormer(n) forming a respiratory cycle. As the phase of the missing breath segment is not 

known, the former breath segment BSegFormer(n) is classified as “standalone”. And again, the 

leftover breath segment BSegLatter(n) is grouped with the next available breath segment as a 

pair for further classification. 

Although the assumption of missing breath segment could be wrong, as the failure of respiratory 

rhythm prediction could be simply caused by a change in respiratory rate being outside the 

prediction tolerance pi defined in Equation (5.19), the timing information t1 and t2 obtained 

under this case are used to train the predictor providing t1 < t2. 

The proposed approach to improve the apnoea detection specificity has been carefully designed 

for a critical vital signs monitoring application which cannot afford any degradation on apnoea 

detection sensitivity. For other applications such as screening of sleep apnoea, missing some 

apnoeas could be acceptable. In this case, the apnoea detection specificity can be increased 

further by considering third class BC segments for upgrade. Another possible modification that 

could be done is integrating the BC segments upgrade scheme into the respiratory phase 
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classification process. This can be carried out classifying the suitable set of BC segments first, 

and then upgrading the BC segments that are not classified as standalone events. 

Although this approach works for most of spontaneous respiration, it may not work as expected 

when inspiration and expiration are evenly distributed over time. For example, athletes may 

voluntarily delay their expiration during exercises in order to maximise their performance. 

Another possibility of performance degradation could be that the detection confidence may 

reduce due to intensive amount of noise, leading to more breath events being identified as lower 

class BC segments. Under those circumstances, the respiratory rhythm, which is based on the 

time location of detected breath segments may not be clear or easy to estimate. 

5.4.2.2 Lung Volume Estimation 

A potential solution to solve the problem discussed above is to implement another approach to 

upgrade and classify the BC segments without using temporal features of respiration. This could 

be done by observing the record of tidal volume during inspiration and expiration. Since the 

lung volume is relatively fixed, the amount of air inhaled should match the volume exhaled over 

time. It has been shown [152]1 that it is potentially possible to obtain tidal volumes from the 

breath sound with just two calibration parameters 𝛼𝛼 and 𝛽𝛽 as shown in Equation (5.20). 

Volume=𝛼𝛼 × E(CH600Hz-700Hz)RMS + 𝛽𝛽 (5.20) 

where E(CH600Hz_700Hz)RMS  is the energy of envelope signal generated from frequency range 

between 600 Hz to 700 Hz over the duration of breath event. 

This preliminary work shows that the error of the tidal volume estimation could be as little as 

±38 ml and up to ±123 ml. This is very close to the gold standard ±50 ml as shown in Section 

0. The study above also showed that the calibration parameters 𝛼𝛼 and 𝛽𝛽 are not the same for 

inspiration and expiration. In particular, the value of 𝛽𝛽 is generally very small and does not 

vary too much from inspiration to expiration. Therefore, for inspiration and expiration within a 

same respiratory cycle, the following relation can be found if the difference 𝛽𝛽  between 

inspiration and expiration can be neglected. 

𝛼𝛼in × E(CH600Hz-700Hz)RMS, in + 𝛽𝛽in = 𝛼𝛼out × E(CH600Hz-700Hz)RMS, out + 𝛽𝛽out (5.21) 

1 By myself in collaboration with I de la Cruz and E Rodriguez-Villegas 
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𝛼𝛼in × E(CH600Hz-700Hz)RMS, in − 𝛼𝛼out × E(CH600Hz-700Hz)RMS, out = 𝛽𝛽out − 𝛽𝛽in ≈ 0 (5.22) 

E(CH600Hz-700Hz)RMS, in

E(CH600Hz-700Hz)RMS, out
= 𝛼𝛼out

𝛼𝛼in
= constant (5.23) 

Although De la Cruz’s work [183] shows that the calibration parameters 𝛼𝛼in  and 𝛼𝛼out  are 

dependent on the person’s position, they remained constant if the person was in one fixed 

position and so does the ratio between them. Based on the assumption of conservation of tidal 

volumes, it is possible to recognise a respiratory cycle from the frequency band limited power 

ratio between two adjacent BC segments. 

5.4.3 Classification of the Respiration Relative Sleep 
Disorder Event 

In addition to apnoea detection, a set of rules has been developed to differentiate the type of 

respiratory events from the sleep data, which are useful for diagnostic of a variety of conditions 

of sleep disorder conditions. In term of sleep apnoea classification, it is implemented by 

examining the non-top confidence level BC segments (the upgraded ones are not included) 

distributing over the apnoea event reported by the apnoea detection algorithm. For detecting 

hyperventilation during sleeping, it can be done by analysis of respiratory rate and the mean 

power of breath segments. 

For illustration, Figure 5-13 shows 4 typical types of sleep disorder conditions which are 

respiration related. In those four figures, small green vertical boxes represent breath segments 

(with highest detection confidence) over time. Each red vertical box with a green cap represents 

the BC segment that does meet the mean power requirement (level 3 confidence). Other red 

only vertical boxes indicate the detection of BC segments with confidence level other than 1 and 

3. The pink trace shows the mean power of BL segments (including the BC segments). Each 

abnormal condition shown in Figure 5-13 (a) (b) (c) contains a section of time duration does not 

have any breath segment detection. Those time durations are referred as sleep apnoea event in 

the following, which is generally being in 10 second epoches. The following sections declare some 

rules using above information to classify the sleep apnoea/disorder events. 
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a ) Hypopnoea 

A certain sequence of BC segments with reduced power for an extended period of time may 

correspond to a hypopnoea event. For a sleep apnoea event to be considered as a hypopnoea 

event, there must be more than one level 3 BC segment in every epoch. 

b ) Central Apnoea 

A typical central apnoea event appears like a clean and silence section. This can be defined as 

no additional BC segment detected during a sleep apnoea event last for at least one epoch. Any 

BC segments detected at the beginning or the end of the sleep apnoea event is not considered as 

a part of central apnoea event. 

c ) Obstructive or Mixed Apnoea 

In one implementation obstructive or mixed apnoea can be differentiated from central apnoea 

by evaluating increment in mean power (the pink trace in Figure 5-13) between a few last 

candidate events before the sleep apnoea event, as well as a few breath segments after the event. 

This is an indication of breath difficulty due to the blockage of respiratory airway. Another case 

of showing breath difficulty is that a subsequent low confidence level (≠3) BC segments happen 

during the sleep apnoea event. All of the events containing above conditions are classified as 

obstructive/mixed apnoea. 

d ) Hyperventilation 

Although there will not be an apnoea detection as a result of hyperventilation, this kind of 

event is still very distinguishable. The conditions for identifying a hyperventilation event can be 

done by examining breath segments’ mean power as well as their in instantaneous breath rate. 

As mentioned in Section 1.3.1.1, hyperventilation during sleeping can lead to blood vessel 

constriction because of blood alkalization, resulting insufficient of oxygen delivery over the body, 

making the respiratory system to make deeper and faster breathing. This can be revealed from 

the mean power of the breath segments. Together with the time separation of between every 

two, if it is larger than the highest normal respiratory rate at rest which is 20 per minute, the 

time portion when this constantly happens can be recognised as hyperventilation. In the 

example shown in Figure 5-13(d), the instantaneous respiratory rate calculated in this method 

results a rate as high as 24 per minute and the mean power of each breath is much higher than 

other examples shown in the same figure. 
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(a) Hypopnoea 

 

(b) Central Apnoea 

 

(c) Obstructive or Mixed Apnoea 

 

(d) Hyperventilation 

 

Figure 5-13: Examples of output of BC segments obtained from 4 different kinds of 
sleep apnoea/disorder events: hypopnoea, central apnoea, obstructive/mixed apnoea 
and hyperventilation. 
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Chapter 6  
Clinical Test on Sleep Apnoea 
and Hypopnoea Studies 

6.1 Introduction 
As already covered in Chapter 1, existing techniques for monitoring respiration are not 

satisfactory. There is no solution that can reliably detect breathing and its absence, and which 

are small and discrete enough for long-term use in domestic and residential settings, as well as 

low-intensity clinical care areas. The original aim of this work was to develop a device that 

could help to prevent sudden unexpected death in epilepsy (SUDEP) in residential settings. 

However, it is not easy to test the proposed respiratory monitoring system in such critical 

setting. Because of this, a low-intensity clinical application, sleep apnoea diagnosis, became the 

first choice for validation of the algorithm created in this thesis. 

Sleep apnoea diagnosis has always been a problem due to the lack of sleep laboratories, not 

enough sleep specialist time to sift through a range of patient’s physiological sleep signals and 

the cost associated to hospital stays. The indirect costs of under-diagnosed adult sleep apnoea 

patients have been estimated to be US$ 80 billion per year [264]. The clinical study, carried out 

throughout the course of this thesis, aimed not only to evaluate performance but also to identify 

some specific issues that might be relevant to critical life threatening applications like SUDEP 

prevention. The results presented in this chapter have been published on the British Medical 

Journal Open [155]. 
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Figure 6-1: Wearable respiratory activity monitor worn by myself [155] and a 
volunteer. 

6.2 Methods 

6.2.1 Device 

The wireless sensor used in the study has been discussed in Chapter 3. The sensor was wireless, 

measured 3.74×2.4×2.1 cm, weighed 17 g, and was fixed to the skin on the neck with 

hydrocolloid colostomy adhesive patches of approximately 4 cm diameter (Boots, UK). The code 

name for this early version of prototype was WADD, which is short for Wearable Apnoea 

Detection Device. 

As disclosed in Section 2.1.3, the preferred location was over the trachea, halfway between the 

lower margin of the thyroid cartilage and the suprasternal notch (Figure 6-1, left). If the skin in 

that location was loose, as was common in participants above 40 years of age, the device was 

placed anterolaterally, anterior to the sternomastoid muscle (Figure 6-1, right). The device was 

left in place overnight, for approximately 14 h. 

6.2.2 Participants 

The study was conducted in a sleep study room of the National Hospital for Neurology and 

Neurosurgery (UK). 20 healthy controls and 10 patients were studied, and recruited as they 

were sequentially admitted for diagnostic monitoring of sleep-related disorders of breathing, 

because these were likely to have spontaneous apnoea events. The patients and controls were 

not matched. Patients also had a variety of neurological conditions, including epilepsy, dementia, 

neuropathy and motor neuron disease. The reasons to recruit patients who had been referred for 
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diagnosis of possible sleep-related disorders of breathing, as opposed to those who had been 

already diagnosed, were twofold. First, the purpose of this study was not to evaluate the 

WADD for sleep apnoea diagnosis, but rather to evaluate its ability to detect individual events 

during controlled conditions to assess the robustness to artefact rejection and also during 

spontaneous sleep. Good performance on individual event identification would, however, be 

expected to translate in a good performance in the context of the different clinical applications. 

Second, non-diagnosed patients were recruited because studying diagnosed individuals would 

have involved either delay or interruption of their treatment. The decision on the number of 

patients was based on obtaining a large enough number of events that would lead to the study 

goals of 95% confidence interval (CI) for sensitivity and specificity values (based on clinical 

experience on the minimum number of apnoea events that would be expected per subject 

referred for sleep apnoea diagnosis, per night). A larger number of controls were included to be 

able to assess specificity among those who were most likely to be disease free, and also in the 

presence of artefacts. The patient group comprised 2 females and 8 males with: a median age of 

44.5 years of age (range 25–82); a median weight of 74 kg (range 41–187); a median height of 

177 cm (range 160–188); a median body mass index (BMI) of 23 kg/cm2 (range 17–61); and a 

median neck circumference of 40 cm (range 30–43). The control group comprised 3 females and 

17 males with: a median age of 33.5 years of age (range 23–63); a median weight of 81.5 kg 

(range 60–120); a median height of 176 cm (range 145–185); a median BMI of 26.5 kg/cm2 

(range 20–36); and a median neck circumference of 38 cm (range 34–48). Overall, 40% of the 

participants were overweight and 24% were obese. 

6.2.3 Procedure 

All participants also had simultaneous, clinically standard respiratory monitoring comprising: 

finger oximetry; oronasal airflow sensors; thoracic and abdominal expansion bands; and ECG; 

using the SOMNO polysomnography system (SOMNOscreen RC kombi. SOMNO Medics, 

Germany) (Figure 1-9). Additionally, to further facilitate expert interpretation of polysomnog-

raphy data, a second pulse oximeter (Pulsox-300i, Konica Minolta, Japan) was attached to the 

free hand. After attachment of the WADD and the SOMNOmedics polysomnography system, 

control participants participated in a series of exercises, comprising: 
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T1. Normal breathing for 5 min. 

T2. Shallow breathing for 5 min. 

T3. Normal breathing for 45 s alternating with 15 s instructed breath holds for 5 min. 

T4. Normal breathing for 30 s alternating with 30 s instructed breath holds for 10 min. 

T5. As in T4 but with loud music in the background. 

T6. Normal breathing while walking for 5 min. 

T7. Normal breathing for 30 s alternating with 30 s instructed breath holds while lying 

prone for 5 min. 

These exercises were designed to be representative of the worst case of artefact situations 

affecting the WADD following previous, very exhaustive, laboratory-based research and testing. 

Following the exercises participants were allowed to prepare for sleep and were left undisturbed 

overnight. 

6.3 Data Analysis 
The breathing exercises data were analysed by the automated WADD software and the 

automated SOMNO software. Instructed apnoeas were considered to be the ‘true events’. The 

last 6 h of sleep were blindly analysed by the automated WADD software, the automated 

SOMNO software and by the experienced clinician who reviewed the raw signals from all 

SOMNO sensors, and had no knowledge about how WADD had been designed or worked. The 

reason to evaluate the last 6 h of sleep was to try to keep the same amount of sleep data in as 

many participants as possible in order to prevent biasing of the results. The pulse oximeter was 

also used by the clinician to support the diagnostic decisions and also individual event 

classification mostly in those cases in which the signals from the other SOMNO pulse oximeter 

were corrupted by artefacts. After the separate classification of WADD and SOMNO data, a 

further investigator compared the results. 

The breathing exercises data were analysed in 15 s epochs because this was the shortest 

duration of an instructed apnoea. The sleep data were analysed in 10 s epochs. 

Two assessments were carried out of the sleep data. In the first assessment there was no 

preassumption of a gold standard, and the three systems (WADD, SOMNO and expert marker) 

were put under test and treated indistinctively. An epoch would be classified as true positive 
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apnoea or true positive hypopnoea if at least two out of the three systems concurred on the 

classification. In the second assessment the final classification of these epochs would be that of 

the expert marker or, in other words, the expert marker was considered to be the gold standard 

deciding, and the performances of SOMNO and WADD system were evaluated. The SOMNO 

was evaluated as well as the WADD, as there is little or no quantitative information about the 

accuracy of automated polysomnography systems. 

In both assessments epochs could be classified as: 

A. True positive apnoea (cessation of breathing signal, with correspondent absence of 

respiratory airflow). 

B. True positive hypopnoea (over 50% reduction in oronasal signal and in thoracoab-

dominal movement together with over 2% decrease in oxygen saturation). 

C. False positive hypopnoea (if a system had classified a breathing epoch as a hypopnoea). 

D. False positive apnoea (if a system had classified a breathing epoch as an apnoea). 

E. False classification apnoea as hypopnoea (if a system had classified an apnoea epoch as 

hypopnoea). 

F. False classification hypopnoea as apnoea (if a system had classified hypopnoea as 

apnoea). 

G. False negative apnoea (if a system had classified an apnoea as breathing). 

H. False negative hypopnoea (if a system had classified a hypopnoea as breathing). 

The breathing exercises data were analysed in the same way, but the instructed apnoeas and 

breathing sections were considered the absolute truth and hence there was no independent 

expert review. 

The performances of the three systems were evaluated using the following metrics: 

Sensitivity= TP
TP+FN

 (6.1) 

Specificity= FP
TN+FP

 (6.2) 

where TP=true positive, TN=true negative, FP=false positive, FN=false negative. 
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The analysis was carried out assuming that all apnoea events were independent, since it was 

observed that the characteristics of the breathing signal changed as much within the same 

participant (depending on timing, position, external artefacts, etc), as between different 

participants. This was further verified by taking three random 10 min sections of the sensed 

breathing signals in the 30 different participants and obtaining the different correlation 

coefficients (2700 in total). The maximum correlation coefficient obtained from signals within 

the same participant was 0.05. The maximum correlation coefficient obtained from different 

subjects was 0.067. 

For each of the two assessments (ie, not presuming a gold standard and considering the expert 

to be the gold standard), two different analyses were carried out. First, only apnoeas were 

considered to be true positives. Hence any hypopnoea would be regarded as breathing (true 

negative); False classification of hypopnoeas as apnoeas were reclassified as false positives; and 

false classification of apnoeas as hypopnoeas were re-classified as false negatives. Second, 

apnoeas and hypopnoeas were considered indistinctively, and hence true events of both varieties 

would be also considered together. 

These two analyses were carried out as they would be relevant to different clinical scenarios. For 

example, high sensitivity for detecting apnoea would be crucial for identification of sudden 

apnoea if monitoring those with epilepsy; whereas for diagnosis of sleep-related breathing 

dysfunction, which generally relies on the Apnoea Hypopnoea Index (AHI), the differentiation 

between apnoea and hypopnoea might be clinically less important. 

6.4 Results 

6.4.1 Breathing Exercises Data 

Data were available in 3956 15s epochs for the controls performing the breathing exercises (132 

in total). Table 6-1 summarises the performance of WADD and SOMNO in the seven breathing 

exercises. Figure 6-2 illustrates examples of the signals obtained from the different sensors. 

Table 6-1 is divided in three parts. Part (A) and (B) quantify performance considering different 

scenarios for wrongly classified hypopnoeas. Although the real events were apnoeas, both 

systems had the ability to indicate hypopnoeas too. This resulted in some real apnoea and 

breathing epochs being wrongly marked as hypopnoeas. To account for these, Table 6-1(A) 
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shows the sensitivity and specificity when only apnoeas are considered as events (ie, hypopnoeas 

would be regarded as breathing). In part (B) of the table hypopnoeas and apnoeas are 

indistinctively considered. Part (C) illustrates the total number of epochs that fall into a specific 

classification for both systems. The combined sensitivity and specificity for all the exercises 

across all the participants for the WADD was 97.7% and 99.6% (considering hypopnoeas as 

breathing); or 99.2% and 99.5% (considering hypopnoeas as events). With the same criteria the 

sensitivity and specificity for the SOMNO was only 37.8% sensitivity, 96.5% specificity; or 62.8% 

sensitivity, 90.5% specificity. 

 

Figure 6-2: Illustration of the SOMNO and Wearable Apnoea Detection Device 
(WADD) output signals showing an apnoea event: (top) raw signals from the different 
SOMNO sensors, (middle) processed envelope signals from channel 1(350Hz – 450 Hz), 
(bottom) WADD raw signals. 
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Exercise 

Sensitivity (%)  Specificity (%) 

WADD SOMNO  WADD SOMNO 

(A) WADD versus SOMNO performance in instructed exercises with hypopnoeas NOT considered as events 

T1 N/A N/A  100 99.2 

T2 N/A N/A  100 90.6 

T3 94.6 38.0  99.0 96.9 

T4 98.9 38.8  99.7 94.5 

T5 99.2 31.4  99.2 99.7 

T6 N/A N/A  100 96.5 

T7 94.2 48.2  98.5 99.0 

Total 97.4 37.8  99.6 96.5 

(B) WADD versus SOMNO performance in instructed exercises with hypopnoeas and apnoeas indistinctively considered 
as events 

T1 N/A N/A  100 99.0 

T2 N/A N/A  100 81.4 

T3 96.7 66.3  99.0 87.5 

T4 100 64.6  99.7 87.9 

T5 99.2 59.2  99.2 95.1 

T6 N/A N/A  100 89.8 

T7 99.0 64.4  97.0 93.4 

Total 99.2 62.8  99.5 90.5 

Exercise 
TP 
WADD SOMNO 

TN 
WADD SOMNO 

FC 
WADD SOMNO 

FP 
WADD SOMNO 

FN 
WADD SOMNO 

(C) Summary of classification of the different epochs 

T1 0 0 380 376 0 0 0 4 0 0 

T2 0 0 360 293 0 0 0 67 0 0 

T3 89 61 285 252 2 26 3 36 3 31 

T4 356 230 363 320 4 92 1 44 0 126 

T5 357 213 365 350 0 100 3 18 3 147 

T6 0 0 400 359 0 0 0 41 0 0 

T7 189 123 191 184 9 31 6 13 2 68 

Total 991 627 2344 2134 15 249 13 223 8 372 

Part (A) of the table shows the sensitivity and specificity not considering hypopnoeas as events (ie, all hypopnoeas are 
considered breathing). Based on this all FCs (apnoeas wrongly classified as hypopnoeas) are considered FNs; and all FPs 
hypopnoeas are considered TNs. Part (B) shows the sensitivity and specificity considering apnoea and hypopnoea as 
indistinctive events. Based on this all FC are reclassified as TPs; and all FP hypopnoeas are FPs. Part (C) details the 
number of epochs corresponding to a particular classification. 
FC, false classification; FN, false negative; FP, false positive; TN, true negative (breathing); TP, true positive (apnoea); 
WADD, wearable apnoea detection device. 

Table 6-1: Summary of performance for the WADD and SOMNO across the seven 
breath exercises (as detailed in procedure) 
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 SOMNO 
sensitivity 

WADD 
sensitivity 

Clinician 
sensitivity 

SOMNO 
specificity 

WADD 
specificity 

Clinician 
specificity 

Apnoea detection (% sensitivity and specificity) 

Controls 
(95% CI) 

47.1 
(30.3 to 63.8) 

97.1 
(91.4 to 100) 

94.1 
(86.2 to 100) 

99.3 
(99.2 to 99.3) 

99.8 
(99.7/99.8) 

100 
(100 to 100) 

Patients 
(95% CI) 

14.7 
(10.8 to 18.7) 

99.4 
(98.5 to 100) 

98.1 
(96.6 to 99.6) 

99.5 
(99.5 to 99.6) 

99.5 
(99.4 to 99.6) 

99.9 
(99.8 to 99.9) 

All 
(95% CI) 

17.9 
(13.9 to 22.0) 

99.1 
(98.2 to 100) 

97.7 
(96.1 to 99.3) 

99.4 
(99.3 to 99.4) 

99.7 
(99.6 to 99.7) 

99.9 
(99.9 to 100) 

Apnoea and hypopnoea combined detection (%) 

Controls 
(95% CI) 

58.1 
(46.9 to 69.4) 

87.8 
(80.4 to 95.3) 

94.6 
(89.4 to 99.8) 

98.6 
(98.5 to 98.7) 

99.7 
(99.6 to 99.7 

100 
(100 to 100) 

Patients 
(95% CI) 

53.3 
(48.9 to 57.8) 

88.2 
(85.4 to 91.1) 

98.8 
(97.8 to 99.8) 

97.9 
(97.7 to 98.1) 

99.5 
(99.4 to 99.6) 

99.8 
(99.8 to 99.9) 

All 
(95% CI) 

57.8 
(53.8 to 61.9) 

84.1 
(81.1 to 87.1) 

98.2 
(97.2 to 99.3) 

98.4 
(98.3 to 98.5) 

99.5 
(99.5 to 99.6) 

99.9 
(99.9 to 100) 

 SOMNO sensitivity WADD sensitivity SOMNO specificity WADD specificity 

Apnoea detection with the clinician scorer as gold standard reference (%) 

Controls 
(95% CI) 

38.9 
(23.0 to 54.8) 

86.1 
(74.8 to 97.4) 

99.2 
(99.1 to 99.3) 

99.7 
(99.7 to 99.8) 

Patients 
(95% CI) 

11.7 
(8.3 to 15.1) 

88.9 
(85.6 to 92.2) 

99.5 
(99.4 to 99.6) 

99.4 
(99.3 to 99.5) 

All 
(95% CI) 

14.3 
(10.8 to 17.8) 

88.6 
(85.4 to 91.8)) 

99.3 
(99.2 to 99.4)) 

99.6 
(99.6 to 99.7) 

Apnoea and hypopnoea combined detection with clinician scorer as gold standard (%) 

Controls 
(95% CI) 

54.8 
(40/73) 

86.3 
(63/73) 

98.6 
(41 539/42 139) 

99.6 
(41 987/ 42 139) 

Patients 
(95% CI) 

49.6 
(45.4 to 53.8) 

80.1 
(75.2 to 82.1)) 

98.4 
(98.2 to 98.6) 

100 
(99.9 to 100) 

All 
(95% CI) 

54.0 
(50.0 to 57.9) 

77.1 
(73.8 to 80.5) 

98.5 
(98.4 to 98.6) 

99.7 
(99.7 to 99.8) 

Table 6-2: Summary of performance for the WADD, SOMNO and clinician scorer 
systems for detection of apnoea and hypopnoea in 10 s epochs of overnight recordings. 

6.4.2 Sleep Data 

For the sleep data 62727 10s epochs were analysed, in total, 34 true apnoea epochs and 40 true 

hypopnoea epochs were identified for the controls (36 and 37 if the clinician scorer was 

considered to be the gold standard); and 312 apnoea epochs and 181 hypopnoea epochs for the 

patients (342 and 200 if the clinician scorer was considered to be the gold standard). The 

average number of apnoea epochs for the patient group throughout the night was 32. All 

patients had episodes of apnoea or hypopnoea. There were only two patients who did not have 

any episode of apnoea. For one control, only 3.2 h of data were recorded, because of an ICT 

error. For one patient, only 3 h were analysed as more than one SOMNO sensor including the 
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nasal cannula and the pulse oximeters detached prematurely. The results in terms of sensitivity 

and specificity for the control group, patient group and overall are presented in Table 6-2. Table 

6-2 is divided in four parts: the first and second evaluate the performance for apnoea and 

apnoea/hypopnoea combined detection respectively without assuming a gold standard (ie, the 

consensus of the majority determines a true event); and the third and fourth parts present the 

same evaluation but considering the expert as the gold standard. 

6.4.2.1 Sleep Apnoea Event Classification 

The WADD also had the added feature of being able to differentiate between central and 

obstructive apnoea. 90% of the central apnoeas were rightly marked as central. 96% were rightly 

marked as obstructive. Approximately 60% of the total apnoeas were obstructive in origin. 

6.4.2.2 Respiratory Rate 

The respiratory rate (per minute) was calculated for the controls’ data between 1 AM to 6 AM. 

38071 respiratory cycles were analysed. The results from WADD were compared with the 

respiratory rate evaluated from SOMNO based on visual counting of the synchronised 

waveforms from the oro-nasal airflow sensors as well as thoracic and abdominal expansion 

bands. Any sections that did not have synchronised waveforms were rejected from the analysis 

since it was not possible to have certainty of the accurate evaluation of the respiratory rate 

since those signals were likely to be corrupted by movement artefacts. Bland-Altman plots were 

obtained to explore whether the algorithms could have the potential to substitute visual 

counting (currently clinical gold standard method) for determination of breathing rate. Figure 

6-3 shows the Bland-Altman plots for the 10 control subjects. This shows a bias of -0.1382, with 

a standard deviation of 1.5915. The limits of agreement for the difference have been defined as 

between bias ± two standard deviation which is -0.1382 ± 3.183. Because the results of 

respiratory rate were rounded into integer before the comparison, the dots in the plot have a lot 

of overlapping. In order to show the data density, the diameter size of the dot represents the 

amount of overlapping. In this data set, 94% of the dots fall within the limits of agreement. 

6.4.3 Device Comfort 

After the overnight study, the devices were detached and the participants scored the comfort of 

the devices and quality of sleep (rating 1–5, with 5 representing maximum comfort and quality). 
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Figure 6-3: Difference between visually determined respiratory rate and the corre-
sponding automatic value calculated by WADD against the mean of two methods. 
Total number of samples is 38071. 

Skin irritation caused by the WADD's adhesive was also rated from 1 to 5 (5 representing no 

irritation, 4 mild transient, redness and 1 severe irritation). The median rating for WADD 

comfort was 5 (range 4–5). The median rating for SOMNO comfort was 3 (range 1–5 for 

controls and 2–5 for patients). The median rating for irritation caused by the WADD plaster on 

the neck was 5 (range 5–5 for controls and 4–5 for patients). 

6.5 Discussion 

6.5.1 Main Findings 

WADD had very high sensitivity and specificity for detecting apnoea in 15 s epochs in a series 

of breathing and breath-holding exercises in a variety of conditions, including the presence of 

external background noise, movement and posture. The tolerability of WADD was superior to 

the portable polysomnography system (SOMNO) during overnight recordings. 

WADD had 97.7–99.2% sensitivity to detect instructed apnoeas and 88.6–99.1% for 10 s 

spontaneous apnoeas during natural sleep, with similar performance in controls and patients. 

The WADD also detected all apnoeas over 30 s and there were only 3 over 30 s false positives. 

For short apnoeas, in most cases, disagreement between the clinician scorer and the WADD 

were caused by the WADD identifying as apnoea epochs that the expert classified as 

hypopnoeas. 
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As expected, the WADD performance was not as good when apnoeas and hypopnoeas were 

considered together (minimum sensitivity 77.1%).This is not surprising since the WADD was 

designed to identify apnoea, not hypopnoeas and the latter were detected from the transmitted 

signal that had already been preprocessed for apnoea detection. From the table, it can be 

observed that the degradation of performance was more evident in the controls because the 

controls had a large number of shorter hypopnoeas (under 22.5 s), which the WADD did not 

detect properly. In the patients, who often demonstrated apnoeas, the hypopnoea events were 

longer and these were detected by the WADD. Although the lower sensitivity in hypopnoea 

detection might in principle seem problematic if the WADD were to be used in the context of 

sleep apnoea diagnosis (hypopnoeas are very common events in sleep laboratories), it is worth 

noting that: (1) there is no other reported automatic system that gets anywhere close to this 

with similar specificity and apnoea detection performance; (2) the variations between different 

sleep laboratories due to the non-uniform definition of hypopnoeas already leads to much larger 

diagnostic variations than the limitation in sensitivity of the WADD [265-267]; and (3) 

assuming the worst case scenario for the WADD, being that a patient only had hypopnoeas 

throughout the night, this reduced sensitivity would be a problem that would translate to non-

diagnosis of sleep apnoea for patients who with 100% sensitivity would have had a sleep apnoea 

hypopnoea index (AHI) between 5 and 6 (ie, very mild cases of sleep apnoea). Patients with no 

sleep apnoea, moderate sleep apnoea, severe sleep apnoea and those with mild sleep apnoea with 

AHI between 6 and 15 would have been rightly diagnosed. The median difference between the 

WADD calculated AHI and the one obtained by the gold standard was 0 (average=0.7). 

Regarding to the respiratory rate estimation, the accuracy does not reach the clinical 

requirement mentioned in Section 1.3.1.1. Additional works are required to improve that. 

6.5.2 SOMNO Performance 

The automatic analysis of the SOMNO apparatus, a Food and Drug Administration (FDA) 

approved and clinically accepted system, based on assessing apnoea from a variety of different 

sensors, significantly differed from that of the expert marker, with an average sensitivity value 

of around 14%. The results obtained from the instructed apnoeas tests also showed that even in 

the absence of artefacts, apnoeas were not well detected by the SOMNO system, with an 

average sensitivity of 37.8%. This demonstrates the need for caution if relying on current 
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automated assessment methods for diagnosing apnoea. While performance might be improved 

by optimising parameters for individual patients, this is not practical for single overnight 

recordings or use as an alerting monitor. The WADD does not require any parameter 

optimisation or participant specific calibration. 

The SOMNO system performance improved in the event of indistinct classification of apnoeas 

and hypopnoeas, but was still poor compared with the clinician scorer (54% sensitivity). This 

sensitivity was at the cost of reduced specificity: for every true hypopnoea detected there were 

approximately four false detections. Overall, the performance of the WADD in hypopnoea 

/apnoea combined detection was significantly better than the SOMNO, in sensitivity (77.1% vs 

54% if considering the clinician scorer as a gold standard, and 84.1% vs 57.8% otherwise), but 

also in specificity, as the WADD only detected one false hypopnoea epoch for every four true 

events. 

6.5.3 Results Validation 

Although the number of subjects in this trial was limited, the size of the sleep study was, 

however, adequate to assess the potential of the technology; to determine whether the initial 

performance results in controlled conditions were equivalent to those obtained in real scenarios; 

and to inform a clinical test. 

The calculation of the sensitivity and specificity has assumed that all apnoea events were 

independent, which for some might not be completely correct. If the data had not been pooled, 

and taking the expert marker as the gold-standard, in 67% of the participants the individual 

apnoea detection sensitivity was 100%. In 77% it was over 90%. In the remaining cases, the 

drop in sensitivity corresponded always to just one non-detected apnoea shorter than 15 seconds 

in the 6 hours night, which is clinically insignificant. The average from the individual 

sensitivities was 2% higher than the value obtained pooling the data. In terms of specificity 90% 

of the participants had values higher than 99%. Two-thirds of them were over 99.9%. The 

average of the individual specificities was identical to the specificity obtained pooling the data. 

A different statistical analysis, possibly comparing pooled with non-pooled data, will be the 

subject of investigation when the technology undergoes a larger clinical trial.  
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Conclusion 

Contributions 
This thesis has presented a novel non-intrusive wearable respiratory monitoring system which 

can be of use in a variety of clinical and non-clinical applications such as sleep apnoea diagnosis, 

early warning scoring, sudden unexpected death prevention or human behavioural monitoring. 

The system has the form of a single miniaturised, wearable sensor unit which is easy to put on, 

comfortable to wear, non-intrusive, and is also capable of automatically detecting respiratory 

events accurately. 

Chapter 1 reviewed the motivation of this PhD and the state-of-the-art of wearable non-invasive 

respiratory monitoring technologies. Existing technologies have at least one or more disad-

vantages which may include the fact that they are cumbersome, uncomfortable, difficult to keep 

in place, inaccurate during daily life activities, provide limited respiratory information, or have 

to be used under professional supervision. Based on this, key design considerations for the 

respiratory monitoring system targeted in this work were also discussed in this chapter.  

 Chapter 2 provided a concise review of the origin and characteristics of breath sounds. Suitable 

data acquisition approaches to collect acoustic signals for the purpose of respiratory events 

detection were subsequently analysed. The optimal sensing locations for a power constraint 

wearable sensor were then justified. Necessary considerations for hardware design as well as 

signal filtering techniques aiming to minimise the overall system noises were finally discussed. 

Chapter 3 describes a novel system level trade-offs analysis that shows how to take into account 

the different design variables together with components specifications in order to optimise both 

the overall wearable system size, as well as to maximise the battery lifetime, and hence minimise 

the technology maintenance requirements. 

Chapter 4 presented a novel data compression technique specifically created for breath sounds. 

It is shown how this breath sound compression algorithm has three advantages over convention-
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al compression techniques. First, the original breath sound synthesis predictor greatly reduces 

the size of residual information. Second, the method modifies the classical definition of 

compression frame, which contains a fixed number of samples, to a fixed length adaptive sample 

size frame. The proposed compression frame structure overcomes the small data packet problem 

imposed by low power wireless transmission protocols such as Bluetooth Smart (formally known 

as Bluetooth Low Energy), with the amount of samples being adapted using the entropy of the 

incoming breath sound data. This allows the system to automatically adjust the size of the 

compression frame (in terms of sample count) according to the input data, making the residuals 

encoding more efficient. This technique was implemented together with state-of-the-art residuals 

encoding ones, on a TI CC2640 Bluetooth® Smart controller, demonstrating 32.94% to 38.94% 

compression ratio for recordings obtained from the clinical test presented in Chapter 6. To this 

date, Bluetooth Smart could not be used in this system without this data compression technique 

because the original data rate reached the limit of the practical transmission speed. In addition, 

the chapter showed how using this technique is also beneficial from the point of view of power. 

Chapter 5 detailed the design of the novel automatic respiratory event detection and analysis 

algorithm. This algorithm can be divided into two main parts. The first section of the algorithm 

separates the acoustic inputs into the multi-channel signals. The second section focuses on 

feature extraction, two-level verification of breath detection and event classification. The first 

level of the verification tends to be conservative, making sure there are no false detection of 

breath events whilst at the same time providing some breath detection with insufficient 

confidence for further judgements. The second level was designed to be more flexible to suit the 

needs of different respiratory monitoring applications, by trading off sensitivity and specificity 

prior to classifying the respiratory events. A novel method is also proposed to group the 

detected breath events as full respiratory cycles or part of a respiratory cycle. During the 

recognition of the respiratory cycles, respiratory rate was also extracted based on events time 

separations and the assumption of tidal volumes conservation between inspiration and 

expiration. Added to this, another method is proposed to sub-classify the sections without full 

breath detection as hypopnoea, central apnoea, obstructive/mixed apnoea or hyperventilation. 

The final chapter of this thesis, Chapter 6, presented the results of the novel breathing detection 

and classification algorithm validated on a clinical test. This test involved 20 controls and 10 

patients and took place in the Sleep Unit of the UK National Hospital for Neurology and 

162 

 



Neurosurgery. A participants’ survey demonstrated how all subjects felt comfortable wearing the 

respiratory monitoring sensor. The trial also demonstrated the very high accuracy of the 

algorithm in detecting all kind of apnoea events and its massive superiority when compared to 

state-of-the-art commercial software. Finally, a preliminary verification of automatic respiratory 

rate estimation was carried out for 10 control subjects. The results showed that 94% of the 

measurement fell within the statistical Bland-Altman limits of agreement. 

Further work 
There are advantages and disadvantages of the work presented in this thesis with respect to full 

polysomnography. The current implementation is obviously no substitute for a full night study 

in a sleep clinic, since it does not provide all the information that a full polysomnography 

system would. Currently, the main advantage of this technology is that it can be used for home 

assessment or monitoring, and from that point of view it is clearly superior to any other existing 

devices (highly resilient to artefacts, very easy to attach and durable in position, low cost, much 

more comfortable and accurate). Considering the restricted resources for sleep clinic referrals, 

this device could be a very useful tool to determine, at very low cost, for who should be referred 

to a specialist centre for full polysomnography. The disadvantage is that there are other 

parameters that could be used for extra-assessment that the device currently does not measure, 

such as microarousals, full cardiac activity or oxygen saturation which some believe to be 

needed for assessment of hypopnoea. Future research could investigate how to incorporate some 

of these parameters into the existing system or a modified version of it. 

On the hardware implementation side, the prototype used in the current study relied on the 

uncompressed (but downsampled) raw data being wireless transmitted to a dedicated receiver. 

Changing the receiver to a dedicated mobile phone using Bluetooth® Smart protocol requires 

the novel breath sound compression technique to be validated in different scenarios rather than 

just in data obtained in a sleep study room. 

Additionally, all the data analysis (including real time and off-line versions) is implemented on a 

PC with floating point data representation. This may not be optimal in terms of speed and 

power consumption if the algorithm was to be run on a portable device, hence making necessary 

the conversion to a fixed point implementation. Further research on the minimum bit length 
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required by the fixed point implementation in order to maintain the same level of performance 

will hence has to be carried out. 

Finally, the validation is not limited to respiratory event detection. Based on the positive results 

obtained from the small pilot study in Chapter 6, it is expected that a fully powered clinical 

trial, focused on respiratory disease/condition diagnosis will follow in the future. Furthermore, 

research on incorporating adventitious breath sounds automatic identification algorithms [268] 

could be carried out to extend the functionality of the technology to other clinical applications. 

In the context of Sudden Unexpected Death Prevention in Epilepsy (SUDEP), further work is 

anticipated to be able to identify central apnoeas accurately when the signal is corrupted by the 

artefacts caused by seizures. With little finer tuning and comprehensive clinical evaluation this 

novel respiratory monitoring technology could enter commercialisation stage readily. 
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Glossary of Terms 

AASM American Academy of Sleep Medicine 

AC Alternating current 

ADC Analog-to-digital converter 

ADPCM Adaptive differential pulse code modulation 

ALS Audio Lossless Coding 

Apnoea Cessation of respiration for more than 10 seconds 

ANN Artificial neural networks 

Auto-Ack Automatic acknowledgment 

BC Breath candidate 

BER Bit error rate 

BL Breath-like 

BLE Bluetooth Low Energy, formal name of Bluetooth Smart 

bpm Breaths per minute, where 1 breaths include both inhalation and 
exhalation 

Breath candidate 
segment 

Suspected breath event detected from the first stage of breath verification 
process which is also referred as breath discriminator. 

Breath Rate / 
Respiratory Rate 
(RR) 

The number of inhalation-exhalation cycles taken within a set amount of 
time 

Breath segment / 
Breath event / 
Respiratory 
phase 

Herein it refers to either inspiration or expiration phase of a full 
respiratory cycle 
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Breath-like 
Segment 

Suspected breath event detected from the early stage of breath detection 
system which is also referred as segmentation algorithm. 

CH Channel 

COPD Chronic obstructive pulmonary disease 

dB SPL Logarithmic measure of a sound pressure relative to the minimum sound 
pressure threshold of human hearing 

DC Direct current 

Dead space Dead space is the volume required to ensure fresh air not just staying in 
the respiratory airway, but sufficient oxygen dispersing into the lung. 

ECG / EKG Electrocardiography 

EDR Electrocardiogram derived respiration 

EEG Electroencephalography 

EIP Electrical impedance pneumography 

EWS Early warning scoring 

FEC Forward error correction 

FEV Forced expiratory volume 

FIR Finite impulse response 

FLASS Fixed length adaptive sample size 

FVC Forced vital capacity 

GAs Genetic algorithms 

GMM Gaussian Mixture Model 

ICU Intensive Care Unit 

IIR Infinite impulse response 

k-NN k-Nearest Neighbour algorithm 

MEMS Microelectromechanical systems 

MPEG Moving Picture Experts Group 
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PCB Printed circuit board 

PER Packet error rate 

PLL Phase lock loop 

Polysomnography A multi-parametric sleep study/diagnostic approach which invokes 
comprehensive physiological signal recording. 

PPG Photoplethysmogram, which is a plethysmogram (in term of blood 
volume changes) detected by an optical approach. This is normally 
performed by a pulse oximeter. 

PSRR Power supply rejection ratio 

QOL Quality of link 

Respiratory 
pause 

Cessation of breathing for less than 10 seconds 

RF Radio frequency 

RIP Respiratory inductance plethysmography 

RSA Respiratory sinus arrhythmia, which is heart rate variability in synchrony 
with respiration 

RTP Respiratory transthoracic plethysmography 

SaO2 saturation of arterial oxygen 

SAR Successive approximation register 

SIDS Sudden infant death syndrome 

SNR Signal to noise ratio 

SPI Serial peripheral interface 

SpO2 Saturation of peripheral oxygen 

SUDEP Sudden unexpected death in epilepsy 

SVM Support Vector Machine 

WADD It is short for Wearable Apnoea Detection Device, which is the code 
name of the wireless respiratory monitoring sensor prototype used in the 
sleep apnoea clinical trial. 
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95% Confidence 
interval (CI) 

Normally it refers to 95% confidence level which means a 0.95 probability 
of containing the population mean 
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