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Abstract

This thesis presents a joint-velocity-scalar probability density function (VSPDF) model
aimed at improving dual-mode ramjet engine simulations. This model stands out as a
unified closure for sub-grid turbulence interactions in large eddy simulations (LES), re-
quiring minimal coefficients and making no assumptions about specific flame structure or
combustion regime. The VSPDF is transported using a conservative and thermodynami-
cally consistent stochastic fields (SF) formulation, ensuring stability in shocked turbulent
flows. The Eulerian nature of SF allows direct implementation of a high-order numerical
scheme and adaptive mesh refinement (AMR). Various cases showcase the model’s unique
capabilities, such as the ability to distinguish between laminar shear and turbulence, and
to capture extreme events such as autoignition.

Two improvements to the model are proposed. The first uses a tensor-based neural
network to replace existing sub-grid mixing model. By respecting physical symmetries and
dimensional consistency, this approach outperforms both the original simplified Langevin
model and a conventional neural network.

The second improvement targets the computational cost for resolving boundary layers
by integrating an ODE-based wall model with the SF, producing accurate wall fluxes with
10 to 50 times coarser grids. A coupling procedure is proposed to maintain stability and
ensure correct sub-grid fluctuation profiles. Simulations of a supersonic channel agree well
with direct numerical simulations, showing significant improvement over LES without a
wall model.

Finally, the wall-modelled SF is applied to simulate a dual-mode ramjet engine. The
method shows good agreement with experimental results in terms of shock train length,
pressure profile, and flame position, in two fundamentally different conditions. This demon-
strates the model’s wide applicability, allowing for confident use in the design and optimi-
sation of ramjet and scramjet engines.

This study represents the first application of VSPDF in simulating ramjet engines, as
well as the first solver to integrate SF, AMR, and wall modelling.
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υ′α,i, υ
′′
α,i Stoichiometric coefficient

κ von Kármán constant

φ,φi Variable in PDF sample space corresponding to ϕi

qw Wall heat flux

Roman letters

A Area

A Drift term in SDE

B Diffusion term in SDE

bij Normalised SGS stress anisotropy tensor (= τ sgsij /τ
sgs
kk − δij/3)

c Speed of sound

C0, Cϵ, Cu, Ce, CY PDF sub-grid model coefficients

Cα Molar concentration

Cf Skin friction coefficient (= τw/(ρ∞u∞/2)

CI Yoshizawa model coefficient

Cs Smagorinsky model coefficient

cv, cp Specific heat capacity at constant volume and pressure

Dα Mixture-averaged diffusivity

DH Hydrodynamic diameter

Dαβ Differential diffusivity matrix

E Mass-specific total energy

e Mass-specific internal energy
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Eact Activation energy in chemical reaction

f PDF

f∗ Fine-grained PDF

fn,Q Arbitrary functions

G LES spatial filter function

Gij Langevin model tensor

hα Species internal enthalpy

Jα,i Species diffusion flux (= −ρYαVα,i)

k Turbulent kinetic energy (= Rkk/2)

kf , kr, ke Forward and reverse rates, and equilibrium constant

ksgs Sub-grid kinetic energy (= τ sgs
kk /2)

Nf Number of stochastic particles/fields

Nr Number of reactions

Ns Number of species

Nv Number of variables in PDF sample space

p Static pressure

qi Heat diffusion flux

R Refinement ratio in AMR

Ru Universal gas constant in mole unit (= 8.31446 J/K·mol)

Rij Reynolds stress tensor (= {u,,i u
,,
j })

Sα Chemical reaction source term

Sij Strain rate tensor (= (∂ui/∂xj + ∂uj/∂xi)/2)

T Temperature

t, t′ Time

Tf Reference temperature for species formation energy/enthalpy (usually 298.15 K)

u, v, w, ui Velocities

uτ Friction velocity (=
√︁
τw/ρw)
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V Volume

Vα Species diffusion velocity

W Mixture molecular weight

W,Wi Wiener process

Wα Species molecular weight

x, y, z, xi Positions

Xα Species mole fraction

y+ Non-dimensional wall distance (= yuτ/νw)

Yα Species mass fraction

Fi Flux vector in the Navier-Stokes equations

RHS Right-hand side of the non-reacting Navier-Stokes equations (= −∂Fj/∂xj)

S Source term vector in the Navier-Stokes equations

U Conservative variable vector in the Navier-Stokes equations

FI Flame index

Da Damköhler number (= τturb/τchem)

Ka Karlovitz number (= δ2F /η
2 = 1/Da)

Kn Knudsen number (=
√︁
γπ/2 M/Re)

Leα Lewis number (= Scα/Pr)

Pr Prandtl number (= cpµ/κ)

Re Reynolds number

Scα Schmidt number (= ν/Dα)

Operators

ϕ̆ Quantity evaluated using the filtered flow states (= ϕ(U))

⟨ϕ⟩ Ensemble average

dϕ An infinitesimal change in ϕ

ϕ LES spatial filtering

ϕ | φ ϕ conditioned on φ
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˜︁ϕ, ⏟ ⏞
ϕ . . . Density-weighted (Favre) filtering (= ρϕ/ρ)

{ϕ} Density-weighted (Favre) average (= ⟨ρϕ⟩/⟨ρ⟩)

Superscripts

+ In dimensionless wall unit

, Fluctuation about ensemble averaged value

′ Fluctuation about filtered value

⊤ Matrix transpose

(n) Quantity of the stochastic particle/field

,, Fluctuation about Favre averaged value

′′ Fluctuation about Favre-filtered value

t Quantity at time t

Subscripts

0 Stagnation quantities

α, β Quantity of the chemical species (no summation implied)

∞ Freestream condition

sgs Sub-grid scale quantity

i, j , k Components of a Cartesian vector or tensor (Einstein summation implied)

t Turbulent (time) quantity

w Quantity at a wall

Acronyms

AMR Adaptive mesh refinement

CD Central difference

CFD Computational fluid dynamics

CFL Courant-Friedrichs-Lewy (condition/number)

CMC Conditional moment closure

DNN Deep neural network

DNS Direct numerical simulation
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DRP Dispersion-relation-preserving (scheme)

EB Embedded boundary

EBU Eddy break up (model)

EDC Eddy dissipation concept

EDM Eddy dissipation model

ENO Essentially non-oscillatory (scheme)

FD Finite difference

FPV Flamelet-progress variable

FV Finite volume

GLM Generalised Langevin model

HPC High-performance computing

IEM Interaction-by-exchange-with-the-mean (model)

ILES Implicit LES

LDKM Localised dynamic kinetic-energy model

LEM Linear eddy model

LES Large eddy simulation

MDF Mass density function

MMS Method of manufactured solutions

PaSR Partially-stirred reactor

PDF Probability density function

RANS Reynolds-averaged Navier-Stokes

RBCC Rocket-based combined cycle

RK Runge-Kutta (time integration scheme)

SBLI Shock-boundary layer interaction

SF Stochastic fields

SGS Sub-grid scale

SLM Simplified Langevin model
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SPDF (Joint-) scalar PDF

TBCC Turbine-based combined cycle

TBNN Tensor-based neural network

TCI Turbulence-chemistry interaction

TENO Targeted essentially non-oscillatory (scheme)

TGV Taylor-Green vortex

TVD Total variation diminishing

VSPDF Joint-velocity-scalar PDF

WALE Wall-adapting local eddy-viscosity (model)

WENO Weighted essentially non-oscillatory (scheme)

WM- Wall-modelled (e.g. WMLES, WMSF)
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Chapter 1

Introduction

1.1 Ramjets and supersonic combustion ramjets (scramjets)

Ramjet engines, first proposed by French inventor René Lorin in 1913, serve as an efficient
propulsion system for high-supersonic and hypersonic1 flights. By removing the compres-
sor and turbine and instead using shock waves to achieve sufficient compression, ramjet
engines can operate at significantly higher speeds, where conventional turbojet and tur-
bofan engines become inefficient due to mechanical losses and turbine temperature limits
(Segal 2009). They combine the efficiency of air-breathing engines with the capability to
operate at high Mach numbers like rockets, as illustrated in Figure 1.1.

Figure 1.1: Specific impulse versus operating Mach number of different propulsion systems
(Fry 2004). Efficiency is quantified by specific impulse (Isp), defined as the unit thrust
generated per unit mass flow rate of propellant.

1Hypersonic flows are characterised by the high stagnation temperature, where molecular processes
of vibration, rotation, translation, and dissociation become important behind shock waves. A generally
accepted threshold for hypersonic speed is Mach number greater than five, or stagnation enthalpy reaching
the order of MJ/kg (Leyva 2017).
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This technology opens up a range of exciting applications, such as accelerating air travel
and enabling the rapid transportation of time-critical goods and personnel, creating new
opportunities for business, government, and humanitarian operations. For military appli-
cations, ramjet technology unlocks the possibility of long-range hypersonic cruise missiles.
Their high speed and ability to fly below the radar horizon make them difficult to detect
and intercept, while being powered throughout the flight enhances flexibility and allows
guided precision strikes (Urzay 2018). Moreover, ramjets could replace the mid-stages of
traditional rockets. Since the oxidiser constitutes 30–60% of a rocket’s weight at launch,
switching to an air-breathing system can significantly increase payload capacity and reduce
the cost per launch weight, paving a more economical way of accessing space (Falempin
2007; Smart and Tetlow 2009), and potentially leading to the emergence of a new space
tourism industry (Leyva 2017).

Figure 1.2: Schematics of a ramjet/scramjet engine. It is a ramjet engine if the flow in the
combustor is subsonic, and a scramjet engine if the flow in the combustor is supersonic. ER
stands for equivalence ratio, which is the ratio of the mass of fuel injected to that required
to consume all the oxidiser. (Modified from U.S. Government Accountability Office 2019;
Baccarella et al. 2021)

The ramjet engines operate with the same Brayton cycle as turbojet engines. The flow
path within the engine, as shown in Figure 1.2, follows:

1. Compression: To reduce the weight and length of the vehicle, compression usually
starts externally, via shock waves generated by the airframe. The design of the
forebody is a trade-off between pressure losses from strong shocks, friction losses from
a long body, thermal loading, and off-design performance. Therefore, the airframe
design is highly coupled with the engine design in hypersonic vehicles.

2. Isolator: It is a long passage connecting the inlet and the combustor. The com-
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bustion pressure rise can lead to the formation of a shock wave that may exit the
inlet, leading to a catastrophic loss of mass flow and thrust—a phenomenon known
as “unstart” (Im et al. 2016). The isolator helps retain the shock within it, creating
a shock train that gradually increases the pressure to match that in the combustor.

3. Fuel injection: Given the short residence time in the engine, effective mixing is
crucial. This is typically done using fuel jets. The main goal is to generate large-scale
streamwise vortices that enhance mixing through both entrainment of air and small-
scale turbulence (Ben-Yakar 2000). The jets can be oriented normal or inclined to
the flow. Normal jets offer better penetration but also induce greater losses. Multiple
jets can be used, arranged in the spanwise or streamwise direction. Although circular
orifices are most commonly used, research suggests that other shapes may be more
effective in enhancing mass and heat transfer (Tyliszczak et al. 2022).

4. Combustor: In addition to effective mixing, flame stabilisation is also important.
Typical stabilisation devices include struts, steps, cavities, vortex generators, and
jets. They can be used in combination to create low-speed zones that increase res-
idence time and trap hot air and reactive radicals. In ramjets, the flow is slowed
down to subsonic speeds before entering the combustor. However, if the flight Mach
number is too high, bringing the flow to subsonic may generate a large pressure loss.
It will also heat up the flow substantially, limiting the amount of fuel that can burn
before reaching the temperature limits of the material or even the adiabatic flame
temperature. Dissociation and recombination of air molecules could also increase
losses. Therefore, scramjets, in which the flow remains supersonic through the com-
bustor, become relevant when the flight Mach number exceeds approximately seven
(Weber and Mackay 1958). A dual-mode ramjet which can operate in both conditions
is favourable, as it extends the operating envelope.

5. Nozzle: Located downstream of the combustor, the nozzle is responsible for accel-
erating the flow to the required pressure and speed. Its diverging geometry helps
prevent thermal choking due to heat release, as some portion of combustion takes
place here since the residence time in the combustor is often too short (Segal 2009).

The flight envelope of ramjet/scramjet engines is illustrated in Figure 1.3. The low-
speed limit is determined by an insufficient compression ratio, with which the engine cannot
produce thrust. Therefore, another type of engine, usually turbojet or rocket, is needed
to bring the aircraft from takeoff to operating speed. The high-speed limit is bounded
by dynamic pressure at lower altitudes, where air density is higher, and by thermal loads
at higher altitudes. As an air-breathing engine, the maximum operational altitude of
ramjets is limited by oxygen starvation, although this altitude is significantly higher than
that of turbojet engines due to the greater flight speed. Rocket or oxygen augmentation
is required for orbital launch missions. The use of different types of engines in different
flight segments is known as a combined cycle, including the turbine-based combined cycle
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Figure 1.3: Air-breathing hypersonic vehicle flight trajectory and operational limits (An-
dreadis 2004). Unit conversions: 1 ft ≈ 0.305 m, 1 R ≈ 0.56 K, 1 lbf/ft2 ≈ 47.88 Pa.

(TBCC) when combined with a turbojet or turbofan, and the rocket-based combined cycle
(RBCC) when integrated with rockets. Due to the operational envelope of ramjet/scramjet
engines, vehicle trajectory optimisation and mission planning are critical to successful
operations. See, e.g., Forbes-Spyratos 2020 for more information regarding trajectory
optimisation in hypersonic vehicles.

1.2 Previous works

1.2.1 Experimental campaigns

The development of ramjet engines began in the mid-twentieth century in countries such
as France, the USSR, the UK, the USA, and later in Germany and Japan. Curran 2001
and Segal 2009 provide an overview of the development timeline until the early 2000s.

Earlier prototypes of ramjets were predominantly axisymmetrical, with initial devel-
opment focusing on fuel mixing and flame holding. In the 1990s, the research interests
gradually shifted toward cavity-based flame holding and rectangular designs for easier in-
tegration into airframes. While fuel mixing and flame-holding remain major concerns,
modern research also emphasises on combustor-isolator coupling and dual-mode capabil-
ities. Plasma-assisted ignition and combustion (Starikovskiy and Aleksandrov 2011) and
aero-thermo-structural interaction (Horing et al. 2024) are also active research directions.

Most recent test programmes include initiatives from the German Aerospace Centre
(DLR) (Waidmann et al. 1996), HyShot I–IV conducted by the University of Queensland
and the British defence company QinetiQ (Gardner et al. 2004; Smart, Hass, et al. 2006),
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and the HIFiRE 0–8 supported by the US and Australian governments2 (Jackson et al.
2013). Other contributors include the US Air Force Research Laboratory (AFRL) (Gru-
ber et al. 2011), the University of Virginia (UVa) configurations A and C (Cutler et al.
2012, 2013), the University of Michigan (Micka 2010; Fotia and Driscoll 2013), a joint
effort between the French Aerospace Laboratory (ONERA) and the Japanese Aerospace
Exploration Agency (JAXA) (Collin et al. 1997; Sunami et al. 2002), and the National
University of Defence Technology (NUDT) in the People’s Republic of China (Sun et al.
2009; Zhong et al. 2016). All of these studies use hydrogen as fuel, except the AFRL which
uses ethylene. A selection of the experimental configurations illustrated in Figure 1.4.

Figure 1.4: Previous scramjet experimental configurations (not to scale) (Urzay 2018).

2These tests are not in numerical order but instead focus on testing different components and designs.
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1.2.2 Computational simulations

While flight tests and ground-based experiments have sparked many interesting ideas and
validated numerous new concepts, they are expensive to operate and have lengthy time-
frames. Additionally, the measurements taken during flight tests are often limited to basic
parameters, such as pressure and temperature, and the inflow conditions are usually not
accurately known. In ground testing facilities, emulating high-enthalpy conditions often
requires pre-combustion, which may alter the inflow composition. Furthermore, the size of
the models used in these tests is also limited. If high-enthalpy shock or expansion tunnels
are used, the test duration is limited to milliseconds, making it challenging to observe
relatively long-timescale phenomena such as recirculation flows in wakes or cavities and
isolator unstart (Veeraragavan 2025).

With the rapid advancement of computing hardware over the past few decades, compu-
tational fluid dynamics (CFD) has become an increasingly important tool for engineering
design. There is no reason this should not be the case for hypersonic research. In fact, the
extreme flow conditions make an even stronger case for its use.

The three main approaches in CFD are Reynolds-averaged Navier-Stokes (RANS),
large eddy simulation (LES), and direct numerical simulation (DNS). RANS solves the
ensemble-averaged flow field (or time-averaged in statistically stationary flows), while any
fluctuations are modelled. It is the most computationally inexpensive among the three
approaches because the averaged flow field is relatively smooth and can be resolved using
coarse grids. LES, as its name suggests, resolves large fluid motions and models smaller
sub-grid scales. It requires more refined computational grids than RANS and needs to
compute the time evolution of the flow. DNS takes this a step further by resolving all flow
scales without the need for any modelling. However, it is computationally expensive and
is still limited to laboratory-scale flows with low Reynolds numbers, even with the latest
high-performance computing (HPC) facility.

While RANS is widely used in engineering thanks to its fast simulation time, there is a
growing trend advocating a shift toward LES, such as in NASA’s CFD Vision 2030 (Slotnick
et al. 2014) and CbA 2040 (Mauery et al. 2021) initiatives. The scale-resolving capability
of LES has proven to be more beneficial than RANS in capturing complex phenomena
such as flow transition, separation, dynamic response, turbulent mixing, and local ignition
and extinction in flames. All of these phenomena are relevant to ramjet/scramjet flows,
therefore, this work will focus on LES. More details regarding the LES methodology will
be discussed in section 2.2.

Table 1.1 presents various LES codes that have been validated against experimental
data in ramjet/scramjet configurations, serving as a reference point for this study. See
Gonzalez-Juez et al. 2017 for additional examples of LES and RANS studies related to
high-speed combustion.
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A few observations can be drawn from Table 1.1:

1. Low-dissipation shock-capturing scheme is essential
All the LES listed in the table employ shock-capturing schemes to discretise the
inviscid fluxes, necessary for maintaining numerical stability in the presence of dis-
continuities. However, the numerical dissipation introduced by such schemes risks
damping small-scale turbulent structures and can even mask out the LES SGS model
(Larsson 2010). Two common remedies are used to address this issue: 1) use of high-
order schemes, such as fifth- and seventh-order Weighted Essentially Non-Oscillatory
(WENO) methods; and 2) hybrid schemes which use a sensor (e.g. Ducros et al.
1999) to selectively activate shock-capturing near discontinuities while applying a
low-dissipation scheme elsewhere.

2. Adaptive mesh refinement (AMR) is favourable but rarely used
Due to the relatively simple geometry of ramjet combustors, structured grids are
commonly used, with grid sizes ranging from O(0.01) to O(0.1) mm. However, few
studies have explored the use of AMR until very recently (Jain et al. 2025; Sharma
et al. 2025). AMR is particularly suited for ramjet simulations since the position of
the flame and the shock train is difficult to know a priori. By dynamically refining
the mesh in regions of interest, AMR enables more efficient use of computational
resources without compromising accuracy.

3. Realistic chemical and transport properties are important
All reviewed LES studies use detailed chemical kinetics mechanisms for combustion,
suggesting that finite-rate effects may be important given the short flow residence
times. Realistic transport properties, including differential diffusion, may also be
important, especially for hydrogen-fuelled systems (Han et al. 2016; Zhu et al. 2024).

4. Various turbulence and TCI models are employed, but a unified and gen-
eral model is lacking
Various sub-grid scale (SGS) models are used in the LES, ranging from classical
Smagorinsky and wall-adaptive large eddy (WALE) models to more advanced dy-
namic and one-equation models, such as the k-equation and the localised dynamic
kinetic-energy model (LDKM). A similar variety exists for turbulence-chemistry in-
teraction (TCI) models. These include flamelet progress variable (FPV) and pre-
sumed probability density function (PDF) models commonly used for low-speed flows,
as well as more sophisticated models like the transport scalar PDF (SPDF) and the
linear eddy model (LEM). These SGS and TCI models will be introduced in greater
detail in section 2.2. Moreover, in all current LES, the SGS model for velocity and
the TCI model are treated separately, hence transport and reaction are decoupled.
Also, most TCI models, apart from the SPDF model, rely on assumptions about
the flame mode (premixed or non-premixed) and combustion regime (e.g., flamelet,
distributed reaction), which are, again, difficult to know a priori.
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5. Wall-modelling offers potential for order-of-magnitude cost savings
Accurate prediction of the boundary layer behaviour is critical in internal flows, such
as the isolator, particularly if shear stress and heat transfer are major concerns or
when the flow field is driven by shock-boundary layer interaction (SBLI). While a
wall-resolving grid can be used, having very fine grids near walls is often prohibitively
expensive. Some LES approaches utilise wall modelling techniques to reduce the
resolution requirements, such as hybrid RANS/LES methods where RANS is applied
near walls, and wall flux models that use the outer LES solution in combination with
some algebraic relationships or ODEs to model the wall fluxes (see chapter 5).

1.3 Thesis objectives

This thesis aims to contribute towards a high-fidelity LES approach that can aid in the
research and development of dual-mode ramjet engine combustors and ultimately for whole-
vehicle simulation. Such an LES approach must meet several criteria:

1. It should have an accurate LES SGS model;

2. It must be capable of modelling TCI across different flame modes and combustion
regimes;

3. It needs to be robust in complex flow fields that include shock waves, vortices, and
boundary layers, while maintaining high accuracy and low numerical dissipation to
effectively capture multi-scale turbulent phenomena;

4. It should be efficient and scalable, allowing it to leverage modern computing hard-
ware, making simulations feasible and affordable for practical-scale problems.

To achieve these goals, and based on the observations and discussions from the previous
section, this thesis develops a joint-velocity-scalar PDF model, solved by the Eulerian
stochastic fields approach that includes high-order numerics, AMR, and wall-modelling
capabilities. The solver will use detailed chemical mechanisms and realistic transport
properties, including differential diffusion.

1.4 Thesis outline

The remainder of this thesis is organised as follows:

Chapter 2 provides the preliminaries for simulating compressible reacting flows. It
covers the governing equations used in DNS and LES, as well as the high-order finite
difference method used to discretise these equations and the AMR technique. The imple-
mentation is verified and validated through a series of test cases.
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Chapter 3 introduces the joint-velocity-scalar probability density function (VSPDF)
as a unified framework for closing all turbulent interactions. It also presents the Eulerian
stochastic fields (SF) approach for solving the PDF transport equation, with attention
paid to ensuring thermodynamic consistency for each field, which is crucial for numerical
stability. The performance of the SF-AMR methodology is validated with a number of non-
reacting and reacting cases, marking it as the first such study reported in the literature.

Chapters 4 and 5 focus on two approaches for improving the PDF method: enhancing
the accuracy of the SGS model and reducing the computational cost, respectively.

Chapter 4 presents a tensor-based neural network approach that significantly improves
the SGS model in the PDF framework. The network’s architecture is designed to automat-
ically enforce Galilean invariance, rotational equivariance, and dimensional consistency.

Chapter 5 introduces a wall modelled stochastic fields (WMSF) approach that couples
the stochastic fields with a state-of-the-art wall model, allowing for accurate prediction of
wall fluxes at reasonable cost, without needing to resolve near-wall flows.

Chapter 6 applies the WMSF strategy developed to the Michigan dual-mode ramjet
experiment. Two cases are analysed, demonstrating that the WMSF approach can accu-
rately predict the flame structure and isolator shock train in two fundamentally different
stabilisation mechanisms.

Chapter 7 concludes the work and provides suggestions for future research directions.
Supplementary materials are included in the appendices.
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Chapter 2

Theoretical background

This chapter introduces the preliminary theoretical background in compressible reacting
flow modelling, large eddy simulation, and high-order finite difference numerical meth-
ods. The resulting solver is verified and validated to be accurate and suitable for further
investigation and model development.

2.1 Governing equations

2.1.1 Assumptions

The scope of this thesis is restricted to compressible multi-species reacting and non-reacting
gases where the following assumptions hold:

1. Continuum hypothesis — the molecular mean free path is much smaller than the
flow length scale, i.e., Knudsen number ≲ 0.03 (Anderson Jr. 2019).

2. Newtonian fluid — the shear stress is proportional to local strain rate.

3. Local thermodynamic equilibrium — a single internal energy1 is sufficient to char-
acterise the local thermodynamic system. This assumption holds for altitudes below
40 km and velocities below 4 km/s, or approximately Mach 12 (Bottin et al. 2006).
These conditions are true for most ramjet and scramjet applications.

4. Mixture of ideal gases — the pressure, density, and temperature are related by the
ideal gas equation of state, and the specific heat capacities are functions of tempera-
ture and composition only. Note that the solver introduced later in this chapter can
handle non-ideal equation of states as well, but this capability is outside the scope
of this thesis.

1The internal energy of a gas is stored in translational, rotational, vibrational, and electronic modes.
At elevated temperatures, these modes may be excited independently and have different characteristic
temperatures. Typically, translational and rotational modes relax to equilibrium very fast and are assumed
to be in equilibrium. Vibrational relaxation is slower, which depends on temperature and pressure (Millikan
and White 1963). The electronic mode has the longest relaxation time, but at moderate Mach numbers,
electronic excitation is minimal (Candler 2019).
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2.1.2 Navier-Stokes equations

The Navier-Stokes equations express the conservation of mass, momentum, and energy
(Ern and Giovangigli 1994; Chen, Choudhary, et al. 2009; Poinsot and Veynante 2012).
They can be written in conservative form as

∂U

∂t
+
∂Fj(U)

∂xj⏞ ⏟⏟ ⏞
−RHS(U)

= S(U, t) , (2.1)

where U(x, t) ∈ RNs+4 is the conservative variable vector, Fj is the flux vector in j

direction, and S is the source term vector. The divergence of F is also referred to as the
right-hand side (RHS) when written in a more compact form.

U =

⎡⎢⎣ρYαρui

ρE

⎤⎥⎦ , Fj =

⎡⎢⎣ ρYαuj

ρuiuj + pδij

(ρE + p)uj

⎤⎥⎦
⏞ ⏟⏟ ⏞

hyperbolic

+

⎡⎢⎣ −Jα,j
−τij

qj − τijui

⎤⎥⎦
⏞ ⏟⏟ ⏞

diffusive

, S =

⎡⎢⎣ρSα0
0

⎤⎥⎦ .

The symbol ρ is density, Yα is the mass fraction of species α, ui is the velocity in direction
i, and E is the mass-specific total energy. Throughout this document, unless otherwise
specified, Roman indices denote spatial directions and imply summation when repeated,
while Greek indices denote species and do not imply summation.

Thermochemical relationships

The mass-specific total energy of a mixture of Ns gases is the sum of the kinetic, sensible,
and chemical energies

E =
uiui
2

+

Ns∑︂
α=1

Yα

(︄∫︂ T

Tf

cv,α dT +∆ef,α

)︄
⏞ ⏟⏟ ⏞

e

, (2.2)

where cv,α is the specific heat capacity at constant volume, and ∆ef,α is the energy of
formation of a unit mass of species α at the reference temperature Tf . The sum of the
sensible and chemical energies is known as the internal energy (e), which can also be written
in terms of enthalpy,

e =

Ns∑︂
α=1

Yαhα − p

ρ
=

Ns∑︂
α=1

Yα

(︄∫︂ T

Tf

cp,α dT +∆hf,α

)︄
− p

ρ
, (2.3)

where hα is the species enthalpy, cp,α is the specific heat capacity at constant pressure,
and ∆hf,α = ∆ef,α +RuTf/Wα is the enthalpy of formation.
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The static pressure follows the ideal gas law

p =
ρRuT

W
, (2.4)

where Ru is the universal gas constant andW is the mixture molecular weight. The species’
mass fraction (Yα), mole fraction (Xα), and molecular weight (Wα) are related by

Yα
Xα

=
Wα

W
, (2.5)

noting that
∑︁

α Yα =
∑︁

αXα = 1, and 1/W =
∑︁

α Yα/Wα.

Diffusive fluxes

The viscous stress tensor is

τij = 2µSij +

(︃
µb −

2

3
µ

)︃
Skkδij , (2.6)

where µ is the dynamic viscosity and µb is the bulk viscosity2. The strain rate tensor is

Sij =
1

2

(︃
∂ui
∂xj

+
∂uj
∂xi

)︃
. (2.7)

Neglecting the Dufour and Soret effects (thermal diffusion), the heat flux vector is

qi = −κ ∂T
∂xi

+ ρ

Ns∑︂
α=1

hαVα,iYα , (2.8)

where κ is the thermal conductivity, and the species mass diffusion velocity is (Coffee and
Heimerl 1981; Ern and Giovangigli 1994)

Vα,i = −Dα

Xα

(︃
∂Xα

∂xi
+ (Xα − Yα)

∂ ln p

∂xi

)︃
, (2.9)

where Dα is the mixture-averaged diffusivity3 (Curtiss and Hirschfelder 1949)

Dα =
1− Yα∑︁

β ̸=αXβ/Dαβ
. (2.10)

2The Stokes’ hypothesis states that τij is traceless, implying that µb = 0. It is true for monoatomic
gases, but not for polyatomic gases. For generality, this work retains µb as a function of temperature and
composition, modelled using the NASA polynomial form.

3In multi-component diffusion, each species α diffuses into every other species β with a binary diffu-
sivity Dαβ for β = 1, ..., Ns. Determining Vα requires solving an Ns × Ns linear system, which can be
computationally expensive for large mixtures. Alternatively, the species α can be approximated to diffuse
into a mixture of all other species, characterised by a mixture-averaged diffusivity Dα. This approximation
is exact if all Dαβ are the same. Furthermore, if Wα are the same across all species, Vα simplifies to Fick’s
law, Vα = −D∇Yα/Yα.
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For conservation of mass, a correction velocity Vc = −
∑︁

αVαYα is added to Vα. The
species diffusion flux is

Jα,j = −ρYα(Vα,j + Vc,j) . (2.11)

Realistic transport properties (µ, µb, κ, Dαβ) are modelled as functions of temperature
and composition, using the NASA polynomials (Mcbride et al. 1993; Ern and Giovangigli
1995).

Chemical reaction

A chemical mechanism can be written as a set of Nr reversible reactions,

Ns∑︂
α=1

ν
′
α,m χα ⇌

Ns∑︂
α=1

ν
′′
α,m χα for m = 1, ..., Nr , (2.12)

with ν ′
α,m, ν

′′
α,m being the molar stoichiometric coefficients for species α in reaction m, and

χα the chemical symbol of species α. The chemical source term is expressed by

ρSα =Wα

Nr∑︂
m=1

(ν
′′
α,m − ν

′
α,m)

⎡⎣kfm Ns∏︂
β=1

C
ν
′
β,m

β − krm

Ns∏︂
β=1

C
ν
′′
β,m

β

⎤⎦ , (2.13)

where Cα = ρYα/Wα is the molar concentration, and kfm and krm are the forward and
reverse rates of reaction m, respectively. For mass conservation,

∑︁
α(ν

′′
α,m − ν

′
α,m)Wα = 0

and
∑︁

α Sα = 0. The forward rate constants are modelled by the Arrhenius law

kfm = AmT
bm exp

(︃
−Eactm

RuT

)︃
, (2.14)

where Am and bm are model constants and Eactm is the activation energy. They are defined
in the chemical mechanisms. The reverse rate constants are linked to the forward rate
constants through the equilibrium constants kem,

krm = kfm/k
e
m . (2.15)

This work focuses on hydrogen combustion and uses detailed mechanisms exclusively.

2.2 Large eddy simulation

A distinctive feature of turbulent flows is the presence of motions across a wide range of
spatial and temporal scales. Direct numerical simulation (DNS), which solves the Navier-
Stokes equations directly, requires a computational mesh and time step size sufficiently
fine to resolve all these scales. According to the theory of Kolmogorov 1962, the ratio
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between the largest and smallest turbulent eddies grows with the Reynolds number (Re),
see Table 2.1. In three spatial dimensions and one temporal dimension, the computational
cost of DNS scales with Re11/4.4

In addition, DNS of reacting flows also need to resolve the inner flame structure.
Poinsot and Veynante 2012 estimated that the flame thickness δF decreases with increas-
ing Reynolds number and Damköhler number (Da), as L/δF ∝ (Re Da)1/2, where Da =
τturb/τchem is the ratio between the turbulent and chemical timescales. In practice, tens
of grid points are placed across the flame front, which is ≈ 0.1 mm for a hydrogen-air
flame at atmospheric conditions. The high computational cost makes DNS infeasible for
engineering applications with high Reynolds numbers.

Table 2.1: Length and time scales in turbulent flows, where ν = µ/ρ is kinematic viscosity,
and ϵ is the turbulent kinetic energy dissipation rate. The domain size L is assumed to have
the same order of magnitude as the integral length ℓ, hence can be used interchangeably.

Largest Smallest Ratio

Length scale L η = (ν3/ϵ)1/4 L/η ∝ Re3/4

Timescale τ = L/U τη =
√︁
ν/ϵ τ/τη ∝ Re1/2

Large eddy simulation (LES) introduces a low-pass spatial filter G which removes scales
smaller than a certain filter width ∆ (Smagorinsky 1963). The filtered field, defined as

ϕ(x, t) =

∫︂ ∞

−∞
ϕ(x+ r, t)G(r; ∆) d3r , (2.16)

is resolved on the LES grid, while the sub-grid scale (SGS), ϕ′ = ϕ− ϕ, is modelled. The
filter function must satisfy

∫︁∞
−∞G(r; ∆) d3r = 1 and is positive everywhere5. It can be

chosen explicitly or, as in this work, implicitly linked to the computational grid (known as
the box filter or top-hat filter)

G(r; ∆) =

⎧⎨⎩1/∆ if |ri| < ∆i/2 ,

0 otherwise.
(2.17)

The symbol ∆i denotes the grid size in direction i and ∆ is taken as (∆1∆2∆3)
1/3. In the

limit of ∆ → η, LES should return to DNS.

The filtering operation is linear, and hence, commutative with spatial derivatives if ∆ is
constant in space. However, this condition does not hold generally in CFD. For instance,
in adaptive mesh refinement, ∆ can change abruptly at the coarse-fine level interface.

4This estimate assumes that the time step size is limited by resolving τη rather than being bounded by
the CFL condition. If the time step size is instead limited by the CFL condition, the cost of DNS scales
with a higher Re3.

5The spectral cut-off filter, which is the box filter in wavenumber space, can be negative in physical
space. However, since the positivity condition is important for defining a probability density function later,
this work excludes all non-positive filters.
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Arguably, the solution is usually smooth at the level boundaries, so given a sensible choice
of refinement criteria, the commutation error may be small. The role of ∆ in the probability
density function methods is slightly different and will be discussed in subsection 3.1.2.

The cost of LES is proportional to (L/∆)4, as the mesh only needs to capture scales
as small as ∆.6 Pope 2000, 2004 suggest that an adequate LES should resolve at least
80% of the total kinetic energy. At large Re, the smallest scales carry a progressively
smaller portion of the total energy as the energy spectrum decays rapidly. As a result,
the ∆ required to meet this criterion becomes almost independent of Re,7 making LES a
cost-effective method for studying high-Re flows.

For variable-density flows, it is convenient to use the density-weighted Favre filtering
as it reduces the number of unclosed terms (Favre 1965)

ρϕ̃ = ρϕ , ϕ′′ = ϕ− ϕ̃ , ϕ̃ = ϕ̄+
ρ′ϕ′

ρ̄
. (2.18)

Applying the filter to (2.1) yields the LES equations. Following Vreman et al. 1995,

∂U

∂t
+
∂F̆j(U)

∂xj
= S(U) +R , (2.19)

where R is the unclosed residual that arose due to the non-linearity of F

U =

⎡⎢⎣ρ̄Ỹ α

ρ̄ũi

ρ̄Ĕ

⎤⎥⎦ , R =
∂[F̆j(U)− Fj(U)]

∂xj
=

⎡⎢⎣ −a1 + a2

−b1 − b2 + b3

−c1 − c2 − c3 + c4 + c5 + c6 − c7 − c8

⎤⎥⎦ .
The breve ·̆ denotes variables which are functions of U. The unclosed terms are given in
Table 2.2, where ∂j = ∂/∂xj , and the SGS stress tensor is

τ sgs
ij = ρ̄(˜︃uiuj − ũiũj) . (2.20)

In LES, only the terms with “medium” influence are relevant for modelling as they have
dominating orders. A thorough overview of compressibility effects in turbulence is given
by Génin 2009, section 1.1. Note that the filtered source terms ρ̄S̃α are also unclosed.
Models for the turbulence-chemistry interaction will be introduced in subsection 2.2.2.

6It is worth noting that the filtering operation is reversible as long as the Fourier transform of G has an
inverse. The loss of information from DNS to LES occurs when truncating the grid’s space-time resolution,
not at filtering.

7Using the model energy spectrum in Pope 2000, p. 231 and a spectral cut-off filter, it is estimated that
80% of the total kinetic energy is resolved with ℓ/∆ ≈ 40 when Re ≳ 105.

8Vreman et al. 1995 found that c2 magnitude is comparable to the diffusive fluxes (medium importance).
However, Moin et al. 1991; Martín, Piomelli, et al. 2000 argued that it is negligible, citing the incompress-
ibility of small scales, similar to Morkovin 1962’s hypothesis for compressible turbulent boundary layers.
In practice, c2 is always modelled collectively with c1.
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Table 2.2: Expressions and relative magnitudes of the unclosed terms in (2.19), modified
from Vreman et al. 1995 based on DNS of compressible mixing layers.

Term Expression Magnitude

Species equation a1 ∂j(ρ̄(˜︁Yαuj − Ỹ αũj)) Medium
a2 ∂j(J̄α,j − J̆α,j) Negligible

Momentum equation b1 ∂jτ
sgs
ij Medium

b2 ∂j(p̄− p̆) Negligible
b3 ∂j(τ̄ ij − τ̆ ij) Negligible

Energy equation c1 ∂j ρ̄(˜︃Euj − Ẽũj) Medium
c2 p∂juj − p̄∂j ũj Medium8

c3 ∂j(τ
sgs
ij ũi) Medium

c4 τ sgs
ij ∂j ũi Small

c5 τij∂jui − τ̄ ij∂j ũi Small
c6 ∂j(τ̄ ij ũi − τ̆ ij ũi) Negligible
c7 ∂j(q̄j − q̆j) Negligible
c8 ∂j(p̄ũj − p̆ũj) Negligible

2.2.1 Eddy-viscosity models

The Boussinesq hypothesis states that SGS velocity behaves like random motion9, and
consequently, can be described by an eddy viscosity analogous to the molecular viscosity.
From an energy point of view, turbulent fluctuations lead to an additional viscosity that
dissipates the mean flow. The SGS stress tensor is written as

τ sgs
ij = −2 ρ̄νsgs

(︃
S̃ij −

δij
3
S̃kk

)︃
− 2

3
ρ̄ksgsδij , (2.21)

where νsgs is the eddy viscosity10, S̃ij is the strain rate tensor of the resolved velocity,
and ksgs = τ sgs

ii /2 is the SGS kinetic energy. Past research efforts have been devoted to
determining νsgs and ksgs.

Smagorinsky model

The most commonly used model is undoubtedly the one by Smagorinsky 1963, largely
thanks to its simplicity.

νsgs = (Cs∆)2|S̃| , (2.22)

|S̃| = (2 S̃ijS̃ij)
1/2 , (2.23)

9More precisely, Brownian motion or Wiener process as in the kinetic gas theory.
10By dimensional analysis, νsgs ∝ ℓ2sgs/τsgs represents an eddy length scale ℓsgs and an eddy timescale

τsgs. This is analogous to Prandtl’s mixing-length hypothesis, in which the timescale is related to the mean
velocity gradient.
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where Cs is the Smagorinsky constant, usually taken between 0.1 and 0.2 (Germano et al.
1991; Moin et al. 1991; Martín, Piomelli, et al. 2000).

WALE model

The wall-adapting local eddy-viscosity (WALE) model by Nicoud and Ducros 1999 is de-
signed to yield the correct asymptotic scaling of νsgs ∝ y3 near walls, where y is wall normal
distance.

νsgs = (Cw∆)2
(SdijS

d
ij)

3/2

(S̃ijS̃ij)3/2 + (SdijS
d
ij)

5/2
, (2.24)

Sdij =
1

2

(︃
∂ũi
∂xk

∂ũk
∂xj

+
∂ũj
∂xk

∂ũk
∂xi

)︃
+

1

3

∂ũl
∂xk

∂ũk
∂xl

δij , (2.25)

with Cw ≈ 0.5. Compared to the Smagorinsky model, the WALE model ensures correct
wall shear stress prediction and produces zero νsgs in pure two-dimensional shear flows.

SGS kinetic energy model

Yoshizawa 1986 proposed a model for ksgs based on the direct-interaction approximation11,

ksgs = CI∆
2|S̃|2 . (2.26)

A wide range of CI is reported in the literature, from 0.0066 to 0.1. Martín, Piomelli, et al.
2000 use CI = 0.09 for compressible turbulence simulations.

SGS species and heat fluxes

The eddy viscosity approach is extended to SGS species and heat fluxes using the sub-grid
Schmidt number (Scsgs) and sub-grid Prandtl number (Prsgs), both around 0.4 to 0.7 (Moin
et al. 1991). They are taken as 0.7 in this work. Scsgs is the same for all species because
SGS diffusion is driven by small turbulent motions, which act on all species equally.

a1 =
∂J sgs

α,j

∂xj
=

∂

∂xj

(︄
−ρ̄ νsgs

Scsgs

∂Ỹ α

∂xj

)︄
, (2.27)

c1 + c2 =
∂qsgs

j

∂xj
=

∂

∂xj

(︄
−ρ̄c̆p

νsgs

Prsgs

∂T̆

∂xj

)︄
. (2.28)

11The direct-interaction approximation proposed by Kraichnan 1959 models the energy transfer in wave-
number space by solving the triad interactions (three points in spectral domain). Perturbation method is
used to close the higher-order statistical moments in terms of second-order moments. It is related to other
spectral closure models such as the eddy-damped quasinormal Markovian model (Xia et al. 2010).
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Other SGS models

Sagaut 2001 divides the SGS modelling strategies into two families: functional modelling,
which reproduces the effects of the SGS term without necessarily having the same structure;
and structural modelling, in which the model is constructed by approximating the SGS
term, usually through formal series expansions.

The eddy viscosity models introduced above belong to the functional modelling ap-
proach. Other improvements have been proposed, such as the dynamic procedure which
determines the Smagorinsky constant using a test filter (Germano et al. 1991; Moin et al.
1991), and the σ-model of Nicoud, Toda, et al. 2011 which expresses the timescale using
singular values of the velocity gradient tensor.

A non-exhaustive list of structural models includes the gradient models (also known as
tensor diffusivity models) derived from Taylor expansion of the SGS tensor (Clark et al.
1979; Vreman et al. 1995), as well as scale-similarity models and approximate deconvolution
models which are based on deconvolution of the filtered field (Stolz and Adams 1999).
Further description and discussion regarding SGS models can be found in Sagaut 2001;
Moser et al. 2021 for incompressible and Garnier et al. 2009 for compressible LES.

2.2.2 Turbulent combustion models

Unlike turbulence stresses, the filtered chemical source term cannot be expressed as a finite
series of sub-grid moments due to its non-polynomial non-linearity (Poinsot and Veynante
2012, chapter 4.5). Therefore, turbulence-chemistry interaction (TCI) models are typi-
cally developed based on other physical or functional foundations. These models can be
categorised by combustion mode (Poinsot and Veynante 2012), the role of chemistry mech-
anism (Giusti and Mastorakos 2019), or the assumptions made (Veynante and Vervisch
2002). Here, common TCI models are grouped according to the physical arguments on
which they are based:

1. Timescale-based models relate the reaction rate to the sub-grid Damköhler num-
ber (Dasgs). The quasi-laminar approximation assumes that the chemical reaction is
much slower than turbulence (Dasgs ≪ 1), allowing the sub-grid to be well-stirred
before reaction takes place (Bouheraoua et al. 2017). In contrast, turbulent mixing
models such as the EBU (Spalding 1971) and EDM (Magnussen and Hjertager 1977)
assume infinitely fast chemistry (Dasgs ≫ 1), meaning that the fuel and oxidiser react
immediately upon mixing, and the reaction rate is controlled by turbulent mixing.
For intermediate Dasgs values, the partially-stirred reactor (PaSR) model conjectures
that reaction occurs only in a small region within the LES cell, akin to the fine struc-
ture in eddy dissipation concept (EDC) of Magnussen 1981. The volume fraction
of the reacting region is 1/(1 + Dasgs) (Sabelnikov and Fureby 2013), such that the
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PaSR model recovers the quasi-laminar and turbulent mixing behaviours for both
limits of small and large Dasgs.

2. Geometry-based models assume that the flame is a thin continuous surface.
Flamelet-type models treat the flame surface as a locally one-dimensional laminar
flamelet, linking the reaction rate or flame speed to a tracker variable, such as progress
variable for premixed flames or mixture fraction for non-premixed flames (Williams
2000). The chemical source terms are usually pre-computed and stored in a lookup
table to avoid costly runtime evaluation. The thickened flame model does not use
tabulated chemistry, instead, it increases flame thickness through increasing the dif-
fusion coefficient, such that the flame can be resolved on LES grids (Colin et al.
2000). The increased flame speed is compensated for by scaling down the reaction
rate, and an efficiency function is required to model the effects of SGS wrinkling
(Rathore and Navarro-Martinez 2023).

3. Reduced manifold-based models build on the idea that the flamelet model can
be viewed as a projection of the chemical system onto a one-dimensional space of a
“tracker” variable. These models allow for projection onto a manifold with higher,
yet still reduced, dimensions. The reaction source term can thus account for more
complex phenomena by incorporating additional quantities, such as both mixture
fraction and progress variable, heat loss, and pressure, into the manifold (van Oijen
et al. 2001; Pierce and Moin 2004; Nguyen, Vervisch, et al. 2010).

4. PDF-based methods relax the assumptions on combustion mode and flame struc-
ture by closing the filtered reaction rate using a one-point PDF. The transport PDF
methods advance the PDF in time, often using Monte Carlo-type approaches (both
Lagrangian: Pope 1985, and Eulerian: Valiño 1998; Soulard and Sabel’nikov 2006)
or moment methods (Donde et al. 2012; Koo et al. 2013). Presumed PDF methods
reduce computational cost by assuming a certain PDF shape, typically indepen-
dent beta or Gaussian distributions, and transport a number of parameters related
to the PDF (Gerlinger et al. 2001). Another class of methods is the conditional
moment closure (CMC), which solves the reaction source term conditioned on the
progress variable or mixture fraction (Bilger 1993; Navarro-Martinez, Kronenburg,
et al. 2005).

5. Resolution-based methods tackle the TCI problem by approximating DNS reso-
lution from filtered information. These include the linear eddy model (LEM), which
partitions a cell in one spatial dimension and performs one-dimensional DNS on
it (Menon and Kerstein 2011), polynomial reconstruction or high-order quadrature
approaches (Edwards et al. 2012), and, more recently, super-resolution using deep
neural networks (Chung, Akoush, et al. 2023; Nista et al. 2023).

Each TCI model has its strengths and weaknesses, and no single “best” model has been
agreed upon. This work focuses on the transport PDF method, which will be discussed in
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further detail in the next chapter. Although being more computationally demanding, it
carries the fewest assumptions and is valid across all combustion modes and regimes. This
is particularly important for high-speed combustion, where large variations in conditions
can occur within the flow field. For more details on TCI models, readers are directed to the
references cited above and the books of Veynante and Vervisch 2002; Poinsot and Veynante
2012; Domingo and Vervisch 2025.

2.3 Numerical methods

2.3.1 High-order shock-capturing schemes

This section describes the numerical procedure for obtaining the flux derivative in one
dimension. Extension to multiple dimensions is done in a dimension-by-dimension manner.
The discussion is limited to a Cartesian grid with uniform spacing of ∆x between xlo and
xhi. For brevity, the subscript will change to represent the location on the grid, e.g.,
F(xlo + i∆x) = Fi.

To solve the governing equations (2.1), we seek a numerical approximation of the in-
terfacial fluxes that is q-order accurate:

∂Fi
∂x

=
Fnum
i+ 1

2

− Fnum
i− 1

2

∆x
+O(∆xq) , (2.29)

To achieve high-order accuracy, one can interpolate the flux F or the flow variables U

with a high-order polynomial. However, this approach fails near discontinuities, as the
interpolation polynomial becomes oscillatory due to the Gibbs phenomenon12. The oscil-
lations are O(1), meaning that they do not vanish with mesh refinement. This problem
is associated with the hyperbolic part of the Navier-Stokes equations, while the diffusive
part is naturally smoothing and does not lead to discontinuities.

The essentially non-oscillatory (ENO) scheme of Harten, Engquist, et al. 1987 is one of
the first attempts to construct a high-order essentially non-oscillatory interpolation13. The
idea is to divide the interpolation stencil into a number of smaller candidate stencils, and
then perform interpolation on the smoothest one. Jiang and Shu 1996 extended the idea to
using a convex combination of the candidate stencils instead of just one as in ENO, result-
ing in the weighted essentially non-oscillatory (WENO) scheme. Over the years, numerous
improvements to the original WENO have been made, most notably the WENO-Z that
improves on the accuracy around critical points (points with zero derivatives) through a
novel smoothness indicator (Castro et al. 2011), and the targeted essentially non-oscillatory
(TENO) which returns to the ideal linear interpolation when the solution is smooth up to a

12Formally, the Gibbs phenomenon (Bocher 1906) refers to the persistent undershoot and overshoot of
≈ 8% on each side when approximating a discontinuous function using a finite Fourier series. It is often
extended to describe similar behaviour in polynomial interpolation (e.g. Jiang and Shu 1996).

13“Essentially” means that the magnitude of the oscillations decreases with O(∆xq).
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certain threshold (Fu, Hu, et al. 2016). These improvements contributed to reduced numer-
ical dissipation, which is crucial for simulating shocked turbulent flows. A comprehensive
review of the numerical methods for high-speed flows is given by Pirozzoli 2011.

Discussions

Before introducing the implementation, this section aims to clarify a few concepts.

Difference between finite difference (FD) and finite volume (FV) methods

FD and FV methods differ in the quantity being solved. The FD method solves for the
point value of the conservative variable. The flux divergence is calculated in a dimension-
by-dimension manner, with the flux derivatives computed by a weighted sum of the solution
in a stencil around the position of interest. To obtain high-order accuracy, the weights
are determined using the Taylor series, such that the numerical derivative converges to
the exact derivative at a rate of ∆xq. While not all FD schemes are conservative, all
conservative FD schemes can be written in the form of (2.29), as the difference between
the mid-point fluxes. High-order FD requires the numerical derivative to converge to the
exact derivative. This means that the numerical fluxes at the midpoints do not necessarily
converge to the exact mid-point fluxes, and that a high-order interpolation of the fluxes to
the midpoints does not guarantee a high-order approximation of the flux derivative. This
can be illustrated by using the Taylor series. Let Fnum

i± 1
2

be the high-order interpolation of
the flux function at the midpoints.

Fnum
i± 1

2

= Fi ±
∂Fi
∂x

∆x

2
+
∂2Fi
∂x2

∆x2

8
± ...+

∂qFi
∂xq

∆xq

2qq!
(2.30)

Fnum
i+ 1

2

− Fnum
i− 1

2

∆x
=
∂Fi
∂x

+O(∆x2) . (2.31)

This shows that high-order accurate interpolation of the flux function cannot achieve high-
order FD, even in one dimension. To attain high-order FD, there are two methods: the
first is by reconstructing the flux function as if it were a cell-averaged quantity (Jiang
and Shu 1996), and the second involves interpolating the fluxes followed by applying a
correction term (Balsara et al. 2024). This thesis will focus on the latter method, which
will be introduced in the next section.

In contrast to FD, the FV method solves for the volume-averaged quantities. Using
Gauss’s theorem, the volume-averaged flux divergence can be converted into the surface
integral over the cell boundary:

∂

∂t

∫︂
V
UdV +

∫︂
A
F · n̂dA =

∫︂
V
SdV , (2.32)

where V and A are the volume and surface of the control volume, respectively, and n̂ is
the outward normal vector of the surface of the control volume. A high-order FV seeks
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a numerical approximation of the face-averaged fluxes (
∫︁
AF · n̂dA) that converges to its

exact value, unlike in FD, where the derivative is approximated. Therefore, FV requires
first calculating high-order numerical fluxes at points on the interface, and then performing
a high-order numerical quadrature to obtain the face average. Omitting the numerical
quadrature will limit the FV to second order, regardless of the reconstruction scheme used,
because evaluating the flux at the face centre is equivalent to using a second-order Gauss
quadrature.

As a result, high-order FV are more computationally expensive than FD of the same
order because of the need to perform multiple reconstructions for numerical quadrature, as
opposed to only one in FD. However, FV offers the flexibility to use unstructured meshes.
It is worth noting that up to second-order accuracy, FV and FD methods are identical,
because the cell average and the midpoint value are the same if the function is linear
and the second-order Gauss quadrature uses only the face centre value. In this work, a
conservative FD approach is used.

Is a high-order scheme always better than a low-order one?

When developing a numerical algorithm, the primary focus should be on minimising
the error. Therefore, having a scheme with the highest possible order of accuracy while
remaining stable is ideal. However, the pioneering work of Lele 1992 reveals that simply
optimising for order of accuracy is insufficient for simulating turbulent flows in practice.
Factors such as dissipation and dispersion are important, as the scheme must preserve
vortical structures correctly. As a result, a new class of “optimised” numerical schemes
has emerged, which sacrifice some order of accuracy in exchange for improved dissipation
and dispersion properties (e.g. Tam and Shen 1993; Martín, Taylor, et al. 2006; Tan
and Ooi 2022). However, this does not mean that developing or using high-order schemes
is obsolete or without merit. For example, comparing a fifth-order WENO scheme that
uses a five-point stencil to a third-order WENO scheme with a three-point stencil shows
significantly better results, as higher-order schemes naturally have better dissipation and
dispersion properties due to their ability to capture more terms in the Taylor series. When
comparing a fifth-order WENO to a lower-order optimised WENO scheme that uses the
same stencil, some improvement can be observed, but it is less pronounced.

Alternative finite-difference WENO procedure

There are two approaches for implementing a high-order finite-difference WENO scheme.
The first approach, given in Jiang and Shu 1996, centres around splitting the flux vector into
left- and right-running components. Each component is then treated as a scalar advection
problem, with WENO applied to reconstruct the fluxes to the cell interface. However,
Balsara et al. 2024 highlighted the limitations of this approach. Most concerning for this
work is that it requires a smooth flux splitting, which precludes the use of many Riemann
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solvers that are important for preserving interfaces, particularly material interfaces. The
fifth-order scheme in this work follows the procedure of Balsara et al. 2024:

1. For a stencil {Ui−2,Ui−1,Ui,Ui+1,Ui+2,Ui+3}, project the states into characteris-
tic space

Wj = P(Uj ; Ûi+ 1
2
) , (2.33)

where P is the projection operator (see Appendix A), using the interfacial average
states Ûi+ 1

2
which is the same for the entire stencil.

2. Interpolate14 the characteristic variables to the left and right side of the cell interface

WR,i+ 1
2
= Interp(Wi−1, ...,Wi+3) , (2.34)

WL,i+ 1
2
= Interp(Wi+2, ...,Wi−2) . (2.35)

3. Transform the interpolated values back to physical space and compute the flux using
a Riemann solver, similar to finite volume methods

UK,i+ 1
2
= P−1(WK,i+ 1

2
; Ûi+ 1

2
) for K = L,R , (2.36)

F∗
i+ 1

2

= F(UL,i+ 1
2
,UR,i+ 1

2
) . (2.37)

4. The flux computed in the previous step is high-order accurate, but, as noted in
(2.31), applying it directly to the derivative in (2.29) is only second-order accurate.
A correction term is needed to cancel out the higher-order errors explicitly

Fnum
i+ 1

2

= F∗
i+ 1

2

− ∆x2

24

∂2F

∂x2

⃓⃓⃓⃓
i+ 1

2

+
7∆x4

5760

∂4F

∂x4

⃓⃓⃓⃓
i+ 1

2

. (2.38)

The above expression leads to a sixth-order accurate flux derivative. The overall
scheme is fifth-order, limited by the interpolation. In practice, this correction is
added only when the solution is smooth across the entire stencil. Hence, a simple
central difference is used to compute the second and fourth derivatives.

WENO-Z5

The fifth-order WENO-Z scheme uses a five-point stencil {s0, s1, s2, s3, s4}, as illustrated
in Figure 2.1. It is formed of three candidate stencils, whose smoothness indicators are

β0 =
13

12
(s0 − 2s1 + s2)

2 +
1

4
(s0 − 4s1 + s2)

2 , (2.39)

β1 =
13

12
(s1 − 2s2 + s3)

2 +
1

4
(s1 − s3)

2 , (2.40)

14There is a subtle difference between reconstruction and interpolation in the context of WENO: the
former computes the interface point value from cell averages, while the latter uses point values. In imple-
mentation, the two differ only in dj in (2.44) and fj in (2.45).
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Figure 2.1: Stencils of a fifth-order WENO/TENO scheme.

β2 =
13

12
(s2 − 2s3 + s4)

2 +
1

4
(s2 − 4s3 + s4)

2 . (2.41)

The weight of each stencil is calculated by

wj =
αj∑︁2
k=0 αk

for j = 0, 1, 2 , (2.42)

where
τ5 = |β0 − β2| , (2.43)

αj = dj

(︃
1 +

τ5
βj + ϵ

)︃
. (2.44)

The optimal weights of the linear reconstruction are d0 = 5, d1 = 10, d2 = 1, and ϵ = 10−20

is a small number to prevent division by zero.

The reconstructed value is a weighted combination of the individual reconstructed
values of the candidate stencils

f =
2∑︂
j=0

wjfj , (2.45)

where

f0 =
3

8
s0 −

5

4
s1 +

15

8
s2 , f1 = −1

8
s1 +

3

4
s2 +

3

8
s3 , f2 =

3

8
s2 +

3

4
s3 −

1

8
s4 . (2.46)

TENO-5

The TENO scheme identifies a weakness of the WENO scheme that even if a candidate
stencil contains a shock, it is still assigned a small but non-zero weight. This prevents
other smooth candidate stencils from using their optimal weights. The idea is to introduce
a cut-off value for the smoothness indicator, where a candidate stencil is discarded (weight
set to zero) if its smoothness indicator is below such threshold.

46



The αj in (2.44) are modified as

γj =

(︃
1 +

τ5
βj + ϵ

)︃6

, χj =
γj∑︁2
k=0 γk

, αj =

⎧⎨⎩0 if χj < CT ,

dj otherwise.
(2.47)

The cut-off parameter CT is taken as 10−4 in this work. It can also be determined using
an adaptive procedure (Fu, Hu, et al. 2019). Other parts of the scheme are identical to
the WENO-Z5.

HLLC approximate Riemann solver

The HLLC Riemann solver (Toro et al. 1994) used in (2.37) is an extension to the earlier
HLL solver (Harten, Lax, et al. 1983) by restoring the contact waves in the Riemann
problem—hence “C” in its name. This modification improves the resolution for vortices,
material interfaces, and entropy waves, which are important in turbulent reacting flows.

Figure 2.2: Wave system of the HLLC approximate Riemann solver. This figure shows the
case where Fi+ 1

2
= F∗

L.

The three waves15 divide the domain into four parts, as illustrated in Figure 2.2. The
flux at the centre (x = 0) is given by

Fi+ 1
2
=

⎧⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎩

F(UL,i+ 1
2
) , if 0 ≤ sL ,

F∗L , if sL < 0 ≤ s∗ ,

F∗R , if s∗ < 0 ≤ sR ,

F(UR,i+ 1
2
) , if sR < 0 ,

(2.48)

where sL, s∗, sR are the speeds of the three waves from left to right, estimated by

sL = min(uL − cL, uR − cR, û− ĉ) , (2.49)
15In fact, the number of waves equals the number of variables (Ns + 4), but the centre waves all travel

at the same speed, thus they can be treated collectively as one wave. Also note that the leftmost and
rightmost waves can be shock waves or expansion fans, and the centre waves are contact surfaces.
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sR = max(uL + cL, uR + cR, û+ ĉ) , (2.50)

s∗ =
pR − pL + ρLuL(sL − uL)− ρRuR(sR − uR)

ρL(sL − uL)− ρR(sR − uR)
, (2.51)

where û and ĉ are the Roe-averaged normal velocity and speed of sound (see Appendix A).
Note that the current wave speed estimates are slightly more dissipative but more robust
than the originally proposed method.

The fluxes in the centre (star) regions are

F∗K = F(UK,i+ 1
2
) + sK(U∗K −UK,i+ 1

2
) for K = L,R , (2.52)

U∗K = ρK
sK − uK
sK − s∗

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

Y1
...

YNs

s∗

vK

wK

eK + (s∗ − uK)
(︂
s∗ +

pK
ρK(sK−uK)

)︂

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
, (2.53)

where v and w are velocities in the transverse directions.

Approximate characteristic projection

A major source of computation in the finite difference WENO/TENO scheme is transform-
ing the variables between physical and characteristic spaces

Wj = P(Uj ; θi+ 1
2
) , Uj = P−1(Wj ; θi+ 1

2
) , (2.54)

where Uj and Wj are the physical and characteristic variables at point j; θi+ 1
2
= θ(Ûi+ 1

2
)

is the thermodynamic variable (speed of sound or specific heat ratio) evaluated using some
interfacial averaged state Ûi+ 1

2
, constant across the stencil for all j; and P and P−1 are the

forward (from physical to characteristic) and backward (from characteristic to physical)
projection operators, respectively. This projection procedure decouples the Euler equations
(inviscid part of the Navier-Stokes equations) into independent one-dimensional advection
equations, and is crucial for numerical stability (see Appendix A).

At least eight projections (six forwards and two backwards) are needed per flux Fi+ 1
2
.

A new approximation is proposed where the state variables are projected to their local
characteristic space, before transforming back to physical space with an interpolated ther-
modynamic variable.

Wj = P(Uj ; θj) , (2.55)

UK,i+ 1
2
= P−1

(︂
WK,i+ 1

2
, θK,i+ 1

2

)︂
for K = L,R . (2.56)
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Note that in the forward step, the interfacial θi+ 1
2

is replaced by the local θj , while the
interfacial θK,i+ 1

2
in the backward step is interpolated the same way as the characteristic

variables in (2.34)–(2.35):

θL,i+ 1
2
= Interp(θi+2, ..., θi−2) , θR,i+ 1

2
= Interp(θi−1, ..., θi+3) . (2.57)

As a result, only three characteristic projections (one forwards and two backwards) are
performed per flux evaluation, significantly reducing computational cost. The method of
manufactured solutions (subsection 2.4.1) confirms that this approximation preserves the
order of accuracy of the original scheme in smooth regions.

2.3.2 Central difference for diffusive fluxes

Central difference schemes are used to discretise the diffusive fluxes at the cell interface.
Two types of derivative operators are required: normal derivatives, taken perpendicular to
the cell face on which they are evaluated, and transverse derivatives, taken tangent to the
cell face. In this subsection, the schemes will be described in two dimensions, x and y,
with two subscripts denoting the indices of the grid point in the two directions.

Second order

Second-order normal derivative of ϕ is computed by

∂ϕ

∂x

⃓⃓⃓⃓
i+ 1

2
,j

=
ϕi+1,j − ϕi,j

∆x
. (2.58)

And the transverse derivative is computed by

∂ϕ

∂y

⃓⃓⃓⃓
i+ 1

2
,j

=
ϕi,j+1 − ϕi,j−1 + ϕi+1,j+1 − ϕi+1,j−1

4∆y
. (2.59)

Fourth order

As discussed in (2.31), since the flux derivative is only second-order accurate, care must
be taken to ensure that applying (2.29) to the fluxes yields a fourth-order approximation
of the second derivatives at the cell centre,

1

∆x

(︃
∂ϕ

∂x

⃓⃓⃓⃓
i+ 1

2
,j

− ∂ϕ

∂x

⃓⃓⃓⃓
i− 1

2
,j

)︃
=
∂2ϕ

∂x2

⃓⃓⃓⃓
i,j

+O(∆x4) . (2.60)

This implies that even though the local fluxes may not be a good (high-order) approxima-
tion to the interfacial first derivatives, the overall scheme is fourth-order accurate.
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For instance, the first derivative at the cell interface

∂ϕ

∂x

⃓⃓⃓⃓
i+ 1

2
,j

=
−ϕi+2,j + 15ϕi+1,j − 15ϕi,j + ϕi−1,j

12∆x
(2.61)

will yield an overall fourth-order second derivative at the cell centre

1

∆x

(︃
∂ϕ

∂x

⃓⃓⃓⃓
i+ 1

2
,j

− ∂ϕ

∂x

⃓⃓⃓⃓
i− 1

2
,j

)︃
=

−ϕi+2,j + 16ϕi+1,j − 30ϕi,j + 16ϕi−1,j − ϕi−2,j

12∆x2

=
∂2ϕ

∂x2

⃓⃓⃓⃓
i,j

+O(∆x4) .

(2.62)

Similarly, the transverse derivative is constructed by

∂ϕ

∂y

⃓⃓⃓⃓
i+ 1

2
,j

=
−ϕy|i+2,j + 7ϕy|i+1,j + 7ϕy|i,j − ϕy|i−1,j

12
, (2.63)

where

ϕy|i+k,j =
∂ϕ

∂y

⃓⃓⃓⃓
i+k,j

=
−ϕi+k,j+2 + 8ϕi+k,j+1 − 8ϕi+k,j−1 + ϕi+kj−2

12∆y
. (2.64)

With some algebra, using the Python script provided in Appendix B, it can be shown
that the above schemes deliver the promised order of accuracy:

ϕx|i+ 1
2
,j − ϕx|i− 1

2
,j

∆x
=
∂2ϕ

∂x2

⃓⃓⃓⃓
i,j

− ∆x4

90

∂6ϕ

∂x6

⃓⃓⃓⃓
i,j

+ ... (2.65)

ϕy|i+ 1
2
,j − ϕy|i− 1

2
,j

∆x
=

∂2ϕ

∂x∂y

⃓⃓⃓⃓
i,j

− ∆x4

30

∂6ϕ

∂x5∂y

⃓⃓⃓⃓
i,j

− ∆y4

30

∂6ϕ

∂x∂y5

⃓⃓⃓⃓
i,j

+ ... (2.66)

2.3.3 Time integration

Time integration is performed in an operator-splitting manner. The hydrodynamic and vis-
cous terms are integrated using a second-order Runge-Kutta (predictor-corrector) scheme,
and the chemical source term is integrated implicitly using the CVODE (Hindmarsh et al.
2005):

U∗ = Ut +
(︁
RHS(Ut) + S(Ut)

)︁
∆t , (2.67)

U∗∗ = Ut +
(︁
RHS(Ut) +RHS(U∗)

)︁ ∆t
2
, (2.68)

Ut+1 = U∗∗ + S(Ut+1)∆t . (2.69)

Note that S(Ut+1) can be stored and reused as S(Ut) of the “next” time step. Therefore,
the computationally expensive evaluation of S is carried out only once per time step.
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The explicit integration scheme is stable subject to the Courant-Friedrichs-Lewy (CFL)
condition for convection

∆t ≤ min

[︃
C∆xi
|ui|+ c

]︃
, (2.70)

and the Fourier condition for diffusion

∆t ≤ min

[︃
ρ∆x2i

2max(µ, κ/cv)

]︃
. (2.71)

The minimum is taken in all spatial directions and across the entire domain. A CFL
number of C = 0.3 is typically used. Note that due to the implicit chemical integration,
the time step size of the simulation is not limited by the chemical timescale which can be
extremely small for stiff reaction mechanisms.

2.3.4 Adaptive mesh refinement

The solver developed in this work, Cerisse (Navarro-Martinez, Un, et al. 2025), is built
upon the block-structured adaptive mesh refinement (AMR) framework AMReX (Zhang
et al. 2019). Following the algorithm of Berger and Oliger 1984, the computational mesh
consists of a hierarchy of nested levels, where the finer levels are subsets of the coarser
ones. Each level is formed by a union of rectangular boxes. The coarsest level (level 0)
covers the entire computational domain, and each subsequent level is refined by an integer
refinement factor R in each direction, typically set to 2. A typical block-structured AMR
mesh is illustrated in Figure 2.3.

Figure 2.3: An example block-structured AMR mesh and ghost cells.

Boundary conditions

Boundary conditions at the box edge are imposed using a set of ghost cells located outside
of the box, such that the numerical schemes maintain a full stencil support. Three ghost
points are required for the fifth-order scheme used in this work.

There are three possible types of boundaries at a box’s edges:
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• Physical boundaries, which are the boundaries of the computational domain: ghost
cells are filled according to user-defined boundary conditions.

• Fine-fine boundaries, which separate adjacent boxes of the same level: ghost cells are
simply taken from the adjacent box.

• Coarse-fine boundaries, which are the boundaries of the current level: (fine) ghost
cells are interpolated from the data of the coarser level. A total variation diminishing
(TVD) limiter can be used to ensure that the interpolation process does not create
new extrema. The limiter can be applied to each conservative variable separately, or
by using the most restrictive one across all variables. The latter approach is preferred
as it is more robust, despite more dissipative.

Subcycling and refluxing

Figure 2.4: Coupling procedure during a time step between two AMR levels.

After filling in the ghost cells, each level can be advanced independently. However,
since the finer level has a cell size R-times smaller than the coarser level, the time step
size is also R-times smaller (the problems investigated in this work are mostly restricted
by the inviscid CFL condition). A V-cycle update is performed:

1. Advance level i for ∆ti, where ∆ti denotes the time step size of level i;

2. Advance level i+ 1 for ∆ti+1 = ∆ti/R;

3. Fill level i+1 coarse-fine boundaries by spatial-temporal interpolation of level i data;

4. Advance level i+ 1 for another ∆ti+1;

5. Overwrite level i cells which are covered by the finer level with the averaged solution
at level i+1 (“average down”) and correct level i solution based on the fluxes of both
levels (“refluxing”).

It is important to note that the flux across the coarse-fine boundaries differs when
calculated on the coarse or the fine level. A flux correction step, known as “refluxing” is
needed at the end of each coarse time step to restore conservation.
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Geometry handling

The cut-cell embedded boundary (EB) method is used to represent complex geometries on
the Cartesian mesh. Flux divergence is computed with the cell faces scaled by their area—
essentially a finite volume method, thus, conservation is guaranteed. A two-dimensional
case is illustrated in Figure 2.5, whose semi-discrete form is

∂Ui,j

∂t
= −

Fi+ 1
2
,jAi+ 1

2
,j − Fi− 1

2
,jAi− 1

2
,j + Fi,j+ 1

2
Ai,j+ 1

2
− Fi,j− 1

2
Ai,j− 1

2
+ FwAw

Vi,j
, (2.72)

where A is the area of the face and V is the volume of the cell. The subscript w denotes
quantities of the EB wall.

Figure 2.5: Illustrations of (a) fluxes in a EB cut cell, (b) neighbourhoods in the redistri-
bution algorithm, and (c) stencil for EB wall-normal derivative.

A problem arises as the cut-cell volume appears in the denominator of the RHS. To
remain stable, explicit time-stepping schemes require a time step size inversely proportional
to the minimum cut-cell volume, which can be arbitrarily small. A redistribution procedure
is carried out to distribute the excess update to neighbouring cells (Berger and Giuliani
2021).

For a simplified one-dimensional example, consider three cells −1, 0, +1 with volume
fractions 1, a, 1, where the small cell a < 1 is in the middle. The updated states before
redistribution are Ubefore

i = Ut
i+RHSti∆t. The redistribution process starts by construct-

ing three “neighbourhoods”, all of which have a volume fraction ≥ 1 to avoid the small cell
problem. They may overlap, which will be reflected in the coefficients later. The weighted
average of the update in the merged neighbourhood 0 is

Q0 =
1

∆x
2 + a∆x+ ∆x

2

(︃
∆x

2
Ubefore

−1 + a∆xUbefore
0 +

∆x

2
Ubefore

+1

)︃
. (2.73)

The weights of Ubefore
±1 are divided by two because there are two neighbourhoods covering

cells ±1. And the update in the unmerged neighbourhoods is unmodified, Q±1 = Ubefore
±1 .
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Finally, the stabilised solutions are averaged across all neighbourhoods that cover the cell.

Uredis
0 = Q0 , Uredis

±1 =
1

2
(Q±1 +Q0) , (2.74)

because only one neighbourhood (0) covers cell 0, and two neighbourhoods (±1 and 0)
cover cells ±1.

It can be verified that this redistribution algorithm is conservative as the total states
remain unchanged, i.e.,

1∑︂
k=−1

VkU
redis
k =

1∑︂
k=−1

VkU
before
k . (2.75)

Extensions to higher dimensions exist, although defining the neighbourhoods becomes com-
plicated, see Berger and Giuliani 2021.

Wall-normal derivatives needed for obtaining Fw are computed using a stencil as de-
picted in Figure 2.5. The procedures follow Henry de Frahan, Rood, et al. 2023:

0. Consider the vertical and horizontal grid lines that connect all grid points and inter-
sect at those points. Draw a normal line from the centroid of the EB surface. The
first point where this line intersects a grid line is the first interpolation point, and
the second intersection with another grid line is the second interpolation point.

1. Interpolate the variable for which the derivative is needed to these two interpolation
points, using the two nearest grid points along the grid line.

2. Calculate the flow states at the wall centroid using the appropriate boundary condi-
tions.

3. With the three points obtained from the previous steps, construct a quadratic func-
tion and compute its derivative at the wall. This will be second-order accurate.

This method can be extended to three dimensions by replacing grid lines with grid surfaces
and using more neighbouring points for interpolation rather than two.

Computational costs

The computational cost of an AMR simulation with NL + 1 levels is estimated by the
number of time steps multiplied by the number of grid points,

N0

NL∑︂
n=0

(︃
v

ζ
R4

)︃n
= N0

1− ((v/ζ)R4)NL+1

1− (v/ζ)R4
, (2.76)

where N0 is the number of grid points in level 0, v is the volume fraction of a fine level in
the coarser level, and 0 < ζ < 1 is the efficiency of the AMR algorithm. v is assumed to
be constant for all levels to simplify the analysis. To attain the same effective resolution
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(grid size of the finest level), the computational cost of a single-level simulation is

N0R
4NL . (2.77)

For R = 2 and NL = 2, the cost of an AMR simulation will be lower than a single-level
simulation of the same effective resolution if v/ζ < 0.97.

2.4 Solver verification and validation

Verification and validation are essential processes to ensure that the numerical solver is
implemented correctly and is fit for further investigation and model development. This
section presents four test cases, each designed to evaluate specific capabilities of the solver.
All test cases are run with the TENO and HLLC for inviscid fluxes, and the fourth-order
central difference for diffusive fluxes, unless otherwise specified.

2.4.1 Method of manufactured solutions

The method of manufactured solutions (MMS) is used to verify the order of accuracy of
the solver. In MMS, a manufactured solution is first prescribed, and then a source term
is constructed such that the solution satisfies the PDE in the numerical solver. Therefore,
numerical error can be calculated as the difference between the manufactured solution
and the numerical solution. Based on experience, MMS is particularly good at identifying
implementation or algorithmic errors because the overall convergence rate is limited by the
least accurate component—the shortest plank of the bucket.

In this case, the manufactured solution takes a periodic form of

ϕ(x, y, z) = ϕ0 + ϕx sin(aϕ,xπx/L) + ϕy cos(aϕ,yπy/L) + ϕz sin(aϕ,zπz/L) , (2.78)

for ϕ = [ρ, u, v, w, p], where the parameters are given in Table 2.3. Constant diffusivities
and specific heat are used to simplify the calculation. The MMS source term is computed as
the residual after substituting the manufactured solution into the Navier-Stokes equations:

SMMS =
∂Fj(UMMS)

∂xj
. (2.79)

All simulations are run for 100 steps with a CFL number of 0.1, to prevent the error from
being dominated by that of the time-stepping scheme (which is second order).

Figure 2.6 shows four settings: the left panel assesses the inviscid part of the solver.
It achieves a fifth-order accuracy, the same as the underlying numerical scheme. The
approximate characteristic transform (p. 48) is proven to maintain accuracy while reducing
computational costs. The centre-left panel shows the full Navier-Stokes equations including
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Table 2.3: MMS problem parameters

Variable (ϕ) ϕ0 ϕx/ϕ0 ϕy/ϕ0 ϕz/ϕ0 aϕ,x aϕ,y aϕ,z

ρ 1.161 0.1 0.15 0 2 4 0
u 347.2 0.06 -0.17 0 2 4 0
v 451.4 0.06 0 0 4 2 0
w 0 0 0 0 0 0 0
p 1×105 -0.3 0.2 0 2 4 0

Figure 2.6: MMS error convergence. Left to right: Euler equations with M = 1; Navier-
Stokes equations with M = 1, Re = 1, Pr = 0.72; Navier-Stokes equations with two AMR
levels and with second- and fourth-order interpolation.

the viscous fluxes, with a Reynolds number set to 1 such that viscous and inviscid effects are
equally important. It achieves approximately fourth-order accuracy as the grid refines. The
right panels show an AMR solution with two coarse-fine boundary interpolation schemes,
both of which are conservative but only the second-order one is TVD. In practice, the
second-order scheme is used more often because of its robustness.

2.4.2 Isentropic vortex convection

This test case assesses the numerical dissipation of the scheme. An isentropic vortex is
convected to the right by a mean flow. Since the problem is inviscid, the vortex magni-
tude and shape should stay constant, and hence, any discrepancy is caused by numerical
dissipation. The initial conditions follow

ρ(x, y) = ρ0 , (2.80)

u(x, y) = u0

(︃
1− β

y

R
exp

(︃
−r2

2R2

)︃)︃
, (2.81)

v(x, y) = u0β
x

R
exp

(︃
−r2

2R2

)︃
, (2.82)

p(x, y) = p0 −
ρ0u

2
0β

2

2
exp

(︃
−r2

R2

)︃
, (2.83)
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where β = 0.02 is the vortex strength and R = 0.5 is its radius. ρ0 = 1.161 kg m−3,
u0 = 17.36 m s−1, and p0 = 1× 105 Pa correspond to a Mach number of 0.05.

Figure 2.7: Vortex velocity profiles after five pass-through. The number of grid points is
next to the scheme name.

Figure 2.7 shows that after five pass-throughs, the TENO scheme is still able to main-
tain the vortex shape, showing minimal numerical dissipation. In contrast, the second-order
TVD scheme, which is widely used in compressible LES solvers, introduces excessive dissi-
pation that its results on a 1282 grid are worse than TENO’s on a 642 grid. This will not
only adversely affect the prediction of vortex dynamics, but may also mask out the effects
of the turbulence model.

2.4.3 Laminar boundary layer

This test case is used to validate the diffusion fluxes and boundary conditions. A boundary
layer develops on a flat no-slip plate, in a hypersonic free-stream of M∞ = 6.85 and
Re∞,L = 5×105, where L = 0.205 m is the length of the plate. Viscosity is modelled using
the Sutherland’s law,

µ = µref

(︃
T

Tref

)︃3/2 Tref − S

T − S
, (2.84)

where Tref = T∞ and µref is calculated from the free-stream Reynolds number. The Prandtl
number is taken as 0.72.

An analytical solution can be obtained following Chapman and Rubesin 1949’s exten-
sion of the Blasius boundary layer equation. The velocity and temperature profiles are
self-similar about the transformation

η =
ue√
2ξ

∫︂ y

0

ρ(y′)

ρe
dy′, (2.85)

where ξ = µeρeuex, and the subscripts e denote the conditions at the boundary layer edge.

Figure 2.8 shows the computational domains for the regular wall with anisotropic mesh
(∆x : ∆y = 2 : 1), the EB wall with isotropic mesh (EB does not support anisotropic
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Figure 2.8: Velocity magnitude over a flat plate: (a, d) regular wall, (b, e) EB wall, and
(c, f) inclined EB wall.

Figure 2.9: Boundary layer velocity and temperature profiles compared to self-similar
solution.

mesh currently), and the EB wall inclined by 30◦. Wall-parallel velocity and temperature
profiles are taken 0.14 m downstream of the leading edge of the plate, and are plotted in
Figure 2.9. All three setups show good agreement with each other and with the analytical
solution. The recovery temperature is predicted correctly, despite some mismatch in the
temperature profile away from the wall, possibly due to the weak shock wave formed on
the leading edge of the plate.
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2.4.4 Reactive shock tube

The test case of Fedkiw et al. 1997 is used to validate the reaction routine and to test the
solver’s stability near discontinuities.

A shock tube of length L = 0.12 m is filled with a homogeneous mixture of XH2 : XO2 :

XAr = 2 : 1 : 7 and is initialised with

(ρ, u, p) =

⎧⎨⎩0.072 kg m−3, 0 m s−1, 7173 Pa if x < L/2 ,

0.18075 kg m−3,−48.734 m s−1, 35594 Pa otherwise .
(2.86)

The left boundary is a solid wall, and the right is an inflow. The 9-species 37-reaction
chemical mechanism of Fedkiw et al. 1997 is used, apart from the third-body collision
efficiency of H2, which is modified to a more reasonable value of 2 from 100, similar to that
in Yetter et al. 1991; Ó Conaire et al. 2004; Zettervall and Fureby 2018.

The left-running shock, with a post-shock temperature of 686 K, is initially unable
to ignite the mixture. However, as it reflects off the left wall, both the temperature and
pressure rise rapidly, leading to successful ignition. The flame then propagates to the right
until it catches up with the shock, forming a detonation wave.

Figure 2.10: Reactive shock tube solution at t = 190 µs and t = 230 µs, compared with
the reference solution (Fedkiw et al. 1997).

Solution at two time snapshots are plotted in Figure 2.10, both showing good alignment
with the reference solution. The wave speeds are accurately predicted, and the mass frac-
tions (which infer reaction rates) are correct even for minor species such as OH. However,
some small discrepancies are observed in the post-shock temperature and YO, possibly due
to the less dissipative numerical schemes used in this work. The solver is able to capture
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discontinuities, including the shock wave, reaction wave, and contact surface, with great
sharpness, and the solution is free from excessive oscillations. AMR also contributes to
the improved resolution of discontinuities, with three levels added around regions of high
density gradient (∥∇ρ∥ > 10 kg m−4 for the first two levels, and ∥∇ρ∥ > 100 kg m−4 for
the third level).

2.4.5 Performance scaling

The parallel efficiency of the solver is checked using the Taylor-Green vortex case with
M = 1.25 and Re = 1600 (see subsection 3.4.2 for the problem description). The numerical
schemes used are the same as previous subsections, with no AMR applied.

The strong scaling test is performed on a single node of Imperial’s CX3 (Phase 1) HPC.
Each node is equipped with two AMD EPYC 7742 CPUs (128 cores in total) and up to
1TB of RAM. The solver is compiled with the GCC compiler and Intel MPI. Simulations
are run on a 1283 grid with a CFL number of 0.3.

The weak scaling test uses up to eight nodes on the ARCHER2 HPC, which features
the same CPU as CX3. In this case, the solver is compiled with the GCC compiler and
MPICH. The initial grid size is 2563, and a constant ∆t of 1.5×108 is used. Each time the
number of nodes is doubled, the number of grid points along one axis is also doubled to
keep the number of grid points per node constant.

Figure 2.11: Strong and weak scaling on CPUs.

Figure 2.11 shows that the strong-scaling efficiency reduces as the number of CPUs
increases. This is mainly due to an increase in load imbalance, measured by the difference
in runtime between the fastest and slowest CPUs, normalised by the average. To maintain
an efficiency of above 80%, each CPU should ideally manage approximately 60,000 grid
points. For multi-node weak scaling, the solver is able to maintain an impressive 98%
efficiency with 8 nodes (1,024 cores), and the load imbalance is low. This shows that the
solver is efficient in performing large-scale simulations on modern HPC systems.
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Note that the current scaling study excludes reaction and AMR, as they may potentially
affect load balancing, making it difficult to obtain a fair comparison between problem sizes.
Nevertheless, these results provide a useful indication of the parallel efficiency of the solver,
as convection-diffusion constitutes the majority of the runtime. In practice, the time spent
on each part of the solver is problem- and settings-dependent. For example, in the ramjet
case presented in chapter 6, approximately 50% of the time is used for convection-diffusion,
30% for reaction, and 20% for AMR, MPI, and other operations.

The current code is also portable to GPU systems without modification, though this
is outside of the scope of this thesis. Interested readers can refer to the documentation in
the code repository (Navarro-Martinez, Un, et al. 2025) for further information.

2.5 Summary

This chapter presented the preliminaries of the project. It introduced the Navier-Stokes
equations as the mathematical framework for simulating compressible reacting flows. The
challenges posed by the computational costs of performing direct numerical simulation
(DNS) were discussed, and large eddy simulation (LES) was presented as a practical ap-
proach for studying high-Re engineering applications. The closure problem associated with
LES and various modelling efforts were explained.

Next, the numerical methods were presented, which include a high-order TENO scheme
and the HLLC Riemann solver that preserve sharp contact interfaces. A novel approxi-
mate characteristic transformation procedure was also proposed that significantly reduces
computational costs without sacrificing the order of accuracy. The diffusive fluxes were
discretised using a fourth-order central difference scheme, which is formulated in flux form
for the adaptive mesh refinement (AMR) refluxing procedure. The computational mesh is
automatically refined around regions of interest, reducing the costs while preserving accu-
racy and conservation properties. Complex geometries are represented using the cut-cell
embedded boundary (EB) method.

The governing equations and numerical schemes were verified and validated through
five benchmark test cases. The method of manufactured solutions (MMS) confirmed the
expected order of accuracy, the isentropic vortex demonstrated low numerical dissipation,
while the laminar boundary layer validated the viscous fluxes and the EB wall derivatives,
and the reacting shock tube validated both the reaction calculations and the robustness
of the numerical schemes in the presence of discontinuities. Finally, the strong and weak
scaling tests highlighted the parallel performance of the solver, suitable for performing
large-scale simulations on modern HPC systems.
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Chapter 3

Joint-velocity-scalar Eulerian
stochastic fields

This chapter introduces the joint-velocity-scalar probability density function (VSPDF) and
the Eulerian stochastic fields (SF) approach for closing the sub-grid turbulence interactions
in large eddy simulations (LES). Coupling with adaptive mesh refinement (AMR), the
resultant SF-AMR strategy represents the first such implementation in the literature and
serves as an effective tool for simulating high-speed reacting flows.

3.1 Probability density function method

The probability density function (PDF) method, also known as the filtered density function
(FDF) method in LES, was first applied to turbulence modelling in the mid-twentieth cen-
tury (Hawthorne et al. 1948; Corrsin 1958). Lundgren 1967, 1969 and Monin 1967 derived
the transport equation for velocity PDFs. Later, Dopazo and O’Brien 1974; Dopazo 1975,
1976 developed a joint-scalar PDF for reacting flows. At this stage, the PDF transport
equation is solved either by assuming a specific distribution shape or using the finite differ-
ence method (Janicka et al. 1978). The seminal works of Pope 1976, 1985 shaped the PDF
method in its modern form by using the Monte Carlo method to solve the PDF transport
equation. This allows the PDF method to be applied to more complex flow fields and
detailed chemical mechanisms. A comprehensive review of the subsequent developments
is provided by Haworth 2010. Interesting discussions can be found in O’Brien 1980; Pope
2000; Heinz 2003.

Recall that in LES, a spatial filter G is used to remove scales smaller than a filter width
∆. The filtered field is defined in (2.16), as

ϕ(x, t) =

∫︂ ∞

−∞
ϕ(x′, t)G(x′ − x; ∆) d3x′ . (3.1)
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The sub-grid one-point PDF f(φφφ;x, t) is defined by filtering the Dirac delta function:

f(φφφ;x, t) =

NV∏︂
m=1

δ(ϕm(x, t)− φm) . (3.2)

It provides the likelihood of finding a point x′, which flow state is ϕϕϕ(x′, t) = φφφ, within ∆

around the point x at time t. The set of NV variables φφφ is said to be in the sample space
of the flow state vector ϕϕϕ. To ensure that f behaves like a PDF, the LES filter function
must be positive and normalises to one, as discussed in section 2.2. If the box filter (2.17)
is used, the PDF can be viewed as a joint histogram of the DNS flow states within a LES
cell. When the histogram’s bin width approaches zero, it transforms into a continuous
probability distribution.

The filtering operation can be rewritten as the expected value

Q(ϕϕϕ(x, t)) =

∫︂ ∞

−∞
Q(φφφ)f(φφφ;x, t) dφφφ , (3.3)

where Q is an arbitrary function. The above expression is closed if f is known and if Q
can be fully described by the variables within the sample space of the PDF. For example,
the highly non-linear chemical source term ρSα(Y, T ) is closed if we know a joint PDF
whose sample space covers ρ, Y, and T .1 If the PDF extends to cover velocities u as
well, all filtered transport terms, ˜︃uiuj , ˜︁uiYα, ˜︃uiE, source terms, and potentially non-
ideal equation of state effects, can be closed without approximation, leading to a unified
modelling framework for all turbulence interactions. This motivates the use of the VSPDF.

For variable density flows, the mass density function (MDF) is defined as

F (φφφ;x, t) = ρ(x, t)

NV∏︂
m=1

δ(ϕm(x, t)− φm) . (3.4)

whose expectation gives the Favre-filtered quantity

ρ(x, t)
⏟ ⏞
Q(ϕϕϕ(x, t)) =

∫︂ ∞

−∞
Q(φφφ)F (φφφ;x, t) dφφφ , (3.5)

Hereafter, the dependencies on space and time will be omitted for brevity.
1Any internal thermodynamic quantities, such as T , p, e, or h, could serve the purpose, as they are

connected by the equation of state.
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3.1.1 PDF transport equation

For a MDF with sample space ϕϕϕ = [ρ,Y,u, E] and φφφ = [r,ΥΥΥ,v, E ], the transport equation
is derived in Appendix C as

∂F

∂t
+
∂vjF

∂xj
= − ∂

∂r

[︄(︄
−

⏟ ⏞
ρ
∂uj
∂xj

⃓⃓⃓⃓
ϕϕϕ

)︄
F

]︄
− ∂

∂Υα

[︄(︄
−

⏟ ⏞
1

ρ

∂Jα,j
∂xj

⃓⃓⃓⃓
ϕϕϕ+Sα(φφφ)

)︄
F

]︄

− ∂

∂vi

[︄(︄
−

⏟ ⏞
1

ρ

∂p

∂xi

⃓⃓⃓⃓
ϕϕϕ+

⏟ ⏞
1

ρ

∂τij
∂xj
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ϕϕϕ

)︄
F

]︄

− ∂
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−

⏟ ⏞
1

ρ

∂qj
∂xj

⃓⃓⃓⃓
ϕϕϕ−

⏟ ⏞
1

ρ

∂puj
∂xj

⃓⃓⃓⃓
ϕϕϕ+

⏟ ⏞
1

ρ

∂τijui
∂xj

⃓⃓⃓⃓
ϕϕϕ

)︄
F

]︄
.

(3.6)

Note that the chemical source term Sα appears in closed form, without requiring knowledge
about the combustion regime, flame structure, or the level of turbulence and compress-
ibility. This makes the PDF method more general and widely applicable than other TCI
models. The turbulent transport terms are also closed as they do not appear in the trans-
port equation.

3.1.2 Closure models

However, the conditional filtered terms
⏟ ⏞
Q |ϕϕϕ are unclosed and require modelling. This is

because they involve spatial derivatives that require two-point correlations that are not
present in the one-point PDF. Note that spatial derivatives of statistical moments, such as
mean and variance, are available. For example, although the conditional filtered velocity
gradient is not closed, the filtered velocity gradient (which is the same as the gradient of
the filtered velocity) is closed when using a one-point PDF.

In the literature (e.g. Pope 1985; Fox 2003; Heinz 2003; Haworth 2010), the unclosed
conditional filtered terms are decomposed into a mean (filtered) component which is de-
terministic, and a fluctuating component which is stochastic and is modelled:

⏟ ⏞
Q |ϕϕϕ = ˜︁Q+

⏟ ⏞
Q′′ |ϕϕϕ = ˜︁Q+M . (3.7)

For instance, the generalised Langevin model (GLM) by Haworth and Pope 1986 ap-
proximates the velocity-related terms as

− ∂
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∂τij
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ϕϕϕ
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∂τij
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− ∂
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∂2

∂vi∂vi
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1

2
C0ϵsgsF

)︃
. (3.8)
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The second term on the right-hand side is the drift term, which reduces sub-grid variance
and represents the effect of sub-grid mixing. The following term is diffusion in the PDF
space, which increases sub-grid variance and drives the PDF towards a Gaussian distri-
bution. It corresponds to two effects: sub-grid turbulent diffusion at the resolved scale,
analogous to how random walk of microscopic particles leads to diffusion in macroscopic
scale (Einstein 1905), and returning to normality as a consequence of the central limit
theorem.

If we assume small-scale isotropy2, the GLM reduces to the simplified Langevin model
(SLM),

Gij = − 1

τsgs

(︃
1

2
+

3

4
C0

)︃
δij , (3.9)

where the sub-grid time scale τsgs = ksgs/ϵsgs is the ratio between sub-grid kinetic energy
(ksgs) and its dissipation rate (ϵsgs). δij is the Kronecker delta, = 1 if i = j and = 0 other-
wise. The parameter C0 controls the rate of return to isotropy (see Equation 4.5), which
is set to 2.1 following Haworth and Pope 1986, despite Pope and Chen 1990 suggesting
that C0 may be Re-dependent. While ksgs is readily available from the PDF, the sub-grid
dissipation requires modelling:

ksgs =
1

2
˜︁u′′i u′′i , ϵsgs = Cϵ

(︁
1 +M2

sgs
)︁ k3/2sgs

∆
. (3.10)

The model for ϵsgs is based on the well-known result from dimensional analysis that ϵsgs ∝
U3/ℓ, independent of ν at high Re (Vassilicos 2015). Here, U2 is the turbulent kinetic
energy, ℓ is the integral length scale, and ν = µ/ρ is the kinematic viscosity. The model’s
dependence on the sub-grid Mach number Msgs =

√︁
2ksgs/c accounts for the dilatational

dissipation effect in compressible turbulence (Zeman 1991; Delarue and Pope 1997), where c
is the local speed of sound. Note that other Mach number scalings of dilatational dissipation
have been proposed, for instance, Ristorcelli 1997 argues that the correction should ∝
M4

sgs/Re. In practice, Msgs is usually small (< 0.3) even if the mean flow is supersonic, see
subsection 6.2.3 for an example, and all dissipation models give similar values of ϵsgs. The
model coefficient is taken as Cϵ = 1.05 following Almeida 2019, which is also close to the
value of Cϵ = 1 used by Gicquel et al. 2002; Sheikhi et al. 2007. Note that the filter-width
∆ enters the PDF model indirectly through ϵsgs, unlike conventional SGS models where ∆

enters the filtered scale directly through the sub-grid turbulent viscosity.

The scalar-related conditional filtered terms are modelled similarly, using the interaction-
2When the PDF method was originally developed for RANS (Reynolds-averaged Navier-Stokes), much

effort has been devoted to developing complex models that account for the anisotropy of the Reynolds
stress. However, in LES, it is argued that the resolved large eddies capture most of the flow anisotropy,
and the sub-grid scales are closer to the isotropy assumption. This will be discussed further in chapter 5
concerning near-wall models.

65



by-exchange-with-the-mean (IEM) model3 (Dopazo 1975):
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It is assumed that mixing at sub-grid level is dominated by small eddies (equivalent to
assuming Re ≫ 1), the mixing time scales for all scalars are therefore all the same, equal
to the turbulence timescale, CY = CE = 1. Note that the diffusion term is not added to
species mass fractions and energy.

3.2 Eulerian stochastic fields

Due to the high dimensionality of the PDF sample space (1 density + 3 velocities + 1
energy + Ns species), the transport equation is computationally expensive to solve with
mesh-based numerical methods, such as finite difference, finite volume, or finite element.

Two classes of solutions are typically used. Deterministic approaches such as the
quadrature method of moments solves the transport equations of a truncated set of mo-
ments (Tang et al. 2007; Donde et al. 2012; Koo et al. 2013). The deterministic nature
makes this approach free from stochastic sampling errors, but it still suffers from the curse
of dimensionality unless assumptions are made about the independence of certain PDF
variables, which is common. Also, special treatment is often required to prevent the prob-
lem from becoming singular.

On the other hand, the Monte Carlo approach approximates the PDF by an ensemble
of Nf realisations, such that statistical moments are captured. It is more robust and the
approximation converges with N−1/2

f , independent of the problem dimension (Kloeden and
Platen 1992). Early literature (e.g. Pope 1985; Haworth and Pope 1986; Delarue and Pope
1997) uses an ensemble of Lagrangian particles, each having a position, velocity, and the
PDF states, and follows a set of stochastic differential equations (SDEs). However, imple-
menting the Lagrangian formulation requires coupling between Lagrangian and Eulerian
solvers, as most codes in combustion are grid-based. Several challenges arise, including
the need to ensure consistency between the Lagrangian and Eulerian representations, the

3The IEM model can be alternatively understood as assuming that the unclosed terms and the PDF
variable are joint-normally distributed, with the covariance modelled through the sub-grid timescale.
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mass of the particles must match the density in the finite-volume cell, and velocity diver-
gence must also be consistent. Moreover, since the spatial gradients of the particles are
usually noisy, smoothing is necessary, making it difficult to use high spatial-order and low
dissipation numerical methods. Load balancing of both the spatial domain and particles
simultaneously, while keeping the data local to the processors, is also challenging. Special
algorithms have been developed over the years to address these challenges, see Haworth
2010, section 7 for more details regarding the hybrid Lagrangian/Eulerian method.

Alternatively, Valiño 1998 and Soulard and Sabel’nikov 2006 proposed a statistically
equivalent Eulerian system where the PDF is approximated by Nf stochastic fields (SF),
such that

F (x, t;φφφ) ≈ 1

Nf

Nf∑︂
n=1

ρ(n)(x, t)

NV∏︂
m=1

δ
(︂
ϕ(n)m (x, t)− φm

)︂
, (3.13)

ϕ̄m(x, t) ≈
1

Nf

Nf∑︂
n=1

ϕ(n)m (x, t) . (3.14)

The superscript (n) denotes the solution of the nth SF. Compared to the Lagrangian
approach, the SF can be easily implemented in any grid-based solvers, taking advantage of
existing capabilities such as high-order numerical schemes, AMR, efficient parallelisation,
and portability across CPU and GPU platforms.

The system of stochastic partial differential equations (SPDEs) equivalent to the PDF
transport equation (3.6) is

dρ(n)

dt
+ u

(n)
j

∂ρ(n)

∂xj
= −

⏟ ⏞
ρ
∂uj
∂xj

⃓⃓⃓⃓
ϕϕϕ , (3.15)

dY
(n)
α

dt
+ u

(n)
j

∂Y
(n)
α

∂xj
= −1

ρ̄

∂J̄α,j
∂xj

+ S(n)
α +

1

τsgs

(︂
Ỹ α − Y (n)

α

)︂
, (3.16)

du
(n)
i

dt
+ u

(n)
j

∂u
(n)
i

∂xj
= −1

ρ̄

∂p̄

∂xi
+

1

ρ̄

∂τ̄ ij
∂xj

+
1

τsgs

(︃
1

2
+

3

4
C0

)︃(︂
ũi − u

(n)
i

)︂
+
√︁
C0ϵsgs

dW
(n)
i

dt
,

(3.17)

dE(n)

dt
+ u

(n)
j

∂E(n)

∂xj
= −1

ρ̄

∂q̄j
∂xj

− 1

ρ̄

∂puj
∂xj

+
1

ρ̄

∂τijui
∂xj

+
1

τsgs

(︂
Ẽ − E(n)

)︂
. (3.18)

The Wiener process increment dW has a mean of
∑︁

n dW
(n) = 0, a time average of

⟨dW(n)⟩ = 0, and a time covariance of ⟨dW (m)
i dW

(n)
j ⟩ = dtδijδmn. The covariance prop-

erty implies that the solutions of the SPDEs are continuous but not differentiable with
respect to time. Therefore, temporal derivatives can only be interpreted as a finite change
in the variable dϕϕϕ over a finite time step dt and an increment dW. However, conventional
partial derivatives exist in space as dW is constant in space.
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3.2.1 Conservation and thermodynamic consistency

Conservation and thermodynamic consistency (density, pressure, and temperature follow
the equation of state) are important for numerical stability, especially at high Re and M,
in the presence of shock waves, and when high-order numerical schemes are employed.

Density-dilatation term

In order to cast the SPDEs (3.15)–(3.18) into conservative form, the conditional density di-
latation is decomposed into a conservative part and a non-conservative part which accounts
for the interaction between SFs:

−

⏟ ⏞
ρ
∂uj
∂xj

⃓⃓⃓⃓
ϕϕϕ ≈ −ρ(n)

∂u
(n)
j

∂xj
+
Cρ
τsgs

(︂
ρ̄− ρ(n)

)︂
. (3.19)

The sub-grid mixing-like term carries some physical interpretation, as there are three
thermodynamic quantities need to equilibrate in a gas: mechanical equilibrium (ρ → ρ̄ or
p→ p̄), thermal equilibrium (T → T̃ ), and chemical equilibrium (Yα → Ỹ α), but there are
only two sub-grid mixing terms (on E and Yα) in the SPDEs. This suggests that there
ought to be a third sub-grid mixing term.

This novel density mixing term opens up new opportunities for modelling sub-grid
mixing and interactions in compressible turbulence. However, considering that Msgs is
typically small in the case of interest (see e.g. subsection 6.2.3), the fluctuations in sub-
grid density are small compared to fluctuations in temperature and velocity. Therefore,
this work neglects Cρ. Nevertheless, its significance may be worth exploring in the future,
potentially through highly compressible DNS.

Stochastic pressure gradient

For thermodynamic consistency, the mean pressure in the momentum equation is replaced
with a stochastic pressure calculated from the field’s states using the equation of state,
similar to Azarnykh et al. 2016; Almeida 2019. This substitution does not alter the mean
of the pressure gradient term, as differentiation is linear. It does, however, add higher-order
statistical moments. For example, the variance can be calculated by first principle, as

var

(︃
∂p

∂x

)︃
=

(︃
∂p

∂x

)︃2

−
(︃
∂p̄

∂x

)︃2

= lim
∆x→0

1

∆x2

(︂
p(x+∆x)2 − p(x+∆x)

2⏞ ⏟⏟ ⏞
σ2
p(x+∆x)

+ p(x)2 − p(x)
2⏞ ⏟⏟ ⏞

σ2
p(x)

−2
(︁
p(x+∆x)p(x)− p̄(x+∆x)p̄(x)

)︁⏞ ⏟⏟ ⏞
ρp(x+∆x,x)σp(x+∆x)σp(x)

)︂
, (3.20)
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where σp is the standard derivation of p, and ρp is its Pearson correlation coefficient.
Substituting in the Taylor expansions of σp and ρp and taking the limit, the variance of
the stochastic pressure gradient is

var

(︃
∂p

∂x

)︃
=

(︃
∂σp
∂x

)︃2

− ∂2ρp
∂x2

σ2p . (3.21)

The second derivative of ρp resembles the definition of the Taylor micro-scale λ,

−∂
2ρp
∂x2

=
1

λ2
. (3.22)

It is important to clarify that this is not the physical Taylor scale, but a measure of the
smoothness of the SF. Additionally, all terms in (3.21) are associated with the statistical
moments, so their derivatives are meaningful and can be evaluated from the SF. If p is
a Gaussian random field—meaning that p from a set of arbitrary points follows a joint
normal distribution—then the mean pressure gradient together with the above variance
can uniquely describe all moments of ∂p/∂x.

This novel analysis establishes a connection between the formulation that uses the mean
pressure gradient and that uses the stochastic pressure gradient. Future development could
aim at introducing a term in the Langevin model to make these two formulations equivalent.
This will require determining the joint distribution or correlation of pressure and velocity.

Final stochastic PDE system

The final SPDE system is

dρY
(n)
α

dt
+
∂ρY

(n)
α u

(n)
j

∂xj
= −ρ

(n)

ρ̄

∂J̄α,j
∂xj
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(︂
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α

)︂
, (3.23)
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(3.24)

dρE(n)

dt
+
∂
(︁
ρE(n) + p(n)

)︁
u
(n)
j

∂xj
= −ρ

(n)

ρ̄

∂q̄j
∂xj

+
ρ(n)

ρ̄

∂τijui
∂xj

+
ρ(n)

τsgs

(︂
Ẽ − E(n)

)︂
. (3.25)

with

ksgs =

∑︁Nf

n=1 ρ
(n)
(︂
u
(n)
i − ũi

)︂2
∑︁Nf

n=1 ρ
(n)

, (3.26)

and τsgs and ϵsgs are computed using (3.10).
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Using the notation of the Navier-Stokes equations in (2.1),

dU(n) =

(︄
−
∂Fhyp

j (U(n))

∂xj
− ρ(n)

ρ̄

1

Nf

Nf∑︂
m=1

∂Fdiff
j (U(m))

∂xj⏞ ⏟⏟ ⏞
RHSSF

+S(U(n)) +A(U(n),U)

)︄
dt

+B(U(n),U) dW(n) , (3.27)

where the superscripts on the flux vector denote the hyperbolic (inviscid) and diffusive
parts, and

A(U(n),U) =
ρ(n)

τsgs

⎡⎢⎣ Ỹ α − Y
(n)
α(︁

1
2 + 3

4C0

)︁(︁
ũi − u

(n)
i

)︁
Ẽ − E(n)

⎤⎥⎦ , B(U(n),U) =

⎡⎢⎣ 0

ρ(n)
√︁
C0ϵsgs

0

⎤⎥⎦ . (3.28)

Note that only Eulerian systems can be written in conservative form, while Lagrangian
systems cannot.

3.3 Implementation

3.3.1 Modifications to the existing solver

The main advantage of the SF approach is that it can be easily implemented in any existing
grid-based solver. The state variable vector is extended to be U = [U,U(1), ...,U(Nf )]. The
mean U is redundant and is included only to avoid repeated calculation of the average.
When computing the RHS update, the inviscid fluxes are computed as normal, while the
viscous fluxes, because need to be averaged, are stored in a temporary variable for taking
the mean before adding back to all fields.

The SF sub-grid model, A and B, is added after the RHS evaluations, following the
Euler-Maruyama scheme which has a time accuracy of strong order

√
∆t and weak order

∆t (Kloeden and Platen 1992)4. The Runge-Kutta integrator in (2.67)–(2.69) is modified
by adding an extra sub-step before the reaction step, such that the advantage of computing
the reaction term only once per time step is retained.

U∗ = Ut +
(︁
RHSSF(Ut) + S(Ut)

)︁
∆t , (3.29)

U∗∗ = Ut +
(︁
RHSSF(Ut) +RHSSF(U∗)

)︁ ∆t
2
, (3.30)

U∗∗∗ = U∗∗ +A(U∗∗)∆t+B(U∗∗)∆W , (3.31)

Ut+1 = U∗∗∗ + S(Ut+1)∆t . (3.32)
4Strong and weak order refer to the convergence rate to a particular path of a stochastic process and

its statistical moments, respectively.
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3.3.2 Discretising the stochastic model

Special care is needed when discretising A and B. When the sub-grid time scale is too
small, the sub-grid mixing term places a stringent requirement on the time step size,
analogous to the CFL condition. It can be circumvented using a new two-step integration
procedure by first applying the random walk, and then performing sub-grid mixing. The
sub-grid time scale is also rewritten in a semi-implicit way, such that it is unconditionally
stable (Prasad 2011), even if τsgs → 0 approaches zero, and the states correctly converge
to the mean solution of the Runge-Kutta predictor U∗∗. For example, the momentum
equation in step (3.31) is discretised as (ρui)∗∗∗ = (ρui)

∗∗+∆ui, and the change in velocity
∆ui is obtained through the following procedure:

∆uWi = B∆Wi , (3.33)

∆ui =

∫︂ t+∆t

t
Auidt+BdW ≈ ∆uWi +

(︁˜︁ui − u
(n)
i −∆uWi

)︁
∆t

∆t+ 1/Gij
. (3.34)

Here, Aui = Gij
(︁
ũi−u(n)i

)︁
and B =

√︁
C0ϵsgs. For the species and energy equations, B = 0

and (3.34) is applied directly with 1/τsgs in place of Gij .

It is also important to ensure that the discretised Wiener process sums to zero,
∑︁

n∆W
(n) =

0, such that conservation is respected (the mean remains unchanged). This can be done
in several ways:

1. Shift and scale a random normal number to have zero mean and ∆t variance;

2. Mirror half a set of random normal numbers about zero (antithetic sampling);

3. Use a set of random numbers with half valued −
√
∆t and the other half

√
∆t (di-

chotomic vector).

The second and third approaches are found to perform better (Jones and Navarro-Martinez
2007). The present work uses the dichotomic vector because of its another advantage that
the Wiener term is always bounded, whereas drawing from a normal distribution may
result in extreme events. These extreme events, although having a low probability, will
almost certainly occur over the large number of time steps, and will adversely affect the
statistical error, especially when Nf is small.

3.3.3 Treatment with AMR

To maintain consistency between the AMR hierarchy while preserving time independence,
the Wiener term is initialised at the finest level and then summed up accordingly to the
coarse levels, as illustrated in Figure 3.1.

The coarse-level Wiener process increments ∆W are independent, as the sum of inde-
pendent fine-level ∆W is also independent. It is also consistent because for each field, the
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Figure 3.1: Algorithm of generating independent and consistent Wiener process increments
across AMR levels, illustrated for three levels.

coarse and fine Wiener processes over the coarse time step have the same value. The only
inconsistency occurs at half the coarse time step, when spatial-temporal interpolation is
performed at coarse-fine level boundaries. For instance, at the end of the first step of level
1 in Figure 3.1, the solution from level 0 is interpolated to half of its time step, therefore,
∆W is effectively halved to

√
∆t2. While in level 1, ∆W equals 2

√
∆t2 is different from

the value in the coarse level.

The inconsistency can be resolved by instead initialising ∆W in the coarsest level and
then dividing it to the finer levels. However, the aforementioned method (Figure 3.1) still
yields a better statistical accuracy. This is because although the second method avoids
inconsistency, it substantially increases the effective time step size of the SPDE, especially
when multiple AMR levels are used, and as previously mentioned, the statistical error is
proportional to the time step size.

3.3.4 Performance scaling with stochastic fields

The implementation of SF is mostly similar to adding a loop around the time advance loop,
hence, it is expected that the computational cost will scale linearly with the number of
fields O(Nf ). However, additional operations are required, including computing the mean,
applying the stochastic model, and generating and syncing the random number, although
the computational cost for these operations is expected to be insignificant compared to
evaluating the RHS. A weak scaling test is carried out on ARCHER2, using the same
settings as in subsection 2.4.5 except that the problem size is reduced to 1283. Figure 3.2
shows that the parallel efficiency of the SF solver reduces with increasing number of nodes.
However, it is able to maintain approximately 84% efficiency with 32 fields and 8 nodes
(1,024 CPU cores). The load imbalance also increases with the number of nodes, indi-
cating that the decline in efficiency is partly due to communication rather than the SF
implementation. In practice, the number of fields used is a compromise between accuracy
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Figure 3.2: Weak scaling of the stochastic fields on CPU. Four fields per node are used.

and cost. In the literature, 8 fields is a common choice (e.g. Mustata et al. 2006; Gong
et al. 2017; Almeida and Navarro-Martinez 2021; Liu and Jones 2025).

3.4 Results

3.4.1 Ornstein-Uhlenbeck process

A simplified test case is used to verify the implementation of the stochastic solver. The
computational domain is filled with two passive scalars of equal mass fractions, Y1 = Y2 =

0.5. At the centre, SGS scalar variance is imposed by offsetting the scalar mass fractions
in different fields, e.g., field 1 has (Y

(1)
1 , Y

(1)
2 ) = (0.4, 0.6) and field 2 has (Y

(2)
1 , Y

(2)
2 ) =

(0.6, 0.4), and so on. This process keeps the filtered (mean) values unchanged. The scalars
advect with a base flow and follow the Ornstein-Uhlenbeck process (Särkkä and Solin 2019),

dρY
(n)
α

dt
+
∂ρY

(n)
α ˜︁uj
∂xj

= −ρ(n)A(Yα − 0.5) + ρ(n)B
dW (n)

dt
. (3.35)

With constant coefficients A = 500 and B =
√
2, the Ornstein-Uhlenbeck process can be

understood as a linear version of the SGS model employed in SF where τsgs and ϵsgs are
constant. The time evolution of SGS scalar variance can be derived analytically and is
used to assess the stochastic error convergence:

var(Y )(t) = var(Y )(0)e−2At +
B2

2A

(︁
1− e−2At

)︁
. (3.36)

The L2 error in sub-grid variance is defined as

εL2 =

√︄
1

tend

∫︂ tend

0
(var(Y )SF − var(Y )Analytical)

2 . (3.37)
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The simulation duration tend is chosen to be four flow-through times (tref), approximately
two times the time needed for the SGS scalar variance to reach equilibrium. In this way,
the error reflects both the transient and equilibrium behaviour of the sub-grid variance.

Figure 3.3: Sub-grid scalar variance at different times and the static mesh used.

Figure 3.4: Time evolution of sub-grid scalar variance averaged over space (identical for
both scalars) and error convergence.

Figure 3.3 displays snapshots of σSF with 8 fields and 2 levels. It is seen that the
sub-grid variance is advected to the right and decays as time passes. The shape of the
sub-grid variance is free from any noticeable distortion or noise when passing through the
AMR level boundaries. A quantitative view is provided in Figure 3.4, showing that the
scalar variance decay matches the analytical solution (t/tref < 2) and maintains a correct
equilibrium level afterwards. With an increasing Nf , the curve becomes smoother with less
fluctuation. The stochastic error converges with N

−1/2
f , consistent with the Monte Carlo

method used. The AMR implementation is proven to be consistent and does not affect
convergence.
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3.4.2 Taylor-Green vortex

Next, the performance of the velocity PDF as a turbulence model is assessed through the
Taylor-Green vortex (TGV) problem. The case setup follows Lusher and Sandham 2021,
with an initial Reynolds number of 1600 and a constant Prandtl number of 0.7. Four
modelling configurations are examined, implicit LES (ILES, or no model) where numerical
diffusion acts as SGS model to provide turbulent diffusion, Smagorinsky model (Martín,
Piomelli, et al. 2000) with a constant of Cs = 0.1, and the SF with 8 and 16 fields. A
uniform 1283 mesh is used for all configurations.

Figure 3.5: Comparison of TGV using different turbulence models and 1283 mesh. Ref:
DNS (TENO6) from Lusher and Sandham 2021. All quantities are normalised by their
initial values.

The case is conducted at two Mach numbers, M = 0.1 within the incompressible limit,
and M = 1.25 where shocklets are present. For both Mach numbers, Figure 3.5 shows that
the time evolutions of kinetic energy for all configurations agree well with DNS data. More
information about the vortical structure is revealed by the (normalised) total dissipation,

ϵ =

∫︂
∥∇ × u∥2 + 4

3
(∇ · u)2 dx . (3.38)

The first term in the integral is enstrophy (solenoidal dissipation), and the second term
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Figure 3.6: Enlarged view of Figure 3.5 for clearer interpretation of the differences between
ILES, Smagorinsky LES, and SF in the vortex stretching phase.

is dilatational dissipation, which is zero in incompressible flows and is still much smaller
than the solenoidal term in the M = 1.25 case.

Compared to DNS results, all LES suffered from considerable numerical diffusion, as
seen by the difference between the total dissipation curves. However, when the DNS data
is scaled down and shifted in time such that the peak dissipation matches that of the LES
results, the inclusion of an LES SGS model is seen to provide significant improvement in
terms of matching the decay of the vortical structures, where the ILES failed to model
the decay of dissipation. In Figure 3.6, it is also interesting to note that in the vortex
stretching phase (before peak dissipation, t/tref < 8), the SF solution is the same as that
of no model, indicating that no turbulent dissipation has been added at the time. This
shows that the SF model introduces turbulent dissipation only when necessary, unlike
eddy viscosity-type models, such as the Smagorinsky model, which add dissipation from
the start of the simulation. The SF model appears to be able to distinguish between
laminar shear and turbulence. A few small peaks are observed in the kinetic energy curves
for SF, possibly due to the stochastic nature of the method, but overall the simulations
remain stable.

The difference between 8 and 16 fields is small in the high Mach number case, suggesting
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that 8 fields are sufficient to handle the stochastic error in turbulent flows of this problem.
However, the difference is visible in the low Mach number case, where 16 fields yield better
predictions closer to the shifted DNS results, confirming the convergent property of the
stochastic model.

Figure 3.7: Comparison of TGV using different numerical schemes and 1283 mesh. Ref:
DNS (TENO6) from Lusher and Sandham 2021. All quantities are normalised by their
initial values.

Figure 3.7 shows the difference between numerical schemes. A low dissipation scheme
has a dramatic effect on turbulence as excessive numerical dissipation will mask out the
SGS model. The TVD scheme, which is commonly used in compressible CFD solvers, is
too dissipative for LES purposes. The difference is more pronounced in smooth flows. In
shocked flows, numerical dissipation is inevitable, in which case AMR will be effective. The
fourth-order central KEEP (kinetic energy and entropy-preserving) scheme of Fujiwara et
al. 2023 shows some advantages due to the spectral properties, but it requires very smooth
(well-resolved) flows and is unstable without artificial dissipation in shocked flows. A
hybrid strategy may be useful by combining the best of both schemes, but it is beyond the
scope of this work.

The difference in the choice of discretisation for the Wiener process ∆W is examined
in Figure 3.8. The use of a random normal number, which produces a non-zero mean,
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Figure 3.8: Comparison of TGV using 16 SF and different random number generation
methods or ∆W and 1283 mesh. Ref: DNS (TENO6) from Lusher and Sandham 2021.
All quantities are normalised by their initial values.

contaminates the solution, leading to a significant deviation in kinetic energy from t/tref >

15. While scaling and shifting the random normal number to zero mean and ∆t variance
results in some improvement, the current approach of using a dichotomic random number
is shown to be the most effective.

3.4.3 Autoignition in homogeneous-isotropic turbulence

The following case demonstrates the behaviour of the SF model in situations involving
turbulence and autoignition. The case is set up with a decaying homogeneous-isotropic
turbulence of Re ≈ 11,000 and M = 0.1. The initial velocity field is generated on a DNS
mesh using the von Kármán-Pao spectrum (Bailly and Juve 1999)

E(k) =
3.07 (12/5)2√

π
× (k/kℓ)

4(︁
1 +

(︁
k/kℓ

√︁
12/5

)︁2)︁17/6 × exp
(︁
−2(k/kη)

2
)︁
, (3.39)

where the first part is a normalising constant, and the second and third parts are the
spectra controlling the large and small scales, respectively; k is the wavenumber, and
kℓ = 2 and kη = 45 are the wavenumbers corresponding to the most energetic scale and
the smallest (Kolmogorov) scales. The velocity field is then filtered to create the initial
conditions for the LES, as shown in Figure 3.9. The mesh sizes for the DNS and LES are
1283 and 323, respectively. Sub-grid temperature fluctuations follow the strong Reynolds
analogy (assuming constant total energy, cvT ′′ = 3/2u′′2) while density remains constant.

A fictitious one-step irreversible mechanism is used with a forward rate given by

k = ATe−Ta/T s(T − Tref) , (3.40)

with A = 2 × 107 K s−1, Ta = 15096.5 K, Tref = 806.3 K, and s(ϕ) = 1/(1 + e−ϕ) is
the standard logistic function. These parameters are selected such that the turbulence
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Figure 3.9: Illustration of the initial velocity field before and after filtering, the sub-grid
temperature variance, and the kinetic energy spectra.

timescale and the ignition delay tturb ∼ tign are comparable. This simplified case aims
to show the general behaviour of the SF with a strongly non-linear source term in the
presence of sub-grid variance.

Three simulations are run, including one ILES, two SF, and a DNS. All simulations
start with an identical temperature distribution. From Figure 3.10, the temperature rises
as the decaying kinetic energy converts into heat. However, the SF simulation starts to
ignite shortly after 0.8 tign, as indicated by a sharp rise in temperature, while the no
model simulation is not ignited throughout the simulated time. Compared to DNS, the
SF predicts an earlier autoignition. Initially, it was suspected to be due to the added
dissipation from a coarser grid, meaning that kinetic energy is transferred into heat more
quickly. However, the left panel of Figure 3.10 suggests that the kinetic energy dissipation
is mainly due to sub-grid scales. It may also be due to the initial condition being slightly
different, as positional information is lost with the one-point PDF. Nevertheless, the SF
successfully predicts the ignition event whereas the ILES approach fails5. The simulations

5The ILES is stopped at t/tign ≈ 1.35 because it already represents a 35% error compared to the DNS
and > 50% difference from the SF which uses the same mesh.
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Figure 3.10: Time evolution of temperature. The solid line indicates the spatial average
and the shaded region represents the range. tign denotes the ignition time in the DNS.

with 8 and 16 SF show the same behaviour with ignition at t = 0.8 tign, suggesting that
ignition is correctly predicted even with a low number of fields. This is because ignition is
sensitive to extreme values but not the mean.

The case showcases a feature of the SF model, when there are considerable SGS tem-
perature and species fluctuations, points within an LES cell can get ignited much sooner
than the filtered states due to the non-linear nature of the chemical process. SF can cap-
ture this behaviour as it permits some fields to have states more favourable for ignition.
The “ignited” fields will generate radicals and heat, which in turn will propagate to the
other fields through the sub-grid mixing mechanism.

3.4.4 Supersonic jet flame

Finally, the supersonic jet flame experimentally studied by Cheng, Wehrmeyer, and Pitz
1991; Cheng, Wehrmeyer, Pitz, et al. 1994 is used to validate the ability of the SF to
simulate realistic high-speed turbulent combustion problems. The case has documented
experimental data as well as LES studies by Möbus et al. 2003; Boivin et al. 2012; Moule
et al. 2014; Bouheraoua et al. 2017.

The burner comprises a sonic circular hydrogen jet surrounded by a Mach-2 coflow of
hot combusted gas. Detailed inflow conditions are listed in Table 3.1. The computation
domain is (75D × 37.5D × 37.5D), with a base grid of (160× 80× 80) and up to 3 levels
of refinement, resulting in around 14 million cells. The minimum cell size is 0.138 mm,
mainly around the fuel injector at x/D < 10. Most of the jet is covered by the second
finest level, with a cell size of 0.277 mm, roughly 10 times the Kolmogorov length scale and
0.05 times the integral length scale estimated in the experiment (Cheng, Wehrmeyer, Pitz,
et al. 1994). The refinement region is adaptively generated based on the density gradient,
pressure gradient, and vorticity magnitude. If SF is used, ksgs is also available and can be
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Table 3.1: Supersonic jet flame conditions (Cheng, Wehrmeyer, Pitz, et al. 1994)

Geometrical parameters

Fuel injector inner diameter (D) 2.36 mm
Fuel injector outer diameter 3.81 mm
Coflow inner diameter 17.78 mm

Fuel jet Coflow jet Atmospheric

Pressure [kPa] 112 107 101
Temperature [K] 545 1350 296
Mach number 1.0 2.0 0.0
O2 mole fraction 0.0 0.201 0.23
N2 mole fraction 0.0 0.544 0.77
H2 mole fraction 1.0 0.0 0.0
H2O mole fraction 0.0 0.255 0.0

used as a refinement criterion, although in this case, the tagged region is almost identical
to using the aforementioned criteria. A buffer layer is placed at the outflow to prevent
spurious pressure waves from reflecting back into the domain. The 9-species 21-reaction
mechanism by Li, Zhao, et al. 2004 is used, different from most previous LES studies where
reduced chemistry is used (Möbus et al. 2003; Boivin et al. 2012; Bouheraoua et al. 2017).

Previous studies show that velocity fluctuations at the inlet are crucial to the break-up
distance of the jet. An artificial perturbation by Danaila and Boersma 1998 is used, which
has been shown to work well in jet flames (Pitsch and Steiner 2000):

u(θ, t) = ⟨u⟩+ urms

2

[︄
6∑︂

m=1

sin

(︃
am⟨u⟩
D

mπt+mθ + bm

)︃

+

8∑︂
m=7

sin

(︃
am⟨u⟩
D

mπt+ bm

)︃]︄
, (3.41)

where θ is the azimuthal angle, ⟨u⟩ is the time-averaged velocity, am and bm are random
numbers drawn between 0 and 1. am carries the physical meaning as the Strouhal number
and bm is a phase shift. The root mean square (RMS) velocity urms is 18% and 22% ⟨u⟩
for the fuel jet and coflow, respectively, following Bouheraoua et al. 2017.

The burner is simulated with two configurations, an ILES and an SF with 8 fields. Fig-
ure 3.11 shows the instantaneous temperature slices, revealing a highly dynamic flow field
characterised by strong gradients and the presence of a wide range of scales. Autoignition
of partially premixed pockets occurs at x/D ≈ 30, similar for both configurations. The SF
approach exhibits a stronger and more sustained flame compared to the no model, which
shows a more broken flame structure. The same trend is observed by OH and HO2 radicals
depicted in Figure 3.12. The SF model predicts slightly earlier production of HO2, and a
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Figure 3.11: Instantaneous temperature field of implicit LES (ILES) and stochastic fields
(SF). The shaded region represents the buffer layer.

higher OH mass fraction downstream. These observations are consistent with the previous
test case, where the SF approach “ignites” before the ILES.

Figure 3.13 compares the mean temperature of the present solver with previous LES
studies. The present results agree well with the well-resolved LES by Bouheraoua et al.
2017 using up to 268 million cells6 and outperform other previous LES studies. The final
plot suggests that the ignition position is further downstream compared to the other LES.
However, caution must be exercised in interpreting these results, as the chemical mechanism
used is slightly different and may have an impact on the autoignition location.

Figure 3.14 compares the radial profiles of time statistics with experimental measure-
6In their study, the authors tested three grids of 4, 32, and 268 million cells. They showed that grid

convergence is achieved with the 4-million-cell grid, while the 268-million quasi-DNS resolution is employed
for a more detailed analysis to the flame stabilisation mechanism.
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Figure 3.12: Instantaneous mass fractions of OH and HO2 of implicit LES (ILES) and
stochastic fields (SF). The shaded region represents the buffer layer.

ments. At x/D = 10.8, the jet has not ignited thus the maximum temperature is reached
at the coflow, and the plot shows the mixing of the hot coflow and cold H2 streams. The
double peaks around the inner jet in RMS suggest that it has not broken up. Both models
produce similar results and agree with the experiment, with some over-prediction seen in
H2O and H2 RMS. This may be caused by the small values and experimental uncertainty.

At x/D = 32.3, the peak temperature level shows that ignition has occurred, and
the inner jet is no longer distinctly visible. All time averages and RMS results match
well with the experiment. The SF and no model show similar trends. However, differ-
ences in predicted H2 are starting to be observed, with the SF showing slightly faster fuel
consumption.

At x/D = 43.1, the differences between the two models begin to grow, as a higher H2O
and a lower H2 level suggest a stronger flame in SF. Overall, both configurations show
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Figure 3.13: Mean temperature compared with previous LES studies and experiment. The
number of cells used in the LES is included in brackets (“M” means millions, 106). Green
square: Boivin et al. 2012; Blue triangle: Moule et al. 2014; Red star: Bouheraoua et al.
2017; Black circle: Cheng, Wehrmeyer, and Pitz 1991.

reasonable agreement with the experiment.

At the last station, x/D = 64.7, the SF predicts that the H2 is nearly all consumed, con-
sistent with that measured in the experiment. Stronger discrepancies between approaches
occur in O2 and N2 RMS concentrations, which suggest larger fluctuations in the exper-
iment than in the numerical flames. The OH mean and RMS values of the ILES agree
better with the experiment, although these may be due to an erroneously delayed flame.

Finally, it is worth noting that the SF without the conservation and thermodynamic
consistency treatment introduced in subsection 3.2.1 crashes in this case.

3.5 Summary

This chapter presented the development and validation of the joint-velocity-scalar proba-
bility density function (VSPDF) formulation in large eddy simulations (LES), which closes
all turbulent transport and non-linear chemical source terms without approximation. The
PDF transport equation is solved using the Eulerian stochastic fields (SF) approach, mak-
ing it straightforward to implement in grid-based compressible solvers. It allows integration
of AMReX’s adaptive mesh refinement (AMR) capabilities, enabling efficient computation
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Figure 3.14: Radial profiles of mean (solid line) and RMS (dashed line) quantities. Blue:
implicit LES; Orange: stochastic fields; Black circle and cross: experimental measurement
of mean and RMS (Cheng, Wehrmeyer, and Pitz 1991).
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while maintaining accuracy. To the author’s knowledge, this is the first SF-AMR study
added to the literature.

The sub-grid closure models were carefully formulated to preserve conservation and
thermodynamic consistency, crucial for numerical stability in compressible flows. The im-
plications of using a conservative system and a stochastic pressure gradient were analysed.
Attention was paid when discretising the sub-grid closure terms to ensure conservation,
stability, and accuracy, especially across AMR boundaries.

Four validation cases were considered to assess the performance of the SF model:

1. The Ornstein-Uhlenbeck process verified the stochastic solver, achieving the theo-
retical convergence rate of N−1/2

f and demonstrating that the AMR implementation
maintains consistency and convergence across refinement boundaries.

2. The Taylor-Green vortex demonstrated the effectiveness of the velocity PDF as an
LES turbulence model, outperforming the conventional Smagorinsky model in both
low and high Mach number regimes. The unique advantage of the SF model, which
adds turbulent dissipation only when necessary, is highlighted. In addition, it was
shown that using 8–16 fields yields a decent approximation of the sub-grid PDF.

3. The turbulence autoignition case revealed the model’s characteristics in predicting
autoignition in an under-resolved flow field, showcasing its ability to predict extreme
non-linear events more effectively compared to implicit LES approaches.

4. The supersonic burner of Cheng, Wehrmeyer, and Pitz 1991; Cheng, Wehrmeyer,
Pitz, et al. 1994 validated the model’s overall performance in supersonic combustion
scenarios. The solver was proven robust in highly dynamic flow fields, yielding good
agreement with experimental data and LES results from the literature. Compared to
implicit LES, the SF model predicted a stronger flame and greater fuel consumption,
aligning closely with experimental observations.

In conclusion, the VSPDF-SF-AMR strategy presented in this chapter serves as a ro-
bust, accurate, and computationally efficient framework for LES of compressible turbulent
reactive flows. It provides a unified closure for all turbulent interactions, valid across all
combustion regimes, with particular strengths in applications where sub-grid mixing and
non-linear extreme events may be important.

86



Chapter 4

Data-driven generalised Langevin
model

Having introduced the joint-velocity-scalar PDF framework, the following two chapters
consider two directions for improving it, through increasing the accuracy of the sub-grid
model and reducing computational costs. This chapter explores the use of a data-driven
approach to better understand and to enhance the Langevin model in the velocity PDF.

4.1 Introduction

4.1.1 Simplified Langevin model

To understand the effect of the Langevin model, consider an incompressible flow with zero
mean gradients. The Reynolds stress equation in a reference frame that moves with the
mean flow1 can be simplified as an ODE (Haworth and Pope 1986)

du′iu
′
j

dt
= −1

ρ
u′i
∂p′

∂xj
+ u′j

∂p′

∂xi
+ νu′i

∂2u′j
∂xkxk

+ u′j
∂2u′i
∂xkxk

= Nij . (4.1)

Compared to the second moment equation of the velocity PDF

du′iu
′
j

dt
= Giku

′
ju

′
k +Gjku

′
iu

′
k + C0ϵδij , (4.2)

it is clear that the SF sub-grid model represents the unclosed pressure-scrambling and
dissipation terms, collectively labelled as N.

The Reynolds stress tensor τττ sgs = u′iu
′
j can be decomposed into an isotropic part and

a traceless anisotropic part: τττ sgs = 2ksgs(I/3 + b), where I is the identity matrix, and the
1The assumption of zero mean gradients and the choice of reference frame are not necessary because

all turbulent transport terms and mean diffusion terms are closed with the PDF method. They are made
here solely to simplify the equations.
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sub-grid kinetic energy ksgs and sub-grid stress anisotropy tensor b are

ksgs =
τ sgs
ii

2
, bij =

τ sgs
ij

τ sgs
ii

− 1

3
δij . (4.3)

If the simplified Langevin model (SLM) in (3.9) is applied, (4.2) becomes

dτ sgs
ij

dt
= − ϵsgs

ksgs

(︃
1 +

3C0

2

)︃
τ sgs
ij + C0ϵsgsδij . (4.4)

This represents a dissipation of ksgs and a linear return to isotropy:

dksgs

dt
= −ϵsgs ,

dbij
dt

= −3C0ϵsgs

2ksgs
bij . (4.5)

As illustrated by Figure 4.1, the trajectory of an initial state forms a straight line towards
the origin on the turbulence triangle ( 3

√︁
III/2,

√︁
II/3), where II = bijbji/2 and III =

bijbjkbki/3 are the second and third principal components of b.

Figure 4.1: Example trajectory of sub-grid stress in the turbulence triangle using SLM and
a complex model (Haworth and Pope 1986). The three vertices correspond to three states
of turbulence (1C: one-component, rod-like; 2C: axisymmetric two-component, pancake-
like; 3C: isotropic) and the three edges represent different physical behaviours (Emory and
Iaccarino 2014).

The SLM is simple, computationally inexpensive, and extensively tested. Yet, like many
other simple turbulence models, such as the Smagorinsky model, it assumes isotropic flow
and correlates poorly with the term it aims to model. The SLM relies on parameters that
are calibrated in the RANS context. Although a more theoretically complete generalised
Langevin model (GLM) has been proposed, it is rarely used, and no general closure has
been presented in the literature. The turbulence dissipation rate ϵ, central to many mixing
models, depends on a dimensional argument (3.10) that is strictly valid in the limit of Re
→ ∞.
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In addition, approximating Gij with a scalar essentially sacrifices eight degrees of free-
dom. While assuming a dependence on k only makes the model unaware of flow anisotropy,
and cannot model the relativistic trajectory of returning to isotropy. With these consid-
erations, this chapter sets out to develop a new SGS modelling workflow for LES-PDF
approaches based on machine learning techniques.

4.1.2 Machine learning in CFD

Machine learning (ML) techniques and deep neural networks (DNN) have been widely
applied in fluid dynamics, gaining significant traction over the past decade. This subsection
aims to provide a brief overview of the area, more detailed reviews of ML work in CFD
and combustion modelling can be found in Zhou et al. 2022; Ihme and Chung 2024.

Reynolds stress

In non-reacting flows, ML methods are primarily used for predicting the Reynolds stress
tensor in both RANS and LES frameworks. These methods can either predict the Reynolds
stress tensor directly (King et al. 2016; Prat et al. 2020), or augment existing turbulence
models (Singh et al. 2017). DNN is the most popular approach largely thanks to its flex-
ibility. However, its “black box” nature means that the results from a DNN are difficult
to interpret, and it can sometimes violate physical constants, such as realisability (the
Reynolds stress tensor must be positive semi-definite) and rotational and Galilean invari-
ance. To address these issues, various physics-informed neural networks (PINN) (Ling
et al. 2016) or symbolic regression approaches (Weatheritt and Sandberg 2016; Chung,
Mishra, et al. 2021) have been employed. More recently, super-resolution based on sophis-
ticated models (e.g. Chung, Akoush, et al. 2023; Nista et al. 2023) has gained popularity,
advancing towards predicting the resolved flow field directly from LES solutions.

The training dataset plays a crucial role in model accuracy, as models tend to deteri-
orate when extrapolating to high Re, possibly due to the high Re data covering a larger
input space. Additionally, Wu et al. 2019 point out that data-driven models, acting as an
explicit source term, yield an ill-conditioned system, making the simulation sensitive to
small perturbations. Beck et al. 2019 also show that direct closure models trained on DNS
data will replace the LES operator with a DNS operator, leading to numerical instability.

Combustion

In combustion modelling, a major use case of ML models is to speed up the evaluation of
the chemical source term, especially when dealing with large detailed mechanisms. These
models can compute the chemical source term to avoid costly direct integration (Ding
et al. 2021; Readshaw et al. 2021; Nguyen, Barnaud, et al. 2023), or can replace tradi-
tional flamelet tabulation to reduce memory usage (Ihme, Schmitt, et al. 2009; Nikolaou
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et al. 2022). Another common application is to provide closure for the filtered chemical
source term, often using information from nearby cells or even flow field from the entire
domain, such as using the convolutional neural network (CNN) or the aforementioned
super-resolution models (Lapeyre et al. 2019; Seltz, Domingo, Vervisch, and Nikolaou
2019). Other usages of ML techniques in combustion include chemical kinetics reduction,
data extraction and analysis, and reduced-order models.

PDF methods

All examples discussed above are based on conventional LES methods. ML modelling in
the PDF method is a relatively less-explored area. Henry de Frahan, Yellapantula, et
al. 2019 compare different ML methods, including random forest, DNN, and conditional
variational autoencoder, in predicting the joint PDF of mixture fraction and progress
variable in a presumed-PDF method. They conclude that DNN provides fast and accurate
prediction, though noting that using the finite moment of the PDF limits the model’s
generalisability. Yao et al. 2020 employ a DNN to model the conditional scalar dissipation
rate from mean mixture fraction and strain rate. The model takes in the mixture fraction of
one realisation and outputs the scalar dissipation rate conditioned on the mixture fraction
of that realisation. They report good agreement of the marginal PDF with DNS data
in an a priori study. Seltz, Domingo, and Vervisch 2021 combine DNN, CNN, and long
short-term memory to predict the PDF of particle size for the next time step given the
current PDF. This, in the population balance equation framework, is essentially a one-
dimensional PDF. Liu and Wang 2022 compare the RF, boosted decision tree, and DNN
in predicting the mixing timescale in a power-law IEM. Using a DNS of a high-Karlovitz
number (Ka) jet flame as training data, their results indicate that all three ML methods
yield similar performances. They suggest that the mixing timescale can be well modelled
with four non-dimensional inputs: Ka, Re, progress variable or local equivalence ratio, and
the Lewis number (Le).

4.2 Tensor function regression

In this study, the GLM is formulated as a tensor function regression problem of (ϵsgs,G, C0) =

fn(τττ sgs,D,∆, ν) such that

ϵsgs = ν
∂u′i
∂xk

∂u′i
∂xk

, Gτττ sgs + (Gτττ sgs)
⊤ + C0ϵsgsI = N , (4.6)

where the input tensors are

τ sgs
ij = u′iu

′
j , Dij =

∂ūi
∂xj

. (4.7)
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Figure 4.2: Architecture of the tensor-based neural network.

However, the output entries are not entirely “free”, as they must preserve the symmetries
of the Navier-Stokes equation. In particular, the current work focuses on equivariance
under rotation, constant speed translation, and time shift, meaning that any transformed
inputs must result in an equally transformed output (Pope 2000, section 2.9).

While the translation and time shift constraints (Galilean invariance) can be easily sat-
isfied by choosing the appropriate inputs, the rotational symmetry is less straightforward.
Ling et al. 2016 suggests a tensor-based neural network (TBNN) framework, in which a
tensor function is written as a weighted combination of Nb bases,

G(ϕϕϕ) =

Nb∑︂
n=1

wn(I1(ϕϕϕ), ..., INi(ϕϕϕ))Tn(ϕϕϕ) . (4.8)

For any three-dimensional rotational matrix R ∈ SO(3), RTn(ϕϕϕ)R
⊤ = Tn(RϕϕϕR

⊤) are
the equivariant tensor bases. The scalar weights (wn) are learnt by a DNN, which takes
in the Ni invariants Im(ϕϕϕ) = Im(RϕϕϕR

⊤) such that wn are invariant under rotation. The
Cayley-Hamilton theorem implies that for any matrix function, the set of independent
tensor bases is finite.

In addition, these bases are chosen such that the units match those of the output,
and the invariants are normalised to be dimensionless. Therefore, the overall output of
the model not only respects the symmetries of the Navier-Stokes equations, but is also
dimensionally consistent.

Training and testing data for the DNN are extracted from DNS of homogeneous
isotropic turbulence and channel flows at the Johns Hopkins Turbulence Database (Li,
Perlman, et al. 2008). Snapshots of DNS are filtered with various ∆ to compute the inputs
and targets. In total, more than 15,000 LES cells are included, which span the entire
turbulence triangle and a broad range of Re∆ =

√︁
ksgs∆/ν. The TBNN architecture is

illustrated in Figure 4.2, where the ϵ network consists of two hidden layers of 64 and 32
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neurons, and the G network has two hidden layers with 128 and 64 neurons due to its
larger output size. Both networks use ReLU as activation function, and are trained using
the Adam optimiser on a mean squared error (MSE) loss function. The element-wise MSE
is equivalent to the Frobenius norm for tensor functions.

First, the SGS dissipation rate is predicted. Although ϵsgs is a scalar, the TBNN
architecture is still useful for ensuring invariance and dimensional consistency. Two bases
were explored, the first based on the usual sub-grid time scale, while the second one
represents some large-scale time scale as used in the Smagorinsky model:

T1 =
k
3/2
sgs

∆
, T2 = ksgs|S̃| . (4.9)

Six invariants are used:

I1 = Re∆ , I2 = tr(b2) , I3 = det(b) , I4 = tr(Ŝ
2
) , I5 = det(Ŝ) , I6 = tr(Ω̂

2
) , (4.10)

which are normalised to be dimensionless using

Ŝ =
1

2
(D+D⊤)

∆√︁
ksgs

, Ω̂ =
1

2
(D−D⊤)

∆√︁
ksgs

. (4.11)

Figure 4.3: NN predictions of ϵsgs. Left: Training and testing curves; Middle: ground
truth-prediction correlation; Right: predictions with unrotated verses rotated inputs.

Results of the TBNN are compared to the SLM and the outputs from a naive DNN
approach which flattens all tensor inputs directly. Figure 4.3 shows that the TBNN yields
reasonable agreement with the targets, achieving a Pearson correlation coefficient and R2

coefficient both above 0.9. When comparing the predictions of a set of inputs with those of
the same set of inputs after a random rotation (rightmost plot in Figure 4.3), the TBNN
approach shows that both predictions are the same, meaning that the TBNN is exactly
rotational equivariant (invariant in this case of scalar output). In contrast, the naive DNN
approach, trained on randomly rotated input data, does not achieve rotational invariance,
which undermines its performance. Some results from the DNN even predict negative ϵsgs,
which are unphysical.
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Table 4.1: Performance metrics of different models in predicting ϵsgs. The best and the
worst models in each metric are coloured.

R2 Pearson RMSE MAE MAPE (%)

DNN 0.84 0.92 6.07E-03 2.62E-03 7.05
DNN (rotated inputs) 0.45 0.69 1.13E-02 4.05E-03 8.01
TBNN w/ 1 basis 0.92 0.96 4.44E-03 1.11E-03 2.66
TBNN w/ 2 bases 0.91 0.96 4.56E-03 1.25E-03 3.44
SLM 0.91 0.95 4.70E-03 1.15E-03 2.34

The second timescale in (4.9) does not improve the accuracy, as shown by the perfor-
mance metrics2 in Table 4.1. In fact, it is found that the weight of the second basis is much
smaller, which supports Lumley 1970’s findings that the dissipation rate is independent of
large-scale shear. Finally, and surprisingly, the SLM performs quite well overall, showing
competitive accuracy compared to the data-driven models.

Table 4.2: Performance metrics of different models in predicting N. All entries are summed.
The best and the worst models in each metric are coloured.

R2 Pearson RMSE MAE MAPE (%)

DNN w/ D 0.28 0.58 1.99E-03 3.00E-04 3.63
DNN w/ D (rotated inputs) -38.96 0.26 1.47E-02 1.85E-03 10.13
TBNN w/o D 0.17 0.41 2.13E-03 3.39E-04 14.29
TBNN w/ D 0.37 0.70 1.86E-03 2.47E-04 0.38
SLM -44.49 0.38 1.57E-02 1.62E-03 84.89

For the G tensor, 11 tensor bases inspired by Haworth and Pope 1986 are used alongside
the six invariants as before:

T1 =
ϵsgs

ksgs
I , T2 =

ϵsgs

ksgs
b , T3 =

ϵsgs

ksgs
b2 , T4 = tr(D)I , T5 = D ,

T6 = D⊤ , T7 = bD , T8 = bD⊤ , T9 = b⊤D , T10 = Db , T11 = tr(bD)I .

(4.12)

The results are assessed by the prediction of N, as shown in Table 4.2 and Figure 4.4.
The TBNN yields a significant improvement over DNN and SLM in all metrics. When
tested with rotated input tensors, the DNN sees a severe performance reduction, whereas
the TBNN does not, thanks to its built-in symmetries. Analysing the model inputs and
outputs suggests that the resolved velocity gradients D are important for predicting G,
which is currently not taken into account by the SLM. It is important to note that a
weak correlation, such as the one observed with SLM, does not necessarily indicate poor

2R2: Coefficient of determination, explains variance of prediction (-∞, 1];
Pearson: Pearson coefficient, measures correlation with ground truth [-1, 1];
RMSE: Root mean squared error, same as L2 error [0, ∞);
MAE: Mean absolute error, same as L1 error [0, ∞);
MAPE: Percentage error [0, ∞)%
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Figure 4.4: NN predictions of the N tensor.

model performance, as the effects of SGS interactions, such as dissipation and return to
isotropy, can still be captured even if the structural representation differs markedly (see the
discussion regarding functional and structural modelling in subsection 2.2.1). Nevertheless,
this a priori test demonstrates the effectiveness of the TBNN approach in tensor function
regression problems, which are common in turbulence modelling.

4.3 Summary

This chapter developed a tensor-based neural network (TBNN) to replace the simplified
Langevin model (SLM) in the velocity PDF. The TBNN architecture demonstrated con-
siderable potential for preserving physical symmetries, including Galilean invariance, rota-
tional equivalence, and dimensional consistency, making it attractive for tensor regression
problems in turbulence modelling. A priori validation using DNS data showed promising
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improvement over the SLM, reducing L1 and L2 errors by up to an order of magnitude.
The TBNN also consistently outperformed traditional DNN across all performance metrics.
Another interesting finding is that resolved velocity gradients are important for predicting
G, which should be included in the model inputs.

To apply this model to SF simulation, several challenges need to be overcome. For
instance, how to ensure that the predicted G results in a physically realisable stress ten-
sor; how to optimise the model architecture and implementation such that it can integrate
efficiently with the CFD solver; and whether the added cost of evaluating the model trans-
lates to meaningful accuracy improvement in a posteriori test cases. These questions will
be explored in future research. The remainder of this thesis will focus on another direction
to enhance the LES-PDF approach, namely, by reducing the computational cost through
AMR and wall modelling.
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Chapter 5

Wall-modelled stochastic fields

This chapter extends the joint-velocity-scalar stochastic fields (SF) to near-wall flows. The
high computational costs associated with resolving viscous length scales are circumvented
by coupling the SF with a state-of-the-art wall model. The necessary modifications to the
model will be discussed, and the solver will be evaluated in a canonical channel flow case.

5.1 Introduction

The preceding chapters demonstrated that the joint-velocity-scalar probability density
function (VSPDF) can be used as a unified framework for modelling turbulent reacting
flows. It provides closure for all sub-grid turbulent transports, turbulence-chemistry in-
teractions, and potentially non-ideal equations of state, without relying on assumptions of
specific combustion regimes or flame structures. This model can effectively capture the
production and decay of turbulence in a large eddy simulation (LES) context and can
accurately predict autoignition in a supersonic jet flame.

Since most combustion applications occur in confined geometries, accurate prediction
of wall-bounded turbulent flow can be of extreme importance to the quantities of interest.
However, applying a velocity PDF model near walls is not trivial, as turbulent stresses
become highly anisotropic and must follow certain asymptotic scalings close to the wall
(Dreeben and Pope 1998; Wacławczyk et al. 2004). In high-speed flows, the challenge
becomes even more complex due to significant variations in temperature and density within
the boundary layer (Yang, Urzay, et al. 2018).

Most attempts to adapt the PDF model near walls focus on modelling the turbulent
kinetic energy dissipation rate ϵ in the proximity of solid walls. Early works by Dreeben
and Pope 1997a,b employed a joint PDF of velocity and turbulent frequency (ω = 1/τ).
They suggest that ϵ ∝ u3τ/κy and the turbulent length scale ℓ ∝ y near the wall, where
y is the distance to the wall. A tensor dissipation term ℘ij ∝ 1/y is proposed to account
for the non-local effect of fluctuating pressure. The approach was later revised in Dreeben
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and Pope 1998 to include an additional dissipation in the wall-normal velocity component.
Their method was extended by Wacławczyk et al. 2004, who proposed a blending function
∝ y to switch between the near-wall dissipation model and the standard homogeneous
isotropic model away from walls.

It is important to note that the above literature considers turbulent stress in the
Reynolds-averaged Navier-Stokes (RANS, ensemble average) context. In LES (spatial fil-
ter), resolved large eddies capture most anisotropic and non-local effects, and the sub-grid
stress is expected to return to isotropy much quicker than the RANS stress. Hence, in this
work, it is assumed that the tensor ℘ij is unnecessary and the simpler simplified Langevin
model (SLM) of Haworth and Pope 1986 would suffice in an LES framework. Nevertheless,
the model needs to be modified near the wall to ensure that the modelled sub-grid kinetic
energy behaves correctly.

For clarity in notation, we denote turbulent quantities in the RANS and LES using

RANS: k , ϵ , ϕ = ⟨ϕ⟩+ ϕ, = {ϕ}+ ϕ,, , ⟨ρϕ⟩ = ⟨ρ⟩{ϕ} ,

LES: ksgs , ϵsgs , ϕ = ϕ+ ϕ′ = ϕ̃+ ϕ′′ , ρϕ = ρ̄ϕ̃ .

Another major challenge is that previous studies require wall-resolving grids, whose cost
is estimated to scale with Reynolds number Re1.8 in LES (Piomelli 2008; Choi and Moin
2012), rendering them impractical for many engineering applications. This requirement can
be alleviated using hybrid RANS/LES approaches, e.g. detached-eddy simulation (DES)
of Spalart 2009, or LES wall models, where the near-wall region is modelled instead of
resolved, see reviews of Larsson, Kawai, et al. 2016; Bose and Park 2018.

The Eulerian nature of the SF formulation allows the direct application of these near-
wall modelling strategies. This simplifies the effort to apply the PDF method close to walls
and allows straightforward extension to high-speed flows, e.g., by incorporating the energy
equation into an ODE-based wall model (Kawai and Larsson 2012).

5.2 Wall fluxes model

The boundary layer is a thin region near a wall where a steep velocity gradient exists as a
result of the no-slip condition. Its profile is self-similar with respect to the non-dimensional
distance and velocity1,

y+ =
yuτρw
µw

, u+ =
u

uτ
, (5.1)

where uτ =
√︁
τw/ρw is the friction velocity, and ρw, µw, τw, are density, dynamic viscosity,

and shear stress at the wall (y = 0), respectively. A wall-resolved LES (WRLES) requires
1Strictly speaking, this scaling rule is only valid for incompressible flows. Extensions to compressible

flows are typically done by considering a compressibility transformation that maps the compressible profiles
onto the incompressible ones. See e.g. Modesti and Pirozzoli 2016 for a summary.
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the first grid point to be positioned at y+ ≈ 1. As uτ increases with Re, the number of grid
points required to maintain this condition grows quickly. Alternatively, wall-modelled LES
(WMLES) strategies leverage some universality of the boundary layer to model, instead
of resolve, the near-wall region. Therefore, the grid-point requirement is only bounded by
the outer turbulence scales. The cost savings can be up to several orders of magnitude,
especially when Re is high (Choi and Moin 2012; Yang and Griffin 2021).

Although LES wall modelling has been widely used in subsonic flows, extensions and
applications to high-speed flows are relatively limited. This work uses the equilibrium wall
stress model by Kawai and Larsson 2012, designed for compressible boundary layers. This
wall model has been applied to study supersonic non-reacting (Bermejo-Moreno, Campo,
et al. 2014; Chen, Lv, et al. 2022; van Noordt et al. 2022) and reacting (Larsson, Laurence,
et al. 2015) flows, and hypersonic flows (Fu, Karp, et al. 2021).

Figure 5.1: Illustrations of (a) the one-dimensional domain used in the wall model and (b)
the wall-parallel coordinate system in three dimensions.

Two coupled ODEs are solved on a one-dimensional virtual domain normal to the wall.
The virtual domain is embedded in the LES grid, which takes the LES solution as boundary
conditions at the far end, and no-slip adiabatic or isothermal wall conditions on the wall
end (see Figure 5.1). The output wall shear stress τw and heat flux qw, are, in turn, used
to update the LES flow field.

d

dy

[︃
(µ+ µt)

du∥

dy

]︃
= 0 , (5.2)

d

dy

[︃
(µ+ µt)u∥

du∥

dy
+ (κ+ κt)

dT

dy

]︃
= 0 , (5.3)

where d/dy denotes wall-normal derivative, and u∥ is the wall-parallel velocity. Turbulent
viscosity and conductivity are modelled following Kawai and Larsson 2012,

µt = κρuτy
[︃
1− exp

(︃
− y+

A+

)︃]︃2
, κt =

cpµt
Prt

, (5.4)
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where the von Kármán constant is κ = 0.41, and the model parameters are Prt = 0.9,
A+ = 17 (Kawai and Larsson 2012).

This two-ODE wall model can be seen as an extension of the classical logarithmic law.
Approaching the limit of constant density and temperature, the two ODEs reduce to only
one for velocity, which can be solved to yield a logarithmic law profile.

Note that the current model assumes equilibrium (self-similar) boundary layers with
zero pressure gradient. However, previous studies have shown that the equilibrium wall
model performs effectively even in flows with non-negligible pressure gradients, such as in
shock-boundary layer interactions (Bermejo-Moreno, Campo, et al. 2014; Larsson, Lau-
rence, et al. 2015). Bose and Park 2018 suggest that the validity of equilibrium wall
models depends on the near-wall resolution relative to the local boundary layer thickness,
as pressure gradient effects are resolved by the outer LES. A higher near-wall resolution
may be required in the presence of strong pressure gradients. Non-equilibrium wall models
e.g., Kawai and Larsson 2013; Park and Moin 2014 could potentially offer more accurate
results by retaining temporal derivatives, pressure gradient, and convective terms in the
wall model equations, albeit at higher computational costs.

5.2.1 Numerical solution

The ODEs (5.2)–(5.3) are solved numerically using an iterative solver. The one-dimensional
virtual grid is defined as

yi = hwm
ri−1 + ri − 2

rNg−1 + rNg − 2
for i = 1, ..., Ng , (5.5)

where yi is the location of the ith grid point, hwm is the height of the wall model domain,
also known as the matching point. hwm is chosen to be the second LES cell from the wall,
as suggested by Kawai and Larsson 2012. r and Ng are the stretch factor and the number
of grid points, which are set to 1.1 and 30, respectively. This choice of r and Ng is tested
to be robust and effectively balances computational cost and accuracy. The above formula
ensures that yNg = hwm and the grid points cluster towards the wall where large gradients
of velocity and temperature are observed.

The velocity equation is discretised using central difference:

µeff
i+ 1

2

ui+1 − ui
yi+1 − yi

− µeff
i− 1

2

ui − ui−1

yi − yi−1
= 0 for i = 2, ..., Ng − 1 , (5.6)

with the effective viscosity being the sum of the molecular and turbulent viscosities

µeff
i+ 1

2

=
1

2
(µeff
i+1 + µeff

i ) =
1

2
(µi+1 + µt,i+1 + µi + µt,i) . (5.7)

Dirichlet boundary conditions are applied at both ends of the domain. At the wall, y0 = 0
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and u0 = 0, hence
µeff

3
2

u2 − u1
y2 − y1

− µeff
1
2

u1
y1

= 0 . (5.8)

At the far end, the velocity is set to the velocity in the LES: uNg = u||,LES.

The temperature equation is discretised similarly. For i = 2, ..., Ng − 1:

κeff
i+ 1

2

Ti+1 − Ti
yi+1 − yi

− κeff
i− 1

2

Ti − Ti−1

yi − yi−1
= µeff

i− 1
2

ui− 1
2

ui − ui−1

yi − yi−1
− µeff

i+ 1
2

ui+ 1
2

ui+1 − ui
yi+1 − yi

, (5.9)

where
κeff
i+ 1

2

=
1

2
(κeff
i+1 + κeff

i ) =
1

2
(κi+1 + κt,i+1 + κi + κt,i) , (5.10)

ui− 1
2
=
ui + ui−1

2
. (5.11)

For isothermal walls with a wall temperature of Tw, the boundary condition at the wall is

κeff
3
2

T2 − T1
y2 − y1

− κeff
1
2

T1 − Tw
y1

= µeff
1
2

u21
2y1

− µeff
3
2

u2 + u1
2

u2 − u1
y2 − y1

. (5.12)

For adiabatic walls, T0 ≈ T1,

κeff
3
2

T2 − T1
y2 − y1

= µeff
1

u21
2y1

− µeff
3
2

u2 + u1
2

u2 − u1
y2 − y1

. (5.13)

The temperature at the far end is set to the LES solution: TNg = TLES.

Wall shear stress and heat flux are computed by

τw = µ0
u1
y1
, qw = κ0

T1 − Tw
y1

. (5.14)

The above discretised equations can be written as tridiagonal matrix equations, which
are solved using an LU solver. The solution procedure is

1. Initial guesses: u = u||,LES y/hwm, T = TLES;

2. Update u based on u and T from the previous iteration;

3. Update T based on the newly computed u and T from the previous iteration;

4. Compute error as the difference between the solutions in the two iterations. Repeat
step 2 until the error in u or T converge to below 0.1%.

To the LES solver, the wall model acts like a black box function which takes (ρ, u||, T ) at
hwm from the LES solution, and outputs τw and qw which are incorporated into the EB
wall fluxes:

τw, qw = WM(hwm, ρLES, u||,LES, TLES, Tw) . (5.15)
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5.2.2 Coordinate system

Note that the ODE coordinate system is normal to the wall. Trigonometric operations are
needed to extract the wall-parallel velocity from the LES. In three dimensions, we define
the wall-normal and wall-parallel directions on a plane which is normal to the wall and
tangent to the velocity vector. The output τw also aligns with the wall-parallel direction,
see Figure 5.1.

Mathematically, the wall-normal unit vector n̂ and the two wall-parallel unit vectors t̂,
q̂ are perpendicular to each other, so their dot products are zero:

n̂ · t̂ = 0 , n̂ · q̂ = 0 , t̂ · q̂ = 0 . (5.16)

The LES velocity vector u can be projected to this orthonormal basis by

u = (u · n̂)n̂+ (u · t̂)t̂+ (u · q̂)q̂ . (5.17)

This projection is not unique unless we define u · q̂ = 0, i.e., u is on the plane of n̂ and t̂.
Hence,

(u · t̂)t̂ = u− (u · n̂)n̂ , (5.18)

and since t̂ is a unit vector, the wall-parallel unit vector is computed by

t̂ =
u− (u · n̂)n̂
∥u− (u · n̂)n̂∥

, u|| = u · t̂ . (5.19)

5.3 Near-wall treatments for stochastic fields

5.3.1 Coupling with the wall fluxes model

The wall model is applied to the mean/filtered flow quantities, and all SF share the same
τ̄w and q̄w. This allows the formulation to stay consistent with the filtered diffusive fluxes
in (3.23)–(3.25) in the limit of the wall2. This implicitly assumes that the wall model is
linear, such that the wall fluxes computed using the filtered flow states are the filtered wall
fluxes. The assumption is verified by checking the sensitivity of the wall model.

Centring around the set of input states representative of the scramjet isolator in chap-
ter 6, (hwm, ρLES, u||,LES, TLES, Tw) = (3×10−3 m, 0.1 kg/m3, 500 m/s, 600 K, 300 K),
u||,LES and TLES are perturbed by 20% on each side, and the relative change in the output
τw and qw are recorded. Density variation is not considered here because it is usually small,

2Recall the definition of the PDF (3.2) that the location where that flow state is observed is unknown—
it can be up to ∆ around the grid point. As a result, the distance from the wall to the matching point,
hwm, is not properly defined. This may be a consequence of the wall model, similar to the diffusion terms,
requiring positional information that is not included in the one-point PDF. This prevents the use of SF
flow states as inputs to the wall model.
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Figure 5.2: Changes in the wall model outputs in response to the changes in inputs.
Isocontours of the outputs are overlaid on the graphic.

as discussed in section 2.2. Figure 5.2 shows that even with 20% variation in the inputs,
which is large considering sub-grid levels, the outputs of the wall model change linearly,
as evidenced by the isocontours being close to straight lines. The difference between the
averaged τw(· · · ) and the τw(· · ·) computed using the mean input states is less than 0.6%,
and that of |qw(· · · )− qw(· · ·)| is less than 1.5%. The coupling procedure using the filtered
flow quantities is therefore appropriate.

5.3.2 Sub-grid model treatments

While the wall stress model accurately captures the mean flow, additional measures are
required to ensure the proper behaviour of sub-grid quantities near walls. If we follow
Dreeben and Pope 1997b, in the logarithmic layer,

k ∝ −⟨u,v,⟩ ∝ u2τ , (5.20)

ϵ = P = −⟨u,v,⟩uτ
κy

∝ k3/2

κy
, (5.21)

where u and v denote the wall-parallel and wall-normal velocity components, respectively.
These relationships were originally discussed in RANS context. A priori analysis by filter-
ing the DNS turbulent channel flows by Lee and Moser 2015 reveals that although (5.20)
is true for LES, (5.21) is not. Therefore, even though k

3/2
sgs /(κy) follows accurately the

production-like term P̂sgs = u′v′uτ/(κy), it fails to model ϵsgs as intended. This is a con-
sequence of the fact that turbulence production and dissipation do not equate at the same
location—equilibrium is only observed in a statistically averaged sense.

Surprisingly, Figure 5.3 shows that the ϵsgs model in (3.10), assuming isotropic flow,
agrees well with DNS across the whole range of y+ at both Reτ tested. This can be
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explained physically by the fact that even though ℓ decreases with y, Cϵ also changes,
possibly due to a change in the dissipation mechanism or breakdown of the equilibrium
hypothesis on which the dissipation model is based, leading to the two effects cancelling
each other out.

Figure 5.3: Left: Production (P) and dissipation (ϵ) of turbulent kinetic energy (k) in
RANS, along with (5.21); Middle: Production-like P̂sgs and dissipation (ϵsgs) of sub-grid
kinetic energy (ksgs) in LES (box filter, ∆+ ≈ 50), along with (3.10) and (5.21); Right:
Reynolds stress (dash line) and sub-grid stress (solid line) normalised by uτ , in descending
order of the peak value, u′u′, v′v′, w′w′, u′v′, respectively.

Another key observation is that LES sub-grid stresses are significantly smaller than
RANS stresses and return to isotropy much more rapidly. This suggests that in LES,
the resolved large eddies primarily capture the flow anisotropy, while the sub-grid scales
align more closely with Kolmogorov 1962’s hypothesis. As a result, the applicability of the
simple model is substantially extended.

Another requirement for the model is that C0 → 0 as y → 0 (Dreeben and Pope 1997b).
This represents the reliability constraint of the Reynolds stress tensor. More importantly,
the stochastic forcing

√
C0ϵdW normal to the wall must vanish as it approaches the wall

to satisfy the non-permissible condition. If this is not done, spurious pressure waves will
form, as shown in section 5.4. In this work, C0 is to decay linearly with y,

C0 = min(C0,LM, y
+/a+) , (5.22)

where C0,LM is the C0 from the Langevin model (subsection 3.1.2) or potentially from
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the neural network approach (section 4.2), and a+ is a constant to be determined in
subsection 5.4.2. Additionally, for numerical stability, C0 = 0 is applied to the two cells
closest to the wall. This is consistent with the region where the wall stress model is applied.

5.4 Supersonic turbulent channel flow

The supersonic turbulent channel flow of Modesti and Pirozzoli 2016 is used to test the
wall-modelled SF strategy. The case parameters are listed in Table 5.1. The computational
domain 12h× 2h× 4h is discretised into a uniform mesh of 192× 32× 64, where h is the
channel’s half height. This results in y+ = 31.7 for the first grid point and h+wm = 95.2 for
the wall model matching point. Top and bottom boundaries are isothermal non-slip walls of
500 K, and cyclic (periodic) conditions are applied on the other boundaries for homogeneity
in the streamwise and spanwise directions. To maintain a statistically stationary flow, a
(mass-specific) body force is applied in the flow direction, using the friction velocity uτ

from the DNS:

fx =
ρwu

2
τ

ρbh
. (5.23)

LES with the WALE model of Nicoud and Ducros 1999 (p. 39) are used for a com-
parative assessment with SF. All simulations share the same mesh and numerical schemes
(TENO5-HLLC for inviscid fluxes and 4th-order central difference for diffusive fluxes).

Table 5.1: Summary of simulation parameters (Modesti and Pirozzoli 2016).

Parameter [unit] Value

Bulk Reynolds number Reb = ρbubh/µw [-] 17000
Bulk Mach number Mb = ub/cw [-] 1.5
Friction velocity uτ [m/s] 29.1343
Wall temperature Tw [K] 500
Wall dynamic viscosity µw [kg/m-s] 2.67×10−5

Channel half height h [m] 0.006845
Domain size Lx, Ly, Lz [m] 12h, 2h, 4h
Mesh size Nx, Ny, Nz [-] 192, 32, 64

5.4.1 Comparison with DNS

Due to the coarse near-wall resolution, LES without a wall model underpredicts both τ̄w

and q̄w, leading to an overestimated bulk velocity ⟨u⟩ and temperature ⟨T ⟩, as shown in
Figure 5.4. Applying the wall model significantly improves the results. The SF predicts a
lower ⟨T ⟩ both with and without wall model, by approximately 5% compared to WALE.
The exact reason behind this phenomenon remains unclear, but possibly due to the lower
density near the walls as compared to the WALE model. Furthermore, SF without the
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Figure 5.4: Mean and RMS profiles. Labels are “DNS”: DNS from Modesti and Pirozzoli
2016; “SF”: SF without wall model; “SF-WM”: SF with wall model; “WALE”: WALE with-
out wall model; “WALE-WM”: WALE with wall model. Quantities with the superscript +
are non-dimensionalised with uτ from the DNS.

Figure 5.5: Q-criterion contours of a fine-grid ILES (∆x+ = ∆y+ = ∆z+ = 7) and the
wall-modelled SF (∆x+ = ∆y+ = ∆z+ = 31.7).

wall model and the C0 modification performs worse than other approaches and deviates
further from DNS, especially in density, showcasing the importance of modifying C0.

The root-mean-square (RMS) velocities for all simulations agree well with DNS results,
even in the absence of a wall model. This suggests that the RMS values are less sensitive
to wall stress than the mean values. However, discrepancies are observed within a few grid
points from the wall. This is somewhat expected because, even if τ̄w is predicted correctly,
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the grid is too coarse to capture the small eddies in the boundary layer. This is evident
by the Q-criterion contours plotted in Figure 5.5. While the wall-modelled SF can resolve
larger hairpin vortices and quasi-streamwise streak structures in the outer layer, whose size
is O(1000) wall units, it struggles to capture the smaller streamwise streaks located closer
to the wall (in the logarithmic layer and below) due to the coarse near-wall resolution.
This limitation may have some impact on predicting phenomena that are sensitive to the
near-wall fluctuations, such as shock-boundary layer interaction. However, since the small
vortices also have a short timescale, their influence on larger-scale motion may be limited.

5.4.2 Effect of the C0 limiter

Figure 5.6: Pressure of individual fields with and without near-wall C0 modification (5.22).
Each line represents one field.

The direct effect of C0 can be seen in Figure 5.6. Without the modification in (5.22),
non-zero C0 in the stochastic term creates a forcing in the wall-normal direction, gener-
ating spurious pressure waves that contaminate the SF solution. After applying the C0

modification, the pressure fields are smoother and exhibit less fluctuations.

The limiter constant a+ is empirically calibrated to be 250. It is chosen to be the
smallest value that can effectively suppress the pressure fluctuations.

5.4.3 Stochastic fields and sub-grid quantities

The effect of the number of fields is examined in Figure 5.7. The prediction of ⟨u⟩ is
unchanged, while that of ⟨T ⟩ improves with more fields, but the overall difference remains
small. Similarly, the shape and magnitude of the sub-grid kinetic energy ksgs vary slightly.
It is difficult to assess the predictions of ksgs, as they are not available in the literature and
are mesh (or filter) dependent. Nevertheless, SFs with the wall model produced ksgs that
follow the general trend, similar to that observed in Figure 5.3, whereas the SF without
the wall model fails to replicate it.
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Figure 5.7: Comparison between solutions with 8 and 16 stochastic fields. Quantities with
the superscript + are non-dimensionalised with uτ from the DNS.

5.5 Summary

This chapter proposed a wall-modelled stochastic fields (WMSF) strategy as a straight-
forward extension for applying the joint-velocity-scalar PDF to wall-bounded flows. The
primary objective of this approach was to reduce the high computational costs associated
with resolving viscous length scales close to solid walls. This was achieved by coupling the
SF with a state-of-the-art wall stress model of Kawai and Larsson 2012 that can accurately
predict wall shear stress and heat flux. The Eulerian SF approach simplified the imple-
mentation of most existing wall models, with the potential of applying more advanced wall
models with PDF methods in the future.

Key results include:

1. Analysis of DNS data demonstrated that the sub-grid dissipation model, originally
designed for isotropic flow, is valid in LES across a wide range of y+ values.

2. Modification to the stochastic term (C0) in the SF momentum equation is necessary
to ensure it vanishes near the wall, preventing spurious pressure generation.

3. The resultant WMSF framework was tested in a supersonic turbulent channel flow.
Its performance was comparable to its WMLES counterpart, showing good agreement
with DNS results. The C0 limiter proved effective, and the WMSF produced a
realistic profile of sub-grid kinetic energy ksgs, insensitive to the number of fields
used.

This novel approach represents a significant improvement over the SF without wall
modelling, thereby enabling accurate simulations of wall-bounded turbulent reacting flows,
particularly in propulsion applications, while maintaining a reasonable computational cost.
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Chapter 6

Simulation of a cavity-stabilised
ramjet

This chapter applies the wall-modelled stochastic fields (WMSF) developed in the previous
chapters to an experimental rig at the University of Michigan (Micka and Driscoll 2008;
Micka, Torrez, et al. 2009; Micka and Driscoll 2009; Micka 2010). The aims of this study
are twofold: the first is to validate the predictive capability of the WMSF framework in
simulating the complex flow field and multi-physics phenomena in high-speed propulsion
systems; the second is to understand the coupling between the isolator shock train and the
combustor.

6.1 Case specifications

6.1.1 Experimental setup

Figure 6.1: Experimental setup with the computational domain marked in red. All sections
are rectangular and have a constant width of 38.1 mm. Modified from Micka 2010.

LES are performed on the dual-mode ramjet at the University of Michigan supersonic
combustion facility (Micka and Driscoll 2008; Micka, Torrez, et al. 2009; Micka and Driscoll
2009; Micka 2010). The complex flow patterns in this configuration are characterised by: 1)
the shock-boundary layer interactions (SBLI) and the shock train induced by combustor
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back pressure, 2) high-speed fuel injection into a crossflow, and 3) multi-modal flame
stabilised by the jet wake and cavity.

The experimental setup is illustrated in Figure 6.1. The Mach 2.2 inflow gas is first
heated using an electric heater followed by a pre-burner to raise the stagnation temperature
(T0,in) to between 1050 K and 1400 K, while the stagnation pressure is held constant at
590 kPa. Due to the pre-combustion, the inflow gas composition varies with T0,in.

Pure hydrogen fuel is injected sonically1 through a jet of 2.49 mm diameter, at a
stagnation temperature of 288 K (room temperature). The injection pressure is adjusted
based on the desired equivalence ratio.

Micka and Driscoll 2008 found that this setup exhibits two distinct flame stabilisation
modes: at low T0,in, the flame anchors at the cavity leading edge and the cavity shear
layer, while at high T0,in, the flame is stabilised by the jet wake. This study focuses on
two cases, one at the highest and the other at the lowest T0,in, to examine whether the SF
model can accurately predict the flame position and pressure rise in both cases. The inflow
and fuel conditions are detailed in Table 6.1. Based on the inflow conditions and isolator
height, the Reynolds number is approximately 107. Given the high stagnation temperature
and global equivalence ratio, the engine operates in ram mode, where combustion occurs
subsonically.

Table 6.1: Inflow and fuel conditions in the simulations.

Hot inflow case Cold inflow case

Parameters [unit] Inflow Fuel Inflow Fuel

Mach number M [-] 2.2 1.0 2.2 1.0
Stagnation temperature T0 [K] 1400 288 1100 288
Stagnation pressure p0 [kPa] 590 755 590 845
H2O mass fraction [-] 0.145 0.0 0.085 0.0
O2 mass fraction [-] 0.228 0.0 0.244 0.0
N2 mass fraction [-] 0.627 0.0 0.671 0.0
H2 mass fraction [-] 0.0 1.0 0.0 1.0
Global equivalence ratio [-] 0.27 0.27

6.1.2 Computational setup

Since velocity and turbulence measurements are not available from the experiment, the
computational domain covers the entire isolator, starting from the exit of the converging-
diverging nozzle where a uniform velocity is imposed (see Figure 6.1). An adiabatic no-slip
boundary condition is applied to all walls, as suggested by Micka 2010. A comparison with
isothermal walls in Figure 6.5 shows that the wall temperature does not affect the shock

1Sonic injection is the most common way of injecting gaseous fuel because its injection hole is much
easier to manufacture than supersonic injectors (Micka 2010).
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and flame structures. The wall model developed in chapter 5 is applied to all solid walls,
apart from the fuel injector, because of its small diameter.

For each T0,in, three cases are studied, including a WMILES, a WMSF, and a fine-mesh
WMILES. All cases share the same base isotropic mesh, which is adaptively refined around
areas of high pressure gradient and vorticity to capture shocks and mixing. Eight SF are
employed as a compromise between accuracy and computational cost, which is also in line
with usual practice (e.g. Mustata et al. 2006; Gong et al. 2017; Almeida and Navarro-
Martinez 2021; Liu and Jones 2025). In the standard mesh cases, two levels are applied,
with a refinement ratio of two in all directions. The finest mesh size is 0.3 mm, and the
average y+ of the first grid point is approximately 140, resulting in a total cell count of
8.6 million, including the cells covered by the geometry. In the refined case, three levels
are used, leading to a finest mesh size of 0.15 mm and a total cell count of 30 million.

The same numerical schemes and chemical kinetic mechanism used in the supersonic
jet flame in subsection 3.4.4 are employed.

6.1.3 Previous WMLES study

The same case is studied numerically by Fureby and Nilsson 2023, which is used as a
reference for comparison in the following section. They performed WMLES using a code
based on OpenFOAM, which features a second-order reconstruction scheme, a second-order
multistep time integration scheme, and an algebraic wall model. SGS stresses are modelled
using the LDKM, and the filtered chemical source terms are closed with the PaSR model
and a detailed reaction mechanism by Zettervall and Fureby 2018. Their paper showcases
results using 24.6 million cells, although the authors claim that a coarser mesh of 7.3 million
cells is sufficient to yield similar time-averaged and RMS quantities.

There are three differences in the setup that may affect the comparison between this
reference case and the present study:

1. The wall model is applied only to the top and bottom walls in the reference case,
whereas in the present study, it is applied to all walls.

2. The computational domain in their study includes the converging-diverging nozzle
at the inflow, while the domain in this study starts from the exit of the converging-
diverging nozzle. This is because the boundary layer is expected to be thin under
the strong favourable pressure gradient in the diverging nozzle. This may lead to a
difference in the boundary layer at the isolator inlet.

3. The cold inflow case T0,in is 20 K hotter in the present study compared to both the
reference case and the experiment. While the T0,in in this study is the same as the
RANS case used by Micka 2010 for comparison with the experiment, this may affect
the results.
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6.2 Results

6.2.1 Steady-state flow field

Figure 6.2: Instantaneous flow field, from top to bottom: temperature, pressure, H2 mass
fraction (in logarithmic scale), and density gradient magnitude. Quantities from both
inflow cases share the same colourmap for comparison.

The flow field is analysed using instantaneous plots (Figure 6.2), wall pressure (Fig-
ure 6.3), and time-averaged velocity (Figure 6.4). All results presented are from the WMSF
case unless otherwise specified.

In the hot inflow case, both WMILES and WMSF predict an X-type shock train, where
the leading shock is an oblique shock formed by flow deflection around the separation
bubble, as seen in the instantaneous plots and the velocity plots. There are four to five
shocks in the shock train, which become weaker and less stable further downstream, as
seen by the more smeared shape in the time-averaged velocity. The separation bubble
generates velocity fluctuations and injects vortices into the flow, even though the position
and structure of the shock train remain relatively steady. The large eddies dissipate, and
the flow unsteadiness is evenly distributed along the entire cross-section ahead of fuel
injection. The fuel jet creates a strong shear layer on the windward side and a large
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Figure 6.3: Mean and RMS values of bottom wall pressure. The dashed lines mark the
cavity location. “Ref.” is the WMLES by Fureby and Nilsson 2023 and “Exp.” is the
experimental measurements by Micka 2010. x = 0 at the fuel injector.

recirculation on the leeward side, which promotes mixing and stabilises the flame. The
low-speed zone in the cavity increases residence time and serves as a reservoir for reactive
radicals, which is important in the engine start-up phase. However, as the flame transitions
from the cavity shear layer to the jet wake, the primary stabilisation mechanism becomes
the jet wake recirculation. This process will be further discussed in section 6.3.

The mean and RMS pressure results align with the experiment and the reference WM-
LES. The pressure in the combustor and nozzle is accurately predicted, indicating a good
representation of combustion intensity. However, the isolator shock train is predicted to be
slightly more upstream than in the experiment. A comparison across WMILES, WMSF,
and fine-WMILES (Figure 6.4) reveals different shock structures: the fine mesh case pre-
dicts a λ shock train, where the leading shock is close to a normal shock, which corresponds
to a single pressure rise at x ≈ -270 mm. In the coarser mesh cases, a two-step pressure
rise is observed, initially due to the leading shock in the X-type shock train, followed by a
slight pressure drop due to the expansion fan at the top of the separation bubble, and then
a further pressure rise in the shock train. The fine-WMILES matches the experimental
mean pressure more accurately. This difference in shock structure can be attributed to
the finer mesh being able to resolve the turbulent boundary layer better, resulting in a
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Figure 6.4: Mean streamwise velocity field overlaid with mean streamwise velocity (solid
line) and RMS velocity (dashed line) profiles at different sections.

faster flow near the wall which is less susceptible to separation. This may also suggest
that the wall model is inaccurate in challenging conditions such as separation and SBLI,
particularly when the boundary layer is thin, thus the matching point y+ ≈ 200 is too
large and could be outside the logarithmic layer. Nevertheless, similar pressure profiles
indicate that mixing and combustion processes are insensitive to the shock train structure
located more than 10 channel heights upstream, as the velocity and turbulence intensity
at the combustor inlet are indistinguishable.

Moreover, the RMS values of pressure suggest that all mesh configurations transition
at approximately the same position x ≈ −325 mm, where pressure fluctuations begin to
appear. In the standard mesh cases, the flow separates almost immediately after transition,
indicated by the location of the first RMS pressure peak. Among the standard mesh cases,
WMSF predicts a smaller separation zone, and its RMS pressure results agree very well
with the reference WMLES, especially in the two peaks pattern, whereas the WMILES
has a larger separation bubble, evident by the bigger and longer pressure drop. These
observations align with previous studies (e.g. Kotov et al. 2016; Roy et al. 2025) that
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boundary layer separation positions are highly sensitive to mesh and numerical scheme.
Capturing such behaviour in a wall model is an active research topic. Note that this
conclusion has to be drawn with caution, as there is no experimental image in the isolator
to verify which shock structure is the “correct” one.

The necessity of a wall model is immediately clear in this case, as the ILES without a
wall model fails to predict the shock train structure. This is because when shear stress is
underpredicted, the boundary layer grows much more slowly and cannot provide sufficient
room for the back pressure to transmit upstream, hence preventing the formation of the
shock train. As a result, the flow remains supersonic throughout the isolator, and a bow
shock is formed at the fuel jet and a weak flame is stabilised in the cavity.

In the cold inflow case, all simulations predict a λ-type shock train further downstream
compared to the hot inflow case, with around six to seven consecutive shocks. The jet
penetration and recirculation are similar in both cases. Due to the lower inflow tempera-
ture, the fuel does not ignite immediately upon injection, allowing for a short distance of
premixing before reaching the flame stabilised above the cavity. The mean pressure profile
confirms that the shock train position agrees well with the experiment and the reference
WMLES, but the combustor pressure and RMS pressure are overpredicted. The difference
may be caused by the fact that the experimental data and reference cases have a slightly
lower stagnation temperature of 1080 K. A similar two-peak shape in RMS pressure is
observed; the first, flatter peak is attributed to the transition shock, and the second peak
is due to the shock train. The reference WMLES, however, only observes the second peak
associated with the shock train. The experimental measurements are placed too far apart
to confirm which is the correct behaviour.

In this case, the differences between WMILES, WMSF, and fine-WMILES are in the
combustor rather than the shock train. The fine-WMILES sees a higher mean pressure in
the combustor, accompanied by 2.5 times higher RMS pressure. This could be due to the
finer mesh better promoting mixing and increasing combustion heat release. Conversely,
the standard mesh cases appear to match closer to the experimental data and the reference
WMLES. A similar pattern is observed in the hot inflow case, where the fine-WMILES
prediction of RMS pressure is the furthest from the experiment. Further studies are needed
to clarify whether this trend arises from non-monotonic grid convergence or from the
cancellation of errors in the standard mesh.

The effect of wall temperature is examined for the hot inflow case only because the
temperature difference is the largest. A simulation with isothermal walls at 300 K is
compared to that with adiabatic walls. Figure 6.5 shows that both results are very similar,
with the isothermal case having a slightly colder temperature less than 1 mm around the
wall. The shock train and the flame appear insensitive to wall temperature.
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Figure 6.5: Mean temperature field with adiabatic and isothermal walls.

6.2.2 Flame structure

OH∗ chemiluminescence and combustion luminosity

The flame is visualised using two techniques. The OH∗ chemiluminescence imaging mea-
sures the UV light emitted when the excited OH∗ radicals return to their ground state. It
infers the OH∗ concentration and, hence, the heat release rate (HRR). Flame luminosity
measures light from the entire visible spectrum. It is proportional to the fourth power of
temperature T 4 according to the Stefan-Boltzmann law.

Figure 6.6 shows that a jet wake stabilised flame is present in the hot inflow case,
whereas a cavity stabilised flame is observed in the cold inflow case, both consistent with
experimental observations. In the hot inflow case, the average HRR shows that the flame is
anchored at the fuel injector, but the experimental OH∗ chemiluminescence image observes
a flame slightly downstream in the recirculation zone. This may be due to the sharp
discontinuity at the fuel-air interface, causing excessive numerical diffusion that mixes the
fuel and air more rapidly and increases HRR. Additionally, it could also be a result of
the slightly stronger shock train, which raises the temperature higher than that in the
experiment, ultimately accelerating ignition. In the cold inflow case, a triangular-shaped
flame attaches to the cavity shear layer. The angle of the flame front is approximately
29.7◦, which aligns well with the angle measured in the experiment, and is close to the
angle of an oblique laminar flame using the local velocity (Micka 2010). This resembles
the classical Bunsen flame, suggesting that the flame may be premixed.

In both cases, a shock is formed near the inlet of the expansion section, as seen in the
combustion luminosity images. This is a reattachment shock created by a small separa-
tion bubble due to the sharp cavity rear edge. This flow structure is also visible in the
experimental luminosity images.

Note that the colourmaps used in Figure 6.6 only indicate the relative intensity. Caution
should be exercised when interpreting or comparing exact magnitudes, as the relationships
may not be linear. Moreover, the combustion luminosity is currently compared to T 4 from
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Figure 6.6: Top two rows: Line-of-sight T 4 in the WMSF (top) and combustion luminosity
in the experiment (bottom); Bottom three rows: Line-of-sight mean heat release rate in
the present WMSF (top) and CFD++ (middle) compared to OH∗ chemiluminescence in
the experiment (bottom). Note that all colourmaps are relative rather than quantitative.
The white dashed lines indicate a slope of 29.7◦. All axis lengths are in mm.

the simulation. This is an approximation as the Stefan-Boltzmann law is strictly valid
for black body radiation. The presence of multiple species with very different radiation
properties may also affect the luminosity results. That could explain why the cavity appears
brighter in the simulation, with another possible explanation being heat loss to the side
walls.

The numerical results are compared to a commercial solver, CFD++, as included in
Micka 2010. It uses a k − ϵ turbulence model for RANS and a 9-species 18-reactions
detailed chemistry by Drummond et al. 1987, but without TCI modelling. Only half of
a smaller domain is simulated, accounting for approximately 0.4 million cells. It shows
that finite-rate chemistry is essential for predicting the flame in the hot inflow case, which
is mixing-limited autoignition-based. However, the fuel jet core in RANS remains visible
even downstream of the cavity, meaning that it underpredicts the turbulent mixing and
breaking down of the jet. In the cold inflow case, the RANS also fails to predict the
premixed flame. This could be due to the lower resolution and more dissipative numerical
scheme artificially thickening the flame, causing the flame speed to be overestimated. It
could also be attributed to the small turbulence structures that could locally quench the
flame not being captured, because of the lack of TCI modelling.
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Flame index

Yamashita et al. 1996’s flame index is used to analyse the combustion mode of the flame.
It is defined as

FI =
∇Ỹ H2 · ∇Ỹ O2

∥∇Ỹ H2∥∥∇Ỹ O2∥+ ε
, (6.1)

where ε is a small number to prevent division by zero, and the normalisation allows FI to
stay within [-1, 1]. It is also clipped to reacting cells with HRR greater than 108 J m−3 s−1.
A positive FI means that the fuel and oxidiser gradients are aligned, which corresponds
to a premixed flame. Conversely, a negative FI indicates a non-premixed flame.

Figure 6.7: Flame index at the centre plane masked by the heat release rate greater than
108 J m−3 s−1. Negative indicates a non-premixed flame and positive indicates a premixed
flame.

Figure 6.7 shows that in the hot inflow case, the flame is primarily non-premixed,
as the incoming air is sufficiently hot to initiate reaction with the fuel upon mixing. A
small premixed zone exists in the jet wake, where strong vortices enhance mixing with the
surrounding hot air. The cavity appears to have little effect on flame stabilisation in this
case.

In the cold inflow case, the surrounding air is not hot enough to ignite the fuel, resulting
in a longer distance for premixing, leading to a fuel-rich premixed flame downstream. The
flame anchors at the cavity leading edge, showing that the hot air and reactive radicals
within the cavity have a stabilising effect on the flame in this case. The flame angle is
significantly greater than that of a supersonic mixing layer (Slessor et al. 2000), suggesting
that the effect of the cavity contributes more than merely providing a shear layer as a
source of instability, but also supports the flame. A broken partially premixed flame
develops downstream of the initial, strong premixed flame because the fuel is not fully
consumed as the initial premixed flame is fuel-rich. The fuel mixes and reacts with the
surrounding gases, which consist of inflow air and combustion products. The flame appears
more disconnected than in the hot inflow case, with pockets of fuel observed close to the
main flame front.
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Figure 6.8: Sub-grid kinetic energy ratio and sub-grid Mach number at the centre plane
computed from SF directly (3.26) and using Yoshizawa 1986’s model (2.26). Cells with a
value greater than 0.2 are coloured black. Note that the colour scale is logarithmic.

Note that the current flame index is based on resolved gradients. At smaller scales,
there may be sub-grid scale flame wrinkling, fuel pockets, or local ignition or extinction
that could complicate the picture.

6.2.3 Sub-grid scale interactions

Sub-grid kinetic energy

Sub-grid kinetic energy can be directly calculated from the SF using (3.26). It is compared
with Yoshizawa 1986’s model in (2.26) with CI = 0.09. This CI value is used by Martín,
Piomelli, et al. 2000 for compressible turbulence simulations. Figure 6.8 shows that the
two methods agree qualitatively, highlighting regions of strong turbulence interactions,
including the first few shocks in the shock train, the jet wake recirculation zone, and the
cavity. The model using velocity gradients tends to estimate a higher ksgs near walls. These
areas of high turbulence intensity are nearly identical to the AMR refinement region, which
tags high vorticity and pressure gradients.

When compared to the total kinetic energy (resolved plus sub-grid), Pope’s criterion
(Pope 2000, 2004), which suggests that a good LES resolution should resolve 80% of the
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total kinetic energy, is generally satisfied, except for small regions within the shock train
separation bubble, and a few vortices in the cavity where the kinetic energy is small. Note
that although a similar analysis has been performed for supersonic jet flame (Bouheraoua et
al. 2017), it is unclear whether Pope’s criterion and the 80% threshold hold for compressible
LES. Also note that the Pope’s criterion could be used as an AMR refinement criterion.

Sub-grid Mach number

Sub-grid Mach number is computed using the local filtered speed of sound, defined as
Msgs =

√︁
ksgs/c̄. As depicted in Figure 6.8, although the mean flow Mach number is high,

Msgs is relatively low throughout. In the hot inflow case, the maximum Msgs is 0.25, with
the 99th percentile at 0.085. For the cold inflow case, the maximum Msgs is 0.38, and the
99th percentile is 0.109. This supports the assumptions of small-scale incompressibility and
the Morkovin hypothesis used in the sub-grid model.

Sub-grid Damköhler number

The sub-grid Damköhler number is defined as the ratio between the sub-grid timescale and
the chemical timescale, where the chemical timescale is calculated based on the production
rate of H2O, following Bouheraoua et al. 2017:

Dasgs =
τsgs

τchem
=

∆/
√︁
2ksgs/3

1/|S̃H2O|
. (6.2)

If Dasgs ≪ 1, it means that the sub-grid mixing is much faster than chemical reaction,
and hence, the fuel and oxidiser within the cell are well-mixed before reaction occurs, and
˜︁S(ϕϕϕ) ≈ S(˜︁ϕϕϕ). This can be used to assess the validity of the quasi-laminar assumption
in the filtered chemical source term, and can potentially predict how much different the
simulation is with and without a TCI model (Cordier et al. 2022). Only reacting cells
are considered, masked by τchem < 0.1 s. It is shown that in the hot inflow case, Dasgs is
small everywhere, except for a few points in the windward face of the jet, which may be
experiencing nearly laminar conditions, peaking at approximately 2.3. The 99th percentile
of Dasgs is 0.15, which may explain why a quasi-laminar or no TCI modelling approach
works well in this case.

In the cold inflow case, cells on the flame front have higher Dasgs, peaking at approx-
imately 1.5, while 99% of the cells have a Dasgs < 0.20. Modelling may be more relevant
in this case than in the hot inflow case. However, the difference between WMSF and
WMILES is still not significant. Note that the Dasgs values presented are approximations,
as both τsgs and τchem are models only, although the filtered production rate S̃H2O is closed
in SF.
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Figure 6.9: Sub-grid Damköhler number at the centre plane masked by τchem < 0.1 s. Note
that the simulation time step is O(10−8) s.

6.3 Shock train initiation and propagation

This section focuses on the shock train in the hot inflow case. Figure 6.10 depicts the
initiation sequence of the shock train. Initially, the crossflow at the fuel injection is super-
sonic, indicated by the presence of a bow shock at the jet. Combustion starts at the back
of the cavity, caused by the strong shock wave generated when the supersonic air impinges
on the cavity rear wall, raising the temperature locally. As the cavity accumulates hot
gases and reactive radicals, the flame intensifies, accompanied by a rise in static pressure.
When static pressure becomes too high, a normal shock begins to form above the cavity.
This shock then moves upstream and merges with the jet bow shock. Eventually, multiple
trailing shocks form because of the boundary layer reattaching and re-accelerating the flow,
leading to the formation of a shock train.

As shown in Figure 6.11, the shock moves upstream quickly in the initial stage. This
is because as it advances, it increases the boundary layer thickness, promoting stronger
combustion and a further rise in pressure. Later, combustion reaches a peak level, limited
by the fuel available, and the pressure at the combustor plateaus. The shock train continues
to propagate at a nearly constant speed of approximately 45 m/s before slowing down as
it approaches the isolator inlet.

To explain the observed propagation speed of the shock train, two methods are tried.
The first follows the model by Li, Chang, et al. 2021:

us = u1 − c1

[︄
2

γF
√︁

2Cf

(︃
p2
p1

− 1

)︃]︄2/3
, (6.3)

where us is the speed of the leading shock, c is the speed of sound, and Cf = 3.5 × 10−3

is the friction coefficient approximated from the LES solutions. The subscripts 1 and
2 correspond to conditions immediately upstream and downstream of the leading shock,
respectively. They are different from the inflow and combustor conditions. The model
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Figure 6.10: Time sequence of the flame and shock train formation. All axis lengths are
in mm.

constant F is reported to be 7.5 (Li, Chang, et al. 2021). However, it is difficult to estimate
p2, as the pressure oscillates between shocks. In 6.11, it is found that p2/p1 ≈ 2.35 gives
a reasonable estimate of the leading shock at multiple times. This results in a us of
45.4 m/s, agreeing well with the observation. However, this method has two limitations:
1) it is extremely sensitive to the value of p2/p1, as a 5 % change in p2/p1 results in a 50 %
change in the estimated us; and 2) it only explains the nearly-constant speed region, but
cannot explain the initial acceleration and the final deceleration of the shock train.

A new method is proposed to better explain the observed propagation speed of the
shock train. Based on the Fanno flow model, the background Mach number without the
shock train and combustor back pressure is given by

dM2

dx
=

γM4

1−M2

(︃
1 +

γ − 1

2
M2

)︃
4Cf
DH

, (6.4)
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where DH is the hydrodynamic diameter. For a rectangular tube with width W and height
H, DH = 2WD/(W +D).

Integrating from the inflow conditions (denoted by the subscript ∞), the local Mach
number M can be computed as a function of x, and the local pressure p, temperature T ,
and streamwise velocity u can be calculated from M using adiabatic and constant mass
flow rate conditions:

T

T∞
=

1 + γ−1
2 M2

∞

1 + γ−1
2 M2

,
p

p∞
=

√︄
M2

∞
M2

T

T∞
,

u

u∞
=
M2

∞
M2

√︃
T

T∞
. (6.5)

Next, a normal shock is introduced to satisfy the overall back pressure ratio pb/p∞, approx-
imately 5.3 in the present LES. The normal shock Mach number Ms can be determined
from the pressure ratios

pb
p

=
pb
p∞

p∞
p

=
2γM2

s − (γ − 1)

γ + 1
. (6.6)

Finally, with these information, the shock speed in an inertial reference frame is

us = (M −Ms)c = (M −Ms)c∞
√︁
T/T∞ . (6.7)

Figure 6.11: Centreline pressure over time. t = 0 is chosen to be the time where the leading
shock passes through x = 0. On the right-hand-side plot, “fitted p1” and “2.35 p1” (grey
dashed lines) refer to p1 and p2 in (6.3), while “background p” (black dotted line) is the
pressure computed using (6.4)–(6.5).

The result, as plotted in Figure 6.11, aligns closely with the LES throughout the entire
isolator, except at the very upstream location where boundary layer transition and sepa-
ration occur, or where the shock becomes too diffused that it can no longer be treated as a
normal shock. This simple analytical model can effectively capture the overall propagation
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of the shock train without any empirical constants and is not very sensitive to pb/p∞. This
model bears some similarities to the one developed by Vanstone et al. 2018, but it identifies
the variation of Mach number using wall friction instead of boundary layer growth and area
ratio. Also note that the current method only estimates the position of the first shock. It
could be combined with other models, such as Smart 2015, to obtain the overall pressure
profile in the isolator.

The key implication of this new model is that the propagation of the shock train is
primarily driven by the wall shear stress and the back pressure ratio. Factors such as the
boundary layer profile and the blockage ratio appear to have little impact on the results,
although it is worth noting that the dependency on Cf might already account for boundary
layer effects. These findings offer new insights for understanding the shock train dynamics
and the development of reduced-order models.

6.4 Summary

This chapter applied the wall-modelled joint-velocity-scalar stochastic fields (WMSF), de-
veloped in previous chapters, to simulate a cavity-stabilised ramjet at two inflow temper-
atures.

Comparisons with the experimental wall pressure and different imaging techniques con-
firmed that the WMSF approach accurately predicts the flame and shock train structures
at both inflow temperatures. The flame index analysis revealed that the two flames are
fundamentally different: a non-premixed flame in the hot inflow case and a more broken
premixed flame in the cold inflow case. This distinction underscored the effectiveness of
the WMSF in modelling combustion in both modes. The wall model was proven important
for flows in a ramjet engine, as the simulation without a wall model failed to predict the
shock train.

A few findings emerged from the results:

1. The shock train structure is sensitive to boundary layer resolution. In the hot inflow
case, the shock train is situated upstream, where the boundary layer is thin; thus,
a fine mesh predicts a normal shock train, whereas the coarser mesh predicts an
oblique shock train. In contrast, when the shock train is further downstream in the
cold inflow case, the boundary layer is thicker and better resolved, and the two mesh
resolutions show fewer differences.

2. Although the filtered flow field is supersonic and highly turbulent, both sub-grid
kinetic energy and Mach number remain relatively small. This supports the small-
scale incompressibility and the Morkovin hypothesis. Moreover, the Yoshizawa model
was shown to yield a similar estimate of sub-grid kinetic energy to that computed
directly from SF, depicting a consistency between the two very different models.
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3. The small sub-grid Damköhler number suggests that a quasi-laminar approach may
be sufficient in modelling the turbulence-chemistry interactions in this case. This is
mainly due to the sub-grid kinetic energy, which, despite being small compared to
the filtered kinetic energy, is large enough such that the turbulent timescale is small.
Additional studies are needed to confirm if this is true for other ramjet or scramjet
configurations.

4. An analytical model was derived to describe the shock train propagation. Based on
the Fanno flow, this model accurately predicted the shock train movement across the
entire isolator. Its dependency on the wall stresses and back pressure only suggests
that the shock train motion is primarily driven by these two factors. This finding
has the potential for developing reduced-order models for rapid conceptual design.

In conclusion, this study demonstrated that the WMSF is a reliable tool for simulating
supersonic combustion problems, especially in cases where the flame structure is not known
in advance, or it is uncertain whether the sub-grid Damköhler number will be small. It can
be useful in the design and optimisation of high-speed air-breathing engines in the future.
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Chapter 7

Conclusions

7.1 Summary of the thesis

This thesis developed a high-order joint-velocity-scalar stochastic fields solver for simula-
tion of high-speed air-breathing engine conditions.

First, Chapter 2 introduced a LES methodology that combines state-of-the-art numer-
ical methods, including the high-order TENO scheme and HLLC Riemann solver. The
SF solver utilises adaptive mesh refinement (AMR) and a novel approximate characteris-
tic transformation to reduce computational costs while maintaining accuracy. Test cases
demonstrated that the solver achieves low numerical dissipation and high-order accuracy.
Subsequent test cases in Chapters 3 and 6 revealed that this solver alone, without any
turbulence models, outperforms solvers with low-order numerics and is competitive with
other state-of-the-art solvers extensively used for high-speed combustion studies.

Building on this underlying numerical solver, Chapter 3 developed a joint-velocity-
scalar probability density function (VSPDF) formulation, providing a unified closure for
all turbulent interactions, including turbulent transport, turbulence-chemistry interactions,
and potentially non-ideal equation of state. It does not rely on assumptions about flame
structure or combustion regime, and has only a few model constants. The VSPDF equa-
tion is solved using a stochastic fields (SF) approach that focuses on conservation and
thermodynamic consistency, crucial for numerical stability in complex, underresolved flow
fields. The SF was integrated with AMR to further reduce computational costs.

The method was then improved along two lines. In Chapter 4, the first enhancement
introduced the tensor-based neural network (TBNN) architecture, which respects the phys-
ical symmetries of the Navier-Stokes equations by construction. The TBNN showed sub-
stantial improvements across all performance metrics in a priori tests compared to the
conventional sub-grid scale (SGS) Langevin model. It also significantly outperformed a
standard deep neural network that does not incorporate rotational symmetries.
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In Chapter 5, the second line of improvement coupled an ODE wall model with the SF
solver, allowing for a relaxed y+ requirement on near-wall resolution. A supersonic channel
flow case verified that this model accurately predicts wall shear stress and heat flux even
with a much coarser grid. In addition, a limiter for the stochastic term was proposed to
suppress spurious sub-grid pressure fluctuations near walls.

Finally, this wall-modelled stochastic fields approach was applied to study an exper-
imental ramjet with a cavity flameholder in Chapter 6. The results agreed closely with
experimental measurements, demonstrating the method’s capability to predict both the dif-
fusion flame in the jet-stabilised mode at high inlet temperature and the premixed flame
in the cavity-stabilised mode at low inlet temperature. The position and length of the
isolator shock train were captured accurately. Its propagation was also investigated, and
an analytical model based on Fanno flow was proposed to predict the trajectory of the
leading shock.

7.2 Key findings

Findings related to the VSPDF-SF-AMR model:

1. The Taylor-Green vortex case (subsection 3.4.2) demonstrated that the velocity PDF
is an effective SGS model. A unique advantage of this model over conventional eddy-
viscosity models is that it appears to be able to distinguish between laminar shear
and turbulence, introducing dissipation only during the turbulent decay phase but
not in the vortex stretching phase.

2. In the case of homogeneous isotropic turbulence (subsection 3.4.3), the VSPDF model
correctly predicted autoignition, whereas the no model approach failed. This indi-
cates that the VSPDF model is effective when sub-grid temperature fluctuations are
large and when the case is sensitive to extreme, non-linear events such as extinction
or ignition. Although only small improvements were observed in some other test
cases considered in this thesis, it is believed that the VSPDF method will excel in
cases near flammability limits. More research is needed to identify in what use cases
the method will have the greatest impact.

3. Conservation and thermodynamics consistency were extremely important for numer-
ical stability, especially in the presence of shocks and steep gradients, without which
many test cases in this thesis would fail. Subsection 3.2.1 showed that replacing the
mean pressure gradient in the PDF transport equation with the stochastic pressure
does not affect the mean behaviour. It effectively introduced a stabilising stochas-
tic force that is inversely proportional to the smoothness (measured by two-point
correlation) of the fields.

4. When using SF with AMR sub-cycling, random numbers should be generated at the
finest level and then summed up to the coarser levels. This procedure ensures that
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the mean is zero and that the random numbers in each time step in all levels are
independent. The Ornstein-Uhlenbeck process (subsection 3.4.1) demonstrated that
this algorithm preserves accuracy across AMR boundaries.

Findings related to the ramjet combustor simulation:

1. If the temperature at the combustor inlet is too high, the cavity has limited stabilising
effects, as a diffusion flame is established around the fuel jet. In contrast, if the inlet
temperature is lower than the autoignition temperature, the flame requires the cavity
to remain in place. However, the cavity plays a crucial role during the engine starting
phase for both inflow temperatures, as the initial flame is developed in the cavity
regardless of the inflow temperature.

2. In the propagation phase, the shock train motion is primarily driven by wall shear
stress and pressure ratio. The boundary layer profile seems to influence only through
the friction coefficient. However, as the shock system approaches its steady state
position, the model becomes less accurate, indicating that other factor might be-
come important. This could be due to the complex shock-boundary layer interaction
pattern or that the shock can no longer be treated as a normal shock.

3. In the current settings, the sub-grid Damköhler number is small. This is because,
although the chemical timescale is short due to the high temperature and the use of
hydrogen, the flow timescale is even shorter due to the high sub-grid kinetic energy.
Note that in both hot and cold inflow cases studied, the engine operates in ram mode.
This conclusion may be different in scram mode.

7.3 Scientific contributions

This work produced the first SF-AMR study and the first application of VSPDF to ramjet
simulation in the literature. The solver developed, Cerisse, is open source and publicly
available on GitHub (Navarro-Martinez, Un, et al. 2025).

Part of the results presented in this thesis have been published in conferences and
journals:

• T.-H. Un and S. Navarro-Martinez, “Large-eddy simulation of shock-train dynamics
in a cavity-stabilised ramjet engine”, 35th International Symposium on Shock Waves,
Brisbane, Australia, July 2025

• T.-H. Un and S. Navarro-Martinez, “On the performance of PDF methods near walls”,
Proceedings of the Combustion Institute 41, 2025, pp. 105838 (Part of the special issue
of the 12th European Combustion Meeting, Edinburgh, UK, April 2025)

• T.-H. Un and S. Navarro-Martinez, “Stochastic fields with adaptive mesh refinement
for high-speed turbulent combustion”, Combustion and Flames 272, 2025, pp. 113897
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• T.-H. Un and S. Navarro-Martinez, “A high-order compressible Eulerian stochastic
fields solver based on AMReX”, 19th International Conference on Numerical Com-
bustion, Kyoto, Japan, May 2024 (Oral presentation)

• T.-H. Un and S. Navarro-Martinez, “Large eddy simulation of a lean-hydrogen aero-
nautical combustor”, 11th European Combustion Meeting, Rouen, France, April 2023

• T.-H. Un and S. Navarro-Martinez, “Machine-assisted subgrid-scale modelling for
LES-PDF approaches”, Direct and Large-Eddy Simulation 13, Udine, Italy, October
2022 (Oral presentation)

• T.-H. Un and S. Navarro-Martinez, “Machine-assisted subgrid-scale modelling for
LES-PDF approaches”, UK Fluid Conference, Sheffield, UK, September 2022 (Oral
presentation)

7.4 Future outlooks

The author believes that the joint-velocity-scalar stochastic fields method still has signifi-
cant potential for development. Below are several suggestions for future research directions.

Neural-network Langevin model: The neural network approach described in Chap-
ter 4 should be examined in greater depth, particularly regarding its stability and accuracy
improvements in a posteriori scenarios.

New PDF formulation for variable density flows: Appendix D proposes a novel
VSPDF formulation, which is considered more consistent as it produces correctly filtered
terms in a variable density flow and makes fewer assumptions. Introducing a Langevin-like
model in the density could allow the system to return to thermodynamic equilibrium. Also,
introducing a timescale linked to the velocity divergence may help account for compress-
ibility effects.

Adaptive stochastic fields: Since the stochastic fields method can be computation-
ally expensive, it would be beneficial to develop an adaptive approach that switches it off
in regions where such capability is not needed. For example, it could target areas with high
sub-grid kinetic energy or filtered vorticity. Transitioning from SF to a non-SF region can
be performed by simply taking the mean. However, moving in the opposite direction may
require careful consideration. A buffer zone could be defined to ensure that transitions
always occur in regions with minimal sub-grid fluctuations, although the optimal width of
this buffer zone needs to be determined.

Non-ideal equation of state for trans- and supercritical fluids: Modelling SGS
interactions for non-ideal equations of state is challenging (e.g. Chung, Mishra, et al. 2021).
However, since the non-ideal equation of state is a one-point phenomenon, in principle, it
can be closed using the current one-point PDF without modification. The literature lacks
documentation regarding the performance of stochastic fields under non-ideal equations of
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state. Moreover, this topic is relevant for high-speed propulsion systems, which often use
cryogenic hydrogen as fuel and high injection pressures to achieve sufficient jet penetration.

Shock train-combustor coupling and dynamics: Further investigation is required
into the coupling and dynamics between the isolator shock train and the combustor. For
instance, it is important to determine how the analytical model proposed performs under
different inflow conditions, whether it can capture dynamics if the back pressure is a time-
dependent variable, and if we can integrate other analytical models (e.g., Smart 2015) to
predict the entire isolator profile rather than just the leading shock position.

Model limitations: It is suspected that low SGS Mach and Damköhler numbers in
the ramjet cases examined in this thesis may limit the improvements that the PDF method
can provide. Future research could explore whether these low SGS Mach and Damköhler
numbers are common in other ramjet/scramjet configurations and identify conditions under
which the PDF method is most effective. This information could also be useful in refining
the criteria for the adaptive SF concept mentioned earlier. Lastly, simulating the engine
in scram mode operation and near flameout limits would be essential to fully validate the
model’s ability to simulate all operating conditions of a dual-mode ramjet engine, although
such measurements are currently scarce.
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Appendix A

Eigen-system of the Euler equations

The Navier-Stokes equations without the diffusive fluxes are known as the Euler equations.
It can be written in terms of the conservative variables, as in (2.1), or in terms of the
primitive variables Q. This appendix will follow the primitive variables approach and will
be presented in one dimension.

The Euler equation can be recast into the quasi-linear form,

∂Q

∂t
+ J(Q̂)

∂Q

∂x
= 0, (A.1)

where

Q =

⎡⎢⎢⎢⎢⎢⎢⎣
ρ

un

ut

p

Yα

⎤⎥⎥⎥⎥⎥⎥⎦ , J =
∂F

∂Q

⃓⃓⃓⃓
Q=Q̂

=

⎡⎢⎢⎢⎢⎢⎢⎣
un ρ 0 0 0

0 un 0 1/ρ 0

0 0 un 0 0

0 ρc2 0 un 0

0 0 0 0 un

⎤⎥⎥⎥⎥⎥⎥⎦ =

⎡⎢⎢⎢⎢⎢⎢⎣
un ρ 0 0 0

0 un 0 1/ρ 0

0 0 un 0 0

0 γp 0 un 0

0 0 0 0 un

⎤⎥⎥⎥⎥⎥⎥⎦ ,

and un and ut are the velocity component normal and tangent to direction x, respectively.
The hat ·̂ denotes a reference state that is constant and independent of x and t.

The flux Jacobian matrix J can be decomposed into a product of the eigenvector matrix
L, a diagonal matrix of eigenvalues ΛΛΛ, and the right eigenvector matrix R = L−1. The
system of equations can therefore be decoupled into independent advection equations:

∂Q

∂t
+RΛL

∂Q

∂x
= 0 ⇐⇒ ∂W

∂t
+ΛΛΛ

∂W

∂x
= 0 . (A.2)

where W = LQ is known as the characteristic variables, and the wave speeds are ΛΛΛ =

diag(un + c, un, un, un, un − c). L can be viewed as a (linear) projection of Q to W.

Similarly, the characteristic projection that maps the state variables U to W can be
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defined, noting that Q is a function of U:

P(U, Û) = L(Q(Û))Q(U) = W . (A.3)

Its inverse projection is

P−1(U, Û) = Q−1(R(Û)W) = U . (A.4)

They are central to the stability of WENO reconstruction schemes, see (2.33), (2.55)–(2.56).

In functional form, a thermodynamic variable is needed. If the speed of sound c is used,

W(U, ĉ) =

⎡⎢⎢⎢⎢⎢⎢⎣

1
2(p/c+ ρun)

ρ− p/ĉ2

ut

Yα
1
2(p/ĉ− ρun)

⎤⎥⎥⎥⎥⎥⎥⎦ , Q(W, ĉ) =

⎡⎢⎢⎢⎢⎢⎢⎣
w2 + (w1 + w5)/ĉ

(w1 − w5)/ρ̂

ut

(w1 + w5)ĉ

Yα

⎤⎥⎥⎥⎥⎥⎥⎦ , (A.5)

where the second component of Q can be approximated using ρ̂ ≈ ρ = w2 + (w1 + w5)/ĉ.

Alternatively, if the specific heat ratio γ is used,

W(U, γ̂) =

⎡⎢⎢⎢⎢⎢⎢⎣

1
2(p+ un

√
γ̂ρp)

ρ− ρ/γ̂

ut

Yα
1
2(p− un

√
γ̂ρp)

⎤⎥⎥⎥⎥⎥⎥⎦ , Q(W, γ̂) =

⎡⎢⎢⎢⎢⎢⎢⎣
w1/(1− 1/γ̂)

(w1 − w5)/
√
γ̂ρp

ut

w1 + w5

Yα

⎤⎥⎥⎥⎥⎥⎥⎦ . (A.6)

A simple arithmetic average of the left and the right cells is used to calculate the
reference states. The Roe average may be beneficial when stability is needed in more
challenging cases (Roe 1981):

ρ̂ =
√
ρLρR , (A.7)

û =

√
ρLuL +

√
ρRuR√

ρL +
√
ρR

, (A.8)

ĥ =

√
ρLhL +

√
ρRhR√

ρL +
√
ρR

, (A.9)

ĉ =

√︂
(γ − 1)

(︁
ĥ− q̂2/2

)︁
, (A.10)

where h = e − p/ρ, q2 = u2 + v2 + w2. See e.g. Mottura et al. 1997 for extension to real
gas.
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Appendix B

Scripts for proving the order of the
central difference schemes

1 from sympy import *
2 from sympy.tensor.array.expressions import ArraySymbol
3

4 # Here , we find sxx (Ds2) at the cell centre
5 h = symbols(’h’)
6 Ds = ArraySymbol(’Ds’, (7,)) # d^n s/dx^n
7 s = zeros (5,1) # stencil
8 # FD (s are point values)
9 # |___|___|_?_|___|___|

10 # 0 1 2 3 4
11 # sm sp
12

13 # Expand using Taylor series
14 for i in range(Ds.shape [0]):
15 s[0] += Ds[i]*(-2*h)**i/factorial(i)
16 s[1] += Ds[i]*(-1*h)**i/factorial(i)
17 s[2] += Ds[i]*(0*h)**i/factorial(i)
18 s[3] += Ds[i]*(1*h)**i/factorial(i)
19 s[4] += Ds[i]*(2*h)**i/factorial(i)
20

21 sm = (-1*s[1]+1*s[2])/h # 2th order
22 sp = (-1*s[2]+1*s[3])/h # 2th order
23 print(simplify ((sp-sm)/h))
24 # output: h**4*Ds [6]/360 + h**2*Ds [4]/12 + Ds[2]
25

26 sm = (1*s[0] -15*s[1]+15*s[2]-1*s[3]) /(12*h) # 4th order
27 sp = (1*s[1] -15*s[2]+15*s[3]-1*s[4]) /(12*h) # 4th order
28 print(simplify ((sp-sm)/h))
29 # output: -h**4*Ds [6]/90 + Ds[2]

Listing B.1: Python script for proving the order of accuracy of the normal derivative
schemes in (2.58) and (2.61).
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1 from sympy import *
2 from sympy.tensor.array.expressions import ArraySymbol
3

4 # Here , we find sxy (Ds11) at the cell centre
5 hx , hy = symbols(’h_x h_y’)
6 Ds = ArraySymbol(’Ds’, (7,7)) # d^n s/dx^n
7 s = zeros (5,5) # stencil
8

9 # 2D Taylor series
10 def Sn(n, x, y):
11 sn = 0
12 for m in range(n+1):
13 sn += factorial(n)/factorial(m)/factorial(n-m)*Ds[m,n-m]*x**m*y**(n-m)
14 return sn
15

16 # 4 |___|___|___|___|___|
17 # 3 |___|___|___|___|___|
18 # 2 |___|___X_?_X___|___|
19 # 1 |___|___|___|___|___|
20 # 0 |___|___|___|___|___|
21 # 0 1 2 3 4
22 # sm sp
23 for i in range(s.shape [0]):
24 for j in range(s.shape [1]):
25 for n in range(Ds.shape [0]):
26 s[i,j] += Sn(n, (-2+i)*hx, (-2+j)*hy)/factorial(n)
27

28 sm = (s[1,3]-s[1,1] + s[2,3]-s[2,1]) /4/hy # 2nd order
29 sp = (s[2,3]-s[2,1] + s[3,3]-s[3,1]) /4/hy # 2nd order
30 print(simplify ((sp-sm)/hx))
31 # output: h_x **4*Ds[5, 1]/120 + h_x **2* h_y **2*Ds[3, 3]/36 + h_x **2*Ds[3,

1]/6 + h_y **4*Ds[1, 5]/120 + h_y **2*Ds[1, 3]/6 + Ds[1, 1]
32

33 sm = (-(s[0,0]-8*s[0 ,1]+8*s[0,3]-s[0,4])
34 +7*(s[1,0]-8*s[1 ,1]+8*s[1,3]-s[1,4])
35 +7*(s[2,0]-8*s[2 ,1]+8*s[2,3]-s[2,4])
36 -(s[3,0]-8*s[3 ,1]+8*s[3,3]-s[3 ,4]))/(12*hy)/12 # 4th order
37 sp = (-(s[1,0]-8*s[1 ,1]+8*s[1,3]-s[1,4])
38 +7*(s[2,0]-8*s[2 ,1]+8*s[2,3]-s[2,4])
39 +7*(s[3,0]-8*s[3 ,1]+8*s[3,3]-s[3,4])
40 -(s[4,0]-8*s[4 ,1]+8*s[4,3]-s[4 ,4]))/(12*hy)/12 # 4th order
41 print(simplify ((sp-sm)/hx))
42 # output: -h_x **4*Ds[5, 1]/30 - h_y **4*Ds[1, 5]/30 + Ds[1, 1]

Listing B.2: Python script for proving the order of accuracy of the transverse derivative
schemes in (2.59) and (2.63).

149



Appendix C

Derivation of the PDF transport
equation

This derivation follows the fine-grained PDF approach in Pope 2000, Appendix H.

Fine-grained PDF

A fine-grained PDF is defined as

f∗(φφφ;x, t) = δ(ϕϕϕ(x, t)−φφφ) =

NV∏︂
m=1

δ(ϕm(x, t)− φm) . (C.1)

Using the filtering operation (3.3),

f∗ = δ(ϕϕϕ−φφφ) =

∫︂ ∞

−∞
δ(ψψψ −φφφ)f(ψψψ) dψψψ = f(φφφ) , (C.2)

where ψψψ, φφφ are both variables representing the sample space of the random variable ϕϕϕ.

Conditional expectation

For a random variable Q whose sample space variable is q,

Qf∗ = Qδ(ϕϕϕ−φφφ) =

∫︂∫︂ ∞

−∞
qδ(ψψψ −φφφ)fQϕ(q,ψψψ) dqdψψψ

=

∫︂ ∞

−∞
qfQϕ(q,φφφ) dq

=

∫︂ ∞

−∞
qfQ|ϕ(q,φφφ) dq fϕ(φφφ) = Q |ϕϕϕ f(φφφ) .

(C.3)
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Q |ϕϕϕ is known as the conditional expectation of Q on ϕϕϕ. The last step is due to the Bayes’
theorem

fψ|ϕ(ψψψ,φφφ) =
fψϕ(ψψψ,φφφ)

fϕ(φφφ)
, (C.4)

with fψϕ being the joint PDF and fϕ the marginal PDF. Three possibilities exist for Q |ϕϕϕ:

1. ψψψ is a function of ϕϕϕ: the joint PDF reduces to the marginal PDF fψϕ = fϕδ(ψψψ −φφφ).
As a result, Q |ϕϕϕ = Q(φφφ), as in the case with the chemical source term.

2. ψψψ is independent of ϕϕϕ: the joint PDF is separable fψϕ = fψfϕ and Q |ϕϕϕ = Q̄. For
instance, gravity or external heat source that do not depend on the flow states.

3. ψψψ is related to ϕϕϕ but with some unknown interaction: fψϕ is unknown, leaving us with
a closure problem for Q |ϕϕϕ. Unfortunately, all the terms involving spatial derivatives
in the PDF transport equation belong to this case, as spatial derivatives require
two-point information that is lacking in our one-point PDF.

PDF transport equation

We first seek the temporal derivative of f∗:

∂f∗

∂t
=
∂δ(ϕϕϕ−φφφ)

∂t
=
∂δ(ϕϕϕ−φφφ)

∂ϕm

∂ϕm
∂t

(C.5)

= −∂δ(ϕ
ϕϕ−φφφ)

∂φm

∂ϕm
∂t

(C.6)

= − ∂f∗

∂φm

∂ϕm
∂t

= − ∂

∂φm

(︃
∂ϕm
∂t

f∗
)︃
, (C.7)

where (C.5) uses the chain rule, (C.6) applies the identity (Pope 2000, p. 674)

∂δ(a− b)

∂a
= −∂δ(a− b)

∂b
, (C.8)

and (C.7) is uses the fact that ϕm is independent of φm.

Similarly, the spatial derivative of f∗ is

∂f∗

∂xj
= − ∂

∂φm

(︃
∂ϕm
∂xj

f∗
)︃
. (C.9)

Multiplying both sides by the velocity uj and adding (C.7), we have

∂f∗

∂t
+ uj

∂f∗

∂xj
= − ∂

∂φm

[︃(︃
∂ϕm
∂t

+ uj
∂ϕm
∂xj

)︃
f∗
]︃
. (C.10)

Finally, filtering the above equation by (C.2)–(C.3) completes the derivation

∂f

∂t
+ uj |ϕϕϕ

∂f

∂xj
= − ∂

∂φm

(︃
Dϕm
Dt

⃓⃓⃓⃓
ϕϕϕ f

)︃
, (C.11)
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where
D

Dt
=

∂

∂t
+ uj

∂

∂xj
(C.12)

denotes the total derivative, and uj |ϕϕϕ = vj can be invoked if the PDF contains velocity in
its sample space.

MDF transport equation

For variable density flows, recall the definition of the MDF (3.4),

ρf∗ = F (φφφ) , (C.13)

ρQf∗ =
⏟ ⏞
Q |ϕϕϕ F (φφφ) = ρQ |ϕϕϕ

ρ̄
F (φφφ) . (C.14)

The MDF transport equation is obtained by multiplying (C.10) with density ρ

ρ
∂f∗

∂t
+ ρuj

∂f∗

∂xj
=
∂ρf∗

∂t
+
∂ρujf

∗

∂xj
−
(︃
∂ρ

∂t
+
∂ρuj
∂xj

)︃
⏞ ⏟⏟ ⏞

=0

f∗ (C.15)

= − ∂

∂φm

(︃
ρ
Dϕm
Dt

f∗
)︃
. (C.16)

The last step uses the fact that ρ is independent of ϕϕϕ.

Finally, filtering the above equation by (C.13)–(C.14) gives (3.6):

∂F

∂t
+
∂
⏟ ⏞
uj |ϕϕϕF
∂xj

= − ∂

∂φm

(︃⏟ ⏞
Dϕm
Dt

⃓⃓⃓⃓
ϕϕϕ F

)︃
. (C.17)

Equivalence to stochastic differential equations

The PDF transport equation is a Fokker-Planck equation. In the general form,

∂f

∂t
+ uj |ϕϕϕ

∂f

∂xj
= − ∂

∂φm
(amf) +

∂2

∂φm∂φn

(︃
1

2
b2mnf

)︃
, (C.18)

which corresponds to the stochastic differential equation (SDE)

dx(t) = uj |ϕϕϕ dt , (C.19)

dϕϕϕ(t) = a(ϕϕϕ, t) dt+ b(ϕϕϕ, t) dW(t) , (C.20)

where x is the Lagrangian position, a is the drift vector, b is the diffusion coefficient
matrix, and W(t) is a vector Wiener process which has the property

⟨Wi(tk)Wj(tl)⟩ = δij |tk − tl| , (C.21)
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where angled brackets ⟨·⟩ denote time averaging.

Using the definition of total derivative, this can also be written as a stochastic partial
differential equation (SPDE)

dϕϕϕ(x, t) + uj |ϕϕϕ
∂ϕϕϕ(x, t)

∂xj
dt = a(ϕϕϕ, t) dt+ b(ϕϕϕ, t) dW . (C.22)

Note that since W is continuous but not differentiable in time, temporal derivatives can
only be interpreted as a finite change in the variable dϕϕϕ over a finite time step dt and an
increment in W, dW = W(t+dt)−W(t). However, conventional partial derivatives exist
in space as W is independent of (constant in) space.

Similarly, an MDF transport equation

∂F

∂t
+
∂
⏟ ⏞
uj |ϕϕϕF
∂xj

= − ∂

∂φm
(amF ) +

∂2

∂φm∂φn

(︃
1

2
b2mnF

)︃
, (C.23)

corresponds to a SPDE of

dϕϕϕ(x, t) +
∂
⏟ ⏞
uj |ϕϕϕϕϕϕ(x, t)

∂xj
dt = a(ϕϕϕ, t) dt+ b(ϕϕϕ, t) dW , (C.24)

∂ρ̄

∂t
+
∂ρ̄ũj
∂xj

= 0 . (C.25)

The last equation recovers the mass conservation in the Navier-Stokes equations. It is
obtained by integrating the transport equation in its sample space, and using the divergence
theorem so that the right-hand-side terms are the MDF at infinity F (±∞;x, t), which are
exactly zero.
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Appendix D

An alternative VSPDF system

This appendix presents a PDF of ϕϕϕ = [ρY, ρu, ρE] as a new formulation for the joint-
velocity-scalar PDF (VSPDF). This ongoing work is considered more consistent than pre-
vious formulations and has potential applications in future studies.

The PDF transport equation is

∂f

∂t
+ vj

∂f

∂xj
= − ∂

∂rΥα

[︄(︄
− ρYα

∂uj
∂xj

− ∂Jα,j
∂xj

+ ρSα(φφφ) +M1

)︄
f

]︄

− ∂

∂rvi

[︄(︄
− ρui

∂uj
∂xj

− ∂p

∂xi
+
∂τij
∂xj

+M2

)︄
f

]︄

− ∂

∂rE

[︄(︄
− ρE

∂uj
∂xj

− ∂qj
∂xj

− ∂puj
∂xj

+
∂τijui
∂xj

+M3

)︄
f

]︄
.

(D.1)

The corresponding SPDE system is

dρYα
dt

+
∂ρujYα
∂xj

= ρYα
∂uj
∂xj

− ρYα
∂uj
∂xj

− ∂J̄α,j
∂xj

+ ρSα +M1 , (D.2)

dρui
dt

+
∂ρuiuj
∂xj

= ρui
∂uj
∂xj

− ρui
∂uj
∂xj

− ∂p̄

∂xi
+
∂τ̄ ij
∂xj

+M2 , (D.3)

dρE

dt
+
∂ρujE

∂xj
= ρE

∂uj
∂xj

− ρE
∂uj
∂xj

−
∂q̄j
∂xj

− ∂puj
∂xj

+
∂τijui
∂xj

+M3 . (D.4)

If we assume small-scale incompressibility or the Morkovin hypothesis, i.e., velocity diver-
gence is primarily large-scale,

˜︃∂uj
∂xj

≈ ∂ũj
∂xj

⇐⇒ ∂uj
∂xj

≈ ∂ũj
∂xj

. (D.5)

This can also be understood as the divergence is a large-scale flow feature and is mostly
associated with resolved motions.
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And if the usual SGS model form is applied,

M = − C

τsgs
(ϕ− ϕ̄) +B

dW

dt
, (D.6)

the SPDE can be rewritten as

dρYα
dt

+
∂ρujYα
∂xj

= (ρYα − ρYα)

(︃
∂ũj
∂xj

−
CρYα
τsgs

)︃
− ∂J̄α,j

∂xj
+ ρSα +BρYα

dW

dt
, (D.7)

dρui
dt

+
∂ρuiuj
∂xj

= (ρui − ρui)

(︃
∂ũj
∂xj

− Cρui
τsgs

)︃
− ∂p̄

∂xi
+
∂τ̄ ij
∂xj

+Bρui
dW

dt
, (D.8)

dρE

dt
+
∂ρujE

∂xj
= (ρE − ρE)

(︃
∂ũj
∂xj

−
CρE
τsgs

)︃
−
∂q̄j
∂xj

− ∂puj
∂xj

+
∂τijui
∂xj

+BρE
dW

dt
. (D.9)

The mean pressure can be replaced by the stochastic pressure as in subsection 3.2.1,
and BρYα and BρE can be taken as zero. They are retained here for completeness. Note
that the system is conservative without further modification.

This formulation is the most consistent, as it yields correct filtering in variable-density
flow, carries no unreasonable assumptions, and has a form that closely resembles the
constant-density PDF. Compressibility effects are manifested through the velocity diver-
gence. The stochastic quantities return to their mean quicker when the flow is locally
compressive (∇ · ũ < 0), and vice versa when the flow is locally expanding (∇ · ũ > 0).
This aligns with the physical intuition that an expanding system stretches a PDF in its
sample space. However, due to the additional divergence term, which could be positive, a
limiting procedure is likely necessary to ensure the stability of the system.
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