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Abstract

Membership inference attacks (MIAs) are widely used to em-
pirically assess privacy risks in machine learning models, both
providing model-level vulnerability metrics and identifying
the most vulnerable training samples. State-of-the-art meth-
ods, however, require training hundreds of shadow models
with the same architecture as the target model. This makes
the computational cost of assessing the privacy of models
prohibitive for many practical applications, particularly when
used iteratively as part of the model development process and
for large models. We propose a novel approach for identifying
the training samples most vulnerable to membership infer-
ence attacks by analyzing artifacts naturally available during
the training process. Our method, Loss Trace Interquartile
Range (LT-IQR), analyzes per-sample loss trajectories col-
lected during model training to identify high-risk samples
without requiring any additional model training. Through
experiments on standard benchmarks, we demonstrate that
LT-IQR achieves 92% precision@k=1% in identifying the
samples most vulnerable to state-of-the-art MIAs. This result
holds across datasets and model architectures with LT-IQR
outperforming both traditional vulnerability metrics, such as
loss, and lightweight MIAs using few shadow models. We
also show LT-IQR to accurately identify points vulnerable to
multiple MIA methods and perform ablation studies. We be-
lieve LT-IQR enables model developers to identify vulnerable
training samples, for free, as part of the model development
process. Our results emphasize the potential of artifact-based
methods to efficiently evaluate privacy risks.

1 Introduction

In recent years, machine learning (ML) models have become
increasingly prevalent within sensitive domains. Companies,
governments, and academic researcher are now routinely train-
ing and fine-tuning these models using confidential or sensi-
tive data from areas such as the healthcare [17], legal [9], and
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Figure 1: Precision@k=1% (250 samples) when identifying
vulnerable samples determined by LiRA attack at a variable
FPR threshold

financial [2] sectors.

ML models have been shown to memorize their training
data [5, 6, 30, 40], potentially allowing an adversary to de-
tect the presence of a certain data sample in the training
dataset [5, 39, 46] and, in some cases, to even reconstruct
training samples [4, 14].

Membership inference attacks (MIAs) are widely used by
model developers to empirically evaluate the privacy risk
associated with the release of the model [5,45,46]. Running
an MIA against their own model allows developers to learn
two valuable insights. First, it provides a sense of the model-
level risk, the number of points an adversary might be able
to confidently identify as members of the training dataset
typically measured as True Positive Rate (TPR) at a certain
False Positive Rate (FPR) threshold. Second, it identifies the
points that are most likely to be vulnerable to an attack - e.g.
the training data points where the attack confidence is above
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the threshold for a given FPR.

Model developers will typically evaluate the overall privacy
risk by taking into consideration the estimated model-level
risk (e.g. TPR@low FPR), the sensitivity of the data, the an-
ticipated threat model (white-box or black-box) and model
deployment strategy, as well as the analysis of the specific
points that might be a risk (e.g. to ensure there is no disparate
impact). Based on these, the developer would determine if
releasing the model is deemed safe from a privacy perspec-
tive. As such, vulnerability to MIAs is an important factor in
determining whether a model is considered anonymous in-
cluding from a legal perspective as emphasized in the opinion
published by the European Data Protection Board on Al last
month [12].

When the risk of the utility-maximizing model-the model
developed without taking privacy considerations into account—
is deemed too high, defenses will be put in place. This in-
cludes both privacy-preserving training methods using for-
mal guarantees, such as DP-SGD [1], as well as approaches—
including approaches targeted at specific points—such as in-
creased regularization, reducing the model size, removing the
most vulnerable points from the training data (which has been
showed to decrease the overall risk [7]) or unlearning them
from the trained model. Knowing both which and how many
points are vulnerable to an MIA is essential to the develop-
ment and evaluation of defense strategies.

State-of-the-art privacy attacks are, however, computation-
ally expensive to run. They require training multiple, often
hundreds, of shadow models [5,45,51], with each shadow
model requiring the same amount of computational resources
as one original training run. Their computational complexity
increases with model and dataset scale, making such attacks
impractical if not infeasible—particularly for large language
models—and significantly constraining their utility in pro-
cesses like architecture or training parameter selection.

Contribution. We here propose a new class of artifact-
based methods to estimate privacy risks which we instantiate
on the task of detecting points that might be vulnerable to
MIAs. Our method leverages access to training artifacts to
detect the training samples most at risk of being identified
as members by state-of-the-art MIAs. We define a training
data point as vulnerable if a given MIA confidently and cor-
rectly predicts its membership, i.e. the point is predicted as a
member at a fixed low False Positive Rate (FPR).

As our main contribution, we propose Loss Trace Interquar-
tile Range (LT-IQR), a novel method analyzing the per-sample
loss dynamics throughout training to identify the most vulner-
able training samples. It is based on the intuition that points
prone to be memorized are likely to be outliers and therefore
harder for the model to learn. This would lead to the loss of
these samples converging slower than that of an average point.
Specifically, LT-IQR computes the interquartile range across
intermediate losses collected once per epoch, and is shown to
be a good predictor of individual vulnerability.

LT-IQR achieves 92% Precision@k=1% in predicting
training samples from CIFAR-10 [19] vulnerable to Like-
lihood Ratio Attack (LiRA) [5] at a low FPR threshold of
1073, significantly outperforming traditional vulnerability pre-
dictors based on metrics like final loss or gradient norms.
This advantage holds across datasets (CIFAR-10, CIFAR-
100, and CINIC-10) and model architectures (ResNet-20,
WideResNet28-2, WideResNet40-4). Notably, LT-IQR even
outperforms lightweight membership inference attacks that re-
quire training shadow models (like RMIA [51] with 2 shadow
models) when we use the same Precision @k metric to mea-
sure the agreement between the attacks.

While initially focused on predicting samples vulnerable
specifically to the LiRA attack, we later expand the definition
and focus on more generic vulnerability to any of the widely
adopted state-of-the-art MIAs: LiRA [5], Attack R [45] and
RMIA [51]. Impressively, when measured on predicting vul-
nerability to at least one of these attacks, our method performs
on par with Attack R and RMIA with a few shadow models,
despite incurring a fraction of the computational cost.

We then explore other loss trace aggregation methods - all
of which analyze the per-sample training dynamics captured
by the per-epoch loss trace. We find that multiple aggregation
methods show strong performance on par with LT-IQR, with
slight variability depending on the dataset. Additionally, we
perform an ablation study on LT-IQR’s quantile parameters,
showing the method to be quite robust to specific parameter
values.

Finally, we analyze the distribution of LT-IQR vulnerability
scores throughout training, and note the distinctive changes
in the distribution shape as the training progresses and the
model memorizes more. This suggests that LT-IQR could also
potentially be used to estimate model-level vulnerability in
addition to detecting vulnerable points, as considered before.

Our cheap yet effective approach enables model developers
to assess the privacy risks associated with a given model re-
lease and deploy appropriate mitigations if needed, including
unlearning, data removal, or retraining with differential pri-
vacy. Given its low computational cost, our method could be
especially useful to compare the privacy leakage of different
hyperparameter setups, or as an early indication to run a full
privacy attack on a subset of candidate models.

2 Related Work

2.1 Membership Inference Attacks

Membership Inference Attacks (MIAs) aim to determine
whether a certain data sample was used to train a given model.
They typically rely on a strong yet realistic attacker [33,36],
and are used by model developers as an upper bound for other
attacks including extraction [8,28,35] and attribute inference.
In many cases the vulnerability to an MIA does not pose a
high risk in practice: either because a realistic attacker would
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not have access to the full user record, or because membership
alone does not imply the possession of a sensitive attribute.
However, as MIA is the easiest type of attack for an adversary
to perform, it is often used to estimate empirical privacy risk,
under the assumption that protection against an MIA implies
the protection against all other types of attack [36].

MIAs are typically evaluated with TPR at low FPR - a met-
ric measuring an attacker’s ability to confidently and correctly
predict membership of a small number of points, irrespective
of the attack’s performance on average. This recognizes the
fact that in a privacy setup, an attacker making confident pre-
dictions about a small minority of points possesses higher
risk than an attacker making predictions slightly better than
random on every point.

Widely adopted MIAs today, including LiRA [5] and At-
tack R [45], however involve training a large number of
shadow models [5, 27, 39, 45]. This makes their practical
application very expensive, and in many cases infeasible.

Existing low-cost attacks [46,51] either compromise utility
relative to shadow-model-based approaches or still necessitate
training some shadow models [51], which remains compu-
tationally expensive given the positive correlation between
attack performance and the number of shadow models em-
ployed.

2.2 Individual vulnerability

An essential step in DP-SGD [1] (a differentially private vari-
ation of SGD) is clipping the per sample gradient to bound
the sensitivity of the output to any individual sample. This
demonstrates the disparate nature of individual data points’
contribution to the model - where clipping is necessary to en-
sure the model doesn’t learn too much from any one sample.

In the context of differentially private training [1, 11], indi-
vidual data-dependent privacy accounting has been proposed,
recognizing non-uniform privacy leakage across training data
samples [18,42,48]. Unlike classic data-independent privacy
accounting mechanisms [1,31,32], individual privacy account-
ing considers per-sample gradient norms and yields stronger
privacy guarantees for data points falling below the clipping
threshold. As such, Thudi et al. [42] show that on common
benchmark datasets, many individual data samples enjoy sig-
nificantly better privacy protection than what is suggested by
the conservative data-independent privacy analysis tradition-
ally used for DP-SGD.

It then naturally follows, that in the absence of gradient
clipping, some points would be memorized more than others.
Empirical privacy risk is indeed typically concentrated around
a small number of data outliers [3,7, 13].

Specifically from the perspective of MIA vulnerability, two
prior works explore the correlation between the attack score
and certain data properties. Leemann et al. [21] investigate
the connection between MIA score and certain per-instance
properties: final loss, parameter gradients, local loss Hessian,

and others, identifying the final loss to be the best predictor of
the MIA performance. They conclude that the loss is the best
predictor of the MIA vulnerability. Tobaben et al. [43] study
the impact of the average gradient norm throughout training
on the MIA performance and find a strong correlation across
multiple datasets. Unlike our work, however, both Leemann et
al. [21] and Tobaben et al. [43] study the correlation between
the data properties and attack success while we focus on the
few most vulnerable samples and using training artifacts as a
source of information.

2.3 Tracing memorization

Unlike privacy analyses described above, we consider an
artifact-based approach where the model developer has access
to all intermediate model states during training. This setup
allows us to use the loss throughout training, for instance, as
an additional source of information on top of the commonly
used final loss.

Some prior works have considered tracing privacy met-
rics throughout training. Pruthi et al. [37] tracks the loss
before and after each training step to estimate the influence
of a training sample on model’s predictions. Lesci et al. [23]
characterize a model’s counterfactual memorization [52] by
observing losses on a subset of data throughout training. Liu
et al. [26] and Li et al. [24] propose an MIA where an attacker
performs model distillation and tracks the loss throughout the
distillation process.

For differentially private training, privacy auditing often
adopts a similar threat model to us. Privacy auditing has
emerged as a way to either assess the tightness of the the-
oretical privacy analysis [16,35,50] or verify the correctness
of DP algorithm implementations [34,44]. Privacy auditing
empirically estimates the lower bound for the differential pri-
vacy guarantees of the model training process by running
privacy attacks and measuring their success. Assumed threat
models can range from a weak adversary with only black-box
access to the model [16, 35,41], to a white-box adversary
capable of observing intermediate model updates [34,35,41],
to a very strong adversary with full control over the training
dataset apart from the target record [35].

Proposed attack methods vary depending on the threat
model. For black-box attacks, a simple loss threshold [46] is
typically used. For white-box adversaries with access to the
intermediate model states, a threat model similar to the one we
assume in this work, prior works suggested using aggregate
metrics over the entire training process. Proposed methods
include taking the maximum or average of the loss [35], or
computing the dot product between the canary gradient and
the overall batch update [34,41].

As the goal of the privacy auditing is to provide a tight esti-
mate of the differential privacy guarantees, prior works typi-
cally rely on data poisoning attacks, instantiating the MIAs
against data samples (canaries) purposely injected into the
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training dataset. This allows the auditor to construct the worst
possible scenario with the maximum privacy leakage. In con-
trast, we here focus on estimating the privacy risks of realistic
data points in a non-adversarially constructed dataset.

3 Task

In this paper we set the task of identifying the most vulnerable
points among the training samples. Given the training dataset,
we aim to rank the data points by their vulnerability, providing
a ranked list as an output. As the privacy risk is typically
concentrated in a small proportion of the training dataset - and
only this subset is highly relevant for any potential mitigation
- we focus our evaluation on the top end of the output ranked
list.

For evaluation purposes we assume access to binary ground
truth vulnerability labels representing actual attack results
(which we expect to be highly imbalanced). Given these la-
bels, we evaluate our vulnerability detection methods using
Precision@k and Recall @k, which measure what fraction
of the k points with highest vulnerability scores are actually
vulnerable. For a vulnerability scoring function ¢ and a set of
vulnerable points V, we define Precision @k as:

|top(¢) NV |
k

where top, (¢) represents the k points with the highest vul-
nerability scores according to ¢. In other words, if we sort all
training points by their vulnerability score 0(x,y) in descend-
ing order and take the first k points, Precision @k tells us what
fraction of these points are actually vulnerable.

Similarly, we define Recall @k as:

[top () V|
\4

Here, recall measures the fraction of all vulnerable points
we successfully identified within our top k predictions.

For acquiring the ground truth labels, we perform one or
multiple state-of-the-art shadow model-based MIAs, charac-
terized by their ROC curves. We consider a fixed and low FPR
threshold o (typically o = 10~3) and define samples that are
identified as members at this strict threshold as vulnerable.
We use the terms “point” and “sample” interchangeably. For
a given o, we select the threshold T, such that FPR(1q) = o..

Precision@k =

Recall@k =

Definition 3.1 (Vulnerable points). We define the set of vul-
nerable points V at a given FPR threshold o as:

Vo = {(x,y) € Dyrain IA(x,y, e) > ’Ca} (D

This allows us to evaluate the precision of our vulnerability
detection method by comparing against the set of vulnerable
points identified by SOTA shadow model-based (SM-based)
MIA techniques. The focus on vulnerable samples identified

at a strict FPR threshold o captures the samples that are most
clearly distinguishable as training set members. These points
represent the highest privacy risk, as they can be confidently
identified by SOTA SM-based MIAs as members even under
conservative attack settings that minimize false positives. By
fixing a low FPR threshold (e.g., o0 = 10‘3), we ensure that
any point classified as vulnerable represents a genuine privacy
concern rather than a statistical artifact, since the attacker must
be highly selective to maintain such a low false positive rate.

We initially consider vulnerability to LiRA, as it is the
best performing attack with the highest number of vulnerable
points - a clear choice for a hypothetical attacker. Addition-
ally, we show that most points vulnerable to other attacks are
also vulnerable to LiRA, but not the other way around. Only
about 7% of points vulnerable to RMIA and Attack R are not
covered by LiRA (see Fig. 4).

We also note that perfect Recall@k is often not achievable
due to the relationship between k and the total number of
vulnerable points identified at a given FPR threshold. For
instance, with k = 1% (250 samples) and 2435 total vulnerable
points in our standard setup, the maximum theoretical recall
is only 10%. We report the maximum achievable Recall @k
values for each experimental configuration and discuss this
property further in Appendix B.

4 Preliminaries

4.1 Problem setup
4.1.1 Model training

Let fo : X — [0,1]Y be a machine learning classification
model with an input domain X and an output domain 9 with
N = || classes, parametrized by a parameter vector 8. f(x)
outputs a probability distribution over N classes. For brevity,
we denote the probability of a given class y as fp(x),. We
denote train and test datasets as Dyin = { (x5, ;) | x; € X,y; €
9} and Diese = {(xF,¥7) | x} € X,y; € 9}, respectively. Let
T be a training process such that the final model weights
0 are obtained as 0 < T (Dyyin). We consider the training
process to be performed over S epochs, and additionally de-
note the intermediate model state after s = 1...S epochs as
0, < Z;(Dyrain)- Note that 8 is the initial model state and
05 = 0 is the parameter vector of a fully trained model.
We consider training with cross-entropy loss defined as:

£(fo(x),y) = —log fo(x)y 2

Specifically for our method, we denote the loss on a sample
(x,y) after s training epochs as £s(x,y) = £(fp, (x),y). We also
define £ . and L as average losses at epoch s on train and
test sets respectively.

1
|Dtrain| (

Y Ly 3

x,y) €Dyrain

Ltsrain =
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1

— Ly(x*,y* 4
D o) @

X*,y*)E€Drest

Lti:st =

Training is performed in mini-batches B; with each opti-
mization step defined as

O 0 —m Y Vol(folx)y) ®)
(xay)egi

where 0 is the updated parameter vector and 7 is the learn-
ing rate.

4.2 Membership Inference Attacks

A membership inference attack (MIA) aims to determine
whether a given data sample was used to train a model. For-
mally, we define a membership inference attack as a function
A: X x99 x0 —[0,1], where A(x,y,0) = 1 indicates that
the attacker believes the sample (x,y) was used to train the
model with parameters 0, and A(x,y,0) = 0 indicates when
they believe it was not.

In particular, we consider SOTA MIAs that output a confi-
dence score, where higher values indicate stronger belief that
the sample was used during training. The binary classifica-
tion decision is then made by comparing this score against a
threshold 7:

1 ifA(x,y,0)>1
0 otherwise

Ar(x,y,0) = { (6)

For evaluation purposes, we consider a balanced dataset
D= D" UD™ where D™ C Dy, represents member samples
and D™ C Dy represents non-member samples, with |[DT| =
|D~|. The attack’s performance is measured using standard
binary classification metrics:

¢ True Positive Rate (TPR): The fraction of member sam-
ples correctly identified as members

_ Hxy) €D : A(x,y,0) = 1}

TPR(7) o

)

¢ False Positive Rate (FPR): The fraction of non-member
samples incorrectly identified as members

_ H&y) eD™ :A(x,y,6) > 1}|

FPR(1) R

®)

Throughout this paper we run the following MIAs:

1. LOSS [46]

2. Likelihood Ratio Attack (LiRA) [5]

3. Attack R [45]

4. Robust Membership Inference Attack (RMIA) [51]

4.3 Attack Risk Predictors

Previous works have proposed various metrics as indicators
of potential vulnerability to privacy attacks. We select several
key predictors commonly cited in the literature [22]:

Loss measures the discrepancy between a model’s pre-
diction and the ground truth label and is used by many
MIAs [26,39,45].

Confidence quantifies the margin between the model’s
highest probability prediction and its second-highest predic-
tion, and is also used as the basis of an MIA [5].

Input gradient norm captures the sensitivity of the
model’s output with respect to small perturbations in the input
features and can be used as a form of feature attribution [22].

Parameter gradient norm evaluates how changes to the
model’s parameters influence its predictions. Gradient norms
are leveraged by the GLiR Attack [20] and have been explored
for links to vulnerability [22].

SHAP Values [29] leverages game theory to determine
feature importance by measuring each input’s marginal con-
tribution to the model’s predictions and has been considered
in the context of understanding the privacy risks of model
explanations [25].

5 Method

5.1 Intuition

The main challenge of running loss-based MIAs stems from
the fact that the final loss for a given sample is influenced by
two independent factors: example hardness and memoriza-
tion [5]. For instance, extremely low loss values can either rep-
resent a very easy-to-classify example or a well-memorized
one. Similarly, a relatively high loss value can represent ei-
ther a hard-to-classify, partially memorized example, or an
average non-memorized example.

MIAs relying on shadow models [5,45] aim to account for
example hardness by training a number of models on datasets
without the target sample. The resulting loss distributions of
the target sample are then measured, and used to inform the
attack.

We here posit that example hardness might also be inferred,
for free, from training artifacts such as the loss trace over
training, and then used to evaluate the corresponding privacy
risk. The intuition is that easy-to-fit samples would exhibit an
early drop in the training loss and quickly reach a small loss
value. Meanwhile, hard-to-classify yet memorized samples
would take more epochs to converge to a final, and equally
small, loss value. A similar logic applies to samples with
moderately high losses at the end of training. If they are very
hard-to-classify samples exhibiting even higher losses on
non-member shadow models, they could still be correctly
identified by an MIA. Here, a steep drop in loss during training
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(a) Loss traces of 3 samples from the “frog” class in CIFAR-10 representing

different example hardness.

I hard-to-fit outlier (12% vulnerable)
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(b) Average loss traces of 2 groups of 100 points representing different
example hardness and the average proportion of vulnerable points per
group, compared to the average test loss.

Figure 2: Plots illustrating the intuition behind loss traces
from CIFAR-10 dataset

(even if not reaching zero) would signal that a sample is
partially memorized.

Fig. 2(a) shows loss traces on three examples from the
CIFAR-10 “frog” class: an average example, an easy-to-fit
outlier and a hard-to-fit outlier. Loss traces were collected dur-
ing training, and all samples were part of the training dataset.
These traces represent distinct types of loss behavior. The
purple sample (average) is a typical sample for the frog class:
it is easily learned by the model and the train loss quickly
converges to small loss values. The sample (easy-to-fit
outlier), on the other hand, features unique characteristics
compared to other samples from the same class, notably the
color. Here we can see that the loss is quite noisy and remains
fairly high until approximately epoch 70 when it gets memo-
rized. Finally, the cyan sample (hard-to-fit outlier) is an even
harder-to-predict sample from the frog class. The early loss
(around epoch 11) for this sample is significantly higher than
for the purple example. The loss then decreases, but does not
reach the low values exhibited by the purple and olive samples
by the end of training. Here, the purple example would be
the least vulnerable, and the olive example would be the most
vulnerable.

Following this intuition, we want to further verify our hy-
pothesis that easy-to-fit outliers would be the most vulnera-
ble, followed by hard-to-fit outliers, and the average samples
would be the least vulnerable. To confirm this, we collect
100 samples from each group and measure the proportion of
samples considered vulnerable by LiRA [5] at o = 1073 (see
Def. 3.1) in these groups. In particular, on Figure 2(b) we
consider average loss traces for two groups with 100 sam-
ples each, alongside the average train loss. Both groups are
selected to have relatively high loss at an early sample in the
training (epoch 11, vertical dashed line on the graph) making
them more likely to be outliers and at-risk samples. One group
then converges to near-zero training loss, representing easy-to-
fit outliers. The final loss for the final group remains relatively
high, thus representing hard-to-fit outliers. Figure 2(b) indeed
confirms that vulnerable samples make up 29% of the easy-
to-fit outlier group compared to 12% for hard-to-fit outliers.
When comparing to the average baseline of 5%, we confirm
that samples with high loss at the early stage of training, out-
liers, are more vulnerable to MIAs and that, among outliers,
easy-to-fit samples (defined by the low final loss) are more
vulnerable than hard-to-fit ones. Our method aims to utilize
this information to identify at-risk samples.

5.2 Loss trace aggregation
For each training sample (x,y) € Diin We consider a se-

quence of per-epoch losses (see Sec. 4.1.1):

trace(x,y) = [lo(x,¥),€1(x,y),...,ls(x,y)]

where S is the total number of training epochs.
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To make use of the available training artifacts and keep
the additional computations to a minimum, we approximate
¢i(x,y) (defined in Sec. 4.1.1 as the loss after the i-th epoch)
as the training loss computed during the i-th epoch. We then
consider multiple aggregating functions to compute the vul-
nerability score §.

Note that, where relevant, we use early epoch s* to refer
to an epoch at which the average test loss £, has decreased
significantly compared to the initial £2, but the train/test gap
(Lig — LE,;) remains low. Intuitively, we consider epoch s*
as a point where the model has gained some generalization
ability, but has not significantly memorized any samples.

Below we discuss various aggregation methods on the loss
trace.

Mean loss (LT-Mean)

PRACRY ©)

Loss Trace L, norms (LT-LP-Norm)

0(x,y) = [|trace(x,y)|[ (10

Loss Trace Slope (LT-Slope) Via least squares, we com-
pute a linear regression on the time steps against the trace,
taking the gradient. This describes the rate at which the sam-
ple is learned.

I3 (G, y) — £x,y)) (s —5)
I3 (s —5)?

0(x,y) = Y

Loss Trace Delta (LT-Delta) This represents how much
the model has learned about this particular point.

¢(x7y):€s*(x7y)_€s(xay) (12)

Loss Trace IQR (LT-IQR) This robustly measures how
much a sample’s loss fluctuates during training by comput-
ing the spread between two chosen quantiles of its loss trace,
capturing the volatility in how well the model learns the spe-
cific example over time. Below Q,, and Q,, are the g;-th
and ¢»-th quantiles of the loss values across all epochs, with
0<q1<g2<1

0(x,3) = Qg ({ls(x, ) Foo)) = Qg ({Ls(x ) }52))  (13)

6 Evaluation

6.1 Experimental setup
6.1.1 Target model

Adopting the evaluation setup from the literature [5], we train
WideResNet28-2 [49] models on the CIFAR-10 dataset [19]
for 100 epochs, reaching a test accuracy of ~91%. We train
using a stochastic gradient descent optimizer, with a momen-
tum of 0.9 and weight decay set to 0.0005. We use a cosine
annealing learning rate scheduler with initial value of 0.1 and
a batch size of 256. During training, we augment the images
via random horizontal flips, and random crops with four pix-
els of padding, following the augmentation setup used for
training by Carlini et al. [5].

We randomly split the training part of CIFAR-10 into mem-
ber and non-member subsets, each containing 25000 samples.
We then use the member subset for training.

We track the per-sample losses every epoch. As we use aug-
mentations, we collect training losses on the non-augmented
samples during the evaluation loop after each epoch.

For additional experiments, we vary the model or the
dataset used. This involves training WideResNet28-2 mod-
els on CIFAR-100 [19] & CINIC10 [10], as well as training
ResNet-20 [15] & WideResNet40-4 [49] models on CIFAR-
10. In these cases, the training setup is otherwise as previously
detailed. In all setups, the train accuracy exceeds 99%.

6.1.2 Membership Inference Attacks

We evaluate four distinct membership inference attacks:
LiRA, Attack R, RMIA and LOSS. We follow the setup pro-
posed in Carlini et al. [5], instantiating online LiRA with 256
shadow models (128 member and 128 non-member models
respectively). We instantiate online RMIA with 256 shadow
models, and instantiate Attack R with 128 non-member
shadow models. All shadow models are trained using the
same training procedure described for the target model in
Sec. 6.1.1, with each shadow model trained on a different
member/non-member split. For LiRA, we use 2 queries per
sample through horizontal flipping, matching their “mirror
augmentation” setup.

Table 6 shows the performance of MIAs we consider in
our training setup. We evaluate them on a random balanced
split of members and non-members from the CIFAR-10 train
split. As expected, SOTA shadow model-based attacks (LiRA,
Attack R, RMIA) significantly outperform LOSS, with LiRA
showing the best performance. Note however that though
the LOSS attack shows non-trivial AUC=0.61, it fails to con-
fidently identify members - as shown by the near-random
chance TPR at low FPR values (see Fig. 3).
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k=1% k=3% k=5%

Method Precision@k Recall@k | Precision@k Recall@k | Precision@k Recall@k
Loss \ 0.21 0.021 \ 0.20 0.060 \ 0.20 0.102
Confidence ‘ 0.20 0.020 ‘ 0.18 0.056 ‘ 0.20 0.100
Parameter Gradient Norm ‘ 0.20 0.020 ‘ 0.19 0.059 ‘ 0.21 0.108
Input Gradient Norm | 0.20 0.020 | 0.20 0.060 | 0.21 0.106
SHAP Values \ 0.13 0.013 \ 0.14 0.043 \ 0.14 0.071
LT-IQR ‘ 0.92 0.094 ‘ 0.83 0.26 ‘ 0.76 0.39

Table 1: Precision@k and Recall @k on identifying points vulnerable to LiRA attack. Reported at fixed FPR=10"3 and varying

values of k for WideResNet28-2 on CIFAR-10
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Figure 3: ROC curves for LiRA, Attack R, RMIA and
LOSS membership inference attacks on CIFAR-10 against
WideResNet28-2 (log scale).

6.2 Vulnerability to LiRA

We first compare our method to attack risk predictors from
the literature (See Sec. 4.3). We show our method to success-
fully identify the points most vulnerable to the LiRA MIA
and strongly outperform prior methods. Table | shows that at
a fixed false positive rate of 1073, LT-IQR achieves remark-
able precision of 92% at k = 1% (250 samples), substantially
outperforming conventional approaches such as loss or gradi-
ent norm. This performance advantage is maintained even as
we increase k to include a larger portion of training samples,
with LT-IQR maintaining 76% precision at k=5% while other
methods remain around 20%.

From a recall perspective, LT-IQR demonstrates consistent
improvement as k increases, rising from 9% at k = 1% to 39%
at k = 5% - while maintaining a relatively high precision of
76%. This indicates that our method successfully identifies a
significant portion of truly vulnerable samples when allowed
to make more predictions. In contrast, traditional metrics
show minimal recall improvement with increasing k, never

exceeding 11% even at k = 5%.

The stark performance gap between LT-IQR and traditional
metrics highlights the importance of considering training dy-
namics rather than just final model states when assessing
sample vulnerability. Single-point metrics like final loss or
gradient norms, despite their widespread use in privacy anal-
ysis, appear to capture limited information about a sample’s
true vulnerability to membership inference attacks. SHAP
values, which attempt to quantify feature importance, perform
particularly poorly with precision below 0.15, suggesting that
feature attribution alone is insufficient for identifying vulner-
able samples.

To validate the robustness of our method, we evaluate LT-
IQR across different model architectures and datasets. Note
that the underlying LiRA attack shows varying base effective-
ness across these configurations (shown in Table 4), resulting
in a different number of vulnerable points for each combina-
tion of the model and the dataset.

First, we run the evaluation on CIFAR-10 dataset with three
model architectures: ResNet-20 (RN-20), WideResNet28-2
(WRN28-2), and WideResNet40-4 (WRN40-4), with results
presented in Table 2. Across architectural variants LT-IQR
maintains strong performance, achieving 79%, 92%, and 91%
precision respectively at k = 1%, while traditional metrics
remain around 20%.

Second, we run the evaluation with WideResNet28-2 on
three datasets: CIFAR-10, CIFAR-100, and CINIC-10 (Ta-
ble 3). LT-IQR maintains its discriminative power - achieving
even higher precision of 97% on CIFAR-100 and 94% on
CINIC-10. While recall appears lower on CIFAR-100 (0.040
vs 0.094 on CIFAR-10), this is expected as the stronger attack
identifies a larger set of vulnerable points, making it harder
to capture a fixed fraction with the same k.

We present further results for varying values of k in Ap-
pendix A.
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RN-20

WRN28-2 WRN40-4

Method Precision@k Recall@k | Precision@k Recall@k | Precision@k Recall@k
Loss \ 0.21 0.039 \ 0.21 0.021 \ 0.11 0.012
Confidence ‘ 0.19 0.035 ‘ 0.20 0.020 ‘ 0.10 0.011
Parameter Gradient Norm ‘ 0.17 0.031 ‘ 0.20 0.020 ‘ 0.12 0.013
Input Gradient Norm | 0.19 0.035 | 0.20 0.020 | 0.12 0.014
SHAP Values \ 0.06 0.011 \ 0.13 0.014 \ 0.15 0.017
LT-IQR ‘ 0.79 0.145 ‘ 0.92 0.094 ‘ 0.91 0.105

Table 2: Precision@k and Recall @k on identifying points vulnerable to LiRA attack. Reported at fixed FPR=10"> and k = 1%

for varying model architectures on CIFAR-10

CIFAR-10 CIFAR-100 CINIC-10

Method Precision@k Recall@k | Precision@k Recall@k | Precision@k Recall@k
Loss \ 0.21 0.021 \ 0.27 0.011 \ 0.30 0.023
Confidence ‘ 0.20 0.021 ‘ 0.24 0.009 ‘ 0.28 0.021
Parameter Gradient Norm ‘ 0.20 0.020 ‘ 0.22 0.009 ‘ 0.29 0.022
Input Gradient Norm ‘ 0.20 0.020 ‘ 0.23 0.009 ‘ 0.30 0.023
SHAP Values \ 0.13 0.014 \ 0.18 0.007 \ 0.23 0.018
LT-IQR ‘ 0.92 0.094 ‘ 0.97 0.040 ‘ 0.94 0.072

Table 3: Precision@k and Recall@k on identifying points vulnerable to LiRA attack. Reported at fixed FPR=10"3 and k = 1%

for varying datasets using WideResNet28-2

RMIA
83
P 57 32
318 796 169
t Attack R
LiRA 1152

Figure 4: Venn diagram comparing the overlap between the
set of points predicted to be vulnerable by LiRA, Attack R
and RMIA at FPR=10"3.

Dataset | Model | AUC TPR@FPR=10""
| RN-20 | 0.70 0.054
CIFAR-10 | WRN40-4 | 0.73 0.086
| | 0.74 0.097
CIFAR-100 | WRN28-2 | 0.92 0.240
CINIC-10 | | 0.80 0.129

Table 4: LiRA performance on various models and datasets

6.3 Cross-attack vulnerability

So far we have only considered vulnerability to one attack,
LiRA. It’s worth noting, however, that when evaluating pri-
vacy risks, model developers cannot predict which specific
membership inference attack an adversary might use. While
LiRA generally shows the strongest performance and would
be a natural choice for attackers, points that are confidently
identified as members by other attacks, such as Attack R or
RMIA, also represent significant privacy risks.

To understand the relationships between different attacks’
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vulnerabilities, we first analyze how much agreement ex-
ists between state-of-the-art attacks in identifying vulnerable
points. We consider three widely adopted shadow model-
based MIAs: LiRA, Attack R, and RMIA, examining the over-
lap in points they identify as vulnerable at FPR=1073.

Our analysis reveals that LiRA’s coverage is quite compre-
hensive: approximately 93% of all points identified as vulner-
able by any attack are also identified by LiRA (see Fig. 4).
However, there remains a notable 7% of vulnerable points that
are only identified by Attack R and/or RMIA. This indicates
that while LiRA is highly effective, focusing solely on LiRA
vulnerability could miss some genuinely at-risk samples.

Based on this observation, we expand our definition of
vulnerable points to include any training sample identified
as vulnerable by any of these three attacks. We define this
set as the union of vulnerable points across all attacks. As
shown in Table 5, our LT-IQR method maintains its strong
performance when evaluated against this broader vulnerabil-
ity definition, achieving Precision @k of 0.93 for identifying
points vulnerable to any attack.

Remarkably, Table 6 shows that when evaluated with this
expanded definition of vulnerability, our method’s perfor-
mance is competitive with shadow model-based approaches
themselves. At k = 1%, LT-IQR’s 0.93 precision is compara-
ble to RMIA with 2 shadow models (0.96) and outperforms
Attack R with 8 models (0.74), while requiring only a fraction
of their computational cost.

Union

Method Precision@k Recall@k
Loss (desc) ‘ 0.21 0.020
Confidence | 0.20 0.019
Parameter Gradient Norm ‘ 0.20 0.020
Input Gradient Norm | 0.20 0.020
SHAP Values ‘ 0.17 0.016
LT-IQR ‘ 0.93 0.089

Table 5: Precision@k and Recall @k at predicting the vulnera-
ble points defined by the union of three attacks: LiRA, Attack
R and RMIA. Reported at fixed FPR=10"3 and varying values
of k for WideResNet28-2 on CIFAR-10

6.4 Loss trace aggregation methods

We propose a novel approach for identifying vulnerable points
through the analysis of training dynamics. While we use Loss
Trace Interquartile Range (LT-IQR) as our primary method in
experimental evaluations, we explored several other aggrega-
tion techniques that have shown strong performance across
different datasets and architectures.

We evaluate multiple approaches to aggregate the loss
traces collected during training (see Sec. 5.2). Table 7 presents
a comparison of different aggregation methods across CIFAR-
10, CIFAR-100, and CINIC-10 datasets. LT-Mean, LT-Slope,
and LT-L2-Norm consistently achieve high precision above
0.90. While LT-IQR maintains strong performance across
datasets, several other methods perform comparably well.

On the other hand, the Lij,r norm consistently underper-
forms, suggesting that aggregation of the entire loss trajectory
provides a more robust signal than a single point observation.

These results indicate that while LT-IQR provides a reliable
approach to vulnerability detection, the temporal information
in loss traces is robust to multiple aggregation methods. The
success of multiple methods suggests that the specific choice
of aggregation method may be less critical than the fundamen-
tal insight of leveraging training dynamics for vulnerability
detection.

6.5 Computational overhead

Our method relies on artifacts available during training, and
does not require any additional model training, making it com-
putationally cheap to apply in practice. We here empirically
confirm this by measuring the computational overhead in-
curred using our method and showing that collecting losses
during training has a negligible impact on training time.

Table 8 presents the average time per epoch across 10
epochs when training a WideResNet28-2 [49] model on the
CIFAR-10 dataset on one A100 GPU with a batch size of
64. Our results show that collecting per-sample losses dur-
ing training adds no statistically significant overhead. The
baseline training time of 20.86 % 1.02 seconds per epoch and
the time with loss collection (21.08 4+ 1.16 seconds) have
overlapping confidence intervals, confirming that tracking
individual sample losses can be seamlessly integrated into
the training pipeline with effectively zero cost. Even in cases
where data augmentation requires an extra forward pass to
compute losses on non-augmented samples, the overhead re-
mains low. This worst-case scenario requires 24.84 4 1.50
seconds per epoch, representing roughly a 20% increase over
the baseline training time.

6.6 Ablation on Quantile Parameters

The LT-IQR score relies on two quantile parameters ¢g; and
¢» that determine which portions of the loss trace are used to
compute the interquartile range. To thoroughly evaluate their
impact, we conduct a grid search over:

* g values in [0.0, 0.50] at 0.05 intervals
* g5 values in [0.50, 1.00] at 0.05 intervals

We fix FPR=10"3 and repeat for k=1%, 3%, & 5% of train-
ing data for these experiments.
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MIA performance

Precision@k

# Shadow
Method | models | AUC TPR@FPR=10"3 | k=1% k=3% k=5% k=10%
| 256 | 074 0.097 | 1.00 1.00 1.00 0.98
LRA 6 ] 073 0.066 | 1.00 1.00 0.99 0.89
|16 | 0.69 0.046 | 0.99 0.97 0.92 0.76
| 128 | 0.66 0.042 | 1.00 1.00 0.97 0.78
AttackR |51 0.66 0000 | 091 0.97 0.94 0.76
| 8 | 065 0.000 | 0.74 0.90 0.90 0.75
| 256 | 0.69 0.050 | 1.00 1.00 1.00 0.77
RMIA | 64 | 0.69 0.052 | 1.00 1.00 0.97 0.75
|16 | 067 0.045 | 1.00 1.00 0.95 0.74
|2 | 065 0.026 | 0.96 0.87 0.80 0.62
Loss | - | oel 0.000 | 0.11 0.07 0.05 0.05
LT-IQR | - |- - | 0.93 0.83 0.77 0.62

Table 6: Precision @k for traditional MIAs identifying the union of points vulnerable to at least one of the shadow model-based
MIAs (LiRA, Attack R, RMIA) with varying number of shadow models. Reported at fixed FPR=10"3 on CIFAR-10 with

WideResNet28-2)

Figure 5 shows a heatmap visualization of how the LT-IQR
method’s Precision@k varies with different quantile parame-
ter combinations (g and g2) when evaluated on CIFAR-10
using WideResNet28-2. Within the range explored, we gen-
erally observe the value of ¢ to have limited impact. For ¢,
the best performance is observed around the middle of the
range or towards an earlier stage.

The heatmaps reveals that the method exhibits robust per-
formance across a broad region of the parameter space, main-
taining high precision for most reasonable parameter combi-
nations. Based on these findings, we selected ¢; = 0.25 and
g2 = 0.75 as our default parameters, as these values lie within
the high-performance region and correspond to conventional
quartile definitions.

7 Discussion

7.1 Limitations

While our method successfully identifies individual training
samples vulnerable to membership inference attacks, some
limitations and open questions remain.

Calibration Challenges One notable limitation of our
method is the difficulty in selecting an appropriate thresh-
old for the vulnerability score in making a binary assessment.
Threshold calibration is often side-stepped in the MIA liter-

ature [5,38,46], with most attacks evaluated with threshold-
independent methods. This lack of a principled way to cali-
brate scores means that practitioners might have to rely on
relative rankings rather than absolute measures of vulnerabil-

ity.

7.2 Future work

Model-Level Vulnerability Analyzing the distribution of
vulnerability scores across training epochs might provide in-
sights into the overall model risk. Figure 6 visualizes the
density distribution of LT-IQR scores across all training sam-
ples at different epochs.

Early on in the training (epochs 10-30), the LT-IQR distri-
bution is relatively concentrated, with most samples showing
similar levels of loss variation. This suggests that the model is
still learning general patterns and has not yet begun significant
memorization of individual samples. The tight distribution
indicates that the model treats most samples in a similar way
during this phase.

As training progresses (epochs 30-80), we observe that
the distribution shifts towards the left, with more points hav-
ing low LT-IQR. This makes the remaining points with high
LT-IQR scores more distinguishable and vulnerable. This
transformation in the distribution shape corresponds to the
model beginning to memorize individual samples, particularly
outliers. Intuitively, the small proportion of points that are
still experiencing higher loss volatility mid-training are the
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CIFAR-10

CIFAR-100

CINIC-10

Method Precision@k Recall@k | Precision@k Recall@k | Precision@k Recall@k
LT-Mean | 0.91 0.093 | 0.96 0.040 | 0.96 0.074
LT-Delta | 0.51 0.052 | 0.62 0.026 | 0.78 0.060
LT-Slope | 0.89 0.091 | 0.98 0.040 | 0.92 0.070
LT-L2-Norm | 0.87 0.089 | 0.97 0.040 | 0.95 0.073
LT-Linf-Norm | 0.42 0.042 | 0.13 0.005 | 0.19 0.014
LT-IQR | 0.92 0.094 | 0.97 0.040 | 0.94 0.072

Table 7: Precision@k and Recall @k for various loss trace aggregation methods, reported at fixed FPR=10"3 and k = 1% with
WideResNet28-2.

Figure 5: Heatmaps showing the Precision @k for the LT-IQR method with varying quantile parameters of g; and ¢;.
fixed FPR=10"3 on CIFAR-10 and WideResNet28-2 for k = 1% / 3% / 5%.

Figure 6: Distribution of sample LT-IQR scores as computed
on the partial loss traces at various epochs of training. Each
line represents the LT-IQR distribution on the entire training
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“g + extra forward pass 24.84+1.50

a0 Table 8: Average time per epoch (s) across 10 epochs to train
30 a WideResNet28-2 on CIFAR-10 on an A100 GPU.

D 20

Loss Trace IQR

dataset after a given particular epoch.

attacks.

smooth decay toward higher values.

ones likely to become vulnerable to membership inference

By the final stages of training (epochs 80-100), the distri-
bution takes on a power law-like shape, with a large concen-
tration of samples having low LT-IQR values and a sharp but

The evolution of this distribution might provide a useful
signal about whether a model is vulnerable to membership
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LiRA TPR Mean
Dataset Model (FPR=1073)

LT-IQR
| RN-20 | 0.054 0.64
CIFAR-10 | WRN40-4 |  0.086 0.37
\ | 0.097 0.46
CIFAR-100 | WRN28-2 | 0.239 1.59
CINIC-10 | | 0129 0.86

Table 9: LiRA attack performance and mean LT-IQR values
across different datasets and model architectures.

inference attacks, and when it is most vulnerable. The trans-
formation from a concentrated distribution to a power law-like
shape suggests increased memorization and thus greater pri-
vacy risk.

Additionally, Table 9 demonstrates a positive correlation
between LiRA attack effectiveness and mean LT-IQR scores
across model and dataset configurations. Higher attack suc-
cess rates correspond with elevated mean LT-IQR values, as
shown by CINIC-10 with the strongest attack performance
(TPR=0.239) and highest vulnerability score (1.59). Con-
versely, lower attack success rates exhibit reduced mean LT-
IQR values. This correlation suggests aggregate LT-IQR statis-
tics could serve as a proxy for overall model-level privacy
risk.

Test Set Analysis So far in this paper we have only used
the individual loss traces to predict vulnerability. However,
the model trainer also has access to dataset-level information
such as the loss traces of other training samples, as well as
loss traces for the test samples (assuming evaluation is run
regularly throughout training). Intuitively, loss traces for the
test samples could act as an approximation for the denom-
inator in the LiRA attack score. Where many SOTA MIAs
estimate example hardness by relying on the loss distribution
from the shadow models trained on datasets excluding the
target sample, we expect that one could use the distribution
of the target model losses on similar non-member samples.

Threshold Calibration Methods Future research might
want to explore ways to better calibrate vulnerability scores,
potentially by creating hybrid approaches that combine
lightweight artifact analysis with selective shadow model
training, or exploring the relationship between loss traces
and concrete privacy risks in real-world applications. The test
set can also potentially be leveraged for threshold calibration.

Informed Defense Strategies Our vulnerability detec-
tion approach creates new opportunities for developing more
strategic privacy defenses, especially through iterative record

removal techniques. Although Carlini et al. [7] demonstrated
that removing the most vulnerable training samples can in-
crease vulnerability among remaining samples, the model’s
overall privacy risk still decreases. This finding suggests
that LT-IQR-guided record removal could offer an effective
and computationally practical ad-hoc defense mechanism.
Through iterative identification and elimination of records
with the highest vulnerability scores, model developers could
reduce privacy exposure systematically. This methodology
would be especially beneficial for large-scale models where
conventional privacy risk assessment is computationally pro-
hibitive, allowing practitioners to implement mitigations early
in development.

8 Conclusion

This work introduces a novel, computationally efficient ap-
proach that leverages readily available training artifacts
(specifically, per-sample loss traces collected during the train-
ing process) to identify training samples most vulnerable to
membership inference attacks. We call this approach artifact-
based.

We focus specifically on identifying the small subset of
samples with the highest privacy risk (a task that, while more
challenging, is crucial for practical privacy protection). At
a strict false positive rate of 0.001, these highly vulnerable
samples constitute less than 10% of the training data but pose
the most serious privacy risks, as they can be confidently
identified as training set members even under conservative
attack settings.

Our method analyzes loss traces collected during model
training to identify these samples without requiring pro-
hibitively expensive shadow model training. Extensive exper-
iments on standard benchmarks demonstrate the effectiveness
of our Loss Trace Interquartile Range (LT-IQR) method, sig-
nificantly outperforming existing methods for an individual
privacy risk prediction.

The key findings of our work include:

* The proposed Loss Trace Interquartile Range (LT-IQR)
method effectively identifies training samples vulnera-
ble to membership inference attacks by analyzing per-
sample loss trajectories during training, demonstrat-
ing notably higher performance compared to existing
methods. For instance, it achieves remarkable Preci-
sion@k=1%, successfully identifying samples most vul-
nerable to the LiRA attack.

* The method maintains strong performance across differ-
ent model architectures (ResNet-20, WideResNet28-2,
WideResNet40-4) and datasets (CIFAR-10, CIFAR-100,
CINIC-10), demonstrating its robustness and generaliz-
ability.
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e LT-IQR performs competitively with shadow model-
based approaches when we use the same precision metric
to measure the agreement between the attacks. It is par-
ticularly notable as LT-IQR is computationally much
cheaper, as it requires no additional model training.

* We propose an array of methods analyzing per-sample
loss traces (LT-Mean, LT-Slope, and LT-L2-Norm), all
consistently achieving high precision across datasets,
demonstrating that the temporal information in loss
traces can be effectively captured through multiple ag-
gregation strategies.

These results demonstrate the promising potential of
artifact-based methods in privacy-aware machine learning
development. The ability to identify vulnerable samples dur-
ing training, without significant computational overhead and
as part of standard toolboxes, enables model developers to
assess privacy risks early on during model development and
implement targeted mitigations such as selective unlearning
or differential privacy. Morever, the results also demonstrate
the utility of artifact-based methods in understanding model
memorisation with potential applications such as measuring
overall model risk. This is particularly valuable for large-scale
models where training hundreds of shadow models would be
prohibitively expensive.

Ethics considerations

Our research aims to enable model developers to evaluate
the privacy risk of trained model at low cost, more specif-
ically here to identify training sample that are likely to be
vulnerable to membership inference attacks. This enables
developers to efficiently evaluate the risk before sharing or
deploying a model and, if necessary, to implement defenses.
Unlike membership inference attacks, our results do not di-
rectly improves the capabilities of a general adversary. While
an adversary could theoretically attempt a similar approach,
their effectiveness would be severely limited without access
to the training artifacts that are available to model developers.
The benefit of early privacy leakage detection and mitigation
therefore strongly outweigh any potential risks from adver-
sarial exploitation. Even in the unlikely scenario where a
sophisticated adversary gains access to training artifacts, our
approach ensures that privacy vulnerabilities can be identified
and mitigated during development, substantially reducing the
attack surface before models reach production.

Open science

The code to reproduce our results is available at https:
//doi.org/10.5281/zenodo.15601571. It includes scripts
for training target and shadow models with loss tracking,

along with implementations of our proposed loss aggrega-
tion methods, as well as standard MIAs. All experiments in
this work were conducted on publicly accessible datasets and
models.
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Figure 7: Precision@k of the LT-IQR method for varying
values of k. Reported on CIFAR-10 and WideResNet28-2.
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Figure 8: Recall @k of the LT-IQR method for varying values
of k. Reported on CIFAR-10 and WideResNet28-2.

A Further results

Table 10 demonstrates LT-IQR’s robust performance across
varying coverage levels. At k = 10% (2500 samples), the
method maintains strong results across all configurations,
with recall ranging from 0.34-0.71 and precision from 0.39-
0.83. For instance, on CIFAR-10 with ResNet-20, we identify
over 70% of vulnerable points with 39% precision.

At higher coverage levels (k = 20%), LT-IQR achieves
approximately 90% recall while maintaining good precision.
The method reaches perfect recall (1.0) at k = 50% across
nearly all configurations.

We then evaluate a range of k values (0.1%-5%, corre-
sponding to 25-1250 points respectively) across various FPR
thresholds. Figure 7 and Figure 8 present Precision@k and
Recall @k respectively.

B Maximum achievable recall

Table 11 contextualizes our recall results by showing theo-
retical upper bounds determined by the ratio of k samples to
total number of vulnerable points. For example, on CIFAR-10

3500 A

3000 A

2500 1

—e— 1 model
—e— 2 models
3 models
1500 A 4 models
5 models
1000 A 6 models
7 models
8 models
—e— 9 models
—e— 10 models

2000 A

Number of vulnerable points

500 4

20 40 60 80 100
Percentage of models agreeing (%)

Figure 9: Number of vulnerable points according to
agreement-based definition (Def. C.1). Lines represent vary-
ing pool sizes. Reported for WideResNet28-2, CIFAR-10,
FPR=10"3 setup.

with WideResNet28-2 (2435 vulnerable points), maximum
achievable recall is limited to 10% at k = 1%, 31% at k = 3%,
with perfect recall becoming possible at k=10%.

C Stability of Vulnerability Definition

So far we have considered a point to be vulnerable if it is
confidently and correctly identified by a given MIA against
the target model at a certain FPR threshold (Definition 3.1).
We now investigate whether vulnerability predictions remain
stable across different training instantiations by varying the
random seed used to train the target model.

Definition C.1 (Agreement-based vulnerable points). Given
N instantiations of the vulnerability assessment process, each

producing a set of vulnerable points VO(L’) at FPR threshold o,
we define the set of vulnerable points requiring agreement
from at least fraction p € [0, 1] of instantiations as:

Ve = {(x,5) € Din't {7 (v.3) € VY = [p- N1} (14)

We train up to 10 target models using different random
seeds, independently computing vulnerable point sets for each
using the full LiRA attack setup. We then consider a point
vulnerable to a given MIA against a particular training pro-
cess, if it is consistently identified as vulnerable for multiple
instantiations of that training process.

Figure 9 illustrates the relationship between vulnerable
point counts, agreement percentages, and model pool sizes.
Each colored line represents a different target model pool size,
ranging from 1 model (dark blue) to 10 models (red).
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Precision Recall

k k
Dataset Model | 1% 3% 5% 10% 20% 50% | 1% 3% 5% 10% 20% 50%
| RN-20 | .79 .64 55 39 25 .11 | 36 51 71 92 10
CIFAR-10 \WRN404\ 91 83 75 59 39 17 [ .11 29 43 69 91 10
] |92 83 76 60 42 .19 | .09 26 39 61 86 1.0
CIFAR-100 | WRN28-2 | 97 94 90 83 71 46 | .04 .12 .19 34 59 .95
CINIC-10 | | 94 88 82 71 53 26 | .07 20 32 55 83 1.0

Table 10: Precision@k and Recall@k on identifying points vulnerable to LiRA attack using LT-IQR method. Reported at fixed

FPR=10"3 and varying values of k for WideResNet28-2 on CIFAR-10
Max Recall@k
# Member # Vulnerable

Dataset Model points points k=1% k=3% k=5% k=10% k=20% k=50%
| RN-20 | 25000 1342 | 019 056 093 100 100 100
CIFAR-10 | WRN40-4 | 25000 2142 | 012 035 058  1.00 1.00 1.00
| | 25000 2435 | 010 031 051  1.00  1.00  1.00
CIFAR-100 | WRN28-2 | 25000 5971 | 004 013 021 042 084  1.00
CINIC-10 | | 45000 5781 | 008 023 039 078 1.00 1.00

Table 11: Maximum achievable Recall @k at different values of k, showing the theoretical upper bound based on the total number

of vulnerable points identified by LiRA at FPR=10"3

At the left side of each curve (low agreement percentage),
we approach the union of vulnerable points across all models
in the pool. For instance, with a 10% agreement threshold and
10 models, a point is considered vulnerable if it appears in the
vulnerable set of just 1 out of 10 models. This captures the
broadest possible definition of vulnerability, including points
that may be vulnerable due to specific quirks of individual
model instantiations.

At the right side of each curve (high agreement percentage),
we approach the intersection of vulnerable points across all
models. With a 100% agreement threshold, a point is only con-
sidered vulnerable if it appears in the vulnerable set of every
single model in the pool. This represents the most conserva-
tive definition, identifying only points that are consistently
vulnerable regardless of training randomness.

The single-model case (dark blue point at the top right) cor-
responds to our standard Definition 3.1, where 100% agree-
ment from one model simply means that model identifies the
point as vulnerable. As we increase the pool size, the curves
become smoother and provide more granular control over the
vulnerability definition.

Importantly, the graph demonstrates convergence in the
number of vulnerable points as we increase the model pool

size. The curves for larger model pools (8, 9, 10 models) lie
very close to each other, particularly in the middle range of
agreement percentages. This convergence indicates that the
vulnerability definition stabilizes and becomes robust to the
specific choice of model pool size.

Table 12 presents results using agreement-based definitions.
LT-IQR maintains strong performance across all agreement
thresholds, achieving 77% precision with unanimous agree-
ment (100% threshold), substantially outperforming baseline
methods. Interestingly, LT-IQR performs better at identify-
ing agreement-based vulnerable points: at 50% agreement
it achieves 96% precision compared to 92% with standard
definition at similar recall values.

D DP-SGD

We evaluate our vulnerability detection method against mod-
els trained with Differentially Private Stochastic Gradient
Descent (DP-SGD) [1], which provides formal privacy guar-
antees by clipping per-sample gradients and adding calibrated
noise.

We train WideResNet28-2 on CIFAR-10 with gradient
norm clipping thresholds C € {1,3,10} and noise scale
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50% agreement

80% agreement 100% agreement

Method Precision@k Recall@k | Precision@k Recall@k | Precision@k Recall@k
Loss \ 0.38 0.037 \ 0.28 0.039 \ 0.15 0.036
Confidence ‘ 0.37 0.037 ‘ 0.27 0.038 ‘ 0.16 0.037
Parameter Gradient Norm ‘ 0.38 0.038 ‘ 0.28 0.038 ‘ 0.15 0.035
Input Gradient Norm | 0.39 0.038 | 0.28 0.038 | 0.16 0.037
SHAP Values \ 0.14 0.014 \ 0.10 0.013 \ 0.05 0.012
LT-IQR ‘ 0.96 0.094 ‘ 0.90 0.125 ‘ 0.77 0.180

Table 12: Precision@k and Recall@k for vulnerability detection methods using agreement-based definition with varying
agreement thresholds. Reported at fixed FPR=10"3 and k = 1% on WideResNet28-2, CIFAR-10 with varying target model

random seeds.
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Figure 10: ROC curves for LiRA attack against DP-SGD
trained models with varying clipping thresholds C and noise
scales 6 (AUC values in parentheses)

6 € {0.0,0.1,1.0}. Following standard DP-SGD practice, we
remove BatchNorm layers using the Opacus library [47]. Due
to computational expense, we use 16 shadow models for LiRA
instead of our standard 256.

Figure 10 shows LiRA ROC curves across varying noise
levels. Even modest noise injection (¢ = 0.1) or strict gradient
clipping (C = 1) reduces LiRA performance to near-random
chance, confirming that DP-SGD effectively mitigates mem-
bership inference attacks [5].

For meaningful evaluation with sufficient vulnerable points,
we focus on two configurations with better than random per-
formance: C € {10,3},6 = 0.0. We also adopt FPR threshold
of 1072 and k = 5%.

Table 13 shows that LT-IQR consistently outperforms base-
line methods across all DP-SGD configurations tested. For
instance, LT-IQR achieves 0.37 precision with C = 10, when

Precision@k Recall@k
Method C=10 C=3|C=10 C=3
Loss | 012 001 | 0.086 0011
Confidence | 0.14  0.05 | 0.104 0.075
Parameter
Gradient Norm | 012 002 | 0084 0.035
Input
Gradient Norm | 0-11 003 | 0078  0.036
SHAP Values | 0.13  0.07 | 0.095 0.098
LT-IQR | 037 015 | 0272 0.216

Table 13: Precision@k and Recall@k on identifying points
vulnerable to LiRA attack under DP-SGD training. Reported
at fixed FPR=10"2 and k = 5% with varying gradient clipping
thresholds for WideResNet28-2 on CIFAR-10.

the best baseline method only gets 0.14. While absolute per-
formance decreases under privacy-preserving training — as
expected given reduced vulnerable points and the impact of
gradient clipping — our method maintains its relative advan-
tage over traditional predictors.

E Spearman’s rank correlation

Our primary evaluation focused on Precision@k and Re-
call@k to emphasize the identification of the most vulner-
able minority of points. Prior research demonstrated that the
privacy risk is distributed unevenly [5,7], with TPR at low
FPR thresholds widely adopted as an MIA success measure
instead of the AUC. For completeness, we additionally inves-
tigate Spearman’s rank correlation as threshold-independent
measure, which gives equal weight to correct ordering of both
vulnerable and non-vulnerable points.
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Spearman’s rank correlation

CIFAR-10 | CIFAR-10 | CIFAR-10 | CIFAR-100 | CINIC-10

Method RN-20 | WRN40-4 | WRN28-2 | WRN28-2 | WRN28-2
Loss | 033 | o001 | o016 | 026 | 021
Confidence | 032 | 002 | 018 | 025 | 022
Parameter GradientNorm | 032 | 008 | 021 | 026 | 025
Input Gradient Norm | 032 | 015 | 023 | 027 | 025
SHAP Values | 003 | o016 | o015 | 006 | 0.8
LT-IQR | 050 | 065 | 062 | 075 | 0.69

Table 14: Spearman’s rank correlation between vulnerability prediction methods and LiRA attack rankings across different model

architectures and datasets.

25000 Spearman's rank correlation = 0.616
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LiRA Rank
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Figure 11: Scatter plot showing the correlation between LT-
IQR vulnerability rankings and LiRA attack rankings for
training set members on CIFAR-10 using WideResNet28-2,
where higher rank indicates higher vulnerability (Spearman’s
rank correlation = 0.616)

Figure 11 visualizes the correlation between LT-IQR and
LiRA rankings for member points in our standard setup us-
ing WideResNet28-2 on CIFAR-10. The plot reveals a dense
concentration of points in the top-right corner, representing
the most vulnerable samples identified by both methods. This
shows that LT-IQR performs well where it matters most —
identifying the highest-risk points. We observe a general posi-
tive correlation across the full range, with a notable exception
among very low-ranked points by LiRA, where LT-IQR as-
signs relatively high vulnerability scores. We hypothesize that
these might represent challenging cases where LiRA confi-
dently predicts members as non-members. This would suggest
that both confident member and non-member predictions by
LiRA may share characteristics that LT-IQR interprets as
indicators of vulnerability.

Table 14 presents Spearman’s rank correlation coefficients
across different model architectures and datasets. LT-IQR
consistently outperforms all baseline methods across all ex-
perimental configurations, achieving correlation coefficients
ranging from 0.50 to 0.75. Interestingly, we observe notable
variation in the performance of simpler methods across se-
tups. For instance, SHAP values perform particularly poorly
on ResNet-20 (0.03) but achieve relatively better performance
on WideResNet40-4 (0.16).

5544  34th USENIX Security Symposium

USENIX Association



	Introduction
	Related Work
	Membership Inference Attacks
	Individual vulnerability
	Tracing memorization

	Task
	Preliminaries
	Problem setup
	Model training

	Membership Inference Attacks
	Attack Risk Predictors

	Method
	Intuition
	Loss trace aggregation

	Evaluation
	Experimental setup
	Target model
	Membership Inference Attacks

	Vulnerability to LiRA
	Cross-attack vulnerability
	Loss trace aggregation methods
	Computational overhead
	Ablation on Quantile Parameters

	Discussion
	Limitations
	Future work

	Conclusion
	Further results
	Maximum achievable recall
	Stability of Vulnerability Definition
	DP-SGD
	Spearman's rank correlation

