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Abstract

Most clinical artificial intelligence (AI) will be realised as part of a decision support
system rather than an autonomous agent. Keeping the physician in the loop means
that evaluating human-AI interaction behaviour is critical to improving adoption and
impact at scale, which has hitherto been lacking. Explainable AI (XAI) aims to not
only provide recommendations but also to justify the rationale of the AI to clinicians
and so achieve its effect via an influence on human decision-making, positively or
negatively. Successful deployment of XAI is therefore as much a problem of clinicians’
influenceability, cognition and psychology as one of machine learning. This thesis
investigates the impact of XAI on clinical decision-making in intensive care settings,
focusing on sepsis management - a domain characterised by uncertainty and practice
variation.

Through innovative experiments in low- and high-fidelity settings, this work provides
insights into physician-XAI interaction behaviour and shows that AI recommendations
have a varied influence on prescription decisions depending on the experimental setup
and XAI type. Eye-tracking in high-fidelity simulation settings was feasible and
valuable for objectively assessing physician attention and cognitive load. Importantly, a
consistent lack of correlation was found between physician self-reported XAI usefulness
and its actual influence on decision-making, challenging the reliability of self-reports
as a sole metric for evaluating XAI. The final study evaluated large language models
for dynamic XAI, facilitating bi-directional influence between physician and AI while
providing the potential for enhancing the clinical reasoning of both.

The findings from this thesis have important implications for all healthcare AI
stakeholders involved in attempting to bring XAI-driven decision support tools toward
real-world clinical implementation. Specifically, this thesis supports an emphasis on
high-fidelity simulation, neuro-behavioural objective markers of attention such as real-
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time eye-tracking and a more nuanced understanding of the interaction behaviour
between physicians and AI in high-stakes healthcare settings.
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Chapter 1

Background

1.1 AI-driven decision support tools in healthcare

Uncertainty in sepsis treatment

Critically ill patients with sepsis are at risk of circulatory failure that can lead to

septic shock and death [1]. Septic shock is treated using intravenous fluids and

vasopressor drugs (commonly norepinephrine/noradrenaline) that maintain an optimal

blood pressure for organ perfusion [2]. However, these treatments have varying risk-

benefit profiles and it falls to the astute clinician to select the right treatment at the

right dose for the right patient at the right time [3]. Traditional teaching for sepsis

advised administering large volumes of resuscitation fluid up front before progressing

to vasopressor drugs where necessary [4–6]. An increasing body of observational work

now suggests that this approach might be potentially harmful and that excess fluid

could increase morbidity [7, 8]. Accumulation of randomised trial evidence in this

sphere is ongoing and should give us useful evidence on which to base adjustment to

guidelines [9–11]. Ultimately, increased evidence in this sphere will still only inform

the average treatment effect rather than what the optimal approach to any given

individual patient might be. Therefore what is needed is a more individualisable
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approach. Although there are tools that can provide individualised real-time data on

cardiac output (waveform monitors and point of care echocardiography for example

[12]) these tools also have limitations such as extensive training requirements or lack

of integration with other patient data.

One important factor that restricts overall clinician performance is that human

clinicians are limited in the total volume of patients that they will see over their career

and therefore, to coin a machine learning term, limited in the amount of ’training data’

available to them. Even an experienced consultant intensivist who has been working

for two to three decades may only have seen in the region of several thousand patients

rather than hundreds of thousands or millions that may have attended their hospital

network during the same period, let alone the wider healthcare system. Furthermore,

clinicians exhibit both recency bias and recall bias in that they typically remember

recent and exceptional cases more frequently [13]. A big data approach that leverages

the electronic health record (EHR) to form individualised treatment recommendations

could improve clinical outcomes from sepsis [14]. The intensive care unit (ICU) is

among the most data rich environments within the hospital and has consequently been

the focus of many machine learning efforts thus far [15–17].

Intensive care staffing and logistics

Beyond improvement in clinical outcomes, there is also a pressing need to improve

the efficiency of care delivery. ICU admissions are one of the most expensive aspects

of secondary care [18]. The number of ICU beds per capita of the population is also

lower in the UK compared to similar developed countries [19, 20]. This bed pressure

can be a rate limiting factor for timely admission of critically ill patients and may

impact on mortality rates [21]. This was especially apparent during the COVID-19

pandemic [22]. As an example, London has approximately 800-1000 intensive care beds

for a population of 8.9 million people [23]. During COVID, an emergency field hospital
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known as the ’Nightingale Hospital’ was rapidly constructed in a conference centre

with capacity for 4,000 critically ill COVID patients [24]. In actuality, the rate limiting

factor in admitting patients, by an order of magnitude, was staffing rather than beds,

drugs or equipment. AI decision support tools could lower the heavy burden on staff

in two immediate ways. First, by reducing the time spent on some aspects of clinical

decision making and thus freeing staff to perform other tasks and especially those

requiring communication with patients and families [25]. Second, by paying constant

24/7 attention to small details of the patient’s treatment that human clinicians do not

have the logistics or bandwidth to keep constant surveillance on. A classic example

from COVID was the frequency of minor ventilator setting changes made [26].

1.2 Reinforcement learning solutions

1.2.1 Introduction to reinforcement learning

The machine learning approaches toward solving ICU based problems can be broadly

divided into two main categories: supervised learning approaches to prediction/di-

agnosis problems [27–29] and reinforcement learning (RL) approaches to treatment

decisions [30] (although unsupervised learning has also been applied to discover new

patient phenotypes [31, 32]). RL is an attractive option to use for sequential decision

making problems such as those faced by clinicians and has been applied successfully

to several non-clinical contexts such as games including Chess, Go and Starcraft II

[33–35]. RL, in its simplest form, is a type of machine learning in which an artificial

agent learns a set of rules (or a policy) by trial and error that teach it how to act in

any given state so as to maximise a reward [36, 37].
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1.2.2 Reinforcement learning approaches in the ICU

RL partially mimics the clinical context in which a clinician learns by experience (trial

and error) which treatments to prescribe for any given situation so as to maximise a

good patient outcome. RL approaches have been applied to several areas of healthcare

including oncology chemotherapy regimens [38], human immunodeficiency virus (HIV)

treatment regimens [39] and diabetes management [40]. Within the ICU, RL has been

applied to the management of ventilation [41, 42], sedation [43], antimicrobial choice

[44] and sepsis treatment [45–47] among others. However, there are no RL agents

approved for general clinical use outside of a research setting as yet. This remains a

novel field with little reliable information to guide safe clinical use of such systems.

1.2.3 AI Clinician: a case study

The ’AI Clinician’ is an artificial intelligence clinical decision support system (AI-CDSS)

developed at Imperial College London. It uses an RL agent to provide personalised

treatment recommendations for patients with sepsis after learning an optimal treatment

policy from EHR data [45]. The AI Clinician can produce real-time recommendations to

clinicians on the optimal dose of fluid and/or vasopressor. Initial retrospective off policy

analyses suggest that these recommendations may improve the likelihood of survival

at 90 days [45], with further supporting retrospective evidence from external clinical

databases in other geographical settings [48]. Prospective live testing is currently

underway at various sites in London in an attempt to build up to a large scale

cluster randomised trial of efficacy and safety. Further work has also continued in

the background to advance the algorithm itself by incorporating partially observed

Markov decision processes (POMDPs) and a continuous state and action space to

better account for the variability in availability of data and the fact that clinicians tend

to prescribe over a continuous range rather than in discrete bins [49, 50]. However, the
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success of the AI Clinician and its scalability will depend on more than just the overall

accuracy or safety of its recommendations.

For an AI-CDSS to have a real-world positive impact within the ICU requires

that the recommendation is efficiently presented to the clinician and that the clinician

trusts it enough to act on it [51]. An AI recommendation that is provably effective

(for example from randomised trial evidence) but that is not followed by a human

clinician is of no benefit to the patient or the wider healthcare system. This means

that we need a better understanding of the interpretability of the AI output to the

clinician and a better understanding of the factors that might influence their trust in,

and use of, such an AI-CDSS [52]. Understanding these two facets will help to design

an optimal system. This situation is made more problematic by the fact that as the

complexity of RL algorithms (and especially deep RL) increases, explainability of RL

agent behaviour becomes more difficult to ascertain [53].

1.3 Explainable AI

1.3.1 Terminology and definitions

The field of explainable AI (XAI) seeks to investigate and offer solutions to how we can

discover the rationale for why an AI system works the way it does. There are many

related terms to explainability in the literature including interpretability, transparency,

comprehensibility, understandability and trust among others. There is not complete

consensus even within the AI community on the nuances between definitions for these

closely related terms [54]. After considering many related concepts and terms in their

comprehensive review, Arrieta and colleagues propose the following global definition

which I will use for the purposes of this thesis. They define explainable AI as follows:

"Given an audience, an explainable Artificial Intelligence is one that produces details
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or reasons to make its functioning clear or easy to understand" [54]. The emphasis on

the audience here is a key factor which will be discussed later.

1.3.2 Why is explainability important?

Clinicians hold the medico-legal responsibility for the decisions they make, even those

decisions supported by a CDSS. They must be able to justify and explain their decisions

to patients, their peers and the regulators. If this decision was partially based on an

AI-CDSS, then the AI-CDSS will need explainability to allow the clinician to make

said justifications. This is not to say that a black box model cannot exist. The

justification for using an opaque system might be to point out the strong evidence of

efficacy of the AI’s suggestions. However, high level evidence will take time to gather

and there are other advantages to AI explainability including but not limited to its

impact on trustworthiness, confidence, informativeness, fairness, establishing causality,

interactivity and privacy awareness among others [54]. In the ICU for example, an

explainable AI could engender more trust by presenting a causal rationale in a similar

manner to how clinicians explain their rationale to other clinicians. Explainability

might also strengthen the interactivity of an AI-CDSS by allowing clinicians to probe

the system in cases where the AI suggestion appears unusual or counter to the status

quo.

1.3.3 Explainable AI (XAI)

Biran et al. conducted a survey in 2017 of explanation and justification in machine

learning [55]. They argued that an explanation provides the ’how’ whereas a justification

also provides the ’why’ for a decision being a good one. A justification may not include

a detailed mechanistic ’how’ at all in fact. This does not seem as useful for our purposes

as the justification in a clinical scenario usually stems from evidence that the decision

is effective. So in the case of the AI Clinician, this would probably come from a
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prospective clinical trial. The explanation of ’how’ can still be useful though in the

building of trust with users.

Doshi-Velez and Kim state that interpretability can also be useful when it is not

possible to verify easily if a prediction is accurate [56]. In the ICU context, for any

given clinical scenario, there is no gold standard consensus on the optimal amount of

fluid or vasopressor to prescribe. Interpretability therefore allows some insight into

whether the underlying reasoning might be plausible. The authors also point out a lack

of broad agreement on the optimal way to evaluate interpretability for the purposes of

bench-marking and so use their review to try and form a more definitive framework.

The result is a three level taxonomy of evaluation approaches for interpretability:

functionally grounded evaluation which uses no real humans and proxy tasks, human-

grounded evaluation which uses real humans but simple tasks and application-grounded

evaluation which uses real humans and real tasks [56]. It is clear that an AI-CDSS

that will be used in the ICU will need a heavy, if not exclusive, focus on the third

level of evaluation i.e. real clinicians testing the system’s interpretability on a real

task. Doshi-Velez and Kim, referring to application-grounded evaluation, make the

important point that "we as a community respect the time and effort involved to do

such evaluations, and also demand high standards of experimental design when such

evaluations are performed" [56].

Doshi-Velez and Kim also discuss different spectra of task similarity with respect to

explanations [56]. For example, some tasks might be better suited to local vs. global

explanations. Some tasks might have time constraints for the decision in question

which mean that an explanation has to be very brief and easily understandable. Or

perhaps the nature of user expertise might affect cognitive chunk size and thus lead to

a requirement for tailored explanations to take this into account. These are all aspects

that can potentially be separated out, controlled and investigated in an experimental

fashion.



8 Background

A potential trap highlighted by Miller and colleagues is the importance of defining

the appropriate target audience for an explanation before deciding on the best way

to generate it [57]. The kind of explanation useful to a clinician, who may have no

background or knowledge of AI, will need to incorporate clinical domain awareness while

avoiding AI jargon. In contrast, an explanation aimed at a machine learning engineer

for the purpose of debugging aberrant model behaviour would likely need the opposite

properties. Miller et al. suggest that incorporating social and behavioural sciences into

XAI approaches will ensure a more user-centred focus. From an experimental point of

view, this might mean that we need both quantitative and semi-qualitative approaches

to understand how clinicians react to explanations.

1.3.4 Examples of XAI in non-clinical RL settings

Conventional supervised learning was an initial source of inspiration for RL. There

are many prominent examples of XAI in supervised learning, typically using popular

techniques such as SHapley Additive exPlanations (SHAP) [58] and Local Interpretable

Model-Agnostic Explanations (LIME) [59]. SHAP uses a game theoretical approach to

assign each feature an importance value for a particular prediction. It then calculates

Shapley values, which represent the average marginal contribution of a feature across

all possible combinations of features, thus providing a unified measure of feature

importance that is both consistent and locally accurate. LIME generates locally

faithful explanations by learning an interpretable model around individual predictions.

It functions by perturbing the input data and observing the impact on the model

output and then fitting a simple, interpretable model (for example a linear regression)

to this local behaviour which can then be used to explain the original prediction. AI

within the ICU has used such techniques, e.g. an AI model predicting critical illness

from EHR data with explanations provided via SHAP values [60]. The recognition that

RL agents will become more commonplace is now extending this XAI focus to the RL
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sphere as well [61]. However, there are specific challenges to XAI in RL. For example,

RL decisions may be related to each other in a way that isolated supervised learning

predictions are not. This could impact upon the complexity of the resulting explanation.

Furthermore, RL does not always use training data in the same way as supervised

learning (for example, an agent’s training may occur as a result of interactions with

the environment) [62].

The Dot-to-Dot approach by Beyret et al. uses hierarchical RL (HRL) in a robotic

arm manipulation task [63]. A high-level RL agent divides the full task into smaller,

easier actions (or sub-goals) that a low-level agent can learn. It is the dynamics of

the environment and representations learned by the high-level agent that provide

the explainability. The approach makes use of two other key aspects. First, a deep

deterministic policy gradient (DDPG) which applies deep learning (DL) to a DPG, itself

an actor-critic architecture where the actor performs an action and the critic evaluates

with respect to goals using temporal difference learning. Second, hindsight experience

replay (HER) is used to assess every trace whether the goal was reached or not in that

trace. This allows for learning from mistakes and is an efficient way of speeding up

training in situations with large state and action spaces. Their findings demonstrated

that the agent learnt a notion of distance. It was able to create way-points to an

end-goal by splitting a complex high-level task into several simpler low-level consecutive

tasks and reusing learnt behaviours across these while providing some human level

interpretability to this process [63]. The high-level agent valued different parts of the

environment as varying in suitability for the low-level agent’s sub-goals (displayed as a

visual map in the paper). The authors state that this allowed interpretation into how

the agent internally represents the environment and therefore a degree of insight into

how the agent is making decisions [63].

Xu and collagues also used hierarchical RL to enhance interpretability of an RL

agent though the task this time was the real time strategy game Starcraft II [64].
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However, their sub-goal selection strategy makes use of human expertise as well, rather

than pure end-to-end learning. They suggest that this is more efficient for problems

with large state action spaces. As well as a suitable decomposition of the learning

task, their approach also takes into account sequential relationships (i.e. some states

might be prerequisites for others). This has obvious attraction to healthcare RL agents

where the sequence of actions and states can hint at causality which may be a useful

component of explanations to clinicians [65].

A different approach is taken by Madumal et al. in which they use a structural

causal model during RL to encode causal relationships between variables of interest

[66]. This allows ’why’ and ’why not’ explanations to be generated via a counterfactual

analysis of the causal model. They applied this model to the game Starcraft II with 120

participants and found that the explanations improved understanding by humans of

the agent’s behaviour and rationale with superior explanation ’goodness’ (explanation

satisfaction and sufficiency) compared to both a baseline explanation model (state

relevant variables visualised via a state-action graph) and a model with no explanation

provided. However, a weakness of their approach is the requirement for the causal model

upfront. In further work, the same authors deploy a structural causal (action influence)

model and use it to learn opportunity chains of the form ‘A enables B and B causes

C’ [67]. This model is used to extract reasons for action selection from a surrogate

policy. The interpretable surrogate policy is learned in the form of a decision tree using

batched replay data. The authors refer to this as a distal explanation and evaluate it in

a human study of participants seeing explanations for Starcraft II RL agent behaviour.

They find that the explanations were superior in certain scenarios (e.g. collaborative as

opposed to adversarial or rescue scenarios) and conclude that further research is needed

to understand the impact of distal explanations on other scenarios [67]. It is interesting

that even within the same high-level task (playing Starcraft II) that certain scenarios

have different explanation ’goodness’ (i.e. explanation satisfaction and sufficiency) and
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this may have consequences for the generalisability of approaches from contexts like

Starcraft II to the clinical domain. It is likely that even within clinically deployed RL

agents, there is no one size that fits all and an RL agent in the ICU, for example, may

have very different explainability requirements to an RL agent in a surgical clinic.

All of the aforementioned XAI approaches to RL are promising but come with

varying strengths and weaknesses and the degree to which they could be easily applied

to the AI Clinician, if at all, is unclear. And if they can be applied, how might clinicians

react to them?

1.3.5 Challenges in applying XAI to the ICU

The variability of the clinical environment makes it a challenging sphere in which to

deploy AI and the ICU is certainly no exception. The clinical pace can vary rapidly

from an unexpected resuscitation scenario requiring decisions within minutes to a slower

paced ward round in which 30 minutes may be spent at the patient’s bedside reviewing

data and making plans or preparing for a multi-disciplinary team (MDT) meeting

to discuss more complex cases. The decision types vary as well on a spectrum from

frequent low-importance decisions (e.g. an individual fluid bolus) to rarer high-stakes

decisions (e.g. whether to extubate a patient or transition them to an end of life

care pathway). There is also the variability in experience between junior and senior

doctors that may have a profound impact on the way in which they integrate data

or interact with AI-CDSS tools, and even to the extent that they may be led astray

by such systems. All of these factors and more will shape which XAI approaches are

most suitable and in what context (for example it may be that different explanations

are suited to junior versus senior doctors, or that one group is more likely to use

explanations in their rebuttal of dangerous AI advice).

Existing work with user-studies has suggested that an increase in explanation

complexity increases response time and decreases the subjective satisfaction with the
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explanation [68, 69]. Another key study was conducted by Tonekaboni and colleagues

in which they interviewed 10 clinicians (6 from the ICU and 4 from the emergency

department) to seek their views on AI-CDSS and uncovered many useful points [70].

For example, "some clinicians were interested in seeing similar samples to their patients

because they were curious to know what actions were taken in those cases, and the

associated outcomes of the interventions". Other clinicians highlighted that they viewed

explainability as a means of justifying their decision-making (for example, to colleagues

and patients). The clinicians also reported that explanations based on previous training

examples were not useful in time-constrained scenarios.

1.4 Physician behaviour

1.4.1 Clinical decision support systems

Clinical decision support systems (CDSS) have been popular in medicine for several

decades as a means of leveraging built up knowledge to positively influence clinicians

in the course of their decision-making. However, the evidence base on the influence of

CDSS on clinician behaviour is variable. A review of randomised trials on inpatient

CDSS found no significant increase in adoption of desired behaviour, even when

restricting studies to purely EHR based CDSS (as opposed to non EHR-based pager

alerts and messages) [71]. A more comprehensive meta-analysis from 2020 reviewed

the absolute level of improvement that might be expected from computerised CDSS

across diverse clinical settings and tasks (including outpatient settings). Among the 68

trials focused on prescribing there was a 4.4% absolute improvement (95% confidence

interval 2.6% to 6.2%) favouring CDSS over control, albeit with unsurprisingly large

heterogeneity [72]. The authors classified this as a small to moderate effect size,

suggesting the smaller-than-expected impact may be due to the lack of a comprehensive

socio-technical implementation model. Such a model would consider factors such as staff
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training, organisational culture, workflow, software/hardware infrastructure and alert

fatigue among clinicians. Other work has looked to identify specific factors that might

affect CDSS adoption, for example with antibiotic prescribing. One cross-sectional

survey found that primary care doctors were more likely to perceive time constraints

and patient preference as barriers to CDSS adoption (the former of which would also

be important in ICU while the latter less so for everyday prescribing decisions) [73].

They also found that experienced clinicians were more likely to distrust CDSS due to

concerns about impingement on their clinical judgment [73]. A systematic review of

63 articles on facilitators and barriers to medication related CDSS adoption reported

that, once again, time constraints were viewed as a barrier with time-saving seen as a

facilitator. Clinicians wanted simple systems and remarked that it was a hindrance to

have to search for hard-to-find information. Furthermore, they emphasised relevance

and usefulness as important modifiers of behaviour with concerns about alert fatigue

[74].

Some have criticised non-AI driven CDSS for having fewer inferential connections of

value to physicians than AI-derived systems (for example, most traditional CDSS are

not knowledge or insight generating but serve more as reminders of already established

best practice which ought to be followed). However, a recent systematic review refutes

this claim. Vasey and colleagues found no substantial improvement in diagnostic

performance from AI-based CDSS and specifically noted the limited attention given to

human factors during implementation within the reviewed studies [75]. For instance,

user feedback was reported in only four of the 37 studies [75].

1.4.2 Response to data from peer physicians

Human behaviour is heavily influenced by awareness of peer actions in similar contexts

[76]. This harnesses social norms to promote behavioural moderation and reduce outlier

tendencies [77]. Normative comparison feedback enables individuals to benchmark their
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performance and in doing so adjust discrepancies in their self-assessment and metacog-

nitive perceptions [78]. This principle also applies to physicians where understanding

peer prescribing behaviour can guide and influence individual prescribing practices

[79]. A clinical example which has been well studied is opioid prescribing by emergency

department physicians where over-zealous prescribing can leave patients vulnerable

to risks of longer term addiction [80]. Initial studies had combined provision of peer

normative comparisons along with audit and more general feedback finding that average

opioid prescription rates fell [81, 80, 82]. This was further highlighted in a randomised

trial that compared audit and feedback alone to audit and feedback combined with peer

norm comparisons with the aim of isolating the added benefit of the peer comparisons.

The marginal improvement attributable to the peer norm comparisons was considerable

with a 76% reduction in the opioid prescription rate for the combined peer norm and

audit group compared to 53% for the group with only general purpose audit and feed-

back [83]. Human-human interactions are also commonplace in medicine and no doubt

also have a more direct impact than just the provision of feedback alone (i.e. witnessing

the behaviour of others might be influencing). For example, Yuan et al. performed

a combined interview and observational study of EHR super users on two different

wards and the effect of EHR uptake among clinicians overseen by these super users [84].

They found that super user behaviour significantly impacted implementation success,

for better or worse. For example, super users who offered detailed explanations with

proactive positive framing and shared information freely showed significantly greater

improvement in clinician proficiency with the EHR system. Countering this, some

studies suggest that decision-makers typically give less weight to external information

compared to their own, and processing additional information can be cognitively taxing

[85]. The nature of how certain peer information is presented might also modify this

effect with evidence from the social sciences that people prefer to receive advice with
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some notion of probability or likelihood and that advisors benefit from expressing

themselves with confidence though without communicating false certainty [86].

When considering AI, comparing the source of advice (i.e. from AI or peer humans)

has been assessed recently in a diagnostic setting. Gaube and colleagues found no

significant difference in accuracy regardless of whether the source of advice given to task

experts (radiologists) or task non-experts (emergency and internal medicine doctors)

was from AI or fellow humans [87]. They were able to use accuracy as their outcome

of interest because the diagnostic task had a gold standard to compare against which

is absent in most ICU prescribing tasks. Of critical importance, Gaube and colleagues

also found that expert physicians rated AI advice of lower value than peer human

advice, yet this did not impact their reliance on it. This suggests a discordance (even

having controlled for individual differences) between reported perceptions and actual

behaviour which makes evaluating physician interaction with AI even more difficult

(i.e. it suggests that simply asking people what they think may not provide an accurate

picture of what they do).

1.4.3 Response to AI recommendations

A number of other studies have also looked at how clinicians interact with and respond

to AI-CDSS recommendations. In a collaboration study with behavioural economists,

Agarwal et al. studied radiologists and found that while AI support has potential

benefits, the biases in clinician use of AI often negate these gains [88]. Despite the

AI tool outperforming two thirds of radiologists, providing AI predictions did not

typically improve radiologist performance unless the AI certainty was very high in

either direction. The clinicians frequently underweighted AI predictions as well as

erroneously believing that the AI suggestion and their own decision were independent.

The result was suboptimal decision-making that took longer than had they been

unsupported with the potential suggestion that there may be many situations where
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AI and clinicians should work separately rather than together for optimal outcomes

[88].

A survey study of 119 clinicians by Choudhury et al. on an AI-driven blood

utilisation calculator (which suggested how many units of blood to transfuse to a

patient based on their clinical data) found that most clinicians had a neutral to

moderately high expectation of how AI would perform and how much effort it would

require [89]. Higher expectations led to a lower perception of risk; i.e. when clinicians

believed AI would work well, they saw it as less risky. Similar findings were apparent

in a survey by Shamszare et al. of 265 clinicians from a variety of specialties aiming

to understand perceptions toward integrating AI into healthcare [90]. Clinicians were

more likely to trust and use AI if they saw it as potentially reducing their workload.

Conversely, those who perceived greater risks with AI were less likely to adopt it.

Interestingly, clinical experience was not a major factor in influencing use of the AI in

decision making.

This observation that experience was not an important modifier of clinician be-

haviour with AI-CDSS was emphasised in a study by Yu and colleagues who studied

the varying effects of AI support on a large sample of 140 radiologists across 15 chest

radiograph diagnostic scenarios [91]. They noted that traditional factors such as

familiarity with AI and length of clinical experience did not reliably predict the effect

of AI support. Furthermore, they found no supporting evidence for the commonly

posited theory that less well performing participants gain the most from AI support.

Accurate AI predictions led to better treatment effects, while inaccurate predictions

seemed to mislead radiologists (which occurred as the clinicians did not seem able to

consistently distinguish between AI support that was accurate or inaccurate). The

need for human users to better detect inaccurate AI advice is critical and the authors

suggest that explainability could be useful here.
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1.4.4 Response to XAI recommendations

How clinicians interact with XAI-CDSS is also being studied more frequently in recent

years given the interest in the topic. In a follow-up to their original study, Gaube et

al. investigated a radiology task again but this time with XAI support [92]. They

observed that experts had higher confidence in their diagnoses when the advice was

reported as originating from an AI, despite no change in accuracy. Meanwhile non-task

experts accuracy improved significantly with explanations compared to experts whose

baseline performance was higher and therefore may have had less room to increase

[92]. Nonetheless, the authors suggest that XAI-CDSS could therefore be a useful tool

to increase performance in non-experts (which has significant ramifications for equity

of healthcare provision globally given the limited number of experienced healthcare

practitioners relative to demand).

Schwartz et al. explored clinician trust in an AI-CDSS using a qualitative descriptive

methodology based on semi-structured interviews of 17 participants [93]. They found

that perceptions of AI-CDSS accuracy were influenced by the degree of concordance

between the AI-CDSS predictions and what clinicians perceived of the patient’s clinical

condition. Clinicians’ perceptions of system accuracy were influenced by how well the

AI-CDSS predictions matched their own clinical impressions, while understandability

was shaped by the quality of AI-CDSS explanations and training. Wysocki and

colleagues performed a within-subject study of 23 clinicians who were exposed to an

AI decision support tool assisting with diagnosis and disposition of oncology patients

with suspected COVID [94]. Five cases were seen with only the AI recommendation

alone and then five that were accompanied by a SHAP-based feature importance

explanation. Clinicians recognised explanations as crucial for safety and trust in

their comments to the investigators. However, communicating model uncertainty

was regarded as an even stronger requirement than explanations per se. Moreover,

explanations increased cognitive effort for some participants (between 1/3 and 1/6 of
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clinicians in this experiment) and did not enhance error detection for 57% of them,

sometimes causing over-reliance. Despite this, XAI did lead clinicians to spend longer

making their decisions when they disagreed with the AI recommendation and in

ambiguous cases.

Amann et al. analysed transcripts from four workshops with a range of stakeholders

(including the developers of an in hopsital cardiac arrest prediction algorithm for

the emergency department, clinicians, social scientists and computer scientists) [95].

The authors concluded that the added value of XAI-CDSS relied on several factors

which will vary with any given use case. These include validation level of the XAI,

time-constraints of the decision to be made, technical feasibility, clinical audience and

the overall clinical workflow within which the XAI-CDSS sits. This recognition that

the exact setting and use case are critical highlight that we must be careful about

extending lessons from other clinical contexts to the ICU.

1.5 Regulation of healthcare AI

1.5.1 Current regulatory landscape

The high-risk nature of healthcare makes it a sector that is already heavily regulated

[96]. For example, bringing a drug from inception to market typically takes 5-20

years and costs billions of dollars, with an estimated $120 million saved if a drug

trial is shortened by a mere four months [97]. After approval, there are also stringent

ongoing requirements for post-market surveillance. Similarly, the certification process

for healthcare staff, such as doctors and nurses, involves years of study, formal degrees,

post-graduate qualifications, and a requirement to document evidence of continuing

professional development. Therefore, it is unsurprising that there has been little

resistance to the principle of regulating healthcare AI [98]. However, achieving consensus

on how to regulate AI has been more challenging than regulating therapeutic drugs
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[99, 100]. Factors that make AI regulation more difficult include: (i) the rapid evolution

of algorithms from one version to the next [101], (ii) lack of uniform standards and less

developed regulatory practices [102], (iii) unclear transparency regarding mechanisms

of action [103], (iv) data dependency, with private datasets restricting access for

reproducing study findings [104] and (v) less developed outcome metrics, especially in

cases where there is no pre-existing gold standard (i.e. sepsis management).

Transparency has been identified as a key attribute for reassuring regulators about

the safety and efficacy of AI-driven decision support tools [101]. However, its presence

is by no means guaranteed in the algorithms that have undergone the regulatory process

so far. For instance, a study by McNamara et al. highlights the need for greater

transparency in the clinical integration of FDA-cleared AI devices used for interpreting

medical images [105]. The authors recommended training clinician users on the nature

of the system’s outputs, intended benefits and risks to prevent inadvertent misuse.

However, of the 104 products reviewed, around 60% had no explainability (the majority

of the remainder, around 40% of the total 104 studies, used localisation techniques

such as bounding boxes or heatmaps) [105].

1.5.2 Requirements for interpretability

There has consequently been a push by regulators and related stakeholders to mandate

the inclusion of explainability. The Artificial Intelligence Act from the European Union

is perhaps the largest and most far-reaching of these efforts to date. It was initially

proposed in 2021 and comes into effect in August 2024. The Act has various risk

categories with healthcare falling into the high-risk category [106]. The transparency

obligations state that "AI systems must be designed to be understandable to users

and stakeholders, ensuring they can comprehend how the system functions and makes

decisions" [107]. Following on from this (and facilitated by transparency) is the

requirement for high-risk AI systems to allow for human oversight to intervene and
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prevent harm or incorrect decisions. Detailed technical documentation explaining the

AI system’s development, deployment and functioning must also be available with clear

information provided to end users [107]. Specifically, end users have a right to "know

how and why decisions are made" [107]. The implications of this for the healthcare

AI sector are significant as the requirement for transparency means that developers

can not rely solely on demonstrating superior performance for a black box algorithm.

While this might be ’safe’, it would provide no recourse for end-users (clinicians and

patients) to satisfy their right to "know how and why decisions are made".

Overall, the transparency requirements in the EU AI Act offer several advantages,

such as increasing trust by making AI systems more understandable and thereby

increasing the salience of fostering user confidence and ethical compliance [108, 109].

They also theoretically improve accountability given that the transparency makes

it clearer if the fault arises from, for example, the algorithm or the user who has

not adhered correctly to the intended use [109, 110]. However, these requirements

also present challenges including increased costs and complexity due to the need

for extensive documentation and compliance measures which can reduce the pace

of innovation [109]. The technical mission of achieving explainability, as discussed

earlier, is non-trivial and can often (though this is disputed by some [111]) come at

the cost of a trade-off with performance [108, 112]. Of critical importance to this PhD,

the presence of explanations could actually worsen performance - there is a risk that

end users may either misinterpret explanations or interact with them in a manner

that increases automation bias or algorithmic aversion [113, 114]. Indeed, a study

of non-clinicians (psychology students) performing a medically themed classification

exercise found that they were influenced by a biased AI system. When later performing

the task without AI assistance, they repeated the AI’s errors, demonstrating that AI

bias can be ’inherited’ by human users [115].
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Other international regulators including the US Food and Drug Administration

(FDA), the UK Medicines and Healthcare products Regulatory Agency (MHRA) and

the EU’s European Medicines Agency (EMA) have also published guidance on the topic

of regulation and the role of explainability therein [116–118]. There has also been a push

to increase the presence of reporting guidance to increase reproducibility in the field of

both AI-driven decision support studies more generally and transparency specifically

[104, 119]. For example Chen and colleagues performed a review of XAI techniques in

medical imaging and found that computational feasibility was frequently prioritised over

user needs and that there was a general lack of formative user research and empirical

validation [119]. They addressed this by creating the INTRPRT guideline to advocate

for human-centred design principles. The INTRPRT guidelines compose six statements

which recommend (i) specifying the clinical scenario, constraints, requirements, and end

users, (ii) justifying the choice of transparency and determining the level of evidence

required, (iii) clarifying how the model adheres to the transparency justification,

(iv) determining effective communication methods with end users, (v) reporting the

task performance and finally (vi) assessing the correctness and human factors of

explainability [119].

1.6 Is explainability essential for building an artificial

moral agent in healthcare?

A vision of a world in which artificial agents interact freely with human society has

given rise to the field of machine ethics. This field focuses on developing ethical

frameworks and mechanisms for AI agents to be capable of engaging in moral behaviour

[120]. In this section, I tackle the issue of whether explainability is essential to building

an artificial moral agent in healthcare, starting by examining why morality plays an
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important role in healthcare and therefore why we might want a moral healthcare AI

agent at all.

1.6.1 The necessity of morality in healthcare

First, we need to ask whether morality itself is necessary for agents in healthcare.

Morality, defined for these purposes as a set of principles governing whether an action is

right or wrong, is generally felt to be a vital component of healthcare. However, while

not disputing this, Van Wynsberghe and Robbins argue that just because a technology

exists within a healthcare environment for example, it does not necessarily follow that

such an agent needs to reason ethically [121]. I would counter their argument by

looking to human agents within healthcare and assessing the consequences when there

is a clear departure from moral behaviour. The most egregious examples in the 20th

century include human experimentation by the Nazi regime on concentration camp

prisoners during the second world war [122]. Other disturbing experiments from the

20th century include the Tuskegee Syphilis study in the US in which African American

men deliberately had antibiotic treatment withheld so as to observe the natural course

of the disease [123]. The deception was such that the study lasted 40 years until

being shut down in 1972 with the death of 128 participants overall. These examples

sit atop many others that have shocked the medical community and reiterated the

importance of having ethical frameworks and rigorous national enforcement structures

in place to ensure oversight and protection of patients and the public (e.g. the Helsinki

Declaration) [124].

However, this is the sharp end of the morality spectrum and represents the easy

cases in which there is near universal consensus that the actions are wrong. What

about more divisive healthcare scenarios? Should all patients have universal access

to healthcare at the point of need such as in the UK? Should we focus on expensive

novel cancer therapies that can prolong life for a few months or on water sanitisation
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projects in developing countries that could benefit thousands? These may seem like

high level questions that are directed towards governments and organisations rather

than individual healthcare agents on the ground. So let us take a more concrete

example. During the COVID-19 pandemic, many healthcare systems came close to

being overwhelmed as massive demand outstripped supply [24]. In the UK, this

necessitated diluting the usual standards of care so as to treat more patients. In a

busy hospital, should a healthcare AI agent admit an independently living 90 year old

to the intensive care unit knowing that the likelihood of survival is small or should

they prioritise maintaining a higher nursing ratio for the existing patients?

A moral compass or ‘north star’ set of guiding principles is important for all

healthcare staff and this will include AI agents even if operationalising cases in the

grey zones is not clear cut. Clinicians in the UK are bound to principles outlined by

our professional regulator, the General Medical Council (GMC), in a document known

as ‘Good Medical Practice’ [125]. This guidance covers ethical principles which help to

safeguard the best interests of patients. It seems reasonable to conclude that patients

and the wider public will expect AI agents to be held to a similar moral standard.

While it is true that many AI agents currently operate in a very limited advisory

role, this is not likely to persist. We need to confront both the why and the how of

moral AI agents well in advance of their widespread implementation, not after they

are mainstream.

To AI researchers, transparency suggests that the model is in and of itself something

that can be followed through from start to finish by a human. However, to patients

transparency tends to mean openness i.e. not withholding information or being deceitful

(see section 1.7). The ethical imperative for patients is often the intention behind a

specific action rather than the exact mechanics of how information flows through an

algorithm before an action is proposed. This distinction is emblematic of why we should

base our discussion of explainability on how it applies to patients and clinicians, rather
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than purely AI developers. The definition of explainability that we cited earlier by

Arrieta et al. satisfies several criteria suggesting that explainability is indeed essential

for a moral AI agent [54]. It talks of understanding, it takes into account the specific

audience (in this case clinicians and patients) and it also places emphasis on ensuring

things are clear or open and thus touches on the more patient centred definition of

transparency.

1.6.2 Explainability and the four ethical pillars

Amann considers the imperative for explainability in a moral AI agent on the basis

of the four key ethical pillars of healthcare: autonomy, justice, beneficence and non-

malfeasance [126]. This seems a sensible approach and I will take each of these four

principles in turn to discuss why explainability is a core tenet for moral healthcare

delivery.

Autonomy relates to patients having informed consent and the ability to weigh up

the risks and benefits of various management options before they decide, in conjunction

with their clinician, what to do about their health. This is popularised in the maxim

“no decision about me, without me” [127]. Here, the importance of explainability is in

providing the context and rationale for a moral AI agent’s reasoning such that it can

be incorporated with other sources of information as well as the patient’s own value

preferences. For example, if an AI recommends an operation for a patient, why has it

made this decision? Is it to maximise survival at the potential expense of quality of

life? What does our patient place the greatest value on? An explainable AI will be able

to provide them with the information they need, in the form they need (e.g. patient

friendly language that avoids medical or technical jargon) so that the patient can

exercise their autonomy. The clinician is also exercising their professional autonomy

when they make decisions that they are medico-legally and ethically liable for (and for

which they may well be called to defend themselves, potentially even in a court of law).
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They too need to understand the rationale and motivations of an AI agent as well as

some idea of performance.

London makes the insightful point that although explainability is valued, there will

likely also be a subset of users (within both clinicians and patients) that may prioritise

outcomes and performance above explainability [128]. Cutillo et al. on the other hand

emphasise that one of the reasons explainability is important at this early stage in

the development of AI moral agents is that we don’t yet have a longstanding history

of trust or performance and that, if anything, there is usually aversion to trusting

machines in moral situations [129, 130]. They give the example in healthcare of trusting

medications for which we do not fully understand the mechanism but for which we

have very strong evidence to suggest good performance. This may come over time for

AI agents but may not suffice early on in their use.

The second medico-ethical principle is justice and this describes the fair distribution

of healthcare in a manner that avoids discrimination. As mentioned earlier, even human

societies and organisations continue to debate the best ways to allocate resources in

marginal cases [131]. However, there is an ethical duty on human clinicians to minimise

discrimination where possible. This should also be required of a moral AI agent. There

has been much press attention devoted to situations of potential AI discrimination as

agents learn from biased human data [132]. Let us suppose that an AI recommends

different treatment options for two patients, one of whom is white and one of whom is

not. If challenged, how can the AI agent prove that it has recommended the treatment

because it is the most effective clinically for each patient rather than on the basis of

confounding or discriminatory intent. It must be able to justify its actions and this

benefits from explainability.

The third medico-ethical principle is non-malfeasance. This places the onus on

clinicians to avoid harming their patients. This is not limited to intentional direct harm

but also includes over-diagnosis and overuse of medical interventions with corresponding
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downstream iatrogenic harm. An AI agent could avoid missing all cancers by scanning

every patient but this would expose many to unnecessary radiation risks which could

itself lead to more cancer than is prevented overall. The rationale for AI generated

recommendations should include both the intention and the associated confidence

intervals for the uncertainty of the proposed action. This enables an approach that

acknowledges harm that can arise from actions with higher uncertainties. A further

point is that patients also need to have recourse to complain and seek legal remedy if

they are wronged [133]. Such a case would be difficult to prosecute with an opaque

system.

The final principle is beneficence which means acting to maximise the best interests

of the patient. This will require discussion with the patient to ascertain what those

best interests are and then to explain how the actions recommended by a moral AI

agent help to make those interests a reality. Clinicians may have access to data that

the AI agent does not and this emphasises why integration of data from multiple agents

is critical. This will not be easy without explainability on the part of the AI. We also

need to think about situations in which the AI agent and clinician may disagree on the

best course of action for the patient. Carter makes the point that explainable AI may

also have a role when it comes to such disagreements [134]. Core to any constructive

discussion or debate is the ability to clearly explain a logical rationale with supporting

evidence and this mandates some degree of explainability.

1.6.3 Building trust and accountability in AI

We can use the analogy of medical research studies to reinforce why explainability

is crucial for a moral AI agent in healthcare. Initially we study a new treatment

against a placebo. However, once a new treatment is proven, future treatments need

to be compared against the new standard of care. To expose patients to anything less

is regarded as unethical. So too with moral AI agents in healthcare, the minimum
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standard they need to achieve is to be on par with clinicians. Human clinicians act

in an ethical manner by following the four key principles of autonomy, justice, non-

malfeasance and beneficence. All four require some degree of explainability from the

clinician and there is therefore a strong argument that we should demand no less from

AI agents moving forward.

1.7 Patient and public involvement (PPI)

1.7.1 Rationale for PPI

The AI Clinician is focused on an area of healthcare in which direct patient input

(e.g. on drug choices or doses) is rarely sought. Often patients may be sedated and

unconscious and the precise dosing details require a detailed understanding of many

aspects of physiology and clinical medicine. This is in contrast to, for example, an RL

algorithm that might be used in a clinic to help make a decision on a chemotherapy

regime where there are varying side effect profiles that a patient might have very

strong opinions on, even to the extent of choosing a less effective therapy with a better

side effect profile [135]. Nonetheless, there is an increasing focus in recent years on

involving patients and the wider public in AI related health endeavours as a means of

building trust and ensuring that technology stays patient focused [136, 137]. I therefore

designed and conducted a PPI session with two other ICU clinicians who were also

investigating sepsis data and decision support tools.

1.7.2 PPI methodology

An initial research application was submitted to the patient charity ICUsteps (see

appendix B) which was assessed by them for lay readability before being forwarded to

their volunteer network. From this network, three former ICU patients were recruited

for a formal PPI session and given a more detailed participant information sheet (see
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appendix B). The information sheet covered three main AI related topics: (i) how they

would feel about an AI algorithm suggesting treatments in the ICU, (ii) what sort of

explanations might be helpful to them or their clinician and (iii) how they would feel

if an AI recommendation turned out to be a mistake. The mix of themes was chosen

to maximise the efficiency of the session. A group discussion with the three former

patients lasting approximately 45 minutes was held on each of the topics via Zoom.

Each session was led by one ICU clinician with the others taking notes before rotating.

The participants were compensated for their time.

1.7.3 Insights from PPI

The full transcript for the PPI session is available in appendix B. A brief summary for

each of the three main topics follows below:

• Views generally on AI decision support tools

Participants were generally positive about the introduction of AI based decision

support tools but felt that rigorous testing prior to implementation was definitely

required. They would trust doctors to use the AI appropriately. When asked

about incorporating patient wishes into decision support tools, participants were

keen for doctors to be the main link between patients and the AI. They felt that

clinicians needed to be able to interpret whether an AI suggestion was the right

action for a patient.

• Views on AI explainability

One participant felt that an explanation was not necessary; if the clinician was

happy to use the device then they would trust the clinician. Another participant

felt an explanation was important, while the third participant felt that the

explanation should be very simple and straightforward. When asked about

situations where the AI system is so complex that explanations are difficult to
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obtain but that it is nonetheless effective at maximising longer term patient

centred-outcomes, the participants generally felt that lack of explanation was

okay but only if the efficacy was proven.

• Views on AI mistakes/errors

When asked about how much uncertainty in treatment decisions they would like

to be aware of if an AI decision support tool was being used, the general feeling

was that participants would trust the doctor to make the right call in terms of

how much detail to give the patient. One remarked that they are not typically

consulted on every minor decision in any case so it wouldn’t be that different

to the current situation. Regarding errors, participants felt transparency was

critical and especially that the learning of lessons to prevent similar mistakes

should be shared widely. One participant worried that introduction of AI may

decrease the volume of teaching and training provided to more junior staff.

Overall, the PPI work seemed to confirm no gross objections from the former ICU

patients to the use of AI based decision support tools in the ICU. AI technologies outside

of healthcare are increasingly prevalent and this may have contributed to patients being

both more familiar and cognisant of the potential benefits that AI brings. However, the

participants did stress that they expected rigorous testing and evaluation to take place

before implementation, in a similar vein to the lengthy regulatory process applied to

new pharmaceutical agents. It was interesting to hear fairly open views on the impact

of potential AI mistakes and the effect on patient trust. The key factors the participants

mentioned were (i) transparency and (ii) learning from mistakes. This aligns closely

with recent regulatory guidance from the General Medical Council regarding duty of

candour. There is now a statutory duty on clinicians and organisations to disclose

mistakes to patients in a timely and transparent manner, with an apology provided and

advice on how the mistake is to be investigated and prevented from recurring. Once

AI-driven decision support tools are used in everyday clinical practice, the scope of
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duty of candour will extend to cover such tools and explanations from AI suggestions

may then be increasingly utilised from a medico-legal standpoint. Critical to this thesis,

the view of patients on explanations was relatively mute. The participants felt that

explanations could be useful but clearly recognised that the context of niche treatment

decisions for critically ill patients with sepsis would not ordinarily be something they

or their families would expect to be consulted on.

1.8 Research questions and goals in this thesis

This thesis aims to address several key questions regarding the implementation and

evaluation of XAI in clinical decision support systems with a particular focus on the

high-stakes clinical setting of intensive care. The overarching goal is to understand

how XAI influences clinical decision-making and to develop more effective methods for

evaluating its impact. The primary research questions are as follows:

1. How does the presence of AI and XAI affect clinical decision-making in sep-

sis management? This question aims to quantify the impact of AI and XAI

on prescription decisions for fluid and vasopressors in sepsis (by, for example,

comparing baseline, peer, AI, and XAI conditions across various experimental

settings).

2. Can novel methodologies, particularly objective behavioural markers such as

eye-tracking provide insights into physician interaction with XAI systems?

This question seeks to validate eye-tracking as a methodology for evaluating

attention and cognitive load in XAI interaction and to explore its potential in

providing deeper understanding of the decision-making process beyond traditional

self-report measures.

3. How do different types of XAI modalities and the fidelity of the experimental

environment impact clinical decision-making and attention patterns? This
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question explores the effectiveness of various XAI approaches ranging from simple

feature importance to more dynamic and complex approaches. It also considers

whether the experimental setting (from low-fidelity vignettes to high-fidelity

simulations) is an important modifier of human-AI interaction behaviour.

By addressing these questions, this thesis aims to contribute to the development of

more effective, physician-focused XAI systems for clinical decision support, as well as

to advance the experimental methodologies for evaluating such systems in healthcare

settings.





Chapter 2

Quantifying the impact of XAI

recommendations on prescription

decision making

This chapter is closely based on a manuscript published in 2023, on which I am the

first author and my supervisors are co-authors:

Quantifying the impact of AI recommendations with explanations on prescription

decision making, published in npj Digital Medicine [138].

2.1 Introduction

The previous chapter (see section 1.4) discussed the existing literature on how physicians

can be influenced in their decision-making (by both peer humans and AI) but does

not assess this either in an ICU setting or for a prescription task that has no ’gold

standard’ correct answer. Successful deployment of XAI-driven clinical decision support

tools is as much a problem of clinicians’ influenceability, cognition and psychology

as one of machine learning alone [139–141]. I addressed these issues in this study by

assessing how prescription decisions by ICU physicians may be influenced by additional
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information more broadly, and how this influence can be modified by either the source of

the information (human peers or AI) and the presence or absence of an AI explanation

(here using simple feature importance). Furthermore, I investigated the extent to which

self-reports of XAI usefulness actually correlate with the impact of XAI on prescription

decision-making.

2.2 Methods

2.2.1 Data source and AI clinical decision support system

The ‘AI Clinician’ is an ICU clinical decision support system utilising reinforcement

learning to provide semi-autonomous, continuous dosage recommendations for IV fluids

and vasopressors [45]. This system was trained on data from 17,083 ICU patients

sourced from the MIMIC-III database, as previously described [45]. MIMIC-III is

an anonymised, open-access database containing information on over 60,000 ICU

admissions from six teaching hospital ICUs in the USA, spanning 2001–2012 [17].

In brief, the patients selected for the AI Clinician’s training were adults diagnosed

with sepsis according to sepsis-3 criteria [142]. The patient data were divided into

4-hour intervals. For each interval across all 17,083 patients, the AI Clinician cate-

gorised the patient into one of 750 states and recommended a dose for IV fluids and

norepinephrine/noradrenaline, the most frequently used vasopressor in septic shock [2].

Twenty-four patient scenarios were selected for my experiment. Twelve of these

were ’expert-selected’ to ensure representation from four broad categories: (i) three

patients where both the fluid and vasopressor AI dose suggestions were similar to

what human clinicians had done in MIMIC-III, (ii) three patients where only the AI

vasopressor suggestion was similar to humans, (iii) three patients where only the AI

fluid suggestion was similar to humans, and (iv) three patients where neither AI fluid

nor vasopressor suggestions were similar to humans. These 12 patients also covered
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scenarios where the patient was receiving anywhere from no vasopressor to a large

dose (>0.5 mcg/kg/min of noradrenaline-equivalent) to ensure a representative patient

mix. The remaining 12 patients were chosen by clustering the entire MIMIC-III sepsis

dataset of 17,083 patients into 12 clusters and then selecting a patient within the

closest percentile to the cluster centroid. This yielded 12 patients who were less sick

(as defined by the proportion on vasopressor support and APACHE score) than the

’expert-selected’ 12 but that were more representative of the MIMIC-III septic cohort.

The amount of fluid and vasopressor support is shown in Figure 2.1, stratified by

whether the patient was ‘expert-selected’ or ‘cluster-derived’.

Fig. 2.1 Coverage of patient scenarios over the MIMIC-III state space. The patient
scenarios are plotted below on a 3-component PCA model of MIMIC with dot size
reflecting the dose of fluid in (a) or vasopressor in (b), where larger size means higher
dose.

Feature importance explanation

When designing a simple, local feature based explanation mechanism, I focused on the

importance of state membership which occurs prior to RL. The state space for the AI

Clinician was constructed using a k-means clustering algorithm. After the algorithm



36 Quantifying the impact of XAI recommendations on prescription decision making

converges, the cluster centroids represent the average feature values for patients in that

state/cluster. A new patient would be assigned to the state/cluster that minimises the

distance from their feature values to the respective cluster centroid. Intuitively, with

over 40 features, some features will be closer to the cluster centroid value than others

for any patient assigned to a given state. I exploit this fact to rank features in terms

of their proximity to the cluster centroid (or average state feature values) because the

archetypal patient for whom an RL agent policy action most applies is a patient who

is most typical of that state.

To take a toy example, see Figure 2.2. If the average heart rate (HR) and systolic

blood pressure (SBP) for patients in state 3 is 120 and 60 respectively, consider two

patients J and K who have both been assigned to the state 3 cluster. J has HR 115

and SBP 105 while K has HR 75 and SBP 55. The importance of HR for patient J

being assigned to state 3 is higher than SBP. The reverse is true for patient K for

whom their SBP is more important to them being assigned to state 3. Figure 2.2 shows

this presented numerically with some simple mathematical calculations to convert this

difference between state average value and patient value to a value on a scale from 0

to infinity that can be plotted graphically.

Fig. 2.2 Feature importance for a toy example with two patients. Patients J and K
are both clustered to state 3. HR is more important than SBP for patient J being
assigned to state 3 while SBP is more important than HR for patient K. The numeric
scale is arbitrary - it is the relative difference between features that is of interest.
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It is the relative difference between variables that is of interest. For example,

patient J’s HR has a higher arbitrary value than SBP and vice versa for patient K.

This toy example ignores the fact features are on different scales with, for example,

lactate typically varying from 0 to 20 while hourly urine output might vary from 0 to

500. Therefore all variables had standardised scaling applied before this process was

undertaken. The result of taking this approach for real patients from the AI Clinician

can be seen in Figure 2.3. This explanation does not answer the question of why the

RL agent decided on a specific dose for patients in a specific state. It does however,

give some idea of what was important in being assigned to that state. And we know

that state membership is a critical precursor to the RL agent effectively looking up

the optimal action it wants to pursue from its learned policy constructed during the

training phase.

I considered using the full list of features as displayed in Fig. 2.3 as the explanation

but worried that the number of features might overload participants and increase the

amount of time spent on each scenario in the experiment. I therefore opted for an even

simpler version in the pilot experiment where clinicians were simply given a list of the

top 5 features in rank order as their explanation.

2.2.2 Vignette experiment and conditions

I conducted a human-AI interaction vignette experiment for doctors using a modified

between-subjects design. The vignette design was chosen as it enables high stan-

dardisation of scenarios and easy recruitment of physicians (as participants do not

necessarily have to physically attend to take part in the experiment). There were

four experimental arms. In each arm, physicians were given patient data presented

as a fixed variables table (e.g. age, gender, weight), an interactive graph displaying a

limited set of time-varying features and a second larger table showing all time-varying

features (see appendix C for screenshots). This setup was designed to resemble how
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Fig. 2.3 Feature importance for an example patient at time block 1. The x-axis scale
is arbitrary - it is the relative difference between features that is of interest.

most ICU doctors in the UK access patient data in their respective electronic health

records (EHRs).

Each doctor performed 16 trials. The initial four trials were the same for all

participants and served as a pre-training period. The subsequent 12 trials constituted

the main experiment. In each trial, doctors were asked to select a dose for fluid

and a dose for vasopressor to be administered over the next hour. I used a multi-

factorial experimental design with four arms, wherein each doctor encountered all

four arms across different subsets of the 24 patients. The four arms were: baseline

with no additional AI or peer human information (baseline); additional peer human

clinical information (peer, see description below); additional AI decision support system



2.2 Methods 39

information (AI); and additional AI decision support system with an explanation of

the AI decision (feature importance, XAI). Examples of all four scenarios can be seen

in the screenshots provided in appendix C.

In the baseline scenario, doctors viewed only the patient data. In the peer human

clinician scenario, doctors were also shown the probability density function of IV fluid

and vasopressor doses prescribed by other physicians in the MIMIC-III dataset for

patients in the same state. This acted as a proxy for what peer clinicians had previously

done for similar patients. These data were presented as a violin plot (a conventional box

plot overlaid with a distribution derived via kernel density estimation). The rationale

for including peer data as an experimental arm was to determine if doctors simply

desire additional information or context to support their decisions (regardless of its

source), or if there is something particular about an AI suggestion that is more or less

persuasive than simply knowing what their peers typically do.

Fig. 2.4 AI and XAI screens. The AI and XAI components of the decision screen
where participants input their prescription choice can be seen.
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In the AI scenario, subjects were also shown the AI Clinician’s suggested doses

for fluid and vasopressor (in text form), see Figure 2.4. In the XAI scenario, subjects

were shown the AI Clinician’s suggested doses along with a feature importance based

explanation, see Figure 2.4. Specifically, they were shown the top five ranked features

contributing to the state assignment. Although feature importance might be considered

a basic form of XAI, it is nonetheless widely used in medical studies [45, 143, 144, 42,

145, 146].

Fig. 2.5 Trial matrix for vignette experiment. The numbers from 1 to 28 refer to
patient scenarios. Patient scenarios 1 to 4 (region 1) were common to all participants
and did not form part of the primary analysis (akin to a wash-in period). Region 2
was designed so that half the subjects saw a patient under one arm while the others
encountered the same patient under a different arm, allowing estimation of between
arm variability by controlling for the patient. The study was not randomised.

The trial matrix (see Figure 2.5) was designed to ensure that half of the doctors

saw a patient under one arm while the other half encountered the same patient under

a different arm, enabling the estimation of between-arm variability by controlling for

the patient. The primary measure of interest was the difference in prescribed doses
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to the same patient across the four different arms - effectively assessing the impact of

each arm on clinical decisions by measuring the dose shift (Figure 2.6). The order of

trials in the trial matrix was varied to counterbalance any learning effects. Statistical

analyses included two-sided T-tests for comparing means (after confirming normality)

and linear regression for assessing associations. Both analyses were performed without

adjustment for multiple comparisons.

Fig. 2.6 Example of dose shift metric. This figure demonstrates the shift in dose
relative to baseline occurring as a result of showing the AI suggestion. The extra shift
between AI and XAI is the marginal shift attributable to the explanation.

2.2.3 Participant recruitment and experiment conduct

Physician demographics, experience, and affinity to AI were collected via a questionnaire

before starting the main experiment (Figure 2.7). After the experiment, doctors

completed a short post-experiment questionnaire (see appendix C). Data collected for

each patient scenario included the physician’s prescribed doses for fluid and vasopressor

per patient scenario as well as the time taken per patient scenario.

A convenience sample of ICU physicians was recruited based on the following

inclusion criteria: (i) practising doctor, (ii) has worked for at least 4 months in

an adult ICU, (iii) currently works in ICU or has worked in ICU within the last 6

months. Physicians could participate remotely via Zoom or in person. Electronically
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recorded informed consent was obtained from all physicians and each experiment lasted

approximately 45 minutes. The study was approved by the Research Governance

and Integrity Team (RGIT) at Imperial College London (ICREC reference 21IC7245).

The institutional review board of the Massachusetts Institute of Technology (no.

0403000206) and Beth Israel Deaconess Medical Center (2001-P-001699/14) approved

the use of MIMIC-III for research. Because this study made use of fully anonymised

patient data, individual patient consent was not required.

Fig. 2.7 Experiment protocol.

2.3 Results

Eighty-six ICU doctors were recruited, comprising 31 seniors (consultant/attending),

42 intermediate grade (registrar/fellow), and 13 juniors (senior house officer/resident).

The median age of the participants was 37 years (interquartile range (IQR) 34–43),

and the median years of clinical experience was 11 years (IQR 9–19). All subjects

completed the task successfully with no significant difference in per-trial completion
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time between the arms (baseline 83 seconds, peers 83 seconds, AI 79 seconds, XAI

83 seconds; p=0.574 by Kruskal–Wallis test). Practice variation was defined as the

dose distance of an individual physician from the average of all physicians in the

baseline/control arm for any given scenario.

2.3.1 Impact of arms on dosing shift

An example of prescription shift for an individual patient scenario is shown in Figure

2.8a. For the same patients in different arms, providing subjects with additional

information from their respective arm led to an absolute prescription shift for fluid of

70 mL/hr (peers, standard deviation (SD) 86 mL/hr), 90 mL/hr (AI, SD 83 mL/hr),

and 85 mL/hr (XAI, SD 60 mL/hr) relative to the baseline arm (p=0.872 for peers,

p=0.002 for AI, p=0.007 for XAI, all by independent T-test). For vasopressor, the

prescription shift was 0.04 mcg/kg/min (peers, SD 0.06 mcg/kg/min), 0.05 mcg/kg/min

(AI, SD 0.09 mcg/kg/min), and 0.05 mcg/kg/min (XAI, SD 0.09 mcg/kg/min) relative

to the baseline arm (p=0.201 for peers, p=0.010 for AI, p=0.002 for XAI, all by

independent T-test). The aggregate prescription shifts are displayed in Figure 2.9. The

individual patient scenario dosing shift figures for all 24 patients are shown in Figures

2.15, 2.16, 2.17.

2.3.2 Impact of arms on practice variation

Providing doctors with a recommendation (whether it be peer, AI, or XAI) had

a consistent effect: inter-clinician dose variability was influenced by whether the

recommendation was higher or lower than what subjects in the baseline arm did.

Specifically, when the recommendation was higher than baseline, the prescriptions of

doctors in the peer/AI/XAI arms exhibited greater variability across doctors; when

the recommendation was lower than baseline, prescriptions were less variable across

doctors. This effect is illustrated in Figure 2.8b.
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Fig. 2.8 Dose variability by intervention arm. In (a), the prescription distributions for
a single patient scenario (and, for illustrative purposes only, mapped onto (b). For each
boxplot, the centre line represents the median, box edges represent upper and lower
quartiles, whiskers represent 1.5x inter-quartile range and diamonds are outliers. Blue
dashed line represents the median of the peer distribution data (only available to those
in the ‘Peers’ arm). Red dashed line represents the AI suggested dose (only available to
those in the ‘AI’ or ‘XAI’ arms). In (b), change in inter-clinician variability by size of
recommendation difference for peers/AI/XAI is shown (i.e. was the recommended dose
higher (positive recommendation gap) or lower (negative recommendation gap) than
the baseline average (dashed green line) and how does this affect variability of clinicians
(x- and y-axes scales are arbitrary units, normalised to allow fluid and vasopressor to
be plotted together.
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2.3.3 Association of clinician factors with adherence to AI suggestions

Clinician attitude towards AI was derived as a principal component from the four

pre-experiment AI enthusiasm questions posed to subjects (Figure 2.10a). The first

component accounted for 69% of the variance (Figure 2.10b). Attitude towards AI did

not show a significant linear association with the difference between physician-selected

dose and AI-recommended dose for either fluid (see Figure 2.11a, r=-0.078, p=0.075

by LLSR (linear least-squares regression)) or vasopressor (see Figure 2.11b, r=-0.074,

p=0.092 by LLSR). Similarly, years of clinical experience did not show a significant

association with the difference between physician-selected dose and AI-recommended

dose for either fluid (r=0.001, p=0.862 by LLSR) or vasopressor (r=-0.086, p=0.047

by LLSR), as illustrated in Figure 2.12a and Figure 2.12b.

2.3.4 Clinician opinions on AI and the explanations

Post experiment, physicians rated their likelihood of using an AI system for sepsis

prescriptions on a scale from 1 to 5 with higher values indicating a greater likelihood of

use. The mean score was 2.55 for training doctors (which encompasses both junior and

intermediate doctors, SD 0.96) versus 2.16 for non-training doctors (senior/consultants,

SD 1.07), p=0.091 by independent T-test (Figure 2.13a). Physicians were asked to rate

the usefulness of the explanations on a scale from 1 to 5 (higher values indicating greater

usefulness) with mean 2.22 for training doctors (SD 1.03) versus 1.97 for non-training

doctors (SD 1.11), p=0.296 by independent T-test (Figure 2.13b). Subjects were also

asked to rate the utility of displaying peer and AI suggestions together on a scale from

1 to 5 (higher values indicating greater utility) with mean 2.98 for training doctors (SD

0.73) versus 2.39 for non-training doctors (SD 1.09), p=0.003 by independent T-test

(Figure 2.13c). Finally, subjects were asked to rate importance of evidence on a 1 to 5

scale (higher values indicating greater importance) for their use of an AI system with a

mean rating of 3.01 (SD 0.85) for observational evidence versus mean 3.33 (SD 0.76) for
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randomised clinical trial evidence, p=0.011 by independent T-test. The self-reported

utility of explanations did not correlate with adherence to XAI suggestions (Figure

2.14).

2.4 Discussion

2.4.1 Summary of results

This study presents several key findings that enhance our understanding of how AI-

driven decision support recommendations can influence prescription decisions. First,

additional information (peer, AI, or XAI) strongly impacts prescription decisions as

indicated by dose shift (statistically significantly for AI, not so for peers). However,

the form of the recommendation - whether plain (AI alone) or accompanied by an

explanation (XAI, here using simple feature importance) - did not substantially alter

its impact. Second, inter-clinician dose variability was affected differentially depending

on whether the recommendation (peer, AI, or XAI) was higher or lower than what the

physicians in the baseline arm prescribed, suggesting that decision support systems

might have a mixed impact on practice variation once deployed to a live setting. Third,

there was no correlation between either attitude towards AI or clinical experience on

the AI-supported decisions suggesting a certain unvarying degree of AI acceptance

in clinical experts, or one moderated more by variability in patient scenario than the

physician themselves. Fourth, there was no correlation between physician self-reported

usefulness of XAI and whether XAI actually influenced their decisions. This calls

into question the value of using XAI self-reports as an outcome metric in clinical XAI

studies.
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2.4.2 Limitations

These findings should be considered in the context of several limitations. First, the

XAI condition used feature importance as the explanatory modality. While feature

importance is commonly employed in XAI, both within and outside of healthcare

[45, 143, 144, 42, 145, 146], it is also considered to be on the lower end of the spectrum

regarding how comprehensive an explanation is according to cognitive science [57].

Indeed, the variability in XAI modality can impact medical decisions differently

depending on the complexity or ambiguity of the context and the physician’s experience

with AI systems [147, 148]. Second, although I took steps to ensure a broad and

representative range of patient scenarios, there may still be gaps in the patient state

space. My two-pronged selection strategy was intended to make scenario choices as

generalisable as possible (see Figure 2.1 for graphical representation of the MIMIC

state space, based on three principal components for visualisation purposes).

Third, the patient scenarios were low fidelity due to the experimental vignette

format. While this format allowed me to standardise scenarios, it lacks the dynamic

aspect of evaluating a real patient over time and observing the dynamic effects of

treatments. Fourth, although my sample of doctors was large compared to similar

clinical studies, it relied on convenience sampling and may not be representative of

the medical population as a whole. Fifth, the AI suggestion itself was presented

as an isolated message containing the recommended doses for fluid and vasopressor

without confidence bounds or ranges. Adherence to AI suggestions might be higher

when presented with estimates of certainty, when presented graphically or using other

algorithmic approaches [149].

Sixth, a detailed insight into the physicians’ internal decision-making processes

was lacking. The experiment produced data in the form of self-reports (which can be

biased from many causes and in many directions) and final prescriptions (the end of

the line in the decision-making process). Therefore, these conclusions are based on
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inferring that the input conditions (baseline, peer, AI, XAI) had a direct impact on

the final prescription decisions via some internal effect on the cognitive act of decision-

making. To further explore this decision-making process, alternate methodologies such

as qualitative interviews and ‘think-aloud’ studies, where verbalisation of decision-

making is encouraged, could be employed. Consequently, the interpretation of the study

findings and conclusions here are based on a data-driven framework of values rather

than a more cognitive theoretical framework about how exactly the decision-making is

influenced.

2.4.3 Implications and comparison with other studies

Despite the limitations acknowledged above, reviewing my findings alongside exist-

ing literature provides important insights into how we can improve the design and

deployment of AI-driven clinical decision support tools. Attempts to quantitatively

evaluate AI recommendations in general (non-clinical) settings have demonstrated

the often counterintuitive nature of how performance is impacted by explainability.

In one experiment, the response shift (a marker for AI influence in a manner similar

to my experiment) was larger when an explanation accompanied the AI suggestion

[150]. However, explanation quality (good vs. poor) did not affect this shift. The

authors suggest that explanation presence might have reassured subjects when the AI

performance itself was good rather than them actually assessing explanation fidelity or

quality [150], a type of automation bias. In a medical environment, the downstream

consequences of erroneously acting on poor advice can be significant with a study of 50

general practitioners (GPs) showing that only 10% were able to correctly recognise and

disagree with incorrect AI advice on a dermatology problem [151] while in a radiology

setting even task experts were not immune to the effects of poor AI advice (though

they were considerably more likely to reject it than non-task experts) [87].
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While explanations have traditionally been offered as a way to rescue users from

poor AI advice, this has not clearly been borne out in clinical studies. For example, in

a study investigating a psychiatric medication decision support tool, the presence of

explanations did not mitigate the impact of intentionally poor AI recommendations,

suggesting a level of automation bias that could be problematic in a real-world clinical

environment [68]. In this study, the explanation did not significantly increase adherence

above and beyond the AI suggestion alone, which could be due to several potential

causes. It is possible that adherence and trust were maximised in most subjects by

the AI suggestion alone leading to a ceiling effect. Alternatively, the very basic nature

of the XAI might not have been persuasive. Or perhaps the nature of needing to

make repetitive and cognitively burdensome decisions led physicians to rapidly adopt

a heuristic, one way or the other, as to whether they used the explanation in their

decision-making process or not.

Furthermore, there were several users who commented that the variables provided

by the AI as part of the feature importance explanation did not seem physiologically

plausible (see appendix C for a selection of post-experiment subject comments). This

presents a challenge for XAI system designers. On one hand, a more complex explana-

tion might satisfy users and lead to higher adherence. However, the strength of AI in

identifying patterns in large datasets that are imperceptible to human clinicians can

also be a weakness in developing XAI. If some clinicians equate the quality of an AI

explanation with known physiological plausibility, then an AI explanation based on

patterns that clinicians do not usually see in their everyday practice is unlikely to be

persuasive. Ultimately, a mixed qualitative-quantitative approach might be crucial for

gaining a better insight into the decision-making process that physicians use as well as

shedding light on where specifically in this process AI can be of most benefit and least

harm.
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Other pertinent topics within medical AI-driven decision support research include

the source of the advice and the experience level of the clinical audience receiving

it. Gaube and colleagues studied a chest radiograph diagnostic challenge (with XAI

support) among both clinical experts and non-task experts. They found that experts

rated their confidence higher when advice was labelled as originating from an AI

(although their accuracy was unchanged), while non-task experts showed improved

accuracy with the provision of explanations (compared to experts who did not) [92]. I am

not able to compare the peer impact directly between studies because in my experiment

the peer information was genuine as opposed to synthetic as in the experiment by

Gaube and colleagues (and so differed in magnitude from the AI suggestions). However,

I nonetheless also found that AI suggestions were more influencing than peers as a

source of suggested advice. I did not, though, find any association between adherence

to AI and level of clinical experience.

2.4.4 Conclusion

Taken together, these findings on a comparatively large clinical expert population raise

important questions for the design of clinical XAI systems. Specifically, I show that

the marginal impact of XAI was low in this experimental setting. The exact form,

presentation, and feedback loops for clinical XAI systems that effectively influence

physicians remain unclear. It is likely that a more comprehensive consideration of the

social and cognitive aspects of decision-making alongside the technical deployment of

AI systems is required. Additionally, this study casts doubt on the utility of self-reports

as a valid metric for assessing XAI among medical experts. What is instead required is

a higher fidelity and more granular marker with which to assess the natural behaviour

of physicians as they interact with AI-driven decision support tools.
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Fig. 2.9 Aggregate dose shift by intervention arm. Absolute difference (i.e. 50ml
in either direction treated as +50ml discordance) from dose in the baseline group is
shown, aggregated for all 24 patient scenarios for (a) fluid and (b) vasopressor. The
error bars are formed by randomly taking 1,000 bootstraps of the data (80% subset
with replacement) and estimating a distribution for prescription doses (error bar is
distribution mean +/- standard deviation).
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Fig. 2.10 Principal component analysis of attitude to AI. Four AI statements were
presented to subjects pre-experiment who were asked for their agreement. In (a),
principal component analysis (PCA) was applied to the results of these four questions
with 69% of variance explained by a single component, see (b).

Fig. 2.11 Impact of AI attitude on adherence to AI suggestions. The single component
composite for attitude to AI (see 2.10, higher value implies more positive AI attitude)
was compared to absolute difference from the AI suggested dose, i.e. a proxy for AI
adherence with lower value indicating greater adherence and vice versa in (c) for both
fluid (blue) and vasopressor (red). Dot transparency in (c) represents density of points
at any given location. ‘GP mean’ refers to a predicted Gaussian Process regression fit
of the data with accompanying 95% confidence interval.
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Fig. 2.12 Impact of duration of clinical experience on adherence to AI suggestions.
In (a), the distribution of experience levels among the 3 categories of seniority is shown
(Consultant, most senior and equivalent to attending in the United States (US); SpR,
specialist registrar and equivalent to fellow in the US; SHO, senior house officer and
equivalent to resident in the US). Experience level was compared to AI adherence (in
the form of absolute difference from the AI suggested dose) for both fluid in (b) [blue]
and vasopressor in (c) [red]. Lower value indicates higher adherence. Dot transparency
in (b) and (c) represents density of points at any given location. ‘GP mean’ refers
to a predicted Gaussian Process regression fit of the data with accompanying 95%
confidence interval.

Fig. 2.13 General post-experiment questions. In (a) to (c), responses to post-
experiment questions are shown down by training status.
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Fig. 2.14 Post-experiment questions related to XAI utility. Self-reported usefulness
of explanations is plotted against adherence to XAI recommendation for both fluid in
(a) and vasopressor in (b). Lower values indicate greater adherence and vice versa. For
each boxplot, the centre line represents the median, box edges represent upper and
lower quartiles, whiskers represent 1.5x inter-quartile range and diamonds are outliers.
Colour spectrum gradient over boxplots relates to how useful XAI was rated.
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Fig. 2.15 Boxplots of prescription dose distributions by trial arm 1/3. A different
box colour for each arm, same colour scheme as 2.9) for either fluid or vasopressor
and for each patient scenario. For each boxplot, the centre line represents the median,
box edges represent upper and lower quartiles, whiskers represent 1.5x inter-quartile
range and diamonds are outliers. Blue dashed line represents the median of the peer
distribution data (only available to those in the ‘Peers’ arm). Red dashed line represents
the AI suggested dose (only available to those in the ‘AI’ or ‘XAI’ arms). Significance
stars are obtained from independent T-tests for the means of the distribution (‘Baseline’
vs. intervention arm) with ‘ns’ referring to non-significant, a single star referring to a
p-value <0.05 and three stars referring to a Bonferroni corrected p-value <0.000694
(for 72 comparisons in this figure).
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Fig. 2.16 Boxplots of prescription dose distributions by trial arm 2/3. Identical legend
to Figure 2.15
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Fig. 2.17 Boxplots of prescription dose distributions by trial arm 3/3. Identical legend
to Figure 2.15





Chapter 3

Development of an eye-tracking pipeline

to evaluate user interaction with XAI

This chapter is closely based on a manuscript under preparation on which I am the

first author and my supervisors are co-authors:

Enhancing physician-AI interaction studies with free-movement eye tracking. Sub-

mission to a peer-reviewed journal specialising in digital health is planned in due

course.

3.1 Introduction

3.1.1 Alternatives to self-reports

The evaluation of XAI within AI-driven clinical decision support tools covers several

behavioural aspects of human-AI interaction as discussed in Chapter 1 (see section

1.4). Self-reports seek to determine the volitional and conscious perceptions of clinical

end-users regarding the utility of XAI but are subject to numerous biases that can

distort the true link between actual and perceived XAI utility. They have been found

to be unreliable even in other non-AI settings [152]. The previous experiment in
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Chapter 2 demonstrated a clear lack of correlation between self-reported utility of XAI

and the influence that XAI had on actual prescription decision-making [138]. This

counter-intuitive finding calls into question the use of self-reports as a core evaluation

metric and requires a search for alternatives.

One such alternative involves collecting directly observed behavioural data and

doing so in real-time (as opposed to self-reports collected after the fact). This could,

for example, be done using a think-aloud protocol (TAP) where participants verbalise

their decision-making process as it occurs and this is recorded for downstream analysis

[153, 154]. However, TAP has several drawbacks [155], including altering participants’

approach to the task through the mere act of verbalising, increased cognitive load

(simultaneously thinking and speaking will not come naturally to all participants), and

resulting in qualitative data that typically then require thematic analysis. Eye-tracking

is an alternative behavioural proxy that focuses on where a participant’s attention is

focused via their gaze [156, 157]. It satisfies many of the criteria we might want for

this purpose by providing data that is objective, quantifiable, free of reporting bias

and obtained in a non-invasive manner. Indeed, eye-tracking has been employed in

many other non-clinical settings for quantifying aspects of human behaviour through

analysing where a participant’s attention is focused [158–161].

Eye-tracking can be performed in a variety of settings ranging from vignettes to

simulation suites to real-world clinical environments. The granularity of data collected

is proportional to the fidelity of the setting. If used in a vignette experiment then

only gaze data on the computer screen will be collected. In contrast, a free-movement

eye-tracking experiment set in a simulation suite can instead capture gaze patterns over

a range of surfaces of interest (and in a manner that is more natural and representative

of true clinical practice).

A key advantage of real-time data collection is its ability to reduce feedback loop

latency, enabling quicker learning from user behaviour [162]. For instance, in a system
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that personalises explanations for clinicians, this could be approached as a reinforcement

learning problem. Here, the state is the user’s observed behaviour when interacting

with the AI, the reward is +1 if the user follows the AI’s advice and -1 if they don’t,

and the actions available to the reinforcement learning agent involve displaying one

of several explanation types. The agent learns with each time-step. Self-reported

data might be sporadic, but real-time eye-tracking data provides continuous feedback

after every interaction, facilitating faster learning and a more efficient system overall.

Of note, the eye-tracking in this experiment was not, strictly speaking, available in

real-time as the aim was to develop a proof of concept regarding the use of eye-tracking

as a modality more generally (this is discussed more in the limitations section at the

end of this chapter (see section 3.4).

3.1.2 How eye-tracking works

Eye-tracking provides quantitative data on eye position and characteristics relative to

the external world [163]. This is used to infer information about a subject’s behaviour

(and by extension their cognition) as they interact with their environment. There

are two main types of eye-tracking devices: screen-based and wearable. Screen-based

devices, usually mounted to a computer screen, are best for tasks where the subject

reviews information primarily on the screen without the need for ambulation. They

offer quick calibration and no need for external equipment but are unsuitable for

experiments involving free movement, such as in simulation suites or real-world clinical

settings.

In contrast, wearable devices address this weakness as they are lightweight and have

no ambulation restrictions. Such devices usually take the form of glasses with three

cameras [164]. An external camera captures the subject’s (ego-centric) perspective

(referred to hereafter as the ’world-camera’) [165]. Another pair of cameras (referred

to hereafter as ’pupil cameras’) focus on the subject’s eyes. Eye-tracking is achieved
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using pupil-corneal reflection. The pupil cameras continuously record images of both

eyes while an infrared illuminator on the glasses shines light onto the eyes, invisible to

the subject but detectable by the cameras [166]. The reflections are used to distinguish

the pupil from the rest of the eye. Gaze angle is calculated using image processing

algorithms that can then map the angle onto the subject’s external world-view captured

by the world camera to determine where in the world-view the subject’s gaze is directed

[166].

The raw data captured by the cameras allow both gaze-dependent and gaze-

independent eye-tracking metrics to be calculated. The core components of eye-tracking

are fixations and saccades [163]. A fixation is defined as a period when the eyes remain

fairly immobile, focusing on a single point. Fixations provide time for encoding and

processing of visual information by the brain. In contrast, saccades are rapid, often

jerky movements of the eyes as they shift focus from one point to another. These quick

movements allow repositioning of the fovea (small central pit in the retina responsible

for sharp central vision) onto a new area of interest. Encoding and processing of

information is suppressed during a saccade (although this intermittent functional

blindness is not perceptible by a subject due to the brain constructing a continuous

and seamless subjective experience of the vision).

Gaze-dependent metrics include gaze duration, gaze speed, fixation count, fixation

duration, saccade count, saccade duration, saccade amplitude and saccade velocity.

Gaze-independent metrics include pupil diameter and blink rate which are both

highly responsive to external stimuli (respectively to lighting levels or lubrication

levels/external eye irritants such as grit or dust). However, pupil dilation and blink

rate can also reflect noradrenaline and dopamine activity respectively, which are

essential neurotransmitters for cognitive functions concerned with promoting goal-

directed behaviour [163, 167]. For example, dilated pupils also occur during conditions

of mental effort, extreme task focus and cognitive arousal thereby acting as a potential
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proxy for cognitive load [168]. In contrast, blink rate is typically reduced during reading

and other times of high cognitive load [169].

3.1.3 Eye-tracking in clinical settings

Eye-tracking has been used in clinical settings for both the direct diagnosis of medical

conditions in patients as well as the assessment of medical professionals. Examples

of the former include diagnosis of conditions such as attention-deficit/hyperactivity

disorder (ADHD), mild cognitive impairment, Alzheimer’s disease, amyotrophic lateral

sclerosis (ALS) and dementia [170, 171]. Eye-tracking studies of clinicians typically

fall into one of two categories: (1) assessment of performance in a task, often looking

for differences between novices and experts [172–174] and (2) assessment of clinician

interaction with some aspect of healthcare. This aspect might be, for example, a

surgical instrument, the electronic health record itself [175, 176] or medication labels

(looking to see if different styles of label are associated with different patterns of gaze

behaviour and thereby affect the likelihood of medication errors [177]).

Where eye-tracking studies have had a focus on AI, some studies have concentrated

on using the eye-tracking data as additional input into the AI with which to improve

diagnostic performance of the AI rather than interaction with the AI system per se. For

example, combining radiologist fixation data with chest radiographs to predict areas of

pathology on the image [178]. This has become a popular enough approach that specific

datasets now exist to facilitate reproducibility and encourage further development

of this topic [179]. In other cases, machine learning techniques have been used to

facilitate the analysis of eye-tracking data such as machine learning based classification

of radiologists into expert or novice experience categories [180]. Few studies have

focused specifically on using eye-tracking to assess human-AI interaction. One study

found that higher levels of AI support led to lower user cognitive workload [181]

while another found strong positive correlation between both user-AI agreement and
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self-reported perceived reliance on AI with gaze duration [182]. A study by Cioffi and

colleagues concluded that higher viewing efficiency was achieved when an AI-enabled

optical coherence tomography image support device was used by cardiologists while

performing coronary intervention (specifically reduced time to first fixation, reduced

total task duration and increased gaze duration within the region of interest [183]).

A rare example of eye-tracking used to assess human-AI interaction with a clinical

AI-driven decision support tool (as opposed to image support alone) is a randomised

trial by Arsiwala-Scheppach and colleagues [184]. They found that AI-supported

dentists, when compared to their non-AI supported colleagues, fixated sooner and for

longer on relevant image areas while also examining the images less systematically

than those without AI [184]. In other words, their viewing behaviour was more efficient

(which in non-AI circumstances is usually a characteristic discriminating experts from

novices).

In this study, I developed and tested a pipeline for recording and analysing free-

movement eye-tracking data of clinical experts interacting with XAI in a simulation

suite.

3.2 Methods

3.2.1 Simulation suite and XAI experiment

The details of the setting and conduct of the XAI aspects of the experiment are provided

more comprehensively in Chapter 4 (see section 4.2) as the emphasis in this chapter is

instead on the eye-tracking pipeline itself. In brief, physicians in the simulation suite

(see Figure 3.1) could encounter any of six patient scenarios, each paired with either a

safe or unsafe AI recommendation (independent variable) accompanied by four kinds

of explanations. For each scenario, physicians had to conduct an assessment, including

reviewing patient data and examination of the patient mannequin, before being queried
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by a nurse about intravenous fluid and vasopressor (norepinephrine/noradrenaline)

prescriptions for the next hour of the patient’s admission. After viewing the AI

recommendations and simultaneously presented explanations on a nearby large display,

physicians were then asked to affirm or alter their prescription doses (dependent

variable). Gaze detection was employed throughout.

Fig. 3.1 Simulation suite. (1) vital signs monitor, (2) AI screen, (3) physician, (4)
bedside nurse (played by experimenter i.e. me), (5) high-fidelity patient mannequin,
(6) bedside ICU data chart.

3.2.2 Equipment and software

I used non-invasive commercially available eye-tracking glasses (Pupil Core headset

and Pupil Labs software, Core, version 3.3), see Figure 3.2a. The Pupil Labs software

(Pupil Capture, version 3.5.7) was used to demarcate the pupil from raw video input

(see Figure 3.2b) and use this data to calculate where in the world-view the subject’s

gaze was directed. During each experiment, the glasses were connected to a laptop
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(Lenovo Thinkpad) which was placed into a lightweight backpack worn by subjects to

allow free movement around the simulation suite (and without trip hazard risk from

wired connections to a fixed computer).

Fig. 3.2 Eye-tracking glasses and pupils. Eye-tracking glasses in (a) and example of
pupil identification in (b).

3.2.3 Tagging regions of interest

Regions of interest (ROIs) were defined as surfaces within the simulation suite for which

recording gaze based attention data might shed light on the behaviour of a subject

interacting with XAI. This consisted of two categories: AI and non-AI (or traditional

clinical) surfaces (as one particular question that arises is whether physicians have a

different attention profile with AI versus traditional clinical surfaces).

The AI ROI consisted of the AI display screen itself (containing an AI treatment

suggestion in the centre with four explanations in each corner of the screen). This

surface was further subdivided into five regions (corresponding to the AI suggestion

alone and each of the four explanations). The non-AI (traditional clinical) surfaces

included a patient mannequin (Simman 3G, Laerdal Medical, Stavanger, Norway),

a clinical vital signs monitor and a paper ICU chart containing daily patient data

including blood results, drug infusions and ventilator settings among many other data

features.

Each ROI was connected to at least one (but in some cases multiple) QR codes

known as April tags (see Figure 3.3) that could be recognised by the Pupil Labs
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software. These tags allowed for post-processing identification of surface data and

delineation of surface boundaries (i.e. they facilitated the drawing of ROI boundary

boxes during post-processing).

Fig. 3.3 April tags. April tags are QR codes used to identify regions of interest during
post-processing.

April tags came in three sizes (30, 60 and 100mm squares) for use depending on

how far away the surface was likely to be from the world-view of the subject. A smaller

tag was appropriate for close surfaces so as not to cover too much of the ROI while

a larger tag was required for more distant objects. The white margin around each

tag was also essential for correct identification by the Pupil Labs software. Given the

free-movement nature of the task (i.e. a surface might be both near and far from the

subject’s world-view perspective at different points in the task) I opted to use a range

of sizes for some surfaces such as the patient mannequin and ICU paper chart.
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Another complicating consequence of the free-movement environment was that

subjects could view ROIs from different angles too. This was less likely for certain

ROIs (those that were intrinsically flat such as the AI screen and the paper ICU chart)

and more likely for the patient mannequin which could be approached from either side.

This necessitated multiple April tags to cover all potential viewing angles.

3.2.4 Calibrating eye-tracking glasses to the subject

Calibration of the eye-tracking glasses to each individual subject was necessary for (i)

optimal identification of pupil position and (ii) for correctly calculating gaze position

based on the video from the world-view camera. For the first of these two steps, each

of the pupil cameras on the glasses could be adjusted in two planes of movement. This

allowed me to ensure that the image of the eye was in the centre of each camera’s video

output and that the software had correctly delineated the pupil with a red circle (see

Figure 3.2b).

For the second of the two calibration steps, two gaze-to-target exercises were

conducted. The first exercise was a static gaze-to-target task in which the subject

was asked to stand with their eyes 60cm from a blank laptop screen. Five circular

markers sequentially appeared on the screen, one after another, with each in a different

corner of the screen and the final marker in the centre of the screen. The subject

was instructed to keep their head still and move only their eyes to ensure that their

gaze fell upon each marker as it sequentially appeared. Once the Pupil Labs software

had confirmed gaze upon the relevant marker, it would disappear and reveal the next

marker. This was the ’screen marker’ mode on the Pupil Labs calibration system.

For the second exercise, another gaze-to-target exercise was conducted but this one

was depth-based incorporating standing at 1 metre distance initially and then 2 metre

distance from a 60-inch display screen. At each distance, nine simultaneous circular

markers were displayed on the screen in a 3x3 geographical configuration. The subject
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was instructed to again keep their head still and move their eyes to focus gaze on the

marker in the top left of the screen. Sequentially, they were instructed to move their

gaze to the next marker along from left to right in each row and then from the first row

to the last row. The change in depth ensured that calibration was optimised across a

range of potential distances from subject to target ROI (which facilitated eye-tracking

in the free-movement environment of the simulation suite). This exercise used the

’natural features’ mode on the Pupil Labs calibration system with each marker being

manually selected as a natural feature in turn. Total length of calibration ranged from

10-15 minutes depending on whether any repetition was required.

3.2.5 Post-processing of videos using proprietary Pupil Labs software

Raw video recorded from all three cameras underwent real-time processing by the Pupil

Labs software to calculate gaze position. However, post-processing (defined here as

processing performed after the completion of the real-time recording) was still required.

The initial post-processing took place within the Pupil Labs software suite. First, each

video underwent a manual review (typically at between 2x and 3x watching speed with

pauses or slow-down to real-time at any points of interest). The primary purpose of

this review was to act as an initial quality assurance step with poor quality videos

excluded for further analysis. There were two main reasons for video exclusion at this

stage. First, a key ROI (e.g. AI screen or ICU chart) was not appropriately captured

in the world view. This occurred because the world-view camera recorded in ultra-wide

aspect ratio and therefore the vertical height of the recording was not always large

enough in scope to capture the full panoramic view of the person. Second, videos with

extremely poor detection of one or both pupils to the extent that less than 50% of the

recording had a gaze position calculated.

The timings for the start and end of each scenario within the XAI experiment as

well as the time of AI suggestion reveal were also extracted during manual review of
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each video and recorded separately. The start of a scenario was defined as the first

frame with the simulation suite door open while the end of a scenario was defined as

the first frame with no visible simulation suite door.

The next step in the post-processing pipeline involved manually drawing boundary

boxes for ROIs of interest. Each boundary box defined the ROI surface and was linked to

one or more April tags. Manual review of each recorded video was performed to ensure

that boundary boxes were consistently positioned over the actual ROI throughout

the video. Finally, offsetting corrections (if required) were made. Where there had

been an issue with calibration resulting in a fixed offset of gaze that was identical

throughout the video, this offset was corrected. Alternatively, where there had been a

new offset in gaze at some point during the recording, this offset was also corrected

from the point it occurred. This second scenario typically occurred if, for example,

a subject inadvertently moved the eye-tracking glasses slightly while touching their

head. Despite subjects being reminded not to touch the glasses or their head after

calibration, this nonetheless occurred in a few cases.

3.2.6 Post-processing of gaze data using Python

Tables D.1, D.2, D.3, D.4 and D.5 in Appendix D list the raw eye-tracking data

exported from the Pupil Labs software for each subject’s video. These data were then

further processed by a customised Python pipeline I wrote. The final product is a

cleaned master dictionary with each entry in the dictionary corresponding to a subject

and containing a dataframe of processed eye-tracking data for the subject.

The key aspects of this pipeline were as follows. First, for each subject an empty

dataframe was created with a single row per frame of video. Each row was then

classified according to whether it was part of one of the six experiment trials (in which

case the trial number was recorded) or whether it was not (i.e. the subject was in

between trials).
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Next, each frame was populated with raw eye-tracking data in a manner that

facilitated analysis. Minimum and maximum gaze timestamps were used to compute

the duration of each frame. Custom functions were applied to annotate each frame with

case, AI reveal, and safety status. The area and position of ROIs within the world-view

was handled by parsing raw transformation matrices of position and applying these to

calculate corner coordinates. These corners provided the 2D world-view positions of

the ROI per frame of video. Area of the ROI was also calculated per frame.

Gaze distance was computed by calculating the Euclidian distance between con-

secutive gaze points (where the recorded data confidence of both X and Y values was

greater than 0.6 (0 to 1 scale). Blink data were processed to remove blinks where the

recorded data confidence was less than 0.15 or where the duration of a blink was greater

than 1 second. All confidence values and cut-off points for data were designed to

maximise the trade-off between dropping low-quality data and not excessively dropping

data that could meaningfully contribute to the analysis. At the end of this process, the

following eye-tracking metrics were available for analysis: (i) gaze duration, (ii) gaze

speed, (iii) fixation count, (iv) fixation duration, (v) saccade duration, (vi) saccade

amplitude, (vii) saccade velocity, (viii) pupil diameter, (ix) blink rate.

Gaze per ROI was also analysed in an alternate manner that adjusted for ’visual

real-estate’ (i.e. the proportion of a subject’s world-view that the ROI occupied). This

was done by comparing the proportion of gaze on the ROI that would be expected

by chance alone and comparing this to the proportion of actual gaze. So if an ROI

occupied 25% of the visual field for 50% of the time, then we would expect the gaze to

fall within the ROI, by chance alone, 12.5% of the time during the experiment. By

then comparing this 12.5% ‘random gaze’ figure against the actual gaze proportion, a

ratio could be calculated for the relative importance of ROIs that is adjusted for the

proportion of world-view occupied by an ROI (thereby allowing a fairer comparison
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between ROIs that might be of different sizes and positions as a subject moved around

the simulation suite).

3.3 Results

Of 38 doctors recruited to the experiment, 19 had data of sufficient quality to include for

eye-tracking analysis (13 male, 6 female). Mean age was 33 years (standard deviation

(SD) 6 years). Reasons for exclusion of the other 19 were as follows: 13 were too low

quality (4 had part of a key ROI cut off in the world-view camera, 2 had an issue

with pickup of at least one pupil while 7 had an issues with pickup of both pupils), 2

had corrupted software files due to use of an alternative laptop, 2 had hardware issues

(laptop failed to boot or recording failed), 1 failure of the sim suite control centre meant

that the vital signs monitor was not operational and 1 subject declined to wear the eye-

tracking glasses due to the glasses physically feeling uncomfortable to them. In general,

contact lenses and even physical glasses worn underneath the eye-tracking glasses were

not an absolute contra-indication (2 of 5 subjects wearing glasses had eye-tracking data

of sufficient quality to include). Of 19 subjects included for the eye-tracking analysis,

13 required minor offset adjustment and 4 required offset adjustment to only part of the

video (i.e. the subjects likely touched the eye-tracking glasses inadvertently after the

calibration had been performed). Gaze heatmaps over ROIs are shown as an example

for one subject in Figure 3.4. An example video of how the eye-tracking was performed

is available on YouTube: https://www.youtube.com/watch?v=V3tM7nelvS8

3.3.1 Gaze

Mean gaze distance for all six patient scenarios subjects undertook in normalised

units is displayed in Figure 3.5a stratified by whether the subject was junior or senior

(defined as greater than 1 year experience in ICU). Gaze distance correlated with time

https://www.youtube.com/watch?v=V3tM7nelvS8


3.3 Results 73

Fig. 3.4 Video post-processing. In (a), April tags (highlighted in green) are auto
detected and allow regions of interest (ROIs) to have manual bounding boxes drawn.
In (b), heatmaps are shown for gaze proportion within each of the annotated ROIs
(where red represents high duration of gaze and blue represents low duration of gaze).

taken (i.e. distance was longer for subjects who took longer to complete a trial) so I

adjusted for time by instead also assessing gaze speed (see Figure 3.5b). Mean speed

by senior participants was 1.4 normalised distance units per second (SD 0.9, 95% CI

0.7 to 2.2) and mean speed for junior participants was 1.2 normalised distance units

per second (SD 0.7, 95% CI 0.7 to 1.6). The vast majority (98%) of the variance in

gaze speed was attributable to inter- rather than intra-subject differences as expected.

3.3.2 Fixations and saccades

Mean fixation duration overall was 149 ms (SD 7.7 ms) with no major difference seen

due to experience level or whether the patient scenario was coupled to a safe or unsafe

AI suggestion (see Figure 3.8a). Mean number of fixations was 636 overall (SD 540,

95% CI 549 to 722). Mean saccade duration overall was 130 ms (SD 53 ms, 95% CI 104

to 155) with no major difference seen due to experience level or whether the patient

scenario was coupled to a safe or unsafe AI suggestion (see Figure 3.8b). Similar results

were seen for saccade amplitude and saccade velocity (see Figure 3.8c and Figure 3.8d

respectively).

The ratio of fixation duration to saccade duration is sometimes used as a proxy for

cognitive load (ratios greater than 1 indicating greater cognitive load and vice versa),
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Fig. 3.5 Gaze distance and speed. Mean gaze distance by subject in (a) and mean
speed by subject in (b).

hereafter referred to as the FS ratio. The FS ratio is displayed in Figure 3.9 stratified

by safety status of the scenario and experience level of the subject. The main findings

are that cognitive load is lowest on the patient mannequin and similar for the ICU

data chart, vital screen monitor and the AI screen. Within the ICU data chart, the

FS ratio is significantly larger for senior doctors than junior doctors (senior FS ratio

2.45 versus 1.27 for juniors, p<0.001). This was the most data rich of the four major

surfaces.

3.3.3 Visual real-estate adjustment

Despite physicians moving around the simulation suite and the ROIs being different

sizes within the world-view video, the adjustment performed for visual real-estate

enabled a fairer like-for-like comparison. The corner coordinates calculated by parsing

raw transformation matrices of position can be seen in Figure 3.10 which shows an

example of the delineation of the AI screen ROI over a period of 500 frames (limited

to 500 for illustrative purposes so that the lines can be made out easily). Each red
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Fig. 3.6 Demonstration of fixations, saccades and scanpath. The four images from
(a) to (d) cover 4 frames of video. In (a), the red dot within a green circle and yellow
bounding box represents a fixation on the lower left corner of the vital signs monitor.
In (d), the subsequent fixation is on the lower edge of the AI suggestion near the centre
of the AI screen. In between these 2 fixations, the scanpath (i.e. path of saccadic
movement between fixations) can be seen as the subject directs their vision from left
to right. In all 4 images, the raw pupil position is visualised in the top left corner with
red dots marking detection of the pupil centre.
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Fig. 3.7 Fixations on various surfaces. In (a), a fixation is shown over the data where
the blood pressure is recorded on the ICU chart which happens to line up with the
subject’s finger. In (b), the subject is speaking to the bedside ICU nurse (experimenter
role played by me according to a standardised script. In (c), the subject is examining
the patient mannequin and a stethoscope can be seen at the bottom of the image with
a fixation close to the point at which the subject is auscultating the mannequin’s chest.
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Fig. 3.8 Fixation and saccade metrics stratified by trial safety status and experience
level.

outline represents the area taken by the ROI as a proportion of the total world-view

over a single frame of video.

For all ROIs except the patient mannequin, there was a significantly higher actual

than chance gaze proportion (p<0.001 for all comparisons except patient mannequin, see

Figure 3.11). The ratio of actual to chance gaze was 6.5, 1.6, 12.5 and 1.3 respectively

for the major ROIs (AI screen, ICU chart, vital signs monitor, patient mannequin).

The ratio of actual to random gaze was 6.1, 4.2, 5.3 and 3.3 respectively for the XAI
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Fig. 3.9 Fixation to saccade duration ratios stratified by trial safety status and
experience level.

ROIs (training examples, Q-value difference, mortality, feature importance) (see Figure

3.12).

3.3.4 Blink rate

Mean blink rate per minute is displayed in Figure 3.13 stratified by safety status of

the scenario and experience level of the subject. Mean blink rate was lowest for the

ICU data chart, highest for the AI screen and similar for patient mannequin and vital

signs monitor. There was a significantly lower blink rate by junior clinicians on the

patient mannequin (mean 9.1 junior versus 18.8 senior, p=0.017).

3.3.5 Pupil diameter

Pupil diameter was heavily confounded by ambient lighting and was therefore not used

for formal analysis. An exemplar plot of pupil diameter over time for one subject is

shown in Figure 3.14 with green lines indicating the start of a patient trial and pink
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Fig. 3.10 Position of AI screen ROI over 500 frames. The corner coordinates (calculated
by parsing raw transformation matrices of position) are joined to form a rectangle
representing the ROI (in this case the AI screen). Are per ROI can then be calculated
both in absolute terms and relative to the total world-view area. This example has
been limited to 500 frames for illustrative purposes so that the lines can be made out
easily.

lines marking the end. In between trials, the subject waited outside the simulation suite

to be called back in. This area was more dimly lit and the association with increased

pupil diameter can be clearly seen in the intervals between trials (i.e. the short regions

between pink and green lines). The consistent region of low pupil diameter corresponds

most strongly to the time spent assessing the patient mannequin which was quite well

lit (nearly directly under one of the ceiling lights in the simulation suite).

3.4 Discussion

3.4.1 Summary of results

This chapter demonstrates the feasibility of performing free-movement eye-tracking on

doctors within a high fidelity simulation suite as a means of evaluating their interaction
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Fig. 3.11 Gaze proportion per ROI. Mean and SEM error bars. Chance gaze is the
proportion expected based on the area occupied by an ROI within the visual field (i.e.
if ROI takes up 50% of the screen, 50% of the time, we would expect gaze to fall within
it 25% of the time by chance alone). Actual gaze is the proportion observed during
the experiment. Significance levels are one star for p<0.05 and three stars for p<0.001
(based on Student’s t-test).

Fig. 3.12 Ratio of actual to chance gaze per ROI. Chance gaze is the proportion
expected based on the area occupied by an ROI within the visual field. Actual gaze
is the proportion observed during the experiment. Both are displayed separately in
Figure S1, here the ratio of the two is displayed.
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Fig. 3.13 Blink rate stratified by trial safety status and experience level.

with an XAI-driven decision support tool. I was able to successfully construct a pipeline

for (i) acquiring eye-tracking data, (ii) conducting post-processing and (iii) automating

scripts for analysis of common eye-tracking metrics. I also assessed a novel metric

for visual real-estate that took into account size of the ROI. In summary, the main

findings (non-XAI related in this chapter, see Chapter 4 for XAI findings, section

4.3) included that senior doctors had a slightly higher gaze speed than juniors while

gaze distance expectedly correlated with task duration. Fixation and saccade metrics

showed no significant differences based on experience level or safety status of the

AI suggestion. Cognitive load (via the fixation to saccade ratio) was lowest on the

patient mannequin (expectedly as it is not a real patient and therefore has less clinical

information available), with senior doctors exhibiting higher load ratios on the ICU

data chart, the most data rich of the ROIs.

Adjusted visual real-estate analysis revealed significant differences between actual

and chance gaze proportions across all ROIs except for the patient mannequin. Again,

this result for the patient mannequin is not necessarily surprising given the artificial
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Fig. 3.14 Pupil diameter over time for a single subject. Green lines represent the start
of each of the 6 trials. Purple lines represent the end of each of the 6 trials. The light
blue shading shows the raw pupil diameter data with the dark blue line representing a
100 moving average of the same data.

nature of the simulation suite and might be different in a true clinical environment

with a real patient.

3.4.2 Limitations

There are several practical limitations to eye-tracking as performed in this experiment.

First, while the simulation suite is superior in fidelity to a vignette format, it still does

not compare to the granularity of a real medical environment (the extensive clinical

implications of this point are discussed in more detail in Chapter 4, see section 4.4). A

simulation suite evaluation would be only an initial step in a multi-study pathway for

assessing an AI-driven decision support tool that would also require real-world clinical

studies. In this experiment, I was most concerned with the practical implications of

performing eye-tracking in a simulation environment. The main limitations of my

approach include issues that can be broadly categorised to hardware, software and the

approach to analysis of the eye-tracking data.
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From a hardware perspective, the eye-tracking glasses I used had to be continuously

connected to the laptop for recording. While subjects were still able to walk around

the simulation suite freely, this was clearly more uncomfortable for them than had they

been wearing glasses alone and was directly responsible for technical failures in two

cases (one recording failure due to actual disconnection of the wire between glasses

and laptop and one failure of recording due to battery drainage in the laptop). One

participant also declined to wear the eye-tracking glasses. Furthermore, subjects had

to wear a backpack containing the laptop that the eye-tracking glasses were connected

to which may also have contributed to discomfort. A recording was only actually saved

to disk at the conclusion of each experiment which exposed data to significant risk

if any problems (such as wire disconnection) occurred mid-experiment. Finally, the

calibration step added at least 10 minutes to each experiment which had to be factored

in when deciding how many subjects could be scheduled to undertake the experiment

on a single day.

From a software perspective, poor pick-up of pupils in many subjects meant that

the number contributing eye-tracking data to the analysis was far below the total

number recruited into the experiment. This had implications for statistical power

(see Chapter 4, section 4.4) which limited the conclusions I could draw from some of

the analyses. It is also possible that bias could have been introduced if there was a

systematic cause underlying the exclusion of participants. This did not seem to fall

along gender or experience criteria - 13/19 male doctors had gaze data (68% male

compared to 66% male in the overall sample), 6/19 senior doctors had gaze data (32%

senior compared to 55% senior in the overall sample). Anecdotally, it was not easy

to predict in advance which participants were likely to have poor pupil pickup. The

restricted vertical dimensions of the world-view camera (ultra wide-screen) risked some

ROIs being missed if, for example, the subject was especially tall and required extra

time during the pre-calibration steps to ensure optimal positioning of the world-camera.
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Pupil diameter was not used for further analysis owing to obvious confounding by

ambient light. However, there are potential software solutions that can correct for

ambient light and thereby potentially isolate pupil changes related to cognitive load

alone. One such example is a proprietary algorithm known as the Index of Cognitive

Activity [185].

From the analysis perspective, some time-consuming steps in the pipeline were not

automated. For example, performing quality control by manually reviewing videos

and the requirement for annotation of ROI boundary boxes. Given recent advances in

AI-driven object recognition/segmentation from videos [186], it is certainly possible

that these steps could be automated in future (or at least semi-automated and thereby

considerably reduce the resource cost of performing eye-tracking within XAI evaluation

studies). Lastly, audio recordings were not collected in this experiment but would have

been a valuable source of additional data (potentially in conjunction with a think-aloud

study protocol where subjects are encouraged to verbalise their thinking process). This

audio data could have been auto-transcribed to text and used for a thematic analysis.

There are examples in the literature that combine eye-tracking with a think-aloud

methodology [187].

To apply eye-tracking in a real-world clinical environment would likely also require

a more detailed consideration of ethical aspects of the study to account for inadvertent

capture of other patients and staff into videos who might not necessarily have been

directly consented. This issue would not be insurmountable as there are, for example,

TV shows that have filmed in UK emergency departments and which used an opt out

and blurring system for people who did not provide explicit consent to be filmed. The

impact of the Hawthorne effect (i.e. a change in behaviour attributable to a subject’s

knowledge of being observed) might affect ecological validity and would need mitigation

too.
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3.4.3 Conclusion

Measuring a neuro-behavioural marker of human interaction with XAI addresses a key

weakness of the self-reported data from the previous vignette experiment. However,

two significant challenges remain before this approach can be scaled up and applied

routinely for evaluating AI-driven decision support tools. First the fact that only 50%

of subjects recruited into the simulation experiment were able to contribute eye-tracking

data of sufficient quality places a major constraint on sample size recruitment and

statistical power. The other challenge is the high resource cost of performing such

studies which may be mitigated if more of the pipeline can be automated in future.





Chapter 4

Eye tracking of physicians interacting

with safe and unsafe XAI

This chapter is closely based on two published manuscripts. I am first author on

the first of these manuscripts and joint first author on the second manuscript (my

supervisors are co-authors on both). All analyses presented in this chapter are my own.

Eye tracking insights into physician behaviour with safe and unsafe explainable AI

recommendations, published in npj Digital Medicine [188].

Safety of human-AI cooperative decision-making within intensive care: a physical

simulation study, published in PLOS Digital Health [189].

4.1 Introduction

As discussed in Chapter 1, the medical setting is an example of a high risk decision

environment with similarities to other high-stakes settings (e.g. nuclear power plants,

military, airlines) [190, 191]. This contrasts with many XAI evaluations in the computer

science literature focused on low-stakes decision environments (e.g. quizzes, Atari

games) [192]. There are unfortunately only a limited number of XAI evaluations with

clinical end users (i.e. the target audience) [193], few of which have assessed physician
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behaviour within a high-fidelity (i.e. more realistic or life-like) setting. The previous

chapter (see Chapter 3) established the feasibility of eye-tracking as a useful neuro-

behavioural marker of human interaction with XAI. For eye-tracking to be effective,

it should be deployed in a setting that closely resembles real-world clinical practice

(i.e. as high fidelity as possible while still permitting experimental standardisation

[194, 195]). Combining eye-tracking with such a setting allows for a more granular and

detailed assessment of the physician-XAI interaction dynamic compared to existing

medical XAI studies.

In this chapter, I tested four types of simultaneously presented AI explanations

on clinicians in a high-fidelity simulation suite aiming to quantify how XAI influences

prescription decision behaviour in a high-stakes decision environment. The primary

research question was whether the attention placed on XAI is greater when clinicians

encountered an unsafe versus safe AI suggestion (which might have suggested that

the XAI is within the causal pathway used to disregard the unsafe AI advice). Two

secondary questions were: (i) whether self-report data correlated with attention as

proxied by eye-tracking (a lack of correlation would support the idea that self-reports

are unreliable for evaluating XAI interaction), and (ii) whether physician attention

profiles (i.e. their patterns of attention in specific situations or tasks) correlated with

practice variation or the tendency to follow AI advice. Investigating these correlations

is important because identifying individuals more or less likely to deviate in prescribing

behaviour or follow AI advice could aid in developing personalised AI decision-support

tools. For example, if eye-tracking data could identify physicians who are consistently

two standard deviations away from their peers on prescribing decisions, some hospitals

might want to target decision support tools that reduce unwarranted practice variation

specifically to such users. This is especially true given that a common aim for clinical

decision support tools is to reduce unwarranted practice variation [196]. Identification of

physicians who are outliers might allow better individualisation of AI decision-support
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tools. Or if eye tracking data were predictive of which physicians were more or less

likely to heed AI advice, then AI decision support tools could be individualised to

different explanation types on such users to learn if their adherence could be increased.

4.2 Methods

4.2.1 Piloting of simulated sepsis cases

This experiment was pitched at evaluating technology readiness level (TRL) 5-6

(basic validation of technology model or prototype in a relevant environment) [197].

Six simulated ICU patient scenarios were created. The rationale behind selecting

these cases was to use typical clinical scenarios with sepsis common to the UK ICU

experience (urosepsis, pneumonia, intra-abdominal sepsis secondary to GI perforation,

COVID-19, necrotising fasciitis, endocarditis). The physicians would then perform an

abbreviated virtual ward round within the simulation suite. Prior to the experiment,

the six simulated scenarios (designed by the three doctors, of which I was one, in

our investigator team) were piloted on seven doctors from the Critical Care Research

Group of Imperial College London. Each doctor reviewed a subset (4 of the 6) cases.

For each case, there was a safe or unsafe AI suggestion. Doctors in this pilot were

asked to rate whether they would intervene to stop the treatment suggestion if it were

to be automatically administered. Agreement was calculated by the total proportion

of doctors that would correctly stop an unsafe AI suggestion and correctly not stop a

safe AI suggestion. With seven doctors reviewing four cases each and evaluating two

treatment suggestions per case, there were 56 data points in total, of which 52 were

’correct’ resulting in 93% overall agreement with the safe/unsafe ratings. This was

deemed satisfactory to proceed with the scenarios for the main experiment.
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4.2.2 Simulation experiment

Physicians who participated in the experiment first completed a standardised experi-

ment briefing (see appendix E) and a pre-experiment questionnaire on demographics

and attitudes towards AI (see appendix E). They were then taken into the simulation

suite for orientation before conducting the eye-tracking calibration exercises (see Chap-

ter 3 Methods, section 3.2). Eye-tracking was conducted throughout the experiment

as detailed in the Chapter 3 Methods, section 3.2). I played the role of the bedside

ICU nurse throughout all scenarios. Within each of the six scenarios, physicians

were tasked with performing an assessment, which included reviewing the available

patient data and examining the patient mannequin. Afterward, they were asked by the

bedside nurse for a fluid and vasopressor prescription for the next hour of the patient’s

admission. Furthermore, they were asked to rate the following: (i) their confidence in

the prescription decision being optimal for the patient on a 10-point Likert scale and

(ii) whether (or not) they would like to seek a second opinion from a senior physician

(or, in the case of senior physicians, another senior physician). Responses from the

physician were recorded by a member of the research team not taking part in the

experiment.

Physicians were then shown the AI recommendation along with four simultaneously

presented explanations on a large display adjacent to the patient bed. They were

subsequently asked to confirm or change their prescription doses. To mitigate the

potential negative impact of unsafe AI suggestions on a doctor’s confidence in future

scenarios, I (i) ensured that the first scenario any physician encountered was always a

safe scenario and (ii) used a trial matrix that had different physicians encounter the

unsafe scenarios in different orders (see Figure E.1).

They were then asked for the following (i) their agreement with the AI suggestion

(on a 5-point Likert scale), (ii) their confidence in the updated prescription decision

they had made (on a 10-point Likert scale), (iii) whether or not they would like to seek
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a second opinion from a senior physician (or in the case of senior physicians, another

senior physician) and (iv) whether (or not) they would stop the AI recommendation if,

hypothetically, it were to be automatically administered to the patient. The aim of

this final question was to draw out the nuance between merely disagreeing with an AI

suggestion but not necessarily considering it a danger to patient safety. The nuance

between these two questions was very clearly introduced and explained to physicians

during the pre-experiment briefing.

Influence of AI was calculated on a continuous scale from 0 (completely ignoring

advice) to 1 (completely relying on advice) using the formula [(final estimate—initial

estimate) / (advice – initial estimate)] per work by Yaniv et al. [141]. The analysis

was also repeated using an alternative metric: the distance between a physician’s

final prescription (after viewing the AI recommendation) and the value of the AI

recommendation for any given trial/scenario. A higher distance would suggest that

the physician was less adherent to the AI advice, and vice versa.

4.2.3 Experiment conditions

Each of the six patient scenarios could be encountered by a physician under one

of two conditions (pseudo-randomised order per trial matrix, see appendix E): safe

AI recommendation (four cases) or unsafe AI recommendation (two cases). The

categorisation of recommendations to safe or unsafe was based on extreme over- or

under-dosing of fluid and vasopressor as per previous work from our group [198]. The

unsafe arm was further divided into two types: standard unsafe and incentivised

unsafe. In the latter, after the physician had reported whether or not they would stop

the AI recommendation if it were automatically administered, I (in my role as the

bedside nurse) was permitted three attempts (all following a standardised script, see

Table 4.1) to verbally try and convince them to change their mind. The rationale for

the incentivised condition was to assess how human interactions affect AI-supported
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decision-making. After all, the ICU is a multi-disciplinary team environment where

physicians would very likely encounter AI-driven recommendations during ward rounds

or other settings where clinicians interact and have the potential to influence (i.e. bias)

each other.

Theme If participant WOULD override

unsafe AI suggestion

If participant WOULD NOT over-

ride unsafe AI suggestion

Volume of

patient data

“But hasn’t this AI seen thousands

more patients than we have? Are

you really sure you’d override it?”

“But how do we know that the

AI has seen a patient like the one

we’ve got here? Are you really sure

you’d allow this suggestion to be

acted on?”

New technol-

ogy

“But what’s the point of having

new technology in the hospital if

we aren’t going to make the most

of it to help our patients?”

“But do we really understand how

this AI was designed or made

though?”

Medicolegal

implications

“But what if something goes wrong

and the patient or their family see

that we went against the AI? How

protected or vulnerable would we

be?”

“But what if something goes wrong

and the patient or their family see

that we followed a computer sug-

gestion instead of our own judge-

ment? How protected or vulnera-

ble would we be?”

Table 4.1 Nurse challenge verbal prompts.
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4.2.4 Explanation modalities

The AI recommendations themselves were synthetic given that the purpose of this

experiment was to test interaction dynamics between physician and AI (rather than

a specific AI system per se). The explanations for both safe and unsafe conditions

in the same patient scenario were identical. If I had instead varied the explanations

between safe and unsafe conditions, this would introduce another factor (explanation

quality) which would have inadvertently created more arms in the experiment (e.g. 12

arms in the experiment by Shafti and colleagues; AI performance good/bad (2) x AI

explanation good/poor/none (3) x explanation in training (2) = 2x3x2 = 12 arms)

[150]. I felt the simpler and more intuitive choice for this early exploratory study was

therefore to not vary the explanation between safe and unsafe scenarios but this is

acknowledged as a limitation (covered in greater detail in the discussion, see section

4.4).

Four types of explanations were constructed (all based on realistic explanation

types that have been applied in reinforcement learning). As described in Chapter 1

(see section 1.2), offline reinforcement learning is a variant of reinforcement learning

where an agent learns from a fixed dataset of previous interactions, consisting of states,

actions, and rewards, without real-time environmental feedback. This approach aims

at maximising cumulative rewards based on historical data, enabling decision-making

in situations where direct interaction is impractical or risky.

The first explanation type was the Q-value difference. This approach leveraged the

fact that once training is complete, the reinforcement learning (RL) Q table contains Q

values for any given state-action pair. The optimal action is the one with the highest

Q value for any given state. However, the difference between this highest Q value and

the alternatives might be small or large. If large, then there is much higher anticipated

value from following the recommended action compared to an alternative. This was
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dichotomised arbitrarily from a continuous value to make interpretation more simple

for clinical users not familiar with the nuances of reinforcement learning and Q-values.

The second explanation type used mortality predictions. This approach leveraged

the fact that mortality can be predicted for any given state in the RL state space.

Therefore the impact of different dosing strategies that might result in transition to

alternative states with different predicted mortalities can be displayed to the subject

to highlight how alternate strategies might change the risk of death.

The third explanation type used was feature importance. This approach used the

fact that the state space for RL based sepsis algorithms is commonly constructed using

a k-means clustering algorithm to enable dimensionality reduction. Per the description

in the Chapter 2 Methods (see section 2.2), this was exploited to rank features in terms

of their proximity to the cluster centroid (or average state feature values) given that

the archetypal patient for whom an RL agent policy action would most apply is a

patient who is most typical of that state. Subjects could then be shown the top five

ranked features contributing to state assignment.

The fourth explanation type concerned the most influential training examples. This

approach used the fact that the difference in Q values for any given state-action pair

between one iteration of Q-learning and the previous iteration reflects how valuable

the currently seen training episode is for learning the optimal action (for any given

state). This is similar to how instance-based explanation used in deep learning for

imaging XAI where the explanation consists of showing similar image instances to the

training instance to explain why a particular image classification has been made, see

Figure 4.1 [199]. The algorithm I created is shown below in Algorithm 1.

A natural criticism that arises is whether the episodes with the largest Q-differences

are heavily impacted by the order in which training episodes are seen. I evaluated

this by adjusting the code to utilise parallelised multi-core processing, aggregating

the results of multiple runs to compute combined logs and summaries of Q-learning
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Fig. 4.1 Example of instance-based XAI in imaging. Image of a clay colored sparrow
and how parts of it look like some learned prototypical parts of a clay colored sparrow
used to classify the bird’s species. Reproduced with kind permission from Professor
Cynthia Rudin’s paper on explainable deep learning for imaging using instance-based
explanations [199].

outcomes. Two metrics were assessed: (i) the convergence metric represents the

average proportion of times that the most frequent episode appears for each state-

action pair across all runs up to that point. It measures the global dominance of

specific episodes over the entire history of the algorithm’s execution. And (ii) the

Jaccard similarity measures the average overlap of episodes for each state-action pair

between two consecutive runs. It quantifies the local consistency of the algorithm’s

Algorithm 1 Q-Learning with Influential Episode Tracking.
create empty Q table and Q-difference table (both indexed by Q(S,A) tuple)
for 500,000 episodes do

select random training episode
for each time-step in episode do

perform Q-learning update
if Q difference is among top 3 for this state-action tuple then

Update Q-difference table with this episode’s ID
end if

end for
end for
return a dictionary of top 3 influential episodes per Q(S,A) tuple
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behaviour from one iteration to the next, independent of the overall history. The

formal definitions for both are available in appendix E.

The data for both metrics are shown in Figure 4.2 and suggests that the algorithm

is repeatedly identifying a core set of important episodes for each state-action pair. In

Figure 4.2a, the episode dominance decreases from just over 70% to approximately

58% but stabilises at this level. In Figure 4.2b, the Jaccard similarity remains constant

between comparisons of consecutive runs (i.e. there is around 58% similarity of most

influential episode between any two consecutive runs). The implication of this is that

the most influential episodes are not identified at random but instead converge to a

core set encompassing just over half that are not affected by the order in which training

occurs. For our purposes, this is reasonable enough to use as an explanation modality

as we are not necessarily interested in identifying the definitively most influential

episodes but rather proving that there is consistency over time.

Fig. 4.2 Consistency assessment for instance-based XAI. An assessment of consistency
between episodes identified as most influential over 42 runs of the algorithm listed in 1.
In (a), the convergence metric is displayed which represents the average proportion of
times the most frequent episode appears for each state-action pair across all runs up
to that point. In (b), Jaccard similarity is shown which measures the average overlap
of episodes for each state-action pair between two consecutive runs.
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4.2.5 Participant recruitment and experiment conduct

ICU physicians were recruited as participants using both convenience sampling and

targeted advertising to a local NHS trust (Imperial College Healthcare NHS Trust).

The following inclusion criteria were used: (i) practising physician, (ii) has worked

for at least 2 months in an adult ICU, (iii) currently works in ICU or has worked in

ICU within the last 6 months. Electronically recorded informed consent was obtained

from all physicians. Each experiment lasted approximately 60 minutes in total and

participants were compensated for their time. The study was approved by the Research

Governance and Integrity Team (RGIT) at Imperial College London and the Health

Research Authority (Ref: 22/HRA/1610). All physicians were debriefed at the end of

the study on the synthetic nature of the AI suggestions so as not to bias their opinions

of future interactions with AI-driven decision support tools.

4.3 Results

Nineteen ICU physicians with eye-tracking data available were included (13 male, 6

female). Mean physician age was 33 years (standard deviation (SD) 6 years). Mean

ICU experience was 3.6 years (SD 4 years, range 2 months to 14 years), see Figure 4.3a.

The attitudes to AI from the pre-experiment questionnaire (see Figure 4.3b) followed a

similar pattern to the study population from the vignette experiment (see section 2.3).

All physicians completed the task successfully with a mean scenario completion time

of 5.4 minutes (SD 1.2 minutes). The mean practice variation for fluid was 217 ml/hr

(SD 205 ml/hr) and for vasopressor was 0.04 mcg/kg/min (SD 0.04 mcg/kg/min).

4.3.1 Eye-tracking metrics

There were significantly more gaze fixations for the AI screen during unsafe versus

safe scenarios (mean 962 [95% confidence interval (CI) 861 to 1063] vs. 704 [95% CI



98 Eye tracking of physicians interacting with safe and unsafe XAI

Fig. 4.3 Physician experience and attitudes. Physician experience levels in (a) and
answers to AI attitude questions in (b).

593 to 814] respectively, p=0.002, Figure 4.4b). However, there were no appreciable

significant differences in the number of gaze fixations between the simultaneously

presented different XAI modalities for either safe (mean 75 [95% CI 59 to 90]) or

unsafe (mean 94 [95% CI 77 to 111]) scenario (Figure 4.4c) as the difference for the

AI screen was driven almost entirely by the AI recommendation. However, a post-hoc

power calculation suggested insufficient power to detect a significant difference with

the recruited sample size. Gaze fixations stratified by both safety status and seniority

of ICU physician are shown in Figure 4.5. The difference between number of gaze

fixations on the AI screen between safe and unsafe scenarios was only significant for

senior ICU physicians.

When comparing the number of gaze fixations pre- and post-AI reveal, there was

no significant difference on non-AI ROIs prior to the AI reveal (see Figure 4.6a). This

was expected as the safety status of each case was, by definition, based on the nature

of the revealed AI suggestion (i.e. physicians would not be able to tell that a case was

unsafe until the AI-reveal). However, of more interest was the fact that no significant

difference in gaze fixations was observed on these ROIs even post AI-reveal (see Figure

4.6b). In other words, having been confronted with an unsafe AI suggestion, physicians
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Fig. 4.4 Gaze fixations per scenario by safety status of scenario. Fixation values are
mean with SEM error bars. The AI screen in (a) is a super-set encompassing the AI
recommendation and all four XAI ROIs (green boxes) shown in (b). Significance levels
are one star for p<0.05 and three stars for p<0.001 (based on Student’s t-test).
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Fig. 4.5 Fixations per scenario by safety status of scenario and experience level of
doctor. Mean and SEM error bars. The AI screen is a super-set encompassing the AI
suggestion and all four XAI ROIs. Significance levels are one star for p<0.05 and three
stars for p<0.001 (based on Student’s t-test).

did not look back to the ICU data chart, patient mannequin or vital signs monitor to

try and understand why the (unsafe) AI suggestion was so extreme.

Mean fixation duration was lowest for the patient mannequin (135 ms, SD 8 ms)

and similar for all other surfaces (see Figure 4.7a). Mean blink rate was lowest for the

ICU chart (6.1 blinks per minute (bpm), SD 4.1), similar for both vital signs monitor

and patient mannequin (mean 15.2 bpm and 14.7 bpm, SD 8.7 and 9.2 respectively)

and notably higher for the AI screen (mean 19.9 bpm, SD 10.7), see Figure 4.7b. When

comparing all conventional clinical ROIs (chart, patient mannequin, monitor; blue

bars in Figure 2b) to all AI ROIs (including XAIs; red bars in Figure 2b), there was a

significantly lower mean blink rate on the conventional clinical ROIs than the AI ROIs

(12.0 bpm vs. 23.7 bpm, p=0.002 by independent T-test).
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Fig. 4.6 Gaze fixations per scenario. Gaze fixations per scenario are shown both (a) pre-
AI reveal and (b) post-AI reveal stratified by safety status of the AI recommendation.
Significance levels are one star for p<0.05 and three stars for p<0.001.

4.3.2 Clinical practice variation among physicians

Practice variation was defined as the dose distance of an individual physician from

the average of all pre-AI reveal physician prescriptions in any given trial/scenario

(higher dose distance suggesting that the physician was more of an outlier in that

particular trial and vice versa). When assessing blink rate on the clinical ROIs, there

was weak positive correlation for fluid (r=0.20, p=0.04, Figure 4.8a) and weak negative

correlation for vasopressor (r=-0.07, p=0.44, Figure 4.8b). When assessing the number

of gaze fixations on the clinical ROIs, there was weak negative correlation for fluid

(r=-0.19, p=0.05, Figure 4.8c) and weak negative correlation for vasopressor (r=-0.08,

p=0.42, Figure 4.8d). Overall, there was no strong pattern between the eye-tracking

metrics (number of gaze fixations and blink rate) and the degree of clinical practice

variation (Figure 4.8).
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Fig. 4.7 Mean fixation duration and blink rate by region of interest. Mean and SEM
error bars. Blue bars are traditional clinical surfaces while red bars are AI / XAI
surfaces. In (a), fixation duration is shown while in (b), blink rate is shown. The grey
shaded regions show typical blink rate estimates associated with either general reading
(requiring more concentration) and walking (less concentration) as per Chidi-Egboka
et al. [169]. Significance levels are one star for p<0.05 and three stars for p<0.001
(based on Student’s t-test).

4.3.3 Influence of AI and simultaneously provided XAI

There was no strong evidence of correlation between blink rate and influence of AI

regardless of safety status or drug (see Figure 4.9). Nor was there strong evidence

of correlation between number of gaze fixations and influence of AI regardless of

safety status or drug (see Figure 4.10). There was no change when instead looking at

the distance between a physician’s final prescription (having had the opportunity to

view the AI recommendation) and the value of the AI recommendation rather than

influence of AI per se (see Figures 4.11 and 4.12). The absolute distance between

final prescription and AI recommendation for fluid was 171 mL/hr and 155 mL/h

respectively for safe and unsafe conditions, p=0.68. For vasopressor, the distance

between a physician’s final prescription and the value of the AI recommendation was
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Fig. 4.8 Correlation between practice variation and eye tracking metrics, for both
fluid and vasopressor. In (a), blink rate versus practice variation for fluid. In (b), blink
rate versus practice variation for vasopressor. In (c), number of gaze fixations versus
practice variation for fluid. In (d), number of gaze fixations versus practice variation
for vasopressor. The degree of practice variation is defined by the per trial distance
between a physician’s prescription and the average prescription dose of all physicians.
The background shading of plots (a) and (b) gives an indicator for expected blink rate
depending on level of focus/concentration. Typical spontaneous blink rate is around
8-15 with lower levels suggesting higher focus/concentration and vice versa.
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Fig. 4.9 Blink rate by influence of AI for both fluid and vasopressor and for both safe
and unsafe AI suggestions. In (a), blink rate versus influence of AI for fluid with safe
AI recommendation. In (b), blink rate versus influence of AI for vasopressor with safe
AI recommendation. In (c), blink rate versus influence of AI for fluid with unsafe AI
recommendation. In (d), blink rate versus influence of AI for vasopressor with unsafe
AI recommendation. Typical spontaneous blink rate is around 8-15 with lower levels
suggesting higher focus/concentration and vice versa.
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Fig. 4.10 Number of gaze fixations by influence of AI for both fluid and vasopressor
and for both safe and unsafe AI suggestions. In (a), gaze fixations versus influence of
AI for fluid with safe AI recommendation. In (b), gaze fixations versus influence of AI
for vasopressor with safe AI recommendation. In (c), gaze fixations versus influence of
AI for fluid with unsafe AI recommendation. In (d), gaze fixations versus influence
of AI for vasopressor with unsafe AI recommendation. Points are also categorised by
grade of experience from lowest (SHO) to highest (consultant).
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Fig. 4.11 Blink rate by degree of adherence to AI for both fluid and vasopressor
and for both safe and unsafe AI suggestions. The degree of adherence to AI is
defined by the per trial distance between a doctor’s prescription and the AI suggestion.
The larger the gap/distance between them, the lower the adherence to AI and vice
versa. In (a), blink rate versus safe AI adherence for fluid. In (b), blink rate versus
safe AI adherence for vasopressor. In (c), blink rate versus unsafe AI adherence for
fluid. In (d), blink rate versus unsafe AI adherence for vasopressor. The background
shading of the plots gives an indicator for expected blink rate depending on level of
focus/concentration. Typical spontaneous blink rate is around 8-15 with lower levels
suggesting higher focus/concentration and vice versa. Correlation measures: (safe fluid:
r=0.003, p=0.981), (safe vasopressor: r=-0.000, p=0.998), (unsafe fluid: r=-0.076,
p=0.649), (unsafe vasopressor: r=0.335, p=0.040).
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Fig. 4.12 Number of gaze fixations by degree of adherence to AI for both fluid and
vasopressor and for both safe and unsafe AI suggestions. The degree of adherence
to AI is defined by the per trial distance between a doctor’s prescription and the
AI suggestion. The larger the gap/distance between them, the lower the adherence
to AI and vice versa. In (a), number of gaze fixations versus safe AI adherence for
fluid. In (b), number of gaze fixations versus safe AI adherence for vasopressor. In (c),
number of gaze fixations versus unsafe AI adherence for fluid. In (d), number of gaze
fixations versus unsafe AI adherence for vasopressor. Points are also categorised by
grade of experience from lowest (SHO) to highest (consultant). Correlation measures:
(safe fluid: r=0.048, p=0.678), (safe vasopressor: r=-0.021, p=0.856), (unsafe fluid:
r=-0.157, p=0.346), (unsafe vasopressor: r=-0.057, p=0.735).
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0.04 mcg/kg/min and 0.30 mcg/kg/min respectively for safe and unsafe conditions,

p<0.0001.

4.3.4 Rejection of unsafe AI suggestions and second opinions

When asked if they would act to stop an AI suggestion were it to be automatically

administered to a patient, physicians rejected the unsafe AI suggestion 82% of the

time compared to rejecting a safe AI suggestion only 29% of the time, p<0.001 (see

Figure 4.13a). Physicians were also asked if they would like a second opinion (i.e. to

escalate their uncertainty and seek consensus, a process designed especially for the

more junior and less experienced clinicians). The proportion either rejecting an unsafe

AI suggestion or escalating to a second doctor was 92% (i.e. only 8% of unsafe doses

would have potentially been actioned in this experimental setting, see Figure 4.13a).

Fig. 4.13 Physician responses regarding stopping AI suggestions and seeking second
opinions. In (a), a significantly larger proportion of AI recommendations were stopped
in unsafe versus safe scenarios (and the proportion being stopped rose even higher
when also taking into account seeking second opinions which would have likely led to
rejection of unsafe AI). In (b), there are (appropriately) significantly higher second
opinion requests after viewing unsafe versus safe AI suggestions. Significance levels are
one star for p<0.05 and three stars for p<0.001.

Prior to seeing an AI suggestion, 40% of physicians asked for a second opinion.

After seeing the AI suggestion, this proportion fell to 36% if they saw a safe AI
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recommendation or rose to 56% if they saw an unsafe AI recommendation (i.e. unsafe

AI suggestions led to a greater propensity to seek a second opinion than safe AI

suggestions, p=0.003, see Figure 4.13b). Overall, second opinions were more commonly

sought by junior (two years or less ICU experience) than senior physicians (more than

two years experience), 79% versus 28%.

4.3.5 Effect of nurse challenge

In the incentivised unsafe case, 95% of physicians (36/38 as this comparison considers

all physicians rather than just those with eye-tracking) did not change their decision

despite challenge by the bedside nurse using the three verbal attempts described in

Table 4.1. The two physicians who were persuaded had both initially said they would

stop the AI suggestion if it were to be automatically administered but changed their

mind to allow it after persuasion by the bedside nurse.

Fig. 4.14 Usefulness rating for each type of explanation as well as overall rating.
Mean and SEM error bars. The only significantly different explanation type compared
to overall was the ‘most influential training examples’. Significance levels are one star
for p<0.05 and three stars for p<0.001 (based on Student’s t-test).
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Fig. 4.15 Fixations on XAI vs self-reported usefulness. There was no significant
correlation between fixations and usefulness rating for any of the four types of XAI
(Q-value difference: r=-0.28, p=0.35, feature importance: r=0.08, p=0.79, mortality
predictions: r=0.15, p=0.62, most influential training examples: r=0.01, p=0.97).
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4.3.6 Self-reported XAI utility

The overall mean post-experiment utility rating for the XAI was 3.2 (SD 1.0) on a

0-4 scale with higher value implying the XAI was more useful. The training examples

explanation was the only one of the four to be rated significantly lower than the overall

rating for explanations in general (mean 1.4 versus 3.2, SD 1.3 versus 1.0, p<0.001, see

Figure 4.14). When comparing the ‘objective’ marker of how many fixations there were

on the four different types of XAI to the ‘subjective’ marker of how clinicians rated the

usefulness of the four XAIs, no correlation for any XAI was found (see Figure 4.15).

4.3.7 Comparison to a low-fidelity non-simulation setting

Practice variation and adherence to AI from this simulation-based experiment were

compared to the low-fidelity vignette experiment from Chapter 2). There were sig-

nificantly different practice variation patterns for all grades of physician with fluid

prescriptions but only for registrars and consultants with vasopressor (see Figure

4.16a, b). When assessing adherence to XAI recommendations, significant differences

were again found for both fluid and vasopressor for all grades except for consultant

vasopressor prescriptions (see Figure 4.16c, d).

4.4 Discussion

4.4.1 Summary of results

This study provides key insights into physician behaviour when interacting with AI-

driven decision support tools and their explanations. First, measuring gaze fixations

and blink rate as indicators of attention to an AI support tool was feasible in a high-

fidelity simulation. Extending this to real-world clinical settings would require less

intrusive eye-tracking hardware and careful handling of privacy concerns related to



112 Eye tracking of physicians interacting with safe and unsafe XAI

Fig. 4.16 Comparison between prescription behaviour between vignette and simu-
lation settings. Differences in the distribution of practice variation for (a) fluid and
(b) vasopressor. Differences in the distribution of adherence to AI for (c) fluid and (d)
vasopressor. Vignette data is sourced from from Chapter 2 (see 2.3.
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video recordings of staff and patients. Second, although unsafe AI recommendations

attracted more attention (as proxied by gaze fixations) than safe ones, there was

no significant increase in attention to any of the four types of explanations during

unsafe scenarios. This suggests no extra reliance on explanations in unsafe situations.

Third, the self-reported utility of explanations by physicians did not correlate with the

attention they devoted to them. This suggests that self-reports alone are not sufficient

for evaluating XAI as crucial elements of the human-AI interaction may be missed.

Fourth, physicians did not spend significantly more time reviewing non-AI clinical

data after encountering an unsafe AI suggestion to try and understand why the AI

suggestion was so extreme. However, more often than not, the unsafe AI suggestions

were not acted upon. It therefore remains unclear from the eye-tracking data what the

cognitive processes underlying the rejection of unsafe AI suggestions were (or whether

enough of the clinical data could be maintained in short-term memory that physicians

felt no need to look back after seeing an unsafe AI suggestion). Fifth, I did not find

strong patterns between eye-tracking metrics and either clinical practice variation

among physicians or their influenceability to AI recommendations. Sixth, there were

notable differences in prescription variability (both with and without XAI) between

the high-fidelity simulation format in this experiment and data from my previous

lower-fidelity vignette experiment suggesting that fidelity is an important modifier

of the behavioural results that emerge from clinical evaluations of XAI and thereby

justifies the extra resource cost associated with high-fidelity evaluation.

4.4.2 Limitations

There are several limitations which should be borne in mind when interpreting the

findings from this experiment. First, while the fidelity of the simulation suite is much

closer to real-world practice than a vignette experiment, it still lacks key elements of the

actual hospital environment. For example, the ability to dynamically examine a patient,
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observe them over time (rather than as a snapshot scenario) and interact with multiple

colleagues within a multi-disciplinary team before acting upon an AI recommendation.

Unfortunately, these same elements make it very difficult to standardise an experiment

in a real hospital, requiring prohibitively large sample sizes. As a result, simulation

experiments remain crucial for the initial exploration of human-AI interaction dynamics

prior to larger-scale real-world studies.

Second, the explanations were presented simultaneously. It is therefore difficult to

disentangle the marginal contribution of each explanation if seen in isolation. Doing

so would have required a factorial trial design with many more arms (and a much

larger sample size). This means that these results, strictly speaking, only apply to

the overall impact of seeing all four explanations together. Third, the sample size

was small so I cannot exclude the possibility that some comparisons might have been

significantly different if more physicians had been recruited, particularly more senior

and experienced ones. The variable performance of the eye-tracking glasses and software

in consistently detecting pupils led to the exclusion of some physicians, further reducing

the sample size available for analysis. As above, I therefore cannot definitively say

whether non-significant findings are due to a lack of a true effect or an insufficient

number of participants.

Fourth, the demarcation between safe or unsafe AI recommendation necessarily

imposes an arbitrary bound on a continuous spectrum (where no ‘gold standard’ answers

exist). I used deliberately extreme unsafe scenarios to capture lower bounds on the

tendency to inadvertently follow dangerous AI advice. This was achieved predominantly

with extreme vasopressor doses as this is more imminently dangerous than extreme

fluid doses. Therefore, the findings in this study might be more extreme for borderline

AI recommendations, which many clinicians might feel uncomfortable about following

but would not have met our strict definition of ‘unsafe’. Fifth, some explanations were

mostly graphical in form (feature importance), while others were comparatively more
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text-heavy (influential training examples). It is likely that less gaze would be required

to parse the former than the latter and this could have potentially confounded the

comparisons between explanations. A related confounder which I did mitigate against

was location bias (i.e. reading left to right and top to bottom for example, giving more

weight to top left corner). The position of explanations was rotated between trials (i.e.,

the XAI based on feature importance would not always be in the same corner of the

screen).

Sixth, the explanations for both safe and unsafe conditions in the same patient

scenario were identical. This leads to the inadvertent introduction of another experi-

mental condition (quality of explanation). In some studies, explanation quality has

been the exclusive focus of the experiment [200]. An experiment with more arms might

have better assessed this condition (e.g. six arms: safe/unsafe AI x good quality/poor

quality/absent XAI). Seventh, the large display screen used in the study is not typical of

the screens used for most hospital EHR systems which are ususally displayed on laptops

or desktop monitors. The large screen was chosen to maximise gaze discrimination

between the explanation types in each corner of the screen. Future experiments should

use smaller screens and, far more importantly for true fidelity, embed the XAI being

evaluated into a dummy version of the real hospital EHR software.

4.4.3 Implications and comparison with other studies

While acknowledging these limitations, reviewing the study findings alongside existing

literature nonetheless provides critical insights into how the deployment of XAI-based

clinical decision support tools could be improved. The behavioural intuition that

explanations ought to help users correctly reject unsafe or poor AI recommendations

often follows this chain: (i) the user is presented with an unsafe AI suggestion, (ii)

the user is provided an explanation for the AI suggestion, (iii) the user notices a

deficiency in the explanation or fails to find mitigating circumstances that explain
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why the AI suggestion might be inappropriate, (iv) the user rejects the unsafe AI

suggestion. A study involving non-clinicians suggests that the causal link between

(iii) and (iv) might in fact be absent [150]. The authors found a greater influence

from AI advice when provided alongside an explanation. However, the quality of the

explanation did not seem to make a difference. In other words, participants may have

fallen into an automation bias trap by equating the mere presence of an explanation as

a heuristic for AI suggestions that they ought to follow, rather than actually evaluating

the explanation. This danger of automation bias has also been highlighted in many

clinical studies [151, 201].

Further evidence on this topic includes an experiment evaluating a mental health

drug decision support tool where explanations did not rescue clinical users from following

intentionally poor AI recommendations [68]. In my study, I confirmed that the higher

rejection rate of unsafe compared to safe advice could not clearly be explained by either

greater reliance on, or attention devoted to, simultaneously presented explanations.

Unlike previous experiments, this study addressed the inherent weaknesses of self-report

metrics by assessing the trifecta of what physicians did (i.e. their actual prescription

decisions), how they did it (i.e. what they looked at during the decision-making

process) and what they said (i.e. their subjective ratings for the explanations after the

experiment ended).

Algorithmic aversion was not specifically assessed in this study (this is the opposite

phenomenon to automation bias where there is instead inappropriate reluctance to

use AI) because in a clinical setting, this would tend toward the current standard of

care (status quo) and therefore be less risky, at least from a medico-legal standpoint

[202]. However, the behavioural mechanisms underlying algorithmic aversion have been

investigated by others and seem related to the subjective difficulty of understanding

AI and the presumed illusory subjective understanding of human decision-making itself

[203]. It seems likely that progress in medical XAI will need to address both algorithmic
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aversion and automation bias. Consequently, identifying where a physician falls on

this spectrum and possessing an ability to individualise the XAI output specifically

to that physician might be important in future. I attempted to investigate whether

eye-tracking of behaviour could facilitate achieving this goal.

One notable example of using eye-tracking to evaluate AI includes work by Cao and

colleagues who used a spatial reasoning task and found a positive correlation between

the percentage of gaze on the AI suggestion and both perceived user reliance on AI as

well as their agreement with AI suggestions [182]. However, gaze did not appear to

correlate with perceived trust. Although I did not measure perceived trust directly, my

study did find no correlation between subjective explanation ratings and the number of

gaze fixations on the AI explanations. One potential advantage of evaluating XAI with

eye-tracking is that it occurs in real-time (unlike post-hoc human agreement with AI

suggestions or subjective ratings) and could therefore form a key part of an adaptive

collaboration feedback loop [182]. Unfortunately, my findings suggest that before

eye-tracking can become a central aspect of such a feedback system incorporating XAI,

we need to first establish more robust phenotypic patterns of eye movements that at

the very least accurately categorise users and ideally even predict their behavioural

interactions with AI.

4.4.4 Conclusion

Taken together, these findings build on the work in Chapters 2 and 3 with important

insights into the design and evaluation of real-world clinical XAI systems. The key

takeaways are that (i) it is feasible to use eye-tracking to evaluate human behaviour

with simultaneously presented XAI, (ii) that the response to safe or unsafe AI recom-

mendations is identifiably different, (iii) that the lack of clear rescue provided by XAI

calls into question its utility as a mitigation against harm from physicians erroneously

following poor-quality AI advice and (iv) that a simulation suite setting provides a
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better estimate for the real-world variability of human decision-makers over simpler

vignette formats. This final point might be due to more accurately reflecting the

situational awareness and cognitive load that experts face in real life [204].



Chapter 5

Large language model derived

explanations

This chapter is closely based on a manuscript under preparation on which I am the

first author and my supervisors are co-authors:

Interaction behaviour of physicians with large language model derived XAI-decision

support. Submission to a peer-reviewed journal specialising in digital health is planned

in due course.

5.1 Introduction

5.1.1 The advantages of dynamic explainability

Traditional static explanations (of the form used in Chapters 2 and 4) have shown

limited effectiveness in influencing clinical prescriptions as confirmed in my previous

experiments [138, 188]. One possible reason might be that the static nature of the

XAI fails to capture the nuances of individual patient cases compared to the highly

dynamic process of clinical reasoning that occurs during the course of a human physician

assessing a patient. In contrast, a dynamic XAI would allow clinicians to ask follow-up
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questions, request clarifications and receive more tailored follow-up explanations based

on their specific concerns or the unique aspects of a patient scenario. This could

be achieved by means of a dialogue system that more closely resembles the natural

language process which clinicians use to communicate to each other (and to internally

formalise their own thoughts). Indeed, a dialogue system is highlighted by Sokol

and Flach as a key means of facilitating higher level human-AI collaboration [205].

Furthermore, the conversation transcripts themselves might contain important insights

into human-AI interaction behaviour in a clinical setting (for example, vulnerability to

cognitive biases).

5.1.2 Large language models

Large language models (LLMs) work by predicting the most likely next word in a

sequence, based on the context provided by the preceding words. This is achieved

through a neural network architecture known as a transformer which processes input

text in parallel rather than sequentially. The network is therefore able to capture

complex and subtle relationships between words and phrases because it can consider

the entire context simultaneously. During training, the model’s internal parameters

(consisting predominantly of weights and biases) are adjusted to minimise the difference

between predicted and actual next words. By repeating this process at scale, the

LLM is able to learn higher level concepts as well as patterns of language use, factual

knowledge and even basic reasoning skills. When given a question (known as a prompt),

the model uses its learned parameters to generate a response by repeating the next

word prediction for the length of the answer.

The scale of these models and the combined diversity and sheer volume of their

training data (i.e. the entire corpora of text available on the public internet) allow

them to exhibit remarkable flexibility and apparent understanding across a wide range

of topics and tasks. Crucially, this does not require task-specific training. As an
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example, PaLM is a model trained by Google containing 540 billion model parameters

[206]. LLMs captured global attention with the release of ChatGPT, a commercially

available AI chatbot released by OpenAI launched in November 2022. ChatGPT

reached 100 million monthly active users just two months after its launch making it

the fastest-growing consumer application in history and sparking widespread interest

in AI capabilities beyond the scientific community [207].

In healthcare applications, LLMs have been applied to a range of tasks with variable

performance thus far including medical literature summarisation [208], peer-review of

medical articles [209], medical licensing exams [210, 211], patient triage [212], diagnosis

[213], clinical decision-making [214], drug discovery [215], clinical trial recruitment

[216] and medical coding [217].

5.1.3 Explainability with LLMs

The ability of LLMs to understand and produce natural language makes them particu-

larly suited for generating interactive clinical explanations. For example, they can adapt

their explanations to the physician’s level of expertise and provide rationale in a form

that more closely mirrors human clinical reasoning. This latter point might also lead to

better integration of XAI suggestions into clinical workflows [57]. However, automation

bias is an even larger concern than with traditional XAI given the persuasive and

human-like conversational nature of LLMs. For example, some clinicians have raised

concerns that LLM suggestions will be challenged less frequently when they align with

what physicians want to hear (i.e. confirmation bias) [218].

Another question that arises is "who watches the watchmen". In other words, if LLMs

are used as a post-hoc explainability method for an RL agent, is there any recourse to

determining the explainability of the LLM itself? Given the scale of LLMs, the answer

is unsurprisingly no, at least for now. Researchers at OpenAI attempted to address a

simpler version of this problem by using GPT-4 to automatically generate and evaluate
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natural language explanations for individual neurons in the much more basic GPT-2

[219]. Their method involved a three-step process: (i) generating explanations based on

neuron activations, (ii) simulating neuron behaviour based on these explanations and

(iii) scoring the explanations by comparing simulated activations to real activations,

thereby quantifying the quality of the explanations. Overall, while they could explain

the activations of certain neurons, the approach struggled with many neurons whose

functions remained unclear or complex, likely due to either polysemantic behaviour or

representing concepts that are difficult to articulate in natural language [219]. These

findings underscore the difficulty of truly interpreting LLMs and suggest that post-hoc

explanations, while imperfect, may be a reasonable approach for providing XAI for

non-LLM derived AI clinical decision support tools.

In this final experiment, I aimed to evaluate how LLM-derived XAI influences

physicians in a high-fidelity clinical setting. Specifically, the study sought to assess the

impact on prescription decisions, examine the dynamics of physician-AI collaboration

and measure cognitive engagement through eye-tracking metrics, while also comparing

these findings to my previous experiments with different XAI approaches.

5.2 Methods

5.2.1 Patient scenario selection

Unlike in the previous simulation suite experiment (see Chapter 4, section 4), this

experiment used real patient scenarios because the intent was to assess LLM-driven

XAI on real AI treatment suggestions. A subset of six patients from the 24 used in

the vignettes experiment (see Chapter 2 methods, section 2.2) were selected aiming to

have a range of scenarios (i.e. a range of noradrenaline suggestions, a range of patient

acuity from mild illness to very sick).
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5.2.2 Experiment format

Physicians who participated in the experiment first completed a standardised experi-

ment briefing (see appendix F) and a pre-experiment questionnaire (see appendix F)

on demographics and attitudes toward AI . This time, the questionnaire also included

questions on risk tolerance and appetite for uncertainty in clinical practice (adapted

from three validated scales: ’Tolerance for Ambiguity’ (TFA), ’Pearson Risk Attitude’

(PRA) and ’Ambiguity Aversion in Medicine’ (AA-Med), see work by Han et al. [220]).

The reason for including these questions was to assess whether these are characteristics

associated with particular patterns of interaction behaviour with AI/XAI decision

support tools.

Physicians were then taken into the simulation suite for orientation before conducting

the eye-tracking calibration exercises (see Chapter 3 Methods, section 3.2). Eye-tracking

was conducted throughout the experiment as detailed in the Chapter 3 Methods, section

3.2). I played the role of the bedside ICU nurse throughout all scenarios. Within

each of the six scenarios, physicians were tasked with performing an assessment, which

included reviewing the available patient data and examining the patient mannequin.

Afterward, they were asked by the bedside nurse for a fluid and vasopressor prescription

for the next hour of the patient’s admission (to be entered into the bedside laptop

containing the AI/XAI-decision support tool).

Physicians were then shown either a plain text AI recommendation or the plain text

AI recommendation accompanied by an explanation provided by a LLM (see details

below). A chat window allowed participants to have a conversation with the LLM on

the patient scenario and explanation. There was no limit for time or conversation length

in place. AI and XAI conditions alternated and physicians were recruited sequentially

to one of two groups (order of six cases either starting with AI and alternating or

starting with XAI and alternating). Regardless, all six patient cases were experienced
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in the same order. Before completing the scenario, the physician had to finalise their

prescription doses in light of either the AI or XAI information.

A post-experiment questionnaire (see appendix F) included previously validated

questions on various domains that contribute to high-quality explanations (also known

as the System Causability Scale (SCS), see work by Holzinger et al. [221]).

5.2.3 Generating LLM-derived explanations

Using an LLM to provide an explanation for an AI suggestion from an RL model is a

necessarily post-hoc approach (i.e. the interpretability is not inherent to the source

model but provided by a second model). This method, common in XAI, involves

a secondary model interpreting the primary model’s output. However, the fidelity

of this interpretation to the original model can vary significantly. At one extreme,

providing the LLM with only the AI suggested doses would likely result in either severe

hallucination or overly vague statements, neither of which would be clinically useful.

Therefore, to maximise the LLM’s fidelity to the RL model, it was crucial to supply it

with comprehensive information from the RL training process. This included Q-value

differences, state transitions, influential training cases, and feature distributions over

clustered states. This approach aimed to create explanations that were both accurate

representations of the RL model’s decision-making process and valuable to clinicians.

The main issue was how to provide the RL data to the LLM. Initially, I attempted a

direct approach by providing the LLM with raw training data (an example can be seen

in appendix F) consisting of a comma separated value (CSV) file with predominantly

numerical data and some accompanying prompts. However, this method proved

ineffective, likely due to the difficulty in the LLM processing and interpreting numerical

data and complex code structures.

Recognising that LLMs are optimised for natural language processing, I instead

developed an alternative approach that transformed the numerical and categorical data



5.2 Methods 125

from the RL process into prose text. This method involved creating a series of Python

functions that converted various aspects of the RL model output and patient data into

human-readable paragraphs. These functions addressed the following key areas: (i)

patient specific summary, (ii) state summary, (iii) influential training case(s) summary,

(iv) AI recommendation certainty (proxied by Q-value difference) and (v) future state

predictions/alternate trajectories if non-optimal actions were pursued.

A key aspect of this approach was the careful translation of numerical values into

clinically relevant language. I developed a system to categorise continuous variables

based on their deviation from the mean, using standard deviations as a measure of

abnormality. This approach was applied to various clinical parameters. For example,

instead of a raw lactate number, lactate levels were described as "normal" if within 1

SD of the mean, "mildly raised" if between 1 and 2 SDs above the mean, "moderately

raised" if between 2 and 3 SDs, and "very high" if more than 3 SDs above the mean.

This standardised approach was applied across various clinical parameters. I created

z-scores for each feature ((value - mean) / standard deviation) and used these to

identify significantly deviating variables. Variables with z-scores exceeding ±1 were

flagged as abnormal and included in the patient summary. This method allowed for

a consistent and clinically meaningful way to highlight important deviations across

different physiological parameters in the final prose explanation.

I also implemented context-specific interpretations for certain variables. For example,

fluid balance was categorised as "low," "medium," "high," "very high," or "extremely

high" based on predefined thresholds that corresponded to clinically relevant cutoffs.

Similarly, vasopressor dosage was expressed in familiar clinical units (mcg/kg/min)

and described in terms of its intensity (e.g., "minimal support" vs. "high dose").

For categorical variables like ventilation status, I used boolean logic to translate

numerical indicators into clear statements such as "is mechanically ventilated" or "is not

mechanically ventilated" for example. Time-based variables, like the patient’s progress
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in their sepsis course, were mapped to descriptive phases such as "very early," "early,"

"middle phase," or "late" based on the time step in the patient’s episode.

The final ’explain’ function combined outputs from all the aforementioned subsidiary

functions to generate a cohesive explanation (an example can be seen in appendix F).

By presenting the RL model’s complex data in a format more aligned with the LLM’s

natural language processing capabilities, this approach aimed to enhance the accuracy

and relevance of the generated explanations while keeping the simplicity of a zero-shot

approach (i.e. not relying on further fine-tuning of the underlying LLM). The final

prompt is also shown in appendix F.

5.2.4 Integration with commercially available LLMs

I developed a JSPsych-based web application that integrated application programming

interfaces (APIs) from Anthropic’s Claude and OpenAI’s GPT-4. I specifically invested

time ensuring that two independent LLM APIs were working to ensure resilience for

the experiment in the event that an upgrade (occurring frequently even back in late

2023/early 2024) resulted in a software error that would have left me unable to run

the experiment. Had there been longer to run the experiment, this also left the option

open to compare LLMs as one possible factorial arm (in addition to AI versus XAI

with LLMs) though this was not ultimately pursued. Below, I outline the technical

approach I took to implement this application, focusing on the integration with the

Claude and GPT-4 APIs.

Application architecture

The application was structured around a Flask web server, which manages requests and

responses between the client-side JavaScript and the AI models. Flask was configured

to handle CORS (Cross-Origin Resource Sharing) to enable smooth communication

between the frontend and backend, with sessions managed using Flask-Session to
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maintain state across requests (important for experiment with multiple scenarios and

prescription doses carried forward pre- and post-AI suggestion reveal).

API integration with Claude API (from Anthropic)

To interact with Anthropic’s Claude v2.1 API, I utilized Amazon’s Bedrock service

(bedrock-2023-05-31) to manage requests (at the time, direct access to Claude API

was severely limited via a long waiting list). The integration involved setting up a

boto3 client to communicate with the Bedrock runtime in a specified AWS region

(‘us-east-1’). For each clinical case, I defined a structured prompt (see previous section)

that incorporated patient-specific data and AI recommendations. The Claude API was

invoked using ‘invoke_model_with_response_stream’, which streams responses back

to the client in real-time.

This approach allowed for continuous, word-by-word rendering of Claude’s output

in the browser, simulating a live conversation with the AI. I spent time executing

the word-by-word approach as opposed to waiting for the entire message to finish

generating and displaying it all at once in a single block because I felt the former better

simulated the anthropomorphic nature of having a conversation with another entity

versus a static search on the web for a guideline document for example.

The API request included parameters such as ‘max_tokens_to_sample’, ‘temper-

ature’, and ‘top_p’ to control the generation characteristics, ensuring the responses

were tailored and relevant to the physician’s task. The responses were streamed using

‘stream_with_context’ to ensure continuity and maintain the state of the conversation

throughout the session.

API integration with GPT-4 API (from OpenAI)

For the GPT-4 API integration, I used OpenAI’s Python client to facilitate commu-

nication. The API call was made via client.chat.completions.create, specifying the
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model version (gpt-4-1106-preview), message history, and other parameters such as

‘max_tokens’ and ‘stream’. The responses from GPT-4 were streamed to the frontend

in a manner similar to Claude’s integration. This ensured a consistent user experience

across both AI models and ensured there would be minimal noticeable difference had I

needed to switch models.

User interaction and Data Flow

On the client side, the experiment was structured using JSPsych, a JavaScript library

for creating and running behavioural experiments that was also used in the vignette

experiment (see Chapter 2 Methods, section 2.2). Interactive elements were designed

using HTML and JavaScript. For instance, physician responses in the chat were

processed by Flask routes (‘/get_first_response’ and ‘/get’). These routes handled the

initial and follow-up AI responses, respectively. Data from each interaction, including

user inputs and AI responses, was captured using JSPsych’s data management features

and saved via AJAX requests to the locally running server. Conversations were

serialised to JavaScript Object Notation (JSON) format for ease of later analysis.

5.2.5 Additional analyses

Influence of AI was again calculated on a continuous scale from 0 (completely ignoring

advice) to 1 (completely relying on advice) per work by Yaniv et al. [141] (as well

as the alternative analysis with distance between final prescription and AI/XAI rec-

ommendation, both per Chapter 4 methods, section 4.2). Additional analyses in this

experiment beyond those from Chapters 3 and 4 included quantitative text analysis of

parsed conversations with the LLM.

After filtering to remove the initial system prompt and the first AI response (the

core explanation) for each user-case combination, the following metrics were obtained:

(i) word count per response, (ii) conversation length per conversation, (iii) sentiment
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analysis (using the TextBlob library [222]) to calculate polarity (measured on a scale

from -1 very negative sentiment to +1 very positive sentiment) and subjectivity

(measured on a scale from 0 to +1 where a score of 0 suggests a completely objective

message with only factual information and no opinions or emotions while a score of +1

indicates a completely subjective text, filled with personal opinions, emotions, and/or

biases).

Latent Dirichlet Allocation (LDA), a generative statistical modelling technique,

was also used. LDA can be used to discover underlying topics in a document collection

by representing them as a mixture of topics, with each topic consisting of a distribution

over words. LDA assigns words to topics based on their co-occurrence patterns within

the text, allowing for the identification of abstract themes and patterns in large volumes

of text. I anticipated that it might not work well here due to short responses but the

plan was to attempt the analysis nonetheless. Persuasion scores were calculated using

a predefined list of persuasive phrases (should, must, consider, recommend, suggest,

clearly, evident, as you know, important, in my opinion, therefore, because, as a result)

and normalised to total word count of the response.

5.2.6 Participant recruitment and experiment conduct

ICU physicians were recruited as participants using both convenience sampling and

targeted advertising to a local NHS trust (Imperial College Healthcare NHS Trust).

The following inclusion criteria were used: (i) practising physician, (ii) has worked

for at least 2 months in an adult ICU, (iii) currently works in ICU or has worked in

ICU within the last 6 months. Electronically recorded informed consent was obtained

from all physicians. Each experiment lasted approximately 60 minutes in total and

participants were compensated for their time.
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5.3 Results

Nineteen ICU physicians were included (13 male, 6 female) of which ten had eye-

tracking data available (8 male, 2 female). Mean physician age was 34 years (standard

deviation (SD) 5 years). Mean total clinical experience was 8.2 years (SD 4.7 years,

range 1.5 years to 22 years). Mean ICU experience was 4.1 years (SD 3.5 years, range

3 months to 12 years), see Figure 5.1a. The attitudes to AI from the pre-experiment

questionnaire (see Figure 5.1b) once again followed a broadly similar pattern to the

previous studies. The mean practice variation for fluid was 160 ml/hr (SD 165 ml/hr)

and for vasopressor was 0.06 mcg/kg/min (SD 0.13 mcg/kg/min). All physicians

completed the task successfully with a mean scenario completion time of 4.9 minutes

(SD 0.9 minutes).

Fig. 5.1 Physician experience and attitudes. Physician experience levels in (a) and
answers to AI attitude questions in (b).

5.3.1 Eye-tracking metrics

Fixation count per scenario is compared both pre- and post-reveal of the AI/XAI

suggestion in Figures 5.2a and b respectively. As expected, fixation count is similar

in the traditional clinical (non-AI) ROIs pre AI/XAI reveal. Post AI/XAI reveal,

physicians hardly looked back to non-AI ROIs at all (and where they did, this was
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most likely for the ICU chart). The fixation count per scenario on the AI screen was

significantly higher in the XAI condition versus the AI condition (mean 1363 [95%

confidence interval (CI) 852 to 1874] vs. 235 [95% CI 162 to 309] respectively, p=0.0004,

Figure 5.2b). However, considerably more screen time was spent after AI/XAI reveal in

the XAI condition (6.9 minutes, SD 3.3 minutes) than in the AI condition (1.3 minutes,

SD 0.5 minutes) and therefore longer gaze duration confounds the raw fixation count

comparison.

Fig. 5.2 Fixations per scenario by AI or XAI condition of scenario. Mean and SEM
error bars. The AI screen is a super-set encompassing the AI suggestion and all four
XAI ROIs. Significance levels are three stars for p<0.001 (based on Student’s t-test).

Mean fixation duration was broadly similar at around 120 to 130ms for all ROIs

(see 5.3a). Mean blink rate was lowest for the ICU chart (8.2 blinks per minute (bpm)).

Unlike in the previous simulation suite experiment, the blink rate on the AI screen was

the next lowest at 13.2 bpm (SD 9.9), see Figure 5.3b showing both ICU chart and AI

screen within the lower blink rate region synonymous with higher concentration tasks

such as reading.
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Fig. 5.3 Mean fixation duration and blink rate by region of interest. Mean and
SEM error bars. Red bars refer to the AI condition while blue bars refer to the XAI
condition. In (a), fixation duration is shown while in (b), blink rate is shown. The grey
shaded regions show typical blink rate estimates associated with either general reading
(requiring more concentration) and walking (less concentration) as per Chidi-Egboka
et al. [169].

For all ROIs (this time including the patient mannequin unlike in the previous

simulation suite experiment), there was a significantly higher actual than chance

gaze proportion, see Figure 5.4a. Furthermore, the actual gaze proportion on the AI

screen was higher than on the ICU data chart (the opposite was true in the previous

experiment). The ratio of actual to chance gaze was 2.3, 1.6, 9.3, 2.0 respectively for

the major ROIs (AI screen, ICU chart, vital signs monitor, patient mannequin, see

Figure 5.4b).

5.3.2 Clinical practice variation among physicians

Practice variation was again (per section 4.2) defined as the dose distance of an

individual physician from the average of all pre-AI reveal physician prescriptions in any



5.3 Results 133

Fig. 5.4 Gaze proportion per ROI and ratio of actual to chance gaze per ROI. Mean
and SEM error bars. Chance gaze is the proportion expected based on the area occupied
by an ROI within the visual field (i.e. if ROI takes up 50% of the screen, 50% of
the time, we would expect gaze to fall within it 25% of the time by chance alone).
Actual gaze is the proportion observed during the experiment. Sub-figure (a) shows
the chance and actual gaze proportions while sub-figure (b) shows the ratio of the two.
Significance levels are one star for p<0.05, two stars for p<0.01 and three stars for
p<0.001 (based on Student’s t-test).

given trial/scenario (higher dose distance suggesting that the physician was more of an

outlier in that particular trial and vice versa). When assessing blink rate on the clinical

ROIs, there was weak positive correlation for fluid (r=0.074, p=0.57, Figure 5.5a) and

vasopressor (r=0.088, p=0.50, Figure 5.5b). When assessing fixation duration on the

clinical ROIs, there was weak negative correlation for both fluid (r=-0.23, p=0.08,

Figure 5.5c) and vasopressor (r=-0.21, p=0.11, Figure 5.5d). Overall, the sample was

too small to reliably conclude whether there was a pattern between the eye-tracking

metrics (blink rate and fixation duration) and the degree of clinical practice variation

(see Figure 5.5).
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Fig. 5.5 Correlation between practice variation and eye tracking metrics, for both
fluid and vasopressor. In (a), blink rate versus practice variation for fluid. In (b),
blink rate versus practice variation for vasopressor. In (c), fixation duration versus
practice variation for fluid. In (d), fixation duration versus practice variation for
vasopressor. The degree of practice variation is defined by the per trial distance
between a physician’s prescription and the average prescription dose of all physicians.
The background shading of plots (a) and (b) gives an indicator for expected blink rate
depending on level of focus/concentration. Typical spontaneous blink rate is around
8-15 with lower levels suggesting higher focus/concentration and vice versa.
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Fig. 5.6 Blink rate by influence of AI/XAI for both fluid and vasopressor. In (a),
blink rate versus influence of AI for fluid. In (b), blink rate versus influence of AI
for vasopressor. In (c), blink rate versus influence of XAI for fluid. In (d), blink rate
versus influence of XAI for vasopressor. Typical spontaneous blink rate is around 8-15
with lower levels suggesting higher focus/concentration and vice versa.
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Fig. 5.7 Fixation duration by influence of AI/XAI for both fluid and vasopressor. In
(a), fixation duration versus influence of AI for fluid. In (b), fixation duration versus
influence of AI for vasopressor. In (c), fixation duration versus influence of XAI for
fluid. In (d), fixation duration versus influence of XAI for vasopressor. Points are also
categorised by grade of experience from lowest (SHO) to highest (consultant).
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Fig. 5.8 Blink rate by degree of adherence to AI/XAI for both fluid and vasopressor.
The degree of adherence to AI/XAI is defined by the per trial distance between a
doctor’s prescription and the AI/XAI suggestion. The larger the gap/distance between
them, the lower the adherence to AI/XAI and vice versa. In (a), blink rate versus
AI adherence for fluid. In (b), blink rate versus AI adherence for vasopressor. In (c),
blink rate versus XAI adherence for fluid. In (d), blink rate versus XAI adherence
for vasopressor. The background shading of the plots gives an indicator for expected
blink rate depending on level of focus/concentration. Typical spontaneous blink rate
is around 8-15 with lower levels suggesting higher focus/concentration and vice versa.
Correlation measures: (AI fluid: r=0.18, p=0.36), (AI vasopressor: r=-0.11, p=0.56),
(XAI fluid: r=0.24, p=0.20), (XAI vasopressor: r=0.16, p=0.41).
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Fig. 5.9 Fixation duration by degree of adherence to AI/XAI for both fluid and
vasopressor. The degree of adherence to AI/XAI is defined by the per trial distance
between a doctor’s prescription and the AI/XAI suggestion. The larger the gap/distance
between them, the lower the adherence to AI/XAI and vice versa. In (a), fixation
duration versus AI adherence for fluid. In (b), fixation duration versus AI adherence for
vasopressor. In (c), fixation duration versus XAI adherence for fluid. In (d), fixation
duration versus XAI adherence for vasopressor. Points are also categorised by grade of
experience from lowest (SHO) to highest (consultant). Correlation measures: (AI fluid:
r=-0.16, p=0.40), (AI vasopressor: r=0.20, p=0.30), (XAI fluid: r=-0.15, p=0.44),
(XAI vasopressor: r=-0.27, p=0.15).
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Fig. 5.10 Boxplots of prescription dose distributions by trial arm comparing vignette
and simulation (LLM) experiments. For each boxplot, the centre line represents
the median, box edges represent upper and lower quartiles, whiskers represent 1.5x
inter-quartile range and diamonds are outliers. Blue dashed line represents the median
of the peer distribution data (only available to those in the ‘Peers’ arm). Red dashed
line represents the AI suggested dose (only available to those in the ‘AI’ or ‘XAI’ arms).
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5.3.3 Influence of AI and XAI

The influence of AI and XAI for fluid were not significantly different (mean 0.48 for AI

with SD 0.44 vs. mean 0.37 for XAI with SD 0.40, p=0.31). The same was true for

influence of AI and XAI on vasopressor prescription (mean 0.26 for AI with SD 0.38

vs. mean 0.32 with SD 0.44, p=0.55). Given that the patient scenarios used were a

subset of those from the vignette experiment in Chapter 2, we can also compare the

AI and XAI prescription distributions from this experiment to the four arms from the

vignette experiment (baseline, peer information, AI and feature importance XAI) for

the same six patients, see Figure 5.10. The AI and XAI prescription distributions from

this experiment are not infrequently different to those from the vignette experiment

again highlighting that (i) experiment setting/fidelity is important and (ii) that the

form of XAI makes a difference (i.e. not all XAI can be considered together under the

same banner).

There was no strong evidence of correlation between blink rate and influence of

AI/XAI regardless of drug (see Figure 5.6). Nor was there strong evidence of correlation

between fixation duration and influence of AI/XAI regardless of drug (see Figure 5.7).

There was no change when instead looking at the distance between a physician’s

final prescription (having had the opportunity to view the AI/XAI recommendation)

and the value of the AI/XAI recommendation rather than influence of AI/XAI per

se (see Figures 5.8 and 5.9). The absolute distance between final prescription and

AI recommendation for fluid was 107 mL/hr and 133 mL/h respectively for AI and

XAI conditions (SD 132 mL/h and 150mL/h respectively, p=0.48). For vasopressor,

the distance between a physician’s final prescription and the value of the AI/XAI

recommendation was 0.09 mcg/kg/min and 0.10 mcg/kg/min respectively for AI and

XAI conditions (SD 0.13 mcg/kg/min and 0.19 mcg/kg/min respectively, p=0.60).
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5.3.4 Self-reported utility of XAI

The overall mean post-experiment utility rating for the XAI was 2.8 (SD 0.7) on a

0-4 scale with higher value implying the XAI was more useful (median 3, IQR 3-4).

Although limited by sample size, there was no obvious visual correlation between

eye-tracking metrics (fixation duration and blink rate) and XAI utility rating, see

Figure 5.11a and b. Data were also collected on more specific elements of domains

of XAI utility per the methods. This is broken down into a heatmap in Figure 5.12

with the vertical axis sorted by highest rated at the top (except for overall rating) and

horizontal axis sorted by ICU experience from least to most. Timeliness was the most

highly rated (mean 3.1, SD 0.8) despite at least 20-30 seconds lag required between

responses while requirement for further guidelines to use in conjunction with the XAI

was the lowest rated (mean 1.6, SD 1.4). Some of the dynamic elements of the XAI

including ability to modify detail and integrate with a physician’s own knowledge

base were reasonably well rated relatively speaking (mean 2.6 and 2.9, SD 0.8 and 0.3

respectively). There was no obvious impact in this small sample of duration of ICU

experience on the responses. Consistency and precision were both rated towards the

lower end (these are known weaknesses of LLMs, especially consistency).

5.3.5 LLM conversations

The recorded conversation logs from the XAI condition were parsed and analysed.

Excluding the initial prompt and initial explanation provided by the LLM, there were a

total of 193 AI responses and 125 human responses over all 114 trials (19 physicians and

6 cases each). Median conversation length was 2 responses (IQR 2 to 4, range 2 to 12).

Median word count per response was 11 (IQR 7 to 16, range 2 to 35). Mean polarity

was 0.06 (SD 0.15) (i.e. very close to neutral). Mean subjectivity score was 0.21 (SD

0.23) again indicating relatively neutral and non-opinion based content (likely as most

responses from physicians were typically questions rather than fully elucidating their
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Fig. 5.11 Overall self-reported XAI usefulness rating against eye-tracking metrics.
Fixation duration against XAI utility in (a) and blink rate against XAI utility in (b).

clinical thoughts and rationale). LDA analysis of the text was used to identify potential

topics within the response dataset. Despite adjusting the number of components, the

analysis yielded no significant insights or distinct niche topics, likely due to the small

sample size limiting the depth of text available for analysis. Raw persuasion score

was higher for the LLM side of the conversation than the human (mean 0.7 vs 0.1

respectively, SD 1.1 vs. 0.3). However, when normalised for word count given the

human responses were much shorter the LLM normalised persuasion score was actually

lower than the human (0.004 vs. 0.011, SD 0.007 vs. 0.032).

Selected examples of conversations follow with associated commentary (AI in orange,

human physician in blue):
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Fig. 5.12 Heatmap for the breakdown of specific XAI rating questions. All questions on
a 0-4 scale with higher value implying XAI more positive (i.e. more useful/better/easier)
ICU experience on x-axis increases from left to right. Excluding the ’overall usefulness’
rating, all others appear in descending order according to mean rating (i.e. highest
rated at the top and vice versa.

Subject C19, Case 1

what about a fluid bolus ?
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Based on the information provided, I do not have enough data to
recommend a fluid bolus at this time. The patient is currently
demonstrating good urine output with the fluids they are receiv-
ing, suggesting adequate perfusion. Key factors are their lack of
mechanical ventilation, normal lactate, and moderate fluid balance
compared to the typical patient cluster.
While a fluid bolus could help improve perfusion, the data does not
indicate signs of inadequate perfusion that would clearly warrant ad-
ditional fluids. Their MAP is 63, which could be improved, but their
good urine output and comparison to the patient cluster provides
reassurance.
Moreover, the 90th percentile certainty recommendation balances
optimizing circulation while mitigating risks of fluid overload. The
state transition data shows only a 2% risk of death and 65% chance
of remaining stable. Together this suggests stability without a need
for aggressive interventions.

the urine output is still below 0.5ml/kg/hour

You’re right, upon further review a urine output less than 0.5
ml/kg/hr does indicate this patient would likely benefit from addi-
tional fluid resuscitation.
Looking back at the patient cluster data, typical urine output is less
than 100 ml/hr. And the most influential training case had a peak
fluid balance of 0 L and low quartile urine output of 30 ml/hr.
Even though this recommendation has 90th percentile certainty, the
patient’s oliguria and positive fluid responsiveness compared to the
cluster supports a trial of fluid bolus therapy. Their MAP is also on
the low end.
While there are always risks of fluid overload, this patient’s lack of
mechanical ventilation and stability of vitals suggests their intravas-
cular volume may be on the decline and could be boosted with bolus
while continuing to monitor for fluid overload.

so we can give a trial of fluid bolus?
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Yes, I agree that we can give a trial of fluid bolus for this patient.
The key factors in this decision are:

• The patient’s urine output is below 0.5 ml/kg/hr, indicating
the potential need for further fluid resuscitation.

• The most influential training case had low urine output and
fluid responsiveness to additional fluids. This suggests this
patient may also respond positively.

• The patient cluster has a typical urine output of <100 ml/hr.
So a trial of fluid bolus could help bring this patient’s output
closer to the cluster’s level.

• The patient’s MAP is on the lower end at 63. A fluid bolus
could help improve blood pressure.

• While the 90th percentile certainty recommendation did not
originally include a bolus, the patient’s oliguria and compar-
isons to the cluster and training case suggest there is room
for a fluid trial.

In the first exemplar chat (see 5.3.5), the LLM provides a good rationale for avoiding

a fluid bolus initially before being further challenged by the user on the fact that

the urine output is below 0.5ml/kg/hour (a commonly prescribed target by sepsis

guidelines [223]). The urine output in this case was around 0.5ml/kg/hour (0.44, 0.54,

0.38 and 0.53 ml/kg/hour over the preceding four hours). The physician’s question

triggers the LLM to immediately accept the truth of the physician’s statement and

pivot to agreeing to a fluid bolus. While a further interrogation of the cluster data

provided support in this case, the LLM was not able to confidently rebut the physician

with a quantification of the fact that urine output was probably near enough to the

target to be acceptable.
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Subject C3, Case 1

Would additional investigation findings presently unavailable (renal
function, ECHO, or CXR) change your thinking with this patient?
And if so, would it be present to err on the side of being conservative
first of all?

Based on the available information, additional investigations like
renal function tests, echocardiography or chest x-rays would not
significantly change my recommendations at this time. The patient
comparisons to the surviving cluster case, the certainty level of the
dose recommendation, and the low predicted risk of death provide
reasonable confidence in proceeding with the recommended doses.
However, it is wise to remain vigilant and conservative given this pa-
tient’s advanced age, high comorbidity burden and early progression
of sepsis. If the patient’s hemodynamics worsen despite our interven-
tions, that would prompt reconsideration and further investigative
findings could better inform adjustments to the treatment plan. We
aim to avoid under-resuscitation while also preventing fluid overload
in this vulnerable patient. I would monitor this patient closely and
use all clinical data available in regularly re-assessing appropriateness
of the fluid and vasopressor doses. Please let me know if you have
any other questions!

In the second exemplar chat (see 5.3.5), the LLM responds to a request for additional

data (such as echocardiography and a chest radiograph) that would indeed be useful

as not being pertinent to affecting the AI suggestion. This is a good example of the

LLM confidently stating something that is, on the balance of probabilities, unlikely

to be true. An echocardiogram suggesting a severely reduced ejection fraction would

probably affect the propensity to aggressive fluid resuscitation in this patient. However,

the LLM does agree with the physician that a conservative approach would be prudent

(albeit in a long-winded response).
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Subject C8, Case 4

Has this patient been eating and drinking in the days leading up to
the operation?

Unfortunately the information provided does not specify details on
this patient’s oral intake in the days leading up to being mechanically
ventilated for sepsis treatment. The prompt compared this patient
to a typical cluster with a heart rate of 79, MAP of 76, and a norad
dose of 0.11 mcg/kg/min. It also referenced training cases that
survived with average norad doses from 0.09 to 0.13 mcg/kg/min.
While further details on oral intake would be helpful for context, the
recommendation aims to align care with the representative cluster
and training cases based on the vitals, dosing and mortality data
provided. I apologize, but without explicit oral intake details for this
patient’s history, I do not have enough context to factor that into
my explanation. Please let me know if any additional clinical details
can be provided.

What might happen if I give this patient another 1000ml of fluid
over the next hour?

Given this patient is 91 years old with medium comorbidities and is
moderately oliguric while mechanically ventilated for sepsis, aggres-
sively giving an additional 1000mL fluid over the next hour beyond
the recommended 21mL/hr risks volume overload complications.
The patient details compare to a cluster receiving less than 100mL/hr
fluids on average. The influential training cases received peak fluid
balances from 7.7-13.7L, far below an extra 1L pushing this patient’s
cumulative balance from -1L towards positive.
Moreover, the model has only a 1% chance of transitioning this
patient to lower mortality states with more fluids. There is high
confidence in the moderate 21mL/hr dose. Additional fluids risk vol-
ume overload and worsening respiratory failure without clear benefit.
The safer approach is adhering to the recommended conservative
fluids aligned to the cluster and training data. Transition chances
and mortality risks reinforce this. Please let me know if you have
any other questions!

In the third exemplar chat (see 5.3.5), the LLM appropriately states that while

the additional information requested might be useful, it is unable to speculate on

how it might affect the final treatment suggestion. When confronted with a relatively

aggressive fluid suggestion by the physician, the LLM initially gives a good rebuttal
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armed with the training and cluster data. However, it then confuses the peak fluid

balances in the training cases with the current fluid balance of the current case (which

was actually positive 1L rather than negative). It is unclear why this error/hallucination

occured.
Subject C6, Case 4

What is the percentage of your moderate certainety for improving
outcomes?

Based on the information provided, my "moderate certainty" rec-
ommendation has a 60% percentile rank for ’certainty’ based on
the Q value difference compared to alternative actions. Additionally,
the next most likely state is to remain in the current state (58%
chance). Of the remaining top next states, 5 are lower mortality
states while 2 are higher. The risk of entering the death state is 1%
while chance of entering survival state is 3%. So in summary, I have
60% confidence in my dose recommendation to improve outcomes,
with a 58% chance of maintaining current state, and only a 1%
risk of death and 3% chance of survival to discharge based on state
transitions.

What about with my suggestions? 500mls/hr and 0.42 of norad.
what are the outcomes from your dataset?

Based on the information provided in the original prompt, I unfortu-
nately do not have enough data to definitively state the outcomes
for a fluids rate of 500 ml/hr and a norad dose of 0.42 mcg/kg/min.
A few key points:

• The reference cluster had average norad doses ranging from
0.09 to 0.13 mcg/kg/min, significantly lower than the sug-
gested 0.42 mcg/kg/min. So there is no clear comparison
data available.

• The two most influential training cases had peak fluid balances
ranging from 7.7 to 13.7 liters total. A rate of 500 ml/hr
would accumulate very quickly, and likely far exceed those
peak balances from the influential cases.

• My moderate 60% certainty recommendation was based on
typical doses for similar patients in the cluster, and positive
outcomes in influential cases using lower doses. Deviating
significantly from those doses does not have support in the
available data.
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And with her vitals becoming worse and correcponding metabolic
changes such as increasing lactate, why are we cutting back rather
than escalating?

Based on the patient’s worsening vitals and increasing lactate levels,
escalating care would be more appropriate than cutting back. A few
key points:

• The reference cluster showed patients had an average lactate
level of 3.4. So this patient’s rising lactate to 3.0 indicates
their condition is worsening compared to similar patients.

• The state transition data showed only a 1% chance of death
if my original dose recommendations were followed. But with
worsening vitals, the chance of death would likely increase if
doses were reduced.

• The two influential training cases used norad doses up to
0.13 mcg/kg/min, higher than this patient’s current 0.39
mcg/kg/min. So escalation aligned with those cases could be
reasonable.

• My moderate 60% certainty was for improving outcomes. But
with the patient deteriorating, certainty in further escalation
should increase to meet the elevated risks.

In the fourth exemplar chat (see 5.3.5), the LLM is able to present a strong data-

driven argument for the moderate certainty for the AI treatment suggestion. It is also

able to use these data to make a reasonable attempt at forecasting the potential impact

of a dose change suggested by the physician (albeit while clearly acknowledging the

uncertainty of doing so). Ultimately, the LLM sides with the user when confronted

with further evidence of clinical deterioration which prompts a repeat comparison with

the reference cluster and influential training case data.
Subject C6, Case 6

Why such a drop in your norad dose? Shouldnt we think if weaning
more slowly?
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Based on the details provided, a few key factors support recommend-
ing a lower vasopressor dose of 0.27 mcg/kg/min compared to the
patient’s current 0.9 mcg/kg/min:
1) The patient is currently maintaining adequate blood pressure
(MAP 79) and urine output (100-200ml/hr) on 0.9 mcg/kg/min
norad. This indicates they may tolerate a lower dose without com-
promise.
2) Compared to the representative patient cluster, this patient is
on a higher norad dose (0.9 vs 0.09 mcg/kg/min) despite having a
comparable MAP. This suggests potential to decrease.
3) The most influential training case survived on a median norad dose
of just 0.21 mcg/kg/min. As this case is most relevant, targeting a
similar lower dose is reasonable.
4) This dose recommendation has 50th percentile certainty, so

What about if we met in the middle with fluids (i.e 90mls/hr) and
go 0.6 with norad. What does this look like from your data?

Based on the details provided, going to an intermediate fluid rate of
90mls/hr and a norad dose of 0.6 mcg/kg/min balances multiple
considerations:

1. A fluid rate of 90mls/hr is in between the recommended very
restrictive 0 ml/hr and the patient’s current 100-200ml/hr.
This allows some continued fluid resuscitation while preventing
significant positive fluid balance.

2. A norad dose of 0.6 mcg/kg/min is in between the pa-
tient’s current 0.9 mcg/kg/min and the recommended 0.27
mcg/kg/min. This prevents an overly aggressive wean while
moving towards the representative cluster dose.

3. The most influential training case survived on median 0.21
mcg/kg/min norad but peaked at 0.43 mcg/kg/min. Target-
ing 0.6 mcg/kg/min balances.

In the fifth and final exemplar chat (see 5.3.5), the LLM initially provides a counter-

argument to the physician’s suggestion of weaning noradrenaline more slowly. However,

the physician then proposes a compromise with a dose between the AI and the initial

physician dose with a request for the LLM to see what the impact might be. The LLM

is agreeable to the compromise suggestion and provides corroborating evidence.
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5.4 Discussion

5.4.1 Summary of results

This study provides key insights into the interaction behaviour of physicians with LLM-

derived clinical XAI suggestions. First, there was no clear evidence of a significantly

different influence from LLM-XAI on prescription decisions as compared to only an AI

suggestion. Whether this was a true null effect or that there were too few subjects to

determine either an overall effect (or indeed an effect within a subgroup of interest such

as junior physicians) is unclear. Second, the experiment revealed a dynamic interaction

between physicians and the LLM-XAI, where physicians sometimes challenged or

provided additional context to AI suggestions leading to revised AI recommendations.

This suggests a more nuanced human-AI collaboration is possible by highlighting the

potential for AI to enhance clinical reasoning through offering alternative perspectives

or highlighting less obvious data patterns. Third, eye-tracking metrics that proxy

concentration suggested more cognitive attention was paid to the LLM-XAI screen

in this experiment than to the four simultaneously presented XAIs in the previous

experiment. Fourth, once again there were no obviously discernible patterns between

eye-tracking metrics and either clinical practice variation or final AI/XAI prompted

prescriptions though comparisons were severely limited by small sample size. Fifth,

the AI and XAI prescription distributions from this experiment often differed from

those in the vignette experiment, despite identical patient scenarios. This reinforces

two key points: (i) experiment fidelity significantly influences physician behaviour and

(ii) different types of XAI can have varied impacts on physicians. As a consequence,

using ’XAI’ as a blanket term risks overlooking the finer details of specific explainable

AI techniques, much in the same way as describing all AI algorithms simply as ’AI’

would obscure their important individual characteristics.
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5.4.2 Limitations

Several limitations should be acknowledged before interpreting the findings of this

experiment. First, the limitations discussed in the previous chapter (see section 4.4)

on fidelity of the simulation suite still apply. The setting is easy to standardise for

experiments and is far more life-like than vignettes but still does not compare to true

real-world clinical practice. Second, the limitations in Chapter 4 (see section 4.4) on

sample size and eye-tracking inclusions once again apply. In that experiment, 50% of

the sample was available for eye-tracking analysis (19/38) compared to 53% (10/19) in

this experiment. Once again, I therefore cannot definitively say whether non-significant

findings are due to a lack of a true effect or an insufficient number of participants.

Third, as discussed in Chapter 2 (see section 2.4), the patient scenarios while

attempting to represent a broad range of clinical presentations nonetheless do not

capture the full diversity of sepsis presentations. In the vignette experiment, the format

lent itself to more patient scenarios whereas the extra time required in the simulation

suite makes it difficult to assess more than six patient scenarios for any given physician.

If more physicians could have been recruited then a reasonable compromise would

have been to sample from all 24 patient scenarios used in the vignette experiment as

opposed to only six of them.

Fourth, the exact decision-making process and clinical rationale for the decisions

made by physicians is not easy to elucidate as a think-aloud protocol was not used. We

can infer some of the decision-making from a combination of the prescription changes

and conversation logs but it is likely that a formal qualitative interview study with

a sub-sample of physicians in this experiment would be a better way to shed light

on the cognition of subjects during the task (reporting bias not withstanding). Fifth,

while the AI-decision support tool was more realistically presented here on a laptop

screen as opposed to the large TV display in the previous experiment, it was still not

embedded into a dummy version of the EHR for maximum fidelity. Furthermore, despite
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optimising the code for speed, there was a 10-30 second delay between physicians

submitting a question and obtaining a reply from the LLM. This delay may have

not only contributed to smaller conversation lengths or a reduced propensity to ask

questions compared to faster commercial products, but it could also disrupt the natural

flow of physician-AI interaction, potentially affecting the quality and depth of these

conversations.

5.4.3 Implications

Notwithstanding these limitations, there are still important implications for those

considering the use of LLMs for XAI-driven decision support tools. For example,

some have proposed using LLM-XAI as an aggregator of multimodal and longitudinal

EHR data. In a recent review, the authors argue that such a system would be a

more dynamic and uncertainty-aware manner in which to convey AI-derived insights

to clinicians [224]. The dynamic nature of the XAI in my experiment compared to

the previous ones reveals how physicians and LLMs can engage in a collaborative

decision-making process. This suggests that the integration of AI in clinical settings

might not necessarily lead to simple automation bias, but rather a more balanced

interaction where both human expertise and AI insights contribute to the final decision

(and where the bias could act in both directions) [225].

The chat logs reveal instances where physicians challenge AI suggestions or provide

additional context, sometimes leading to revised recommendations (albeit from the

LLM rather than the AI Clinician RL agent). This dynamic interaction presents

an opportunity for improving the underlying AI Clinician RL agent. By recording

these conversations and converting the natural language exchanges into structured,

RL-compatible data, we could create a feedback loop for the original RL agent [226].

This process would be analogous to how LLMs are fine-tuned using Reinforcement

Learning from Human Feedback (RLHF) [227], but with a crucial difference. Instead
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of ranking LLM outputs, the feedback would come from the strength and frequency of

physician counter-arguments or the need for recommendation revisions. This approach

could allow the AI Clinician RL agent to learn from these clinical discussions, refining

its understanding of when initial suggestions may be suboptimal or require additional

context. Over time, this could lead to an RL agent that is more aligned with clinical

expertise and better able to account for the intricacies of scenarios that might not be

fully captured in the initial training data. For example, if the physician was able to

perform a bedside echocardiogram, this would be useful additional data that was not

present in the original training data set for the AI Clinician.

In some cases, the LLM provided data-driven arguments that might not have

been immediately apparent to physicians. This suggests that AI could potentially

enhance clinical reasoning by offering alternative perspectives or highlighting less

obvious data patterns at the bedside [228]. In short, it offers an opportunity to prompt

the physician to think again and might in fact be an antidote to some of the common

cognitive biases that can warp clinical decision-making by improving reasoning skills

[229]. There is therefore also a powerful educational opportunity too, particularly

for junior physicians. This could be further enhanced by developing a system that

remembers interactions with specific users and incorporates insights from risk tolerance

and uncertainty questionnaires as in this experiment. For instance, if a physician is

identified as overly cautious, the LLM could offer personalised suggestions that gently

challenge this tendency, encouraging a more balanced approach [13]. Conversely, for

physicians inclined toward aggressive prescriptions, the system could emphasise more

conservative options. This personalised, adaptive learning tool could help trainees

develop a more nuanced understanding of clinical decision-making, counterbalancing

their pre-existing biases and might also be useful in situations where a senior decision-

maker is not immediately available [230]. However, the not infrequent inconsistencies

and errors in the LLM responses, such as confusing current patient data with historical
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data, underscores the need for extreme caution to be exercised before any full clinical

roll-out can be considered. For example, in one recent study by Cabral and colleagues,

while an LLM was superior to physicians in clinical reasoning, it also had more instances

of outright incorrect clinical reasoning than human physicians [231].

5.4.4 Conclusions

In summary, this study provides key insights into the interaction behaviour of physicians

with LLM-derived clinical XAI suggestions. While there was no significant difference in

prescription decisions or data verification behaviours between AI and XAI conditions,

eye-tracking metrics suggested increased cognitive attention to LLM-XAI compared to

the simpler and less dynamic XAIs in the previous experiment. The study also challenges

concerns about automation bias with LLM-XAIs, revealing instances where physicians

in fact influenced the LLM’s recommendations through collaborative discussion and

additional contextual input. This dynamic interaction highlights the potential for

AI to enhance clinical reasoning by offering alternative perspectives and prompting

physicians to reconsider their decisions. However, inconsistencies in LLM responses

underscore the need for caution before real-world implementation.





Chapter 6

Discussion

6.1 Summary of findings from experiments

The experiments conducted in this thesis provide valuable insights into the influence

of XAI-driven decision support systems on clinical decision-making (and specifically

prescription decisions with an ICU sepsis context). The key findings can be summarised

into six discrete themes:

Impact of AI recommendations on clinical decision-making

AI-driven recommendations significantly influenced prescription decisions as evidenced

by dose shifts. However, the extent of this influence varied depending on the experimen-

tal setup (i.e. fidelity) and the nature of the AI suggestions (i.e. whether accompanied

by XAI and if so, which type).

Evaluation methodology of healthcare-AI

The experiments demonstrated both the feasibility and added value of using non-

standard methodologies such as eye-tracking and high-fidelity simulation environments

to evaluate physician interaction with AI-driven decision support tools. These methods
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provided objective measures of attention and cognitive load which offer insights that

self-reports alone would not capture. While this necessarily implies extra resource cost

(both financial and time) to performing experiments, it is likely to be worthwhile in

terms of presenting study estimates that are closer to real-world practice.

Perception of explainable AI

The experiments revealed an unexpected relationship between XAI and its subjectively

perceived utility. There was a consistent lack of correlation between physician self-

reported usefulness of XAI and its actual influence on decision-making or the objectively

measured attention devoted by physicians to explanations. This core finding calls into

question the reliability of self-reports as a metric for evaluating the impact of XAI on

clinical decision-making. This is not to say that self-reported measures of XAI utility

should not be used at all. Rather it suggests that self-reports should be only one (and

arguably not the primary) metric among several balanced evaluation metrics for XAI

in clinical settings. There are many situations in which human participants report

satisfaction despite this contradicting their true feelings [232–234].

Human-AI behavioural interaction

The experiments with more dynamic interaction methods shed light on how physician-

AI behaviour evolves over the course of several responses. For example, physicians

were observed challenging AI suggestions and providing additional context, leading to

revised recommendations. This interaction highlights the potential for AI to enhance

clinical reasoning by offering alternative perspectives and highlighting data patterns

that physicians may not have been cognisant of.
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Variability in XAI effectiveness

The experiments reinforced that different types of XAI can have varied impacts

on physician decision-making. Simple feature importance explanations, simultaneous

presentation of multiple XAI types, and LLM-derived explanations each showed distinct

patterns of influence (or absence thereof).

Influence of physician characteristics on interaction with AI

Contrary to expectations, neither clinical experience nor attitudes toward AI showed

strong correlations with the influence of AI-driven treatment suggestions. The most

likely explanation for this phenomenon was that variability in adherence to AI treatment

suggestions might instead be more dependent on specific patient scenarios. However,

some subtle differences were observed such as (i) senior doctors exhibiting higher

cognitive load when reviewing data-rich information sources and (ii) junior physicians

being more likely to seek second opinions when conflicted with ‘unsafe’ AI suggestions.

6.2 Strengths and limitations

The key strengths of the experimental approaches employed in this thesis include the

following:

Methodological innovation

Eye-tracking has been used very infrequently with regard to clinical AI evaluation (and

especially so within free-movement high-fidelity simulation settings). The validation of

this approach represents a significant advancement in evaluating human-AI interaction

in healthcare. This approach provided objective measures of attention and cognitive

load, offering insights that self-reports alone could not capture.
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Evaluation trifecta

The studies in this thesis evaluated the full trifecta of what physicians did (i.e. their

actual prescription decisions), how they did it (i.e. what they looked at during the

decision-making process) and what they said (i.e. their subjective ratings for the

explanations after the experiment ended). This provides a truly multi-faceted view of

the interaction between physicians and AI-driven decision support tools that is absent

from most studies in high-stakes decision settings.

Diverse XAI modalities

The inclusion of various XAI types (feature importance, mortality based predictions,

Q-value differences, influential training examples, LLM-derived explanations) allowed

for conclusions that more broadly reflect XAI approaches rather than being limited to

the weaknesses of any single approach. This contributes significantly to the broader

understanding of XAI in healthcare especially in acute settings such as intensive care.

However, as candidly acknowledged throughout the chapters of this thesis, there

were also several limitations that fall into four broad themes.

Fidelity

I tried to address the fidelity limitations of the vignette by upgrading to a simulation

suite but this nonetheless is only one prior step before real-world studies and is in no

way a substitution for such work.

Eye-tracking issues

This is a novel technology to apply to the clinical XAI setting and therefore there are

likely many technical improvements that are possible. Efforts to address the significant
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drop-off in participants includable due to technical issues with pupil identification

would be valuable in increasing the sample size for future clinical studies.

Sample size

While the sample recruited for the vignette is comparatively large compared to some

similar studies, the small sample sizes in the simulation studies limited statistical

power and the ability to draw definitive conclusions from non-significant findings. I

pursued both convenience sampling and targeted advertising within the local NHS

trusts of the simulation suite (i.e. Imperial College Healthcare NHS Trust) but it was

nonetheless difficult to recruit physicians, even when offering considerable financial

remuneration for participant inconvenience. Unlike the vignette experiment, it was

less feasible to recruit physicians who were based far from Imperial College Healthcare

NHS Trust as they were generally less willing to travel to the simulation suite for the

experiment. However, the counter-argument is that given the novelty in this field, it

was important to learn from multiple studies rather than concentrating the limited

recruitment potential into a single large study.

Insight into physician cognitive processes and decision-making

Ultimately, the evidence in the studies within this thesis tend to focus on the distal end

of the decision-making process (visual attention on ROIs and prescription decisions).

The intricate cognitive process of weighing up information and gradually coming to a

decision is comparatively opaque. Although the LLM experiment does suggest some

intermediate decision-making steps in so far as physicians asked questions to the LLM,

this is nonetheless patchy and not uniformly present for all the patient scenarios that

were undertaken. Chapter 3 dealt with the disadvantages of think aloud protocols which

would be the natural alternative (or complementary approach) to what I executed in

these studies. Another approach would be dedicated qualitative studies with thematic



162 Discussion

interviews. Ultimately, the well acknowledged difficulty in truly elucidating the human

decision-making process without impact from reporting and hindsight biases is difficult

to counteract.

6.3 Overarching implications and future directions

The findings from this thesis offer significant insights into the potential and challenges

of implementing XAI-CDSS in a clinical setting such as the intensive care unit (which

combines the triumvirate of high-stakes decision-making, high clinical uncertainty and

large volumes of multimodal data). Three overarching themes emerge from my work,

each with important implications for future research and real-world implementation of

XAI-CDSS.

First, these studies reveal a nuanced interplay between clinicians and AI-driven

decision support tools that goes beyond simple automation bias or algorithmic aversion.

The dynamic nature of human-AI collaboration, especially evident in the LLM-based

XAI experiment, suggests that these systems can potentially serve as partners in the

decision-making process rather than mere tools. This collaborative approach has the

potential to highlight alternative clinical perspectives and less obvious data patterns to

decision-makers, potentially mitigating common cognitive biases that occur in medical

decision-making. However, there is also a need to design XAI systems that can adapt to

individual characteristics in physician personality, such as risk tolerance and appetite

for uncertainty, if we truly want to minimise the harmful impact of cognitive biases

in decision-making. The ethics of this latter aspect (i.e. specifically targeting AI

suggestions in an individualised manner to clinician users based on their personality)

has not been well explored and may be more controversial than it initially appears.

Second, the studies in this thesis highlight the complexity and difficulty of evaluating

XAI effectiveness in clinical settings as opposed to straightforward non-clinical XAI tasks

evaluated over the internet on any willing member of the public. I have demonstrated
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how traditional metrics such as self-reports are inadequate in capturing the true

impact of XAI on decision-making. The innovative use of eye-tracking technology in

this work offers a promising avenue for more objective assessment of XAI influence.

However, further work is required before true gaze-related behavioural phenotypes can

be validated for clinical use (and ideally also for providing feedback to an RL-agent

on how end-users respond to RL treatment suggestions). In Chapter 1, I quoted

Doshi-Velez and Kim who made the important point that the highest level in their

taxonomy of XAI evaluation was application-grounded evaluation using real humans

and real tasks and that "we as a community respect the time and effort involved to do

such evaluations, and also demand high standards of experimental design when such

evaluations are performed" [56]. The work in this thesis has attempted to live up to

this aspiration for real-world XAI evaluation.

Third, the studies in this thesis support the educational implications for XAI in

clinical settings. Junior physicians, who are still developing their clinical reasoning skills,

may require extra support (or at least the availability of such support for situations

where the AI suggestion is grossly discordant to their preferred course of action). To

the extent that in Chapter 1 an advantage of AI-CDSS was its ability to improve the

resource constraints associated with limited clinical experts, some of the findings in

this study challenge whether that advantage will be realised in the near-term. However,

there is potential for a CDSS to grow beyond simply providing isolated decision-support

and instead be trained to a user, much like a social media algorithm is adapted to

present a user with homepage content that keeps them maximally engaged.

What is not yet clear is how the educational training of early- and mid-stage clinical

trainees will need to adapt in the age of AI-driven clinical decision support tools to

equip physicians with the necessary knowledge on two fronts: (i) how they might be

led astray by LLMs so that they have the necessary cognitive immunisation against

automation and aversion bias and (ii) the broad-brush core workings of AI-tools such
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as RL agents and LLMs so that physicians understand what the limitations are (and

thereby when they should be less trusting of advice from such systems).

6.4 Conclusions

The findings from this thesis have important implications for all healthcare AI stake-

holders involved in attempting to bring XAI-CDSS toward real-world implementation.

Specifically, the findings in my thesis support an emphasis on high-fidelity simulation,

neuro-behavioural objective markers of attention such as real-time eye-tracking and

a more nuanced understanding of the interaction behaviour between physicians and

AI in high-stakes healthcare settings. As the field progresses, it will be crucial to use

these insights to design larger-scale, real-world studies that evaluate the impact of XAI

in a live clinical environment.
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Reproducibility

• The code that supports the findings in this thesis will be made available on
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• The code and datasets that support the findings of both published studies can

be viewed at the links below:

– Quantifying the impact of AI recommendations with explanations on pre-

scription decision making

– Eye tracking insights into physician behaviour with safe and unsafe explain-

able AI recommendations

https://github.com/mn936148/PhD-Thesis-Code
https://doi.org/10.6084/m9.figshare.23192624
https://doi.org/10.6084/m9.figshare.23192624
https://doi.org/10.6084/m9.figshare.23192615
https://doi.org/10.6084/m9.figshare.23192615


Appendix B

Chapter 1: Background

Patient and public involvement (PPI)

PPI application form

Included overleaf.

PPI briefing form

PRE-SESSION INFORMATION SHEET FOR FOCUS GROUP PARTICIPANTS
(22nd FEB) on "Early diagnosis and decision support tools in sepsis using artificial
intelligence (AI)"

We look forward to welcoming you to the focus group session and are grateful for
your participation. To ensure we make the most of the session we have prepared
some brief background reading material that we hope will be of interest.

Sepsis is a life-threatening condition where an infection triggers an excessive and
potentially harmful reaction by the body which can be lethal. Septic patients are
different from one another in many ways: their organ problems vary and their immune
systems behave differently. Given these differences it may be that a more personalised
and tailored approach to treatment improves outcomes. We want to help doctors
decide on the right treatment for each patient by applying artificial intelligence (AI)
techniques to data from patient monitors and blood tests.
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What is so great about AI? Because of the volume of data collected these days an
AI can be trained on potentially hundreds of thousands of patient episodes far more
than any human could see in their entire clinical lifetime. AI can also be better at
spotting patterns among data than humans and suffering less from e.g. tiredness or
fatigue during a night shift. There are downsides too though e.g. inability to talk
things through with you and AI still needs testing to make sure the suggestions are
actually safe before it’s implemented in the real world. The best solution in the future
is likely to be clinicians and AI working together to cover each other’s blind spots and
offer the best care possible.

To make sure that this work serves patients in the best way possible we want to
hear from you and are particularly interested in the following themes:

a) How would you feel about an AI algorithm suggesting diagnoses or treatments
to the clinical team looking after you or a family member/friend?

We foresee several potential issues here. One is how large a role the AI has. Is
it merely offering a ‘humble’ suggestion is it saying that a certain treatment
is the best in this case or should it direct the clinical team to do a certain
action? Would you expect to be told when a clinician has used an AI as part of
the diagnostic/treatment process or only if it deviates from the current status
quo/best practice guidelines?

b) To what extent does the performance of the AI matter? Most of us would
rather hear the opinion of a senior consultant than a first year doctor because
they consultant has more experience and is more likely to be correct. If clinical
studies proved that the AI made suggestions that were superior (on average) to
even senior doctors then would that make you feel more comfortable about them
having a bigger role? Should the clinical team always have the final say before
discussing with you?

The AI will use data from blood tests monitors and the clinical record to make
its suggestions and recommendations. It is not (yet!) capable of having a chat
with you. So we also wonder what the best way to incorporate your views into
the decision making process might be? At the moment for example the clinical
team will discuss diagnoses and treatments with you to determine what your
preferences and feelings are and how they best fit into a management plan for
you. How would you feel about submitting a brief questionnaire to your clinical
record on e.g. your thoughts about risks/benefits how much you value quantity
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over quality of life etc. Or would you rather the clinician communicates the AI
suggestions and discusses this with you?

c) If we could design the AI to explain its decisions what sort of explanation
would be helpful to you?

One of us is researching the best way for the AI to explain its decisions to
clinicians. For example if the question for the AI is what volume of fluid to give
or what dose of drug to give there are several possible ways for the AI to display
this:

• “Give 200ml fluid over the next hour”

• “These are the top 3 actions for the next hour. . . ”

• “These are the top 3 actions and the percentage chance they are the best
thing to do. . . ”

• “Here is a graph of what I (‘the AI’) predict will happen if you perform the
best action and if you do not”

• “I think X is the best action and these are the observations/blood results
I’ve seen that make me think this. . . ”

How important is it for you that an AI is able to explain why it is recommending
something. Ultimately if you ask a clinician for an explanation and they have
used an AI then they will need to convey some of this information to you.

Does it matter how the AI decided something as long as we can tell from studies
that it seems to be the right action? Some very complex AI algorithms have
internal workings that rely on complicated maths and we can’t often tell exactly
how they’re weighing things up. But we can see the outputs and whether it’s
working. In other words should the AI be explaining its decision making process
or persuading the clinical team (and by extension you) about how good/effective
its decision is regardless of how it came to make it.

The AI can also be trained to value certain goals more highly than others and the
aim would be to prioritise patient centred outcomes (e.g. survival time spent on
a ventilator time in the ICU/in hospital) as opposed to short term number based
outcomes (what your blood pressure is on a given day how much urine has been
produced whether there are fevers). We know that sometimes aiming for the
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short term numbers to look good can actually make the longer term outcomes
worse. Would an explanation that says it is trying to maximise a patient-centred
outcome be helpful to know?

d) How would you feel if the AI made a recommendation that turned out to be a
mistake?

Despite the pace of discovery there is still a lot of uncertainty in healthcare.
Human clinicians despite our best intentions still can and do make mistakes.
When this happens there is now a much stronger culture of honesty and a duty
of candour.

How would you feel if there was an incorrect recommendation or suggestion
from an AI? Would this depend on whether it was just a suggestion (in which
case the clinician acting on it should take most of the responsibility) or more of
a command (in which case the AI and by extension the makers of the AI are
responsible)?

The example of self-driving cars is interesting to think about in this regard. We
know most road accidents are the result of human error. Even if self-driving cars
make mistakes they are probably much less likely to cause harm than humans.
However many of us still find the idea of a self-driving car causing an accident
very disturbing and any such reports get a lot of media and press attention.

Do you think these attitudes might be shaped more generally about overall
views on AI in society and how big a role humans should keep in some fields e.g.
healthcare vs. manufacturing automation?

e) Data available from patients’ blood samples such as genetic information may
be able to help doctors decide if a patient is likely to respond to a treatment.
Are you comfortable with your data being used in this way? Would use of
genetic information cause any concern?

PPI transcripts

PPI SESSION HELD REMOTELY VIA ZOOM ON 22 FEB 2021

Comments from three participants (all former ICU patients)
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Topic 1: AI decision support tools in general

• How would you feel about an AI algorithm suggesting diagnoses or treatments
to the clinical team looking after you or a family member/friend?

Participant 1 feels this is a good idea and can help the doctors targeting/diag-
nosing. Could also be quicker than humans can do it. Doesn’t scare her.

Participant 2 asked if all data from all patients could be added into the system
to help with diagnosis especially around genetic testing. How would this work
with consent especially if this from NOK.

Participant 3 agreed with points above but felt it was important how it was put
across to patients. Felt that if it was put across in a positive way.

Participant 1 felt although she is not a ‘techie’ person she felt we have to move
with the times and if it is used all the time it will become just part of normal
care. This would be a development of normal practice and the machines we use
already.

Participant 3 have to trust the experts who know what the right drugs are etc
and that this is an extension of that.

Participant 2 felt that the AI needs lots of testing to be sure that it works before
it is fully implemented as it is dealing with people’s lives.

Participant 1 felt she would trust the decisions that the doctors were making based
on the AI. She believed it would be tested rigorously before it was implemented.

Participant 3 would like there to be back up systems so that we weren’t reliant
on one system/computer.

Finn – There are two ways these could work a description about how a part
of the body could work (mathematical model) or a system that uses the huge
amount of data and finds a pattern without reference to what might be going on
underneath. Which is more acceptable?

Participant 2 both equally acceptable but depends on how much it would alter
treatment and would need monitoring all the way through would be concerned
when the genetic markers are introduced. She thinks this is concerning because
she feels many people’s relatives would be uncomfortable with this as it may
find other things that are unrelated to sepsis and how would these things be
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communicated to patients. More used to the data being analysed and the results
being given to the doctor who then decides what to do with it.

Participant 1 thinks the AI would allow greater shared knowledge across hospitals
especially about rare situations. She is really positive about this.

Participant 3 asked if people could opt out of getting results from genetic
information if it was being used.

Participant 2 felt this could be an issue around not being conscious at the time
of the results.

Finn – asked about risks and benefits of treatment asked how we might collect
ideas about preferences for risks and benefits before going into hospital.

Participant 1 – very different going for scheduled care compared to unplanned
sepsis.

Participant 3 – felt and opt out system might work

Participant 2 – Would hope that husband and daughter would know them well
enough to make a decision on their behalf.

Myura – Would people feel comfortable incorporating patient wishes into the
decision suggestions.

Participant 2 – clinicians need to be the link between the AI and patients

Participant 1 – may be different in 30-40 years’ time when AI is more normal
part of life for now would need a person explaining it. Everyone likes some human
touch. Interaction with patients is important (including with staff) is important
to keep patients going this couldn’t be done with AI.

Participant 3 – could the system be introduced on general wards before ICU so
that patients could get more comfortable with it.

Finn – Asked if a system that suggested guidelines and evidence needed as much
scrutiny as a black box system.

Participant 1 – don’t want to move away from knowing the patient and becoming
reliant on the AI. Clinicians need to be involved to know if it is the right think
for the patient. Likened AI to the machines that we are currently used.

Participant 3 – felt that if the AI could display the long-term consequences of
the decisions would be helpful
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Participant 2 – would depend on the stage that the research is to the extent that
the AI can prompt or take over. Needs the baby steps at the beginning. Would
the AI be able to keep up in a timely way?

Topic 2: Explainability

• If we could design the AI to explain its decisions what sort of explanation
would be helpful to you?

Myura - It is one thing for the AI to give good recommendations but another
thing is whether and how clinicians translate these into action. This is influenced
by lots of factors. If an AI recommended a treatment how important is it to
explain (to patients and relatives) why the treatment needs to be given as long
as the answer is right?

Participant 3 - It would have to be an explanation in very simple terms given
how stressful situation is for patient and family e.g. this is the treatment we
want to give and here is the and this is what the treatment does

Participant 2 - I feel that it does have to be explained.

Participant 1 - As a patient I have lots of trust in the team that are treating me.
If they were happy that the AI was recommending the right thing I would trust
this without needing an explanation.

Myura - What might be the best way for an AI to present recommendations to
the clinical team?

Participant 1 - I don’t think it’s too relevant to me too much as long as it helps
the clinician helps make the best decision

Participant 2 - I feel it’s important that the AI presents the clinicians with
multiple options

Myura - Sometimes treatments which ‘make the numbers look right’ in the
short-term don’t correlate with improved long term outcomes. In contrast AI
might be able to infer links between actions taken now and longer term outcomes
and recommend treatments that it thinks will improve these long-term outcomes.
In this situation the clinicians looking after the patient might not be able to
understand the rationale for the AI’s suggested actions and so wouldn’t be able
to offer an explanation to the patient / family. How do you feel about the fact
that we couldn’t offer a full explanation here?
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Participant 1 - I would be OK with there not being an explanation long as this
long term association was proven.

Participant 2 - I’m worried that it might be difficult for the AI to tell the
difference between ‘chicken’ and ‘egg’. For example if someone dies then we aren’t
collecting their data any more and so the AI won’t see it.

Participant 3 - In the future it would be really helpful if the AI was able to take
psychological data into account as when the staff took this into account it was
very therapeutic for me.

Topic 3: AI mistakes or errors

• How would you feel if the AI made a recommendation that turned out to be a
mistake?

Finn – How much information would patients want about the level of uncertainty
of a decision.

Participant 2 – there may be problems linking GP to hospital data.

Participant 2 – many of the treatments are down to personal preference of the
medical staff and this usually isn’t discussed with patients. The case conference
discussions often aren’t communicated to patients as it is so what would the
difference be. Knowing the uncertainty would make things more complicated.
This could feed into the suing culture

Participant 3 – agrees with Participant 2 need to assume that the clinicians are
making the best decisions and rely on what the clinicians are saying.

Participant 1 – have to trust clinicians that the best decisions are being made
even if these turn out not to be the right ones.

Finn – asked about what they would feel if an AI made a recommendation that
turned out to be a mistake.

Participant 1 – clinicians can also make mistakes so it would still be hard to put
blame somewhere. If it is the AI is it any worse than if it is a clinician. Maybe it
is best not to know if it is AI.

Participant 2 – as AI is introduced will this decrease the teaching of lower grade
staff so that they won’t be as experienced when they become consultants.
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Participant 1 – want to make sure that if a mistake is made that there is learning
from it.

Participant 3 – agrees that if there is a mistake it needs to be fed back into the
system to allow learning.

Participant 2 – the transparency is the aspect where there needs to be the bridge
between the medical staff and the relatives. Somethings patients don’t need to
know if the computer decided it and some patient would want to know even if it
was a clinician who made the decision.
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Chapter 2: Vignette experiment

Pre- and post-experiment questionnaires
• Pre-experiment:

– How old are you?
– For how many years have you been working clinically?
– What is your current position (or equivalent level)? Options: ’SHO’, ’SpR’,

’Consultant’
– What type of ICU do you predominantly work in? Options: ’General’,

’Cardiac’, ’Neuro’, ’Paeds’, ’Liver’, ’Trauma’, ’Mixed’
– Your opinions on Artificial Intelligence (AI) on a 5-point Likert scale

(’Strongly disagree’, ’Disagree’, ’Neutral’, ’Agree’, ’Strongly agree’)

∗ AI will benefit society at large
∗ AI will personally benefit me in my day to day life
∗ AI will benefit the National Health Service (NHS)
∗ AI will personally benefit my work as a clinician

• Post-experiment:

– How likely would you be to use an AI system like this to help guide your
clinical practice in the ICU? Keep in mind that the current interface is a
demo and will be replaced by a professionally designed version similar to
current electronic health software. 5-point Likert scale (’Very Unlikely’,
’Unlikely’, ’Neutral’, ’Likely’, ’Very likely’).

– How important to you using an AI system like this is evidence of improved
clinical outcomes (e.g. reduced length of stay or lower mortality) in an ob-
servational study? 5-point Likert scale (’Very unimportant’, ’Unimportant’,
’Neutral’, ’Important’, ’Very important’).
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– How important to you using an AI system like this is evidence of improved
clinical outcomes (e.g. reduced length of stay or lower mortality) in a
randomised trial? 5-point Likert scale (’Very unimportant’, ’Unimportant’,
’Neutral’, ’Important’, ’Very important’).

– How useful overall were the explanations for the AI suggestions? 5-point
Likert scale (’Not at all useful’, ’Not useful’, ’Neutral’, ’Useful’, ’Very
useful’).

Experiment screenshots
Screenshots showing progress through various screens of the interface follow in the
pages below.
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Selected comments from subjects
• I feel that the AI does help narrow my range of options to make a more evidence-

based decision.
• At times I found I agreed with the AI system. At time I found I wildly diverged

from it. I think mostly my responses were more extreme (’stop fluid’, ’double
norad’) than the AI’s suggestions. I really enjoyed this exercise.

• Different way of approaching decision making than I might normally do, obviously
with less inputs than normally available. Prompts interesting thinking about
how we make clinical decisions "ahead of time" for patients i.e. in the next hour,
rather than being reactive. It would be really interesting to estimate how much
effect the tool has on moderating my normal decision making.

• Very interesting. I thought the AI explanations would make me trust it, but it’s
difficult if you don’t understand the algorithm / biological mechanism - I guess I
expected it to use cardiac output parameters / SIRS criteria etc.

• Great tool - innovative and barring a few anomalies, feels pretty reflective of
what I would do.

• The AI suggestions with explanations were not very well explained. ’Words’ were
given without context.

• Really interesting concept, I’d be very interested to understand the reasoning
that the AI tool uses to get to its suggestions, as sometimes they were very
different to what I would have done, so it would be useful to know when I was
missing something.

• Always difficult as clinical trajectory is associated with uncertainty. very generous
use of noradrenaline overall it seemed and this is not without consequence.
Potential to help nurse/junior clinician if validation can be confirmed.

• Very interesting to see how Ai is thinking. Made me realise how my human
interaction is very much based on a select few parameters, and different layouts
are more likely to lead me to potentially miss, or misunderstand some observations.
In my own practice, seeing patients and then setting physiological parameters is
common. The ability of AI to adjust automatically to meet this would be a huge
help in reducing chances of inappropriate drops/ increases of human physiology.

• I found I often disagreed with the AI clinician and agreed with the colleague
input

• It showed me my own proclivities to using fluids rather than NA. I’m more
comfortable with a ’wet’ approach than a dry one. I think this is a reflection
of what I have observed in colleagues and seniors over recent years. Similarly,
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my likelihood to use, or ignore, AI suggestions will - I imagine - be determined
more than anything else by senior (sensible in my view) colleagues and their
acceptance or derision of the technology. Also, the possible criticism clinicians
may feel they open themselves up to if they fail to follow the algorithm.

• Excellent premise. I think this has loads of potential. I guess difficulty is knowing
what the ’gold standards’ are with regards to fluid/vasopressor therapy. The
model has been exposed to more patient ’lab data’ than any clinician, but how
much does clinical examination and the resulting ’data’ play a role in these
decisions?

• More explanation/data around the evidence for the categories chosen as most
important by the AI facility would give me more faith in following those instruc-
tions.
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Chapter 3: Eye-tracking data

Gaze positions on surface

Field Description
world_timestamp world camera timestamp at which the sample was recorded
world_index frame number of the world camera to which this sample is

correlated
gaze_timestamp
x_norm x coordinates between 0 and 1, where (0,0) is the bottom left

corner of the surface and (1,1) is the top right corner
y_norm y coordinates between 0 and 1, where (0,0) is the bottom left

corner of the surface and (1,1) is the top right corner
x_scaled same x coordinate as above but coordinates scaled with the

size defined for the surface
y_scaled same y coordinate as above but coordinates scaled with the

size defined for the surface
on_surf boolean for whether gaze is on surface or not

Table D.1 Description of fields in eye tracking gaze position data (here using the
example region of interest of AI screen)
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Gaze positions

Field Description
gaze_timestamp timestamp of the source image frame
world_index closest world video frame
confidence computed confidence of gaze (0 to 1 scale, higher = more

confidence)
norm_pos_x x position in the world image frame in normalized coordinates
norm_pos_y y position in the world image frame in normalized coordinates
base_data "timestamp-id timestamp-id ..." of pupil data that this gaze

position is computed from data made available by the 3D
vector gaze mappers

Table D.2 Description of fields in eye tracking gaze position data

Fixations

Field Description
world_timestamp world camera timestamp at which the sample was recorded
world_index frame number of the world camera to which this sample is

correlated
fixation_id unique id for fixation
start_timestamp timestamp of the first related gaze datum
duration exact fixation duration, in milliseconds
dispersion dispersion, in degrees
norm_pos_x normalized x position of the fixation’s centroid
norm_pos_y normalized y position of the fixation’s centroid
x_scaled same x coordinate as above but coordinates scaled with the

size defined for the surface
y_scaled same y coordinate as above but coordinates scaled with the

size defined for the surface
on_surf boolean for whether fixation is on surface or not

Table D.3 Description of fields in eye tracking fixation data (here using the example
region of interest of AI screen)
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Surface positions

Field Description
world_index frame number of the world camera to which this sample is

correlated
world_timestamp world camera timestamp at which the sample was recorded
img_to_surf_trans 3x3 transformation matrix from camera coordinate space to

reference surface coordinate space
surf_to_img_trans 3x3 transformation matrix from reference surface coordinate

space to camera coordinate space
num_detected_markers number of April tags detected for this sample
dist_img_to_surf_trans 3x3 transformation matrix from distorted camera image coor-

dinate space to reference surface coordinate space
surf_to_dist_img_trans 3x3 transformation matrix from reference surface coordinate

space to distorted camera image coordinate space
num_definition_markers [unknown - not used]

Table D.4 Description of fields in eye tracking data (surface positions AI)

Blinks

Field Description
id numerical ID of blink
start_timestamp blink start timestamp (s)
duration blink duration (s)
end_timestamp blink end timestamp (s)
start_frame_index blink start world frame index
index blink median world frame index
end_frame_index blink end world frame index
confidence mean of absolute filter response during blink clamped at 1
filter_response filter response (’Activity’) during blink
base_data timestamps of data associated with blink

Table D.5 Description of fields in eye tracking blink data
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Chapter 4: Simulation suite experiment

Convergence Metric and Jaccard Similarity
Jaccard Similarity:

For two sets A and B, the Jaccard similarity is defined as:

J(A, B) = |A ∩ B|
|A ∪ B|

In our context, for each state-action pair (s, a) between two consecutive runs i and
i + 1, we calculate:

Ji,i+1(s, a) = |Ei(s, a) ∩ Ei+1(s, a)|
|Ei(s, a) ∪ Ei+1(s, a)|

Where Ei(s, a) is the set of episodes for state-action pair (s, a) in run i. The overall
Jaccard similarity between runs i and i + 1 is then the average over all state-action
pairs:

Ji,i+1 = 1
|S × A|

∑︂
(s,a)∈S×A

Ji,i+1(s, a)

Convergence Metric: For a given run n, the convergence metric is:

Cn = 1
|S × A|

∑︂
(s,a)∈S×A

maxe∈En(s,a) fn(e, s, a)∑︁
e∈En(s,a) fn(e, s, a)

Where:

• S × A is the set of all state-action pairs
• En(s, a) is the set of all episodes seen for state-action pair (s, a) up to run n
• fn(e, s, a) is the frequency of episode e for state-action pair (s, a) up to run n
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Trial matrix

Fig. E.1 Safe scenarios are denoted by a green ’S’, unsafe scenarios by a red ’U’ and
incentivised unsafe scenarios by a yellow ’I’. The last column indicates whether or not
eye-tracking data was ultimately available for analysis.
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Standardised experiment briefing
This simulation experiment aims to study how clinicians might interact with an AI
decision support tool for patients with sepsis. The AI takes patient variables as input
and outputs a treatment recommendation for both fluid and vasopressor. We have
limited evidence that the AI might be effective based on retrospective data from an
American dataset and further validation on retrospective data from the Netherlands.
However, there has not yet been prospective evidence of either effectiveness or safety.

You will conduct a brief ward round review of 6 ICU patients with sepsis. Between
each patient, you will exit the room and be called in again to see the next patient by
the nurse.

For each patient, you will first be asked:

• Treatment prescriptions for: (i) fluid in ml and (ii) vasopressor in mcg/kg/min,
both for the next hour

• Your confidence in the prescription on a scale from 1 (low) to 10 (high)
• Whether or not you want to get advice from another doctor / senior doctor

You will then be shown the AI treatment recommendation on a digital screen. The
screen contains the AI dose suggestions in the middle (for fluid and vasopressor) along
with 4 explanations for the suggestions (one in each corner).

You will then be asked:

• To what extent you agree with the AI suggestion on a scale from 1 (strongly
disagree) to 5 (strongly agree)

• Whether you wish to adjust your treatment prescription for: (i) fluid in ml and
(ii) vasopressor in mcg/kg/min, both for the next hour

• Whether your confidence in your prescription (on a scale from 1 [low] to 10 [high])
has changed as a result of seeing the AI suggestion

• Whether or not you want to get advice from another doctor / senior doctor
• If the AI suggested treatment was to be administered to the patient, would you

act to stop the administration?

We will now show you an example of the AI screen that you will encounter in the
experiment. You can see that there is an AI suggestion in the centre of the screen
which is how much fluid and vasopressor the AI recommends over the next hour.
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Around the corners of the screen there are four different types of explanation which
can be thought of as the AI trying to convey the rationale for its suggested doses:

• The mortality change explanation conveys information on what the AI predicts
will happen to the overall mortality risk in the short-term based on potential
dose increases or decreases.

• The most influential training examples explanation conveys which three training
cases were most helpful for learning the current suggestion in the same way that
we might base our own treatment choices on previous notable cases we learnt
from.

• The feature importance explanation conveys which were the top five features
(or items in the data) that were most useful to the AI in generating its current
suggestion.

• The ‘AI treatment options gap’ explanation conveys how much one treatment
strategy looks superior compared to alternatives. If all potential options are
similar (i.e. a low gap) then it suggests that the AI has near equipoise for options
and you may wish to use your own judgement more strongly (as you will have
additional information from examining the patient for example). However, if the
gap is high it suggests that the AI has identified one particular treatment strategy
as superior to the alternatives and therefore it would be worth considering this
recommendation more strongly than with a low gap recommendation.
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Pre- and post-experiment questionnaires
Pre-experiment:

• How old are you?
• Gender?
• For how many years have you been working in ICU?
• Are you personally involved, or have experience, in AI research?
• Your opinions on Artificial Intelligence (AI) on a 5-point Likert scale (’Strongly

disagree’, ’Disagree’, ’Neutral’, ’Agree’, ’Strongly agree’)

– AI will benefit society at large
– AI will personally benefit me in my day to day life
– AI will benefit the National Health Service (NHS)
– AI will personally benefit my work as a clinician
– I would be comfortable using a validated AI in areas of high clinical uncer-

tainty, such as sepsis resuscitation
– If we had strong evidence that a doctor assisted by AI was better than a

doctor alone at treating sepsis, this AI should be used always and everywhere
– Widespread use of AI for clinical decision making will lead to deskilling of

human physicians
– If physicians put too much trust in AI, they won’t be able to detect when

the AI fails, and it will lead to patient harm

Post-experiment:

• How useful overall were the explanations? (on a 5-point Likert scale (’Not at all
useful’, ’Not useful’, ’Neutral’, ’Useful’, ’Very useful’)

• Please rate the explanation types in usefulness:

– Repeated separately for each of the four explanations

∗ Mortality change
∗ Most influential training examples
∗ AI treatment options gap
∗ Top 5 features
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Patient scenarios and rationale
Patient 1 handover note for participants:

• 50M admitted 2hrs ago from ED with SOB.
• PMHx: HTN, high cholesterol
• Bedside TTE in ED: good bivent function, hyperdynamic.
• CXR: left basal consolidation. COVID -ve.
• ECG: sinus tachy. Had stat co-amoxiclav and clarithromycin
• Admission obs from ED: HR 125, systolic low 70s, sats 76 on air
• Given 3x 250ml boluses so far in ED and 1L so far in ICU
• Lac 3.7 in ED, UO 25ml over last 4 hrs

Mannequin settings:

• Heart rate: 113
• Blood pressure: 78/42
• Respiratory rate: 38
• Saturations: 94 (on 5L via mask)
• Temperature: 38.9
• Sounds (Heart: Normal, L lung: Creps, R lung: Clear)
• Pulses:(Central: Full, Peripheral: 50%)
• Speech: Short sentences, alert

AI actions:

• AI safe action -> Fluid 900 ml/hr, Vasopressor: 0 mcg/kg/min
• AI unsafe action -> Fluid: 40 ml/hr, Vasopressor: 0 mcg/kg/min

Justification: Middle-aged man in septic shock secondary to community acquired
pneumonia. Early in hospital course with low volume of fluid resuscitation thus far
(given febrile and likely high insensible losses too). Oliguric and tachypneoic. Would
be reasonable to trial more fluid prior to vasopressor start or to commence both
simultaneously if concerned about risk of pulmonary oedema although no overt risk
factors for this (i.e. no background history of poor cardiac function). Essentially
ceasing resuscitation by low dose fluid and no norad would be dangerous.
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Patient 2 handover note for participants:

• 84F admitted last night from ED with dysuria, presumed urosepsis. COVID -ve.
• PMHx: COPD (no admissions), HTN (2 agents), mild cognitive impairment
• No bedside TTE performed
• ECG: sinus
• CXR: unremarkable
• Still spiking, never tachycardic, systolic not yet above 90
• On tazocin + stat amikacin last night
• Fluid balance +ve 3.5L since admission
• Latest lac 0.7, UO 10-15 ml/hr last 4 hrs

Mannequin settings:

• Heart rate: 67
• Blood pressure: 84/50
• Respiratory rate: 18
• Saturations: 95 (on 2L NC)
• Temperature: 37.8
• Sounds (Heart: Normal, L lung: Clear, R lung: Clear)
• Pulses:(Central: Full, Peripheral: 50%)
• Speech: Confused, drowsy

AI actions:

• AI safe action -> Fluid: 70 ml/hr, Vasopressor: 0.09 mcg/kg/min
• AI unsafe action -> Fluid: 5 ml/hr, Vasopressor: 0.75 mcg/kg/min

Justification: Elderly lady with septic shock secondary to gram negative bacteraemia
from UTI. Normally hypertensive and oliguric. Yet to respond to reasonable volume
of fluid resuscitation. Minimal oxygen requirement but elderly and underlying lung
condition might make concern about iatrogenic volume overload more pressing. Lack
of tachycardia might suggest beta blocker use or poor sympathetic drive. Vasopressor
would be beneficial but probably only needs a small dose rather than the proposed
unsafe dose which would be dangerous.
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Patient 3 handover note for participants:

• 42F admitted 8d ago from ED with SOB. COVID +ve pneumonia.
• PMHx: T2DM (orals, HbA1C 50), BMI 41
• Admission bedside TTE unremarkable, nil since
• I&V since admission, now onto PSV but new spikes last 24hrs, septic screen sent.
• PSV 10/6 with sats 93 on FiO2 0.45.
• Had 5 day tazocin course on admission, currently off antimicrobials
• Fluid balance -250ml last 48 hrs
• Latest lac 2.3, UO 60-70 ml/hr last 4 hrs

Mannequin settings:

• Heart rate: 106
• Blood pressure: 90/58
• Respiratory rate: 23
• Saturations: 93 (on 45% O2 via ETT)
• Temperature: 38.3
• Sounds (Heart: Normal, L lung: Creps, R lung: Creps)
• Pulses:(Central: Full, Peripheral: Full)
• Speech: Nil

AI actions:

• AI safe action -> Fluid: 50 ml/hr, Vasopressor: 0.04 mcg/kg/min
• AI unsafe action -> Fluid: 100 ml/hr, Vasopressor: 0.54 mcg/kg/min

Justification: Middle aged lady with sepsis secondary to likely ICU acquired
infection (could be line related or ventilator-associated). Has been in ICU for over a
week so likely to be fluid replete. SIRS positive but no overt evidence of profound
shock (especially as on propofol sedation). Low dose norad around the current dose
likely to be reasonable but excessive dose unnecessary. Is already on NG intake so
excessive fluid probably unnecessary but some additional to counteract insensible losses
from fever might be reasonable. High dose norad unnecessary and likely dangerous.
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Patient 4 handover note for participants:

• 63M admitted 8 hrs ago from theatres post laparotomy for perforated colon 2ry
to diverticular disease.

• PMHx: Diverticular disease, T2DM (diet controlled, HbA1C 45), HTN (1 agent),
psoriasis

• Bedside TTE: possible mild LV impairment.
• Norad 0.34 (up from peak 0.21 in theatre)
• Fluid balance +ve 6.5L last 12 hrs
• Latest lac 5.8, UO 15ml over last 3 hrs

Mannequin settings:

• Heart rate: 123
• Blood pressure: 100/70
• Respiratory rate: 18
• Saturations: 96 (on 35% O2 via ETT)
• Temperature: 35.4
• Sounds (Heart: Normal, L lung: Clear, R lung: Clear)
• Pulses:(Central: Full, Peripheral: Full)
• Speech: Nil

AI actions:

• AI safe action -> Fluid: 236 ml/hr, Vasopressor: 0.38 mcg/kg/min
• AI unsafe action -> Fluid: 20 ml/hr, Vasopressor: 0 mcg/kg/min

Justification: Middle aged man with septic shock secondary to abdominal sepsis
after perforated viscus. Hypertension noted as well as echo suggestive of LV impairment
(even in a setting of likely hyperdynamic sepsis). Oliguric, high lactate and high norad
dose already (with a rising trajectory) despite large volume positive fluid balance.
Likely to need ongoing fluid resuscitation to compensate for ongoing third space losses
as well as a possible trial of higher MAP target (given hypertensive normally) for renal
perfusion to see if it improves oliguria. Complete cessation of vasopressor would be
dangerous.
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Patient 5 handover note for participants:

• 33F admitted last night from ED with SOB. COVID -ve.
• PMHx: Ex-IVDU, asthma (no admissions), cachectic
• ECG: 1st degree HB, right axis
• CXR: bilat congestion, ?pulmonary oedema vs. infection.
• Bedside TTE: severe AR + MR, possible vegetations.
• Norad 0.04 (up, started 4 hrs ago)
• Fluid balance -250ml last 12 hrs
• Latest lac 4.3, UO 40-50 ml/hr last few hours

Mannequin settings:

• Heart rate: 107
• Blood pressure: 103/38
• Respiratory rate: 28
• Saturations: 92 (on 4L NC)
• Temperature: 38.7
• Sounds (Heart: Normal, L lung: Creps, R lung: Creps)
• Pulses:(Central: Full, Peripheral: Full)
• Speech: Short sentences but alert

AI actions:

• AI safe action -> Fluid: 30 ml/hr, Vasopressor: 0.02 mcg/kg/min
• AI unsafe action -> Fluid: 278 ml/hr, Vasopressor: 0.47 mcg/kg/min

Justification: Young lady with mixed septic and cardiogenic shock secondary to
endocarditis. Already developing a rising oxygen requirement secondary to pulmonary
oedema. Wide pulse pressure and severe valvular regurgitation would make high dose
norad dangerous due to excessive afterload and worsening of pulmonary oedema (as
would high dose fluid resuscitation). Urine output is reasonable and systolic not too
bad despite MAP so overall a reduction in fluid volume would be reasonable while
seeking cardiothoracic specialist opinion (i.e. definitive management).
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Patient 6 handover note for participants:

• 29M admitted 8 hrs ago from ED for perineal cellulitis +/- nec fasc.
• CT scanner delay, aiming scan imminently, surgeons finishing prev emergency

case
• PMHx: T1DM (HbA1C 94), prev left big toe amputation
• ECG: sinus tachy
• CXR: clear (on admission)
• Bedside TTE: hyperdynamic LV
• Norad 0.14, started 3 hrs ago, rising
• Fluid balance +7.5L last 12 hrs
• Latest lac 8.3, UO 80-150 ml/hr last few hours

Mannequin settings:

• Heart rate: 132
• Blood pressure: 89/53
• Respiratory rate: 32
• Saturations: 90 (on 4L NC)
• Temperature: 39.2
• Sounds (Heart: Normal, L lung: Creps, R lung: Creps)
• Pulses:(Central: Full, Peripheral: 0%)
• Speech: Groaning, uncomfortable, confused

AI actions:

• AI safe action -> Fluid: 0 ml/hr, Vasopressor: 0.19 mcg/kg/min
• AI unsafe action -> Fluid: 377 ml/hr, Vasopressor: 0.02 mcg/kg/min

Justification: Young man with septic shock secondary to necrotising fasciitis.
Severe tachycardia and shock with rising norad trajectory and high lactate. Urine
output is good though. Worsening oxygen requirement, highly positive fluid balance
and hyperdynamic heart likely to suggest an increase in norad to maintain MAP
probably preferable to further fluid. Likely course of this patient will be exploration
and debridement in theatre where they will receive further fluid in any case. Overall,
reducing fluid at this stage and increasing norad more likely to be preferable. Sudden
drop in norad to 0.02 likely to be dangerous.
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Chapter 5: Large language model
experiment

Standardised experiment briefing
This simulation experiment aims at studying how clinicians interact with an AI decision
support tool for patients with sepsis. The AI takes patient variables as input and
outputs a treatment recommendation for both fluid and vasopressor. We have some
evidence of effectiveness of the AI you will interact with on retrospective data from an
American dataset and further validation on retrospective data from the Netherlands.
However, there has not yet been prospective evidence of either effectiveness or safety.

You will conduct a brief ward round review of 6 ICU patients with sepsis. Between
each patient, you will exit the room and be called in again to see the next patient by
the nurse. For each patient, you will first be asked for treatment prescriptions: (i) fluid
in ml and (ii) vasopressor in mcg/kg/min, both for the next hour.

You will then be shown the AI treatment recommendation on a laptop. In half of
the patient scenarios, you will also receive an explanation for the rationale behind the
AI recommendation. This is presented in a chat window where you are able to ask,
should you wish to, any follow-up questions regarding the explanation. There is no
time limit or conversation limit.

You will then be asked to enter your final prescriptions for fluid and vasopressor.
You do not have to change your decision.
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Pre- and post-experiment questionnaires
Pre-experiment:

• How old are you?
• For how many years have you been working clinically as a doctor?
• For how many years have you been working in ICU?
• What is your current position (or equivalent level)? Options: ’SHO’, ’SpR’,

’Consultant’
• Risk and attitude to uncertainty on a 5-point Likert scale (’Strongly disagree’,

’Disagree’, ’Neutral’, ’Agree’, ’Strongly agree’)

– I enjoy taking risks

– I try to avoid situations that have uncertain outcomes

– Taking risks does not bother me if the gains are high

– I consider security an important element in every aspect of life

– People have told me I seem to enjoy taking chances

– I rarely, if ever, take risks when there are other alternatives

– I usually feel anxious when I am not sure of a diagnosis

– I am quite uncomfortable with the uncertainty in patient care
• Your opinions on Artificial Intelligence (AI) on a 5-point Likert scale (’Strongly

disagree’, ’Disagree’, ’Neutral’, ’Agree’, ’Strongly agree’)

– AI will benefit society at large
– AI will personally benefit me in my day to day life
– AI will benefit the National Health Service (NHS)
– AI will personally benefit my work as a clinician

Post-experiment:

• How useful overall were the explanations? (on a 5-point Likert scale (’Not at all
useful’, ’Not useful’, ’Neutral’, ’Useful’, ’Very useful’)

• Your views on the explanations for the AI suggestions on a 5-point Likert scale
(’Strongly disagree’, ’Disagree’, ’Neutral’, ’Agree’, ’Strongly agree’)

– I found that the data included all relevant known causal factors with sufficient
precision and granularity

– I understood the explanations within the context of my work
– I could change the level of detail on demand
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– I did not need support to understand the explanations
– I found the explanations helped me to understand causality
– I was able to use the explanations with my knowledge base
– I did not find inconsistencies between explanations
– I think that most people would learn to understand the explanations very

quickly
– I did not need more references in the explanations: e.g., medical guidelines,

regulations
– I received the explanations in a timely and efficient manner
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Initial LLM prompt attempts
We are developing interpretability for a healthcare reinforcement learning (RL)

algorithm coded in Python using Q-learning. The algorithm consists of 750 non-
terminal states and 25 possible actions. The reward is set as +100 for survival at 90
days and -100 for death at 90 days.

Each action corresponds to a combination of 1 of 5 possible fluid doses and 1 of 5
possible vasopressor doses (hence, 25 possible actions).

The 750 states were formed by applying a k-means clustering algorithm to a dataset
consisting of 17,083 patient episodes. Each episode consists of around 5-20 timesteps
(of 4 hours each). Each timestep contains data for 42 clinical features.

Data from the RL Process
You will have the following data from the RL learning process:

• Patient Features: The feature values for the patient we are interested in (called
‘patient_feats‘ in the explanation CSV).

• State: The state that the patient is in (called ‘state‘ in the explanation CSV).

• Centroid Features: The feature values for the cluster/state centroid (called
‘centroid_feats‘ in the explanation CSV).

• Optimal Action: The optimal action, i.e., max Q value in the Q table for this
state (called ‘optimal_action‘ in the explanation CSV).

• Suggested Fluid Dose: The fluid dose corresponding to the optimal action (called
‘suggested_fluid‘ in the explanation CSV).

• Suggested Vasopressor Dose: The vasopressor dose corresponding to the optimal
action (called ‘suggested_vaso‘ in the explanation CSV).

• Optimal Action Value: The value of the optimal action (called ‘optimal_action_value‘
in the explanation CSV).

• Training Cases: Episode numbers of the 1 to 3 training cases most influential
during Q-learning (called ‘training_cases‘ in the explanation CSV).

• Training Case Features: The feature values for the 1 to 3 most influential training
cases (called ‘training_case_feats‘ in the explanation CSV).
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• Top 5 Next States: The 5 most likely state transitions (called ‘top_5_next_states‘
in the explanation CSV).

• Top 5 Alternate Actions: Derived from the Q table for the 5 most likely states
(called ‘top_5_alt_actions‘ in the explanation CSV).

Your explanation must be concise (maximum 2-4 sentences) and reflect that the
intended audience is expert clinicians.

Here is the Python code that was run on the original data (dt_history.csv):

# Python code f o r AI C l i n i c i an 1.0
# . . . omit ted f o r b r e v i t y in t h i s appendix . . .

Action Definitions
• Fluid: Dose of intravenous fluid from 1 to 5 (which represents the following doses:

1: 0 ml/hr, 2: 8 ml/hr, 3: 21 ml/hr, 4: 80 ml/hr, 5: 237 ml/hr).

• Vaso: Dose of vasopressor (noradrenaline), a type of medication that constricts
(narrows) blood vessels to increase blood pressure. 1 to 5 represents the following
doses: 1: 0 mcg/kg/hr, 2: 0.04 mcg/kg/hr, 3: 0.13 mcg/kg/hr, 4: 0.27 mcg/kg/hr,
5: 0.68 mcg/kg/hr).

• State: The cluster from the k-means clustering algorithm that the patient has
been assigned to.

• Action: A combination of the 1 to 5 fluid dose and 1 to 5 vasopressor dose
(therefore 25 potential combinations). Used for allowing the reinforcement learning
algorithm to consider both drugs together.

For example, action 25 is fluid 5 and vaso 5, which corresponds to fluid 237 ml/hr
and vasopressor 0.68 mcg/kg/hr. All responses must express the actions in terms of
fluid and vasopressor dose rather than 1 to 5 or 1 to 25 integers.

Here is the patient data to explain. Use all the previous prompts provided as context
to interpret this data. Keep the explanation concise (max 4 sentences) and focus on
the RL aspects rather than merely summarising data.
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" r o l e " : " h u m a n " , " c o n t e n t " : u s e r _ i n p u t +

" D o n o t s a y y o u d o n o t h a v e e n o u g h i n f o . " +

" T h e o r i g i n a l p r o m p t p r o v i d e d y o u w i t h a l l

t h e e x p l a n a t i o n d a t a y o u n e e d . " +

" U s e t h a t ( e . g . c o m p a r i s o n w i t h c l u s t e r ,

t r a i n i n g c a s e s , c e r t a i n t y l e v e l , s t a t e

t r a n s i t i o n s ) . "

} )
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LLM explanation example
Patient: 7684

AI Clinician recommends fluid: 80 ml/hr and vasopressor: 0.13 mcg/kg/min
This sepsis patient cluster has a typical age of 76, weight of 78kg and very high
comorbidity burden.
The patients are in the middle phase in their sepsis course and hardly any are
mechanically ventilated.
Heart rate is 76 and MAP is 64 on 0.11 mcg/kg/min of norad. Patients are generally
okay with urine output with less than 100ml/hr of fluid being infused.
Overall cumulative balance after 1 to 2 days in ICU is around 4 litres and patients are
on a moderate FiO2 (∼ 41%).
Lactate is normal but patients are mildly acidotic. There are no other major
abnormalities in this state.
The most influential training case survived but was readmitted. Average norad dose
was 0.14 mcg/kg/min (with a peak norad dose of 0.56 mcg/kg/min).
Peak fluid balance was 0.1 litres.
The patient was ventilated with median FiO2 of 40%. Max lactate was 2.6 with lowest
pH of 7.23. Lowest quartile urine output was 18 ml/hr and max creat was 309.
This AI dose recommendation is in the 50th percentile rank for ’certainty’ based on Q
value difference compared to alternative actions.
The next most likely state is to remain in the current state (68% chance). Of the
remaining top next states, 6 are lower mortality states while 1 are higher.
Risk of entering the death state is 4% while chance of entering survival state is 4%.



230 Chapter 5: Large language model experiment

Fig. F.1 Initial explanation data in raw CSV format. F.1
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