
Imperial College of Science, Technology and Medicine
Faculty of Natural Science
Department of Physics

Centre For Cold Matter

Developing a Transportable Quantum
Inertial Sensor

Henry George Sewell

Supervisor- Joseph Cotter
Co-supervisor- Ben Sauer

Submitted in part fulfilment of the requirements for the degree of Doctor of

Philosophy in Physics of the University of London and the Diploma of Imperial

College, February 2024



Declaration

I declare that this thesis has been composed solely by myself and that it has
not been submitted, in whole or in part, in any previous application for a
degree. Except where stated otherwise by reference or acknowledgement, the
work presented is entirely my own.

Copyright

The copyright of this thesis rests with the author. Unless otherwise indicated,
its contents are licensed under a Creative Commons Attribution-Non Com-
mercial 4.0 International Licence (CC BY-NC). Under this licence, you may
copy and redistribute the material in any medium or format. You may also
create and distribute modified versions of the work. This is on the condition
that: you credit the author and do not use it, or any derivative works, for
a commercial purpose. When reusing or sharing this work, ensure you make
the licence terms clear to others by naming the licence and linking to the
licence text. Where a work has been adapted, you should indicate that the
work has been changed and describe those changes. Please seek permission
from the copyright holder for uses of this work that are not included in this
licence or permitted under UK Copyright Law.

i



Acknowledgements

Firstly, I would like to thank my supervisor, Joe Cotter, for his guidance
throughout my PhD, both as an academic and with his advice about life the
universe and everything. Your relentless optimism and support has been a
huge boost throughout this experiment.
I would also like to thank all of the members of CCM, and particularly the
navigator group who have helped me throughout my PhD. Aisha has been
like a second supervisor to me and has been an amazing teacher and sounding
board for my many troubles and complaints. Thank you to Xiaxi, Shane,
Nicola, Theo, Val, Rob, and Andy for your help and support whenever I have
needed it. Thank you to Guanchen, who has been like a brother to me as
we have gone through our PhDs together. Helping to diagnose each other’s
(many) experimental problems has made me a much better physicist. Good
luck to the PhD students following me as well: Shengan, Keyu, Bryony, Alex,
and Alessia.
Thank you to Sanja for your amazing day-to-day support, and for generally
being the glue that holds the entire research group together.
Particular thanks must go to Jon and Dave, who through the various field
trials, showcase events, and laboratory moves, have gone above and beyond
what could be expected in support of this experiment. (Also for your advice
about the best places for a full English breakfast).
Thank you for the support of Joseph, Rahul, and Sahani throughout the
building of the experiment. Your help and advice has been invaluable at
every stage of my PhD.
Finally, I would like to thank my friends and family for the support they have
given me over the last four years. Thank you Alfie for supplying me with an
endless supply of unusual physics questions, most of which I still probably
haven’t given good answers to. Thank you to Manon for bearing the brunt
of my stress and anxiety for the whole of my time on this experiment. You
have been my rock during this whole process and I cannot thank you enough
for your unwavering support and encouragement.

ii



In memory of Roy Eric Pulling
(1945-2021)

iii



“Laws which are consistent in theory often prove chaotic in practice”
Mark Corrigan/Napoleon Bonaparte

iv



Contents

List of Figures xiv

Abstract xv

Preface xviii

1 Introduction 1
1.1 Navigation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.1.1 Global Navigation Satellite Systems (GNSS) . . . . . . 1
1.1.2 Inertial Navigation . . . . . . . . . . . . . . . . . . . . 2

1.2 Interferometry . . . . . . . . . . . . . . . . . . . . . . . . . . . 4
1.2.1 Matter-Wave Interferometry . . . . . . . . . . . . . . . 6

1.3 Thesis Outline . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

2 Atom Interferometry 9
2.1 Note on Atomic Transition Labels . . . . . . . . . . . . . . . . 10
2.2 Stimulated Raman Interactions . . . . . . . . . . . . . . . . . 10
2.3 Atom-Light Interaction . . . . . . . . . . . . . . . . . . . . . . 12

2.3.1 π and π/2 Pulses- . . . . . . . . . . . . . . . . . . . . . 15
2.3.2 Three Pulse Interferometer . . . . . . . . . . . . . . . . 16

2.3.2.1 Interferometer Phases . . . . . . . . . . . . . 17
2.3.2.2 Acceleration Sensitivity . . . . . . . . . . . . 18

2.3.3 Interferometer Contrast . . . . . . . . . . . . . . . . . 18
2.4 Raman Transition Implementation . . . . . . . . . . . . . . . 19

2.4.1 Polarisation Requirement . . . . . . . . . . . . . . . . . 19
2.4.1.1 Telescope Polarisation . . . . . . . . . . . . . 21

2.4.2 Raman Beam Geometry . . . . . . . . . . . . . . . . . 23
2.4.3 Collimation Requirement . . . . . . . . . . . . . . . . . 24
2.4.4 Raman Mirror Alignment . . . . . . . . . . . . . . . . 27
2.4.5 The Double Interferometer . . . . . . . . . . . . . . . . 27
2.4.6 Differential Light Shift . . . . . . . . . . . . . . . . . . 28

v



2.4.6.1 Uncancelled Differential Light Shift and Beam
Misalignment . . . . . . . . . . . . . . . . . . 29

3 Atom Preparation 31
3.1 Atom Trapping and Cooling . . . . . . . . . . . . . . . . . . . 31

3.1.1 1D MOT Theory . . . . . . . . . . . . . . . . . . . . . 32
3.1.2 2D+ MOT . . . . . . . . . . . . . . . . . . . . . . . . . 33

3.1.2.1 2D MOT . . . . . . . . . . . . . . . . . . . . 33
3.1.2.2 Push Beam . . . . . . . . . . . . . . . . . . . 34

3.1.3 3D MOT . . . . . . . . . . . . . . . . . . . . . . . . . . 35
3.1.4 Sub-Doppler Cooling . . . . . . . . . . . . . . . . . . . 36

3.1.4.1 Sisyphus Cooling . . . . . . . . . . . . . . . . 36
3.1.4.2 Molasses Sequence . . . . . . . . . . . . . . . 38

3.1.5 Atom Launch . . . . . . . . . . . . . . . . . . . . . . . 40
3.1.5.1 Moving Molasses . . . . . . . . . . . . . . . . 41

3.2 State Selection . . . . . . . . . . . . . . . . . . . . . . . . . . 42
3.2.1 Preparation Scheme . . . . . . . . . . . . . . . . . . . . 42
3.2.2 Stage 1 - Pumping Atoms Into |F = 1⟩ . . . . . . . . . 44
3.2.3 Stage 2 - Pumping Atoms into |F = 1,mF = 0⟩ . . . . 44
3.2.4 Velocity Selection . . . . . . . . . . . . . . . . . . . . . 44

3.2.4.1 Stage 3 - Microwave Transfer . . . . . . . . . 45
3.2.4.2 Stage 4- |F = 1⟩ Blowaway . . . . . . . . . . 45
3.2.4.3 Stage 5 - Velocity Selective Pulse . . . . . . . 46
3.2.4.4 Stage 6 - |F = 2⟩ Blowaway . . . . . . . . . . 47

4 Experimental Apparatus 48
4.1 Apparatus Overview . . . . . . . . . . . . . . . . . . . . . . . 48
4.2 Laser System and Optical Distribution . . . . . . . . . . . . . 49

4.2.1 Laser System . . . . . . . . . . . . . . . . . . . . . . . 49
4.2.2 Laser Stabilisation . . . . . . . . . . . . . . . . . . . . 50

4.2.2.1 Vapour Cell Lock . . . . . . . . . . . . . . . . 50
4.2.2.2 Phase Lock . . . . . . . . . . . . . . . . . . . 53

4.2.3 Laser and Lock Stability . . . . . . . . . . . . . . . . . 54
4.2.3.1 Vapour-Cell Lock Photodiode Difference Signal 54
4.2.3.2 Mixed Phase Lock Beat Signal . . . . . . . . 55
4.2.3.3 Master Output Power . . . . . . . . . . . . . 55
4.2.3.4 Apprentice Output PD . . . . . . . . . . . . . 56

4.3 Acousto-Optic Modulators . . . . . . . . . . . . . . . . . . . . 57
4.4 System Electronics . . . . . . . . . . . . . . . . . . . . . . . . 57

4.4.1 Direct Digital Synthesis (DDS) . . . . . . . . . . . . . 57
4.5 System Control Software . . . . . . . . . . . . . . . . . . . . . 58

vi



4.5.1 MOTMaster and AxelHub . . . . . . . . . . . . . . . . 58
4.5.2 DDS LabVIEW . . . . . . . . . . . . . . . . . . . . . . 58

4.6 Science Chamber . . . . . . . . . . . . . . . . . . . . . . . . . 59
4.6.1 Achieving UHV . . . . . . . . . . . . . . . . . . . . . . 60

4.7 Ex-vacuo Hardware . . . . . . . . . . . . . . . . . . . . . . . . 61
4.7.1 Atom Source and 2D MOT . . . . . . . . . . . . . . . 61

4.7.1.1 3D MOT Coils . . . . . . . . . . . . . . . . . 62
4.7.1.2 3D MOT Optics . . . . . . . . . . . . . . . . 63

4.7.2 Bias Magnetic Fields and Magnetic Field Compensation 64
4.7.3 Microwave Horn . . . . . . . . . . . . . . . . . . . . . . 66
4.7.4 State Sensitive Detection . . . . . . . . . . . . . . . . . 67

4.7.4.1 Detection Apparatus . . . . . . . . . . . . . . 67
4.7.4.2 Photodiode Signal to Atom Number . . . . . 68
4.7.4.3 Detection Sequence . . . . . . . . . . . . . . . 69

4.8 In-vacuo Hardware . . . . . . . . . . . . . . . . . . . . . . . . 72
4.8.1 Raman Telescope . . . . . . . . . . . . . . . . . . . . . 73
4.8.2 Raman Mirror and Classical Accelerometer . . . . . . . 74

4.9 System Mounting and Transportability . . . . . . . . . . . . . 76

5 Results 77
5.1 Atom Trapping and Cooling . . . . . . . . . . . . . . . . . . . 77

5.1.1 2D+ MOT . . . . . . . . . . . . . . . . . . . . . . . . 77
5.1.2 3D MOT . . . . . . . . . . . . . . . . . . . . . . . . . 80
5.1.3 Sub-Doppler Cooling . . . . . . . . . . . . . . . . . . . 85

5.1.3.1 Atom Temperature . . . . . . . . . . . . . . 85
5.1.3.2 Moving Molasses . . . . . . . . . . . . . . . . 87

5.2 Hyperfine Spectra . . . . . . . . . . . . . . . . . . . . . . . . 90
5.2.1 Raman Spectrum . . . . . . . . . . . . . . . . . . . . 90
5.2.2 Microwave Spectrum . . . . . . . . . . . . . . . . . . . 91

5.3 State Selection . . . . . . . . . . . . . . . . . . . . . . . . . . 92
5.3.1 State Selection Stage 1 . . . . . . . . . . . . . . . . . . 93
5.3.2 State Selection Stage 2 . . . . . . . . . . . . . . . . . . 93
5.3.3 State Selection Stage 3 . . . . . . . . . . . . . . . . . . 95
5.3.4 State Selection Stage 4 . . . . . . . . . . . . . . . . . . 96
5.3.5 State Selection Stage 5 . . . . . . . . . . . . . . . . . . 96
5.3.6 State Selection Stage 6 . . . . . . . . . . . . . . . . . . 98

5.4 Stimulated Raman Interactions . . . . . . . . . . . . . . . . . 99
5.4.1 The Raman Beam . . . . . . . . . . . . . . . . . . . . 99

5.4.1.1 Collimation . . . . . . . . . . . . . . . . . . . 99
5.4.1.2 Polarisation . . . . . . . . . . . . . . . . . . . 100

5.5 Rabi Ocscillations . . . . . . . . . . . . . . . . . . . . . . . . . 103

vii



5.5.1 Effect of Atom Cloud Temperature . . . . . . . . . . . 103
5.5.2 Velocity Selection . . . . . . . . . . . . . . . . . . . . . 104

5.6 Three-pulse Interferometry . . . . . . . . . . . . . . . . . . . . 104
5.6.1 Interference Fringes . . . . . . . . . . . . . . . . . . . . 105

5.6.1.1 Mirror Vibrations . . . . . . . . . . . . . . . . 107

6 Field Trials 111
6.1 The Navy POD . . . . . . . . . . . . . . . . . . . . . . . . . . 111

6.1.1 Mounting . . . . . . . . . . . . . . . . . . . . . . . . . 112
6.2 Static Field Trial . . . . . . . . . . . . . . . . . . . . . . . . . 113
6.3 Sea trials . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

6.3.1 XV Patrick Blackett . . . . . . . . . . . . . . . . . . . 115
6.3.2 Vibrations . . . . . . . . . . . . . . . . . . . . . . . . . 117
6.3.3 Laser and Laser Lock Noise . . . . . . . . . . . . . . . 120
6.3.4 Magnetic Fields . . . . . . . . . . . . . . . . . . . . . . 121
6.3.5 Laser Cooling and Cloud Temperature . . . . . . . . . 122
6.3.6 Coherent Control . . . . . . . . . . . . . . . . . . . . . 125

6.4 Ruggedness . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125
6.4.1 Raman Mirror Mount . . . . . . . . . . . . . . . . . . . 126
6.4.2 Raman Telescope . . . . . . . . . . . . . . . . . . . . . 127

6.5 Lessons Learned During Sea Trials . . . . . . . . . . . . . . . 128

7 Conclusion and Future Work 130
7.1 Summary of this work . . . . . . . . . . . . . . . . . . . . . . 130
7.2 Outlook . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 131

7.2.1 Current Landscape of Atom Interferometry for Navi-
gation . . . . . . . . . . . . . . . . . . . . . . . . . . . 131

7.2.2 Next steps for this sensor . . . . . . . . . . . . . . . . . 131

Bibliography 132

viii



List of Figures

1 Experiment vacuum chamber with axes definitions used through-
out the thesis. . . . . . . . . . . . . . . . . . . . . . . . . . . . xvi

1.1 The basic function of GNSS . . . . . . . . . . . . . . . . . . . 2
1.2 Two different types of classical accelerometer . . . . . . . . . . 3
1.3 Diagram of Young’s double slit experiment with sunlight. . . . 4
1.4 Diagram of an optical Mach-Zehnder interferometer. . . . . . . 5
1.5 The neutron interferometer used in the COW experiment . . . 5
1.6 Experimental setup of the atom interferometer based on stim-

ulated Raman transitions used by Kasevich and Chu. . . . . . 6

2.1 Time-space diagram of a three-pulse atom interferometer. . . . 9
2.2 Definitions of σ+ and σ− transitions used in this thesis. . . . . 10
2.3 Energy level diagrams for the full three-level treatment of a

two photon stimulated Raman transition, and a simplified two
level atomic system. . . . . . . . . . . . . . . . . . . . . . . . 11

2.4 Time-space diagram showing atom trajectories in a three pulse
interferometer. . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2.5 Energy levels in the 87Rb D2 line and the Raman transitions
that are driven in this experiment. . . . . . . . . . . . . . . . 20

2.6 Beam polarisation in each section of the Raman beam. . . . . 21
2.7 Schematic of quarter waveplate axes and deviation from per-

fect alignment. . . . . . . . . . . . . . . . . . . . . . . . . . . 22
2.8 Simulated Raman beam intensities during each interferometer

pulse for a 2.5 cm wide Gaussian beam, and the truncated
Gaussian beam used in the experiment. . . . . . . . . . . . . . 24

2.9 Acceleration error against Raman beam divergence angle. . . . 26
2.10 Effect of Raman mirror misalignment on the effective k-vector

of the Raman beam. . . . . . . . . . . . . . . . . . . . . . . . 26
2.11 Time-space diagram showing the atom position and energy

and momentum states for the double interferometer. . . . . . . 28
2.12 The differential light shift and magic ratio versus Raman beam

detuning. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

ix



2.13 The ratio of Master and Apprentice beam intensities for a 1 ◦

misalignment of the Raman mirror. . . . . . . . . . . . . . . . 30

3.1 Schematic of a MOT in one dimension, and an energy level
diagram showing the cooling and repump transitions used in
this experiment. . . . . . . . . . . . . . . . . . . . . . . . . . . 32

3.2 CAD design for science and CAS chambers and 2D MOT
schematic. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

3.3 Schematic of the 3D MOT. . . . . . . . . . . . . . . . . . . . . 35
3.4 Working principle of Sisyphus cooling. . . . . . . . . . . . . . 36
3.5 Experimental sequence during 3D MOT loading and molasses

ramps. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
3.6 Comparison of theoretical relative Raman beam intensities

during each interferometer pulse for a 25ms interferometer
with and without a vertical launch. . . . . . . . . . . . . . . . 40

3.7 Experimental sequence during moving molasses. . . . . . . . . 41
3.8 Different stages of atom preparation during the experiment. . 43
3.9 Excitation probability of 10 µs and 100 µs Raman pulses, and

Maxwell-Boltzmann probability distribution for 5 µK and 146 µK
atom clouds. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

4.1 Summary of all light and microwave inputs, and all magnetic
field coils on the main science chamber. . . . . . . . . . . . . . 48

4.2 Summary of laser light powers and frequencies used in the
demonstrator. . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

4.3 Laser frequencies used in the experiment referenced to 87Rb
energy levels. . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

4.4 Distribution of light within the laser and optics layers of the
experiment. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

4.5 Saturated absorption spectroscopy apparatus and the photo-
diode difference signal used to lock the Master laser . . . . . . 52

4.6 Diagram of the phase-lock. . . . . . . . . . . . . . . . . . . . . 53
4.7 Typical vapour cell lock difference signal time series and power

spectrum data taken in the laboratory. . . . . . . . . . . . . . 54
4.8 Typical MPLB signal time series and power spectrum data

taken in the laboratory. . . . . . . . . . . . . . . . . . . . . . . 55
4.9 Typical Master output power time series and power spectrum

data taken in the laboratory. . . . . . . . . . . . . . . . . . . . 56
4.10 Typical Apprentice output power time series and power spec-

trum data taken in the laboratory. . . . . . . . . . . . . . . . 56
4.11 The science chamber . . . . . . . . . . . . . . . . . . . . . . . 59

x



4.12 Image of vacuum chamber inside an oven. . . . . . . . . . . . 60
4.13 CAD designs showing the 2D MOT source cell and optics, and

how it is mounted to the main science chamber. . . . . . . . . 62
4.14 Position and dimensions of the MOT coils used to create the

spherical quadrupole field for atom trapping. . . . . . . . . . . 62
4.15 Schematics showing the design of the 3D MOT collimators

used in the experiment. . . . . . . . . . . . . . . . . . . . . . . 63
4.16 Cut-throughs of the CAD designs for the vacuum chamber. . . 64
4.17 CAD designs showing the positions of flux gates and bias coils. 65
4.18 Image detailing how errors arise in the current magnetic field

compensation system. . . . . . . . . . . . . . . . . . . . . . . . 66
4.19 CAD design of the vacuum chamber showing the microwave

horn position. . . . . . . . . . . . . . . . . . . . . . . . . . . . 67
4.20 Excitation beam path and detection optics positions. . . . . . 67
4.21 Atom number measurement using fluorescence detection. . . . 70
4.22 Typical fluorescence detection signal recorded on a photodiode

using two vertical MOT beams or the dedicated excitation beam. 71
4.23 Transition strengths for all possible |F = 2⟩ and |F ′ = 3⟩ tran-

sitions. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72
4.24 CAD drawing of the in-vacuum Raman optics. . . . . . . . . . 72
4.25 Ray tracing diagram of Raman telescope. . . . . . . . . . . . . 73
4.26 CAD design for the Raman mirror . . . . . . . . . . . . . . . . 74
4.27 Raman mirror alignment method. . . . . . . . . . . . . . . . . 74
4.28 CAD designs for racks used to transport each part of the ex-

periment. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

5.1 Camera image of the 2D MOT. . . . . . . . . . . . . . . . . . 77
5.2 3D MOT atom number against 2D MOT power and frequency. 78
5.3 3D MOT atom number against push beam power. . . . . . . . 79
5.4 3D MOT atom number against push beam frequency. . . . . . 80
5.5 Graphs showing 3D MOT magnetic field compared with theory. 81
5.6 Magnetic field during MOT coil switch off without reverse

current. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82
5.7 Magnetic field during MOT coil switch of for different reverse

currents. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83
5.8 3D MOT atom number against bias coil magnetic field. . . . . 83
5.9 3D MOT atom number against 3D MOT cooling beam power. 84
5.10 3D MOT loading curve. . . . . . . . . . . . . . . . . . . . . . 85
5.11 Camera images of atom cloud falling under gravity. . . . . . . 85
5.12 Atomic cloud width over time. Used to measure cloud tem-

perature. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86

xi



5.13 Atomic cloud temperature against applied magnetic field. . . . 88
5.14 Atom trajectories and temperatures both with and without an

atom launch. . . . . . . . . . . . . . . . . . . . . . . . . . . . 89
5.15 Example of a Raman spectrum showing two counter-propagating

and one co-propagating peak. . . . . . . . . . . . . . . . . . . 90
5.16 Microwave spectrum of all possible |F = 1⟩ → |F = 2⟩ transi-

tions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 92
5.17 All possible microwave transitions between F=1 and F=2. . . 92
5.18 Atom number measurements before and after state selection

stage 1. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 93
5.19 Microwave spectrum taken after state selection stages 1 and 2 94
5.20 Typical atom number measurement taken after state selection

stages 1 and 2. . . . . . . . . . . . . . . . . . . . . . . . . . . 95
5.21 Scan of the microwave pulse duration exibiting Rabi oscillations. 95
5.22 Fluorescence detection atom number data after state selection

stages one, two and an |F = 1,mF = 0⟩ → |F = 2,mF = 0⟩
microwave transition, with and without an F=1 blowaway pulse. 96

5.23 Raman spectra with and without velocity selection. . . . . . . 97
5.24 Fluorescence detection atom number data after a full state

selection sequence. . . . . . . . . . . . . . . . . . . . . . . . . 98
5.25 Sequence showing the population of each Zeeman sub-level at

each stage of state selection. . . . . . . . . . . . . . . . . . . . 98
5.26 Slice from a CCD image of the Raman beam used to calculate

beam collimation. . . . . . . . . . . . . . . . . . . . . . . . . . 99
5.27 Raman beam widths used to calculate divergence angle. . . . . 100
5.28 Optical setup used to measure Raman beam polarisation. . . . 101
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Abstract

Atom interferometers have been used to measure accelerations and rotations
in many laboratories around the world. They have demonstrated very high
long-term stability, making them well suited for development into an inertial
navigation system. The next stage of development towards a full naviga-
tion system is to move these laboratory demonstrators into the field, and
improve their resilience to the effects of a more turbulent environment. This
thesis presents the development of the first transportable quantum inertial
sensor at the Centre for Cold Matter at Imperial College London, develop-
ing on the laboratory-based systems which have already been demonstrated.
Rubidium-87 atoms are delivered into an ultra-high vacuum chamber with
a 2D+ magneto optical trap (MOT), before being trapped in a 3D MOT
and cooled to below 5 µK using polarisation gradient cooling. Atoms are ef-
ficiently prepared in a magnetically insensitive energy level, before a narrow
velocity class of atoms is selected, to reduce the effect of thermal dephasing
mechanisms. A three pulse, π/2−π−π/2, interferometer sequence coherently
splits, reverses and recombines the atom cloud, and the atomic energy level
populations are recorded after the third pulse using fluorescence imaging.
Interference fringes have been demonstrated for a number of different inter-
ferometer times in the laboratory, and initial characterisation of the fringe
contrast has been performed. In addition to in-laboratory characterisation,
data from three field trials, alongside the Royal Navy, are presented. The
trials have enabled us to benchmark the system’s performance outside of
the laboratory, and highlight the areas of development required for improved
system performance in future field trials.
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Preface
Note on Units

Throughout this thesis, most data will be presented in SI units, however
there are a few situations where less common units will be used. When dis-
cussing magnetic fields, the unit of Gauss (G) will be used, which is equal
to 10−4T. For accelerations, acceleration due to gravity, g, will be used.
While this varies depending on the global position, unless otherwise stated,
the rounded value in London of 9.81m/s2 will be used. Pressure will be
presented in bar, where 1 bar = 105 Pa is roughly the Earth’s atmospheric
pressure. When referring to speeds and distances on a ship, velocities and
distances will sometimes be referred to in knots, kn, or nautical miles, NM,
but in each case these will also be converted to SI units in-text.

Note on Experimental Axes

Throughout this thesis, references to a standard coordinate system will be
made. These axes are defined as in figure 1, where z is the measurement axis
of the experiment, y points vertically upwards, and x points side to side of
the vacuum chamber.

Measurement 
Axis Gravity

z

y

x

Figure 1: Experiment vacuum chamber with the definition of experimental axes used
throughout this thesis. The z-axis is the measurement axis of the experiment, pointing
from the in-vacuum mirror to the in-vacuum telescope. The y-axis points vertically up-
wards. The x-axis points across the vacuum chamber, from side to side.

xvi



Note on Detuning

Throughout this thesis, detuning from a given atomic transition will be de-
scribed as negative for red-detuning, and positive for blue-detuning. For
example light 5MHz red-detuned from a transition would be described as
−5MHz detuned.
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Chapter 1

Introduction

1.1 Navigation

Throughout history, humans have tackled the challenge of how to navigate
their environment effectively. Explorers have used maps of the stars to de-
fine a reference frame, sextants to measure the angle between the sun and
the horizon, and compasses to align themselves relative to the Earth’s mag-
netic field [1]. Since the industrial revolution, global travel has become more
widespread, and navigation techniques have become more advanced, requir-
ing more sophisticated technology to deliver the required position accuracies.
Today, Global Navigation Satellite Systems (GNSS), such as the US Global
Positioning System (GPS), are ubiquitous in our everyday lives, facilitating
the navigation of a vast number of vehicles and people around the world.

1.1.1 Global Navigation Satellite Systems (GNSS)

GNSS satellites transmit rf signals that can be detected by widely available
receivers, such as mobile phones and in-car sat-navs. Figure 1.1 illustrates
the operating principle of GNSS. The satellite signal contains information
about its orbit, and the precise time determined by an onboard atomic clock.
The receivers use signals from multiple satellites to determine their position
on the surface of the Earth. GNSS is incredibly effective, delivering an accu-
racy of ∼ 30 cm for civilian systems and < 2 cm for military systems, and can
be used by anyone. However, GNSS does not provide a failsafe solution to
positioning or timing. A study in 2017 by London Economics estimated the
cost to the British economy of just a 5-day loss of GNSS coverage to exceed
£5 billion. Subsequently, in 2018, the Blackett review of satellite-derived
time and position stated all of the areas of the British economy which relied
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on GNSS and highlighted the risks of losing access to these systems for even
a short period [2]. The Blackett report made several suggestions about how
to mitigate the risk of GNSS loss, with one major recommendation being
research and investment into alternative, satellite-free positioning systems.

Figure 1.1: [3] The different stages of GNSS. The control segment involves ground stations
used to monitor and correct the orbit and locations of satellites, which will be included
in the information sent to receivers. The space segment includes satellites with onboard
atomic clocks which send precisely time-stamped data packets to users. The user segment
is any receiver, such as a mobile phone, which needs to calculate its position relative to
the satellites.

1.1.2 Inertial Navigation

Inertial navigation is a technique which uses measurements of linear acceler-
ation and rotation to track the position and orientation of a moving object,
without the need for external points of reference. By integrating measure-
ments from accelerometers and gyroscopes, inertial navigation systems calcu-
late a vehicle’s change in position and orientation in a given reference frame.
The first inertial measurement units were the gyroscope, developed in 1852
by Léon Foucault [4], and the gyrocompass, invented in 1885 and refined in
1923 by Maximilian Schuler [5], with the former being used for measurement
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(a) (b)

Figure 1.2: (a) The design of a PIGA, similar to that used in the German V2 rocket [7].
(b) Schematic of a MEMS accelerometer [8]. A moving mass (blue) is attached at either
end to two flexible plates such that acceleration will change the distance between the
moving (blue) and fixed (yellow) electrodes, changing the capacitance between them. The
capacitance can then be measured and related to the system acceleration.

of the Earth’s rotation, and the latter being used to determine an object’s
trajectory. However, the first use of a full inertial navigation system was dur-
ing the second world war in the German V2 rocket [6]. Figure 1.2a shows a
diagram of a Pendulous Integrating Gyroscopic Accelerometer (PIGA), sim-
ilar to the ones used by the V2, which measures the deviation of a pendulous
mass attached to a spinning gyroscope.

Modern quartz oscillator accelerometers measure the mechanical stress on
a quartz crystal induced by the deviation of an attached pendulous mass
to measure the system acceleration [9]. Another commonly used inertial
sensor is the microelectromechanical system (MEMS). Figure 1.2b shows a
schematic of a MEMS device, which uses the deviation of a mass supported
by flexible bars or springs to cause a change in capacitance which can then be
measured and used to calculate acceleration. Modern MEMS devices com-
monly achieve acceleration sensitivities of ∼ 1µg/

√
Hz, and high precision

devices can achieve < 1ng/
√
Hz [10]. Despite the extremely high precision

that MEMS sensors can achieve, they suffer from inherent bias and scale
factor drift over time, which limits their long-term navigation capabilities.
Even the most sophisticated, modern navigation systems will have a position
error of around 1NM (1.852 km) after a few days without correction [11],
and with increasingly demanding navigation requirements, new navigation
systems with lower drift need to be developed.
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1.2 Interferometry

Sunlight

Single Slit

Coherent Light

Double Slit

Constructive
Interference

Destructive
Interference

Screen

Bright and Dark "Fringes"

Figure 1.3: The setup of Young’s double slit experiment using sunlight. A single slit is
used to create coherent light which creates two wave fronts when passed through a double
slit. The two wave patterns interfere to give a pattern of bright and dark fringes on a
screen.

The first observation of optical interference was made by Young in 1801 us-
ing sunlight [12]. Figure 1.3 shows a diagram of Young’s setup. A single
slit in a metal plate was used to create a quasi-coherent beam of sunlight,
which diffracted when passed through two closely spaced slits in a second
plate downstream. Periodic dark and light and regions were observed in the
far-field after the double slit. Young coined the term “interference fringes” to
describe the pattern he had observed. Later in the 19th century, experiments
by Michelson [13], and Zehnder[14], extended Young’s work, using mirrors
and beam splitters to control the distances travelled by the two interfering
waves. Figure 1.4 shows a diagram of an optical Mach-Zehnder interferome-
ter. Through careful measurements of the interference pattern observed, the
relative path lengths of each interferometer arm could be determined with
high precision. This enabled measurements of physical properties, such as
the pressure of a gas cell in one of the interferometer arms, to be made.
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Beamsplitter

Beamsplitter

Coherent Source

Phase Retarder

Mirror

Photodetector

Beam Dump

Mirror

Figure 1.4: An optical Mach-Zehnder interferometer. Light beams are split by a beam-
splitter, reflected by mirrors and recombined at a second beamsplitter. A photodetector
at one of the output ports measures the interference fringes which are dependent on the
phase difference between the two arms of the interferometer.

Figure 1.5: (Edited from [15]) The setup of the neutron interferometer as used in the COW
experiment. A neutron beam was coherently split, reflected and then recombined before
the number of neutrons at each output port was detected, using two Helium detectors
(C2 and C3). By rotating the entire system about the axis AB, a relationship between
the interferometer phase, or the neutron population at each detector, and the angle of the
experiment to the direction of gravity was established.
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1.2.1 Matter-Wave Interferometry

Atoms of a given isotope have physical properties which are constant in time
and space, as well as having a very well defined mass. This makes them
ideal candidates for use as stable inertial observers. As such, quantum en-
hanced sensors offer a potential route towards low-drift accelerometers and
gyroscopes for future long-range inertial navigation systems.

The diffraction of matter waves was first observed in 1930 by Estermann and
Stern using a sodium beam and a sodium chloride surface [17]. Since then, a
number of matter wave diffraction and interferometry techniques have been
developed using cold neutrons [18], atoms [19, 20, 16] and even large complex
molecules [21]. In 1976 Colella, Overhauser, and Werner demonstrated the
first inertial measurement using a matter-wave interferometer [15]. Figure
1.5 shows a schematic of the “COW experiment”. A cold beam of neutrons
passing through three silicon lattices in a Talbot-Lau configuration created
an interference pattern in the neutron number density with a phase which
was shifted by the local gravitational field. The COW experiment was limited
by a “sagging” of the interferometer arms for large rotation angles, but was
still able to measure the local gravitational acceleration to within 0.1 g [22].

In 1991, Kasevich and Chu demonstrated an inertially sensitive sodium in-
terferometer [16] using stimulated Raman transitions. Figure 1.6 illustrates
the Kasevich-Chu experiment. Sodium atoms were cooled to around 30 µK,
at which point their wave-like properties dominated their dynamics. Pulses

Figure 1.6: [16] Experimental setup of the atom interferometer based on stimulated Raman
transitions in sodium used by Kasevich and Chu.
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of light were then used to drive stimulated Raman transitions to split, re-
flect and recombine the matter-waves. The phase difference between the two
paths of the interferometer was dependent on both the time between each
light pulse and the local gravitational field. By measuring this phase differ-
ence, this experiment was able to measure the local gravity with a precision
of 3× 10−6 g, an improvement of around 105 compared to the COW neutron
interferometer [16].

Atom interferometers similar to that used by Kasevich and Chu have since
been demonstrated using rubidium [23], caesium [24], and strontium [25], with
applications in measurements of fundamental constants [26, 27], tests of fun-
damental physics [28, 29], precision measurements of magnetic fields [30],
geodesy [31, 32] and inertial sensing [33, 34, 35]. As well as stimulated Raman
interactions [36, 37], modern interferometry experiments have been demon-
strated using Bragg diffraction to coherently manipulate atom clouds [38, 39].
There are also proposals to perform multiple Bragg or Raman transitions to
use Bloch Oscillations in an optical lattice to create large momentum trans-
fer atom interferometers [40, 41]. The high precision and inherent resilience
to systematic errors that can be achieved with atom interferometry make it
ideally suited to inertial sensing for long-range inertial navigation.

1.3 Thesis Outline

The Centre for Cold Matter at Imperial College London has developed a
number of laboratory based atom interferometers, and have used them to
measure accelerations [42, 43] and rotations [44] for inertial navigation. The
next step towards a full inertial navigation system is to ruggedise these sen-
sors and test them in the field.

During my PhD I have built and tested the first transportable inertial sensor
demonstrator at Imperial College London, and have begun characterisation
of its performance outside of the laboratory. In chapter 2, I will introduce the
theory describing an atom interferometer, starting from the light-atom inter-
action and building up to show the acceleration sensitivity of such a system.
Chapter 3 describes the processes used to trap and cool an atom cloud, be-
fore preparing the atoms in a magnetically insensitive energy level. Chapter
4 describes the experimental apparatus of my transportable demonstrator.
This includes the design process for critical experimental sub-components,
as well as details of construction and optimisation of each part of the ex-
periment. In-laboratory experimental results showing the characterisation
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of the experiment are presented in chapter 5, and chapter 6 describes the
field trials undertaken with the Royal Navy, as well as proposals for future
improvements to enhance future trials.
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Chapter 2

Atom Interferometry

Figure 2.1: An atom interferometry sequence in the absence of acceleration. Each pulse of
light acts like a beamsplitter or a mirror, as in the optical case. By measuring the atomic
energy level populations after the third interferometer pulse, the phase difference between
the two arms is determined.

Figure 2.1 shows a time-space diagram of the atom interferometer used in this
experiment, with no system acceleration. This chapter will provide a theo-
retical description of how two-photon stimulated Raman pulses can be used
to coherently manipulate atoms, before extending to a description of a full
acceleration-sensitive interferometer. I will then describe the Raman beam,
and how it can be used to provide the light needed to drive interferometry
pulses.
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2.1 Note on Atomic Transition Labels

Throughout this thesis, I will use the following convention relating to σ+ and
σ− transitions [45].

0

-1

-1 0 +1

ml' =

Polarisation

Left Circularly 
Polarised
Dml = +1

Right Circularly 
Polarised
Dml = -1

ml =

Dml = ml - ml'=

0 +1

s+s‐ p

Figure 2.2: Selection rules for magnetic quantum number ml and emitted light polarisation
observed from the positive z direction for σ+ and σ− transitions. (Based on [45])

Light emitted through an electric dipole transition for which ∆ml = +1 is
left circularly polarised, with respect to the positive z axis and the transition
will be referred to as σ+. Equivalently, ∆ml = −1 transitions associated with
the emission of right circularly polarised light are labelled σ−. The selection
rules for these transitions can be seen in figure 2.2.

2.2 Stimulated Raman Interactions

Stimulated Raman transitions involve the simultaneous absorption of a pho-
ton from one light field, and stimulated emission of a photon into a second
light field. As atoms absorb from one light field, and emit into the other,
this process is also associated with a transfer of momentum.

Figure 2.3a shows an energy level diagram for a three level atom interacting
with two optical fields, L1 and L2, of angular frequency ωL1 and ωL2. The
three atomic levels are labelled |1⟩, |2⟩, and |3⟩, in order of increasing angular
frequency. The angular frequency difference between |1⟩ and |2⟩ is ω0. The
light fields L1 and L2 couple |1⟩ and |2⟩ respectively to a virtual energy
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Figure 2.3: (a) Energy level diagram showing the full, three-level system during a two
photon stimulated Raman transition. The blue and red lines show transitions due to the
two different light fields L1 and L2. The single photon detuning from the intermediate
state is ∆ and the two photon detuning from |2⟩ is δ (b) The simplified, two-level atomic
system during a stimulated Raman transition after eliminating the intermediate state.

level which is red detuned from |3⟩ by ∆. Assuming an atom is initially in
state |1⟩, it can “virtually” absorb a photon from L1, and simultaneously
emit a photon into L2, making a transition from |1⟩ to |2⟩ via the virtual
intermediate state. The two photon detuning of the light fields from |2⟩ is
labelled δ. Consider the two oscillating electric fields of L1 and L2, with the
form

EL1 = EL10 cos (ωL1t+ ϕL1)

EL2 = EL20 cos (ωL2t+ ϕL2)
(2.1)

where ELi0 is the electric field amplitude of beam i, t is time, and ϕLi is
the light phase of beam i at t = 0. The coupling of each state |1⟩ and
|2⟩ to the intermediate state, |3⟩, is characterised by a Rabi frequency Ωi3,
where i is the initial state. L1 and L2 are far enough detuned from the
|F = 1⟩ → |F = 2⟩ transition that Ω12 can be ignored. In the case where
∆ ≫ Ωi3 and ∆ ≫ δ, the intermediate state can be removed from the
equations of motion of the system, which can be treated as an effective two-
level system, with an effective Rabi frequency [42]

Ωeff =
Ω13Ω

∗
23

2∆
, (2.2)
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an effective frequency ωeff = ωL1−ωL2, and an effective phase ϕeff = ϕL1−ϕL2.
Since the system can be treated as a two-level system, with a single photon
transition, a “Raman beam” will often be referred to during this thesis.
This is an effective laser beam with frequency ωeff = ωL1 − ωL2 which drives
the stimulated Raman transition. This is for ease of explanation and when
referring to the Raman beam it is implied that a two-photon stimulated
Raman transition is being driven.

2.3 Atom-Light Interaction

Since the intermediate atomic state can be ignored, consider electromagnetic
radiation with an oscillating electric field of the form

E = E0 cos(ωt+ ϕ), (2.3)

where the eff subscript has been dropped for readability. Now consider the
two level atomic system shown in figure 2.3b, with energies ℏω1 and ℏω2,
where the frequency difference ω0 = ω2 − ω1. The atomic Hamiltonian acts
on vectors describing the ground and excited states |1⟩ and |2⟩ such that

ĤA |2⟩ = E2 |2⟩
ĤA |1⟩ = E2 |1⟩ ,

(2.4)

where |1⟩ = [0 1]T and |2⟩ = [1 0]T, and Ei = ℏωi . The total Hamiltonian,
Ĥ, acting on the atomic state, |ψ⟩ can be written as

Ĥ |ψ⟩ =
(
ĤA + ĤI

)
|ψ⟩

= a1(t)ℏω1 |1⟩+ a2(t)ℏω2 |2⟩+ ĤI |ψ⟩
= ℏc1(t)e−iω1tω1 |1⟩+ ℏc2(t)e−i(ω2+δ)tω2 |2⟩+ ĤI |ψ⟩ ,

(2.5)

where ĤI is the interaction Hamiltonian, a1 and a2 are probability amplitudes
of an atom being in each state at time t, δ = ω − ω0 is the detuning of
the incident light from the transition frequency, and where a transformation
of a1(t) = c1(t)e

−i(ω1t), a2(t) = c2(t)e
−i(ω2+δ)t is made to the probability

amplitudes to remove time dependance from the Hamiltonian. Differentiating
the atomic state |ψ⟩ with respect to time gives

iℏ
d |ψ⟩
dt

= iℏ
dc1(t)

dt
e−iω1t |1⟩+ iℏ

dc2(t)

dt
e−i(ω2+δ)t |2⟩

+ ℏc1(t)e−iω1tω1 |1⟩+ ℏc2(t)e−i(ω2+δ)t(ω2 + δ) |2⟩ .
(2.6)
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Substituting equations (2.5) and (2.6) into the time-dependent Schrödinger
equation gives

ĤI |ψ⟩ = iℏ
(
dc1
dt
e−iω1t |1⟩+ dc2

dt
e−i(ω2+δ)t |2⟩ − ic2δe

−i(ω2+δ)t |2⟩
)
, (2.7)

where the time dependencies of c1 and c2 have been removed for readability.
Applying the mapping ⟨2|, the left hand side of equation (2.7) is

c1e
−iω1t ⟨2| ĤI |1⟩+ c2e

−i(ω2+δ)t
✘✘✘✘✘✘✿0
⟨2| ĤI |2⟩, (2.8)

where the second term is cancelled as it is an odd function integrated over
all space. The right hand side becomes

iℏ
(
dc1
dt
e−i(ω1t)

✟✟✟✯0
⟨2|1⟩ +

(
dc2
dt
e−i(ω2+δ)t − ic2δe

−i(ω2+δ)t

)
✟✟✟✯1
⟨2|2⟩

)
. (2.9)

Combining the left and right hand sides gives

c1e
−iω1t ⟨2| ĤI |1⟩ = iℏ

(
dc2
dt
e−i(ω2+δ)t − ic2δe

−i(ω2+δ)t

)
. (2.10)

Defining d21 = ⟨2| D̂ |1⟩, where D̂ is the dipole operator, ⟨2| ĤI |1⟩ can be
evaluated:

⟨2| ĤI |1⟩ = −eE0 · d21 cos(ωt+ ϕ)

= −eE0 · d∗
12 cos(ωt+ ϕ)

= ℏΩ∗ cos(ωt+ ϕ),

(2.11)

where Ω = −eE0 · d12/ℏ is the Rabi frequency of the |1⟩ → |2⟩ transition.
Then substituting back into equation (2.10), the dynamic equation for c2
becomes

c1ℏΩ∗ cos(ωt+ ϕ)e−i(ω1t) = iℏ
(
e−i(ω2+δ)tdc2

dt
− ic2δe

−i(ω2+δ)t

)
=⇒ i

dc2(t)

dt
= Ω∗ cos(ωt+ ϕ)ei(ω0+δ)tc1(t)− δc2(t),

(2.12)

and similar analysis for c1 gives
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i
dc1(t)

dt
= Ωcos(ωt+ ϕ)e−i(ω0+δ)tc2(t), (2.13)

where the time dependencies have been re-included. Applying the rotating
wave approximation, defining Ω′ = Ωeiϕ, and noting that ω−ω0− δ = 0, the
dynamic equations for c1 and c2 can be written as

i
dc1(t)

dt
=

Ω

2
ei(ω−ω0−δ)tc2(t)

i
dc2(t)

dt
=

Ω∗

2
e−i(ω−ω0−δ)tc1(t)− δc2(t)

=⇒ i
dc1(t)

dt
=

Ω′

2
c2(t)

=⇒ i
dc2(t)

dt
=

Ω′∗

2
c1(t)− δc2(t),

(2.14)

which can be written in matrix form as

i

(
ċ1
ċ2

)
=

(
0 Ω′

2
Ω′∗

2
−δ

)(
c1
c2

)
. (2.15)

Solving these equations and defining ΩΩ∗ = Ω2 and
√
δ2 + Ω2 = ΩG, where

ΩG is the “generalised Rabi frequency”, the matrix for the time evolution of
c1 and c2 is (

c1(t)
c2(t)

)
= Uc ·

(
c1(t0)
c2(t0)

)
, (2.16)

where Uc is the propagation matrix for the probability amplitudes c1 and c2
given by

Uc(t0, τ) =

cos
(
ΩGτ
2

)
− i δ

ΩG
sin
(
ΩGτ
2

)
−i Ω

ΩG
eiϕ(t) sin

(
ΩGτ
2

)
−i Ω∗

ΩG
e−iϕ(t) sin

(
ΩGτ
2

)
cos
(
ΩGτ
2

)
+ i δ

ΩG
sin
(
ΩGτ
2

)
 ,

(2.17)

where a global phase factor has been ignored. The terms e±iϕ(t) include
an extra phase due to the light pulse occurring at a time t ̸= 0 so that
ϕ(t ̸= 0) = ϕ(t = 0) + ωt0. Here, t0 is defined as the start time of the light
pulse, and τ is the duration of the light pulse.

14



To include the Doppler shift into this propagator, the incident light frequency
simply changes by a factor δD so that ω → ω + δD. If all atoms are initially
in |1⟩, then the probability of finding an atom in |2⟩ after a Raman pulse of
duration τ is

P2(τ) = | ⟨2|Uc(τ) |ψ(t)⟩ |2

=
Ω2

Ω2
G

sin2

(
ΩGτ

2

)
.

(2.18)

To start to extend this towards a full interferometry sequence, a free propa-
gation matrix is defined as

Uf (T ) =

(
e

iω0T
2 0

0 e
−iω0T

2

)
, (2.19)

where T is the duration of free propagation, and where the zero of energy
has been set half way between the excited and ground states of the system.

2.3.1 π and π/2 Pulses-

For a single pulse of light with duration τ incident on an atom initially in
|1⟩, with no detuning, the atomic state can be represented as

|ψ⟩single =

sin2
(
Ωτ
2

)
cos2

(
Ωτ
2

)
 . (2.20)

If the duration of the pulse is tuned such that Ωτ = π
2
, the probability of the

atom being in each of the two atomic states is 0.5. This is known as a “π/2-
pulse”. If instead the pulse is tuned such that Ωτ = π, the probability of the
atom being transferred to |2⟩ is 1, this known as a “π-pulse”. In each case, if
the atom absorbs a photon and is excited into |2⟩, it will receive a momentum
kick of ℏkeff, where keff is the effective k vector of the two photon transition.
This means that the π/2-pulse creates a superposition of momentum states.
It also means that a π-pulse will act to reduce the momentum of an atom
which was previously excited, and increase the momentum of an atom which
was not previously excited. These pulses can be interpretted in the same
way as beamsplitters (π/2) and mirrors (π) in the optical Mach-Zehnder
interferometer.
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Figure 2.4: Time-space diagram showing the trajectories of the two arms of a three pulse
atom interferometer without acceleration (grey) and with acceleration (blue and green).
The path α corresponds to the interferometer arm where atoms are excited to |2⟩ during
the first π/2-pulse and β corresponds to the arm where atoms remain in |1⟩.

2.3.2 Three Pulse Interferometer

By combining π/2 and π-pulses to coherently split, reverse, and recombine
atoms, a Mach-Zehnder-type interferometer can be created, as shown in fig-
ure 2.4. Atoms are initially in state |1, p⟩ where p is a momentum state.
After a π/2-pulse, the atoms are coherently split into a superposition of en-
ergy and momentum states, being in either |1, p⟩ or |2, p+ ℏkeff⟩. The atoms
then freely propagate for a time, T , which is the interferometer “T-time”, be-
fore a π-pulse switches the momenta of the atomic wavepackets. This means
atoms which were previously in |1, p⟩ are now in |2, p+ ℏkeff⟩ and vice-versa.
After a second T-time, the two arms of the interferometer will spatially over-
lap again, so a second π/2-pulse is used to recombine them and allow the
atomic states to be measured.

To simulate the effect of the interferometer, the propagators for the light
atom interaction, in equation (2.17), and for free propagation, in equation
(2.19), can be combined to give the atomic state after all three pulses

|Ψ⟩ = Uπ/2(3τ +2T, τ) ·Uf (T ) ·Uπ(τ +T, 2τ) ·Uf (T ) ·Uπ/2(0, τ) |Ψ0⟩ , (2.21)

where |Ψ0⟩ is the atomic state before the interferometer, and Uπ/2 and Uπ are
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the propagators for a π/2 and π-pulse respectively. For an atom starting in
|1⟩, P2 is the probability of detecting the atom in |2⟩ after the interferometer

P2 = | ⟨2|Ψ⟩ |2 = sin2

(
∆Φ

2

)
=

1

2
(1− cos(∆Φ)), (2.22)

where ∆Φ is the overall phase difference between the two interferometer arms.

2.3.2.1 Interferometer Phases

The total interferometer phase

∆Φ = ∆ϕint +∆ϕprop, (2.23)

comprises of two sources of phase which can be picked up by the atoms, ϕint,
due to the interaction of the atomic cloud with the Raman beam, and ϕprop,
due to the phase picked up during the propagation of the atomic cloud during
the interferometer. There is also a contribution due to shifts in the internal
state from second order magnetic field shifts and AC Stark shifts. However,
by stabilising the magnetic field and cancelling the AC Stark shift, these can
be neglected. The methods for accounting for these shifts are described in
detail later in this thesis. The propagation phase is determined by comparing
the classical action

S =

∫
path

L(x(t), ẋ(t))dt, (2.24)

along each arm of the interferometer. Here, L is the Lagrangian for the atom
at position x and time t. For uniform acceleration, this turns out to equal
zero [43, 46]. This means that the entirety of the interferometer phase is
determined by the interaction with the Raman beam. In the simplified case
where δ = 0, equation (2.17) becomes

Uc(δ = 0) =

 cos
(
Ωeffτ
2

)
−ieiϕeff sin

(
Ωeffτ
2

)
−ie−iϕeff sin

(
Ωeffτ
2

)
cos
(
Ωeffτ
2

)
 , (2.25)

where the eff subscript has been re-included for completeness. It can be seen
that upon a transition from |1⟩ → |2⟩, or |2⟩ → |1⟩, the atoms pick up phases
of eiϕeff and e−iϕeff respectively. By separating the interferometer into arms α
and β, as in figure 2.4, the total phase accumulated can be summed to give

∆Φ =
(
ϕ
(1)
eff − ϕ

(2)
eff,α

)
−
(
ϕ
(2)
eff,β − ϕ

(3)
eff

)
, (2.26)

where superscript (i) refers to interferometer pulse i.
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2.3.2.2 Acceleration Sensitivity

Figure 2.4 shows how, when the atoms are subject to a uniform acceleration,
a, the interferometer arm trajectories become asymmetric. Since the only
phase picked up by the atoms during the interferometer is due to the Raman
laser phase, the phase accumulated during each pulse, i, can be expressed as
the local laser phase at time ti and position x (ti)

ϕi = keffx (ti) + ωeffti + ϕi0, (2.27)

where ϕi0 is a “laser offset phase”, which is well controlled in the laboratory.
The positions of the atoms at each interferometer pulse are

x(t1) = x0

xα(t2) = x0 + (v0 + vrec)T − a
T 2

2

xβ(t2) = x0 + v0T − a
T 2

2
x(t3) = x0 + (2v0 + vrec)T − 2aT 2

(2.28)

where vrec = ℏkeff/m is the recoil velocity imparted during a Raman tran-
sition, v0 is the initial atom velocity, and T is the interferometer T-time.
Substituting equations (2.27) and (2.28) into equation (2.26) gives

∆Φ = keffaT
2 + (ϕ10 − 2ϕ20 + ϕ30), (2.29)

which shows that the interferometer phase is determined by the acceleration,
a, the interferometer T-time, the effective wavenumber, keff, and the laser
offset phase during each pulse. If there is also atomic motion perpendicular
to the Raman beam propagation direction, then the atom interferometer will
enclose a physical area. This physical area is sensitive to the rotation of the
experiment, and will add an additional phase, known as the Sagnac phase
[47]. This phase can be used to create a gyroscope, which has been studied
in a previous thesis at Imperial College [44]. However, this effect will not be
studied as part of this thesis.

2.3.3 Interferometer Contrast

Equation (2.22) describes the interference pattern for a single atom. The
probability of the atom being observed in the excited energy level, |2⟩, as
the interferometer phase is varied, has a cosine shape, with an amplitude
of one. When extending to an ensemble of atoms, the detected interference
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fringe is a combination of the interference patterns due to each single atom.
Any phase differences in each interference pattern will reduce the amplitude,
or “contrast”, of the overall interference fringe. Mechanisms which cause
reduction in the fringe amplitude are referred to as “dephasing mechanisms”.
When averaging over a large number of atoms, equation (2.22) becomes

P2 =
1

2
(1− C cos(∆Φ)), (2.30)

where C is the interferometer contrast. If a measurement of P2 is made, with
an associated error σP2 , the interferometer phase error, σ∆Φ, is given by

σ∆Φ =
σP2

dP2

d∆Φ

=
2σP2

C sin(∆Φ)
. (2.31)

This means that, to minimise the interferometer error, and therefore the
acceleration error, the system contrast needs to be maximised, and the in-
terferometer phase should be close to π/2.

2.4 Raman Transition Implementation

So far, all discussion of interferometry and stimulated Raman transitions
has been general and could be used for any similar atomic system. For the
experiment described in this thesis, the 87Rb D2 line is used throughout,
making states |1⟩ and |2⟩ the |F = 1⟩ and |F = 2⟩ hyperfine levels of the
52S1/2 energy level. The intermediate |3⟩ state will have contributions from
multiple different possible states, which will be shown in section 2.4.1. From
this point on, the angular frequency difference between these two states will
often be referred to as ωhf, which is equal to 2πνhf, where νhf ≈ 6.834 682GHz
is the frequency difference between the |F = 1⟩ and |F = 2⟩ hyperfine levels.

2.4.1 Polarisation Requirement

When running the interferometer, to reduce the impact of magnetic fields
to a second order effect, the magnetically insensitive |F = 1,mF = 0⟩ →
|F = 2,mF = 0⟩ transition is driven. Further discussion of how this is achieved
is seen in chapter 3. By carefully selecting an appropriate polarisation for
each beam, called the Master and Apprentice beams due to the names of the
lasers they are emitted from, it can be ensured that atoms are only driven
in the ∆mF = 0 transition. From the definition of the Rabi frequency given
in equation (2.11), the Rabi frequency for each photon interaction with an
atom is given by
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Figure 2.5: All energy levels present in the 87Rb D2 line. The transitions shown are
the possible 2-photon stimulated Raman transitions which can be driven by σ+/σ+ and
σ−/σ− transitions, highlighted with the superscripts + and -. The single photon tran-
sitions to and from the intermediate state are coloured to indicate the photons from the
Master (red) and Apprentice (blue) lasers with subscripts M and A respectively. The de-
tunings ∆i correspond to the two-photon detunings from |F ′ = i⟩. The states highlighted
in green show the states which contribute to the effective two photon Rabi frequency in
the interferometer.

Ωq
g,i =

⟨g| er · ϵq0 |i⟩
ℏ

, (2.32)

where q refers to the ∆mF of the transition (e.g. q = +1 → ∆mF = +1)
with amplitude ϵq0, g refers to the initial state of the transition, and i refers to
the final state of the transition, which will be the intermediate state in this
case. For two photons which drive σ+ transitions, the effective two-photon
Rabi frequency is given by a sum over all possible intermediate states

Ω+1,+1
eff =

∑
F ′=1,2

(
Ω+1

{1,0},{F ′,+1}

)∗ (
Ω+1

{2,0},{F ′,+1}

)
2∆{F ′,+1}

=
∑

F ′=1,2

(
Ω−1

{1,0},{F ′,+1}

)(
Ω+1

{2,0},{F ′,+1}

)
2∆{F ′,+1}

,

(2.33)

where the sum includes states |F ′ = {1, 2},mF = +1⟩. The |F ′ = 3,mF = +1⟩
state is not included, as it does not couple to the |F = 1,mF = 0⟩ state with
a single photon transition. An equivalent Rabi frequency can also be written
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Figure 2.6: Light polarisations in each section of the Raman beam. A fibre delivers
Master and Apprentice light in orthogonal, linear polarisations. A quarter waveplate
converts this into orthogonal, circular polarisations. The beams pass through a second
quarter waveplate and are reflected, before passing back through the second waveplate.
This maintains their polarisation but flips the atomic transitions that each beam will drive.
This creates two pairs of counter-propagating and two pairs of co-propagating beams which
can drive stimulated Raman transitions.

for σ−/σ− transitions as seen in figure 2.5. In both cases, the overall effect
is a Raman transition with ∆mF = 0.

2.4.1.1 Telescope Polarisation

To provide the required, circularly polarised light to the atoms, two fre-
quencies of orthogonal, linearly polarised light are passed through a quarter
waveplate. Figure 2.6 shows the polarisations at each stage of the Raman
beam used in the experiment. To give perfect circularly polarised light, the
axes of the waveplate would need to be angled at exactly 45 ◦ from the axes
of linear polarisation. However, in practice, there will be a small misalign-
ment, due to human error during positioning. To see how this impacts the
interferometer, the Jones matrix for the optical system will be considered.
The Jones matrix for a quarter waveplate at an angle, θ, from the horizontal
is [48]

QWP(θ) =

 1√
2
+ i cos(2θ)√

2

i sin(2θ)√
2

i sin(2θ)√
2

1√
2
− i cos(2θ)√

2

 . (2.34)

So for an angle π/4 + ϵ where ϵ is a small misalignment angle of the quarter
waveplate, the matrix becomes
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Figure 2.7: Definitions of axes of the quarter waveplate in the Raman telescope with
respect to the polarisation maintaining fibre axes. ϵ is a small deviation angle from perfect
angular alignment of the quarter waveplate.

QWP
(π
4
+ ϵ
)
=

1−2iϵ√
2

i√
2

i√
2

1+2iϵ√
2

 , (2.35)

which describes the system shown in figure 2.7. For horizontally polarised
input light this gives

QWP
(π
4
+ ϵ
)
·
(
1
0

)
=

(
1−2iϵ√

2
i√
2

)
, (2.36)

which can be factorised into right and left handed components

QWP
(π
4
+ ϵ
)
· H =

(
1−2iϵ√

2
i√
2

)

= L +
1√
2

(
−2iϵ
0

)
= L− i

√
2ϵ H

= (1− iϵ)L− iϵ R,

(2.37)

where H, R and L are the Jones matrices for horizontal linearly polarised,
right hand circularly polarised, and left hand circularly polarised light re-
spectively. Following the same logic for vertically polarised input light, V,
gives
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QWP
(π
4
+ ϵ
)
· V = (i− ϵ)R + ϵ L. (2.38)

On passing through a quarter waveplate twice and being reflected, the polari-
sation is unchanged, but right handed light will now drive σ− transitions and
left handed light will now drive σ+ as the beam k-vectors are anti-parallel to
the magnetic field direction rather than parallel. The electric fields for the
four beams are then

E1 = Em · (i− ϵ) ·R↑↑ + ϵL↑↑) cos (kmz + ωmt)

E2 = Ea · (1− iϵ) · L↑↑ − iϵR↑↑) cos (kaz + ωat)

E3 = Em · (i− ϵ) ·R↑↓ + ϵL↑↓) cos (kmz − ωmt)

E4 = Ea · (1− iϵ) · L↑↓ − iϵR↑↓) cos (kaz − ωat) ,

(2.39)

where Em,a are the electric field strength of the Master and Apprentice beams,
km,a, and ωm,a are the wavenumber and frequency of the Master and Ap-
prentice beams. The subscripts ↑↑ and ↑↓ refer to beams being aligned or
anti-aligned to the magnetic field respectively. Then taking each combina-
tion of two beams with frequency difference ω2 − ω1 which will drive σ+/σ+

or σ−/σ− transitions, the two-photon Rabi frequencies are

Ω12 ∝ 2EmEaϵ

Ω34 ∝ 2EmEaϵ

Ω14 ∝ EmEa

Ω23 ∝ EmEa,

(2.40)

ignoring small terms proportional to ϵ2. Here, the subscript ij refers to the
two photons coming from beams i and j from figure 2.6. The terms contain-
ing ϵ both refer to transitions where the two photons have the same k-vector
direction, which are referred to as “co-propagating” transitions. These tran-
sitions can only be driven if there is some polarisation impurity in the Raman
beam, such that ϵ ̸= 0. The terms without the ϵ are “counter-propagating”
transitions which are Doppler sensitive and are used in the accelerometer.

2.4.2 Raman Beam Geometry

The Raman beam used in this experiment is a Gaussian beam with a 1/e2

width of 6 cm, truncated with an aperture. The reasons for truncation are
discussed in chapter 4. Such a wide beam is used for two reasons. Firstly,
as atoms fall perpendicularly to the Raman beam during the interferome-
ter, variation in beam intensity will cause a proportional change in Rabi
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Figure 2.8: Simulated Raman beam intensities relative to the central intensity for a Gaus-
sian beam with width 2.5 cm (a), and the real truncated Gaussian beam used in this
experiment (b). The atom position is determined only by acceleration due to gravity,
and the time between interferometer pulses is 25ms. The two plots have the same colour
scaling.

frequency, and therefore imperfect atom transfer during each interferometer
pulse, reducing contrast. The wide beam ensures that the central region
has a relatively flat intensity profile. Figure 2.8 shows the comparison of
beam intensities for a 2.5 cm radius Gaussian beam, and the wide, truncated
Gaussian beam used in this experiment. In each case, the atom starts at the
centre of the Raman beam and falls under gravity with no initial, vertical
velocity. The interferometer T-time is 25ms in both cases. The wider beam
allows more homogeneous beam intensities during the three interferometer
pulses.

A second benefit of the wide beam is the increased interferometer times
it allows. As atoms fall under gravity during the interferometry sequence,
they will eventually fall out of the Raman beam. A wider beam increases
the time before the atoms drop too far and can no longer be interacted with.
Equation (2.29) shows that as the interferometer time, T, increases, the phase
shift for a given acceleration will increase as T 2, meaning the sensitivity of
the interferometer increases. The width of the Raman beam sets a limit
on the achievable interferometer times, and therefore the sensitivity of the
accelerometer.

2.4.3 Collimation Requirement

During interferometry, the phase imprinted on the atoms is the local laser
phase at the time of each interferometry pulse. In the absence of any hori-

24



zontal acceleration, if the laser phase varies across the Raman beam, then, as
atoms fall under gravity, the laser phase will be different during each pulse.
When detecting the atomic state at the end of the interferometer, phase due
to variations across the Raman beam will be interpreted as acceleration phase
shifts, increasing the accelerometer error. For a perfectly collimated Raman
beam, variation in phase from the incoming beam is cancelled by variation
in the retro-reflected beam, such that the overall “effective phase wavefront”
of the Raman beam is uniform. However, if the Raman beam diverges, this
is no longer the case, and there will be phase variation across the beam.

The equation for the phase of the incoming and reflected part of the Raman
beam, under the paraxial approximation is

ϕ(r, z) = kz + k
r2

2R(z)
− ψ(z), (2.41)

where k is the beam wavenumber, r is the radial distance from the centre of
the beam, R(z) is the radius of curvature of the beam given by

R(z) = z

(
1 +

(zR
z

)2)
, (2.42)

at longitudinal position z, ψ(z) is the Gouy phase, and zR is the Rayleigh
range. As the focus is on wavefront inhomogeneity in the radial direction,
kz and ψ(z) can be ignored, as they do not vary with r. Accounting for the
phase contributions of both incoming and retro-reflected beams gives

ϕtot(r) =
kr2

2

(
1

R(zatom)
− 1

R(zatom + 2zam)

)
, (2.43)

where zatom is the longitudinal position of the atom cloud and zam is the
distance from the atom cloud to the retro-reflecting mirror. This can be sub-
stituted into equation (2.29) to calculate the total interferometer acceleration
error due to a given divergence angle

∆a =
ϕ

keffT 2
, (2.44)

where keff is the effective wavenumber of the two beams contributing to the
Raman beam, and T is the interferometer T-time. The result of this analysis
for atoms falling under gravity, for a 25ms interferometer T-time is shown
in figure 2.9.
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Figure 2.9: Phase and associated acceleration error for a 50ms (2T) interferometer due
to divergence or convergence of the Raman beam. The calculation is performed for atoms
falling under gravity with no initial velocity.

B

l/4 l/4

1 s+

s+

s-

s-

H
keff,R1=|k1-k4|

V
2 4

R2R1
3

1H

V
2 4

3

keff,R2=|k2-k3|

keff,R1cos

keff,R2cos

Figure 2.10: (a) All four beams which can be used to drive two-photon stimulated Raman
transitions in the experiment. Beams from the Master and Apprentice lasers are coloured
red and blue respectively. The two beam pairs, labelled R1 and R2, can drive Raman tran-
sitions with opposite momentum transfer. (b) The effect of Raman mirror misalignment.
When the Raman mirror is misaligned by an angle θ, the effective k vector of the Raman
beam is scaled by cos(θ).
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2.4.4 Raman Mirror Alignment

Figure 2.10 shows the path of the Raman light through the telescope, to
the retro-reflecting “Raman mirror”. When considering the Raman beam up
to this point, the forward and reflected beams have always been considered
as perfectly overlapping, such that their k-vectors are anti-parallel. Mis-
alignment of the Raman mirror by an angle, θ, causes the k-vectors of the
incoming and retro-reflected parts of the Raman beam to become misaligned.
This causes the effective k-vector to be scaled by cos(θ) such that the overall
interferometer phase becomes

∆Φ = keff cos(θ)aT
2

≈ keff

(
1− θ2

2

)
aT 2.

(2.45)

This creates an additional phase of −keffθ2aT 2/2, which will be interpreted
as an erroneous acceleration.

2.4.5 The Double Interferometer

By creating two pairs of beams which can drive stimulated Raman tran-
sitions, two possible interferometers can be created, as seen in figure 2.11.
The two interferometers give opposite momentum shifts, but are created us-
ing Raman pulses at the same time, with beams along the same path. As the
physical separation between the clouds in each interferometer is negligible,
the phase imparted onto the clouds during each interferometer will be equal
in magnitude, but opposite in sign. This means that, if both interferometers
are resonantly driven, their phases will cancel each other out, and the ratio
of detected atoms in each energy state will be insensitive to acceleration. To
counteract this effect, a velocity can be imparted onto the atomic cloud. The
Doppler shift caused by atomic velocity along the Raman beam will shift the
Raman transition frequencies for each interferometer in opposite directions,
such that they are no longer resonant at the same frequency. If the Raman
beam angular frequency is then tuned to be ωhf ± 2|keff · v|, where v is the
atomic velocity and keff is the Raman beam effective k-vector, only one of
the interferometers will be resonant with the Raman beams. By moving
one of the interferometers away from resonance, the resonant interferometer
can be selected, and the detected atom population ratio will be acceleration
dependent.
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Figure 2.11: Time-space diagram showing the different atomic energy and momentum
states during an interferometer when both counter-propagating interferometers are reso-
nant with the atom. The interferometer phases from the two interferometers are of equal
magnitude but opposite sign.

2.4.6 Differential Light Shift

In the presence of an oscillating electric field, such as that produced by the
Raman beam, the AC Stark shift will cause a shift of the two hyperfine
states used in the interferometer. In general, the shifts will be different
for each state. The difference between the shifts of the two states will be
referred to as the “differential light shift” (DLS). As the AC Stark shift is
dependent on the laser beam frequency, without cancellation, laser frequency
fluctuation will cause a change in the DLS, causing significantly different
detunings during each interferometer pulse. The Stark shift is also dependent
on laser beam intensity, so it is possible to choose a ratio of Master and
Apprentice intensities, as well as a detuning from |F ′ = 3⟩, ∆3, for which
the AC Stark shifts from each beam cancel each other out. ∆3 is defined as
in figure 2.5. Figure 2.12a shows a graph of the DLS for different values of
∆3. In the case of equal Master and Apprentice intensities (red), there are
two values of ∆3 where the DLS cancels out, but at each of these detunings,
a small change in laser frequency would cause a large increase in the DLS.
When the intensities of the Master and Apprentice beams are imbalanced,
a turning point appears in the DLS. The black line shows the DLS for an
intensity ratio of 0.583. For a given value of ∆3, the beam intensity ratio
which gives a turning point in the DLS is referred to as the “magic ratio ”,
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Figure 2.12: (a) The differential light shift versus Raman beam detuning from |F ′ = 3⟩
(∆3 as in figure 2.5) for an Apprentice to Master intensity ratio of 0.583 (black) and for
equal Master and Apprentice intensities (red). For both graphs, the Master intensity was
set to 1mW/cm2, and the Raman beam polarisations were set to drive σ+/σ+ transitions.
(b) The magic ratio versus detuning from |F ′ = 3⟩. The gridlines show the turning point
of the graph at a detuning of −1.13GHz and a magic ratio of 0.583. This detuning and
magic ratio are used in the experiment. Both graphs are plotted from calculations by Prof.
E. A. Hinds.

as at this detuning and intensity ratio, a small change in laser frequency will
have a negligible effect on the DLS. The magic ratio is plotted against ∆3 in
figure 2.12b, and the gridlines show the turning point, where a change in ∆3

has the smallest effect on the magic ratio. A detuning of −1.13GHz and a
magic ratio of 0.583 are used in the experiment to cancel out the DLS, and
minimise the impact of frequency variation.

2.4.6.1 Uncancelled Differential Light Shift and Beam Misalign-
ment

The calculations used to plot the graphs in figure 2.12 assume that the in-
tensity ratio of the Master and Apprentice light remain constant across the
Raman beam. In the case of perfectly retro-reflected beams, this is indeed
the case. However, if there is a misalignment of the Raman mirror, the in-
tensity profiles of the incoming and retro-reflected beams will no longer be
identical. If the intensity ratio of the Master and Apprentice beams is set
such that the intensities at the centre of each beam are 0.583, as is required
to cancel the DLS, figure 2.13a shows the beam profiles for a 1 ◦ misalign-
ment of the Raman mirror. Figure 2.13b shows how the ratio of Apprentice
to Master intensity varies radially across the Raman beam for the same mis-
alignment. This will mean that not only will the DLS at the centre of the
atom cloud not be properly cancelled, but that the DLS will vary across the
atom cloud due to the cloud having a finite width. The uncancelled DLS
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Figure 2.13: (a) Theoretical beam intensities, relative to the central intensity of the Master
light, in the Raman beam for the Master light (black) and Apprentice light (red), for a
1 ◦ misalignment of the Raman mirror. The marked points show the intensity ratio at the
centre of the incoming Master light, and at the centre of the reflected Apprentice light.
(b) Ratio of Apprentice to Master beam intensity at the axial atom position for a 1 ◦

misalignment of the Raman mirror.

will add a detuning to the generalised effective Rabi frequency in equation
(2.20), which will change the Rabi oscillation frequency and amplitude for
each atom differently. This will act as a dephasing mechanism which will
reduce the system contrast.
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Chapter 3

Atom Preparation

Atom interferometry requires a large ensemble of atoms to obtain measure-
ments with a high signal to noise ratio. The atoms must be cooled to reduce
their distribution of Doppler shifts, and allow interaction with Raman light
over a period of tens of milliseconds. Section 3.1 describes how laser trapping
and cooling techniques are used to achieve both of these requirements.

In a transportable accelerometer, robustness against varying magnetic fields
is particularly important to prevent unwanted phase shifts of the interferome-
ter. Section 3.2 will describe the process of preparing atoms in a magnetically
insensitive energy level to limit the impact of background magnetic fields. I
will then also describe how the selection of a narrow velocity class of atoms
is used to reduce the effects of thermal dephasing on the interferometer.

3.1 Atom Trapping and Cooling

Since its development in the 1980s, the workhorse of atomic physics exper-
iments has undoubtedly been the magneto-optical trap (MOT) [49, 50, 51].
The MOT is able to trap large atom numbers in three dimensions, while cool-
ing them to around the Doppler temperature. Also in the 1980s, the optical
molasses technique was developed [52, 53, 54]. When combined with an atom
trap, such as the MOT, optical molasses allows atoms to be further cooled
towards the recoil limit. Both the MOT and optical molasses are utilised in
this experiment.
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Figure 3.1: (a) Schematic of a one-dimensional magneto-optical trap (1D-MOT). The ver-
tical axis shows increasing energy. If an atom moves away from the trap centre, beams
opposing its motion move closer to resonance, and after a large number of absorption-
spontaneous emission cycles, the atomic velocity averages to zero. (b) Cooling and re-
pumper transitions during magneto-optical trapping of 87Rb.

3.1.1 1D MOT Theory

Consider a two-level atomic system with transition frequency ω0, illuminated
by a pair of counter-propagating cooling beams of frequency ω such that
ω0 > ω. If the atom moves in one direction, the beam opposing its motion
will be Doppler shifted closer to resonance, increasing the absorption rate.
The opposite will be true for the beam in the direction of travel. The atom
may then undergo stimulated emission, and emit a photon back into the cool-
ing beam, cancelling the initial momentum kick due to absorption, or it may
spontaneously emit a photon in a random direction. Because the absorbed
photon gives a momentum kick opposing the atom’s motion, but the sponta-
neously emitted photon gives a momentum kick in a random direction, after
a large number of absorption-spontaneous emission cycles, the momentum
due to the spontaneously emitted photons will average out to zero, giving
a net force in the direction opposing the atom’s motion, creating a velocity
dependent force that slows and cools the atoms down.

To create a trap for the atoms, a position dependent force is provided by the
addition of a linear magnetic field gradient. Figure 3.1a illustrates how this
field gradient induces a position-dependent Zeeman shift of the excited state
energy level for a hypothetical atom with a |J = 0⟩ groundstate. This means
atoms which move away from the trap centre are more likely to scatter a
photon from a beam which opposes this motion.
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When only considering the two level system shown in figure 3.1a, atoms
will indefinitely cycle back and forth between the two states. However,
in reality, the excited state is usually more complex, and the effect of off-
resonant scattering must be considered. In 87Rb, off-resonant scattering to
|F ′ = 1⟩ and |F ′ = 2⟩ allows atoms to decay into |F = 1⟩, where they be-
come dark to the cooling light. To drive atoms back into the cooling cycle,
a second, “repumper” frequency of light can be added, which drives the
|F = 1⟩ → |F ′ = 2⟩ transition. Atoms in |F ′ = 2⟩ can decay into |F = 2⟩,
where they will continue to be cooled.

The atomic system shown in figure 3.1a, has a total angular momentum
quantum number |J = 0⟩ in its groundstate, which is not the case for 87Rb.
In reality, the groundstate will also experience a splitting in a magnetic field
due to the presence of multiple Zeeman sub-levels. However, this does not
change the working principle of the MOT described during this section, and
the diagram was presented with no groundstate splitting for ease of under-
standing.

3.1.2 2D+ MOT

3.1.2.1 2D MOT

(a)

Free Trap

Trap

(b)

Figure 3.2: (a) CAD design showing the science and CAS chambers. The two chambers
are separated by an aperture to prevent pressure build up in the science chamber. (b)
Schematic of the 2D MOT. Two pairs of counter-propagating beams, shown in red, con-
taining cooling and repumper light trap atoms along the two trapping dimensions. The
coloured arrows show the magnetic field which creates a cylindrically symmetric magnetic
field gradient. The black spot shows the position of the trapped atoms, which are free to
travel into or out of the page, along the free axis.

33



To load a MOT quickly, a high pressure of atoms is required. However,
because collisions with background gas will cause dephasing of the interfer-
ometer, it is not desirable to have this high pressure in the main science
chamber. Instead, a secondary, cold atom source (CAS) chamber, which
contains a Rubidium dispenser, is attached to the science chamber, as shown
in figure 3.2a. The two chambers are connected by a small aperture, which
prevents pressure from building in the science chamber. Figure 3.2b shows
the schematic of a two dimensional MOT, which is used to deliver light from
the CAS chamber into the main science chamber. Two orthogonal pairs
of counter propagating laser beams are transversely delivered into the CAS
chamber, along with a cylindrically symmetric magnetic field gradient. This
creates a beam of atoms which are trapped along two directions. The third,
un-trapped axis is known as the “free-axis”. The atomic beam is directed
towards the zero of the 3D MOT magnetic field. This means that the ef-
ficiency of atoms entering the 3D MOT trapping region, is higher than if
a high background pressure in the science chamber was used for loading.
The 2D MOT cools the atoms transversely, but thermalisation within the
cloud causes some axial cooling as well. This reduces the axial velocity of
the atomic beam entering the science chamber. When loading into the 3D
MOT, only atoms with velocity below the “capture velocity”, which is de-
termined by specific trap parameters, will be trapped. By pre-cooling the
atoms in the 2D MOT, the efficiency of 3D MOT trapping is increased.

3.1.2.2 Push Beam

Despite the pre-cooling due to the 2D MOT, most of the atoms entering the
science chamber will have an axial velocity greater than the 3D MOT capture
velocity, and will not be trapped [55]. As the 2D MOT has no trapping along
its free axis, and therefore no preferred direction of travel, the atomic velocity
distribution is the same both towards and away from the main chamber.
This means that approximately half of the atoms will travel away from the
main chamber, and never reach the trapping region. To improve the 3D
MOT trapping efficiency, a “push beam” can be included. This is a beam
directed down the free-axis of the 2D MOT, towards the main chamber. This
configuration is often called a “2D+ MOT”. This beam accelerates atoms
which previously had too low a velocity to reach the trapping region of the
3D MOT, and reverses the direction of some atoms which were previously
moving away from the main chamber. By choosing the push beam power and
frequency appropriately, a large number of atoms can be shifted to velocities
where they can be trapped in the 3D MOT.
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3.1.3 3D MOT

Figure 3.3 shows a schematic of the 3D MOT. Two coils with opposite cur-
rent directions create a quadrupole magnetic field, which gives a cylindri-
cally symmetric linear magnetic field gradient along each trapping direction.
Three pairs of counter-propagating, circularly polarised beams, containing
both cooling and repumper light, then trap atoms at the zero of the mag-
netic field.

Circularly
PolarisedOpposite

Current
Directions

MOT Capture
Region

Figure 3.3: Schematic of the 3D MOT. Two coils with opposite current directions (grey
lines) create a quadrupole magnetic field (black lines). Three pairs of circularly polarised
beams, containing cooling and repumper light, trap the atoms in three dimensions. The
trapping region is shown in black.

A 3D MOT is an efficient way of trapping a large number of atoms quickly,
however its cooling is limited to the Doppler temperature. While the large
number of absorption-spontaneous emission cycles during MOT cooling re-
duces the average velocity of the atoms to zero, the root mean squared ve-
locity of the atoms is not zero, and as such they experience a random walk
which limits their temperature. The Doppler temperature, TD, is given by

TD =
ℏΓ
2kB

, (3.1)

where ℏ is the reduced Planck constant, Γ is the transition linewidth, and
kB is the Boltzmann constant [56]. In 87Rb this is 146 µK. To cool the atoms
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further, to below around 10 µK, polarisation gradient cooling, also known as
Sisyphus cooling, is used [53].

3.1.4 Sub-Doppler Cooling

3.1.4.1 Sisyphus Cooling

Excited State
J'=3/2

Ground State
J=1/2

MJ=-1/2

MJ=+1/2

Energy

ℏwabs ℏwem

Distance

Figure 3.4: Working principle of Sisyphus, or polarisation gradient, cooling. The local
polarisation varies with position, causing a periodic modulation of the AC Stark shift
of the ground state MJ levels. Atoms at the top of a potential hill absorb a photon
(solid line) and then spontaneously emit a photon (dashed line) of a higher frequency.
Each absorption-spontaneous emission cycle reduces the atom energy by the height of the
potential hill.

Consider two counter-propagating laser beams, of wavelength λ, with orthog-
onal polarisations. The beams will form a standing wave with a polarisation
which is dependent on the relative phase of the two beams. This causes the
resultant polarisation to become position dependent, with period λ/4. Now
consider a two-level atom, with ground state |J = 1/2⟩ and excited state
|J ′ = 3/2⟩, and incident laser beams red detuned from the transition. In the
absence of any other energy shifts, the AC Stark shift caused by the light
field, which depends on the local polarisation, lifts the degeneracy between
the hyperfine levels of the atom’s ground state. If the atom has a velocity
along the standing wave, the position dependent light shift will cause a pe-
riodic change in the atom’s ground state energy levels. This can be seen
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in figure 3.4, where the ground state modulation creates a series of poten-
tial hills and valleys. As the atom moves through the standing wave, it will
lose kinetic energy as it climbs a hill, and gain it as it falls into a valley.
Consider the case where the atom is in |MJ = −1/2⟩, and the local polari-
sation is σ+. The atom can absorb a photon of energy ℏωabs and be excited
to the |M ′

J = +1/2⟩ state, whereupon it can spontaneously decay into ei-
ther the |MJ = −1/2⟩ state, in which case the process will restart, or the
|MJ = +1/2⟩ state. If the atom decays to |MJ = +1/2⟩, the light will drive
it into |M ′

J = +3/2⟩. This state does not couple to |MJ = −1/2⟩, so the
atom can only return to |MJ = +1/2⟩. As the atom has moved from the
top of a hill in |MJ = −1/2⟩, to the bottom of a valley in |MJ = +1/2⟩, it
experiences an overall energy loss of ℏωem − ℏωabs, where ℏωem is the energy
of the spontaneously emitted photon. After several cycles of absorption and
spontaneous emission, the atom will no longer have enough energy to climb
a potential hill, and the cooling process will stop. To continue cooling, the
potential hills can be reduced in height. The height of the potential hills can
be approximated as

UStark =
ℏΓ2I

8|δ|Isat
, (3.2)

where δ is the red detuning from the transition frequency, I is the light
intensity, and Isat is the saturation intensity of the transition [57]. As UStark

is proportional to I/|δ|, the hill height can be reduced by increasing the beam
detuning and decreasing the intensity. Once the atom can no longer climb a
potential hill, its temperature will no longer change, meaning UStark can be
related to the final atom temperature, TSis,

UStark = kBTSis

TSis =
ℏΓ2I

8kB|δ|Isat
.

(3.3)

However, equation 3.3 implies that there is no lower limit on the temperatures
achievable using Sisyphus cooling. In reality, the cooling process can continue
until the energy loss from the atom moving from the top of a hill to the
bottom of a valley is equal to the recoil energy, Er, acquired when the atom
spontaneously emits a photon. Er can be calculated from the recoil velocity,
vr when emitting a photon
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vr =
ℏk
m

=
h

mλ

Er =
1

2
mv2r

=
h2

2mλ2
,

(3.4)

where k is the laser wavenumber, and m is the atomic mass [58]. This sets a
limit on the achievable temperature, Tr using Sisyphus cooling,

Tr =
Er

kB

=
h2

2kBmλ2
.

(3.5)

For the D2 line in 87Rb, the recoil temperature is 362 nK. The processes of
increasing the cooling detuning and decreasing the intensity will be referred
to as the frequency and intensity molasses ramps respectively, and the com-
bination of effects will be referred to as the “molasses ramp”. This cooling
mechanism relies on the fact that the AC Stark shift is the dominant effect
on the energy levels in the cooling transition. If a magnetic field is present,
there will be additional energy level splitting due to the Zeeman effect. To
see which energy shift is likely to be dominant during Sisyphus cooling, the
size of each can be compared for typical molasses ramp settings. For the
87Rb cooling transition, the natural linewidth is 2π × 6.065MHz. At the
start of the molasses ramp, for a typical detuning of −15MHz and a beam
intensity of Isat, equation 3.2 gives a frequency shift of 307 kHz. The Zeeman
splitting of the energy levels in the 87Rb cooling transition is 0.7MHzG−1,
so if Earth’s field (∼ 0.5G) is the dominant background field, this gives a
shift of 350 kHz, already larger than the AC Stark shift. As the detuning
and power are ramped, to give a colder temperature, the Stark shift de-
creases even further. If the detuning is increased to 50MHz and the power
decreased to 0.1Isat, the Stark shift becomes 9 kHz. The Zeeman shift causes
the Sisyphus cooling to stop. To ensure that the Stark shift is the dominant
energy shift throughout Sisyphus cooling, the background magnetic field is
cancelled with three pairs of “bias coils”. This process of field cancellation
will be described in detail in section 4.7.2.

3.1.4.2 Molasses Sequence

Figure 3.5 shows the control sequence for the power and detuning of the
cooling beams in both the 2D+ and 3D MOTs, as well as the 3D MOT coil
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current, used to create the quadrupole magnetic field, during MOT loading
and molasses stages. The ramps in frequency and power in figure 3.5 are
shown to be linear, however this is not the case in reality. The frequency
ramp is performed by linearly ramping the voltage to a piezo-electric actuator
controlling the Master laser cavity length. While the piezo is initially set to
be close to the centre of its range, its length change with voltage will not
be perfectly linear. The power ramp is performed by ramping down the rf
amplitude supplied to an accousto-optic modulator (AOM) which controls
the cooling laser beams. In general, the AOM response to rf amplitude is
not linear.

2D MOT 
Power
Push 
Beam 
Power

Push 
Beam 
Detuning

3D MOT Loading
Molasses 
Ramps

MOT Coil 
Switch Off

2D MOT 
Detuning

2.5 A

-3 A

0 A3D MOT 
Coil Current

3D MOT 
Power

3D MOT 
Detuning

450 ms 5 ms

60 mW

0 mW
2 mW

0 MHz

0 MHz

-15 MHz

-150 MHz

-15 MHz
-7 MHz

30 mW

0 mW

5 ms 5 ms 5 ms

Figure 3.5: 2D and 3D MOT settings during MOT loading and molasses stages. While
the molasses ramps shown are linear in frequency and power, in reality these ramps have
a nonlinear shape.
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Figure 3.6: Theoretical Raman beam intensities during each interferometer pulse relative
to the central intensity. The upper trajectory has an optimised vertical launch of 21 cm s−1,
and the lower trajectory has no initial velocity. Both trajectories fall under gravity during
the 50ms interferometer 2T-time.

3.1.5 Atom Launch

During the interferometer sequence, the atom cloud is “launched” both verti-
cally and horizontally. A vertical launch is used to keep the atom cloud close
to the centre of the Raman beam, improving the homogeneity of the Raman
beam intensities during each interferometer pulse, improving contrast. Fig-
ure 3.6 shows theoretical Raman beam intensities relative to the intensity
at the centre of the Raman beam, for two atom trajectories during a 25ms
T-time interferometer. The upper trajectory has a 21 cm s−1 vertical launch,
and the lower trajectory has no initial velocity. The launch velocity was
chosen to minimise the distance of the atoms away from the beam centre,
and therefore reduce the variation in Raman beam intensity. Section 2.4.5
described how two different pairs of beams can be used to create acceleration
sensitive interferometers in this experiment. The two interferometers have
equal and opposite responses to acceleration, so their effects will cancel each
other out. To remove the degeneracy of the double interferometer, the atom
cloud is launched horizontally, giving a constant velocity along the Raman
beam during the interferometer. The two pairs of beams experience opposite
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Doppler shifts, and by tuning the Raman beam frequency appropriately, one
interferometer can be “selected”, while the other will be off-resonant.

3.1.5.1 Moving Molasses

To launch the atoms, a “moving molasses” technique is used. In the optical
molasses described in section 3.1.4.1, the two counter-propagating cooling
beams have equal frequency, so that any atomic motion in the lab frame is
opposed. However, if one beam is increased in frequency by δfv = δv/λ,
where λ is the laser wavelength, and the opposing beam is decreased by the
same amount, then the atoms will be cooled into a reference frame moving
with a velocity δv. In other words, the atoms will still be cooled as previously
described, but the mean velocity will be non-zero. In the horizontal plane,
the two MOT beams used to launch the atoms are angled at 45 ◦ to the
Raman beam, so the frequency shift applied to each beam is δfh = δv/

√
2λ.

Figure 3.7 shows the control sequence used for the launching MOT beams
during the moving molasses. The overall cooling beam detuning is varied by

+z and -z
MOT Beam
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Average
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Figure 3.7: Control sequence for the cooling and repumper frequencies and powers during
MOT loading and moving molasses. Red lines show changes in the cooling light, blue
lines show changes in repumper light, and red/blue dashed lines show changes of both
simultaneously.
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ramping the actuator controlling the Master laser cavity length, which affects
all MOT beams at the same time. The frequency step for the moving molasses
is performed by changing the frequency of the fibre-coupled AOMs which are
used to control each MOT beam individually. In this figure, the vertical (y)
launch frequency is 300 kHz, corresponding to a vertical launch velocity of
300 kHz × 780 nm = 23.4 cm s−1 and the horizontal (z) launch frequency is
120 kHz, corresponding to a horizontal launch velocity of 120 kHz ×

√
2 ×

780 nm = 13.2 cm s−1. While the settings for the moving molasses were often
changed, these values are typical for what was used during the experimental
sequence.

3.2 State Selection

To improve the robustness of the experiment to both time and position-
varying magnetic fields, atoms are prepared in the |F = 1,mF = 0⟩ state.
This state is not affected by first order Zeeman shifts, but does experience a
second order shift of 575Hz/G2. Because the second order shift is relatively
small compared to the Zeeman shift of the other sub-levels within |F = 1⟩,
the mF = 0 state will often be referred to as a “magnetically insensitive
state”.

After preparing atoms in the |F = 1,mF = 0⟩ state, their velocity distribu-
tion is determined by their temperature. To reduce the effect of Doppler
shifts due to thermal motion causing interferometer dephasing, atoms can
be “velocity selected”. By selecting atoms within a narrow velocity class,
and removing all other atoms from the experiment, the width of the cloud
velocity distribution is narrowed, and thermal dephasing effects are reduced.

3.2.1 Preparation Scheme

This section will give a brief overview of each state selection stage, before
each is described in more detail in the following sections. The process of
preparing the atomic cloud is performed in six stages:

Stage 1- After the optical molasses stage, almost all atoms are in |F = 2⟩.
The Master laser is tuned to the |F = 2⟩ → |F ′ = 2⟩ transition. Atoms are
optically pumped from |F = 2⟩ to |F = 1⟩ via the intermediate state |F ′ = 2⟩.

Stage 2- After state selection stage 1, the atoms are evenly distributed be-
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Figure 3.8: Different stages of atom preparation during the experiment. Blue lines show
optical pumping from light provided by MOT beams, grey lines indicate microwave tran-
sitions, green lines show stimulated Raman transitions, and red lines show atoms being
blown away. Large red dots indicate a large number of atoms in a given state, whereas
small red dots indicate a small atom number.

tween the three Zeeman sub-levels of |F = 1⟩. The Apprentice laser is tuned
to the |F = 1⟩ → |F ′ = 0⟩ transition. Atoms are optically pumped into
|F = 1,mF = 0⟩ via the intermediate state |F ′ = 0⟩.

Stage 3- A microwave pulse drives the atoms from |F = 1,mF = 0⟩ to
|F = 2,mF = 0⟩.

Stage 4- A pulse from the Apprentice laser is applied in one direction, reso-
nant with the |F = 1⟩ → |F ′ = 0⟩ transition. As the pulse is not balanced by
a counter-propagating beam, it acts to push atoms away. This “blows away”
any atoms from |F = 1⟩ which were not transferred by the microwaves.

Stage 5- After the |F = 1⟩ blowaway, atoms are all in the |F = 2,mF = 0⟩
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state with a velocity distribution width determined by their temperature. A
velocity selective, 2-photon stimulated Raman transition transfers the slower
moving atoms from |F = 2,mF = 0⟩ to |F = 1,mF = 0⟩.

Stage 6- A blowaway pulse from the Master laser 1MHz detuned from the
|F = 2⟩ → |F ′ = 3⟩ transition removes the faster moving atoms which were
not transferred during the velocity selective pulse.

3.2.2 Stage 1 - Pumping Atoms Into |F = 1⟩
After the optical molasses stage, all of the atoms will be in the |F = 2⟩ level
due to the presence of the repumper beam. The first stage of state prepara-
tion is to optically pump all atoms in the experiment into |F = 1⟩. Resonant
light drives atoms from |F = 2⟩ into |F ′ = 2⟩. After being pumped into
the |F ′ = 2⟩ state, atoms can spontaneously decay into the |F = 1⟩ ground
state, where they become dark to the applied light field. In the case of zero
magnetic field, there will be static dark states in |F = 2⟩ which will prevent
atoms from being pumped. These states can be “destabilised” by applying
a magnetic field along the direction of the driving field [59], and the time to
drive atoms into |F = 1⟩ will depend on the strength of the applied magnetic
field [43].

3.2.3 Stage 2 - Pumping Atoms into |F = 1,mF = 0⟩
After state selection stage 1, atoms will be distributed amongst the three
different Zeeman sub-levels of |F = 1⟩. To drive the magnetically insensitive
|F = 1,mF = 0⟩ → |F = 2,mF = 0⟩ transition, atoms must all be driven
into |F = 1,mF = 0⟩. By applying two counter-propagating, circularly po-
larised beams resonant with the |F = 1⟩ → |F ′ = 0⟩ transition, along with
a uniform magnetic field parallel to the beam k-vectors, σ+ and σ− transi-
tions will drive atoms in |F = 1,mF = ±1⟩ into |F ′ = 0,m′

F = 0⟩. Once in
|F ′ = 0,m′

F = 0⟩, atoms can only decay into |F = 1,mF = 0⟩, where they,
along with atoms already in that state, become dark to the incident light.
After this stage, in the absence of any off-resonant scattering, all atoms will
be in |F = 1,mF = 0⟩.

3.2.4 Velocity Selection

The probability of an atom, initially in |F = 1⟩, being excited to |F = 2⟩
from a single Raman pulse is given by
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P2(τ) =
Ω2

eff

Ω2
G

sin2

(
ΩGτ

2

)
, (3.6)

from equation (2.18), where ΩG =
√
Ω2

eff + δ2. This shows that as the two
photon detuning, δ, is increased, the excitation probability is decreased. In a
full interferometry sequence, when this is extended to an ensemble of atoms,
with a distribution of detunings, this causes a reduction in interferometer
contrast. Atoms with a finite temperature will have a distribution of veloci-
ties, and therefore Doppler shifts, given by the Maxwell-Boltzmann distribu-
tion, which give each atom a different two-photon detuning. The higher the
atom cloud temperature, the wider the distribution of Doppler shifts, and
therefore the lower the interferometer contrast. Sub-Doppler cooling reduces
the cloud temperature to a few µK, reducing the dephasing to a level where
interference can be observed [60]. To narrow the velocity distribution fur-
ther, a velocity sensitive Raman pulse can be used to select a velocity class
of atoms, before a blowaway pulse removes those not in that velocity class.
This can be thought of as reducing the cloud’s “effective temperature” in
order to improve the interferometer contrast.

3.2.4.1 Stage 3 - Microwave Transfer

The first stage of velocity selection is to drive atoms into |F = 2,mF = 0⟩
using a microwave pulse. A microwave pulse is used, rather than a two-
photon optical pulse, as the Doppler shift of a microwave pulse will be much
smaller than for the optical pulse, due to its longer wavelength. As a result,
all atoms, except those of very high velocity will be transferred during a
microwave pulse. Due to the low atom temperature, there should be very
few atoms with such high velocities, and the microwave transition efficiency
should be close to 1. As a result, the microwave pulse is referred to as “veloc-
ity insensitive”. The microwave pulse is a magnetic dipole transition, and so
the transition rate is proportional to µ ·B, where µ is the atom’s magnetic
dipole moment, and B is the magnetic field of the microwaves. To align
the two, a magnetic field is applied perpendicularly to the microwave prop-
agation direction, which provides a quantisation axis for the atoms’ dipole
moments.

3.2.4.2 Stage 4- |F = 1⟩ Blowaway

Despite the microwave pulse being velocity insensitive, it may not have an ef-
ficiency of 1. Effects such as collisional dephasing due to background gas, and
misalignment of the applied quantisation magnetic field, can cause reduced
transfer efficiency. Any atoms which are not transferred by the microwave
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transition, will be in the wrong state during interferometry, and will add to
the accelerometer noise. To remove them, a “blowaway” pulse can be used
to remove them from the system. By applying an unbalanced incident beam,
resonant with the |F = 1⟩ → |F ′ = 0⟩ transition, atoms remaining in |F = 1⟩
will be pushed away from the rest of the cloud, and out of the experiment.

3.2.4.3 Stage 5 - Velocity Selective Pulse
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Figure 3.9: The excitation probability, P2 of an atom, initially in |F = 1⟩ for single Raman
pulses of 10 µs and 100 µs, and the Maxwell-Boltzmann probability distribution of Doppler
shifts for atom clouds of 5 µK and 146 µK. The arrows show the full, 1/e2 width of each
Maxwell Boltzmann distribution, and the full width at half maximum of the central peak
of each P2 distribution.

After the microwave pulse and |F = 1⟩ blowaway, all atoms should be in the
|F = 2,mF = 0⟩ state. Figure 3.9 shows a plot of the excitation probability,
from equation (2.18), for two Raman pulse durations of 10 µs and 100 µs,
and the probability distribution of Doppler shifts for atom clouds of 5 µK
and 146 µK. As the linewidth of a Raman pulse is narrower for longer pulse
durations, the length of a Raman pulse can be tuned to transfer only atoms
with a narrow velocity class from |F = 2,mF = 0⟩ to |F = 1,mF = 0⟩. This
highlights a further need to cool the atom cloud effectively during the mo-
lasses cooling stage of the experiment. If the atom cloud is at 146 µK, fewer
atoms will lie within the selected velocity class than for a 5 µK cloud, which
will decrease the number of atoms which can subsequently take part in the
interferometer.
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3.2.4.4 Stage 6 - |F = 2⟩ Blowaway

After the selected velocity class of atoms are transferred to |F = 1,mF = 0⟩,
those remaining in |F = 2,mF = 0⟩ are removed with a blowaway pulse. An
un-balanced beam 1MHz detuned from the |F = 2⟩ → |F ′ = 3⟩ transition
pushes all of the unselected atoms away from the rest of the cloud and out
of the experiment.
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Chapter 4

Experimental Apparatus

4.1 Apparatus Overview

Raman beam input:
2 beams, same optical fibre
Orthogonal polarisations
~780nm (6.834 GHz apart)

2D MOT forms in
CAS chamber and
delivers atoms into 
the main science
chamber

3D MOT forms at
the centre of the
main science 
chamber

Microwave horn input:
1W
6.834 GHz

3D MOT inputs:
6 collimated beams
~30 mW cooling per beam
~2 mW repumper per beam
~780nm

Excitation beam input:
Retro-reflected
~20 mW cooling per beam
~1.5 mW repumper per beam
~780nm

Bias magnetic field coils:
3 pairs 
Close to Helmholtz configuration
~2 G along x and y
~0.5 G along z

Push beam input:
~2 mW cooling 
~0.2 mW repumper per beam
~780nm

2D MOT beam input:
2 beams
~30 mW cooling per beam
~3 mW repumper per beam
~780nm

3D MOT coils:
1 pair
Close to anti-Helmholtz configuration
Up to 17 G/cm

CAS chamber

Main science
chamber

Figure 4.1: A CAD image of the main science chamber used in this experiment. Summaries
of each optical input to the chamber, including powers and wavelengths are shown. All
light is delivered to the chamber in optical fibres. The microwave input, with a summary
of power and frequency is also shown. The microwaves are delivered by a horn waveguide.
Magnetic field coils are also summarised, giving maximum magnetic field strength, for bias
coils, and magnetic field gradient, for MOT coils.
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Laser Layer:
DPSS MSquared Equinox Pump
532nm, 23W

2 x Ti:Sapph MSquared SolsTiS:

Master
780nm, 3W

Apprentice
780nm, 2W

Optical Distribution Layer:
Light delivered by periscope

3 x free space AOMs for
Cooling, Repump, Raman

7 x fibre AOMs for 3D MOT 
and excitation beams

2 x fibre AOMs for 2D MOT
and push beam 

Light delivered to science 
chamber in optical fibres 

Figure 4.2: A CAD image of the 19-inch rack which houses the main science chamber
and laser system. Summaries of the laser output powers and wavelengths, as well as the
acousto-optic modulators used to control the light being delivered to the science chamber,
are also shown.

4.2 Laser System and Optical Distribution

4.2.1 Laser System

Figure 4.3 shows an energy level diagram of the 87Rb D2 line, together with
all of the laser frequencies used in the experimental sequence. From this point
onwards only atomic transitions shown in figure 4.3 will be considered, and
energy level labels will be dropped for readability. Transitions will be labelled
in accordance with section 2.1, where an apostrophe will describe energy lev-
els within the 52P3/2 level. For example, a transition from 52S1/2, |F = 2⟩ to
52P3/2, |F = 3⟩ will be referred to as |F = 2⟩ → |F ′ = 3⟩.

Two M-Squared SolsTiS Titanium-Sapphire (Ti:Sapph) lasers are phase locked
together at a controllable frequency offset from each other to provide light for
cooling and trapping, interferometry, and detection. The two Ti:Sapph lasers
are pumped by the same 23W M-Squared 532 nm Equinox diode pumped
solid state (DPSS) laser to give outputs of 3.5W and 2.5W at 780 nm. The
laser used to address the states |F = 2⟩ and |F = 1⟩ are known as the “Mas-
ter” and “Apprentice” respectively. Figure 4.4 shows the optical setup of the
experiment, including the pump and two Ti:Sapph lasers. The two SolsTiS
lasers have the same internal components, other than the Apprentice laser
containing an inter-cavity EOM. This is used to modulate the Apprentice
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Figure 4.3: Energy levels for the D2 line in 87Rb, with transition frequencies for each
experimental step labelled. Apprentice and Master light frequencies are coloured green
and red respectively. The frequencies added by AOMs are coloured grey, and detuning
from resonance with a transition is coloured blue. AOM frequencies are labelled with
subscripts corresponding to which AOMs contribute to the frequency shift. The subscripts
are as follows: repumper (R), cooling (C), MOT (MOT), push (P), 2D MOT (2D), Raman
(Ram).

laser phase, which is described in section 4.2.2.2. The absolute frequency of
the Master laser is stabilised to the |F = 3⟩ → |F ′ = (3, 4)⟩ crossover transi-
tion in 85Rb using frequency modulation spectroscopy. This will be referred
to as the “vapour cell” lock and is described in detail in section 4.2.2.1.
The relative frequency of the Apprentice laser relative to the Master laser is
stabilised through a phase-lock, which is described in section 4.2.2.2.

4.2.2 Laser Stabilisation

4.2.2.1 Vapour Cell Lock

Figure 4.5a shows a diagram of the saturation absorption spectroscopy setup
used to reference the Master laser frequency. Saturated absorption spec-
troscopy is performed in a cell of 85Rb gas, and the difference between the
two photodiodes, PD1 and PD2, gives the Doppler free saturated absorption
spectrum. This signal is referred to as the “photodiode difference signal”.
Figure 4.5b shows this difference signal for the |F = 3⟩ → |F ′⟩ transitions.
To reference the laser to the gas cell, the Master light is passed through an
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Master and 
Apprentice Laser
 Paths

Included for
compactness

Mirror

Master Laser Path

Pump Laser Path

Apprentice Laser
 Path

Beam Dump

Lens

Fibre Input

Free-space 
Accousto-optic 
Modulator (AOM)

Waveplate

Polarising
Beamsplitter

Non-Polarising
Beamsplitter

Key
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Lock

Apprentice

Pump

Periscope

Laser Layer

Master

Single 
Pass 
(-ve shift)

Double 
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Double 
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shift)

Phase Lock
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Raman

Half 
Mirror

Half 
Mirror

2D MOT

Push 
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4

Figure 4.4: Schematic of the optics used for the distribution of laser light during the
experiment. The pump laser and two Ti:Sapph lasers are on one layer, which is connected
via a periscope to the optics layer above. Two points (labelled) show changes in beam
direction with no optics. These are included for compactness of the figure and are not
present in the real system.
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Figure 4.5: a) Vapour cell lock saturation absorption spectroscopy set up. Photodiode
(PD) 1 measures the combined Doppler-broadened and hyperfine Lamb dip spectrum, PD
2 measure only the Doppler broadened spectrum. The vapour cell lock input is shown
in figure 4.4. b) The photo diode difference signal (PD 2 - PD1) provides a Doppler-free
saturated absorption spectrum. Here, the |F = 3⟩ → |F ′⟩ transitions in the D2 line of
85Rb are shown, including crossover peaks. The F ′ = (3, 4) crossover peak generates the
strongest signal and is used to provide an absolute frequency reference for the Master
laser.

Electro-Optic Modulator (EOM). When a signal from a voltage controlled
oscillator (VCO) is applied to the EOM, the output is a main “carrier”
frequency as well as sidebands which are separated from the carrier by the
frequency of the VCO. The input to the EOM is labelled “Vapour Cell Lock”
in figure 4.4. The first blue sideband is locked to the |F = 3⟩ → |F = (3, 4)⟩
crossover frequency shown in figure 4.5b. To lock the EOM sideband, we ap-
ply a 20 kHz “dither” to the VCO frequency, which modulates the sideband
back and forth over the spectral feature being locked to. This converts the
frequency modulation into an amplitude modulation of the photodiode dif-
ference signal. The amplitude of the oscillating signal will be proportional to
the slope of the spectral feature at the central frequency of the modulation.
When this signal is mixed with the original dither signal used to modulate
the EOM, a DC signal is obtained which is the derivative of the spectral
feature. By feeding this “error signal” back to the Master laser cavity actu-
ator, which controls the cavity length, the signal can be kept close to zero,
stabilising the sideband to the top of the spectral feature [61]. This feedback
is performed inside the laser cavity, and so the error signal is not available to
the user. With the sideband stabilised in frequency, the VCO voltage can be
varied to change the frequency of the central “carrier” frequency, to any de-
sired frequency within the bandwidth of the EOM. During the experimental
sequence, the VCO frequency is varied over a range of 1.38GHz to 2.04GHz.
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Figure 4.6: Phase lock set-up. The Master and Apprentice light is combined to give a
beat-note which is detected with a high-speed photodiode. The summed frequency is too
high to be detected, and the difference frequency is halved before passing into a phase
frequency detector (PFD), along with a signal from an oscillator set to half the desired
phase lock offset frequency. The PFD then measures the phase and frequency difference
between the two signals and produces two error signals, one fast one slow, which are fed
into a PID controller. The fast error signal is used to feed back to an inter-cavity EOM to
control the Apprentice phase, and the slow error signal is fed back to the cavity actuator
to control the Apprentice frequency.

4.2.2.2 Phase Lock

Variations in phase between the Master and Apprentice beams during an
interferometry pulse will be imprinted onto the atomic wavepacket, and con-
tribute to the system error. This phase variation is minimised by “phase-
locking” the Master and Apprentice lasers together. Figure 4.6 shows a
diagram of the phase locking system used to reference the Apprentice laser
frequency and phase. The Master and Apprentice beams are combined with a
polarising beamsplitter (PBS) so that the two beams have orthogonal polar-
isations. A half waveplate then rotates the beam polarisations, which allows
the power ratio of the two beams to be controlled as they pass through a
second PBS. The transmitted beams, now with both Master and Apprentice
beams having the same, linear polarisation, are coupled into the same optical
fibre, creating a beat note. Figure 4.4 shows this in the “Phase Lock Beat
Note”. The beat note is an optical signal with a frequency modulated by
the sum and the difference of the Master and Apprentice beam frequencies.
The modulated beam is converted into an electrical signal using a high speed
detector. The high “summed” frequency is too high to be detected, so only
the “difference” signal remains. This signal passes through a phase shifter,
which allows an analog voltage to change the phase of the beat signal by up
to 2π. The frequency is then divided by two before being fed into a phase
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frequency detector (PFD), along with a signal from a reference oscillator set
to half the desired Master-Apprentice frequency offset. The PFD mixes the
oscillator and beat note signals and removes the summed frequency to give
the “mixed phase-lock beat signal”, MPLB, which is accessible by the user.
The PFD outputs two error signals, one fast and one slow. The slow error
signal is dependent on the frequency difference between the phase shifted
beat note and the oscillator, and the fast error signal is dependent on the
phase difference between the two. After each error signal is sent to separate
PID circuits, the outputs are fed back into the Apprentice laser. The slow
signal is fed to the Apprentice cavity actuator, which alters the Apprentice
frequency, to keep it at twice the oscillator frequency from the Master laser.
The fast error signal is fed into an inter-cavity EOM, which alters the output
laser phase, to keep the Apprentice at a constant phase from the Master
laser, set by the value of the phase shifter [62].

4.2.3 Laser and Lock Stability

4.2.3.1 Vapour-Cell Lock Photodiode Difference Signal
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Figure 4.7: Typical vapour cell lock difference signal time series (a) and power spectrum
(b) data taken in the laboratory. As the Master laser varies in frequency, the value of
the photodiode difference signal from the saturated absorption spectroscopy system in the
vapour cell lock will move away from the centre of the locking peak, causing a change in
this signal.

If the Master laser varies in frequency, the vapour cell lock EOM sideband
will drift away from the peak of the spectral feature used as a frequency
reference. This will cause a decrease in the photodiode difference signal as
the sideband moves from the peak to the side of the spectral feature. As such,
the difference signal can be used to characterise the variation in Master laser
frequency. Figure 4.7 shows a typical set of data taken from the vapour cell
lock difference signal. The maximum value of around 1.153V is the maximum
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height of the locking peak, and the decreasing signal occurs as the Master
laser drifts away from the desired locking frequency. The power spectrum
shown in figure 4.7b shows roughly white noise above around 10Hz, with
increasing noise at lower frequencies.

4.2.3.2 Mixed Phase Lock Beat Signal
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Figure 4.8: Typical MPLB signal time series (a) and power spectrum (b) data taken in the
laboratory. As the Master and Apprentice laser drift apart from each other in frequency,
the difference between their beat note and the local oscillator frequency will drift away
from zero, causing a change in this signal.

Variation of the MPLB signal is caused by the Apprentice laser drifting away
in frequency from the Master. This could be caused by either the Master or
the Apprentice laser varying in frequency, but it can be used as a measure
of the frequency stability of the Raman light in the experiment. Figure 4.8
shows typical time series and power spectrum data from the MPLB taken in
the laboratory. The power spectrum in figure 4.8b shows white noise over al-
most the entire frequency spectrum shown, with two narrow peaks at 170Hz
and 800Hz.

Future versions of this experiment will incorporate a wavelength meter which
can measure the Master and Apprentice laser frequencies explicitly, rather
than using the photodiode difference and MPLB signals.

4.2.3.3 Master Output Power

A photodiode at the output of the Master laser is used to measure its power.
Time series and power spectrum data for the Master output power are shown
in figure 4.9. The Master power seen in figure 4.9a is around 3.7W. However,
while working in the laboratory, depending on the cooling or repumper power
requirements for various stages of system optimisation, the pump power split-
ting ratio was often changed. For example, while investigating the MOT
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Figure 4.9: Typical Master output power time series and power spectrum data taken in
the laboratory. The data was measured using a photodiode on the output of the Master
laser.
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Figure 4.10: Typical Apprentice output power time series and power spectrum data taken
in the laboratory. The data was measured using a photodiode on the output of the
Apprentice laser.

loading and molasses cooling, more pump light was directed towards the
Master laser and away from the Apprentice, to give the highest 3D MOT
atom number. The power spectrum data shown in figure 4.9b shows some
low frequency noise, as well as two small peaks around 170Hz and 800Hz.
Both of these frequencies were seen in the MPLB signal data (figure 4.8b),
suggesting that the variation in beat note frequency was caused by a changing
input power to the phase lock.

4.2.3.4 Apprentice Output PD

As for the Master laser, a photodiode positioned on the output of the Ap-
prentice is used to measure the laser power. Typical time series data for the
Apprentice output PD is shown in figure 4.10a. The power spectrum shows
a decrease below around 1Hz, with roughly white noise above 10Hz.
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4.3 Acousto-Optic Modulators

To control the overall powers and frequencies of the Master, Apprentice
and Raman beams independently, each beam is passed through a free space
acousto-optic modulator (AOM). While this gives fast control of the power
and frequency of all beams in the experiment, in some stages of the experi-
ment, such as the moving molasses, individual beams need to be at different
frequencies or powers, and frequencies need to be ramped on a timescale
faster than is possible for the laser lock. To give independent control of each
beam in the experiment, after passing through the free space AOMs, the
Master and Apprentice beams are combined and coupled into the same fibre-
coupled AOMs (fibre AOMs). These AOMs apply additional frequency shifts
to each individual beam, and can also be used to quickly ramp beam frequen-
cies and amplitudes by ramping the applied radio frequency (rf) signal. Each
of the AOMs used in this experiment is described in table 4.1.

AOM
Central
Frequency

Configuration Shift

Cooling 80 MHz Double Positive
Apprentice 80 MHz Single Negative
Push beam and Exci-
tation

150 MHz Single Positive

2D and 3D MOT 135 MHz Single Positive
Raman 80 MHz Double Negative

Table 4.1: Description of each acousto-optic modulator in the experiment, including the
central operating frequency of each, whether they are in single or double-pass configura-
tion, and if they act to increase or decrease the incident light frequency.

4.4 System Electronics

4.4.1 Direct Digital Synthesis (DDS)

In previous versions of this experiment, the rf electrical signal for each AOM
was provided by Voltage Controlled Oscillators (VCOs) [42, 43, 44]. However,
these devices are extremely sensitive to environmental changes, particularly
temperature. As this accelerometer is transportable, it is often subject to
significant temperature changes, which means a more stable rf source is re-
quired. Instead, a direct digital synthesis (DDS) system is used, with 10 rf
output channels. These channels are used to control the cooling, Raman, and
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repumper free-space AOMs, as well as the 6 MOT beam fibre-AOMs. The
DDS channels can be programmed to provide rf frequencies from 300 kHz
to 400MHz with sub Hz resolution. The AOMs used for the push beam,
2D MOT, and excitation beam do not need to have the agility of the MOT
beams, as during the experimental sequence they are always at one frequency.
Instead of the DDS, these AOMs are controlled by static signal generators,
and are turned on or off with an rf switch.

4.5 System Control Software

4.5.1 MOTMaster and AxelHub

The experiment is run using custom-made control software called MOTMas-
ter, which was developed using the C# language within the Centre for Cold
Matter at Imperial College [63]. The software allows the user to define a con-
trol sequence, which determines the state of each of three analog and digital
acquisition and output cards used to run the experiment. The sequence is
split up into a grid, where each column corresponds to a time block of the
experiment, and each row corresponds to an analog or digital channel. These
settings are saved in internal memory, allowing the sequence to be repeated
a desired number of times. Certain parameters can also be left as variables,
allowing them to be scanned over several experimental sequences. All time
blocks are referenced to an internal clock. Alongside MOTMaster is a data
visualisation and acquisition program called AxelHub. AxelHub is linked
to both the analog input card, and to the internal clock, to allow real time
visualisation of the photodiode and classical accelerometer data from the
experiment. Axelhub communicates with MOTMaster, to determine which
time blocks correspond to the interferometry and detection sequences, and
only displays the relevant time-series accelerometer and photodiode data. As
well as plotting the raw data from the photodiode, the signal is averaged and
converted into a ratio of atom numbers in each of the atomic states detected.
Detailed descriptions of the MOTMaster and Axelhub software can be found
in [63].

4.5.2 DDS LabVIEW

Alongside the control software described in section 4.5.1, the DDS used to
control the system AOMs has its own software. During this project, a pro-
gram was created using LabView, which loads the time block durations and
names from the MOTMaster sequence, and sets both the rf power and fre-
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quency settings for each DDS channel. The program then converts the se-
quence data into serial code, which is sent to the DDS via ethernet connec-
tion, and a digital trigger controlled by MOTMaster starts the sequence. To
more easily control the experiment, a version of this software is currently
being created within MOTMaster, which will allow all of the experimental
control to be performed from the same user interface. However, this is still
in progress and has not been used during this experiment.

4.6 Science Chamber

(a) (b)

Figure 4.11: (a) 3D CAD model of the science chamber (b) Photograph of the science
chamber, before external optics and coils were attached. The large windows are sealed in
a sandwich between two pieces of aluminium to improve robustness.

Figure 4.11 shows the utra-high vacuum (UHV) science chamber where the
interferometer is housed. The science chamber has a cubic shape to make it
easier to mount in a 19-inch rack, and to improve the overall packing density
of the demonstrator. The body is made from 316LN low-magnetisation steel.
Four indium sealed windows provide optical access for cooling, trapping and
imaging beams. Two DN63 flanges are used to mount the Raman telescope
and mirror, which will be described in section 4.8. The 2D MOT atom source
is mounted to a DN40 flange on the top of the chamber, at an angle of 36 ◦ to
the horizontal, so that atoms leaving the 2D MOT are aligned with the centre
of the 3D MOT trapping region. A second DN40 flange on the bottom of
the chamber is used to mount an angle valve, pressure gauge, and ion pump,
through a 4-way cross.
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Figure 4.12: Image of the vacuum chamber inside an oven before baking. The foil wrapped
around the body of the chamber is to help protect the window.

4.6.1 Achieving UHV

To achieve UHV, the science chamber was cleaned and baked to remove
hydrocarbon and water residue remaining from the manufacturing process,
which could potentially outgas. The cleaning process involved washing se-
quentially in detergent (Citranox), deionised water, acetone, deionised water,
isoproponol, and deionised water. After cleaning, the open ports were sealed
with flanges and a turbo molecular pump was attached. The chamber was
then baked in an oven at 80 ◦C for 10 days. A low temperature, long bake
was chosen because of the low melting point of indium, used to seal the
large windows. Particular care was taken to avoid large temporal or spatial
temperature gradients in the windows, which due to their size can be prone
to cracking under thermal stress. Figure 4.12 shows the chamber inside the
oven prior to baking. The oven provided a uniform heat source and enabled
the heating and cooling rate to be controlled at < 1K/min. After baking, a
Helium leak detector revealed a 10−6mbar L s−1 leak from the indium sealed
windows. After extensive investigations, together with the manufacturer, it
was concluded that thermal fatigue of the indium wire, caused by multiple
bakes1, was the cause of the leak. An alternative sealing method, using gold
wire seals instead of indium has been proposed and will be tested in a future
experiment. After replacing the fatigued indium seals the chamber was leak
checked again, and no leak > 10−11 mbar L s−1 was observed. The chamber
was then re-cleaned and pumped down to a pressure of 10−7mbar using a

1The indium sealed windows were baked more than once by the manufacturer before
assembly of the full science chamber. The precise parameters of these bakes are unknown.
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turbo molecular pump without baking. A combination of a 6 L s−1 (Ar) ion
pump and a passive 200L s−1 (H2) sublimation pump reduced the pressure
to 9× 10−9mbar, before the angle valve was closed and the turbo pump was
removed.

During interferometry, collisions with background gas causes decoherence
of the interferometer [64], reducing contrast. The rate at which these col-
lisions occur, neglecting intra-cloud collision [65] can be approximated as
Rc = nbσvp, where nb is the number density of background atoms, σ is
the cross section of the cloud-background gas collision, and vp is the peak of
the velocity disribution of background gas [66]. If the assumption of an ideal
background gas is made, then the collision rate becomes

Rc =
1

τ
=
Pσvp
kBT

, (4.1)

where τ is the average time between collisions, P is the background pressure,
kB is the Boltzmann constant, and T is the background gas temperature.
At low pressures, it is a good assumption that the background gas con-
sists only of hydrogen at room temperature [67], the most probable speed,
vp ≈ 1600m s−1, and the collisional cross section between 87Rb and H2 is
2.95 × 10−18m2 [68]. For collisional dephasing to be negligible, the aver-
age time between collisions, τ ≫ 2T, where T is the interferometer time.
For a pressure of 9 × 10−9mbar, the average time between collisions with
background gas will be around 975ms, or around 50 times the anticipated
interferometer 2T-time. This base pressure is about a factor of 10 larger than
my aim, and may negatively impact the interferometer performance for large
T-time interferometry through collisional dephasing. Future baking of the
system once the improved seals have been tested will remove this potential
issue.

4.7 Ex-vacuo Hardware

4.7.1 Atom Source and 2D MOT

Figure 4.13a shows a 3D CAD model for the 2D MOT cold atom source,
which includes a UHV glass cell (CASC) containing a rubidium getter source
together with a 3D printed Photonically Integrated Cold Atom Source (PI-
CAS, circled in figure 4.13b), both commercially available [69]. The CASC is
pumped down to UHV together with the science chamber via a 1mm aper-
ture. The low conductance of atoms through this aperture is necessary so
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(a) (b)

Figure 4.13: (a) Source cell (CASC) and Photonically Integrated Cold Atom Source (PI-
CAS). The back plate attaches to a gate valve, which is in turn connected the science
chamber. A translation stage attached to the permanent magnet rods allows the zero
of the field gradient to be aligned to the CASC aperture. (b) CAD design showing the
mounting of the CASC and PICAS (circled) to the science chamber.

that a high pressure can be maintained within the CASC without significantly
raising the pressure in the science chamber. Rubidium atoms are released
into the CASC through the Ohmic heating of the getter. Typically ∼ 3A
of current running through the dispensers provides a large enough rubidium
density to efficiently load our 3D MOT from the 2D+ MOT source. The
PICAS houses the optics and magnets required by the 2D+ MOT, and plugs
directly onto the CASC. Three fibre inputs deliver cooling and repumper
light for transverse cooling, and near resonant light for the push beam.

4.7.1.1 3D MOT Coils

(a) (b)

Figure 4.14: (a) CAD design showing the mounting of the 3D MOT coils (circled) to the
main science chamber. The coils attach to a metal plate secured to the chamber via four
bosses on each corner. (b) Dimensions of the MOT coil formers.
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The spherical quadrupole magnetic field for the 3D MOT is produced using a
pair of coils close to the anti-Helmholtz arrangement. Figure 4.14 shows a 3D
CAD model of the coils and how they are mounted to the science chamber,
together with the dimensions of the coils formers. Each coil contains 34
radial turns and 27 axial turns of polyamide coated copper wire. A square
cross-section is used to provide a tight packing density, and help conduct
heat away from the coils. An inductance metre was used to measure the coil
inductance of 9.44mH, and the resistance of the coil was calculated from
R = ρL/A to be 4Ω. Here, ρ is the resistivity of copper, L is the total length
of the wire coil, and A is the wire cross-sectional area.

4.7.1.2 3D MOT Optics

Fibre
Input

Linear
Polariser

Lens

Variable distance changes 
collimator divergence angle

Mirror

QWP
Circular 
Polarisation

Linear
Polarisation

(a) (b)

Figure 4.15: (a) The optics used in the 3D MOT collimators. The linear polariser converts
any polarisation drift into power drift, which will be corrected with a power stabilisation
system in future versions of the experiment. The polarisations before and after the quarter
waveplate are also shown. (b) 3D CAD design of the 3D MOT collimators. Cage rods
allow the fibre input plate position to be varied during collimation. Rotation mounts allow
both the linear polariser and quarter waveplate to be properly aligned to give circularly
polarised output light.

The trapping light for the 3D MOT and molasses is delivered to the science
chamber through six one inch, circularly polarised, collimated beams. Figure
4.15a shows how light is expanded from the optical fibre output of one of the
fibre AOMs. Light leaving the fibre input plate expands, is reflected at a
mirror, before being collimated with a lens to give a 1/e2 radius of 10mm. A
linear polariser after the lens filters the polarisation, projecting any polarisa-
tion variation into power variation2. A quarter waveplate creates circularly
polarised light at the output.

2As a result of my work, an active intensity stabilisation system has been developed,
but will not be described in this thesis.
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Figure 4.15b shows a 3D CAD design of the collimators mounted to the
science chamber. The vertical collimators are mounted to the centre of the
MOT coils. The horizontal collimators are secured to metal side-plates using
angled sections, which ensure light from each collimator roughly overlaps at
the centre of the chamber, where the magnetic field from the MOT coils is
close to zero. The angled sections allow the collimators to be remounted
without significant realignment. The paths of the MOT beams are shown in
red in figure 4.16.

(a) (b)

Figure 4.16: (a) Top-down cut-through of the CAD design for the science chamber. The
blue beam shows the Raman beam path. The red beams show the MOT beam paths. (b)
Side cut-through of the CAD design for the science chamber. The blue and red beams are
as in (a) and the orange beam is the excitation beam path.

4.7.2 Bias Magnetic Fields and Magnetic Field Com-
pensation

During state preparation, interferometry, and detection, bias magnetic fields
are used to align the magnetic dipoles of the atoms. These fields define quan-
tisation axes for the atomic transitions taking place during each experimental
step. Figure 4.17a shows the positions of three pairs of “bias” coils, close to
Helmholtz configuration which are used to create these magnetic fields. Each
coil contains forty turns of 0.7mm diameter polyamide coated copper wire,
with dimensions as shown in table 4.2. The magnetic field at the centre of the
science chamber for each pair of coils is: Bx = 1.57GA−1, By = 1.61GA−1,
and Bz = 0.28GA−1.

As well as applying bias fields during the experiment, these coils are used
to cancel both static, and time-varying background magnetic fields. When
the experiment is stationary, the magnetic field at the atom position can be
zeroed by manually varying the coil currents to minimise the atom cloud
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(a) (b)

Figure 4.17: (a) 3D CAD design showing the position of each pair of bias coils. (b) 3D
CAD design showing the position of the flux-gate magnetometers used to estimate the
background magnetic field at the atom position.

Coil Colour in figure
4.17a

Dimensions
(mm × mm)

Axial distance from
atoms (mm)

X Red 450 x 158 100
Y Green 420 x 162 100
Z Blue 158 x 162 225

Table 4.2: Size and distance of each pair of bias coils used in the experiment from the
atom position.

temperature. These “static compensation fields” cancel out any background
magnetic fields, for example due to the Earth’s field. However, when the
experiment moves, the atoms will experience a time-varying magnetic field
which will no longer be cancelled by the static compensation fields.

Figure 4.17b shows pairs of flux-gate magnetometers corresponding to each
set of bias coils. Two sensors are placed outside of the science chamber,
along each axis, and by averaging the two magnetic field values, the mag-
netic field at the atom position can be estimated. This makes the assumption
that the magnetic field between the two sensors is approximately linear, as
shown by the red line in figure 4.18. However, if the field curves between
the the two sensors, an error in the predicted magnetic field will occur, as
seen by the blue line in figure 4.18. During field trials, it is assumed that
the experiment should be far from any magnetic dipoles, so any background
fields should be fairly uniform, and this compensation error should be small.
However, to test if this assumption is valid, multiple magnetometers would
need to be placed along each experimental axis, to increase the complexity
of the shape of magnetic field which could be detected using this system. To
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Figure 4.18: Description of how magnetic field curvature in the experiment will cause
errors in the compensation system. This could be solved by adding more flux gates along
each axis of the experiment.

compensate for time varying magnetic fields, the compensation system func-
tions in a “sample and hold” configuration, where the flux gates record the
magnetic field for 100ms before each experimental sequence. The readings
are fed into a microprocessor, which estimates the magnetic field strength
at the centre of the science chamber, and calculates the current required to
cancel the field. The coil current is then held at a constant value throughout
the experimental sequence. This system works on the assumption that back-
ground magnetic fields will vary more slowly than the repetition rate of the
experiment, around 1Hz. In the future, the system will be upgraded to re-
peatedly cancel the background magnetic fields throughout the sequence and
give higher bandwidth magnetic field compensation. The details of this sys-
tem, as well as the magnetic field shape during field trials, will be discussed
in more detail in a future PhD thesis.

4.7.3 Microwave Horn

Figure 4.19 shows the position of the microwave horn waveguide used to
deliver microwaves into the science chamber during state preparation. The
horn is mounted on 6 cm cage mounts, which allow the horn to be moved
towards and away from the science chamber, to maximise the microwave
transfer efficiency. To align the atoms’ magnetic dipole during the microwave
transition, the bias coils along the y direction are used to apply a magnetic
field perpendicular to the microwave magnetic field.

66



Microwave 
Hornx

Figure 4.19: CAD design of the vacuum chamber showing the microwave horn position.
The horn can be moved along the x direction on cage rods to maximise the microwave
transfer efficiency.

4.7.4 State Sensitive Detection

4.7.4.1 Detection Apparatus
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Figure 4.20: (a) Side cut-through of the science chamber showing the excitation beam path
(red) as well as the imaging region where the photodiode is positioned. (b) Top-down cut-
through of the science chamber showing the path of the scattered detection beam light
through two imaging lenses and into the photodiode.

After the interferometry sequence, the read-out of the atomic energy states
is performed using fluorescence detection [70]. Light for fluorescence detec-
tion, known as the excitation beam, is delivered into the science chamber
using a collimator identical to the 3D MOT collimators described in section
4.7.1.2, angled at 45 ◦ to the horizontal. Figure 4.20a shows the path of the
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excitation beam through the science chamber, before being retro-reflected
back towards the detection region, which is also pictured. The result of this
retro-reflection is two counter-propagating beams, with opposite-handed cir-
cular polarisations. After the atoms are excited, they fluoresce light over
4π sr. Figure 4.20b shows the position of a 50mm diameter lens which col-
lects around 1.5% of the emitted light from the atoms. The distance from
the science chamber centre to the collection lens is 100mm. A second 50mm
diameter lens is placed 25mm away, which focuses the light down onto a
photodiode positioned another 30mm away from the chamber. The photodi-
ode has an active area of 1 cm× 2 cm, and is mounted on a translation stage
which allows movement up to 2mm along both the y and z directions.

4.7.4.2 Photodiode Signal to Atom Number

Fluorescence detection involves exciting atoms in a particular state before
detecting the number of spontaneously emitted photons with a photodiode.
By converting the photodiode signal to an atom number, the number of atoms
in a given state can be determined. For light of intensity I, with detuning δ
from a detection transition with natural linewidth Γ and saturation intensity
Isat, the photon emission rate is given by

Rem =
Γ

2

I
Isat

1 + 4
(
ωL−ω0

Γ

)2
+ I

Isat

=
Γ

2

s0

1 + 4
(
ωL−ω0

Γ

)2
+ s0

,

(4.2)

where s0 is the “saturation parameter”. For the |F = 2⟩ → |F ′ = 3⟩ tran-
sition in 87Rb, which is used in this experiment, Γ = 2π × 6.065MHz, and
Isat = 1.669mW/cm2 [58]. For each photon detected by a photodiode, the
voltage signal will be

Vphoton = EAPD

= ERPDAVA,
(4.3)

where E = hc/λ is the energy of each photon, RPD is the responsivity of
the photodiode with units of AW−1 (0.58AW−1 for a silicon detector and
780 nm light), AVA is the photodiode gain in VA−1, and APD is the overall
photodiode gain in units of VW−1. For a collection efficiency, η = 0.015, the
total atom number is then

68



Natom =
VPD

ηEAPDRem

. (4.4)

For the detection system used in this experiment, this gives an atom number
of 3.16× 108V−1.

4.7.4.3 Detection Sequence

The first stage of detection uses a 400 µs light pulse, which is−1MHz detuned
from the |F = 2⟩ → |F ′ = 3⟩ transition. Initially, the detection scheme used
light resonant with the detection transition, as this gave the largest number
of emitted photons, and therefore the lowest detection noise. However, as this
system is subject to vibrations during moving field trials, it was empirically
found that, over time, the excitation beam would become slightly misaligned.
When the detection light was resonant, any misalignment or power imbalance
in the excitation beam caused the atoms to be blown out of the detection re-
gion, giving a decaying detection signal. By slightly red detuning the beams,
it was found that the effect of beam misalignment was reduced to a negligible
level for small excitation beam misalignment. The reduction in photon emis-
sion rate due to the detuning was considered acceptable in order to prevent
atoms being blown away during detection. During the detection sequence,
the z and y bias coil pairs apply a magnetic field along the excitation beam
axis. The polarisations of the incoming and retro-reflected beams are set
such that, in the presence of this uniform magnetic field, both beams drive
σ+ transitions. After the interferometer pulses, atoms will be in either of the
|F = 2,mF = 0⟩ or |F = 1,mF = 0⟩ states. For now, just consider those in
|F = 2,mF = 0⟩. When the excitation beam is turned on, atoms will absorb
a photon and be excited to |F ′ = 3⟩. They will then spontaneously emit a
photon and decay back to |F = 2⟩. The emitted photons can be collected
with a photodiode, and the output voltage VPD can be converted into an
atom number using equation (4.4). This allows N2, the number of atoms in
|F = 2⟩, to be measured3. After measuring N2, a 200 µs pause is followed by
a second pulse of 400 µs from the excitation beam. The second pulse contains
both excitation light and a second “repumper” beam, which is resonant with
the |F = 1⟩ → |F ′ = 2⟩ transition. The repumper light drives any atoms
in |F = 1⟩ into |F = 2⟩ where the excitation light causes them to fluoresce,
just as in the N2 measurement. This gives a measure of the total number
of atoms in the system, NTot. By subtracting N2 from NTot, the number of
atoms which were in |F = 1⟩, N1, can be calculated. After these two mea-
surements, one vertical and one horizontal MOT beam, blue-detuned from

3N2 is not to be confused with diatomic Nitrogen, and during this thesis always refers
to the atom number measured in the |F = 2⟩ energy level.
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Figure 4.21: A typical measurement of atom number using the fluorescence detection
scheme. The two stages measure, N2 (black), the number of atoms in the |F = 2⟩ ground
state and NTot (red), the total number of atoms. The grid lines and markers show the
mean atom number of the black and red data.

the |F = 2⟩ → |F ′ = 3⟩ transition, are used to push all of the atoms out of
the field of view of the detection apparatus. The two detection pulses are
then repeated, to give measurements of the background light during detec-
tion, B2 and BTot. These are then subtracted from N2 and NTot to give a
ratio of atoms in |F = 2⟩ to the total number of atoms,

P2 =
N2 − B2

NTot − BTot

. (4.5)

Figure 4.21 shows a typical photodiode signal, converted to atom number,
taken during a detection sequence. The black data shows the N2 mea-
surement, while the red data shows the NTot measurement. The choice of
excitation beam polarisation is made to prevent atoms from leaving the
|F = 2⟩ → |F ′ = 3⟩ cycling transition. Figure 4.22a shows the effect of using
the two vertical MOT beams, instead of the excitation beam, during detec-
tion. In the presence of a uniform magnetic field, the MOT beams drive
both σ+ and σ− transitions. During the N2 measurement, there is significant
decay of the |F ′ = 2⟩ population. This decay makes the N2 value difficult
to calculate. The decay is due to off-resonant scattering of the detection
light driving atoms into |F ′ = 2⟩, where they can decay into |F = 1⟩. To de-
scribe why this effect is not seen for the σ+/σ+ transitions in the excitation
beam, consider an atom in the |F = 2,mF = 0⟩ energy level. After making
a σ+ transition, it will be excited to |F ′ = 3,mF = +1⟩, and can decay to
|F = 2,mF = (0,+1,+2)⟩. Over a number of absorption/spontaneous emis-
sion cycles, the atom will be driven towards the higher mF states, due to
always being excited in a σ+ transition. Eventually, all atoms will be driven
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Figure 4.22: Photodiode signal used to measure atom number during fluorescence detection
using (a) two vertical MOT beams, and (b) the excitation beam. Both MOT beams and
excitation beam were −1MHz detuned from the |F = 2⟩ → |F ′ = 3⟩ transition. The total
MOT beam power was 50mW and the total excitation beam power was 30mW. For each
dataset the 3D MOT atom number was the same to within 2%. The grid lines show the
mean photodiode voltages of the black and red data.

into the |F = 2,mF = +2⟩ level. When absorbing a photon and being ex-
cited to |F ′ = 3,mF = 3⟩, an atom can only decay back into |F = 2,mF = 2⟩,
meaning atoms are trapped in this cycle. Because atoms in |F = 2,mF = 2⟩
cannot absorb a σ+ photon and be excited to |F ′ = 2⟩, there is no longer any
off-resonant scattering, and atoms cannot decay to |F = 1⟩. This removes
the decay during the N2 measurement, and makes the |F = 2⟩ population
much easier to calculate. Figure 4.22b shows an equivalent detection signal
to figure 4.22a taken with the excitation beam. This shows no decay in pop-
ulation during the N2 measurement.

Another benefit of using the excitation beam over the MOT beams is seen in
the photodiode voltages in figure 4.22. The two datasets were taken within
a few minutes of each other, and the total atom number in the 3D MOT
was constant to within 2%. This suggests that for both figures, the atom
number during detection should be roughly the same. Despite this, there
is a 15% increase in the NTot photodiode voltage for the excitation beam
compared to the MOT beams. From figure 4.23, it can be seen that the
|F = 2,mF = 2⟩ → |F ′ = 3,mF ′ = 3⟩ transition has the largest transition
strength. For the MOT beams, all possible transitions can take place, re-
ducing the average transition strength compared to the cycling transition.
For a transition of Rabi frequency Ω and natural linewidth Γ, the saturation
parameter s0 can be written as [71]

s0 =
I

Isat
= 2

|Ω|2

Γ2
. (4.6)
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Figure 4.23: Transition strengths for all possible transitions between |F = 2⟩ and |F ′ = 3⟩.
Each strength is normalised such that the weakest transition is an integer. (Figure based
on [71]).

As the Rabi frequency is proportional to the transition strength, it can be
seen from equation (4.2) that the larger the transition strength, the larger
the photon emission rate. This in turn means that atoms in the cycling
transition will emit the most photons and will give the largest signal to noise
ratio during detection. So the excitation beam both prevents atom loss to
|F = 1⟩ during the N2 measurement, and maximises the number of photons
emitted during detection, minimising detection noise.

4.8 In-vacuo Hardware
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Figure 4.24: 3D CAD drawing of the in-vacuo Raman telescope and mirror with labelled
parts.

Inhomogeneities in the Raman beam phase will be imprinted onto the atomic
wavepacket as the cloud falls through the Raman beam under gravity [72, 73,
74]. To prevent the curvature of vacuum-sealed windows from inducing phase
changes across the Raman beam, both the Raman telescope and mirror are
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sealed inside the vacuum chamber. Figure 4.24 shows a labelled 3D CAD
design of both the telescope and mirror, including a fibre feed-through for de-
livering Raman light into the science chamber, and an electrical feed-through
to power and acquire signals from a classical accelerometer mounted to the
back of the mirror. By delivering light into the science chamber in a feed-
through, the optical fibre acts as a spatial filter for the light, reducing phase
aberrations of the Raman beam. Both Master and Apprentice beams enter
the science chamber in the same optical fibre, with orthogonal polarisations.

4.8.1 Raman Telescope
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Figure 4.25: Ray tracing diagram showing the beam paths through the Raman telescope.

Figure 4.25 shows a ray tracing diagram of the path of the light through the
Raman telescope. Light is delivered to the telescope in a polarisation main-
taining (PM) fibre, before expanding up towards an aperture. The aperture
truncates the beam, to remove the tails of the Gaussian intensity distribu-
tion. As only the central region of the beam will interact with the atoms,
the edges of the beam could reflect inside the science chamber, and form
“hotspots” of intensity in the Raman beam, as described in [42]. Truncation
slightly alters the intensity distribution of the central region of the beam, but
it can be well approximated with a parabolic beam shape [75]. Afterwards,
the truncated beam propagates towards a 5mm diameter lens, which further
expands the beam. A 50mm lens then collimates the beam. Without trunca-
tion, the Raman telescope beam would have a 1/e2 width of 6 cm. The light
then passes through a quarter waveplate, which converts linearly polarised
light to circularly polarised light. Beneath both the fibre input plate and
the 50mm collimating lens are several “spacer rings” which are used to very
finely adjust the distances between each of the lenses. By adjusting the lens
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distances, the divergence angle of the Raman beam is changed, in order to
collimate the telescope.

4.8.2 Raman Mirror and Classical Accelerometer
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Figure 4.26: CAD design of the Raman mirror with each part labelled.

Figure 4.26 shows a diagram of the in-vacuum mirror mount for the Raman
beam retro-reflecting mirror. Mounted to the back of the mirror is a classical
accelerometer. This will later be used to track the vibrations of the Raman
mirror to cancel out their effects. The accelerometer contains a magnet, so
is encased by a soft-iron cover, to redirect magnetic field lines away from the

Mirror angle will
align spot through 
aperture 

Figure 4.27: The method used to align the Raman mirror. An aperture was placed in
the Raman beam and the mirror actuators were used to align the spot back through the
aperture to give a limit on the angular deviation of the mirror.

74



atom position. The mount for the optics and accelerometer is attached to an
actuator-controlled tilting mirror mount. The mount can be rotated in both
x and y, with finger screws as well as two piezoelectric actuators. The back
section of the mirror mount is attached to a flange, which is used to seal the
mount inside the vacuum chamber. The flange contains an electrical feed-
through with connections for the actuator control cables, as well as power,
temperature output and acceleration output signals from the accelerometer.

The method of Raman mirror alignment is shown in figure 4.27. A metal
plate with a 1mm diameter aperture was placed into the science chamber
such that the aperture was in the centre of the Raman beam, 8.8 cm away
from the Raman mirror. As light was shone through the Raman telescope,
light which passed through the aperture was reflected back onto the metal
plate containing the aperture. By moving the thumb screws on the Raman
mirror, the spot was aligned back through the aperture. This limited the
mirror misalignment to a maximum angle of 0.3 ◦, or 5.2mrad. This gives a
measurement accuracy ∆a/a ≈ 3× 10−5.

(a) (b)

Figure 4.28: CAD designs showing the racks and mounting of the science chamber and
laser system (a), and the system electronics (b). The two boxes are connected by a large
“umbilical cord” which transfers electrical and optical signals between the two boxes (not
pictured).
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4.9 System Mounting and Transportability

To ease transportability, all system electronics, laser system and optics, and
the science chamber are housed inside two 19-inch racking systems with
wheels, as shown in figure 4.28. The boxes will be referred to as the “electron-
ics box” and the “optical box”. The electronics box, including all mounted
components, weighs 238 kg and the optical box weighs 277 kg. An “umbilical
cable” connects the two boxes to each other to pass electrical and optical
signals between the two sides of the experiment. During transport, the um-
bilical can be removed and each box can be positioned separately. Previous
designs had housed the entire experiment in a single racking system. How-
ever, this made the box weigh around 500 kg and was over 2m tall. Despite
the wheels, this became very difficult to transport, especially over rough ter-
rain. Another reason for separating the experiment into two parts was to
prevent vibrations from the system electronics from causing oscillations of
the laser cavity actuators, which would cause the laser to unlock. During
operation, the two sides of the experiment are not in physical contact with
each other, except via the umbilical, so that vibrations passing from one
box to the other are heavily damped and have little effect on the laser lock
stability.
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Chapter 5

Results

Here I present data taken during characterisation of each stage of the ex-
periment in the laboratory. All data and analysis from field trials will be
presented in chapter 6.

5.1 Atom Trapping and Cooling

5.1.1 2D+ MOT

Figure 5.1: A camera image taken down the axis of the PICAS during 2D MOT alignment.
The white spot in the centre is fluorescence from the rubidium atoms in the 2D MOT,
which were aligned to the cell aperture (not visible) to direct the atomic beam into the
main chamber.

When first setting up the 2D MOT system, the atomic beam was not aligned
to the CASC aperture, and so no atoms entered the main science chamber.
To align the 2D MOT, the plate at the back of the PICAS, which secures

77



the push beam input, was removed and a camera was directed down the
axis of the CASC. By moving the PICAS translation stage, the 2D MOT
was aligned to the aperture. Figure 5.1 shows a camera image of the 2D
MOT taken after alignment. The white spot in the centre shows the axis of
the atomic beam, which was aligned to the aperture, which is not seen in
the image. After aligning the atomic beam, atoms were detected in the 3D
MOT, and the atom number was used to optimise the 2D+MOT parameters.
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Figure 5.2: (a) 3D MOT atom number, after 400ms of loading, with changing 2D MOT
beam power. The 3D MOT beam settings were kept constant throughout, but both the
cooling and repumper power of the 2D MOT were altered as the rf amplitude to the
2D MOT fibre AOM was changed. (b) 3D MOT atom number, after 400ms of loading,
with changing 2D MOT beam frequency. As for (a), both cooling and repumper light
frequencies were changed as the AOM frequency was varied. While varying the AOM
frequency, the rf power was changed to maintain a constant optical power throughout the
measurement.

Figure 5.2a shows the 3D MOT atom number for varying 2D MOT power.
For this data, constant push beam detuning and power of −7.7MHz and
1.9mW, constant 2D MOT detuning of −15MHz and resonant repumper
light were used. The 3D MOT atom number does not reach a turning point
within this power range, so more 2D MOT cooling power would increase the
atom number further. Figure 5.2b shows a plot of 3D MOT atom number
against 2D MOT detuning at a constant 2D MOT cooling beam power of
30mW. The power was reduced to this level, despite it not being the optimal
available power, so that the rf amplitude could be changed to account for
the drop in optical power as the frequency was moved away from the AOM
central frequency. The peak of the data shows that the optimal detuning of
the cooling light is around −15MHz.
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Figure 5.3: 3D MOT atom number, after 400ms of loading, for varying 2D MOT push
beam powers. This data was taken with a push beam that was −7.7MHz detuned from
the |F = 2⟩ → |F ′ = 3⟩ transition.

Figure 5.3 shows the 3D MOT atom number after 400ms of loading, for vary-
ing push beam powers at a constant push beam frequency, −7.7MHz detuned
from the |F = 2⟩ → |F ′ = 3⟩ transition. The power was altered by changing
the rf amplitude applied to the push beam fibre AOM. A clear peak in atom
number of around 7× 108 is observed for a push beam containing 2.5mW of
cooling light and 0.2mW of repump light. The decrease in atom number for
high push beam cooling powers is likely to be caused by the high push beam
powers causing atoms to spend less time in the CASC, and therefore being
cooled for a shoter period of time. This means fewer atoms are trapped in the
2D MOT, and those that are have larger transverse velocities. This reduces
the atom flux towards the 3D MOT for large push beam powers. Further
details of this effect can be found in [55]. Because the push beam cooling and
repump light both pass through the same fibre AOM, there is a concomitant
change in the repump power with cooling power. This may explain the sharp
drop in 3D MOT atom number at low push beam cooling powers, with atoms
decaying into a dark state after only a few absorption/spontaneous emission
cycles.

Figure 5.4 shows the 3D MOT atom number as the push beam frequency is
changed, for three different push beam powers. As the push beam power is
decreased, the reduction in scattering rate could be counteracted by moving
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Figure 5.4: 3D MOT atom number, after 400ms of loading, for varying push beam
frequencies at three different, constant powers. As the AOM frequency was changed, the
input rf amplitude was also changed, in order to keep the optical output power the same.
However, as both repumper and cooling light were in the same fibre AOM, the repumper
power was increased along with the cooling power for each dataset. The fits are parabolic
and are meant to guide the reader’s eye in order to easily see where each dataset peaks in
frequency.

the frequency closer to resonance, as seen by the black data peaking closer
to resonance than the red data. However, the peak atom number for the
red data is higher than for the black. This shows that it is preferable to
have a larger detuning and higher push beam power. As the push beam
is further detuned, more faster moving atoms moving away from the main
chamber are addressed by the push beam. As there are few atoms with very
low velocities, moving to a larger detuning addresses more atoms, causing an
increased atom number entering the main science chamber. The green data
shows that this trend does not continue indefinitely however. In the same
way as shown in figure 5.3, as the push beam power increases, atoms spend
less time in the 2D MOT cooling region, and the atom flux towards the 3D
MOT is reduced, causing the decrease in peak 3D MOT atom number.

5.1.2 3D MOT

Section 4.7.1.1 described the MOT coils used to create the quadrupole mag-
netic field for the 3D MOT. After winding the coils with 34 radial and 27
axial turns of wire, the magnetic field from the coils was compared to theory.
The Biot-Savart Law,

B(r) =
µ0

4π

∫
C

Idl× r

|r|3
, (5.1)
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can be used to calculate the axial magnetic field of a current loop of radius
|r|,

B(zẑ) =
µ0I

2

r2

(z2 + r2)
3
2

ẑ. (5.2)

Here, µ0 is the magnetic constant 1, I is the current through a current carry-
ing element of length dl, which is along path C. Considering each turn of the
coil as a separate loop of current carrying wire and summing over all loops,
the overall axial magnetic field from the coils can be calculated.
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Figure 5.5: (a) Axial magnetic field for the 3D MOT coils, with a 50mA driving current.
The red line shows theory, and the black points are measurements using a flux-gate mag-
netometer. (b) Graph showing the central region of (a). A linear fit (red) was made to
this central region data and used to calculate the MOT field gradient per unit current.

Figure 5.5a shows the axial magnetic field measured using a flux gate sensor,
compared to theory, for a 50mA driving current, or 25mA per coil due to the
coils being connected in parallel. Figure 5.5b shows the central region of fig-
ure 5.5a, with a linear fit made to the data, shown in red. The gradient of the
linear fit is 0.155G cm−1, giving a magnetic field gradient of the MOT coils
of 6.2G cm−1 A−1. The offset from zero at the centre of the MOT coils indi-
cates imperfect cancellation of background magnetic fields. This background
is removed using the bias coils during usual operation. After setting up the
3D MOT, the on-axis magnetic field gradient which maximised the atom
number was initially found to be around 15.5G cm−1, although this value
was highly dependent on other trap parameters, so was regularly changed.
This field gradient required 2.5A.

Immediately after 3D MOT trapping, sub-Doppler cooling takes place, which
requires zero magnetic field. To achieve this, the magnetic field from the

1µ0 is formerly known as the permeability of free space
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τ = 7.8ms
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Figure 5.6: Measured magnetic field 30 cm from the longitudinal axis of the MOT coils
as they were switched off using a relay. An exponential fit (red) was used to find the time
constant for the coil switch off of 7.8ms, much larger than expected based on the MOT
coil inductance and resistance.

MOT coils needs to be switched off very quickly, to prevent atoms from
being lost from the trap before cooling can take place. When initially using
a relay to switch off the MOT coils, atom cloud temperatures were higher
than anticipated. After some investigation, this was found to be due to the
slow switch off of the magnetic field from the MOT coils. From the coil
resistance of 4Ω, and inductance of 9.44mH it was expected that the time
constant, τ , of the current switch off should be

τ =
L

R
=

9.44mH

4Ω
= 2.36ms. (5.3)

Figure 5.6 shows the real switch off of the MOT coil, measured with a flux
gate placed on the central axis of one of the MOT coils, 30 cm from the
coil centre. An exponential fit to the field decay shows a significantly longer
switch-off than expected, with the field not reducing to zero until 40ms after
the relay was disengaged. It is likely that this was caused by the back-EMF
as the coil discharged not being able to dissipate efficiently through the cur-
rent driver circuit. After discovering this, a new bipolar current driver was
made, which could drive a large, reverse current through the MOT coils, and
allow the field to switch off much more quickly.

Figure 5.7 shows the magnetic field measured 30 cm from the MOT coils
along their longitudinal axis for several different reverse currents applied to
the coils during switch off. In each case, the reverse current was applied for
5ms. It is clear from this figure that the switch off is significantly shortened,
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Figure 5.7: Measured magnetic field 30 cm along the longitudinal axis of the MOT coils as
they were switched off using a bipolar current driver with different reverse currents. The
reverse current was applied for 5ms in each case before being switched to 0A.

Out[ ]=

-1.5 -1.0 -0.5 0.0 0.5 1.0 1.5
4.5

5.0

5.5

6.0

6.5

7.0

7.5

Bias Magnetic Field (G)

A
to
m
N
um
be
r
(x
10

8
)

X-Bias

Y-Bias

Z-Bias

Figure 5.8: Atom number in the 3D MOT, after 400ms of loading, as the bias coil magnetic
field along each three directions was varied. The MOT beam cooling power was 28mW
and the repumper was 1.5mW per beam. When not being scanned, the bias coil currents
were set as follows: Bx = −0.5G, By = −0.2G, Bz = 0.4G.

and a reverse current of 3A gives the best switch off time of around 6ms.
After this, a 10ms delay between MOT cooling and the molasses ramps was
introduced, which allowed the MOT coil field to completely dissipate before
Sisyphus cooling. After removing the residual magnetic field due to the MOT
coils, the background magnetic field was removed during MOT loading by
using the bias coils. Figure 5.8 shows the 3D MOT atom number after 400ms
of loading, while varying the current through each of the bias coils. In each
direction, there is a field strength which gives a maximum atom number,
which will be at the magnetic field value which cancels out the background
field. These were set as the initial magnetic field compensation offset fields.

To optimise the 3D MOT beams, the cooling AOM was used to vary the
cooling beam power in all of the MOT beams. Figure 5.9 shows the MOT
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Figure 5.9: Atom number in the 3D MOT, after 400ms of loading, as the cooling power in
each MOT beam was increased. The repumper power was maintained at 1mW per beam
and the 2D+ MOT settings were optimised for atom number at each MOT beam power
setting.

atom number, after 400ms of loading, while varying the MOT beam cooling
power. Throughout this measurement, the MOT cooling detuning remained
at −15MHz, the repumper light was kept at a constant power and frequency,
and for each data point, the 2D MOT settings were varied to maximise the
atom number. The maximum available cooling power was 30mW per MOT
beam, but no turning point in the atom number is observed up to this power.
This means that more cooling power in the 3D MOT beams would increase
the 3D MOT atom number. After optimisation of each of the 2D+ and
3D MOT parameters, the final 3D MOT loading rate was calculated. Figure
5.10 shows a plot of atom number against MOT loading time. The number of
atoms in a 3D MOT is determined by the balance between the atom capture
rate, R, and the loss rate due to collisions with background gases, Γ. There
will also be some loss due to atom-atom collisions within the trap but this is
assumed to by small compared to the background gas collision rate, as stated
in [76]. The atom number can be well approximated as

N(t) = N∞
(
1− e−Γt

)
, (5.4)

where N∞ = R/Γ is the steady state atom number, and t is the loading time.
From the fit in 5.10, the steady state atom number is 2.0×109 and the loading
rate is 7.8× 109 s−1. While up to 2.0× 109 atoms could be trapped using the
optimised 3D MOT settings, this would take around 800ms of loading time.
To increase the data rate of the experiment, a shorter loading time of 400ms
was chosen, by which time around 1.7× 109 atoms are trapped.
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Figure 5.10: Atom number during 3D MOT loading against loading time. The red curve
is an exponential fit with functional form given by equation (5.4).

5.1.3 Sub-Doppler Cooling

5.1.3.1 Atom Temperature

26.2ms 34.2ms 42.2ms 50.2ms 58.2ms 66.2ms 74.2ms

Time after molasses ramp

Figure 5.11: Images of the atomic cloud spaced 8 ms apart, showing the cloud falling
under gravity. For these images, a 27.3 cm s−1 vertical launch was applied. These images
were used to measure the atom cloud temperature.

To measure the atom cloud temperature, the “ballistic expansion” method
was used. At variable times after the molasses ramps, cooling light from the
two vertical MOT beams was triggered to turn on, causing the atom cloud to
fluoresce. At the same time, a CCD camera was used to take images of the
atom cloud. Example images can be seen in figure 5.11. The MOT beams
were set to be resonant with the |F = 2⟩ → |F ′ = 3⟩ transition, with 30mW
of light in each of the beams. Afterwards, a pulse of 1MHz detuned light
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from one horizontal and one vertical MOT beam was used to blow all of
the atoms away from the camera detection region, before the same vertical
MOT beams were used to take a background image. After subtracting the
background, the image was integrated along each of its pixel axes separately,
giving two approximately Gaussian profiles. A 1D Gaussian was fitted to
each of the integrated profiles and a width was determined. Assuming a
perfect Gaussian distribution of atoms, the width at time t0, the end of the
molasses, is σ0. After some time, t, the root mean square width, σ(t) of the
cloud is [77]

σ(t) =
(
σ2
0 + v2(t− t0)

2
)1/2

, (5.5)

where v is the velocity of the increasing cloud width. From the one dimen-
sional thermal energy, kBT/2, equation (5.5) can be related to the tempera-
ture of the cloud, T,

T =
mv2

kB

σ(t) =

(
σ2
0 +

kBT (t− t0)
2

m

)1/2

,

(5.6)

where m is the 87Rb atomic mass. The square of the widths along each image
axis were plotted against the square of the image times after cooling. From
equation (5.6), the equation of a linear fit is
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Figure 5.12: Squared cloud widths along the horizontal (black) and vertical (red) directions
against the squared time after the molasses ramps. The linear fits were used to calculate
the temperatures along each of these directions.
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σ2(t) = σ2
0 +

kBT

m
(t− t0)

2. (5.7)

The gradient of the linear fit was then used to determine the temperature of
the atom cloud. Figure 5.12 shows an example of this temperature measure-
ment, taken in the laboratory. The temperatures shown in figure 5.12 give
an example of what was commonly achievable while the experiment was in
the laboratory. However, due to the transportable nature of the experiment,
optimal values for the MOT parameters, such as the beam alignment, the
compensation magnetic field and the 3D MOT field gradient often changed.
This meant that during operation, the atom cloud temperature was more
often in the range of 6-8 µK.

The most common variable which needed to be optimised, was the compensa-
tion magnetic field. As the magnetic field compensation system only detects
changes from an initial, minimised magnetic field, each time the experiment
was moved, the bias coils were used to minimise the cloud temperature. Fig-
ure 5.13 shows how the atom cloud temperature was minimised by scanning
the magnetic field from the bias coils. Before finely scanning the currents, a
rough optimisation was performed by taking a CCD image of the atom cloud
at a constant time after the molasses ramps. The coil current was coarsely
varied, and the total number of pixel counts on the camera was maximised.
While finely scanning the coil current along one direction, the other two
currents were set to their coarsely optimised values. In each coil direction
of figure 5.13, there is a clear minimum of temperature, which is the same
for both the vertical and horizontal directions. In all three directions, the
temperature is between 4 µK and 7 µK at the optimised magnetic field value.
Quadratic fits have been made to each dataset, of the form a(Bi − b)2 + c,
where a is a scaling term describing the cloud temperature response to a
change in the magnetic field, Bi, along direction i, b gives the applied mag-
netic field needed to minimise the temperature, and c gives the minimum
achievable cloud temperature. The equations of these fits will be used as
references when measuring temperatures during field trials as they give an
indication of the effectiveness of the magnetic compensation system while on
a moving platform.

5.1.3.2 Moving Molasses

The atom trajectories after a moving molasses, as measured using the bal-
listic expansion technique, are shown in figure 5.14. The black points show
the atom positions with a launch detuning of 120 kHz (figure 5.14a) per hor-
izontal beam and 300 kHz (figure 5.14b) per vertical beam. The red points
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Figure 5.13: Atomic cloud temperatures in the horizontal (black) and vertical (red)
directions measured using ballistic expansion, as the applied magnetic field along x (top),
y (middle), and z (bottom) directions was varied. When not being scanned, the bias coil
fields were set as follows: Bx = 0.25G, By = −0.05G, Bz = −0.15G. Quadratic fits were
made to each dataset with equations shown inset.
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VL-Vert = 23.4 ± 0.4 cm·s-1

VNL-Vert = 0.2 ± 0.5 cm·s-1

TL-Vert = 6.1 ± 0.1 μK

TNL-Vert = 7.3 ± 0.2 μK
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Figure 5.14: (a) Horizontal position of the atom cloud during a horizontal launch (black
points) and no launch (red points). The detuning was 120 kHz on each horizontal beam.
(b) Vertical position of the atom cloud during a vertical launch (black points) and no launch
(red points). The detuning was 300 kHz on each vertical beam. Both sets of black and red
points are from the same dataset. The legends show the velocities (V) and temperatures
(T) with subscripts L and NL for launched and non-launched data respectively, and Hor
and Vert for horizontal and vertical respectively.

show the trajectories for an atom cloud with no applied launch. The black
and red lines are fits of the launched and non-launched data respectively,
from which the vertical and horizontal velocities were calculated. In both
the vertical and horizontal directions, the velocities were consistent with the
expected values, to within errors, for both launched and non-launched clouds.

As well as the launch velocities, it was important to check that the launch
did not increase the atom cloud temperature significantly. Figure 5.14 shows
that for the launched cloud, the temperatures in both horizontal and vertical
directions were lower than for the non-launched cloud. For both sets of data,
the magnetic fields were kept constant, and there was no significant change in
the background field between the two measurements. This suggests that for
different launches, slightly different magnetic fields are required to minimise
the cloud temperature. This is likely to be due to some curvature of the
applied magnetic field from the bias coils. Simulations of the magnetic field
produced by the bias coils show that for a 5mm change in position of the atom
cloud from the centre of the coils, and a 1A applied current, the magnetic
field differs by around 5mG. Based on the data shown in figure 5.13, a 5mG
change would cause a temperature increase of around 0.3 µK. If this effect
is multiplied due to atomic motion along multiple directions, it is possible
that this curvature could be the cause of the increased temperature. While
a 1 µK temperature increase will have a small effect on the interferometer
overall, the fact that different applied magnetic fields are required for different
launches could potentially cause larger problems on a moving platform. For
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example, if the magnetic compensation system error is 50mG, the increase
in temperature due to a 5mm cloud position change, in one direction only,
increases by an extra 2 µK, on top of the 4 µK due to the compensation error
itself. To improve the magnetic field curvature, the bias coils could be made
circular and their separation could be changed to equal the coil radius. In
the future, it would be useful to investigate how the atom cloud temperature
changes for different launches in a more rigorous, systematic way. However
for this thesis, it is accepted that the launch applies the desired velocity, with
no heating of the cloud, as long as the magnetic field is optimised for the
specific launch applied.

5.2 Hyperfine Spectra

Before discussing the state preparation stages in detail, two methods of mea-
suring the hyperfine spectrum of 87Rb will be introduced. These methods
will be used to show the population in each of the different hyperfine states
during and after state preparation, as well as different Zeeman sub-levels,
and highlight the effects of co-propagating and counter-propagating Raman
transitions.

5.2.1 Raman Spectrum
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Figure 5.15: Example of a Raman spectrum taken by scanning the Raman beam frequency
and measuring the |F = 2⟩ population. The two, broadened peaks on either side are
due to counter-propagating Raman transitions, and the thin, central peak is due to co-
propagating transitions. The Raman pulse duration was 48 µs.
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When optimising the interferometer, it is necessary to precisely know the
frequencies at which stimulated Raman transitions will occur. If all atoms
are initially prepared in one of the hyperfine states, in this case |F = 1⟩, the
frequency of a single Raman pulse can be scanned, and the proportion of
atoms transferred to |F = 2⟩ can be recorded. This is done by scanning the
frequency of the local oscillator in the phase lock over a number of different
experimental shots. Figure 5.15 shows an example of such a scan, using a
48 µs Raman pulse. The thin, central peak, centred at νhf, is due to the
co-propagating beams driving Raman transitions, indicating a polarisation
imperfection in the Raman beam. For co-propagating transitions, both pho-
tons are travelling in the same direction, and so any Doppler shift due to
atomic motion will be equivalent for each. This means that the overall fre-
quency difference between the two photons is Doppler insensitive, and the
transition only happens close to νhf. The width of this peak is dominated
by the Fourier width of the applied Raman pulse. The two broader peaks
situated either side of the co-propagating peak are due to the two counter-
propagating Raman transitions. Before the Raman pulse was applied, the
atoms were launched at 22 cm s−1 along the Raman beam. As the counter-
propagating transitions are Doppler sensitive, this atomic velocity causes a
shift in the the peak position of around 580 kHz with each peak being shifted
in the opposite direction. The counter-propagating peaks are also broadened
due to thermal motion of the atoms along the Raman beam. Whenever a
stimulated Raman transition is performed during the experiment, or during
Raman scans, a uniform magnetic field of 500mG is applied using the z com-
pensation coils along the Raman beam direction. This ensures that only the
|F = 1,mF = 0⟩ → |F = 2,mF = 0⟩ transition can be driven. This magnetic
field is referred to as the “Raman bias magnetic field”.

5.2.2 Microwave Spectrum

To ensure atoms are only prepared in the desired hyperfine energy level,
it is necessary to show the atomic states of all atoms at each stage of the
experiment. Microwave pulses are velocity insensitive, so can be used to show
the atom populations in each Zeeman sub-level, regardless of their velocity,
unlike the Raman spectrum, which will only interact with slower moving
atoms. Figure 5.16 shows a microwave spectrum including all of the possible
microwave transitions from |F = 1⟩ to |F = 2⟩. The specific transitions for
these peaks are shown in figure 5.17.
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Figure 5.16: Microwave spectrum, using a 120 µs pulse, taken after pumping all atoms into
the |F = 1⟩ groundstate, with atoms distributed amongst each of the different Zeeman sub-
levels. A uniform magnetic field of 2.3G was applied along the y direction, perpendicular
to the microwave propagation direction. This field separated the mF states such that they
were clearly resolvable. This was the field strength used during the microwave pulses in
the experiement.
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Figure 5.17: All possible microwave transitions between the different mF levels of |F = 1⟩
and |F = 2⟩, in a magnetic field of strength B. There are nine transitions in total, with
transitions of the same energy highlighted in the same colour. Overall there are seven
different transition energies which been seen as seven peaks in a microwave spectrum if
all |F = 1⟩ magnetic sub-levels are populated. In this diagram, the subscripts of each mF

level correspond to the associated F quantum number for that hyperfine energy level.

5.3 State Selection

During sub-Doppler cooling, due to the presence of the repumper beam,
atoms are pumped to the |F = 2⟩ state. Figure 5.18a shows an atom number
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Figure 5.18: (a) A typical measurement of atom number using the fluorescence detection
scheme taken after optical molasses but with no state selection stages applied. (b) Typical
atom number measurement after atoms were pumped into |F = 1⟩ during state selection
stage one. No other state selection stages were applied. The applied state selection stage
one pulse used two vertical MOT beams of 6mW each for 140 µs. Around 99% of atoms
have been pumped into |F = 1⟩. The grid lines and markers show the mean atom number
of the black and red data.

measurement, using fluorescence detection, taken after Sisyphus cooling. All
of the atoms are found in |F = 2⟩.

5.3.1 State Selection Stage 1

During the first stage of state selection, the two vertical MOT beams drive
atoms from |F = 2⟩ into |F = 1⟩, via the intermediate state |F ′ = 2⟩. Figure
5.18b shows the atom number from the fluorescence detection of the atomic
cloud after state selection stage one is applied. A magnetic field of 0.5G is
applied along the y axis to destabilise a static dark state in |F = 2⟩, and a
140 µs, 6mW per beam pulse is applied with the two vertical MOT beams.
Figure 5.18b shows the |F = 2⟩ population is around 2× 106 after stage one,
giving an efficiency of greater than 99%.

5.3.2 State Selection Stage 2

After stage one of state selection, the atoms are distributed among all of
the different Zeeman sub-levels of |F = 1⟩. The top graph in figure 5.19
is the same as figure 5.16, and shows a microwave spectrum taken after
state selection stage one. Seven peaks are visible, which correspond to the
nine possible transitions from |F = 1⟩ → |F = 2⟩. This shows that all three
of the magnetic sub-levels of |F = 1⟩ are populated. Using the same ver-
tical MOT beams but with light from the Apprentice laser resonant with
the |F = 1⟩ → |F ′ = 0⟩ transition, as well as a 0.5G magnetic field along
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Figure 5.19: Microwave spectrum, using a 120 µs pulse, taken before (top) and after (bot-
tom) pumping into |F = 1,mF = 0⟩ during state selection stage two. A uniform magnetic
field of 2.3G is applied, perpendicular to the microwave propagation direction. The three
visible transitions after stage two, are from the |F = 1,mF = 0⟩ → |F = 2,mF = 0,±1⟩
transitions.

the y-axis, atoms in |F = 1,mF = ±1⟩ are driven into |F ′ = 0,mF ′ = 0⟩
with σ+ and σ− transitions. The atoms then spontaneously decay into
|F = 1,mF = 0⟩ where they become dark to the incident light. The bottom
graph of figure 5.19 shows a microwave spectrum taken after state selection
stage two. Comparing the two spectra in figure 5.19, the four peaks corre-
sponding to the six transitions from |F = 1,mF = ±1⟩ are no longer visible,
and the three visible peaks have all increased in height. These three peaks
are due to the transitions from |F = 1,mF = 0⟩, showing that this is the
only populated state after state selection stage two. Figure 5.20 shows an
atom number measurement, using fluorescence detection, taken after state
selection stages one and two are applied. In the absence of off-resonant scat-
tering, this would look identical to figure 5.18b, as no atoms would have been
removed from |F = 1⟩. However, there is a small amount of pumping into
|F ′ = 1⟩ by the state selection light. Figure 5.20 shows that around 2% of
the atoms end up in |F = 2⟩ after stage two. These atoms are removed later
in the state selection sequence with blowaway pulses.
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Figure 5.20: Typical atom number measurement using the fluorescence detection scheme
after state selection stages one and two. Both state selection stages are 140 µs long, with
the state selection one pulse of 6mW per vertical MOT beam and the state selection 2
pulse of 55 µW per vertical MOT beam. Around 98% of atoms are in |F = 1⟩, showing
around 1% of atoms are pumped into |F = 2⟩ during state selection stage two.

5.3.3 State Selection Stage 3

After preparing atoms in the |F = 1,mF = 0⟩ energy level, atoms are driven
into |F = 2,mF = 0⟩ with a resonant microwave pulse. Figure 5.21 shows P2

during a scan of the microwave pulse duration taken during state selection
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Figure 5.21: Scan of the microwave pulse duration for the |F = 1,mF = 0⟩ →
|F = 2,mF = 0⟩ transition after state selection stages one and two. Clear Rabi oscil-
lations persisting for longer than 1000 µs can be observed. The peak of the first oscillation
was used to determine the microwave π-time of 145 µs, which was used in state selection
stage three.
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stage three. The scan shows Rabi oscillations of the atoms. The duration
corresponding to the first peak in this oscillation was used to transfer the
maximum number of atoms into |F = 2,mF = 0⟩. As the microwave transfer
is a magnetic dipole transition, a magnetic field of 0.5G was applied along
the y direction to align the atomic dipole moment with the magnetic field of
the microwaves. Figure 5.21 shows more than 93% of atoms are transferred
into |F = 2,mF = 0⟩ using a 145 µs pulse.

5.3.4 State Selection Stage 4
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Figure 5.22: (a) Atom number data taken after state selection stages one, two and an
|F = 1,mF = 0⟩ → |F = 2,mF = 0⟩ microwave pulse. The difference between the N2 and
NTot values is due to imperfect microwave transfer efficiency. (b) Atom number data taken
after state selection stages one, two, |F = 1,mF = 0⟩ → |F = 2,mF = 0⟩ microwave pulse
and an |F = 1⟩ blowaway pulse. Atoms not transferred by the microwave pulse have been
removed, and close to 100% of all remaining atoms are in the |F = 2,mF = 0⟩ state.

After the microwave pulse, around 7% of the atoms remain in |F = 1⟩. Ap-
prentice light from one horizontal and one vertical MOT beam resonant
with the |F = 1⟩ → |F ′ = 0⟩ transition are used to blow these atoms out
of the system. Each beam contains 1mW of power. Figure 5.22 shows
atom number measurements both before and after the |F = 1⟩ blowaway
pulse. After the blowaway pulse, around 99.5% of the remaining atoms are
in |F = 2,mF = 0⟩, showing that around 71% of the atoms untransferred by
the microwave pulse were blown away. The imperfect efficiency is due to
off-resonant scattering from the blowaway pulse into |F ′ = 1⟩.

5.3.5 State Selection Stage 5

After transferring all of the atoms into |F = 2,mF = 0⟩, a narrow velocity
class of atoms is transferred back into |F = 1,mF = 0⟩ using a velocity se-
lective Raman pulse. To show the effect of the velocity selection pulse, two
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Figure 5.23: Raman spectra showing P2, the population ratio of atoms detected in the
|F = 2⟩ energy level after the probe Raman pulse. For each dataset a full state selection
sequence was performed, with a 135 µs velocity selection pulse for the red data, and a
145 µs microwave pulse replacing the velocity selective pulse for the black data. The probe
pulse duration was 36 µs for both spectra. The small peaks seen on the velocity selected
data are due to the Raman beam driving atoms into the wrong Zeeman sub-level. In each
case the atom cloud temperature along the Raman beam direction was around 6 µK

Raman spectra are shown in figure 5.23. The black spectrum has no veloc-
ity selection, and the red spectrum has a 135 µs velocity selective pulse. In
both cases, the initial atom cloud temperature is around 6 µK. For the black
data, the velocity selection pulse was replaced with a velocity insensitive mi-
crowave pulse. Other than this, the same state selection sequence was applied
for both spectra. In both cases the probing Raman pulse which was scanned
in frequency was 36 µs long. For the velocity selected case, the counter-
propagating peaks have narrowed and increased in height, as expected for a
reduced effective cloud temperature. The velocity selected data also shows
the appearance of two small peaks either side of the central co-propagating
peak. Upon investigation, it was found that these peaks could be moved by
varying the Raman bias field magnitude. As these peaks do not appear in
the non-velocity selected case, it was concluded that the velocity selection
pulse must be driving atoms into some of the magnetically sensitive Zeeman
sub-levels. These atoms will not take part in the interferometer, but will still
contribute to the detection signal, so will reduce the interferometer signal to
noise. In the future of this experiment, it would be useful to determine why
transitions into these levels can be driven, and improve the Raman beam to
prevent this, however this is beyond the scope of this thesis.
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Figure 5.24: (a) Atom number detection data taken after state selection stages one to four
were performed. This is equivalent to figure 5.22b but taken on a different day. (b) Atom
number data taken after state selection stages one to four, a 135 µs velocity selection pulse,
and an |F = 2⟩ blowaway were performed. The data are shown inset on a smaller scale. In
each case the atom cloud temperature along the Raman beam direction was around 5 µK.

5.3.6 State Selection Stage 6
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Figure 5.25: Measured populations of each Zeeman sub-level of the |F = 1⟩ and |F = 2⟩
states during each stage of state selection. Atom populations after molasses cooling and
after state selection stage one are shown to be evenly distributed amongst the Zeeman sub-
levels of |F = 2⟩ and |F = 1⟩ respectively. This distribution will change during different
experimental shots and is unlikely to be completely uniform. This does not affect state
selection efficiency.
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After applying the velocity selective pulse, unselected atoms are removed by
a blowaway pulse. A 1ms, 25mW pulse, 1MHz detuned from the |F = 2⟩ →
|F ′ = 3⟩ transition is used to blow all atoms in |F = 2⟩ away. Figure 5.24
shows the fluorescence detection signals before and after a velocity selective
pulse of 135 µs and an |F = 2⟩ blowaway. Around 5% of the atoms are se-
lected by the velocity selective pulse, giving a total atom number of 1.18×107

which are used in the interferometer. 4 × 105 atoms remain after the blow-
away, giving an efficiency of 99.8%.

Figure 5.25 shows measured populations of each Zeeman sub-level of the
|F = 1⟩ and |F = 2⟩ states during each stage of state selection. Changes
in atom number are shown to be linear when this is not likely to be the
case in reality. It is also assumed that atoms are equally split between each
Zeeman sub-level after sub-Doppler cooling, and after stage one. In general,
the distribution will not be uniform, but this does not impact state selection
efficiency.

5.4 Stimulated Raman Interactions

5.4.1 The Raman Beam

5.4.1.1 Collimation
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Figure 5.26: Slice from a CCD image image of the Raman beam used to measure the
beam collimation. A parabolic fit (red) was made to each slice, and the widths of the
parabolas were used to determine the beam width at a number of positions away from the
telescope.

To achieve a Raman telescope divergence angle of less than 60 µrad, thin
spacer rings were placed between the fibre input plate and the 50mm colli-
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mating lens. The required tolerance on the lens and fibre plate position was
around 0.3mm, so rings with thickness down to 0.2mm were used. The beam
divergence angle for each configuration of spacer rings was measured using a
camera with a large (36mm × 24mm) CCD. The camera was used to image
the light from the Raman telescope at different distances from the telescope
output. The data from the camera images at each position were split into

slices along x and y, and a parabola with the form A
(
1− (x−x0)2

2σ2

)
was fitted

to each dataset. Figure 5.26 shows an example slice of data from a camera
image of the Raman beam. The fluctuations in each slice are dominated by
noise in the camera. The oscillation seen in the central region of the slice is
due to an etalon created by different layers within the CCD. The fitting pa-
rameters A, x0, and σ come from the Taylor expansion of a Gaussian about
its centre. By averaging over the slices from each image, a beam width, σ,
for each camera position was plotted against distance from the telescope.
Figure 5.27 shows how the gradient of a linear fit to this graph was used to
determine a divergence angle for the beam. The divergence angle achieved
was −33± 58 µrad. This is consistent with a perfectly collimated beam. For
a collimation angle of 91 µrad, one standard deviation from the measured
collimation angle, the acceleration error can be calculated to be 260 ng for a
50ms 2T-time interferometer (see figure 2.9).
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Figure 5.27: Measured Raman beam widths against distance from the Raman telescope.
A linear fit (red) is used to determine a divergence angle of the beam. The divergence
angle measured is consistent with being perfectly collimated.

5.4.1.2 Polarisation

Figure 5.28 shows the optical setup used to measure the polarisation of the
Raman beam. A polarising beamsplitter removed any polarisation ellipticity
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Figure 5.28: The setup of optics used to measure the polarisation of the Raman telescope
light.

from the laser source, and a quarter and a half waveplate were used to rotate
the input light polarisation to the fast axis of the PM fibre of the telescope.
To test the polarisation drift, it was necessary to mechanically stress the PM
fibre during measurements with the polarimeter. This is because mechanical
stress induces a phase shift of the light along the slow axis of the fibre,
which alters the interference between the fast and slow axes [78]. In practice
this means that if incident light is not perfectly aligned to the fast or slow
axis, there will be some light propagating along each of them. The stress
changes how much light propagates along each axis and changes the output
polarisation. In a perfectly aligned fibre, all light will be travelling along
one of the fibre axes, and the mechanical stress will have no impact on the

(a) (b)

Figure 5.29: Poincaré spheres showing the polarisation of light out of the Raman telescope
as the quarter waveplate is rotated through 360° (a) and after the quarter waveplate angle
was optimised and the fibre feedthrough was stressed by heating along its length (b). The
black spot in the centre of the sphere shows perfect circular polarisation. The axes are
the three Stokes parameters, with labels describing their phyical meaning. H/V describes
whether the light has horizontal or vertical polarisation, P45/M45 describes the angle
of polarisation, and RC/LC describes whether the light is right or left hand circularly
polarised.
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Figure 5.30: Degree of circular polarisation (DOCP) of light from the Raman telescope
while the PM fibre was stressed using a heat gun.

output polarisation. To ensure that changes in the polarisation measured on
the polarimeter were due to the angle of the telescope quarter waveplate only,
the quarter waveplate was initially removed, and the variation in polarisation
during mechanical stress of the fibre was minimised by rotating the quarter
and half waveplates at the fibre input. After ensuring the PM fibre was well
aligned, the quarter waveplate was replaced and the rotated. The impact
of rotating the waveplate through 360 ◦ can be seen in figure 5.29a. After
turning the quarter waveplate to give as close to circular polarisation as
possible, the fibre was stressed by heating it with a heat gun. The Poincaré
sphere for this is shown in figure 5.29b, where the black dot shows perfect
right-hand circular polarisation. To quantitatively look at this polarisation
we can look at the degree of circular polarisation (DOCP) of the beam, which
is defined as:

DOCP =
S3

S0

, (5.8)

where S0 and S3 are the Stokes parameters [79]. This gives the ratio of the
power of circularly polarised light to the total light power. For perfectly
right-hand circularly polarised light, the DOCP equals one. The DOCP for
the data shown in figure 5.29b is shown in figure 5.30. The oscillation seen
is due to the fibre being stressed and is therefore due to some misalignment
or ellipticity of the beam on the input to the fibre. Despite the oscillation,
throughout the stressing, the DOCP was between 98.5% and 99% of light
being right hand circularly polarised. This means that, assuming the input
light is aligned to the PM fibre as well as during testing, there will be a
maximum of 1.5% of Raman light with the wrong polarisation during the
experiment.
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Figure 5.31: Rabi oscillations with varying atom cloud temperatures. In each case, a mag-
netic field was applied during the molasses cooling stage to increase the cloud temperature.
No velocity selection was applied for any of the scans.

5.5 Rabi Ocscillations

The probability of an atom, initially in |F = 1⟩, being excited by a single,
resonant pulse of Raman light of duration τ is given by P2 = sin2 (Ωeffτ/2).
The first peak in this Rabi oscillation occurs at Ωeffτ = π. A π/2-pulse
is half of this duration. Before performing a full interferometry sequence,
the duration of a π-pulse was determined. After a full state preparation
sequence, a single pulse of Raman light was applied to the atoms, and the
pulse duration was varied.

5.5.1 Effect of Atom Cloud Temperature

Figure 5.31 shows a number of Rabi oscillations for different temperatures
of atom cloud. The bias coils were used to apply a background magnetic
field during sub-Doppler cooling, to vary the cloud temperature. No velocity
selection was applied for any of the scans. The oscillations show increased
amplitude for lower cloud temperatures, due to a narrower range of Doppler
shifts from thermal motion. This highlights the importance of effective sub-
Doppler cooling at the start of the experimental sequence. Despite improve-
ments for lower cloud temperatures, all four flops dephase after only only
one or two oscillations. To increase the effective coherence, velocity selection
was introduced.

103



0 50 100 150 200
0.0

0.1

0.2

0.3

0.4

0.5

Raman Pulse Duration (μs)

P
2

Velocity Selection
Pulse Duration

No Velocity Selection

18μs
36μs
50μs
135μs

Figure 5.32: Rabi oscillations without (black) and with varying durations of velocity
selection pulses. The position of the first peak of these oscillations is used to determine
the π-time which is used in the the interferometry sequence. Flops with 18 µs and 36 µs
velocity selection used a full power Raman pulse. The Raman beam power was reduced
for the 50 µs and 135 µs oscillations, to drive a π-pulse.

5.5.2 Velocity Selection

Figure 5.32 shows several scans of Raman pulse duration for different ve-
locity selection durations. For the data shown in black, the Raman pulse
was replaced with a microwave pulse so that all atoms were selected. As the
duration of the velocity selection pulse is increased, a narrower velocity class
is selected, and the amplitude of the Rabi oscillations increases. This effect
increases the system contrast, but at the expense of reduced atom number.
Figure 5.33 shows the atom number for increasing velocity selection dura-
tion. As a narrower velocity class is selected, the atom number is reduced,
which increases measurement noise. Above 64 µs, the atom number does
not decrease further. Further work is required to understand why this is
observed.

5.6 Three-pulse Interferometry

To realise a full interferometer, three Raman pulses are applied in a π/2−π−
π/2 sequence. Figure 5.34 shows an example of how the Raman beam powers
are varied during an experimental sequence for an interferometer time, T .
The duration of a π-pulse is determined from the peak of the first oscillation
in figure 5.32, and a π/2-pulse is half of this duration. The durations and
powers shown in figure 5.34 are are typical of those used in the laboratory.
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Figure 5.33: Atom number remaining in the interferometry sequence after a velocity se-
lection pulse of varying duration, and a blowaway pulse used to remove unselected atoms.

441ms 15ms 35msT T135ms 18ms 36ms 18ms
Time

Power

500mW

133mW

p-pulse
(low power)

p/2-pulse p/2-pulsep-pulse

Figure 5.34: Illustration of the power of the Raman beam during a full experimental
sequence with interferometer time T . The first, long pulse is during velocity selection, and
the three shorter pulses are the π/2−π−π/2 interferometry pulses. Both the powers and
durations are changed regularly during testing but the values shown are typical of those
used in the laboratory.

5.6.1 Interference Fringes

After the three interferometry pulses, the ratio of atoms in each hyper-
fine state is measured using fluorescence detection. Figure 5.35 shows an
example of an interference fringe, taken by scanning the phase shifter in
the phase lock during the interferometer π-pulse. The fringe is fitted using
P2 = (1 − C cos(∆Φ))/2, where ∆Φ is the applied Raman beam phase, and
C is the fringe contrast. Figure 5.35 was taken with a 2ms T -time and a
velocity selection pulse duration of 77 µs. The fitted function gives a fringe
contrast of 0.266± 0.007.
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Figure 5.35: An interferometer fringe for a T-time of 2ms. The fringe was created by
scanning the laser phase during the second interferometer pulse. The π-time used was
36 µs and the velocity selection pulse duration was 77 µs. The red line shows a fit using
equation (2.30) which was used to find the fringe contrast of 0.266± 0.007.
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Figure 5.36: (a) Interferometer fringe contrast against velocity pulse duration. (b) Inter-
ferometer fringe contrast divided by atom number error for the same data shown in (a).

Figure 5.36a shows the interferometer fringe contrast as the velocity selec-
tion pulse duration is increased, for a 2ms T -time. Similarly to the atom
number data shown in figure 5.33, there is little impact of increasing the ve-
locity selection duration beyond 64 µs. Figure 5.36b shows the interferometer
contrast from figure 5.36a divided by the error in the atom numbers from
figure 5.33. As expected, above 64 µs, the ratio flattens out, showing that
there is no benefit to further increasing the velocity selection duration. The
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next stages of the experiment will investigate the reasons behind the reduced
effectiveness of longer velocity selection pulses, and the optimal balance be-
tween fringe contrast and atom number, to give the best measurement signal
to noise ratio.

5.6.1.1 Mirror Vibrations
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Figure 5.37: (a) A 10ms T-time interferometer fringe without classical accelerometer
correction. As the interferometer time is increased, vibrations of the system cause certain
data points to have phase shifts of larger than π

2 , and the fringe gets washed out. (b) The
same fringe as in (a) but with phase correction from classical accelerometer applied. The
red fit uses equation (2.30) to give a fringe contrast of 0.139± 0.004.

In the absence of rotation, the total phase of the atom interferometer is given
by ∆Φ = keffaT

2+(ϕ10−2ϕ20+ϕ30) (equation (2.29)). For now, we will only
consider the applied laser offset phase during the π-pulse, which is scanned to
create an interference fringe. This phase difference changes depending on the
distance of the atom from the Raman mirror, so the acceleration measured
in an atom interferometer is the acceleration of the atom-mirror distance.
Previously, it was assumed that the acceleration of this distance was entirely
due to the motion of the whole accelerometer. However, vibrations of the
Raman mirror during the interferometer will cause the atom mirror distance
to change, and extra phase will be imparted onto the atoms. This extra phase
will be interpretted as an erroneous acceleration, so the interferometer phase
can be rewritten as ∆Φ = keff(a + δa)T 2 − 2ϕ20, where δa is the extra mea-
sured acceleration due to mirror vibration. For longer interferometer times,
as the mirror vibrates for longer, the size of δa relative to a will increase,
making this erroneous phase more significant. Figure 5.37a shows a scan of
the laser offset phase during the interferometer π-pulse, for a 10ms T-time.
When only plotting against the laser offset phase, the fringe becomes washed
out and no longer visible. To reconstruct the fringe, δa is measured using
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the classical accelerometer attached to the Raman mirror, and is used to
calculate the extra interferometer phase. This is added to the scanned laser
offset phase, and P2 is plotted against the overall interferometer phase.

For an atom interferometer, the response in overall interferometer phase to
an instantaneous phase change, ϕ(t) at a time, t, can be written as

δ(∆Φ) =

∫
g(t)dϕ(t) =

∫
g(t)

dϕ(t)

dt
dt. (5.9)

Here g(t) is referred to as the “sensitivity function” [80]. For a three pulse,
π/2− π − π/2 interferometer, the senstivity function is given by [81]

g(t) =



− sin(Ωeff t), 0 < t < τπ/2

−1, τπ/2 < t < τπ/2 + T

− sin(Ωeff (t− T )), τπ/2 + T < t < τπ/2 + T + τπ

1, τπ/2 + T + τπ < t < τπ/2 + 2T + τπ

− sin(Ωeff (t− 2T )), τπ/2 + 2T + τπ < t < 2τπ/2 + 2T + τπ

0, elsewhere,

(5.10)

where τπ/2 and τπ are the pulse durations for π/2 and π-pulses respectively,
and T is the interferometer T-time. For short interferometer pulses, where
τπ/2 ≪ T , equation (5.10) can be simplified to

g(t) =


−1, 0 < t < T

1, T < t < 2T

0, elsewhere.

(5.11)

As we are considering a phase change due to motion of the Raman mir-
ror, dϕ(t) in equation (5.9) can be replaced by 2k2dx(t), where k2 is the
wavenumber of the retro-reflected beam, as this is the beam impacted by
mirror motion. Integrating the Raman mirror position

dϕ(t)

dt
= 2k2

dx(t)

dt
= 2k2v(t), (5.12)
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gives the Raman mirror velocity, v(t). Substituting equation (5.12) into
equation (5.9) gives the accumulated interferometer phase due to Raman
mirror motion at time t

δ(∆Φ) = 2k2

∫ ∞

−∞
g(t)v(t)dt, (5.13)

where the integral limits have been extended to [−∞,∞] as no phase is
accumulated outside of the range [0, 2T ]. Solving this, as in [81], gives

δ(∆Φ) = −2k2[f(t)v(t)]
∞
−∞ + 2k2

∫ ∞

−∞
f(t)a(t)dt. (5.14)

The “response function” of the interferometer

f(t) = −
∫
g(t′)dt′, (5.15)

can be approximated as

f(t) =


t, 0 < t < T

T − t, T < t < 2T

0, elsewhere,

(5.16)

which vanishes for t → ±∞, meaning the first term of equation (5.14) can
be ignored, and the interferometer response to Raman mirror motion can be
written as

δ(∆Φ) = 2k2

∫ ∞

−∞
f(t)a(t)dt. (5.17)

More detailed descriptions of the atom interferometer response to both accel-
eration and other noise sources can be found in [42, 81]. Since, while in the
laboratory, there should be no bulk acceleration of the experiment, the only
acceleration in equation (5.17) comes from vibration of the Raman mirror,
which we would like to remove. By measuring the mirror vibration with the
classical accelerometer attached to the Raman mirror, the additional phase
can be calculated using equation (5.17), and subtracted from the values plot-
ted in figure 5.37a. The result of this can be seen in figure 5.37b, which shows
the same data as in figure 5.37a, but with correction for the mirror vibration.
After correcting for the mirror vibrations, the fringe becomes visible and can
be fitted to. This gives a contrast of 0.139± 0.004. An important next step
for the experiment will be to characterise other sources of noise in detail,
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as in [42], to determine the limiting factors of the interferometer, and which
areas of the experiment need to be improved.
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Chapter 6

Field Trials

To test the transportability of the accelerometer, field trials were undertaken,
where the system was tested outside of the laboratory, in both static and
mobile environments. Trials were conducted alongside the Royal Navy and
QinetiQ, as part of the NavyPODS program, which will be described in
section 6.1. During this chapter, I will present the characterisation of the
system performance during these field trials. Comparisons with data from
the laboratory will be used to highlight the strengths of the experiment, and
indicate how improvements can be made for future field trials, and future
iterations of the system.

6.1 The Navy POD

QinetiQ have developed a programme of Persistent Operational Deployment
Systems (NavyPODS) [82] to provide modularised capability for the Royal
Navy. The PODS are modified shipping containers that can be equipped to
provide a range of services, including rapid repair sytems, communication
centres, and research platforms. NavyX has procured a NavyPOD specifi-
cally equipped to support the deployment and testing of quantum sensors in
maritime environments. Figure 6.1 shows the quantum NavyPOD, which was
made available to us for field trials of our quantum enhanced accelerometer
demonstrator. The POD connects to an external electric generator, which is
converted into a standard mains supply internally. It also provides air con-
ditioning for precision temperature control, and re-configurable mounting
points to secure apparatus inside.
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Figure 6.1: The POD aboard the XV Patrick Blackett Royal Navy research vessel (credit:
Thomas Angus- Imperial College London Photographer and Image Manager).

(a) (b)

Figure 6.2: Photographs of the experiment mounting during the static field trial (a) and
the Navy ship test (b). During the ship test, the wheels were replaced with shock-absorbing
legs which were attached to the POD floor. Strapping at the top of each experimental box
was also added for extra stability against shear forces.

6.1.1 Mounting

Figure 6.2a shows the Imperial quantum sensor installed inside the Navy
POD. During static testing, the apparatus remained on its wheels, secured
only using the brakes. For dynamic testing, a more robust mounting was
required. Together with QinetiQ, we installed mounting fixtures into the
floor of the POD, which enabled the system to be mounted using eight shock-
absorbing legs. Ratchet straps fixed the top of the demonstrator to the

112



superstructure of the POD to provide fail-safe retention of the system in
the event of a catastrophic failure of the shock-mounting legs while at sea.
The ratchet straps remained slack during normal operation to prevent the
transmission of vibrations through them into the quantum sensor.

6.2 Static Field Trial

Tz = 6.45±0.44 μK

Ty = 8.81±0.45 μK
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Figure 6.3: (a) Atom cloud width measurement taken during the static field trial taken
within the first two hours after the laser was switched on. Cloud temperatures based on
linear fits are shown inset. Data was taken with the compensation system switched on
throughout. (b) Atom cloud temperature versus bias magnetic field along y. In each sub-
figure, the horizontal (z) temperature is shown in black, and the vertical (y) temperature
is shown in red.

To prepare for sea trials, a dry-run was performed at the “Battlelab” military
research facility in Dorchester. This helped us to understand the robustness
of the system after transportation, and assess how quickly it could be set up
in the POD.

The umbilical connecting the two demonstrator units was disconnected, with
all other connections remaining in place, for transportation. The two sensor
units were strapped into a Luton van1 and driven to Battlelab. After the
sensor units were wheeled into the NavyPOD at BattleLab, the laser system
was switched on. It took ∼ 90mins to warm up. This is longer than ob-
served in the laboratory because the system had cooled significantly during
transport. Once the laser had stabilised, some misalignment of the optical
distribution system was observed, compared with the laboratory alignment.
After realigning the optical system, a 3D MOT was achieved within 1 hr,
and ultra cold atoms were achieved within 2 hr. Figure 6.3a shows an atom

1A tail lift is required to load and unload the sensors.
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Figure 6.4: Atom number measurement taken 40ms after sub-Doppler cooling, for 80
experimental shots. Black data was taken with magnetic field compensation engaged, and
red data was taken with the compensation system disengaged. No state selection stages
were applied. The two datasets were taken within five minutes of each other. The same
data is shown inset with a smaller plotting range.

cloud temperature measurement, taken after initial optimisation of the MOT
beam powers, alignment and bias magnetic fields. Figure 6.3b shows how the
molasses temperature was affected by an external magnetic applied along the
y-axis. Figure 6.4 shows the atom number measured with and without the
magnetic compensation system engaged, over 80 experimental shots, lasting

Tz : (σμTz = 1.03±0.12 μK)
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Figure 6.5: Static field trial temperature stability (a) with magnetic field compensation
system engaged (b) without magnetic field compensation system engaged. The horizontal
and vertical temperatures are shown in black and red respectively. Inset: the standard
error of the mean of the temperatures along each direction.
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around 120 s. The data without magnetic field compensation shows a slow
decrease in atom number of around 10% over the measured time period,
whereas the data with compensation engaged shows no significant drift over
the same length of time. Figure 6.5 shows the atom cloud temperature af-
ter molasses cooling, recorded over ∼ 800 s with and without the magnetic
compensation system engaged. The times presented on the abscissa refer to
the time that the first image in the ballistic expansion was recorded. Each
temperature measurement takes around 30 s. The standard error of the mean
temperatures are inset. The compensation system reduces fluctuations in the
molasses temperature by a factor of 1.52 horizontally and 2.42 vertically.

6.3 Sea trials

The early adopters of quantum enhanced inertial navigation systems are
expected to be military end-users operating in a maritime environment. To
gain experience of working in this environment, we have partnered with the
Royal Navy to test our current demonstrator at sea.

6.3.1 XV Patrick Blackett

To facilitate maritime field trials, the Navy provided access to the NavyX
research vessel the XV Patrick Blackett2. Figure 6.6a shows the XV Patrick

2The Physics department at Imperial College London is named after Patrick Blackett,
who served as head of department from 1953-1963. NavyX christened their research vessel
in honour of the same Patrick Blackett – the only Naval officer to be awarded a Nobel
prize.

(a) (b)

Figure 6.6: (a) The XV Patrick Blackett research vessel which was used as the moving
platform for two mobile field trials.[83]. (b) Map of the route taken during the Navy ship
trials. The routes from Portsmouth to Dover (red) and from Dover to London (blue) each
took one day of sailing. On the return journey, the same routes were taken in reverse.
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Blackett, a modified Damen FCS 4008 fast crew supplier, which is around
42m in length and can travel up to 20 kn (≈ 10.3m s−1) [84]. The experiment
was installed into the NavyPOD and brought into operation at QinetiQ’s
technology centre, 6 km outside of Portsmouth. The system was switched off
in preparation for transportation to the ship, to prevent potential damage
to the laser in transit. Figure 6.7a shows the POD, containing the quantum
sensor, after being craned onto the back of a lorry at the QinetiQ site, before
being driven to Her Majesty’s Naval Base (HMNB) Portsmouth, 10 km away.
Figure 6.7b shows the POD, containing the quantum sensor, being craned
onto the back of the XV Patrick Blackett, while alongside at the docks.

During the trials, the experiment was housed inside a POD, which was se-
cured on the rear deck of the ship, while all researchers were situated inside
the main body of the ship, running the experiment remotely. The ship’s
engines are situated underneath the deck where the POD was placed. The
route taken during the trials is shown in figure 6.6b. During the ∼ 2 h period
while the ship was prepared to set sail, the experiment was switched on and
set up to begin acquiring data. After embarking, there was a period of ∼ 1 h
while the ship remained within the dock, waiting for a slot to be allowed out
of port. During this time, all tools and equipment were secured within the
POD, which was then sealed, and researchers no longer had physical access
to the experiment. The first day involved around 7 h of sailing time, with

(a) (b)

Figure 6.7: (a) Photograph of the NavyPOD, containing the quantum sensor, after being
loaded onto a lorry for transportation from the QinetiQ technology centre to the HMNB
Portsmouth. (b) Photograph of the POD being craned onto the XV Patrick Blackett from
HMNB Portsmouth docks.
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most of the time being spent in the open sea, more than 10 km from the
shore. After the first day, the ship docked in Dover, and the experiment was
inspected and prepared for the next day. The second day began at around
6am 3 where, again the ship remained in the port for around an hour before
entering open waters. The ship travelled for around 5 h before entering the
mouth of the Thames, where the ship’s speed was reduced and vibrations of
the ship also significantly decreased. Around 3 h later, we docked at HMS
President in central London. The experiment was switched off and secured,
and remained onboard the XV Patrick Blackett for ten days before the return
journey. The second sea trial followed the same path as shown in figure 6.6b
but in reverse, again with around 7 h of sailing per day. When arriving back
in Portsmouth, the experiment was removed from the ship and driven back
to the QinetiQ facility outside the city.

6.3.2 Vibrations
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Figure 6.8: Power spectra of vibration data taken in the laboratory before the sea trials.
This was used as a benchmark to measure increases in vibration due to the ship’s motion.

3Preceded by a frantic last minute run along the seafront to the ship in fear of missing
the time of departure.
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Figure 6.9: (a) Time-series acceleration data taken during the mobile field trials with both
a stationary and moving ship. The acceleration axes are (X) side to side across the ship,
(Y) vertical, (Z) along the ship’s direction of travel. During the stationary data, the ship’s
engine was switched on. The accelerometer was placed on the baseplate of the optical
layer, as close as possible to the laser system. (b) Power series of the data shown in (a).
The grey line shows the white noise level of the vibrations observed in the laboratory.

Before the field trials, a 200Hz bandwidth, three axis accelerometer was
placed on the baseplate of the optical box, next to the laser system, to mea-
sure the vibrations in laboratory conditions. Figure 6.8 shows the power spec-
tra of the vibration data. In all three directions, the data shows white noise
over almost the entire frequency range, at the level of around 5×10−8 g2 Hz−1.
This was used as a benchmark to compare vibration data taken onboard the
ship during the subsequent field trials.

Moving platforms typically suffer from significantly more vibrations than a
conventional quantum physics laboratory. Figure 6.9a shows the accelera-
tion vibrations of the XV Patrick Blackett measured as a function of time
using a MEMS accelerometer (bandwidth 200Hz), while alongside at HMNB
Portsmouth with the ship’s engines on, and while moving in gentle waters
(sea state 1) through the Solent strait. The accelerometer was placed on the
baseplate of the optical box, next to the laser system.
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Figure 6.10: Time-series (a) and power spectrum (b) data taken with a 2 kHz bandwidth
accelerometer along the ship travel direction during the second moving ship trial.

Figure 6.9b shows the power spectra corresponding to the time series data
from figure 6.9a. The grey line shown is the level of white noise observed
in the laboratory vibration data shown in figure 6.8. There is little differ-
ence between the vibration noise, alongside and while moving, at frequencies
above 1Hz, but both show increased vibrations compared to the laboratory
data. This shows that the vibration from the ship’s engines does not change
significantly when stationary or moving, but contributes to most of the vi-
brations between 1Hz and 100Hz. Below 1Hz, the moving vibrations are
between 10 and 1000 times larger than when stationary due to the motion
of the ship through the water. The stationary data shows white noise at a
similar level to the laboratory data below 1Hz. This shows that the major-
ity of vibrations at this frequency are due to the boat’s motion. During the
second sea trial, data was also recorded using the 2 kHz bandwidth quartz
oscillator accelerometer attached to the back of the Raman mirror. Figure
6.10 shows the recorded acceleration data, as well as the power spectrum.
The accelerometer only has one axis of measurement and was oriented along
the ship’s direction of travel. Similarly to the z-axis data in figure 6.9, there
is a significant increase in the power spectrum below 1Hz. However, be-
tween around 10Hz and 100Hz, there is a significant increase for the quartz
oscillator data. It is not obvious what the cause of this increased vibration
is, but the variation in spectra for the two sensors is most likely due to the
difference in position of the accelerometers while taking the data. In future
trials, it will be useful to measure vibration data at various positions on the
experiment, to gain more information about how vibrations can propagate
through the system, and indicate where damping materials may be necessary.
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Figure 6.11: Vapour cell lock difference signal (a) and phase lock error signal (b) power
spectra for both the mobile field trial and in the laboratory.

6.3.3 Laser and Laser Lock Noise

Over the course of the mobile field trials, challenges with the laser lock stabil-
ity were encountered. Laser frequency noise can have a range of causes, but
a common source is motion of components within the laser cavity. Increased
frequency noise was observed at several points during the mobile field trials,
with unlocking being more frequent during rougher periods of the journey.
All data presented in this section was recorded with the Master and Appren-
tice lasers stabilised to the cooling and repumper frequencies respectively
throughout.

Figure 6.11a shows a comparison of the power spectra of the vapour cell lock
difference signal in the laboratory and during the ship trial. The spectrum
is around three orders of magnitude larger on the ship than in the labora-
tory at all measured frequencies. As the vibration data in figure 6.9, shows
increased vibrations on the ship over the same frequency range, it is likely
that this is the cause of the increased Master frequency noise. Figure 6.11b
shows the power spectrum of the mixed pahse lock beat (MPLB) signal taken
over the same time period. As for the vapour cell lock difference signal, the
MPLB signal spectrum is larger than the laboratory data at all frequencies
within the measured range. At frequencies below 1Hz, the MPLB spectrum
is around four orders of magnitude larger. Above 10Hz, the spectrum shows
white noise, two orders of magnitude larger than seen in the laboratory. This
is also likely caused by vibrations of the experimental system while in motion.

Figure 6.12 shows power spectra of the Master and Apprentice output pow-
ers taken during the same time period as the lock data in figure 6.11. The
Master spectrum shows little difference to the laboratory data over the whole
frequency range. The Apprentice power shows lower oscillation than in the
laboratory at frequencies below 10Hz, with similar spectra at higher frequen-
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cies. Further investigation will be performed in the near future to investigate
why this difference is observed at low frequencies.
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Figure 6.12: Power spectra for both Master (a) and Apprentice (b) optical output power
taken during the mobile field trials and in the laboratory.

6.3.4 Magnetic Fields
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Figure 6.13: (a) Time series data showing the magnetic field in the NavyPOD during the
mobile field trials. The ship was travelling along the south coast of the UK, from east to
west. The coordinate axes are: x- side to side of the ship, pointing roughly along Earth’s
magnetic field, y- vertically, z- along the ship’s direction of travel. (b) Power spectrum of
the data shown in (a). The peaks at 1Hz and higher harmonics are due to the coils on
the experiment itself.

In our laboratory in London, the Earth’s magnetic field has magnitude of
around 480mG, orientated 0.8 ◦ from grid north (British National Grid) [85].
For most experiments this constant background field can be cancelled by
applying fixed currents through the bias compensation coils. At sea, there
are few magnetic dipoles which can generate fields to perturb the quantum
sensor. However, a ship is free to move on the surface of the water, changing
the projection of the Earth’s magnetic field onto the apparatus. Figure 6.13a
shows the magnetic field recorded using a three-axis magnetic flux gate in-
side the POD over 200 s, while the ship was moving along the south coast.
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Figure 6.13b shows the corresponding power spectrum. The peaks at 1Hz,
and corresponding harmonics up to around 10Hz, result from magnetic fields
applied during the experimental sequence (predominantly through the MOT
coils) which was running throughout. The majority of variation in the mag-
netic field is at frequencies lower than 1Hz. This will be effectively cancelled
out by the magnetic compensation system, which works at the repetition rate
of the experiment, ∼ 1Hz. Faster time-varying magnetic fields can induce
phase shifts on the interferometer by altering the detuning of each interfer-
ometry pulse. This will be discussed in detail, and the compensation system
will be upgraded to account for such magnetic fields, in a future PhD thesis.

6.3.5 Laser Cooling and Cloud Temperature

Non-zero magnetic fields during the molasses stage of the experimental se-
quence significantly decrease cooling efficiency. For a change in magnetic field
of 400mG along the z direction, as in figure 6.13, molasses temperatures of
Ty = 67 µK and Tz = 39 µK are predicted from characterisation measure-
ments from the lab. At this temperature, in comparison to the temperatures
measured in the laboratory, the density of the atomic cloud after 100ms of
expansion will be 3.2 times lower, and the spread in velocities will be 2.8
times higher along the Raman beam direction. Both of these factors will
cause an increase in interferometer measurement noise. Figure 6.13b shows
that the magnetic field noise on the ship is dominated by low frequency com-
ponents, below 1Hz. Because the dominant magnetic field variations occur
on a time scale shorter than our experimental duty cycle (∼ 1 s), we em-
ployed a sample and hold correction scheme to null the magnetic field at the
atom position. Before leaving dock, stray magnetic fields were cancelled by
manually setting the currents in the bias coils to maximise the cloud density
after molasses cooling. While at sea, only the compensation system was used
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Figure 6.14: Expansion of the atom cloud after molasses cooling on the moving ship, with
and without magnetic field compensation. The colour map is normalised to the maximum
pixel count of the first image with compensation switched on.
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to null changing fields.

Figure 6.14 shows camera images of the free falling atom cloud taken after the
molasses cooling stage, with and without the compensation system engaged.
The atoms are excited using the two vertical MOT beams containing 25mW
of cooling light and 2.5mW of repump light. The camera exposure is 500 µs.
The colour map is normalised to the maximum pixel count of the first com-
pensated image. The data taken with compensation on has a higher cloud
density throughout the images, compared with the images without magnetic
compensation. The cloud position is also clearly shifted towards the right of
the images for the non-compensation data, due to uncancelled background
magnetic fields moving the position at which the atom cloud formed. This
caused the cloud to clip the edge of the vertical MOT beams during this
measurement.

Figure 6.15 shows the ballistic expansion of the atom cloud while the ship
was moving, with the compensation system engaged. We observe horizontal
and vertical cloud temperatures of 4.52 µK and 5.77 µK respectively, which
is comparable to the 3.93 µK and 5.17 µK observed in the lab. A small os-
cillation in the cloud widths around the line of best fit can be observed, and
correlates with the large vibrations at frequencies below 1Hz shown in figures
6.9b and 6.10b, as well as the increase in low frequency vapour cell lock dif-

Tz = 4.52±0.31 μK

Ty = 5.77±0.32 μK
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Figure 6.15: Atom cloud width measurement taken during the ship trial with the magnetic
field compensation system engaged and with the ship moving in a straight line. The
measured temperatures from the linear fits are shown inset.
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ference signal oscillation, shown in figure 6.11a. Without the compensation
system, reliable temperature measurements were not possible.

Background magnetic fields will also affect the position of the magnetic field
zero of the quadrupole used by the MOT, relative to the intersection of the
laser beams. This can have the knock-on effect of the atoms being outside the
detection region. Figure 6.16 shows the centre-of-mass position and width of
the atom cloud 40.5ms after the molasses stage. Both the cloud position and
width shows less variation when the compensation system is engaged. This
is consistent with both the clipping of the atom cloud, and the reduced cloud
density shown in figure 6.14, when the compensation system was switched
off.
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Figure 6.16: Atom cloud centre position ((a) and (b)) and width ((c) and (d)) variation at
a constant time after molasses cooling both with and without magnetic field compensation.
Camera images were repeatedly taken at 40.5ms after the molasses ramps and the images
were integrated along each pixel direction, where y is vertical and z is horizontal. No
clipping of the atom cloud on the detection beams was observed for any of the images. No
launches were applied during any of the experimental shots. The plot legends show the
standard deviations of each set of data.
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6.3.6 Coherent Control
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Figure 6.17: Raman spectra taken during the first mobile field trial both with and without
magnetic compensation engaged. The Raman pulse duration for both spectra was 10 µs.
State selection stages one and two were performed but no further stages were used.

Figure 6.17 shows Raman spectra obtained while moving at sea, with and
without the magnetic compensation system engaged. The Raman pulse du-
ration was 10 µs and a horizontal launch velocity of 12 cm s−1 was applied.
State selection stages one and two were performed before the Raman pulse.
Without magnetic field compensation, only a co-propagating peak in the
Raman spectra could be observed, on top of a wide pedestal. This is con-
sistent with a high temperature cloud, above around 30 µK. The pedestal
also appears to be centred at νhf, which shows that the moving molasses
did not effectively launch the atoms when the compensation system was not
engaged. With the magnetic field compensation engaged, the counter prop-
agating Raman peaks are clearly visible, 250 kHz from the co-propagating
peak. While some coherent control was performed, a full interferometer was
not observed. It was not established why this was the case during the trial,
as time constraints prevented further investigation.

6.4 Ruggedness

After each field trial, a review of the apparatus was conducted to identify
points of weakness and failure. The most frequent impact of the trials was
the misalignment of optics due to system vibrations. This was very easily and
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quickly corrected, but future versions of the experiment will include improved
damping of the system to prevent such misalignments from occuring. The
following sections will describe two more significant sources of failure in the
experimental setup, and how they will be mitigated in the future.

6.4.1 Raman Mirror Mount

(a) (b)

Figure 6.18: (a) Camera image of the scatter from the retro-reflected Raman beam after
the mirror mount piezo had collapsed. The camera is pointed towards the end of the
Raman telescope. The reflected beam should be well aligned to the telescope, but most
of the light scatter is on one side of the optics mount, showing significant misalignment.
(b) Photograph of the broken piezoelectric actuator which caused the Raman mirror mis-
alignment while in-vacuum.

The mount for the Raman mirror used in this transportable demonstrator is
based on a design successfully used in the Imperial laboratory accelerometers
and gyroscopes for some time. However, trials revealed a weakness in this
design when deployed in a high vibration environment.

Figure 6.18a shows the end of the Raman telescope, with the reflected beam
clipping the edge of one side, indicating a misalignment of the Raman mirror.
After removing the mirror from the science chamber, it was discovered that
the piezo-electric actuators used to align the mirror had sheared in two,
resulting in a misalignment of around 15 ◦. Figure 6.18b shows the mirror
mount and broken piezo. The timing of this shearing event is unclear. A
new gimballed mirror mount with additional restraints to help prevent hyper-
flexion of the piezos in noisy environments is currently being developed.
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6.4.2 Raman Telescope

(a)

Waveplate
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Figure 6.19: (a) Camera image of the Raman beam taken through the Raman window.
The camera was positioned at the same distance from the Raman mirror as the atoms. (b)
Photograph showing part of the pattern on the telescope quarter waveplate which caused
the aberration seen in (a). The waveplate is made up of several layers of substrate, so it
is likely that the different layers had delaminated to cause this pattern.
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Figure 6.20: Measured degree of circular polarisation across the Raman telescope after it
was damaged and removed from the vacuum. The blue points show the positions measured
and the colour scale is shown in the legend.
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Inspection of the Raman telescope after the trials revealed damage to one of
the telescope optics. Figure 6.19a shows an ex-vacuo image of the Raman
beam, 30.5 cm from the quarter waveplate. The dark lines and diffraction
fringes result from a delamination of the waveplate, seen in figure 6.19b. Fig-
ure 6.20 shows a contour plot of the measured degree of circular polarisation
(DOCP), as defined in equation (5.8) at different positions in the Raman
beam, using the method described in section 5.4.1.2. Firstly, the overall
DOCP decreased by around 20%, which means that a significant amount
of Raman beam power was not of the correct polarisation to drive counter-
propagating Raman transitions. There are also changes of up to 10% in the
DOCP across the beam, which led to changes in differential light shift across
the atom cloud, giving each atom a slightly different two-photon detuning.
When the damage to the telescope occurred is also unclear, and investiga-
tions into its cause are ongoing. Preliminary findings suggest that localised
pressure points, arising from the retaining ring, stressed the waveplate to the
point of breaking under the influence of high vibrations. A new design for
the retaining ring which reduces pressure on the waveplate is currently under
development.

6.5 Lessons Learned During Sea Trials

Deploying quantum sensors outside of a laboratory environment presents sig-
nificant technical and practical challenges. Here, I will review some of the
lessons learned from our first maritime tests. I hope this will help steer de-
velopment of a more robust system and help those continuing this work on
future trials.

Electrical power - We typically power our quantum sensor from a lithium-
ion battery, under constant trickle charge. During trials we were unable to
charge this battery from the ships generators. The reason for this is currently
not well understood, but preliminary investigations suggest that the protec-
tion circuitry of the battery rejected the input supply because the ship’s
ground is different to a domestic mains supply or due to high-frequency
noise on the input. The battery could be successfully charged from shore
supplies, while alongside, and could power the entire system for 5 hours if
fully charged. Once the battery ran flat, the experiment was connected di-
rectly to the ship’s power. However, this is noisy and unreliable4, and reduced
the total operating time available. Using a maritime battery during future

4During cleaning of the decks it was observed that the combined power drawn by our
quantum sensor and the crew’s vacuum cleaner was enough to trip the generator.
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trials will help prevent unnecessary down-time of the experiment.

Pressure - We observed that the pressure in the science chamber, recorded
using the ion pump current, increased during the field trials, peaking at a
maximum value of 7 × 10−7mbar, compared to a pressure of 2 × 10−8mbar
recorded while in the Portsmouth HMNB. This coincided with a ten-fold re-
duction in MOT atom number. Back in the lab, after the trial, the ion pump
current continued to fluctuate by up to two orders of magnitude, although
the MOT atom number returned to the pre-trial level of around 8× 108. We
attribute the reduced MOT atom number during the trial to a genuine in-
crease in pressure caused by out-gassing of the sublimation pump caused by
mechanical agitation5. The ion pump current fluctuations after the trial ap-
pear to result from an increase in leakage current, potentially caused by the
out-gassing spikes. An independent cold cathode pressure gauge, installed
after the trial, recorded a consistent pressure of 4× 10−8mbar after the test.
Alternative pumps, less effected by mechanical agitation, would improve the
background pressure that can be achieved during trials, and therefore the
coherence times of the interferometer. New pump free vacuum technologies
may prove to deliver ultimate performance, although more testing is required.

Laser performance - The feedback loops stabilising the Master and Ap-
prentice lasers struggled during trials. The birefringent filter of the Appren-
tice laser was particularly affected, resulting in regular 2GHz mode-hops.
This ultimately limited the operational time available during trials. Fur-
ther mechanical damping of the system as a whole, as well as targeted local
damping of key optical components are underway in preparation for future
trials.

5Based on discussion with the pump manufacturer.
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Chapter 7

Conclusion and Future Work

7.1 Summary of this work

During this PhD I have built Imperial’s first transportable quantum ac-
celerometer. The system loads more the 109 atoms in 400ms in a 3D MOT,
loaded from a 2D+ MOT. Sub-Doppler cooling is then used to cool the
trapped atomic cloud to around 5 µK, and launch the atoms both verti-
cally and horizontally using a moving molasses technique. Next, atoms are
efficiently prepared, with a narrow velocity class, in the |F = 1,mF = 0⟩ hy-
perfine state through the use of six state preparation and blowaway steps.
A custom telescope has been constructed to provide collimated, circularly
polarised light to drive stimulated Raman transitions in the experiment. In-
terference fringes with a contrast of 0.139± 0.004 for an interferometer time
of 20ms have been shown in the laboratory, after preliminary optimisation
of the contrast. Field trials have been undertaken with the demonstrator,
alongside the Royal Navy, characterising its robustness to transportation,
and highlighting parts of the apparatus where improvements are needed to
work in a turbulent environment.

I have characterised the performance of my transportable demonstrator in
the laboratory and undertaken an initial comparison of its performance in the
field with the lab. This is a critical first step towards developing a robust and
reliable sensor that can operate as well in the field as it does in the lab. As
a result of the work undertaken as part of this PhD, and after implementing
the changes described in chapter 6, acceleration sensitive fringes have now
been demonstrated onboard a moving train. This data will be presented
and described in detail in a future PhD thesis. Development of the Imperial
sensor remains ongoing.
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7.2 Outlook

7.2.1 Current Landscape of Atom Interferometry for
Navigation

The development of atom interferometers for navigation is already a global
endeavour. Research groups have demonstrated gravimeters [86] and grav-
ity gradiometers [87] in the field, and the technology has even developed
into commercial products, with gravimeters sold by AOSense [88], Vector
Atomic [89], and Muquans [90]. Despite the advancements in gravimeter tech-
nology, only one other group, based in France, has publicly demonstrated a
horizontal quantum accelerometer on a moving platform [91, 92].

7.2.2 Next steps for this sensor

The position error for current, classical, inertial navigation systems is limited
by the bias drift of the underpinning inertial sensors. Quantum sensors offer
the advantage of much smaller drift, allowing more accurate long-term navi-
gation. A key next step for characterising the performance of transportable
quantum sensors will be to directly measure the bias drift in the field. Pre-
liminary work on this is already underway using one of the Imperial College
laboratory-based systems [44]. In the lab, colleagues have shown that the
Allan deviation for the interferometer noise averages down at 1/t for over 18
hours, corresponding to a drift < 1 ng h−1. To make an absolute measure-
ment of the relative drift rate, a comparison to second, independent, sensor
is required. A second transportable system is currently under construction
and will be presented in future work.

The long term aim of creating a full navigation system will involve the in-
clusion of multiple axes of both acceleration and rotation measurement. The
system built during this PhD was designed to also function as a gyroscope,
and future work on this experiment will also be to demonstrate the effective-
ness of both acceleration and rotation measurements in the field.

More field trials on a range of different moving platforms are planned for
the near future, which will allow further testing of how the system performs
in new environments. The work undertaken in this PhD will continue to
highlight necessary upgrades to the system, most notably in the improvement
of vibration isolation and improvement of the laser frequency stability.
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