Imperial College of Science, Technology and Medicine
Department of Mathematics

Towards improving Bayesian optimisation for
the physical sciences via long-term planning

Jose Pablo Folch

Submitted in part fulfilment of the requirements for the degree of
Doctor of Philosophy in Modern Statistics and Statistical Machine Learning
of the University of London and the Diploma of Imperial College,
September 2024






The copyright of this thesis rests with the author. Unless otherwise indicated, its contents
are licensed under a Creative Commons Attribution-Non Commercial 4.0 International Licence
(CC BY-NC). Under this licence, you may copy and redistribute the material in any medium
or format. You may also create and distribute modified versions of the work. This is on
the condition that: you credit the author and do not use it, or any derivative works, for a
commercial purpose. When reusing or sharing this work, ensure you make the licence terms
clear to others by naming the licence and linking to the licence text. Where a work has been
adapted, you should indicate that the work has been changed and describe those changes.
Please seek permission from the copyright holder for uses of this work that are not included in

this licence or permitted under UK Copyright Law.



Abstract

Design of experiments is a vital area of research in all sciences. Initially an arduous and expen-
sive task due to the need to manually do experiments, there has been massive opportunity to
advance scientific research through the use of automation. Bayesian optimisation has emerged
as the leading tool for expensive black-box maximisation, in particular with regards to selecting

the configuration of expensive-to-train machine learning models.

In the physical sciences we face a much more complicated task, where the dynamics of ex-
perimentation are subject to strict physical constraints, time-delays, and varying accuracy of
measurements. In order to unleash the potential of Bayesian optimisation for scientific discov-
ery it is vital to adapt the algorithms to all the constraints faced in real-world scenarios. In

this thesis we will tackle three of those problems through planning.

We look at multi-fidelity and asynchronous batch optimisation. These refer to the setting where
we can use cheap measurements to approximate expensive experiments which may take a long
time to run. The desynchronisation between experiments and the potential to parallelise them
results in the asynchronous setting, where we must choose new experiments while taking into
account other yet-unfinished experiments. We show there is a close relationship between both

areas and propose an algorithm for combining them efficiently.

Later, we look at two related physical problems. Traditionally Bayesian optimisation can freely
query any experiment in the search space. However, in the physical sciences we often cannot
make large changes between experiments as it may be costly or break the system dynamics. By
planning full trajectories through the search space we are able to efficiently optimise the under-
lying functions, and extend Bayesian optimisation to a whole range of physical problems. We
showcase connections with previous Bayesian optimisation approaches, real-world applications,

and experimentally validate the benefits of the proposed methods.
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Chapter 1

Introduction

1.1 Motivation and Objectives

The concept of finding the optimal conditions of a system is something every person faces daily.
What is the fastest route to work? How can I best prepare a meal? What is the most efficient
way of getting my daily tasks done? Humans have developed an intuition for these kind of
optimisation problems, and are very capable of learning through experience. [ took that route
last time and the traffic was impossible, I will take a detour instead. This pasta with that sauce
was very tasty, I'll repeat the recipe and add some onions. I am more efficient at work if I
exercise in the mornings. Fvery single one of us is constantly solving optimisation problems.
We do not optimise in the sense of Newton or Fermat — we do not have access to gradients.
Instead we have developed an intuition for optimising through interactions and subsequent

observations of our environment, an efficient trial-and-error strategy.

The mathematical area of black-box optimisation seeks to formalise such problems. Assume we
have a system that we can interact with, and a quantity of interest represented by a function
f. Example of such functions include how much time it will take us to get home from work,
the flavour of a cookie recipe, or the time at which we finish all our daily tasks. For each
interaction, we can modify the system according to some input space X which corresponds to

actions we can choose: what route to take in traffic, what ratio of the recipe’s ingredients will
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we use, in what order do we go about our daily tasks. Whenever we choose an input x € X we

obtain a noisy observation of the environment:

y=f(r)+e

where € represents the random effects out of our control, for example, a traffic accident.
We are able to interact with the environment many times and therefore build experience on
what the black-box function f looks like, storing all our experience into a data-set D; =
{(zo,v0), (x1,91)--, (Ts—1,9-1)}. We can use this data-set to inform future decisions when in-
teracting with the environment. Our final goal is to find the optimal conditions of the function,

x4, which, without loss of generality, is simply a maximization problem:

z, = argmax f(x). (1.1)
zeX

Finding the optimum can be done simply via randomly obtaining so much information that
we know the location of x, with certainty. However, it is typically the case that querying the
black-box function is expensive with respect to time, money or other resources. This is an

important problem which arises, not only in our every-day lives, but in almost all sciences.

In computer science, we might be interested in tuning the parameters of a machine learning
model which requires many days of heavy compute to train. In chemistry, it is common to want
to find the optimal conditions of a reaction whose kinetic dynamics are poorly understood,
this is done in a lab via physically carrying our the reactions and observing the results. In
aerodynamics, we may want to minimise the wind resistance of a car’s chassis which requires
expensive testing in a wind tunnel. In physics, we may want to optimise the final state of a
dynamical system given the initial conditions, however, each simulation of the system can take

hours or days.

In order to save time and money, it is necessary to develop efficient algorithms that optimise
black-box functions for the smallest number of iterations as possible. Here we can use our

human intuition of how we go about solving such problems in our every-day life. Consider the
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example of baking cookies. We might begin with no information of what recipe we want and
bake a few recipes at random. After this we will begin baking good recipes that are similar
to our favourite one so far, i.e., we exploit the knowledge we have. However, every now and
then we might bake something completely different from anything we have done before, just
out of curiosity to see what it will taste like, i.e., we explore to gain new knowledge. This leads
to potentially finding a very good or very bad recipe, however, it is still an important part of
the process. Indeed the random recipes we bake at the begging correspond to an explorative
step. This trade-off between exploration and exploitation is what we as humans have learned
to balance through experience. Note that there are two important factors to balance such
trade-offs: (i) we are able to predict how the underlying unknown function f looks like, but
also (ii) we are also able to quantify our uncertainty about certain inputs — we know how much

we don’t know.

Bayesian optimisation is an area of research following the simple ideas just introduced but in a
rigorous mathematical manner. By using a Bayesian model of the unknown function f we are
able to make predictions while also quantifying the uncertainty in our predictions. Therefore,
we are able to come-up with strategies that balance the exploitation-exploration trade-off and
efficiently optimise black-box functions through a small number of observations. The interest
in Bayesian optimisation emerged early on from choosing the best treatment in clinical trials
[Thompson, |1933], and grew when looking at global optimisation techniques [Mockus, [1974] in
the 1970s. Recently, however, we have observed a large surge of interest due to the need to
tune the hyper-parameter of expensive-to-train machine learning models (as well as targeted
advertising in online platforms). This has led to a myriad of new efficient methods for global

optimisation of black-box functions.

Inspired by this surge, the physical sciences have emerged as a very promising area for the
application of Bayesian optimisation techniques [Mowbray et al. [2021}, Thebelt et al., 2022c|
Van De Berg et all 2022]. However, each new application comes with new problem struc-
tures which may be incompatible with current state-of-the-art techniques. Indeed the vanilla
sequential black-box optimisation problem which we just described represents a massive over-

simplification of most real-world systems. To give a few examples of these:
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(I11)

(IV)

In many cases we are able to estimate the expensive black-box function at lower cost.
This can be through interaction with other environments whose observations give us a
possibly noisier or biased approximation of the true optimisation objective. We humans
do this often, for example, by having a small taste of the food before it is finished cooking
and adjusting accordingly. A second example arises in chemistry where we can carry out
tests on a reaction at low residence time to estimate the effects when the residence time

is high.

We may be able to interact with the environment simultaneously to obtain many parallel
observations at the same cost. Furthermore, it might be the case that measurements re-
turn at uneven time-frames and we might need to make decisions while other experiments
are running. For example, when baking cookies we can make each of them a different
recipe and obtain results on many observations. Similarly, we may be able to test various

reactions in the lab by using reactors in parallel.

There may be a switching cost associated with subsequent experiments. For example
consider environmental monitoring; assume that we have an automated vehicle looking
for a source of maximal pollution, indeed to take a measurement we need to wait for the
vehicle to reach the requested location. Experiments close to each other will incur a much

smaller cost than experiments that are further away.

Sometimes switching costs may not be enough, and we might have strong constraints on
the changes we are allowed to make. For example, an automated vehicle must return
to vehicle bay in order to avoid running out of power in the middle of the environment.
Another example are flow reactors, where small changes are needed to maintain the

steady-state of the reaction and therefore obtain accurate measurements.

A common theme to all the above problems is the need to plan in order to have efficient

optimisation. Indeed we must consider how will my current actions affect which observations

I will obtain in the future? In this thesis, we investigate all the problems described above and

propose Bayesian optimisation solutions as to efficiently optimise systems which fall into those

categories.
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1.2 Contributions

In this thesis we present a comprehensive review of Bayesian optimisation and how it has
developed with respect to physical science applications. In particular, in Section 2 we introduce
the building blocks of Bayesian optimisation, Gaussian Processes. We then formally introduce
Bayesian optimisation’s fundamental concepts and give a thorough description of how it can
be used to optimise black-box functions. We further describe how it can be described as a
myopic approximation with respect to a decision making problem, and how many authors have

attempted to tackle this myopia — and why current methods fall short in many applications.

In Section 3 we describe a novel algorithm that allows the combination of multi-fidelity meth-
ods and asynchronous batch Bayesian optimisation in general settings. Motivated by efficient
battery design, we showcase how the existing literature can fit together into a two-step process:
first all points are chosen using standard batch Bayesian optimisation and then multi-fidelity
methods are applied to choose whether to evaluate the expensive black-box function or whether
to obtain a cheap approximation instead. This extends previous literature as the acquisition
method for the points is fully general, and therefore specialist acquisition functions can be used.
We showcase this by giving an example in high-dimensional optimisation, and also include gen-

eral results that give empirical evidence of the benefits of our approach.

In Section 4, we introduce the problem of Bayesian optimisation under switching or movement
costs. This problem has seen little research and we provide the first algorithm that tackles the
problem in generality for any type of cost. Our approach, dubbed SnAKe, is shown to perform
as strong as traditional Bayesian optimisation methods while keeping movement costs much
smaller. We motivate the importance of the work by looking at applications in chemical reactor
optimisation and environmental monitoring. Finally, we present extensions of the algorithm to
many practical setting, including multi-objective optimisation and the addition of strict local

constraints.

In Section 5, we consider the problem of Bayesian optimisation under transition constraints.

Such problems arise in many settings, but we motivate it primarily by looking at optimisation
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in flow reactors where the experiments are carried out in episodes and certain variables must be
monotonically increasing in the optimisation process. By considering advances in exploration
in Markov chains and linear bandit optimisation, we develop the first algorithm that tackles
maximizer identification with general transition constraints in discrete search spaces, and show
competitive performance in continuous spaces under box constraints. We give examples of three
real-world applications: flow reactor optimisation, environmental monitoring, and the tuning

of an electron laser.

Finally in Section 6 we provide a discussion and conclusion of the work, and present the possible

impact of the work, and directions of future research.

1.3 Statement of Originality

All the ideas presented in this thesis are my own work, unless stated otherwise. All concepts

which are not original are properly cited and credited.

1.4 Publications

The work presented in this thesis has results in three publications, and one further paper under

review. These are:

e Folch et al.| [2023a] which was published in the Journal of Computers & Chemical Engi-
neering in 2023, where it was given the Best Paper Award for 2023. This paper formed
the basis for Chapter [3]

e Folch et al.|[2022] which was published in Neural Information Processing Systems in 2022.

This paper formed the basis for Chapter [
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e [Folch et al| [2023b] which was published in the NeurIPS 2023 Workshop on Adaptive

Experimental Design and Active Learning in the Real World in 2023. This short paper

formed part of Chapter [4]

e [Folch et al.| [2024] which has been accepted for publication in Neural Information Pro-

cessing Systems for 2024. This paper formed the basis for Chapter

A further work, Stoddart et al. [2023] was published in the NeurIPS 2023 Workshop: Tackling

Climate Change with Machine Learning, which the author of this thesis supervised.



Chapter 2

Background Theory

2.1 Introduction

We will now review the necessary technical background that will form the basis of the thesis.
In Section 2.2l we take a look at Gaussian Processes which are the basic model which we will
use to build our predictions and quantify uncertainty. We then introduce Bayesian optimisa-
tion formally in Section and describe vital concepts such as acquisition functions and batch
Bayesian optimisation. In Section [2.4] we explain how Bayesian optimisation can be reformu-
lated as a myopic approximation of a difficult sequential decision making problem. We further
describe the non-myopic problem in detail and explain why tackling the problem directly is

computationally infeasible.

2.2 Gaussian Processes

Gaussian Processes (GP) [Rasmussen and Williams, [2005] are an stochastic processes such
that every finite dimensional distribution of the process is Gaussian. In other words, given an

index set X, then a stochastic process f(x) is said to be a Gaussian process, GP, if for any

8
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X1, %9, ..., T, € X then:
(f(x1), ..., f(xy)) ~ MultivariateNormal(m, K)

where m is a mean vector and K a covariance matrix. In fact, for an arbitrary mean function
my¢ : X — R and given any positive definite function k : X x X — R, we can build a Gaussian
process that follows a mean defined by m; = my(x;) and a covariance structure defined by
Ki; = k(z;,z;). The covariance function k is usually known as the kernel function and it

encodes important attributes of the underlying stochastic process.

Using GPs we are able to model unknown functions via taking a Bayesian perspective and
assuming it is a realisation of a Gaussian processes. In other words, we assume that f ~ GP
as a prior. We then assume our observations of the underlying function are noisy realisations

of the process:

y=f(z)te

where ¢ follows some noise distribution. Throughout this thesis we follow the most simple
and common assumption that the noise is zero-mean Gaussian with variance o2. Given data
D = {(z1,11), -, (Tn,yn)} we can then obtain the posterior of the process through Bayes’

Theorem:

p(Y|£(X), X)p(f(X)|X)

PO X) = Y

Note that we know the from our assumptions both p(Y|f(X),X) and p(f(X)|X) follow a
Gaussian distribution and the posterior can be found to follow a Gaussian distribution as well.
This holds more generally, and it can be shown that the posterior stochastic processes is also a

Gaussian processes with mean and covariance functions given by:

pp(x) = mo(x) + k(z)" (Kxx 4+ 0*1) ™ (y — mo(X)) (2.1)

k5 (z,2') = k(z,2") — k(2)" (Kxx + 1) k() (2.2)

where my(-) and k represents the prior mean function and the kernel, k(z); = k(z,x;), and

K,; = k(x;,zj). While the computations are analytical, note that they come at the cost of an
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N x N matrix inversion which leads to a O(N?) computational cost.

2.2.1 Kernel functions

Perhaps the most important feature of a Gaussian Process is the kernel. It defines important
properties of the underlying random functions, such as smoothness, differentiability and vari-
ability. The most commonly used kernel is the radial basis function or squared exponential

kernel, defined as:

x—2'|?

k x,7') = ex I

rpr(T,7") = exp ( 57

where the parameter ¢ is known as the lengthscale of the process. This is an important hyper-
parameter that defines how close two points have to be (in the L? sense) to be correlated. This

notion can be extended so that variability is independent for each input dimension |[Williams

and Rasmussen, |1995]:

Fanp (@, 2) = exp <—%(:p — Az — x')) (2.3)

where A = diagonal(({4, ...,¢4)). Each individual length-scale ¢; represents the variability of
the function in the ith dimension. An important attribute of kernels is that we can build new
kernels via multiplication or addition. Indeed, the ARD kernel can be obtained as the product

of dimension-independent standard one-dimensional RBF kernels:

d (i — 2)? d
karp(r,2') = HGXP <—#) = H krpr(zi, 23]0).
‘ i i=1

We will later show how this can be useful to build new kernels for models that have multiple
information sources (Section [3)) and to incorporate prior knowledge into the Gaussian process
(Section . It also means that we can scale the kernel, e.g., k(x,z") = VszBF(x@/). Here v is
commonly known as the outputscale hyper-parameter of the kernel and it defines the variance
of the prior GP functions. It is also common to think of the noise level, o, as a model hyper-

parameter as it is commonly unknown.
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2.2.2 Kernel hyper-parameters and the marginal-likelihood

We have introduced kernels and their corresponding hyper-parameters, however, it is very
important to choose them correctly. Indeed, consider two cases of fitting a model as shown in
Figure In the first case, Figure we fit the model using a large lengthscale and noise
and it can be seen that the model simply predicts everything to be a realisation of an almost
constant but very noisy process. In the second case, Figure 2.1c¢, we instead fit using more
reasonable (and much smaller) hyper-parameters for the noise and lengthscale — it is clear that

the model fit is much better.

[) [Ty ) I
e Observed

—— GP Posterior

e Observed
1.5 —— GP Posterior 1.5

0.0
-1.5
[Marginal log-likelihood: -1.15] Marginal log-likelihood: -0.04
-1 0 1 -1 0 1
X X

(a) Gaussian process fit with large noise and (b) Gaussian process fit with very small length-
lengthscale hyper-parameters. scale.

e Observed

1.5 —— GP Posterior

> 0.0
-1.5
[Marginal log-likelihood: 0.08|
-1 0 1
X

(¢) Gaussian process fit with small noise and
lengthscale hyper-parameters.

Figure 2.1: Two GPs fit on the same data, with different hyper-parameters. We show the data
as black dots, and the model’s mean and confidence intervals in blue, as well as displaying the
corresponding marginal log-likelihood of each model.
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Therefore it becomes vital to choose the right hyper-parameters for the model to be useful. A
simple way of choosing the hyper-parameters could be prior knowledge about the underlying
function, however, it is possible that no prior knowledge is available, or at least it may be
concrete enough to give us good hyper-parameter estimates. Luckily, Bayesian model selection

gives us a way of automatically choosing (or learning) the hyper-parameter values.

Given a model parameterised by 6 € ©, the marginal-likelihood, also known as the Bayesian
evidence, is defined as the probability that the data is randomly generated by the model’s prior

distribution:

p(y|X.0) = / p(ylf. X, 0)p(f1X.0)df.

It can be written in closed form due to the properties of Gaussian distributions, and it is more

common to use the marginal log-likelihood since it is more stable to optimise:
1 5 9 1 9 n
log p(y|X,0) = —3Y (Kxx +0° 1)y — Elog|KXX +o°I| — 510g27r. (2.4)

This quantity is very useful as it allows us to differentiate models without over-fitting. Indeed
if we chose the hyper-parameters that maximised the likelihood we would be highly prone to

over-fitting.

Instead, the marginal likelihood will have a preference towards choosing the simplest model
which is consistent with the data. To see this, consider that simpler models are able to generate
"less” data-sets, therefore if two models fit a data-set, the simpler one must assign higher
prior probability to it. It is said that the marginal-likelihood encodes Occam’s Razor in this
sense. The marginal likelihood has also been shown to be equivalent to doing exhaustive cross-
validation |Fong and Holmes, 2020]. See again Figure showcasing three different models.
Figure shows the simplest model, however, it does not fit the data well. Figure shows
a model that fits the data, however, it has a lengthscale that is too small making the model far
too complex. Figure [2.1¢/shows the model with the correct hyper-parameters. We can see that

the best model has the largest marginal log-likelihood. This gives us a method for learning the
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hyper-parameters simply by maximizing the marginal likelihood:

6 = arg max log p(y| X, 0). (2.5)
=)

The optimisation is non-convex and difficult to solve exactly, however, it can be easily approx-
imated via gradient methods with multi-starts. It is important to note that there are some
drawbacks to using the marginal-likelihood for choosing the hyper-parameters. In particular,
calculating the log-determinant in Eq. is of order O(N?), and in addition the marginal
log-likelihood can still be prone to over-fitting in many cases |Lotfi et al.| 2022]. These disad-
vantage can be mitigated, for example, by using sparse approximations to GPs [Snelson and

Ghahramani|, 2005, [Van der Wilk}, 2019] or by setting reasonable priors on the hyper-parameters.

2.2.3 Finite dimensional approximations and sampling

Gaussian processes define a distribution over functions. Across this thesis we will often be
interested in creating sample functions from this distribution, however, doing this is non-trivial.
Given a specific set of target inputs, z,, it is easy enough as the distribution of f(z.|D) is
Gaussian and we can use standard techniques. However, assuming we want to solve optimisation
problems in a sample function, for example, maximizing it: max,cxy }(x) such that f ~ f |D;
then we need a way of sampling the function itself. While this cannot be done exactly, we can

use properties of kernel methods to obtain approximate samples.

This follows from the use of Mercer’s Theorem [Konig, 2013] which states that under some

regularity assumptions a kernel k£ can be decomposed as:

k(x,2") = Z Aigi(2)¢i(2)

where \; and ¢; are eigenvalues and eigenfunctions of the kernel operator Tj,(f)(x) = [, k(z, ') f(a')dx’.

/
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In particular, this means we can rewrite the Gaussian process as:

S =y \/%@(x)wi wi ~ N(0,1) (2.6)

and we can build a finite-dimensional approximation by simply truncating the sum at term M.
This has been explored in the context of reducing the computational cost of GPs by considering

an M-rank approximation to the kernel matrix.

The decomposition is non necessarily unique, and there are many methods to create the eigen-
functions, such as using random Fourier features [Rahimi and Recht, 2007, Mutny and Krause,
2018] or Nystrom features [Williams and Seeger, [2000]. Recently, it has been proposed to
use separate methods for prior sampling and posterior updating which leads to more efficient
sampling [Wilson et al. 2020]. Once the features have been chosen, we can create function
samples via the weight vector w whose posterior is Gaussian and well known from Bayesian

linear regression.

2.3 Bayesian Optimisation

As discussed in the introduction, our goal is to optimise expensive black-box functions. In
recent years Bayesian Optimisation |Jones et al., 1998, [Shahriari et al., 2016] has emerged
as one of the leading solutions for such problems. The methods go through the sequential
querying of the black-box function to obtain a sequence of experiments and noisy observations
Dy = (x1,y1), -, (2, y;) where the sequence is carefully chosen as to optimise the function.

Generally the metric that we are trying to optimise is simple regret, defined as:

SR, = f(z*) — arg max f(z;) (2.7)

i=1,..t

which measures how close our best observation is to the true maximum. While this metric is not
generally observable in real-world experiments (due to experimental noise and lack of knowledge

of the optimal value), it can be used to benchmark algorithms in synthetic experiments, as well
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as being the subject of many theoretical results.

Queries are chosen through the use of an acquisition function, «, which assign a measure of
experimental value to each possible experiment. These functions tend to be easy and cheap to

optimise, and will define an inner optimisation loop in the Bayesian optimisation process:

x4 = arg max a(z|D) (2.8)
reX

where the dependence of the acquisition function on the Gaussian Process is implied by the
dependence on the data-set. From this basic idea we obtain the Bayesian optimisation loop,

which is described in generality in Algorithm

Algorithm 1 General Bayesian Optimisation Algorithm

INPUT: Acquisition function choice, a;; budget, T’; initial data-set D,
fort=1,2,3,...,T do

x; = argmax, y o(x|Dy_q) // Choose next experiment
Y = Ty + € // Obtain noisy observation
Dy =Dy U (x4, 44) // Update data-set

Update Gaussian Process posterior

2.3.1 Acquisition functions

Perhaps the most important aspect of a successful Bayesian optimisation implementation is to
make sure the choice of acquisition function is appropriate. Many have been developed and
they continue to be the subject of ongoing research. In this section we will describe a few of

the most important ones.

Expected Improvement
One of the simplest, yet most widely used, acquisition functions is expected improvement (EI)
[Mockus|, 1974, [Jones et al. [1998]. Tt is based on the simple idea that we want to choose the

experiment which will improve out current best observation the most in expectation. That is:

apr = By [max(f(z) — Ypest; 0)] (2.9)
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where is the best observation we have seen so far, ypess = maxyep, y. In particular, due to the

properties of Gaussian processes, this can easily be shown to have the analytical expression:

apr = (() — Ypest) P <M) + oy(2)0 (M)

o(x) o(z)

where p:(x) and o.(z) represent the mean and variance functions of the posterior Gaussian
process, and ® and ¢ are the cumulative density and probability density functions of a standard

Gaussian.

Probability of Improvement
Instead of considering the best improvement in expectation, we can simply consider which
query x € X has the largest probability of improving on our best observation. This leads to

the probability of improvement (PI) [Kushner, |1964] acquisition function:

apr(z) = Pra) (f (@) > Ysest) (2.10)

which again can be easily calculated analytically:

apr(z)=1—® (w) .

o(z)

While intuitive, note that this time we do not consider the magnitude of the improvement. In

addition, this acquisition function is known to be a little too exploitative.

Upper Confidence Bound

Taking inspiration from multi-armed bandits [Lai and Robbins| |1985], we can instead choose to
be optimistic about our surrogate model. Indeed we can build confidence intervals around each
value f(z)Vz € X and choose the experiment with the largest possible value. This is achieved

by the Upper Confidence Bound [Srinivas et al 2010] acquisition function:

apep(r) = w(x) + Po(x) (2.11)

where [ is a hyper-parameter which controls how optimistic we want to be about the function.
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Due to the underlying Gaussian distribution this can be chosen according to the Bayesian

credible intervals, e.g., a 95% interval corresponds to S = 1.96.

Thompson Sampling

Thompson Sampling [Thompson, 1933] introduces the idea of sampling-based optimisation,
whose theoretical and empirical performance has been investigated in broader contexts such as
multi-armed bandits [Scott, 2010, May et all [2012] and more recently Bayesian optimisation
[Russo and Van Roy|, 2014, Kandasamy et al} 2018, |Grant and Leslie, [2020]. Due to the ran-
domness of the underlying Gaussian process, we also obtain a plethora of induced distributions
on properties of the function itself. For example, since the function follows a distribution, then
the derivatives also follow a stochastic process. Most importantly, the location of the maxi-
mum z, = arg max,.y f(z) also has an induced distribution. Unfortunately the distribution is

incredibly complex and even estimating it can be difficult [Hennig and Schuler| [2012].

However, it is relatively easy to sample the distribution. Indeed by creating a sample of the
Gaussian process and then maximizing it, we obtain a sample of the true distribution of the
maximum, &, ~ p(z,). Alternatively, we can think of the selection process where we optimise

a random acquisition function where:

ars(@) = J(z) [~ fID. (2.12)

The sampling can be done exactly over a discrete space of target inputs, or alternatively, we
can create continuous samples via the finite-dimensional approximations described in Section

2.2.9l

Entropy Search

Finally, we can instead take an information theoretic view of the problem. Indeed, as discussed
for Thompson Sampling, the Gaussian process induces a distribution on the location of the
maximum, x,. An intuitive avenue for optimisation is to try to reduce the uncertainty in x,.
The notion of the uncertainty for a random variable is formalised in information theory under

the guise of entropy. The entropy search acquisition function [Villemonteix et al., 2009] chooses
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the experiment that will lead to the maximum expected reduction in entropy:
as = H(@,|D) — Eyp [H(2,|D U {(2,1)}] (2.13)
where H denotes the differential entropy of the posterior distribution of x,:

H(z.|D) = /p(x*|D) log p(z.|D)dz..

This acquisition function, while theoretically grounded, is not tractable to compute and Monte
Carlo approximations have to be made. Predictive Entropy Search [Hennig and Schuler; [2012]
shows how to do this efficiently using Thompson Sampling. Other advances include focusing
on the information gain of the value of the optimum, f(z,), instead of on the location [Wang

and Jegelka, |2017], to reduce the dimensionality of integrals that need to be estimated.

2.3.2 Batch Bayesian Optimisation

So far we have considered the standard Bayesian optimisation formulation, where a single
experiment is chosen and observed before choosing the next one. An important variant of the
problem considers the case when many experiments can be run in parallel. In such cases, we are
interested in choosing a set of experiments to be run, instead of a single query. In generality,
the Bayesian optimisation solution of the problem can be formulated as for the standard case

by using acquisition functions which are now a function of a set of ¢ points lying in A

{1}t = arg IE%X a(xs|Dy—q). (2.14)
Ts€

The resulting general algorithm is detailed in Algorithm [2 Acquisition functions in such a
space can be more complicated, indeed consider the batched version of expected improvement

|Ginsbourger et al., 2008]:

ager(1, ..., xg) = E [max (max(f(z1), ..., f(4)) — Ybest, 0)] -
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The acquisition function cannot be calculated analytically and Monte Carlo simulations are
required instead. In addition, the space over which the acquisition function must be optimised
grows exponentially in g. Therefore it is also common for batch Bayesian optimisation algorithm
to mimic the sequential setting instead, i.e., the batch is created by sequentially adding points
in ¢ iterations. Details of such methods can be found in Chapter An alternative method
which will be frequently used in this thesis will be to use the inherent randomness in Thompson
Sampling to create batches — the main benefit being that we need to optimise ¢ independent

functions which can be done in parallel.

Algorithm 2 Batch Bayesian Optimisation Algorithm

INPUT: Acquisition function choice, a;; budget, T'; initial data-set Dy; batch size g
fort=1,2,3,...,T do

{@ir}i_ = argmax, cyo (xs|Dy—1) // Choose next set of experiments
Yekh = Tep + & Vh=1,. K // Obtain noisy observations
Dy = Dy U{(zp, yt,k)}szl // Update data-set

Update Gaussian Process posterior

2.4 Non-myopic Bayesian Optimisation

2.4.1 The myopia of Bayesian optimisation

So far we have described Bayesian optimisation in its simplest and most usual form. However,
note that when making decisions we are lacking one vital piece of information: the total op-
timisation budget remaining. Indeed all acquisition functions we have introduced so far are
independent of the budget, however, the optimal decision can vary depending on how many

observations are remaining. We give an example of such a case in Figure [2.2]

In all our applications it is important to consider how our current actions will have an effect
in the future of the optimisation, therefore in this section we explore the current solutions for

non-myopic Bayesian optimisation.
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Observed

GP Posterior
Underlying Function
Myopic BO
Non-Myopic BO

Figure 2.2: Example of myopic against non-myopic decision making with a budget of T' = 2.
We plot the queries chosen by each strategy as vertical lines. In a single step, BO will choose to
maximise the expected improvement by querying a point near the middle of the search space.
At the next iteration, BO will be forced to choose between using the final query in either the
right part of the space or the left, leaving one unexplored. A non-myopic decision maker can
recognise that taking a sub-optimal step and searching the right hand side of the search space
is correct, since we have one more query left to search the left hand side, which results in a
more complete search. A conveniently hand-picked, bi-modal, underlying function plotted in
black helps illustrate why this is important.

2.4.2 Markov Decision Processes

In order to formulate the Bayesian optimisation problem in full generality, we will require
to introduce the Markov Decision Process (MDP) framework. An MDP is defined by a
state space X, an action space A, and the system dynamics defined by a transition opera-
tor P(xii1|xe, a) Vopq, 0 € X a; € A which defines the probability of going to state ;41
given we chose action a; in state x;. In such processes, we can define a policy 7(a|x) as a
mapping dictating the probability of taking action a in state . We can then define decision
making problems where we seek to find a policy that achieves a certain objective within the

environment.
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2.4.3 Full horizon problem formulation

Bayesian optimisation can be reformulated as a sequential decision making problem in an MDP

where we try to optimise a reward function of a decision policy, m:

U(r) = Z Uy(n(Dy_y)) (2.15)

where 7 is a policy depending on all past observations. If we consider simple regret as the final
objective, we simply have improvement on best observation as the instantaneous reward:

Ui(zy) = max f(x) — max f(x).

z€Dy CEGDt_l

Two things that are important to notice. First, the quantity we are looking to maximise is a
random variable whose distribution is defined by the Gaussian process, even the expectation will
have a highly complicated form which will require expensive numerical methods to estimate.
Secondly, the state space is the space of all possible data-sets of size at most T, and the
action space is the search space X'. This makes the corresponding optimisation problem, 7* =

arg max, E[U(7)] extremely intractable due to the size of the search space.

Classical Bayesian optimisation can be rediscovered by taking a pragmatic approach to this
problem, and considering a one-step approximation of the objective and optimizing simply
Ui(m(Dy—1)) at every time-step, i.e., assume we only have one observation left and then solve
the decision making problem. Indeed if we seek to optimise the expected reward under a single
time-step, we recover Expected Improvement as the optimal policy. Alternatively, if we seek to

optimise the worst-case reward under a single time-step, we recover Upper Confidence Bound.

2.4.4 Look-ahead Bayesian optimisation

Many attempts have been made to solve the issue of myopia in Bayesian optimisation. Ideas
primarily revolve around making the look-ahead horizon larger, i.e., solving the problem under

the assumption that there are H observations left instead of just one. This is because even
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for small look-ahead horizons, finding the optimal policy is very computationally challenging.
Indeed, |Ginsbourger and Riche [2010] initially explore the problem by examining look-ahead
Expected Improvement for the case h = 2, and conclude “dimension reduction techniques and
well-tuned heuristics may be required to allow the computation of reasonable estimates for the

EI of a strategy with horizon larger than 2”.

Further work in look-ahead Bayesian optimisation has looked at approximating solutions through
dynamic programming approaches [Bertsekas| [2012], particularly the roll-out algorithm |Lam
et al., 2016]. In particular, Monte Carlo simulations are ran using a ‘base policy’ which allows an
approximation of the optimal reward — the most common example is to use a myopic Bayesian
optimisation policy for this. [Yue and Kontar [2020] explore the effect of the look-ahead horizon
and show that at most 2 or 3 look-ahead steps are required to get the benefit of non-myopia

before the computational costs grow too large.

Of more interest to our work, |Gonzélez et al.|[2016b] and |Jiang et al. [2020a] propose using
batch Bayesian optimisation to estimate look-ahead objectives. This is achieved by showing
that under access to an oracle that gives all future query locations, the expectation can be
cheaply calculated. While such an oracle does not exist, it can be approximated through Batch

Bayesian optimisation. Such techniques have been used to look up to 15-20 steps ahead.

2.4.5 The failures of look-ahead Bayesian optimisation

For the problems considered in this thesis we will need to plan and make non-myopic Bayesian
optimisation decisions. However, look-ahead Bayesian optimisation techniques currently fall
short in providing solutions to our problems due to the computational expense of solving the
full horizon problem formulation. For example, consider a problem where we must choose if we
want to carry out a cheap experiment that takes 1 minutes, or an expensive one that takes 100
minutes — this requires knowing the effect that an action at our current time-step will have 100
time-steps into the future. Horizons that long cannot be considered by current state-of-the-art

techniques.
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As a second example, consider having local search constraints in our Bayesian optimisation
set-up. For example, if we are optimising temperature in a reaction, assume we cannot change
it by more than 0.5°C per experiment — if we are optimising in a search range from room
temperature to 200°C then we may need to plan hundreds of steps into the future to avoid
local optima. [Paulson et al. [2022] investigated using look-ahead Bayesian optimisation for
locally constrained problems, however, the method was only applied for horizons smaller than
5 due to the computational expense. For very restrictive applications, such as those we will
consider in Chapters [4 and [5] we will be need to come up with different solutions which will
leverage classical optimisation problems, batch Bayesian optimisation, and eventually a return

to Markov decision processes.



Chapter 3

Combining Multi-fidelity Modelling

and Asynchronous Batch Optimisation

This chapter is associated with the publication |[Folch et al.| [2023a].

3.1 Preliminaries

The optimal design of many engineering processes can be subject to expensive and time-
consuming experimentation. For efficiency, we seek to avoid wasting valuable resources in
testing sub-optimal designs. One way to achieve this is by obtaining cheaper approximations
of the desired system, which allow us to quickly explore new regimes and avoid areas that are
clearly sub-optimal. As an example, consider the case diagrammed in Figure from battery
materials research with the goal of designing electrode materials for optimal performance in
pouch cells. We can use experiments with cheaper coin cells and shorter test procedures to
approximate the behaviour of the material in longer stability tests in pouch cells, which is in
turn closer to the expected performance in electric car applications |[Chen et al.; [2019| [Dorfler
et al., 2020, |Liu et al., 2021]. Similarly, design goals regarding battery life such as discharge
capacity retention can be approximated using an early prediction model on the first few charge

cycles rather than running aging and stability tests to completion [Attia et al., [2020].

24



3.1. Preliminaries 25

Furthermore, in most applications it is infeasible to wait for a single experiment to end before
planning new ones, due to the long waiting times for the experiments to finish (from a few
weeks to months). This means that in practice experiments will be carried out in batch or
in parallel. However, owing to the introduction of cheaper approximations and variations
in material degradation rates, experiments may not finish simultaneously. For example, if
our experimental batch consists of a mixture of cells tested with slower and accelerated test
procedures, some results will become available in a few weeks, whereas others can take months.
In the meantime, we do not want to leave resources idle while we wait for all experiments to
be finished. Therefore, we must select new experiments before receiving the full results from
those still in progress. This inspires the question: How can we automatically and continuously
design new experiments when the prior experimental data returns on different (and uncertain)

time-frames and the type of measurements may vary?

This chapter focuses on recent advances in multi-fidelity Bayesian optimisation [Kandasamy
et al.| 2016a, Takeno et al. 2020, Moss et al.,|2021b] and batch Bayesian optimisation [Gonzélez
et all 2016a, Alvi et al) 2019, Kandasamy et al., 2018, [Snoek et al. 2012]. Multi-fidelity
Bayesian optimisation uses cheap approximations of the objective function to speed up the
optimisation process. Batch Bayesian optimisation selects multiple experiments at the same
time. We explore the close relationship between both research areas, provide an overview of the
current state-of-the-art, and introduce a general algorithm that allows practitioners to simul-
taneously take advantage of multi-fidelity and batching while using any acquisition function of
their choice, significantly speeding up Bayesian optimisation procedures. We show the useful-
ness of the method by applying it to synthetic benchmarks, a high-dimensional example, and
real life-experiments relating to coin and pouch cell batteries tested with different measurement

procedures.

The contributions of this chapter include:

I. A brief review of state-of-the-art multi-fidelity and batch Bayesian optimisation methods.

IT. We propose an algorithm that allows us to incorporate multi-fidelity and batch Bayesian

optimisation to any acquisition function. Allowing many acquisition functions extends
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the current literature, because previous contributions are limited to a single acquisition

function each.

III. We provide an empirical study, that showcases the benefit of adding multi-fidelity and

parallelisation to black-box optimisation.

Figure 3.1: Motivating example. On the left is pouch-cell battery and on the right are coin
cell batteries [Chen et all 2019, Dorfler et al, 2020| Liu et al 2021]. Using coin cells, which
are cheaper and faster to make than pouch batteries, we can approximate the behaviour of our
target. Usually these experiments are carried out in large batches.

3.2 Related Work

Bayesian optimisation has been well researched in the domain of tuning the hyper-parameters

of computationally expensive machine learning models [Bergstra et al., 2011 [Li et al., |2017].

However, to be efficiently applicable to chemical engineering there is a need to adapt and

improve such methods [Amaran et al) 2016, Thebelt et al., [2022c, [Wang and Dowling 2022].

For example, in Chapter [4] we consider the physical cost of changing from one experimental

set-up to another and [Thebelt et al| [2021, 2022blfa] allow input constraints in addition to the

black-box functions. The related area of grey-box optimisation seeks to solve optimal decision-

making problems incorporating both black-box, data-driven models and mechanistic, equation-

based models [Cozad et al., 2014, Boukouvala and Floudas|, 2017, Olofsson et al., |2018, [Park|

et al) 2018, Paulson and Lu, 2022, Kudva et al., [2022].
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The multi-fidelity setting has been gaining attention in machine learning research recently.
Multi-fidelity Bayesian optimisation uses cheap approximations of the objective function to
explore the input space more efficiently, and saves full evaluations for more promising areas.

Different approaches for modelling the multi-fidelity using Gaussian Processes (GPs) have been

developed |Kennedy and O’Hagan| 2000, Gratiet, 2013, |Cutajar et al) 2019]. In terms of

Bayesian optimisation, there has been research from the basic k-armed bandit problem [Kan-

dasamy et al., [2016b] to more general non-GP based methods [Sen et al., 2018]. This chapter

addresses the setting and method introduced in Kandasamy et al.| [2016a], where we use an in-

dependent GP to model each fidelity. Each fidelity is linked by a bias assumption which allows

the transfer of information by taking the tightest of many upper confidence bounds. As a more

efficient alternative, we will also explore multi-task Gaussian Processes [Journel and Huijbregts,

11976, |Goovaerts et al., (1997 |Alvarez et all 2012, and information-based multi-fidelity [Takeno

et al., 2020, Moss et al., 2021b].

Multi-fidelity shares a close relationship with transfer learning [Zhuang et all 2021, [Pan and|

Yang|, [2009], which has seen many successful engineering applications [Li et al) [2020, [Li and|

Rangarajan) 2022, Jia et all [2020, Rogers et al., 2022]. In transfer learning, we seek to get

improved performance in a target task by using data from similar tasks that have been carried
out in the past. Multi-fidelity optimisation can be thought of as transfer learning, where we

can actively choose to increase the data of auxiliary data-sets.

Asynchronous Bayesian optimisation chooses queries while waiting for delayed observations.

Kandasamy et al. [2018] proposed a method based on Thompson Sampling, using the method’s

natural randomness to ensure variety in experiments. |Ginsbourger et al.| [2011] introduce

a variant of Expected Improvement, which seeks to integrate out ongoing queries, and uses

Monte Carlo methods to estimate the acquisition function. |Snoek et al.| [2012] introduces a

more general version of this idea that ‘fantasises’ delayed observations. |Gonzalez et al.|[2016a]

and Alvi et al. [2019] propose mimicking sequential Bayesian optimisation by penalising the

acquisition function at points where we are asynchronously running experiments.

An example where multi-fidelity approximations are being applied is on the area of molecule
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design and synthesis |Alshehri et al., 2020], where we can use cheap computer approximations
to search the space of molecules, and then choose which real experiments to carry out based
on the best performing simulations [Coley|, 2021]. (Coley et al.| [2019] use computer simulations
to determine feasibility in synthesising organic compounds, and then use a robotic arm that
carries out experiments in batch. This is could be seen as having a multi-fidelity step followed
by a batching step, however, the methods are carried out separately. Petsagkourakis et al.

[2021] used multi-fidelity in the context of safe Bayesian optimisation.

Recently, [Li et al| [2021] combined batch and multi-fidelity methods using Bayesian Neural
Networks (BNNs). Our work focuses on simpler, more robust and computationally feasible
methods that work directly on the asynchronous setting. [Takeno et al.| [2020] and Moss et al.
[2021b] propose a multi-fidelity Bayesian optimisation algorithm based on max-entropy search
[Wang and Jegelkal, 2017], specialising in asynchronous batching, we take inspiration from this
work and generalise it to help avoid the computational complexities of the method, and possible

pitfalls from being constrained to a single acquisition function.

A significant proportion of the work in this chapter was carried out in late 2020, and it was
later revisited and completed in early 2022. In the interval, GIBBON [Moss et al., 2021a] was
proposed as a general-purpose extension of max-entropy search, by using cheap approximations
to the information gain. Due to the timings, GIBBON was not included as baseline, however, it
tackles the same problem we are studying in this chapter and is highly relevant and applicable,
in particular since it tackles our main criticism of entropy-based method i.e. that they are

difficult to optimise due to the need to approximate the objective using Monte Carlo.

3.3 Multi-fidelity Modelling

Optimal experiment design relies on surrogate models to convey information about our knowl-
edge of the search space. The surrogate model represents our belief of how the underlying
black-box function looks like. Selecting new experiments near our surrogate’s optimum is

known as ezploiting, which is when we choose new experiments close to the best experiments
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we have observed so far. It is also important for the model to provide some measure of un-
certainty [Hillen et al. 2020], which we can leverage to explore the search space. Uncertainty

should be high in areas where we do not have any data, and low where we have a lot of data.

In particular, in this section we focus on multi-fidelity modelling, where we assume our data-set
is formed by a combination of smaller data-sets of varying quality. A few concrete examples

where this happens include:

(a) In battery research, we may conduct experiments on pouch cell batteries, or cheaper

experiments using coin cell batteries.

(b) Kennedy and O’Hagan| [2000] consider the case of combining an expensive computational
code which can also be run much faster at a lower level of sophistication, resulting in two

data-sets.

(¢) In machine learning, an expensive model, such as a neural network, can be quickly trained
on a subset of the training data to approximate the behaviour of the fully-trained algo-

rithm.

We focus on the case where we have a discrete number of fixed fidelities, which in practice will
be two or three. We note that while we may be able to choose which fidelity to experiment
on, we cannot choose the number of fidelities. For interested readers, | Kandasamy et al.| [2017],
Moss et al.| [2021b] provide a treatment Bayesian optimisation with a continuous fidelity space.
An example of such a fidelity space is early termination of training in a machine learning model
where we can choose how long to train for e.g. choose any time between 2 hours and 3 days

(in this case the longer we train, the better the approximation).

Formally, we assume we are trying to model a function f. However, we have access to M
auxiliary functions, f™, which approximate f for m = 1,..., M. Each function will have a

data-set, D™ = {(z\™,y™)}Nm consisting of noisy observations of each function:

yz(m) = f0m (™) 4 gme,, (3.1)

]
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where ¢; ~ N(0,1). We want a model that will use information from all data-sets to have a
more accurate model of the objective f =: f(M) For example, in the battery example, we have
access to M = 2 types of data — the cheaper coin cell battery data, and the target pouch cell
battery data. We want to use both types of data together, to obtain a more accurate model

for pouch cell batteries.

As introduced in Section Gaussian Processes will be used as surrogate models, under the

Gaussian likelihood assumption which allows us to explicitly compute the posterior of f.

3.3.1 Independent (Gaussian Processes

The first model we consider is the simplest. We fit an independent GP to each fidelity. That
is, we assume the prior:

F o GP(ud™ k™), (3.2)

and obtain the posterior independently, that is, for each fidelity m = 1, ..., M, the posterior is
obtained by only conditioning on each fidelities data-set: f™|UM,_, D) = )| D™ There
are two main benefits to this approach: (a) This is the simplest and computationally cheapest
out of all exact inference GP methods. (b) It is the easiest on which to intuitively impose prior
knowledge and information. However, the main drawback is significant: there is no transfer of
information between the fidelities, so we will be forced to make simplifying assumptions relating

to hierarchy and bias at the time of optimisation.

3.3.2 Multi-task Gaussian Processes

A more complete approach seeks to jointly model all fidelities. One effective and popular
approach is to use a multi-task Gaussian Process [Alvarez et all 2012]. This approach models
each fidelity as an output of a Multi-output Gaussian Processes (MOGP). Instead of having a
scalar-valued mean function, we have a M-dimensional vector valued function, p : X — RM

RMXM

and a M x M-dimensional matrix valued co-variance function K : X x X :— , where
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the (m,m/)th entry of K(x,2’) corresponds to the covariance of f™(z) and f™)(z).

We focus on separable kernels and on the Linear Model of Coregionalisation [Journel and
Huijbregts, 1976, Goovaerts et all [1997]. A separable kernel is where the input-dependence

and the fidelity dependence can be separated into a product:
K(x, 2" )y = kD (2, 2")EE) (m, m) (3.3)

where k) and k) are scalar kernels corresponding to the inputs and fidelities correspondingly.

In notation, the matrix-valued kernel can be written as:
K(z,2") = ki(x,2")B (3.4)

where kj is now a scalar valued input kernel, and B is a matrix weighting the task-dependencies.
The sum of kernels is also a valid kernel, therefore we can create more flexible models by

considering the sum of W separable kernels:

K(z,z') = Zkg)(x,x')[)’w. (3.5)

w=1

This allows us to have different types of kernels in the sum, or kernels with different hyper-
parameters within the same model. The class of MOGP models with kernels given as is
known as the Linear Model of Coregionalisation (LMC). Special cases of the model include the
Intrinsic Coregionalisation Model |Goovaerts et al, (1997] (where all kernels k,, are the same)

and the Semi-parametric Latent Factor Model [Teh et al., 2005].

The main benefit of using these models is that the task-dependency is learnt from the data!
We learn to transfer information from the lower-fidelities to the target fidelity. The drawbacks
against independent models are (i) higher computational expense when doing exact inference

and (ii) the kernel hyper-parameters become difficult to set manually.
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3.3.3 Further Extensions

This thesis limits itself to the methods mentioned above. However, we mention a few more
complicated models that could be used when needed. The LMC is limited because it assumes
that the co-variance function is a linear combination of separable kernels. A more general
model allows for non-separable kernels by considering processes convolutions [Ver Hoef and
Barry, 1998, Higdon|, 2002, van der Wilk et al. [2017]. In addition, we can use multi-output
Gaussian processes that allow for non-linear combinations of Gaussian processes, for example
latent variable models [Lawrence, 2003] which [Sedgwick et al.| [2024] successfully applied in

transfer learning.

Deep Gaussian Processes [Damianou and Lawrence, 2013] have also been used to model multi-
fidelity systems, where each layer represents a fidelity [Cutajar et al. 2019]. Recently, |[Savage
et al.| [2022] used a variant of this method to efficiently run multi-fidelity Bayesian optimisation
in a simulated chemical reactor, and later expanded the work to continuous fidelities [Savage

et all [2023] [2024].

Li et al. [2021] use Bayesian Neural Networks [MacKayl (1992, Neal, 2012] rather than Gaus-
sian Processes, thereby allowing for learning of complex non-linearities while still providing
uncertainty estimates. However, such models are notoriously difficult to train |Izmailov et al.,
2021]. We were interested in applying Bayesian Neural Networks models, but, we were unable

to consistently obtain good inference so we discarded them from our analysis.

3.4 Multi-fidelity Bayesian Optimisation

One of the main ideas in Bayesian optimisation is managing the trade-off between exploration
and exploitation. The algorithm has to decide between experimenting in promising areas where
it has observed high values of f, against choosing to experiment in areas where there is little
information. If there is too much exploration, the algorithm will take too long to find the

optimum. However, if there is too much exploitation, the algorithm might settle in a sub-
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optimal area.

More concretely, at time ¢, we assume that we can choose an input-fidelity pair, (z;,m), from

which we obtain a possibly noise observation, yim) of the mth fidelity function, ), as in

Equation (3.1)).

The target of the optimisation is to maximise the function at the highest fidelity f*). We
further assume that each fidelity will have a known cost C which is lower than the cost at
the highest fidelity. For the purposes of this work, we will assume the cost refers to a measure
of time. However, it could represent financial costs, man-power, or other similar costs. We
clarify that we assume the costs are scalar-values known a priori. While it would be useful to

consider a trade-off between different types of costs, this is left to future work.

Multi-fidelity methods allow us to use cheap approximations to explore while saving the expen-
sive evaluations for a separate exploitation phase of the algorithm. All multi-fidelity methods
follow the same pattern: at first they will query the lower fidelities and as the optimisation

loop progresses we begin to query the target fidelity.

3.4.1 Multi-fidelity Upper Confidence Bound

Kandasamy et al.| [2016a] propose one of the most intuitive and simplest methods. They show
that by making the right assumptions, you are able to use independent Gaussian Processes
for each fidelity and still transfer information effectively by using Upper Confidence Bounds
(UCB). The UCB acquisition function, for a Gaussian Process posterior with mean function,

pi(+), and variance function o2(z) is given by:

avep(@; B, Dr) = (@) + B ou(x). (3.6)

In this equation, p(x) represents our belief of how the function looks like. We then add

tl / QUt(l‘>, which represents the uncertainty in our model, to generate an upper confidence

bound of the black-box function. Here, §; > 0 is a hyper-parameter that balances how much



34 Chapter 3. Combining Multi-fidelity Modelling and Asynchronous Batch Optimisation

we value the uncertainty when deciding which point to choose next. A large value represents
being optimistic about areas where we are uncertain and will naturally lead to more exploration
and reduced exploitation. In practice, ; is usually chosen as an increasing logarithmic function

which allows us to have theoretical guarantees [Srinivas et al., [2010].

Assume that there are M different fidelities, and we are interested in optimising the highest
fidelity, fM) := f. The key assumption is that there is a decreasing known maximum bias

among the fidelities, such that:

£ = f 1l = max | £ (2) = f(0)] < Gifax (3.7)

for C](\})AX > C](\?AX > ... > C](\%X)X = 0. That is, we assume that we know the worst possible bias
that each fidelity might have, and this worst possible bias is strictly non-increasing on fidelity

space.

To combine information from multiple fidelities, we begin by fitting an independent GP to the
(m

data for each fidelity. That is, for each fidelity m, there is a data-set D, ) of experiments, so

that £ | D™ ~ GP(u{™, k™). Then the upper confidence bound is defined as:
o™ s D) = ™ () + 57 o™ () + Gax

where (0\"™)2(z) = (k{™)?(z). That is, for each fidelity, we sum the mean prediction, the
uncertainty, and the bias, to obtain an upper bound on the objective fidelity. Therefore we can
build a narrow bound by considering the minimum of all M upper confidence bounds at each
possible input z. With this idea in mind, the acquisition function is then defined as:

a(z;Dy) = mE?lli.I.lM} o™ (2; DI™). (3.8)

That is, each o™ represents the mth UCB, and we simply take the minimum to obtain the

tightest bound. Figure [3.2] gives a graphical example of building this acquisition function.

The next experiment is chosen by maximising the acquisition function given by (43.8]). However,
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the choice of a fidelity level still remains. Consider the standard deviation of the surrogate
model for fidelity m at input 1, agm) (441). If this quantity is high, it means there remains
a lot of information to learn about fidelity m at our specific input. If this quantity is low, it

means we cannot learn much from experimenting at this fidelity.

Therefore we define a set of threshold levels {y™}M_,  If the posterior variance is smaller than
the corresponding threshold, we cannot learn much about the objective function by sampling
at this lower fidelity so it is better to choose a higher fidelity. To try to minimise the cost
of evaluation, we choose the lowest fidelity that contains enough information according to the

thresholds. More precisely, the choice is given by:

myy 1 = argmin {m : ﬂtlﬂat(m) >~ or m = M}. (3.9)
me{0,...,M}

We note that this idea for choosing the fidelity is not restricted to upper-confidence bound
acquisition functions. In fact, we can use any acquisition function and then choose the fidelity
with rule defined by equation (3.9). We shall see that combining this rule with LMCs means

we can drop the bias assumption and obtain better results than using independent GPs.

—— GP high fidelity 7
—— GP low fidelity
— low fidelity bias

.
----- Acquisition Function

0 : : : : m 0 : : : : |
0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0
X X
(a) Independent UCBs for each fidelity. (b) Combination of UCBs to build acquisition

function.

Figure 3.2: Building a multi-fidelity UCB, in the case where M = 2. The dotted lines represent
upper confidence bounds based on bias and variances. In the first figure we can see the bounds
for each independent fidelity, in the second figure both bounds are combined to obtain the final
acquisition function.
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3.4.2 Multi-fidelity Max Entropy Search

Information-based methods have become increasingly popular in Bayesian optimisation due
to their strong theoretical backing. Entropy search [Villemonteix et al., 2009, [Hennig and
Schuler, 2012, Hernandez-Lobato et al.,|2014] tries to maximise the information gain about the
optimum input, x,. Unfortunately, this means estimating an expensive d-dimensional integral
using Monte Carlo approximations. Max-value Entropy Search (MES) [Wang and Jegelkal,
2017) instead focuses on maximising the information gain about the maximum value of the

function, f. = f(x,):

a(x) = I((z, f(x); fu|De) = H(p(y|Dr, v)) = Ep.p, [H (p(y| Dy, 2, f))] (3.10)

The left hand side, I((z, f(z); f«|D:) represents the mutual information between the next (pos-
sibly) evaluated point, and the maximum value of the function f,. It can be calculated by the
difference between the current entropy of the predictive distribution of y at input z, and the

expected entropy over the distribution of the maximum.

The big advantage of MES is that the expectation is reduced from a d-dimensional to 1-
dimensional integral. The expectation is estimated using Monte Carlo methods since we are
able to sample from the distribution p(f.|D;) via Thompson Sampling or an approximation
via the Gumbel distribution. More recently, |Tu et al. [2022] and Hvarfner et al.| [2022] jointly

consider the joint information gain of both the maximum value, and the optimum input.

A multi-fidelity extension of Max-value Entropy Search (MF-MES) was introduced by Takeno
et al.[[2020] and Moss et al. [2021b]. We easily extend to the multi-fidelity setting by considering
a joint model, such as the LMC, and then maximising the cost-weighted information gain:

I(z, f™ (2); f.|D)
Cm) ’

a(z,m|Dy) = (3.11)

here f, represents the maximum at the highest fidelity. So we calculate how much more infor-

mation we gain about the black-box function’s maximum, by querying at input z and fidelity
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m. We divide this by the cost of querying fidelity m.

The biggest strength of this method, when compared to multi-fidelity upper confidence bound, is
that we are not longer using independent GPs as a model. As such, we can [earn the relationship
between the functions and there is no need to make assumptions about the maximum bias.

There are also no hyper-parameters in the acquisition function.

3.5 Asynchronous Batch Bayesian Optimisation

So far we have focused on sequential Bayesian optimisation. However, in some battery experi-
ments, we cannot wait for the experiment results to return before choosing the next point, we
must do this in batch. It is also important to note that we expect different fidelity levels to
have a considerably different evaluation time. This can be a problem as most batch methods
focus on the synchronous setting. That is, you select a batch, wait for all evaluations to return,
and then select another. Large time discrepancies in the evaluation times pose a problem, as
there are a lot of resources that will be left idle while longer evaluations finish. As such, we are

more interested in the less-studied asynchronous setting.

Throughout this section, assume we are in the normal setting of Bayesian optimisation, how-
ever, further assume that at time ¢ we are evaluating a batch of points Q; = {xm}qQ:l whose
observations, fo, we still do not know. We are then interested in choosing the next experi-
ment while taking Q into account, so that the acquisition function depends on the pending
evaluations:

Ty = argmax oy (z|Dy, Q). (3.12)
zeX

3.5.1 Thompson Sampling

As described in Section [2.3] Thompson Sampling is a common technique in Bayesian decision
making that uses samples from the posterior distribution to guide actions. [Kandasamy et al.

[2018] show it can be used effectively for asynchronous batch Bayesian optimisation. A sample
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is selected by maximising a sample from the posterior GP:

fsample ~ gP(,Ut; Kdt‘Dt)

Tyy = arg rr;ax Fsampie(T)- (3.13)
S

Note that the new point selected is independent of Q, however, the randomness in the sampling
is enough to ensure diversity in the batch. Due to the independence, it works well in the

asynchronous batch setting, and large batches can be created cheaply.

3.5.2 Parallel Querying Through Fantasies

Snoek et al.| [2012] allow for the asynchronous batching of any acquisition function. This can be
achieved by creating multiple ‘fantasies’ at every point in Q, and then using them to marginalise

out the pending observations, fo:

0(2[D,, Q) = / o(2]D,. fo. Qplfal D) fo
S

EONC AT =) (3.14)

Q

where jNC(QS) are sample drawn from the normal distribution fg|D;, and S is the number of
samples. Note that we are trying to estimate a (J-dimensional integral, so the larger the
number of fantasies, the better the approximation but the computational expense increases.
One consideration though, is that we do not need to fully re-train the Gaussian Process for
every fantasy. This is because the variance of the posterior only depends on the input locations,
Q, which are the same for every fantasy. Instead, we only need to re-train the mean of the

process which is much cheaper.

In the case of Max-value Entropy Search, Takeno et al.| [2020] show that using fantasies, the
(-dimensional integral can be written as a 2-dimensional integral which means we do not need

as many fantasies to get good approximations.
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Gaussian Process Bandit UCB |Desautels et al. 2014] provides a computationally cheap version
of fantasising, where a single sample, equal to the predictive mean of the GP at all points in
@ is used, i.e., you assume that all pending observations will simply equal the predictive mean
(and so the predictive mean remains unchanged, while the predictive variance decreases around
pending points). Recently, Zhang et al.|[2022] showed its practicality by using to design bacterial
ribosome binding sites. We do note that the empirical success of this method is restricted to

the Upper Confidence Bound, and may not work as well with other acquisition functions.

3.5.3 Local Penalisation

Local penalisation is a batch Bayesian optimisation algorithm introduced by Gonzalez et al.

[2016a], and which was then extended to the asynchronous setting by [Alvi et al.| [2019].

The method relies on trying to mimic the sequential setting, where after receiving experimental
information about a particular input we usually expect the acquisition function to decrease in
the neighbourhood surrounding this point. More precisely, assume we wish to select a new
point x;, then we can mimic the sequential setting by defining the new acquisition function, &,

as:

a(z; D1, Q) = gla(z; Dr) [ v(wwg) (3.15)

where 1(z) is a function that penalises the region around z, and g(-) is an increasing dif-
ferentiable transformation that makes sure the acquisition function is positive. And so, in
Equation 3.15( we have a positive transformation of the original acquisition function, multiplied
by penalisers centered at every pending experiment. We use g(z) = z for positive acquisition
functions, and the soft-max transformation otherwise, g(z) = log(1 + €*). The question then
becomes, how do we choose such penalisers? To do this, we begin by assuming that the function

satisfies the Lipschitz condition. That is, if X is compact, then:
|f(z1) = fa2)| < Lllwyr — 2| Var, 22 € X

where L € RT, and || - || is the L? norm in R?. We now consider the ball, around arbitrary



40 Chapter 3. Combining Multi-fidelity Modelling and Asynchronous Batch Optimisation

ZL’jEXI

By (zj) ={z € Xt |[z; — || < rj}
where the radius r; is given by:

r; = —f(x*) — @) =:7(z;).

L

The radius is chosen because, if the Lipschitz assumption holds, then z, cannot lie inside this
ball. Note that due to f being modeled by a GP, then this radius is a random quantity.

Gonzalez et al.| [2016a] then define the local penaliser as:

b(w;y) =1 = plr € Byy(x;)),

that is, we choose the local penaliser to be the probability that x does not lie inside B, (z;).
However, Alvi et al.|[2019] argue that this penaliser may lead to redundantly sampling the same

points. Instead they propose the penaliser:

NS G ]
vlwz;) = {Em) o)L 1}‘ (3.16)

Figure [3.3| shows an example of how the penalisation can be used to alter the acquisition

function to choose a new experiment.

3.6 Relationship between multi-fidelity and asynchronous

batch methods

In Tables and we can find a summary of all the introduced methods for multi-fidelity

and batching, including information about the weaknesses and strengths of each method.

Ultimately the goal of using multi-fidelity and batch methods is to speed up the optimisation

by using extra tools available to us. Multi-fidelity methods leverage cheap approximations to
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Figure 3.3: An example of the local penalisation process. We selected © = 0.378 as a point
to evaluate. The acquisition function is then penalised as shown above until we obtain a new
observation. This allows us to select new queries without receiving an observation, as the
penalised acquisition function is guaranteed to have a different maximum. The blue and red
dots represent low and high fidelity observations, respectively.

the objective, while batching takes advantage of running experiments in parallel. Therefore it
is natural to want to use both methods at the same time to obtain even more speed gains in

optimisation procedures.

However, we emphasise that we cannot fully use both tools simultaneously without asynchronic-
ity arising. Indeed, by definition, lower fidelity approximations are meant to be cheaper and
faster to obtain. This means if we select a batch of evaluations, those of lower fidelities will
finish earlier than high fidelity evaluations. Without any asynchronicity we must wait for all

experiments to finish before deciding the next batch, making the method inefficient.

There can also be strong relationships between fidelity and batch size. Indeed, it might be the
case that many low fidelity experiments can easily be done in parallel, but due to having to
use more resources, for high fidelities we can only parallelise a few. An example of this could
be as simple as trying out cake recipes. A full fidelity observation would be baking a cake in
the oven; while low fidelity observations could be making muffins instead of a full cake. In such
an example, since we are limited by oven size, we can parallelise low-fidelity experiments much

easier than high fidelity ones.

We focus on multi-fidelity and batch methods that allow mimicking of sequentially choosing
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experiments and fidelities, this means we can select which experiments to run without worrying

about selecting a batch size or limiting ourselves to single-fidelity batches.

Multi-fidelity

Method Reference Strengths Weaknesses
MF-GP-UCB | Kandasamy et. al | (a) The acquisition (a) It requires the
[2016a]. function and fidelity maximum bias to be
criterion can be known. By using

calculated cheaply and | independent GPs
exactly (for data-sets of | it does not learn

a few hundred relationships between
experiments it should fidelities.
take a few seconds (b) We need to choose
to optimise). the value of the
(b) Using independent | threshold hyper-
GPs allows for expert -parameter and
knowledge to be for the UCB acquisition
incorporated more easily| function.

MF-MES Takeno et al.| [2020] | (a) Relationship for (a) The acquisition

Moss et al.| [2021b] | fidelities is learnt from | function and fidelity
data, allowing for more | criterion cannot be

efficient experimental calculated exactly and
choices. needs to be estimated.
(b) No hyper-parameter Computational cost may
to choose outside of grow depending on the
the approximation approximation quality
techniques. (it could take up to
(¢) Batch extension only| & fe'w mlnutes to
optimise).

requires calculation of

2-dimensional integral. (b) Suffers from normal
BO drawbacks: e.g.

over-exploration of
borders.

(¢) Cannot incorporate
expert knowledge
easily.

Table 3.1: Comparison table for multi-fidelity methods, highlighting and summarising the
strengths and weaknesses of each method.
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Asynchronous Batch

Method Reference Strengths Weaknesses
Thompson Kandasamy et al. | (a) Parallel computation| (a) Experiment designs
Sampling [2018a) of batch points allows can be too exploitative
for cheap creation of (i.e., redundant in
large batches (but batch).
computational cost can (b) Calculation can be
be very variable unfeasible for grids
depending on with a large number
coarseness of sampling | of points.
grid).
(b) Hyper-parameter
free.
Fantasies Snoek et al.| [2012] | (a) Strong theoretical (a) Acquisition function
motivation. is a large dimensional
(b) No hyper-parameters integral, approximation
to choose outside of may be unfeasible for
those used in large batch sizes.
approximation
techniques. (b) As such, acquisition

function may take

a long time to
optimise (from a few
minutes to a few

hours).
Local Gonzalez et al. (a) Acquisition function | (a) Requires
Penalisation [2016D)] can be calculated approximation of
Alvi et al.| [2019] analytically. various hyper-
(b) Heuristic is well -parameters.
motivated, and has
strong empirical (b) Batch creation is
performance. done sequentially,

so it can be expensive
for large batch sizes
(a few minutes to
optimise).

Table 3.2: Comparison table for asynchronous batch methods, highlighting and summarising
the strengths and weaknesses of each method.
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3.7 Asynchronous Multi-fidelity Batch Optimisation

3.7.1 Problem Setting

We now seek to formalise the problem setting. The method presented seeks to find the best

possible solution, as quickly as possible. We are interested in:

r, = argmax f(x)
TEX

where X denotes a continuous input space. We assume f is expensive to evaluate, but, we
have access to lower fidelity approximations, ™, which tend to be cheaper (for m = 1, ..., M).

These approximations may be biased or noisy.

Because we are trying to optimise with respect to time, we introduce a discrete time component.

We denote the input of the ith experiment by 2™ where t € {1,...,T} denotes the time at

it

which the experiment began, and m € {1, ..., M} denotes the fidelity.

z(j?)a we obtain a noisy observation of f™. However, we may
not observe it at time ¢. Instead, we observe it at time t—i—T-(m), where 7™

(2 K3
or random time. We denote the corresponding observation yZ(TlT We assume the relationship

When we select an input point, x

can be a deterministic

between the observation and the experimental input is given by:
yil = 1 (2) + e, (3.17)

where (™ denotes the noise level. We assume ¢; is standard Gaussian, where the variance may

depend on the fidelity level.

Finally we assume that each fidelity has an associated batch space A(™ (which in practice
typically increases with fidelity). We assume this batch space is not not freed up until we have
an observation. We also have a maximum budget which we cannot exceed at any one time, A.

If we let \; denote the batch space associated with the ith observation, and we let Z denote
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the index set of the unobserved queries, we can write this as the constraint:

TotalBatchSpace, := Z Ai <A (3.18)

i€T
The idea behind this constraint is that we may be able to run a lot of low-fidelity observations or
a few high-fidelity observations or a mix of both. We note that this batch space is independent of
the time it takes to query each fidelity. We are introducing this as to allow variable batch sizes.
An example of this in practice, because coin cell batteries are smaller and use less material, we

can concurrently run more experiments than for pouch cell experiments.

The aim of the algorithm would be to obtain the best possible approximation of the optimum

point at time 7.

3.7.2 A general algorithm for any acquisition function

A general algorithm can be constructed from all the tools mentioned above. For this we require:
(a) A Multi-task Gaussian Processes model, because we will require information transfer be-
tween the fidelities, (b) a method that allows for asynchronous batching, (¢) a way of choosing
which fidelity to query, and (d) an acquisition function. We propose iteratively choosing the

points, we first optimise a batch-modified acquisition function on the target fidelity:

Tiy1, ¢ = arg max & (x, M| Dy, Q) (3.19)

TeX

where Q, is the batch of points being evaluated at time ¢, and & is a acquisition function modified
to consider that we are currently evaluating O, by either local penalising or fantasising. Once
we have chosen the point, we can choose the fidelity. We consider two alternatives, the first

one is the heuristic used on MF-GP-UCB:

(m)

Mit1, ¢ = argmin {m : Btl/zot (Tit1, ) > A ™) or m = M}. (3.20)
me{0,...,M}
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Recall, Btl / QUt(m)(xHL ¢) measures the posterior uncertainty at fidelity m and input x4 ¢,
and therefore, we choose the smallest fidelity whose uncertainty is larger than v(™. In other
words, we query at the lower fidelities until the uncertainty at each fidelity is low. The second

alternative is to consider the information-based criterion introduced by MF-MES:

_ Efop, [I(xv f(m)(xi—&—l, ¢); [«|Ds, fa, Qtﬂ
M1 = argmax ,
me{0,...,M} E [T(m)]

(3.21)

that is, we use the expected information gain of querying the experiment at the mth fidelity,
where the expectation is taken over the pending observations (and we also weight by the
expected cost). The main advantage of pre-selecting the experimental input using another
acquisition function, instead of optimising MF-MES directly, is that we do not need to rely
on approximating an information-based acquisition function during the optimisation, and in-
stead we only evaluate the expensive acquisition function M-times. In addition, it allows us
to use specialist acquisition functions, as we shall see in the experiment section. As any ac-
quisition function can be selected (including multi-objective acquisition functions), future work
can extend the proposed methodology to cases with multiple objectives, which arise in many
engineering applications |[Park et al., 2018, Schweidtmann et al., 2018, Thebelt et al., 2022b),

2020, Badejo and Ierapetritou, [2022 Tu et al., 2022, 2024].

We then repeat this procedure until the maximum budget is used up. Then, at each time point,
we check if there are any new observations. If there are, we update the model, and carry out the

previous procedure until the budget is full again. The full procedure is detailed in Algorithm
Bl

3.7.3 Parameter Estimation

In this section, we provide brief and heuristic guidance for the estimation of parameters. In
particular, all Gaussian Process models have learnable hyper-parameters. In addition, if we
use equation (3.20) for fidelity-selection, then we introduce hyper-parameters relating to the

fidelity thresholds, 3; and 4™ . For Local Penalisation, we are also required to estimate the
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Algorithm 3 Asynchronous Multi-fidelity Batch Optimisation

INPUT: Maximum Budget: A. Batch Spaces: A™); m =1, ..., M. Acquisition Function: .
Choice of Asynchronous Bayesian Optimisation: Thompson Sampling, Fantasies, or Local
Penalisation. Choice of fidelity-selector: UCB or Information-based. [Optional] Fidelity
Thresholds Parameters: v™): m = 1,..., M and §;,. Number of Fantasies: S.
Begin algorithm:
fort=1,2,3,....,T do
Obtain observations ) from queries X;, with index set Z;
Q=9 1\, // remove observations from batch
Dy = Dy U (& x V) // expand data set
TotalBatchSpace, = TotalBatchSpace, | — > .., A™ // free up cost of evaluations
Update Surrogate Model
while TotalBatchSpace, < A do
if BBO Method is Local Penalisation then
Estimate Maximum Value, P, and Lipschitz Constant, L
Build Initial Acquisition Function ay(z, M|D;)
ay(x, M|Dy) = cw(w, M|Dy) [ 1, e0 ¥(g; L, P)
else if BBO Method is Fantasies then
S < Sample fo|D, (S times)
&t(xv M‘,Dt) = Zf:l ozt(x, M|Dt7 Siv Q)
else if BBO Method is Thompson Sampling then
fsample ~ gP(Mt, /‘ft|Dt)
Tpp1 = argmax,cy fsample()
x;p = argmax oy (x, M|Dy)
m;+ = FidelitySelector(z; s11, Dy, Q)
Q= QU {z;s}
TotalBatchSpace, = TotalBatchSpace, + A(™:t)
=141

JEL




48 Chapter 3. Combining Multi-fidelity Modelling and Asynchronous Batch Optimisation

Lipschitz constant and the maximum value of the function. For Fantasising we need to choose
the number of fantasies we want. MES-based fidelity selection is parameter-free, but more

computationally costly. For ease of notation, we write x; to refer to xET)

The kernel and noise parameters

We estimate the parameters of the GP, §, by maximising the marginal log likelihood [Rasmussen

and Williams), [2005]:

1 1 B N
log p(yl,0) = = log | Ko| — 5 (v - ) Ky y — p) — - log(27) (3.22)

where Ky and p are the covariance and predictive mean of the training set. However, we must
note that only the lowest fidelity will have observations across the whole search space. The
higher fidelities will only get observations in promising areas, meaning that estimating the
hyper-parameters directly may lead to inaccuracies when using independent GPs. To counter
this, we only fully train the GP hyper-parameters on the lowest fidelity for any multi-fidelity
methods. For the other fidelities, we set the prior mean constant and the length-scales equal
to the lowest fidelity ones, and we only train the scaling constants and the likelihood noise.
We note that the above heuristic is unnecessary for multi-task GPs, where we can train all the

kernel hyper-parameters in the combined data-set of all observations.

Choosing the fidelity thresholds, (™

Recall that we use the fidelity thresholds to decide in which fidelity to experiment at, and
therefore it is very important that they are tuned correctly. If they are too high, we will not
use the lower fidelities effectively, but if they are too low we will be stuck in the lower fidelities
for a long time. To counteract this, Kandasamy et al.| [2016a] proposes the following heuristic:
initialise the thresholds as small values, and if the process does not experiment above the mth

fidelity for more than 71 /7™ (the fidelity cost ratio) time points, double the value of (™),
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Alternatively, we found good experimental results were achieved by setting v = 0.1. This was
chosen as all benchmarks were quasi-normalised beforehand so that the output values would be
close to 1, therefore, setting v = 0.1 was representative of the model knowing the low-fidelity
value up to approximately 10% error. In practice, fixed thresholds should be carefully scaled

with the outputs.

The penalisation parameters

The local penalisers depend on two parameters, the Lipschitz constant, L, and the maximum
value of the function, P = f(xz,). In practice, we will never know them, so it is important to
have a good method of estimating them. Gonzalez et al.| [2016a] propose ways of estimating

both.

The maximum value can be estimated cheaply with P = max;{y;}, or with the slightly less
rough estimate P= max,cxy (t(x). We tend to prefer the first option, as it is slightly cheaper,
and we expect the estimates to be very similar. To adapt it to the multi-fidelity case, we get an
estimate independently for each fidelity, keeping in mind we are trying to mimic the sequential

case.

Estimating the Lipschitz constant is slightly more elaborate. It can be shown that Ly =
max,ex ||V f(x)|| is a valid Lipschitz constant. In addition, we know the distribution of the
gradient:

V(@)D ~ N (pv (@), £5(2))

where the mean vector is:

py(r) = 0K, (1)K, 'y

for K, = K, 4+ nI and (0K 4)ig = Ok (x)/0x® | and y is the vector containing all observations

so far. We can then estimate the Lipschitz constant as L = max,ex ||y (2)]].

This could further be improved, |Alvi et al.| [2019] propose using the local estimator, Ly, =

max.cy, ||[pw(x)|], where X; is a local region around the input of the ith experiment. This
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allows the penalisation to adapt to the smoothness of the area it is being evaluated in.

3.8 Experimental Results

In this section we present our empirical results. As is common in the Bayesian optimisation
literature, we use log-regret as a measure of performance, which is defined as:

log-regret = log | f(z.) — _max f(z)

where x; represents the ith experiment, and NV; is the number of experiments finished at time
t. It measures how close our best observation is to the optimum of the function. We take the
logarithm to make comparisons easier, since all benchmarks were quasi-normalised so that the

outputs are small.

3.8.1 Synthetic Benchmarks

We focus on implementing the same benchmarks as Kandasamy et al.| [2016a] (some of which
are taken from Xiong et al. [2013]). More details about how each fidelity is created can be found
in Appendix[A.1] We compare against a simple single-query, single-fidelity UCB [Srinivas et all,
2010], against single-query multi-fidelity Gaussian Processes Upper Confidence Bound (MF-GP-
UCB) [Kandasamy et al., [2016a]. We also compare against a single-fidelity PLAyBOOK [Alvi
et al., |2019], which is simply the UCB acquisition function, in conjunction with the hard local
penalisers introduced in Equation , and with local estimation of the Lipschitz constant.
Finally, we also include results for TuRBO [Eriksson et al., 2019], whose details are explained
in Section [3.8.2] For standard Bayesian optimisation methods we use UCB as our acquisition
function, for TURBO methods we use Thompson Sampling, and we use MF-MES to represent
information-based methods. A summary of all benchmarks and their properties can be found

in Table 3.3

In the interest of giving a fairer comparison, all single-query methods are turned into batch
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] Method H Reference \ Multi-fidelity \ Batching \ Model
UCB Srinivas et al. [2010] X X GP
MF-GP-UCB Kandasamy et al.| [2016a] \Y% X IGPs
MF-GP-UCB w LP This work \% LP IGPs
PLAyBOOK (UCB) Alvi et al.| [2019) X LP GP

UCB-V-LP This work \ LP MOGP

UCB-I-LP This work | LP MOGP
TuRBO-TS Eriksson et al.| [2019] X TS GP

TuRBO-V-TS This work V TS MOGP

TuRBO-I-TS This work I TS MOGP

MF-MES Takeno et al.| [2020] I Fantasies MOGP

Moss et al.| [2021D]

Table 3.3: Summary of all the methods compared in this section. We split the table into
three sections: the first one refers to UCB-based methods, the second to the our modifications
of TuRBO, and for the third we include multi-fidelity Max Entropy Search (MF-MES) as a
general baseline. Variance-based and Information-based multi-fidelity refers to using Equations
(3.20) and (3.21)) (respectively) to choose which fidelity to query. In the multi-fidelity column,
V stands for “Variance-based” and I stands for “Information-based”. In the batching column,
LP stands for “Local Penalisation”, TS stands for “Thompson Sampling. In the Modelling
Column, GP stands for standard single GP, IGPs stands for “Independent GPs”, and MOGP
stands for “Multi-output GP”. Local penalisation is implemented as described in [Alvi et al.|,
2019], using hard local penalisers and a local estimate of the Lipschitz constant. Thompson
Sampling is carried out across a fixed grid in TuRBO trust regions. In all cases, for TuRBO,
we use a single trust region. For all non-batching methods, we fill the batch through random
sampling as to avoid idle resources. We used GPyTorch and BoTorch to implement the methods
[Paszke et al., |2019, (Gardner et al., [2018| [Balandat et al., 2020].
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methods by selecting the first query using the acquisition function, and then filling the rest of
the batch with random queries. We carry out the optimisation until there is enough budget to
get 200 high fidelity observations. For all experiments we set the batch size to 4, and assume
that the batch space of the low and high fidelities is the same. The results can be see in Figure

3.4 with the evaluation times for each fidelity shown in the title.

The Currin2D benchmark, is a simple function with a unique optima. Methods that use
independent GPs for modelling perform badly. The strongest performers are the multi-fidelity
versions of TuRBO (in yellow). In particular, we see that the best three performers (multi-
fidelity TuRBO, and UCB-V-LP (in green)) achieve better regret (on average) after 150 time-
steps than the rest of the methods in 400 — they seem to leverage the lower fidelity to explore

the space quickly and obtain and they begin to exploit the optimum quickly.

For the BadCurrin2D benchmark, the lower fidelity is simply the negative of the target fidelity,
giving the worst possible approximation. However, methods using multi-output GPs (in yellow,
green, purple) quickly learn the inverse correlation structure and leverage it to achieve basically
identical results to the original benchmark. Methods using independent GPs (in red) on the
other hand, have poor initial performance, but seem to recover well enough and have similar

performance as in the original benchmark for larger budgets.

Hartmann3D is a smooth function with 4 local minima. TuRBO without multi-fidelity (in black)
seems to get stuck in one of these minima, however once we introduce the ability to quickly
explore using cheap approximations, the performance of the method increases significantly (in
yellow) since sub-optimal areas are discarded without centering the trust region in a local
optima. We still observe larger uncertainties than for most methods, suggesting that getting
stuck in local optima is still a possibility. On the other hand, simple upper confidence bound
methods with multi-output GPs (in green) seem to perform better and provide better reliability

due to the ability to explore, even after a local optima has been found.

In Hartmann6D we have another smooth function but with 6 local minima. This time multi-
fidelity TuRBO methods (in yellow) perform much stronger than every other method. They

achieve significantly lower regret and with very small uncertainty bounds. We conjecture this
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Figure 3.4: Results of synthetic experiments. We see that simply using UCB with our algorithm
consistently achieves good results, always being one of the top performs. TuRBO also tends to
perform fairly well, especially strongly in Hartmann6D, however, it also struggles badly in some
benchmarks (Park4D and BoreholeS8D). MF-MES is not present in the Hartmann experiments
due to the computational expense of testing the function when there are three fidelities.
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is because the initial trust region is always large enough to contain the global optima (the
size of the region depends on the initial estimated length-scales), and using the multi-fidelity
approximations, the trust region can quickly center around the global optima. We further
note that our modifications of UCB (in green), while far behind the multi-fidelity versions of

TuRBO, they still outperform all the other benchmarks.

For Park4D and Borehole8D we obtain very similar results. In both benchmarks it seems
that all versions of TuRBO (in yellow and black) perform very poorly. We conjecture this
happens because the trust regions are initialised too small, leading to model misspecification
(as all the samples lie in a small region), and therefore the algorithm getting stuck in local
optima every time. On the other hand, in both cases we see very strong performance from our
modified version of the UCB function (in green). The functions are simple enough, and the
dimensionality low enough, so that exploration can be done quickly and effectively using the
lower fidelity. The advantage of using multi-output GPs to transfer fidelity information is clear,

as the independent GPs (in red) have significantly worse performance in both benchmarks.

Overall, we see very strong performance from at least one of the methods introduced in this
work in each benchmark. Particularly strong are the methods that use multi-output GPs. We
see little to no difference in performance when using the variance based or when using the
information based criteria for choosing which fidelity to query. However, we recall that the in-
formation based method has fewer hyper-parameters, and note particularly strong performance

in Hartmann6D.

3.8.2 High-dimensional optimisation

To highlight the usefulness of our proposed method, we show how we can use a specialist
function to do high-dimensional multi-fidelity Bayesian optimisation. Bayesian optimisation
traditionally struggles in high-dimensions where the size of the search spaces means the ex-
ploratory phase of classical algorithms is given too much importance. [Eriksson et al.| [2019]
proposed TuRBO which focuses on local optimisation and tends to perform very well in high-

dimensional settings. TuRBO uses Thompson Sampling to select the next experimental design,
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however, the experimental region is restricted to a trust region. The trust region is defined as a
hyper-rectangle centered around the best experiment we have observed so far. If there are a lot
of consecutive improvements (i.e. we consecutively obtain observations better than anything
we had observed before), then we double the size of the region (i.e. we increase exploration),
if there are too many consecutive failures, we shrink the size of the region (i.e. we increase
exploitation). We use BoTorch’s [Balandat et al., 2020] implementation of TuRBO with the
default hyper-parameters — for changing the size of the region we only consider evaluation at

the highest fidelity.

Trust region approaches often work well on high-dimensional chemical engineering applications
Bajaj et al. [2018], Kazi et al. [2021} |2022], since they avoid the problem of over-exploration in
high-dimensional spaces. We show, using the Ackley 40D benchmark, that we can use this ac-
quisition function in our algorithm to obtain much better performance than other benchmarks.
For this case we set the batch size to 20, and again assume that the batch space of low and
high fidelities is the same. We set the budget as to allow 500 high-fidelity observations. The

results are shown in Figure [3.5]

After less than 50 time-steps multi-fidelity TuRBO (in yellow) achieves better regret than
PLAyBOOK (non-dashed blue), normal UCB (dashed blue) and MF-GP-UCB (both in red)
achieve in the whole optimisation, and similar performance to UCB-V-LP (green) and normal
TuRBO (black). MF-MES also achieves very strong performance, however, it is not able to
improve at the same rate that TuRBO does. All these results are expected, as the methods will
over-explore in the high-dimensional space and never be able to exploit. TuRBO on the other
hand, after a brief exploration phase, will shrink the trust region to something manageable and
exploit locally, achieving much better regret. In addition we observe relatively small uncertainty
regions, this due to the Ackley function being symmetric, and the high dimensionality of the
problem making the starting points less likely to be relevant. The difference between the black
and yellow lines gives strong evidence of the benefits of using multi-fidelity methods. We note,
again, that there is little difference between the variance and information based multi-fidelity

criteria (see both yellow lines).
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Figure 3.5: Results on Ackley 40D function. We can see that TuRBO is constantly improv-
ing, and outperforms other functions considerably. MF-MES and UCB-V-LP have good initial
performance but begin to struggle after due to the over-exploration of classical Bayesian opti-
misation.

3.8.3 Battery Material Design

We explore the application to the automatic design of battery materials. In this particular
example, we aim to learn the best ratios of dopants in high-nickel cathode materials such that
the specific capacity (electrochemically accessible charge per unit mass) is maximised. Our
target is to find materials that have a high capacity over many charge-discharge cycles in pouch
cell batteries. However, designing, building and testing such batteries requires many resources
and long experimental cycles that take multiple months to process. As such, it is common
for experiments to be carried out in parallel, where the batch size ranges between 10 and 20

concurrent queries, or experiments.

It is possible to obtain an approximation of pouch cell performance by considering coin cell
batteries, where the materials are put into much smaller cylindrical containers requiring less
material. In addition, we can reduce the duration of the experimental tests, perhaps by increas-
ing the cycling rates or performing fewer charge-discharge cycles in total. Combining coin cell
tests with accelerated test procedures allows us to get data in only a few weeks, and to carry

out more experiments due to the lower material costs — however some of the real problem’s
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Figure 3.6: Results on battery design experiment. We can see that the asynchronous batch-
ing and multi-fidelity methods are significantly outperforming simple baselines (UCB), multi-
fidelity without batching (MF-GP-UCB), and single-fidelity methods (PLAyBOOK). The per-
formance of all batching multi-fidelity methods is similarly strong,.

mechanisms may be suppressed. This represents the lower fidelity that we are interested in

using.

For this example, we will be using an anonymised real-world data-set provided by BASF SE
(the dataset, alongside the code used in the experiment section, can be found at https://

github.com/jpfolch/MFBoonEl). We fit a Gaussian Process model to the data and using the

method described in Wilson et al. [2020], we take a single sample to create our objective, ]~[(0).

We also took a second sample, f (1), to create the lower fidelity, meaning the function that we
query is defined as:

P00 iEm=o0
IR (3.23)
}(1)@) if m=1.

We also face a combinatorial constraint and an equality constraint. The benchmark is 6-
dimensional, but we assume only three dimensions are allowed to be active at every moment,
ie.

vi=x;=x,=0 fori#j#k (3.24)

Lthe acronym was chosen in homage of MF DOOM, the British-American rapper, who inspired many hip-hop
classics for example Dogg et al. [2015]
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Figure 3.7: Experimental querying frequency comparison. The histogram above shows how
often we queried the low and high fidelities for different time-intervals. We compare the querying
frequency for the methods using UCB and Local Penalisation, with different ways of choosing
the fidelity — variance-based (left) against information-based (right). The information-based
fidelity criteria chooses to query the lower-fidelity more frequently, which suggests it could be
the reason why it slightly outperforms the variance-based criteria.

where 7,5,k € {1,2,...,6}. We further have the equality constraint:

zi, +xj, + T, =1 (3.25)

where i, ju, k, represent the active problem dimensions. To optimise with these constraints,
we create a 2-dimensional Sobol grid, and filter out all points such that xq + x; > 1. We then
calculate 9 = 1 —x1 — 9. Finally, we expand the grid to all 20 possible combinations of active

variables.

Due to these constraints, we do not consider TuURBO (trust region and intersection of feasible
region might be too small) or MF-MES (grid size is too large to optimise the acquisition function

comfortably) on the Battery benchmark.

Real battery materials laboratories vary in the degree of automation and the achievable exper-
imental throughput. Here we assume we have a maximum batch budget of 20 and consider
differing batch spaces. We assume that for each coin cell battery, or low fidelity, querying costs
1 unit, while the pouch cell battery, or high fidelity, costs 2 units. This means we can con-
currently do 20 coin cell experiments, or 10 pouch cell experiments, or a mix in between. We
further assume that pouch cell experiments take 10 times longer than coin cell experiments, and

set the time-budget to 300 (equivalent to being able to carry out 300 high-fidelity experiments).
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This is due to the combination of an accelerated test procedure with coin cell testing rather

than an inherent speed-up associated with coin cells. The results are shown on Figure [3.6]

We can see that the benefit to using the lower-fidelity with batching are substantial, as both
methods that use both batching and multi-fidelity (green and non-dashed red) are significantly
outperforming simple baselines, single-fidelity methods, and non-batching counterparts. For
this specific example, we notice that using independent Gaussian Processes works surprisingly

well, suggesting that the bias assumption is well suited to this benchmark.

We further include a histogram, that shows how often we queried the low fidelity against
the high fidelity. We compare UCB-V-LP (variance-based fidelity choice) against UCB-I-LP
(information-based fidelity choice). The comparison can be see in Figure 3.7} In both cases,
we can see that towards the end of the optimisation, there is decrease in low-fidelity querying,
and an increase in high fidelity querying. However, information-based fidelity choice queries
far more at the lowest fidelity — and seems to get marginally better results. This highlights
the advantage of the information-based method being parameter-free, as the variance-based

requires better tuning of the UCB thresholds to use the lower-fidelity at its full capacity.

3.9 Discussion

In this chapter we have explored methods in multi-fidelity and batch Bayesian optimisation,
explaining why there is a close link between them and providing a comprehensive overview of
the current state-of-the-art methods. We further show how we can leverage recent advances and
propose an algorithm that allows practitioners to use acquisition functions well suited for their
particular problem. We then empirically show the benefits of using such methods, illustrating

their usefulness in both synthetic benchmarks, and real-life inspired problems.

Being able to choose the right acquisition function is of great importance in Bayesian optimi-
sation. How to choose the correct acquisition function remains an open problem, and is far

too broad a subject to tackle in this chapter. However, it is clear that having flexibility in the
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choice of acquisition function is important. As an example, as shown in Figure [3.4d], the choice

of TuRBO as an acquisition function leads to much better results than the others.

In some cases there can be clear advantages to using an acquisition function that is known to
work well. As an example, consider the high dimensional optimisation problem we showcase in
section [3.8.2] where TuRBO is known to perform well. However, no single acquisition function
will perform optimally in every situation. Indeed, TuRBO performs very poorly in Park4D and
Borehole8D where the single trust region gets stuck in a local optima. This highlights a second
important benefit of being able to use any acquisition function: sometimes we should prefer

simple solutions.

Complex methods such as TuRBO can provide strong state-of-the-art performance in many
benchmarks, but generalise poorly unless their parameters are carefully tuned. The size and
location of the initial trust region, how frequently to shrink or enlarge it, or the number of
trust regions are examples of unintuitive choices that we must make when using the method.
In contrast, once we have selected methods that fit the problem parameters (in this case multi-
fidelity and batching), many practitioners and experimentalists will prefer to use a simple
acquisition function as it is more interpretable, familiar, and choosing the hyper-parameters
tends to be easier. Experimentally, we showed that using the UCB and local penalisation
(green lines in Figures , , and always achieves a top four performance, regardless
of the benchmark — following Occam’s Razor, we may choose the simplest model that fits the

problem parameters.

With this work we hope to give readers a solid understanding of how to improve optimisation
procedures when you can parallelise experiments and obtain cheap approximations. We hope
this will allow for more widespread use of such methods, because they exist and we show
they can be incredibly useful. Indeed, it may be the case that many optimisation procedures
can benefit from multi-fidelity approximations but they have never been considered, or they
have been thought of as something to do instead of parallelisation, instead of doing them
concurrently. We also hope that by making the algorithm flexible, it will appeal to a wide

range of practitioners and problems.
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3.10 Looking back...

This work was carried out in two separate time periods, as my first PhD project in late 2020, and
it was then revisited and finished in 2022. This meant that the ideas do feel a little disjointed,
as I originally focused on independent Gaussian Processes, before discovering multi-output GPs
were a much better tool for the task. Looking back, I would have liked to focus on the latter

class of models more intently, for example, by including latent variable GPs in the comparison.

In addition, the disjointness meant that I did not read about GIBBON [Moss et al., 2021a]
until after the manuscript was finished. I would have liked to have included it in the baseline
comparisons and tested more thoroughly as to when each method is preferable. I think more
thorough testing and including more real-life benchmarks would have made the work even

better.

Also important to mention, that we have recently added an implementation of our method
in BoFire [Durholt et al., 2024] [https://github.com/experimental-design/bofire| which

can be used for more complete benchmarking.


https://github.com/experimental-design/bofire

Chapter 4

SnAKe: Bayesian Optimisation with

Pathwise Exploration

This chapter is associated with the publications [Folch et al.| [2022] and [Folch et al.| [2023b].

4.1 Preliminaries

Classically, black-box optimisation finds an optimum by sequentially querying the function. In
this chapter we will study a variation of this problem, with two important differences. First,
we introduce the idea that large changes in inputs, between iterations, cause the function to
become more expensive to evaluate. Second, we do not assume observations are available
immediately: delay between querying the function and getting a result leads to asynchronous

decision making.

As a motivating example, consider a droplet microfluidic reactor [Teh et al., 2008] (see Figure
. In such a reactor, we can quickly pump in chemicals, expose them to certain conditions,
and collect the results of our experiments as they exit. However, large changes in temperature
mean that the reactor is no longer in steady-state, and this makes the evaluations unreliable

until the system stabilises. Smaller changes can maintain a “quasi-steady state”, as the system

62
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is easier to stabilise. Further, we have to wait for droplets to exit the reactor before obtaining

observations.

Microreactor conditions, e.g. Droplet flow

Input Chemical Composition rate, Light exposure, Heat exposure

’ SYSTEM INPUTS
'SA '
s ‘i 2 1
e
e N Y
K-2
SYSTEM OUTPUTS
Online outputs, e.g. Fluorescence, Offline outputs, e.g.
Confocal microscopy, Infrared camera Chromatographic assays

Figure 4.1: Motivating example. Droplets flow into the micro-reactor where we control condi-
tions such as temperature and flow rate. The cost to change function inputs arises from how
adjacent droplets are coupled, e.g. rapidly changing the temperature after droplet K means
waiting for system equilibration before taking new measurements. Asynchronicity arises from
choosing drops 2,3, ..., N before getting the results of droplet 1.

More broadly, consider optimisation requiring spatially continuous exploration. Gaussian pro-
cesses have shown promise in the context of modelling air pollution [Pinder et al., 2022, |Stod-
dart et al., [2023]. Machine learning methods for detecting the sources of pollution have been
developed [Leu and Hoj, 2019] and more recently using black-box optimisation for the optimal
placement of pollution sensors |[Hellan et al.,|2021]. Mobile or adaptive pollution readers, such as
those used by AirQo |[https://www.airqo.net/about|, would face similar challenges if black-
box optimisers were used to track the pollution sources |Grant et al. 2019]. Samaniego et al.
[2021] show a more concrete example where autonomous vehicles use Bayesian optimisation to

monitor and track water contamination sources in the Ypacarai lake in Paraguay.

Classical Bayesian optimisation |[Jones et al., 1998, [Shahriari et al., 2016] provides effective so-
lutions to black-box optimisation; however, physics-based limitations are usually not taken into
account [Thebelt et al. 2022c|. Typically Bayesian optimisation follows a myopic approach,
in that the algorithm chooses the next query based only on the current state of the surrogate
model. Classical Bayesian optimisation reduces uncertainty in unexplored areas and then re-
turns to promising areas with no regard for the distance between consecutive query points.

This means that the algorithmic procedure will incur very high nput costs.


https://www.airqo.net/about
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However, having zero changes in input space is obviously not a good solution. After all we want
to explore the search space to find the optimum point. We seek an algorithm that preserves
the essence of Bayesian optimisation. Consider a scenario where we know a large number of
inputs we want to query. In this case, we could simply order the queries to attain the smallest
input cost. A good solution would simply require selecting a large number of queries, creating
an ordering, and then following the path defined by the ordering. Once we start obtaining new

information, we could update our beliefs and update our optimisation path.

In this chapter, we propose Sequential Bayesian optimisation via Adaptive (K)Connecting
Samples. We dub our algorithm SnAKe, joining other reptile named algorithms such as VI-
PER [Komodromos et al.,[2024]. Just as the snake grows by carefully eating items in the classic
arcade game, a SnAKe optimisation path grows from carefully adding queries to the evaluation

path.

4.1.1 Problem Set-up

We consider finding the maximum, z* = argmax,, f(z), of a black-box function, f, where
X is a compact subset of RY. We evaluate the function sequentially, over a discrete and finite
number of samples, t = 1,...,T. For every query, z;, we follow the common theme of the thesis

of obtaining observations of the objective with Gaussian noise, y; = f(x;) + €.

Focusing on the asynchronicity introduced in Chapter 3| we assume there is delay, tgeiqy, between
choosing a query and getting an observation. So our data-set at iteration ¢ is given by D, =
{(@iyyi) 11 =1, .., t — tgeray — 1}. If we set t4e1qy = 0, we revert to classical sequential Bayesian

optimisation, otherwise we are in an asynchronous setting.

Finally, we assume there is a known cost to changing the inputs to our evaluation, C(zy, x4y1).
We use simple regret, SRy = f(z*) — max;—1__; f(x;) as the performance metric. We want

to minimise regret, or equivalently, maximise f, for the smallest possible cumulative cost,

ZtT;f C(mtv 37t+1)-

We note that the problem definition is invariant to cost scaling relative to the objective, because
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an optimal trajectory will be defined solely by the shape of the function. Current cost-aware
methods are not scale invariant, and as we shall see, SnAKe first chooses which points to query
and then finds the most cost-efficient way of selecting them, making the method invariant to

scaling of the cost.

4.2 Related Work

‘Process-constrained Batch Bayesian optimisation’ [Vellanki et al. 2017], is the closest analog
to our setting of Bayesian optimisation with input costs. [Vellanki et al. [2017] navigate the
physical limitations in changing the input space by fixzing the complicated inputs for every
batch. Rather than fixing the difficult-to-change inputs, we penalise large input variations
in line with the costs (time and resources) of changing conditions. SnAKe decides when to
make expensive input changes. Recently, Ramesh et al.| [2022] consider a similar cost setting
to ours, inspired by applications to wind energy systems. [Waldron et al. [2019] compare the
use of transient variable ramps (small input changes in a pre-determined manner) against a
full steady-state design of experiments approach for learning parameters of chemical kinetic
models. They show that the transient approaches give less precise estimates, but much faster.
SnAKe combines the best of both worlds, automatically designing experiments while keeping

input changes small.

‘Cost-aware Bayesian optimisation’ [Snoek et al| 2012, Lee et al., 2020, Luong et al. 2021]
optimises regret with respect to cost per iteration. These costs, which are fixed throughout
the Bayesian optimisation process, arise when some regions of the input domain are more ex-
pensive to evaluate than others. Similar ideas appear in Multi-fidelity Bayesian optimisation
[Kandasamy et al., |2016a), Poloczek et al., [2017] where cheap approximations for the objective
function are used. |Bogunovic et al.| [2016] combines cost-aware and level-set estimation ap-
proaches to solve environmental monitoring problems. Diverging from prior works, our setting
does not assume that different regions incur different costs. Instead, SnAKe addresses the set-

ting where the difference between adjacent inputs defines costs. The query order changes the
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cost, therefore we focus on optimisation paths instead of optimisation sets.

The baseline of Cost-aware Bayesian optimisation, Expected Improvement per unit Cost (Elpu),
defined as El(z)/Cost(x), is not directly applicable to our setting because the cost of not

changing inputs, i.e., choosing x; = z;_1, is zero. We can instead use:

vEIpu(z) = EI(z)/(y + Cost(z, 4-1)) (4.1)

which gives us three main issues: (a) Eq. introduces new hyper-parameter v with no
obvious way to choose it, (b) Eq. effectively penalises the acquisition function far away
from the data, so near local optima we only penalise exploration and may over-exploit, (c)
asynchronous extensions have a tendency to encourage batch diversity, so we introduce a new
trade-off between penalising locally and far away. As we shall see, SnAKe shows robust results

with just one hyper-parameter.

Look ahead Bayesian optimisation |Ginsbourger and Riche, 2010, Lam et all [2016| |Gonzalez
et al. 2016b| considers possible future queries to make the current choice less myopic. We
could use it to select the inputs to query, as we could simply look-ahead at what any classical
Bayesian optimisation would choose and then order the queries accordingly. However, one is
only able to look ahead for a few iterations, due to the computational complexity of looking far
ahead into the future [Bertsekas, 2012, |Yue and Kontar, |2020]. For example, Lee et al.| [2021]
combines Markov Decision Processes [Puterman) [2014], look-ahead and cost-aware ideas, but
is limited by the short time horizons rollout can handle. Reinforcement Learning [Sutton and
Barto, 2018] can be used, but it requires access to a dedicated training environment. Mutny
et al.| [2023] show how similar ideas can be used for trajectory optimisation in environmental

monitoring.

A computationally cheaper alternative that allows us to select many inputs to query is Batch
Bayesian optimisation (BBO) |Gonzélez et al. 2016a, Azimi et al., |2010]. BBO is the setting
where we are able to parallelise function evaluations, and as such we want to select multiple

queries simultaneously. (Gonzélez et al.| [2016b] and [Jiang et al. [2020a] link BBO with look-
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ahead Bayesian optimisation, using a Local Penalization method |Gonzélez et all, [2016a] and
Expected Improvement (q-EI) |Ginsbourger et al., 2010], respectively. Unfortunately, they
restrict themselves to smaller batch sizes (¢ < 15) due to computational expense. Beyond the
use of planning, Savage and del Rio Chanonal [2024] applied batch Bayesian optimisation to
offer humans alternative querying options, incorporating expert knowledge in the optimisation
loop. Asynchronous Bayesian optimisation [Kandasamy et al., [2018] |Alvi et al., 2019] addresses

the problem of choosing queries while waiting for delayed observations.

4.3 An ordering-based algorithm

4.3.1 General Approach

For our general approach, we will seek to create a large batch of queries that we want to evaluate,
and then plan-ahead a whole optimisation path. This is useful for three reasons: (1) it allows us
to order the queries in a way that reduces input cost. (2) It allows us to deal with any delay in
getting observations, because we can pre-select future queries. (3) It remains computationally
feasible to plan-ahead even for very large time horizons. We can follow this ordering or path

until new information is available, after which we will update our path.

While we will provide a specific way of creating, planning and updating the paths, we note that
the general ideas can be extended to suit different settings. We detail three different examples

in Section [4.7 We detail the general procedure in Algorithm [4]

4.3.2 Creating a Batch Through Thompson Sampling

We need to produce batches that are representative of the current state of the surrogate model.
In addition, the method should allow for big batch sizes, since we want to produce batches as
big as our budget (which is usually much larger than the batch size most methods consider).

For example, in a micro-reactor, we might be interested in batches that contain hundreds of
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Algorithm 4 General Ordering-Based Optimisation

input: Optimisation budget of T samples. Method for creating batch of queries. Method
for creating an ordering from a batch of queries. Method for updating paths.
begin: Create initial batch of size T" and ordering, S
fort=1,2,3,....,T do
if there is new information then
Update surrogate model
Choose a batch of new points to query
Create a new path, S
S« S
Choose next query point from ordering: x; < .S;
Evaluate f(z;)

points [Teh et al., 2008].

Kandasamy et al. [2018] offers a promising solution where every point in the batch is indepen-
dent. The method is based on Thompson Sampling, which uses the GP’s inherent randomness
to create a batch. Each batch point is chosen by drawing a realization of the GP, and optimising
it, as per Eq. . The queries will fill out the space, and they are more likely to be on
promising, and unexplored areas. It should work very well in our context given we expect our
initial batch sizes to be very large, so the sample should be representative of the current state

of our surrogate model.

4.3.3 Creating a Path via the Travelling Salesman Problem

After selecting a batch of queries, P; = {:U,El) Z-T:l, we order them. We do this by embedding a
graph into the batch, where the edge weights are the cost for changing one input to another.
We then find the shortest path that visits every point, i.e., we solve the Travelling Salesman
Problem (TSP) [Bellmanl 1962, Dorigo and Gambardellal 1997]. Section discusses the

computational cost.

Mathematically, we define the graph G = (V, E, W), with V. = {i € 1,..,T : xii) € Py},
E={(i,j):i,7€1,.,T}, and W = {w;; = C(xf),x?)) : (i,7) € E}, where T is the number
of batch samples. We solve the TSP in GG to obtain our latest optimisation path. A simple

example would be to try to minimise the total distance travelled in input space, by selecting
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the Euclidean norm as cost C(xy, z411) = ||z¢ — T4v1]]-

4.3.4 Naively Updating the optimisation path

After updating the GP with new observations, we want to use this information to update our
path. We propose updating our strategy by creating a new batch of points. At iteration ¢, the
remaining budget has size T' — t. We first propose sampling 7" — ¢ queries through Thompson
Sampling, and then solving the Travelling Salesman Problem. However, we show this leads
to the algorithm getting ‘stuck’ in local optima. This is because every time we re-sample, we
naturally include some exploitation in the batch, and this exploitation will always be the next
point chosen by the TSP—we will never reach the exploration algorithm steps. Figure shows

an example.

4.4 Escape Analysis

To try and solve the convergence problem introduced by naive resampling, we briefly analyse
it. This analysis assumes we receive noise-less observations. However, all sampling can be
done in the presence of noise by calculating the corresponding posterior. We note that this
section will provide intuition for the next step of the algorithm, however, we are not providing
rigorous theoretical justification for the step or proving any type of regret bounds. We focus
on Thompson Sampling.

Definition 4.1. (Thompson Sample) We say xgi) is Thompson Sampled, and we write xgi) ~ Ty,

.jljgi) = arg max ft(i) (), where ft(i)(~) ~ GP (i1, ki|Dy).

zeX

Note that the sampling distribution GP(u:, kD) changes at each iteration.
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Figure 4.2: Effect of Point Deletion for ordering-based Bayesian optimisation. (a) and (b) show
the maximization objective and the underlying surrogate model, with black crosses representing
queries and observations. (c) shows the optimisation paths. Naive resampling gets stuck in
the local optimum (z = 0.16) whereas Point Deletion escapes the local solution. We also show
the predicted escape iteration, T'p (after estimating p ~ 0.74 in Figure , which accurately
predicts the algorithm behavior in this simple example.

One particular concern, diagrammed in Figure[4.24] is the possibility of the method being stuck
in a certain area. Let Bs(a) be a Euclidean d-ball centered at a, and assume that x; 1 € Bs(a).
We further assume two more things: (a) we resample the batch at every iteration, and (b) the

TSP solution, or any approximation, will always choose a point in Bs(a) to be the next step, if
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there are any. These assumptions represent the worst-case scenario for trying to escape a local

optima.

Definition 4.2. (Non-escape Probability) We define the non-escape probability, p;, at iteration

t, as the probability of a Thompson Sample falling into Bs(a). That is, for ngi) ~ Tyl

pe = P(z{” € Bs(a)) = P(||a}” — al| < 4). (4.2)

Let P, = (x,gl), o xiTﬁt)) ~ 1y 1.0.d.. Of particular interest to us, is the number of ‘non-escapes’
in the sample, N; = |P; N Bs(a)|. We are guaranteed to escape if no sample falls in Bjs(a), so

we say we have fully escaped if :cgi) ¢ Bs(a) Yi.

Remark 4.1. Note that Ny ~ Binomial(T —t, p;) as all the samples are mutually independent,
therefore the probability of fully escaping is P(N; = 0) = (1 — p,)T=t. This means we can only

expect to fully escape if p; is very small.

Therefore we are interested in the behavior of p, as we gain more information about f in Bs(a).

We now consider the circumstances under which p; becomes very small:

4.4.1 Areas without stationary points

Consider the case when our objective f does not contain a stationary point in Bs(a). Then
the maximum of f on the closure of the ball, Bs(a), must lie on the boundary of the ball. In
particular, if we assume that our GP model has no error in Bs(a), and assuming continuity of

sample paths, then the non-escape probability must be zero, p, = 0.

Intuitively, the area itself contains enough information to ensure, with complete certainty, that
the global optimum does not lie in the area. We hope that, as we collect information inside areas
without stationary points, p; — 0, and we will eventually leave them with small probability of
returning. In Figure we estimate the non-escape probability and show an example of quick

convergence to zero in a case with no stationary points.
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Figure 4.3: We estimate the probability of non-escape by taking 5000 independent Thompson
Samples and counting the number of samples inside A (i.e. the MLE estimator of the Bernoulli
distribution). We do this for increasing number of training points in A (which are chosen
randomly with a uniform distribution in A). We repeat the experiment 10 times. The left
plot shows the underlying function and the Gaussian Process for 15 training points. The right
plot shows the evolution of our estimate as we increase training points inside A = [0,0.1] (we
plot the mean of each run + the standard deviation). We can see that p, quickly converges to

(almost) zero. We almost guaranteed to fully escape the area after 15 time-steps, even for very
large budgets.

4.4.2 Areas with stationary points

Areas with stationary points pose a much bigger problem. We will restrict our arguments to
local maxima, since this is where we have observed the problem. Assume that f has a local
optimum in Bs(a), higher than any other we have observed before. In this case, any sample
taken from a Gaussian Process with no error in Bs(a) will have a local maximum inside Bs(a),

and therefore it is possible that this local maximum is the global solution.

As we increase the information inside the area, p; is not guaranteed go down to zero. This
makes intuitive sense; the only way of knowing if a local optimum is not a global optimum is by
sampling away from it—therefore with limited information we will allocate a certain probability

to the global optimum being inside Bs(a). We include a clear example where p; — p > 0 in

Figure [4.4]

Sampling consistently in a promising area is not necessarily a bad thing, indeed we want to
exploit near possible global optimum candidates. However, the question then becomes, how long
will it take us to leave a local optimum? Recall the probability of fully escaping is (1 — p;)T~!

I

and therefore it will be increasing as ¢ increases, even if p; is (almost) constant.
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Figure 4.4: We estimate the probability of non-escape by taking 5000 independent Thompson
Samples and counting the number of samples inside A (i.e. the MLE estimator of the Bernoulli
distribution). We do this for increasing number of training points in A (which are chosen
randomly with a uniform distribution in A). We repeat the experiment 10 times. The left
plot shows the underlying function and the Gaussian Process for 15 training points. The right
plot shows the evolution of our estimate as we increase training points inside A = [0.1,0.2]
(we plot the mean of each run + the standard deviation). This example makes it clear that
p: does not converge to zero. Furthermore, it seems to converge to just over 0.7 which a very
large probability. This will make fully escaping the local minimum very difficult without Point
Deletion.

Remark 4.2. Assume that p; — p > 0, and that we have a high escape probability after t.
iterations, i.e., (1 —p)T =t is large, leaving us T — t, iterations to explore the rest of the space.
If we increase our budget from T to T', we will not have a high probability of escape until
(1—p) "t =1 —-p)T ", de,t=T —T+t,. This leaves us withT' — (T' =T +t,) =T —t,
iterations to explore the rest of the space. Note that this is independent of T', meaning that
increasing our budget does not increase our budget after leaving Bs(a)! Rather, it only means
we will be stuck in Bs(a) for a longer time. This is very concerning as the method will be very
myopic; if it finds a local optimum, it is likely that it will spend a very large amount of the

budget exploiting it.

4.4.3 Escaping with e-Point Deletion

Intuitively, the convergence problem stems from the constant resampling, because in every
iteration resampling is reintroducing exploitative points. We seek a way of making sure that
the samples used by the algorithm to create paths take into account the previously evaluated

designs. Penalising the samples via distances to previous queries seems like a simple solution,
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e.g., similar to local penalization [Gonzalez et al. [2016a]. However, penalization introduces the
need to carefully tune the strength of the penalization so that we can still exploit optima and

remain cost-effective — the parameterization is nontrivial.

Around a local maximum, if we assume that p, — p > 0, then we can interpret p as the
probability that the global maximum lies on the ball Bs(a), as such, we focus on a method
that has the property of exploiting the promising area for T'p iterations (that is, the total
budget weighted by the probability). To achieve this, we propose creating a total of 7" samples,
and then deleting batch points that are similar to previously-explored points (i.e., we remove
excess exploitation introduced by resampling). Algorithm , which we term e-Point Deletion,
still allows us to exploit local optima if we sample many points near them, however, it should

eventually move on.

Two points to note: (a) Point Deletion uses the Euclidean norm, and it is independent of the
cost function. This is because we are trying to escape local minima of simple regret. (b) After
the deterministic removals, it is likely the batch size is still larger than our remaining budget,

so we balance it by randomly removing points from the batch.

Algorithm 5 e-Point Deletion

input: New proposed batch P, (size T'), set of already queried points @y (size t), and deletion
distance €
for z € Q; do
d + mingep, ||z — ||
if d < ¢ then
# find the closest point to the query x in the new batch
T < argming cp, ||z — 2|
else
# else pick a random sample
T < Random(7)
# remove said point from the batch
P, +— Py \{i’}
output: A batch P; (size T'—t)

e-Point Deletion allows us to escape local optima by directly increasing the probability of fully
escaping without changing p;. Let ¢; be the number of previously queried points inside the ball,
and set € > 2. Indeed, it follows that we will escape if NV, < ¢, (as ¢; samples are guaranteed

to be deleted due to previously queried points) which is much better than requiring N, = 0.
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Due to over-sampling, the expected number of ‘non-escapes’ is given by E[V,] = p, 7. Around
a local maximum, if we assume that p, — p > 0, and hence, p;T" =~ pT’, then we can reasonably
expect an escape when ¢; = pT, that is, we will exploit the local maximum for approximately
pT iterations. This time we leave T' — ¢, = T'(1 — p) extra iterations to explore the remaining
space! Increasing the budget will benefit both the exploitation and the exploration instead of

only the former (in contrast with Remark .

Figure gives an empirical example where we use Point Deletion, with ¢ = 0.1, to escape a
local optimum. We observe the expected behavior from our brief analysis. For Point Deletion,
we calculate the escape prediction as pT' ~ 74, using p =~ 0.74, which we estimated in Figure

4.4 We can see that without Point Deletion, we remain stuck in the first local optimum.

4.5 The SnAKe algorithm

Algorithm [6] which we dub ‘Sequential Bayesian optimisation via Adaptive Connecting Samples’
(SnAKe), combines the ideas of previous sections. Figurediagrams the most important steps

of SnAKe. Section develops an effective, parameter-free alternative to the choice of e.

Note there is no requirement for data to be available immediately following querying. If £4e10y >
0, we can simply stick to the latest path. It works without modification on the asynchronous
setting. This is vital since we were inspired by chemical experiment design which can exhibit
asynchronicity. We also note that the problem is invariant to cost scaling, as the batch creation
and point deletion steps are independent of the cost, and the solution to the Travelling Salesman

Problem is also scale-invariant.

4.6 Computational Considerations

Unfortunately, Algorithm |§| (SnAKe) is computationally expensive in two aspects. First, for

large budgets, we may struggle to train and sample the GPs. For our experiments, training
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Algorithm 6 SnAKe

input: optimisation Budget, T". Deletion constant, e.
begin: Create initial batch, Py, uniformly. Choose starting point xo. Qo < {zo}. Create
initial path, Sy, by solving TSP on Py.
fort=1,2,3,....,T do
Check if any running evaluations are finished
if there are new observations then
Update surrogate model
Create batch of size T using Thompson Sampling, P;_,
P;_1 + e-Point Deletion(P;_1, Q1)
S TSP(Py, source = xy_1) \{zi1}
S Qi1 US
Choose next query point from schedule: z; < 5;
Qr — Qi1 U {z}
Evaluate f(z;)

was not an issue and we were able to use full model GPs. However, we could use Sparse GPs
[Snelson and Ghahramani, [2005] if needed. The Wilson et al.| [2020] approach allows us to create
GP samples efficiently, and possibly optimise them using gradient methods. The sampling can
be done in linear time (after the GP has been trained). We use the Wilson et al.| [2020] method

to create our samples, and then optimise the samples using Adam [Kingma and Bal, 2014].

The second bottleneck is solving the TSP, which is NP-hard, and we may need to solve it almost
at every iteration (for small values of ¢4cq,). There are heuristic solutions that give approximate
solutions quickly. We use Simulated Annealing [Kirkpatrick et al., 1983] which grows linearly
with the budget size, T'. For small budgets, simulated annealing should find good solutions,
but it could struggle as the budget size increases. To solve this, note that we do not actually
require a super-specific solution to the problem: we are only expecting to query the first few

points on a path before replacing it by an entirely new path.

We build an adaptive grid (at each iteration) consisting of two separate parts. A very coarse
grid, &giopar, covers most of the search space, and a very fine grid, &oeat, consisting of the N,
samples closest to x;. This allows us to define the grid & = &gobar U &iocarr- The remaining

T — N, samples will be assigned to the closest point in & (using the Euclidean distance).

The adaptive grid means we expect to have multiple samples assigned to the same point,

specifically in the coarse areas of our grid. But this is not important, because we expect our
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Figure 4.5: Graphical example of SnAKe behavior in a full iteration if new information is
available. The underlying function is Branin 2D. The feasible set is [0, 1], so we do not see
all the samples or the complete path with this zoomed-in view. (a) The red line shows the
already-queried path. The blue path shows our future plans. (b) For each query, we can see
the e-ball under which the deletion step is deterministic. We plot the Thompson Samples as
dots, the accepted ones in black and the deleted ones in green. (c) The new path is in blue
and the points ignored (due to Point Deletion) are in green. Note the higher concentration of
samples in what the model considers a promising area.

immediate attention will be in the area around our current input where there should be little

to no repetition. This will allow the algorithm to focus on testing solutions which are relevant

to our problem.

The adaptive grid introduces two hyper-parameters: the size of the global and local grids,
respectively N, and V;. Using this method, we run the TSP heuristics on a graph with at most

min(N, + N;,T) nodes. For the experiments, we create the global grid using a simple Sobol

grid a '

With these modifications, we were able to comfortably run all experiments in a CPU (2.5
GHz Quad-Core Intel Core i7), where SnAKe shared a wall-time similar to Local Penalization

methods.

4.7 Practical extensions of SnAKe

SnAKe is limited in some practical aspects. In this section we present three practical extensions:

I. SnAKe requires the total number of experiments to be selected a priori, but, in practice
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we might not know how many experiments are needed, or we might want to minimize the

number of experiments, e.g., to save on materials.

IT. Even though SnAKe minimizes cumulative input changes, individual input changes be-
tween iterations are unbounded. This could pose a practical problem in some applications,
where large changes may be unsafe or infeasible. For example, there may be limitations

on maximum temperature or the rate of temperature change.

ITI. The algorithm assumes a single objective function. In many applications, experimentalists
are interested in problems with many objectives. In multi-objective settings, we seek to

find a Pareto front of solutions as opposed to optimizing a single function.

4.7.1 Self-stopping SnAKe

Algorithm 7 Expected Improvement Point Deletion

INPUT: Proposed batch, Py, of size (T — t). Model-misspecification safety parameter v,
termination parameter 0.
for z, € P, do

if ( El(z,)/C®(z,) <d ) and ( Var[z, | D; ] < v ) then

P P\ {z,}

if |P;| = 0 then

Terminate optimisation
OUTPUT: Reduced Batch, P, of unknown size. Optimisation termination criteria.

We begin by investigating the first problem. We assume that we want to optimise an expensive

black-box function f and that the cost of experiment ¢ + 1 can be described by:

C(ifu $t+1) = O(O)(ﬂftﬂ) + c (il'n $t+1) (4-3)

where ;1 is the next experimental input we want to query, z; is our current input, CA(:rt, Tig1)
is an input-change cost function equal to zero when x4 = x,, and C©)(x,,) represents the
fixed cost of each experiment. The goal is to optimise the function for the smallest possible total
cost. Finding an exact optimum of a black-box function is practically impossible; therefore the

Bayesian optimisation loop should terminate once we have a good approximation.
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To combine Bayesian optimisation stopping conditions and SnAKe, we modify the Point Dele-
tion criteria [Folch et al. 2022, Section 3.7] using Elpu [Snoek et al/ [2012] as a stopping
condition. For a certain point z, if the Elpu, EI(z)/C©(z), is less than a given threshold
0 > 0, then we delete it. We also add an extra criterion based on the prediction variance of
the point to avoid early termination in the case where the model is misspecified: we will not
delete points that still have significant uncertainty. Using this same criteria (to avoid model

misspecification), we were able to significantly boost Elpu’s performance, achieving comparable

results to SnAKe. We detail the method in Algorithm

4.7.2 Truncated SnAKe

We now investigate the problem of maximum allowable input changes, motivated by, e.g., safety
or physical limits. In particular, we assume the optimisation now involves the rate-of-change
constraint:

’mt—i-l - l‘t’ < (5MAX7 Vte {1, 7T’} (44)

We modify the criteria that SnAKe uses when selecting which experiment to query next: trun-
cate SnAKe’s input change whenever it exceeds dp74x. The modification is shown in Algorithm

, where [v]®) denotes the unit-length vector in direction v.

Algorithm 8 Truncated SnAKe (TrSnAKe)
Run SnAKe as normal with the following extra criterion for each new experiment, z;,:
if |xt+1 - fL’t| > (5MAX then
Top1 T+ (2041 — 2] ouax

4.7.3 Multi-objective SnAKe

We consider a simple multi-objective extension of SnAKe by using random scalarizations of the
objective functions [Paria et al., 2020]. We define the problem as trying to find the Pareto front
of a set of objective functions {f®* (x)}/ . The Pareto front (in the maximization setting)
is defined as the set of points where we cannot increase the value of an objective without

decreasing the value of another.
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SnAKe creates a large batch of points using Thompson Sampling, which is then considered for
evaluation and ordered in such a way that input costs are minimised. Paria et al.| [2020] give
a multi-objective extension of Thompson Sampling, where we consider a random parametric

scalarization of the objectives as a single objective function.

Assume we have K objectives, each modelled by an independent GP. We choose a scalarization
function S({f*} ) where \ is a random parameter with distribution p()\). Specifically,
we test a linear scalarization function S({f® M A)(z) = Sr Mf® (z) and Tchebyshev
scalarization S({f® < A\)(2) = ming_y._x \e(f®(2) — 2¥)), where 2(*) are some reference
points [Nakayama et al., |2009]. The latter can handle non-convex Pareto fronts. To create
the batch, we simply sample both the independent GPs and A ~ p(\) and then optimise the
single objective (one for each GP sample). We choose this particular multi-objective method
for its computational simplicity, which is required when creating large batches. We outline the

procedure in Algorithm [9

Algorithm 9 Multi-objective SnAKe (MO-SnAKe)

Run SnAKe as normal, but replace the Thompson Sampling in the batch creation step with
Random Scalarization Thompson Sampling. That is, create the batch with the following
algorithm:
fori=1,...,7T do

f(l)v cety f(K) ~ GP(/I’IH Ut|Dt)

A~ p(A)

riy = argma, ey S HLL M) (@)

4.8 Experimental Results

For all experimental results we report the mean and the standard deviation over 25 experi-
mental runs. We give the full implementation details in Appendix Classical Bayesian
optimisation methods are implemented using BoTorch [Balandat et al., 2020] and GPyTorch
[Gardner et al, 2018]. The code to replicate all results is available online at https://github.

com/cog-imperial/SnAKe.

In all experiments, we examine SnAKe for e = 0,0.1, and 1. We further introduce a parameter-


https://github.com/cog-imperial/SnAKe
https://github.com/cog-imperial/SnAKe
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free alternative by adaptively selecting € to be the smallest length scale from the GP’s kernel,
and denote it /-SnAKe. SnAKe proves to be robust to non-zero choices of €. We conjecture this
happens because of Thompson Sampling’s exploitative nature [Nava et al., 2022], so all excess
exploitation is concentrated on a very small area. For e = 0 we observe very low cost, at the

expense of some regret.

Across all experiments we can see how SnAKe can traverse the search space effectively, con-
stantly achieving good regret at low cost. While other cost-aware methods may also achieve
good performance, they are very inconsistent, suggesting they require careful tuning. SnAKe
achieves good, robust results with a single hyper-parameter. We do highlight that SnAKe
performs best when there are enough iterations for the samples to adequately fill the search
space: this is highlighted by poor performance in Perm10D and by ordinary performance in

low-budget experiments (see Figure [4.8)).

4.8.1 Synthetic Functions

Sequential Bayesian optimisation This section examines the performance of SnAKe against
Classical Bayesian optimisation algorithms. We compare Expected Improvement (EI) [Mockus
et al., 2014], Upper Confidence Bound (UCB) |Srinivas et al., [2010|, and Probability of Im-
provement (PI) [Kushner, 1964]. We compare against Expected Improvement per Unit Cost
Snoek et al|[2012] (EIpu) as introduced in Eq. (4.1]), with v = 1, and with Truncated Expected
Improvement Samaniego et al.| [2021] (TrEI). We also introduce a simple baseline, where we cre-
ate a random Sobol sample, and then arrange an ordering by solving the TSP, and never update
the path again. We do this for three classical benchmark functions. We set the cost function
to be the 2-norm distance between the inputs. Figure 4.6/ shows the results in the top row. For

completeness, Figure [4.8 showcases a failure of SnAKe in high-dimensional optimisation.

Asynchronous Bayesian optimisation We explore the asynchronous setting, comparing
Local Penalisation with UCB (UCBwLP) |Gonzalez et al., 20164, Alvi et al., 2019], Thompson

Sampling (TS) [Kandasamy et al.l 2018], and the same Random baseline from the sequential
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setting. We also test on Elpu with Local Penalisation (EIpul.P), with v = 1. The results are

shown in last two rows of Figure 4.6
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- TrEl
—-- 1.0-SnAke —— UCB
— [-SnAKe — P
El Random

|
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log (Regret)
log (Regret)
log (Regret)

0.0-SnAKe Random
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Figure 4.6: Synthetic experimental results. The first row represents three of the synchronous
benchmarks. The last two rows correspond to asynchronous experiments with #geqy = 25. We
plot the average log(regret) achieved against the cost spent. For every experiment, 7' = 250,
and we limit the z-axis to the maximum cost achieved by SnAKe or Random. ¢-SnAKe is the
parameter-free version. SnAKe consistently achieves good regret against at cost. The bounds
are + half the standard deviation of 25 different runs.

4.8.2 Reaction Control on SnAr Benchmark

We test our method on a real-world, SnAr chemistry benchmark [Hone et al., 2017]. We control

four variables; equivalents of pyrrolidine, concentration of 2,4 dinitrofluorobenenze at reactor
inlet, reactor temperature, and residence time. We assume changing temperature, concentration

and residence time incur an input cost, owing to the response time required for the reactor to
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Figure 4.7: Hartmann6D. Here we showcase the effect of increasing the budget size, showing

SnAKe performs increasingly better as the budget grows.

Each row represents a different

budget. The left column shows the evolution of regret against the cost used. The middle
column shows the evolution of regret with iterations, and the right columns show the evolution
of the 2-norm cost. A high-dimensional example where SnAKe performs exceedingly well, giving
the best regret at low costs for all budgets except T' = 15. The final cost is considerably lower
for SnAKe than any other method.

reach a new steady state. We assume the reactor as a first-order dynamic system, where the
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Figure 4.8: Perm10D. Here we showcase how SnAKe can fail to optimise well in higher dimen-
sions. Fach row represents a different budget. The left column shows the evolution of regret
against the cost used. The middle column shows the evolution of regret with iterations, and
the right columns show the evolution of the 2-norm cost. SnAKe struggles in this benchmark,
however, EI also struggles. As an interesting observation, if we did not update the model,
we would achieve a much better performance (as it would be equivalent to Random). Elpu
and TrEI perform well in this example, we conjecture this is because they are doing far more
localised searches while SnAKe is trying to cover all the space available (which is very difficult
in higher dimensions).

response to changes in input is given by:

(s)i = (x); + (1 — e_s/o‘i)(Axt)i (4.5)
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where s denotes the time after experiment z; is finished, (x;); denotes the ith variable of the tth
experiment, (Ax,;); = (x441); — (2¢);, and o is the system time constant. We define quasi-steady
state using an absolute residual f;, i.e., |(zs); — (441);| < B;. For input changes smaller than
B;, we assume a linear cost, defined by a parameter ;. Combining with the response time from
E3):

Ci(z¢, xp11) = v min{ G, |A(i)xt|} -+ max {0, a; log (\A(i)xtl/ﬂi)} ) (4.6)

We assume that we can change variables simultaneously, so the total input cost is simply the
longest response time within a given set of input changes. That is, C'(xy, x;41) = max;er, Ci(xy, Tyi1),

where I, is the index set of the control variables. We implement the simulation using the Sum-

mit package [Felton et al., 2021]. More details can be found in Appendix We set a delay

of tgeiay = 25, and optimise for T" = 100 iterations. The results of the experiment can be seen

in Figure [4.9]

1
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(a) Evolution of regret against
input cost. We can see that
SnAKe is able to achieve the best
regret for low cost.

(b) Evolution of regret with it-
eration number. SnAKe’s final
regret is comparable with classic
Bayesian optimisation methods,
and better than EIpul.P.

(c) Evolution of input cost with
iteration number. Low cost is
achieved by EIpuLLP, SnAKe and
the TSP-ordered Random opti-
misation.

Figure 4.9: Results of experiments on the SnAr chemistry Benchmark. SnAKe achieves the
best regret out of all low-cost methods. The bounds are created from + half the standard
deviation of all runs. The best performer, /-SnAKe, is parameter-free.

4.8.3 Finding Contamination Sources in Ypacarai Lake

As a second real-world example that exhibits costly input changes, we investigate an alternative

to the case study introduced by Samaniego et al.| [2021]. Autonomous boats are used to monitor

water quality in Ypacarai Lake in Paraguay. We consider three different objectives, illustrated

in Figure created using the Schekel benchmark function (as in Samaniego et al. [2021]).
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Objective 1 Objective 2 Objective 3
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Figure 4.10: Visualization of Ypacarai Lake, and the objectives we optimise over. We show an
example of a SnAKe optimisation path on the simultaneous optimisation problem (see Section

157).

Table 4.1: Ypacarai results. We present the average regret from 10 runs + the standard
deviation, multiplied by 103. O1, 02, O3 correspond to the different objectives. All runs
are terminated after the cost exceeds 10 units (approximately 100 km). SnAKe is the best
performer in 2 out of 3 objectives.

Regret O1 Regret 02 Regret O3
TrEI | 0.475+£0.596 | 0.118 £0.104 | 0.076 £ 0.050
Elpu | 0.249+0.225 | 0.068 +0.073 | 0.071 +0.049
SnAKe | 0.074+0.063 | 0.109+0.186 | 0.036 + 0.048

Each objective could correspond to a measure of water quality, such as pH, turbidity, CO2
levels, or many more. We consider the problem of finding the largest source of contamination
in the lake by maximising these objectives. The cost between queries relates to the boat
physically moving from one place to another. We assume that the boats can travel 10 units,

which corresponds to approximately 100km (fuel limitations), and no observation time delay.

We run optimisation runs on each objective and shows the results in Table [.1]

4.8.4 Simultaneous optimisation of multiple objectives

In this section, we show that SnAKe can easily be extended to optimise multiple black-box

functions simultaneously in the same search space.
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Table 4.2: Ypacarai experimental results. We present the average regret from 10 runs + the
standard deviation multiplied by 103. MO1, MO2, MO3 represent the different maximums (one
for each function). All runs are terminated after the cost exceeds 10 units (approximately 100
km). SnAKe is the only method with good regret in all metrics, as TrEI performs poorly in
the first objective, and Elpu performs poorly in the second.

Regret MO1 Regret MO2 Regret MO3
TrEI 13.636 & 35.842 | 0.802 4+ 0.828 | 0.162 & 0.108
Elpu 0.995 + 0.661 | 19.308 +55.901 | 0.212 + 0.137

SnAKe | 0.996 4+ 2.743 1.740 £4.813 | 0.064 £ 0.053

We extend the Ypacarai benchmark introduced in Section under the assumption we have
differing non-competitive objectives. The application is to use autonomous boats to find the
largest source of contamination in Lake Ypacarai in Paraguay. Figure 4.10|shows a visualization
of the Lake, and three objectives we want to optimise over. Each objective corresponds to a
different measure of water contamination, examples might include pH, turbidity, CO2 levels,

and more.

In this section, we extend the problem to optimise over all of these simultaneously. Note
that this is different from traditional multi-objective optimisation since our objectives are non-
competing, they just share the same search space. This is important because it is inefficient
to run multiple objective runs when we are exploring the search area. At every iteration we

choose one query x;, and obtain three outputs fi(x;), fa(z), and f3(x;) one for each objective.

We model each objective using an independent GP, meaning we can create Thompson Samples
from any objective. Therefore we extend SnAKe by creating the batch using a mixture of
samples from each objective. For the experiment we use the ratio 1:1:1. For TrEI and Elpu,
we adapt to the multi-objective case by optimising the first objective until we have travelled
3.3 units (approximately 33km), after which we change to the subsequent objective. Table

shows the results.
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4.8.5 Results on practical extensions

All implementations use GPyTorch [Gardner et al., 2018] and BoTorch |Balandat et al., 2020].
To implement SnAKe, we use the non-parametric version of point-deletion when applicable
(denoted by an ¢ prefix). In all plots, we zoom into the area of interest (low-cost region) and
plot +0.5 the standard deviations of 25 runs with random initial conditions. Dashed vertical
lines in plots show the average cost used. As in |Folch et al.| [2022], the hyper-parameters of the
GP are optimised by maximising the marginal-likelihood every 25 iterations. Random refers
to uniform samples ordered by solving the Travelling Salesman Problem. We highlight a few

benchmarks here and include further studies in the Appendix.

We tested self-stopping SnAKe (ssSnAKe) in three synthetic benchmarks: Branin2D, Hart-
mann3D and Hartmann6D. We compare against SnAKe, vanilla EIpu, and a new implementa-

tion of Elpu that also considers model certainty as termination criteria.

SnAKe achieves the best regret; however, it expends the entire budget and therefore incurs
high costs for very small gains. ssSnAKe achieves similar performance to SnAKe up to the
point where it automatically terminates. Our modification to Elpu significantly improves the
performance, achieving the best results in Hartmann3D and comparable results in Branin2D
benchmarks. It is good to note that the ssSnAKe seems robust to the maximum budget, using
approximately the same number of experiments, even when the maximum budget is increased.

We showcase the Hartmann6D benchmark in Figure [£.11]

For rate-of-change constraint problems, we test on two synthetic benchmarks: Branin2D and
Hartmann3D. We compare Truncated SnAKe (TrSnAKe), Truncated Expected Improvement
(TrEI) [Samaniego et al., [2021], SnAKe, and EIpu. We emulate movement constraints using a

cost function with a jump when the movement is larger than dy;4x:

C(It,xt+1) = O~2th+1 — l’tHQ + H<||l’t+1 — SL’tHQ > 5MAX)-

For each benchmark, we test with dyax € {0.1,0.025}. TrSnAKe performs best in three out
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of four cases. Methods that cannot consider movement constraints are heavily penalised and

achieve poor performance. Figure shows the results for the Branin2D benchmark.

Finally, we test multi-objective SnAKe (MO-SnAKe) on two benchmarks: the Schekel function,

which was used to model pollution in Ypacarai Lake [Samaniego et al., 2021}, and the SnAr

chemistry benchmark, implemented in Summit [Felton et al., [2021]. We compare MO-SnAKe

and Scalarised Thompson Sampling [Paria et al., 2020]. We note that [Folch et al.| [2022] used

SnAr as a real-world application; however, they restricted the problem to single objective. This
work is able to consider the original multi-objective problem.

Table 4.3: Results of multi-objective optimisation experiments on four dimensional benchmarks.
Red and blue indicate linear and Tchebyshev scalarazations respectively.

Method GD IGD MPFE Cost
(-MO-SnAKe 0.05+ 0.06 0.094+0.07 0.23 +0.08 9.60+ 6.12
E (-MO-SnAKe 0.07+ 0.05 0.154+0.05 0.29+£0.07 11.24 4+ 9.94
< TS 0.05 + 0.04 0.11+£0.07 0.24+0.08 57.21 £ 1297
% TS 0.06+ 0.04 0.164+0.05 0.30=+0.07 63.18 £ 12.30
Random 0.22 + 0.05 0.22+0.04 0.31£0.05 59.62+ 1.08
(-MO-SnAKe  0.00040 £0.00015 0.19+£0.06 0.67+£0.22 614.94 £ 229.98
. -MO-SnAKe 0.00044 £+ 0.00020 0.18 £0.07 0.65+0.26 478.43 +219.16
<§ TS 0.00035 £ 0.00008 0.18 £0.06 0.64 +0.22 1967.56 £ 447.31
n TS 0.00031 4+ 0.00008 0.18 £0.07 0.63+0.25 1602.68 &+ 401.3
Random 0.02498 £0.01157 0.16 £0.04 0.35+£0.15 1195.68 £ 42.07

For performance metrics, we use Euclidean generational distance (GD) which measures the

Maximum Budget = 100 Maximum Budget = 250
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o ////////////
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Figure 4.11: Self-stopping optimisation of Hartmann 6D with different maximum budgets.
Vanilla Elpu stops too early due to model misspecification; our modification that includes
uncertainty criteria greatly improves performance. The average budget used (a.b.) is robust to
maximum budget choice.
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Figure 4.12: Results for truncated Branin2D with a budget of 250 queries. The cost of
non-truncated methods is very high due to penalization for breaking movement constraints.
TrSnAKe achieves the best performance for low cost.

average distance from the the approximated Pareto front to the true one, inverted generational
distance (IGD) which measure the average distance from the true Pareto front to the approxi-
mated one, and the maximum Pareto frontier error (MPFE) which measures the largest error

from the approximated Pareto frontier to the true one. We obtain a ‘true’ set of Pareto points

by running NSGA-II [Deb et al. 2002]. Table 4.3 shows MO-SnAKe performs comparable to

Scalarised Thompson Sampling [Paria et al., 2020] at much lower cost.

4.9 Discussion

In this chapter, we introduced and proposed a solution to the problem of optimising black-box
functions under costs to changes in inputs. We empirically show that the regret achieved by our
method is comparable to those of classical Bayesian optimisation methods and we succeed at
achieving considerably lower input costs, while being particularly well suited to asynchronous
problems. We further showcased the flexibility of the method by exhibiting a few practical

extensions of the algorithms.

This setting, with input costs penalising experimental changes, makes a major step towards

automating new reaction chemistry discovery, e.g., in line with the vision of Lazzari et al.|[2020].

We substantially decrease experimental cost with respect to classical black-box optimisation,

e.g., as used by Fath et al| [2021] and McMullen and Jensen [2011]. In the real-life SnAR
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benchmark, SnAKe spends 45-55% of the cost while making similarly strong predictions to
classical Bayesian optimisation. The synthetic benchmarks and Ypacarai Lake example offer

similar advantages.

4.10 Looking back...

Looking back at this project, there is not so much I would change as I think it ended up
being very complete and I had the opportunity to extended it in the follow-up workshop paper.
However, there is always room for improvement. In particular, I think I could have provided a
stronger codebase for the project. Indeed since publication SnAKe has been compared against
in various publications and the performance they show has been disappointing. I think this
is partly due to the code being finicky when it comes to the optimisation procedure, and best

practices with hyper-parameters not being well researched and implemented.

This is, of course, something I can always work on in the future if I find the time. Particularly,
I have since contributed to open-source Bayesian optimisation libraries BoFire |[Diirholt et al.)
2024] [https://github.com/experimental-design/bofire| and DoExPy |https://github.
com/Mojusko/experiment-design-mdp| (which actually contains a more accurate version al-
beit much slower), and could perhaps incorporate efficient implementations of SnAKe in these

libraries.


https://github.com/experimental-design/bofire
https://github.com/Mojusko/experiment-design-mdp
https://github.com/Mojusko/experiment-design-mdp

Chapter 5

Transition Constrained Bayesian
Optimisation via Markov Decision

Processes

This chapter is associated with the publication Folch et al. [2024].

5.1 Preliminaries

State-of-the-art algorithms are often ill-suited when physical sciences interact with potentially
dynamic systems. In such circumstances, real-life constraints limit our future decisions while
depending on the prior state of our interaction with the system. This chapter focuses on tran-
sition constraints influencing future choices depending on the current state of the experiment.
Contrary to the last chapter, where our aim was to minimise movement, we are now dealing
with strict constraints on the movement. In other words, reaching certain parts of the de-
cision space (search space) requires long-term planning in our optimisation campaign. This
effectively means we address a general sequential-decision problem akin to those studied in
reinforcement learning (RL) or optimal control for the task of optimisation. We assume the

transition constraints are known a prior: to the optimiser.

92
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Applications with transition constraints include chemical reaction optimisation [Vellanki et al.|
2017, [Folch et al., 2022|, environmental monitoring [Bogunovic et al., 2016, Mutny et al.,
2023|, lake surveillance with drones [Hitz et al., 2014, Gotovos et al., 2013, Samaniego et al.,
2021], energy systems |[Ramesh et al.; [2022], vapor compression systems [Paulson et al., [2023],
electron-laser tuning |Kirschner et al., [2022] and seabed identification [Sullivan et al., 2023].
For example, Figure depicts an application in environmental monitoring where autonomous
sensing vehicles must avoid obstacles (similar to Hitz et al. [2014]). Our main focus application
are transient flow reactors [Mozharov et al. 2011, Schrecker et al., 2023]. Such reactors allow
efficient data collection by obtaining semi-continuous time-series data rather than a single
measurement after reaching the steady state of the reactor. As we can only change the inputs of
the reactor continuously and slowly to maintain quasi-steady-state operation, allowing arbitrary
changes, as in conventional Bayesian optimisation, would result in measurement sequences
which are not possible due to physical limitations. Note that this is different from the previous
Chapter, since SnAKe minimizes distance, however, it could still allow for constraints to be

broken in the process.

The problem of maximising an unknown function is typically considered in Bayesian optimisa-

tion by choosing to query f(x) by sequentially maximising an acquisition function, u:

T = arg max u(z|Xy), (5.1)
reX

depending on all the past data at iteration ¢, X;. Eq. arises as a greedy one-step approx-
imation whose overall goal is to minimise e.g. cumulative regret, and assumes that any choice
of point in the search space X is available. However, given transition constraints, we must
traverse the search space according to the system dynamics. This chapter extends the Bayesian
optimisation framework and provides a method that constructs a potentially non-Markovian

policy by myopically optimising a utility as,

1 = arg max U (7| Xy), (5.2)

mell

where U is the greedy utility of the policy m and X; encodes past trajectories through the
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search space. In the following sections, we will show how to tractably formulate the overall
utility, how to greedily maximise it, and how to adapt it to admit policies depending on the

full optimisation history.

Contributions. We present a Bayesian optimisation framework that tractably plans over
the complete experimentation horizon and respects Markov transition constraints, building on

active exploration in Markov chains [Mutny et al., 2023]. Our key contributions include:

e We identify a novel utility function for maximum identification as a function of policies,
and greedily optimise it. The optimisation is tractable, and does not scale exponentially

in the policy horizon. In many cases, the problem is convex in the natural representation.

e We provide exact solutions to the optimisation problems using convex optimisation for
discrete-state Markov chains. For continuous-state Markov chains, we propose a repa-
rameterisation by viewing our problem as an instance of model predictive control (MPC)
with a non-convex objective. Interestingly, in both cases, the resulting policies are history-

dependent (non-Markovian).

e We analyse the scheme theoretically and empirically demonstrate its practicality on prob-
lems in physical systems, such as electron laser calibration and chemical reactor optimi-

sation.

5.1.1 Related works

The most relevant prior work to ours is exploration in reinforcement learning through the use
of Markov decision processes as in [Mutny et al.| [2023] and convex reinforcement learning of
Hazan et al.| [2019], Zahavy et al|[2021] which we will use to optimise the objective. Other

related works are:

Optimising over sequences. Previous work, including Chapter {4 on this work, has focused
on planning experimental sequences for minimising switching costs [Ramesh et al., 2022, [Yang

et al., 2023] however they are only able adhere to strict constraints under truncation heuristics
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Figure 5.1: Representative task: finding pollution in a river while following the current. (a)
Problem formulation: The star represents the maximiser and the arrows the Markov dynamics.
(b) Objective formulation: Orange balls represent potential maximisers, with size corresponding
to model uncertainty. (¢) Optimisation: Deploy a potentially stochastic policy that minimises
our objective.

[Samaniego et al., [2021], [Paulson et al., 2023]. Concurrent work of |(Che et al. [2023] tackles a

constrained variant of a similar problem using model predictive control with a different goal.

Regret vs Best-arm identification. Most algorithms in Bayesian optimisation focus on

regret minimisation. This work focuses on maximiser identification directly, i.e., to identify
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the maximum after a certain number of iterations with the highest confidence. This branch of
Bayesian optimisation is mostly addressed in the bandit literature [Audibert and Bubeckl, 2010].
Our work builds upon prior works of [Soare et al.| [2014], [Yu et al.| [2006], and specifically upon
the seminal approach of [Fiez et al|[|2019] to design an optimal objective via hypothesis testing.

Novel to our setting is the added difficulty of transition constraints necessitating planning.

Non-myopic Bayesian Optimisation. Look-ahead Bayesian Optimisation as described in
Section [2.4] seeks to improve the greedy aspect of Bayesian optimisation. Such works also use an
MDP problem formulation, however, they define the state space to include all past observations
(e.g. [Jiang et al.,|2020b} |Astudillo et al., 2021]). This comes at the cost of simulating expensive
integrals, and the complexity grows exponentially with the number of look-ahead steps (usually
less than three steps). Our work follows a different path, we maintain the myopic approach to
control computational efficiency (i.e. by optimising over the space of Markovian policies), and
maintain provable and state-of-art performance. Even though the optimal policy through non-
myopic analysis is non-Markovian, in Sec. [5.7, we show that adaptive resampling iteratively
approximates this non-myoptic optimal policies in a numerically tractable way via receeding

horizon planning. In our experiments we comfortably plan for over a hundred steps.

Reinforcement Learning for Optimisation. Our work lies in the intersection of reinforce-
ment learning and optimisation, an area that has been extensively explored. Volpp et al.| [2020]
use reinforcement learning in the context of meta-learning acquisition functions. Similar but
more direct approaches are explored by |Chen et al.| [2022] in the context of re-using Bayesian
optimisation data, and more specifically by [Yang et al. [2023] in the context of optimising over
sequences. Pan et al|[2021], Savage et al.|[2021], Petsagkourakis et al.| [2022] explored the use
of reinforcement learning for process optimization, also intersecting with Bayesian optimisation
and model predictive control. The biggest difference between this branch of research and our
work is that we focus on planning without approximate pre-training of a reinforcement learn-
ing agent, instead focusing on a formulation where we can calculate optimal policies without

interacting with a simulated environment.
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5.2 Visual abstract of MDP-BO

In this chapter we pull from the Bayesian optimisation, reinforcement learning, and multi-armed

bandit literature. In order to clarify all connections, we include a visual abstract of the chapter

in Figure 5.2

5.3 Deriving a utility for maximiser identification

As discussed in Section [2.4] classical Bayesian optimisation is naturally myopic in its definition
as a greedy one-step update (see ((5.1))), but has the overall goal to minimise, e.g., the cumulative
regret. Therefore acquisition functions are chosen to balance the exploration-exploitation trade-

off so that overall non-myopic goals can be achieved.

In this chapter we follow similar ideas; however, our approach has strong connections to the
bandits literature. Therefore we do not focus on regret but instead on gathering information
to maximise our chances to identify x*, the maximiser of f. In order for this problem to be
solvable, we will assume to be working on a finite search space X, however, we will show the

overall objective is also compatible with continuous state spaces.

For exposition purposes, we will be approximating the Gaussian processes via the finite dimen-

sional approximations which we introduced in Section 2.2.3] so we can assume that:
f(x) =0"®(x)

where ®(z) is the basis that defines the kernel, and 6 ~ Normal(0, I).

5.3.1 Optimum identification via hypothesis testing

Maximum identification can naturally be expressed as a multiple hypothesis testing problem,

where we need to determine which of the elements in X" is the maximiser. To do so, we require
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Figure 5.2: Visual abstract of the work. In black we show the method presented in this paper,
with literature connections shown in blue. In red we show solutions which we did not pursue
due to intractability. The problem creates the (a) need to plan ahead. To do this, we take
inspiration from hypothesis testing and focus on (b) the variance reduction in a set of
maximisers, which leads to our (c) acquisition function. The objective is the same as
Fiez et al. [2019] introduced in the linear bandits literature from a frequentist perspective. To
optimise it, we follow developments in Hazan et al. [2019], Mutny et al.| [2023] by (d) relaxing
the acquisition function to the space of state-action distributions and (e) solving
the planning problem using the Frank-Wolfe algorithm. This consists of iteratively
solving tractable (f) reinforcement learning sub-problems which give us optimal Markov
policies. We then apply adaptive resampling to obtain (g) non-Markovian policies.

good estimates of the differences (or at least their signs) between individual queries f(z;)— f(z;);
z;,x; € X. For example, if f(z;)— f(z;) <0, then z; cannot be a maximiser. Given the current

evidence, the set of arms which we cannot rule out are all potential maximisers, Z C X. At
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termination we report our best guess for the maximiser as:

xp = argmax ur(x),  where pr is the predictive mean at termination time 7.
T€EZ

Suppose we are in step t out of T', then let X; be the set of previous queries, we seek to identify
new X, that when evaluated minimise the probability of returning a sub-optimal arm at the
end. For a given function draw f, the probability of returning a wrong maximiser z # 7% is
P(ur(2) — pr(z}) > 0[f). Note that since we are conditioning on the function f, then the
only resulting randomness comes from the observation noise y = f(x) + ¢; under the finite
dimensional approximation of the GP, our estimator 0 is simply a regularised least squares

estimator and therefore is distributed as:
éT ~ N(QT(VT + O-QI’H)_lva UQ(VT + IH)_lVT(VT + IH)_l)

where Vp = Zle O(x;)®(x;)", and we write X for ®(X; U X,e) to avoid cluttering the

equations and therefore we can calculate the distribution of pr(z) — pr(z**):

NOT(Vr 4+ 1) ' Vp(9(2) — @(x}))/, ?‘2(@(2) — CID(I;)T(VT +Iy) 'V (Ve + 1) H(P(2) — B(

[

TV TV
a b2

We can now bound the probability of making an error using a Gaussian tail bound inequality:

[§]

P(ur — pr(a) = 0) = Bl — pr(a”) = a, + (=a,)) <

with the caveat that the inequality only holds when the mean is negative. However note that
a, — f(z) — f(z*) < 0 as T — oo therefore it will hold once T is large enough. From this we

can take logarithms and then the expectation across the randomness in the GP:

1

Efoap logP(ur(z) — pr(x™)|f)] < _§Ef~GP {%}
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Note that in the large T" limit we have that a, = f(z) — f(z*) and furthermore:

b2 =0*(®(2) — ®(25) (Ve + L) ' Vi(Vr + L) 1 (9(z) — (27))

< o?(®(2) — Bz (Ve + o T) " H(D(2) — (a*)) = kx(z,27)

where the inequality holds since Vp = XTX, and the equality holds from the definition of the

posterior kernel. This finally leads to the inequality:

1

Ej-cp [ogP(ur(z) — pr(x") )] < —5Bper [

(f(2) - f(fB*))Q}
kx(z, x*) '

Note the intuitive interpretation of the bound, the probability of making an error is controlled

by how close the underlying function values are to the optimum, and we can further control it

by reducing the uncertainty. We now want to minimise the worst-case probability of making a

mistake and we do this by considering a supremum before constructing the exact same argument

above, obtaining:

1

5 (5.3)

E¢wap sup logP(ur(2) — pr(x™)|f)| < -
z€2Z\{z*}

E, or [ wp U= @)

z€Z\{z*} kX(Zv I*)

Finally to reach our objective of interest we must get rid of the expectation. We do this by
considering the smallest possible gap between two function values (since we are dealing with a

discrete number of values), gap(f):

1 (f(2) — f(z*))? Etcplgap(f)?] 1
Tpeer | S G | ST 2 o Varlf (2) — Fan) X’

In particular, to minimise the probability of an error we can just minimise the variance in
the denominator instead (since arg min, —g(z) is equivalent to argmin, ﬁ when g(z) > 0).
However, the non-trivial distribution of f(z*) [Hennig and Schuler, 2012] renders the utility

intractable; therefore we employ a simple and tractable upper bound on the objective by min-
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imising the uncertainty among all pairs in Z:

U(Xpew) = max  Var[f(z) — f(2")| X U Xpew)- (5.4)

2l 2€Z zF£2!

This objectives can be solved greedily in a similar way as acquisition functions in Eq. by
minimising U over X,er. Note that |Fiez et al. [2019] derive this objective for the same problem
with linear bandits, albeit they consider the frequentist setting and (surprisingly) a different
optimality criterion: minimising 7" for a given failure rate. For their setting, the authors prove
that it is an asymptotically optimal objective to follow. They do not consider any Markov

chain structure.

5.3.2 Utility with Embeddings

For illustrative purposes, consider a special case where the kernel k has a low rank due to
existence of embeddings ®(x) € R™, i.e., k(z,y) = ®(z)"®(y). Such embeddings can be, e.g.,
Nystrom features [Williams and Seeger, [2000] or Fourier features [Mutny and Krause| 2018,
Rahimi and Recht] [2007] as introduced in Section [2.2.3] While not necessary, these formula-
tions make the objectives considered in this work more tractable and easier to deal with in the

following sections. We can then rewrite the objective Eq. (5.4)) as:

U(Xpew) = max ||B(2) — &(2')||? . (5.5)

() ®(x) T -1
1 (5o, 228027 1)

This reveals an essential observation that the utility depends only on the visited states; not their
order. This suggests a vast simplification, where we do not need to model whole trajectories,
and Markov decision processes sufficiently describe our problem. Additionally, numerically, the

objective involves the inversion of an m x m matrix instead of |X| x |X| (see Sec. |5.7)).



102 Chapter 5. Transition Constrained Bayesian Optimisation via Markov Decision Processes

5.4 The State-Action Visitation Polytope

To model the transition constraints, we use the versatile model of Markov Decision processes
(MDPs). We assume an environment with state space X and action space A, where we in-
teract with an unknown function f : X x A — R by rolling out a policy for H time-steps
(horizon) and obtain a trajectory, 7 = (xq,ag,1,a1,...,T5_1,ag_1). From the trajectory,
we obtain a sequence of noisy observations y(7) := {y(zo, ao), ..., y(xg_1,amg_1)} st. y(z,) =
f(zn, ap)+€(zn, ap), where €(xy, ap) is zero-mean Gaussian with known variance which is poten-
tially state and action dependent. The trajectory is generated using a known transition operator
P(zpi1|zn, an). A Markov policy 7(ay|xy,) is a mapping that dictates the probability of action ay,
in state h. Hence, the state-to-state transitions are P(xp41,%5) = Y c 4 Thla|Tn) P(@p41|2n, a).
In fact, an equivalent description of any Markov policy 7 is in how often it is expected to visit

corresponding states and actions, this follows a distribution which we denote d € D, where

D= {‘v’h € [H] dp | dp(z,a) >0, Zdh(x,a) =1, Zdh(x',a) = Zdh—1($,a)p($/|$,a)}-

a,x a

We will use this state-action polytope to reformulate our optimisation problem from policies
to state-action distributions. Any d € D can be realised by a Markov policy 7 and vice-versa.
We work with non-stationary policies, meaning the policies depend on horizon count h. The
execution of deterministic trajectories is only possible for deterministic transitions. Otherwise,
the resulting trajectories are random. In our setup, we repeat interactions 7' times (episodes)

to obtain the final dataset of the form Xz = {7;}L .

In the simplest, and most common case, we can think of the action space A as equal to the
state-space, X', where the action at time ¢ simply represents the next state from which we
obtain an observation a; = x;,1. Because of this, we will frequently simplify the state-action
distribution and only talk of state distributions. However, the framework we develop works in

more general scenarios and the action space need not be so restrictive.

Examples of more complicated actions spaces include scenarios where we might be able to

reach the same state in different ways, for example, in a flow reactor we are able to generate
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Figure 5.3: We can see the state space as black dots, the current state as a black star and the
next state as a green star. In a transient flow reactor we can preload the reactor with different
equivalents, resulting in differing sets of measurements when doing residence time ramps. The
blue and red paths represent two different ways of moving from the black star to the green star,
and the resulting measurements are displayed as crosses. For this action space we choose, not
only the next state (green star) but which path to take there (blue or red path).

multivariate ramps in residence time and equivalents which end up at the same state, but

generate a different set of measurements. Figure [5.3| showcases this example in more detail.

Other examples can include directions of movement, for example, if the state-space is a grid,

the action space could be to move right, left, up, or down, resulting in transitions of the form:
Ti41 = Tt +

As we will see in Section [5.8] we take advantage of this formulation to tractably generalize our

framework to continuos MDPs.

5.5 Experiment Design in Markov Chains

Notice that the utility U in Eq.(5.5) depends on the states visited and hence states of the
trajectory. In our notation, X; will now form a set of executed trajectories. With deterministic
dynamics, we could optimise over trajectories, but this would lead to an exponential blowup

i.e. |S|H). In fact, for stochastic transitions, we cannot pick the trajectories directly and the
J y
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utility would be random U(X;). Hence, we focus on expected utility over the randomness of

the policy and the environment, namely,
u(dﬁ) = U(ETle,-nTtNWt [&Xt]> (56)

where gixt, is the empirical state-distribution of the trajectory X. That is, a distribution over
states with equal mass in each state visited during trajectory X. This formulation stems from
Mutny et al.| [2023] who try to tractably solve such objectives that arise in experiment design by
performing planning in MDPs. They focus on learning linear operators of an unknown function,
unlike identifying a maximum, as we do here. The key observation they make is that any policy
7 induces a distribution over the state-action visitations, d,. Therefore we can reformulate the
problem of finding the optimal policy, into finding the optimal distribution over state-action

visitations as: ming_cp U(d,), and then construct policy 7 via the marginalisation:

d(x,a)

2aead(; ) o0

m(alx) =

We refer to the optimisation of finding the optimal state-action distribution as the planning

problem. The constraint D encodes the dynamics of the MDP.

5.6 Transition Constrained Bayesian Optimisation

This section introduces Bayesian optimisation with transition constraints. We use MDPs to en-
code constraints. Namely, the Markov dynamics dictates which inputs we are allowed to query
at time-step h+ 1 given we previously queried state x;,. This mean that the transition operator

is P(xpy1|zh, a) = 0 for any transition x, — x4 not allowed by the physical constraints.

Motivated by our practical experiments with chemical reactors, we distinguish two different

types of feedback.

e Episodic feedback occurs when we can be split the optimisation into episodes. At the

end of each episode of length H, we obtain the whole set of noisy observations.
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e Instant feedback is the setting where we obtain a noisy observation immediately after

querying the function.

Asynchronous feedback describes a mix of previous two, where we obtain observations within

the episodes but under a time-delay.

5.6.1 Expected Utility for Maximiser Identification

In section [5.3| we introduced the utility for maximum identification. Using the same simplifying
assumption (finite rank approximation of GPs in Sec. [5.3.2] Eq. (5.4)), we can show that the

expected utility U can be rewritten in terms of the state-action distribution induced by X,ey:

U(dr) = max ||0(2) — () |[a,) (5-8)

z,2'€Z

where V(d,;) = (Zz,aEXXA d"(%“)gz(a‘z;l’(’:’af + ﬁl) The variable d,(x,a) is a state-action
visitation, ®(x) are e.g. Nystrom features of the GP. The proof that the function is additive
in terms of state-action pairs in Lemma is included in Appendix m (not included in
the main body of the thesis as it was developed by Mojmir Mutny), a condition required for
the expression as a function of state-action visitations [Mutny et al., 2023]. Additionally, by
rewriting the objective in this form, the dependence and convexity with respect to the state-
action density d, becomes clear as it is only composition of a linear function with an inverse

operator. Also, notice that the constraint set is a convex polytope. Therefore we are able to

use convex optimisation to solve the planning problem (see Sec. [5.7)).

5.6.2 Set of potential maximisers Z.

The definition of the objective requires the use of a set of maximisers. In the ideal case, we can

say a particular input z, is not the optimum if there exists 2’ such that f(z') > f(z) with high
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confidence. We formalise this using the GP credible sets (Bayesian confidence sets) and define:

Zy={x e X : UCB(f(x)|X;) > sup LCB(f(2")|X;)} (5.9)

r'eX

where UCB and LCB correspond to the upper and lower confidence bounds of the GP surrogate

with a user specified confidence level defined via the posterior GP with data up to X;.

5.6.3 Discrete vs Continuous MDPs.

Until this point, our formulation focused on discrete S and A for ease of exposition. However,
the framework is compatible with continuous state-action spaces. The probabilistic reformula-
tion of the objective in Eq. is possible irrespective of whether X’ (or A) is a discrete or
continuous subset of R%. In fact, the convexity of the objective in the space of distributions is
still maintained. The difference is that the visitations d are no longer probability mass functions
but have to be expressed as probability density functions d.(x,a). To recover probabilities in

the definition of V, we need to replace sums with integrals i.e.:

O(x,a)®(z,a)" O(x,a)®(z,a)"
Z d(z,a) %/meX’aeAdc(w,@) :

e o(z,a)? o(z,a)?

In the Eq. we need to approximate a maximum over all input pairs in Z. While this can be
enumerated in the discrete case without issues, it poses a non-trivial constrained optimisation
problem when X is continuous. As an alternative, we propose approximating the set Z using
a finite approximation of size K which can be built using Thompson Sampling [Kandasamy

et al., [2018]:
K

Zc(gg) = {argmaxfi(m) D fi~ gP(ut,at)}

rEX, i=1
where K is a new hyper-parameter influencing the accuracy of the approximation of Z. We
found that the algorithm could be too exploratory in certain scenarios. Therefore, we also pro-

pose an alternative that encourages exploitation by guiding the maximisation set using Bayesian
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Algorithm 10 Transition Constrained Bayesian Optimisation via MDPs

Input: Procedure for estimating sets of maximisers, initial point x, initial set of maximisers
2y
Initialise the empirical state-action distribution do =0
fort=0toT —1do
for h=0to H—1do

Uy n(dy) — U(dy & dyp| Zop, 10) // define the objective, see eq. (|5.8))
Tp = argmingg cp, , Usn(dx) // solve MDP planning problem
Tyhi1 = Ten(Tep) // deploy policy
if feedback is immediate then

Yent1 = [(@tpi1) + €en; GPen, Zip < Update(Xep, Yip) // update model
&t7h+1(x) — cAimh ® (Tt pi1, ) // update empirical state-action distribution, see eq.
(5.11))

if feedback is episodic then

Y.u=f(Xen)+ €. GPi1,:, Zis1. < Update(Xym, Yim) // update model

Return: Estimate of the maximum using the GP posterior’s mean &, = argmax, y pir(2)

optimisation through the UCB acquisition function [Srinivas et al., 2010]:

K
Zc(grgB) = {arg max iy (z) + fiow(x) : B; € B}

reX, i=1

where B = linspace(0, 2.5, K) which serves as scaling for the size of set ZC(OU,gB). Both cases

reduce optimisation over Z to enumeration as with discrete cases.

In Section we numerically benchmark reasonable choices of K, and show that the perfor-

mance is not significantly affected by them.

5.6.4 General algorithm and Theory

The general algorithm combines the ideas introduced so far. We present it in Algorithm [I0]
Notice that apart from constructing the current utility, keeping track of the visited states and
updating our GP model, an essential step is planning, where we need to find a policy that max-
imises the utility. As this forms the core challenge of the algorithm, we devote Sec. to it. In
short, it solves a sequence of dynamic programming problems defined by the steps of the Frank-
Wolfe algorithm. From a theoretical point of view, under the assumption of episodic feedback,

the algorithm provably minimises the utility as we show in Proposition in Appendix [B.1.2]
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5.7 Solving the planning problem

The planning problem, defined as ming_cpU(d,), can be thought of as analogous to optimising
an acquisition function in traditional Bayesian optimisation, with the added difficulty of doing
it in the space of policies. To solve it, following developments in Hazan et al.|[2019] and [Mutny
et al.| [2023], we use the classical Frank-Wolfe algorithm [Jaggi, |2013]. The Frank-Wolfe algo-
rithm is a first order optimisation algorithm for constrained convex optimisation. We state the

algorithm in the simplest optimization case over z € R? in Algorithm .

Algorithm 11 Frank-Wolfe Algorithm

7@ eD

for k=0, .., Kdo
s = argmin, p sTV f(z®) // Solve a constrained sub-problem with linear objective
25D = (1 — a)2® + as // Update the state

In the simplest case we solve a sequence of sub-problems by considering linear objectives in the
constrained space, and then update our approximation of the optimum. Hazan et al. [2019] show

that this procedure can also be done to optimise over the space of state-action distributions.

In our case, each linearisation results in a policy, and we build a mixture policy consisting of
optimal policies for each linearisation myix,, = {(, ™)}, and «; step-sizes of Frank-Wolfe.
Conveniently, after the linearisation of & the sub-problem on the polytope D corresponds to
an RL problem with reward VU for which many efficient solvers exist. Namely, for a single

mixture component we have,

dr,,, = argmin Y VU(dr,, )(x,a)dy(z, ). (5.10)

e I

Due to convexity, the state-action distribution follows the convex combination, dy, . . = > 7" | ®dx,.

The optimisation produces a Markovian policy due to the subproblem in Eq. (5.10]) being opti-

mised by one. We now detail how to construct a non-Markovian policies by adaptive resampling.
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5.7.1 Adaptive Resampling: Non-Markovian policies.

A core contribution of our paper is receding horizon re-planning. This means that we keep
track of the past states visited in the current and past trajectories and adjust the policy at
every step h of the horizon H in each trajectory indexed by t. At h, we construct a Markov
policy for a reward that depends on all past visited states. This makes the resulting policy
history dependent. While in episode ¢ and time-point h we follow a Markov policy for a single

step, the overall policy is a history-dependent non-Markov policy.

We define the empirical state-action visitation distribution,

t
glt,h = tHl—Fh (Z Z 5x,a + Z 5:{:,11) (511)

j=1 z,a€T; Z,aETE|p

—_———

visited states in past trajectories  states at ep. t up to h

where d, , denotes a delta mass at state-action (x,a). Instead of solving the objective U(d) as

in Eq. (5.10]), we seek to find a correction to the empirical distribution by minimising,

1 (H—h, tH+h-
244@_44(ﬁ(1+¢d+-1+tdm)). (5.12)

We use the same Frank-Wolfe machinery to optimise this objective: dr, , = argmin, 5 Uy p(dr).

The distribution d,,, represents the density of the policy to be deployed at trajectory t and

T4, h
horizon counter h. We now need to solve multiple (n due to FW) RL problems at each horizon
counter h. Despite this, for discrete MDPs, the sub-problem can be solved extremely efficiently
to exactness using dynamic programming. As can be seen in Section [5.9.6] our solving times are
just a few seconds, even if planning for very long horizons. The resulting policy 7 can be found

by marginalisation m,(alx) = drn(z,a)/ >, drn(x,a), a basic property of MDPs [Puterman),
2014).
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5.8 Continuous MDPs: Model Predictive Control

With continuous search space, the sub-problem can be solved using continuous RL solvers.
However, this can be difficult. The intractable part of the problem is that the distribution
d, needs to be represented in a computable fashion. We represent the distribution by the se-
quence of actions taken {ah}Z’:l with the linear state-space model, z,,1 = Axy + Bay. While
this formalism is not as general as it could be, it gives us a tractable sub-problem formulation
common to control science scenario [Rawlings et al., [2017] that is practical for our experiment
and captures a vast array of problems. The optimal set of actions is solved with the following

problem, where we state it for the full horizon H:

H
argmin Vi o(dr,,. ) (Th, an) (5.13)

ag,.., &g h=0

such that ||ap|| < @max, ||22]] < 0.5, and x,1 = Azy + Bay, where the known dynamics serves
as constraints. Notice that instead of optimising over the policy d,, we directly optimise over
the parameterisations of the policy {a,}?_,. In fact, this formulation is reminiscent of the
model predictive control (MPC) optimisation problem. Conceptually, these are the same. The
only caveat in our case is that unlike in MPC |Garcia et al., 1989], our objective is non-convex
and tends to focus on gathering information rather than stability. Due to the non-convexity in

this parameterisation, we need to solve it heuristically.

5.8.1 Linearising the objective

To apply our method, we find ourselves having to frequently solve RL sub-problems where we
try to maximise ) d(x,a)VU(x,a). To approximately solve this problem in the continuous

setting, it becomes very important to understand what the linearised functional looks like.

Remark 5.1. Assuming that f ~ GP(0,k) where k has Mercer decomposition as k(x,y) =

Ak (2)ox(y), so that
F@) = én@)b O ~ N(0, M),
k
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and further assume that we have a mizture of policies T with density d,_. , such that there

exists a set Xpix Satisfying d = % erxmix 0, for some integer N. Then:

VU (), a) oc = (Covlf (z.), f (@) Xni] = Coulf (L), f (@) Xumi])’

where z,, z, = argmax, .z Var[f(z) — f(2')].

In particular, by understanding the linarised objective we are able to identify where in the space
it is maximised. Therefore we will use this to build a heuristic that allows us to approximately

solve the planning problem for continuous domains.

Proof. To show this, we begin by defining:

Yo = (Z () ®(z)" d(x) + ;_HI>

reX

2y 2y = arg max |®(2) — ()%, ,
z,2' e

Z, = ®(z,) — D(2))

*

It then follows, by applying Danskin’s Theorem that:

VU(d)(z) = VZI S 42,
= VTr{z.2 5o}
=Tr{2.2]VZp4}
= —Tr {228 ®(0)®(2) Soa}  (as OK ™' = —K ' (9K)K ™))
= —Tr {Z] 5,4 ®(2)®(2)" g 2. }
= — (37%04®(2)) (P(2)"Sp,4a2:)
o — (Cov[f(z), f(x)] = Cov[f(2), f(x)]) (Cov[f(x), f(2)] — Cov[f(z), f(2)])
= — (Cov[f(z.), f(@)] = Cov[f(zL), f(2)])’
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[]

5.8.2 Practical Planning for Continuous MDPs

From remark it becomes clear that for decreasing covariance functions, such as the squared
exponential, VU will consist of two modes around z, and z, The sub-problem seems to find
a sequence that maximises the sum of gradients, therefore the optimal solution will try to
reach one of the two modes as quickly as possible. For shorter time horizons, the path will
reach whichever mode is closest, and for large enough horizons, the sum will be maximised by

reaching the larger of the two modes.

Therefore we can approximately solve the problem by checking the value of the sub-problem
objective in for the shortest paths from x; 1 — z, and x;_; — 2., which are trivial to
find under the constraints in (5.13]). Note that the paths might not necessarily be optimal,
as they may be improved by small perturbations, e.g., there might be a small deviation that
allows us to visit the smaller mode on the way to the larger mode increasing the overall value

of the sum of gradients, however, they give us a good and quick approximation.

5.9 Experiments

Sections - showcase real-world applications under physical transitions constraints,
using the discrete version of the algorithm. Section benchmarks against other algorithms
in the continuous setting, where we consider the additive transition model of Section [5.8 with
A = B = 1. For each benchmark, we selected reasonable GP hyper-parameters and fixed
them during the optimisation. These are summarised in Appendix[A.3.1] As we are interested
maximiser identification, in discrete problems, we report the proportion of reruns that succeed
at identifying the true maximum. For continuous benchmarks, we report inference regret at

each iteration: Regret, = f(x.) — f(x,,), where x,, = arg max, y j:(z).

Baselines. We include a naive baseline that greedily optimises the immediate reward to show-
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case a method with no planning (Greedy-UCB). Likewise, we create a baseline that replaces the
gradient in Eq. with Expected Improvement (MDP-EI) a weak version of planning. In
the continuous settings, we compare against truncated SnAKe (TrSnaKe) |Folch et al., 2023b],
which minimises movement distance, and against local search region-constrained Bayesian op-
timisation or LSR [Paulson et al. 2023] for the same task. We compare two variants for
approximating the set of maximisers, one using Thompson Sampling (MDP-BO-TS) and one

using Upper Confidence Bound (MDP-BO-UCB).

5.9.1 Knorr pyrazole synthesis

Our chemical reactor benchmark synthetises Knorr pyrzole in a transient flow reactor. In this
experiment, we can control the flow-rate (residence time) 7 and ratio of reactants B in the
reactor. We observe product concentration at discrete time intervals and we can also change
inputs at these intervals. Our goal is to find the best parameters of the reaction subject to
natural movement constraints on B, and 7. In addition, we assume decreasing the flow rate
of a reactor can be easily achieved. However, increasing the flow rate can lead to inaccurate
readings [Schrecker et al.,2024]. A lower flow rate leads to higher residence time, so we impose

that 7 must be non-decreasing.

The kernel. Schrecker et al. [2023] indicates the reaction can be approximately represented by
simple kinetics via a differential equation model. We use this information along with techniques
for representing linear ODE as constraints in GP fitting [Mutny and Krause, 2022} Besginow
and Lange-Hegermann, 2022 to create an approximate ODE kernel k,q., of which details are

left to Appendix and may be of independent interest.

The ODEs in the reaction kinetics are nonlinear, but we can linearise them and build an

embedding whose inner product defines a kernel:

Doue(T, B) = (1 — S(B))yY(r, B) + S(B)y?(r, B)
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Figure 5.4: The Knorr pyrazole synthesis experiment. On the left, we show the quantitative
results. The line plots denote the best prediction regret, while the bar charts denote the
percentage of runs that correctly identify the best arm at the end of each episode. On the
right, we show ten paths in different colours chosen by the algorithm. The underlying black-
box function is shown as the contours, and we can see the discretisation as dots. We can see
four remaining potential maximisers (in orange), which includes the true one (star). Notice all
paths are non-decreasing in residence time, following the transition constraints.

where y (7, B) are equal to:

for i = 1,2, where /\gi) and /\g) are eigenvalues of the linearised ODE at different stationary
points, y1(B) = B, 7(B) = 1 — B, and S(z) := (1 + e~ *is(*=05))~1 ig a sigmoid function.
Appendix holds the details and derivations. Using ®,4 it is then trivial to obtain a kernel

which gives us GP samples approximately satisfying the ODE, k4.

As the above kernel is only an approximation of the true ODE kernel, which itself is imperfect,
we must account for the model mismatch. Therefore, we add a squared exponential term to the

kernel to ensure a non-parametric correction, i.e.: k(7g, B) = Qodekode(Tr, B) + Qb kvt (TR, B).

We report the examples of the trajectories in the search space in Figure Notice that all
satisfy the transition constraints. The paths are not space-filling and avoid sub-optimal areas
because of our choice of non-isotropic kernel based on the ODE considerations. We run the
experiment with episodic feedback, for 10 episodes of length 10 each, starting each episode with
(tr, B) = (0,0). Figure reports quantitative results and shows that the best-performing
algorithm is MDP-BO.
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5.9.2 Monitoring Lake Ypacarai

Samaniego et al. [2021] investigated automatic monitoring of Lake Ypacarai, and [Folch et al.

[2022] and [Yang et al.| [2023] benchmarked different Bayesian optimisation algorithms for the

task of finding the largest contamination source in the lake. We introduce local transition con-
straints to this benchmark by creating the lake containing obstacles that limit movement (see
Figure in the Appendix). Such obstacles in environmental monitoring may include islands
or protected areas for animals. We add initial and final state constraints with the goal to model

that the boat has to finish at the maintenance port.

initial state
global optima
local optima
chosen trajectory

Figure 5.5: Lake Ypacari with the added movement constraints. We show one local optimum
and one global one. The constraints of the problem requiring beginning and ending the opti-
misation in the dark square.

We focus on episodic feedback, where each episode consists of 50 iterations. Results can be
seen in Figure MDP-EI struggles to identify the maximum contamination for the first few
episodes. On the other hand, our method correctly identifies the maximum in approximately

50% of the runs by episode two and achieves better regret.

5.9.3 Free-electron laser: Transition-driven corruption

Apart from hard constraints, we can apply our framework to state-dependent Bayesian optimi-

sation problems involving transitions. For example, the magnitude of noise ¢ may depend on
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Figure 5.6: Results for Ypacarai and free electron-laser tuning experiments. On the left, the
line plots denote the best prediction regret, while the bar charts denote the percentage of runs
that correctly identify the best arm at the end of each episode. On the right, We plot the regret
and compare against standard BO without accounting for movement-dependent noise.

the transition. This occurs in systems observing equilibration constraints such as a free-electron
laser [Kirschner et al., 2022]. Using the simplified simulator of this laser [Mutny et al., 2020],
we use our framework to model heteroscedastic noise depending on the difference between the
current and next state, o?(x,2’) = s(1 + w||z — 2’||2). By choosing A = X, we rewrite the
problem as o(s,a) = s(1 + w||x — a||2). The larger the move, the more noisy the observation.

This creates a problem, where the Bayesian optimisation needs to balance between informative

actions and movement, which can be directly implemented in the objective ([5.8)) via the matrix

V(de) = 3, 0c dﬂ(x7a)#x7a)q)($)@($)—r + I. Figure [5.6b| reports the comparison between

worst-case stateless BO and our algorithm. Our approach substantially improves performance.

5.9.4 Synthetic Benchmarks

We benchmark on a variety of classical Bayesian optimisation problems while imposing local
movement constraints and considering both immediate and asynchronous feedback (by intro-
ducing an observation delay of 25 iterations). We also include the chemistry SnAr benchmark,
from Summit |Felton et al., [2021], which we treat as asynchronous as per [Folch et al. [2022].
Results are in Figure .7 In the synchronous setting, we found using the UCB maximiser
criteria for MDP-BO yields the best results (c.f. Appendix for details of this variant). We also
found that LSR performs very competitively on many benchmarks, frequently matching the

performance of MDP-BO. In the asynchronous settings we achieved better results using MDP-
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BO with Thompson sampling. TrSnAKe baseline appears to be competitive in all synthetic
benchmarks as well. However, MDP-BO is more robust having less variance in the chosen paths

as seen in the quantiles.
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Figure 5.7: Results of experiments on the asynchronous and synchronous benchmarks. We
plot the median predictive regret and the 10% and 90% quantiles. For the asynchronous
experiments, we can see that the paths taken by MDP-BO-TS are more consistent, and the
final performance is comparable to TrSnAKe. While in the asynchronous setting, we found
creating the maximisation set using Thompson Sampling gave a stronger performance, in the
synchronous setting, UCB is preferred. LSR gives a very strong performance, comparable to
MDP-BO-UCB in almost all benchmarks.

5.9.5 Ablation Study

Number of mixture components

We investigate the effect number of components used in the mixture policy when optimising
the Frank-Wolfe algorithm. We tested on the four real-world problem using N = 1,10 and
25. In the Ypacari example (see Figure |5.9) we see very little difference in the results, while
in the Knorr pyrazole synthesis (see Figure we observe a much bigger difference. A single
component gives a much stronger performance than multiple ones — we conjecture this is because
the optimum is on the edge of the search space, and adding more components makes the policy
stochastic and less likely to reach the boarder (given episodes are of length ten and ten right-

steps are required to reach the border).
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Overall, it seems the performance of a single component is better or at worst comparable as
using multiple components. This is most likely due to the fact that we only follow the Markovian
policies for a single time-step before recalculating, making the overall impact of mixture policies

smaller. Based on this, we only present the single-component variant in the main paper.
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Figure 5.8: Ablation study on the number of mixture components on the Knorr pyrazole
synthesis benchmark
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Figure 5.9: Ablation study on the number of mixture components on the Ypacarai benchmark

Size of batch for approximating the set of maximisers

TS)

We explore the effect of the number of maximisers, K, in the maximisation sets Zc(ont and
zc(,ﬂfﬁB). Overall we found the performance of the algorithm to be fairly robust to the size

of the set in all benchmarks, with a higher K generally leading to a little less spread in the

performance.
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Figure 5.10: Ablation study into the size of the Thompson Sampling maximisation set in the
asynchronous Hartmann3D function. We can see that the performance of the algorithm is very
similar for all values of K = 25,50, 100.
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Figure 5.11: Ablation study into the size of the UCB maximisation set in a variety of bench-

marks. We can see that the performance of the algorithm is very similar for all values of
K =10, 25, 100.

5.9.6 Computational study

We include the average acquisition function solving time for each of the discrete problems in

Table For the continuous case the running time was comparable to Truncated SnAKe

[Folch et al., 2023b] since most of the computational load was to create the set of maximisers

using Thompson Sampling. The times were obtained in a simple 2015 MacBook Pro 2.5 GHz
Quad-Core Intel Core i7. The bulk of the experiments was ran in parallel on a High Performance

Computing cluser, equipped with AMD EPYC 7742 processors and 16GB of RAM.
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Table 5.1: Average acquisition function solving times for each practical benchmark. We give the
solving times to the nearest second, and provide the size of the state-space, |S|, the maximum
number of actions one can take from a specific state, [.A(S)|, and the planning horizon. In all
benchmarks we are able to solve the problem in a few seconds.

Benchmark | Solve Time | |S| | Maximum |A(S)| | Planning horizon

Knorr pyrazole 1s 100 6 10
Ypacarai 3s 100 8 50
Electron laser 15s 100 100 100

5.10 Discussion

We considered transition-constrained Bayesian optimisation problems arising in physical sci-
ences, such as chemical reactor optimisation, that require careful planning to reach any system
configuration. Focusing on maximiser identification, we formulated the problem with transi-
tion constraints using the framework of Markov decision processes and constructed a tractable
algorithm for provably and efficiently solving these problems using dynamic programming or
model predictive control sub-routines. This work takes an important step towards the larger
application of Bayesian optimisation to real-world problems, as we have shown by strong per-
formance in a large variety of problems with physical transitions. Further work could address

the continuous variant of the framework to deal with more general transition dynamics.

5.11 Looking back...

This was the last project in my PhD and was written almost in conjunction with this thesis,
therefore, there is not so much of a ‘looking back’ but a ‘looking forward’ instead. Indeed, since

writing up the project I feel like I understand the chemistry application much better.

I have since become the co-founder of a start-up called SOLVE, where transient flow reactors

are used and the method presented here is being applied for data collection. Indeed, Figure
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Temperature

Figure 5.12: Example paths planned for data-collection in a transient flow reactor, the experi-
ments were then carried out in a laboratory at SOLVE Chemistry.

shows the algorithm applied in an active learning setting, under realistic constraints, for

data that was collected in a laboratory.

There is still much work to be done, in particular, I am interested in two scenarios: (a) objective
functions that take costs of querying certain areas into account, and (b) scaling up the method
as much as possible for planning in high dimensional spaces, either through the continuos

version, or through a smart selection of a discrete number of states and actions.
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Conclusion

6.1 Summary of Thesis Achievements

In this thesis we have explored the challenges that many physical systems impose on Bayesian
optimisation. In particular we have analysed three specific settings (i) under varying levels
of measurement approximation and time-delay, (ii) under movement costs between subsequent

experiments and (iii) under transition dynamics imposed by the system.

In Chapter 3, we introduce an algorithm that can use any acquisition function to choose future
queries and multiple ways in which we can model the fidelities. We give an empirical study that
shows that using multi-output Gaussian processes appears to be the most beneficial modelling
method, while using an uncertainty-based criteria or an information based criteria for choosing
the fidelity to query. The contributions of this chapter are engineering in nature, and this was
recognised to be impactful by the journal Computers and Chemical Engineering who awarded

“Best Paper of 2023” to the work.

In Chapter 4, we introduce SnAKe, an algorithm that minimises the movement costs while
maintaining the strong empirical performance of Bayesian optimisation methods. We showcase
the strength of the method in a variety of empirical settings, as well as demonstrate the flexi-

bility of the method by making minor modifications and allowing the algorithm to be applied

122
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to the multi-objective, self-stopping, and movement constrained setting.

Finally, in Chapter 5 we tackle a much more general problem of transition dynamics within
Bayesian optimisation. Previously an unexplored area, we propose a theoretically grounded al-
gorithm that allows long-term planning by leveraging state-of-the-art optimisation techniques
in Markov Decision Processes. We focus on maximiser identification and give a new Bayesian
motivation to an objective previously known in the bandit (frequentist) literature. Our algo-

rithm is shown to give strong performance in a variety of empirical examples.

All three major contributions and achievements make an important step for the application of
Bayesian optimisation to the physical sciences, and most importantly, chemistry, as we describe

in the next section.

6.2 Applications

The potential applications of the work form a long list. However, the main thread across all of
them has been the application of Bayesian optimisation to chemistry. We begin with transient

flow reactors:

e Transient method in flow reactors: these allow for the extremely efficient collection
of chemical data via the ramping of chemical conditions in a flow reactor, allowing the
system to stay in ”pseudo-steady-state” as opposed to having to wait long times for the
system to stabilise. These reactors are an exceptional tool which can be made even more
efficient through the automation of experiments. All three chapters are applicable here:
(i) flow reactors can have inline measurement systems that give information at varying
levels of confidence, and (ii) the conditions of the system must change slowly, making

SnAKe and MDP-BO well suited for the system.

e Battery design: as showcased in Chapter 3, the design of batteries is expensive and time-

consuming, which is why the use of coin-cell batteries to approximate the performance of
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pouch-cell batteries is a promising avenue to explore, making multi-fidelity algorithms an

important component of truly speeding up the discovery of more efficient batteries.

¢ Environmental monitoring: the use of automated vehicles for complete environmental
monitoring is a promising future avenue to make sure we protect the health of ecosystems.
As showcased in Chapter 4 and 5, these are some of the main applications that can be
tackled through our algorithms. For example, it has been shown that Gaussian processes
are a good model for the prediction of air quality in places with few and sparse sensor
locations [Stoddart et al., 2023], Bayesian optimisation could under transition constraints
could guide search for sources of contaminants. It is also important to note that many
different types of measurements could be used to measure environmental threats — making

multi-output Gaussian processes and multi-fidelity algorithms also applicable.

e Other applications: already explored in the literature, include the fine tuning of
electron-lased microscopes [Kirschner et al., 2022], the optimisation of vapor compres-
sion systems [Paulson et al. 2023], seabed identification [Sullivan et al., [2023], and also
the optimisation of energy systems [Ramesh et al., [2022]. However, given the generality
of the methods, and the increasing popularity of Bayesian optimisation, it would not be

surprising to see many more applications surface in the upcoming years.

6.3 Future Work

Perhaps the single most important future work is to deploy the methods in practice, beyond
simulation studies. This will allow us to truly measure the impact of the methods as well as

showcase new challenges that need to be addressed.

Other interesting future work is to move beyond Gaussian processes and investigate whether
probabilistic deep learning models would allow us to use larger amounts of prior data to better
guide the optimisation. In other words, explore how meta-learning or transfer learning route,
which has shown promise recently [Volpp et al.; 2020, Chen et al., [2022, Yang et al. |2023] and

see how it would improve our algorithmic performance. Indeed, in Chapter 5 we showcased, in
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the Knorr pyrazole experiment, how previous knowledge can make the trajectories through the
space massively more informative of the location of the optimum — however this was an arduous
manual task that required the careful analysis of the underlying ODE system. By using deep
learning models trained on large quantities of data we might be able to get the same benefits
for a much larger class of reactions. Another promising avenue includes looking at integrating

our models with the automatic discovery of kinetic models [de Carvalho Servia et al., 2024].
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Appendix A

Implementation Details:

A.1 Combining Multi-fidelity and Asynchronous Batch

Bayesian Optimisation

We include implementation details about the methods used and the benchmarks. For full

details, we refer any reader to the code, available at https://github.com/jpfolch/MFBoom.

A.1.1 Gaussian Processes

To implement the Gaussian Processes, we used the GPyTorch |Gardner et al., 2018 and Py-
Torch [Paszke et al. [2019] libraries. When using independent Gaussian Processes, we used an

RBF kernel. For Multi-Task Gaussian Processes, we used the kernel:

where each k! )(fc,x’ ) is given by an RBF kernel, each with different hyper-parameters. This
choice was made to allow the model to vary the hyper-parameters at each fidelity. We fur-

ther set the hyper-parameters W = 2M and rank(B,) = M, where M is the number of

147
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fidelities in the problem. This choice was arbitrary, but yielded good results. The kernel hyper-
parameters whose value we don’t explicitly mention were all learnt by maximizing the marginal

log-likelihood [Rasmussen and Williams, [2005].

To initialize the hyper-parameters, we trained a Gaussian Process model on 80 log(d) randomly
sampled data-points, and maximized the marginal log-likelihood. The data-points were then
discarded, and the hyper-parameters from the initial GP were used to initialize the hyper-
parameters of the GP used by Bayesian Optimization methods. We then retrained the hyper-
parameters every time we obtained twenty new observations of either fidelity. To optimize
the marginal log-likelihood, we used ADAM [Kingma and Bal, [2014] across 75 epochs, with a

learning rate of 0.1.

To avoid any ill-behaviour, we also put a Smoothed Box Prior on each hyper-parameter. For
length-scales the box went from 0.025 to 0.6, for the output-scale from 0.05 to 2, for the noise
from 107 to 0.2, and for the prior mean constant from —1 to 1. All these values were chosen

based on the scaling of the objective functions.

A.1.2 Methods

All Bayesian Optimization methods were implemented using GPyTorch |Gardner et al., [2018§]
and BoTorch [Balandat et al., 2020]. For the synthetic benchmarks, the acquisition functions
were optimized using ADAM [Kingma and Ba), 2014] with a learning rate of 0.01 for 75 epochs.
The optimization procedure was first evaluated on 7500d (independent GP methods), 7500
(multi-task based methods), or 3750 (MF-MES), random inputs, and the gradient optimization
was multi-started on the best 10 outputs. The differences in number of points evaluated is

based on the computational burden of each method.

TuRBO

In contrast, TuURBO [Eriksson et al. [2019] was optimized by grid search inside the trust region,
using a Sobol grid of size min (5000, max (2000, 200d)).
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To grow, shrink or move the trust region, we only considered the high-fidelity observations.

A.1.3 MF-MES

We created our own implementation of MF-MES (see [Takeno et al.| [2020] for notation that
follows). We generated 100 samples of f, := max f(z) using Thompson Sampling on a Sobol
grid of size 7500. We also used 100 fantasies of fo to approximate the integral when doing

asynchronous Bayesian Optimization.

The numerical integration was done using the Trapezium Rule, with the integration range
broken into 500 intervals. For the integration range, we used [—10*,10*], where k was chosen

the be the smallest element from {—6, ..., 2}, such that n(10¥) < 107%.

Whenever we would detected issues from singular matrices while calculating MF-MES, we

added 107 to the diagonal to obtain numerically stable behaviour.

A.1.4 Benchmark Details

All benchmarks are considered in the hyper-cube [0, 1]¢, where d is the problem dimension.

Synthetic Examples

We took the synthetic examples to be the same as those analysed in |[Kandasamy et al. [2016b],

with slightly different scaling. They are given by:

Currin Exponential 2D

o1 —1\\ (23003 + 190022 + 2092, + 60
f (l’) =—(1- exp 3 2
10 2 10023 + 50022 + 4z, + 20

1 1
fY(z) = Zf(Q) (z1 +0.05, 25 + 0.05)Zf<2) (z1 + 0.05, 25 — 0.05)+

1 1
+ Zf<2>(:c1 —0.05, 72 + 0.05) + Zf<2>(:c1 —0.05, 25 — 0.05)
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Bad Currin Exponential 2D

For the highest fidelity, we use the same f®) as in the normal Currin function. For the low

fidelity, we use the negative of f® ie. fM(z) = —f@(z).

Park Function 4D

102 = (\/1 + (zg + :(;5)? —1- 1) + (21 + 3x4) exp (1 + sin(z3))

T
2
100 = ( sin :1:1 ) fO(x) =202 4 22 + 22405

Borehole Function 8D

B 2nxg(xy — x6)
~1001log(za/z1) (1 + 2x723/ (log(xamy )adas) + 13/ 25)
FO(z) = 5x3(x4 — )

100log(z2/x1)(1.5 + 2z723/ (log(v2/21)atws) + 23/75)

Hartmann 3D

The M*'™ fidelity is given by:

f(M)(x) = Zagm exp ( ZA” P;) )

i=1 j=1

where:
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3 10
0.1 10
3 10

0.1 10

30 3689

35 4699
, pP=10"

30 1091

35 381

1170
4387
8732
5743

2673
7470
5547
8828

and o™ = a + (M — m)§ where a = (1,1.2,3,3.2), and § = (0.01,—-0.01,—0.1,0.1). Recall

that we set M = 3.

Hartmann 6D

The 6D Hartmann takes the same form as the 3D Hartmann except we use the matrices:

10 3 17 35 1.7
0.0 10 17 0.1 8
A p—
3 35 17 10 17
17 8 0.05 10 0.1
Ackley 40D

8 1312

14 2329
, P=10"

8 2348

14 4047

1696
4135
1451
8828

For Ackley, we created the fidelities using the following equations:

1

\'®

6fP(2) =20+ exp | —0.2

i=1

1

\'®

6f(x) =20 +exp [ —0.2

40

> (92 — 3.8)?) | +exp

i=1

> (9 = 4)2) | +exp (

(

40

40

5569
8307
3522
8732

124
3736
2883
2743

1
10 Z cos(2m(9z; — 4
i=1

8283 5886
1004 9991
3047 6650

1091 381

))) —20 — €'

1
5§§:am@w®%—38»>—20—é
=1
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A.2 SnAKe: Bayesian Optimization via Pathwise Explo-

ration

This section outlines the implementation details and hyper-parameter choices for all the meth-
ods compared Chapter ] The code used is available at the following link: https://github.

com/cog-imperial/SnAKe.

A.2.1 Gaussian Processes

For every GP, we use the RBF Kernel with an output-scale. For the prior mean, we used

a constant function with trainable value, pg. We implemented them all using the package

GPyTorch |Gardner et al. 2018].

A.2.2 Training the hyper-parameters of the Gaussian Processes

Our method is well suited for physical systems. Hence, we assume that there is good prior
knowledge of the hyper-parameters. In particular, we found it reasonable that each hyper-
parameter would be given a lower and upper bound. Normally, we would simply have a large
initialization sample. However, we believe this goes against the nature of the problem because
we want to explore the space slowly to avoid large input costs. So any type of initialization

would be costly.

We simulate this in the following way: we first randomly sample max(7"/5, 10d) points from the
d-dimensional input space, and train a GP on these data-points. The hyper-parameters of the
GP are optimized by maximizing the marginal log-likelihood |[Rasmussen and Williams,, [2005]
over 500 epochs using Adam [Kingma and Ba, 2014] with a learning rate of 0.01. The resulting

hyper-parameters will correspond to the ‘educated guess’. We then set the following bounds:

a) For the length-scale, the lower bound is half the educated guess, and the upper bound

double the ‘educated guess’.
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b) For the output-scale, 6y, the lower bound is half the educated guess, and the upper bound

double the ‘educated guess’.

c¢) For the initial mean, 1, the lower bound is the educated guess minus a third of the initial

variance, the upper bound is the educated guess plus a third of the initial variance.

d) The noise parameter we simply set to be greater than 107°.

We (partially) enforce the constraints by setting a SmoothedBoxPrior on each parameter, with
a variance of 0.001. Finally, under the constraints defined above, we re-estimate the hyper-

parameters every time we obtain 25 new observations.

To make sure all models receive fair initializations, we set the same seed for each run and

function pair.

A.2.3 SnAKe

We used Simulated Annealing [Kirkpatrick et al., [1983] to solve the Travelling Salesman Prob-
lem. We implemented it using the NetworkX package |Hagberg et al., 2008]. We initalized the

cycle with the ‘greedy’ sub-algorithm and used all default options.

We generated the Thompson Samples using the method introduced in Wilson et al.| [2020)]
which we implemented ourselves. To optimize the samples we used Adam |[Kingma and Bal,
2014] and PyTorch [Paszke et al., [2019] over 10d epochs, with a learning rate of 0.01. We used

10d multi-starts for each sample. To create the samples, we used ¢ = 1024 Fourier bases.

For (-SnAKe, we define an adaptive deletion constant, ¢, = min(¢y 4, ..., {4,), where ¢;,; denotes
the length scale of the ith variable at time ¢ (recall we are re-training the hyper-parameters

every new 25 observations, so the length scales change with time).

For the adaptive grid, we use N; = 25 local samples, and a corse global Sobol grid [Sobol’}
1967] of N, = 100 points.
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A.2.4 Classical Bayesian Optimization

We used BoTorch |[Balandat et al., 2020] to implement all methods in this section. We optimized
the acquisition functions across 150 epochs using Adam [Kingma and Ba), 2014] with a learning

rate of 0.0001 using 7500 random multi-starts.

Cost-aware Expected Improvement

Expected Improvement per Unit Cost [Snoek et al.| [2012] optimizes the acquisition function:

El(x))

B o) = G )+

We set v = 1 in all experiments to address the fact that not moving incurs zero cost. Note that
as v — 00, the method will behave closer to normal Expected Improvement, and as v — 0 the

method will tend to stay closer and closer to the current input.

Truncated Expected Improvement

Truncated Expected Improvement was developed by [Samaniego et al.| [2021] trying to solve the
task of using an automated boat to monitor the water quality of Ypacari Lake in Paraguay.
The method seeks to take distance travelled into account when doing Bayesian Optimization.
It does by selecting a point using Expected Improvement, setting a direct path from our current

input to the new point, and then truncating the path one length-scale away. That is:

pr = argmax El(x | Dy)
zeX

Pt — Ty

min(¢, ||p; — x
||pt—$tH ( || t t||)

T4l = Ty +
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A.2.5 Asynchronous Bayesian Optimization

Local Penalization

We use the penalization method as is described in |Gonzalez et al.| [2016a]. For the Lipschitz
constant, we estimate it by calculating the gradient of y; (using auto-differentiation) in a Sobol

grid [Sobol’}, [1967] of 50d points and selecting L to be the maximum gradient in the grid.
UCB with Local Penalization We set §; = 0.2dlog(2t) and M = ypes-

EIpu with Local Penalization We set v = 1.

Thompson Sampling

We use the sample procedure as in [A.2.3] except we only optimize a single sample at every

iteration.

A.2.6 Description of Benchmark Functions

We chose the benchmark functions to observe the behavior of SnAKe in a variety of scenarios.

More details of all the benchmark functions can be found in Surjanovic and Bingham [2013].

Branin2D

The two-dimensional Branin function is given by. The function has three global maximums:

f(z) = a(zy — b2 + cxy —r)? + 5(1 — t) cos(zy) + s

where we optimize over X = [—5,10] x [0,15]. We set a = —1, = 5.1/(47?), ¢ = 5/, r = 6,
s =—10, and ¢t = 1/(8).
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Ackley4D

The four-dimensional Ackley function has a lot of local optimums, with the optima in the center

of the search space. The function is given by:

where we slightly shift the search space and optimize over X = [—1.8,2.2]*. This is to avoid
having the optimum exactly at a point in the Sobol grid and giving SnAKe an unfair advantage.

We set a = 20, = 0.2, and ¢ = 27.

Michaelwicz2D

The two-dimensional Michalewicz function is characterized by multiple local maxima and a lot

of flat regions. The function is given by:

flz) = Zsin(mi) sin®™ (g)

=1

where we set m = 10 and we optimize on the region X = [0, 7).

Hartmann

We select this function to see how the algorithms behave in similar functions as dimension
increases. We do three versions of the Hartmann function, with dimensions d = 3,4, and 6.

The equation is given by:

flz) = Z%’ exp <— ZAU(%' - Pz'j))

Jj=1
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where a = (1,1.2,3,3.2)T. For d = 3 we use:

3 10 30 3689 1170 2673

0.1 10 35 4699 4387 7470
A= P=10"

3 10 30 1091 8732 5547

0.1 10 35 381 5743 8828

for d =4 and d = 6 we use:

10 3 17 35 1.7 8 1312 1696 5569 124 8283 5886

005 10 17 0.1 8 14 2329 4135 8307 3736 1004 9991
A= P=10"

3 35 1.7 10 17 8 2348 1451 3522 2883 3047 6650

17 8 0.05 10 0.1 14 4047 8828 8732 5743 1091 381

They are all evaluated on the unit cube [0, 1]¢.

Perm10D

We select the 10-dimensional version of the Perm benchmark to test the capabilities of the

algorithms in a very high-dimensional setting (by BO standards). The equation is given by:
10 /10 2\ 2
flw)=—=10"">" <Z<ﬂ +5) ((7) - 1))
i=1 \j=1

where we set 8 = 10. We evaluate it on X = [—10, 10]%.

SnAr4D

We implement the simulation using Summit [Felton et al.| [2021]. We control temperature
between 40 and 120 degrees, concentration from 0.1 to 0.5 moles per liter, and residence time
between 0.5 and 2 minutes. We set the cost parameters for temperature cemp = 5, Bremp = 1,

Yeemp = 1, for concentration ceone = 2, Beone = 0.01, Yeone = 1, and for residence time @esidence =
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3, Bresidence = 0.05 and Vyesigence = 1. We further optimize over the equivalents of pyrrolidine

between 1 and 5 units, but we assume changing it incurs no input costs.

Since the SnAr benchmark is a multi-objective problem, we optimize a weighted sum of the
two objectives:

SnAr(z) = w; X yield — wy x e-factor

where we set w; = 107 and wy = 0.1. We optimize over X = [40,120] x [0.1,0.5] x [0.5, 2] x [1, 5].

A.2.7 Ypacarai Implementation Details

As per [Samaniego et al.| [2021] we model the Lake using the Shekel function which is given as:

flo)=>" (Z(lej —Cji)* + @-)

i=1 \j=1

For the objective we use m = 2, m = 3, and m = 2. The other parameters are:

76
ow— 2% C® =138 99 I
9 2 85 4

9 0.1

A = (9 9) B = (10 8 8) B = <7 9)

Where C and B represent the parameters of the ith objective. All objectives are optimized
across on a subset of X = [0,1]2. The subset is defined by creating grid of points mapping
a high-resolution black and white image of Lake Ypacarai onto X. For simplicity, we assume
the cost of moving from one point to another is simply the distance between the points, even
though in practice we might need to take a longer route to avoid land. For Truncated Expected
Improvement, we simply project the truncation into the closest point grid, to avoid sampling

points outside of the Lake.
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A.3 Transition Constrained Bayesian Optimisation via

Markov Decision Processes

In this section we provide additional implementation details of Chapter [5]

A.3.1 Benchmark Details

For all benchmarks, aside from the knorr pyrazole synthesis example, we use a standard squared
exponential kernel for the surrogate Gaussian Process:

(x — 2')?
kog(z,2') = 0fyp exp (—W

where Ufbf is the prior variance of the kernel, and £, the kernel. We fix the values of all the

hyper-parameters a priori and use the same for all algorithms. The hyper-parameters for each

benchmarks are included in Table [A.1]

For the knorr pyrazole synthesis example, we further set coge = 0.6, oy = 0.001, £k = 10,
ko = 874, k3 = 19200, oy = 5. Recall we are using a finite dimensional estimate of a GP such

that:

M
f($> ~ wode(pode(x) + Zwrbf,iq)rbf($) (Al)
=1

in this case we set a prior to the ODE weight such that weg. ~ N(0.6,0.0225). This is incorpo-
rating two key pieces of prior knowledge that (a) the product concentration should be positive,

and (b) we expect a maximum product concentration between 0.15 and 0.45.

The number of features for each experiment, M, is set to be M = |X| in the discrete cases and

M = min (25+d, 512) where d is the problem dimensionality.

In the case of Local Search Region BayesOpt (LSR) [Paulson et al., 2023] we set the exploration

hyper-parameter to be v = 0.01 in all benchmarks.
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Table A.1: Benchmark and hyper-parameter information. A,,,, represents the size of the box
constraints in the traditional benchmarks. For the synchronous benchmarks and for SnAr we
used a noise level of 0% = 0.001. For the asynchronous benchmarks, and the knorr pyrazole
example we used o2 = 0.0001. For the Ypacarai example we used o2 = 0.001 and 02 = 0.01 for
the episodic and immediate feedback respectively.

Benchmark Name | A,,,, | Variance o0,y | Lengthscale /,,;
Knorr pyrazole - 0.001 0.1
Constrained Ypacarai - 1 0.2
Branin2D 0.05 0.6 0.15
Hartmann3D 0.1 2.0 0.13849
Hartmann6D 0.2 1.7 0.22
Michalewicz2D 0.05 0.35 0.179485
Michalewicz3D 0.1 0.85 0.179485
Levy4D 0.1 0.6 0.14175
SnAr 0.1 0.8 0.2

A.3.2 Free-electron Laser

We use the simulator from Mutny et al.| [2020] that optimizes quadrupole magnet orientations
for our experiment with varying noise levels. We use a 2-dimensional variant of the simulator.
We discretize the system on 10 x 10 grid and assume that the planning horizon H = 100. The
simulator itself is a GP fit with v = 0.4, hence we use this value. Then we make a choice that
the noise variance is proportional to the change made as o%(z,a) = s(1 + w||z — al|?), where
s =0.01 and w = 20. Note that z € [-0.5,0.5]? in this modeling setup. This means that local
steps are indeed very desired. We showcase the difference to classical BayesOpt, which uses the
worst-case variance o = sup, , s(1 + w||z — a[[*) for modeling as it does not take into account
the state in which the system is. We see that the absence of state modeling leads to a dramatic

decrease in performance as indicated by much higher inference regret in Figure [5.6b|
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Derivations

B.1 Transition Constrained Bayesian Optimisation

B.1.1 Objective reformulation and linearization

For the main objective we try to optimize over a subset of T trajectories X C X*. Let be
X! be the set of sequences of inputs 7 = (1, ..., z) where they consist of states in the search
space X. Furthermore, assume there exists, in the deterministic environment, a constraint such
that zp41 € C(xy,) for all h = 1,..., H — 1. Then we seek to find the set X,, consisting of T

trajectories (possibly repeated), such that we solve the constrained optimization problem:

X, = argmin max Var[f(z) — f(2")|X] st.  apg €C(xy) VE=1,...,h—1 (B.1)
XcXH 2,2/ €Z

We define the objective as:

U(X) = max Var[f(z) — f(z")|X] (B.2)

z,2'€Z

Our goal is to show that optimization over sequences can be simplified to state-action visitations
as in Mutny et al.|[2023]. For this, we require that the objective depends additively involving

terms x,a separately. We formalize this in the next result. In order to prove the result, we

161
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utilize the theory of reproducing kernel Hilbert spaces [Cucker and Smale, 2002] E|

Lemma B.1 (Additivity of Best-arm Objective). Let X be a collection of t trajectories of length

H. Assuming that f ~ GP(0,k). Assuming that k has Mercer decomposition as k(z,y) =

Ae@r(2) D1 (y)-
F@) =" ou(@)0 O ~ N(0, ).

Let dx be the visitation of the states-action in the trajectories in X, as dx = ﬁ Zthl dow aer Ox,as

where the § represent delta function supported on x,a. Then optimization of the objective Eq.

(B.1) can be rewritten as:

U(dx) = mae [[8(2) = () [ a1

2,

where V(d) =32, >, 4er, d(z, a)®(z)®(z)" + %I is a operator V(d) : Hy — Hy, the norm is
RKHS norm, and ®(2), = ¢r(z).

Proof. Notice that the posterior GP of any two points z, 2" is (f(2), f(2/)) = N ((u(2), u(2")), K. o),
where K, ./ is posterior kernel (consult [Rasmussen and Williams| [2005] for details) defined via

a posterior kernel kx(z,2') = k(z,2') — k(z, X)(K(X, X) + o?1) k(X 2/).

Let ki(2) = ®(X)¢p(2). Utilizing k(z,2') = ®(2)"®(z) (RKHS inner product) with the Mer-
cer decomposition and the matrix inversion lemma, the above can be written as using V =

ST S x e n®(@)b(z) + 0Ly

kx(z2) = Rz ) = k(z) (Kxx +0"D) k()
HET 9 (2)T0() - () R(X) T (@X)D(X) T+ 0?1 T B(X) ()
Lemma B2 4 AT (o) — d(2) TV LV — 102)d(2)
= O(2)'VIVE() - 0(2) VIV — 16%)D(2)

= O(2)' VIV =V +15%)D()

'Proof developed by Mojmir Mutny
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Leading finally to:

kx(z,2) = o*®(2)" (Z > o(x)0(x)" + 021Hk> B(). (B.3)

t=1 TETE
Let us calculate Var[f(z) — f(2’)|X]. The variance does not depend on the mean. Hence,

Var [f(z) — £(z)/X]
Var(f(2)) — Var(f(2)) — 2Cov(f(2), f(='))

= kX(Z7 Z) + kX(Z,7 Z/) - QkX(Za Z,)

B (@0) - o)) (Z S @(@)b(n) + Iw) (@(2) - 8(z))

t=1 xE€Ty

(D(z) — 2()) (% DY) #lwem)d(n)b(x)" + Im02> (D(2) = 2(2")

= TH(®(z) — ®(2)) (Z d(X)®(z)P(x)" + ;—Hluk> (B(z) — ()

The symbol # counts the number of occurrences. Notice that we have been able to show that the

objective decomposes over state-action visitations as dx decomposes over their visitations [

Note that the objective equivalence does not imply that optimization problem in Eq. (B.1)) is
equivalent to finding,

d, = argmin max [|®(z) — ®(2)||v (4,1 (B.4)
d.€D z,2'€Z

In other words, optimization over trajectories and optimization over d, € D is not equivalent.
The latter is merely a continuous relaxation of discrete optimization problems to the space of
Markov policies. It is in line with the classical relaxation approach addressed in experiment
design literature with a rich history, e.g., |Chaloner and Verdinelli [1995]. For introductory
texts on the topic, consider Pukelsheim [2006] for the statistical perspective and Boyd and
Vandenberghe| [2004] for the optimization perspective. However, as Mutny et al.| [2023] points
out, optimization of this objective does optimize objective as Eq. . In other words, by

optimizing the relaxation with a larger budget of trajectories or horizons, we are able to decrease
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Eq. (B.1)) as well.

For completeness, we state the auxiliary lemma.

Lemma B.2 (Matrix Inversion Lemma). Let A € R"*? then
ATAAT + ) = (ATA + ) *AT. (B.5)
Note that instead of inverting n X n matriz, we can invert a q X q matriz.

Proof.

AT(AAT + p2I)71 Sl\éW AT(p72I . p72A<p21 4+ ATA)flAT)
= (pPI-pPATA(PT+ATA)HAT
= (PP T+ATA) - p2PATA)(PT+ATA)'AT

= (ATA+pT) AT

B.1.2 Theory: convergence to the optimal policy

The fact that our objective is derived using Bayesian decision theory makes it well-rooted in

theory. We can prove that our scheme is able to converge in terms of the utility E]

Notice that the set of potential maximizers is changing over time, and hence we add a time
subscript to Z as Z;. Let us contemplate for a second what could the optimal policy. As the
set of Z; is changing, we follow the line of work of started by Russo| [2016] and introduce an
optimal algorithm that knows the true 2} for each possible realization of the prior f. In other
words, its an algorithm that any time ¢, would follow:

df = minE
t deD !

max k; . (z,2%)|,
zEZt\{ax}} dt@d( f)]

2Proof developed by Mojmir Mutny
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where in the above d, & d represents the weighted sum as in the main Algorithm [10| that scales
them properly according to ¢ and T'. Notice that in contrast to our objective, it does not take
the maximum over 2’ € Z, but fixes it to the value z% that the hypothetical algorithm has
privileged access to. To eliminate the cumbersome notation, we will refer to the objectives as
U(d|Z;, Zt) as the objective used by our algorithm (real execution) and U(d|Z;, {}}), as the

objective that the privileged algorithm is optimizing which serves as theoretical baseline.

The visitation of d} represents the best possible investment of the resources (of the size 7' — t)
to execute at time ¢ had we known the z% instead of only Z;. This is interpreted as if the
modeller knows 2%, and sets up an optimal curriculum that is being shown to an observer in
order to convince him/her of that x’; is the optimal value. He or she is using statistical testing
to elucidate it from execution of the policy. Like the algorithm, the optimal policy changes
along the optimization procedure due to changes in Z;. Hence, our goal is to show that we
are closely tracking the performance of these optimal policies in time ¢, and eventually there
is little difference between our sequence of executed policies (visitations) d, and the algorithm

optimal d;.

In order to prove the theorem formally, we need to assume that Z; is decreasing. The rate
at which this set is decreasing determines the performance of the algorithm to a large extent.
Namely, we assume that given two points in time, having the same empirical information d;.
Given, f, suppose

sup 4" (VU(&h| 21, 20) = U@\ 20 (o] D)] < Ci ()
S

As we gather information in our procedure the, {73} C 2Z; C Z; , but the exact decrease
depends on how Z; is constructed. We leave the particular choice for C; to make the above hold
for future work. We conjecture that this is decreasing as C; ~ %, where 7; is the information
gain due to |Srinivas et al.[[2010]. We are now ready to state the formal theorem along with its

assumptions.

Proposition B.3. Assuming episodic feedback, and suppose that for any Z,

1. U is convex on D
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2. B-locally Lipschitz continuous under || - ||s norm

3. locally smooth with constant L, i.e,
T Lo 2
Un +ah) <U(n) +VUn) b+ —=[h]f2. (B.6)

for a € (0,1) and n,h € A,, L :=max,, L, o

4. condition in (ED holds with Bayesian posterior inference,

we can show that the Algom'thm satisfied for the sequences of iterates {git}thl:

T-1

1 — . X LlogT B 1
T;Z/{(dt|2t,{xf}) U(ds| 2, {x}}) < 0( th + 7 los (5)>

with probability 1—4& on the sampling from the Markov chain. The randomness on the confidence

set is captured by Assumption in Eq. (ED

The previous proposition shows that as the budget of the experimental campaign 7' is increas-
ing, we are increasingly converging to the optimal allocation of the experimental resources on
average also on the objective that is unknown to us. In other words, our algorithm is becoming
approximately optimal also under the privileged information setting representing the best possi-
ble algorithm. Despite having a limited understanding of potential maximizers at the beginning
by following our procedure, we show that we are competitive to the best possible allocation of
the resources. Now, we prove the Proposition. The proof is an extension of the Theorem 3
in [Mutny et al., 2023]. Whether the objective satisfied the above conditions depends on the
set X. Should the objective not satisfy smoothness, it can be easily extended by using the

Nesterov smoothing technique as explained in the same priorly cited work.
Proof of Proposition[B.3 The proof is based on the proof of Frank-Wolfe convergence that
appears Appendix B.4 in Thm. 3. in [Mutny et al.| [2023].

Let us start by notation. We will use the notation that 24, is the privileged objective U(d|Z,, {z]}),

while the original objective will be specified as U(d| Z:, Z;).
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First, what we follow in the algorithm:

¢ = argmin VU(dy| Z,, Z,)"d (B.7)
deD

The executed visitation is simply generated via sampling a trajectory from ¢;. Let us denote

the empirical visiation of the trajectory as oy,

(575 ~ {t. (B8)

For the analysis, we also need the best greedy step for the unknown (privileged) objective U as

AT
2 = arg min VU (dt> d. (B.9)

deD

Let us start by considering the one step update:

. ~ 1 -
Uldipr) = Uy (dt + t—f-—l((St - dt))
L-smooth ~ 1 AT . L g
< Uy (dy) + t—l——lvut(dt) (6 — di) + m”ét —dy|*
~ bounded ~ 1 SNT . L
Uldiyr) = Unld) + = VU(d) (0 — ) + e
~ 1 NANT ~ 1 SNT L
= Uld) + V() (@ = d) g V() (0t 00+

€t

We will now carefully insert and subtract two set of terms depending on the real objective so

that we can bound them usign (ED:

. 1 . . 1 . .
= Uldy) + H—lv(ut(dt)T — VU, (dy| Z;, zt)T)(qt —z) + T tut(dt)T(zt —dy)
- L + L
L+t 0T
Using N 1 1 R R 1 L
< d;) + 2 d) (z —d
S Uld) + 275Gk R ldy) (= t)+1+t€t+(1+t)2
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Carrying on,

. E9) ) 1 T A 1 L
Uy (dit1) S Uy(dy) + t—i-—lvut(dt) (di = di) + 1+ t - (1+1)2
convexity N 1 N 1 L 1
< o _ *
< Uy (dy) it 1(2/{t(dt) Us(n;)) + 1 +t€t + 1+1)? - 1 _|_tCt
~ « ~ * iy % 1 L 1
U(denr) —U(dy) < Uld) = U(d}) = n T (Us(de) = Us(dy)) + T (141)2 T

t 1 L 1

< v %

< 11 (z/{t(dt) Us(d; )) 1 + 1+1)? + 1 +tct
ot . 1 L 1

Now multiplying by ¢ + 1 both sides, and summing on = Zt | - Using the shorthand pt(dt) =
ut(git) — Uy(dy) we get:

= = =
T ; (t+ Dprsa(digr) < T ;tpt<dt) T 2 (e +Ce+ L/(1+1))

First notice that —< Zt La< \% log(1/9) by Lemma in Mutny et al. [2023] due to ¢ being

martingale difference sequence. The other term is the sum on ﬁ > =1 C¢ which appears in

71 .
- 1+rt < Lb?T. The rest is eliminated by the reccurence

the main result. The sum on )
of the terms, and using that U(d|2;, {23} < U(d|2:-1,{z}}) for any d. This is due to set
Z; decreasing over time. We report the result in asymptotic notation as function of T" and

log(1/6). O

B.2 Kernel for ODE Knorr pyrazole synthesis

The kernel is based on the following ODE model, which is well known in the chemistry literature

and given in Schrecker et al.| [2023].
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Ry = k1yays — koyays (B.10)
Ry = k3ya (B.11)
and then:

dy,

Y _ g

dt 2

dys .

P

dys

s _ R

dt !

dys

PRI

dys

Y5 R +R

1 1+

Our main goal is to optimize the product concentration of the reaction, which is given by ;.
We do this by sequentially querying the reaction, where we select the residence time, and the

initial conditions of the ODE;, in the form yy = [0, 4, B, 0,0], where A =1 — B.

Due to the non-linearity in Eq. (B.10)) we are unable to fit a GP to the process directly. Instead,
we first linearize the ODE around two equilibrium points. The set of points of equilibrium are

given by:

Si={yi=0a1,92=b1,y3 =0,y4 = 0,95 = c1|a1,b1,c1 € R}

Sy = {y1 =a9, Y2 = 0,y3 = b2, ys = 0,45 = 02|a1, by, € R}
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And the Jacobian of the system is:

0 0 0 ks 0
0 —kys —kiyeo kays kaya
J=10 —kiys —kiye kays Koy

0 kiys kiye —koys — ks —kous

0 Fkys  Fkiy2 —koys + ks —koya|

Giving:
00 0 ks 0]
00 —kiby ket 0
Ji=Js, =0 0 —kb kser 0
0 0 kiby —kocy —ky O
0 0 kiby  —kacr+ kg 0]
0 0 0 ks 0
0 —kiby 0 koes O
Jo=Jls, = |0 —kiby 0 koo 0
0 kiby O —koco—ky O
0 kiby 0 —kpco+ ks 0]

Unfortunately, since the matrices are singular, we do not get theoretical results on the quality

of the linearization. However, linearization is still possible, with the linear systems given by:

dy ﬁ dy .
— =] — =17
q 1Y at 2y

We focus on the first system for now. The matrix has the following eigenvalues:

1
)\172 = —5 (blk‘l + Clk’z + k’g + \/b%k’% + C%k’% + k‘% + 2b161k’1k2 — ng(blk‘l — Cﬂi’g))

/\3,4,5 =0
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Note that the three eigenvalues give us the corresponding solution based on their (linearly

separable) eigenvectors:
032[1 0 00 0}, U4:[0 1 00 0}7 U5:[0 0 00 1]

§(t) = p3vs + pavs + psvs

where p; are constants. The behaviour of the ODE when this is not the case will depend on

whether the remaining eigenvalues will be real or not. However, note:
V2k? + k2 + k2 4 2011k ko — 2ks(biky — crky) > bIE? + k2 — 2b1kiks = (biky — k3)? >0
and therefore all eigenvalues will always be real. Therefore we can write down the solution as:
J(t) = proie™’ + pavae™ + pyvs + pavg + psvs

where we ignore the case of repeated eigenvalues for simplicity (this is the case where b?k? +
2byc1kiky + k3 — 2ks(biky — c1ks) + k2 is exactly equal to zero). We further note that the

eigenvalues will be non-negative as:

biky + ciky 4 ks = \/(bky + ciky + ks3)?

= \/b%k% —+ Czk% + k% -+ 2b161k1]€2 -+ 201k2k2 + 2b1k1k3

> VK2 + 3R + 2+ 2brcrkik + 2eikaks — 2bikiky
therefore:

A <A <0

which means the solutions will always be a linear combination of exponentially decaying func-

tions of time plus constants.
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The eigenvectors have the closed form:

L,
L (b1k1 + erky — ks + /BT + 2bycrkiks + k3 — 2(biks — cika)ks + k§> Jks,
nw=| 1 <b1k1 + erky — kg + \/BPRE + 2byerkks + GRS — 2(biky — cika)ks + k§) [ks,
-1 <b1k1 + erks + ks + /BPRE + 2byerkiky + RS — 2(biky — cika)ks + k§> Jks,
-1 (blkl + erky — 3k + /BPRZ + 2orcrkiks + G2 — 2(byky — cxk)ks + k:§> [k
L,
—Ai/ks — 1,
= | —M/ks— 1,
ks,
A ks + 2
L,
1 <b1k1 + erky — ks — \/BRZ 1 2byerkaky + GOk — 2(biky — cika)ks + k;§) Jks,
vp=| 1 (blkl + crky — k3 — /032 + 2bierkiks + k3 — 2(biky — cik)ks + k%) /ks,

(blkl —|— Clkg + k?g — \/b%k% + 2b101k}1k2 + C%k% — 2(b1k71 — Clkg)kig + k%) /1{33,
(blkl + ik — 3ks — \/OPRZ + 2bycikiks + k2 — 2(biky — crkin)ks + k;§> Jks

1
2
_1
2
1,
_)\2/k3 - 17
= _)\Q/k3 - 17
)\2/k37
Xo/ks + 2

We are optimizing over initial set of conditions yo = [0, A, B,0,0], so solving for the specific
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values of the constants gives:

= B
h M — A
A1
= — B
P2 N — Ay
ps =B
po=A-B
ps = 2B

Finally, since we are setting A = 1 — B and we are only optimizing the first component of § we

can obtain it in closed form:

)\2 A\t )\1
= B w_ -
)\1 — )\2 )\1 - )\2

)\2 it /\1 Aot
=B W -2 1 B.12
(Al—xf VISV (B.12)

y.(t, B) BeM' + B

The second ODE is very similar to the first, recall it depends has the following matrix:

0 0 0 ks 0
0 —kby 0 kses O
Jo=Jls, = [0 —kiby 0  ksey O
0 Kby O —koco—ky O
0 kb 0 —kocy+hs O

The resulting ODE is symmetric to the alternate linearization giving the same solution:
y(t) = proie™" + pavae™ + pyvs + pavg + psvs
with the only difference being the eigenvectors now are:

UsZ{l 0 00 0}7 U4=[0 010 O}, "052{0 0 00 1]
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Figure B.1: Comparing the numerical solution against the solutions found in equation (B.12)).
which in turn leads to solutions of the form:

A2 A
t,B) = AeMt — =AMt 4 A
P T v v

Ao A1
:A At Aot 1
(Al—Aze M= *)

where A = 1 — B. Note that we now have four different eigenvalues, which depend on the

linearization points:

1

)\(1) _
1,2 5

(blkl + Clk'Q + kg + \/b%k% + C%k]g + ]{?32) + 2[)161]{11]{32 — 2]63([)1]1’1 — Cll{ig))

1
)‘f% - _5 (bZkl + C2k2 + k3 + \/b%k% + C%k% + ]{?32) + 2b2C2]€1]€2 — 2k3(b2]€1 — Cgkg))
Giving solutions:

)\(1) )\(1)
y§1) (t, B) — B ( 2 6)\51)75 . 1 )\(1) 6)\(21)t +1
-2

)\51) _ )\g) /\51)
(2) (2)
(2) )\2 )\(2)t )\1 )\<2)t
Y (t,B):A — e = e "+ 1]
1 /\52) . )\§2) /\52) . )\;2)

Due to the length of the derivation, we confirm that our analysis is correct by comparing
the numerical solution of the ODE to the exact solution we found in Figure [B.I] Finally, we

look at interpolating between the two solutions; so given the solutions ¥ (¢, B) and y® (¢, B)
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corresponding to the linearization with stationary point in S; and S5 respectively, we consider

a solution of the form:

y(tv B|k1’ k27 k?n Oé) - (1 - S(B))y(l)(tv B) + S(B)y(2) (tv B) (Bl?’)

where S(z) 1= (1+ e %9(@=05))~1 i5 a sigmoid function centered at B = 0.5 and where we have
introduced a new hyper-parameter o;,. Finally, given Eq. (B.13)) we can obtain the kernel. In
particular, we want (B.13) to be a feature we are predicting on; therefore the kernel is simply

the (dot) product of the features therefore:

kode((ta B)u (t/7B/>> - y(t7 B|k1)k27k37 Oé) X y(tla Bllkla k27 ]{33,0()

And because we know we are simply approximating the data we can simply correct the model

by adding an Gaussian Process correction; giving us the final kernel:

kjm'nt((t’ B)a (t/a B/)) = Oéodekode((t? B)v (tl7 Bl)) + abekaf((t> B)? (tla BI))

where a,q. and o,y are parameters we can learn, e.g. using the marginal likelihood.
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