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Abstract

The image blurring that results from moving a camera whilst the shutter is open is normally

regarded as undesirable. However, the blurring of the images contains hidden information

which can be extracted to give information about the captured scene. Information encapsulated

within this blur allows the light rays present within the scene to be recovered. Given the correct

recovery of the light rays that form a blurred image, a sharp image of the scene can be generated

for an arbitrary camera location. Therefore, rather than resharpening an image with motion

blur, the goal of the work contained within this thesis is to recover the light rays within the

scene

Recovery of the light rays within the scene is achieved by using a layer based model to represent

objects within the scene as planes at discrete depths, and by using an extension to the level set

method, to segment the blurred image into planes at different depths. Knowledge of the layer

boundaries is then used to recover the surfaces of the layers, and hence a model of the scene in

three dimensions. The algorithm described in this thesis has been successfully tested on real

and synthetic images constructed from fronto-parallel planes, with the scene being recovered

accurately from all positions within the original path of the camera.
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Chapter 1

Introduction

1.1 Motivation and Objectives

An increasing quantity of visual media is generated every year, as cameras proliferate from

standalone devices to being included in most consumer electronics, such as smartphones and

tablets. Camera modules have become inexpensive enough over time to be a required part

of any smart device. Despite increases in the quantity and quality of images produced, the

mainstream format remains unchanged from two dimensional colour pictures. Extending media

consumption to three dimensions is frequently used as a way to increase the immersiveness of

the scene [46]. Many modern televisions incorporate 3D technology, and stereoscopic virtual

reality headsets are becoming steadily more popular [32].

Potential commercial applications of the 3D view of a scene include virtual reality shopping,

the viewing of sculptures in art installations or the following of figures in sports events [40, 10].

With 3D information about the scene, it becomes possible for the viewer to have control over

the point of view of the camera and can explore multiple perspectives, with an example of an

object able to be viewed from all angles being seen in Figure 1.1. These applications are still

being rapidly developed as more complex representations of scenes become available.

Capturing a scene in three dimensions has required images of the scene at multiple viewpoints.

7
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Figure 1.1: An example of the range of camera movement available to view an object of interest
from all angles.

Advances in technology have enabled great increases in the availability of digital storage and

transmission bandwidth, but the amount of data generated by taking a large number of views of

a scene is orders of magnitude greater than that required for a 2D representation of the scene.

In addition, capturing a multiview representation of a scene requires specialised equipment,

such as a large array of cameras or a camera with multiple lenses or sensors. For instance,

many films in cinemas are now shot using 3D camera, with two cameras that are spaced apart

at roughly the distance between human eyes. Plenoptic cameras, featuring a multi-lens array

and a grid of sensors, have recently become available to capture multiple views of the scene

from a single camera [64].

Whilst there are many methods for capturing 3D views of a scene, most of these are not practical

for widespread consumer devices. Having an array of cameras increases the cost of a consumer

device with the additional number of camera modules included, with the benefit being limited

because of the small size of the device. Plenoptic cameras using lens arrays are also bulky and

expensive. Although in recent years technology improvements have resulted in a reduction of
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the cost of cameras, the low margins and the aim of minimising size has meant that almost all

current smartphones have a single camera, and the smartphones containing multiple cameras

overwhelmingly have only two cameras. Consumer devices that contain two or more cameras

are able to produce a depth map of the scene, but are limited in recovering views of the scene

from different perspectives by the typically very small distance between the cameras. In this

work, we focus on a technique to obtain a view of the scene in which the viewer is able to move

a virtual camera within the scene to change the point of view. This is obtained using a camera

with a single lens and sensor, a setup found widely on consumer devices.

In addition to consumer uses, although the financial and space constraints for industrial devices

are typically not as high, there exist potential uses for this technology for uses where there

are limitations in acquiring images. Non-consumer applications could include remote devices,

such as deep sea remote vehicles or micro-satellites, where the small and remote nature of the

technology mean that grids of cameras, and transmitting large arrays of images are not feasible.

In addition, many remote devices have limited control over movement, as a remote probe may

be beyond the direct control of human operators, therefore making the recovery of the scene

from multiple viewpoints useful for surveying larger areas.

There are two existing methods of giving a viewer the ability to change their view of a scene: the

model-based approach and Image Based Rendering (IBR) [76]. The model-based approach is

where a view of the scene is created using models of objects, light sources and textures [74]. This

is the method used for animating CGI films and 3D video games. In the model-based approach,

a 3D model of the scene is created, either by creating a scene entirely within a computer or by

estimating the locations of objects within a real world scene. Each of the objects has a surface

with a texture, and is lit using a modelled light source within the scene. The advantage of

using this approach is the ability to create new views by projecting the objects to wherever the

virtual camera is situated.

Use of the model-based method is highly computationally intensive, with expensive GPU units

needed to render modern computer games at an acceptable frame rate, and large scale rendering

farms used to create animated movies [74]. Estimating the geometric model of a real world
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scene is a well-studied, but very difficult problem. Various methods have used range finding

equipment, such as laser distance measurement or ultrasonic sensors, or have alternately used

an estimate from computer vision algorithms [61, 42, 73]. With complex scenes containing

many objects, it is not easy to build a complete model of the scene.

An alternative to the model-based approach is Image Based Rendering [60]. For Image Based

Rendering the scene is represented not as a model of a scene, but as rays of light captured

by cameras at different viewpoints. To accomplish this, the scene must be captured by taking

images with an array of cameras, or, for a static scene, with a single movable camera tak-

ing multiple images. To create novel views of the scene with a virtual camera placed at an

unsampled location at which an image is unavailable, the light rays that make up the image

are interpolated from those captured by images taken from real camera locations. Although

computationally less intensive than the model-based method, a large number of images are nor-

mally required to render the scene accurately. Previous work has been undertaken to exploit

the redundancy in this array of images to obtain accurate results with fewer images [16].

Figure 1.2: A ‘swiped image’ of a scene, formed by moving a camera between two points with
the shutter open (synthesised from cropped planes in [72, 38]).

A common feature of previous work in representing a scene from multiple perspectives is that

multiple input images are required. In this thesis, the goal is to use a single input image to
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recover a representation of a scene that encapsulates all perspectives as a camera travels along

a line. This is known specifically as the Epipolar Plane Image (EPI) of a scene, which will

be discussed in more detail in Chapter 2. Figure 1.2 shows a synthesised image that would

result from moving a camera along a horizontal line while the shutter is held open. The image

blurring that results from moving a camera whilst the shutter is open is normally regarded as

undesirable. However, the blurring of the images contains hidden information which can be

extracted to give information about the captured scene. A ‘swiped image’ is one that includes

motion blur arising from motion of the camera with the shutter open. A swiped image is

generated from the integration of the light rays present in the scene as the camera moves.

Motion blur within the swiped image is due to the combination of many light rays arriving

at different viewpoints. Rather than merely resharpening the image, the goal of this thesis

is to retrieve the images at these different viewpoints. Due to the integration of all the light

rays received during the exposure, this problem of recovering the EPI is a challenging inverse

problem. If the light rays that created the swiped image can be determined, then new views of

the scene can be synthesised by creating a virtual camera at any chosen position.

The technique presented in this thesis assumes a highly controlled acquisition, where the swiped

image is obtained using a motorised camera slider. This is the ideal case for camera movement,

reducing the number of free parameters that need to be estimated for views of the scene to

be reconstructed. A key contribution of this thesis is a more accurate forward model of the

acquisition of the swiped image, which uses knowledge of the scene geometry and the movement

of the camera. Although this is not something that can be casually obtained by using a hand

movement with a typical consumer device, the forward model of the acquisition could be further

developed by adapting it to incorporate knowledge of non-uniform camera movement. A method

of estimating camera movement already exists using the inertial sensors and accelerometers in

smartphones, and are already used for high precision inputs to games [83].
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1.2 Outline of thesis

The outline of this thesis is as follows: Chapter 2 presents a literature review of the state of

the art in research in this area. Chapter 3 demonstrates an algorithm that allows new views

of a scene to be rendered from a swiped image of a scene containing uniform texture planes.

This is extended in Chapter 4 which discusses a method for rendering new views of a scene

which contains planes representing real objects from a swiped image. Chapter 5 evaluates the

results of the algorithm from Chapter 4 on both synthetic and real images. Finally, Chapter 6

concludes and explores possible directions of future work on this subject.

1.3 Original Contributions

This thesis includes the following original contributions:

1. Recovery of EPI for multiple fronto-parallel planes with uniform texture sur-

faces - A scene with multiple fronto-parallel planes will create a swiped image that is

comprised of a piecewise linear signal. We show that it is possible to find the EPI for

a scene that leads to a unique EPI given an exhaustive combinatorial search. The com-

plexity of this exhaustive search is reduced by eliminating impossible combinations.

2. Recovery of EPI for ideal single planes with sinusoidal texture surfaces - A

technique is outlined that enables the recovery of an EPI given a scene with a single

plane that has a surface which is a sum of sinusoids. Moreover, through the use of finite

rate of innovation (FRI) theory, we show that the EPI can be recovered after the signal

has been subsampled after being distorted through an acquisition kernel.

3. Depth estimation from a swiped image - Estimation of the depths present within

a swiped image is achieved through the use of the detection of ‘switchpoints’ within a

swiped image. We infer scene geometry by correctly pairing switchpoints caused by the

motion of the camera whilst the shutter is open.
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4. Plane texture recovery - Existing methods for deblurring a swiped image recover a

single sharp image. Areas of objects which are occluded by objects closer to the camera

cannot be seen in a deblurred image. Using the proposed algorithm, we recover all the

plane surface textures that are seen at any point during the camera swipe, enabling a

viewer to ‘look behind’ occluding objects.

5. Plane recovery optimisation - Existing methods for obtaining depth from motion blur

usually operate in estimating depth in a window around each pixel. Therefore boundaries

of depth layers are usually poorly defined. In the proposed algorithm, we optimise the

boundaries of the recovered planes to produce the maximum amount of colour separation

between the depth layers.

6. Recovery of EPI for real life images - Recent techniques have been developed to

recover the EPI of a scene, enabling alias free rendering of novel views of scenes from

a grid of images. In Chapter 4 we demonstrate a technique where the EPI of a scene

can be recovered from a single swiped image generated from a camera moving with the

shutter open. Furthermore, from this EPI, novel views of the scene can be rendered from

an arbitrary camera position.

1.4 Publications

The work in this thesis has led to the following publications:

1. Michael Lawson, Mike Brookes, and Pier Luigi Dragotti, “Capturing the plenoptic func-

tion in a swipe,” SPIE Optical Engineering+ Applications, pages 99710O- 99710O. Inter-

national Society for Optics and Photonics, SPIE, 2016 [48]

2. Michael Lawson, Mike Brookes, and Pier Luigi Dragotti, “Identifying a multiple plane

plenoptic function from a swiped image,” IEEE International Conference on Acoustics,

Speech and Signal Processing (ICASSP), pages 1423-1427. IEEE, 2017. [49]
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3. Submitted for publication in IEEE Transactions on Computational Imaging

Michael Lawson, Mike Brookes, and Pier Luigi Dragotti, Scene Estimation from a Swiped

Image. In IEEE Transactions on Computational Imaging (submitted), 2018. [50]



Chapter 2

Literature review

2.1 Introduction

To be able to render new images of a scene from a single image, a method of characterising

the visual information in a scene is needed. The visual data which is acquired by viewing the

scene from different viewpoints may be parameterised by the plenoptic function. The plenoptic

function is a way of representing a scene not by the objects that it contains, but by the light

rays that are present. The plenoptic function was first introduced by Adelson and Bergen in

[2], and describes a scene in terms of light rays observed by a camera at an arbitrary location.

In this chapter we discuss the plenoptic function, how the dimensionality of the full plenoptic

function may be reduced, and include an overview of recent results in Section 2.2. In Section 2.3,

the state of the art of detecting depth from images with motion blur is discussed. Finally, the

conclusion is in Section 2.4.

15
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Figure 2.1: The light rays of a plenoptic function. An image is created in the image sphere at
(θv, φw) by light rays travelling from objects in the scene to the camera at location (Vx, Vy, Vz)
at time τ and with wavelength λ (after [2]).

2.2 The plenoptic function

2.2.1 The plenoptic function and simplifications

The plenoptic function, first introduced by Adelson and Bergen in [2], expresses the intensity

of the light rays emanating from a point in a scene at (x, y, z) as a function of seven variables,

namely: (Vx, Vy, Vz), the viewing position of the camera; (θv, φw), the pixel location within the

image plane in angular coordinates; λ, the wavelength of the light ray; and τ is the time. The

scene in the plenoptic function is defined by the intersections of the light rays with a surface.

With this definition of the scene, it is assumed that there is no fading of the light rays due

to range, and there are no changed of medium to cause refraction. As a result, the plenoptic

function can be written as:

I = I7(Vx, Vy, Vz, θv, φw, λ, τ). (2.1)

When a camera takes a sharp image of the scene, it is obtaining a sample of the plenoptic



2.2. The plenoptic function 17

function, as shown in Figure 2.1. When there is access to the continuous version of the plenoptic

function, an image from any location can be rendered by the selection of the light rays needed

to create the required image. Use of angular coordinates enables the light ray to come from

any point in space towards the camera, but when only an image plane is necessary the light

rays may be parameterized by Cartesian coordinates, as shown in Figure 2.2. This approach

is commonly used in computer graphics and machine vision algorithms for simplicity. Use of

the Cartesian coordinate system to define an image plane with the axes (v, w) results in the

following representation of the plenoptic function:

I = I7(Vx, Vy, Vz, v, w, λ, τ) (2.2)

Figure 2.2: The light rays of a plenoptic function. An image is created in the image plane at
(v, w) by light rays travelling from objects in the scene to the camera at location (Vx, Vy, Vz) at
time τ and with wavelength λ (after [2]).

The full plenoptic function is complicated to analyse due to its high dimensionality. Having

seven dimensions makes derivations of mathematical properties difficult. Furthermore, a very

large number of sharp images are required to sample all the dimensions of the plenoptic function

adequately, with the minimum sampling density without aliasing being analysed in [88, 89].
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Despite recent advances in the field of data storage, the number of images required to adequately

sample the plenoptic function constitutes an overly large amount of data, and also means that

practical samplings of the plenoptic function require a lot of time and effort.

As the full plenoptic function is so complex to analyse, most work undertaken in this area has

applied restrictions to the plenoptic function in order to reduce its dimensionality. Assumptions

about the scene can be made to reduce the number of dimensions, such as constraining the

camera movement or discarding τ by assuming the scene is static.

Figure 2.3: Rays in a light field are defined by where they pass through two parallel planes
(after [52]).

A widely used simplification to the plenoptic function is the light field, which was introduced

by Levoy and Hanarahan [52], and is alternatively known as the lumigraph [33]. In the light

field, time and wavelength are disregarded, camera motion is restricted to a plane and the

scene is assumed to lie within a bounding box, limiting the light field plenoptic function to 4

parameters:

I = I4(t, u, v, w). (2.3)

Each ray of light is defined by its intersections with two parallel planes, as shown in Figure 2.3.
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The plane with the coordinates (v, w) is the image plane, and the plane with the coordinates

(t, u) is the camera plane.

Figure 2.4: A grid of cameras can capture a sample of the light field of a scene (taken from
[92]).

A sampling of the light field of a scene can be accomplished by using a grid of images of the

scene [63, 64]. A grid of images may be obtained either by a dedicated plenoptic camera or by

using an array of cameras, such as that shown in Figure 2.4, to take multiple pictures of the

scene.

A further simplification to the plenoptic function can be made by restricting the camera move-

ment to a horizontal line; this leads to the Epipolar Plane Image (EPI) [11]. In the EPI model,

wavelength and time are also omitted, resulting in a 3 parameter function I(t, v, w):

I = I3(t, v, w) (2.4)

where the origin of the image plane now moves with the camera, i.e. v = w = 0 denotes a light
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ray that is perpendicular to the camera plane for any value of t. In the EPI, a point in space,

such as shown in Figure 2.5(a), becomes a line in the EPI, as shown in Figure 2.5(b), which

has a gradient inversely proportional to the depth of the point.

Figure 2.5: (a) shows a view from above of a point in the scene; the rays from the scene-point
to the camera for two camera positions, t1 and t2 intersect the image line at v1 and v2 relative
to an origin that depends on t. The camera focal length is f . In (b), the relationship between
v and t defines a straight line in the EPI whose gradient equals f/z (after [11]).

In the most restricted form of the plenoptic function, the camera location is fixed; this has

been called panoramic photos or mosaic photos [96]. Here, the camera rotates whilst fixed

in a location, with multiple images being stitched together to form an image of a scene with

a wide field of view. This form of images is widely available in consumer devices because it

can be created without using specialist hardware, as illustrated in Figure 2.6, which shows a

panoramic photo taken with a smartphone.

Figure 2.6: A panoramic photo taken by a consumer smartphone is created by stitching together
photos taken as the camera is rotated.
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2.2.2 The pinhole camera model

When analysing the EPI of a scene, a pinhole camera model can be used. Figure 2.7 illustrates

the scene viewed from above in which a point in space has coordinates (x, z), the camera centre

has coordinates (t, 0). In this view, the image plane forms a line at z = f , the focal length,

which is the distance between the camera and the image plane [11]. As a ray of light goes from

a point in the scene to the camera, an image is formed where the light intersects with the image

plane, which can be seen in Figure 2.7.

Figure 2.7: A light ray forms an image at v as it intersects the image line when going from the
scene surface to the camera.

In the EPI model, the camera can only move in a horizontal direction along the x axis, as

illustrated in Figure 2.7, the light ray from a point in the scene will intersect the image plane

at a point whose x-coordinate, v, depends on the camera position, t. A point within the scene

will become a straight line in the EPI [11], with the mapping being:


x

y

z

 7→

t

v

w

 =


t

fx/z − ft/z

fy/z

 . (2.5)

If the camera is moved to a different position, the light ray from the same point that arrives at
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the camera will intersect the image line in a different location. Similar triangles can be used to

find the shift in the position of the point in the image, given the shift in camera position:

v′ = v − f(t′ − t)
z

(2.6)

w′ = w (2.7)

where v′ and w′ are the new position of the intersection of the light ray and the image line after

the camera has been shifted from location t to location t′.

Equation (2.6) demonstrates that a shift in camera position will produce a corresponding shift

in the perceived position of a point within the scene. Since w does not vary with t, each

horizontal line in the image can be treated independently. Therefore, under the assumption

that plane surfaces are lambertian, the equation can be written [11]:

I(t′, v′, w′) = I(t, v − f(t′ − t)
z

, w). (2.8)

A point in space corresponds to a line within the EPI, with a gradient that is proportional to

1/z, and (2.8) shows this has an intensity which is constant along the line. The perceived shift

in the position of a point for a given camera shift is known as its disparity.

When there is more than one object within the EPI, a closer object will occlude a further

object. Within the EPI, this means that lines with a steeper gradient will occlude lines with a

shallower gradient; this is illustrated in Figure 2.8 (reproduced from [91]) which shows part of

the EPI from a real scene.

The properties outlined above demonstrate that the EPI of a scene is highly structured; this

property can be used for the reconstruction of an EPI from incomplete information, such as a

swiped image, or in situations such as a low-resolution sampling of the EPI [5, 29, 28, 69].
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Figure 2.8: A slice of the EPI for a real scene is shown. A vertical slice of this EPI results in a
row of an image of the scene for a given camera location. In an EPI, steeper lines will occlude
lines with shallower gradients (image taken from [91]).

2.2.3 Reconstruction of the Plenoptic function

Recovery of the plenoptic function of a scene is a problem that has been well studied in recent

years. The parametrisation of a scene by the plenoptic function has, in particular, been used

to perform Image Based Rendering (IBR), in which an image is rendered from a new viewpoint

by estimating the light rays from samples of the plenoptic function [60].

Real-life scenes contain a range of depths within them that are continuous for non-planar objects

within the scene. When using Image Based Rendering, a representation of depths of objects

within a scene has been employed in which every point in a scene surface has a defined (x, y, z)

position. However, artifacts can appear in new rendered images that are caused by the varying

depths of objects and complex occlusion ordering [95]. A way of reducing the complexity of

the modelling of objects within the scene is to represent them as fronto-parallel planes with

discrete depths. This is known as a layer based model and is illustrated in Figure 2.9 in which
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the continuously varying depth (dashed line) has been quantised to three discrete depth layers.

Each point on a scene surface is assigned to the layer with the closest depth.

Figure 2.9: The layer based model of a scene. The real life scene surface has a continuously
varying depth (shown as a dashed line), but it can be adequately approximated by a series of
fronto-parallel planes at discrete depths (shown as a solid line).

The use of a layer based representation was first introduced by Wang and Adelson [88, 89] and

it has been shown that photorealistic images can be reconstructed using a layer-based model

of the scene in which object depths are coarsely quantised [5, 29, 28, 69]. An example is the

scene in Figure 2.10(a) in which the depths can be represented by the layers in Figure 2.10(b).

The modelling of the scene as fronto-parallel planes enables the bandwidth of the plenoptic

function to be defined, therefore establishing the minimum sampling density for new views to

be rendered without aliasing, and makes the occlusion ordering explicit [88, 89]. Previous work

has also added variation in the depth of layers for each pixel in the plane, to represent real life

object depths more closely [3].

Representation of a scene in the form of depth layers has been used for many different applica-

tions in multiview imaging. Disparity compensated and shape adaptive wavelet coding has used

depth layers for wavelet compression of light fields [19], whilst object based compression [27]

has been used to segment plenoptic video sequences into IBR objects, which can be rendered

separately.
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Figure 2.10: It has been shown for example by [69] that a real scene (such as (a)) can be well
represented by a small number of discrete depth layers (such as (b)). Image taken from [69].

Due to the large number of applications and the benefits of employing the layer based model,

the decomposition of an EPI into planes at discrete depths has been well studied, but it remains

a challenging problem that is not fully defined. When access to the ground truth light field is

available, segmentation has been achieved to a highly accurate level by using manual methods

[77, 27]. However, this method is not scalable as it requires a human to do the segmentation

manually.

Other methods for segmenting the depths layers within the image have included using graph

cuts [12, 55, 93], k-means clustering [89] and linear subspace results [45]. Commonly used

are also the methods of energy minimisation with active contour methods [43] and the level

set method [6, 7]. With active contour methods, the energy is minimised by an explicitly

defined contour, or “snake”, and forces are defined which act upon the contour to align it with

plane boundaries. Contrasting with this, the level set method does not explicitly define the

boundaries of the regions being segmented, with the boundary being defined implicitly as the

zero level of a surface, with the area of the region being segmented defined as the area in which

the surface is below zero, upon which forces from the image act. This has an advantage when

used for segmenting a scene into planes, as the correct number of segments is not typically

known in advance.

In a scene using a layer based model, a layer at a depth corresponds to a plenoptic hypervolume
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within the plenoptic function [5], where all points in the layer will have the same trajectory

within the plenoptic function, such as the layers in the EPI in Figure 2.11, which shows in-

dividual images on the left and a section through the complete EPI on the right. These are

known as plenoptic manifolds in higher dimensional plenoptic representations. When analysing

an EPI, the scene has been decomposed into layers in [22], which results in trajectories which

are termed EPI tubes or EPI lines.

Figure 2.11: The EPI of a scene can be decomposed into volumes grouped by depth. The
images of the scene for different camera positions are seen on the left. Layers within the scene
are mapped to volumes within the EPI with a common trajectory, as shown on the right (image
taken from [5]).

Multiple techniques have been developed to recover the plenoptic function of a scene from a

sampled version. The recovery of the light field of a scene from a grid of images was investigated

in [63, 64], whilst the recovery of the EPI from a set of images taken along a line has been

studied in, for example, [30, 16, 24].

One widely used approach is to use local interpolation, where a point in the plenoptic function is

estimated by the weighted interpolation of a number of nearby samples from available images

[20, 33, 52, 15, 81]. When depth information in the scene is known, a novel view can be

generated by interpolating each pixel along the EPI lines for the EPI case [11]. When the light
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field is used, quadrilinear interpolation is employed [33, 52]. The disadvantage of this method is

that the spacing of the available images must be very close, otherwise the new images rendered

will include artifacts. The appearance of these artifacts may be mitigated by blending between

the boundaries of layers, known as alpha matting [77], as the artifacts are most visible at the

edges of the layers.

An issue with rendering new views of a scene from a grid or line of acquired images is the

appearance of holes in the novel views. The holes are created when there are no available pixels

in any of the input images to interpolate from. Gaps in rendered images degrade the appearance

of the new images, so hole filling algorithms have been devised. The technique used in [65, 58]

fills the hole by extrapolating pixel values from only regions located in the background by using

a depth map to distinguish the background from foreground regions in the proximity of holes.

A further technique has been developed to recover the light field from a focal stack, in which

the light field of a scene can be estimated from a set of images taken with different focuses [53].

This enables, for example, the refocusing of an image after it has been taken.

Figure 2.12: The spectrum of an EPI [30] is bounded by lines defined by the minimum and
maximum depths present in the scene as shown in (a). (b) shows the low pass filtering effect
due to the finite pixel resolution. (c) shows the minimum sampling density of the plenoptic
function to avoid aliasing in the plenoptic spectrum (image taken from [30]).

When recovering the EPI from a set of images taken along a line, the spectral properties of

the plenoptic function have been studied and the minimum sampling density of the EPI that is

necessary to create images from novel viewpoints without aliasing [16, 30] has been established.

Specifically, it has been shown that real images of complex scenes can be rendered using a layer-

based model of the scene in which object depths are at discrete intervals [5, 29, 28, 69]. The
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advantage of the layer based model is that it makes occlusion ordering explicit, and allows the

spectral properties of the scene to be well defined. The advantage of the layer based method for

analysis of the plenoptic spectrum, obtained by taking the 2-D Fourier transform of the EPI, is

that the plenoptic spectrum is bounded by lines defined by the minimum and maximum depth

layers, as visualised in Figure 2.12.

2.3 Depth from motion blur

Recovery of the EPI from a swiped image is related to the problem of recovering depth from

motion blur. Without the multiple images available in the cases discussed in Section 2.2.3, the

locations of objects within the swiped image must be estimated from the blur. Blur within an

image can vary spatially, owing to variations in, for example, defocus blur [97] or motion blur.

Accurate estimation of blur for each region of an image has been used to create a sharp image

of the scene from a single perspective, known as blind deblurring or blind deconvolution [21].

Over the past two decades, a number of studies have addressed the issue of analysing motion

blur, e.g. [17, 23, 21, 51]. Typically the motion blur is assumed to be due to the movement

of objects within a scene, whilst the camera remains stationary. The most common objective

of estimating depth in motion blurred images is to deblur an image with multiple depths

[79, 34, 54, 68]. Objects that are thought likely to be motion blurred are rapidly moving points

of interest such as a vehicle or person.

Estimating the depths from motion blur present in only a single image is a difficult task,

as a sharp image of the scene is not available for comparison. Estimation of depths has been

achieved by making assumptions about the statistical properties of the image such as by analysis

of the Fourier transform of pixels on a window in [17], by comparing the horizontal and vertical

gradient distributions in [51], and by intensity profile analysis in [54]. Other methods have used

energy minimisation approaches, such as [21] which uses dictionary based filters for energy

minimisation, or [79] which uses an auxiliary window-based depth estimation algorithm. A

drawback in [79], is that it requires the user to select an appropriate initial area to estimate



2.3. Depth from motion blur 29

depth in.

In [23] the depth estimation is based on the values of the alpha map. The technique relies on

the pre-computation of a good alpha matte and has the assumption that a scene consists of a

foreground object moving across a background. In contrast to many other methods, [34] does

not assume spatially variant blur kernels, but camera motions, known as the motion density

function. This enables a wide range of camera motions to create blur, such as horizontal,

vertical and roll.

In [17], the level of blur present within the image in Figure 2.13(a) is estimated to create a

depth map in Figure 2.13(b) from motion blur. This technique calculates the Fourier transform

of windows around each pixel to find the location of zeroes, and compares this against the

expected zeroes at different levels of blur to find the likelihood for each depth. The background

in Figure 2.13(c) and the foreground in Figure 2.13(d) are deblurred using the depth estimate for

each region to produce a composite sharp image. The advantages of the technique in this paper

is that the technique works with only a horizontal window of pixels, but it can be inaccurate

in regions with little texture.

Figure 2.13: In [17], the image in (a) is analysed to create a depth map in (b) from motion
blur. The background in (c) and the foreground in (d) are deblurred separately to produce a
sharp image (image taken from [17]).

The paper in [51] attempts to use the statistics of the distribution of gradients within an image

to estimate blur. Motion blur is modelled as 1D filtering with a box function along the direction

of the movement of the subject in the scene during the exposure period. Each window within

the image is artificially blurred in the other dimension to find the distribution of gradients that

best matches the distribution of gradients in the direction of the motion blur. This technique
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works well, but is dependent upon the assumption that similar blur in horizontal and vertical

directions will produce similar gradient distributions, which may not be the case in image

regions containing vertical or horizontal edges.

The approaches above have limitations due to the limited information available from a single

image. As most of the approaches estimate the level of blur in a window around each pixel, the

speed of the algorithms are slow and scales with image resolution. In addition to this, as only

the image with motion blur is available, natural image priors are used which may not match

correctly to areas of the underlying sharp image due to local features. A further drawback to

many existing techniques is that deblurring images with different depths may lead to artifacts

in the resultant deblurred image. This is because each depth is deblurred with a different point

spread function, so the boundaries between depths do not accurately model two depths layers

blurring into each other.

When a camera shutter is opened during the movement of an object within the scene, a low pass

filtering effect is observed. Instead of an open shutter, a fluttering shutter [71] on a camera, with

the exposures being coded of varying lengths has been employed to build a model of a scene.

The fluttering shutter does not require any additional hardware, but the shutter fluttering must

be carefully modulated to achieve good results.

2.4 Conclusion

In conclusion, this chapter introduces the concept of the plenoptic function in which a scene is

represented by the light rays emanating from objects. It is shown that the plenoptic function

is a useful framework for representing a scene from different viewpoints, and this has been

employed to generate novel views of a scene with the technique of Image Based Rendering.

The full plenoptic function of seven dimensions has been introduced, and it has been shown

that, by the use of appropriate assumptions, the dimensionality of the full plenoptic function

may be reduced to four dimensions for the light field, or to three dimensions for the EPI.
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The layer based model has been introduced, and it has been shown that this is an effective

method of representing a complex scene. Furthermore, the advantages of using a layer based

model to represent a scene when using plenoptic function have been discussed.

Finally, in the absence of multiple input images, an overview of the techniques of estimating

depth from motion blur has been presented, along with the application of this estimate to

deblurring.



Chapter 3

Ideal plane EPI recovery

3.1 Introduction

In Chapter 2, we noted that obtaining the plenoptic function of a scene directly is difficult in

practice and requires either an array of cameras or a multi lens camera [64]. Both of these

options significantly increase the cost, and so are rarely used in consumer electronics. The

goal of the technique described in this chapter is to capture the EPI of a scene from a single

image taken with a conventional consumer camera or a smartphone. The entire information of

the EPI, between the camera swipe start and end locations, is encapsulated in a single swiped

image that is captured by a camera moving uniformly along a straight line with the shutter

open; an example swiped image being shown in Figure 3.1(a). Given a swiped image, such as

the one shown in Figure 3.1(a), the goal is to recover the EPI of the scene. With a correctly

recovered EPI, novel scene views may be created that match images of the scene from different

viewpoints along the camera line, as illustrated by Figure 3.1(b).

This novel technique is different from the traditional deblurring methods that are employed

in many consumer electronics, as the reconstructed pictures of the scene are created for an

arbitrary camera location, within the range of camera movement. This contrasts with the non-

exact sharp image from a single viewpoint that results from a mathematical model used for

the well-studied process of deblurring [62, 75]. Traditionally, blur in an image is thought of as

32
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Figure 3.1: (a) shows a swiped image created by opening the camera shutter as the camera
moves. (b) shows the images we aim to reconstruct by recovering the EPI of (a).

a problem to be removed from the image, however our technique instead makes use of blur as

way of extracting information about the light rays in the scene.

Figure 3.2: (a) and (b) show two plane scenes with uniform surface textures. Occlusions are
present in (a), but not in (b).

Obtaining the EPI of a real world scene is a complex task, so in this chapter we first aim to

obtain the EPI from a swiped image of a simpler form of scene. The complexity of a real scene is

due to objects at different depths in the scene occluding each other, and also due to the surface

textures on the objects. Therefore, in this chapter, we focus on the problem of recovering the

EPI for a scene in which each object is planar and has a uniform texture. Images of scenes with

two uniform plane objects are shown in Figure 3.2, with occlusions present in Figure 3.2(a) and
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absent in Figure 3.2(b).

We first solve the problem for the simplest case in which the scene contains only a single planar

object; in this case no occlusions are possible. We then extend this technique to more complex

scenes, in which there are multiple planar objects which may occlude each other. The problem

setup with multiple planes is closer to that of a real world scene, and for that reason we use the

assumptions from Section 2.2.3 to restrict the scene to fronto-parallel planes. The occlusions

of planes by other planes within the scene increases the complexity of recovering the EPI.

However, scene geometry can be inferred by the locations of occlusions seen in the EPI.

We then show that it is possible to recover the EPI of a single plane under more challenging

conditions, where the plane has a complex texture. In this problem formulation, the problem of

recovering the EPI from a single swiped image is mapped to that of reconstructing signals with

a finite rate of innovation (FRI) [87, 82, 9, 25, 86], and we demonstrate that the exact recovery

of the EPI of such a scene is possible. This EPI can then be used to generate unblurred images

from an arbitrary camera location within the range of the camera swipe during the image

acquisition.

The chapter is organised as follows: in Section 3.2 the problem formulation and the process

of capturing the swiped image are described. In Section 3.3 the process of recovering the EPI

from the swiped image of a single plane is described. In Section 3.4, we extend this technique to

a scene with multiple planes. In Section 3.6, we recover the EPI of a scene with a single plane

with a sinusoidal texture surface. In Section 3.5, we discuss the uniqueness of the solutions

to recovering an EPI from a swiped image, and in Section 3.7, we show the application of the

algorithms from this chapter on real images. Finally, we draw conclusions in Section 3.8.

3.2 Problem setup

For this chapter we consider a scene that comprises P fronto-parallel planes, with a uniform

texture on each plane. Figure 3.3 illustrates the scene viewed from above for the case of P = 2.

Without loss of generality, we consider only a 2D slice of the EPI by taking y = w = 0. In
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the scene a point in space has coordinates (x, z) and the camera centre has coordinates (t, 0).

The horizontal limits of plane p are at xp1 and xp2, and its depth is zp. The number of planes

is unknown in advance of the swiped image acquisition. In this scene, the focal length defines

the image plane at z = f . The surface texture intensity of plane p is denoted as PIp , with the

background to the scene being assumed to be black (a surface texture intensity of 0).

Figure 3.3: An example of a scene with two planes.

We suppose that the camera is swiped from x01 to x02 at a constant velocity along the camera

line, which, without loss of generality we take to be y = z = 0. It is convenient to define an

additional plane, the zeroth plane, at a depth of z0 = 0. This plane can be viewed as a masking

plane; the setup is equivalent to the camera swiping from minus infinity to plus infinity with

the shutter open, but only being able to see the scene through the zeroth plane, between x01

to x02. A swiped image of a scene with this setup is illustrated in Figure 3.4(a).

A slice, II(v), of the resultant swiped image is shown in Figure 3.4(a) and the corresponding

EPI we aim to retrieve in Figure 3.4(b), plotted against the camera position, t. The slice, II(v),

is obtained by integrating the EPI horizontally over the range x01 < t < x02:
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Figure 3.4: A row of the swiped image, (a), created by integrating the EPI shown in (b) for a
two plane image with constant plane texture surfaces. Each switchpoint is indicated by a white
line in the EPI and by a cross in the row of the swiped image.

II(v) =

∫ x02

x01

I(v, t)dt (3.1)

where I(v, t) is a horizontal slice of the EPI of the scene. Thus Figure 3.4(a) is obtained by

integrating Figure 3.4(b) horizontally.

A “switchpoint” in the swiped image is created every time one plane occludes or disoccludes

another in the EPI, with the total number of switchpoints in the swiped image being Vs. This

can be seen in Figure 3.4(b) where the darker plane occludes and disoccludes the lighter plane as

the camera is swiped. The switchpoint locations in v are indicated in the EPI in Figure 3.4(b)

by the horizontal white lines and in Figure 3.4(a) by crosses. Switchpoints in the idealised case

result in discontinuities in the gradient of II(v). This occurs when plane edges (xpi, zp) and

(xqj, zq) are aligned at the camera position t = tpi,qj, and the aligned points are at v = vpi,qj

in the swiped image, with the labelling illustrated by Figure 3.5. We therefore conclude that
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identifying the switchpoints of a scene will allow us to recover a valid plane geometry of the

scene, and hence a valid EPI. The case of multiple scenes resulting in the same swiped image

is discussed in Section 3.5.

Figure 3.5: A switchpoint is labelled by the plane edge combination which created it.

3.3 Single plane EPI recovery

3.3.1 The single plane swiped image

In this section, we aim to recover the EPI of a single plane swiped image, restricting the scene

to P = 1, to avoid the complexity that is introduced by planes occluding each other.

The resulting integrated image II(v) is made of 5 sections that are related to the limits of

integration. The four segment boundaries, or switchpoints, in the swiped image are the values

of v where the zeroth plane, at x01 and x02, occludes or disoccludes the scene plane in the EPI.

By using similar triangles, shown in Figure 3.6, the switchpoints can be related to the scene

geometry using the equations:

v11,02 = f(x11 − x02)z1
−1 (3.2) v11,01 = f(x11 − x01)z1

−1 (3.3)

v12,02 = f(x12 − x02)z1
−1 (3.4) v12,01 = f(x12 − x01)z1

−1 (3.5)
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Figure 3.6: (3.5) is derived from similar triangles in the scene geometry. The same process is
used to derive (3.2) - (3.4).

3.3.2 Single plane algorithm overview

We leverage our knowledge of the single plane swiped image from Section 3.3 to create an

algorithm that can retrieve the EPI from a swiped image. The algorithm in the following

consists of the following steps. First we detect the switchpoint locations, and from that the

plane geometry (step (a) in Figure 3.7). We then calculate the plane surface texture (step (b)

in Figure 3.7). Finally, new images of the scene may be rendered from any camera location

within the original swipe range (step (c) in Figure 3.7) using the information gained from the

previous steps.

3.3.3 Determining plane geometry

Combining (3.2) with (3.3) allows x11 and z1 to be found, which is the location for the leftmost

limit of the plane. Combining (3.4) with (3.5) allows x12 and z1 to be found, which is the

location for the rightmost limit of the plane. Figure 3.8 shows the plane limits as the solutions

to these equations. We assume that the camera swipe is large enough such that v11,01 < v12,02.
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Figure 3.7: A flowchart of the steps in the algorithm to recover an EPI from a single plane
swiped image with uniform surface texture. In step (a), we determine scene geometry. In step
(b), we determine the plane surface texture. Finally, in step (c), we reconstruct the EPI of the
scene.

3.3.4 Determining plane surface texture

The value of the swiped image between v11,01 and v12,02 is used to calculate the plane surface

texture, with the equation being:

PI1 =
II(v11,01)f

(x12 − x11)z1

(3.6)

where PI1 is the intensity of the plane surface texture for p = 1 and II(v11,01) is the value of

the swiped image at switchpoint v11,01. Given knowledge of the plane geometry and the plane

surface texture, we may now reconstruct the EPI of the scene.

3.4 EPI recovery from a multiple plane swiped image

3.4.1 The multiple plane swiped image

We now consider the swiped image of a scene in which there is more than one plane. With

multiple planes present in the scene, the number of switchpoints in the EPI increases. The
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Figure 3.8: The dashed lines indicate the implied plane limits from the location of the switch-
points in the EPI.

technique employed in Section 3.3, is therefore not practical as it requires prior knowledge of

the switchpoint ordering.

From similar triangles in Figure 3.3 we can write:

vpi,qj
f

=
xpi − xqj
zp − zq

(3.7)

for each switchpoint. We can then rearrange this equation into the linear form:

xpi − v̄pi,qjzp − xqj + v̄pi,qjzq = 0 (3.8)

where v̄ = v
f

is the normalised version of v. Assuming, without loss of generality, that p > q,

for 0 ≤ q < p ≤ P and 1 ≤ i, j ≤ 2, we have a total of 2P 2 + 2P equations in 3P unknowns.

Of these, the 4P equations with q = 0, have the simpler form:
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xpi − v̄pi,0jzp − x0j = 0 (3.9)

which can be rewritten as:

xpi − v̄pi,0jzp = x0j. (3.10)

Thus, for example, when P = 2, we get a total of 12 equations in 6 unknowns where piqj

∈ (1101, 1201, 1102, 1202, 2101, 2201, 2102, 2202, 2111, 2211, 2112, 2212). These equations can

be arranged into matrix form as follows:



1 0 −v̄11,01 0 0 0

0 1 −v̄12,01 0 0 0

1 0 −v̄11,02 0 0 0

0 1 −v̄12,02 0 0 0

0 0 0 1 0 −v̄21,01

0 0 0 0 1 −v̄22,01

0 0 0 1 0 −v̄21,02

0 0 0 0 1 −v̄22,02

−1 0 v̄21,11 1 0 −v̄21,11

−1 0 v̄22,11 0 1 −v̄22,11

0 −1 v̄21,12 1 0 −v̄21,12

0 −1 v̄22,12 0 1 −v̄22,12



·



x11

x12

z1

x21

x22

z2


=



x01

x01

x02

x02

x01
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.

Due to the limited swipe length, not all switchpoints are visible in every swiped image. Each

switchpoint, v̄pi,qj occurs in only one equation, so if the switchpoint is not present, the corre-

sponding equation may be omitted. Provided that at least 3P switchpoints are present, the

3P unknowns that define the scene geometry can be determined. The difficulty in this prob-
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lem is that switchpoints from the swiped image need to be labelled correctly, as the order of

switchpoints in the swiped image is undetermined. This is similar to the problem of unlabelled

sensing, where a number of samples of a signal are taken at unknown times. If the times that

the samples are taken at are correctly labelled, then the signal can be correctly characterised

[85]. Similarly in this situation, once the switchpoints have been labelled correctly, the problem

is reduced to that of solving a set of linear equations. When the solution is under determined

the physical significance of this is that a plane edge is not able to be determined as it is not

seen during the entire swipe, as it either goes off the edge of the image, or is hidden behind

another plane during the entire camera swipe. This possibility is discussed in Section 3.5, where

there are multiple scenes which could lead to the same swiped image. In this case, the plane is

assumed to be the scene with the least width, to result in a single answer that is created from

the simplest type of scene.

The swiped image value at switchpoint n can be calculated by the sum of the contributions of

the planes at the switchpoint, with the equation being:

II(vn) =
P∑
p=1

Pwp(vn)PIp (3.11)

where Pwp(vn) is the size of plane in the t axis in the EPI at switchpoint n between t1 and t2,

minus the occlusions from closer planes, PIp is the intensity of plane p and II(vn) is the value

of the swiped image at switchpoint n. There will be an Equation (3.11) for each switchpoint

in the swiped image, i.e. for 1 <= n <= 2P 2 + 2P .

Given I(v) and x0i, the goal is to determine P , xpi, zp and PIp for 1 ≤ p ≤ P and 1 ≤ i ≤ 2.

From this information, it is possible to reconstruct the EPI of the scene.
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Figure 3.9: A histogram of distances between switchpoints. As the planes in the scene are
fronto parallel, the distance between switchpoints are repeated. Repeated switchpoints are
identified and used to hypothesise planes in the swiped image. In the scene represented by this
histogram, there are possible planes with a switchpoint difference of 144 and 350 pixels.

3.4.2 Multiple plane algorithm overview

We use the knowledge of the underlying structure of the scene to label switchpoints, with only

labels that lead to valid scenes being considered to reduce search space. Within the swiped

image, the switchpoints created by the alignment between the scene planes and the zeroth

plane can be used to hypothesise planes. When a plane is seen unoccluded at both extremes

of camera range, the distance between the switchpoints caused by the camera swipe will be

equal, so switchpoint pairs with equal distances may be used to hypothesise planes, as seen

in Figure 3.9. The hypothesised planes are confirmed by checking if the switchpoints created

by the occlusion or disocclusion of one hypothesised plane by another are present within the

swiped image. Once these planes have been detected, remaining switchpoints are labelled in

a combinatorial approach. We can recover the EPI for a scene, given the condition that each

plane is seen unoccluded at one end of the camera swipe range. Once the switchpoints have

been labelled and verified, the swiped image can be reconstructed to find the values of the

planes and check the algorithm result correctness.
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The number of planes in the scene is unknown initially, and is guessed by the number of

switchpoints present in the image. We first assume that given the total switchpoints detected

that the simplest scene, the one with the least number of possible planes, is the correct one. If

after all possible combinations are exhausted for scenes with that number of planes, we increase

the number of assumed planes and repeat the algorithm.

The algorithm can be described as follows:

1. Assume the number of planes, P , within the scene is the minimum possible given the

number of switchpoints, Vs, to satisfy: 2P 2 + 2P > Vs.

2. Create a histogram of distances between switchpoint locations to find repeated differences.

3. For each repeated switchpoint difference, hypothesise that the switchpoints are vp1,01,

vp2,01, vp1,02, vp2,02. These define the scene geometry ( xp1, xp2 and zp) of a hypothetical

plane p.

4. Create a list of hypothesised plane pair combinations, where one plane is plane p and the

other plane is plane q.

5. For each pair combination of hypothesised planes, find the v location of the switchpoints

that should occur by the planes occluding each other (vpi,qj for 1 ≤ i, j ≤ 2), which

are present within the swiped image if tpi,qj is within the range x01 < t < x02. If these

switchpoints exist then evidence for these planes exist.

6. If all switchpoint have been accounted for, recreate swiped image II(v) and find plane

surface textures by solving (3.11).

7. If the number of switchpoints from hypothesised planes with evidence for existence is less

than Vs, hypothesise additional planes using sets of three remaining switchpoints.Two of

these switchpoints are assumed to be either vp1,01 and vp2,01 or vp1,02 and vp2,02. If the

switchpoints are vp1,01 and vp2,01 then the additional switchpoint is assumed to be vp2,q1.

If the switchpoints are vp1,02 and vp2,02 then the additional switchpoint is assumed to be

vp1,q2.
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8. For each pair combination of hypothesised planes, find the v location of the switchpoints

that should occur by the planes occluding each other (vpi,qj for 1 ≤ i, j ≤ 2), which

are present within the swiped image if tpi,qj is within the range x01 < t < x02. If these

switchpoints exist then evidence for these planes exist.

9. Recreate swiped image II(v) and find plane surface textures PIp by solving (3.11).

10. If swiped image cannot be recreated, increase the number of hypothesised total planes in

the scene.

3.4.3 Multiple plane algorithm implementation

In real images of scenes, it cannot be assumed that the switchpoint locations lie at the exact

values of v that would be expected from the scene geometry. This is because of small errors in

camera alignment, and nearest pixel rounding errors for the switchpoint locations. To enable

pairs of differences to be detected correctly, the position of the switchpoints is modelled as

having a normal distribution, with mean µ = v̄qi,pj and the variance σ2 chosen based on the

detected level of switchpoint uncertainty. The switchpoint difference distribution can be written

as:

µ1−2 = µ1 − µ2

σ2
1−2 = σ2

1 + σ2
2

where µ is the mean value of a switchpoint and σ2 is the variance of a switchpoint. To find

repeated differences, the Hellinger distance between the switchpoint distribution was calculated:

H2 = 1−

√
2σ1σ2

σ2
1 + σ2

2

e
− 1

4
(µ1−µ2)

2

σ21+σ
2
2

If the Hellinger distance for two distances is below a threshold, the differences are considered to



46 Chapter 3. Ideal plane EPI recovery

be matched for the purposes of this algorithm. The threshold was chosen based on experimental

data, with the chosen value being high enough to exclude most false positives, but low enough

to not exclude correct repeated differences.

The technique outlined in this section can determine the plenoptic function given a number of

assumptions. It is assumed that the swiped image acquired is unique to a scene geometry, and

that each plane is seen unoccluded at either extreme of the camera range of movement.

3.5 Uniqueness of the solution

In the algorithms proposed in this chapter, we implicitly assume that a swiped image maps to

only one possible EPI. This assumption is not true for all possible scenes, as there are swiped

images which can be generated from more than one valid EPI.

However, in practice, this situation is highly unlikely. For a scene to lead to the same EPI

as another scene, such as in Figure 3.10, multiple switchpoints must share the same location,

requiring exact alignment of planes. Furthermore the product of plane surface intensity and

depth for two different planes must be equal. Given the total possible number of scene con-

figurations, the configurations leading to a swiped image with multiple possible EPIs are an

extremely small number. Using the algorithm in Section 3.4, if there is more than one EPI val-

idated as correct after the combinatorial search, the EPI with the planes closest to the camera

is chosen as the solution. We select the simplest form of scene as the chosen one. When the

plane chosen is the closest possible, given the swiped image, this results in the plane being the

smallest, and therefore least complex. The solution of the smallest plane is again chosen in an

underdetermined system. When the edge of a plane is unseen, we assume it to be the edge that

results in the plane with the least width. By choosing this solution, we get a specific EPI from

each swiped image.
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Figure 3.10: The swiped image appears to be generated from a single plane scene, but the EPI
contains two planes with shared switchpoints. The further plane from the camera has twice
the distance from the camera as the closer plane, but half the surface intensity.

3.6 Sinusoidal texture EPI recovery

3.6.1 The sinusoidal texture swiped image

In Sections 3.3 and 3.4, we assumed that the scene consists of planes with a uniform texture. In

this section, we show that it is also possible to recover the EPI of a single fronto-parallel plane

with a more complex texture, namely a sum of sinusoids. The scene in this problem setup is

illustrated by Figure 3.11. In this case, we assume that we do not have access to the underlying

swiped image, only a version that has been sampled and distorted by an acquisition kernel.

This is to model acquiring the image using a limited resolution camera with a distorting lens.

The reason that a sum of sinusoids is used as a plane texture is because this is a more complex

texture than a uniform plane texture, whilst still resulting in a highly structured swiped image.

As all signals can be expressed as a sum of sinusoids, there are many existing signal processing

techniques to analyse these signals. We leverage existing techniques, such as Finite Rate of

Innovation (FRI) sampling, to find the scene geometry and plane surface texture.

In the absence of occlusions, using (3.7) every light ray that arrives at pixel location v satisfies
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Figure 3.11: The swiped image is created from a scene containing a single fronto-parallel plane
with a sinusoidal texture surface.

the equation

fx− ft− vz = 0 (3.12)

where f is the focal length of the camera. When the plane texture is a sum of sinusoids, this

ray originates from a point on the scene surface with curvilinear coordinate sp, given by:

sp(v, t) = t+ qs

where

qs = x11
vz1

f
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When no part of a plane is occluded, the intensity of rays arising from a point on the plane

surface can be expressed as a sum of complex sinusoids:

I(sp) = A+
Ns∑
n=1

Bejωnsp (3.13)

which results in the image intensity:

I(v, t) = A+
Ns∑
n=1

Bne
jωnsp(v,t) = A+

Ns∑
n=1

Bne
jωn(t+qs) (3.14)

where ωn is a frequency of a complex sinusoid on the texture surface, and Ns is the number of

sinusoids. Equation 3.14 is valid for:

f
(x1 − t)
z1

< v < f
(x2 − t)
z2

(3.15)

the range of v in which the plane surface is seen.

The resultant swiped image may be obtained by integrating (3.14) over the range x01 < t < x02,

shown in Figure 3.12, which results in:

II(v) =

∫ b

a

A+
Ns∑
n=1

Bne
jωn(rt+q)dt =

[
At+

Ns∑
n=1

Bn

jωnr
ejωn(rt+q)

]b
a

(3.16)

where the integration limits, a and b, depend both on the value of v and on the scene geometry,

and are given by:
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a = min(max((x11 − z1)
v

f
, x01), x02)

b = min(max((x12 − z1)
v

f
, x01), x02)

Figure 3.12: The swiped image (right) formed from the EPI (left) of a fronto-parallel plane
with a sinusoidal texture surface.

In practice, when acquiring the image with a digital camera, the continuous function II(v)

cannot be measured directly and only the pixels pI [k] of the swiped image are seen. Information

in II(v) is distorted due to the blur introduced by the camera lens (modelled by its point spread

function) and the limited density of imaging sensors. This process is similar to the way that

acquisition is modelled in traditional sampling theory, and the pixels of one row of the swiped

image are given by the inner product:

pI [k] =

∫ ∞
−∞

ϕI(
v

TI
− k)II(v)dv ,

〈
ϕI(

v

TI
− k), II(v)

〉

where pI are the pixels, k is the pixel index, TI is the spacing between pixels and ϕI(v) is the

point spread function of the camera or sampling kernel.

Given the pixels pI [k] of the swiped image acquired, the goal is to retrieve the information
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contained within the EPI. Recovering the frequencies of the sinusoids in the texture surface,

the amplitude and phase of the sinusoids in the texture surface, and the locations of the

switchpoints allows the EPI to be exactly determined. With knowledge of the EPI, new views

of the scene can be created for arbitrary camera locations.

Using the layer based model from Section 2.2.3, we consider the case where the plane in the

scene is fronto-parallel. Under this assumption II(v) can be written as follows:

II(v) =
3∑
d=1

Ns∑
n=1

Bd,ne
jωd,nv+ψd,nξd(v) +

1∑
ρ=0

Ad,ρt
ρξd(v) (3.17)

where d indexes the segments of II(v) between consecutive switchpoints, Ns is the number of

complex exponentials in the texture, ξd(t) is the Heaviside step function, ρ is the order of the

linear component and ψd,n is the phase of the sinusoid.

II(v) is a piecewise signal in which each segment is a sum of sinusoids; it can therefore be

recovered from the pixels pI [k] using FRI theory [87, 82, 9, 25, 86, 8]. It is assumed here

that the point spread function ϕI(v) is an exponential reproducing kernel, as in [25], but less

restrictive choices are also available [86]. In what follows, we show that it is possible to retrieve

the parameters of II(v), that is the frequency of the texture and the switch points by adapting

to this case the method in [8].

3.6.2 Sinusoidal texture algorithm overview

We leverage our knowledge of the single plane swiped image from Section 3.6 to create an algo-

rithm that can retrieve the EPI from a swiped image. The algorithm in the following consists

of the following steps. First we detect the sections in the image which consist of only a sum of

sinusoids, to enable the detection of plane texture frequencies (step (a) in Figure 3.13). The

plane texture frequency is then determined from the detected sections (step (b) in Figure 3.13).

The switchpoint locations are then estimated to find the locations of the plane extremities (step
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(c) in Figure 3.13). Finally, new images of the scene may be rendered from any camera location

within the original swipe range (step (d) in Figure 3.13) using the information gained from the

previous steps.

Figure 3.13: A flowchart of the steps in the algorithm to recover an EPI from a single plane
swiped image. In step (a), we determine valid windows to detect plane texture frequency.
In step (b), we estimate plane texture frequency. In step (c), we determine scene geometry.
Finally, in step (d), we reconstruct the EPI of the scene.

3.6.3 Determining the sections for local recovery

It has been shown in [8] that if a sampled signal pI [k] is a sum of weighted exponentials

pI [k] =
∑Ns

n=1 anu
k
n then a filter with the z transform Hu(z) =

∏Ns
n=1(1− unz−1) will annihilate

the signal pI [k]. This can be expressed in matrix form as:
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PIhu =



...
... . . .

...

pI [0] pI [−1] . . . pI [−Ns]

pI [1] pI [0] . . . pI [−Ns + 1]

...
...

. . .
...

pI [Ns] pI [Ns − 1] . . . pI [0]

...
... . . .

...





hu[0]

hu[1]

...

hu[Ns]


= 0

where pI [k] is the finite difference of the pixel values, PI is a (Ns+1)× (Ns+1) Toeplitz matrix

created with 2Ns + 1 samples of pI [k], and hu defines the impulse response of Hu(z).

If the 2Ns + 1 samples of pI [k] used to form PI include contributions from only Ns sinusoids,

then PI will be rank deficient. A sliding window over pI [k] can be used to find window positions

which contain only contributions from pure sinusoids, undistorted by switchpoints. Using the

finite difference of the pixels to eliminate the constant term, denoted by A in (3.17), we can

analyse the signal as a sinusoids centered around zero. Windows in the segment between v̄11,01

and v̄12,02 can be used to detect the frequency of the sinusoidal component. The frequency

found, by using these windows in Section 3.6.4, represents the frequency of the sinusoidal

texture surface on the plane.

3.6.4 Determining the texture frequency

The frequency of the sine waves in each rank deficient window can be found by constructing

the annihilating filter Hu(z) =
∏Ns

n=1(1− unz−1), and finding the roots of the filter. The roots

will be pairs of the form z = ejωn and z = e−jωn , where ωn is the nth surface texture frequency.

The phase and amplitude of the sinusoids in the rank deficient window can then be found by

constructing a Vandermonde system [87]. For example, for the case Ns = 1, the Vandermonde

system can be written as:
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1

2

(
ejω1k e−jω1k

ejω1(k+1) e−jω1(k+1)

)(
Bϕ(−ω1)ejψ1

Bϕ(ω1)e−jψ1

)
=

(
p[k]

p[k + 1]

)
.

3.6.5 Determining the switchpoint locations

Once the annihilating filter (Hu(z)) has been found for the PI matrix, it can be applied to the

entire sequence of pixels to form a new signal [8]:

pI
′
[k] = hu[k] ∗

〈
ϕI(

v

T
− k), I(v)

〉
=
〈
ϕI(

v

T
− k) ∗ βu(

v

T
− k), ÎI(v)

〉

where pI
′
[k] is the sampled pixels of the swiped image after the frequencies ωn have been filtered

out by hu[k], ÎI(v) is a stream of differentiated Diracs at the switchpoint locations, and βu is an

e-spline created from the sinusoids of freqs ωN [8]. Here, the fact that pI [k] =
〈
ϕ(v− k), II(v)

〉
is also used.

This equation shows that the resulting signal pI
′
[k] is the equivalent of the inner product

between differentiated Diracs at the switch points, and a new sampling kernel ϕI
′
(t) = ϕI(

v
T
−

k) ∗ βu( v
T
− k), which can be shown to still be able to reproduce exponentials [8].

To find the location of the switchpoints the moments of the signal can be calculated:

τI [m] =
∑
kεZ

c
′

m,kpI
′
[k]

where c
′

m,k fulfills:
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∑
kεZ

c
′

m,kϕI
′
(v − k) = eαmv

where αm are the frequencies reproduced by the e-spline sampling kernel, βu(k) .

The moments of pI
′
[k] are a set of weighted exponential, and can therefore be annihilated by a

filter of the form:

G(z) =
4∏
d=1

(1− eλfvdz−1)8Ns

where λf is the spacing between frequencies in αm, and where the roots of the filter G(z) can

be used to find the switchpoint locations. Finally, the values of x11, x12, and z1 can be found

from Eq. (3.2) to (3.5).

Figure 3.14: A sampled horizontal slice of a simulated swiped image of a fronto-parallel plane
with a sinusoidal texture (i.e. Ns = 2).

Once the plane geometry and surface texture of the plane are determined, the image of the

scene is rendered at camera location x02 using equation (3.17). To create the EPI, for each
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camera position the plane in the image is shifted by an amount determined by (3.7). Given

the estimated scene, the EPI for single plane scene is recovered for camera positions within the

range x01 < t < x02.

3.7 Ideal plane algorithm results

To verify the algorithms proposed in Sections 3.3, 3.4 and 3.6, experimental verification was

performed. A DSLR camera attached to a sliding mount was moved between two points. A

black board was used as the scene background. A large number of still images of the scene

were taken as the camera slid between two points, which were linearly combined to form a

swiped image, such as that shown in Figure 3.15(a). To reduce the impact of noise in the black

background, pixel values below a certain threshold were set to 0. The threshold was chosen

from the inspection of the real captured image samples, where the threshold was above the

maximum value of the samples that were known to be of the black background.

3.7.1 Uniform texture plane results

The algorithm proposed in Section 3.4 was verified using MATLAB simulations, and by using

real swiped images. MATLAB simulations were performed by using a Monte Carlo simulation,

with the scene containing between 1 and 4 planes, with a black background. The depth,

width and texture surface intensities were set from a uniform random distribution. For each

scene, the EPI recovered was compared against the simulated ground truth EPI, as well as the

reconstructed swiped image from the recovered EPI against the ground truth swiped image. It

was verified that an EPI could be recovered from each scene that created a swiped image that

was consistent with the original swiped image.

Real swiped images were created using printed sheets of paper, with a constant surface texture

on each, that were setup as fronto-parallel planes. The impact of noise was reduced by the

application of median filtering, which preserved the edges in the swiped image for switchpoint
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detection. The horizontal size of the swiped image was 4000 pixels, and the length of the

median filter was 20 pixels. A row of pixels from the centre of the swiped image was used for

analysis, as the image was assumed not to vary in the vertical direction. The number of planes

within the scene were 2 and 3, with different surface texture intensities for each plane, and with

each plane edge being seen at some point during the camera swipe to avoid underdetermined

systems. To check the validity of the recovered EPI, it was compared against the original still

images that created the real swiped image.

Figure 3.15: (a) shows a real swiped image created by opening the camera shutter as the camera
moves. (b) shows the EPI recovered from (a). (c) and (d) show recreated single images of the
scene from two different camera positions.

The algorithm proposed in Section 3.4 was verified as recovering the location of the planes in

Figure 3.15 to within an accuracy of 0.1% of the true value, and the texture surface intensity

to within 1.5% of the true value, as well as other setups fulfilling the conditions from Section

3.4. Using the information recovered, the EPI of the scene could be successfully reconstructed,
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with the EPI being shown in Figure 3.15(b), and new images of the scene were generated, as

shown in Figure 3.15(c) and Figure 3.15(d).

3.7.2 Sinusoidal texture plane results

A printed paper sheet of a sinusoidal texture surface, with a single frequency, was set up as

a fronto-parallel plane to verify the algorithm. A large number of still images were taken, of

which a subset are shown in Figure 3.16(a), and added together to form a swiped image of the

scene. To simplify the analysis of the scene, there was no intensity variation in the vertical

direction, which allowed the lens distortion to be modelled as a 1D convolution.

Figure 3.16(a) shows three of the original images which contain include in addition to the

sinusoidal texture. In Figure 3.16(b), the resulting swiped image, which is very blurred, is

shown, however it still contains all the information necessary to retrieve the original EPI. The

original swiped image was subsampled by a factor of 50 to create a swiped image width of only

80 pixels. The noise present in the images resulted in the amplitude of the signal deviating

from its ideal value. During the acquisition noise in the image is due to Gaussian noise, caused

by the temperature of the image sensor, as well as shot noise, caused by the statistical quantum

fluctuations of photons [57]. However, the averaging effect of combining multiple still images

to form a swiped image reduces the impact of this noise, therefore the dominant source of

”noise” in the real image is caused by the non-fully black nature of the background, and the

non-perfect printing process for the plane texture surfaces. The frequency of the sinusoid could

be estimated from any valid sliding window that excluded the switchpoints and contained only

contributions from the sinusoid. To obtain the most accurate result, the frequency of the

sinusoid was estimated for each valid sliding window and the results were averaged to produce

a final estimate. Hard thresholding of background samples outside the length of the sampling

kernel also was employed to reduce the impact of noise.

Use of the technique outlined in Section 3.6 showed that the wavelength of the sinusoid recovered

from the swiped image in Figure 3.16(b) was 6.227cm, compared to the true wavelength of

6.272cm, within 1 percent of its true value. The locations of the switchpoints could be recovered
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Figure 3.16: An example of EPI reconstruction from a swiped image. The images in (a) are
combined into a swiped image (b), from which the EPI can be recovered and used to synthesise
new images as in (c).

within half a pixel. From the recovered values, the EPI of the scene could be reconstructed.

This EPI can be used to generate an image of the scene from an arbitrary camera location, as

shown in Figure 3.16(c).

3.8 Conclusion

In this chapter, we demonstrate that the EPI of a scene comprising one or more uniform-

texture fronto-parallel planes can be reconstructed exactly from a swiped image of the scene.

We further demonstrate that it is possible to reconstruct the EPI given a more challenging form

of scene, in which the swiped image is that of a flat plane with a texture that is a finite sum

of sinusoids. This is possible given knowledge of the distortion introduced by the camera lens

and despite the image being sampled.

We also show that there exist some swiped images that could have been produced from multiple

EPIs. However, the scenes which result in a swiped image that suffering from this type of

ambiguity require precise alignment of planes and textures, so are not likely given all the
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possible scene configurations. Given a swiped image which could be captured from multiple

possible scenes, one of the scenes is chosen to recover the EPI. Therefore the output of the

algorithms in this chapter always results in an EPI that is consistent with the swiped image we

have as an input.



Chapter 4

EPI recovery from real swiped images

4.1 Introduction

Previously, in Chapter 3, the problem of reconstructing the EPI is analysed for scenes com-

prising planes with uniform surfaces. In this chapter, the goal of recovering the EPI from a

swiped image is extended to that of scenes that reflect real word environments. The techniques

from Chapter 3 cannot be directly reused for this situation, as scenes in real world images

almost never contain only uniform texture fronto-parallel planes. Therefore, the approach used

in Chapter 3 must be modified to cope with planes with more complicated textures.

Extending the problem setup from the one in Chapter 3 to that of a real world scene is again

achieved by modelling the scene as comprising layers at different depths, but with the plane

surface textures corresponding to that of the objects within the scene, which has been shown

to be a good approximation of real life scenes [5, 29, 28, 69]. The approach of detecting scene

geometry using a combinatorial approach to match expected switchpoints cannot be extended

to real world scenes, as switchpoints in the swiped image are harder to detect because the plane

surfaces are varying. This difference can be seen in Figure 4.1, where Figure 4.1(c) is a row of

a swiped image with uniform texture planes (Figure 4.1(a)), and Figure 4.1(d) is a row of a

swiped image with planes that model a real life scene (Figure 4.1(b)).

61
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Figure 4.1: A swiped image made of planes with a uniform texture surface is shown in (a),
whereas a swiped image made of planes that model a real life scene are shown in (b). The
corresponding rows from the centre of the swiped images, shown in (c) and (d), demonstrate
why the complexity of recovering the EPI increases for a real scene. Detection of switchpoints
is more uncertain in a real scene, as it is unknown whether variations in intensity in the swiped
image are caused by plane occlusion or surface texture. Furthermore, the switchpoints cannot
be exactly paired in the real image to obtain the scene geometry.

The challenges of recovering the EPI of a real world scene include that of estimating the depths

present within the scene, finding the silhouette of objects at these depths, recovering the texture

surfaces of these objects, and finally rendering new images of the scene using the recovered

objects and scene geometry. The challenge of estimating the depths present within the scene is

addressed by creating a histogram of estimated depths within the image and choosing peaks as

depths present within the scene. In this chapter an extension to the level set method whereby

the outline of depth layers can be extracted is demonstrated. The outline of the depth layers

can then be used to recover the surface intensities of the planes. Once the boundaries of the

objects within the scene have been determined, the scene texture is determined, and the EPI

is recovered.

The assumption that is used throughout this thesis is that the scene is static during the acqui-

sition of the swiped image. This assumption will not always be true for a real world image, as

the exposure interval for the shutter may be several seconds. Dynamic scenes complicate the
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analysis of the swiped image, as the increased or decreased levels of motion blur could mislead

the estimated depths within the image. This problem has much in common with the problem

of obtaining a panoramic photograph, as discussed in Section 2.2.1, where the panoramic pho-

tograph aims to create a wider view of the scene than the field of view of the camera. As the

process of creating a panoramic photograph using a single camera consumer device involves

rotating the camera slowly, dynamic scenes also cause errors [31]. Methods for reducing the

errors caused by dynamic scenes could include having a swiped image acquisition with a short

exposure time, to minimise the possibility of movement, or discarding scenes in which movement

in the scene is detected.

The outline of this chapter is as follows: Section 4.2 presents an overview of the proposed

algorithm. Section 4.3 describes in detail the proposed method that allows the EPI to be

calculated from the swiped image. Finally, we conclude in Section 4.4.

4.2 Algorithm Overview

4.2.1 Problem setup

Figure 4.2: A view of the scene with two planes from above, where the plane furthest from the
camera is the background plane. A light ray from a plane to the camera at position t forms an
image at v. The camera is swiped from x01 to x02 with the shutter open.
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To gain insights into the proposed algorithm, we first consider the idealised setting from Chap-

ter 3 shown in Figure 4.2, and consider what needs to be changed to adapt this to a realistic

scene. Our goal is to retrieve the EPI of a realistic scene from a swiped image. We achieve this

by retaining the layer-based model in which we assume that a complex real-world scene is mod-

elled as comprising P fronto-parallel planes. Each plane has a surface intensity corresponding

to that of the real-life scene and the depth, or distance from the camera, of plane p is denoted

zp. This is illustrated in Figure 4.2, which shows a view from above for the case of P = 2. We

assume that there is a plane that fills the field of view of the camera at all points during the

swipe, which we term the “background plane”, to ensure that the swiped image consists of only

light rays from planes in the scene. The background plane is always the plane furthest from

the camera, and is labelled as zP . Using planes as depth layers is convenient for rendering and

occlusion ordering.

As in Chapter 3, a camera is swiped from x01 to x02 at a constant velocity along a horizontal

line parallel to the planes. We define the disparity, lp, of each plane to be the shift in its location

within the image as the camera moves between x01 and x02:

lp =
f(x02 − x01)

zp
. (4.1)

Given the swiped image II(v, w), and knowledge of x01 and x02, we wish to recover the EPI

of the scene. A slice, II(v), of the resultant swiped image is shown in Figure 4.3(a) and the

corresponding EPI we aim to retrieve in Figure 4.3(b), plotted against the camera position, t.

The slice, II(v), is again obtained by using (3.1), integrating the EPI over the range x01 < t <

x02

A “switchpoint” in the swiped image is created every time one plane occludes or disoccludes

another in the EPI. This can be seen in Figure 4.3(b) where the foreground plane occludes and

disoccludes the background plane as the camera is swiped. Switchpoints in the idealised case

result in discontinuities in the horizontal gradient of II(v, w). In real images, switchpoints are
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Figure 4.3: A row of the swiped image, (a), created by integrating the EPI shown in (b) for a
two plane image with realistic plane texture surfaces.

detected by peaks in the rate of change of the horizontal gradient of II(v, w) that are above

a set threshold. Switchpoints are harder to detect in realistic images, as variations in II(v, w)

may be caused either by plane occlusion or by plane textures. The switchpoints that are caused

by the zeroth plane will form an outline of each plane within the scene at the plane location at

the start and end of the camera swipe. We therefore conclude that if we take the derivative of

II(v, w), its peaks will allow us to retrieve the planes and their depths [49].

4.2.2 Algorithm Description

Leveraging the analysis of the previous section for the idealised plane case, we present an

algorithm that is able to retrieve the EPI from a real swiped image. The algorithm described

in this chapter consists of four steps. In the first step, the depths of layers that are present

within the swiped image are estimated (step (a) in Figure 4.4). This is achieved by finding

peaks in the histogram of estimated disparities. The silhouette and location of the planes

within the swiped image at each depth layer is then estimated (step (b) in Figure 4.4). An

extension to the level set method which accounts for the amount of blur present within each
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Figure 4.4: A flowchart of the steps in the algorithm to recover an EPI from a swiped image.
The switchpoints in the swiped image are shown in the image at step (a). The silhouettes of
planes at each depth are shown at step (b). The surface of the planes at each depth are shown
at plane (c).

depth layer is used to establish a silhouette of each plane at the start of the camera swipe.

The surface texture of each plane at each depth layer is then recovered (step (c) in Figure 4.4)

using the estimated depths, plane silhouettes and plane locations to deblur from the swiped

image. Finally new images of the scene may be rendered from any camera location within the

original swipe range (step (d) in Figure 4.4) using the estimated depths, plane surface textures

and plane locations. These four steps are described in detail in the following section.
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4.3 EPI recovery from a swiped image

4.3.1 Recovering depth layers

To recover the depths of layers present in the swiped image, we first analyse the switchpoints

derived from the swiped image. As was seen in Figure 3.4, a switchpoint is created in a given

row in a swiped image every time a plane occludes or disoccludes another plane in the EPI as the

camera is swiped. Switchpoints are found by detecting discontinuities in the horizontal intensity

gradient of the swiped image. The occlusion of plane p by the zeroth plane will result in a pair of

switchpoints separated by a distance, lp, inversely proportional to the distance, zp, of the plane

from the camera. The detection of switchpoints by taking the horizontal intensity gradient of the

swiped image increases the noise, leading to the detection of spurious switchpoints. However, in

practice these spurious switchpoints are randomly distributed, whereas the switchpoints caused

by a plane are always separated by a set distance, enabling detection of correct switchpoints.

Switchpoints are plotted to form an image of switchpoints, Ms(u, v), which is used to infer scene

geometry. We aim to find the depth layers present within the scene by finding switchpoints

which are separated by a set distance across multiple rows of the image of switchpoints. As

we make no assumptions about the shape of the planes at this stage, we detect the relative

distance between switchpoints by calculating the horizontal autocorrelation for each row. The

horizontal autocorrelation for each row of the image of switchpoints can be calculated as:

Rvv(l, w) =
∑
vεZ

Ms(v, w)Ms(v − l, w) (4.2)

where Rvv(l, w) is the autocorrelation for each row of the image of switchpoints, Ms is the

image of switchpoints and l is the lag. As the swiped image is an RGB colour image, we detect

switchpoints for each colour channel independently. To prevent switchpoints matching with

switchpoints from other colour channels, we calculate (4.2) separately for each RGB channel.

We take the mean of the autocorrelation for each colour channel in each row to get the average
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autocorrelation for the whole image, R̄vv(l).

This is illustrated in Figure 4.5, which shows a swiped image in Figure 4.5(a), and the estimated

image of switchpoints in Figure 4.5(b). The plane surface texture is white, which generates

equal switchpoints in each of the RGB channels, resulting in the same autocorrelation for each

channel in each row. The average autocorrelation, R̄vv(l), of the rows of the switchpoint image

is shown in Figure 4.5(c).

Figure 4.5: II(v, w), shown in (a), leads to the image of switchpoints Ms, shown in (b), which
contains the repeated outlines of planes. The autocorrelation histogram shown in (c) has a
large peak for each depth, which in this image is a single depth with a disparity of 30.

Peaks in the autocorrelation indicate the shift due to motion blur of the planes within the

image of switchpoints, and hence the depths within the swiped image. The lag in (4.2) is also

referred to as the disparity of the planes. Although planes occluding each other at the start
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or end of the camera swipe will supress the switchpoints of the more distant plane, we assume

that sufficient switchpoints from each plane will remain to correctly estimate depths. This

assumption is not always true for every scene, but if a depth layer is occluded for much of a

swiped image acquisition, it will have only a small impact on the resultant EPI. The depths of

the planes are then calculated from the disparity as:

zp = f
x01 − x02

lp
(4.3)

where lp is the disparity of plane p at depth zp within the swiped image, and f is the focal

length of the camera. Using (4.3) requires knowledge of camera focal length and movement.

From (4.2), we then generate a histogram of estimated disparities within the image.

To increase the robustness of detecting the correct depth layers, we create a disparity likelihood

distribution for each pixel using the method outlined in [17]. The range of the distribution

is the calculated maximum and minimum disparities of the layers within the scene. This

procedure is illustrated in Figure 4.6, where Figure 4.6(a) is the swiped image. The peak of

the likelihood distribution for each pixel is plotted as an image in Figure 4.6(b). We sum the

likelihood distributions for all the pixels in the swiped image to create an additional histogram

of disparities within the image, shown in Figure 4.6(c):

hd(l) =
vm∑

v=−vm

wm∑
w=−wm

dd(v, w, l) (4.4)

where hd(l) is the histogram of depth likelihoods derived from [17], vm is the horizontal field of

view of the camera, wm is the vertical field of view of the camera, and dd(v, w, l) is the depth

probability distribution for each pixel in the image, calculated using [17]. Similar to Figure 4.5,

the switchpoint image and its average autocorrelation are shown in Figure 4.6(d) and (e). The

histograms from Figure 4.6(c) and Figure 4.6(e) are normalised and added together to form a



70 Chapter 4. EPI recovery from real swiped images

Figure 4.6: The technique in [17] is applied to the simulated swiped image in (a). This results
in a depth likelihood distribution for each pixel. The peak of the depth distribution for each
pixel is chosen as an estimated depth to form the estimated depth map shown in (b).

The histogram of estimated disparities is shown in (c), and is created by summing the
likelihood distributions for all pixels within the swiped image. The image of switchpoints (d)

is found from the swiped image, which contains repeated outlines of planes. The
autocorrelation histogram shown in (e) has a peak for each disparity. The two histograms are

combined and smoothed with a moving average filter in (f) to produce a peak at each
disparity above the threshold Dt, indicated by a dotted line. The disparity of each peak,

indicated by an x, determines the depth of the estimated layers in the swiped image.

single histogram of disparities detected within the image:

hc(l) =
hd(l)

max(hd(l))
+

R̄vv(l)

max(R̄vv(l))
(4.5)

where hc(l) is the combined histogram of depth likelihoods, which is then smoothed by a moving

average filter of length wa, shown in Figure 4.6(f):
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h̄c(l) = hc(l) ~ ka (4.6)

ka = [
1

wa

1

wa
...

1

wa

1

wa
] (4.7)

where h̄c(l) is the smoothed combined histogram of depth likelihoods, ka is the moving average

filter and wa is the length of the moving average filter. wa was chosen to have the small

value of 5, to eliminate local peaks without merging closely spaced layers together. Using this

histogram, the number of depth layers is estimated as the number of peaks which are above a

fraction, Dt, of the highest peak. The value of Dt is determined empirically. The depth of each

layer is calculated from the location of the corresponding peak.

In a general scene with zero fronto-parallel planes, the depth histogram from the autocorrelation

of the switchpoints will not have a single peak for each object, rather a spread of smaller peaks

caused by switchpoints at continuous depths. In addition, the depth likelihood histogram

derived from [17], will have a spread of smaller peaks. This is handled by smoothing the

combined histogram with moving average filtering, quantising the depths in the scene into a

discrete number of depth layers.

4.3.2 Recovering plane silhouettes

Once the depths of the layers present within the image have been found, the silhouettes of the

planes at each depth are extracted. To obtain the EPI, the objects present within the scene

that are at different distances from the camera must be segmented from each other. The use

of the layer based model makes depth ordering explicit, so we aim to find the silhouettes of

each of the planes that represent objects at each depth within the scene. For convenience, we

choose to recover the plane silhouettes when the camera is at position x02, the rightmost end

of the swipe.

For a sharp image, segmenting into regions of interest based on pixel intensity can be achieved
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using the level set method. The level set method was introduced by Osher and Sethian to track

the movement of a front whose speed depends on the local curvature [67]. This front is defined

as the locus of the zero level of a surface. The level set method has been used to segment

images into different sections, in order to identify features of interest such as crystal growth

[67, 66], flame propagation [67, 70] and cells [59].

Figure 4.7: An image segmented into two regions (a), and the surface φ(x) that defines the
boundary between the two regions (b) [66].

Consider an image V (x), comprising of two regions which we wish to segment, as illustrated

in Figure 4.7(a). x is a pixel index in the image, defined as the vector x = [xvxw], where xv is

a pixel index in the v axis and xw is a pixel index in the w axis. To find the boundary, Γ, we

define it as a function of φ, where φ(x) is a 2D surface that is a function of x, such that:
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φ(x) < 0↔ x ∈ Ω−

φ(x) > 0↔ x ∈ Ω+

φ(x) = 0↔ x ∈ Γ

(4.8)

where x is a pixel index in the image. In this way, the two regions are defined by the single

function, φ(x). The advantage of defining the regions Ω− and Ω+ using φ is that Γ is not

explicitly defined, so regions can merge or split without hard decisions being made.

Typically the level set method searches for a boundary Γ between the regions, Ω− and Ω+, that

minimises the energy of the function [84]:

E(φ) =

∫
Ω+(φ)

|V (x)− c+|2dx+

∫
Ω−(φ)

|V (x)− c−|2dx (4.9)

where V (x) is a suitable function of the image that is to be segmented, x indexes the pixel, c−

is the mean of the pixel values in the Ω− region and c+ is the mean of the pixel values in the

Ω+ region. Use of (4.8) demonstrates that a change in φ produces a change in the boundaries

of Ω+ and Ω−, with (4.9) showing that this changes the energy of the segmentation.

To minimise the energy of (4.9), we evolve the function φ(x) over a time variable, τ , using a

steepest descent method [84]. The objective of the level set method is to find the segmentation

of the two regions that results in the lowest possible energy.

It is shown in [84] that φ can be evolved by gradient descent to minimise E(φ):

∂φ

∂τ
= −∂E

∂φ
.

This PDE can be solved numerically by updating φ as follows:



74 Chapter 4. EPI recovery from real swiped images

φτ+1 = φτ −∆τ
∂E

∂φ

where [84]:

∂E

∂φ(x)
= −(|V (x)− c−(φτ )|2 − |V (x)− c+(φτ )|2)

where φτ is φ at iteration τ . At each iteration, τ , we calculate the updated areas of Ω+ and

Ω− and then calculate the mean of V (x) within these two regions to obtain c+ and c−.

Figure 4.8: (a) shows the initial φ boundary for a noisy image of an object and (b) shows this
object being successfully segmented.

When there is noise in the image, the level set algorithm may segment small, scattered regions

which are not of interest. To counteract this, we penalise the mean curvature of φ(x), which

is a local measure of the curvature of a surface for each pixel in φ. Figure 4.8(b) shows how a

noisy image of an object is successfully segmented from a noisy image starting from an initial

boundary shown in Figure 4.8(a). As a result, a region will not be segmented if the penalty
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caused by the increase in curvature of φ(x) outweighs the decrease in energy of (4.9). Following

[78, 66], we define the mean curvature of φ(x) as:

κ = ∇ ∇φ
|∇φ|

.

Therefore, the update equation becomes [84]:

φτ+1 = φτ − λ1
∂E

∂φ
+ λ2κ (4.10)

where λ1 and λ2 are the weights attached to the level set energy and curvature respectively.

Given sufficient iterations, the image is segmented into two regions based on the intensity of

the pixel values. To successfully use the level set function to obtain a region of interest, the

image being segmented must have features in the regions that allow them to be distinguished

from each other. Previous implementations of the level set function have used the intensity of

the pixels [66].

In our algorithm, the level set method is used to find a silhouette of each plane at each depth

within the image determined by the technique in Section 4.3.1. To find features to segment

using the level set method, we use a technique derived from Linear Discriminant analysis (LDA).

This technique is used to build a model to find the common features of the pixels belonging to

each depth layer. LDA is a well-known technique to extract features by dimension reduction,

and has been used for applications such as image retrieval and face recognition [80, 47, 56]. The

features used in this technique are the values of red, green and blue colour channels (RGB) for

the pixels within the colour swiped image, which is transformed into a probability of belonging

to each of the depth layers. The RGB values of the pixels are used rather than just the greyscale

values as many realistic swiped images contain planes with different colour surface textures,

but with similar greyscale values. In these situations use of RGB enables the planes at different
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depths to be better distinguished from each other.

A model is generated based on the depth map from Section 4.3.1, in which each pixel is labelled

with a depth layer label. To identify the pixels that have a sufficiently high likelihood of being

labelled correctly, only the pixels with the ratio of the highest depth likelihood over the second

highest depth likelihood above a set value, Rl, are chosen to build the model. Therefore, the

inputs to build the model are a list of pixels, xp,i, labelled with the depth layer p to which they

have been assigned. This is shown in Figure 4.9, where Figure 4.9(a) is the swiped image, and

Figure 4.9(b) is a three-dimensional scatter graph showing the RGB value of pixels with labels

represented by the two colours green and red.

Figure 4.9: Pixels of a swiped image containing two planes shown in (a). In (b) green coloured
observations are pixels from the foreground plane and red coloured observations are pixels from
the background plane. High likelihood labelled pixels are used to predict a model to classify
other pixels within the image by depth.

We assume that the intensity distribution of pixels belonging to depth p follows a multivariate

Gaussian distribution, which is characterised by the sample mean and covariance of the pixels

for each label. The sample mean is calculated as [41]:
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µp =
1

Np

Np∑
i=1

II(xp,i) (4.11)

where µp is the mean of the pixels labelled with p, Np is the number of pixels labelled p and

the column vector II(xp,i) is the RGB intensity of the ith pixel that was labelled with p from

the swiped image. The sample covariance for each label is calculated as [41]:

Σp =
1

Np − 1

Np∑
i=1

(II(xp,i)− µp)(II(xp,i)− µp)
T (4.12)

where Σp is the covariance for label p.

A likelihood is assigned to each pixel in the swiped image that it belongs to each depth layer:

V (x|p) =
1

(2π|Σp|)
1
2

e−
1
2

(II(x)−µp)T (Σp)−1(II(x)−µp). (4.13)

Figure 4.10: Pixels of a swiped image containing three planes at different depths shown in (a).
The probability pixels are at depth 3, the background, is shown in (b), the probability pixels
are at depth 2 is shown in (c) and the probability pixels are at depth 1 is shown in (d).

The equation in (4.13) is used to transform each pixel in II , seen in Figure 4.10(a), into a
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likelihood of belonging to each depth layer, V (x|p) seen in Figure 4.10(b) to (d). Each pixel in

each image is a scalar between 0 and 1, and the extended level set method operates on these

images to get the silhouettes of planes at each depth. This transform makes the outline of each

depth plane more reliable, as mislabelled pixels in the depth map are reclassified.

Now that we have the likelihood images, V (x|p), for each layer, p, we apply the level set method

on each depth to find the silhouette of each plane.

An issue with the use of the canonical level set method for blurred images is that the blur

introduced by camera motion with the shutter open produces a boundary between segments

that is not sharp. Attempts to segment blurred images become more challenging as the blur

within the images increases. We therefore modify the level set method to account explicitly for

the blur at each depth to segment the swiped image into depth layers.

To segment the swiped image, we consider each of the depths independently. We consider all

colour channels together, as different colour channels cannot have different scene geometry. The

plane that is the furthest away from the camera, zP , is defined as the background plane, and

is assumed to cover the entire background of the swiped image. Therefore, for this depth layer

φP is uniformly negative. We assume for now that the planes z1 to zP−1 do not occlude each

other, but occlude only the background. The case of planes occluding each other is discussed

in Section 4.3.4.

For each non-background plane, we model the situation as the plane at that depth, zp, occluding

only the background plane. All other planes are considered as part of the background. We define

a different level set surface φp(x) to determine the silhouette of each non-background plane.

To achieve that we introduce the following change to the calculation of energy for the level set

method, defining the energy of the image at depth p as:

Ep(φp(x)) = λ2κp + λ1

∫
|V (x|p)− Vcp(φp(x))|2dx (4.14)
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where Vcp(x) is the best approximation for the image V (x|p) using two regions with set values,

blurred with a known blurring kernel that depends on the depth of the plane.

The approximation of V (x|p) is obtained from φp(x) as follows: we first introduce

Vφp(x) =


1 φp(x) < 1

0 otherwise

where Vφp(x) is the current estimate of the silhouette of the depth layer given φp. Moreover,

Vbp−(x) = hp ∗ Vφp(x)

Vbp+(x) = hp ∗ (1− Vφp(x))

where hp is a blurring kernel that is a box function with a length determined by that of the

depth of the layer being segmented. It is assumed that the blur kernel for each depth is a

box. It is possible to have other blur kernels due to defocus blur [54, 53] and due to distortions

from the lens. Obtaining depth from defocus has been previously studied in [54, 53], but we

assume that all objects within the scene are at perfect focus, as the range of depths is small

compared to many scenes studied in depth by defocus, and therefore the effects of motion blur

will dominate.

The value of cbp is chosen to minimise:

‖Vbpcbp − vp‖2
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where

Vbp =



Vbp−,1 Vbp+,1

Vbp−,2 Vbp+,2
...

...

Vbp−,n Vbp+,n



and

cbp =

cbp−
cbp+



where n is the number of pixels, Vbp−,1, Vbp−,2 ... Vbp−,n are the elements of Vbp−(x) and Vbp+,1,

Vbp+,2 ... Vbp+,n are the elements of Vbp+(x), and vp is the elements in V (x|p) formed into a

column vector. Finally, the best approximation to V (x|p) is given by:

Vcp = Vbpcbp

Given the equation for the energy of the segmentation, (4.14), the change in energy due to a

change in the value of φp(x) is determined. For each pixel, the value of φp(x) is changed to

−φp(x), thereby reversing the sign of φp(x) for that pixel and changing the boundary. Given

the new boundary, the new energy is calculated. This gives a numerical method for estimating

the partial derivative:
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Figure 4.11: (a) shows the initial φ boundary for a blurred object and (b) shows this object
being successfully segmented. The white outline segments the plane silhouette for the rightmost
camera position.

∂Ep
∂φp

(x) =
Ep(φ+p(x))− Ep(φ−p(x))

|φp(x)|
(4.15)

where φ+p(x) is the φp at the current iteration where the value of φp at x is positive and φ−p(x)

is the φp at the current iteration where the value of φp at x is negative.

In principle the energy of the entire image must be calculated for every pixel being considered.

To reduce the amount of calculation required, it is assumed that only pixels within a predefined

distance of the boundary are likely to reduce the energy with a sign change, and so only these

pixels need to be considered. This is known as the narrow band level set method [1].

Using (4.15) in (4.10), we evolve each non-background φp, as in Figure 4.11, for a fixed number

of iterations to estimate the plane silhouette for each non-background plane.
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4.3.3 Recovering plane surfaces

Once the depths in the scene have been found using the method in Section 4.3.1, and the plane

silhouettes and locations using the method in Section 4.3.2, the texture surfaces of the planes

may be recovered.

For the simplest scene type, in which there is only a single plane, a sharp image of the plane

can be turned into the swiped image by a simple linear convolution of the sharp plane image

with a 1D box function with a length equalling the disparity of the plane due to the depth.

Therefore, to recover the surface of the original plane from the swiped image, the well-studied

techniques in the field of deblurring will produce a good result.

When we consider a more realistic scene comprising multiple planes, the process of recovering

the plane surfaces becomes more complicated. This is because as the camera is swiped, planes

at different depths will have different disparities in the swiped image and may occlude each

other due to their positioning within the scene. The effect of these occlusions turns the problem

of recovering plane surfaces from a linear one to a non-linear one, making the recovery more

difficult. To recover the plane surfaces, we first consider a situation including planes of different

depths which do not occlude each other.

Planes within the scene at different depths will have a disparity during the camera swipe

inversely proportional to their depth, and will have different occlusions depending on depth, so

are recovered separately. To get the forward model of the effect of camera swiping, we define a

matrix Ap that when multiplied by a row of the sharp image of a plane will produce a row of

the swiped image of the plane:

Apṽp = II, p (4.16)

where Ap is the swiping matrix, measuring n×m, where n is the width of the swiped image,

m is n+ b, where b is a buffer the size of the maximum disparity expected in the swiped image,
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to account for planes wider than the width of the image. ṽp is a transposed row of the sharp

image of plane p measuring m by 1 and II, p is a transposed row of the swiped image of plane

p measuring n by 1.

The Ap matrix in (4.16) is populated with the following elements to model the effect of swiping

the camera:

a(i, i) =


0.5(2L− (L−M)2)/L if M = 0

0.5/L if M > 0

a(i, i− 1) =


0.5(L−M)2/L if M = 0

0 if M > 0

a(i, j) =


0 if M = 0

1/L for i−M < j < i if M > 0

a(i, i−M) =


0 if M = 0

0.5(1+2L−2M−(L−M)2)
L

if M > 0

a(i, i−M − 1) =


0 if M = 0

0.5(L−M)2

L
if M > 0

where L is the disparity, M is floor(L), i is the row index, and j is the column index.

To find the forward model of a multiple-plane scene, we concatenate the Ap matrices and ṽp

vectors for each plane to form:

A = [A1,A2...AP ] (4.17)

and
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ṽ = [ṽT1 ; ṽT2 ; ...ṽTP]T (4.18)

where A is the swiping matrix for the entire scene and ṽ is a concatenated row of the sharp

image of planes at each depth layer. Use of these matrices gives the equation:

Aṽ = ÎI (4.19)

where ÎI is defined as:

ÎI =
P∑
p=1

II, p (4.20)

and represents the swiped image from the planes in the absence of the effects of occlusions.

The difficulty of recovering the scene is due to the non-linear effects of the occlusions on the

swiped image. To account for the occlusions of the planes on the swiped image, we modify

the Ap matrices in depth order, taking advantage of the explicit depth ordering of the layer

based model. A1 is related to the closest plane to the camera, and so cannot be occluded by

another plane, and remains unchanged. The entries of A2 which are calculated to be occluded

by plane 1, by our knowledge of plane silhouette and location from Section 4.3.2, are deleted.

This process is repeated for each layer in turn, with the elements occluded by planes closer to

the camera changed to zero. The A matrix for the situation where the effect of occlusions is

disregarded is shown in Figure 4.12(a). The A matrix incorporating the effects of occlusions

is shown in Figure 4.12(b), where some of the elements for the plane further from the camera

have been changed to zero due to occlusion.

The forward model in which (4.19) is used to obtain a row of the swiped image is illustrated in
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Figure 4.12: (a) shows the A matrix for a scene with two planes without considering the effects
of occlusion. (b) shows A for the same scene when occlusion is considered. The elements for
the closer plane (on the right), are unchanged, but some elements for the further plane (on the
left) are set to zero.

Figure 4.13. A row of the image in Figure 4.13(a) is generated from the multiplication of the

A matrix with the concatenated sharp images of planes, ṽ, shown in Figure 4.13(b).

The A matrix is different for each row due to variations of the scene geometry with vertical

image position. Using the minimum solution to the following equation, we estimate each row

of the original images of the planes from the swiped image using:

‖Aṽ − II‖2. (4.21)

If the swiped image is a colour image, (4.21) is repeated for each RGB colour channel to

estimate each colour component of the original planes. The equation in (4.21) is not well posed

due to low pass filtering effects of swiping the camera. In situations such as this, standard least
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Figure 4.13: Each row of the swiped image, II shown in (a), can be formed by a row of the
sharp image of each plane in ṽ multiplied by A. The resultant row of the swiped image created
in (b) is indicated in (a) by arrows. In this figure, there are two depths present within the
image, related to a red and blue plane shown within ṽ.

squares estimation can produce unwanted effects due to the large norm of the least squares

solution. To obtain the best estimate of the original planes, we use the regularisation method

of the iterative shrinkage thresholding algorithm (ISTA) to stabilize the solution [4, 18]. The

results of a rendered view from a recovered EPI generated from Figure 4.14(a) are seen in

Figure 4.14(b) when estimating the planes with least squares estimation and Figure 4.14(c)

when using ISTA.

When estimating plane surfaces directly from the swiped image, boundary effects from the edge

of the background plane are seen. To alleviate this, the swiped image and the A for each row

were ”mirrored”, with a mirrored extension on each horizontal edge. The mirrored sections

recovered planes containing the artifacts were then discarded when recovering the EPI. This

process is illustrated by Figure 4.15, with the EPI generated from Figure 4.15(a) resulting in

a rendered view in Figure 4.15(c) that contains artifacts at the edge of the background plane.
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Figure 4.14: The swiped image in (a) leads to the new views of the scene shown in (b) and (c).
In (b), least squares estimation is used to obtain the estimate of the plane surfaces, leading
to artifacts. ISTA is used to regularise the estimated plane surfaces in (c), minimising these
artifacts. Swiped image constructed from cropped planes in [72, 38].

The swiped image in Figure 4.15(a) is mirrored in Figure 4.15(b), resulting in the rendered

view in Figure 4.15(d) that does not have artifacts caused by boundary effects.

4.3.4 Plane recovery optimisation

The technique outlined above can be used to recover the plane surfaces within the image, given

an estimate of the plane silhouettes from Section 4.3.2. In this section, we describe a further

method of refining the recovery of the planes. The reasons for using this are twofold, with the
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Figure 4.15: The swiped image in (a) is mirrored, leading to (b). In (c), a rendered view
of the scene taken from an EPI generated from (a) is seen, with artifacts at the edge of the
background plane. In (d), a rendered view of the scene taken from an EPI generated from (b)
is seen without artifacts caused by boundary effects. Swiped image constructed from cropped
planes in [72, 38].

first being that the assumption from Section 4.3.2, that non-background planes only occlude

the background and not each other, is not generally true in real world images. Therefore, we

get a good result when non-background planes do not overlap, but inaccuracies in the plane

silhouettes when they do. The second is that the more accurate the plane silhouettes are, the

more accurate the recovered plane surfaces and therefore recovered EPI will be. When the

planes in the image are segmented wrongly, the content of the planes will leak into each other

in ṽ, as can be seen in Figure 4.16(e). This leakage does not occur when plane silhouettes are

correct, such as in Figure 4.16(b). Minimising the error in the boundary estimate will minimise

this leakage.

The level set method in Section 4.3.2 operates on a transform of the swiped image, the proba-

bility of each pixel belonging to each depth. When non background planes occlude each other

in the swiped image, then a pixel can belong to more than one plane. Use of the algorithm

from Section 4.3.2 on the 3 plane swiped image in Figure 4.17(a), will result in incorrect plane

silhouettes where the planes overlap, resulting in the recreated swiped image shown in Fig-

ure 4.17(b).

To solve the problem of overlapping planes, we use the level set method again, but now calculate

φ using ṽ, the image of recovered planes. This method uses the recovered planes, where a change

in the silhouette of a plane results in a different plane surfaces at other depths due to occlusion.
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Figure 4.16: Image of recovered planes at depth 3 (b), depth 2 (c), and depth 1 (d), from
swiped image (a) when the depths and planes outlines are correct. When plane silhouettes are
incorrect the recovered planes at depth 3 (e), depth 2 (f), and depth 1 (g) are incorrect.

Therefore, the φ for each depth cannot be considered separately, and so φ is defined as:

φ = [φ1, φ2, ...φP ]

where φ1, φ2 and φP are the level set surfaces for depth layers 1,2 and P respectively. As

the recovered planes are separated by depth, any pixel in the swiped image can belong to a

combination of planes. For this method, we use the RGB value of a pixel ṽ(x) in a recovered

plane, and compare it to the RGB distributions of the planes at each depth. If the recovered

pixel closely matches the colours of the planes at its depth, then we assume the pixel is correctly
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Figure 4.17: The recreated swiped image from the recovered planes (b) from the swiped image
(a) are estimated wrongly due to occlusion due to the swipe.

part of the plane silhouette. If the recovered pixel matches more closely the colours in a plane

at another depth, we assume it is not part of the plane silhouette.

To assess how closely the colour of the pixel matches the colour of the plane around it, we

calculate the mean and sample covariance of the pixels in a window around the pixel:

µL(x) =
1

NL

NL∑
i=1

ṽ(xL,i) (4.22)

where µL(x) is the mean of the pixels, where φ(x) is negative, in a window around x, NL is

the number of pixels, where φ(x) is negative, in a window around x and ṽ(xL,i) is the ith pixel,

where φ(x) is negative, in a window around the pixel x. The sample covariance for each label

is calculated by [41]:
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ΣL(x) =
1

NL − 1

NL∑
i=1

(ṽ(xL,i)− µL(x))(ṽ(xL,i)− µL(x))T (4.23)

where ΣL(x) is the covariance of the pixels, where φ(x) is negative, in the window around x.

We then calculate the likelihood the pixel at x matches the distribution:

ML(x) =
1

(2π|ΣL(x)|) 1
2

e−
1
2

(ṽ(x)−µL(x))T (ΣL(x))−1(ṽ(x)−µL(x)) (4.24)

where ML(x) is the likelihood the pixel at x matches distribution defined by ΣL(x) and µL(x).

The energy at the pixel is defined as:

EL(x) = − ln(ML(x)). (4.25)

We aim to minimise the energy at each pixel to provide the optimal segmentation, with this

terminology derived from commonly used energy minimisation techniques [14, 13].

To find the likelihood the pixel matches the planes at other depths, we consider the recov-

ered planes as being composed of the recovered plane at each depth, as in (4.18). We repeat

(4.22),(4.23), (4.24) and (4.25) for a window with the same coordinates as xLi for each depth

ṽ1, ṽ2 ... ṽP to obtain EL1 , EL2 ... ELP , a measure of the energy of the pixel at x against the

pixels in a window at each depth.

To evolve the level set function we calculate the change in energy as φ changes is:

∂E(x)

∂φ(x)
= −(EL,p=d −min(EL,p 6=d))

|φ(x)|
(4.26)
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where d is the depth that pixel x belongs to in φ(x), EL,p=d is the energy from the depth that

x belongs to and min(EL,p 6=d) is the minimum energy from a depth that x does not belong.

To calculate (4.26), for each pixel φ(x) where the sign is positive we must recalculate the A

matrix and therefore the recovered planes for when the sign of φ(x) is negative to compare the

colours of the recovered pixel.

As in Section 4.3.2, φ is evolved iteratively using a steepest descent algorithm to find plane

silhouettes and therefore plane surfaces. We initialise φ using the plane silhouettes in Sec-

tion 4.3.2. After each iteration A is recalculated based on φ and the recovered planes are

re-estimated.

Using (4.26) for each pixel relies on having a good initial estimate of plane boundaries, so

the plane silhouettes must be close to the correct answer before this procedure is applied.

Furthermore, a different ṽ needs to be recovered for each pixel within each depth, creating a

high amount of complexity. The fast marching method is used to limit the pixels tested to near

the boundaries, limiting the speed of the boundary change.

4.3.5 EPI recovery

Once the surface intensities of the planes have been obtained, this information is combined with

the knowledge of the plane silhouettes and plane geometry from the switchpoints to reconstruct

the EPI of the scene. To render an image for a novel camera position, we select the new camera

distance from x02, and use (4.3) to find the shift of the location of the planes within the new

image. Once the planes have been shifted, we create the new image by copying the pixels where

φ(x) is negative from each depth layer into the corresponding pixels of the new image. This

process repeats for each depth, beginning with the furthest plane, to account for occlusions.

The full EPI recovery algorithm is summarised in Algorithm 1.
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Algorithm 1 Compute EPI from swiped image

1: Find switchpoints in swiped image
2: Calculate horizontal autocorrelation of image to estimate number of layers and layer depths
3: Transform pixels in swiped image to probabilities for each depth
4: Initialise plane silhouettes
5: for Iterations less than threshold do
6: Calculate dE

dφ
using depth probabilities and evolve plane silhouettes using extension to

level set method
7: end for
8: for Iterations less than threshold do
9: Evolve plane silhouettes using recovered plane surfaces
10: end for
11: Recreate EPI using scene geometry from depths, plane positions and plane surfaces

4.4 Conclusion

In conclusion, this chapter has presented a method to retrieve the EPI from a single swiped

image. The method is derived from a depth-based layer model of the scene, in which a real

scene is represented as a finite number of planes at different depths. Using this model, we are

able to identify switchpoint locations in the swiped image, caused by planes occluding each

other during the camera swipe. By finding the peaks in the autocorrelation of the image of

switchpoints, combined with an existing method of generating a depth likelihood for each pixel,

the depths of the layers in the scene are estimated.

To determine the silhouettes of each plane, we model the likelihood that a pixel is at a depth

as a function of its RGB value. A variation of the level set method is employed to segment the

likelihood for each depth. The variation on the level set method finds the plane silhouettes by

accounting for the level of blur present within each depth layer. The silhouette for each depth

is segmented independently.

The next step is to recover the plane surfaces from the silhouettes of each plane, the depth

layers and the original swiped image. This is achieved by defining a matrix, A, that when

multiplied by a row of the sharp images of the planes at each depth will produce a row of

the swiped image of the plane. We estimated the sharp images of planes at each depth using

an iterative shrinkage algorithm (ISTA) to solve the matrix equation with A and the swiped

image.
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The final step before reconstructing the EPI is to optimise the segmentation of the silhouettes of

the recovered planes by changing the silhouettes of the planes to maximise the colour separation

between the layers.



Chapter 5

Evaluation Results

5.1 Introduction

To evaluate the algorithm proposed in Chapter 4, it was tested on both simulated and real

images. The proposed algorithm was tested on scenes with fronto-parallel planes with realistic

texture surfaces. The algorithm was able to correctly estimate the depths, segment the plane

silhouettes and recover plane surfaces, leading to the recovery of the EPI for multiple scenes

containing two and three planes.

The chapter is organised as follows: Section 5.2 describes the setup for testing the algorithm to

recover the EPI. Section 5.3 evaluates the results of using the algorithm. Finally we conclude

in Section 5.5.

5.2 Testing setup

To evaluate the algorithm proposed in Chapter 4, we tested it on both simulated and real

images. To create real swiped images, fronto-parallel images at different depth layers were

arranged to form a diorama that resembles a real life scene. A CineMoco camera slider was

used to create a swiped image by moving a DSLR camera between two points with the shutter

95
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Figure 5.1: Swiped images were captured using camera mounted on a motorised camera slider,
with the scene created from printed fronto-parallel planes arranged to form a diorama.

open, as illustrated by Figure 5.1.

The number of depth layers was calculated as in Section 4.3.1. The parameter Dt was chosen

empirically as Dt = 0.7. If the value is too high then too few or zero depths are detected.

If the parameter is set too low then spurious depths are detected. This is illustrated by Fig-

ure 5.2, where a swiped image in Figure 5.2(a) produces the depth probability histogram in

Figure 5.2(b). The number of depths detected from the image varies with the value of Dt, as

shown in Figure 5.2(c). The boundary of the planes in the swiped image was segmented using

a φ defined by the method proposed in Section 4.3.2, as illustrated by Figure 5.3. The level

set method is initialised with multiple segments, as shown in Figure 5.3(a), in which the initial

boundary contains a set percentage of the energy within each depth. The boundary is then

evolved using the level set method, resulting in the plane boundary shown in Figure 5.3(b).

The run time of the algorithm on MATLAB running on a computer with an Intel i7-3770 CPU

and 8GB of RAM when two depth layers were present was approximately 6 minutes for a swiped
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Figure 5.2: (a) shows a swiped image with two layers. (b) shows the depth probability at
each disparity using the technique in Section 4.3.1. (c) shows how the number of depth layers
detected varies with Dt for this image. The value of Dt is set empirically, as if it is too high
then only a single layer is detected, and if it is too low then spurious depths are detected.

Figure 5.3: (a) shows the initial guess of Γ as a white rectangle, and (b) shows the Γ for level
set method extension after 20 iterations. The leftmost plane is a background plane, so φ is
always negative in that area.
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image of dimension 450 by150 pixels [50]. Most of the complexity of the algorithm comes from

the optimisation step described in Section 4.3.4, as the plane surfaces have to be estimated

for each change in the sign of φ(x). As the optimisation step is run on each depth layer, the

complexity of the algorithm is proportional to O(P ) [50].

5.3 Algorithm results

The depth maps that we estimate using the proposed technique are shown in Figure 5.4. Fig-

ure 5.4(a) shows the swiped images, with Figure 5.4(b) showing the ground truth depth map

from the mid-point of the camera swipe. Figures 5.4(c) and (d) compare the results from [17]

with the depth map resulting from the mid-point in the camera swipe of the recovered EPI.

As the technique in Chapter 4 uses the algorithm from [17] to obtain an initial estimate of the

depth in the image, the improved depth map from our technique justifies the iterative updates

of the depth silhouettes using colour information [50].

Figure 5.4: (a) are simulated swiped images, which are made from two planes at different depths
to form a diorama, constructed from cropped planes in [72, 38]. (b) are the ground truth depth
maps, from the mid-point of the camera swipe. (c) are the estimated depth maps using the
technique from [17], and (d) are the estimated depth maps using the technique in this thesis at
the mid-point of the camera swipe as a comparison of techniques (taken from [50]).

Given a swiped image (e.g. Figure 5.5(a)), the depths in the image can be detected using the
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switchpoints (Figure 5.5(b)). The plane surfaces can then be recovered (Figure 5.5(c)), allowing

the EPI to be recovered, and new images of the scene generated for arbitrary intermediate

camera positions (Figure 5.5(d) and (e)) that lie within the original swipe.

Figure 5.5: Creation of new views of the scene from a generated swiped image. (a) shows
a swiped image of a scene, (b) shows an image of the detected switchpoints, (c) shows the
recovered planes from furthest on the left to closest on the right, with each depth separated by
a white line, and (d) and (e) show new views of the scene rendered from different perspectives.

In the recovered planes, areas which are always occluded during the swipe cannot be recovered

as they are never seen. This can be seen in Figure 5.5(c), where those parts of the background

plane that are never visible in Figure 5.5(a) cannot be recovered, leading to a hole in the

recovered background plane. These holes are smaller in width than the objects occluding them

due to the motion of planes during the swipe.

The results of the algorithm on a dataset of simulated images are shown in Figure 5.6, and with

real images in Figure 5.7, demonstrating the validity of the algorithm under a variety of scenes.

In each case the figure includes (a) the original swiped image, (b) the layer silhouettes, (c) the
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extracted layers and (d) a resynthesized image. The recovered EPI from the upper example of

Figure 5.6 is shown in Figure 5.8, which includes synthesized images from four different camera

viewpoints.

Figure 5.6: Column (a) are simulated swiped images, which are made from two planes at
different depths, constructed from cropped planes in [72, 38]. Column (b) is the estimated
plane silhouettes, in descending depth order, with column (c) being the recovered plane surfaces.
From the recovered planes, we recover the EPIs of the scenes, and so can create novel views of
the scene for different camera position, such as in column (d).

Figure 5.7: Column (a) are real swiped images, which are made from two planes at different
depths to form a diorama, constructed from cropped planes in [72, 38]. Column (b) is the
estimated plane silhouettes, in descending depth order, with column (c) being the recovered
plane surfaces. From the recovered planes, we recover the EPIs of the scenes, and so can create
novel views of the scene for different camera position, such as in column (d).

A further set of recovered EPIs can be seen in Figure 5.9 where there are three planes present

within the scene. The scenes shown in Figure 5.9 have 3 depths present within the image. Some

of the pixels in the final example in Figure 5.9 include contributions from all three planes. This
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Figure 5.8: The EPI in (b) is recovered from the swiped image in (a) using the proposed
algorithm from Section 4.3.

can be seen from the leftmost panel of image Figure 5.9(c) which includes recovered background

pixels that lie between the two foreground objects. This would not be possible using the

traditional methods of segmenting and deblurring by depth. The results of the algorithm on a

simulated swiped image with four depths is shown in Figure 5.10. Simulated images are used

in this case, as it is challenging to get all the planes within focus for a real image with four

depth layers, whilst having enough of a difference in disparity to enable detection of each layer

[50].

This demonstrates that the technique can be extended to more complex scenes that include

multiple objects, as would be typically seen in real world swiped photographs.

To provide a metric to assess the accuracy of the EPI recovery, sharp images of scenes were taken

in addition to swiped images. These were used as ground truth data to compare against the

results of the recovered EPI from the swiped images. The structural similarity (SSIM) index

[90] was used to compare the recovered images in the EPI, and the recovered swiped image

from the created EPI, to the ground truth images, for swiped images created in MATLAB. The

ground-truth EPI is available for synthetic images created in MATLAB as the integration of

the EPI is used to create the synthetic swiped image. SSIM is chosen as a measurement of the

perceived quality of the recovered EPI, as it compares the structure of two images, meaning

wrongly estimated plane silhouettes will result in lower SSIM scores than correctly estimated
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Figure 5.9: (a) are real swiped images, which are made from three planes at different depths
to form a diorama, constructed from cropped planes in [72, 38]. (b) are the estimated plane
silhouettes, in descending depth order, with (c) being the recovered plane surfaces. From the
recovered planes, we recover the EPIs of the scenes, and so can create novel views of the scene
for different camera position, such as in (d) and (e) (taken from [50]).

ones. The results of the proposed EPI recovery algorithm are shown in Table 5.1. The central

column gives the SSIM of the recovered EPI while the rightmost column gives the SSIM of a

swiped image recreated from the recovered EPI. To create the reconstructed swiped image, the

recovered EPI was integrated between x01 and x02. It can be seen that, although there are

small errors in the recovered EPI, the recreated swiped image is, in all cases, almost perfect.

Table 5.1 shows results for different swipe lengths corresponding to maximum disparities of 10,

20 or 30 pixels. The results of this are plotted in Figure 5.11. From the simulations performed,



5.3. Algorithm results 103

Figure 5.10: (a) are simulated swiped images containing four planes, which are made from four
planes at different depths to form a diorama, constructed from cropped planes in [72, 38]. (b)
are the estimated plane silhouettes, in descending depth order, with (c) being the recovered
plane surfaces. From the recovered planes, we recover the EPIs of the scenes, and so can create
novel views of the scene for different camera position, such as in (d) and (e) (taken from [50]).

Swiped image Layers disparity Recovered EPI SSIM Recovered swiped image SSIM
Pin 5 10 0.993 1.000
Pin 10 20 0.988 1.000
Pin 15 30 0.985 1.000

Monopoly 5 10 0.982 1.000
Monopoly 10 20 0.969 1.000
Monopoly 15 30 0.958 1.000
Moebius 5 10 0.975 1.000
Moebius 10 20 0.957 1.000
Moebius 15 30 0.939 1.000
Laundry 5 10 0.964 0.998
Laundry 10 20 0.904 0.993
Laundry 15 30 0.882 0.995

Lampshade 5 10 0.982 1.000
Lampshade 10 20 0.970 0.999
Lampshade 15 30 0.959 1.000

Table 5.1: Comparison of recovered images of the scene against ground truth images.

it can be seen that there is a trade-off between having a larger camera swipe, which enables an

EPI which encompasses more camera locations, and having an EPI with more accuracy. This

makes intuitive sense, since with all deblurring algorithms, the larger the amount of blur the

harder it is to recover a sharp image [50].

Table 5.1 demonstrates that the swiped image can be almost perfectly reconstructed by inte-

grating the recovered EPI, even from an EPI that is not perfect, linking back to Section 3.5.

In Section 3.5, it was demonstrated that different EPIs can, under some circumstances, result

in identical swiped images. The scenes which lead to ambiguous swiped images in Section 3.5
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Figure 5.11: A graph plotting the SSIM of the recovered EPI against the ground truth EPI as
the maximum disparity in the swiped image is varied (taken from [50]).

require exact alignment of switchpoints and planes, making it unlikely that any one scene will

lead to an ambiguous EPI. In contrast, all swiped images in real life scenes can potentially

be created from a range of scenes. The low pass filtering effect of the swiping of the camera

leads to the smoothing of the plane textures, which does not affect the recovered planes for

uniform texture surfaces, as the uniform plane textures are already smooth. Out of the multiple

possible scenes that lead to a swiped image, the solution is chosen by use of the optimisation

of plane silhouettes by colour separation in Section 4.3.4 and by calculating plane surfaces

using an Iterative Shrinkage Thresholding Algorithm to minimise the norm of the solution in

Section 4.3.3.

Figure 5.12 compares the proposed method with a recent blind deblurring algorithm [94]. Al-

though [94] creates a view of the scene from only a single perspective, as shown in Figure 5.12(d),

it can be compared with a rendered image from the recovered EPI using the technique from

this thesis, as shown in Figure 5.12(b) as well as with the ground truth in Figure 5.12(c), with

a quantitative assessment included in Table 5.2. An attempt to create an EPI from a single

deblurred image would have the disadvantage against the proposed technique of not recovering

plane surfaces which are occluded during part of the swipe and introducing holes in the rendered

image as the planes are shifted. From the comparison, it can be seen that the technique from

this thesis performs well against the blind deblurring algorithm, especially at the boundaries

between planes, where there are more artifacts present in the deblurred images [50].
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Figure 5.12: Column (a) are simulated swiped images, which are made from two planes at
different depths to form a diorama, constructed from cropped planes in [72, 38]. Column (b)
are the images from (a) deblurred using the software from [39], which implements the technique
from [94]. Column (c) are the newly rendered images from the EPI estimated from (a) using
the techniques outlined in this thesis.

Swiped image Recovered image from EPI SSIM blind deblurring SSIM
Pin 0.988 0.921

Monopoly 0.972 0.777
Moebius 0.961 0.846
Laundry 0.912 0.639

Lampshade 0.972 0.929

Table 5.2: Comparison of the SSIM results when comparing the ground truth EPI mid-point
image against the recovered EPI mid-point image and against a blind deblurring algorithm [94].

5.4 Algorithm error resilience

Additional experiments were performed to find resilience of the algorithm to errors in the

estimation of scene parameters. The effect that error in the estimate of depths of layers had

on the quality of the reconstructed EPI was tested. Using simulated images in MATLAB, the

technique from Chapter 4 was applied, using ground truth depths and plane silhouettes. The

detected depth of the foreground plane was varied from the true value, and the resulting change

in the accuracy of the reconstructed EPI was measured by using SSIM. The results are shown

in Table 5.3, and are plotted in Figure 5.13. Figure 5.13 illustrates that the recovered EPI

image quality gradually decreased as the detected depth diverges from the true depth.
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Estimated foreground plane disparity Recovered EPI SSIM Recovered swiped image SSIM
15 0.980 1.00
16 0.981 1.00
17 0.983 1.00
18 0.986 1.00
19 0.987 1.00
20 0.988 1.00
21 0.987 1.00
22 0.985 1.00
23 0.982 1.00
24 0.980 1.00
25 0.977 1.00

Table 5.3: Comparison of recovered images of the scene against ground truth images. The true
disparity of the foreground plane is 20 pixels.

Figure 5.13: A plot of recovered EPI SSIM against detected disparity for the foreground plane,
where the true disparity for the foreground plane is 20 pixels.

To find how robust the technique of Chapter 4 was to noise, experiments were performed using

simulated swiped images with noise added. Additive White Gaussian Noise (AWGN) was used

to model the effects of shot noise and quantum noise during the swiped image acquisition [57].

The results in Table 5.3 show that increasing the amount of noise in the swiped image in

Figure 5.14 decreases the accuracy of the algorithm when comparing the results against the

ground truth images. Figure 5.14 illustrates that as the Signal to Noise Ratio (SNR) of the

swiped image is decreased, the SSIM of the recovered EPI falls slowly at first, and then more

rapidly. The performance of the algorithm under these noise conditions is good, as the lower

values of SNR tested would be much worse than could be achieved by a modern digital camera.

Although the noise at lower SNR ratios causes some pixels to be misclassified, and for the pixels

correctly labelled at a depth to differ from their true value, the RGB grouping technique of
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Swiped image SNR Recovered EPI SSIM Recovered swiped image SSIM
70 0.987 1.00
60 0.987 1.00
50 0.984 1.00
40 0.924 0.998
30 0.552 0.964

Table 5.4: Comparison of recovered images of the scene against ground truth images as the
swiped image SNR is decreased.

Section 4.3.2 proved to be robust to noise, leading to still accurate plane silhouettes.

Figure 5.14: A plot of recovered EPI SSIM against SNR of the swiped image.

5.5 Conclusion

In conclusion, the algorithm to recover the EPI of a realistic scene from a swiped image has

been tested on real and synthetic images, and the performance of the algorithm has been

demonstrated. The swiped images for synthetic images were created using MATLAB, and

for real images were created using printed planes and captured using a camera mounted on a

motorised camera slider.

The recovered EPIs from testing were evaluated numerically using SSIM, and compared against

a simulated EPI of the scene. Furthermore, the resynthesised swiped images created from the

recovered EPI were compared to the original swiped images and were found to be an almost

exact match.



Chapter 6

Conclusion

This chapter summarises the achievements of this thesis in Section 6.1, and discusses possible

directions of future work on this subject matter in Section 6.2.

6.1 Summary of Thesis Achievements

The overall goal of the work described in this thesis is to recover the EPI of a scene from a single

swiped image. This contrasts with existing methods of EPI recovery which require multiple

images of the scene. Since the EPI encapsulates knowledge of all the light rays coming from

the scene, its recovery permits the rendering of new views from arbitrary viewpoints.

Chapter 3 considered the simplified case of a scene containing one of more fronto-parallel planar

objects having uniform texture. We presented an algorithm for the recovery of the EPI for a

swiped image of such a scene. To achieve this we assign labels to the features in the swiped

image that correspond to the planes that created them. When there is only a single plane

present in the scene then the order of labels is pre-determined and the scene geometry and

therefore the plane surface can be recovered directly. When there are multiple planes present,

we used a combinatorial approach to identify the correct labelling. We take advantage of

the knowledge of the scene geometry to eliminate plane labelling combinations that are not
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physically possible, and recreate the swiped image of the scene to confirm the feasibility of

the remaining possibilities. We have shown that it is possible, in rare situations, for identical

swiped image to arise from more than one alternative scene. In cases where this occurs our

algorithm consistently selects one of the possibilities.

We have further shown in Chapter 3 that it is possible to recover the EPI of a scene in which

there is a single plane whose surface texture is a sum of sinusoids. Moreover, in cases of a

poor resolution image acquired with a distorting sampling kernel, we showed that it is possible

to use finite rate of innovation theory to recover the locations of the switchpoints to sub-pixel

precision.

Chapter 4 presented an algorithm to recover the EPI from a swiped image of a scene containing

fronto-parallel planes whose surface textures correspond to objects from a real world scene. In

the proposed algorithm, the outlines of planes at different depths are segmented. An extension

to the level set method which accounts for the amount of blur present within each depth layer

is used to establish a silhouette of each plane at the start of the camera swipe. We have then

designed a novel algorithm to recover the surface of the planes for each depth layer. Finally,

we have optimised the outlines of the recovered planes by evolving the plane silhouettes of the

recovered planes for each depth to achieve the maximum colour separation.

In Chapter 5, numerical results demonstrate the validity of the proposed EPI recovery algo-

rithm. We have shown that the EPI that is recovered from the swiped image leads to an almost

perfect reconstruction of the original swiped image, meaning that the solution identified by the

proposed algorithm is consistent with the original data.

6.2 Future Work

In conclusion, we discuss in this section some possible directions for future work on this subject

matter. Extensions to the work presented in this thesis could focus on relaxing the constraints

on the acquisition of the swiped image, or alternatively techniques to improve the rendering of

the new images.
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6.2.1 Real Images

In Chapter 4 the use of the layer based approach from [29] and [69] was discussed for modelling

a real scene as a series of fronto-parallel planes.

Figure 6.1: An example of a real image of a scene, where the EPI shown in (a) results in the
swiped image shown in (b). Although it has been assumed in this thesis that the layer based
model may be used, real scenes such as this have continuous variations in depth. Furthermore,
it has been assumed that colour can be used to classify pixels by depth, whereas this scene has
similar colours occurring at different depths.

An implicit assumption in Section 4.3.2 was that each layer has a distribution of RGB intensities

so that it is possible to classify pixel depths on the basis of colour and intensity. The assumption

of global colour consistency throughout a layer may be unrealistic and may lead to incorrect

segmentation when a single layer contains objects having very different colours, as illustrated by

the swiped image in Figure 6.1(b), whose corresponding EPI in Figure 6.1(a) contains similar

colours at different depth layers. There are two ways in which this assumption can be modified
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in order to improve the region segmentation accuracy. The first is to assume only local colour

consistency within a layer so that a single layer will have different RGB intensity distributions

in different regions of the image. The second modification is to incorporate additional features,

such as texture features, into the distribution that characterizes a layer; this would allow

adjacent objects to be distinguished when they are at different depths even if they have very

similar colours.

6.2.2 Acquisition constraints

In this thesis, the problem of rendering new views of a scene when it is captured as a swiped

image is analysed with a number of constraints. The constraints that are imposed upon the

acquisition are that, while the shutter is open, the camera moves in a straight line at a constant

velocity and that the start and end locations of this line are exactly known. By relaxing

these constraints, a more general algorithm for plenoptic function recovery might be created.

The advantage of this would be that the swiped image could be captured more easily using a

hand-held camera.

The framework for rendering new views of the scene in this thesis is that of the EPI. Many

previous methods for creating new views of a scene have used the light field model, where the

camera can move in two dimensions rather than being constricted to a line. The acquisition

of swiped images obtained by moving a camera in two dimensions may be investigated in the

future to enable reconstruction of a light field from a single images. Although work in this

area promises more freedom in viewing the scene from novel camera positions, the movement

of the camera becomes more complicated, adding more unknowns when going from a swiped

image to a new rendered view. For a single exposure, an infinite number of camera movement

possibilities are available. The ultimate goal of this technique would be to capture the light

field of a scene from a person moving a camera freeform in a roughly circular motion.

Acquisition constraints could be further relaxed to enable the recovery of a scene when the

camera moves in a curved plane or even a spherical motion with the shutter open, such as the



112 Chapter 6. Conclusion

movement demonstrated in Figure 1.1. This would have the advantage of enabling the viewing

of an object from a wide range of angles, letting the viewer “look behind” an object of interest.

6.2.3 Swiped image and depth fusion

When recovering the EPI from the swiped image in Chapter 4, the estimation of the depths

and the silhouettes of the depth layers formed key steps in the algorithm. The estimation

of the layers in the image is achieved in this thesis only using the swiped image, but an

alternative approach is by using instead a depth sensing camera. This combination is often

known as RGB-D camera, where a camera captures an RGB image together with per-pixel

depth information [36]. Recently, consumer devices such as the Microsoft Kinect have become

available to mainstream consumers with a low price point [35, 37]. These provide accurate and

high resolution depth images, in contrast to depth cameras of the past, which were often highly

expensive and only able to offer very low resolution images.

Use of a swiped depth map from an RGB-D camera would allow the fusion of the image based

techniques with additional depth information to create new views of the scene. For traditional

image based rendering methods, this is often referred to as Depth Image Based Rendering

(DIBR), and is investigated in [26, 44]. Use of an externally generated depth map may increase

the accuracy of the layer depth estimation, especially in areas of smooth scene textures where

the cues used to estimate the depth are absent. However, the requirement of an additional depth

camera may limit the applicability of any developments in this area, as it is still a specialised

sensor not available on most consumer devices.

6.2.4 Fluttering shutter

In the current implementation of the recovery of the EPI from a swiped image, the camera

moves between two points with the shutter open for the entire movement. This condition

simplifies the mathematical representation of the swiped image, as it is the integration of the

EPI between the start and end of the camera swipe. Previous work in this area, [71], has
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Figure 6.2: (a) is a swiped image of a scene, whilst (b) and (c) are coded exposures. (e) to (g)
are the deblurred images of the swiped images above. (e) exhibits artifacts in the deblurred
image, whereas (f) and (g) do not, as there are no zeros in the Fourier transform of the filter
for the coded exposure (taken from [71]).

used a fluttering shutter, where the exposure is coded. The fluttering shutter enables the more

accurate recovery of the sharp image. A low pass filter in the time domain has a sinc response

in the frequency domain, with the null points of the sinc frequency response implying that

the information at these frequencies cannot be recovered, even given perfect knowledge of the

blurring kernel. In [71], the fluttering shutter uses a coded exposure pattern to take a series

of exposures, which form a single blurred image. The image is deblurred using knowledge of

the coded exposures to produce a single sharp image of the scene. The artifacts caused by

deblurring the single exposure of Figure 6.2(a) are seen in Figure 6.2(e), whereas the coded

exposures seen in Figure 6.2(b) and Figure 6.2(c) lead to deblurred images without artifacts in

Figure 6.2(f) and Figure 6.2(g).

For future work, the swiped image may be obtained by a fluttering shutter, to reduce artifacts in

the recovered plane surfaces. We currently reduce these artifacts by use of the ISTA algorithm,
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but this comes at the trade-off of high frequency features in the recovered plane surfaces. To

achieve this change, the A matrix from Section 4.3.3 would have to be altered to reflect the

coded exposure. The advantage of the algorithms proposed in this thesis are that no specialised

equipment needs to be used, as a swiped image can be generated with a consumer camera

keeping the shutter open as it moves. This advantage is sustained for the case of a fluttering

shutter, as the coded exposure only needs software changes, not hardware.
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