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 A B S T R A C T

We introduce a new machine learning architecture called Structure Informed Neural Networks
(SINNs) for inferring the interior behaviour of a system using measurements taken only at its 
domain boundary. The key novelty is to model the transfer of information from boundary-
to-interior by embedding elliptic systems of Partial Differential Equations (PDEs), via a finite 
element solver, into an encoder–decoder architecture. This gives the SINN architecture physics-
inspired structural priors which allow it to both achieve high data efficiency and to naturally 
generalise across variable domain geometries. Since elliptic systems are agnostic to domain 
geometry, we are able to introduce that notion of training patches which allow SINN models to 
be efficiently trained on only small subdomains of the training data, enabling significant data 
efficiency in model training. We demonstrate the effectiveness of the proposed architecture 
with three challenging boundary observation problems: predicting the steady flow of fluid 
past bodies of variable geometries; reconstructing an unsteady flow field from a history of 
boundary measurements; and reconstructing the unsteady, separated flow over a stalled airfoil 
from compressible-Euler simulations. We show that the proposed methodology outperforms fine-
tuned U-Net, GNN and LP-FNO models, achieving at least 1.8× lower relative 𝐿2 error (and more 
than 3× lower than LP-FNO) on the validation dataset compared to these existing state-of-the 
art architectures.

. Introduction

Boundary observation problems (BOPs) aim to recover the interior properties of a physical system using only measurements 
aken from its boundary. These problems arise across a wide range of disciplines, including fluid mechanics, biomedical imaging, 
eophysics, thermal engineering, and plasma physics, and are central to many inverse modelling tasks. Recently, deep learning has 
emonstrated strong performance in solving BOPs across these diverse domains.
In fluid mechanics, deep learning models have been used to reconstruct interior velocity fields from wall quantities, enabling 

stimation of turbulent wakes from sparse sensor data [1–3]. In biomedical imaging, surface-based modalities such as electrical 
mpedance tomography (EIT) [4], magneto-encephalography (MEG) [5], and photoacoustic tomography (PAT) [6] have fused 
eep networks to enable interior sensing of conductivity distributions, neuronal source maps, and pressure fields from boundary 
easurements. In geophysics, neural-operator surrogates have been used to invert surface seismograms for subsurface velocity 
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models [7]; while in plasma physics, neural networks have enabled real-time equilibrium reconstruction in tokamaks from boundary 
magnetic probes, yielding interior toroidal current density and poloidal magnetic flux profiles [8].

Such data-driven approaches to boundary observation problems must learn a mapping that captures how information propagates 
from the boundary to the interior of a domain. For many physical systems, this mapping is globally coupled and highly complex. For 
example, even for temporally-invariant problems (e.g., inferring the equilibrium heat distribution of a material or the time-averaged 
flow of fluid) information from every boundary point influences the solution at every point of the interior, which makes the mapping 
particularly challenging to identify. Moreover, many applications require models that generalise across varying domain geometries, 
which adds another significant layer of complexity to avoid training models which are specific to only a single realisation of a 
general physical system. To date, a wide range of deep learning architectures has been explored in an attempt to address these 
challenges, with perhaps the most prominent being Convolutional Neural Networks (CNNs), Graph Neural Networks (GNNs), and 
Transformer-based architectures. These architectural families can further be combined with an operator learning paradigm (targeting 
resolution-invariant mappings between function spaces), giving rise to methods such as Fourier Neural Operators (FNOs) [9] and 
DeepONets [10].

CNNs process spatial data on regular grids using learned local convolution filters. Deep CNNs are then built by stacking layers 
with progressively coarser resolution, which enables efficient multiscale processing. They have been successfully applied to inverse 
problems with sparse or boundary measurements, e.g., in electrical impedance tomography [4] or fluid mechanics [1]. However, 
because CNNs rely on regular grids, they do not naturally or easily generalise to arbitrary geometries. In contrast, GNNs were 
developed to process information on general graphs which makes them a natural fit for handling BOPs defined on unstructured 
meshes with variable geometries [11,12]. They propagate information via message passing where information is exchanged between 
neighbouring nodes of the underlying graph. While this architecture is very general, achieving global information transfer using 
GNNs often requires deep networks or long-distance edges which can lead to high model complexity or over-smoothing. Finally,
neural operator methods learn resolution-invariant solution maps that can condition on boundary data and domain geometry, enabling 
fast evaluation across domains and discretisations [9,13,14]. These methods can be implemented using any of the above backbone 
architectures. However, operator models may depend on an a-priori choice of basis and, often, for example in the case of Fourier 
Neural Operators, require spatially regular domains.

These observations motivate the need for deep learning architectures which target the specific structural challenges posed by 
boundary observation problems. In particular, those that enable efficient global boundary-to-interior couplings, while remaining 
data-driven and geometry-agnostic. While it is clear that existing learning architectures can offer a solution for specific BOPs, the 
preceding discussion highlights the fact that no current method has been created to address these specific challenges. This paper 
proposes a new methodology, called Structure Informed Neural Networks (SINNs), to attempt to resolve this open question.

The idea is to capture the passage of information from boundary-to-interior with an elliptic system [15] which acts in the latent 
space of the learned model. Elliptic systems are a well-understood class of partial differential equations (PDEs) which have many 
advantages for underpinning the data-driven solution of boundary observation problems: (1) as PDEs, elliptic systems can capture 
complex physics with relatively few parameters; (2) they are well-posed under mild conditions, meaning a solution always exists 
from boundary-to-interior; (3) they can be solved on arbitrary domains, enabling resolution and geometry-independent modelling; 
and (4) as linear PDEs, elliptic systems can be solved cheaply and efficiently using a wide range of established numerical methods, 
such as sparse direct solvers and multigrid iterative methods. While using a fixed class of operators may seem restrictive, SINNs only 
impose ellipticity in the latent space. When coupled with nonlinear neural networks, this allows SINNs to capture significantly more 
complex dynamic behaviour. The well-posed nature of the latent system also enables encoding of intricate boundary data, including 
time-dependent inputs and traditionally ill-posed or overdetermined problems. Finally, while using a PDE to transfer information 
in the latent space may seem numerically costly, we shall show that the domain-agnosticity of elliptic PDEs can be used to realise 
significant computational savings and data efficiency during model training.

The paper is organised as follows. Section 2 introduces the mathematical formulation of BOPs. Section 3 defines a SINN operator 
and explains how elliptic systems are embedded within an encoder–decoder framework, while Section 4 describes how to train 
them from data. Section 5 presents three challenging applications to nonlinear boundary observation problems. In this context, 
we compare the performance of the proposed methodology against fine-tuned state-of-the-art U-Net, GNN and LP-FNO models. 
Possible reasons for the improved performance of SINNs over existing techniques are discussed in Section 6, before conclusions and 
suggestions for future work are presented in Section 7.

2. Boundary observation problems (BOPs)

Consider a domain 𝛺 ⊂ R𝑑 , with 𝑑 = 2 or 3, which has boundary 𝜕𝛺. At each point 𝒙 ∈ 𝛺, we want to recover the value of 
internal physical variables 𝒖(𝒙) ∈ R𝑛 from measurements taken only at the boundary 𝜕𝛺, which we write as 𝒃(𝒛) ∈ R𝑛𝜕  at each 
boundary point 𝒛 ∈ 𝜕𝛺. A schematic representation of this setup is shown in Fig.  1, indicating that we seek to model the process of 
information transfer from the boundary of a domain to its interior.

In most applications, boundary observation problems arise when 𝒖 and 𝒃 satisfy a partial differential equation (PDE) of the form 

(𝒖) = 0, in 𝛺

(𝒖) = 𝒃, on 𝜕𝛺,
(1)

where  is a differential operator and (𝒖) = 𝒃 is an output operator that maps the interior field 𝒖 to the observable boundary data 
𝒃.
2 
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Fig. 1. Schematic overview of the components of a boundary observation problem (BOP). The goal is to pass information from the boundary to 
the interior of a domain.

Fig. 2. Schematic overview of a Structure-Informed Neural Network (SINN) operator  = 𝛿◦◦𝜖𝜕 for solving boundary observation problems.

Directly solving PDEs of the form (1) is often computationally expensive. For example, in fluid mechanics, this would typically 
involve solving the nonlinear Navier–Stokes equations. This cost is multiplied if one wants to compute the internal variables for 
multiple choices of boundary data, or predict the dependence of the solution on changes to the problem geometry.

In this paper, our aim is to instead solve boundary observation problems from data. That is, given an ensemble (𝒖𝑖, 𝒃𝑖, 𝜕𝛺𝑖)
𝑁𝑇
𝑖=1 of 

solutions 𝒖𝑖 to (1) for different instances of boundary data 𝒃𝑖 and boundary geometries 𝜕𝛺𝑖, we want to create a solution mapping

 ∶ (𝒃, 𝜕𝛺) ↦ 𝒖

that can recreate the internal physical variables from any possible instance of boundary data and boundary geometry.
The geometry of the boundary may be encoded by considering its normal vector 𝒏 ∶ 𝜕𝛺 → R𝑑 . With this view, the mapping 

that we aim to train is an ‘operator’ in the sense that it maps a pair of ‘boundary’ functions (𝒃,𝒏) to an ‘interior’ function, namely 
the PDE’s solution 𝒖 ∶ 𝛺 → R𝑛. This view of the problem in the context of operator learning [13,14] is crucial since it allows a 
single object to be trained which can then generalise to different boundary data and geometries.

Throughout the training process, we will not assume any knowledge of the underlying dynamics of the PDE in the sense that 
and  will not be used during training. Furthermore, we will not assume that (1) is well-posed in the sense that for any boundary 
function 𝒃, there is a unique solution 𝒖 satisfying the PDE. Instead, the output operator  should be viewed simply as shorthand for 
the ‘‘available information’’ which may be observed on the boundary, given that a physical system is in state 𝒖 inside the domain. A 
significant benefit of allowing general boundary data functions 𝒃 is that our approach can be naturally applied to both steady and 
time-varying problems, with no significant increase in complexity, as will be demonstrated in Section 5.1.

Given the infinite-dimensional nature of operator-learning problems, and the finite-dimensional nature of the data, any 
numerically tractable method must make an a-priori restriction on the possible forms that the  can take. We now introduce a 
new operator learning architecture called Structure Informed Neural Network (SINNs), where elliptic systems are embedded into a 
neural-operator learning framework. This gives a natural mathematical structure into the learning process that is particularly well 
suited to solving boundary observation problems.
3 
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3. An overview of SINN operators

A SINN operator  is defined as the composition of three mappings 

 = 𝛿◦◦𝜖𝜕 , (2)

the structure of which is shown schematically in Fig.  2. At a high-level, we refer to the first of the three operators as a ‘boundary 
encoder’ 𝜖𝜕 which transforms the available boundary data into its representation in a latent space. This creates low-dimensional, 
encoded, data at each point of the domain’s boundary 𝜕𝛺. Next, an elliptic system of PDEs  is solved in the latent space to 
generate latent variables at every interior point on the domain 𝛺. This models the global transfer of information throughout the 
domain. Finally, the interior latent variables are decoded using 𝛿 to obtain physical variables corresponding to the original boundary 
data. The use of an elliptic system is crucial here, since it implies that a solution to the PDE in the latent space is always possible 
without the need to impose any special properties on the output of the encoder.

We now describe each of the three components of a SINN in more detail, noting that a detailed description of the precise 
numerical implementation of each step is given in Appendix  A.

Boundary encoder. A ‘boundary encoder’ is a nonlinear mapping 𝜖𝜕 ∶ (𝒃,𝒏) ↦ 𝓵 which takes the boundary data and boundary normal 
functions as inputs, then outputs latent variables 𝓵 ∶ 𝜕𝛺 → R𝑟 which are defined at each point of the boundary. The dimension of 
the latent space is 𝑟.

We will construct boundary encoders using neural networks and to enable efficient data-driven training we assume that 𝜖𝜕 acts
semi-locally. This is in the sense that the value of the latent variable 𝓵(𝒛) at each boundary point 𝒛 can only depend on the values 
of 𝒃 and 𝒏 in a small neighbourhood of that point. Practically, this will be achieved by training a neural network

𝜕 ∶
{

values of 𝒃 and 𝒏
in neighbourhood of 𝒛

}

↦ 𝓵(𝒛).

The value of 𝜖𝜕(𝒃,𝒏) at the point 𝒛 is then given by the output of the neural network 𝜕 . We refer the reader to Appendix  A for a 
precise numerical description.

Since a neighbourhood can be chosen with fixed structure relative to each point 𝒛, this allows the use of a single neural network 
𝜕 which can be used repeatably over the whole boundary to define the operator 𝜖𝜕 . The terminology ‘operator’ implies that 𝜖𝜕 it 
maps functions to functions. We write this as 𝜖𝜕 ∶ 𝑌 × 𝑌𝜕 → 𝑌𝐿 to denote the encoder’s ability to map boundary data in the space 
𝑌  containing all boundary functions 𝒃 ∶ 𝜕𝛺 → R𝑛𝜕  and the space 𝑌𝜕 containing all boundary normals 𝒏 ∶ 𝜕𝛺 → R𝑑−1, to a function 
of latent variables which belongs to the space 𝑌𝐿 = {𝓵 ∶ 𝜕𝛺 → R𝑟}. Training of the infinite-dimensional operator 𝜖𝜕 can then be 
performed at low computational cost and without requiring an excessive number of optimisation parameters.

Elliptic system. Having created the latent variables, we now seek to efficiently propagate this information throughout the domain. 
To do this, we solve a system of PDEs of the form 

𝑑
∑

𝑖,𝑗=1
𝐴𝑖𝑗

𝜕2𝓵
𝜕𝑥𝑖𝜕𝑥𝑗

= 0, in 𝛺

𝓵 = 𝜖𝜕(𝒃,𝒏), on 𝜕𝛺,

(3)

where 𝐴𝑖𝑗 ∈ R𝑟×𝑟 are matrices which govern the structure of the PDE. The system (3) takes as an input the encoded boundary 
latent variables 𝓵, created on 𝜕𝛺 by the boundary encoder 𝜖𝜕 , then extends them to the whole domain. We can then view solving 
(3) as an operator  ∶ 𝑌𝐿 → 𝑋𝐿 which maps the space of boundary latent variables 𝑌𝐿 to the space if interior latent variables 
𝑋𝐿 ∶= {𝓵 ∶ 𝛺 → R𝑟}. The elliptic system acts in the latent space of the model, not in the physical space of 𝒖. The SINN architecture 
can therefore be interpreted as learning a compact linear reduced-order model in a learned representation, where all physical 
nonlinearity is absorbed by the encoder and decoder. Elliptic operators are also not foreign to many classical physical processes: 
in fluid mechanics, for example, the pressure-Poisson equation related to the incompressible Navier–Stokes system and the closure-
augmented pressure equation in the Reynolds Averaged Navier–Stokes (RANS) equations are both elliptic, and analogous elliptic 
structures arise in heat conduction, electrostatics and linear elasticity. A counterintuitive point is that even with the use of elliptic 
internal models, the coupling of SINNs with time-dependent boundary data enables a much wider class of dynamical systems to 
be sensed. As will be explained in Section 6.2, this includes travelling waves characteristic of hyperbolic PDEs and vortex motion 
arising from parabolic equations (see Test cases 1 and 3 in Section 5).

In general, there is no guarantee that a PDE of the form (3) will have a solution given arbitrary boundary data. We therefore 
make the key technical assumption that the block matrix  = (𝐴𝑖𝑗 ) ∈ R𝑟𝑑×𝑟𝑑 is symmetric and strictly positive definite. It then 
follows, under appropriate smoothness conditions [16] on the latent boundary data and the boundary geometry (which can always 
be satisfied in practice), that (3) has a unique solution 𝓵 ∈ 𝑋𝐿. The structure of the SINN mapping (2) is hence specifically designed 
to create a latent space in which passage of data from boundary to the interior is well-posed. This is achieved irrespective of the 
properties of the PDE or the observation mapping structure (1) from which the physical data was sampled. As will be detailed in 
Appendix  A, the linearity and well-posedness of elliptic systems allows their efficient numerical solution, for example, via a Finite 
Element Method (FEM) approach [17] implemented using sparse linear system solvers such as the Multigrid Method [18].
4 
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Remark: extensions of the elliptic system. Two natural extensions of (3) are used in Test case 3 (Section 5.3). First, the right-hand 
side may carry a learnable source field 𝑓 ∶ 𝛺 → R𝑟, giving ∑𝑖,𝑗 𝐴𝑖𝑗 𝜕2𝓵∕𝜕𝑥𝑖𝜕𝑥𝑗 = 𝑓 , where 𝑓 is produced by an additional source 
encoder. Second, the Dirichlet boundary condition may be replaced by a Robin condition 𝜶 ⊙ 𝓵 + (1 − 𝜶) ⊙ 𝜕𝓵∕𝜕𝒏 = 𝒈, where ⊙
denotes the component-wise (Hadamard) product, with mixing 𝜶 ∈ [0, 1]𝑟 and offset 𝒈 both produced by the boundary encoder, 
recovering Dirichlet (𝜶 → 1) and Neumann (𝜶 → 0) as limits. Both extensions preserve well-posedness, provided the Robin mixing 
𝜶 is non-zero on a non-trivial subset of the boundary so that some Dirichlet information is retained. Crucially, neither extension 
alters the computational efficiency or the scalability of the SINN method: the elliptic system still requires only a single sparse linear 
solve per evaluation, and the patch-based training scheme of Section 4 continues to apply unchanged. Architectural and training 
details specific to these extensions are deferred to Appendix  C.
Decoder. The final component of a SINN operator is the decoder 𝛿 ∶ 𝓵 ↦ 𝒖 which lifts a distribution of interior latent 𝓵 ∈ 𝑋𝐿 back 
into physical space 𝒖 ∈ 𝑋 = {𝒖 ∶ 𝒖 ∶ 𝛺 → R𝑛}. Again, this mapping is generally nonlinear, but decoding is assumed to act locally in 
the sense that, for each 𝒙 ∈ 𝛺, the decoded value (𝛿𝓵)(𝒙) depends only upon the value 𝓵(𝒙) of the latent variables at 𝒙. The decoder 
is parameterised as a point-wise fully connected neural network.
Overall model structure. In summary, a structure-informed neural network (SINN)  is the composition of three operators in the 
following form

 =

{

local
nonlinear NN
𝛿 ∶ 𝑋𝐿 → 𝑋

}

◦

{

global
elliptic system
 ∶ 𝑌𝐿 → 𝑋𝐿

}

◦

{

semi-local
nonlinear NN
𝜖𝜕 ∶ 𝑌 → 𝑌𝐿

}

.

4. Training SINN operators from data

To train a SINN operator  = 𝛿◦◦𝜖𝜕 from the data ensemble (𝒖𝑖, 𝒃𝑖,𝒏𝑖)𝑁𝑇
𝑖=1 we would like to solve an optimisation problem of 

the form 

min
𝜖𝜕 , ,𝛿

𝑁𝑇
∑

𝑖=1
∫𝛺

|

|

𝒖𝑖 −  (𝒃𝑖,𝒏𝑖)||
2 𝑑𝒙,

subject to 𝜖𝜕 is defined by the network𝜕 ,

 is defined by the matrices 𝐴𝑖𝑗 ,

𝛿 is defined by the network𝛿 .

(4)

A key challenge in solving this problem is the need to numerically solve PDEs during model training. In our proposed 
implementation, this requires embedding a finite element solver in a neural network training architecture, where gradients need 
to be back-propagated through the operation of solving the linear system which numerically approximates (3). A naive approach 
would be to implement this linear system solve in a differentiable manner, e.g., via the Cholesky-based 𝚝𝚏.𝚜𝚙𝚊𝚛𝚜𝚎.𝚕𝚒𝚗𝚊𝚕𝚐.𝚜𝚘𝚕𝚟𝚎
function in TensorFlow. However, this approach is computationally expensive and would become a bottleneck for the larger meshes 
that are likely necessary to model complex underlying data or problem geometries. To overcome this problem, we introduce the 
concept of a ‘training patch’ which will allow us to use mini-batches of problem data to significantly improve efficiency in training.

4.1. Training patches

We exploit a key beneficial property of elliptic systems of PDEs that, given a global elliptic system of the form (3), the exact 
same operator  describes the solution of the boundary value problem defined on any subset 𝑃 ⊂ 𝛺 ∪ 𝜕𝛺 of the problem domain. 
This observation can be used to dramatically improve the efficiency of model training, by evaluating the performance of the elliptic 
system on only a mini-batch of subsets, randomly sampled from domain.

We call each such subset a ‘training patch’, and seek to evaluate how well a candidate elliptic system can pass information from 
the boundary to the interior of this smaller ‘patch’ of the domain. By using a sufficiently rich selection of training patches, some 
of which are entirely in the domain interior, and some of which contain sections of the domain’s boundary, it is possible to build 
efficient approximations to the desired loss function in (4).

To describe this process, suppose that (𝒖, 𝒃,𝒏) is an instance of training data. We first create latent variables of the boundary 𝜕𝑃
of a training patch by letting 

𝓵
|𝜕𝑃

=
{

𝜖𝜕(𝒃,𝒏)(𝒙), if 𝒙 ∈ 𝜕𝑃 ∩ 𝜕𝛺
𝜖(𝒖)(𝒙), if 𝒙 ∈ 𝜕𝑃 ∩𝛺

, (5)

which distinguishes between parts of 𝜕𝑃  which coincide with the full domain’s boundary, and parts which are inside the full domain.
If points are on the original boundary, encoding is performed using the boundary encoder 𝜖𝜕 , described in Section 3. For points 

in the domain interior we use a new mapping, 𝜖, called an ‘interior encoder’. This is a helper operator which is identified and used in 
model training only. It is defined in an analogous manner to the boundary encoder by mapping a local subset of physical variables 
𝒖 to a set of encoded latent variables via a third trained neural network

𝜖 ∶
{

values of 𝒖 }

↦ 𝓵(𝒙).
in neighbourhood of 𝒙

5 
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The value of 𝜖𝒖 at the point 𝒙 is then given by the output of the neural network 𝜖 . As in the case of the boundary encoder, a 
single neural network 𝜖 is used to define the operator 𝜖 ∶ 𝑋 → 𝑋𝐿.

This process allows us to define latent variables 𝓵
|𝜕𝑃

 on the boundary of any training patch 𝑃 . We can then solve, for a given 
set of matrices  = (𝐴𝑖𝑗 ), the associated elliptic system (3) on this small training patch to obtain predicted latent variables 

𝓵pred = (𝓵|𝜕𝑃
) (6)

on its interior. This information can now be used to define a loss function which gives an efficient approximation to the desired 
identification problem (4). Model is trained on mini-batches of training patches which allows very high degree of parallelisation.

4.2. Loss function for SINN operator training

Suppose that 𝛿, , 𝜖𝜕 , 𝜖 are candidate choices for the decoder, elliptic system, boundary and interior encoders. Given a training 
patch 𝑃  and an instance of problem data (𝒖, 𝒃,𝒏), we want to quantify the quality of the associated SINN model  . It is natural to 
consider a loss function composed of two components, one related to reconstruction of the physical variables, and one related to 
self-consistency of the latent space variables. We define these as follows.
Physical reconstruction loss (𝛹𝑢). This quantifies the mean-squared-error between the predicted physical variable on the interior of 
a training patch 𝑃  and the true physical variable. We let 

𝛹𝑢((𝒖, 𝒃,𝒏), 𝑃 ) =
‖

‖

‖

𝒖pred − 𝒖true‖‖
‖

2

𝐿2(𝑃 )
= ∫𝑃

|

|

|

𝛿(𝓵pred) − 𝒖||
|

2
𝑑𝒙, (7)

noting that 𝓵pred depends on the encoders 𝜖, 𝜖𝜕 , the elliptic system matrices  and the training data (𝒖, 𝒃,𝒏) via Eqs. (5) and (6).
Latent reconstruction loss (𝛹𝑙). This term enforces model consistency by comparing the latent variable predicted by solving the 
elliptic system (𝓵pred) on the local training patch, with the encoded latent variables (𝓵enc) obtained by encoding the interior of the 
patch with the interior encoder 𝜖: 

𝛹𝑙((𝒖, 𝒃,𝒏), 𝑃 ) =

‖

‖

‖

𝓵pred − 𝓵enc‖‖
‖

2

𝐿2(𝑃 )

var(𝓵enc)
=

∫𝑃
|

|

|

(𝓵|𝜕𝑃
) − 𝜖(𝒖)||

|

2
𝑑𝒙

var(𝓵enc)
. (8)

This loss is normalised by the variance of the latent variable on the patch and its boundary to prevent trivial solutions.
Given a batch of training patches (𝑃𝑖)𝑀𝑖=1, the total loss of a training batch is then defined as 

𝛹 =
𝑀
∑

𝑖=1
𝛹𝑢((𝒖, 𝒃,𝒏), 𝑃𝑖) + 𝛼𝛹𝑙((𝒖, 𝒃,𝒏), 𝑃𝑖), (9)

where 𝛼 is a weighting parameter. The weight 𝛼 was selected by grid search, with the heuristic that the two loss components 𝛹𝑢
and 𝛹𝓁 should have similar magnitudes near convergence; the resulting values are 𝛼 = 0.3 for Test case 1 and 𝛼 = 0.03 for Test 
case 2. The loss function (9) is an efficient approximation of the desired loss function in (4). The associated minimisation problem 
is solved using backpropagation and the Adam optimiser.

5. Numerical examples

We now apply the SINN methodology to three boundary observation problems. Test cases 1 (Section 5.1) and 2 (Section 5.2) 
use the incompressible Navier–Stokes equations to demonstrate, respectively, the time-dependent reconstruction setting and the 
variable-geometry setting; Test case 3 (Section 5.3) extends the methodology to a compressible-Euler simulation of a stalled airfoil, 
demonstrating that the elliptic-system embedding scales to genuinely complex separated flows beyond the moderate-complexity 
regimes of the first two test cases. Each test case targets a different challenge: Test case 1 generalises across distinct flow histories 
within a single physical regime; Test case 2 generalises across unseen domain geometries; and Test case 3 both generalises across 
unseen (AoA,Mach) physical conditions and demonstrates that the elliptic-system embedding can resolve the complex separated 
wake structures characteristic of stalled flow. The Navier–Stokes equations underlying Test cases 1 and 2 are written in standard 
non-dimensional form as 

𝜕𝒖
𝜕𝑡

+ (𝒖 ⋅ ∇)𝒖 + ∇𝑝 = 1
𝑅𝑒

𝛥𝒖,

∇ ⋅ 𝒖 = 0,
(10)

considered on a domain 𝛺 ⊂ R2. Here, 𝒖 = (𝑢𝑥, 𝑢𝑦) is the two-component velocity field of the fluid and 𝑝 is the pressure. The 
equations are written in the standard non-dimensional form in which the velocity is normalised with a characteristic velocity scale 
𝑈 , and the spatial variable normalised with a characteristic lengthscale 𝐿. The Reynolds number 𝑅𝑒 = 𝑈𝐿∕𝜈 is then the single 
parameter governing the complexity of the system, where 𝜈 is the fluid viscosity. Heuristically, low Reynolds numbers correspond 
to simpler flows, whereas high Reynolds numbers correspond to unsteady, and possibly turbulent, flows.

For each example, a SINN operator  will be trained that can approximate the physical solution 𝒖 to the respective PDE on the 
domain interior, given only knowledge of the boundary geometry 𝜕𝛺 and the chosen boundary data 𝒃 ∶ 𝜕𝛺 → R𝑛𝜕 . For the purposes 
of constructing realistic examples, the available boundary data will include pressure, velocity or velocity gradients, all of which can 
be practically measured with existing sensors.
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Fig. 3. Reconstruction of an unsteady flow field from boundary sensing. Visualisation of (a) the split between training (blue) and testing (red) 
datasets; (b) the finite element mesh used to implement the elliptic systems. (For interpretation of the references to colour in this figure legend, 
the reader is referred to the web version of this article.)

5.1. Test case 1: Reconstruction of unsteady flows

This example demonstrates the ability of SINNs to solve time-dependent boundary observation problems. Specifically, the goal 
of this usecase will be to reconstruct interior flow from a history of boundary measurements. This test case is motivated by the 
practically important problem of estimating turbulent wake structures from wall-sensor measurements, relevant to flow control and 
structural monitoring applications [1–3]. The SINN model acts as a data-driven surrogate trained to reconstruct interior velocity 
fields from boundary measurements, analogously to how U-Net or GNN surrogates are deployed on the same data; the goal is to 
generalise the flow structures within a fixed physical regime. Performance will be compared against three leading architectures: 
U-Nets [19], GNNs [20] and LP-FNOs [21] which are widely used for problems similar to BOPs.

We consider the Navier–Stokes Eqs. (10) on a square domain [−1, 1] × [−1, 1] with periodic boundary conditions, at Reynolds 
number 𝑅𝑒 ≈ 100. We use numerical simulations from [22], in which (10) is simulated from a divergence-free initial condition chosen 
to be representative of an unsteady flow at the chosen Reynolds number (specifically, it has energy spectra following Kolmogorov’s 
energy cascade). An indicative snapshot of the flow is shown in Fig.  3(a), where it can be seen that the flow is non-trivial and 
possess multiple vortical structures which move through the domain as the flow evolves.

For model training and testing, we use data from a simulation (labelled id = 4000 in [22]) which comprises of 1001 temporal 
snapshots of the flow, each of which has velocity components given on a 512 × 512 uniform grid. To give physical context to this 
ensemble, if we take the domain width 𝐿 = 2 as a characteristic length scale, and let 𝑈 be the rms velocity across the ensemble, we 
can create an associated time-scale 𝑇 = 𝐿∕𝑈 which roughly corresponds to the time taken for the largest vortex structures in the 
flow to pass through the domain. The temporal extent of the 1001 snapshots in the data ensemble is a window of length 2.99 𝑇 , 
thus comprising of data spanning approximately three passage times of the largest coherent structures in the flow.

To create a boundary observation problem from this data ensemble, we aim to determine the flow’s velocity in 𝛺 = [0, 1] × [0, 1]
from measurements taken only on its boundary. This domain is indicated by the red dashed square in Fig.  3(a). Model training 
will instead be performed on the distinct sub-domain [0, 1] × [−1, 0], indicated by the blue dashed square on the same plot. While 
the two data sets arise from a common physical process (which we hope to model with SINNs), this construction ensures that the 
training and testing ensembles contain effectively independent histories of the underlying flow, and may equivalently be viewed 
as drawn from two distinct initial conditions of the same dynamical system. Strong performance on the test set therefore cannot 
be attributed to spatial memorisation of the training data, and confirms that the structural prior is doing real predictive work even 
on this moderate-Reynolds-number example. This dissimilarity is quantified by the highest mean Pearson correlation coefficient 
between the training and testing ensembles, computed over temporal offsets spanning ±1.5𝑇 , which is 𝑟 = 0.254.

Boundary data 𝒃 ∶ 𝜕𝛺 → R𝑛𝜕  will be taken as velocities 𝒖 and velocity gradients normal to the boundary 𝜕𝒖𝜕𝒏 . Due to the temporal 
nature of the problem, we will use SINNs to learn a mapping from a short time history of this boundary data to the current velocity 
states on the domain interior. That is, a mapping

𝒃|𝜕𝛺×[𝑡1 ,𝑡2] ↦ 𝒖|𝛺,𝑡2

between the boundary data measured in a time interval 𝑡 ∈ [𝑡1, 𝑡2] and a interior flow field 𝒖 at a time 𝑡 = 𝑡2. Reflecting the fact 
that identification of coherent structures is a typical goal in fluid mechanics, we perform a subtle spatial pre-filtering of the data 
ensemble by applying a Gaussian filter with a standard deviation 𝜎 = 0.078 to each snapshot. The filter width is approximately 1

25
of the domain size. This filtering step was found to enhance the prediction accuracy by mitigating the influence of high-frequency 
7 
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fluctuations, which essentially act as noise and can hinder the training process. The models in this examples will be trained and 
evaluated on the filtered flow-field, and we note that such spatial pre-filtering can be applied as an initial step to any data ensemble.

5.1.1. SINN training
To enable training and deployment of the elliptic system underpinning the trained operator, the domain is meshed with uniform 

triangular elements of average edge length ℎ𝑒𝑙 = 0.1, as shown in Fig.  3(b). Training patches are taken to be hexagonal polygons 
comprising of six neighbouring triangular elements.

At each boundary point 𝒛 ∈ 𝜕𝛺 and at each training time 𝑡, the boundary encoder is given access to velocities and velocity 
gradients of the form:

{(

𝒖(𝑡 − 𝑠, 𝒛), 𝜕𝒖
𝜕𝒏

(𝑡 − 𝑠, 𝒛)
)

∶ 𝑠 ∈ [4𝛥, 3𝛥, 2𝛥, 𝛥, 0]
}

,

where 𝛥 ∶= 0.03 × 𝑇  is the physical time interval between boundary data available to the boundary encoder. The past window of 
available measurements has length 4𝛥 = 0.12𝑇 , corresponding to approximately only 10% of the mean passage time of the largest 
flow structure. This boundary encoder therefore has access to physically non-trivial, yet relatively-short, time history of data.

The neural network 𝑁𝜕 which defines the boundary encoder 𝜖𝜕 uses a neighbourhood of 𝑚𝜕 = 5 uniformly spaced points in the 
interval [−0.2, 0.2], meaning that each encoded point has access to boundary data from a boundary neighbourhood spanning 40% 
of the side length of the domain. Given this construction, at each point we have 𝒃 ∈ R22 comprising of four components of flow 
information at five spatial locations, in addition to the two components of the boundary normal vector. Hence, 𝜕 ∶ R22×5 → R𝑟, 
where 𝑟 is the latent space dimension.

At each interior point 𝒙 ∈ 𝛺, the neural network 𝜖 defining the interior encoder also has access to a neighbourhood 𝑚𝜖 = 5
points, specifically, the point 𝒙 itself and four further points equispaced on a circle with centre 𝒙 and radius 6% of the domain side 
length. At these points, the interior encoder is also given access to velocities samples at the same past time instances as the boundary 
encoder. Consequently, 𝜖 ∶ R10×5 → R𝑟. Finally, the decoder is created using a neural network 𝛿 ∶ R𝑟 → R2 that reconstructs, 
pointwise in space and time, the two-component velocity field from the latent space variables. The neural networks 𝜕 and 𝜖 for 
the boundary and interior encoders are chosen to have four hidden layers with 1024 nodes each, while the decoder network 𝛿
has two hidden layers each with 1024 nodes. The latent space dimension is set to 𝑟 = 4.

To highlight the data-efficiency of the SINN approach, we downsample the available training data, by selecting only every 30th 
available timestep. This gives an ensemble (𝒖𝑖, 𝒃𝑖,𝒏𝑖)𝑁𝑖=1 with only 𝑁 = 33 snapshots. The loss function (9) is implemented with 
weight 𝛼 = 0.3 and training performed with a learning rate of 10−4. Each mini-batch includes 208 training patches. In order to 
ensure uniform sampling 128 training patches lie completely in the interior, 64 training patches have 2 nodes on the boundary and 
16 training patches are sampled in the corners of the domain and have 3 nodes on the boundary. The final model was trained for 
2 × 104 iterations.

5.1.2. Benchmarking against other neural network architectures
We will compare the performance of SINNs against solution of the same problem with other neural network architectures 

which are commonly used to model BOP-like datasets. Specifically we look at U-Net, Graph Neural Networks (GNNs) and Fourier 
Neural Operators (FNOs). More details about there architectures in the context of BOP is given in Section 6. Each architecture was 
implemented for this use-case using best practice from the literature and the respective hyper-parameters of each model were tuned 
systematically. More specific implementation details for each case are given in Appendix  B.

5.1.3. Results
Prediction accuracy results of all models over all ensemble snapshots of testing data test of the flow contained in the red-

dashed boundary in Fig.  3(a) is compared in Table  1. Model accuracy is reported in terms of relative 𝐿2 error (rel-𝐿2), defined 
as rel-𝐿2( ,test) = ‖𝒖 −  (𝒃)‖𝐿2∕‖𝒖‖𝐿2 , mean absolute error (MAE), coefficient of determination (𝑅2) (higher values of which 
indicate stronger correlation between predicted and true flow fields) and maximum point-wise percentage error 𝜂 which is defined 
as:

𝜂( ,test) =
max(𝑥,𝑡)∈𝛺×[0,𝑇 ](|𝒖 − (𝒃)|)

max(𝑥,𝑡)∈𝛺×[0,𝑇 ](𝒖) − min(𝑥,𝑡)∈𝛺×[0,𝑇 ](𝒖)
× 100%

where   is the considered prediction model.
The results presented in Table  1 clearly demonstrate that the proposed SINN method outperforms each of the existing 

methodologies. The trained SINN operator achieves nearly twice lower rel-𝐿2 error than the best performing existing method (GNN); 
nearly twice lower than the U-Net model; and more than three times lower than the LP-FNO model. These results are consistently 
reflected across all other considered error metrics.

To isolate the contribution of training patches, we report a no-patches ablation in which the same SINN architecture is trained 
on the full domain (column SINN (no patches) of Table  1). With patches removed, accuracy degrades to rel-𝐿2 = 0.256, an increase 
of approximately 39% over the with-patches model. We also note that the SINN-no-patches variant still outperforms both U-Net and 
GNN on this benchmark, indicating that the elliptic propagator carries part of the inductive bias on its own, independently of the 
patch strategy. The patch strategy additionally serves to significantly reduce the train/test gap visible in the validation curves of Fig. 
4(a) (the no-patches variant exhibits a noticeably larger gap); this observation is discussed further in Section 6 and the underlying 
compute trade-offs are reported in Section 6.1.
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Table 1
Validation dataset prediction accuracy reported with relative 𝐿2 error (rel-𝐿2), mean 
absolute error (MAE), maximum percentage error 𝜂 and 𝑅2 scores. Lower rel-𝐿2, 
MAE, 𝜂 metrics indicate better performance, while a higher 𝑅2 score indicates better 
performance. The SINN (no patches) column reports an ablation in which the same 
SINN architecture is trained on the full domain instead of hexagonal training patches; 
see Section 5.1.1 for details.
 SINN SINN

(no patches)
U-Net GNN adopted LP-FNO 

 rel-𝐿2 0.184 0.256 0.344 0.326 0.605  
 MAE 0.108 0.158 0.278 0.218 0.430  
 𝜂 21.2% 23.4% 36.4% 39.8% 59.7%  
 𝑅2 0.962 0.896 0.874 0.882 0.593  

Fig. 4. Prediction error on the test dataset is compared between SINN (), U-Net ( ) and GNN () models: (a) shows the learning and 
validation curves against normalised training epoch (training loss is MSE); while (b) shows the temporal evolution, across the testing ensemble, 
of spatially-averaged relative 𝐿2 error of each method.

We now consider the performance of SINNs, U-Nets and GNNs in more detail, but do not further analyse the adopted LP-FNO 
architecture, due to its significantly poorer performance. Fig.  4(a) compares the learning curves of the SINN, U-Net and GNN models. 
For U-Net and GNNs, a large discrepancy rapidly emerges between the training and testing errors (shown with dashed and solid 
orange lines in Fig.  4(a), respectively), resulting in more than an order of magnitude difference between these metrics by the end of 
training. This behaviour indicates that U-Net and GNNs overfit to the training data, compromising their ability to learn a physical, 
generalisable, model. In contrast, the SINN model maintains a relatively constant gap between training and testing errors (dashed 
and solid blue lines in Fig.  4(a)) throughout training. This consistency strongly suggests that SINNs have greater robustness to 
overfitting compared to U-Nets and GNNs. Furthermore, Fig.  4(b) shows that at every available snapshot in the testing ensemble, 
the spatially-averaged error of the SINN model is lower, and often significantly so, than that of the U-Net.

Fig.  5, which shows the temporally-averaged prediction error at each point in the flow domain, enables an interrogation of the 
spatial variation in performance between the SINN, U-Net and GNN methods. As expected all methods have their lowest prediction 
errors close to the domain boundaries, where flow information is directly available to the models. However, it can be seen clearly 
that the U-Net’s prediction error (and to a less extent the GNNs’) increases significantly with distance from the boundary of the flow 
domain.

Fig.  6 provides a visual overview of the true (upper row) flow field’s 𝑢𝑥-velocity component against its SINN prediction (second 
row), GNN prediction (third row), and the U-Net prediction (fourth row) for selected snapshots in the testing data ensemble. The 
respective spatial distributions of prediction errors are shown in the bottom two rows, where it can be clearly observed that the 
trained SINN operator outperforms both other methods. Fig.  7 shows the temporal evolution of the flow’s 𝑢𝑥-velocity at a selected 
probe location (indicated in the top-left panel of Fig.  6, and chosen to be indicative of the overall rel-𝐿2 errors), and is plotted 
against its prediction using SINNs, U-Nets and GNNs. This trajectory clearly shows that the SINN prediction is also qualitatively 
much closer to the ground truth: both GNN and U-Net models are exhibit higher frequency fluctuations which do not exist in the 
underlying physical data. This suggests that existing methods fail to accurately predict the most important, large-scale, features of 
the flow.
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Fig. 5. A time-averaged relative prediction error (rel-𝐿2
𝑡 ) on the validation set, computed point-wise on the domain. Panels: (a) SINN  , (b) 

SINN-NP (the SINN-no-patches ablation), (c) U-Net  , (d) GNN . All panels share a common colour scale. (For interpretation of the references 
to colour in this figure legend, the reader is referred to the web version of this article.)

Fig. 6. A comparison between the ground truth (first row), SINN (second row), GNN (third row) and U-Net (fourth row) flow-field reconstructions 
from boundary data at selected timesteps.

5.2. Test case 2: Reconstruction of flows past variable geometries

We now consider the problem of predicting the velocity field arising from solving the steady Navier–Stokes Eqs. (10) for flow 

around shapes with different geometries, highlighting the geometry-agnostic nature of the proposed methodology.

10 
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Fig. 7. The plot shows the temporal evolution of a flow field at probe location (indicated at top left corner of Fig.  6). The simulated ‘ground 
truth (gt)’ is compared with the predictions from SINN, GNN and U-Net models.

Fig. 8. (a–b) Two indicative examples of the 𝑢𝑦 velocity components of the flows around geometric objects indicated by the white regions.

We will consider a data ensemble, taken from [23], of two-dimensional steady flows past bluff bodies of variable geometries, 
indicative examples of which are given in Fig.  8. By ‘steady’ we mean that the velocity fields are solutions to the nonlinear Navier–
Stokes Eqs. (10), with the time-derivative term 𝜕𝒖∕𝜕𝑡 removed. The flow fields in the training ensemble satisfy ‘no-slip’ boundary 
conditions at the boundary of the body, effectively meaning that the flow velocity is zero at the boundary (i.e. that the boundary 
is impermeable, and there is no flow tangential to the boundary). Away from the body, a far-field boundary condition of uniform 
flow 𝒖 = (1, 0) in the 𝑥-direction is imposed.

The full data ensemble comprises of 1000 flows past bodies of different geometries. In each case the flow domain 𝛺 ∈ R2 is the 
connected set lying between the boundary of each body (which are centred at (0, 0)) and the boundary of the square [−2, 2]× [−2, 2]. 
All flows are at a Reynolds number, based on the body diameter, of approximately 𝑅𝑒 ≈ 10. While low Reynolds numbers correspond 
to simpler flows, it can still be observed from Fig.  8 that there is a non-trivial, and nonlinear, dependence of the flow field itself on 
the body geometry. Thus, by fixing 𝑅𝑒, we can faithfully interrogate the dependence of SINN performance on geometric changes to 
the domain boundary.

Each element of the training set contains the interior physical variables of both flow velocities and the pressure (𝑢𝑥, 𝑢𝑦, 𝑝), which 
will be used by the interior encoder. The boundary encoder can make use of the outward pointing normal vector (either from the 
square domain edges, or the body boundary) and one of two choices of boundary data extracted from the flow variables.

The first case will be referred to as using ‘standard’ boundary data where only the velocity can be measured at the boundary, 
namely 𝒃𝑆 = 𝒖|𝜕𝛺. With no-slip boundary conditions on the body, this implies that the boundary normal is the only non-trivial 
boundary information available at the body’s boundary. The second case considers ‘extra’ boundary data 𝒃𝑋 by assuming that the 
velocity, pressure and their normal gradients

𝒃𝑋 =
(

𝒖, 𝑝, 𝜕𝒖
𝜕𝒏

,
𝜕𝑝
𝜕𝒏

)

can be measured on the boundary 𝜕𝛺.
In the case of ‘standard’ boundary data, the underlying PDE is well posed in the sense that a unique solution exists for any 

appropriately smooth boundary function. In the case of the ‘extra’ boundary data, there problem ill-posed in the sense that there is 
11 
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Fig. 9. The dependence of (a) the relative 𝐿2 error (rel-𝐿2) and (b) the maximum percentage error 𝜂̄ on the number of latent variables 𝑟 for 
SINN models predicting the 2D steady state flow past varying geometric shapes. The figure also show the impact of including extra boundary 
data 𝒃𝑋 compared to standard boundary data 𝒃𝑆 .

‘too much’ data. It is therefore of interest to determine if the extra boundary data is useful for identifying a data-driven solution to 
this fluid boundary observation problem.

5.2.1. SINN training
SINN models will be trained with 𝑟 = 2, 3, 6 and 9 latent variables using a fixed subset train ⊂   of the available data comprising 

of 950 pairs of interior/boundary data. The remaining 50 snapshots will be used for model testing.
The boundary encoder’s neural network 𝑁𝜕 uses a neighbourhood of 𝑚𝜕 = 39 uniformly spaced points in the interval [−1, 1], 

which are mapped to a distance along the boundary, chosen to capture a significant portion (≈ 50%) of the outer boundary. Given 
this construction, in the case of the simple boundary data we have 𝒃 ∈ R5 and 𝜕 ∶ R5×39 → R𝑟, while in the case of ‘extra’ boundary 
data we have 𝒃 ∈ R8 and 𝜕 ∶ R8×39 → R𝑟

At each interior encoder’s neural network 𝜖 has access to a neighbourhood 𝑚𝜖 = 41 points. These include the point itself, 
and 40 further points arranged in eight equispaced radial ‘arms’ about 𝒙 at distances 𝑛∕25, 𝑛 = 1,… , 5, from it. This configuration, 
comprising a neighbourhood of up to 10% of the domain width about each interior point, allows interior encoder to compute higher-
order derivatives. Given that the interior encoder acts on the two components of velocity and pressure, we have 𝜖 ∶ R3×41 → R𝑟. 
Both encoder networks have 4 hidden layers of 256 nodes each, while the decoder 𝛿 ∶ R𝑟 → R2 is defined with 2 hidden layers 
of 256 neurons each, reflecting the expected simpler nature of decoding with respect to encoding.

For solving elliptic systems, the domain and training patches are meshed with triangular elements of size ℎ𝑒𝑙 = 0.23, which is 
approximately six times coarser than the mesh used to simulate the underlying data with CFD. The mini-batches are implemented 
in the same way as in Section 5.1 with 128 interior training patches, 64 boundary patches and 16 corner patches. The loss function 
weight 𝛼 = 0.03 was used and training was performed with a learning rate of 10−4.

5.2.2. Results
Trained SINN operators are now tested on the remaining 50 flow fields comprising the testing ensemble test. Fig.  9 shows that 

both the relative 𝐿2 error rel-𝐿2( ,𝑡𝑒𝑠𝑡) and the maximum percentage error 𝜂̄: 
𝜂̄( ,test)

= 1
𝑁test

𝑁test
∑

𝑖=1

max𝒙∈𝛺(|𝑢𝑖 −  (𝑏𝑖)|)
max𝒙∈𝛺(𝑢𝑖) − min𝒙∈𝛺(𝑢𝑖)

× 100%
(11)

decrease monotonically with the number of latent variables 𝑟 used in the models. Note that the maximum percentage error 𝜂̄ here is 
calculated for each independent sample and then averaged over the dataset, as opposed to the point-wise version used in Section 5.1. 
Fig.  9 also demonstrates that access to the normal derivatives in the case of ‘extra’ boundary data consistently improves each model’s 
accuracy.

Even in the case 𝑟 = 3, low modelling errors of rel-𝐿2( ) ≈ 12% and 𝜂̄( ) ≈ 10% can be observed, both of which roughly halve as 
the latent space dimension is increased to 𝑟 = 9. A general observation across all models is that the 𝐴𝑖𝑗 matrices defining the trained 
elliptic system (3) are fully populated (with (1) elements), indicating that strong coupling between the latent variables is being 
exploited in the identified SINN model to achieve this accuracy. Furthermore, in terms of training efficiency, we note that very 
good model accuracy is achieved even if relatively few flow fields are available for training. For example, if we use only 𝑁train = 30
training flow fields rather than 950, the resulting errors are rel-𝐿2( ) ≈ 3.6%, 𝜂̄( ) ≈ 2%. These are comparable to using the whole 
ensemble of 𝑁 = 950 flow fields, demonstrating the strong data-efficiency of the SINN approach.
train
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Fig. 10. An indicative example of a boundary value problem solved with a trained SINN models with 𝑟 = 9 latent variables and ‘extra’ boundary 
data 𝒃𝑋 . (a) Shows encoded latent variables 𝓵 = 𝜖(𝒖); (b) shows the simulated interior flow 𝒖 = (𝑢𝑥, 𝑢𝑦), the predicted flow  (𝒃𝑋 ) and the absolute 
value error between them.

The behaviour of latent variables on an indicative boundary value problem in the case 𝑟 = 9 is shown in Fig.  10(a). It can be 
seen that the encoded latent variables have high spatial regularity, demonstrating robustness of the encoding process. In addition, 
some pairs (e.g., 𝓵1,𝓵2 and 𝓵8,𝓵9) of latent variable distributions can be seen to be separated by only subtle spatial perturbations, 
suggesting that these pairs may be used to extract spatial derivatives in the trained model. Fig.  10(b) shows the predicted flow 
velocity variables, and the absolute errors, which are small and of order only 10−2. The largest errors are observed close to the 
body’s boundary, which is likely to occur due to the coarse FE mesh used in the elliptic system and the associated difficulty of 
accurately approximating spatial gradients in these subsets of the problem domain.

5.3. Test case 3: Reconstruction of unsteady flow over a stalled airfoil

This test case demonstrates that the elliptic-system embedding scales beyond the moderate-complexity regimes of Test cases 1 
and 2 to genuinely separated, compressible flows. We use the MeshGraphNets airfoil dataset [11], which contains compressible-
Euler simulations of flow past an airfoil at varying angles of attack (AoA) and Mach numbers. We restrict the dataset to AoA > 15◦, 
isolating the stall regime in which massive separation, advected vortices and compressibility-induced wave-like features make the 
reconstruction task substantially harder than in Test cases 1 and 2.

Beyond demonstrating SINNs in a more demanding flow regime, this test case is also intended to highlight the generality of 
the SINN framework. The encoder, elliptic system and decoder defined abstractly in Section 3, and the training-patch construction 
defined abstractly in Section 4, all admit a wide range of concrete realisations. Test cases 1 and 2 used one specific instantiation: 
interpolation-plus-MLP encoders (Appendix  A), the homogeneous-Dirichlet elliptic system (3), and hexagonal patches with 𝑛𝑖 = 1
interior node. Test case 3 instantiates the same framework with three different concrete choices, PointNet++ encoders that consume 
raw point-cloud data, the source-term and Robin-BC extension of the elliptic system introduced in the Remark of Section 3, and 
𝐾-means patches with a 1-hop halo without changing the encode–elliptic-system–decode structure or any of the assumptions on 
which Section 3–4 rely. We therefore view Test case 3 as both an empirical demonstration on a harder flow and a worked example 
of how additional features (point-cloud inputs, source terms, alternative boundary-condition treatments) can be plugged into SINN 
with comparatively little engineering effort.
Setup. The Mach number ranges over [0.3, 0.6]. We use 45 trajectories for training and 8 for validation, split by trajectory so that 
the validation (AoA, Mach) conditions are unseen during training. From each trajectory of 600 simulation timesteps (timestep 
𝛥𝑡sim = 0.008 s) we discard the first 200 steps as ramp-up and sample one prediction frame every 37 steps, yielding 10 samples per 
trajectory (𝑁train = 450, 𝑁val = 80). Following the geometry-clipping idea of Test case 2, the domain is restricted to the bounding 
box 𝑥 ∈ [−0.2𝑐, 1.7𝑐], 𝑦 ∈ [−0.2𝑐, 0.7𝑐], where 𝑐 is the chord length. The 𝑦-extent is chosen to be asymmetric due to the fact that 
the stalled wake develops on the suction side (𝑦 > 0); the clipped edges are passed to the model as additional boundary input 
distinguished from the airfoil wall by a binary tag. The latent FE mesh is GMSH-generated, uniformly triangular with element size 
0.08𝑐, and contains 606 nodes; it is identical for all samples since the airfoil geometry is fixed.
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The boundary input combines static features (coordinates, normals, wall/clip tags, AoA, Mach) with a 30-timestep history of 
(𝑢𝑥, 𝑢𝑦, 𝜕𝑢∕𝜕𝒏) sampled at every 6th simulation step, so the history covers 29 × 6 = 174 simulation steps before the prediction time 
𝑡. In dimensional terms (using 𝛥𝑡sim = 0.008 s) this is approximately 1.4 s of physical time, which corresponds to several convective 
times 𝑐∕𝑈∞ at the dataset’s range of Mach numbers. The model predicts the interior velocity (𝑢𝑥, 𝑢𝑦) at time 𝑡.
Concrete component choices. The three concrete substitutions used here, relative to the instantiation employed in Test cases 1 and 2, 
are:

• Encoders. The interpolation-plus-MLP encoders of Appendix  A are replaced with PointNet++ backbones [24], preceded by a 
per-point temporal MLP that processes the 30-step history channels. A third source encoder is introduced and produces the 
source field 𝑓 used in the generalised elliptic system.

• Elliptic system. The Dirichlet system of (3) is replaced with the source-term and Robin-boundary-condition extensions introduced 
in the Remark of Section 3.

• Patch sampling. The hexagonal patches of Section 4 are replaced with non-hexagonal patches of variable size containing on 
average approximately 10 interior nodes (versus 𝑛𝑖 = 1 in Section 5.1), generated by 𝐾-means clustering of the latent mesh 
with a 1-hop halo.

The latent dimension is 𝑟 = 8. The training objective is the same as in Test cases 1 and 2 (the loss 𝛹 = 𝛹𝑢 + 𝛼𝛹𝓁 of Eq.  (9)). Full 
architectural and training details are given in Appendix  C.
Results. On the 8-trajectories validation set the trained SINN achieves rel-𝐿2 = 0.142, MAE = 0.083, 𝑅2 = 0.978 and 𝜂 = 15.3%, where 
𝜂 is the maximum-percentage error defined as in Test case 2. Fig.  11 shows a representative validation trajectory; its mean rel-𝐿2

(0.143) is close to the dataset average (0.142), confirming the figure is representative rather than cherry-picked. The reconstructed 
velocity field clearly resolves the advected wake vortices on the suction side. The high 𝑅2 value indicates that the correlation 
between the true and predicted flow fields is very strong, so that the dominant coherent features of the flow are accurately captured. 
Taken together, these results demonstrate that the elliptic-system embedding can model genuinely complex separated, compressible 
flows where the dynamics are dominated by advected and wave-like structures. Test case 3 is intended primarily to demonstrate 
the applicability of the elliptic-system architecture to flows substantially harder than the previous test cases, complementing the 
baseline-comparison study of Test case 1; a re-tuned, like-for-like baseline comparison on the MeshGraphNets dataset is left for 
follow-up work.

6. Discussion

We have sought to overcome three key challenges when using data-driven methods to solve boundary observation problems 
(BOPs): the ability to transfer information globally across a domain; to create a mapping that generalises across different domain 
geometries; and to enable efficient operator learning from only limited training data.

We have shown that the use of an elliptic system as the central component of the trained SINN operator  = 𝛿◦◦𝜖𝜕 has 
significant promise to help overcome these three challenges since: global message passing is naturally encoded via a small number 
of PDE coefficients; ellipticity implies that the model can be trained and deployed on any geometry; and, in addition, ellipticity 
allows the use of mini-batches of training patches to drive significant computational efficiency during training. We have shown 
in Section 5 that the SINN approach outperforms state-of-the art U-Net Convolutional Neural Networks, Graph Neural Networks 
and Fourier Neural Operators. Given this promise, we now discuss the possible reasons for the strong potential of SINNs to solve 
boundary observation problems.

As an operator acting between function spaces, it is natural to view SINNs from the perspective of neural operators. Neural 
operators construct mappings between function spaces by iteratively coupling non-local integral operators, defined using integration 
kernels, with the local nonlinear transformations in a deep neural network architecture [25]. In this setting, the action of the integral 
operator is heuristically similar to that of the elliptic system in the SINN approach. However, when training neural operators in 
practise, efficiency is usually achieved by imposing a choice of global basis to define the integral operator, for example, via the use 
of Fourier bases in Fourier Neural Operators (FNOs) [9,20]. While often effective, using a pre-specified basis can be restrictive in 
terms of the domain geometries to which the method can be applied and, at least heuristically, the imposition of a basis requires 
a prior choice of search space which may introduce inefficiency into the process of model training. In contrast, the use of elliptic 
systems in the SINN operator learning methodology completely removes the need for an a-priori choice of basis and, as our results 
in Section 5 show, offers a powerful and efficient new approach for operator learning. We note that this elliptic prior does not 
assert that the underlying physics is linear; rather, it encodes the inductive bias that a linear elliptic model suffices to propagate 
information in the latent space, a significantly weaker and more achievable condition that proves empirically powerful.

The U-Net architecture, deployed in Section 5.1, uses a low-dimensional bottleneck to transfer information globally. However, 
its application to BOPs faces two distinct challenges. First, U-Nets require data to be structured on a fixed size grid. While methods 
exist to map variable geometries and boundary data onto such grids [26,27], they essentially force the physical domain to fit the 
network architecture, rather than adapting the architecture to the domain. Second, U-Nets are generic image-to-image mappers that 
lack strong physical priors. Specifically, they do not enforce the mathematical properties inherent to equilibrium systems, such as 
ellipticity. While U-Nets scale well when data is abundant, this lack of structural constraint makes them prone to overfitting in 
data-sparse regimes. This is demonstrated in Section 5.1, where the SINN architecture, which enforces elliptic structure by design, 
achieves superior generalisation.
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Fig. 11. Test case 3: reconstruction of an unsteady flow over a stalled airfoil (AoA > 15◦, compressible Euler). Each row corresponds to a 
successive snapshot of a representative validation trajectory, with the simulation time indicated on the left. Columns show, for each component 
of the velocity, the ground truth, the SINN prediction, and the pointwise error. The mean rel-𝐿2 for the trajectory shown is 0.143, close to the 
dataset-average value of 0.142.

The use of a finite element mesh to train and implement the elliptic systems in SINNs leads to a natural comparison with Graph 
Neural Networks (GNNs). The encode-process-decode framework of GNNs [28] is very similar the SINN architecture: encoding and 
decoding steps are usually local, and consider only a small neighbourhood on the graph. The processing step must then propagate 
information across the domain using ‘message passing’ which, due to the use of a graph structure, can be performed in a domain 
independent manner. Message passing works by iteratively exchanging and aggregating information between neighbouring nodes. 
It is very general and has been successfully applied to BOP problems [20] but, crucially, can struggle to transport information 
efficiently across many edges [29]. This is a key limitation, even for the steady elliptic boundary observation problems considered 
in Section 5, where information can travel instantly and every node needs to communicate with every other node. Recently, new 
methods have been proposed to attempt to overcome this limitation, such as Edge Augmented GNNs and Multi-GNNs methods 
(e.g., [11,29]), which use long-distance edges and hierarchies of coarser meshes. Further specialised architectures such as BENO 
[30] have been developed, which use transformer layers [31] to encode global boundary information into a fixed vector which is 
then used to condition traditional message passing GNN layers. However, to our knowledge none of these have been successfully 
scaled to very complex problems while working in a data efficient manner. Given the preliminary numerical evidence presented in 
Section 5, we believe SINN architecture can provide significant benefits due to its physics inspired elements.

In summary, while both GNN, U-Net and Neural Operator approaches have compelling features none of these approaches is 
naturally suited to modelling both global information transfer and domain independence simultaneously in the most data-efficient 
way. In Section 5.1 fine-tuned models from each class were benchmarked against the SINN architecture, which achieved significantly 
better accuracy on the validation dataset. This result suggests that the SINN methodology provides a efficient solution how to transfer 
information globally with few parameters and strong physics priors. This is made more compelling by the fact that global operator 
learning can be achieved by training on only training patches, subdomains of the training data. This feature, which distinguishes the 
proposed method from GNNs, Neural Operators and U-Net CNNs, allows computational speed-up and natural data augmentation, 
which further increases the data-efficiency.
15 



J. Horsky and A. Wynn Computer Methods in Applied Mechanics and Engineering 461 (2026) 119226 
Two further observations emerge from the no-patches ablation reported in Section 5.1. First, the elliptic-system propagator alone 
(without the patch strategy) already outperforms both U-Net and GNN on Test case 1, supporting the interpretation of ellipticity 
as a useful structural prior in the latent space, independent of the training procedure. Second, the train/test gap visible in Fig. 
4(a) is markedly smaller when patches are used. We hypothesise that training on local subdomains acts as an implicit regulariser: 
the architecture is encouraged to learn local rules that extrapolate to form a global solution rather than memorising global flow 
structures. A controlled investigation of this regularisation effect, including a sweep over patch size, will be conducted in future 
work.

6.1. Computational cost of SINN operators during training and inference

We finally discuss the computational cost of training and implementing a SINN operator  = 𝛿◦◦𝜖𝜕 . The decoder 𝛿 is a simple 
point-wise operation on all of the interior nodes of the mesh 𝑛𝑖 ∈ N, which is trivial to parallelise and is highly scalable. The 
boundary encoder 𝜖𝜕 behaves similarly and scales with the number of boundary nodes 𝑛𝑏 ∈ N. The bottle-neck of SINN scalability is 
in implementing the elliptic system , which requires solving a linear system of equations. The finite element method discretises 
the learned PDEs into 𝑛𝑖𝑟 linear equations 𝐾𝓵 = 𝒇 with a very sparse stiffness matrix 𝐾, where 𝑟 is the number of latent variables. 
During training the issue of solving a large system of equations was overcome by using small training patches. In this study, 𝑛𝑖 = 1
was used for Test cases 1 and 2; in Test case 3 (Section 5.3), 𝑛𝑖 ≈ 10 on average, so a system of only 𝑟 equations needed to be solved 
per patch. Since the number of latent variables 𝑟 is not typically intended to be large, a direct method of solving linear systems 
such as Cholesky decomposition can be used which scales with complexity (𝑟3). Further if an identical mesh is used for all training 
patches in a minibatch, the Cholesky decomposition can be computed only once and reused for the entire mini batch.

During inference, the elliptic system needs to be solved for the entire domain where the number of nodes 𝑛𝑖 can be significant. We 
propose two approaches to maintain a reasonably low computational cost. First, direct methods for solving systems of equations are 
not required during inference and so the iterative methods [18], which offer improved scaling properties, can be used. For example, 
if the Multigrid method is used the computational cost would scale with complexity (𝑛𝑖𝑟), which is comparable with that of the 
decoder. Second, once trained, the elliptic system can be implemented with an FE mesh of arbitrary coarseness, implying a natural 
way to produce a hierarchy of low-cost meta-models from a single SINN operator  . The potential for using a coarser grid was 
hinted at in Section 5.2, where the trained SINN operator was shown to be accurate even when trained and implemented on an FE 
mesh with approximately six times fewer elements than that used to compute the underlying fluid flow data. Empirical training and 
inference timings reported below confirm that, even with a relatively unoptimised direct-solver implementation, SINN inference is 
competitive with the neural-network baselines considered in this paper, and supports the expectation that a combination of iterative 
solvers and coarse finite-element meshes can make the architecture computationally efficient and scalable during inference.

To verify the above scaling analysis empirically, we measured training and per-sample inference times for SINN and the 
three baselines on Test case 1; results are reported in Table  2. All four models were timed on a single Google Colab T4 
GPU under TensorFlow 2.14, with consistent inference optimisations applied across the board (full-batch model call for U-Net;
tf.function-wrapped model call for GNN; sparse global stiffness assembly with cached LU factorisation and tf.function-
wrapped encoder/decoder for SINN). Once these optimisations are applied, SINN inference takes 2.34 ms/sample. LP-FNO is 
nominally faster at 1.12 ms/sample, but this reflects its much smaller parameter count (∼45k versus ∼ 7.6M for SINN) and comes at 
substantial accuracy cost: LP-FNO is the least accurate model considered (rel-𝐿2 = 0.605 versus 0.184 for SINN; Table  1). Among the 
three accuracy-competitive models, SINN is the fastest at inference — approximately 1.9× faster than U-Net (4.41 ms/sample) and 
2.3× faster than GNN (5.49 ms/sample). The elliptic solve, the stage that one might expect to be the most costly, in fact accounts 
for less than 0.1 ms/sample after caching the LU factorisation, and is therefore the cheapest stage of the SINN inference pipeline. 
On the training side, SINN converges in only 20 epochs, with a total training cost of ≈ 8.2 min, which is approximately 1.5× U-Net’s 
and 1.3× GNN’s. Although the per-step gradient computation through the embedded PDE solve is mathematically more involved 
than a forward pass through a generic neural network, this is more than offset by the strong inductive bias of the elliptic prior, 
which accelerates convergence in epoch count: SINN ultimately incurs a comparable total training cost to the baselines, in spite of 
the additional structure embedded in each step. We further note that the LU factorisation can be cached only because the FE mesh 
and the learned matrix  are constant at inference time; for problems with varying geometry (such as Test case 2), an iterative 
solver of the form discussed above would be more appropriate. Combined with the accuracy results of Section 5.1, the timings of 
Table  2 demonstrate that, at the optimised settings reported here, SINN is simultaneously more accurate than every other baseline 
considered and faster at inference than every other baseline except LP-FNO, which is itself the least accurate model in Table  1. 
The combination of competitive accuracy and competitive inference cost is therefore a property of the SINN architecture itself: the 
embedded learned PDE solver, far from being a computational liability, is in fact the cheapest component of the inference pipeline.

We also benchmarked the role of training patches on the same dataset and hardware. Removing the patch strategy (i.e. training on 
the full domain, which is equivalent to setting the patch size to its maximum) increases per-step training cost from 49.5 ms to 203 ms
(approximately 4× slower) and peak GPU memory from 55 MB to 138 MB (approximately 2.5× larger). This two-point measurement 
(smallest patch versus full domain) is consistent with the (𝑛𝑖𝑟) analysis above: the elliptic-solve cost scales superlinearly with patch 
size, so the per-step compute is genuinely different even though the sample-level problem size is unchanged. The accuracy benefit 
of patches has already been reported in Table  1, where the no-patches variant degrades by ≈ 39% in rel-𝐿2 error (from 0.184 to 
0.256). This provides strong evidence that the patch strategy is what makes the elliptic-system embedding tractable for complex 
problems (its primary purpose), while also acting as a beneficial regulariser. The 2.5× memory gain is modest in this 2D test (both 
numbers fit easily on a consumer GPU), but the gap is expected to grow superlinearly with mesh size; consequently, 3D cases can 
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Table 2
Training and inference times on Test case 1 (Google Colab T4 GPU, TF 2.14). Inference 
times correspond to optimised, fair-comparison settings (see text).
 Model Parameters Training

time (s)
Epochs Inference

(ms/sample)

 LP-FNO 44,994 33.8 115 1.12
 SINN 7,578,698 495.2 20 2.34
 U-Net 14,799,362 330.7 200 4.41
 GNN 1,117,570 373.1 600 5.49

be treated with comparable memory requirements to 2D ones by using patches, demonstrating that the SINN architecture has the 
potential to be applied to significantly more complex use cases (Test case 3 in Section 5.3 is one such example). A more systematic 
study sweeping over intermediate patch sizes will be carried out in a more mature implementation of the architecture and reported 
in follow-up work.

Finally, we comment on the applicability of SINN to unstructured meshes and arbitrary point clouds. The FEM mesh underpinning 
the elliptic system is already unstructured (triangular elements; see Fig.  3(b)), so SINN is not restricted to structured grids. The 
interpolation step in both the boundary and interior encoders (Appendix  A) decouples the network input size from the discretisation, 
so the encoders accept arbitrary point clouds: a 2D Delaunay triangulation of the available data points is sufficient to construct 
the interpolant. Test case 2 (Section 5.2) already deploys SINN across many distinct unstructured meshes, one per geometry. The 
encoder, decoder and elliptic solve are all amenable to GPU parallelisation: the encoder/decoder parallelise trivially over nodes, 
and the sparse linear solve underlying the elliptic system can be accelerated with established GPU sparse linear-algebra libraries 
such as NVIDIA AmgX [32]. Integrating such GPU-accelerated solvers into the SINN inference pipeline is a natural next step.

6.2. On modelling unsteady wave-like and advective motion

Test case 3 demonstrates that SINNs can be used to solve boundary observation problems with significant unsteadiness and with 
advective motion. A natural question is to ask why this should be possible. SINNs use elliptic PDEs as the central block of the trained 
model, while waves are typically modelled with hyperbolic equations, and advective motion in fluids is governed (at least at the 
level of the linearised equations) by parabolic PDEs.

To answer this question, we present a minimal analytical example where the calculations can be made explicit. Consider data 
on the domain 𝛺 = [0, 2𝜋] × [0, 1] given by

𝑢(𝑥, 𝑦, 𝑡) = sinh (1 − 𝑦) sin (𝑥 − 𝜔𝑡)

which describes a wave travelling in the positive 𝑥-direction with speed 𝜔, localised in the lower part of the domain near 𝑦 = 0. 
We assume that, at each time 𝑡, the solution 𝑢 can be observed only on the four sides of the square domain 𝜕𝛺 so that the available 
boundary data is 𝑏(𝑡) = 𝑢

|𝜕𝛺
(𝑡).

A very simple SINN model exists which can solve this boundary observation problem. To construct it, we use a trivial boundary 
encoder 𝜖𝜕(𝑥) = 𝑥 and decoder 𝛿(𝑥) = 𝑥, and use one latent variable 𝓁 ∈ R which is assumed, at each time 𝑡, to satisfy the elliptic 
Laplace equation 

 ∶ 𝓁𝑥𝑥 + 𝓁𝑦𝑦 = 0, 𝓁
|𝜕𝛺

= 𝑏(𝑡). (12)

The full SINN model is then given by  (𝑏) = (𝛿◦◦𝜖𝜕)(𝑏) = 𝓁 and, due to its simplicity, an analytical solution can be found.
Since the boundary data is periodic in the 𝑥-direction and zero on the upper side at 𝑦 = 1, a standard separation of variables 

argument shows that the solution to the latent elliptic system (12) is 

𝓁(𝑥, 𝑦, 𝑡) =
∞
∑

𝑛=0
sinh (𝑛(1 − 𝑦))

(

𝑎𝑛(𝑡) cos (𝑛𝑥) + 𝑏𝑛(𝑡) sin (𝑛𝑥)
)

, (13)

where 𝑎𝑛, 𝑏𝑛 are coefficients which depend only on the boundary data

𝑏(𝑥, 0) = − sinh (1) sin (𝑥 − 𝜔𝑡)

on the lower edge of the domain. A standard Fourier series argument implies that the coefficients 𝑎𝑛, 𝑏𝑛 must satisfy

𝑎1(𝑡) = − sin (𝜔𝑡), 𝑏1(𝑡) = cos (𝜔𝑡), 𝑎𝑛 = 𝑏𝑛 = 0 (𝑛 ≠ 1).

Substituting this into (12) implies that, at each time 𝑡, the latent variable is given by
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Fig. 12. Snapshots of the analytical travelling wave 𝑢(𝑥, 𝑦, 𝑡) = sinh(1−𝑦) sin(𝑥−𝜔𝑡) at three successive times 𝑡 = 0, 0.15 𝑇 , 0.30 𝑇 , where 𝑇 = 2𝜋∕𝜔. 
The wave is localised near the lower edge 𝑦 = 0 and propagates to the right. Solving the Laplace problem (12) with this boundary trace as Dirichlet 
data reproduces the field exactly.

𝓁(𝑥, 𝑦, 𝑡) = sinh (1 − 𝑦) (− sin (𝜔𝑡) cos 𝑥 + cos (𝜔𝑡) sin (𝑥))

= sinh (1 − 𝑦) sin (𝑥 − 𝜔𝑡) (14)

Consequently, with the trivial boundary encoder and decoder the SINN model on this case outputs  (𝑏) = 𝓁 which gives a perfect 
reconstruction of the travelling wave (Fig.  12).

While simple, this example clarifies the role played by the different components of the SINN model in capturing wave motion. 
The job of the elliptic system (12) is to create a set of potential ‘mode shapes’ (in this case {cos (𝑛𝑥), sin (𝑛𝑥)}𝑛≥0) from which the 
interior latent variable distribution can be formed via superposition. The observable data (in this case the imprint of the wave on 
the boundary 𝑦 = 0) is then used by the model to select the appropriate modes and the particular form of the superposition by 
setting the coefficients {𝑎𝑛(𝑡), 𝑏𝑛(𝑡)} in response to time-varying boundary data. As shown in (14), this then captures the travelling 
wave on the entire domain.

Two compelling features of the SINN framework are highlighted by this minimal example. First, the wave speed 𝜔 is not required 
to be identified as a parameter of the model: the speed is implicitly observable in the boundary data, which is then passed directly 
to the coefficients 𝑎1(𝑡) = − sin (𝜔𝑡), 𝑏1(𝑡) = cos (𝜔𝑡) via the process of solving the elliptic system (12). An important consequence is 
that the model will still work even if the speed of the wave changes.

Second, the elliptic system (12) has the ability to capture data with arbitrary wavelengths, but with no a-priori requirement to 
identify the ‘correct’ modes to use. Indeed, if the underlying data is changed to 𝑢(𝑥, 𝑦, 𝑡) = sinh (𝑚(1 − 𝑦)) sin (𝑚𝑥 − 𝜔𝑡) then solving 
(12) subject to the new boundary data will select only the 𝑛 = 𝑚 spatial ‘mode shapes’ from the series expansion (13), and again allow 
a perfect solution to the boundary observation problem. Thus, the most basic example of a SINN with a trivial encoder and decoder 
pair has the ability to model (and enable sensing of) an infinite ensemble of wave-like structures (and arbitrary superpositions of 
such structures) whose localisation near the wall scales with wavelength. Interestingly, this wavelength/wall-distance relation is 
reflective of a property of attached eddies in wall-bounded flows.

This is a particularly powerful property of the SINN approach. A general elliptic equation with one latent variable can be 
specified with only three parameters: i.e., 𝑎11𝓁𝑥𝑥 + 𝑎12𝓁𝑥𝑦 + 𝑎22𝓁𝑦𝑦 = 0. The above example shows that the single parameter choice 
𝑎11 = 1, 𝑎12 = 0, 𝑎22 = 1 then enables prediction of wave-like structures with arbitrary (i.e. an infinite set of) spatial wavelengths 
and wave speeds, due to the natural way that data is passed from the boundary to the interior of an elliptic system. We speculate 
that this parameter efficiency and the lack of need to pre-specify a collection of underlying modes is a core reason for both the 
training efficiency and expressibility of the SINN models observed in Test cases 1–3. Of course, more geometrically complex wave-
like structures will require more complex SINN models than the near-trivial one described here. However, as demonstrated by 
Test case 3, the use of multiple latent variables and nonlinear encoder/decoders can be used to solve problems with significant 
spatio-temporal complexity. 

7. Conclusions

We have presented a new machine learning architecture for solving boundary observation problems which learns an operator 
for predicting interior fields from boundary data. The key novelty of this method is the embedding of the elliptic system with 
learned partial differential equations inside an encoder–decoder neural network architecture. The elliptic system has good physics 
priors which allow it to be data-efficient and generalise naturally to variable domain geometry. In order to train the elliptic system 
efficiently we have introduced training patches, which allow SINN model to be trained on subdomains of training data, where 
solving the PDEs is much less computationally expensive.

The proposed SINN architecture has been evaluated against U-Net, GNN and LP-FNO models on a challenging dataset where an 
interior unsteady flow field was predicted from a history of boundary measurements. In this experiment, a SINN model achieved 
nearly twice lower relative 𝐿2 error on the validation dataset compared to a fine-tuned GNN model, and more than three times lower 
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than the LP-FNO model, and showed a significantly better generalisation gap. Further SINN models were trained to predict fluid flows 
around 2D bluff bodies, showing that SINNs can efficiently generalise across problems with variable domain geometries. A no-patches 
ablation isolates the contribution of the elliptic-system component from the training-patch strategy, and a measured comparison 
of training and inference times against all three baselines is reported in Section 6.1. With consistent inference optimisations, 
SINN is simultaneously the most accurate model considered and the second-fastest at inference; together with the ablation, this 
strengthens the case that the embedded learned PDE solver provides a substantive inductive bias rather than a marginal architectural 
choice. A finer characterisation of patch-size scaling is left for a more mature implementation that will be reported in follow-up 
work. Test case 3 (Section 5.3) further demonstrates that the elliptic-system embedding scales to genuinely complex separated, 
compressible flows: an updated implementation incorporating the source-term and Robin-BC generalisations of Section 3 achieves 
𝑅2 = 0.978 on the MeshGraphNets stalled-airfoil dataset, on (AoA,Mach) conditions unseen during training. This empirical evidence 
is supplemented by a closed-form analytical example (Section 6.2) showing that a minimal single-latent SINN with the trivial 
Laplace operator reconstructs a travelling wave from its boundary trace exactly, clarifying how the elliptic latent propagator captures 
advective and wave-like motion.
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Appendix A. Numerical implementation

We now describe the specific numerical methods used to implement the various components of the SINN operator learning 
architecture.

A.1. Elliptic system

Numerical solution of the elliptic system (3) is implemented numerically using the Finite Element Method (FEM) [17]. The 
physical domain 𝛺 is first discretised into a mesh of simple, non-overlapping elements (e.g., triangles in 2D), with the latent field 
𝓵 approximated as a piecewise polynomial. Applying a standard Galerkin FEM procedure to the elliptic system (3) transforms 
this continuous boundary value problem into a large, sparse, linear system of algebraic equations of the form 𝐾𝓵 = 𝒇 . Here, 
𝓵 is the vector of unknown latent variables at the interior nodes, 𝐾 is the global ‘stiffness matrix’ that depends on the elliptic 
system’s coefficient matrices , and 𝒇 is the forcing vector determined by the latent Dirichlet boundary conditions provided by the 
encoder 𝜖𝜕 . To ensure the system remains strongly elliptic throughout training, the block matrix  defining the elliptic system (3) 
is parameterised as  = 𝛩𝑇

𝛩, with 𝛩 ∈ R𝑟𝑑×𝑟𝑑 taken as the trainable parameters. This construction guarantees that  is always 
symmetric and positive-definite.
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A.2. Interior encoder

The interior encoder neural network, 𝜖 , is designed to map a local patch of the physical interior data 𝒖 to the corresponding 
latent variable 𝓵 at a given point 𝒙 ∈ 𝛺.

To structure the network’s input, we define a set of fixed set of 𝑚𝜖 sample points 𝐸 = {𝝃𝑖}
𝑚𝜖
𝑖=1 ⊂ R𝑛 arranged around the origin, 

referred to as the ‘interior encoder mask’. We then create a set of translated points 𝑁𝒙 = {𝒙 + 𝝃𝑖 ∶ 𝑖 = 1,… , 𝑚𝜖}, which define a 
neighbourhood of 𝒙, where we will sample the physical data 𝒖 to use as inputs to the interior encoder.

A complication arises when 𝒙 is near the boundary 𝜕𝛺, as some sample points may fall outside the domain. To handle this, we 
introduce a binary ‘domain mask’ 𝒎 ∈ R𝑚𝜖 , where each component 𝑚𝑖 is 1 if 𝒙 + 𝝃𝑖 ∈ 𝛺, and 0 otherwise. The physical data for 
points outside the domain is set to zero, and the mask 𝒎 is passed as an input to the neural network to inform it of the valid points.

The neural network 𝜖 is then defined as a mapping from the sampled physical data and the domain mask to the latent variable 
at the target point, 

𝜖 ∶ R𝑚𝜖×𝑛 × R𝑚𝜖 → R𝑟

({𝒖(𝒙 + 𝝃𝑖)}
𝑚𝜖
𝑖=1,𝒎) ↦ 𝓵(𝒙).

(A.1)

The neural network 𝜖 is a composed is several fully connected layers with 𝚛𝚎𝚕𝚞 activations, and the interior encoder (𝜖𝒖)(𝒙) = 𝓵(𝒙)
is simply given by the output of 𝜖 as defined by Eq.  (A.1) applied at each point 𝒙 ∈ 𝛺.

A.3. Boundary encoder

The boundary encoder neural network, 𝜕 , maps local boundary data 𝒃 and local geometry (via the outward normal vector 𝒏) 
to the latent variable 𝓵 at a target point 𝒛 ∈ 𝜕𝛺.

Since the boundary is a curve or surface, the input is defined relative to the arc-length distance along 𝜕𝛺. We define a 1D 
boundary input mask 𝐸𝜕 as a set of 𝑚𝜕 arc-length offsets 𝐸𝜕 = {𝑠𝑖}

𝑚𝜕
𝑖=1 from the target point. For a given target 𝒛, we sample the 

boundary data 𝒃 and the normal vector field 𝒏 at points corresponding to these offsets: 𝑁𝒛 = {𝒛+ 𝑠𝑖}
𝑚𝜕
𝑖=1. The sampling is performed 

by interpolating the available boundary data using 1D interpolation along each continuous segment of the boundary.
The neural network 𝜕 is chosen to be a mapping from the sampled boundary data and normals to the latent variable at 𝒛, 

𝜕 ∶ R𝑚𝜕×𝑛𝜕 × R𝑚𝜕×𝑑 → R𝑟

({𝒃(𝒛 + 𝑠𝑖)}
𝑚𝜕
𝑖=1, {𝒏(𝒛 + 𝑠𝑖)}

𝑚𝜕
𝑖=1) ↦ 𝓵(𝒛),

(A.2)

where 𝑛𝜕 is the dimension of the boundary data and 𝑑 is the spatial dimension of the domain. The neural network 𝜕 is composed 
of fully connected layers with 𝚛𝚎𝚕𝚞 activations, and the boundary encoder 𝜖𝜕(𝒃,𝒏) is defined by the action of the Neural network 
in Eq.  (A.2).

A.4. Decoder

The final component, the decoder operator 𝛿 is implemented using a simple point-wise neural network, 𝛿 ∶ R𝑟 → R𝑛, again 
composed of several fully connected layers with 𝚛𝚎𝚕𝚞 activations.

A.5. Training patches and loss function minimisation

Since the elliptic system is implemented using a finite element method, for the 2D implementations considered in this paper, each 
training patch 𝑃  is taken as a simple hexagonal triangular mesh consisting of one interior node and six boundary nodes. Training 
patches are randomly sampled from the domain, and training is performed with mini-batches of training patches. The number of 
training patches which lie entirely on the interior of the domain vs which have at least one node on the boundary 𝜕𝛺 is controlled 
with a hyperparameter. The loss function 𝛹 = 𝛹𝑢 + 𝛼𝛹𝑙 is minimised using backpropagation and the Adam optimiser.

Appendix B. Implementation of other models for test case 1

U-Nets. A schematic for the U-Net architecture [33] is shown in Fig.  B.13. It is characterised by its symmetrical encoder–decoder 
structure, connected by skip connections that bridge corresponding levels. This allows for the fusion of multi-scale features: the 
contracting encoder path captures context and extracts hierarchical features, while the expanding decoder path enables localisation 
through up-sampling and concatenation with high-resolution features from the encoder. The ability of the U-Net to leverage both 
global and local information, coupled with its relative efficiency in training even with limited datasets [33], has contributed to its 
popularity, including in applications to fluid flow field prediction [19,27].

In order to match the SINN model resolution, the U-Net mesh inputted and outputted data on a 16 × 16 grid. The U-Net,  , 
was trained to find the mapping:

 ∶ 𝒃𝑡 ↦ 𝒖𝑡 ,
  
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Fig. B.13. A schematic overview of the employed U-Net architecture. Each blue box represents a multi-channel grid of features, with the number 
of channels given on the top of each box. The integer 𝑛 is a model size hyper-parameter. The spatial resolution of each grid is given on the left 
side of each row of boxes. The diagram style is taken from [33] which should serve as reference for further information on the U-Nets.

where 𝒃𝑡 ∈ R16×16×22 is the input and 𝒖𝑡 ∈ R16×16×2 is the output fluid velocity field interpolated onto the U-Net grid. The approach 
for defining the boundary data input 𝒃𝑡  was taken from [27], in which the boundary data 𝒃 ∈ R22 is linearly interpolated onto the 
16 × 16 U-Net grid. A model size hyper-parameter integer 𝑛 was tuned for MSE on the test dataset using a sweep study, with 𝑛 = 128
found to be optimal. A popular U-Net variant, the Residual-U-Net [34], was also tested but was found to have worse performance. 
For the training a batch size of 32 and learning rate of 10−3 were used after similar tuning. The model was trained for 300 epochs, 
after which it was considered to be converged.
Graph neural networks. GNNs are widely used for modelling boundary value problems due to their ability to work directly with a 
domain mesh. Because of this, GNNs can be trained on the same mesh as the SINN models. The best practice from literature [20] for 
training GNNs is to first use Multi Layer Perceptron (MLP) layers to point-wise encode the input data. Then to use message passing 
layers transport information to the domain interior. Messages are constructed with source node features and edge features which 
include node directions and lengths. The processed data is then decoded to the final result using point-wise MLP layers. In this paper, 
message passing was implemented with the ECCConv [35] layers implemented in the Spektral Python library [36], with residual 
connections. The ECCConv layers were chosen for their ability to efficiently integrate edge features in message passing using kernel 
networks. The number and width of the hidden layers was fine-tuned using sweep studies. The best results were achieved with a 
single encoding and decoding layer, 5 ECCConv message passing layers and 64 hidden layers. The kernel networks of the ECCConv
layers had two layers with a width of 64.
Fourier neural operators. FNOs are typically used when both the input and output fields are defined over the same spatial domain. 
An FNO layer lifts the input to a latent space, mixes the lowest Fourier modes with learned complex weights in the spectral domain, 
applies a pointwise linear map in physical space, and wraps these operations in a residual nonlinearity, yielding global coupling 
with resolution independence [9]. To handle boundary-to-interior prediction, the Lifting-Product FNO (LP-FNO) [21] constructs two 
1-D boundary embeddings with separate FNO blocks and lifts them into the interior via a channel-wise outer product. Writing 𝑔 for 
the boundary trace, with pointwise lifts 𝑄𝑖, FNO blocks 𝐹𝜃𝑖  repeated 𝓁 times, and a projection 𝑃 , LP-FNO computes 

𝑣𝑖 =
(

𝐹𝜃𝑖

)𝓁(𝑄𝑖𝑔
)

, 𝑖 ∈ {1, 2}, 𝑤 = 𝑣1 ⊗ 𝑣2, 𝑢 = 𝑃 𝑤, (B.1)

where ⊗ is a per-channel outer product that maps 1𝐷×1𝐷 features to a 2𝐷 field. We extend LP-FNO to accept boundary data on all 
four sides of the domain. Top, bottom, left and right traces are each encoded by a 1-D spectral encoder, producing side features that 
are lifted into the interior (in the same way as LP-FNOs) to form feature maps 𝑤𝑇 , 𝑤𝐵 , 𝑤𝐿, 𝑤𝑅. These lifted fields are concatenated 
together with normalised (𝑥, 𝑦) coordinates, passed through a 2-D FNO layer for global low-mode mixing and finally decoded using a 
single MLP layer. This multi-side generalisation preserves the operator’s resolution independence while enabling interactions among 
all boundaries. The model was trained on the same 16 × 16 grid as the U-Net model. The hyper parameters of the model where 
finetuned and the best results were achieved with 16 hidden layers and truncation in spectral domain to 4 modes in 1𝐷 and 4 × 4 
modes in 2𝐷.

Appendix C. Updated SINN architecture for test case 3

This appendix describes the updated implementation of the SINN architecture used in Test case 3 (Section 5.3). The elliptic-system 
core of Section 3 is retained; the changes target the encoders, the boundary-condition treatment, and the training objective. Table 
C.3 summarises the differences relative to the architecture used in Test cases 1 and 2.
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Table C.3
Summary of differences between the SINN architecture of Section 3–4 (used in Test 
cases 1 and 2) and the updated implementation used in Test case 3.
 Test cases 1 and 2 Test case 3  
 Encoders Interpolation + MLP PointNet++  
 Boundary condition Dirichlet Robin (learnable 𝜶)  
 Source term None (𝑓 ≡ 0) Learnable, from source encoder  
 Patch shape/size Hexagonal, 𝑛𝑖 = 1 𝐾-means + 1-hop halo, 𝑛̄𝑖 ≈ 10  
 Training objective 𝛹𝑢 + 𝛼𝛹𝓁 𝛹𝑢 + 𝛼𝛹𝓁 (same as Test cases 1 and 2) 

C.1. Generalised elliptic system

The latent variable 𝓵 ∶ 𝛺 → R𝑟 satisfies 
𝑑
∑

𝑖,𝑗=1
𝐴𝑖𝑗

𝜕2𝓵
𝜕𝑥𝑖𝜕𝑥𝑗

= 𝑓 in 𝛺, 𝜶 ⊙ 𝓵 + (1 − 𝜶)⊙ 𝜕𝓵
𝜕𝒏

= 𝒈 on 𝜕𝛺, (C.1)

where 𝑓 ∶ 𝛺 → R𝑟 is a learnable source field, 𝜶 ∶ 𝜕𝛺 → [0, 1]𝑟 is the Robin mixing, 𝒈 ∶ 𝜕𝛺 → R𝑟 is the Robin offset, and ⊙
denotes the component-wise (Hadamard) product. The diffusion block  = (𝐴𝑖𝑗 ) is parameterised as  = 𝑃⊤

𝑃 with learnable 
𝑃 ∈ R𝑟𝑑×𝑟𝑑 to ensure positive-definiteness. Well-posedness follows from the same ellipticity arguments as in Section 3, provided 
the Robin mixing 𝜶 is non-zero on a non-trivial subset of the boundary so that some Dirichlet information is retained.

C.2. PointNet++ encoders

The interpolation-plus-MLP encoders of Appendix  A are replaced by PointNet++ backbones [24], which act directly on point 
clouds via ball-query neighbourhood pooling. Three encoders are used:

• Boundary encoder 𝜖𝜕 : takes as input a boundary point cloud carrying static features (coordinates, normals, wall/clip tags, AoA, 
Mach) together with the 30-step boundary history, and outputs (𝜶, 𝒈) at the boundary nodes of the latent mesh.

• Source encoder 𝜖𝑓 : takes as input a domain point cloud carrying (𝑐𝑥, 𝑐𝑦, sdf ,AoA,Mach) and outputs the source field 𝑓 at all 
latent-mesh nodes.

• Interior encoder 𝜖: as in Section 4, this is used during training only. It takes as input the domain point cloud with the ground-
truth flow field as an additional channel together with the corresponding 30-step interior history, and outputs the encoded 
latent field 𝓵enc = 𝜖(𝒖) at the interior nodes of the latent mesh.

Each PointNet++ branch uses a ball-query radius of 2.0𝑐 with 64–128 neighbours per query, a local MLP of widths [256, 256, 256] 
and an output MLP of widths [256, 256] projecting to 𝑟 = 8 channels. A two-layer MLP with hidden width 256 and GELU activation 
processes the 30-step history per point before the PointNet++ branches in the boundary and interior encoders.

C.3. Patch generation and training loss

The latent FE mesh (606 nodes for Test case 3) is partitioned into training patches by 𝐾-means clustering of the node coordinates, 
augmented with a 1-hop halo, replacing the hexagonal patches of Section 4. Patches have variable shape and contain on average 
approximately 10 interior nodes. Patch boundaries are split into physical edges (shared with 𝜕𝛺), which inherit the encoder-predicted 
Robin BC (𝜶, 𝒈), and cut edges (interior to 𝛺), which receive a Dirichlet BC 𝓵 = 𝓵enc = 𝜖(𝒖) from the interior encoder. The latter 
is identical to the second branch of the training-patch construction in Section 4 (Eq.  (5)); in our implementation it is realised by 
setting the Robin mixing on cut edges to a value close to one, with the offset taken from the interior encoder.

The training objective is the same as in Eq.  (9): the total loss 𝛹 = 𝛹𝑢 + 𝛼𝛹𝓁 combines the physical reconstruction loss 𝛹𝑢 with 
the latent reconstruction loss 𝛹𝓁 , which compares 𝓵pred to 𝓵enc = 𝜖(𝒖) on the patch interior. At inference the interior encoder is not 
used; the elliptic system is solved on the global latent mesh using the Robin BC predicted by the boundary encoder and the source 
field predicted by the source encoder.

C.4. Optimisation

Training uses Adam for 50 000 steps with learning rate 3 × 10−5, an additive regulariser of 10−6 on the global stiffness matrix, 
and an initialisation gain of 0.1 on 𝑃. The full hyperparameter configuration is provided alongside the code in the data availability 
statement.

C.5. Summary of differences from the test cases 1 and 2 architecture

See Table  C.3.
22 



J. Horsky and A. Wynn Computer Methods in Applied Mechanics and Engineering 461 (2026) 119226 
Data availability

The majority of the data and code that support the findings of this study are openly available at https://github.com/jh6220/
SINNs.git. Any additional data not included in the GitHub repository that support the findings of this study are available on request.
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