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Abstract

Counting processes are an important class of stochastic processes with numerous interdisci-

plinary applications, including to evolving biological systems. Counting processes can be the

basis for forward generative models, which can help develop a mechanistic understanding of a

phenomenon, or for inferential methods.

In this thesis we develop a bottom-up microscopic model of a phenomenon in mitochondrial

biology and ageing. Mitochondria are organelles that possess their own DNA, involved in

crucial physiological functions. A typical eukaryotic cell hosts a population of mitochondrial

DNA molecules, where mutations can expand and cause dysfunctions. With age, skeletal muscle

suffers a reduction in strength and functionality; in mammals, this has been connected to the

clonal expansion of mitochondrial deletion mutations. The mechanism driving this phenomenon

remains poorly understood despite intense research.

We develop a stochastic population dynamics model corresponding to a novel evolutionary

mechanism, termed stochastic survival of the densest, and we show that it can account for

the expansion of mitochondrial mutations in skeletal muscle through a literature-parameterised

model. We predict that a species can invade a system in a wave-like fashion, without having

an explicit replicative advantage and even if preferentially eliminated. We establish that this

mechanism is driven by the combined effect of stochasticity, differences in carrying capacity (or

density) and spatial structure.

Part of the work for this thesis coincided with the COVID-19 pandemic. We look at another

application of counting processes, modelling data collected within the SIREN study, part of the

national response to the pandemic. We estimate parameters of counting processes modelling

SARS-CoV-2 infection events, that correspond to the reduction in rate of infection associated

with COVID-19 vaccination (vaccine effectiveness), with a previous infection, or both (hybrid

protection). We highlight short-term vaccine effectiveness that subsequently wanes, and confirm

the immune escape of the Omicron variant.
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Chapter 1

Introduction

1.1 Mitochondria in health and disease

1.1.1 The powerhouse of the cell, with handbook

Mitochondria are cytoplasmic organelles present in most eukaryotic cells. Their main – but

not sole – function is to synthesise the molecule adenosine triphosphate (ATP)1. Most of the

ATP produced by cells is synthesised in mitochondria, in particular in the electron transport

chain which can be thought of as the last stage of cellular respiration. ATP can be considered

the energy currency of the cell, being used to drive fundamental physiological processes that

require energy. Through their production of ATP, mitochondria provide approximately 90%

of the energy to eukaryotic organisms, including ourselves. For this reason, mitochondria are

often referred to as the powerhouse of the cell, and can be thought of as factories that produce

batteries (the ATP) powering cellular functions. Moreover, they are involved in several other

important processes, such as calcium-signaling2, apoptosis3 and others, which makes them

central also to the physiology of non-aerobic cells.

Importantly, mitochondria have their own DNA – the mitochondrial DNA (mtDNA) – of ap-

proximately 17 kilo-bases. The mtDNA consists of 13 protein-coding genes, 2 ribosomal RNAs

and 22 tRNAs required for the translations of these proteins4. This is accounted for by the

1



2 Chapter 1. Introduction

endosymbiotic theory5,6 of the origin of eukaryotic cells, which holds that mitochondria were

free-living proteobacteria engulfed by another cell circa 2 billion years ago. It is speculated that

the bacteriumprovided energy to the cell, making it more successful at surviving and replicat-

ing, and the cell provided protection from the environment. Each mitochondrion contains 2−10

copies of mtDNA, and each eukaryotic cell (with some exceptions, like red blood cells) contains

up to hundreds of mitochondria. Therefore, a eukaryotic cell can contain ≃ 102−103 molecules

of mtDNA, distinct from the nuclear DNA of the cell. MtDNA is packed into nucleoids, struc-

tures held together by DNA-binding proteins, each containing 1-2 mtDNA molecules.

DNA can acquire mutations, and the rate of mutation during mtDNA replication is 100 times

larger than that of nuclear DNA7. Replication of mtDNA is important in the cell cycle, as

mtDNA copy number – the number of mtDNA molecules in a cell – approximately doubles

before cell division. However, mtDNA replication also happens in post-mitotic cells (such as

neurons and skeletal muscle). Mutations in mtDNA are acquired not only upon replication

error, but also because of damage inflicted by reactive oxygen species (ROS)8,9, chemical com-

pounds generated upon leakage of electrons from the electron transport chain, that can also

damage the mitochondrial membrane. Moreover, mitochondrial mutations can be inherited

and hence be present from birth. In most species, including humans, mitochondria from the

male gamete are degraded after conception, so that the embryo derives the entire mitochondrial

genome from the oocyte. This is referred to as maternal inheritance of mtDNA. Mitophagy is

the mechanism whereby cells remove malfunctioning (damaged or mutation-laden) mitochon-

dria. A final important aspect is that mitochondria form a highly dynamic network in the cell,

undergoing frequent fission and fusion. Research on the function of mitochondrial networks is

ongoing10,11.

1.1.2 Mitochondrial DNA mutations and pathology

Mutations in mtDNA can affect the functioning of mitochondria, and in turn of the cell. Given

the large number of mtDNA molecules in a typical cell, when a mutation occurs, the mtDNA

that carries it will coexist with the remaining wildtype molecules. Heteroplasmy is the presence
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of more than one species of mtDNA in a single tissue, cell or mitochondrion, in contrast to ho-

moplasmy where all copies of mtDNA are identical (wildtype or mutated). A large number of

wildtype mtDNA can keep the cell working normally if the number of mutants is small. A gen-

eral feature of mitochondrial physiology is the threshold effect : when the proportion of mutant

mtDNA exceeds a critical value, cellular function and health is impaired12–18. The threshold

is specific to mutations and health conditions, but typical values are 60-90%. Moreover, co-

existing mutations have been associated with adverse health effects and genetic instability in a

mouse model, even if not pathological at homoplasmy19. Clearly, how the mutant load changes

over time (in a cell or tissue) and the mechanism behind these variations are questions of great

clinical relevance.

Given the key tasks fulfilled by mitochondria, it is not surprising that their malfunction can

have serious consequences for cellular and organismal health. Mitochondrial diseases are ge-

netic conditions stemming from inherited or de novo mutations in mtDNA or nuclear DNA

which disrupt the functions of mitochondrially-encoded proteins. Some of the most studied mi-

tochondrial diseases are Leber’s Hereditary Optic Neuropathy, Leigh’s Syndrome and Pearson

Syndrome. It is estimated that mitochondrial diseases affect roughly 1 in 4300 adult humans

in the world20. No cure is available, diagnosis is often made difficult by inter-individual phe-

notypical variability and the aetiopathogenesis is often debated21. It is estimated that in the

UK there are around 150 births per year from women who might pass mitochondrial diseases

to their offspring20. In late 2016, the UK Human Fertilisation and Embryology Authority li-

censed a mitochondrial replacement therapy, also called “mitochondrial transplant”22. In this

procedure, the nucleus of woman’s mtDNA-mutation-heavy oocyte is inserted into a donor’s

enucleated oocyte containing healthier mitochondria. This attracted considerable media atten-

tion, with some commentators speaking of “three-parent babies”. This procedure is ethically

controversial23–26 and long-term risks have not been ruled out27–29. Its approval speaks to the

gravity of these health conditions, that can lead to the early death of the newborns30.

Mitochondria have also been linked to diseases such as Parkinson’s disease31, cancer32, dia-

betes33 and Alzheimer’s disease34. Moreover, these organelles have been widely implicated in

ageing35–37. As the proportion of elderly and people affected by these conditions is increas-



4 Chapter 1. Introduction

ing in our modern societies, understanding the mechanism underlying their development is of

paramount importance to inform interventions aimed at increasing healthy lifespan38.

1.1.3 Expansion of mtDNA mutations in skeletal muscle

With age, our skeletal muscles accumulate damage, leading to a reduction in muscle mass and

strength through atrophy and breakage of the fibres, termed sarcopenia39, that has a knock-

on effect on the health of elderly people, contributing to mounting pressures on healthcare

systems. Sarcopenia has been linked, in human and other mammals, to the clonal expansion of

mtDNA deletions in skeletal muscle fibres 17,40–43. Skeletal muscle fibres are long, multinucleated

single cells containing up to thousands of nuclei distributed along their length. Each nucleus

is surrounded by densely packed mitochondria. These fibres are postmitotic cells, no longer

replicating, therefore the replication of mitochondria is independent of the cell cycle. Given

the high energy demand due to muscular function, the number of mitochondria is higher than

most other cell types and has been estimated at approximately 3500 per nucleus in healthy

human skeletal muscle fibres44. Deletion mutations are mtDNA molecules that lack a part

of the DNA, typically thousands of bases. The expansion is clonal : damaged zones of the

muscles are taken over by a single deletion, as consistently reported in single-cell studies in

rats17,45, rhesus monkeys46,47 and humans48. The accumulation of mutants has distinctive

spatial features16, with regions completely taken over by mutants flanked by transition zones

to low or zero mutant loads. The fact that different affected fibres generally have different

deletions suggests that founder mutations occur during the lifetime of an individual and then

expand clonally48, also moving along the fibre49,50.

Other types of genetic variants are point mutations, where a single nucleotide base is changed.

The expansion of point mutations is more common in mitotic tissue, and models based on

random genetic drift seem to account satisfactorily for their expansion51. On the contrary,

mtDNA deletions seem to expand preferentially in post-mitotic tissues, not only skeletal muscle

fibres but also neurons from the substantia nigra, hippocampus, striatum and spinal cord51.

Deletions tend to be more harmful to mitochondrial functions, given the large scale of the
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alteration to the mtDNA. The mechanism behind the expansion of deletions remains poorly

understood, which makes it difficult to propose therapies to delay it or prevent it.

One of the main contributions of this thesis is introducing a model and mechanism that account

for experimental observations and important aspects of the clonal expansion of deletions. We

will discuss existing mathematical models and introduce ours in the next section.

1.2 Mathematical modelling in mitochondrial biology

1.2.1 Stochastic processes in science and biology

It is hard to find a scientific discipline where probability and stochasticity are not relevant. One

of the most successful and long-standing theories of Physics is thermodynamics. Statistical

Mechanics can be seen as the mathematical formulation of thermodynamics52, and is based

on probabilistic and stochastic modelling. Reinforcement Learning, based on stochastic control

theory, is considered by some a potential path to artificial general intelligence53. In the financial

industry, stochastic models, for example of asset and option prices, have become widespread54.

Some of the most immediately policy-relevant mathematical research has concerned the spread

and impact of COVID-19 under different levels of restrictions. In March 2020 predictions based

on a stochastic model55 played a significant role in the UK government’s decision to impose

the first nation-wide lockdown.

The above list is far from being exhaustive, and one could wonder what is behind this wide

applicability of – and need for – stochastic modelling. Informally, a stochastic process can be

thought of as a collection of random variables, each associated with an element of a (discrete or

continuous) set56. Many systems occurring in nature and society are subject to a myriad of in-

fluences and interactions, that can be unknown or hard to quantify. The unknown or uncertain

elements of a system can be formalised mathematically via random variables, allowing modellers

to account for the uncertainty. Biological systems burst with complexity, processes and inter-

actions that are hard to observe and quantify, and events that cannot be perfectly predicted57.
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For instance, eukaryotic cells are highly dynamic and incredibly crowded environments, where

a plethora of random processes occur, such as gene expression58, diffusion of chemicals59 and

DNA mutations60. In ecology, assuming that the number of offspring and times of reproduction

of each individual of a population are fixed and deterministic would be unrealistic61. This is

an example of intrinsic or demographic noise, i.e. uncertainty about events in the phenomenon

under study62,63. The interactions among species or between individuals and the ecosystems64,

or the amount of food available,65 are unlikely to be precisely measurable by a single value of a

parameter. The latter is an example of extrinsic noise or environmental stochasticity, namely

uncertainty about interactions in the system or the environment66. In a population of billions

of cancer cells67,68, or of thousands of mitochondria, there will be intrinsically stochastic sources

of heterogeneity69.

The mitochondrial threshold effect mentioned in the previous section is an interesting example

of the importance of a stochastic approach. Say that a population of cells (e.g. a tissue) has

a Gaussian across-cell distribution of the proportion of mtDNA mutants. The average value of

this distribution could stay constant in time and be below the threshold value for pathology.

However, the variance of the distribution might increase over time, so that an increasing number

of cells has a mutant proportion above the threshold. Therefore, having the time evolution of

a distribution has been crucial in obtaining a mathematical characterisation of the threshold

effect70.

Realistic models of biological systems, therefore, depend on appropriately accounting for the

multiple sources of uncertainty, noise and heterogeneity that occur at different levels in the

system. However, stochastic modelling is not only a toolbox to account for uncertainty and

“propagate” it to predictions, that are typically time-varying distributions (i.e. indexed by

time) of the value of a quantity. Genetic drift, the change in allele frequency over time due

to chance that can have dramatic effect on a population, has been central to mathematical

evolutionary theory since its inception71,72. Stochastic models, moreover, can also exhibit

behaviours that are qualitatively new and surprising – in that they are not observed in a

deterministic setting – but have explanatory power. Some examples are noise-induced pattern

formation73 and cycling of species74.
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Another puzzling effect of this kind is stochastic selection reversal75: in the competition for

resources in a system, a species that deterministically would go extinct can, instead, prevail in

the presence of stochasticity. This effect has been linked to one of the most debated questions

in evolutionary biology, the evolution and spread of altruistic traits75–78. Organisms that bring

a benefit to others in the system, for example via public good production75 or by a more

economical use of common resources76, may pay a cost for it, that can be encoded in a higher

degradation rate. This corresponds to a definition of biological altruism79,80. In a deterministic

setting, the cost of altruism leads to extinction; stochasticity can offset this cost and drive the

proliferation and expansion of altruistic species. We will see that this counterintuitive stochastic

effect, initially identified in nuce in the mitochondrial literature81–83, has deep connections with

our account of the expansion of mitochondrial deletions.

1.2.2 Existing accounts of the clonal expansion of deletions in skele-

tal muscles

The temporal dynamics of the mitochondrial population in a cell can be modelled as a stochastic

process, with stochastic replication and degradation of mtDNA molecules and random occur-

rence of mutations. If one does not model the occurrence of de novo mutation, a birth-death

process84 applies: each molecule can replicate or be degraded with a given rate, that can be

constant or a function of time and/or population size. Models built upon this basic framework

have been used to study the temporal dynamics of the population of mtDNA during develop-

ment85,86, in ageing81,83,87 and in the study of the dynamics of the mitochondrial network88–91.

As we mentioned, the expansion of deleted mtDNA in skeletal muscle fibre is a phenomenon

that has baffled scientists for decades, despite extensive research. Numerous mechanistic ex-

planations have been proposed, some backed by mathematical modelling. All have attractive

features but none has been widely accepted as a mechanism that can satisfactorily account for

observations.

Survival of the slowest : mitochondrial mutants, less efficient at cellular respiration, generate
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less of the membrane-damaging ROS and therefore might have a lower degradation rate. They

would therefore have a higher net growth rate92. However, evidence shows that dysfunctional

mitochondria are often preferentially degraded93, rather than conserved. Moreover, this mech-

anism works only if mitochondria are separate entities, each with its own membrane, but they

form a network undergoing fusion and fission94.

Survival of the tiny : Deletion mutants have a smaller genome size, which can result in a

shorter replication time leading to higher replication and net growth rates95,96. The process of

replication of a strand of mtDNA with a deletion can be up to 4.6 times faster than that of wild

type. This seems to have an appreciable effect in fast-proliferating cells97 and those recovering

their mtDNA content after a heavy depletion98. However, the time required for replication

of an mtDNA molecule (1-2 h) is only a tiny fraction (< 1%) of the typical time between

replications (1-3 weeks) in post-mitotic cells. This makes a size-based replication advantage less

important99. Simulations show that a size-based advantage can account for the accumulation

of deletions in skeletal muscle only for very long-lived species, and not for mice and rats, where

comparable mutant loads accumulate in a short life-span100. Moreover, this mechanism would

predict a correlation between the size of the deletion and the speed of mutant accumulation,

but there is evidence101 that small and large mtDNA deletions accumulate similarly.

Survival of the sick : defective mitochondria produce more ROS. It was proposed that ROS

signal a deficiency of respiratory chain complexes back to the local mtDNA, which replicates

in response, activating mitochondrial biogenesis102. In this way, mitochondrial mutants that

produce more ROS would be selectively amplified. The main problem with this hypothesis is

that it does not explain the predominance of deletions over point mutations (substitution in a

single DNA basis)103. Moreover, it predicts a central involvement of ROS in the ageing process,

which has been questioned recently104.

According to the vicious cycle hypothesis, mitochondrial mutants expand because, being de-

fective, they generate more ROS which. in turn, cause more mutations105. This account is

not considered satisfactory because it implies that one should see many different mtDNA mu-

tants in a single fibre, quite the contrary of what has been consistently observed in single-cell
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studies16,17,103.

More recently, it has been proposed that deleted mtDNA has a higher replication rate because

most deletions remove genes that are responsible for down-regulating replication100,103. The

authors also suggest a subset of genes potentially involved in this feedback. Through simulations

it has been shown that this mechanism can reproduce the observed mutant loads for a diverse

lifespans. However, further examination of mtDNA deletion databases demonstrated that no

one gene is always deleted and indeed deletions occur that do not remove any of the suggested

genes51,106. Moreover, this model is applied to a well-mixed population of mtDNA, without

taking into account the spatial structure of muscle fibres. Finally, important parameters such

as the magnitude of the replicative advantage and the de novo mutation rate are tuned to have

simulations reproduce experimental observations, and not derived by independent data.

The above accounts all assume a mechanism whereby mtDNA deletions have a higher growth

rate or are amplified in some way. However, no definitive explanation of this assumption is avail-

able and the evidence in post-mitotic tissue, such as skeletal muscle, is mixed101. Furthermore,

there is evidence that mtDNA deletions are preferentially eliminated88,93,107–111, which makes

the phenomenon more puzzling. An influential set of studies using stochastic modelling81–83

argue that the clonal expansion instead takes place by random drift alone: by random fluctua-

tions a macroscopic percentage of cells exceed the threshold of mutation level associated with

pathology. Elson et al. have simulated83 a mathematical model for a lifespan of 120 years and

for biologically plausible parameters, obtaining good agreement with experimental data in aged

tissues. The challenge with this account is twofold. First, these models do not reproduce the

clonal expansion of a single mtDNA variant with a mutation, but an accumulation of distinct

mutants through random drift and continuous addition of de novo mutations. Second, accord-

ing to a more recent simulation study112, in order to reproduce the mutant loads in short-lived

animals such as rodents, very high de novo mutation rates are required. These high rates

predict a myriad of different mtDNA mutants, which are not observed in experiments. Finally,

the spatial features of the phenomenon are not considered. In this thesis we will look more in

detail at this important series of studies.
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A major contribution of our work is developing and testing a novel stochastic model of the

expansion of mtDNA deletions in skeletal muscle fibres, without assuming a replicative advan-

tage for mutants and without tuning free parameters. We will use a continuous-time stochastic

process, specifically a Poisson point process, simulated via the Gillespie algorithm. Our model

takes into account the distinctive spatial characteristics of these cells and recapitulates numer-

ous experimentally observed features of the phenomenon. We will see that our model exhibits

stochastic selection reversal and can be interpreted as a model of the spread of altruistic traits.

1.3 Stochastic processes and immunity from COVID-19

infection

1.3.1 The SIREN study and the importance of real-world data

With the outbreak of the COVID-19 pandemic, my research took another direction, keeping

the underlying theme of the application of stochastic modelling to biomedical research. The

opportunity arose to work on urgent and crucial questions that contributed to inform national

public health policies, at the same time exploring novel scientific areas and acquiring comple-

mentary skills. Since July 2021, I have been responsible for the statistical modelling of data

collected within an ongoing nation-wide study called SIREN (Sarscov2 Immunity REinfection

EvaluatioN), part of the national response to the COVID-19 pandemic. The primary aim of

the study, which started in June 2020, was to estimate the degree of immunity to a COVID-19

reinfection associated with a previous infection. When vaccines were introduced in Decem-

ber 2020, the scope of the SIREN study was extended to assessing protection associated with

vaccination.

SIREN is a prospective cohort study. Prospective means that participants start being followed

by researchers before the occurrence of the outcome of interest (in this case COVID-19 infec-

tion). This minimises the chance of selection bias, which can lead to a sample that is not

representative of the population. Moreover, the follow-up events are at regular intervals, which
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reduces the impact of recall error. The participants of the study are staff who work in hospitals

from all over the UK; this includes not only clinical staff but also workers who do not have

close contact with patients, such as cleaners, receptionists and office-based staff.

Importantly, SIREN gathers real-world observational data, collected while the study partici-

pants conduct their lives. Although vaccines are approved after clinical trials show safety and

evidence of protection, real-world evidence after deployment remains crucial. Initial trials are

usually funded by the vaccine manufacturers113–116, hence independent studies and analysis are

needed. Trials are conducted under strict research conditions, and differences from real world

studies in the estimates of protection have been observed for COVID-19 vaccines. For instance,

real-world data from Brazil led to an estimate of 36.8% for the protection against COVID-19

symptoms associated with a full course of the CoronaVac vaccine117, while the estimate from

a phase 3 trial in Turkey was 83.5%118.

It is important to understand how, and to what extent, COVID-19 vaccines can help manage

the pandemic, and this cannot be achieved in the controlled setting of a clinical trial, especially

if under lockdown. Larger samples are needed to assess the effectiveness of the vaccine against

different severity of illness, especially for a disease like COVID-19 that rarely leads to very

severe outcomes in the healthy population. It is also necessary to assess the effect of vaccines

in populations typically underrepresented in clinical trials, such as ethnic minorities, and those

living with underlying health conditions. Long-term monitoring of vaccine safety is also needed,

again with an emphasis on comorbidities. Finally, estimating mid- and long-term protection

to identify possible waning is vital to inform adjustments to the vaccination programmes and

further policies to tackle an evolving pandemic.

1.3.2 Survival analysis, practical tools with a rich theoretical basis

The statistical modelling of the SIREN data was carried out using techniques of survival anal-

ysis, one of the oldest branches of Statistics that dates back to the beginning of the actuarial

and demographic sciences in the 17th century. Survival analysis is a set of statistical techniques

used when the outcome variable is the time until an event of interest, often called survival time.
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Examples of events of interest are death of a clinical trial participant, failure of a machine, oc-

currence or recurrence of a health condition. Survival analysis is used in numerous disciplines.

In engineering, survival analysis is called reliability theory or analysis, and an application could

be analysing the time until a component of a mechanical system breaks down. In sociology,

where the topic is also called event history analysis, one could analyse the age people get mar-

ried in a given society. In economics, one could investigate the time it takes new graduates to

find their first full-time job in a specific job market. A criminologist might use survival analy-

sis for research on recidivism, and insurance companies use it to price their policies. Survival

analysis is also heavily used in ageing biology, where interventions and therapies are studied in

terms of their effect on lifespan119.

This non-exhaustive list of applications speaks to the importance of survival analysis in scientific

research and society at large, an importance that has grown since its early developments. The

name “survival analysis” originates from early applications to the analysis of mortality rates;

an alternative and more general name is time-to-event analysis. In a clinical setting, typical

questions amenable to time-to-event analysis are: “what is the proportion of a population of

patients which will survive 5 years after diagnosis ?”, “what is the rate of death of patients?”,

“how do particular circumstances (treatment) or characteristics (age of patient) affect the

probability of survival?”.

A popular class of survival analysis models is proportional hazards models, which can be seen

as generalised linear models of the rate at which the event of interest occurs. We will fit

proportional hazards models with the event of interest being SARS-CoV-2 infection and with

covariates encoding whether a person has been vaccinated, previously infected and how long ago.

This will essentially tell us if, and by how much, being vaccinated or infected affects the rate of

future infections. My work with these statistical techniques was facilitated by the experience

with stochastic modelling gained in the first part of my PhD. Indeed, survival analysis has deep

connections with stochastic modelling and, specifically, counting processes120–122, such as the

Poisson process, that will form the basis of the simulations in Chapters 2 and 3. In Chapter

4 we will give an overview of survival analysis, hinting at these connections with conceptual

arguments in Section 4.3. We will see that the coefficients of proportional hazards models
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are identifiable as parameters of a counting process that models infection events, and give a

concrete example with simulated data.

1.4 Thesis outline

In this thesis, we first develop a forward stochastic model based on the Poisson point process

and show that it can account for the expansion of deletions in skeletal muscle fibres. We then

apply statistical methods from survival analysis, rooted in the theory of counting processes, to

estimate the degree of protection from SARS-CoV-2 infection associated with previous infection

or vaccination.

In Chapter 2 we formulate a spatially structured stochastic model that can be schematised as

two species competing for resources in a chain of demes, with hopping of individuals between

neighbouring demes. This model exhibits an intriguing effect that we call stochastic survival of

the densest and we introduce as a novel selection mechanism, dependent on the combined effect

of stochasticity, spatial structure and differences in carrying capacities – density – between the

two species. We see how these elements give rise to a travelling wave of the denser species

invading the system, without the need of a higher net growth rate and even in the presence

of a lower growth rate. We provide a phenomenological formula detailing how the speed of

this wave scales with the parameters of the models, noting analogies and differences with the

Fisher-Kolmogorov wave speed.

In Chapter 3 we argue that stochastic survival of the densest can account for the clonal

expansion of mitochondrial deletion mutants in skeletal muscle fibres with age. We see how a

model based on stochastic survival of the densest can quantitatively account for experimental

observations, using parameter values estimated from independent experimental data.

In Chapter 4 we discuss the statistical modelling of data collected in the SIREN study, part

of the UK national response to the COVID-19 pandemic. We first give an overview of survival

analysis, with an emphasis on the proportional hazards models, and more detail on the SIREN

study. We then apply a flexible proportional hazards model (Cox model) to estimate immunity



14 Chapter 1. Introduction

from SARS-CoV-2 (Delta and Omicron variant) associated with vaccination, previous infection,

and both. We discuss biases that can affect studies that use survival data in general and vaccine

effectiveness studies in particular, arguing that they are unlikely to affect our analyses based

on the design of the SIREN study and on the results of sensitivity analyses. Finally, we explore

some of the connections between survival analysis and counting processes through conceptual

arguments and applying inference to data simulated from a Poisson point process.

The material in Chapters 2 and 3 is published in Proceedings of the National Academy of Sci-

ences of the United States of America 123. I was single first author, performed most of the

research (computational, analytical and data analysis) and wrote and edited the manuscript.

Additional work was performed by Hanne Hoitzing, who first observed stochastic survival of

the densest and revisited estimates of mitochondrial mutant loads, and Juvid Aryaman, who

pointed me to the right analytical techniques and gave feedback on drafts and on the visu-

alisation of results. Additionally, I co-supervised two MSc-level projects based on this work

(Cecilia Fruet and Jasmin Daley); the main results of one project will be briefly discussed in

the Conclusions (Chapter 5).

As for Chapter 4, most of the material in Section 4.4 is published in The New England Journal

of Medicine 124. I was joint first author of this paper. I performed data cleaning and pre-

processing, developed the statistical models and interpreted results, wrote the methods and

result sections and edited the whole manuscript. This work was a large collective effort, with

two more joint first authors and numerous other authors who reviewed, collected and managed

data, among many other tasks crucial to running a nation-wide epidemiological study such as

SIREN. The material in Section 4.5 is part of a manuscript that is in preparation, where I

will also be joint first author and my contribution has been analogous. Within SIREN I have

authored another paper125, that will be touched upon in the Conclusions. The plots and tables

in Chapter 4 and the supplementary tables in Appendix C are joint work with the other two

first authors of Ref. [124] (Sarah Foulkes and Victoria Hall): we discussed at length how to

best present the results in each case.

During the course of my PhD, I have also authored three papers that apply stochastic modelling
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to questions in Statistical Mechanics126–128 and one paper that applies physics-inspired neural

network architectures to magnetic resonance imaging data129. These are not discussed here.

Publications and contributions

Stochastic survival of the densest and mitochondrial DNA clonal expansion in age-

ing Proceedings of the National Academy of Sciences of the United States of America, 119(49),

e2122073119 (2022).

https://www.pnas.org/doi/10.1073/pnas.2122073119

Ferdinando Insalata, Hanne Hoitzing, Juvid Aryaman, Nick S. Jones

Contributions: Coded the model and performed large-scale simulations, observed and charac-

terised the noise-induced waves, performed the analytical calculations and statistical analyses,

obtained new estimates of the de novo mutation rate, interpreted findings, visualised results,

wrote and edited the paper and supplement, answered reviewers’ comments over three rounds.

Appearance in thesis: Chapters 2 and 3

Protection against SARS-CoV-2 after Covid-19 Vaccination and Previous Infection

New England Journal of Medicine, 386(13), 1207-1220 (2022).

https://doi.org/10.1056/NEJMoa2118691

Victoria Hall*, Sarah Foulkes*, Ferdinando Insalata*, ..., Andre Charlett and Susan Hopkins,

for the SIREN Study Group

Contributions: Shared first author, denoted by * symbol. Cleaned and pre-processed data,

developed and coded statistical models, performed sensitivity analyses, interpreted the results,

wrote statistical and results sections of the manuscript, edited all the manuscript, answered

reviewers’ comments with a focus on the statistical methodology.

Appearance in thesis: Chapter 4.
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Effectiveness of BNT162b2 mRNA booster doses and hybrid-immunity in protect-

ing against SARS-CoV-2 infections during the Delta and Omicron variant waves;

the UK SIREN study September 2021 to February 2022 In preparation

Victoria Hall*, Sarah Foulkes*, Ferdinando Insalata*, ..., Andre Charlett and Susan Hop-

kins, for the SIREN Study Group

Contributions: Shared first author, as denoted by * symbol. Cleaned and pre-processed data,

developed and coded statistical models, performed sensitivity analyses, interpreted the results,

wrote the technical and results sections and edited whole paper.

Appearance in thesis: Chapter 4.



Chapter 2

Stochastic Survival of the Densest

Summary

In this chapter we first introduce the phenomenon of the expansion of mitochondrial dele-

tion mutations in skeletal muscle fibres. This phenomenon has puzzled scientists, including

bio-mathematicians, for more than 30 years, in that no convincing account of experimental

observations is available. This scientific challenge motivates us to introduce a class of mathe-

matical models that exhibit – we argue – a novel mechanism of evolution, whereby a species

can outcompete another thanks to the combined effect of spatial structure, stochasticity and a

higher carrying capacity (or density). This mechanism, that we call stochastic survival of the

densest, predicts that the denser species can take over the system through a wave-like expan-

sion, without an explicitly larger growth rate and even if subject to preferential elimination. We

contrast our research with the concurrent lines of work in evolutionary theory, before moving to

the next chapter where we apply the novel mechanism to the expansion of deletions in skeletal

muscle.

17
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2.1 Introduction

As we noticed in the Introduction, the mechanism behind the clonal expansion of mitochondrial

deletion mutants in skeletal muscle fibres remains unclear despite more than three decades of

research81–83,92,103,112,130–133. When in a system one species (here the mtDNA deletions) out-

competes another species (here the wildtype mtDNA), it is often concluded that the former

has a replicative advantage. This has been the approach followed by numerous authors in

trying to account for the expansion of mtDNA deletions, and we have reviewed influential

studies. However, there is no definitive explanation of why mtDNA mutants would have a

replicative advantage, and, furthermore, there is evidence that mtDNA deletions can be prefer-

entially eliminated88,93,107–111. Other studies have modelled the phenomenon without assigning

a replicative advantage to mutants81–83, arguing that random drift alone is sufficient to explain

the expansion. At the end of Section 1.2.2 we explained why these models can potentially work

only for very long-lived species112. We notice that, importantly, most previous attempts have

modelled muscle fibres as a single isolated and well-mixed (unstructured) population of mtDNA

molecules, without taking into account their distinctive structure as long multinucleated cells.

This scientific challenge led us to formulate and analyse the model we introduce in this chapter.

We develop a model where a species can outcompete another without having a replicative

advantage and, surprisingly, even if preferentially eliminated from the system. Our model

predicts that the species with higher carrying capacity can invade the system through a noise-

driven travelling wave. We provide a phenomenological formula for the speed of this wave. We

justify the counterintuitive predictions of our model with heuristic arguments, and, in simple

or limiting cases, analytical calculations. We argue that the mechanism we unveil may be the

driving force behind other counterintuitive phenomena, such as the evolution and spread of

altruistic traits79,80.

In its basic form, our model is a special case of the competitive Lotka-Volterra model134.

However, our main findings are robust to other modelling frameworks: for example they can

be reproduced using discrete non-overlapping generations as in the Moran or Wright-Fisher

models. Moreover, although we use a simple linear form of the replication rate, we verify that
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our core predictions are robust to other functional forms.

In the following we will introduce and analyse our mathematical model without direct references

to mitochondrial genetics. This underlines the simplicity and generality of the mechanism we

observe. In the next chapter, we apply our model the expansion of mitochondrial deletion

mutations in skeletal muscle fibres.

2.2 The building block: single-unit system

The fundamental building block of our model is a single deme (unit) hosting a well-mixed

population composed of individuals from two species, evolving under a birth-death process.

This constitutes the building block for spatially structured models explored in the next sections.

In 2.3, we will introduce a minimal spatial structure coupling together two units, and in 2.5 we

will look at a chain of units.

In our model, there are two species, generically denoted as wildtypes w and mutants m. The

symbols w and m denote their numbers, which in general are functions of time and space. They

may be individuals from two species, or molecules with and without a certain mutation. Every

molecule is degraded at a constant rate µ and replicates at rate λ(w,m) given by

λ(w,m) = max[0, µ+ c(Nss − w − δm)], (2.1)

i.e., the larger between 0 and µ+ c(Nss − w − δm), with parameters c,Nss, δ. The replication

rate is scaled by the distance of a count, w + δm, of the current population size from a target

effective population Nss. The parameter δ sets the relative density of mutants, whose carrying

capacity is 1/δ that of wildtypes (Nss/δ against Nss, see 2.2.2). For 0 < δ < 1, which will

always be the case in this work, mutants have a higher carrying capacity and can live at higher

copy numbers in the system. Therefore mutants are denser, as encoded by 0 < δ < 1. The

parameter c quantifies the strength of attraction to the steady state. The larger c, the more

strongly the system is penalised when away from steady state (w + δm ̸= Nss), i.e., when the
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terms in parentheses on the right-hand-side (RHS) in Eq. (2.1) is not equal to 0 and hence

λ ̸= µ. In other words, a larger value of c > 0 will cause a stronger push toward the steady

state.

Apart from transients that could arise for particular initialisations of the system, for all bio-

logically relevant values of the parameters µ + c(Nss − w − δm) is practically always positive.

Therefore, for simplicity we will mainly refer to the simpler form of the replication rate

λ(w,m) = µ+ c(Nss − w − δm). (2.2)

Because of the linear relationship between the per capita replication rate λ and the copy number

we name this replication rate linear feedback control. In the following we study deterministic

and stochastic versions of the model defined by the above rates.

2.2.1 Deterministic (ODE) treatment

In a deterministic setting, the above growth rate give rise to the following system of ODEs:

dw

dt
= cw(Nss − w − δm)

dm

dt
= cm(Nss − w − δm).

(2.3)

The analysis of this deterministic dynamical system is useful to understand the behaviour of

stochastic version of the model. We limit our analysis to w > 0,m > 0 given the meaning of the

variables as copy numbers. We start by noticing the existence of the trivial, unstable fixed point

(0, 0). We then notice a set of attractive fixed points which form the straight line of equation

w + δm = Nss in the (m,w) plane. We refer to this as the center manifold (CM) or steady

state (µ = λ) line. The CM includes the configurations in which there is only a single species,

namely the wildtype fixed point (Nss, 0) and the mutant fixed point (0, Nss/δ). The carrying

capacity of a species is the population size of this species at its fixed point, at which the species

exists in isolation. We see that in our model the carrying capacities are Nss for wildtypes and
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Nss/δ for mutants. Another way of obtaining the wildtype (mutant) carrying capacity is setting

λ(w,m) = µ – equivalent to the condition of fixed point – and m = 0 (w = 0).

When 0 < δ < 1 – which is always the case in this work – the mutant carrying capacity is larger

than that of the wildtype. Another interpretation of the condition 0 < δ < 1 is that mutants

are less tightly controlled or sensed by the system, as a change in the number of mutants entails

a smaller variation in λ(w,m) than an equal change in the number of wildtypes. Hence, in our

model mutants are the denser and less tightly controlled species. We define the heteroplasmy

h as the proportion of mutants:

h =
m

m+ w
. (2.4)

This quantity is conserved in the dynamical system of Eq. (2.3), i.e.

dh

dt
= 0, (2.5)

which can be verified by direct calculation. We use “heteroplasmy” as we will later deploy

this modelling framework for populations of mitochondrial DNA. The meaning of “propor-

tion of mutants” is common in studies that apply mathematical modelling to mitochondrial

biology88,135.

Eq. (2.5) is equivalent to the ratio m/w being constant, meaning that any line passing through

the origin is a constant-heteroplasmy line. Hence, a way to summarise the behaviour of the

system is:

• If the system is in steady state, i.e., if w + δm = Nss, the dynamics stop.

• If the system is not in steady state, it will move toward the CM along a line connecting

the initial condition to the origin.

The same behaviour can be recovered from the full solution of the system, which is
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w(t) = Nss
w0

(Nss − w0 − δmo)e−cNsst + w0 + δm0

m(t) = Nss
m0

(Nss − w0 − δmo)e−cNsst + w0 + δm0

,

(2.6)

where w0 = w(0) and m0 = m(0) are the initial conditions. From Eq. (2.6) it follows that

w(t) + δm(t) = Nss
w0 + δm0

(Nss − w0 − δmo)e−cNsst + w0 + δm0

. (2.7)

For t → ∞, as e−cNsst → 0, w(t) + δm(t) → Nss. This shows that the parameter c is connected

to how fast the state of the system moves to the CM, justifying the interpretation of c as control

strength.

In summary, in the deterministic single-unit model the system evolves toward the CM of equa-

tion w + δm = Nss with the condition dh
dt

= 0. We remark on the difference in carrying

capacity of the two species, being modulated by the parameter δ.

2.2.2 Carrying capacity of the whole system and replication rate

increase with heteroplasmy

The global carrying capacity K of the system is the value of the total population n = w +m

at steady state. K can be expressed as a function of h. Since m = hn and w = (1 − h)n the

steady state condition w + δm = Nss becomes

(1− h)n+ δhn = (1− h)K + δhK = Nss, (2.8)

where the first equality holds because we have defined K as the value of n at steady state. This

leads to

K ≡ K(h) =
Nss

1− (1− δ)h
. (2.9)
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Figure 2.1: In the single-unit system, the mean number of denser mutants increases stochasti-
cally even if they are preferentially degraded. (A) In the single-unit system the possible events
are birth and death of a wildtype (first two), birth and death of a mutant (third and fourth).
Deaths happen at constant rate µ, births at rate λ(w,m) (defined at the bottom). (B) The
single-unit system fluctuates around the center manifold (CM) or steady state line (red line),
and average proportion of mutant ⟨h⟩ stays constant. Example of a steady state line for
Nss = 500 and δ = 0.5. (C) In the stochastic single-unit system, mean mutant copy number
increases in the neutral model (red) and in presence of weak selective elimination of mutants
(green). This is a consequence of higher carrying capacity for mutants (δ < 1) and noise. In the
corresponding deterministic neutral model, mutant copy number remains constant (black). Pa-
rameter values can be found in Section A.2. Error bars are standard error of the mean (SEM),
averaged over 104 stochastic replicates. (D) In the single-unit system, heteroplasmy is constant
in the neutral deterministic system, as well as mean heteroplasmy in the neutral stochastic sys-
tem. Any selective elimination of mutants in the stochastic system causes a decrease in mean
heteroplasmy (red and blue lines), while mean number of mutants can still increase (green line
in panel B). Parameter values in Section A.2. Error bars are SEM, averaged over 104 stochastic
replicates.
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For δ < 1, K(h) is an increasing function of h: the higher the proportion of mutants, the larger

the population that the system can sustain. When h = 1, i.e., mutants are in isolation, the

mutant carrying capacity Nss

δ
is recovered. One way to interpret this is that mutants are using

the resources of the system in a more economical way. The economical use of a limited resource

is considered one of the earliest and simplest forms of altruism76,80, which brings benefits to all

the other individuals in the system regardless of their species.

Another way of seeing the benefit that mutants bring to all the other molecules in the system

is in terms of enhanced replication rate. By expressing w,m in terms of h, n as above, Eq. (2.2)

can be written as

λ(h, n) = µ+ c[Nss − (1 + h− δh)n], (2.10)

that shows that, for a given population size n, the common replication rate is an increasing

function of h when δ < 1. Notice that here, differently from Eq. (2.9), n ̸= K since we are not

assuming that the system is in the steady state.

If mutants are subject to a higher degradation rate and if δ < 1, they can be seen, in a very

general sense, as agents that benefit all others in the population paying a cost (the higher

degradation rate). This aligns with the definition of biological altruism77,80, hence the mutants

of our model can be considered an altruistic species. The connection of our work to the debate

on the evolution of altruism is discussed in 2.7.

2.2.3 A stochastic treatment exhibits selection reversal

In the stochastic formulation of the model, the per capita degradation and replication rates µ

and λ are interpreted as instantaneous probability (in an infinitesimal time interval) that each

molecule is degraded or replicates. In this setting, w,m and h are random variables, and we

ask questions about their probability distributions and moments.

Stochastic population dynamics models can be formalised as chemical reactions networks, con-

sisting, in the terminology of chemical systems, of a set of reactants, reactions and products.

Consider a general chemical system consisting of N distinct chemical species (Xi) interacting
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via R chemical reactions, where the jth reaction is of the form

s1jX1 + · · ·+ sNjXN
k̂j−→ r1jX1 + · · ·+ rNjXN (2.11)

where sij and rij are stoichiometric coefficients. We define k̂j as the per molecule rate of the

jth reaction happening. A chemical reaction network can be described by the associated N×R

stoichiometry matrix Sij = rij − sij and the set of rates k̂j. The reactants are the molecules

of the two species. In our model the reactions are birth and death and the possible products

are i) another molecule of the same species (birth), or ii) ∅ for the degradation of a molecule

(death reaction).

The chemical reaction network for the single-unit model is

W
µ−−−−→ ∅

M
µ−−−−→ ∅

W
λ(w,m)−−−−→ W + 1

M
λ(w,m)−−−−→ M + 1.

(2.12)

This is a network with N = 2 species and R = 4 reactions, with stoichiometry matrix given by

S =

⎡⎢⎣−1 0 1 0

0 −1 0 1

⎤⎥⎦ (2.13)

The global rates for wildtypes or mutants are found by multiplying the per molecule rates

µ, λ by w or m. This is true only in the case Sij ≤ 1; more details for the general case

can be found in Ref. [88]. The reaction network is summarised in Fig. 2.1A. The system will

fluctuate around the deterministic CM of equation w + δm = Nss. An example for a system

with Nss = 500 and δ = 0.5, is plotted in Fig. 2.1B. These reactions and rates can be used

to set up a Chemical Master Equation (CME), a system of coupled ODEs in P (w,m, t), the

probability that the system is in the state (w,m) at time t. In principle, solving the CME

would give the probability that the system is found in any state at any given time. However,
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given the non-linearity of the global rates, the CME cannot be solved exactly. One can explore

the behaviour of the stochastic models by simulating the CME, which can be done through

Gillespie’s stochastic simulation algorithm136,137. This algorithm is exact, in that each Gillespie

simulation represents an exact sample from P (w,m, t). The simulations allowed us to observe

the increase in mean mutant copy number ⟨m⟩ for δ < 1 (Fig. 2.1C, red line). Intuitively, while

fluctuating around the steady state line the system on average drifts toward regions of higher

m.

It is worthwhile having an analytical account of this effect, in order to establish how the increase

in mutant copy number depends on the parameters of the model. We have obtained an effective

description of the system, in the form of an approximate stochastic differential equation (SDE)

that shows an increase in the number of mutants for δ < 1. The steps are the following:

1. Apply the Kramers-Moyal expansion to the CME, to obtain a Fokker-Planck equation (a

PDE for the probability distribution P (w,m, t)).

2. Convert the Fokker-Planck Equation into a system of two coupled SDEs in the variables

w(t) and m(t).

3. Apply a stochastic dimensionality reduction procedure that exploits the fact that the

system fluctuates around a center manifold (CM), to obtain a single SDE for m(t) that

shows a positive drift for δ < 1.

The first two steps are standard138,139. From the chemical reaction network in Eq. (2.12), we

obtain the system of SDEs:

dw = cw(Nss − w − δm) dt+ {w[c(Nss − w − δm) + 2µ]}1/2 dW1

dm = cm(Nss − w − δm) dt+ {m[c(Nss − w − δm) + 2µ]}1/2 dW2,

(2.14)

where dW1 and dW2 are two i.i.d. Wiener increments, i.e., Gaussian noise with zero mean and

variance dt (see also 2.32). The third step relies on a recently developed technique75,140,141,

which works specifically for systems fluctuating around a CM. In Section 2.2.4 we detail each
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step, while here we only present and interpret the results. The final, effective SDE is

dm =
2(1− δ)µ

Nss

m

(︃
1− δm

Nss

)︃
dt+

1

Nss

[2mµ(Nss − δm)(Nss +m− δm)]
1/2 dW, (2.15)

with dW a Wiener increment. The first term on the RHS is the drift, and it corresponds to a

logistic growth with carrying capacity Nss

δ
. When the drift is positive, since ⟨dW ⟩ = 0, the copy

number increases on average. The drift is positive for 0 < δ < 1, i.e., when mutants have a

higher carrying capacity or density, and δm < Nss. Because of noise the final value of the mutant

copy number will not be Nss

δ
. The dynamics stop either when m = 0 or m = Nss

δ
, the only

values for which dm = 0. This approximation relies on the system fluctuating closely around

the CM, which is true for large values of c (strong control). The parameter c is not present in

Eq. (2.15) because this equation holds exactly for c → ∞. Indeed, when simulating Eq. (2.15)

using the Euler scheme, the agreement with the results of the exact Gillespie simulations is

better for larger values of c (not shown). By applying Itô’s formula (see Section 2.2.4) it is

possible to find the SDE for h, which is

dh =

[︃
2µ

h(1− h)

n

]︃ 1
2

dW, (2.16)

where n = w +m. We notice in this equation the absence of a drift term, meaning that

d⟨h⟩
dt

= 0, (2.17)

i.e., mean heteroplasmy is constant in the single-unit stochastic model, as shown in Fig. 2.1D,

red line.

A heuristic way to understand why the mean number of mutants ⟨m⟩ increases and mean

heteroplasmy ⟨h⟩ is constant is the following. The per capita rates in Eq. (2.12) are linear,

hence the system is a stochastic Lotka-Volterra model, for which each individual has the same

chance of generating a lineage that will take over the whole system142. Hence, this probability

must be 1/(w0 +w0). Since there are m0 mutants, the probability that a mutant will take over

the whole population is m0/(w0 + w0) = h0: the mutant fixation probability coincides with



28 Chapter 2. Stochastic Survival of the Densest

the initial fraction of mutants. At mutant fixation, the steady state mutant population is Nss

δ

and the mutant fraction is (obviously) 1. Based on this, one can conclude that, for t → ∞,

⟨m⟩ → h0
Nss

δ
and ⟨h⟩ → h0 · 1 = h0. Taking the limit t → ∞ means that we wait long enough

for fixation to happen and for the population to reach the steady state. Recall that this differs

from the deterministic case, in which there is a locus of fixed points of equation w+ δm = Nss

(the CM) and the system equilibrates at the point of the CM for which heteroplasmy is h0. For

0 < δ < 1, h0
Nss

δ
> m0 always, hence ⟨m⟩ will increase to reach its final value. Conversely, the

final value of ⟨h⟩ coincides with the initial value h0, giving intuition as to why ⟨h⟩ is constant. It

is also illuminating to consider the case in which δ ≈ 0, namely when the mutants are scarcely

controlled. When a wildtype dies at steady state this increases the birth rate. Either a mutant

or a wildtype will be the next birth, but if a mutant is born this leaves the elevated birth rate

(caused by the degradation of the wildtype) almost unchanged, encouraging further possible

mutant births. Interestingly, even for δ ≈ 0 and in the extreme, unrealistic case of infinite

mutant density δ = 0, ⟨h⟩ stays constant. Indeed, Eq. (2.17) and the above heuristic argument

are valid for any value of δ.

Importantly, the stochastic system can exhibit an increase in ⟨m⟩ even if we introduce pref-

erential elimination of mutants (Fig. 2.1C, green line). Mathematically, this is described by

replacing the second reaction in Eq. (2.12) by

M
µ+ϵ−−−−→ ∅, (2.18)

with ϵ > 0, leaving all other reactions unchanged. In the next section we will see that, through

the techniques in Refs. [75, 140, 141], it is possible to derive an SDE for mutant copy number

that is valid for ϵ ≪ µ :

dm =

[︃
2(1− δ)µ

Nss

− ϵ

]︃
m

(︃
1− δm

Nss

)︃
dt+

1

Nss

[2mµ(Nss − δm)(Nss +m− δm)]
1/2 dW. (2.19)

The drift in m is now positive for δm < Nss and ϵ < 2(1−δ)µ
Nss

. In this case, the combined effect

of stochasticity and differences in carrying capacity (density) produces a stochastic reversal

of the direction of deterministic selection75. Indeed, in the deterministic case, for any ϵ > 0
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and for any initial condition with non-zero w0 the system tends to the point (Nss, 0), the only

stable fixed point, corresponding to wildtype fixation (mutant extinction). Conversely, in the

stochastic case, there is a critical ϵM = 2(1−δ)µ
Nss

such that, for ϵ < ϵM , ⟨m⟩ still increases,

meaning that mutant fixation is more likely than wildtype. Inspection of the expression for ϵM ,

interpretable as the largest amount of additional degradation rate that still allows mutant to

expand, reveals the following interesting points:

• ϵM increases with µ, meaning that the noisier the system, the higher the differential

degradation rate that mutants can tolerate and still expand.

• For 0 < δ < 1, ϵM is a decreasing function of δ. Hence, the higher the difference in

density, the higher the degradation rate that mutants can overcome.

• ϵM is a decreasing function of Nss. In particular, ϵM → 0 when Nss → ∞. This is

common to stochastic effects, whose intensities decrease with the system size, vanishing

in the deterministic limit for which the system size tends to infinity.

2.2.4 Derivation of the effective SDE for the CM-constrained system

We now derive the effective SDE in the single-unit system Eq. (2.15), proving that it is an

effective, approximate description of the system defined by the chemical reaction network in

Eq. (2.12) with the replication rate Eq. (2.2). We provide details for each of the steps listed in

Section 2.2. The approach used here is adapted from standard texts138,139 and from Refs. [140,

141]. We strive to provide a self-contained treatment, hoping to make our derivation and the

set of techniques accessible to a wider readership. Our exposition partly follows Ref. [88], where

the same procedure is used for a related problem.

1 - From the CME to a Fokker-Planck equation via Kramers-Moyal expansion.

Let us denote n = (w,m), a vector specifying the system state. The CME can be written in

compact form as

dP (n, t)

dt
=
∑︂
n′ ̸=n

[T (n|n′)P (n′, t)− T (n′|n)P (n, t)] (2.20)
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T (n|n′) is the transition rate from state n′ to n. Given the reaction network in Eq. (2.12), the

corresponding (global) transition rates are

T (w − 1,m|w,m) = wµ

T (w,m− 1|w,m) = mµ

T (w + 1,m|w,m) = wλ(w,m)

T (w,m+ 1|w,m) = mλ(w,m)

(2.21)

The first step is to write the CME in a continuous form. We replace copy numbers n by the

abundances x = n
Nss

relative to the effective population size. The variable x can be considered

continuous for large Nss. The CME becomes

∂P (x, t)

∂t
=

∫︂ ∞

−∞
dx′ [T (x|x′)P (x′, t)− T (x′|x)P (x, t)] . (2.22)

We now proceed by expanding the CME through the second-order multivariate Kramers-Moyal

expansion138, that can be written as

∂P (x, t)

∂t
≈
∫︂ ∞

−∞

(︃
−∇ (T (x′|x)P (x, t))

T · (x′ − x) +
1

2
(x′ − x)T ·Hx′(x) · (x′ − x)

)︃
dx′

(2.23)

where Hx′(x) is the Hessian matrix of T (x′|x)P (x), whose general expression is

Hx′(x) :=

⎛⎜⎜⎜⎜⎝
∂2

∂x2
1

. . . ∂2

∂x1∂xN

...
...

∂2

∂xN∂x1
. . . ∂2

∂x2
N

⎞⎟⎟⎟⎟⎠T (x′|x)P (x). (2.24)

A transition x → x′ corresponds to some reaction j which moves the state from x to x′.

Since we know how each reaction affects state x through the constant stoichiometry matrix Sij,

and since the global rate of each reaction is independent of x′ itself (see Eq. (2.21)), we may

transition from a notation involving x and x′ into a notation involving x and the reaction j

that affects x . We may therefore define Tj(x) := T (x′|x), and let Hx′(x) → Hj(x).
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We now wish to re-write Eq. (2.23) as a Fokker-Planck equation. Since the integral in Eq. (2.23)

is over x′, and for a given x every x′ corresponds to a reaction j, we may interpret the integral in

Eq. (2.23) as a sum over all reactions:
∫︁
dx′ →

∑︁R
j=1. Hence, for the j

th reaction, [(x′−x)]i =

Sij/Nss. With these observations, we may write the first term in the integral in Eq. (2.23) as

∫︂ ∞

−∞
−∇(T (x′|x)P (x, t))T · (x′ − x) dx′ =

∫︂ ∞

−∞
−∇(Tj(x)P (x, t))T · (x′ − x) dx′

= −
R∑︂

j=1

N∑︂
i=1

∂

∂xi

(Tj(x)P (x, t))Sij

= −
N∑︂
i=1

∂

∂xi

AiP (x, t) (2.25)

where

A := ST, (2.26)

with A a vector of length N , S the N ×R stoichiometry matrix and T the vector of transition

rates, of length R. To re-write the second integral of Eq. (2.23), we write an element of the

Hessian Hj in Eq. (2.24) as

Hjlm =
∂2

∂xl∂xm

Tj(x)P (x, t) (2.27)

where j = 1, . . . , R and l,m = 1, . . . , N . Thus, we may write

∫︂ ∞

−∞

1

2
(x′ − x)T ·Hx′(x) · (x′ − x) dx′ =

1

2

R∑︂
j=1

N∑︂
l=1

N∑︂
m=1

SljHjlmSmj

=
1

2

R∑︂
j=1

N∑︂
l=1

N∑︂
m=1

Slj
∂2

∂xl∂xm

TjP (x, t)Smj

=
1

2

N∑︂
l=1

N∑︂
m=1

∂2

∂xl∂xm

(︄
R∑︂

j=1

SljTjSmj

)︄
P (x, t)

=
1

2

N∑︂
i,m=1

∂2

∂xi∂xm

BimP (x, t) (2.28)

where

B := S ·Diag(T) · ST , (2.29)

and B is an N×N matrix, and Diag(T) is a diagonal matrix whose main diagonal is the vector
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T. We may therefore re-write Eq. (2.23) as a Fokker-Planck equation for the state vector x of

the form

∂P (x, t)

∂t
≈ −

N∑︂
i=1

∂

∂xi

[Ai(x)P (x, t)] +
1

2

N∑︂
i,m=1

∂2

∂xi∂xm

[Bim(x)P (x)]. (2.30)

From a system of coupled ODEs for P (w,m, t) (the CME of Eq. (2.20)) we have obtained a

single PDE for P (x, t) approximating copy numbers as continuous variables.

2 - From Fokker-Planck to a system of Itô SDEs.

In general, the Fokker-Planck equation in Eq. (2.30) is equivalent139 to the following Itô stochas-

tic differential equation (SDE)

dx = A dt+
√
σG dW (2.31)

where GGT ≡ B (where G is an N×R matrix) and dW is a vector of length R of independent

Wiener increments, that satisfy

∫︂ t

0

dW := W (t), P (W, t) ≡ 1√
2πt

e−W 2/(2t), (2.32)

and σ is a constant that controls the strength of the noise. For our chemical reaction network

Eq. (2.12), the corresponding system of Itô SDEs is given in Eq. (2.14).

3 - From a system of Itô SDEs to a single effective SDE for a system forced onto

the center manifold.

What follows is an adaptation from Refs. [140, 141], to which we refer for a proof and inter-

pretation of the functions introduced. We start from Eq. (2.31). The procedure can be applied

when the system admits a manifold on which A = 0, the center manifold (CM). We thought

that it would be a helpful complement to Refs. [140, 141], to make more explicit the sequence

of steps involved for the specific system at hand.

• Identify the CM.



2.2. The building block: single-unit system 33

• Find the Jacobian of A, namely J such that

Jij =
∂Ai

∂xj

,

and evaluate it on the CM, obtaining JCM .

• Find the eigenvalues λ1, · · · , λN of JCM . The CM is the kernel of JCM , hence the multi-

plicity of the zero eigenvalue is the dimensionality of the CM.

• Compute the decomposition of JCM , writing

JCM = WΛW−1,

where W = (w1, · · · ,wN) is the matrix of eigenvectors with those corresponding to the

zero eigenvalues written first.

• Compute J+
CM , defined as

J+
CM = W−1Λ+W,

where Λ+ is the diagonal matrix with diagonal elements λ+
1 , · · · , λ+

N defined as

λ+
i =

⎧⎪⎪⎨⎪⎪⎩
1/λi if λi ̸= 0

0 if λi = 0.

• For each element of A, compute the Hessian Hi as

Hijk =
∂2Ai

∂xj∂xk

,

and evaluate it on the CM, obtaining HiCM
.

• Compute the matrix P as

P = I − J+J,
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where I is the identity matrix, and the matrices Qi as

Qi = −
N∑︂
l=1

[J+
il P

THlP + Pil(J
+THlP + PTHlJ

+)]

For notational simplicity, in the last two equations we wrote J to mean JCM .

• Calculate the vector g(x), whose elements are

gi(x) =
1

2
Tr
[︁
GTQiG

]︁
.

• Finally, effective SDEs for the variable z, namely the variable x constrained to the CM,

are

dz = σg(z) dt+
√
σPG(z) dW, (2.33)

where the equations are now uncoupled because all the functions are evaluated on the

CM.

This procedure allows one to obtain Eq. (2.15) as an effective description of the neutral stochas-

tic model defined in Eq. (2.12). We provide a Mathematica notebook (Section A.4) to obtain

Eq. (2.31) from the system of SDEs in Eq. (2.14). This technique is extended in Ref. [140] to

the more general case in which the stochastic system is equivalent to a system of Itô SDEs of

the form

dx = (A+ ϵh) dt+
√
σG dW, (2.34)

where h ≡ h(x) is another vector-valued function of x and ϵ ≪ σ is a small parameter, such

that for ϵ = 0 the system admits a CM. In this case, Eq. (2.33) becomes

dz = [ϵPh(z) + σg(z)] dt+
√
σPG(z) dW. (2.35)

The stochastic system in which mutants are subject to preferential elimination ϵ (Eq. (2.18))

corresponds to the case h(x) = (0, x2) (recall that x2 = m/Nss). Inserting this into Eq. (2.35),

one obtains Eq. (2.19), which describes the noise and density-induced selection reversal.
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Change of variable through Itô’s formula to obtain an SDE for heteroplasmy.

Itô’s formula states that, for an arbitrary function y(x, t) where x satisfies Eq. (2.31), we may

write the following SDE:

dy(x, t) =

{︃
∂y

∂t
+ (∇y)T A+

1

2
Tr
[︁
GTH′(x)G

]︁}︃
dt+ (∇y)TG dW, (2.36)

whereH′(x) is the Hessian matrix of y(x, t) with respect to x (see Eq. (2.24), where T (x′|x)P (x)

should be replaced with y(x, t)). Applying this rule to Eq. (2.15) for

y(x, t) = (h(x), n(x)),

where h is the heteroplasmy and n is the total copy number, one obtains Eq. (2.16)

2.3 Two-unit system and noise-driven increase in mean

proportion of mutants

In this section we formulate the deterministic and stochastic two-unit model, the latter being

the simplest system exhibiting stochastic survival of the densest. Moreover, we provide an

intuitive understanding of the effect.

We introduce a minimal spatial structure coupling two units, allowing exchange of molecules

between them. In each unit there is a population composed of wildtypes and mutants, evolving

under Eq. (2.2). The deterministic two-unit model is formalised via the ODE system

w1̇ = cw1[Nss − (w1 + δm1)] + γ(w2 − w1)

m1̇ = cm1[Nss − (w1 + δm1)] + γ(m2 −m1)

w2̇ = cw2[Nss − (w2 + δm2)] + γ(w1 − w2)

m2̇ = cm2[Nss − (w2 + δm2)] + γ(m1 −m2).

(2.37)

The addition of the second term on the RHS, proportional to the constant hopping rate γ
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accounts for diffusion of the molecules between neighbouring units. The first term on the RHS

of each equation means that each unit seeks to maintain its own separate target population,

i.e. the control is local. This system does not admit an analytical solution. However, it has a

CM given by w1 + δm1 = w2 + δm2 = Nss, w1 = w2 (and consequently m1 = m2). It is easy to

see that if these conditions are satisfied, all the time derivatives (the left-hand-sides) are zero

and the dynamics stop, i.e., steady state is reached. Afterwards, heteroplasmy stays constant,

as shown in Fig. 2.2B (black line). A similar system of ODEs can be used to describe chains of

units of arbitrary length (see Section A.1).

The stochastic formulation of the model is obtained by replicating the reaction network in

Eq. (2.38) for w2,m2 and adding the reactions accounting for hopping of the molecules between

two units, which models diffusion when space is discrete. The death rate is still constant

and common, and each unit has its own independently controlled replication rate given by

λi = µ+ c(Nss − wi − δmi), for i = 1, 2. The full chemical reaction network is

W1
µ1−−−−→ ∅

M1
µ1−−−−→ ∅

W1
λ1(w1,m1)−−−−→ W1 + 1

M1
λ1(w1,m1)−−−−→ M1 + 1

W2
µ2−−−−→ ∅

M2
µ2−−−−→ ∅

W2
λ2(w2,m2)−−−−→ W2 + 1

M2
λ2(w2,m2)−−−−→ W2 + 1

W1
γ−−−−→ W2

M1
γ−−−−→ M2

W2
γ−−−−→ W1

M2
γ−−−−→ M1.

(2.38)

In this setting of stochastic dynamics with higher mutant density (0 ≤ δ < 1) and spatial struc-
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Wild-type 
mtDNA, w 
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Higher mutant density+
Noise

Higher mutant density+
Spatial structure (diffusion)

Spatial structure (diffusion)+
Noise

STOCHASTIC SURVIVAL
 OF THE DENSEST (SSD)

Higher mutant density+
Spatial structure (diffusion)+
Noise

 

C

Figure 2.2: Stochastic survival of the densest, increase in mean proportion of mutants, is ob-
served in a spatially extended system in the presence of stochasticity and higher mutant density,
even if mutants are preferentially eliminated. (A) The minimal spatially extended system is
composed of two units with same internal dynamics and with random hopping of molecules
at constant rate γ. (B) In the stochastic two-unit system with higher density of mutants,
mean mutant fraction (heteroplasmy) increases in the neutral model (red) and even if mutants
are preferentially eliminated (green). Parameter values in Section A.2. Error bars are SEM.
(C) Noise, spatial structure (with diffusion) and higher density of mutants are necessary and
sufficient for stochastic survival of the densest (bottom right subpanel). If any of the factors
is missing, as in the other subpanels, (mean) heteroplasmy stays constant in a neutral model
(black line) or decreases with preferential elimination of mutants (green). Parameters in Section
A.2. Error bars are SEM.
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ture we crucially observe increase in mean heteroplasmy, as shown in Fig. 2.2B (red line).

Fig. 2.2C proves that 1) spatial structure with diffusion of molecules between units, 2) stochas-

ticity, 3) higher density of mutants (0 < δ < 1) are necessary and sufficient to observe the

increase in mean heteroplasmy. Indeed, it is observed if the three elements are present si-

multaneously (bottom right subpanel), and not observed if any of the three is missing (other

subpanels). For this reason, we term this novel mechanism stochastic survival of the densest

(SSD): mutants outcompete wildtypes in a stochastic setting by virtue of being denser. Impor-

tantly, the increase in mean heteroplasmy is observed even if mutants are subject to a slightly

higher degradation rate (Fig. 2.2D, green line).

The dimensionality reduction technique from Ref. [140], used to obtain Eq. (2.19), is not viable

in this case to obtain an SDE showing the increase in ⟨h1⟩ (or ⟨h2⟩ ) when 0 < δ < 1. The

technique works by projecting the system onto the CM, where the two units are identical;

however, the increase in mean heteroplasmy is driven by fluctuations that move one of the

units away from the CM condition, after which the system relaxes to steady state with an

average increase in h. Therefore the approximation involved in the technique is too crude to

capture the effect.

The increase in mean heteroplasmy can be cast in terms of an increase of the fixation proba-

bility of mutants in the whole two-unit system. Consider two identical units coupled, so that

heteroplasmy is the same at time 0 and ⟨h⟩ is approximately the same over time in the two

units. Simulating multiple stochastic replicates of this system for a long time, we observe that

⟨h⟩ saturates to a constant value (Fig. 2.2B, red line). This value represents the fraction of

replicates in which mutants take over the whole system. Indeed, a constant value means that

in all replicates there has been either wildtype or mutant fixation, and the ensemble average of

the fraction of mutants at that time is ⟨h⟩. The final value is greater than the initial one (for

0 < δ < 1) because the fixation probability of mutants for the whole two-unit system is greater

than their initial fraction, which instead coincides with the fixation probability in the single-unit

system (compare red lines in Fig. 2.1D Fig. 2.2B). Hence, the increase in mean heteroplasmy

is closely related to the increase in the whole-system fixation probability of mutants.
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Keeping in mind the connection between SSD and the increase in mutant fixation probability,

one can gain an intuitive understanding of SSD considering the limit γ ≪ µ, λ, namely the

limit in which diffusion is much slower than birth and death (the demographic processes). In

this limit the fixation time in a single unit is much less than the typical time between hops of

molecules. Consider two coupled units at carrying capacity, one containing only Nss wildtypes

and the other containing exclusively Nss/δ mutants (0 < δ < 1). At some point, one molecule

will hop to the neighboring region and it will have time to either fix or go extinct before

another hopping event takes place (the low hopping rate limit). Because of the larger number

of mutants, the rate of mutant hopping into the wildtype unit is higher than that of wildtype

hopping into the mutant region. Likewise because of the larger number of mutants, the fixation

probability of a mutant hopping into the wildtype-only unit (1/Nss) is higher than that of a

wildtype entering the mutant-only unit (δ/Nss). Because of the higher probabilities of hopping

and fixation for mutants, the whole-system fixation probability of mutants is higher than that

of wildtypes. Considering the above connection between fixation probability and the increase

in mean heteroplasmy, this argument gives an intuition for SSD and clarifies the crucial role of

diffusion and higher mutant density. It is also interesting to notice that in the opposite limit,

i.e., γ ≫ µ, λ, SSD is not observed in a finite system because extremely fast diffusion would

make multiple units behave like a single one.

2.4 Noise-driven travelling waves of mutants in a chain

of units

The increase in mean heteroplasmy driven by SSD, conveniently highlighted in the two-unit

system, is key to the appearance of a travelling wave of mutants in a chain of units. As before,

each unit contains a population of mutants and wildtypes evolving according to Eq. (2.2).

Any two neighbouring units exchange molecules at constant rate γ, which models diffusion

of particles along the chain when space is discretised. In this setting the high-heteroplasmy

front diffuses away without noise (Fig. 2.3D, left) or without higher mutant density (Fig. 2.3D,
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Higher mutant density Noise
Higher mutant density +
Noise

SSD
A

SSD with preferential  
elimination of mutants 

B

Figure 2.3: Stochastic survival of the densest produces a travelling wave of mutants in a chain
of units, even if mutants are preferentially eliminated. (A) In a spatially structured model
(chain with migration between neighbouring units), SSD drives a travelling wave of mutants
only in the presence of noise and higher mutant density (rightmost subpanel), while the high-
heteroplasmy front diffuses away if either noise (left, ODE system) or higher mutant density
(middle, δ = 1) is missing. “Length” on the horizontal axis stands for the position along the
chain of units. Averaged over 2 · 103 stochastic replicates. (B) For the same model as in A,
if mutants are preferentially degraded an SSD-driven invasive wave can still occur. Parameter
values and details of simulations for both panels can be found in Section A.2.
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middle), and advances only in the presence of noise and higher density mutants (Fig. 2.3D,

right), i.e., when driven by SSD. In other words, the expanding travelling wave of mutants,

driven by SSD, requires spatial structure with diffusion, noise and higher mutant density. In

the two-unit model, the increase in mean heteroplasmy can be observed even if mutants are

subject to (weak) preferential elimination. Analogously, a chain of units can exhibit a travelling

wave of mutants despite their preferential elimination, as shown in Fig. 2.3B.

By measuring the simulated wave speed from SSD for 110 combinations of parameters, we

found that it is well described by the phenomenological formula:

v ≃ 2
√
kD, (2.39)

where D is the diffusion coefficient of molecules along the chain, and

k =

√︁
(1− δ)2µγ

N
2
3
ss

. (2.40)

Eq. (2.39) is analogous to the wave speed formula for the wave of advance of advantageous

mutants introduced by Fisher and Kolmogorov143,144. In our case k can be seen as an effective

selective advantage for mutants induced by SSD, in contrast with the replicative advantage

– or more generally difference in net growth rate – driving the original Fisher-Kolmogorov

(FK) waves. In light of this analogy, SSD can be seen as a reaction-diffusion phenomenon

where the reaction component emerges from the combined effect of noise and higher mutant

density. One fundamental difference between the FK and SSD wave, is that Eq. (2.39) predicts

that wave speed decreases when Nss increases, in contrast to FK waves76 for which the speed

is Eq. (2.39) with k being the explicit difference in growth rates between the two species.

Intuitively, in SSD the expansion of the denser species is driven by stochastic fluctuations,

whose effect generally becomes smaller in larger systems. This observation will be important

for the next chapter, where we compare the predictions of SSD and of a replicative-advantage

model to the phenomenology of the expansion of mitochondrial deletion mutations in skeletal

muscle fibres. In section A.1 and Fig.A.1 we provide more details about how Eq. (2.39) was
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obtained.

In the limit of low diffusion (hopping) considered in the previous section 2.3, one can gain an

intuitive understanding of how SSD leads to a travelling wave of mutants taking over the system.

In this situation, there will be a sharp separation between the mutant-only and wildtype-only

regions, with a step consisting of a unit containing Nss wildtypes adjacent to a unit containing

Nss/δ mutants (recall 0 < δ < 1). Here, the higher probabilities of hopping and fixation for

mutants – justified at the end of section 2.3 – produce a net movement of the mutant front into

the wildtype-only region.
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2.5 A noise-driven wave equation from the single-unit

model.

In Ref. [76], a stochastic continuous-space model is presented, in the form of partial differential

equations, describing a noise-driven wave of mutants, possibly subject to higher death rates than

wildtypes. The paper is an extension of the classical Fisher-Kolmogorov PDE to a stochastic

setting. In this section, we show how our microscopically interpretable bottom-up model, based

on the simple Lotka-Volterra dynamics, gives rise to the model in Ref. [76] for δ → 1 and in a

continuous-space limit.

Let us reconsider the deterministic system of Eq. (2.3) and change variable to (n, h), where

n = w +m is the total population. We already observed that dh
dt

= 0. For n we have

dn

dt
= cn[Nss − w − δm] (2.41)

Let us write δ = 1− α :

dn

dt
= cn[Nss − w −m+ αm] (2.42)

The constancy of h allows us to write m = hn, hence

dn

dt
= cn[Nss − n(1− αh)] = cNssn

[︃
1− n

Nss/(1− αh)

]︃
. (2.43)

Considering the case α → 0, equivalent to δ → 1, we can write

1

1− αh
= 1 + αh+O(α2).

Neglecting O(α2) terms we obtain

dn

dt
= cNssn

[︃
1− n

K(h)

]︃
, (2.44)

with K(h) = Nss(1 + αh). The total copy number follows a logistic growth with a carrying
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capacity K(h) that is a linearly increasing function of heteroplasmy h. In order to model a

spatially-extended system such as a chain of units, we give spatial dependence to copy number,

i.e., n ≡ n(x). The hopping of molecules between neighbouring units of the chain is described

in this case as a diffusion term, proportional to the second spatial derivative of ∂2n(x)
∂x2 . In order

to model a chain, we can therefore write

∂n(x, t)

∂t
= D

∂2n(x, t)

∂x2
+ cNssn(x, t)

[︃
1− n(x, t)

K(h(x, t))

]︃
, (2.45)

where we have explicitly written the time-dependence. D is the diffusion coefficient, for which

D = γL2, where L is the inter-unit spacing.

Eq. (2.45), derived from the special case of the simple single-unit Lotka-Volterra model, is the

starting point of the work in Ref. [76], where a noise-driven wave equation for (transformed)

heteroplasmy is derived. The steps followed are:

• Write the equation for mutant copy number, which is analogous to 2.45 because mutants

and wildtypes have identical death and replication rates.

• By change of variable, transform the equation for mutant copy number into an equation

for heteroplasmy (mutant proportion).

• Simplify the equation for heteroplasmy by taking the low-diffusion limit D → 0 (γ → 0).

• Add a noise term to the resulting equation for heteroplasmy. In Ref. [76], the noise term

is multiplicative and assumed as generated by sampling of individuals for reproduction in

the Wright-Fisher model.

• Replace heteroplasmy with a non-linear function of it, that reduces to heteroplasmy itself

in the limit δ → 1 (in which we are working).

The change of variable in the last point above, performed according to Itô’s rule – leads to a

diffusion equation with the addition of a noise-induced drift, which has the form of a logistic
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growth term. One therefore ends up with a noisy reaction-diffusion equation for the transformed

heteroplasmy g(x, t), which in dimensionless variables (ξ, τ) reads:

∂g(ξ, τ)

∂τ
=

∂2g(ξ, τ)

∂ξ2
+ g(1− g) + noise (2.46)

The above stochastic partial differential equation (SPDE) is a noisy Fisher-Kolmogorov equa-

tion. It is known that its deterministic part admits an analytical wave-like solution143,144. Due

to the non-linear multiplicative noise145, a solution and analytical wave-speed for the full SPDE

are not available. However, simulations145 show a wave-like expansion with a speed that de-

creases when population size increases. This is in agreement with the Gillespie simulations

of our microscopic spatially-structured model and our phenomenological wave-speed formula

Eq. (2.39), that applies also outside of the limits D → 0, δ → 1.

In summary, our fundamental single-unit model leads to an analytic wave-equation, for limiting

values of the parameters D and δ. Remarkably, from one of the simplest models of population

genetics, the Lotka-Volterra model, it is possible to derive an equation for a travelling wave of

mutants driven by stochastic survival of the densest without positing a replicative advantage,

albeit in some limit.

2.6 Other feedbacks and modelling frameworks produce

SSD

The travelling wave driven by SSD is not specific to the linear feedback control of Eq. (2.2). In

Fig. 2.4C, D we show that other types of feedback control produce an analogous travelling wave

of heteroplasmy without the need of a replicative advantage for mutants. The two additional

types of controls are the quadratic control, namely

λ(w,m) = µ+ a[N2
ss − (w + δm)2], (2.47)
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and the reciprocal control, given by

λ(w,m) = µ− b

(︃
1

Nss

− 1

w + δm

)︃
, (2.48)

where a and b are control strength parameters. These forms of the replication rate produce

a non-monotonic dependence of the steady state overall copy number with heteroplasmy, un-

like the linear feedback control (see Eq. (2.9)). This feature has been observed in leukocytes

of mitochondrial diseases patients146,147, which has motivated the study of these feedback

forms11,135,148. In Fig. 2.4 we show that, when 0 < δ < 1, these control mechanisms also

produce a wave-like expansion. Moreover, we have verified that the speeds decrease when Nss

increases, a fundamental difference between our model and models based on a net replicative

advantage for mutants.

A B

Figure 2.4: Different choices of feedback control still produce a wave of mutants when stochas-
ticity is present. (A) Quadratic and (B) reciprocal feedback control (see Section A.2.4 for
parameters) produce a qualitatively similar wave-like expansion of mutants in a stochastic
model. Averaged over 400 stochastic replicates.

Moreover, we have verified that SSD is produced even in quite a different modelling frame-

work, namely in coupled units evolving according to the Wright-Fisher model, with discrete

non-overlapping generations and binomial sampling from parental generation and for molecules

which hop to a neighbouring unit in each generation. In Fig. 2.5 we show that this model

reproduces the four subpanels of Fig. 2.1C, that prove that the three elements (spatial struc-

ture, noise and increased mutant density) are necessary and sufficient to have SSD. Selective
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elimination ϵ is reflected in a lower effective growth rate for mutants. Reproducing SSD in this

alternative modelling framework was an idea of the anonymous reviewer of Ref. [123], who also

coded up the dynamics of the system. We added stochastic averages, and the option of decreas-

ing the effective growth rate of mutants, which is equivalent to adding selective elimination of

mutants in the main continuous-time model used in this thesis.

In the light of these results, we argue that SSD is not tied to the mathematical details of the

Poisson Point Process and the linear-feedback model presented in this work, provided that the

three key factors of higher mutant density, stochasticity and spatial structure (with diffusion)

are present.

2.7 Implications for the evolution of altruism

An altruistic trait has been defined as one that benefits others while costing its carriers79,80. In

Section 2.2.2, specifically in Eq. (2.9), we show that the global carrying capacity of the system

– the total population it can sustain – increases with the proportion of mutants. In this sense,

mutants are a density-increasing species. In Eq. (2.10) we show that, equivalently, the replica-

tion rate of both wildtypes and mutants is an increasing function of the proportion of mutants.

If we assign a higher degradation rate to mutants, then our model can be linked to the specific

definition of altruism in Refs. [79, 80]: “an organism behave altruistically when its behaviour

benefits other organisms, at a cost to itself”. Indeed, the increase in carrying capacity and

replication rate can be seen as a benefit that mutants bring to the whole population, including

wildtypes, at the cost of a higher degradation rate. An increase in the system’s carrying ca-

pacity is present also in mathematical models of public good production75,149 and economical

use of limited resources80. These two behaviours are observed in microbial communities and

have been described as early examples of altruism in the history of life76,150. Here we highlight

how our work contributes to the debate on the evolution of altruism, distinguishing SSD from

concurrent lines of research referring to Section 2.8 for further links to the wider evolutionary

biology literature.
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Higher mutant density+
Noise

Stochastic survival of the densest
Spatial structure (diffusion)+
Noise

Higher mutant density+
Spatial structure (diffusion)

Deterministic limit, Nss→∞

Figure 2.5: A simulation of two units based on Wright-Fisher model, with binomial sampling
of molecules that hop between units, reproduces Fig. 2.1C, confirming that SSD is observed
in the presence of noise, higher mutant density and spatial structure with diffusion, and that
it is not observed if any of the three is missing. The deterministic simulation (upper left
panel, originally the system of ODEs in Eq. (S36)) is replaced by the deterministic limit of the
stochastic model Nss → +∞, which effectively suppresses noise. We keep parameter values
identical across panels, except for switching off a single element of SSD per panel. Parameter
values are detailed in Section A.2; see Section A.4 for code. Averaged over 4000 replicates,
error bars are SEM.
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The two most prominent accounts for the evolution of altruism are kin selection and group

selection151. Kin selection theory argues that altruism directed towards genetically related in-

dividuals can increase the overall success of the altruistic gene, which is likely to be shared by

relatives of the carriers152. In group selection, altruism spreads through advantages conferred

to the group; for instance, a group whose members are ready to sacrifice themselves for other

members will likely prevail over other groups153. These approaches seek a deterministic advan-

tage for altruistic traits. In our model, the spread of density-increasing mutants is driven by

noise and has no deterministic counterpart. Therefore our work is separate from kin and group

selection.

A first, important merit of our model consists in describing the spread of the density-increasing

trait in a spatially extended system using a fundamental and widely-used model of population

genetics, the Lotka-Volterra model, which uses linear per molecule transition rates. The Moran

model is another fundamental model of stochastic population genetics, dealing with the less

general case of finite fixed-size populations. Previously, the study in Ref. [77] has shown that

in a modified Moran Model with nonlinear rates, where the assumption of fixed population

size is relaxed, density-increasing mutants (termed altruists by the author) can have a higher

fixation probability despite a higher death rate. Analogous results are presented in Ref. [78],

which is based on a modification of the Wright-Fisher model, retaining the feature of discrete,

non-overlapping populations. Our continuous-time model uses simpler (linear) rates, and the

relevance of the Lotka-Volterra model, widely used in population genetics, indicates that SSD

might be a widespread effect.

The increase in mean mutant copy number in the single-unit system in a neutral model was

highlighted 20 years ago in the field of mitochondrial biology, in the context of the relaxed repli-

cation model formulated in Refs.81–83,154 and further analysed in Refs.135,154. Models yielding

an increase in mean copy number of a denser mutant species have found that space can amplify

the effect of randomness75,140,141, in the sense that the denser mutants can tolerate a higher

selective elimination in a spatially structured system. Crucially, our work explicitly shows that

spatial structure can lead to a qualitatively different result, namely an increase in the proportion

of the density-increasing mutants, that in turn leads to a travelling wave invading the system.
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Another contribution of our study is the use of a physically motivated and biologically in-

terpretable microscopic model, directly applied to the expansion of mitochondrial deletion

mutations in skeletal muscles (in the next chapter). The study in Ref. [76] presents a phe-

nomenological, macroscopic model that exhibits a noise-driven wave of (what the author calls)

altruists. In Section 2.5 we have shown that the model in Ref. [76] is a special case of ours,

in the limit of continuous space. We have further been able to obtain a (phenomenological)

formula for the wave speed covering a range of biologically and clinically relevant regimes not

covered by other studies, namely without taking δ → 1 and without imposing the quasi-static

limit, i.e., very slow diffusion (see Section A.1).

2.8 Further links to the wider evolutionary literature

In this section we give an overview of, and distinguish SSD from, previous work on density-

dependent selection and the impact of spatial structure on the evolution of altruism. The study

of density-dependent selection has attracted interest across five decades155–158, including in sys-

tems where stochasticity is important159–165. The theory of r/K selection155,166, one of the most

influential ideas in evolutionary biology167–169, examines how selection shapes the strategies of

species in the presence (or in absence) of density effects. Density-dependent selection refers to

situations in which the fitnesses of the different species within a population depend differently

on population density (or size)162. In SSD, the two species have identical per capita death and

replication rates. The dependence on population size is obviously identical for the two species.

Hence SSD is not an example of density-dependent selection. Per capita degradation rate of

mutants can be higher by a constant, but this does not introduce any dependence on population

size (and is not a necessary element of SSD). Another fundamental difference is that SSD is

dependent on stochasticity, while density-dependent selection can equally apply to stochastic

and deterministic sections.

Frequency-dependent selection170 is distinct, but related, to density-dependent selection. Nu-

merous definitions of frequency dependent-selection have been used over the decades, a classic
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one being that the relative fitness of a species varies with the relative frequencies of other

species171. Our model satisfies a strong mathematical definition of frequency-independent se-

lection, based on the per capita growth rate (PCGR, the difference between per capita birth

and death rates ) of the species. The PCGR can be defined as a vector-valued function of copy

number variables, with an output for each species. Frequency-independent selection is assured

when the Jacobian of the PCGR is independent of copy numbers172. This is clear for our

linear feedback model (and all generalised Lotka-Volterra models), since the replication rate in

Eq. (2.2) is linear in w and m, leading to a constant Jacobian. Therefore, SSD is not a case of

frequency-dependent selection.

In the context of a single-species population, the Allee effect can be described as a positive de-

pendence of the PCGR on the density or size of the population for some interval of the values of

population size173. This contrasts with theories in which the PCGR always decreases with pop-

ulation size because of competition for resources or space among members of the same species

(intra-specific competition), as in logistic growth. When the dynamics of a population exhibits

the Allee effect, it means that there is some other mechanism at play that counterbalances the

general limiting effect of competition on the PCGR. An example is that of plants that reproduce

through pollination, whose rate is increased by the density of plants in the environments. The

Allee effect is connected to altruism, in that the efficiency of some fitness-increasing behaviours,

e.g., defence and feeding, is enhanced by a large population size when the associated tasks are

carried out cooperatively174. The difference between SSD and the Allee effect is two-fold. The

Allee effect refers to the possibility that PCGR in a population can be an increasing function

of population size (for some interval) despite the increase in intra-specific competition that

generally comes with higher density. Our work instead models inter-specific (between species)

competitions, showing that the species that is denser in isolation can prevail despite a higher

degradation rate and no replicative advantage. Moreover, the PCGR of our neutral model is

proportional to Nss −w− δm for both species; in the case of a higher degradation rate for mu-

tants, their PCGR is proportional to Nss − w − δm. In both cases we have linearly decreasing

functions of the population size, with no positive dependence on it. Therefore, SSD is distinct

from the Allee effect.
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Other studies have explored how the spatial structure of a population can favour175,176 or

hinder177 the evolution of altruistic behaviour. In these studies, the continuous spatial struc-

ture of the population influences the way its members interact, with interaction possible only

within spatial neighbourhoods. When altruists cluster together they share the benefits of their

behaviour mainly among themselves, and therefore the clustering can favour the spread of altru-

ism. Our work is different in that, within each unit, the population is well-mixed and everyone

benefits from the mutants’ altruism in the same way, essentially mixing with all other particles

at each point in space.

2.9 Discussion

In this chapter, we have introduced stochastic survival of the densest, a mechanism whereby a

species can outcompete another in a spatially structured system without a replicative advan-

tage and even if subject to preferential elimination. This counterintuitive effect is driven by

stochasticity, spatial structure and density difference between the two species, with the denser

species taking over. In an extended system, stochastic survival of the densest can drive wave

of advance of the denser species. In Eq. (2.39) we have provided a phenomenological formula

for the wave speed in the case of linear replication rate (Eq. (2.2)). Importantly, this speed

decreases when population size increases. Analytical results for the single-unit model have been

presented, which are useful to understand some of the features of stochastic survival of the dens-

est. Eq. (2.35) highlights that the largest preferential elimination ϵM that mutants can tolerate

and still expand also decreases with the (effective) population size Nss. We have also shown

that a model introduced in a previous study76, where an analytical equation for a noise-driven

wave is derived, is a continuous-space approximation of our model, for some limiting values of

parameters. We have verified that our core predictions are robust to the particular choice of

replication rate and to details of the modelling framework.

In the next chapter, we apply our model to the expansion of mitochondrial deletion mutants

in skeletal muscle fibres. We believe that stochastic survival of the densest might have appli-
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cations elsewhere. For example, a classic setting for the wave-like spread of a trait is in the

uptake of agriculture178–181. However, agriculture’s benefits to health and net fertility have been

debated and it might not impart an explicit replicative advantage, possibly leading to higher

death rates182–185, but nonetheless spread due to an increase in density of the “farmer species”,

namely an increase in carrying capacity of the farmed land. We believe that our work and the

simplicity of the microscopic model we use might pave the way for an increased recognition

of this intriguing mechanism in evolutionary biology, especially in light of the connections we

have drawn with the evolution of altruistic behaviour.
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Stochastic survival of the densest and

ageing of skeletal muscle

Summary

Here we apply stochastic survival of the densest (SSD) to the expansion of mitochondrial

deletions in skeletal muscle fibres. We show that a literature-parameterised model based on

SSD can reproduce a) the spatial profile of data on heteroplasmy in skeletal muscle b) the

observed speed of expansion, c) its relationship with mtDNA population size and d) the level of

mutations accumulated in a typical life-span. In our model, mutants expand without requiring a

higher replication rate than wild-types, and can do so even if subject to preferential degradation.

We argue that the spatial structure of skeletal muscle fibres is an important element that has

been neglected by previous neutral models based on random drift. We show that a standard

model with a replicative advantage for deletions produces an unrealistically fast expansion. We

explore potential strategies to delay the expansion of deleterious mutants based on this novel

understanding of the phenomenon.

54
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3.1 Introduction

In this chapter we argue that stochastic survival of the densest (SSD) can account for the

clonal expansion of mitochondrial DNA (mtDNA) mutation deletions in skeletal muscle fibres.

This phenomenon has been causally implicated in sarcopenia, the loss of skeletal muscle mass

and strength with age17,40,43. We have presented the expansion of mtDNA deletions in the

Introduction to this thesis, where we explained how existing mathematical models, based on a

replicative advantage for mutations or on neutral random drift, have failed to give a coherent

account of experimental observations. This lack of understanding concerns specifically the ex-

pansion of mtDNA deletions, commonly observed in post-mitotic tissue such as skeletal muscle.

The expansion of point mutations, typically observed in mitotic tissue, is instead accounted for

by models based on random drift51.

The high levels of mitochondrial deletions observed in aged skeletal muscle are attributed less

to a high mutation rate than to the clonal expansion of these mutations. Indeed, clonality

is the defining feature of this expansion. Single-cell studies have consistently reported that

fibres in damaged zones of the muscles are taken over by a single deletion. This has been

observed in rats17,45, rhesus monkeys46,47 and humans48. As different affected fibres generally

have different deletions and coexist with adjacent unaffected fibres16,49,186, it is believed that

the founder mutation occurs and expand clonally during lifespan48.

Another widely reported feature of the clonal expansion of mitochondrial deletions is that

regions of muscle fibre taken over by the mutations present an approximately fivefold in-

crease16,17,40,49,187 in absolute mtDNA copy number. A region of a fibre taken over by mu-

tants contains a larger number mtDNA molecules than a region of the same length contain-

ing only wildtypes. This can be phrased in terms of carrying capacity of mutant mtDNA,

or “density”: number of molecule per spatial unit. In this sense, mtDNA deletions are the

denser species. Molecular mechanisms to explain the increased mutant density have been pre-

viously proposed, including the “maintenance of wildtype” hypothesis81,188, and homeostasis

on ATP production189,190, proteome status82,191 and copy number192. These mechanisms essen-

tially hypothesise that malfunctioning mutant mtDNA molecules cause an overall increase in
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mtDNA replication as a nuclear response to restore some compromised cellular function, such

as ATP production or protein synthesis. This brings about a higher absolute number of mtDNA

molecules when the proportion of mutants is higher, leading to a higher mutant density. Our

application of SSD to mtDNA in skeletal muscles relies on the above-mentioned higher density

of mutants, but is independent of the detailed molecular mechanism behind it.

We deploy the spatial stochastic model introduced in the previous chapter to describe the

spatio-temporal dynamics of mtDNA populations in skeletal muscle fibres. We will see that

our model takes into account the fundamental features of the phenomenon and recapitulates

experimental observations using only four parameters, with each parameter being constrained

by auxiliary experimental data, without assuming any replicative advantage. We are able to

reproduce the spatial features of the distribution of the mutant load along fibres, which are

compatible with the travelling-wave of mutants driven by SSD. Our model predicts a speed of

expansion that is compatible with observations, while a standard model based on a replicative

advantage of mutants produces an implausibly fast clonal expansion. The SSD-driven wave has

a speed that decreases as population size – here mtDNA copy number in the fibre – increases

(see Eq. (2.39)); we corroborate this prediction on further experimental data. Finally, we

show that an SSD-based model can predict the mutant loads observed in muscle fibres with

reasonable de novo mutation rate, whereas previous models have overestimated these rate.

3.2 SSD matches clonal expansion in skeletal muscle fi-

bres

Skeletal muscle fibres are long, multinucleated cells, with each nucleus surrounded by a mi-

tochondrial population under its control. The clonality of the expansion of deletion muta-

tions14,17,193 supports the idea that mtDNA molecules move along the fibres, as it is unlikely

that the same mutation event occurred multiple times in distinct but adjacent regions of the

same fibre. Mitochondria are tightly packed in skeletal muscle and the mitochondrial network

is hyperfused194,195. Moreover, it has been observed that mtDNA nucleoids move diffusively in
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Figure 3.1: Stochastic survival of the densest predicts a wave-like expansion of mtDNA mutants
at a speed in agreement with experimental observations, while a standard linear replicative-
advantage model (Eq. (B.1)) predicts a speed a factor of ≈ 300 too large. A) Spatial profile of
mutant fraction (heteroplasmy) along a human skeletal muscle fibre16. The heteroplasmy profile
follows a sigmoid (Section B.7), the shape expected for a travelling wave. (B) Experimental data
on the length of abnormal regions of muscle fibres against age in rhesus monkeys, from Ref. [193]
(see Section B.6 for data processing). An approximate linear relationship is found (R2 =
0.76, p = 5 · 10−4), compatible with a wave-like expansion with speed (0.131 ± 0.025)µm/day
(linear fit). (C) Spatial structure of copy number for wildtype (blue) and mutants (orange)
for the same muscle fibre as in panel A. The heteroplasmic regions present a higher absolute
copy number, i.e., mutants are present at a higher density. (D) Stochastic simulations of a
spatially extended model with a standard replicative advantage for mutants (Eq. (B.1)), with
our best estimate of the model parameters (see Section B.2) for muscle fibres of rhesus monkeys
predicts a wave-like expansion with a speed of ≃ 40µm/day, 300 times faster than the observed
speed. Averaged over 500 stochastic replicates, with µ = 0.07/day, γ = 0.1/day, Nss = 3500,
c = 2 · 10−4/day, no density difference and replicative advantage kRA = 4cNss (see (Eq. (B.1)).
(E) Simulations of survival of the densest yields a mutant wave speed of ≃ 0.2µm/day for
the fibres or rhesus monkeys, which is comparable with experimental observations (see panel
B). No replicative advantage and δ = 0.2; other parameters are as in panel D. Averaged over
800 stochastic replicates. (F) Inserting probabilistic estimates of the model parameters (see
Section B.2) into Eq. (2.39), we find that survival of the densest predicts a distribution for
the wave speed (red histogram) compatible with observations (blue), whereas a wave driven by
replicative advantage with the same model parameters is two orders of magnitude faster (grey).
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mitochondria196. Therefore we assume that mtDNA molecules diffuse along muscle fibres.

We model a fibre as a chain of discrete units, each being a system as introduced in section 2.2.

Each unit contains a nucleus and a population of mtDNA molecules, composed of wildtypes w

and mutants (deletions) m. This population is assumed to evolve notionally under the control

of the nucleus, according to the stochastic dynamics introduced in 2.2.3, with the linear per-

molecule replication rate of Eq. (2.2) (linear feedback control). We rewrite the replication rate

here for simplicity:

λ(w,m) = µ+ c(Nss − w − δm). (3.1)

The dependence of the replication rate on w and m encodes a homeostatic control of the

mitochondrial population. There is indeed extensive evidence that the mtDNA population

of a cell exchanges signals with the nucleus, and that this signalling regulates mitochondrial

content197. As mitochondria are organised in networks, that are densely packed in skeletal

muscle194,195, we assume that the unit of homeostasis is the single mtDNA molecule and not

the organelle: the nucleus exerts control over the population of mtDNA molecules.

The observed higher density of mtDNA deletion mutants16,17,40,49,187 is encoded in the parameter

0 < δ < 1. This also means that a change in the number of mutants will entail a smaller

variation in λ(w,m) than an equal change in the number of wildtypes. Mutants are less tightly

controlled, i.e. the nucleus senses changes in the number of mutants less strongly. The quantity

w+δm can therefore be considered an effective population, i.e. the actual population sensed by

the nucleus, and Nss is the effective mtDNA population at steady state, when λ(w,m) = µ. The

parameter c > 0 quantifies the strength of the nuclear control towards homeostasis. Although

the linear form of the replication rate might seem restrictive, if the system is close to steady

state (w+ δm−Nss ≃ 0), a linear relationship approximates non-linear models. We will verify

that our core results are robust to different, non-linear forms of the feedback mechanisms.

There is evidence of diffusive movement of mtDNA in mitochondria196, and the clonality of the

expansion of deletions suggests that mitochondria move along fibres. We model this movement
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allowing random hopping of mtDNA molecules between neighboring units at constant rate γ.

We use the above rates in a Poisson process simulated via the Gillespie algorithm. Therefore we

have the three elements of SSD: density difference (δ ̸= 1), spatial structure with migration and

stochasticity. From the previous chapter, we know that in the above setting SSD predicts an

expansion of the denser mutants through a travelling wave. Experimental data (Fig. 3.1A, from

Ref. [16]), show the characteristic spatial profile of heteroplasmy data, with high-heteroplasmy

(OXPHOS-defective) regions flanked by transition regions to low or zero heteroplasmy. This

heteroplasmy profile is well described by a sigmoid (Section B.7), the shape expected for a

travelling wave (Section B.5), in a manner compatible with the expansion being a wave-like

phenomenon. We report more profiles in Fig.3.2A, C and in Section B.1.

We have estimated the speed of this expansion by analysing data from Ref. [193] on the length

of abnormal regions in rhesus monkeys (see Section B.6 for data processing). Regressing the

lengths against age (Fig. 3.1B), we observe a relationship (p = 5 · 10−4) which is approxi-

mately linear (R2 = 0.76) and corresponds to an average wave speed of (0.131± 0.025)µm/day.

Fig. 3.1C, relative to the same fibre as in 3.1A16, highlights the key fact that the absolute copy

number in high-heteroplasmy regions is larger than in normal regions17,40,49,81,187): mutants are

the denser species.

In Section B.2 we explain our estimates of the parameter values from published experimental

data for a typical mtDNA deletion mutation in rhesus monkeys fibres. With these estimates,

simulations of a standard linear model (Eq. (B.1)) based on replicative advantage, in which the

increase in mutant density is explained by a higher replication rate as expressed in Eq. (B.2),

predict a wave-like expansion of ≈ 40 µm/day (Fig. 3.1D), 300 times faster than the ob-

served speed. In contrast, SSD predicts a wave-like expansion of deletions with a speed of

≈ 0.2 µm/day (Fig. 3.1 E). Different mtDNA deletion mutations will have different charac-

teristics, including increase in density or (supposed) replicative advantage. Other parameters

of the system, like the diffusion constant, are also uncertain. Eq. (2.39) allowed us to verify

robustness to uncertainty in parameter values. We obtained probability distributions for the

wave speeds predicted by SSD and a replicative-advantage model, by inserting draws from the

distributions of parameter values (given in Section B.2) into Eq. (2.39), with the appropriate
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interpretation of k for the two models. The predicted distributions are plotted in Fig. 3.1F,

together with the distribution of the experimentally observed wave speed obtained via linear

fit (Fig. 3.1B). After accommodating this parametric uncertainty, SSD remains much superior

to replicative advantage at reproducing the observed speed.

In Section B.3 we show that allowing for both higher mutant death and replication rate would

not change the replicative-advantage wave speed distribution of Fig. 3.1F. We cannot exclude

a situation in which an SSD and a replicative advantage (and possibly selective elimination)

coexist, but our analysis suggests that replicative advantage is not necessary and – on its own

and in its standard form – not viable. In summary, we have presented a null model showing that

SSD can account for the fundamental features of the clonal of expansion of mtDNA deletion

mutations in skeletal muscle fibres.

3.3 Linking ageing, wave speed and copy number

As Eq. (2.39) states, SSD predicts a wave speed that decreases when copy number (per nucleus)

increases. Indeed, the expansion of mutants is driven by stochastic fluctuations, whose effect

generally becomes smaller for larger population size (see also Eq. (2.15)). In contrast, a stan-

dard model based on replicative advantage predicts a wave speed that increases with population

size76,143. This allows us to test SSD and replicative-advantage models against other experi-

mental observations. It has been found that copy number depletion caused by antiretroviral

therapy198 or AKT2 deficiency199 is associated with enhanced sarcopenia. Likewise, statins are

well known for increasing the risk of sarcopenia200–202 and have consistently been associated

with reduction in mitochondrial copy number203–205. Conversely, increase in mtDNA content

through exercise206,207 or overexpression of TFAM208 and Parkin209 have been found to protect

against sarcopenia and muscle atrophy.

Skeletal muscle fibres can be broadly classified into Type 1 (oxidative) and Type 2 (glycolytic)

fibres210. The former rely on OXPHOS to function and typically have twice as many mito-

chondria as the latter193,211,212, that depend on glycolysis. It is known that Type 2 fibres are
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Figure 3.2: A steeper wave of mutants propagates more slowly in fibres that have a higher copy
number per unit length, in agreement with the predictions of stochastic survival of the densest.
Data are from previous experimental studies16,17, our analysis is in Section B.7. (A) Significant
difference (disjoint confidence intervals) in the steepness τ of wavefronts of two human muscle
fibres H1 and H2: τH1 = (2.46± 0.11) · 10−2/µm, 99% CI = [2.13, 2.90] ·10−2 /µm for H1 (blue,
steeper) and τH2 = (1.36±0.16)·10−2/µm, 99% CI = [0.97, 1.99]·10−2 /µm for H2. MLE fit with
curve 1/(eτx+b+1) and profile-likelihood CIs, data from Ref. [16]. According to the mathematics
of travelling waves (Section B.5), the steeper wave is slower. (B) Comparison between the
corresponding Nss of the two fibres H1 and H2. We have found evidence (p = 10−4, d = 1.48,
one-sided Welch’s t-test) that the average copy number per unit length (a slice of length 20 µm
here) in normal regions of the two fibres H1 and H2 (Nss in our model), is higher for the steeper,
and hence slower, wave (H1, blue). This is in qualitative agreement with stochastic survival
of the densest, which predicts that wave speed decreases with copy number. In contrast, a
model based on replicative advantage predicts that speed increases with copy number. (C)
Two muscle fibres in rats, R1 and R2, present waves of mutants with significantly different
steepness τ of the waveform, as seen from the disjoint 99% CIs: τR1 = (3.97± 0.61) · 10−2 /µm,
99% CI = [2.53, 8.30] · 10−2 /µm for R1 (blue, steeper) and τR2 = (1.88± 0.16) · 10−2 /µm, 99%
CI = [1.46, 2.49] · 10−2 /µm for R2. MLE fit with curve 1/(eτx+b+1) and profile-likelihood CIs,
data from Ref. [17]. (D) We have found an indication (p = 0.06, d = 1.00, one-sided Welch’s
t-test) that the average copy number per unit length in normal regions of the two fibres R1
and R2, is higher for the steeper wave (R1, blue).
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more affected by sarcopenia with ageing40,186,193,213–215. Small, short-lived animals like rodents

show sarcopenia on a time scale of years (from ≈ 2 years) and have a larger proportion of Type

2 fibres compared to long-lived animals such as rhesus monkeys and humans198, that exhibit

sarcopenia on a longer time scale (decades). While there are other physiological differences

between the fibre types, this is a further link between smaller mtDNA copy numbers and faster

mutant expansion.

The leading edge of a faster wave is flatter than that of a slower wave (e.g., Ref. [216], sum-

marised in Section B.5). By exploiting this property, it is possible to compare the speeds of

two waves by examining their shapes. Previously published data on muscle fibres for humans16

(Fig. 3.2A, B) and rats17 (Fig. 3.2C, D) show that flatter – hence faster – waves of mutants

propagate along fibres with smaller copy numbers. All these observations support our model’s

prediction of an inverse relationship between copy number and wave speed, opposite to that

predicted by a standard replicative-advantage model76.

Importantly, the travelling wave of mutants with inverse relationship between speed and copy

number is observed not only in the case of linear feedback control (Eq. (2.2)), but also for other

controls encoding a higher density of mutants (see Section 2.6), provided that stochasticity and

spatial structure (with diffusion) are present.

3.4 Revisited estimates of mutant loads in skeletal mus-

cle fibres

One important question about of the expansion of mtDNA mutants in skeletal muscle fibres is

the value of the de novo mutation rate for deletions. Previous neutral models have required

unreasonably high mutation rates to reproduce the observed accumulation of mutants100,103.

In this section, joint work with Dr. Hanne Hoitzing, we argue for a different interpretation of

available data on mutant loads, that takes into account the spatial extension of muscle fibres.

In the next section we show that our model, thanks to the SSD-driven expansion of mutants,
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is able to recapitulate observed mutant loads assuming a realistic de novo mutation rate.

Most existing modelling studies83,103,112 for humans and rodents have tried to match predictions

to the following end-of-life target mutant loads: 5−10% fibres must have reached a heteroplasmy

level of ≥ 60%. We refer to the former quantity as threshold cell-fraction (TCF) and to the

latter as threshold heteroplasmy (TH). The TH of 60% comes from a study on cybrid HeLa

cells, stating that a 5196 base pair deletion needs to reach a cell-fraction of > 60% before the

cell shows a reduction in COX activity12. However, TH is cell-dependent217 and the 60% value

for HeLa cells needs not be relevant for skeletal muscle fibres in humans and rodents. The TCF

of 5%83,112 is often justified on the basis of three studies48,218,219. In the first study, 5% is the

upper bound of the range (0.1-5)%48. The second study found a maximum of 0.37% COX-

negative fibres in human limb muscle over a large age range218. The last study219 did observe

high percentages of COX-negative muscle fibres (∼ 40%) but, it refers to a patient affected by a

mitochondrial deletion disease, whereas we are interested in muscle ageing in healthy subjects.

We propose new estimates after examining data on skeletal muscle fibres of aged healthy mam-

mals14,16,48,193 and considering the spatial structure of muscle fibres. In these studies, hundreds

of serial sections of length ∼ 10µm were cut along muscle fibres and stained for cytochrome c

oxidase (COX) and succinate dehydrogenase (SDH) activities. COX is a mitochondrial-encoded

enzyme that is fundamental to cellular respiration, and defects in this process are often revealed

through COX deficiency. Succinate dehydrogenase refers to complex II of the respiratory chain,

the only complex fully encoded by the nucleus. Therefore, negative SDH activities indicate a

nuclear defect, whereas normal or hyperactive activities and negative COX activities point to-

wards mtDNA defects. An example of these data, from Ref. [16], is Fig. 2A, where additionally

the heteroplasmy is measured for each section. Notice that, for simplicity, we have reported the

spatial dimension as continuous, while in reality the measurements (the blue circles in the plot)

refer to the section as a whole. We suggest a TH of 90%, based on the fact that in Refs.14,48

regions of skeletal muscle fibres presenting mitochondrial dysfunctions were shown to contain

> 90% of deletion mutations.

We now propose a new interpretation of the TCF. Previous mathematical studies modelled
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muscle fibres as a single units without spatial extension, with an unstructured and well-mixed

mitochondrial population around a single nucleus. These models define TCF as the fraction

of single-unit systems in which heteroplasmy exceeds TH. Having introduced a spatial model,

we give an estimate of TCF by referring to experimental studies measuring heteroplasmy levels

along the length of muscle fibres. In Ref. [16], of 10652 human vastus lateralis (VL) muscle

fibres of aged (92 years old) subjects 98 fibres presented an abnormal region, approximately

1% of the total. In Ref. [193] 2115 muscle fibres of 34-year-old rhesus monkeys vastus lateralis

(VL) were analysed, and 51 abnormal regions were found, corresponding to ≈ 2% of the total.

These estimates for rhesus monkeys and humans refer to subjects at the end of their typical

lifespans. We define TCF as the fraction of cells (i.e., fibres) that show a macroscopic abnormal

region (where TH > 90%) and, on the basis or the above studies, we propose an end-of-life

value of TCF≈ 1− 2%.

3.5 SSD can account for mutational load in short-lived

mammals

Previous efforts to establish the ability of neutral genetic models to account for mammalian

ageing have often focussed on understanding the compatibility between mutant loads and Rmut

through mathematical modelling. The approach is to develop a model predicting a certain

mutational burden as a function of mutation rate, and then choose the Rmut that matches

experimentally observed (i.e., target) mutant loads. In Ref. [83] a neutral stochastic model of

degradation and replication of mtDNA that used a mutation rate Rmut = 5× 10−5 per mtDNA

replication, predicted that ≤ 4% of fibres will be COX-deficient due to high amount of mtDNA

deletions by the 80th birthday of the subject, in agreement with experimental observations of

healthy aged human muscle48,218. However, it was later argued that this mechanism cannot

explain mutant loads for short-lived animals like rodents112, which show similar accumulation

patterns on much shorter time scales (≈ 3 years)17,45. For the model to predict the observed

mutant loads in short-lived animals such as mice and rats, Rmut must be so high that it would
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Figure 3.3: Fixation probability of a founder mutation in a muscle fibre depends on local numbers
of mtDNA per nucleus (Nss in our model) and is independent of the total number of mtDNA in
the fibre. The reciprocal of the fixation probability Pf increases linearly with Nss (see Section
B.4), and hence Pf ≈ α/Nss, with α = (3.316 ± 0.002) for Nss ≫ 1. The black dots represent
estimates of this probability for 10 < Nss < 1000, obtained via stochastic simulations (details in
Section B.4, error bars are standard deviations). For Nss = 3500, a plausible value for humans,
the predicted fixation probability is Pf = (9.47± 0.06) · 10−4 (blue dot).

produce an unrealistically high mutational diversity, whereas experimental studies report a

single deletion that clonally expands100. It has therefore often been assumed that neutral

stochastic models cannot explain the mutational load in short-lived animals, and therefore

models where mutants have a replicative advantage are needed.

In this chapter we have shown that SSD induces a wave-like clonal expansion of mutants

without the need of a replicative advantage. In Fig. 3.3 we have plotted the reciprocal of the

probability that a single founder mutation (arising in a muscle fibre modelled as a chain of

units with w = Nss wildtype each) takes over the whole system, against Nss. (details in Section

B.4). We have simulated data in the range 10 ≤ Nss < 1000, using our best estimates from

the literature for the remaining parameter values (Section B.2). The data are well described

(R2 = 0.9995) by a + bNss, with b = 0.301 ± 0.002, a = 1.5 ± 0.6 (linear fit). Based on this

regression analysis, we estimate a fixation probability for humans of Pf = (9.47 ± 0.06) · 10−4

using Nss = 3500 (a plausible value for humans44). In Section 3.4 we referenced experimental
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studies14,16,48,193 reporting that in abnormal regions of muscle fibres, heteroplasmy is higher

than 90%. In the following we will consider that abnormal regions have heteroplasmy 100%,

i.e., that mutants have fixed. This approximation is not drastic and allows for a mathematically

transparent argument.

The fraction of fibres that show an abnormal region – threshold cell fraction (TCF), see previous

Section 3.4 – can be related to the number M of sufficiently early mutations that occur by the

formula MPf = TCF (we expect Pf to be very small). By “sufficiently early” we mean that

these M mutations arise early enough to have time to take over a macroscopic region of the

system and be experimentally detectable, if they have not, alternatively, been lost due to

random degradation. In a chain of n units each containing Nss molecules that can mutate at

a rate Rmut, we expect to see M = nNssRmut∆T mutations arising in a time interval ∆T . If

we define that mutations occurring in the first ∆T of life are occurring sufficiently early to be

experimentally detectable (if successful), we have

RmutnNss∆TPf = TCF =⇒ RSSD
mut =

TCF

nNss∆TPf

, (3.2)

where by RSSD
mut we denote the estimate of Rmut based on SSD.

In experimental studies16,17,40 muscle fibres are cut into slices of 20µm each, where heteroplasmy

level are then measured. At the speed of approximately 0.2 µm/day estimated in this study,

a travelling wave of mutants would take over a 20µm slice in less thant 1 year. Therefore,

a mutation that arises and gives rise to a wave in approximately the first 102 years of life

(comparable to a lifetime) would still have time to take over a macroscopic region and become

detectable. This means that ∆T ∼ 102. We take the extremely conservative position that it

takes an entire lifetime for mtDNA mutations to accumulate to a detectable level and that

all mutations that are detected are created in only the first year of life, i.e ∆T =1 year. We

measure ∆T in multiples of the characteristic time for a single mtDNA molecule to replicate.

Considering that, on average, a mtDNA molecule replicates every 10 days in a steady state

situation (see estimate of µ in Section B.2), ∆T = 3.6 replications. Typical skeletal muscle

fibres are 3 − 12cm long, which means n ∼ 1000 − 4000 (see estimate of L in Section B.2).
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Inserting these estimates and Pf = 9.47 · 10−4,TCF = 0.01, Nss = 3500 in Eq. (3.2), we obtain

Rmut = 4.1 · 10−8 − 1.6 · 10−6 per replication, two-to-three orders of magnitude smaller than

the estimate in the reference study83, despite our highly conservative assumption on ∆T . The

value of TCF is estimated in section 3.4.

The above argument is meant to give an order-of-magnitude estimate, to quantify the intuition

that SSD lowers the required Rmut needed to observe a given mutant load, in comparison with

models that do not exhibit such a marked expansion of mutants. The values quantities in

Eq. (3.2) need not be precise estimates to yield an Rmut that is much lower than previously

thought. Moreover, a less conservative value of ∆T would have led to an even lower value of

Rmut.

The above argument is valid under the following assumptions:

1. A fibre can be divided into units, the building block of our model. A mutation can arise

in a single unit and can expand into neighbouring ones.

2. An abnormal region is caused by a single mutation event. It might be that while a deletion

is expanding, an identical one arises in the same region of the muscle fibre. We assume

that this does not happen in our argument, as mutations are rare event and most of them

are lost due to random degradation.

3. A mutation must arise in the first ∆T of life in order to have enough time to expand and

become detectable, if successful.

4. A mutation event cannot give rise to more than one abnormal region. Although it may

be that distinct but nearby abnormal regions in a single fibre are the result of a single

mutation event, this was not observed in the studies we investigated.

In summary, neglecting spatial structure caused early models to miss SSD and to require

unrealistically high values of Rmut. As SSD increases the probability that a single founder

mutation takes over a long fibre, it also dramatically decreases the de novo mutation rate

required (i.e., number of mutations) to yield observed mutant loads.
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More generally, what determines the possible progression of sarcopenia, is not only Rmut, as

assumed in early studies, but rather the speed of the wave of mutants. Different animals can

have different mtDNA turnover rates, copy numbers, type of mutation and diffusion rate that,

according to Eq. (2.39) and Eq. (2.40), affect the wave speed. Different species might thus be

expected to experience sarcopenia on different time scales. In particular, short-lived animals

are predicted to have higher wave speeds for a larger proportion of fibres, since they have more

glycolytic, low-copy number fibres198. For these two reasons – drastically decreased Rmut and

possibly faster waves – SSD has the potential to account for sarcopenia also in short-lived

animals.

3.6 Discussion

We have argued that our model, based on stochastic survival of the densest (SSD), recapitulates

the features of the clonal expansion of mitochondrial deletion mutations in skeletal muscle fibres.

Ours is the first spatial model to account for the spread of mutant mtDNA, schematising skeletal

muscle fibres as a chain of nuclei each surrounded by a population of mitochondria that can

move diffusively along the fibre. Previously, the clonal expansion of mitochondrial deletions has

been modelled via a replicative advantage51,103,112,133,220. We have discovered that a standard

literature-parameterised linear model of this type (Eq. (B.1)) produces an expansion that is

300 times faster than observed speeds. Our model predicts instead a speed that is of the same

order of magnitude as observations, and this is robust to the uncertainty in parameter values.

To the best of our knowledge, this is the first phenomenon with a compelling description as

SSD.

Our phenomenological formula for the speed of the SSD-driven wave (Eq. (2.39)) has implica-

tions for therapy, since existing drugs allow us to modulate some of the parameters influencing

the propagation of mutants. The SSD wave speed decreases when copy number increases;

therefore increasing copy number via interventions such as increased physical exercise206,207,

calorie restriction221 or both222, and administering nicotinamide riboside223 or niacin224 has
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the potential to slow down the clonal expansion of mutants. Decreasing mtDNA diffusion (by

fragmenting the mitochondrial network) or turnover seems less viable, being associated with

negative consequences and health challenges225–227.

Models based on SSD exhibit a wave speed that decreases when copy number increases, unlike

models based on replicative advantage. By reviewing existing data on how copy number affects

the steepness of the wavefront (which is connected to wave speed) and the likelihood of devel-

oping sarcopenia, we have corroborated the SSD-based prediction of Eq. (2.39) and therefore

shown evidence that SSD drives the clonal expansion. Future experiments investigating the re-

lationship between copy number and the speed of the expansion (directly or through wavefront

steepness) could provide additional evidence in favour of SSD, and possibly against mechanisms

based on a replicative advantage. Manipulating mitochondrial turnover via administration of

urolithin A228,229, a mitophagy stimulator that increases mitochondrial degradation (µ in our

model), could also help probe Eq. (2.39). Finally, we have shown that SSD, together with a

re-evaluation of the current estimates of the mutant loads, lowers the de novo mutation rate

needed to reproduce the observed mutant loads in humans by three orders of magnitude com-

pared to previous models based on neutral stochastic drift81–83. As a consequence, a de novo

mutation rate lower than previously thought can yield pathology.

Future work might explore the interaction between the model presented here and mitochondrial

network dynamics in skeletal muscle fibres, as done in Ref. [220] for a model based on replicative

advantage. Moreover, our model may be applicable to a wider range of cells in the presence

of sub-cellular control on sub-populations of mitochondria. Neurons might be a candidate,

although their directed mitochondrial trafficking230 is different from random diffusion. There is

also evidence of exchange of mtDNA between cells231, but the scale and nature of this in vivo

is under debate.

Our core claim is that the expansion of mtDNA carrying deletions in skeletal muscle fibres

is not necessarily driven by a replicative advantage, or by conventional neutral drift. Rather,

mtDNA deletion mutants might have an effective selective advantage induced by SSD, namely

by the combined effect of stochasticity, higher density and spatial structure with diffusion.



Chapter 4

Estimating COVID-19 vaccine

effectiveness

Summary

In this chapter, I present my ongoing work on estimating the effectiveness of two COVID-

19 vaccines from data collected within the SIREN study. The chapter starts with a concise

introduction to survival analysis, with a focus on the Cox proportional hazards model. The

connection between proportional hazards models and counting processes is also explored, with

an example of inference on data from a forward stochastic simulation analogous to those used in

the previous chapters. After giving more details on the SIREN study, I then discuss the results

of my research on SARS-CoV-2 vaccine effectiveness and protection from previous infection, for

the Delta (B.1.617.2) and Omicron (B.1.1.529) variant. I also review challenges and potential

biases of the analyses.

70
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4.1 Introduction

On 31/12/2019, the Chinese authorities informed the World Health Organisation (WHO) that

“cases of pneumonia of unknown etiology” had emerged in the country. Days later, Chinese

scientists identified a new coronavirus, called severe acute respiratory syndrome coronavirus

2 (SARS-CoV-2), causing a disease named COVID-19. On 20/01/2020, the first COVID-19

patients tested positive in the UK. The WHO declared a pandemic on 12/03/2020. The first

UK-wide lockdown was ordered on March 23/03/2020. As of November 2022, there have been

more than 625 million confirmed cases of COVID-19 and more than 6.5 million related deaths

worldwide, of which more than 23 million cases and 190,000 deaths in the UK (data from

https://covid19.who.int).

Since the early days of the pandemic, scientists have asked if COVID-19 infection protects from

future reinfections, and for how long. One of the scientific studies aimed at answering this

question is the SIREN (Sarscov2 Immunity REinfection EvaluatioN) study, part of the UK

national response to the pandemic and led by Public Health England (now UKHSA). SIREN

was launched in June 2020, is a multi-center, prospective cohort study that enrolled healthcare

workers in the United Kingdom. With the rollout of vaccines, which started on 8/12/2020

in the UK, SIREN’s primary goal became estimating protection from vaccination, previous

infection or both.

I have worked on estimating these protections, having been involved in the SIREN study since

July 2021 as the lead statistician of the team. This chapter is about my ongoing research on the

topic, which uses methods from survival analysis on data from the SIREN study. The plots and

tables in this chapter and in Appendix C are joint work with Sarah Foulkes and Victoria Hall,

the joint first authors of124. We discussed at length how to best present the results in each case.

Therefore, for me The COVID-19 pandemic led to an opportunity to explore complementary

mathematical and scientific areas in my PhD, and most importantly to give a contribution to

the response to this global crisis.

https://covid19.who.int
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4.2 Overview of survival analysis

In the introduction to the thesis we gave an overview of the applications of survival analysis,

hinting at its connections with stochastic processes. What follows is a succinct and conceptual

introduction to survival analysis, based largely on Refs. [232, 233], aimed at making this thesis

reasonably self-contained. We start by introducing censoring, a defining feature of survival

data. We then lay out the mathematical foundations of survival analysis, and introduce non-

parametric, parametric and semi -parametric survival models, with an emphasis on the Cox

proportional hazards model that we used in our work on COVID-19 vaccine effectiveness. More

details can be found in the textbook Ref. [234].

4.2.1 Censoring is a defining aspect of survival analysis

Suppose you have two populations of bacteria from two different strains on two petri dishes,

and that you want to investigate and compare how long each population can survive after

introducing a lethal chemical, that we are sure will destroy all bacteria on a time-scale of days.

Suppose that you can observe the two populations until all bacteria die out and that you can

record the time each bacteria dies. In this setting, you have full information on the time to

event of interest (death here), or survival time T . After you have observed the death of all

bacteria, a number of statistical methods can be used to answer the question: “which strain of

bacteria has survived the longest?” For example, one could inspect the distribution of survival

times for the two strains by plotting histograms, and if normality conditions are satisfied a

t-test can be used to compare their means.

Now, suppose you run a study with two groups of subject, one group that previously received

the flu vaccine and the other unvaccinated, with research question “is the vaccine effective at

preventing flu?” The event of interest here is infection from flu virus. Suppose the study runs

for two months and starts at the beginning of the flu season. By the end of the study, it is

likely that a) some subjects will have been infected, b) some will have left the study before the

event of interest, c) some will have stayed in the study until its end and not get infected. The
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survival time T of subjects in a) is the time the spent in the study until infection. Subjects in

b) might have withdrawn from the study, or might be lost to follow-up, for example they moved

country and stopped answering queries or were lost because of an error in the database system.

In general, they stopped contributing to the study for a reason, possibly unknown, different

from the event of interest. For subjects in b) and c), however, a lower bound l is known such

that T ≥ l; in this case l is the time spent in the study at their last follow-up (the last time

subjects were seen, which coincides with the end of the study for c) subjects). This situation,

in which the survival time is not known exactly but there is some information about it, is called

censoring, and is a form of missing data problem. Censoring is a defining aspect of survival

analysis, that makes it challenging and interesting, and requires special methods of analysis.

This type of censored data, common in clinical and epidemiological studies, makes this situation

markedly different from the above stylised example on strains of bacteria, preventing the use

of standard graphical methods and statistical tests.

We underline that the above is an example of right-censoring : the event did not occur during

the observation, we have a lower bound l on the survival time and no information about

censored subjects after the end of the observation. A right-censored subject might or might

not experience the event of interest after being censored. Left and interval censoring are also

possible. Left censoring happens when the event of interest has occurred before observation

starts, so that only an upper bound on the survival time is available. Interval censoring occurs

when the time of the event of interest is known to lie in an interval, so that we have a lower

and upper bound on the survival time. In this thesis we only deal with right-censored data, the

most common form occurring in survival analysis, and we will use “censor” with the meaning

of “right-censor.”

Standard survival analysis techniques, including those used in this thesis, are valid under the

assumption of non-informative censoring. Non-informative censoring means that censored sub-

jects have a censoring time that is statistically independent from failure time. In other words,

we are assuming that knowing that a subject is censored does not give us any information on

the likelihood and time of the event of interest. An example of informative censoring would a

study investigating the time and occurrence of complications after surgery in hospital patients,
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where discharged patients are right-censored. Being discharged is usually associated with good

health conditions and a lower probability of complications compared to patients who are still

in hospital, therefore censoring at discharge would be informative. Non-informative censoring

means that censored and uncensored subjects have comparable survival prospects, or that the

study cohort keeps being a representative random sample despite the censoring events. In

medical terms, censoring is non-informative if it is unrelated to prognosis. Techniques to deal

with or control for informative censoring include imputation for missing data and sensitivity

analyses with best and worst case scenarios235.

4.2.2 Mathematical foundations

Two central concepts in survival analysis are the survival probability and the hazard function.

Considering the time T of the event of interest a random variable, the survival probability S(t),

also called survival function, is the probability that the T is later than some time t, namely:

S(t) = P(T > t), (4.1)

where “P” stands for probability. It is usually assumed that S(0) = 1 and that S(∞) = 0, and

the survival function is non-decreasing.

The hazard function h(t) is the event rate at time t conditional on survival until at least t, i.e.

T ≥ t. Expressing the occurrence of an event at time t as t ≤ T < t + dt for infinitesimal dt,

we have

h(t) = lim
dt→0

P (t ≤ T < t+ dt)

dt · S(t)
= −S ′(t)

S(t)
= − d

dt
[logS(t)]. (4.2)

The hazard function is essentially the rate at which the event of interest occurs. It is sometimes

called force of failure or mortality. The hazard rate is non-negative, and, in contrast with

the survival function, can be non-monotonic and/or discontinuous. The cumulative hazard

function H(t) is the integral of the hazard H(t) =
∫︁
h(t) dt, and from 4.2 one can see that
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H(t) = − logS(t).

Survival analysis allows us to learn about the survival and hazard function from data. The set

of techniques generally fall into three categories:

1. Non-parametric techniques do not make any assumption about the distribution of survival

times or, equivalently, about the hazard function.

2. Parametric techniques assume a specific functional form for the hazard function, and

hence a distribution for survival times.

3. Semi-parametric techniques do not assume a specific form for the hazard function, but

make assumption on how characteristics of the subjects influence the hazard function.

4.2.3 Non-parametric estimate of the survival function

The Kaplan-Meier (KM) method, also called product-limit method, is a way of estimating the

survival function non-parametrically from observed survival times, and can accommodate for

right censoring. Suppose that events of interest happen at times t1 < t2 < ... < tk (with t0 = 0),

and are assumed to be conditionally independent from one another. Denote by dj the number

of events at time tj and by nj the number of subjects under observation just before tj. S(tj)

can be calculated from S(tj−1) as

S(tj) = S(tj−1)

(︃
1− dj

nj

)︃
, (4.3)

with S(0) = 1. S(t) is a step function whose value stays constant between any two events, and

decreases at each event. Plotting S(t) against time, one obtains the KM survival curve. In the

absence of censoring, the KM estimate of S(t) reduces to the ratio of subjects with no event

at time t to the initial number of subjects. Reconsidering the example of the medical trial of

the flu vaccine, one can estimate the survival function of the two groups (patient who received

the vaccine and patients who did not) and statistical tests are available to establish if there is
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a significant difference between the functions. The most widely used method is the log-rank

test236, that tests the null hypothesis that there is no difference between the populations in

the probability of an event of interest at any time point. The log-rank test can be also used in

settings where there are multiple groups. An example of an analysis using KM survival curves

and log-rank test is shown in Fig. 4.1.

Figure 4.1: Kaplan-Meier survival curves for 51 adult women with recurrent brain tumour, split
in two groups based on the type of tumor (astrocytoma and glioblastoma). Event of interest
is death. A vertical segment on the curve indicates that an observation has been censored at
that time point. Shaded regions are 95% confidence intervals, computed using Greenwood’s
exponential formula237. The two groups can be compared via log-rank test that gives p < 0.01
here, i.e. evidence against the null hypothesis that the event of interest at any time point
happens with the same probability in the two groups. Data from Ref. [238].

The KMmethod and log-rank test are versatile in that they do not require knowledge of, or make

assumptions, about the shape of the survival curves and the distribution of survival times; they

only assume independence of survival times and non-informative censoring. They also allow

for risk to vary with time quite generally, e.g. the risk of respiratory infection dropping in the

summer. However, they have limitations. First, they cannot provide a clinically interpretable

estimate of the size of the difference (if any) between groups, i.e. a directly interpretable effect

size (and associated confidence interval). Moreover, the survival prospects between groups

might be influenced by other factors: in our flu vaccine example, the probability of infection

might depend on the age and occupation of the study participant, not only on whether or
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not they received the vaccine. In other words, a multi-variate analysis might be needed, and

failure to adjust for relevant patient-related predictors might lead to spurious results, especially

in case of confounding. Moving away from non-parametric approaches helps overcome these

limitations.

Non-parametric estimates of the hazard function h(t) are less straightforward. For the the cu-

mulative hazard H(t) = − logS(t), integral of the hazard function, the Nelson-Aalen estimator

is widespread and well understood, and an estimate of h(t) can be derived by applying a kernel

smoother to the increments. Parametric modelling, instead, assumes a parametric form for h(t)

and allows the estimation of parameters from data.

4.2.4 Parametric survival models and multivariate survival analysis

Having a fully specified form for h(t) and S(t) makes predictions possible, such as mean and

median survival time or the proportion of subjects that have experienced the event of interest at

any given time, even beyond the duration of observation. The simplest example of a parametric

survival model is that with a constant hazard function: h(t) = λ. This yields an exponential

distribution for the survival times, S(t) = exp−λt, leading to the exponential survival model.

Maximum likelihood can be used to estimate λ from data. Other widespread parametric models,

with a time-dependent hazard and therefore more complex survival functions, are the Weibull,

Gompertz and log-normal models. In the following we will discuss piecewise exponential model,

with a piecewise constant hazard. The usual challenge associated with parametric modelling is

establishing whether the data are described well enough by the assumed functional form; this

can be assessed with the help of non-parametric estimates; model selection can be performed

with standard techniques, such as the Akaike information criterion.

A common h(t) for each subject under observation corresponds to an assumption of homogeneity

of the population. Importantly, parametric modelling allows the accommodation of multiple

factors that might affect the survival prospects of different subjects, whose relevance can be

statistically tested. In order to do this, further assumptions on the form of the hazard functions

are necessary. Under the proportional hazard (PH) assumption, the hazard for a subject i with
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a vector of covariates xi = (x1, x2, ..., xp) is

h(t|xi) = h0(t) exp(β1x1 + β2x2 + ...+ βpxp), (4.4)

where the coefficients βis are the parameters of interest to estimate, in addition to the parame-

ters of h0(t). The hazard is factorised into the baseline hazard h0(t) and a term that describes

the effect of the covariates. Notice that when xi = 0, h(t|xi) = h0(t), hence the name of

baseline hazard for h0(t). A PH model is in essence multiple linear regression of the logarithm

of the hazard, with the baseline hazard that can be viewed as a (time-varying) intercept. The

quantity exp(βj) is called the hazard ratio (HR), as it coincides with the ratio of the hazards

of two subjects that differ only for a unit value of the covariate xj. An HR of exp(βj) > 1

(equivalent to βj > 0), indicates that as the value of xj increases, the hazard increases and

thus the length of survival decreases. For instance, if xj is age, then HR of exp(βj) = 1.03

means that the hazard increases by 3% for every additional year of age of the subject. For a

binary variable, e.g. xj = 1 for smokers and xj = 0 for non smokers, exp(βj) = 0.54 would

mean that smoking is associated with a 46% reduction in the hazard. In this sense, the co-

ordinates act multiplicatively on the h(t). The name “proportional hazards” is used because

the hazard for a subject with covariates xi is a constant (time-independent) multiple of the

hazard for any other subject with a different covariate vector, with proportionality constant

given by a product of HRs. Importantly, the effect of covariates on the hazard is independent

of time. It is necessary to verify that the PH assumption holds before using a PH model; sta-

tistical tests are available, in the following we will apply a test based on Schoenfeld residuals239.

An alternative to PH models are accelerated failure time models, which assume that the effect

of a covariate is to accelerate or decelerate the life-course of a subject, i.e. shrink or dilate the

time axis acting multiplicatively the time variable in S(t). In this work we will not focus on

accelerated failure time model.
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4.2.5 Likelihood and censoring

It is interesting to see how the defining features of survival analysis, censoring, is reflected in the

construction of the likelihood function. Here we give an example in the case of right censoring,

using the definitions given in 4.2.2.

In random censoring, for each individual i in the population there is a potential lifetime Ti and

a potential censoring time Ci. For each unit, we observe either a death (failure) or a censoring

and we know which of the two events it is. In mathematical terms, we observe Yi = min{Ci, Ti}

and an indicator variable di, that takes the value 1 if unit i failed and 0 otherwise. We assume

that these random variables are independent. If the individual i dies at time ti, then the

contribution to the likelihood is Li = S(ti)h(ti), namely the unit survived until time ti and

then died. If the unit is still alive at time ti, then, under the assumption of non-informative

censoring, we only know that Ti > ti; therefore the contribution of a censored observation to

the likelihood is Li = S(ti). Recalling the meaning of di as the indicator variable for the death

event, the likelihood can be written as

L =
n∏︂

i=1

Li =
∏︂
i=1

h(ti)
diS(ti). (4.5)

Recalling that for the cumulative hazardH(t) we haveH(t) = − logS(t), and taking logarithms:

logL =
n∑︂

i=1

[di log h(ti)−H(ti)]. (4.6)

The expressions in Eq. (4.5) and Eq. (4.6) represent the likelihood and log-likelihood in the

presence of right censoring. Let us now see an example of the maximum likelihood estimation

(MLE) procedure for the exponential survival model. As mentioned in 4.2.4, in the exponential

survival model one assumes a constant hazard function h(t) = λ, hence H(t) = λt. Using these

in Eq. (4.6) we obtain

logL =
n∑︂

i=1

[di log λ− λti].

By denoting D =
∑︁n

i=1 di (total number of failures) and T =
∑︁n

i=1 ti (total follow-up time),
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the log-likelihood can be written as

logL = D log λ− λT. (4.7)

Differentiating with respect to λ and setting to zero, the MLE λ̂ for λ is

λ̂ =
D

T
, (4.8)

namely the total number of deaths over the total follow-up time. In the absence of censoring,

D = n and the MLE of λ reduces to the reciprocal of the sample mean, which is the familiar

MLE estimate for the rate of the exponential distribution.

4.2.6 Semiparametric Approach: Cox proportional hazards model

In fitting proportional hazards (PH) models, researchers are often interested exclusively in the

parameters βj, and the corresponding hazard ratios (HR) exp(βj). The initial aim of the SIREN

study, e.g., was to establish if a previous SARS-CoV-2 infection is associated with protection

from future reinfections145 and, if so, quantify this protection. A problem of this kind can be

approached using a PH model where the event of interest is “SARS-CoV-2 infection” and with

a binary predictor xj, such that xj = 1 if the participant was previously infected and xj = 0

otherwise. An HR of exp(βj) < 1 would mean that previous infection is associated with a

reduction in the hazard (hence probability) of infection.

David Cox240,241 showed that, assuming proportional hazards as in Eq. (4.4), it is possible to

estimate the HRs without making any assumption on the baseline hazard h0(t), that need not be

estimated. This is possible because the PH assumption in (Eq. (4.4)) gives rise to a likelihood

function where the baseline hazard h0(t) cancels out240,241. The resulting function, termed

partial likelihood, depends only on the coefficients βis that are estimated by maximisation.

The Cox PH model, often called simply Cox model, is very popular. It retains the intuitive

interpretation of HRs, that are often the relevant information researchers are after. At the same
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time, it does not require any assumption on the baseline hazard h0(t) that might be difficult

to model or might be affected by unmeasured covariates. The disadvantage is that it is less

powerful in making predictions, as the hazard and survival functions are not estimated, being

suitable when researchers are essentially interested in HRs. If a functional form for the baseline

hazard is applicable to the problem at hand, then a parametric PH model is more efficient –

narrower confidence intervals in the estimates of HRs – and powerful. Moreover, despite the

flexibility of an unspecified h0(t), the non-trivial and strong PH assumption is still central and

needs to be tested for each predictor. Below we look at extensions of the PH models, that

make the model more flexible and also help deal with predictors that do not satisfy the PH

assumption.

4.2.7 Assumptions and extensions of the Cox model

Time-varying predictors. During the observation, the values of covariates of subjects may

change. In the flu vaccine example we are using, we might include a binary predictor for

whether a subject works in close contact with other people, as the level of daily inter-personal

contact might affect the probability of being infected. Some participants might change type of

occupation during the study, or switch from office to remote work. In the Cox model a similar

situation can be easily accommodated, and this depends on how the HRs are estimated in the

presence of an unspecified h0(t) (partial likelihood, for more detail see Ref. [241]). In the analysis

of SIREN data we extensively used time-varying covariates which are piecewise constant, by

splitting the follow-up time into chunks which the covariate is constant. More details and

examples will be provided when presenting results. Predictors that vary continuously over time

can be included too, as discussed in Ref. [242].

Stratification. The PH assumption implies that the effect of a covariate on the hazard h(t) is

constant over time. An example of violation of this assumption is geographical region during the

COVID-19 pandemic: the virus started spreading in some countries before others, therefore in

modelling data from, say, both China and UK, it would be inappropriate to assume that being in

the UK has a time-independent effect on the hazard of being infected. If a categorical predictor
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has a time-varying effect on h(t) – which can be tested using Schoenfeld residuals – including

it in the Cox model can lead to spurious results. Instead, one can allow for a different baseline

hazard h0k(t) for each category k of the variables (where for example k is an index denoting

geographical location). This means assuming that a subject with covariate xi and in the kth cat-

egory of the PH-violating variable has hazard hk(t|xi) = h0k(t) exp(β1x1 + β2x2 + ...+ βpxp).

Estimation and interpretation of the hazard ratios is unchanged, and it is possible to stratify

over more than one categorical variable. However, stratification by a non-proportional variable

prevents one from estimating whether a covariate is relevant and the strength of the possible

association. We used a stratified Cox model for analysis of the SIREN data, stratifying on

(among others) the geographic region of the UK.

Time varying coefficients. If a covariate violates the PH assumption and we are interested in

estimating its effect on the hazard in a PH-like framework, a possible approach is to introduce

a time-varying β coefficient in Eq. (4.4) to model this effect and how it changes over time. For

instance, researchers might study the efficacy of a novel antibiotic against a bacterial infection,

with a group of patients administered the antibiotic and a control-group treated with the

standard of care. The event of interest might be an adverse effect of the infection, e.g. sepsis.

The efficacy of the novel drug might change over time due to potential antimicrobial resistance.

If the novel drug might lose its efficacy, then it is crucial to know when and how fast the drug

becomes ineffective. It is not possible to stratify on the type of drug administered, as this would

prevent the study from addressing the main research question. The change in efficacy would

also not be modelled by the varying baseline hazard rate, as the novel drug is administered

only to one group. The Cox model with a time-varying coefficient for the treatment difference

may shed light on these issues and help in exploring optimal treatment strategies taking into

account the potential of acquired resistance to the drug. We did not use this extension of the

Cox model in our work within the SIREN study so we will not focus on it. More details and

worked examples can be found in Refs. [243, 244].

Finally, we mentioned that a generic PH model can be seen as a multivariate linear regression of

the logarithm of the hazard. This assumption must also be tested, and a widespread approach

is plotting the Martingale residuals against continuous covariates. We will not focus on this



4.3. Proportional hazards models and the Poisson Point process. 83

aspect, as in our applications we used only categorical covariates.

4.3 Proportional hazards models and the Poisson Point

process.

The general proportional hazards (PH) model of Eq. (4.4) reduces to the exponential survival

model if we assume constant baseline hazard and same hazard for all subjects. Let us reconsider

Eq. (4.7), the log-likelihood of the exponential survival model (i.e. constant hazard rate). Up

to a constant term that does not depend on λ, 1 this expression is the log-likelihood obtained

assuming the total number of failures D =
∑︁n

i=1 di follows a Poisson distribution with mean λT ,

with T =
∑︁n

i=1 ti being the total exposure time245. Therefore, modelling the number of failures

as Poisson random variable with mean λT is equivalent (same estimate of λ) to modelling the

exposure (censoring or survival) times as observations from an exponential distribution with

rate λ. In other words, the failures and censoring governed by an exponential survival model

can be modelled via a Poisson point process.

These observations point to an interesting connection the Poisson point process and PH models

in survival analysis, which is not restricted to the special case of constant hazard. While the

assumption of constant baseline hazard is restrictive, a much more flexible assumption is that

of a piecewise (PW) constant baseline hazard, corresponding to a PW exponential baseline

survival function. Splitting the observation time with cut-points 0 = τ0 < τ1 < ... < τM < ∞,

we can write

h0(t) = λj, t ∈ [τj−1, τj), (4.9)

with parameters λj to be estimated. The number and locations of the cut-points can be

seen as hyper-parameters. With appropriate choices, this type of model can be very powerful

in approximating baseline hazard. The above correspondence to the Poisson distribution is

generalised to this case by considering a Poisson random variable for each interval [τj−1, τj),

1Recall that di is the indicator variable for the event “failure of unit i” and ti is the corresponding survival
or censoring time.
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with outcome being the number of failures occurred in that interval246. Intuitively, the hazard

ratios exp(βx) of the full hazard function do not enter the estimation of the rates λj (and are

estimated independently) due to the factorised form of the general PH model (Eq. (4.4)).

In Cox PH model, no assumption is made on the baseline hazard; the model is therefore non-

parametric in term of the baseline hazard. A sufficiently flexible PW constant hazard, with

enough cut-points and sufficiently small intervals, can also be seen as a non-parametric model.

Interestingly, a PW exponential model where the baseline hazard is constant between consecutive

failure events returns exactly the same estimates of hazard ratios as the Cox PH model247,248,

that is therefore a limiting case of the PW exponential model. In summary, the Cox PH model

is a special PW exponential model, and the exponential survival model is closely related to the

Poisson process. This connection has been formalised120–122 and has brought about theoretical

developments in the field of survival analysis249.

4.3.1 Example: Cox regression on survival times generated from a

Poisson process

Here we exemplify the connection between the Poisson process and Cox PH models with sim-

ulated data. We simulate survival times from an inhomogenous Poisson point process with

deaths only and two species, wildtypes and mutants. The chemical reaction network is simply

W
h0(t)−−−−→ ∅

M
eβh0(t)−−−−→ ∅,

(4.10)

where h0(t) is the death rate of wildtypes and eβ a parameter that multiplies it to give the

mutant death rate. We are under the proportional hazards assumption: the wildtype death

rate is the baseline hazard and the parameter eβ is the hazard ratio of the mutant species. The

wildtype death rate is h0(t) = 2 · 10−3 ·max[1, sin(t/5) + 2 +N (0, 1/10)]/day, sinusoidal with

added Gaussian noise and bounded below by a positive value. We start with 104 wildtypes and
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104 mutants and simulate the process for a total time Ttot = 150 days, right censoring particles

that are still in the system at Ttot. We repeat the procedure 40 times, each time with a different

value of eβ, going from 0.05 to 2 in equally spaced steps, and each time estimating eβ via Cox

regression.

In Fig. 4.2 we see that the Cox estimates of the hazard ratios closely follow the values set in

the simulation, the plot being a straight line without intercept with slope = 1.003± 0.003 and

R2 = 1.000. We also fit a straight line with an intercept, verifying that the intercept is not

significantly different from zero (p = 0.96) and obtaining almost identical slope and goodness

of fit. The choice of a noisy and oscillating h0(t) emphasises the independence of the Cox

estimation procedure on the form of the baseline hazard. We have also tried other forms, such

as constant and quadratic functions with and without noise, with analogous results.

Figure 4.2: Cox regression accurately estimates ratio of wildtype to mutant death rates used to
generate survival times via Poisson point process. Plot of hazard ratios (blue dots) estimated
via Cox regression against the values of the parameter eβ set in the simulation of the Poisson
process of Eq. (4.10). Error bars are standard error. The estimates closely follows the parameter
values set in the Gillespie simulation (linear fit y = x), exemplifying the connection between
point processes and proportional hazards models.
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4.4 Protection associated with primary course and/or

primary infection

4.4.1 Background

In December 2020, the first two vaccines against COVID-19 were approved in the United King-

dom, namely the BNT162b2 vaccine, manufactured by Pfizer–BioNTech, and the ChAdOx1

nCoV-19 vaccine, manufactured by AstraZeneca. These two vaccines became the most widely

used in the vaccination campaign, including in the vaccination of the SIREN cohort. From now

on we will refer to them as Pfizer and AZ vaccine. The research presented here is available at

Ref. [124], in which I was a joint first author and led the data modelling and presentation of

results.

In the Introduction to the thesis we argued for the importance of real-world studies of vaccine

effectiveness, sometimes referred to as “phase 4” trials. In the current COVID-19 pandemic,

real world data on vaccine effectiveness is especially important for a number of reasons. For

a rapidly-mutating RNA virus like SARS-CoV-2, with different variants outcompeting the

previous dominant strain on a time-scale of months, it is essential to estimate the effectiveness of

vaccines against each variant. Different intervals between doses are observed to produce different

immune responses in terms of levels of antibody produced250, but this does not automatically

translates different levels of protections. Finally, assessing hybrid (combined) immunity from

vaccination and previous infection (PI) has become a central research question, as it is expected

that most of the World population will be infected regardless of vaccination, given the high

rates of infections in vaccinated individuals (vaccine breakthroughs) seen with the latest SARS-

CoV-2 variant.

In this section we apply the Cox model to investigate the effectiveness of one or two doses of

Pfizer and AZ vaccines against the Alpha and Delta variant, dominant in the UK between De-

cember 2020 and September 2021 (10 calendar months), when most of the SIREN participants

received the primary course of vaccination (first two doses).
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4.4.2 Data collection and event of interest

The SIREN study is an ongoing, multicentre, prospective cohort study involving 44,546 health

care workers (≥ 18 years of age) from 135 publicly-funded hospitals in the United Kingdom.

The study received approval from the Berkshire Research Ethics Committee. The participants

underwent polymerase-chain-reaction (PCR) testing every 2 weeks if they showed no symptoms

of COVID-19. In the case of symptoms, participants were tested immediately and repeatedly,

supplemented by lateral-flow testing. Moreover, all participants underwent antibody testing

at enrollment, to find if they were previously infected, and on a monthly basis while in the

study. The serum samples for the antibody investigation were tested at the U.K. Health Secu-

rity Agency (formerly Public Health England) central testing laboratory at Porton Down with

the use of the semiquantitative Elecsys Anti-SARS-CoV-2 nucleocapsid (N) protein assay and

the fully quantitative Elecsys Anti-SARS-CoV-2 spike (S) protein assay (both manufactured by

Roche Diagnostics). Every 2 weeks, participants completed questionnaires that included ques-

tions about symptoms. Vaccination data (the type of vaccine and dates of administration) were

obtained through personal identifiers from each health administration, linked to the national

vaccination register for England (Second Generation Surveillance System), and directly from

the participants in questionnaires completed every 2 weeks. The dosing interval was categorized

as “short” if the second dose was administered up to 6 weeks after the first dose and “long” if

the second dose was administered 6 weeks or more after the first dose.

Two key strengths of the SIREN study are the regular asymptomatic PCR and antibody

testing, which make missing the infections unlikely. In the event of a false negative of an

infected but asymptomatic SIREN participant, antibody testing would still reveal the infection

showing seroconversion. Importantly, as the mRNA vaccines (such as Pfizer and AZ) only cause

seroconversion for the spike protein S, seroconversion in anti-N antibody can reveal a missed

infection even after vaccination. In the following we will see how missing infections can bias

results.

Follow-up began on December 7, 2020 (the day before COVID-19 vaccination was introduced

in the United Kingdom), and continued until September 21, 2021, a period that covered 10
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calendar months. All the participants who were enrolled on or before December 7, 2020, were

followed from that date onward. Participants who were enrolled after December 7, 2020, (i.e.,

those with delayed entry) were followed from the date of their enrollment.

At enrolment, each participant was assigned to one of two cohorts: participants with no history

of SARS-CoV-2 infection (the previously uninfected cohort, naive participants) and those who

had ever received a PCR test result or an antibody test result consistent with previous SARS-

CoV-2 infection (the previously infected cohort, PI cohort). For participants assigned to the

PI cohort on the basis of a positive antibody test, the date of the primary infection was set to

the date they started experiencing symptoms compatible with COVID-19. Cohort assignments

were revised by clinicians working at the hospitals and by clinical scientists and epidemiologists

part of the core SIREN team, assessing the historical information for each participant. The

primary outcome and event of interest in the statistical model was a PCR-confirmed SARS-

CoV-2 infection, irrespective of the participant’s symptom status. This outcome was defined

as:

• primary infection if the participant is in the naive cohort;

• reinfection if the participants is in the PI cohort.

Participants who joined the study in the naive cohort and who were infected during follow-up

and before vaccination were moved (i.e. “rejoined” the study) to the PI cohort 90 days after

their primary infection positive PCR, at which point they were considered at risk of reinfection.

The 90-day delay rules out cases of persistently positive PCR tests caused by a single infection

episode. For the same reason, for a participant who was in the PI cohort on the basis of positive

antibody test results, a positive PCR was considered a reinfection only if occurred ≥ 28 days

after the first antibody-positive result. In synthesis, a reinfection is defined as a new positive

PCR result at least 90 days after a previous positive PCR or, in the absence of the PCR of

primary infection, at least 28 days after the earliest positive antibody result. For individual

participants, the survival time was the date of a PCR-confirmed SARS-CoV-2 infection, or

they were censored on the date of the last PCR-negative test available. Given the constant
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testing schedule, we assume that censoring is non-informative. Most censoring happens with

participants who are actively engaged and have not been infected on the last day of analysis

time. When participants stopped providing data before that, it means that they withdrew from

the study not because of COVID-19 events, that are closely monitored.

Participants were excluded from this analysis if the cohort assignment could not be accurately

completed or if the outcome could not be determined (e.g. participants who did not adhere to

the testing schedule), or if the date of onset of the PI was not available (i.e. participants assigned

to the PI cohort based on antibody results who did not recall COVID-19 symptoms). Moreover,

we excluded participants who, before joining the study, had a PI after their first vaccine dose;

likewise, we did not move to the PI cohort naive participants who were infected during follow-

up but after vaccination. This was motivated by the potentially different immune response

compared to participants infected before vaccination and the small numbers of participants

infected after vaccination, that did not allow us to test for differences. Participants were also

excluded if they had received a vaccine other than Pfizer or AZ for any of the two doses, or if

they had received one dose of Pfizer and one of AZ, due to the small number of people in these

situations. In summary, the analysis estimates protection from infection only, from vaccination

only and from infection followed by vaccination in participants administered Pfizer of AZ.

4.4.3 Stratified Cox model with time-varying predictors

We used a Cox PH model where the outcome variable was time to PCR-positive SARS-CoV-2

infection, which is the event of interest. The unspecified baseline hazard of the Cox model is

crucial here, as it accounts for the irregularly varying rates of infection in the population during

the 10 months of follow-up (e.g. waves caused by Delta and Alpha variant, usual spring and

summer lull of a respiratory virus infections). The model was stratified according to age group,

geographic region, workplace setting, and frequency of exposure to patients with SARS-CoV-2

in the workplace. We chose stratification based on these categorical predictors because they

improved the fit when included in the model (likelihood ratio test) but did not satisfy the

proportional-hazards assumption (Schoenfeld test).
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The main predictors are time since vaccination (vaccination status) and time since previous

infection (PI status). The predictors are categorical. Time since first vaccine dose can take

on the values (in days): 0-20, 21-27, 28-41, 42-55, 56+. Time since second vaccine dose can

take on the values (in days): 0-13, 14-73, 74-133, 134-193 and 194+. For both, the first

category corresponds to the time needed for the full immune response to develop, and we do

not focus on the effectiveness of vaccine in this initial period. For the second dose, the other

intervals correspond to approximately two months each and the last corresponds to more than

six months after the second dose. We also grouped PI status into three categories: before

primary infection, 3-12 months after the primary infection, and more than 12 months after the

primary infection. The first 90 days (∼ 3 months) after a primary infection are excluded, as

two positive PCR tests less than 90 days apart are considered persistence of the same infection

episode. For a given participant, these two predictors take on the above values as time passes,

until infection or censoring (i.e. last negative PCR test available). This is incorporated in the

Cox model by splitting the follow-up time of participants into chunks, each with a constant

value of the predictor. Each participant can therefore contribute time at risk to more than one

category, so we speak of “unvaccinated follow-up time”, or “unvaccinated exposure” “exposure

after infection/first dose” and so on. Examples are given in Tables 4.1 and 4.2. We also

controlled for gender and ethnic group because these categorical predictors improved the fit

(likelihood ratio test) and satisfied the proportional-hazards assumptions. We estimated the

HR and report vaccine effectiveness and protection associated with primary infection calculated

as 1−HR, along with Wald confidence intervals. The study participants are partitioned by site,

namely the hospital where they work. There might be a correlation among workers in the same

site, for example if there is an outbreak of infection in a hospital. Therefore we used robust

variance estimates, that are unbiased even in the presence of correlation at the hospital level251.

We conducted two main analyses:

1. Protection associated with vaccination only, in naive cohort. We focussed on all pre-

infection (naive) follow-up time, before and after vaccination with Pfizer and AZ. In this

analysis, post-vaccination intervals were further categorized according to manufacturer
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Start time End time Vaccination status Exposure (days) Outcome
3 21 Unvaccinated 18 No infection
21 41 0-20 days after dose 1 20 No infection
41 46 21-27 days after dose 1 5 No infection
46 59 0-13 days after dose 2 13 No infection
59 119 14-73 days after dose 2 60 No infection
119 170 74-133 days after dose 2 51 Infection

Table 4.1: Example of splitting of the follow-up (exposure) of a participant, needed to fit a Cox
model with vaccine status as time varying predictor. These (hypothetical) participants enrolled
three days after the start of the analysis time (day 0), received the first dose on day 21 and
the second dose on day 46. At day 170, while being between 74 and 133 days after the second
dose, the participant was infected (Outcome column). The participants contributed follow-up
time (days of exposure) to the listed categories of the “vaccination status” predictor. In our
model, vaccination status is further stratified on vaccine manufacturer, that we did not show
here for simplicity.

Start time End time Vaccination status PI status Exposure (days) Outcome
0 32 Unvaccinated No PI 32 Infection
32 122 - 0-3 months after PI Excluded -
122 150 ≥ 56 days after dose 1 3-9 months after PI 28 No infection
150 163 0-13 days after dose 2 3-9 months after PI 13 No infection
163 223 14-73 days after dose 2 3-9 months after PI 60 No infection
223 283 74-133 days after dose 2 3-9 months after PI 60 No infection
283 305 134-193 days after dose 2 3-9 months after PI 22 No infection
305 343 134-193 days after dose 2 9-15 months after PI 38 No infection
343 397 ≥ 194 days after dose 2 9-15 months after PI 54 Censoring

Table 4.2: Example of splitting of the follow-up (exposure) of a participant, needed to fit a
Cox model with two time varying predictors. The (hypothetical) participant was enrolled at
the start of analysis time (day 0). Before receiving any vaccine, they had a primary infection
(PI) confirmed by a positive PCR test at day 32. The following 90 days were excluded, as
two positive PCR tests less than 90 days apart are considered persistence of a single infection
episode (Section 4.4.2). Then, at day 122, the participant joined the positive cohort (PI cohort),
while being more than 56 days after dose 1. At day 150 the participant received their second
dose and then went through successive post-dose-2 vaccine categories. At day 305, nine months
passed since primary infection, so the PI status changed. At day 397, the participants was
censored: no infection, and last available PCR test. Differently from Table 4.1, here we have
split on vaccination status and primary infection (PI) status (time since primary infection,
if any). This is needed to fit a Cox model where vaccination status and PI status are both
time-varying predictors.

(Pfizer or AZ) and dosing interval (short or long), the latter to explore differences in

protection in participants who received the second dose closer in time to their first dose.

The baseline group in this analyses was composed of unvaccinated follow-up time, so the

HRs are related to the protection (decrease in hazard) associated with vaccination.

2. Protection associated with PI and hybrid protection. We focussed on time before any
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vaccination and after Pfizer vaccination, and on follow-up time before and after PI. In

the latter case the event of interest is reinfection. We fitted a model with combination of of

the time since PI and the time since vaccination, with the baseline being unvaccinated and

naive follow-up time (as in 1 above). This allowed us to estimate protection associated

with PI alone and hybrid protection (PI and vaccination). Follow-up time after AZ

vaccine and the categorization according to dosing interval for the Pfizer vaccine were not

considered because of small numbers in the PI cohort.

Our main results are estimates from the stratified Cox model adjusted for gender and eth-

nic group, but we also reported estimates from an unadjusted model, without stratifying

or controlling for any predictor other than the vaccination and PI status. Estimation was

performed optimising the partial likelihood, by using numerical routines of statistical pro-

gramming languages. Goodness of fit was assessed with the use of the likelihood ratio test

(against the null model). The widths of the confidence intervals have not been adjusted for

multiplicity of inference. All the analyses were conducted by myself with the use of Stata

software, version 15.1 (StataCorp). The results were replicated under my instructions by an-

other member of the SIREN team with independent code written in R, version 4.1.1, survival

package v.3.2-13 (R Foundation for Statistical Computing). Annotated code is available at

https://github.com/SIREN-study/SARS-CoV-2-Immunity.

4.4.4 Results

4.4.4.1 Descriptive results

A total of 44,546 participants were enrolled between June 18, 2020, and April 23, 2021, from

135 sites across the United Kingdom; 35,768 met the inclusion criteria for this analysis. Most

participants were women (84%), and the median age was 46 years (interquartile range, 36 to 54).

At the beginning of the analysis, we assigned 26,280 participants to the naive cohort and 9488

to the PI cohort. By the end of the analysis, 94.9% of the participants had received two doses

of vaccine: 78.5% had received the Pfizer vaccine with a long interval between doses, 8.6% had

https://github.com/SIREN-study/SARS-CoV-2-Immunity
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received the Pfizer vaccine with a short interval between doses, and 7.8% had received the AZ

vaccine. Follow-up time varied according to participant, with a total of 7,482,388 participant

person-days, of which 998,270 before vaccination and 6,430,118 after vaccination (from the

date of the first dose). Primary infections were noted in 2747 participants during follow-up,

and reinfections were seen in 210, with cases peaking at the end of December 2020, declining

by March and April 2021, and increasing in May 2021, a pattern that mirrored national trends.

A detailed description of our cohort with summarising tables, mainly work by Sarah Foulkes,

can be found in the original publication Ref. [124].

4.4.4.2 Analysis 1: vaccine effectiveness in naive cohort

Among the naive participants, with no history of previous SARSCoV- 2 infection, two doses of

Pfizer vaccine administered with a long interval between doses were associated with a decrease

in the risk of infection of 85% (95% confidence interval [CI], 72% to 92% ) (i.e., the adjusted

vaccine effectiveness in the first two months after the development of the full immune response,

14 to 73 days after the second dose) (Table 4.3, Fig. 4.3A). Over time, the adjusted vaccine

effectiveness declined but remained high, at 68% (95% CI, 54% to 77%), 134 to 193 days after

the second dose. At a median of 201 days (interquartile range, 197 to 205) after the second dose,

we observed evidence of waning of protection, with an adjusted vaccine effectiveness of 51%

(95% CI, 22% to 69%). A similar trend was observed in the participants who received a second

dose of Pfizer vaccine with a short interval between doses (Fig. 4.3B), with high protection at

14 to 73 days (adjusted vaccine effectiveness, 89%; 95% CI, 78% to 94% ) that decreased to

53% (95% CI, 28% to 69% ) at a median of 238 days (interquartile range, 220 to 249) after the

second dose. We found no significant difference between the Pfizer vaccine participants who

had a long interval and those who had a short interval between doses with respect to protection

after the second dose, with a hazard ratio for infection of 1.34 (95% CI, 0.58% to 3.10% ) at 14

to 73 days with the use of the short interval as the reference group. The adjusted effectiveness

of two doses of the AZ vaccine was 58% (95% CI, 23% to 77% ) 14 to 73 days after the second

dose. The effectiveness did not differ considerably with longer periods of time after the second

dose, with overlapping confidence intervals of vaccine effectiveness reflecting the small number
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 Two doses in naive cohort

C

A B

Figure 4.3: Adjusted vaccine effectiveness over time in previously uninfected participants. A)
Adjusted vaccine effectiveness of two doses of Pfizer vaccine with a long interval between doses,
B) Pfizer vaccine with a short interval between doses and C) AstraZeneca vaccine regardless
of dosing interval, in participants without previous infection (naive cohort). Data are for the
period from December 7, 2020, through September 21, 2021. Bars indicate 95% confidence
intervals.

of participants contributing to this estimate (Table 4.3 and Fig. 4.3C). At 14 to 73 days after

the second dose, the Pfizer vaccine with a short interval between doses was 74% more effective

(95% CI, 36 % to 89 % ) and the Pfizer vaccine with a long interval between doses was 65%
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more effective (95% CI, 21% to 85% ) than the AZ vaccine. The Wald chi-square of the model

was 371.46 (31 degrees of freedom), with an Akaike information of 15,367.

All infections (symptomatic & asymptomatic)

Vaccine status Participants Days
Infections

Crude rate
(per 104 days)

VE (95% CI) aVE (95% CI)

Unvaccinated 18094 649643 1038 15.98 ref ref

Vaccinated 1 dose
Pfizer

Dose 1 21d - 27d 15549 102894 52 5.05 0.59 (0.44-0.71) 0.59 (0.42-0.71)
Dose 1 28d - 41d 15247 201531 60 2.98 0.64 (0.47-0.76) 0.66 (0.52-0.76)
Dose 1 42d - 55d 15691 207857 29 1.40 0.71 (0.56-0.81) 0.70 (0.54-0.81)

Dose 1 >56d 16376 341183 53 1.55 0.67 (0.53-0.77) 0.63 (0.46-0.75)
AstraZeneca

Dose 1 21d - 27d 1471 10204 2 1.96 0.63 (-0.61-0.92) 0.63 (-0.80-0.92)
Dose 1 28d - 41d 1495 20496 1 0.49 0.87 (0.13-0.98) 0.85 (0.16-0.97)
Dose 1 4d - 55d 1494 20445 3 1.47 0.42 (-0.66-0.80) 0.32 (-0.87-0.75)

Dose 1 >56d 1470 38308 10 2.61 0.24 (-0.56-0.63) 0.09 (-0.87-0.55)

Vaccinated 2 doses
Pfizer long

Dose 2 14d – 73d 18562 1063102 16 0.15 0.85 (0.71-0.93) 0.85 (0.72-0.92)
Dose 2 74d-133d 17332 950734 264 2.78 0.70 (0.60-0.78) 0.66 (0.53-0.75)
Dose 21 34d-193d 13539 528245 479 9.07 0.73 (0.64-0.79) 0.68 (0.54-0.77)

Dose 2 >193d 2261 20774 81 38.99 0.46 (0.19-0.64) 0.51 (0.22-0.69)
Pfizer short

Dose 2 14d – 73d 2259 118505 10 0.84 0.85 (0.70-0.92) 0.89 (0.78-0.94)
Dose 2 74d-133d 2238 130389 6 0.46 0.62 (0.19-0.82) 0.58 (0.18-0.79)
Dose 21 34d-193d 2122 118192 47 3.98 0.58 (0.39-0.70) 0.50 (0.26-0.67)

Dose 2 >193d 1706 69352 87 12.54 0.62 (0.45-0.74) 0.53 (0.28-0.69)
AstraZeneca

Dose 2 14d – 73d 1414 79806 15 1.88 0.52 (0.15-0.73) 0.58 (0.23-0.77)
Dose 2 74d-133d 1213 59593 51 8.56 0.54 (0.32-0.68) 0.50 (0.29-0.65)

Dose 2 >133d 715 16936 26 15.35 0.67 (0.40-0.82) 0.72 (0.39-0.87)

Table 4.3: Incidence of SARS-CoV-2 infection and effectiveness of COVID-19 vaccines against
symptomatic and asymptomatic infection in participants without previous infection, December
2020 - September 2021. The unadjusted vaccine effectiveness (VE) model was adjusted for the
time since vaccination only (combined with the dosing interval and type of vaccine). The ad-
justed vaccine effectiveness (aVE) model includes additional predictors (gender, or ethnic group)
and is stratified across workplace setting, frequency of contact with patients with COVID-19,
geographic area of the participant’s workplace, and age. The hazard ratios associated with the
additional predictors are given in the supplementary tables in Section C.1.1.

4.4.4.3 Analysis 2: protection from PI; hybrid protection

A total of 6169 participants in the PI cohort were followed in the unvaccinated follow-up period

and up to 1 year after a primary infection. These participants were predominantly infected in

the spring of 2020 and were followed in the period before emergence of the Delta (B.1.617.2)
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variant. The risk of reinfection among these participants was 86% (95% CI, 81% to 89%) lower

than the risk of primary infection among the unvaccinated participants in the naive cohort

(Table 4.4 and Fig. 4.4). There was evidence of considerable waning of protection more than 1

year after infection, with a reduction to 69% (95% CI, 38% to 84%); protection during the first

year after infection was 54% (95% CI, 3% to 78%) higher than that after more than 1 year.

In the PI cohort, vaccination is associated with a stronger and longer-lasting protection than

infection-acquired immunity only. We used naive and unvaccinated participants the reference

group, in order to obtain an absolute estimate of the combined (hybrid) protection. The hybrid

protection estimates was more than 90%, after either the first or second dose of vaccination.

Waning of protection was not observed more than 1 year after infection or more than six months

after vaccination.The Wald chi-square of the model was 789.68 (30 degrees of freedom), with

an Akaike information of 14,841.

A B

Protection in positive cohort

Figure 4.4: Protection associated with primary infection and hybrid protection (vaccine + pri-
mary infection) against reinfection up to 18 months after the primary infection. The baseline
are participants without a previous infection and without any vaccination, so that the estimates
represent absolute protection associated with primary infection only (black) or the absolute hy-
brid protection (grey and blue). Data are for the period from December 2020 through September
2021 and only for Pfizer recipients. Bars indicate 95% confidence intervals.
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All reinfections (symptomatic & asymptomatic)

Vaccine and PI status Participants Days
Reinfections

Crude rate
(per 104 days)

VE (95% CI) aVE (95% CI)

Primary infection <=1 year
Unvaccinated 6169 258088 58 2.25 0.82 (0.76-0.87) 0.86 (0.81-0.89)

Dose 1 21+ days 7381 303281 13 0.43 0.91 (0.84-0.95) 0.92 (0.86-0.95)
Dose 2

14 – 73 days 5075 201580 8 0.40 0.81 (0.60-0.91) 0.84 (0.67-0.92)
74 – 133 days 2480 119013 12 1.01 0.90 (0.82-0.95) 0.92 (0.83-0.96)
134 – 193 days 1533 51893 13 2.51 0.91 (0.85-0.95) 0.92 (0.85-0.95)

>193 days 192 3346 3 8.97 0.75 (-0.19-0.95) 0.86 (0.27-0.97)

Primary infection >1 year
Unvaccinated 486 50041 12 2.40 0.71 (0.42-0.85) 0.69 (0.38-0.84)

Dose 1 21+ days 1642 38422 2 0.52 0.90 (0.60-0.97) 0.94 (0.62-0.99)
Dose 2

14 – 73 days 4852 234484 2 0.09 0.93 (0.72-0.98) 0.94 (0.75-0.99)
74 – 133 days 4970 261549 9 0.34 0.96 (0.92-0.98) 0.97 (0.93-0.98)
134 – 193 days 3772 137473 18 1.31 0.95 (0.91-0.97) 0.93 (0.89-0.96)

>193 days 654 15808 2 1.27 0.96 (0.84-0.99) 0.95 (0.82-0.99)

Table 4.4: Incidence of SARS-CoV-2 reinfection and protection associated with the Pfizer Vac-
cine and primary infection (hybrid protection), against symptomatic and asymptomatic reinfec-
tion, December 2020 - September 2021. In order to provide an estimate of absolute protection,
we defined the reference group as the unvaccinated participants in the previously uninfected
cohort. For the unvaccinated groups we give protection associated with previous infection
only. The adjusted protection (aVE) was estimated including additional predictors (gender
and ethnic group) and stratifying across workplace setting, frequency of contact with patients
with COVID-19, geographic area of the participant’s workplace, and age. The hazard ratios
associated with the additional predictors are given in the supplementary tables in Section C.1.1.

4.4.5 Assessing the impact of potential biases

4.4.5.1 Delayed entry of participants

Often, participants enter a clinical study after the natural origin of the time measurement,

which might also be different for each participant. In some cases, these two elements might

invalidate the assumptions of common survival analysis models. For example, a study might

analyse the time until first seizure for patients who suffered brain injury. It is unlikely that all

participants are enrolled right after they suffered the injury. If subjects enroll some random time

after their brain injury, researchers will observe only survival (or censoring) times that exceed

the time to study entry. As a consequence, the observed survival times will not constitute a

random sample. In the SIREN study, the natural origin of time measurement can be considered

the same for all participants, namely when the virus started circulating in the UK.
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In some studies, researchers allow participants to enrol continuously through the duration of

the study. A known example is the study of the health effects of the Hiroshima atomic bomb

on survivors252. Enrollment started in 1968 but continued until 1992. As in the above example,

survival times are biased upwards, as participants must have survived until 1968. Moreover,

those who joined after 1968 might have been influenced by their health status253. People with

serious consequences from exposure to radiation might be less likely to participate. In the

SIREN study, enrollment started in June 2020 and continued for one year. We tested whether

this introduced any bias by repeating the analysis including only participants who enrolled in

June 2020 (Section C.1.3). As the results were comparable for all models, we concluded that

our analysis is unlikely to be affected by bias due to the delayed entry of participants. If a bias

is observed, researchers can resort to modelling254.

4.4.5.2 Depletion-of-susceptible bias

Absolute VE is estimated by comparing the differential rates, or hazards of disease in vaccinated

groups to those in unvaccinated groups. Cox model adjusts the estimates derived from these

comparisons for a varying and unspecified baseline hazard. If vaccines are effective and the

groups are similarly exposed to infection, then the unvaccinated individuals will have higher

rates of incidence and will therefore gain infection-acquired immunity (partial or total) at

a faster rate. Over time, the rate of infection in the unvaccinated group will decrease. If

some infections are missed by researchers, then the unvaccinated group will accumulate, at

a faster rate, individuals who are considered susceptible but are in reality protected by a

previous infection. As a consequence, the difference in hazards will appear to decrease over time.

Equivalently, vaccine effectiveness will appear to wane over time or the waning of protection

will be overestimated. Researchers may miss infections in a number of situations, for instance

if some infections are asymptomatic and testing is not frequent, if participants do not adhere

to a testing schedule or if they are less likely to seek testing if symptoms are mild and similar

to those of other conditions.

This phenomenon is called depletion-of-susceptibles255,256. The resulting bias is caused by
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the depletion of (highly) susceptible individuals at different rates from the vaccinated and

unvaccinated group. This phenomenon can also affect fully randomised studies, and in extreme

cases the incidence of the event (infection) of interest in the vaccinated group can seem higher

than in the reference group. Recently, this challenge of vaccine research has attracted attention

in the context of rotavirus257,258 and seasonal influenza255,259

Since waning of VE is one of our major findings, we asked whether this might caused by a

biased estimator or if it might be overestimated due to depletion of susceptibles. In the SIREN

study, it is unlikely that infections are missed. Regular (bi-weekly) testing is in place, regardless

of symptoms. Participants, who are healthcare workers, are highly likely to seek testing if any

COVID-like symptoms occurs. In addition, sera sample are taken on a monthly basis, and the

non-vaccine anti-N antibody titres are assessed, that can indicate a past infection even if the

participant has been vaccinated. The use of serological data has been recommended260 as a

strategy to avoid this bias. Recognising that we cannot completely rule out the possibility that

some infections are missed, for example if participants do not adhere to the serology testing

schedule, we performed a sensitivity analysis. Our follow-up went from December 2020 to

September 2021. We repeated the analysis stopping follow-up time at 31 July, 2021. As we

observed similar results to the main analyses, including comparable waning effects (Section

C.1.2), we concluded that there is no evidence that our estimates are affected by the depletion-

of-susceptibles bias.

4.4.5.3 Previously infected participants without reliable date of primary infection

Some participants (3432) were found to have antibodies associated with a previous infection

(anti-N) at enrolment, without a reliable date of infection being known. In our main analysis,

we excluded those participants. Given the large number, we performed a sensitivity analysis

(Section C.1.4) including them and considering them at risk of reinfection 28 days after their

first antibody-positive serum sample. We found that the estimates of protection associated

with infection and hybrid protection were not significantly different from the main analysis,

with confidence intervals largely overlapping.
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4.4.6 Discussion, strengths and limitations

A total of 18 months after the emergence of SARS-CoV-2 and 10 months after the rapid

deployment of COVID-19 vaccines, we assessed the durability of protection against SARS-

CoV-2 infection conferred by both infection-acquired and vaccine-acquired immunity. Most

of our cohort of 26,280 previously uninfected health care workers received two doses of Pfizer

vaccine, which was administered with a long interval between doses; this regimen was associated

with a considerably reduced risk of infection over the first six months that peaked in the first

two months, with an adjusted vaccine effectiveness between 72% and 92%. However, we found

evidence of considerable waning of immunity, with protection declining to between 22% and

69% after six months. We found no significant differences in the risk of infection when the Pfizer

vaccine was administered with a short or long interval between doses. We found considerably

lower protection after two doses of the AZ vaccine than after two doses of the Pfizer vaccine.

The period of waning of protection coincided with the period when the Delta variant was the

predominant circulating strain; this may account for the more pronounced waning of protection

in our cohort, given the reported reduced vaccine effectiveness against the Delta variant261.

Among unvaccinated participants, the risk of infection was between 81% and 89% lower up to

a year after infection among those who were previously infected than among those who were

previously uninfected, but we found evidence of waning of protection more than 1 year after

infection. Vaccination after previous infection (PI) appeared to boost and extend immunity,

and we found no indication of waning of this immunity even more than 1 year after primary

infection.

We found that protection conferred by primary infection remained high at up to 1 year but then

began to wane. Most follow-up investigations of unvaccinated, previously infected participants

occurred before the Delta variant wave, with most of this cohort infected in the spring of 2020

and vaccinated by the end of January 2021. Our ability to study infection-acquired immunity in

unvaccinated persons at longer intervals was limited given the very small number of participants

in our cohort who remained unvaccinated. It is possible that the sustained infection-acquired

protection in our cohort was affected by repeated low-dose occupational exposure to SARS-CoV-
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2262 and that it is therefore less generalisable to populations with lower exposure. Because of

the limited length of follow-up, it remains unclear how long immune protection will last after

PI; however, some studies have suggested that protection could last for up to 61 months, and

others have shown protection ranging from 5 to 12 months263–266.

Although infection-acquired immunity is associated with a high level of protection, it wanes

after 1 year in unvaccinated persons. In keeping with previous studies, we found an additional

benefit of vaccination in previously infected participants267–269, and our finding of high levels

of protection associated with immunity from infection plus vaccination has also been observed

previously270.

The key strengths of our study include the size of the cohort of participants who underwent

frequent testing, independent of disease status, with an average PCR test interval of 16.6 days

in the unvaccinated follow-up period and 14.5 days in the vaccinated follow-up period, supple-

mented by the widespread use of lateral-flow testing, which means we can be confident that

most infections were detected. We were able to simultaneously investigate vaccination and PI

status in this well-defined cohort and adjust for important confounders, including workplace

exposures. Our design overcomes several possible, including underestimation of the proportion

of participants with PI. The strengths of our study design and the speed of vaccine deployment

probably limited the effect of depletion-of-susceptibles bias255–257,271, which particularly chal-

lenges studies on waning of immunity from vaccination, but was not apparent in our sensitivity

analysis (Section C.2.2 ). Importantly, our finding of waning of protection associated with vac-

cination in naive participants accrues the evidence base on a crucial epidemiological question,

with high-quality data.

One limitation of our study is the relatively small number of participants who contributed

follow-up data on some important vaccination exposures categories; these participants included

those who were unvaccinated, those who received the AZ vaccine, and those who received

the Pfizer vaccine with a short interval between doses. This small number of participants

particularly affected the precision of our estimates and our ability to assess potential waning

after two doses of the AZ vaccine. Given the relatively young and healthy profile of our cohort
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and the rarity of severe disease observed in this study, we are unable to assess protection against

severe outcomes.

The key messages of this analysis on the SIREN cohort are:

• Two doses of Pfizer vaccine were associated with at least ≈ 85% reduction in the risk

SARSCoV-2 infection (asymptomatic and symptomatic) in the short term (two months).

• After six months from the second Pfizer dose, this protection waned to 50%, during a

period when the Delta variant predominated.

• Protection associated with two doses of AZ vaccine was ≈ 50%, considerably lower than

that associated with the Pfizer vaccine overall.

• Protection from reinfection stayed high (≈ 85%) in the first year after a primary infection,

with signs of waning after that.

• The highest (≈ 90%) and most durable protection was observed in participants who

received one or two doses of vaccine after a primary infection.

4.5 Protection associated with booster and/or primary

infection

4.5.1 Background

Results from the SIREN study, including those presented in the previous section, were part

of the body of research that led the UK health authorities to roll out COVID-19 booster

vaccinations (third doses) in Autumn 2021. The reasons were the strong evidence for waning

of vaccine protection against the Delta variant and the expected increase in the circulation

of respiratory viruses during winter. The Joint Committee on Vaccination and Immunisation

(JCVI) set the priority for booster vaccination on adults aged 50 years and over, and those in

clinical risk groups and in front-line healthcare workers, therefore including SIREN participants.
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The uptake of the third dose was rapid in our cohort, with 80% of participants having received it

in about a month. The vaccination programme was later extended to the entire adult population

and some groups of teenagers.

On 26 November 2021 the World Health Organization classified the new B.1.1.529 variant,

commonly called Omicron, which was spreading rapidly in a number of countries. From a ge-

netic point of view, the Omicron variant is significant for the numerous mutations affecting the

spike protein with respect to the wildtype virus, five-fold compared to the Delta variant. The

spike protein mediates entry of SARS-CoV-2 into human cells272, hence it is under evolution-

ary pressure when most individuals in a population have been vaccinated and/or previously

infected. High rates of immune escape by the Omicron variant were anticipated, based on the

large number of mutations and preliminary data from South Africa (where Omicron was first

detected). In response to this, JCVI the booster vaccination programme was accelerated.

These fast developments had consequences for our work on vaccine effectiveness in the SIREN

study, as we set out to estimate protection from boosters. It was estimated273 that in England

the SARS-CoV-2 cases caused by the Omicron variant were half of the total by mid-December

2021 and 97% of the total by 1st January 2022. This rapid take-over by Omicron led us to

obtain separate estimates of protection against Delta and Omicron variant. Importantly, it was

not possible to obtain absolute vaccine effectiveness estimate, since by the time the boosters’

rollout started virtually all participants had received two doses. Therefore we estimates relative

vaccine effectiveness, namely the additional protection conferred by a booster compared to two

doses. A manuscript relative to this analysis is in preparation. As for124, I am joint first author

and led the data pre-processing, modelling and presentation of results. Preliminary results

were orally presented at the 32nd European Congress of Clinical Microbiology and Infectious

Diseases (Lisbon, Portugal).

4.5.2 Data and modelling

Most of the data collection and modelling is analogous to the previous section 4.4. The following

is meant to be read after 4.4.2 and focuses on the differences from the previous analysis.
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We estimate the additional protection conferred by a Pfizer booster for participants who re-

ceived two doses of Pfizer or two doses of AZ for their primary course. We excluded other

boosters (Moderna or AZ) because of very small numbers in our cohort. Baseline groups were

participants who had received their second dose 8+ months ago for Pfizer primary course, and

6+ months ago for AZ primary course. For AZ we were unable to use 8+ months due to very

small follow-up time in that category, but we verified that using 6+ months for Pfizer gave very

similar results. In summary, we estimate the relative protection conferred by a Pfizer booster

compared to the waned protection associated with a full primary course (first two doses).

We estimated protection separately against Delta and Omicron. For Delta, we considered data

from September 7, 2021 until November 30, 2021. The start date is the day the first participant

entered the baseline group, the end date corresponds to the start of the spread of Omicron in

the UK. For Omicron, the start day is December 13, 2022 and we stopped collecting data on

February 28, 2022. December 13 was chosen because more than half of a sample of the positive

PCR tests were caused by Omicron. We did not use data from December 1 to December

12, as Delta was still predominant; we tried to exclude data until January 2022, to minimise

coexistence of strands further, but this would have cause major a loss of power in some vaccine

status categories.

We defined three post-booster time intervals for the Omicron period: 0-2 months, 2-4 (upper

bounds included) and 4+ months. For the Delta period we have a single interval approximately

corresponding to the first two months after the booster (median 55 days, interquartile range 21

days), before Omicron set in. We neglected the first 6 days after administration of the booster,

during which the immune response develops. We defined 6 previous infection (PI) categories:

no primary infection, 3-6 months, 6-9, 9-12, 12-15 (upper bounds included) and 15+ months

after PI.

We conducted three main analyses:

1. Relative protection associated with Pfizer booster, in naive cohort. We fitted the model

in the previously uninfected cohort with vaccination status as a predictor. The relative

vaccine effectiveness (rVE) estimates represent the additional protection offered by a
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Pfizer booster, relative to a waned primary course. AZ boosters were excluded because

of the small number of participants.

2. Protection from PI.We then considered both naive and PI participants. We fitted a model

where time since primary infection and time since vaccination are added as marginal

predictors, without interactions. With this model we estimate protection associated with

a previous infection, assuming that it is independent from vaccine status. In order to test

this assumption, we fitted a model with interaction between the two predictors and verified

that interaction terms are not significant. For this interaction model we split time since

primary infection in only two categories, 3-12 and more than 12 months ago, to ensure

convergence of hazard ratios on all combinations. We can assume that if interactions are

not significant on a coarse scale, then they would not appear in a more granular one.

3. Hybrid protection. Finally, we focussed on the hybrid (relative) protection from booster

vaccination and previous infection. We focussed on the recipients of the Pfizer vaccine,

excluding AZ recipients because of small numbers in the PI cohort. We fitted a model

with combination of the time since the primary infection (3-12 and more than 12 months

ago) and the time since vaccination (table 3). The baseline here is a waned primary course

of Pfizer vaccination without any PI. The HRs from this model represent the combined

effect associated with booster and PI.

Each of these three analyses was performed separately for the Omicron and Delta variants,

resulting in six models in total. We stratified according to age group, geographic region,

and frequency of exposure to hospital patients with SARS-CoV-2. We chose stratification

based on these categorical predictors because they were statistically significant when controlled

for but did not satisfy the proportional-hazards assumption (Schoenfeld test, according to

predictor and global fit). We also controlled for gender, ethnic group and workplace setting,

because we observed that these predictors were statistically significant, led to a significant

increase in the likelihood value (likelihood ratio test) and Wald statistic, and satisfied the

proportional-hazards assumptions. As done in Section 4.4, we report the adjusted estimates

(where we control for these additional predictors), and also the estimates from an unadjusted
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model, without stratifying or controlling for any predictor other than the vaccination and

PI status. In estimating the protection from PI (main model of analysis 2), for the Delta

variant we considered additional vaccine status categories (see Section C.2.1 for the full output)

in order to have enough follow-up time to obtain estimates. Annotated code is available at

https://github.com/SIREN-study/SARS-CoV-2-Immunity-Omicron.

4.5.3 Results

4.5.3.1 Descriptive Results

We included a total of 19,614 individuals who were participating in regular SIREN testing

between September 2021 and February 2022. The cohort were predominantly female (84%), of

white ethnicity (89%), with a median age of 47 (interquartile range 16). On 15 September 2021,

29% had a history of SARS-CoV-2 infection, of which 1,901 (65%) were presumed infected in

the wildtype period, 688 (24%) in the Alpha variant period and 8 (0.3%) in the Delta variant

period. Vaccine booster uptake was 95% by the end of the analysis period.

During the period of dominance of the Delta variant (07 September 2021 to 30 November 2021,

Delta period henceforth) 18,429 participants contributed follow-up time; during and Omicron

period (13 December 2021 to 28 February 2022) 16,458 participants contributed. There were

278 primary infections and 85 reinfections during the Delta period, 2467 primary infections and

881 reinfections during the Omicron period. Crude rates of incidence were higher for Omicron

(43/10,000-days for primary infection, 32/10,000-days for reinfections) than Delta (4/10,000-

days primary, 1/10,000-days reinfections).

4.5.3.2 Analysis 1: additional protection from Pfizer boosters in naive cohort

In the infection-naive cohort, Pfizer boosters increased protection against both variants relative

to waned dose-2 (Pfizer or AZ), but less so against Omicron (Table 4.5 and Fig. 4.5). The rVE

against Delta was 63% (CI 40%-77%) relative to Pfizer primary course, 77% (CI 37%-91%)

https://github.com/SIREN-study/SARS-CoV-2-Immunity-Omicron
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A

B

Booster effectiveness in naive cohort 

Figure 4.5: Relative additional protection from Pfizer booster vaccination in participants without
a previous infection (naive cohort). Data from September 2021 to February 2022. A) Relative
vaccine effectiveness following third Pfizer dose after two Pfizer doses (primary course), against
Delta-variant and Omicron-variant infections. The baseline is the waned primary course of two
Pfizer doses. B) Same as panel A), but in participants who received two doses of AstraZeneca
for their primary course. The baseline is the waned primary course of two AstraZeneca doses.
The estimates are not directly comparable between panels, as they represent the boosts in
protection with respect to different primary courses.
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relative to AZ primary course. We only have a post-booster time interval in the Delta period,

roughly two months after booster. Against Omicron, the boost in protection compared to

primary course Pfizer was 35% (CI 21%-47%) in the first two months, 34% (CI 22%-43%) 2-4

months and 21% (CI 0%-38%) 4+ months after booster. Relative to AZ primary course, the

rVE was 68% (CI 46%-81%) in the first two months and 56% (CI 32%-72%) after 2+ months.

All primary infections (symptomatic & asymptomatic)

Vaccine status Participants Days
Infections

Crude rate
(per 104 days)

VE (95% CI) aVE (95% CI)

DELTA
Primary course Pfizer
Two doses ≥ 8 months ago 1870 31680 29 9.15 ref ref
Pfizer booster ∼ 0− 2 months ago 11232 500852 177 3.53 0.69 (0.52-0.80) 0.63 (0.40-0.77)

Primary course AstraZeneca
Two doses ≥ 6 months ago 483 9127 15 16.43 ref ref
Pfizer booster ∼ 0− 2 months ago 540 18649 7 3.75 0.77 (0.28-0.92) 0.77 (0.37-0.91)

OMICRON
Primary course Pfizer
Two doses ≥ 8 months ago 698 20416 151 73.96 ref ref
Pfizer booster

0-2 months 4590 68350 249 36.43 0.43 (0.30-0.53) 0.35 (0.21-0.47)
2-4 months 9179 389980 1627 41.72 0.46 (0.37-0.54) 0.34 (0.22-0.43)
>4months 4093 54258 297 54.74 0.40 (0.24-0.53) 0.21 (0.00-0.38)

Primary course AstraZeneca
Two doses ≥ 6 months ago 143 3954 32 80.93 ref ref
Pfizer booster

0-2 months 485 10596 28 26.43 0.66 (0.44-0.80) 0.68 (0.46-0.81)
>2 months 484 20072 72 35.87 0.60 (0.39-0.73) 0.56 (0.32-0.72)

Table 4.5: Booster effectiveness in the previously uninfected cohort against Delta and Omicron
infections, September 2021 – February 2022. We have provided an estimate of relative pro-
tection, defining the reference group as participants previously uninfected who had received
only two vaccines, and had received their second dose more than 8 months ago (Pfizer primary
course) or more than 6 months ago (AstraZeneca primary course). The adjusted vaccine effec-
tiveness (aVE) model includes additional predictors (gender, ethnic group, workplace setting)
and is stratified across age group, geographic region and frequency of exposure to patients with
COVID-19. In the post-vaccination intervals, the upper time bound is included. The hazard
ratios associated with the additional predictors are given in the supplementary tables in Section
C.2.1.
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4.5.3.3 Analysis 2: protection associated with primary infection

In agreement with the results in section 4.4, the estimated protection from PI against the Delta

variant was high, 90% (CI 42%-98%) 3-6 months after PI, remaining at 85% (CI 81%-89%) ≥

15months after PI. Against Omicron, PI protection was estimated at 67% (CI 56%-75%) 3-6

months after, but then decreases substantially, levelling off around 25%-30% from 9 months

after PI onward. Figs. 4.6A, B make this difference evident. We report all estimates in Table 4.6.

We found no evidence of interaction between protection associated with boosters and protection

associated with PI. We ran Wald tests on all interaction terms, finding p = 0.71 for Delta period

and p = 0.67 for Omicron period; every interaction term on its own had p ≥ 0.15 (not shown).

A B

Protection associated with primary infection

Figure 4.6: Protection from reinfection associated with primary infection, during Delta-variant
and Omicron-variant periods. Baselines are participants without a previous infection. Con-
trolled for vaccine status, but without including interaction terms (found to be not statistically
significant, Wald test). A) Protection associated with primary infection against a reinfection
with Delta variant, data from September 2021 to November 2021. B) Protection associated
with primary infection against a reinfection with Omicron variant, data from December 2021
to February 2022.
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All (re)infections (symptomatic & asymptomatic)

Primary infection status Participants Days
(Re)infections

Crude rate
(per 104 days)

Protection (95% CI)
Adjusted Protection

(95% CI)

DELTA
No previous infection 19103 1935033 1125 5.81 Ref ref
Previous infection

3-6 months 718 19590 1 0.51 0.90 (0.39-0.98) 0.90 (0.42-0.98)
6-9 months 2006 89006 13 1.46 0.77 (0.61-0.86) 0.75 (0.59-0.85)
9-12 months 2515 143138 34 2.38 0.61 (0.44-0.72) 0.63 (0.48-0.74)
12-15 months 1953 59925 2 0.33 0.93 (0.71-0.98) 0.93 (0.72-0.98)
≥ 15months 4595 398639 35 0.88 0.85 (0.81-0.89) 0.85 (0.81-0.89)

OMICRON
No previous infection 11074 569635 2467 43.31 ref ref
Previous infection

3-6 months 784 30397 47 15.46 0.66 (0.55-0.74) 0.67 (0.56-0.75)
6-9 months 243 5855 14 23.91 0.50 (0.11-0.72) 0.53 (0.20-0.73)
9-12 months 970 23871 80 33.51 0.19 (-0.07-0.38) 0.27 (0.04-0.44)
12-15 months 1660 61798 214 34.63 0.22 (0.10-0.33) 0.27 (0.16-0.37)
≥ 15 months 3099 150276 526 35.00 0.20 (0.10-0.29) 0.26 (0.17-0.34)

Table 4.6: Protection from reinfection associated with a primary infection (PI). Controlled for
vaccine status (not shown) but without interaction, during Delta-variant and Omicron-variant
periods. We have controlled for vaccine status without interaction terms between previous
infection and vaccine status, after having verified that interaction terms are not significant
(Wald tests: p = 0.71 for Delta period, p = 0.67 for Omicron period). The adjusted model
includes additional predictors (gender, ethnic group, workplace setting) and is stratified across
age group, geographic region and frequency of exposure to patients with COVID-19. In the
post-infection intervals, the upper time bound is included. The hazard ratios associated with
the additional predictors are given in the supplementary tables in Section C.2.1.

4.5.3.4 Analysis 3: hybrid protection

Using participants with two waned Pfizer doses and no previous infections as the reference

group, we saw that a PI and a Pfizer booster are associated with stronger protection than

booster only (analysis 1 above). Against Delta, a Pfizer booster and previous infection were

associated with around 90% additional protection, even more than one year after primary

infection (Fig. 4.7A, B). Against Omicron, the combined additional protection remained around

70% for previous infection less than one year ago and around 50% for previous infection more

than one year ago. Despite wide confidence intervals in the 4-month post-booster category

(reflecting small numbers of participants), there is an indication that the additional protective

effect associated with previous infection wanes over time against Omicron (Fig. 4.7B, right).

All estimates can be found in Table 4.7.
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A B

Hybrid Protection

Figure 4.7: Hybrid protection, from previous infection and Pfizer booster, including only par-
ticipants who received primary course Pfizer. Baseline is made up of participants without a
previous infection and with a waned (8+ months) primary course of Pfizer. A) Hybrid pro-
tection in participants who had their primary infection up to one year ago, against Delta and
Omicron reinfections. B) Same as panel A), but for participants who had their previous infec-
tion more than one year ago.

All (re)infections (symptomatic & asymptomatic)

Vaccine and PI status Participants Days
(Re)infections

Crude rate
(per 104 days)

VE (95% CI) aVE (95% CI)

DELTA
Two doses >8 months ago and no previous infection 1870 31680 29 9.15 ref ref
Infection <1 year ago, booster ∼ 0− 2 months ago 1715 55523 4 0.72 0.94 (0.81-0.98) 0.88 (0.66-0.96)
Infection >1 year ago, booster ∼ 0− 2 months ago 2760 16249 2 1.23 0.94 (0.88-0.97) 0.90 (0.76-0.96)

OMICRON
Two doses >8 months ago and no previous infection 698 20416 151 73.96 ref ref
Infection <1 year ago, and booster:

0-2 months 901 14825 31 20.91 0.70 (0.56-0.79) 0.66 (0.49-0.78)
2-4 months 1080 31993 70 21.88 0.72 (0.63-0.79) 0.68 (0.57-0.76)
>4 months 232 2698 6 22.24 0.76 (0.43-0.90) 0.77 (0.33-0.92)

Infection >1 year ago, and booster:
0-2 months 1909 34166 94 27.51 0.60 (0.48-0.69) 0.57 (0.45-0.66)
2-4 months 3273 128921 457 35.45 0.54 (0.45-0.62) 0.48 (0.38-0.57)
>4 months 1313 16579 69 41.62 0.53 (0.37-0.66) 0.41 (0.17-0.58)

Table 4.7: Protection from infection and booster vaccination (hybrid protection) during Delta-
variant and Omicron-variant periods, September 2021 - February 2022, Pfizer recipients. We
have provided an estimate of relative protection, defining the reference group as participants
previously uninfected who had received only two Pfizer vaccines, with second dose more than 8
months ago. In the post-vaccination intervals, the upper time bound is included. The adjusted
vaccine effectiveness (aVE) model includes additional predictors (gender, ethnic group, work-
place setting) and is stratified across age group, geographic region and frequency of exposure
to patients with COVID-19. The hazard ratios associated with the additional predictors are
given in the supplementary tables in Section C.2.1.
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4.5.4 Discussion, strengths and limitations

After almost two years from the emergence of the wildtype SARS-CoV-2 virus, the Omicron

(B.1.1.529) variant caused a detrimental shift to the epidemiological scenario. Our analysis

and concurrent studies found that Omicron partially – but significantly – escapes protection

from available vaccines and from previous infection. In individuals without any history of

previous infection, the relative effectiveness of three Pfizer doses – compared to two “waned”

doses administered 8+ months before – against Omicron was about 35%, significantly lower

than against Delta (about 63%). Moreover, 4+ months after a Pfizer booster we did not find

a significant difference in protection from two waned Pfizer doses. The additional protection

from a Pfizer booster was higher for participants who had received two doses of AZ, but those

participants were less protected against infection than recipients of two Pfizer jabs, as found

by ourselves (see 4.4) and other studies. Previous infection and three doses of vaccine were

associated with higher protection, but still lower for Omicron and especially for early previous

infections (more than year before) The findings of decreased vaccine effectiveness against Omi-

cron compared to Delta are common to other studies, which focussed on symptomatic disease

and severe outcomes and used alternative designs274,275.

Likewise, we found that a previously infected participant is approximately three times more

likely to be reinfected by Omicron than by Delta, when they suffered a first infection 9+ months

ago. Other studies also found an increased risk of reinfection associated with Omicron276,277,

also in line with the early report278 by the Imperial College COVID-19 response team, that

significantly influenced UK health policies in December 2021. We were unable to control for the

variant of PI, because of the strong confounding with time since PI. However, in the Omicron

period a PI up to 9 month ago (recent) is largely coincident with a Delta infection. These

recent infections are associated with a higher protection (≥ 50 %) than early (9+ months)

infections, associated with ≈ 25% protection. A Delta primary infection might therefore be

more protective than Alpha or wildtype against a Omicron reinfection.

One limitation of our analysis is the limited follow-up time in some important vaccine status

categories, mainly involving participants having received AZ primary course. We were unable
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to assess protection from AZ booster, but AZ boosters are also rare in the general population

of the UK. On the contrary, Moderna boosters have been more widely used, but we were

still unable to estimate a protection from our dataset because of small sample size. These

limitations stem from our participants being administered mainly the Pfizer vaccine, and by

cohort attrition. Participants started gradually leaving the study from June 2021 onward, one

year after the earliest enrollments. The initial duration of follow-up was indeed set at 12 months

from enrollment, with the offer of an extension for 12 more months taken up by approximately

half of the participants. The small numbers of participants who remained unvaccinated and the

rapid uptake of the booster dose prevented us from estimating absolute vaccine effectiveness of

three doses and the effectiveness of two doses against Omicron. A waned primary course was

associated with little-to-no protection against Omicron symptomatic infection274. Protection

from asymptomatic infection is likely to be very low or null.

The key strength of our work is the ability to assess the effect of previous infection, at a time in

the pandemic when the depletion of susceptible individuals256 has a strong potential of biasing

estimates. In almost two years since the start of the pandemic, any cohort whose individu-

als do not undergo constant testing risks accumulating a large number of missed infections,

responsible for the bias257. Among our findings, the most sensitive to this bias is the rapid

waning of booster effectiveness against Omicron, that we observed 4+ months after the third

jab. At the same time, this result is highly important, as reliable estimates of the long-term

effectiveness of the third and future doses will be crucial in the long-term management of the

pandemic. In our cohort, participants adhered to the scheduled regular testing regardless of

symptoms. This is especially relevant for Omicron, which has been associated with less severe

or even asymptomatic infections. Moreover, as for the analysis presented in 4.4, we ran the

sensitivity analyses described in 4.4.5 and did not find evidence of the depletion-of-susceptible

or of delayed-entry bias (Section C.2.2). We also ran sensitivity analyses to assess if delayed

entry of participants is biasing our estimates, finding no important difference with the main

analysis (Section C.2.3).

Taken together, these findings show a considerable immune escape by the Omicron variant,

in line with what was anticipated on the basis of the high number of mutations in the spike



114 Chapter 4. Estimating COVID-19 vaccine effectiveness

protein. Fortunately, the reduced severity of Omicron infections279 limited the impact on public

health. SARS-CoV-2 continues evolving. Following the original Omicron variant (also called

BA.1), four more genetically distinct sub-variants have been identified as of September 2022.

Preliminary results280 showed that previous infection with an early Omicron sub-variant (BA.1

and BA.2) is associated with high (75% - 80%) protection against the otherwise more infectious

BA.4 and BA.5, identified in South Africa in April 2022281. In summer 2022, the UK and the

USA government agencies MHRA and FDA approved the “updated” boosters, that target the

Omicron BA.1 variant spike protein as well as the wildtype.

The complexities of this rapidly evolving scenario underline the importance of continuous mon-

itoring through large-scale epidemiological studies. Given the increasing number of immuni-

sation events (infections or vaccinations) to which many of us have been exposed, the design

and analysis of future research studies will be increasingly challenging and nuanced. The po-

tential emergence of immune-escape variants will likely require multiple adjustments to public

health strategies. The ascertained waning of vaccine-acquired protection warrants periodic as-

sessments of the need for booster doses, especially in groups that are highly exposed or at risk

due to comorbidities, and possibly with updated formulations based on recently circulating

variants.



Chapter 5

Conclusions and future work

In this thesis we have:

• Developed stochastic models, based on counting processes, that unearth a novel evolu-

tionary mechanism, termed stochastic survival of the densest, and account for the clonal

expansion of mitochondrial deletion mutants in skeletal muscle fibres.

• Applied proportional hazards model to data from a large-scale epidemiological study

(SIREN), essentially inferring parameters of counting processes, to estimate protection

from future SARS-CoV-2 infection associated with vaccination and/or previous infections.

Our results open numerous questions and motivate further experimental work and data analy-

sis. As of October 22, the SIREN study continues collecting relevant high-quality data about

participants, and I am currently involved in two lines of research. Below we summarise the

results presented in this thesis and review current and future work.

5.1 Stochastic survival of the densest as a new paradigm

In Chapter 2 we have introduced stochastic survival of the densest (SSD), an intriguing evolu-

tionary mechanism whereby a species with higher carrying capacity – denser species – in the
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presence of noise can outcompete another and invade a spatially structured system in a wave-

like fashion. This noise-driven take-over can happen even if the denser species has a higher

death rate, or if the competing species has a higher replication rate; the combined effect of

noise, spatial structure and higher density can therefore offset the effect of a lower net growth

rate, that instead dominates in a deterministic setting. In our treatment, we have first focussed

on a system without spatial structure; although SSD is not observed in an unstructured sys-

tem, we have derived analytical results and provided heuristic arguments that elucidate the

interaction of stochasticity and density differences. Moving to a spatially structured system,

we have observed an increase in mean mutant proportion in a minimally extended system and

a travelling wave of mutants in a larger system. We have provided heuristic arguments for

this expansion and shown that, in continuous space and in some limit of parameter values, our

model gives rise to a noise-driven wave equation derived analytically in a recent study76. By

large-scale numerical simulations we have found a phenomenological equation (Eq. (2.39)) for

the wave speed for a wider range of parameter values, and verified that our core results are

not dependent on the mathematical details of our model (specific forms of replication rate) and

the modelling frameworks (continuous-time counting process). Finally, we have explored the

implications of our findings for the field of evolutionary biology, in particular for modelling the

spread of altruistic traits, a counterintuitive topic subject to intense debate.

Our work may pave the way for an increased recognition of SSD in evolutionary biology. En-

hancing our theoretical and mathematical understanding of this intriguing effect is therefore

worthwhile for future applications. An expression for the temporal dynamics of the proportion

of mutants (heteroplasmy) in a minimally extended system, such as the two units of Section

2.3, could provide a deeper understanding of the phenomenon by highlighting how the rate of

increase depends on model parameters. A line of attack could be finding a conserved quantity

in the dynamical system Eq. (2.37) and then applying the techniques in Refs. [75, 140]. An

approach based on conserved quantities might be easily generalisable to different functional

forms of the replication rate, and possibly to larger numbers of coupled units. Ideally, one

would have an expression for how heteroplasmy changes over time in an infinite chain of units.

In Section 2.3 we have argued that the increase in mean heteroplasmy is connected to an higher
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fixation probability of mutants. An analytical expression for the mutant fixation probability,

in two or more units, would also complement our understanding of SSD.

A further line of research aims to obtain an analytical justification for the expression Eq. (2.39),

the speed of the wave driven by SSD. In Section 2.2.4 we approximate the chemical master

equation by a system of Itô stochastic differential equations, and apply this to the single-unit

system in Eq. (2.2.3). This procedure can be applied to a chain of n units, obtaining a system

of 2n coupled differential equations. At this point one could study the continuous-space limit

of this system, which would lead to a stochastic partial differential equation, and test solutions

that exhibit a wave-like phenomenon from which a wave speed could be derived. This is likely

to require approximations, to be assessed taking into account the ranges of parameter values

correspondent to specific phenomena. We have already noticed that the aforementioned system

2n coupled differential equations exhibit SSD not only in the form given by the procedure of

Section 2.2.4, but also when noise terms simpler than those derived analytically are used (not

discussed in the thesis). This simplification could help with analytical progress.

Questions on fixation probabilities are also relevant to understanding the SSD-driven wave. Let

us consider a single founder mutation arising in a unit of the chain. For a wave of mutants

to arise, the mutation must escape a “stochastic” phase where it can be lost due to (possibly

enhanced) degradation, and then expand along the fibre. Once a sufficiently large number

of mutations is present in a set of units of the chain, the wave-like expansion can be seen as

“deterministic” (despite being SSD-driven), as the extinction of mutants becomes very unlikely

at this point. SSD not only drives the travelling wave, but also increases the probability

that there is a kind of “local fixation” (escape of the stochastic phase), which approximately

corresponds to the probability that a mutation gives rise to a travelling wave of mutants. It

would be useful to make analytical progress on this probability, especially because – as we argue

below for skeletal muscle – it is useful for predicting observed mutant loads.

In term of applications, at the end of Chapter 2 we mentioned that SSD might contribute

to a mechanistic explanation the uptake of agriculture in Europe, a classic wave-like phe-

nomenon178–181. Indeed, the carrying capacity of the farmed land increases and it is not ob-
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vious that farmers have a higher net growth rate, as there is evidence that their death rate

is higher182–185. It is plausible to develop a physically motivated model of the competition

between farmers and hunter and gatherers and try to estimate relevant parameters (namely

migration rates, differences in death and reproductive rates and carrying capacity) from the

literature. Likewise, there is evidence that the early stages of cancer are characterised by an

increase in cellular density282,283. Indeed, cancer cells modify their micro-environment so that

it can sustain more cells. This similarity to the mutants of our model points to the possibility

that SSD can be a component in the spread of cancer. For these purpose it would be interesting

to study SSD in two and three dimensional systems, instead of the chain of demes we use in

this thesis, something that could be of theoretical interest on its own.

More generally, when in nature a species sensu lato outcompetes another, one could ask whether

this is led by a higher net growth rate or if SSD can (contribute to) account for the phenomenon.

If SSD is relevant, the connection we have drawn with the spread of altruism (Section 2.7)

could shed a new light on the specific phenomenon: the successful species might be winning the

competition not because it selfishly occupies the system and uses resources, but in virtue of an

altruistic strategy. In this sense SSD might introduce a new paradigm in evolutionary biology

and social sciences.

5.2 Further characterisation of skeletal muscle ageing

In Chapter 3 we have shown that SSD can account for the clonal expansion of mitochondrial

deletion mutations in skeletal muscle fibres, deriving the parameters of our model from previ-

ously published experimental data. Using a model based SSD we have reproduced the spatial

profiles of heteroplasmy and speed of expansion of deletion mutants observed in experimental

single-cell studies on skeletal muscle. We have applied the phenomenological formula presented

in Chapter 2 to check that our conclusions are robust to uncertainty in parameter values. By

exploiting the connection between wave speed and wave front steepness we have corroborated

our prediction that faster waves propagate in fibres with lower mitochondrial copy number,



5.2. Further characterisation of skeletal muscle ageing 119

and vice versa. Importantly, we have explicitly shown that our model, which does not assume

a higher replication rate for mutants (i.e. is neutral), can account for the observed mutant

loads with de novo mutation rates three orders of magnitude lower than previously thought.

Previous neutral models, which neglected spatial structure and missed SSD, have been criti-

cised for requiring unrealistically high de novo mutation rates in short-lived animals such has

rodents. This had led numerous researchers to propose a mechanism whereby mutants would

have a higher replication rates, and related mathematical models. A major consequence of our

findings is that a higher mutant replication rate is not needed, and furthermore we showed that

a standard model based on this cannot account for experimental data.

In Section 2.6 we have shown that the core predictions of SSD are robust to the specific form of

the replication rate λ(w,m), which encodes the control exerted by the nucleus on the mtDNA

population. However, experiments that look at how a population of mitochondria returns to

steady state after a perturbation could help specify the form of the feedback control and provide

further justification for our model. Although our results are robust to uncertainty in parameter

values (Fig. 3.1F), better estimates of the parameters could strengthen the evidence in favor

of SSD driving the clonal expansion. In particular, we did not find a way for directly estimate

the control strength c, which, being related to how quick a mtDNA population goes back

to steady state, could be estimated with the above mentioned experimental work. Microscopy

experiments that track single mitochondria in a population are underway in the research group.

Strong evidence in favour of SSD has the main driver of clonal expansion could come from data

like those shown in Fig. 3.2. Systematic measures of copy number and heteroplasmy in skeletal

muscle fibres with a macroscopic region taken over by mutants could further corroborate the

SSD-specific relationship between copy number and speed of expansion, through the connection

between speed and steepness of a wave front. If this relationship is confirmed, it would also be

evidence against models based on replicative advantage, as those show the opposite dependence

of speed on copy number. Another potential way of discerning between replicative advantage

and SSD as the driver of the clonal expansion (and possibly other phenomena) could come

from tracking lineages of replicating mtDNA and looking at phylogenetic trees. Via simulation

one could identify distinctive phylogenies specific to each mechanism, and look for evidence of
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either in experimental data.

The probability that a mutation gives rise to a travelling wave of mutants, namely the local

fixation probability mentioned in the previous section, is important to fit SSD-based models to

experimental data. In Section 3.5 we estimate the de novo mutation rate required to produce the

observed mutant loads based on a computational estimate of this fixation probability (Fig. 3.3)

obtained with our best estimates of the parameter values for humans. Having an expression

would allow us to apply the argument of Section 3.5 to other species and to check for robustness

to uncertainty in parameter values.

The application of SSD to muscle fibres is challenged by the large number of mitochondrial

DNA molecules per nucleus (Nss ≈ 3500) for humans), which causes Gillespie simulations for

realistic spatially extended systems to be very slow. For instance, the data in Figs. 3.1E and 3.3

were produced by hundreds of processors running in parallel for up to nine months. In a MSc

project that I co-supervised, Jasmin Daley showed that approximating the Chemical Master

Equation as a system of stochastic differential equations (Section 2.2.4) and simulating this

system via Euler method reproduced Fig. 3.1E and the associated speed of the expansion. The

simulation in the MSc project took a few hours on a standard laptop, saving millions of hours of

compute. If this approximation is further validated, it could allow computational studies that

are currently unfeasible, such as exploring wide biologically-relevant region of the parameter

space and using SSD-based model for approximate Bayesian computation.

This experimental and computational work has the potential to confirm the clonal expansion of

mitochondrial deletions in skeletal muscle as the first phenomenon with a compelling description

as SSD. This could inform future therapies and recommendations to delay muscle ageing, as

those discussed at the end of Chapter 3. If SSD is recognised as the driving force behind the

emergence of other diseases, our work will be the basis for an increased scientific understanding

as well as new therapeutic avenues.
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5.3 Modelling further epidemiological and serological data

from SIREN

The mechanistic models developed and tested in Chapters 2 and 3 are based on counting

processes. The experience with this class of models turned out to be relevant for urgent research

in public health conducted with the UK Health Security Agency. Chapter 4 presents statistical

modelling of data from the SIREN study, a prospective cohort study part of the national

response to the COVID-19 pandemic. Applying proportional hazards model, a class of models

from survival analysis, we have estimated the protection from future SARS-CoV-2 infections

associated with vaccination, previous infection, or both. These estimates are derived as hazard

ratios of the well-established Cox proportional hazards models; these hazard ratios can be seen

as parameters of an underlying counting process that models infection events, as we argue and

exemplify via simulated data in Section 4.3.

In summary, we have found that two doses of Pfizer or AstraZeneca vaccine provide high

short-term protection against the SARS-CoV-2 Delta variant, but that there is a waning of

protection after 6+ months from the second dose; previous infection is associated with high

protection for more than one year, and a combination of previous infection and 2 doses of

vaccine are associated with high and sustained protection. With the emergence of the Omicron

variant, the protection associated with three doses of vaccine was still sizeable but lower, and

the benefit of a booster dose seemed to subside 4+ months after administration. Importantly,

previous infection with Delta, Alpha variant or wildtype was less protective against Omicron,

with previously infected participants up to three times as likely to be reinfected by Omicron

than Delta.

A natural follow-up of the work presented in this thesis is a further analysis of protection

associated with vaccines and previous infection, with data collected until late autumn or early

winter 2022. This will allow us to estimate a) the effect of a second booster (fourth dose) and

b) the protection against the current Omicron sub-variants associated with infection with one

of the Omicron sub-variant. The answer to question a) is crucial for the future of the pandemic,
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as the fourth dose is the first to be administered with an updated vaccine formula, based on

the spike protein of the early Omicron variant. If these new jabs provide high protection, the

update could potentially be performed periodically, offering a long-term management strategy

against SARS-CoV-2. In other words, if Omicron-based vaccines are successful, it means that

current vaccine research is able to keep up with this virus.

Point b) above is also very relevant for public health, given the large numbers of people infected

or reinfected during the first Omicron wave in winter 2021-2022. Early analysis have been

published280, but the strengths of the SIREN study will allow us to contribute with high-

quality evidence. An analysis secondary to those presented in Section 4.5 has shown mixed

evidence for the benefits of a single booster (third dose) in participants with two doses and

a recent previous infection. It is therefore plausible that, if Omicron sub-variants continue to

dominate, people with a history of Omicron (re)infection and three vaccine doses could have

very little benefit from a fourth dose, that in UK is currently recommended for people over 50

or at high risk. With disparities in access to vaccines at a global level284,285 and even within

high-income countries286 identifying groups who do not need (at least for now) an additional

dose of vaccine would help protecting the people at highest risk as soon as possible.

Data from epidemiological studies as those analysed in Chapter 4 lead to estimates of pooled

efficacy of vaccines, namely aggregate values of the protection associated with a given vacci-

nation status. However, the next stages of management of the COVID-19 pandemic will need

more fine-grained assessments, ideally at an individual level. In other words, clinicians will

need to know the risk factors for a SARS-CoV-2 infection. In this context, the search for a

correlate of protection against the virus has been intense125,287–291.

In general terms, a correlate of protection (CoP) is the level of immune response that a vac-

cination or an infection triggers and that is statistically correlated with protection against a

future infection. Although immune responses are multifaceted, single components such as the

antibody or T-cell levels elicited can correlate with the level of protection. For other diseases,

most of the currently accepted CoPs are based on antibody concentrations (titres)292. There

is evidence that neutralising antibody titres287,288,293 are a causal correlate of protection for
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infection against COVID-19, but numerous questions remain open. First, the CoPs will likely

need to be stratified by severity of outcome289, as the immune response required to protect

against infection is probably different from that against severe symptoms. Moreover, the CoP

can differ on virus variant, given the specificity of antibodies; CoP can also vary by the previous

immunisation events (infection, vaccination or both): for example the CoP for infection can be

different from that for reinfection. It would be ideal to identify an absolute CoP, a specific level

of response that is highly correlated with protection and can be interpreted as a true protective

threshold292.

The SIREN study is contributing to the search for reliable CoPs. I am involved in the mathe-

matical and statistical modelling of serological data from the study, co-authored a publication

that identified a pre-vaccination CoP125 and currently working on a post-vaccination CoP.

It is hard to overstate the importance of finding reliable CoPs against SARS-CoV-2. Estimating

risk at an individual level would allow focussed vaccination programmes and principled patient

management. Importantly, immuno-compromised individuals could be protected much more

efficiently, recommending boosters if titers are too low, or focussing on non-pharmaceutical

interventions if a sufficient immune response is absent290. New vaccines need to be licensed to

ensure worldwide access. Estimating the effectiveness of new vaccines via epidemiological trials

will become increasingly challenging, as a growing proportion of the world population is being

exposed to multiple immunisation events. Repeated clinical trials could be too expensive or

slower than the emergence of new variants289. As effective vaccines becomes available placebo-

controlled trials will become less ethically justifiable. For all these reasons, a reliable CoP is

needed in order to rapidly assess the effectiveness of existing and new vaccines, against current

and future (sub)variants, by measuring the immune response they elicit. Finally, combining

mathematical modelling of the decay of antibody levels and knowledge of a CoP, researchers

could predict how protection changes over time.



124 Chapter 5. Conclusions and future work

5.4 Tools to tackle societal challenges

Increasing life expectancy comes with a heavier burden of the diseases of later life38, that poses a

systemic threat to our societies. The COVID-19 pandemic has been an epochal event and shock

to global systems, but also a stark reminder of the impact of age-related health decline294,295

and a further challenge to ageing societies296.

Thanks to the ongoing data explosion in biomedical research297,298, there is an opportunity

to transform our understanding of human disease to successfully face these global challenges.

However, principled models are required to account for the complex details and intrinsic ran-

domness of biological systems that is being unveiled57. Breakthroughs in biomedical sciences,

such as the COVID-19 vaccines that saved tens of millions of lives299, are increasingly depen-

dent on mathematical and statistical modelling. This thesis represents our contribution to these

challenging, but exciting and meaningful, endeavours.
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Appendix A

Appendix to Chapter 2

A.1 Phenomenological formula for wave speed

In section 2.5 we have shown that how our model, in the limits γ → 0 and δ → 1, leads to

an analytical description of a noise-driven wave. Moreover, through numerical simulations we

have shown that the wave-like expansion is exhibited by our model without having to assume

the above limits. We have performed simulations of a 201-unit chain with 110 combination of

the parameter values, with δ ∈ [0.1, 1], Nss ∈ [2, 35], γ ∈ [0, 0.25], µ ∈ [0.01, 0.15]. For each

parameter configuration we have observed a wave-like expansion, except, as expected, when

δ = 1 or γ = 0. We have calculated the wave speed plotting the wavefront at different times

and measuring the distance covered, measuring the degree of shift between the two wavefronts.

In some cases, the overlap could not be total since the wavefront’s steepness changed slightly

over time: in those cases we have looked for an overlap of the midpoint of the curves (i.e., the

point for which ⟨h⟩ = 0.5). In all cases, it has been verified that the speed is constant, by

measuring it for several different time intervals. We have found that v can be predicted with

excellent accuracy through the formula

v = 2
√
kD + β. (A.1)
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Apart from the intercept, Eq. (A.1) is analogous to the formula for the wave speed of FK waves,

with k being an effective reaction rate induced by SSD, given by

k = kSSD =

√︁
(1− δ)2µγ

N
2
3
ss

, (A.2)

and β = 0.207 ± 0.007 is calculated via MLE (uncertainty is standard deviation). In Fig. A.1

we show the fit, for which R2 = 0.99, and we observe residuals without any clear pattern.

However, the presence of an intercept β ̸= 0 means that Eq. (A.1) is not accurate for x → 0,

for which v = 0.

 A B C

Figure A.1: An empirical formula accurately predicts the survival of the densest wave speed
obtained through stochastic simulations for a wide range of parameter values. A) The blue dots
are 110 values of wave speed measured through stochastic simulations of the linear feedback
control for varying values of the parameters Nss, µ, γ and 0 < δ < 1. The black line is the

linear fit against the variable x =
√
kD = (1− δ)(µγ3)

1
4/N

1
3
ss. The excellent fit (R2 = 0.99) shows

that the wave speed v is well predicted by Eq. (A.1), except for x → 0. B) Although the
residuals do not follow a Gaussian distribution (Shapiro-Wilk, p < 10−4), the absence of a clear
pattern in the plot suggests that Eq. (A.1) is a satisfactory approximation in the parameter
range considered. C) The Q-Q plot of the residuals against a normal distribution confirms the
absence of a clear pattern.

A.2 Parameter values for simulations shown in the chap-

ter

The parameter values used in the simulations of Chapter 2 are not derived from the scientific

literature and are not meant to describe a realistic system. Rather, they are chosen to show
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the increase in mean mutant copy number and the increase in mean heteroplasmy with a lim-

ited computational effort in simple systems. Realistic parameter values for simulating skeletal

muscle fibres modelled as a chain of units are discussed and used in Chapter 3.

A.2.1 Fig. 2.1

All panels in Fig. 2.1 refer to systems with linear replication rate λ(w,m) given by Eq. (2.1)

and as reported in panel A.

Fig. 2.1B depicts the steady state line (red) for a single-unit deterministic system (Eq. (2.3))

with Nss = 500, δ = 0.5 (red line). In blue we depict a possible trajectory of the stochastic

system (Eq. (2.12)).

Fig. 2.1C refers to the single-unit system. Data are obtained by simulating the deterministic

ODE system Eq. (2.3) (black line) and the chemical reaction network Eq. (2.12), with linear

replication rate λ given by Eq. (2.1), via the Gillespie algorithm (other lines) with parameters

µ = 7 · 10−2/day, δ = 10−1, c = 2.5 · 10−3/day, Nss = 325. The system is initialised at steady

state with w0 = 300,m0 = 250 corresponding to an initial heteroplasmy h0 ≈ 0.45. For the

deterministic (black) and neutral stochastic (red) cases, mutants and wildtypes have the same

degradation rate µ. For the cases of slow and fast preferential elimination, the degradation rate

of mutants is increased by a constant ϵ (see Eq. (2.18)), with value ϵ = 2.935 ·10−4/day for slow

elimination (green) and ϵ = 1.1735 · 10−3/day for fast elimination (blue). For the deterministic

system we plot mutant copy number m; for the stochastic systems we plot ⟨m⟩, averaging over

an ensemble of 104 simulations. Error bars are standard error of the mean (SEM).

Fig. 2.1D is relative to the same simulation, with same replication rate and same parameter

values, of the same system as panel B, but plotting (mean) heteroplasmy. For the deterministic

system we plot heteroplasmy h; for the stochastic systems we plot mean heteroplasmy ⟨h⟩,

averaging over an ensemble of 104 simulations. Error bars are standard error of the mean

(SEM).
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A.2.2 Fig. 2.2

All panels refer to systems with linear replication rate λ(w,m) (Eq. (2.1)), reported also at the

bottom of panel A.

Fig. 2.2B refers to the two-unit system. One unit is initialised with zero heteroplasmy w10 =

455,m10 = 0; the other with w20 = 450,m20 = 50, corresponding to an initial heteroplasmy

of 0.1. The black line refers to the the deterministic ODE system Eq. (2.37). Other lines

refer to the chemical reaction network Eq. (2.38). Common parameters of all lines are γ = µ =

7·10−2/day, δ = 10−1, c = 10−3/day, Nss = 455. The chemical reaction network is simulated via

the Gillespie algorithm. For the deterministic (black) and neutral stochastic (red) cases mutants

and wildtypes have the same degradation rate µ. For the cases of slow and fast preferential

elimination, the degradation rate of mutants is increased by a constant ϵ (see Eq. (2.18)), with

value ϵ = 1.5 ·10−3/day for slow elimination (green) and ϵ = 6.25 ·10−3/day for fast elimination

(blue). For the deterministic system the quantity plotted is hmean = (h1 + h2)/2, the mean of

the heteroplasmies of the two units. For the stochastic system, we plot ⟨hmean⟩ = (⟨h1+h2⟩)/2,

averaging over an ensemble of 3.6 · 104 simulations. Error bars are standard error of the mean

(SEM).

In Fig. 2.2C, all simulations are run for 7 · 102 days. All systems have µ = 7 · 10−2/day,

c = 10−3/day. All units are initialised (in steady state) with copy number (w0,m0) = 100,

corresponding to an initial heteroplasmy h0 = 0.5. In all subpanels, the black dots refer to

the neutral system, the green dots refer to the system with preferential elimination of mutants

(Eq. (2.18)), with ϵ = 10−3µ. In the bottom-right subpanel, the neutral system is plotted in red

to highlight the occurrence of SSD. We plot the (mean) heteroplasmy of one unit; the other unit

is identical in the deterministic system or follows closely in the stochastic cases. Parameters

that vary by panel are specified below. Averages have been taken over 2 ·103 realisations. Error

bars are SEM.

The top-left subpanel refers to the two-unit deterministic system (Eq. (2.37)), with the above

parameters and Nss = 150, δ = 0.5, γ = 7 · 10−4/day. The top-right subpanel refers to the
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single-unit stochastic system (Eq. (2.12)), with Nss = 150, δ = 0.5. The bottom-left subpanel

refers to the two-unit stochastic system (Eq. (2.38)), with Nss = 200, δ = 1, γ = 3.5 ·10−2/day.

The bottom-right subpanel refers to the two-unit stochastic system (Eq. (2.38)), with Nss =

150, δ = 0.5, γ = 3.5 · 10−2/day.

A.2.3 Fig. 2.3

Fig. 2.3 refers to a chain of 340 units, with linear replication rate λ(w,m) (Eq. (2.1)), where

Nss = 4, µ = 7 · 10−2/day, c = 0.4/day and δ varies by subpanel as explained below. Diffusion

is parameterised by the hopping rate γ = 0.12/day. Ensemble averages are taken over 2 · 103

stochastic replicates. We did not plot error bars for clarity, as here we are focusing on the

advancing wavefront.

The left subpanel refers to a a deterministic system with δ = 2/3, and is obtained simulating an

ODE system analogous to Eq. (2.37). The mid subpanel refers to a stochastic system, obtained

simulating a chemical reaction network analogous to Eq. (2.38) via Gillespie algorithm, with

δ = 1. Same for the the right subpanel, but with δ = 2/3.

Fig. 2.3B is analogous to the right subpanel of Fig. 2.3A and with same parameter values, except

that preferential elimination of mutants (Eq. (2.18)) has been added, with ϵ = 7.5 · 10−2µ.

A.2.4 Fig. 2.4

The two panels in Fig. 2.4 are obtained via stochastic simulations of a chain of units, again

modelled via a chemical reaction network analogous to Eq. (2.38) and simulated via Gillespie

algorithm. Ensemble averages are taken over 400 stochastic replicates. The difference from

Fig. 2.3 is that the replication rate is not the linear feedback control of Eq. (2.2), but is

Eq. (2.47) and Eq. (2.48) for panels A and B respectively. For panel A, γ = 0.12/day, and

parameter values in Eq. (2.47) are µ = 7 · 10−2/day, δ = 2/3, a = 0.4/day, Nss = 4. For panel B

γ = 10−2/day, and parameter values in Eq. (2.48) are µ = 7 · 10−2/day, δ = 0.1, b = 1.5/day,

Nss = 3.
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A.2.5 Fig. 2.5

This Figure is a reproduction of Fig. 2.1C, proving that stochastic survival of the densest

is observed in a different modelling framework than the continuous-time Poisson Point Pro-

cess used throughout the thesis. The system is made up of two coupled units (with hopping

of molecules) evolving according to the Wright-Fisher model, with discrete non-overlapping

generations and binomial sampling from parental generation and for molecules which hop to a

neighbouring unit in each generation. This was an idea of the anonymous reviewer of Ref. [123].

Parameters are identical between panels, except for a single parameter values that switches

off one element of SSD at a time, with all elements present in the bottom right panel. Specif-

ically: c = 0.5; Nss = 100, except in top left subpanel where Nss = 5 · 105 (deterministic

limit, effectively no noise); γ = 0.1, except in the top right where γ = 0 (no hopping = no

spatial structure); δ = 0.2, except in the bottom left where δ = 1 (no higher density). Selective

elimination is ϵ = 0 for black/red lines and ϵ = 0.002 for green lines. The hopping rate gamma

is here the trial success probability of the binomial used to sample molecules that hop to the

neighbouring unit. Initial condition fixed by w0 + δm0 = Nss = 100 (steady state). Averaged

over 4000 replicates.

A.3 Statistical Methods

In Fig. 2.1B, C and D, data from numerical simulations are plotted. Error bars are SEM and

averages are taken over a sample of 104 simulations. Details in Section A.2.

In Fig. 2.4, synthetic data is plotted, averaged over an ensemble of 400 simulations; more details

in Section 2.6.

In Fig. A.1A, there are 110 points, and linear least squares was used to fit the expression

2
√
kD + β, obtaining β = 0.207 ± 0.007, with effect size R2 = 0.99. Uncertainty reported is

the standard error. The variable k is defined in Chapter 2 (Section A.1) and D is the diffusion
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coefficient. The only parameter estimated is β.

A.4 Code availability

Code is freely available at https://github.com/ferdinando17/Survival-of-the-Densest.

The C code was used to produce results from stochastic simulations. The parameter values

currently specified allows the reproduction of Fig. 2.2B, the simplest system in which survival

of the densest is observed. The number of units is tuneable (n >= 1), and other plots can be

reproduced with the parameter and instructions specified in this work (Sections A.2, B.2).

A Python 3 script is available as Jupyter Notebook, producing stochastic survival of the densest

in a minimal two-unit system and only requires NumPy to run and Matplotlib for plotting.

An R script, based on the code by the anonymous reviewer of Ref. [123], is available as a

Jupyter Notebook to produce Fig. 2.5.

Finally, we provide a Mathematica notebook of the stochastic dimensionality reduction proce-

dure detailed in Section 2.2.4.

https://github.com/ferdinando17/Survival-of-the-Densest
https://github.com/ferdinando17/Survival-of-the-Densest/blob/main/source_code.c
https://github.com/ferdinando17/Survival-of-the-Densest/blob/main/SSD_two_units.ipynb
https://github.com/ferdinando17/Survival-of-the-Densest/blob/main/SSD_in_Wright_Fisher_model.ipynb
https://github.com/ferdinando17/Survival-of-the-Densest/blob/main/Stochastic_dimensionality_reduction.pdf
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Appendix to Chapter 3

B.1 Additional heteroplasmy profiles

In Figs. 3.1A, 3.2A, C we plot data from experimental studies in humans16 and rats17, showing

that the profiles of the high-heteroplasmy region in skeletal muscle fibres are compatible with

a sigmoidal shapes, the form expected for a traveling wave. In Fig. B.1 we report more ex-

perimental data from these studies, showing that the profiles are compatible with a sigmoidal

shape. We also include the fibers in Figs. 3.1A, 3.2A, C for comparison. We reported and fitted

a sigmoid (via MLE) for profiles with at least three points in the transition regions (from high

to low heteroplasmy), as fewer than three points would trivially be compatible with any shape.

The two pairs of fibres we have chosen for the quantitative comparison in Fig. 3.2 are those with

the best measurements of copy number in the wildtype-only region of the fibre. This allows us

to estimate Nss more reliably. We notice that one of the rat fibres branches into three at some

point along its length (rat fibre 3, fibre three in17; here we plot one branch). It is not a typical

fibre and we deemed it unsuitable for a quantitative comparison, as different branches would

have different steepness value.
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Figure B.1: Data on the heteroplasmy profiles in skeletal muscle fibres from published studies in
humans16 and rats17 are compatible with a sigmoidal shape. We fit a sigmoid to the transition
region from all-mutant to all-wildtype. We did not consider profiles with fewer than three
measurements in the transition region. In rat fiber 3 we fit one sigmoid for each side (red and
blue) as we have enough measurements.

B.2 Realistic estimates of parameter values and setup of

numerical simulations

In this section, we report and justify our best estimates of the parameter values used to simulate

the spread of mtDNA deletions in the skeletal muscle fibres of rhesus monkeys. Specifically,

we discuss the point estimates used to obtain Figs. 3.1D, E, and the estimated ranges used to

obtain Figs. 3.1F. We derive these values from the scientific literature, in order to simulate a

realistic travelling wave of mutants and compare the wave speed predicted by our simulations

with that estimated from experiments (Fig. 3.1B).

Our model has a total of five parameters, all having an immediate and clear biological inter-

pretation. We do not tune any of these parameters. Instead, we analyse experimental data to

estimate parameter values that apply to skeletal muscle fibres of rhesus monkeys and use point

estimates for our simulations (Figs. 3.1D, E). In Fig. 3.1D we show that stochastic simulations
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(Gillespie algorithm) of a standard linear model based on a net replicative advantage kRA for

mutants (Eq. (B.1)) predicts a travelling wave of heteroplasmy with a wave speed that is ap-

proximately 300 times faster than the observed speed. Crucially, in Fig. 3.1E we show that

stochastic simulations of our model for the same system predict a wave of heteroplasmy with

a speed of expansion comparable with observations. Setting up this simulation required some

care, due to the slow dynamics caused by the large values of Nss. The wavefront of a travelling

wave has the shape of a sigmoid whose steepness depends on its speed (see Section B.5), there-

fore one needs to initialise the wavefront with the correct steepness such that the wavefront

remains approximately stationary. For all the other simulations presented in the thesis, this is

not an issue since the heteroplasmy wavefront assumes the steepness corresponding to its con-

stant speed in a short time transient (faster dynamics), that can then be neglected. Instead, for

Fig. 3.1E we established an appropriate approximate initial steepness after a series of trials, by

verifying that the shape did not change appreciably after running the simulation for a sufficient

number of days (around 50). The chosen initial heteroplasmy profile is h0(x) = 1/(eτx−b + 1)

for x > 0, with τ = 7.15 · 10−4/ µm and b = 3.915, over 500 units of length L = 30 µm. We

also introduced approximations at the boundaries of the system. In order to simulate the effect

of a macroscopic region of the muscle fibre taken over by mutants we fixed the value of the

heteroplasmy of the leftmost unit of the chain at 1. At the right boundary, we truncated the

values of heteroplasmy lower than 5 · 10−3 to zero, to rule out the possibility that edge effects

alter the speed of expansion of the heteroplasmy wavefront. We verified that the rightmost

units are mutant-free up to the longest simulated time.

In addition, in Fig. 3.1F we provide evidence that our conclusions are robust to the uncertainty

in parameter values. We have drawn parameter values from the distributions inferred from

experimental data (see discussion below for details). We have then obtained distributions of

the wave speeds predicted by a SSD and replicative-advantage model (FK waves), inserting

parameter values in the corresponding formulae for wave speed, namely Eq. (A.1) with the

appropriate interpretation of k for each case (setting β = 0 for FK waves). The approach used

to obtain the distributions of the predicted wave speeds in is detailed in Ref. [300] and can be

easily reproduced using the online tool at
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http://caladis.org/ and the parameter estimates given below. The distributions plotted in

Fig. 3.1F confirm that SSD is strongly favoured to account for the expansion.

The parameters µ, γ, c,Nss are common to SSD and to the replicative-advantage model, whereas

the net mutant replicative advantage kRA is replaced by δ in our model. We estimate the

degradation rate µ from the half-life of mitochondria. Reported values for the half-life in the

literature range from a few to 100 days135,301–304. We therefore assume that the half-life is

uniformly distributed on the range (2,100) days. As a point estimate, we have chosen 10 days

for the half-life, corresponding to a degradation rate of µ = 0.07/day.

Nss represents the average copy number per nucleus when only wildtypes are present. A study44

reports Nss ≃ 3500 for healthy human skeletal muscle fibres. We therefore suppose that for

rhesus monkeys muscle fibres our uncertainty on Nss has a uniform distribution on the range

(2000,5000). We have chosen Nss = 3000 since macaques are smaller animals. According to our

empirical formula in Eq. (2.39) and Eq. (2.40), changing Nss from 3000 to 4000 would reduce

the wave speed by about 10%, Therefore, we do not expect the uncertainty on Nss to affect our

results significantly.

An important quantity in the study of muscle ageing, although not directly a parameter of our

model, is the internuclear distance L. It has been reported that in skeletal muscle of healthy

mice around 30 nuclei are present in 1mm of fibre length, i.e., ∼ 1 nucleus per 30 µm305. We

therefore take L = 30 µm as a point estimate, while assuming a uniform distribution on the

range (25, 35) µm.

The hopping rate γ is linked to the diffusion coefficient of mtDNA molecules in the muscle

fibre, through the relationship D = γL2 306. Individual organelles in muscle fibres appear to

be tightly packed194. However, a study, Ref. [196], reported that the movement of nucleoids

within organelles in these tissues can be effectively described as diffusion with a value of D

corresponding to γ = 0.1/day. Therefore we choose this value as a point estimate of the

individual mtDNA molecules. We quantify the uncertainty about the value of γ from a uniform

distribution on the range (0.05,0.15)/day.

http://caladis.org/
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The control strength c is the only parameter for which we do not have an optimal measurement.

Our estimate is based on the fact that, in replicative cells, during a cell-cycle (≈ 1 day) the

number of mtDNA roughly doubles. In this situation, in which a fast mitochondrial biogenesis

is needed, we suppose that population is growing exponentially at a rate λ(w = 0,m = 0). For

a doubling time of 1 day, this corresponds to

c =
ln 2/day− µ

Nss

,

that for Nss = 3000 and µ = 0.07/day gives c = 2 · 10−4/day. Since c is not an independent

parameter of our model, it is not present in the phenomenological wave speed formula Eq. (2.39).

The parameters δ and kRA correspond to the two ways of reproducing the increase in mutant

carrying capacity (or density), respectively for our model and for a model based on a replicative

advantage. From the experimental data16 reported in Fig. 3.1C, in high-heteroplasmy regions

density is approximately increased by a factor F = 5, as reported also in Ref. [187]. We

therefore choose 5 as the point estimate of F and we assume that F has a uniform distribution

on the range (2,8). As for δ, we notice that in our model the carrying capacity m∗ for mutants

is obtained by setting in Eq. (2.1) λ = µ and w = 0 gives, leading to m∗ = Nss/δ. The carrying

capacity for wildtypes is obtained by setting λ = µ and m = 0 in Eq. (2.1), leading to w∗ = Nss.

Therefore, δ = 1/F and we chose δ = 1/5 as a point estimate.

In a replicative-advantage model, the mutants have a replication rate given by Eq. (2.1) (with

δ = 1) and the addition of a net replicative advantage kRA, namely

λm(w,m) = µ+ c(Nss − w −m) + kRA. (B.1)

In order to reproduce an F -fold increase of mutant carrying capacity, it must be kRA = cNss(F−

1). Indeed, setting λm = µ and w = 0 yields m∗ = kRA/c + Nss. Hence, we assume kRA to

be uniformly distributed on the range (1, 7)cNss and we choose k = 4cNss as a point estimate,

yielding

λm(w,m) = µ+ c(5Nss − w −m) (B.2)
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as the mutant replication rate in a replicative-advantage model.

B.3 A combination of mutant higher death and replica-

tion rate yields the same Fisher-Kolmogorov wave

speed

One could ask if a model that allows for both higher mutant and death rate can account for

the observed wave speed.

For δ = 1 (no SSD), the five-fold increase in carrying capacity fixes the net replicative advantage,

namely differential growth rate of mutants over wildtypes. In turn, this determines the speed

of the Fisher-Kolmogorov wave.

Consider mutant species with δ = 1 and both higher death and replication rates µm and λm :

µm =µ+ k1

λm(w,m) =µ+ c(Nss − w −m) + k2,

(B.3)

where k1, k2 ≧ 0 are the increases in mutant death and replication rate over wildtypes’.

Following the reasoning of Section B.2, a five-fold increase in mutant carrying capacity yields

k2 − k1 = 4cNss .

The speed of the Fisher-Kolmogorov traveling wave of mutants, that applies to this situation, is

v = 2
√
kD, where k = k2−k1. Therefore allowing for both higher mutant death and replication

rates (and therefore introducing a free parameter) does not alter the wave-speed.
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B.4 Estimation of fixation probabilities in Fig. 3.3

In Fig. 3.3 we have regressed the reciprocal of the fixation probabilities (of a founder mutation

in a chain of units) as a function of the size of the steady-state wildtype population in which

the founder mutation arises, which coincides with Nss. We estimated the fixation probabilities

via Gillespie simulation, with best estimates for the values of remaining parameters µ, δ, γ, c

(Section B.2). The analysis has shown a convincing linear relationship (p = 2 · 10−19, R2 =

0.9995).

We have estimated the fixation probabilities for 10 ≤ Nss ≤ 103. For values 10 ≤ Nss ≤ 100, we

have simulated a large ensemble of Nsim ≈ 2.5·104 muscle fibres, modelled as chains of hundreds

of units with a founder mutation in the middle of the chain. We have run the simulations until,

in every fibre, the mutation had either died or taken over (h = 1) a macroscopic region of the

fibre (∼50 -100 units). In the latter case, we have assumed that the mutants would have taken

over the entire fibre with more time, excluding extremely unlikely fluctuations that could have

led to the extinction of the entire mutant population (of size ∼ 103 here) occupying a large

fraction of the fibre. The fixation probability Pf has then been estimated as Nmut/Nsim, where

Nmut is the number of fibres mutants took over. In every case, we have ensured that at the

boundaries of the chain were free or almost free of mutants, tolerating a heteroplasmy at the

boundaries of at most 1/100. This is to avoid finite-size affecting the fixation probability, and

makes our estimates of Pf independent of the length of the chains. Muscle fibres are indeed

thousands of units long, and a deletion mutation expanding and taking over a macroscopic

region is unlikely to reach the end of the fibre.

ForNss ≥ 500, simulations with fibres long enough that mutants do not reach the boundaries are

extremely slow. We have therefore estimated the fixation probability as shown in Fig. B.2. We

have run a large number Nsim of simulations (Nsim ≈ 25000) with a founder mutation at time

0, and recorded the number of simulations where mutants are present over time. We noticed

that this number decreases exponentially. Fitting an exponential decay to the data allows us

to estimate the height of the horizontal asymptote of the curve, namely the stationary value

of the number of simulations with surviving mutants. Since this asymptotic value coincides
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with Nmut, we use it to estimate Pf , again as Nmut/Nsim. As above, we are ignoring extremely

rare events, where a large number of mutants (∼ 104 here), that have taken over a macroscopic

fraction of the fibre (hundreds of units here), would go extinct. We stopped the simulations

when running them for longer, and adding data for longer times to the exponential fits in

Fig. B.2, changed the estimate of Nmut – i.e., the horizontal asymptotes – by less than one unit.

More detail on the exponential fit are given in Section B.7.

We estimated the standard deviation σ of Pf modelling the phenomenon as a binomial exper-

iment, namely as σ = [Pf (1−Pf )/Nsim]1/2. In Fig. 3.3 we plotted the reciprocal of the fixation

probabilities, i.e., 1/Pf = Nsim/Nmut. For the uncertainties on the values of 1/Pf , which are the

error bars plotted in Fig. 3.3, we used for each value of Nss the standard deviation of the ran-

dom variables Y = Nss/X, where X ∼ Binomial(Nss, Pf ). We estimated this standard deviation

simulating 107 samples of Y for each value of Nss. Notice that error bars corresponding to

these standard deviations are not visible for Nss = 500, 1000 as they are smaller than the cor-

responding dot. In Table B.1, we list the values of Nmut, Nsim and the corresponding estimates

for each value of Nss used.

A B

Figure B.2: The above exponential fits allow us to estimate the fixation probability Pf of a
founder mutation in a chain of 500 (A) and 1000 (B) units. We have initialised an ensemble
of Nsim ≈ 25000 fibres with a founder mutation. Fitting an exponential to the points, we
have estimated the stationary value Nmut of the number of simulations with surviving mutants,
that coincides with the number of simulations in which mutants take over the fibre (neglecting
extremely unlikely extinction events). We then estimate Pf = Nmut/Nsim.
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Nss Nsim Nmut Pf σ
10 4000 842 0.211 0.006
12 9000 1697 0.189 0.004
14 4000 734 0.184 0.006
16 2000 319 0.160 0.008
18 2000 300 0.150 0.008
20 4000 512 0.128 0.005
30 3000 302 0.101 0.005
40 3994 299 0.075 0.004
50 5000 300 0.060 0.003
75 4999 211 0.042 0.003
100 2000 69 0.035 0.004
500 23683 150 0.0063 0.0005
1000 25834 86 0.0033 0.0004

Table B.1: Estimates of Pf and standard deviation σ, with corresponding values of Nmut, Nsim,
for different values of Nss. Obtained via Gillespie simulation, with best estimates for the values
of remaining parameters µ, δ, γ, c (Section B.2).

B.5 Relationship between steepness and speed of a trav-

elling wave

This section is based on Secs. 13.2 and 13.3 of Ref. [216]. Let us consider the classical Fisher-

Kolmogorov reaction-diffusion equation

∂h

∂t
= kh(1− h) +D

∂2h

∂x2
, (B.4)

where h is heteroplasmy, k is the reaction rate and D is the diffusion coefficient. This equation

admits travelling wave solutions moving in the positive x-direction with speed c given by

h(x, t) = h(z) = h(x− ct),

having defined z = x−ct. If the mutants of our system had a replicative advantage k, Eq. (B.4)

would describe the wave-like expansion of the high-heteroplasmy front in the continuous-space

approximation. If the system is initialised such that

h(x, 0) ∼ e−ax as x → ∞,
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Figure B.3: The two curves are the travelling wavefronts of two systems that differ only in
the average wildtype copy number Nss. The smaller the Nss, the faster the wave, according to
Eq. (A.1) and Eq. (2.40). The blue curve is the wavefront propagating in the system with the
smaller N fast

ss = 2, while the blue curve is relative to N slow
ss = 6. The plot shows that faster

waves have a flatter wavefront, as it is the case for FK waves. Average over an ensemble of
4000 simulations.

for arbitrary a > 0, the heteroplasmy wavefront will evolve into an approximately sigmoidal

shape with a steepness τ linked to the wave speed through

c =
k

τ
, (B.5)

meaning that the slower the wave, the steeper the wavefront (larger τ).

We speculate that waves driven by stochastic survival of the densest can be described by an

equation analogous to Eq. (B.4), with an effective reaction rate induced by stochastic survival of

the densest, that we hypothesise is given by Eq. (2.40). Therefore, also for our model we expect

that steeper waves will be slower. In absence of a formal proof, we have verified this intuition

computationally. In Fig. B.3 we plot the travelling waves of heteroplasmy for two systems that

differ only in copy number Nss. The blue curve corresponds to a system with a smaller Nss

and hence, according to Eq. (2.39) presenting a faster wave; the orange curve corresponds to a

larger Nss and hence a slower wave. As expected, the slower wave has a steeper wavefront.
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In Fig. 3.2 we have reported experimental data on human (panels A and B) and rat (panels C

and D) muscle fibres, showing that the steeper wavefront corresponds to the fibre with a larger

Nss. We can conclude that the steeper wavefront corresponds to a slower wave. Hence, the

data reported in Fig. 3.2 support the prediction of our model that slower waves travel in fibres

with a larger Nss.

The data plotted in Fig. B.3 are obtained simulating a chain of 550 units evolving under linear

feedback control (Eq. (2.1)), with parameters µ = 7 · 10−2/day, c = 0.4/day, γ = 0.12/day,

δ = 2/3. The faster (flatter) blue curve corresponds to Nss = 6, while the slower (steeper)

orange one to Nss = 2.

B.6 Rhesus monkeys data collection

The data plotted in Fig. 3.1B, on the length of the abnormal regions in muscle fibres of rhesus

monkeys, were originally published in Ref. [193]. The measurements were performed on skeletal

muscle tissues of 11 different animals and the data set consists of the lengths of several abnormal

regions for each subject. For each animal, we only use the length of the longest abnormal region,

that we assume has originated from a mutation at birth. We consider shorter regions to be

the results of mutations that have arisen later in life. Although these assumption are unlikely

to be precisely true, our analysis is enough to give an indicative order-of-magnitude estimate,

that can be considered as a moderately tight lower bound on the speed of expansion.

B.7 Statistical methods

In Fig. 3.1A, the functional form fitted is a logistic function (sigmoid) 1/(1+eτx). The variable

x is the position along the muscle fibre, centred at the point where h = 1. The parameter

is τ = (2.46± 0.11) · 10−2/µm. The values are obtained using MLE fit with normal likelihood

(bblmle package in R), and the uncertainty is the standard error. In Fig. 3.1B there are 11

points. Via ordinary least squares with normal likelihood (coinciding with MLE) we obtain
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R2 = 0.758, p = 5 · 10−4, t = 5.3 for a line of equation y = a + bx, with a = (−482 ± 229) µm

and b = 0.131 ± 0.025 µm/day (uncertainty is standard error). The wave speed relative to

Figs. 3.1D, E have been calculated as explained in Section A.1. In Fig. 3.1F 9 · 106 values have

been drawn for each of the three histograms.

For the fits in Figs. 3.2A, C MLE with normal likelihood is used (bblmle package in R). The

values obtained are reported in the caption of Fig. 3.2, the uncertainty is standard error and

we report profile-likelihood confidence interval for better coverage. Notice that one of the fiber

in Fig. 3.2A is the same as that in Fig. 3.1A. The statistical test performed on the data in

Figs. 3.2B, D is a one-tailed Welch’s test (unequal-variance t-test). For data in Fig. 3.2B, the

two samples are of size 15 and 7, with measurements taken from different samples, meaning

distinct slices of the same muscle fibres; means for copy numbers are x1̄ = 67, x2̄ = 16, standard

deviations σ1 = 39, σ2 = 6.5. Welch’s test gives p = 10−4, t = 4.69, d = 1.48, where the

effect size d is the unequal-variance Cohen’s d. For data in Fig. 3.2B, the two samples are of

size 6 and 5, with measurements taken from different samples, meaning distinct slices of the

same muscle fibres; means for copy numbers are x1̄ = 6875, x2̄ = 3505, standard deviations

σ1 = 3840, σ2 = 1700. Welch’s test gives p = 0.06, t = 1.76, d = 1.00 (Cohen’s d). The elements

of the box plots are minimum value (lower whisker), first quartile, median, third quartile and

maximum value (upper whisker).

In Fig. 3.3, we have 13 points, with error bars being standard deviations, obtained as explained

in Section B.4. By linear least squares, we fit a line of equation a + bNss, with b = 0.301 ±

0.002, a = 1.5± 0.6, with p = 10−20 (for b) and effect size R2 = 0.9995 (square of the Pearson’s

correlation coefficient r). The uncertainty reported is standard error.

In Fig. B.2, non-linear least squares was used, fitting the function y = ae−bt+ c. For Nss = 500,

the estimated values are a = 21.8±0.1, b = (4.7±0.1)·10−4/day, c = 150.1±0.1. ForNss = 1000,

the estimated values are a = 55.8±0.3, b = (3.37±0.06) ·10−4/day, c = 85.6±0.4. Uncertainty

reported is standard deviation. See Section B.4 for more details on how the synthetic data was

obtained.

In Fig. B.3, the average is over 4000 simulations; more details in Section B.5.
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B.8 Code availability

The SSD simulations reported in Chapter 3 (Figs. 3.3 and 3.1E) have been obtained with

the code freely available at https://github.com/ferdinando17/Survival-of-the-Densest,

same C code as Chapter 2. However, these plots required hundreds of processors running in

parallel for 10 months.

https://github.com/ferdinando17/Survival-of-the-Densest
https://github.com/ferdinando17/Survival-of-the-Densest/blob/main/source_code.c
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Appendix to Chapter 4

Here we report tables that are supplementary to the results presented in Chapter 4. We give

the full output of the models, including the hazard ratios for all predictors (not only estimates

of protection as in Chapter 4). Moreover, we report the results of the sensitivity analyses

mentioned in Chapter 4.

List of abbreviations:

• HR: hazard ratios

• CI: confidence interval

• PF: Pfizer vaccine

• d1: dose 1

• d2: dose 2

• long/short: long/short interval in Pfizer dosing schedule.

• d1 21-56: between 21 and 56 days after dose (example).

• AZ: AstraZeneca vaccine

• PI: previous infection

178
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• PI < 1yr : previous infection less than one year ago (example).

C.1 Supplementary Tables for Section 4.4

C.1.1 Full model outputs

Full model output, negative cohort

HR 95% CI

Vaccine status

Unvaccinated Ref -

d1 0-20 PF 0.72 (0.63-0.83)

d1 21-27 PF 0.41 (0.29-0.58)

d1 28-41 PF 0.34 (0.24-0.48)

d1 42-55 PF 0.30 (0.19-0.46)

d1 56+ PF 0.37 (0.25-0.54)

d1 0-20 AZ 0.45 (0.29-0.70)

d1 21-27 AZ 0.37 (0.08-1.80)

d1 28-41 AZ 0.15 (0.03-0.84)

d1 42-55 AZ 0.68 (0.25-1.87)

d1 56+ AZ 0.91 (0.45-1.87)

d2 0-13 PF long 0.21 (0.10-0.44)

d2 14-73 PF long 0.15 (0.08-0.28)

d2 74-133 PF long 0.34 (0.25-0.47)

d2 134-193 PF long 0.32 (0.23-0.46)

d2 194+ PF long 0.49 (0.31-0.78)

d2 0-13 PF short 0.25 (0.14-0.43)
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Table C.1 continued from previous page

HR 95% CI

d2 14-73 PF short 0.11 (0.06-0.22)

d2 74-133 PF short 0.42 (0.21-0.82)

d2 134-193 PF short 0.50 (0.33-0.74)

d2 194+ PF short 0.47 (0.31-0.72)

d2 14-73 AZ 0.42 (0.23-0.77)

d2 74-133 AZ 0.50 (0.35-0.71)

d2 134+ AZ 0.28 (0.13-0.61)

Gender

Male Ref -

Female 0.91 (0.79-1.03)

Non-binary 0.49 (0.07-3.61)

Prefer not to say 0.30 (0.03-2.67)

Ethnic group

White Ref -

Mixed 0.89 (0.68-1.16)

Asian 1.26 (1.08-1.47)

Black 1.79 (1.37-2.33)

Other 0.84 (0.59-1.21)

Prefer not to say 1.38 (0.64-3.01)

Full model output, negative and positive

HR 95% CI

Vaccine and PI status

Unvaccinated Ref -
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Table C.2 continued from previous page

HR 95% CI

d1 0-20 naive 0.95 (0.83-1.09)

d1 21+ naive 0.47 (0.38-0.59)

d2 0-13 naive 0.29 (0.17-0.48)

d2 14-73 naive 0.13 (0.07-0.23)

d2 73-133 naive 0.35 (0.26-0.46)

d2 133-193 naive 0.37 (0.29-0.49)

d2 193+ naive 0.53 (0.38-0.75)

Unvaccinated PI <1yr 0.14 (0.11-0.19)

d1 0-20 PI <1yr 0.14 (0.10-0.21)

d1 21+ PI <1yr 0.08 (0.05-0.14)

d2 0-13 PI <1yr 0.12 (0.04-0.39)

d2 14-73 PI <1yr 0.16 (0.08-0.33)

d2 73-133 PI <1yr 0.08 (0.04-0.17)

d2 133-193 PI <1yr 0.08 (0.05-0.15)

d2 193+ PI <1yr 0.14 (0.03-0.73)

Unvaccinated PI >1yr 0.31 (0.16-0.62)

d1 21+ PI >1yr 0.06 (0.01-0.38)

d2 0-13 PI >1yr 0.24 (0.03-1.83)

d2 14-73 PI >1yr 0.06 (0.01-0.25)

d2 73-133 PI >1yr 0.03 (0.02-0.07)

d2 133-193 PI >1yr 0.07 (0.04-0.11)

d2 193+ PI >1yr 0.05 (0.01-0.18)
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Table C.2 continued from previous page

HR 95% CI

Gender

Male Ref -

Female 0.90 (0.78-1.03)

Non-binary 0.41 (0.06-2.98)

Prefer not to say 0.26 (0.03-2.22)

Ethnic group

White Ref -

Mixed 0.93 (0.70-1.23)

Asian 1.24 (1.04-1.48)

Black 1.68 (1.30-2.16)

Other 0.87 (0.60-1.27)

Prefer not to say 1.30 (0.56-2.98)

C.1.2 Sensitivity analyses for depletion-of-susceptible bias

We ran a sensitivity analysis to assess if our estimates suffer from depletion-of-susceptible bias,

that can cause the observation of a spurious waning of protection. We stopped follow up time

at July 31, 2021. Results are very similar to those presented in Section 4.4, in the sense that

show comparable waning. We therefore conclude that there is no evidence that our results are

affected by the depletion-of-susceptible bias.

The table below is relative to the näıve cohort only.

HR 95% CI

Vaccine status

d1 0-20 PF 0.72 (0.62-0.82)
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Table C.3 continued from previous page

HR 95% CI

d1 21-27 PF 0.40 (0.29-0.57)

d1 28-41 PF 0.32 (0.22-0.45)

d1 42-55 PF 0.27 (0.17-0.42)

d1 56+ PF 0.30 (0.18-0.49)

d1 0-20 AZ 0.44 (0.29-0.68)

d1 21-27 AZ 0.36 (0.07-1.83)

d1 28-41 AZ 0.14 (0.03-0.79)

d1 42-55 AZ 0.62 (0.22-1.70)

d1 56+ AZ 1.05 (0.46-2.41)

d2 0-13 PF long 0.17 (0.08-0.37)

d2 14-73 PF long 0.11 (0.05-0.24)

d2 74-133 PF long 0.38 (0.25-0.58)

d2 134-193 PF long 0.38 (0.24-0.60)

d2 0-13 PF short 0.24 (0.14-0.43)

d2 14-73 PF short 0.10 (0.05-0.21)

d2 74-133 PF short 0.35 (0.16-0.76)

d2 134-193 PF short 0.60 (0.36-1.00)

d2 194+ PF short 0.48 (0.23-1.01)

d2 14-73 AZ 0.42 (0.23-0.76)

d2 74-133 AZ 0.52 (0.28-0.95)

d2 134+ AZ 0.86 (0.05-14.41)

Gender

Female 0.90 (0.78-1.04)

Non-binary 0.58 (0.08-4.34)

Prefer not to say 0.57 (0.07-4.87)
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Table C.3 continued from previous page

HR 95% CI

Ethnic group

Mixed 0.75 (0.54-1.05)

Asian 1.33 (1.14-1.57)

Black 1.88 (1.44-2.47)

Other 0.88 (0.58-1.33)

Prefer not to say 0.97 (0.42-2.27)

The table below is relative to the näıve and positive cohort, and AstraZeneca recipients are

excluded from the model. The estimates of some coefficients did not converge, flagged by NC.

HR 95% CI

Vaccine and PI status

d1 0-20 naive 0.94 (0.82-1.08)

d1 21+ naive 0.44 (0.35-0.56)

d2 0-13 naive 0.27 (0.16-0.46)

d2 14-73 naive 0.12 (0.06-0.21)

d2 73-133 naive 0.39 (0.28-0.54)

d2 133-193 naive 0.45 (0.31-0.64)

d2 193+ naive 0.58 (0.29-1.16)

Unvaccinated PI<1yr 0.15 (0.11-0.19)

d1 0-20 PI<1yr 0.14 (0.10-0.21)

d1 21+ PI<1yr 0.09 (0.05-0.15)

d2 0-13 PI<1yr 0.13 (0.04-0.41)

d2 14-73 PI<1yr 0.19 (0.09-0.37)
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Table C.4 continued from previous page

HR 95% CI

d2 73-133 PI<1yr 0.10 (0.04-0.23)

d2 133-193 PI<1yr 0.14 (0.03-0.57)

d2 193+ PI<1yr NC -

Unvaccinated PI>1yr 0.43 (0.15-1.19)

d1 21+ PI>1yr NC -

d2 0-13 PI>1yr 0.31 (0.04-2.44)

d2 14-73 PI>1yr 0.07 (0.02-0.31)

d2 73-133 PI>1yr 0.05 (0.02-0.09)

d2 133-193 PI>1yr 0.11 (0.04-0.28)

d2 193+ PI>1yr NC -

Gender

Female 0.90 (0.77-1.05)

Non-binary 0.49 (0.07-3.70)

Prefer not to say 0.45 (0.05-3.76)

Ethnic group

Mixed 0.78 (0.55-1.12)

Asian 1.34 (1.10-1.62)

Black 1.76 (1.34-2.32)

Other 0.89 (0.58-1.37)

Prefer not to say 0.86 (0.31-2.42)
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C.1.3 Sensitivity analyses for delayed-entry bias

We ran sensitivity analyses to assess if having delayed entry in our cohort-study is biasing our

estimates. For this sensitivity analysis we only consider participants who were enrolled on or

before the beginning of analysis time (December 7, 2020). We obtain comparable (but more

uncertain) estimates, concluding that delayed entry is not affecting our results.

The table below is relative to the näıve cohort only.

HR 95% CI

Vaccine status

d1 0-20 PF 0.74 (0.64-0.85)

d1 21-27 PF 0.42 (0.30-0.60)

d1 28-41 PF 0.33 (0.22-0.47)

d1 42-55 PF 0.27 (0.16-0.46)

d1 56+ PF 0.29 (0.16-0.52)

d1 0-20 AZ 0.44 (0.28-0.69)

d1 21-27 AZ 0.40 (0.07-2.16)

d1 28-41 AZ 0.16 (0.03-0.90)

d1 42-55 AZ 0.60 (0.21-1.75)

d1 56+ AZ 0.82 (0.40-1.68)

d2 0-13 PF long 0.22 (0.08-0.61)

d2 14-73 PF long 0.15 (0.05-0.42)

d2 74-133 PF long 0.26 (0.18-0.39)

d2 134-193 PF long 0.32 (0.22-0.46)

d2 194+ PF long 0.61 (0.33-1.11)

d2 0-13 PF short 0.25 (0.14-0.45)

d2 14-73 PF short 0.11 (0.06-0.23)

d2 74-133 PF short 0.18 (0.04-0.81)
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Table C.5 continued from previous page

HR 95% CI

d2 134-193 PF short 0.46 (0.25-0.86)

d2 194+ PF short 0.37 (0.22-0.61)

d2 14-73 AZ 0.32 (0.12-0.84)

d2 74-133 AZ 0.45 (0.27-0.75)

d2 134+ AZ 0.23 (0.09-0.56)

Gender

Female 0.94 (0.81-1.10)

Non-binary 0.62 (0.09-4.30)

Prefer not to say 0.52 (0.05-5.86)

Ethnic group

Mixed 0.87 (0.65-1.18)

Asian 1.31 (1.11-1.55)

Black 1.88 (1.42-2.49)

Other 0.89 (0.62-1.27)

Prefer not to say 1.43 (0.61-3.34)

The table below is relative to the näıve and positive cohort, and AstraZeneca recipients are

excluded from the model. The estimates of some coefficients did not converge, flagged by NC.

HR 95% CI

Vaccine status

d1 0-20 PF 0.74 (0.64-0.85)

d1 21-27 PF 0.42 (0.30-0.60)

d1 28-41 PF 0.33 (0.22-0.47)

d1 42-55 PF 0.27 (0.16-0.46)
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Table C.6 continued from previous page

HR 95% CI

d1 56+ PF 0.29 (0.16-0.52)

d1 0-20 AZ 0.44 (0.28-0.69)

d1 21-27 AZ 0.40 (0.07-2.16)

d1 28-41 AZ 0.16 (0.03-0.90)

d1 42-55 AZ 0.60 (0.21-1.75)

d1 56+ AZ 0.82 (0.40-1.68)

d2 0-13 PF long 0.22 (0.08-0.61)

d2 14-73 PF long 0.15 (0.05-0.42)

d2 74-133 PF long 0.26 (0.18-0.39)

d2 134-193 PF long 0.32 (0.22-0.46)

d2 194+ PF long 0.61 (0.33-1.11)

d2 0-13 PF short 0.25 (0.14-0.45)

d2 14-73 PF short 0.11 (0.06-0.23)

d2 74-133 PF short 0.18 (0.04-0.81)

d2 134-193 PF short 0.46 (0.25-0.86)

d2 194+ PF short 0.37 (0.22-0.61)

d2 14-73 AZ 0.32 (0.12-0.84)

d2 74-133 AZ 0.45 (0.27-0.75)

d2 134+ AZ 0.23 (0.09-0.56)

Gender

Female 0.94 (0.81-1.10)

Non-binary 0.62 (0.09-4.30)

Prefer not to say 0.52 (0.05-5.86)

Ethnic group
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Table C.6 continued from previous page

HR 95% CI

Mixed 0.87 (0.65-1.18)

Asian 1.31 (1.11-1.55)

Black 1.88 (1.42-2.49)

Other 0.89 (0.62-1.27)

Prefer not to say 1.43 (0.61-3.34)

C.1.4 Sensitivity analyses to assess the effect of discarding partici-

pants without a reliable date of primary infection

We ran a sensitivity analysis to assess the impact of having excluded positive cohort participants

without a reliable date of primary infection, whose positivity status has been ascertained via

antibody testing. In the analysis we included these participants, using the date of their first

positive antibody test as a proxy for the date of primary infection. Results are comparable

with those presented in Section 4.4, but generally more uncertain.

The table below is relative to the näıve cohort only.

HR 95% CI

Vaccine status

d1 0-20 PF 0.72 (0.63-0.83)

d1 21-27 PF 0.42 (0.30-0.58)

d1 28-41 PF 0.35 (0.25-0.49)

d1 42-55 PF 0.30 (0.19-0.46)

d1 56+ PF 0.39 (0.27-0.56)

d1 0-20 AZ 0.48 (0.30-0.77)

d1 21-27 AZ 0.38 (0.08-1.85)

d1 28-41 AZ 0.15 (0.03-0.85)
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Table C.7 continued from previous page

HR 95% CI

d1 42-55 AZ 0.71 (0.26-1.94)

d1 56+ AZ 0.88 (0.43-1.80)

d2 0-13 PF long 0.21 (0.10-0.45)

d2 14-73 PF long 0.15 (0.08-0.29)

d2 74-133 PF long 0.35 (0.26-0.48)

d2 134-193 PF long 0.33 (0.24-0.47)

d2 194+ PF long 0.51 (0.31-0.82)

d2 0-13 PF short 0.24 (0.14-0.43)

d2 14-73 PF short 0.11 (0.06-0.22)

d2 74-133 PF short 0.43 (0.22-0.85)

d2 134-193 PF short 0.51 (0.34-0.74)

d2 194+ PF short 0.49 (0.32-0.75)

d2 14-73 AZ 0.42 (0.23-0.78)

d2 74-133 AZ 0.50 (0.35-0.72)

d2 134+ AZ 0.29 (0.13-0.63)

Gender

Female 0.91 (0.80-1.04)

Non-binary 0.44 (0.06-3.26)

Prefer not to say 0.30 (0.03-2.61)

Ethnic group

Mixed 0.88 (0.67-1.15)

Asian 1.26 (1.08-1.47)

Black 1.78 (1.37-2.31)

Other 0.87 (0.62-1.24)
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HR 95% CI

Prefer not to say 1.39 (0.63-3.06)

The table below is relative to the näıve and positive cohort, and AstraZeneca recipients are

excluded from the model.

HR 95% CI

Vaccine and PI status

d1 0-20 naive 0.95 (0.83-1.09)

d1 21+ naive 0.47 (0.38-0.58)

d2 0-13 naive 0.28 (0.17-0.48)

d2 14-73 naive 0.12 (0.07-0.22)

d2 73-133 naive 0.35 (0.27-0.45)

d2 133-193 naive 0.37 (0.28-0.48)

d2 193+ naive 0.52 (0.37-0.74)

Unvaccinated PI<1yr 0.16 (0.13-0.20)

d1 0-20 PI<1yr 0.15 (0.10-0.22)

d1 21+ PI<1yr 0.11 (0.07-0.17)

d2 0-13 PI<1yr 0.17 (0.06-0.50)

d2 14-73 PI<1yr 0.21 (0.12-0.37)

d2 73-133 PI<1yr 0.09 (0.05-0.16)

d2 133-193 PI<1yr 0.07 (0.04-0.12)

d2 193+ PI<1yr 0.10 (0.02-0.57)

Unvaccinated PI>1yr 0.25 (0.13-0.51)

d1 21+ PI>1yr 0.05 (0.01-0.29)
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Table C.8 continued from previous page

HR 95% CI

d2 0-13 PI>1yr 0.20 (0.03-1.51)

d2 14-73 PI>1yr 0.05 (0.01-0.21)

d2 73-133 PI>1yr 0.05 (0.03-0.09)

d2 133-193 PI>1yr 0.06 (0.04-0.10)

d2 193+ PI>1yr 0.04 (0.01-0.14)

Gender

Female 0.90 (0.78-1.04)

Non-binary 0.38 (0.05-2.73)

Prefer not to say 0.25 (0.03-2.15)

Ethnic group

Mixed 0.92 (0.69-1.22)

Asian 1.21 (1.01-1.44)

Black 1.71 (1.31-2.23)

Other 0.84 (0.57-1.23)

Prefer not to say 1.24 (0.54-2.87)
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C.2 Supplementary Tables, Section 4.5

Further abbreviations used in the tables of this Section:

• d3: three vaccine doses.

• 3PF: three doses of Pfizer vaccine

• 2AZ/1PF : primary course AstraZeneca, 1 Pfizer booster.

C.2.1 Full model outputs

We report results for the same models as those presented in the Section 4.5, but including the

estimates of hazard ratios (HR) for additional predictors. We report only HR (not vaccine

effectiveness) for all predictors.

C.2.1.1 Analysis 1, booster effectiveness in negative cohort

Delta period, the estimates of some coefficients did not converge (NC):

HR 95% CI

Vaccination status

d3 0-6 3PF 0.65 (0.33-1.27)

d3 7+ 3PF 0.37 (0.23-0.60)

d2 194+ AZ 1.58 (0.76-3.28)

d3 0-6 2AZ/1PF 1.91 (0.69-5.30)

d3 7+ 2AZ/1PF 0.44 (0.18-1.08)

Gender

Female 0.62 (0.47-0.83)

Other NC -
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Table C.9 continued from previous page

HR 95% CI

Ethnic group

Asian 0.84 (0.50-1.41)

Black 0.56 (0.14-2.25)

Mixed 0.75 (0.26-2.19)

Other 0.44 (0.11-1.72)

Prefer not to say NC -

Staff type

Doctor 1.37 (0.84-2.23)

Nursing 1.29 (0.81-2.03)

Healthcare Assistant 1.79 (1.03-3.11)

Midwife 1.80 (0.76-4.27)

Healthcare Scientist 1.69 (0.94-3.03)

Pharmacist 1.00 (0.48-2.06)

Physiotherapist/Occupational Therapist/SALT 1.09 (0.58-2.05)

Student (Medical/Nursing/Midwifery/Other) 1.30 (0.48-3.48)

Estates/Porters/Security 1.62 (0.72-3.61)

Other - no patient contact 1.43 (0.90-2.28)

Other - patient contact 1.15 (0.44-3.04)
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Omicron period:

HR 95% CI

Vaccination status

d3 0-6 3PF 1.13 (0.65-1.97)

d3 7-66 3PF 0.65 (0.53-0.79)

d3 67-126 3PF 0.66 (0.57-0.78)

d3 127+ 3PF 0.79 (0.62-1.00)

d2 194+ AZ 1.22 (0.81-1.84)

d3 7-66 2AZ/1PF 0.39 (0.27-0.56)

d3 67+ 2AZ/1PF 0.54 (0.40-0.72)

Gender

Female 1.13 (1.00-1.28)

Other 0.98 (0.36-2.69)

Ethnic group

Asian 1.11 (0.92-1.33)

Black 1.17 (0.83-1.65)

Mixed 0.97 (0.68-1.39)

Other 1.24 (0.86-1.79)

Prefer not to say 1.53 (0.68-3.43)

Staff type

Doctor 0.70 (0.59-0.83)

Nursing 0.80 (0.72-0.90)

Healthcare Assistant 1.12 (0.94-1.34)

Midwife 0.89 (0.66-1.21)

Healthcare Scientist 0.72 (0.58-0.89)

Pharmacist 0.64 (0.47-0.87)
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Table C.10 continued from previous page

HR 95% CI

Physiotherapist/Occupational Therapist/SALT 0.87 (0.69-1.11)

Student (Medical/Nursing/Midwifery/Other) 0.92 (0.70-1.19)

Estates/Porters/Security 1.28 (0.92-1.78)

Other - no patient contact 0.77 (0.65-0.91)

Other - patient contact 0.75 (0.54-1.05)

C.2.1.2 Analysis 2, protection associated with primary infection

Delta period, the estimates of some coefficients did not converge (NC):

HR 95% CI

Primary infection status

3-6 mth ago 0.10 (0.02-0.58)

6-9 mth ago 0.25 (0.15-0.41)

9-12 mth ago 0.37 (0.26-0.52)

12-15 mth ago 0.07 (0.02-0.28)

15+ mth ago 0.15 (0.11-0.19)

Vaccination status

d2 194-253 PF 1.33 (1.08-1.65)

d2 254+ PF 1.48 (0.99-2.21)

d3 0-6 3PF 1.04 (0.69-1.56)

d3 7+ 3PF 0.57 (0.43-0.77)

d2 194+ AZ 2.42 (1.43-4.10)

d3 0-6 2AZ/1PF 2.81 (1.19-6.67)

d3 7+ 2AZ/1PF 0.73 (0.32-1.67)
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Table C.11 continued from previous page

HR 95% CI

Gender

Female 0.71 (0.61-0.84)

Other NC -

Ethnic group

Asian 0.95 (0.72-1.25)

Black 1.03 (0.60-1.76)

Mixed 0.94 (0.58-1.53)

Other 0.67 (0.37-1.23)

Prefer not to say 0.60 (0.08-4.47)

Staff type

Doctor 1.02 (0.81-1.29)

Nursing 1.06 (0.86-1.31)

Healthcare Assistant 1.36 (1.06-1.75)

Midwife 1.20 (0.71-2.02)

Healthcare Scientist 1.18 (0.91-1.53)

Pharmacist 0.93 (0.64-1.33)

Physiotherapist/Occupational Therapist/SALT 1.14 (0.84-1.56)

Student (Medical/Nursing/Midwifery/Other) 1.14 (0.75-1.72)

Estates/Porters/Security 0.98 (0.63-1.51)

Other - no patient contact 1.08 (0.83-1.40)

Other - patient contact 1.26 (0.75-2.10)

Omicron period:
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HR 95% CI

Vaccination status

d3 0-6 3PF 0.93 (0.55-1.59)

d3 7-66 3PF 0.63 (0.53-0.74)

d3 67-126 3PF 0.67 (0.59-0.77)

d3 127+ 3PF 0.81 (0.66-0.99)

d2 194+ AZ 1.08 (0.81-1.44)

d3 0-6 2AZ/1PF 0.42 (0.11-1.64)

d3 7-66 2AZ/1PF 0.45 (0.35-0.59)

d3 67+ 2AZ/1PF 0.51 (0.40-0.64)

Primary infection status

3-6 mth ago 0.33 (0.25-0.44)

6-9 mth ago 0.47 (0.27-0.80)

9-12 mth ago 0.73 (0.56-0.96)

12-15 mth ago 0.73 (0.63-0.84)

15+ mth ago 0.74 (0.66-0.83)

Gender

Female 1.12 (1.00-1.27)

Other 0.84 (0.32-2.21)

Ethnic group

Asian 1.12 (0.95-1.31)

Black 1.18 (0.88-1.57)

Mixed 1.08 (0.81-1.44)

Other 1.20 (0.90-1.61)

Prefer not to say 1.37 (0.61-3.08)
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HR 95% CI

Staff type

Doctor 0.75 (0.64-0.87)

Nursing 0.85 (0.76-0.94)

Healthcare Assistant 1.04 (0.89-1.21)

Midwife 0.84 (0.64-1.10)

Healthcare Scientist 0.77 (0.62-0.95)

Pharmacist 0.65 (0.51-0.85)

Physiotherapist/Occupational Therapist/SALT 0.84 (0.68-1.04)

Student (Medical/Nursing/Midwifery/Other) 0.92 (0.74-1.14)

Estates/Porters/Security 1.14 (0.86-1.51)

Other - no patient contact 0.76 (0.65-0.89)

Other - patient contact 0.83 (0.61-1.11)

C.2.1.3 Analysis 3, hybrid protection

Delta period, the estimate of numerous coefficients did not converge (NC):

HR 95% CI

Vaccination status

d3 0-6 3PF PI <=1yr ago 0.19 (0.02-2.11)

d3 7+ 3PF PI <=1yr ago 0.12 (0.04-0.34)

d3 0-6 3PF PI >1yr ago 0.22 (0.04-1.06)

d3 7+ 3PF PI >1yr ago 0.10 (0.04-0.24)

Gender

Female 1.38 (0.55-3.43)

Other NC -
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HR 95% CI

Ethnic group

Asian 0.24 (0.02-2.36)

Black NC -

Mixed NC -

Other NC -

Prefer not to say NC -

Staff type

Doctor 0.76 (0.17-3.42)

Nursing 0.83 (0.21-3.27)

Healthcare Assistant 0.58 (0.06-5.46)

Midwife NC -

Healthcare Scientist NC -

Pharmacist 0.88 (0.10-8.15)

Physiotherapist/Occupational Therapist/SALT 0.25 (0.02-2.66)

Student (Medical/Nursing/Midwifery/Other) 0.96 (0.08-10.87)

Estates/Porters/Security 2.46 (0.48-12.68)

Other - no patient contact 0.50 (0.12-2.13)

Other - patient contact NC -

Omicron period, the estimate of one coefficient did not converge (NC):

HR 95% CI

Vaccination status

d2 194-253 PF PI <=1yr 0.79 (0.38-1.67)

d2 254+ PF PI <=1yr 0.45 (0.20-0.99)
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HR 95% CI

d3 0-6 3PF PI <=1yr 0.59 (0.16-2.13)

d3 7-66 3PF PI <=1yr 0.34 (0.22-0.51)

d3 67-126 3PF PI <=1yr 0.32 (0.24-0.43)

d3 127+ 3PF PI <=1yr 0.23 (0.08-0.67)

d2 194-253 PF PI >1yr 0.83 (0.46-1.48)

d2 254+ PF PI >1yr 0.68 (0.50-0.91)

d3 0-6 3PF PI >1yr 0.44 (0.10-1.87)

d3 7-66 3PF PI >1yr 0.43 (0.34-0.55)

d3 67-126 3PF PI >1yr 0.52 (0.43-0.62)

d3 127+ 3PF PI >1yr 0.59 (0.42-0.83)

Gender

Female 1.09 (0.85-1.39)

Other NC -

Ethnic group

Asian 1.16 (0.93-1.43)

Black 1.33 (0.83-2.15)

Mixed 1.16 (0.73-1.83)

Other 1.07 (0.72-1.58)

Prefer not to say 0.66 (0.07-6.40)

Staff type

Doctor 0.71 (0.56-0.89)

Nursing 0.86 (0.70-1.06)

Healthcare Assistant 0.89 (0.65-1.21)

Midwife 0.92 (0.57-1.47)



202 Chapter C. Appendix to Chapter 4

Table C.14 continued from previous page

HR 95% CI

Healthcare Scientist 0.88 (0.59-1.30)

Pharmacist 0.75 (0.46-1.22)

Physiotherapist/Occupational Therapist/SALT 0.74 (0.52-1.04)

Student (Medical/Nursing/Midwifery/Other) 0.89 (0.56-1.39)

Estates/Porters/Security 0.98 (0.61-1.59)

Other - no patient contact 0.69 (0.56-0.84)

Other - patient contact 1.08 (0.57-2.04)

C.2.2 Sensitivity analyses for depletion-of-susceptible bias

C.2.2.1 Delta period

We run a sensitivity analysis to investigate if the depletion of susceptible bias affected our

estimates of protection against the Delta variant.

The only model to which this analysis applies is the model estimating protection from primary

infection. Models investigating booster’s vaccine effectiveness do not have time-dependent, as

only one time interval was considered for lack of follow-up time, the interval being approximately

0-2 months after booster. As no waning can be identified with a single time-interval, the

depletion of susceptible bias cannot be ascertained.

We stopped the study at November 1st 2021, instead of December 1st 2021. For the estimates

of protection from primary infection, results are more uncertain, but compatible with those

obtained considering the full dataset. We conclude that there is no evidence of the depletion

of susceptible bias in this dataset. Some estimated did not converge, flagged by NC.
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HR 95% CI

Primary infection status

3-6 mth ago 0.18 (0.03-1.01)

6-9 mth ago 0.25 (0.15-0.42)

9-12 mth ago 0.42 (0.29-0.61)

12-15 mth ago NC -

15+ mth ago 0.13 (0.09-0.18)

Vaccine status

d2 134-193 PF Ref. -

d2 194-253 PF 1.36 (1.10-1.69)

d2 254+ PF 1.24 (0.73-2.11)

d3 0-6 3PF 1.04 (0.70-1.54)

d3 7+ 3PF 0.67 (0.46-0.98)

d2 194+ AZ 1.98 (0.76-5.11)

d3 0-6 2AZ/1PF 2.53 (0.95-6.75)

d3 7+ 2AZ/1PF 1.08 (0.27-4.42)

Gender

Female 0.75 (0.63-0.90)

Other NC -

Ethnic group

Asian 1.03 (0.76-1.39)

Black 0.98 (0.52-1.85)

Mixed 1.00 (0.60-1.69)

Other 0.77 (0.40-1.46)

Prefer not to say 0.75 (0.10-5.54)
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HR 95% CI

Staff type

Doctor 0.93 (0.72-1.20)

Nursing 1.00 (0.79-1.26)

Healthcare Assistant 1.24 (0.94-1.63)

Midwife 1.22 (0.71-2.09)

Healthcare Scientist 1.07 (0.81-1.43)

Pharmacist 0.87 (0.58-1.31)

Physiotherapist/Occupational Therapist/SALT 1.11 (0.79-1.56)

Student (Medical/Nursing/Midwifery/Other) 1.13 (0.70-1.82)

Estates/Porters/Security 0.86 (0.51-1.44)

Other- patient contact 1.00 (0.75-1.35)

Other - no patient contact 1.31 (0.76-2.28)

C.2.2.2 Omicron period

In order to investigate the depletion-of-susceptible bias in the Omicron period, we stopped the

study at January 31, 2022, instead of February 28, 2022. Here the sensitivity analysis applies to

all models: naive protection, hybrid protection and protection from primary infection. Results

are more uncertain, but compatible with those obtained considering the full dataset. We

conclude that there is no evidence of the depletion of susceptible bias.

Effectiveness of booster in negative cohort:

HR 95% CI

Vaccine status

d3 0-6 3PF 1.19 (0.67-2.11)
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Table C.16 continued from previous page

HR 95% CI

d3 7-66 3PF 0.67 (0.55-0.82)

d3 67-126 3PF 0.67 (0.57-0.79)

d3 127+ 3PF 1.13 (0.64-2.00)

d2 194+ AZ 1.36 (0.88-2.09)

d3 7-66 2AZ/1PF 0.38 (0.26-0.56)

d3 67+ 2AZ/1PF 0.57 (0.41-0.80)

Gender

Female 1.14 (0.98-1.32)

Other 0.35 (0.06-2.22)

Ethnic group

Asian 1.04 (0.83-1.31)

Black 1.19 (0.83-1.71)

Mixed 0.73 (0.45-1.21)

Other 1.28 (0.81-2.03)

Prefer not to say 1.39 (0.56-3.46)

Staff type

Doctor 0.68 (0.55-0.84)

Nursing 0.77 (0.68-0.88)

Healthcare Assistant 1.08 (0.89-1.32)

Midwife 1.00 (0.71-1.41)

Healthcare Scientist 0.76 (0.60-0.96)

Pharmacist 0.63 (0.45-0.87)

Physiotherapist/Occupational Therapist/SALT 0.79 (0.60-1.04)

Student (Medical/Nursing/Midwifery/Other) 0.78 (0.55-1.10)
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Table C.16 continued from previous page

HR 95% CI

Estates/Porters/Security 1.21 (0.87-1.69)

Other - no patient contact 0.74 (0.61-0.91)

Other - patient contact 0.87 (0.61-1.23)

Hybrid protection:

HR 95% CI

Vaccine status

d2 194-253 PF PI <=1yr 0.78 (0.38-1.61)

d2 254+ PF PI <=1yr 0.48 (0.22-1.07)

d3 0-6 3PF PI <=1yr 0.62 (0.17-2.21)

d3 7-66 3PF PI <=1yr 0.31 (0.21-0.48)

d3 67-126 3PF PI <=1yr 0.31 (0.22-0.43)

d3 127+ 3PF PI <=1yr NC -

d2 194-253 PF PI >1yr 0.88 (0.46-1.69)

d2 254+ PF PI >1yr 0.70 (0.51-0.96)

d3 0-6 3PF PI >1yr 0.44 (0.10-1.90)

d3 7-66 3PF PI >1yr 0.41 (0.32-0.53)

d3 67-126 3PF PI >1yr 0.51 (0.42-0.63)

d3 127+ 3PF PI >1yr 0.87 (0.31-2.44)

Gender

Female 1.13 (0.86-1.50)

Other NC -

Ethnic group

Asian 1.14 (0.89-1.47)
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Table C.17 continued from previous page

HR 95% CI

Black 1.19 (0.72-1.96)

Mixed 1.27 (0.78-2.07)

Other 1.18 (0.78-1.77)

Prefer not to say 0.78 (0.08-8.00)

Staff type

Doctor 0.64 (0.50-0.82)

Nursing 0.78 (0.63-0.96)

Healthcare Assistant 0.95 (0.69-1.31)

Midwife 0.99 (0.62-1.58)

Healthcare Scientist 0.77 (0.50-1.17)

Pharmacist 0.82 (0.52-1.29)

Physiotherapist/Occupational Therapist/SALT 0.70 (0.49-1.01)

Student (Medical/Nursing/Midwifery/Other) 0.82 (0.50-1.35)

Estates/Porters/Security 0.94 (0.60-1.48)

Other - no patient contact 0.64 (0.51-0.80)

Other - patient contact 1.09 (0.54-2.19)

Protection associated with primary infection:

HR 95% CI

Primary infection status

3-6 mth ago 0.28 (0.20-0.40)

6-9 mth ago 0.67 (0.37-1.20)

9-12 mth ago 0.72 (0.54-0.95)

12-15 mth ago 0.70 (0.61-0.81)

15+ mth ago 0.76 (0.66-0.86)
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Table C.18 continued from previous page

HR 95% CI

Vaccination status

d3 0-6 3PF 0.97 (0.57-1.66)

d3 7-66 3PF 0.63 (0.53-0.75)

d3 67-126 3PF 0.68 (0.59-0.78)

d3 127+ 3PF 1.12 (0.68-1.84)

d2 194+ AZ 1.15 (0.86-1.54)

d3 0-6 2AZ/1PF 0.43 (0.11-1.69)

d3 7-66 2AZ/1PF 0.43 (0.33-0.55)

d3 67+ 2AZ/1PF 0.53 (0.42-0.68)

Ethnic group

Asian 1.08 (0.87-1.33)

Black 1.14 (0.84-1.54)

Mixed 0.94 (0.67-1.33)

Other 1.30 (0.90-1.86)

Prefer not to say 1.29 (0.52-3.22)

Staff type

Doctor 0.71 (0.58-0.85)

Nursing 0.81 (0.71-0.91)

Healthcare Assistant 1.04 (0.88-1.23)

Midwife 0.91 (0.68-1.21)

Healthcare Scientist 0.77 (0.61-0.96)

Pharmacist 0.64 (0.49-0.85)

Physiotherapist/Occupational Therapist/SALT 0.79 (0.62-1.01)

Student (Medical/Nursing/Midwifery/Other) 0.83 (0.62-1.11)
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HR 95% CI

Estates/Porters/Security 1.06 (0.79-1.42)

Other - no patient contact 0.73 (0.61-0.88)

Other - patient contact 0.94 (0.68-1.29)

C.2.3 Sensitivity analyses for delayed-entry bias

We ran sensitivity analyses to assess the effect of having delayed entry in our studies.

C.2.3.1 Delta period

For the Delta period, we reran the models including only participants who did not enroll in the

second-year extension.

Booster effectiveness in negative cohort:

HR 95 % CI

Vaccine status

d3 0-6 3PF 0.79 (0.36-1.70)

d3 7+ 3PF 0.41 (0.23-0.73)

d2 194+ AZ 1.71 (0.73-4.01)

d3 0-6 2AZ/1PF 2.73 (0.45-16.61)

d3 7+ 2AZ/1PF 0.40 (0.08-1.95)

Gender

Female 0.66 (0.42-1.04)

Other NC -
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Table C.19 continued from previous page

HR 95 % CI

Ethnic group

Asian 1.10 (0.57-2.13)

Black 0.80 (0.23-2.77)

Mixed 1.35 (0.43-4.27)

Other 0.44 (0.05-3.87)

Prefer not to say NC -

Staff type

Doctor 1.58 (0.77-3.23)

Nursing 1.88 (0.96-3.69)

Healthcare Assistant 1.89 (0.76-4.71)

Midwife 1.36 (0.20-9.05)

Healthcare Scientist 2.54 (1.25-5.18)

Pharmacist 0.91 (0.35-2.41)

Physiotherapist/Occupational Therapist/SALT 1.88 (0.82-4.32)

Student (Medical/Nursing/Midwifery/Other) NC -

Estates/Porters/Security 1.47 (0.35-6.12)

Other - no patient contact 2.18 (1.05-4.53)

Other - patient contact 2.95 (0.77-11.28)

Hybrid protection. The estimates of numerous coefficients did not converge (NC).

HR 95% CI

Vaccine and PI status

d3 0-6 3PF PI <=1yr ago NC -

d3 7+ 3PF PI <=1yr ago 0.08 (0.01-0.69)

d3 0-6 3PF PI >1yr ago NC -
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HR 95% CI

d3 7+ 3PF PI >1yr ago 0.06 (0.01-0.31)

Gender

Female 1.11 (0.16-7.69)

Other NC -

Ethnic group

Asian 0.98 (0.11-8.84)

Black NC -

Mixed NC -

Other NC -

Prefer NC -

Staff type

Doctor 0.37 (0.05-2.92)

Nursing 0.79 (0.22-2.87)

Healthcare Assistant 0.51 (0.05-5.69)

Midwife NC -

Healthcare Scientist NC -

Pharmacist NC -

Physiotherapist/Occupational Therapist/SALT 0.47 (0.03-6.40)

Student (Medical/Nursing/Midwifery/Other) NC -

Estates/Porters/Security NC -

Other - no patient contact 0.50 (0.10-2.59)

Other - patient contact NC -
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Protection associated with primary infection. The estimate of some coefficients did not converge

(NC):

HR 95% CI

Primary infection status

3-6 mth ago 0.17 (0.03-0.89)

6-9 mth ago 0.29 (0.14-0.59)

9-12 mth ago 0.38 (0.23-0.63)

12-15 mth ago NC -

15+ mth ago 0.14 (0.08-0.23)

Vaccination status

d2 194-253 PF 1.29 (0.96-1.72)

d2 254+ PF 1.59 (1.00-2.53)

d3 0-6 3PF 1.28 (0.71-2.30)

d3 7+ 3PF 0.67 (0.44-1.03)

d2 194+ AZ 2.56 (1.23-5.33)

d3 0-6 2AZ/1PF 3.87 (0.77-19.37)

d3 7+ 2AZ/1PF 0.72 (0.17-3.00)

Gender

Female 0.62 (0.51-0.75)

Other NC -

Ethnic group

Asian 1.00 (0.71-1.41)

Black 1.09 (0.58-2.07)

Mixed 1.01 (0.52-1.97)

Other 0.79 (0.37-1.69)
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Table C.21 continued from previous page

HR 95% CI

Prefer not to say 0.80 (0.11-5.90)

Staff type

Doctor 0.95 (0.71-1.27)

Nursing 1.17 (0.89-1.55)

Healthcare Assistant 1.47 (1.06-2.02)

Midwife 0.81 (0.36-1.85)

Healthcare Scientist 1.24 (0.93-1.65)

Pharmacist 0.88 (0.51-1.52)

Physiotherapist/Occupational Therapist/SALT 1.01 (0.65-1.58)

Student (Medical/Nursing/Midwifery/Other) 1.54 (0.79-3.02)

Estates/Porters/Security 0.95 (0.53-1.71)

Other - no patient contact 1.17 (0.81-1.68)

Other - patient contact 1.26 (0.54-2.92)

C.2.3.2 Omicron period

For the Omicron period, we reran the models including only participants who did enroll in the

second-year extension. This is an alternative way to assess the potential impact of delayed-

entry bias. An analysis with only participants who did not enroll in the extension has been

attempted as well, but has been found to be severely under powered. The reason is that almost

all participants who were in SIREN during the Omicron period were those who had enrolled in

the second-year extension.

Relative effectiveness of booster in negative cohort:
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HR 95% Ci

Vaccination status

d3 0-6 3PF 1.13 (0.48-2.69)

d3 7-66 3PF 0.67 (0.48-0.93)

d3 67-126 3PF 0.70 (0.53-0.94)

d3 127+ 3PF 0.85 (0.59-1.21)

d2 194+ AZ 1.46 (0.81-2.62)

d3 7-66 2AZ/1PF 0.42 (0.25-0.68)

d3 67+ 2AZ/1PF 0.62 (0.42-0.91)

Gender

Female 1.18 (1.00-1.39)

Other 1.26 (0.45-3.48)

Ethnic group

Asian 1.21 (0.98-1.48)

Black 1.08 (0.62-1.85)

Mixed 1.09 (0.72-1.66)

Other 1.30 (0.78-2.19)

Prefer not to say 1.59 (0.43-5.90)

Staff type

Doctor 0.72 (0.57-0.90)

Nursing 0.82 (0.70-0.96)

Healthcare Assistant 1.07 (0.84-1.37)

Midwife 0.90 (0.64-1.26)

Healthcare Scientist 0.81 (0.61-1.08)

Pharmacist 0.62 (0.40-0.95)

Physiotherapist/Occupational Therapist/SALT 0.81 (0.60-1.11)
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Table C.22 continued from previous page

HR 95% Ci

Student (Medical/Nursing/Midwifery/Other) 1.02 (0.76-1.36)

Estates/Porters/Security 1.40 (0.95-2.08)

Other - no patient contact 0.80 (0.65-1.00)

Other - patient contact 0.86 (0.58-1.26)

Hybrid protection. The estimates of some coefficients did not converge (NC).

HR 95% CI

Vaccination and PI status

d2 194-253 PF PI <=1yr 0.79 (0.38-1.67)

d2 254+ PF PI <=1yr 0.45 (0.20-0.99)

d3 0-6 3PF PI <=1yr 0.59 (0.16-2.13)

d3 7-66 3PF PI <=1yr 0.34 (0.22-0.51)

d3 67-126 3PF PI <=1yr 0.32 (0.24-0.43)

d3 127+ 3PF PI <=1yr 0.23 (0.08-0.67)

d2 194-253 PF PI >1yr 0.83 (0.46-1.48)

d2 254+ PF PI >1yr 0.68 (0.50-0.91)

d3 0-6 3PF PI >1yr 0.44 (0.10-1.87)

d3 7-66 3PF PI >1yr 0.43 (0.34-0.55)

d3 67-126 3PF PI >1yr 0.52 (0.43-0.62)

d3 127+ 3PF PI >1yr 0.59 (0.42-0.83)

Gender

Female 1.09 (0.85-1.39)

Other NC -

Ethnic group
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Table C.23 continued from previous page

HR 95% CI

Asian 1.16 (0.93-1.43)

Black 1.33 (0.83-2.15)

Mixed 1.16 (0.73-1.83)

Other 1.07 (0.72-1.58)

Prefer not to say 0.66 (0.07-6.40)

Staff type

Doctor 0.71 (0.56-0.89)

Nursing 0.86 (0.70-1.06)

Healthcare Assistant 0.89 (0.65-1.21)

Midwife 0.92 (0.57-1.47)

Healthcare Scientist 0.88 (0.59-1.30)

Pharmacist 0.75 (0.46-1.22)

Physiotherapist/Occupational Therapist/SALT 0.74 (0.52-1.04)

Student (Medical/Nursing/Midwifery/Other) 0.89 (0.56-1.39)

Estates/Porters/Security 0.98 (0.61-1.59)

Other - no patient contact 0.69 (0.56-0.84)

Other - patient contact 1.08 (0.57-2.04)

Protection associated with primary infection:

HR 95% CI

Primary Infection Status

3-6 mth ago 0.36 (0.26-0.52)

6-9 mth ago 0.47 (0.25-0.87)

9-12 mth ago 0.73 (0.54-1.00)

12-15 mth ago 0.82 (0.69-0.98)
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Table C.24 continued from previous page

HR 95% CI

15+ mth ago 0.80 (0.71-0.91)

Vaccination status

d3 0-6 3PF 0.83 (0.41-1.66)

d3 7-66 3PF 0.64 (0.49-0.83)

d3 67-126 3PF 0.70 (0.56-0.88)

d3 127+ 3PF 0.82 (0.62-1.09)

d2 194+ AZ 1.06 (0.73-1.53)

d3 0-6 2AZ/1PF 0.33 (0.04-2.72)

d3 7-66 2AZ/1PF 0.46 (0.33-0.65)

d3 67+ 2AZ/1PF 0.54 (0.40-0.73)

Gender

Female 1.18 (1.01-1.37)

Other 0.95 (0.36-2.51)

Ethnic group

Asian 1.20 (0.99-1.46)

Black 1.07 (0.73-1.57)

Mixed 1.22 (0.89-1.66)

Other 1.21 (0.83-1.77)

Prefer not to say 1.09 (0.30-3.95)

Staff type

Doctor 0.79 (0.66-0.95)

Nursing 0.85 (0.74-0.97)

Healthcare Assistant 0.94 (0.77-1.16)
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Table C.24 continued from previous page

HR 95% CI

Midwife 0.76 (0.56-1.03)

Healthcare Scientist 0.82 (0.62-1.07)

Pharmacist 0.66 (0.47-0.92)

Physiotherapist/Occupational Therapist/SALT 0.79 (0.60-1.04)

Student (Medical/Nursing/Midwifery/Other) 1.00 (0.78-1.28)

Estates/Porters/Security 1.28 (0.95-1.73)

Other - no patient contact 0.80 (0.66-0.97)

Other - patient contact 0.89 (0.61-1.28)
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