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Abstract

Ecosystems worldwide are under unprecedented, intensifying pressure from human activ-

ity and climate change, with profound implications for nature and society. To understand

and mitigate the ecological impacts of these global crises, we need accurate, scalable,

responsive tools to monitor ecosystem health and biodiversity. Ecoacoustic monitoring

is a powerful and versatile method to this end, owing to the information-rich nature of

soundscapes – comprising sounds from animals, humans, other organisms and environ-

mental noise – and cheaper, more capable autonomous recording hardware and analysis

software. In this thesis, I develop and apply novel technologies for acoustically moni-

toring some of the world’s most biodiverse – and vulnerable – ecosystems, with a focus

on two twin strands: leveraging the spatial distribution of sounds for enhanced biodiver-

sity assessment with multichannel recording and analysis, and exploring whether acoustic

monitoring can detect early warning signals of declining ecosystem resilience (capacity

to recover from perturbation) towards tipping points – nonlinear shifts to alternative,

often undesirable states triggered by small changes or perturbations. I first investigate

ambisonic soundscape reconstruction as a lifelike laboratory test environment for spatial

ecoacoustic technologies. I evaluate the e!ectiveness of this method by using it to test the

Multichannel Acoustic Autonomous Recording Unit (MAARU), a custom, six-microphone

recorder. I then refine MAARU’s design, co-supervise its deployment in Brazil, and deploy

it in the UK, USA and Malaysia to investigate its potential to improve avian call classi-

fication and distinguish neighbouring habitats via beamforming, which amplifies sounds

from target directions. Finally, I explore satellite and acoustic data from Malaysia and

Brazil for early warning signals of rainforest to savannah tipping points. I close by con-

sidering how these technologies advance our ability to understand and intervene in rapid

ecological change, and relate the overall work to the vital need for ecosystem, individual

and societal resilience – Earth’s future depends upon it.
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Glossary

Acoustic Indices Numerical summaries of acoustic data designed to characterise the
biophony, anthropophony and geophony in soundscapes based on various spectral
and temporal features of recordings. Acoustic indices are generally univariate and
often based on the distribution of energy within recordings. They have provided
a rapid means of analysing soundscapes from diverse ecosystems in ecoacoustic
studies, but their correlations to biodiversity and ecological patterns are often in-
consistent and study-specific. As such, they should be used and calibrated carefully.

Aliasing In acoustics, (temporal) aliasing is the introduction of ‘grating’ (i.e., unwanted)
frequency lobes in a signal’s spectrum as a result of temporally sub-sampling it into
the digital domain (specifically, sampling it below twice its Nyquist frequency), such
that it contains erroneous sounds and/or sounds distorted.

Ambisonics A method for the flexible and e"cient recording and reproduction of 3D
spatial sound fields (i.e., spatial audio recording and playback). Ambisonic recording
involves encoding multi-microphone recordings to a format in which sound fields are
decomposed into spatial components using a set of mathematical functions known
as spherical harmonics. Ambisonic playback involves decoding from this format
using loudspeaker arrays to recreate the spatial sound field in a perceptually lifelike
manner.

Anthropophony The sounds produced by human activity (e.g., speech, machinery op-
eration, vehicle use).

Autonomous Recording Unit A sensor-equipped recorder designed to independently
gather data over extended periods in the field. This thesis focusses primarily on au-
tonomous recording units with microphones for passive acoustic monitoring, though
units with other sensors (e.g., cameras) also exist. Autonomous recording units facil-
itate large-scale passive acoustic monitoring and can either be semi-autonomous, re-
quiring occasional manual intervention (e.g., to replace batteries and retrieve data),
or fully-autonomous with self-su"cient powering and data transmission (e.g., solar-
powering and 4G network connectivity).

Basin of Attraction A set of system state values about a stable equilibrium, and as-
sociated parameter values (i.e., conditions), from which the system returns to that
equilibrium. The basin of attraction is often illustrated using the potential landscape
of a system and the related ‘ball and cup’ model, in which the basin of attraction is
the well or ‘cup’ around a stable equilibrium and the system state is a ball moving
along potential landscape’s surface. In the basin of attraction, the ball usually rolls
back to the bottom of the cup (the stable equilibrium point) unless it is pushed out
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of it or the cup disappears due to a bifurcation. See Section 2.1.1, Fig 2.1 and Table
A.1 for further details.

Beamforming A class of spatial filtering techniques that can be applied to multichannel
recordings to amplify sounds from target directions and reduce background noise.
These techniques often take the weighted sum of each channel’s recording so that cor-
related (i.e., predominantly in-phase) signals like bird calls from a unique direction
constructively superpose and decorrelated di!use noise is attenuated by destructive
interference. Beamforming can therefore be used to ‘steer’ multichannel recorders
to focus on particular directions, commonly termed ‘look directions’.

Bifurcation A qualitative or topological change to the dynamics of a system in response
to smooth, gradual change of its control parameter(s) (i.e., conditions) passing a crit-
ical threshold known as the ‘bifurcation point’. Such qualitative changes can include
the loss of stability at a local equilibrium (in the case of ‘local bifurcations’), and the
creation or annihilation of fixed points (stable states). Bifurcations can be grouped
into various prototypical ‘normal forms’, several of which describe archetypal tran-
sitions between stable states that underpin tipping points in many natural systems.
‘Fold bifurcations’ in particular are associated with numerous tipping points for
abrupt transitions in the climate and ecosystems (e.g., lakes switching from clear
to turbid, forests transitioning to savannah, and the collapse of ice sheets, ocean
circulation, overharvested populations, and more). They describe a stable state’s
gradual loss of stability as conditions (e.g., temperature, precipitation, harvesting
rates) change, leading to an eventual collision with an unstable state that results
in a sudden, discontinuous shift to a contrasting stable state. See Fig 2.1, Section
2.1.1 and Table A.1 for further details.

Bioacoustics The study of sonic animal communication and/or sounds produced by
specific species or organisms. The precise definition and use of the term can vary in
di!erent contexts.

Biophony The sounds produced by living organisms and their interactions with their
environment (e.g., bird calls, cricket stridulations, the buzz of bees).

BirdNET A convolutional neural network-based machine learning classifier that (pri-
marily) predicts bird species based from recordings of their vocalisations. BirdNET
is freely-available, can detect over 6,000 species and was trained on substantial
amounts of data including 100,000s recordings from large public sound repositories
of bird recordings, Xeno-Canto and the Macaulay Library. It is also capable of
classifying certain other species, such as anurans, and was trained to detect 11 ‘non-
event’ classes (e.g., human voices, dogs, engines, and guns). It is one of the most
popular models for species call classification and widely used in passive acoustic
monitoring studies across the globe.

Breakpoint In this thesis, ‘breakpoint’ refers to the time at which the linear trend in a
time series changes. This is determined by applying linear regressions to di!erent
segments of the time series using Bayesian inference. The slopes of linear regressions
fit to the data for periods before and after the breakpoint summarise the magnitude
of change in each segment.
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Centre Manifold Theorem Theorem that states that when large, complex dynami-
cal systems approach a local bifurcation, their dynamics simplify to one of various
lower-dimensional bifurcation normal forms (e.g., fold bifurcation, transcritical bi-
furcation).

Clock Drift Inaccuracies that gradually accumulate in the timing clock used to control
the temporal sampling of signals in recorders. Clock drift leads to delays between
recorders, which can cause signal source localisation or direction of arrival estima-
tion based on di!erences in time of arrival at multiple independent recorders to
fail. It can be avoided by synchronising recorders (e.g., with GPS) or having mul-
tiple sensors share the same clock, for instance in a multichannel recorder with an
integrated microphone array.

Critical Slowing Down The slowing of a system’s return time to its stable equilibrium
as changing conditions erode its stability (dominant eigenvalue, ε → 0) towards
a tipping point for a bifurcation. Such slowing down results in the system state
exhibiting longer and larger fluctuations about its equilibrium due to noise or per-
turbations. This pattern can be detected in various ways, providing a basis for
various early warning signals of bifurcation tipping points. For further explanation,
see Section 2.1.1 and Table A.1.

Critical Transition General term for abrupt transitions to a contrasting state in com-
plex dynamical systems, such as the climate, ecosystems, financial markets and
social systems, amongst others. While ‘tipping point’ denotes the point at which
such transitions can be induced by small change, ‘critical transition’ refers to the
transitions themselves.

Di!use Sounds Di!use sounds are those whose energy is distributed near-uniformly
in a sound field, such that at any point in space they appear to arrive from all
directions. Examples include the stridulation of insects distributed approximately
evenly throughout an environment, or sounds that are scattered around a space
through numerous reflections on di!erent surfaces.

Direction of Arrival The direction from which a signal originates relative to a sensor.
Integrated microphone arrays can be used to estimate the direction of arrival of
acoustic signals.

Directionality The degree to which a signal transmits along a precise direction and/or
appears to originate from a unique location. In acoustics, lower frequencies are less
directional than higher frequencies, and di!use sounds are the opposite of directional
sounds.

Distributed Microphone Array A large array of distantly-spaced (typically on the
order of tens of centimetres to tens of metres) microphones. These may be connected
to the same recorder via long cables, or record onto independent recorders (though
this poses the risk of clock drift).

Early Warning Signal Indicator of an impending tipping point or critical transition
in a system. Common temporal early warning signals include increases in certain
statistical properties of time series data of a system’s state indicative of critical
slowing down, namely rising autocorrelation and variance (see Table A.1 and Section
A.1 for further details).
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Ecoacoustics The study of natural soundscapes to monitor biodiversity and ecosystem
health. In contrast to bioacoustics, ecoacoustics typically looks at an environment’s
entire soundscape (or a wider part of it), in order to study questions that relate to
ecosystem function and can address any level of ecological organisation, including
populations, communities and entire landscapes. It thus encompasses the study
of ‘soundscape ecology’ which examines the relationship between soundscapes and
landscapes.

Ecological Resilience Ecological resilience corresponds to the amount of disturbance a
ecosystem can endure without changing its function or state. Although various fac-
tors may contribute to ecological resilience, it depends fundamentally on the shape
and size of the basin of attraction about an ecosystem’s stable state, which are math-
ematically related to engineering resilience and the system’s dominant eigenvalue.
See Section 2.1.1, Fig 2.1 and Table A.1 for further details.

Engineering Resilience Engineering resilience corresponds to how fast a system recov-
ers from perturbation (with faster recovery indicating higher resilience). As such,
it depends on the mathematical definition of stability for dynamical systems. See
Section 2.1.1 and Table A.1 for further details.

Geophony The sounds of the geophysical processes in an environment (e.g., wind, rain,
thunder).

HARKBird A freely-available software tool for estimating the direction of arrival bird
calls in multichannel recordings made with integrated microphone arrays. It is based
on the robot audition software, HARK (Honda research institute Japan Audition for
Robots with Kyoto University) and uses the MUSIC (MUltiple SIgnal Classification)
algorithm for direction of arrival estimation.

Hysteresis A phenomenon characterised by a delay in the response of a system’s state
(or some property) to changing conditions. Hysteresis is a defining characteristic
of fold bifurcations, where, in practical terms, reverting a system to its prior state
following a transition requires changing conditions much further back beyond the
threshold that brought about the current, new state.

Integrated Microphone Array A small array of closely-spaced (typically on the order
of centimetres) microphones connected to a single recorder.

Kendall’s ω A non-parametric rank correlation coe"cient that examines trends (specif-
ically, tendency) between two variables. For time series data (where one variable is
time), a Kendall’s Tau value of 1 indicates the data are always increasing over time,
-1 indicates the data are always decreasing, and 0 indicates the lack of an over-
all trend. Kendall’s ϑ is widely used in tipping points research to assess whether
statistical early warning signals are increasing or decreasing overall.

Masking A phenomenon whereby a target sound is obscured by overlapping sound(s)
occurring at the same time. Often, the target and overlapping sounds originate
from di!erent directions, so one approach to tackling masking is to directionally
filter audio using multichannel recorders and beamforming.
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Model Embeddings The numerical outputs of an internal layer or representation of
data in a trained machine learning model or larger and more complex deep learning
model. In ecoacoustics, model embeddings are often extracted from acoustic classi-
fiers (e.g., BirdNET) and typically correspond to sets of hundreds or thousands of
numbers that describe a recorded soundscape and may serve as powerful proxies for
ecosystem health and biodiversity. In this sense, model embeddings may be consid-
ered as multivariate ‘machine-learned’ acoustic indices, as opposed to the univariate
‘human-derived’ acoustic indices that have traditionally been used to characterise
soundscapes and biodiversity.

Multichannel A multichannel recorder (or transmitter) contains multiple sensors (or
antennae). Multichannel recordings from a sensor array contain multiple channels
of data (one for each sensor). In this thesis, multichannel (acoustic) recorders are
those with integrated microphone arrays.

MUSIC Algorithm The MUltiple SIgnal Classification (MUSIC) algorithm is a wide-
spread method for estimating signal directions of arrival in multichannel sensor
array data. It works by taking an eigenvalue decomposition of the multichannel
signal covariance matrix and separating its eigenvectors into two subspaces: one
for eigenvectors assumed to correspond to signal energy (signal subspace) and one
for eigenvectors assumed to correspond to noise (noise subspace). Array steering
vectors (which describe how signals from given directions are received across the
sensor array) for signal directions of arrival should have a minimal projection onto
the noise subspace. The algorithm therefore calculates the reciprocal of the steering
vector’s squared projection on the noise subspace over the full range of possible
azimuth and elevation angles. Peaks in this function are then used as direction of
arrival (azimuth and elevation) estimates for each target signal. Key assumptions of
the MUSIC algorithm are that there are fewer target signals than there are receivers
(e.g., microphones) in the sensor array, and that target signals are uncorrelated.

Passive Acoustic Monitoring The deployment of acoustic autonomous recording units
in terrestrial or aquatic ecosystems over extended periods of time (and increasingly,
over large spatial scales), in order to record natural soundscapes to monitor biodi-
versity and ecosystem health.

Pitch Angle An object’s angle of rotation about its horizontal lateral (a.k.a. transverse)
axis. In aircraft, the pitch angle determines whether a plane’s nose faces up or down.

Potential Landscape A surface that represents the dynamics of a system in relation to
the system state, with peaks at unstable equilibria and valleys at stable equilibria
— the latter correspond to ‘basins of attraction’. In certain systems (e.g., some
mechanical systems), the height of the surface corresponds to potential energy. Al-
though the notion of ‘potential’ is more abstract for ecological systems, potential
landscapes are often used to illustrate and quantify aspects of stability, resilience
and alternative stable states in natural systems. See Section 2.1.1, Fig 2.1 and Table
A.1 for further details.

Regime Shift All-encompassing term for shifts between alternative states in dynami-
cal systems. Although the term ‘regime shift’ is often used interchangeably with
‘critical transition’ and ‘tipping point’, it specifically seeks to capture the idea that
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real-world systems generally do not stay still or fixed at their stable states. Rather,
stable states in practice correspond to ‘dynamic regimes’, where local dynamics
may involve continual fluctuations about an equilibrium due to noise or perturba-
tions, or, more broadly, various types of trajectories about an attractor (e.g., cyclic
or chaotic dynamics). Regime shifts thus denote transitions between alternative
dynamic regimes in systems.

Soniferous Sound-producing.

Sound Truth The practice of listening to acoustic soundscape recordings to understand
their content and validate the outputs of ecoacoustic analyses. ‘Sound truthing’ is
analogous to ground truthing, but only involves inspecting recordings rather than
collecting real-world validating data in the field (e.g., via manual field surveys or
trusted environmental sensing systems).

Soundscape The amalgamation of all sounds in an environment, comprising biophony,
geophony and anthropophony.

Spatial Aliasing The introduction of ‘grating’ (i.e., unwanted) lobes in the directivity
power pattern of a sensor array for di!erent frequencies, as a result of spatially sub-
sampling signals of those frequencies. The frequency threshold above which spatial
aliasing occurs is dictated by the spatial sampling theorem, a spatial analogue of the
Nyquist-Shannon theorem (Section 4.3.1). It states that the maximum distance be-
tween sensors must be half the wavelength of the threshold frequency (so that there
are at least two sensors per wavelength of the maximum un-aliased frequency). For
signals above the frequency threshold, spatial aliasing can result in those from non-
target directions being detected when beamforming or can lead to errors in their
direction of arrival estimates. Spatial aliasing can also lead to distortions in the
source position/direction of signals in spatial sound fields reproduced via virtual
sound environments.

Stability In ecology, stability is often viewed as a multifaceted property that relates to
di!erent features of how populations, communities or ecosystems resist and recover
from perturbation or disturbance. This builds upon the definition of stability for
dynamical systems, which considers a system’s equilibrium state to be stable if
trajectories after perturbation return to it. Mathematically, the dynamical systems
theory definition of stability depends on the dominant eigenvalue of the system’s
Jacobian matrix (ε). If the real part of the dominant eigenvalue is negative, the
system’s equilibrium is stable. The dominant eigenvalue also determines the rate
at which the system will return to equilibrium (if stable) or move away from it (if
unstable). For further explanation, see Section 2.1.1 and Table A.1.

Tipping Point The point at which a small change to the state of a system or an incre-
ment in conditions can lead to a sudden, non-linear transition amplified by positive
feedback, such as the abrupt shift from one stable state to another. Tipping points
have been closely associated with ‘fold bifurcations’, but they can be brought about
by other forms of bifurcation, internal noise shifting a system out of its basin of
attraction, or rapid forcing (i.e., change) of the system conditions.

Vegetation Optical Depth A microwave-based satellite sensor product that measures
the water content of vegetation from space and serves as a proxy for vegetation
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biomass. Di!erent microwave wavelengths (denoted as di!erent VOD ‘bands’, e.g.,
the Ku-band) tend to reflect from water in di!erent parts of vegetated areas and
may thus be more sensitive to water content in e.g., soil moisture or forest canopy
cover.

Virtual Sound Environment An array of loudspeakers used to reproduce spatial sound
fields, typically housed in an anechoic or soundproof room. In audiology, virtual
sound environments have been used to simulate real-world soundscapes for the pur-
pose of testing hearing aids.
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Chapter 1

Introduction: Into a world of sound

The Earth system is in peril [1–5]. Anthropogenic climate change, land-use change and

resource exploitation are driving what many scientists regard as a Sixth Mass Extinc-

tion [6] and are pushing the planet to the brink. Numerous keystone ecosystems and

fundamental parts of the climate system are approaching (or may have already passed)

dangerous boundaries [7] for ‘tipping points’, where small change or disturbance could

trigger collapse or abrupt transition to undesirable alternative states [2]. These nonlinear

tipping phenomena are particularly worrying given their sudden nature and because they

can be notoriously hard to reverse on human timescales. Since the initial submission of

this thesis, the Global Tipping Points Report 2025 confirmed that we are now crossing

the first of several major climate-related tipping points threatening the Earth system: the

mass dieback of coral reefs from climate-change-induced ocean warming [1]. The outlook

of our current trajectory is, therefore, existential for life on Earth.

However, averting the worst outcomes and restoring the balance in nature and climate

is not beyond reach. E!ective policy, management and collective action could yet safe-

guard a sustainable, liveable and prosperous future. But the action needed must add up

to drastic, transformative change. Moreover, e!ective action depends upon a rigorous un-

derstanding of how natural systems operate, in what ways human activity impacts them

and how they respond to protective and restorative interventions [8–11]. In the realm

of ecosystem monitoring, autonomous sensing technologies are increasingly used to gain

ecological insight over large scales, with less e!ort, bias and disturbance than traditional,

manual surveys. Amongst these technologies, acoustic monitoring has emerged as a par-

ticularly capable tool for tracking biodiversity and ecosystem health at various scales,
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owing to the wide array of sounds produced by animals and insects and their interactions

with their environments [12–14].

The ecological importance of acoustics and the multifaceted value of sounds in na-

ture have long been appreciated in di!erent fields and cultures [15–17]. Sound is, of

course, a key component of perception and communication in humans and other ani-

mals [17–20]. Furthermore, the sounds of environments – i.e., their soundscapes – impact

human wellbeing [21–24] and are important to animal habitation and behaviour. For

example, playing back the soundscapes of healthy environments in degraded ecosystems

can help re-attract individuals and accelerate their recovery [25]. However, human activ-

ity has impacted soundscapes, either directly from the disruptive sounds of road tra"c,

other infrastructure and urban environments, or by habitat destruction and fragmenta-

tion, climate change and the large-scale eradication of biodiversity [26–28]. In Bolivia,

for instance, the Chiguanco Thrush (Turdus chiguanco) has been found to vocalise less

frequently, more loudly and at higher pitch in urban environments due to competing

anthropogenic noise [29]. Anthropogenic biodiversity declines have also caused natural

soundscapes to increasingly fall silent, which was noted as early as the 1960s in Rachel

Carson’s landmark text, Silent Spring [30]. In more recent years, there have even been

calls for soundscapes themselves to be conserved as valuable natural resources of socio-

ecological importance [15], and the ecological study of soundscapes has been formalised

as the disciplines of ‘soundscape ecology’ [31] and ‘ecoacoustics’ [32].

Overall, soundscapes can be indicative of many features of ecosystems, spanning the

sounds of individual animals to the layered symphony of soniferous biodiversity and acous-

tic signatures of natural habitat integrity. In this thesis, we explore new technologies and

applications for the recording and analysis of natural soundscapes. We focus specifically

on testing, developing and using multi-microphone recorders, which can capture informa-

tion on where sounds are located in space, and investigate the potential for soundscapes

to reveal indicators of ecosystem resilience loss that may signify impending tipping points.

While we largely examine these two strands on the spatial and resilience-related features

of natural soundscapes in parallel, we ultimately argue that sound-producing biodiversity

is the bridge between them, as a key source of spatial heterogeneity in soundscapes and

an ostensibly integral driver and product of ecosystem resilience.

In the following section, we provide some additional background on three key con-
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cepts that are foundational to subsequent chapters. This is intended to complement the

literature review in Chapter 2, which provides greater detail on tipping point theory and

detection and the state-of-the-art in acoustic monitoring. The final sections of this chapter

then highlight our Research Objectives and outline the structure of the thesis.

1.1 Key Concepts

1.1.1 Ecoacoustics: The Study of Soundscapes

While the study of animal communication and organism-specific sounds has existed for

decades and is generally referred to as bioacoustics1 [17, 33], ecoacoustics is a relatively

new discipline focussed on analysing all the sounds in an environment that constitute

its soundscape. A key part of ecoacoustics’ roots lies in the work of R. Murray Schafer,

who formalised the notion of ‘the soundscape’ in an academic context in the 1970s [34].

Schafer also proposed the discipline of ‘acoustic ecology’, which initially focussed on hu-

man perception and the impact of soundscapes on organisms [31, 34]. In the years after,

key theories on the relationships between soundscapes and vocal animals were proposed,

namely the Acoustic Adaptation Hypothesis [35] and the Acoustic Niche Hypothesis [16].

The former posits that the nature of animal vocalisations evolved to optimise their prop-

agation in animals’ chosen habitats, while the latter suggests that animals evolved to oc-

cupy unique frequency-time niches in soundscapes to avoid interfering with each other and

other sounds. While empirical support for both hypotheses is mixed, they informed the

development of various analytical techniques to monitor biodiversity from soundscapes,

such as numerical summaries known as acoustic indices [36, 37]. In recent years, ecoa-

coustic analysis has also relied heavily on machine learning models that can predict the

identity of species from recordings of their vocalisations and/or provide multidimensional

numerical descriptions of ecologically-relevant soundscape features. More information on

acoustic indices and machine learning models is presented in Section 2.2.3.

Alongside the development of ecoacoustic theory and analyses, technologies for record-

ing natural soundscapes have in recent decades become smaller, cheaper and more capable.

So-called ‘autonomous recording units’ have enabled acoustic monitoring to substantially

increase in spatial and temporal scale with minimal human intervention. Some popu-
1Though we note the terminology can be slippery.
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lar recorders, such as the ‘AudioMoth’ [38] or ‘SwiftOne’ [39] require occasional data

collection and battery replacement (at up to months-long intervals, depending on the

choice of recording schedule [38]). Others such as Sethi et al.’s custom-built recorder for

the ‘SAFE Acoustics’ project [40, 41] and its subsequent iteration as the ‘BUGG’ device

(bugg.xyz) leverage renewable powering (e.g., solar power) and network connectivity (e.g.,

4G) to fully automate the collection and streaming of audio data in near real time. These

advancements allow for ‘passive acoustic monitoring’ [12–14], capturing large amounts

of natural soundscape recordings to closely track ecosystem health and biodiversity on

hitherto impossible scales.

1.1.2 Spatial Audio and Multichannel Recording

Sound fields are three-dimensional and made up of acoustic pressure waves that travel

outwards from sources at di!erent locations in space. While recorders with a single

microphone can capture the amalgamated soundscape, multi-microphone recording can

provide spatial information on the direction or location of sound sources, typically based

on di!erences in sounds’ time of arrival at each microphone. Recording with microphone

arrays can thus be highly valuable for tracking the distribution and position of soniferous

biodiversity [42].

As with many innovations in passive acoustic monitoring, the use of multi-sensor acous-

tic recording to locate wildlife was pioneered in the marine realm, where visual imaging

is challenging. For example, large distributed hydrophone arrays (i.e., with sensors tens

of meters apart) have been used for the three-dimensional localisation of cetaceans since

the 1970s [43]. In the terrestrial realm, distributed microphone arrays have been used

to monitor various species including birds (e.g., [44]) and elephants (e.g., [45]), in order

to gain insights into animal behaviour, movement, abundance and more (see [42, 46] for

comprehensive reviews).

Distributed microphone arrays o!er the benefit of determining the source location of

target sounds, but face a major challenge from clock drift2. This introduces delays between

recordings from individual microphones in the array and can thus cause localisation to

fail [42]. Smaller, integrated arrays of multiple, closely-spaced microphones on a single
2Unless the microphones are connected to the same recorder via lengthy cables or synchronised via

e.g., GPS.
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multichannel device o!er an alternative. Individual multichannel recorders cannot locate

the exact position of sound sources, but they can use time delays to determine what

direction sounds are emitted from. Crucially, they avoid clock drift, as the microphones

share a common clock on the recorder. For these reasons – and as a result of innovations

in other fields, such as multi-microphone hearing aids (e.g., [47]) – such integrated arrays

have been increasingly adopted for direction of arrival estimation and directional filtering3

in ecoacoustics [42].

Researchers have also developed custom multichannel recorders for ecoacoustic mon-

itoring. For example, the ‘VoxNet’ system uses a four microphone array and features

custom onboard processing software and wireless network connectivity for data stream-

ing [48]. ‘CARACAL’ is a smaller and more recent low-power, low-cost recorder featuring a

planar array of four miniature Micro Electro-Mechanical Systems (MEMS) microphones4.

In this thesis, we focus on testing, refining and deploying the Multichannel Acoustic

Autonomous Recording Unit (MAARU), a custom recorder that extends Sethi et al.’s

fully-autonomous Raspberry-Pi-based system [40] with a six-microphone array [49]. Like

CARACAL, MAARU’s array features MEMS microphones and is planar. While this lim-

its its capacity to estimate directions of arrival to two dimensions (the plane containing

the microphones), many of the few low-cost microphone arrays in existence are planar

(likely due to more complex three-dimensional arrays being more expensive to produce).

Further, MAARU is to our knowledge the only fully-autonomous multichannel recorder

for passive acoustic monitoring. Therefore, we view MAARU as a prime multichannel

recorder to study and deploy towards advancing the field of spatial ecoacoustics.

In parallel to hardware progression, various analytical techniques have been developed

for estimating sound-source location and/or direction of arrival – including numerous

machine learning approaches in more recent years [50] – and applied for tracking terrestrial

[42] and aquatic wildlife (e.g., [51, 52]). Additionally, several tools have been created

that implement localisation and direction of arrival estimation algorithms for bioacoustics

research, such as the ‘Where’s Whaledo’ MATLAB package [52] and ‘HARKBird’ [53,54].

The latter is a freely-available program for estimating the direction of arrival of bird calls

in multichannel recordings made with integrated microphone arrays. It is based on the

robot audition software, HARK (Honda research institute Japan Audition for Robots
3Further explained in Section 4.1.
4Since extended to eight microphones: https://github.com/OpenWild/CaracalEvo_HW
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with Kyoto University) and uses the MUSIC (MUltiple SIgnal Classification) algorithm

for direction of arrival estimation. MUSIC is a widespread eigenspace-based method for

estimating the directions of arrival of multiple target signals in multichannel recordings,

developed in 1986 [55]. Importantly, the MUSIC algorithm assumes that there are fewer

target signals than microphones (or more generally, sensors) in the recording array, and

that the target signals are uncorrelated.

While innovations in spatial ecoacoustic monitoring have been advancing with novel

hardware like MAARU and software like HARKBird, methods to test these technologies

lag behind other fields. In audiology, for instance, various sophisticated approaches have

been developed to allow for the precise testing of hearing aids in controlled environments

(e.g., [56, 57]). In general, the testing of ecoacoustic hardware has tended to focus on

field testing and experiments that involve playing back test sounds from loudspeakers

[58]. However, such methods often su!er from poorly documented protocols [58] and

will be influenced by natural variability in field conditions (weather, variation in vocal

activity of species present, etc.). We thus note that improving methods for testing spatial

ecoacoustic tools with more precise and controlled techniques could be very beneficial

towards benchmarking their performance.

1.1.3 Feedbacks Govern the World

While tipping points are explained in much more detail in the following chapter, feedbacks

underpin them and are the third and final concept that merits further background here. In

the general sense, feedbacks refer to the outputs of a system ‘feeding back’ into its inputs,

either to correct course via negative feedback, or to self-amplify via positive feedback.

Sometimes, the term also denotes the outputs of processes or systems feeding into others.

Feedbacks are integral to dynamical systems across domains. Perhaps one of the best-

known feedbacks occurs in acoustic amplification systems: the characteristic unpleasant

squeal of a microphone picking up its amplified signal from a nearby loudspeaker. In

engineering, feedbacks are critical to control systems with applications from thermostats

to robots, while in ecology feedback loops are key features of homeostasis and nutrient

recycling.

More generally, in many systems, including the climate and ecosystems, feedbacks

also play a key role in abating or driving transitions between di!erent states, such as
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di!erent stable animal population densities or alterative stable levels of biomass in forests

[59, 60]. Negative feedbacks maintain stable states by counteracting deviations in the

system caused by internal fluctuation or external perturbation. Positive feedbacks amplify

such deviations, and can drive runaway change towards a new stable state. Tipping

points can lead to such transitions, and in climate and ecological systems, they could

have dangerous consequences such as ecological collapse and drastic shifts in weather.

These transitions may also feed into other parts of the Earth system, raising the risk of

possible ‘tipping cascades’ [61].

As a concrete example, there are widespread concerns that tropical forests could tip

into savannah-like or treeless states through events of mass tree mortality or ‘dieback’

[62–64]. One of the main mechanisms that could drive such a transition is the breakdown

of moisture recycling feedbacks in response to drier and warmer conditions, as well as

forest loss from fire and deforestation [63, 65]. The characteristic high humidity and

vegetation density of tropical rainforests are maintained by high precipitation. In the

Amazon rainforest in particular, this precipitation is supplied by incoming moisture in

upwind areas and cascades of moisture recycling via evapotranspiration towards and across

downwind areas [65]. Reduced precipitation coupled with forest loss produces a drier

environment that is more conducive to the spread of fire and reduces the moisture available

for recycling to downwind areas [63]. The stabilising e!ect of moisture can thus succumb

to self-amplifying positive feedbacks of drier conditions, fire and dieback [63, 66]. Should

this happen for the Amazon, it will release a vast amount of additional carbon dioxide

into the atmosphere and eradicate the cooling e!ect of the forest’s evapotranspiration

[63,67], thereby driving further global warming [2]. It is therefore clear that understanding

feedbacks in natural systems is critical for evaluating whether and how they might tip

and what broader consequences their tipping points might have.

1.2 Research Objectives

With the aim of developing methods to assess the spatial and resilience-related features

of natural soundscapes, we set three core Objectives for the research in this thesis:

1. To develop a representative, controlled and repeatable means of assessing spatial

ecoacoustic technologies, including multichannel recorders, in laboratory settings.
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2. To determine whether multichannel audio processing for directional filtering and

amplification (‘beamforming’) could enhance biodiversity monitoring.

3. To explore whether acoustic monitoring could reveal Early Warning Signals (EWSs)

of ecosystem tipping points and support satellite remote sensing in assessing tropical

rainforest resilience.

1.3 Thesis Outline

In line with our Research Objectives, this thesis tackles challenges and questions across

the full ecoacoustic monitoring pipeline.

We begin by assessing theory and prior research with a literature review in Chap-

ter 2, which we frame as a perspectives piece advocating for the potential of acoustic

monitoring to anticipate ecosystem tipping points. In many cases, tipping points are pre-

ceded by declines in resilience, such as slowing recovery from perturbations. Numerous

tipping point EWSs based on these phenomena have been developed and identified in

natural systems, and we propose a methodological framework for applying such EWSs to

acoustically-derived ecological time series. We also emphasise practical and theoretical

barriers to realising this framework, including challenges with gathering or assimilating

acoustic data at su"cient scale to detect meaningful EWSs of resilience loss driven by

global climate and environmental change.

Fieldwork in the tropical rainforests of Malaysian Borneo was planned from the outset

as a key component of research towards Objectives 2 and 3 of this thesis. However, it was

initially not viable due to ongoing COVID-19-related restrictions in Malaysia. We there-

fore turned our attention to the start of the ecoacoustic monitoring pipeline and, in line

with Objective 1, developed and validated a novel approach to testing spatial ecoacoustic

technologies, which we present in Chapter 3. Inspired by how multichannel hearing aids

are tested in audiology, we built a ‘Virtual Sound Environment’ (VSE) with a spherical

array of 25 loudspeakers to simulate spatial natural soundscapes as a controlled and life-

like setting for testing ecoacoustic recording technologies. We assess how well the VSE

simulates natural soundscapes, and then pilot using it to evaluate ecoacoustic hardware

and software tools, including MAARU. We find limitations to the ambisonic soundscape

reconstruction technique we used, but are able to gain insights into the performance of
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the various technologies we test, including the impact of microphone array orientation on

bird call direction of arrival estimates with MAARU.

While multichannel recording shows promise to enhance ecoacoustic monitoring, few

multichannel recorders have been designed for long-term, autonomous deployments. In

Chapter 4, we redesign MAARU’s weatherproofing to be more robust to prolonged en-

vironmental exposure through a process of iterative refinement and field testing. Towards

Objective 2, we then explore how beamforming with MAARU to amplify sounds from

target directions can enhance bird call classification in temperate and tropical environ-

ments. As Chapter 3 revealed limits to the accuracy of MAARU’s direction of arrival

estimates for sound sources outside its microphone plane, we deploy MAARUs in the UK,

USA, and Malaysia in orientations that allow for fixed-direction beamforming to target

ecologically relevant sound sources or directions. We find that this simple but scalable

approach has potential to reveal habitat and landscape structure and detect the spatial

heterogeneity of biodiversity.

In Chapter 5, we return to Objective 3 and the question of resilience. Ecoacoustics

has yet to be leveraged to detect EWSs of tipping points, but global satellite imagery

has proven particularly e!ective for doing so, including to track vegetation resilience in

the tropics. Given further fieldwork delays and recorder hardware failures in Borneo,

Chapter 5 therefore focusses first and foremost on extending the detailed investigation

of rainforest vegetation resilience using satellite data to Borneo. We find increases in

EWSs of a vegetation tipping point across a period of over 20 years, with an acceleration

of resilience loss from the early 2000s, as has been observed in the Amazon. We relate

spatiotemporal patterns in this declining resilience to potential driving factors including

climate and human activity as well as animal biodiversity, which has been underexplored

in relation to systemic vegetation resilience. We then seek to complement these findings

by searching for EWSs in acoustic descriptors of soniferous biodiversity from recordings

along a land-use gradient in Malaysian Borneo and audio data gathered by colleagues

over a two-year period in the Amazon. Despite our attempt to realise the framework

we outlined in Chapter 2, we find the scale of our data too limited to draw conclusive

insights into whether soniferous species in rainforests are also losing resilience. However,

we also identify preliminary evidence that EWSs in the acoustic domain might reveal

changes in how fast soniferous biodiversity recovers from perturbation, with potentially
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slower responses in logged forest. We thus posit that multimodal monitoring of rainforest

resilience with satellite and acoustic data merits further investigation with longer-term

recordings. Such investigation could further probe the resilience of sound-producing bio-

diversity and its relationship to tipping points of rainforest dieback that threaten local

species, communities and the wider Earth system.
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Chapter 2

Literature Review: Prospects for

acoustically monitoring ecosystem

tipping points

Summary

Many ecosystems can undergo important qualitative changes, including sud-

den transitions to alternative stable states, in response to perturbations or

increments in conditions. Such ‘tipping points’ are often preceded by declines

in aspects of ecosystem resilience, namely the capacity to recover from pertur-

bations, that leave various spatial and temporal signatures. These so-called

Early Warning Signals (EWSs) have been used to anticipate transitions in di-

verse real systems, but many of the high-throughput, autonomous monitoring

technologies that are transforming ecology have yet to be fully leveraged to this

end. Acoustic monitoring in particular is a powerful tool for quantifying biodi-

versity, tracking ecosystem health, and facilitating conservation. By deploying

acoustic recorders in diverse environments, researchers have gained insights

from the calls and behaviour of individual species to higher-level soundscape

features that describe habitat quality and even predict species occurrence.

Here, we draw on theory and practice to advocate for using acoustics to probe

ecosystem resilience and identify emerging and established EWSs of tipping

points. With a focus on pragmatic considerations, we emphasise that de-
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spite limits to tipping point theory and the current scale and transferability of

data, acoustics could be instrumental in understanding resilience and tipping

potential across distinct ecosystems and scales.

2.1 Introduction

Across diverse domains and scales, dynamical systems are known to possess multiple

stable states between which they may transition [68, 69]. Beams buckle, populations ex-

plode or collapse, financial markets crash, human brains experience seizures or di!erent

psychological states, ice ages begin and end, and entire ecosystems small and vast can

transform drastically faster than expected. Such transitions, sometimes termed ‘regime

shifts’ [70–73] or ‘critical transitions’ [68, 74], can arise due to various underlying mecha-

nisms that may produce gradual, fast, or sudden, nonlinear shifts. ‘Tipping points’ denote

those caused by small perturbations amplified by positive feedback [59,60], extending the

term popularised by Gladwell [75] (though its use has varied somewhat in the past [74,76]).

Tipping points produce abrupt, qualitative change to the state of a system that may be

di"cult or impossible to reverse [59, 60]. As such, they have been widely researched in

recent decades, especially in climate science [2,59,60,77], ecology [62–64,70,71,78–81] and

their intersection in Earth system science [82–86], where the risk to natural systems and

humanity is particularly great [61]. Despite the urgent need to monitor and anticipate

tipping points, many advancing autonomous monitoring technologies that empower data-

driven ecology have not yet been applied to real-time assessment of impending ecosystem

tipping points. Here, we spotlight acoustic monitoring as a particularly insightful tech-

nology to which existing tipping point EWSs could be readily extended for enhanced

understanding of whether and how ecosystems under intensifying environmental change

worldwide may tip.

Tipping points are predominantly brought about by bifurcations (Fig. 2.1; Section

2.1.1), noise that is internal or due to stochastic forcing pushing the system out of its

current stable state’s ‘basin of attraction’ (Fig. 2.1; Section 2.1.1), or, sometimes, rapid

forcing in excess of a threshold rate [60, 79, 87]. Bifurcations are a sudden qualitative

change to the dynamics of a system – typically, the loss of the current state’s stability,

resulting in a shift to an alternative stable state – in response to gradual change in the
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control parameter(s) of the system passing some critical threshold (a.k.a. the bifurcation

point) [60,69,79]. Much of the work on EWSs for tipping points has focussed on bifurca-

tions as they are widespread and satisfy universal mathematical laws that can be detected

in temporal and spatial data [74].

Moreover, according to the centre manifold theorem, the dynamics of complex systems

near a local bifurcation simplify to a subset of lower-dimensional, prototypical ‘normal

forms’ [69, 88], promoting a strong basis for detecting generic EWSs in real systems.

These EWSs generally exploit the declining stability before a bifurcation, which causes

critical slowing down of a system’s response to perturbation [69,74,89], yielding increases

in variance and autocorrelation – two of the most widespread EWSs. The capacity to

recover from perturbations is often also considered integral to a system’s resilience –

though this has long been discussed in ecology [90–95]. In addition, noise-induced tipping

and bifurcations often work together in reality, since the weakening of a current state’s

stability (negative feedback; Section 2.1.1) towards a bifurcation increases the chances that

noise or a typical perturbation can push the system to an alternate attractor – sometimes

with devastating consequences. EWSs can thus indicate increased risk of tipping as a

system loses (aspects of) resilience, spurring prolific research into their development and

application [60].

In ecology, the notion that dynamical natural systems from populations to whole

ecosystems may possess multiple stable states has long existed [96]. The concept of non-

linear state transitions and their thresholds gained traction from the 1960s [90,97,98] after

they were described in simple ecological models, namely of grazing [99] and harvesting

systems [96, 98], predator-prey interactions [100], and insect outbreaks [98]. The obser-

vation of large-scale, abrupt regime shifts in various real ecosystems – including clear

lakes becoming turbid, macroalgae dominating coral reefs, forests switching to grass-

lands, and arid environment desertification – also paved the way for further research on

characterising and anticipating such transitions [78]. Since early work suggested critical

slowing down could be measured in fluctuations of the system state caused by stochastic

forcing [101, 102] and models revealed that critical slowing down increases autocorrela-

tion [102, 103] and variance [104], these metrics and other EWSs have been identified in

a fast-growing number of systems (see reviews in [60,81,105]).

A key challenge in detecting EWSs in real ecosystems is the limited data of su"cient
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spatial and temporal scale, quality, and resolution [105, 106]. While EWSs of past cli-

matic shifts have been demonstrated in paleoclimate data [107, 108], historical data for

ecosystems is less forthcoming. One solution is to study various spatial patterns, such

as spatial variance and autocorrelation [109], or vegetation patch size and distribution

(relevant to e.g., self-organisation of semi-arid vegetation under a drying climate) [80].

Another is space-for-time substitution: monitoring ecosystems along spatial gradients of

human, environmental, and/or climatic pressures [64, 110–112]. In the past 15 years,

satellite remote sensing has also emerged as a vital tool for ecosystem monitoring as it

provides exceptional resolution and coverage of the Earth, and certain sensors now have

50-yr records [85]. Remote sensing has thus become the predominant data source for

ecosystem tipping point research [60] and has been leveraged to identify temporal and/or

spatial EWSs in various ecosystems globally, including the Amazon [62], other tropical

rainforests [64, 113] and even the biosphere at large [84].

The availability of ecological field survey data has, however, grown significantly in re-

cent years, thanks to the emergence of various high-throughput, autonomous monitoring

technologies [8], shaping the view that ecology is increasingly a “big data science” [114].

These technologies include acoustic sensors, environmental DNA sensing, camera traps

and other image/electromagnetic-based systems such as thermal, infrared and Light De-

tection And Ranging (LiDAR) sensors [8, 115]. Numerous studies have leveraged data

from these sensing modalities, but we argue there remain considerable untapped opportu-

nities to search within large and expanding monitoring datasets for EWSs and integrate

them, alongside satellite sensors, into multimodal, holistic models of ecosystems for more

comprehensive assessment of ecosystem health, dynamics, resilience, and proximity to

tipping.

We contend that ecoacoustics – the analysis of natural soundscapes – presents a par-

ticularly promising avenue for monitoring ecosystem tipping points, for several overar-

ching reasons. First, it is information rich. As sound propagates from an emitter in all

directions, past many barriers and over fairly large areas, acoustic monitoring can cap-

ture information outside the field of view or spatial reach of other sensors. Second, it

is relatively inexpensive, particularly in terms of the declining cost of recording hard-

ware. Third, it provides a high temporal resolution record for examining ecosystems at

many levels, from individuals to populations and higher-level metrics of overall ecosys-
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tem health [14, 32]. By deploying acoustic autonomous recording units, researchers have

undertaken the passive acoustic monitoring of diverse ecosystems, uncovering a wealth

of ecological, behavioural, and conservation-relevant insights across the globe [116] on

larger scales and with less bias and disturbance than manual field surveys [12, 13, 45].

Passive acoustic monitoring has been used to study fish [117], cetaceans [118], frogs [119],

insects [120], birds [121], terrestrial mammals [45, 122] and facilitate estimates of overall

biodiversity and habitat quality [123]. Larger-scale passive acoustic monitoring deploy-

ments are also increasing, capturing recordings over landscapes [124,125], countries [126]

and continents [127]. Further, passive acoustic monitoring has captured aspects of sta-

bility and resilience by revealing various ecosystem responses to disturbances including

human infrastructure development [128], forest fragmentation [129], species invasion [130],

fires [131], and typhoons/hurricanes [132, 133]. Passive acoustic monitoring is now well-

poised to build on its successes in tracking ecosystem health and biodiversity to become

a pillar of resilience and tipping point monitoring.

In this chapter, we review a broad, interdisciplinary literature to outline the prospects

for passive acoustic monitoring of ecosystem tipping points from a theoretical and practical

point of view, including considerations for identifying EWSs in acoustic data. Throughout,

we focus primarily on critical slowing down-based EWSs, given their ongoing dominance

in tipping point research, but consider others where appropriate. We close by discussing

the key challenges and opportunities for using passive acoustic monitoring to identify

EWSs.

2.1.1 Box 1: Basic Theory of Bifurcation Tipping Points

Dynamical systems are characterised by a state, x, that changes over time according to a

growth function f(x, B) dependent on x’s current value and some parameter(s) B:

dx

dt
= f(x, B) (2.1)

Real natural systems are often modelled as stochastic (with a noise term) to capture

their continual fluctuation (see Table A.1). Classic ecological examples of x are species

abundance (population dynamics) or vegetation biomass.

The system will often possess equilibria (steady states): values of x = x→ such that
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f(x→, B) = 0. In single-variable systems, these equilibria are stable states (attractors)

when ε, the local gradient df(x,B)
dx

)︄)︄)︄)︄)︄
x=x→

is negative, corresponding to restorative negative

feedback (Fig. 2.1c,d). The magnitude of ε is inversely proportional to the system’s

recovery time from small perturbations [89]. In higher dimensions, stability is determined

using the real part of the dominant eigenvalue (see Table A.1).

Various bifurcation normal forms common to natural systems are brought about by

gradual forcing of parameter(s) B that causes ε to tend to zero (Fig. 2.1c,d). Conse-

quently, stability is progressively lost and the system recovers more slowly from perturba-

tions – so-called ‘critical slowing down’. This results in the system displaying longer and

larger fluctuations about its current attractor state, such that both autocorrelation (the

system’s ‘memory’) and variance increase prior to the bifurcation point, at which ε = 0

(derivations in Section A.1).

While resilience has been much debated in ecology, Holling’s definitions of ‘engineering

resilience’ – the recovery rate from perturbation – and ‘ecological resilience’ – the amount

of disturbance a system can withstand without changing its function – remain prevalent

[90,91]. Both are captured by the ‘potential landscape’ of the system:

V (x) = ↓
[︄

f(x, B)dx (2.2)

Here, stable states are valleys, often termed ‘basins of attraction’ [97], separated by peaks

from unstable equilibria (Fig. 2.1g). In the popular ‘ball and cup’ analogy of resilience,

the system is a ball rolling inside a cup corresponding to the system’s current basin of

attraction. The ball is always moving due to noise and perturbations, but typically rolls

back to the bottom at a rate depending on the steepness of the cup’s walls. The steeper,

deeper and wider the cup, the more ‘resilient’ the system.

As V ↑↑(x) = ↓ε, the cup becomes gentler and shallower as ε approaches zero. Noise

or typical perturbations can thus more easily push the system to an alternative attractor

(Fig. 2.1g), should one exist. Hence, while ecological resilience may depend on more

than just the potential landscape (e.g., ecosystem reorganisation), both engineering and

ecological resilience are linked given their dependence on ε.

Which bifurcation normal form a system will undergo depends on the nature of the

system dynamics. Fig. 2.1 illustrates two widespread cases in ecology using the archetypal

example of a single-species population being harvested at an increasing rate (further
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explained in [98, 105]): the gradual shift to an alternative stable state (here, extinction)

via a transcritical bifurcation (left column), and the sudden, discontinuous jump to an

alternative stable attractor via a fold (a.k.a. ‘saddle-node’ or ‘catastrophic’) bifurcation,

which typifies tipping points with a large, abrupt change that is hard to reverse due to

hysteresis. These dynamics could be reflected in measurements, proxies or correlates of

the system state, which could in turn be used to detect EWSs of bifurcation tipping points.

Section 2.2 outlines the step-by-step process for doing so and a brief applied example is

provided in Section 2.2.6 (Box 2).
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Figure 2.1: Graphs depicting the transcritical and fold bifurcation, illustrated with a
single-species population model with harvesting (details in [98, 105]). Panels a and b
show the population growth rate function G(x) (blue line) and harvesting rate functions
C(x, B) (dashed lines). In panel a the harvesting increases linearly with abundance x,
whereas in panel b it saturates. Black dashed lines depict a lower harvesting rate, B,
resulting in multiple equilibria (net zero growth rate) where the harvesting and growth
rate functions intersect. Red dashed lines depict harvesting at a higher critical rate at
which certain equilibria disappear – the bifurcation point. Panels c and d show the net
growth functions, f(x, B), colour-matched to the two harvesting scenarios in panels a and
b. The net growth functions possess equilibria where these curves cross the x-axis at x↓,
xc and x+. These equilibria are stable when their gradient, ε, is negative (corresponding to
negative feedback). At the bifurcation point (red dashed lines): in panel c, the population
has been gradually driven to extinction and the point at zero abundance is now a stable
equilibrium; in panel d, the stable equilibrium x+ and unstable equilibrium xc collide
and the system jumps to its lower stable equilibrium x↓. In both cases, ε tends to zero
(critical slowing down, see Section 2.1.1). Panels e and f show bifurcation diagrams, in
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which arrows indicate how the equilibrium states of the systems vary with the parameter
B (here, the harvesting rate). Red circles mark bifurcation points and red arrows indicate
discontinuous transitions. Note a large decrease in B is required to bring x→

↓ back to x→
+

due to hysteresis. Panel g illustrates potential landscapes (see Section 2.1.1) at di!erent
values of B along the fold bifurcation diagram (adapted from (Sche!er et al., 2001)),
in which peaks represent unstable equilibria and valleys stable equilibria. Following the
‘ball and cup’ analogy (Section 2.1.1), the system is depicted as a ball constantly moving
from noise and perturbations in its current valley (a.k.a. basin of attraction), which
gets shallower as ε approaches zero, corresponding to a loss of resilience (Section 2.1.1).
The arrows here either indicate the system moving to its alternate attractor due to the
bifurcation itself (red arrows) or su"ciently large noise or a perturbation (grey arrows).

2.2 Step-by-Step Considerations for Acoustically Iden-

tifying Tipping Points

2.2.1 Step 1: Will it Tip? Identifying Tipping Potential

While critical slowing down has proven an e!ective basis for warning of tipping points in

a range of systems [60,74], it can occur without a tipping point and certain tipping points

can occur without critical slowing down [105, 134, 135]. Thus, determining whether the

study system has alternative states that it may tip between is a key first step [85, 134].

Understanding the type of transition that can occur, its underlying mechanics, and which

variables in a multivariate system are likely to tip and/or show critical slowing down

can inform an appropriate strategy for identifying EWSs. Although doing so can be

challenging and may bias the perceived e!ectiveness of EWSs [60], it is necessary to avoid

false alarms, especially given the novelty of using acoustics to anticipate tipping points.

Whether and how an ecosystem may tip can be uncovered in various ways. Theory,

models and an understanding of the various feedbacks that maintain stability or drive

state transitions provide one basis. For instance, removing a top predator may cause

populations at lower trophic levels to explode [78] while adding predators may drasti-

cally alter food web structure [71]. Alternatively, rainforest dieback or deforestation may

cause drier local conditions that spur fires and reduce moisture recycling driving further

dieback, ultimately tipping to a grassy or treeless state [63, 65]. Historical records (e.g.,

paleoclimate data [107]) and/or other sensing modalities (e.g., satellite data [85]) may

also indicate EWSs or evidence of previous regime shifts in the study system (or similar

systems). For example, decades of manual point counts were recently used to reveal a
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tipping point in an at-risk bird community [136].

Where existing data reveal alternative stable states across space or time, ‘potential

analysis’ can empirically estimate the potential landscape based on the probability dis-

tribution of the system state in relation to a key driving parameter (e.g., temperature or

precipitation) [64,108]. This method has been applied to tropical forests, where remotely

sensed tree-cover estimates revealed precipitation thresholds for bifurcations to savannah

or treeless states [64]. If the study system is impacted by other established tipping sys-

tems, tipping in those systems could potentially propagate [85, 134] or cascade [82] into

the study system. Whether the study system would show EWSs, however, depends how

the systems interact [60].

Understanding multivariate systems is more challenging, as it is often unclear how

variables will respond to forcing. EWSs may be inconsistent across variables and critical

slowing down could be less pronounced due to the dominant eigenvector’s diminishing

importance in a high-dimensional system with many eigenvectors [60,105,137]. However,

various approaches to anticipating transitions in multivariate systems have emerged, such

as network analysis and dimensionality reduction techniques [60]. Thus, prior to acousti-

cally detecting EWSs in a multivariate system, it might be especially important to leverage

existing insights into whether it can tip and which key variables or indicator species [138]

might best reflect that possibility.

2.2.2 Step 2: Gathering Data at Su"cient Scale and Resolution

Bifurcations are predicated on the gradual, predominantly monotonic external forcing

of the system on a slower timescale than its inherent response to perturbations [60].

Detecting critical slowing down requires monitoring long enough to capture forcing while

sampling the system state more frequently than its response rate [85]. For example,

Amazon rainforest vegetation was estimated to have a characteristic recovery time of

approximately 1.2 months [62] (this arises from the time for leaf regrowth) and faces

forcing from human activity and climate change (declining precipitation) on the scale of

years to decades. Hence, Boulton et al. [62] assessed EWSs of Amazonian rainforest with

over 20 years’ remote-sensed vegetation data of monthly temporal resolution.

Theory and such existing data can indicate the required monitoring duration and

resolution (e.g., [139]). Passive acoustic monitoring o!ers the advantage of very high
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(sub-millisecond) temporal resolution and autonomous recording units can record over

years (e.g., [45, 118]), though decadal-scale passive acoustic monitoring is currently rare.

Space-for-time substitution may allow for shorter timescales by monitoring along spatial

gradients to forecast the fate of a progressively stressed ecosystem [110–112]; monitoring

along land-use or disturbance gradients is already relatively common in passive acoustic

monitoring (e.g., [41, 133,140,141]).

The required spatial extent of monitoring depends on the scale of the study ecosystem.

Autonomous recording units typically detect sounds up to 10s to 100s of meters away,

though this strongly depends on sources’ sound pressure level and environmental factors

(e.g., weather, vegetation density) [142]. Thus, while the full extent of vast ecosystems of

up to sub-continental scale, like the Amazon, can be readily monitored by satellites, doing

so with acoustics presents a formidable challenge due to the cost and e!ort of such large

deployments. However, large-scale passive acoustic monitoring deployments are feasible

(e.g., [125–127]) and can even be achieved through citizen science (e.g., [143]). Where

only smaller deployments are possible, identifying representative subregions o!ers one

solution, including relevant spatial pressure/disturbance gradients. Monitoring replicates

of such gradients or multiple sites at each pressure level can validate the robustness of

such methods.

2.2.3 Step 3: Extracting Relevant Ecological Metrics from Acous-

tic Data

Methods for extracting ecological information from acoustic data are numerous and may

capture ecosystem state variable(s) to monitor for EWSs. Most utilise the spectral prop-

erties of sound – the amount of energy at di!erent sonic frequencies – usually calculated

by applying a Fourier transform to the time-domain acoustic signal [12, 13]. The fre-

quency distribution is typically represented with spectrograms, 2D image-like plots of

the amplitude or power (colour value/intensity) of di!erent frequency bands (y-axis) over

time (x-axis). Broadly, di!erent taxa typically vocalise or otherwise produce sound in

specific and sometimes distinct frequency ranges [31,144], and di!erent species’ calls pos-

sess unique spectral and temporal signatures, allowing them to be identified by various

means, from manual inspection and simple thresholding to cross-correlation and more ad-

vanced machine learning classification [12,13,145,146]. Spectral properties are also often
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inspected to verify the performance of downstream analyses and tools (e.g., [145,147]) as

part of so-called ‘sound truthing’ [37,148].

While manual methods were once dominant, the past decade has seen a drive towards

faster automated techniques [12, 13, 145], namely acoustic indices, species call classifiers

and machine learning model embeddings. These methods will be fundamental to e"ciently

derive ecological information at the scale required for identifying EWSs.

Acoustic indices are ‘human-derived’ numerical summaries of acoustic data designed

to characterise the biophony (sound of organisms), anthropophony (human sound) and

geophony (geophysical / environmental sound, e.g., wind and rain) in soundscapes based

on various spectral and temporal features [37, 149, 150]. To-date, over 60 have been

developed [151]. Prevalent examples include the acoustic complexity index, bioacoustic

index and the normalized di!erence soundscape index. The acoustic complexity index

assesses the total amount of temporal variability in di!erent frequency bands as a proxy

for avian vocal activity or other irregular biophony and geophony [152]. Specifically,

it computes the sum of di!erences between successive linear amplitude values within

short temporal clusters in each frequency band of a spectrogram. It then divides these

sums of di!erences by the sum of the values for their respective clusters, and takes the

total of such calculations for all time-frequency clusters across the spectrogram [149,

152]. As the index is cumulative, averaging it over longer recordings (e.g., per-minute

mean) is advised [149, 153]. The bioacoustic index [154] is related to the total amount

of intensity in a range of frequencies (typically 2-8 kHz) above the quietest frequency

band [153] and was originally intended to capture avian abundance in Hawaii. It is

calculated by taking the mean amplitude (in decibels) of each spectrogram frequency

band within the preset frequency range, subtracting the minimum of those values from

them, and then taking their sum divided by the Nyquist frequency (half the sampling

frequency) [149]. The normalised di!erence soundscape index [155] seeks to characterise

human disturbance on soundscapes by comparing the amount of anthropophony and

biophony in recordings. It splits recordings into bands between 1-2 kHz assumed to be

associated with anthropophony and bands between 2-8 kHz assumed to be associated

with biophony, and then computes the ratio between the di!erence and sum of the power

spectral density of the largest biophony and anthropophony bands [153, 155]. Higher

values are thus intended to indicate more dominant biophony.
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Such indices can describe soundscapes and serve as proxies for biodiversity [13,37]. For

example, avian diversity has been found to positively associate with the bioacoustic [144,

154, 156, 157] and acoustic complexity [156–158] indices. However, negative correlations

between the acoustic complexity index and avian diversity have also been reported [144].

Indeed, recent work has cautioned the use of acoustic indices for estimating biodiversity

due to inconsistencies in their relationship to biodiversity between regions and taxa [36,

159]. Hence, careful study design and local validation to guide the interpretation of

acoustic indices is advised [37,144].

Species call classifiers use the time-frequency characteristics of di!erent species’ calls

to identify vocalising species [12, 146], o!ering a way to directly measure biodiversity

and track the presence, distribution, and behaviour of particular species (e.g., through

occupancy models [125, 160]). Current state-of-the-art classifiers use a range of di!er-

ent deep learning models and architectures, in particular various forms of Convolutional

Neural Network (CNN), be they custom-designed or pre-existing architectures such as

ResNet [161], VGG [162], VGGish [163], and E"cientNet [164]. Deep learning classifiers

have been developed for many taxa, including birds, cetaceans, bats, elephants, primates,

frogs, fish, and insects (examples in [146]). Classifiers may be species-specific or able to

identify a range of species within one or more taxa, and are typically trained on large

datasets (often at least thousands of example calls) under a supervised approach, re-

quiring the often-laborious labelling of training data (though see [165] on unsupervised

approaches).

In recent years there have thus been e!orts to consolidate datasets and models towards

capable, ‘o!-the-shelf’ classifiers that are easy to access and use. Examples include the

BTO Acoustic Pipeline, which brings together classifiers for various birds, small mammals,

insects and bats (e.g., [166]), and BirdNET [167], a CNN capable of classifying over 6,000

avian species globally. BirdNET was trained on a substantial quantity of data, including

100,000s recordings from public wildlife sound repositories, Xeno-Canto and the Macaulay

Library. It was initially trained to classify North American and European bird species,

but has since been expanded to global coverage and can now classify certain non-avian

species, such as anurans [168], as well as 11 ‘non-event’ classes (e.g., human voices, dogs,

engines, and guns). A limitation of BirdNET’s training data being heavily skewed to

large public sound repositories is that these datasets primarily contain focal recordings of
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wildlife (i.e., made with directional microphones and/or close to vocal individuals), which

may not be reflective of actual passive acoustic monitoring conditions. In reality, pas-

sive acoustic recordings of an amalgamated soundscape made with autonomous recording

units featuring a single omnidirectional microphone will contain many overlapping callers

across a wide range of distances to the recorder and more background noise than much

of BirdNET’s training data. This presents a ‘domain shift’ which may hinder BirdNET’s

performance on real-world passive acoustic monitoring data [169–171]. Nonetheless, Bird-

NET has become one of the most widely-used species call classifiers, unlocking insights

into avian species and communities around the world [170,172].

As well as facilitating many ecological studies, pre-existing models like BirdNET are

also increasingly being retrained to detect further species. This approach, termed ‘trans-

fer learning’ [173], leverages the existing learning of models to learn new classes e"ciently,

sometimes with very little training data (e.g., < 10 examples) – so-called ‘few-shot learn-

ing’ – hence it is particularly pertinent for rare/endangered species with scarce record-

ings [174, 175]. Transfer learning often leverages existing models’ learning by using deep

learning model embeddings [173, 174]. These capture salient features of the input data

and are obtained by passing audio into a pre-trained deep learning classifier and taking

the output of an intermediate (usually, penultimate) model layer. This output is a vector

of sometimes hundreds or thousands of numbers that characterises the input recording

(sometimes termed a ‘feature set’ [123] or ‘fingerprint’ [176]). The embedding vector

can be thought of as an abstract, machine-learned, multivariate acoustic index that can

describe ecologically-relevant patterns in a soundscape and potentially provide proxies

for biodiversity [123, 159, 174, 177]. As with traditional, human-derived acoustic indices

though, model embeddings’ relationships to biodiversity can be inconsistent across record-

ing conditions (di!erent regions, recording hardware, etc.), hence they too should be used

with caution and careful calibration [159].

Nonetheless, embeddings from the general-purpose audio classifier VGGish [163] have

outperformed acoustic indices in various downstream habitat quality and biodiversity clas-

sification tasks [123,176], are more robust than acoustic indices to audio compression [176],

and have supported various other biodiversity assessments (e.g., [178,179]). Performance

in various ecoacoustic tasks, including few-shot learning, is even better in newer general

audio classifiers such as YAMNet (CNN) and AudioMAE (self-supervised transformer)
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and best in embeddings from models pre-trained for global birdsong classification, such

as BirdNET and Google Perch [174]. Loo et al. [177] also recently demonstrated that

training a deep learning model to predict biologically-relevant information inherent to

recording metadata – specifically, time of day – could encode ecological information in

the model’s embeddings, demonstrating prospects for supervised deep learning approaches

that avoid manual labelling.

Collectively, these automated methods facilitate the acoustic monitoring of ecosystems

from individual species to higher-level biodiversity and ecosystem health metrics across

time and space at scale and pace, o!ering fertile ground for acoustically identifying tipping

point EWSs. While the system state might not be monitored directly by such methods,

they may encode it or provide suitable temporal and spatial proxies following local cal-

ibration and suitable pre-processing (see following subsection), just as satellite sensor

products and indices, such as Vegetation Optical Depth VOD bands and the Normalised

Di!erence Vegetation Index, provide proxies for biomass in vegetation resilience-sensing

studies [62, 84,139].

2.2.4 Step 4: Data Pre-Processing

Pre-processing is necessary to verify, clean-up and prepare acoustic monitoring data for

calculating EWSs. Passive acoustic monitoring data will invariably contain data gaps

from barriers to manual data collection (e.g., storms, harsh field conditions) or network

outages and insu"cient power for fully-autonomous deployments (e.g., solar panels re-

ceiving limited sunlight caused by extended cloud cover or obstruction from plant growth

or snow). Therefore, down sampling or other methods of data aggregation/averaging,

like sliding temporal windows, may be necessary, assuming this does not compromise the

required temporal or spatial monitoring resolution. If resolution is compromised, data

interpolation or imputation may be required, given data gaps can bias temporal EWSs

including variance and autocorrelation [85, 180]. Interpolation or imputation methods

should ideally preserve key statistical properties of the data, such as the overall or sea-

sonal/diel mean, variance and autocorrelation, given these may influence or be directly

used for the calculation of EWSs. Pre-processing to overcome imperfect data collection is

commonplace for other sensing modalities, including satellite remote sensing, where cal-

ibration and other operations are necessary due to instrument degradation, cloud cover,
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snow, shadows and other issues [85, 180]. However, while remote sensing can overcome

data gaps by using multiple sensors [85], this is more challenging with acoustics’ smaller

spatiotemporal coverage, underscoring the benefits of monitoring replicate sites.

We also recommend inspecting acoustically-derived ecological metrics and raw audio

to ensure that these are as anticipated for the study system’s current stable state. For

example: do acoustic indices capture expected spatial and temporal trends, such as peaks

in avian activity during dawn and dusk choruses? Do deep learning embeddings follow

similar distributions between site or season replicates? If patterns are unexpected, in-

specting recordings may reveal underlying issues, such as poor signal-to-noise ratio from

e.g., self-noise or microphone degradation [37]. Such issues might be rectified by applying

appropriate frequency filters to remove undesired noise. It is also important to consider

here what the appropriate signal is. Studies focussed on specific taxa may employ filtering

and de-noising techniques that enhance the sounds from those species for more accurate

monitoring [144]. In contrast, studies that are taxonomically broad or aim to detect

ecosystem-wide resilience loss through soundscapes may need to incorporate a greater

range of frequencies and level of background noise, particularly as the latter could be

indicative of relevant features, such as insect activity [181] or acoustic reflections from

vegetation [182] (which might be associated with the level of above ground biomass).

It is also common practice – and recommended [183,184] – to calibrate prediction score

thresholds in species call classifiers to particular ecosystems and recording hardware by

working with experts to manually label calls in a subset of recordings as a form of ground-

truth [147, 172]. Thresholds that optimise performance (usually a trade-o! between pre-

cision and recall – ensuring predictions are accurate and capture a large proportion of

calls) can then be set [172] and/or species-specific probability thresholds derived [184].

Many temporal EWSs, including variance, autocorrelation and certain deep learning

methods, require detrending of the system state (or state proxy) time series to separate

long-term or seasonal trends from the short-term fluctuations in which critical slowing

down occurs [185].1 The fluctuations are usually obtained by taking the residuals of the

detrending process. Detrending methods include simple subtraction of the long term
1It is worth noting that, conceptually, these fluctuations in ecological time series are e!ectively the

noise around long-term trends, but in this pipeline, they represent the relevant signal in which to search
for EWSs of critical slowing down. Accurately capturing these fluctuations may require appropriate pre-
processing of the audio data to set a suitable signal-to-noise ratio for monitoring relevant system state
variable(s) with acoustic indices, embeddings and species call classifiers, as discussed above.
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mean [103,186], Gaussian filtering [107,186], and Locally weighted scatterplot smoothing

(Lowess) [62, 187]. The nature of de-trending can impact EWSs [186]. For instance,

Dablander and Bury [188] revealed optimal accuracy from a deep learning classifier for

predicting bifurcations in time series data requires using the detrending method(s) applied

to the model’s training data. In the case of spatial EWSs, pre-processing can also be

required, such as applying a discrete Fourier transform to spatial data [80] or to assemble

data gathered along spatial gradients in a space-for-time substitution (e.g., [111,112]).

2.2.5 Step 5: Searching for Early Warning Signals

The classic, most widespread temporal EWSs of critical slowing down are variance and

autocorrelation [60]. These indicators are usually calculated on sliding windows that

increment at a suitable resolution to capture system state fluctuations. The choice of

window size can a!ect results, with longer windows providing smoother and more reliable

EWSs [186]. However, it is important to note that for each increment of the window,

the time series should be approximately stationary (i.e., the statistical properties, such

as the mean, variance and autocorrelation do not vary over time). It is advisable to

try a reasonable range of sliding window lengths to verify whether the calculated EWSs

are robust to window size (e.g., [62]). Spurious trends in variance and autocorrelation

unrelated to critical slowing down can arise. For example, variance is more susceptible

to large perturbations or shocks and may be more likely than autocorrelation to increase

due to ‘one-o!’ events (e.g., a once-in-a-century drought) [62]. However, variance may

also decrease near a bifurcation due to limited data or a reduction in external noise before

tipping [189]. Autocorrelation is therefore generally thought to be a more robust indicator,

though it can be influenced by changes to noise in the data. For instance, mixing newer and

older satellite sensors for greater spatiotemporal coverage may increase autocorrelation,

since uncorrelated measurement noise decreases as newer, less noisy sensors are introduced

[190]. Therefore, it is recommended to ensure both variance and autocorrelation exhibit

similar trends for robust results (e.g., [62]).

Other temporal EWSs include further statistical changes, such as spectral reddening (a

shift in the power spectrum towards lower frequencies) [191] and an increase in skewness

towards the system’s prevailing alternative state [192]. Under strong stochastic forcing,

the system may also ‘flicker’, i.e., make brief jumps to an alternate attractor [60]. Skew-
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ness, variance and autocorrelation also have spatial equivalents [109,193] and complement

other, more complex spatial EWSs such as Turing patterns (increasing self-organisation)

and Kolmogorov complexity [60, 80], though it is less clear whether or how these could

be captured acoustically. Further temporal critical slowing down-based methods include

fitting statistical models, e.g., detrended fluctuation analysis [194], or using process-based

models [60]. Deep learning models for time series classification also show potential. Bury

et al. [187] developed a deep learning model that outperforms traditional EWSs at pre-

dicting bifurcations on a variety of model and empirical systems, while also predicting

the normal form associated with the bifurcation (fold, transcritical or Hopf). This can

o!er vital insight into the nature of the transition and inform appropriate management

strategies.

When monitoring data are temporally limited, other modelling and analytical ap-

proaches to inferring transitions and stability in dynamical systems may provide a viable

alternative to traditional EWSs. For instance, when monitoring covers a brief period but

is spatially extensive — ideally with multiple replicates of tipping (sub)systems (e.g., data

from large annual ecological surveys) — it may be possible to construct hidden Markov

models to assess the chance of tipping to an alternative state. Hidden Markov models

provide a statistical means of inferring the hidden (i.e., unobservable) underlying states of

a system over time, based on observable variables whose values depend probabilistically

on the underlying state.2 They assume that the underlying process follows the Markov

assumption, that the current state depends only on the prior state(s)3, and are widely

used for modelling time series in many domains [195,196]. Vitense et al. [197] used hidden

Markov models to estimate fold bifurcation transition probabilities from short monitoring

time series in bistable lakes with clear and turbid alternative states (treated as the par-

tially hidden states in their models). Their approach was also used to uncover the main

drivers of such transitions. The models were built using annual nutrient, water quality

and biomass data gathered across 123 lakes in Minnesota, USA, and represent an under-
2Note that here, ‘state(s)’ refers to the instance(s) of the hidden property underlying each point in

a sequence or time series, which we wish to infer from the hidden Markov model. This ‘state’ is often
discrete, and in the case of Vitense et al.’s study, it corresponds to a binary categorical classification of
the alternate states of the system (i.e., clear or turbid). This classification categorises, but is di!erent to,
the actual continuous ‘state’ of dynamical system, which is a point that describes the value of a system’s
variable(s) at a given moment in time (and is how ‘state’ is usually used in this chapter).

3First-order models, which are typical, assume that the current state only depends on the previous
state, or, put di!erently, that what happens next only depends on what is happening now. Higher-order
hidden Markov Models assume dependence on multiple prior states.
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explored but promising approach for understanding tipping risk in systems with known

alternative states that currently lack long-term monitoring.

For multidimensional systems with stable oscillatory dynamics, Poincaré maps (a.k.a.

return maps) may also provide a means to assess the loss of stability from temporally

sparse observations. Poincaré maps specifically chart where the trajectory of an n-

dimensional cyclic system state crosses an (n↓1)-dimensional subspace in each cycle [69].

The stability of oscillations can be inferred from whether the successive intersection points

converge or diverge. Hence, for systems that are at risk of tipping away from stable os-

cillatory dynamics (e.g., total collapse of a system with seasonal variation), observations

of the system at the same point in each cycle (e.g., yearly acoustically-derived popula-

tions censuses), as opposed to continuous monitoring, could reveal the approach of such

a transition.

Another highly promising class of EWSs that acoustics is well-poised to monitor are

trait-based signals [105]. There is notable theoretical and empirical evidence that fitness-

related, plastic phenotypic traits – namely, body size – may shift as environmental con-

ditions change [105]. In microcosm studies, Clements and Ozgul [198] showed that the

mean body size of a stressed population declined on a significant scale ahead of a collapse

to extinction, while the population abundance displayed conventional EWSs including

rising autocorrelation. Further work demonstrated similar trait and abundance signals

in the past collapse of overharvested whale populations [199]. Acoustics may be able

to detect such declines in body size in vocal animals through changes to the nature of

vocalisations [200,201]. Species call classifiers could, for instance, both identify the num-

ber of calls from di!erent species, o!ering insight into relative abundance dynamics, and

parse calls for analyses relating acoustic features (e.g., amplitude, fundamental frequency,

nature of harmonics) to body size.

Overall, the development and observation of EWSs in natural systems has prolifer-

ated in the past two decades. We have highlighted certain prominent, acoustics-relevant

examples, but broader reviews can be found in [80, 105, 202] and Dakos et al. [60], who

also outline software packages for calculating EWSs. We expect that integrating pas-

sive acoustic monitoring into the study of EWSs may unleash another powerful route to

understand and anticipate ecosystem tipping points.
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2.2.6 Box 2: Applied Example

As a simple applied example for anticipating an ecological tipping point with acoustic

data, consider the Asian songbird crisis (the trade of caged songbirds [203]). We might

assume that the songbirds collectively undergo logistic population growth in the wild

and their harvesting saturates with the captured songbird market and/or due to law

enforcement restricting poaching, producing similar dynamics to Fig. 2.1b,d,f. If the

songbird population growth and harvesting are balanced with the population at an upper

abundance level (corresponding to equilibrium point x+ in Fig. 2.1b,d), then gradually

increasing the harvesting rate will erode the population’s resilience and risks a sudden

collapse to a much lower abundance (x↓, Fig. 2.1e). As this resilience is lost, fluctuations

in the population abundance from natural minor variations or small perturbations (e.g.,

moderate droughts, wildfires, disease) will become larger and take longer to return to

equilibrium (x+), owing to critical slowing down (ε → 0, Fig. 2.1d,g).

The number of songbird vocalisations is likely to reflect their population abundance

and its slowing fluctuations, and could be inferred from long-term acoustic monitoring

data in various ways. Vocalisations could be directly detected by a bird call classifier

like BirdNET. While BirdNET may not pick up all vocalisations, if its performance is

consistent (which should be achievable with suitable data pre-processing and species-

specific calibration), then the subset of vocalisations it detects should exhibit slowing

fluctuations that mirror those of the overall population as it undergoes critical slowing

down.

Changes in songbird vocalisations will also alter the overall soundscape of Southeast

Asian forests, which could be captured by suitable ecoacoustic soundscape descriptors,

such as acoustic indices or machine learning model embeddings. The acoustic complexity

and bioacoustic indices are in particular intended to capture the level of avian signing

activity [152, 154], while embeddings from numerous models have been shown to predict

avian richness [123] and encode various aspects of biodiversity [178, 204]. Both indices

and embeddings could therefore show slowing fluctuations in songbird vocal activity, but

must be applied and interpreted carefully. In particular, given that these descriptors can

be influenced by other activity in soundscapes, pre-processing of the audio data (e.g.,

filtering) may be necessary to ensure the relevant signal (i.e., songbird vocalisations) is

captured, and that changes to fluctuations in the descriptors are not driven by other vocal
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species or di!erences in acoustic noise. Similarly, acoustic indices should be calculated

on relevant time and frequency scales [144]. The nature of pre-processing and choice of

analytical parameters will be specific to factors such as recording setup (type of micro-

phone, sampling rate, compression etc.) and location (given the impact of vegetation on

acoustic reflection and attenuation and influence of local sound-producing species on the

soundscape). To verify whether the descriptors are capturing the relevant signal, their

relationship to expected patterns should be inspected. For instance, in this case, the

indices and embeddings would expected to peak at dawn and dusk during characteristic

avian choruses at those times.

An advantage of acoustic indices is that they are arguably more tractable to inter-

pret, given they can be more directly related to the spectral features of recordings from

which they are calculated, than embeddings from ‘black box’ machine learning models.

The cause of any unexpected patterns in acoustic indices could therefore be uncovered

by manually inspecting spectrograms. However, embeddings’ correlates could potentially

indicate which soundscape features they correspond to. Further, embeddings have been

shown to better predict aspects of ecosystem health and biodiversity than acoustic in-

dices [123] and may therefore uncover more subtle, complex or multivariate patterns that

‘human-derived’ indices cannot. Embeddings are also more robust to certain recording

parameters such as audio compression [176] and would thus be more suitable in instances

where storing long-term uncompressed acoustic recordings is infeasible.

Lastly, to determine whether a tipping point in the songbird population is approach-

ing, early warning signals can be calculated from the ecological time series generated by

BirdNET and the soundscape descriptors outlined above. For early warning signals based

on critical slowing down, the time series should generally first be de-trended to separate

the short-term fluctuations from long-term trends. Classic statistical early warning sig-

nals such as variance and lag-1 autocorrelation could then be calculated, with increases

in both indicating resilience loss towards a tipping point of abrupt songbird population

decline. It may also be possible to apply a deep-learning bifurcation classifier to the time

series [187], to determine the type of transition that could be approaching (in this exam-

ple, a fold bifurcation would be expected). To strengthen findings and ensure that early

warning signals genuinely reflect declining resilience, robustness testing of the analytical

pipeline can also be conducted, e.g., trying di!erent pre-processing techniques, varying

56



the time/frequency windows on which acoustic descriptors and early warning signals are

calculated, and so on.

2.3 Opportunities and Challenges for Acoustically Mon-

itoring Tipping Point Early Warning Signals

2.3.1 Acoustics May Reveal Early Warning Signals at Various

Ecosystem Levels

Ecoacoustics can capture both detailed and high-level information about ecosystems, of-

fering a myriad of routes to monitor salient ecological variables for EWSs. Which to

prioritise may depend on the specific question at hand and/or outcomes of datamining

large ecoacoustic datasets for EWSs. Species call classifiers can uncover the presence and

activity of vocal species [14], and thereby reveal their relative population dynamics and

the fluctuations in which critical slowing down manifests. Species abundances can also

be directly estimated by using microphone arrays to determine the source direction or

location of calls [42, 46, 205]. By distinguishing sounds arriving from di!erent directions

at a single point, autonomous recording units with small, integrated microphone arrays

(e.g., [49]) could potentially even detect certain spatial EWSs or facilitate space-for-time

substitutions with fewer recorders than sites – for instance by comparing variance and

autocorrelation on ecoacoustic signals from neighbouring habitats.

There is a unique opportunity to monitor potential population collapses in terms of

phenotypic trait changes that leave acoustic signatures in vocalisations [105,198–201]. Ad-

ditionally, various soundscape analysis methods have to-date revealed di!erent ecosystem

responses to disturbance, including soundscape resistance and recovery [129–131,133,140].

Gottesman et al. [132] specifically note that soundscape variability could indicate land-

scape disturbance and, potentially, impending regime shifts.

Acoustic indices and deep learning model embeddings may also capture the state

variable(s) of systems from communities to overall ecosystems, given their correlations

with and ability to predict ecosystem health and biodiversity. While acoustic indices may

be easier to relate mechanistically to the system state, embeddings’ capacity to encode

it could be uncovered by attempting to predict the system state variable(s), assuming
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ground truth state data exists. A pertinent example could be predicting above-ground

biomass, as model embeddings from tropical forest recordings have been used to do so

before [123], and satellite-sensed vegetation data has revealed increasing EWSs of tipping

points in global vegetation [84, 139], including tropical forests [62, 64, 113]. Whether the

biomass predictions or EWSs derived from them match those from other modalities like

satellite imagery could indicate how suitable certain model embeddings are for calculating

EWSs.

As deep learning embeddings are high-dimensional, they could capture several vari-

ables in multivariate systems (e.g., multi-species population dynamics). The question for

univariate or multivariate systems is in which embedding feature(s) to look for EWSs. One

answer could be to use dimensionality-reduction techniques, which are not only used to

apply univariate EWSs to multivariate systems [60,103,206], but also commonly applied

to deep learning embeddings and other high-dimensional data for visualisation and lower-

dimensional analyses (e.g., [207]). Principal component analysis, which seeks to capture

much of the variance and overall directions of change in few new variables (‘principal

components’ that linearly combine the original variables), may be particularly promis-

ing [60,208]. Principal component analysis has been used in studies aiming to anticipate

transitions in climate and biological systems [60, 103, 138, 206, 209] and could be applied

to deep learning model embeddings in a parallel analysis to capture the overarching dy-

namics of a complex system. The first principal component could then be assessed for

univariate EWSs and may suggest which embedding features contribute most to variabil-

ity in the system based on the size of their loadings (coe"cients). Those with the largest

loadings could be investigated for EWSs and their correlations to biodiversity, to relate

results back to the system’s biology.

2.3.2 Acoustic Data are Limited but Growing

This represents both a challenge and an opportunity. On one hand, acoustic monitoring

has to-date been of limited spatiotemporal scale compared to the large coverage needed to

detect EWSs in many systems. Longer passive acoustic monitoring e!orts are currently

closer to years in scale than the decades needed to capture trends in forcing from human

pressures and climate change. On the other hand, this is changing with the falling cost

and increasing capability of tools for each stage of acoustic monitoring, from recorder
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hardware to data storage and cloud computing (e.g., [41]). The advent of cheaper, robust

autonomous recording units (e.g., AudioMoth [38, 210], Cornell’s Swift/SwiftOne [39],

BUGG (bugg.xyz) and its DIY predecessor [40]) has been instrumental in facilitating

longer and larger deployments. Power e"ciency gains (partly thanks to temporally sub-

setting recording) allow battery-powered units to now last for months before requiring

manual battery replacement (e.g., [38]), while advances in fully-autonomous recorders,

with self-su"cient powering and data transmission [40, 49], can unlock truly long-term,

near real-time monitoring that minimises manual intervention post-deployment. Drone-

deployed biodegradable sensors may increase the scale of future monitoring even further –

especially in hard-to-access areas – while minimising environmental impacts [211]. In the

marine realm, the recent discovery that whale vocalisations can be detected with fibre-

optic telecommunication cables has potentially uncovered a global-scale, high resolution,

real-time system for monitoring ocean health and biodiversity [51].

With the growing number of tools and datasets, however, comes the risk of disparate

methods hindering collaboration and data assimilation for greater spatiotemporal cover-

age. Ecoacoustic metrics are generally local in nature and can be easily misinterpreted

without study-specific calibration [37,159,184], while EWSs can be impacted by combining

data from di!erent sensors, such as inconsistent measurement noise biassing autocorrela-

tion [190]. Further, while ecoacoustic monitoring tools are becoming less expensive, they

remain costly especially for researchers based in less wealthy nations, where even costs

associated with storing large passive acoustic monitoring datasets can be significant. To

deal with this, raw data may need to be compressed or deleted after extracting rele-

vant metrics, limiting future reuse of such datasets in large-scale collaborative monitoring

studies.

These challenges can partly be alleviated by harmonising methods with the growing

body of ecoacoustic monitoring guidelines. These include guides on compression and

recording schedule [176], acoustic indices [37,149], species call classifiers [184], and overall

monitoring pipelines [153,212]. Further, there are now various e!orts to track global pas-

sive acoustic monitoring projects and assimilate their metadata, such as the ‘Worldwide

Soundscapes’ project [116]. In addition, temporally-limited data might still be useful

for identifying incipient tipping points if analysed with techniques like hidden Markov

models [197] or Poincaré maps [69]. Patchy or small-scale recordings could also be com-
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plemented by data from other monitoring modalities, such as remote sensing, camera

traps, environmental DNA, LiDAR, and more [8]. There has in recent years been increas-

ing work on multimodal environmental and biodiversity sensing (e.g., [213–215]) including

pairing satellite imagery and high-throughput automated recorders [216]. With this, there

is a growing need for multimodal EWSs that are more robust to data gaps, which could

potentially be met by multimodal AI. There is also a notable opportunity to integrate

multimodal monitoring data into more complex holistic ecosystem models, such as the

nascent Virtual Ecosystem [217]. Such models could be used to simulate state transitions

and/or provide high-resolution synthetic system state data on large spatiotemporal scales,

with regular calibration from live monitoring, for calculating multitudinous EWSs.

2.3.3 Uncertainties in Tipping Point Theory and Early Warning

Signals

Ecosystems and their resilience are complex [81,90,94,95,218,219]. Many ecosystems pos-

sess cyclic [81], transient [220], or chaotic dynamics [221, 222] that may not display typi-

cal critical slowing down-based EWSs or fold/transcritical bifurcations [134,135] and the

slow, broadly monotonic forcing they assume. Further, many understandings of ecosystem

resilience might not conform to the tractable mathematics of lower-dimensional dynam-

ical systems and bifurcation normal forms. Ecosystem resilience can encompass other

ways of adapting to persist in function when faced with disturbance and changing condi-

tions [73,94,223]. In such cases, EWSs not based on critical slowing down may be able to

anticipate tipping points, but better models and quantitative metrics of the other mecha-

nisms of ecological resilience are needed (e.g., [73,95]). Nonetheless, critical slowing down

o!ers a strong basis for forewarning of tipping points for a remarkably wide range of real

natural systems, including some with cyclic dynamics [81], hence it remains fundamental

to assessing ecosystem resilience.

From a practical perspective, each step of monitoring EWSs may introduce potential

uncertainties about the accuracy and reliability of results, from data gathering challenges

(e.g., recorder self-noise, data gaps) that may hamper downstream analyses to the ex-

traction of ecological metrics, data pre-processing, and EWSs calculation, all of which are

sensitive to analysis parameters. Such uncertainties are particularly pronounced with the

use of ‘black box’ deep learning tools, as the rationale for their predictions and ‘meaning’
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of their embeddings are not fully known (but can be explored with correlation analyses).

The abstraction of these tools may call into question whether their combined outputs,

such as applying a bifurcation classifier to a time series of the first principal component

from acoustic deep learning embeddings, have any real meaning or biological basis.

However, many of these uncertainties can – and have – been investigated [186, 188]

and overcome for other sensing modalities including remote sensing [62, 85, 190], leaving

a clear roadmap for doing so with acoustic data. That includes grounding tipping point

forecasting in a rigorous ecological understanding of the system and its capacity to tip

alongside comprehensively robustness testing results and checking for consistency with

EWSs from other sensing modalities. With such careful study design and validation,

passive acoustic monitoring could uncover pertinent EWSs across scales.

2.4 Conclusion

As anthropogenic climate change and land use further intensify, the threat of numerous

climate, ecological and Earth system tipping points is multiplying, with dire and poten-

tially cascading consequences. To mitigate such consequences and even trigger positive

tipping points that combat them – such as rapid rewilding and decarbonisation – we need

tools for e!ectively anticipating tipping points and studying the health of a!ected sys-

tems more broadly. Acoustic monitoring has proven its capacity for the latter, and shows

considerable promise for the former, given its ability to capture ecosystems at multiple

levels, exceptionally high resolution and, in the case of fully autonomous recorders, in

near real-time. While tipping point theory might not apply to all ecosystems and the

scale and compatibility of ecoacoustic deployments are relatively small at present, there

is now a crucial opportunity to integrate acoustics into tipping point forecasting systems,

owing to the confluence of: (i) increasingly capable, low-cost hardware powering larger

acoustic monitoring deployments; (ii) advancing tools and guidelines for the automated

extraction of ecological information from soundscape recordings; and, (iii) improving con-

fidence and methods in tipping point EWSs. Leveraging acoustics to this end may prove

vital in detecting the collapse of ecosystems that underpin nature and society just in time

to intervene.
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Chapter 3

Towards using virtual acoustics for

evaluating spatial ecoacoustic

technologies

Summary

1. Small microphone arrays and sound-source localisation algorithms are

increasingly prevalent in the passive acoustic monitoring of ecosystems.

These technologies enable analysis of natural soundscapes’ spatial fea-

tures, yielding additional insights into biodiversity and ecosystem health.

While many of these technologies have been evaluated in the field, there

is a lack of controlled, repeatable methods to test them.

2. We developed an ambisonic Virtual Sound Environment (VSE) for simu-

lating real natural soundscapes to evaluate spatial passive acoustic mon-

itoring technologies. We validated this novel approach using a passive

acoustic monitoring recorder with a six-microphone array, from which we

extracted a typical suite of ecoacoustic metrics, including acoustic indices

and avian species predictions and localisations from the software Bird-

NET and HARKBird, respectively. We first verified whether the VSE

could replicate natural soundscapes well enough to test passive acoustic

monitoring technologies by comparing these metrics between field and

VSE-based recordings. To pilot the VSE as an environment for testing
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passive acoustic monitoring hardware, we assessed how orientation im-

pacts the six-microphone array’s performance by using the same suite of

metrics to compare VSE recordings made with the array at various pitch

angles. Finally, we piloted the VSE as a test platform for passive acous-

tic monitoring software by investigating how BirdNET and HARKBird

perform on bird calls added to the VSE-replicated soundscapes.

3. While the VSE and field recordings had similarities in some metrics,

including spectral composition and BirdNET predictions, ambisonics’

perceptual bias and susceptibility to spatial aliasing limited the spatial

analyses that could be undertaken. Our trials nonetheless revealed that

device orientation impacts the performance of HARKBird and certain

ecoacoustic indices, and that BirdNET and HARKBird perform best on

louder, more directional bird calls.

4. Our results demonstrate the potential for this approach, but highlight

limitations to using an ambisonics-based VSE. We thus provide guidelines

for the use and refinement of such systems towards more standardised,

controlled benchmarking of passive acoustic monitoring technologies, em-

powering practitioners to make more informed decisions on using these

vital tools.

3.1 Introduction

Spatial audio technologies are increasingly widespread for the passive acoustic monitoring

of natural environments. Regarding hardware, this primarily consists of multi-microphone

recording approaches. These encompass both distributed microphone arrays, which con-

sist of several typically-independent microphones spread across space [44, 46, 224, 225],

and, increasingly, integrated microphone arrays, in which two microphones [226, 227] or

more (e.g., [53,228,229]) are contained within a single, multichannel recording device. Re-

garding software, sound-source localisation algorithms continue to improve, partly thanks

to deep learning methods [50] and the development of localisation applications for animal

vocalisations, such as the avian call localisation tool HARKBird [53, 54]. Together these

spatial passive acoustic monitoring hardware and software developments are providing
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superior metrics of ecosystem health and biodiversity [229], including species abundance

estimates [46, 205].

While many of these technologies have been tested in the field, real natural sound-

scapes are inherently and continually variable, and somewhat unpredictable, limiting the

control and replicability of these test methods. This can partly be avoided with playback

experiments, in which one or more loudspeakers play back pre-recorded sounds in the

field [25, 58, 230]. Further control and replicability can be achieved by simulating more

of the field recording process, but few methods for this have been proposed – especially

for testing spatial passive acoustic monitoring technologies. Kaneko and Gamper [231]

recently developed an approach to simulate distributed microphone array field record-

ings of a large forest and test their robustness to noise, reverberation and measurement

errors, such as imperfect microphone placement. However, as their approach involves

simulating field recordings, it cannot be used to test spatial passive acoustic monitoring

hardware. Moreover, their approach is not intended for testing multichannel recorders

with integrated microphone arrays.

Other fields, such as audiology, have leveraged various sound field reconstruction tech-

niques to create Virtual Sound Environments (VSEs) [232–234] that replicate real spatial

sound-scenes in laboratory settings, typically to evaluate human hearing and test multi-

microphone hearing aids. VSEs have been employed in audiology to overcome the limited

control and reproducibility of real-world tests [56,57] – challenges which also arise for field

testing passive acoustic monitoring technologies. Several studies have used ambisonics,

a technique for creating, recording, modifying and reproducing spatial sound fields in an

e"cient and flexible manner, to create VSEs for evaluating hearing aids [57,232,234,235]

and measuring certain features of speech intelligibility and perception [233,236].

In ambisonics, sound fields are decomposed into spherical harmonic components (akin

to a Fourier series for 3D space [237]), starting with an omnidirectional component, plus

a number of directional components, each corresponding to a specific directional pattern,

for example bi-directional (front-back, left-right, up-down) for the first order, and more

complex ones for higher ambisonic orders. Monophonic signals can also be encoded to the

spherical harmonic domain, allowing additional sources to be added to any approximate

location within a sound field. This spherical harmonic representation can then be de-

coded to any suitable loudspeaker array, provided a su"cient number of regularly-spaced
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loudspeakers ((n + 1)2, where n is the ambisonic order) [238–240]. First order ambisonics

was primarily developed by Michael Gerzon [241, 242]. It is often used today for enter-

tainment, such as rendering spatial audio over headphones [240], but has a small ‘sweet

spot’ in which the sound field is most accurately reproduced [57, 234, 243]. Higher-order

ambisonics has a larger sweet spot, but requires more microphones, loudspeakers and

processing for recording and reproduction [239,240].

Even for higher orders, the sweet spot’s size is limited, in part due to spatial aliasing

during recording and playback [57, 239]. This amounts to distortions between sound

waves coming from di!erent directions [244], which can a!ect their expected arrival time

and level di!erences within the reconstructed sound field [234], leading to inaccurate

directionality. Higher-order ambisonic playback can su!er from aliasing as it always uses

multiple loudspeakers to reproduce signals, even for single point sources [57]. Furthermore,

ambisonics was primarily designed around the psychoacoustic properties of spatial sound

rather than producing a precise physical replica of spatial sound fields [241,245]. As such,

ambisonics reconstructs sound fields in a perceptually accurate manner for human listeners

[243,245], but may be physically imprecise, even in the sweet spot. This underpins some

of the above inaccuracies in ambisonic reconstruction as well as other spectral, spatial

and temporal artifacts it can create [232].

Nonetheless, ambisonics is a powerful tool for capturing, altering and reproducing real,

complex spatial sound fields (including their reverberation and other acoustic properties)

instead of the more labour-intensive method of reconstructing them with room acoustics

models, for example [232]. This has driven ambisonics’ uptake for applications requiring

VSEs to recreate dynamic, noisy environments, and should be suited to reproducing

natural soundscapes, whose acoustics are challenging to model.

We therefore developed a higher- (specifically, third-) order ambisonic VSE, consisting

of a spherical twenty-five loudspeaker array, for reproducing real spatial natural sound-

scapes to evaluate spatial passive acoustic monitoring recorders and software in a con-

trolled, replicable manner. There has been some work on multi-loudspeaker playback

in ecoacoustics, namely for studying avian behaviour [225, 228, 246]. However, there is

little work involving full-sphere sound field recording and reconstruction in ecoacous-

tics, beyond more artistic and experiential applications [247]. Moreover, we demonstrate

that full-sphere reconstruction can be achieved in a comparatively resource-e"cient way,
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through repurposed or increasingly accessible equipment.

Here, we detail this VSE test platform and work to validate it (Fig. 3.1). This followed

three sub-projects, to investigate whether the VSE could:

1. Soundscape Reproduction E"cacy: E!ectively simulate real, spatial natural

soundscapes for testing passive acoustic monitoring technologies. We verified this

by comparing a standard suite of ecoacoustic metrics between recordings of real and

VSE-replicated soundscapes.

2. Impact of Device Orientation: Test passive acoustic monitoring hardware and

factors important to spatial passive acoustic monitoring deployments. As a proof-of-

concept for using the VSE as a test environment, we re-recorded VSE soundscapes

with MAARU (Multichannel Acoustic Autonomous Recording Unit; [49]), a six-

microphone passive acoustic monitoring recorder, oriented at various pitch angles,

to study how device orientation impacts the same standard ecoacoustic metrics.

These include the popular avian classification algorithm BirdNET [167] and the

avian localisation tool HARKBird [54]. Together, these applications can provide

lower-bound avian species abundance estimates [205] by revealing whether there are

several birds of a particular species calling simultaneously from di!erent locations

around a microphone array. However, HARKBird is expected to be susceptible to

device orientation. Hence, we explore whether the VSE could reveal the degree to

which HARKBird localisations are altered by MAARU’s orientation.

3. BirdNET and HARKBird Performance on Additional Avian Calls: Test

passive acoustic monitoring analysis software. To demonstrate this, we used the

platform to explore the performance of BirdNET and HARKBird on additional

avian calls embedded in the VSE soundscapes. We first added calls by ambisonic

encoding; however, given the limitations of ambisonics’ spatial accuracy, we also

reproduced calls’ direct paths from individual loudspeakers within the VSE and

compared both embedding methods.
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Figure 3.1: System overview and experimental structure. We captured real, spatial
natural soundscapes with a high-quality 19-microphone array (A) and MAARU, the six-
microphone passive acoustic monitoring recorder being tested (B). The 19-mic recordings
were encoded to the ambisonic domain and decoded to a 25-loudspeaker VSE (C), allowing
the soundscapes to be re-recorded by MAARU (D) with adjustments to relevant recording
parameters, namely, device orientation. The six-microphone recordings from the field (B)
and VSE (D) were passed through a suite of typical ecoacoustic metrics (F, I, J). Various
analyses (G, H, K) were performed to compare the field and VSE recordings and explore
the impact of device orientation. The process was repeated for VSE recordings with
additional bird calls (L), to further explore the performance of software tools BirdNET
and HARKBird (M–P).
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3.2 Materials and Methods

3.2.1 Platform Description

The concept of this test platform is to take high quality, spatial recordings of natural

soundscapes and use a spatial sound field reconstruction method to accurately reproduce

them in a controlled environment (Fig. 3.1A,C). One can then use the passive acoustic

monitoring hardware and software being tested to repeatedly record and analyse these

’virtual’ soundscapes under various conditions (Fig. 3.1D,L). For example, one can al-

ter the set-up of the passive acoustic monitoring recorder or modify the reconstructed

soundscape to simulate e!ects like the presence of additional species (Fig. 3.1L). This

also enables passive acoustic monitoring technologies to be tested on compatible spatial

recordings of soundscapes from diverse and challenging environments (e.g., hard to reach

or stormy areas), all within a single lab setting.

We adopted a flexible, resource-e"cient approach to implementing the above concept.

We used the 19-channel ZYLIA ZM-1 microphone array [248] with ZYLIA’s recording soft-

ware (version 2.1.2, [249]) to take high quality recordings of various natural soundscapes

(Figs. 3.1A, 3.2). The ZM-1 is considerably more a!ordable than other higher-order am-

bisonic recorders such as MH Acoustics’ ’Eigenmike’ devices.1,2 We used ZYLIA’s software

to convert the recordings to third-order ambisonics (SN3D normalisation, Furse-Malham

channel ordering) (version 1.6.1; [250]) and reproduced these ambisonic recordings through

an array of 25 pre-owned Genelec 8010A loudspeakers3 (Fig. 3.1C), mounted to a sphere

constructed from two commercially-available, steel hemispherical frames (Fig. 3.2).4 The

third-order ZM-1 recordings were decoded to the loudspeaker array using the free ICST

Ambisonics externals for Max/MSP [251].

For most of this work the VSE was housed in a non-acoustically-treated room (Figs.

3.1 and 3.2), mirroring conditions in many ecoacoustics labs, given their focus on field

recording and high cost of creating anechoic/soundproof spaces. However, this room likely

introduced artifacts from reverberation, room modes and so on.
1https://mhacoustics.com/products
2https://www.creativefieldrecording.com/2017/03/30/ambisonic-field-recording-resources/#:~:

text=MH%20Acoustics%20EigenMike%20em32%20(%24,via%20the%20EigenMike%20Interface%20Box
3https://www.genelec.com/8010a
4https://www.lifetime.com/lifetime-90136-dome-climber-earthtone
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Figure 3.2: A. Field recording setup with MAARU, the six-microphone passive acous-
tic monitoring recorder being tested, beneath the spherical 19-mic ZM-1 used for am-
bisonic recording. Recordings for all single-channel analyses were obtained from Mic 1 of
MAARU, circled. The arrows show the rotation axis and direction to change MAARU’s
pitch angle in the VSE recordings for Sub-project 2. B. VSE in the lab space it was
first housed in, with MAARU oriented at 45° pitch. C. MAARU’s pitch angles for the
VSE recordings. D. Arrangement of loudspeakers on the VSE. The VSE consists of five
rings at the elevations indicated (El - Elevation). Each ring contains five evenly-spaced
loudspeakers, the first of which is at the azimuth indicated inside the rings.

Calibration

The VSE was calibrated in two steps to reproduce the same approximate Sound Pressure

Level (SPL) as the original soundscapes. First, the 8010A loudspeakers were calibrated

relative to one another. A calibrated SPL meter was placed in the centre of the VSE and
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each loudspeaker’s gain was adjusted so it reproduced a 1 kHz sine wave to around 75±1

dB. Second, the entire array was calibrated relative to the ZM-1’s built-in gain. White

noise was encoded to third-order ambisonics at zero amplitude and elevation, decoded

through the VSE and monitored with the SPL meter. It was then recorded with the ZM-

1 positioned in the sphere’s centre, and aligned at 0° azimuth and elevation. Next, the

ZM-1-recorded white noise was reproduced through the VSE. Using the SPL meter, the

gains of all loudspeakers were adjusted so that the ZM-1’s recording of the white noise was

reproduced within around ±1 dB of the original white noise. The required adjustment

was around ↓12 dB (which means, prior to adjustment, sound sources recorded with the

ZM-1 would appear around four times closer than they actually were, assuming free-field

spherical sound propagation). This second step was repeated for a 1 kHz sine wave, which

also yielded an approximately ↓12 dB adjustment for all loudspeakers.

3.2.2 Recording Devices, Locations and Schedule

We piloted the VSE on MAARU [49], a six-microphone spatial passive acoustic moni-

toring recorder (Fig. 3.1B, D), with its weatherproofing enclosure removed. MAARU

advances Sethi et al.’s open-source, monophonic passive acoustic monitoring device [40]

with Seeed Studio’s a!ordable ‘ReSpeaker 6-Mic Circular Array Kit’ [252] which features

six omnidirectional MEMS microphones on the vertices of a flat hexagonal PCB. To re-

strict file size while still allowing for a breadth of analyses, we used MAARU’s intended

16 kHz sampling rate.

We conducted field recordings in July 2022 at Imperial College London’s Silwood Park

campus (Ascot, Berks., UK), using MAARU oriented vertically and the ZM-1 (sampling

rate 48 kHz) mounted directly above it (Figs. 3.1A, B and 3.2). We took 10-min recordings

at each of 6 sites spanning various levels of forest density and proximity to a stream or

human activity. Government-issued fieldwork licences were not required for this work.

We re-recorded the simulated soundscapes using MAARU at the centre of the VSE

(Fig. 3.1D), initially oriented vertically (as in the field), then at 45° pitch, and finally

horizontally (90° pitch; Fig. 3.2).
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3.2.3 Soundscape Reproduction E"cacy and Impact of Device

Orientation

We extracted a standard suite of ecoacoustic metrics from MAARU’s field and VSE

recordings (240 mins total, Table B.1) to compare MAARU’s recordings towards Sub-

projects 1 and 2 (Fig. 3.1F–K). This comprised spectral power di!erences, seven acoustic

indices, feature embeddings from an audio-specific CNN, and avian species predictions

and localisations from BirdNET and HARKBird, respectively. Apart from HARKBird,

these metrics use monophonic recordings. Such metrics are generally consistent across

MAARU’s microphones due to MEMS microphones’ reliability and their proximity on

MAARU’s array. Indeed, the median variance of signal RMS values across MAARU’s

six microphones for all recordings in the 240 mins we captured was 0.366 dB (range:

0.062 to 8.892 dB). We thus extracted all monophonic metrics from MAARU’s upper left

microphone.

Spectral Di!erences, Acoustic Indices and VGGish Features

We calculated power spectrograms for all the recordings with ‘pspectrum’ in MATLAB

(version 2022b), using 0.5 s Kaiser windows with 10% overlap, 0.7 leakage and 1024

Discrete Fourier Transform points. We then subtracted the field recordings’ power spec-

trograms from those for the VSE recordings. In around two thirds of all recordings, we

initially noticed a substantial increase in power around 7-8 kHz. This was likely intro-

duced by background noise in the non-anechoic lab environment that may have been

exacerbated by the frequency responses of the ZM-1 and Genelec loudspeakers. To re-

move this, we low-passed all recordings with a 4 kHz cuto! and 12 dB roll-o! (Fig. 3.1E).

The low-passed data were used for most subsequent analyses except for BirdNET and

HARKBird’s use for Sub-project 2, as most real bird calls in these recordings were too

attenuated by low-passing to be detected. This, however, was di!erent for HARKBird’s

use for Sub-project 3 (Fig. 3.1O, P) where low-passing was beneficial (see Section 3.2.4).

We computed the following canonical acoustic indices [176,253,254] on continuous 30

s windows5 using the R packages seewave (version 2.2.0; [255]) and soundecology (ver-

sion 1.3.3; [256]): Acoustic Complexity Index (ACI), Acoustic Diversity Index (ADI),
560 s or more is a more common window size [254], but would lead to too few data points given the

brevity of our recordings.
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Acoustic Evenness (AEve), Bioacoustic Index (Bio), Acoustic Entropy (H), Median of

the Amplitude Envelope (M), and Normalized Di!erence Soundscape Index (NDSI). We

also used the ‘vggishPreprocess’ and ‘predict’ functions from MATLAB’s Deep Learn-

ing Toolbox (version 14.5; [257]) with default parameters to compute the 128 dimension

embedding of VGGish, a CNN pre-trained on a broad corpus of labelled audio samples

from YouTube [163]. This embedding has been highly e!ective for numerous ecological

analyses and classification tasks [123,176].

We performed an adapted Bland-Altman analysis [258] to examine scaled di!erences

in acoustic indices and VGGish features between field and VSE recordings. Bland-Altman

analysis assesses the agreement between two methods of measurement and involves eval-

uating the di!erence between both measures to identify bias. This bias can be measured

relative to the average of both measures, or one of the measures if it can be considered a

reference. ‘Limits of agreement’ defining upper and lower bounds for acceptable bias can

then be set based on context or di!erences’ 95% confidence interval if they are normally

distributed [258].

We used the field recordings as reference. However, the indices/features studied vary

considerably in magnitude and range, lack clear contextual limits of agreement and were

not normally distributed. Therefore, per [176] and [259], we calculated indices/features’

di!erences as a percentage of their range in the field recordings. We zeroed di!erences

for VGGish features with zero range in field recordings to avoid singularities, and av-

eraged the VGGish di!erences across all 128 features to obtain a univariate di!erence

set akin to other indices. As an ideal VSE should show minimal di!erences, we fol-

lowed [176] in using ±5% limits of agreement and considering data strongly altered if

their interquartile range omitted zero. We also explored ±2.5%, ±7.5% and ±10% limits

of agreement, as a ±5% di!erence is challenging to interpret ecologically, given the ex-

tracted indices/features’ correlations with biodiversity are highly context-dependent and

may vary by recording/playback equipment [159]. Further, while di!erences were ex-

pected to be consistent across VSE recordings, we also assessed for correlations between

MAARU’s VSE pitch angle and indices’ scaled di!erences.
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BirdNET and HARKBird

We ran unfiltered recordings from MAARU’s upper left microphone through BirdNET

and from its six microphones through HARKBird (Fig. 3.1D). We passed the coordinates

of each field site to the BirdNET graphical user interface to restrict it to birds from this

region, and used default values for the other parameters. While BirdNET results would

be similar across recording conditions with an ideal VSE, BirdNET’s confidence score –

which often positively correlates with prediction accuracy – can vary greatly by species

and recording/playback hardware [184]. We thus restricted all BirdNET predictions to

those with a greater than or equal confidence to the average for their species in the corre-

sponding field recording. Species only predicted in the re-recordings were filtered using the

corresponding site’s overall average field recording confidence. After filtering, recordings

had 20 predictions on average (range = 0-54). We filtered the HARKBird localisations

to those whose timestamps overlapped with the filtered BirdNET predictions, and then

found the percentage ‘overlap’ by calculating the proportion of field recordings’ predictions

and localisations that appeared in the VSE re-recordings. We used inferential statistics

to explore di!erences in BirdNET predictions’ confidence values and HARKBird’s local-

isations between all recording conditions. We also evaluated correlations between device

orientation and confidence values and localisations.

To compare BirdNET’s precision and recall across all recording conditions, a profes-

sional ornithologist, well-experienced with conducting UK bird surveys, manually labelled

the omnidirectional channel of the ZM-1’s field recordings using non-overlapping 3 s win-

dows to match BirdNET. As desired precision and recall vary by application, we calculated

them for a range of confidence thresholds: 0.25 (average predictions per recording = 14,

range = 0-35), 0.5 (average predictions per recording = 9, range = 0-29) and 0.75 (average

predictions per recording = 5, range = 0-20; Fig. 3.6), and 0.01 and 0.9 (Table B.2).

3.2.4 BirdNET and HARKBird Performance on Additional Avian

Calls

We performed 10 further VSE re-recordings (100 mins total, Table B.1), with MAARU

oriented horizontally and additional avian calls embedded at certain spatial locations

in the first five sites’ ambisonic field recordings (Fig. 3.1 E, Table 3.4) during quieter
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passages. We then verified how accurately these were identified by BirdNET and localised

by HARKBird.

We added six common English bird vocalisations (Table 3.4) from audio recordings

freely available on Xeno-Canto [260–265]. We first added the calls’ direct paths to the

soundscapes by encoding them to the ambisonic domain using the ICST Ambisonic exter-

nals in Max/MSP [251], enabling them to originate from any direction. To avoid spatial

aliasing in ambisonic reconstruction - which can be particularly problematic for HARK-

Bird’s underlying localisation algorithm, MUSIC [53, 55] - we also reproduced the direct

paths from individual loudspeakers closest to each ambisonic encoding position, providing

superior directionality.

In both cases, we added a simulation of each field site’s reverberation, following a

method outlined by [266]. The reverberation is produced by convolving the direct path of

each added sound with the zero-padded Impulse Response of the acoustic reflections from

the corresponding site. We found the impulse response at a distance of 2m at 0°, 90°,

180° and 270° about the ZM-1 microphone for all but the final site, which had insu"cient

space about the microphone to do so. Each added bird vocalisation was convolved with

the impulse response measured closest to its azimuth.

We initially noticed inaccurate HARKBird localisations for both encoding methods,

suggesting spatial aliasing between MAARU’s microphones due to its size and geome-

try [244]. MAARU’s closest microphones are approximately 4.5 cm apart, hence aliasing

could occur for sounds with a wavelength of 9 cm or less – roughly 3800 Hz and above. We

therefore reused the 4 kHz low-pass filter from previous analyses on these recordings before

passing to HARKBird (Fig. 3.1N)6, notably improving localisation accuracy. To verify

other factors did not cause the inaccuracies, we ran HARKBird on unfiltered recordings

of bird calls added from individual loudspeakers without reverberation, and with neither

reverberation nor the background ambisonic soundscapes (Fig. B.2). However, perfor-

mance was best on low-passed, single loudspeaker recordings (with reverberation and

the background soundscape), so we ultimately compared this approach to the ambisonic

encoding.

After passing the recordings through BirdNET and HARKBird, we investigated the
6We did not apply the 4 kHz low-pass filter to recordings passed to BirdNET and HARKBird for Sub-

projects 1 and 2, as the real bird calls in these recordings were too quiet for detection after low-passing,
even with a 6-12 dB gain boost (beyond which clipping would occur).
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proportion of added calls that were accurately classified and localised and how the predic-

tion confidence and localisation error varied by calls’ elevation and embedding method.

3.3 Results

3.3.1 Soundscape Reproduction E"cacy and Impact of Device

Orientation

Spectral Di!erences

There were progressively greater overall level increases for the Vertical, 45° and Horizontal

re-recordings (Table 3.1), particularly in the 0-5 kHz bands. These increases were generally

up to ↔12-13 dB for lower frequencies, meaning individual sound sources within these

frequencies may have appeared up to around four times closer to MAARU in the VSE

than they were in the field (assuming free-field, spherical sound propagation). However,

the average variance in spectral di!erence across all frequency bands for all re-recordings

was only around 1.6 dB (range 1.49 to 1.71 dB). To exemplify these patterns, data from

Sites 2 and 5 are shown in Fig 3.3.

Table 3.1: Average di!erences in spectral power (dB) per 1 kHz band (up to the 8 kHz
Nyquist frequency) between all VSE re-recordings and the reference field recordings. To
calculate the mean and variance values presented, we first averaged the spectral di!erences
for every site into 8 bands by taking the mean along the frequency axis for each 1 kHz
segment (equivalent to 128 rows per segment, since 1024 discrete Fourier transform points
were used to compute the underlying spectrograms). We then computed the temporal
mean and variance of each 1 kHz band, and present the mean of these values across all 6
sites below.

Vertical 45° Horizontal
Frequency

Band
Mean
(dB)

Variance
(dB)

Mean
(dB)

Variance
(dB)

Mean
(dB)

Variance
(dB)

0-1 kHz 12.19 2.37 12.78 2.30 12.96 2.28
1-2 kHz 9.02 0.76 11.45 0.53 13.09 0.58
2-3 kHz 5.54 1.82 10.67 1.10 13.54 1.23
3-4 kHz 4.49 2.40 7.62 1.64 12.41 1.73
4-5 kHz 4.70 1.86 6.35 1.95 12.32 1.86
5-6 kHz 1.67 2.61 3.34 2.30 7.85 1.86
6-7 kHz 0.73 1.26 1.31 1.35 2.61 1.68
7-8 kHz 0.05 0.63 0.06 0.78 0.09 0.97

Average across
all frequency bands 4.80 1.71 6.70 1.49 9.36 1.52
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Figure 3.3: Di!erences in spectral power between each VSE re-recording and the field
recording (audio captured from top left microphone of MAARU and low-passed above 4
kHz with a 12 dB roll-o!) for Sites 2 and 5, which exemplify patterns seen across all sites.
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Acoustic Indices and VGGish Features

In our adapted Bland-Altman analysis, only the VGGish features remained within ±5%

di!erence to the field recordings across all VSE recordings, while the acoustic indices var-

ied considerably (Figs. 3.4, B.1). These trends were similar for other limits of agreement,

with only ACI and M appearing acceptably altered under the most generous alternative

limits. Interestingly, absolute percentage di!erences rarely increased as re-recording ori-

entation progressively changed. Rather, most decreased or showed no trend. Significant

Spearman’s rank correlations were found for all indices but M, the strongest being for

ADI, AEve, NDSI and H (Table 3.2).

BirdNET and HARKBird

Device orientation impacted the performance of BirdNET and HARKBird. For BirdNET,

VSE re-recordings overlapped with the field recordings by 51.2% (vertical), 40.4% (45°)

and 55.4% (horizontal) on average. Fig. 3.5 shows spectrograms of vocalisations that

were repeatedly correctly predicted by BirdNET in each recording condition, but the pre-

dictions did not always occur at the same times (i.e., di!erent overlap). For HARKBird,

allowing ±45° in localisation error, average overlaps were just 2.8% (vertical), 4.7% (45°)

Figure 3.4: Plots of indices’ average scaled like-for-like di!erences across all sites. Blue
dots indicate the median percentage di!erences, whiskers show the upper and lower quar-
tiles, and the shaded area denotes the ±5% limits of agreement. Where appropriate, the
grey dashed lines represent ±2.5%, ±7.5% and ±10% as alternative limits of agreement.
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Table 3.2: Spearman’s rank correlation coe"cients and p-values assessing the relation-
ship between MAARU’s orientation and: (i) acoustic indices’ and VGGish features’ scaled
like-for-like di!erences; (ii) HARKBird localisations; and, (iii) BirdNET confidence values
(for all detected birds and each of the four most predicted species).

Rho p-value
Mean VGGish Features 0.077 < 0.001
ACI (Acoustic Complexity Index) 0.238 < 0.001
ADI (Acoustic Diversity Index) 0.428 < 0.001
AEve (Acoustic Evenness) ↓0.392 < 0.001
Bio (Bioacoustic Index) 0.238 < 0.001
NDSI (Normalised Di!erence Soundscape Index) 0.772 < 0.001
H (Acoustic Entropy) 0.568 < 0.001
M (Median of the Amplitude Envelope) ↓0.013 0.812
HARKBird localisations ↓0.583 0.001
BirdNET confidence - all (19 species, 205 predictions) ↓0.005 0.944
BirdNET confidence - Eurasian Jackdaw (68 predictions) 0.008 0.951
BirdNET confidence - Parakeet (55 predictions) ↓0.131 0.286
BirdNET confidence - European Goldfinch (40 predictions) ↓0.012 0.940
BirdNET confidence - Coal Tit (15 predictions) 0.103 0.715

and 12.3% (horizontal).

BirdNET confidence values and HARKBird localisations were not normally distributed.

Friedman tests showed significant di!erences between the recording conditions for confi-

dence values (ω2(3)=61.3, p < 0.001) and localisations (ω2(3)=24.0, p < 0.001). Dunn

post-hoc tests revealed significant di!erences in confidence between the field recording

and each VSE recording, and in localisations between the field and VSE vertical and

horizontal recordings, and the VSE vertical and 45° recordings (Table 3.3).

There was a significant Spearman’s rank correlation between device orientation and

HARKBird localisations, but not between orientation and BirdNET confidence (Table

3.2).

BirdNET’s precision and recall generally fell within similar ranges across recording

conditions though there was some variation between conditions and confidence thresholds

(Fig. 3.6). The metrics were limited or not calculable for Sites 3 and 4 due to a lack

of avian activity. Precision was frequently over 0.8, sometimes limited by false positive

predictions. Recall was always relatively low (below 0.3), but more consistent between

recording conditions and confidence thresholds. Field recordings often had high precision

but the lowest recall due to fewer BirdNET predictions.
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Figure 3.5: Field recording spectrogram, VSE recordings’ spectral di!erences to the
field recording, and BirdNET predictions over time for a 60 s window in the recordings
for Site 2 and Site 5. Both recording segments contain many avian calls, reflected in
the increases in spectral power in the spectrograms. The BirdNET predictions mostly
correctly align with the spectral patterns but there is some inconsistency in predictions
between recording conditions.
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Table 3.3: Results from Dunn post-hoc tests following Friedman tests assessing for
significant di!erences in BirdNET (BN) confidence and HARKBird (HB) localisations
between all recording conditions (field and Virtual Sound Environment (VSE)).

Recording Condition
Field -
Vertical

VSE -
Vertical

VSE -
45°

VSE -
Horizontal

Field - Vertical - BN: < 0.001
HB: < 0.001

BN < 0.001
HB: 0.670

BN: < 0.001
HB: 0.035

VSE - Vertical - - BN: 0.971
HB: 0.006

BN: 0.300
HB: 0.283

VSE - 45° - - - BN: 0.829
HB: 0.670R

ec
or

di
ng

C
on

di
ti

on

VSE - Horizontal - - - -
Median of BN

conf. values 0.799 0.928 0.855 0.884

St. Dev. of BN
conf. values 0.247 0.207 0.204 0.282

BN No. species
predicted 4

BN No. predictions 75
Median of HB

localisations
185 331 260 265

St. Dev. of HB

localisations
40.7 2.23 4.41 23.6

HB No. localisations 9
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Figure 3.6: Precision and recall of BirdNET predictions on field recordings and VSE
recordings at various orientations, filtered using minimum confidence thresholds of 0.25,
0.5 and 0.75. Precision and recall were calculated based on manual labelling of the
omnidirectional channel of the ambisonic field recordings by a professional ornithologist.
Values for precision when BirdNET made no predictions and recall when no bird calls were
actually present are omitted to avoid division by zero. Downward facing triangles denote
a confidence threshold of 0.25, circles 0.5 and upward facing triangles 0.75. Numbers
denote the number of species and predictions (total number of 3 s windows with calls
from each species) detected by the ornithologist and BirdNET (0.5 confidence threshold).
Error bars indicate the number of species and predictions for the 0.25 (lower) and 0.75
(upper) confidence thresholds. Raw data and those for 0.01 and 0.9 confidence thresholds
are presented in Table B.2.
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3.3.2 BirdNET and HARKBird Performance on Additional Avian

Calls

BirdNET correctly identified almost all added bird calls, with most over 0.7 confidence

(Table 3.4). HARKBird localised only 30% of calls added by ambisonic encoding to

within 45°, compared to 70% of those added from individual loudspeakers. Performance

was worse for some species and the Blue Tit and Robin were sometimes not detected by

BirdNET or HARKBird, respectively (Table 3.4). Calls added at higher elevations seem

correlated with larger BirdNET confidence and HARKBird error (Fig. 3.7), though this

is likely due to other factors for BirdNET.

We compared the BirdNET confidence values and HARKBird errors from both embed-

ding methods using the Mann-Whitney U Test, as the data were not normally distributed.

While the di!erence in BirdNET confidence was not significant (p = 0.453, U = 26787,

Z = ↓0.751), HARKBird errors were significantly lower for the direct-from-loudspeaker

bird calls (p < 0.001, U = 25233, Z = ↓17.839).

Table 3.4: Summary of BirdNET predictions and HARKBird localisations for bird calls
added to various spatial soundscape recordings from Silwood Park reproduced through
our ambisonic VSE. The added calls were embedded by either encoding to the ambisonic
domain or playback from individual loudspeakers in the VSE. Abbreviations: Abs - Ab-
solute; Az - Azimuth; BN - BirdNET; Conf - Confidence; deg - degrees; Err - Error; El
- Elevation; HB - HARKBird. Positive azimuth errors are clockwise from the true value,
and negative error values anticlockwise.

Ambisonic Encoding Individual Loudspeaker

Site Common
Name

Az, El
(deg)

BN
Conf

HB Az
Err (deg)

Az, El
(deg)

BN
Conf

HB Az
Err (deg)

1 Robin 102, 56 0.97 166 126, 56 0.93 ↓51
1 Sparrow 182, 67 0.56 ↓160 198, 56 0.44 ↓118
2 Blue Tit 30, 45 0.4 10 18, 32 N/A ↓16
2 Wood Pigeon 180, 45 0.73 ↓145 198, 56 0.9 10
3 Greenfinch 63, 35 0.93 ↓151 90, 56 0.99 1
3 Blackbird 260, 71 0.57 ↓145 270, 56 0.62 23
4 Blackbird 0, 0 0.71 35 0, 0 0.53 0
4 Blue Tit 150, 25 0.4 ↓35 162, 32 N/A ↓22
5 Greenfinch 13, 68 0.9 92 342, 56 0.99 ↓18
5 Robin 243, 83 0.81 ↓133 270, 56 0.95 N/A

Mean (abs. values) 0.70 107 0.80 29
Standard Deviation

(abs. values) 0.21 59 - 0.22 37
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Figure 3.7: Graphs of HARKBird error and BirdNET confidence against the true ele-
vation values of bird calls added to VSE-based spatial natural soundscapes via ambisonic
encoding or playback from individual loudspeakers. Calls added from individual loud-
speakers generally had both higher BirdNET confidence and lower HARKBird errors.

3.4 Discussion

Results from the spectral di!erences, VGGish, and, to a lesser degree, BirdNET, show

potential for VSEs to simulate soundscapes well enough to test key aspects of passive

acoustic monitoring technology. However, our results also highlight important caveats to

this approach, including the limitations of ambisonics and the space housing our VSE.
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3.4.1 Soundscape Reproduction E"cacy and Impact of Device

Orientation

Spectral Di!erences

Though not a spatial consideration, it was fundamental to verify that overall spectral

power patterns were preserved in the VSE (Fig. 3.3), as confirmed by the relatively low

variance in spectral di!erences across all re-recordings (Table 3.1). This also suggests

that level increases – though unexpected – were consistent within all re-recordings (and

not, for instance, specific to transient sounds like bird calls). As such, level increases

likely stemmed from factors that impacted the recordings overall, such as reverberation

and standing waves from the untreated room initially housing the system.

In addition, the increases in spectral power as device orientation changed are most

likely due to the larger number of loudspeakers in the horizontal plane of our ambisonic

VSE. This stems from ambisonics’ intended purpose of reproducing spatial soundscapes in

a perceptually accurate manner, as humans are particularly sensitive to localising sounds

horizontally.

VGGish Features and Acoustic Indices

We reiterate that while it is challenging to ecologically interpret the extracted features/indices

[159], di!erences for an ideal VSE should be near zero. Acoustic indices’ large and variable

di!erences could stem from the limited recording duration and/or window length. These

patterns may also reflect acoustic indices’ inherent limitations: compared to VGGish fea-

tures, acoustic indices have been found to be less robust to audio compression [176] and

worse ecological descriptors when used as the input to various ecosystem classification

tasks [123]. Conversely, VGGish features could also be more robust to ambisonic repro-

duction as they originate from a CNN trained on human-labelled audio [163,267] and may

thus be biased towards human perception.

BirdNET and HARKBird

As BirdNET uses monophonic recordings, we anticipated most field recordings’ species

predictions to be detected in the VSE recordings. However, we expected higher and more

consistent overlap. The 40.4-55.4% overlap range may relate to BirdNET’s relatively low
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recall on our recordings, with the large number of missed calls sometimes resulting in

species predictions at di!erent time-stamps in the field and VSE recordings. BirdNET

also tends to return more predictions and higher confidence values on louder bird calls.

This may explain the higher percentage overlap for the horizontal recordings, which were

loudest due to the concentration of loudspeakers in the VSE’s horizontal plane (Fig. 3.3).

This increase in level also likely underpins the significantly higher confidence values for the

VSE recordings, while BirdNET’s lack of spatial considerations is reflected in the absence

of both significant di!erences in confidence between re-recordings themselves (Table 3.3)

and significant correlations between confidence and device orientation (Table 3.2).

For HARKBird, we expected the significant correlation between localisations and de-

vice orientation (Table 3.2), but it was surprising that so few HARKBird localisations

in the VSE recordings matched the field recordings, and that the largest overlaps were

observed for the 45° and horizontal VSE recordings. Given this and the post-hoc re-

sults (Table 3.3), it seems sound-source direction can be inaccurate in our ambisonic

playback system and/or MAARU can su!er from considerable spatial aliasing between

microphones. Indeed, on average 28.4% of HARKBird field localisations appeared in the

vertical re-recordings, but most had >45° error. Moreover, the underlying MUSIC algo-

rithm HARKBird uses to localise calls typically performs poorly on correlated signals [55].

Ambisonic playback’s spreading of sound-source position through the activation of mul-

tiple loudspeakers [57] results in correlated, coherent signals originating from multiple

locations, which likely further degraded HARKBird’s performance.

Overall, we met aspects of Sub-projects 1 (E"cacy of Soundscape Reproduction) and

2 (Impact of Device Orientation), given the VSE’s preservation of spectral patterns (de-

spite overall level increases), VGGish features’ minimal di!erences between the field and

VSE, and the ability to use the VSE to draw baseline conclusions on device orientation’s

impact on BirdNET and HARKBird. In particular, we found that changing MAARU’s

orientation can progressively alter bird call direction of arrival estimation in HARKBird

and can increase the level of sounds which are louder in certain directions (like those in

the horizontal plane of our VSE). Such level increases can cause di!erences in BirdNET’s

performance as device orientation changes (mainly in the number of predictions and pre-

cision), though the confidence of overlapping predictions made at di!erent orientations

does not appear to significantly alter. However, we also identified limitations to both
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HARKBird and our VSE. Future work should thus explore other, more accurate spatial

audio reproduction techniques, such as those based on sound field reconstruction rather

than human perception.

3.4.2 BirdNET and HARKBird Performance on Additional Avian

Calls

Our tests towards Sub-project 3 revealed strong performance from BirdNET and potential

for HARKBird on clear, highly-directional signals.

We note that all added bird calls were relatively loud compared to others in the

soundscapes. Since a large range of SPLs could occur in the field depending on a bird’s

proximity to the microphone, we set added calls’ gains to a level deemed perceptually

appropriate for a nearby bird. This, however, is likely the main reason for BirdNET’s

high confidence values. Further work could explore adding calls at progressively lower

levels. Nonetheless, these tests reiterated BirdNET’s robustness to spatial variation given

predictions’ confidence values were not significantly di!erent when added via ambisonic

encoding or single loudspeaker playback, though it is unclear why the added Blue Tit

vocalisations were not detected when reproduced directly from the loudspeaker.

The superior accuracy of HARKBird localisations on bird calls added from single

loudspeakers further highlights the issue of spatial aliasing in ambisonic playback, with

multiple loudspeakers activating for directional calls in our third-order VSE, and the

di"culties that the MUSIC algorithm underlying HARKBird faces under such conditions

[53, 55]. However, even with single loudspeaker playback, most errors were larger than

in other testing of MAARU, in which calls have been localised to within ±10° [49]. This

is most likely due to the addition of reverberation in both embedding methods blurring

the source position of the bird calls, as it was generated from the impulse response at

the closest of four azimuths (0°, 90°, 180° and 270°) to each added call’s direct path, and

could therefore di!er by up to ±45°. Moreover, as the reverberation was generated in the

ambisonic domain, it will have been reproduced from multiple loudspeakers, resulting in

lower directionality.

Further, in previous experiments with MAARU, sounds were all reproduced in the

horizontal plane. However, as reflected in Fig. 3.7, some error is expected as elevation

increases, since sound sources are no longer in the same plane as MAARU’s microphones
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and may thus appear to originate from di!erent positions.

While further work could interrogate the above findings, the ability to generate these

insights indicates promise for using a VSE to evaluate the performance of passive acoustic

monitoring software. Further, in totality our results suggest potential for using VSEs

in other ecological applications requiring soundscape reproduction. For example, VSEs

could provide a more realistic and immersive sonic environment for lab-based playback

experiments to measure animal behaviour [58].

3.5 Guidelines and Recommendations

In this proof-of-concept, we have showcased the potential for VSEs to be used as test

platforms for spatial and single-channel passive acoustic monitoring hardware and soft-

ware. Further, we have highlighted the benefits and pitfalls of ambisonic sound field

reconstruction in such VSEs. Based on this, we propose the following Guidelines and

Recommendations for the use and further development of such platforms:

• Guideline 1. With careful experimental design, VSEs can be used to test mono-

phonic passive acoustic monitoring hardware and software tools, and show potential

for testing spatial passive acoustic monitoring technologies.

– Recommendation 1. We hope a standard suite of analyses may be adopted

for testing di!erent classes of passive acoustic monitoring technologies, e.g.,

spectral di!erences and, as in [176], a set of typical acoustic indices alongside

embedding into an audio-specific machine learning model.

• Guideline 2. Ambisonics is a useful and increasingly accessible method for repro-

ducing real, spatial natural soundscapes in a VSE, thanks to its ability to capture

actual sound fields and its setup-agnostic nature. Care should be taken, however, if

using an ambisonic VSE to test spatial passive acoustic monitoring technologies, due

to the potential for inaccurate sound field reconstruction arising from ambisonics’

use of multiple loudspeakers and its bias to human perception.

– Recommendation 2. We recommend considering ambisonics’ limitations,

using higher-order ambisonics (third order and above), and/or conducting

analyses focussed on lower frequencies so as to have a larger sweet spot of
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more accurate sound field reconstruction. Alternatively, we suggest explor-

ing other methods of sound field reconstruction (e.g., vector-based amplitude

panning [268]).

• Guideline 3. VSEs should ideally be housed in an acoustically-treated, anechoic

space. However, ambisonic VSEs can be designed and built in a scalable, resource-

e"cient way.

– Recommendation 3. We recommend using a!ordable or existing spaces

and equipment for the creation of further, diverse VSEs, providing this per-

mits for su"ciently accurate sound field reconstruction (e.g., su"cient number

and spacing of loudspeakers for ambisonic systems) and the VSE is carefully

calibrated. Doing so, VSEs can be constructed in days (weeks if sourcing

most parts), while hours of field recording can allow for hours to days of lab

re-recordings, depending on experimental conditions. Therefore, ecoacoustic

VSEs can be built and piloted in a month. We hope this facilitates the devel-

opment of more VSE test platforms for passive acoustic monitoring technologies

across manifold spaces and budgets, while reducing the potential environmental

impact of this work.
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Chapter 4

Spatially segmenting soundscapes

with a refined multichannel

autonomous recorder for enhanced

biodiversity assessment

Summary

1. Beamforming processes audio from multichannel recorders with small,

integrated microphone arrays to spatially filter soundscapes, by ampli-

fying sounds from target directions and attenuating ambient noise. It

can thus improve signal-to-noise ratio, separate sources from overlapping

sounds from other directions, and enable multichannel recorders to act

like directional microphones that can be steered to di!erent orientations

after recording. Beamformed audio also more closely resembles the focal

recordings of public sound repositories on which many machine learning

bioacoustics classifiers have been trained.

2. However, due to practical barriers such as high power demands, large data

needs, and ingress protection challenges, there have been few long-term

deployments of autonomous multichannel recorders (i.e., that can record

and transmit data without manual intervention). Further, beamforming

has yet to be integrated into fully automated passive acoustic monitoring
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pipelines.

3. To realise enhanced autonomous biodiversity assessment involving acous-

tic beamforming, we redesign the Multichannel Acoustic Autonomous

Recording Unit’s weatherproofing for improved robustness to long-term

deployment, including damage from insects and animals, and assess its

theoretical and real-world capacity to directionally-distinguish sounds

with a lightweight, scalable beamforming technique. We iteratively re-

fine and deploy MAARU in temperate and tropical forests in the UK,

Brazil, USA and Malaysia and explore how various strategies for time-

delay beamforming to fixed directions impact the outputs of BirdNET.

4. We find that beamforming results in significantly higher BirdNET predic-

tion confidence scores than for concurrent predictions in omnidirectional

audio, and it typically yields more predictions overall. We also show po-

tential for using beamforming to detect habitat structure and distinguish

bird communities in neighbouring areas of distinct land use. While fur-

ther work is needed to integrate beamforming into large-scale, automated

passive acoustic monitoring, its potential for spatially segmenting sound-

scapes promises to improve the accuracy and e"ciency of autonomous

ecoacoustic monitoring in diverse ecosystems.

4.1 Introduction

In earlier chapters, we advocated for the power of passive acoustic monitoring to surveil

ecosystem health, biodiversity and resilience. We also introduced the concept of mul-

tichannel monitoring to capture spatial audio of natural environments and highlighted

some of the benefits it o!ers for surveying ecosystems. In this chapter, we turn to a major

challenge in autonomous passive acoustic monitoring and ways that multichannel record-

ing can tackle it: disentangling the complex and often muddied mixture of sounds that

make up soundscapes. Where acoustics has the unique advantage of hearing the unseen, it

faces its own form of obstruction from overlapping sounds ‘masking’ target sound sources.

Su"ciently loud noise, calls from other species and even multiple overlapping calls from

a target species can all pose bottlenecks to acoustically surveying biodiversity. However,
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such conditions are common in passive acoustic recordings, given they still often capture

soundscapes with a single-channel omnidirectional microphone. Additionally, such record-

ings present a well-documented domain shift for machine learning bioacoustic classifiers,

as they are usually trained on high signal-to-noise ratio focal recordings of animals, often

captured with directional microphones and/or in close range of the emitter [169–171].

Some prior work has explored separating sound sources within single-channel record-

ings, for instance by decomposing spectrograms into components or basis functions (e.g.,

via principal component analysis) [269], or by using deep learning techniques [270, 271].

By identifying sounds’ direction of arrival [42], multichannel monitoring o!ers a promis-

ing alternative approach, enabling target sound-producing individuals to be distinguished

from overlapping sounds (‘maskers’) of di!erent source location. Further, multichannel

audio can be processed to reduce di!use noise1 and amplify sounds from target direc-

tions via a class of spatial filtering techniques known as ‘beamforming’. These techniques

generally involve taking the weighted sum of each channel’s recording so that correlated

(i.e., predominantly in-phase) signals like bird calls from a unique direction constructively

superpose and decorrelated di!use noise is attenuated by destructive interference. Beam-

forming therefore enables multichannel recorders to act as directional microphones that

can be steered towards di!erent ‘look directions’ after the fact of recording. Moreover,

beamforming can be used to discern or even separate target signals from the acoustic

mixture of soundscapes – though as we will discuss in later sections, beamformed audio is

not necessarily as directional as that from a specially-constructed directional microphone.

Nonetheless, beamformed audio stands to improve deep learning classifiers’ accuracy by

more closely resembling the focal recordings they were trained on.

Beamforming has been extensively studied for the design of sensor and antenna ar-

rays with a wide variety of applications [272]. Its most simple implementation for planar

waves2 is ‘delay-and-sum beamforming’. This method applies relative delays to each chan-

nel based on the di!erence in arrival time at each sensor of a signal from a given look

direction, thereby aligning correlated signals from that direction across channels prior to

summing them. Delay-and-sum beamforming is classed as a ‘static’ beamforming method,

as it uses fixed weights for summing sensor outputs to beamform a given look direction.
1Di!use sounds or noise are those which have energy spread evenly in all directions, such as the

stridulation sounds of cicadas that are dispersed reasonably homogeneously across a forest.
2Planar waves suitably approximate acoustic waves under the far-field assumption.
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In contrast, numerous ‘adaptive’ beamforming techniques have been developed, which

dynamically compute optimal weights based on various features of a recording, such as

the signal-to-noise ratio [272]. For example, minimum variance distortionless response

(‘MVDR’) beamforming seeks to minimise variance (associated with noise) while preserv-

ing the target signal in the look direction with unity gain, avoiding the distortion that

can occur when target signals are overly amplified by constructive addition [171, 273].

Such techniques are, however, more computationally intensive than static approaches.

Importantly, the term ‘adaptive’ can also refer to beamforming methods that adapt their

look direction towards target sources based on initial direction of arrival estimation. To

avoid confusion, we shall therefore refer to beamforming methods that dynamically opti-

mise their weights for a given direction as ‘optimum beamforming’ (as in [272]), and to

those that adapt their look direction as ‘directionally adaptive’ and those that do not as

‘directionally static’.

In acoustics, beamforming has particularly been applied to isolating speech, namely

for hearing aid design [47] and teleconferencing [274], as well as robot audition [54].

Beamforming has also been explored in a number of bioacoustics studies. For example,

Jones and Ratnam [273] used an array of four omnidirectional microphones at the ver-

tices of a 3 m long square to recover individual anuran calls in choruses. Cai et al. [275]

beamformed towards bird calls using the custom ‘VoxNet’ multichannel recorder [48],

while Kojima et al. [276] separated bird calls using a small, commercially-produced seven-

microphone recorder and a beamforming-derived spatial filtering technique in the robot

audition software HARK. Wijers et al. [229] used time-delay beamforming to enhance

target signals as part of a broader pipeline for identifying and localising various mammals

and gunshots (indicative of poaching) via a number of custom four-microphone ‘CARA-

CAL’ recorders in Zimbabwe. Time delays were estimated by cross-correlating signals

from pairs of CARACAL’s microphones and were also used to estimate sources’ direction

of arrival to refine the multi-recorder localisation process. In marine bioacoustics, recent

work has used readings of acoustic pressure at numerous points along undersea fibre-optic

telecommunication cables — e!ectively emulating a large hydrophone array — to localise

and beamform towards whales [51].

However, beamforming has yet to be integrated into pipelines for long-term, fully au-

tonomous, real-time acoustic biodiversity monitoring. The primary barrier to doing so
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is that most multichannel recorders are not designed for fully autonomous deployments,

with self-su"cient powering and data transmission coupled with robustness to prolonged

environmental exposure. Consider for example the CARACAL recorder [229], which is

one of the few multichannel recorders designed for passive acoustic monitoring research.

CARACAL is small and low-cost (£150 in 2019), with an array of four MEMS micro-

phones. However, its existing enclosure – a perforated plastic case sheltered by a large

acrylic disk overhead – is not fully weather-sealed and the recorder relies on manual data

retrieval from an onboard SD card.

In addition, most applications of beamforming in bioacoustics have to-date used a di-

rectionally adaptive approach, employing a number of di!erent direction of arrival estima-

tion techniques to identify look directions for target sources. This o!ers a more complete

picture of the distribution of callers around an array, enabling, for instance, estimates of

species abundance and movement. However, directionally adaptive beamforming can be

relatively processing-heavy, and many of the bioacoustic studies that employ it are taxo-

nomically narrow – perhaps because monitoring more taxa would increase the number of

look directions and overall processing load further. Also, as shown in the previous chap-

ter, azimuth direction of arrival estimates with planar arrays – which are more typical of

small, low-power arrays suited to passive acoustic monitoring [49,229,277] – are sensitive

to deployment orientation and often erroneous for sources at large elevation angles relative

to the array.

Directionally static beamforming may be able to address similar ecological questions

– and other relevant ones – and improve signal-to-noise ratio with a less processing-heavy

approach that could be more readily incorporated into fully automated monitoring work-

flows. While such gains in processing e"ciency may be negligible for some autonomous

workflows that stream audio to a server for analysis, they may still be notable for par-

ticularly large-scale or taxonomically-broad surveys and will be especially important for

eventually running processing on-device, as prior work has called for [229]. Further, beam-

forming on-device to a handful of carefully-chosen, validated preset directions may reduce

the amount of data generated, lowering data storage costs and the power required for

wireless data transmission, which might compensate for the increased energy demand of

local processing.

Finally, directionally static beamforming may be well-suited to address certain eco-

93



acoustic questions that more closely interrogate the spatial features of natural soundscapes

in relation to the landscapes that give rise to them [31]. By using directionally static

beamforming to focus on sounds from di!erent prevailing directions, it may be possible to

‘segment’ soundscapes in a manner that uncovers habitat structure, distinguishes distinct

neighbouring land use and reveals the local spatial heterogeneity of biodiversity over areas

of tens to thousands3 of square meters. With ideal hardware and recording conditions,

segmenting soundscapes via beamforming might even yield insights into beta-diversity –

an increasingly prevalent topic of ecological research since the early 2000s [278].

In this chapter, we contribute to tackling these barriers to beamforming in fully-

automated acoustic biodiversity monitoring pipelines by iteratively refining, deploying

and beamforming with MAARU [49] in the UK, USA, Brazil and Malaysia. We first de-

tail substantial revisions to MAARU’s weatherproofing designed to improve its robustness

to long-term environmental exposure, which we test in the UK, Brazil and Malaysia (Sub-

Project 1 – Section 4.2). Next, we evaluate how MAARU’s array configuration shapes its

beamforming capacity by analysing its theoretical power response pattern with and with-

out a steering vector applied (Sub-Project 2 – Section 4.3). We examine these patterns

with subsets of MAARU’s microphones to consider scenarios where certain microphones

fail. We then detail a preliminary investigation into how directionally static beamforming

can improve the confidence score of avian deep learning classifier BirdNET [167] in the UK

and Brazil (Sub-Project 3 – 4.4). Finally, we explore MAARU recordings from the UK,

USA and Malaysia to test various strategies for segmenting soundscapes, such as beam-

forming away from sources of noise and/or towards directions of interest (Sub-Project 4

– Section 4.5). For some sites, we beamform towards neighbouring areas of distinct land

use to determine whether multichannel recorders like MAARU could monitor ecological

gradients with fewer recorders than sampling sites. We again evaluate these beamforming

strategies in terms of BirdNET predictions, given its widespread use, existing application

to global biodiversity monitoring [170, 172] and because it was trained on 100,000s pre-

dominantly focal recordings (including of some non-avian classes like anurans, which we

study at one of our US sites).

We find that despite the limitations to our beamforming method and hardware, our

approach to spatially segmenting soundscapes can significantly improve the confidence
3For particularly loud sounds and/or in more open environments.
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score of BirdNET predictions (associated with higher prediction accuracy [184]), returns

more predictions, and can infer spatial heterogeneity in biodiversity potentially indicative

of landscape and/or land use patterns. We therefore emphasise how our lightweight beam-

forming approach can address important ecological questions while providing a readily-

achievable route to enhancing real-time automated acoustic biodiversity monitoring with

spatial insights.

4.2 Sub-Project 1: MAARU weatherproofing redesign

and field robustness tests

4.2.1 Methods

Weatherproofing Redesign

Figure 4.1: A: Redesigned MAARU weatherproofing enclosure. B: MAARU deploy-
ment in the UK. C: Professional tree climbers Jamiluddin Jami and Louis Makhluf mount
a MAARU to a tree in Malaysian Borneo.

MAARU’s original weatherproofing was based on a modified o!-the-shelf plastic con-

tainer [205]. This was intended to be highly a!ordable and require no specialist tools

to build. Early deployments revealed robustness challenges, though, in particular from

animal interference, such as rodents chewing on power cables, and impacts, such as falling

from height. A custom 3D-printed enclosure for semi-autonomous deployment (intended

for sites without mobile signal) was designed to address some of these issues with a sturdier

enclosure. However, it was cumbersome to print (>15 hr on a Prusa MK3S) and required
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applying a coat of resin to fully seal against water, limiting accessibility for users without

access to a well-equipped workshop. The water-resistant ePTFE (expanded polytetraflu-

oroethylene) vents used to cover the microphone holes in both original designs were also

found to be susceptible to insect ingress – specifically, termites chewing through the vents

– during deployments in the Brazilian Amazon.

For the redesigned weatherproofing, we thus opted for a durable polycarbonate, water-

resistant case (Tactix Water Proof Case (L), ↔10–15 USD depending on vendor) to house

the core electronics (Raspberry Pi, sound card, microphone array, 4G dongle and a 12–5

V step-down converter). The case lid hinges for easy access to the internals. To prevent

insect ingress, we used much smaller microphone holes and ePTFE vents, as the MEMS

microphone ports are <0.5 mm in diameter. We also attached patches of fine stainless

steel woven mesh (100 mesh, 0.15 mm hole size) over each microphone hole on the exterior

of the case, using a water- and UV-resistant adhesive (Fig. 4.1A).

To accurately align the microphone ports with the corresponding holes in the case,

we designed a 3D-printed mounting frame that sits near-flush against the base and sides

of the case. The frame attaches to the case via velcro and the electronics mount to it

without adhesives, allowing all parts to be repaired or replaced with ease. The Raspberry

Pi, sound card and microphone array form a sub-assembly, joined by screws and metal

stando!s, that rests on springs glued into the mounting frame. A 3D-printed ring also

sits around the microphones and flush with the top of the case. It contains a small hole

for each microphone port and acts as an additional physical barrier to insect ingress. The

springs prevent excessive force being placed on this sub-assembly when the case lid is

closed.

A single power cable enters the case via a watertight cable gland. This can either be a

USB cable connected to the Raspberry Pi, or, for solar powered deployments, a two-core

power cable (American Wire Gauge (AWG) 17 was suitable for our powering setup), which

connects to the step-down converter via bullet-style crimp connectors. Wherever possible,

appropriately specified crimp connectors were used instead of soldering to make electrical

connections, as they can be easily dis/re-connected. The holes for the microphones and

cable gland are all manually drilled and accurately located using 3D-printed jigs that can

attach to the Tactix case. The electronics power cable’s other end attaches to a 30 A solar

charge controller which is housed with a lithium iron phosphate (LiFePO4) battery in a
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separate IP56-rated polypropylene box (supplier: Solent Plastics, product code: WBAT-

S, ↔10 USD). Both the electronics power cable and a heavier duty power cable that runs

to the solar panel (in our case, AWG 13 was suitable) enter this box via cable glands in

manually-drilled holes. Where possible, we wrapped cables in a semi-rigid plastic cable

tidy and nylon cable mesh to protect them from rodents and other animals. If budgets

permit, we recommend using armoured cable for long-term deployments.

UK and Borneo Deployments

MAARUs were deployed at four temperate sites at Imperial College’s Silwood Park cam-

pus (Ascot, UK) for various periods of time (from 14 to 125 days) between February and

July 2024. MAARUs and 60 W solar panels were mounted to custom-built metal frames

fixed to the ground, with the battery box placed underneath (Fig. 4.1B). In September

2024, MAARUs were deployed at six tropical sites spanning a land-use gradient in and

around the Danum Valley Conservation Area in Sabah, Malaysia. Two devices were de-

ployed in each of: old-growth forest, logged forest, and smallholder oil palm plantations.

Data were collected between approx. two weeks and five months, depending on devices’

survival time (see Section 4.2.2). For access to sunlight and protection from animals on

the ground (e.g., elephants), the old-growth and logged forest devices were mounted to

trees by professional tree climbers. Solar panels (three 55 W and one 100 W) were at-

tached to triangular structures assembled from aluminium poles (Fig. 4.1C). MAARUs

and battery boxes were placed in a cage built from six steel grills (supplier: DAISO, ↔6

USD per cage), to protect them from animals in the trees (e.g., monkeys). The cages and

pole structures were fixed to trees with heavy-duty ratchet straps. For the oil palm sites,

the device cage and 100 W solar panels were mounted to slotted angle bars inserted in

the ground.

Across all sites, MAARUs were deployed near the edges of di!erent habitats or land-

use types and/or within audible range of roads or other sources of anthropogenic noise

from prevailing directions, so as to explore various applications of beamforming. All

recordings were made with a 16 kHz sampling rate, compressed to FLAC (Free Lossless

Audio Codec) on-device and streamed over 4G to Box Cloud Storage via FTPS. For

continuous 24/7 recording, this creates ↔8 GB/day of data (↔250 GB/month), so all

devices had a minimum 300 GB/month cellular data plan.
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4.2.2 Results

MAARU’s redesigned weatherproofing improves robustness to previous failure modes in-

cluding impacts, rodents chewing on cables, and insect ingress, while enabling better

access to internals and easier manufacturing than the previous 3D-printed enclosure. How-

ever, new failure modes have been discovered. For the UK deployments, the 3D-printed

parts were made from PLA (polylactic acid), which is safe (minimal fumes) and straight-

forward to print, but has a fairly low glass transition temperature (Tg) of ↔57↔C [279].

This was expected to be su"cient, however parts in three units warped due to heat

from the electronics, damaging several microphones in these units (sometimes in just two

weeks after deployment). For the Borneo deployments, these parts were printed from ABS

(acrylonitrile butadiene styrene), which has a Tg of ↔107↔C [279], and did not warp.

In Borneo, the old-growth and logged forest units failed after ↔2-4 weeks. This appears

to be due to water ingress from heavy rainfall piercing the ePTFE microphone vents (not

all units have been retrieved yet). All old-growth and logged forest units were deployed

horizontally (i.e., with the ePTFE vents perpendicular to rainfall) to provide the freedom

to beamform in any horizontal direction. MAARUs were deployed vertically in the UK

and oil palm sites and did not face this issue. The oil palm devices were also sheltered by

the solar panels.

Finally, for all deployments, the 55 W and 60 W panels did not provide enough power

for continuous 24/7 monitoring (perhaps due to lower insolation in the UK and some

obstruction from trees and clouds in Borneo), whereas the 100 W panels in Borneo did.

4.2.3 Discussion

With tweaks to MAARU’s deployment set-up, its new weatherproofing design has poten-

tial to facilitate months-long deployments in both temperate and tropical climates.

While it was surprising that the 3D-printed PLA parts warped in the UK deployments,

we note that the Raspberry Pi and 4G dongle can generate considerable heat, especially

when the dongle has poor signal or there is a backlog of recordings to upload (after e.g.,

a network outage or lack of power overnight). The heat from these components was

likely exacerbated by them being housed in a clear, sealed enclosure exposed to sunlight

– though we note one of the UK devices which did not run during deployment (owing

to a faulty step-down converter) was recovered intact after being in the field for the
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same period as the devices that experienced part-warping. This points to the electronics

being the primary problematic source of heat. Since switching the 3D-printed parts to

ABS avoided this issue for the Malaysia deployments, we recommend using it or other

materials with a similar or higher Tg in future.

To prevent water ingress, we recommend either sheltering any units deployed horizon-

tally (e.g., with the solar panel or some other cover as in [229]) or deploying the MAARU

units upside down, which should allow for similar beamforming and localisation capabil-

ities. Lastly, if continuous, long-term monitoring is required, we recommend using 100

W solar panels, as limited sunlight can cause intermittent recording/uploading with less

powerful panels.

Despite the device failures encountered, su"cient data was gathered to investigate

beamforming in the subsequent sections. Moreover, for the UK deployments where part-

warping caused individual microphones on several units to fail, there is also an opportunity

to evaluate MAARU’s beamforming capacity with subsets of fewer microphones. We

examine this from a theoretical perspective in the following section.

4.3 Sub-Project 2: Theoretical Array Directivity

4.3.1 Background on Array Geometry and Directivity

A microphone array’s capacity to preferentially receive acoustic power from di!erent direc-

tions (‘directivity’) and accurately beamform towards them depends on trade-o!s between

array size, geometry, number of elements and target frequencies. Beamforming steers the

directional power pattern of an array, generally producing a main lobe oriented towards

the specified look direction (Fig. 4.2). To do so, beamforming typically utilises integrated

arrays in which microphones are closely spaced, since a larger inter-microphone distance

lowers the frequency threshold above which spatial aliasing occurs. As highlighted in the

previous chapter, spatial aliasing can lead to confusions in direction of arrival estimation.

For beamforming, spatial aliasing causes sounds from non-target directions to appear in

the beamformed signal. Just as temporally subsampling a signal will introduce unwanted

‘grating’ frequencies in the sampled signal’s spectrum, spatially subsampling an acoustic

field results in ‘grating lobes’ appearing alongside the main lobe in the directivity pattern

of a steered array (Fig. 4.2). This frequency threshold is dictated by the spatial sampling
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theorem [274], which states that the inter-microphone distance d must conform to:

d <
εmin

2 (4.1)

where εmin is the minimum wavelength of sound that can be detected without aliasing

for a given inter-microphone distance. Larger distances thus cause larger wavelengths

(lower frequencies) to be impacted by spatial aliasing. However, for a given frequency and

number of microphones, increasing the spacing produces a narrower (i.e., more directional)

main lobe. For a set array size, increasing the number of microphones reduces the inter-

microphone distance and increases the spatial sampling resolution. This decreases the

size of side lobes in the directivity pattern at di!erent frequencies, reducing sounds from

directions other than the main lobe. Additionally, the main lobe is usually narrower for

higher frequencies as they are more directional. Hence, the directivity of beamforming is

generally more precise for higher-pitched sounds.

Finally, the symmetry of directivity patterns and an array’s capacity to discriminate

between opposing directions is also dictated by array geometry. For a linear array, di-

rectivity will be symmetrical on either side of the axis along which the microphones

are placed [274]. Thus, even in two dimensions, a linear array cannot discriminate be-

tween sounds to either side of it. Similarly, while a planar array like MAARU’s will

be directional in two dimensions within the microphone plane, its 3D directivity will be

symmetrical about this plane. This geometric constraint limits planar arrays’ ability to

discriminate between sounds above and below the microphone plane (Fig. 4.3), such that

beamforming to a positive angle of elevation results in a second symmetrical main lobe

oriented to the corresponding negative angle of elevation.

Note on Azimuth and Elevation Convention

Throughout this chapter, we always define azimuth and elevation angles relative to a

coordinate system with its origin at the centre of MAARU’s planar microphone array. We

always consider the azimuth (x-y) plane as that which contains MAARU’s microphones.

Azimuth ranges from ↓180° to 180° and is positive anticlockwise from the x-axis; elevation

ranges from ↓90° to 90° and is positive anticlockwise from the azimuth plane to the

positive z-axis. When MAARU is deployed vertically, we refer to azimuth angles aligned

with its x- and y-axes as left (0°), up (90°), right (180°) and down (↓90°), while for
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horizontal deployments we denote these azimuth angles using cardinal directions, with

east corresponding to 0°.

4.3.2 Methods

We calculated the directional power pattern (Watts/steradian) for MAARU’s full six-

microphone array, as well as sub-arrays of three and four microphones, across several

frequencies up to 8 kHz (as MAARU records at a 16 kHz sampling frequency by default).

The power pattern at a reference distance across angular directions of azimuth ϱ and

elevation ς is defined [280,281] as:

|Af(ϱ, ς)wHs|2 (4.2)

where A is the nominal field amplitude, f(ϱ, ς) denotes the element field pattern, and wHs

is the array factor composed of element weights wH and steering vector s. Patterns were

computed using the ‘phased.ConformalArray pattern’ function in the MATLAB (version

2024a) Phased Array Toolbox. We defined the microphone arrays as ‘phased.Conformal-

Array’ objects consisting of various arrangements of identical omnidirectional micro-

phones. The microphones were defined with ‘phased.CustomMicrophoneElement’, to

which we passed the frequency response of the MEMS microphone used on MAARU’s ar-

ray (Seeed Studio ReSpeaker 6-microphone array [252], microphone: MSM321A3729H9CP,

MEMSensing Microsystems, Suzhou, China); the microphone frequency response is rela-

tively flat but increases from 2 kHz. As MAARU’s array is planar, we primarily consider

its 2D directivity in the azimuth plane. However, to exemplify the symmetry of MAARU’s

directivity in three dimensions, we also plot its 3D directivity at a reference frequency of

4 kHz.

4.3.3 Results

MAARU’s array power patterns in the azimuth plane are plotted with and without a

steering vector applied in Fig. 4.2. Across all plots, the patterns at lower frequencies

(up to 1 kHz) are more isotropic, while higher frequencies exhibit much more directional

patterns. Nonetheless, without any steering applied (i.e., beamforming with uniform

weights; middle column of Fig. 4.2) MAARU still receives power from directions all around
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MAARU Mic Array Layout
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Figure 4.2: Plots of MAARU’s microphone array power patterns at a reference distance
(radial axis units: Watts/steradian) for all six microphones and subsets of three and
four microphones shown in the left column. Middle column: beamforming weights equal
to unity applied (akin to simple stacking of the channels without any beamforming look
direction; Right column: weights corresponding to a delay-and-sum beamformer with a 0°
azimuth look direction applied. Note the scale of the radial axis varies between subplots,
as more power is concentrated in the 0° look direction when beamforming with all six
microphones (upper right subplot).
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Figure 4.3: Three-dimensional plot of MAARU’s normalised power pattern at a reference
distance for 4 kHz signals, with a 0° azimuth look direction. Az: Azimuth, El: Elevation.

its array – albeit in the directions of a set number of lobes for higher frequencies. This

approach should, however, still attenuate di!use, uncorrelated noise. Steering the array

to a look direction of 0° azimuth (rightmost column of Fig. 4.2) is reasonably e!ective

when using the full six-microphone array, producing a clear main lobe that becomes

increasingly narrow from frequencies of 1 kHz and above. However, as expected, side lobes

are much larger and more numerous with fewer microphones. For the three-microphone

configuration, the patterns with and without steering are also less symmetrical about the

x (0° azimuth) and y (90° azimuth) axes.

The 3D power pattern is plotted in Fig. 4.3, confirming symmetry either side of the

azimuth plane which contains the microphones.

4.3.4 Discussion

MAARU’s directivity patterns reflect the expected theoretical considerations for array de-

sign, with greater directionality when beamforming with more microphones at higher fre-
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quencies. While directivity only becomes more directional from 1 kHz and up, this should

be suitable for targeting bird vocalisations, given many lie between 1 and 6 kHz [26,171].

Beamforming with fewer than all six of MAARU’s microphones results in much lower

directionality, suggesting it should be avoided except in cases where doing so is necessi-

tated by e.g., failure of individual microphones. Despite this, beamforming with three or

four microphones should still reduce di!use noise and attenuate sounds from directions

between lobes, while slightly amplifying sounds from the look direction. However, as di-

rections with large side lobes will still be included – in particular for frequencies above 4

kHz impacted by spatial aliasing – beamforming with three or four microphones should

primarily be used to improve signal-to-noise ratio rather than distinguish sounds from a

particular direction.

4.4 Sub-Project 3: Initial Beamforming Validation

4.4.1 Methods

As a preliminary exploration into the potential benefit of beamforming with MAARU for

BirdNET predictions, we applied beamforming to MAARU recordings from the UK and

Brazilian Amazon in four arbitrary preset directions. We then compared the confidence

scores of BirdNET predictions that were for the same species and shared the same times-

tamp in the omnidirectional recording from a single microphone on MAARU’s array and

beamformed audio from at least one of the preset directions (‘matching predictions’).

We applied this approach to 55.1 hours of acoustic data from Manicoré (Brazilian

Amazon; May 2023) and 79 hours of data from Silwood Park (Ascot, UK; March 2023),

both recorded at a 16 kHz sampling rate and 16-bit resolution. The recordings were

captured semi-autonomously in April (UK) and May (Brazil) 2023 using four MAARUs

enclosed in the fully 3D-printed variation of its weatherproofing and mounted vertically to

trees. We employed delay-and-sum beamforming using the ODAS Python package (Open

embedded Audition System [282]) to steer recordings in the following directions relative

to MAARU’s array: [Azimuth, Elevation] = [0°, 45°], [90°, 45°], [180°, 45°], [↓90°, 45°].

We note that the +45° elevation angles used here will produce additional reflected main

lobes at -45° elevation (i.e., behind the array; Section 4.3). However, as the devices were

mounted to trees, we expect sounds from these negative elevation directions to have been
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largely obstructed.

To test the impact of beamforming on BirdNET’s confidence, we applied a Wilcoxon

signed-rank test to confidence scores above 0.4 from matching predictions.4 Since the

relationship between confidence score and prediction accuracy varies by species [184], we

also applied this test to the confidence scores of each individual species with over 30

matching predictions of confidence above 0.4 (14 species total). As this involved making

multiple comparisons, a Bonferroni correction was applied to the species-specific tests,

adjusting the alpha value to 0.05/14 = 0.00357. In cases where a prediction appeared in

multiple beamformed recordings, we retained that with the highest confidence score.

4.4.2 Results

Figure 4.4: Histogram of BirdNET confidence scores of all matching predictions for both
omnidirectional (‘monophonic’; green bars) and beamformed (blue bars) recordings from
the UK and Brazil as part of Sub-Project 3. Recordings beamformed to arbitrary preset
directions result in higher BirdNET confidence scores than single-channel omnidirectional
recordings.

Mean confidence using beamforming was higher than that of omnidirectional record-

ings (Fig. 4.4; beamforming: 0.83, SD= 0.15; omnidirectional: 0.71, SD=0.19). The me-

dian confidence for beamforming (0.872) was also higher than for omnidirectional record-

ings (0.718). The Wilcoxon signed-rank test confirmed this increase was significant for
4Slightly below a ballpark 0.5 confidence threshold for achieving a low false-positive rate, suggested

based on findings from [283] in a 2023 review [170].
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Table 4.1: Results of Wilcoxon signed-rank tests applied to BirdNET confidence scores
of matching predictions from beamformed and omnidirectional audio for individual species
in UK and Brazil recordings for Sub-Project 3. Species tested had at least 30 matching
predictions of at least 0.4 confidence and all show a significant increase in confidence for
beamformed recordings.

Species Name Sample Size W-statistic z-score p-value
Mealy Parrot 107 5020 6.62 <0.001
Green-Backed Trogon 47 1092 6.52 <0.001
Tawny-bellied Screech Owl 752 240746 16.64 <0.001
Crested Owl 35 603 5.38 <0.001
Red-necked Woodpecker 30 439 4.75 <0.001
Eurasian Jackdaw 1263 724930 25.13 <0.001
Carrion Crow 146 10656 10.34 <0.001
Eurasian Nuthatch 447 94264 16.17 <0.001
Eurasian Green Woodpecker 214 20562 9.99 <0.001
Eurasian Blue Tit 171 12120 7.35 <0.001
Green Spotted Woodpecker 359 54227 11.14 <0.001
Great Tit 253 28703 10.85 <0.001
Stock Dove 69 2415 7.22 <0.001
Coal Tit 84 2564 3.47 <0.001

the amalgamated results across all species (W = 8457060.0, z = 44.64, p < 0.001) as well

as for the species-specific results (Table 4.1).

While not tested here, simply stacking the 6 channels may also improve signal-to-

noise ratio and yield increased BirdNET confidence with even more simple processing.

However, as shown in Fig. 4.2, doing so will include sounds from a greater number of

directions (in particular for the higher frequencies in which bird vocalisations typically lie),

which is likely to limit the confidence gain compared to the more directional beamforming

approach we adopted.

4.4.3 Discussion

This Sub-Project demonstrates potential for using beamforming with MAARU to improve

avian biodiversity monitoring with BirdNET. We note that while confidence scores are

not probabilities, a higher confidence has generally been found to correlate with higher

prediction accuracy for a wide range (over one thousand) of species [184]. This improve-

ment is likely down to the beamformed audio featuring a higher signal-to-noise ratio and

more closely resembling focal recordings.

In addition, while retaining the highest confidence score for predictions that appeared
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simultaneously in multiple streams of beamformed audio may appear to have biased these

results in favour of beamforming, we note that this approach bears some similarity to

methods that use multidirectional beamforming to identify source directions of arrival

prior to then beamforming in such directions to separate the sources [273,275,276]. Here,

the number of look directions is much reduced (only four), and the confidence score is a

proxy for determining the direction that is likely closest to the source direction.

4.5 Sub-Project 4: Beamforming in Directions of Eco-

logical Interest

In this final Sub-Project, we aimed to use knowledge of habitat and site structure to ex-

plore whether the benefits of beamforming established in the previous section could scale

to more ecologically relevant applications. Specifically, we investigate BirdNET predic-

tions from audio beamformed away from directional sources of noise (‘undesired classes’

like ‘engine’), towards sources of biophony (‘target’ classes), and towards neighbouring

but distinct sites along a land-use gradient.

4.5.1 Methods

We examined recordings from single days (up to 24 hr) within the deployments at the sites

in the UK and Malaysia described in Section 4.2.1, and two short-term semi-autonomous

recordings from Ithaca, NY, USA. The first Ithaca recording lasted ↔40 mins and was

taken on 14 May 2024 outside the Cornell Lab of Ornithology (US Site 1), facing Sap-

sucker Woods pond, which a flock of Canada Geese were wandering in and around. In

this deployment, a MAARU was mounted horizontally to a tripod without any weather-

proofing. The second is a ↔3 hr recording from 14 June 2024 taken with MAARU in the

weatherproofing described in Section 4.2.1 (minus the outer metal mesh over the micro-

phone holes), attached vertically to a tree next to a path and small pond deeper within

the Sapsucker Woods (US Site 2). Green Frogs (Lithobates clamitans) were present and

vocally active in this small pond (and potentially around it). In both US recordings, a 16

kHz sampling rate and on-device compression to FLAC were used.

For all recordings, we performed time-delay beamforming using the ‘Phased Array

toolbox’ in MATLAB (version 2024a). We used all six of MAARU’s microphones for
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all sites except UK Site 2, where two microphones were damaged prior to deployment.

For this site, we explored beamforming with the subsets of three and four microphones

analysed in Section 4.3. For each site, we steered the array in one or more directions to

explore various applications of beamforming, as detailed in Table 4.2. We then passed the

beamformed recordings and omnidirectional audio from microphone 1 on MAARU’s array

to BirdNET, using location-specific species lists. Where necessary, we modified these lists

to include non-avian sound classes that BirdNET has also been trained to predict, such

as ‘Engine’, ‘Human Vocal’ and ‘Green Frog (L. clamitans)’.

In the previous section we only analysed matching predictions in the omnidirectional

and beamformed audio. However, this approach omits predictions that occur only in

the beamformed or omnidirectional audio. Therefore, here we analysed all predictions

of species that were detected at least once in both the omnidirectional and beamformed

recordings (henceforth ‘common species’), irrespective of whether they occurred at the

same timestamp. We did this to test whether beamforming might increase the number

of vocalisations detected, for instance, by potentially amplifying bird calls that are too

quiet or excessively masked in the omnidirectional recording. We also took this approach

to examine whether the omnidirectional recording may comprise a diverse mixture of bird

calls from di!erent directions, revealing distinct habitat structure or land use.

To study how the prediction confidence of common species varied between omnidirec-

tional and beamformed audio, we compared species-specific average confidence scores. We

took this approach based on more recent advice that ‘while there is generally a positive

relationship between prediction accuracy and confidence score, the shape of this rela-

tionship varies across classes, making it important to evaluate the meaning of BirdNET

scores on a class-by-class [i.e., species-specific] basis.’ [184, p. 2]. These sets of species-

specific mean confidence scores were generally not normally distributed; therefore, we

present their median and interquartile range in the Results. In addition, given the above

guidance and diverse approaches to setting confidence thresholds across applications and

research questions, we compare the number of predictions and median species-specific

confidence scores for a range of confidence thresholds (0.25, 0.5, 0.75 and 0.9 as in Section

3.2.3 in the previous chapter).

For three sites (UK Site 2, US Site 2, Malaysia Logged Forest 3) where we beamformed

in multiple directions to attempt to distinguish habitat structure and land use, we also
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compared the number of predictions with confidence greater than 0.25 for all species

identified in each recording (not just common species). We adopted this approach to test

whether the di!erent directions correspond to di!erent bird communities.

Table 4.2: Details of beamforming strategy at each recording site for Sub-Project 4.
Classes marked ‘undesired’ refer to types of sound we aimed to minimise by beamforming
away from their prevailing source direction. Other classes correspond to target sources
of biophony we aimed to beamform towards. We investigate whether BirdNET predicts
target and undesired classes more or less frequently in beamformed versus omnidirectional
audio from their respective sites. Unless specified, beamforming directions correspond to
azimuth angles outlined in Section 4.3.1.

Site Name
and
Location

Recorder
Orientation

Beamforming
Direction(s)

Beamforming
Purpose

Target or
Undesired
Classes

UK Site 1
(Chickens) Vertical Right (to forest

patch)
Target sources
of biophony Avian species

UK Site 2
(Pond) Vertical

Left (to forest
patch),
Right (to
clearing)

Distinguish
distinct
neighbouring
land use

Avian species

UK Site 3
(Road) Vertical

Left (to forest
patch, away
from road)

Minimise sources
of masking or
noise

Engine
(undesired)

UK Site 4
(Bees) Vertical

Right (to clearing
and forest patch
beyond it,
away from road)

Minimise sources
of masking or
noise

Engine
(undesired)

US Site 1
(Geese) Horizontal North (to pond

with geese)

Target sources
of biophony
(species-specific)

Canada Goose

US Site 2
(Frog Pond) Vertical

Left-down (↓135°
azimuth, to
pond with frogs),
Up (to canopy)

Target sources
of biophony
(species-specific);
Reveal habitat
structure

Green Frog
(L. clamitans)

Malaysia
Oil Palm 1 Vertical

Right (to oil
palm, away from
anthropophony)

Minimise sources
of masking or
noise

Human vocal
(undesired)

Malaysia
Oil Palm 2 Vertical

Left (to oil
palm, away from
anthropophony)

Minimise sources
of masking or
noise

Human vocal
(undesired)

Malaysia
Logged
Forest 3

Horizontal

East
(to further
logged forest),
West (to old-
growth forest)

Distinguish
distinct
neighbouring
land use

Avian species
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For sites where we aimed to use beamforming to target or minimise sounds from specific

BirdNET classes (Table 4.2), we also listened to and manually inspected spectrograms of

omnidirectional and beamformed audio extracts to help elucidate the results. Specifically,

we inspected 60 min of audio from Malaysia Oil Palm 1, 60 min across UK Sites 3

and 4, and the full recordings of US Sites 1 (↔40 min) and 2 (↔3 hr). Spectrograms

were primarily inspected in the digital audio workstation software, Audacity, and were

calculated and plotted for shorter example extracts in MATLAB (version 2024a) using

the ‘pspectrum’ function with 0.05 s Kaiser windows, 10% overlap, 0.7 leakage and 1024

Discrete Fourier Transform points.

4.5.2 Results

Increase in Multi-taxa Prediction Counts

Across most sites and confidence thresholds, BirdNET returned more predictions for

beamformed audio than omnidirectional audio (Fig. 4.5).5 Interestingly, the most pro-

nounced exceptions to this trend occurred in sites where we beamformed in two distinct

directions. In UK Site 2, the omnidirectional recording returned more predictions than

both beamformed recordings for all but the highest confidence threshold. In Malaysia

Logged Forest 3, beamforming westwards towards old-growth forest always returned the

most predictions, while beamforming eastwards to further logged forest always returned

the least, with fewer predictions than the omnidirectional audio. Di!erences in species-

specific average confidence were inconsistent but marginal between beamformed and om-

nidirectional audio. We also note pronounced di!erences in the scale of prediction counts

across biomes, with thousands of predictions returned for the UK sites over 24 hr, hun-

dreds of predictions for the USA sites with less than a few hours’ recording, and only

hundreds of predictions over 24 hr in Malaysia – despite Malaysia’s rainforests being

home to exceptionally high levels of biodiversity.

Specific Target and Undesired Classes

For the five sites where we aimed to beamform away from ‘undesired’ sounds or towards

specific target species (Table 4.2), we found that most sound classes were predicted more
5NB. these results do not include any ‘engine’ or ‘human vocal’ predictions, which are instead explored

in Fig. 4.6.
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frequently by BirdNET in the beamformed audio – including those we beamformed away

from (Fig. 4.6). The median confidence of target or undesired classes was also the same or

marginally lower after beamforming for all sites apart from Malaysia Oil Palm 1, where hu-

man vocal predictions for beamformed audio had slightly higher median confidence versus

omnidirectional audio. Inspection of spectrograms across all five sites revealed that beam-

forming suppressed a notable amount of noise present in the omnidirectional recordings

(likely a combination of recorder self-noise with some di!use background environmental

noise; Figs. 4.8, 4.9).

For UK Sites 3 and 4, inspecting spectrograms also revealed that a large proportion of

engine predictions (the majority in inspected extracts) corresponded to aircraft noise (Fig.

4.9). Some road tra"c was however correctly predicted by BirdNET – more so at UK

Site 4, as its closest road had heavier and more continual tra"c than UK Site 3. While

lower frequency tra"c noise had audibly similar loudness between the omnidirectional

and beamformed audio, higher-frequency sounds such as a car horn were notably quieter

after beamforming (Fig. 4.9).

Listening to recordings from Malaysia Oil Palm 1 revealed that most human vocal

predictions corresponded to music featuring singing played from a radio6. The music was

notably louder in the beamformed audio versus the omnidirectional audio. No human

vocal predictions were made in the omnidirectional or beamformed audio for site Malaysia

Oil Palm 2.

For US Site 1, manual inspection of spectrograms revealed BirdNET correctly identi-

fied a high proportion of Canada Goose vocalisations in the omnidirectional and beam-

formed audio, though several were masked by loud wind noise which was persistent

throughout both (owing to the lack of MAARU weatherproofing in this recording). Canada

Goose vocalisations were audibly and visually similar between the omnidirectional and

beamformed audio. A small number of other bird species’ calls (e.g., Red-winged Black-

bird and Common Grackle) were notably louder and only predicted in the omnidirectional

recording.

Only Green Frog predictions at US Site 2 were more numerous in the omnidirectional

audio (29 predictions) than audio beamformed towards the pond they were observed

in (left-downwards, i.e., ↓135° azimuth; 27 predictions). The highest number of Green
6Some brief passages contained distinctive radio-like crackle/noise.
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Frog predictions was returned when beamforming in an upward direction (bottom right

panel, Fig. 4.7, 34 predictions). All Green Frog predictions across the omnidirectional

and beamformed audio fell within two ↔7 minute periods in the recordings (13m:27s–

20m:18s and 02h:20m:39s–02h:27m:18s). Manual inspection of spectrograms for these

periods confirmed that all Green Frog predictions were true positives, but revealed little

discernable di!erence between the omnidirectional and beamformed audio, apart from

less noise in the latter (Fig. 4.8). Green Frog vocalisations are short bursts (< 0.5 s) with

high intensity across a wide range of frequencies (roughly 0.4–3.5 kHz in our recordings)

that resemble the plucking of a string and were audibly almost indistinguishable between

the beamformed and omnidirectional audio, though spectrograms visually confirmed they

were slightly quieter in the beamformed recordings (Fig. 4.8). However, manual inspection

also revealed a low recall rate for Green Frog calls, as only a small proportion of those in

the recordings were detected by BirdNET.

Comparing Beamforming Directions

Within sites where we aimed to decompose habitat structure (US Site 2) or distinguish

distinct neighbouring land use (UK Site 2, Malaysia Logged Forest 3), di!erences in

the number of BirdNET predictions between beamformed and omnidirectional recordings

followed varied patterns for each site (Fig. 4.5). The large increase in predictions for the

westward direction (towards old-growth forest) at Malaysia Logged Forest 3 stems from

an increased number of Blue-eared Barbet and Sooty-capped Babbler predictions (Fig.

4.7, bottom left panel). The higher number of predictions in the omnidirectional audio

for UK Site 2 is driven primarily by European Robin, Stock Dove and Egyptian Goose

predictions (Fig. 4.7, top panel). For US Site 2, the slight increase in predictions from

the left-downward direction is attributable to increased Red-eyed Vireo predictions (Fig.

4.7, bottom right panel).

The number of predictions for species that were less frequently predicted by BirdNET

at UK Site 2 and Malaysia Logged Forest 3 reveal that several were unique to one beam-

forming direction and/or the omnidirectional audio (Figs. C.2, C.3). However, in most

cases these species were only predicted once. A smaller number of species were detected

in unique directions at US Site 2, given the shorter recording duration (Fig. C.4).
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Figure 4.5: Number of BirdNET predictions (bars) and median species-specific average
confidence (orange scatter plots) for all recording conditions (omnidirectional and beam-
formed) across all sites and confidence thresholds from 0.25 to 0.9. Triangles in scatter
plot are oriented in the beamforming direction. Orange error bars depict the interquar-
tile range of species-specific averages. Abbreviations for beamforming direction: Omni -
Omnidirectional; R - Right; L - Left (Left-downwards for US Site 2); N - North; E - East;
W - West.
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Figure 4.6: Number of BirdNET predictions above confidence 0.25 (bars) and median
prediction confidence (orange scatterplots) of individual classes to either be attenuated or
amplified via beamforming, for both omnidirectional and beamformed audio. Each panel
corresponds to a site where beamforming was intended to attenuate specific unwanted
noise (BirdNET’s ‘Engine’ or ‘Human Vocal’ classes), or amplify specific species (‘Canada
Goose’ and ‘Green Frog’). Note that the ‘Engine’ and ‘Human Vocal’ predictions are not
included in the overall results in Fig. 4.5, and Malaysia Oil Palm 2 is omitted here due
to a total lack of ‘Human Vocal’ predictions. Triangles in scatter plot are oriented in the
beamforming direction. Orange error bars depict the interquartile range of confidence
scores. Abbreviations for beamforming direction: Omni - Omnidirectional; R - Right; L
- Left (Left-downwards for US Site 2); N - North.
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Figure 4.7: Number of BirdNET predictions above confidence 0.25 for most commonly
predicted species in omnidirectional and beamformed audio at sites where beamforming
was used to attempt to decompose habitat structure (US Site 2) or distinguish neigh-
bouring sites of distinct land use. Abbreviations for beamforming direction: Omni -
Omnidirectional; R - Right; L - Left (Left-downwards for US Site 2); E - East; W - West.
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Figure 4.8: Spectrograms showing Green Frog (L. clamitans) vocalisations in 22 s extract
of omnidirectional and beamformed audio from US Site 2, recorded with MAARU oriented
vertically. The orange boxes on the left hand side highlight Green Frog vocalisations that
were correctly predicted by BirdNET in all three recordings. (BirdNET makes predictions
on 3 s segments of audio, which were set to not overlap in this study, so the 6 s span
of these orange boxes corresponds to two consecutive BirdNET predictions.) A number
of additional Green Frog vocalisations that can be seen in the spectrograms were missed
by BirdNET in all three recordings. The yellow boxes on the right hand side highlight
bird calls that were also missed by BirdNET in all three recordings. The Green Frog
vocalisations and bird calls are all quieter in the beamformed recordings compared to the
omnidirectional recording, though the di!erence was not audible. However, the notable
reduction in noise in the beamformed recordings (darker spectrogram backgrounds) was
both visually and audibly perceptible. The x-axis tick labels denote the time into the ↔3
hr recording that the extract corresponds to. The spectrograms are cropped to 0-6 kHz
on the y-axes for clearer visualisation. Az: Azimuth.
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Figure 4.9: Spectrograms showing road tra"c and aircraft noise in short extracts of
omnidirectional and beamformed audio from UK Site 3, recorded with MAARU oriented
vertically. The green boxes and accompanying text denote aircraft noise that mostly sat
between 300-600 Hz (left column), a loud accelerating road vehicle with most of its sound
power below 200 Hz (left column), and a car horn that spanned a wider range of frequencies
(right column). BirdNET returned an ‘engine’ prediction for the 3 s between 13:36-13:39
(left column) in both the omnidirectional and beamformed audio, though it is ambiguous
whether this corresponds to the aircraft or vehicle noise, or both. The aircraft and vehicle
noise were audibly indistinguishable between the omnidirectional and beamformed audio,
though the spectrograms show slightly less power for the upper aircraft frequencies in
the beamformed audio. The car horn (right column) was not predicted by BirdNET but
was notably quieter in the beamformed recording, likely because beamforming has greater
directivity for higher frequencies. Background noise was audibly and visually lower in the
beamformed extracts (darker spectrogram backgrounds). The x-axis tick labels denote
the time into the 20 min MAARU recording that the extracts correspond to, which started
at 17h:01:37s in the day. The spectrograms are cropped on the y-axes and power values
are mapped to a coarse colour gradient for clearer visualisation. Az: Azimuth.
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4.5.3 Discussion

Increase in Multi-taxa Prediction Counts

The increases in BirdNET prediction counts for beamformed audio were sometimes rela-

tively small (Fig. 4.5), in part because the omnidirectional audio will have also contained

calls from outside the look direction. The beamformed and omnidirectional recordings

also likely shared a number of matching predictions. Given that beamforming increased

the confidence of matching predictions in Sub-Project 3, the absence of notable increases

in confidence here suggests that additional predictions in the beamformed audio may cor-

respond to vocalisations from further afield in the look direction that were too quiet to be

detected in the omnidirectional recording. Moreover, increases in beamformed prediction

counts were typically largest at the lowest confidence threshold. While these additional

beamforming predictions might represent more distant birds, they are likely to be less

accurate for many species given their lower confidence scores [184], and should thus be

interpreted with caution.

Regional discrepancies in the scale of prediction counts may reflect biases in BirdNET’s

training data [146] from public wildlife sound repositories, Xeno-Canto and the Macaulay

Library. Indeed, BirdNET was first trained on North American and European avian

species [167] before expanding to other regions, and existing studies applying BirdNET

to global data remarked it predicts fewer species for tropical regions (e.g., [172]).

Specific Target and Undesired Classes

While it was surprising that BirdNET predicted undesired ‘engine’ and ‘human vocal’

sound classes more frequently in recordings beamformed away from them (Fig. 4.6), the

general increase in predictions for beamformed audio likely stems primarily from the no-

table decrease in background noise when beamforming (Figs. 4.8, 4.9). This will have

led to an improved signal-to-noise ratio for sounds from all directions, including those

partially attenuated by beamforming. Moreover, road vehicle and aircraft engine noise

at UK Sites 3 and 4 predominantly contained frequencies below 1 kHz (in line with prior

literature for road tra"c [284]), for which MAARU’s directivity pattern is not particularly

directional after steering (Fig. 4.2). This explains the similar loudness of these sounds

between omnidirectional and beamformed recordings. However, the attenuation of higher
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pitched sounds associated with road vehicles and aircraft (e.g., upper aircraft frequen-

cies and car horn in Fig. 4.9) indicates that beamforming was e!ectively steering away

from these sources for higher frequencies. In Malaysia Oil Palm 1, the increased number

and median confidence of human vocal predictions when beamforming away from human

settlements and towards oil palm plantations appeared to stem from human activity in

the plantations themselves. Specifically, human vocal predictions corresponded to music

containing vocals from a radio that was louder when beamforming to the plantations.

Though small, the increase in Canada Goose predictions for beamformed audio was

expected. The increase was most likely slight because many geese were in close proximity

(up to tens of meters) to the recorder, and thus equally detectable in the omnidirectional

and beamformed audio, while wind noise that remained prevalent in both masked a sim-

ilar proportion of calls. The decrease in median beamforming confidence again suggests

beamforming captured more distant vocalisations in the look direction. Both this and the

attenuation of bird calls from other directions7 reinforce that beamforming is e!ective at

steering MAARU’s recordings for higher frequencies.

The results for Green Frog predictions initially appeared perplexing, with a higher

number of predictions in the omnidirectional audio than audio beamformed towards the

pond they were observed in, and the highest for audio beamformed upwards. Green

Frogs are not known to climb, but do forage in land with high vegetation density and

leaf litter near the bodies of water they inhabit [285,286]. A plausible explanation could

thus have been that vocally-active frogs foraging around the pond were picked up in the

omnidirectional audio and that beamforming upwards captured reflections of all calls from

the canopy [182]. However, these prediction count discrepancies should be interpreted

with caution given that Green Frog calls were present and spectrally similar across the

omnidirectional and beamformed recordings and that di!erences between the BirdNET

prediction counts were small relative to the number of missed calls. In reality, BirdNET’s

Green Frog predictions were comparable – with similarly poor recall – across the US

Site 2 recordings. The low recall for Green Frog predictions may also be reflective of

BirdNET’s limited training on anurans and other non-avian species [167]8, while the small

di!erences in predictions may have arisen from the subtle, inaudible di!erences between
7For instance, the attenuated Red-Winged Blackbird and Common Grackle were likely at nearby

feeders and trees west of MAARU, relative to its coordinate system (Section 4.3.1).
8Though the model has been updated to include more non-avian classes since its initial training – see

https://birdnet-team.github.io/BirdNET-Analyzer/models.html
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the omnidirectional and beamformed recordings.

Comparing Beamforming Directions

Using beamforming to distinguish neighbouring land use appears to have been more suc-

cessful in Malaysia Logged Forest 3 than UK Site 2, given the former’s more distinct

prediction counts for di!erent beamforming directions across confidence thresholds and

for various individual species (Fig. 4.5, 4.7). This is perhaps unsurprising, given Malaysia

Logged Forest 3 is surrounded by a much vaster expanse of natural habitat comprised of

two larger and more distinct types of land use – old-growth and logged forest – than UK

Site 2. In general, all UK sites were much more heterogeneous over a smaller spatial scale

than the Malaysia sites, comprising localised patches of di!erent vegetation and land-use

types. Moreover, Silwood Park is surrounded by roads – including a major ‘A’ road to its

south – with tra"c that would likely mask biophony from further afield.

Nonetheless, it is promising to see that beamforming at Malaysia Logged Forest 3

reflected patterns reported elsewhere [287] of higher biodiversity (meaning here both more

BirdNET predictions, per Fig. 4.7, and more species detected, per Fig. C.3) from the

direction of old-growth forest compared to the direction of further logged forest. As

noted for other sites, the higher species counts for omnidirectional over logged-forest-

oriented audio likely arise from the omnidirectional recording containing sounds from

both directions. Further, the consistently lower median species-specific average confidence

for the old-growth beamforming direction (Fig. 4.7) may also be indicative of quieter

vocalisations from further within intact forest being captured.

The lack of such distinct directional patterns for UK Site 2 (Fig. 4.7) most likely

stems from the use of four microphones for beamforming (configured as in Fig. 4.2),

caused by the failure of two microphones on this particular MAARU. As shown in Fig.

4.2, using these four microphones introduces much more pronounced side lobes with time-

delay beamforming, especially for frequencies above 4 kHz, which are impacted by spatial

aliasing (Section 4.3.1). As such, many directions around the array – corresponding to the

main lobe and side lobes in Fig. 4.2 – will have been captured when beamforming to either

look direction. The omnidirectional recording nonetheless returned more predictions than

beamforming with four microphones (Fig. 4.5, 4.7), perhaps because callers were present

at directions still attenuated in the beamforming power pattern. This is corroborated by
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BirdNET returning more predictions on audio beamformed with the three microphone

subset shown in Fig. 4.2, which is even less directional. In particular, beamforming with

these three microphones in a 0° azimuth look direction produces side lobes with greater

power at 30° (8 kHz), ↔40° (6 kHz), ↔60° (4 kHz) and 90° (8 kHz) azimuth. When

beamforming rightwards (180° azimuth), this pattern will be mirrored and correspond

roughly to directions facing the forest patch canopy. This may explain why beamforming

rightwards (180° azimuth) with three microphones returned the most BirdNET predictions

at UK Site 2, both overall across confidence thresholds (Fig. C.1) and for a number of

specific species (Fig. C.5).

4.6 Outlook and Conclusions

In this chapter, we have taken steps towards the e"cient, long-term autonomous spa-

tial monitoring of biodiversity using multichannel acoustic recording and beamforming

to decompose complex soundscapes. We first iteratively redesigned and field tested the

weatherproofing of MAARU, to improve its robustness to extended environmental expo-

sure. Our final iteration balances o!-the-shelf and 3D-printed components, is low-cost,

provides easier access to internal components, and is more resistant to animal and insect

interference. However, our final deployments encountered other failure modes involving

water ingress and under-powering. We thus shared recommendations such as sheltering

the devices or deploying them upside down and using 100 W panels for 24/7 monitoring,

ensuring future deployments can gather data for months or longer.

We then evaluated the performance of simple, directionally-static beamforming with

MAARU in theory and in practice, relating the impact of beamforming on bird call clas-

sification to array layout and geometry. We found that beamforming can boost biophonic

signals, typically returning more confident and/or numerous BirdNET predictions than

omnidirectional recordings across diverse taxa and regions from tropical to temperate

forests. This likely stems from beamformed audio featuring a higher signal-to-noise ra-

tio, more closely resembling the focal recordings BirdNET was trained on, and potentially

capturing more distant vocalisations while attenuating higher frequency sounds from some

non-target directions. We have also shown potential for distinguishing habitat structure

and di!erences in bird community composition between neighbouring sites, with par-
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ticularly promising results near the edge of old-growth and logged forest in Malaysian

Borneo.

However, our more surprising findings point to imperfections in both MAARU and

directionally-static time-delay beamforming as tools for spatial filtering. These imper-

fections limit the extent to which soundscapes can be cleanly decomposed into separate

spatial segments. As such, beamforming’s main advantages at present are its enhanced

signal-to-noise ratio and focal-like nature. Immediate next steps should further probe our

results by comparing more spectra of omnidirectional and beamformed audio across our

recordings, and using acoustic indices and deep learning model embeddings to explore the

extent to which beamforming in di!erent directions is capturing distinct subsets of sound-

scapes. It would be particularly interesting, for instance, to investigate whether model

embeddings from beamformed audio form sub-clusters of the omnidirectional recordings’

embeddings.

Spatially segmenting soundscapes is nonetheless possible, but requires careful consider-

ation of the landscape, recorder properties and deployment strategy, including how micro-

phone array configuration shapes beamforming directivity. Future work should explore

directionally adaptive beamforming techniques as well as other ways that directionally

static beamforming could be enhanced, for instance with optimum beamforming strate-

gies or integration with monophonic source separation techniques. The latter could reduce

data loads via on-device directionally static beamforming that captures sounds from a few

salient directions, while still allowing for more fine-grained source identification in each

look direction via monophonic source separation on the server side. Future innovations

are also required in fundamental aspects of hardware and software that currently limit

scalability across the full recording and processing pipeline, such as more e"cient solar

panels and microprocessors, cheaper arrays with more microphones, and more lightweight

techniques for optimum and/or directionally adaptive beamforming. Combining such in-

novations could allow the spatial composition of soundscapes to become a key focus of

the automated passive acoustic monitoring of ecosystems.
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Chapter 5

Multimodal assessment of tropical

rainforest resilience loss

Summary

1. Climate change and human activity are eroding tropical rainforest re-

silience, risking tipping points of mass forest dieback towards savannah-

like or treeless states. Here, we explore satellite and acoustic data for

early warning signals (EWSs) of rainforest tipping points.

2. We first extend a close analysis of tipping point EWSs in satellite-sensed

vegetation from the Amazon to Borneo, revealing resilience loss manifest

as critical slowing down of recovery from perturbation. Specifically, we

examine spatiotemporal patterns in rising lag-1 autocorrelation (AC(1))

and variance to assess whether, when and where vegetation resilience loss

accelerated in Borneo, and how these patterns relate to climate, human

activity and animal biodiversity. We find Bornean rainforests lost re-

silience over 1991–2016, with a marked acceleration from a breakpoint in

↔2004. Resilience loss accelerated earlier in subregions with higher hu-

man footprint, and was more severe in subregions with lower precipitation

and higher human footprint before the breakpoint. Post-breakpoint, re-

silience loss was stronger in wetter and less biodiverse areas. We also un-

cover the apparent reallocation of resilience loss post-breakpoint to areas

that lost less resilience pre-breakpoint. Climate and bird and mammal
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richness appear to have contributed to this pattern most.

3. We then explore calculating EWSs in acoustic descriptors of sound-pro-

ducing biodiversity as a potential route to gain further insight into the

relationship between animal biodiversity and vegetation resilience. We

examine lag-1 autocorrelation and variance in acoustic indices extracted

from recordings over a two-year period in the Amazon and along a land-

use gradient in Borneo. We find that larger scale data is needed to conclu-

sively determine whether critical slowing down manifests in soundscapes.

However, we see some potential in using EWSs to capture changes to

fluctuations in acoustic data at various temporal scales. Further, we find

nascent evidence of slower vocal biodiversity dynamics in logged versus

old-growth forest in Borneo.

4. Overall, our results provide enhanced evidence of Bornean rainforest

resilience loss and its potential drivers, underscoring the urgent need

for ecological conservation and climate change mitigation in Borneo and

worldwide.

5.1 Introduction

Tropical rainforests are essential for global biodiversity and ecosystem services, supporting

over two-thirds of the world’s terrestrial biodiversity and providing critical functions in

climate regulation, water cycling, and carbon sequestration [288–292]. However, over

the past few decades, tropical regions have experienced some of the most severe forest

loss [293,294]. Borneo has lost considerable forest to drought, fire, deforestation, and other

pressures [293–297], and there is mounting evidence that climate and land-use change

are driving tropical forests towards abrupt fold bifurcation tipping points (Section 2.1.1;

Fig. 2.1b,d,f) involving mass forest dieback towards alternative savannah-like or treeless

states [62–64, 84, 113]. The threat of such tipping points is alarming as they can be

di"cult to reverse and their approach cannot be inferred from gradual changes to the

mean state of the system alone [74, 83, 190]. In this chapter, we build on existing work

using generic EWSs to track systemic declines in tropical rainforest resilience by adopting

a multimodal approach. We first analyse spatiotemporal patterns and possible drivers
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of vegetation resilience loss in Borneo using satellite data. We then explore acoustic

recordings from the Amazon and Borneo for tipping point EWSs to probe the resilience

of soniferous rainforest biodiversity at various temporal scales.

We view tropical forest ecosystems as complex dynamical systems with savannah and

treeless states as alternative attractors, and interpret resilience loss as a declining capacity

to withstand disturbance, exhibited as the critical slowing down of recovery from pertur-

bation, as outlined in Chapter 2. We focus on generic statistical EWSs of tipping points,

namely variance and autocorrelation (specifically, AC(1)), that detect signatures of criti-

cal slowing down in a system’s fluctuations about its long-term mean. These archetypal

EWSs have been used to track the resilience of forests and the biosphere at large in decades

of high-resolution satellite vegetation data (e.g., biomass, water content [84,113]). While

this work has revealed worrying global trends in forest resilience loss, more detailed anal-

yses, such as identifying potential drivers of resilience loss [62] and examining alternative

stable states empirically [63, 64], have focussed primarily on the Amazon rainforest. Us-

ing over 20 years’ satellite vegetation data, Boulton et al. [62] revealed a marked loss of

Amazon rainforest resilience from the early 2000s, with faster loss (i.e., more consistent

rises in AC(1) and variance) in regions with lower mean annual precipitation and greater

proximity to human activity.

Existing studies have mostly focussed on relating observations of resilience loss to

climate and human pressures, given that declining precipitation, deforestation and fire are

understood to be key drivers of self-propelling dieback in tropical rainforests [63,64] (see

Section 1.1.3). However, internal ecological drivers, particularly biodiversity, have received

less attention. The relationship between organisms and their environment is a cornerstone

of ecology and the impact of biodiversity on ecosystem stability has been researched for

decades (e.g., [218, 298, 299]). Indeed, one of the first examples of a fold bifurcation in

ecology was in a model of a grazing system [98, 99]. However, most studies on the role

of biodiversity for ecosystem resilience have focussed on community-level processes and

interactions [300–302] and the impact of functional diversity in mitigating tipping points

to alternative states within various animal, fish and plant communities [70]. Relatively

little work has empirically studied whether and how animal and insect biodiversity relate

to nonlinear dynamical system models of rainforest vegetation. Prominent researchers in

this space have, however, called for further research assessing the reciprocal interaction
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between the dynamics of population traits and large-scale ecosystem regime shifts [303].

Other work has also explored whether EWSs of population collapse emerge for various taxa

along a gradient of tropical forest loss [111]. Importantly, Flores and Holmgren [304] found

that Amazonian floodplains’ low resilience [305] and inability to recover from multiple fires

may partly be driven by burnt floodplains’ low tree cover failing to attract frugivores such

as birds and mammals, which limits seed arrival and thus prevents forest regrowth. Given

animal biodiversity’s fundamental role in ecosystem function, we posit that even if animal

populations do not exhibit fold bifurcations as rainforests tip into savannah, they may still

experience resilience loss including critical slowing down as vegetation nears its threshold

for mass dieback.

As discussed in prior chapters, acoustics can be particularly e!ective for monitor-

ing biodiversity and ecosystem health at many levels [13,14]. In the context of resilience,

acoustic monitoring has primarily been used to study the recovery of soniferous species and

vocal communities from large-scale disturbances such as fires and hurricanes [26,132,184].

This has allowed for communities’ resistance and recovery to large perturbations to be di-

rectly estimated (e.g., [132]). Furthermore, we know that anthropogenic pressures, natural

habitat destruction and associated biodiversity declines are causing natural soundscapes

to fall silent and change in their composition and temporal structure [26, 27]. However,

soundscapes have yet to be analysed for long-term signs of critical slowing down, which

could reveal a progressive loss of resilience in soniferous populations’ recovery from contin-

ual small perturbations and stochastic noise, rather than their response to isolated large

disturbances. Changes to soundscapes’ content and resilience-related statistical properties

(e.g., variance and AC(1)) across di!erent temporal scales may thus reveal how various

subsystems and communities that make up complex ecosystems are losing resilience. In-

deed, prior research using acoustics to measure ecological community responses to major

disturbance (a hurricane) called for soundscape variability to be studied as an indicator

of ecosystem disturbance and potential warning of regime shifts [132].

Here, we extend the methods used by Boulton et al. [62, 306] to quantify changes in

Amazon rainforest resilience to Borneo. We measure the AC(1) and variance of satellite-

sensed vegetation data for Borneo – incorporating recent advice on aggregating satellite

data with sensor shifts [190] – and use breakpoint regression to provide additional quanti-

tative metrics for the timing of changes in these EWSs’ trends. We also consider a broader
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set of regional factors that may be driving rainforest resilience loss – precipitation, tem-

perature, human activity and animal biodiversity – and compare their associations with

resilience change before versus after the breakpoint. With this satellite-based assessment

of resilience as our backbone, we then explore whether rising AC(1) and variance manifest

at di!erent temporal scales in acoustic biodiversity indices from soundscape recordings of

the Amazon and Borneo. Specifically, we look for the critical slowing down of acoustic

indices’ diel fluctuations (i.e., fluctuations over 24 hr) in the Amazon and their intra-

diurnal fluctuations (i.e., short fluctuations within the daytime) in Borneo. This serves

as an initial exploration into applying the framework for acoustically monitoring ecosys-

tem tipping points we outlined in Chapter 2. We evaluate our findings in relation to

this framework in the Discussion (Section 5.4.3). Through our analysis, we provide more

detailed insight into patterns of resilience loss in Bornean rainforest and the factors as-

sociated with it. We also expand the early-warning toolkit for critical transitions, to:

(i) explicitly quantify the timing and magnitude of resilience loss; and, (ii) potentially

complement satellite data with acoustic recordings to anticipate ecosystem tipping points

and better understand their drivers, including biodiversity.

5.2 Materials and Methods

5.2.1 Satellite Data Analysis

Datasets and Pre-processing

For our satellite-based analyses, we defined the geographical extent of Borneo (7°N to

4°S, 108°E to 119°E) by integrating shapefiles of Malaysia, Brunei, and Indonesia from

the GADM database version 4.11. To identify the intact rainforest of Borneo as our study

area, we applied filters to the International Geosphere-Biosphere Programme (IGBP)

Moderate Resolution Imaging Spectroradiometer (MODIS) land cover dataset MCD12C1

v061 [307]. We selected grid cells where evergreen broadleaf forest cover was ↑ 80% in

2001 and excluded any cells containing human land use (built-up, croplands, or vegetation

mosaics > 0%; [62]).

To evaluate the resilience of intact Bornean rainforest, we used Vegetation Optical

Depth (VOD) data from the Vegetation Optical Depth Climate Archive (VODCA) [308].
1https://gadm.org/data.html, accessed 17 November 2023.
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Compared to optical remote sensing vegetation products, such as the Normalized Dif-

ference Vegetation Index (NDVI), passive microwave-derived VOD o!ers high sensitiv-

ity to high biomass levels, and the capability to perform under cloud cover, making it

particularly suitable for tropical forest analysis [309–311]. VOD products with shorter

wavelengths are more sensitive to leaf moisture content and better reflect changes in veg-

etation resilience, but are less influenced by stem biomass and soil moisture [308,312,313].

The Ku-band of VODCA was selected because it is the shortest wavelength band of the

dataset, while providing the longest time span of short wavelength products by combining

multiple sensors [308,312].

To explore factors that may a!ect resilience change, we considered three perspectives:

climate, human activity, and biodiversity. For climate, we focussed on precipitation and

temperature, sourced from the monthly average precipitation data of the Climate Hazards

Center InfraRed Precipitation with Station data (CHIRPS) v2.0 dataset [314] and the fifth

generation of European ReAnalysis (ERA5) Land monthly average 2 m air temperature

dataset [315], respectively. Impacts of human activity were assessed using human footprint

data from the database described by Mu et al. [316], which provides a global measure of

human pressure on the environment based on eight variables, including human population

density, proximity to roads, and levels of built environment and nighttime light. Areas

with values below 1 are interpreted to be wilderness, those between 1 and 4 are deemed

intact, and those over 4 are deemed modified (values may be as high as 50). To explore

the relationship between animal biodiversity and rainforest resilience, we utilised animal

species richness data from the International Union for Conservation of Nature (IUCN)

Red List version 2022-2 [317], including four taxa (amphibians, birds, mammals, and

reptiles).

Preliminary exploration of the data highlighted significant fluctuations in the first three

years of VODCA data, which were also reported in [62]. Therefore, we also restricted our

analysis to 1991–2016. The land cover dataset was only available from 2001 and was used

up to 2016 to match the study period. We adopted a 0.25° × 0.25° spatial resolution,

matching that of the VOD data (the coarsest dataset we examined) and unified the data

under the WGS 1984 geographic reference system. We then aggregated data with di!erent

collection frequencies to the required analysis scale and cropped all data into the study

area using the package terra [318] from R (v. 4.4.1; [319]).
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Generation of Resilience Indicators for Satellite Data

We used the VOD time series to estimate the resilience indicators, AC(1) and variance.

We first applied the seasonal and trend decomposition using Locally estimated scatterplot

smoothing (Loess) to remove the long-term trends and seasonal fluctuations from the VOD

data [320], in order to obtain a stationary time series of fluctuations in the system state,

caused by small perturbations and noise [189, 321]. We used the ‘stl()’ function in R

(v.4.5.0; [319]) to decompose the time series in each grid cell (using the ‘periodic’ option

for seasonal windows), retaining the residuals for subsequent analysis [62].

AC(1) was calculated by fitting an order 1 autoregressive model [107]:

xt+1 = φ1xt + ↼t (5.1)

fit using ordinary least squares with Gaussian random error ↼t. This formula does not

include an intercept because the model’s analysis was performed on detrended residuals

with a mean of zero.

We calculated resilience indicators over a 5-yr (60-month) monthly sliding window,

creating a new time series from July 1993 to July 2014. Importantly, to calculate overall

resilience indicators for the entirety of Borneo, we first spatially averaged the VOD time

series and then computed resilience indicators on the mean VOD time series. This order

of operations has proven more e!ective in reducing bias, especially that which arises

from mixing sensors, compared to averaging resilience indicators computed for each grid

cell [190]. To explore the spatial variation of resilience loss across Borneo, we calculated

the resilience indicators for each grid cell following the same sliding window approach.

Previous work has shown that AC(1) is a more robust indicator when analysing re-

silience [189, 322], especially as variance is more susceptible to noise in ecosystem data

and changes in environmental perturbations, hence we focus primarily on AC(1) in our

analyses. However, Smith et al. [190] recently highlighted that combining data from dif-

ferent sensors, as with VODCA, may also contribute to a rise in autocorrelation. They

also note that combined sensor data may bias AC(1) and variance toward negative cor-

relation with one another, whereas actual resilience loss should yield increases in both

AC(1) and variance [62, 190]. Therefore, we mainly employ variance as a supplementary

metric to validate that the increases in AC(1) are likely due to resilience loss. To further
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examine the potential influence of satellite sensor transitions on the VODCA products,

we incorporated the timing of these shifts into the mean AC(1) series and compared these

with the breakpoint (Fig. D.1).

Metrics of Resilience for Satellite Data

A Bayesian changepoint detection algorithm was used to reveal when trends in resilience

changed (i.e., the breakpoint), employing the package ‘mcp’ (v.0.3.4; [323]). We used

Kendall’s ω non-parametric rank correlation coe"cient to assess the consistency of

changes in the AC(1) time series for the full, pre- and post-breakpoint study periods.

Kendall’s ϑ returns values of 1 for a consistently increasing series, -1 for a consistently

decreasing series, and 0 when there is no overall trend. To specifically examine the

magnitude of the rate of resilience loss around the breakpoint, we also extracted the

posterior mean slope values (henceforth, ‘slope’) of the linear segments before and after

the breakpoint. Within each segment, positive slope indicates resilience loss, negative

slope indicates resilience gain and larger absolute values denote a greater magnitude of

resilience change.

The p-value directly derived from the Kendall’s ϑ coe"cient may be inaccurate due

to its sensitivity to the autocorrelation characteristic inherent in time series data. There-

fore, following prior work, we employed a phase randomization procedure to generate

surrogate data to determine the significance of Kendall’s ϑ [62, 107, 324]. Specifically, we

performed a Fourier transform on the AC(1) time series, randomly permuted the phases,

and then applied an inverse Fourier transform, thereby maintaining the autocorrelation

and variance in the surrogate series [62, 325]. We performed this 100,000 times to create

a null model for assessing the significance of Kendall’s ϑ . The p-value was determined by

calculating the proportion of surrogates that exhibit a higher Kendall’s ϑ value than that

observed in the actual series.

Correlates of Vegetation Resilience

To focus on changes in resilience and standardise the four factors we studied for asso-

ciations to Bornean rainforest resilience (mean annual precipitation, mean annual tem-

perature, human footprint and vertebrate species richness), we treated each factor as

constant. Factors with time-series data, such as precipitation and temperature, were thus
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averaged over the study period for subsequent analysis, allowing us to focus solely on the

spatial patterns in the factors and resilience change. We also assessed potential spatial

correlations between the factors by calculating their pairwise Spearman’s rank correlation

coe"cients (ϖ) (selected given several factors had non-normal distributions and could have

nonlinear relationships).

Building on previous work [62, 113], we explored the impact of these factors on re-

silience by ranking the grid cells across our study region according to their value for each

factor, and calculating the VOD AC(1) time series for sliding bands of 100 grid cells that

advanced through the ranked cells one cell at a time. The VOD AC(1) time series for each

band of 100 cells was calculated using the same order of operations as for the entirety of

Borneo (i.e., spatially averaging the VOD signals first, then calculating AC(1)). For each

band, we calculated our three resilience metrics (breakpoint, Kendall’s ϑ and slope) on

the corresponding AC(1) time series. This procedure reduces noise from other factors and

e!ectively reveals how our resilience metrics varied along spatial gradients of each factor.

Finally, we used Kendall’s ϑ to assess the tendency of correlations between the resilience

metrics and gradients of factors.

Robustness Tests

To test the robustness of the results, we estimated the AC(1) trend when varying the

evergreen broadleaf forest cover threshold to ↑ 60% and ↑ 90% (Figs. D.3, D.4). We

also varied the sliding window length used to calculate AC(1) to 30, 90, and 120 months

(Fig. D.5). For exploring the relationship between factors and resilience loss patterns, we

also used sliding bands of 50 grid cells (Figs. D.10, D.11).

5.2.2 Acoustic Data Analysis

To explore EWSs of rainforest tipping points in the acoustics domain, we examined various

temporal patterns in acoustic indices calculated on months of recordings collected over

a two-year period in the Amazon and one week of recordings along a land-use gradient

in Malaysian Borneo. We focussed on two prevalent acoustic indices typically used as

proxies of biodiversity (in particular of avian diversity): the acoustic complexity index

and the bioacoustic index (see Section 2.2.3 for technical background on each index).
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Recording Locations and Schedule

Recordings in the Amazon were gathered at the middle of three permanent 300 m transects

maintained by the Sustainable Amazon network [326] in terra firme forests near Santarém,

Belterra and Mojuí dos Campos (3.046°S, 54.947°W), Brazil. Soundscapes were recorded

semi-autonomously over a period of two years from January 2018 to December 2019 using

Frontier Labs bioacoustic recording units. The recorders were set to record one in every

10 mins, 24 hr/day, at 44.1 kHz sampling rate and 16-bit uncompressed WAV (waveform

audio format) recording. Around a quarter of files were lost due to technical failures.

After recording, the audio dataset was then cleaned to remove recordings with heavy rain

or other problematic sounds (e.g., issues with the recording hardware) prior to calculating

acoustic indices2. This left around two thirds of the full recording period available for

analysis.

In Borneo, recordings were captured autonomously during the MAARU deployments

described in Section 4.2.1. We identified a week-long period, 13-19 September 2024, during

which there was near-simultaneous recording in one of each of our land-use types (old-

growth forest, logged forest and oil palm plantations). Recordings in the replicate sites had

little to no overlap with this period owing to staggered deployments and recorder failure

(Section 4.2.1), hence they were not studied here. In old-growth forest, a smaller solar

panel was used, resulting in the recorder losing power overnight. Old-growth recordings

were thus mostly limited to around 07:30 to 20:30, resulting in 52% coverage of the

recording period. In logged forest, recordings were mostly captured for 24 hr/day, but

some files were lost due to a daily scheduled reboot at 02:00 interrupting recording. On

one day (17 September 2024), the logged forest recorder failed to record after rebooting3

and only streamed five 20 min files, resulting in around 85% coverage of the recording

period in logged forest overall. The oil palm units recorded 24 hr/day, losing a small

number of files on reboot with 98% coverage of the week.

In order to capture the full soundscape at each site, we extracted the omnidirectional

recording from MAARU’s upper left microphone. We did not perform any data cleaning,

given the short duration of the recording period and lack of data due to powering and

connectivity issues on certain days.
2Further details on the recording sites, setup and data cleaning are provided in [181].
3Either due to insu"cient power or a failure to re-establish an internet connection after rebooting and

a lack of onboard storage.
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Calculation of Early Warning Signals in Acoustic Indices

We opted to consider the acoustic complexity index and bioacoustic index as they have

previously been studied on these Amazon recordings and further recordings from the same

region4, revealing various correlations to animal [144] and insect [181] biodiversity. Both

studies noted stronger correlations between the bioacoustic index and di!erent aspects of

biodiversity, whereas the acoustic complexity index sometimes showed negative correla-

tions to avian biodiversity [144], in contrast to findings from prior literature [156–158].

However, these correlations were based on taxon-specific frequency ranges (3-10 kHz for

insects in [181] and 0.3-4 kHz for avian biodiversity [144]). Here, we examine the values

of the indices for a wider range of frequencies: 0.3-10 kHz for the Amazon and 0.3-8 kHz

(limited by the Nyquist frequency for MAARU’s 16 kHz sampling rate), to allow for a

wide range of taxa to be included [26] while reducing potential recorder self-noise below

300 Hz [144].

Procedure for Amazon Indices For the Amazon data, the acoustic complexity index

and bioacoustic index were calculated on the cleaned 1 min sound files using the sounde-

cology [256] package in R [319] (i.e., acoustic index window: 1 min; resolution: every 10

min, except when there were gaps in recording). To verify whether the indices followed

expected diel and seasonal trends, we calculated their average diel values at Brazil Site 1

for the full recording period at and for each month of the year. We then selected periods

of two weeks or more that contained gaps in data of no more than seven consecutive days,

in order to calculate EWSs on relatively continuous time series of reasonable duration.

Next, we averaged the indices to hourly resolution and imputed any gaps with the

mean value(s) for the missing hour(s) in the corresponding month. Recalling that a sys-

tem must be sampled more frequently than its return time to perturbation in order to

detect critical slowing down, we expect this hourly resolution to capture any changes to

the diel fluctuations of the indices. These changes may in turn be indicative of resilience

loss amongst soniferous biodiversity, especially given evidence that human disturbance

including logging and oil palm plantations are weakening temporal soundscape patterns

in Amazonian [26] and Bornean [27] rainforests. This hourly sampling rate could in theory

also capture changes in slower soundscape fluctuations that might reveal shifts in vegeta-
4Captured in primary, logged, burned and secondary forest using the same recording equipment (Fron-

tier Labs bioacoustics recording units).
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tion biomass, through the impact of vegetation on acoustic reflections (reverberation) at

each site [182], and because of the relationship between vegetation and animal and insect

biodiversity (e.g., through fruiting). This, however, will partly depend on the nature of

subsequent pre-processing, including detrending and the sliding window size [186].

We implemented Locally weighted scatterplot smoothing (Lowess) detrending5 in the

Python package ewstools [327]. Most long, near-continuous sections of data across the two-

year period were roughly several months in length, so after some initial experimentation

we used a Lowess span of two weeks (336 data points for hourly data). This preserved the

diel fluctuations in the data while reducing trends on the order of multiple weeks. Finally,

we calculated lag-1 autocorrelation6 and variance on two-week sliding windows advancing

hourly for each imputed section of data, and computed their Kendall’s ϑ values, using the

ewstools [327] Python package.

Procedure for Borneo Indices Given the Borneo recordings were comparatively

short-term and captured along a land-use gradient, we aimed to apply the same tipping

point EWSs to the acoustic indices to reveal any changes to fluctuations within diurnal

soundscape patterns in increasingly human-modified environments.

We used the scikit-maad (version 1.5.1) Python package to calculate the acoustic

complexity index and bioacoustic index for every 10 min period in the recordings from

each site (i.e., acoustic index window: 10 min; resolution: continuous except for gaps in

recording). Recordings sometimes spanned di!erent periods on di!erent days (see above).

Therefore, to obtain an average daily time series of 10 min resolution for each site, we

assigned the acoustic index values to regular 10 min intervals (i.e., 00:00, 00:10, etc.)

based on their start time (such that a value for e.g., 09:54 would be assigned to 09:50,

and so forth). We then found the mean value for each 10 min period of the day present

at each site, to obtain a representative diel time series of each index along the land-use

gradient7.
5A simplified version of the Loess detrending used for the satellite data.
6For the acoustic analyses, we calculate lag-1 autocorrelation directly, rather than fitting an order-1

autoregressive model and taking the coe"cient, as for the satellite data. The latter has been applied
both to vegetation satellite data [62] and other long time series of natural systems [107], motivating our
use of it for assessing Bornean rainforest vegetation resilience. However, it assumes that the detrended
windows of data are well-described by an order-1 autoregressive process (Section A.1.2). Given the more
exploratory nature of our acoustics results, and potential imperfections from the detrending method, span
and choice of window size, we opt to use functions that directly compute the correlation between a time
series and a lag-1 shifted copy of itself instead.

7While the reassignment of index values to regular 10 minute intervals could lead to up to a 9 min
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Since the old-growth forest recordings consistently only covered the daytime, we fo-

cussed on calculating EWSs over the period of 06:00 to 20:00 in the average diel time

series for each site. We then performed approximate detrending by subtracting from each

10 min index value the mean for the 3 hr period of the day it fell within. Hence, a value

for 09:50 would have the mean for 09:00-12:00 subtracted from it. Albeit less sophisti-

cated than the regression-based Lowess/Loess methods used in other parts of the study,

this simple approach has been explored in prior work [186] and is more appropriate given

the short-term nature of the Borneo recordings and clear diel patterns in the indices.

Lastly, we calculated variance and autocorrelation for each site on 3 hr windows that

advance hourly. Existing studies have specifically shown the loss of characteristic avian

choruses at dawn and dusk as a result of land-use change in tropical forests [26, 27]. We

therefore expect examining the dynamics of these shorter fluctuations within the diurnal

soundscape could yield insight into the stability of vocal activity patterns and resilience

of sound-producing biodiversity to minor disturbances within the day. In the results, we

present the mean values of the EWSs calculated over the average daily acoustic indices’

time series for each site.

Robustness Tests

To test the robustness of our acoustics results for the Amazon, we explored varying the

length of the sliding window the EWSs were calculated on to one week and four weeks. We

also recalculated the results with a two-week sliding window using linear interpolation in

the Python pandas package to fill gaps in the acoustic index data, rather than imputation

with mean values. Lastly, we recalculated the results for one of the sites (Brazil Site

1) using a two-week sliding window on the acoustic indices’ time series averaged down

to 6 hr resolution (with the window thus advancing in 6-hr increments), to still capture

diel trends but on a coarser dataset that might also capture longer-term fluctuations over

multiple days.

For the acoustics results for Borneo, we recomputed the EWSs on 10 min periods

using a 2 hr window advancing in 30 min increments and a 6 hr window advancing in 2

hr increments. We also recalculated the EWSs using the same 3 hr window advancing

discrepancy between a value’s actual start time and assigned bin, an error of this magnitude is unlikely
to occur frequently or make a notable impact on the averaged diel index time series (given the overall
diel trend for the indices).
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hourly as in the main text, but for the full averaged daily time series available for each

site and for acoustic indices calculated on the first of every 10 mins of recording between

06:00 and 20:00 for each site (i.e., acoustic index window: 1 min; resolution: every 10

min).

5.3 Results

5.3.1 Satellite-Sensed Vegetation Resilience

Throughout the study period for our satellite data analyses, there was an upward trend

in the mean AC(1) time series (Fig. 5.1), indicating a consistent reduction in rainforest

resilience. A breakpoint occurred around March 2004 (95% Credible Interval (CrI): July

Figure 5.1: Overall satellite-derived vegetation resilience changes in Bornean rainforest,
indicating consistent net resilience loss which accelerated from a breakpoint around March
2004. Mean Vegetation Optical Depth (VOD) lag-1 autocorrelation (AC(1)) time series
of the study area from July 1993 to July 2014, calculated on 5-yr monthly sliding windows
and plotted at the midpoint of each window. The red line represents the posterior mean
from a Bayesian breakpoint regression; the red dashed lines indicate the 95% credible
interval based on 50,000 posterior draws (10,000 iterations ↗ 5 chains). The vertical
dashed line indicates the posterior mean breakpoint, with the blue curve below showing
its posterior distribution. Kendall’s ϑ and associated p-values for the full record, pre-
breakpoint, and post-breakpoint periods are reported in the top left.
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2003–November 2004), after which the long-term upward trend became more pronounced

(Fig. 5.1, Table D.1a). The timing of the breakpoint fell within a 5-yr VOD window

that was potentially influenced by the additions of satellite sensors, AMSR-E (Advanced

Microwave Scanning Radiometer - Earth Observing System) and WindSat, but it lies

towards the end of this period and does not fully overlap with it (Fig. D.1). Further, we

note that the mean VOD AC(1) also increased during a period without sensor changes,

and sometimes decreased during periods with them, suggesting sensor changes are not the

main influence on the trends in AC(1). Analysis of VOD variance also revealed an upward

trend for the full and post-breakpoint time series (Fig. D.2). AC(1) and variance were

positively correlated (Table D.2a), indicating that the observed changes in these indicators

most likely reflect actual resilience loss (i.e., slowing down of fluctuations) [190].

Across Borneo, individual grid cells exhibited breakpoints around the same time as

that observed for the entire study area (mean: February 20048, SD: 3.78 yr; Fig. 5.2a).

Before the breakpoint, AC(1) increased in 52% of grid cells and across all grid cells the

average Kendall’s ϑ was 0.027 (SD: 0.47). After the breakpoint, AC(1) increased in 65%

of grid cells and the average upward trend was more pronounced, with a mean Kendall’s ϑ

of 0.19 (SD: 0.47; Fig. 5.2b,c). There was a similar shift in AC(1) slope: 51% of grid cells

exhibited a positive slope pre-breakpoint, rising to 67% post-breakpoint. Slope values

were also strongly correlated with Kendall’s ϑ (Fig. 5.2d,e, Table D.2a). Breakpoint

timing was only weakly related to resilience loss before and after the breakpoint (Table

D.2a). Notably, the consistency and magnitude of resilience loss in individual grid cells

were inversely correlated between the pre- and post-breakpoint periods (Table D.2a),

suggesting that areas that lost more resilience before the breakpoint went on to lose less

after it, and those that initially lost less resilience went on to lose more post-breakpoint.

These results were generally robust to varying broadleaf forest cover thresholds used

to determine the study area (Figs. D.3, D.4). For the overall trend, the AC(1) time series

showed a similar upward trend across thresholds (60%: Kendall’s ϑ = 0.71; 90%: Kendall’s

ϑ = 0.709; both p < 0.001; Figs. D.3a, D.4a). The lower 60% threshold produced a broader

breakpoint posterior with an earlier main peak, suggesting overall resilience loss in forest

including less intact areas may have accelerated from December 2000 (95% CrI: March
8Di!erent to the Borneo-wide results reported above, as those overall results involve spatially averaging

VOD before calculating AC(1) and variance, whereas here we are comparing the AC(1) of VOD time
series for individual grid cells (Section 5.2.1).
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1999–April 2004; Fig. D.3a). Increasing to 90% broadleaf cover yielded little change

relative to the 80% baseline (July 2004, 95% CrI: December 2003–February 2005; Fig.

D.4a). Spatially, the distribution of breakpoint timing and of pre- and post-breakpoint

resilience changes (Kendall’s ϑ and slope) remained similar (Figs. D.3b–f, D.4b–f). The

results were also robust to di!erent window lengths to estimate AC(1) (Fig. D.5).

For a more like-for-like comparison to the Amazon, we recalculated the VOD AC(1)

result from Boulton et al. [62] using our processing pipeline (Section 5.2.1). The AC(1)

time series for the Amazon still shows an increasing post-breakpoint trend (Fig. D.6,

Table D.1a), with breakpoint timing remaining around early 2000 (Table D.1b). Across

the Amazon, 82% of grid cells showed a change in their resilience trend later than the

change for the overall area (Fig. D.6b), possibly indicating di!erent mechanisms driving

resilience loss compared to Borneo, where most grid cells passed their breakpoint around

the same time as the aggregate area. The Amazon also showed apparent overall gains

in resilience (declining AC(1)) before its breakpoint, and the consistency and magnitude

of its resilience change were inversely correlated between the pre- and post-breakpoint

periods (Table D.2b). In contrast, data for Borneo show resilience loss throughout the

whole study period, though it accelerated post-breakpoint.
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Figure 5.2: Spatial patterns of vegetation resilience changes in Bornean rainforest. Each
panel shows a map of grid cells whose colours are related to the resilience metrics (break-
point, Kendall’s ϑ , slope) for the AC(1) time series of each individual cell. Vertical
histograms serve as colour legends showing frequency distribution of grid cells’ values.
Breakpoint dates indicate when resilience loss accelerated, while Kendall’s ϑ and slope
respectively indicate the consistency and magnitude of resilience change (positive values
indicate loss, see Section 5.2.1). (a) Map showing by how much the breakpoint date
of AC(1) time series for individual grid cells deviates from that of the aggregate area
(March 2004, Fig. 5.1). Positive values (coloured in red) show breakpoints after March
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2004, negative values (coloured in blue) show earlier breakpoints. (b–e) Maps of grid cells’
(b) pre-breakpoint Kendall’s ϑ , (c) post-breakpoint Kendall’s ϑ , (d) pre-breakpoint pos-
terior mean slope (yr-1), (e) post-breakpoint posterior mean slope (yr↓1). Note, Bayesian
quantities in (a), (d) and (e) are posterior means computed from 25,000 posterior draws
(5,000 iterations × 5 chains). For visualisation, in (d) and (e), values outside the plotting
range are constrained to the limits.

Figure 5.3: Relationship between vegetation resilience and potential influencing factors
(sliding band size = 100 cells). Rows correspond to di!erent resilience metrics (breakpoint
– timing of accelerated resilience loss; Kendall’s ϑ – consistency of resilience change; slope –
magnitude of resilience change; Section 5.2.1) and columns represent di!erent factors. (a,
e, i) Correlation between precipitation and the following resilience metrics calculated on
sliding bands of grid cells along a precipitation gradient (see Methods in Section 5.2.1):
(a) posterior mean breakpoint from Bayesian breakpoint regressions; (e) Kendall’s ϑ
(blue: pre-breakpoint; red: post-breakpoint); and (i) posterior mean slope (blue: pre-
breakpoint; red: post-breakpoint). The correlations between the resilience metrics and
factors are calculated using Kendall’s ϑ , which is reported with its p-values at the top
of each panel. Remaining panels: the same as (a, e, i), but for temperature (b, f, j),
human footprint (c, g, k) and animal species richness (d, h, l). Human footprint is a
composite metric of human pressure on the environment [316] and species richness data
are from the IUCN Red List [317]. Full sourcing and details for the factors are provided
in Section 5.2.1. In each panel, the values are plotted at the midpoint of each band.
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5.3.2 Correlates of Vegetation Resilience

The four factors we assessed for correlations to our resilience metrics (precipitation, tem-

perature, human footprint and animal species richness) had weak pairwise correlations

(Fig. D.7), reducing concerns about collinearity. Across all factors, breakpoint timing

showed little relationship to each factor, except for human footprint (Fig. 5.3a–d), while

the consistency and magnitude of resilience loss were generally higher after the break-

point (Fig. 5.3e–l). Areas with lower precipitation had slightly earlier breakpoints to

accelerated resilience loss (Fig. 5.3a). Drier regions were associated with more consistent

and stronger resilience loss before the breakpoint (blue points; Fig. 5.3e,i), but wetter

regions generally experienced more resilience loss after the breakpoint (red points; Fig.

5.3e,i). Temperature had an overall modest influence across metrics: breakpoints tended

to occur earlier in hotter areas (Fig. 5.3b). Hotter areas experienced less resilience loss

pre-breakpoint (blue points; Fig. 5.3f,j), but post-breakpoint associations between tem-

perature and the consistency and magnitude of resilience change were mixed (red points;

Fig. 5.3f,j). Interestingly, along both the precipitation and temperature gradients, pre-

and post-breakpoint values of consistency and magnitude were negatively correlated (Ta-

ble D.3a, Fig. 5.3e,f,i,j). In other words, the relationship between climate and resilience

seemed to invert post-breakpoint. As human footprint increased up to a value of 2 units,

areas exhibited earlier breakpoints, but the relationship between human footprint and

breakpoint timing was relatively flat beyond this (Fig. 5.3c). Areas with more intensive

human activity showed less consistent pre-breakpoint resilience loss (blue points; Fig.

5.3g) and lower magnitude resilience loss pre- and post-breakpoint (Fig. 5.3k).

For animal biodiversity, breakpoint timing (Fig. 5.3d) and pre-breakpoint resilience

change had inconsistent relationships to overall species richness (blue points; Fig. 5.3h,l).

However, post-breakpoint resilience loss was notably less consistent and pronounced in ar-

eas of high biodiversity after the breakpoint (red points, Fig. 5.3h,l). Individual taxa were

intercorrelated to varying degrees (Fig. D.8), but the overall patterns in Fig. 5.3d,h,l were

broadly consistent across groups (Fig. D.9). The overall trend of lower consistency and

magnitude resilience loss in high richness areas was less pronounced for amphibians (red

points; Fig. D.9e,i). Areas with high avian richness exhibited earlier breakpoints (Fig.

D.9b). Unlike the pattern for overall biodiversity, resilience loss was stronger in areas

of high avian richness and areas of high mammal richness (blue points; Fig. D.9f,j,g,k).
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Reptiles largely mirrored the overall pattern (Fig. D.9d,h,l). The resilience change met-

rics along the overall species richness gradient had weak or non-significant correlations

between their pre- and post-breakpoint values (Table D.3a). However, birds and mam-

mals exhibited strong inverse correlations in their pre- and post- values of both Kendall’s

ϑ and slope, whereas amphibians showed positive pre– versus post-breakpoint correlations

(Table D.3b). The above patterns across all factors and taxonomic groups were robust to

the choice of grid cell band size (Figs. D.10, D.11, Table D.3).

5.3.3 Nascent Early Warning Signals in Acoustic Data

Both acoustic indices exhibited diurnal trends that changed between seasons in the Ama-

zon (Fig. 5.4). On average, the acoustic complexity index had higher values in the daytime

(from 06:00 to 18:00) with a peak around 07:00, slightly after the dawn chorus. The bioa-

coustic index followed an inverse trend, with higher values at night – when insect activity

is highest – and a peak around 19:00, shortly after the dusk chorus. Across the day, the

acoustic complexity index tended to have higher values in March (mid rainy season) and

lower values in September (mid dry season). The opposite is again true of the bioacoustic

index, which had higher values in September than March. Howells et al. [181] revealed

broadly similar diurnal and seasonal patterns based on generalised additive models to

predict acoustic index values from this dataset (albeit for the 3-10 kHz range and with a

di!erent data-cleaning procedure). Their study found the acoustic complexity index was

highest in March and lowest in August, while the bioacoustic index was lowest in April

and highest in October.

We find no clear trend in the EWSs calculated on the Amazon acoustic indices (Fig.

5.5). However, within each months-long section of data, we see some degree of correla-

tion in AC(1) and variance for each index and between indices. This suggests that the

EWSs are likely capturing changes to fluctuations in the acoustic indices and that these

fluctuations change in a similar way for both the bioacoustic and the acoustic complexity

index, either due to the indices describing similar soniferous biodiversity or components of

biodiversity whose stabilities are evolving in a similar way. These results are generally ro-

bust to varying the sliding window length (although both the shorter one-week and longer

four-week windows we tried produced slightly noisier patterns in the EWSs; Figs. D.12,

D.13) and to using linear interpolation instead of imputation to fill gaps in the acoustic
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indices (though patterns in the EWSs were somewhat altered; Fig. D.14). Resampling the

acoustic indices for Brazil Site 1 to 6 hr resolution produced similarly inconclusive trends

in the EWSs overall (Fig. D.15), but their patterns were notably di!erent, with much

lower values of variance and AC(1) (including some negative AC(1) values). These di!er-

ent patterns at 6 hr resolution were themselves fairly robust to di!erent sliding window

lengths (Fig. D.15).

In Borneo, we find that the average diurnal autocorrelation increases from old-growth

to logged forest and is highest in oil palm for the acoustic complexity index (Table 5.1).

The average variance for the acoustic complexity index similarly increases slightly from

old-growth to logged forest, but is much lower for the oil palm plantation. This suggests

slower fluctuations – and therefore potentially slower recovery from disturbances on the

scale of minutes to hours – in soniferous biodiversity in logged versus old-growth forest.

However, for the bioacoustic index, the average AC(1) and variance were both highest in

the old-growth forest and lowest in logged forest, with only slightly higher values than

logged forest in the oil palm. These patterns were robust to using both shorter and

longer sliding windows and increments (Table D.4a, D.4b) and calculating the EWSs over

the full average daily time series available at each site (as opposed to just the common

06:00 to 20:00 period; Table D.4c). Calculating the acoustic indices on the first of every

10 mins (to match the methodology for the Amazon acoustic indices) produced similar

trends for the average variance, but the average autocorrelation progressively decreased

from old-growth forest to oil palm plantation for both acoustic indices (Table D.4d).
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Figure 5.4: Diurnal patterns (top panel) and seasonal distributions (bottom two panels)
of acoustic complexity and bioacoustic indices in recordings of the Amazon from Brazil
Site 1. The top panel shows the mean values of the acoustic complexity and bioacoustic
indices for every 10 min period of the day, based on the full recordings of Brazil Site 1.
Shaded areas show standard deviation. The bottom two panels show histograms of the
acoustic complexity (middle panel) and bioacoustic (bottom panel) indices for di!erent
periods of the day in March (blue bars) and September (yellow bars) 2018 and 2019,
alongside the mean and median for each month and time of day (dashed and dotted lines,
respectively; colour-matched to months). The histograms use relative occurrence (i.e.,
each bar is a proportion of total observations for its month and time of day) to better
compare seasons, as recording gaps meant some months had more data points than others.
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Figure 5.5: Early warning signals, lag-1 autocorrelation (AC(1); solid lines, left y-axis)
and variance (dotted lines, right y-axis) calculated on detrended acoustic complexity and
bioacoustic indices from recordings of the Brazilian Amazon using two-week windows ad-
vancing hourly (Section 5.2.2). Kendall’s ϑ correlation coe"cients indicate the consistency
of trends for each months-long segment of data.
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Table 5.1: Average values of early warning signals, lag-1 autocorrelation (AC(1)) and
variance, calculated on acoustic indices from recordings gathered along a land-use gradient
in Malaysian Borneo. The early warning signals are calculated on locally-detrended 3-hr-
long windows of the acoustic complexity and bioacoustic indices that advance hourly in
the daytime (Section 5.2.2). Abbreviations: Av - Average; Var - Variance.

Old Growth Logged Oil Palm
Av. AC(1) 0.410 0.462 0.605Acoustic Complexity Av. Var. 54.2 72.8 14.5
Av. AC(1) 0.713 0.521 0.587Bioacoustic Av. Var. 4596 546 1272

5.4 Discussion

5.4.1 Satellite-Sensed Vegetation Resilience

We find that, similarly to the Amazon [62], Bornean rainforest vegetation is losing re-

silience. However, di!erences in the timing of increased resilience loss (breakpoints in

AC(1); Figs. 5.1, 5.2, D.6) between these two regions suggest that this widespread phe-

nomenon is likely driven by regional factors and/or local responses to global climatic

events. While the Amazon switched from resilience gain to resilience loss around 2000,

Bornean rainforest experienced continuous resilience loss throughout the study period

(from the early 1990s), with an accelerated decline after 2004. The average rate of re-

silience loss in Borneo also appears to surpass that of the Amazon. This could mean

tipping points are more imminent in Southeast Asia than in the Amazon, though we em-

phasise that the timing of tipping points depends on many factors and remains notoriously

hard to predict.

Further di!erences between Borneo and the Amazon emerge when comparing landscape-

scale and local timing of resilience change breakpoints. In Borneo, individual grid cell

breakpoints generally occurred around the overall breakpoint. This implies that the

Borneo-wide acceleration of resilience loss was a consequence of near-synchronous acceler-

ation in resilience loss across subregions of forest. Conversely, in the Amazon, local-scale

breakpoints typically occurred after the overall breakpoint. This may be due to regional-

scale drivers – particularly severe climatic events such as widespread droughts – weakening

resilience over large areas. This pattern may also be a result of gradual resilience loss in

subregions of the Amazon exerting an outsized influence on other broad regions of the
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forest. For instance, deforestation in upwind regions reduces evapotranspiration with se-

vere consequences for downwind forests that lose an important share of their precipitation

as a result [65]. More generally, at the local scale, breakpoint timing was only weakly

related to the degree of resilience loss before the breakpoint, suggesting that increases in

resilience loss are not necessarily triggered by the degree of prior loss.

Although Borneo lost resilience overall and within most of its subregions, a number

of grid cells did not lose resilience or even appear to have gained it. Further, in both

Borneo and the Amazon, places that lost more resilience before the breakpoint tended to

lose less – or even gain resilience – afterward, and vice versa (Table D.2a). While further

work is needed to understand this pattern, it reveals that big-picture, landscape-wide

resilience loss arises from a mosaic of local patterns and factors that can be asynchronous

and interact in various elaborate ways, including this apparent reallocation of resilience

between subregions. More generally, this finding underscores the complexity and scale-

dependent nature of ecosystem resilience [328–330].

5.4.2 Correlates of Vegetation Resilience

Across Borneo, the onset of accelerated resilience loss tended to occur earlier in drier and

hotter regions. Such areas have been shown to exhibit lower functional diversity, declin-

ing functional redundancy and heightened vulnerability, potentially predisposing them to

earlier acceleration of resilience loss [331, 332]. Grid cells with lower precipitation lost

more resilience before the breakpoint, broadly comparable to prior findings [62, 63, 113].

However, after the breakpoint, wetter regions exhibited more pronounced resilience loss,

perhaps because high precipitation can become a stressor once forest condition is com-

promised by other factors (e.g., via waterlogging and root hypoxia and/or heightened

pathogen and pest pressures; [333–335]). By contrast, no clear patterns in pre- and post-

breakpoint resilience loss emerged along the temperature gradient, perhaps because tem-

peratures largely fell within a suitable range and were not a key stressor in Borneo. The

reversal of patterns between climate and resilience after the breakpoint may account for

the apparent spatial reallocation of resilience post-breakpoint described earlier. However,

further work is needed to understand whether and why this might be the case, as well as

to explore whether these findings are an artefact of the breakpoint method and decision

to treat factors as constant. Indeed, a simple explanation could be that precipitation and
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temperature were di!erent for the pre-breakpoint period.

Regarding human activity, areas with higher human footprint tended to reach the

breakpoint earlier, consistent with anthropogenic disruption of key ecological processes

and networks, such as seed dispersal and pollination, which can increase vulnerability to

disturbances [304, 336, 337]. Human-induced fires and deforestation can also produce a

drier microclimate that makes it easier for subsequent fires to start and spread [63, 65].

In contrast to findings from the Amazon [62], we observed that areas with greater human

footprint were associated with less pronounced loss of resilience overall. This could be

indicative of positive human influences, such as reforestation and forest restoration e!orts,

though this interpretation requires further validation.

For biodiversity, we found that areas with higher species richness lost less resilience

after the breakpoint. This pattern appeared for overall animal biodiversity and, broadly,

within individual animal taxa. As outlined in the chapter introduction, animal biodi-

versity can contribute to tropical forest resilience through mechanisms like seed disper-

sal [304]. Further, previous research suggests high species richness enhances functional

diversity, allowing disturbances to be partitioned or mitigated through asynchronous

and variable species responses, while functional redundancy ensures that ecosystem pro-

cesses remain intact when certain species are threatened, ultimately bolstering overall

resilience [223, 338, 339]. On the other hand, although short-term resilience loss might

not immediately trigger a regime shift, it may manifest in more subtle ecosystem impacts

(e.g., leaf wilting, fruit scarcity), prompting animals to migrate to more resilient areas

in search of resources. Indeed, the acoustics fieldwork in Borneo (September 2024) over-

lapped with the fruiting season, during which unusually high numbers of orangutans (up

to seven) were noted in some individual trees near the base camp rest houses in old-growth

forest. Local research assistants noted this might be due to hotter and drier conditions

under climate change reducing the availability of fruit and/or disrupting its distribution.

However, the IUCN biodiversity data used in our satellite analysis here is aggregated

over decades and lacks population-level resolution, hence we cannot conclusively disen-

tangle the mechanisms behind these Borneo-wide patterns. Our acoustics results, though,

demonstrate a potential route forward for using high-throughput autonomous monitoring

to gain the more fine-grained insights needed to unravel how biodiversity and forest-wide

resilience interact.
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Like climate, biodiversity appears to modulate the reallocation of resilience loss post-

breakpoint, but the e!ect is taxon-specific. Birds and mammals both showed the clearest

reversal in their pre-/post-breakpoint trends between richness and resilience, such that

post-breakpoint, lower richness areas had more pronounced resilience loss and higher rich-

ness areas experienced less resilience loss or even resilience gain. This may be reflective of

biodiversity’s broader ability to enhance response diversity and/or bu!er shocks through

asynchronous species dynamics [223, 338]. By contrast, amphibians displayed more sim-

ilar pre/post relationships to resilience, while reptiles showed less consistent pre/post

patterns. These contrasts may arise from di!erences in mobility, habitat breadth, and

ecological roles. In particular, birds and mammals typically traverse larger spatial mo-

saics and often occupy higher trophic positions that can exert top-down influences on

community dynamics [223, 302, 338]. They may also reflect variation in regional species-

pool sizes, which a!ects the detectability of richness e!ects in our spatially aggregated

data. Disentangling these pathways will require community-level studies that integrate

resilience dynamics with interaction-network structure and functional roles.

5.4.3 Nascent Early Warning Signals in Acoustic Data

Our acoustics results were in large part inconclusive. The lack of clear EWS trends in

the Amazon and discrepancies in findings between the Amazon and Borneo could stem

from the inherently local nature of soundscapes. However, these inconclusive patterns

more likely reflect the di!erent timescales of fluctuations we studied in each region (i.e.,

of versus within diel fluctuations) and the need for data of even greater spatiotemporal

scale to robustly identify EWSs in the acoustic domain, should they exist. Although we

analysed comparatively long terrestrial passive acoustic monitoring time series from the

Amazon, they were limited both in length (less than one tenth of our satellite time series)

relative to the decadal timescale of forcing from climate change, and in resolution, given

the long gaps in data collection. To circumnavigate the challenge of temporally-limited

recording in Borneo, we e!ectively performed a space-for-time substitution, allowing us

to look at shorter-scale soundscape fluctuations in progressively disturbed environments.

However, longer term data would also have been useful here to look at fluctuations on

the scale of months for more direct comparison to shifts in satellite-sensed vegetation re-

silience, in addition to the short intra-diurnal fluctuations we examined. Our recordings
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also correspond to a small spatial scale. Site replicates and a more extensive and granu-

lar disturbance gradient would be needed to more rigorously explore spatial patterns in

acoustic signs of resilience loss, and compare them to satellite data and the climate and

human activity factors we explored here. Longer-term ecoacoustic datasets of ten years

or more do exist in the marine realm (see references within [117]), and are beginning to

emerge for terrestrial ecoacoustics (e.g., [45]), as are terrestrial deployments over larger

spatial scales [124–127]. We also hope passive acoustic monitoring with MAARU (and

its future iterations) on larger spatiotemporal scales will be possible with some of the

deployment recommendations we shared in the previous chapter.

Our analysis pipeline is generally in line with the analytical framework we proposed for

acoustically monitoring tipping points in Chapter 2, with the exception of step 2, to gather

data of su"cient scale and resolution. Step 1, to identify tipping potential, is met since

tropical rainforests are known to possess alternative grassy and treeless states (Sections

1.1.3 and 5.1). For step 3, to extract relevant ecological metrics from data, we examined

two well-established acoustic indices that have been studied for their relationship to bio-

diversity in our Amazon dataset and other similar data previously [144,181]. We filtered

the frequency range of the audio prior to calculating the indices to limit self-noise and

other less relevant sounds below 300 Hz and provide an acceptable signal-to-noise ratio

for a wide range of taxa in Borneo and the Amazon. We found expected seasonal and

diurnal patterns in the acoustic indices, which informed our approaches to resampling and

de-trending the data, per step 4 to perform pre-processing. Future work could examine

di!erent resampling and de-trending timescales and/or more restrictive frequency filters

to study more specific subsystems or particular species. Finally, for step 5, to search

for EWSs, we searched for variance and autocorrelation, in line with our satellite-based

analyses and the majority of research on EWSs of tipping points [60].

Our robustness tests showed that, for the most part, our results do not appear to be

an artefact of specific methodological choices and parameters. However, the results of re-

sampling the Brazil acoustic indices to 6 hr resolution (Fig. D.15) suggest that the higher

autocorrelation and variance for the results at hourly resolution arise from diel fluctua-

tions in the acoustic indices appearing slower (i.e., spanning more data points) at this

finer resolution. Whether monitoring fluctuations at either of these temporal resolutions

could indicate impending biodiversity collapse, and which one would be most suitable
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for doing so, merits further investigation. Furthermore, the diel acoustic index fluctua-

tions we probed for slowing down could be interpreted as stable oscillatory avian singing

dynamics, rather than noise or perturbation-induced variation in a proxy of soniferous

biodiversity abundance. This may underpin why the examination of fluctuations within

diurnal soundscape patterns in Borneo revealed a clearer trend of slowing down between

old-growth and logged forest. However, the patchiness of our Amazon recordings limited

the extent to which we could study fluctuations in acoustic indices on finer or coarser

scales. Moreover, our approach is appropriate for tackling the open question of whether

such diel fluctuations are in fact slowing down as pressures on the Amazon intensify. We

also did not investigate the impact of the Lowess detrending span here. Therefore, fur-

ther robustness testing – especially of pre-processing parameters – and larger-scale data

are the missing pieces to exploring what scope the above framework has for e!ectively

complementing satellite data in forewarning of ecosystem tipping points.

Nonetheless, our results show some promise for acoustically monitoring tipping points.

First, the similar patterns in AC(1) and variance within and between acoustic indices in

Brazil provides initial validation that our processing pipeline is indeed capturing the

dynamics of fluctuations in acoustic descriptors of biodiversity. Monitoring these fluc-

tuations on a longer timescale could therefore reveal critical slowing down in response

to climate and anthropogenic pressures, should it occur. Further, the increase in both

AC(1) and variance of the acoustic complexity index in logged forest in Borneo reveals

potential critical slowing down of soniferous biodiversity’s recovery from short-term per-

turbations within the day. However, this trend was not observed for the bioacoustic index.

This might be because the bioacoustic index is predominantly capturing insect activity,

given its higher nighttime values and ability to best predict insect acoustic activity in

Howells et al.’s study [181]. With its higher daytime values, the acoustic complexity

index could, on the other hand, be better capturing avifauna and other animals which

might be more directly related to the resilience and quantity of vegetation. The acous-

tic complexity index could, for example, capture the vocal activity of frugivores, which

can support rainforest resilience through fruit consumption and seed dispersal [304] but

are being adversely a!ected by disruptions to fruiting from climate change (e.g., obser-

vational evidence of orangutans finding fewer fruit-rich trees in Borneo, as mentioned in

Section 5.4.2). However, while logged forest is home to less biodiversity [287] and a loss
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of temporal soundscape structure compared to old-growth forest [26, 27], the question of

whether slowing diurnal fluctuations in vocal activity are a precursor of a tipping point

in soniferous biodiversity or the rainforest at large remains open to debate. Addressing

this debate again requires further data; more complex ecosystem models that explore

biodiversity dynamics in relation to land-use and vegetation resilience may also be useful.

5.5 Outlook and Conclusions

By introducing two additional metrics of resilience change, breakpoint and slope, we

captured more detail on the correlates and potential drivers of resilience loss in Bornean

rainforest vegetation. Further investigation is needed to determine whether these relation-

ships are causal. Factors beyond those considered here, as well as indirect or multivariate

e!ects, likely also shape the dynamics and resilience of complex ecosystems [60, 94, 221].

However, those we examined are considered to be the predominant global and local factors

impacting rainforests worldwide [62–64,113,223,304,338,339].

As highlighted in Chapter 2, EWSs derived from critical slowing down can indicate

resilience loss and increasing proximity to a possible tipping point, but cannot accurately

predict the type of impending critical transition or when it might occur [72]. Further,

critical transitions may occur without critical slowing down [191, 340, 341] and critical

slowing down may also produce false alarms [72, 189]. However, as in other studies, we

substantially reduced the likelihood of these errors by examining AC(1) and variance, and

finding similar patterns of resilience loss in both. Moreover, these EWSs remain useful

in suggesting an increased risk of forest instability and vulnerability to hazards, which

could o!er actionable guidance to Bornean conservation initiatives, such as the Heart of

Borneo [342].

For a better understanding of whether, how and when tropical forest ecosystems could

tip, future work could explore recent deep learning time series classifiers that can indicate

the type of bifurcation – if any – that lies ahead [187], while larger-scale passive acoustic

monitoring deployments could provide observations towards unifying animal biodiversity

and vegetation resilience and their mechanisms of interaction. Further integrating satellite

remote sensing and fine-grained, high-throughput ecosystem monitoring technologies like

acoustics could also provide multi-scale insights into ecological resilience. Using such

152



multimodal monitoring data to build and refine holistic ecosystem models (e.g., [217])

may also allow for ecological resilience and tipping points to be forecast under di!erent

scenarios of future climate, land-use and biodiversity change.

In summary, we found that long-term resilience loss in rainforests is a pan-tropical

issue, but it appears to be shaped by spatial variations in biotic and abiotic factors.

These insights may inform scientific guidance for the conservation and management of

rainforests, especially in terms of addressing climate change, managing human activities,

and protecting biodiversity. Moreover, our findings indicate that regional variation in key

global drivers of rainforest resilience loss (e.g., global warming) and local factors interplay

to cause di!erences in the underlying mechanics, breakpoint, consistency and magnitude

of Bornean versus Amazonian rainforest resilience loss. Our exploratory acoustics results

suggest a possible pathway forward to gaining deeper understanding of these local pro-

cesses. We found that generic statistical EWSs may also capture changes to fluctuations in

acoustic biodiversity metrics and detected slower diurnal soundscape dynamics in logged

versus old-growth Bornean forest, indicative of potential resilience declines in soniferous

biodiversity – though further work is needed to validate if this is the case. These method-

ological advancements highlight the potential for multimodal resilience monitoring that

incorporates satellite and acoustic data to better understand and anticipate ecosystem

tipping points. Collectively, our expanded evidence of resilience loss towards a possible

tipping point of mass forest dieback in Borneo emphasises the urgent need for cross-scale

conservation of rainforests, including their animal biodiversity, and international climate

change mitigation.
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Chapter 6

Conclusion: Raising alarms and

sounding change

6.1 Synthesis

In this thesis we have described the development and investigation of new approaches

across the ecoacoustic monitoring pipeline to assess the spatial and resilience-related fea-

tures of natural soundscapes.

We began by reviewing tipping point and resilience theory and detection alongside

cutting-edge developments in autonomous ecoacoustic monitoring in Chapter 2. From

this, we presented a promising methodological framework for acoustically monitoring

ecosystem tipping points across scales. Our literature review also highlighted the im-

portance of carefully calibrating and understanding the performance of ecoacoustic moni-

toring tools, from recording hardware to analytical methods. In Chapter 3, we therefore

shifted focus to the testing of (spatial) ecoacoustic technologies. We built and pioneered

the use of an ambisonic Virtual Sound Environment (VSE) to simulate natural sound-

scapes for evaluating multichannel recording hardware (MAARU) and software for bird

call classification (BirdNET) and localisation (HARKBird).

Building on this, in Chapter 4, we moved from testing MAARU in a VSE to real field

environments in the UK, Brazil, USA and Malaysia, in order to investigate its robustness

and capacity to target or distinguish sounds from di!erent directions by beamforming

(directional filtering). As part of this e!ort, we redesigned MAARU’s weatherproofing

and field deployment setup to be easier to build, provide better access to internal elec-
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tronics and powering components, and be more durable to challenging environmental

conditions (e.g., high temperature and humidity, animal interference) ahead of longer-

term deployments in the tropical forests of Malaysian Borneo. While several devices still

did not survive past two weeks owing to new failure modes we discovered – and in some

cases addressed – across various deployments, we showed that the confidence of BirdNET

predictions made on omnidirectional audio can be significantly improved by simple direc-

tionally static beamforming. Furthermore, we demonstrated this scalable beamforming

strategy can also return more BirdNET predictions overall – perhaps by capturing more

distant vocalisations – and can reveal patterns in the spatial distribution of biodiversity,

including those that may arise from habitat or landscape structure.

In Chapter 5, we explored using satellite and acoustic data to detect EWSs of tipping

points at di!erent ecosystem levels and temporal scales in tropical rainforests. Results

from decades of satellite monitoring data revealed worrying declines in Bornean rainforest

resilience that accelerated from the early 2000s, as was also the case for the Amazon. In

studying how spatial patterns of this decline relate to various factors that may shape

resilience, we uncovered that subregions with greater species richness lost less resilience,

and birds and mammals in particular might even play a role in reallocating resilience

loss between areas – though further work is needed to validate this claim. However,

EWSs calculated on acoustic biodiversity indices from recordings over a two-year period

in the Amazon and week-long recordings along a land-use gradient in Malaysian Borneo

were largely inconclusive. These findings reveal that even larger-scale data and further

analyses are needed to determine whether EWSs of resilience loss towards tipping points

can manifest in the acoustics domain and be detected in soundscape metrics. We still

propose searching for acoustic EWSs could be fruitful, though, as our results also show

preliminary evidence that generic EWSs (autocorrelation and variance) appear to capture

fluctuations in aspects of sound-producing biodiversity, with slower intra-diurnal dynamics

in human-modified compared to intact rainforest in Borneo.

6.2 Evaluation of Research Objectives

In relation to the Research Objectives we set at the start of this thesis, our work from

Chapter 3 largely satisfied Objective 1, to develop a representative, controlled and re-
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peatable means of assessing spatial ecoacoustic technologies. However, we also found

limitations to using an ambisonic VSE to this end, mainly because of its bias to human

perception. We thus shared guidelines on the appropriate construction and use of am-

bisonic VSEs for testing ecoacoustic technologies, and suggested an alternative approach

of sound field reconstruction (vector-based amplitude panning) if more accurate spatial

rendering is required. In Chapter 4, we satisfied Objective 2, revealing that beam-

forming can enhance biodiversity monitoring. However, additional analysis could further

strengthen and/or explain our results. For instance, further analysis of spectrograms

could confirm whether BirdNET returns more predictions on beamformed audio as a re-

sult of fainter bird vocalisations being amplified across the diverse ecosystems we studied.

To better understand to what extent beamforming can spatially segment soundscapes,

another interesting next step would be to compare acoustic indices and deep learning

embeddings on omnidirectional audio and recordings beamformed to di!erent directions.

While we were unable to fully realise the framework for acoustically monitoring tipping

points we devised in Chapter 2, our work in synthesising broad literature and theory on

this topic and in examining satellite and acoustic data for EWSs based on critical slowing

down in Chapter 5 represent a significant contribution towards Objective 3. Further, our

work could be extended with more robustness tests, including variation of the detrending

methods used, and by searching for EWSs in additional ecoacoustic metrics, such as the

predictions and embeddings of bioacoustic classifiers like BirdNET.

In addition to the short-term next steps for this work outlined above, this thesis also

lays the groundwork for future research directions, which we summarise below.

6.3 Future Directions

6.3.1 Where Next for MAARU?

Over the course of this PhD, we have had interest from researchers wishing to use MAARU

in the UK, the Netherlands, India, Costa Rica, New Zealand and China. We have also

supported work to install MAARUs in the ecological monitoring system for the new

gardens of the Natural History Museum, London. Clearly, the appetite for autonomous

spatial ecoacoustic monitoring is substantial. However, MAARU faces a major setback

in that Seeed Studio have ceased production of the ReSpeaker 6-microphone array used
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in the device, and few alternative options are available. In response, we have initiated a

collaboration with researchers and engineers at the Cornell Lab of Ornithology’s K. Lisa

Yang Center for Conservation Bioacoustics to design a new custom MEMS microphone

array that could power the next generation of MAARU. This work is ongoing, and could

pave the way for enabling low-cost multichannel ecoacoustic monitoring at scale.

In addition, ongoing work led by fellow PhD student, Rifqi Ikhwanuddin, is testing

more sophisticated beamforming methods – including a technique based on impulse re-

sponses measured at multiple locations – in an updated version of our VSE. This work

involves using the VSE to precisely vary signal-to-noise ratios to explore how beamform-

ing with MAARU can enhance progressively degraded signals, highlighting further ways

for VSEs to benchmark ecoacoustic tools.

6.3.2 Realising Multimodal Tipping Point Monitoring with (Spa-

tial) Ecoacoustics

Despite our acoustics results in Chapter 5 proving largely inconclusive, our review and

proposed analytical framework in Chapter 2 point to major opportunities for future re-

search on using acoustics to anticipate tipping points and integrating it with other sensing

modalities. As in many fields, deep learning approaches across the whole pipeline seem

like a particularly promising avenue, from the extraction of ecological information from

soundscapes to the prediction of bifurcations from time series. In addition, hidden Markov

models could provide a way to predict regime shifts using monitoring data that are spa-

tially extensive but temporally sparse. Such approaches that rely on large spatial rather

than temporal coverage are especially relevant to recent passive acoustic monitoring de-

ployments across vast geographic areas that have yet to gather long-term data. Acoustics

may also be particularly well-suited to detect vocal signatures of trait-based changes in

populations approaching collapse. More focussed acoustic studies that examine particular

species known to exhibit such trait changes could thus be particularly useful for expanding

the toolkit of possible acoustic EWSs that do not rely on critical slowing down.

This thesis has also provided initial evidence that spatial ecoacoustic technologies could

complement and enhance the above methods in various ways. For instance, beamforming

with multichannel recorders could improve the performance of species call classifiers by

reducing background noise and masking, leading to better assessment of species richness
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and population dynamics. By focussing on target signals, it might also allow for more ac-

curate quantification of trait change signatures in vocalisations. In addition, beamforming

with multichannel recorders may reduce costs in large-scale deployments by allowing in-

dividual recording units to distinguish neighbouring sites. This could reduce the number

of units that need to be deployed to cover extensive areas or ecological gradients, o!ering

a route to large-scale monitoring with more restricted research budgets. Estimating the

direction of arrival of vocalisations with multichannel recorders can also reveal the distri-

bution of soniferous biodiversity around recording units, and time-synchronised networks

of such units could be used to precisely track the position and movement of vocal animals.

While these spatial ecoacoustic technologies merit further research and development (e.g.,

superior microphone arrays and beamforming techniques and validation of their impact

on ecoacoustic analyses), they could bridge the spatial and resilience-related features of

natural soundscapes by providing novel or improved insights into the spatial and temporal

dynamics of biodiversity that support tipping point assessment.

For all the promise ecoacoustics holds for anticipating tipping points, its strengths

and impact will be greatest when used alongside other monitoring approaches. In partic-

ular, acoustic monitoring might at present be best suited to complementing established,

large-scale satellite monitoring of ecosystem tipping points through targeted deployments

in hotspots of declining resilience. These localised acoustic monitoring e!orts could then

provide additional detail on the nature of resilience loss. To realise multimodal tipping

point monitoring, future research could, as a first step, compare EWSs of tipping points

in a given system that are derived from di!erent sensing modalities. For instance, one

could compare EWSs in vertebrate population dynamics estimated from cameras and

acoustic sensors. Alternatively, given soundscapes carry information about vegetation

(through e.g., acoustic reflections and the presence of vocal animals attracted to certain

plants), one could explore whether coarser-resolution (e.g., monthly) soundscape metrics

and satellite vegetation indices exhibit EWSs that correlate over long time periods. In

turn, it would be interesting for future research to investigate whether EWSs derived from

sensors that monitor ecosystems at di!erent levels also correlate, in order to understand

how resilience loss manifests across di!erent variables within complex natural systems.

For example, one could explore whether animal biodiversity in tropical rainforests shows

declining resilience as vegetation in those regions exhibits critical slowing down. In ad-
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dition, ecoacoustic insights into spatiotemporal biodiversity dynamics could also unravel

potential mechanisms of impending tipping points detected with other forms of sensing.

Beyond these approaches, data from di!erent sensing modalities including acoustics could

be fed into more advanced multimodal ecosystem models or multivariate EWSs in future.

Integrating ecoacoustics into truly multimodal, real-time monitoring pipelines could

prove invaluable for understanding the mechanisms and present risk of resilience loss across

scales. To maximise the ecological insight and conservation benefits of ecoacoustics will

also require more broadly situating findings from acoustic monitoring, complementary

sensing technologies and the Western scientific method alongside other established sys-

tems of ecological knowledge, management and understanding. In particular, there has in

recent years been a growing appreciation within academia of local and Indigenous knowl-

edge, which has allowed for the sustainable co-existence of humans within ecosystems for

thousands of years [343, 344]. Combining ecoacoustics research with local and Indige-

nous knowledge systems to avert tipping points and deliver e!ective conservation can

take many forms and will naturally be geographically-, culturally- and otherwise context-

specific [343]. One approach is for ecoacoustic experts to empower local communities

and scientists with ecoacoustic tools and training, allowing for locally-led monitoring and

conservation initiatives. This approach has been successfully implemented in the BEAT

(Bioacoustics Equipment And Training) programme in Malaysia and Indonesia [345] and

the Elephant Listening Project in Central Africa [346], both led by the K. Lisa Yang Cen-

ter for Conservation Bioacoustics. Ultimately, leveraging ecoacoustics with other sensing

modalities and alongside or within local and Indigenous knowledge systems could allow

for the rapid identification and targeted conservation of at-risk ecosystems before they

reach critical transitions.

6.3.3 Positive Tipping Points

Tackling the climate and ecological crises can feel like a Sisyphean task. But perhaps

the goal is not to push a boulder to the top of the mountain, but to get it to the other

side – rather like pushing a ball in a potential landscape from one basin of attraction to

another. This analogy gets to the heart of positive tipping points: social and technical

movements that, after gaining traction, eventually become self-sustaining (analogous to

media or ideas ‘going viral’) and can drive runaway societal change [5]. Examples of
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such movements include the development and adoption of new sustainable technologies

like renewable power and electric vehicles, and social or behavioural movements, such

as the historic Su!ragette and Civil Rights movements. More recent socio-behavioural

examples include the take-o! of Extinction Rebellion in the late 2010s and the growth of

plant-based diets.

It is now argued that such transitions to more sustainable ways of living are among

our best bets at curbing the fast-approaching negative tipping elements in the Earth

system. Further, the same generic EWSs of dangerous climate and ecosystem tipping

points are now also being identified as ‘early opportunity signals’ in data of beneficial

social-technical movements. For example, Boulton et al. [347] recently found rising early

opportunity signals in a time series of searches for electric vehicles on a popular UK car

sales website. This is just one example of many such signals that are emerging [1].

The message of positive tipping points should be one of hope: whilst e!orts to make

real progress on climate and environmental change have been gruelling, and may currently

face setbacks, we might be close to reaching rapid, self-amplifying change. With small

further pushes, gravity could soon bring the boulder down the other side of the mountain.

However, we argue that to build such movements in a way that is resilient to setbacks

at a societal level also requires resilience at the individual level. In this context, though,

the current predicament of the Earth system poses further challenges through its detri-

mental impact on individual mental and emotional wellbeing [348] (sometimes termed

‘eco-anxiety’).

We posit natural soundscapes might play a role in building both individual and so-

cietal resilience. We know that hearing natural soundscapes positively impacts human

wellbeing (building individual resilience) and fosters a deeper sense of connection to nature

(building pro-environmental social movements) – particularly in urban settings [21, 349].

Soundscapes can also be at the heart of engaging the public with climate and ecological

research, through citizen science initiatives that use user-submitted field recordings to

track ecological patterns [143,350]. Therefore, we conclude that as well as their potential

for helping understand the fate of biodiversity and ecosystems, the emotional and social

potency of natural soundscapes may be amongst their most valuable resilience-related

features for safeguarding the future of life on Earth.
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Table A.1: Expanded glossary of key concepts underpinning tipping point theory, explained in terms of their mathematical and intuitive/ecological 
definitions. 

Concept Mathematical Definition Intuitive or Ecological Definition

In univariate (1D) systems In higher dimensions

Dynamical System Same but in vector / matrix 
notation

Stochastic Dynamical 
System 

Same but in vector / matrix 
notation

Equilibrium Values of the state variable where the growth function is zero. As a 
consequence, if the system is at an equilibrium and is unperturbed, it will 
remain at this equilibrium.

Stability 

System with certain degree of randomness such that it is ever-fluctuating 
about its current stable state.  

Most real natural systems are understood to be stochastic due to 
variability in their forcing (changing of the system parameter(s)) or 
random internal noise (captured here by ).d Wt

d x
d t

= f (x , B )

Stability refers to the behaviour of a system following small perturbations 
from an equilibrium.  

An equilibrium point is said to be stable if trajectories return to 
equilibrium following perturbation. In contrast, trajectories move away 
from unstable states when perturbed.  

The dominant eigenvalue,  (which is the local gradient at equilibrium in 
univariate systems), gives a measure for the rate at which the system 
returns to an equilibrium (if stable) or moves away from it (if unstable). 

λ

Determined by the dominant 
eigenvalue (eigenvalue with largest 
real part) of the Jacobian matrix 
(matrix of first order partial 
derivatives) of  . The 
dominant eigenvalue, also denoted 
, is a measure of stability along the 

direction in state space that is least 
stable. 

Re  → stable, 
Re  → unstable.

f (x , B )

λ

λ < 0
λ > 0

 

Where: 
 is the deterministic (‘drift’) term, 
 is the stochastic (‘diffusion’) 

term.

d x = f (x , B )d t + g (x , B )d Wt

f
g

Determined by: 

 

Gradient of  w.r.t. , 
evaluated at equilibrium . 

Can be denoted  or, often, 
. 

 → stable, 
 → unstable.

d f (x , B )
d x

x=x*

f (x , B ) x
x*

f ′ (x*, B )
λ

λ < 0
λ > 0

A system that changes over time in a manner defined by the growth 
function , which depends on the current state of the system, , 
and the system parameter(s)  (i.e., conditions, such as climate or 
environmental conditions like precipitation, temperature etc.).

f (x , B ) x
B

A state  where  x* f (x*, B ) = 0
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Characteristic Return 
Time

Provides a time scale that quantifies how quickly the system returns to 
equilibrium.

Critical Slowing Down The dominant eigenvalue approaching zero from below, due to changing 
parameters. This corresponds to the characteristic return time 
approaching infinity. 

System responds more slowly to perturbations following a loss in 
resilience decreasing system stability, e.g., forest takes longer to recover 
from drought or fire.

Potential Landscape 

Concept Mathematical Definition Intuitive or Ecological Definition

In univariate (1D) systems In higher dimensions

 The potential of a system is defined: 

 

Note that this will have stationary points (peaks and valleys) when 
, i.e. at , but the negative sign makes the stable equilibria 

into valleys and unstable ones into peaks.

V (x) = − ∫ f (x , B )d x

f (x , B ) = 0 x*

As a system returns to equilibrium following a perturbation, its distance 
from equilibrium reduces by a factor of  after a time  [89]. 
 

e TR

TR = − 1/λ ReTR = − 1/ λ

While the concept of potential is somewhat arbitrary in ecological terms 
(square of system state per unit time), it serves as a useful mathematical 
and conceptual model for the stability and resilience of a system, with 
the valleys at stable equilibria corresponding to 'basins of attraction' 
[97] separated by peaks from unstable equilibria.  

This is also sometimes described in terms of the 'ball-and-cup' model 
wherein the system state corresponds to a ball that moves along the 
potential landscape (with no inertia) and the basins of attraction are the 
'cups'. At a stable equilibrium, the ball is at the bottom of one of the 
cups but is constantly moving from small perturbations due to 
stochasticity (randomness) in external forcing and random internal 
noise. However, the walls of the 'cup' cause it to constantly roll back to 
equilibrium, at a rate depending on the steepness of the walls – which 
we can see from the mathematics relates to .  

The amount of disturbance that the system can withstand is described by 
the shape and size of the basin of attraction [95]. Specifically, the width 
indicates how much the system state variable can be changed before it 
leaves the current basin of attraction, while the depth and steepness 
relate to how much the forcing and noise terms can change before the 
system switches to an alternative attractor. 

λ
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Resilience A wide range of definitions and associated metrics of resilience have been proposed, though the two most prevailing were put forward by Holling [90, 
91] and are termed 'engineering resilience' and 'ecological resilience'.

How fast a system recovers after perturbation [90, 91, 218].

Ecological resilience is generally characterised by the shape and size of 
the basin of attraction – a number of metrics related to the features of it 
and the potential landscape are outlined in [95].

The amount of disturbance, perturbation or forcing an ecosystem can 
endure without changing its function and passing to an alternative stable 
state. This can be facilitated by mechanisms that are not necessarily fully 
captured by dynamical systems theory, such as the capacity of ecosystems 
to reorganise, though such changes should result in an altered potential 
landscape and basin of attraction.

Bifurcations and Normal 
Forms

In dynamical systems theory, a bifurcation is a qualitative, topological change in the dynamics of a system in response to gradual, smooth change in 
the system parameter(s) – i.e., condition(s) passing a critical threshold [69, 79]. For bifurcation-induced tipping points, this change is typically the loss 
of the current equilibrium state’s stability, resulting in a transition to an alternate stable state.  
  
Bifurcations can be grouped into basic, lower-dimensional 'normal forms' which characterise different responses to forcing and to which the dynamics 
of high dimensional systems simplify near a bifurcation (centre manifold theorem). Three of the most prevalent in ecology are: 

Concept Mathematical Definition Intuitive or Ecological Definition

In univariate (1D) systems In higher dimensions

Engineering resilience essentially corresponds to stability and the 
characteristic return time from perturbations, .TR

If we only take the Taylor expansion of  to the first-order term 
(a.k.a. linearising the equation), the resulting potential landscape will only 
have a quadratic term corresponding to a parabola. This is a reasonable 
approximation of the potential landscape near the equilibrium (capturing 
the dynamics for small perturbations) and will get shallower as  (the 
dominant eigenvalue) approaches zero.  

However, it ignores other stable equilibria, which require higher-order 
terms. Adding a cubic term will add a 'peak' roughly corresponding to the 
unstable equilibrium, but a bi-stable system will require at least a fourth-
order term.  

Even with just the cubic approximation, though, as  approaches zero the 
peak and valley approach and eventually coincide, becoming a flat point 
of inflection leaving the system to fall into a neighbouring basin of 
attraction.

f (x* + η)

λ1

λ1

If the underlying dynamics of the system are not known, one option to 
estimate the potential landscape is to integrate the Taylor expansion of the 
growth function at some small perturbation about equilibrium,  
(as in e.g., [187]): 

 

 

 

 

f (x* + η)

d (x* + η)
d t

= f (x* + η)

= f (x*) + ∂f
∂x

x*
η + 1

2
∂2 f
∂x2

x*
η2 + …

f (x* + η) = λ1η + λ2η2 + …

V (η) = − ∫ f (x* + η)d η = − 1
2 λ1η2 − 1

3 λ2η3 + …
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This can characterise “the transition to population extinction” [352, p. 
145].  

Some of earliest transcritical bifurcations in ecology were effectively first 
described by Lotka in 1925 [96]. 
 

Hopf bifurcation – a transition from a single stable equilibrium to 
“stable cyclical dynamics” [105, p. 906].

First described in ecology in terms of “the onset of oscillations in 
predator-prey models” [352, p. 145] by Rosenzweig and Macarthur in 
1963 [100]. 

Fold (or sometimes, “catastrophic” or “saddle node”) bifurcation –  
characterised by an abrupt and discontinuous shift to an alternative 
equilibrium [105, p. 906]. It is the result of a stable and an unstable 
equilibrium colliding and annihilating one-another (Fig. 2.1b,d,f Main 
Text).

Fold bifurcations typify tipping points in dynamical systems given they 
are particularly abrupt and difficult (sometimes impossible) to reverse, 
owing to hysteresis: the need to return to a lower parameter threshold 
than that which brought about the new state in order to revert to the 
previous stable state. The name refers to the ‘fold’ in the curve of the 
bifurcation diagram (Fig. 2.1f, Main Text).  
  
Fold bifurcations were first described in ecology in terms of “resource 
overexploitation” [352, p. 145] in Noy-Meir’s [99] 1975 extension of 
graphical analyses of predator-prey models by Rosenzweig and 
Macarthur [100] to grazing systems. They were further discussed in 
relation to various classic ecological models (including for harvesting 
animal populations and pest outbreaks) in a seminal review paper by 
Robert May in 1977 [98]. 

Tipping Points The point at which small change can make a big difference to a system [59, 75]. Specifically, where a small perturbation or increment in the system 
parameter(s) (e.g., climate and environmental conditions) causes a qualitative change to the system driven by strong positive feedback, such as a 
transition to an alternate stable state. 
  
Use of the term has varied in some previous literature [76]. As it is typified by fold bifurcations (but can describe other phenomena that produce state 
transitions or other qualitative change), it is sometimes interpreted as being synonymous with the bifurcation point. However, tipping points can be 
caused by noise or small perturbations near the bifurcation point, which may be sufficient to push the system out of its current basin of attraction to an 
alternate stable state. 

Concept Mathematical Definition Intuitive or Ecological Definition

In univariate (1D) systems In higher dimensions

Transcritical bifurcation – continuous, gradual transition from one 
stable state to another. 
  
This corresponds to a ‘kink’ in the bifurcation diagram (which plots the 
system’s equilibrium values against the system parameter(s); Fig. 2.1e,f 
Main Text) owing to the second order derivative of the equilibrium values 
with respect to the system parameter(s) (i.e., of the bifurcation diagram’s 

curve; ) responding discontinuously to forcing [79, 105].
d2x*
d B2
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Concept Mathematical Definition Intuitive or Ecological Definition

In univariate (1D) systems

Early Warning Signal - 
Autocorrelation

Critical slowing down causes the system’s current state to be more similar 
to its recent previous states (sometimes described conceptually in terms of 
rising memory of the system [80, 105]), hence there is an increase in the 
system state time series of autocorrelation at lag-1.  

This also holds true for further lags for transcritical and fold bifurcations, 
but is not necessarily the case for all types of bifurcation, such as Hopf 
bifurcations, for which autocorrelation may increase or decrease at 
subsequent lags [351]. 

Early Warning Signal - 
Variance

As critical slowing down produces longer and larger fluctuations in the 
system state due to the system’s declining capacity to recover from 
perturbations, variance of the system state and its fluctuations increase 
over time. 

In continuous time, the variance of the system state fluctuations is given 
in the stationary regime ( , assuming ) by: 

Var  

Where . The variance thus tends to infinity as  from 
below. 

In discrete time, the variance is given by: 

 

Where  is the AR(1) coefficient introduced in the autocorrelation section 
above. Since  as , the discrete time variance also tends to 
infinity under critical slowing down.  

Full derivations are also provided below. As above, these equations are 
for 1D systems and are more complex in higher dimensions.

t → ∞ λ < 0

(η) = − σ2

2λ

η = x − x* λ → 0

Var(η) = σ2

1 − α2

α
α → 1 λ → 0

In continuous time, the autocorrelation of the system state fluctuations is 
given by: 

 

It thus tends to one as  from below. 

In discrete time, if the system can be well described by an autoregressive 
process of order 1 (AR(1)) then the lag-1 autocorrelation is equivalent to 
the AR(1) coefficient: 

 

Thus the lag-1 autocorrelation and AR(1) coefficient also tend to 1 for 
processes best modelled in discrete time as  from below. 

Full derivations are provided below. Please note that the equations here 
are for 1D systems and become more complex in higher dimensions.

ρ (τ) = eλτ

λ → 0

α = eλΔt

λ → 0
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A.1 Derivation of variance and autocorrelation as tip-

ping point EWS

A.1.1 Continuous-time process

A general stochastic process with additive white noise may be written

dx

dt
= f(x) + ⇀⇁(t) (A.1)

where f describes the deterministic dynamics, ⇀ is the noise amplitude, and ⇁(t) is a

Gaussian white noise process satisfying E[⇁(t)] = 0 and E[⇁(t)⇁(s)] = ↪(t ↓ s). Assuming

a stable equilibrium at x→, and letting ↩(t) = x ↓ x→, we have

d↩

dt
= f(x→ + ↩) + ⇀⇁(t), (A.2)

an equation which describes the dynamics about equilibrium. For su"ciently small devi-

ations from equilibrium, the dynamics are well approximated by low-order terms in the

Taylor expansion. Expanding f(x→ + ↩) in a Taylor series about x→ and retaining only the

linear term (valid for small ↩),
d↩

dt
= ε↩ + ⇀⇁(t), (A.3)

where ε = df

dx
|x=x→ . This equation is known as an Ornstein Uhlenbeck Process. Its

statistical properties are well known (e.g. Gardiner’s Handbook of stochastic methods

[353]). It can be solved using an integrating factor e↓ωt, and has solution

↩(t) = ↩(0)eωt + ⇀eωt

[︄
t

0
e↓ωt

↑
⇁(t↑)dt↑. (A.4)

In the long-time limit (t → ↘), the contribution from the initial condition ↩(0)eωt vanishes

since ε < 0 (the equilibrium is stable).

Variance

The variance is defined as

Var(↩) = E[(↩ ↓ E[↩])2] (A.5)
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Since E[⇁(t)] = 0 and the process is linear in ⇁, we have E[↩(t)] = 0, so

Var(↩) = E[↩2] (A.6)

Substituting the solution for ↩(t) in the long-time regime (where the deterministic term

vanishes), we get

Var(↩) = E
]︄⌊︄

⇀eωt

[︄
t

0
e↓ωt

↑
⇁(t↑), dt↑

⌋︄2⌈︄

(A.7)

= ⇀2e2ωt

[︄
t

0
dt↑

[︄
t

0
dt↑↑, e↓ω(t↑+t

↑↑)E[⇁(t↑)⇁(t↑↑)]. (A.8)

Using the white noise property E[⇁(t↑)⇁(t↑↑)] = ↪(t↑ ↓ t↑↑), we find

Var(↩) = ⇀2e2ωt

[︄
t

0
dt↑, e↓2ωt

↑ (A.9)

= ⇀2e2ωt · 1 ↓ e↓2ωt

2ε
(A.10)

= ⇀2

2ε

⌉︄
e2ωt ↓ 1

{︄
, (A.11)

which simplifies in the stationary regime (t → ↘, assuming ε < 0) to

Var(↩) = ↓⇀2

2ε
. (A.12)

Note that as ε → 0 from below, the variance diverges, indicating a loss of stability near

bifurcation (i.e., critical slowing down).

Autocorrelation

The autocorrelation function is defined as

ϖ(ϑ) = E[↩(t)↩(t + ϑ)]
Var(↩) . (A.13)
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The numerator is given by

E[↩(t + ϑ)↩(t)] = E
}︄⌊︄

⇀eω(t+ε)
[︄

t+ε

0
e↓ωt

↑↑
⇁(t↑↑)dt↑↑

⌋︄ ⌊︄
⇀eωt

[︄
t

0
e↓ωt

↑
⇁(t↑)dt↑

⌋︄⟨︄
(A.14)

= ⇀2e2ωteωε

[︄
t+ε

0
dt↑↑

[︄
t

0
dt↑e↓ω(t↑↑+t

↑)↪(t↑ ↓ t↑↑) (A.15)

= ⇀2e2ωteωε

[︄
t+ε

0
dt↑↑e↓2ωt

↑↑ (A.16)

= ⇀2eωε

2ε

⌉︄
e2ωt ↓ 1

{︄
, (A.17)

which, in the stationary regime (t → ↘) gives an autocorrelation function of

ϖ(ϑ) = eωε . (A.18)

Note that as ε → 0 from below, the autocorrelation tends to 1, another indication of

critical slowing down.

A.1.2 Discrete-time process

Some systems are more naturally modeled in discrete time (such as population dynam-

ics with non-overlapping generations). Discrete-time processes also arise as numerical

approximations to continuous-time systems when the time step is small.

A general form of a discrete-time stochastic process with additive white noise is

xt+1 = f(xt) + ⇀▷t, (A.19)

where f describes the deterministic dynamics, ⇀ is the noise amplitude, and ▷t ↔ N (0, 1)

are independent and identically distributed (i.i.d.) standard Normal random variables.

Let x→ be a fixed point of the deterministic dynamics, i.e., an equilibrium satisfying

f(x→) = x→. To study fluctuations about equilibrium, define the residual ↩t = xt ↓ x→, so

that the dynamics are centered around x→. Then

↩t+1 = f(x→ + ↩t) ↓ x→ + ⇀▷t (A.20)

Taking a first-order Taylor expansion of f about x→ and noting that f(x→) = x→, we have

f(x→ + ↩t) ≃ f(x→) + f ↑(x→)↩t = x→ + φ↩t,
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where φ = f ↑(x→). Substituting into the update rule yields

↩t+1 = φ↩t + ⇀▷t. (A.21)

This is known as an autoregressive process of order 1 (AR(1)). It is the discrete-time

analogue of the Ornstein–Uhlenbeck process.

Variance

Taking the expectation of both sides of the AR(1) equation,

E[↩t+1] = φE[↩t] + ⇀E[▷t], (A.22)

and using E[▷t] = 0, we find that the mean satisfies

E[↩t+1] = φE[↩t].

Assuming stationarity, the mean is constant in time, so E[↩t+1] = E[↩t] = µ. This gives

µ = φµ ⇐ µ(1 ↓ φ) = 0,

implying µ = 0 (for φ ⇒= 1). Squaring both sides of the AR(1) equation and taking

expectations yields

E[↩2
t+1] = φ2E[↩2

t
] + 2φ⇀E[↩t▷t] + ⇀2E[▷2

t
]. (A.23)

Since ↩t and ▷t are independent and E[▷t] = 0, we have E[↩t▷t] = 0, and E[▷2
t
] = 1. Thus,

E[↩2
t+1] = φ2E[↩2

t
] + ⇀2. (A.24)

Assuming stationarity (i.e., constant variance), we get

Var(↩) = φ2Var(↩) + ⇀2, (A.25)

which rearranges to

Var(↩) = ⇀2

1 ↓ φ2 . (A.26)
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This expression is valid only for |φ| < 1, which ensures that the process is stationary

and the variance remains finite. The variance diverges as φ → 1 from below, an indication

of critical slowing down. This is the expression given by Sche!er et al. in [74].

Lag-1 autocorrelation

Multiplying the AR(1) equation by a factor of ↩t, and taking expectations gives

E[↩t+1↩t] = φE[↩2
t
] + ⇀E[▷t↩t]. (A.27)

Since ↩t and ▷t are independent and have zero mean, E[▷t↩t] = 0. Thus,

E[↩t+1↩t] = φE[↩2
t
]. (A.28)

Dividing both sides by E[↩2
t
], we obtain the lag-1 autocorrelation:

ϖ(1) = E[↩t+1↩t]
E[↩2

t ] = φ. (A.29)

The lag-1 autocorrelation tends to one as φ → 1 from below, another indication of

critical slowing down. Note that here, the AR(1) coe"cient (φ) is equal to the lag-1

autocorrelation. This is not the case in general (as a stochastic process may not be well

described by an AR(1) process in general). However, systems at equilibrium subject to

small perturbations are well described by an AR(1) process, hence the AR(1) coe"cient

and lag-1 autocorrelation measured in data should be similar.
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Table B.1: Breakdown of Zylia ZM-1 and MAARU recordings used for each Sub-Project of this study, as well as the ecoacoustic metrics extracted from MAARU’s 
recordings. The ZM-1 recordings for Sub-Project 3 omit Site 6, as there was insufficient space about the microphone to record the playback of sinusoidal sweeps that 
were used to generate the impulse response of reflections at four points about the microphone and subsequently simulate Site 6’s reverberation for added bird calls. 
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Sub-Project 1 (Efficacy of Soundscape 
Reproduction)

Sub-Project 2 (Impact of Device 
Orientation)

Sub-Project 3 (BirdNET and HARKBird 
Performance on Additional Avian Calls)

ZM-1 3rd Order Ambisonic Soundscape 
Recordings Used

6 sites 
x 

10 min. recordings 
(1 recording for each of 6 sites)

6 sites 
x 

10 min. recordings 
(1 recording for each of 6 sites)

5 sites 
x 

10 min. recordings (1 for each of first 5 
sites) with added bird calls (1 species during 

a quieter section of each recording — see 
Table 5) 

x 
2 methods of adding bird calls (encoding to 

ambisonics domain and playback from 
individual loudspeakers)

MAARU Recordings Used

6 sites 
x 

10 min. recordings 
x 

2 recording conditions (field recordings and 
recordings in vertical orientation of ZM-1-
captured soundscapes reproduced through 

VSE)

Sub-Project 1 Recordings 
+ 

2 additional VSE recording conditions 
(recordings at 45° pitch angle and in 

horizontal orientation of ZM-1-captured 
soundscapes reproduced through VSE)

Recordings in horizontal orientation of 
ZM-1-captured soundscapes with added bird 

calls reproduced through VSE

Total Duration of ZM-1 Recordings Used 60 mins 100 mins

Total Duration of MAARU Recordings 
Used

240 mins 
(6 sites x 10 min. recordings x 4 recording conditions total)

100 mins 
(5 sites x 10 min. recordings x 2 methods of 

adding bird calls)

Metrics Extracted from MAARU 
Recordings

Monophonic (extracted from upper left microphone of array):  
Power spectrograms and spectral differences, 

7 Acoustic Indices and VGGish feature embedding, and 
BirdNET classifications 

Multichannel (extracted from full 6-channel recordings): 
HARKBird localisations

Monophonic (extracted from upper left 
microphone of array):  

BirdNET classifications 

Multichannel (extracted from full 6-channel 
recordings): 

HARKBird localisations



Table B.2: BirdNET’s Precision (Prec.), recall (Rec.), number of predicted species (Spec.) and number of predictions (Pred.) across all recording sites and conditions 
(field and Virtual Sound Environment (VSE) at various orientations) towards Sub-Projects 1 (Efficacy of Soundscape Reproduction) and 2 (Impact of Device 
Orientation) for the following minimum confidence thresholds (leftmost column): 0, 0.25, 0.5, 0.75 and 0.9. 
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Condition Field VSE - Vertical VSE - 45° VSE - Horiztonal

Site 1 2 3 4 5 6 1 2 3 4 5 6 1 2 3 4 5 6 1 2 3 4 5 6

0

Prec. 
Rec. 
Spec. 
Pred.

0.85 
0.08 

2 
13

0.93 
0.18 

6 
27

- 
0 
0 
0

0.50 
0.02 

2 
2

0.81 
0.24 

5 
32

0.78 
0.30 

5 
27

0.64 
0.17 
11 
36

0.76 
0.25 

7 
45

0 
0 
2 
2

0 
0 
1 
1

0.87 
0.31 

5 
38

0.54 
0.21 

9 
26

0.50 
0.10 

9 
26

0.90 
0.19 

4 
29

- 
0 
0 
0

1 
0.02 

1 
1

0.67 
0.29 
10 
45

0.53 
0.13 

6 
17

0.86 
0.26 

5 
42

0.83 
0.26 

4 
42

0 
0 
1 
1

0.50 
0.02 

2 
2

0.70 
0.31 
10 
46

0.6 
0.27 

9 
30

0.25

Prec. 
Rec. 
Spec. 
Pred.

1 
0.04 

1 
6

1 
0.13 

3 
18

- 
0 
0 
0

- 
0 
0 
0

0.94 
0.16 

2 
18

0.94 
0.21 

2 
16

0.82 
0.10 

4 
17

0.83 
0.22 

4 
35

- 
0 
0 
0

- 
0 
0 
0

0.96 
0.24 

2 
27

0.63 
0.07 

3 
8

0.69 
0.06 

5 
13

0.92 
0.17 

3 
25

- 
0 
0 
0

- 
0 
0 
0

0.87 
0.25 

4 
31

0.75 
0.04 

3 
4

0.97 
0.20 

3 
30

0.94 
0.23 

3 
34

- 
0 
0 
0

- 
0 
0 
0

0.83 
0.28 

6 
35

0.71 
0.14 

4 
14

0.5

Prec. 
Rec. 
Spec. 
Pred.

1 
0.02 

1 
3

1 
0.10 

2 
14

- 
0 
0 
0

- 
0 
0 
0

0.92 
0.10 

2 
12

1 
0.03 

1 
2

1 
0.06 

1 
9

0.96 
0.17 

2 
25

- 
0 
0 
0

- 
0 
0 
0

0.95 
0.17 

2 
20

0.67 
0.03 

2 
3

0.86 
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Figure B.1: Plots of scaled differences in indices’ values between VSE and field recordings as a percentage of each index’s field recording range, for all sites. Blue dots 
indicate the median percentage differences, whiskers show the upper and lower quartiles, the shaded area denotes the ±5% limits of agreement and, where appropriate, the 
grey dashed lines represent ±2.5%, ±7.5% and ±10% as potential alternative limits agreement.
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Figure B.2: Absolute error in HARKBird’s estimates of the azimuth of avian calls em-
bedded in VSE-replicated soundscapes against calls’ true elevation values, for four meth-
ods of embedding: ambisonic encoding, playback from individual loudspeakers (recordings
low-passed with a 4 kHz cut-o! and 12 dB roll-o! prior to passing to HARKBird), indi-
vidual loudspeaker playback with no reverb, and soloed playback from individual loud-
speakers. In all cases errors are larger at higher elevation values, as these calls are further
from the plane in which all of the recording device’s microphones are located. Perfor-
mance is best, however, from low-passed recordings of calls played back from individual
loudspeakers.
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Figure C.1: Version of Fig. 4.5 for UK Site 2 (Pond) using three microphones for
beamforming (configured as shown in Fig. 4.2). Abbreviations for beamforming direction:
Omni - Omnidirectional; R - Right; L - Left.
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Figure C.2: Version of Fig. 4.7 showing remaining species for UK Site 2 (Pond). Note
that here, we count all species predicted by BirdNET for each recording condition, not
just common species that appear in all recording conditions as in earlier analyses. Ab-
breviations for beamforming direction: Omni - Omnidirectional; R - Right; L - Left.
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Figure C.3: Version of Fig. 4.7 showing remaining species for Malaysia Logged Forest 3.
Note that here, we count all species predicted by BirdNET for each recording condition,
not just common species that appear in all recording conditions as in earlier analyses.
Abbreviations for beamforming direction: Omni - Omnidirectional; E - East; W - West.
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Figure C.4: Version of Fig. 4.7 showing remaining species for US Site 2 (Frog). Note
that here, we count all species predicted by BirdNET for each recording condition, not
just common species that appear in all recording conditions as in earlier analyses. Ab-
breviations for beamforming direction: Omni - Omnidirectional; L - Left-downwards (i.e.,
↓135° azimuth).
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Figure C.5: Number of BirdNET predictions above confidence 0.25 for all species in
omnidirectional audio and audio beamformed with the subset of three microphones shown
in Fig. 4.2 at UK Site 2 (Pond), where beamforming was used to attempt to distinguish
sites of distinct neighbouring land use. Abbreviations for beamforming direction: Omni
- Omnidirectional; R - Right; L - Left.
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Table D.1: Values of slope and breakpoint metrics of satellite-sensed vegetation resilience
in Borneo and the Amazon.

(a) Values of pre- and/or post-breakpoint slope of spatially-averaged VOD AC(1) time series for
Borneo and the Amazon, and average pre- and post-breakpoint slope for individual grid cells’
VOD AC(1). Abbreviations: AC(1): lag-1 autocorrelation; CrI: Credible Interval; SD: Standard
Deviation; VOD: Vegetation Optical Depth.

Period Slope (yr↓1) CrI or SD
Pre-breakpoint 0.008 CrI: 0.006-0.010AC(1) of spatially

averaged VOD Post-breakpoint 0.032 CrI: 0.029-0.034
Pre-breakpoint
mean 0.00066 SD: 0.029Borneo AC(1) of VOD for

individual grid cells Post-breakpoint
mean 0.014 SD: 0.037

Amazon AC(1) of spatially
averaged VOD Post-breakpoint 0.014 CrI: 0.012-0.016

(b) Date of breakpoint for spatially-averaged VOD AC(1) time series of Borneo and the Amazon.
CrI: Credible Interval.

Breakpoint Date CrI
Borneo Mar. 2000 Dec. 1999 – Jul. 2000
Amazon Jan. 2000 Nov. 1999 – Mar. 2000
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Table D.2: Spearman’s rank correlation coe"cients (ϖ) and associated p-values between
resilience indicators, metrics and periods. Unless otherwise specified, Kendall’s ϑ and
slope values are for VOD AC(1) time series. Abbreviations: AC(1) - lag-1 autocorrelation;
VOD - Vegetation Optical Depth.

(a) Various correlations for Borneo.

Correlation between ε p-value

1 AC(1) and variance of
spatially-averaged VOD, full period 0.459 <0.001

2 AC(1) and variance of
spatially-averaged VOD, post-breakpoint 0.533 <0.001

3 Individual grid cells’ Kendall’s ϑ
and slope, pre-breakpoint 0.923 <0.001

4 Individual grid cells’ Kendall’s ϑ
and slope, post-breakpoint 0.914 <0.001

5 Breakpoint timing and individual
grid cells’ pre-breakpoint Kendall’s ϑ

0.145 0.002

6 Breakpoint timing and individual
grid cells’ pre-breakpoint slope 0.135 0.003

7 Breakpoint timing and individual
grid cells’ post-breakpoint Kendall’s ϑ

0.084 0.007

8 Breakpoint timing and individual
grid cells’ post-breakpoint slope 0.15 0.001

9 Individual grid cells’ Kendall’s ϑ ,
pre- and post-breakpoint -0.587 <0.001

10 Individual grid cells’ slope,
pre- and post-breakpoint -0.586 <0.001

(b) Correlations between pre- and post-breakpoint VOD AC(1) consistency (Kendall’s ω) and
magnitude (slope) for grid cells of the Amazon rainforest.

Correlation between ε p-value
Individual grid cells’ Kendall’s ϑ ,
pre- and post-breakpoint -0.603 <0.001

Individual grid cells’ slope,
pre- and post-breakpoint -0.532 <0.001
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Table D.3: Spearman’s rank correlation coe"cients (ϖ) and associated p-values between
pre- and post-breakpoint values of Kendall’s ϑ and slope for the spatially-averaged VOD
AC(1) of sliding bands of grid cells advancing along gradients of various factors (i.e.,
between blue and red dots in Figs. 5.3, D.9, D.10, D.11).

(a) Correlations for main factors using sliding bands of 100 grid cells.

Factors Metrics ε p-value
Kendall’s ϑ -0.749 <0.001Precipitation Slope -0.550 <0.001
Kendall’s ϑ -0.717 <0.001Temperature Slope -0.683 <0.001
Kendall’s ϑ -0.496 <0.001Human Footprint Slope -0.151 0.003
Kendall’s ϑ 0.250 <0.001Biodiversity Slope 0.060 0.237

(b) Correlations for individual taxa using sliding bands of 100 grid cells.

Factors Metrics ε p-value
Kendall’s ϑ 0.269 <0.001Amphibians Slope 0.446 <0.001
Kendall’s ϑ -0.716 <0.001Birds Slope -0.556 <0.001
Kendall’s ϑ -0.820 <0.001Mammals Slope -0.434 <0.001
Kendall’s ϑ -0.241 <0.001Reptiles Slope -0.081 0.111

(c) Correlations for main factors using sliding bands of 50 grid cells.

Factors Metrics ε p-value
Kendall’s ϑ -0.577 <0.001Precipitation Slope -0.341 <0.001
Kendall’s ϑ -0.583 <0.001Temperature Slope -0.586 <0.001
Kendall’s ϑ -0.518 <0.001Human Footprint Slope -0.084 0.081
Kendall’s ϑ -0.460 <0.001Biodiversity Slope -0.263 <0.001

(d) Correlations for individual taxa using sliding bands of 50 grid cells.

Factors Metrics ε p-value
Kendall’s ϑ -0.124 0.010Amphibians Slope -0.179 <0.001
Kendall’s ϑ -0.606 <0.001Birds Slope -0.363 <0.001
Kendall’s ϑ -0.587 <0.001Mammals Slope -0.451 <0.001
Kendall’s ϑ -0.346 <0.001Reptiles Slope -0.170 <0.001
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Table D.4: Results of robustness tests for early warning signals, lag-1 autocorrelation
(AC(1)) and variance, calculated on the acoustic complexity and bioacoustic indices from
recordings along a land-use gradient in Malaysian Borneo. Abbreviations: Av - Average;
Var - Variance.

(a) Acoustic indices calculated on 10 min periods, with a 2 hr window advancing in 30 min
increments.

Old-Growth Logged Oil Palm
Av. AC(1) 0.330 0.355 0.510Acoustic Complexity Av. Var. 52.3 68.3 13.3
Av. AC(1) 0.641 0.439 0.509Bioacoustic Av. Var. 3411 575 1113

(b) Acoustic indices calculated on 10 min periods, with a 6 hr window advancing in 2 hr
increments.

Old-Growth Logged Oil Palm
Av. AC(1) 0.510 0.570 0.660Acoustic Complexity Av. Var. 43.6 73.5 16.2
Av. AC(1) 0.859 0.549 0.629Bioacoustic Av. Var. 6158 493 1320

(c) Acoustic indices calculated on 10 min periods for full-length average time series at each site,
with a 3 hr window advancing in 1 hr increments (as in main text).

Old-Growth Logged Oil Palm
Av. AC(1) 0.407 0.454 0.58Acoustic Complexity Av. Var. 53.5 55.8 10
Av. AC(1) 0.714 0.448 0.533Bioacoustic Av. Var. 4640 774 882

(d) Acoustic indices calculated on 1 min periods, with a 3 hr window advancing in 1 hr incre-
ments (as in main text).

Old-Growth Logged Oil Palm
Av. AC(1) 0.265 0.136 0.177Acoustic Complexity Av. Var. 53.2 117 13.6
Av. AC(1) 0.596 0.475 0.362Bioacoustic Av. Var. 4689 812 1468
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Figure D.1: Relative time and impact of sensor shifts on time series of VOD and AC(1).
(a), Time series of monthly mean VOD spatially averaged over the study area, with the
time span of each satellite sensor used to measure VOD shown in the bottom, adapted
from Moesinger et al. (2020). (b), Mean AC(1) time series created from mean VOD time
series above, calculated on 5-year sliding windows with monthly increments and plotted
at the midpoint of each window. The coloured bands correspond to the addition (+) or
removal (↓) of sensors and highlight sections of the AC(1) time series that were calculated
on windows of VOD data that feature those particular sensor changes. The vertical dotted
line indicates the breakpoint of AC(1) time series.
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Figure D.2: Changes in satellite-derived Bornean rainforest vegetation resilience since
the 1990s, as measured from the variance of VOD. The plotted time series corresponds
to the mean VOD variance for the study area from July 1993 to July 2014. The vertical
dotted line indicates the breakpoint determined from the VOD AC(1) time series (approx-
imately March 2004; see Fig. 5.1). The Kendall’s ϑ values and their p-values for the full
study period and pre- and post-breakpoint periods (i.e., before and after the dotted line)
are noted in the upper left quadrant of the figure, indicating the consistency of resilience
change for the di!erent periods (negative values suggest resilience gain, positive values
suggest resilience loss). Note that the variance values are plotted at the middle of each
5-year sliding window.
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Figure D.3: Overall trend and spatial patterns in resilience changes of Bornean rainforest
when varying the threshold of evergreen broadleaf forest cover to 60% to determine the
study area (i.e., recreation of Fig. 5.1a and Fig. 5.2b-f but using grid cells with forest
cover ↑ 60%).
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Figure D.4: Overall trend and spatial patterns in resilience changes of Bornean rainforest
when varying the threshold of evergreen broadleaf forest cover to 90% to determine the
study area (i.e., recreation of Fig. 5.1a and Fig. 5.2b-f but using grid cells with forest
cover ↑ 90%).
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Figure D.5: Robustness of VOD AC(1) to VOD window length. (a), Mean AC(1) time
series when varying the VOD window length to 30 months, 60 months (as in Fig. 5.2d),
90 months and 120 months. Note that the AC(1) values are plotted in the middle of the
sliding window. (b–e), Histograms of grid cells’ Kendall’s ϑ values for these choices of
AC(1) window lengths. WL - window length.
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Figure D.6: Overall trend and spatial patterns in resilience changes of Amazon rainforest
vegetation, adapted from Boulton et al. (2022) with our processing pipeline. Recreation
of Fig. 5.1a and Figs. 5.2b–f but for the study area of the Amazon basin. Note that in
our processing pipeline, VOD data are spatially averaged before calculating the overall
mean AC(1) time series plotted in panel (a).
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Figure D.7: Pairwise correlations between environmental factors. The upper right panels
display Spearman’s correlation coe"cients with significance levels (***: p ⇑ 0.001, **: p
⇑ 0.01, *: p ⇑ 0.05). The diagonal panels show histograms of each factor’s distribution,
while the bottom left panels present scatter plots visualizing pairwise trends.
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Figure D.8: Pairwise correlations between taxa. The upper right panels display Spear-
man’s correlation coe"cients with significance levels (***: p ⇑ 0.001, **: p ⇑ 0.01, *:
p ⇑ 0.05). The diagonal panels show histograms of each taxon’s distribution, while the
bottom left panels present scatter plots visualizing pairwise trends.
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Figure D.9: Relationship between vegetation resilience and species richness of di!erent
animal taxa (sliding band size = 100 cells). Rows correspond to di!erent resilience metrics
(breakpoint – timing of accelerated resilience loss; Kendall’s ϑ – consistency of resilience
change; slope – magnitude of resilience change; Section 5.2.1) and columns represent
di!erent factors. (a, e, i) Correlation between amphibian richness and the following
resilience metrics calculated on sliding bands of grid cells along a species richness gradient
of amphibians: (a) posterior mean breakpoint from Bayesian breakpoint regressions; (e)
Kendall’s ϑ (blue: pre-breakpoint; red: post-breakpoint); and (i) posterior mean slope
(blue: pre-breakpoint; red: post-breakpoint). The correlations between the resilience
metrics and potential influencing factors are estimated using Kendall’s ϑ , which is reported
with its associated p-values at top of each panel. (b–d, f–h, j–l) The same as (a, e, i),
but for (b, f, j) birds, (c, g, k) mammals and (d, h, l) reptiles, respectively. Species
richness data are from the IUCN Red List [317] (Section 5.2.1). In each panel, the values
are plotted at the midpoint of each band.
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Figure D.10: Relationship between potential influencing factors and Bornean rainforest
vegetation resilience when varying the band size to 50 cells (recreation of Fig. 5.3).
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Figure D.11: Relationship between species richness of di!erent animal taxa and re-
silience when varying the band size to 50 cells (recreation of Fig. D.8).
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Figure D.12: Recreation of Fig. 5.5, calculating early warning signals on one-week-long
windows of acoustic indices advancing hourly.
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Figure D.13: Recreation of Fig. 5.5, calculating early warning signals on four-week-long
windows of acoustic indices advancing hourly.
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Figure D.14: Recreation of Fig. 5.5, calculating early warning signals on acoustic indices
for which data gaps were filled by linear interpolation.
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Figure D.15: Recreation of Fig. 5.5 Site 1, calculating early warning signals on acoustic
indices resampled to 6 hr resolution using windows that are 1 week (top panel), 2 weeks
(middle panel) and 4 weeks (bottom panel) long and advance in 6 hr increments.
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