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To Gigia and Ninuccia.

Abstract

The study of scaling limits in neural networks, particularly as the number of param-
eters grows large, provides crucial insights into their generalization properties, training
stability, and information processing efficiency, making it an area of significant em-
pirical interest. However, existing approaches often lack mathematical rigor and are
specific to certain architectures and hyperparameters. Our research introduces a novel
mathematical framework for analyzing the scaling limits of arbitrary architectures. By
utilizing genus expansion techniques from random matrix theory, we represent neural
networks as Taylor-like series of operator graphs, separating the effects of activation
functions from the network’s random weights.

We then leverage these expansions to study the statistical properties of Feed For-
ward Neural Networks, State Space Models, and Neural Controlled Differential Equa-

tions, discovering new expressive kernels on path spaces.
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Introduction

“It should be one’s sole endeavour to see everything afresh and create it anew”
- Gustav Mahler

0.1 Motivation

As deep learning models increase in size and complexity, they demand exponentially
more computational resources [122, 126], making efficiency in resource utilization a
critical concern [11]. By understanding the limiting behavior as the number of pa-
rameters grows without bounds, practitioners can optimize resource allocation [132],
ensuring that models are trained efficiently and without unnecessary computational
overhead—an essential consideration in environments where computational power is
limited or costly [116].

Traditionally, this regime has been studied in the context of networks at initializa-
tion, such as the Gaussian Process (GP) limit of Neal [91]. However, recent research has
begun to address training dynamics in the infinite-width regime [58, 117], revealing that
different parameterizations yield distinct behaviors during gradient descent. Notably,
recent work on pP parameterization [132] has highlighted a clear connection with hy-
perparameter transfer, a process that significantly reduces the resource-intensive task
of hyperparameter tuning by enabling the reuse of optimized parameters across similar
tasks or models; particularly advantageous for large-scale models, where tuning new

instances from scratch would be prohibitively expensive.

Despite these advances, the field is still hindered by the lack of a unified treatment
and broad applicability of these results, which are derived through diverse and often
fragmented mathematical techniques [24, 39, 103, 130]. This fragmentation makes ex-
isting results and techniques obscure, requiring highly specialized knowledge to study
different architectures. In particular, existing techniques do not extend to the controlled
differential equation case [65], encompassing modern architectures such as linear trans-
formers [133] and state space models [88]. The need for a unified, theoretically sound

framework built on first principles is therefore evident.
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0.2 Contributions

This thesis introduces a unified mathematical framework for analyzing neural net-
work scaling limits that directly addresses the theoretical fragmentation identified
above. Our approach centers on genus expansion techniques from random matrix the-
ory [28, 51], through which we represent neural networks as Taylor-like series indexed
over decorated graphs. The summands of these series systematically decompose the
effects of inputs, activation functions, and network weights according to the topological
properties of their corresponding graphs, creating a natural separation of concerns that

has been absent in previous approaches.

The core innovation lies in establishing a functorial correspondence between ana-
lytic operations on neural networks and combinatorial operations on their graphical
representations. This correspondence transforms seemingly intractable probabilistic
scaling limit problems into highly structured combinatorial ones, leveraging the rich
topological properties of the underlying graphical objects. Through this transforma-
tion, we achieve what previous approaches could not: a unified treatment that recovers

classical results while enabling fundamentally new computations.

Our framework provides the first rigorous unified derivation of foundational results
in neural network theory. We recover both the Gaussian Process limit of Neal [91]
and the Neural Tangent Kernel limit of Jacot et al. [58] as special cases of our general
combinatorial theory, eliminating the need for the disparate analytical techniques tra-
ditionally required for each result [24, 130]. More significantly, our approach enables
previously impossible computations, such as explicit combinatorial formulas for the
moments of network Jacobians [103], providing new quantitative tools for understand-
ing network behavior that extend far beyond existing characterizations. Furthermore
we believe our theory to be well suited to study training dynamics, as of now fully

understood for the linear case [13], in the general case.

The power of our unified approach becomes particularly evident when applied to
modern architectures that have resisted traditional analysis. We provide the first scal-
ing limit results for neural networks defined as controlled differential equations [88, 89],
establishing convergence theorems for Neural Controlled Differential Equations and de-
riving scaling limits for State Space Models, including recent architectures such as linear
transformers and Mamba models [44, 63]. Through our combinatorial lens, we precisely
characterize the expressive power of these modern sequence-to-sequence models [89], re-
vealing fundamental connections between their architectural choices and their limiting

behaviors.
Our theoretical analysis reveals the existence of previously unknown mathematical
structures: a new class of signature kernels on path space with enhanced expressive

properties compared to existing methods. The discovery of these kernels represents



not merely a theoretical curiosity but a genuine advance in our mathematical toolkit

for analyzing sequential data.

0.3 Thesis Outline

The thesis proceeds systematically from theoretical foundations to practical applica-
tions. Here we present an outline of the contents of each chapter.

In chapter 1, we establish the mathematical groundwork by presenting genus ex-
pansion techniques and demonstrating the connection between graphs and analytic
operators. The main character of this chapter, and arguably of the whole work, are
operator graphs: these are graphs where each vertex is associated to a vector, each edge

to a matrix, and whose topological structure defines a scalar value as shown in fig. 1.
Xe Xd

w1 W1

G := Xp = XIWQ[Xb ® W1[Xc] © W [Xd” =: Wg
Wa
Xa

Figure 1: An operator graph G and its corresponding scalar value W¢g (©
stands for componentwise multiplication,).

Throughout the chapter, we will establish both a remarkable correspondence be-
tween graphical manipulations of such graphs and analytic operations on their corre-
sponding scalar values, and the elegant genus expansion which relates the expectations
of random graphs with “random edges” to deterministic graphs obtained through a

grapho-combinatorial procedure taking the simple form
E[W¢| = Z Wg,.
¢

This differs from, while generalising, similar results in the literature [28] in that the
objects in the right and left hand sides are of the same type and can all be analitycally
manipulated with graphical operations, providing a new method for studying nonlinear
random matrix theory that underlies all subsequent developments.

Following, chapter 2 applies these techniques to construct Taylor expansions of

neural networks

NN(x) = 3 c(@)Wq (1)

GeF
not indexed on natural numbers, but in terms of decorated graphs which, in this case,
are all elements of a family of “nicely-structured” trees.
We then employ our framework by graphically manipulating these trees to obtain

dot-products and differentials, and subsequently applying the genus expansion to com-



pute expectations in a combinatorial fashion. Through this approach, we recover the
Gaussian Process and Neural Tangent Kernel limits and compute Jacobian moments,
demonstrating both the consistency of our method with existing results and its ca-
pacity to enable new calculations previously beyond reach. In chapter E we moreover
present how to derive the results of Chizat et al. [13] (studying the puP dynamics of
linear networks) within our framework, commenting on how to extend to the general

non-linear case.

We then proceed to extend the framework to State Space Models in chapter 3,
identifying these state of the art [44] models, whose core mechanism we recognize as

being a linear controlled differential equation of type
dzf =Y AZ} dx,

with series (unsurprisingly) indexed over graphs, simple ladders in this case, whose

terms are the corresponding values weighted by signature entries:

Zy =Y W.Sig(z);, € RY, (2)

T€L
As in the feed-forward case studied in the preceeding chapter, using our methods we
characterise their limiting kernels and using these their expressive power, providing as

a result the first rigorous analysis of these modern sequence-to-sequence architectures.

Two chapters are then devoted to the extension of results to the more general Neural
Controlled Differential Equation case for which the driving vector fields become feed-

forward networks instead of just linear maps:

In chapter 4 (historically preceding the graph expansions) we consider the shallow case
in which NN;(z) = A;p(z) using the formalism of tensor programs [131] and uncover
as a result a new class of path-valued kernels, neural signature kernels, extending the
signature kernel of Salvi et al. [112] (which corresponds to the case ¢ = id) and likewise

solving the partial differential equation

d 1,1 L
Kzt ) =3 [ [ (oAValS5(s.0) + of) daldy
=1

with border conditions given by K7¥(0,0) = Kg¥(s,0) = K3¥(0,¢) = 1, and where

Vol®) = Buomlp(z)e(all, E20(s,0) = (’%’



In chapter D we formally use the graphical techniques to extend results of the literature
to the general case of the networks N'A; having arbitrary depth, thus for the first time
computing the respective GP and NTK limits which, albeit being formal derivations,

nonetheless generalise naturally the corresponding results in simpler cases.

Author’s note: Further acknowledgements
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Random Matrix theory. For the material on State Space Models I'm indebted to
Ben Walker and Maud Lemercier for their experimental contributions, and to Antonio
Orvieto for his exceptional knowledge of the relevant literature. I also wish to thank
my supervisor, Cristopher Salvi, for his guidance on the conception of the presented
works.

Where contributions were joint, they are acknowledged explicitly in the correspond-

ing chapters by citing the relevant works; any remaining errors are my own.






Chapter 1
Genus Expansion

Both this chapter and chapter 2 closely follow Cirone et al. [16], a joint work with Jad
Hamdan and Cristopher Salvi.

1.1 Introduction

The genus expansion technique, the main charachter of the present chapter, has its roots
in the connection between matrix integrals and the enumeration of (combinatorial)
maps, which was first discovered in the context of quantum field theory (see [7, 34, 54],
as well as [137] for an accessible introduction to the subject).

The link to random matrix theory was later established by Harer and Zagier [51]
in a seminal work investigating moduli spaces of curves, and has since been used to
study various matrix ensembles and their asymptotic first and second-order freeness
(e.g. [85, 93, 107, 108], as well as [28] and the references therein). Roughly speaking,
the approach consists of expanding traces of random matrix products and evaluating
their expectation using Wick’s principle. This yields a sum whose terms are in bijection
with a set of graphs, and one determines which terms are of leading order by embedding
their corresponding graphs into surfaces and computing their Euler characteristic.

In a recent work, Dubach and Peled [28] used this approach to study products of
non-Hermitian random matrices, and in particular showed that it can be adapted to
non-Gaussian and sparse matrices with relative ease. This would, at least in principle,
make it ideal for the study of multilayer neural networks, but the presence of non-linear
activations in that setting prohibits one from being able to apply Wick’s formula.

We circumvent this problem by developing a graphical language to express a large
class of matrix/vector products, deriving with it, in chapter 2, an expansion for neural
networks in terms of this language. This linearises the effect of the activation functions,
allowing for the use of Wick’s formula and the connection to the enumeration of maps
to be made. To the best of our knowledge, this is the first use of the genus expansion

technique in deep learning and non-linear RMT.
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CHAPTER 1. GENUS EXPANSION 8

1.1.1 Overview of our method.
A graphical language for neural network computations.

The idea of using a graphical language to simplify computations involving multilinear
maps is not new, dating back to at least the 1970s with the introduction of Penrose
diagrams [104], which have more recently been applied in the context of machine learn-
ing (see [, 15]). Graphs have also been used to evaluate expectations of products of
Gaussian variables, and this forms the basis of the genus expansion technique.

The graphs that we introduce are novel and accomplish both of these tasks at once.
On the one hand, they can be used to express deterministic products and operations
involving multilinear maps. On the other, when dealing with tensors with Gaussian
entries, the expectation of these operations can once again be expressed in terms of
graphs (in the sense of eq. (1.1)). We explain this briefly below, deferring to section 1.2
for more details.

In what we call a product graph G = (V, E), edges will correspond to matrices
and vertices to vectors, which we call the inputs of their respective edge/vertex. The
graph’s structure then dictates a well-defined product involving these inputs, the result
of which we call the value of the graph and denote by W¢. For instance, a path of
length & can be used to express an (ordinary) product of k£ matrices, while trees can be
used to express Hadamard (entrywise) products (this is depicted in figs. 1.1 and 1.2).

If we omit inputs for some vertices and edges of the graph and view them as vari-
ables, then the resulting graph can be associated to a (multi)linear map and we call it
an operator graph. Differentiation, composition and other operations involving these
maps then turn out to be expressible using simple manipulations of their correspond-
ing graphs (composition, for instance, reduces to attaching graphs by a vertex), as

explained in section 1.2.1 and the figures therein.

Remark. After completing this work, we were made aware of the theory of traffic prob-
ability [79], with which the graphical formalism developed here overlaps significantly.
We leave the task of reconciling both theories to future work, but point out similarities

between the two across section 1.2.

Wick’s principle and genus expansion.

When G is a product graph whose edge inputs have Gaussian entries, our main tool
to evaluate EW¢ is Wick’s principle, which reduces the expectation of products of
Gaussian variables to the sum of their pairwise covariances. Applied to W, it yields

the following simple identity
EWg =) Wg,, (1.1)
¢



CHAPTER 1. GENUS EXPANSION 9

(see theorem 1.15), where the sum is taken over admissible pairings ¢ of the edges of
G (see theorem 1.14), and G, is the graph obtained from G after identifying edges
paired by ¢ (meaning that we consider such edges to be the same edge in G4). Under
additional assumptions on G (c.f. theorem 1.19), we find that W, = oo NIV(@)l for
every ¢, where |V (Gy)| is the number of vertices in G4 and o is a variance parameter.
The leading order of W¢ is thus determined by the pairings for which |[V(Gy)| is
maximised.

Instead of counting this quantity directly, it turns out to be much simpler to embed
the graph onto a surface S, (as defined in eq. (1.12)) and to then compute |V (Gy)|

using the Fuler characteristic formula
V(Go)| — |E(Gy)| + [(Gy : Sp) =2 = 29(5),

where |E(Gy)| is the number of edges of G, f(Gy : Ss) the number of faces of G in
S and g(Ss) the genus of S,. This formula allows us to identify which ¢ give rise to
leading and sub-leading order terms in eq. (1.1), which we call atomic and bi-atomic
pairings, respectively, following [28]. We use this to give a more explicit version of
equation (1.1), and to extend it to centred mixed moments E{[]o(Ws — EW¢)} as
well (see theorem 1.17). Lastly, we combine these results to obtain a limit theorem for
the joint moments of product graphs (theorem 1.22), reminiscent of a celebrated result
of Diaconis and Shahshahani [25] for traces of powers of random unitary matrices and
its recent extension generalisation in Dubach and Peled [28][Theorem 1.2].

When the edge inputs in G are complex, non-Gaussian or sparse matrices (or any
combination of the three), we show that the expressions for EWs and E{[]o(W¢g —
EW¢)} hold up to an o(1) error term (see sections A.1 to A.3, respectively).

1.1.2 Notation and nomenclature

Given a matrix A € RV*M and a vector v € RY we write [A];; and [v]; for their 4,
and j-th coordinate, respectively. More generally, we will use square brackets with sub-
scripts to denote coordinates of tensors. We use the notation I,y € RM*V 15 € RY
to denote the matrix and vector having all entries equal to 1 (omitting the subscripts
whenever it does not hurt comprehension, and In; = Iy ), E;; € RM*Y and e; € RY
to denote the canonical basis matrices/vectors in RY, and Idy to denote the identity
matrix in R¥*¥. () will denote the standard inner product, with the space in subscript
when it is not clear from the context. If A is a matrix with complex entries, we use A to
denote its conjugate and A* its Hermitian transpose. N (u, 0?) will denote a Gaussian
with mean p and variance o2, and similarly N¢(0,1) will denote a standard complex
Gaussian (with real and imaginary parts each having variance 1/2). We will use stan-
dard asymptotic notation, writing f(7") = o(g(T")) to mean that |f(T)/g(T)| =700 0
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and f(T) = O(g(T)) to mean that limsup,_,.. |f(7)/g(T)| is bounded. For any posi-
tive integer N, we will use [N] to denote the set {1,..., N}. Whenever G is a directed
graph, we let V(G), E(G) denote its set of vertices and edges respectively, and omit the
dependence on G whenever the graph is clear from the context. For any edge e = (u, v)

we call u the head and v the tail of e, and say that e is adjacent to u,v and vice versa.

Symbol Meaning
0 Dimension function associated to cells of a graph G (Sec. 1.2).
X, € R Input of cell ¢ in a graph G (Sec. 1.2).
¢ Set of cell inputs of a product graph (Def. 1.1).
F = (Fin, Fout) Free cells (Sec. 1.2.1) of an operator graph, comprised of a se-
quence of in-cells and a sequence of out-cells.
We¢ Operator associated to a graph G (Def. 1.3), noting that if G is
a product graph, Wy is its value.
*x., Xe Cell fixed to X, (Sec. 1.2.1).
°, — Cell fixed to 1 or I (Sec. 1.2.1).
o, ——» In-cell (Sec. 1.2.1).
o, --* Out-cell (Sec. 1.2.1).
o — oy Switching the input of a cell (Def. 2.5).
G NGy Out-vertex identification (corresponds to a Hadamard product)
(Def. 1.5).
s(+) Symmetry factor of trees (Sec. 2.2).
P(G) Admissible pairings of edges of G with random inputs (Def.
1.14).
Pa(G), Ps(G), Par(G) || Atomic, bi-atomic and atom-free pairings of G' (Def. 1.16).
Gy Graph resulting from identification of G’s edges according to ¢
(Sec. 1.3).

Table 1.1: Notation and symbols used throughout this chapter.

1.2 Graphical Descriptions of Analytic Operations

In this section we explain how various matrix-vector products can be expressed by
means of directed graphs.

Consider a directed graph G = (V, E). We associate a vector X, € R to each
vertex v € V and a matrix X, € R¥®*?®) o each edge e = (u,v) € E, calling X, and
X, the inputs of the edge e and vertex v respectively. Here, 0(v) is a positive integer
which we call the dimension of the vertex v, and we extend 0 to edges by using the
shorthand d(e) = (0(u),0(v)) for e = (u,v) € E (in which case R¥(®) := R¥®)>x)),

As we are often going to talk about vertices and edges simultaneously, it will be
useful to have a single term to refer to both types of objects. For this purpose we will
use the term cells. Every cell in C' := V U E will thus have a dimension assigned to
it by 0, and this map is entirely determined by the values that it takes on vertices by

definition.
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As we will soon make precise, G' can be seen as describing a type of product of its
inputs. This motivates the naming in the following definition, which summarizes what

we have introduced so far.

Definition 1.1 (Product graph). A product graph is a triple (G,9, &), where
o« G=(V,E) is a directed graph with vertex set V and edge set E CV x V.
e 0 assigns a dimension to each vertex in V, and thus to each cell of G.
e €={X, R :cecC=VUE} is a collection of inputs (vectors/matrices)
associated to the cells C' of G.

When 0, € are clear or implied from the context, we will omit them and simply
use G to denote the product graph (G,0,€). To a product graph G we can uniquely

associate the following value.

Definition 1.2. The value W¢g € R of a product graph (G,0,€) is defined as the

following scalar

We:= > I Xewii I Xeli, =2 IT X, €R (1.2)

(Z'U)UEV (U,U)EE weV iV ceC

where the sum on the right hand side is taken over all indexations iy = (iy)pey €
[Toev{l,...,0(v)} and where for c = (u,v) € E we define i, := iyi,.

Remark. The constraints imposed by 0 on the dimensions of the elements of € in
theorem 1.1 ensure that product (1.2) is well-defined. Furthermore, if G is disconnected
with connected components {G;};, then W¢g = [I; Wq,. In the event that some of its

inputs are random, W¢ then becomes a random variable.

Remark. Note how theorem 1.2 inherently depends on the bases relative to which the
coordinates of the X, are being taken. This will always be the canonical basis. In
general, taking A, € GL(R*™)) for each v € V and substituting

X, = AJ'X,, VeV, Xy A Xy Av, V(u,v) € E, (1.3)

can change the value of Wq. On the other hand, the latter is invariant to (1.3) if
each A, is a permutation matriz: this mimics Lemma 1.4 in [79], with their *-graph

monomials corresponding to (1.2) without vertex inputs.
We illustrate this definition with some examples.
Example. If G is the product graph in fig. 1.1, then Wg = x| W3WoWix,4 since
2(a) 2(b) 0(c) 2(d)

X, WalWaWixg = 37 3 3" > " [Walas[Walg [Wils6[Xala[Xdls-

a=1 =1~vy=1 =1
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Figure 1.1: A product graph giving rise to a word of matrices multiplied
by vectors on either side. 1y is the N x 1 vector of ones.

Example. If G is a tree, then the corresponding value W¢ is defined by means of
Hadamard products of matrices. For instance, taking G to be the product graph in
fig. 1.2 gives

We =x, W, (xb ® (Wlxd)@(Wlxc))

where A®B denotes the Hadamard product of A and B, since

0(a) 0(b) 0(c) 2(d)

WG = Z Z Z Z[Wg]a’g[W1]5,7[W1]B,6[Xa]a[xb]ﬂ[XC]’Y[XCI]5'

a=1pf=17=16=1

Xec Xd

Wy %
Xp
Wo
Xa

Figure 1.2: Trees give rise to Hadamard products.

Note that while the previous two examples can be described in terms of ordinary
matrix/vector multiplication and entry-wise products, it isn’t necessarily so straight-

forward in general. For instance, taking G' to be the product graph in fig. 1.3 gives

ZWG = TI' { [Xa]_—r ® Wl} |:(Xb ® Wch)lT ® W2:| }

W3

Xa Xp Xc

Wa

Figure 1.3: A simple product graph leading to a more involved analytical
expression for its value.

1.2.1 Operator graphs and their associated linear map

So far, we have associated a vector/matrix to each cell in our graphs. By freeing some
of these cells-meaning that we consider their inputs as variables-we can use graphs to

define more general linear maps between tensors.
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Consider for example the product graph (G, 9, ) in fig. 1.2, noting how the product
defining Wy, is linear in x,. If we consider x, to be a variable, this yields a well-defined
linear map R*® — R, or equivalently a vector in R>®. In this particular case, the
linear map in question would be x — x' W, (Xb ® (Wlxd)Q(Wlxc)), and its vector
representation is W5 (Xb ® (Wlxd)(D(Wlxc)>.

More generally, let G’ be a directed graph with dimensions assigned by 0, and let
F be an (ordered) sequence of free cells of G (meaning vertices and edges which are
considered as variables), assuming that the remaining cells ¢ which do not belong to
F are each fized to some input X.. Then for any input sequence (X,).cr, the product

defining W (¢ (x. = Wg is |F|—linear in these inputs.

}CGC)

Any map defined this way will be scalar-valued, but we can generalize to vector-
valued maps through partial evaluation. Namely, given a partition of F into two

subsequences F;, and F,, we can consider the multilinear map
(Xe)eern = ( Beern Xe = W), (1.4)
This is equivalent to considering the map
(Xe)eern = Y, (Y, @ccr,Xe) = Wg for any (X;)ceF,u (1.5)

where Y € ®, ez, R is the Riesz representation of (®cef0m X, = W(;). Note
that the input and output dimensions of this map depend on the partition of F that is
being taken. We refer to it as the operator associated to GG, which we define below. In

what follows, we abuse notation slightly and write ¢ ¢ F to mean ¢ € C'\ (Fin U Fout)-

Definition 1.3 (Operator associated to a graph). Let G and ® be as in theorem 1.1.
Let F = (Fin, Fout) be a sequence of free cells of C. Then:

» The operator associated to (G,0, F,{Xc}eer) is defined as

Wo: [ R - @ R, Wo((Xo)eer,) =Y

c€Fin cEFout
where Y € Qer, .. R s the unique vector satisfying
<Y7 ®C€}—outX‘C> = W(Gyb,{XC}CGO)’
namely the Riesz representation of @cer,..Xe = W(Go{Xc}eco)-

Note that if Fi, is empty but Foy isn’t, then Wg is a constant map from {0}
t0 Qcerin R*©) which we then identify with its value (see the top right example in
fig. 1.4).
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Just as we did for product graphs, we will abuse notation and just use GG to denote
an operator graph when F, {X.}.¢7 and 9 are clear from the context. As a result, W¢
can denote both an operator (when G is an operator graph) and a scalar (when G is a
product graph).

M| Wg=y ' MxeR MI Wg=MxcR?

X

We :R" =R u] Wg:R" —R"
=(y—y Mx) = (x = Mx)

M

O—@x «

Figure 1.4: A simple product graph G (top left), from which we can free
vertices to make W ¢ either a vector, a scalar-valued map, or
a vector-valued map (top right, bottom left, and bottom right
respectively).

Some examples to illustrate these definitions might be in order, and are given in
fig. 1.4 and in fig. 1.5. When depicting a graph, a free vertex is drawn as a circle (e.g.
o) and is depicted in blue if it is in the set of outputs Foyg, while a vertex fixed to x
is drawn as a black dot labeled by said vector (e.g. o). Similarly, we draw free edges
with dotted directed lines (e.g. --+) and in blue if they are in the set F,,; of output
cells, while fixed edges are drawn as solid lines labeled by their input matrix (e.g. %)
For simplicity, we will omit labels from vertices (resp. edges) whose input is 1 (resp.
I) when drawing them. We will also not indicate dimensions given by d nor the order

of the sequence F on the graph itself.

Example. Let G be the graph in fig. 1.5 (left). To turn this into an operator graph, let
a, b, c,d refer to its vertices from bottom to top/ left to right and let o : {a,b,c,d} — N
be any fized dimension map. Then if we consider Fi, = (d, (a,b)), Four = (a) and fix

the remaining cells as
b xy, ¢c—1, (b,d)—1, (bc)— W

(c.f. fig. 1.5), then W is the map (Xa, Wap)) = Wiap) (Xb oWl eI xd)).

1.2.2 Operations on graphs.

Having outlined the correspondence between graphs and operators, we can now go
further and show how various analytic operations can be expressed as binary operations

on graphs.

Proposition 1.4 (Evaluation). Let (G,0, (Fin, Fout), {Xc}egr) be an operator graph,
W its associated map and ¢y € Fy, be a free cell of G. Let G[X,,] denote the graph
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Wi
Xp

> i

o
Figure 1.5: Ezample of an operator graph (right) obtained from a graph
(left) by a choice of Fin, Four, 0 and (X;)egr. Note how on
the right, we omit labels from vertices and edges whose inputs
are 1 or 1 respectively.

obtained by fizing co’s input to some X, € R Then if | Fi,| = 1, we have Wex,,) =
We(X,,). Otherwise,

WG[XCO]: H Ra(c) — ® Ra(c)

CE}—in\CO cEFout

WG[XCO] ((Xc)ce]:in\C()) = W¢ ((XC)CEJ:in>'

In particular,
WG[(Xc)ceFm] = WG((XC)CEFm)'

Proof. This is an immediate consequence of theorem 1.3. O

For example, let G be the operator graph on the left in fig. 1.6 below and denote
its top-right vertex by v. Note that Fi, = (v) and Foy = (). Ignoring dimensions for

the sake of this example,
We t x = Wa((111) © (Wix)),
and fixing the unique in-vertex’s input to X, (c.f. fig. 1.6, right) gives W5((W11) ®

(WIXU>)

Wi Wi A% Y%

Wa Wa

Figure 1.6: Fizing a free in-vertex (left) with the vector x, (right).

Recall that by definition, an operator graph (G, 9, ((), Fout), {Xc}egr) gives rise to
We € Qier R (see fig. 1.4). For two such graphs G and Gs, it therefore makes
sense to talk about the Hadamard (entrywise) product of W¢, and We,.

Proposition 1.5 (Hadamard product). Let

Gy = (le 01, (()7 (Ul))v {XC}CEC1\{U1})7 Gy = (G27 09, (()7 (1)2)), {XC}CECQ\{U2}>
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be operator graphs with unique free out-vertices vy € V(G1) and vy € V(G2) respec-
tively. Assume that 91(vy) = 0a(va) = d > 0.

Define G A\ Gy to be the operator graph obtained by identifying vy and vy (meaning
that we take the union of the two graphs and consider v; = vy to be the same vertex).
Then

Weina, = Wa, © We, € RY

where @ denotes the Hadamard product.

Proof. Let v; A vy be the unified vertex in G; A Ga, and let V;o = V(G;) \ {v;} for
i € {1,2}. Then for any X € R? theorem 1.4 yields (We na,, X) = WG X,
which by definition equals

S o T )T )

iy (ay)iv(ay) c1€C1\{v1} c2€Ca\{v2}

> b (ST (X T )X

iy vy =1 i, c1eCi\{v1} i, c2€C2\{v2}
1 2

= > Wa, i [Weo e[ X]k = Y [Wa, © We, |k Xk

k=1 k=1
::<VVG1<)‘AQh7)(%

where the first sum is over indexations iv(g,) € [T,ev(e,)[@(v)]; j € {1,2} and d;; is the
Kronecker delta. The proposition then follows by uniqueness of the Riesz representa-
tion. [

Gi w

1
Wa
Wy
" Gy A Gy
Wi Wi
Gy wa Wa
W3 W3 W3 W3

VVGﬂKb ::VVG1C>VVG2

Figure 1.7: Identifying two graphs by their unique free (out-)vertex gives
rise to a Hadamard product.

Note that the graph operation A is associative and symmetric much like its analytic

counterpart ©, meaning that there is no confusion in writing Gy A+ NGy, = Aiepy) Gi-
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Proposition 1.6 (Transpose). Let G = (G,0, (Fin, Fout, {Xc}egr)) be such that Fi,

and Fouy have at most one element, but are not both empty. Define
GT = (Ga 0, (fouta JTina {Xc}c¢f>-

Then Wt is the adjoint of Wg.

Proof. Assume that Fi, = (¢1) and Foue = (c2). Then by definition, for any fixed
X‘Cl ) X027

<WG (Xq) 7X62> = W(Gva»(xc)CEC) = <Xc1 ? WGT <X62> >

The proof is essentially identical if one of Fi, or Foy is (()). O

Proposition 1.7 (Composition). Let G1 = (G1,01,F1 = ((a1), (b1)), {Xc}egr,) and
Gy = (G2,09, F5 = ((b2), (c2)), {Xc}egr,) be such that 91(by) = 02(bs). Define G 0 Gy
to be the graph obtained by identifying by and by and fixing the resulting cell’s input
to 1 if the b; are vertices, and 1 if they are edges. In the event that vertices vi, vy get
identified as a result (e.q. when by, by are edges), the resulting vertez is given input
Xy, © Xy,. Then we have

We,oa, = W, 0 Wg,

where on the right hand side, o denotes composition.

Proof. Assume that by, by are vertices (the proof is essentially identical if they are
edges) for which 9(b;) = 0(by) = d > 0. Fix a pair of inputs X,,, X, for a; and c,.
Then on the one hand, theorem 1.4 yields

<WG20G1 (Xal) ) XC2> - <WG20G1[XG1], X-62 >7

which is by definition equal to the value of the product graph obtained from G5 o GGy
by fixing a; and ¢y to have input X,, and X,, respectively. Letting V;™ = V/(G;) \ {b;}
and C;” = C; \ {b;} for simplicity, this equals

Z 5ib1ib2 H [X81]isl H [XSQ]Z'52

iy (G)iv(ay) s1€CT s1€Cy

= Edi 5%%(2 II [Xa]z‘sl)(Z II [ng]z‘32>- (1.6)

7’b1 7Z52:1 lvl_ SlECl_ 1V2_ 52602_
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On the other hand, theorems 1.5 and 1.6 yield

(Weu(Wa, (X)) Xe ) = (We (X)) Wop (Xea) )

— <WG1 (Xa) © W (Xo,), 1>

]Rd

which is equal to the right-hand side of (1.6). O

Gl elo oe0Gi

Wy W3 Wa Wy
oO——e—0—O0

GQOGl
Figure 1.8: Two graphs G1,Gy for which Wg,(x) = WoWWix and
We,(x) = W, Wsx.  Composing them yields the map

WG20G1 (X) = W4W3W2W1X.

This operation is depicted in fig. 1.8 when ¢, ¢y are vertices. A concrete example
of composition by identifying edges will be given in section 2.4 when computing the

neural tangent kernel.

Proposition 1.8 (Trace). Let G = (G,0,((c1),(c2)), {Xc}eec\{er,es}) e such that
0(c1) = 0(e2). Define the trace Tr(G) of G to be the graph obtained by identifying
c1 with ¢y and fizing the resulting cell to 1 or I accordingly. Again, if any vertices
v1, Vo are identified as a result (e.g., when cq,co are edges), the resulting vertex is given

imput X1 ® Xy where X1, Xy are the respective inputs of vy and vo. Then we have
TI"(Wg) = WTr(G)-

Proof. Assume that ¢, ¢y are vertices (the argument is essentially identical if they are
edges). Let ¢; A ¢ denote the unified vertex in Tr(G), and C” be the set of cells of
Tr(G). Then there is a canonical map ¢ : C' — C” which restricts to a bijection
between C'\ {c1, c2} and C"\ {¢1 Aca}, and such that ¢(c1) = ¢(c2) = ¢1 Aca. Moreover,
this map induces a bijection between the indexations of V(G) for which 4., = i, and
the indexations iy () of V(Tr(G)), which is given by i, + i) and under which
[Xelie = [Xog(0))iy, for all c € C'\ {e1, ca}. It follows that

Tr(Wq) = Z 5z'clz'c2 H [X¢(c)]i¢(c) = Z H [Xc’]ic/

ate)) c€C\{c1,c2} iv(tr(a)) ¢€C\{c1Ac2}

= Z H [XC/]iC/ [1]2‘61A62 = WTr(G)

iy (rr(q)) ¢/€C\{c1Ac2}
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Note that the cyclic property of the trace translates into the formation of a cycle
in Tr(G), as depicted in fig. 1.9).

Wi Wo

We(x) = WoWi Wox W

Wy a) = Tr(Wa W1 Wo)

Figure 1.9: The trace of a path graph.

Remark. Note how theorems 1.5 to 1.7 are analogous to the rules for entry-wise prod-
ucts, transposition and composition in Male [79] (namely (7), (4) and (3) in Example
1.3, respectively).

We close this section by showing how differentiation can be performed graphically.
To that end, it will be convenient to introduce the notion of sums of graphs.

Let {G;}; be a set of operator graphs for which the associated {Wg;}; all belong
to the same space. Let § = (F({Gi}i), +) denote the free abelian group generated by
the G;. Then the map G +— W can be uniquely extended to § by

WaG1+bG2 = aWGl + bWGQ, Va,b € N, aG, + bG, € §.

In what follows, linear combinations of operator graphs are always understood as ele-

ments of an underlying free abelian group (which we will not specify).

Definition 1.9 (Differential). Let G = (G,9, (Fin, Fout), {Xc}egr) for which Fy =
(c1,...,¢cq) for some d > 0. Fiz a sequence (ch);lzl of inputs and a sequence of

increments (He,)%_, !, and define

(diG)(Xc]-)je[d] [ch] = (G7 0, (()7 ‘FOU'C>7 {XC}CGC\(foutU{Ci}) U {ch‘}>7

namely the graph obtained from G by inserting X, in c; for all j # i, and He, in c;.
Then the differential of G at (X¢,);je[q computed in the increment (H, );l:l is defined

as
d

(dG)(XCj)je[d] [(HCJ' );‘1:1] = Z(diG)(ch)je[d] [ch]

=1

Proposition 1.10. Let (G, 9, (Fin, Fout), {Xc}egr) be such that | Fin| = d > 0. Denote

!These are the increments of the Frechét derivative, meaning that each H,, has the same dimen-
sionality of the corresponding X, and that these are the inputs to the Frechét differential at the

point (X, )?:1.
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its 1-th partial derivative by d;W¢ and its total differential by dWq. Then

d
(dWG)(X—Cj)]'G[d] [(ch )?:1] = Z(diWG)(XC]’)jE[d] [ch]
i=1
d
- ;W(diG)(Xc]- )ield] [ch] - W(dG)(XCj )jeld) [(Hc]- )?:1}
Proof. 1t suffices to show that (diWe)x.,);c H,.,| = W(dIG)(xcj>jE[d][Hcl}‘ The claim

then follows by definition of the total Frechét differential.
Let Fi, = (c1,-..,cq), so that d; W denotes the partial derivative with respect to

the cell ¢;’s input. Then since

(T ) (130 )Xol

<WG ((Xci)ie[d})7 ®CE]:outXC> = Z
c€C\Fin Jj=2

vte))

and (d1WG)(ch) , is linear (by definition), we have that

jEld

(Wi, ol nXe) = 3 (T 06 (I3, ot

iV(G) c€C\Fin

-3 (I

iy \ceC\{a}

= X ( 11 [Xc]ic>[HclJicl

1V((d1G)(XCj)je[d]) ceC\{c1}

- <W(le)(XCj)jE[d] [He ®C€F°“tXc>

for any increment H,.,, where C' = C(G) denotes the set of cells of G. O

>

b

h X X
w w H
o~
% | ] +<% D—i—% | ]
Xp hb Xp

Figure 1.10: An operator graph (top) and its total differential at
(Xa,Xp, W) (right) evaluated in the increment wvector
(hy, hy, H).
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1.3 (Genus Expansion and Limit Theorems

In this section, we develop tools to compute quantities of the form E{W¢}, where G is
a product graph whose edge inputs are matrices with Gaussian entries. We will extend
our methods to non-Gaussian and sparse inputs in section A.1. These results are all
consequences of the classical Wick’s Theorem, which we now recall.

For any set S of even size k, define a pairing ¢ of S to be a partition of .S into pairs
S; ={¢j1,¢j2} for 1 <j < k/2. Then Wick’s theorem reduces the task of computing
expectations of a product of Gaussian random variables to that of computing pairwise

covariances.

Theorem 1.11 (Wick’s theorem). Let (Z;);>1 be a real centered Gaussian vector. Then

for any sequence of integers iy, ..., i,
k k/2
E{ I1 Zij} =Y 118{%,, %,,}
i=1 6 j=1
where the sum is taken over all pairings of {1,...,k}.

The arguments below are inspired by those of Dubach and Peled [28], albeit with

substantial modifications to accommodate our more general setting.

1.3.1 Wick expansion for product graphs with random inputs

Throughout this section, we will let W denote the following sequence of random ma-

trices.

Definition 1.12. Let W := (W,);en, where W; € RN%>*Nei qre independent Gaussian

random matrices with i.i.d. entries distributed as Ng(0,0?).

Assumption 1.13. We assume that any graph G considered throughout the section is

a product graph whose inputs are either deterministic or matrices in V.

For any product graph G satisfying theorem 1.13 and edge e € E, we will say that
e is an “f-edge” if its input is fixed to W, € W. For simplicity, we label such edges by ¢
instead of W, when depicting the graph, as the latter can quickly become cumbersome.

We will consider pairings of edges of G whose inputs are matrices in W, denoting
the set of such edges by Eyy,. Such a pairing is said to be admissible if it only pairs
{—edges with {—edges.

Definition 1.14 (Admissible pairing). Let G be a product graph, and Ey = {e € E :
X = Wy for some l(e) := ¢ € N}. Then a pairing ¢ of Ey is said to be admissible if
any two paired edges {e, e’} € ¢ satisfy {(e) = £(e'). We denote the set of all admissible
pairings of Eyw by P(G).
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Figure 1.11: Here A and B are determinitstic matrices. Left: A pairing
which is not admissible (in red), since a 1-edge is paired to a
0-edge. Right: An admissible pairing (in red) and the corre-
sponding G (note that not all edges are necessarily paired).

For any product graph G and admissible pairing ¢ € P(G), let G4 be the product
graph constructed by identifying the edges of G paired by ¢ coherently with their
orientation? (see, e.g., fig. 1.11). The inputs of the cells in G, are assigned as follows:

« When identifying two edges fixed to Wy, the resulting edge will be fixed to E[W,®

W, = o021
« When identifying two vertices u,v (e.g. by pairing edges which have u and v as
their respective endpoints), the resulting vertex will have input x, ® x,,.
Examples of pairings which are and aren’t admissible are depicted in fig. 1.11, along
with the graph G, that arises when admissibility holds.

In the event that the graph G is not connected, we write it as a disjoint union

Gy = Uf(:Gl¢)(Gi)¢ of its connected components (G}),, where ¢(G,) denotes the number

of connected components of G.

Theorem 1.15 (Wick expansion). Let G be a (possibly disconnected) product graph
satisfying theorem 1.13. Then

E{W¢} = Z Wg,. (1.7)
$€P(G)

where ¢ runs over all of G’s admissible pairings.

Proof. Let G = (G,0,{X}.cc) be a product graph and consider the set of indexations
1% := [lyev(e)[No]. Recall that for each e = (u,v) € E, ic = iyi,. Then for any
iy € IG,

Bl [T b= T XB{ I X}

ceC CEC\EW ecEyy

By Wick’s theorem, we have

B{ I] Xt} =3 I1 B{xJx,}

e€Eyy ¢ {ee'}ed

2As will become clear from theorem 1.15’s proof, paired edges must be identified in the same
orientation since by Wick’s theorem the matrices’ ordered index has to coincide to obtain a non-
vanishing term.
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where the sum is over all pairings ¢ of Eyy,. Note that if ¢ ¢ P(G) then

H ]E{[Xe]ie [Xe’]iel} =0

{e,e'}€d

and we can therefore write

swWao) =X (I ) ¥ I (X

iy \ceC\Ew 9P (G) {e,e'}eg

- S (I X T e 1.9

0P (G) iv ceC\Ew {e,e'}eg

where 6;; := 1(i = j) is the Kronecker delta function.

For any vertices u,v € V, we write u ~y v if they are identified after identifying
edges according to ¢. Similarly, we write e ~ €’ if {e, €'} € ¢. If we let 1}y be the set

of vertices adjacent to edges in E)y, we then have canonical bijections
VI(Gy) = Vi U (Vw/ ~g),  E(Gy) ~ Eyy L (Ew/ ~)

Note that each element in € € Eyy/ ~4 corresponds to a block ¢(g) € ¢, while each
element of v € Vjy/ ~, corresponds to a subset ¢(r) C V (these are the pre-images
under the quotient maps). Then for any ¢ € P(G) we can write the product of G in

terms of indexations of G as

W, - 3 HWMJI%MJIHMM

ic7% ceEy, UV, Ew/~g) Vv /~g) u€p(v)

=> 1l [Xc]z‘c< I1 0-82(6)5%2'6/><V€(H | [Xu]z'u>

I€ZC ce By, UV, {ee'}ed Viv/~e)  uce(v)

Here 03, := 1 (Vu, v’ € p(v), iy = iw) and oy = 0y for any choice of e € p(¢), since
they all yield the same oy,). By definition, there exists a v € (Vjy/ ~g) such that
u,u' € ¢(v) if and only if we have {e, e’} € ¢ such that u,u’ are either the respective

heads or or respective tails of e, ¢/, it follows that

I = I

{e,el}ed) VE(Vw/N¢)

Using this, the claim then follows from the equality

II Xdio= II Xdi. 1I I X

ceC\Ew ceEY, UV, ve(Vwy/~g) ucp(v)
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We now derive a centered version of theorem 1.15 (theorem 1.17), which we will
need to derive limit theorems for W¢. To that end, we need to single out the admis-
sible pairings which give rise to leading and subleading order terms in the limit. The

nomenclature below is borrowed from [28], the following is essentially Definition 2.3.

Definition 1.16. Let G = I_If(:Gl)Gi be a product graph, given as a disjoint union of its

connected components, and fix an admissible pairing ¢ € P(G) of its edges.

1. ¢ is said to be atomic if and only if for every 1 < i < ¢(G), the edges in E(G;) are
paired between themselves and (Gi)d)\ci is a tree, where ¢|g, denotes the pairing
induced by ¢ on the edges of Gj.

2. ¢ is bi-atomic if and only if for every 1 < i < ¢(QG), there exists a j # i such that
¢ pairs edges of E(G;) U E(G,) between themselves and (G; U Gj)¢|Giqu

3. ¢ is atom-free if and only if there is no G; for which ¢ pairs the edges in E(G;)

between themselves and (G;)4 is a tree.

1S a tree.

We denote the set of (admissible) atomic, bi-atomic and atom-free pairings of G by
Pa(G), Pe(G), and Par(G) respectively, note that these pairings do not fully cover
the set of admissible pairings. With these definitions, we can now state and prove the

following centered version of theorem 1.15.

Proposition 1.17. Let G = I_IE(:Gl)Gi be a product graph satisfying theorem 1.13, with

disjoint connected components G;. Then

E{Cﬁ) (WGZ.— 3 W(Gi)»}: We, (1.9)

=1 YEPA(G;) $EPAF(G)

Proof. Let [c(G)] :={1,...,¢(G)}, and for any T' C [¢(G)] define G := U;erG;. Then
by expanding the expectation in (1.9), we get

]E{H(WG,L-— > W(Gm)}

i YEPA(Gy)

= > (—1)'TC'E{HWGi} (H > W(Giw)

TC[e(G)] i€T i¢T P (Gy)

Using theorem 1.15, we have

E{ H WGi} = Z W(G’T)cb
¢e

€T P(GT)
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and in turn

= > X )W I X Wi,

TC[e(@)] peP(Gr) i¢T YEPA(G:)
= > (=™ > We,
TC[e(@)] EP(GT)X ([ [;epe PalGi))

and the conclusion follows from the inclusion-exclusion principle since

(@) (@)
Par(G) = N (P(Greiy) x PalG)* =P(G)\ U (P(Grenim) x Pa(Gi))

i=1 i=1

and

N (P(Grenin) x Pa(Gi) = P(Gr) x [[ PalG

ieTe i€Te

More generally, the same proof gives the following.

Proposition 1.18. Let G = I_If(:Gl)Gi be a product graph satisfying theorem 1.13, with
disjoint connected components G;. Given any sequence P; C P(G;) and setting P, =
N; [P(G[c(g)]\{i}) LI P;]¢ one has

E{Cﬁ) (WGZ, - > W(Gi)w)} =Y Wg,. (1.10)

i=1 WEP; PEPx

1.3.2 Genus expansion

We now study a particular setting in which it will be possible to explicitly express Wg,
for each ¢. Recalling that WV is the sequence of random matrices serving as inputs to

edges in Ew(G) C E(G), we assume the following,.

Assumption 1.19. W is such that all N., = N,, = N for some integer N > 0, and
G is such that d(v) = N, X, =1y forallv eV and X, =1 for alle € E\ Ew(G).

Under theorem 1.19, the definition of W¢, then directly yields

WG :O'C;N‘V(Gwl, og = H 0’4(6), (1.11)

ecEyy

@

given that all the edges of G4 are labeled by Iy y. The order of W, is thus determined
by the number of vertices in G.

Instead of counting the number of vertices |V (Gy)| directly, it will be simpler to
associate a surface to G, and use its Euler characteristic to express |V (G,)| in terms
of this surface’s genus, number of edges and connected components. This forms the

basis of the genus expansion technique.
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To use it, we will need some basic notions from topological graph theory (see [43]
for a more in-depth introduction). Any connected graph G = (V, E) can be viewed
as a topological space, by viewing vertices as distinct points and edges as subspaces
homeomorphic to [0, 1] joining their ends, such that edges only meet at their endpoints.
An embedding p of G on some orientable, compact surface S without boundary is then
defined as a homeomorphism from G (viewed as a space) to S, and is said to be
cellular if the resulting faces are all homeomorphic to the open disk. For our purposes,
all embeddings are assumed to be cellular.

The connected components of S\ p(G) are referred to as the faces of the embedding,
and we denote the total number of faces by f(G : S). Lastly, we denote the genus of
S is denoted by ¢(.S). For any cellular embedding, we have the following formula.

Proposition 1.20 (Euler Characteristic formula). Let p be a (cellular) embedding of

a connected G = (V, E) on an orientable surface S. Then we have
VI =Bl + f(G:5) =2 =29(5).

For instance, if G is a planar graph with F' faces, then its drawing on the plane is
a cellular embedding and this reduces to the famous identity |V| — |E| + F = 2.
Further, it is well known that all compact, orientable surfaces without boundary of
genus g are equivalent up to homeomorphism (as a representative of their equivalence
class, one can for instance take the surface obtained by adding ¢ “handles” to a 2-
sphere, an idea going back to [6]). For any g > 0, it thus makes sense to talk about
the surface of genus g, which we henceforth denote by S,,.

Lastly, we can define embeddings of disconnected graphs by considering each con-
nected component separately. Letting ¢(G) denote the number of components and
G = u;?(j) G, an embedding of G is given by embedding each GG; on an oriented surface
S;. We can also extend the definitions of f and g by writing S = I_IE(:C? Si,

e e
9(S) == Y g(S), and f(G: )= 3 F(Gy: S,
; i=1
and we note that the Euler characteristic formula still holds with these definitions.

Going back the setting of theorem 1.19, let G be such a product graph and ¢ € P(G)
be an admissible pairing of its edges. Recalling that G is the graph obtained from G
after identifying edges paired by ¢, we let

Sp 1= m>161{Sg . there exists an embedding p: G4 — S, }. (1.12)
9>

if G is connected. Otherwise, let (5;), be the surface obtained this way from each
connected component G; of G, and define S, = l_If(:Cf)(Si)d).
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Remark. This minimum in (1.12) is always attained, and the value of g for which

Sq = Sy s often referred to as the minimum orientable genus of G in the literature

(see [43]).

We do not dwell on the details of these concepts and definitions, as we essentially
only care about the case when Gy is a tree in our arguments. In that case, g(S,) =0
and we concern ourselves with (G : Sy) and ¢(G,) instead.

Note also that we obtained S, from G, in a different way than in [28]: in their
case, (& is always a cycle, which naturally gives rise to a closed surface after identifying

edges. No such construction seems to exist in our case.

For any G satisfying theorem 1.19 and ¢ € P(G) we note that G4 always has the

same number of edges, which we denote by
6(G) = |E(Gy)| = [Ew(G)]/2 + |E\ Ew(G)], (1.13)

since the random edges are paired up by ¢ and the rest are left untouched. Then

theorem 1.15 yields the following:

Corollary (Genus expansion). Let G be a product graph satisfying theorem 1.13 and
theorem 1.19. Then for any ¢ € P(G),

W, = 0 N2(Go)=9(56)) = F(Go:Sp) +e(G) (1.14)
and it follows that
E{Wg} _ OGNé(G) Z N2(e(Gg)=g(S4))=f(Gy:5g) (1_15)
$eP(G)

Proof. This follows directly from eq. (1.11) and the Euler characteristic formula, which
gives

V(Go)l = 2(c(Go) = 9(Sp)) + |E(Gy)| = f(Go 2 Sp). (1.16)
O

Let us demonstrate how this result can be used to study words of random matrices,
as defined in [28]. As explained in the following example, this amounts to computing

the values of polygonal product graphs.

Example. Under theorem 1.19, let w = WA\W]WIWsWI be a word of matrices in
W. Then taking G to be the product graph in fig. 1.12 below gives W¢g = Tr(w).
Products of such traces (the subject of Theorem 2.2 in Dubach and Peled [28]) can then

be evaluated using section 1.3.2 by considering disjoint unions of such graphs.
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Wy Wi

Figure 1.12: A product graph whose value is the trace of a word of Ginibre
random matrices.

In this specific setting, we can also refine our result on centered mixed moments.

Lemma 1.21. Let G satisfy theorem 1.13 and theorem 1.19. Then for every ¢ €
Par(G), we have

(G)

2(c(Gg) — g(Sp)) — f(Gy: Sp) <

Further, equality holds if and only if ¢ is bi-atomic, giving

# (o +o(1)

Proof. Assume that ¢(G,) < ¢(G)/2. Then it suffices to prove that for each connected

component G; of G and its corresponding surface S;,

(G)
§ { IT (We, - oaiN“Gi)“wA(G»i)} -

=1

21— 9((5)s)) — F((Gi)o : (S)) < 1
and that the equality holds if and only if (G;)y is a tree.
Since f((Gi)g : (S1)o) > 1 and g((Si)s) > 0, we have
2(1=g((S:)6)) = F((Gi)g : (Si)s) <2(1-0) =1 =1

with equality if and only if f (( ¢) =1 and g((Si)¢> = 0 (which is equivalent
to (G;)s being a tree). Now if C(G¢) ¢(G)/2 instead, then there must be at least

2<C(G¢) - C?)

components of G of the form (Gj)‘¢ for some 1 < j < ¢(G). Letting k be the number
of components obtained this way, then we must have that £ > 2(c(Gy) — ¢(G)/2):

assuming otherwise, the inequality

c(G) > k+2(c(Gy) — k) = 2<C(G¢> - S)
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quickly gives a contradiction. Since ¢ is atom-free,

f(Gi)g : (Si)p) =1 = g((Si)p) >0

for these components, and it follows that

2(1-g((S)s)) = F((G)s : (Si)s) <0.

As for the remaining components (of which there are strictly less than ¢(G)/2) this

quantity is < 1 as proved above, and the lemma follows. O

Corollary. Let G be a product graph satisfying theorem 1.13 and theorem 1.19, and
\g = (O_GNé(G)—H)—l

E{(\eWe - [P} =  (Pu@1+0 (). (1.17)

Lastly, we note that by combining the previous two results, we can derive the

following limit theorem for the joint distribution of product graphs.

Theorem 1.22. Let (G;)i>1 be a sequence of connected product graphs satisfying the-
orem 1.13 and theorem 1.19. Then for any m > 1,

(06, NG 3) "W, — [PAGIIVN) " 5 2= (2., Z0)

where the limit is a centered Gaussian vector with covariance function C := E[ZZ"]
having entries [C); ; = |Ps(G; U Gj)].

Proof. We use the method of moments. Setting

Zi = (06, NYCIH3)"IW . — [Py (G))|[VN

we want to compute the expectations

Rucy
i=1
for non-negative integers k;. We are in the setting of theorem 1.21 and the leading
term of the expectation is the number of bi-atomic pairings of the induced graph.
Given a possible pairing of its connected components, for each of its pairs (é G’ ) this
contributes a factor |Pa(G L G| to the total sum. But this is exactly the result of

computing
£ {H (Zi)kl}

by applying Wick’s theorem. O]
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Chapter 2

Graph Expansions of Neural
Networks

2.1 Introduction

Randomly initialised neural networks and non-linear random matrix theory

Deep neural networks (NNs) whose weights’ and biases’ entries are initialised as ap-
propriately rescaled, independent and identically distributed (i.i.d.) Gaussian random
variables converge to Gaussian processes (GPs) as their width tends to infinity. This
well-known fact was originally observed by Neal [91] for shallow feedforward networks
and more recently by de G. Matthews et al. [24] for multi-layer feedforward networks,
by Novak et al. [94] and Garriga-Alonso et al. [39] for deep convolutional networks,
and by Yang [129] for more general architectures, including recurrent and attention-
based networks. The study of such random initializations is of practical interest, as
a better understanding of their properties can help make design choices that improve
training. For instance, the concentration of the spectrum of the network’s input-output
Jacobian can help prevent vanishing and exploding gradients [41, 103, 115], a crucial
ingredient for the stability of training dynamics. Other relevant objects which have
been studied include the Gram [100] and Fisher information [101] matrices, as well
as the neural tangent kernel (NTK) [58]. From a theoretical viewpoint, these offer
natural non-linear generalizations of the classical questions of random matrix theory
(RMT) and free probability, and as such have attracted the attention of both commu-
nities [3, 29, 97, 98, 128].

Albeit of a similar nature, these results have been derived using a wide array of tools
which do not always offer a clear path towards universality (meaning initialisations with
non-Gaussian random weights). Our goal is to propose a unifying framework that is
naturally suited to this task, and is built on the genus expansion techniques developed

in chapter 1.

31



CHAPTER 2. GRAPH EXPANSIONS OF NEURAL NETWORKS 32

Main results of this chapter

Fix sequences (¢py : R — R | ¢ € Nyg) of polynomial activation functions, (N, €
N.g | £ € N) of layer dimensions and (W, € RNe+1*Ne | ¢ € N) of weight matrices. We
define a feed-forward neural network ®; of depth L by the recursion

Do(x) = Wox,  Pp1(x) = Werr1e11(Pe(x)), (2.1)

where each @y is applied entry-wise. We omit bias terms and restrict ourselves to poly-

nomial activations for simplicity here (generalizations are discussed in section 2.1.2).
To illustrate the proposed method, we prove three results on NNs initialised with

sparse random weights, beginning with the following Gaussian process limit, a crucial

result in the theory of expressivity of neural networks.

Theorem 2.1 (Gaussian process limit for sparse neural networks). Let Ny = N when
¢ > 0, and assume that each Wy has i.i.d. entries drawn from a symmetric, centred
distribution with finite moments and variance 1(¢ > 0) + 1(¢ = 0).

Then for any M, L > 1 we have

([®r]1, ..., [®r]nr) ﬁ GP(0, K, @ Idy) (2.2)

where the right-hand side is a Gaussian Process indexed on RN, with diagonal covari-

ance function defined by

Ko(x,y) = (X, ¥)rvo, Ke1(x%,y) = E 01 (Xe) e (Ye)] (2.3)

Ki(x,x) Ki(x, y)])

(2.4)
Ki(y,x) Kiy,y)

(Xf7 }/E) ~ N (07

and Idy; is the M x M identity matriz. Furthermore, the same result holds if the weight

matrices in (2.1) are replaced by W, := Wy ® - By, where W, are as above and the B,

VPN
are independent matrices with i.i.d., Bernoulli distributed entries with parameter py

satisfying Npn — 00.

Proof. The claim for W, with Gaussian entries is theorem 2.9, and the corollaries in

chapter A generalize this to the non-Gaussian and sparse cases. O]

This adds to the growing list of generalisations of the result of de G. Matthews et al.
[24] to non-Gaussian settings, such as that of Huang et al. [55] to orthogonal weights,
and Hanin [50] to weights with i.i.d. entries satisfying finite moment assumptions.
More recently, Saada et al. [111] encompassed both of these results by showing that
one can relax the i.i.d. assumption to a class of weights which they call PSEUDO-1ID.

In particular, this class includes structured sparse weights, making their work the first
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to rigorously show that the Gaussian process limit holds in a sparse setting. That said,
while their result holds for more general activations than the ones considered here, it
only deals with sparsification using a fixed binary mask B, whereas theorem 2.9 allows

for masks B, whose expected proportion of ones decreases as N, tends to infinity.

Our second result concerns the NTK ([27, 58]), which is defined as the matrix

representation O (x,y) € RNe+1xNe+1 of

L
;) N (AL (x)w, © (APL(Y)),, (2.5)
where (d®.(y))yy, denotes the adjoint of (d®L(y))w,. and the (A), are the so-called
layer-wise learning rates. We show that at initialisation and under “NTK parametrisa-
tion”, O converges in L? to a deterministic kernel matrix (in the space of Ny 1 X Ny 41
matrices equipped with Frobenius norm), at a rate that is inversely proportional to the
layer width. Note that the implicit constant in this estimate depends on the depth L.
The importance of NTK theory is in its offering a theoretical explanation for the
empirical success of overparameterized deep neural networks, which are able to gener-
alise well to unseen data even when having many more parameters than training data
points. In the infinite-width limit, these networks behave as kernel machines during
training and converge to a global minimum on the training loss landscape, much like
other well-understood kernel methods (see Jacot et al. [58]). This contrasts with tra-

ditional statistical learning theory which often predicts overfitting in such scenarios.!

Theorem 2.2 (Convergence in L? of the NTK at intialisation). For each 0 < £ < L,

let Ny = N and assume that W, has i.i.d. entries drawn from a symmetric, centered

distribution with finite moments and variance of = +1(¢ > 0) + 1(¢ = 0). Moreover,
assume that the layer-wise learning rates are A\ = o2.

Then
? Nio
E H@L(x, y) - OF(xy) @ ldy,,, | =0 =L (2.6)
where || - || denotes the Frobenius norm, and O : RN x RN — R is a scalar-valued

kernel defined recursively as
@80<X7y> - <X7 Y>]RN07 620(X7y> - KL<X7 y) + KL(X7y>®(ZOfl(X7 Y) (27)

(K is defined in the same way as K, only substituting p, for @, in (2.3).)

!The story is more nuanced: in the NTK limit, the features learned by networks remain “frozen” at
their initialization values and cannot evolve. This limitation hinders performance in practice, leading
to recent proposals of new parametrizations that enable controlled “feature learning” regimes (see
Chizat et al. [13], Yang and Hu [132]). See chapter E for a derivation of Chizat et al. [13]’s results
within our framework.
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The same result holds with a rate of O(N7,,/(Npn)) if the weight matrices in (2.1)

are replaced by W, :=W,® —L_B,, where Wy are as above and the B, are independent

VPN
matrices with i.i.d., Bernoulli distributed entries with parameter py satisfying Npy —

0.

Proof. The claim for W, with Gaussian entries is theorem 2.14, and the corollaries in

chapter A generalize this to the non-Gaussian and sparse cases. O

Previous results regarding the NTK at initialization have only been shown for Gaus-
sian and orthogonal weights [55, 58]. With the caveat of only holding for polynomial
activations, our result is one of the few quantitative results on the NTK for deep net-
works, and to the best of our knowledge, the only result to hold with universal and

sparse weights.

We then move on to the problem of analysing the Jacobian spectrum of (the post-
activations of) ®1. Defining J;, x := d(pr o ®_1)x, we're interested in the macroscopic
behaviour of the squared singular values of Jy, and study the empirical spectral

distribution of Jy, xJ I,m defined as

1 N
PL = 7 Z 651‘ (28>
N i3
where {{;,...,&v} are the eigenvalues of J, xJ z,x and J¢, denotes a Dirac mass on §&;.

This distribution plays a crucial role in network stability, as shown by Glorot and
Bengio [41], who demonstrated that when its second moment is close to 1, it prevents
gradient explosion and vanishing, thereby maintaining stability and leading to signifi-
cantly faster learning in practice ([102, 103]). The measure is known to converge to a
deterministic limiting measure as N — oo, following the works of Collins and Hayase
[18] and Pastur [97] for orthogonal and Gaussian weights, respectively. These works
justify an asymptotic freeness assumption, under which Pennington et al. [103] first
identified the limit of p; using the analytic machinery of free probability. The result
of Pastur [97] was then extended to non-Gaussian weights in a recent work of Pastur
and Slavin [98].

All of these works characterise the limiting measure through an implicit functional
equation for its Stieltjes transform. This allows one to compute the first two mo-
ments my , and my , by expanding and solving for coefficients (see Equation (21) in
Pennington et al. [103]), but this approach breaks down for higher moments.

Our main result (theorem 2.3) computes the entire sequence of moments for the
first time, by expressing them as weighted sums over non-crossing partitions. As with
our previous two results, we also show that these formulae hold for non-Gaussian and

sparse weights.
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Theorem 2.3 (Moments of the limiting spectral distribution of the Jacobian). For each
¢ >0, assume that Ny = N and that W, has i.i.d. entries drawn from a symmetric,
centered distribution with finite moments and variance 1/N. Let x € RY be such that
1

~(x,x) = 2? € R, and define py as in eq. (2.8).

Then for every k > 0,
/tkdpL(t) ]\:})omk@(x)

where {my, .(x)}x,1 s defined by the recursion in eq. (2.53).

Furthermore, the same result holds if the weight matrices in (2.1) are replaced by
Wg =W, \/%Bg, where Wy are as above and the By are independent matrices with
i.i.d., Bernoulli distributed entries with parameter py satisfying Npy — 0o.

Proof. The claim for W, with Gaussian entries is theorem 2.19, and the corollaries in

chapter A generalize this to the non-Gaussian and sparse cases. O]

The recursion of eq. (2.53) sheds light on the relationship between the moments
my.r, and the Fuss-Catalan numbers FC(Lk) (see [93]): they are obtained by inserting
activation-dependent coefficients in the latter’s defining recursion (see section 2.5)2.
The limit of p; can thus be seen as a non-linear generalisation the Fuss-Catalan or
Raney distribution, which is known to be the universal first-order limit of squared
singular values for products of Ginibre matrices (in the language of free probability, it

is the L-fold free multiplicative convolution of the Marchenko-Pastur law).

2.1.1 Overview of our method.
Graph expansions of neural networks.

Having outlined in chapter 1 our correspondence between analytic and graphical oper-
ations, we now show how to express neural networks and related quantities using these
graphs. The connection is made by expanding the output of neural networks at a given

input x as a linear combination of product graphs

d(x) = ) «(G)Wq (2.9)
GeF
for some family of graphs F and combinatorial factors ¢(G).

This is achieved in theorem 2.6, which generalizes Faa di Bruno’s formula (see [19,
61]) to the case of an arbitrary number of compositions. In similar tasks, trees have
been shown to be a natural combinatorial tool to keep track of terms (see the literature
on Butcher series [47, 83], and, more generally, on Runge-Kutta methods for ordinary
differential equations [48]), and this is reflected here in the fact that F (in eq. (2.9))

turns out to be a set of rooted trees.

2when expressed as a sum over non-crossing partitions of k elements.
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By applying the graphical rules of chapter 1 to each term in this sum, we derive
similar expansions for various related quantities, namely the k-th coordinate of ®(x),
the neural tangent kernel, and the trace of the input-output Jacobian of ® times its
transpose, raised to an arbitrary power. The moment method then reduces the study of
the asymptotic distribution of these quantities to computing EW ¢ for various operator

graphs G.

2.1.2 Possible generalizations

We imposed two simplifying assumptions in order to better illustrate our method (poly-
nomial activations and the absence of biases in (2.1)). We briefly discuss how these
can be lifted below.

Random biases

Typically, one defines ®;, as

Do(x) = Wox, Pp1(x) = Wigre1(Pe(X)) + brgr

for some vectors {b,}, (the biases) which can also be initialized at random. The method
presented here can be adapted to this setting, albeit at the cost of additional combi-
natorial bookkeeping (namely a more complicated set of graphs F in eq. (2.9)). When
applying Wick’s theorem to compute the resulting EW ¢, one would also have to pair

vertices first, before being able to pair edges as explained in section 1.1.1.

Non-polynomial activations

Restricting to polynomial activations will allow us to ignore issues of convergence in
theorem 2.6. That said, the expansion in the latter formally holds for any (reasonably
well-behaved) function, and extending the results here to more commonly used activa-
tions (e.g. Sigmoid, ReLU) should thus be feasible by an approximation argument as

was done by Benigni and Péché [3].
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Symbol Meaning
g Neural network of depth L (Eqn. 2.10).
Jrx Neural network Jacobian Jj, x = d(¢r o @_1)x (Eqn. 2.17).

T, Input-independent operator trees space for NN expansion (Sec.
2.2).

Tp(x) Input-dependent operator trees space for NN expansion (Def.
2.5).

(Tr(x))* || Input-dependent operator trees with pruned root (Sec. 2.2.1).
OxTr(x) || Space of derivative operator trees with respect to input x (Sec.
2.2.1).

0/Tr(x) || Space of derivative operator trees with respect to matrix Wy (Sec.
2.2.1).

Table 2.1: Notation and symbols used throughout this chapter.

2.2 Tree Expansion of Feed Forward Neural Net-

works

Fix sequences (¢y : R — R | ¢ € Nyg) of polynomial activation functions, (N, €
N.o | ¢ € N) of layer dimensions and (W, € RNe+1*Ne | ¢ € N) of weight matrices.
Recall that a feed-forward neural network ®, of depth L with no bias term is defined

by the recursion

Po(x) = Woz,  Pri1(x) = Werrpe1(Pe(x)). (2.10)

As explained in the introduction, we aim to derive an expansion for ®(x) that lin-

earizes the effect of the activation functions.

This is achieved in the main result of the section (theorem 2.6), in which we expand
®; as a sum of operator graphs which are rooted trees (see theorem 2.4). Some exam-
ples of the trees arising in this expansion are plotted in fig. 2.1: they all have weight
matrices as edge inputs, basis vectors as leaf inputs and their internal nodes all have
input 1. Each of these trees has a unique free vertex (its root) which is an out-vertex,

and the latter always has out-degree one.

Figure 2.1: Examples of trees arising in the expansion of ®3

Consider k such trees 71, . .., 7 (along with the data required to make them operator

graphs), assuming that their respective root edges are all fixed to the same W,_; for
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some ¢ > 1 (which implies that the dimension assigned to each of the root vertices is

Ny). We define [ - - - 7]¢ to be the tree (%o )o(A¥_,7;), where o denotes composition

as defined in section 1.2.2 and where for o%to the dimension of the vertices is given

by 9(o) = Ny, 0(c) = Nyyy (recalling that empty products in RY are valued as 1y, we
W,

have [ ], = o%ze). Then using this bracket operation, any tree like those in fig. 2.1 can

be constructed from the following family of operator graphs:
{[®e;]o }icino), Where [o,]o = o= so that d(e) = Np,0(c) = Ny,

where 0 is the dimension function for [e., ]o. For instance, the first and second tree in

7

fig. 2.1 can be written as [e,]o and [[ec,]o[®e;]0]:-

Definition 2.4. Fixz L > 0, Ty, is the set of operator graphs defined inductively by
TQ = {[.el]o, Ceey [.eNO]O}’ ']Tg_,_l = {[7'1 .- ‘TM]£+1 | M > 0, Vi € [M] T; € Tg}

Remark. Note that for any ™ € Ty, there is a unique dimension function 0 that
is compatible with its inputs: if an edge (u,v) is labeled by Wy then we must have
0(u) = Ngy1 and 9(v) = Ny. In what follows, we will implicitly assume this choice of

dimension function for all of the trees being considered.

By definition of the bracket operation [ - ] and the graph operations A and o (see
theorems 1.5 and 1.7), we have that

Wiirlen = We (0, W)

41

for every 7 = [11 - - Tar]es1 € Togr.

Note that by construction, the trees in T are non-plane, meaning that the order
of the edges coming out of each vertex is ignored. For any 7 € T, it will thus be useful
to keep track in how many ways it can be obtained from plane trees (where the order
of edges is not ignored). Following Gubinelli [47], we call this quantity the symmetry

factor s(1) of T, and define it recursively as

s(lee,Jo) =1, s([(m)™ - (1)"]e) = [[(Kil)s(m)", (2.11)

(2

where 71, ..., 7, are assumed to be distinct and 7 denotes the repetition of 7, ki

times. Lastly, we introduce the following bit of notation: for any vector x, we let

M
Xloe;Jo = [X]iv Xlrirale = Hxﬁ' € R, (2'12)
=1
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and for any activation function ¢,

Ploc,lo = 17 Plri-Tarlesr — 90€+1 H $r; € R (213)
=1

where ™) is the M-th derivative of (.

Definition 2.5. Given x € RY we define the sets T,(x) of operator graphs obtained
from the trees in T, by changing all the leaves’ inputs from e¢, to x. We will henceforth

denote this operation by ee, — ey

If we extend s(n) and ¢, to T,(x) setting the base cases as s([0x]o) = Ple.)o = 1,
then clearly ¢, = @, for all 7 € T, since the definition of ¢ only depends on the
out-degree of the Vertlces, which is left unchanged. While it is not generally true that
s(1) = s(7(x)), we nonetheless have the useful equality for n € T,(x)

1 X,
W, = Z

S<77) TETi:m(x)=n 8(7-)

W, (2.14)

This follows from the fact that s(7(x))/s(7) counts the number of ways in which the

non-plane tree 7 is obtained from 7(x) by applying the operation e, — e, .

Example. Consider the trees n := [[ex]o [#x|o]1 and 7 := [[e1]o [®2]o]1. Then n = 7(x),
but s(n) = 2ls([ex]o) = 2 while s(7) = s([e1]o)s([e2]0) = 1. Notice that T can be
obtained both by [[ex]o [ex]o]i — [[®1]o [®2]o]1 and [[ex]o [ex]o]1 — [[®2]o [®1]o]1, so in

2 =s(n)/s(T) ways.
We can now state the main result of this section.

Theorem 2.6 (Tree expansion). Let Oy be as defined in eq. (2.10). Then for any

x € RY & (x) admits the following expansion over Ty:

#n N
Py(x) = ) W.= > LW, eR%, (2.15)
T€T, s(7) n€Ty(x) s(n) !
Remark. For { = 1 this expansion reduces to the classical (vector valued) Taylor

6 [9eal61) = T (Ka)!.

Remark. Despite the space T, being infinite, this sum is always well-defined since only

expansion since s([[oq

finitely many ¢, are non-zero (having assumed that the ¢ are polynomials).

Proof. We proceed by induction on depth ¢ for the first equality. If £ = 0 then ®¢(x) =
Wox and

No 1. [x]. No
Z PrX W.,- = Z [X]ZWOGZ' = Wo Z[X]iei = W()X € RNl
€Ty s(7) i—1 i=1
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as needed.
Now assume then the claim holds for ¢. For y € R, we write ¢;1(y) to mean
wer1 applied componentwise to y. Then by Taylor expansion around the origin,

o (M)
%) 0
Z /+1 ( )y(DM

SOZ—FI(Y) = M)

M=0

where ® denotes the Hadamard product. Note that this sum is actually finite, since

©e+1 is assumed to be a polynomial.

Ify =3 e, S(T)W X, then theorem B.3 yields

M! N
= X 5 @%(“‘“WHXT).

7=l ma]ex)! 5(7) s(i)

Here, X3! denotes the set of cardinality-M multisets of elements of Ty, and the s(7)

are symmetry factors defined as
s =1, s(m)" - ()*]) = TLR

i=1

([(m)* -+ (nm)*m] is the multiset containing n; € T, with multiplicity k;.) Letting

X, =U MZOX% , we have a natural bijection between T,y; and Xy, given by
Ti=[r Tl = T =[m Tl

Put simply, we identify a rooted non-plane tree in T,y ; with the multiset of subtrees
(€ Ty) rooted at its depth-1 vertices. Under this identification, s(7) = s(7)II; s(7:)

and we conclude that

Werigeri(y) = Wen Z RV

=0 M!
— - (M) 1 M P
= Z @ (0) Z —— Wi |05 SWrx,
M=0 7_':[[71"'71\41]€X% (T) S(Tz)

_ P (0) 1L, ¢,
L E L et e ) (ITx)

M=07=[r- TM]]GXM s{T

= > gOTXTWTEIRNW.

TET 41 § (T)

The second equality in the theorem statement readily follows from

9077 . Pr X — ©Yr X
D TTAALID VI DR co M D e b

n€Te(x nETy(x) TET:7(x)=n T€T,
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2.2.1 Expansions for related quantities

Combined with the dictionary in section 1.2.2, this expansion allows us to express the
coordinates of ®; and various related quantities as linear combinations of values of
product graphs. Note that in the figures below, we label an edge with input W, by ¢

for simplicity.

Entry-wise expansion

We use theorem 2.6 to derive an expansion for the k-th entry of & (x) (in the standard
basis). To that end, let Ty, be the set of trees obtained from T, by fixing the root to
e (i.e. applying o — e, ), noting that this makes the tree a product graph. Then we

can write the k-th entry of ®; as

D)= Y “Wx, = Y LW, eR (2.16)

T€TL & S(T) neTL 1 (x) 8(17)

where s(7), ¢, and x, are defined as in equations (2.11),(2.12) and (2.13), as these

definitions only depend on 7 through its set of vertices and edges.

Input-output Jacobian

Consider the (post-activation) Jacobian of ®; with respect to an input x, which we

define as the matrix representation Jy , € RVeXMNo of

d(¢r 0 Pr—1)x- (2.17)

Note that, following the same arguments as in the proof of theorem 2.6, we can write

(pro®r)(x)= Y EW,. € RN (2.18)
w0 S(7°)

where n* denotes the tree obtained from 7 by deleting the root and the edge which
stems from it, and where ¢,» and s(n*) are equal to ¢, and s(n), respectively. This
operation is depicted in fig. 2.2, and let (T (x))* = {n*:n € Tr(x)}.

We now take the derivative. For any tree n € (T(x))*, we want to see it as a
multi-linear map in the x’s and compute the total derivative of said map at (x,...,x).
To be precise, let k denote the number of vertices in  with input x, and 7n; denote the

tree obtained from 7 by applying e, — o to the i-th such vertex (respectively). Then
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n € Ts(x) U
Figure 2.2: A tree n € Tay(x) (left) and n* (right).

by theorem 1.10,

(dn)x = Z i

1=

—_

and, arguing similarly as we did to get (2.14) yields

1 1
Wy, = W, (2.19)
s W= 2 W

This equality holds since s(n*)/s(n) is equal to the number of ways in which n* can be
obtained from a tree in (0xTr(x))* as defined below, which is equal to the number of

times it appears in the total derivative of 7.

We let 0T (x) denote the space of trees which can be obtained from trees in Ty (x)
by applying e, — o to exactly one of their leaves. Summarizing what we have said so

far, we have

dlpro®r1)x= > Sf”)wn, (2.20)
ne(@TL(x))* 2\

noting that ¢, is invariant under e, + o.

Recall that J, x denotes the matrix representation of d(¢p0®;_1)x. Later on in the
chapter, we will study the distribution of the singular values of J; x when the weight
matrices of &, are chosen at random. This will amount to estimating the elements of

the sequence
Tr((Jradp)"), keN

We note that every 7 in the expansion of J, x has exactly two free vertices: its root (o)
and one of its leaves (o). The transpose of Jr x can thus be obtained from the same
expansion by taking W, instead of W, (noting that ¢, and s() are invariant under

n+n'). We can thus write

I dl= Y PPy (2.21)

ond
m,m2€(OxTr(x))* s(m)s(n) ™"
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which by linearity of the trace gives

90771907]2
Trleadia) = 3L 0 Sy Y mnen)y (2.22)
m1,m2€(OxT L (%))* s(m)s(n2) ot

Tr (T o nT>
Figure 2.3: Operator graphs arising in the expansion of Tr(ngxJQT,X).

Similarly, for £ = 2 we can repeat the above procedure to obtain

(
"
(@)

) (ngl)o(ﬂgl))-ronf)owf))T)’ (2,23)

and the case for general k follows analogously, with the final expression involving prod-
uct graphs of the form Tr (7751) o (nél))T n(k) (nék))T). This will be discussed in
detail in section 2.5, and is depicted in fig. 2.8.

(1) (1) 77§2) 77(2) i=1j=1S ]

> (HH
€(0xTr(x))*

Neural tangent kernel

The same procedure can be used to compute the NTK O (x,y) € RVe+1*Ni+1 wwhich

we recall is the matrix representation of

;A?(d%( x))w, © (APL(¥))w, (2.24)

for layer-wise learning rates (\;), € R.
To find an expansion for O, let 9,T;(x) denote the space of trees which can be

obtained from trees in Ty (x) by freeing exactly one of its height ¢ edges (i.e one edge

with input W,), making it an in-edge. We can then write

oL (x))w, = Y. W, (2.25)

€8Ty (x) s(1)

where W, : RNe+1xNe 5 RNz+1 noting that the s(7) take care of any overcounting.

Arguing as we did above, we then find that

dd;, o (DL (y) i = T W 2.96
(@ @ml = B 5 (226)
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2.2.2 Atomic pairings of trees

We begin with the following useful lemma, which highlights important features of
atomic pairings of edges of trees. It will be used in the proof of theorems 2.12 and 2.16
below.

In what follows, for any tree 7, we refer to edges whose head is the root as root
edges and denote them by r(7). Given any e € E(7), we also let 7|, denote the sub-tree
of 7 rooted at e’s head. This new tree 7|, then has a unique root edge (which is e),
and a sub-tree rooted at e’s tail. Lastly, recall that admissible pairings only pair edges
in Fy (namely edges with random matrices as inputs), and that an {—edge in E)y is
one that has been fixed to the random matrix W, € W.

Lemma 2.7. Let 7 be a connected, directed graph with all vertices having in-degree 1,
except for the root r. € V(1) which has in-degree 0 (so that T is a directed tree). Then
for any ¢ € Pa(7), the following holds:
1. ¢ only pairs edges which are equidistant from the root.
2. Let e, €’ be arbitrary edges in 7. If {e, e’} € ¢, then ¢ is an atomic pairing of the
edges in T|. A T|e (the tree formed by identifying the roots of 7|, and 7| ).
3. For any k > 0, let eg, ..., e and e, ..., e, be two sequences of edges forming
paths of length k + 1 which start at v, (so that e;, €, are at distance i from the

root and ey, e are root edges). Then
{er, e} € o= {ei, et} € ore;=c¢. forall0<i<k.

Proof. We begin by proving that root edges have to be paired with other root edges:
consider a root edge e = (r;,v) € Ey(7) and assume that it is paired to a non-root
edge €' = (u/,v") by ¢.

Assume first that ¢’ € Ey(7].) with «' # r,. Then consider the image in (7),
of the path from 7. to v’ in 7: it starts and ends at the same vertex of (7)4, while
only traversing the (undirected) edge corresponding to {e, e’} once (cf. fig. 2.4 left).
This is a cycle, which contradicts the fact that ¢ € Pa(7). Now assume that e €
Ew(r) \ Ew(7|.) with v’ # r.. By what we have just shown, there must be another
root edge é = (r,,0) such that ¢ € Eyy(7|s), and which is not paired to any edge
in Eyw(7lz). Arguing as above, the image of the path from r, to « is a cycle in
(T)s traversing the image of € only once (¢f. fig. 2.4 (middle)), giving the desired
contradiction.

We now prove (2). Assume that {e, e’} € ¢, and for contradiction that {e,¢'} € ¢
for some € € Eyy(7|.) (which is # e) and €’ € Ew (1) \ E(7|c UT|e). Then consider the
path which starts at the head of ', goes through r, without using edges in 7|, U 7|
and ends at the head of ¢ using the edge e (¢f. fig. 2.4 right). This path’s image in
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(7)]s is then once again a cycle since it traverses {e, e’} only once, we conclude that

¢ T)eUT| s € PA(T|6 A 7-|e’)
To prove (3) we proceed by induction. Assume that {ey, e} € ¢. If e = €},_4,

there is nothing to prove. Otherwise, assume that e;_; ¢ Fyy(7), so that it is not paired
by ¢. Then the path which starts at the head of e, goes to r, through e;_; and ends at
the head of e}, via e},_; is a cycle in (7)4. We must therefore have e;_1,¢e;,_; € Eyw(7).
Now if these edges were not paired together by ¢, then {ey, e} ¢ ¢ by (2), giving
us a contradiction. This proves (3) by induction on k.
Finally (1) follows from (3) by induction on the distance from the root, using the
fact that root edges have to be paired with other root edges. O]

Tle

v’
’
€
’
u

v - v
e B
Tr

Figure 2.4: Paths in T which are cycles in (T)y in the proof of theorem 2.7.
Red dotted lines denote vertices/edges which are the same in
(T)¢, and paths highlighted in blue are cycles in the latter.

2.3 Gaussian Process Limit

Assumption 2.8. The input dimension Ny of ®r, is fived, and N, = N for all other
layers £ > 0. Assume also that oo = 1 and oy = N[l/z forl>1,

Theorem 2.9. Under theorem 2.8, for any M, L > 1 we have
([@elrs - [Pular) = GP(0, K1 © L) (2.27)

where the right hand side is a Gaussian Process indexed on RN, with diagonal covari-

ance function defined by

Ko(x,y) = (X, ¥)rvo, Key1(x%,y) = E 01 (Xe) e (Ye)] (2.28)

Ki(x,x) Kix,y)
(Xe Y0 ~ N (0’ [Ke(y,X) Koy, Y)D ‘ (229)

To prove this, we first consider the coordinate-wise tree expansion of ®; given in
eq. (2.16):

¥n
[P (x)]x = Z —W, € R.
€T k(%) 8(77) !
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Finding a distributional limit of ®; using this expansion thus amounts to finding the
limiting distribution of

(W, | n€ UM Ty (x)
as N — oo, for any fixed sequences (x; € RY | i € [M]) and (k; € [Ny 1] | i € [M]).

The mixed moments of the W,, can be computed using theorem 1.17, which yields

E{ ﬁ (Wm‘ - Z W(m)¢>} - Z W Lins- (2.30)

=1 PEPA(1n:) PEPAR (Lin:)

To identify the leading order terms on the right-hand side, we must therefore identify

the pairings ¢ € Pap(L;7;) which maximize W ,p,),. This is done in the following

o
lemma.

Lemma 2.10. Under theorem 2.8, for any L > 0 and fived sequences (x; € RNo | i €
[M]), (ki € [Npa] | i € [M]) and (n; € Tpg, (x;) | i € [M]), we have

Vie [M], Pa(n) =0, and thus > W, =0, (2.31)
YEPA(n;)
1 . . 1
Z W(Umi)¢ — UumiNQ(\E(umz)lflﬁo(umz)\) (04(|_|ﬂ71> + O(N)) , (232)
AEPAF (Uini)

where Lo(L;n;) denotes the set of leaves of L;n; which are endpoints of 0-labeled edges,

a(Um) == Y, ds(x,X)g

p€PB(Uini)

where 04 is equal to one if roots paired by ¢ are fized to the same e; and zero otherwise,

and

(X,X)p := H (Xi, Xj)RNo -

{.xi 7.x]' }6(50(Umi)/’“¢)

Proof. For the first assertion, we just have to prove that given any n € T,x(x) one
has Pa(n) = (). This is clear, since the tree n only has one /—edge (namely, the one

stemming from its root), which then cannot be paired with any other edge.

For the second assertion, recall that the elements of Lo(L;7;) are the only cells in
C(U;n;) which are tails of 0-labeled edges. This means that any ¢ € P(L;n;) identifies
these vertices in pairs as shown in fig. 2.5. It follows that for any pair of vertices

oy, 9, € Lo(Lin;), if we let G denote the product graph obtained from L;»; by deleting
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these vertices along with their adjacent edges (see fig. 2.5), then

W ims = 2 IWa,laloglasx © %]
of

=05 > [Wa,lalxilslx;]s = 0 (xi, X;)pve Wa, - (2.33)
a7ﬁ

Figure 2.5: Any admissible edge pairing induces a pairing of leaves.

A similar argument holds for every pair of roots (heads of /—edges) in L;n;, of which
there are ¢(L;n;) many. Repeating (2.33) for each pair of leaves and roots then yields
the following equality for any ¢ € P(L;n;):

W(Umi)¢ _ O_(\)ﬁo(Umiﬂag(Umi) <X, X>¢5¢WG}ﬁ (2‘34)

where G is obtained from Ll;n; by removing all leaves, roots and their adjacent edges,

and
(X,X) g := 11 (%4, X )mo.-
{ox; 9 JE(Lo(Lims)/~4)
Note that here, 64 arises from the roots in the same way as (x,x), did from the leaves,
except that since the roots all have inputs e; for some ¢, the resulting inner product
must either equal zero or one.

Further, note that under theorem 2.8, G is a product graph satisfying theorem 1.19,
in particular a product graph with all vertices having dimension ? = N, fixed to 1y
and with all edges fixed to random Gaussian matrices (E \ Fyw(G') = (). We can
thus leverage the genus expansion results of section 1.3.2 to compute the values W,
explicitly.

Note that any ¢ € Pap(Ll;n;) must induce an atom-free partition of the edges of G*,
since each of the removed edges shares a vertex with G'. By theorem 1.21 we know

that WG(lb is maximized when this induced partition is bi-atomic, in which case
1 c 1
WG}b = g NUEG)IHGD)/2,

s : : Lo(Uin; Lin;
This yields the claim, since oy, = oy-° Mg g,

|E(GY)| = |EWmi)| = |Lo(Wins)| — c(Uimi),  (GY) = e(Wimy),
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and
{1 € Pa(G") : ¢ is induced by some ¢ = Pg(Li;n;)} = Pr(G").

O
Here, a(L;n;) is essentially a weighted version of the cardinality of Pg(L;n;).
Applying this lemma to (2.30) gives
i 1 1
E {H Wm} — O-UimN2(|E(uim)‘_|£0(uim)|) <Oé(|—|i7h') + O(N)) . (235)
i=1

Remark. To have a well-defined distributional limit for ®;, the o, must be chosen
in a way that makes the above quantity O(1) for all m; € Tpy,. This is equivalent to
requiring that o, N2 DI=E®D — O(1) for all Lk > 1 andn € Tk, which is in turn
equivalent to

oo = O(1) and oy = O(N, '*) Vi > 1. (2.36)

The canonical choice would then be the one for which o, N2(|E( MI=l£omD) — 1, which

explains our theorem 2.8 and is known as the “GP limit” parametrisation (see [68]).

The proof of theorem 1.22 (replacing |Pg(L;n;)| with a(L;n;)) then gives the following

limit.

Proposition 2.11. Assume that theorem 2.8 holds. Then for any M, L > 1 and fixed
sequences (x; € RN | ¢ € [M]), (k; € [Np1] | i € [M]) and (n; € Tr,(x:) | i € [M])

we have
(Wm‘

where the right-hand side denotes a Gaussian process indexed on (n; € Tpy,(x;) | ¢ €

N—oo

i€ [M]) —, (Zm

ic [M]) £ GP(0,C) (2.37)

[M)) with covariance C(n,v) = a(nUv), < denotes equality in distribution and o is
defined as in the statement of theorem 2.10.

Lastly, we will need the following decomposition of the covariances a(n U v).

Lemma 2.12. Let o be as in theorem 2. 10 and fix £ > 1. For any 7 = [m - -7y, €
To(x1) and 1 = [n1 - Nml, € Te(xa), let 7O denote the tree obtained from T by firing

its unique out-vertez to e;, and similarly for n9). Then we have that

(T @ |—|77 6”2 H a(m U m)

T {mi,me}ET

where the sum is over all pairings ™ of the elements of (Tl(i), N O n%j), o, mB.

Proof. Let ¢ € Pg(7% Lin9) be arbitrary. Denote by r(7) (resp. 7(n)) denote the
unique edge whose head is the root of 7 (resp. 7). Then r(7) and r(n) are the only
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f{—edges in their respective trees, and must thus be paired by ¢. Since ¢ must then
pair ¢ — 1-labeled edges with each other (which are precisely the edges {T’(Téi))}zzl,
{r(n,gj ))}Zzl) this induces a pairing 7 of the trees in

(Tl(i)> s 7T(i)7n5j)7 cee 777%))

n

via the bijection T,gi) > r(r,gi)) (and similarly for the n,(gj )).
By theorem 2.7, (1) and (2), for each {7, m} € 7, ¢ contains a bi-atomic pairing
of the edges of 7 L mo, which we denote by qﬁ‘ . (€ Pp(m Umg)). In other words,
1o

we can decompose ¢ as

o={{r(m.rm}y} L Olmim (2.38)

{m1,m2}em

and the lemma then follows since we can write

<X7X>¢ = H <X7 X>¢|rr1u7r2'

{m1,ma}em

O
We are now ready to prove theorem 2.9.
Proof of theorem 2.9. 1t follows directly from theorem 2.11 and eq. (2.16) that
(L, - - [Prly) =5 GP(0, Ky @ Idyy)
where for any ¢ > 0, K, is defined by
Kxy)= Y % =T a(mUn)€R. (2.39)

Mx €T 1 (%) Ny €Ty 1(y) S<nx)8(ny)

What’s left is to show that this definition of K, coincides with the one in the theorem
statement. We proceed by induction on ¢. The base case ¢ = 0 follows from Ty ;(x) =
[eeax } and afs oex L e ooy ) = (x,y)un.

For the inductive step, we assume that the claim holds for ¢ and apply theorem B.4
with Ay = Tyy(x), A2 = Ty (y) and

PPy o ).
)\(njy)_S(T])S(V) (TIU )

Note that Tyy11(x) and X4, are in bijection via 7 := [ - D),y = 7 := [0 ]

and under this identification we have

sm) =s) [Tstm), o0 =ei0 T e
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theorem 2.12 thus gives

amur)= >[I almum),

TeP(qUD) {m1,m2}ET

and this completes the proof since

PnPv PPy
———a(pUv) = ———= A(71, ).
S(T])S(V) 5(7]>5(V) 7r€73(zﬁ|_ll7) {7r1,17r_2[}€71' v

O
2.4 Neural Tangent Kernel
Recall that O (x,y) € RNe+1*Ni+1 jg the matrix representation of
L
> AH(AL(x))w, © (APL(Y))w,. (2.40)

=0

for (A\?)s>0. We prove convergence of O(x,y) to its limit under the following condi-

tions.

Assumption 2.13. Assume that the input and output dimensions Ny and N1 of @,
are fixed, and that Ny = N for all other layers 0 < ¢ < L. Assume also that og = 1
and oy = N2 for { > 0 (the “GP limit” initialization,).

Theorem 2.14. Under theorem 2.13 and if A = o71(¢ > 0) + 1(£ = 0), we have

2 N2
IE{H@L(X, y) — 0F(x,y) ®1dy, ., } - o(f\[ﬂ) (2.41)

where

@80(X7 Y) = <X7 Y>RN0? @io(Xa Y) - KL(X7 Y) + KL(X7 Y)@zofl(xﬂ Y) (242)

and K, is defined in the same way as K, but substituting o, for ¢} in (2.28).

Recall that the i, j-th entry of the NTK can be expressed by the following graph
expansion (see eq. (D.19))

S NUAPL(x))w, o (dDL(y Z 3 mxzwmnT. (2.43)
£=0 (=0 7€8,Ty, . (x) S\T)5\7

ne€dTr ;(y)

We once again use theorem 1.17 to study the joint distribution of the product graphs

on the right-hand side, from which the following lemma follows.
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Lemma 2.15. Under theorem 2.13, for any 7 € 0,T1; (x1) and n € 0T ;,(x2), we

have ,
1
E{ (Ufwmnr —a(ro 77T)> } = O(N)’ (2.44)
where®
a(t o nT) = Z Oiyin (X, X)p- (2.45)
YEPA(TonT)

Proof. By theorem 1.17 we know, setting G := 7 on', that

2
IE{ (WG - > Wgw) } = > Wew, (2.46)
YEPA(G) PEPAr(GUG)

We begin by proving the claim for 0 < ¢ < L # 0. We will be reasoning as we did
to prove theorem 2.10, namely by analyzing the structure of a pairing in P (G). To
that end, note that the elements of L£o(G) are the only cells of G which are tails of
0-labeled edges, while the roots of 7 and 7 are the only heads of L-labeled edges.

It follows that for any 1 € Ps(G), these vertices will necessarily all get paired,
yielding

Lo(G
We, = oy lo? (x, X) i1, Wt

where the product graph G is obtained from G by removing all leaves, roots and
their adjacent vertices. Under theorem 2.13, G is then a product graph satisfying
theorem 1.19: all of its vertices have dimension 9 = N and are fixed to 1y, all edges
except one are fixed to random Gaussian matrices, the remaining one is fixed to I. We

thus apply the genus expansion formula (section 1.3.2) with
|Ew(GH] = |E(G)] = 1= |B(G)] - (I£o(G)| +2) - 1,

[E\ Ew(Gh)] =1,

and since any atomic partition of G induces an atomic one on G*, we conclude that

Wer = o1 N3IE@)=1L0(@)]=8)+2

)

Z WGw _ UGN%(lE(G)\*lﬁo(G)lJrl)a(G).
HePA(G)

The same reasoning applied to Par(G LI G) gives

3Recall how i; and i are fixed when choosing 7 and 7, and stand for the e;s at their roots.
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Wiaua), = 0e NP0 x) 46, (for ¢ € Pa(GUG)),

1
> Wiaa, = 2NEO100 (a@ue)+0(+ ).
pEPAr(GUG)

We now turn to the cases when ¢ = 0 or ¢ = L, noting that the pruned graphs do

not contain any I this time. In the ¢ = L case, we get

We = 0aNIE@I-(L@ D)+ _ 5 N3(E@)-ILo(@)1+1)

»

Wauag), < gé]\f%(2IE(G)|—2(\£o(G)\+1))+1 _ O.éNIE(G)|—|£0(G)|7

respectively, while for £ = 0 we get

We = oo NAIE@I-1L@1)+1 _ 5 NHIEG)-10(@))

¥

W), < géN%(2|E(G)|—2(|£0(G)|+2))+1 — GZNIB@I-ILo(@)l-1,

Putting everything together, for any ¢ and under theorem 2.8 (in which case o =

N2 (B(@)=Lo(@)-1(>0)) | we always obtain

E{ <J§WG _ a(G))2} _ ]1[ (a(G UG)+ 0(&)) | (2.47)

O

Remark. This implies that we need to take \2 = o7 to get a well-defined limit, as

assumed in theorem 2.14. This is known as the “NTK parametrization” (see Jacot
et al. [58]).

As with theorem 2.12 in the previous section, we will need a combinatorial de-
composition of the limiting covariances a(7 o ') in order to prove theorem 2.14 by

induction.

Lemma 2.16. For L > 1, there is a canonical bijection
AT i(x) = Tri(x) x 9Tr_11(x), n— (nt,n7)
under which

a(ton’)=a(r™ UnMa(r™ o n_T), s(tH)s(77) = s(7),  ©r = Prror-

where Qir,..z,), = go(L"H) II; or, and a is defined as in the statement of theorem 2.15.

Further, if ¢ = L, we have 0yT1_11(x) := {®} so that 0,T;(x) ~ Tp,;(x) and a(7 o
') =a(r"un®).
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Proof. Each tree in T}, ;(x) has exactly one L—edge, namely the unique edge adjacent
to its root. If £ = L, the canonical bijection in the lemma’s statement is the map
which assigns to n € 9. ;(x) the tree n* obtained by fixing 1’s root edge to W
Since each bi-atomic pairing of 77 LIn™ has to necessarily pair the root edges, it follows
that Pg(7t U nT) and Pa(7 on') are in canonical bijection, and in particular that
a(ton’) =a(rtun®).

If ¢ < L, then any n € 0,T;(x) can be viewed as a tree 7= € 0,T1_;1(x), which is
attached by its root to a tree 77 € Ty ;(x) as in the example of fig. 2.6. Note that this
decomposition is unique. It thus remains to show that P, (7 on") is in bijection with
Pe(r Un*) x Palr™ o (n7)7).

Let M € R¥*Y be a random matrix which is independent from the {W;},, and is
populated with i.i.d. standard Gaussian random variables. Consider the trees 7[M],
n[M], which we recall are obtained from 7 and 7 by inserting M into their unique free
in-edge, respectively.

Clearly, Pa(7 on') is then in bijection with P (7[M] A n[M]), since any pairing in
the latter must necessarily pair the edges given M as input, as well as the root edges
r(r[M]) and r(n[M]) (since they are the only L-labeled edges).

We can now use theorem 2.7, (3). Fix any pairing ¢ € Pa(7[M] A n[M]). In 7[M],
the path starting at the root and ending at the head of the unique M-labeled edge
must be paired by ¢ with the analogous path in 7[M], meaning that edges which are
equidistant from the respective roots are paired with each other. In particular, this
will end up pairing (7~ [M]) with r(n~[M]).

Furthermore, by theorem 2.7, (2), ¢ will only pair edges of 77 [M] with edges
of n~[M] (and similarly for 77, n" as a consequence). This implies that ¢ can be
decomposed into the union of some ¢~ € Pa (77 [M]An~[M]) with some ¢+ € Py(77 A
).

Repeating this argument for the unique b€ Pa(T on') corresponding to ¢, we

conclude that Pa(7on') is in bijection with

PalrtUn™) x Pa(r=o (7)),
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and it follows that
a(t o 77T) =a(rtuna(r o n_T).

We can now derive the rate of convergence of the NTK to its limit.

Proof of theorem 2.14. Let i,j € {1,..., Ny} be arbitrary, and recall from eq. (2.43)
that

Prp 2
A[(AeL(x)w, 0 Aoyl = > Y W,
‘ TE@ZTL,i(X) n€dTr, i (y) 5(7)3(77) K

for any 0 < ¢ < L. Note that the number of terms in this sum is finite, and crucially
does not depend on N nor Ny, Npyi. The same is true for the factors ¢, ¢, and
s(7),s(n). Thus theorem 2.15 and repeated applications of the elementary inequality
(a+0)? <2(a® +?) yield

E{(Z SW")a(T o) =y ¥ AW )2} - o(i{) (2.48)

w s(7)s(n o S5(7)s(n
where the implicit constant depends on L.
For ¢ = L, theorem 2.16 then gives

PrPn alronT) = Prt+ Pyt alr+ +
2 s T = 2 s T )

which is in turn equal to §;; K (x,y) by the proof of theorem 2.9. Otherwise, noting
that s(7) = s(77)s(77) and ¢, = ¢,;+@,-, we instead have
PrPn T
——~aron’)
TZ,T; s(1)s(n)

- X S a(r una( o)

which is equal to

0iKr(x,y) Aim o7 [(d® s (x))w, (A1 (¥))w, 11,

(once again by the proof of theorem 2.9).

It follows that [©.(x,y)]; converges in L? to [O(x,y) ® Idy,,,];; at a rate of
O(1/N) foreachi,j € {1,..., Np+1}. The theorem then follows since Ny, 4 is finite. [
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2.5 Jacobian Moments

Consider the input-output Jacobian Jj, x, which we defined in eq. (2.17) as the matrix

representation of

d(pp o ®p_1)x € RN N0, (2.49)

Letting {&,...,&n, } be the eigenvalues of J, ,J z’x, recall that the empirical spectral

distribution (ESD) of this matrix is defined as the random measure
PL ‘= —— Z (551. (250)

where J¢, denotes a Dirac mass at &. Fix z = (limy_ o 2 (x,%))"/? and let m,(:\g(x)

denote the k-th moment of py, noting that

1
myy) () = N ((JL,XJI,X)k) : (2.51)

We will assume the following for the remainder of this section.

Assumption 2.17. For all ¢ > 0, N, = N and 0} = 1/N. Assume also that the
x € RY in (2.49) satisfies + (x,x)py — 2% € R as N — .

Our goal is to show that under this assumption, m,E;]\ZL)(:B) — my, (z), where my, 1, is

defined by the recursion in eq. (2.53). This is the content of theorem 2.19. In order to
state the latter, we must first introduce the notion of a non-crossing partition and its

Kreweras complement.

Definition 2.18. A partition © of {1,...,n} is said to be non-crossing if, whenever
a,b belong to a block (disjoint subset) of m and c,d to another, we cannot have a < ¢ <
b < d. We denote the set of all such partitions by NC,,.

To visualize the non-crossing property, plot the sequence (1,...,n) in clockwise
order as evenly spaced points on a circle. For every block {ay,...,a;} of 7 € NC,,
connect the points corresponding to each a; to form polygons with these points as
vertices, as depicted in fig. 2.7 (if j = 2, simply form a line segment). If 7 is non-
crossing, the resulting polygons and line segments will never intersect.

Further, interpreting the circle as a cycle graph whose vertices are the same points
1,...,n and edges are the arcs connecting these points, such a # € NCg induces a
partition on the edges as follows. Label by i the edge connecting v; and v;;1 and by
n the edge connecting v,, and v;. Then two edges are put in the same block if we can
draw a line inside the circle connecting them without intersecting a polygon (or line
segment) corresponding to a block of 7. This resulting edge partition is known as the
Kreweras complement of m (see Nica and Speicher [93]), and denote it by 7*. Note that

this is also an element of NC,,.
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<@&— 4

7= {{1.3,4},{2}. {5}, {6}, {7.8}} € NCy
T = {{17 2}7 {3}7 {47 5,6, 8}? {7}}

Figure 2.7: A non-crossing partition m of eight elements (red), and its
Kreweras complement ©* (blue).

Theorem 2.19. Define
pr e () = Elgl, (Xo)*] for  Xo ~ N(0, Ko(x)), (2.52)
where K, is defined recursively by

Ko(z) = 2%, Ken(r) = Elpa (Xe)?].

Then under theorem 2.17,
N
mir (x) — mi(x),

where my, 1, s defined recursively as follows:
mio(z) =1, mir(x) = prp(x)my (),
mk,L(x) = Z Mﬂ,L(aj)mw*,L—l(w)> (253)

TeNCy

where pir 1(x) = ger tp),L(x) and similarly for mq- 1 (x).

Remark. The moments my. 1, can be seen as a non-linear (activation-dependent) gen-

eralisation of the Fuss-Catalan numbers (see, e.g., Nica and Speicher [93])

1 ((L+1k " 5
POk — FOtk) — FOUBD

Indeed, if we consider the linear case with ¢ = 1d in the above, then pi.o = 1 for any

7, L and we recover My, = 3 enc, Ma,L—1 (noting that ™ — m* is a bijection).

Since x is fixed a priori by theorem 2.17, we omit it from the notation in what

follows.
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Proof of theorem 2.19

Recall that we have derived a graph expansion for m,(ij) in egs. (2.22) and (2.23). For
general k, the latter takes the form

v (HH ) (o) onPe7) 254

z) i=1j=19S

where the sum if taken over all trees nj(i) in (0xTr(x))*, for i € [2] and j € [k].

We call the graphs

k k
Tr (n” o ()" o+~ omf? o ()7,

arising in this expansion decorated cycles, owing to their particular form: they each
consist of a unique undirected cycle (meaning that one obtains a cycle after ignoring
edge directions in the graph) which in this case is of length 2kL, and trees rooted at
vertices belonging to this cycle. An example for L = 2 is depicted in fig. 2.8.

0 0
1
1
;"
0 0
1 1
1 nHT 2 2)T
e ) Tr (775)0775) on” o ny” )

Figure 2.8: A decorated cycle (right) formed by four trees (left), with the
latter’s unique (undirected) cycle highlighted in red.

It will turn out to be convenient to work directly with the trees rooted at at the
U To that end, note that in any 77Z € (0<Tr(x))*, we

(]

cycle instead of the initial n
have a unique path of length L from the root to the (unique) free leaf, which we call the
trunk. The tree 'r]l ) then consists of this trunk, together with L subtrees nz( 1), . ,'r]l(JL)
belonging to (Ty(x))*, ..., (TL(x))*, respectively which come out of the trunk. This
bijection is depicted in fig. 2.9 below.

Using this bijection, any graph of the form

Tr (i o (5") T oo™ o (") 7) | (2.55)

thus corresponds to a unique sequence of trees
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m € (0xT5(x))* M M2

Figure 2.9: A tree in (0xT(x))* is in bijection with the sequence of trees
rooted at its trunk (highlighted in red).

k

n = (1)) semieizien € [L((To(x))* x -+ x (TL(x))")?, (2.56)

i=1

(which are product graphs) and so we adopt the notation G(n) to denote the graph,
as well as C'(n) to denote its cycle. Lastly, we use DC(k, L) to denote the space of all

such graphs. With this notation, we can rewrite the expansion in eq. (2.54) as follows.

Lemma 2.20.

Tr((Tradia)') = > ;(0" W)
G 5()
where the sum is taken over all G(n) € DC(k, L) (or equivalently, all n = (ng))hj’l,
c.f. eq. (2.56)), and .
Pn gpn%)
stm) 8(77@%))'

Proof. This follows from the aforementioned observation, and the fact that

(ﬁﬁ P00 ) 1 P
=17 13 ) z],ls(nl(,]l))

where ¢ is defined as in theorem 2.16. [

We thus need to determine the limits of (values of) decorated cycles, which is

achieved in the following proposition.

Proposition 2.21. Let k, L > 0 and G = G(n) € DC(k, L) be a decorated cycle. Then

under theorem 2.17, we have that

E{(AcWq¢ - a(G))*} = 0<N>, (2.57)

where
1

(x,%)
Ao = N GRSE and a(G) = > 1T N (2.58)
G YEPA(G) {ox,0x}E(Lo(G)/~v)
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Proof of theorem 2.21. Let G = G(n) be a decorated cycle. We first show that for any
admissible pairing ¢ € P(G), Wg, = O(ogNWV(E)). Indeed, for any such ¢, we have

N N
> a=11Qeyeny]a
Woo=oo [ Yloueyle=oonV@ [ ZeslCuedle
TEV(G) /g a=1 TeV(G)/~e

and as argued in the proof of theorem 2.10 (see fig. 2.5), the only vertices with input

x in G are of in-degree 1. All other vertices have input 1.

For any m € V(G)/ ~, we therefore have
Oagery € {1,x,x O X},

so that

g:l[@oyewy]a el aN:1[X]a (x,x)
N ’ N N |

Since (x,X)/N —N_00 * and
Ixll, _ VN lIxll, [l

>aziX¥a —

IN

we can conclude that
WG¢ < C’xagNW(GM

for some constant C, depending on x. The order of W, is therefore determined by

the number of vertices in Gj.

Following section 1.3.2, it suffices to prove that

Z WGw = UgN‘E(Gw)Hla(G),
YEPA(G)

which is true in the event that

11 Ya=1[Oeyenyla _ I (x,x)

TeV(Q) /[~y N {ox,0x}E(L(G)/~y)

holds for every ¢ € P(G).

The latter is equivalent to proving that the edges whose input is equal to x are
paired between themselves.

Note that on the one hand, these are 0-labeled edges. On the other, 0-labeled edges
arise in one of two ways. They are either:

1. Edges whose tails are leaves of G (meaning vertices for which the sum of the in

and out-degree equals one), and which therefore have input x, or
2. Edges belonging to the cycle C(n).
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Since 1 is atomic, the result then follows by theorem 2.22. as it prohibits ¢ form pairing
edges inside of C'(n) with edges outside of it in G. O

Remark. Note that by theorem 2.17, A\g = % for all decorated cycles G since oy = TIN
for all ¢ > 0.

Since o, = ﬁ, we then have that

1 ¢ L2 @
ST )) = 2 S(")AGm)WG(n) = S(")&(G("))
G(menc(k,L) S\ G(menc(k,L) S\

with rate O(%), since these are finite sums.

Now letting

- P
Mer = Y. a(G(n)),
G(n)eDC(k,L) s(n)

it suffices to show that 7y, satisfies the recursion in (2.53).
To derive a recursive formula for the coefficients my, 1, we analyze the structure of

atomic pairings for decorated cycles, beginning with the following result.

Lemma 2.22. Let G(n) € DC(k, L), C(n) be this graph’s cycle (i.e. the subgraph
which is a cycle after forgetting about edge orientations), and ¢ € Pa(G(n)). Then
¢ = ¢pc U da\c for some oo € P(C(n)). In particular, all of the L-edges of C(n) are

paired between themselves by some pairing ¢, C ¢c.

Proof. For ¢ to be atomic, it must pair edges in a way that collapses the undirected
cycle C'(n) without creating any new cycles in the process. But this is only possible
if edges of C(n) are paired between themselves, as any edge that isn’t paired this way
would end up in a cycle as depicted in fig. 2.10 below.

G(n) G(n)o
Figure 2.10: A cycle formed by pairing edges that belong to C(n) with
edges that do not.

Further, since edges can only be paired with other edges with the same input, ¢

must contain a pairing ¢, of the L-edges in C(n). O

Now let ¢ € Pa(G(n)), and ¢, be as in the lemma above. Note that in G(n), the
trees ngz, ngz share a root for each j, which belongs to C'(n). For each j € [k], we let
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vj = root(ng% A ngz) denote said roots, and note that each v; is the head of exactly
two L-edges in C'(n). All other vertices in the latter are heads of edges with inputs W;
with ¢ < L.

Said differently, the k pairs of L-edges of C'(n) are in bijection with vy, ..., vy, and
through this bijection, ¢, C ¢ induces a unique partition 7 of {1,...,k} defined by
letting a and b be in the same block of 7 if they label endpoints of edges which have
been paired by ¢;. This is depicted in fig. 2.11, and we write ¢, ~ 7 to denote the
fact that ¢, induces .

v1

V2

Figure 2.11: A pairing ¢1, of the L-edges of a cycle C(n) (left), the par-
tition m € NCy that is induced by ¢r, (right, in red), and its
complement 7 (in blue).

For atomic ¢’s, we notice that the only 7 that arise this way must be non-crossing.
Indeed, if ¢, ~ m and 7 admits a crossing, then a cycle is formed as depicted in fig. 2.12

below.

— A

Figure 2.12: If ¢;, ~ m and 7™ has a crossing, then identifying edges ac-
cording to ¢y, creates a cycle.

Next, recall that by definition, v; is the root of 779% A ngjz for every j € [k]. Upon
identifying L-edges of C'(n) by ¢r, such trees get joined at their roots. More precisely,
if ¢y ~ m, then for every block B = {j1,..., 7} of m we obtain the tree

(s Ay A= AT gl = AL (] A D).

Furthermore, for ¢ to be acyclic, it must at the very least pair edges of such trees
internally within each tree (otherwise, a cycle would be formed at their roots). We
therefore get, for each block B = {ji, .., j;} of m, a pairing ¢p € PA(/\ﬁ-Zl(nfiL) A néjL)))

Having now paired L-edges belonging to C'(n) (using ¢r), and those belonging to

trees of height L decorating this cycle (using the ¢p’s), we must describe how ¢ pairs
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the remaining edges. Crucially, observe that the unpaired edges have inputs W; for
i€{l,...,L — 1} and form disjoint decorated cycles themselves. To be precise, we

will need the following definition.

Definition 2.23. Let G(n) € DC(k, L), ¢1, be as above and ¢, ~ w for some m € NCy.
Let B be a block of m* € NCy,. Then the restriction of G(n)s, to B is the decorated
cycle in DC(|B|, L — 1) determined by the trees

nla=0)ie P€RLIEL-1]jEB

Returning to our previous point, the leftover edges (that were not paired by ¢ or

¢p) form one decorated cycle per block of 7*, which are given by

For ¢ to be atomic, we claim that the edges of each of these G(n|z) must once again
be paired internally. This is because the G(m|z) are connected to one another in
G(M) {6} se. Dy paths whose edges that have already been paired by ¢p or ¢r;
pairing some e € G(n|z) to another ¢ € G(n|z) would then create a cycle which we
cannot collapse (as in fig. 2.12). Put differently, this implies that any pairing ¢’ of the

remaining edges can be decomposed into a disjoint union as follows:

¢ = U o

Ber*

Summarizing everything we have said so far, any pairing ¢ € Pa(G(n)) consists of the
following:

1. A pairing ¢, of the L-edges of C(n), such that ¢, ~ 7 € NCj.

2. For every block B = {ji,...,Ji} of 7, a pairing ¢p € PA(/\ézl(ngj:) A néjj:)))

3. For every block B of 7}, a pairing ¢5 € Pa(G(n)|3).
Noting how the quantity

H <XJ,VX>

{ox,ox}e(Lo(G(n)/~o)

then factors into

(x,x) (x,x)
! I N
Bem {ox,0x}E(Lo(G(n)/~o ) Ber* {ox,0x}€(Lo(G(n)/~¢ ;)

the decomposition of ¢ € Px(G(n)) given by (1), (2), (3) yields the following result.
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Lemma 2.24.

aGm)= Y | TI alAL @Y Andd)) a(Gmlp) | (2:59)

meNCg \ B={j; é:1 BE”Z

Before finishing the proof of theorem 2.19, an example illustrating this lemma and
the heavy notation that we have introduced for it is well in order. Consider the case
when we're computing my s, for which we end up studying decorated cycles G(n) €
DC(4,2). Then the decomposition of a(G(n)) given in theorem 2.24 is depicted in full
detail in the fig. 2.13 below.

(1) (2)
(1) @) M3 A3
771,3 771’3

G(m)|

> {1,4}

(1)
21

1 2 (1
AnSy A S A1)
s

’ 2 1 2
} ni,% A ni,% A §

M31 M3
= {{2}. {3}, {1.4}} o, G,

Figure 2.13: Let ¢ € Pa(G(n)) and 2 C ¢ be as in theorem 2.22 (depicted
in red on the left in this figure). Then ¢ corresponds to a
non-crossing partition w: here, ™ only has two blocks, which
gives rise to the trees 17%1?2 A 77% and ni’lg A 77553) A nélg A 775232 A
nélg /\77%. Its complement has three blocks, giving rise to three
decorated cycles: G(n)|q,ay € DC(2,1), G(n)|g2y € DC(1,1)
and G(n)|y € DC(1,1).

We now have the tools to prove theorem 2.19.

Proof of theorem 2.19. Recall that

- ¥
Mer = Y. a(G(n))
cmencr.z) 5(M)
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by theorem 2.21. We can then use the decomposition given in theorem 2.24 for each

a(G(m)) in this sum to get

S s T a0 Ay | | TT Gl

G(n)eDC(k,L) S(n) neNCr \ B={j;}\_,en Ber;

The next step will be to interchange the order of summation.
To that end, we must first distribute the factor %. The same arguments of theo-

rem B.4 used to prove theorem 2.9 show that
Yoo A

SO A
s = > [

1)) jerm,iez €(TL(x))*)2k

Notice that the sum over NC;, does not depend on a specific G(n). Splitting the sum
over G(n) into two sums, the first over (ng)je[k]’ie[g] € ((Ty(x))*)** and the second

over the remaining trees in m, interchanging the sums then gives

> (HM|B|,L)( [ > e a(G(nlg))>-

reNCy, \ Ber Ben G(nlp) s(nlg)

Lastly, we note that

Pl el N
Gl = 3 sal@) =g
Gl S\ B G'eDC(|B|,L—1)
It follows that
Mkr = Mo LM 11,
TeENCy

and we conclude that my, ;, = my, 1, for every k, L, where my, 1, is as in the Proposition’s
statement.
O

2.6 Observations on the Algebra of Trees

The trees which emerge from our expansions are remarkably similar to those appearing
in the context of Butcher series [83], which constitute a related type of Taylor-like
expansion. The context of Butcher series has been extensively studied, and a rich
Hopf-algebraic structure has emerged as playing a crucial role [35, 90].

It becomes natural to ask whether a similar structure is expressed by our objects,
which, as we have shown in this chapter, do exhibit a complex combinatorial structure.

We leave this as a promising avenue for further research.
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Note that the trees of chapter D, which can fundamentally be seen as Butcher trees
where each branch is a tree of the type studied in this chapter, seem amenable to a
natural extension of the algebraic structure found in the literature.

Before concluding, note that thanks to theorem 2.11, it is possible to imbue the
vector space generated by trees with a Hilbert structure given by (7,7) = a(7 Un),
fundamentally identifying 7 with the Gaussian variable Z, in L?. This corresponds to
taking the dot product of the trees with independent Gaussian weights as in the propo-
sition, and then taking the limit as NV — oo. Interestingly, as we present in chapter E,
it is possible to construct a (limiting) orthonormal basis of this space combinatorially
by working on trees, in the same way as Chizat et al. [13] construct their orthonormal
basis in the linear case: by restricting the sum over indexations in theorem 1.2 to those
indexations where each index appears only once. These objects are orthonormal and
each tree can be decomposed into them, with a methodology expressible in a recursive
way. These observations might open a way to study the training regime, extending the

rigorous arguments of Chizat et al. [13] to the non-linear case.
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Chapter 3

State Space Models

In this chapter we study how the genus techniques of chapter 1 can be applied to the
analysis of State Space Models (SSMs), a modern class of machine learning models
for processing sequential data that have emerged as a compelling alternative to Trans-
former architectures [44, 123]. SSMs have gained prominence in language modeling
and other sequential tasks due to their unique computational profile, which addresses
key limitations of attention-based models.

The appeal of SSMs lies in their dual computational advantages. During inference,
their stateful nature enables extremely efficient autoregressive generation with O(1)
complexity per step, in stark contrast to the O(L) complexity of Transformers, where
L denotes sequence length. This efficiency stems from the model’s ability to maintain a
fixed-size hidden state that is updated incrementally. Simultaneously, during training
and prefill phases, SSMs retain the parallelizability that makes modern deep learning
tractable, with operations that are rich in matrix multiplications and thus well-suited
to contemporary hardware accelerators [21].

This combination of efficient inference and parallelizable training has positioned
SSMs at the forefront of recent breakthroughs in language modeling, where they demon-
strate remarkable performance across diverse tasks while offering significant computa-
tional advantages [44, 134].

This chapter follows the theoretical foundations laid out in Muca Cirone et al. [89],
while extending the analysis in section 3.3 with the linear case proofs from Muca Cirone
et al. [88] using genus expansion techniques. The final section 3.6, extending results to

structured matrices, appeared in Movahedi et al. [87], Walker et al. [125].

3.1 Introduction

Sequence-to-sequence blocks are fundamental components of modern deep learning
models for language, images, video, audio, time series, and genomics. For the last five

years, attention [26, 123] has been the dominant mechanism powering these architec-
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tures. However, competitive results have recently been achieved without attention, by
using state-space models (SSMs): GPU-efficient linear recurrent sequence-to-sequence
blocks stemming from S4 [46]. SSMs achieve state-of-the-art results on long-range-
reasoning benchmarks [121] and show outstanding performance in various domains
including vision [92], audio [42], biological signals [46], reinforcement learning [73] and
online learning [136]. SSMs recently have gained significant interest in the community
since their computational complexity scales linearly in sequence length, while attention
scales quadratically; moreover, unlike other recurrent mechanisms such as LSTMs [52]
and GRUs [14], they can be efficiently parallelized on GPUs during training using
parallel scans [81, 118].

While standard SSMs were shown to be particularly powerful on signal processing
tasks, their computation power is limited: the core sequential mechanism of S4 is
equivalent to a convolution (filtering) [71]. This represents a drawback in challenging
domains such as text and genetics, where the ability to select data efficiently in an
input-dependent manner i.e., perform content-based reasoning is crucial (see [2, 38,
127]). Towards reaching this goal with recurrent models, various adaptations of S4
have been proposed in the last few months. Notably, Mamba [44] implements simple
and efficient gating mechanisms on the S4 recurrence, unlocking input selectivity in
the memory update. Mamba achieved state-of-the-art performance in various language
modeling tasks while greatly improving the inference throughput. Similar ideas can be
found in recent developments inspired by attention, such as RWKV [99], RetNet [119],
Gateloop [64], Gated Linear Attention (GLA) [133], and HGRN2 [105]. Very recently,
[23] surpassed the performance of Mamba with a gated RNN architecture - Griffin -
based on an improved version of the LRU [95], and [30] introduced minimal versions
of GRU and LSTM as gated SSMs.

Contributions At the core of the models discussed above is a time-varying dynami-
cal system, where reasoning is performed through an efficient and parallelizable update
linear in the hidden state. We generalize the structure of such models, drawing a direct
link to controlled differential equations (CDFEs) [32, 53, 67, 75, 86, 114, 124, 135] and
use tools from rough path theory [77] to study expressivity. Our framework not only
provides significant theoretical insight regarding some recently proposed SSM architec-
tures, but we also envision it to be a useful tool in analysing, and perhaps developing,

future architectural advances.

3.2 State Space Models and Linear CDEs

As sequence to sequence models, SSMs process a d-dimensional input sequence x1, ...,z €

R%~ and produce a output sequence yi,...,yr, € R%« to do this these models use a
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hidden state 21, ..., z;, € Rdien produced by a recurrence of the form
20 =zp 1+ A(xg) - 201 + B(xy), (3.1)

where A : Rén — RniddenXdnidden and B : R%n — Rmidden are learnable functions map-
ping the input to the transition matrices defining the recurrence. The input dependecy,
refered to as gating and introduced in the seminal work of Gu and Dao [44], is a key
feature that allows SSMs to process sequential data in an expressive way as we will see

in the next section. The output is then computed as

Yo = F(Zg, SL’(), (32)

where F : Rnidden x Rdin — Rout ig 3 learnable function mapping the hidden state and

the input at a given time step to the corresponding output.

3.2.1 Linear CDEs

Most State Space Models can be viewed as discretized versions of Linear Controlled
Differential Equations (Linear CDEs). Considering them in this continuous-time set-
ting allows us to study their expressivity in a unified way leveraging the rich theory of
Rough Paths (c.f. chapter C). According to their continuous-time formulation, SSMs
process input data sampled from a continuous path X : [0, 1] — R% By X! we denote
the input channel i, evaluated at time ¢t € [0,1]. More formally, we consider input
trajectories in the separable Banach space X = C} o([0, 1]; R?) of absolutely continuous
R dimensional paths starting in the origin. In this space, one can write X = [ X, ds
since X € L'([0,1]; R%); and the norm is 1 X 1,047 == o 1X,] ds.

To model the input dependency of transition matrices, we introduce three maps
transforming the path X: two path-valued maps with output trajectories w*, £* living

in potentially different dimensions, and one vector-valued map for the initial condition
(Jo: X =R w:X = Cro([0,1;R%), £:X = Cyo([0,1];R%)

where we used the shorthand notation w* := w(X),&* = £(X). Akin the notation for

the i-the channel of X (i.e. X%), we denote by w** the i-th channel in w*.

Definition 3.1 (Linear CDE). Fiz N € N (hidden-state dimension), transition matri-
ces A, ..., Ag, € RVN and B € RN*% . The hidden state Z* := Z(X) : [0,1] — R is
computed by the Linear CDE through a linear (in the hidden state) differential equation

driven by w™, £X:
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dy, .
dZF = 3" AZF dwi + BdeS, 7§ = (X)p € RY (33)
=1

Notable examples

We show that both S4 [46] and Mamba [44], two of the most popular SSMs, can be
written in continuous-time as systems of parallel Linear CDEs. The key ingredient

setting the two models apart is the choice of drivers w and €.

S4 as a Linear CDE In S4 each channel X* : [0,1] — R is processed independently
to generate a hidden state Z¢ : [0,1] — R these hidden states are then linearly
combined to produce the output. Thus it suffices to consider the settingd =1, N = N;.

The original formulation of S4 defines the hidden state as

A
7; = AZ,+ BX,, Zy=ZycR" (3.4)
where A € RV*V is diagonal matrix, often structured i.e. initialized deterministically
through HiPPO theory [45] in diagonal form, and B, Z, € R¥ are fixed vectors.
The discrete version is obtained by sampling the continuous-time path X at a fixed
stepsize A and using the Zero-Order Hold discretization®. In continuous-time, this can

be equivalently written as a Linear CDE with w¥ =¢ € R and &* = [J X,ds € R.
t
(X)o=Zo, wi=teR, €= / X,ds € R, (3.5)
0

since dw;® = dt and d¢§; = X;dt. As the reader can promptly notice, here w* is not a

function of X — this will have a crucial role in expressivity (see section 3.4.1).

Mamba as a Linear CDE For Mamba, to each channel i is again associated a
hidden state Z% : [0,1] — R, but instead of being independent these are now coupled
through the input-dependency of the transition matrices A; and B;. In particular, the
recurrence can be written as
dZ}
dt

= Ai(X))Z) + Bi(Xy), Z)=Z,eRY (3.6)
where A; : R — RY>Ni and B; : R — RYi depend on all input channels at once as

A(X) = AfX) A, Bi(X) = XIA(X)(B - X,)

!This corresponds to: (i). considering the continuous underlying signal X; to be piecewise con-
stant, (ii). solving exactly ODE (3.4) and finally (iii). sampling Z; at the sample times of X;. See
section C.4.1
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where
Ai(z) == softplus(c; -2 + 3;) €ER, «; €R%, B, eR

is a non-linear function of the input channels, B is a channel-independent linear func-
tion and the A; are diagonal matrices. Once again, the discrete version is obtained by
sampling the continuous-time path X at a fixed stepsize A and using the Zero-Order
Hold discretization. This is a system of Linear CDEs with channel-dependent gates

(X)io = Z and drivers w;, & chosen as:
t t .
Wiy = /o softplus(a; - X + Bi)ds € R, &, = /0 X, Xisoftplus(a; - X, + B;)ds € R%.

Remark (Are hidden state components recurrently mixed?). In the Linear CDE de-
fined by dZ} = [Z?;l Ajdwtx’j] - Z7 4+ B - dg) the channels of the transformed input
path w* are mized in a linear way in the recurrent step and stored in a shared hidden
state Z* . This allows our framework to be more general compared to S and Mamba,
where each channel of the input is processed individually, and hidden states are later
combined. We know already from Merrill et al. [84] that this distinction between hid-
den state mizing strategies is crucial for expressivity. Our discussion in section 3.4.2
provides an in-depth look at the effects of separate channel processing. This can be
achieved in our framework by choosing the A;s to be diagonal and non-zero only around

a channel-specific portion.

3.2.2 Taylor expansion for Linear CDEs

A great advantage of the Linear CDE formalism is that it allows to leverage the theory
of Rough Paths. A crucial tool in this context is the Taylor expansion of the solution of
the Linear CDE, a result which allows to completely decouple the effect on the hidden
state of the gates (the time and input dependent part), and of the transition matrices
(the proper parameters of the system).

To present this result, we briefly introduce the signature transform [33, 66, 77],
a fundamental tool from stochastic analysis that transforms paths into sequences of
iterated integrals. The signature transform will play a central role in studying the
expressivity of Linear CDEs - much like monomials form building blocks for approxi-
mating functions on Euclidean spaces, linear functionals on the signature provide the
essential components for approximating continuous functions on path space, a fact that
follows from the Stone-Weierstrass theorem.

Consider then a path v € C1([0,1];R%) and define as Wy, the set of words (i.e.

ordered sequences) in {1,...,d,} % The signature transform is the following infinite

2So when we write I € Wq, we mean I = iyiz---ip for some integer M > 0 and letters i,, €
{1,...,d,}, then Ii will be the word iyia---ipi for i € {1,...,d,}.
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collection of scalar iterated integrals
. (s I . (i) 4 (in)
Sig(y)se := (Slg(V)s,t)IerW, Sig(~y )St = /<u1< e Yo A duy . duy,.

We refer to chapter C for additional details and references on the signature.

Proposition 3.2 (Taylor expansion for Linear CDEs, theorem C.18). For any choice
of matrices Ay, ..., Aq,, B =[Bi|...|By] and C = [C4]...|Cy,] € RV*%n the unique

solution of the Linear CDE (3.3) with (-)o gate X — CXq is, using the notation

A=A, ... Ay, given by the absolutely convergent series

dzn

75=%" % AC; XiSig(w 0t+Z S AB /Szg N des e RN, (3.7)

i=1IeW,, j=11eW,,

Notice that this result does not rely on any assumptions on the nature of C, A;,
and B; for any such choice the result is a time-independent linear map on a feature

vector given, at time t, by
T(X)os = (XiSig@ )l [ Sig@ )] €7 i € ldo) T€ Waj € [d]) (39

Note also that the A;C; and A;B; terms can be expressed as operator graphs, which

we call ladders, of the form

Figure 3.1: Operator graph of A;B;. The operator graph of A;C; is ob-
tained by replacing the B; node with the C; node.

In fact if we define 77 ;o to be the ladder of A;C;, 71 ; to be the ladder of A;B;, and
L = L(din, dw, de) to be the set of all ladders of this form for I € Wy, i€ {1,...,d;,}
and j € {1,...,d¢}, then the solution of the Linear CDE can be written as

=> W, T(X)j, e RY (3.9)

TeLL

with clear abuse of notation for the entries of the feature vector T'(X ).

Remark. A property highlighted by this expansion is the interpretability of these mod-
els. After training the CDEs one can compute the matriz multiplications and observe

which entries of the signature the model chooses to take into consideration, to attend.
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3.3 Signature Kernel as Limit of SSMs

We have just seen how Linear CDEs can always be written in terms of the signature
transform, which is a universal feature map on path space. It follows that to study the
expressiveness of these systems, a crucial question is how well the signature information

is stored and to what extent it can be recovered from the Linear CDEs.

We now proceed to study how signature kernels can be obtained as kernel limits,
in an L? sense, of randomly initialised Linear CDEs. These systems therefore act as
random Fourier feature expansions [106] for signature kernels and, in the limit N — oo,

capture all the information contained in the signature kernel.

By writing the solution of the Linear CDE as a sum over ladders, we can leverage

the results of chapter 1 to compute the distributional properties of these objects.

Assumption 3.3. We assume the entries of all the matrices A; € RYN*N to be inde-

1

pendent Gaussian random variables with mean 0 and variance 5, while, for any 1, j,

the entries of the vectors C;, B; € RY to be iid Gaussians with mean 0 and variance 1.

Proposition 3.4. Under theorem 3.3, for any 7,n € L we have that

LB ()| E(n)]
2

< S (IB(™)| + BN (3.10)

1
| Wb =], < 5

Proof. This is an application of theorem 1.17 to the graphs G = (7"n) U (7'n) since
(W, W, )gv = W_7,, the arguments will be the same used to prove theorems 2.10
and 2.15. Recall, theorem 1.17 gives us that

]E{(W;n— 3 W(TTWY}_ Y W, (3.11)

PEPA(TTN) PEPAR(G)

For a pairing ¢ € P(777) to be atomic, the terminal leaves of 7 and 1 must clearly
be fixed to the same C; or B;. The pairing of these terminal leaves gives us a cycle
with |E(7)| 4+ |E(n)| edges needing to be paired, and we know that the only way for
this pairing to lead to a tree is if it produces a ladder. Note that the cycle is split
in two halves, corresponding to 7 and 7, with edges running in opposite directions.
The arguments employed in proving theorem 2.22 then show how the pairing leads to
a ladder if and only if each edge of 7 is paired with the one in 7 at the same depth,
meaning that atomic pairings exist if and only if 7 = 1 and in that case the only one

is the “identity” pairing. Such identity pairing ;4 leads to

1 1
R Vi 1 4 Co ) |E(T)[+1 _
Wi, = eV = Sy =N.
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Consider the pairings 1 € Pap(7 nUT 1), since trivially P4r(G) C P(G) we have
[Par(G)] < |P(G)| < (2 E(r ')t = (2 (E(7) + E(n))!

and also (2 - (E(1) + E(n)!! = 2EOHEMI(|E(7)| 4+ |E(n)])! Moreover for any ¢ €

Par(G) it must hold under our assumptions

1 1
We,| < —gg N

— E(m)+Em+1 _
NZ2 - NE(T)+E(77)N =N

so that

Y W, | < N2FORIEOIE(T)| + |E(n)))!
dEPAF(G)

Putting all together we have
2
B (Wara = 861, | < N2EOHEO (7))

which, multiplying by ﬁ, proves that

2 oIE() [+ E(n)]

W Woew 6| < (@ B G2

L2

to conclude note that by definition of double factorial

(IE@I+IEMD = (E@)]+ [E@D! (E@)] + [Em)] =D

so we have that

VUE@)| + [EmD! < (IE()| + | EMm))!

Remark. We have found that the vectors \/%WT are almost orthogonal, becoming
increasingly so as the dimension N increases. The quality of this orthogonality is
controlled by the length of the ladders, and for any fixed length L there is an exponential
number O(dY) of ladders. Analogous to the Johnson-Lindenstrauss lemma [22, 60],
we thus find, for a fized dimension N > 1, an exponential number (in d) of almost
orthogonal vectors. Intuitively, as N increases, the randomized signature has more
freedom to accurately mimic the dynamic behavior of the true signature. The dynamics
of the signature make it continuously move into orthogonal directions; the presence of
more dimensions allows its randomized counterpart to act similarly, at least over small

time frames.
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3.3.1 L? convergence to the signature kernel

Theorem 3.5. For N € N let AN € RV*N gnd CN, BN € RY satisfy theorem 3.3,

[0,1] — RY be the solution to (3.3) for these matriz choices. For any
X, Y € X we have that

let ZN(X) -

1
N

this is of order O(

Proof. Note how

L2

(ZN(X)e, ZN(Y )Yy —— (T(X)os,

N HT(V)os) =Y. T(X);, T(YV);,  (3.13)

TeL

ﬁ), uniformly in s,t € [0,T] and on bounded sets of X, Y € X.

]1V-<zN<X>t, 2 (¥))es — (TN TV o)

= Z (W W) (X0, TV, — Y T(X)5, TV,

= Z <;<WT,W77>RN - 67',77) T(X)g,tT(Y)g,s

so that

H;{(ZN(X)“ ZNW)s)un = (T(X)ous TV )os)| |

3> }V<w7,w> — | ORI

< T FEREEL (B + B! [T(X)5,T (V)L
1 B ||X||IE(T)| ||Y|||E(n)|

<% ze (B + 1B = grsm B

where we have used both theorem 3.4 and the factorial decay of the signature.

Setting D = d;;, + d,, + d¢ we have that for all k € N

so that

> 25 (5 + B ()1

HreL:|E(r)| =k} < DM

’XH\E(T)I HY”IE(n)

TT [E@IEm!
D XY

< N pitigs? e it I ol |

= VN Z (i+7) il
D i i+ )

< R

~ VN Ze ilj!
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for some finite M. Note now that

(i+j)!!< 4+
il = (i4 )N

(3.14)

In fact, this is equivalent to
((i + 5)1)? < 41415

and we have that

G+ DN <(i+j+D=(G+5+1)(i+))!
< (34 g+ 1)27H5151 < 47194151

where we have used the fact that (i + j + 1) < 2™ and the inequality

G+ _ (145 -y
ilj! i )=

Thus we have that

D Gy @+ 1 M
\/Nm;N 15! \/ngN (i + )N

for some finite M.

We want to show that this sum is convergent, to this end by [120][8.2.1 and 8.2.2]
we have to find a bijection ¢ : N — N x N such that, if

o MiJrj
f9) = i+ )l
then
> flo(k)) < o0

Consider then ¢ as the inverse of the map (i,7) — (i +j)(i +j+ 1) +j ie. ¢
is the map enumerating pairs (7, j) starting from (0,0) and proceeding with diagonal
motions of the form

(m,0) - (m—1,1) = -+ — (0,m)

and then (0,m) — (m+1,0). Notice that such diagonal strides have length m + 1 and

comprise all couples (i, j) such that i + 7 = m.

Since there are exactly m + 1 choices of (7, 7) such that i + j = m, corresponding
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to the couples (i,m — i) for i = 0,...,m, using the above ¢ it suffices to prove

(26)™

M™
> m+ngs S g =y O —%W“"

meN meN

This is the case by the ratio test: set a,, = (\Mﬁ and note that

Am+1 o QM
Qm m—+1
so that
A,
lim Hi_ 0
m—0o0 am

thus the series is absolutely convergent and we can conclude that

| 2¥ (X0 20 e — (XD T

1
L2 VN
as desired. O

Remark. Note how, given paths X,Y € X such that X}, Y} = 1, for the choices of
C;=0 fori>1,&=0 and w = Id, the limit is given by the signature kernel i.e.

1
N(ZN(X)t,ZN(Y) YRN —> SigKer(X,Y ), = > Sig(X)§,Sig(Y)s, (3.15)
IGWd

3.3.2 Convergence to a Gaussian process

We can use the L? limit to prove a distributional result on the readouts of the randomly
initialised Linear CDEs we are considering, showing how the outputs converge to a
Gaussian process indexed on path space with covariance structure given by the limiting
kernel.

In the setting of theorem 3.5, under theorem 3.3, let X := {X;,..., X,,} C X and
let ZY = [ZN(X1)1, ..., ZV (X)) € RYX™,

Proposition 3.6. Let vV € RN be sampled from N (0 Then the vectors

VN

N = [(vV, ZY (X)) 1)rn]jmt,m = (ZR) WY € R™

converge in distribution to a N'(0, Kp(X,X)11) where
(K (X, X)1aliy o= (T(Xi)on, T(X;)o) L2

Proof. By Lévy’s continuity theorem it suffices to study the limiting behavior of the
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characteristic functions
on(u) = Elexp {wT@%}]

In particular we want to show that they converge pointwise to the characteristic

function of a N (0, SigKer(X, X);1), which would imply convergence in distribution.
Note how

() = Elexp {in (ZY) v }]
fexp {i(Zu) "o }]

[Efexp {i(Z¥u,v™) J{AY, CY, BY Y]

E
E

But if we know all the AY, CJN,BIQV then the ZV(X;); are deterministic objects,

and v is normally distributed; thus

o (u) = E[E[exp {i(ZYu, v™) J{AY, CN, BN }i ]

where

1 1

Now, since we have proven that

]17<ZN(X1')1, ZN (X)) L, [Kr(X, X)1li

N—oo
we have
G L Kp(X,X), = %
X N—o00 ’ ’ ’

We want to show that this implies for all u € R™ the convergence

E[exp{ — ;(u, G%U)}] = exp{ - ;<u, Zu)}

which would allow us to conclude. To this end note how LL? convergence implies con-

vergence in distribution, by the classical Portmanteau theorem we must have

E[W(GY)] —— E[h(X)] = h(X)

N—oo
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for every continuous and bounded h : R™*™ — R

Fix v € R™ and consider
1
fu :R™™ 5 Rst. A exp{—ﬁ(u, Au>}
We would like to take h = f,,, unfortunately if u # 0 then f, is not bounded: taking
A= —1,,x,m we have

k
f(kA) = exp{3 lull3} PRI

Fortunately we are only interested in evaluating f, on the G which are all positive

semidefinite matrices:

1
Gy = 7 (Zx) 2

thus for any v € R™ it holds that
2

>0
2

1 1 1
u GRu =o' —(Z¥) 2V = (—=Z¥u) T —=Z%u = ||

N VN N

1
—7Z%u
VN

Since the GY € R™ ™ are always semidefinite we have 0 < f,(G¥) < 1 for any
u, hence we always have f,(G¥) = 1 o f,(G¥) where ¢p : R — R is defined by

Y(x) := min{x,2}. To end notice how ¥ o f, : R™*™ — R is continuous, being

composition of continuous functions, and bounded, since
0 <o fu(A) <2
Then we have, for every u € R™, that
E[fu(GY)] =E[(¥ 0 f)(GR)] ——— (Yo fu)(2) = fu(X)

where we have used the semidefinitiveness of . With this we finally conclude that

on(u) — exp{—;(u, Eu)}

N—oo

3.4 Expressive Power of SSMs

Equipped with the previous results, we now embark on answering the following ques-

tion:

“What is the most one can achieve using a recurrence which is

linear in the hidden state and potentially non-linear in the input?”
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3.4.1 Characterization of the closure: Dense Case

For any path v € C14([0,1],R%) and any sub-interval [s,¢] C [0,1], we denote by
Vs € Cr0([0, 1], R%) the path Vs] (U) = Yeau — Ysau, Where a A b = min(a, b).

Statement of Main Result
Here we present the unified expressivity result in its most general form:

Theorem 3.7. Fiz a compact set K C X and continuous gates (+)o,w, & with 3 witt =t

and wtx’z =t2. For any € > 0 and any
t
Fe {(X, 0o W) Xo+ [ Bty dgj} (3.16)

where ¥ € C%(Cyo;RYn) and ® € C°(C;R%), there exist a choice of hidden di-
mension N > 1 and parameters v € RN, A, € RV*XN B € RVXde ¢ € RVN*din sych
that

(X,t)eKx[0,1]

Moreover generic parameters suffice with high probability in the sense that under theo-
rem 3.3 the following holds:

lim P[3v € RY : (3.17) holds| = 1
N—oo

Moreover the “reverse” also holds in the sense that, given any choice of matrices

A;, B, C there is an e-close map F' in the family.

Intuition on the closure result: role of gates

We note how theorem 3.7 shows that dense Linear CDEs have drastically superior
expressive power compared to dense linear RNNs, for which w =t and &£ = fot Xds.

This contrast is to be attributed completely to the gate w.

Linear RNNs. We can see theorem 3.7 as a generalization of the Universal Approx-
imation for Linear RNNs presented by Li et al. [72][Thm. 7] for generic gates w, . In
fact, their setting is restricted to w¥ =t and £ = [J X,ds. This is also the case for
S4, S5 and the LRU [46, 95, 118]- which are linear RNNs at test time. Then the only

information contained in w4 is the increment ¢ — s so that family (3.16) reduces to

{60 = w0t +/Ot¢(t— ) Xods)

3These assumptions are of technical nature and can be relaxed at the cost of talking about tree-like
equivalence of paths ¢f. [49]. Intuitively wi( 1 — ¢ ensures general X-uniformity while wi( 2 — 2 ensures
[0, 1]-uniformity.
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This is, fundamentally, the set of linear filters on the input. As shown in [44], such

processing is unable to modulate information flow in-context.

How does a Linear CDE process inputs? Take without loss in generality? wX =
X;. The first term in the function class {¥(X[o ) + fy ®(X[s4) - d€X} is already enough
to establish that the output C'Z} is a nonlinear function of all previously seen inputs
X0, — interestingly, £ could be set to zero. The term W(X [O,t]) is however non-trivial
only in the Zy, # 0 case: picking & = 0 € RY for all ¢ indeed leads to dZf =
S Aydw) 1 Z*, which is evolving only if Z; # 0. While this setting is interesting
and suggests a clear direction for future research, a case more similar to Mamba (see
section 3.4.2) is Zy = 0 and (ignoring input gating) & = [I X.ds. Here, we can

approximate arbitrarily well outputs of the form

{(X, e [ CB(Xp) - Xsds} (3.18)

where @ is any continuous function of the input path, restricted to the portion [s,t].
This clearly shows that dense Linear CDEs are capable of context-dependent filtering:
the output is again a linear combination of previously seen inputs, but weights are not
predetermined as in Linear RNNs (S4) — they are a function of the context. A similar
yet less powerful processing is happening in the diagonal setting, which we explore

next.

Remark. The specific restriction of w to subsets of [0,1] is a crucial part of (3.16).
The family of approximable maps does not include all path-to-path causal functions
t — Y, but a subset of them, of type t — Y = \If(w[’é’t]), satisfying the specific
time-homogeneity specified by the form of the restriction, akin to that in Li et al. [72].
The feature map 7" and its RKHS

Definition 3.8. Let dedw,df be the set of words in the alphabet

Adinyduhd& = {ei}iil,...,din U {65}]:1,@5 U {E‘I:}kil,,dw

Fiz the gates (-)o,w,&, we define T(X) : [0,1] = *(Wa,, 4,.4.) € T((Adyp.dude)) a5 the

unique solution to:

d . de . do  t
T(X)oe= Y Xoei + > &€+ /0 T(X)os dl™ @ € (3.19)
=1 j=1 k=1

4Let us ignore the terms ¢,t? at this stage; their role is purely technical due to possible path
equivalences.
5A causal map is one which does not “look in the future”.
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In fact one readily sees that the only non-zero terms of T'(X)o, are

(T(X)os, €i) = X

(T(X)os, €@ ) = /t<T<X>oS,e@®eI>d = X Sia(w))

(T(X)os,€f) = 67 = [ ded

(T 6 & 60 = [T (X000 € @ ey = /s [ sig(w)] dgrdut
- / A Tslg ) kg = / Sig(w*)!k e

This is similar to the tensor-valued CDE defining the signature as a tensor i.e. [112]

t
Sig(w)os = () + /0 Sig(w)o.s @ dw

with the addition of two terms to track X, and £*. One could also understand 7'(X ), ;

as a sub-tensor of
Xo ® Sig((w™, %))

but in doing this one would have to explicitly ignore most of the terms of this vector;
the CDE (3.19) does exactly this, but implicitly. In any case the subtensor view shows
that 7" : X x [0,1]* — I?(Wq,, a,.q) is well defined and continuous.

To the feature map T(-)o; with values in the Hilbert space 1*(Wg,, 4,.4,) i then
associated a Reproducing Kernel Hilbert Space [4], where the Kernel is the one induced

by the [? product, which we denote by
HIo“ C CO(X; R) (3.20)

Classical RKHS theory tells us that we can characterize its elements as:

Proposition 3.9. A map F(:); : X — R is an element of HE')OW if and only if it is
of the form

din
F(a), =Y Xilas, Siglw")oy +Z/ (8;, Sig(w™)s,)dEXT (3.21)
=1

for i, B; € I*(Wa,). Moreover ||[F(:)¢ll;,(10em s equal to the minimal value of

2
[8

din 9 d§ 9
Z ||O‘i||z2(wdw) + Z ||5j||12(wdw)
i=1 j=1

taken over those v, 8 for which the above equality holds.

Signature kernels [112] are a class of universal kernels on sequential data which have
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received attention in recent years thanks to their efficiency in handling path-dependent
problems [17, 57, 69, 70, 80, 88, 96, 113]. Just as signature kernels, the kernel associated

to T'(X)o.+ can be explicitly written as the solution of a two-parameter CDE:

Lemma 3.10. Let K*Y(s,t) := (T'(X)os, T'(Y)os1)2 then
s t
K5 (s,t) = (Xo, Yo) + (€5,&) +/ K55, m)(dewy, dw;) (3.22)
n=0 J7r=0
or, directly in terms of Signature, also

I (5,8) (X, Yo) (Si0(6 s St Nor) + [ [ (06 Sifer") ) (06545
(3.23)

Proof. The first expression follows immediately from (3.19) the second one by summing
the products of T'(X)gs’s and T'(Y)o,’s entries given above. O

Definition 3.11. Define H[é;)l(])’w’" C C%X x [0,1];R) as the space of functions of form
din

(X,t) »—>§:XZ a;, Sig(w™)o ) —1—2/ (Bj, Sig(w™) ) dEX (3.24)

=1

or oy, 3; € a.). Thus for allt € ]0,1] an € H %" it holds F(-,t) € Hy O,
B; € IX(Wy,). Th it €0,1] and F € H3“" it holds F H{o

Linear maps on Z are close to the RKHS

The following proposition will show how linear maps on Z; cannot be more expressive
than elements of the RKHS 7—[(0 (1’ " since their closure is in the closure of ’H[O g]“’ . In

this precise sense these spaces act like upper bounds to expressiveness.

Proposition 3.12. Assume X compact. Consider fized the gates and A; € RN*N B €
RN*d gnd C' € RN*din . Consider a linear readout v € RN. For any € > 0 there exist
choices of ai;, B; € I*(Wy,) defining a F € /H[O)(l’]wn, such that

sup (v, Z]) — F(X,t)| <e. (3.25)
(X,)€Xx[0,1]

In other words, linear maps on the Z; are in the uniform closure of 7—[[0 ({]w "
Proof. By (3.2) we see that (v, Z[) is a linear map on T'(X)g, with coefficients
UTA[B]' UTA[C'Z‘

using Cauchy-Schwartz it’s moreover easy to see the existence of a constant A > 0 such
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that for all 1,7, 7 one has
Wl ArB;| < M jwTACy| < AL
Since [Sig(w)!,| < \II' Hw||1 ~var,[s,) We have that, given an integer M > 0, the bound

'L7L

=3 % 0TAC XiSig(w 0t+Z S 0 A B, / Sig(w)! ,dgX

= 1\I|>M j= 1|I\>M
[e’e) mdm”w

< (I1Xlly + 11&511) Z

X||1 —var,[0,t]

m.
= de ||WX||1—var [0,1] > ()\dwK)m
< ([IXolly + lI& M) z_: — <K ZMT

where K > 0 is a constant which must exist by compactness of X and continuity of the
gates. Since K 370\, (Adﬁ!{)m is just the tail of the taylor expansion of Ke X there
must be an M such that sup;cpq) Rar(t) < €. But then the choice

af ==v AC; I(|I] < M) B :=v"AB; I(]I| < M)

suffices for the required bound.

Uniform closure of the RKHS

Now that we have established the theoretical interest of the ’H[(O)(l)]w" we proceed to

characterize which maps (X, ¢) — R can be uniformly approximated through them.

Proposition 3.13. Fiz a compact input set X and continuous gates (-)o,w,& with

wit =t and w* = 2. For any € > 0 and any

t
Fe {(X, £) = W(wly) - Xo + /0 Dl ) - dg;} (3.26)
where ¥ € C°(Cy o;R%") and ® € C°(C0;R%), there exist a G € ”HEO)({}W" such that

sup |F(X,t) —G(X,t)] <e (3.27)

(X,t)eXx[0,1]

Proof. Note first that the map
X% [0,1] % [0,1] = C10([0,1;R™) (X, s5,1) = wi 4

is a continuous map from a compact space, thus the image must be compact too.

Moreover by theorem C.12 the Signature separates the points in this image. Since any
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G as above has form

the proof follows from the uniform density on compact sets of linear functionals on the
(truncated) Signature (theorem C.10), by also uniformly bounding thanks to compact-

ness and continuity the norms of X and . O

Remark. The specific restriction of w to subsets of [0, 1] is a crucial part of the result.
The family of approximable maps does not include all path-to-path causal’® functions
t — Y, but a subset of them, of type t — Y, = \If(w[’éyt]), satisfying the specific
time-homogeneity specified by the form of the restriction, akin to that in Li et al. [72].

Generic Weights are fully expressive

We have seen how linear maps on Z are in the uniform closure of 7—[[(6)(1’]’“”"

, and we
have explicitly characterized this closure. It is then natural to ask “how much” of
this closure the Z are able to “explore”. The present section not only shows that the
Z* “explore” all the closure, but also that a generic choice of weights is enough to
eventually do this with high probability.

The fact that these maps are “universal” in the above sense is not surprising, since
it is well known that Linear CDEs are universal for path-to-point tasks cf. [65], what
is surprising is that this universality can be achieved probabilistically with one of the

standard parametrizations used in ML practice (LeCun)”.

Theorem 3.14. Fix X compact and € > 0. For all F' € H[(O)‘{]wn there exist a choice of
hidden dimension N > 1 and parameters v € RN, A; € RNVXN B ¢ RVxde O ¢ RN*din
such that

sup  |F(X,t) = (v, Z)| < e (3.28)
(X,t)eXx[0,1]

Moreover generic weight choices suffice with high probability, in the sense that under
theorem 3.3 the following holds

lim P[Jv € RV : (3.28) holds | = 1

N—oo

We propose two proofs, the first one of a deterministic character concerns the first

claim in the theorem, the second one is probabilistic and concerns the whole result.

SA causal map is one which does not “look in the future”.
"It can be proved, using the results of [28], that the sampling measure does not have to be Gaussian
if it satisfies certain moment requirements.
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The deterministic proof follows the same arguments employed by Kidger [65] and is
included to highlight the main idea of the probabilistic result, which reduces to a “spin”

on the central argument of this proof.

Deterministic Proof. Any F € Hfo)‘;]w” has form

din

F(X ZXZ o, Sig(w ot+2/ (8;, Sig(w™)s ) dES (3.29)

for fixed «ay;, 8; € 1*(W,,). Consider an integer M > 0 such that
d .
wp IR 8) = 3 Ximasa,Sig(er ")) Z / (mrfy, Sig(w™)s ) €| < e
(z,t)€Xx%[0,1]
(3.30)
where 7, is the truncation at length M.

Fix d = d;y, + d,, + d¢. Consider pu(M,d) € N such that RHMd) ~ TM(R?) We
are going to write e; € RAM4 to mean the image of e; € T™(R?) through this
identification. Note that (-) @ ex : TM(RY) — TM(Rd) is a linear map, it does then

correspond to a matrix A, € RHMDxn(Md) - \Write 5 i= eq;,+; for j = 1,...,d¢ and
EF = Caypytde+k for k =1,...,d,. Then the solution to
. Gin de do it -
REOLD 5 7, =S Xie,+ 3698 43 /0 Aty s s Zudss™ (3.31)
i=1 =1 k=1

is the object in R¥™:4) corresponding to the truncated tensor 7 (T(X)g).
This Z, is of the form ZX with N = (M, d), A, = Adyptde+hy B = [gﬂ e \gflg] and
C=le - lea,).

In particular note how these matrices are such that
€§A[CZ' = ]I(@J = 8}‘)), e?AIBj = ]I(@J = €§ & 5{;), (332)
since it holds that
A[C’i =6 Q& 8?), A[Bj = €§ X ELIU, (333)

and for all |I| > M one has necessarily A; = 0.

Our strategy is that of using these equaities to create a vector v € RY corresponding

to the mya; and m53;. Define the vector

din do
vi=Y > o @i+, > Pl s @ef € RUMD (3.34)

i=1|I|<M j=11|<M
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Then expanding Z; and using the equalities above one has

din
(v, Z) :ZZU A;C; X(Sig(w 0t+22v AB; /Slg ) g dES
i=1 j=1 1T
din
3 Y S+ Y Y 51 [ Sigl) e
=1 |I|<M J=1|1|<M
din

- X(Z)<7TMOZZ7SIg Ot +Z/ WMBWSlg )s t>d€§7j
1

1=

proving that for such v and Z* it holds

sup |F(X,t)— (v, 2)]| <e (3.35)
(@,)€Xx[0,1]

The crucial ingredient for the success of this proof is the possibility to recreate the
space TM (RénTdetde) a5 an euclidean space. To do this one needs p(M, d;,+d,+dg) ~
(din+dy,+de)™ orthogonal vectors and a way to express them using the matrices A4;, B
and C, the essential equations which capture this are given by (3.32).

The core idea of the following probabilistic proof of this same result is that of
allowing for some error in (3.32), so the idea is that of exhibiting only approximately
orthogonal vectors. At the cost of losing exactness, one can leverage results of the

2N

Johnson-Lindenstrauss [22] type to find on the order of ~ €= vectors in RY orthogonal

up to an ¢ error, using random projections. This idea in the context of Signature goes

back to Cuchiero et al. [20], and allows for much smaller hidden dimensions.

Probabilistic Proof. Any F € H[(O)c{]wn has form

din

F(X,0) = 3 X(an g +z )3 S des (330

for fixed a;, 8; € 1*(W,,). Consider an integer M > 0 such that

din
sup [F(X, 1) = 3 Xy{mua, Sig(w*)o) 2 / (ma1 By, Sig(6)s) €S| < €
(I,t)EXX[O,l] =1

(3.37)

where ), is the truncation at length M.
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From theorem 3.4 we know that

j 1 [I|+]J]
Cl A ALy = )] ——)2 = (] + ]! 3.38
|yerarasc,-a| - <f> 11+ 1) (3.39)
1
HN i i = <T> 2]+ 1) (3.39)
dpryr 7 1\,
HNBZ' ArdsB;—oi| =052 S+ 1) (3.40)

Our strategy is that of using these bounds to create a vector v € RY “acting” like the
mama; and myB;. Define, noting that the A;, C;, B; depend on N, the vector

(Z > ai AiC +Z > Bl AB ) (3.41)

i=1|1|<M J=1|1|1<M

Then expanding Z;*

Ry = sup (o™, Zf) - ZXf)(WMCYz‘, Sig(wx)o,t> - Z/ <7TM5j7 Sig(wx)s,t>d§§’3
(X,t)GXX[O,l] i=1 j=1 0 12
din
<3N H(UN)TA[Cl —a! Lo SUp ]XéSig(wX)&t]
=1 ‘[‘SM (X7t)€X><[O’1}
+30 3 |@)TAG,  sup [XSig(w)gl
i=1|I|>M (X,t)exXx|[0,1]
+ Z > H MTA;B; sup |/ Sig(w*)!,d&x|
Jj=1 |I\<M Xt)eXx[O 1]
—i—z > H M)TA;B; sup |/ Sig(w™)! ,dgX|
J=1|I|>M (XteXxOl

Note how for |I| < M one has

|@)TALC =, < Ou(

1
7%

and that similarly for |I| > M

1 I
L < On(—=)2% (M + 1))

H(UN>T \/N

Which leads, thanks to the same bounds of [88][Appendix C], to

Rt = ——0ux(1) (3.42)

VN
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But then by Markov’s inequality it holds that

din

) de )
(%, th> - ZX8<WM@i, Sig(wx)w) - Z/o <7TMﬁj7 Sig(wx)s,ﬁdgf’j
Jj=1

i=1

P sup <e| =1

(X,t)eXx[0,1]

(3.43)
and thus there must be a choice of N,{A4;}, B,C such that the inequality holds,
and we thus obtain using (3.37)

sup  |F(X,t) — (N, Z)] < 2¢
(X,H)EXx[0,1]

and we conclude by arbitrariness of e.

3.4.2 Characterization of the closure: Diagonal Case

In practice using dense transition matrices A; is computationally infeasible, thus all
main SSMs models employ some type of diagonal transition. Unfortunately this choice
of diagonal weights® considerably restricts the family of learnable functionals. Intu-
itively the diagonal choice corresponds to running N independent 1-dimensional sys-
tems, this absence of mixing between the different hidden dimensions is the main culprit
for the loss of expressivity. The full power can however be recovered by chaining the
diagonal schemes (¢f. theorem 3.18).

What we’ll discover is that the Z cannot differentiate between Sig(w*)!, and other

Sig(wx)‘;g]) for any permutation o of the letters in the word 1.

Diagonal Expansion for Z*

Proposition 3.15. For any choice of V € RV*4% B ¢ RN*d gnd C' € RN*%in writing
A; = diag(V;), the unique solution to

dw
Az} =S A, Zfdw" + BdeX
t ; t O t (3‘44)

Z¥=CX, eRY

is given by

S

ZtX — ediag(wa()CXO + /t 6diag(V(th7w§())Bd§X (345)
0

8Tt is equivalent to ask for them to be commuting.
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which can be expanded as

din

zZx Z Z APC; Xk Sig(w SymIJrZ Z AP B; / Sig(w SymldSXJERN

1=1 IEWd j= 1IEWd
(3.46)
where
AP = — ' Z A Ar Sig(w™ SymI = Z Sig(w (3.47)
|I| o€ESy |I| o€ESy
Proof. By theorem C.13 and theorem C.18 we know that the solution of
dow  t , t
Z5 =725+ / A ZEd ¢ / Bdex (3.48)
=170 0
is explicitly given by
t
75 = WEZ5 + / WX, Bde> (3.49)
b 0 b
where W, is the unique solution to
do ot '
W =1Id+ Z AW dw)! (3.50)

i=1"9%

In case the A;s are commuting matrices one can explicitly write the solution as

do ot A
W;ft = exp (Z/ Aﬂwf”) = exp (diag(V (w} — wy))) (3.51)
i=1"%

since for fixed s one has, using commutativity, that

i=1

dw . dw .
AW, =W, (Z Aidwf’l) = Z AiW:tdwf’l
On the other hand we know, theorem C.14, that

WX = > ASigw Z > AsSig(w (3.52)

IeWy, k=0 rewk
UJ

The two views are reconciled by noticing that the symmetric group Sy acts on Wgw,

the space of words of length £k, by permuting the letters and, by commutativity,

Vo € Sp.VI € Wh  Ar = A,
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Then we have

Z A;Sig(w Z Z AqnSig(w Z Z Sig(w

IEW’“W IeW’“ ! oES IeW’C ! oESk

recalling then how e, LW --- e, = Y, cq, €o(r) (see theorem C.3) we get to

Y. ArSigw);,

Iew}
AI i . x\1;
=Y Y s = Y S TTsish)
IeW}) ! gE€S Iewk =l
k k
1 & ¢ X,t
= Z k.HAI&g i (ZASlg ) :k;'(z : Aidwr’)
IGWk i=1 i=1
In particular we see how in the commuting case
WX = > AP"Sigw)m™! (3.53)
IGde
where
sym 1 . symI 1 U(I)
AP = il z; Sig(w™); = il z; .

Diagonal Expressiveness

Theorem 3.16. Fiz a compact input set X and continuous gates (-)o,w,&. For any

e >0 and any

Fe {(X, ) g X+ [ L b — W) - dg;} (3.54)

for ¥ € C°(R%;R%~) and ¢ € C°(R%;R%), there exist a choice of hidden dimension
N > 1 and parameters v € RN, B € RV*d ' € RVN*%n gnd diagonal A; € RV*N such
that

sup  |F(X,t) — (v, Z)| <€ (3.55)
(X,6)eXx]0,1]

Moreover the “reverse” also holds i.e. given any choice of matrices A;, B,C' there

is an e-close map F' in the family.

Proof. This is just a repetition of the arguments used for the dense case with little

more care to get the uniformity in time.
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One defines the subset Sym(?—[[(&[{]’w’n) C H[(O)({]w" of those F' of type (3.24) defined
by i, B; € I*(W,,,) such that for any word I and any permutation o(I) of it

af =o' pl=p7" (3.56)

The same argument of theorem 3.12 shows that the uniform closure of the space of
linear maps on the Z is contained in the uniform closure of Sym(%f&%’w’n), and the
same bounds show that this latter closure is the same as that of its subset composed
of those F' € Sym(’i-[[(d)ﬁ]’w’") having entries eventually equal to 0.

Since

. sum 1 ) o(I 1 M ‘ |
Sig(w)sy™" = [l > Sigw)7y = il [T = WP,

*0ESE =1

such maps can be expressed exactly in the form

P@i) X+ [ Qi — ) - dg

for polynomial maps P, () fixed in time. The usual compactness and continuity argu-

ment, together with an application of Stone-Weiestrass, thus proves that the uniform

closure of Sym(?-[[(('))fi]’w’") has the form needed.

The final ingredient is the density of the space of linear maps on the ZX in S ym(?—[[(&(ﬁ’w’"
this is another consequence of Stone-Weiestrass as seen from theorem 3.17. O

Remark. Notice how here there is no need to augment the paths in creative ways in
order to ensure separability of the points. The map (w,s,t) — wisq € Cro([0,1];R%)
is replaced by (w, s,t) — w; — ws € R% and the space of polynomials always separates

points in R% .

Remark. [t is not necessary to pass through Sym(?—[[(&?]’w’n) to prove the previous re-

sult, since it directly follows from theorem 3.17. This choice of presentation has been

motivated by the conviction of the usefulness of drawing parallels and comparisons.

Proposition 3.17. Fir a compact set K C R? and a d-dimensional convexr cone C

containing the origin. The space
E = Span (K Sz el eR:a € C)
is uniformly dense in C°(K;R).

Proof. This is an application of Stone-Weiestrass: £ is a sub-algebra since

€<a7m>6<6)m>]Rd — 6<a+ﬁyx>]Rd

)

I
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and o, f € C' = a+ 3 € C by convexity of the cone; £ contains the constant function

0,x)

e!%%) = 1 and is clearly point separating since the cone, being d-dimensional, it contains

a basis of the whole space. O

Remark. The usefulness of stating the previous result in such a general setting is the
following: with this formalism we can, for example, restrict to a < 0, in this way we
would have a method to control the stability of the Linear CDEs by choosing the gate

with a.s. w* > 0.

Corollary (Mamba Case). In the Mamba setting, the closure reduces to

dws , dw ot . , )
{<X7 0 ) + 3 [ - ) dfé”} (357
i=1 =1

for continuous ¢; : R — R and ¢; : R — R.

Proof. In this setting one runs in parallel d, diagonal systems and then takes a linear
combination of the stacked hidden state. The maps in the closure of the whole system

are then just the sums of maps in the closure of the subsystems. O

3.5 Chaining of Diagonal Systems

Fortunately it is possible to re-gain expressivity without sacrificing the computational
advantages of diagonal schemes through chaining. This means driving a new Linear
CDE by the solution of a previous Linear CDE, and repeating this procedure K times

(cf. section 3.5).

Proposition 3.18. Assume a compact X C C14([0,1];R?). For any functional F :
X x [0,1] — R of the form (3.16) and € > 0 there exists a sequence of linear maps
W, € RMexNk - diagonal weights AE’“) and B%® for the following family of chained
diagonal Linear CDEs

+ B gX, € RM+1 (3.58)

t

d+Mj, %% Zk,x
Z?,X = 0, de-i—l,x _ Z A§k+1)Zf+1,xd [ kX

i=1

such that as k — oo, there exists Cj, € RUNe with — sup  |F(X,t) — CuZP"| < .

(X,t)exXx[0,1]

Intuitively, with chaining one recovers the mixing between the input dimensions
which was so important for the expressiveness of dense Linear CDEs. This does not
happen immediately but crucially depends on the length of the chain, the result in fact
tells us that the recovery holds for long enough chains (and big enough hidden states).
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The diagonal case differs from the general one not only in the fact that the class of
approximable functions is much weaker but also in the necessity for the presence of £*

in order to obtain any path-dependence. The term

[ ot =) -agx

becomes then a crucial component. At first sight one might think that such a term
allows to recover at least level two components of the Signature of (w*,£*), unfortu-
nately things are not as easy as they may seem. Notice how inside of the integral time
is “going backwards” from the perspective of w*, thus we can in general approximate

terms of type

t it . . 1 r ) ) o
[ dwptage = [ 7 atmxid €3 = sig((5%, €)%,
0 Js 1-tJ1-t

which are indeed terms of the Signature, but of the reverse paths 53? = wi_,

?s = fos'

and

Proposition 3.19. Fiz a compact input set X, continuous gates (-)o,w,& and X} = 1.
If the components of X are linear combinations of those of w*, with time-independent
weights, then linear functionals on Z can, uniformly in X x [0, 1], approzimate arbi-

trarily well the following level 2 terms of Sig((w™, £¥))os:
t s . . .
[ dwviders = Sigl(e*, )i
0 Jo

Proof. Under these hypotheses we know that linear functionals on Z are uniformly

dense, for continuous ¥, ¢, in
{00 v Xo+ [ ol — ) -agr}.
Assume £ = (;, w;) and consider the choices
U(r) = (2, 2),0,...,0)7T, ¢(z) =—(0,...,0,2%,0,...,0). (3.59)

so that
(W) - Xo = w'EY plw) —w)) - deS = —(wi' — wl)dEN. (3.60)

s

To conclude note that

. . t t t s t t
X0 ¢ X, X4 7¢6X,J Xt 1¢X,] Xt X,
W / A dess = / dwidexd + / i e
s=0 Jr=0 s=0 Jr=0 s=0 Jr=s

t ps . . t . . .
[ g+ [t - e
0 JO s=0
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hence

t s . . X . t . X . t
[ dsidgrd =wi'ed = [ (@t = w)ags = w(w) - Xo+ [ ol — ) - g

0 0 s=0 0
]

If X € C10(]0,1]; R?) we can use the previous result to compute its Signature entries

by chaining diagonal Linear CDEs.

Theorem 3.20. Assume a compact input set X C Cy0([0,1];R?). For any I € Wy
with |I| > 2 and € > 0 there is a sequence of linear maps Wy, € RM>L and weights for
the following family of chained Linear CDFEs

Az = fjAg”Z}XdXti +BWdXx, e RN, z4* = 71, (3.61)
=1
deH,x _ %Agk“)Zf““d Wka’X i+ B(k+l)dXt c RN;CH, Z§+1,x _ Z[I)c-‘rl’
=1 t (3.62)
such that for some v € RM1I-1 one has
sup  [Sig(X)d, — (v, 2/ < e (3.63)

(X,t)eXx[0,1]

Proof. For |I| = 2 we can apply theorem 3.19. Assume the theorem holds for || < k
and let M = supyex | X||,_yor- Fix |Ij] = k+ 1 and Wy_; € RV-1%! such that

: _ €
sup  |Sig(X)p, — Wi Zi 1Y) < —.
(X,t)eXx[0,1] M

Again by theorem 3.19 there are a N, and v € R™* such that

t :
sup |/ Wi ZF %A X7 — (v, Z7%)| < e.
(X,t)exx[o,1] YO

Then
. t ) t .
[Sig(X)5, — (v, 28| <| | Sig(X)],dx? = [ Wi 2 x|
t .
| [ Wz dxg = (o, 28]
t .
< [ ISig(X)h,, = Wir Z57¥dx]| + e
0 2

3 )
</O ﬁuxgueg%

thus concluding the proof. m
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Then theorem 3.18 follows as a corollary by running in parallel the systems above

to recover simultaneously multiple Signature entries.

3.6 Extensions to Structured Matrices

Here we extend some of the previous results to the case of more general assumptions

on the matrices A;, B, C. We will consider the simpler case

dw
dZ, = AiZydw,, Zy=ZyeRY
i=1
but the similar results hold for the more general setting. We write Z((A;);, Zo,w): for
the solution of the above equation.
Recall how theorem 3.2 shows that any linear readout of Z is expressed as a series

in signature terms, independently on the nature of the matrices A;, B, C' as

Zr = > (A1Zy) Sig(wx)é{t)

IEde

Consequently, such systems are inherently limited to learning functions that are close
to these (uniformly convergent) series. Maximal expressivity is then achieved when any
finite linear combination in signature terms can be approximated by a linear readout

on Z through appropriate choices of the matrices A4;, B, C'.

Definition 3.21. Fir a set of paths X C C*7([0,1];R?). We say that a sequence
(An, Hn)nen, where Hy C RY and Ay C RV*N qgchieves maximal expressivity
for X whenever for any positive tolerance € > 0 and any finite linear combination
coefficients o € T(R?), there exist a choice of parameters v, (4;), Zy in RN, Ax, Hn
in the sequence, such that v' Z((A;), Zo,w). is uniformly close to (o, S(w)p,|) up to an

error of €, i.e.

Ve >0, Ya € T(RY), 3N >0, I(v, (A), Zo) € RN x AL x Hy s.t.

sup [{cr, S(w)po) — UTZ((Ai), Zop,w)| < e.
(w,t)EX %[0,1]

If we are given a sequence of probabilities Py on A% x Hy such that Ve > 0, Va €
T(R?), it holds that

lim Py {Elv eRY st. sup (o, S(w)pg) — v Z((A), Zo,w)| < e} =1, (3.64)
N—oo (w,t)EXX[0,1]

then we say that (Ay, Hy,Py)nen achieves maximal probabilistic expressivity for X.
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The deterministic argument by Kidger [65] reproposed above in proving theo-
rem 3.14 demonstrates the existence of a specific choice of Ay, Hy mimicking the
algebraic structure of tensors and provides mazimal expressivity for compact sets of
paths. Furthermore, in the same proof we established that matrices (almost) replicat-
ing the algebraic structure of tensors are, in fact, abundant, showing that the triplet
(RV*N RN Py), where Py is a Gaussian measure achieves mazimal probabilistic ex-
pressivity for compact sets.

This result implies that for dense matrices A;, if the hidden dimension N is suf-
ficiently large, there is a significant abundance of parameters capable of achieving
uniformly and arbitrarily low error rates. These parameters should therefore be read-
ily discoverable through classical optimisation methods. Unfortunately using dense
matrices is infeasible in practice due to computational constraints. In this section,
we present three alternative choices of parameters that lead to mazimal probabilistic
expressivity for compact sets. These alternatives offer better computational properties
compared to the naive use of dense matrices, their empirical performance is studied
in Walker et al. [125].

3.6.1 Sparse Matrices

Proposition 3.22. The sequence of triplets (RV*N RN Py) where Py is such that

e the initial value has independent standard Gaussian entries [Zp)q zzgl]\/’((), 1),

o the weight matrices are distributed ais‘ A; S \/J\}WW oB w'z"th W and B indepen-
dent matrices having entries [Was ~ N'(0,1) and [Blas ~ Ber(py),

o the sparsity parameter py satisfies Npy — oo as N — oo,

achieves maximal probabilistic expressivity for compact sets.

Proof. Following the proof of theorem 3.14, we only need to prove a bound of type

1
ey < (UL O

as in the dense Gaussian case. That such sparse matrices present the same bounds as

1
HN<AIZ0, Ay Zohar — 61y ) (3.65)

dense Gaussian ones follows from section A.2, where it is shown that the bounds can
only differ by a correction term of order OI,J(ﬁ) where the constants are bounded by
the number of pairings of TU J U U J. O

3.6.2 Walsh-Hadamard Matrices

Proposition 3.23. The sequence of triplets (Ay, RY,Py) where Ay and Py are such
that
o Ay = {Wdiag(A): A e RN, W e RN WWT = Iy},
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o the initial value has independent standard Gaussian entries [Zy)a %/\/'(0, 1),
o the weight matrices are distributed as A; i \/LNHdiag(A) for a fized H € RV*N
satisfying HH" = N1y and having entries bounded uniformly in N by a constant
C, and A € RN having entries [Ala 2 N(0,1),
achieves maximal probabilistic expressivity for compact sets. In particular one can

choose H to be a Walsh-Hadamard matriz of order N for computational efficiency.

Proof. Following the proof of theorem 3.14, we only need to prove a bound of type

1
HN<AIZO, AyZo)ax — 61
L2

1
< (k(I]+ |J])! O(—=). 3.66
S W+ O(==) (3.66)
Notice that for z € R one has the equivalence Wdiag(A) -z = W - (A ® x) which can
be represented graphically as in fig. 3.2.

diag(A)
= A
w w

Figure 3.2: Graphical representations of the matriz Wdiag(A). Here +
edges correspond to identity matrices.

This leads to the product graph representation Gy ; for %<A[ZO,AJZO>RN, where
I =4...1, and J = j1...Jn, given in fig. 3.3, which allow us to use the genus
expansion of chapter 1 to obtain the bounds.
Ay 1 Bim

1 Ain Al in—I.Ail l .Ajl . ' .
H H H

1
NNan ho H ho

%(Afhm Asho ) =

Figure 3.3: The product %(A[ZO,AJZO%RN as a product graph G.

In the present setting, the vertices labelled Z; must be identified, and the remaining
decorated vertices must be paired such that A, is identified with A, only if a = b.
Each of these admissible pairings ¢ produces a graph (Gy )4 in which each vertex is
assigned the vector of ones. Note that since |[H], 5| < C, one has [[H®¥], 5] < C*.
The procedure is shown in fig. 3.4 for all pairings when I = J = 11.

Under these boundedness assumptions, note how leading-order pairings of G ; are
the ones having the maximum number of surviving vertices, meaning having w +1
vertices. This can happen iff [ = J, and even in this case, there exists only one pairing
(the middle one in fig. 3.4) for which it holds that (G 1)y = %N@ NIFL = 1. To
see this, note that only the “middle” vertex of Gy ; is not paired, so to get w + 1,

all other vertices have to be identified in couples. This implies that the left and right

adjacent vertices (call them v, and v,.) must be paired together: in fact the sub-graph



CHAPTER 3. STATE SPACE MODELS 99

/ . / .
A A A A

ho \ H H H H - ho h ho

/5\
/ \
-7 =~ / \
A A A A / \
hg \ H N H H H © ho ho ho
~ . \\_-”///
s N
/ \
ho§ ;ho
o\ ‘
N /
\ /

0 OO OO

~ 7

Figure 3.4: Construction of (Gr)e. Here, we display all the pairings,
represented by the red dashed lines, for I = J = 11 along with
their intermediate stages. For simplicity, we omit the H labels
from edges with arrows.

comprising the middle vertex and the two adjacent edges corresponds to the matrix
HH'" = NIy, hence we can remove this sub-graph, identify the adjacent vertices and
take the factor NV in front without changing the value of the graph; but then if v; and
v, were paired with other vertices we would identify at least 4 vertices. Hence 7; has
to be equal to 7; and v; and v, must be identified. Proceeding by induction, from the
middle out, we see that only the identity pairing has non-vanishing value.

To conclude we are left to prove that any pairing ¢ of G ; UGy ; not inducing the
identity one on any of the two copies produces | (Gr ;U Gr,g), | < ~, since the number
of these pairings is less than the total number of pairings of the A-labelled vertices of
Gr.y U Gr g, which is (2(|I| + |J|))!!. Then the inequality would hold with x = 2C*

since from the definition of product-graph, we see that the bound

[ (GraUGry),l < ]\;]\ﬂ}?,NVwCQ(IHlJI) (3.67)
must hold, where Vj; is the number of vertices in (G UGry),. Thus it suffices to
show Vi, < |I| +|J| + 1.

To see this notice that in any case Vi, < |I| +|J|+ 2 and that Vi, = |I| 4+ |J| + 2 iff
1 identifies the random vertices in pairs. Once again there are special vertices which
are not paired, the “middle” ones, the sub-graphs containing them correspond to the
matrix HH " = NIy and can thus be removed by identifying the adjacent vertices and

taking the N factor out, so these vertices must be paired between themselves, and so
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on. This shows that ¢ has to separately pair both copies of Gy ; in Gy ;U Gy ; with
identity pairings, but then such a ¢ would not be an atom-free pairing! Hence such a
1 cannot exist and Vi, < |I| + |J| + 1 always holds. O

Remark. Just as in the sparse case, and following, it is possible to prove that the
A matrices can be taken to have i.i.d. entries drawn from a centered, symmetric, but
possibly heavy-tailed distribution, provided that the even moments are finite. This dis-
tributional adjustment is a useful technique for controlling the eigenvalue distribution
of ﬁHdiag(A), ensuring it has favourable computational properties while providing a

theoretical guarantee of preserving expressive power.

3.6.3 Block Diagonal

Proposition 3.24. The sequence of triplets (Ay, RN, Py) where Ay and Py are such
that
o Ay := {BlockDiag(B1,Ba,...,Bky) : bx = [log(N)],kn = [N/bn],Bn €
Rivn},
o the initial value has independent standard Gaussian entries [Zy)q zzfl/\/'((), 1),
N N(0,1).

o the weight matrices are distributed as [Bilas ~
achieves maximal probabilistic expressivity for compact sets.

Proof. Once again, we only need to prove a bound of type

1
|40 20, AsZoyar 61| < el + D) OQ), (3.68)
L2(Py)
It suffices to notice that
1 J LA TR ;
N<AIZOa AJZO>]RN = E £ a(Bl hO;l; Bl hO;Z>RbN
where hog = [Zo](-1)by+1,...1bx» SiDCE We then know that
Hl<31h0.l B hot)gon — 01 < (|1 + ]I O(——). (3.69)
b T ey Vox
From the sum and the initial factor ﬁ we obtain
| 44120, AsZ)a — & < (el + DM O(—=). (3.70)
— , N — < (k Mo(—). )
N (Ao, Aso)r 1,J L) e
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3.7 Experiments

Datasets. The first task is based on a dataset from Walker et al. [124] where the
aim is to predict terms in the anti-symmetric part of the input path’s signature. The
dataset’s objective aligns with the proofs of theorem 3.7, which characterise the clo-
sure using the path’s signature. We created two datasets with dimensions 2 and 3
respectively. The increment in each channel at each step is an integer-rounded sam-

ple from a standard Normal distribution. The 2D dataset’s target is an area integral
Jo ¥ dXtdX?2, and the 3D dataset’s target is a volume integral f) [* [V dX'dX2dX3.

The second task is the A; benchmark from Merrill et al. [84]. It tests models
on state-tracking, a crucial ability for tasks involving permutation composition, such
as chess. The dataset comprises sequences from the group of even permutations on
five elements, As, where the target is the cumulative composition of all preceding

permutations. Datasets vary by sequence length, ranging from 3 to 20.

Models. On the anti-symmetric signature task, we considered seven models: (i-ii) S4
or Mamba recurrence with linear readout, (iii-iv) two stacked S4 or Mamba recurrences
with a linear mixing layer in-between and a linear readout, (v-vi) two stacked S4
or Mamba recurrences with a linear mixing layer + GeLU in-between, and a linear
readout, (vii) a linear CDE with gates w) = & = (¢, X;) and a linear readout. All
state space models have trainable matrices in their recurrences, whereas the linear
CDE is using fixed matrices. All models use a hidden dimension of 256, with the state
space models using a state dimension of 256. The state space models are trained using
gradient descent with a batch size of 32 and Adam with a learning rate of 10~%. The
output from the linear CDE’s recurrence is obtained using the Tsitb adaptive ODE
solver, with an absolute and relative tolerance of 10~2. The linear CDEs linear readout

is optimised via ordinary least squares.

On the As benchmark, we consider five models: a linear CDE, a RNN, a trans-
former, and S4 and Mamba recurrences. All models use an embedding layer followed
by a series of blocks that combine the sequence-to-sequence model, linear mixing with a
non-linear activation function, layer normalization, and a residual connection. Further-
more, all models have trainable matrices in their recurrences and are trained using
batch gradient descent with a batch size of 32 and AdamW with a weight decay of 0.01.
The RNN, transformer, S4, and Mamba use a hidden dimension of 1024, with the state
space models using a state dimension of 64 and the transformer using 64 heads. Due
to memory constraints, the linear CDE uses a hidden dimension of 256. Note that the
IDS4 recurrence introduced by Merrill et al. [84] corresponds directly to a linear CDE

with dense transition matrices, hence we did not include the model as a baseline.
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Figure 3.5: Comparison of the Linear CDE, Mamba, and S5 on the anti-
symmetric signature prediction tasks. For each model, we plot-
ted the mean and range of the validation accuracy over 5 in-
dependent runs.

Results. Results on the anti-symmetric signature prediction task (fig. 3.5) empiri-
cally demonstrate a number of the theoretical results presented in this paper. Firstly,
as discussed in section 3.4.1, recurrences which are linear in the input, such as S4, re-
quire a non-linearity in-between the layers to perform well. Furthermore, as stated in
theorem 3.16 and theorem 3.18, even if the recurrence is non-linear in the input, such
as Mamba, the expressivity of models with diagonal matrices is improved by stacking.
Additionally, the inclusion of the non-linearity in-between the Mamba layers does not
improve performance, as the recurrences themselves are expressive enough. Finally,
as stated in theorem 3.7, dense matrices can achieve strong expressivity with random
initialization, no stacking, and only a trainable linear readout.

In fig. 3.6 we plot the results on the As benchmark. The figure shows that the
number of blocks S4, Mamba, and the transformer require to achieve greater than
90% validation accuracy grows with the sequence length. In fact, given our model
architecture, none of these models could achieve greater than 90% validation accuracy
for sequences of length twenty”. On the other hand, the RNN and Linear CDE are able
to achieve greater than 90% validation accuracy for all lengths considered using only

one block. These empirical results further validate theorem 3.16 and theorem 3.18:

9Merrill et al. [84] show that with tailored architectures, S4, Mamba, and a Transformer can achieve
over 90% validation accuracy on length-20 sequences using 4 blocks. However, in our experiments we
wished to keep the architecture consistent between models, only changing the sequence-to-sequence
model.
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Figure 3.6: For each sequence length, the plot shows the minimum num-
ber of blocks required to achieve at least 90% wvalidation accu-
racy, with each grey band corresponding to a number of blocks.
Missing points mean the model did not achieve at least 90%
validation accuracy with 4 blocks or less.

there exists a gap in expressivity between diagonal and dense transition matrices, and
stacking is required to recover the expressivity. Furthermore, they provide empirical
evidence that even for simple state-tracking problems, the number of blocks required

can grow quickly with sequence length.
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Chapter 4
Neural Signature Kernels

In chapter 3 we introduced Linear Controlled Differential Equations (Linear CDEs) and
studied their expressive power, showing how they naturally recover signature kernels
as a special case of the associated kernels (c.f. theorem 3.5 and following remark).
Building on this foundation, and following Muca Cirone et al. [88], this chapter
considers Neural CDEs [67], a broader and more flexible class of models for processing
continuous-time data. These models extend Linear CDEs by substituting the linear
operator defining their transition dynamics with a neural network. Our key contribu-
tion, presented in this chapter, is showing that Neural CDEs give rise to a novel family
of path-based kernels. These kernels, which we dub beural signature kernels, naturally
generalize the classical signature kernel through their dependence on neural network

activation functions.

4.1 Introduction

Definition 4.1. A Neural CDE is a Controlled Differential Equation of the form
d . ‘
78 =Zy+ Y /O .y, (Z2)d (4.1)
i=1

defined by Feed Forward Networks (FFNs) ®1.,,...,®qr, : RY — RV,

Note how this definition extends that of linear CDEs, recovered by taking the FFNs
to be affine functions. In particular, in this chapter we will consider the case where the
FFNs are of form

Aip(2) + b;

for some A; € RV*¥ b, € RV and shared nonlinearity ¢ : R — R. These we will
call homogeneous controlled ResNets, since they take the form of a controlled residual

network where the transition matrices are homogeneous in time. We will prove that,

105
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under suitable choices of weight matrices, such systems converge in distribution to

Gaussian processes on path space with covariance structure defined by the kernel

d 1 1 o
(,y) = K31 =30 [ [0 (3Va(S5%(5,0)) + 0F) daldy]
i=1
where

Vo(E) = Epeniomy[o(21)p(22)],  B5Y(s,t) = (%z(é;) %ZSS)

and with initial conditions, for any s,t € [0, 1], given by
K5¥(0,0) = K7Y(s,0) = K7Y(0,1) = 1

The proof strategy diverges from the linear case, where we relied on the genus
techniques developed in chapters 1 and 2. Here, we adopt a fundamentally different
approach for two principal reasons. First, the theory presented in this chapter was
developed independently and predates the genus framework. Second, while the genus
techniques can indeed be extended to this setting, their application remains primarily
at a formal level. As we detail in chapter D, at this formal level the approach yields pre-
cisely the expected results, recovering and generalising those obtained via the method
presented in this chapter.

Our approach will therefore be different, inherently discrete in nature, employ-
ing careful limit arguments to extend discrete-time results to the continuous setting
through delicate (due to the need of absolute convergence) commutativity considera-
tions. We note that the graph expansion techniques of chapter 2 were, in fact, originally
conceived within the Neural CDE framework specifically to avoid such discrete-time ap-
proximations, representing a more direct path to the continuous-time results presented

in this chapter.

4.2 Neural Signature Kernels

4.2.1 Notation

Since we are mainly interested in studying multivariate time-series, our data space will

be a space of continuous paths on the interval [0, 1]' and with values in R¢, for some

IThe choice of the interval [0,1] is not at all restrictive and has been made to ease the notation.
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d € N. More specifically, we consider the space?
X = {z € C°([0,1];R?) : #(0) = 0,3z € L*([0,1];R?)}

of continuous paths with a square integrable derivative.

We denote by 27(t) € R the j¥ coordinate of a path z € X for j € {1,...,d}.
Given n paths X = {z1,...,2,} C X and functions f: X - R, G : X x X — R we will
write f(X) € R™ for the vector [f(X)], = f(z,) and G(X, X) € R™" for the matrix
[G(X,X))? = G(2q,75) for any o, 3 € {1,..,n}.

We will consider partitions D = {0 =5 < --- < t)y = 1} of the interval [0, 1] and

write their length as ||D|| := M and their mesh size as |D| := max_ |t — ti_1].
i=1,...,

For an activation function ¢ : R — R and a positive semidefinite matrix ¥ € R?*2,

in the chapter we will repeatedly make use of the following function

Vo (3) = Epnvon)le(21)p(22)]

The explicit form of V,, changes significantly depending on the activation function. We

list it for a restricted class of them in theorem 4.10 in the appendix.

4.2.2 The Model

Define a randomly initialized, 1-layer homogeneous controlled ResNet O%N X =R

as follows
OMN () := (0, ZM™ (1))a

tym

where 0 € RY is the random vector [0], ~ N(0, %), and where the random functions

ZMN X — RN satisty the following recursive relation

d
k=1

with initial condition Z, = a with [a], " N(0,02), and Gaussian weights A, € RV*N

and biases b, € RY sampled independently according to
AgﬁdNOUE; b iidNO 2
[ k]a ~ 7W 9 [ k‘]a ~ ( 70-b)

4.2.3 The infinite-width-depth regime

In this regime, as theorem 4.2 states, these architectures converge weakly to GPs in-

dexed on the path space X with kernels satisfying a two-parameters differential equa-

2This is the Sobolev space Hj.
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tion.

Theorem 4.2. Let {Dy}yen be a sequence of partitions of [0,1] such that |Dy| — 0
as M — oo. Let the activation function ¢ be linearly bounded, absolutely continuous
and with exponentially bounded derivative. Then the following weak convergence holds

lim lim O =GP(0,K,) (4.2)

M—o00 N—oo

where the positive semidefinite kernel K, : X x X — R is defined for any two paths
z,y € X as Ky(z,y) = KZ¥(1,1) where the function KGY : [0,1] x [0,1] — R is the

unique solution of the following differential equation

0s0,KLY = (@, 1) (4.3)

o4V, (Zi’y(s, t)) + o}

where

z,T z,y
EZZ’y(s,t) — (ICQ; y<575> Ka;y(sut))
Ky (s, t)  KCLY(t,t)

and with initial conditions for any s,t € [0, 1]

a*

x, _ T, _ T, 2
K2¥(0,0) = KZY(s,0) = K2¥(0,t) = o
If moreover ¢ is Lipschitz the limits can be exchanged and

Jm_Jim O = Jim_lim O = GP(0.r,)
Remark. [t is non-trivial to show not only that the problem is well-posed but even
that eq. (4.3) is well defined because the “instantaneous rate of change” 0,0,5Y (s, 1)
at times s < t depends on the “past” values K" (s, s), on the “present” values K3Y(s, 1)
and on the “future” values lCZj;y(t,t). The nonlocal nature of these dynamics is such
that it is a priori not clear that the RHS of (4.3) even has meaning since the matriz

Y5¥(s,t) could be not positive semidefinite and V,, is only defined on PSD matrices.

Idea of proof. This result is proved in several steps in section 4.3.1. The first step
consists of showing that the infinite width limit is well defined for any choice of D,,.
This will be done using the tensor program formalism of Yang [131], and will be a GP
defined by a kernel Kp,,«p,, found as the terminal value of a finite difference scheme
having the same form as that of an Euler discretization, on Dy, x Dy, of (4.3). The
second step consists in proving that the kernels {ICp,,«xp,, }am constitute, in a suitable
metric, a Cauchy sequence as |Dy| — 0, that the limit is independent from the chosen
sequence of partitions and that it does indeed uniquely solve eq. (4.3). The final step,

proved in section 4.3.4, concerns the exchange of limits. After a characterization of
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the infinite-depth limits, we will prove that the distributional limit as depth goes to
infinity is uniform in the width, thus we will be able to use the classical Moore-Osgood

theorem to justify the exchange. O]

When the activation function ¢ is the identity, eq. (4.3) reduces to a linear hyper-
bolic PDE. Upon inspection, we unveil a surprising link with the signature kernel, a
well-studied object in rough analysis corresponding to an inner product between two
path-signatures, and that was shown by Salvi et al. [112] to satisfy a similar PDE. This

is the content of the next corollary.

Corollary. Using the same notation and assumptions as in theorem 4.2, choosing

p = id the limiting kernel satisfies the following identity

Kid’ (s,1)

2 2
ag g
2 b \1.042,04Y b
(Ja + T)ksig (S’t) )

04 04

T,y
sig

s,t € [0, 1] satisfies the following linear hyperbolic PDE

where kY is the signature kernel from [112] which for any two paths z,y € X and

Os0;ky = (s, Yn) ki (4.4)

sig
with initial conditions kg (s,0) = kg (0,t) = 1.

In other words we have unveiled a novel family of kernels indexed on continuous
paths which generalizes the signature kernel in Salvi et al. [112]. We name this new class
of kernels neural signature kernels. We note that this generalization is done directly at
the level of the driving PDE unlike the extensions studied in Cass et al. [9] which use

a different inner product structure on the space where signatures live.

uuuuuuuuuuu

0.0025
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0.0015
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00000000000000000000000000000

Figure 4.1: Fized input y(t) := cos(15t) + 3e'.  Histogram of 700
independent realizations of N=YZi(y), Z1(y))r~ for ReLU-
RandomizedSignatures S(y) € RN, N € {50,100,200}, plot-
ted against Closest Gaussian Fit, ReL U-NeuralSigKer and id-
NeuralSigKer.

Remark. For non-linear activation functions ¢, the neural signature kernel non-linear
PDE (4.3) and the id-neural signature kernel linear PDE (4.4) might in principle admit
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the same solution, which would mean essentially that linear and non-linear controlled
ResNets behave in the same way in the infinite-width-depth regime. In in fig. 4.1 we
show empirically that this is not the case in general, by comparing the limiting empirical
distributions for ¢ = id and ¢ = ReLU.

4.2.4 The finite-width, infinite-depth regime

Our next result states that when their width N is fixed, homogeneous controlled

ResNets converge in distribution, in [0, 1], to a Neural CDE with random vector fields.

Theorem 4.3. Let {Dys}pen be a sequence of partitions of [0, 1] such that |Dy| — 0
as M — oo. Assume the activation function ¢ is Lipschitz and linearly bounded.
Let # € X and let py(t) := sup{s € Dy : s < t}. Then, the R -valued process
t — ZM y(x) converges in distribution®, as M — oo, to the solution ZN(x) of the

par(t

following Neuml CDFE

d
iz (x) = Y (Ajp(Z) (@) + b, ) der] (4.5)
7=1
where A; € RN*N and b; € RY are sampled according in the definition of the homoge-

neous controlled ResNet.

Idea of proof. If we fix a, the Ags and the bgs to be the same for all D), then we have
uniform convergence by classical results. The rate of convergence can be bounded with
some constants depending on the entries of a, A, by and which, thanks to Gaussianity,
have finite expectation. It is just a matter of applying the classical portmanteau lemma

to conclude. O

Remark. This can be naturally extended in order to take into consideration the joint

distribution for different input choices.

The solutions to eq. (4.5) have been informally introduced in Akyildirim et al.
[1], Cuchiero et al. [20] as lower dimensional approximations of path-signatures, and
have been dubbed by the authors randomized signatures.

Taking directly the infinite width limit is far from trivial, reasoning a la Tensor
Program [131] quickly collapses and there is no clear possible future path corresponding
to the McKean-Vlasov ideas for the inhomogeneous case studied in Muca Cirone et al.
[88]. The problem is that the randomness is in the vector fields themselves and not
in the driving paths, courtesy of the cross-layer dependencies in the homogeneous
networks. This is why it’s necessary to sidestep the problem by proving the existence

of uniform convergence bounds.

3 As random variables with values in L>(]0, 1]; R™).
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4.2.5 Assumptions on path regularity

Since we are mainly interested in studying time-series, our data space will be a space

of paths, more specifically we are going to consider the space
X = {x € C°([0,1]; RY) : 2(0) = 0, 3¢ € L*([0, 1]; R%)}

i.e. X is the space of continous paths which have a square integrable derivative. X is
d
the closed subset of the Sobolev space (WL?([O, 1])) made of those functions starting

at the origin. Note that every path z € X can be uniquely written as

t
Ty :/ Tsds
0

thus it naturally corresponds to the space L%([0, 1]; R?) trough the identification z — 7.
This identification gives the space the natural norm ||z||y = ||Z]| 2.

d
This norm is equivalent to the induced norm from <W172([O, 1])) since

2. < 2 [t 2 .2_13.d2d 12
10 < Nellyna = [ fealds + e = [ 1 [ dvdrfPas + 1412,

Lot .12 - 112 2112
< [ ]l Pdrds + il = 2 el

for x € X, hence (X, ||-||x) is a Banach space. Moreover one can easily see that every

z € X has bounded variation and

1 1
2l —varory = [, Jinldt </ [ finPdt = ]

Given n paths X = {z1,...,2,} C X and functions f : X - R, G: X xX - R
we will write f(X) € R™ for the vector [f(&X)]o = f(24) and G(X, X) € R™™ for the
matrix [G(X,X)]? = G(z,,25) for any «, 8 € {1,..,n}.

4.2.6 Assumptions on the activation function

Now we are going to state the main assumptions on the activation function ¢ : R —+ R
and prove some important technical results of which we will frequently make use in the
following sections. We will particularly be interested in how regularity assumptions
made on ¢ influence the regularity of the expectations of eq. (4.3).

Here are the crucial assumptions we make on the activation:

Assumption 4.4. The activation function ¢ : R — R is linearly bounded i.e. such
that there exist some M > 0 such that |p(x)| < M (1 + |z]).
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Assumption 4.5. The activation function ¢ : R — R is absolutely continuous and

with exponentially bounded derivative.

Lemma 4.6. If the activation function ¢ : R — R is K-Lipschitz then its component-
wise extension o : RN — RY is K-Lipschitz too. If the activation function ¢ : R — R
is M -linealy-bounded then its componentwise extension is /2N M -linealy-bounded.

Proof. Regarding the first proposition, for x,y € R" we have

N N
(@) = o)y = D o) — @y ? < - K2l —y:l* = K2 |2 — ylln
=1

i=1
Concerning the second, notice how

lo(@)llgy = 3 lp(a)[* < 37 MP(L+[ail)? < 2M° 3 (1 + |aif?)

i=1 i=1 =1

= 2M*(N + |lz]lg.) < 2NMP(1 + ||z]g)

thus ||o(z)||gy < V2NM(1 + ||z||gn) since 1+ € <14 /e for all € > 0. O

Remark. Note how we have proved also that, under the linear boundedness assumption,

using the same final bound

lo(@)llgy < VZM(VN + |lal|gx) (4.6)

4.2.7 Positive semidefinite matrices and the map V,
Definition 4.7. Let PSDy denote the set of 2 x 2 positive semidefinite matrices
PSDy = {2 € R*?: X = 57 ([Z})* < [Eh[2]30 < [Z]; A [Z]3)
For a fixed R > 0 we define the space
PSDy(R) :={X € PSD,: }1% <[Z1, [Z: < R}

Lemma 4.8. Under theorem 4.5 and for any R > 0 the function V,, : PSDy(R) — R
defined for any ¥ € PSDy(R) as

v@(z)) - IE(zac,zy)NJ\/'(O,E) [‘P(Zm%@(Zy)]
is kr-Lipschitz for some kg > 0, i.e.

Vo(3) = Vo(B)| < se||2 -5
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Proof. This is the content of theorem F.4 in [94]. O

Proposition 4.9. Under theorem J.4, there exists a positive constant M > 0 such that
Vo®) < 0 (1+/i) (1+ V)

Proof. By Cauchy-Schwartz one has
Ve () < Elp(2.)*] - Elg(2,)"]
and since for positive reals a, b it holds (a + b)?* < 2(a® + b*) we obtain

Elp(2)°] < MPE[(1 + [2])°] < 2M*(1 + E[|[*])

hence
Vo(2)]? < 4aM* (1 + [Z]) (1 + [Z]3).
We conclude by noticing that for a > 0 one has v/1 +a < 1+ \/a since
l+a<l+a+2Va=(1++a)
O

We end the section showing the explicit characterization of the maps V,, for some

selected activation functions. We write V,, with the obvious meaning.

Proposition 4.10. Defining v(X) := 1
EL 23

Proof. See [129][Facts B.2, B.3].

4by the availability in the literature.



CHAPTER 4. NEURAL SIGNATURE KERNELS 114

4.3 Proofs for homogeneous controlled ResNets

In this section we prove all the results for the homogeneous case. Recall that a randomly

initialised, 1-layer homogeneous controlled ResNet Oi‘fI’N : X — R is defined as follows

M,N

0. (2) = (0, 2, (2))mv
where o € RY is the random vector [0], NN (0, %), and where the random functions
Zt]l/[ NoX 5 RY satisfy the following recursive relation

MN
Zt _Zt"
i

M&

(Akgp + bk>A{L‘t i1

1+1
k=1

with initial condition Z, = a with [a], " N(0,02), and Gaussian weights A, € RV*N

and biases b, € RY sampled independently according to

. 2
A2 (0.52) i (0.02)

The section too will be subdivided in two main parts: in the first we consider the
infinite-width-then-depth limit and in the second we reverse the order and consider the
infinite-depth-then-width limit.

4.3.1 The infinite-width-then-depth regime

The main goal is that of proving theorem 4.2, which we restate here:

Theorem 4.11. Let {Dy;}aren be a sequence of partitions of [0, 1] such that |Dy| — 0
as M — oo. Let the activation function ¢ be linearly bounded, absolutely continuous
and with exponentially bounded derivative. For any finite subset X = {x1,...,x,} C X
of paths the following convergence in distribution holds

lim lim OM™N(x) = N(0,K, (X, X)) (4.8)

M>oo N—oo 7

where the positive semidefinite kernel K, : X x X — R is defined for any two paths
x,y € X as Ky(z,y) = KL¥(1,1), where KZY - [0,1]> — R s the unique solution of the

following differential equation

0s0,K" = (@5, Ue) (4.9)

o4V, (Z5Y) + o}

where



CHAPTER 4. NEURAL SIGNATURE KERNELS 115

and with initial conditions for any s,t € [0, 1]
K5?(0,0) = KZ¥(s,0) = K5¥(0,1) =

Once again, it is clearer to subdivide the proof of this result in two parts:

1. The infinite width-convergence of the finite dimensional distributions
Oy’N(X) AH_O% N<07 ICDJ\/IXD]W (X’ X))

to those of a Gaussian process GP(0, Kp,,«xp,,) defined by a Kernel computed as
the final value of a difference equation on the partition Dy x Dy, of [0, 1] x [0, 1].
This will be done using Tensor Programs [129] in section 4.3.1.

2. The infinite-depth convergence of the discrete kernels Kp,, «p,, to a limiting Ker-
nel K, which solves the differential equation eq. (4.9). This will be done in

section 4.3.1.

Infinite-width limit with fixed-depth

We prove convergence in the finite-depth, infinite-width limit to a GP endowed with

discrete kernels using the formalism of Tensor Programs.

Definition 4.12. Fiz two partitions D := {0 = sy < --- < spy = 1} and D' := {0 =
to < -+ <ty =1}. For any x,y € X define

K3l :DxD —R
as the map satisfying the following recursion

Koo (Smytn) = Kpsxpr (Sm—1,tn) + Kpxpr (Sms tn-1) — Kpxpr (Sm—1,tn-1)

+ (O‘ivw (E%’Zp,(sm_l,tn_ln - 05) (Azs, , Ay, )ra (4.10)

with initial conditions

%ZD’(OvO) = D><D/<O tn) = ’CDxD/(SmaO) = ‘72

and where

Z%gp/(S,t) — (’CDX’D< S) ICDX’D’( ))

K%iD/(s, t) ICD'xD'( s)

Theorem 4.13. Let ¢ : R — R be linearly bounded ®. For any subset X = {xy,...,z,} C

5in the sense that 3C' > 0. such that |¢(z)| < C(1 + |z]).
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X the following convergence in distribution holds

lim O)N(X) = N(0, Kp,, xp,, (X, X)).

N—oo

Proof. We use Yang [129][Corollary 5.5] applied to the Tensor Program of Algorithm

algorithm 1 where the input variables are independently sampled according to

oh

[Ak]g ~ N<07 N

) [la ~ N(0,1), [Zo]o ~ N(0,07) and [bi]a ~ N(0,03)

Note how the sampling scheme follows [129][Assumption 5.1] and how linearly bounded
functions are controlled in the sense of [129][Definition 5.3] since for all x € R one has
lo(x)| < C(1 + |z|) < el*IH09(©)  Thus we are under the needed assumptions to apply
[129][Corollary 5.5].

There are two things to notice, done in order to satisfy the required formalism:

o In the program the output projector v is sampled according to N(0, 1) while the
original o ~ N(0, %) This does not pose any problems since the output of the
formal programs uses v/v'N ~ N(0, ~)-

o The input paths x; enter program algorithm 1 not as Inputs but as coefficients of
LinComb, this means that for any choice of input paths we must formally consider
different algorithms. In any case, for any possible choice, the result has always
the same functional form; hence a posteriori it is legitimate to think about one

algorithm.

Note that Z7 stands for the formal variable in program algorithm 1, not for th‘gﬂ]{v(x)

even thogh this is the value which it "stores" for a fixed hidden dimension V.

The result in [129][Corollary 5.5] tells us that the output vector converges in law,
as N — oo, to a Gaussian distribution N'(0, K™) where

T, T4

(KM = Eoonus) [ZZH%MHZZH%MH] = 3(Zj;

Z 5
iDallr 2

IIDMH)

with u, ¥ computed according to [129][Definition 5.2] and defined on the set of all

G-vars in the program i.e.

wr(g) if g is Input G-var
1(g) = { S arp(gr) if g is introduced as ¥, argir via LinComb

0 otherwise



CHAPTER 4. NEURAL SIGNATURE KERNELS 117

¥"(g,9") if both ¢ and ¢’ are Input G-var
>k arX(gr, 9') if ¢ is introduced as Y, agr via LinComb
¥(9,9) = Sk arX(g, g4 if ¢’ is introduced as Y, arg;, via LinComb

o EBanus)|0(2)d (2)] if g=Wh, ¢ =Wk via MatMul w/ same W

0 otherwise

where h = ¢((gx)7;) for some function ¢ and ¢(z) := ¢((2%)7",), similarly for ¢'.

In our setting x4 = 0 since all Input variables are independent, from which p =
0; furthermore ¥ (g,¢') = 0 except if ¢ = ¢’ when it takes values in {02 o7,0%}

accordingly.
Following the rules of X, assuming m;, m; € {1,...,|Du| }, we obtain

d
X(Zo Zy) = XZp—1, Zy) + 2 (Z ﬂnkA(xl)fm’Z;%)

k=1

= X(Zm,-1, Zn3,) +E<Z tm 72%1)

o (Lohastat, Lohdeoh

— E(Zﬁgi_l,Zﬁj)+2(Z,ﬁi,ngj )= S(ZE 7Y

- m;—1s m]-—l)

d
+ D BV, Yoy A @), Al

k=1 !

Now
S (Vi s Yoy 1) = O10AE[0(20)(22)] + (b, br) = 041 [0 Elip(21)p(22)] + 7]

where [z1,25] " ~ N(0, S, _1,m,—1(24, 7)) with

S (wne) (2%, 25 N(Z5, 75
mm/\Li, Lj = T x T
’ ’ S(Z5, 25 S(Z5, Z0)

thus if we set, for ty,, tm, € D, Kprip,, (tmis tm,) = (2%, Zni;) then we get

DM XDM

,C’ZD,Z’;;DM (tmw tm]‘) = ’ngifc;DM (tmzflv ) + ]C%J;iDM ((tmz ) tmjfl)

- IC%Z;;JX'DA/I ((tmi_17 tmj_l)

d
+ kz: (O-Elvw (imi—1,mj—1 (xia x])) + U?)A(Q]l)fmzA(ij)fm
=1

J



CHAPTER 4. NEURAL SIGNATURE KERNELS 118

which is exactly what eq. (4.10) states. Then note how
E(ernzzv Zgj) - Z(anii—b Zgj) == E(Zgla Zgj) - 0-2
Thus finally we can conclude and write the entries of the matrix K™ as

(KM} = Kpyep,, (1,1)

D XD

O
Algorithm 1 Z{V‘[ N as Nestor program
Input: Z;: G(N) > initial value
Input: by,...,b4: G(N) > biases
Input: Ay,...,A;: A(N,N) > matrices
Input: v: G(N) > readout layer weights
fori=1,...,ndo
// Compute ZDN (x;) (here Z3 is to be read as Zy)
form=1,...,||Dy| do
fork=1,...,d do
oy = 0(Zyi 1) - H(N) > by Nonlin,
Brr = Araj, ;- G(N) > by Matmul;
Yok = Bini + bk G(N) > by LinComb;
end for
25 = 2y + S sll@, — @b, ] GV) > by LinComb;
end for
end for

Return: (UTZWDM”/\/N)i:l

.....

Actually we have proved the even stronger statement that

Corollary. For allt,s € Dy one has the following distributional limit

0V, ZMN (X)) (0N, ZMN (X)) —— N(O0. K3 p,, (8.5))

where [0N], ~ N (0, ) are independently sampled.

Moreover with the same proof but considering different partitions, D and D', for

different paths z,y € X in the algorithm we see that:

Proposition 4.14. For allt € D, for all s € D', with a clear abouse of notation, one

has the following distributional limait

(0N, 2PV (@) (0", ZPN () ——— N0, K (1. 5))
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where [0M], ~ N(0, %) are independently sampled and the matrices $3% 5 (t, s) are
always in PSD,.

Remark. The fact that the matrices ¥35% 5/ (t, s) are always in PSDy will be crucial in

the following.

Uniform convergence to neural signature kernels

We now prove that the sequence of discrete kernels convergence uniformly to our neural

signature kernels. First we need definitions for extending the discrete kernels to [0, 1]2:

Definition 4.15. We extend the map Kplp @ D x D' — R to the whole square
[0,1] x [0, 1] in two ways: for any (s,t) € [Sm—1,Sm) X [tn-1,tn)
1. (integral interpolation) using a slight abuse of notation that overwrites the previ-
ous one, define the map K5%p : [0,1] x [0,1] = R as

ICDXD’( ) ICDiD’(Sm 1,1 ) IC'DXD’(Smatn 1) K%i@/(smytnfﬁ

[ [ AV (S5, tan)) 4 03) Ly i)madndy
N=Sm-—1 T_tnfl

We extend in a similar way the matriz 3352 .

2. (piecewise constant interpolation) define the map Ky%p : [0,1] x [0,1] = R as

IC%X'D’(SW“ ) if ( ) [Sm75m+1) X [tn>tn+1)
Kpep (Litn) it (s,8) € {1} X [tn, tns1)
DXD’(8m7 1) if (s,1) € [sm,Smt1) X {1}

(1,1) if (s,t)=(L,1)

K%gD’(S’ t) -
DX'D’

and similarly for the matriz 3352 .

Next we prove that the discrete kernels converge in distribution to a limiting kernel

that satisfies a two-parameters differential equation.

Theorem 4.16. Let {Dys}aen be a sequence of partitions [0, 1] with |Dy| — 0. Then
we have the following convergence in (C°([0,1] x [0,1];R), [|-|l..)

K5V py, (5,8) = K5 (s, 1)

Drr XD

where K*Y(s,t) satisfies the following differential equation

D, =

o4V, (zg»y) + ag] (s, Ue) (4.11)

where
Koe(s, ), K5 (s, 1) )

YPY(s,t) =
o0 (’Ci’y(s,t)JCié’y(t,t)
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and with initial conditions for any s,t € [0, 1]
x, _ gz, _ tx, _ 2
K:pr(oa 0) - Icapy(sv O) - K:pr<07 t) =04

The limit is independent of the chosen sequence and the convergence is, in x,y,

uniform on bounded sets of X.

The proof will rely on classic arguments used to prove convergence of Euler schemes
to CDE solutions (see Friz and Victoir [37] and Huang and Tsai [56]). However, our
setting is more complex than the ones we found in the literature; this is due to the
presence of two "independent' driving signals and on the unique nature of the driving
fields, which not only depend on the "present" but also on "past" and "future'. This
complex dependency structure of the driving fields makes them completely non-local

and requires more involved arguments for the solution to be made sense of. Note that

x?y

due to their definition as limiting kernels the ifDMxpM

are always PSD. However we
are going to need a more quantitative result, in the form of a uniform membership in
some PSD(R), in order to later leverage theorem 4.8. We first prove such a result for
the case x = y and D = D', the general case will follow easily. The first "ingredient" is

a uniform, in z € X, bound from below of the kernels for ¢t = s.
Lemma 4.17. Vo € XVt € D. K3l (t,t) > 02 for any choice of D.
Proof. We have

d

Bip(tmtm) =02+ > Y (oAVe (SBin(te, tey)) +07) Axf | Axf

0<k <m k=1
0<ko<m

and by Tensor Programs we know that

d
DI (02Ve (SBin(tn tia)) + 07 ) Aak | Awf | = lim E |t ¥

— —00
0<ki<m "=
0<ka<m

(28" (@) - 2y, ZEY @) - 2] |
| |

]

The second step is another bound, this time from above, which will be uniform on
bounded subsets of X.

Lemma 4.18. There is a constant C, > 0 independent of D such that

H z,T

DxD = sup |Kpip(s,t)| <C

Hoo,[(),l]X[O,l} (s,t)€[0,1]2

Moreover Cy only depends on ||z||,_,,,. and is increasing in it, thus there is a uniform
bound on bounded subsets of X.
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Proof. Let us prove this result for £%* first. Wlog ($,t) € [Sm,Smt1) X [tn, tni1)-

Remember how

K%ip(& t) = K%iD(Sma tn)

Sm, tn ~
= a2t [ [ (Ve (S50 (n.) +02) G ) sadnds
thus

~ Sm m tn
Read < a2 [ [ AVl rdsdndr + [ [ (03I, ) seldndr
Sm tn ~
= Uczz + UI? ||x||1—’l)a7"7[0,5m] ||x||1—va?“7[0,8n} + UE‘ /7]:0 [r:O ’VSO(E%T)H«EWiT)Rd|d77d7_
9 Sm tn _ _ . .
< o2t ol o 04 | [ N (1 V) (1 V) e

s t
_ 2 2 2 2 1 " = , " - .
= 0,10y ||33||1_Var,[o,1] + UAM</ (1 + ’Cn,n) wnldn> (/ (1+ ’C‘r,‘r) IdeT>
n=0 =0

In particular

Rew=Resl < 024 0F [l o + 30 | [ (14K,
< 20 el o+ AN v ( | (V) i)
< 024 03 ol uejony + 20500 el oy [ (1 Koyl
< 024 ol suejon) + 2080 ol snegony | (1 Koyl

and we can use Gronwall Inequality ([37], lemma 3.2) to obtain

2 v 2
L+ ’CS,S < (1 + 0-3 + O-l? ||x||1—var,[0,1]) eXp{QO—iM ||x||1—var,[0,1]}

hence the thesis with

112
C, = (]_ + 0'2 + O'g ||[E||?_Var7[0’1])620124MHI”1—var,[0,1] —1

In order to extend the bound to K*?% notice that

s t ~
Ko, =102+ [ [ (oAV, (S5ip(1.7)) + 02) (b, r)madndr]
n=0 J7r=0
~ ~ s t
<02+ (20301 +C)+0) [ [ (g, e
n=0 J7=0

<02 + (203 M(1 + Co) + o) lel2_ o = C
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Thus finally we can conclude, as promised, that

Lemma 4.19. There is an R = R, € R such that ¥5°, € PSDy(R) for every D.

Moreover, as before, this R, only depends on ||x||,_,,,. and is increasing in it.

Proof. The diagonal elements K57 (s, s) are bounded above by a common constant

C, and below by ¢2 We thus can simply choose R, = C, V o, 2. O

We are ready to extend the result to the general case.

Proposition 4.20. Fix a a > 0. There exist a constant C,, such that for all x,y € X
with ||z]ly_ur > 1Wll _ver < @ and partitions D, D" it holds

sup [Kpip (s, 1) < Ca
0<t,s<1

Moreover for R, := Cy V 0,2 we get

S5 (s,1) € PSD(Ra)

Proof. Remember how the maps ¥5Y 1, are PSD, since they arise as such from Tensor

limiting arguments, in particular by positive semidefinitiveness and the previous bounds

K505, 0)] < /K5 (s, ) KB o (1,8) < \/C.C,y < G, v G,

For K, ,(t) we proceed similarly to before:

s t ~
Kt (s, =102+ | [ (0AV; (S5torn.7) + ) i, adndr]

~ ~ ~ S t
<02+ (2030 (1+C,v G +0) [ [ (i gr)naldndr
77: =

Sas + (QO-?AM(]' + é$ N éy) + O-g) ||'r||1—'um’,[0,1} Hy”l—var,[ﬂ,l] S OO‘

The second part follows from the definition of PSD(R,,). O

Proof of theorem /.16.

The central idea will be proving that, given any sequence D,, x D!, with |D,|V|D.| |
0, the maps {K%! ,p }n form a Cauchy sequence in the Banach space (C°([0,1] x
[0,1];R), [||l..)- By completeness of this space the sequence will admit a limit %Y,
which we will prove to be independent from the chosen sequence. Finally we will prove
that this limit is the sought after kernel.
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Note that trivially the set {z,y} is bounded in X, we can thus fix two constants
Cy.y, Ry with the properties given in theorem 4.20. We will often, for ease of notation,
refer to them as C' and R.

Part I: how close are Kpyp and Kpypr ?

We have
K5Ypr(s.t) — KpYp (s, 1))
S t ~
= [ L AV (0.7)) + 7). i) s
Sm tn .
[ AVl S (1.7)) + ) (i ]|
|| (@AVe(SB (1.7) + 0F) iy G )madndr
with
Qsr:=10,8] x [0,¢]\ [0, ;] x [0, ]
Note that
QS,t - ([Sm,sm-&-l] X [07 1]) U ([07 1] X [tnutn-I—l])
thus
L3(Q,) < |D|+|D'| <2(]D| v D))
hence

K5t (5,8) = Kt (5,01 < [ 103Vi(S5kp (0, 7)) + 03| (s )
SJEX /Qs,t M(l 4+ 4 /IC%’i,D(n,’r])) (1 + 4 /KyD’;ny/(T,T)> ‘ <jj77? QT>Rd ’dndT
07 [ (g grmaldndr
~ , 2
<OAN (14/Coy) [ Vi Gedualdndr + 03 [ |G, i)l dndr
s,t

s,t

QAN+ Coy)+0]) [ To, (0,7) g, G sl

AN+ Coy) + AW [ i i)l

<N+ Coy) + RN L2 | | i 214 [2dd
AN+ o)+ AN [Pl P
AN+ Coy) + oL@ ) el Tl

<2203 (1 + Cyy) + )/ 1DV D1 Il 11l




CHAPTER 4. NEURAL SIGNATURE KERNELS 124

In particular as (|D] V |D’|) — 0 we have

sup |Kplp(s,t) — Kplpi(s,t)] <
[0,1]%[0,1]

2(20% M (1 + Cuy) + 02 1P|V D/ ||]2 [llI2 = 0

3 ] Z,T vy
Notice that, since we can repeat the argument for K5, 5 and K%/, p, we have

sup |5k (5, 8) = Splpy (s,1)]| _ <
[0,1]%[0,1]

2(205M (1 + Cuy) + o)y [PV [D[(ll2ll V llyll) =: Tayy/ID] V D]

Part II : Cauchy Bounds

Consider now another partition D x D', we have

K (5,1) = Kl (s. 1)
= [ L VSR 00 7)) = Vol S (1. s

<o [ [ VoS5 007)) = VSl (1,7l s i

i [ k|55 m) = S| G el
<olkn | S 007 = S (07| W sl

bk [ [ [ 1:7) = Socor (0.7 | el

+ O'Ak?R /770 /7:0 HEDxD'(m T) — liD'(TLT)HOO |(Ey, U )ra|dndT
<AL BV [ [ o issldndr

+ 0% [ S 07)  Soer ()| iy imeldndr

+ 04T,/ |D] V |D] / / (T, Yr)ga|dndr

2
<UA2FI y\/lp‘ v ‘DI’ v ’D| v ’,D/’(Hx”lfvar,[[],l] N Hynlfvar,[o,l])

o [ [ 1) = S50, | el

DXD’
Assume to be in the case z =y, D = D/, D = D’ and define the following quantity:

Spip(7) = S5l 7)| = sup [KEla(n.7) ~ Kilp(n.7)]

0<n,7<t

=; = sup ’
0<n,7<t
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One has, from the previous inequality, that

—_ ~ 2
= < 0',242Fx,x |D|\/|D| HxHI—var,[O,l}

t t
05k [ [ [Eos.7) = oo, )|, i)maldndr

and since

t n t t
:/ / :ny<¢n,¢T>Rd\dndT+/ / =, iy, &0 Y dydr
n=0 J7=0 n=0 Jr=n
t . t T . .
<Nl Zalialdn+ [ [ S i ldnr
t t
= | Nl sanjou Eabnldn & [l oy el
t
SQH:UHlfvar,[O,l}/ Eyldy|dn
n=0
we get
—_ 2 v
SRS 0-.»242F5E,$H'I’|17var,[0,1] ’D‘V|D‘

t
+20%kn ||$H1—var,[0,1] /770 Enldy|dn

thus, by Gronwall,

= < 20—124Fx,m HIH?—var,[O,l] V ‘,[)| \ |D| ’ 62‘7,24]“1%”4”“%7\/“,[0,1]

Coming back to the general case and setting

2 2
A%y = ”lefvar,[O,l] N Hyulfvar,[o,l}

we can now say that

=PV = sup Hszw(ﬁﬁ)—EDW(”’T)HOO

0<n,7<¢

< 203, VDIV D]V D]V [D] A,y (1 + e27akaten)

t t
t0%3kn | [ e n.7) = Zow (.7 iy, i)zl dndr
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and since

t t
/77 / Hzﬁxﬁ’(naT) - EDXD’(U,T>HOO |<:t777yT>Rd|dndT
t t
S/n:(]/r Eig/ﬂ' <$Tiay"r>Rd‘dT]dT
Lo o o
- / E%’”({Em yT)Rd|dndT + / 0/ ‘:T7y|<x77a yT>Rd|dT]dT
K n=0Jr=n
t t T
< | Wl o Zygldn+ [ [ =2 il dnar

t
= /77:0 Hyulfvar,[o,n} ‘:z’y

t
S(Hl'Hl—Var7 0,1 v ||y||1—var, 0,1 ) E’rx]7y(|x77| + |y77|>d/r’
0.1] o) f

t

t
aldn+ [ Nl o =5V rldr

we get

=0 < 2021, Auy\V ID|V D] VD] V [ D/](1 + 2hkras)
203l vV 19 ) [ ¥l + e

thus, by Gronwall,

=, < 2020, AoV [V D] VD]V [D/|(1 + e27krhen)

.620124kR(|IIHl—var,[O%l]V”yH1—var,[0,1])(Hxnl—var,[o,t]+Hy”1—var,[0,t])

hence

z?y z?y
K5 5 — Ko

otoe <

202 Ty Mg/ [BV (D V [D]V [D/] - (14 e7kmhes ) 20hniey

Part III : Existence and Uniqueness of limit Given any sequence of partitions
{D,, x D} with |D,|V |D.| — 0, due to the bounds we have just proven we have

{ICBY, .y }is a Cauchy sequence in (C°([0,1] x [0, 1; R), |-]l,)

M XDy,

and the limit ¥ does not depend on the sequence (i.e. the limit exists and is unique).

The limit is indeed unique: assume K*¥ and G*™Y are limits along two different
sequences of partitions {D,, x D/} and {G, x G'}; then the sequence {P, x P/} such
that Pa, X Ph, := D,, x D, and Poyi1 X Py, 1 := G, X G}, is still such that |P,|V|P,| — 0
hence the associated kernels have a limit which must be equal to both K*¥ and G*V.

Since PSD matrices form a closed set we moreover have that the matrices ¥%(s, t)

obtained as limits using the previous result are all PSD. We can actually say more:

they belong to PSD(R).
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Part IV : Limit Kernel solves equation (4.9) We can finally conclude by proving
that K7¥ is, in fact, a solution of the PDE:

(s t) =02+ [ [ (GAVLEE 7)) + 0F) s ) adndr
<ICEY(5,1) = Kl (5, 1)
403 [ VoS8 (,7)) = VoS5 ), sl
m+%m/(/ﬂ%wm,>zymwkw%mmww
+%m/t/H%ww, = S5 (1, 7)||_ g, 9l ddr

+mm/!gj%ww, = 529, 7)||_ (g, )l
=o0(1) + o(1) + o(1) = o(1)
thus
(s t) o2+ [ [ (@AVL(SE 0. 7) + o) s i dacdndr| = 0
n=0 Jr=
ie ,
Kooty =02+ | [ (@AVilZE(0.7)) + 03) (i i) macndr
n=0Jr=
- Part 'V : Uniformity in x,y on bounded sets

Note that, once again, the bounds we have just proven only depend on the norms

I/l —var o1y @nd [|-|lx of the paths, and they do so in an increasing manner. Since

Ili —var, o1y < II"llx this means that we have uniform convergence rates on bounded
sets on X. O

Remark. Being careful one could maintain uniform bounds, at the cost of slower con-
vergence, and state the result for x € WLT€([0,1]; RY) for any e > 0. More specifically
the bound would be proportional to |D|T .

Proposition 4.21 (Uniqueness). Under the previous assumptions on the activation
function, fiv x,y € X. Then any two triples
K(s,t) .= (K®%(s,t), K®Y(s,t), K¥¥(s,t))

G(s,t) == (G"*(s,t), G"(s,t), G¥Y(s,1))

defined on [0, 1] x [0, 1],satisfying equation (4.9)and such that

K®%(s,s), K¥Y(t,t), G"(s,s), G¥Y(t,t) > 0
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for allt € [0,1] must be equal.

Proof. We will write | K| = |K®"| vV |[K®Y|V |K¥Y|. To satisfy equation (4.9) the
associated covariance matrices Yk (n,7), Xg(n, 7) must be always PSD,. Using the
assumed bound from below the one from above given by continuity we can assume

that they uniformly in time are contained in some PSDy(R). This true for all choices

(z, ), (z,9), (,9).
[ (s,1) = G= (s, 1)
[ [ VAR 0:7) = ViS5 0. )) iy ]|
s/'/’oﬁwwﬁmm»—%@%mmmw%%mwmf
n=0 J7r=0
? t 2 x T . .
S/ /T OUAkR 1325 (0, 7) — B&Y (0, 7)o | &y U Yma|dndr

<oibg [ [ sup (b0 = Gt s1) ) . sl dndr

0 0<ty1,51<nVT

Moreover this holds substituting (z,y) with (z,z) and (y,y).
Let Z; := supg<y, o <¢ || K (t1, 51) — G(t1, 51)]] o, then

S t
K (5,t) = Gls.8)low < 03ka [ [ Epurl (i i)l dndr
S t
<oikn [ [ Eperliy i ldndr

thus

t ¢
o < ,24]51%/ O/TZOEnVT|j5nHyT|d77dT
¢ t
<otba ([ [ alialliclduar+ [ [ =l ljeland)
n= =0 n=0Jr=n
t t
SUAkR <||y||1—var,[0,1] /77:0 En|mn|d77 + ”'THl—var,[O,l} /7_:0 ET|yT|dT>

t
<R s vy 19 vangoy) | Zollinl + D

By Gronwall we finally conclude that =, = 0 for all ¢, which concludes the proof.z
O

4.3.2 Proof of theorem 4.2: Part 1

It is finally time to prove the first part of main result of the chapter, which we restate
below for the reader’s convenience.
Fix partitions {Dys}aren of [0, 1] with [Das| L 0. Write ODv-N () = (o, ZP¥ (1)),
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Theorem 4.22. Let the activation function ¢ : R — R be a linearly bounded, ab-
solutely continuous map with exponentially bounded derivative. For any subset X =

{z1,...,2,} C X the following convergence in distribution holds

lim lim OYN(X) = N(0,K,(X, X))

M—o00 N—o00

where the map K, : X x X — R is given by the unique final values KZY(1,1) of the

following integro-differential equation

s t
Ky =ai+ | [
n=0 Jr=0

with

UZEZNN(QEW)[@(Zl)SO(ZM + Uzﬂ (T, Yr)padndr  (4.12)

S ( K5 (s, 8), Kg¥(s,t) )
7 K%Y (s, t), KYY(t,t)

Proof. The proof is now just a matter of combining theorem 4.13 and theorem 4.16.

Under our hypotheses theorem 4.13 tells us that, for any subset X = {z1,...,z,} C

X, we have in distribution

lim OEMJV(X) == N(Oa }CDJ\/[ XDar (X’ X))

N—oo

thus to conclude we just have to prove that, still in distribution, it holds

lim N(OJCDMXDM(Xa X)) = N(OaKw(Xa‘)())

M —o0

or, equivalently, that in R™*" it holds limp_oc Kp,, xp,, (X, X) = K (X, X).
This last needed limit follows from theorem 4.16 with the sequence {Dy; X Dys } aren-

The uniqueness follows from theorem 4.21. O

We can explicitly write the Kernel for the simplest case:
Corollary. If o =id, then
Ki¥ (s, t) = (02 + al?)k:a»“‘x’”y(s t) — U—g (4.13)
id ’ - a 0_124 sig ) 0_124 .
Proof. We readily see that

S t
K (s, t) = o2 +/ / [ain&y(n, )+ of (T, Yr)radndT (4.14)

n=0

By substituting (4.13) for K7;Y(n,7) in the integral and using [112][Theorem 2.5]
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we have

9 s t
o, + / /
n=0 J7=0

s t 2
=0, + / / o’ (o2 + *)/f;’{;’” (1, 0) (@, §r)radndr
n=0 J7r=0

2 (o2 +:)k;g“/w<n,a> ji}+ab]<:zrmy'T>Rddndr

o2
=02 + (O’ + fb / / i kg (n, o) (o ady, 0 aYr)radndr

[\

=02+ (02 + = )(k;gx 7aY(s 1) — 1)
A

2
(2 O OAT,0AY _ &
=(o2+ UA)k:SZg (s,1) =
which means, by uniqueness of solutions (theorem 4.21), that the thesis holds. O

4.3.3 The infinite-depth-then-width regime
The infinite-depth limit with finite-width

Proposition 4.23. Let {Du}aren be a sequence of partitions of [0, 1] such that |Dys| —
0 as M — oo. Assume the activation function y is Lipschitz and linearly bounded. Let
v € X and let pp(t) := sup{s € Dy : s < t}. Then, the the RN -valued process
t— Zp (t)( x) converges in distribution, as M — oo, to the solution Z™(x) of the

following Neural CDE
— a+/ Ap(ZY (@) + b )da (4.15)

where A; € RV*N and b; € RN are sampled according in the definition of the homoge-

neous controlled ResNet.

Proof. Assume the A, and b, to be fixed for all choices of Dy;. The system has unique
solution by Friz and Victoir [37][Theorems 3.7, 3.8] with

Vi(z) = Ajp() + by,

noting that these are Lipschitz since composition of Lipschitz and linearly bounded.

By reasoning as in the proof of theorem 4.2 one gets that
|2 @) - 2 @), < \/|DM|exp{Kuxx<||a||RN £ 3 1Al + el >}
k=1

for some constant K|, depending in an increasing fashion on the norm of the input
path.
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Taking the expectation over Ay,br and the initial condition leads to

E[| 2" (@) = 2% (@)|| _ ) < Kjai/ 1D

0.[0.1] ol

for some other constant K |z|, Since the matrices and vectors are all distributed as
Gaussians. One then concludes by portmanteau lemma considering Lipschitz functions
on C°([0, 1]; RY).

m

Remark. Since the bounds Kllex depend increasingly on the norm of the input path
they are uniform on bounded sets of X and this result can be extended to arbitrary finite

sets of paths X C X with exactly the same portmanteau arguments.

Definition 4.24 (Randomized Signatures). We call Randomized Signatures the solu-

tions to
2w =at / (Aalp(Z2 ()] + by ) dat

These are the same objects defined in Cuchiero et al. [20].

4.3.4 Commutativity of Limits

In this section we are going to prove the commutativity of limits in the homogeneous
case. The core arguments are the same as those employed for the inhomogeneous
counterpart, this time however we won’t be able to take advantage of ready-made
results from stochastic analysis, thus we are going to carefully obtain bounds in more
direct ways.

Let {Dys} men be a sequence of partitions of [0, 1] such that |Dy| — 0 as M — oc.
Fix N and the matrices Zy, Ay, by, for all partitions. For any x € X let ZM:N () : Dy, —

RY be the homogeneous cResNet corresponding to the above quantities.

Definition 4.25. Given x € X and a partition Dy, define
pr(t) :==sup{s € Dy, : s < t}
Then define the piecewise constant extension ZMN (x) : [0,1] — RN
ZMN () = Z%;J(\tf) (x) (4.16)

and the integral extension ZMN(z):[0,1] — RY

2N (x) = Z3' + Z/Ot (AW(ZS{M’N(@) +bk)d$§ (4.17)
b=l
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Note how the two extensions coincide on D,,.

Proposition 4.26. Assume the activation function ¢ is Lipschitz and linearly bounded.

There is a constant K, > 0 independent of N, M and increasing in ||z||,_,,, such that

B |2 @)

] < NK,
00,[0,1]

where the expectation is taken over the joint distribution of Zy,{ Ak, bk }k=1,. 4

Proof.

t ~ .
| AV (22 @) + b da
0

d

|28 @) = |2 @) < 25+ X
<[z +3 [ A¥ oz )+ st

=1

d
<[22+ % [ (14N, lez @+ o] e

d_
< |z +3 [ (Ja¥
125 + (3 vamC | AY

=1

VRC(VN + | ZXM(@)|]) + || ) Ida]

op

<

R T
evaes a3 [ 20 o
thus by Lemma 3.2 of [37] we obtain
] = [+ AR, D ]
o (VIS [47], ) el o
< |+ VaRC+ 3 el
e {132 4]0+ VEC lel )}

d
< |+ VaFC+ 3 el
op}

d
e {A+ V202l o) | A
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Hence using independence

E[ sup HZtNM(a:)Hz] <
te(0,1]

N

AN

8]

2 d 2 d
2E |:HZ(§VH + (2N02 + Z ) Hm’ﬁvar,[o,l]:| H]E |:eXp {2(]‘ + \/50 ||x||17vm",[0,1]) ’
i=1 i=1

Note that HAfV = /p((AN)TAN) is the square root of the biggest eigenvalue
op
IV of (AN)TAN. The distribution of eigenvalues —(AN)TAY is well understood as
A

converging to the Marchenko—Pastur distribution (a classical distribution supported

on the interval [0, 4]), and [V converges almost surely to 40% [40, 62] with fluctuations
around this limit having exponential tails [59, 78]. It follows that E[exp{\ HA{V } is

op
uniformly bounded in N, with the bound depending on o4 and .

Moreover by Holder

B2 = BIY 1200 = 02N

and similarly E[||bY 2] < op N.

Hence

E[ sup HZNM(x)HQ] <
t€[0,1]

d d
2N <ag 207+ a2) H:cH?W,[o,l]> E |exp {2(1+ V2C lolly_yargon) |4V, }]

i=1

=:NK,

Proposition 4.27. Assume the activation function @ is Lipschitz and linearly bounded.

E |2 @) - 2 @)

007[071& < N|Du|K,

where K, is a universal constant depending only on ||z||g in an increasing manner.
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Proof. Let t € [t;, tme1) then, using the bound in section 4.2.6,

|20 - 25| =[5 [ (Ao o+ o2 <

3 [ (¥, oz + o] ast <
> /;<quvum<muzmu>+ubgvu>|mg
[ [ar],, vac
[ZHANH V2O(VN + | Z0M @) ) + [63]|] el /1D |

H + HbN’H |, var[tm ] =

where we have used

t 1
ol = [ ke <) [ 10 1= s < e v
thus

E [sup HZNM x) — ZtNM(x)HQ

t€[0,1]

28 | sup [32 ¥ 2cnv + 25 @) + [0 el 12w

tm €D

< NK, ||z D]

O

Proposition 4.28. Assume the activation function ¢ is Lipschitz and linearly bounded.

B[|28 @) - 2 @7 | < NE(Dul v D)

8

where K, is a universal constant depending only on ||z||g in an increasing manner.

Proof. Let t € [t,,, ty1) then
|20 (@) = 28 ()| < i / AN (20 @) — (20 (@) 1da| <

Z/ H

P20 (2)) = o2 (2)| ) ldark| <

7 )~ 2 ) ) =

KZHANH /szw A [
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Using triangle inequality we obtain

2 ) - 22 ()] <

Kfj]AfV\op/ 2N () = 20 (@) | d +
=1

K3 [a2] L7 @) = 2 @) a1+
i=1

d

K>
i=1

A |2 @) = 28 @)t

)

Note how
K3, [ 29 - 2 ) s <
d
w3, [ 3 142, VIR + |2 @) + o] el Dl <
1= =1
d d
K [AN] DI 42, VEOGN + o) [ s ol TP] = A/ P
with
d d
L. = U\Zév |+ (vane + 3| Hxnl_m,m,ﬂ] [Lexp {1+ V20 Il s [47],, )

Hence it follows that
|28 @) = 25 @) <

(/1P| + /1D )A, +KZHANH /\Z;VM - "M () 1dar)

and with Gronwall

d
|2 (@) = 28V ()| < 2/1Du| V [Dar| A, exp{K(z‘T [N ) Nl

Taking expectations of the squares and proceeding as before we have the thesis. [J
We can finally prove the main bound which will allow the exchange of limits:

Theorem 4.29. Let {Dy}aren be a sequence of partitions of [0, 1] such that |Dy| — 0
as M — oo. Assume the activation function  is Lipschitz and linearly bounded. Fix
the matrices Zy, Ag, by for all partitions. Let ZN(x) be the solution of the following
Neural CDE

ZN(x) =7 + Z /Ot (Ak90<ZSN($)) + bk)dxf: (4.18)
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Then there exist a constant K, independent of N, M and increasing function of |||
such that
2
E[sup |2 (2) = 2] (@)| ) < NIDuIK, (4.19)

te(0,1]

Proof. Note first that ZV(z) is well defined since the system has unique solution by
Friz and Victoir [37][Theorems 3.7, 3.8] with

Vi(z) = App(z) + by

noting that these are Lipschitz since composition of Lipschitz and linearly bounded.

Moreover the proof tells us that Z""(z) is a cauchy sequence in C°([0,1]; RN)

hence for any M > 0, eventually in M’ it holds

sup |2/ (@) = 2" (@), <2 sup |2V (@) - 22"V (@)

N
te[0,1] te[0,1] R

Then theorem 4.28 gives the sought after bound.
[

Theorem 4.30. Assume the activation function o is Lipschitz and linearly bounded.

There is a constant C' depending only on ||z||¢ in an increasing way such that:

sup sup Wi (i (), 1y’ (x)) < Ko/ D]
N>1tel0,1]

where "N s the distribution of (vN, Z)N(z)) and plN(x) that of (vN,ZN(z)) for

some independent vector with iid entries [v™], ~ N'(0, & ).
Proof. Let G : R — R be 1-Lipschitz, we have

E[|G((N, 2N (@) = G((oN, ZN ()] < E ([N, ZMY (@) — (0", 28 (@))]
which leads to

E[|(oN, 2" (@) — ", 2N @) = B[N, 2" () — 28 (@))]
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hence
Wi ("N (), 1 (2)) < \/Ka|Dudl
O

Remark. Note that the exact arguments, being of L? type, can be repeated for the
"stacked" vector (ZNM(zy), ..., ZNM(zy)) extending (qualitatively) the bounds to the

multi-input case.
Corollary (theorem 4.2). The limits in theorem 4.16 commute.

Proof. By the classical Moore-Osgood theorem we need to prove that one of the two
limits is uniform in the other, for example that the limit in distribution as M — oo is
uniform in N in some metric which describes convergence in distribution. But this is

just the content of the previous result, extended to the multi-input case. O

4.4 Numerics

We start by illustrating the convergence in distribution of a homogeneous controlled
ResNet to a GP endowed with neural signature kernel as per Theorem 4.2. To this
aim, we consider a homogeneous ResNet CID%N with activation function ¢ = ReLU,
and (o,,04,03) = (0.5,1.,1.2). For R = 250 realizations of the weights and biases, we
run the model on a 2-dimensional path x : ¢ — (sin(15t), cos(30t) + 3e’) observed at
100 regularly spaced time points in [0, 1]. We then verify that, as N increases, ®1"N ()
converges to a Gaussian random variable with mean zero and variance Ky (z, ). This
limiting variance is computed by solving eq. (4.3) on a fine discretization grid. As it
can be observed on Figure 4.2 the Gaussian fit for this one-dimensional marginal gets

better as N increases.

N=10 N=100 N=500
10.0 1 4]
o5
7.5 44
7 %) - w94
= 50 =z 2 =
=1 =1 =]
< < <
3 251 & o &0
2 2 i)
c, 0.0 =9 =R
g g 21 g2
é 25 @ @
& —4
—5.0+1 . 4
=5 0 5 10 50 -25 00 25 50 4 2 0 2 4
Theoretical Quantiles Theoretical Quantiles Theoretical Quantiles

Figure 4.2: Empirical quantiles against the theoretical quantiles of
N(0,K%*(1)) for N € {10,100, 500} with ¢ = ReLU

We then provide empirical evidence for the order of convergence provided in the-

orem 3.5, corresponding to the case ¢ = id. Here, we consider a linear homogeneous
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ResNet, controlled by x and y, two sample paths from a zero-mean GP with RBF
kernel rrpr(s,t) = exp (—5(s — ¢)?) with 50 observation points in [—2,2]. Similarly to
the previous setup, we run the model with M = 250 different random initializations
to estimate the mean squared error E[(+(Z1 (z), Z{¥ (y)) — Kia(x,y))?] increasing the
width N. Our empirical results, as displayed on Figure 4.3, align with the theoretical

convergence rate.

0.032 1

N

. .\
J ( ]

64 128 256 512 1024
N (log scale)

=]
o
—_
@)

MSE (log scale)
o
o
&
/ |

Figure 4.3: Mean squared error of +(Z{ (), Z{' (y))r~, the estimator of
P (1,1), as a function of the width N on a logarithmic scale.
Standard deviations were obtained by repeating the experiment
5 times.



Appendix A

Genus Expansion for non-Gaussian,

sparse and complex weights.

A.1 Non-Gaussian Weights

All of the results obtained in the chapter 2 can be extended to neural networks ® with
non-Gaussian random weights, under moment assumptions. Consider the following

more general sequence W.

Definition A.1. Let N > 0 and W = (W; | i € N), where the W; € RN*N gre
independent matrices with entries (Wi|jx ~ 0:Z;, where {Z;}i>o is a family of i.i.d.

random variables satisfying
E{Z72} =1, E{z¥*} =0, E{Z¥}<oc Vk>O0.

Note that we take the matrices in this sequence to be square for simplicity only, the
results in this section carrying over to rectangular matrices as in chapter 1 by straight-
forward modifications. The graphs considered in this section are all assumed to satisfy

the following condition.

Assumption A.2. G is a product graph with inputs which are either elements of W,

or deterministic vector/matrices with entries uniformly bounded in N .

We define Eyy and the set of admissible pairings of FE)y in exactly the same way
as in the Gaussian case. Recall also that for any G, é(G) := |E(Gy,)| for any fixed
admissible pairing ¢y of its edges (the choice of ¢y is irrelevant, as the value of | E(G, )|

is constant over pairings).

Theorem A.3 (Approximate Wick expansion). For any (possibly disconnected) prod-
uct graph G
E{W¢} = Y Wg, +0cO(N4OHO (A1)
PeP(G)

139
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where ¢ runs over all of G’s admissible pairings.

Proof. Consider the set of indexations Z% := [[,ey(q){1,- .., Nu}. Recall that for each
e = (u,v) € E, i, = iyi,. Then

We=> [[Xdw, E{W¢} :Z( II [Xc]z’c) E{ II [Xe]z}

icZG ceC i ceC\Eyy e€Eywy

Following [28] we write i ~» ¢ whenever
‘v’{e, 6/} € ¢7 le = Ter

and say that an indexation i is balanced whenever there exists a ¢ € P(G) for which
i ~ ¢. Note how for unbalanced i, due to the vanishing of odd moments, one has

E {Hee o [Xe}ie} = 0 so that we can write the expectation as

1
ST S S R W [

PEP(G) iv~9 ceC\Ew e€Ewy

For SlmphCIty write F¢ = leqb |{¢€P(G—M <HCEC\EW [XCLC) E {HEGEW [Xe]ie} SO
that
E{W¢} = > T,
PeP(G)
Note that for all ¢ € P(G) it holds, for constants depending on G but not on N,
that

Ly =3 060(1) = 0cO(|{i | i~ ¢}|) = 0cO(NI"())
i

Notice that the maximum value of |V (Gy)| is reached only when ¢ is fully atomic, in
which case one has

V(Gy)| = e(G) +¢(G)

where we recall that é¢ = |E(Gy)| (otherwise, this is a strict inequality).

Furthermore, for such ¢, we have

To= 2. ( 11 [XC]ic)E{ II [Xe]ie}+aGO(Né<G>+C<G>—1) (A.2)

I(ngiqu) ceC\EWw e€Fyy

where

1) ={icI|Ve,é € By, ip =iv = X, =X and i, #14,, Veo € Ew \ {e,€'}},
(A.3)
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noting that if i € I(Cf), there exists exactly one ¢ € P(G) for which i ~~ ¢.

But in this case, we also have

We, = > ( 11 [XC]Z-C) E{ 1T [Xehe} + oO(NUG+U@-1y,

Ig)aiwd) ceC\Ew ecEyy

so that we can write

E{W¢}= > T,+ > T,

9EPA(G) $EP(G)\PA(G)
= Z F¢ + O'G(’)(Né(c)—f—c(G)—l)
$EPA(G)
= Z (WG¢ + OGO(Né(G)Jrc(G)—l)) + O_GO(Né(G)+c(G)_1)
$EPA(G)
= Z WG¢ + UGO(Né(G)+C(G)_1)
$EPA(G)
— 3 W, + 0gO(NA@+O)-1)
$eP(G)

where in the last equality we have used the fact that
Vo € P(G) \ PA(G), Wg, = oGO(NUD+(Co)=1) — 5 O(NUD TG~y
O

Proposition A.4. Let G = I_If(:Gl)Gi be a product graph with disjoint connected com-
ponents G;. Then

c(G)
IE?{ 11 (WGZ. Y W, + aGiO(Ne(Gi)))}
i=1 YEPA(G))
— Z WG¢ + 0G0<Né(G)+c(G)/2fl).
#eP(G)

Proof. Forany ¢ € PA(G), let Ty = W, +0cO(NATG)1) and define I'y, similarly
for each ¢; € Pa(G;). Proceeding as in theorem 1.17 we obtain

c(G)
E{ II (WGZ,— 3 r¢)}: Y (Y (F¢T I r@)
=1 PeP(G;) TCe(G)] T X ieTcdi 1€Te

where the last sum is over P(Gr) X ([Tere Pa(Gi)).

Arguing as in the proof of the previous lemma, we find that

F¢T H P¢z = F¢T><ieTC¢z‘ + O(N‘V(G¢TXiETC¢i)‘_1) (A4)

i€Te
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where the implicit constants do not depend from N.

But then using inclusion exclusion, we obtain on the one hand

Z <_1)|TC‘ Z F¢TXiGTC¢i: Z F¢>

TC[c(G)] b1 ¥ieTedi $eP(G)

where P(G) C P(G) is the set of pairings of G' such that none of its connected com-

ponents are paired within themselves, and on the other hand,

3 (—1)IT 3 O(N|V(G¢T><7;6Tc¢i)|1):0( 3 NIV(G¢)1). (A.5)

TCle(@)] OT XicTcdi $eP(G)

We conclude by arguing as before that the maximal order of the I'y is reached when

the partition is bi-atomic, which is the only case when V(G,) = é(G) + @ and when

T, =We, + O(Né(G)+c(G’)/2—1).

Reiterating the arguments in chapter 2 then yields the following.

Corollary. Let ® be a neural network with weights W, with entries as in theorem A.1.
Then the conclusions of theorems 2.9, 2.14 and 2.19 still hold.

A.2 Sparse Weights

Following [28], we can also go further and consider sparse matrices with i.i.d. entries
satisfying the same moment assumptions as in theorem A.1.

Consider the sequence W of matrices W; := W; ® B;, where W; € W as defined
above and the B; are independent matrices with i.i.d., Bernoulli distributed entries

with parameter py satisfying Npy — oco. Note that
E{W]2%,) = pnoB(Z2), E(WR') =0, vk >0,

If G is a product graph whose random inputs are from W, we will use X, = X, ® B;

to denote such inputs.

Assumption A.5. G is a product graph with inputs which are either elements of W,

or deterministic vector/matrices with entries uniformly bounded in N .

Proposition A.6. Let G be a product graph satisfying theorem A.5. Then

E(Wo)= Y Wo, + oo/ O(NA@0)) (A5)
#EPA(G)
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Proof. Consider the set of indexations Z¢ := [Toevieyil, - - No}, and define I(C.f), bal-

anced and unbalanced indexations as in the proof of theorem A.3.

If i € Z¢ is unbalanced, one has E {HeeEw [Xe]ze} = (0 while ifi € Ig),

E{ 11 [Xe]z‘e} = oapy .

GEEW

Ifig I(Cf) is balanced, then

E{ 11 [Xe]ie} = 0apyO(1)

GEEW

for some 1 <[ < |Ey|/2. We can thus partition the set of balanced indexations as
I_IE{VV ZJlG where J,% is the subset of indexations which result in a factor pl,. Noting

that ngw = I(Gl), we can write

[Ew|/2—1
E{W¢} =oapi™* 3 ( I1 [Xc]ic)+ 3 z( I1 [Xc]ic) oepyO(1)

iezg) ceC\Ew I=1  iegl \c€C\Ew

|Ewl/2—-1
ZUGPWWW > ( 11 [Xc]ic)+ > UGP§VO<|x7zG|>
=1

ieIg) ceC\Ew
Note also that | J,¢| = (’)(N'E\EWHC(G)H).

In fact, each i is compatible to some ¢ € P(G) by virtue of being balanced, thus
any i takes at most ¢(G) + |E \ Ew| + |1227W\ different values, this being the maximal
number of vertices in any Gy4. Note though that, by definition of J¢, the indices
corresponding to the |Eyy|/2 pairs take exactly [ different values. Each i € J,¢ thus
takes at most ¢(G) + |E \ Ew| + [ values, ranging from 1 to N.

Hence we can write

|Ewl/2-1

3 JGpgv@(UlG,) _ 0G0<N|E\EW+C(G) max{Npx, (NPN)Ew|/2—1}>

=1
_ O.Gp\JgWV?—lO(Né(G)-&-c(G)—l)‘

The claim then follows from the fact that

> We, =oepi ™ Z( 1T [Xc]ic)_{_O(Né(G)-FC(G)—l)

PEPA(G) icZG. \c€C\Eyy

1)
= oany™* 3 ( 11 [Xc]z-c) + PR O(NH@el@) -y,

ieIg) ceC\Ew
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and that pl2V/2O(NG+(O)-1) = plEWI2=1 o (Na@)+e(@)-1) (gince py < 1). O

Similar arguments prove the centered version of this result, giving

c(G)
E{ H (WGi_ Z W(GiM + UGip]\€W(Gi)|/2_IO(N€(Gi))) }
i=1 YEPA(G1)

= Z WG¢ —+ UGp']?W(G)|/2*10(Né(G)+C(G)/271).
#€PB(G)

(A7)

We may then conclude the following.

Corollary. Let ® be a neural network with weights W, (as defined above) and param-
eters. Then after rescaling standard deviations as o, — \/%O'g, the conclusions of
theorems 2.9, 2.1/ and 2.19 still hold.

Figure A.1: We consider a ReLU network ®5 (meaning that the acti-
vations are all x — max(z,0)), where (No, N1, Na, N3) =
(2,700,700,1). We fiz two inputs x = (m,1),y = (e,3) € R?,
and sample the weight matrices Wy, W1 and Wy 700 times
from 4 different ensembles and plot (Pa(x), P2(y)). The con-
tour plots in light blue in all three figures serve as a reference,
and correspond to Wy, W1, Wy being Gaussian. The leftmost
scatter plot (dark blue) shows the result of multiplying W
and Wy entry-wise by p;,l/zBer(pN) for py = ﬁ (so that
roughly 96.22% of their entries are set to 0). In the middle
(green), the W; have Weibull entries multiplied by a random
sign, while on the right (orange) the entries are uniformly
distributed in {—1,0,1}.

A.3 Complex Weights

We end this section by showing how all of our results (including the extensions to
sparse matrices in the previous section) hold for complex-valued matrices. Noting that
the definition of product graphs and the extensions in chapter 2 hold mutatis mutandis

in the complex case, we will once again only need to adapt the arguments of chapter 1.



APPENDIX A. GENUS EXPANSION FOR NON-GAUSSIAN, SPARSE AND
COMPLEX WEIGHTS. 145

Definition A.7. Let We := (W; | i € Z\ {0}), where fori > 0, the W; € CNni*Nes gre
independent matrices with i.i.d. entries equal to 0;Z where Z ~ N¢(0,1). For i <0,
we set W_; == W,.

Assumption A.8. G is a product graph whose inputs are either deterministic, or

matrices in We.

Recall how a complex random variable Z ~ N¢(0, 1) satisfies the following moment
assumptions
E[|Z|]=1, n#m=E[Z"Z™] =0

where Z denotes the conjugate of Z.
This means that, in view of Wick’s theorem (which takes the same form as in the

real case), the correct notion of admissible pairing is given as follows.

Definition A.9 (Complex admissible pairing). Let G be a product graph, and Eyy =
{e € E: W, =W, for some {(e) :={ € Z\ {0}}. Then a pairing ¢ of Eyy is said to
be admissible if any two paired edges {e,e'} € ¢ satisfy l(e) = —L(e’). We denote the
set of all admissible pairings of Ew by P(G).

At this point notice that the arguments of chapter 1 follow verbatim, with the

exception of theorem 1.22 which now takes the following form.

Theorem A.10. Let (G;);>1 be a sequence of connected product graphs satisfying the-
orem A.8 and theorem 1.19 (for W¢ ). Then for any m > 1,

1

(06, NC*3) "W, — [PAG)IVIE, 5 Z = (21, Z0)

where the limit is a centered complex Gaussian vector with covariance function C' :=
E[ZZT] having entries [C]; j = |Pa(G:UG;)| and pseudo covariance T := E[ZZ"] with
entries [[);; = |Pa(G;UG;)| where G is obtained from G by conjugating all the random

matrices..

As for non-Gaussian complex-valued matrices, we replace the entries of W; (for

i > 0) with 0;Z;, where {Z;};>0 is now a family of i.i.d. random variables satisfying
E[|Z|]=1, n#m=E[Z"Z™"] =0, E[Z"] < c.

Complex analogues of section A.1 and section A.2 then follow straightforwardly.



APPENDIX A. GENUS EXPANSION FOR NON-GAUSSIAN, SPARSE AND
COMPLEX WEIGHTS. 146




Appendix B

Technical Combinatorial Lemmas

The goal of this section is to prove theorem B.4, which is a key ingredient in the proof

of theorems 2.6 and 2.9. We begin with the following technical lemma.

Lemma B.1. Consider a sequence of sets (A; | i € Nsg) and absolutely summable
sequences of vectors (v, | a € L;A;) C R indexed by them. Let Vlar,oans) = ®f\ilvai
with the convention that empty products have value 1 and a; € A;. Then for M € N,

(Rd>®M 9 ®1j\il ( Z Uai) = Z UaM- (Bl)
a;€A; aMexﬁlAi
Proof. We proceed by induction on M. If M = 0 then the result holds by convention.

For the inductive case assume the lemma true up to M, then

®£V:1r1 Z Va; = (®le Z Uai) ® ( Z UaM+1)

aiG.Ai aiEAi AN+1 EAM+1

- Z Vay | @ ( Z Yanri1 )

apexM A ap+1€AMT1

= Z Z Vanr @ Vapr s

apM+1€AM+1 ajueX?ilAi

Letting ay; = (a1, ..., an), we have vg,, ® vy = V(. y and the claim follows. [J

SAM 41

The next step will be to prove an analogous result with Hadamard products ®
instead of tensor products ®. Given that the Hadamard product is commutative,
it will be convenient to write the results in terms of multisets (meaning sets where

elements can appear more than once) since they are unordered.

Definition B.2. Given a set A we define the set of its symmetric M -tuples as the

quotient AM /Sy where ayy is the symmetric group of M elements acting on AM by

147
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permuting the elements as
o-(ay,...,ap) = (Agq), - -, Go(rr))- (B.2)
We denote this set and its elements as
XY =AM /Sy = {[ar -+~ an] : Vi € [M]. a; € A}, (B.3)

We also set Xy = Usj_o XN . For a symmetric tuple 7 = [(a1)* - - - (an)™] € Xy,

where ay,...,ay are distinct elements of A, we define the symmetry factor of 7 as

s(ID =1, s(r) = [](R)! (B4)

Informally a symmetric tuple [a; - --ap] is just the tuple (ay,...,an) where we
have forgotten about the order of its elements. Note that this is not the same thing
as the set {a,...,ay}, we want to keep track of multiple appearances of the same
objects but while [a a 0] # [a b] for sets {a,a,b} = {a, b}.

Given a set A, let XY be the set of multisets of elements of A of cardinality M,
and X4 = U3_o XX, For any multiset 7 = [(a;)* - -+ (an)™] € X4, where ay,...,ax

are distinct elements of A, its symmetry factor is defined recursively as

D=1 s(r):= TGk (B5)

Using these definitions, we can express Hadamard products of sums of vectors in

the following compact form.

Proposition B.3. Consider a set A and a summable sequence (v,)aca C R? indezed
by A. We have for any M € N

oOM
) > A(f') (B.6)

TEX% S

® 3 (v,

acA
where for T := Jay - - - ap] we define v, == v, © -+ O v, -

Proof. Considering M copies of A as different sets and using theorem B.1, we have on
the one hand that

o4 (Su)= ¥ sl

acA aexﬁlA

On the other hand if we define linearly

@:(Rd)®M—>]Rd, MR- Quyr v O Ouy
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we have

(Z va>®M -0 (Z va>®M

a€EA a€eA
:Q Z ®£\i1(”ai) = Z QiAil(Uai)
acAM acAM

[

by definition. Note that for any a = (a4, ...,ay),a’ = (d},...,dy,) € AM,

@i]\il(vcu) = @i]\il(an

whenever
(a1,...,an) = (a;(lw e aa;(M))-

for some o € Sy i.e. ® is invariant to the action of S);. Therefore we can write

(so) - s

acA XM 5

since the cardinality of orbit 7 is exactly % O]

We are now equipped to prove theorem B.4, which we do using the previous propo-
sition and Wick’s theorem. This proposition gives an expansion for covariances of
type E[p(X)1¥(Y)], where ¢, are polynomials and (X,Y") is a Gaussian vector with

covariance of the form (B.7).

Proposition B.4. Let ¢, : R — R be polynomial functions. Fix index sets Ay, As
and A : (A3 UAy) x (A1 U Az) — R a symmetric and summable function. Then if

(X, Y) ~ N 0, Z(a,a/)eAl x Ay /\(Cl, a’) Z(a,b)E.AlX.Az /\(a, b/) (B,?)
Z(bva)E»AQ x Ay )‘(bv CL) Z(b,b/)eAQ x Ao )\(b, b )

is well defined (i.e. the covariance matriz is positive definite), the following expansion
holds

E{p(X) Z Z SDT% Z H A(mry, o) (B.8)

TEX 4, NEX 4, 7')5(7]) TE€Px(rUn) {m1,m2}Em

where Vo -an] = ™ (0) and Px(T Un) is the set of pairings of the entries of T and
n.
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Proof. Using Wick’s theorem we have

9] (V)
(X))} = 3 L OO vuryny

VA, MINI
& e™M(0)p™M(0) 3 M E(Z.7.)
o w1 Lo
M,N=0 MIN! TP ([M]U[N]) {7r1,7;2}67r
T <T2
oM () ™(0
Z - 5\4)'1]/}\[‘ ( ) Z H Z )‘ﬂl,ﬂ2<71772>'
M,N=0 o m€P([M]U[N]) {m1,m2}€m 11,72€A1UA2
T <2

Here [M] U [N] := ((1,1),...,(1,M),(2,1),...,(2,N)) is ordered lexicographically,
where with a slight abuse of notation P(|
[M] LU [N] and

M]U[N]) is the set of pairings of elements in

Aiw, G (6 ¢) = A, d)1(c € A)1(d € Aj).
The claim would thus follow from the equality

1

Sy INED DI | BRED DR S CTARrY

*weP([M|U[N]) {m1,m2}em 71,72€A1LUA2
7r1<7r2

=2 2. > II o),

’TEXM neXN 5<77) m€Px(TUn) {71,72} €T

which we now prove. Begin by noticing that

> II Yo Amm(ni) (B.9)

7€P([M]U[N]) {m1,m2}€m 11,72€A1UA2
T <TQ

= > > > I[I MO(m),T(m)) (B.10)

T'1:[M]—A; Ta:[N]—As neP(IM]U[N]) {m1 ,7T<2}€7r
T <2

where I'((z,k)) = I';(k). We are simply double counting: the left-hand side in (B.9)
is obtained by labeling the elements of [M] U [N] after having paired them, while the
right-hand side is obtained by reversing the order of the operations with the functions

I'y, 'y specifying the labels.

Then for any fixed 7 € X% and n € X%, we have

> I M= X [[ AMI(m) D(m)) (B.11)

m€Px(tUn) {y1,72}€m r€P([MJU[N]) {m1,m2}em

T <72

whenever I'y : [M] — Ay and 'y : [M] — A; satisty

7= [[1(1) - T (M)] and 7 = [To(1) - - To(N)].
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Letting ., denote the set of all such pairs (I';,I's), we note that

M! N!
Qpyl = o
el = S 5

and, in turn, that

L] | Qp=A{T1:[M] = A} x {Ts: [N] = Ao}

M N
TGXAl UGXA2

This allows us to conclude that

Z Z )5(77) Z H )‘(71;'72)

rex{ nexy, s(7 T€Px(rln) {7172} €T

=Y Y e S X T MmN

T 77| (T'1,I2)€Qr y meP([MIU[N]) {m1,m2}eT
T <72

M'N' > X > > I[I AT(m),T(m))
TEXM neXN (T'1,12)EQ, , 7€P([M]U[N]) {m1,m2}En

T <72

TeXM neX

1

~ MIN! Z Z Z H AL (1), T'(72))
T TlM]= A DM Ay weP(MIUIND {mms)en
T <72

1

= MINI Z H Z Ary o (’71, 72)

" weP([MJU[N]) {m1,m2}em 71,72€A1LAS
T <72

where the first equality follows from (B.11), the second from |Q, | = 22
is (B.12) and the last (B.9).

s(r) 5(77) ’

(B.12)

the third

]
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Appendix C

Background on Rough Paths
Theory

We here give a brief overview of Rough Paths theory, citing without proof the results
we are using for our proofs. We follow Chevyrev [12], Friz and Hairer [36], Lyons and
Qian [76], to which we refer the reader for further details. In addition to the above
references, we refer to Cass and Salvi [8] for the reader focused on applications to

Machine Learning.

C.1 Basic Definitions

Denote by (R%)®" := R?® - - - @ R the tensor product of n copies R%, set (R4)®° := R.
Let T(R?) := @2 ,(RY)®* be the tensor algebra equipped with sum and tensor product.
We will denote by T3 (RY) := @I, (R?)®* the truncated tensor algebra.

Definition C.1. Let {e1,...,eq} be the canonical basis of R%, then
{eil ®®elk : (217alk‘) € [d]k}

is a basis of (R))®*. We equip (RY)®* with the inner product (-, Ymayer defined on basis
elements as
(61, ® Qe e, ® @ 6jk>(Rd)®k = (5éj.1 """ Jr)

and we extend it to T(R?) by

<A, B>T(Rd) = Z(ak, bk)(Rd)®k
k=0
where A = (ag,ay,...) and B = (by, by, . ..)
Note how for any A, B € T(R?) we have (A®e¢;, BRe;)pway = (A, B)rwa)(e;, €;)pa-

153
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Definition C.2 (Infinite Tensor Algebra). The infinite tensor algebra is defined as the
space T((RY)) := TI2o(RY)®* equipped with the operations + and & which act in the

natural algebraic way; its elements are called tensor series.

It is easily seen that (T'((RY)),+,®) is an algebra with unit 1 = (1,0,0,---) and
we can endow it with a natural product .

Another point of view could be taken on the definitions of these spaces, one that
we will prefer later on. If we define Wy to be the set of words in d letters then
T((RY)) ~ RV T(RY) is the subset of such functions with finite support and

(4, B>T(Rd) = Z ABr = Z Z A; By
IEW, k=0 |I|=k

where |I] is the length of the word /. The empty word, the only one with length 0, is
denoted by () and corresponds to the basis element of (R4)®°. In this view the tensor
product coincides with concatenation of words accordingly distributed and the closure
of T(R?) with respect to its product is just the [* space [?(W,).

The product ® is not the only one available on the space T'(R?), in fact one can

define on it what is known as the shuffle product L, which

Definition C.3. The shuffle product L1 : T(R?) xT(R?) — T(R?) is defined inductively
on basis elements as

VIeW,, erley=ceglWer=er
VI,J e Wy,Va,be{l,...,d}, e, Wepn=_(erWen) e, + (erqles) e

and extended to the whole space by linearity. Here for I = iy ...4; we write e =
eil ®.”®€iu\'

The notion of shuffle product is important in the context of geometric rough paths.

C.2 Rough Paths Primer

Rough paths theory was developed by Lyons in the 1990’s to make path-wise sense of
equations of type

t
Y, = /0 F(Y,)dX, € RY (C.1)

where X : [0,1] — R? is a a-Holder path with o < £, for some F : RY — RN*4,

This class of paths includes Brownian motion and semi-martingales. While their
integration theory, stochastic calculus, is extensively studied (see [109]), it is always
understood in a distributional, probabilistic sense.

In fact, in the semi-martingale case, while the map X +— Y is measurable, it is

not continuous. This means that there is no canonical way to construct the solution



APPENDIX C. BACKGROUND ON ROUGH PATHS THEORY 155

Y given a realization of X. It is not possible to extend the theory from smooth
paths to the entire path space in a unique way, as evidenced by the fact that It6 and
Stratonovich integration, while coinciding on smooth paths, generally yield different

results for semi-martingales.

The situation is even more problematic: Lyons [74] showed that there exists no
separable Banach space V' C C°([0,1];R?) containing Brownian trajectories almost
surely and such that the bilinear map (X,Y) — [; Ysd X, defined on smooth elements
of V', extends to the entire space V x V.

Rough paths theory, in contrast, provides a pathwise understanding of such inte-
grals. The main insight of the theory is that, in order to guarantee existence and
uniqueness of solutions to eq. (C.1), the information contained in the path X alone
is not sufficient. Additional higher-order information is required, corresponding to

sufficiently many (up to M := [1]) iterated integrals

dX, ® - ®dX,, € (RH®™ (C.2)

s<r1<..rm <t

More precisely, this means the collection of integrals for all combinations of coordinate

indices:

X ... .dXim : (C.3)

T'm

SEMS TSt 1<, <d

To develop intuition for why iterated integrals are essential, consider the case o > %

and, for some smooth F : R — R¥?_ the simpler case of an integral

/OtF(XS)dXS.

Using a first-order Taylor expansion, we have locally F(X;) ~ F(X;) + dFx,[ X4,

where we wrote as it’s custumary X, = X; — X, = f; dX,, so that for some partition

P of [0, 1] one has

1 t t rr
/ FX)dX, ~ 3 (F(XS) / dX, + dFy. / / X, @ dX,,) + higher order terms.
0 s s Js
[s,t]leP

The second term involves the second-order iterated integral J! [I dX, ® dX,, demon-
strating why such higher-order information might be necessary for a well-defined the-
ory of integration. In fact, iterated integrals play, on path space, a similar role to
that played by monomials on R? — they provide the fundamental building blocks for

representing more complex functions.

This necessity is also evident in the stochastic setting: when X is a semi-martingale,

equation (C.1) can be understood in either the It6 or Stratonovich sense. These two
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notions of stochastic integration differ, and this difference is precisely quantified by
a second-order object: the quadratic variation of X. Thus, regardless of whether
we approach the problem from a deterministic or stochastic perspective, higher-order
information beyond the path itself is essential for a coherent theory of integration.

It turns out that the extra information needed is encoded in continuous (according
to the normed structure of the truncated tensor algebra T™) (c.f. Friz and Hairer [36,
2.4])) maps

M
X:{(s,t) €[0,1*| s <t} = A= TMRY = PR
m=0

extending X in the sense that X}, = X; — X, and behaving like iterated integrals both

algebraically, meaning that Chen’s relation
Xs,t - )(SﬁJ ® X%t (C4)

holds for any 0 < s < u <t < 1, and analytically, meaning that there exist C' > 0 such
that
VI <M, Vs <t, (Xoy,er)| <Cls—tl1, (C.5)

Definition C.4. The space of functions X : A — TM/(R?) satisfying Chen’s rela-
tion (C.4) and the analytic requirement (C.5) is the space of a-Holder rough paths,
denoted by €°([0,1]; R?).

While the set of a-Holder rough paths does not have a vector-space structure, it can
be endowed with a distance, and hence constitutes a metric space (c.f. Friz and Hairer
[36, 2.4]). Importantly, every smooth path X € C*([0,1];R?) can be canonically
lifted to an element of €*([0,1]; R?) for any o € (0,1) by defining X7 as the iterated
integrals (C.2), which are always well-defined under the smoothness assumptlon. The
space of such lifts is denoted £ (C*>) C €.

With this lifting procedure, one can extend the solution map X — Y from £>°(C'*)
to the entire space €“, in the sense that the classical solution map X +— Y on smooth
paths factors through both the canonical lift and the rough path solution map. Cru-
cially, this extended map is continuous under the rough path metric, which accounts
for the higher-order data.

Returning to the stochastic setting, consider Brownian motion B : [0, 1] — R. One
can probabilistically define its second-order integrals in two ways: the Stratonovich
integral B2 ot = f B, o dB, and the Ito integral B! st = f B,dB,. Then, almost surely,
both (B,B*) and (B,B’) define elements of € for o € (3,3). The corresponding
solution maps B + (B,B%) — Y and B ~ (B,B!) — Y yield the solutions of

eq. (C.1) in the Stratonovich and It6 senses, respectively.
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The generality of rough path theory makes it particularly attractive: it extends be-
yond semi-martingales to rougher settings, such as fractional Brownian motion, which
is crucial in financial applications. This broad applicability motivates our choice to
work directly in the rough path framework.

For our purposes, we need to give meaning to simpler integrals than (C.1), namely

“linear” integrals of the form
t
| vax..
0

To accomplish this, we introduce the key notion of controlled rough paths:

Definition C.5 (Def. 4.6 in Friz and Hairer [36]). Let a € (0,1), M = [1] and W
a Banach Space. Given X € €°([0,1];R?) we define the space of controlled (by X)
W-valued rough paths as the set

2%°([0,1; W) € {[0,1] = LTMD(RY); W)}
of functions Y satisfying
VI <M -1, |(Yyer) — (Y6, Xe1 ® €1>||W < Ct— S|(M_u|)a (C.6)

We say that Y lifts Y, =YV e W.

With this framework in place, we can now rigorously define the desired integrals.
Given a controlled rough path Y driven by X, the following proposition shows that

the integral is well-defined and extends classical integration theory:
Proposition C.6 (Ex. 4.18 in Friz and Hairer [36]). Given X € €°([0,1];RY) and
Y € 2%*([0,1]; W) the integral'

/tYSng =1m 3 Y YIXiew
\ |

PI=0 e 11<m
is well defined and exists, for alli € 1,...,d.

Given W = L(R% V), using the identification
L(RY)Z™ W) = LI(R)T™H V) as ¢(x)[y] ~ glx @ y],
one can then define

t d t )
/Ys[dXs] :Z/ Yie] dXi= lim Y Y,X,]eV
0 i—1 0

[P0 [s,t]leP

Following standard convention in the literature (c.f. Friz and Hairer [36]] eq. 4.35]), we write
f(f Y, dX! rather than fot Y, dX® when the lift Y is clear from context.
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C.3 Signature

We have seen that to define a well-posed integration theory for a-Hoélder paths, it
suffices to consider iterated-integral-like objects (rough paths) up to level Lij In fact,
given the data up to this level, there exists a unique and canonical way to obtain all

remaining iterated integrals:

Proposition C.7 (Thm. 3.7 Lyons et al. [77]). Given X € €°([0, 1];R?) there exists
a unique element Sig(X) of A — T((RY)) extending X : A — TLal(RY), satisfying
Chen’s relation

Si9(X)su ® Sig(X) s = 5ig(X) sz

and such that
VI, 30 >0, Vs < t, [(Sig(X)ss er)| < Oyt — 5|1

This object, the collection of all iterated integrals, has recently emerged as a topic
of significant interest in machine learning, independent of its origins in rough paths
theory, due to its remarkable properties.

This section presents the key aspects of this object, in the context of machine
learning, so considering the space of paths with finite variation C} ([0, 1] : R?), part of

the a > 1 case. For a comprehensive treatment, we refer to Cass and Salvi [8].

Definition C.8 (Signature). Given v € Cy4([0,1];R?) and s,t € [0,1] s.t. s <t, the
signature Sig(7y)s: € T((R?)) of the path vy over [s,t] is defined as

Sig(7)ss = (1, / Py -+ // Py @ -+ @ dryy, -+ ) (C.7)

s<u1 <t s<uy <--<up<t

where the integral is intended in the Riemann-Stjeltes sense. Equivalently Sig(7y)s. is

that element of I1>(Wy) defined recursively on words as

. t .
Sig), =1, Sig()5 = / Sig(y)L vl (C.8)

C.3.1 Notable Results

Here we present some notable results of which we will make use through the paper.

We omit the proofs if they can be easily found in the suggested references.

The first result is about bounding the norm of Signature entries:

Proposition C.9 (Factorial Decay Rate). Given v € C14([0,1];R?), for all k > 1 and
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s,t €[0,1] s.t. s <t one has

Iy1ly—
Yy ® -+~ @ dy, < (C.9)

s<ul <---<up<t (R)®k '
The most important fact about Signature is that it acts as the basis for a Taylor
expansion in path space. In fact just as finite linear combinations of monomials are

dense in the continuous functions with a compact input set, finite linear combinations

of Signature entries are dense in continuous functions from compact path-spaces:

Theorem C.10 (Universal Approximation [31]). Fiz K C C;([0,1]; R*™!) compact
such that for any v € K it holds v} =t. For any F € C°(K;R) and ¢ > 0 there is an
integer N > 0 such that

sup [F(v) — D arSig(v)5,| < e (C.10)

7eK 1SN
for some finite sequence (ar)r<n of real numbers.

Remark. There is no magic in this result, it is just an application of Stone- Weiestrass
enabled by the rich algebraic structure of iterated integrals, that of the shuffle algebra,
studied originally in Chen [10].

We will need to restrict some paths to sub-intervals of [0, 1] in such a way to still
be able to consider them meaningfully as elements of C1 ([0, 1]; R?), this is done in the

following way:

Definition C.11. Given any path v € C1([0,1];R?) we define its restriction on a
sub-interval [s,t] C [0,1] as the path 54 € C1([0,1]; RY) with values

0 ifr<s
V) (1) ==y — s ifs<r<t (C.11)
Tt — Vs ifT‘>t

This definition is such that the following important equation holds
Sig(7)s,e = Sig(Vis,)o,1- (C.12)

With the right augmentation of the paths one can see that the Signature distin-
guishes between different sections of paths, this will be crucial for some of the original

results presented in this work.
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Lemma C.12. Assume w,v € C1([0,1]; R?) with w} = v} =t and w? = 77 = 2.
Then
Sig(w)sx = Sig(7)s 1 € Wisg) = Vs ] (C.13)

Proof. The if part follows from Sig(y)s: = Sig(7V(s,4)o1- For the only if part, If s = &'
and t = t' the statement holds; this is because if the signatures over the time interval
[s,t] of two time-augmented paths are equal, then the two paths must be equal on [s, t].
We now show that augmenting the path with 2 and imposing equality of signatures,
implies s = ¢ and t = ¢/, which will in turn allow us to conclude the proof by the
previous remark. Assume Sig(w)s; = Sig(7y)s ¢, in particular we must have

t/

[ty = -2 =7 - (= [ ) 14
/: d(r) =t —s=1—+s'= /t d(r) (C.15)

which reduces to the system

2—s2={)2—-(s)? |t+s=t+s5 |2t=21

t—s=t—¢ t—s=t —5s 25 = 24’

Hence it must be true that ¢t =t and s = s'. O
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C.4 Wronskian Theory

In this section we obtain a unified theory studying the solutions to general Linear
CDEs. The results presented here are not new and can be found in different terms
in the literature [37], despite this we have decided to reproduce them from scratch for

completeness, notational reasons and to present a self-contained theory.

Theorem C.13. For any choice {Al, ..., A4} C C°([0,1]; RV*N) and w € C1([0, 1]; R?)
there exist a unique map W € C°([0, 1] x [0, 1]; R¥*N) solving the following CDE

d it . .
Weo=Idy+Y [ AW, dul (C.16)

i=177=9

Proof. We will use Banach fixed point theorem leveraging the completeness of the space
Q= C°([0,1] x [0,1]; R¥*N) with the uniform norm

[ X1l := sup [ Xeall,,
1]

s,t€0,

Define the map I' : Q — Q as

d .
(X))o =Tldy +Y [ ALX,,du!

i=1 T=S

One has, for X,Y € Q and k € N setting I'° = Idq, that
L 4
THLUX),, — THUY ), =S / AL (TR )y = TH(Y ) ) ot
i=1777"%

which iterated gives

t T 1 k+1
FkH(X)s,t _ FkJrl(Y)s,t = Z / / ’ ( H A%) (X, — Ysry) H dwi;f
Tk+1:S T le

1=$

IeW, j=k+1
|I|=k+1
— I 1
- Z /EAk+1 A’T (XS,Tl o Y;Jl) dwT
Ier T [s,t]
\I|=k4 1

where Wy is the set of words in the alphabet {1,...,d} and

Afs,t] = {(Tl,...,Tk) € [O,l]k VJ S 1,,]{}—1 Ty §7j+1}

1 k1

I._ Lo 0. I
AL= 11 A7 dwy =[] dwy
j=1

j=k+1
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By defining M = max{||A"||  :i € {1,...,d}} then one clearly has

< (dMHle—Uar)k
oo k!

() = THY)| X =Y, (C.17)
thus definitely (in k) the map I'* is a contraction. By Banach fixed point there exist a
unique fixed point W € €. O

Theorem C.14. Under the assumptions of the previous theorem one can write Wy,
explicitly as
Aldw! (C.18)

W= 3 /

1]
1eW, /€8y

moreover if for all i the matriz-valued maps are constant on all [0,1] i.e. Al = A; then

W= Y ASigw)l, (C.19)

IeWy

I
s,t

where Sig(w)s, is the Signature of the path w.

Proof. The second assertion follows from the first by definition of the Signature of a
path.

Regarding the first notice how the series is absolutely convergent in RY*" uni-

formly in s, since

k
< i dkMk Hw”l—var,[s,t]
i k!
op

Al dw!
TEA‘I‘ T T

IGWd [s,t]

:edMHwHI—Uar,[s,t] S edMHw”l—var,[O,l]

thus for any s,¢ € [0,1] the series defines an element of W, € RN*N,

Using the uniformity of this bound and the fact that for all I/ € W, one has

Wi, ::/ o Aldwl e
TE

1|
[s,t]

as a function of (s, t), which moreover is uniformly continuous

794 F391 _ _ I I
W81,t1 W82,t2 op - /TEAI (5reA|[£| t1] 576A‘[g . ])AwaT
[s1/s2,t1 Vo] LA 22 op
1] I
<M N 5T€A\[1\ . 5T€A\[u » |dwr|
TE [s1As9,t1Vta] 1A 52:%2
I
§M|I|||w||| |

[81/\82 ,81 \/SQ]U[tl Nta,t1 \/tg] ’
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one concludes that Ws,t € (). Finally notice that W&t is a fixed point of "

~ d_ st
D) =Tdy -+ 3 | A (Igvjv /. ol Aldw! ) o
S

“tay+ Y [, Aldolde

Ier [01
17|>1
_ I I _ 1%
-y / g Ardr =Wy
1eEW, /TR 0,1
and conclude by uniqueness. O

Proposition C.15. Under the previous conditions, the unique solution of the N -
dimensional CDE

= Xo + Z AiXwai (C.20)
—1J/7=0
is given by
Xt — WO,tXO (C21)

Proof. The solutions are unique by standard results [37][Thm. 3.7], moreover

WouXo = (IdN o A Wdit ) Xy = Xo + Z/ AL (Wo Xo)dw}
=1 T=

leO

Proposition C.16. The Wronskian matriz has the following properties:
1. Vrys,t €]0,1]. Wy =We, W, g
2. Vs, t €[0,1]. Wi ! =W,
3. Vs, t €[0,1]. W, =Idy + XL, [1_, W, Al dw?

Proof. Regarding the first statement notice that for all X, € RY one has

. d it . .
Xt I:WS7tWT75X0 = (IdN + Z A:—Wsﬂ'dwi> WT,SXU

i=1777%

—Wr sXO + Z/ AZ Ws TWT' sXO)d

t .~ .
:WT,SX0+Z AL X duw’

i=1"7="%

and by the previous proposition also

d .
X =W Xo=W Xo+ > [ AX,dw!

i=1 T=Tr
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thus X, and X, solve the same CDE and coincide at time ¢t = s. This means, by
uniqueness, that X; and X, coincide for all times; hence W, W, ; and W, coincide for
all times too since for any choice of X, one has W W, Xy = W, X,.

The second statement follows from the previous one setting first » = ¢ and subse-
quently exchanging s and t.

To prove the third equality note that
0= ds(Ws,tWt,s) = (dsWs,t)Wt,s + Ws,t<dsWt,s)

hence

d d
AWy = =W (d W )W = =W O AW, dw) W = = W, Aldw!

i=1 =1

]

Proposition C.17 (Liouville’s Formula). Under the assumptions of the previous the-
orems, if w € C*([0,1]; R?) then

det(Ws:) =1 —l—Z/ r(AL) det(W, . )dw! = exp <Z/ r(AD)dw! ) (C.22)

Proof. This just follows from the classical case since we can write

t

d . X t
S [ AW, dwi = /

i—1 /T=$ T=s

d

(Z Aiwﬁ) W, dr
i=1

thus Liouville’s Formula gives us

¢ o
det(Ws,) = det(Ws 5) exp (/ tr> A:_@j_)dT) :
T=8 i—1

We can now state the main result of the section:

Theorem C.18. Under the assumptions of the previous theorems, given continuous
functions {B,... B'} € (RY)OY the unique solution of the N-dimensional CDE

X, = Xo+ Z (ALX; + BL) dwi (C.23)

17’0

is given explicitly by
d rt o
X, =W, Xo+ 3 /0 W, Bidu! (C.24)
i=1
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where W, € C°([0,1] x [0, 1]; RN*N) 4s the Wronskian matriz defined by

W= Y / g Alde] (C.25)

IEW [s,t]

Proof. Given the unique solution X; one has

ds(Ws,th> :ds(Ws,t)Xs + Ws,tds(Xs)

Il
M-

@
I
=

(_Ws,t AX, + W ALX, + Ws,tBi) du

W, Bldw!

I
M-

s
I
—

hence

d .
&—%ﬂﬁm%nwm%zz/gm&m;
i=175=

C.4.1 ZOH and Exact Solutions
Counsider the linear CDE

du.;
dZ, =" A Zydw, + Bdg,

i=1
and recall how the solution can be explicitly written, for times s < ¢, as
t
Z=WoZo+ [ WeBds,
Assume moreover that in the interval [s,¢] both drivers have constant derivative
wr =ws+w(r—s) & =&+v(r—s)
Then if A, := Zf;l A;w® we get that Wt = eAw (=) thus
t ¢
Zy = etz 4 / Aot Bydr = et (=9 7, 4+ ( / eA“’(t_")dr> Bv  (C.26)

But the integral can be explicitly solved as

= Ay (et —T) (C.27)

w

t
/ Awlt=1) g — (_Aquw(H)

leaving us with
Zy =m0 7, 4 A (et —T) By (C.28)
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which, setting A =t — s, can be rewritten as
Zy = M B 7+ (Ay) 7 (P —T) (BA)w (C.29)

7.e. what is known as the ZOH scheme.



Appendix D

Graph Expansion for Neural CDEs

In this chapter we will give formal proofs of the GP limit and NTK results for the case
of Neural Controlled Differential equations with arbitrary MLPs as vector fields. The
reason for the formal nature of such results is the presence of infinite sums coming from
the expansion in terms of branched signatures. Similar expansions have been studied
by Gubinelli [47] in a simpler setting, rigorously proving their absolute convergence

remains a challenging open question.

D.1 Preliminaries

We are now interested in using the genus expansion technique to study NCDEs of the

form

d '
78 =7+ Y /0 Bip (29)dw (D.1)
=1

where ®y.7,, ..., P41, are generic (polynomial) MLPs of possibly different depths. As
done in chapter 2 for the MLP case we want to expand this into a sum over graphs
splitting the parameter-dependent from the input dependent part.

Imagine then to have an expansion for Z¥ = Y- g ay(wlo,s) W, at each time s, note
how this has to be consistent with eq. (D.1) and how when expanding the NNs gives
DL(X) = Xrer, (on) +77 W Substituting 3>, ag(wlo,s)W for x in this latter expansion
we conclude then that the graphs of G must have a nested structure: each of them
must be written as a 7 € T (ey) where the vertices fixed to x are replaced by arbitrary
graphs g1, ..., gr coming from G itself!

This nested structure will play a crucial role, this preliminary section will present
combinatorial results in order to later meaningfully and conveniently talk about it.

Recall how by theorem B.4

Proposition D.1. Let ¢,vb : R — R be polynomials. Fiz index sets A, Ay and

167
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A (A UA) x (A3 UAy) — R a symmetric and summable function. Then if

|

Elp(e)t= ¥ Y -2 s ] A@s)  (D2)

TEXA; NEX A, 5(7')5(7’]) meP(run) {a,B}Em

(X Y) ~N (O [ Z(a’al)eAlel /\(a, a/) Z(avb)GAl x A /\(CL, b)
Z(b’a)€A2XA1 A(b’ Cl) Z(bvb’)GAz x Az A(ba b/)

the following expansion holds

where Yo, ..ap,] = ©™(0) and P(T Un) is the set of pairings of entries of T and n.

Our immediate goal is that of extending this result to a nested expectation set-
ting. It will be thus important to consider nested sequences of symmetric tuples, this

structure is naturally encoded in non-planar rooted trees. We define these as

Definition D.2. Given a set A we define the set of depth- non-planar rooted trees

with A-decorated terminal leaves Ty(A) recursively as
To(A) = A, Tri(A) =Xr,a (D.3)

Finally we define the set of non-planar rooted trees with A-decorated terminal leaves
as the union T(A) := UX,T,(A). For any tree T = [(71)* -+ (75)*V] € Tr1(A),
where T1,...,Txn are distinct elements of Ty(A), we define the symmetry factor s of

T as
N

s([h =1, s(r):=s(1) H s(T;)" (D.4)

i=1
where for all a € A we set s(a) = 1. We also write T = T[ay, ..., an] to show the fact

that T has exactly m leaves from A and that these are aq,. .., ap,.

The choice of nomenclature becomes clear after noticing how naturally nested sym-
metric tuples are graphically represented by non-planar trees c.f. fig. D.1.

a2
ax a3

[1] lar az as] ]

Figure D.1: A simple example of the correspondance between trees and
nested symmetric tuples.

Definition D.3. Given sets Ay, Ay and { € Ny we define the nested pairings of the
terminal leaves of two trees T € Ty(Ay) and n € Ty(Az) as the set Presi(T U M)

recursively defined as

V(a,a') € Ay X Ay, Puess(aUd’) ={ {{a,d'}} } (D.5)
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and for v =[11---7Tp] € Tor1(Ay) and n=[ny---m,,] € Ter1(As) as

Prest(T LUM) = |_| ® Prest (1 U 2) (D.6)

reP(rUn) {m1,ma}em

where P(T U n) is the set of pairings of the entries of T and n as symmetric tuples,
and where for sets A, B

A®B:={aUb|Vaec AVbe B}

Remark. The definition of Puest(T LUM) implies the following combinatorial equality

> = > I >, ay (D7)

GEPnest (TLIN) meP(TUn) {mw1,m2}em ¢’ €Prest (w1Um2)

where {0y} cp e (run) 95 @ subset of some arbitrary vector space.

Remark. Note how if T = T[ay,...,a,] and n = nldy, ..., a.,] then any element of
/

Prest(T U M) is a pairing of (a1,...,am,ay,...,a,). On the other hand, a pairing of

(a1, .. am,dy, ... al) might appear “multiple times” in Ppesi (T U M) €.8.

»'n

Poest ([ LT [T el TUTTTTTM0] D) ={ H{a, 03 yUL{ {{a, b3} JU{ {{a,b}} }

In fact Ppest s encoding information about the pairing of all subtrees of T UM, not only
of the labelled leaves.

Definition D.4. Let (p,: R — R | £ € N) be a sequence of polynomials and A a set.
We define the tree-derivatives of the ¢ on T(A) as

Vae A v, =1, Vr=[r1-Tn] € Tryi(A). pr = gpéTi(O) I1 e~ (D.8)
i=1

Theorem D.5. Let ((¢e, ¥r) | £ € N) be a sequence of tuples of polynomials. Fiz index
sets Az, Ay and X : (A, UA,) x (A, UA,) = R a symmetric and summable function.
Then if

Ko(z,2) Ko(z,y)| _ | Xaaned,xa, M@ @) Xapea,xa, Ma,b)
Ko(y,z) Ko(y,y) D bared, xa, A0, @) X pyea,xa, AD,)

and we define recursively

Ko (z,y) = E{orn (X)) (Vo)) (Xe,Ye) ~ N (0> [ o KE(x’y)D

K(y,z) Ki(y,y)
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the following expansion holds

Ky = Y % £ I Ma.s) (D)

retoian) netiay) ST wep “lrim) (o i)es

Proof. By induction on ¢. If / = 0 the thesis is clear by definition of the constituent
objects. Assume then expansion true for ¢ and let’s show it for £ + 1. By theorem D.1

we have

E{pen Xty = Yy PedWey vy o)

TEXT, (Ay) NEXT,(4y) 5(7)5(77) T€P(TUn) {m1,m2}eT

where for 7 € Ty(A,) and n € Ty(A,) one defines

Ae(T,m) = _Prtn > I Mo

S(T)8(M) yepoomirin) (ad)es

and similarly if 7,7 live in the same space then in this definition either ¢ — 1 or
vice-versa.

Putting things together we notice, from the definitions of Ty(A), s and ¢, that

Knwy) - ¥ Y £y [ Y I M

TET 141 (Az) N€T 141 (Ay) S(T)S(’l’]) weP(TUN) {m1,m2}ET PEPnest (m1Um2) {a,8}E¢

and the conclusion follows using the equality

Z H Ma, B) = Z H Z H Ma

PEPrest (TUN) {c,8}¢ Te€P(TUN) {71,m2}eT PEPhest (m1Um2) {a,B}ED

D.1.1 Tree expansion for MLPs

Since the vector fields defining the NCDE are by definition MLPs it will be useful to
first have an expansion for these, we recall here the results of chapter 2, contextualized

in the richer language just developed.

Remark. Given sequences (W, € RNe+Ne | ¢ e Ny) and (x, | a € A) there is a

natural way to associate to each T € T(A) an operator graph T:

Vac A avrso—y, ® Vr=[r1-7Tn] € Teri(A). 7 (0 —w,,, 0) o (AiT4)

Xa

We will use the notation T — 7 (i.e. un-bolding the greek letter) for this map.
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az
as

Figure D.2: The mapping between the tree [ [ ] a1 a2 as] | € T2(A) and
its operator-graph image.

Proposition D.6. Given a (polynomial) NNs @7 : RN — RY and x = Y c 4 AaXa for

some summable sequence (x, € RN | a € A)

ne= % (M) w
am]€TL(A) i

T[[al 7777

Proof. We proceed by induction on L. For L = 0 by definition we have ®((x) = Wpx,
T.(A) = A and for each a € A also p, = 1,s(a) = 1 and W, = Wy[x,]. Hence

Z Z Wo[)\axa] = W()X = (I)O (X)
a€To(A) s(a) a€To(A)

Reasoning by induction and using the Taylor expansion in 0 we have

CI)L—H(X) = WL+1[S0L+1((I) (X))]

_ L+1 0) 1 2 ([ A | W )Qm
Z W [(T[[al ..... C%ETL(A) s(7) <1:[ az> ’ |
_ (QOL—H)[[n Tm] m 907'1

- 2 ([[7'1 7'm]])WL+1 (H )\a”) w

IITI"‘Tm]]EXT (A

where we have used the equality

(Z”“>®M -2 >

acA eXM 5

from theorem B.3. We can continue the equality using the definition of T ;(A)

obtaining

= Z SS(O;)WL—H[@?ll (H Aai,j> WTz]
(A) ‘

T:ﬂTl"'Tm]]ETL+1 j

Pr
S (T ) w,
rla1--am]€T L1 (A) s(7) \;
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D.2 Graph Expansion

In this section we expand in terms of operator-graphs a generic Neural Controlled

Differential Equation with initial value z, € RV
d A
78 =20+ /0 By, (Z2)dw (D.10)
i=1

defined by (polynomial) MLPs ®1.7,,..., P4z, : RY — RV,

For each ;. let T;.1. (ex) be the set of trees appearing in its graph expansion, then
for all m € N fix T;.z,[o1,...,0m] to be the set of operator-graphs obtained from the
trees in Tz, (ex) with exactly m e-labelled leaves by replacing each ey-vertex with a

unique o;. Note that U,,>o Tiz,[01,--.,0m] = Tir,(ex).

Definition D.7 (CDE Trees). Given (polynomial) NNs ®y.1,,..., P4z, : RN — RY,
define T°PE(e,,) as the smallest set of operator graphs containing o —14 ®,, and closed
by full composition with trees in U; ,, Tir;[o1, - - . om) L. if mi, ..., 0m € TPE(e,) and
) € Tir,le1, .- 0m] then Ay, ..., nm] € TPE where Alny, ..., nm] is produced by, for

each k =1,...,m, composing the (out-)root of n; with 7 at its in-vertex o;.

Note how there is a natural bijection

d
TCDE('%) A {° —Id .Zo} |_| TLi(TCDE(.Zo)) (D'll)

i=1
By this we mean that in case 7 € TPE(e, ) is written as #[7y,..., 7] for 7, ..., 7 €
TCPE(e,,) and 7 € Ty, o1, .., 0m], then 7 ~ 7 = 71y - - - 7,,] € Ti.p,(TPE(e,,)). For

simplicity we write Ty.p, := Tr,(TPE(e,,)).

T = 7|11, 7]

Figure D.3: An example of tree 7 € T°PE(e,,) and its construction as
composition of trees.
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Moreover, under such a bijection, for 7 >~ 7 = 7[r,...,7,] € T, one has
m
Pr = Pr H Pris S(T) = S<T> H S(Ti)
i=1 i
Note finally how we can associate to each 7 € TCPE (e, ) a tree 7o, € Tg (cf. [47])
corresponding to the “tree-of-trees” structure of 7 inherited from the definition. This is

defined recursively for 7 ~ 7 = 7[r - - - 7,] € Ty, as Tgub = [(T1)gub - - * (Tin) gun] Where

(0 —1d ®4)gub is the empty tree. Then if we define
t m ‘ o
Sig(w)i, == | [] Sig@)det,  Siglw)p " =1
j=1

we recover the branched signature entries of w corresponding to Ty, € 7y

2
—
1 2
3

W3;1 Tgub

W32

Sig(w)g, = Jo (o (Jo dwi) duwy) (f5 dw?) dw?

Figure D.4: A color-coded example of how a tree T, taken from fig. D.3,
gives rise to T, and to the corresponding Sig(w)g ,

Theorem D.8 (Formal NCDE Expansion). Given (polynomial) NNs ®1.1,, ..., Par,
RN — RY, consider the NCDE

d '
79 = 70 + Z/O Oip (2)dwt (D.12)
=1

then we can write explicitly

w Pr : T
zy= > - W._Sig(w)g, (D.13)

TGTCDE(OZO) S( )

Proof. We reason formally, only absolute summability of the series is needed to make

the arguments rigorous. Let’s prove that Z;” thus defined solves the CDE. Using the
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bijection of T“PE(e, ) given above

ze= Y LW.Sigw)j,

TETCPE (o) S( )

—wty %

=1 7[r,..., Tm]]GTi;Li S( )

:zg—l-g:/t Z

=170 T[7150 s Tm] €T L,

ol (W)g,t

(H 71 _Sig )Wwa;.

By theorem D.6 we see that

where

Thus, as needed, we can write

d
Z;} = Zy + Z/O (I)I,LZ(Z;U>dU)
=1

D.3 Assumptions

In what follows we will assume the following architecture for our Neural CDE:

Assumption D.9. Assume given d sequences W; = (W, | n > 0) of independent
N x N matrices with real Gaussian N (0, J%) entries, a vector zg € RN, independent
from the matrices, having iid Gaussian N'(0,1) entries and a matriz V. € RNewN qith

real Gaussian N (0, ﬁ) entries.

The sequences W; define d (polynomial) NNs ®y.1,..., &4, : RY — RY with all
dimensions equal to N. Given a path w € Cy([0, 1]; R?) we recall how the hidden state

is defined as .
t .
78 =29 +Y /0 Bup, (Z22)der. (D.14)
=1
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D.4 GP limits

Lemma D.10. Given 7,1 € TP (e, ), with T ~ 7[r,..., 7] € Tir, and n =~

N1, .. ma] € Ty, we have a bijection

Pal{mm) < di; Q  Pal(m,m))

DEPrnest (7-‘—'77) {771 :7T2}€¢)

which we write as ¢ — (P, (¢r)x), where {m, o} is a pair in (11,...,m,) and using

which one defines

a({r.m) =[Palir.m))| =05 > II a((m,m))

¢6Pnest (THT)) {771 7772}€¢

Proof. With the same arguments of theorems 2.10 and 2.15 one sees that any atomic
pairing of (7, 7) must pair edges at the same distance from the joined root. This means
that any atomic pairing ¢ of (,n) induces an atomic pairing ¢ of the “base tree”
(7,7) such that whenever the bases of two trees in (71, ...,7,) are paired by ¢ then ¢
induces an atomic pairing of those two trees. Vice versa, any choice of quS and atomic
pairings of the paired (7,...,7,) can be combined to form a unique atomic pairing ¢
of (7,7m). The bijection then follows from the definition of Py (7LIn), which is natural
in bijection with Pa((7,7)) giving the pairings of roots of (71,...,n,) induced by the
atomic ngS

]

Lemma D.11. Given any 7,1 € T°PE (e, ) one has

L =0)

Proof. The proof is a repetition of the arguments used to prove theorem 3.4, where

H;Ww —a((r,m))

instead of one cycle to collapse generated from connecting only two terminal leaves one

has to collapse the cycles generated from connecting all terminal leaves. O

Proposition D.12 (Formal Limiting Kernel). Under theorem D.9

L oy L2 w @ N L i g~
N(ZS 20 g K&pp(s,t) =1+ Zz:l/oo /T:O K (o, 7)dw,d;, (D.15)

where
Kiy*(o,7) == K¢épp(o,7), K (o,7) = Epie (Xe) i (V)]

K&f(o,0) K22(o, T)D

X, V) ~N o, 3
(e X ( [Kfjé“(m) K& (r,7)
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Proof. From eq. (D.13) we can write

1 Orp . e e
S > Y ETW,SigW)Sis@)l

TETCPE (o) nETCPE (o) S(T) 3(77)

1 w @
N<Zs7Zt > -

Using theorem D.11 and noticing that if 7 = o
in which case the L? limit is 2 ocPairm)) Wi

formally converges to

—14 %2, then Pa((T,m)) # D iff n =7
, = IV we have that the scaled product

> S I a((r,m))Sig(w)], Sig(@)E,

1) penE ) $()5(0)

14y Y > al(r))Siglw)h. Sig@),

=1 T[[Tl ..... TmﬂETi;Li ?1[[7]1 ..... nnHETi;Li 3(7—)8(77)

Now, for 7 >~ 7[m,..., 7] and n ~ nn, ..., n.] € Tir,, by theorem D.10 and with

a small abuse of notation writing w, instead of @, below whenever 7 € {1,

Prn a({T ig(w)? Sig(@)
m ({,m))Sig( )O,SS g( )O,t

_ ¥ Py [T a((m1, m2)) | Sig(w)g Sig(@)g.
d)epnest(‘run) S(T)S<

TED

R ey Pnbn S i Sia(on)sn ) dut d
_/0 0 S(‘T)S( Z H ( ) (71-2) (< 1 2>)S g( 7r1)0 ,rlsg( 7r2)0 )d da t

,8
¢€Pnest (TU’I]) 71'6¢

T

where we have used that for all ¢ € Ppest(7 LU 1) one has

s(r)s(n)  s(T)s(n) 724 s(m)s(m)’

PrPn  _ PrPy H Py Py

and

Sig(w)g . Sig(w Ot_/ / H Sig(wr, )o's, Slg(ww)”2 )dw dwt1

TED

Now using theorem D.5 with

A1, o) = m«w m3))Sig(wn, )ik, Sig(wn)ia.

we obtain

> S —EP((r,m))Sig(w)], Sie(@)l,

T[715esTm]€T i, N[Ny €Ty, 5(7')3(77)

—// L sl,tl dw dwt1

which allows to conclude.
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Corollary. For K&5a(s,t) the following expansion holds formally

W, PrPn . Qs AT
K s,t) = E —————a((7,n))Sig(w)} Sig(w D.16
CDE( ) . s(1)s(n) ({7, m))Sig( )o, g( )0775 ( )

D.5 NTK

Recall how the NTK is defined as

d L
OV (s,t) = ZZ ie(dw,,v - Z7) (dyw, v - th)T eR (D.17)

where the )\, denote the layer-wise learning rates.
To find an expansion for O, let 9;,T°PE(e,,) denote the space of trees which can be
obtained from trees in T¢PE (e, ) by freeing exactly one of its (i;£)-labeled edges (i.e.

one edge with input W), making it an in-edge. We can then write

w SOT . T
(d<v7 Z, >)Wi;2 = Z - W(U,T>Slg<w)0,tu (D18)

Teai;ZTCDE(.Zo) S( )

where (v, 7) denotes 7 with out-vertex fixed to v and thus W, : RVe+1*Ne — R Arguing

as we above, we find that

Nize (v, (v, Z2)) (dw,, (0, Z7)) T (D.19)

- ¥ S W et Sig ()5 Sig(@),. (D.20)
Teai;zTCDE('zo) 7]€8¢;ZTCDE(°ZO) S<7—)$(77)

Assumption D.13. Assume \;,;, = %

Proposition D.14. Under theorem D.13

E{ (MeWimewn = [Palle.r) o o)D) = 0) (D)

Proof. The proof is a repetition of the arguments used to prove theorem 2.15, noticing
that given 7,m € 0,,T°PE(e,,), if their open edges are not at the same distance from
the root then |Ps({(v, 7)o (v,n)")| = 0, and that in any ¢ € Pa((v, 7)o (v,n)") the two
root edges are paired together. O]

Theorem D.15 (Formal NTK Kernel Limit). Under theorem D.153

%% (s, 1) —> O (s, 1) 2/51 o) sl,tl)dw ], (D.22)
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where

@;t;bw(‘% t) = KSBDE(S7 t) + @égE(Sa t)7 Ki;éw(‘s? t) = Ké}i():)E(S7 t)a (D23>
S8 (s,1) = K7 (s,8) + K22 (5,057 (s, ) (D.24)

with

K21 (s,t) o= E @i (Xo)@ies1 (Vo)) K1 (s,1) = E [@ier1(Xe) @iser1 (V)]

’ B () K

)

Proof. We assume Ly = --- = L; = L, the general case following. Using the tree

expansion and the L? convergence we obtain

O oY X S IPalle o fu ) ) [Sig(w)f Sig@)

Define ©¢55(s,t) as the right hand side of the limit.

Any tree 7 € TPE(e, ) is of form 7 = #[11,..., 7], we will call 7 its base (note
this might or might not contain an open edge) and write T§P" := Ty, (TPF(ey,)) for
the set of trees with i-labelled base. More generally given two sets of trees T; with
open in-terminal leaves and Ty with open out-root we write Ty (Ty) for the set of trees

created by composing Ty in the open terminal leaves of trees in Tj;.

Now we reason as in theorem 2.16, looking for convenient bijections of the spaces
0i4TPE (0,) = ;05 (']I‘j;L(’]I‘CDE)), where we have dropped the (e,,) from TPE(e, )

for ease of notation. It will be necessary to study the more general spaces
U0 (T (TOPF))

for 0 < ¢,¢ < L.

Each tree 7 € 0y (T]-;g/ (TCDE)) can be of one of two kinds: either the root edge is
open (thus also (j,¢') = (i, £)) or this is not the case. In the second case we can however,
just as in theorem 2.16, uniquely identify the tree as a pair (7F,77) € T;.»(TPF) x
ai;gTj;g/_1<TCDE) where 77 is the subtree attached to 7’s base containing the open edge,

CDE) X

and 77 is its complement. Note that vice versa each couplet (7F,77) € T, (T
ai;g']I‘j;g/_l(']I‘CDE) defines a tree of the second kind, while any tree of the first kind can

be identified uniquely with the tree T;. (TPE) produced by fixing the root edge to W .
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We thus have the bijections

W 2 Ope (T (TOPF)) = 8130 ¢ Tisg (TOPP) U (T (TOPP) x 03 T2 (TPF))

(D.25)
for ¢/ > 0 and
WY < i (Tj0(TP®)) = 6500 ¢ Tirg(TPF) U T (01 TPF) (D.26)
Leti=j,0=0,V = \Ifgjf/ and 7,7 have open root edges. Then
[Pa((v,7) 0 (v,0) ") = [PA((¥(7), ¥ ()] (D.27)

since the v-fixed vertices must be paired just as the roots ¥(7) and ¥(n) in any atomic

pairing. Moreover it is clear that

or = pury, s(r) = s(U(r), Sig(w)j, = Sigw)as -

In the generic case with ¢/ > 0, let U = \Ifz;f, and 7,7 be trees without open roots
so that U(7r) = (77, 77) and similarly for . Arguing as in theorem 2.16 the roots of

7~ and 1~ must be paired by any atomic pairing of (v, 7)o (v,7) ", so that we can split
Pal(v, 7)o fv,m) ") = Pal{t™,n7)) x Pal{v,77) o (v,n7) ")
and thus obtain
Pal(v, 7)o (v,m) ")l = [Pal(r™, 0 )I[Pal{v,77) o {v,n7) )] (D.28)

Moreover, just as in theorem 2.14’s proof, we have in this setting that

Or = prrpr—,  s(T) =s(7)s(77).

CDE

Finally, recall how for 7 = 7[ry,..., 7] € T7", and similarly for trees in 8i;ngEE,

one defines recursively

Sig(@)i, = | 11 Sig(w)fivdet
k=1

if we define @g(w)as = [I}L, Sig(w)g’s then Sig(w)g, = fg §i\g(w)6’s,dwg, and for 7 €
Oit (']I‘j;g/(TCDE)) without open root

Sig(w)g. :/0 @(w)g;@g(mgg, dwg,.
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We thus obtain, writing TSp" := T;,,(T“PF), in case ¢/ > 0 that

d L Orp
>0 > I Pal(v,7) 0 (v,m) ")ISig(w)3 Sig(@)i,
i=1/4=0 T,neaig(']l‘ /(TCDE)) 8<T)$(77)

o PrPn T, i io(Q
= 2 Sn)stn 1Pl m))ISig(w)s. Sie (@),

T,ME b
d L (stpn T . T . ~\T)
2.2 2 [Pal{v, 7)o (v, m)")ISig(w)5, Sig(@)3..
i=16=0 7+ 1+ TSP 7= 5~ €0, TODP | s(7)s(n)

and since, in the context of the last equation above,
Prp . o~
| Pa({v,7) o (v,n)")[Sig(w)g,Sig(@)3,s
s(7)s(n)

S [ Ot Oyt = nt
= || ] ey Palr ) Sig)s ()t -

TPy (v, 7)o (0,7 )[Sig(w)f L Sig(w) s dw!da,
s(r)s(r)

we can write

>y > PP 1py (v, 7) 0 (v,m) T)[Sig(w)], Sig(@)2,

14=0 7+t €TCDE 7= 5= €0, TOBE | (m)s(m)

2 ( PPl ) SiB ()7 Sie(@ %L) -

T+ n*ETCDE S(TJr) ( )

M=

i

S TP P (v, 7)o <v,n>T>§i\g<w>a,s/sTg<a>8,t,) dw?,da).

7—7’7776871;2’]1‘2?/}31 S(T >S(T/ )

The case ¢ = 0 is similar but simpler and one gets

>y ¥ 2P| Py (0, 7) 0 (v, m) ) [Sig(w)], Sig(@)],

i=1 £=0 7,7€;;¢(T ;0 (TCPE)) s(7)s(n)

. o Pa((7,m))|Sig(w)p Sig(@)d,

ot S(T)5()

+33 > 2Py ((0,7) 0 (v, ) ) [Sig(w)] . Sig (@),

=110+ -empotserovey S(T)3()
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and

> 20 1py (v, 7) o (v,m) ) [Sig (W), Sig(@)E,

0r— 77_6']1" (65 TCDE) 5(7')5(77)

=3/ s 0 Pa((v.7) o (0.n)T)[Sig(w)f o Sig(@)y duldis)

(= 07’7766 'H‘CDE S( )S( )

M=~
Mh

1

~
Il

<.
I

&.

from which we recognise

d

Y Y PP (0.7) o (o,n) ISiB(w)f L Sig@)y = Ocon(s. 1)

i=14=0 7,n€d;,, TCPE S<T>S(T7)

If we define, omitting the dependence on w, @,

Ol (s,t) = 3 PP, ((v,7) o (v,m)")[Sig(w);, Sig@),  (D.29)
coe S(7)5(n)
T’I]E@i;ﬂl‘j;e,
d L
@f?E ZZ M' (s,t) (D.30)
=1 ¢=0
Ki(s,t) = 3 —2220 1P, ((7,n)[Sig(w)],.Sig(@), (D.31)

ot S(7)s(0)

and

Kust) = S —Z201py () Si(w)s Sie(@)l, (D.32)

R R

we obtain from the previous computations that for ¢ > 0 it holds

d L d L
ZZ j@’ S, t K]g/(s t)—f—Kjg/ S, t (Zz@jel )
(=0

i=10=0 i=1
i.e.
O (5,1) = K (s, 1) + Ky (5,1) - OB (5,1) (D.33)
and for ¢/ =0
K;o(s,t) = Kepr(s,t), (D.34)
@gODE(s, t) = Kcpg(s,t) + Ocpr(s, t) (D.35)

To conclude note how

d L

Ocpr(s,t) Z/ / ZZ@]L s ') dw’,da, (D.36)

0 JO0 s—1¢=0
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so that .
s t . .
Ocop(s,t) =3 / / OPE(s/ 1) du,didd. (D.37)
o Jo

and how, from the proof of theorem D.12 one has

Ki;f-i-l(Sa t) = K;jéil(& t)? Ki;£+l(s> t) = Kza,}éil (57 t)



Appendix E

Scaling Limits of Training

Dynamics

An obvious question motivates this chapter: can the tools developed in the main body of
this work be used to analyse the training dynamics of neural networks under Stochastic
Gradient Descent (SGD) in the feature-learning (non-kernel) regime? This regime is
substantially richer than the Neural Tangent Kernel (NTK) setting, where training is
described by a fixed kernel obtained by linearising the network around its initialization
and representation learning is effectively suppressed [132]. To date, a satisfactory
theory exists primarily in the linear case—where a network reduces to a composition

of linear maps—as developed by Chizat et al. [13].

In this chapter we show how the constructions and results of Chizat et al. [13]
emerge naturally from our framework. Our focus will be on interpreting their objects
within our graphical formalism and clarifying the correspondences between the two
viewpoints; for complete proofs we refer the reader back to Chizat et al. [13]. For these
reasons the chapter is placed in the Appendix, serving chiefly as a guidepost, shedding
light on the underlying combinatorial structure, toward a full extension to the general,

genuinely nonlinear setting.

We conclude by presenting a new result that identifies the SGD-driven neural dy-

namics with a flow in an appropriate space of polynomials (c.f. Theorem E.4).

E.0.1 The Model

To fix notation, consider the MLP model & for L > 1 defined as

Do (x) = Wox,  Ppy1(x) = Wesa[pe1(Pe(x))] (E.1)

183



APPENDIX E. SCALING LIMITS OF TRAINING DYNAMICS 184

for matrices Wy, € RN:>*Neer  If § = (W, ..., W) is the sequence of weights we will
also write

O (x) = Dp(x;0) = D(x;0)

E.0.2 Stochastic Gradient Descent

We consider a supervised learning probelm with SGD, meaning that we fix a finite-
dimensional data space X x Y C RM x RNt of input-output pairs, a sequence of

probability measures
(pr e M(XXY) | keN)

having uniformly bounded second moments in the first variable
Sgp/ [x[*dpi(x, ),
and we update the model weights W, as'
Wik 4 1) = Wy(k) + AV, LE(0(k)) (E.2)
where 0(k) := (Wy(k),...,Wr(k)) and
£0) = [L(@1(x:6),9) dpelx.y) (E3)

for some smooth loss function L : Y x Y — R. Note that

v, £5[H / ALy [, o [ H]] dpi(x,)
= o(t)y) + I, Py [H] ) dpr(x,y)
- / ( (@) [VAL(@(x:0). )] . H ) dpi(x.y)
= ([ (dw @) VIL(®(x:0). )] dpulx.y) . H )
so that
Vir £50) = [ (@w, @) T VIL(®(x:0),) ] dpi(xy) € RYVe(B4)

We note that dy, @z : RVNert — RN+ and ViL(®(x;0),y) € RVE+L

'Here A\ < 0, we write it like this for simplicity, not to keep track of the sign explicitly.
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E.1 The Linear Case

In what follows we analyze the linear case of Chizat et al. [13], taking ¢, = id for all
¢. We recast their constructions in our graphical framework, which, we argue, affords
a clearer view of the underlying algebraic mechanisms of the dynamics.

For clarity we restrict the exposition with the depth-2 model, ®(x;0) = WoW;Wyx.

E.1.1 Graphical expansion

Naturally, the starting point is writing eq. (E.2) and eq. (E.4) in terms of operator
graphs, only then we will be able to follow the update rule. Recall how as an operator

graph our linear network & is represented by

Wo
O(x,0) = tw,

Wo

so that, as an operator graph, the gradient of the loss (eq. (E.4)) becomes

x
]

A

x

Wy
Vi, L = [ wi dpe(x,y) = [ Idl dpr(x, )

Wa
Wa

ViL(2(x, 0),y)
ViL(®(x,0),y)

Eo(x,y)
” (. €0
_f Wa L e
Id dpr(x, ) : W _' Wa
x Wi
%% Wi

where we write (x,&)r i= [ X ® &(X,y) dpp(x,y) € Rin x Rdout,

Similarly for other /s we obtain

Wy

Id Wo Wo

k _
Vwo Lk = x.e0n Vi £ = (x.eon Vw,£g = (g
Wa Wa Id
Wy

Observe how this operation corresponds to substituting in ®(-) the matrix with
respect to which we are differentiating with (x, &)y, and then transposing the graphs

attached to this edge’s in and out-vertices.
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E.1.2 Training dynamics

Let us now look at the graphical training dynamics: in terms of operator graphs the

update rules (E.2) dictate the following equalities

° k
(%, €00k Wk wy
0
W‘;CHI = WévI + Ao [w# W1’c+11 = WlkI + AL €00k W;HI = W2{ + Ao 1w
wi wh <x7§0>k

Consider then the matrix W, after two updates, the operator graph representation

of W¢ is obtained as

wy
w;{“? e
o o o . (x,£0)0
(x,€0)1 (x,&0)0 (x’§9>1"»"- ................
»
wﬁI W&I A" = wgh Ao [WEi+ o
wr we o e

: wel
WIDI + A1 (x.€)0 ¢

o -
lWQ:

where in orange we have highlighted the application of the update rule to W and

in violet the implied one for W' and W, . Since we can expand the last term as

: wo : o o
: o <x1|fo>1 <x,|59>1
ok + A2 o
: Wzl Wo o o (%, €0)0 (€030
° : (aigodo: (x, €001 (x. €)1 86
(< €0)1 oo WO wo
0 4] 0
‘ = Wy + Ay W2 4 Ao + A As
wo 0
. R R . wp wp ! w1
wo . (x,€0)0 wp wy
WIUI + A1 (x. €0 iwg (x,€0)0
. iwg wo

we finally get to the complete expansion of W¢ in terms of the original W}:

o (o]
(X,|§e>1 (X7|§9>1
o o o
(x,€0)0 (x. €001 (x,€0)1 oé0)o e €0l
= 0 0 we we wg
w2 wot + Ao [WE + Ao [WE + XA |2+ AoAg + AoAr A2
Wl0 Wf
wp W wo
(x,€0)0 wy wo
wo (x,€0)0

0
Wl)
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The usefulness of this reduction in terms of the original matrices lies in the fact
that the distributional properties of the initial weights W are completely understood,
which enables a systematic study of operator graphs through the tools introduced
earlier. Although this procedure can be iterated arbitrarily, it does so at the cost of
rapidly increasing combinatorial complexity. The central insight of Chizat et al. [13] is
to circumvent this difficulty by introducing a simpler system with the same asymptotic

properties—in particular, one reproducing the same bi-atomic pairings.

Let us continue the study of the training dynamics, now using our machinery to

study the asymptotic properties of these objects, starting from the first gradient step:

o
(x,€0)0 o !
W&I = OI + X2 Wl‘I = II + A1 (x €000 W;I = 21 + X210
1 l 2 (x, €0) ke
(o]

where we have decorated edges with ¢ = T since we will write everything in terms
of these starting matrices. For simplicity we place ourselves in the uP case, but this
is the point where one can reason for general parametrizations as well. Under pP one

sets (A, A1, Ag) = (N, 1, %) and (o9, 01,02) = (1, \/iﬁ, %) so that

2=

o
(x,€0)0 OT
) 1
WO]I = OI + N2 WIII = II +  (x.€0 WQlI = 21 + <

2=

(x,€0)0 . + io 1
— I + N2 N ! N e €o)o - 2 + N
0 o

N2

This rewriting is useful since both NWY and W have variance 1 and are the
matrices adjacent to the bounded-dimensional vertices labelled by x and &, think of
them as collections of a fixed size of standard multivariate Gaussians of arbitrary
dimension. Moreover the + factors in AW} and AWj will force a dot-product as we

will shortly see.

Remark. Before proceeding a quick word on the terms (x,&g)r: these are random 2-
tensors, dependent on Wy, Wy, Wy, fortunately by carefully leveraging bounds on the loss
function one can prove that the part which does not vanish asymptoticallu is actually
independent from them (c.f. Chizat et al. [13][Step 3]). As such we will treat these

terms as deterministic in this simplified exposition.
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After the first update, all the increments we are dealing with have form
G1

(x,80)0

G2

for ladders GG, GG such that

N2 0
G .G e{ » Y N2 'O }
1 1

Let’s use our graphical tools to study the entries of these matrices in L? sense:

The entries ' all have mean 0 since there are no atomic partitions of itself

of the first and variance 03,07 N = 1 N. We can prove that these are
1

matrix ; actually iid N(0, 1) with method of moments.

Consider i and consider the

S

the columns v scaled L? prod- « <
c RY ! ucts

We evince that E[W

= §;; since partitions exist iff i = j, in which case only one
5, s it ist iff i = . in which Iy
exists and for it W¢, = % 2201 N? = L1+ N? = 1. Since this is also the only atomic

partition we have that

1 1
Var(W¢) = [{¢ bi-atomic for G}| - N2 — g0t - N? o Ni N? = N 0
WG¢ = ﬁaﬁqai"

In fact all bi-atomic partitions result in

We have just proved that the columns of (WP)T(NW{)T are orthonormal in a limit-
ing L? sense. In this way we can prove that all the matrices corresponding to the ladders
above have iid standard Gaussian entries, and that their columns are orthonormal in

this limiting L? sense.
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We are now ready to compute the full network after 1 gradient step, one matrix
multiplication at the time. Recall first the expansions of W and W}

o
(x,€0)0 0
1
W&I = OI + N 2 WfI: 11 TN (x,€0)0

so that (where we have highlighted the components we are about to consider in
more detail) their composition is

(x,€0)0
(x,€0)0
N2
N2 1 0
o N
wi 1
‘e = + 41 + 0 + %
wi 1 (x; €9)0 0
1
N2 (x,€0)0
N2
From our study above we know that
N2
dinxd 240 dinxd L?
R in X Ain 3N - Iddqn R in XAout > 1 O
0 1

hence we can conclude that W' W behaves, at the limit, just as

o
(x,€0)0

N2
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In the same vein, since

<x,§e>k
we obtain
° o
(x,€0)0 (x,€9)0
N2 ° N2 o
wg 0 (x,€0)0 0 (x,€0)0
. 1
_ Na o - 1 b N2 ° o
wit =< 1t o+ + (o 1+ + 3 T oo™ 3 ol
1 © 1 ¢
W] 2 2 N2 V2
2 N2

2
Note how WOWOWY L5 0, and how we are able to compose the limiting operations
as the presence of deterministic matrices rules out the possibility of new,un-accounted
for, non-vanishing pairings. Bounding the loss function we can prove that (x,&)o

converges in L? to a deterministic quantity (what Chizat et al. [13] call & in (2.10))

O
O 0

Using this we can write (in orange the corresponding objects in Chizat et al. [13])

& OF

X, £0)0 1 1!
_ . Wlll - II T (x,€0)0 wit T2 T N
Wol = 0 + N2 l 2

N2
1 (x,€0)k
o

X 1I+]OT s

0 -
= OI + N2
1

Remark. The entries of these matrices behave, in the limit, as Z] M Z, for standard

Gaussians Z1, Zy and deterministic matrices M.
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With the first gradient step under our belt, let’s consider the successive stages:

o
(x,€6)0 x &0 1
— "
W&’I: W(}I + NWy XWII + NWy
1
wi Wll

we obtain
K)j X7£9
X,fg L | 1
X,§9 | X,
1 X,fg : 0
x,& x,&p N2 0 0
1 0 % 0
W[{ OI + N2 + N2 + vo T + i
1

T S im

Once again we see how we can write the entries in terms of deterministic matrices

multiplying operators corresponding to the matrices represented by

N2 N2 0 0
1 1 1 1

1 1 1 1

1 l 1 1 l 1

1 1

By induction one proves this happens for all layers and steps.
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In the k = 1 case the columns of the ladders above were orthonormal in the limiting

L? sense, behaving as vectors with standard normal entries. This is not the case

anymore:
take as example . Its entries have mean 0 since this graph ad-
the following mits no admissible pairings, but the variance
: 1 . . . . . . .
term appearing is 2 since it admits the following bi-atomic par-
in W2 ! titions
I
. | . .
J J J | J J
0 0 [ 0 0 J
|
) 1:> 0(2)0411 :%.]\ﬂ: : 1> < 1:> ‘78‘7% ) :ﬁ~N2—l
|
1 - 1 | 1 1
I .
I k2
|

Still, the convergence is to a Gaussian by moments method. Note that the added
complexity arises from the terms corresponding to (W) (W?), since partitions can
fold such pieces! Chizat et al. [13] control this problem by providing a decomposition
into terms which cannot fold by contruction. This is done by enforcing the indices in
the definition of product graphs to be different,

Graphically we use the color green to stand for parts of graphs unable to pair to

other green pieces of themselves. Then

[o] [o] o)
(o] o 0 0 0
o] 0 0 [ ] [o] [ ) [o] [ )
OI = 0 = e 11 = o2 o + = o0 +
o 1 1 1 *—-oO [ ] o [ ]
[e] 1 l 1 1
(o] o
[o] [o]
0 N2
[ ) [ )
Chizat et al. [13
[13] 1 and the | respectively Jj, and K.
call the :
1 1
o o]

These J;, and K, are orthogonal, in the limit, as the only bi-atomic pairings possible
are the ones with exact copies of themselves since no self-pairing, like the folds singled
out above, is allowed. This result, which readily follows from our theory, is the subject
of Chizat et al. [13, Theorem 3.2, Proposition 3.6]
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Then, for example,

Chizat et al. [13] write everything in terms of these orthonormal objects, which are
easy to manage and recursively handle. Note also that at every step the limiting ®
is a deterministic object, since the J, and K disappear in the dot-products. More-
over as in the t = 1 case, the limiting distributions of the matrices are of the form
i 2 My;Z; for Gaussian Zs and deterministic matrices M, deterministic matrices
which graphically constitute the building blocks for the limiting ®.

Finally, the last step of Chizat et al. [13] can be interpreted as that of finding fixed

linear operators
A:R% —H;, B:Hy—Hs C:Hy— RP™

between Hilbert spaces Hy, Ha =~ ¢? such that the operators

have the same behavior (as de-
and ! tailed in the next section) as the ! and

: limiting L? one of the matrices :
o 1

Running gradient descent with rates (Aa, Ax, Ag) = (1, %, %

x :Rém 5 R¥n x s (Bo Ao A)(x)

would then produce the L?-limiting training dynamics of ® as N — oo, just as in
Chizat et al. [13, Theorem 2.2 and Eq. 2.16].
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E.1.3 The L? limit

Let us then look for such operators mimicking the limiting dynamics. Using our graph-

ical tools we have written these dynamics in terms of the matrices J;,, K}, defined as®
Joe = (W1) TW)FWy € RN - Jopy = Wi (W4) TRV, € RAN2din

Ko = (Wa(Wh) )R (W) T € RN Howe - Koy = (W) T (WA (W) T)E(117) T € RN dous

Proposition E.1 (Chizat et al. [13], Proposition 3.3). The matrices Jy,, K., satisfy

the following equalities

1 1 ~

v (Jeled, Jwlesl) = lim = (Klei], Kivles]) = 0,0k, (E.5)
1
N<Jk[ez], Kk/ [ej]) =0 (E6)

and also, setting J_1 =0 and K_1 =0,
Whdak < Jopy1 + Jog—1, (Wl)TJ2k+1 = Jopyo + Jog (E.7)

(W) T Kop < Kop1 + Kop1, WiKopyy < Kopyo + Ko (E.8)

Proof. This is an immediate consequence of the definition of these objects and theo-
rem 1.17. [

Direct Systems

Consider then the Hilbert Spaces

HY = (Span{uled, Kanles] |k €N, 0,3}, +( ) (E.9)

o4 1
Hy' = (Span{ Japsa[ed], Kailes] | k €N, 4,5}, NARRLE) (E.10)

If we consider the maps qb}lm : HY — HT given by Jog, Kopi1 — Jop, Kopt1 and
similarly ¢2 . : Hj — H3* then

(HY bpm): (Hz, Snm)
define direct systems over N thus producing direct limits H® and H°.

Definition E.2 (Direct Limit). A directed system of vector spaces over N is the pair

of sequences (Vi) nens (fam)n<men) where

2Recall here d;,, := Ny and doy: = N3 are fixed dimensions, while N; and Ny scale as Q(N), a
dependence which is hidden in the notation.
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e Fach'V, is a vector space and the fy ., : V, — V,, are linear maps.
e Foralln € N holds f,,, = Idy,.
o Foralln <k <m holds frm = fem© fuk-
The direct limit of the directed system ((Vi)nens (frnm)n<men) is defined as the quo-
tient space
Ve i= <|_| Vn> | ~ (E.11)
neN

whith the equivalence relation defined as
Vn<m.Vzx eV, z~ f,n.(r)

i.e. each element of the product is equivalent to all its images under the fy, . In this

case we write f,, for the quotient maps induced on each V,,.

Since the scalar products of the spaces converge pointwise their limit defines a scalar

prouct on the corresponding direct limit, leading to Hilbert Spaces
( Tov <'7 >1) and (Hgo7 <'7 >2) (E]_Q)

Remark. Being direct limits these spaces are universal targets. This means, taking
H® as example, that for any vector space Y and linear maps ¢, : HY —'Y satisfying
Yn < m. ¥, o qﬁil,m = 1, there exist a map u : H® — Y such that ¥n. ¢, = uo ¢L.

Note that this pair of spaces is not unrelated thanks to (E.7) and (E.8), we would
like to find a "transition" map W : H® — H3® corresponding to W' "at the limit”
but we cannot apply the wuniversality property of direct limits right away since (E.7)
and (E.8) are not equalities. Fortunately the following result proves that the space Y

has to be a target only in the limit:

Proposition E.3. Fiz a direct system of Hilbert spaces (H™, ¢p.m) with direct limit
(H*, ¢n) and uniformly bounded ||¢nm |, Given a Hilbert space Y and linear functions
Uy H" = Y satisfying Yn < m. ||t © ¢nm — wnHOp = 0,(1) uniformly in m, there
exists a map u: H* =Y such that Vn. [luo ¢n —n|l,, = on(1).

Proof. Note how for any n < m < m’ one has

wm’ © ¢n,m’ - ¢m o ¢n,m = ¢m’ o gbm,m’ o ¢n,m - wm © ¢n,m
- (¢m’ o gbm,m’ - 7#m) o ¢n,m
= Om(l) o ¢n,m = Om(l)

so that for all € H™. limy, 00 Ym © Gnm(z) € Y is well defined by completeness of
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Hilbert spaces. Define then v : H* — Y as

Vn.Vr € H". u(p,(z)) := lim 1y, 0 ¢y m(x) (E.13)

m—0o0

This is a well definition since

u(¢n(@)) = lim 0 ¢, ()

m/—o0

= lim ¢m/0¢mm/0¢nm< )

m/

= ml’linoo wm’ o ¢m,m’ © ¢n,m<x) = u<¢m o ¢n,m($))

moreover, and this concludes the proof, for all n

o én =, < sup [ 0 dnm = v

m>n

= 0,(1) (E.14)

op

Considering diagram E.1 and theorem E.3 we obtain the maps W : ‘H® — HP
and (W) T 1 HS — H relating the two spaces.

HY Hs
n ¢,%/
G H© - WP o H bm
/«b}n b7
HT W HY

Figure E.1: The "approximatively commutative” diagram defining W7°.
If we define J5¢ := ¢} (Jox) and similarly for the other basis elements we see that
these are orthonormal basis elements and
WEeJge = Jsin + Jae1s (W) giiy = Joiio + T35 (E.15)
(W) K5y = K5poy + K5p oy, WSKSR,, = Kopyp + K53 (E.16)
Similarly we are able to define the maps in diagram E.2 and we see how

Wee = Jg°, W5 = (K5°)" (E.17)
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wi
wi — nW3
d; 0 n n 2 dout
_— _

Réin H R
(wi'

rd on o 1d
wie

d; o oo dout

in

RYv ——pe— M HP —=— R
(wp)"

Figure E.2: The limiting diagram for our directed systems.

Explicit limiting spaces

Working with these direct limits is not practical, therefore we look for representations
of these spaces in more practical terms. In particular it would useful to have isometric
embeddings 11, 15 of these spaces into some L? spaces Hy, Hp.

We show that this is possible in the linear case, where the isometric embedding is

in a space of polynomials.
Theorem E.4. Consider independent random variables
Z ~N(0,Idg,), Z~N(0,Idg,,)
and let p(z,%) be the density of (Z,Z) on Réntdout  Let Hy = H, be the closure of

0
S |, I neNi€ldnl,j € [do E.18
pan{ U 2)Z, | n € N,i € [din], j € [dourl} (E.18)

Y

[Wn (x)Z;

in the space L?([—1,1] x REintdout: 0 @ p) @ L2([—1,1] x Réintdouts 0. @ p) for

sin ((n + $) arccos (:c)) sin ((n + 1) arccos (z))

W, (x) = , Unlx) = - E.19
(@) sin (% arccos (x)) (@) sin (arccos () ( )
and dpy (v) = +\/i72dx and duy () == %\/(1 —z)(1+x)dx.
Then the maps i1, Lo defined on basis elements by
Wa(z)z; 0 |
t1don €] = , uKoniile;| = E.20
1J2n[€i] [ 0 ] 1Ko 11[€5] U5 (E.20)
0 W (2)3]
todonsile;] i = . Ko, les] = E.21
2 Jant1/ei] [Un(x)zj 2 Ko ;] [ 0 | ( )

define isometric embeddings.
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Proof. Start noting how from (E.15) we obtain

(WfO)TWfojzolj = (Wfo)T[Jzolgﬂ + Joi1]
= J513+2 + (2 - 5k,0)(]§13 + Jok—o
so that setting ¥, := (Wp°)T W
U= (B — OIS ey = (51— 205 — T (£.22)
Similarly

J3° = (21T —2)J77, 5?k+1)+1 = (EI —2) ;ljJrl - 5(0k71)+1 (E.23)
K3 = (3] = DK, K3y = (5] = 2)K5 — K3y (E.24)
K3 = (31 - 2)K7°, KQO&:-i-l)-i-l = (51— 2)K§13+1 - Kg?k—l)—i-l (E.25)

Consider (Jo; | k € N). To find the images ¢ Jog[e;] we look for a space of orthogonal

polynomials (P | k € N) satisfying the recurrence relation

Pi(z) = (X1 = )Ry(x),  Pepa(e) = (51 — 2)Pe(x) — Py (2)

for the operator 3y := 112107 . These properties are satisfied by the Chebyshev Poly-

nomials of the fourth kind [82], also known as airfoil polynomials [110], defined by

W(z) = sin ((n + $) arccos (x))

sin (% arccos (:)3))
with the choice ¥1p(z) := 2(z 4 1)p(z) given that

Wiii(z) = 2aWi(z) — Wi—1(x) = 2(z + 1) — 2)Wi(z) — Wi_1(2).

Since

1 1 /1—x
— dr =0
[ w1 =

the polynomials we look for can be defined as

P,(x) := Wy(x)

orthonormal under duw () := +/{7%dx on [-1,1].

(E.26)

(E.27)

(E.28)

(E.29)

Similarly for (Jox41 | k£ € N) we look for a space of orthogonal polynomials (Qy. | k €
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N) satisfying the recurrence relation

Qu(z) = (5] =2)Qo(2), Qrii(@) = (] — 2)Qu(2) — Qr-1(2).
Chebyshev Polynomials of the second kind defined by

o) sin ((n + 1) arccos (z))
Unl@) sin (arccos (7)) (E-30)

fit the bill with the choice ¥ p(z) := 2(z + 1)p(z) given that
Up(z) =1, Ui(z)=2z=2x+1)-2 (E.31)

Uk1(z) = 22U(x) — Up—1(z) = (2(x + 1) — 2)Uk(x) — U—1(x) (E.32)

Since

[ U@ Un@)2 0= 2) 1+ 2 = G

-1 ™

the polynomials we look for can be defined as

Qn(z) = Uy (7) (E.33)

orthonormal under duy(z) = %\/(1 —z)(1 4+ x)dz on [—1,1].

Consider defining the spaces H; and Hy by

tdoglei] .= Wh(x), 1Koniilej] == Uy,(z) (E.34)
todonile] == Un(z), 12Ka,le;] == Wy(x). (E.35)

Doing so would satisfy the images of eqs. (E.15) and (E.16) hold in these polynomial
spaces. In fact these two families of polynomials are related by the following equalities
[110]:

Wy (z) = Up(z) + Up—1(x) (E.36)

2(x + VU, (z) = Wy (x) + Wy (2). (E.37)
This implies, using eq. (E.15), both
LWt W(z) — Wy(x) = Uny(z) + Up_y(2)
and also

(W)t = (W) T Un() = 2(x + 1)U, (2) = Wi (2) + W(z),
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this last one since

(W2 )W, Un)uy = Was Unn )y

= (Up+ Un-1,Un) s
Onm + On—1.m
)

n,m + 5n7m+1
= <Wn7 Wm + Wm+1>uw
= (W, 2(z + 1)Unn) iy

Completely analogous arguments hold for K using eq. (E.16).

But such a definition of H; and H lacks one last crucial property: in order to prove

that ¢q, o are isometries is then left to considered the orthogonality condition

<L1J2n[€i]7 L1J2m[€j]>H1 = 6m,n6i,j

across different choices of e;, e;.

This is why in the theorem statement we make use of independent Gaussians.

Consider in fact independent r.v.
Z ~N(0,1dg,,), 7~ N(0,1dg,,)

and let p(z,%) be the density of (Z, Z) on Réntdeut  Define finally H; = H, as the

closure of

0

Y

Span{ [Wn gc)Zi

] , | neNyi€[di], i€ [dow)} (E.38)

in the space L?([—1,1] x Réintdouts 0. @ p) @ L2([—1, 1] x Rintdout: . @ p) and define

L1, L2 by _
Wn XT)Z; 0
Lljzn[ei] = ( ) s L1K2n+1[€j] = B (E39)
Un()Z;
ipdomale] = | A LACE (F.40)
292n411%4] -— Un(x)zl ) 202n1C5] -— 0 | .
to obtain the two isomorphisms. O
Proposition E.5. Under these isomorphisms
0 2 1
Ay = Wt = [1 (x(;i— ) = A = (W) it (E.41)
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0 2 1
Proof. On one hand toW =it := ) (x(;L ) follows from eq. (E.36) and eq. (E.37);

on the other A; = A] follows from the following chain of equalities:

W.| [w, 2z + 1)U, | [Wi
A b = )
< ' Um Um’ >H < L Wn Um/ >H
Wit + Wi | [W
= ( H
Un + Unfl Um/

= (W1 + W, Wor) yw (U + U1, Uit ) s
= (Om+1,0 + O ) (O + On—1,)

= (O —1 + O ) (Onms + Onmi1)

= (Up, U + Upr—1) piy Wi, Wor i1 + W)
= (W, 2(x + )Un) gy (Ui, War ) s

Under these identifications

-
1 S 3
A=y Wi = 2, Bi=Wuit= |77
0 0
wre
Rdin Wor e - 7 H® W, Rdout
\_/
(wpe)T
Id 5t L2 Id
A
Rbn — > Hy [ H, ——— R
AT

1

Figure E.3: The commutative diagram between limiting spaces.
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Note how, as expected, we obtain

O°(x) : = WWWx = BA1Ax

<Z7 X>Rdin

0

<Z7 X>Rd1n

= <Z 2]7 O)MW®P<07 <Z7 X>Rdin>uU®p - 0
J

Moreover

2(x +1) 0

MAT = ATA, =
D 0 2axz+1)

= 2(z 4 1)Idy

An equivalent characterization

With the change of variable x — t := ITH we observe how we can equivalently define

the polynomials as

Pot) =1, Py(t) =4t — 1 (E.42)
Po1(t) = (4 — 2)Py(t) — Pos(t) (E.43)
now satisfying
/0 1 Pn(t)Pm(t)i 1t_tdt = b

thus orthonormal under dup(t) = 2,/2%dt which is the density of a Beta(1,3) distri-
bution. Analogously
Qrt) =1, Qr(t)=4t—2 (E.44)

Qrr1(t) = (4t = 2)Qu(t) — Qr-1(?) (E.45)
now satisfying

[ Qult)Qu ) oL = 1)t =

thus orthonormal under dug(t) = 2,/t(1 — t)dt which is the density of a Beta(3, 3).
Finally in this case
0 4t
1 0] '

A =
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E.2 The Non-Linear Case

Let us try to consider the non-linear case, as to observe the limitations of our approach.

The operator graphs now appearing in the graphical expansion of ®, are trees of form

Training dynamics follow a completely analogous pattern and we easily see how

where in the first equality the fist sum is over the trees defining the graph expansion

A -
We = WP 4+ 2y
TeT

of the network, the second over O-labelled edges, and where in the second equality we
highlight the sub-graph excised for the equivalent representation. Using the braket

notation to indicate integration, proceeding similarly for W} and W3, we get to

W= W) + & ¥ &

N zéqre®
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Note that in these representations the bracketed objects, even if disjoint, are inte-
grated jointly under the same measure.

Consider what happens when computing W ¢(W,z): in each tree we have to sub-
stitute the new matrices W} with sums over trees. For example in te case of the simple

term WW{, under P where (32,41, \s) = (1, +, +) we obtain

wd o+ X ()
7€doT
w}l 0
+ 2 () 3
ned T
(a)
+ )
T7€doT ned1 T

Since the variance of (a) and (b) is of order +; these objects do converge in L? to their
expectations, mimicking what happens in the linear case. However now expectations

depend on the graphs’ topology and might not vanish, as in the case of (a).

One sees that our theory is not confined to the linear regime: it is, at least in
principle, possible to track gradient updates and obtain limiting dynamics for non-
linear networks as well. Analogues of the Js and Ks could be introduced to form
an orthonormal basis, realized as graphs with a recursive tree-like structure that do
not fold onto themselves. The challenge, however, lies in the combinatorial complexity
inherent in the non-linear case, in these recursive compositions of arbitrarily wide trees.
To move forward, we therefore posit the necessity of an algebraic description, one which
we do not yet possess. The purpose of this appendix has been precisely to lay some
preliminary groundwork: by recasting the linear case in our language, we aim to show
that the extension to non-linear dynamics, while daunting, remains approachable in
principle. It is our hope that future work will build upon these observations to fully

develop the non-linear case.

3In the last term of the sum we colored brackets in two different ways to keep track of terms
integrated jointly, c.f. previous remark.
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