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Abstract

Bayesian methods are a popular research direction for inverse problems, but this frame-

work has not achieved widespread use in tomographic imaging. Primarily, this is because

traditional tomographic uncertainty estimators are computationally expensive, but also be-

cause there is no well established way to interpret tomographic uncertainty estimates. This

thesis presents a Bayesian model for tomography, where the tomographic image is assumed

to follow a mean-field Gaussian distribution. Using this assumption, an iterative recon-

struction algorithm can be derived which produces two images, 1) a maximum a posteriori

(MAP) estimator, which is equivalent to a typical tomographic image reconstruction, and

2) a no computational cost tomographic uncertainty estimate, where each pixel of the re-

construction is associated with an individual standard deviation or variance estimate. In

practice, the algorithm is derived using stochastic variational inference, which motivated its

name; variational tomography (VT). VT is demonstrated by application to full-waveform

inversion (FWI). FWI is a computationally complex reconstruction algorithm because the

tomographic data are simulated using a full numerical simulation of an acoustic wavefield.

The mean-field Gaussian is a restrictive assumption, which has implications for the accuracy

of the posterior. However, it is demonstrated that the MAP estimator is equivalent to a

traditional iterative reconstruction and the no cost uncertainty estimate has some useful

properties. Specifically, the tomographic uncertainty estimates are evaluated in-silico and

in-vitro, qualitatively and quantitatively, for the purpose of image quality analysis (IQA). A

comparison between different methods of uncertainty estimation is not provided because dif-

ferent uncertainty estimators make different assumptions; there is no reliable ground truth.
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ii ABSTRACT

Instead, this study demonstrates that VT uncertainty is a useful tool for no-reference IQA.

Thus, VT does not alter the dynamics of a traditional iterative reconstruction algorithm, but

provides an additional tomographic uncertainty estimator with no additional computational

cost.
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Chapter 1

Introduction

In almost all areas of observational science and technology, a measurement consists of two

components: 1) the expected or mean value of the parameter being measured and 2) an es-

timate of its variability, reliability, or uncertainty. Both components are vital to interpreting

the measurement; indeed, in many disciplines, a mean estimate without an uncertainty es-

timate is considered useless. In medical imaging, the mean estimate is a picture representing

the anatomy under investigation. Mean estimate examples include T1 or T2 contrast images

magnetic resonance imaging (MRI) or relative absorption in x-ray computed tomography

(CT). Unfortunately, in most imaging studies, uncertainty estimates are never provided.

The absence of uncertainty estimates are not because the images are flawless or because

practitioners are unaware of their value; uncertainty estimates can be used for image qual-

ity analysis (IQA) and other tasks. Unfortunately, tomographic uncertainty estimates (i.e.

pixel-wise or voxel-wise) have proven extremely difficult and computationally unaffordable

in practice.

Historically, technological developments in medical imaging try to reduce uncertainty to

negligible levels by escalating the volume of acquired data and, therefore, improving the

image quality. This approach is effective, but can have negative consequences. First, these

quality improvements come at the expense of the patient (i.e. long scan times for MRI

[1], or higher radiation-dose in CT [2]) and, second, because many image quality issues,

1



2 CHAPTER 1. INTRODUCTION

for example artefacts, are the direct result of failing physics approximations. The latter

problems is difficult to resolve because physics approximations are required to solve the

inverse problem.

1.1 Ultrasound computed tomography

Ultrasound computed tomography (US-CT) is a novel imaging modality which promises

safe, low-cost, high-resolution imaging of the breast [3]–[9] , bone [10]–[12], and brain [13],

[14]. These qualities mean that US-CT has the potential to transform patient care, as

detailed below. Prominent among US-CT reconstruction algorithms is Full-Waveform In-

version (FWI), a technique which uses a full numerical simulation of the wavefield and has

revolutionised Geophysical imaging [15] due to its high-resolution limit and ability to com-

pensate for non-linear acoustic effects. The nascent field of US-CT offers an opportunity to

introduce tomographic uncertainty estimation because the novelty of US-CT will necessitate

a period of clinical adoption, during which clinicians may be more open to new ways of work-

ing. US-CT imaging is also a testing ground for the more established imaging modalities

such as CT or MRI; demonstrating effective tomographic uncertainty estimation in US-CT

will inevitably increase interest from other modalities.

US-CT brain imaging. Globally, in 2016, neurological disorders caused 9 million

deaths and 276 million disability-adjusted life-years, making neurological disorders the second

leading cause of death and primary cause of acquired disability [16]. Alone, stroke contrib-

uted 12 million cases [17], 5.5 million deaths (61% of neurological, 10% of total), and 116

million disability-adjusted life-years (42% of neurological). This means stroke was the second

leading cause of death and disability [17] and the leading neurological contributor [16]. The

main diagnostic tool for stroke is structural brain imaging, namely CT and MRI [18]. Both

of these modalities are non-portable and relatively expensive, MRI reconstruction is slow,

and CT uses ionising radiation. In other words, the patient must be brought to these sys-

tems and they are unsuitable for real-time monitoring. This is a critical problem because the

treatment of stroke is time-sensitive; any reduction in the time between onset and treatment

is known to improve outcomes [19]. Thus, there is a need for an imaging system which is
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portable, because this would enable the imaging system to be taken to the patient. There

is also a need for a system which is inherently safe, meaning it could used to continually

monitor the health of the patient. Finally, 70% of strokes occur in low- and middle- in-

come countries [20], [21]; it is essential that such a system be cheap to maximise benefit.

US-CT fits these parameters; a “helmet” style system would be portable, and ultrasound is

well-known for being safe and cost efficient.

The divide between B-mode ultrasound imaging and US-CT is not clearly defined be-

cause, technically speaking, B-mode ultrasound is a tomographic imaging modality and

there is a current trend towards wide angle apertures using multiple probes [22], [23]. Early

work by Smith et al [24] proposed the use of B-mode ultrasound imaging for neuroimaging.

This development recognised the need for low-frequency (0.5−1 [MHz]) transducers so that

skull tissue does not entirely reflect and absorb the wavefield [25] and stood in contrast to

standard protocols at the time, which used 2.25 [MHz] transducers. Research continues on

transcranial B-mode ultrasound with attempts made to correct the aberration from the hu-

man skull bone [26], [27], for the particular task of haematoma [28], or for detecting foreign

bodies in blast injury patients [27]. Unfortunately, the B-mode approach is fundamentally

flawed because the skull-tissue boundaries have a high reflection coefficient, but brain tissues

do not [29]. This means that brain tissues have very low contrast using conventional B-mode

imaging.

I will define US-CT by the use of transmission information to drive the reconstruction

algorithm. This is unconventional compared to B-mode ultrasound, and there are far fewer

US-CT studies. Using this definition, Dines et al [30] were the first to attempt US-CT

neuroimaging through the skull. This study used the filtered back-projection algorithm to

produce absorption maps for an infant and adult head ex-vivo. The US-CT scan of the infant

brain showed reasonable fidelity compared to a contemporaneous CT scan, but the US-CT

scan of the adult brain was severely degraded. This is because the skull is also a formidable

barrier for US-CT and was the reason that an earlier publication aimed to characterise the

tissue properties of an excised brain without the skull [31]. That study demonstrated that

grey and white matter could be differentiated according to absorption and sound speed, a
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finding which is supported by a modern study of the 2-D acoustical properties of a sheep

brain [32].

To date, only two other proposals exist. First, a belt-type conformal ring of ultrasound

transducers [33], where diffraction tomography is used to reconstruct the data [34]. No

results have been provided to validate the success of this approach. Second, FWI was

proposed and validated in-silico [13], with further results available for in-vitro models [35].

This approach uses FWI to invert the observed wavefield data from a 3-D, hemispherical

array of transducers. Crucially, this study showed that a prior estimate of the sound speed

of the skull and a 3-D inversion are necessary to achieve convergence.

The difficulty specifying prior information was the initial motivation for the development

of the low-cost Bayesian framework for FWI explored in thesis: a Bayesian framework will

enable the incorporation of strong statistical (i.e. not patient specific) prior information

without significant additional computational cost. However, further proposals suggest that

starting models may not be necessary if an appropriate algorithm design is chosen [14]. Only

the accurate inversion of an in-vivo dataset will prove whether priors are necessary for FWI

neuroimaging.

US-CT breast imaging. The advantages of US-CT are also important for medical

screening. Today, mammography is the most widespread medical screening programme and

is established in dozens of countries. Mammographic screening is designed to identify breast

cancers before the onset of symptoms because early intervention is known to improve patient

outcomes [36]. Unfortunately, mammographic screening suffers from significant problems;

for example, false negatives, prominently the difficultly identifying cancers in women with

dense breast tissue [36], [37], and false negatives, such as the diagnosis of non-life threatening

tumours [36], degrade the benefits of the programme. Mammography is also fundamentally

flawed due to its reliance on ionising radiation, which induces one cancer per 400-800 detected

[38]. Clinical trials suggest US-CT can resolve these problems [39] and US-CT been given

premarket approved by the FDA for use additionally to mammography for women with

dense breasts [9], [40] and for monitoring treatment response [41].

Issues with safety and specificity in mammography have led researchers to develop US-
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CT for breast imaging applications. The literature here is more extensive that in brain

imaging, with clinical systems already being marketed [9], [40]. The earliest method used the

algebraic reconstruction technique [42] where the system is assumed to follow a linear forward

model and the sinogram of the ultrasound data is inverted using a predefined expression

for the update. Another contemporary approach was to use time of flight tomography

[43], [44], where the time of arrival of the transmitted wavefront is selected and the sound

speed is estimated directly or iteratively based on the distance between the source and

receivers. Since then, there have been a huge variety of proposals for US-CT mammography

reconstruction algorithms [3]–[7], [9], [41], [45]–[69]. Of these methods, 3 systems have

presented in-vivo reconstructions.

First, the QT Ultrasound system [9], [11], [48], [49], [52], [64]. Many ultrasound sys-

tems use transducers which are capable of transmitting and receiving ultrasound waves. In

contrast, the QT Ultrasound system uses a specifically designed transmitter and an inde-

pendent receiver in a transmission configuration [48]. The system incorporates additional

reflectors to obtain long offset wave propagation, and the whole unit rotates to give full

3-D coverage of the breast. The system has been demonstrated for full 3-D reconstructions

in-vivo, with approximately 500 volunteers studied [9]. The reconstruction algorithm uses a

variant of FWI, where the paraxial approximation is used to speed up the reconstructions

[49]. The paraxial approximation assumes most of the wave propagates forward from the

source (i.e. the transmitter) to the receiver. 3-D reconstructions of the data, as opposed to

reconstructions of 2-D slices, was found to be critical for image quality [9].

Second, the Delphinius system [3], [4], [41], [51], [53], [57], [62], [67]. This system uses a

ring array of transducers which is rastered vertically to obtain 3-D information [4], [57], [62].

It has been demonstrated for 2-D reconstructions in-vivo [51], [53] and 3-D reconstructions

using FWI [41], [67]. This technique uses frequency domain FWI, where the time stepping

scheme commonly used to calculate the gradient (e.g. see in Figure 2.5) is replaced with a

Fourier transform. FWI is a popular reconstruction algorithm for US-CT data and additional

FWI breast imaging studies include [5]–[7], [59].

Finally the KIT system [45], [47], [63], [69]. This system consists of a hemispherical
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array of transducers and has been used to obtain in-vivo images of several patients [69].

Reflection-mode reflectivity images and transmission-mode sound speed images were pro-

duced. The reconstruction algorithm for this system used synthetic aperture beam forming

for the reflection images and the algebraic reconstruction technique for the sound speed

images [47], [69], but several other methods have been proposed including time of flight

tomography, contrast source inversion, and bent ray tomography [45], [63].

It is apparent that 3-D reconstructions are necessary to improve image quality. This

strengthens the need for automatic diagnostics because, in addition to the flaws of intuitive

image analysis previously discussed for mammography, evaluating volumetric images signi-

ficantly increases the time it takes a clinician to analyse an image. The problem is that

automatic image analysis tools can become confounded by image quality; they can learn

to identify image quality problems rather than disease to the extent that clinical trails of

e-ASPECTs - a tool used to detect blood clots - excluded artefactual images [70]. There-

fore, mitigating confounding is the second motivation for tomographic uncertainty because

if tomographic uncertainty can locate and quantify image quality problems, then it might

improve intuitive analysis and enable automatic analysis on poor-quality images.

1.2 Full-waveform inversion in Geophysics

Full-waveform inversion is a tomographic reconstruction algorithm originally developed for

Geophysical applications [71], [72]. Previous seismological investigations relied on travel

time information only, but seismic waves contain temporal and amplitude information. An

approach to access amplitude information, called migration, had been developed a decade

before FWI, which back-propagated the observed seismic data and correlating this with a

predicted wavefield [73]. The key development of FWI was to recast migration as a local

optimisation problem, which reunifies amplitude and phase information into a single solution.

FWI operates by making predictions of the seismic data using a numerical simulator, and

comparing these predictions to the observed seismic data using a loss function.

Unfortunately, FWI is computationally demanding. For this reason, numerical examples

in 2-D geometries were not immediately available. By 1986, the first 2-D study was pro-
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duced [74], which included examples of single and dual point scatterers, and a circular

disk phantom. The study demonstrated that multiple sources were important for removing

artefacts and transmission information was required to correctly reconstruct the circular

phantom. The cycle-skipping phenomenon was also investigated, which occurs when the

observed and predicted wavefield data arrive more than 90o out-of-phase. Cycle-skipping

causes the reconstruction to fail and is a common difficulty for FWI imaging, but it can be

resolved by low-pass filtering the wavefield data [75].

Despite these findings, FWI took a long time to be recognised as an efficient seismic

imaging modality. The traditional setting for FWI was as a local, gradient-based, optim-

isation algorithm. This improves the computational efficiency of FWI but could not solve

reflection datasets, which are common in seismology. For this reason, global and semi-global

optimisers were tried [76]–[79] but this approach requires long compute time to succeed.

The key problem is that most seismic imaging datasets gather only short-offset, reflection,

data (i.e. see section 2.3) but FWI requires long-offset and transmission data to function

efficiently [80]–[83]. The underlying problem is that the reflection terms in the loss function

are insensitive to wavelength because sound speed modulates the amplitude but not the

phase of reflected waves. Therefore, long-offset and transmission information, which are

sensitive to phase, are required for successful inversions.

However, the requirement for long-offset data creates a further difficulty, because wave-

propagation over dozens of wavelengths increases the effect of non-linear physics [84] (e.g.

multiple scattering) and introduces numerical errors, which are introduced by numerical

approximations during simulation. Many different numerical approximations have been tried

including finite difference methods [85], finite element methods [86], pseudospectral methods

[87], finite volume methods [88], and spectral element methods [89]. A brief introduction is

available in Section 2.2, and a full review is available in [90].

The most popular strategy to combat physical non-linearities and numerical errors is

the multiscale method [75], which band-limits the wavefield to low wavenumbers by low-

pass filtering. The approach stabilises the inversion by reducing the number of wavelengths

between the source and receivers and increases the convexity of the objective function.
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Another problem is the difficulty matching amplitudes of the predicted and observed

data. This occurs for two reasons; first, because it is challenging to calibrate the receiver

instruments to match the pressure field from a simulation and, second, because visco-elastic

effects attenuate the wavefield and are difficult to model correctly. Instead the wavefield

data are normalised, which has proven effective on US-CT data [59].

1.3 Image quality assessment

The substantial potential of US-CT is clear, but this modality is likely to suffer from degraded

image quality compared to modern MRI and CT protocols. This is because the physics

approximations underlying CT and MRI reconstruction algorithms are well understood in

comparison to US-CT, meaning that the most important physical effects are accounted for

appropriately. Chapter 5 illustrates the effect of erroneous physics approximations in US-

CT. It is possible to realise to potential of US-CT if image quality can be quantified. For

example, this knowledge can be used to reduce confounding during automatic (i.e. machine

learning) and intuitive (i.e. clinician lead) image analysis; uncertainty estimation will allow

clinicians and machines to reliably mitigate artefacts and other image quality issues which

can be confounded with disease incidence. However, quantitative IQA provides further

motivation for tomographic uncertainty estimation; these estimates will provide a metric

which can be used to optimise the system. This is because lower uncertainty will mean

better image quality and, therefore, uncertainty can be targeted directly for image quality

improvement.

In addition, IQA is a general problem in medical imaging. On calibration, medical

imaging equipment undergoes a series of tests to quantify its resolution, contrast to noise

ratio, and signal to noise ratio. Largely ignored from this procedure is the fact that these

values will vary between patients and acquisition settings. As a result, imaging artefacts are

a common problem in clinical settings, and reconstructions are routinely inspected following

acquisition to ensure their fidelity [91], [92]. If the scan is severely degraded, the patient

will be required to undergo an additional examination. This is problematic because they

may be exposed to additional risks from radiation or contrast agents, and they may have
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already left the facility, doubling costs because an additional appointment at the clinic is

required. These issues could be mitigated by real-time automated IQA, which can evaluate

reconstructions as they are acquired and provide clinical feedback while the patient is in

position. Real-time automated IQA would enable solutions such as acquiring additional

slices during the scan, reducing patient exposure and clinical costs.

Unfortunately, current image quality metrics are unsuitable for these tasks. Most IQA

methods used are full reference methods [92]–[96], which compare the reconstruction to a

reference image representing the ground truth. In a clinical setting, it is difficult to define a

suitable reference image; either the images are of phantoms, which may not correctly reflect

images of patients, or the images are of patients, who lack a ground truth measurement.

No-reference IQA methods exist [91], [97], but there is no well established technique due to

methodological limitations. Statistical methods, which rely on uncertainty estimation, are a

potential solution [98]. However, current proposals to reconstruct tomographic uncertainty

are computationally expensive or rely on unproven deep learning technologies (see Sections

1.4 and 3.1). Thus, the final motivation to develop a Bayesian model for tomographic

imaging is to enable reliable, automatic, and real-time IQA by obtaining accurate uncertainty

estimates.

1.4 Uncertainty estimation

Uncertainty estimation is not routine in either Geophysical or medical imaging but, in geo-

physics, the Monte-Carlo method is relatively well studied [76], [78], [99]. This method

generates large ensembles of synthetic images which are used to build a probability mass

function for the likelihood distribution and, therefore, provide pixel-wise estimates of the

variance. Unfortunately, to build an accurate estimate of the likelihood distribution requires

several samples of the likelihood per dimension. Because, in effect, images have one dimen-

sion per pixel, the Monte-Carlo method cannot be applied directly to images and correlation

functions must be specified to reduce the dimensionality of the image.

Another approach is to calculate the Hessian in full [15], in subsets [100], or by the BFGS

algorithm [101]. By the Cramer-Rao lower bound, the inverse of the Hessian can be shown
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to be a covariance matrix. Calculating the full Hessian has a similar computational cost

to Monte-Carlo, but taking subsets or using the BFGS algorithm are both computationally

cheaper. In particular the BFGS algorithm does not add significantly to computation time

and can speed convergence, but this comes at the cost of greater demand for memory.

Finally, flavours of variational inference such as using the Stein approximation [102] and

automatic differentiation variational inference [103] have been investigated. These flavours of

variational inference are also unsuitable for medical imaging because of their computational

cost; automatic differentiation variational inference requires the inversion of the Jacobian

matrix, which is expensive for FWI, and the Stein approximation is slow to converge.

Clearly, computational cost is a common limitation for uncertainty estimation, which

has limited its uptake in Geophysics. Furthermore, all of the traditional Geophysical solu-

tions are impossibly expensive for medical applications, which require reconstructions within

minutes.

In medical imaging, early work emphasised the theory of maximum likelihood estimation

to derive Cramer-Rao bounds [104] or deterministic expectation maximisation algorithms

for direct covariance estimation [105]–[107]. The direct expressions for the covariance es-

timator divide into iterative algorithms [105], where the covariance matrix is updated in

conjunction with the mean estimate, or fixed point analysis [106], where the covariance

matrix is estimated once the mean has converged. These techniques have several difficulties.

First, they involve multiple terms where derivatives of the objective function must be found,

which is computationally demanding. Second, for the fixed point analysis, the covariance is

estimated assuming the reconstruction has converged, which is often incorrect. Finally, for

the iterative algorithm, deterministic expressions are calculated manually after particular

distributions have been assumed. These expressions can be difficult to derive and must be

revised when the distributions are altered.

These computational difficulties have impeded the development of uncertainty estimators

in tomographic reconstruction, but developments in deep learning have renewed interest in

tomographic uncertainty estimation. The latest proposals directly use Bayesian deep learn-

ing to learn an algorithm which produces a tomographic reconstruction and an corresponding
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uncertainty estimate [108]–[110]. The problems with this approach are that the whole tomo-

graphic reconstruction algorithm must be replaced with a learnt counterpart, these learnt

reconstruction algorithms are unproven in tomography, and Bayesian neural networks have

a large memory footprint [111], which will inhibit reconstruction of 3-D images.

Instead of using a Bayesian deep leaning algorithm directly, I will apply stochastic vari-

ational inference, the technique underlying Bayesian deep learning, to a conventional tomo-

graphic reconstruction algorithm. The assumptions used to construct this scheme are not

specific to FWI, so I will call this scheme variational tomography (VT) to indicate that the

algorithm can be generalised to other modalities and reconstruction algorithms. Throughout

the thesis, when I am referring specifically to a US-CT system with the FWI algorithm, I

use the term VT-FWI. Stochastic variational inference has had significant success in deep

learning [112]–[114] and, superficially, it is reasonable to apply it to FWI because differential

equation solvers (i.e. the solver used by FWI) and convolutional deep neural networks share

many properties [115]. Less clear is how to interpret the resulting uncertainty estimates

because this is application specific. Thus, I propose to use VT uncertainty for image quality

analysis.

In summary, this thesis shows the development and validation of variational tomography;

a useful, computationally affordable tomographic uncertainty estimator based on stochastic

variational inference. The VT uncertainty estimate is orders of magnitude cheaper than

alternatives; it requires less than 1% additional computation time and no additional data

compared with a traditional reconstruction algorithm. VT can also be used in conjunction

with traditional, proven reconstruction algorithms. One such algorithm is full-waveform

inversion, which is used to in ultrasound computed tomography. The adjoint state method

is the key technique which makes the FWI inverse problem tractable [15], [71], so it will

be essential for the new tomographic uncertainty estimator to integrate this mechanism. It

is also important that the estimator provides useful information for clinical practice. To

evaluate the utility of the estimates for medical imaging, the estimator is assessed qualit-

atively and quantitatively in relation to perceived and measured image quality. Comparing

the tomographic uncertainty estimates obtained from different uncertainty estimators is not
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necessary; the need for low-cost uncertainty estimates is clear, if this estimator has useful

properties, then it is less important that it is accurate in comparison to other approaches.

1.5 Thesis structure and contributions

In summary, the objective of this thesis is to develop a low-computational-cost Bayesian

framework for FWI. This objective is motivated by 4 benefits of the proposed scheme:

� To incorporate statistical prior information without significant additional computa-

tional cost.

� To reduce confounding due to image quality during automatic (i.e. machine learning)

and intuitive (i.e. clinician lead) image analysis.

� To use uncertainty estimation as a metric for optimising the acquisition and system

settings.

� To enable reliable, automatic, real-time IQA for adaptive reconstruction protocols.

Chapter 2 starts with an introduction to FWI. This is important because understand-

ing the physics of wave propagation and the inversion of wavefield data is important to

understand the discussions in the subsequent chapters. The chapter begins by developing

the isotropic acoustic wave equation from the principles of stess and strain via the isotropic

elastic wave equation. Both these wave equations are in use for Geophysical FWI, but this

thesis inverts only the isotropic acoustic wave equation. These wave equations are analytic-

ally intractable for inhomogeneous sound speed, so numerical simulators are used to make

predictions. Therefore the numerical modelling of wave equations is also introduced. The

chapter concludes with an intuitive and visual introduction to FWI.

The objective of the Thesis is met across 3 chapters. In Chapter 3, a Bayesian model is

developed for FWI by assuming the sound speed and likelihood distributions follow a mean-

field Gaussian distribution. Then, it is demonstrated that this Bayesian model can be solved

using stochastic variational inference; by taking derivatives of the likelihood function with

respect to the mean and standard deviation of the sound speed, two gradient expressions
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can be obtained, one for each parameter. This scheme is called Variational Tomography.

Using the adjoint state method on the mean and standard deviation expressions shows that

the standard deviation reconstruction requires few additional computations compared to the

mean. The Chapter concludes with an in-silico example; the two gradient expressions are

used to obtain a tomographic mean estimate, which is equivalent to the traditional FWI

reconstruction, and a tomographic variance estimate. It is shown that the tomographic

variance reconstruction is qualitatively comparable to the absolute error between the ground

truth sound speed and the FWI sound speed (i.e. tomographic mean) reconstruction.

FWI is optimised by batch- or minibatch- stochastic gradient descent. This introduces

some variability into the reconstruction algorithm. Furthermore, the standard deviation

gradient contains an additional stochastic term, which might make the VT reconstruction

algorithm unstable. In reality the VT reconstruction algorithm is numerically stable and,

when the sound speed reconstruction matches the ground truth, the tomographic variance

estimate is also reliable. These findings are demonstrated in Chapter 4 using an in-vitro

dataset. The use of an in-vitro dataset is important because FWI is known to be challenging

on real data. These results also show that stochastic perturbations to the sound speed,

necessary for VT, do not affect the stability of the FWI reconstruction of experimental data.

Chapter 4 also expands on the uses of tomographic uncertainty by presenting a qualitatively

relationship between tomographic uncertainty and the image quality of the tomographic

mean reconstruction.

Chapter 5 presents the final contribution; evidence of a quantitative relationship between

tomographic uncertainty and quantitative IQA. Errors are introduced which violate the as-

sumptions of the experimental configuration or the FWI physics-model and, therefore, these

errors reduce image quality. The resulting reconstructions are investigated using tomo-

graphic uncertainty and quantitative IQA. The results often demonstrate a linear relation-

ship between the tomographic standard deviation magnitude and the absolute error, with

some specific exceptions. By enabling quantitative no-reference IQA in-vitro and in-vivo,

the results suggest that tomographic uncertainty could be used to reduce confounding dur-

ing image analysis, as a metric to optimise image quality, and for adaptive reconstruction
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algorithms. The chapter finishes by discussing the role that implicit prior information will

play in the VT framework, this is expected to improve the results and will enable the final

motivation; to incorporate statistical prior information and regularise the FWI reconstruc-

tion process.

Chapter 6 contains the conclusions of this thesis. First, a Bayesian model can be con-

structed for tomography which results in a low computational cost uncetainty estimator.

Second, the tomographic uncertainty reconstructions are qualitatively related to in-vitro

image quality. Finally, tomographic uncertainty can be expressed as a new image quality

metric called mean standard deviation magnitude, which is quantiatively related to the mean

absolute error between the ground truth image and in-silico FWI reconstructions.

Chapter 7 focuses on future work and specifically the specification of a prior to constrain

the FWI reconstruction process. Data-driven, non-parametric models are studied, with

statistical deformation models and variational autoencoders recommended for further study.

The prior will be trained using a database of images and details regarding preprocessing an

open-source database of CT images are provided.



Chapter 2

Numerical methods and

full-waveform inversion

Ultrasound computed tomography, full-waveform inversion, and uncertainty estimation were

introduced in the previous chapter, with a view to developing a novel tomographic uncer-

tainty estimator for real-time image quality analysis on FWI reconstructions. FWI relies on

a full numerical simulation of the propagation of an ultrasound wavefield in tissue. There-

fore, this chapter begins by reviewing the physics of wave propagation for different media.

These equations are analytically intractable in all but the simplest of cases [90], so there is

a review of numerical methods for solving the acoustic wave equation. Next, a conceptual

introduction to FWI is provided, but the derivation of the adjoint state method is included

in Section 3.2. Finally, it is important that the uncertainty can be estimated under realistic

experimental conditions, so specific details regarding the configuration of the transducer

array are discussed.

2.1 The physics of ultrasound propagation

Ultrasound waves propagate when the stresses and strains on a material or medium are

locally out of equilibrium. Following the description by Feynman [116], the stress tensor sij

15
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Figure 2.1: The unit cube of the stress tensor sij . When a force is applied along the axis
i, it provokes stresses in all the directions j. These stresses have parallel and perpendicular
components.

and the strain tensor ekl are related by the tensor of elasticity cijkl such that;

sij =
∑
k,l

cijkl ekl (2.1)

In Equation 2.1 the directional components i, j, k, l have 2 or 3 dimensions depending on

whether the desired reconstruction is 2-D or 3-D. For example, in 2-D, i = {x, y}.

In terms of their physical meaning, stress describes the force on the interior of the material

per unit area, and strain is the change in the length of the material per unit length. The

tensor of elasticity describes the dependencies between the stress and the strain as they are

applied in different directions.

Figure 2.1 shows an example of the components of the stress tensor. This illustrates how

tensors encode the relationship between the direction of action (the applied force) and the

direction of response (the internal forces the action provokes). For example, a force acting

in the x-direction causes a compressive stress sxx and two shear stresses sxy and sxz. By

definition, compressive stress acts on surfaces facing in the same direction as the applied
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force and shear stress acts on surfaces facing in the perpendicular directions.

Thus, the stress tensor has 9 unique components, because the applied force has 3 unique

components and the direction of response also has 3 components. Because a stress and strain

are described by 9 unique components, the tensor of elasticity has 81 unique components.

For example, a stress sxx provokes strains in all 9 components of the strain tensor. It is

apparent that Equation 2.1 describes a hugely complex system and that solving for the

components of the tensor of elasticity would be ill-posed based on measurements of external

stress and strain.

This dilemma is resolved by symmetries in the material. The first assumption is that

stress and strain tensors are symmetric, which leaves 36 unique components in the tensor of

elasticity. Furthermore, the symmetry cijkl = cklij of the tensor of elasticity leaves 21 unique

components. Finally symmetries are present within the material. For example, isotropic and

cubic crystalline materials are symmetric under 90o rotation, meaning

cxxxx = cyyyy = czzzz

cxxyy = cyyzz = czzxx = ...

cxyxy = cyzyz = czxzx = ...

(2.2)

These materials are also symmetric under reflection about a plane perpendicular to a

chosen axis, meaning the shear components of the stress and strain tensors must be aligned,

or their components must be zero. For example, sx,y ̸= sx,−y unless sx,y ̸= sx,−y = 0, or

when the strain tensor aligns sx,y cx,y,x,y ex,y = sx,−y cx,−y,x,−y ex,−y. Thus,

cxxxy = cyyyz = cxyxx = ... = 0 (2.3)

which means only 3 components of the tensor of elasticity are non-zero, as defined in

Equation 2.2.

Finally, isotropic crystals are symmetric under any rotation (rather than simply 90o ro-

tation), which means the stress and strain must be linearly related (i.e. related by scalar

quantities). There are two parameters, called the Lamé parameters, which meet this cri-
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terium such that,

sij = 2µ eij + λ

(∑
k

ekk

)
δij (2.4)

This is a form of Hooke’s law. The first Lamé parameter λ scales the trace of the

strain matrix, before being diagonalised. Therefore, this parameter scales the compressive

strain, while remaining symmetric regardless of the direction of application of the force. The

second Lamé parameter µ is a scalar which relates each element of the stress matrix eij to

the corresponding element in the strain matrix sij . By convention, µ is scaled by two so it

is directly equivalent to the shear modulus.

By definition, the strain is the derivative of the displacement u, which means,

sij = 2µ
1

2
(∂jui + ∂iuj) + λ

(∑
k

1

2
(∂mul + ∂lum)kk

)
δij (2.5)

Using linear algebra notation for simplicity and the relationship,

F = ∇ · S (2.6)

where F is an external force and S is the strain in matrix notation, then Equation 2.5

can be written,

F = (λ+ µ)∇ (∇ · u) + µ∇ · ∇u

F = (λ+ µ)∇ (∇ · u) + µ∇2u

(2.7)

which is the isotropic elastic wave equation.

Additionally, noting Newton’s law such that,

F = ρ
∂2

∂t2
u (2.8)

where ρ is the density, then,
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ρ
∂2

∂t2
u = (λ+ µ)∇ (∇ · u) + µ∇2u (2.9)

This approximation can be further reduced if shear forces are assumed to be negligible; in

other words, if the medium can only support compressive forces, then only the components

cxxxx = cyyyy = czzzz are non-zero. In this case,

ρ
∂2

∂t2
u = K∇2u

c−2 ∂2

∂t2
u = ∇2u

(2.10)

which is the isotropic acoustic wave equation. In Equation 2.10, c is the sound speed,

ρ is the density (assumed to be constant), K = λ + 2
3µ is the bulk modulus, and u is the

displacement. Note that pressure p is correlated 90o out of phase with displacement [116],

so Equation 2.10 can also be written,

c−2 ∂2

∂t2
p = ∇2p (2.11)

Figure 2.2 shows a physical description of the isotropic modes of wave propagation. This

illustrates that compressive forces cause the unit cube to bulge in directions aligned with

the surface normals, whereas shear forces causes the unit cube to distort in directions which

are perpendicular to the surface normals.

This thesis usually assumes isotropic, acoustic media. Therefore, Equation 2.11 is used.

In medical imaging, this assumption is valid for soft tissues, which struggle to support

long distance shear modes. It remains unclear how suitable it will be in the skull because,

strictly speaking, bone is crystalline and elastic. However, research from focused ultrasound

therapy suggests that the acoustic approximation is suitable for waves at near-perpendicular

incident angle [117], [118]. Furthermore, if the isotropic assumption fails, then FWI could

be performed without it. Anisotropic schemes are used in Geophysics [119], but they are

more computationally expensive.
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Figure 2.2: The isotropic modes of propagation for the unit cube. (a) shows that strain F
induces a compression mode which is supported by elastic and fluid materials, (b) shows
that strain G induces a shear mode which is only present in elastic materials.

2.2 Numerical modelling of wave propagation

Geophysicists have been studying methods of wave-propagation for decades and a wide

variety of approaches exist, each with an extensive background literature [90]. Here, I will

outline some common approaches, which are distinguished on the basis of the grid geometry

and the numerical approximation of the derivative. I will conclude by discussing the finite-

difference method in detail.

The first distinction is between methods which use structured or unstructured grids.

Fundamentally, these approaches differ according to the connectivity between adjacent cells.

Connectivity is directly related to the distance between the centre-points of each cell. For

example, finite difference methods use grids with regular connectivity. This means each

grid element is similar (i.e. they can be transformed by scaling only) and the grid can be

represented by a vector (1-D), matrix (2-D), or tensor (n-D). The most common form is

the regular equispaced grid in Cartesian geometry, which corresponds directly to the pixel

representation used in digital imaging.

In contrast, finite element methods have irregular connectivity. In practice, this means
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each element is dissimilar but isotropic; the elements come from a consistent class of shapes,

for example a tetrahedral mesh. The irregular connectivity means the grid has greater

memory requirements, because the connectivity matrix must also be sorted, but also that

tissue boundaries can be correctly represented. This is a key consideration when the bound-

ary is sharp or when there are significant changes in contrast within the image (e.g. the

skull). Unfortunately, the grid also requires prior knowledge about the position of the

boundaries, which can be difficult to obtain in practice.

It is clear that a regular grid is preferable for medical FWI. First, this corresponds closely

to existing methods of digital image presentation (e.g. CT or MRI). Second, the grid can

be implemented without prior anatomical knowledge, which would defeat the purpose of

tomographic imaging. The key limitation is the specification of the skull-tissue boundaries.

Fortunately, an in-vitro demonstration using a high contrast, dental resin phantom suggests

that FWI of the head is possible on a structured grid [35].

The second distinction is between a grid point or series expansion approach for the spatial

derivative. The archetypal series expansion approach is the pseudospectral method. In this

approach, the wavefield is decomposed using the Fourier series. This is particularly desirable

because an arbitrary function can be represented exactly using a finite set of bases. Given

the structure of the wavefield, it appears that this is ideal for FWI and that the method is

capable of producing low memory representations of the wavefield. The approximation also

leads to a compact, fast, and precise representation of the derivative;

∂(n)
x u(x, t) = F−1 [(ik)nU(k, t)] (2.12)

where U(k, t) is the Fourier representation of the wavefield u(x, t). The derivative expression

takes this form because the nth order derivative operator ∂
(n)
x can be exchanged with the

Fourier operator F(·) to act on the term exp(ikx), which is contained in U(k, t). Thus,

the inverse Fourier operator F−1(·) is sufficient to recover the derivative in the x-domain.

This scheme still performs time-stepping because a finite-difference method is still used to

approximate the time derivative.

The key limitation of the pseudo-spectral method is boundaries, which are computa-



22 CHAPTER 2. NUMERICAL METHODS AND FULL-WAVEFORM INVERSION

tionally demanding because they require a large number of basis functions [90]. This is

significant for “free surface” boundaries, where there is effectively infinite impedance. Ex-

amples of free-surface boundaries in medical imaging might include air-tissue boundaries in

the nasal cavity, and transducer-water boundaries if the system needs to be included in the

model.

An alternative is the finite difference scheme. Finite difference schemes are well estab-

lished in Geophysics, have been used for US-CT of the breast [5], and have also been used

to model wavefield propagation in the head for focused ultrasound [120]. The finite dif-

ference scheme uses a numerical approximation which is composed of function evaluations

at discrete steps along the axis. The simplest example uses the geometric definition of the

gradient,

∂f(x)

∂x
= Dx f(x)

lim
h→0

f(x+ h)− f(x)

h

(2.13)

where Dx is the geometric derivative, f(x) is the function which is evaluated at point x,

and h is a discrete distance in the x direction. Removing the limit h→ 0 yields the forward

finite difference approximation.

Higher order derivatives are achieved by Taylor expansion [121],

f(x+ h) = f(x) + hf ′(x) +
h2

2!
f ′′(x) +

h3

3!
f ′′′(x) + ... (2.14)

For the wave-equation, second order derivatives are required. The numerical order of the

stencil must also be specified. For example, the 2nd order approximation requires 5 function

evaluations,

D2
x f(x) = α(−2)f(x− 2h) + α(−1)f(x− h) + α(0)f(x)

+ α(1)f(x+ h) + α(2)f(x+ 2h)

(2.15)
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where α(n) is the coefficient of the nth function evaluation at the point x+ nh. Taking

the Taylor expansion of Equation 2.15 and rearranging,

D2
x f(x) = (α(−2) + α(−1) + α(0) + α(1) + α(2))f(x)

+ (2α(−2) + α(−1) − α(1) − 2α(2))hf
′(x)

+ (4α(−2) + α(−1) + α(1) + 4α(2))h
2/2!f ′′(x)

+O(h3)

(2.16)

Solving for f(x) = 0, f’(x) = 0, and f”(x) = 1, gives the fourth order approximation to

the Laplacian. The coefficients are,

h =
1

12
, α(−2) = −1, α(−1) = 16, α(0) = −30, α(1) = 16, α(2) = −1 (2.17)

Repeating this process for arbitrary length approximations gives approximations with

different numerical order. Using the numerical approximations, the time-order 2, space-

order 4 (OT2-OS4) 2-D acoustic wave equation takes the form,

u(t+ dt, x, y) = −u(t− dt, x, y) + 2u(t, x, y) +
dt2

12dx2
c−2[−60u(t, x, y)

− u(t, x− 2dx, y) + 16u(t, x− dx, y) + 16u(t, x− dx, y)

− u(t, x− 2dx, y)− u(t, x, y − 2dy) + 16u(t, x, y − dy)

+ 16u(t, x, y − dy)− u(t, x, y − 2dy)]

(2.18)

where dt is the time step (i.e. the discrete distance in the time domain) and dx = dy is the

grid spacing. This is a time-stepping scheme because the current and previous wavefields

are used to calculate the next wavefield.

These coefficients have been obtained by Taylor expansion, but it is possible to find

coefficients which provide a more accurate numerical approximation of the derivative. Such

schemes optimise the coefficients of the finite difference stencil so that they are optimal
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for simulating the propagation of a particular band of wavenumbers. A set of optimised

coefficients for the Laplacian were used to generate predicted wavefields (e.g. [122]–[125]),

although I am unable to disclose the values in full due to commercial confidentiality. Note

that if different coefficients are used in the Laplacian stencil, then the results in this thesis

are reproducible by adapting the spatial and time discretisation.

Numerical stability and dispersion are important considerations when developing numer-

ical simulators. A simulation is numerically stable if the Courant-Friedrichs-Lewy (CFL)

condition is met. Mathematically, the CFL condition is [90],

c
dt

dx
⩽ 1 (2.19)

where c is the magnitude of the sound speed in the model. If this condition is not met, then

the solution to the finite-difference equation will be unstable; its solutions will increase until

they are too large to be represented by the numerical register. The practical consequence of

the CFL condition is to limit the range of values that the time discretisation dt and space

discretisation dx can take.

Simulations are less sensitive to numerical dispersion, but it is impossible to eliminate

numerical dispersion from finite-difference simulations with heterogeneous sound speeds.

Numerical dispersion occurs because the phase velocity of the simulated wave is dependent on

the wavenumber [90] and, therefore, the numerically simulated wavefield will suffer from non-

physical dispersion. This means that some frequencies of the numerical simulated wavefield

will arrive early and others will arrive late. A typical relationship is that low-frequency

components of the wavefield will travel slower than the physical reality. The effect can be

compensated for by adjusting the time discretisation dt to increase the number of grid points

per wavelength.

2.3 Full-waveform inversion

An FWI experiment starts with measurements of acoustic pressure or displacement, taken

using receiver sensors. An example of these measurements can be seen in Figure 2.3(e), where
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the measurements are taken from a simulation which uses a 2-D slice of the MIDA head

phantom [126]. MIDA is a numerical model of the human head, derived from MRI imaging

of a 29-year-old female volunteer. The phantom consists of 153 segmented structures, which

were derived from by T1, T2, magnetic resonance angiography (MRA) and diffusion tensor

imaging (DTI) sequences. Together, the 153 structures cover the entire head and can be

adapted to acoustic, electric, or other units by associating each class to values from the IT’IS

database of human tissue properties [29].

In medical imaging, the receiver sensors are ultrasound transducers which measure the

displacement of the surface of a piezoelectric crystal using voltage. The surface displacement

is caused by pressure changes on the surface of the piezoelectric. Thus, the receivers measure

the pressure changes which are produced by an incident acoustic wavefield. The source of

the acoustic wavefield is a different transducer, which applies an external force to a medium

and causes an the wavefield to propagate outwards. Information is contained in the pressure

measurements made by the receivers because the acoustic wavefield is modulated by the

structures between the source and the receivers.

Figure 2.3 shows the relationship between (a-d) the wavefield and (e) the wavefield data.

The receivers are on the black oval surrounding the head phantom and the receivers can be

described by their azimuthal angle relative to the source transducer. In Figure 2.3(a) the

source applies an external force to the water and a wavefield is produced. Figure 2.3(e, red

arrow) shows that the receivers on an acute azimuthal angle (receiver ID’s 250-350) measure

the direct water wave (i.e. the sound wave that travels only in water). Figure 2.3(b) shows

that the outgoing wavefield reflects off the skin and skull. Figure 2.3(e, green arrow) shows

that the same acute azimuthal angle receivers (receiver ID’s 250-350) measure pressure of

this reflected component of the wavefield. Some of the energy of the outgoing wavefield

propagates through the skull, arriving at the receivers with oblique, near-perpendicular

azimuthal angles. Figure 2.3(c) shows the arrival of the wavefield at the receivers with

oblique, near-perpendicular azimuthal angles. This forms the component of the wavefield

data indicated in Figure 2.3(e, blue arrow) for receiver ID’s 125-215. Finally, Figure 2.3(d)

shows the arrival of the wavefield at the receivers with oblique, near 180o azimuthal angle.



26 CHAPTER 2. NUMERICAL METHODS AND FULL-WAVEFORM INVERSION

(e) Observed wavefield data

(a) Timestep 250 (b) Timestep 1000 (c) Timestep 2000 (d) Timestep 2750

Observed wavefield

Ti
m

es
te

p

Receiver ID

1

0

-1

Figure 2.3: (a-d) The simulated wavefield, shown for different timesteps, surrounded by a
ring of receivers on the black oval. (e) Wavefield data are obtained when the displacement or
pressure is measured at the receivers. The arrows indicate common features of the wavefield
and wavefield data

The first arrivals at these receivers are direct transmissions through the head indicated in

Figure 2.3(e, orange arrow) for receiver ID’s 25-100.

The aim of the FWI algorithm is to exactly match some numerically simulated wavefield

data to the observed wavefield data, where the numerically simulated data can be changed by

changing the parameters of the simulation (e.g. sound speed). The numerically simulated

wavefield data is called the predicted data. Figure 2.4(a) shows some observed wavefield

data and Figure 2.4(b) shows some predicted wavefield data for medium with a uniform

sound speed of 1480 [ms−1], which is approximately the sound speed of water [29]. The

numerical simulator used to generate this predicted data used a finite-difference time-domain
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Figure 2.4: (a) A simulated example of observed data using a 2-D slice of the MIDA
head phantom [126]. (b) Predicted data is generated assuming a constant sound speed
of 1480[ms−1], and (c) the L2 loss, showing the difference between the observed and pre-
dicted data

approximation of the acoustic wave-equation, for example see Equation 2.18. In Figure 2.4,

the 2nd order time- and 10th order space-approximation was used, and the Laplacian used

optimised coefficients. Note that the wavefield data has been low-pass filtered to prevent

cycle skipping [75].

By comparing the observed wavefield data to the predicted wavefield data, the model

parameters can be adjusted to ensure a close match between them. The predicted data is

compared to the observed data using a loss. This thesis adopts the L2-norm for the loss

function between the predicted and observed data. Mathematically, this is defined,

L(c) = −1

2
[d− dp(c)]

T [d− dp(c)] (2.20)

where d is the observed data from the receivers and dp is the predicted data. In this thesis,

dp is dependent only on the acoustic sound speed c. Figure 2.4(c) shows how the predicted

and observed data are compared using the sum of squares loss function.

It is difficult to match the amplitude of the predicted and observed data in the case

when the observed data is obtained experimentally. This is because it is difficult to assign a

pressure to an observed voltage; the observed voltage is modulated by piezoelectric response,

amplifiers, and internal electrical impedance. In reality, the wavefield data are normalised.

This thesis uses source normalisation, which means that the amplitude of the predicted and

observed data for each source is scaled into the same range. Mathematically,
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dnorm(xr, t;xs) =

∑
xr,t
|d(xr, t;xs)|∑

xr,t
|dp(xr, t;xs)|

d(xr, t;xs) (2.21)

where the predicted data dp observed data d are dependent on the sources xs, receivers xr,

and time t. The result is dnorm; the observed data standardised into the same range of

amplitudes as the predicted data. An alternative approach is trace normalisation, which

means that the amplitude of the predicted and observed data for each receiver is scaled into

the same range. Trace normalisation effectively removes amplitude information and was

found to reduce the quality of the reconstructions in-silico. Figure 2.4(c) shows the adjoint

source after source normalisation.

Thus, the FWI algorithm has 4 inputs. First, a numerical approximation of a wave

equation. For example, this thesis assumes the constant density acoustic wave equation

defined in Equation 2.18. Second, some observed data. As discussed previously, in medical

ultrasound this is the radio-frequency data, which is the measurement of displacement or

pressure on the surface of the receiving transducers. Third, the displacement or pressure

of the emitting or source transducer, also called the source wavelet. Fourth, the starting

model, which is a digital (i.e. discretised) image or volume containing prior sound speed

information.

FWI is an adjoint method. Adjoint methods describe a class of solutions to non-linear

inverse problems. These solutions often involve a non-linear forward problem, the linearisa-

tion of the inverse problem, and an iterative gradient-based solver to converge on the true

non-linear solution. One example is back-propagation in neural networks, which calculates

the gradient of the loss with respect to each weight of the network by cascading the loss

through each layer using the chain rule. Similarly, FWI linearises the inverse problem by

ignoring high-order scattering in the forward problem, which makes the non-linear oper-

ator invertible. Section 3.3.3 contains a full derivation of the FWI adjoint method for the

d’Alembert operation (Equation 3.1), which is equivalent to the gradient with respect to

the mean of a Gaussian probability distribution. Below is an outline of these equations and

their practical meaning.

In the case of the acoustic wave equation, the FWI adjoint method is,
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Predicted Wavefield Adjoint Wavefield Gradient

(a) Step 4210
t = 0.000206 [s]

[1,  22,  43,  64,  85, 106, 127, 148, 
169, 190, 211, 232, 253, 274, 295, 

(b) Step 1900
t = 0.000093 [s]

(c) Step 1
t = 4.9e-8 [s]

Figure 2.5: The adjoint method produces an estimate of the gradient by correlating the
predicted and adjoint wavefield. The black arrows show where the predicted and adjoint
wavefield have the strongest correlation.

∂

∂c
L(c) = up(c)

T ∂H(c)

∂c
uadj(c) (2.22)

where up(c)
T is the predicted wavefield, which is calculated numerically using Eq 2.18 and

stored in memory, ∂H(c)
∂c is the derivative of the d’Alembert operator with respect to the

sound speed, and uadj(c) is the adjoint wavefield. See Equation 3.54 in the full derivation.

The adjoint wavefield is a new wavefield which is propagating back from the receivers

to the source. It is non-physical (it does not exist in reality) but it can be derived math-

ematically, see Equation 3.51 in the full derivation. The equation for the adjoint wavefield
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is,

uadj(c) =
[
H(c)−1

]T
ςadj (2.23)

where H(c) is the acoustic wave equation operator and ςadj is the adjoint source. The adjoint

source ςadj is calculated using the loss shown in Equation 2.20 and shown in Figure 2.4(c).

Equation 2.22 has several interpretations [71], [127]. Figure 2.5 shows an interpretation

for the explicit finite-difference scheme in Equation 2.18. In this case a Hadamard product

between the predicted and adjoint wavefield vectors is taken at each time-step. This produces

a matrix which has (n ×m) entries, where n is the number of model parameters and m is

the number of time-steps. In practice, as the adjoint wavefield propagates from the receiver

to the source, the multiplication of the two wavefields adds features to the gradient, which

is indicated by the arrows in Figure 2.5(b). By integrating over the time-steps, the gradient

for a single source is obtained, which is shown in Figure 2.5(c).

2.4 A PyTorch inversion algorithm

Existing FWI libraries involve a trade-off between computational performance and usability

during development. For example, some libraries [128], [129] use high-level programming lan-

guages, which ease development at the expense of computation time, while others [130] can

be used on supercomputers (via the message passing interface) at the expense of development

time. GPU computing offers a solution to this trade-off; GPUs have high computational

performance for numerical simulation, due to their parallel computing capability, and have

been integrated with high-level programming languages. High-level programming languages

make the development and prototyping stage simple because they abstract the parts of the

code (e.g. multithreading, memory management) which are required to control the parallel

computing system.

The development of VT and the inversion of real datasets requires control over simulation

inputs, gradient descent parameters, the wavefield data, and the loss function. This degree

of control was achieved without a significant trade-off in computation time because a finite-
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difference, time domain FWI solver was developed using the PyTorch library [131]. PyTorch

is a tensor algebra library written for Python, a high-level programming language. This

means the FWI solver was simple to implement, due to the simple Python interface, and

PyTorch provided access to GPU acceleration for the requisite mathematical operations (e.g.

addition, multiplication, convolution). The PyTorch library was developed for deep learning,

so this FWI solver has the added benefit that it can be integrated directly with machine

learning architectures. This feature will be useful during the development of a data-driven

prior (see Chapter 7).

The theory of numerical finite-difference methods is available in Section 2.2. In practice,

numerical simulators are plagued by problems with numerical stability and dispersion. In

FDTD implementations the derivative is approximated with an arbitrary number of polyno-

mials, obtained by a Taylor expansion. The truncation of this series leads to approximation

errors, but using additional terms becomes increasingly expensive with limited improvement

in the approximation. In Chapter 3, the inverse crime means that the observed and pre-

dicted data suffer from the same effects of numerical dispersion. This means that, provided

the solver is within the CFL limit [90], numerical dispersion does not affect the inversion.

However, numerical dispersion will affect the inversion of the in-vitro data. Several finite-

difference approximations were tried for the Laplacian, specifically Taylor expansions using

the (OT: time order, OS: space order) OT2-OS4, OT2-OS10, OT2-OS20, and OT4-OS20

approximations. Optimised coefficients (e.g. see [125]) for the OT2-OS10 approximation

were also tested. The best approximation was identified by comparing the water-shot with

the simulation result, which showed that the OT2-OS10 approximation with optimised coef-

ficients performed the best.

As discussed in Section 2.3, amplitudes are difficult to match in FWI. This is because

of 1) the complexity of the displacement of the piezoelectric, which depends on the incident

angle, pressure, and the relationship between displacement and voltage, and 2) the inability

to fully account for visco-elastic effects. The PyTorch inversion algorithm adopts source nor-

malisation because it retains relative amplitudes between receivers of each source, although

differences in amplitude between sources are lost. Trace normalisation, which is aggressive
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because it effectively leaves only the phase information, was found to degrade the quality of

the results. However, trace normalisation can be useful if strong amplitude perturbations

are present from density and absorption.

2.5 Transducer configuration

Recently FWI has been applied to medical imaging, and shows great potential to enhance

the resolution and contrast of US-CT data [3]–[10], [13]. Despite the potential promised by

US-CT image reconstruction, there is not yet a consensus on the optimal configuration of

the transducer aperture.

The most common transducer configuration is a 2-D ring array which can be rastered

vertically, this had been demonstrated in-vivo for breast imaging [57], [62], in-silico for bone

imaging [10], and in-vitro for brain imaging [35]. This configuration is popular because it

offers full transmission information, which is important for sound speed imaging [15]. The

configuration also reduces the financial cost in comparison to 3-D apertures, which typically

require far more transducers to prevent sparsity errors [69].

There is evidence that full 3-D apertures might provide improvements. The simplest is a

hemispherical configuration [13], [69], but this requires numerous transducers to avoid prob-

lems with sparsity (increasing financial costs) and modelling ultrasound wave propagation

in 3-D increases computation time, particularly for FWI [13]. An alternative is to configure

two transducers directly opposite each-other. Given a fixed number of transducers, this

increases the density of the receive array and reflectors can be used to obtain long-offset in-

formation [52]. This configuration also permits 3-D acquisitions without excessive financial

costs [9]. However, for FWI, the computational cost of this configuration is unchanged.

The objective of variational tomography is to provide a Bayesian model with low com-

putational cost, so that uncertainty estimation is accessible for 3-D configurations during

the FWI reconstruction process. However, the computational cost of 3-D FWI means de-

veloping VT-FWI using 3-D models is impractical. Instead, the in-silico examples use a

2-D ring configuration (Chapters 3 & 5), which provides full coverage of the sample and it

is a realistic configuration in-vivo [57], [62]. The density of the transducers is realistic, but
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point transducers are assumed which may be inappropriate for in-vivo acquisitions [132].

For the in-vitro example (Chapter 4), two transducers will be placed in a transmission-style

configuration. This reduces the financial cost of the design, increases the transducer density,

and is a realistic configuration in practice [9], [52].
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Chapter 3

Variational tomography: theory

and practice

Chapter 1 introduced the background research which is relevant to this thesis, while Chapter

2 developed the physical and numerical methods which are used for the US-CT FWI recon-

structions. The latter chapter also includes a visual, conceptual introduction to the FWI

algorithm. Chapter 3 is the first novel contribution. Primarily, this is a Bayesian, maximum

a-posteriori model with an additional uncertainty estimator with no additional computa-

tional cost. It shows that the uncertainty estimator is derived using appropriate assumptions

(i.e. the mean-field Gaussian distribution) and stochastic variational inference.

The structure of this chapter is as follows. First, the introduction presents alternative

approaches to the uncertainty estimation problem in tomographic imaging. Second, in

order that variational tomography is understandable, context is provided by a description of

maximum likelihood estimation and stochastic variational inference. The main contribution

of this chapter (i.e. the Bayesian model) is presented in the method, where variational

tomography is applied to FWI. Subsequently, in-silico results pertaining to neuroimaging

are presented in order to demonstrate some properties of the estimators, and these results

are discussed.

I have presented the equations resulting from the theory from this chapter at the Inter-

35
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national Ultrasonics Symposium.

O.Bates et al (2021) No-cost uncertainty estimation for ultrasound tomography of the hu-

man brain. IEEE IUS, Virtual, 2021.

I have also included the theoretical description and methods in the first part of a research

paper in Inverse Problems.

O.Bates et al (2022) A probabilistic approach to tomography and adjoint state methods.

Inverse Problems, vol.38, 045008.

This work lead to a patent.

O.Bates (2021), Patent, GB.2104792. A method for uncertainty estimation in medical ima-

ging.

3.1 Introduction

Tomographic reconstruction algorithms rarely provide uncertainty estimates because pixel-

wise uncertainty estimation is computationally expensive. Iterative reconstruction is a com-

monly used tomographic reconstruction algorithm and has its statistical basis in maximum

likelihood estimation (MLE), Section 3.2.1 demonstrates MLE in the context of FWI. Fessler

[106] and Fessler and Hero [104] use the MLE framework to show that covariance matrix of

the reconstruction can be calculated by taking the inverse of the Hessian of the likelihood

distribution. Unfortunately, the Hessian is computationally intractable for realistic problems

and particularly for 3-D tomography [98].

MLE is a Frequentist statistical technique. Bayesian methods offer numerous practical

advantages and are a popular alternative [133]. Bayesian methods which neglect uncer-

tainty estimation are called maximum a posteriori (MAP) estimation. The main difference
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between MLE and MAP estimation is the use of prior information in the form of a regular-

iser. The typical regulariser is an additional term in the objective function which penalises

reconstructions that do not have favourable properties, this is also called a weak constraint.

The simplest example is Tikhonov regularisation, which uses the L2-norm of the parameter

vector to penalise the objective. Further details about regularisation can be found in [133].

This paper favours Bayesian inference because it combines regularisation with uncer-

tainty estimation. Bayesian inference is less common than MAP in tomographic reconstruc-

tion. One approach to Bayesian inference is to replace the iterative reconstruction with a

neural network: the data-to-model approach. Barbano et al [108] use deep gradient un-

rolling, a method which replaces the gradient descent process with a neural network. The

network is broken into blocks, where each block corresponds to a single iteration of gradient

descent. A block takes a predicted reconstruction and the gradient of the likelihood function

as inputs, and uses the neural network to produce the predicted reconstruction for the next

block. The whole neural network is trained using a likelihood function, which is the L2-norm

of the difference between the predicted reconstruction (the output of the final block) and an

iterative reconstruction. Uncertainty estimates are obtained by including a ‘Bayesian con-

volutional layer’ (a layer where the weights are stochastic) at the end of each block. Because

these layers are stochastic, they will produce a range of possible reconstructions from the

deterministic inputs. An alternative approach by Tonolini et al [109] could be applicable

to medical tomography. A conditional variational auto-encoder is trained to perform recon-

structions from corrupted image data. The network is conditioned on the imaging device

so that the reconstruction can generalise across different acquisition devices. Variational

auto-encoders have a stochastic latent space, so sampling the latent space produces a range

of possible reconstructions.

Alternatively, deep-image-prior (DIP) methods use an untrained convolutional network

to regularise an iterative reconstruction, thereby using the structure of the convolutional

network to favour reconstructions which are visually plausible. Most DIP approaches use

MAP estimation. However, Narnhofer et al [110] use a Bayesian neural network as a DIP.

They ensemble several iterative reconstruction processes, each with a different starting point.



38 CHAPTER 3. VARIATIONAL TOMOGRAPHY: THEORY AND PRACTICE

The starting points are generated by taking independent samples from the DIP generator,

meaning that pixel-wise mean and uncertainty estimates can be determined from the mean

and variance of the numerous final reconstructions. There is a compromise inherent in this

proposal; to determine the mean and uncertainty accurately a large number of reconstruc-

tions are required, but a large number of reconstructions mean that computation time will

increase linearly because each reconstruction process is independent. Thus the ensembling

approach becomes computationally expensive when a physically expressive algorithm such

as FWI is used.

Neural-network-based methods can produce excellent reconstructions and they have fast

uncertainty estimation, but such data-to-model approaches are sensitive to small changes in

the data [134]. Further issues with the data-to-model approach include the large memory

footprint of neural networks (which could exclude 3-D tomographic reconstruction), a need

for large paired training datasets, and poor generalisation across imaging devices. Most

concerning is that models designed around neural networks can hallucinate features into

the reconstruction [135]. Hallucination seems to be most significant for the DIP approach,

suggesting that training can mitigate this problem.

Finally, Monte-Carlo algorithms are a popular class of methods to solve Bayesian infer-

ence. Unfortunately, Monte-Carlo has a comparable computational cost to Hessian-based

approaches and, therefore, it can be used in Geophysical tomography [78], [99] but not med-

ical tomography, which has stricter time constraints. A potentially cheaper technique is the

stochastic gradient Langevin dynamics algorithm, which has been applied to PET recon-

struction [136]. Stochastic gradient Langevin dynamics couples stochastic gradient descent

to a normally distributed Monte-Carlo sampler. The step-size of the stochastic gradient is

reduced as the iterations progress so that the Monte-Carlo sampling term dominates the

final set of reconstructions. The mean and uncertainty are calculated from this final set

of reconstructions. Unfortunately this algorithm is challenging to implement because it

is difficult to specify an appropriate step-size schedule. Thus, it is practically difficult to

tune the step-size schedule and the optimal schedule is believed to have slower asymptotic

convergence than some MCMC solvers [137].
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In contrast, this chapter applies stochastic variational inference directly to tomographic

reconstruction algorithm, a scheme called variational tomography (VT). Of particular in-

terest is FWI due to its significant potential in medical imaging (see Chapter 1 for details),

so VT is applied to FWI as an illustrative example. VT-FWI consists of Bayesian model

that produces a MAP estimator, which is equivalent to the standard FWI estimator, and

an additional uncertainty estimate, which can be calculated with little additional compu-

tational cost. More sophisticated approximations of the posterior are possible, albeit with

greater computational cost. Thus, VT-FWI approach produces two images, an image recon-

struction that is comparable to the standard FWI approach and a variance reconstruction

which provides a pixel-wise estimate of the variance. The VT approach that is described is

not limited to FWI and can be applied to other tomographic reconstruction algorithms or

adjoint methods.

In the Theory (Section 3.2), an introduction to Frequentist and Bayesian methods is

presented in the context of FWI. Initially, this focuses on the theory of the Frequentist max-

imum likelihood estimation approach. This is the traditional, statistical basis for iterative

tomographic reconstruction. It is emphasised that minimising a data-fit function with the

form of an L2-norm is statistically equivalent to maximising a likelihood function with a

Gaussian form. Then, the Bayesian stochastic variational inference method is described in

detail, with emphasis on the choice between the score-function or the reparameterisation

approach. Finally, in the Method (Section 3.3), the reparameterisation approach is applied

in FWI using a mean-field Gaussian approximation to describe the pixel-wise distribution

of the reconstructed image. The application of mean-field SVI to FWI produces an update

for the mean which is equivalent to the standard FWI estimator, and an update for the

variance which provides uncertainty with no additional computational cost. The results

show variance reconstructions for an FWI inversion of the MIDA dataset [126]. The effect

of prior information is assessed, although the prior is used implicitly (i.e. as a starting point

for the optimisation) rather than explicitly (i.e. as a constraint). Finally, the dependence

of the posterior on the hyperparameters of the optimisation algorithm is discussed.
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3.2 Theory

This section presents a technical introduction to two statistical methods; maximum likeli-

hood estimation, which is the basis of traditional reconstruction, and stochastic variational

inference, which is relevant to the development of the method in Section 3.3. In addition,

the discussion of MLE and SVI will contextualise their use in tomography and adjoint meth-

ods. The link between iterative tomographic reconstruction and MLE has been explored by

others [104], [106], but this interpretation is not explicitly discussed in the FWI literature.

Furthermore, although iterative reconstruction has become popular across tomography, un-

certainty estimation has not achieved widespread use due to the computational cost involved

in estimating the Hessian of the likelihood function.

Full-waveform inversion for ultrasound tomography is of specific interest. Ultrasound

tomography seeks to invert observed wavefield data to obtain a pixel-wise estimate of the

sound-speed of an object. Observed wavefield data is produced by measuring pressure

changes on the surface of a transducer, herein referred to as a receiver. The pressure wave-

field originates at a source (also a piezo-electric transducer), which produces a pressure

disturbance in its surroundings. The disturbance propagates away from the source and

is modulated by a sample, or patient, before it arrives at the receiver. In other applica-

tions the sources and receivers can use different methods to produce and record wavefield

disturbances, this can include recording displacement rather than pressure.

3.2.1 The maximum likelihood interpretation of FWI

FWI is a reconstruction algorithm that uses a model of the physics to simulate a wavefield.

A popular choice of physics model is the acoustic wave-equation, whose operator □(c) is

defined,

□(c) =

[
c−2 ∂2

∂t2
−∇2

]
(3.1)

This is also known as the d’Alembert operator. The acoustic wave-equation operator is

dependent on a set of acoustic sound speeds c, which are usually time-constant but spatially
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inhomogeneous.

In general, the ground-truth physics is modelled using a partial differential equation

operator H(·) with model parameters m. Together, the operator, the model parameters,

and a source disturbance ς(xs, t), can be solved to simulate the propagation of a wavefield,

H(m)up(x, t;m,xs, ς) = ς(xs, t) (3.2)

where the simulated wavefield up(x, t) is commonly referred to as the predicted wavefield.

In the case of US-CT, the source disturbance is the time-varying pressure on the surface

of the emitting transducer. Clearly, the source disturbance is non-zero only at the source

positions xs. Similarly, the wavefield cannot be measured throughout the imaging region.

Instead, predicted wavefield data dp(xr, t) are extracted from the wavefield up(x, t) at the

receiver positions xr such that,

dp(xr, t;m,xs, ς) = up(xr, t;m,xs, ς) (3.3)

Thus Equation 3.2 is a time dependent map from the model parameters to the wavefield

data. This means a further model can be defined,

L(m; t, xr, xs, ς) = dp(xr, t;m,xs, ς) (3.4)

where L(m) is a non-linear predictor, which maps the model parameters to the predicted

wavefield data for a particular time position, receiver position, source position, and source

disturbance. In practice, a numerical simulator (for example, finite-difference, finite-element,

etc. [90]) can be used to solve Equations 3.2 and 3.3 so that predicted wavefield data are

simulated from a set of model parameters.

The predictor can estimate the observed wavefield data d(xr, t, xs, ς) such that,

d = L(m) + γ (3.5)

which differs from the output of the predictor by an error γ. Note that the fixed parameters
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have been dropped for compactness. By a simple rearrangement we obtain,

γ = d− L(m) (3.6)

Now, consider an experiment where a pressure disturbance is produced at a source. The

disturbance propagates from the source to the receivers, and is modulated by the parameters

of the materials between them. The observed wavefield data d(xr, t) is the measurement of

the pressure at the receivers. In this example, the model parameters are fixed, but other

uncontrolled variables might alter the measurement in a random manner. Thus, the observed

wavefield data d is a random function of the fixed model parameters m of the sample.

Conventional FWI assumes the model parameters m are known and that the error follows

a Gaussian distribution, so Equation 3.6 can be used to define a probability distribution

p(D|m) with mean 0 and variance Σ2, where D is the set of all the measurements of the

observed wavefield data D = {d}.

A different situation arises when solving the inverse problem. In this case, the model

parameters are varied in order to maximise the estimated probability of some fixed observed

wavefield data. Thus, the output is no longer a true estimate of the probability of the data

because the true model parameters are unknown. However, the probability distribution of

the error provides the structure for the relationship between the observed wavefield data

and the model parameters. Hence, Equation 3.6 is used to define a deterministic function

L(D|m) which describes the likelihood of the data given the model parameters. Assuming

the true error is Gaussian distributed, then the likelihood function for a particular model

parameter estimate is,

L(D|m) = det(2πΣ2)−
1
2 exp

{
−1

2
[γT Σ−2 γ]

}
(3.7)

and, by inserting the definition of the error from Equation 3.6,

L(D|m) = det(2πΣ2)−
1
2 exp

{
−1

2
[d− L(m)]T Σ−2 [d− L(m)]

}
(3.8)

The maximum of the likelihood function is found by optimisation with respect to the
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model parameters such that,

m̂ = argmax
m

det(2πΣ2)−
1
2 exp

{
−1

2
[d− L(m)]T Σ−2 [d− L(m)]

}
(3.9)

where m̂ is optimum set of model parameters, also known as the maximum likelihood es-

timator.

As the Equation 3.7 has the form f(γ) = exp(−γT γ), the magnitude of the function

decreases as the magnitude error increases, meaning that an equivalent but numerically

simpler process is to maximise the data-fit directly,

m̂ = argmax
m
−1

2
[d− L(m)]T [d− L(m)] (3.10)

where it is also assumed that Σ2 = I and I is the identity matrix.

This data-fit function is a popular choice for FWI [15], [71], [138], and the same pro-

cess can be followed for any system described by a physical model L(m). Thus, we have

demonstrated that many FWI approaches assume the observed wavefield data are Gaussian

distributed.

The most important implication of this section is to justify the adoption a Bayesian

likelihood with a Gaussian form in Section 3.3.2. We have demonstrated that this choice

is consistent with the approximations adopted for traditional iterative reconstruction. Fur-

thermore, a no-cost uncertainty estimator can be found using the Bayesian setting. This

is in contrast to previous work, which has used the Hessian of the likelihood function to

estimate variances associated with tomography. Obtaining variance via the Hessian is con-

sistent with an MLE interpretation of tomography as these variance estimates are found

using the Cramer-Rao lower bound [104], [106]. However, Hessian based approaches are too

numerically expensive to achieve wide-spread use.
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3.2.2 The variational Bayesian interpretation of FWI

Variational inference is a method to solve Bayes’ equation by gradient-based optimisation.

Because the MLE approach also uses gradient-based optimisation, variational inference is

more comparable to the MLE-based approach than alternative Bayesian methods such as

Monte-Carlo sampling. To introduce variational inference, we start by deriving the evidence

lower bound (ELBO), which underlies all variational inference. Finally, we discuss the two

solutions of the ELBO which encompass stochastic variational inference.

Variational inference is a Bayesian method. In the context of FWI, Bayes’ equation can

be written as,

p(m|D) = p(D|m)p(m)

p(D)
(3.11)

where the 4 terms present are: the posterior distribution p(m|D), the prior distribution

p(m), the evidence distribution p(D), and a conditional distribution p(D|m) which can be

interpreted as a likelihood function for fixed D.

Previously, we stated that MLE seeks to obtain a point-estimate m̂ at the optimum of the

likelihood function. In contrast, Bayesian methods seek to obtain a distribution, called the

posterior distribution p(m|D), which describes the distribution of a set of model parameters

m based on a set of observed measurement data D = {d}. Moments (i.e. mean, variance)

can be obtained directly from the posterior distribution, which means that, in comparison

to MLE, Bayesian methods can obtain additional information from the measurement data

without requiring the computationally expensive Hessian. Similar to the previous section,

p(D|m) can be interpreted as a likelihood function for fixed D. Section 3.3 demonstrates that

this likelihood function can also use a Gaussian approximation. The prior distribution p(m)

describes the expected distribution of the model parameters before any data is observed.

When multiplied together using the law of total probability, the prior and likelihood are

collectively called the joint distribution p(m,D) such that p(m,D) = p(D|m)p(m). The

evidence is the marginal of the joint distribution, which is defined symbolically below.

The aim of Bayesian methods is to obtain an estimate of the posterior distribution using

known estimates of the likelihood, prior and evidence. This is difficult to achieve for most
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inverse problems because the number of model parameters means the evidence is numerically

intractable. To illustrate this, consider that the evidence is obtained by marginalising the

joint distribution p(D,m) over the model parameters,

p(D) =
∫
m

p(D,m) dm (3.12)

which can be rearranged using the law of total probability,

p(D) =
∫
m

p(D|m) p(m) dm (3.13)

The numerical integration, which is required to solve Equation 3.13, is intractable due

to the number of combinations of model parameters, which also means the posterior is

intractable. Exceptions occur when the prior and likelihood have analytical expressions

which are conjugate (i.e. they come from related distributional families, for example, when

both distributions are Gaussian). In this case, analytical solutions to Bayes’ equation can

be found which are relatively inexpensive to invert, such as by a Gaussian process.

Another class of solvers are Monte-Carlo methods which sample the posterior directly

such that,

qMC(m|D) =
1

C

N∑
i

p(D|m(i))p(m(i)) (3.14)

where qMC(m|D) is the Monte-Carlo estimate of the posterior, p(m(i)) ∼ p(m) is a sample

from the prior distribution, and C is a normalising constant. Thus, samples from the

prior distribution p(m) are used to calculate the joint estimate p(m,D), from which the

Monte-Carlo approximation to the posterior can be calculated directly by summing over

multiple samples. Note that the evidence distribution has been replaced by the normalising

constant C, which simply scales the output distribution into the range between 0 and 1.

As the number of samples increases, the approximate Monte-Carlo posterior qMC(m|D)

will converge to the true posterior p(m|D). Monte-Carlo methods can be effective, but

they are fundamentally limited because they need at least tens of samples per parameter.

This makes Monte-Carlo methods computationally expensive, and often intractable, for high
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dimensional problems such as tomography.

An alternative approach is variational inference, which tries to solve Bayes’ equation us-

ing gradient-based optimisation methods. Variational inference seeks to compare an approx-

imating distribution q(m) to the posterior distribution p(m|D) by using the Kulback-Leibler

(KL) divergence,

KL[q(m) || p(m|D))] =
∫
m

q(m) ln

[
q(m)

p(m|D)

]
dm (3.15)

At this point the approximating distribution has no specific form, for example it could

be parametric or non-parametric, mono-modal or multi-modal. Later, we will make some

assumptions about the structure of the distribution to make the problem tractable. For

now, we note that the optimal approximate distribution q∗(m) is found at the minimum of

the KL divergence,

q∗(m) = min
q(m)

KL[q(m) || p(m|D))] (3.16)

This formulation leaves two unsolved problems:

1. The posterior p(m|D), as mentioned above, is intractable.

2. Performing gradient descent with respect to a distribution (i.e. the derivative with

respect to the approximating distribution q(m)) is not well defined.

Problem I: The evidence lower bound, commonly referred to as the ELBO, provides

the solution to problem (i). To find the ELBO, start by using Bayes’ equation p(m|D) =

p(m,D)/p(D) to split the posterior in Equation 3.15 such that,

KL[q(m) || p(m|D))] = ln p(D) +
∫
m

q(m) ln

[
q(m)

p(m,D)

]
dm (3.17)

Note that the logarithm of the evidence distribution is always negative because probab-

ilities are bounded from 0 to 1 and that, by definition, the KL-divergence is positive;

KL[q(m) || p(m|D))] ⩾ 0 (3.18)
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Therefore, by applying this definition to Equation 3.17, we have,

ln p(D) ⩾ −KL[q(m) || p(m,D))] (3.19)

which defines the evidence lower bound. Finally, observe from Equation 3.17 that ln p(D) =

−KL[q(m) || p(m,D)] if, and only if, KL[q(m) || p(m|D))] = 0. Therefore, the maximum of

the evidence lower bound occurs if, and only if, the approximating distribution is equal

to the posterior distribution. Thus, an new optimisation problem (which is equivalent to

Equation 3.16) is obtained such that,

q∗(m) = max
q(m)

KL[q(m) || p(m,D)]

= max
q(m)

∫
m

q(m) ln

[
q(m)

p(m,D)

]
dm

(3.20)

Because this KL-divergence is taken with respect to the joint distribution p(m,D) rather

than the posterior p(m|D), any explicit dependence on the evidence distribution p(D) has

been removed from the optimisation problem. Therefore, the marginalisation of the joint

distribution (from Equation 3.13) is no longer required and we find that Equation 3.20 can be

solved numerically. Section 3.3 deals with the practical aspects of specifying each distribution

such that they are tractable for FWI, meaning that we can conclude the discussion of problem

(i).

Problem II: There are several approaches to solve problem (ii). Two of these approaches

are classed as stochastic variational inference (SVI) and seek to replace the approximating

distribution q(m) with a parametric equivalent q(m;λ), where λ are a set of parameters

describing the distribution. This means that the optimisation problem can be posed to op-

timise the ELBO with respect to the parameters of the approximating distribution rather

than the distribution itself. Therefore, consider that we can choose a parametric approxim-

ating distribution q(m;λ) (e.g. the binomial distribution, the Gaussian distribution, etc.),

and adjust Equation 3.20 such that,
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q∗(m|λ) = argmax
λ

KL[q(m;λ) || p(m,D)]

= argmax
λ

∫
m

q(m;λ) ln

[
q(m;λ)

p(m,D)

]
dm

(3.21)

The aim is to update the approximating distribution using the gradient of the KL-

divergence in Equation 3.21. Both of the SVI methods discussed below will obtain the

gradient by Monte-Carlo estimation but, in contrast to direct Monte-Carlo estimation of the

posterior (i.e. Equation 3.14), we will use a Monte-Carlo method to estimate the gradient of

the ELBO (as defined in Equation 3.21). Monte-Carlo methods sample from a distribution

so that the approximate moments of the distribution can be estimated. In this case, the

Monte-Carlo method allows the first moment (i.e. the expectation or mean) of the ELBO

to be estimated.

To obtain the Monte-Carlo estimate of the gradient, first it is necessary to reinterpret

Equation 3.21 as an expectation such that,

KL[q(m;λ) || p(m,D)] = Eq(m;λ)

[
ln

{
q(m;λ)

p(m,D)

}]
(3.22)

Thus, a gradient of the ELBO can be taken with respect to the parameters λ of the

optimisation,

∇λEq(m;λ)

[
ln

{
q(m;λ)

p(m,D)

}]
= ∇λ

∫
m

q(m;λ) ln

{
q(m;λ)

p(m,D)

}
dm (3.23)

Superficially, it appears that we can calculate the gradient of the ELBO by taking the

expectation of the gradient of the term in the logarithm such that,

Eq(m;λ)

[
∇λ ln

{
q(m;λ)

p(m,D)

}]
=

∫
m

q(m;λ)∇λ ln

{
q(m;λ)

p(m,D)

}
dm

̸= ∇λEq(m;λ)

[
ln

{
q(m;λ)

p(m,D)

}] (3.24)

Unfortunately, it is apparent that this operation is not valid because of the dependence
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of the expectation on the approximating distribution itself. This means that the estimator

on the right hand side of Equation 3.24 is biased relative to the estimator defined in Equa-

tion 3.23. In other words, a gradient of the ELBO with respect to the parameters of the

approximating distribution ∇λ cannot be exchanged with the expectation term, because

the expectation is implicitly dependent on an integrand which contains the approximating

distribution such that Eq(m;λ) [ f(m) ] =
∫
q(m;λ)f(m)dm.

Alternatively, the score function approach [113] rearranges Equation 3.22 to find an

unbiased estimator of the ELBO. Using the chain rule and a method called the log-derivative

trick, in which the relationship ∇xf(x) = f(x)∇x ln[f(x)] is used, we obtain an unbiased

estimate of the gradient of the ELBO,

∇λEq(m;λ)

[
ln

{
q(m;λ)

p(m,D)

}]
=

∫
m

q(m;λ)∇λ ln

{
q(m;λ)

p(m,D)

}
dm

+

∫
m

q(m;λ) ln

{
q(m;λ)

p(m,D)

}
∇λ ln {q(m;λ)} dm

= Eq(m;λ)

[
∇λ ln

{
q(m;λ)

p(m,D)

}]
+ Eq(m;λ)

[
ln

{
q(m;λ)

p(m,D)

}
∇λ ln {q(m;λ)}

]
(3.25)

Because the estimator in Equation 3.25 is unbiased, we can take a Monte-Carlo estimate

of the gradient. Thus, the approximating distribution is sampled so q(m(i);λ) ∼ q(m;λ), and

the integral in Equation 3.25 can be replaced with an asymptotically equivalent operation,

namely the discerete sum over the samples, such that,

∇λEq(m;λ)

[
ln

{
q(m;λ)

p(m,D)

}]
≈ 1

N

N∑
i

∇λ ln

{
q(m(i);λ)

p(m(i),D)

}

+
1

N

N∑
i

ln

{
q(m(i);λ)

p(m(i),D)

}
∇λ ln

{
q(m(i);λ)

}
(3.26)
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Unfortunately, the score function estimator has high variance because the probabilities

are bounded from 0 to 1 and the logarithm tends to infinity when its argument tends to

zero, a situation which occurs in the first part of the second expectation in Equation 3.26.

This can slow the convergence of the algorithm because the direction of successive gradient

estimates becomes unstable.

An alternative approach is to use the reparameterisation trick [112], [114], [139], [140].

During reparameterisation, the parametric approximating distribution q(m;λ) is trans-

formed into a deterministic function g(·) of another distribution q(ϵ) with parameters {λ}

such that,

q(m;λ) = g[{λ}, q(ϵ)] (3.27)

As an example, consider a Gaussian distribution where the approximating distribution

N (µ,Σ) can be transformed into the standard normal distribution N (0, 1) using,

N (µ,Σ) = g[ {µ,Σ}, N (0, 1) ]

= [ΣT N (0, 1)] + µ

(3.28)

where the parameters of the transform λ are the mean vector µ and standard deviation

matrix Σ.

The reparameterisation trick means that the gradient of the ELBO can be taken with

respect to the parameters of the transform,

∇λEq(m;λ)

[
ln

{
q(m;λ)

p(m,D)

}]
= ∇λ

∫
ϵ

q(ϵ) ln

{
g[λ, ϵ]

p(g[λ, ϵ],D)

}
dϵ (3.29)

where the shorthand g[{λ}, q(ϵ)] ≡ g[λ, ϵ] is used. Splitting the expression into a regularisa-

tion term and a likelihood term gives,
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∇λEq(m;λ)

[
ln

{
q(m;λ)

p(m,D)

}]
= ∇λ

∫
ϵ

q(ϵ) ln

{
g[λ, ϵ]

p(g[λ, ϵ])

}
dϵ

−∇λ

∫
ϵ

ln {p(D | g[λ, ϵ])} dϵ
(3.30)

By rearranging the expression, taking the derivative through the integrand, and using

the chain rule, we find,

∇λEq(m;λ)

[
ln

{
q(m;λ)

p(m,D)

}]
=

∫
ϵ

q(ϵ)∇g ln{g[λ, ϵ]}∇λ g[λ, ϵ] dϵ

−
∫
ϵ

q(ϵ)∇g ln{p(g[λ, ϵ])}∇λ g[λ, ϵ] dϵ

−
∫
ϵ

q(ϵ)∇g ln {p(D | g[λ, ϵ])}∇λ g[λ, ϵ] dϵ

(3.31)

and, finally, taking a Monte-Carlo estimate with respect to the new distribution,

∇λEq(m;λ)

[
ln

{
q(m;λ)

p(m,D)

}]
=

1

N

N∑
i

∇g ln{g[λ, ϵi]}∇λ g[λ, ϵi] dϵ

− 1

N

N∑
i

∇g ln{p(g[λ, ϵi])}∇λ g[λ, ϵi] dϵ

− 1

N

N∑
i

∇g ln {p(D | g[λ, ϵi])}∇λ g[λ, ϵi]

(3.32)

This is called a pathwise gradient estimator. It is less flexible than the score function

estimator, because it requires a parametric transform from a standard distribution, but in

Section 3.3 the pathwise estimator is used because it is faster to converge and has lower

variance.

3.3 Method

Variational inference allows us to avoid the computationally intractability of the evidence

by arranging Bayes’ equation (Equation 3.11) such that it can be solved by specifying only
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the prior distribution, approximating distribution, and likelihood function. It is practical to

parameterise these distributions in a number of ways, but the simplest statistical model is

to assume that all of the distributions have mean-field Gaussian form. This means that the

distributions are easy to specify and solve, but also that they won’t provide a true estimate

of the variance because the mean-field Gaussian ignores correlation between the pixels. The

subtleties of this approximation are discussed in Section 4.4.

Below, we present the mean-field Gaussian solution for FWI which can be repurposed to

solve other forms of tomography and adjoint methods with limited effort. The mean-field

Gaussian produces a mean update, which is similar to standard FWI (for a summary of

standard FWI see Section 3.2.1), and a variance update, which has no additional computa-

tional cost compared to standard FWI. This proof is the main contribution of this paper.

Because VT does not alter the forward or inverse simulators, I expect that VT will generalise

to other iterative tomographic reconstruction algorithms, for example which use ray tracing

for simulation.

3.3.1 An optimisation perspective

It is common to interpret FWI as a local optimisation process with respect to an objective

function, where the objective function includes data-fit terms and excludes regularisation

terms [15]. Any correct Bayesian interpretation of FWI must include a consideration of prior

information and would use regularisation, for example see Section 7.1. However, correctly

incorporating prior information is complex and problem specific [133], which would add

additional complexity to this work. Instead we will consider the correct incorporation of

prior information in future work. Therefore, it is expedient to consider the estimation of the

parameters of the approximating distribution purely as an optimisation process. Rewriting

Equation 3.22 such that,

Eq(m;λ)

[
ln

{
q(m;λ)

p(m,D)

}]
= −

∫
ϵ

q(ϵ) ln {p(D |m)} dϵ

+

∫
ϵ

q(ϵ) ln

{
q(m;λ)

p(m)

}
dϵ

(3.33)
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it is clear [133] that this expression is equivalent to an optimisation with an objective function

of the form,

Eq(m;λ)

[
ln

{
q(m;λ)

p(m,D)

}]
= −L(m) + aS(m) (3.34)

where the constant a has been introduced. This constant modulates the importance of the

data-fit term L relative to the regularisation term S. In practice, the constant is adjusted

as a hyper-parameter of the optimisation process. In our analysis we choose a = 0, which is

a common choice for FWI [15]. Therefore, the full gradient expression, shown in Equation

3.32, can be simplified to,

∇λEq(m;λ)

[
ln

{
q(m;λ)

p(m,D)

}]
= −

∫
ϵ

q(ϵ)∇g ln{p(D|g[λ, ϵ])}∇λg[λ, ϵ]dϵ (3.35)

In the following, Equation 3.35 is used as the starting point for the calculation of the

gradients with respect to the mean and standard deviation. This will produce solutions for

the approximate posterior which are strictly incorrect, but these solutions are illustrative of

the broader technique and have some useful properties.

3.3.2 The mean-field Gaussian approximation

Starting with the prior distribution p(m), assuming it has a mean-field Gaussian paramet-

erisation, and using Equation 3.28 we find,

p(m) = [ΣT
prior q(ϵ)] + µprior (3.36)

The prior information is not used for regularisation and only to start the reconstruction

process. The prior distribution is a special case of the approximating distribution. In general

the approximating distribution is,
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q(m;λ) = [ΣT q(ϵ)] + µ (3.37)

where λ = {µ,Σ} are the variational parameters and q(ϵ) = N (0, I) is a vector whose

elements are samples from the standard normal distribution.

Now, only the likelihood distribution remains to be specified. When describing standard

(MLE) FWI, we demonstrated that a data-fit function using the L2-norm is equivalent to

a Gaussian likelihood function. Therefore, we will make a comparable choice and use a

standard normal Gaussian likelihood function, which leads to the expression,

ln{p(D | g[λ, ϵ] )} =

ln

(
trace(2πI)−

1
2 exp

{
−1

2
[d− L(m)]T [d− L(m)]

}) (3.38)

The exponential term in the definition of the Gaussian cancels with the logarithm and

we obtain the data-fit,

ln{p(D | g[λ, ϵ] )} = 1

2
[d− L(g[λ, ϵ])]T [d− L(g[λ, ϵ])] (3.39)

where q(m;λ) = g[λ, ϵ] using the reparameterisation trick. The variational inference likeli-

hood is still a function of the model parameters, but the model parameters are specified by

the approximating distribution and, in turn, the approximating distribution is a determin-

istic function of the two variational parameters.

For acoustic FWI, the model parameters are the acoustic sound speed m = c discretised

into pixels and, therefore, the approximating distribution is over the acoustic sound-speed of

each pixel. In Geophysics it is common to extend acoustic FWI to include anisotropy [119],

such that each sound speed “pixel” becomes a vector, or density, as an additional parameter

[71]. In the case of density, a promising approach could be to use an empirical relationship

with sound speed [141], which is already a well-established for different tissues [29] and

could be incorporated into the prior. The inclusion of these parameters can increase the

ill-posedness of the problem [15], so the scalar, mono-parameter case is used for this thesis.
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Together, these functions describe a statistical model which can be solved by taking path-

wise derivatives of the likelihood function with respect to the parameters of the mean-field

Gaussian approximating distribution.

Gradient with respect to the mean: Taking Equation 3.35 the update for the mean

parameter is,

∂

∂µ
ln p(D | g[λ, ϵ] ) = ∂

∂g
ln p(D | g[λ, ϵ] ) ∂

∂µ
g[λ, ϵ]

=
1

2

∂

∂g
[d− L(g)]T [d− L(g)]

∂

∂µ
(µ+ΣT q(ϵ))

(3.40)

Then, using the numerator form of the multi-variable chain rule duT v
dm = uT dv

dm + vT du
dm ,

and the relationship AT B = BT A, we obtain,

∂

∂µ
p(D | g[λ, ϵ] ) =

(
∂L

∂g

)T

[d− L(g)] (3.41)

Finally, taking a sample from the approximating distribution mi ∼ g[λ, ϵ] means,

∂

∂µ
p(D |mi ) =

(
∂L

∂mi

)T [
d− L

(
mi
)]

(3.42)

Therefore, the iterative process to obtain the mean is,

µ = µ− τ∆m (3.43)

where ∆m = ∂
∂µ p(D |mi ) and τ is the step length. Section 3.4 shows that this thesis

determines step length by a grid-search. However, other strategies for determining the step

length are used in numerical optimisation. One strategy is to view the gradient descent

as a Newtonian optimisation scheme, which means that the step length represents a scalar

approximation of the Hessian (i.e. τ ≈ ∇2L(D|m)) and has a bound determined by the

Lipschitz constant. Further details are available in [142], (pages 42-44).

Note that by assuming q(ϵ) = 0, then g(λ, ϵ) = µ. Thus, the standard, deterministic,

FWI algorithm is returned from the mean update when q(ϵ) = 0. In addition, the Monte-
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Carlo sample mi is not a probability (i.e. bounded from 0 to 1) because we are not dealing

directly with the probability distribution q(m;λ) = g[λ, ϵ]. Instead, the function g[λ, ϵ] is

used to obtain the sound-speed estimate, which corresponds to a probability q(ϵi) ∼ q(ϵ).

Gradient with respect to the standard deviation: Similarly, we find the standard

deviation by taking the derivative with respect to the standard deviation parameter Σ,

∂

∂Σ
ln p(D | g[λ, ϵ] ) = ∂

∂g
ln p(D |g[λ, ϵ] ) ∂

∂Σ
g[λ, ϵ]

=
1

2

∂

∂g
[d− L(g)]T [d− L(g)]

∂

∂Σ
(µ+ΣT q(ϵ))

(3.44)

Taking the derivatives of the expressions means,

∂

∂Σ
ln p(D | g[λ, ϵ] ) = [d− L(g)]T

(
∂L

∂g

)
q(ϵ) (3.45)

This expression can be rearranged using the relationship AT BC = CT BT A, such that,

∂

∂Σ
ln p(D | g[λ, ϵ] ) = q(ϵ)T

(
∂L

∂g

)T

[d− L(g)] (3.46)

Finally, sampling from the standard normal distribution ϵi ∼ q(ϵ), we have

∂

∂Σ
p(D |mi ) = (ϵi)T

(
∂L

∂mi

)T

[d− L(mi)] (3.47)

This gradient provides the update for the standard deviation. Therefore the iterative

process to obtain the standard deviation is,

Σ = Σ− (τ) (ϵi)T ∆m (3.48)

where τ is the step length, which has the same value as in Equation 3.43.

Because uncertainty is equal to the variance of the distribution, we take the square of

the standard deviation image (Σ2) once the iterative process has completed.
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In the statistical model above, the mean-field approximation is used to simplify the de-

scription. However, researchers often have an interest in the covariance of the model para-

meters. We will propose a model-based approach to this in Section 4.4.3 and Chapter 7, but

it is also possible to specify a full Gaussian for the approximating distribution (Equation

3.37). This is done by enumerating the off-diagonal elements of the variance matrix (also

called the covariance matrix), and then the usual derivation can be followed as above.

3.3.3 The adjoint-state method and stochastic variational inference

The Fréchet derivatives (∂L/∂g) in Equations 3.41 and 3.46 are computationally expensive

because a numerical simulation of the wavefield propagation must be run for each model

parameter g in turn. In practice, FWI uses an adjoint-state method to make the gradient

computationally tractable. Now, we will show how the adjoint-state method can be applied

to the standard deviation gradient in Equation 3.46.

Starting with the expression for the forward problem in Equation 3.2,

ς(xs) = H(m)up(m)

take the derivative of both sides with respect to m and rearrange,

∂up(m)

∂m

T

= up(m)T
∂H(m)

∂m

[
H(m)−1

]T
(3.49)

Note that ∂L(m)
∂m =

∂up(m,xr)
∂m . Then, using the probabilistic notation (q(m;λ) = g[λ, ϵ])

and inserting Equation 3.49 into the standard deviation update (Equation 3.46) yields,

∂

∂Σ
p(D | g[λ, ϵ] ) = q(ϵ)up(g)

T ∂H(g)

∂g

[
H(g)−1

]T
[d− L(g)] (3.50)

In addition, we can define a new wavefield, called the adjoint wavefield, by rearranging

Equation 3.2 such that,

uadj(m) =
[
H(m)−1

]T
ςadj(xr) (3.51)
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Using the probabilistic notation, defining an adjoint source d − L(g) = ςadj(xr), and

applying the stochastic operator H(g)−1 to the source, the adjoint wavefield uadj(g) can

defined as,

uadj(g) =
[
H(g)−1

]T
[d− L(g)] (3.52)

Finally, using this definition it becomes apparent that the last two terms in Equation

3.50 represent a new wavefield propagating from the receivers to the source,

∂

∂Σ
p(D | g[λ, ϵ] ) = q(ϵ)Tup(g)

T ∂H(g)

∂g
uadj(g)

= q(ϵ)T∆m

(3.53)

This is called the adjoint wavefield because it has terminal conditions, which are the

difference between the observed and predicted wavefield data at the receivers, and is cal-

culated by backwards time-stepping [138]. Therefore the Fréchet derivatives in Equations

3.41 and 3.46 can be calculated by calculating the zero-lag correlation between the predicted

wavefield and the adjoint wavefield, and it is computationally efficient to do this at each

time-step in a backwards time-stepping scheme. See section 2.3 for a visual description.

A similar analysis finds that the adjoint-state equation for the mean in Equation 3.41 is,

∂

∂µ
p(D | g[λ, ϵ] ) = up(g)

T ∂H(g)

∂g
uadj(g)

= ∆m

(3.54)

This derivation demonstrates that the adjoint-state method calculation, required for

the gradient with respect to the mean (Equation 3.54), can be recycled when calculating

the gradient with respect to the standard deviation (Equation 3.53). This means that the

computational cost of the standard deviation gradient is minimal.

The mean-field Gaussian pathwise derivative estimator is also simple to implement. Al-

gorithm 1 outlines the practical aspects required to implement standard FWI and Algorithm
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Algorithm 1 Full-waveform inversion

Input: m, ς, xs, xr

Returns: m

1: while n ⩽ nmax do
2: L(m) = forward(m, ς, xs, xr)

(Equation 3.2)
3: Γ = || d− L(m) | |22
4: ∆m = adjoint(m, ς, xs, xr,Γ)

(Equation 3.54)
5: m← m+∆m

Algorithm 2 Full-waveform inversion
using Stochastic Variational Inference

Input: µ,Σ, ς, xs, xr

Returns: µ,Σ

1: while n ⩽ nmax do
2: ϵi ∼ N (0, I)
3: mi = µ+Σ · ϵi
4: L(m) = forward(mi, ς, xs, xr)

(Equation 3.2)
5: Γ = || d− L(m) | |22
6: ∆m = adjoint(mi, ς, xs, xr,Γ)

(Equation 3.54)
7: µ← µ+∆m

8: Σ← Σ+ ϵ(i) ·∆m

2 outlines the practical aspects required to implement VT-FWI. The major changes between

VT-FWI and standard FWI are highlighted in red. It is apparent that VT-FWI requires

three simple changes to the standard FWI approach. The important changes are in line 3,

where a sample from the distribution over the model parameters in introduced, and line 8,

where the update for the variance is implemented.

3.3.4 The MIDA in-silico dataset

The inversion was performed using in-house FWI software written in Python, details in

Section 2.4. The software used a finite-difference time domain wave equation solver. A

400 × 530 grid with a grid-spacing of 0.5[mm] and a time-step of 0.049[µs] was used. The

source was a 3-cycle tone burst with a centre frequency of 370[kHz]. For the adjoint problem,

this was filtered at 200[kHz]. The aim was to invert the data using a realistic transducer

density, so 240 sources and 240 receivers per source were used. The derivatives of the

acoustic wave equation were approximated by finite difference stencils with time-order 2

and space-order 10 using optimised coefficients (see Section 2.2).

Inversions were performed on a slice of the MIDA head phantom [126], using acoustic

tissue properties taken from the IT’IS database [29]. The forward and inverse simulations

used the same physics, and therefore were susceptible to the inverse crime. However, the

objective of these results is to demonstrate key properties of the VT estimator, which are
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expected to hold regardless of the physical realism of the forward model. In addition, source

normalisation was used. This is a strategy commonly used on real data and, therefore, this

will increase the realism of the reconstruction process.

The update for the tomographic mean reconstruction is described by Equation 3.54 and

the update for the tomographic standard deviation is described Equation 3.53. These up-

dates are applied iteratively as part of a gradient descent optimisation algorithm. Gradient

descent algorithms have several adjustable hyperparameters including the step length, batch

size, number of iterations, and starting point. To illustrate the effect these hyperparameters

have on the reconstructions, step lengths of 2, 5 & 15 and batch sizes of 6, 12, 24, & 48

sources are investigated. Sources are assigned to each batch stochastically. The number of

iterations per epoch varies by batch size; if the batch size 6 then 1 epoch is 40 iterations,

if the batch size 12 then 1 epoch is 20 iterations, if the batch size 24 then 1 epoch is 10

iterations, and if the batch size 48 then 1 epoch is 5 iterations. The same step length is used

for the mean and standard deviation updates. In all cases 192 iterations were completed and

the result from each iteration was visualised. This means itermediate results can be easily

evaluated, but only the final result is shown. The effect of starting point was evaluated by

assuming the prior information is a flat model representing the sound speed of water, or a

complex model which also contains the true location and sound speed of the skull. In all

cases the prior variance is 0.25 [ms−1]2.

Equation 3.53 describes the standard deviation update. This standard deviation has

positive and negative components, so the final result is squared to obtain the variance

reconstruction. The quality of the tomographic variance reconstruction is assessed qualitat-

ively against the absolute error between the tomographic mean reconstruction (µ) and the

ground truth sound speed model (XGT ), where the absolute error (AE) is;

AE =

√
(µ−XGT )

2
(3.55)

This absolute error is also positive by definition, so it is expected that the variance

reconstruction and absolute error should contain qualitatively similar features.
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Hardware Mean update (s) Standard deviation update (s)
CPU 1600± 178 0.0020± 0.0002
GPU 82.9± 0.1 0.0066± 0.0003

Table 3.1: The time taken to compute the mean and standard deviation update on different
devices when batch size is 24.

3.4 Results

Stochastic variational inference is often referred to as doubly stochastic gradient descent be-

cause stochastic gradient descent is used for optimisation and the variance update (Equation

3.47) contains ϵi (i.e. the sample from the standard normal distribution). In machine learn-

ing, SVI can produce unstable updates. Therefore, the stability of the variance estimator is

assessed as a function of starting sound speed, step length, and batch size. In general, the

variance estimates are qualitatively credible compared to the absolute error.

Table 3.1 shows the time required to compute the mean estimator (Equation 3.54) and

the standard deviation estimator (Equation 3.53) during the in-vitro reconstruction. These

updates were calculated on a CPU (Ryzen Threadripper 2950X 16 core, Advanced Micro

Devices, CA) and a GPU (Quadro RTX 8000, Nvidia, CA). Compute time is an average of

10 iterations.

In the case of the GPU, the standard deviation update takes 0.007% of the computaion

time of the mean update. It is clear that the uncertainty estimator has effectively no

computational cost. As expected, the mean update is 19 times slower on the CPU than

the GPU, but the standard deviation update is faster on the CPU than the GPU. This is

probably because the GPU parallelisation cannot compensate for the overhead of transferring

the vector of samples to the GPU. 192 iterations were used for the inversion. However, if 80

iterations were used, the results in Figure 3.1(b) (i.e. the skull prior) do not change.

3.4.1 Starting sound speed

Figure 3.1 shows the dependence of the VT reconstructions on the choice of prior sound

speed. In Figure 3.1(a) the prior sound speed is water. In this case the mean reconstruction

has developed features including a fast skull and contrast between grey and white matter,
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Sound speed (mean) Variance Absolute error

(a) Water prior

(b) Skull prior

m/s (m/s)2 m/s

m/s (m/s)2 m/s

Figure 3.1: (a) The sound speed reconstruction (left), variance reconstruction (centre), and
absolute error (right) for a water start. (b) The sound speed reconstruction (left), variance
reconstruction (centre), and absolute error (right) for a start where the skull is correct.

but the mean reconstruction is inaccurate compared to the ground truth MIDA model. This

is confirmed by the absolute error, which is particularly high in the region of the skull. The

tomographic variance reconstruction correctly represents some features of the absolute error.

First, the tomographic variance is high in the region of the skull. Second, the tomographic

variance is slightly elevated in the brain-skull boundary region, but the correlated noise

throughout the tomographic variance reconstruction makes the boundary region difficult to

discern.

In Figure 3.1(b) the prior contains accurate values for the sound speed of the skull,

which means FWI is able to reconstruct the posterior mean accurately. This is confirmed

by the absolute error, which is higher at the boundaries of the skull, and the finding is

consistent with previous analysis [13]. There are some indications of increased variance at

the boundaries of the skull in tomographic variance reconstruction, for example the right-
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Mean Variance Absolute error

Batch 48
Step 5

Batch 24
Step 5

Batch 12
Step 5

Batch 6
Step 5

m/s (m/s)2 m/s

m/s (m/s)2 m/s

m/s (m/s)2 m/s

m/s (m/s)2 m/s

Figure 3.2: A grid search over batch size. Batch size is optimised between 6 and 48 sources,
step length is 5.

hand side of the skull, but this is not consistent. The tomographic variance reconstruction

is also low in the region of the brain.

3.4.2 Optimisation hyperparameters

Figures 3.2 & 3.3 show a grid search over the hyperparameters of the optimisation algorithm.

Specifically, batch size (i.e. the number of sources used to calculate a single gradient) and

step length (i.e. the scalar multiplier applied to the gradient) are investigated. It is apparent

that step length has more influence on the accuracy of the tomographic variance estimate
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Batch 48
Step 15

Batch 24
Step 15

Batch 48
Step 2

Batch 24
Step 2

Mean Variance Absolute error

m/s (m/s)2 m/s

m/s (m/s)2 m/s

m/s (m/s)2 m/s

m/s (m/s)2 m/s

Figure 3.3: A grid search over step length. Batch size is 24 sources, step length is optimised
between 2 and 15.

than batch size, but both parameters have an effect.

Batch size. When the step length is 5, batch sizes of 6, 12, 24,&48 are investigated. In

this case, the tomographic variance reconstruction has consistent magnitude regardless of

the batch size. The tomographic variance reconstructions also show that the batch size of

48 (corresponding to 20% of the 240 sources) is more uniform than when the batch size is

6, 12, or 24. This minor effect is the result of the 8-fold difference between the batch sizes

of 48 and 6 sources per gradient, and is caused by the smaller batch size introducing more

stochasticity into the gradient estimate. Similar results are apparent when the step length
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is 2; the batch size does not appear to have a significant effect on the tomographic mean

reconstruction and the absolute error. The batch of 48 and step of 5 is the closest visual

approximation of the absolute error.

However, when the step length is 15, the batch size of 24 appears to produce a superior

variance estimate compared to the batch size of 48. This could be associated with the

source normalisation when the gradient is calculated; a batch size of 48 is likely to produce

a gradient with fewer outliers compared to the batch size of 24 once the gradient for each

source has been summed. Using the source normalisation function from Equation 2.21

means that the gradient for batch size 48 is likely to have a larger magnitude because the

maximum absolute value is likely to be smaller than when the batch size is 24. Interestingly,

the absolute error is also slightly lower when the step length is 15 batch size is 24, which

suggests the tomographic mean reconstruction is also more accurate.

Step length. Figure 3.3 also shows the effect of changing step length. It is clear that

the posterior variance is highly susceptible to step length. For example, when the step

length is 2, the tomographic variance reconstructions contain few meaningful features. In

contrast, when the step length is 7, the tomographic variance reconstructions contain too

many regions with a high magnitude. However, when the step length is 4, the tomographic

variance reconstruction correctly localises the region where the absolute error is highest.

3.5 Discussion

The results show that mean-field Gaussian stochastic variational inference is able to pro-

duce numerically stable estimates of the mean for a range of step-lengths and batch sizes.

Therefore, the doubly stochastic gradient descent algorithm is not an inherent barrier to

tomographic uncertainty estimation. This is not necessarily expected because stochastic

variational inference can be unstable without using methods to control the variation of the

gradient estimates [113].

The ability to recycle the adjoint method in Equations 3.53 and 3.54 proves that the

mean-field Gaussian variance estimator is computationally inexpensive. This is because the

additional vector multiplication is computationally efficient. Measurement of the computa-
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tion time for the mean and standard deviation gradients support this finding and show that

the estimator has a negligible cost compared to solving the FWI adjoint method. Indeed,

this shows that the mean-field Gaussian estimator is substantially less computationally ex-

pensive than the Hessian calculation or the ensembling technique. It also has a smaller

memory footprint than Bayesian neural networks.

Note that, if 80 iterations were used, the results in Figure 3.1(b) (the skull prior) do not

change. A greater number of iterations were chosen for two reasons. First, more iterations

provide more opportunity for the mean reconstruction to converge from a water prior. Un-

fortunately, this was not found to be the case. Second, to demonstrate that the variance

reconstruction algorithm does not diverge; taking a large number of samples from the sound

speed distribution means a greater chance of extreme outliers, which could affect the stabil-

ity of the gradient descent. Typically, variance control methods (e.g. box constraints on the

gradient) might be necessary, but this does not appear to be needed. Thus, VT provides a

stable method to estimate the variance of a reconstruction using gradient descent.

3.5.1 Comments on the results

To assess the quality of the variance reconstructions, they are compared to the absolute

error. The absolute error produces a similar result to VT because it has a similar mathem-

atical formulation. Indeed, if the ground truth image is replaced by the mean reconstruction,

then the standard deviation is obtained (see Section 5.2.1 for details). However, the vari-

ational tomography formulation of the standard deviation can have negative directions, so

the variance reconstruction is preferred because it shows the magnitude information only.

Chapter 5 uses standard deviation magnitude. This is visually similar to variance, but is

easier to compare quantitatively to absolute error, a property which is unnecessary for the

qualitative comparisons made here.

Starting sound speed The results in Figure 3.1 suggest that the tomographic variance

accurately reflects features of the absolute error. When the skull prior is available, the

absolute error is lower than when the water prior is used as the starting model. Therefore,

the quality of the tomographic mean reconstruction is dependent on prior sound speed. The
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variance reconstruction correctly demonstrates this; the variance is lower when the skull

prior is used. Furthermore, the variance reconstruction is high in the same locations as the

absolute error, suggesting that the variance estimator is able to correctly locate the regions

of the tomographic mean reconstruction which are furthest from the ground truth. Figure

3.1(a) shows that the tomographic variance is able to localise the regions with high absolute

error when this region is large, but Figure 3.1(b) shows that the tomographic variance

localisation becomes patchy when the regions with high absolute error are narrow. This

might indicate that the resolution of the tomographic variance reconstruction is lower than

the resolution of the tomographic mean reconstruction.

In general, while the variance reconstruction can be compared to the absolute error

overall, there is a lack of strong local correspondence. Poor localisation is discussed again

in the following chapters, but there are likely to be two causes. First, there is correlated

noise in the variance reconstructions. The presence of this correlated noise could indicate a

failing of the mean-field Gaussian approximation and suggests that correctly characterising

the correlation function between the pixels would improve the estimates. A data driven

correlation function is proposed in Chapter 7. Second, the result of the VT tomographic

uncertainty estimate is typically more stochastic than the VT mean estimate. This could be

because the step length is inappropriate, as discussed below, or it could be the result of the

scalar multiplication of the Monte-Carlo sample in the standard deviation gradient (Equation

3.53). The stochastic variation in the variance reconstruction is apparent in Figure 3.2 when

the step length is 5 because the stochastic variation is greater than the effect of batch size

on the result. This variability is discussed again in Chapter 5 and potential improvements

to the sampling algorithm are proposed.

Optimisation hyperparameters To demonstrate the stability of the variance recon-

structions, reconstructions were performed for a range of hyperparameter values. These

results are shown in Figures 3.2 & 3.3. Clearly, it is possible to determine a set of hyper-

parameters which produce a tomographic variance estimate that is qualitatively comparable

to the absolute error. This is the case for a batch size of 48 and a step length of 5, because

these values produce a the tomographic variance which is uniformly high in the region of the



68 CHAPTER 3. VARIATIONAL TOMOGRAPHY: THEORY AND PRACTICE

skull and low in the region of the brain. However, the tomographic variance reconstruction

has not consistent for different choices of hyperparameter.

The tomographic variance reconstruction is particularly sensitive to step length. How-

ever, the same step length is applied to the mean and standard deviation updates, despite

the fact that the variance reconstruction is in the range [0, 100], whereas the mean recon-

struction in in the range [1480, 1600]. Thus, it is obvious that the tomographic variance

reconstruction is more sensitive to step length because the step length is relatively larger for

the tomographic variance reconstruction. This result illustrates the classic difficulty in de-

termining the appropriate step length for gradient descent optimisation [142]. Fortunately,

it is possible to determine the appropriate step length using a grid search, so this strategy

was adopted throughout the Thesis.

When the step length was 15, the mean image was observed to oscillate around the

ground truth solution. This is another known problem with optimisation [142] and this

oscillatory behaviour suggests that the step length was too high. In addition, the most

inaccurate tomographic variance reconstructions correspond to a step length of 15, which

demonstrates that the instability of the mean gradient adversely affects the variance recon-

struction. Similarly, a step length of 2 may be too small because the variance reconstruction

does not seem to differ significantly from the prior variance of 0.25[ms−1]2. A solution could

be to use a quadratic step length calculation [142], which is already used in FWI [15].

The robustness of the variance reconstruction to batch size demonstrates that batch sizes

corresponding to 10% of the sources are plausible. This batch size has been proposed for

FWI-based US-CT neuroimaging [13], so this result demonstrates that VT can be adopted

without adding extra computations to each gradient term. However, it is notable that a

batch of 48 (which corresponds to 20% of the sources) produces a smoother result. This

might be a desirable algorithm design choice, or remedies such as taking the mean of the

final 10 iterations could suffice. Clearly, the batch size should be determined on a problem-

specific basis, and this is already the case in Geophysical FWI problems [15]. In addition,

the maximum batch size was chosen due to memory constraints in the PyTorch algorithm,

so Chapter 5 uses Stride [143] which enables full-batch gradient descent.
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3.5.2 Future work

Firstly, these results only show that the tomographic variance estimates are qualitatively

comparable with absolute error and have some expected behaviours. They do not discuss

repeatability. Obtaining an estimator which is repeatable is important because the aim

is to obtain quantitiative uncertainty estimated from VT, and these estimates must be

consistent to enable real-time IQA. Therefore, repeatability will be investigated in detail in

the subsequent chapters.

Furthermore, there is no quantitative comparison between the variance estimator and

absolute error, only visual analysis is used. Chapter 5 contains quantitative analysis of the

variance reconstruction. In this chapter, a quantitative comparison is unsuitable because

the forward and inverse problems share the same physics and experimental configuration

(i.e. source receiver positions, source wavelet, etc.). This means the true variance recon-

struction and absolute error should be zero, negating the purpose of a quantitative analysis.

In practice, this does not occur because source amplitude normalisation is used, which mod-

ulates the contribution of these amplitudes to the gradient in an adverse way. The effect

of introducing physics-model and configuration errors into the simulations is investigated in

Chapter 5.

Figures 3.2 & 3.3 shows the hyperparameters of the optimisation algorithm being optim-

ised by a grid-search. The results show that step length and batch size can be optimised in

this way and it is a conventional method in Deep Learning. Therefore, a grid search is used

throughout the rest of the paper. However, this process might not scale well for 3-D models,

because grid searches require multiple runs in order to optimise the results, which could

be prohibitively expensive. The sensitivity of the outcomes to step length is problematic

and adaptive optimisation algorithms, such as Nesterov momentum, might be easier to use

because they allow the step length to adapt. However, this scheme introduces an additional

hyperparameter which need to be optimised. Another alternative is a quadratic line search.

This adapts the step length according to a quadratic approximation of the loss function and

it is already popular in Geophysical FWI.
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Chapter 4

Variational tomography:

Qualitative validation in-vitro

Chapter 3 introduced the first novel contribution of the Thesis; a Bayesian model which

uses the mean-field Gaussian approximation to obtain a maximum a-posteriori estimator

and an additional tomographic uncertainty estimator that has no additional computational

cost. It has also been demonstrated that the output of this model is numerically stable

for FWI, and that the hyperparameters of the optimisation algorithm can be chosen by

grid-search. This chapter presents the second novel contribution of the Thesis; that the

uncertainty estimator is qualitatively related to some features of image quality in-vitro.

It is not immediately clear that inversions of real data will be successful because of well-

documented complexities applying FWI to real data. The findings are also important to

demonstrate that the tomographic uncertainty estimate can be produced for real data and

that it has a purpose in tomographic medical imaging. The production of the in-vitro

dataset is the work of my collaborator Thomas Caradoc Robins, but the inversions and the

development of a novel, python-based FWI algorithm are my own work.

The structure of this chapter is as follows. First, the introduction presents research which

emphasises the importance of IQA in tomography. In particular, the problem with intuitive

image analysis (i.e. clinician lead) is raised, and the potential of automatic image analysis

71
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(i.e. machine learning) to resolve this difficulty is discussed. Second, the performing FWI

on real data is complex, so the method introduces a novel numerical simulation framework

which was developed for this purpose using PyTorch. Subsequently, in-vitro results are

presented for a 2.5D poly-vynl acetate phantom and some qualitative relationships between

the uncertainty estimates and the image quality of the FWI reconstruction are elucidated.

I have presented these results at the International Ultrasonics Symposium.

O.Bates et al (2021) No-cost uncertainty estimation for ultrasound tomography of the hu-

man brain. IEEE IUS, Virtual, 2021.

I have also included the results in the second part of a research paper in Inverse Problems.

O.Bates et al (2022) A probabilistic approach to tomography and adjoint state methods.

Inverse Problems, vol.38, 045008.

4.1 Introduction

Tomographic imaging seeks to render internal anatomical structures visible, a task which

is complicated because the quality of a tomographic image is imperfect. Examples of im-

perfections include blur, artefacts, or a failure to reconstruct altogether [92]. Across the

scientific disciplines, uncertainty is the method of choice for quantifying the degree of re-

liability of a chosen model. This chapter shows that, in the case of tomographic imaging,

a pixel-wise estimate of uncertainty is capable of measuring image quality objectively and

without relying on reference images. The approach, called variational tomography, is to ap-

ply stochastic variational inference, a gradient-based approach for solving Bayes’ equation,

to full-waveform inversion, a reconstruction algorithm designed for wavefield data such as

ultrasound. FWI uses a full numerical simulation of the propagation of a wavefield through

the sample, and solves the inverse problem using an adjoint-state method. Therefore, VT is

readily applicable to tomography and adjoint-state methods in other fields.
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Image quality can be improved by carefully adjusting the settings of a reconstruction.

Settings, such as the pass-band of the low-pass filter used in multiscale FWI [75], can cause

the reconstruction algorithm to fail when they are not tailored correctly. Calibrating an

imaging system currently requires extensive clinical guidance and expert judgement [92]. In

addition, line-pair phantoms (e.g. R3L3S1N Negative 1951 USAF Target, ThorLabs, NJ,

USA) are often used to measure resolution, but this is misleading because the sharpness,

and therefore the resolution, of the reconstruction changes according to the subject in the

image. Uncertainty estimation could mitigate these problems [98]; the uncertainty estimator

described herein is sensitive to resolution or blur, reconstruction failure, and artefacts. It

is also computationally inexpensive, meaning it can be calculated for every reconstruction

and that image quality can be continually monitored. In addition, the uncertainty estimates

could be used to automatically recalibrate imaging apparatus by seeking to minimise the

reconstruction variance.

Pixel-wise uncertainty estimates can help to inform clinicians during image analysis,

for example knowing the effective resolution of the reconstruction can inform a clinician of

the minimum feature size which is relevant. In addition, the advent of machine-led image

analysis increases the need for uncertainty estimates because artificial intelligence algorithms

lack human-equivalent perception; they can be easily misled by changes in image quality.

Uncertainty estimation might be an effective mitigation strategy because acceptable image

quality bounds can be stated in a clear and machine-comprehensible format.

Medical image quality has advanced dramatically in recent decades and high-resolution,

high-contrast 3-D imaging is now available. However clinical decision making based on

imagery is imperfect, for example Myers et al [144] report that mammographic screening

programmes have a cumulative false positive rate of between 4% and 10% and that there

is significant variation between clinicians. In part, this is because imperfect image analysis

can lead to false results. An alternative approach is quantitative imaging, which provides

numerical measurements of specific properties of the tissues under observation. Quantitative

imaging simplifies image analysis by providing a directly comparative measurement between

patients. Unfortunately, modelling physics approximations made during the design of the
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reconstruction algorithm can lead to drift between patients. For example, dual energy x-ray

absorptiometry (DXA), which measures the response of tissues to x-ray beams with different

energy profiles, can drift due to changes in the thickness of the sample [145].

Ultrasound tomography is an emergent 3-D tomographic imaging system which has been

studied for imaging the breast [69] and brain [13]. Hopp et al [146] explore breast tissue

classification according to quantitative sound-speed and absorption measurements. Unfor-

tunately the distributions of fatty, glandular and malignant breast tissues overlap, leading

to misclassification if a measurement falls on the wrong side of the decision boundary. This

is a common problem with datasets that are not linearly separable, and uncertainty helps

by providing a range of values that a pixel can reasonably be expected to take. This means

that sound speeds close to the decision boundary can be assigned a probability of belonging

in either class, and prioritised for more careful assessment.

This chapter shows that the tomographic uncertainty estimator, which was derived as-

suming a mean-field Gaussian distribution, is sensitive to changes in the image quality

of the tomographic mean estimator. This is demonstrated in-vitro, by showing that the

tomographic variance reconstruction is sensitive to resolution, reconstruction failure, and

artefacts. In detail, the tomographic variance reconstruction reduces as the sharpness or

resolution of the tomographic mean reconstruction improves, an effect which I call progress-

ive decoding. The reconstruction variance also increases when the tomographic mean fails

to reconstruct when cycle-skipping [15] in introduced. The tomographic variance also iden-

tifies an artefact in the tomographic mean reconstruction. These relationships are analysed

quantitatively in Chapter 5 and are evidence that the tomographic variance is a useful tool

for automatic, no-reference IQA.

Initially, the method describes a Python code for FWI, which is written using the PyT-

orch library. This code is more simple than typical FWI the algorithms, which are complex

as they are developed for Message Passing Interface-based parallel computing. However, the

PyTorch code is also fast because the mathematical operations are performed using GPU ar-

rays which native to PyTorch. The details of the in-vitro acquisition are also provided. The

results contain another practical demonstration of the low computational cost of VT-FWI
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and some qualitative applications of the estimator. These applications include sensitivity to

resolution, total reconstruction failure, and artefacts. Finally, there is a discussion of some

limitations of the results, and how these limitations might be overcome in future work.

4.2 Method

The inversion was performed using in-house FWI software (see Section 2.4) written in Python

using PyTorch [131]. The software uses a finite-difference time domain wave equation solver.

For the in-vitro case, a 890 × 891 grid with a grid-spacing of 0.2[mm] and a time-step of

0.038[µs] was used.

The dataset contains 384 sources and 1536 receivers. In order to reduce the time taken

to invert the dataset, minibatch stochastic gradient descent was adopted with a batch size

of 10 (1 epoch = 38 iterations) and a step length of 4[ms−1]. Sources were assigned to

each batch stochastically. Previous results suggest that the size of the minibatches does not

affect the stability of the inversion and that step length can be optimised by grid-search.

Due to a lack of ground-truth, the inversion of the in-vitro data was considered to have

converged after 76 iterations. The inversions start from a mean-field Gaussian prior with

mean 1480[ms−1] and variance 4[ms−1]2. The mean is chosen to reflect the sound speed of

water and the variance is chosen so that the initial gradient estimate is stable.

4.2.1 The in-vitro dataset

Figure 4.1 shows the Poly-Vinyl Acetate (PVA) phantom used for the in-vitro experiment.

The phantom was produced using moulds, manufactured from the design-image shown in

Figure 4.1b. The reconstructions were compared to the design-image using the structural

similarity (SSIM) metric [95] to assess their accuracy. The phantom has a width 60.5 [mm],

a length 78.8 [mm] and depth 130 [mm]. The phantom consists of two layers with different

sounds speed [147], which do not vary in depth. Thus the sound-speed varies in the imaging

plane but is invariant out of plane. This 2.5D layout prevents out-of-plane effects superim-

posing on the 2-D reconstruction plane. The transducers rotate in a circle with diameter

150 [mm] centred on the centre of the PVA phantom.
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Figure 4.1: (a) The ultrasound tomography apparatus with the PVA tissue-mimicking
phantom (centre) surrounded by two P4-1 transducers which are held mechanically in sus-
pension from two rotary motors. (b) The design-image used to produce the moulds for
the phantom. The transmitted source wavelet is shown in the time (c) and frequency (d)
domains.

The wavefield data were acquired using two P4-1 transducers (ATL, USA), which have

96 elements and were held mechanically in suspension from two rotary motors. Figure 4.1a

shows this set-up, with the two transducers on opposite sides of the PVA phantom. Each

transducer can be rotated to one of 16 possible positions around the phantom and, during

a single acquisition, one of the transducers act as a source while both transducers act as a

receiver. The source has a centre frequency of 1.4 [MHz], its excitation signal is shown in

Figure 4.1c and its frequency content is shown in Figure 4.1d.

A common cause of reconstruction failure in FWI is cycle skipping. This occurs when

the observed and predicted wavefield data arrive more than 90o out-of-phase and causes the

reconstruction to fail. Multiscale methods are a popular way to prevent cycle-skipping [75],

and work by low-pass filtering the observed and predicted wavefield data until the pass-band

produces filtered data that are in-phase. Therefore, in-vitro data are low-pass filtered at

700 [kHz] to prevent cycle-skipping and 1 [MHz] to induce it.

In total there are 384 wavefield data acquisition sequences because 24 sources are used

for each of the 16 source positions. A source is a single element on the source transducer.

There are 16 possible transducer positions which are located between 0o and 337.5o in 22.5o

steps. For a single acquisition sequence, the source transducer is moved to one of the 16
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Hardware Mean update (s) Standard deviation update (s)
CPU 1200± 90 0.00356± 0.00004
GPU 122± 1 0.014± 0.004

Table 4.1: The time taken to compute the mean and standard deviation update on different
devices for a batch size of 10.

positions and fixed in place. The receiver transducer is then moved to one of 11 positions.

For example, if the the source position is at 0o, the 11 receive positions are between 45o and

315o (in 22.5o steps). The 4 remaining positions (2 either side of the source transducer) are

left unoccupied to prevent the transducers colliding. The source fires the excitation signal

and the wavefield data are collected at both the source and receive transducer. Then, the

receive transducer is moved to another position and the source is fired again (with data

collected at both transducers again). Once the receiver has moved to all 11 positions, the

acquisition sequence for that source is complete. Therefore, there are 1, 152 receivers (96

per position, 12 positions when the source transducer is included). Now the source changes,

either another of the 24 elements at the current position, or one of the 24 elements at a new

position is used. Wavefield data are acquired for each of the 384 sources, at which point the

full acquisition process is complete.

This constitutes the data acquisition process for the in-vitro data-set. This data-set

is used to investigate image quality changes due to progressive decoding (i.e. a resolution

improvement), reconstruction failure, and a source position artefact. To investigate the

sensitivity of the estimator to image quality issues caused by discrepancies between the true

physics and the physics of the inverse problem, an in-silico data-set is used.

4.3 Results

To demonstrate our claim of no-cost uncertainty estimation, we measured the computation

time of the mean estimator (Equation 3.54) and the standard deviation estimator (Equation

3.53) during the in-vitro reconstruction. Table 4.1 shows the time required to execute

the mean and standard deviation update on a CPU (Ryzen Threadripper 2950X 16 core,

Advanced Mirco Devices, CA) and a GPU (Quadro RTX 8000, Nvidia, CA). Compute time
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is an average of 10 iterations.

In the case of the GPU, the standard deviation update takes approximately 0.01% of the

computation time of the mean update. This difference is more pronounced in the case of the

CPU because the compute time for the mean update is longer, but the standard deviation

update is shorter. Again, this is likely because of the time taken transferring data between

the CPU and GPU, which negates the parallel computing power of the GPU. It is clear that

the uncertainty estimator has effectively no computational cost. Comparing Table 3.1 & 4.1

shows that the CPU mean update is slower in the in-silico case, but the GPU mean update

is faster.

As previously introduced (in Section 3.3), the mean-field Gaussian uncertainty estimator

is not a true representation of the pixel-wise variation of the mean. However, this estimator

does show useful behaviours. Specifically, we demonstrate with the following results that the

estimator can be used for progressive decoding, to detect reconstruction failures, artefacts,

and to identify physical modelling discrepancies.

4.3.1 Progressive decoding

Figure 4.2 shows results for an inversion of the in-vitro data-set following low-pass filtering

at 700 [kHz]. Figure 4.2d shows the reconstruction after 76 iterations (2 epochs). The SSIM

was found to be 0.83, indicating a high degree of similarity between the design-image and

the final reconstruction. Figure 4.2a demonstrates the stability of the uncertainty estimator

by repeating the reconstruction process 20 times and plotting the average of the variance per

reconstruction per iteration for the 76 iterations. This shows that for 18 runs, the variance

consistently converges to a variance of approximately 2 [ms−1]. Note the two runs with the

highest mean variance (approximately 3 [ms−1]) contain artefacts which are discussed in

Section 4.3.3.

Descriptively, Figure 4.2a shows that the average variance undergoes a rapid increase,

followed by a similar decline, and then a consistent improvement until convergence after

76 iterations. The average variance for the reconstruction process presented in Figures

4.2b - 4.2d is indicated in cyan. Figure 4.2b shows that by iteration 10 the mean has not



4.3. RESULTS 79

(a)

(c) Iteration 38

[m/s] [m/s][m/s]2 [m/s]2

Iteration number

M
e

an
 v

ar
ia

n
ce

 in
 im

ag
e

 [
m

/s
]2

(d) Iteration 76

(b) Iteration 10

[m/s] [m/s]2

Figure 4.2: Reconstructions using VT-FWI and the in-vitro dataset, low-pass filtered at
700 [kHz]. (a) The average variance per iteration for 20 different reconstruction processes.
(b)-(d) Examples of the mean (left) and variance (right) reconstructions corresponding to
the process indicated by the cyan line in (a).

reconstructed to a plausible sound speed. This corresponds to high variance of 63.34 [ms−1]2

on average, which is localised where the mean is incorrect. Figure 4.2c shows that by

iteration 38 (1 epoch) the mean reconstruction is approximately correct but blurred. The

uncertainty estimate is significantly reduced to 3.74 [ms−1]2 on average. Figure 4.2d shows

the reconstruction by iteration 76 (2 epochs), the mean is much sharper and the average

variance has again reduced to 2.07 [ms−1]2.

Interestingly, the variance reconstruction in Figure 4.2c contains low-frequency correlated

noise and the variance in Figure 4.2d contains high frequency correlated noise. This is related

to the covariance between the pixels. Covariance is an extension of the concept of variance;

instead of measuring the variation of a single pixel around its mean, covariance measures the

common variation between two pixels. The mean-field estimator assumes that the pixels are

uncorrelated and therefore have no covariance. The presence of correlated noise indicates a

failing in this assumption, and the length-scale of the correlation could indicate the length-

scale of the missing correlations.
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Figure 4.3: Reconstructions using VT-FWI and the in-vitro dataset, low-pass filtered at
1 [MHz]. (a) The average variance per iteration for 20 different reconstruction processes.
(b)-(d) Examples of the mean (left) and variance (right) reconstructions corresponding to
the process indicated by the cyan line in (a).

4.3.2 Detecting reconstruction failure

Figure 4.3 shows results for the inversion of the in-vitro data-set following low-pass filtering

at 1 [MHz]. Figure 4.3d shows the reconstruction has failed to reconstruct the expected

sound-speed image. The SSIM was found to be 0.41, indicating a low degree of similarity

between the design-image and the final reconstruction. In Figure 4.3a the variance starts

low, but increases consistently as the reconstruction process progresses. This is significantly

different to the 700 [kHz] case. The average variance for the reconstruction process presented

in Figures 4.3b - 4.3d is indicated in cyan. Figure 4.3b shows that by iteration 10, the mean

estimate of the sound speed has reduced. Figure 4.3c shows that by iteration 38 (1 epoch),

the mean estimate remains poor and the variance estimate has increased significantly. Figure

4.3d shows that the variance continues to increase as the number of iterations increases to

76. Note that Figure 4.3 shows reconstructions which were selected from the trend-line

with the lowest average variance, the final variance is higher for the other 19 reconstruction
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Figure 4.4: (a) An uncropped replica of the result in Figure 4.2(d), where the crop-box is
indicated by the blue dotted square. (b) Another example reconstruction produced using
the 700[kHZ] filtered data, but in this case the posterior reconstruction contains an artefact
due to source positioning error.

processes.

After iteration 76 (2 epochs), the variance of the 20 repeats at 1 [MHz] are consistently

higher than the equivalent 700 [kHz] examples. In addition, the mean reconstruction in

Figure 4.3d is indicative of cycle-skipping, which is a known cause of reconstruction failure

in FWI [15]. Finally, comparing Figure 4.2a with Figure 4.3a shows that the average of the

variance is more unstable in the 1 [MHz] case. The average variance in these figures is also

trending in different directions; in the 1 [MHz] case the variance increases regularly, while it

decreases in the 700 [kHz] case. Therefore, these plots show that uncertainty is consistently

higher and increasing when the in-vitro data is cycle-skipped.

4.3.3 Artefact detection

In Figure 4.2a two of the reconstruction processes produce a higher average variance than

the others. Figure 4.4b shows one of these two runs. Figure 4.4a is a repeat of Figure 4.2d,

but now the reconstruction has not been cropped. The blue boxes in Figure 4.4 indicate the

crop used in Figures 4.2 and 4.3.

It is clear from Figure 4.4b that the high average variance is caused by a single region.

When we compare the mean reconstruction of Figure 4.4b to the mean reconstruction in

Figure 4.4a, it is clear that the region with high variance corresponds to an artefact. This

artefact is caused by an intermittent source-receiver positioning error (see Section 4.4.1 for

details).
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4.4 Discussion

Stochastic variational inference was developed to stabilise back-propagation through vari-

ational auto-encoder architectures which are based on artificial neural networks [112], [139],

[140]. Stochastic variational inference has since been applied to Bayesian Neural Networks

(BNN’s) [114], where each node in a layer is parameterised by a Gaussian distribution,

and Gaussian processes [148], which assume a Gaussian distribution of functions. Similarly,

this paper describes a Gaussian process which uses the wave-equation as the link function

between the sound speed (i.e. the parameter space) and the wavefields (i.e. the function

space). There are also connections between our approach and BNN’s, because neural net-

works and numerical differential equation solvers are connected [115] [149].

4.4.1 Comments on the results

In Chapter 3 the computational cost of the uncertainty update on a GPU was found to add

0.007% to the total computation time. Similarly, in this chapter, the uncertainty update on

a GPU was found to add 0.01% to the total computation time. Simularly, in both cases,

the uncertainty update was faster on a CPU. Therefore, the results in this chapter confirm

that the uncertainty estimator is consistently computationally efficient because it costs less

than one ten-thousandth of the computation time of the FWI mean update.

A less clear finding was identified when comparing the computation time for mean update

in-silico and in-vitro. Tables 3.1 & 4.1 show that the in-vitro mean update is faster on a

CPU but slower on a GPU. This is likely to be an artefact of the numerical simulation

algorithm. The two most time-consuming operations are the calculation of the Laplacian of

the wavefield and the extraction of the wavefield data from the wavefield. It is likely that

the interplay between these operations leads to the observed behaviour, but further analysis

is required to understand the exact cause. However, because the computational cost of the

uncertainty update relative to the mean update is stable, the actual computation time of the

mean update is not relevant to the fundamental observation that VT uncertainty estimation

is computationally efficient.

Finally, our results demonstrate that the parameters of an optimisation process using



4.4. DISCUSSION 83

the pathwise derivative can be tailored such that the inversion process is consistently stable

using in-silico and in-vitro observed data. This is an advantage over the stochastic gradient

Langevin dynamics method, which requires a step-size schedule that is difficult to tune [137].

Progressive Decoding The results in Figure 4.2 demonstrate that the mean-field vari-

ance estimate is a useful metric for measuring the resolution of the reconstructed image

during an iterative reconstruction process. It is significant that this result is achieved using

an experimental in-vitro data-set because it demonstrates the fundamental strength of the

approach, namely, stochastic variational inference is immediately applicable to tomographic

reconstruction (and adjoint methods) without requiring additional effort to work with real

data. It is also unclear whether similar robustness will be achieved by the alternative meth-

ods discussed previously, many of which have only been demonstrated on synthetic data.

Detecting reconstruction failure The mean-field Gaussian estimator is a clear indic-

ator of reconstruction failure. When a mean reconstruction is produced from cycle-skipped

data, the variance reconstruction is a significantly higher than the case where the mean

reconstruction converges correctly.

The results suggest that while average variance is useful, the local variance is less reli-

able for detecting cycle-skipping. This effect is a result of the mechanics of cycle-skipping.

The cycle-skipping appears to cause the reconstruction to diverge, meaning that the mean

update (Equation 3.54) consistently reduces the value of the sound speed in the centre of

the reconstruction. When the multiplication operation is applied to obtain the variance up-

date (Equation 3.53), approximately half the samples have their direction reversed because

sampling the standard normal distribution produces roughly equal quantities of positive and

negative samples (the mean of the standard normal distribution is 0). Because the mean

updates are consistently negative in the centre of the reconstruction, then roughly half the

variance updates are positive and, therefore, the variance update is small. A lack of covari-

ance information might also be hindering the quality of the estimate in this region. Figure

4.3b shows that in the early iterations the sound speed of the entire reconstruction reduces

simultaneously, which means that the covariance between pixels would be be high. When the

direction of the mean update at the edge of the phantom becomes positive, the magnitude
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of the variance update also increases locally. If the covariance between the outer and inner

parts of the phantom were initially high, this could cause the variance in the central region

to increase.

This line of reasoning also leads to an interesting interpretation of Figure 4.2. Initially

the mean update is far from the ground truth, which causes some of the samples from

the model distribution to be cycle-skipped while others are not. In turn, this causes the

variance to increase rapidly in the region where cycle-skipping occurs, this is observed in

Figure 4.2b. The variance will reduce as the mean reconstruction converges, because now

most of the samples from the model distribution occur in the locally-convex part of the

objective function, this is observed in Figure 4.2c. The general trend shown in Figure 4.2a

also follows this pattern.

Artefact detection Our results indicate that locally high variance estimates can in-

dicate artefacts. I expect the detection of artefacts to be consistent regardless of their

presentation, which is validated by results in Chapter 5. This is because artefacts are driven

by epistemic errors between the gradients produced from different source-receiver pairs.

Above, it is explained that high variance is caused by epistemic errors in the data (e.g.

cycle-skipping) so, where these gradients conflict, high variance is inevitable.

4.4.2 Usefulness

In many applications, MCMC is considered to be the most effective method to estimate un-

certainty. However, in high dimensional problems, MCMC algorithms are often numerically

intractable. We have developed an uncertainty estimator which assumes a mean-field Gaus-

sian distribution over the model parameters. This approach is simple, very computationally

efficient, and will be applicable to problems where uncertainty is not usually estimated.

It is appropriate to note that the mean-field Gaussian approximation of the posterior

relies on a simplistic approximation, but this approximation means that the posterior can

be calculated quickly and efficiently. Accurate-but-intractable estimators such as MCMC

are also flawed, but in a different way. Furthermore, Sections 3.2.1 and 3.3 show that the

approximations associated with the mean-field Gaussian estimator are consistent with the
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approximations used by many gradient-based solvers. Therefore, the mean-field Gaussian

uncertainty estimates may be accurate for a variety of different problems. Thus, this thesis

proposes that uncertainty estimates should be generated where possible and evaluated based

on the information that they can provide to a particular problem.

To illustrate the potential of the tomographic uncertainty estimator, some applications to

image quality assessment in FWI tomography were demonstrated. Comparisons with other

methods are avoided because different approximations are appropriate for different problems

and their effects are difficult to anticipate. In future, a comparative study will be performed

because is be important to quantify the accuracy of the estimator for specific applications.

However, findings of such a study will not hold generally, meaning an application specific

quantitative study might be misleading.

Progressive decoding A measurement of the resolution (or sharpness) of the recon-

struction has a number of important applications. For example, FWI is a computationally

expensive reconstruction algorithm which is slow to converge but, with the variance estim-

ator, it is possible to adapt the stopping point after achieving sufficiently high reconstructed

resolution or, equivalently, sufficiently low average variance. This is the simplest way to im-

plement a dynamic reconstruction algorithm. Another application is to provide preliminary

reconstructions alongside an estimate of the resolution of the current image. This is useful

because a clinician can be presented with an intermediate result which has a low resolution

and they can identify larger features in the image. Then, the final result can be presented

when available.

During their treatment, a patient may be monitored using a variety of different imaging

systems that achieve different image qualities. Variance estimates can simplify comparisons

between reconstructions by quantifying resolution and identifying artefacts. For example,

an objective measure of resolution makes it possible to make volume measurements with

specific error bounds and the pixel-wise estimate means variation in resolution across the

image can be taken into account.

Detecting reconstruction failure The capability to automatically identify reconstruc-

tion failure enables several applications. First, many imaging systems have settings which
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need to be optimised in order to improve the system performance. The pass-band of the low-

pass filter for multiscale FWI is one such example. With the variance estimate, it is possible

for a non-expert to set the pass-band frequency without relying on subjective judgement.

Second, our method also enables error detection for each reconstruction. Unexpected issues,

such as the presence of metallic implants, might cause cycle-skipping or obstruction in part

of the reconstruction. With our method, the pass-band can be tailored until the reconstruc-

tion performs correctly, or the reconstruction can be conclusively identified as having failed.

We expect the detection of cycle-skipping to be particularly useful in Geophysics.

Artefact detection Artefacts are an important problem in medical imaging. In tomo-

graphy, classic examples of artefacts are metallic streaking artefacts in x-ray CT, and move-

ment artefacts in MRI. Figure 4.4 illustrates an intermittent source position artefact in

USCT. Artefacts obstruct parts of the image, meaning that they reduce diagnostic capabil-

ity by reducing the visibility of important features. Artefacts can be subtle, meaning that

they can mislead clinicians and lead to false positives or measurement errors (i.e. they can

distort an image by changing the magnitude, shape, or size of the feature of interest). Worse,

automatic diagnosis by artificial intelligence methods can be severely misled by artefacts,

and artefacts are challenging to detect by pure feature detection because they have a wide

variation in their presentation. The robust detection of artefacts will become increasingly

important as automatic diagnosis becomes more common in medical imaging.

4.4.3 Future work

In addition to the comparative study already discussed, this paper has a number of import-

ant extensions. Most prominent, is to perform a quantitative analysis which will confirm

these qualitative observations regarding image quality. The in-vitro results, presented in

this chapter, indicate that tomographic uncertainty is sensitive to resolution, reconstruc-

tion failure, and artefacts. Therefore, Chapter 5 presents a quantitative in-silico analysis,

where tomographic uncertainty is compared to the absolute error between the tomographic

mean reconstruction and ground truth reference. In addition, a new IQA metric (mean

standard deviation magnitude) is compared to the mean absolute error. The quantitative
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analysis is performed for in the context of 2 important limitations, assumptions regarding

the reconstruction physics and transducer misplacement, which induce artefacts and degrade

resolution and, therefore, reflect the in-vitro results shown previously.

Another important direction is to investigate the use of prior information in the recon-

struction problem. Interestingly, this complements another topic, which is to incorporate

covariance information into the reconstruction. One approach to estimate correlation is to

assume a parametric relationship between the pixels of the reconstructed image (e.g. assum-

ing a full Gaussian distribution). However, this approach is likely to reduce the quality of the

variance estimate by enforcing nonphysical correlations between pixels. For example, a fully-

specified Gaussian tends to prevent sharp changes in contrast such as the change between the

skull and the brain. An alternative approach is to use a non-parametric method and learn

the correlation function during the reconstruction process. The archetypal non-parametric

method is a convolutional artificial neural network, suggesting that combining our pathwise

derivative approach with the deep-image-prior could be interesting. Prior information is nat-

urally incorporated into a model-based framework because the correlations must be learnt

from a database of example reconstructions a priori. Thus we will study the data-based

priors to correctly solve Bayes’ equation and to regularise ultrasound tomography of the

brain.

Finally, the variance reconstruction is available per-iteration, meaning that the estimates

could be used to produce adaptive or dynamic reconstruction algorithms, where the optimal

choice of data is identified for the next gradient calculation. In FWI, this would consist

of choosing the best source-receiver pairs in order to adjust the model parameters where

the variance is highest. In MRI, the very low cost of the variance estimates means on-

line reconstruction might be possible. Hence, the variance could be used to guide the

data acquisition process. A particularly useful implementation could be to combine these

estimators with reinforcement learning in order to achieve these aims.
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Chapter 5

Variational tomography:

Quantitative validation in-silico

Chapter 3 presented my first novel contribution; a Bayesian model capable of no-cost uncer-

tainty estimation. Chapter 4 presented my second novel contribution; evidence of a qual-

itative relationship between uncertainty and image quality in-vitro. This chapter presents

my third contribution; evidence of a quantitative relationship between the VT uncertainty

estimates and absolute error. To do this the mean standard deviation magnitude (MSDM),

a new quantity determined from the VT uncertainty estimate, is compared to the mean ab-

solute error (MAE), a well established full-reference image quality metric. The quantitative

relationship between MSDM and MAE is important evidence that uncertainty can be used

for routine objective IQA in US-CT. In addition, the quantitative relationship validates the

qualitative observations which were presented in the previous chapter. Once a quantitative

relationship between tomographic uncertainty and IQA is realised, then the applications

such as mitigating confounding during image analysis and adaptive reconstruction become

possible.

I have presented these results at the International Ultrasonics Symposium.

O.Bates et al (2022) IEEE IUS, Venice, 2022.
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5.1 Introduction

The quality of medical images is difficult to determine objectively. In part, this is because

high image quality is not equivalent to high diagnostic accuracy. For example, beamformed

ultrasound is known to have very poor image quality for lung imaging, but is still a useful

diagnostic tool [150]. However, image quality assessment remains desirable because it can

be used to evaluate improvements in the imaging apparatus or reconstruction methods.

Furthermore, high image quality is desirable to increase clinical confidence in a diagnosis or

treatment plan.

Artefacts are a critical problem for medical imaging. They degrade image quality and,

because they are often localised, they can have a severe effect on diagnostic accuracy [92].

Artefacts arise due to epistemic errors between the modelled and real-world behaviour of

the apparatus, reconstruction algorithms, and patient. Apparatus and reconstruction related

errors are similar because they are caused by the poor characterisation of the imaging system

or reconstruction physics. Examples include magnetic field inhomogeneity in MRI [151], and

beam hardening or dead pixels in CT [152]. Similarly, patient related errors are caused by

poor characterisation of the behaviour of the patient; for example, patient movement during

the data acquisition [151].

A more general image quality problem is to determine the resolution, contrast, and

noise of the reconstructed image [153]. It is desirable that images have the highest possible

resolution because the resolution determines the minimum size of feature that the system is

capable of resolving; for example, if the system has insufficient resolution, then it is possible

for a clinician to miss features of the image associated with disease. Typically, resolution

would be determined by the point spread function of the imaging system [154]; for example,

the point spread function in x-ray imaging systems is determined using line pair phantoms

(e.g. R3L3S1N Negative 1951 USAF Target, ThorLabs, NJ, USA). A related problem is

image contrast. Poor contrast occurs when the relative intensity of the diseased feature is

not significantly higher than the background intensity. A classic example is the difficulty
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with using mammography to detect tumours in women with dense breasts [36], [37].

A variety of methods have been developed for image quality analysis (IQA). Chow et

al [92] classify IQA methods as subjective or objective, depending on whether they are

based on human judgement or use only mathematical analyses. These categories are further

subdivided as full-reference or no-reference methods. According to this classification system,

the variance or standard deviation reconstruction from VT is an objective, no-reference

image quality measure.

Subjective methods use human perception to evaluate image quality. One example is the

Double-Stimulus Continuous Quality Scale, originally developed for assessment of televisual

quality [92], but repurposed for ultrasound imaging [155]. The technique works by presenting

an assessor with two images; a reference image and an impaired image. The assessor is not

told which image is impaired and they are required to assess the quality of each image on a

continuous scale. Thus, the quality of the impaired image can be determined in comparison

to the value of the reference image. In one sense, subjective methods are the best possible

approach to IQA because human judgement is usually required to evaluate images and form

a diagnosis. The drawback of this approach is that subjective assessment requires expertise,

is time consuming, and inconvenient. In addition, humans have strong perceptual biases,

an effect which has also been verified in studies of individual variations in diagnostic ability

[36]. These biases are a crucial factor motivating the development of machine-led image

analysis [70], and are a strong motivation to develop routine objective IQA.

Objective methods do not involve human judgement in the IQA process. Instead, al-

gorithmic methods are used to determine image quality. Almost all objective medical IQA

involves ground truth reference images [92]. The simplest algorithm is mean square error.

This takes the difference between the distorted and reference image pixel-wise and squares

these values to obtain a magnitude. Then the value of each pixel is summed and the final

values obtained by division with the number of pixels. Similarly, mean absolute error takes

the sum of the magnitude of the difference between the distorted and reference images. Un-

fortunately, mean squared error and mean absolute error are limited in their fidelity to the

human visual system [93], [94]. These problems motivated the development of more sophist-
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icated methods including structural similarity [95] and the perceptual difference model [96].

Both methods are more effective than the mean square error and mean absolute error, but

they are limted by a requirement for a ground truth reference image. In clinical practice,

reference images are never available.

The inaccessibility of reference images led to the development of no reference image qual-

ity assessment, although few examples exist for medical imaging [92]. Machine learning is

prominent among modern IQA methods. For example, a deep convolutional neural network

has been demonstrated to detect motion artefacts on MRI scans [91], while similar work on

natural images suggests this technique is useful in general [97]. The main difficulty of this

approach is the use of a classification output layer, where each node represents a IQA met-

ric. This introduces an explainability problem, which is common in deep learning and means

the algorithm is unable to localise sources of failure in a user interpretable format. Other

approaches include classifying potentially impaired images using pre-trained support vector

machines [156], and a channelized Hotelling observer [157], which processes the potentially

impaired image using filters with frequencies that mimic human perception and determines

image quality using statistical analyses [158].

Finally, statistical methods have been proposed to for objective no reference IQA. Dutta

et al [98] investigate three methods; a Monte-Carlo method, a deterministic expectation

maximisation algorithm [105], and a fixed point analysis based on the Hessian [106]. These

estimators are able to produce pixel-wise variance estimates and associate them with image

quality, but the computational cost of these techniques continues to impede their use.

This chapter demonstrates that tomographic uncertainty estimates from the VT al-

gorithm are suitable for objective, no reference IQA. In a sense, this is similar to the stat-

istical methods for IQA discussed above. However, the VT uncertainty estimator makes

different assumptions about the distribution of the posterior, which means it is unclear

whether the VT uncertainty estimator is valid. A quantitative analysis compares a novel

VT-derived quantity, mean standard deviation magnitude (MSDM), to mean absolute er-

ror (MAE), an objective full-reference IQA metric which is well-established. This analysis

shows that MSDM and MAE are linearly related, which means that MSDM is suitable to
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replace MAE in tomographic applications. In addition, MSDM is more useful than MAE

for tomographic applications because it does not require a reference image, which is never

available in clinical practice.

In the Method (Section 5.2) the MSDM metric is derived from the VT standard deviation

update, which is described by Equation 3.53. Then, MAE is derived based on a method of

moments definition of standard deviation. This result shows that MSDM and MAE seek to

measure the same quantity. In addition, the details of the simulations are described. The

Results (Section 5.3) show that the theoretical relationship between MSDM and MAE is

also quantitative relationship, which can be observed in simulated results. The relationship

between MSDM and MAE is evaluated in the presence of artefacts, which are induced by

physics approximations and epistemic errors in the transducer geometry, and reductions in

resolution, which are induced by aleatoric errors in the transducer geometry. The chapter

finishes with a discussion including some comments on the results, their usefulness, and

some directions for future research.

5.2 Method

The objective of this chapter is to assess the usefulness of the mean standard deviation mag-

nitude for quantitative IQA, by comparing it to the mean absolute error. These comparisons

are made for reconstructions which are degraded by artefacts or have different resolution.

The study is performed in-silico for two reasons. First, it is difficult to synthesise phantoms

with the physical properties required for the study. For example, the study uses circular

phantoms, which have different densities but the same sound speed. This behaviour is chal-

lenging to design in-vitro. Second, an in-vitro acquisition always contains errors relative to

simulated predicted data. For example, errors in the characterisation of the transducers pos-

ition are impossible to correct [132]. The strategy used in this chapter is to build an “inverse

crime” model, where the observed data (in this case obtained by simulation) is produced

using the same numerical simulator and physics model as the predicted data, and then to

introduce specific errors into the simulation of the observed or predicted data. Thus, the

effect that the individual errors have on the mean and standard deviation reconstructions
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can be evaluated. This analysis is not possible in-vitro.

5.2.1 Image quality analysis metrics

Equation 3.53 shows the standard deviation update in the VT reconstruction algorithm.

Iteratively applying this update produces a standard deviation reconstruction when the

iterative process terminates. Chapters 3 & 4 use a tomographic variance reconstruction for

qualitative analysis. The tomographic variance reconstruction is the pixel-wise square of the

standard deviation reconstruction, such that,

Σ2 =

∑
(l)

(
ϵ(i)
)T
(l)

(∆m)(l)

2

(5.1)

where Σ2 is the tomographic variance, (l) is the iteration number, ϵ(i) is a vector of

samples from the standard normal distribution, and ∆m is the FWI gradient shown in

Equation 3.54. Thus the variance reconstruction is found by the sum of squares of the

standard deviation once the iterative process has finished.

The standard deviation magnitude is a better quantitative image quality estimator be-

cause it has an intuitive meaning; the standard deviation is the width of the Gaussian

distribution at half its maximum value. Therefore, the standard deviation magnitude recon-

struction (plus or minus the mean reconstruction) represents range in which 68% of sound

speed values are expected to reside, assuming the mean-field Gaussian distribution is correct.

Mathematically the standard deviation magnitude reconstruction is,

Σ =

√√√√√∑
(l)

(
ϵ(i)
)T
(l)

(∆m)(l)

2

(5.2)

and the mean standard deviation magnitude (MSDM) is found by taking the mean of

the standard deviation magnitude reconstruction over all the pixels in a chosen region.

The mean absolute error (MAE) is a direct analogue of the mean standard deviation

magnitude. This becomes clear by considering the definition of the standard deviation of

several mean reconstructions,
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Σ =

√∑
l

[
(Xl − µ)

2
]

(5.3)

where Xl is an instance of the tomographic mean reconstruction, the sum is taken over

l tomographic mean reconstructions, and the µ is defined,

µ =
1

n

∑
l

Xl (5.4)

where n is the total number of mean reconstructions. By taking a single mean reconstruc-

tion and replacing µ with the ground truth image XGT , the standard deviation becomes,

Σ =

√
(Xl −XGT )

2
(5.5)

which is the absolute error. The MAE is found by taking the mean of the absolute error

for the pixels in a chosen region. Therefore, MAE is directly analogous to MSDM.

5.2.2 The circle in-silico dataset

Stride [143] is chosen as the reconstruction engine because it implements variable density

and absorption physics. In addition, Stride allows efficient implementations of US-CT codes

across distributed systems, with on-chip optimisation provided by Devito [159]. Acoustic

simulations are governed by the equation,

1

c2
∂2p

∂t2
= ρ∇ ·

(
1

ρ
∇p
)
+ η

∂

∂t

(
−∇2

) y
2 p (5.6)

where c is sound speed, p is pressure, ρ is the density, η = −2α0c
y−1 is a parameter

containing the absorption coefficient a0, and y controls power of the frequency dependence.

In this chapter, the inverse problem is always solved using the constant density, zero absorp-

tion approximation, which means that Equation 5.6 reduces to d’Alemberts operator given

in Equation 3.1. In contrast, the forward problem is solved with perturbations in density,

absorption, or source position.

Similar to Gauthier et al [74], Figure 5.1 shows a circular phantom, 5[cm] in diameter.
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Sound speed [m/s] Alternate physics

1

0

Figure 5.1: A circlular phantom is used for the quantitative evaluation which has (a) a sound
speed of 1550[ms−1]. (b) The circle can have variable alternate physics, for example density
or attenuation. The black circle indicates the location of the transducers.

Figure 5.1(a) shows a finite-difference grid of 350× 350 pixels, with a 0.5[mm] grid spacing.

The sound speed of the circle is approximately that of soft tissue at 1550[ms−1] and the

background was approximately water at 1480[ms−1]. The sound speed was the same for all

forward simulations. The adjoint method assumes that sound speed varies but that other

physical parameters (e.g. density, absorption coefficient) are constant.

Figure 5.1(b) shows the alternative physical parameter. The alternative physical para-

meter is variable in the forward model but assumed to be constant in the adjoint model. This

introduces an epistemic error into the inverse problem because the assumption of constant

alternative physical parameter is not correct. This epistemic error causes artefacts, which

are common throughout medical imaging. Two alternative physical parameters are evalu-

ated; density and absorption coefficient. When density varies, then the absorption coefficient

is 0[Np m−1]. When the absorption coefficient varies, density is constant at 1010[kgm−3].

The alternative physical parameter of the circle is varied systematically for a range of values,

where each value represents an approximation of water, soft tissue, trabecular bone, and

cortical bone. The values were chosen based on the IT’IS database of tissue properties [29].

For the density the values are,

ρ = 1010, 1100, 1200, 1300, 1500, 1700, 2100 [kgm−3]

For the absorption coefficient the values are,
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η = 0, 4, 8, 10, 15, 20, 27 [dB cm−1 @500 kHz]

Erroneous transducer position and patient motion are also common sources of error.

These are related because, in US-CT, patient motion presents as a relative shift in the

positions of the sources and receivers. Therefore, if the uncertainty estimate is sensitive to

transducer position errors, it is expected to also be sensitive to patient motion. In this case,

the transducer error was applied to the adjoint problem.

The transducer position error was chosen epistemically or aleatorically at runtime. In the

epistemic case, transducer ID’s 0-6 were systematically shifted up 1[mm] vertically, while

transducers 168-174 were systematically shifted down 1[mm] vertically. In the aleatoric

case, each transducer was moved in a randomly in the horizontal and vertical directions

using samples from a Gaussian distribution. To measure the quantitative effect of the

position error on the variational tomography reconstructions, a range of aleatoric sampling

distributions were used. The values of the standard deviation of the aleatoric sampling

distribution are,

xς = 0, 0.1, 0.2, 0.3, 0.4 [mm]

The remaining simulation parameters were chosen to closely reflect an in-vitro acquis-

ition. There were 256 sources distributed evenly on a ring of diameter 16 [cm] and each

source has 256 receivers. The source wavelet was a 3-cycle tone-burst with a centre fre-

quency fc = 500 [kHz]. The numerical simulation used 2500 time-steps with a time-spacing

dt = 0.08[µs]. A multiscale method was not used for the adjoint model, but a single low-pass

filter was applied to the source wavelets and observed data, where the pass-band was set at

500 [kHz] to prevent cycle-skipping. Typically, each gradient was calculated for a batch of

128 sources (1 epoch = 2 iterations), but occasionally 16 sources (1 epoch = 16 iterations)

were used. Sources were assigned to each batch stochastically. When 16 source batches

are used, the results clearly indicate this. For the mean and variance reconstructions, the

effect of changing the step-length was evaluated for steps of 2, 4, or 7. As usual, source
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Figure 5.2: VT-FWI reconstructions of the circle dataset. MSDM per iteration is shown for
(a) constant density of 1010 [kgm−3] and (b) variable density where the circle phantom is
1700 [kgm−3] for 3 different reconstruction processes. (c-f) reconstructions of mean (blue)
and standard deviation magnitude (orange), taken from process indicated by the cyan line
in (a) & (b) respectively. Note the blue ring, indicating the region of interest.

normalisation is applied for all the adjoint source calculations.

5.3 Results

5.3.1 Density

The FWI adjoint method (i.e. the reconstruction process) assumes homogeneous density.

However, Figure 5.2 shows two cases. First, when the physics of the FWI adjoint method

is correct; in other words, the reconstruction truly has homogeneous density and therefore

the circle has the same density as the surrounding water. Second, when the physics of the

FWI adjoint method is incorrect and, therefore, the density of the reconstruction region is
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inhomogeneous. In the inhomogeneous case, the circle has a density of 1700 [kgm−3] but

the surrounding water has a density of 1010 [kgm−3].

The MSDM per iteration plots (Figure 5.2a and 5.2b) show behaviour characteristic of

an accurate reconstruction process; the standard deviation rises, falls, and settles to a low

value once all the data from all the sources have been used. However, comparing Figure

5.2(a) and Figure 5.2(b) shows that the MSDM is slightly higher after 64 iterations when

there is a mismatch between the physics of the FWI adjoint method and that of the observed

data. The relative increase in the standard deviation in Figure 5.2(b) is because the change

in density increases the reflections and reduces the transmissions from the circle compared

to the homogeneous case assumed for FWI.

Figures 5.2(c) & (d) show that it is not possible to distinguish the effect of density on the

standard deviation reconstruction after the first 32 iterations. In Figure 5.2(f), the adjoint

method assumes constant density, but the forward problem has variable density. In this case,

the inhomogeneous density increases reflection and reduces transmission through the circle,

which FWI explains by increasing the sound speed at the boundary of the circle in the mean

reconstruction. This effect also creates a ring of high standard deviation in the boundary

region. In contrast, Figure 5.2(e) shows the reconstructions when the adjoint method is true

to the physics of the observed data. Now, it is apparent that the sound speed artefact no

longer present and the standard deviation in this region is much less prominent.

Additional results (not shown) indicate that after 128 iterations the variable density

artefact to continues to increase in magnitude, but the magnitude of the standard deviation

decreases without completely disappearing. This happens because the high sound speed at

the boundary fully explains the mismatch between the physics of the inversion and the data.

So far, Figure 5.2 shows qualitative results. Figure 5.3 presents the quantitative rela-

tionship between MSDM, MAE, and density. Figure 5.3(a) shows the MSDM within the

region of interest, for the final 5 iterations, as a function of density. It is apparent that as

density increases, so does the MSDM, but that the quantitative relationship is dependent on

the hyperparameters. These results are supported by Figure 5.3(b), which shows the MAE,

within the region of interest, for the final 5 iterations, as a function of density. It is clear
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Figure 5.3: The quantitative relationship between mean standard deviation magnitude and
mean absolute error where density incudes an artefact. (a) MSDM vs density, (b) MAE vs
density, (c) MSDM vs MAE, and (d) MSDM and MAE vs density for different hyperpara-
meters. (e) & (f) show the standard deviation magnitude and absolute error reconstructions.
Note the blue ring, indicating the region of interest.

that the MAE increases as the density increases. Because the MAE is measured against the

ground truth image, this result shows that the artefact formed at the boundary becomes

larger as the density increases. This result is also dependent on the hyperparameters, indic-

ating that the artefact formed is actually dependent on the optimisation hyperparameters,

as suggested by the MSDM.

Figure 5.3(c) shows that the relationship between the MSDM and MAE is also hyperpara-

meter dependent, and Figure 5.3(d) shows that this dependence is further complicated in

relation to density. However, there are some clear observations. First, the MSDM increases
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as the MAE increases. This indicates that the standard deviation can be used to quantit-

atively determine the magnitude of the density induced artefact. Second, the relationship

between MSDM and MAE is approximately linear, except in the case where the step length

is 2. Third, the hyperparameters have particular effects. For example, batch size creates

an offset, while the step-length changes the gradient of the curve. This might imply that

the effect of these hyperparameters on the reconstruction can be determined and mitigated.

Fourth, Figure 5.3(d) shows a curved relationship between MSDM, MAE, and density when

the batch size is 128 and the step length is 4 (i.e. for the green curve). However, Figure

5.3(c) shows that the error bars are large for this case and so a linear relationship cannot

be excluded. Finally, Figures 5.3(e) & (f) show that the tomographic standard deviation

magnitude reconstruction is correctly located compared to the absolute error. This further

supports the hypothesis that the tomographic standard deviation magnitude reconstruction

can be used to locate artefacts and quantify their magnitude.

5.3.2 Absorption

The FWI adjoint method assumes there is no absorption in the circle. Similar to the case

of variable density, Figure 5.4 shows examples where this assumption is met and where

this assumption is incorrect. In the case where the forward and adjoint physics match, the

absorption coefficient is zero. In the case where the physics do not match, the forward model

uses an absorption coefficient is 10[dB cm−1] but the adjoint model assumes this is zero.

In Figure 5.4(a) the MSDM is characteristic of a converging reconstruction process.

However, Figure 5.4(b) shows that the MSDM does not rise as steeply or achieve the same

maximum when the circle is absorbing. In addition, in the absorption case the MSDM settles

at approximately 2[ms−2], but it tends towards zero when there is no absorption.

Figure 5.4(c) shows a reconstruction process that is proceeding as expected for the case

where the absorption coefficient is zero. However, Figure 5.4(d) shows the case when the

circle has an absorption of 10[dB cm−1]. Now, the sound speed estimate is reduced through-

out the circle and the tomographic standard deviation magnitude reconstruction has a high

magnitude in this region. These findings are supported by Figures 5.4(e) & (f). In Figure
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Figure 5.4: VT-FWI reconstructions of the circle dataset. MSDM per iteration is shown
for (a) no absorption and (b) variable absorption where the circle phantom is 10[dB cm−1]
for 3 different reconstruction processes. (c-f) Reconstructions of mean (blue) and standard
deviation magnitude (orange), taken from process indicated by the cyan line in (a) & (b)
respectively. Note the blue circle, indicating the region of interest.

5.4(e) the mean reconstruction matches the ground truth and the standard deviation recon-

struction is low. In Figure 5.4(f) the mean reconstruction continues to under-estimate the

sound speed and the standard deviation magnitude reconstruction remains high where the

sound speed is under-estimated.

Figure 5.5 explores the quantitative relationship between MSDM, MAE, and absorption.

Figure 5.5(a) shows that initially MSDM increases as the absorption coefficient increases,

before levelling off. Interestingly, this behaviour is not dependent on the choice of step-

length. Figure 5.5(b) shows the same behaviour; the MAE increases and levels off. This

means that the magnitude of the under-estimate of the sound speed increases as the ab-
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Figure 5.5: The quantitative relationship between mean standard deviation magnitude and
mean absolute error where absorption includes an artefact. (a) MSDM vs absorption, (b)
MAE vs absorption, (c) MSDM vs MAE, and (d) MSDM and MAE vs density for different
hyperparameters. (e) & (f) show the standard deviation magnitude and absolute error
reconstructions. Note the blue circle, indicating the region of interest.

sorption coefficient increases, but also that the magnitude of the under-estimate begins to

saturate once the absorption coefficient reaches 10[dB cm−1].

Figure 5.5(c) shows a linear relationship between MSDM and MAE. This relationship is

also independent of the hyperparameter choice and confirms the observation that MSDM

and MAE curve similarly in the presence of absorption artefacts. Finally, Figure 5.5(d)

confirms the independence of the results and the choice of step length.
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Figure 5.6: VT-FWI recosntructions of the circle dataset. MSDM per iteration is shown
for (a) correct transducer positions and (b) random transducer perturbations sampled from
0.2[mm] wide Gaussian for 3 different reconstruction processes. (c-f) Reconstructions of
mean (blue) and standard deviation magnitude (orange), taken from process indicated by
the cyan line in (a) & (b) respectively. Note the blue circle, indicating the region of interest.

5.3.3 Position errors

In Figures 5.6(a), (c) , & (e) the transducer positions are the same for the forward and

adjoint problem. This is a result that has already been described; the MSDM initially rises,

before declining as the mean reconstruction converges. Thus, the figures show the expected

behaviour when the positions are accurate. In contrast, Figure 5.6(b) shows the case where

the transducer positions are correct in the forward problem, but have been perturbed in the

adjoint problem. The applied perturbation is a sample from a 2-D Gaussian distribution

with a standard deviation of 0.2[mm]. This figure shows that the MSDM rises to a higher

maximum and a slightly higher minimum than in the case where the positions are correct.
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Comparing Figure 5.6(c) & (d) shows that the standard deviation magnitude reconstruc-

tion is significantly higher when the transducer positions have been perturbed. In addition,

the region with the highest standard deviation magnitude corresponds to the region where

the mean reconstruction remains blurred. This finding is maintained with further iterations;

Figure 5.6(f) shows that after 64 iterations the circle has reconstructed, but remains blurred

in comparison to Figure 5.6(e) . The blur is evident at the edge of the circle, and the higher

standard deviation magnitude is localised to this region.

Figure 5.7 shows a clear quantitative relationship between aleatoric position errors,

MSDM, and MAE. In Figure 5.7(a), the MSDM increases as transducer perturbation in-

creases. In addition, MSDM falls slightly when the step length is 4 or 7, and the perturbation

is below 0.3[mm]. Similar to density, the MSDM is dependent on the step length. These

findings are replicated in Figure 5.7(b), where the MAE also falls slightly before rising, and

which is also dependent on step length. Because the MAE increases as the step length de-

creases, this is evidence that the step length changes the rate of reconstruction and, if the

step length is too small, then the reconstruction does not converge. Figure 5.7(c) shows a

clear linear relationship, which is independent of hyperparameter choice and demonstrates

the MSDM and MAE are quantitatively related.

Figure 5.7(d) shows the relationship between the 3 parameters. In the case of aleatoric

position errors, the relationship between MSDM and MAE is independent of hyperparameter

choice, but the relationship between the metrics and position is not. Finally, note the

magnitude of the error bars is significantly greater than in Figures 5.3 and 5.5. This is

because the tomographic standard deviation magnitude reconstruction varies significantly

across the 3 runs. This effect can also be seen in Figure 5.6 (b).

Figure 5.8 shows the epistemic position error case, where 5 transducers on the bottom of

the right are moved up by 1 [mm] and 5 transducers on the left are moved down by 1 [mm].

Similar to the aleatoric error, this perturbation is applied to the adjoint problem. The set-

up of the epistemic error problem is different to the other results, because the perturbation

applies only to a subset of receivers rather than the whole batch. This means the perturbed

sources need to regularly appear in the batch, or they need to arrive in a particular order.
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Figure 5.7: The quantitative relationship between mean standard deviation magnitude and
mean absolute error where resolution is reduced by transducer misplacement. (a) MSDM
vs position error, (b) MAE vs position error, (c) MSDM vs MAE, and (d) MSDM and
MAE vs position error for different hyperparameters. (e) & (f) show the standard deviation
magnitude and absolute error reconstructions. Note the blue circle, indicating the region of
interest.
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Figure 5.8: VT-FWI reconstructions of the circle dataset, where 10 transducers are system-
atically displaced 1 [mm] vertically. Reconstructions of (a) mean, (b) standard deviation
magnitude, and (c) the absolute error with 3 repetitions.

In addition, more iterations were necessary to invert this dataset. Thus, for this result,

the data were low-pass filtered in 2 bands, with the stop bands at 500&700[kHz] and 64

iterations per band. The use of multiscale techniques is standard practice in FWI, but the

number of iterations per band is not typical.

Figure 5.8(a) shows that the effect of the epistemic perturbation is to generate an artefact

in the mean reconstruction, which is similar to the in-vitro artefact in Figure 4.4(b). Figure

5.8(c) confirms the location and magnitude of the artefact by showing the absolute error

compared to the ground truth. The 3 repeats show that the absolute error and mean

reconstructions are stable, indicating that the batch gradient descent is not affecting this

outcome.
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Interpreting Figure 5.8(b) is complicated. The region with the strongest absolute error

(at the bottom of the artefact) is consistently identified but the extent and magnitude of the

artefact varies between the 3 repeats of the tomographic standard deviation reconstruction.

In addition, artefactual regions where the absolute error is weaker are hard to discern in

the tomographic standard deviation reconstruction because there is a consistent background

noise from which the signal cannot be separated.

5.4 Discussion

5.4.1 Comments on the results

In the previous section, MAE is used as an objective method to determine image quality.

The results show that, on average, MSDM is quantitatively related to image quality because

the MSDM increases as image quality worsens. The MAE and MSDM results also make intu-

itive sense because they increase when there is an increase in the relative difference between

the forward and inverse problems, which would be expected to degrade image quality. In

addition, there is correspondence between artefactual regions identified by reconstructions

of tomographic standard deviation magnitude and absolute error. This suggests that the

tomographic standard deviation magnitude is also able to locate artefactual regions of the

image. However, it is more challenging to conclude that there is a pixel-wise correspondence

between the tomographic standard deviation magnitude and the absolute error. This is be-

cause, in the tomographic standard deviation reconstruction, there is often high background

noise and correlated noise prevents long-range features forming. Both of these issues could

be resolved by a data-driven prior. For example, an iterative reconstruction in the latent

space of a variational auto-encoder might improve the quality of local standard deviation

estimates because the mean-field Gaussian approximation is more appropriate in this space

and the encoder/decoder contains an implicit representation of correlations between pixels.

Density The tomographic standard deviation estimator is sensitive to perturbations

in the density which aren’t explained by the FWI modelling physics. The MSDM is con-

sistently higher when the simulated data contains the effects of variable density and the
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standard deviation magnitude reconstruction shows that the region of high MSDM is local-

ised to the regions where the sound speed is erroneous (i.e. the high sound speed artefact at

the boundary). In addition, it is expected that this result would translate to in-vivo ima-

ging. For example, the range of magnitudes of the density perturbation was chosen to be

representative of human tissue; values chosen are typical of cerebrospinal fluid, brain tissues,

trabecular bone, and cortical bone [29]. However, the MSDM result is dependent on the

choice of hyperparameters. This is not necessarily a problem - if the hyperparameters are

consistent, then comparisons are still possible between reconstructions - but it will need to

be carefully considered during implementation. In addition, density is challenging to invert

using FWI because the sound speed boundary artefacts, which are characteristic of density,

can fully explain the effect of density in the loss function. Again, prior information about

the correlation between sound speed and density could mitigate this problem, because it

can constrain the reconstruction and prevent unphysical artefacts being generated. This

information is also readily available from the literature [29].

Absorption The tomographic standard deviation estimator can fully quantify artefacts

caused by perturbations in the absorption coefficient which aren’t explained by the FWI

modelling physics. The MSDM produces a consistent estimate, which is linearly related

to MAE, although the absorption coefficients are larger in magnitude than those of human

tissues [29]. The relationships between MSDM, MAE and the absorption coefficient are

also independent of the hyperparameters, meaning it is simple to define a function to map

between MSDM and MAE for these artefacts. The tomographic standard deviation recon-

struction is also able to localise the absorption artefact in comparison to the absolute error.

However, the pixel-wise correspondence is limited by background noise and correlated noise

as discussed previously.

Position The tomographic standard deviation estimator can fully quantify degradation

in the resolution of the mean reconstruction, caused by aleatoric perturbations in the trans-

ducers. This is validated the qualitative findings from the previous section, demonstrating

that MSDM is quantitative of resolution. Furthermore, the blurred region of the reconstruc-

tion is correctly located by the tomographic standard deviation reconsturction at the edge of
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the circle phantom. The magnitude of the aleatoric perturbation is also realistic for calibar-

tion algorithms, which means the MSDM is sensitive to perturbations of 0.2[mm]. The

tomographic standard deviation estimator is less capable of quantifying artefacts induced

by epistemic position artefacts. Comparing the absolute error and the standard deviation

magnitude reconstruction shows that regions of the mean reconstruction with the highest

artefact magnitude are consistently located. However, smaller artefacts are less consistently

located and the problem with pixel-wise correspondence is particularly evident from this

example.

5.4.2 Usefulness

This chapter demonstrates that VT is a useful tool for IQA in several realistic scenarios. For

example, the tomographic standard deviation magnitude is already capable of locating and

quantifying absorption artefacts and blur. Previous studies show that absorption strongly

modulates the amplitude of acoustic wavefields brain tissue [31], [32], which means that if

absorption is not correctly accounted for in the inverse problem, then significant artefacts

can be expected to occur in the sound speed (i.e. tomographic mean) reconstruction. Sim-

ilarly, calculating the positions and pressure output of ultrasound transducers in an array

is difficult, and errors in these parameters reduce resolution and generate artefacts [132].

The tomographic standard deviation magnitude has also been demonstrated to correctly

quantify resolution, locate regions of blur, and partially locate position artefacts.

Two applications are immediately clear. First, the tomographic standard deviation mag-

nitude can be optimised to improve the parameters of the reconstruction. For example,

hyperparameters such as batch size and step length could be chosen to minimise the MSDM

and computation time for a fixed number of iterations. In this scheme, the step length would

be as high as possible without causing the reconstruction to diverge, while the batch size

would be reduced to speed up computation time without reducing image quality.

Second, the tomographic standard deviation magnitude can be used to automatically

identify reconstructions which have poor IQA. This means the data can be automatically

re-acquired while the patient is still in position, rather than the patient having to return
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for a separate study. This scheme could go even further because the MSDM could be used

to identify the sets of the data which are causing the problems. For example, if a patient

moved at the end of a study, then the high redundancy in the US-CT data means that these

sources could be automatically identified and removed from the reconstruction process with

minor changes to image quality. In addition, if more sources are affected, then the position

of the entire transducer array could be adjusted until the tomographic standard deviation

magnitude is optimal. This would work because of reciprocity between the position of the

patient and the position of the transducer array.

5.4.3 Future work

It is important to understand the origins of the image quality problems identified throughout

this chapter. The effects of density and position on the mean (sound speed) reconstruction

are straight-forward. Inhomogeneous density increases impedance contrast at the boundary

of the circle, which changes the relative amplitude of the transmissions and reflections. This

effect can be replicated by the high sound speed artefact seen in Figure 5.2. Position errors

adjust the phase of the observed and predicted wavefield data, which blurs the position of

the boundary of the circle and is seen in Figure 5.6.

Figure 5.9 shows that the effects of absorption are more complicated. Figure 5.9 (a)

shows the wavefield data without absorption. The most prominent feature of the acute

azimuthal angle transducers is the direct water wave, but these transducers also contain

two reflections; first, from the outer surface of the circle and, second, from the inner surface

furthest from the source. The most prominent feature of the oblique, near-180o azimuthal

angle transducers is the transmitted pressure, but a diffracted wave is also present and

arrives just after the transmissions. Figures 5.9 (b-d) show that as absorption increases, the

amplitude of the reflections increase and the amplitude of the transmissions reduce. The

amplitude of the diffracted wave remains similar. In addition, the acute angle reflections

(Figure 5.9 (c)) arrive early and the oblique angle transmissions (Figure 5.9 (d)) arrive late.

Figure 5.4 shows that when data including attenuation is inverted, the sound speed

is under-estimated in the centre of the circle. This will have a similar effect to that of
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Figure 5.9: Wavefield data are shown when there is (a) no absorption and (b) absorption of
10 [dB]. Plots of the (c) reflected component (receiver ID 50) and (d) transmitted compon-
ent (receiver ID 178) of the wavefield for different absorption coefficients, the approximate
location of the plots are indicated by the red lines in (a).

absorption. First, the reflected pressure on the acute azimuthal angle transducers will

increase because the gradient within the circle (i.e. from high to low sound speeds) reflects

the wavefield as it propagates. Second, the arrival of the transmitted pressure will be

delayed as the average sound speed of the circle reduces. Finally, the diffracted pressure will

be maintained because the impedance contrast of the boundary of the circle remains the

same.

The results are relevant to US-CT of the breast and brain, but the physics of wave

propagation in the brain is also expected to include elastic effects due to the skull. Therefore,

an important direction is to evaluate the ability of MSDM to monitor the effect of elastic wave

propagation. Elastic wave propagation modulates the phase and amplitude of the wavefield,

which wavefields assuming the acoustic approximation cannot replicate. It is expected that

elastic effects will induce artefacts into the sound speed or mean reconstruction, and that
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these artefacts can be quantified and located like the absorption and position results, which

modulate the amplitude and phase of the wavefield data respectively. This result requires

further work because it is particularly difficult to invert elastic effects in wavefield data.

There are also research directions which could improve the quality of the tomographic

standard deviation magnitude estimate. First, note that the relationship between MSDM

and MAE is hyperparameter dependent in the presence of a density perturbation. Then,

note that Figure 5.5 shows that choosing a step length of 2 produces a large MSDM error-

bar for low absorption coefficients and Figure 5.7 shows that a step length of 2 produces a

large MSDM error-bar for high transducer displacements. These results imply that the in-

termediate tomographic standard deviation magnitude reconstructions are variable and that

the scale of the variation depends on the step length. Finally, note that the error bar on

the equivalent MAE plot is consistently small, which implies the tomographic mean recon-

struction follows a consistent path. The only difference between the mean update (Equation

3.54) and the standard deviation update (Equation 3.53) is a Monte-Carlo sample from

the standard normal distribution. This implies that the Monte-Carlo sampling procedure

is the significant source of variation in the intermediate tomographic standard deviation

magnitude reconstructions.

Together these results suggest that principled strategies for optimising the step length

should be explored; an obvious choice would be a line search [142], which is already employed

in Geophysical FWI problems [15]. The final result suggests that variance reduction methods

would be appropriate to improve the consistency of the intermediate results. For example,

these methods could include clipping outlying samples from the standard normal or removing

gradients which are dissimilar from the per-iteration average. A more principled approach to

variance reduction might involve replacing the Monte-Carlo samplers with a more consistent

mechanism. For example, a uniform sample or latin hypercube sample might be suitable

alternatives. Finally, some tomographic standard deviation reconstructions show excellent

fidelity to the absolute error. If the sampling strategy behind these reconstructions can be

replicated, then reducing the variation in the standard deviation update algorithm might

improve the quality of the final reconstructions.
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Chapter 6

Conclusions

The work presented in my thesis demonstrates the feasibility of a novel, low-cost tomographic

uncertainty estimator, which enables real-time image quality analysis. This estimator is

stable and sensitive to image quality for in-vitro experimental data, and can accurately

quantify image quality for in-silico experimental data. The conclusion is supported by 3

specific contributions.

My first contribution (Chapter 3) constructs a Bayesian model for FWI. The model

contains a maximum a posteriori estimator that is similar to the traditional FWI estimator,

and an uncertainty estimator which is available by an additional vector multiplication. This

scheme, referred to as variational tomography, assumes that the likelihood distribution and

the tomographic images are mean-field Gaussian distributed. First, it is demonstrated that

a mean-field Gaussian likelihood distribution is equivalent to using the popular L2-norm

objective function in traditional FWI. Then, the mean-field Gaussian distribution over the

pixels of the tomographic image is justified because 1) the mean estimator is similar to the

traditional FWI estimator and 2) the uncertainty estimator is available without significant

additional computations. An analysis of the estimator using an in-silico dataset shows that

the uncertainty estimator is stable, and that the uncertainty reconstructions have qualitative

similarities with the absolute error between the mean reconstruction and the ground truth

image.
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My second contribution (Chapter 4) demonstrates that the estimator is stable using in-

vitro data, and that the uncertainty estimates are qualitatively related to the image quality

of the mean reconstruction. Specifically, it was demonstrated that uncertainty estimator

was sensitive to resolution, reconstruction failure, and an artefact. The results also show

that the uncertainty estimates are available with very little additional computation time.

My final contribution (Chapter 5) extends the previous qualitative analysis by demon-

strating that the uncertainty estimates can quantify image quality. Specifically, it was

demonstrated that a new quantity, the mean standard deviation magnitude, is proportional

to the mean absolute error, which is an existing and popular image quality analysis met-

ric. The quantitative relationship between the mean standard deviation magnitude and

the mean absolute error is shown in 4 contexts; artefacts induced by density perturbations,

artefacts induced by absorption perturbations, reductions in resolution caused by incorrect

transducer placement, and artefacts caused by incorrect transducer placement.

Variational tomography still has limitations. First, prior information has not been in-

tegrated into the reconstruction algorithm. Second, a method of hyperparameters selection

for the gradient descent algorithm is not immediately obvious. Finally, the uncertainty es-

timates contain correlated background noise. These limitations will be addressed in future

work, which is already being undertaken.



Chapter 7

Future work

At the end of Chapters 3, 4 & 5, directions for future work have been discussed in detail.

The most important outstanding problem is the incorporation of prior information. Existing

work on specifying a prior is detailed in Section 7.1 and this will conclude the remaining

unmet motivation of this thesis; the incorporation of statistical prior information without

additional computational cost.

Other work will focus on improving the existing results. For example, the uncertainty

estimator associated with VT demonstrates significant stochastic variation in the results.

This is evident in Chapter 5 because the mean standard deviation magnitude is often as-

sociated with large error bars. I believe this is caused by the scalar multiplier contained in

the standard deviation update (Equation 3.48) which is drawn from the standard normal

distribution using the Monte-Carlo method. The Monte-Carlo method is an appropriate

sampling algorithm, but it is also likely be the cause of the variation (i.e. non-repeatability)

in the standard deviation reconstructions. The evidence in favour is, first, that the mean

reconstruction has lower variation and, second, that the other source of stochastic behaviour

(i.e. the batch size) is very large for the quantitative reconstructions. Other sampling meth-

ods, such as uniform sample or latin hypercube sample, are also appropriate and might lead

to a more stable update for the uncertainty term.

The reconstruction process is also dependent on the chosen hyper-parameters, which is

117
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made clear in the results section of Chapter 3. This thesis typically uses a grid-search method

to optimise these hyper-parameters. The results in Chapters 4 & 5 are clear evidence that a

grid search is effective and repeatable on a variety of datasets. However, currently the hyper-

parameter optimisation is chosen per-dataset, which might prevent the use of uncertainty as a

metric for optimising acquisition system settings (the 3rd motivation, Section 1.5). It is a fact

that solutions from optimisation algorithms are dependent on their hyper-parametersand

there is no guaranteed solution. However, there are principled methods which might be more

appropriate than a grid-search; for example the line search algorithm [15], [142]. Further

studies on the effect of hyper-parameters on the VT posterior are important.

Resolving this issue will permit the use uncertainty as a metric for optimising acquisition

system settings. This is an exciting direction because the VT uncertainty estimate is avail-

able per iteration. Therefore, the uncertainty estimator could be used to guide an adaptive

or dynamic reconstruction process, where the next state of the optimisation algorithm is in-

fluenced by the current state. For example, source-receiver pairs could be chosen to improve

the quality of the gradient estimate and therefore speed-up the reconstruction process.

For FWI imaging of the human head, it is also important to evaluate the ability of the

uncertainty estimator to monitor the artefacts generated by elastic wave propagation. This

is a promising area of further study because elastic wave-propagation is present in bone

tissues. I expect that the VT uncertainty estimator will be more sensitive to the discrep-

ancies of this type because elastic effects modulate the phase of the wavefield data, FWI is

more sensitive to phase changes, and, unlike density, elastic effects cannot be consistently

explained by adjusting the sound speed. It will also be important to assess whether the

estimator is equally effective for 3-D imaging because most modern tomographic reconstruc-

tion algorithms produce 3-D posteriors.

7.1 Prior information

I am currently investigating the use of prior information in the reconstruction problem, which

will meet the primary objective of incorporating statistical prior information without signi-

ficant additional computational cost. This work will compliment another topic, which is to
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incorporate covariance information into the reconstruction. In Chapter 4, I speculated that

a lack of covariance information was affecting the quality of the uncertainty reconstruction

(see Section 4.4.1).

Prior information is introduced in Chapter 3, where the Bayesian interpretation of FWI

produces a gradient-based update, given by Equation 3.31. This equation contains terms

for the likelihood and prior distributions such that,

∇λEq(m;λ)

[
ln

{
q(m;λ)

p(m,D)

}]
=

∫
ϵ

q(ϵ)∇g ln{g[λ, ϵ]}∇λ g[λ, ϵ] dϵ

−
∫
ϵ

q(ϵ)∇g ln{p(g[λ, ϵ])}∇λ g[λ, ϵ] dϵ

−
∫
ϵ

q(ϵ)∇g ln {p(D | g[λ, ϵ])}∇λ g[λ, ϵ] dϵ

(7.1)

Then, VT was developed in Section 3.3.1 by considering only the likelihood component

of the update. This is strictly incorrect, but it is a useful simplification and it is common

practice in FWI. However, the initial motivation for VT was to develop a framework where

prior information can be encoded statistically. This contrasts with traditional FWI, where

a point estimate (the “starting model”) is used to initiate the optimisation algorithm but is

not used as a constraint. If we choose to include a prior in the optimisation, then Equation

7.1 can be arranged such that,

Eq(m;λ)

[
ln

{
q(m;λ)

p(m,D)

}]
= −

∫
ϵ

q(ϵ) ln {p(D |m)} dϵ

+

∫
ϵ

q(ϵ) ln

{
q(m;λ)

p(m)

}
dϵ

(7.2)

which is the same as Equation 3.33. The second term in this expression is a KL-divergence

between the prior and the approximating distribution. This term will constrain the approx-

imate posterior distribution (i.e. q(m;λ)) to be similar to the prior, but will also give the

approximate posterior more freedom where the uncertainty is higher.

This formulation raises the important question about what form the prior should take.

Priors can come in two forms; hand-crafted and data-driven [133]. In addition, Section 4.4.1
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introduces the concept of parametric and non-parametric. Typically, hand-crafted priors

would assume a parametric distribution, for example a Gaussian distribution, which would

enforce a specific correlation function between the pixels. This works when the correlation

function can be determined analytically, but that is not usually the case. In reality, a

hand-crafted prior could limit the solution space in an unrealistic way. For example, a fully-

specified Gaussian distribution would prevent sharp changes in contrast but sharp changes

in contrast are present in the human head, for example, the sound speed boundary between

the skull and the brain.

Regularisation will affect the quantitative standard deviation magnitude estimates in-

vestigated in the previous chapter. Equation 7.2 includes a regularisation term and estimates

the posterior variance. Section 3.3.1 states that the KL-divergence term can be seen as a

regularisation term such that,

Eq(m;λ)

[
ln

{
q(m;λ)

p(m,D)

}]
= −L(m) + aS(m) (7.3)

In Chapter 3 the weight a is set to zero. Figure 7.1 shows the effect of L2-regularisation

by introducing weights a = [0.5, 0.7, 1]. Figure 7.1 (a) shows the effect of L2 regularisation

on the mean reconstruction; the mean reconstruction tends towards the mean of the prior

as the magnitude of the regularisation weight increases. Figure 7.1 (b) shows that the

standard deviation of the likelihood (i.e. the unregularised standard deviation) maintains

it’s relationship with qualitative perceived image quality. In contrast, Figure 7.1 (c) shows

that the standard deviation of the posterior (i.e. the regularised standard deviation), tends

towards the standard deviation of the prior as the regularisation weight increases.

7.2 Learnt statistical priors

In practice, the simplest choice of prior is to assume a mean-field Gaussian distribution.

Section 7.1 shows a mean-field Gaussian prior which has a uniform mean and is approx-

imately the sound speed of water. This could be extended to a head prior by taking the
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Figure 7.1: L2 regularisation is introduced progressively by adjusting the weight term. (a)
shows the effect of regularisation on the mean, (b) shows the unregualarised standard devi-
ation of the likelihood, and (c) shows the regularised standard deviation of the posterior.

mean and variance of a sample of sound speed images of human heads. The problem with

a mean-field Gaussian prior is that there is significant variation in the size and shape of

different individual skull bones. Figure 7.2 shows CT images for 9 patients in the RSNA

2019 Brain CT Hemorrhage Challenge dataset [160]. It is clear that taking a pixel-wise

mean and standard deviation on the processed images (Figure 7.2(j-r)) would significantly

overestimate the variability at the boundary of the skull because this procedure does not

appropriately consider variation the shape and size. Therefore, a mean-field Gaussian prior

is inappropriate.

A non-parametric, data-driven prior is preferable as constraint for FWI. This is because

a non-parametric model can be specified which has sufficient flexibility to learn the correl-
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ation function of the human head images. Ideally, the model would bias the reconstruction

algorithm towards posterior distributions which are close to the prior distribution, without

being overly restrictive. However this requires that a sufficiently large dataset of head images

is available to train the model.

The key to solving this problem is to determine a suitable choice of non-parametric

model. A long standing framework in computational imaging are statistical shape and

appearance models [161], [162]. A traditional statistical shape model works using labelled

data [161]. Images are labelled with landmark points, for example, an image of a face

might be labelled with landmarks at the around the boundary of the mouth, nose, and

eyes. Then image of different individual faces are compared by measuring the the distance

between corresponding landmarks on the different faces. Finally the statistical variation

in these distances is determined by principle components analysis. However, a labelled

approach is unsuitable for 3-D datasets because labelling dozens of 3-D scans is too time

consuming. Instead, I will use a statistical deformation model [163], where the 3-D scans

are registered to one-another using an elastic or non-rigid registration algorithm. In this

case, the principle components analysis is applied to the deformation fields generated by the

non-rigid registration algorithm, which means that it is possible to determine the principle

components of variation between individuals. Deformation models of this type are already

used in neuroimaging analysis [164], suggesting that they are a suitable choice form encoding

prior information.

Clearly, a shape and deformation model is incapable of encoding variation in intensity

between individuals. This is problematic because the sound speed of the skull is known to

vary between individuals [118], [165], meaning that an average value would be unsuitable.

The solution is a statistical appearance model [162], which performs principle components

analysis directly on the residual pixel intensity between the individual images and the shape

model prediction. Thus, the statistics of intensity variation are determined by principle

components analysis after the shape model component has been removed. This idea can be

taken to the extreme using a variational auto-encoder (VAE) [112]. A limiting case of a VAE

is a single linear layer between the decoded image and the encoding space, which corresponds
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Figure 7.2: Examples from the RSNA dataset (a-i) before preprocessing and (j-r) after
preprocessing. Sub-figures show saggital (left), coronal (centre), and axial (right) slices.

directly to principle components analysis. The advantage of the VAE is that a non-linear

function can be used between the image space and the encoded latent vector. This means

that VAE’s are capable of capturing complex correlation functions [166] and might negate

the need for a shape model. An additional advantage is that the latent vector of a VAE is

mean-field Gaussian distributed by definition, potentially alleviating the inaccuracy of the

mean-field Gaussian assumption when it is made in image space.

A dataset of example reconstructions is critical for data-driven prior. In the case of a

VAE this must be thousands of images in order to fully represent the significant variation
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between individuals. Sound speed images of the human head are not available, so the

example images must be derived from other modalities. Open-source datasets are available

from CT [160] and MRI [167]. Because FWI struggles to reconstruct sound speed images

without prior knowledge of the skull, the most important property of the prior distibution

is to have good fidelity to the morphology and properties of the skull. CT reconstructions

are generally superior to MRI in hard tissue and the relationship between the CT Housfield

unit and the acoustic properties of bone is well understood [118], [165]. Therefore, the CT

datasets are preferred.

The RSNA 2019 Brain CT Hemorrhage Challenge dataset [160] is a dataset of 25, 262

volumetric CT scans of 22, 456 unique patients, drawn from Stanford University (Palo Alto,

Calif), Universidade Federal de São Paulo (São Paulo, Brazil) and Thomas Jefferson Uni-

versity Hospital (Philadelphia, Pa). The dataset contains single and repeat scans; 20, 698

patients have a single study taken, while 1, 758 patients have 2 or more studies. This means

it might be possible to infer temporal changes in the condition of the patient but, as tem-

poral labels are not available, this will be challenging. The scale of the dataset means that

it is suitable for training deep generative models such as VAEs and 21, 774 studies have

5 labels describing the haemorrhage status of the patient. This means that the shape or

appearance models can be conditioned on these labels and will allow the prior to be used as

a diagnostic tool.

Unfortunately the dataset is not immediately usable for training 3-D models because

various pre-processing tasks are required to organise the raw data. The dataset comes

as single slices, so the individual slices are sorted by the Patient Unique Identifier and

Series Instance Unique Identifier. Figure 7.2(a-i) shows examples of data once the sorting

algorithm has been applied, but before further preprocessing. Note that the aspect ratio

of these images is unequal to compensate for the unequal shape of the voxels. Once the

dataset was sorted, further processing is required to resolve the following problems. First,

some volumes have intensity values outside of the the [−1000, 2500] range appropriate for

Hounsfield units. Second, the volumes have unequal spacing, which is true within individual

scans and between different scans. Within a typical volume, there is an horizontal spacing
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of 0.5 [mm] but a vertical spacing of 4 [mm]. There is also variation between patients, for

example the vertical slice spacing differs from 1 − 5 [mm] throughout the dataset. Third,

approximately 11, 000 volumes suffer from Gantry Tilt, where the rotating gantry of the CT

scanner is not perpendicular to the head. This causes distortion to the unprocessed data,

for example in Figures 7.2(c-e, i), and causes a rotated orientation in the corrected data, for

example Figures 7.2(l-n, r). Fourth, approximately 5, 000 scans have unequal slice spacing,

where the slices have different spacing depending on the vertical position (relative to the

patient) of the rotating gantry. To make the dataset suitable for 3-D generative modelling,

the volumes were rescaled into the [-1000, 2500] range, the gantry tilt was corrected, and

the volumes were resampled onto an equispaced grid. The resampling is performed using a

bilinear interpolation algorithm. Scans with unequal slice spacing were removed from the

analysis. Figure 7.2(j-r) shows examples from the dataset after these corrections have been

applied.

Regarding full development of the prior, the first step will be to implement a VAE

capable of modelling the correlation function of the human head. This will be trained using

the RSNA dataset once 2 further corrections have been implemented. First, the processed

data will be aligned using a rigid registration algorithm. This means that the VAE will

not need to account for significant variations in patient position, which is unnecessary and

will slow down training. Second, the processed data will be downsampled into a grid of 643

pixels, with a slice spacing of 4 [mm]. This is necessary to permit model training on two

GPU’s (Quadro RTX 8000, Nvidia, CA). The smaller model will provide a proof-of-concept

for a larger more sophisticated model, which will need to be trained on a more capable

system.
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