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Abstract

A derivation of the dual weighted residual (DWR) goal-based error estimator is given for the
1-D DD-SN discretisation of the fixed source and eigenvalue neutron transport equations. The
quantity of interest (QoI) is linear and non-linear respectively. Isotropic scattering is assumed.
Error correction and adaptive mesh refinement (AMR) were implemented for the 1-D code to
reduce the error in the QoI as a function of the number of degrees of freedom (DoF) required for
the forward solution. Higher order DD methods in the 1-D code allowed for h, p and hp AMR.
Cell-wise DWRs were used to select cells for refinement. In the hp case, a merit function was
used to choose between h or p refinement for a given cell.

The extension of the weighted residual (WR) view of the traditional 1-D DD-SN equations
to multidimensions results in a bilinear/trilinear approximation within the cell and cell vertex
values as unknowns. However, traditional DD codes express the unknowns as cell-average and
cell-edge average fluxes. The bilinear and trilinear components of the flux within a cell cannot
be recovered from these values for use in the DWR calculation. Two 2-D codes were written,
one keeping the cell-vertex values as unknowns and the other implementing the traditional DD
scheme. In the former the DWR is calculated as in the 1-D case. The flux result of the latter
is mapped into a discontinuous finite element space with a zero bilinear term before calculating
the DWR. The vertex code provided the best error estimates. The DWR error estimate had,
in general, the same convergence rate as the reference error, though the effectivity index tended
towards unity only for fixed source problems with high scatter ratios. The equivalence between
the vertex method and the traditional DD method means that the SPN acceleration scheme used
by EDF can still be applied.
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1. Introduction

This engineering doctorate is sponsored by the EPSRC and EDF R&D. The nuclear EngD

programme is comprised of four elements that are to be completed over four years:

1. A doctoral level research project,

2. Post-graduate diploma in Enterprise Management,

3. Taught technical modules,

4. Professional development programme.

All technical modules, professional development courses and the post-graduate diploma have

been completed. The final component is the doctoral thesis which is contained in this document.

The research work was carried out at Imperial College London, within Matthew Eaton’s reactor

physics group, and at EDF R&D (Clamart and Saclay) in SINETICS group “I23 - analysis and

numerical modelling”. As well as achieving an overall contribution to knowledge (a requirement

of a PhD), an EngD needs to also recognise the “commercial drivers behind the research and the

business impact (potential or real) of the results” [3]. Therefore, the first section (section 1.1) of

this introductory chapter will give some background behind the current state of EDF activities

in the UK nuclear industry. A brief explanation of the need for reliable neutron transport codes

is given in section 1.2 and an overview of those used at EDF is given in section 1.3. The various

sources of error in computer codes that are used to model real world physical phenomena are

discussed in section 1.4. The scope of the project, how it has contributed to knowledge in the

field and how it could contribute to EDF’s business is described in section 1.5. Finally, section

1.6 will describe the thesis outline.

11
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1.1 EDF’s activities in the UK nuclear industry

The UK government is now committed to new nuclear as a means of replacing the generating

capacity that will be lost as ageing nuclear power stations are taken off-line in the next decade

[4]. New nuclear is also a way of providing low carbon electricity generation in the UK, which

was one of the aims set out by the Energy Act 2013 [5].

About a fifth (21%) of the UK’s electricity is currently produced by nuclear power [4]. All 15

remaining nuclear reactors in operation are owned and operated by EDF Energy [4], a subsidiary

of The EDF Group. The UK’s current reactor fleet comprises 14 advanced gas-cooled reactors

(AGRs) and one pressurised water reactor (PWR). EDF plans to build new reactors of the

European Pressurised Reactor (EPR) design in the UK. They are now able to proceed with the

Hinkley Point C project since government approval was granted on September the 15th 2016 [6].

EDF has also been able to export electricity generated in France to the UK since 1985, via the

cross-channel inter-connector. France’s ability to export is mainly due to their large fleet of

nuclear reactors generating about 80% of the country’s electricity. The decision to go nuclear

was taken after the 1973 oil crisis as a route to energy independence [7].

1.2 The need for neutron flux models for nuclear reactors

Nuclear reactors are large and complex systems involving multi-scale and multi-physics phe-

nomena. It is necessary to predict the behaviour of reactors by using computational models in

order to perform safety analysis for the commissioning of reactors, fuel loading preparation and

real-world operating scenarios. Many quantities of engineering interest associated with safety

analysis depend on the population and behaviour of the neutrons in the reactor. Codes that

model neutron behaviour are therefore an essential element of reliably modelling the overall

behaviour of nuclear reactors and power stations.

The source of power in a fission reactor is the release of energy upon the fission of large nuclei

as they disintegrate to a more stable configuration of nucleons. The activation energy for the

fission of a nucleus can be provided by neutron bombardment. A neutron incident on a nucleus

can induce the fission of the nucleus. This results in daughter nuclei, energy release and neutron

release. The neutrons released during fission can then go on to bombard further fissile nuclei in

a self-sustaining chain reaction.
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If the average number of neutrons being produced is equal to the average number being absorbed

or leaked from the reactor system, the reactor is said to be critical and the power produced by

the reactor will be constant. In this case, Keff, the ratio of neutrons produced in one generation

compared to the previous generation [8], will be equal to one. If the reactor power is to be

increased or decreased, the reactor must go super-critical (Keff > 1) or sub-critical (Keff < 1)

respectively. To model the criticality and fission rate distribution in the reactor for a given

configuration, neutron transport codes are required. The more accurate and reliable the models,

the easier it is to define appropriate safety factor margins for reactor construction and operation.

This has potential safety and economic benefits.

1.3 Reactor codes used by EDF R&D

The reactor codes currently in use on nuclear sites for whole reactor core calculations need to

provide answers on short time-scales. In order for the codes to run within reasonable timescales,

approximations and simplifications are made to the problem in order to make it less computa-

tionally intensive to solve. COCCINELLE is a 2 group diffusion code that is used to calculate

quantities at the scale of the whole nuclear reactor core [9] and for coupling with codes that

model other physical phenomena (such as reactor core thermal hydraulics codes). This is a

simplified model that assumes linear variation in angle by using the diffusion approximation to

the neutron transport equation. Input material data that is homogenised over whole (or quar-

ter) assemblies and broad energy ranges are obtained from calculations made on the scale of a

single (or quarter) assembly where the spatial, energy and angular discretisation is more refined.

These codes are often called reactor lattice codes or lattice physics codes [10]. The code used by

EDF for this purpose is currently APOLLO2. The Monte Carlo code TRIPOLI is also used for

reference calculations and radiation shielding type calculations [11].

The next generation of reactor physics solvers are currently being developed at EDF R&D and

are part of the COCAGNE code platform. One branch of the COCAGNE code platform is

a finite element transport-simplified PN solver (SPN) [12]. To ensure that the effect of the

low order SPN approximation on whole core calculation results is known, EDF require reference

calculations for code validation of the full core SPN solver. For this purpose, a diamond difference

(DD) SN solver: DOMINO [13] was developed. A high order SN solver takes into account the

angular variation of the flux in more detail than low order SPN solvers and, unlike the SPN

equations, the SN equations are guaranteed to converge to the transport solution with increased
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N (assuming a converged spatial solution is obtained) [12, 14]. Part-validation of the SN solver

was made by comparing the results obtained on a 2D PWR assembly with the results of the

MCNP Monte Carlo code [13]. Fine resolution results throughout a 3D nuclear reactor core is

difficult to obtain with Monte Carlo codes, hence the motivation for a deterministic code for

validation purposes [13].

1.4 Sources of error in numerical simulations

The result given by a computer code for a quantity of engineering interest will be associated

with an error. The error comes from a variety of sources. In order to give an idea of the safety

factors required in reactor design and predictions of reactor behaviour, a measure of the error is

required. This section briefly discusses the different sources of error in the quantity of interest

(QoI) prediction given by a piece of computing software and ways in which users can approximate

the order of magnitude of the error.

Figure 1.1 is based on the discussion in section 2.1 of a book that discusses accuracy and

reliability in scientific computing [15]. The figure summarises the sources of error that enter a

given computer code, provided that there are no programming errors.

At the lowest level there are rounding errors that present themselves due to the use of floating

point arithmetic on computer hardware. The error due to this can change as a function of

computer hardware, compiler optimisations, use of parallelism and what precision is prescribed

for the floating point numbers [15, 16]. Verification of the reliability of certain algorithms can

be done by using stochastic arithmetic. This is a topic that is currently being researched by the

analysis and numerical modelling group at EDF R&D [16].

The next level of error is where the continuous mathematical equations are modified so that

they can be solved numerically by a computer. In deterministic schemes, continuous integro-

differential equations (such as the neutron transport equation) are discretised. Code verification

ensures that the discretisation error and the convergence rate upon uniform refinement are as

expected for a given scheme. The method of manufactured solutions (MMS) is one way of

conducting code verification [17]. Such analysis is more complicated when non-uniform adaptive

mesh refinement (AMR) is conducted in order to reduce the number of unknowns for a given

discretisation error, especially when the QoI is not the solution to the PDE itself but a functional

of the solution. Dual weighted residual (DWR) error estimates are one way of providing an a
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Figure 1.1: Sources of error in results from computer programs modelling physical phenomena

posteriori estimation of the error due to discretisation in a given QoI [18]. Another source

of numerical error is in linear solvers where the numerically discretised equations are solved

iteratively. An estimate of the error in a QoI due to the implementation of iterative solvers

using a finite number of iterations can also be obtained by a DWR process [19, 20]. The error

due to discretisation and iteration schemes can be reduced by using a larger number of iterations

and by refining the discretisation scheme. However, at some point the amount of refinement will

be limited by memory and execution time constraints.

The next level of error is in the assumptions made in the mathematical model, which is a sim-

plification of the physical phenomena that occur in the real world scenario. For example, the

population of neutrons in the reactor depends on many coupled physical phenomena such as

the reactor temperature and the material properties of the reactor that change with time. In
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neutron transport calculations, the assumption is made that the neutron transport phenom-

ena being analysed occur at a time-scale that is much shorter than the time-scale of changing

temperature or material properties in the reactor. If the reactor is assumed to be in a steady

state, then discretisation in time is no longer needed. Another approximation may be to use the

diffusion approximation to the neutron transport equation which removes the need for angular

discretisation. Code validation must be conducted to ensure that the assumptions made in the

construction of the mathematical model represent reality to a satisfactory degree of accuracy.

This can be done by comparing the result given by a code to experimental measurements (if

available). It can also be done by comparing simplified codes with more complex ones that make

fewer assumptions. This is the aim of DOMINO in the COCAGNE code, as explained in section

1.3. The DOMINO solver validates that the low order SPN approximation is appropriate by

representing the angular variable via a large number of discrete ordinate directions. Another

source of error compared to reality is uncertainties in the input data to the model (coefficients

of the differential equation and boundary value data) [21, 22]. Uncertainty quantification due

to uncertainty in parametric input data is an active area of research in neutron transport [23].

1.5 Project scope and objectives

The DOMINO solver can solve full core pressurised water reactor (PWR) eigenvalue (Keff)

problems with O(1012) degrees of freedom (DoF, number of unknowns) [24, 25]. These unknowns

arise from discretising the six-dimensional phase space of the steady state angular flux. This

six dimensional phase space consists of three spatial (x, y, z), two angular (θ, ω) and one energy

dimension (E) [24, 25]. The aim of these whole core simulations is often to calculate the power

distribution and reaction rates within the reactor core, as well as the Keff of the reactor. Large

numbers of DoF are required to ensure a low discretisation error (see section 1.4). The results are

obtained at reasonable timescales due to making full use of nested levels of parallelism (multiple

cores and vectorised operations) [25].

Estimating the error in a given QoI due to the discretisation of the phase space is essential for

determining whether the discretisation is sufficiently refined. Deriving dual weighted residual

(DWR) error estimators of the error in both linear and non-linear QoI due to the spatial dis-

cretisation of the fixed source and eigenvalue angularly discretised neutron transport equations

is the first aim of this thesis.
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The second aim of the thesis is to reduce the number of DoF required by only refining the spatial

mesh where needed, for a specific QoI. It has been shown that adaptive mesh refinement (AMR)

using error estimators that aim to reduce the global error in the forward solution can, in certain

circumstances, fail to yield an accurate answer to the QoI compared to uniform refinement (see

[26, p783] and [27, p306]). Heuristic error estimators are often inaccurate [28, p3], but there are

examples of where heuristic error estimators for refinement can be improved by weighting with

an adjoint solution [29, fig.6.7]. Therefore, reliable local goal-based error indicators should yield

more robust approaches to mesh adaptivity that efficiently reduce the error in the QoI upon

mesh refinement.

The above will be achieved by experimenting with my own code. EDF can then make an informed

decision on whether to investigate this topic further for application to industrial reactor physics

problems.

1.6 Thesis outline

The remaining 7 chapters are set out as follows. Chapter 2 covers the theory required in the rest

of the thesis as well as giving a brief overview of the previous work that has been conducted on

error estimation and AMR in the field of neutron transport. A summary of the test cases used in

the thesis is also given. Chapter 3 derives the theory required for DWR error estimation of linear

and non-linear quantities of interest for the DD-SN discretised 1-D fixed source and eigenvalue

neutron transport equations respectively. Use of this error estimator as an error correction term

to obtain a better approximation of a QoI is also discussed and implemented. Chapter 4 uses

the locally calculated cell values of the DWR estimator as error indicators for h, p or combined

hp refinement of the DD scheme. Chapter 5 combines the advantages of chapter 3 and 4 by

using a different error indicator for refinement in order to obtain the optimal mesh for the error

corrected approximation to the QoI. Chapter 6 implements the necessary extensions required

to implement the DWR theory to the multi-dimensional equations. Finally chapter 7 concludes

the findings of the thesis and highlights how this research could be extended in the future.



2. Theory and background

This chapter will cover the basic theory required before undertaking the main subject material in

the thesis. Section 2.1 gives some of the reactor physics theory required to obtain the governing

mathematical equations for neutron transport. Section 2.2 gives an overview of the various

methods used to obtain an approximate solution to the governing mathematical equations for

neutron transport. Section 2.3 gives an overview of previous work that has been completed by

the neutron transport community on AMR and error estimation. Section 2.4 gives a summary

of the test cases that are used throughout this thesis.

2.1 Reactor Physics

The neutron angular flux is a distribution with respect to six different variables as well as a

function of time [12, 30]:

Φ(r,Ω, E, t) = Φ(x, y, z, θ, ψ,E, t) = vN(r,Ω, E, t) (2.1)

Units = cm−2s−1eV−1sr−1.

v (Units: cms−1) represents the speed of the neutrons. The number density of neutrons

(N(r,Ω, E, t), Units: cm−3eV−1sr−1) is a distribution with respect to the six-dimensions of

the phase-space defined by the spatial, angular and energy variables. N(r,Ω, E, t) is defined

such that N(r,Ω, E, t)dEdΩdr is defined as the number of neutrons in the phase space volume

dEdΩdr at time t [12].

The value of the angular flux at any point in the six-dimensional phase space at a particular

time t will depend on the size and composition of the reactor. Neutrons will be absorbed, be

scattered, initiate fission and be produced by fission as a function of the material composition of

18
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the reactor. Neutrons can also leak out of the reactor. For all these phenomena to be represented

in a mathematical equation, a way of describing the nuclear properties of the reactor material

and the resulting neutron reaction rates is required. This is explained in sections 2.1.1 and 2.1.2.

How these values are used to give a representation of neutron behaviour in a reactor via the

neutron transport equation is given in section 2.1.3. Some of the simplifications that can be

made to the neutron transport equation in practice are discussed in section 2.1.4.

2.1.1 Material properties

The nuclear properties of isotopes are described by their microscopic cross sections, σx(E), where

x represents the specific type of neutron interaction under consideration [31]. This has units of

area, and can be thought of as the effective cross-sectional area for neutron interaction with the

nucleus. These can often be much larger than the actual surface area of the nucleus [32]. Cross

sections vary with the type of nucleus, type of reaction, and the energy of the incident neutron.

There is a partial microscopic cross section associated with each possible neutron reaction, in-

cluding the scattering microscopic cross section, σs(E), capture microscopic cross section, σc(E),

and fission microscopic cross section, σf(E). The sum of the capture and fission microscopic cross

sections can be represented by the absorption microscopic cross section σa(E) and the sum of

all partial microscopic cross sections gives the total microscopic cross section σt(E) [8, 32].

By multiplying the microscopic cross sections with the number density of the particular iso-

tope under consideration, one obtains the macroscopic cross section, Σx(E, r) [31], which has

dimensions L−1 and can be thought of as the effective area for interaction per unit volume or

the probability of neutron interaction per unit distance travelled by the neutron [31]. It is a

function of spatial coordinates since the number density of the isotope under consideration can

vary in space. Similar to the microscopic cross section, the partial macroscopic cross sections for

any nuclide present can be summed to provide the total macroscopic cross section [31]. Values

of macroscopic cross section can also be given for a medium that is a mix of nuclides.

A differential cross section is also defined for reactions which produce neutrons [31]:

Σx(r, E′ → E,Ω′ → Ω) = Σx(r, E′)fx
(
r, E′ → E,Ω′ → Ω

)
, (2.2)

Σx(r, E′ → E,Ω′ → Ω) is the area for interaction per unit volume for an incident neutron at

r, of energy E′ and direction Ω′ partaking in reaction x and in the process releasing a neutron
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Figure 2.1: Scattering event geometry

to direction Ω at energy E. Σx(r, E′) is the area for interaction per unit volume for neutrons

at position r and energy E′. fx (r, E′ → E,Ω′ → Ω) is the probability density that this will

result in a neutron being released with energy E and direction of travel Ω. If the reaction,

x, under consideration is neutron scattering (in which case x is replaced by s), the directional

dependence of fs is a function of Ω′ · Ω only [33], which is the cosine of the scattering angle,

µ0 = cos θ0, shown in figure 2.1. This indicates that the material is isotropic, i.e. there is

no preferred direction in the material itself [34]. It also means that all scattering directions

along the rim of the circle in figure 2.2 are of equal probability for the given incoming direction.

Despite Kulikowska [31] showing fs as a function of position and time, Ganapol [33] notes that

it is generally independent of time and position, and that the spatial and temporal variation of

the differential cross section is entirely due to the atomic density of the various nuclides in the

medium which is included in the macroscopic scattering cross section. For scattering events,

where one neutron interaction results in the release of only one neutron, fs must be normalised

in the following way [33]:

∫ ∞
0

dE

∫
4π
dΩfs(Ω

′ ·Ω, E′ → E) ≡ 1. (2.3)

The mean free path (mfp) of a neutron in a particular medium is a measure of the distance a
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Figure 2.2: Scattering

neutron can travel in a straight line (assuming straight line travel between collisions) without

interacting with the nuclei of the medium in any way. It is given by [31]:

mfp =
1

Σt(E, r)
. (2.4)

The equation is derived in Lewis [8]. Optically thick media have short mean free paths, whereas

those of optically thin media are large.

2.1.2 Calculation of reaction rates

Reaction rates can be calculated from the macroscopic cross section for the reaction and the

neutron flux. The reaction rate as a result of neutrons travelling in a particular direction can

be obtained by the angular flux as follows:

Rate of reaction x per unit volume due to neutrons travelling in direction Ω = ΣxΦ. (2.5)

Φ gives the number of neutrons incident on a unit area perpendicular to Ω at a certain point

in time, and Σx gives the area for interaction per unit volume. Given that the material can

mostly be assumed isotropic, the cross section will be the same no matter which directions the

neutrons are travelling. Hence, multiplying these two terms gives the number of reactions per

unit volume due to neutrons travelling in this direction. Integrating over all directions simply

results in the following equation, because Σx is independent of the incoming neutron angle:

Rate of reaction x per unit volume =

∫
4π

ΣxΦdΩ = Σxφ, (2.6)

where:

φ(r, E, t) =

∫
4π

Φ(r,Ω, E, t)dΩ (2.7)

is the scalar flux and has units cm−2s−1eV−1. It is the total number of neutrons per unit volume,

with energy E (regardless of their direction), multiplied by their speed.
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Terms of the kind expressed in equation (2.6) are important in the neutron transport equation

given in section 2.1.3. As well as reactions, neutrons enter and leave a point in a phase space

via transport. The rate at which neutrons leave a point in the phase space per unit phase space

volume at time t is given by:

Ω · ∇Φ (r, E,Ω, t) . (2.8)

This is called the streaming term.

2.1.3 Neutron transport equation

The angular flux is the solution to the linear Boltzmann transport equation, also called the

neutron transport equation, which can be written in its unsimplified form in equation (2.9) [30]:

1

v

∂Φ(r, E,Ω, t)

∂t
=− [Σa(r, E) + Σs(r, E)] Φ(r, E,Ω, t)

−Ω · ∇Φ(r, E,Ω, t)

+

∫
4π
dΩ′

∫ ∞
0

dE′Σs(E
′ → E,Ω′ → Ω, r)Φ(r, E′,Ω′, t)

+ χp(E)(1− β)
1

4π

∫ ∞
0

dE′νΣf (r, E′)

∫
4π
dΩ′Φ(r, E′,Ω′, t)

+
1

4π

∑
l

χl(E)λlCl(r, t)

+Q(r, E,Ω, t), (2.9)

where, given the assumption that each neutron precursor (Cl: a fission product that releases

a neutron after the initial fission has happened) emits one delayed neutron [32], the precursor

concentration is given by:

∂

∂t
Cl(r, t) = βl

1

4π

∫ ∞
0

dE′νΣf (r, E′, t)

∫
4π
dΩ′Φ(r, E′,Ω′, t)− λlCl(r, t), (2.10)

where:

β =
∑
l

βl. (2.11)

Equation (2.9) is derived by applying conservation of neutrons to every possible control volume

in the seven dimensional phase space. The term on the left hand side of equation (2.9) is the

rate of increase of neutron density (neutrons per unit volume) with time of neutrons with energy

E, travelling in a direction defined by the unit vector Ω at point r. The first term on the right



Chapter 2 23

hand side is the removal of neutrons due to neutron interaction with the reactor material. The

second is the removal of neutrons due to transport. The third term on the right hand side is

the addition of neutrons due to those scattered from different directions and energies to energy

E and direction Ω. The fourth term on the right hand side is the addition of neutrons due to

prompt fission neutrons, released isotropically at the instant of fission. The fifth term is due to

delayed neutrons which are released isotropically when the fission products decay. The factor

of 1
4π in the fourth and fifth term is due to the fact that neutrons released as a result of fission

are assumed to be emitted isotropically. The final term on the right hand side is an extraneous

(fixed) source of neutrons.

The fourth and fifth terms on the right hand side of equation (2.9) introduce new symbols. β is

the fraction of fission neutrons that are delayed. ν is the average number of neutrons released

per fission. χp(E) and χl(E) are the prompt and delayed neutron fission spectra respectively.

χp(E) gives the proportion of prompt neutrons produced with energy E. Similarly χl(E) gives

the proportion of delayed neutrons produced as a result of neutron precursor l, with energy E.

They must be normalised as follows:

∫ ∞
0

χp(r, E, t)dE ≡ 1 (2.12)

and ∫ ∞
0

χl(r, E, t)dE ≡ 1 (2.13)

and they are both assumed independent of the isotope being fissioned.

Neutron precursors are grouped according to their half-life [32]. Cl(r, t) is the number of neutron

pre-cursor nuclei in neutron pre-cursor group l per unit volume, λl is the delayed neutron pre-

cursor decay coefficient for precursors of group l.

Even in the above rather complex set of equations, simplifying assumptions have been made. The

effect of fission and neutron bombardment on the material macroscopic neutron cross sections

is assumed to be independent of time (occur at time-scales much slower than those considered

in equation (2.9)). Also, the fission spectra (χp(E) and χl(E)) and proportion of prompt and

delayed neutrons are assumed the same for all fissile nuclei undergoing fission.
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2.1.4 Simplifications to the neutron transport equation

The neutron transport equation cannot be solved analytically because of its complexity, there-

fore there is the requirement to either solve it numerically, or simplify it. For time dependent

problems it must be discretised in time, and stability issues become important depending on

which discretisation scheme is used. An extensive explanation will not be given here, since the

application in this project will be to steady state problems.

Assuming steady state conditions simplifies the problem immediately:

[Σa(r, E) + Σs(r, E)] Φ(r, E,Ω)+Ω · ∇Φ(r, E,Ω) =

+

∫
4π
dΩ′

∫ ∞
0

dE′Σs(E
′ → E,Ω′ → Ω, r)Φ(r, E′,Ω′)

+
1

4π
χ(r, E)

∫ ∞
0

dE′νΣf (r, E′)

∫
4π
dΩ′Φ(r, E′,Ω′)

+Q(r, E,Ω). (2.14)

For cases where the external source, Q, is zero, the resulting equation is only valid if the system

under consideration is critical. In the case where the reactor is not critical, the equation needs

to be modified to obtain a well-posed problem. One way of doing this is by dividing the fission

source by a factor Keff to enforce the steady-state condition. Keff is equal to the neutrons

produced divided by the number that are absorbed or leaked from the core in each generation.

The system being analysed is supercritical, critical or subcritical if Keff is greater than, equal to

or less than one respectively. This transforms the equation into a generalised eigenvalue problem.

Alternatively, a fixed source problem is one where there is no fission but there is an extraneous

source of neutrons, Q.

An alternative to the Keff eigenvalue method is the α-eigenvalue method, where steady state

is not assumed. The flux variation with time, however, is assumed independent of the other

parameters and assumed to be of the form eαt. Substituting this into equation (2.9), and

assuming no delayed neutrons, also results in an eigenvalue equation where α is the eigenvalue

and the time-independent part of the flux is the eigenfunction. The α term appears in an

absorption term, unlike Keff which appears in the source term. The system being analysed is

critical (steady state) if α is equal to zero. In this case the Keff and α-eigenvalue equations

are equivalent. The equations are not equivalent when the system is supercritical (α > 0) or

subcritical (α < 0).
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In either the steady state fixed source or eigenvalue case, analytical solutions only exist for simple

problems. Hence, the equation must be solved approximately using stochastic or deterministic

methods. The different methods are discussed in the following section.

2.2 Solving the neutron transport equation in practice

Methods for obtaining an approximate solution to the neutron transport equation can be divided

into two families of methods: stochastic methods and deterministic methods. The method

used in this thesis is a particular type of deterministic method. A brief description of the

methods currently available is given in section 2.2.1 for stochastic methods and section 2.2.2 for

deterministic methods.

2.2.1 Stochastic methods

This usually means applying a Monte Carlo method to solve the neutron transport equation.

MCNP and TRIPOLI are examples of Monte Carlo codes [12]. The Monte Carlo method was

first developed for the nuclear industry around the same time as the deterministic SN method at

Los Alamos National Laboratory [35]. The interaction of neutrons with materials is a statistical

process [36], where the probabilistic events governing the the overall process of neutron transport

consist of collisions with varying different outcomes, such as scatter, fission, capture, or if incident

on a boundary, leakage or reflection. Each of the possible events have an associated probability

distribution which governs them. These distributions are statistically sampled in the Monte

Carlo method and many particles are followed from their source through to the “death” of the

particle by absorption or leakage [36]. The source of a neutron could be an extraneous source,

or produced in the process of following another neutron [36]. Many “neutron histories” [36] are

found and after following many of them, the neutron distribution becomes better known.

There are advantages to using Monte Carlo techniques over deterministic methods. Ray effects

are not an issue as they are in the SN method (see section 2.2.2.2). The spatial domain can

be modelled exactly because there is no need for a mesh. The energy dependence of nuclear

properties are modelled continuously [36]. The continuous energy spectrum is sampled without

the need for a multi group approximation [12]. There is, however, the need for “bins” (in energy,

space and angle) in which neutron tallies are taken for the specific quantity of interest being

calculated [36]. The method therefore gives integral quantities. The number of DoF required to
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accurately model complex 3-D problems is large when the total phase space is discretised such as

in the SN or PN method. However, for an accurate statistical representation, many independent

samples must be taken [37], which is also computationally expensive. In fact, the error in the

solution of interest is proportional to 1√
N

where N is the number of particle histories taken

[38]. The uncertainty is increased for quantities for which only a few of the particle histories

(N) contribute to the overall tally (such as localised flux values, where small “bins” are used)

compared to Keff or integral values over larger volumes where a larger proportion of particle

histories contributes to the tally of the quantity of interest [32].

Monte Carlo methods are appropriate for the calculation of integral quantities in complex geom-

etry reactors. However, to obtain information about the flux (or other quantities) as a function

of space and energy, the Monte Carlo method is inefficient and prone to inaccuracies [39].

For full 3-D geometries, the number of neutron histories required to produce an accurate and

spatially detailed solution to the flux is significantly higher than a 2-D case [13]. It is for this

reason that EDF have decided to use a 3-D SN solver to provide reference solutions for validation

purposes rather than a Monte Carlo code [13].

2.2.2 Deterministic methods

All methods involve the discretisation of a six-dimensional phase space (for steady state prob-

lems). A given combination of different discretisation techniques for each parameter in the phase

space gives a specific type of deterministic method. The type of discretisation for energy, angle

and space used in various deterministic methods are briefly discussed in sections 2.2.2.1, 2.2.2.2

and 2.2.2.3 respectively.

2.2.2.1 Discretisation in energy

The microscopic cross sections of atoms are functions of the incident neutron energy, hence the

energy spectrum must be discretised in a deterministic code. In deterministic codes the energy

domain is discretised using the multi-group method. In this method the energy domain, from

0 to a prescribed upper bound (e.g. 10MeV [40]), is discretised into G discrete energy regions,

often called energy groups. Normally the energy groups are numbered with integers from G

to 1, with energy group G being of the lowest energy and group 1 being of the highest energy
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[12, 32, 40]. The integrated behaviour of the neutrons in each energy group is calculated and

the energy dependent input parameters are averaged over each energy group.

To transform equation (2.14) into a multi-group equation, the equation is integrated over the

energy width (∆Eg) of an arbitrary group g. This is done for all groups, to produce G alge-

braically coupled equations. The integrals over the whole energy domain are replaced by the

sums of the integrals over the individual groups [32]:

∫
g
dEΣt(r, E)Φ(r, E,Ω)+Ω · ∇

∫
g
dEΦ(r, E,Ω) =

+

∫
g
dE

∫
4π
dΩ′

G∑
g′=1

∫
g
dE′Σs(E

′ → E,Ω′ → Ω, r)Φ(r, E′,Ω′)

+

∫
g
dE

1

4π
χ(r, E)

G∑
g′=1

∫
g′
dE′νΣf (r, E′)φ(r, E′)

+

∫
g
dEQ(r, E,Ω)

for g = 1, 2, . . . G. (2.15)

Note that in the above equation
∫
g dE =

∫ gmax
gmin

dE.

Equation 2.15 can be written in terms of group angular fluxes, group scalar fluxes, group external

sources and group constant cross sections using the following definitions [41]:

φg(r) =

∫
g
dEφ(r, E), (2.16)

Φg(r,Ω) =

∫
g
dEΦ(r, E,Ω), (2.17)

Qg(r,Ω) =

∫
g
dEQ(r, E,Ω), (2.18)

χg(r) =

∫
g
dEχ(r, E). (2.19)

Group-constant cross sections and differential cross sections are denoted by the following sym-

bols: Σt,g(r), Σs,g′→g(r,Ω
′ → Ω) and νΣf,g(r). They represent the averaged behaviour within

a given energy group. The evaluation of the multi-group cross sections can be quite involved

due to the complicated variation of the microscopic cross sections with energy. The variation

can include a resonance region where the cross section varies significantly within a very short

range of neutron energies [12]. The process of calculating multi-group cross sections that take
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these aspects into account is therefore a complex process that is outside the scope of this thesis.

Nuclear data files such as ENDF or JEFF are processed by a cross section processing code such

as NJOY [12] to give multi-group cross sections. Lattice calculations are then conducted to ho-

mogenise the material cross sections over regions in the reactor and for reducing the number of

energy groups required for whole core calculations. In this work the energy group cross sections

are assumed to be known inputs to the neutron transport code.

Substituting in for all the group-constant cross sections and equations (2.16)-(2.19) results in

the multi-group equations:

Σt,g(r)Φg(r,Ω) + Ω · ∇Φg(r,Ω) =

∫
4π
dΩ′

G∑
g′=1

Σs,g′→g(r,Ω
′ → Ω)Φg′(r,Ω)

+
1

4π
χg(r)

G∑
g′=1

νΣf,g′(r)φg′(r)

+Qg(r,Ω)

for g = 1, 2, . . . G. (2.20)

Isotropic scattering is assumed in this project. Because of this, the first term on the right-hand

side can be simplified to give the following equation:

Σt,g(r)Φg(r,Ω) + Ω · ∇Φg(r,Ω) =
1

4π

G∑
g′=1

Σs0,g′→g(r)φg′(r)+
1

4π
χg(r)

G∑
g′=1

νΣf,g′(r)φg′(r) +Qg(r,Ω)

for g = 1, 2, . . . G, (2.21)

where Σs0,g′→g(r) represents a group isotropic scattering coefficient.

A fixed source multi-group problem, without the presence of a neutron multiplying material is

denoted as follows:

Σt,g(r)Φg(r,Ω) + Ω · ∇Φg(r,Ω) =
1

4π

G∑
g′=1

Σs0,g′→g(r)φg′(r) +Qg(r,Ω) for g = 1, 2, . . . G.

(2.22)

In practical eigenvalue solvers such as DOMINO, a multi-group problem is solved at each eigen-

value iteration. The fission source is fixed for each iteration and represented by a fixed source

term based on the flux of the previous iteration.
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Given that the group scalar flux is a function of the group angular fluxes, it is clear that equation

(2.22) needs to be solved iteratively as well. If an initial guess for each group scalar flux is given,

and each equation from g = 1 to g = G is solved, one can then integrate these group angular

fluxes to produce new group scalar fluxes. These can then be used as the source for G equations of

the next multi group iteration. Iterations continue until the result is deemed to have converged.

Solving the problem in this way is called a Jacobi iteration [42]. Defining l as the iteration

number, this scheme can be written as follows:

Σt,g(r)Φl
g(r,Ω) + Ω · ∇Φl

g(r,Ω) =
1

4π

G∑
g′=1

Σs0,g′→g(r)φl−1
g (r) +Qg(r,Ω) for g = 1, 2, . . . G.

(2.23)

Faster convergence can be achieved by splitting the sum in equation (2.23) so that for each

equation, g, the scalar flux from the current multi group iteration is used for g′ < g. This is

called a Gauss-Seidel iteration [42]. It can be represented by equation (2.24):

Σt,g(r)Φl
g(r,Ω) + Ω · ∇Φl

g(r,Ω) =
1

4π

G∑
g′=g

Σs0,g′→g(r)φl−1
g (r) +

1

4π

g−1∑
g′=1

Σs0,g′→g(r)φlg(r) +Qg(r,Ω)

for g = 1, 2, . . . G.

(2.24)

In sequential implementations of codes (e.g. the sequential implementation of [43]) it is the

Gauss-Seidel scheme that is used because of its obvious advantages. However, the Jacobi iteration

is used in parallel implementations e.g. [43, 44]. In these cases it is assumed that the increased

efficiency offered by parallelising the code makes up for the increased number of iterations

required for a converged answer.

Each g equation in equation (2.24) is a mono-energetic problem with the in-scatter from other

energy groups being represented as a fixed source for that problem. Hence, in a practical code a

multi-group solver will call a fixed source solve for each group. For each group, the fixed source is

defined as the sum of incoming neutrons from all groups other than g, and any external sources.
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2.2.2.2 Discretisation in angle

The angular variation of the flux can be represented by many different procedures, including the

PN, SPN and SN methods.

The spherical harmonic method (PN) is based on the expansion of the angular flux and source

terms in terms of spherical harmonics. The SPN equations are a simplified version of the PN

equations that have less complicated couplings between unknowns in multi-dimensions [12]. The

spherical harmonic expansion of the PN method reduces to a Legendre polynomial expansion in

1-D problems. The multidimensional SPN method is then developed from the 1-D PN equations

by replacing the 1-D differential term by either a divergence or gradient operator. The origi-

nal 1-D equations obtained by weighting by the even Legendre Polynomial basis functions use

the divergence operator, those obtained by weighting with the odd Legendre Polynomial basis

functions use the gradient operator [12].

The P1, SP1 and diffusion approximations are equivalent if the source term is isotropic [12]. As

mentioned in section 1.3, the SPN scheme is used in the COCAGNE code. Another branch of

the COCAGNE code (DOMINO) uses the SN method, and it is this branch that is of interest

to the work of this thesis.

SN methods are also called discrete ordinate methods. They discretise the angular domain

into a finite number of angular directions and evaluate the neutron transport equation along

each ordinate. The directions are chosen using a quadrature scheme (for example, the Level

Symmetric quadrature scheme [32]) so that the scalar flux (and higher flux moments) can be

obtained by a weighted sum over all flux ordinates. The SN method was first developed at the

same time as the Monte Carlo method at Los Alamos National Laboratory [35]. The name

comes from the “angular segmentation” method developed by Carlson [45], from which the

discrete ordinate method evolved [35].

To illustrate the idea of the SN method, SN equations will be shown without discretising in space

and assuming a fixed source 1 group problem. This is in an attempt to not over-complicate

the presentation. When level symmetric quadrature is used, the angular flux is computed at a

number of discrete angles, which have N discrete and distinct values of µ (the azimuthal angular

cosine). The total number of ordinates required for a 3-D SN approximation is then [32]:

N(N + 2). (2.25)
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The following notation will be adopted:

Φ(r,Ωm) = Φm(r). (2.26)

The mono-energetic equation can then be re-written in its discretised form:

[Σt(r) + Ωm · ∇] Φm(r) =

N(N+2)∑
m′=1

π

2
wm′Σs(Ωm′ ·Ωm, r)Φm′(r)+Qm(r) for m = 1, 2, . . . , N(N+2),

(2.27)

where: ∫
4π

Σs(Ωm′ ·Ωm, r)Φm′(r)dΩ′ ≈
N(N+2)∑
m′=1

π

2
wm′Σs(Ωm′ ·Ωm, r)Φm′(r). (2.28)

The factor of π
2 in the scattering source is due to the weights, wm, being normalised such that

they sum to 1 over one octant. In the 3-D case there are 8 octants in total.

The streaming operator can be separated into the different coordinates, and the equation re-

written as:

[
Σt(x, y, z) + µm

∂

∂x
+ ηm

∂

∂y
+ ξm

∂

∂z

]
Φm(x, y, z)

=

N(N+2)∑
m′=1

π

2
wm′Σs(Ωm′ ·Ωm, x, y, z)Φm′(x, y, z) +Qm(x, y, z)

for m = 1, 2, . . . , N(N + 2). (2.29)

For isotropic scattering, the equation is simplified to:

[
Σt(x, y, z) + µm

∂

∂x
+ ηm

∂

∂y
+ ξm

∂

∂z

]
Φm(x, y, z) =

Σs0(x, y, z)

4π
φ(x, y, z) +Qm(x, y, z)

for m = 1, 2, . . . , N(N + 2), (2.30)

where

φ(x, y, z) =

N(N+2)∑
m=1

π

2
wmΦm(x, y, z), (2.31)

and where Σs0 is the zeroth moment of the within-group scattering kernel. All other moments

equal zero when scattering is isotropic.

In 3-D problems, Φ(r,Ω) must be determined over 8 octants of the unit sphere swept out by

Ω. However, in 2-D, symmetry in the x − y plane implies that the calculations need only be
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performed for 4 octants. Provided the set of weights normalise to 1 over an octant, the equation

simplifies to:

[
Σt(x, y) + µm

∂

∂x
+ ηm

∂

∂y

]
Φm(x, y) =

Σs0(x, y)

4π

N(N+2)
2∑

m′=1

πwm′Φm′(x, y) +Qm(x, y)

for m = 1, 2, . . . ,
N(N + 2)

2
. (2.32)

Similarly for a 1-D problem, azimuthal symmetry requires only one set of directional cosines to

be evaluated to find the full solution to equation (2.30) [32]. Therefore, taking discrete values

of µ in the range [−1,+1], the equations simplify to:

[
Σt(x) + µm

∂

∂x

]
Φm(x) =

Σs0(x)

4π

N∑
m′=1

2πwm′Φm′(x) +Qm(x) for m = 1, 2, . . . , N. (2.33)

In the 1-D code written for this thesis, the whole equation is integrated over the azimuthal angle

so that the flux being calculated is the angular flux integrated over the azimuthal angle, denoted

by ψm. qm is the source integrated over the azimuthal angle:

[
Σt(x) + µm

∂

∂x

]
ψm(x) =

Σs0(x)

2

N∑
m′=1

wm′ψm′(x) + qm(x) for m = 1, 2, . . . , N. (2.34)

In 1-D, when the SN method uses Gaussian quadrature, it is equivalent to the PN-1 method

[32, 46]. Cullen [46] explains this using both a physical and mathematical argument.

The solution of the one-group angularly discretised problem can be solved using a source iteration

scheme (SI) given by:

[Σt(x, y, z) + Ωm · ∇] Φl+1
m (x, y, z) =

Σs0(x, y, z)

4π
φl(x, y, z) +Qm(x, y, z), (2.35)

where l is the iteration index.

The SN method has the advantage of not being constrained to media in which the angle is

assumed near-isotropic and of not being constrained to isotropic scattering [47]. The scheme

has the advantage of not requiring the matrix to be formed, since the solvers are sweep-based,

meaning memory requirements are less constraining. However, in highly scattering media the

standard source iteration (SI) technique takes a long time to converge [39]. In practice, solver

acceleration is essential. Various acceleration schemes are available e.g. the use of a Krylov
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solver, diffusion synthetic acceleration (DSA) or a DSA pre-conditioned Krylov Solver [48]. DSA

is implemented in EDF’s DOMINO solver. DSA, a Krylov solver and a DSA pre-conditioned

Krylov solver are acceleration options in the 2-D DD code written for this thesis.

SN methods have the disadvantage of “ray effects” in multiple dimensions. These were discovered

in the 1960s by both Bettis Atomic Laboratory and Los Alamos National Laboratory [35].

Figure 2.3 illustrates how the ray effect manifests itself in a point source, pure absorber, 2-D

problem. The arrows in figure 2.3 are the directions of the discrete ordinates. The neutrons are

modelled to travel along these directions only. As a result, each ordinate results in a Dirac delta

function along the direction perpendicular to the ordinate direction. In reality there would be

neutrons throughout the square domain. This issue is not as clear, but can still be identified

[49], in cases where sources are distributed throughout the domain and scattering is present.

To reduce the impact of the ray effect, one can refine the angular discretisation [49] or use

alternative angular discretisation methods such as spherical harmonics (that do, however, suffer

from Gibbs phenomenon [50]) or finite elements (that mitigate but do not eliminate the ray

effect [51]).

Point	
  source	
   Point	
  source	
  

Figure 2.3: Example of the ray effect
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2.2.2.3 Discretisation in space

Many different options are available: finite difference methods, finite volume methods, nodal

methods, Bubnov-Galerkin and Petrov-Galerkin discretisation schemes. Which scheme is most

appropriate depends on the form of the transport equation used. Researchers began to consider

the use of finite elements for the neutron transport equation for both the even parity [52] and

first order [53] approximations in the 1970s. Both continuous and discontinuous finite elements

have been applied to the transport equations. Reed and Hill suggest that the discontinuous

finite element approximation should be used with the first order transport equation since it was

found to be more stable [53].

In this work the diamond difference (DD) scheme is implemented. Despite the increased use of

finite element codes in the industry, many full scale production codes use the diamond differ-

ence (DD) method for solving the discrete ordinate (SN) angular discretisation of the neutron

transport equation. Examples include the PARTISN code developed at LANL [54], the Denovo

SN module in the SCALE code (developed at ORNL) [55] and the DOMINO solver that is a

part of EDF’s COCAGNE code [25].

For a given angular direction of the SN scheme, with components µm and ηm in the x and y

direction respectively, the 2-D diamond difference equations are as follows:

µm
Φ̄i+ 1

2
,j,m − Φ̄i− 1

2
,j,m

∆xi,j
+ ηm

Φ̄i,j+ 1
2
,m − Φ̄i,j− 1

2
,m

∆yi,j
+ ΣtΦ̄i,j,m =

Σs0

4π

N(N+2)
2∑

m=1

πwmΦ̄i,j,m + Q̄i,j,m,

(2.36)

Φ̄i,j,m =
Φ̄i+ 1

2
,j,m + Φ̄i− 1

2
,j,m

2
, (2.37)

Φ̄i,j,m =
Φ̄i,j+ 1

2
,m + Φ̄i,j− 1

2
,m

2
, (2.38)

where the flux terms are defined as follows:

Φ̄i,j,m =
1

∆xi,j∆yi,j

∫ x
i+ 1

2

x
i− 1

2

∫ y
i+ 1

2

y
i− 1

2

Φm(x, y)dxdy, (2.39)

Φ̄i± 1
2
,j,m =

1

∆yi,j

∫ y
i+ 1

2

y
i− 1

2

Φm(xi± 1
2
, y)dy, (2.40)

Φ̄i,j± 1
2
,m =

1

∆xi,j

∫ x
i+ 1

2

x
i− 1

2

Φm(x, yj± 1
2
)dx. (2.41)
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Equations (2.36)-(2.38) are an extension of the DD equations in 1-D:

µm
ψi+ 1

2
,m − ψi− 1

2
,m

∆xi
+ Σtψ̄i,m =

Σs0

2

N∑
m=1

wmψ̄i,m + q̄i,m, (2.42)

ψ̄i,m =
ψi+ 1

2
,m + ψi− 1

2
,m

2
. (2.43)

However, in the 1-D example, ψ represents the angular flux integrated over the azimuthal angle

(hence the division by 2 instead of 4π in the isotropic scatter term in equation (2.42) compared

to (2.36)). In the 1-D example, ψi+ 1
2
,m and ψi− 1

2
,m represent cell-edge point values and and ψ̄i

the average over cell i. The connection between the 1-D DD scheme and a weighted residual

scheme is discussed in chapter 3.

Both Hennart and Hébert have extended the DD-SN method to give higher-order DD meth-

ods [56–58]. Hennart studied the 1-D case whereas Hébert extended the methods to multi-

dimensions. Both methods are exactly equivalent in 1-D (see section 3.2.2.2). In Hébert’s

approach, however, the higher order variation within the cell is ignored when reconstructing the

flux variation in the cell from the unknowns solved for. A 1-D code using Hennart’s approach

was written for this thesis. This allows the use of a higher-order approximation for the adjoint

solution compared to the forward solution to give a more accurate error estimate. This point

is discussed further in section 3.3.4. Two 2-D codes were written for this thesis, one using the

traditional DD equations (2.36)-(2.38) and another using the box method [59] which has the

same cell-average and edge-average fluxes as the DD scheme but is a direct extension of the 1-D

WR formulation of the DD equations using point values as the unknown parameters. This is

discussed further in chapter 6.

Although the cartesian mesh discrete ordinate methods (e.g. DD, box method, cartesian mesh

FEs) must staircase or tessellate curved surfaces, Schunert and Azmy showed that the cartesian

mesh discrete ordinates method applied in the DORT code provided accuracy comparable to

other methods used for fuel assembly calculations, but at a reduced computational cost due to

the advantage of structured grids [47, 60]. Azmy et al. showed that a square approximation

to curved rod surfaces can still give an accurate estimate for the eigenvalue [61]. This can be

achieved in two ways: by a square approximation of the same area as the curved geometry, or

a square with the same wetted perimeter as the curved geometry (with a density factor to keep

fissile mass constant). Azmy et al. [61] showed that the accuracy was higher in the case of

constant area.
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The tessellation required for curved surfaces makes adaptive meshing and ensuring the conser-

vation of fissile mass at each mesh iteration rather difficult. The application for this project

is whole reactor cores, so homogenised pin cells are used. Because of this, there is no need to

model curved surfaces.

2.3 Error estimation and AMR

As previously discussed (section 1.5), the aim of the thesis is twofold. Firstly, to derive reliable

DWR error estimates that provide a goal-based error estimate for a range of different QoI.

Secondly, to reduce the number of DoF required for a given accuracy in QoI through goal-based

AMR. Error estimation and AMR have been implemented previously in the field of neutron

transport. A brief overview of the work already implemented in the field is given here.

AMR can take the form of h, p, hp or r type AMR. h AMR increases the number of cells in

localised regions while keeping the polynomial order of the approximation within the cell the

same. p AMR keeps the number of cells in the mesh the same but increases the polynomial order

within individual cells. hp AMR can refine non-uniformly using both h and p type refinements

in the same mesh. r AMR keeps the same number of DoF in the overall mesh, but moves nodes

to where they are most needed to obtain a better solution. In this work only h, p and hp AMR

are considered.

Heuristic AMR has previously been applied to the discrete ordinate finite volume (FV) equations

[43, 62, 63]. Jessee et al. discretise the angular domain using the discrete ordinate technique and

use the first order step (upwind) scheme to discretise the spatial dimension. The local truncation

error was used as the local error indicator for refinement [62]. Aussourd et al. apply AMR to

the DD-SN method but choose refinement based on a priori knowledge of the mean free path

[43, 63]. The lack of a posteriori information in the refinement indicator means that it does not

take into account the spatial variation of the numerical solution to a particular problem, hence

the refinement indicator can lead to sub-optimal meshes. Baker et al. applied block-AMR to

the DD-SN equations [44]. Work extending the possible acceleration techniques for this code

to include diffusion synthetic acceleration (DSA) was later published [64, 65]. The non-uniform

refinement method implemented was the “mesh potential” function method described in [66].

This method starts from a fine mesh and then indicates where the mesh can be coarsened without
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sacrificing the accuracy of the solution. However, this method does not include the option of

refining the mesh to give improved accuracy.

Jatuff et al. [67, 68] applied adaptive p refinement to the nodal diffusion equations. The error

estimator was based on the L2 norm of the residual. Zamonsky et al. applied p refinement to the

discrete ordinate arbitrarily high order transport nodal method [69]. Ruggieri et al. applied h

refinement to the variational nodal transport method [70]. Zhang and Lewis applied p adaptivity

to the variational nodal diffusion equations [71] and later on to the variational nodal spherical

harmonics method [72], the error estimator was given by the L2 norm of the relative difference

between the approximate solution and a reference solution.

Many reactor physics researchers have implemented error estimation and mesh refinement tech-

niques to FE approximations of the neutron transport equations. Heuristic and goal-based

refinement techniques have been applied.

Warsa and Prinja implemented p refinement for the 1-D discontinuous finite element discrete

ordinate equations (DG-FEM-SN) [73]. The solution over a cell is computed for p and p+ 1 for

the same incoming flux in the sweep. If these do not agree to within a specified tolerance, the

flux is calculated for p + 2 and compared to p + 1. This continues until the specified tolerance

is achieved.

Wang and Ragusa in particular have done a lot of work on AMR and error estimation for the

diffusion approximation, SPN equations (along with Turcksin and Bangerth) and the discrete

ordinate approximations of the neutron transport equation. The spatial dimension was discre-

tised using either continuous (for diffusion and SPN) or discontinuous (for SN transport) FEs.

Various non-goal-based and goal-based error indicators were investigated.

In [74] an estimator based on the difference between the approximate solution and a reference

solution provided by a refined solution is used to drive hp refinement. This estimator was

previously used in other applications by Demkowitz et al. [75, 76]. Later, Wang and Ragusa

used an interpolation of a fine solution on a coarser mesh so that two solutions are not required for

only one error estimator [77, 78]. [78] extends the work in [77] to give goal-oriented hp adaptivity

for the multi group 1-D diffusion equations by applying the work of Šoĺın and Demkowicz [79] to

the existing multi group hp adaptive scheme. Šoĺın and Demkowicz’s work involves weighting the

original error estimator by the same estimator applied to the adjoint solution (the source of which

is determined by the QoI) [79]. Wang and Ragusa have also applied AMR in multiple dimensions.
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In [80] an h adaptive scheme driven by a gradient jump error estimator is implemented. [81]

extends the 1-D hp goal adaptive work for the diffusion equation to multi-dimensions. A Hessian

based error estimator was implemented for the multigroup diffusion equations by Ragusa in

[82, 83] which was used to drive h refinement. In [82] a goal-based adaptive scheme is driven by

the Hessian for a QoI, and does not involve the solution of an adjoint equation.

Ragusa applied hp refinement to the SP3 equations, where the error estimator uses the difference

between the solution on a current mesh and one twice as refined with increased polynomial

orders in each cell [84]. Goal-based h adaptive refinement was applied to the SPN equations by

Turcksin et al. [27, 85]. The error estimator was given by the norm of the difference between

the approximate solution and a reference solution to the forward equation, multiplied by the

norm of the difference between the approximate solution and a reference solution to the adjoint

equation.

Wang and Ragusa extended their work to the multi-dimensional discrete ordinate neutron trans-

port equations using the discontinuous Galerkin FE method (DG-FEM-SN) [26, 86, 87]. First, a

non-goal-based error estimator was applied to a h refinement scheme in 2-D [86]. The estimator

used the difference between the solution of either the neutron current or the scalar flux computed

on two meshes with different levels of refinement [86]. This work was extended to also include

projection based error estimators or jump based error estimators based on moment values of the

flux [26]. They made these estimators goal-based estimators by weighting the original estimator

by an indicator of the error in the adjoint equation. This allowed for goal-based AMR. It has

been shown that standard AMR “failed to provide an accurate answer” [26, p783]. This was

because all the computational effort was devoted to refinement of the mesh in regions away from

the area of interest; where fluxes were larger and therefore contributed more to the global error

in the computational domain. This provides motivation for applying goal-based rather than

standard AMR when solving for a particular QoI.

Lathouwers applied a DWR goal-based scheme described in a text book by Bangerth and Ran-

nacher [88] to drive h adaptation in the 2-D DG-FEM-SN equations. In this case the analytical

residual of the forward approximation to the flux is weighted by the error in the adjoint solution

[89]. The error in the adjoint solution is approximated by calculating the adjoint solution on the

same mesh as the forward solution, but with a polynomial order that is everywhere increased.

This work has been extended to eigenvalue problems, where the eigenvalue is the QoI [90]. Note
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that unlike the work carried out by Wang and Ragusa, this error estimator uses the angular

quantities and not angular integrated quantities.

Goffin et al. [91] also applied a DWR h adaptive mesh refinement scheme to the transport

equations with the eigenvalue being the QoI. In this case the angular discretisation used was the

spherical harmonics (PN) discretisation with a sub-grid scale spatial discretisation. This work

was later extended to provide both regular and goal-based angular adaptivity, by allowing the

order of the spherical harmonic (PN) expansion to be different at each node of the mesh for each

energy group [92].

An error indicator for spatial refinement of the Arbitrarily High Order Transport Method of

the Nodal type (AHOT-N) was derived by Duo et al. [93], with the aim of reducing the global

L2 error norm. Although duality arguments are used in the derivation of the error estimator,

a dual solution is not required for its evaluation. The error in the adjoint solution is replaced

by bounds to that term, given in terms of the forward solution. Similar arguments were used

by Park et al. [94] for spatial and angular adaptivity of the FE-PN discretisation of the even

parity equations. It is noted that, in both of these cases, the goal quantity is limited to be the

L2 error, hence the mesh which results may not be optimal for other quantities of interest.

Gastaldo et al. applied hp adaptive refinement to the DG-FEM-SN discretisation of the time

dependent first order Boltzmann equation on non-conforming 2-D cartesian meshes. The re-

finement indicator used the difference between the approximate solution and reference solution

[95].

Despite the wealth of error estimators, adaptive schemes, and more recently goal-based error

estimators and adaptive schemes in the field of FEs applied to neutron transport, many industrial

codes are prevented from implementing these techniques. This is because they use methods other

than Galerkin FEs to solve the neutron transport equations. As previously mentioned, EDF uses

the DD-SN method. It may therefore be beneficial to derive equivalent error estimators for the

DD-SN scheme so that goal-based (specifically, DWR) error estimation and AMR can be applied

to this widely used scheme.

Researchers outside of the neutronics field have investigated how to apply goal-based error

estimators to methods other than FEs [96].

Giles and Pierce looked at ways of improving the approximate solution of a functional by using

adjoint methods and to obtain a “computable correction” term. They lay out the theory for
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general discretisation schemes noting that the function given by a FE solution could be used,

or a function could be fit through nodal values of other discretisation schemes [97–101]. Chen

et al. take a similar approach to presenting a general functional analytic framework for the

DWR (goal-based) a posteriori error estimation for general discretisation methods, but handle

the hyperbolic case more rigorously [102]. Chen et al. use adjoint equations of varying accuracy

and use different methods for the forward and adjoint equations. They apply their methods to

the 1-D linear advection problem.

Giles and Müller utilise the local computable correction terms as error indicators for AMR in a

node-centered finite volume code [103]. In this case it was noticed that the residual distribution

was noisy and therefore smoothing of the refinement indicator, or of the resulting mesh after

adaptation was required. At the same time Venditti and Darmofal applied a discrete DWR error

estimate to provide a correction to the result obtained for a functional (e.g. lift or drag) on a

particular mesh. They then derive a separate error indicator to drive the AMR. They follow

similar ideas to those presented by Giles, Pierce and Müller but with some differences. One

difference is that they obtain a discrete adjoint equation from the discretised forward equations

rather than discretising the continuous adjoint equations [104]. Another difference is that the

indicator for refinement is not based on what they call the “computable correction” term (the

case in [103]); instead, it is based on an estimate of the error in the computable correction

term. This error indicator aims to reduce the residual in both the forward and adjoint solutions

throughout the domain [104–107]. This method was applied in a quasi-1-D setting [104, 105]

before being extended to 2-D flows [106, 107]. Balasubramanian and Newman apply the same

ideas to 2-D inviscid, incompressible flows [108]. They compare the error estimator used by

Müller and Giles [103] with that used by Venditti and Darmoval [105–107]. They concluded

that the latter was more robust in their study. Kuzmin et al. also employed the technique

of obtaining a DWR method from an arbitrary numerical scheme by deriving a finite element

interpolant of the resulting values [109, 110].

Dwight devised a heuristic goal-based error estimator that does not involve evaluating a residual

but does involve computing an adjoint solution [111]. More recent developments with regards

to adjoint methods for mesh adaptation can be found in work by Angermann et al. [112], Shi

et al. [113], Ponsin et al. [114] and Todarello et al. [115].

Some attempts have been made to reformulate difference schemes as variational problems so that

a variation on the DWR scheme used in FE can be employed. Collins et al. applied this idea to
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the Lax-Wendroff finite difference scheme [116]. This work was then extended by Chaudhry et

al. to the IMEX multi-step time integration method [117].

2.4 A summary of the test cases used throughout the thesis

To validate the theoretical work of this thesis, the error estimators are tested on various test

cases. A detailed description of each test case is given in appendix A along with an explanation

of why each test case was chosen. A brief description of the 1-D and 2-D test cases are given in

tables 2.1 and 2.2 respectively.

Test
case

Problem
type

QoI Reference
solution

Description

1 Fixed
source

a: Integral of φ throughout
the domain

Analytical
(by hand)

Homogeneous zero-scatter,
vacuum boundary condition

b: Integral of φ throughout
the first 1cm of the domain

2 Fixed
source

a: Integral of φ throughout
the domain

Analytical
(by hand)

Homogeneous scatter, vac-
uum boundary condition

b: Integral of φ throughout
the first 1cm of the domain

3 Fixed
source

a: Integral of φ throughout
the domain

Analytical
[118]

Reed cell [119]

b: Integral of φ throughout
the first 1cm of the domain
c: Integral of φ in the domain
between 1.6cm and 2.4cm

4 Fixed
source

a: Integral of φ throughout
the domain

Analytical
[120]

EIRA-1-D (cross section val-
ues taken from the EIRA-2A
test case [1])

b: Integral of φ throughout
the first 1cm of the domain

5 Eigenvalue Keff Analytical
(by hand
[121, 122])

Homogeneous vacuum bound-
ary condition

6 Eigenvalue Keff RADIANT-
II [2]

1-D-Mini-BWR (cross section
values from the mini-BWR
test case given in [123])

Table 2.1: 1-D test cases
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Test
case

Problem
type

QoI Reference solu-
tion

Description

7 Fixed
source

a: Integral of φ throughout
the domain

Analytical
(for c = 0.0),
RADIANT-II
[2] for c > 0.0.

Homogeneous, vacuum
boundary condition, var-
ious different values of
scatter ratio (c)

b: Integral of φ throughout
the first quarter of the domain

8 Fixed
source

a: Integral of φ throughout
the domain

RADIANT-II
[2]

EIRA-2A [1]

b: Total absorption in the
Σt = 0.7 box

9 Eigenvalue Keff RADIANT-II
[2]

Homogeneous high leakage

10 Eigenvalue Keff RADIANT-II
[2]

Homogeneous less leakage

11 Eigenvalue Keff RADIANT-II
[2]

2-D BWR test case (mod-
ification of the mini-BWR
test case given in [123])

Table 2.2: 2-D test cases.
All reference solutions provided by RADIANT-II [2]



3. DWR error estimation and

functional correction in 1-D slab

geometry

This chapter derives the dual weighted residual (DWR) error estimate for a functional of the

flux calculated using a DD discretisation of the discrete ordinate (SN) approximation to the

neutron transport equation. The method is derived for both linear fixed source type problems with

detector function goal (which is also linear) as well as the eigenvalue criticality type problem with

eigenvalue (Keff) goal (which is a non-linear equation with non-linear goal). The performance

of the error estimator is evaluated by applying it to test cases with reference solutions.

The novel parts of this chapter include the following:

• Extending the WR view of the 1-D DD method to multiple angles.

• Showing that the DWR error estimation theory can be applied to the 1-D DD method.

• Showing why the adjoint solution using the same mesh as the forward solution does not

give a zero error estimate in the DD method.

• Show that the DD method is not adjoint consistent and so the approximate adjoint solution

must be derived by discretising the adjoint equation and not by taking the transpose of the

already discretised forward equations.

• The application of DWR functional error correction to neutron transport problems.

• The application of DWR functional error correction to higher order DD schemes.

43
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3.1 Introduction

The quantity of interest (QoI) associated with a solution of a partial differential equation (PDE)

is not, in general, the solution itself, but a functional of the solution. Goal-based error estimation

aims to provide an estimate to the error resulting in the QoI, when the QoI has been calculated

using an approximate solution to the PDE. Dual weighted residual (DWR) error estimators are

one way of providing a goal-based error estimate, and will be investigated in this chapter.

This chapter aims to provide an estimate of the error in the QoI due to the spatial discretisa-

tion of the 1-D fixed source and eigenvalue (Keff criticality) neutron transport problems. The

discretisation scheme being used is the diamond difference (DD) method in space and discrete

ordinate (SN) method in angle. The QoIs investigated are the reaction rate in a detector and

the value of the eigenvalue (Keff) for the fixed source and criticality problems respectively.

This chapter not only investigates the traditional DD scheme [32] but also the use of the higher

order DD scheme outlined by Hennart et al. [56]. The higher order DD scheme allows for higher

order polynomial approximations within the cells.

The error estimates are formed by taking the cell-wise inner product over the continuous in

space-discontinuous in angle phase space of the analytically calculated residual that results from

the approximate solution and the solution of an appropriately defined adjoint equation. This

quantity is calculated for all cells in the discretisation and summed over all cells to provide the

error estimator for the goal quantity. In practice, the analytical solution to the adjoint equation

is not available and it must be estimated numerically. In this work, the use of the following

approximations to the adjoint solution for use in the DWR error estimator is investigated:

the adjoint solution computed on the same mesh as the forward solution; the adjoint solution

computed on a mesh with twice the number of cells as the mesh used for the forward equation;

and a mesh with the same number of cells as the mesh used for the forward equation but using

an increased polynomial order in each cell.

Once an estimation for the error has been calculated it can be used to determine whether the

mesh is sufficiently refined to obtain the required accuracy in the QoI. The error estimation can

also be used to improve the approximate solution for the QoI. Error correction of the QoI is

investigated in this chapter.

This chapter is organised as follows. The traditional and higher order DD schemes applied to

the SN equations are described in section 3.2. Section 3.2 also shows how the DD schemes can
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be viewed as weighted residual (WR) and Petrov-Galerkin methods. The theory required for

applying the DWR error estimator to the 1-D DD-SN equations is described in section 3.3. A

description of how the DWR estimate can be used to correct the approximation to the QoI is

given in section 3.4. The first part of section 3.5 gives a description of code implementation.

The second part shows the results of applying DWR error estimation and functional correction

to the 1-D test cases described in appendix A. Concluding comments to this chapter are given

in section 3.6.

3.2 Higher order 1D-DD discretisation of the already SN angu-

larly discretised transport equation as a WR method

The view of the traditional, low order DD scheme as a WR scheme is described in Pitkäranta

using a single ordinate, purely absorbing, fixed source problem [124]. This work shall be repeated

in section 3.2.1 but specifying also that it is a strong solution for the transport equation that’s

being sought. Section 3.2.2 then shows how this can be extended to higher orders using the

work done by Hennart et al. who extended the DD scheme in 1-D to higher orders using the

polynomial case [56]. Hennart showed the method for a single ordinate. Section 3.2.3 extends

this to multiple angles where the analytical solution is considered to be the solution to the

continuous in space, but already discretised in angle, SN equations. The WR representation will

be written in such a way that all angles are considered in one expression with an inner product

defined for the combined spatial and discrete angular space. This gives a straightforward way

of expressing the scatter source in the WR representation of the equations. This representation

also makes it easier to rigorously derive the DWR error estimator for the 1-D DD-SN scheme

in section 3.3. Finally, section 3.2.4 extends the multiple angle representation to eigenvalue

problems where the ordinates are also coupled by the fission operator.
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3.2.1 Traditional DD discretisation of the single-ordinate problem

In this section, the notation ψ(x) represents an angular flux along a particular angular cosine.

The single ordinate, fixed source, pure absorption problem is then written as:

µ
dψ(x)

dx
+ Σt(x)ψ(x) = q(x), (3.1)

ψ(0) = ψD, (3.2)

assuming µ > 0 and where ψD is a fixed incoming flux. Note that the j subscript is omitted in

this section because only a single ordinate is being considered.

The WR method is a general mathematical approach to solving partial differential equations

(PDEs) that encompasses many different types of numerical discretisation schemes. The point

collocation, sub-domain, Bubnov-Galerkin (traditional method for FE codes) and Petrov-Galerkin

methods all satisfy the definition of a WR method. This is because they involve weighting the

residual of the PDE by a series of test functions, integrating over the solution domain and setting

the resulting integral to zero. An approximate solution is formed by assuming the solution can

be written as a finite sum of prescribed trial functions. Depending on the trial and test functions

used, an approximation to the classical, strong, or weak formulation is found.

Süli and Jovanović distinguish between classical, strong and weak solutions of elliptic PDEs

[125]. Oden and Reddy also define this distinction but for a more general linear operator that

is not necessarily elliptic [126, eq. 2.30]. It must be noted that there is some inconsistency of

nomenclature in the literature. For example, Allaire uses the terms classical and strong solution

interchangeably [127, p66]. Quartering et al. refer to the classical form of the equation as the

strong form [128, p544]. In this discussion the view of Oden and Reddy is taken, where there is a

distinguishable difference between the terms classical, strong and weak, as defined in their book

[126]. By this definition, the DD approximation seeks an approximation to the strong form of

the governing equation (3.1) and its boundary condition (3.2), where the source term and cross

sections are functions in L2. Note, as an aside, that mono-directional point sources will not be

well represented by the DD scheme due to their lack of regularity. For this, an approximation

to the weak form of the governing equations (3.1) would be needed.
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Given that the data and source terms exist in L2, the differential term must also exist in L2 for

equation (3.1) to be satisfied in an integral sense:

∫ `

0
R(x)v(x)dx = 0, ∀v ∈ L2, (3.3)

where ` is the length of the spatial domain, and the integrand is the residual:

R(x) = q(x)− µdψ(x)

dx
− Σt(x)ψ(x), (3.4)

multiplied by any test function in L2. A strong solution in H1 (as opposed to a classical solution

in C1) to the integral equation (3.3), that also satisfies the boundary condition (3.2) is sought.

Due to the residual being in L2 the resulting integral equation must hold if weighted by any

function in L2.

In the DD scheme an approximate solution, ψh(x), is sought in an n dimensional subspace of

H1: ψh(x) ∈ Uh ⊂ H1. ψh(x) can be expanded in terms of a set of independent basis functions

of Uh: the set of trial functions, Ni(x):

ψh(x) =
n∑
i=1

ciNi(x). (3.5)

It is assumed, for the moment, that the lowest order DD scheme is being used. In this case, Uh

represents the space of piece-wise linear functions over the n−1 cell discretisation, the subspace

is n dimensional. The n basis functions of this subspace can be defined in such a way that each

basis function is associated with a node in the discretisation of the physical domain. Ni(x) shall

be defined to be a piece-wise linear function that is unity at node i and zero at all other nodes

(see figure 3.1b for a two-cell domain):

Ni(x) =



x−xi−1

xi−xi−1
if x ∈ [xi−1, xi]

xi+1−x
xi+1−xi if x ∈ [xi, xi+1]

0 otherwise

for i = 1, 2, . . . n. (3.6)

In this case, ci in equation (3.5) gives the approximated flux value at nodal point i, which can be

denoted by ψi. Thus, the lowest order DD approximation of the solution over a domain divided

into n− 1 cells can be written as:

ψh =

n∑
i=1

ψiNi(x). (3.7)
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The boundary conditions are essential, so the space of allowable functions is further restricted to

Uhb : the space that has a Dirichlet boundary condition at ψb (ψb = ψ1 for right-going ordinates,

ψb = ψn for left-going ordinates). This space is n− 1 dimensional and has n− 1 unknowns.

Note that Uhb can only be considered a vector space when the boundary conditions are homoge-

neous, otherwise the set is not closed under addition [129]. When the boundary conditions are

not homogeneous, Uhb is the set of allowable functions.

To solve for the remaining coefficients in equation (3.7), a set of n−1 independent test functions

is required. In the DD scheme, these are obtained from a subset of L2 (a different subset from

the set of trial functions). The DD scheme is therefore a Petrov-Galerkin scheme, where the trial

and test functions are not the same. As the dimension of the subspaces tend to infinity, a strong

solution to the transport equation (3.3) is obtained. The advantage of a strong solution is that

the resulting approximation, ψh(x), is regular enough to apply the operators of the equation

to it. The residual that results from ψh(x) can therefore be calculated easily. In this work the

residual is weighted by the adjoint solution to obtain a DWR error estimator (see section 3.3).

The lowest order DD scheme uses piece-wise constant test functions (see figure 3.1c for a two-cell

domain). In this case, the test function space, V h, is:

Mi(x) =


1 if x ∈ [xi, xi+1]

0 otherwise

for i = 1, 2, . . . n− 1. (3.8)

Hence, the lowest order DD scheme in 1-D is equivalent to a subdomain method. Equivalently,

it is a Petrov-Galerkin scheme where the space of weighting functions is the space of cell-wise

constant weighting functions and the trial functions are piece-wise linear globally continuous

functions. The resulting set of algebraic equations to be solved, once divided through by ∆xi,

is:

µ
[ψi+1 − ψi]

∆xi
+ Σt,i

ψi+1 + ψi
2

=

∫ i+1
i qdx

∆xi
for i = 1, 2, . . . , n− 1. (3.9)

This is the set of equations that results if equation (2.43) is substituted into (2.42), for the case

where Σs0 = 0.

The lowest order DD scheme can also be viewed as a FV scheme; where the definition of a FV

technique is taken to be a conservation equation that equates the net amount produced in the

cell with the net amount that leaves through streaming.
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(a) The two cell domain (b) Trial functions (c) Test functions

Figure 3.1: Example 2 cell domain and associated function spaces

3.2.2 The higher-order DD single ordinate equations.

The 1-D DD-SN method implemented for this chapter allows for higher-order approximations in

space. This is useful so that a more accurate solution to the adjoint equation (and hence a more

accurate error estimator) can be calculated (see section 3.3.4).

There are two approaches for extending the traditional DD discretisation to higher orders. The

first is provided by Hennart [56] and is used in this thesis since it is an extension of the WR

view of the traditional DD equations (discussed in section 3.2.1) to higher orders. This gives a

rigorous mathematical basis to the final equations. This method is explained in section 3.2.2.1

below.

The second method is provided by Hébert [57]. The resulting equations are equivalent to the

Hennart scheme. However, all the spatial moments are not retained in the final solution. For

example, in the traditional DD scheme, although the numerical scheme is equivalent to assuming

a linear variation within the cell, only the cell-averaged fluxes are kept (see equation (16) of [57])

and the linear variation is ignored at output. This is explained further in section 3.2.2.2.

3.2.2.1 Hennart’s higher order DD formulation

The theory underlying the higher-order DD-SN method is described in detail by Hennart [56] for

a single ordinate case. He discusses both polynomial and analytical basis functions in his paper,

but it is only the polynomial case that is considered here. The lowest order polynomial scheme

corresponds to the traditional DD WR scheme described above.

In Hennart’s formulation, the flux within cell i is expanded in terms of the set of basis functions:

ψh,p,i(x) = ciNi(x) + ci+1Ni+1(x) +

p−2∑
k=0

ckc,iN
k
c,i(x), (3.10)
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where h indicates that the solution is approximate and p denotes the order of approximation in

the cell.

Defining:

ζ =
2x− xi − xi+1

∆xi
, (3.11)

the basis functions are then defined in terms of normalised Legendre polynomials as follows [56]:

Ni(x) =
1

2
(−1)p−1 [Pp−1(ζ)− Pp(ζ)] (3.12)

Ni+1(x) =
1

2
[Pp−1(ζ) + Pp(ζ)] (3.13)

Nk
c,i(x) = Pk(ζ) + Pp−2+m(k)(ζ), for k = 0, . . . , p− 2; (3.14)

m(k) = 1 or 2 such that p−2+m(k) has the same parity as k. Pk(ζ) is the normalised Legendre

polynomial of degree k over the reference cell [−1,+1]. Equations (3.12)-(3.14) are equivalent to

equation (3.6) within a cell when p = 1. Basis functions (3.12)-(3.14) always map out a subspace

of H1. The Legendre polynomials have all the properties specified in equation 1.5 of Hennart’s

paper [56], these are repeated below:

Pk(+1) = 1, (3.15)

Pk(−1) = (−1)k, (3.16)∫ +1

−1
Pk(ζ)Pl(ζ)dζ = δklNk, (3.17)∫ xi+1

xi

Pk

(
2x− xi − xi+1

∆xi

)
Pl

(
2x− xi − xi+1

∆xi

)
dx =

∆xi
2

∫ +1

−1
Pk(ζ)Pl(ζ)dζ = δklNk

∆xi
2
,

(3.18)

where Nk = 2
2k+1 and δkl is the Kronecker delta function.

Globally, this is similar to standard vertex FEs, but instead of the basis functions being chosen

such that the unknowns to be solved for are the values at the vertices and specified internal

point values (for orders higher than linear), the coefficients represent the boundary vertices and

internal cell moments. With this in mind, equation (3.10) can be re-written as [56, p455]:

ψh,p,i(x) = ψiNi(x) + ψi+1Ni+1(x) +

p−2∑
k=0

ψkc,iN
k
c,i(x), (3.19)
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where the subscripts i or i + 1 indicate cell node values, and c, i indicates a cell moment value

for cell number i. The cell central moments of a function u(x) defined over a cell i are as follows:

mk
c,i(u(x)) =

∫ xi+1

xi
u(x)Pk

(
2x−xi−xi+1

∆xi

)
dx∫ xi+1

xi
Pk

(
2x−xi−xi+1

∆xi

)
Pk

(
2x−xi−xi+1

∆xi

)
dx

(3.20)

=

∫ +1
−1 u( ζ∆xi+xi+xi+1

2 )Pk (ζ) dζ

Nk
. (3.21)

The weighting (test) functions are different from the set of trial functions. Firstly, instead of

being taken from a subspace of H1, they are taken from a subspace of L2, since they are allowed

to be discontinuous over cell boundaries. In addition to this, given that one of the unknowns

is provided by either a boundary condition, or the calculation over the previous cell, one less

dimension is required compared to the the space of cell trial functions. The set of locally defined

test functions for a p-ordered cell, defined over the interval [xi, xi+1] is therefore:

Mi,k(x) =


Pk

(
2x−xi−xi+1

∆xi

)
if x ∈ [xi, xi+1]

0 otherwise

for k = 0, 1, . . . p− 1 and i = 1, 2, . . . , nc,

(3.22)

where nc is the number of cells in the discretisation. Clearly equation (3.22) reduces to (3.8)

for the case where p = 1. In that case, nc = n − 1, where n is the total number of degrees of

freedom.

The cell equations for cell number i, with cell-order p can be written as [56]:

2µ

Nk∆xi

{[
ψi+1 − (−1)kψi

]
−
∫ +1

−1
ψh(ζ)

dPk(ζ)

dζ
dζ

}
+Σt,iψ

k
c = mk

c (q), k = 0, . . . p−1. (3.23)

For the integration by parts to be possible in equation (3.23) the test functions must be at least

H1 within an element so that a trace function can be defined [130]. This is the case here, the

test functions are globally L2 and C∞ within a cell.

In the 1-D code written for this thesis, the cell edge values and cell central moments are rear-

ranged to give the Legendre Polynomial moments for each cell. This simplifies the integration

when calculating the DWR for each cell. The formula for the elements of the inverse of the p×p
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matrix, given by equation (3.23), is hard-coded into the 1-D code for a given p. At the moment,

the code can accommodate up to p = 4.

To conclude this section, one remarks that the lowest order DD scheme can still be considered a

WR method that approximates a strong solution, even after extension to higher-order. However,

the method can no longer be seen as a subdomain method or a FV method. It is not a subdomain

method because the weighting functions are of higher-order than piece-wise constant within a

cell (though they remain as globally L2). The higher-order DD can no longer be considered a

FV method either, since there is more detail being kept than just the concept of the outgoing

flux being equal to the incoming flux plus the net production in the cell. On the contrary,

the higher-order DD gives a more detailed representation of how the solution varies within the

cell. It can, however, still be considered a Petrov-Galerkin scheme, since the weighting and trial

functions are different. It has also been demonstrated that Hennart’s generalised case reduces

to the traditional DD scheme when p = 1.

3.2.2.2 Hébert’s higher order DD formulation

First, Hébert’s interpretation of the DD formulation is explained. Then it is explained how the

Mth order Hébert scheme is equivalent to the M + 1th order Hennart scheme but with the

highest order spatial moment being ignored at output.

Hébert explained in his 2006 article [57] that the flux is expanded in terms of a Legendre

polynomial basis in each cell:

ψ(u)i =
M∑
k=0

P̃k(u)ψkc,i. (3.24)

P̃k(u) are the normalised Legendre Polynomials where u varies from −0.5 to +0.5 as follows:

u =
2x− xi − xi+1

2∆xi
(3.25)

In Hennart’s derivation, Legendre Polynomials were a function of a parameter that varied from

[−1,+1]. The Legendre Polynomials used in Hébert’s derivation are normalised differently such

that the equivalent of equation (3.18) for the normalised Legendre Polynomials is:

∫ xi+1

xi

P̃k

(
2x− xi − xi+1

2∆xi

)
P̃l

(
2x− xi − xi+1

2∆xi

)
dx = ∆xi

∫ +0.5

−0.5
P̃k(u)P̃l(u)du = δkl∆xi,

(3.26)
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Thus the following equality should be kept in mind when finding the equivalence between the

two schemes:

P̃k(u) =

√
2

Nk
Pk(2u). (3.27)

A set of WR equations are then derived by weighting the residual by the normalised Legendre

polynomial moments. Equations (19)-(21) in Hébert’s paper [57] are repeated in equations

(3.28)-(3.30) below (but using this thesis’s node numbering and notation):

µ

∆xi
(ψi+1 − ψi) + Σt,iψ

0
c,i = Q0

c,i M = 0 WR equation (3.28)

√
3
µ

∆xi
(ψi+1 + ψi − 2ψ0

c,i) + Σt,iψ
1
c,i = Q1

c,i M = 1 WR equation (3.29)

√
5
µ

∆xi
(ψi+1 − ψi − 2

√
3ψ1

c,i) + Σt,iψ
2
c,i = Q2

c,i M = 2 WR equation (3.30)

It is noted that equations (3.28)-(3.30) have not yet substituted in for the approximate flux

solution (3.24). Hébert then proceeds to find auxiliary equations to close the system by writing

the the outgoing edge’s flux in terms of the incoming edge’s flux and the cell central moments

“in such a way to cancel the M + 1-order term” [57]:

ψi+1 + ψi − 2ψ0
c,i = 0 M = 0 auxiliary equation (3.31)

ψi+1 − ψi − 2
√

3ψ1
c,i = 0 M = 1 auxiliary equation (3.32)

ψi+1 + ψi − 2ψ0
c,i − 2

√
5ψ2

c,i = 0 M = 2 auxiliary equation (3.33)

It is the M+1th order term of the gradient of the flux that is made equal to zero. The Mth order

term of the gradient of the flux is non-zero and thus the M + 1th order term in the flux must

also be non-zero. Hébert explains that M = 0 corresponds to the traditional DD equations.

The 0th order WR equation provides the traditional DD integral equation and ensuring the

M + 1th order term of the gradient of the flux is equal to zero gives the traditional DD auxiliary

equation. Therefore Hébert’s DD0 method does have a non-zero first order Legendre polynomial

term (with all higher order terms equal to zero) and thus the representation of the flux given by

equation (3.24) and equation (16) of Hébert’s paper does not represent the assumptions made

of the solution in the derivation of the numerical scheme.

The representation of the flux given by equation (3.24) could lead one to think that the M +1th

order flux and source terms are zero. If this were the case, substituting in for these terms in

the M + 1th WR equation then provides the auxiliary equations. However, this would lead to



Chapter 3 54

a mathematical inconsistency, and is therefore not the case. This can be easily demonstrated

in the lowest order (traditional DD) case. If all flux spatial moments of order > 0 were equal

to zero, the right and left flux values would be the same by definition. Equation (3.28) would

then be reduced to a simple relation between that which is produced and consumed within the

cell (with no streaming term). It also means that the solution of equation (3.29) is trivial. The

only way ψi, ψi+1 and ψ0
c,i can be different from each other is if the flux variation within the cell

is of a higher order than zero. The WR equation used (3.28) is the same as Hennart’s scheme

and the auxiliary equation (3.31) is obtained by enforcing a linear variation in the cell (setting

the first order component of the flux gradient to zero). This means that Hébert’s method is

equivalent to Hennart’s method. Hébert’s scheme is therefore equivalent to a WR scheme that

has trial and test functions from different spaces.

This equivalence extends to higher orders once the differences in the normalisation of the Leg-

endre polynomials are taken into account. Equation (3.27) means that the cell central moments

provided by the Hébert’s scheme relate to the cell central moments provided by Hennart’s scheme

as follows:

ψkc,i,Hennart =

√
2

Nk
ψkc,i,Hébert (3.34)

The cell node values are the same in both cases. Therefore, substituting in for (3.34) in (3.28)-

(3.30) and (3.31)-(3.33) for a given M order scheme results in the same equations as in the M+1

order Hennart scheme. Thus Hébert’s Mth order method is equivalent to the Hennart’s M+1th

method with the M + 1th moment ignored when reconstructing the flux in the spatial domain.

3.2.3 Multi-angle problems

To extend Hennart’s method to multiple angle problems, the solution, Ψ ∈
(
H1
)N

:= Ū , must be

considered. Elements 1 to N
2 are the flux solutions for angular ordinates with µn > 0. Elements

N
2 + 1 to N are the flux solutions for angular ordinates with µn < 0.

The continuous-in-space and discretised-in-angle equation to be approximated, (2.34), can there-

fore be represented as follows (in the fixed source case):

WAΨ = WQ. (3.35)

Ψ ∈ Ū , with the m’th element corresponding to the continuous function that represents the

angular flux in direction m. Q ∈
(
L2
)N

:= V̄ is the discretised in angle fixed source vector. Each
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element m corresponds to the fixed source in direction m, which is a function in the L2 space.

A is an N ×N matrix, the diagonal contains the streaming and absorption operators for each

angle and the off-diagonals contain isotropic scattering terms multiplied by the corresponding

angular weight, as shown for the general case below:

A =


µ1

d
dx + Σt − Σs0w1

2 · · · −Σs0wm
2 · · · −Σs0wN

2

−Σs0w1
2 · · · µm

d
dx + Σt − Σs0wm

2 · · · −Σs0wN
2

−Σs0w1
2 · · · −Σs0wm

2 · · · µN
d
dx + Σt − Σs0wN

2

 . (3.36)

A represents a mapping Ū → V̄ . W is a diagonal matrix consisting of the angular weights.

Because its inverse exists, solving AΨ = Q is equivalent to solving equation (3.35). It is used

here to represent the importance of the individual angular equations relative to one another.

The following notation is adopted:

K = WA. (3.37)

The SN problem, before spatial discretisation, is a matrix equation to solve for Ψ, which exists

in a subset of the space Ū , denoted by Ūb. Ūb is the set of all Ū with the appropriate boundary

conditions (left-most node given for right-going ordinates and right-most node given for left-

going ordinates). For simplicity of explanation vacuum boundary conditions are assumed, hence

Ūb shall be replaced by Ū0. It is clear that Ū0 ⊂ V̄ , it is also dense in V̄ . Due to all the terms in

equation (3.35) existing in V̄ , the integral statement of the equation can be denoted by taking

the scalar product defined in this space with a test function in this space. An appropriate scalar

product defined for the space V̄ would be:

〈a, b〉V̄ =

∫
aT bdx ∀a, b ∈ V̄ . (3.38)

Hence the strong form integral statement of the equation is defined as:

Find Ψ ∈ Ū0 such that:

〈KΨ, v〉V̄ = 〈WQ, v〉V̄ ∀v ∈ V̄ . (3.39)

This equation can be solved approximately using the DD equations for multiple angles. This

is achieved by taking the solution to be in a finite dimensional subset: Ūh0 ⊂ Ū0. For the DD

equations Ūh0 is defined by the space of allN sized vectors, where elements 1 to N
2 are for functions

in Uh0L
⊂ H1

0L
(where the subscript 0L denotes that the left boundary of the spatial domain is
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a vacuum boundary condition), and elements N
2 + 1 to N are functions in Uh0R

⊂ H1
0R

(where

the subscript 0R denotes that the right boundary of the spatial domain is a vacuum boundary

condition). This space is mapped out in each ordinate by n independent basis functions (of the

form (3.12)-(3.14)). This gives n × N basis functions in total. The unknown coefficients are

solved by N boundary conditions (one for each ordinate) and (n− 1)×N weighting functions.

These weighting functions are taken from a subspace of V̄ denoted by V̄h ⊂ V̄ , mapped out in

each ordinate by n− 1 basis functions (of the form given in (3.22)). This gives (n− 1)×N basis

functions in total.

3.2.4 Eigenvalue problems

The same method can be applied to the eigenvalue equation. In this case the equation to be

solved is:

µm
dψm
dx

+ Σtψm −
Σs0

2
φ− νΣf

2Keff
φ = 0 for m = 1, 2, . . . , N , (3.40)

with the following normalisation condition [88, 90]:

N∑
m=1

wm

∫ `

0

νΣf

2
φψmdx =

∫ `

0

νΣf

2
φφdx = 1. (3.41)

Equations (3.40) and (3.41) can be expressed as a matrix equation in angle, and a differential

equation in space as follows:

Find Ψ ∈ Ūb and λ ∈ R such that:

KΨ = λWFΨ, (3.42)

〈WFΨ,Ψ〉V̄ = 1. (3.43)

Everything is defined as before. λ = 1
Keff

. F is an N × N matrix, each element contains the

function that represents the spatial variation of the fission cross section (in this case single

group): νΣf
2 multiplied by an angular weight wm, where m represents the column number as

follows:

F =


νΣfw1

2 · · · νΣfwm
2 · · · νΣfwN

2

νΣfw1
2 · · · νΣfwm

2 · · · νΣfwN
2

νΣfw1
2 · · · νΣfwm

2 · · · νΣfwN
2

 . (3.44)
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The operator F represents a mapping: V̄ → V̄ . Note that equation (3.42) is equivalent to equa-

tion (3.40) but with each ordinate equation multiplied by its corresponding weighting function.

Both the eigenvalue equation and the normalisation condition can be expressed as WR state-

ments. This is done by expressing the residual of equation (3.42) as:

R = KΨ− λWFΨ, (3.45)

then multiplying this by a test function v ∈ V̄ and integrating over the phase space and setting

the result to zero. This is equivalent to writing:

〈R, v〉V̄ = 0 ∀v ∈ V̄ . (3.46)

The normalisation condition can be multiplied by a test scalar [88, 90]:

τr = τ [1− 〈WFΨ,Ψ〉V̄ ] = 0 ∀τ ∈ R. (3.47)

Both of these combined result in the WR statement for the eigenvalue problem:

〈R, v〉V̄ + τr = 0 ∀v̂ ∈ ˆ̄V. (3.48)

The test function space is defined as [88, 90]:

v̂ = {v, τ} ∈ ˆ̄V where ˆ̄V := V̄ × R. (3.49)

The aim is to find both a function, Ψ, and a scalar, λ, that satisfies the WR statement (3.48).

This problem can be viewed as finding a member:

Ψ̂ = {Ψ, λ} ∈ ˆ̄U0, (3.50)

where

ˆ̄U0 := Ū0 × R, (3.51)

such as in [90].
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The WR statement of equation (3.48) can be expressed using similar notation to [90]:

Find Ψ̂ ∈ ˆ̄U0 such that:

A(Ψ̂; v̂) = B(Ψ, v)− λF (Ψ, v) + τ(1− F (Ψ,Ψ)) = 0 ∀v̂ ∈ ˆ̄V, (3.52)

where A(·; ·) is a semi-linear form: non-linear in the argument that precedes the semi-colon and

linear in the argument that follows the semi-colon. The operators in equation (3.52) are defined

in terms of the inner product over V̄ as follows:

F (·, ·) = 〈WF·, ·〉V̄ : V̄ × V̄ → R, (3.53)

B(·, ·) = 〈K·, ·〉V̄ : Ū × V̄ → R. (3.54)

In the DD case the weighting functions are taken from a different space to the trial functions,

this is not the case for the equivalent expression given in [90].

From this point on, the arguments for the DD approximation are very similar to the fixed source

multi-angle approach. The solution Ψ̂h is taken from a space ˆ̄Uh0 ⊂ ˆ̄U0. The N×n coefficients for

the basis functions of the approximate solution space are solved for by N boundary conditions

and N×(n−1) WR equations. The WR equations are given by defining the weighting functions

as the basis functions of the space ˆ̄Vh ⊂ ˆ̄V .

3.3 DWR error estimation theory applied to the 1-D DD-SN

method

In this section the DWR scheme for the DD-SN fixed source and eigenvalue equations is explained.

An estimation of the numerical error in a goal quantity due to the spatial discretisation is

sought. In the fixed source case the goal quantity is a detector function (a linear QoI) and

in the eigenvalue case, it is the eigenvalue itself (a non-linear QoI). The work in this section

combines the original ideas expressed by Rannacher et al. [18, 88], that were applied specifically

to the DG-FEM-SN neutron transport method by Lathouwers [89, 90], with the generalisation to

non-Bubnov-Galerkin discretisation schemes given by Giles, Pierce and Chen [97–102]. Section

3.3.1 shows the general scheme for any linear or semi-linear form. In both cases the form is

obtained by weighting an equation for which the solution is in a space U , by a space V , of

which U is a dense subspace. The main distinction from Rannacher’s work is that U 6= V in the
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non-Bubnov-Galerkin case. The specific application to fixed source and eigenvalue problems in

neutron transport is explained in sections 3.3.2 and 3.3.3 respectively.

3.3.1 General non-Bubnov-Galerkin case

Consider the general semi-linear form on a vector space V :

A(·; ·) : U × V → R where U is dense in V, (3.55)

which is non-linear with respect to the parameter before the semi-colon and linear with respect

to anything after it.

There is a problem to be solved for u ∈ U defined by the WR equation (3.56):

A(u; v) = 0 ∀v ∈ V, (3.56)

where U is dense in V .

There exists a QoI defined by a functional (linear or non-linear) of the solution to equation (3.56)

which is denoted by:

J(u) : U → R. (3.57)

Becker and Rannacher derive an approach to estimating the error in the functional: J(u)−J(uG)

where uG is the solution to a Bubnov-Galerkin approximation to equation (3.56) by using “the

framework of optimal control” [18, p5 and p9]. A similar method is followed here to obtain an

estimate for the numerical error due to spatial discretisation when the approximate solution is

solved using a DD-SN discretisation method.

One can look at the problem of finding J(u) from the solution u ∈ U of equation (3.56) as a

trivial equality constrained optimisation problem [18]:

Minimise J(u), given the constraint that: A(u; v) = 0 ∀v ∈ V and u ∈ U. (3.58)

It is trivial because the value of J(u) is unique provided that u is the solution of the equality

constraint equation. The method of Lagrangian multipliers is used, where a Lagrange multiplier,
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z, is defined and the following Lagrangian obtained [130]:

L(u, z) = J(u) +A(u; z) given the constraint that u ∈ U and z ∈ V. (3.59)

If J(ψ) is a minimum of J(u) for the original constrained problem, there exists ψ† such that

L(ψ,ψ†) is a stationary point of the Lagrangian (3.59) [130].

A stationary point is where the Gateaux partial derivatives of L(u, z) with respect to both

parameters u and z are zero in all directions. The following notation is used for the Gateaux

partial derivatives of the Lagrangian:

L′u(u, z)[y] and L′z(u, z)[g]. (3.60)

The quantity in square brackets denotes the direction in which the Gateaux derivative is taken.

The ′ denotes a first order derivative and the corresponding subscript denotes with respect to

which parameter the derivative is being taken.

To find the stationary point of L(u, z), denoted by L(ψ,ψ†), the following equations must be

satisfied:

L′u(ψ,ψ†)[y] = J ′u(ψ)[y] +A′u(ψ;ψ†)[y] = 0 ∀y ∈ U, (3.61)

L′z(ψ,ψ
†)[g] = J ′z(ψ)[g] +A′z(ψ;ψ†)[g] = 0 ∀g ∈ V. (3.62)

Equation (3.62) can be simplified to:

L′z(ψ,ψ
†)[g] = A′z(ψ;ψ†)[g] = 0 ∀g ∈ V. (3.63)

This equation is satisfied if ψ is the solution to the forward equation, no matter what the

definition of ψ† ∈ V . ψ† in this equation can be replaced by any z ∈ V and the equality will

still hold. It is known from the forward problem that A(ψ; z) is a constant value of zero for

all functions z ∈ V . Hence the gradient with respect to the second parameter is zero for all

functions z ∈ V . Therefore this component of the derivative cannot be used to determine the

value of ψ†.
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The adjoint problem therefore reduces to finding a value ψ† that satisfies the equation:

L′u(ψ,ψ†)[y] = J ′u(ψ)[y] +A′u(ψ;ψ†)[y] = 0 ∀y ∈ U. (3.64)

The means of finding the value ψ† will depend on the particular problem (two examples are

treated in the following sections).

Equation (3.64) can also be used to give a value for J(ψh)− J(ψ), where ψh is an estimate of ψ

in the U space (for example, the lowest order DD approximation). This is done by considering

the case where y in equation (3.64) is equal to e = ψh − ψ ∈ U :

J ′u(ψ)[ψh − ψ] +A′u(ψ;ψ†)[ψh − ψ] = 0, (3.65)

which can be expressed as:

J(ψh)− J(ψ) = A(ψ;ψ†)−A(ψh;ψ†) + ε, (3.66)

where:

ε =
t−1∑
l=2

{
J lu(ψ)[ψh − ψ] +Alu(ψ;ψ†)[ψh − ψ]

}
l!

(ψh − ψ)l +O(ψh − ψ)t. (3.67)

A(ψ;ψ†) = 0 by definition of the WR problem. Therefore an estimate for the error in the QoI

(goal functional) is given by an adjoint WR and a linearisation error ε:

J(ψh)− J(ψ) = −A(ψh;ψ†) + ε, (3.68)

where:

ε =

{
J ′′u(ψ)[ψh − ψ] +A′′u(ψ;ψ†)[ψh − ψ]

}
2!

(ψh − ψ)2 +O(ψh − ψ)3. (3.69)

Two examples are discussed in the sections that follow. Section 3.3.2 discusses the example

where A(u; v) = 0 represents the fixed source neutron transport problem with J(u) representing

a detector function goal value. Section 3.3.3 discusses the example where A(u; v) = 0 represents

a neutron transport eigenvalue (Keff criticality) problem with J(u) being the eigenvalue. It is

assumed for now that any iteration error in the scatter/eigenvalue problems are negligible (see

section 3.3.4 for further discussion). To simplify the discussion, vacuum boundary conditions

are assumed. In this case the space of allowable functions can be considered as a vector space.

The subscript 0i will be used to note a space where the vacuum boundary conditions are defined
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on the left boundary for µ > 0 and on the right boundary for µ < 0. The opposite will be noted

by the subscript 0o.

3.3.2 Fixed source problem with detector function goal

In this case the semi-linear form is, in fact, linear and defined as follows:

A(u; v) = 〈WQ, v〉V̄ − 〈Ku, v〉V̄ with u ∈ Ū0i and v ∈ V̄ . (3.70)

The problem to be solved is the following:

Find Ψ ∈ Ū0i := D(K)[102] such that:

A(Ψ; v) = 〈WQ, v〉V̄ − 〈KΨ, v〉V̄ = 0 ∀v ∈ V̄ . (3.71)

The goal quantity is a linear functional on Ū0i :

J(Ψ) = 〈Ψ,WΣd〉V̄ . (3.72)

Σd is an N sized vector, each element m is the detector cross section distribution for angle m,

denoted by: Σdm ∈ L2. Ψ is the solution to equation (3.71).

Hence, equation (3.64) becomes:

L′u(Ψ,Ψ†)[y] =
∂

∂u

(
〈Ψ,WΣd〉V̄ + 〈WQ,Ψ†〉V̄ − 〈KΨ,Ψ†〉V̄

)
[y] = 0

∀y ∈ Ū0i , Ψ† ∈ V̄ and Ψ a solution to equation (3.71), (3.73)

which reduces to:

∂

∂u

(
〈Ψ,WΣd〉V̄ − 〈KΨ,Ψ†〉V̄

)
[y] = 0

∀y ∈ Ū0i , Ψ† ∈ V̄ and Ψ a solution to equation (3.71). (3.74)

∂
∂u(·)[y] denotes the partial Gateaux derivative with respect to parameter u in the direction y. In

equations (3.73) and (3.74) u is denoted by Ψ, since Ψ is the value taken by u at the stationary

point.
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It can be shown that equation (3.74) holds for the solution of the following adjoint equation:

〈v,WΣd〉V̄ − 〈v,K†Ψ†〉V̄ = 0 ∀v ∈ V̄ and Ψ† ∈ D(K†) ⊂ V̄ , (3.75)

where D(K†) is the space of functions in the domain of the adjoint operator. Note that D(K†) 6=

D(K) [102]. This is explained in appendix B.

Equation (3.74) can now be used to obtain an expression for the error in the linear functional

J(Ψh)−J(Ψ) where Ψh is the DD approximation. This is done by taking y = Ψh−Ψ in equation

(3.73) and following the same logic as in equations (3.65)-(3.69) to arrive at:

J(Ψh)− J(Ψ) = −A(Ψh; Ψ†) + ε. (3.76)

ε = 0 due to linearity, consequently equation (3.76) reduces to:

J(Ψh)− J(Ψ) = −〈WQ−KΨh,Ψ
†〉V̄ (3.77)

= −〈Rh,Ψ
†〉V̄ . (3.78)

Hence the error in the goal quantity can be obtained by weighting the residual of the DD solution

with the solution to the adjoint equation defined by equation (3.75).

3.3.3 Eigenvalue problem with eigenvalue goal

In this case definitions (3.50)-(3.54) are recalled and the semi-linear form is defined as [88, 90]:

A(û; v̂) = B(u, v)− λF (u, v) + τ(1− F (u, u)) : ˆ̄U × ˆ̄V → R, (3.79)

where û ∈ ˆ̄U and v̂ ∈ ˆ̄V .

The problem to be solved is:

Find Ψ̂ ∈ ˆ̄U0i such that:

A(Ψ̂; v̂) = B(Ψ, v)− λF (Ψ, v) + τ(1− F (Ψ,Ψ)) = 0 ∀v̂ ∈ ˆ̄V. (3.80)

The boundary conditions are contained in the space of allowable functions ˆ̄U0i .
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The goal quantity is the non-linear functional on ˆ̄U0i defined by [88, 90]:

J(Ψ̂) = λF (Ψ,Ψ) = λ. (3.81)

Therefore equation (3.64) becomes:

L′û(Ψ̂, Ψ̂†) = J ′û(Ψ̂)[ŷ] +A′û(Ψ̂; Ψ̂†)[ŷ] = 0

∀ŷ ∈ ˆ̄U0i , Ψ̂
† ∈ ˆ̄V and Ψ̂ being the solution to equation (3.80). (3.82)

Setting ŷ = {y, ξ} and Ψ̂† = {Ψ†, λ†} this becomes:

λ{F (Ψ, y) + F (y,Ψ)}+ ξF (Ψ,Ψ) = λF (y,Ψ†)−B(y,Ψ†) + ξF (Ψ,Ψ†) + λ†{F (Ψ, y) + F (y,Ψ)}

∀ŷ ∈ ˆ̄U0i , Ψ̂
† ∈ ˆ̄V and Ψ̂ the solution to equation (3.80), (3.83)

which rearranges to:

B(y,Ψ†)− λF (y,Ψ†) + ξ{F (Ψ,Ψ)− F (Ψ,Ψ†)}+ (λ− λ†){F (Ψ, y) + F (y,Ψ)} = 0

∀ŷ ∈ ˆ̄U0i , Ψ̂
† ∈ ˆ̄V and Ψ̂ the solution to equation (3.80). (3.84)

This is the same as in Lathouwers’s paper [90], but equation (3.84) is the non-discretised for-

mulation of the WR.

It can be seen from equation (3.84) that this equation is satisfied by using the value of Ψ̂† =

{Ψ†, λ†} given by the solution to the adjoint eigenvalue equation, with homogeneous essential

boundary conditions and the following specific normalisation condition:

Find Ψ† ∈ Ū0o and λ† ∈ R such that:

K†Ψ† = λ†G†Ψ† (3.85)

〈G†Ψ†,Ψ〉V̄ = 1. (3.86)

G† is the adjoint of the operator G = WF . G is a linear bounded operator on V̄ and so its

adjoint operator is easily defined by [130]:

〈Gu, v〉V̄ = 〈u,G†v〉V̄ ∀v, u ∈ V̄ . (3.87)

Therefore 〈G†Ψ†,Ψ〉V̄ ≡ F (Ψ,Ψ†). In fact, G is self-adjoint so that G = G†. However, Ψ† is still
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restricted to be part of the subspace Ū0o , due to the K† operator. That is, for the solution of

equations (3.85)-(3.86) to satisfy (3.84) the term B(y,Ψ†) = 〈Ky,Ψ†〉V̄ in equation (3.84) would

have to equal 〈y,K†Ψ†〉V̄ . It is shown in appendix B that for this to be true, Ψ† ∈ Ū0o .

The integral statement of (3.85) and (3.86) can be expressed as:

〈K†Ψ†, v〉V̄ − λ†〈G†Ψ†, v〉V̄ + τ
(

1− 〈G†Ψ†,Ψ〉V̄
)

= 0 ∀v̂ := {v, τ} ∈ ˆ̄V. (3.88)

Bell and Glasstone show that λ = λ† [41]. Note that the solution Ψ̂† is the same for all v̂ ∈ ˆ̄V .

Hence the solution will remain the same if v̂ was replaced by any ŷ ∈ ˆ̄U0i , since ˆ̄U0i forms a dense

subset of ˆ̄V . When taken from this subset, the 〈K†Ψ†, y〉V̄ term can be replaced by 〈Ky,Ψ†〉V̄ .

With these considerations taken into account, the first 3 terms of equation (3.84) are equivalent

to equation (3.88) with the weighting function being taken from a particular subspace of ˆ̄V : ˆ̄U0i .

Then the fact that the adjoint and forward eigenvalues are the same means that the final term in

(3.84) also goes to zero. Hence, the solution to the integral statement of the adjoint eigenvalue

problem (3.88) gives the value Ψ̂† required in equation (3.82).

Now that the values of both Ψ̂ and Ψ̂† are known, it is desirable to have equation (3.82) in a

form such that it gives an approximation to J(Ψh) − J(Ψ). This involves considering equation

(3.82) for the case where ŷ = e = Ψ̂h− Ψ̂ ∈ ˆ̄U0i and following the logic of equations (3.65)-(3.69)

to arrive at the following error estimator:

J(Ψ̂h)− J(Ψ̂) = −A(Ψ̂h, Ψ̂
†) + ε, (3.89)

where

ε =

{
J ′′

Ψ̂
(Ψ̂)[Ψ̂h − Ψ̂] +A′′

Ψ̂
(Ψ̂; Ψ̂†)[Ψ̂h − Ψ̂]

}
2!

(Ψ̂h − Ψ̂)2 +O(Ψ̂h − Ψ̂)3 (3.90)

and

A(Ψ̂h; Ψ̂†) = B(Ψh,Ψ
†)− λF (Ψh,Ψ

†) + λ†(1− F (Ψh,Ψh))

= B(Ψh,Ψ
†)− λF (Ψh,Ψ

†), (3.91)

since F (Ψh,Ψh) = 1 is the normalisation applied in the numerical solver.

It is assumed that ε is small compared to the WR part since it is second order with respect to

the discretisation error. However, there are cases where ε is not small compared to the DWR.
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For example, where the second order derivatives are very large. This effect should reduce upon

refinement as the error in the forward solution is reduced.

3.3.4 Calculating the adjoint solution in practice

In general, the analytical solution to the adjoint equation will not be available for use in the

DWR error estimators derived in this chapter. Therefore, an approximation to Ψ† must be

calculated.

It can be seen from equations (3.75) and (3.88) that the discrete operators obtained by the

DD-SN discretisation of the forward equations cannot simply be transposed to give a discrete

approximation of the adjoint equation (as in the work of Venditti and Darmofal [104–107]). This

is because the discretisation would not be consistent with the strong formulation of the continu-

ous adjoint equations ((3.75) and (3.88) for fixed source and eigenvalue problems respectively).

The DD method is therefore not adjoint consistent, in that the transpose of the forward dis-

cretised operator is not equivalent to the operator that results from discretising the continuous

adjoint operator [131]. Although the weighting functions used in the DD approximation of the

forward equations are members of V̄ and are therefore consistent with the strong formulation of

the forward equations (equations (3.39) and (3.52) for the fixed source and eigenvalue problems

respectively), they are not members of D(K†). Solving the DD-SN discretisation of the strong

formulation of the adjoint equation with appropriate boundary conditions gives an approximate

adjoint solution in the correct phase space, D(K†), and the discretised equations are consistent

with the continuous equations.

If the lowest order DD approximation is used to obtained Ψh, then due to the fact that Ψh is

generated from a WR method that uses piece-wise constant test functions, a piece-wise constant

approximation to Ψ† would result in an error estimate of zero. It is similar reasoning that means

that the adjoint solution must be computed in a different space from the forward equation in

Bubnov-Galerkin FE approaches [88–90]. Either a higher-order FE needs to be used or the

number of cells in the discretisation increased (or both). However, if an approximate adjoint

solution is obtained from a DD discretisation of the adjoint equations, using the same order and

the same mesh as the forward equation, a piece-wise linear approximation to the adjoint solution

is obtained, not piece-wise constant. Hence the approximate adjoint solution is not in the space

of test functions and the DWR using this approximation will not give zero.
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Chen and Gunzburger [102] note that because FV methods do not naturally fit into variational

forms, the Galerkin orthogonality problem does not apply. However, in the DD case, this chapter

has shown that the residual error given by the approximate solution is not orthogonal to the trial

function space because the test function space is different from it (piece-wise constant rather

than piece-wise linear when p = 1). Galerkin orthogonality does still apply to approximations

of the adjoint solution that lie in the test function space (piece-wise constant approximations in

the case of p = 1).

As was noted by Chen and Gunzburger [102], the more accurate the approximation to the adjoint

solution, the more accurate the error estimator, thus there may be benefits to obtaining a higher-

order solution to the adjoint equation, despite the fact that the estimator is non-zero when the

solution is sought in the same space as the forward equation. In this work the estimated errors

calculated by using an adjoint computed on the same mesh, one twice as refined, and one using

a higher-order DD approximation using Hennart’s method [56] are compared.

In addition to this, it must be noted that instead of weighting the residual by Ψ†, one could

have weighted the residual by Ψ† − Ψ̄†. Where Ψ̄† is the cell-wise projection of the solution

Ψ† into the space of (p − 1) order cell-wise Legendre polynomials. For a cell with p = 1, Ψ̄†,

represents a cell-wise average value. Assuming zero iteration error, these two choices result in

identical answers. This can be explained by taking the p = 1 case as an example. Any constant

component of the adjoint solution weighted with the residual will go to zero, due to the fact that

the test functions are piece-wise constant, hence the residual of the DD solution is orthogonal

to this space. In reality, the component weighted by the average will give a measure of the

iteration error [19, 20]. This thesis does not investigate the use of goal-based iteration error

approximation for use in solver iteration exit criteria. In this work, iterations continue until the

residual weighted by unity is as close to machine precision as possible (sometimes this is of the

order of about 10−12 for a machine precision of 10−15 due to the loss of accuracy in calculating

the residual). The use of goal-based DWR error estimators for stopping criteria in FE methods

was investigated by Rannacher et al. [19, 20] where it was deemed suitable for the error due

to iteration to be of the same order as the error due to mesh discretisation. This would be an

interesting avenue for future work in the case of the DD scheme, but is outside the scope of this

thesis.
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3.4 QoI approximation improvement by DWR error correction

It is possible to use the DWR error estimator as a mesh iteration stopping criteria when perform-

ing uniform h, p or hp refinement. Another option would be to use the DWR error estimator

to correct the approximate value for the functional of interest obtained using the solution to

the discretised PDE. DWR correction of functionals has, to the author’s knowledge, not been

applied to the field of neutron transport before, but has been applied in other fields [97–101, 104–

108]. The theory behind using the DWR error estimate to correct the approximation to the goal

functional is described in this section.

In reality, the analytical adjoint equation given by equation (3.64) can only be derived from a

numerical solution to the forward equation. The analytical solution to this equation shall be

denoted by Ψ̃† and the equation resulting from an approximate forward solution, Ψh,p, as:

J ′Ψ(Ψh,p)[v] +A′Ψ(Ψh,p; Ψ̃†)[v] = 0 ∀v ∈ V̄ . (3.92)

Further, this will be approximated numerically using the DD scheme:

J ′Ψ(Ψh,p)[v] +A′Ψ(Ψh,p; Ψ̃†h,p)[v] = 0 ∀v ∈ V̄h ⊂ V̄ . (3.93)

Hence the error in the approximation to the QoI is given by:

J(Ψh,p)− J(Ψ) = −A(Ψh,p; Ψ̃†h,p)−A(Ψh,p; Ψ̃† − Ψ̃†h,p)−A(Ψh,p; Ψ† − Ψ̃†) + ε. (3.94)

All terms in ε are O(Ψh,p −Ψ)2 or smaller. The second and third term are a residual weighted

by an error term and so will be smaller than the first term. The dominant error term when the

approximation to the QoI is calculated using Ψh,p is therefore A(Ψh,p; Ψ̃†h,p) and this should give

a good approximation of the error in J(Ψh,p). This value can be used to obtain a more accurate

approximation to the QoI. In this case the approximation to the QoI becomes:

J(Ψ) ≈ J(Ψh,p) +A(Ψh,p; Ψ̃†h,p). (3.95)

In the literature, the dominant error term in fully discrete formulations has been referred to as

the computable correction term [96]. Though in the CFD literature it often refers to a weighted

residual problem where the discrete adjoint operator matrices are derived by taking the transpose
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of the forward problem’s matrix [96, 105]. This is not the case in the work of this thesis since

the 1-D DD discretisation is not adjoint consistent (see section 3.3).

The remaining error is then given by:

Remaining error = A(Ψh,p; Ψ̃† − Ψ̃†h,p) +A(Ψh,p; Ψ† − Ψ̃†)− ε. (3.96)

ε is second order with respect to the error in the forward solution, and the first two terms in (3.96)

are combinations of a residual and an error term. Given that the residual is proportional to the

error in the solution, the error in the QoI after correction is proportional to the product of two

error terms. This means that the error in the DWR-corrected value for the QoI should give super-

convergent results with h refinement. Super-convergence refers to the increased convergence of

the functional compared to the flux solution and the non-corrected functional approximation

[100]. Super-convergence of non-corrected integral functions is inherent in Bubnov-Galerkin

finite element schemes [98].

3.5 Application to test cases

The theory derived and described in the previous sections was implemented in a 1-D arbitrary

order DD-SN code. The implementation is described in section 3.5.1. The results of applying the

code to the 1-D test cases (described in section A.1) are shown and discussed in section 3.5.2.

3.5.1 Implementation

The code written for this work is a 1-D, one-group, fixed source and eigenvalue DD-SN code.

The spatial discretisation is achieved by using an arbitrary order DD formulation as described

in section 3.2.2.

After the forward equations are solved on the simple mesh, one of three options for the adjoint

approximation is calculated. Then the DWR inner product is calculated over each cell individ-

ually. The cell values are summed over all cells in order to give an approximation to the error.

Two summed values are calculated: the sum of the cell-wise DWR quantities and the sum of

the absolute values of the cell-wise DWR quantities. The latter should be a more conservative

estimate of the error than the former.
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If the forward solution is expressed as ψh,p then the resulting residual from that is expressed as

Rh,p. h represents the mesh on which the solution is calculated and p represents the order of

accuracy at which the solution is calculated in the cells throughout the mesh. Three different

DWR error estimators are tested in this chapter:

E1 =
nc∑
i=1

E1i where E1i =
N∑
m=1

wm(Rh,p,m, ψ
†
m,h,p)i, (3.97)

E2 =

nc∑
i=1

E2i where E2i =

N∑
m=1

wm(Rh,p,m, ψ
†
m,h

2
,p

)i, (3.98)

E3 =

nc∑
i=1

E3i where E3i =

N∑
m=1

wm(Rh,p,m, ψ
†
m,h,p+1)i. (3.99)

(·, ·)i is the L2 inner product over cell i. Using E1 and E3 as functional correction terms is also

tested.

3.5.2 Results

For each test case, the effectivity index (I) of the three different DWR error estimates are plotted

against the number of cells in the approximation. Uniform h refinement is used for these graphs

and the within-cell order is kept constant and first order throughout (lowest order DD scheme:

DD1). The effectivity index is the ratio of the estimated error in the QoI to the analytically

calculated error in the QoI. The convergence graph of the analytical error in the approximate

functional value is compared to that of the analytical error in the DWR corrected approximate

value.

3.5.2.1 Test case 1

It was verified, for test case 1a, that the DWR using an analytically calculated adjoint solu-

tion was the same as the difference between the analytically calculated goal quantity and the

numerically calculated goal quantity. Any discrepancy was due to loss of numerical accuracy

in calculating these quantities by using floating point operations. This conclusion was drawn

because the equality improved with the use of quadruple precision floating point computer arith-

metic.

In test case 1a, due to the symmetry of the S2 adjoint and forward equations, there is a large

DWR for the right-going ordinate where there is a small DWR value for the left-going ordinate
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and vice-versa. The resulting error estimates are therefore fairly uniform throughout the domain.

This is shown in figure 3.2a, which shows the spatial variation of the value of local error estimators

for the initial mesh. Each point represents the value of the error estimator for one cell, and is

placed on the graph at the position of the midpoint of the corresponding cell (fig. 3.2a). The

distribution is shown for the initial mesh of 16 cells. Figure 3.2a also shows that an improved

approximation of the adjoint in the DWR gives a more accurate distribution and overall error

estimator. The error estimator that uses the same mesh cell number and mesh order as the

forward equation to calculate the adjoint gives a uniform distribution for this example. The

improved approximations give a slight curve, hence revealing a subtle variation in the importance

of different regions for refinement. In this case, the best approximation of the true error is given

by the DWR using the adjoint computed on the same number of cells as the forward equation

but with an increased mesh order. It also gives a more conservative estimate since it slightly

over-estimates the error rather than underestimating it.

Figure 3.2b shows that there is negligible difference in the values of the error estimators for

the initial uniform mesh in test case 1b. Figure 3.2b also shows a significant preference for

refinement in the first cm: the region of interest. This is as expected, given that the goal is the

value of the scalar flux there.

The error correction reduces the absolute error in the result for a given mesh refinement. The

increase in the correction obtained when using the higher order adjoint is less when the goal

is localised (figure 3.2c) compared to when the goal is a quantity throughout the whole of the

domain (figure 3.2d). The rate of convergence is also improved in the h refinement case (as was

predicted in section 3.4).

3.5.2.2 Test case 2

The results here are very similar to those of test case 1 (section 3.5.2.1). There is very little

absolute difference between the value of the different error estimators for test case 2a. This is

shown in figure 3.3a. However, it is clear that a more accurate adjoint solution gives a more

accurate spatial distribution of the goal-based error estimator.

The error correction is limited at a certain point (figures 3.3b and 3.3c for test case 2a and 2b

respectively) due to the fact that machine precision limits the extent to which the scatter source

problem can converge. Before this point however, an improved convergence rate is observed
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Figure 3.2: Results for test case 1

in h refinement for the corrected value compared to the non-corrected result. As for test case

1, absolute error reduction for a given refinement is observed upon adding the correction term

to the goal quantities of test cases 2a and 2b, for both h and p refinement. The increase in

correction when using a higher order adjoint solution is less for test case 2b (fig. 3.3b) compared

to 2a (fig. 3.3c).

3.5.2.3 Test case 3a

Figure 3.4a shows the accuracy of the error estimators at various uniform h refinement mesh

iterations (using DD1 for the forward equation in all cases). Figure 3.4a shows that the error

estimator using the adjoint solution of the same accuracy as the forward solution gives a very

bad estimate of the error on the 64 cell mesh, by vastly over-estimating it. To better see how

the accuracy of the error estimators vary with mesh refinement this first point on the graph is
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Figure 3.3: Results for test case 2

removed and the graph re-plotted in figure 3.4b. The error estimator consistently over-estimates

the error and converges to a constant value of over-estimation. This is is because this error

estimator was calculated by summing the absolute value of all of the local error estimators. We

have that:

|J(ψ)− J(ψh)| =

∣∣∣∣∣
n∑
i=1

N∑
m=1

(Rh,m, ψ
†
m)i

∣∣∣∣∣ ≤
n∑

i=1

∣∣∣∣∣
N∑
m=1

|(Rh,m, ψ
†
m)i

∣∣∣∣∣ (3.100)

Hence if (Rh, ψ
†
approx.) is a good approximation to (Rh, ψ

†)cell, an error estimator calculated in

this way will tend to over-estimate the error unless the error has the same sign throughout the

domain. This is desirable if a conservative stopping criteria is sought, but it may lead to the

mesh being overly refined. If the the absolute value is taken after summing the individual cell

contributions rather than before, the graph of figure 3.4c is obtained. This graph shows that

all of the DWR error estimators tested converge to the true error upon mesh refinement. It

also shows that the best approximation is given by the more accurate solution calculated on the
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same mesh as the forward equation but using higher-order elements, it also consistently provides

a conservative estimate in this example. The second best approximation is that given by the

DWR using an adjoint calculated on a mesh that is twice as refined as the mesh used for the

forward equation, using the first-order elements. Finally the worst estimate is given by using

the adjoint solution calculated with the same cell number and order as the forward equation.

The results of coupling uniform h refinement or p refinement with DWR error correction is

shown in figure 3.4d. For the initial mesh, the lower order error estimate is so inaccurate that

using it as an error correction makes the approximated solution worse. This is a danger of

the error correction procedure at low mesh resolutions where there are areas of the domain

that do not satisfy the negative flux criterion. In this case, the error in the error estimator is

reduced such that a significant error correction is given for the first uniform h refined mesh. An

error correction (instead of error augmentation) is obtained for p refinement at the second mesh

iteration after the original mesh. The higher order correction provided a mesh correction for all

mesh iterations, including the original mesh.

3.5.2.4 Test case 3b

The DWR calculated using the same number of cells and the same order within each cell as that

used for the forward equation overestimates the error by at least an order of magnitude (figures

3.5a and 3.5b). Figure 3.5c shows only the effectivity indices calculated using an adjoint com-

puted on a mesh twice as refined, and the case where it is computed on a mesh using everywhere

higher-order elements. The error is much better estimated, particularly by the higher-order

approximation, until the 4th mesh iteration. At this point, both estimators significantly under-

estimate the error.

The comments made above on figures 3.5a-3.5c can be explained by figure 3.6 and figure 3.7. In

the zeroth mesh (figure 3.6a) it is clear that in the problem regions, i.e. the first cm where the

goal region is, and the second cm where there is a high value of error, the less accurate error

estimator drastically over-estimates the error. This is most likely due to the fact that the DD

solution oscillates in regions of high total cross sections and mesh cell sizes that are not small

enough. This is shown by looking at figure 3.7. This figure plots the smallest positive ordinate of

the adjoint solution. It is the average value per cell that is plotted as a function of cell number

from 0 for the left-most cell to nc − 1 on the right. It is clear that there are oscillations in

the first cm when the same mesh and order is used to calculate this flux ordinate (figure 3.7a),
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Figure 3.4: Results for test case 3a

the magnitude of the oscillations are smaller throughout most of the first cm when the mesh is

refined everywhere once (figure 3.7b) and even more so when the order is increased in each cell

(figure 3.7c). The fact that the error estimator deteriorates significantly by mesh iteration 3 (see

figure 3.5c) is explained by looking at figure 3.6d. Here, all local error indicators have a value

below that which can be reliably represented by double floating point precision, so the results

cannot be trusted.

The result of coupling uniform h and p refinement with DWR error correction for test case 3b are

plotted in figure 3.5d. The goal is in the very under-resolved region of the domain, so the issues

due to errors in the error correction are amplified compared to in test case 3a (figure 3.4d). The

lower order error estimation gives an error augmentation in the calculated approximation to the

QoI for each uniform h and p refined mesh iteration. The higher order error estimation, however,
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gives an error correction to the uniform h and p refined quantities at each mesh iteration.
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Figure 3.5: Results for test case 3b

3.5.2.5 Test case 3c

Figures 3.8a and 3.8b show that the DWR using the adjoint calculated on the same mesh as

the forward equation drastically over-estimates the error for the original and first refined mesh,

even when the absolute value is taken after the summation (figure 3.8b). All estimators in figure

3.8b converge to the correct estimation of the error, but the more accurate DWR errors converge

faster.

Similarly to test case 3b (figure 3.5d), the DWR calculated with an adjoint computed using the

same mesh as the forward solution results in an error augmentation for the initial, first h refined
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Figure 3.6: The spatial variation of the error estimators, (Rh, ψ
†
approx)cell, as uniform refine-

ment is performed for test case 3b with 64 cell starting mesh

mesh and all p refined meshes. An error correction is given for the 2nd h refined mesh. The

higher order DWR error estimate results in an error correction at all mesh refinement iterations,

including the initial mesh.

3.5.2.6 Test case 4

When the goal is the integral of the scalar flux throughout the domain and when it is the

integral throughout the first 1cm of the domain, summing the absolute values of all the error

indicators for each cell over-estimates the error no matter which approximation to the adjoint

solution is used (figures 3.9a and 3.10a). Figures 3.9b and 3.10b show that all error estimates

converge to the analytical error if the absolute values of the local indicators are not taken before

summing over all cells. The effectivity indices as plotted in figures 3.9b and 3.10b show that

the best approximation to the error, for both test cases 4a and 4b, is given by the one using an

adjoint solution calculated on a mesh everywhere twice as refined as the forward solution. In test
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Figure 3.7: The spatial variation of the adjoint solution for the smallest positive |µ| for the
original mesh, one twice as refined and one with an increased polynomial order

case 4b, the effectivity index resulting from using everywhere higher order cells for the adjoint

solution deviates from one slightly more than the case where an adjoint solution is calculated

on the same mesh as the forward equation, at low mesh cell numbers but has the advantage of

not under-estimating the error.

Test cases 4a (figure 3.9c) and 4b (figure 3.10c) show significant error correction of the QoI even

when using the low order DWR error estimator. In test case 4a the increase in error correction

obtained in using a higher order adjoint solution in the calculation of the DWR error estimator

is very small and in test case 4b the error correction obtained is slightly worse due to the fact

that for this test case the increased order adjoint solution gives a less accurate DWR then the

low order adjoint solution. The difference is minimal, however, and is most likely due to large

localised gradients not being represented much better by a higher order method.
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Figure 3.8: Results for test case 3c

3.5.2.7 Test case 5

Figure 3.11a shows the accuracy of the error estimators. It is clear that for very low cell numbers

the DWR error estimator using the higher-order adjoint solution is the most accurate. However,

both converge quickly towards the true error as the mesh is refined. There is also a benefit to

both low order and high order error correction (figure 3.11b).

3.5.2.8 Test case 6

In the heterogeneous eigenvalue test case (test case 6) the error estimators do not converge to

give the same error as the true error (see figure 3.12a). There is only a very small benefit to

error correction (see figure 3.12b). Using a higher order adjoint gives no benefit compared to the
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Figure 3.9: Results for test case 4a

correction calculated using the lower order adjoint (see figure 3.12b). This is most likely due to

the extra errors that come into play in calculating the solution to a non-linear adjoint problem

as discussed in section 3.4.

3.6 Closing comments for this chapter

This chapter has described the development and application of DWR type error estimators for

the standard and higher-order DD-SN discretisation of the neutron transport equation in 1-D.

Using the same mesh cell number and order for the adjoint solution as was used for the forward

solution gave a good approximation to the true error in the QoI for most cases. The only time it

was not sufficiently accurate for fixed source cases was for low order meshes in test case 3a and
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Figure 3.10: Results for test case 4b

3c, and for all meshes in test case 3b. This test case, however, had regions that were not refined

sufficiently to satisfy the negative flux criterion. In more challenging test cases, it may be useful

to use a more accurate mesh representation for the adjoint solution if the DWR estimator is to

be used as a stopping criteria. A compromise suggested here is to use the least accurate error

estimator for mesh refinement until that gives a goal error below a user-defined tolerance, and

then use the more accurate error estimator to verify this convergence.

Both error estimators tested in test case 6 converge to give an effectivity index that is greater

than 1. This is most likely due to the linearisation error (due to the non-linear equation and

goal). This is non-zero for eigenvalue problems and is not taken into account in the DWR

estimator.

DWR error correction was applied to test cases in combination with uniform h and uniform p
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Figure 3.11: Results for test case 5
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Figure 3.12: Results for test case 6

refinement. A general comment can be made for the uniform h refinement fixed source results:

the convergence rate with respect to cell size is increased for the corrected QoI. This is the

super-convergence of DWR-corrected integral functionals as discussed in section 3.4. This is

also observed for the simple eigenvalue test case, but not in test case 6, where the corrected

value has the same slope as the uncorrected QoI. This is most likely due to the ε term being

large due to the non-linearity of the problem.

Given that using Hennart’s formulation for the DD technique allows the specification of higher-

order solutions within a cell and that there is no requirement for cells to be of uniform size, the

cell-wise calculated DWR error values could be used as error indicators for h, p or hp refinement.
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Such refinement would be goal-based and reduce the number of degrees of freedom required to

obtain a given accuracy in J(Ψh,p). This would be an alternative way to reduce the error for a

given number of DoF. This is investigated in the following chapter.



4. DWR driven h, p and hp AMR in

1-D slab geometry

This chapter investigates the use of cell-wise DWR values as error indicators for non-uniform

mesh refinement. Goal-based h, p and hp adaptive mesh refinement (AMR) for the 1-D DD-SN

discretisation of the neutron transport equation is investigated for both fixed source and eigenvalue

problems. Goal-based refinement aims to produce a mesh that is optimal for a given QoI. Both

linear and non-linear QoIs are investigated.

The novel parts of this chapter include the following:

• Application of goal-based h AMR to the traditional DD method

• Application of goal-based p AMR to the higher order DD method

• Application of goal-based hp AMR to the higher order DD method using a goal-based merit

function

4.1 Introduction

The DWR error estimator described in chapter 3 is calculated by summing values calculated

over a cell. The cell values can be used as refinement indicators. Cells with larger DWR values

should be prioritised for refinement. With the higher order DD capability refinement can occur

by either increasing the order within the cell (p AMR) or by increasing the number of cells

within a given region (h AMR), or a combination of the two (hp AMR).

In general, h AMR is appropriate for cases where the solution is not smooth, whereas p AMR is

more appropriate for smooth solutions [81]. However, with no a priori knowledge of the solution,

84
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the most effective refinement to apply to a given problem is unknown. Another possibility is to

have a problem that has both smooth and irregular regions. In that case, h adaptivity would be

most appropriate in some areas of the domain but p adaptivity would be more appropriate in

others. Due to these considerations it is desirable to have a combined hp AMR algorithm.

This chapter investigates the use of h, p and hp AMR. When either h or p AMR are used

independently, the local DWR error indicators are sufficient for identifying which cells should

be refined. However, when hp AMR is required, extra information is needed to choose whether

h or p refinement is best for any given cell. In this chapter a merit function is derived which is

to be calculated for each refinement option for a given cell that has been flagged for refinement.

The refinement option with the highest merit function is implemented in the following mesh

iteration.

This chapter is organised as follows. Section 4.2 explains how goal-based h or p refinement can

be carried out independently using local DWR error indicators. Section 4.3 explains the hp

AMR strategy implemented in this work and how a merit function is required to choose between

h or p refinement for a given cell. Section 4.4 applies the theory of the first two sections to test

cases. The chapter is concluded with some closing comments in section 4.5.

4.2 AMR strategy for h or p type mesh refinement

Chapter 3 showed that an approximate solution to the SN-discretised transport equation, ob-

tained by the DD method can be improved by either increasing the number of cells in the mesh

(h refinement) or by increasing the order of the polynomial representation within the cells of the

mesh (p refinement). In the DD method, the cell-size is not limited to being uniform throughout,

and therefore the mesh cell size can be made such that there is a higher cell density in some

regions than others. The method for higher order DD described by Hennart [56] retains the

left and right nodes of a given element as unknowns and all higher order terms are cell moment

values that take a value of zero at the cell nodes. This allows for two neighbouring cells to be of

different order p. This allows for non-uniform p refinement as a way to increase the convergence

rate for a given QoI. These properties of the DD method allow for non-uniform h, p or hp AMR

such as in traditional finite element schemes [132, 133].

In chapter 3 the following error estimates were used for estimating the error in the calculation

of the goal quantity in the fixed source and eigenvalue problems, where the goal quantities are
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the reaction rate in a detector and the value of the Keff respectively:

Error in detector function ≈ 〈Rf.s.,h,p,Ψ
†
h,p〉V̄ , (4.1)

Error in Keff value ≈ −〈Reigen.,h,p,Ψ
†
h,p〉V̄ , (4.2)

where:

Rf.s.,h,p = WQ−KΨh,p, (4.3)

Reigen.,h,p = λhWFΨh,p −KΨh,p, (4.4)

and Ψ†h,p is an approximate solution to the appropriate adjoint equation. Approximations using

the same mesh as the forward equation and more accurate meshes compared to the forward

equation were tested in chapter 3. Adjoint approximations of increased accuracy gave better

estimations of the error, in general.

Local calculations of equations (4.1) and (4.2) over a cell can be used as error indicators to

flag cells for refinement. Assuming that the type of refinement is limited to one kind (h or p)

decided beforehand, there are a number of options for how to use the indicator information

to prioritise cells for refinement. Chapter 2 in Verfürth’s book [134] gives examples of some

possibilities including the maximum strategy. If the DWR indicator for cell i is denoted by ρi,

and the maximum cell-indicator value in the mesh is given by ρmax, then the maximum strategy

flags cell i for refinement if the following condition is true:

|ρi| ≥ α|ρmax|, (4.5)

where α is a fraction input by the user. Wang notes in his master’s thesis that α = 1
3 is a good

rule of thumb [135]. This is the strategy used in this thesis, though there is a capability in the

code to refine a fixed % of cells per mesh iteration. In this strategy, a pre-defined fraction of cells

are refined, those being the cells with highest error. This would require ordering the values of

the local estimators and refining a pre-defined fraction α. This scheme was used by Lathouwers

[89, 90].

The AMR strategy which incorporates the “maximum” marking strategy is represented by the

flow-chart shown in figure 4.1. This flow-chart applies to h AMR or p AMR, the difference

between the two schemes being that flagged cells are refined by dividing the cell by two or by

increasing the order of the polynomial within the cell by one respectively.



Chapter 4 87

Compute	
  a	
  posteriori	
  error	
  
indicator	
  for	
  every	
  element	
  in	
  mesh	
  

τk	
  

Es8mated	
  
global	
  error	
  <	
  

ε?	
  

Start	
  

End	
  

Set	
  k=0	
  

Construct	
  ini8al	
  coarse	
  mesh	
  τk	
  

Solve	
  discrete	
  problem	
  on	
  mesh	
  τk	
  

Set	
  k=k+1	
  

For	
  cell=1:cellnum	
  

Yes No 

Local	
  indicator	
  
<	
  α(max	
  
indicator)	
  

Yes 

Flag	
  cell	
  for	
  refinement	
  

Refine	
  mesh	
  

Figure 4.1: One-type refinement algorithm flow chart

4.3 Combined hp AMR strategy algorithm

Given that h refinement can be more beneficial in some circumstances and p refinement can

be more beneficial in others, combining both types to give an hp adaptive refinement strategy

should give the optimal combination of refinement strategies [81].

However, the DWR error indicator derived in chapter 3 and described in section 4.2 only identifies

where is best to refine, it does not give any information as to whether it would be better to

refine the cell via p or h refinement. For this, the idea of a “merit function” will be used. This

terminology was used in the work of Ceze et al. [136] . They calculate a merit function for a
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particular refinement type, mr, by dividing a benefit function, br, by a cost function cr:

mr =
br
cr
. (4.6)

This is a local quantity that is calculated only for cells already flagged for refinement by the

previously described DWR error indicators (section 4.2). The refinement type with the largest

merit function is the refinement that is chosen for that cell in generating the next mesh.

Once a cell is identified for refinement there is an infinite number of refinement options. The

cell could be split in two but have the daughter cells be of different cell sizes, or have different

polynomial representations within each daughter cell. The cell could even be split into more

than 2 daughter cells. In this work the options are limited to 2 refinement options: increasing the

order of the polynomial representation of the solution within the cell by one without cell division

(p refinement) or splitting the cell in half and keeping the order of the polynomial representation

of the solution within the two daughter cells the same as that of the parent cell (h refinement).

The cost function used in this work is the same as the DoF cost function described in Ceze’s

work [136]. It is defined as the total number of DoF required for the cell after refinement:

ch = 2p, (4.7)

cp = p+ 1. (4.8)

Note that for a cell with a linear flux approximation, h and p refinement have the same compu-

tational cost in terms of DoF.

The benefit function calculated in this work is different from that of Ceze et al.’s work [136].

They calculate their benefit function by taking the current solution and calculating the discrete

residual of the locally refined cell given by the current solution to give an idea of how incorrect the

current solution is compared to the refined version. This is then weighted by the adjoint solution.

The benefit function used in this work is based upon calculating the flux that would result in

the cell by taking the previously calculated incoming flux and scatter source and calculating the

flux distribution that would result with both different kinds of refinement: p and h refinement.

The difference between the magnitude of the DWR associated with the improved and original

solution is calculated over the cell for each angle. These values are then integrated numerically

over the angular space.
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Note that integration over angle is conducted after taking the magnitude of the DWR for both

solutions and finding the difference. Even though, when calculating the DWR error indicators

for identifying cells to be refined, the integration over angle occurs without taking the absolute

value of the angular DWR (this follows from the derivation shown in chapter 3). In the case

of the DWR error indicator, the accumulated error due to the sweep is taken into account by

weighting by the adjoint solution. In the case of the benefit function, however, given that the

“improved” forward solution is calculated locally, it does not take into account the changes

that refinements occurring in other areas of the mesh would have on incoming fluxes and the

scatter source. These errors will be greater for more downstream cells. For example, in a zero-

scatter problem with vacuum boundary conditions, the approximated improved solution in the

first cell on the left would be the same as the final improved solution with this refinement for

any ordinates where µm > 0. However, for µm < 0, the incoming flux used for estimating the

improved solution (namely, the incoming flux of the current solution) could be vastly different

from the flux that results after refinement. Taking the magnitudes of the values for each ordinate

before summing means that when the benefit functions for h and p refinement are calculated,

there is no cancellations of error due to summing up benefit approximations that are more or less

accurate for different angles. The benefit function for h and p refinement are given in equation

(4.9) and (4.10) respectively.

bh =
N∑
m=1

wm|(Rh,p,m, ψ†m)| −
N∑
m=1

wm|(Rh/2,p,m, ψ†m)|left cell −
N∑
m=1

wm|(Rh/2,p,m, ψ†m)|right cell,

(4.9)

bp =
N∑
m=1

wm|(Rh,p,m, ψ†m)| −
N∑
m=1

wm|(Rh,p+1,m, ψ
†
m)|. (4.10)

A current limitation of the code is that the highest order that can be represented within a cell

is a 4th order polynomial. This means that if the solution within a cell is already approximated

by a 4th order polynomial and it is flagged for refinement by the algorithm, a merit function is

not calculated and local h adaptivity is automatically chosen for the cell.

The hp AMR method used is summarised in the flow chart of figure 4.2.
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Figure 4.2: hp refinement algorithm flow chart

4.4 Application to test cases

This section applies the ideas described in sections 4.2 and 4.3 of this chapter to the 1D test

cases described in appendix A. Section 4.4.1 applies h, p and hp adaptive strategies using the

maximum marking strategy described in section 4.2. Section 4.4.2 briefly investigates the effect

that different refinement strategies can have and the effect of different starting meshes on the

resulting convergence graph of h AMR schemes.

4.4.1 h, p and hp AMR

Two different refinement indicators were used to flag cells for refinement in the h, p and hp

AMR schemes of this section. Both are DWR error estimators, however, one uses the adjoint

flux computed on the same mesh as the forward equation, whereas the other uses an adjoint
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Test case α

1 0.5
2 0.5
3 0.3
4 0.3
5 0.5
6 0.3

Table 4.1: α values used for each test case.

solution calculated using a mesh with the same number of cells as the forward equation but with

the polynomial order that approximates the adjoint solution in each cell being one order higher

than that used for the forward equation.

For the eigenvalue problem, the adjoint solution depends on the forward solution (see equation

(3.92)). The same order forward equation is used in both cases (i.e. a higher order forward

equation is not used in the normalisation of the higher order adjoint equation).

The values of α used for each test case are specified in table 4.1.

4.4.1.1 Test case 1 results.

The results for test case 1a are shown in figure 4.3a. The error indicators vary in such a way

throughout the domain that all cells are flagged for refinement. This is due to the domain

being homogeneous and the goal being the integral of the scalar flux throughout the domain.

Areas of high DWR for µm > 0 have low DWR for µm < 0 and vice versa. Hence when h

AMR is chosen with constant DD1 order cells, uniform h refinement is chosen by the adaptivity

algorithm. Similarly, when p AMR is conducted, uniform p refinement is chosen by the adaptivity

algorithm. Given that the solution is very smooth, it is expected and observed that p refinement

gives better convergence results than h refinement. The hp refinement algorithm picks out the

path of p refinement in all cases as it gives the best convergence rate.

In both cases 1a and 1b (figures 4.3a and 4.3b), uniform hp refinement results in a lower error in

fewer mesh iterations with the disadvantage of a shallower convergence graph gradient compared

to p refinement.

The results for test case 1b are shown in figures 4.3b-4.3d. The magnitude of the goal error as

a function of the number of DoF per angular ordinate for various different refinement schemes

is plotted in figure 4.3b. Uniform p refinement outperforms uniform h refinement due to the
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smoothness of the forward solution. Due to the localised goal in test case 1b, gains can be made

through goal-based AMR. Goal-based p AMR outperforms goal-based h AMR, and hp AMR

chooses the path of p AMR up until p = 4, where h refinement is forced due to the limitations of

the code. It can be seen from the p and hp refinement curves that the goal error increases from

mesh iteration 2 to 3. This can be explained by looking at the plots of the spatial distribution in

the cell-averaged scalar flux error in figures 4.3c and 4.3d. It is observed in figure 4.3c that as p

AMR is conducted, the error in the first 2 cells (those in the goal-zone) are reduced significantly

compared to other regions in the domain, as expected. To see the variation in this region more

clearly for mesh iterations 2 and 3 the first 1cm is plotted in figure 4.3d. From figure 4.3d one

observes that the absolute value of the error in each cell has reduced from mesh iteration 2 to

mesh iteration 3. However, the two cells have errors of opposite sign in mesh 2 but not in mesh

3. For this reason the integral value of the error of the scalar flux in the first 1cm results in

error cancellation in mesh iteration 2 that is not present in mesh iteration 3. Hence the kink

observed in figure 4.3b for p and hp AMR is explained.

A final comment to be made is that there is no difference in the AMR convergence graphs when

the higher order adjoint is used in the calculation of the DWR error indicators compared to the

adjoint computed on the same mesh as the forward equation. There are a couple of exceptions to

this rule. One example is for hp AMR in test case 1b, where the higher order scheme results in

an extra mesh iteration before following the same convergence graph as the lower order scheme.

The second example is for h AMR in test case 1b where the 6th mesh iteration gives slightly

different errors when using adjoint solutions of different accuracy.

4.4.1.2 Test case 2 results

The convergence graphs for test cases 2a and 2b are shown in figures 4.4a and 4.4b respectively.

The results for test case 2 are very similar to those for test case 1 (section 4.4.1.1). The

smoothness of the forward solution, in both cases, results in p refinement being superior to h

refinement. No gains are obtained for adaptive h, p or hp AMR in test case 2a due to a uniform

mesh and polynomial order being optimal for this problem. The localised goal in test case 2b

results in gains being made with the use of h, p or hp AMR. The largest gains being made by p

AMR. The hp AMR graph follows the p AMR graph up to mesh iteration 3 where the p AMR

algorithm is stopped due to the limit of p=4 in the current code.
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Figure 4.3: Results for test case 1
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4.4.1.3 Test case 3 results

This test case is more complicated than previous test cases and the initial mesh does not satisfy

the negative flux criterion (that guarantees non-negative fluxes) throughout the mesh [32].

In test case 3a, where the goal quantity is the integral of the scalar flux throughout the domain,

the region of high total cross section is not enough to result in p refinement being less effective

than h refinement (figure 4.5a). Due to the heterogeneity of the problem, gains can be made via h,

p or hp AMR compared to uniform refinement. In the case of p AMR, using an improved adjoint

solution significantly affects the number of DoF that results. When hp AMR is conducted, a

combination of h and p refinement takes place between mesh iteration 2 and 3 when the hp

refinement algorithm is used in combination with the higher order DWR, since the number of

DoF required when p refinement is used is very slightly more than in the equivalent hp AMR

case. This is the first example where hp AMR outperforms either h or p AMR, rather than just

picking the most favourable path out of h AMR or p AMR.

Test case 3b has the goal quantity in the first 1cm of the domain, where the mesh is significantly

under-resolved and the non-negative flux criterion is not adhered to. In this case, uniform h

refinement gives a better convergence plot than uniform p refinement, as shown in figure 4.5b.

Due to the heterogeneity of the problem and the localised goal quantity, significant gains can be

made though h, p or hp AMR. Figure 4.5b shows that for this more complex problem, the use

of a higher order adjoint solution in the computation of the DWR error indicator results in a

better convergence graph when driving h or p AMR (compare the pink and light blue lines for

h refinement and yellow and black lines for p refinement in figure 4.5b). In both cases, adaptive

h refinement is more accurate than adaptive p refinement using the same error indicator. In hp

AMR, when the low order adjoint is used in calculating the error indicators for flagging cells for

refinement and in the calculation of the merit function (red line with triangle pointers), the hp

algorithm does not initially choose the most efficient refinement. p adaptation is chosen up until

the 4th mesh iteration, when the 4th refinement results in h AMR that gives a very similar error

to the 3rd mesh refinement of the h AMR scheme using the equivalent error indicator. When a

high order DWR indicator is used and the high order adjoint is used in the calculation of the

merit functions of the hp algorithm, the hp algorithm chooses the path of h refinement over p

refinement, thereby choosing the best option for this test case.

The results for test case 3c are given in figure 4.5c. Uniform h refinement out-performs uniform

p refinement due to the goal region being placed where the flux varies sharply. p AMR and h
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Figure 4.5: Results for test case 3

AMR give similar slopes in the pre-asymptotic region. hp AMR performs best and the higher

order DWR gives a slightly improved convergence graph.

4.4.1.4 Test case 4 results

The convergence results for both test case 4a and 4b are given in figure 4.6. Due to the smooth-

ness of the forward solution, uniform p refinement gives a better convergence graph than uniform

h refinement in both test case 4a (figure 4.6a) and 4b (figure 4.6b). Due to the heterogeneity of

the problem, gains can be made by using h, p or hp AMR even when the goal is the integral of

the scalar flux throughout the whole domain. However, the gains made by h AMR compared

to uniform h refinement are more in test case 4b (figure 4.6b) compared to 4a (figure 4.6a). For

p AMR, the first 2 mesh iterations are above the uniform hp refinement line in the case of the

localised-goal problem (figure 4.6b), whereas they are below the uniform hp refinement line in

the case where the goal is the integral of the scalar flux throughout the domain.
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Figure 4.6: Results for test case 4

There are not enough p AMR points for the p AMR convergence line to cross the uniform p

refinement line in test case 4a (figure 4.6a). The hp AMR in this test case follows the p AMR

for the first 3 mesh iterations and coincides with the uniform p refinement graph for the fourth

iteration, it roughly follows the uniform p refinement line after that, often resulting in a smaller

error per number of DoF. It is likely that allowing for higher order polynomials in the cell would

benefit the hp algorithm for test case 4a.

For test case 4b, the p AMR line coincides with the uniform p refinement line on the 3rd mesh

iteration. The hp AMR line follows that of the p AMR line and continues beyond the 3rd mesh

iteration in such a way that it gives consistently lower error than the uniform p refinement line

thereafter.

In this test case, using a higher order adjoint approximation for the DWR error indicators and

for the merit functions does not give an improved AMR convergence graph.

4.4.1.5 Test case 5 results

Figure 4.7 shows the convergence behaviour of the error in Keff for various refinement schemes

applied to test case 5. The fact that the geometry is homogeneous, means that a uniform mesh

size and local polynomial order are optimal for this test case, hence all non-uniform refinement

options follow uniform refinement (uniform h refinement in the case of h AMR and uniform p

refinement in the case of p and hp AMR). The smoothness of the problem means that uniform

p refinement out-performs uniform h refinement.
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Figure 4.7: Test case 5 analytical goal error convergence results

10
-11

10
-10

10
-9

10
-8

10
-7

10
-6

10
-5

10
-4

10
-3

10
1

10
2

10
3

10
4

10
5

|G
o

a
l 
e

rr
o

r|

Number of DoF per angle

Uniform h refinement (DD1)

Uniform p refinement (9 cells)

Uniform hp refinement

h-AMR refinement (Rh,Ψ
†

h,p)

h-AMR refinement (Rh,Ψ
†

h,p+1)

p-AMR refinement (Rh,Ψ
†

h,p)

p-AMR refinement (Rh,Ψ
†

h,p+1)

hp-AMR refinement (Rh,Ψ
†

h,p)

hp-AMR refinement (Rh,Ψ
†

h,p+1)

Figure 4.8: Test case 6 analytical goal error convergence results

4.4.1.6 Test case 6 results

Figure 4.8 shows the convergence behaviour of the error in Keff for various refinement schemes

applied to test case 6. Due to the smoothness of the solution, p refinement outperforms h

refinement. Gains can be made using non-uniform refinement due to the heterogeneity of the

problem. It is clear from figure 4.8 that using a higher order adjoint for calculating the DWR

error indicator and for calculating the merit function does not have an effect on the mesh

refinement chosen in this test case. However, it is clear that the gains made by using h AMR

compared to uniform h refinement is significantly larger than the reduction in error per DoF

for p AMR compared to uniform p refinement. The p AMR strategy gives a convergence line

that is very close (sometimes coinciding with) the uniform p refinement line. The hp AMR line

follows that of the p refinement until the 3rd mesh iteration (where the p AMR line is stopped

due to p=4 being a limit in the code).
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Figure 4.9: The absolute value of the goal error as a function of cell number. AMR refinement
criterion = refine 50% of the cells at each mesh iteration (those with the highest error indicator

values).

4.4.2 Starting meshes and refinement strategies

Section 4.4.1 used the maximum marking strategy defined in equation (4.5) for all test cases with

a pre-defined value of α that was found appropriate for the given test case. In this section the

influence of the refinement strategy and starting mesh on some of the 1-D test cases is analysed.

It was mentioned in section 4.2 that the 1-D code has the capability of implementing a fixed %

strategy, where all cells are ordered in terms of decreasing error indicator magnitude and the

top (α × 100%) cells are refined. This forces non-uniform refinement in cases where a uniform

mesh may be the optimal mesh for a given problem. For example, it was shown in figure 4.3a

that a uniform mesh is optimal for test case 1a. If it is decided to refine half of all cells (the half

with the highest values of error indicators) at each mesh iteration, the convergence behaviour

plotted in figure 4.9 is obtained. The accuracy of the adjoint solution does not have any effect

on the convergence behaviour of the AMR, however it is noted that the convergence rate is

approximately the same as in uniform refinement, but that there are intermediate values that

appear due to forcing only a % of cells to be refined. This is not a very efficient way of conducting

AMR compared to the maximum marking strategy implemented in section 4.4.1.

Even if the maximum marking strategy applied in section 4.4.1 is chosen, convergence results

can be different depending on the choice of α. If α = 0 then uniform refinement is conducted no

matter what the shape of the error indicator distribution. At the other extreme, if α = 1, only

one cell is refined at each mesh iteration, and a new calculation would need to be calculated each

time. This would be very inefficient. Wang notes in his Master’s thesis that α = 0.3 is a good

rule of thumb [135]. This seems to be true for test case 3a. The results of uniform h refinement
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and h AMR are plotted in figure 4.10 for when α takes two different values: α = 0.3 (figures

4.10b, 4.10d and 4.10f) and α = 0.8 (figures 4.10a, 4.10c and 4.10e). The results are plotted for

3 different starting meshes: a 64 cell starting mesh (figures 4.10a and 4.10b), a 320 cell starting

mesh (figures 4.10c and 4.10d) and a 1120 cell starting mesh (figures 4.10e and 4.10f). For all

starting meshes in figure 4.10, α = 0.3 gives a more stable convergence graph than when α = 0.8.

This result supports Wang’s “rule of thumb” [135]. For this particular test case, where it has

been previously discussed that coarse meshes give a bad representation of the error, the initial

mesh can have some affect on the convergence graph. For example, the beginning of the graph

in figure 4.10b has more oscillations than those with a finer original mesh (figures 4.10d and

4.10f), even when α = 0.3.

For test case 3b, it was found that the goal error was already converged at a uniform mesh of

320 cells, and so it is only the results for the 64 cell starting mesh that are shown in figure 4.11.

One can however, observe some more oscillation in the convergence graph of the h AMR lines

when α = 0.8 is used instead of α = 0.3.

The same comments can be made for test case 3c on figure 4.12 as were made for test case 3a

on figure 4.10.

Test case 4a (figure 4.13) and test case 4b (figure 4.14) do not show any difference in convergence

behaviour between starting meshes, for the same value of α. This is most likely because the

negative flux criterion is satisfied throughout the domain, even when the initial mesh has only

64 cells. However, as in test case 3, there is more oscillation in the convergence graph when

α = 0.8 compared to when α = 0.3.

4.5 Closing comments for this chapter

This chapter has used DWR error indicators to drive AMR for the 1-D DD-SN method applied

to both fixed source and eigenvalue (Keff criticality) problems.

This work has demonstrated that a reduction in the number of unknowns required to reach an

accurate solution to a QoI defined by a functional of the angular flux can be achieved in some

cases with the use of DWR driven AMR.

It was found that using a higher-order approximation to the adjoint solution did not result in a

better mesh refinement for most of the test cases analysed here. The exception was where the
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goal was in a region heavily affected by the instability of the DD-SN solution in areas of large

total cross section.

Some sensitivity to the parameter α was observed. The convergence graph also depends on the

marking scheme chosen, for example, whether refinement is carried out by refining cells with an

error above a fraction α of the maximum local indicator, or by setting a fixed fraction α of cells

for refinement. Sometimes there is sensitivity to the initial mesh chosen, especially if the cell

sizes do not satisfy the negative flux criterion.

One can conclude that hp AMR is superior to either h AMR or p AMR when there is no a priori

information about the shape of the solution. In challenging problems such as the Reed cell

benchmark (test case 3 in this work) it is best to use a higher order adjoint in the calculations

of the error indicator and benefit function.

Combining the benefits of DWR functional correction (applied to test cases in chapter 3) and

the goal-based AMR in this chapter could give further reductions in the number of unknowns

required for a given accuracy of an approximation to a given QoI. This is investigated in the

following chapter.
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Figure 4.10: Convergence results for test case 3a



Chapter 4 102

10
-16

10
-14

10
-12

10
-10

10
-8

10
-6

10
-4

10
-2

10
1

10
2

10
3

|G
o

a
l 
e

rr
o

r|

Number of cells

AMR driven by (Rh,p,Ψ
†

h,p)

AMR driven by (Rh,p,Ψ
†

h/2,p)

AMR driven by (Rh,p,Ψ
†

h,p+1)

Uniform refinement

(a) Convergence with uniform starting mesh of 64
cells. Refinement criterion = 0.8(max cell error)

10
-16

10
-14

10
-12

10
-10

10
-8

10
-6

10
-4

10
-2

10
2

10
3

|G
o

a
l 
e

rr
o

r|

Number of cells

AMR driven by (Rh,p,Ψ
†

h,p)

AMR driven by (Rh,p,Ψ
†

h/2,p)

AMR driven by (Rh,p,Ψ
†

h,p+1)

Uniform refinement

(b) Convergence with uniform starting mesh of 64
cells. Refinement criterion = 0.3(max cell error)

Figure 4.11: Results for test case 3b
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Figure 4.12: Convergence results for test case 3c
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Figure 4.13: Convergence results for test case 4a
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Figure 4.14: Convergence results for test case 4b



5. AMR and functional correction

for linear functionals in 1-D slab

geometry

This chapter investigates combining DWR functional error correction with goal-based h, p and

hp AMR for the 1-D DD-SN discretisation of the neutron transport equation. A new error

indicator is used, based on work previously carried out in the CFD industry [105, 108]. The

new indicator is an approximation to the error in the error correction rather than the error in

the approximation to the functional given by the discretised flux. This indicator is deemed more

appropriate since an optimal mesh for the corrected functional value is sought.

The novel parts of this chapter include the following:

• The combination of goal-based AMR and functional error correction in the neutron trans-

port field

• Application of goal-based h AMR and error correction to the traditional DD method

• Application of goal-based p AMR and error correction to the higher order DD method

• Application of goal-based hp AMR and error correction to the higher order DD method

using a goal-based merit function

5.1 Introduction

In chapter 3, the error in a QoI for a given number of DoF was reduced by adding a DWR

error correction term. Chapter 4 used DWR error indicators to drive goal-based AMR so that
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computational resources were only being used where needed for a given problem. This also

reduced the error in a given QoI as a function of number of DoF for a number of test cases. It is

therefore reasonable to assume that combining goal-based AMR with DWR functional correction

will reduce the error in the QoI per number of DoF even further.

Müller and Giles’s work [103] uses the leading order error term (the computable correction term)

for local indicators instead of functional correction, in the same way as applied to the 1-D DD-

SN discretisation of the 1-D transport equation in chapter 4 of this manuscript. Venditti and

Darmofal [105], however, use the computable correction term for error correction of the functional

and use an approximation to the error in the computable correction as error indicators for

refinement. Balasubramanian and Newman [108] compare the use of the grid adaptive strategies

of Müller and Giles [103] with Venditti and Darmofal [105] to improve the DWR-corrected value

of a functional of interest. They concluded that the method used by Venditti and Darmofal

was more robust for the 2-D, inviscid, incompressible flow problems in their study [108]. To my

knowledge, the idea of error correction of a functional via a DWR error estimate has not yet

been applied in the field of neutron transport. It has also not been applied to p or hp AMR

options.

The rest of the chapter is organised as follows. The derivation of an error indicator based on the

work of Venditti and Darmofal [105], where local values of the error in the error correction are

used is described in section 5.2. The results obtained by combining error correction with AMR

driven by a number of different error indicators are analysed and compared in section 5.3 for

the fixed source test cases. The chapter ends with some closing remarks in section 5.4.

5.2 A more appropriate error indicator to obtain an optimal

mesh for the error corrected functional

In chapter 3 it was explained that instead of approximating a QoI denoted by J(Ψ) by J(Ψh,p),

a more accurate approximation may be obtained by using the DWR error estimator derived in

section 3.3 as a correction term:

J(Ψ) ≈ J(Ψh,p) +A(Ψh,p; Ψ̃†h,p). (5.1)
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The error in this approximation is then:

ec = A(Ψh,p; Ψ̃† − Ψ̃†h,p) +A(Ψh,p; Ψ† − Ψ̃†)− ε. (5.2)

Certain researchers noted that the next largest error term would be better than the computable

correction term for use as a refinement indicator when the corrected QoI is to be calculated

[105, 108]. This is because this should result in a mesh which is optimal for reducing the error

in the corrected approximation of the QoI (5.1), rather than the approximation obtained simply

from the numerical flux. The aim is therefore to approximate |ec| over a cell for use as a

refinement indicator.

In the linear case Ψ̃† = Ψ† and ε = 0, so equation (5.2) reduces to:

ec = A(Ψh,p; Ψ† −Ψ†h,p). (5.3)

This is the residual of the forward equation Rh,p weighted by the error in the adjoint solution

and integrated over the phase space. The following equivalence then holds:

ec = 〈Rh,p,Ψ
† −Ψ†h,p〉V̄ ≡ 〈R

†
h,p,Ψ−Ψh,p〉V̄ , (5.4)

where R†h,p is the residual of the approximate adjoint solution. The equivalence can be made

given that both the numerical and analytical solutions of the forward and adjoint equations are

in the domain of the forward and adjoint operators respectively and so integration by parts can

be performed. A boundary term should appear if the boundary conditions are not vacuum.

The error can be represented by:

ec = 〈Rh,p,Ψ
†
h,p+1 −Ψ†h,p〉V̄ + 〈Rh,p,Ψ

† −Ψ†h,p+1〉V̄ (5.5)

or equivalently:

ec = 〈Ψh,p+1 −Ψh,p, R
†
h,p〉V̄ + 〈Ψ−Ψh,p+1, R

†
h,p〉V̄ (5.6)

The first term of either representation can be taken as an approximation to the error in the

corrected value for use as an error indicator. The magnitude of the first term in equation (5.5)

shall be denoted by |ec,1| and the magnitude of the first term in equation (5.6) denoted by |ec,2|.

|ec,1| and |ec,2| will vary in accuracy throughout the domain depending on the problem.
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In section 5.3 both |ec,1| and |ec,2| are used separately and a combination of the two to test which

works best in different situations. The third option involves first selecting refinement using |ec,1|

and separately |ec,2| and then refining the union of all flagged cells. This is expected to be the

most robust since a combination error estimator based on both |ec,1| and |ec,2| was suggested for

the fully discrete equivalent formulation described by Venditti et al. [106, p47] and because the

leading error term in either |ec,1| or |ec,2| will be the most accurate depending on which cell in

the domain the quantity is being calculated in.

The definition of |ec,1| and |ec,2| when the lower order approximation to the adjoint equation is

used for error correction is as follows (note the use of the subscript, l, to denote the use of the

lower order adjoint):

|ec,1,l| = |〈Rh,p,Ψ
†
h,p+1 −Ψ†h,p〉V̄ | (5.7)

|ec,2,l| = |〈Ψh,p+1 −Ψh,p, R
†
h,p〉V̄ | (5.8)

The equivalent expressions for when a high order approximation to the adjoint is used should

be as follows:

|ec,1,h| = |〈Rh,p,Ψ
†
h,p+2 −Ψ†h,p+1〉V̄ | (5.9)

|ec,2,h| = |〈Ψh,p+1 −Ψh,p, R
†
h,p+1〉V̄ | (5.10)

but Ψ†h,p+2 is not calculated in the algorithm used for this work, and therefore the analysis in

section 5.3 is conducted only for the low order error correction and refinement indicator.

How to proceed from equation (5.2) in deriving an equivalent error indicator for non-linear prob-

lems (such as criticality problems) is less straightforward. This is because, once approximations

to Ψ† and Ψ̃† are made, it is unclear which term is the dominant term in equation (5.2). This

investigation is left to further work. For further discussion on the difficulties of computing an a

posteriori error bound in the non-linear case, see Pierce and Giles’s work [98, section 4].

5.3 Application to test cases

Section 5.3.1 describes the implementation of the code and the application to the 1-D test cases

described in appendix A. Section 5.3.2 then shows and discusses the results of applying the

theory discussed in this chapter to the test cases.
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Indicator name Refine if:

ec,1,l |ec,1,l|cell < αmax(|ec,1,l|)
ec,2,l |ec,2,l|cell < αmax(|ec,2,l|)
Combination. ind. |ec,1,l|cell < αmax(|ec,1,l|) or |ec,2,l|cell < αmax(|ec,2,l|)

Table 5.1: Refinement criteria for the three different error indicators.

5.3.1 Implementation

Four different error indicators for refinement are tested in this section: the locally calculated low

order error correction value on the cell and the three variations on a new refinement indicator

shown in table 5.1. α is an input parameter defined for the problem. The value of α used for

each test case in this section are the same as in chapter 4, denoted in table 4.1.

The low order error correction is the original DWR error estimator using the adjoint solution

calculated on the same mesh as the forward equation.

Only fixed source problems are considered in this section due to the complications of deriving

an appropriate new error indicator for the corrected value in non-linear problems (as previously

explained in section 5.2).

5.3.2 Results and discussion

Figures 5.1-5.4 compare different AMR refinement strategies with no functional correction and

low order functional correction using the α values and error indicators described in section 5.3.1.

For clarity, h AMR, p AMR and hp AMR are plotted on separate graphs.

5.3.2.1 Test case 1 - AMR with correction

The optimal mesh for test case 1a is one with uniform mesh size and polynomial order. For

this reason all refinement indicators choose uniform refinement, be that h AMR (figure 5.1a), p

AMR (figure 5.1c) or hp AMR (figure 5.1e).

The results for test case 1b are shown in figures 5.1b, 5.1d and 5.1f.

When h AMR is applied (figure 5.1b), although using the local values of the original DWR

error indicators gives the best convergence plots for the non-corrected value of the QoI, they

do not give the best convergence plots for the corrected value. A plateau is observed for this
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line (green) in figure 5.1b. Better convergence graphs are obtained for the low order corrected

quantity using |ec,1,l|, |ec,2,l| and the combination error indicator. The mesh iteration algorithm

cuts off after a given number of mesh iterations, which is why the graphs for the |ec,1,l| and |ec,2,l|

error indicators are cut short compared to the combination error indicator. The combination

error indicator results in a lower error in fewer mesh iterations, without the plateau observed

when the local error correction value is used as an indicator, thereby reducing the error per DoF

significantly.

When p AMR is applied (figure 5.1d), the local error correction values give a good convergence

graph, they also exhibit the kink explained in section 4.4.1.1. In this test case the combination

error indicator removes the kink in the non-corrected graph, though the slope between mesh

iterations two and three is shallow (dark blue). The slope is improved in the low order corrected

version (pink). Use of |ec,1,l| or |ec,2,l| independently does not give the best convergence graph

for either the non-corrected or low order corrected value.

When hp-AMR is applied (figure 5.1f) p refinement is chosen until the polynomial order limit

(p=4). Beyond this it is difficult to compare the plots given by the different error indicators,

because the algorithm may have followed a p refinement curve if the code was not limited to a

fourth order polynomial.

5.3.2.2 Test case 2 - AMR with correction

The optimal mesh for test case 2a is one with a uniform mesh size and polynomial order. For

this reason all refinement indicators choose uniform refinement, be that h AMR (figure 5.2a), p

AMR (figure 5.2c) or p refinement chosen by the hp AMR algorithm (figure 5.2e). It is observed

for all AMR types that the error corrected goal error plots plateau at about 10−11. This is due to

a limitation in the accuracy obtainable for the solution of the discretised problem: the residual

of the discretised problem is non-zero due to it being solved by an iterative procedure which is

limited in accuracy by machine precision.

The results for test case 2b are shown in figures 5.2b, 5.2d and 5.2f.

When h AMR is applied (figure 5.2b), although using the local values of the original DWR

error indicators gives the best convergence plots for the non-corrected value of the QoI, they

do not give the best convergence plots for the corrected value. For the same reasons as for test
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(b) Test case 1b h AMR with corrections.
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(c) Test case 1a p AMR with corrections.
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(d) Test case 1b p AMR with corrections.
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(f) Test case 1b hp AMR with corrections.

Figure 5.1: Test case 1, Adaptivity with corrections (n: no error correction, l: low order error
correction).
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case 1b (section 5.3.2.1) a better convergence rate is found with the other refinement indicators,

provided that the corrected value of the QoI is to be used.

The same comments can not be made when p AMR is applied (figure 5.2d). The combination

error indicator results in over-refinement between the first and second mesh iteration due to the

rather conservative approach of taking the union of cells flagged for |ec,1,l| or |ec,2,l|. In this case,

using either |ec,1,l| or |ec,2,l| independently gives a better convergence graph.

For hp AMR (figure 5.2f) p AMR is followed up until the limit (p=4). Beyond this it is difficult

to compare the plots given by the different error indicators, because the algorithm may have

continued with p refinement if the code was not limited to a fourth order polynomial. However,

all error indicators converge to give the same error in the corrected value up until the error is

between 10−11 and 10−12. These numbers are very small for double precision and so conclusions

cannot be drawn from that. It is observed that there seems to be no advantage to using any of

the new estimators for hp AMR in this test case.

5.3.2.3 Test case 3 - AMR with correction.

This test case has already been shown to be challenging for the DD scheme using a low number

of cells in the mesh. Any of the error indicators in table 5.1 applied to test case 3a give a better

convergence plot for the corrected QoI than the original DWR indicator (figure 5.3a after the

first mesh iteration). The same is observed in figure 5.3c for the p AMR options after the first

mesh iteration. For the hp AMR case (figure 5.3e) the combination error indicator performs

best in general.

The error correction is false at all mesh iterations for test case 3b (figures 5.3b, 5.3d and 5.3f)

due to the adjoint solution, calculated on the same mesh as the forward solution, not being

accurate enough for this test case. A higher order adjoint must be used to perform the error

correction in this case.

5.3.2.4 Test case 4 - AMR with correction.

For most test cases the combination error estimate performs best. The convergence graph is

less oscillatory for the combination error indicator than for either |ec,1,l| or |ec,2,l|, which also

perform better than the local value of the error correction as an error indicator. The new error
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(a) Test case 2a h AMR with corrections.
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(b) Test case 2b h AMR with corrections.
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(c) Test case 2a p AMR with corrections.
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(d) Test case 2b p AMR with corrections.
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(e) Test case 2a hp AMR with corrections.
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(f) Test case 2b hp AMR with corrections.

Figure 5.2: Test case 2, Adaptivity with corrections (n: no error correction, l: low order error
correction).
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(a) Test case 3a h AMR with corrections.
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(b) Test case 3b h AMR with corrections.
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(c) Test case 3a p AMR with corrections.
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(d) Test case 3b p AMR with corrections.
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(e) Test case 3a hp AMR with corrections.
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(f) Test case 3b hp AMR with corrections.

Figure 5.3: Test case 3, adaptivity with corrections (n: no error correction, l: low order error
correction).
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indicators give superior performance at the beginning of the plot in figure 5.4f. Towards the

end of the plot in figure 5.4f, the combination error indicator, |ec,1,l| and |ec,2,l| follow the same

convergence pattern as the plot given for when the error correction is used as an indicator, but

with extra intermediate points.

In test case 4b, in the h AMR case (figure 5.4b), the use of the locally calculated error correction

as an indicator for h AMR results in a less accurate corrected functional value per DoF than if the

error correction and uniform h refinement were combined (figure 3.10c). Using the combination

error indicator removes this issue.

5.4 Closing comments for this chapter

This chapter investigated the combination of functional error correction with AMR for fixed

source test cases with a detector type goal. It was shown that although the local value of the

error correction quantity over a cell is the optimal error indicator for obtaining an efficient mesh

for the non-corrected value of the functional, the same could not always be said for the corrected

value of the functional. In test case 4b for example, the result of the corrected functional

when h AMR is used gives a worse convergence rate than if uniform h refinement were used

in conjunction with error correction. To remedy the situation a new error indicator was used

based on the error in the error correction quantity, by weighting the residual of the forward

equation with the difference between a reference solution to the adjoint equation (obtained by

a higher order approximation within the mesh cells) and the adjoint solution used for the DWR

error correction. The convergence graph using this quantity gave better convergence graphs in

general. However, they were more oscillatory. It is possible that using a lower value of α would

help with this.

Future work could investigate the use of a new rule of thumb for α for the new error indicator

when an error corrected value of the functional is calculated. How to approximate the error in

the error correction to the Keff could also be investigated.
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Figure 5.4: Test case 4, adaptivity with corrections (n: no error correction, l: low order error
correction).



6. Multidimensional DWR error

estimation

This chapter extends the DWR formulation to the 2-D DD-SN scheme. The method is applied to

both linear fixed source type problems with detector function goal (which is also linear) as well as

the eigenvalue criticality type problem with eigenvalue (Keff) goal which is a non-linear equation

with a non-linear goal. The performance of the error estimator is evaluated by applying it to test

cases with reference solutions. A comment on the 3-D theory is made but not implemented.

The novel parts of this chapter include the following:

• Showing that the extension of the WR vertex interpretation of the 1-D DD scheme to 2-D

gives the box method

• Suggesting a point-wise representation of the DD flux within a cell for use in the DWR

error estimator

• Showing an equivalence between the box method and the traditional DD method

• The application of DWR functional error estimation to the 2-D DD method

• The application of DWR functional error estimation to the 2-D box method

• Calculation of the DWR functional error estimate using an arbitrary uniform mesh refine-

ment difference between the forward and adjoint solutions for the 2-D box method

• A theoretical view of the challenges that a 3-D implementation would bring

118
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6.1 Introduction

In this chapter, two very similar 2-D spatial discretisation methods are presented: the box

method, and the DD method. Their equivalence is then explained. The DD method is the

traditional way of extending the 1-D DD equations to 2-D [32] and is the method employed

in multi-dimensional DD-SN neutron transport codes. The box method, however, is what is

obtained if the WR view of the 1-D method (see section 3.2) is extended to 2-D. Both methods

are explained in sections 6.2 and 6.3. The equivalence between the two is explained in section

6.4.

The equivalence between the two methods means that any stability issues that are evident from

the WR method view of the box method will also apply to the DD method. Another consequence

of the equivalence is that the analytical error in integral quantities will be the same for both

methods.

A DWR technique is suggested for both methods in section 6.5. The results of the box method

follows from the rigorous arguments presented in chapter 3. In the DD method the results must

be mapped into a FE space, and two options are presented.

The methods are applied to fixed source and criticality 2-D test cases and the results discussed

in section 6.6. Although the methods are not applied to 3-D test cases in this thesis, section 6.7

explains how they would be. It also shows that the challenges are very similar to the 2-D case.

Closing comments for the chapter are given in section 6.10.

6.2 The box method

In the lowest order 1-D DD case, the vertex values at the edges of each cell in the discretised

domain are the unknowns solved for. Linear behaviour within the cell can be inferred from the

DD auxiliary equation for each cell. This means that the approximate solution is “uniquely

determined by its values at cell boundaries” [124]. It was shown by Pitkäranta and in chapter

3 that the 1-D DD scheme is equivalent to a Petrov-Galerkin finite element scheme, in that

it is a WR scheme with piece-wise constant test functions and piece-wise linear trial functions

[124, 137]. The representation of the angular flux within a given cell, for a given angle can be

expressed as:

Φ(x)cell = Φ(ζ) = c1 + c2ζ = c1P0(ζ) + c2P1(ζ), (6.1)
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where:

ζ =
2x− xi − xi+1

xi+1 − xi
, (6.2)

Pl(ζ) is the l’th Legendre polynomial and the subscripts i and i+ 1 are used to indicate the left

and right sides of cell i respectively.

If nc is the number of cells, then this gives nc equations for nc + 1 parameters per angle. The

remaining parameter is given by imposing an essential Dirichlet boundary condition for each

angle.

Pitkäranta notes that this method can be extended in to 2-D by choosing piece-wise constant

test functions and piece-wise bilinear trial functions [124]:

Φ(x, y)cell = Φ(ζ, γ) = c1 + c2ζ + c3γ + c4ζγ, (6.3)

where:

ζ =
2x− xw − xe

xe − xw
, (6.4)

γ =
2y − ys − yn

yn − ys
, (6.5)

and the subscripts e, w, n and s represent the east, west, north and south sides of a given cell,

as shown in figure 6.1.

The trial space (for a given angular direction) in this case is a (nx+1)(ny+1)-dimensional space,

where nx and ny are the number of cells in the x and y dimension respectively. Pitkäranta notes

that the approximate solution is then determined uniquely by the vertex values. Weighting by

each basis function of the test space gives (nxny) equations and (ny+nx+1) boundary conditions

are then imposed on the trial space in a point-wise fashion in order to be able to solve for all

vertex unknowns.

The solution within a cell in terms of the vertex values for a given angular direction is:

Φ(x, y)cell = Φ(ζ, γ) = Φ1N1 + Φ2N2 + Φ3N3 + Φ4N4, (6.6)
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Figure 6.1: Node numbering for box method and DD scheme

where

N1 =
1

4
(1− ζ)(1− γ), (6.7)

N2 =
1

4
(1 + ζ)(1− γ), (6.8)

N3 =
1

4
(1 + ζ)(1 + γ), (6.9)

N4 =
1

4
(1− ζ)(1 + γ). (6.10)

Equations (6.7)-(6.10) show the local variation of Nnode over a single cell. Each Nnode is a

globally continuous function in terms of x and y that is unity at the associated node and zero

at all other nodes, resulting in a bilinear tent function.

The test function space is discontinuous and defined as follows:

Mi,j(x) =


1 if x ∈ (xi, xi+1) and y ∈ (yi, yi+1)

0 otherwise

for i = 1, 2, . . . , nx and j = 1, 2, . . . , ny.

(6.11)

Keeping the vertex values as the unknown parameters gives equation (6.12), see figure 6.1 for

node numberings. There are 4 vertex values in each cell, 3 of them (points 1,2 and 4 for µ > 0

and η > 0) are determined by the imposed essential boundary conditions or values calculated

for previous cells in the sweep. These values are assumed continuous between cells by searching

for a function in a subspace of H1 for each ordinate. The remaining unknown (point 3 for µ > 0

and η > 0) can then be calculated from the equation that results from the WR procedure.
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The equations that result are the same as the method used by Valougeorgis [59] called the box

method :

µ

2∆xij
(Φ3 + Φ2 − Φ4 − Φ1) +

η

2∆yij
(Φ3 + Φ4 − Φ1 − Φ2) +

Σt,ij

4
(Φ3 + Φ2 + Φ4 + Φ1) = qij .

(6.12)

However, in Pitkäranta’s derivation of the WR DD method, vertex terms are collected together in

the resulting equations [124, eq.34] to form the traditional 2-D DD equations (see (2.36)-(2.38)).

The implications of this step is discussed in section 6.3.

The WR method is extended to multi-ordinate problems in exactly the same way as in 1-D

(section 3.2.3). Hence, the trial functions map out a subspace of (H1)
N(N+2)

2 and the test

functions map out a subspace in (L2)
N(N+2)

2 .

The box method seeks a strong solution to the neutron transport equation and not a weak

solution. This is because (in the multi-ordinate case) a solution to the angular flux is sought

in a subspace of (H1)
N(N+2)

2 . Less regular solutions than (H1)
N(N+2)

2 will therefore not be well

represented by the box method (neither by the DD method due to the equivalence that will be

shown in section 6.4).

The most regular the scalar flux can be will be when it is a member of H
3
2 [138, 139]. However,

in pure absorber or void regions, the regularity of the solution can reduce to H
1
2 . It is for this

reason that test cases with regions such as this will not be well-represented by the box method.

In PWR reactors there are very few void or purely absorptive regions and thus the box method

can be deemed appropriate. However, it would not be the most appropriate for other reactor

designs such as boiling water reactors (BWRs) or advanced gas cooled reactors (AGRs), where

there would be large void regions [40, 140]. Similarly, it would not be the most appropriate

discretisation scheme to use when modelling a loss of coolant (LOC) accident in a PWR reactor,

as this would also result in the need to model void regions. Finally, shielding applications can

also contain discontinuities that would render the use of a DD code unsuitable [141].

One example of a test case that has a solution in H
1
2 is the case of a homogeneous, purely

absorbing, square domain, with zero volumetric source and different incoming fluxes on the two

incoming boundaries [142]. In this case the solution is discontinuous, and thus the box method

will not converge to the correct point-wise solution as the cell-size reduces.
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Oscillations are still observed when the solution is in H1, such as the vacuum boundary condition,

homogeneous, pure-absorber, constant source, square domain problem. In this case the flux is

continuous but the first order derivatives are discontinuous [142]. In the box method, the

basis functions for the approximation can be discontinuous in gradient at cell edges, but have

continuous gradients within the cell (6.7)-(6.10). The oscillations observed are therefore due to

the discontinuous gradients not being aligned with mesh cell edges, where the slope is allowed

to vary discontinuously in the approximate solution.

6.3 2-D DD method

In Pitkäranta’s paper, the point values of equation (6.12) are collected together to give equations

(2.36)-(2.38) with no further comment. It is not explained that if the equation using the collected

terms is solved (which for a bilinear approximation is the same as averaged cell and cell-edge

terms) how can the point-wise approximation be reconstructed?

Once terms in the WR equation for the cell have been collected into averaged face values (6.13),

there are still 4 unknowns for the cell. It is now only possible to define 2 boundary terms and

there remain 2 unknowns:

µ

∆xij

(
Φ̄e − Φ̄w

)
+

η

∆yij

(
Φ̄n − Φ̄s

)
+

Σt,ij

4

(
Φ̄e + Φ̄w + Φ̄n + Φ̄s

)
= qij . (6.13)

Both remaining unknowns cannot be solved for using the single WR equation for the cell. The

diamond difference auxiliary equations must be used instead:

Φ̄c =
Φ̄e + Φ̄w

2
, (6.14)

Φ̄c =
Φ̄n + Φ̄s

2
. (6.15)

Equations (6.14) and (6.15) are consistent with a bilinear functional representation within the

cell, but it must be noted that in taking this approach the ability to reconstruct the bilinear

term from the unknowns solved for is lost.
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If the vertex values have been solved for using the box method, it is possible to calculate the

cell averaged fluxes using the following matrix multiplication:


Φ̄s

Φ̄n

Φ̄e

Φ̄w

 = T


Φ1

Φ2

Φ3

Φ4

 =
1

2


1 1 0 0

0 1 1 0

1 0 0 1

0 0 1 1




Φ1

Φ2

Φ3

Φ4

 . (6.16)

The transformation matrix from cell vertex values to cell edge-averaged values in (6.16) is denoted

by T . The determinant of T is zero and so T −1 does not exist. Hence it is not possible to

calculate the DD approximation and recover the bilinear behaviour of the approximate solution

within the cell and coefficient c4 of equation (6.3) is undetermined. It could be set to an infinite

number of possibilities. If a point-wise essential boundary condition was imposed instead of a

weakly imposed one and the result assumed continuous (as in Pitkäranta’s paper [124]), then

these values could be inputted into the vector in equation (6.16), thereby determining the nodal

values for that cell. To obtain these values for each cell would mean applying the same mapping

to each cell by sweeping through the mesh once again. This would lead to the same piece-wise

bilinear point-wise representation as the box method.

Alternatively, the DD scheme could be viewed as a scheme that weakly imposes the boundary

conditions and interface conditions and allows for a discontinuous representation of the flux (a

member of (L2)
N(N+2)

2 ). The integral of the incoming fluxes along the incoming cell edges on

the boundary of the domain is set to zero (for vacuum boundary conditions), rather than the

boundary condition being set as point-wise zero along the cell edge. Similarly, the information

passed on to the following cells in the sweep can be viewed as weaker than if the cell vertex values

had been retained. In the box method, the information passed on from the previous cells in the

sweep is a linear variation over the cell edge (assuming an angle in the first octant, the linear

behaviour of the approximate solution with respect to y at the fixed point xe of the previous

cell in the x direction, and the linear behaviour of the approximate solution with respect to x

at the fixed point yn for the previous cell in the y direction). In the discontinuous view of the

DD approximation however, only the integral behaviour of the function within the previous cells

along these fixed values of x (for the west face) and y (for the south face) is passed on to the

current cell. Due to the “linear information” not being passed on to following cells in the sweep

it can be assumed that the approximation has a zero bilinear term within the cell and that the
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results within the cell is in fact a linear function as in equation (6.17).

Φ(x, y)cell = Φ(ζ, γ) = c1 + c2ζ + c3γ. (6.17)

The fact that the approximation within the cell is linear (and not bilinear) means that the

gradient with respect to either coordinate direction is constant throughout the whole cell. This

means that the gradient w.r.t x within the cell is uniquely determined by the east and west face

averaged values (6.18). Similarly, the gradient w.r.t y is uniquely determined by the north and

south face averaged values (6.19).

c2 = Φx =
Φ̄w − Φ̄e

2
, (6.18)

c3 = Φy =
Φ̄n − Φ̄s

2
. (6.19)

Finally, c1 is the average value of the flux in the cell denoted by Φ̄c. It is given by equations (6.14)

and (6.15) since for a linear or bilinear approximation, these relations are true by definition. To

clarify notation, equation (6.17) can be re-written as:

Φ(ζ, γ) = Φ̄cP00 + ΦxP10 + ΦyP01, (6.20)

given:

P00 = P0(ζ)P0(γ), (6.21)

P10 = P1(ζ)P0(γ), (6.22)

P01 = P0(ζ)P1(γ). (6.23)

Weakly imposing the vacuum boundary conditions results in (6.20) giving a negative flux ap-

proximation for the flux at the lower left hand corner of the domain (when µ > 0 and η > 0).

Negative flux is not a physical result, but is as accurate as can be reproduced from the informa-

tion retained in the DD scheme: assuming linear variation but no bilinear variation in the cell,

weakly imposed boundary conditions and discontinuity between cells (though weakly continuous

in that the cell edge averages are the same for both neighbouring cells). Flux positivity is never

guaranteed for the multi-dimensional DD averaged cell edge values either, an example of where

the DD equations can give negative fluxes for any cell size is given in appendix C.
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The idea of a weakly continuous scheme is discussed for the 2D nodal schemes presented by

Hennart et al. [143]. These are schemes that are point-wise discontinuous over cell edges, but

are continuous in some edge moments. The following symbol is given to the various weakly

discontinuous schemes: WDp,u. p is the number of parameters per cell and u is the number of

unknowns. The parameters are cell or edge moments, u of which are unknown and p−u are known

thanks to boundary conditions or values calculated for previous cells in the sweep. The unknown

parameters are solved by generating u simultaneous equations via a weighted residual method.

This is where the traditional, moment based DD scheme differs from Hennart’s polynomial nodal

schemes. Assuming a linear variation within the cell, although 5 parameters are involved in the

equations, only 3 of them are independent, of which 2 are known due to boundary conditions

or the results from previous cells in the sweep. Once the incoming boundary edge moments are

known and the central moment is known, the outgoing boundary edge moments are fixed by the

assumption that the flux is linear with a zero bilinear term. This is why only one WR equation

is required, the auxiliary equations are just a means of calculating the values that are already

determined and fixed by the scheme.

6.4 The equivalence between the 2-D DD and box method

In this section, the weakly discontinuous view of the DD method described in section 6.3 will

be referred to as the DD method, the box method and Pitkäranta’s continuous view of the DD

method will be referred to as the box method.

Although it is clear that the point-wise representation is different assuming a linear variation

within the cell (DD) compared to a bilinear approximation (box method). It is possible to

show that the cell and cell-edge averaged fluxes are the same for both methods. This is shown

in section 6.4.1. From this equivalence one can draw some practical conclusions. These are

discussed in section 6.4.2.

6.4.1 Proof of DD and box method equivalence

In the box method, one of the corner values are unknown and the rest are known from boundary

conditions, or the results given from previous cells in the sweep. If the angle is in the first

quadrant, then the unknown flux is that at corner 3 of figure 6.1, and is given in terms of the 3
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known values as follows:

Φ3 =
q − Σt

4 (Φ1 + Φ2 + Φ4)− µ
2∆x(Φ2 − Φ4 − Φ1)− η

2∆y (Φ4 − Φ1 − Φ2)
µ

2∆x + η
2∆y + Σt

4

. (6.24)

In the DD method the first unknown to be calculated is the cell-averaged flux, in terms of the

averaged incoming fluxes on south and west faces of the cell (figure 6.1). From this, the north

and east face average flux values can be calculated [32]. The cell-averaged flux as a function of

the known incoming fluxes is as follows:

Φ̄c =
q + 2µ

∆x Φ̄w + 2η
∆y Φ̄s

Σt + 2µ
∆x + 2η

∆y

. (6.25)

The first step in the proof is to show that the cell average flux given by the box method is the

same as that given by the DD method:

Φ̄c,bm =
Φ1 + Φ2 + Φ3 + Φ4

4
(6.26)

=
Φ1 + Φ2 + Φ4

4
+
q − Σt

4 (Φ1 + Φ2 + Φ4)− µ
2∆x(Φ2 − Φ4 − Φ1)− η

2∆y (Φ4 − Φ1 − Φ2)

4
(

µ
2∆x + η

2∆y + Σt
4

)
(6.27)

=

(Φ1 + Φ2 + Φ4)
(

µ
2∆x + η

2∆y + Σt
4

)
+ q − Σt

4 (Φ1 + Φ2 + Φ4)− µ
2∆x(Φ2 − Φ4 − Φ1)

− η
2∆y (Φ4 − Φ1 − Φ2)

4
(

µ
2∆x + η

2∆y + Σt
4

)
(6.28)

=
q + Φ1

(
µ

∆x + η
∆y

)
+ Φ2

(
η

∆y

)
+ Φ4

( µ
∆x

)
4
(

µ
2∆x + η

2∆y + Σt
4

) (6.29)

=
q +

(
Φ1+Φ4

2

) ( 2η
∆y

)
+
(

Φ1+Φ2
2

) ( 2µ
∆x

)
4
(

µ
2∆x + η

2∆y + Σt
4

) (6.30)

The quantities
(

Φ1+Φ4
2

)
and

(
Φ1+Φ2

2

)
are the average west face and south face fluxes respectively

and so equations (6.30) and (6.25) are equivalent for cells on a Dirichlet boundary. For them to

be equivalent in the body of the domain the incoming average fluxes from previous cells in the

sweep must also be equivalent. This can be proven by showing that the outgoing face-averaged

fluxes are the same for both the box method and DD method.
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The auxiliary equations for the DD method (6.14)-(6.15) hold for a cell-wise bilinear approxi-

mation, and therefore for the box method. Since it has already been shown that the west face

and south face averaged flux values are the same due to the Dirichlet boundary conditions and

that the cell averaged fluxes are the same by equation (6.30), then it follows from the auxiliary

equations that:

Φ̄e,DD = Φ̄e,bm (6.31)

and

Φ̄n,DD = Φ̄n,bm (6.32)

for a corner boundary cell. In addition to this, since the above shows that the outgoing averaged

fluxes of a corner cell are the same for both methods. The incoming average fluxes will be the

same for the following cells. The same logic can be applied to all subsequent cells in the domain,

thus the cell average and face average fluxes are equivalent for the box method and DD method

throughout the whole domain.

Given the equivalence of the cell centre and averaged fluxes one can also establish that the

coefficients of the first three Legendre polynomial products are the same for the DD (equation

(6.17)) and box method (equation (6.3)). This is shown as follows:

Proof. The functions associated with each vertex value in a bilinear approximation are given in

equations (6.7)-(6.10). Thus, the first three coefficients of equation (6.3) can be given in terms

of cell vertex values, or cell edge averaged values as follows:

c1 =
1

4
(Φ1 + Φ2 + Φ3 + Φ4) =

1

2

(
Φ̄w + Φ̄e

)
=

1

2

(
Φ̄s + Φ̄n

)
, (6.33)

c2 =
1

4
(−Φ1 + Φ2 + Φ3 − Φ4) =

1

2

(
Φ̄e − Φ̄w

)
, (6.34)

c3 =
1

4
(−Φ1 − Φ2 + Φ3 + Φ4) =

1

2

(
Φ̄n − Φ̄s

)
. (6.35)

The final coefficient can be given in terms of cell vertex values as follows:

c4 =
1

4
(Φ1 − Φ2 + Φ3 − Φ4) , (6.36)

but the vertex values cannot be combined in such a way as to replace them by combinations of

the cell-edge averaged fluxes.
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6.4.2 Practical conclusions that can be drawn from this equivalence

It is well-known that the DD method suffers from instabilities in 1-D when the cell size is

not small enough [32, 119]. It is also never guaranteed that the cell-average fluxes in 2-D shall

converge to the analytical solution [141, 142]. It was shown by Duo and Azmy that convergence of

the cell-average fluxes was not obtained using the DD method for a homogeneous, non-scattering

domain with different incoming boundary conditions [141, 142] since the analytical solution is

discontinuous along the singular characteristic. In the case of equal incoming boundary sources,

the analytical solution is continuous but the gradient is discontinuous. Although the method

does converge in the average cell flux value for this case, the asymptotic convergence rate is only

fractional [141, 142, 144].

Given that the box method is a WR method it is easier to view the mathematical arguments

for the convergence of the box method. It is also clear that any instabilities that result will also

be shown in the DD method thanks to the equivalence shown in section 6.4.1.

It was noted in section 6.2 that the box method seeks a strong solution (as opposed to a weak

or classical solution) to the transport equation and thus the solution must be a member of H1

for the WR integral to be bounded. The solution is sought in a subset of H1 that is infinitely

continuous within a cell and discontinuous in gradient at cell edges. It is for this reason that

it is impossible to represent a discontinuous solution to the transport equation (such as the

discontinuous benchmark used by Duo and Azmy [141]) using the box method (and therefore

the DD method). It is also the reason why oscillations and slow convergence are observed when

the gradient discontinuity does not coincide with cell edges (such as Larsen’s benchmark [144]).

The above also explains why the diamond difference singular characteristic tracking (DD-SCT)

algorithm, devised by Duo et al. [142, 145], has a significantly improved convergence rate com-

pared to the traditional DD scheme for the L2, L1 and L∞ error norms for Larsen’s benchmark

problem [142, 145]. In the discontinuous test cases [142], the L2 and L1 norm error convergence

rates are significantly improved when the DD-SCT algorithm is used. The L∞ error norm, which

did not converge for the DD scheme, converges at a rate close to unity for the DD-SCT scheme

[145]. The DD-SCT method works by applying a step characteristic in the cells traversed by the

discontinuity (in the result itself or its gradient) and the standard DD scheme in all other cells

[142, 145].
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In addition to the explanation about stability that comes from the mathematical representation

of the box method and its cell-average equivalence to the DD method, a comment can be made

on the implementation of accelerations schemes. EDF R&D had already developed an SPN solver

that was in a mature state of development when it was decided to develop the DOMINO SN code.

DD was chosen as the spatial discretisation scheme because of the already published results on the

compatibility of using a “Raviat-Thomas discretisation of the P1 spherical harmonic equations

with Gauss-Legendre integration of the mass matrices” for use in synthetic acceleration of the

source iteration scheme [12]. The fact that the box method gives the same cell and edge-averaged

flux results means that the same arguments hold when applying the correction term to the flux

in the diffusion synthetic acceleration scheme (DSA). Hence, if the box method is found to give a

better approximation to the error than the DD method, the unknowns solved for can be changed

without changing the acceleration scheme being used.

6.5 DWR error estimator

The DWR error estimator and local indicators are easy to define for the box method due to

it being equivalent to the DD method in 1-D. The form that the DWR estimator and local

indicators take are given in section 6.5.1. In the 2-D DD case, as explained in section 6.5.1, one

can either calculate the vertex values by taking the DD unknowns and boundary conditions and

sweeping through the cells, or it can be assumed that the flux is piece-wise linear, point-wise

discontinuous between cells but continuous in cell-edge fluxes. Due to these different options,

different forms of the DWR estimator are given for the DD method in section 6.5.2.

6.5.1 DWR for the box method

Since the box method is the direct extension of the WR formulation of the 1-D DD equations,

the DWR estimator is easily derived since it follows the exact same arguments as in 1-D:

DWRBox =

nx∑
i=1

ny∑
j=1

N(N+2)
2∑

m=1

wm

∫
Aij

Rh,Box(x, y,Ωm)Φ†m(x, y,Ωm)dxdy. (6.37)
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The cell-wise indicators if AMR was to be conducted would then be given by:

Indicatori,j =

∣∣∣∣∣∣∣
N(N+2)

2∑
m=1

wm

∫
Aij

Rh,Box(x, y,Ωm)Φ†m(x, y,Ωm)dxdy

∣∣∣∣∣∣∣ . (6.38)

6.5.2 DWR for the 2-D DD method

If the box vertex values are reconstructed in such a way as to take into account point-wise

enforced boundary conditions, then the same DWR error estimator as the box method can be

used (6.37) and it would give the same results.

If the DD method results are mapped into a discontinuous bilinear finite element space (with

the bilinear term set to zero), the DWR takes the same form as that derived by Lathouwers for

the DGFEM scheme [89, 90].

This results in the following DWR for a given cell:

DWRcell =

N(N+2)
2∑

m=1

(∫
Acell

Φ†int(x, y,Ωm)Rh(x, y,Ωm)dA

+

∫ yn

ys

Φ†int(x, y,Ωm)rxin(x,Ωm)dy +

∫ xe

xw

Φ†int(x, y,Ωm)ryin(y,Ωm)dx

)
,

(6.39)

where “int” stands for internal cell value, the subscript “in” stands for the value at the incoming

boundary and:

Rh(x, y,Ωm) = q − LΦh, (6.40)

rxin(x, y,Ωm) = µm (Φh(xin − 0, y,Ωm)− Φh(xin + 0, y,Ωm)) , (6.41)

ryin(x, y,Ωm) = ηm (Φh(x, yin − 0,Ωm)− Φh(x, yin + 0,Ωm)) . (6.42)

The boundary term arises from the discontinuity and the weak application of boundary condi-

tions. Instead of integrating over a cell, the integration is done over a cell that is shifted by

a very small amount ξ in the upwind direction, and the answer as ξ → 0 is computed [143].

If the variation within the cell is approximated via a bilinear variation within the cell and the

approximation to the flux is globally continuous, the boundary terms in equation (6.39) go to

zero.
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The total error in the domain is obtained by summing the values of (6.39) over all cells in the

domain. If AMR was to be conducted, an indicator for the cell is found by taking the absolute

value of (6.39).

6.6 Application to test cases

This section applies the methods described in the previous sections of this chapter to the various

2-D test cases described in appendix A.2. The reference solutions for calculating the true error

and effectivity indices were provided by the RADIANT-II code [2].

In order to improve the error estimate in the box method case without adding too much com-

plication to the code, there is the option of calculating the adjoint solution on a more refined

mesh than the forward solution. The more refined solution is then injected into the phase space

of the less refined forward solution. This was not conducted for linear DD since how to conduct

the injection into the phase space without introducing more errors is not obvious. In the rest of

this section ncr represents the ratio of the number of cells along one side of the domain for the

adjoint solution compared to that used in the mesh for the forward solution.

6.6.1 Test case 7

Test case 7 comprises all of the different variations on test case 7 given in appendix A.2.1. The

results for the two different goal values (QoI) considered are discussed in section 6.6.1.1 and

section 6.6.1.2 respectively.

6.6.1.1 Test case 7a

Figure 6.2a gives the effectivity index of the 4 different DWR estimators at the 6th mesh iteration.

Figure 6.2b is the same but with the DD plot removed for clarity. Figure 6.3 plots the convergence

graphs of the true error and all error estimators. The true error resulting from the box method

code and DD code are plotted and are exactly the same due to the equivalence between the two

methods for integral quantities.

Figure 6.2a shows that all error estimators give an effectivity index near unity for high values of

c. The estimator given by the DD method described in section 6.5.2 gives the worst result for
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low values of c. Figure 6.3 shows that, for low values of c, the effectivity index given by the DD

DWR gets worse as the mesh becomes more refined. This is due to the convergence plot of the

DWR error estimate in the DD case having a different slope from that of the reference error.

The exception is when c = 0.99 (figure 6.3f), where the DD estimator tends to the correct slope

and value.

Figure 6.2b shows that the effectivity index tends to unity as c is increased for all box method

error estimators. The effectivity indices at low c, although all far from unity, are less incorrect

when the error estimator uses a more accurate adjoint solution. The effectivity index reduces

from 47 when ncr = 1 to 18 when ncr = 2, then reducing further to 15 when ncr = 3. The

increase in the accuracy of the error estimate with an increased value of ncr is limited given

that the more accurate result is mapped into the same space as the forward mesh for simplicity.

Thus, although an accurate solution to the adjoint solution may be found on a highly refined

mesh, some error is re-introduced by mapping it into the low order space.

All box method DWR estimators have the same slope as the true error in figure 6.3, with the

exception of c = 0.5 (for all mesh iterations) and c = 0.7 (for the first few mesh iterations).

This suggests that the reason for the DD DWR estimator’s incorrect slope is due to the bilinear

term being artificially set to zero. The box method representation conserves the bilinear term

resulting in a more accurate error estimate.

The box method DWR estimator (which conserves the bilinear term), although having the

correct slope, does not coincide with the graph of the true error at low values of c. The approxi-

mation to the flux for low values of c is oscillatory due to the lack of regularity in the analytical

solution. For example, when c = 0.0, the discontinuity in the gradient of the flux is not aligned

with cell boundaries and thus the solution will be badly represented by the box/DD method.

The discontinuous behaviour reduces as c increases. Thus, the oscillations observed in the ap-

proximate solution reduce in magnitude as c increases or as the number of cells in the mesh

is increased. The goal quantity is an integral value, thus as long as the solution is oscillating

around the correct value of the flux, cancellation of errors in integration will result in only a

small contribution from solution oscillation to the final error in the integral functional. However,

this is not the case for the error estimator. Oscillations are observed in both the forward and

adjoint flux approximations, thus, two oscillating functions are multiplied together before being

integrated in the DWR calculation. Because of this, the cancellation of errors observed in the

approximation to the goal functional does not occur for the DWR estimate, thus explaining the
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Figure 6.2: Test case 7a. Effectivity index as a function of the scatter ratio for a range of
different error indicators and mesh iterations.

overestimation of the error by the DWR error estimator. The improvement of the effectivity

index when using a higher order result for the adjoint solution is mainly due to the reduction

observed in the oscillations.
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Figure 6.3: Test case 7a. Convergence graphs.
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6.6.1.2 Test case 7b

All error estimators give an effectivity index close to unity (figure 6.4a), even the DD DWR

error estimator. Though, the estimators that conserve the bilinear term consistently perform

better. Figure 6.4b plots only the box method DWR error estimators, and it is observed that the

effectivity index improves when a more accurate approximation to the adjoint solution is used.

Although the effectivity index is close to unity for all values of c, an improvement is observed as c

is increased. The convergence graphs in figure 6.5 also show how all error estimates well-represent

the true error for all values of c.

6.6.2 Test case 8a

The convergence plots of the error and error estimators as a function of the number of cells in

the forward mesh are plotted in figure 6.6a. Similarly, the effectivity indices as a function of

cell number are plotted in figure 6.6b. The effectivity index plots of only the box method DWR

error estimators are re-plotted in figure 6.6c for clarity.

The graphs in figure 6.6 reinforce the conclusions drawn from the homogeneous test cases in

section 6.6.1.1: better results are given by the box method error estimators than the DD method

and the more accurate the adjoint solution, the closer the effectivity index is to unity. The

divergence away from unity at the highest resolution mesh in figure 6.6c is due to reference

solution used in the effectivity index being calculated by using a highly refined numerical solution

to the forward equation and not an analytical reference. The numerical reference solution was

obtained using the RADIANT-II code with quadrilateral finite elements [2]. Reference results

were also obtained using other types of elements in the RADIANT-II code. The resulting

variation in the effectivity index results were of the order of the deviation shown in figure 6.6c.

6.6.3 Test case 8b

The results for this test case are shown in figure 6.7. There is a big deviation between the

DD error estimator and the true error (figure 6.7b), though the slope is correct in figure 6.7a.

The first and second points of all box method plots in figure 6.7c seem to be tending towards

unity before diverging again. The divergence is because of the limited accuracy of the reference

solution, the accuracy is less for test case 8a (section 6.6.2) due to the more localised goal
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Figure 6.4: Test case 7b. Effectivity index as a function of the scatter ratio for a range of
different error indicators and mesh iterations.
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Figure 6.5: Test case 7b. Convergence graphs.
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Figure 6.6: Test case 8a results.

quantity. Increasing the accuracy of the adjoint solution results in a better error estimator. In

figure 6.7c the effectivity index results for ncr = 2 are closer to one than when ncr = 3. This is

due to the way the map into the forward mesh’s space can distort the results.

6.6.4 Test case 9

Although the slopes of all error estimators are the same as the reference error (figure 6.8a), they

all significantly under-estimate the error (by a factor of the order of 50 - figure 6.8b). This test

case has a lot of leakage, and thus suffers from some of the oscillation issues that gave bad results

in test case 7a (section 6.6.1.1). This reasoning for the underestimation is supported slightly

by the small increase in the effectivity index when a more accurate adjoint solution is used for

calculating DWR estimator. The large underestimation could also be due to the linearisation

error not being negligible and not decreasing at the same rate as the leading order error term

measured by the estimator, thus leading to a convergence to a constant effectivity index that is

not unity.
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Figure 6.7: Test case 8b results.
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Figure 6.9: Test case 10 results.

6.6.5 Test case 10

Figure 6.9 shows the results for test case 10, which has less leakage than test case 9. Similar

comments can be made for the results given for this test case as for test case 9 (section 6.6.4).

However, in this case the underestimation of the error is less severe (less than a factor of 3).

There is also not much difference between the error estimate given by DWRs computed with

adjoint solutions calculated on more refined meshes. This suggests that the remaining error is

due to the non-linear terms.

6.6.6 Test case 11

This test case is bigger, with less leakage and has a high scatter ratio throughout, thus the

results are improved compared to the other eigenvalue test cases (sections 6.6.4 and 6.6.5). The

size of the problem means that the accuracy of results of the RADIANT-II code may be limited

to some extent. However, the results given by the DWR error estimators give results that are

no more than a factor of 2 away from the reference error (see figure 6.10).

6.7 Comment on 3-D DWR

The arguments in this chapter have been presented for 2-D problems and applied to 2-D test

cases. Similar arguments can be made for the 3-D test case.

The equivalent to the box method in 2-D can be found in the 3-D case by taking cells to be

simply connected rectangular prisms and keeping the unknowns as the flux value at each vertex
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Figure 6.10: Test case 11 results.

of the prism. A result in H1 that is uniquely determined by cell vertex values results in a

trilinear variation of the flux within the cell. This results in 8 parameters per cell, 7 of which

are provided by the continuity condition between cells or by external boundary conditions (set

by the fact that a solution in H1 is sought). The remaining parameter is determined by a WR

equation where the test functions are taken from a subset of L2: piece-wise constant function

over the cell. Using the node numbering shown in figure 6.11, a trial function can be associated

with each vertex in the cell:

N1 =
1

8
(1− ζ)(1− γ)(1− ω) (6.43)

N2 =
1

8
(1 + ζ)(1− γ)(1− ω) (6.44)

N3 =
1

8
(1 + ζ)(1 + γ)(1− ω) (6.45)

N4 =
1

8
(1− ζ)(1 + γ)(1− ω) (6.46)

N5 =
1

8
(1− ζ)(1− γ)(1 + ω) (6.47)

N6 =
1

8
(1 + ζ)(1− γ)(1 + ω) (6.48)

N7 =
1

8
(1 + ζ)(1 + γ)(1 + ω) (6.49)

N8 =
1

8
(1− ζ)(1 + γ)(1 + ω) (6.50)

where:

ζ =
2x− xw − xe
xe − xw

, γ =
2y − ys − yn
yn − ys

, ω =
2z − zb − zf
zf − zb

. (6.51)

Where w, e, n, s, represent the west, east, north and south faces (as in 2-D, but now the face
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Figure 6.11: Node numberings for a rectangular prism

is a rectangular area rather than a straight line). f and b represent the faces that are in the z

direction towards the inside of the page and towards the outside of the page respectively.

The function within a cell can be represented in 2 ways, as in the 1-D and 2-D cases:

Φ(x, y)cell = Φ(ζ, γ) = Φ1N1 + Φ2N2 + Φ3N3 + Φ4N4 + Φ5N5 + Φ6N6 + Φ7N7 + Φ8N8 (6.52)

and

Φ(x, y)cell = Φ(ζ, γ) = c1 + c2ζ + c3γ + c4ω + c5ζγ + c6ζω + c7ωγ + c8ζγω. (6.53)

The WR equation obtained is as follows:

µ

4∆xijk
(Φ2 + Φ3 + Φ6 + Φ7 − Φ1 − Φ4 − Φ5 − Φ8) (6.54)

+
η

4∆yijk
(Φ3 + Φ4 + Φ7 + Φ8 − Φ1 − Φ2 − Φ5 − Φ6) (6.55)

+
ξ

4∆zijk
(Φ5 + Φ6 + Φ7 + Φ8 − Φ1 − Φ2 − Φ3 − Φ4) (6.56)

+
Σt,ijk

8

8∑
v=1

Φv = qijk (6.57)

Grouping appropriate terms together gives the traditional representation of the DD method in

3-D:

µ

∆xijk
(Φe − Φw) +

η

∆yijk
(Φn − Φs) +

ξ

∆zijk
(Φf − Φb) + Σt,ijkΦc = qijk (6.58)
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Figure 6.12: 2-D hanging node example

However, from these unknowns, the final 4 terms of the within cell flux approximation in equation

(6.53) cannot be reconstructed. This means that the gap between the answer of the vertex

method DWR and the version where the solution is mapped into a discontinuous FE space with

the unknown terms artificially set to zero will be even worse in 3-D compared to 2-D. This is

further motivation for calculating the vertex values as unknowns in industrial codes, rather than

the cell-averaged and cell face-averaged fluxes.

6.8 Comment on multi-dimension AMR

As previously mentioned (section 2.3), h AMR has been applied to the DD scheme [44, 63].

However, extending the current work to provide multi-dimensional h AMR for the DD scheme

driven by DWR error indicators would not be trivial. The WR theory behind the box method

(and the equivalent DD method) breaks down with the addition of hanging nodes.

Figure 6.12 shows a hanging node between cell 1 and its two neighbouring cells (cells 2 and 4).

For an ordinate that has a positive component going from left to right, the hanging node value

could simply take the value given by the linear variation along the eastern cell edge of cell 1.

However, the situation is not as clearcut if the component of the flux is going in the opposite

direction (from a more refined region to a less refined region). Unless the hanging node happens

to take a value that is exactly half the value of the nodes either side in the vertical direction, the

condition of continuity along the line will not be satisfied. This means that the approximation

will not exist in a subset of (H1
b )

N(N+2)
2 and thus the WR theory behind the box method will

break down.

One could allow for discontinuity in the solution, thereby making the calculation of the DWR

similar to the case where we assume the bilinear term is zero (section 6.5.2). However, the

equivalence between the cell-averaged values of the resulting solution and a WR scheme is lost,

thereby making the DWR theory applied to the result more questionable than when the bilinear

term was simply ignored (in section 6.5.2). Even if the vertex values are the DoF being solved
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Figure 6.13: Bi-quadratic cell

for, flux values for the two right hand nodes of cell 1 (of figure 6.12) cannot be allocated in a

unique manner. One could simply take the values at the nodes for the previous cells in the sweep

and ignore the result on the hanging node. However, this would result in a lack of conservation

of neutrons. One could ensure conservation of neutrons, but the issue of discontinuity and the

lack of equivalence with a WR scheme remains.

6.9 Comment on multi-dimensional higher order DD

Hébert’s method for higher order 1-D DD was extended to 2-D [57] and 3-D [58]. In 1-D, Hébert’s

method was found to be equivalent to the WR Hennart method, with the highest order variation

being ignored in the reconstruction of the flux in the spatial domain (see section 3.2.2.2).

An equivalence between the box and traditional DD method has been shown in section 6.4.1. The

first 3 Legendre polynomial coefficients can be calculated from the traditional DD unknowns,

but the fourth (the bilinear term) cannot. Another way of viewing the box method is as a WR

method where the trial functions are given by a first order Lagrange [146] interpolation within a

cell and the weighting functions are zeroth order Legendre polynomials. The ability to rearrange

the coefficients of an Mth order Lagrange polynomial to give an Mth order Legendre polynomial

is what made analytical integration possible for the calculation of the DWR error estimates.
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An obvious way to extend the box method to higher orders would be to use higher order Lagrange

polynomials for the trial functions and higher order Legendre polynomials for the weighting

functions. The approximation would be assumed continuous at all orders, as in the higher order

1-D DD methods described by Hennart [56].

In 2-D, an Mth order Lagrange polynomial used as trial functions would be associated with test

functions defined as the basis of a (M−1)th order Legendre polynomial phase space. This would

result in the solution within a cell being represented uniquely by (M + 1)2 nodes (see figure 6.13

for the case where M = 2). The solution on (2M + 1) nodes would be known from boundary

conditions or the results given by previous cells in the sweep. The remaining M2 unknowns

would be solved for by the M2 WR equations that result from weighting by the basis functions

of a (M − 1)th order Legendre polynomial function. The resulting flux approximation will be

represented as an Mth order 2-D Lagrange polynomial which can be rearranged and expressed

as an Mth order 2-D Legendre polynomial. For the higher order box and Hébert methods to be

equivalent in the same way as the traditional box and DD methods, the first M(M+2) Legendre

polynomial coefficients of the box method (calculated by rearranging the Lagrange polynomial

representation) must be equivalent to those that can be calculated from the Hébert method’s

unknowns. The final Legendre polynomial coefficient provided by the Mth order box method

will not be able to be calculated from the Hébert method due to the unknowns being cell-centred

and cell-edge spatial moments that average out this term.

The WR equations in Hébert’s paper (equations (38), (39), (41) and (42) in Hébert’s paper

[57]) are analytical before the auxiliary equations are substituted in for the higher order terms.

Showing that the Mth order approximate function of the box scheme satisfies the auxiliary

equations of a M −1th order Hébert DD scheme is sufficient to show that the first M2 Legendre

polynomial coefficients of the two schemes are equivalent. The next 2M Legendre polynomial

coefficients can then be calculated from known cell edge and cell central spatial moments of the

flux (in an analogous way to the linear in x and y terms for the lowest order DD method). The

final Legendre polynomial cannot be calculated as a function of the cell centre and cell edge

moments as this information is lost by taking integral values.

The above equivalence has been demonstrated for the bi-quadratic scheme in appendix D. Nu-

merical analysis of this equivalence for higher orders is beyond the scope of this thesis.

A comment may be made about the practicality of calculating the DWR for the higher order

box method. Rearranging the Lagrange polynomial coefficients to give the equivalent Legendre
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polynomial coefficients gets more cumbersome as the order of the polynomials increases. If a

higher order box method was to be considered in the future, numerical integration should be

considered for calculation of the DWR integrals.

6.10 Closing comments for this chapter

This chapter extended the 1-D WR view of the DD equation to 2-D to give the box method where

the vertices of the cells are kept as unknowns. These unknowns can be collected together to give

the traditional 2-D DD equations. The WR view of the DD equations in 2-D assumes a solution

in H1 with bilinear variation of the flux approximation within the cell. When the unknowns

solved for are the cell-averaged and edge-averaged fluxes (such as in traditional implementations

of DD codes) however, it is impossible to re-construct the bilinear term without taking the

boundary condition and sweeping through the whole domain again. It is for this reason that 2

codes were written, one implementing the traditional box method and the other implementing

the traditional DD equations. In the former, the DWR was calculated using the resulting piece-

wise bilinear flux distribution that is uniquely determined by the cell vertex flux values. In the

latter, the result was mapped into a bilinear DGFEM space where the bilinear term is artificially

set to zero.

The DWR error estimates calculated using the vertex unknowns gave very good results for fixed

source high c problems. This was due to the increased stability and the lack of oscillations in

the result when c is large. PWRs, for which EDF use the DOMINO code, operate with large c

values, thus suggesting that the box method DWR estimates are appropriate for industrial cases.

The results for eigenvalue problems were less successful than for the fixed source case. Though,

in the more realistic example that had reduced leakage and high scatter ratios, the effectivity

index of the box method was within a factor of 2 of unity. An opportunity for future work would

be to investigate ways of estimating the magnitude of the error terms not taken into account in

the DWR for non-linear problems. Such work could investigate whether the results observed for

the eigenvalue test cases in this chapter could be improved.

Given the equivalence of the cell-averaged fluxes of the box and DD methods, EDF’s SPN solver

can be applied to the box method and give the same stability results. The advantage of using

the vertex values as unknowns instead of cell- and edge-averaged fluxes is that the quality of the

error estimate is consistently improved. This would be a recommended change to apply to the
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DOMINO code if EDF decide to pursue DWR error estimation for spatial discretisation error.

Assuming ncx denotes the number of cells in the x direction and ncy denotes the number of cells

in the y direction, the number of unknowns per ordinate would be equal to ncxncy + ncx + ncy

if vertex values were stored, as opposed to 3ncxncy +ncx +ncy if cell centre and cell edge values

were stored.

A comment on how these methods can be extended to 3-D test cases was discussed. The theory

shows that the advantages of solving for the vertex values in 3-D could be more significant than

in 2-D.

Applying DWR driven AMR in 2-D would be more challenging than in the 1-D case due to the

presence of the hanging nodes. Some of the theoretical challenges were discussed in this chapter.

A possible higher order extension of the box method was suggested and its equivalence to the

higher order Hébert method demonstrated mathematically.



7. Conclusions

This chapter summarises the conclusions of the thesis and provides suggestions for further work.

7.1 Chapter summaries

The four main technical chapters of the thesis are summarised in the following sections.

7.1.1 DWR error estimation and functional correction in 1-D slab geometry

This chapter showed that DWR error estimators could be applied to the 1-D DD-SN discreti-

sation of both the fixed source and eigenvalue neutron transport equations. Viewing the DD

scheme as a WR scheme showed that the test functions were in a different function space to the

trial functions. Because of this, unlike for standard Bubnov-Galerkin FEM schemes, weighting

the residual by an adjoint solution taken from the same space as the forward solution does not

give an estimate of zero. In many cases this gave a good estimate of the goal error, but an

improved adjoint solution was required for cases that do not satisfy the negative flux criterion.

The heterogeneous eigenvalue case gave an effectivity index that tended to a constant value

above unity. It is assumed that this was due to the DWR estimator not taking into account the

lower order error terms that exist for the eigenvalue problem.

Improvements in the accuracy of the QoI were observed when the DWR estimate was used

to correct the approximation of the QoI. For uniform h refinement, super-convergence of the

integral goal quantities was observed after error correction.

149
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7.1.2 DWR driven h, p or hp AMR in 1-D slab geometry

The cell values that are summed to give the DWR error estimate in chapter 3 were used as

error indicators for goal-based AMR in chapter 4. Due to using Hennart’s high order extension

to the DD equations, both h and p AMR was possible. The maximum strategy was used and

it was possible to obtain a reduction in error per DoF for heterogeneous test cases and for

homogeneous cases with localised goals. For most test cases, there was no benefit to using

a more refined/higher order mesh to obtain the adjoint solution used in the DWR estimator.

There was a benefit observed for the test case where the QoI is located in an area that is very

challenging for the DD method.

The ability to have a non-uniform mesh cell size and cell-wise polynomial order throughout

the mesh also allowed for hp AMR. The error indicator does not give sufficient information to

choose between h or p refinement for a given cell, thus a merit function was derived. The merit

function of both refinement options was calculated for each cell already flagged for refinement

by the DWR indicator. The option with the highest merit function was chosen in generating

the mesh in the next iteration. hp AMR was shown to give the best results.

Some different starting meshes and values of α were tested for some of the 1-D test cases. It

was found that the convergence graphs became very oscillatory when α was too large. For some

test cases the starting mesh had an impact on the form of the convergence graphs.

7.1.3 AMR and functional correction for linear functionals in 1-D slab ge-

ometry

The advantages of both AMR and functional correction were combined in this chapter. For this,

a different error indicator was used that approximated the remaining error after DWR error

correction of the functional. It was predicted that this would result in the optimal mesh for the

error corrected quantity and this was shown to be the case.

The work of this chapter was only applied to the fixed source problems since the remaining error

after the DWR error correction is less obviously approximated for eigenvalue problems.
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7.1.4 Multidimensional DWR error estimation

The extension of the WR view of the 1-D DD equations to 2-D requires the vertex values of the

flux to be kept as unknowns (resulting in a method that has, in previous work, been referred to

as the box method [59]). The traditional view of the 2-D DD method however, solves for the cell

averaged fluxes and cell-edge averaged fluxes as unknowns. These equations can be obtained

from the WR view of the 2-D DD equations by gathering together vertex values. However, it is

impossible to reconstruct the bilinear term in the within-cell flux representation from these un-

knowns without sweeping through the cells again and enforcing point-wise boundary conditions

and continuity along internal cell boundaries. Thus two codes were written:

• a box method code that kept the vertex values, allowing for full representation of the flux

solution;

• a DD code where the solution was mapped into a discontinuous FEM space and the

bilinear term artificially set to zero for each cell. This flux distribution was then used

when calculating the DWR.

The box method DWR estimators consistently outperformed the DD DWR estimators. Over-

estimation of the error in fixed source test cases with low c was observed. This was attributed

to the oscillations that appear in the flux approximations given by the DD and box methods

when there is a lack of regularity in the analytical solution being approximated.

The results for the eigenvalue test cases also indicated a need for high scatter ratios and low

leakage. The non-linear terms in the goal error that are not taken into account in the DWR

estimation are also thought to play a part in the effectivity index converging to a value that is

not unity.

It was shown that the box method gives the same cell-averaged and edge-averaged fluxes as the

traditional DD method. This has two consequences. Firstly, any instabilities in the box method

that are obvious from the WR derivation will also apply to the DD method. This is why the

DD method does not give good convergence results for problems that have solutions that are

less regular than H1, or where discontinuities in gradients are not aligned along mesh cell edges.

Secondly, the equivalence has an industrial consequence for EDF. The equivalence means that

the same arguments that motivated the use of the SPN solver for DSA of the DD code can also

be applied to the box method. Provided EDF wants to pursue DWR error estimation in the
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DOMINO code, it would be advisable to change the unknowns solved for in the DOMINO solver

to be vertex values rather than the traditional DD unknowns. Doing this would allow for the

advantages of a more reliable error estimate without the need for a new acceleration scheme.

A comment on the possible 3-D implementation of the work was given. The theory shows that

the advantages of solving for the vertex values instead of cell-averaged and face-averaged fluxes

exist also for the 3-D case.

Extending the current work to provide DWR driven AMR in 2-D would be challenging. A brief

discussion of why the presence of a hanging node makes the theory break down was given.

A possible extension of the box method to higher order polynomials was suggested and shown

to be mathematically equivalent to the higher order Hébert method. The only difference being

that the unknowns solved for in a Mth order Hébert method do not allow for the reconstruction

of the Φ
(M+1)(M+1)
v moment in space, whereas the higher order box method does.

7.2 Further work

In both the 1-D and 2-D eigenvalue problems, although the slope of the error estimator’s conver-

gence graph was the same as the slope of the true error, the effectivity index tended towards a

value different from unity. This is potentially due to the extra error terms that result due to the

non-linearity of the problem. These are not taken into account by the DWR estimate and could

be converging to zero at different rates from the term that’s considered in the DWR estimate.

Investigating ways of approximating the other error terms could lead to a way of testing this hy-

pothesis. It would also allow a way of finding the dominating error term after error correction of

the functional so that a more appropriate error estimate for AMR coupled with error correction

could be derived for eigenvalue problems as was done for fixed source problems in chapter 5.

The AMR and error correction techniques applied in 1-D could be applied in 2-D. AMR in

multi-dimensions is more complex since it would result in hanging nodes. The 2-D code written

for this thesis (using the traditional DD form of the equations) was set up being able to have

hanging node meshes that could be accelerated via DSA in the same way as in Baker et al.’s

work [44, 65], with the additional ability of a Krylov wrapper as was applied to the DGFEM

scheme by Warsa et al. [48]. However, how to incorporate the hanging node formulation into

the calculation of the DWR is not a trivial extension.
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Further investigation into using the DWR error estimator to approximate the error in a QoI

due to the iteration error that results from the source iteration scheme would be an obvious

extension to this work. The estimator has the potential to be used for goal-appropriate iteration

scheme stopping criteria.

The DOMINO solver does not accommodate hanging node AMR, but it would be possible to

add the error estimation routines to this industrial code. If this decision was made by EDF it

would also be better to solve for the vertex values instead of the traditional DD unknowns. If

the methods were applied to the DOMINO code it would allow for the methods to be tested on

industrial test cases.

The DWR estimate studied in this work gives an estimate of the error in a QoI due to spatial

discretisation only. The error is with respect to the analytical solution to the sets of equations

that are already discretised in angle and energy. These equations are different from the continu-

ous neutron transport equation for which an approximation is sought. Research into how DWR

estimation could be extended to the SN equations is therefore essential future work to ensure

that the DWR estimate does not overly underestimate the error with respect to the governing

mathematical model.
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[134] Rüdiger Verfürth. A Posteriori Error Estimation Techniques for Finite Element Methods.

Numerical Mathematics and Scientific Computation. Oxford Science Publications, 2013.

[135] Yaqi Wang. Hp-mesh adaptation for 1-D multigroup neutron diffusion problems. Master’s

thesis, Texas A&M University, December 2006.

[136] Marco Ceze and Krzysztof J. Fidkowski. Anisotropic hp-adaptation framework for func-

tional prediction. AIAA Journal, 51(2):492–509, 2013.
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A. Test cases used throughout the

thesis

The thesis requires many test cases, some with analytical solutions in order to test the work.

The 1D test cases are described in section A.1 and the 2D test cases in section A.2.

A.1 1D test cases

This section first describes 6 1-D test cases and finally describes how analytical or reference

solutions were obtained for them.

A.1.1 Test case 1

This is a zero-scatter, homogeneous test case with vacuum boundary conditions on both sides.

The slab length is 8cm, 2 angular ordinates are used. There is a homogeneous total cross section

(Σt) of 1cm−1 and a homogeneous and isotropic unit source (0.5cm−3s−1MeV−1 per ordinate).

The goal quantity is the integral of the total scalar flux throughout the domain for test case 1a

and throughout only the first 1cm of the domain for test case 1b.

This test case is used as an initial test. The fact that the test case is homogeneous and that

the angular directions are decoupled means that it is a good test case for the initial debugging

stages of the code. The test case also tests the code in the extreme case of zero scatter. The two

different goal quantities used in test case 1a and 1b will show the difference in the behaviour of

AMR algorithms when a more localised QoI is sought. An analytical solution can be calculated

by hand for the angular flux of this test case, and so the DWR calculated with the analytically

calculated adjoint solutions was possible to verify the DWR theory.
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A.1.2 Test case 2

This is a homogeneous test case with vacuum boundary conditions on both sides. The slab

length is 8cm, 2 angular ordinates are used. There is a homogeneous total cross section (Σt) of

1cm−1, a homogeneous isotropic scatter cross section (Σs0) of 0.5cm−1 and a homogeneous and

isotropic unit source (0.5cm−3s−1MeV−1 per ordinate).

The goal quantity is the integral of the total scalar flux throughout the domain for test case 2a

and throughout only the first 1cm of the domain for test case 2b.

This test case was used as a simple test case, similar to test case 1, but including the effects

of neutron scatter. The different goal quantities used in test case 2a and 2b will also show

the different behaviour of the AMR algorithm for the same geometry, but with different QoI.

Similarly to test case 1, an analytical solution can be calculated by hand for the angular fluxes

which is an advantage for debugging and testing.

A.1.3 Test case 3

This problem uses the Reed cell problem geometry and material properties, described in Reed’s

paper [119]. It includes very optically thick regions and drastic changes in material properties

throughout. An S8 approximation is used in angle.

The added complexity of this problem (highly heterogeneous cross sections) should give a better

idea of the behaviour of the error estimators. It is also known that the DD equations give

oscillatory scalar fluxes in areas of large total cross sections and small µ [119] because of the

possible presence of negative angular fluxes when the cell width is larger than 2|µ|
Σt

[32]. The

worst case of this in the Reed cell problem is where Σt = 50.0cm−1. When S8 is used, the

smallest value of the cosine of the angle is µ = 0.183434642495650. In this region ∆x must be

smaller than about 0.007cm to satisfy the negative flux criterion.

The goal quantity is the integral of the total scalar flux throughout the domain for test case 3a,

throughout only the first 1cm of the domain for test case 3b, and between 1.6cm and 2.4cm for

test case 3c. In test case 3b, the goal region coincides with the area that is most challenging

for DD discretisation schemes. The goal region in test case 3c includes regions where the scalar

flux has very sharp gradients, as can be seen from the analytical solution plotted in figure A.1.
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This test case is known to be a challenge for the DD scheme [119] and is therefore chosen as

a test case in this thesis to test the error estimation and AMR algorithms to their limits. It

is unlikely that the DD scheme would be applied to such extreme cross-sections in reality, but

testing it on this problem will provide some useful insight into the limitations of the method. The

different QoI chosen in test cases a, b and c are also chosen to test different aspects of the error

estimation calculations and AMR algorithms. Test case 3a is chosen as the least challenging test

case and should test whether a reduction in the number of DoF can be obtained with the AMR

algorithms even for a global integral due to the strong heterogeneity of the problem. Test case b

places the QoI at the most challenging area for the DD discretisation scheme, therefore testing

the methods to their limits. Test case c places the QoI where the analytical solution has large

gradients, where we would expect local refinement should result in a decrease in the number of

DoF required for an accurate solution. The test case also has the advantage of an analytical

solution to the scalar flux being available.
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Figure A.1: Reed cell problem scalar flux solution

A.1.4 Test case 4

This test case takes the geometry of the Reed cell benchmark, but replaces the cross sections

with less extreme values. The cross sections are those defined for the EIRA-2A benchmark

problem defined in [1]. The geometry definition is given in figure A.2a. A refined solution to

this problem is plotted in figure A.2b. The goal quantity is the integral of the total scalar flux

throughout the domain for test case 4a and throughout only the first 1cm of the domain for test

case 4b.

This test case was used as a more realistic test case than test case 3. The problem is is still

heterogeneous and more complex than the first two test cases, but uses cross-sections that are
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Figure A.2: EIRA-1-D problem

less extreme and more suitable for the DD discretisation scheme. The test case also has the

advantage of an analytical solution to the scalar flux being available.

A.1.5 Test case 5

This is a homogeneous criticality benchmark with vacuum boundary conditions on both sides of

the domain. There is a homogeneous total cross section (Σt) of 1cm−1, a homogeneous isotropic

scatter cross section (Σs0) of 0.1cm−1 and the homogeneous fission (Σf) cross section multiplied

by the average number of neutrons released per fission (ν), is unity: νΣf = 1.0cm−1. An S2

approximation is used in angle. The goal quantity is the value of Keff.

This test case was chosen since it is an eigenvalue test case that has an analytical solution for

the angular fluxes. This is useful for debugging and testing the error estimators.

A.1.6 Test case 6

This is a benchmark that takes the form shown in figure A.3. The cross sections were taken

from a 2-D benchmark described in Taylor’s thesis [123]. An S2 approximation is used in angle.

The goal quantity is the value of Keff.
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A more complex eigenvalue test case was needed and therefore this test case provides a hetero-

geneous eigenvalue test case.

Σt=0.487382 
Σs0=0.484841 
νΣf=0.0 

0cm 10cm 20cm 30cm 

Σt=0.436526 
Σs0=0.411337 
νΣf=0.035093 

Σt=0.643697 
Σs0=0.543697 
νΣf=0.0 

Figure A.3: 1-D-Mini-BWR geometry and material property definition.

A.1.7 Benchmarked solutions

Analytical solutions were calculated for test cases 1 and 2 by hand. An analytical solution to test

case 3 is provided by Warsa’s paper [118]. An analytical solution to test case 4 was calculated

using the Maple script written by Warsa [118], which is freely available online [120].

For test case 5, methods described in references [121] and [122] were used to derive the following

analytical solution for the critical width of the domain, `0, for the S2 case with vacuum boundary

conditions on both sides of the slab:

`0 = − 2µ

Σt

√
c− 1

arctan

(
− 1

c− 1

)
, (A.1)

where c = νΣf+Σs0
Σt

and µ = 1√
3

when Gauss-Legendre quadrature is used. We set `0 as an input

so that the analytical solution should give Keff = 1.

Given that an analytical solution for test case 6 is not available, the results are compared against

results produced by J. Kópházi using the RADIANT-II DGFEM SN code developed at Imperial

College London [2]. The Keff was spatially converged to within 10 significant figures for a given

angularly discretised problem.

An important point to reiterate is that when referring to analytical solutions in this paper, we

mean the analytical solutions to the already angularly discretised problems.

A.2 2D test cases

This section describes 4 2-D cases. An analytical reference solution is calculated for the zero

scatter homogeneous case. The reference solution for all other test cases is provided by the
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RADIANT-II DGFEM code [2].

A.2.1 Test case 7

This test case is an S2, homogeneous square domain (side length 9cm) with vacuum boundary

conditions on all sides and unit source throughout. Σt = 1.0cm−1. Many different scatter ratios(
c = Σs0

Σt

)
are tested: c = 0.0, 0.1, 0.5, 0.7, 0.9, 0.99.

For c ≥ 0.1, two goal quantities are tested: the integral of the scalar flux throughout the domain

(denoted by a) and the integral throughout a quarter slice of the domain (denoted by b).

When c = 0, the analytical solution to the flux can be calculated as described in Duo’s thesis

[142]. The result is repeated here in equation (A.2).

Φ(x, y,Ωm) =


Q

4πΣt

(
1− e−

Σt
µm

(x−0.5X[1−sgn(µm)])
)

for y−0.5Y [1−sgn(ηm)]
ηm

> x−0.5X[1−sgn(µm)]
µm

Q
4πΣt

(
1− e−

Σt
ηm

(y−0.5Y [1−sgn(ηm)])
)

for y−0.5Y [1−sgn(ηm)]
ηm

≤ x−0.5X[1−sgn(µm)]
µm

.

(A.2)

Where Q is a constant isotropic source throughout the domain, the source in each angular

direction being Q
4π , X and Y are the lengths of the domain in the x and y directions respectively.

When a square domain and S2 quadrature are assumed this simplifies to:

Φ(x, y,Ω1) =


Q

4πΣt

(
1− e−Σt

√
3x
)

for y > x

Q
4πΣt

(
1− e−Σt

√
3y
)

for y ≤ x
(A.3)

Φ(x, y,Ω2) =


Q

4πΣt

(
1− e−Σt

√
3(L−x)

)
for y < L− x

Q
4πΣt

(
1− e−Σt

√
3y
)

for y ≥ L− x
(A.4)

Φ(x, y,Ω3) =


Q

4πΣt

(
1− e−Σt

√
3x
)

for y > L− x

Q
4πΣt

(
1− e−Σt

√
3(L−y)

)
for y ≤ L− x

(A.5)

Φ(x, y,Ω4) =


Q

4πΣt

(
1− e−Σt

√
3(L−x)

)
for y < x

Q
4πΣt

(
1− e−Σt

√
3(L−y)

)
for y ≥ x

(A.6)

These formulae are numerically integrated over angle and integrated analytically over space to

give an analytical solution for the integral of the scalar flux throughout the spatial domain.
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Reference results for this test case were provided by J. Kópházi via the RADIANT-II code [2],

using a highly refined DGFEM mesh and the same angular quadrature.

This collection of test cases was used to provide a set of simple test cases for debugging, but

also to show the effects of varying scatter ratios on the accuracy of the DWR error estimators

for different goal quantities.

A.2.2 Test case 8

This is the EIRA-2A benchmark problem defined in [1]. The geometry and cross sections are

given in figure A.4. Reference results for this test case were provided by J. Kópházi via the

RADIANT-II code [2], using a highly refined DGFEM mesh and the same angular quadrature.

The goal quantity in test case 8a is the integral of the scalar flux throughout the whole domain.

The goal quantity in test case 8b is the total absorption in the Σt = 0.7 box seen in figure A.4.

This test case was chosen to give a more challenging heterogeneous multi-dimensional fixed

source problem.
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Figure A.4: EIRA 2-A 2-D problem [1].
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A.2.3 Test case 9

This test case is an S2 homogeneous square domain (5cm×5cm) with vacuum boundary condi-

tions on all sides. Σt = 1.0cm−1, Σs0 = 0.99cm−1 and νΣf = 1.0cm−1. The QoI is the Keff.

Reference results for this test case were provided by J. Kópházi via the RADIANT-II code [2],

using a highly refined DGFEM mesh and the same angular quadrature.

This test case was chosen in order to provide a simple eigenvalue test case for debugging.

A.2.4 Test case 10

This test case is an S2 homogeneous square domain (5cm×5cm) with vacuum boundary condi-

tions on all sides. Σt = 10.0cm−1, Σs0 = 9.9cm−1 and νΣf = 0.2cm−1. The QoI is the Keff.

Reference results for this test case were provided by J. Kópházi via the RADIANT-II code [2],

using a highly refined DGFEM mesh and the same angular quadrature.

This test case was chosen in order to provide a simple eigenvalue test case that has less leakage

than test case 9. This should be more appropriate for the DD discretisation scheme.

A.2.5 Test case 11

This test case is a variation on the mini-BWR test case found in Taylor’s thesis [123]. The

geometry in [123] is reflected in the x and y axis to produce the geometry of figure A.5. 121

copies of the lattice geometry described in figure A.5 are then placed in a 11× 11 configuration.

The boundary conditions of this larger geometry are then set to vacuum. The QoI is the Keff.

Reference results for this test case were provided by J. Kópházi via the RADIANT-II code [2],

using a highly refined DGFEM mesh and the same angular quadrature.

This test case was chosen to provide a more realistic problem to test the use of DWR error

estimators on eigenvalue problems.
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Figure A.5: 2-D-Mini-BWR geometry and material property definition.



B. Adjoint equation definition and

explanation

This appendix explains how the adjoint equation is derived for the fixed source, detector function

case.

Since the argument of the Gateaux derivative in equation (3.74) is linear, and has the value zero

when u = 0, then the argument of (3.74) must also equal zero for all values of u:

〈Ψ,WΣd〉V̄ − 〈KΨ,Ψ†〉V̄ = 0 Ψ† ∈ V̄ and Ψ a solution to equation (3.71). (B.1)

K is an unbounded linear operator in V̄ . This is because it contains a first order derivative, and

V̄ contains elements that contain functions in L2. L2 contains functions whose first derivatives

are not bounded in the L2 norm. K can also be seen as a bounded linear operator on the space

Ū ⊂ V̄ to its range V̄ . In our case Ψ is constrained to a subspace of Ū with the essential

boundary conditions of the problem under consideration: Ū0i .

Below, the definition of an adjoint operator for both bounded and unbounded operators given

in many textbooks is repeated [130, 147].

Bounded operators:

For a bounded linear operator, e.g. T , on V̄ the adjoint operator T † is defined as follows [130]:

〈T u, v〉V̄ = 〈u, T †v〉V̄ ∀v, u ∈ V̄ , (B.2)

but the derivation of this depends on the fact that 〈T ·, v〉V̄ for a given v ∈ V̄ is a bounded

linear functional on V̄ . This is because V̄ is a Hilbert space, hence by the Riesz representation

177
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theorem there exists a unique vector v0 ∈ V̄ , for any fixed v ∈ V̄ such that [102, 130]:

〈T u, v〉V̄ = 〈u, v0〉V̄ ∀u ∈ V̄ . (B.3)

Equation (B.3) implies that for each v ∈ V̄ , there is a unique v0 ∈ V̄ that is associated with it.

This in turn implies that there is a mapping from V̄ to itself that shall be denoted by T † such

that v0 = T †v. It is by this definition that we call the operator T † the adjoint of the operator

of T [130].

Unbounded operators:

K is unbounded on V̄ , hence definition (B.2) cannot be applied in the same way. The definition

in (B.2) of the adjoint operator is changed slightly for unbounded operators. The inner product:

〈Ku, v〉V̄ , (B.4)

is only a bounded linear functional such that u 7→ 〈Ku, v〉V̄ [102, 130] when u and v are taken

from certain subspaces of V̄ .

Firstly K is bounded on its domain, D(K). In the case of the continuous in space 1-D SN

equations, D(K) = Ū0i , a subspace of V̄ . The inner product:

〈KΨ, v〉V̄ where Ψ ∈ D(K), (B.5)

is then only a bounded linear functional on D(K) for fixed values of v taken from a certain

subspace of V̄ denoted by D(K†). This space is defined by the subspace of V̄ for which there is

a one-to-one mapping between v → v0 denoted by K† such that:

〈KΨ, v〉V̄ = 〈Ψ, v0〉V̄ ∀Ψ ∈ D(K). (B.6)

Integration by parts must be employed to transfer the differential operator from one function

to another in the above definition of K†. This operation usually results in a boundary integral

involving v. This means that a trace function of v needs to exist. It can therefore be deduced

that the elements of the vector of v must have H1 continuity [130]. Thus the domain of the

adjoint operator must be a subspace of Ū . The domain of the adjoint operator is then further

restricted by the requirement that these boundary integrals go to zero to obtain an expression

equivalent to equation (B.2). The boundary integrals are already zero for all boundaries for
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which functions in D(K) are zero. This means that D(K†) := Ū0o such that the following holds

[102, 130, 147]:

〈Ku, v〉V̄ = 〈u,K†v〉V̄ where u ∈ D(K) and v ∈ D(K†). (B.7)

The above has shown that D(K) = Ū0i and D(K†) = Ū0o , hence D(K) 6= D(K†).

If Ψ† in equation (B.1) is restricted to D(K†) ⊂ V̄ , then equation (B.7) can be substituted into

equation (B.1) to give:

〈Ψ,WΣd〉V̄ − 〈Ψ,K†Ψ†〉V̄ = 0 Ψ† ∈ D(K†) and Ψ a solution to equation (3.71). (B.8)

By making the observation that if Ψ† is the solution to the following strong formulation:

Find Ψ† ∈ D(K†) such that:

〈v,WΣd〉V̄ − 〈v,K†Ψ†〉V̄ = 0 ∀v ∈ V̄ , (B.9)

then equation (B.8) is just a special case of equation (B.9), we can then say that the solution

Ψ† to equation (3.75) satisfies equation (3.74).



C. The inability to guarantee

positive fluxes using the DD scheme

in 2-D

Here I will show an example of when a negative flux is produced no matter what the cell size,

this is in contrast to the 1D case, where flux positivity was guaranteed given a small enough cell

width [32].

I will show that the same problems arise for the DD method in section C.1 and the box method

in section C.2.

C.1 DD method

µ
ψ̄e − ψ̄w

∆x
+ η

ψ̄n − ψ̄s
∆y

+ Σtψ̄c = q (C.1)

Once the DD auxiliary equations have been substituted into the above equation and we rearrange

to obtain the average flux for the cell, we have:

ψ̄c =
q + 2µψw

∆x + 2ηψs
∆y

a
, (C.2)

where

a =
2µ

∆x
+

2η

∆y
+ Σt. (C.3)
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Assuming a constant incoming flux along the incoming west face and a vacuum boundary con-

dition on the incoming south face and zero source within the cell, this reduces to:

ψ̄c =
2µψw
a∆x

. (C.4)

Then using the diamond difference auxiliary equation to obtain the east side flux we have:

ψ̄e = 2ψ̄c − ψ̄w =

(
4µ

a∆x
− 1

)
ψ̄w. (C.5)

Hence for a non-negative outgoing flux we require that:

4µ

a∆x
> 1 (C.6)

4µ

∆x
>

2µ

∆x
+

2η

∆y
+ Σt (C.7)

2µ

∆x
>

2η

∆y
+ Σt (C.8)

2 > 2
η

µ

∆x

∆y
+

Σt∆x

µ
(C.9)

In the case where square cells are used and the value of µ and η are the same and in the first

quadrant, (C.9) reduces to:

0 >
Σt∆x

µ
. (C.10)

Each quantity in the term on the right hand side of equation (C.10) is a positive quantity and

therefore it is impossible for the RHS of the equation to be smaller than zero. Hence we have a

contradiction and so in this case we will have a negative flux no matter what the value of x.

C.2 Box method

Similarly for the box method, using the numbering shown in figure 6.1 for the nodes, we have,

for a cell with zero source:

µ

2∆x
(ψ3 + ψ2 − ψ4 − ψ1) +

η

2∆y
(ψ4 + ψ3 − ψ1 − ψ2) + Σt (ψ1 + ψ2 + ψ3 + ψ4) = 0 (C.11)

Assume that the cell considered has a non-zero source in the cell to the west, but that there is

a zero boundary condition along the lower boundary of the cell. This means that ψ1 and ψ2 are

zero and that ψ3 and ψ4 will be non-zero.
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ψ3 can also therefore be expressed in terms of ψ4 as follows:

ψ3 = ψ4

(
µ

2∆x −
η

2∆y − Σt

µ
2∆x + η

2∆y + Σt

)
(C.12)

Considering the case where µ = η and ∆x = ∆y, we have:

ψ3 = ψ4

(
−Σt
µ

∆x + Σt

)
(C.13)

The angular cosine, cell width and total cross chapter are all positive and so given a positive

incoming flux at 4 it will produce a negative flux at 3 no matter what the cell size.



D. Equivalence of DD1-Hébert

scheme with a bi-quadratic box

scheme

As previously mentioned in section 6.9, it needs to be shown that the trial functions in the 2nd

order box scheme satisfy the auxiliary equations given by the 1st order Hébert scheme. This is

sufficient to show that the first 4 Legendre polynomials of the two methods are equivalent.

To make the comparison slightly easier, the normalisation of the Legendre Polynomials used in

Hébert’s method will be changed such that the reference cell varies from [−1,+1] along each

axis and the polynomials (for a given axis) satisfy equation (3.18) when integrated together.

Hébert’s WR equations then become:

µ

∆x
(Φ0

e − Φ0
w) +

η

∆y
(Φ0

n − Φ0
s) + ΣtΦ

00
c = Q00

c (D.1)

3µ

∆x
(Φ0

e + Φ0
w − 2Φ00

c ) +
η

∆y
(Φ1

n − Φ1
s) + ΣtΦ

10
c = Q10

c (D.2)

µ

∆x
(Φ1

e − Φ1
w) +

3η

∆y
(Φ0

n + Φ0
s − 2Φ00

c ) + ΣtΦ
01
c = Q01

c (D.3)

5µ

∆x
(Φ1

e + Φ1
w − 2Ψ01

c ) +
5η

∆y
(Φ1

n + Φ1
s − 2Ψ10

c ) + ΣtΦ
11
c = Q11

c (D.4)

Similarly, the auxiliary equations become:

0 = Φ0
e − Φ0

w − 2Φ10
c (D.5)

0 = Φ1
e − Φ1

w − 2Φ11
c (D.6)

0 = Φ0
n − Φ0

s − 2Φ01
c (D.7)

0 = Φ1
n − Φ1

s − 2Φ11
c (D.8)
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Φn denotes the angular flux on node n of figure 6.13. The bi-quadratic within-cell variation can

be represented as a function of the nodal values using Lagrange polynomials as follows:

Φ(ζ, γ) =
1

4
ζγ(ζ − 1)(γ − 1)Φ1 +

1

4
ζγ(ζ + 1)(γ − 1)Φ2 +

1

4
ζγ(ζ + 1)(γ + 1)Φ3

+
1

4
ζγ(ζ − 1)(γ + 1)Φ4 +

1

2
γ(1− ζ2)(γ − 1)Φ5 +

1

2
ζ(ζ + 1)(1− γ2)Φ6

+
1

2
γ(1− ζ2)(γ + 1)Φ7 +

1

2
ζ(ζ − 1)(1− γ2)Φ8 + (1− ζ2)(1− γ2)Φ9 (D.9)

This can be rearranged in terms of Legendre polynomials as follows:

Φ(ζ, γ) =Φ00
c P00(ζ, γ) + Φ10

c P10(ζ, γ) + Φ01
c P01(ζ, γ)

+Φ11
c P11(ζ, γ) + Φ20

c P20(ζ, γ) + Φ02
c P02(ζ, γ)

+Φ21
c P21(ζ, γ) + Φ12

c P12(ζ, γ) + Φ22
c P22(ζ, γ) (D.10)

With the cell-central moments defined as follows:

Φ00
c =

1

36
(Φ1 + Φ2 + Φ3 + Φ4 + 4Φ5 + 4Φ6 + 4Φ7 + 4Φ8 + 16Φ9) (D.11)

Φ10
c =

1

12
(−Φ1 + Φ2 + Φ3 − Φ4 + 4Φ6 − 4Φ8) (D.12)

Φ01
c =

1

12
(−Φ1 − Φ2 + Φ3 + Φ4 − 4Φ5 + 4Φ7) (D.13)

Φ11
c =

1

4
(Φ1 − Φ2 + Φ3 − Φ4) (D.14)

Φ20
c =

1

18
(Φ1 + Φ2 + Φ3 + Φ4 − 2Φ5 + 4Φ6 − 2Φ7 + 4Φ8 − 8Φ9) (D.15)

Φ02
c =

1

18
(Φ1 + Φ2 + Φ3 + Φ4 + 4Φ5 − 2Φ6 + 4Φ7 − 2Φ8 − 8Φ9) (D.16)

Φ21
c =

1

6
(−Φ1 − Φ2 + Φ3 + Φ4 + 2Φ5 − 2Φ7) (D.17)

Φ12
c =

1

6
(−Φ1 + Φ2 + Φ3 − Φ4 − 2Φ6 + 2Φ8) (D.18)

Φ22
c =

1

9
(Φ1 + Φ2 + Φ3 + Φ4 + 2Φ5 + 2Φ6 + 2Φ7 + 2Φ8 + 4Φ9) (D.19)
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Cell edge variation can then be represented as:

Φw(γ) = (Φ00
c − Φ10

c + Φ20
c )P0(γ) + (Φ01

c − Φ11
c + Φ21

c )P1(γ) + (Φ02
c − Φ12

c + Φ22
c )P2(γ) (D.20)

Φe(γ) = (Φ00
c + Φ10

c + Φ20
c )P0(γ) + (Φ01

c + Φ11
c + Φ21

c )P1(γ) + (Φ02
c + Φ12

c + Φ22
c )P2(γ) (D.21)

Φs(ζ) = (Φ00
c − Φ01

c + Φ02
c )P0(ζ) + (Φ10

c − Φ11
c + Φ12

c )P1(ζ) + (Φ20
c − Φ21

c + Φ22
c )P2(ζ) (D.22)

Φn(ζ) = (Φ00
c + Φ01

c + Φ02
c )P0(ζ) + (Φ10

c + Φ11
c + Φ12

c )P1(ζ) + (Φ20
c + Φ21

c + Φ22
c )P2(ζ) (D.23)

Thus the constant and linear cell edge values would be given by:

Φ0
w = Φ00

c − Φ10
c + Φ20

c (D.24)

Φ0
e = Φ00

c + Φ10
c + Φ20

c (D.25)

Φ0
s = Φ00

c − Φ01
c + Φ02

c (D.26)

Φ0
n = Φ00

c + Φ01
c + Φ02

c (D.27)

Φ1
w = Φ01

c − Φ11
c + Φ21

c (D.28)

Φ1
e = Φ01

c + Φ11
c + Φ21

c (D.29)

Φ1
s = Φ10

c − Φ11
c + Φ12

c (D.30)

Φ1
n = Φ10

c + Φ11
c + Φ12

c (D.31)

Equations (D.24) to (D.31) can be rearranged to give the auxiliary equations provided by

Hébert’s scheme, and thus both methods give equivalent Legendre polynomial coefficients for

the first 4 Legendre polynomials (Φ00
c ,Φ

10
c ,Φ

01
c ,Φ

11
c ). Setting the boundary conditions correctly

in Hébert’s scheme results in the zeroth and first order edge values being equivalent to those

given by the box scheme.

Equations (D.24)-(D.31) provide a means of combining the edge values and the cell-central

moments calculated in Hébert’s scheme to give the next 4 cell central Legendre polynomial

coefficients: Φ20
c ,Φ

02
c ,Φ

21
c ,Φ

12
c . However, Φ22

c cannot be calculated from the unknowns solved

for in Hébert’s scheme, because this information has been averaged out.
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