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Abstract

Resources arise whenever there is some constraint, either practical or fundamental. Studying

the structures that arise in connection to these resources can enhance our understanding of

important features in quantum information theory. Furthermore, the manipulation of these

resources can improve our ability to perform computational tasks, in certain cases providing

a quantum advantage over the classical analogue. In this thesis we study the structure of

resources in thermodynamics, in particular the structure of passivity, with a novel geometric

approach. Then we provide a classification scheme for quantum resources under symmetry

constraints, considering both the abstract structures and their consequences. Finally, we study

computational resources for resampling algorithms on quantum computers, and how quantum

resources enable a proven quantum advantage for a class of algorithms called Bernoulli factories.
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Chapter 1

Introduction

It is becoming increasingly di�cult to define what the field of quantum information is about.

For much of its early development, quantum information theory focused on the consequences

of quantum mechanics for the pre-existing notions of computation and communication [3–5].

While these remain central areas of research, the field has expanded into many other areas,

from thermodynamics [6, 7] to quantum many-body physics [8] to high energy physics [9].

Nonetheless, a common theme or philosophy that permeates through many of these branches

of quantum information theory is a focus on resources. These resources come in a number of

flavours, ranging from practical resources that allow a certain physical operation to be performed

in the laboratory, to the computational resources required to run a given quantum algorithm.

This highlights the simple, operational approach that drives much of the field; it is about what

we can do with quantum technologies given both practical and fundamental constraints, and

what the minimal requirements are to achieve it.

This focus on resources has also been fruitful in understanding the fundamental features of

quantum information and how it can be used in di↵erent scenarios. Entanglement was the first

facet of quantum mechanics to be viewed from this perspective, characterised as that which

could not be created through local operations and classical communication [10]. Since then,

resource-led approaches have enhanced our understanding of quantum coherence [11], quantum
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reference frames [12], and magic in quantum computation [13] to name a few.

This proliferation of resources in quantum information theory has motivated the study of

the common structures and abstract features of resources. These have been termed ‘Resource

Theories’ [14,15]. An abstract resource is defined by constraints; only certain operations are easy

to implement, and these are called the free operations. This includes states that can be easily

prepared, likewise called free states. While these mathematical structures are interesting in their

own right, resource-theoretic approaches provide a standard framework to analyse practically

important scenarios.

This thesis looks at several di↵erent aspects of resources in quantum information theory.

We consider the abstract structures that arise in connection to resources in a variety of settings,

and we also consider how they can be manipulated to implement important operations and

algorithms.

1.1 The Geometry of Passivity

The first part of the thesis considers thermodynamic resources. Passivity is the property of not

being able to extract work from a system. In other words, it describes whether a system is a

useful resource. Furthermore, this property characterises Gibbs states – the states associated

with systems in equilibrium, and the cornerstone of equilibrium statistical mechanics.

Our focus here is the structure of these thermodynamic resources. By recasting this physical

property in geometric terms, the derivation of the Gibbs state becomes simple and clear, with

many important consequences made obvious. Furthermore, this geometric framework intro-

duces a natural measure of deviation from thermal equilibrium, o↵ering a new non-equilibrium

thermodynamic variable. This highlights the usefulness of the resource-led approach, highlight-

ing new structures in well-established frameworks and enhancing our understanding of di↵erent

areas of physics.
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1.2 Resources from Symmetry Constraints

The second part of this thesis looks at resources arising from symmetry constraints. Symme-

try principles are vital to diverse areas of physics, and they have important consequences for

quantum information. This is a di↵erent type of resource to that considered in the first sec-

tion, but one that has applications in quantum reference frames, thermodynamics and quantum

computation.

Again the abstract structures of resources are our primary focus in this section, and we

introduce a framework that classifies the di↵erent types of resources that can exist for a given

symmetry constraint. However, we also consider how this classification framework provides

coarse-grained information about dynamics in this context, and more importantly about the

resources required to lift these constraints.

1.3 Resampling Algorithms for Quantum Computers

This moves us onto the final part of this thesis, which is concerned with the practical manipula-

tion of computational resources, in particular for resampling algorithms on quantum computers.

First we consider a family of algorithms called Bernoulli factories, studying the computational

limitations of these schemes, and how quantum resources can lift those constraints. We also

quantify the resources needed to perform a given Bernoulli factory algorithm. Our aim is to pro-

vide an intuitive understanding of how quantum resources enable a previously known quantum

advantage.

Following on, we study a di↵erent type of resampling algorithm devised by Kitaev and Webb.

Our aim here is to promote this as a useful primitive from which more complex algorithms can

be built, making this algorithm a potentially useful resource for future quantum programmers.

We analyse the fidelity of this algorithm for near-term implementations, and we explore how

the scheme can be extended to non-linear resampling.

11



Part I

The Geometry of Passivity
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Chapter 2

A planar and simple derivation of

the Gibbs state

Since its inception in the development of steam engines, thermodynamics has been concerned

with e�ciently extracting useful work from systems, putting the analysis of resources at the

heart of the subject. More recently, resource-led approaches have clarified many conceptual

issues with quantum phenomena in the context of thermodynamics, most notably coherence.

This chapter is concerned with one way to analyse work extraction from quantum systems.

Centering on the notion of passivity, it characterises whether a state is a useful resource.

• After motivating passivity as a means to derive the Gibbs state, a new proof of the condi-

tions for passivity in finite-dimensional quantum systems is given, based on bistochasticity.

• The bulk of the chapter builds up a novel geometric perspective on passivity and complete

passivity for finite-dimensional quantum systems, viewing passivity as a total ordering of

vectors in R2. Furthermore, many copies of a state are naturally represented by a convex

shape called the asymptotic ✏-s ensemble.

• Using this geometric framework, we present a simple and transparent derivation of the

Gibbs state, and discuss some of its immediate consequences.

13



While the end result that the Gibbs states are the completely passive states is well known in

the literature, the approach here is a novel one. The new contributions of this chapter are:

• In Section 2.2.2, a new proof of the necessary and su�cient conditions for a quantum state

to be passive is given, using properties of majorization.

• A new description of passive states called the ✏-s ensemble is introduced and passivity is

recast as an ordering of vectors in R2, while also accommodating multiple copies of states

in this novel framework.

• The asymptotic ✏-s ensemble is defined and used to describe the many-copy limit and

some basic properties of these objects are defined.

• Section 2.6 sets out a new geometric derivation of the Gibbs states as the only completely

passive states, providing the transparency and intuition that was lacking from previous

derivations. This reveals new results such as the fact that all passive qubit states are

completely passive.

This chapter and the next are based on work presented in [2], done in collaboration with Rhea

Alexander, Nick Koukoulekidis and David Jennings.

2.1 Motivation – Why Passivity?

Equilibrium statistical mechanics is a well-developed branch of physics with numerous applica-

tions. The lead character in this drama is the Gibbs state. One could simply posit this from

the beginning, however it is desirable to have a firm foundation on which to justify its starring

role. Several di↵erent approaches have been used to justify the Gibbs state, including:

• Micro-canonical ensemble derivation [16] – assuming equal a priori probabilities over en-

ergies for some large system, the marginal state of a small subsystem is found to be the

Gibbs state.

14



• Maximum Entropy derivation [17, 18] – this explicitly approaches statistical mechanics

as an inference problem. The Gibbs state is the maximally unbiased description of the

system subject to an energy constraint.

• Dynamical derivations [19–21] – the dynamical evolution of a system is studied as it

equilibrates, with a focus on thermalisation and typicality, studying how a notion of

temperature emerges.

Each of these approaches emphasises di↵erent aspects of the physics. In this work, we focus

on another path that takes a simple, operational approach to justifying the Gibbs state –

passivity [22–24]. The Gibbs state is characterised by an inability to extract work from it, no

matter how many copies of the system we have. In essence, the approach considers whether the

state of the system is useful to us as a thermodynamic resource.

The simplicity of this approach is well-suited to exploring thermodynamics in quantum sys-

tems. It highlights the structural aspects of the theory, in particular the conceptual ingredients

needed to establish a notion of equilibrium. Furthermore, this approach was originally devel-

oped in the context of statistical mechanics for infinite-dimensional quantum systems, therefore

it is able to handle more complex scenarios where algebraic techniques are needed [25]. The

utility of passivity is evident from the attention it has received in recent years, applied in study-

ing work-extraction from non-equilibrium states [26–29], generalised Gibbs states [30–34] and

quantum information-theoretic approaches to thermodynamics [7, 35–38].

Despite the simplicity of the core idea, early formulations of passivity in the infinite-

dimensional setting were presented in the language of C⇤-algebras and su↵ered from being

abstract and inaccessible. Specialising to finite-dimensional quantum systems, Lenard provided

a more user-friendly presentation of these ideas [23]. More recent work has framed passivity

in terms of ‘virtual temperatures’ [24], however we desire a more intuitive picture of how the

Gibbs state emerges from this simple physical principle.
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This work follows the spirit of Lenard, emphasising clarity over abstraction. Using a novel

geometric framework, we recast passivity as a total ordering of vectors. A simple geometric

derivation of the Gibbs state follows naturally from this framework. We proceed from two core

ingredients: passivity and extensivity.

2.2 Passivity

Passivity is a physical and operationally-motivated concept that is best illustrated through

simple examples. Throughout this chapter, the average energy of a state ⇢ is given by hHi =

tr
�
H⇢
�
.

Example 2.1: Passifying a state

Consider a three-level quantum system with Hamiltonian H = |1i h1|+2 |2i h2|+3 |3i h3|.

The average energy of the state

⇢ =
1

4
|1i h1|+ 1

4
|2i h2|+ 1

2
|3i h3| (2.1)

can be deterministically lowered by swapping levels 1 and 3, achieved by applying the

unitary U1 = |1i h3| + |3i h1| + |2i h2|. The average energy of the new state ⇢p = U1⇢U
†
1

cannot be further lowered by any unitary.

Now consider the pure state

| i = 1p
3
(|1i+ |2i+ |3i), (2.2)

which can be transformed to the ground state |1i by the unitary

U2 =
1p
3

0

BBBBBB@

1 1 1

1 ! !2

1 !2 !

1

CCCCCCA
, (2.3)

where ! := e
2⇡i
3 . Clearly, the average energy cannot be lowered any further.
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Here, ⇢p and |1i are examples of passive states, their energy impossible to lower by unitary

transformations.

2.2.1 Definition of Passivity

We now put this intuition on a formal footing, as originally defined in [22].

Definition 2.1: Passivity

A state ⇢ of a quantum system with Hamiltonian H is passive if tr
�
HU⇢U †� � tr(H⇢)

for all unitaries U acting upon the system.

To maintain mathematical simplicity and clarity, we consider only finite-dimensional quan-

tum systems whose energies are bounded, but the definition extends to infinite-dimensional

systems [22].

With this definition in mind, it is natural to partition the state space into unitary orbits,

M(⇢) := {U⇢U † : U 2 U(d)}, sets of mutually accessible states under unitary operations.

Passive states are the energetic minima of these orbits, and the definition guarantees at least

one passive state for each orbit. Furthermore, passive states provide a notion of ‘equilibrium’

states, acting as natural representatives for each orbit. The orbit construction is a common way

to analyse resources in quantum information theory, and we consider them extensively in the

second part of this thesis.

At first sight, the definition of passivity has a similar flavour to the Kelvin-Planck formu-

lation of the Second Law [39], which forbids work extraction from thermalised, adiabatically

isolated systems. However, passivity does not invoke the full machinery of thermodynamics. In

a sense prior to the thermodynamic framework, passivity is a basic physical statement about

deterministic extraction of energy from a system. It remains valid beyond the usual equilibrium

domain, making it well-suited to analysing the thermodynamics of individual quantum systems.
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2.2.2 Conditions for Passivity

When can work be extracted from a quantum system? Necessary and su�cient conditions for

a finite-dimensional quantum state to be passive were first derived in [23].

Theorem 2.1: Conditions for Passivity

Consider a d-dimensional quantum system with Hamiltonian H, with eigenvalue decom-

position H =
P

d

i=1
✏i |eii hei|. A state ⇢ of that system is passive i↵

• [⇢, H] = 0 and,

• for eigenvalue decomposition ⇢ =
P

d

i=1
pi |eii hei|, then ✏i  ✏j implies pi � pj for

all i and j in {1, . . . , d}.

Firstly, note that a passive state is block-diagonal in the energy basis, eliminating the

possibility of any coherence between di↵erent energy subspaces. The second condition pertains

to the relative ordering between eigs(⇢) and eigs(H), and they should be ‘anti-ordered’ in a

passive state. It is useful to introduce the notation x
" to denote that the entries of the vector

x are in non-decreasing order. Similarly the entries of x# are in non-increasing order.

Given that unitary transformations can be related to bistochastic operations on the diagonal

entries of ⇢, the following result is therefore important in the context of passivity.

Lemma 2.1: Dot products under ordering and bistochastic mixing

Given two real finite-dimensional vectors x and y, and a bistochastic matrix B,

x
" · y" � x

" · (By)" � x · (By) � x
" · (By)# � x

" · y# . (2.4)

The outer inequalities in this lemma are proved in [40], while the inner inequalities derive

from the rearrangement inequality [41]. We can now provide a new proof of the conditions for

passivity using bistochasticity.

Proof. Without loss of generality, we can assume that ✏ = ✏", since this amounts to a relabelling
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of the energy basis.

First, assume that ⇢ satisfies [⇢, H] = 0 with eigenvalues anti-ordered with ✏ (i.e. ✏i  ✏j

implies pi � pj). By assumption, ⇢ is diagonal in the energy basis, such that

⇢ =
dX

i=1

pi |eii hei| (2.5)

with p1 � · · · � pd, and the average energy is tr[H⇢] = ✏" · p#. The average energy of U⇢U † is

tr[HU⇢U †] =
X

i,j

✏i pj | hei|U |eji |2 = ✏" · (Bp
#) , (2.6)

where B is a bistochastic matrix with elements Bij = | hei|U |eji |2. However, Lemma 2.1 implies

that this is greater than or equal to the average energy of ⇢ for all unitaries U acting upon the

system, hence ⇢ is passive.

Conversely, assume that ⇢ is passive. Expressing the state in the energy basis,

⇢ =
X

i,j

⇢ij |eii hej | , (2.7)

which gives an average energy

tr[H⇢] =
X

i

✏i⇢ii = ✏
" · diag(⇢) . (2.8)

By the Schur-Horn theorem [42], diag(⇢) � eigs(⇢) = p
#. This implies that there exist a series

of ‘Robin Hood’ transformations Ti (bistochastic transformations that only act non-trivially on

a two-dimensional subspace) [42], such that

diag(⇢) = Td�1 . . . T1p
#. (2.9)

Lemma 2.1 implies that tr[H⇢] = ✏
" · diag(⇢) � ✏

" · p#. Moreover, there exists a unitary

transformation that diagonalises ⇢, therefore ✏" · diag(⇢)  ✏
" · p# because ⇢ is passive, hence

✏
" · diag(⇢) = ✏" ·p#. Furthermore, this must be true regardless of the basis that diagonalises ⇢,

therefore

✏
" · (I� T )p# = 0 . (2.10)
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for all Robin Hood transformations T . For T acting on the i and j components,

(1� Tii)✏ipi + (1� Tjj)✏jpj � Tij✏ipj � Tji✏jpi = 0 , (2.11)

which simplifies to

Tij(✏j � ✏i)(pj � pi) = 0 (2.12)

because T is bistochastic. There are two scenarios to consider:

• ✏i 6= ✏j . If pi = pj , then there is no constraint on T , but if pi 6= pj , then Tij = 0, which

implies T = I.

• ✏i = ✏j . There are no further constraints on T other than it is bistochastic.

The corresponding unitaries cannot mix p
# across di↵erent energy subspaces. This proves that

⇢ is block diagonal in the energy basis, hence [⇢, H] = 0, and that ✏i  ✏j implies pi � pj .

Using bistochasticity in this proof emphasises the connection between passivity and ordering.

This link will be expanded upon later in the chapter when we recast passivity as a total ordering

of vectors. We also note in passing that Lemma 2.1 also implies that the most active states have

[⇢, H] = 0 and p ordered with respect to the energy. Therefore, the maximal work (ergotropy)

that can be extracted from the state ⇢ is ✏" · (p" � p
#).

2.3 Extensivity

Passivity alone does not specify a Gibbs state. A further ingredient can be motivated by

returning to the definition of passivity, which was given relative to the Hamiltonian of the

system. Why not choose a di↵erent observable to H? This arises in the context of generalised

Gibbs states, where non-commuting observables play a non-trivial role in the thermodynamics

of the system [30–34]. Di↵erent observables relate to other types of resources, not just those

from which work can be reversibly extracted.
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Even restricting to energetic considerations, why not define passivity with respect to the

second moment, hH2i, or higher moments? If we do, the same set of states as the original

definition are again picked out as passive. In fact, the same passive states are found whenever

passivity is defined relative to hf(H)i for any monotonically increasing function f , because the

conditions in Theorem 2.1 only depend on the relative ordering of the eigenvalues, as emphasised

in our majorization-based proof.

An analogous issue arises in other derivations of the Gibbs state, including the MaxEnt

approach [17,18], where entropy is maximised given a fixed hHi to obtain a state in Gibbs form,

�� =
1

Z�
e��H . (2.13)

Maximising the entropy with respect to a fixed value of hH2i instead gives

�0
�
/ e��H

2
, (2.14)

certainly not a Gibbs state.

The extra physical ingredient that is required to single out hHi and derive the Gibbs state

is extensivity. This relates to how observables behave when systems combine. It is clear that H

is an extensive observable, while other powers of H are not. Physically, this is because energy

is additively conserved microscopically.

The issues become apparent when considering multiple systems. Consider two systems, each

in a passive state for their respective Hamiltonians. In general, the composite system is not

guaranteed to be passive under the combined Hamiltonian. The number of copies needed to

extract work from a state quantifies how useful it is as a work resource, motivating the following

definition [23].

Definition 2.2: k-Passivity and Complete Passivity

A quantum state ⇢ of a system with Hamiltonian H is k-passive if ⇢⌦k is passive under

P
k

i=1
Hi. If a state is k-passive for all integers k � 1, it is completely passive.
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For finite-dimensional systems, the completely passive states are essentially the Gibbs states [22,

23]. We present a novel geometric proof of this well-known result that makes this conclusion

transparent and inevitable, using the framework introduced in the next few sections.

2.4 A Geometric Perspective on Passivity

At the heart of our framework is the ✏-s ensemble, which we now define. Crucially, passivity

becomes a simple geometric criterion.

2.4.1 The ✏-s Ensemble

Consider a finite-dimensional quantum system with HamiltonianH, and a passive state ⇢ of that

system. For simplicity, we assume that H is non-degenerate, leaving discussion of degenerate

energy spectra until Section 2.7. In light of Theorem 2.1, we need only consider the eigenvalues

(pi) = eigs(⇢) and (✏i) = eigs(H). All relevant information about the system and its state is

encoded in these two sets of eigenvalues. A state can then be represented as a set of points in

R2, using the pairs {(✏i, pi) : 1  i  d}.

Unfortunately, this representation is ill-suited to handling the composition of systems. The

central problem is that the energies and probabilities are treated di↵erently when systems

combine. Energy is additive, whereas probabilities multiply. Taking additivity seriously, a

more natural representation substitutes pi with si := � log pi, a “single instance” entropy. No

information about the system is lost, however manipulations become much simpler, harmonising

with vector addition in R2. This new representation is formally defined as follows.

Definition 2.3: ✏-s Ensemble

Given a finite-dimensional quantum system with Hamiltonian H =
P

d

i=1
✏i |eii hei|, for

any full-rank state ⇢ =
P

d

i=1
pi |eii hei|, the associated ✏-s ensemble is V(⇢) := {vi : 1 

i  d}, where vi := (✏i, si).
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Technically, this definition only applies to full-rank states, preventing si ! 1 as pi ! 0.

Nonetheless, si can be made arbitrarily large (pi > 0 can be arbitrarily small). The restriction

to full-rank states does not constrain the physics at all. Any lower rank state � is physically

indistinguishable from the full rank state (1� �) � + � I/d for su�ciently small � > 0.

The name “✏-s ensemble” alludes to the physical interpretation of this set. Weighting the

elements of V(⇢) by the corresponding probabilities pi, the expectation values of the two com-

ponents are the average energy and von Neumann entropy of ⇢. We will explore this further in

Section 3.1.

2.4.2 Passivity as a Total Order on Vectors

The importance of this geometric representation is the simple form of the passivity conditions,

which become a purely geometric property in R2, stated as a total ordering for vectors.

Definition 2.4: Total Ordering of Vectors

Two vectors ri := (xi, yi) and rj := (xj , yj) in R2 are ordered ri  rj if xi  xj and

yi  yj . Moreover, a set R = {r1, r2, . . . } of vectors in R2 is totally ordered if, for any

two ri, rj 2 R, then either ri  rj or rj  ri.

This allows us to reformulate the necessary and su�cient conditions for a state to be passive

in a particularly simple form.

Lemma 2.2: Passivity as a Total Order

For a d-dimensional quantum system with Hamiltonian H, a state ⇢ satisfying [⇢, H] = 0

is passive i↵ its ✏-s ensemble V(⇢) is totally ordered.

Proof. This is a direct consequence of Theorem 2.1, since � log pi  � log pj i↵ pi � pj .

Although this lemma merely recasts Theorem 2.1 in a new framework, this result is at the

heart of our derivation of the Gibbs state and its consequences. The simplicity of this geometric
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Figure 2.1: Passivity () totally ordered ✏-s ensemble. For any vi 2 V(⇢),

the remaining points of the ✏-s ensemble must lie in the shaded regions for the state

to be passive. Reproduced from [2].

condition is illustrated in Figure 2.1, with passivity determined by the relative positions of the

✏-s ensemble elements.

2.5 A Geometric Perspective on Complete Passivity

Passivity concerns an individual system, while k-passivity and complete passivity shift the focus

towards multiple independent, identically prepared systems. Our geometric framework again

provides a novel perspective on these properties.

2.5.1 k-Passivity and the Regularised ✏-s Ensemble

The ✏-s ensemble naturally handles multiple systems because it respects additivity. Specifically,

given states ⇢ and � with ✏-s ensembles V(⇢) and V(�) respectively, the state ⇢ ⌦ � has ✏-s

ensemble

V(⇢⌦ �) = {vi +wj : vi 2 V(⇢),wj 2 V(�)}, (2.15)

where + denotes usual vector addition in R2. This mathematical structure is called the

Minkowski sum [43], which we denote �, therefore V(⇢⌦ �) = V(⇢)� V(�).
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To prevent the graphical representation becoming unwieldy, it is beneficial to scale the

elements of V(⇢) by the number of copies of the system, regularising the ✏-s ensemble.

Definition 2.5: Regularised ✏-s ensemble

For a state ⇢ of a d-dimensional system with ✏-s ensemble V(⇢) = {v1, . . . ,vd}, the

regularised ✏-s ensemble for k independent identically prepared copies of the system is

Vk(⇢) :=
1

k
V(⇢⌦k) =

(
1

k

dX

i=1

ci vi : ci 2 N,
dX

i=1

ci = k

)
. (2.16)

Scaling by the number of copies means that Vk(⇢) is constructed by taking convex combi-

nations of the original ensemble, as shown by the following example.

Example 2.2: Additivity for ✏-s ensembles

A qubit system (d = 2) has ✏-s ensemble V(⇢) = {v1,v2}. The regularised ✏-s ensemble

for two copies of the state is

1

2
V(⇢⌦2) =

⇢
v1,

1

2
(v1 + v2),v2

�
, (2.17)

and for three copies,

1

3
V(⇢⌦3) =

⇢
v1,

1

3
(v1 + 2v2),

1

3
(2v1 + v2),v2

�
. (2.18)

Note how the scaling ensures the points are convex combinations of the original elements

in V(⇢).

We give further examples for a qutrit in Figure 2.2. Importantly, k-passivity for quantum

states becomes a simple geometric criterion.

Lemma 2.3: k-passivity as a total order

A state ⇢ of a d-dimensional quantum system with Hamiltonian H is k-passive i↵ [⇢, H] =

0 and Vk(⇢) is totally ordered.
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Figure 2.2: Regularised ✏-s ensembles for multiple copies of a passive qutrit

state ⇢. Increasing the number of copies of the system increases the number of points

in Vk(⇢), taking convex combinations of the single copy ensemble V(⇢) (top left) and

tending towards the asymptotic version V1(⇢) (bottom right, and introduced in the

next section). Reproduced from [2].

Proof. This is Lemma 2.2 applied to the ✏-s ensemble of k copies of the state.

This new compact characterisation of k-passivity opens up scope for further study. The

mathematical construction of the regularised ✏-s ensemble Vk(⇢) features in additive combina-

torics, where it is termed the k’th sumset [44]. It remains an open question whether results in

additive combinatorics can be applied to the study of k-passivity.

2.5.2 Asymptotic ✏-s Ensemble

Complete passivity concerns arbitrary numbers of copies, extending k-passivity over all k 2 N.

We therefore define an asymptotic version of the ✏-s ensemble, taking the limit of Vk(⇢) as

k ! 1.
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Definition 2.6: Asymptotic ✏-s Ensemble

The asymptotic ✏-s ensemble V1(⇢) of a system in the state ⇢, with Hamiltonian H, is

the set of limit points x of sequences (x1,x2, . . . ), where xk 2 Vk(⇢), with convergence

to x under the standard vector norm on R2.

This technical definition can be viewed more intuitively by noting that points in the reg-

ularised ensemble are convex combinations of the single-copy ensemble V(⇢), made clear by

expressing Vk(⇢) as

Vk(⇢) =

(
dX

i=1

qi vi : qik 2 Zk ,
dX

i=1

qi = 1

)
, (2.19)

where vi 2 V(⇢). This set ranges over all probability distributions {qi} with d rational compo-

nents qi 2 Zk/k. As k ! 1, these probabilities tend towards non-negative real numbers. The

following lemma makes the intuition of Figure 2.2 rigorous, o↵ering a simple characterisation

of the asymptotic ensemble.

Lemma 2.4: Asymptotic ensemble as the convex hull of V(⇢)

For a d-dimensional system with Hamiltonian H, and state ⇢ with [⇢, H] = 0 and ✏-s

ensemble V(⇢),

V1(⇢) = conv
⇥
V(⇢)

⇤
, (2.20)

where conv
⇥
V(⇢)

⇤
denotes the convex hull of V(⇢).

Proof. First, we show that V1(⇢) ✓ conv
⇥
V(⇢)

⇤
. Definition 2.6 specifies that for a given x 2

V1(⇢), there exists a sequence of vectors (x1,x2, . . . ) where xk 2 Vk(⇢), such that for any

� > 0 there is an N 2 N such that ||x � xk||  � for all k � N . Definition 2.5 implies

that xk 2 conv[V(⇢)] for all k. For a finite-dimensional system, |V(⇢)| is finite, therefore

conv[V(⇢)] is a closed compact set in R2, which implies that the limit point x 2 conv[V(⇢)],

hence V1(⇢) ✓ conv[V(⇢)].

Now we prove the converse, namely that conv[V(⇢)] ✓ V1(⇢). Given x 2 conv[V(⇢)], such
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that x =
P

d

i=1
qivi, where qi 2 [0, 1] for all i and

P
d

i=1
qi = 1, we construct a sequence of

vectors xk =
P

d

i=1
civi with coe�cients

ci =

8
>>>><

>>>>:

bqikc
k

, i = 1, . . . , d� 1

1�
P

d�1

j=1

bqjkc
k

, i = d,

(2.21)

where b·c is the floor function. Since
P

d

i=1
ci = 1 and cik 2 Zk for all i = 1, . . . , d, we know

that xk 2 Vk(⇢) for all k 2 N. To prove that the sequence converges to x, let qi =
P1

j=1
di,j10�j

be the decimal expansion of the i-th coe�cient of x. For a � > 0, choose an integer N = 10n,

where n 2 N and n > max {� log �, 0}. Then, for any k � N ,

����
bqikc
k

� qi

���� = qi �
bqikc
k

�
bqikc  qik

�
(2.22)

 qi �
nX

j=1

di,j10
�j

�
k � N

�
(2.23)

=
1X

j=n+1

di,j10
�j

�
decimal expansion of qi

�
(2.24)

< 10�n < �
�
� n < min {log �, 0}  log �

�
. (2.25)

The coe�cient ci converges to qi, including cd ! 1 �
P

d�1

j=1
qj = qd, therefore (x1,x2, . . . )

converges to x under the standard vector norm, hence conv[V(⇢)] ✓ V1(⇢).

We have shown that V1(⇢) ✓ conv
⇥
V(⇢)

⇤
✓ V1(⇢), therefore V1(⇢) = conv

⇥
V(⇢)

⇤
.

2.5.3 Some Properties of the Asymptotic Ensemble

Figure 2.3 provides some simple examples of asymptotic ✏-s ensembles, emphasising the con-

nection between V1(⇢) and conv
⇥
V(⇢)

⇤
. The structure of a passive state is therefore described

by a convex polygon in the R2 plane.

The geometric properties of the asymptotic ensemble are encoded in the elements of V(⇢).

Consider a d–dimensional system with Hamiltonian H, with maximum and minimum energies

✏max := max eigs(H) and ✏min := min eigs(H) respectively. We note the following features of

asymptotic ensembles.
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Figure 2.3: Examples of passive asymptotic ✏-s ensembles. These totally

ordered ✏-s ensembles V(⇢) = {v1, . . . ,v7} correspond to four possible passive states

of a 7-d quantum system with Hamiltonian H = diag{1, 2, . . . , 7}. The blue region is

the convex hull of V(⇢). We shall prove shortly that if the area of the convex hull is

zero (as in (d)), then ⇢ is completely passive. Reproduced from [2].

1. V1(⇢) ✓ Vk(⇢) ⇢ V1(⇢) for all k � 1, and the closure of [1
k=1

Vk(⇢) equals V1(⇢). However,

it is not generally true that Vj(⇢) ⇢ Vk(⇢) for j < k, e.g. V2(⇢) * V3(⇢).

2. The asymptotic ensemble V1(⇢) of a passive state ⇢ has:

• upper boundary: piece-wise linear concave function fupper(✏) on [✏min, ✏max],

• lower boundary: piece-wise linear convex function flower(✏) on [✏min, ✏max].

Although any piece-wise linear convex or concave function on a region can be used to

(non-uniquely) define a passive state, not all convex shapes constructed by such linear

piece-wise functions will be the asymptotic ensemble for some passive state – a simple

counter-example is a square.
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3. When composing systems, the asymptotic ensembles combine according to

V1(⇢⌦ �) = conv [V(⇢⌦ �)] = conv [V(⇢)� V(�)] (2.26)

= conv[V(⇢)]� conv[V(�)] = V1(⇢)� V1(�), (2.27)

respecting the Minkowski sum.

2.6 A geometric derivation of the Gibbs state

The geometric framework that we have built up is the setting for our derivation of the Gibbs

state, at the heart of which is the following result.

Lemma 2.5: Total ordering for a convex set implies colinearity

A convex set C is totally ordered in R2 i↵ its points are colinear with non-negative slope.

Proof. By inspection, a convex set of colinear points in R2 with non-negative slope is totally

ordered. Conversely, consider a totally ordered convex set C in R2. Suppose there exist three

points x1,x2,x3 2 C that are not colinear, just as in Figure 2.4. By convexity, the triangular

region formed by their convex hull also lies within C. Furthermore, any circle inscribed in this

triangle is also in C. As illustrated in Figure 2.4, a circle in the plane cannot be totally ordered,

thereby contradicting the initial assumption. To avoid this contradiction, all points of C must

be colinear with non-negative gradient.

With this result in hand, the proof of the following well-known theorem [22, 23] becomes

straightforward.

Theorem 2.2: Complete passivity of Gibbs states

A state ⇢ of a d-dimensional quantum system with Hamiltonian H is completely passive

i↵ it is a Gibbs state ⇢ = e��H/Z� for some � � 0.
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Figure 2.4: Proof that points in a totally ordered convex set are colinear.

The three points in x1,x2,x3 2 C form a triangle, inside which a circle is inscribed.

The circle cannot be totally ordered in R2
, because the dashed red points are not

totally ordered with respect to the black point (as seen on the right). Reproduced

from [2].

Proof. It is easily verified that a Gibbs state with � � 0 has an ✏-s ensemble that is colinear

with non-negative slope. Lemma 2.5 implies this state is completely passive.

Conversely, if a state ⇢ of a d-dimensional system is completely passive, it is passive for all

k � 1, thus Vk(⇢) must be totally ordered for all k � 1, which implies that V1(⇢) is also totally

ordered. However, V1(⇢) is convex, therefore Lemma 2.5 implies its elements must be colinear

with non-negative slope. Using the standard equation for a straight line, each vi 2 V(⇢) can be

written vi = (✏i , �✏i � logZ�) for constants Z� and � � 0. This implies that pi = e��✏i/Z,

thus ⇢ is a Gibbs state.

This geometric derivation makes obvious some simple consequences.

Corollary 2.1: Qubit passivity

A passive qubit state is also completely passive.

This is because the convex hull of two totally ordered points is trivially colinear. Only

systems with d � 3 have states that are passive but not completely passive. A further corollary

is also obvious in our framework.
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Corollary 2.2: Completely passive () Zero Area

A passive state ⇢ of a d-dimensional system with Hamiltonian H is completely passive i↵

V(⇢) is totally ordered and the area of V1(⇢) is zero.

The area of V1(⇢) is a witness of athermality, and we shall explore this further in the next

chapter.

2.6.1 Inverse Temperature as Gradient

For a completely passive state, the points of the ✏-s ensemble reside on a straight line char-

acterised by its gradient (the intercept with the s-axis is determined by normalisation). This

gradient has a natural physical interpretation – the inverse temperature �. This connection

extends to all passive states in our framework via virtual temperatures [24].

Definition 2.7: Virtual Temperature

The virtual temperature between the elements vi,vj 2 V(⇢) is defined as

�i,j :=
sj � si
✏j � ✏i

=
1

✏j � ✏i
log

✓
pi
pj

◆
, (2.28)

the gradient of the line joining those points.

Virtual temperatures �i,j specify a passive state, while a completely passive state is spec-

ified by a single temperature �. This suggests that if the state has several di↵erent virtual

temperatures, a heat engine can be operated between them and work can be extracted [27]. In

contrast, all pairs of energy levels in a completely passive state have the same virtual tempera-

ture, therefore no work can be extracted.

Thinking of temperature as a gradient in our geometric framework agrees with the usual

thermodynamic temperature. The joint state of two systems, each in completely passive states

characterised by inverse temperature �, is also completely passive at the same temperature,

because points on the same line are closed under vector addition. As expected, two systems at

32



the same temperature are in thermal equilibrium.

However, the notion of temperature as gradient is advantageous when considering individual

quantum systems. Single finite-dimensional quantum systems in completely passive states can

be sensibly ascribed a temperature, even an individual qubit. This bypasses many conceptual

challenges faced by other approaches.

2.7 Degeneracy, Structural Stability and Ground States

Throughout this chapter, we have assumed non-degenerate energy spectra. However, our geo-

metric framework can easily accommodate degeneracies, and the derivation of the Gibbs state

remains practically unchanged. This section discusses the subtleties that arise when degenera-

cies are included.

Earlier, the state space was partitioned into unitary orbits, each with a representative passive

state. With degeneracies, an orbit can contain multiple passive states – accessed by permuting

the eigenvalues in the degenerate subspace. However, we are free to choose a particular passive

state as the representative of that orbit (for example, we take eigs(⇢) in non-increasing order).

For the ✏-s ensemble, there is some freedom in how to represent degeneracies. Degenerate

levels with equal occupations will lead to repeats in the ✏-s ensemble. Defined as a set, V(⇢)

cannot encode this. Instead, we redefine the ✏-s ensemble as a multiset – a simple extension

of the set concept that allows repeated elements [45]. The rest of the framework remains

unchanged, with Minkowski addition working as before to handle the composition of systems.

Although the geometric derivation of the Gibbs state is unchanged, there are a number of

reasons to modify our definition of the ✏-s ensemble to retain such information. Firstly, when

considering unitary orbits as equivalence classes, the representative passive state characterises

the eigenvalues eigs(⇢). Multisets preserve the information about the orbit fully, even if it has

little consequence for the geometric perspective on passivity.

A more physical motivation for switching to multisets is their ability to adapt to perturba-
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tions that break the degeneracy of the energy spectrum. Small changes to the system should

not greatly a↵ect the properties of the state, motivating the following property that captures

the physical robustness of the mathematical framework [46].

Definition 2.8: Structural stability

Consider a system with Hamiltonian H in a passive state ⇢. The state ⇢ is structurally

stable if, given any small perturbation �H to the Hamiltonian, there exists a state ⇢0 = ⇢+

�⇢, in an arbitrarily small neighbourhood of ⇢, that is passive under the new Hamiltonian

H 0 = H + �H.

Structural stability imposes the additional requirement on passive states that the eigenvalues

of ⇢ should be equal within a degenerate subspace, necessary to guarantee another passive state

in the neighbourhood of ⇢ for the perturbed Hamiltonian. Pleasingly, structural stability follows

as a consequence of complete passivity [23], and our geometric framework makes it clear why

this is the case.

Lemma 2.6: Complete passivity =) structural stability

A completely passive state that is not a ground state is structurally stable.

Proof. Consider a completely passive state ⇢ that is not a ground state (⇢ has non-zero eigen-

values outside the lowest energy subspace). Assume that ⇢ has unequal eigenvalues within a de-

generate energy subspace, which leads to a non-zero area for V1(⇢), as illustrated in Figure 2.5.

However, this implies that V1(⇢) cannot be totally ordered, hence it cannot be completely

passive. This contradiction proves that the eigenvalues of a completely passive state ⇢ must be

equal within a degenerate energy subspace, which in turn implies structural stability.

There is a caveat to this for ground states, namely that all ground states are clearly com-

pletely passive, even if they have unequal eigenvalues. The ✏-s ensemble for a ground state

is always totally ordered. Therefore complete passivity does not imply structural stability for
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Figure 2.5: Completely passive states have uniform eigenvalues within a

energy subspace. The unequal eigenvalues in the degenerate energy subspace of this

simple qutrit example break the total ordering of V1(⇢), contradicting the assumption

of complete passivity. Reproduced from [2].

ground states. Since we should like equilibrium states to be structurally stable, we must addi-

tionally impose it for ground states, while it comes for free with complete passivity for all other

states.

2.8 Summary and Outlook

In this chapter, we introduced a simple geometric framework for the study of passivity and com-

plete passivity, recasting physical notions as simple planar geometric properties. This enabled a

simple and transparent derivation of the Gibbs state, with several consequences made apparent

by the geometric perspective. Furthermore, we highlighted that the asymptotic ✏-s ensemble

associated to a completely passive state had zero area – its elements were colinear.

Although many other derivations of the Gibbs state exist in the literature, the novel con-

tribution of this chapter is to provide a new perspective, a geometric framework that makes

reasoning about passivity and complete passivity clear and simple. Unlike previous derivations

based upon passivity, the identification of Gibbs states as the completely passive states follows

almost immediately, where before the path was not straightforward.
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Another novel contribution of this chapter has been to emphasise the connection between

passivity and ordering. The necessary and su�cient conditions for passivity of quantum states

were already known in the literature, but we provide a new proof based on majorization and

ordering. Furthermore, the geometric framework we develop here recasts passivity as a total

ordering of vectors in the plane. The theme of ordering is deeply intertwined with the study of

resources and reappears in later chapters of this thesis.

The new geometric framework makes obvious other new results along the way, such as the

fact that all passive qubit states are completely passive. It also has the potential to greatly

simplify the analysis of ‘activating’ states, showing how many copies are needed before work can

be extracted. When compared with more algebraic approaches to this problem, such as [28], the

✏-s ensemble handles this problem more elegantly and transparently. Although not addressed

here, it would be of interest to explore whether techniques from additive combinatorics shed

further light on the structure of k-passivity when applied to our geometric framework.

Here we restricted attention to simple systems described by energies and populations, but

more general systems will be described by several variables. If these variables are commuting

we expect the framework to naturally extend to higher dimensional settings, where V1(⇢) will

consist of a volume in Rn. However non-commuting observables complicate matters and it

remains to be seen whether our geometric account extends to this setting. Furthermore, it is

unclear whether non-passive states can be included in the same framework, in particular states

with coherences between energy eigenspaces. Nonetheless, this geometric perspective o↵ers

new directions to attack important questions in the thermodynamics of quantum systems with

multiple non-commuting observables [31].

This chapter has laid out a framework to study passivity, but many of its consequences are

yet to be explored. For example, complete passivity was first studied in the infinite-dimensional

setting [22]. Do problems arise if we extend our geometric perspective on passivity into this

setting, considering a continuous convex region as opposed to the convex polygons of the finite-
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dimensional regime? To illustrate some important consequences of the framework, the next

chapter moves to the asymptotic regime, considering the connection between area and ather-

mality in detail.
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Chapter 3

A Geometric Measure of

Athermality

The previous chapter introduced a geometric framework for analysing passivity, and presented

a simple derivation of the Gibbs state. We associated to each state a convex shape in the 2-d

plane, and showed that this shape must have zero area for a completely passive state. In this

chapter:

• We connect the geometric framework from the previous chapter to thermodynamics in

the asymptotic, many-copy regime. The notion of asymptotic equivalence between states

is reframed as the asymptotic ✏-s ensembles having the same ‘centre-of-mass’.

• Building on the connection between thermality and colinearity of the ✏-s ensemble, we use

the area of the asymptotic ensemble to define a new geometric measure of athermality. In

particular, we prove monotonicity of the geometric athermality under a class of physically

motivated transformations.

• Finally, we connect with other measures of athermality in the literature, and discuss the

pros and cons of our new geometric measure.

The main novel contributions of this chapter are the following:
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• We make the connection between our geometric description and the E-S diagrams of [47],

identifying the pair (E,S) as the centre-of-mass of the ✏-s ensemble.

• We define a new measure of athermality – the geometric athermality – based on the area

of the asymptotic ✏-s ensemble and motivate its use as a macroscopic non-equilibrium

thermodynamic variable.

• The monotonicity of the geometric athermality under appropriate transformations is

proved in Section 3.4.

• Theorem 3.2 proves a connection between the �-athermality and the maximal entropic

gain not previously noted in the literature. The geometric athermality is then related to

other measures of athermality in Theorem 3.3, showing that both the asymptotic ergotropy

and maximal entropic gain vary monotonically with the geometric athermality.

3.1 Macroscopic Non-equilibrium Thermodynamics

Thermodynamics assumes that a system in equilibrium is well described by a small number of

macroscopic variables, such as volume, pressure, internal energy and entropy [48]. Can this be

extended beyond the equilibrium setting?

In the previous chapter, we introduced a geometric perspective on passive states, providing

a fine-grained description of the state, and encoding the full complement of energies and occupa-

tions. In the many-copy macroscopic limit, we introduced the asymptotic ✏-s ensemble V1(⇢),

which provides fine-grained information about both equilibrium and non-equilibrium macro-

scopic states, in contrast to the usual coarse-grained thermodynamic description. Can we sup-

plement the traditional macroscopic equilibrium variables with a macroscopic non-equilibrium

variable that quantifies deviation from equilibrium? Does our geometric framework provide

a natural extension of the usual macroscopic thermodynamic framework that captures some

non-equilibrium features?
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Several measures of athermality already exist in the literature, including the asymptotic

ergotropy – the optimal rate of work extraction from many copies of the state [49]. However,

this is defined by a process, whereas we should ideally like a measure that is intrinsic to the

state.

In this chapter, we exploit the connection between athermality and the asymptotic ensem-

ble’s non-zero area to introduce a new measure – the geometric athermality. This measure

depends only upon the state, and furthermore is not defined relative to a particular thermal

state. Finally, we connect the geometric athermality with other measures in the literature.

3.2 The Macroscopic Regime and the Energy-Entropy Diagram

Throughout this chapter, we consider systems whose primary thermodynamic variables are

internal energy E and entropy S. The macroscopic many-copy thermodynamics can be rep-

resented on an energy-entropy (E-S) diagram, where points in the 2-d plane correspond to

pairings (E,S).

This graphical description is closely related to the framework introduced in the previous

chapter. In fact, it as an averaged version of the ✏-s ensemble. Specifically, we can think of

V(⇢) as a two-component random variable that takes values (✏i, si), with expectation value

E
⇥
V(⇢)

⇤
=
�
E(⇢), S(⇢)

�
, (3.1)

where E(⇢) := tr[⇢H] is the average energy and S(⇢) := �tr[⇢ log ⇢] is the von Neumann entropy

of the state ⇢. A point on the E-S diagram is the ‘centre-of-mass’ description of an ✏-s ensemble.

We illustrate key features of the E-S diagram in Figure 3.1. The region of allowed points is

upper-bounded by the curve of thermal states, whose position is determined by the Hamiltonian

of the system. States that are not completely passive lie strictly below this curve.

How are the two macroscopic variables of energy and entropy picked out as the sole variables

in the macroscopic regime? One answer is asymptotic equivalence [47].
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Figure 3.1: Important features of the E-S diagram. For concreteness, consider

a qutrit system (d = 3) with H =
P

3

i=1
✏i |eiihei|. A state of this system is represented

by a point (E,S) lying on or below the curve of equilibrium states (black), which runs

from (✏1, 0) to (✏̄, log 3), where ✏̄ is the average energy of the maximally mixed state

1

3 3. The gradient of this curve is the inverse temperature �. The shaded region iden-

tifies the set of passive states. In the qutrit case, the E-S diagram maps continuously

onto the qutrit parameter space in the inset graph (bottom right), with key features

retained. This is special to a qutrit because of a bijective mapping between states and

allowed pairs (E,S). The solid red, green and blue lines identify the boundaries of

the set of passive qutrit states in the parameter space and the corresponding lines are

highlighted in the main diagram. For the passive state ⇢0 = 1

2

�
|0ih0| + |1ih1|

�
(black

point), the isentropic (blue dashed line) and isoenergetic (red dashed line) trajectories

are depicted, as well as all states attainable via activation trajectories (darker shaded

region) – all discussed in later sections. Reproduced from [2].
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Definition 3.1: Asymptotic equivalence

For a d-dimensional system with Hamiltonian H, states ⇢ and � are asymptotically

equivalent, denoted ⇢ ⇣ �, if there exists an auxiliary system A of O(
p
n log n) qudits in

a state ⌘A, with Hamiltonian HA satisfying kHAk  O
⇣
n

2
3

⌘
, and an energy conserving

unitary U , such that

lim
n!1

���trA
h
U(⇢⌦n ⌦ ⌘A)U

†
i
� �⌦n

��� = 0 , (3.2)

where kMk := tr
⇣p

M †M
⌘
denotes the trace norm.

States ⇢ and � are asymptotically equivalent if they can be interconverted in the asymptotic

many-copy limit under unitaries that globally conserve energy, while allowing the use of auxiliary

systems that are sublinear in size. The sublinear size of the auxiliary systems ensures that the

energy and entropy transferred to this system can be neglected in the asymptotic limit. Further

technical details are found in [47], where the following condition for asymptotic equivalence is

proved.

Lemma 3.1: Asymptotic Equivalence of ✏-s ensembles

For a system with Hamiltonian H, ⇢ ⇣ � i↵ E
⇥
V(⇢)

⇤
= E

⇥
V(�)

⇤
.

To be asymptotically equivalent, ✏-s ensembles must have the same statistical average or

‘centre of mass’. This strengthens the connection between the geometric framework, introduced

in the analysis of passivity, and the usual description of thermodynamics in the macroscopic

regime.

Asymptotic equivalence picks out average energy and entropy as the relevant quantities for

describing thermodynamics in the asymptotic many-copy limit. Therefore, we partition the

state space into equivalence classes according to these variables.

42



Definition 3.2: (E,S) partitions

Given a system with Hamiltonian H, we define D(E,S) as the set of states

D(E,S) :=
�
⇢ :

�
tr[H⇢],�tr[⇢ log ⇢]

�
= (E,S)

 
(3.3)

with average energy E and entropy S.

In the E-S diagram, the area under the thermal curve is the union of all D(E,S).

3.3 Geometric Athermality

Asymptotic equivalence does not bring with it a notion of thermal equilibrium. It picks out the

centre of mass of the ✏-s ensemble, however further information is required to describe the shape

of the ensemble in the plane. Having noted that a non-zero area for the asymptotic ensemble

V1(⇢) signals athermality, we ask whether this area has a physical interpretation, and whether

it can be used as an additional non-equilibrium variable.

To assess this, we require an explicit expression for the area of the asymptotic ensemble,

most easily expressed in terms of the vertices of V1(⇢).

Definition 3.3: Vertices of V1(⇢)

For a d-dimensional system in a passive state ⇢, the set of n  d vertices of the convex

set V1(⇢) is

Vvert(⇢) := ext
⇥
V1(⇢)

⇤
= {v1, . . . ,vn}, (3.4)

where ext[C] denotes the set of extremal points of the convex set C. By convention, the

vertices v1, . . . ,vn are labelled clockwise modulo n around the convex hull V1(⇢).
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Lemma 3.2: Area of V1(⇢)

The area of V1(⇢) is

A(⇢) =
1

2

X

k mod n

sk �k�1,k+1 , (3.5)

where the sum runs over the n elements of Vvert(⇢), and �i,j := ✏i� ✏j is the energy level

spacing between the corresponding elements.

This expression can be derived from the trapezium rule [50]. For a qutrit (d = 3), each

state uniquely specifies (E,S), meaning we can straightforwardly supplement them with the

area A(⇢). However, for systems with d > 3, the situation is more complex because multiple

states can have the same (E,S), and A(⇢) can vary over the di↵erent states in D(E,S). We

exploit asymptotic equivalence to single out the minimal area for a given (E,S) pairing. This

is the geometric athermality.

Definition 3.4: Geometric athermality

Given a d-dimensional system with Hamiltonian H, the geometric athermality A for

(E,S) is

A(E,S) := inf
⇢2D(E,S)

A(⇢) . (3.6)

States are described by the triple (E,S,A). The geometric athermality encodes whether

the state is in thermal equilibrium, without providing the fine-grained description of the ✏-s

ensemble.

3.4 Geometric Athermality as a Measure of Athermality

In the previous chapter, we noted that the area of V1(⇢) witnessed athermality, being zero i↵

⇢ is completely passive. Derived from this area, can the geometric athermality be ascribed a

physical interpretation? Is A a valid measure of athermality? Specifically, is A monotonically

non-increasing under a set of physically motivated trajectories in the E-S plane that move the
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state towards the Gibbs states?

Consequently, we must specify the allowed transformations on passive states, operations

that lead to work extraction without the addition of ordered energy to the system. To prevent

work resources being implicitly smuggled in, we restrict to transformations that neither increase

the average energy nor decrease the entropy of the system. This is encapsulated in the concept

of an activation trajectory.

Definition 3.5: Activation trajectory

An activation trajectory on the E-S diagram has tangent unit vector u := (uE , uS)

satisfying uE  0 and uS � 0 at all points along the trajectory directed towards the

manifold of equilibrium states.

In Figure 3.1, these maps take the state ⇢0 only within the shaded region, moving within

its upper-left quadrant on the E-S diagram. We can now justify the claim that A is a true

measure of athermality.

Theorem 3.1: Monotonicity of A

For a d-dimensional system with non-degenerate Hamiltonian H, the geometric ather-

mality A is monotonically non-increasing along all activation trajectories.

The complete proof is presented in Appendix A, involving several technicalities, however it

essentially generalises the proof for the qutrit case. The qutrit case is special because there is

a bijective mapping between states and pairs (E,S), therefore minimisation over D(E,S) is not

required to obtain A.

Proof. (For d = 3 systems only) The di↵erential of the geometric athermality A for any passive

qutrit state ⇢ is

dA =
1

4A
X

k mod 3

�2

k+2,k+1

pk
(�i,jdE � dS) , (3.7)

derived in Appendix A. Since @EA > 0 and @SA < 0, the geometric athermality is monotonically
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Figure 3.2: Contour plot of A for passive states of a qutrit. The system has

energy spectrum (0, 1, 2). The thick black contour in the lighter region corresponds to

the set of thermal equilibrium states. We rescale the value of A to 1� e�A
for clarity

to highlight the structure of the contours close to the equilibrium curve. Reproduced

from [2].

non-increasing along any activation trajectory, because the directional derivative is

ruA = uE @EA+ uS @SA < 0, (3.8)

as required.

The monotonicity of A is seen in Figure 3.2 for qutrits, attaining a minimum on the curve

of thermal states.

3.5 Connecting to other measures of athermality

Geometric athermality is not the only measure of athermality for quantum states. In this

section, we will explore how A relates to some of these other measures, highlighting their simple

geometric interpretations in our framework.
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3.5.1 Asymptotic Ergotropy Wmax

Given that Gibbs states are completely passive, deviation from equilibrium can be quantified

by the rate of work extraction from many copies of the state [49, 51].

Definition 3.6: Asymptotic ergotropy

The asymptotic ergotropy of a state ⇢ is

Wmax := E(⇢)� E(��max), (3.9)

where �max is chosen such that S(��max) = S(⇢).

Wmax is only 0 for completely passive states. The asymptotic work extraction process follows

an isentropic trajectory, moving (E,S) horizontally in the E-S diagram. In fact, Wmax is simply

the horizontal distance to the thermal curve. This measure is physically motivated, but it is

defined according to a process rather than intrinsic to the state.

3.5.2 �-Athermality a�

�–athermality quantifies the distance to a Gibbs state using a relative entropy measure [47].

Definition 3.7: �-athermality

The �-athermality relative to a particular Gibbs state �� is

a�(⇢) := Srel(⇢||��) = �(F (⇢)� F (��)), (3.10)

where F (�) := E(�)� ��1S(�) is the free energy of �.

Like the geometric athermality and asymptotic ergotropy, a� can only attain the value 0 on

the thermal curve. However, a� = 0 is only attained at a single point on the thermal curve,

since a Gibbs state ��0 with �0 6= � has non-zero �–athermality. It explicitly depends on a

particular Gibbs state, unlike the geometric athermality, which does not have this temperature

dependence. In certain circumstances, this �-dependence is desirable, for example in the usual
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resource-theoretic approach to thermodynamics, where systems can freely equilibrate with some

background thermal reservoir at inverse temperature � [52]. On the other hand, geometric

athermality quantifies deviation from equilibrium without reference to a particular temperature,

being zero for all Gibbs states.

3.5.3 Asymptotic Maximal Entropic Gain �Smax

A further measure can be derived analogously to the asymptotic ergotropy, instead consider-

ing the maximal entropic gain along isoenergetic (energy-conserving) trajectories in the E-S

diagram. In a sense, this is dual to the asymptotic ergotropy.

Definition 3.8: Asymptotic maximal entropic gain

The asymptotic maximal entropic gain for a state ⇢ is

�Smax := S(��min)� S(⇢), (3.11)

where �min is chosen such that E(��min) = E(⇢).

A disadvantage of the �-athermality was its freedom in the choice of �. The maximal

entropic gain naturally selects �, picking out the minimal �-athermality.

Theorem 3.2: Minimal �-athermality

The maximal entropic gain for a system in a state ⇢ along all possible activation trajec-

tories is given by its minimal �–athermality,

�Smax = a�min(⇢) = inf
�2[0,1)

a�(⇢). (3.12)

Proof. By definition of �-athermality,

a�(⇢) = �
�
F (⇢)� F (��)

�
= �

�
E(⇢)� E(��)

�
+
�
S(��)� S(⇢)

�
. (3.13)
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This has an extremal point when

da�
d�

= E(⇢)� E(��)� �
dE(��)

d�
+

dS(��)

d�
= E(⇢)� E(��) = 0, (3.14)

which is a minimum because

d2a�
d�2

= �
dE(��)

d�
> 0, (3.15)

seen by considering the gradient � of the thermal curve on the E-S diagram. The minimum

�-athermality is attained when E(⇢) = E(��min), which implies that

min
�2[0,1)

a�(⇢) = a�min(⇢) = �min

�
E(⇢)� E(��min)

�
+
�
S(��min)� S(⇢)

�
(3.16)

= S(��min)� S(⇢) = �Smax. (3.17)

The minimal �-athermality is the vertical distance on the E-S diagram from the point

corresponding to ⇢ to the thermal curve. Physically, it is the entropy gain of the state ⇢ as

it thermalises at temperature �min with zero work output. This selects a particular � for the

�-athermality, and ensures that all thermal states are assigned a value of zero.

3.5.4 Connecting Wmax and �Smax to A

The simple geometric interpretations of Wmax and �Smax suggest that there should be some

connection with the geometric athermality. This is confirmed in numerical calculations for the

qutrit case, where we calculate how A (simply A(⇢) in this case) varies with respect to the

asymptotic ergotropy Wmax, as pictured in Figure 3.3.

Theorem 3.3: Wmax and �Smax vary monotonically with A

Wmax and �Smax are both monotonically non-decreasing functions of A along any dif-

ferentiable activation trajectory.
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Figure 3.3: A vs. Wmax for a passive qutrit state along three activation

trajectories. The energy spectrum is (0, 1, 2). The initial state is the maximally

energetic passive state ⇢0 = 1

2
(|e0i he0| + |e1i he1|) + �

3
[26], where � ⇠ 10�4

to keep

the initial A finite. The trajectories are labelled by their tangent vector u := (uE , uS)

with urand corresponding to a random choice of u. Reproduced from [2].

Proof. The di↵erentials of Wmax and �Smax are

dWmax = dE � ��1

maxdS and d�Smax = �mindE � dS. (3.18)

For a particular trajectory S(E), we have

dWmax =

✓
1� ��1

max

dS

dE

◆
dE and d�Smax =

✓
�min �

dS

dE

◆
dE. (3.19)

An activation trajectory has dS/dE  0 at all points, therefore

dWmax

dE
> 0 and

d�Smax

dE
� 0. (3.20)

Furthermore, @EA � 0 and @SA  0 for activation trajectories,

dA
dWmax

=

✓
@EA+ @SA

dS

dE

◆
dE

dWmax

� 0 (3.21)

and similarly dA/d�Smax � 0.
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3.5.5 Comparison of athermality measures

Although Wmax and �Smax have natural operational interpretations, their definitions are based

on processes rather than the state itself, and particular temperatures such as �min or �max are

introduced. On the other hand, the geometric athermality is defined solely with reference to

the state of the system, and treats all points on the thermal curve equally.

The monotonicity of the geometric athermality is only guaranteed over the passive states

on the E-S diagram, while monotonicity of Wmax and �Smax holds for all pairs (E,S). How-

ever, equivalence classes extend this framework to all quantum states, taking the geometric

athermality of the representative passive state as the value for all states in that unitary orbit.

Although the definition of A is simple and intuitive, it is not necessarily easy to compute,

requiring minimisation of A(⇢) over D(E,S). Further work is required to determine if the minimal

area ensemble has a natural shape.

3.6 Conclusions and Outlook

In this chapter, we built on the geometric perspective of passivity, using the area of the asymp-

totic ensemble to define a valid measure of athermality, and related it to other measures in

the literature. We view the asymptotic ✏-s ensemble as an extension of the coarse-grained E-S

description of thermodynamics in the asymptotic regime, with the single point (E,S) replaced

by a convex area. The minimal area for a given (E,S) indicates how close the state could be

to equilibrium, motivating the geometric athermality as a measure of athermality.

Despite the simplicity of its definition, the geometric athermality is di�cult to compute

exactly, although approximate values can easily be obtained. For a d–dimensional system with

Hamiltonian H, it remains an open question what shape of V1(⇢) has minimal area for given

values of (E,S), and whether one can find an explicit form of the quantum state ⇢ such that

A(⇢) = A
�
E(⇢), S(⇢)

�
. Perhaps this question can be answered more easily in an infinite-
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dimensional analogue of our framework, where calculus of variations may indicate the minimal

area shape in this setting. Alternatively, concepts from information geometry may provide a

metric structure that more naturally expresses the geometric athermality and how it varies over

the E-S plane.

Consideration of the geometric athermality is justified by its monotonicity along activation

trajectories, being non-increasing as the state moves towards the curve of equilibrium states

in the E-S plane. Unlike other common sets of operations, such as thermal operations, these

activation maps do not make reference to a particular temperature, whilst also ensuring that

resources are not smuggled in. Geometric athermality is therefore a valid resource measure

under these physically motivated constraints.

Although the proof of the monotonicity of A given in Appendix A is somewhat technical,

it is worth noting the special role played by boundary points of the asymptotic ✏-s ensemble.

These are also key in the derivation of the Gibbs state in the previous chapter, in contrast to

the derivation using virtual temperatures in [24], which does not make this distinction between

boundary and internal virtual temperatures. The significance of boundary points suggest that

transformations might be described purely in terms of boundary virtual temperatures. This

could simplify and enhance the use of virtual temperatures in the analysis of thermodynamic

transformations, opening an interesting avenue for further study.

Together with average energy and entropy, the geometric athermality acts like an additional

non-equilibrium thermodynamic variable, intermediate between the coarse-grained (E,S) de-

scription and the full fine-grained microscopic description of a state in terms of its energy levels

and populations. We do not claim that the geometric athermality is a unique description, only

that it naturally follows from the geometric description of the previous chapter, and it would

be interesting to explore further coarse-grained thermodynamic descriptions in the asymptotic

regime. Moreover, having multiple levels of description for resources is a theme we return to in

the next part of the thesis.
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Part II

Resources from Symmetry

Constraints
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Chapter 4

Classifying Symmetries of Quantum

States & Channels

Like many fields of physics, symmetry is at the heart of quantum information theory. In recent

years, the consideration of symmetry principles has borne fruit in areas such as thermodynamics,

metrology and quantum computation. However, structures arising from symmetry constraints

are often highly non-trivial and di�cult to analyse.

In this part of the thesis, we introduce a framework for classifying quantum states and

channels in terms of their symmetries, allowing us to study the structure and manipulation of

resources in the context of symmetry constraints.

1. After motivating the importance of symmetry in quantum information theory, we review

the mathematical formalism of symmetry – group theory and representation theory.

2. We introduce a classification of quantum states and channels based upon their residual

symmetries. This is encoded in the ‘shape’ of the corresponding group orbit.

3. Finally, we discuss the robustness of the framework to small perturbations, confirming

that our framework is physically meaningful.

Much of this chapter is a brief introduction of the necessary mathematics, however it still
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contains some novel contributions:

• We propose the ‘shape’ of the group orbit as a way to classify quantum states and channels

by their residual symmetries. Although group orbits are well-studied in the literature,

their use as a coarse-grained classification in a resource-theoretic context is new.

• In Section 4.5 we discuss the extent to which a distance measure can be defined between

these ‘shapes’, proving that the minimum distance between sets of quantum states with

given isotropy subgroups is zero. Nonetheless, we argue that a smoothed version of the

isotropy subgroup can still be defined in a meaningful and useful way.

The next three chapters are all based on work presented in [1], carried out in collaboration with

David Jennings.

4.1 Motivation – Symmetry in Quantum Information Theory

Modern physics could be glibly characterised as the study of symmetry principles in both the

classical and quantum realms. Particle physics is a glorious vindication of this programme,

from Noether’s theorem – linking symmetries to conservation laws [53] – to gauge theories and

the formulation of the standard model [54]. In materials science, crystallography highlights

how bulk properties of materials are largely determined by the symmetry group of the crystal

structure [55]. Fundamentally, symmetry constrains dynamics and simplifies computation. It is

therefore unsurprising that symmetry considerations have driven research throughout quantum

information theory.

• Symmetry groups provide an invaluable toolkit in the context of quantum computing, from

practical applications of stabilizer codes in quantum error correction and benchmarking

quantum computers [3, 56–58], to understanding the computational power of quantum

computers [59–61].
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• Quantum speed limits provide bounds on how quickly an operation can be performed,

resulting in rigorous versions of the time-energy uncertainty relation [62].

• The WAY theorem implies that conservation laws limit the precision of measurements,

however quantum states that break the symmetry allow us to circumvent these limita-

tions [63–68]. Moreover, limitations in metrology can be interpreted in terms of symme-

tries [69]. For example, phase measurements rely upon broken symmetries to distinguish

di↵erent transformations. Fundamentally, a clock uses asymmetry under time translation.

• Moving beyond Noether’s theorem, one line of research has addressed the regime in which

symmetry principles disconnect from conservation laws [70,71], with applications in quan-

tum thermodynamics [72–74].

These applications have benefited from the resource-centric philosophy adopted in this thesis,

focusing on symmetry constraints and analysing the structures that arise. This structure is often

prohibitively complex, therefore we can profit from coarse-grained information about quantum

states and operations under such constraints.

This chapter describes one such tool based on the group orbit, a mathematical object en-

coding the symmetries of quantum states and channels. Its ‘shape’ provides a means of classi-

fication. The following chapters explore the structures that arise from this classification and to

what extent this tool can be exploited.

4.2 A Mathematical Description of Symmetry

The study of symmetry is a vast and elegant subject. See [54, 55, 75] for introductions to this

topic from a physics perspective. We are concerned with only a few basic aspects, which we

now introduce.
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4.2.1 Group Theory – the Structure of Symmetry

The abstract language of symmetry is group theory; its basic objects are groups. The def-

inition of groups generalises the properties of bijective transformations, otherwise known as

permutations in the finite case.

Definition 4.1: Groups

A group is a set G of objects that combine according to the following axioms:

1. (Closure) If g, h 2 G, then gh 2 G.

2. (Associativity) For all f, g, h 2 G, we have that f(gh) = (fg)h.

3. (Identity) There exists a unique element e 2 G such that eg = ge = g for all g 2 G.

4. (Inverse) For every g 2 G, there exists an element g�1 2 G such that gg�1 =

g�1g = e.

Throughout these chapters, we denote the composition of elements g and h as gh. Crucially,

operations that leave an object unchanged together form a group. Here are some examples of

groups that feature in the discussion that follows.

Example 4.1: Some useful groups

• Zn – integers modulo n under addition (or n-fold rotations about a single axis) .

• SO(n) – n⇥ n orthogonal matrices with determinant 1, composed by matrix mul-

tiplication.

• SU(n) – n⇥ n unitary matrices with determinant 1, composed by matrix multipli-

cation.

SO(n) and SU(n) are associated with rotations, while O(n) and U(n) drop the requirement

that the determinant of the matrices is +1, incorporating reflections and inversions. Groups

can contain either finite or infinitely many elements, and we shall encounter both in the course
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of these chapters.

Although the above groups are given in terms of particular examples, we often consider

them as abstract mathematical structures – sets of elements that compose in a particular way.

If two groups have the same abstract structure, they are isomorphic.

Definition 4.2: Group Isomorphism

Groups G and H are isomorphic, denoted G ⇠= H, if there is a bijective mapping f : G !

H such that, for all g1, g2 2 G,

f(g1g2) = f(g1) f(g2) , (4.1)

where the composition rule for H holds on the right-hand side.

Example 4.2: SO(2) ⇠= U(1)

There is an invertible mapping between SO(2) and U(1), given by

0

BB@
cos ✓ � sin ✓

sin ✓ cos ✓

1

CCA 2 SO(2) ! ei✓ 2 U(1) , (4.2)

which preserves the group structure. Rotations in the two-dimensional plane share the

structure of unit complex numbers under multiplication.

Groups can also be contained within other groups.

Definition 4.3: Subgroups

The group H is a subgroup of another group G if H ✓ G (subset inclusion) with the

same composition law.
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Example 4.3: SO(2) ✓ SO(3)

It is clear that SO(2) is a subgroup of SO(3), since we can embed the SO(2) matrices as

0

BBBBBB@

cos ✓ � sin ✓ 0

sin ✓ cos ✓ 0

0 0 1

1

CCCCCCA
2 SO(3) (4.3)

while preserving the group composition structure. Physically, rotations about a single

axis form a subgroup of rotations in three dimensions.

Subgroups form the foundation for our classification scheme, since we consider subgroups of

transformations that leave quantum states and channels unchanged.

4.2.2 Representations and Group Actions

While group theory sees abstract mathematical entities, we more often think of group elements

as transformations on some physical object. In quantum mechanics, our description of a system

and its dynamics plays out in the world of vector spaces, therefore we consider how group

transformations act on such spaces.

Definition 4.4: Representation of a group

A representation of a group G on a vector space V is a mapping U : G ! GL(V ), such

that for all g, h 2 G,

U(gh) = U(g) U(h), (4.4)

where GL(V ) denotes the space of linear operators on V .

This mapping need not be invertible, only needing to respect the group composition law.

Therefore, a representation does not have to capture the full group structure.

59



Example 4.4: SO(2) Representations

The sets of matrices given in Example 4.2 are both representations for SO(2). This

two-dimensional defining representation is embedded alongside a trivial one-dimensional

representation (where all group elements are mapped to I) to form the three-dimensional

representation in Example 4.3.

We consider only unitary representations, such that U(g�1) = U †(g). This can be done

without loss of generality for finite and compact groups because all representations are equivalent

(up to some similarity transformation) to a unitary representation [54].

We use a particular representation (or group action) to describe how a symmetry group acts

on quantum systems.

Definition 4.5: Group actions for quantum systems

For any quantum system, we denote its associated Hilbert space by H, and the set of

linear operators on H as B(H). The group element g 2 G acts upon a quantum system

in the following ways:

• The group action on a quantum state ⇢ 2 B(H) is given by the adjoint action

Ug(⇢) := U(g) ⇢ U †(g).

• The group action on a quantum channel E : B(H) ! B(H0) is Ug(E) := Ug �E �Ug�1 ,

where � denotes the concatenation of channels.

Note that the group action on states is a special case of the action on channels, because

state preparation is a particular class of channel.

4.3 Classifying the Symmetries of Quantum States & Channels

Group transformations either change a quantum channel (or state) or leave it unaltered. Some

states and channels are invariant under all transformations in the symmetry group.
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Definition 4.6: Symmetric states and operations

A symmetric state satisfies Ug(⇢) = ⇢ for all g 2 G. Likewise, a symmetric operation is

a quantum channel such that Ug(E) = E for all g 2 G.

Example 4.5: Some simple symmetric states and channels

• The maximally mixed state I/d is a symmetric state for all groups that act on a

finite-dimensional system.

• A ‘classical’ qubit state ⇢ = (1 � p) |0i h0| + p |1i h1| is symmetric under the U(1)

group generated by Z, i.e. U(1) = {e�i✓Z : ✓ 2 [0, 2⇡)}.

• A channel that discards the system and prepares a symmetric state is a symmetric

operation.

These states and operations are special; they can be prepared or implemented under sym-

metry constraints. However, most states and channels are invariant under a proper subset of

the group transformations. These residual symmetries classify quantum states and channels,

and they belong to the isotropy subgroup (or stabilizer).

Definition 4.7: Isotropy subgroup

The isotropy subgroup of a quantum channel E under the action of a group G is

Iso(E) := {g 2 G : Ug(E) = E}. (4.5)

This notion applies to quantum states, where Iso(⇢) := {g 2 G : Ug(⇢) = ⇢}.

Symmetric channels are invariant under all group transformations, and have Iso(E) = G.

Furthermore, the isotropy subgroup will always be a subgroup of G. Quantum states and

channels can be partitioned according to their residual symmetries under the group action.
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Definition 4.8: Partition by isotropy subgroups

Under the action of a group G, there is an equivalence relation ⇠ for quantum channels,

such that

E1 ⇠ E2 () Iso(E1) = Iso(E2). (4.6)

This partitions the space of quantum channels into sets C(H) := {E : Iso(E) = H}. The

same construction applies for states.

The sets C(H) are not generally convex. A simple counter-example exists for a single

qubit under an SU(2) group action, where |0i h0| and |1i h1| belong to C
�
U(1)

�
, but the convex

mixture 1

2
|0i h0| + 1

2
|1i h1| = 1

2
I 2 C

�
SU(2)

�
. However, C(G) is convex, because there is no

larger isotropy subgroup than G itself. These are instances of the following general result.

Lemma 4.1: Symmetries of convex combinations

Given two quantum channels E : B(H) ! B(H0) and F : B(H) ! B(H0) under the group

action Ug, then Iso(p E + (1� p) F) ◆ Iso(E) \ Iso(F), where 0  p  1.

Proof. If g 2 Iso(E)\Iso(F), then Ug(p E+(1�p) F) = p Ug(E)+(1�p) Ug(F) = p E+(1�p) F

by linearity, implying Iso(E) \ Iso(F) ✓ Iso(p E + (1� p) F).

The utility of the isotropy subgroup is clear from the widespread use of stabilizers in quantum

error correction and quantum computing [3], where the focus is on the isotropy subgroup under

a Pauli group action. We are applying the concept to general groups. We shall later employ

the structure of these subgroups to analyse resources in the context of symmetry constraints.

4.4 Group Orbits and Homogeneous Spaces

The isotropy subgroup is intimately connected with the group orbit – the set that can be reached

by applying all group transformations.
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Definition 4.9: Group orbit

The group orbit of a quantum channel is M(E) := {Ug(E) : g 2 G}. Similarly, the group

orbit of a quantum state is M(⇢) := {Ug(⇢) : g 2 G}.

In the thermodynamics section of this thesis, we saw how orbits were used to partition states

and analyse resources for work extraction. Once again, the group orbits partition the space of

states or channels, but they also implicitly encode which group transformations leave a state or

channel invariant.

The structure of the group orbit implicitly depends on how the group acts on the state

or channel. Group transformations that belong to the isotropy subgroup e↵ectively do not

contribute to the group orbit. Instead of the full group G, the structure of the group orbit is

described by the cosets of the isotropy subgroup.

Definition 4.10: Cosets

The coset gH of a subgroup H ✓ G is gH := {gh : h 2 H}. The cosets of H partition

the group G, and we denote the set of these cosets as G/H.

Cosets collect together the group transformations that have the same result on the state or

channel in question. For any h 2 Iso(⇢), Ug(⇢) = Ugh(⇢) because elements of Iso(⇢) leave the

state unchanged. All elements of the coset gIso(⇢) have the same e↵ect on ⇢ and contribute

the same element to M(⇢), therefore the group orbit can be fully described by the set G/H of

cosets instead of the full group action of G. This eliminates from the description the redundancy

that was caused by residual symmetries. In many physically important scenarios, we focus on

continuous Lie groups1 such as U(1) or SU(2). For these cases, the group orbit is a special

kind of continuous manifold called a homogeneous space, specified by just the group G and the

isotropy subgroup Iso(E) (up to conjugacy class) [76–78].

1Lie groups are continuous groups whose elements form a smooth di↵erentiable manifold [75].
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Theorem 4.1: Group orbits are homogeneous spaces

The group orbitM(E) of a quantum channel E coincides with the quotient space G/Iso(E)

up to di↵eomorphisms, which we write M(E) ⇠= G/Iso(E) (and likewise for quantum

states).

One could intuitively view G/Iso(E) as the group manifold of G with the action of Iso(E)

eliminated, encoding that it has no e↵ect on E . We refer to G/Iso(E) as the ‘shape’ of the group

orbit, although in the mathematical literature it is called the orbit-type [78]. Partitioning by

shape collects together quantum states or channels with isomorphic isotropy subgroups, which

amounts to taking the union of the sets C(H) with isomorphic subgroups H.

Example 4.6: One-qubit shapes

The possible shapes for one-qubit states under an SU(2) group action are

M
✓
1

2
[I+ r · �]

◆
=

8
>>>><

>>>>:

SU(2)/U(1) ⇠= S2
r 6= 0

SU(2)/SU(2) ⇠= {e} r = 0 ,

(4.7)

as illustrated in Figure 4.1.

Figure 4.1: Orbits of one-qubit states under SU(2). The only possible shapes in

this case are shown on the Bloch sphere: (left) a sphere S2
for non-zero Bloch vectors,

or (right) a point {e} for the symmetric maximally mixed state. Reproduced from [1].

The same framework incorporates quantum states and channels, since the state ⇢ can be

viewed as the channel 1 ! ⇢. In the next chapter, we consider SU(2) acting on two-qubit

states. Even for that simple case, the classification is complex, nonetheless this coarse-grained
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description of symmetry properties o↵ers a handle on the full structure imposed by symmetry

constraints. We explore this further in the final chapter of this part of the thesis.

4.5 The Robustness of Shapes to Small Perturbations

In reality, any operations will involve some level of noise, so we should like a framework that

is robust to small perturbations, such that tiny errors do not cause it to fail or become trivial.

As presented thus far, our framework appears to fail in this regard, as the following intuitive

example illustrates.

Example 4.7: The “speck of dust” argument

Arbitrarily small perturbations to any quantum channel E can completely break the sym-

metry, leaving no residual symmetries in Iso(E). As illustrated in Fig. 4.2, a rotationally

symmetric ball can be made completely asymmetric by sticking arbitrarily small pieces

of dust onto it.

Figure 4.2: The speck of dust argument. From a rotationally symmetric object

(left) we can add arbitrarily small perturbations that completely break the rotational

symmetry (right). Reproduced from [1].

Problematically, the perturbed and unperturbed states (or channels) are practically indis-

tinguishable, however their isotropy subgroups (and therefore their symmetry properties) can

be very di↵erent. A similar argument still applies when the speck does not break the symmetry
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completely. As a result, one cannot use a metric on the set of quantum states to talk of the

‘distance’ between the sets C(H) – such a distance will be zero.

Lemma 4.2: The distance between C(H) sets is zero

Let d(·, ·) be any metric on the space of quantum states, from which we define

d(C(H1), C(H2)) := inf
�12C(H1)

�22C(H2)

d(�1,�2). (4.8)

Then d(C(H1), C(H2)) = 0 for all H1, H2 ✓ G.

Proof. Consider a symmetric state � 2 C(G). Then we can construct a state �1 = ✏ ⇢1+(1�✏) �

with Iso(⇢1) = H1, therefore Iso(�1) = H1 and hence �1 2 C(H1). Likewise, for ⇢2 2 C(H2), the

state �2 = ✏ ⇢2+(1�✏) � is also in C(H2). As ✏! 0, d(✏⇢1+(1�✏)�, ✏⇢2+(1�✏)�) ! d(�,�) = 0,

therefore d(C(H1), C(H2)) = 0 for all H1, H2 ✓ G.

This problem is related to the principal orbit-type theorem [78].

Lemma 4.3: Principal orbit-type theorem for quantum channels

The set of quantum channels that have principal isotropy, meaning that they have the

smallest isotropy subgroup, forms a dense subset of all quantum channels.

Almost all quantum states or channels break the symmetry in a maximal way, with the

remainder forming a measure zero subset.

Example 4.8: Principal orbit-type theorem for one-qubit states

The principal orbit-type theorem is obvious for a single qubit under SU(2) in Example 4.6.

The principal orbit-type (the most common shape) is SU(2)/U(1) ⇠= S2. The only state

to not have this shape is the symmetric state I/2. Small perturbations to I/2 introduce

a non-zero Bloch vector, recovering the principal orbit-type.

This example shows that the principal orbit-type does not have to correspond to the trivial

isotropy subgroup {e} – here the smallest isotropy subgroup was U(1). In the next chapter, the
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smallest isotropy subgroup for two-qubit states (and by channel-state duality, also for single-

qubit channels) under an SU(2) group action is Z2 = {±I}.

Given these arguments, is the ‘shape’ physically meaningful? The answer is yes, and here

are several reasons why the shape of the group orbit is both useful and meaningful.

(Minimal Resources) We are interested in the minimal resources required to perform a

given operation in the presence of symmetry constraints. In this context, minimisation of the

isotropy subgroup by small perturbations does not pose a problem for the analysis of resources.

(Channels & States of Interest) Although the states and channels that do not have princi-

pal orbit-type (minimal isotropy subgroup) form a measure zero subset, this nonetheless includes

many practically important examples.

Example 4.9: Channels under SU(2) group action

Almost all channels on one qubit have the minimal isotropy subgroup Z2 = {I,�I}

under the action of SU(2), however many important channels have non-trivial residual

symmetries. This includes symmetric channels, such as the depolarising channel: E(⇢) =

p⇢+ (1� p)(1
2
I), with 0  p  1, while examples of channels that are symmetric under a

U(1) subgroup of SU(2) includes:

1. Unitary rotation about the n axis: Un(✓) = exp[�in · �].

2. Projective measurement onto the n axis: E(⇢) =
P

k
tr(⇧k⇢)⇧k, where ⇧0 = |ni hn|

and ⇧1 = I� ⇧0 = |�ni h�n|.

3. Partial dephasing onto the n axis: E(⇢) = p ⇢ + (1 � p)
P

k
tr(⇧k⇢) ⇧k, where

⇧0 = |ni hn| and ⇧1 = I� ⇧0 = |�ni h�n|.

4. State preparation for ⇢ = 1

2
(I+ p n · �).
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(Measure zero sets are not irrelevant) There are important examples throughout physics

of phenomena restricted to measure zero subsets. For example, the set of rotationally-symmetric

dynamics is measure zero, being unstable under small perturbations, however this is the domain

of applicability for Noether’s theorem, a result with many important physical consequences.

To make the framework robust to problematic perturbations, we only consider symmetries

down to some finite resolution scale. This motivates a smoothed version of the isotropy sub-

group, using the largest isotropy group found in the neighbourhood of states or channels, where

the neighbourhood is defined by some distance measure (such as the L1-norm).

Definition 4.11: Smoothed isotropy subgroup

Given a state ⇢, there is a neighbourhood of states, B✏(⇢) = {� : d(⇢,�)  ✏}, measured

by a distance measure d. The smoothed isotropy subgroup of ⇢ is

Iso✏(⇢) := max
�2B✏(⇢)

Iso(�) (4.9)

where the maximisation is with respect to the size of the isotropy subgroups. An analo-

gous definition holds for channels.

States su�ciently close to symmetric states are treated as symmetric, negating the unwanted

symmetry-breaking e↵ects of small perturbations up to the smoothing scale. The maximisation

in this definition gives the most coarse-grained description of the residual symmetries. Consider

an SU(2) group action, where there are many di↵erent U(1) subgroups, each with di↵erent

generators. If one of these subgroups is picked as the smoothed isotropy subgroup, the choice

of generator is not the primary concern because these di↵erent U(1) subgroups induce the same

group orbit ‘shape’. One could define a smoothing that takes into account these details, but

here we are focusing on the simplest, most coarse-grained description of the residual symmetries.

In the next chapter, we provide examples of this smoothing within a complete classification of

shapes for two-qubit states.
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4.6 Conclusions & Outlook

In this chapter, we have introduced a new coarse-grained description of the symmetry properties

of quantum states and channels. Furthermore, we have argued that this description captures

the basic behaviour of a state or channel under a given symmetry group and is physically

meaningful, in the sense that it is robust to perturbations. We have given a couple of simple

examples of the ‘shapes’ that these group orbits can take, but in the next chapter we provide

further examples, enumerating all possible shapes for the orbits of two-qubit states under an

SU(2) group action.

Despite the coarseness of the ‘shape’ description, the complexity of the structures imposed

by symmetry constraints means that even this basic description holds merit. The remainder of

this part of the thesis explores some consequences of this framework and how it can be used as

a new type of resource measure, mapping quantum states and channels to a partial order rather

than the totally ordered set of real numbers. This is the first step towards a new approach to

describing the structure and manipulation of resources, one that aims to capture certain basic

features of their relationships without taking into account the full structure.

Some motivations for studying symmetry constraints were given at the beginning of this

chapter. It is hoped that the new framework may o↵er tractable approaches to study sym-

metries in practically-important settings. For example, the quantum thermodynamics of non-

commuting charges involves more complex symmetry constraints, such as an SU(2) constraint,

making the analysis and manipulation of quantum resources in this setting di�cult. This frame-

work could provide insight into these problems without delving into the mire of complexity.
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Chapter 5

Illustrative Example: Two Qubits

Under SU(2) Symmetry Constraints

The previous chapter introduced a framework to classify and analyse the structure of quantum

states and channels with respect to some symmetry group. To provide intuition and highlight

the complexity of the problem, this chapter provides a complete classification of group orbits for

two-qubit states under a rigid SU(2) group action. The novel work in this chapter is as follows:

• We show how normal subgroups permit a simpler description of the group orbit. For

example, the shapes of SU(2) group orbits can be described in terms of more familiar

SO(3) subgroups – rotations in three-dimensional space.

• The isotropy subgroups of T-states under rigid SU(2) transformations are calculated,

revealing new structure in this important set of states, pictured in Figure 5.2.

• Building on the T-state classification, the isotropy subgroups of all two-qubit states under

the SU(2) group action are described. This is the first full classification of its kind for a

widely-studied class of quantum states, albeit at a highly coarse-grained level.
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5.1 Two-Qubit States

Two qubits provide a tractable example that still exhibits many non-trivial features under the

action of SU(2). Furthermore, this complements an analogous study of quantum channels on two

qubits using the structure of irreducible representations [75,79,80]. Two-qubit states have been

studied in a variety of contexts; their orbits have been analysed in relation to thermodynamics

and the study of correlations between subsystems [81,82].

To simplify our treatment, we utilise the structure of two-qubit states, considering more

general states step-by-step. These classes are as follows.

(Bell states) Maximally entangled Bell states,

| ±i =
1p
2

�
|01i± |10i

�
and |�±i =

1p
2

�
|00i± |11i

�
, (5.1)

are a starting point for the study of two qubits, providing a basis for the two-qubit Hilbert

space.

(T-states) Convex mixtures of Bell states can be expressed as

⇢T =
1

4

0

@I⌦ I+
X

j

⌧j �j ⌦ �j

1

A . (5.2)

Coe�cients (⌧1, ⌧2, ⌧3) specify a position within a tetrahedron in R3, with vertices (�1,�1,�1),

(1, 1,�1), (1,�1, 1) and (�1, 1, 1) corresponding to the Bell states [83].

(Maximally mixed marginals) Local unitaries U1 ⌦ U2 act upon T-states to give the full

range of two-qubit states with maximally mixed marginals, expressed as

⇢̃AB =
1

4

 
I⌦ I+

3X

i=1

⌧i ci · � ⌦ di · �
!

, (5.3)

where {ci} and {di} are orthonormal bases of R3. The coe�cients (⌧1, ⌧2, ⌧3) remain within the

same tetrahedron as for the T-states.
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Figure 5.1: Classes of two-qubit states. In this chapter, we classify the allowed

group orbits for two-qubit states under a tensor product SU(2) group action. Starting

with the Bell states, we then consider their convex combinations – the T-states. We

next move onto the more general class of states with maximally mixed marginals,

before adding in local Bloch vectors to include all two-qubit states. This schematic

diagram is a roadmap for the complete classification given in this chapter.

(General two-qubit state) A general two-qubit state can have local Bloch vectors a and b,

such that

⇢AB =
1

4

 
I⌦ I+ a · � ⌦ I+ I⌦ b · � +

3X

i=1

⌧i ci · � ⌦ di · �
!

(5.4)

where {ci} and {di} are orthonormal bases of R3, and |a|  1 and |b|  1.

These classes (shown in Figure 5.1) simplify our description of symmetry properties of two-

qubit states, making clear how di↵erent components of a given state break the SU(2) symmetry

considered in this chapter.
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5.2 SU(2) Group Action on Two Qubits

To discuss symmetries of two-qubit states, we must specify a particular group action, in other

words how SU(2) acts upon the quantum state space. In this chapter, we restrict our attention

to a tensor product representation for the SU(2) group action,

Ug(⇢) = U(g)⌦ U(g) ⇢ U †(g)⌦ U †(g), (5.5)

where U(g) is the defining two dimensional representation of SU(2). This choice is the most rele-

vant for applications of the mathematical framework, particularly in the context of conservation

laws and quantum reference frames.

This chapter is concerned with the di↵erent sets of residual symmetries that two-qubit states

can exhibit, using the framework of isotropy subgroups and group orbits introduced previously.

The shape of the group orbit, G/Iso(⇢), eliminates redundancies from the group manifold G,

quotienting out the residual symmetries of the state. Sometimes this description admits further

simplification. Our SU(2) action has a subgroup Z2 = {±I} that is always a symmetry of a

two-qubit state, and which is associated with SU(2) being the double cover of SO(3). Since this

symmetry is always present, we eliminate this subgroup from our description. Mathematically,

this is framed in terms of normal subgroups [55].

Definition 5.1: Normal subgroup

N is a normal subgroup of G, denoted N /G, if gNg�1 = N for all g 2 G.

This leads to a well-known result in group theory, where the set of cosets themselves con-

stitute a group [55].

Lemma 5.1: Quotient group

Given a normal subgroup N /G, the group G can be partitioned into equivalence classes

gN := {gni : ni 2 N}, which are elements of the quotient group G/N under the

composition law (g1N)(g2N) = (g1g2)N .
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In other words, elements of G are uniquely specified by the pairing (gN, n) of a coset gN

and an element n of the normal subgroup N . Moreover, the cosets gN themselves constitute

a new group called G/N . In contrast, for a H ✓ G that is not a normal subgroup, the coset

space G/H will not be a group. Therefore the group orbit for a state or channel will only be

di↵eomorphic to a group manifold if the corresponding isotropy subgroup is a normal subgroup

of the full group action. We can often further simplify the description of the group orbits,

eliminating the additional redundancy of a normal subgroup.

Lemma 5.2: Quotienting out a normal subgroup

If N / H and N / G for a subgroup H ✓ G, there is a bijective mapping f : G/H !

(G/N)/(H/N) that respects the group action of G on G/H, such that if g 2 G maps

giH ! (ggi)H then f(giH) ! f(ggiH). In terms of describing the e↵ect of the group

action, G/H ⇠= (G/N)/(H/N).

Proof. Consider the map f : G/H ! (G/N)/(H/N) such that f(gH) = (gN)(H/N). This map

is surjective because ranging over g 2 G reaches all possible (gN)(H/N) 2 (G/N)/(H/N). To

show that f is injective, consider g1H 6= g2H. These are mapped to

f(g1H) = {(g1h1)N, (g1h2)N, (g1h3)N, . . . } (5.6)

f(g2H) = {(g2h1)N, (g2h2)N, (g2h3)N, . . . } . (5.7)

If f(g1H) = f(g2H), then (g1h1)N = (g2hi)N for some hi 2 H. This implies that h�1

i
g�1

2
g1h1N =

N , therefore h�1

i
g�1

2
g1h1 2 N . Furthermore, N /H, therefore h�1

i
g�1

2
g1h1 2 H, which implies

that g�1

2
g1 2 H and then g1 2 g2H. However, this means that g1H = g2H because cosets

partition the group G, contradicting the assumption that g1H 6= g2H, hence f must be injec-

tive. The map f is a bijection that respects the group action, since G acts on G/H such that

giH ! (ggi)H, while G/N acts on (G/N)/(H/N) such that f(giH) ! (gN)(giN)(H/N) =

(ggiN)(H/N) = f(ggiH). We therefore conclude that G/H ⇠= (G/N)/(H/N).
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Intuitively, the normal subgroup ‘cancels out’ from the description of the group orbits. In

this situation, the action of the group G on a quantum state or channel can be more simply

described in terms of the quotient group G/N . A concrete example of this is provided by the

SU(2) case considered in this chapter.

Example 5.1: SU(2) to SO(3)

All two-qubit quantum states are invariant under the normal subgroup Z2 = {±I}, there-

fore M(⇢) ⇠= SU(2)/Iso(⇢) ⇠= SO(3)/(Iso(⇢)/Z2). The SU(2) group orbits can be more

intuitively described in terms of quotients derived from SO(3), and we can instead refer

to the more familiar chiral point groups – subgroups of SO(3), listed in Table 5.1, that

play a central role in crystallography [55].

Group Description

Cn Cyclic group of order n

C1 Symmetries of Cone

Dn Symmetries of a regular n-sided Polygon

D1 Symmetries of Cylinder

T Symmetries of Tetrahedron

O Symmetries of Cube/Octahedron

I Symmetries of Dodecahedron/Icosahedron

Table 5.1: Chiral point groups: subgroups of SO(3). Their relation to simple

three-dimensional solid bodies makes them more familiar than their SU(2) counter-

parts.

In the remainder of this chapter, we enumerate the possible isotropy subgroups for two-qubit

states under an SU(2) group action. We shall begin with the Bell states and T-states, then work

towards a full classification.
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5.3 Symmetries of Bell States under SU(2)

Rather than diving straight into a classification of general two-qubit states, we first consider

familiar subsets, then gradually increase the generality of the states being considered. Bell

states appear in many areas of quantum information theory, useful for studying the properties

and dynamics of two qubits. Furthermore, they are the extremal points in the tetrahedron of

T-states, which we discuss later in this chapter.

Identifying the isotropy subgroups of the Bell states is aided by vectorization [84], which

transforms a matrix into a vector, such that vec
�
|ii hj|

�
:= |ii |ji for computational basis vectors

|ii and |ji. Bell states are the vectorization of Pauli matrices, with

���+
↵
/ |vec(I)i

����
↵
/ |vec(Z)i

�� +
↵
/ |vec(X)i

�� �↵ / |vec(Y)i . (5.8)

To find the isotropy subgroups, we must identify which group elements give Ug(⇢) = ⇢. For Bell

states, this occurs when Ug

�
|vec(�i)i hvec(�i)|

�
= |vec(�i)i hvec(�i)|, or equivalently

U(g)⌦ U(g) |vec(�i)i = ei� |vec(�i)i , (5.9)

where � 2 R is some arbitrary phase. Since A⌦ B |vec(M)i =
��vec(AMBT )

↵
[84], elements of

the isotropy subgroup satisfy

U(g)�iU
T (g) = ei��i, (5.10)

which we use to find the isotropy subgroups for the corresponding Bell state.

Under the tensor product SU(2) group action,  � has the simplest symmetry properties –

it is a symmetric state.

Lemma 5.3:  � is symmetric

Under the tensor product SU(2) group action, Iso( �) = SU(2).

Proof. For SU(2), U(g) = exp(i'[aX + bY + cZ]) with a2 + b2 + c2 = 1 (a, b, c 2 R) and

0  ' < 2⇡, therefore for g 2 Iso( �), U(g)Y UT (g) = ei�Y , or U(g)Y UT (g)Y = ei�I. On the
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left hand side,

Y UT (g)Y = Y
�
cos' I+ i sin' (aX + bY + cZ)

�
T
Y (5.11)

= Y
�
cos' I+ i sin' (aX � bY + cZ)

�
Y (5.12)

= cos' I+ i sin' (aY XY � bY Y Y + cY ZY ) (5.13)

= cos' I� i sin' (aX + bY + cZ) = U †(g) (5.14)

because Y T = �Y , so the condition becomes U(g)U †(g) = ei�I, or U(g) = ei�U(g), which gives

ei'(aX+bY+cZ) = ei�ei'(aX+bY+cZ). (5.15)

This is satisfied for all elements of SU(2) when � = 0, therefore Iso( �) = SU(2).

Since  � is a symmetric state, its group orbitM( �) = {e} is a point. The triplet Bell states

do break the SU(2) symmetry to some extent, and have group orbits with a non-trivial shape.

The proof is somewhat more involved, but amounts to finding the SU(2) group parameters that

satisfy Eq. (5.10). Those group parameters then correspond to the residual symmetries of the

triplet Bell states.

Lemma 5.4: Isotropy subgroups for �+, �� &  
+

Under the tensor product SU(2) group action:

Iso(�+) =
n
(iZ)↵ei✓Y : 0  ✓ < 2⇡, ↵ = 0, 1, 2, 3

o
, (5.16a)

Iso(��) =
n
(iY )↵ei✓X : 0  ✓ < 2⇡, ↵ = 0, 1, 2, 3

o
, (5.16b)

Iso( +) =
n
(iX)↵ei✓Z : 0  ✓ < 2⇡, ↵ = 0, 1, 2, 3

o
. (5.16c)

Proof. Given that |�+i / |vec(I)i, an SU(2) group element belongs to Iso(�+) if

ei'(aX+bY+cZ)ei'(aX�bY+cZ) = ei� I, (5.17)

or equivalently ei'(aX+bY+cZ) = ei�ei'(�aX+bY�cZ). Expanding the matrix exponentials,

cos'I+ i sin'(aX + bY + cZ) = ei�[cos'I+ i sin'(�aX + bY � cZ)] , (5.18)
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which requires

(1� ei�) cos' = (1 + ei�) ia sin' = (1� ei�) ib sin' = (1 + ei�) ic sin' = 0. (5.19)

The value of � is heavily constrained. There are two cases:

• (cos' 6= 0): Needing (1� ei�) cos' = 0 implies � = 0 (modulo 2⇡).

• (cos' = 0): At least one of a, b or c is non-zero because a2 + b2 + c2 = 1. Since sin' 6= 0,

either 1 + ei� = 0 or 1� ei� = 0, therefore � = 0 or ⇡ (modulo 2⇡).

We consider these two possibilities for � in turn.

1. When � = 0, the conditions reduce to 2ia sin' = 2ic sin' = 0. Two possibilities satisfy

these conditions:

• a = c = 0, leaving ' unconstrained and b = ±1, giving U(g) = ei'Y .

• sin' = 0, so ' = 0,⇡, which gives U(g) = ±I.

2. In the � = ⇡ case, the conditions become 2 cos' = 2ib sin' = 0. Clearly cos' = 0, which

gives ' = ⇡/2 or 3⇡/2. If b 6= 0, then cos' = sin' = 0, which is not possible, therefore

b = 0, while a and c satisfy a2 + c2 = 1. When ' = ⇡/2,

U(g) = i(aX + cZ) = (iZ)(cI+ iaY ) = (iZ)(cos ✓I+ i sin ✓Y ) = (iZ)ei✓Y (5.20)

by parameterising in terms of ✓. Similarly U(g) = (�iZ)ei✓Y for the ' = 3⇡/2 case.

In summary,

Iso(�+) =
n
(iZ)↵ei✓Y : 0  ✓ < 2⇡, ↵ = 0, 1, 2, 3

o
. (5.21)

The proof for �� and  + runs analogously.

Vectorisation aids finding the isotropy subgroups of certain states, and one can extend this

proof to Bell states in alternative bases. These results also provide a starting point for classifying

the residual symmetries of convex combinations of the Bell states – a wider class of two-qubit
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states called T-states. However before moving on to that, we discuss the form of the non-trivial

isotropy subgroups for the triplet Bell states.

5.3.1 Aside: Semi-Direct Product Groups

The isotropy subgroups of the triplet Bell states are isomorphic to one another and we denote

this subgroup K1, consisting of a U(1) subgroup generated by one of the Pauli matrices, coupled

with a discrete subgroup of rotations ‘perpendicular’ to that axis. The structure of K1 is an

example of a semi-direct product group [55].

Example 5.2: Euclidean group

The Euclidean group – rotations and translations in three-dimensional space – has a

semi-direct product structure. Each element can be decomposed as a rotation followed

by a translation, but note that these two subgroups are not treated independently by the

group composition rule.

K1 ⇠= U(1)o Z4 couples

U(1) =
n
ei✓Y : 0  ✓ < 2⇡

o
(5.22)

and the discrete group

Z4 = {(iZ)↵ : ↵ = 0, 1, 2, 3} . (5.23)

Each element of K1 can be thought of as a pairing (n, h) where n 2 N = U(1) and h 2 H = Z4,

although they are not treated independently when composing group elements.

Definition 5.2: Semi-direct product group

The semi-direct product group N oH is the set of pairs (h, n), where n 2 N and h 2 H,

with composition law

(n1, h1)(n2, h2) =
�
fh2(n1)n2 , h1h2

�
, (5.24)

where fh : N ! N is a bijective mapping on N specified by an element of H.
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The choice of mappings fh defines the structure of the semi-direct product group. A special

case is when fh(n) = n for all h 2 H, a construction called the direct product group [55].

Example 5.3: Multiplication law for K1

For K1 = U(1)o Z4, the group multiplication law is

h
(iZ)↵1ei✓1Y

i h
(iZ)↵2ei✓2Y

i
= (iZ)↵1+↵2 ei[(�1)

↵2✓1+✓2]Y , (5.25)

clearly demonstrating the interdependence of the subgroups in the pairing.

The group orbits of the triplet Bell states have the same shape, namely M(�+) ⇠= M(��) ⇠=

M( +) ⇠= SU(2)/K1. As discussed earlier, this can be more intuitively expressed in terms of

SO(3) subgroups, so that SU(2)/K1 ⇠= SO(3)/D1. E↵ectively, this corresponds to discarding

the e↵ect of ↵ = 2, 3 in the Z4 part of K1 when specifying the shape of the group orbit,

eliminating the {±I} normal subgroup. In this sense, the Z4 subgroup of K1 acts like the 180�

rotations perpendicular to the continuous rotations in D1. Therefore the triplet Bell states

under a tensor product SU(2) group action behave much like cylinders under three-dimensional

rotations.

5.4 T-States

The next stage in our classification of two-qubit states is to consider the T-states, consisting of

convex combinations of the Bell states,

⇢T = p1�
+ + p2�

� + p3 
+ + p4 

�, (5.26)

where pi � 0 and p1 + p2 + p3 + p4 = 1. These states can be represented as points within a

regular tetrahedron, with the vertices corresponding to the Bell states.

Despite the T-states filling a three-dimensional tetrahedron, their symmetry properties are

fully exhibited by a two-dimensional triangular slice. To see why, consider the triplet Bell states

as the base of the tetrahedron, and the singlet state  � as the peak. The vertical height of a
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point in this tetrahedron is determined by the proportion p4 contributed by the singlet state.

However,  � is a symmetric state, therefore

M(p1�
+ + p2�

� + p3 
+ + p4 

�) = M(p1�
+ + p2�

� + p3 
+) (5.27)

under the SU(2) group action. The full range of shapes for T-state group orbits is therefore

exhibited within the convex hull of the triplet Bell states, as visualised in Figure 5.2

The triplet Bell states have K1 isotropy subgroups, and it is readily verified that states

on the heights of the triangle defined by those Bell states have the same residual symmetries.

Finally, all T-states are invariant under the subgroup K2 = {±I,±iX,±iY,±iZ}. This exhausts

the possible isotropy subgroups for the T-states, as confirmed in Appendix B. To summarise,

the possible isotropy subgroups (and shapes of group orbit) for T-states under SU(2) are:

• Iso(⇢T ) = SU(2) ) M(⇢) ⇠= {e} : Werner states, positioned on the central axis of the

T-state tetrahedron, with ⌧1 = ⌧2 = ⌧3, or equivalently ⇢ = (1�p)  �+ p

3
( ++�++��)

for 0  p  1.

• Iso(⇢T ) = K1 ) M(⇢) ⇠= SO(3)/D1 : T-states with coe�cients ⌧i = ⌧j 6= ⌧k, sitting on

or above the heights of the triplet Bell state triangle (excluding the Werner states on the

central axis of the tetrahedron).

• Iso(⇢T ) = K2 ) M(⇢) ⇠= SO(3)/D2 : T-states with coe�cients ⌧1 6= ⌧2 6= ⌧3, that lie o↵

the heights of the triplet Bell state triangle.

Furthermore, this classification can be made robust to small perturbations, because the smoothed

isotropy subgroups follow the same pattern in the tetrahedron, as illustrated in Figure 5.2 for

a smoothing scale of ✏ = 0.04 under the trace distance. However, note that the horizontal

slices are no longer equivalent under the smoothing, since near the top of the tetrahedron ( �)

all states are assigned an SU(2) isotropy subgroup, while at the base there remain states with

Iso✏(⇢) = K2.
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Figure 5.2: The partitioning of the T-states by isotropy subgroup. a)

Tetrahedron of T-states coloured to indicate di↵erent group orbit shapes: grey –

SU(2)/K2
⇠= SO(3)/D2, light blue – SO(3)/D1, black – {e}. Horizontal slices through

the tetrahedron, parallel to the plane of the triplet Bell states, exhibit the same struc-

ture, exhibited in the triangle to the right. To provide intuition, the regions are

labelled by three-dimensional shapes with the same residual symmetries. b) Tetra-

hedron mapping out the smoothed isotropy subgroups with smoothing scale ✏ = 0.04

under the trace distance. The bands along the heights indicate Iso✏(⇢) ⇠= K1, while

states in the central hexagon are assigned Iso✏(⇢) ⇠= SU(2). The remaining states

retain their K2 isotropy subgroup under smoothing. Reproduced from [1].
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5.5 Maximally Mixed Marginals

The T-states are a natural starting point to consider a more general class of two-qubit states.

Any two-qubit states with maximally mixed marginals can be reached from T-states via local

SU(2) unitaries U(g1)⌦U(g2). There are two cases to consider here: (1) states reached by equal

local unitaries on each qubit, and (2) states reached by unequal local unitaries on each qubit.

5.5.1 Equal Local Unitaries

Obtained from T-states via rigid local SU(2) unitaries U(g) ⌦ U(g), these are T-states in a

rotated Pauli basis, and have the form

⇢̃T = Ug(⇢T ) =
1

4

 
I⌦ I+

3X

i=1

⌧i ci · � ⌦ ci · �
!
, (5.28)

where the vectors {ci} form an orthonormal basis of R3. As expected, these states have the

same structure as the T-states, with isotropy subgroups that are isomorphic to those for the

T-states. This is an example of the following lemma.

Lemma 5.5: Isotropy subgroups in ‘rotated’ frames

For a channel E , Iso
�
Ug(E)

�
= g[Iso(E)]g�1 for any g 2 G. Similarly, for a state ⇢,

Iso
�
Ug(⇢)

�
= g[Iso(⇢)]g�1 for any g 2 G.

Proof. Assume h 2 Iso
�
Ug(E)

�
. Then Uh � Ug � E � Ug�1 � Uh�1 = Ug � E � Ug�1 , or equivalently

U(g�1hg) � E � U(g�1hg)�1 = E . Therefore g�1hg 2 Iso(E), or h 2 g[Iso(E)]g�1. When gh0g�1 2

g[Iso(E)]g�1 acts upon Ug(E), we have

(Ug � Uh0 � Ug�1) � (Ug � E � Ug�1) � (Ug � Uh0�1 � Ug�1) = Ug � Uh0 � E � Uh0�1 � Ug�1 (5.29)

= Ug � E � Ug�1 , (5.30)

implying gh0g�1 2 Iso(Ug � E � Ug�1), hence Iso(Ug � E � Ug�1) = g[Iso(E)]g�1. An analogous

proof holds for states.
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Just as T-states are invariant under the subgroup K2 = {±I,±iX,±iY,±iZ}, these rotated

T-states are invariant under the isomorphic subgroup K2 = {±I, ±i(c1·�), ±i(c2·�), ±i(c3·�)}.

Therefore the group orbit shapes are the same as for the T-states.

5.5.2 Unequal Local Unitaries

There exist two-qubit states with maximally mixed marginals that cannot be accessed from

the T-states under the tensor product SU(2) group action, requiring unequal local unitaries

U(g1)⌦ U(g2) on each qubit to reach them. Such states can be expressed as

⇢̃AB =
1

4

 
I⌦ I+

3X

i=1

⌧i ci · � ⌦ di · �
!
. (5.31)

where {ci} and {di} are two di↵erent orthonormal bases of R3. This opens the door to new

isotropy subgroups.

Case 1: U(g1) and U(g2) share a generator. Suppose that U(g1)⌦U(g2) = ei✓1r·�⌦ei✓2r·�

with ✓1 6= ✓2. Acting on a (rotated) T-state, this gives

⇢M =
1

4

 
I⌦ I+ ⌧1 r · � ⌦ r · � +

3X

i=2

⌧i ci · � ⌦ di · �
!

(5.32)

where {r, c2, c3} and {r,d2,d3} are two sets of orthonormal bases for R3. These states are

invariant under a Z4 = {±I,±i(r ·�)} subgroup, and there are two possibilities for the isotropy

subgroup:

• Iso(⇢M) = U(1) ) M(⇢M) ⇠= S2 : States with ⌧2 = ⌧3, reached from (rotated) T-states

with Iso(⇢T) = K1.

• Iso(⇢M) = Z4 ) M(⇢M) ⇠= SO(3)/C2 : States with ⌧2 6= ⌧3, reached from (rotated)

T-states with Iso(⇢T) = K2.

Case 2: U(g1) and U(g2) have di↵erent generators. Acting on (rotated) T-states with

local SU(2) unitaries U(g1) ⌦ U(g2) = ei✓1r1·� ⌦ ei✓2r2·�, where |r1| = |r2| = 1 and r1 6= r2,
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reaches states of the form

⇢̃M =
1

4

 
I⌦ I+

3X

i=1

⌧i ci · � ⌦ di · �
!
, (5.33)

where {ci} and {di} are di↵erent orthonormal bases of R3 with no shared elements, i.e. ci 6= dj

for all i and j. This gives states that are only invariant under Z2 = {±I}, so a new shape of

group orbit is observed:

• Iso(⇢) = Z2 ) M(⇢) ⇠= SO(3) : States of the form ⇢̃M .

5.6 Local Bloch Vectors

To complete our classification of the residual symmetries of two-qubit states, and hence the

allowed group orbit shapes, we must include the e↵ect of local Bloch vectors. A general two-

qubit state can be written

⇢ =
1

4

 
I⌦ I+ a · � ⌦ I+ I⌦ b · � +

3X

i=1

⌧i ci · � ⌦ di · �
!
, (5.34)

where {ci} and {di} are orthonormal bases of R3, and the local Bloch vectors a and b have

length less than or equal to 1. No new shapes of group orbit are introduced, but for completeness

we describe the possible isotropy subgroups attained with non-zero local Bloch vectors.

• Iso(⇢) = Z2 ) M(⇢) ⇠= SO(3) :

1. a and b are not parallel, i.e. a 6= �b for any � 2 R.

2. The local Bloch vectors are parallel, but not with ci or di.

• Iso(⇢) = Z4 ) M(⇢) ⇠= SO(3)/C2 : a, b, c1 and d1 are parallel but ⌧2 6= ⌧3.

• Iso(⇢) = U(1) ) M(⇢) ⇠= S2 : a, b, c1 and d1 are parallel and ⌧2 = ⌧3.
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5.7 Conclusions & Outlook

This completes the classification of two-qubit group orbits under a tensor product SU(2) group

action. A full derivation of this classification is presented in Appendix B, making extensive

use of H-twirling, a mathematical tool introduced in the next chapter. The classification also

provides a plethora of examples of new shapes for group orbits, going beyond the single-qubit

examples.

The backbone of the classification builds on the calculation of isotropy subgroups for T-states

under the SU(2) group action. In doing so, a new level of structure in this widely-studied set

of states was revealed, as pictured in 5.2, and suggesting that these techniques may reveal new

features in other practically important sets of quantum states. Furthermore, we demonstrate

that this structure is robust to small perturbations, supporting the arguments given at the

end of the previous chapter for why the shape of the group orbit is a physically meaningful

description of the symmetry properties of quantum states and channels.

Although the consequences of the this classification are not explored here, since our focus is

on the abstract structures that exist when considering di↵erent resources, two-qubit states are

a common toy model to explore quantum-mechanical features. For example, two-qubit systems

provide a useful test-bed to study quantum thermodynamics with non-commutative observables.

The simplest non-commutative continuous group to apply in this toy model would be SU(2),

and the relation to spin makes this a physically important scenario, therefore this classification

will provide useful insights for those explorations.

The allowed isotropy subgroups for two qubits under the SU(2) group action can be sum-

marised in a simple lattice, pictured in Figure 5.3. This Hasse diagram shows the relationship

between the available subgroups, with links indicating the inclusion of one group in the other

(up to isomorphism). The next chapter focuses on this in greater detail, discussing how the

group orbit shape acts as a new type of coarse-grained resource measure that retains aspects of
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Figure 5.3: Lattice of isotropy subgroups for two-qubit states under SU(2)

group action. The arrows denote subgroup (subset) inclusion (up to isomorphism).

This is a subset of the full SU(2) subgroup lattice. Reproduced from [1].

the full structure of the resource theory without reducing it down to totally ordered sets.

The complexity of the classification and the e↵ort needed to map out the complete set of

possibilities further highlights the di�culty in understanding the structure and manipulation of

resources based on symmetry constraints. In the next chapter, we discuss how this framework

provides valuable coarse-grained information about the relevant resources.
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Chapter 6

‘Shape’ as a Superselection Property

In the previous two chapters, we introduced a classification of quantum states and channels

under the action of a given symmetry group, and demonstrated it for two-qubit states under

an SU(2) action. So far, our treatment has merely provided a taxonomy of residual symme-

tries. However, our motivation was to better understand the dynamics of quantum systems

constrained by symmetry principles, and furthermore to understand how certain states can be

used to lift the superselection rules induced by that symmetry. In this chapter, we explore how

our framework sheds light on the structure and manipulation of resources in this context.

• We motivate the ‘shape’ framework through the study of dynamics under symmetry con-

straints, relevant to important physical scenarios.

• We discuss to what extent the partial ordering of subgroups provides a coarse-grained

resource theory. We also introduce H-twirling as a useful tool in the study of this coarse-

grained structure.

• Finally, we show how the ‘shape’ of the group orbit characterises the resources required

to lift the symmetry-induced superselection rules and implement new operations.

The novel contributions of this chapter are as follows.

• We show how group orbit shapes admit a partial ordering, lifted from the partial ordering
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of the subgroup lattice, and show how the group orbit behaves under tensor product and

composition of channels.

• H-twirling is defined as a generalisation of G-twirling where only a subgroup is averaged

over. Some properties of the H-twirling map are proved in Section 6.3, including when

H-twirling is a symmetric operation (Lemma 6.4).

• In Theorems 6.2 and 6.3 we prove that the group orbit shape of a channel constrains the

resources able to implement that channel, and that this bound is tight in the sense that

there exists a suitable resource with the same group orbit shape as that channel.

6.1 Motivation – Dynamics under Symmetry Constraints

Symmetry constrains the dynamics of systems in almost all areas of physics. Such constraints

arise for a number of di↵erent reasons, both practical and fundamental, with important conse-

quences.

Example 6.1: Lacking a shared reference frame

Alice and Bob use spin-1/2 particles to communicate between their labs, each measuring

and preparing the particles with their own Stern-Gerlach apparatus. They each prepare

states relative to the z-direction in their respective labs. Suppose Alice prepares and

sends the single-particle state ⇢ to Bob. If Bob does not know the relative alignment of

the labs, the state he receives from Alice is

Z

G

dg Ug(⇢) =
I
2
, (6.1)

averaged uniformly over di↵erent orientations [12]. This problem is pertinent to space-

based quantum technologies, where one must take into account possible uncertainties in

the alignment between distant satellites.
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Example 6.2: Symmetry constraints in thermodynamics

Resource-theoretic approaches to thermodynamics often restrict to thermal opera-

tions [85],

E(⇢A) = trB
h
UAB(⇢A ⌦ �B)U

†
AB

i
, (6.2)

where �B is a thermal (Gibbs) state with inverse temperature �, and [HAB, UAB] = 0.

This final condition relates to time-translation symmetry, globally conserving energy [72].

Attempts to include multiple non-commuting observables into the thermodynamic frame-

work often follow this symmetry-led approach [86].

Resource theories o↵er a fruitful way to frame symmetry constraints, restricting to symmetric

operations and the preparation of symmetric states. This is called the resource theory of

reference frames, or more generally the resource theory of asymmetry [12,80,87–90].

The central problem within this framework is understanding when there exists a symmetric

operation that transforms one state into another. The standard approach is to identify functions

M : B(H) ! R such that M(⇢) � M(�) if � = E(⇢) for some symmetric operation E [87, 88].

These functions are called resource measures or monotones. Usually a single measure will not

encode the full interconversion structure, since in general the resource theory defines a pre-order

�, such that ⇢ � � i↵ ⇢ ! � under symmetric operations [89, 90]. A complete set of measures

is known for symmetry-constrained dynamics [73].

Theorem 6.1: Complete set of measures for symmetric dynamics

For a group G, there exists a symmetric operation E : B(HA) ! B(HB) that takes a

state ⇢ 2 B(HA) to � 2 B(HB) if

Hmin(R|A)G[⌘⌦⇢]  Hmin(R|B)G[⌘⌦�] (6.3)

for all reference frame states ⌘ 2 B(HR), where

Hmin(R|A)⌦ := � log inf
⌧A�0

{tr[⌧A] : IR ⌦ ⌧A � ⌦RA} (6.4)
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is a single-shot conditional entropy, and

G(⌧) =
Z

G

dg Ū(g)⌦ U(g) ⌧ Ū(g)† ⌦ U(g)† , (6.5)

with the overbar representing complex conjugation in the chosen basis.

Intuitively, the conditional entropies measure the information that the system encodes about

an external reference frame R. Unfortunately, these measures are di�cult to use in practice,

and they are overcomplete, meaning that a smaller set of measures should fully specify the

interconversion structure.

Group orbits o↵er a handle on this complex interconversion structure. Rather than fully

solving the structure, they provide coarse-grained information about the structures involved.

From this, we might hope to better understand the complete structure and the measures given

in [73].

6.2 Mapping to the Subgroup Lattice

More than simply classifying, our framework brings a natural partial ordering. Just as symmetry

constraints define a partial ordering on the state space, we can also define a partial ordering –

a lattice, in fact – for subgroups [91,92].

Definition 6.1: Subgroup lattice

The subgroup lattice of G is a partial order � on its subgroups defined by subset inclusion,

namely H1 � H2 if H1 ✓ H2. In addition, every pair of subgroups have a unique

supremum and unique infimum, which define binary operations called the meet and join.

For H1, H2 ✓ G:

1. their meet H1 ^H2 is H1 \H2,

2. their join H1 _H2 is the subgroup generated by H1 [H2.
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Figure 6.1: Mapping the state space onto the subgroup lattice. The state

space (left) is partitioned into sets C(H) according to isotropy subgroups under the

action of a group G. States map onto some subset of the subgroup lattice (middle)

through Iso(⇢), which connects to the ‘shape’ of the group orbit (right). C(H) bridges

back from the subgroup lattice onto the state space. In the next section, we introduce

the H-twirling map PH , which projects onto the nearest state ⇢ with H ✓ Iso(⇢).

Based on figure in [1].

The subgroup lattice can be schematically illustrated by a Hasse diagram of the subgroups,

as seen at the end of the previous chapter.

We have already introduced mappings that move between the fine-grained and coarse-grained

descriptions of the dynamics. Iso(⇢) maps from the state space to the subgroup lattice, while

C(H) goes in the reverse direction, selecting the subset of states with a given isotropy subgroup.

These connections are illustrated in Figure 6.1.

With this bridge, the partial ordering of the subgroups lifts onto the equivalence classes

C(H), such that C(H1) � C(H2) whenever H1 � H2. Similarly, the partial ordering of the

subgroups exports to the shapes of group orbits.
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Definition 6.2: Partial ordering for group orbits

Given the partial ordering for subgroups of a group G, we define a partial ordering for

orbits of channels under the action of G, such that

M(E) � M(F) () Iso(E) � Iso(F) (6.6)

up to isomorphism of the isotropy subgroups. Likewise for states, M(⇢) � M(�) i↵

Iso(⇢) � Iso(�) (up to isomorphism).

The ordering is reversed to match the convention for resource measures of asymmetry [87,89],

such that a smaller isotropy subgroup maps to a ‘bigger’ shape. This is because states which

maximally break the symmetry are the most useful resources for lifting symmetry constraints

and simulating channels in this context.

The partial ordering on subgroups is deeply connected with the interconversion structure of

states under symmetric dynamics, and with the resources required to lift these constraints. We

can use the subgroup lattice, or alternatively the partial ordering on the group orbit shapes, to

describe aspects of dynamics under symmetry constraints.

6.3 H-Twirling

When coarse-graining the state space according to isotropy subgroups, it is helpful to project

onto sets of states with a given set of residual symmetries, achieved with the H-twirling map

PH(⇢) :=

Z

H

dh Uh(⇢) , (6.7)

averaging over a subgroup H, weighted by the invariant Haar measure dh. If H is a finite

subgroup of size |H|, the integral
R
H
dh is replaced by the sum 1

|H|
P

h2H . H-twirling has

important applications in various physically motivated scenarios.
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Example 6.3: G-twirling

G-twirling PG averages over the full group G. This arose in Example 6.1 from having no

information about the relative orientation between reference frames.

Example 6.4: Dephasing as H-twirling

The qubit dephasing channel [3] can be expressed as

PU(1)(⇢) =
1

2⇡

Z
2⇡

0

d✓ ei✓Z⇢e�i✓Z , (6.8)

sending ⇢ to the nearest incoherent state while preserving the diagonal terms of the

density matrix. This is important in the resource theory of coherence [11].

H-twirling does not necessarily output a state with isotropy subgroup H; it can return states

with larger isotropy subgroup. For example, under an SU(2) group action Iso
�
PU(1)(|+i h+|)

�
=

Iso
�
I/2
�
= SU(2). PH projects onto a state with H contained within the isotropy subgroup. It

is therefore useful to collect together the sets C(H) in the following way.

Definition 6.3: Ĉ(H)

States that are invariant under the subgroup H are collected together in the set

Ĉ(H) :=
[

W�H

C(W ). (6.9)

Note that Ĉ(H) is a convex set, a simple consequence of Lemma 4.1, because convex combi-

nations have the same residual symmetries (if not more) as the states or channels being mixed.

H-twirling therefore projects onto these convex sets.

Lemma 6.1: H-Twirling as a projector

PH is an orthogonal projector onto Ĉ(H).
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Proof. Firstly, H ✓ Iso
�
PH(⇢)

�
because

Uh � PH(⇢) = Uh

✓Z

H

dh0 Uh0(⇢)

◆
=

Z

H

dh0 Uhh0(⇢) =

Z

H

dh00 Uh00(⇢) = PH(⇢) (6.10)

for all h 2 H because of the group rearrangement theorem. Furthermore, PH is an orthogonal

projector because

PH � PH =

Z

H

dh

Z

H

dh0 Uh � Uh0 =

Z

H

dh

Z

H

dh0 Uhh0 =

Z

H

dh00 Uh00 = PH (6.11)

and

P†
H
(⇢) =

Z

H

dh Uh�1(⇢) =

Z

H

dh Uh(⇢) = PH(⇢) . (6.12)

This proves that PH is an orthogonal projector onto Ĉ(H).

An example of this projection is indicated in Figure 6.1. Moreover, H-twirling outputs the

closest state in Ĉ(H) (as measured by the relative entropy) to the input state [88]. This is

useful when smoothing away small perturbations in our classification scheme, as in Section 4.5.

Lemma 6.2: H-twirling projects onto nearest state in Ĉ(H)

PH(⇢) = argmin
�2Ĉ(H)

S(⇢||�), where S(⇢||�) is the relative entropy.

Proof. By the definition of relative entropy,

min
�2Ĉ(H)

S(⇢||�) = S(⇢)� min
�2Ĉ(H)

tr[⇢ log �] . (6.13)

Since log is an analytic function for density matrices, we can Taylor expand log � in powers of

�, but because PH(�) = �, and therefore PH(�k) = �k, we have that log � = PH(log �). Hence

min
�2Ĉ(H)

S(⇢||�) = S(⇢)� min
�2Ĉ(H)

tr[⇢PH(log �)] = S(⇢)� min
�2Ĉ(H)

tr[PH(⇢) log �] (6.14)

because PH = P†
H
, but min

�2Ĉ(H)
S(PH(⇢)||�) = 0, obtained when � = PH(⇢), hence PH(⇢) =

argmin
�2Ĉ(H)

S(⇢||�).

H-twirling is used extensively in Appendix B for the classification of group orbits for two

qubits under a tensor product SU(2) action.
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6.4 A Resource Theory for Shapes?

In a sense, the isotropy subgroup, and hence the associated shape, measure how much a given

state breaks the symmetry in question. Unlike other examples of resource measures in the liter-

ature, which map the state space onto the totally ordered set R, we instead map onto a partial

order (in this case a lattice), thus generalising the concept of a resource measure. Intermediate

between the full interconversion structure of the constrained dynamics and a traditional real-

valued measure, the shape of the group orbit captures more of the structure than an individual

measure.

Can we take this a step further, viewing the subgroup lattice as a coarse-grained resource

theory in its own right, thus elevating shape to a resource-theoretic property? The shape

certainly encodes information about the full interconversion structure, as the following result

makes clear.

Lemma 6.3: Isotropy subgroups are non-decreasing

Given a group action on a system, M
�
E(⇢)

�
� M(⇢) for any symmetric operation E .

Proof. Suppose g 2 Iso(⇢), such that Ug(⇢) = ⇢. Acting on E(⇢), the same group transformation

gives Ug � E(⇢) = E � Ug(⇢) = E(⇢) because E is symmetric. Therefore g 2 Iso(E(⇢)), hence

Iso(E(⇢)) � Iso(⇢). This ordering carries over to shapes, such that M(E(⇢)) � M(⇢) for any

symmetric operation E .

Can transformations on the state space be viewed as mappings on the subgroup lattice,

specifically as functional mappings between the sets C(H)? Unfortunately, there exist states ⇢1

and ⇢2 in the same set C(H) that each get sent to di↵erent sets C(H 0
1
) and C(H 0

2
) by the same

symmetric channel.
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Example 6.5: Failure of functional mapping between C(H)

Consider the qubit channel E such that E(⇢) = I/2 for all input states ⇢. This is an SU(2)

symmetric channel, as is id⌦ E . Although the states I/2⌦ ⇢ and ⇢⌦ I/2 both belong to

C
�
U(1)

�
for ⇢ 6= I/2, they are mapped to states in C

�
SU(2)

�
and C

�
U(1)

�
respectively

by E .

This highlights that care must be taken when defining a coarse-grained version of the parent

resource theory. Instead, we can define functional mappings Ĉ(H) ! Ĉ(f(H)) because of

Lemma 6.3, which ensures that Ĉ(H) is closed under symmetric operations.

Symmetric operations preserve or add to the residual symmetries, therefore they move down

chains of the subgroup lattice. However, there is not necessarily a symmetric operation that

reaches all states in Ĉ(H), in other words H1 � H2 does not imply the existence of a symmetric

channel that maps from Ĉ(H1) to Ĉ(H2). H-twirling does provide one way to move along these

chains of subgroups, however it is only a symmetric operation when twirling over a normal

subgroup. The following result characterises the residual symmetries of the H-twirling map,

providing information on the resources required to implement the channel.

Lemma 6.4: Twirling Resources

Under the action of a group G, Iso(PH) = NG(H), where NG(H) := {g 2 G : gHg�1 =

H} is the normalizer of H in G. If H /G, then PH is a symmetric operation.

Proof. The group action on PH is

Ug(PH) =

Z

H

dh Ug(Uh) =

Z

H

dh Ug � Uh � Ug�1 =

Z

H

dh Ughg�1 , (6.15)

therefore g 2 Iso(PH) i↵ gHg�1 = H. This implies that Iso(PH) = NG(H), and this equals the

full group G if H /G, since the normalizer of a normal subgroup is the full group.

This tells us the cost of projecting out residual symmetries, providing an upper bound

on the type of resource needed to move down the chain of subgroups, although more e�cient
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transformations are likely to exist. It also brings us naturally to the question of lifting symmetry-

induced superselection rules.

6.5 Asymmetry as a Resource

The shape of the group orbit clearly o↵ers insight into the complex structures imposed on the

state space by symmetry constraints. Given access to states that break this symmetry, we can

lift these restrictive superselection rules and open up new transformations beyond the symmetric

operations. But why are asymmetric states useful or important? The following examples provide

some intuition, illustrating how asymmetric states can extend our capabilities.

Example 6.6: Signposts

Wayfinding requires asymmetry. Signposts point in a particular direction by breaking

rotational symmetry. Clearly a spherical signpost would not work.

Example 6.7: Cams as asymmetric resources

For centuries, clockmakers and engineers have used cams to induce non-trivial patterns

of motion from rotation. A cam is an object that is asymmetric under rotation, therefore

it pushes a rod or piston a variable amount when turned. These motions would not be

possible with purely rotationally-symmetric components.

Example 6.8: Clocks and coherence

Clocks must be asymmetric. The hands on a clockface break rotational symmetry, indi-

cating the time measured by the clock. Analogously, coherence between di↵erent energy

subspaces evolves non-trivially under unitary time translations generated by the Hamil-

tonian. This indicates how asymmetry can be a resource for metrology, detecting the

action of the relevant symmetry group.

These examples highlight the importance and varied nature of asymmetric resources, and
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this carries over into quantum information theory. Such resources act as pointers or reference

frames, or as auxiliary systems for implementing useful operations that would otherwise be

impossible, called simulating a channel in the resource theory framework. However, these states

are often di�cult to prepare and limited in number, therefore we should like to know the most

e�cient way to implement a given channel. Moreover, symmetries can be broken in di↵erent

ways, as captured by the shape framework, hence there are often di↵erent types of resource that

permit di↵erent sets of additional operations. The shape of the group orbit identifies the type

of resource needed in a particular setting.

6.6 E�cient Simulation of Channels

A quantum channel can be implemented by appending an auxiliary resource state and applying

a joint evolution on the combined state. We therefore define this to be the simulation of a

channel under symmetry constraints.

Definition 6.4: Channel simulation under symmetry constraints

Given the action of a group G on a given quantum system, a channel E is simulated under

symmetry constraints with an auxiliary resource state �B if there exists an isometry V

such that

E(⇢) = trB
�
V (⇢⌦ �B)V

†� , (6.16)

where Ug(V ) = V for all g 2 G.

Our aim is to relate the group orbit shapes of a channel and the resource state needed to

simulate it under symmetry constraints. We must therefore understand how the shape behaves

under the composition of systems, as described by the following lemma.
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Lemma 6.5: Combining channels

Given any quantum channels E : B(HA) ! B(HA0) and F : B(HB) ! B(HB0), Iso(E ⌦

F) � Iso(E)^ Iso(F) under the tensor product group action Ug(E ⌦F) = Ug(E)⌦Ug(F).

Similarly, for states ⇢ 2 B(HA) and � 2 B(HB), Iso(⇢ ⌦ �) � Iso(⇢) ^ Iso(�) under a

tensor product group action Ug(⇢⌦ �) = Ug(⇢)⌦ Ug(�).

Proof. The tensor product group action gives Ug(E ⌦ F) = Ug(E) ⌦ Ug(F) = E ⌦ F when

g 2 Iso(E) ^ Iso(F), therefore Iso(E ⌦ F) � Iso(E) ^ Iso(F). An analogous proof holds for

states.

The residual symmetries of the combined state or channel must include the meet (inter-

section) of the respective isotropy subgroups, reflecting the subgroup lattice structure. Since

appending an auxiliary state is an example of a quantum channel, this is a special case of the

following result.

Lemma 6.6: Concatenating channels

Given two quantum channels E : B(HA) ! B(HB) and F : B(HB) ! B(HC), Iso(E�F) �

Iso(E) ^ Iso(F) under the action of a group G.

Proof. The group transformation acts on E � F to give

Ug(E � F) = Ug � E � F � Ug�1 = Ug � E � Ug�1 � Ug � F � Ug�1 = Ug(E) � Ug(F) . (6.17)

If g 2 Iso(E) ^ Iso(F), then g 2 Iso(E � F), which implies Iso(E � F) � Iso(E) ^ Iso(F).

Again, concatenation of channels respects the structure of the subgroup lattice. These results

connect the shape of the group orbit for a channel to the resource state needed to simulate it,

as this next key theorem demonstrates.
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Theorem 6.2: Simulating Channels

If a state �B can be used to simulate a quantum channel E under symmetric dynamics

F , then M(�B) � M(E).

Therefore the resource state �B must break the symmetry to at least the same degree as

the channel being simulated. This can be seen as an immediate consequence of the previous

lemma, since we can view appending the state �B as a CPTP map, therefore E = F � �B, and

Iso(E) = Iso(F � �B) � Iso(F) ^ Iso(�B) = Iso(�B). However, we can also prove this with the

Stinespring form.

Proof. From the Covariant Stinespring theorem [80,93],

E(⇢) = F(⇢⌦ �B) = trBC [V (⇢⌦ �B ⌦ �C)V
†], (6.18)

where �C = |⌘ih⌘| is some pure symmetric state, and V is a globally symmetric unitary such

that [V, UA(g)⌦ UB(g)⌦ UC(g)] = 0. If g 2 Iso(�B), then

E(⇢) = trBC [V (⇢⌦ Ug(�B)⌦ Ug(�C))V
†] = trBC [V (I⌦ Ug ⌦ Ug)(⇢⌦ �B ⌦ �C)V

†]. (6.19)

Because V is symmetric,

V (I⌦ Ug ⌦ Ug) = V (Ug ⌦ Ug ⌦ Ug)(U†
g ⌦ I⌦ I) = (Ug ⌦ Ug ⌦ Ug)V (U†

g ⌦ I⌦ I) , (6.20)

therefore

E(⇢) = trBC [Ug(V (Ug�1(⇢)⌦ �B ⌦ �C)V
†)] (6.21)

= Ug

�
trBC [V (Ug�1(⇢)⌦ �B ⌦ �C)V

†]
�
= Ug � E � Ug�1(⇢). (6.22)

Hence g 2 Iso(�B) implies g 2 Iso(E), proving that Iso(�B) � Iso(E), and M(�B) � M(E).

This places a lower bound on the resources required to simulate a channel under symmetry

constraints, however this bound is also tight, in the sense that there exists an e�cient simulation

from the perspective of shapes.
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Theorem 6.3: E�cient simulation of channels

If E has isotropy group Iso(E), then there exists a quantum system B and quantum state

�B with M(�B) ⇠= M(E) that allows the simulation of E .

Proof. The channel E decomposes into irreducible process modes [79],

E =
X

�,k

↵�⇤,k(x)��,k (6.23)

where � labels irreducible representations, and k labels the basis vectors of those representations.

The coe�cients ↵�,k(x) are harmonic wavefunctions on the group orbit M(E) ⇠= G/Iso(E). The

point x encodes the reference data needed to simulate E under the symmetry constraint [79].

To simulate E , we choose a reference system whose Hilbert space is L2(M(E),C), explicitly

using the group orbit . The required reference data is then encoded in the state �B = | ih |,

where  (z) = �(z�x). This ensures that the action of the group on the reference system is the

same as the action on G/Iso(E), hence Iso(�B) = Iso(E) and M(�B) ⇠= M(E). By measuring

this reference system and implementing the corresponding channel on the primary system, this

simulates E because

E =
X

�,k

↵�⇤,k(x) ��,k = trB
X

�,k

|xiBhx|⌦ ↵�⇤,k(x) ��,k (6.24)

=
X

�,k

Z
dz tr[M(z) �B] ↵�⇤,k(z) ��,k (6.25)

where {M(z) dz} is a symmetric position measurement on the group orbit.

This shows that there exist auxiliary systems in states with the same residual symmetries

as the given channel that allow the channel’s simulation under symmetry constraints. In other

words, we can use resources e�ciently, not needing to prepare states that break the symmetry

to a greater extent than the channel.

Previously, we discussed how the shape framework could be made robust to small pertur-

bations. This robustness carries over to analysing resources for channel simulation. In reality,
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our simulation will involve some symmetric noise. Given a channel E , there is a noisy version

E✏ = (1� ✏) E + ✏ D, where D is the complete depolarization map D(⇢) = 1

d
I for all ⇢. We can

therefore extend our notion of simulation to noisy simulation, where �B enables us to simulate

E✏ for some 0 < ✏ < 1. The continuity of the Stinespring dilation [94] means that the noisy

simulation should be possible using a resource with the same shape (with some error rate ✏).

6.7 Conclusions & Outlook

In this chapter, we have considered how the shape of group orbits provides a natural coarse-

grained description of symmetry-constrained dynamics. Furthermore, we can see the lattice

of isotropy subgroups – and the partial ordering induced for the shapes – as a coarse-grained

version of the full resource theory, generalising the concept of a resource measure. For resource

theories that involve highly complex structures, simpler coarse-grained descriptions provide

useful information about resources and how they can be manipulated, without delving into

a full analysis. It also points towards looking for coarse-grained versions of a given resource

theory, retaining some aspect of the full structure but in a more amenable setting.

We have also demonstrated the importance of group orbits in understanding and analysing

resources in this setting, providing a bound for e�cient simulation of a channel in terms of

group orbit shapes. In practical settings, where quantum resources can be di�cult to maintain,

such information is very valuable. Moreover, this information is much simpler to compute

than the complete set of resource measures found for the resource theory of asymmetry in [73]

and, although the group orbit shape gives only coarse-grained information, it could potentially

simplify the necessary computations when using those more detailed measures.

Group orbits are obviously a useful tool for understanding the symmetry properties of states

and channels. While the shape of the group orbit has important consequences for the e�cient

implementation of quantum channels, a deeper understanding of the geometric aspects of group

orbits is required, perhaps linking to metrology [69] and di↵erential geometry [95]. Future work
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might also connect with the group-theoretic approach to coarse-graining dynamics presented

in [96].

There is still much work to be done in applying these concepts in more concrete scenarios,

whether in the study of multiple non-commuting charges in thermodynamics [86], or in under-

standing the computational power of quantum computing, for instance in the resource theory of

magic [13]. Our framework sits alongside classifications of Cli↵ord gate-sets in a lattice hierar-

chy [56], and work looking at the symmetry constraints on quantum speed-ups [61]. Hopefully

these few chapters have demonstrated the advantages of using the group orbit to classify and

manipulate resources under symmetry constraints and that these techniques will find further

applications in the ongoing study of resources.
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Part III

Resampling Algorithms for

Quantum Computers
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Chapter 7

Parameter Estimation in Classical &

Quantum Bernoulli Factories

This part of the thesis focuses on the advantages that quantum computational resources o↵er

over their classical counterparts. We approach this task by considering a simple, yet practically

important, example: the Bernoulli factory. This is a useful tool in statistical modelling, however

our interest is motivated by the proven quantum advantage for this algorithm.

• After motivating our interest in Bernoulli factories, we define Bernoulli factories and

introduce the quantum advantage for this setting.

• We describe a general construction for Bernoulli factories that puts parameter estimation

at its heart, providing intuition through digit functions.

• We demonstrate how the constraints on classical Bernoulli factories arise from limitations

in parameter estimation, placing upper bounds on the resources required to implement a

given Bernoulli factory.

• Finally, we show how quantum parameter estimation provides a reduction in the required

resources, and how the quantum advantage for Bernoulli factories arises from destructive

interference.
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The main novel contributions of this chapter are:

• The interpretation of the general Bernoulli factory construction in terms of a generalised

binary expansion, as described in Sections 7.6 and 7.7.

• Using this construction to place upper bounds on the resources required to simulate a

given function in Section 7.8, demonstrating how the constraints on classical Bernoulli

factories arise.

• In Section 7.9, applying quantum amplitude estimation to the general Bernoulli factory

algorithm to demonstrate not only how the quantum advantage arises for Bernoulli fac-

tories, but also the quadratic speed-up allowed in the oracular setting.

The work is from a manuscript in preparation, in collaboration with David Jennings.

7.1 Background and Motivation

Resampling algorithms are amongst the most important and widely used. For example, the

Metropolis-Hastings algorithm [97,98] was selected as one of the ten most important algorithms

of the twentieth century in a recent review [99]. Resampling algorithms process randomness,

using samples from one distribution to simulate those from another that is perhaps di�cult

to directly simulate. Whilst of interest from a fundamental computer science standpoint, their

importance stems from their widespread applications throughout statistical modelling, where

one attempts to determine the underlying parameters of a distribution given data [100].

Bernoulli factories [101] are a family of resampling algorithms that have found wide ap-

plication in statistical modelling, in particular as a key tool for Approximate Bayesian Com-

putation [102]. For many important situations, the likelihood function is either unknown or

computationally expensive to evaluate. Various techniques have been proposed to bypass the

likelihood function, and Bernoulli factories form part of that armoury, finding application in

settings as diverse as disease modelling [103], phylogeography [104] and ocean circulation [105].
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In recent years, algorithms for quantum computers have promised computational advantages

over their classical counterparts. Two archetypal examples of quantum advantage are Grover’s

search algorithm [106] and Shor’s prime factoring algorithm [107]. Although there is often

strong evidence of computational speed-ups in a given setting, the quantum advantage is usually

di�cult to prove, the need for which is perhaps more pressing in light of recent work reducing

the expected quantum speed-ups for various algorithms [108–110].

Bernoulli factories provide a proven quantum advantage in the context of randomness pro-

cessing [111]. This is of theoretical interest, shedding light on how a quantum advantage arises

in this simple setting, whilst also providing a good candidate for applying a quantum advantage

in real-world computational scenarios, such as statistical modelling. Furthermore, its imple-

mentation is amenable to near-term quantum computing platforms, requiring only single-qubit

unitary gates and classical post-processing.

Although mathematically rigorous, the proof presented in [111] does not provide an intuitive

understanding of the source of this quantum advantage. Such an understanding might point

to how other quantum algorithms outcompete their classical counterparts, and whether this

advantage can be exploited for applications in statistical modelling.

This chapter examines the role of parameter estimation in determining the resources required

by classical and quantum Bernoulli factories. Using a general Bernoulli factory construction first

developed by Keane & O’Brien [101], and later Wästlund [112], we demonstrate how parameter

estimation constrains the functions that can be simulated in the Bernoulli factory setting.

Furthermore, we provide a novel perspective on this construction, decomposing the desired

function in terms of ‘fuzzy’ digit functions. Finally, we show that quantum amplitude estimation

provides a speed-up in the number of inputs required, and how destructive interference extends

the class of simulable functions beyond the classical restrictions.
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Figure 7.1: The von Neumann coin trick. The probabilities for each outcome

are indicated on the branches of the decision tree.

7.2 The von Neumann Coin Trick

For a concrete example of a Bernoulli factory, consider an algorithm designed by von Neumann

in the context of random number generation [113]. The algorithm simulates unbiased coin

flips from independent outcomes of a coin with some unknown fixed bias. This is an example

of randomness extraction [114, 115], processing outcomes from a fixed entropy source to distil

unbiased random bits.

The input for the algorithm is a (potentially infinite) string of independent outcomes from

a Bernoulli random variable X ⇠ Bern(p), which produces outcomes 0 and 1 with probability

1� p and p respectively. For obvious reasons, this random variable is called a p-coin. Crucially,

the parameter p 2 (0, 1) is not known to us, nonetheless the algorithm uses the string of binary

inputs to simulate outcomes from an unbiased coin.

Example 7.1: von Neumann coin trick

Consider the first two binary outcomes (X1, X2) in the input string.

1. If X1 = X2, discard these entries from the input string and begin again.

2. If X1 6= X2, then output X2 and terminate the algorithm.

The decision tree is shown in Figure 7.1.
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The algorithm simulates outcomes from an unbiased coin because of the symmetry between

outcomes 01 and 10, which both have probability p(1 � p). Post-selecting these equally-likely

outcomes generates the balanced probabilities of an unbiased coin, without knowledge of the

value of p. The algorithm fails when p = 0 or 1 because all input bits would be identical

and the algorithm would never terminate. Although it is possible that a coin with bias p 2

(0, 1) produces an infinite string of identical values, such as (1, 1, 1, . . . ), the probability of the

algorithm not terminating is of measure zero, ensuring that the expected number of input bits

for the algorithm is finite for all p 2 (0, 1).

Intuitively, if p is close to 0 or 1, pairs of outcomes are more likely to be equal, hence

more outcomes are discarded by the algorithm before the output is generated. This is clearly

ine�cient, however there are more e�cient adaptations of this algorithm that use all input bits,

thereby attaining the optimal binary entropy bound for the expected number of inputs [116].

7.3 Classical Bernoulli Factories

The von Neumann coin trick illustrates the essential features of Bernoulli factories. They are

algorithms that take in a (potentially infinite) string of binary inputs and generate a single

binary output. Crucially, the algorithm is expected to terminate after a finite number of input

bits, corresponding to a finite-time algorithm, although the actual number of inputs can vary –

this is known as a ‘Las Vegas’ algorithm [117].

A Bernoulli factory generalises the von Neumann algorithm, simulating outcomes from an

f(p)-coin, where f : (0, 1) ! [0, 1], such that the probability of the algorithm generating the

output 1 is f(p).

Example 7.2: f(p) = 2p(1� p)

To simulate outcomes from a 2p(1�p)-coin, consider two binary input bits (X1, X2) from

a p-coin. If X1 6= X2, output 1, otherwise output 0.
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In general, the number of inputs is allowed to vary, and probabilities must be assigned to

sets of infinite binary strings. This is achieved with cylinder sets [118].

Definition 7.1: Cylinder sets and probability measures

Given a sample space ⌦ := {(X1, X2, . . . ) : Xi 2 {0, 1} 8i 2 N} of infinite binary strings,

a probability measure Pp is defined on cylinder sets

U(x1, . . . , xn) := {X 2 ⌦ : Xi = xi for 1  i  n} , (7.1)

such that

Pp(U(x)) =
nY

i=1

pxi (1� p)1�xi (7.2)

for p 2 (0, 1).

This specifies a probability measure on all open subsets of ⌦ because the cylinder sets form

a basis for the open sets. The probability measure extends to any subset S ✓ ⌦ by defining

an outer measure Pp(S) := inf{Pp(E) : E is open and S ✓ E} [112]. Cylinder sets are sets of

infinite strings that begin with the same finite sequence of outcomes, and the measure on them

implicitly assumes independent coin flips, whose probabilities multiply. A Bernoulli factory is

completely specified by two sets A and B of finite binary strings, corresponding to the outputs

0 and 1 respectively.

Example 7.3: von Neumann coin trick in terms of input sets

The von Neumann algorithm is specified by the sets A = {10, 0010, 1110, . . . } and B =

{01, 0001, 1101, . . . }. Output 0 if the input belongs to A, and output 1 if in B.

The algorithm terminates in finite time if it corresponds to an observable event [112], illus-

trated in Figure 7.2.
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Figure 7.2: An observable event. The state space ⌦ has a probability measure

imposed on it by cylinder sets. The event occurs if a string in B occurs (the infinite

string must lie in U(B), shaded in beige), and does not occur if the string is in U(A)

(blue). The probability that the string does not lie in U(A) or U(B) (white) is 0,

guaranteeing that the event occurs after a finite number of input bits.

Definition 7.2: Observable event

An event E ✓ ⌦ is observable if there are two sets A = {a1,a2, . . . } and B = {b1,b2, . . . }

of finite binary strings such that

1. U(ai) \ U(aj) = U(bk) \ U(bl) = U(am) \ U(bn) = ; for all distinct finite binary

strings, and

2. Pp(U(A)) + Pp(U(B)) = 1, where U(A) =
S

i
U(ai) and U(B) =

S
i
U(bi).

The event E occurs if the outcome sequence X 2 ⌦ belongs to U(B) and does not occur

if it belongs to U(A).

A Bernoulli factory corresponds to an observable event E, such that Pp(E) = f(p). Given

the simplicity of the Bernoulli factory algorithm for f(p) = 2p(1�p), one might expect a similar

scheme for f(p) = 4p(1�p), however the following theorem [101,112] shows this is not the case.
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Figure 7.3: Bounds on simulable functions for classical Bernoulli factories.

The upper and lower bounds are given by ⌥(p)k and 1 � ⌥(p)k respectively, with

k = 1, 2, 3 depicted.

Theorem 7.1: Classical Bernoulli factory constraints

There exists a classical Bernoulli factory for the function f : (0, 1) ! [0, 1] i↵

1. f is continuous, and

2. either f is a constant function, or for all p 2 (0, 1), ⌥(p)k < f(p) < 1 � ⌥(p)k for

some k 2 N,

where ⌥(p) := p(1� p).

We say f(p) is simulable if there exists a corresponding Bernoulli factory. Intuitively, these

conditions specify that a classically simulable function cannot evaluate to 0 or 1 within the do-

main (0, 1), which implies there is no Bernoulli factory for f(p) = 4p(1�p). Simulable functions

are bounded away from 0 and 1 by the fluctuation level ⌥(p), as illustrated in Figure 7.3, and

more coins will be required the closer f(p) gets to 0 or 1.
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7.4 Quantum Bernoulli Factories

Besides their practical importance in statistical modelling, our interest in Bernoulli factories

arises from their quantum analogue [111], which makes two key changes from the classical

setting.

(Coins to Quoins) The input for a quantum Bernoulli factory is a string of two-dimensional

quantum systems (qubits) prepared in the pure state |pi =
p
1� p |0i+p

p |1i, where p 2 (0, 1)

is again unknown. These are called p-quoins, and measuring them in the computational basis

{|0i , |1i} simulates outcomes from a classical p-coin.

(Unitary Operations) Arbitrary single-qubit unitaries can be performed on the input qubits

prior to measurement in the computational basis. The measurement outcomes can then undergo

classical processing. One could allow multi-qubit gates in this scheme to reduce the number of

quoins required, however these are more di�cult to implement with comparable fidelities and

they do not extend the class of simulable functions beyond those available with single-qubit

operations [111].

Using p-quoins allows the simulation of a wider class of functions.

Example 7.4: Quantum advantage from a single quoin

Applying a Hadamard gate to a single p-quoin, followed by measurement in the compu-

tational basis, generates outcomes from an f(p)-coin, where

f(p) =
1

2
�
p
p(1� p). (7.3)

This function is not classically simulable because f(1/2) = 0.

In [111], the conditions for simulability with a quantum Bernoulli factory were derived.
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Figure 7.4: Bounds on simulable functions for quantum Bernoulli factories.

The corresponding bounds for functions that are simulable with a quantum Bernoulli

factory are shown, namely ⌅Z(p)k and 1� ⌅Z(p)k for k = 1, 2. Here Z = {1/2}.

Theorem 7.2: Quantum Bernoulli factory constraints

There exists a quantum Bernoulli factory for the function f : (0, 1) ! [0, 1] that uses

single-qubit unitaries and classical post-processing if

1. f is piecewise continuous, and

2. either f is a constant function, or for all p 2 (0, 1), ⌅Z(p)k  f(p)  1�⌅Z(p)k for

some k 2 N,

where, for a finite set Z ⇢ (0, 1),

⌅Z(p) := ⌥(p)
Y

z2Z
hz(p)

�
1� hz(p)

�
(7.4)

with hz(p) :=
�p

p(1� z)�
p
z(1� p)

�
2
.

These conditions are reminiscent of the classical constraints, but with modified bounding

functions ⌅(p) in place of ⌥(p), as shown in Figure 7.4. This allows a simulable function to

evaluate to 0 or 1 a finite number of times in the domain (0, 1), proving the quantum advantage
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for Bernoulli factories.

Quantum Bernoulli factories are also amenable to implementation on present and near-term

quantum computers. The use of single-qubit unitaries eliminates problems arising from lower-

fidelity multi-qubit gates and architectural constraints arising from the arrangement of qubits.

A proof-of-principle demonstration has already been performed with a photonic platform [119].

Quantum Bernoulli factories are therefore a prime target for exploiting a quantum advantage

on NISQ-era platforms.

Although the mathematical constructions used to prove the simulability conditions for clas-

sical and quantum Bernoulli factories are well-founded, they do not provide an intuitive un-

derstanding of how these constraints arise. The aim of this chapter is to demonstrate how

parameter estimation determines which functions are simulable, and importantly to pinpoint

the source of the quantum advantage in this setting.

7.5 Bernoulli Factories for Constant Functions

To build a general Bernoulli factory, we adapt a simple construction for constant functions,

based around binary expansions. From the von Neumann scheme, which simulates the constant

function f(p) = 1

2
, a 1

4
-coin can be simulated by generating two unbiased coins and outputting

1 only when both give outcome 1. This clearly generalises, using n outcomes from the von

Neumann algorithm to simulate a 1

2n
-coin.

Bernoulli factories for any constant function f(p) = c can then be constructed, where c 2

[0, 1]. The algorithm utilises the binary expansion of the constant, c = 0.b1b2b3 . . . , which

encodes the infinite series

c =
1X

n=1

bn
1

2n
where bn 2 {0, 1}. (7.5)

An iterative procedure builds up probability bit-by-bit until the desired value is reached. Be-

ginning with the function f1(p) := f(p) = c, the algorithm checks whether 1

2
is part of the
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summation, as encoded in the first binary digit b1. If b1 = 1, the algorithm contributes 1

2

to Eq. (7.5) by simulating an unbiased coin, otherwise it outputs 0. The next iteration defines

a new function

f2(p) := f1(p)�
1

2
b1 = 0.0b2b3 . . . (7.6)

that represents the remainder of the summation. The algorithm then decides whether to con-

tribute a probability of 1

4
, as determined by the next binary digit b2. This iterative procedure

continues for all n 2 N, iteratively defining functions

fn+1(p) := fn(p)�
1

2n
bn = 0.0 . . . 0bn+1bn+2 . . . (7.7)

to account for the remainder of the binary expansion, and letting the binary digits decide

whether to contribute 1

2n
to the sum.

In this iterative form, it might appear as though all of the potentially infinitely many

contributions to the summation must be physically implemented. However, sampling over

the iterations with the appropriate probabilities e↵ectively sums all of the contributions. The

algorithm to simulate a c-coin is as follows:

1. Simulate n unbiased coins until outcome 0 is obtained.

2. If bn = 1, then output 1, otherwise output 0.

The first step selects the nth binary digit with probability 1

2n
, while the second checks the binary

expansion to decide whether to contribute 1

2n
to the infinite sum in Eq. (7.5). This simulates

any constant function f(p) = c 2 [0, 1] with a finite expected number of coins, even if c is

irrational, as the following example demonstrates.

Example 7.5: f(p) = 1/⇡

The irrational number 1

⇡
has the binary expansion 0.01010001 . . . . The associated

Bernoulli factory obtains a series of n unbiased coin flips until outcome 0 is obtained.

The output for the algorithm is then bn, as summarised in Table 7.1.
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n 1 2 3 4 5 6 7 8 . . .

bn 0 1 0 1 0 0 0 1 . . .

Table 7.1: Bernoulli factory for f(p) = 1
⇡ . Here n is the number of unbiased

coin flips before 0 is obtained, and bn is the corresponding binary digit.

The simulation splits into two components: (a) sampling n 2 N, using only unbiased coins,

and (b) filtering the contributions to the total probability, controlled by the binary digits bn.

For constant functions, the value of p is not explicitly used, however it comes into play when

simulating non-constant functions, as the next section demonstrates.

7.6 Digit Functions

If f(p) is not a constant, the construction of the previous section must be generalised. Once

again, the binary expansion takes centre stage, with the function at p evaluating to

f(p) =
1X

n=1

bn(p)
1

2n
where bn(p) 2 {0, 1}. (7.8)

Crucially, the binary digits bn(p) are now themselves functions of p, and we refer to them as

digit functions. As before, an iterative scheme builds up the contributions bit-by-bit, adding 1

2n

if required.

Example 7.6: f(p) = p

For a given value of p, the probability f(p) = p can be built up from contributions of size

1

2n
, as described by the binary expansion. This is visualised in Figure 7.5.

This construction can be applied to any function f : (0, 1) ! [0, 1]. Beginning with the

function f1(p) := f(p), the first digit function is

b1(p) :=

8
>>>><

>>>>:

1 f1(p) � 1

2

0 f1(p) <
1

2

, (7.9)
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Figure 7.5: Building up f(p) with digit functions. The function f(p) = p is

built up bit by bit from digit functions bn(p). The first three contributions are shown.

explicitly the first digit in the binary expansion of f(p) evaluated at p. The next stage is defined

by subtracting the contribution of the first iteration, namely 1

2
b1(p), leaving

f2(p) := f(p)� 1

2
b1(p) = 0.0b2b3b4 . . . (p) (7.10)

This can be repeated indefinitely, defined as follows.

Definition 7.3: Digit functions

Given a function f(p), iteratively define

f1(p) := f(p) fn+1(p) := fn(p)�
1

2n
bn(p) , (7.11)

where the nth digit function is

bn(p) =

8
>>>><

>>>>:

1 fn(p) � 1

2n

0 fn(p) <
1

2n

. (7.12)

Examples of the iteratively defined functions fn(p) = 0.0 . . . 0bnbn+1 . . . (p) are shown in Fig-

ure 7.6, encoding the contribution from the nth digit onwards in the binary expansion of f(p).
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Figure 7.6: fn(p) encodes the remainder of f(p) to be contributed by digit

functions. For f(p) = p, the functions f1(p), f2(p) and f3(p) are pictured from top

to bottom, illustrating how the iterative scheme builds up f(p) at each stage. Note

that fn(p) <
1

2n�1 .
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Supposing that the digit functions can be simulated, a Bernoulli factory for f(p) is as follows:

1. Simulate an unbiased coin n times until outcome 0 is obtained.

2. Simulate a bn(p)-coin, taking its outcome as the output for the algorithm.

Once again, the construction of f(p) separates into two components: (a) sampling n 2 N with

an unbiased coin, and (b) filtering the contributions with digit functions. However, in this more

general case, the value of p now determines the output of the digit functions.

7.7 Fuzzy Digit Functions

Given that digit functions can be defined for any function f : (0, 1) ! [0, 1], where do the

constraints of Theorem 7.1 come from? The problem comes from the digit functions, bn(p),

which are not simulable with a classical Bernoulli factory (unless bn(p) is a constant) because

they evaluate to 0 or 1 within the domain (0, 1). To see why this is the case, consider their

construction. Since the output depends on p, an obvious algorithm would be:

1. Use parameter estimation to obtain the value of p.

2. If fn(p) � 1

2n
, then output 1, otherwise output 0.

However, Bernoulli factories use a finite number of p-coins, so there will necessarily be some

uncertainty in the estimate of p 2 (0, 1). Simulation of bn(p) requires infinitely many p-coins.

Nonetheless, f(p) can be expanded in terms of simulable functions that play the role of

digit functions. We call these fuzzy digit functions, denoted b̂n(p). The iterative scheme then

plays out as before, but with modified functions f̂n(p). For the first iteration, f̂1(p) := f(p)

and the contribution from the corresponding fuzzy digit function is 1

2
b̂1(p). However, b̂1(p) is

constrained by the next iteration,

f̂2(p) := f̂1(p)�
1

2
b̂1(p) . (7.13)
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(Positivity) f̂2(p) must also be simulable. If f̂2(p) < 0 for any p 2 (0, 1), negative probabili-

ties would be required. If f̂2(p) = 0 for any p 2 (0, 1), it must be a constant function. Therefore,

b̂1(p) should be chosen such that f̂1(p) >
1

2
b̂1(p) for all p 2 (0, 1), allowing equality if f̂2(p) is

a constant function.

(Bounded di↵erence) To ensure that f̂2(p) can be simulated by later fuzzy digit functions,

f̂1(p)�
1

2
b̂1(p) <

1

2
, (7.14)

such that f̂2(p) = 0.0b̂2b̂3 . . . (p) for all p 2 (0, 1). Again, this bound can be made an equality if

f̂2(p) is then a constant function.

Definition 7.4: Fuzzy digit functions

Given the function f(p), iteratively define

f̂1(p) := f(p) f̂n+1(p) := f̂n(p)�
1

2n
b̂n(p) , (7.15)

where the nth fuzzy digit function b̂n(p) is a simulable function satisfying

0 < f̂n(p)�
1

2n
b̂n(p) <

1

2n
(7.16)

for all p 2 (0, 1). These inequalities can be made equalities if f̂n+1(p) is a constant

function.

Fuzzy digit functions adapt to the uncertainty in the parameter estimation, shifting the

discrepancy from the original digit functions bn(p) into the following iteration. The algorithm

is then implemented much as before:

1. Simulate an unbiased coin n times until outcome 0 is obtained.

2. Simulate an b̂n(p)-coin, and use the outcome as the output for the algorithm.

The fuzzy digit functions play the same role as the binary digits, but have the advantage of

being simulable in the context of Bernoulli factories.
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7.8 Fuzzy Digit Functions from Parameter Estimation

Given that parameter estimation with an infinite number of p-coins can simulate the digit

function bn(p), it is natural to simulate fuzzy digit functions b̂n(p) in much the same way, only

with a finite number of p-coins. In essence, the aim is to decide whether p belongs to the region

In :=

⇢
p 2 (0, 1) : f̂n(p) �

1

2n

�
(7.17)

with su�cient confidence. The algorithm for simulating b̂n(p) is as follows:

1. Use parameter estimation to obtain an estimate p̂ for the value of p.

2. If f̂n(p̂) � 1

2n
(i.e. p̂ 2 In), then output 1, otherwise output 0.

If N samples from the p-coin are used, this simulates the function

b̂n(p) =
NX

j=0

Hn

�
f̂n(j/N)

�✓N
j

◆
pj(1� p)N�j , (7.18)

where

Hn(x) =

8
>>>><

>>>>:

1 x � 1

2n

0 x < 1

2n
.

(7.19)

This is an example of a Bernstein polynomial, a class of functions that play an important role in

constructive proofs of the Weierstrass approximation theorem, which states that any real-valued

continuous function on the interval [a, b] can be uniformly approximated by real polynomials on

R [120]. Furthermore, as N ! 1, the fuzzy digit function uniformly converges to Hn

�
f̂n(p)

�
,

recovering bn(p) in the limit, illustrated in Figure 7.7.

The defining constraints on the fuzzy digit functions place requirements on the number of

p-coins that must be sampled in the parameter estimation step. These conditions provide the

source of the constraints in Theorem 7.1, as we now demonstrate.
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Figure 7.7: Convergence of
1

2
b̂1(p) to

1

2
b1(p). As the number N of p-coins used

in the parameter estimation step increases, the closer the fuzzy digit function gets to

its exact counterpart. Here f(p) = 5

2
p(1� p).

7.8.1 Bounding f(p) away from 0

Parameter estimation forces f(p) to be bounded away from 0 within its domain. To see why,

suppose that f(p) = 0 for some p 2 (0, 1). It is not possible to lower bound this function with

a non-constant fuzzy digit function simulated with a finite number of p-coins. b̂n(p) is non-zero

for all p 2 (0, 1), because there is always some finite probability of the estimate p̂ belonging to

In, implying that b̂n(p) is non-zero outside of In.

However, using enough p-coins in for the parameter estimation step ensures that b̂n(p)

satisfies the requirements in Definition 7.4, such that

0 < f̂n(p)�
1

2n
b̂n(p) <

1

2n
(7.20)

for all p 2 (0, 1). As f(p) gets closer to zero, more coins are required to ensure 1

2
b̂1(p) lower

bounds f(p). The following lemma quantifies the number of p-coins needed to guarantee the

fuzzy digit function satisfies the defining conditions outside of In.
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Lemma 7.1: Parameter estimation bounds outside In

Consider a function f̂n(p) > ⌥(p)k. For p 2 (0, 1) such that the distance to the set In,

� := min
q2In

|p� q| , (7.21)

is greater than some value � > 0, then a non-constant fuzzy digit function b̂n(p) satisfies

0 < f̂n(p)�
1

2n
b̂n(p) <

1

2n
(7.22)

if the number of coins used in the parameter estimation step is k
⌃
2�n/k��2

⌥
.

Proof. For the p being considered, f̂n(p) <
1

2n
, therefore f̂n(p) � 1

2n
b̂n(p) <

1

2n
. To show that

f̂n(p) >
1

2n
b̂n(p), we use Chebyshev’s inequality [121], which states that

P
�
|p̂� p| > �

�
<

⌥(p)

N�2
. (7.23)

Using k rounds of this parameter estimation allows us to upper bound the fuzzy digit function,

as seen in Figure 7.8, such that

b̂n(p) < P
�
|p̂� p| > �

�
k
<

⌥(p)k

(N�2)k
, (7.24)

only outputting 1 if p̂ 2 In for all k rounds of parameter estimation. Therefore f̂n(p) >
1

2n
b̂n(p)

if

1

2n(N�2)k
 1 , or equivalently N � 1

2n/k�2
. (7.25)

Over the k rounds of parameter estimation, this uses k
⌃
2�n/k��2

⌥
samples, with the ceiling

function ensuring an integer number of samples.

This construction is unlikely to be optimal, however it is guaranteed to satisfy the required

bounds. The ⌥(p)k bounds in Theorem 7.1 can be naturally interpreted as fluctuations in the

parameter estimation step. Moreover, as the function f(p) gets closer to zero, the value of k

gets larger and thus more coins are required.
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Figure 7.8: Lower bounding f̂1(p) with
1
2 b̂1(p). Here f(p) = p2, which is lower

bounded by ⌥(p)2. To ensure that f̂1(p) > 1

2
b̂1(p), enough coins are used in the

parameter estimation to ensure that, for some distance � from In, P (|p̂ � p| > �) is

upper bounded by ⌥(p). This is done twice to upper bound
1

2
b̂1(p) by ⌥(p)2.

7.8.2 Bounding f(p) away from 1

Similarly, the fuzzy digit function construction demonstrates why classically simulable functions

cannot evaluate to 1 within the domain (0, 1). Suppose that f(p1) = 1 for some p1 2 (0, 1),

then the constraint that

f̂1(p1)�
1

2
b̂1(p1) <

1

2
(7.26)

cannot be satisfied (although f̂1(p)� 1

2
b̂1(p) =

1

2
if b̂1(p) is a constant function). With a finite

number of coins, there is some finite probability that p̂ /2 I1 when p 2 I1. Once again, parameter

estimation constrains the set of simulable functions. The number of coins needed to simulate

the required fuzzy digit functions can be derived in a similar manner to Lemma 7.1.
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Lemma 7.2: Parameter estimation bounds inside In

Consider a function f̂n(p) < 1

2n�1 � ⌥(p)k, where k 2 N. For p 2 (0, 1) such that the

distance to the set ICn = (0, 1)� In,

� := min
q2ICn

|p� q| , (7.27)

is greater than some value � > 0, a non-constant fuzzy digit function b̂n(p) satisfies

0 < f̂n(p)�
1

2n
b̂n(p) <

1

2n
(7.28)

if the number of coins used in the parameter estimation step is k
⌃
2�n/k��2

⌥
.

Proof. For the p being considered, f̂n(p) >
1

2n
, therefore f̂n(p) � 1

2n
b̂n(p) > 0. To ensure that

f̂n(p) � 1

2n
b̂n(p) <

1

2n
, we use Chebyshev’s inequality to lower bound b̂n(p) for the values of p

being considered, such that

P (p̂ /2 In) <
⌥(p)

N�2
. (7.29)

Repeating this k times, and only outputting 1 if all k runs give p̂ 2 In, ensures that b̂n(p) >

1� 2n⌥(p)k, and hence

f̂n(p)�
1

2n
b̂n(p) <

1

2n�1
� ⌥(p)k � 1

2n
+ ⌥(p)k =

1

2n
(7.30)

if each round of parameter estimation uses at least 2�n/k��2 samples from the p-coin. This is

pictured in Figure 7.9. In total, this scheme uses k
⌃
2�n/k��2

⌥
samples.

7.8.3 Continuity of f(p)

The final condition on simulable functions in Theorem 7.1 is continuity, which also stems from

using parameter estimation with only a finite number of samples. This condition arises because

b̂n(p) drops o↵ at the boundary of In over some finite region, rather than the immediate cut-o↵

provided by bn(p). For functions f̂n(p) that vary rapidly, the parameter estimation step must

be more accurate to ensure that the required bounds on b̂n(p) are satisfied.
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Figure 7.9: Bounding
1
2 b̂1(p) such that f̂1(p)� 1

2 b̂1(p) <
1
2 . Here f(p) = 3p(1�

p), which is upper bounded by 1 � ⌥(p)2. To guarantee that f̂1(p) � b̂1(p)/2 < 1/2,

enough coins are used in the parameter estimation to ensure that b̂1(p) > 1� 2⌥(p)k

for the values of p in question. This is easily seen because the gap between f(p) and

1

2
b̂1(p) is clearly smaller than the gap between 1� ⌥(p)2 and 1/2� ⌥(p)2.

Consider values of p /2 In within � of the boundary of In. Clearly 1

2n
b̂n(p) < 1

2n
, and we

have already specified that 1

2n
b̂n(p) < ⌥(p)k at a distance � from the boundary. As illustrated

in Figure 7.10, choosing � such that the gradient of the line joining these two bounds is steeper

than the maximum gradient of f̂n(p) ensures that the straight line lower bounds f̂n(p) in the

region around the boundary of In. Furthermore, b̂n(p) dies away outside In, therefore
1

2n
b̂n(p)

must remain below this same straight line if it is also below it at the endpoints of this �-sized

region. Therefore the required bounds on b̂n(p) are satisfied if

�����

1

2n
� ⌥(p)k

�

����� > max
p2(0,1)

�����
df̂n
dp

����� . (7.31)

For simplicity, we choose

� =
1

2n

 
max
p2(0,1)

�����
df̂n
dp

�����

!�1

. (7.32)

A similar reasoning holds for �-sized region around the boundary inside In. This places an

upper bound on the number of coins required to simulate the required fuzzy digit function.
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Figure 7.10: Bounding
1
2 b̂1(p) near the boundary of In. To ensure that

f̂n(p) >
1

2
b̂1(p) in the region around the boundary of In, choose � such that the absolute

value of the gradient of the triangle in this figure is greater than maxp2(0,1)

���df̂n
dp

���.

Theorem 7.3: Classical fuzzy digit function resources

Given a di↵erentiable function f̂n(p), bounded such that ⌥(p)k < f̂n(p) <
1

2n�1 � ⌥(p)k,

then a non-constant fuzzy digit function b̂n(p), satisfying 0 < f̂n(p) � 1

2n
b̂n(p) <

1

2n
for

all p 2 (0, 1), can be simulated with

N = k

⇠
1

2n/k�2

⇡
= k

2

666
2(2n�

n
k ) max

p2(0,1)

�����
df̂n
dp

�����

2
3

777
(7.33)

samples from the p-coin.

Functions with larger derivatives require more coins in the parameter estimation step. If

f̂n(p) has a discontinuity, (i.e. f̂ 0
n ! 1), the number of coins required N ! 1. It is likely that

the conditions for the fuzzy digit function are satisfied with fewer samples from the p-coin, and

further work is required to find better bounds on the number of coins required. The coming

sections describe how the ��2 dependence in N can be improved to ��1 in the quantum setting,

and how the proven quantum advantage for Bernoulli factories arises.
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7.9 Quantum Speed-up for Bernoulli Factories

The fuzzy digit function construction highlights the central role of parameter estimation in

restricting the randomness processing power of the classical Bernoulli factory. Is it advantageous

to replace classical parameter estimation by its quantum analogue in this construction? We now

show that it o↵ers a square-root speed-up in the number of p-coins required to simulate a given

function, much like Grover’s algorithm [106].

Amplitude estimation is a quantum mechanical parameter estimation scheme [122], estimat-

ing the value of p encoded in the p-quoins. However, it requires a slightly stronger form of the

quantum Bernoulli factory scenario, namely that rather than pre-prepared p-quoins, we instead

access a unitary oracle Op that prepares p-quoins. For simplicity, we consider a p-quoin oracle

of the form Op = e�i✓Y , where sin ✓ =
p
p, thus ensuring that Op |0i = |pi. This scenario was

first considered by Yoder [123].

7.9.1 Quantum Amplitude Estimation

The amplitude estimation algorithm obtains an estimate for p by performing quantum phase

estimation [3, 107] on the p-quoin oracle. The algorithm requires two registers:

• a register A of s = logN qubits in which to output the estimate,

• a register B composed of a single qubit on which the quoin oracle Op can act.

The registers are initialised in the state |0i
A
|0i

B
, then a Fourier Transform unitary, which acts

on the computational basis as

Q |ji
A
=

1p
N

N�1X

k=0

e
2⇡ijk
N |ki

A
, (7.34)

is applied to the first register to prepare the state

QA |0i
A
|0i

B
=

1p
N

N�1X

j=0

|ji
A
|0i

B
. (7.35)
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The key to the phase estimation algorithm, and the reason for switching to the oracular

setting, is a coherent querying of the oracle, ⇤(Op) |ji | i = |ji
�
Oj

p | i
�
, where | i is an

arbitrary state. Applied to our state,

⇤(Op) QA |0i
A
|0i

B
=

1p
N

N�1X

j=0

|ji
⇣
e�ij✓Y |0i

⌘
=

1p
2N

N�1X

j=0

e�ij✓ |ji |+ii+ eij✓ |ji |�ii ,

(7.36)

where |±ii are the ±1 eigenvectors of Y . The inverse fourier transform is then applied to the

first register to leave the state

Q†
A

⇤(Op) QA |0i
A
|0i

B
=

1p
2N

N�1X

j=0

N�1X

k=0

e�ij(✓+ 2⇡k
N ) |ki

A
|+ii

B
+ eij(✓�

2⇡k
N ) |ki

A
|�ii

B
.

(7.37)

The aim is to estimate p = sin2 ✓, so there is no di↵erence between the choices ✓ = ±2⇡k

N
.

Considering just one of these possibilities, we consider the above state to be

|�i
AB

=
1

N

N�1X

j=0

N�1X

k=0

eij(✓�
2⇡k
N ) |ki

A
|+ii

B
(7.38)

for simplicity. The probability of measuring the value k in the first register is

P (k) =
1

N2

������

N�1X

j=0

eij(✓�
2⇡k
N )

������

2

=
sin2

�
N

2

⇥
✓ � 2⇡k

N

⇤�

N2 sin2
�
1

2

⇥
✓ � 2⇡k

N

⇤� , (7.39)

which provides an estimate p̂ for p through the relation p̂ = sin2
�
2⇡k

N

�
.

Coherent querying of the oracle permits a reduction in the number of ‘coins’ required for

the parameter estimation step in the simulation of fuzzy digit functions. Moreover, just like

the classical parameter estimation scheme used in earlier sections, when p = 0 or 1, then

P (p̂ = p) = 1. The certainty in the estimate at these special values of p is the source of the

quantum advantage, since these special points can be changed by application of a unitary before

the amplitude estimation step.

7.9.2 Amplitude Estimation and Bernoulli Factories

In this oracular setting, the resources required to simulate a function are quantified by the

number of calls to the p-quoin oracle, analogous to the number of p-coins required in the
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classical setting. The fuzzy digit construction can be used in the quantum case, utilising the

amplitude estimation algorithm to estimate p. As before, enough oracle calls are required to

bound the fuzzy digit functions, and this is provided by a quantum analogue of the Chebyshev

inequality.

Lemma 7.3: Quantum Chebyshev inequality from amplitude estimation

Given access to a p-quoin oracle Op, quantum amplitude estimation provides an estimate

p̂ for the parameter p such that for � > 0,

P
�
|p̂� p| > �

�
<
⇡
p

⌥(p)

N�
+O

✓
⇡2⌥(p)

N2�2

◆
, (7.40)

where N is the number of calls to the oracle, and ⌥(p) = p(1 � p). For p = 0 or 1,

P (p̂ = p) = 1.

Proof. It was shown in [122] that for any integer j > 0, the amplitude estimation algorithm

generates an estimate p̂ for the parameter p such that

P

 
|p̂� p| >

2⇡j
p

⌥(p)

N
+

j2⇡2

N2

!


8
>>>><

>>>>:

1� 8

⇡2 j = 1

1

2(j�1)
j � 2,

(7.41)

with P (p̂ = p) = 1 for p = 0 or 1. To obtain a similar form to the Chebyshev bound, namely

P (|p̂� p| > �) < ✏, we set

� =
2⇡j
p

⌥(p)

N
+

j2⇡2

N2
, (7.42)

which can be rearranged into standard quadratic form

✓
j⇡

N

◆
2

+ 2
p

⌥(p)

✓
j⇡

N

◆
� � = 0 (7.43)

with a positive solution

j =
N

⇡

⇣p
⌥(p) + � �

p
⌥(p)

⌘
=

N�

2⇡
p

⌥(p)
+O

 
�2

⌥(p)
3
2

!
. (7.44)
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Assuming that j � 2 and ✏ = (2j � 1)�1,

P (|p̂� p| > �) <
1

2 (j � 1)
=

1

2j
+

1

2j(j � 1)
(7.45)

=
⇡
p

⌥(p)

N�
+O

✓
⇡2⌥(p)

N2�2

◆
. (7.46)

The higher order terms can be neglected with ⇡

N�
< 1.

There are two important di↵erences to the classical Chebyshev bound. Firstly
p

⌥(p) has

replaced ⌥(p). More importantly, the probability scales with ��1 instead of ��2, and this is the

source of a quantum speed-up over the classical fuzzy-digit construction in the following result.

Theorem 7.4: Quantum fuzzy digit function resources

Given a di↵erentiable function f̂n(p), bounded such that ⌥(p)k < f̂n(p) <
1

2n�1 � ⌥(p)k,

then a non-constant fuzzy digit function b̂n(p), satisfying 0 < f̂n(p) � 1

2n
b̂n(p) <

1

2n
for

all p 2 (0, 1), can be simulated with

N = 2k

&
2(n�

n
2k )⇡ max

p2(0,1)

�����
df̂n
dp

�����

'
(7.47)

calls to the p-quoin oracle.

Proof. We use the same construction as the classical case, simply replacing the classical estimate

p̂ with that obtained from quantum amplitude estimation, and using the Chebyshev-like bound

derived in Lemma 7.3. To guarantee the bound of ⌥(p)k, the amplitude estimation algorithm

is run 2k times, only generating outcome 1 if all 2k parameter estimation runs give p̂ 2 In. The

fuzzy digit conditions are satisfied if

1

2n
⇡2k

(N�)2k
 1 (7.48)

Given 2k rounds of estimation, and the same choice of � as for the classical construction, this

uses

N = 2k
l ⇡

2n/2k�

m
= 2k

&
2(n�

n
2k )⇡ max

p2(0,1)

�����
df̂n
dp

�����

'
(7.49)
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samples from the p-quoin oracle, the ceiling function arising from the requirement that an

integer number of samples is required on each round of parameter estimation.

This explains the square-root speed-up for the quantum Bernoulli factory previously noted

in [119]. Although the class of simulable functions is not extended here by the use of quantum

parameter estimation, it is able to simulate the same functions using fewer coins, reducing the

resources needed for the simulation. Even if a particular function is not simulable, the quantum

Bernoulli factory simulates a better approximation with the same number of inputs.

7.10 Destructive Interference and the Quantum Advantage

Our interest in Bernoulli factories was motivated by the proven quantum advantage in this

setting. Quantum parameter estimation provides a speed-up for the fuzzy digit function con-

struction, however we have yet to show how the use of p-quoins extends the class of simulable

functions. The source of this quantum advantage is destructive interference, specifically the

ability to unitarily transform a particular p-quoin, whose measurement outcomes have non-zero

entropy in the computational basis, to |0i or |1i, where the outcomes are totally predictable.

Lemma 7.4: ‘Derandomizing’ a p-quoin

The unitary e�i✓Y acts on a p-quoin to produce a new quoin with parameter q =

sin2
�
arcsin (

p
p) + ✓

�
. When ✓ = � arcsin (

p
p), this outputs the state |0i.

Proof. Setting
p
p = sin↵, the unitary acts on a p-quoin to give

e�i✓Y |pi = (cos ✓ I� i sin ✓ Y )(cos↵ |0i+ sin↵ |1i) (7.50)

= (cos↵ cos ✓ � sin↵ sin ✓) |0i+ (sin↵ cos ✓ + cos↵ sin ✓) |1i (7.51)

= cos (↵+ ✓) |0i+ sin (↵+ ✓) |1i (7.52)

This is a quoin with parameter q = sin2(↵+ ✓) = sin2
�
arcsin (

p
p) + ✓

�
. Setting ✓ = �↵ gives

e�i✓Y |pi = |0i.
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The cases where p = 0 or 1 are special from the point of view of parameter estimation.

For these values, the estimate p̂ always equals p, and there is no chance of error when deciding

whether p 2 In. This explains why the bounding functions ⌥(p) tend to zero at these points.

Applying a unitary prior to parameter estimation moves these special points within the domain.

Lemma 7.5: ‘Shifted’ parameter estimation

After transforming p-quoin samples with the unitary e�i✓Y , classical parameter estimation

can decide whether p 2 In, with error probability upper bounded by ⌥(q), where q =

sin2
�
arcsin (

p
p) + ✓

�
.

Proof. Apply e�i✓Y to the p-quoins to obtain N samples from q-quoins, and obtain an estimate

q̂ for the transformed parameter q = sin2
�
arcsin (

p
p)+ ✓

�
. The Chebyshev bound implies that

P
�
|q̂ � q| > �

�
<

⌥(q)

N�2
, (7.53)

which can be used just as before to decide whether q 2 {sin2
�
arcsin (

p
p) + ✓

�
: p 2 In} – and

therefore whether p 2 In – with error probability upper bounded by ⌥(q).

The same procedure holds when using amplitude estimation, where the error probability can

instead by upper bounded by
p

⌥(q). Crucially, this bound goes to zero at the value q, so this

technique can lower bound a function that evaluates to zero at that point. This is the source of

the proven quantum advantage. To make this clear, we reframe the conditions on simulability

for quantum Bernoulli factories.
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Theorem 7.5: Quantum constraints made simple

There exists a quantum Bernoulli factory for the function f : (0, 1) ! [0, 1] that uses

single-qubit unitaries and classical post-processing if

1. f is continuous, and

2. either f(p) is a constant, or for all p 2 (0, 1), ⌅Z(p)k  f(p)  1�⌅Z(p)k for some

k 2 N,

where, for a finite set Z ⇢ (0, 1),

⌅Z(p) :=
Y

z2Z
⌥(qz) (7.54)

with qz = sin2
�
arcsin (

p
p)� arcsin (

p
z)
�
.

Proof. Again the fuzzy digit functions can be constructed, using either classical or quantum

parameter estimation to decide whether p 2 In. To bound the error probability by ⌅Z(p),

apply e�i✓Y with ✓ = � arcsin
p
z, perform the required parameter estimation and repeat for

each z 2 Z. If all of these rounds of parameter estimation agree that p 2 In, then output 1.

Moreover, this can be repeated k times to obtain the ⌅Z(p)k bounds.

These conditions are the same as those in Theorem 7.2 because

qz = sin2
�
arcsin (

p
p)� arcsin (

p
z)
�
=
�p

p(1� z)�
p

z(1� p)
�
2
, (7.55)

however the source of the bounds is made obvious. In particular, it highlights the importance

of destructive interference for extending the class of simulable functions, while parameter esti-

mation constrains the resources required to perform the algorithm.
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7.11 Outlook

In summary, we identified parameter estimation as the source of constraints on simulable func-

tions for a classical Bernoulli factory. We presented a construction based on digit functions,

providing an intuitive interpretation for the general constructions of Keane & O’Brien [101] and

Wästlund [112]. Furthermore, we demonstrated how the quantum advantage consists of two

components:

• a square-root reduction in the number of coins required, arising from using quantum

amplitude estimation in the construction of the fuzzy digit functions, and

• the extension of the class of simulable functions by means of destructive interference.

In doing so, we derived upper bounds on the resources required to simulate the required fuzzy

digit functions.

Future work could improve these bounds, perhaps by being less conservative in bounding

the fuzzy digit functions. More e�cient constructions exist for most functions, however the

fuzzy digit functions may pave the way for more practically useful Bernoulli factory algorithms.

Perhaps the most pressing direction for future research is to explore whether the quantum

advantage can be exploited for statistical modelling. One might naively attempt to upload a

classical p-coin to the quantum setting by classically estimating p and uploading that estimate

to give a ‘noisy’ p-quoin, upon which the quantum algorithm can be implemented. The resulting

quantum state that this scheme uses as a p-quoin would be

⇢ =
nX

j=0

✓
n

j

◆
pj(1� p)n�j |p̂n(j)ihp̂n(j)| , (7.56)

where |p̂n(j)i =
q

1� j

n
|0i +

q
j

n
|1i. This can be used for approximate simulation, however

it is unclear if these noisy p-quoins o↵er any advantage over their classical counterparts, since

the same number of p-coins can match the accuracy of the approximation o↵ered by the noisy

p-quoins. Further work is required to exploit the quantum advantage, and we conjecture that a
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fully coherent version of the algorithm must be used, such as the version described in [124], where

both the inputs and outputs are quantum states. Future research could apply this fully coherent

Bernoulli factory algorithm in conjunction with other quantum resampling algorithms, such

as the quantum Metropolis algorithm [125] and quantum rejection sampling algorithm [126],

analogous to the use of classical Bernoulli factories in statistical modelling applications.
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Chapter 8

Kitaev-Webb Resampling

Quantum computing is still in its infancy, and scientists are grappling with how best to build

algorithms for these platforms. At this stage, one programme of research is to collect together

useful computational primitives, routines that form part of several larger algorithms. From this

toolkit, quantum information scientists can then construct new algorithms in a more systematic

way. We should view these computational building blocks as resources that can be exploited

and manipulated in the design of quantum algorithms.

One class of such building blocks consists of resampling algorithms. Bernoulli factories,

discussed in the previous chapter, constitute just one type of resampling algorithm. We often

require more flexible resampling algorithms, capable of manipulating wider classes of probability

distribution. Moreover, we should like to achieve this on quantum hardware, with the resampling

achieved coherently for use in further algorithmic steps. This chapter demonstrates how the

Kitaev-Webb (KW) algorithm fulfils these goals, and looks at the computational resources

required for its successful implementation. The outline is as follows:

• We define the resampling problem for continuous probability distributions and motivate

why such a building block is useful for quantum simulation.

• An idealised version of the KW resampling algorithm is described, with analytical results
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for the fidelity of this algorithm.

• We present preliminary numerical results for the fidelity of the KW algorithm, highlighting

the e↵ects of discreteness.

• The KW algorithm is extended to non-linear rescalings, and we give analytical results for

the fidelity in the idealised setting.

A key aim of this chapter is to develop an intuitive presentation of the KW algorithm and to

suggest it as a useful component in our quantum algorithm toolkit. The novel contributions of

this chapter are:

• A simpler, idealised version of the KW algorithm for infinite continuous-variable quan-

tum registers is given in Section 8.2, from which analytical results for the fidelity of the

algorithm are derived (Theorem 8.1).

• Example 8.5 presents numerical calculations of the fidelity for the KW algorithm on qubit-

based quantum registers that are within reach with near-term platforms.

• A new generalisation of the KW algorithm is described in Section 8.4, together with

analytical results for the fidelity of an idealised version of this algorithm.

This chapter describes unpublished work in collaboration with David Jennings.

8.1 Resampling Continuous Probability Distributions

Bernoulli factories transform one Bernoulli distribution into another. It is natural to ask whether

there exist resampling algorithms that can be implemented on a quantum computer for other

types of distribution. This chapter is concerned with the following problem:

Use a continuous random variable X ⇠ p(x) to simulate another continuous random

variable Y = f(X) ⇠ q(y) for some function f : R ! R.
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Throughout, we assume that f is invertible and analytic (and hence di↵erentiable). This implies

that the output distribution takes a particular form.

Lemma 8.1: Transforming probability density functions

Given a continuous random variable X ⇠ p(x) and an invertible di↵erentiable function

f : R ! R, the probability density function for Y = f(X) is

q(y) =
1

f 0
�
f�1(y)

� p
�
f�1(y)

�
, (8.1)

assuming f 0�f�1(y)
�
6= 0.

Proof. The probability that X produces an outcome in the region R ✓ R is given by

P (X 2 R) =

Z

R

dx p(x). (8.2)

Similarly, for the random variable Y with probability density function q(y),

P (Y 2 R) =

Z

R

dy q(y). (8.3)

Given that Y = f(X) for some invertible function f ,

P (Y 2 R) = P (f(X) 2 R) = P
�
X 2 f�1(R)

�
=

Z

f�1(R)

dx p(x). (8.4)

Under a change of variables y = f(x), this becomes

P (Y 2 R) =

Z

R

dy
1

f 0
�
f�1(y)

� p
�
f�1(y)

�
, (8.5)

assuming that f 0�f�1(y)
�
6= 0 for all y 2 R. We therefore identify q(y) = 1

f 0
�
f�1(y)

� p
�
f�1(y)

�

as the transformed probability density function.

Example 8.1: Linear rescaling

An important instance of this problem that we shall discuss extensively in this chapter

is linear rescaling: f(x) = ax for some constant a 2 R (where a 6= 0). In this case,

q(y) = 1

a
p
�
y

a

�
.
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A quantum-mechanical analogue of this linear rescaling was described by Kitaev & Webb

[127]. The input and output distributions are encoded as quantum states. Measuring the system

in these states corresponds to drawing samples from the corresponding random variables. To

take into account the Born rule, the probability density function p(x) is encoded in the quantum

state

| i =
Z

R
dx  (x) |xi (8.6)

where  (x) =
p
p(x) (we assume the wavefunction is real for simplicity). The aim of the

protocol is to transform this state into

|⇠i =
Z

R
dx

1p
f 0(f�1(x))

 (f�1(x)) |xi . (8.7)

Example 8.2: Kitaev-Webb rescaling

The original Kitaev-Webb (KW) scheme focuses on the case of Example 8.1, namely

rescaling by a linear function f(x) = ax. The target state is

|⇠i =
Z

R
dx

1p
a
 
⇣x
a

⌘
|xi . (8.8)

Note that, like the Bernoulli factory, the transformation should be independent of the input

distribution. This coherent resampling scheme would be useful for quantum simulation, as the

following example demonstrates.

Example 8.3: Rescaling Gibbs states

Consider a continuous coherent Gibbs state,

|��i =
Z 1

0

dE
p
�e��E |Ei , (8.9)

where � = 1

kBT
is the inverse temperature. The KW algorithm implements a linear

rescaling on this distribution, which is transformed to

����/a
↵
=

Z 1

0

dE

r
�

a
e�

�
aE |Ei , (8.10)

the corresponding coherent Gibbs state at inverse temperature �

a
.
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The ability to manipulate the temperature of the Gibbs state is clearly desirable in simula-

tions of quantum thermodynamics, but also more broadly in quantum many-body physics and

quantum gravity. For example, the thermo-field double state

|TFDi = 1p
Z

X

n

e�
�En
2 |ni ⌦ |ni (8.11)

is dual to an eternal black hole in the AdS-CFT correspondence [128], and it has also been

used to implement local scale transformations in simulations of the thermal properties of the

quantum XY/Ising chain [129].

8.2 The Core KW Algorithm

Given the aim of providing an intuitive understanding of the KW algorithm, let us consider an

idealised version of the algorithm, without the discreteness arising from finite numbers of qubits

and free from the e↵ects of noise.

The KW algorithm uses two quantum registers, which we take to be infinite and continuous.

The first register X is initialised in the state

| i
X

=

Z

R
dx  (x) |xi

X
, (8.12)

where | (x)|2 = p(x) encodes the input distribution. The second register Y is prepared in the

state

|�niY =
1p
2n

Z
n

�n

dy |yi
Y
, (8.13)

where n is assumed to be small. Intuitively, these two registers generate x and y-coordinate

axes, with a straightforward mapping between a point (x, y) in R2 and the bipartite basis

state |xi
X
|yi

Y
. The wavefunction of the two-register state can be plotted on a third axis, as

in Figure 8.1.
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| i
X
|0i

Y
| i

X
|�niY

O1 | iX |�niY

O2O1 | iX |�niY ⇡ |��iX |⇠i
Y

|0i
X
|⇠i

Y

Figure 8.1: Graphical intuition for KW resampling. The initial distribution is

converted into a thin band of wavefunction over the two registers. The first oracle O1

shifts this band from the x-axis up to the line y = ax, then the second oracle O2 shifts

over to the y-axis. Finally the first register is reset to |0i, leaving the second register

with the transformed distribution.
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First Oracle Two oracle calls perform the rescaling, enacted as unitary operations on the

two registers. The first unitary O1 acts upon the computational basis as

O1 |xiX |yi
Y
= |xi

X
|ax+ yi

Y
, (8.14)

being an oracle that evaluates the function f(x) = ax. The registers are now in the state

O1 | iX |�niY =
1p
2n

Z
n

�n

dy

Z

R
dx  (x) |xi

X
|ax+ yi

Y
. (8.15)

As pictured in Figure 8.1, the band of non-zero wavefunction has shifted from the x-axis up to

the line y = ax.

Second Oracle A second unitary evaluates the inverse function f�1(x) = x

a
, such that

O2 |xiX |yi
Y
=
���x� y

a

E

X

|yi
Y

(8.16)

on the computational basis. This is similar to the first oracle, but with the role of the registers

swapped. This leaves the state

O2 O1 | iX |�niY =
1p
2n

Z
n

�n

dy

Z

R
dx  (x)

����
y

a

E

X

|ax+ yi
Y
. (8.17)

The band of non-zero wavefunction moves over to the y-axis in Figure 8.1. After a change of

variables to u = �y

a
and v = ax+ y, this becomes

O2 O1 | iX |�niY =
1p
2n

Z
�

��
du

Z

R
dv  

⇣v
a
+ u
⌘
|ui

X
|vi

Y
(8.18)

where � := n

a
. We then make two assumptions:

1. n is small, such that |u|  n/a is also small, and

2.  (x) is smooth and continuous,

which ensure that  
�
v

a
+ u
�
⇡  

�
v

a

�
, hence

O2 O1 | iX |�niY ⇡ 1p
2�

Z
�

��
du |ui

X

Z

R
dv

1p
a
 
⇣v
a

⌘
|vi

Y
= |��iX |⇠i

Y
, (8.19)
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where

|⇠i
B
=

Z

R
dx

1p
a
 
⇣x
a

⌘
|xi

Y
(8.20)

encodes the target distribution q(x) = 1

a
p
�
x

a

�
. The next section quantifies this approximation.

The support of the uniform superposition changes during the protocol from [�n, n] to [��,�],

providing the 1/a factor in q(x). If the second register were instead initialised in the state |0i
Y
,

this prefactor would not have appeared. Finally, the first register should be uncomputed if the

output is required within the rest of a larger quantum algorithm.

8.2.1 Fidelity of the KW Algorithm

The KW algorithm only approximately resamples the probability distribution. We require that

 
�
v

a
+ u
�
⇡  

�
v

a

�
, therefore the fidelity of the protocol depends on two factors:

• (protocol) the ratio � = n/a,

• (input distribution) the gradient d 

dx
of the input wavefunction.

Theorem 8.1: KW fidelity

If  (x) is analytic and � ⌧ 1, the final-state fidelity of the KW algorithm (with a 6= 0)

on infinite, continuous registers is F = 1� �
2

3
Var (p̂) +O(�4), where p̂ = �i @

@x
.

Proof. The density matrix of the final state in the KW scheme is

⇢XY = O2 O1 | i h |
X
⌦ |�ni h�n|Y O†

1
O†

2
(8.21)

=
1

2n

Z

R
dx

Z

R
dx0
Z
�

��
dy

Z
�

��
dy0  

⇣x
a
+ y
⌘
 ⇤
✓
x0

a
+ y0

◆
|yi
⌦
y0
��
X
⌦ |xi

⌦
x0
��
Y
, (8.22)

therefore the reduced density matrix for the second register is

⇢Y =
1

2n

Z

R
dx

Z

R
dx0
Z
�

��
dy  

⇣x
a
+ y
⌘
 ⇤
✓
x0

a
+ y

◆
|xi
⌦
x0
��
Y
. (8.23)

The success of the protocol is measured by the fidelity between ⇢Y and the intended state,

|⇠i =
Z

R
dx

1p
a
 
⇣x
a

⌘
|xi

Y
. (8.24)
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This fidelity is given by

F = h⇠| ⇢Y |⇠i (8.25)

=
1

2na

Z

R4
dz dz0 dx dx0

Z
�

��
dy  ⇤

⇣z
a

⌘
 
⇣x
a
+ y
⌘
 ⇤
✓
x0

a
+ y

◆
 

✓
z0

a

◆
hz|xi

⌦
x0
��z0
↵

(8.26)

=
1

2n

Z
n

�n

dj

Z

R
dx  ⇤(x)  

✓
x+

j

a

◆Z

R
dx0  (x0)  ⇤

✓
x0 +

j

a

◆
. (8.27)

Given that  (x) is analytic, Taylor expand in terms of j/a,

F =
1

2n

Z
n

�n

dj


1 +

j

a

Z

R
dx  ⇤(x)

@

@x
 (x) +

j2

2a2

Z

R
dx  ⇤(x)

@2

@x2
 (x) +O

✓
j3

a3

◆�


1 +

j

a

Z

R
dx  (x)

@

@x
 ⇤(x) +

j2

2a2

Z

R
dx  (x)

@2

@x2
 ⇤(x) +O

✓
j3

a3

◆�
(8.28)

=
1

2n

Z
n

�n

dj


1 + i

j

a
hp̂i � j2

2a2
hp̂2i+O

✓
j3

a3

◆�
1� i

j

a
hp̂i � j2

2a2
hp̂2i+O

✓
j3

a3

◆�
(8.29)

= 1� �2

3

⇥
hp2i � hpi2

⇤
+O(�4) = 1� �2

3
Var (p̂) +O(�4) (8.30)

where p̂ = �i @
@x
. We neglect higher powers of � since it is assumed that �⌧ 1.

Higher fidelities are achieved when the the derivative of the distribution (encapsulated in the

variance of the momentum) is lower. Intuitively, for rapidly varying wavefunctions, the necessary

approximations will not hold so well and the algorithm will be less e↵ective. Likewise, the size

n of the support for the uniform superposition in |�ni must be balanced against the rescaling

factor a, such that � = n

a
is minimised. For some simple examples, the fidelity can be expressed

analytically.
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Example 8.4: Normal Distribution in the KW Algorithm

A Normal distribution with standard deviation � is encoded in the state

| i = 1

(2⇡�2)1/4

Z

R
dx exp

⇢
� x2

4�2

�
|xi . (8.31)

After the KW algorithm, the fidelity of the final state is

F =
1

2n

Z
n

�n

dj

Z

R
dx  ⇤(x)  

✓
x+

j

a

◆Z

R
dx0  (x0)  ⇤

✓
x0 +

j

a

◆
(8.32)

=
1

4⇡n�2

Z
n

�n

dj

����
Z

R
dx e�

x2

4�2 e�
(x+j/a)2

4�2

����
2

(8.33)

=

p
⇡�

�
Erf

✓
�

2�

◆
, (8.34)

where Erf denotes the error function. The fidelity depends only upon the ratio between

�, which encapsulates the scale over which we hope the distribution is approximately

constant, and �, which determines how quickly the distribution varies with x.

8.3 Implementing the KW Protocol

The original KW scheme was tailored to qubit-based quantum computers [127]. Changes must

be made to the idealised algorithm presented in the previous section for implementation in a

more realistic setting.

• The quantum registers consist of N qubits, with computational basis {|0i , . . . , |M � 1i},

where M = 2N .

• The first register X is initialised in the state

| i
X

=
M�1X

j=0

 (j) |ji
X

(8.35)

where P (j) = | (j)|2 is a discretized (possibly binned) representation of the probability

density p(x) (see [5, 127, 130] for possible preparation algorithms of e�ciently integrable
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distributions). The second register Y begins in the state

|�niY =
1p
2n

n�1X

k=�n

|ki
Y

(8.36)

where |�ki = |M � ki.

• The unitary oracles are discretized, and act on the computational basis as

O1 |jiX |ki
Y
= |ji

X
|bajc+ ki

Y
(8.37a)

O2 |jiX |ki
Y
=

����j �
�
k

a

⌫�

X

|ki
Y

(8.37b)

where the arithmetic is calculated modulo M .

The protocol proceeds as in the idealised case, but with the above modifications to handle the

finiteness and discreteness of the registers.

Even on a fault-tolerant, noiseless quantum computer, the KW scheme relies on approxi-

mation, and there would be some loss of fidelity because of the discreteness introduced by the

qubit registers. For small enough systems, such as those that we realistically expect to access in

the near term, we can numerically calculate the fidelity of this algorithm. The density matrix

for the state on the second register at the end of the protocol is

⇢Y =
1

2n

M�1X

x,y=0

n�1X

j,k=�n

 (x) ⇤(y)

⌧
y �

�
bayc+ k

a

⌫����x�
�
baxc+ j

a

⌫�
|baxc+ ji hbayc+ k| .

(8.38)

The target state is

|⇠i =
M�1X

x=0

⇠(x) |xi =
M�1X

x=0

1p
a
 
⇣x
a

⌘
|xi . (8.39)
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The final-state fidelity is therefore

F = h⇠| ⇢Y |⇠i (8.40)

=
1

2n

X

x,y,u,v

n�1X

j,k=�n

 (x) ⇤(y)⇠⇤(u)⇠(v)

⌧
y �

�
bayc+ k

a

⌫����x�
�
baxc+ j

a

⌫�
hu|baxc+ ji hbayc+ k|vi

(8.41)

=
1

2n

X

x,y

n�1X

j,k=�n

 (x) ⇤(y)⇠⇤(baxc+ j)⇠(bayc+ k)

⌧
y �

�
bayc+ k

a

⌫����x�
�
baxc+ j

a

⌫�
,

(8.42)

where x, y, u and v are all summed from 0 to M � 1. This again neglects the e↵ects of noise,

which would further reduce the fidelity.

Example 8.5: Normal Distribution Fidelity

Consider the practically important example of a normal distribution. The input state on

the first N -qubit register is

| i
X

=
M�1X

j=0

 (j) |ji
X

(8.43)

where

 (j) =

"Z
j+

1
2

j� 1
2

dx
1p
2⇡�2

e�
(x�µ)2

2�2

# 1
2

(8.44)

for 1  j < M � 1, while for j = 0 and j = M � 1 one of the integration limits extends

out to �1 and 1 respectively. This encodes a binned version of the probability density

function. We assume that µ and � are such that

Z
M

0

dx
1p
2⇡�2

exp

⇢
�(x� µ)2

2�2

�
⇡ 1, (8.45)

so that the endpoints of the wavefunction  (j) are approximately zero, thus boundary

e↵ects can be neglected.

It is reasonable to expect access to 4 quantum registers (2 primary registers, 2 auxiliary

workspace registers for evaluating the function), each with 5 qubits, in the near term.

The final-state fidelity of the KW algorithm is plotted in Figure 8.2 as a function of �.

The data collapse onto the idealised case at higher values of �, although the fidelities are
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low in that regime. At lower �, the fidelity is higher, however there is more variation

because of discreteness.

Given the higher fidelities for lower values of �, one might choose n to be as small

as possible, say n = 1, however Figure 8.2 shows that the algorithm becomes more

susceptible to the discreteness. For n = 1, the fidelity varies considerably for di↵erent

values of a, corresponding to regularities in the rounding of the floor function (note the

peaks at a = 1/2 and 2/3). Although the fidelity is lower for n = 4, the e↵ects of

discreteness are much reduced.

Reasonable fidelities can be achieved with as few as 5 qubits in each register, although more

are obviously desirable. One should strike a balance between lowering n to increase the fidelity,

and mitigating against the e↵ects of discreteness when n is too small. The uniform superposition

|�ni not only helps to renormalise the distribution, but also to smooth out the discreteness.

The KW algorithm is clearly a practically useful algorithm that could be implemented on

quantum computers in the relatively near future. Further optimisation given constraints on al-

lowed gates and architectures is obviously needed, but there is clear promise for implementation

on NISQ platforms.

8.4 Extending the KW Protocol to Non-linear Rescaling

The original KW algorithm implements a linear rescaling of the input distribution using oracles

that evaluate f(x) = ax. This immediately extends to a general linear function f(x) = ax+ b.

Such rescaling is a useful tool for quantum simulation, however non-linear rescaling of dis-

tributions is also of potential interest, for example when simulating phenomena on a curved

spacetime.

Consider again the idealised setting of infinite and continuous quantum registers, but with
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Final-state fidelity for the discrete KW protocol. Fidelities for a range of a

values are included (0.5, 0.6, 0.75, 0.9 and 1). The red curve shows the fidelity for the

idealised KW algorithm.

E↵ects of discretization. The KW algorithm with a lower value of n has a higher

fidelity. However, very low n are susceptible to the e↵ects of discreteness in the

algorithm, as seen by the variability in the fidelity for n = 1.

Figure 8.2: Fidelity for Discretized KW Algorithm. These fidelities are calcu-

lated on registers of N = 5 qubits for the Normal distribution example with µ = 16

and � = 3.
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modified unitary oracles

O1 |xiX |yi
Y
= |xi

X
|f(x) + yi

Y
(8.46a)

O2 |xiX |yi
Y
=
��x� f�1(y)

↵
X
|yi

Y
, (8.46b)

explicitly requiring that f be invertible. As in the linear case, the states | i
X

and |�niY are

initialised in the two quantum registers. The above oracles are then called, which gives

O2 O1 | iX |�niY =
1p
2n

Z
n

�n

dy

Z

R
dx  (x)

��x� f�1
�
f(x) + y

�↵
X
|f(x) + yi

Y
. (8.47)

If f is di↵erentiable, the change of coordinates to u = f(x)+ y and v = x� f�1
�
f(x)+ y

�
gives

O2 O1 | iX |�niY ⇡ 1p
2n

Z

R
du

Z
�(u)

��(u)
dv  

�
f�1(u) + v

�
|vi

X
|ui

Y
(8.48)

⇡ 1p
2n

Z

R
du

Z
�(u)

��(u)
dv
q
f 0
�
f�1(u)

�
⇠(u) |vi

X
|ui

Y
(8.49)

=

Z

R
du ⇠(u)

����(u)
↵
X
|ui

Y
(8.50)

where �(u) := n

f 0(f�1(u))
. To avoid problematic divergences, we require that f 0(x) 6= 0 for any

x 2 R. The two registers remain entangled, however the state of the first register
����(u)

↵
can

be uncomputed conditioned on the second register.

Theorem 8.2: Non-linear KW Fidelity

If �(x) ⌧ 1 for all x 2 R and  (x) is analytic on R, the KW scheme for non-linear

rescaling by the invertible and di↵erentiable function f(x), with f 0(x) > 0 for all x 2 R,

has final-state fidelity

F =
D
f 0 12
E* 1

f 0 12

+
+

n2

6

"
2
D
f 0 12 p̂

E* p̂

f 0 52

+
�
D
f 0 12 p̂2

E* 1

f 0 52

+
�
D
f 0 12
E* p̂2

f 0 52

+#
+O(n4)

(8.51)

where p̂ = �i @
@x

and
⌦
A(x)

↵
:=
R
R dx  ⇤(x) A(x)  (x).

Proof. We follow a similar strategy to the proof of Theorem 8.1. The final state in the second
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register is

⇢B =
1

2n

Z

R
dx

Z

R
dx0
Z
�(x)

��(x)
dy  (f�1(x) + y)  ⇤(f�1(x0) + y) |xi

⌦
x0
�� . (8.52)

The final-state fidelity is

F = h⇠| ⇢B |⇠i (8.53)

=

Z

R
dz

 ⇤(f�1(z))p
f 0(f�1(z)

hz|
Z

R2
dx dx0

Z
�(x)

��(x)
dy

 (f�1(x) + y)  ⇤(f�1(x0) + y)

2n
|xi
⌦
x0
��

⇥
Z

R
dz0

 (f�1(z0))p
f 0(f�1(z0)

��z0
↵

(8.54)

=

Z

R2
dx dx0

Z
�(x)

��(x)
dy

 ⇤(f�1(x))  (f�1(x) + y)  ⇤(f�1(x0) + y)  (f�1(x0))

2n
p

f 0(f�1(x)f 0(f�1(x0)
(8.55)

=

Z
n

�n

dy

Z

R
dx

1

2n
p
f 0(x)

 ⇤(x) 

✓
x+

y

f 0(x)

◆Z

R
dx0

p
f 0(x0)  ⇤

✓
x0 +

y

f 0(x)

◆
 (x0) (8.56)

Expanding to second order,

Z

R
dx0

p
f 0(x0)  ⇤

✓
x0 +

y

f 0(x)

◆
 (x0)

=

Z

R
dx0

p
f 0(x0)  (x0)


 ⇤(x0) +

y

f 0(x)

@

@x0
 ⇤(x0) +

y2

2f 0(x)2
@2

@x02
 ⇤(x0) +O(y3)

�
(8.57)

= h
p
f 0i � iy

f 0(x)
h
p
f 0p̂i � y2

2f 0(x)2
h
p
f 0p̂2i+O(y3). (8.58)

Substituting this into the fidelity and again expanding to second order,

F =

Z
n

�n

dy

Z

R
dx

 ⇤(x)  
⇣
x+ y

f 0(x)

⌘

2n
p
f 0(x)


h
p
f 0i � iyh

p
f 0p̂i

f 0(x)
� y2h

p
f 0p̂2i

2f 0(x)2
+O(y3)

�
(8.59)

=
Dp

f 0
E⌧ 1p

f 0

�
+

n2

6

"
2
Dp

f 0p̂
E* p̂

(f 0)
5
2

+
�
Dp

f 0p̂2
E* 1

(f 0)
5
2

+
�
Dp

f 0
E* p̂2

(f 0)
5
2

+#
+O(n4)

(8.60)

where p̂ = �i @
@x
, neglecting higher order terms since �(x) ⌧ 1.

This result agrees with the fidelity in the linear case where f 0(x) = a, since

F =
⌦p

a
↵⌧ 1p

a

�
+

n2

6


2
⌦p

ap̂
↵⌧ p̂

a
5
2

�
�
⌦p

ap̂2
↵⌧ 1

a
5
2

�
�
⌦p

a
↵⌧ p̂2

a
5
2

��
+O(n4) (8.61)

= 1� �2

3
Var (p̂) +O(n4). (8.62)

This scheme can also be implemented on near-term devices with finite and discrete quantum

registers, with similar modifications to those used in the linear case.
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8.5 Conclusions & Outlook

This chapter has aimed to place the KW resampling algorithm firmly in the quantum program-

mer’s toolkit as a useful building block for more complex algorithms. We have described an

idealised version of the algorithm to highlight the core conceptual features. We presented a

preliminary analysis of the fidelity of the algorithm, paying heed to the e↵ects of discretization.

We then considered how the scheme could be generalised to non-linear rescaling.

Further work is required to successfully implement this algorithm on a real quantum com-

puter. Realistic implementations should attempt to optimise the circuits to reduce noise or

errors, and take into account architectural constraints, such as connectivity between qubits.

However, these problems do not seem insurmountable and pose no fundamental barrier to the

use of this algorithm.

Another possible direction is to introduce elements from quantum-to-quantum Bernoulli

factories into the KW scheme. Individual qubits of the quantum registers in the KW algorithm

could be treated as quoins to be manipulated in a Bernoulli factory. Does this extend the

coherent resampling options available to the quantum programmer?

The KW algorithm is clearly a useful computational resource, and further work should

look to find new applications for this scheme beyond those discussed here. Thermodynamic

and many-body physics applications of the algorithm are tantalising beginnings, and further

directions in statistical modelling are to be expected.
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Chapter 9

Concluding Remarks

Although this thesis divides into three main parts, a number of common themes run between

them. As noted in the introduction, resource-led approaches are leading to many advances

in quantum information theory. This thesis has discussed just a few aspects of this move-

ment. Resource theories provide a useful umbrella for this approach, but hopefully this thesis

has highlighted a broader meaning for resources in quantum information theory that includes

computational resources and techniques.

The thesis also splits into two strands – structure and manipulation. The first, more ab-

stract chapters on thermodynamics and symmetry focused more on the mathematical structures

associated with resources, while the second strand on resampling algorithms was based on ma-

nipulating more concrete computational resources. These two strands are intertwined, with the

structure of resources revealing how resources can be utilised, while new applications reveal new

relationships and structures.

In this concluding chapter, we highlight a number of themes that reach across the various

parts of this thesis.

Coarse-graining In both the thermodynamics and symmetry parts of this thesis, coarse-

grained descriptions of physical systems played a central role. The structure of relationships
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between resources is often highly complex, so di↵erent levels of description can be very useful

in deriving important results. In the thermodynamics chapters, there was first coarse-graining

by unitary orbits, before moving on to consider sets of asymptotically equivalent states, where

the pair (E,S) is used to describe the many-copy limit. This highlights several di↵erent levels

of coarse-graining, each of which may capture di↵erent elements of the physics; unitary or-

bits are relevant to passivity, while the asymptotically equivalent sets are key for describing

transformations in the many-copy regime.

In the symmetry part of the thesis, the ‘shape’ of the group orbit provided the most coarse-

grained non-trivial description of quantum states and channels under symmetry constraints.

Here the coarse-graining eliminates much of the complexity inherent to the full description, yet

useful information and constraints on dynamics can still be extracted. Once again, it is key to be

able to move between di↵erent levels of description. For example, the group orbit description

of symmetry properties given in this thesis dovetails with the more complex description of

modes of asymmetry [79, 80], where representation theory is harnessed in a much more fine-

grained description. The group orbit classification is a foundation for other descriptions that

can supplement this coarse-grained information to varying extent.

When analysing constraints in classical and quantum Bernoulli factories, the coarser ‘fuzzy’

digit functions were at the heart of the general construction used. Inspired by the sharp digit

functions in a traditional binary expansion of a function, the coarser description allowed pa-

rameter estimation from finite numbers of samples to be used. Considering the idealised KW

algorithm in infinite and continuous quantum registers also allowed analytical results on the

fidelity to be derived, smoothing out the e↵ects of discretization and finite-size e↵ects in real

qubit-based implementations. In both these cases, coarse-grained perspectives provide useful

insights into the algorithms inner workings and how they perform.
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Group orbits Featuring in both Parts I and II of this thesis, group orbits are clearly a

versatile tool when studying and manipulating resources. Passivity was defined over unitary

orbits, with passive states being energetic minima of these orbits, which partitioned the state

space. In Part II, other group actions were used to partition this space, focusing on physically

important symmetry groups.

Group orbits fit within the coarse-graining discussed above, but they also provide a sim-

ple mathematical structure that can be built upon with other techniques. This might be the

majorization-based analysis used in our novel proof of the passivity conditions for a quantum

state, or the harmonic functions that arise in the modes of asymmetry (see [79] for an extended

treatment of this). Group orbits have also been used in the study of entanglement [10], fur-

ther supporting their inclusion in the quantum information theorist’s toolkit when analysing

resources.

Geometric perspectives Another theme that has cropped up throughout this thesis is the

power of geometric perspectives. Many derivations of the Gibbs states as the completely passive

states existed in the literature, but none as simple and transparent as the geometric derivation

presented here. This geometric perspective on passivity reveals new results along the way, as well

as connecting with previous work using the geometry of E-S diagrams to study thermodynamics

in the many-copy limit [47].

Visualising group orbits or the structures connected with them is also helpful in the sec-

tions on symmetry properties. For example, plotting the T-states with each group orbit shape

revealed a new level of structure in this important and well-studied set of quantum states. It is

also likely that techniques from information geometry could be used in the future to build on

the foundations provided by the group orbits.

We made extensive use of visual representations of algorithms in the resampling chapters,

highlighting the power of geometric perspectives when manipulating resources in these more
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applied settings, whether this was in seeing how the wavefunction was manoeuvred by the KW

algorithm, or in understanding how the constraints on functions arose for classical and quantum

Bernoulli factories. This power to aid intuition is by no means restricted to the analysis of

resources, but it is nonetheless important to this approach.

Partial orderings Another recurring topic in the first half of the thesis was that of ordering.

In the thermodynamics chapters, a novel proof of the passivity conditions was presented, based

on the relative orderings of the energies and populations. Passivity was then recast as a total

ordering of vectors in the two-dimensional plane, and this geometric ordering was then at the

heart of deriving the Gibbs states. In the following chapter, the geometric athermality pro-

vided a new measure for deviation from equilibrium, another type of ordering when considering

transformations that do not smuggle work or order into the system in the many-copy limit.

Partial orderings arise in any resource theory, caused by the chosen constraints. When these

are symmetry constraints, the shape of the group orbit encodes coarse-grained information

about this partial ordering. In fact, classifying group orbits in this way can be considered as

a new type of resource measure that does not map states or channels onto a totally ordered

set such as the real numbers. Instead it preserves some aspects of the full structure but in a

far simpler setting. This opens up a new avenue for studying resources by mapping complex

scenarios to simpler resource theories that encode some key features.

It is important to compare di↵erent resources in quantum information. Some may be easier

to create or maintain than others, so these comparisons can have ramifications for information

processing protocols. For example, the shape of the group orbit tells us what the minimal re-

sources are to simulate a given channel under symmetry constraints. If procuring these resources

is costly, it is important to compare di↵erent resources and decide on the best implementation.

Constraints Finally, resources are defined by constraints. These may be fundamental con-

straints imposed by the physics of the situation, or more practical constraints relating to exper-
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imental di�culty. This thesis has been about finding new ways to analyse these constraints and

to understand their consequences and the structures they create, presenting a number of new

tools and features that will continue to be built upon and used in this direction of research.

Constraints are inevitable and often one of our main considerations in quantum information

theory. As an approach to the subject, the study of constraints and the resources needed to

overcome them has been a fruitful and e↵ective philosophy. Moreover, constraints are often vital

to our information processing tasks, preserving and protecting information, and the structures

they build are some of the most fascinating to study. Quantum information theory will continue

to be the study of the structure and manipulation of resources.
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Appendix A

Proof of geometric athermality

monotonicity

In the main text, we provided a proof for the monotonicity of A for qutrits. However, the

same monotonicity holds for systems of higher dimension that are transformed under activation

trajectories, however extending the proof of the qutrit case to this more general setting intro-

duces several technicalities. The proof uses transformations on virtual qutrit systems within

the full d > 3-dimensional system, deforming the asymptotic ensemble in a way that ensures

monotonicity of A.

A.1 Virtual Qutrit Deformations

The key tools in this proof are virtual qutrit systems within the full d-dimensional system.

Definition A.1: Virtual qutrit

Consider a d-dimensional (d � 3) quantum system with non-degenerate Hamiltonian

H. A virtual qutrit is isolated from a passive non-Gibbsian state ⇢ by selecting three

non-colinear elements Vqut(⇢) := {vk1 ,vk2 ,vk3} ✓ V(⇢).

This selects a triangle of points from within V(⇢). Considering transformations of a virtual
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qutrit system allows us to isolate the changes in area and see how (E,S) changes. Such qutrit

deformations can be composed to give any allowed transformation.

Definition A.2: Qutrit deformation

A qutrit deformation is an infinitesimal transformation of ⇢ generated by varying the

three occupation probabilities pki ! pki + dpki of the virtual qutrit Vqut(⇢) in isolation,

such that
P

ki
dpki = 0, inducing the change A(⇢) ! A(⇢) + dA = A(⇢0) in the area of

V1(⇢).

We want to use qutrit deformations to manipulate (E,S) in the E-S diagram, shown to

always be possible in the following lemma.

Lemma A.1: Non-trivial qutrit deformations

Given ⇢ and H as in Definition A.1, there exist non-trivial qutrit deformations to ⇢ 2

D(E,S) that move (E,S) either isentropically (dS = 0) or isoenergetically (dE = 0).

Proof. Consider a virtual qutrit with vertices Vqut(⇢) which we label v1  v2  v3 without

loss of generality, further assuming that the points in Vqut(⇢) are not colinear (i.e. our virtual

qutrit is not Gibbsian). Such a virtual qubit can always be found if ⇢ is not completely passive.

A qutrit deformation is constrained to preserve normalisation of the virtual qutrit, such that

P
3

i=1
dpi = 0.

• For an isentropic transformation (dS = 0),

dE =

8
>>>><

>>>>:

�3,1

h
�1,3

�2,3
� 1
i
dp1, p2 6= p3,

��3,2dp2, p2 = p3.

(A.1)

• For an isoenergetic transformation (dE = 0),

dS = log
p3
p1


1� �2,3

�1,3

�
dp1, (A.2)

where p1 6= p3 because, by assumption, Vqut(⇢) is not colinear and v1  v2  v3.
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Therefore finite changes to the qutrit probabilities generate finite changes in E and S.

At the same time, these non-trivial qutrit deformations will also potentially change A(⇢).

Lemma A.2: Infinitesimal change in Area

Given ⇢ and H as in Definition A.2, the di↵erential of area A(⇢) under a qutrit deforma-

tion is dA = @EA dE + @SA dS, where

@xA =
1

4Aqut

3X

i=1

�ki+1,ki�1

pki

h
(sk(i+1)

� sk(i�1)
)�x,E � �k(i+1),k(i�1)

�x,S
i
�[vki ], (A.3)

for x 2 {E,S}.

• The labels i run modulo 3 over points in Vqut(⇢). The labels ki run modulo n

clockwise around the vertices Vvert(⇢).

• Aqut is the area formed by the points in Vqut(⇢), guaranteed to be non-zero by

assuming Vqut(⇢) is not colinear.

• �[vk] is the characteristic function such that

�[vk] :=

8
>>>><

>>>>:

1, if vk 2 Vvert(⇢),

0, otherwise.

(A.4)

Proof. For a qutrit deformation dpki = 0 for i /2 {1, 2, 3} (only the virtual qutrit probabilities

vary), therefore Eq. (3.5) gives

dA =
1

2

3X

i=1

�ki+1,ki�1

pki
�[vki ]dpki . (A.5)

We now find expressions for the dpki in terms of dE and dS by defining vectors dp :=

(dpk1 , dpk2 , dpk3)
T and dV := (dE, dS, 0)T , allowing us to express the di↵erentials of energy,
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entropy and normalisation as

dV = Mdp, where M :=

0

BBBBBB@

✏k1 ✏k2 ✏k3

sk1 sk2 sk3

1 1 1

1

CCCCCCA
. (A.6)

The matrix M is invertible because we assume the virtual qutrit is not completely passive,

therefore detM = 2Aqut > 0. Therefore dp = M�1dV , for which we obtain

dpki = eki · dp =
1

2Aqut

h
(sk(i+1)

� sk(i�1)
)dE � �k(i+1),k(i�1)

dS
i
, i 2 {1, 2, 3}, (A.7)

where ek1 := (1, 0, 0) etc, and substituting Eq. (A.7) into Eq. (A.5) gives the result.

A.2 Monotonically Non-Increasing Deformations

Now that qutrit deformations have been introduced, we want to show that there exist transfor-

mations that do not increase A(⇢) along activation trajectories. Specifically, we are interested

in the following transformations.

Definition A.3: Monotonically non-increasing deformation

Given ⇢ and H as in Definition A.2, a monotonically non-increasing deformation is some

infinitesimal change A(⇢) ! A(⇢)+dA = A(⇢0) to the area of V1(⇢), generated by varying

any number of occupation probabilities pki ! pki + dpki and
P

ki
dpki = 0, for i 2

{1, . . . ,m}, where m  d, in such a way that dA  0 for dE < 0 or dS > 0. Given that

dA = @EA dE + @SA dS, this requires @EA � 0 and @SA  0.

To prove the existence of such transformations, we need to define various features of V(⇢).

Definition A.4: Upper and lower branch

Given an ensemble V(⇢), the upper branch Vupper(⇢) ✓ Vvert(⇢) is

Vupper(⇢) := {vk 2 Vvert(⇢) : vk�1  vk  vk+1}, (A.8)

where the k labels are ordered clockwise mod n around V1(⇢). The lower branch
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Vlower(⇢) ⇢ Vvert(⇢) is then Vlower(⇢) := Vvert(⇢) \ Vupper(⇢), where \ denotes the set

di↵erence.

These should be thought of as the sets of vertices along the top and bottom of V(⇢). Finally,

proving the existence of such transformations raises technicalities involving points along the

edges of V(⇢).

Definition A.5: Face points

The face points Vk

face
(⇢) ⇢ V(⇢) associated with a vertex point vk 2 Vvert(⇢) are

Vk

face
(⇢) :=

�
vj 2 V(⇢) : vj := qjvk + (1� qj)vk+1 or vj := qjvk + (1� qj)vk�1

 
(A.9)

for any real-valued {qj} satisfying 0 < qj < 1, 8j.

We are now in a position to prove that there is always a monotonically non-increasing

transformation for any non-Gibbsian passive state.

Lemma A.3: Existence of monotonically non-increasing deformation

Let ⇢ and H be defined as in Definition A.2. For any such state ⇢ 2 D(E,S), 8E,S there

exists a monotonically non-increasing deformation.

Proof. Our aim is to show that we can always find a qutrit deformation of ⇢ such that we obtain

@EA � 0 and @SA  0. Inspecting Eq. (A.3), this can be achieved by choosing a virtual qutrit

such that

�ki+1,ki�1(vk(i+1)
� vk(i�1)

) � 0 for i 2 {1, 2, 3}. (A.10)

Assuming that ⇢ is passive means that the required entropy constraint in Eq. (A.10) is guaran-

teed by satisfying the energy constraint, therefore the virtual qutrit is chosen such that

�ki+1,ki�1| {z }
mod n

�k(i+1),k(i�1)| {z }
mod 3

� 0 for i 2 {1, 2, 3}. (A.11)
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All that remains is to show that such a choice of virtual qutrit exists. Suppose for the

moment that there are no face points in V(⇢) – the only boundary points are the vertices.

Given that the constraints in Eq. (A.11) depend only upon the relative signs of the energy

di↵erences, we project onto the ✏-axis and look at whether the vertices belong to the upper

or lower branches of V(⇢). The assumption that H is non-degenerate ensures the mapping

vk ! ✏k, 8vk 2 Vvert is a bijection. The choice of points now splits into two situations:

1. (Vupper(⇢) is non-empty) There are four cases we need to consider, shown in Figure A.1(a)-

(d). Choosing the highlighted qutrit in each case, the three constraints of Eq. (A.11) are

satisfied.

2. (Vupper(⇢) is empty) By inspection, the choice highlighted in Figure A.1(e) again satisfies

the conditions of Eq. (A.11).

Figure A.1: Virtual qutrit selection. Reproduced from [2].

Face points complicate the picture, since Eq. (3.5) may not be continuous over throughout

the deformation However, problematic vertices can be substituted with face or interior points

to ensure the expression for the area remains continuous. If all points of the virtual qutrit must

be swapped for non-vertex points, the transformation gives dA = 0, which is still monotonically

non-increasing.
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Therefore, given any passive state that is not completely passive, there is some choice of

virtual qutrit on which we can perform a monotonically non-increasing deformation.

A.3 Proving monotonicity

We are now onto the final strait of the proof of Theorem 3.1, which we restate here.

Theorem A.1: Restatement of Theorem 3.1

For a d-dimensional system with non-degenerate Hamiltonian H, the geometric ather-

mality A is monotonically non-increasing along all activation trajectories.

Proof. The theorem is trivially true for d = 1 and 2 because A(⇢) = 0 for all ⇢ in those settings.

Now consider a (d � 3)-dimensional quantum system with non-degenerate Hamiltonian H,

prepared in a passive, full rank, non-Gibbsian state ⇢ 2 D(E,S). For simplicity, assume that ⇢

is such that A(⇢) = A(E,S).

By Lemma A.3, there exists an isentropic monotonically non-increasing deformation that

takes us to some new state ⇢0 2 D(E�dE,S), such that the area A(E,S) ! A(E,S)�@EA dE :=

A(⇢0). By definition, the new area must be lower bounded by A(E � dE,S), and because

@EA � 0, this implies that A(E,S) � A(⇢0) � A(E � dE,S), from which we deduce

@EA(E,S) dE = A(E,S)�A(E � dE,S) � 0, (A.12)

and thus @EA(E,S) � 0.

We can do the same with an isoenergetic monotonically non-increasing deformation to the

state ⇢̃ 2 D(E,S+dS), such that A(E,S) ! A(E,S) + @SA dS := A(⇢̃). Since @SA < 0 for such

a transformation A(E,S) � A(⇢̃) � A(E,S + dS), therefore

@SA(E,S) dS = A(E,S + dS)�A(E,S)  0, (A.13)

which implies @SA(E,S)  0.
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This implies that @EA(E,S) � 0 and @SA(E,S)  0, for all (E,S) strictly below the

thermal curve, therefore ruA(E,S)  0, whenever u has components which satisfy uE  0

and uS � 0 (an activation trajectory). Finally, the statement trivially holds for Gibbs states,

because they have A(��) = 0 and can only be the endpoints of activation trajectories.
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Appendix B

Group Orbit ‘Shapes’ for Two

Qubits under SU(2)

In Chapter 5, the possible isotropy subgroups for two-qubit quantum states under a tensor

product SU(2) group action were enumerated. For some simple cases, the isotropy subgroup

can be calculated directly, as demonstrated for the Bell states. However, for most states, the

H-twirling projection operators provide a simpler method for identifying states with certain

residual symmetries. Nonetheless, we must further narrow down the possible subgroups of

SU(2) to be checked. The following lemma restricts the possible isotropy subgroups for two

qubits.

Lemma B.1: Restricting the Two-Qubit Isotropy Subgroups

For a two-qubit state ⇢ under an SU(2) tensor product group action, the cyclic subgroups

of Iso(⇢) must be either Z2, Z4 or U(1).

Proof. The condition for membership of Iso(⇢) is Ug(⇢) = ⇢, or equivalently

U(g)⌦ U(g)⌦ U⇤(g)⌦ U⇤(g) |vec(⇢)i = |vec(⇢)i (B.1)

by vectorisation [84], therefore |vec(⇢)i must belong to ker[U(g) ⌦ U(g) ⌦ U⇤(g) ⌦ U⇤(g) � I].
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All groups contain cyclic subgroups {gn} constructed from repeated application of a single

generator g 2 G, and there must be some basis in which the representation U(g) is diagonal,

i.e. U(g) = ei✓ |0i h0|+ e�i✓ |1i h1|. For a cyclic subgroup of Iso(⇢),

U(g)⌦ U(g)⌦ U⇤(g)⌦ U⇤(g)� I

= (e2i✓ � 1)
�
|1i h1|+ |2i h2|+ |7i h7|+ |11i h11|

�
+ (e4i✓ � 1) |3i h3|+ (e�4i✓ � 1) |12i h12|

+ (e�2i✓ � 1)
�
|4i h4|+ |8i h8|+ |13i h13|+ |14i h14|

�
, (B.2)

assuming without loss of generality that U(g) is diagonal in the computational basis (with for

example |2i = |0010i).

• Vectors in span
�
|0i , |5i , |6i , |9i , |10i , |15i

�
are in the kernel for all ✓, corresponding to a

U(1) subgroup.

• Vectors in span
�
|1i , |2i , |4i , |7i , |8i , |11i , |13i , |14i

�
also belong to the kernel when ✓ =

0,⇡, corresponding to a Z2 subgroup.

• Vectors in span
�
|3i , |12i

�
are in the kernel when ✓ = 0,⇡/2,⇡, 3⇡/2, corresponding to a

Z4 subgroup.

Therefore any cyclic subgroup of Iso(⇢) must be either Z2, Z2 or U(1).

This result restricts the possible isotropy subgroups for two qubits, much as the crystallo-

graphic restriction theorem constrains the allowed crystal lattices [55]. We can therefore use

projectors PH to isolate states in Ĉ(H), from which we can infer the sets C(H). We now present

the calculations for two-qubit states under SU(2).

B.1 Enumeration of the Isotropy Subgroups

B.1.1 Z2 � Iso(⇢)

All two-qubit states are symmetric under Z2 = {±I}, as confirmed by PZ2(⇢) = 1

2
[ UI(⇢) +

U�I(⇢) ] = ⇢.
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B.1.2 Z4 � Iso(⇢)

The next possible isotropy subgroup is Z4 = {±I,±ir ·�}. We use the identities (r ·�)(v ·�) =

(r · v)I + i(r ⇥ v) · � and (r · �)(v · �)(r · �) = 2(r · v)(r · �) � v · � to calculate PZ4(⇢). The

local Bloch vector terms give

PZ4(a · � ⌦ I) = 1

2
[a · � ⌦ I+ (r · �)(a · �)(r · �)⌦ I] = (r · a)(r · �)⌦ I (B.3)

and similarly PZ4(I⌦b·�) = (r·b)(I⌦r·�). We express the correlation terms as
P

3

i,j=1
Tij ci ·�⌦

cj ·� where {ci} is an orthonormal basis for R3, and choose c1 = r. Clearly PZ4(c1 ·�⌦c1 ·�) =

r · � ⌦ r · �. The identity

(r · �)(u · �)(r · �)⌦ (r · �)(v · �)(r · �) = 4(r · u)(r · v)r · � ⌦ r · � � 2(r · u)r · � ⌦ v · �

� 2(r · v)u · � ⌦ r · � + u · � ⌦ v · �. (B.4)

has the consequence that PZ4(c1 · � ⌦ cj · �) = PZ4(cj · � ⌦ c1 · �) = 0 for j 6= 1. Finally, when

i, j 6= 1, PZ4(ci · � ⌦ cj · �) = ci · � ⌦ cj · �. Therefore

PZ4(⇢) =
1

4

"
I⌦ I+ (r · a)(r · �)⌦ I+ (r · b)(I⌦ r · �) +

3X

i=1

⌧i ci · � ⌦ di · �
#
, (B.5)

with c1 = d1 = r.

B.1.3 Iso(⇢) = Z2

The states with Iso(⇢) = Z2 correspond to those eliminated by PZ4 . These are:

• states of the form

⇢ =
1

4

"
I⌦ I+ a · � ⌦ I+ I⌦ b · � +

3X

i=1

⌧i ci · � ⌦ di · �
#
, (B.6)

where ci 6= di for i = 1, 2, 3.

• states of the form

⇢ =
1

4

"
I⌦ I+ a · � ⌦ I+ I⌦ b · � +

3X

i=1

⌧i ci · � ⌦ di · �
#
, (B.7)
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where c1 = d1 = r but a and/or b are not parallel to r (there are no �1, �2 2 R such that

a = �1r and b = �2r).

• states of the form

⇢ =
1

4

"
I⌦ I+ a · � ⌦ I+ I⌦ b · � +

3X

i=1

⌧i ci · � ⌦ di · �
#
, (B.8)

where the local Bloch vectors are not parallel to each other (a 6= �b for any � 2 R).

B.1.4 U(1) � Iso(⇢)

Consider U(1) = {eir·� : 0  ✓ < 2⇡}. This acts on a Bloch vector as

ei✓r·�(u · �)e�i✓r·� = cos 2✓ u · � + sin 2✓ (u⇥ r) · � + 2 sin2 ✓ (r · u) r · �, (B.9)

therefore, for the local Bloch vector terms,

PU(1)(a · � ⌦ I) = 1

2⇡

Z
2⇡

0

d✓ ei✓r·�(a · �)e�i✓r·� ⌦ I (B.10)

=
1

2⇡

Z
2⇡

0

d✓ cos 2✓ a · � ⌦ I+ sin 2✓ (a⇥ r) · � ⌦ I+ 2 sin2 ✓ (r · a) r · � ⌦ I

= (r · a) r · � ⌦ I (B.11)

and similarly PU(1)(I⌦ b · �) = (r · b) I⌦ r · �. On the correlation terms,

ei✓r·�(u · �)e�i✓r·� ⌦ ei✓r·�(v · �)e�i✓r·�

= cos2 2✓ u · � ⌦ v · � + 4 sin4 ✓(r · u)(r · v)r · � ⌦ r · � + 2 cos 2✓ sin 2✓ [u · � ⌦ (v ⇥ r) · �

+ (u⇥ r) · � ⌦ v · �] + 2 cos 2✓ sin2 ✓[(r · v)u · � ⌦ r · � + (r · u)r · � ⌦ v · �]

+ 2 sin 2✓ sin2 ✓ [(r · v)(u⇥ r) · � ⌦ r · � + (r · u)r · � ⌦ (v ⇥ r) · �]

+ sin2 2✓(u⇥ r) · � ⌦ (v ⇥ r) · � , (B.12)
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which gives

PU(1)(ci · � ⌦ cj · �) =
1

2⇡

Z
2⇡

0

d✓ ei✓r·�(ci · �)e�i✓r·� ⌦ ei✓r·�(cj · �)e�i✓r·� (B.13)

=
1

2
[ ci · � ⌦ cj · � � (r · cj)ci · � ⌦ r · � � (r · ci)r · � ⌦ cj · � + (ci ⇥ r) · � ⌦ (cj ⇥ r) · �

+ 3(r · ci)(r · cj)r · � ⌦ r · � ] (B.14)

=
1

2
[ ci · � ⌦ cj · � � �1jci · � ⌦ c1 · � � �1ic1 · � ⌦ cj · � + (ci ⇥ c1) · � ⌦ (cj ⇥ c1) · �

+ 3 �1i�1j c1 · � ⌦ c1 · �] . (B.15)

In summary,

PU(1)(⇢) =
1

4

"
I⌦ I+ (r · a) r · � ⌦ I+ (r · b) I⌦ r · � + ⌧

3X

i=1

ci · � ⌦ di · �
#

(B.16)

where c1 = d1 = r and ⌧2 = ⌧3.

B.1.5 K2 � Iso(⇢)

Consider K2 = {±I,±ir1 · �,±ir2 · �,±ir3 · �} where {r1, r2, r3} forms an orthonormal basis of

R3, and we can use that same basis for the correlation terms, such that

⇢ =
1

4

2

4I⌦ I+ a · � ⌦ I+ I⌦ b · � +
3X

i,j=1

Tij ri · � ⌦ rj · �

3

5 . (B.17)

Acting on a local Bloch vector a · � =
P

3

i=1
(ri · a) ri · �,

PK2(a · � ⌦ I) = 1

4


a · � ⌦ I+

3X

i=1

(2(ri · a)ri · � � a · �)⌦ I
�

(B.18)

=
1

2

"
3X

i=1

(ri · a) ri · � ⌦ I� a · � ⌦ I
#
= 0, (B.19)
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and similarly PK2(I⌦ b · �) = 0. On the correlation terms,

PK2(ri · � ⌦ rj · �) =
1

4

"
ri · � ⌦ rj · � +

3X

k=1

(rk · �)(ri · �)(rk · �)⌦ (rk · �)(rj · �)(rk · �)
#

(B.20)

=
1

4

"
ri · � ⌦ rj · � +

3X

k=1

✓
4(rk · ri)(rk · rj)rk · � ⌦ rk · � + ri · � ⌦ rj · �

� 2(rk · ri)rk · � ⌦ rj · � � 2(rk · rj)ri · � ⌦ rk · �
◆�

(B.21)

=
1

4

"
3X

k=1

(4�ik�jkrk · � ⌦ rk · � � 2�ikrk · � ⌦ rj · � � 2�jkri · � ⌦ rk · �) + 4ri · � ⌦ rj · �
#

= �ij rj · � ⌦ rj · � , (B.22)

therefore

PK2(⇢) =
1

4

"
I⌦ I+

3X

i=1

⌧i ri · � ⌦ ri · �
#

. (B.23)

B.1.6 Iso(⇢) = Z4

The states with Iso(⇢) = Z4 are those in Ĉ(Z4) but not in Ĉ(K2) or Ĉ(U(1)). These are:

• states of the form

⇢ =
1

4


I⌦ I+ ⌧1 r · � ⌦ r · � +

3X

i=2

⌧i ci · � ⌦ di · �
�

(B.24)

where ⌧2 6= ⌧3 and ci 6= di for i = 2, 3.

• states of the form

⇢ =
1

4

"
I⌦ I+ a r · � ⌦ I+ b I⌦ r · � +

3X

i=1

⌧i ci · � ⌦ di · �
#

(B.25)

where c1 = d1 = r but ci 6= di for i = 2, 3, and ⌧2 6= ⌧3.

• states of the form

⇢ =
1

4

"
I⌦ I+ ac1 · � ⌦ I+ bI⌦ c1 · � +

3X

i=1

⌧i ci · � ⌦ ci · �
#

(B.26)

where ⌧1 = ⌧2 6= ⌧3.
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B.1.7 K1 � Iso(⇢)

Consider K1 = {(i rj ·�)↵ei✓ rk·� : 0  ✓ < 2⇡, ↵ = 0, 1, 2, 3}, where j 6= k. Acting with PK1

on a two-qubit state gives

PK1(⇢) = PU(1) � PK2(⇢) = PU(1)

"
1

4

 
I⌦ I+

3X

i=1

⌧i ri · � ⌦ ri · �
!#

(B.27)

=
1

4

0

@I⌦ I+ 1

2

2

4
X

i 6=k

⌧i

3

5

2

4
X

i 6=k

ri · � ⌦ ri · �

3

5+ ⌧k rk · � ⌦ rk · �

1

A (B.28)

B.1.8 Iso(⇢) = K2

These are the (rotated) T-states, namely

⇢ =
1

4


I⌦ I+

X

i

⌧i ci · � ⌦ ci · �
�
, (B.29)

with ⌧1 6= ⌧2 6= ⌧3.

B.1.9 Iso(⇢) = U(1)

These states take the form

⇢ =
1

4

"
I⌦ I+ ar · � ⌦ I+ bI⌦ r · � + ⌧1 r · � ⌦ r · � + ⌧

3X

i=2

ci · � ⌦ di · �
#

(B.30)

where c1 = d1 = r but ci 6= di for i = 2, 3, and ⌧2 = ⌧3.

B.1.10 Iso(⇢) = SU(2)

Applying PSU(2) to a general two-qubit state,

PSU(2)(⇢) = PSU(2) � PK1(⇢) =
1

4

 
I⌦ I+

3X

i=1

⌧i PSU(2) [ci · � ⌦ ci · �]
!

, (B.31)
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which outputs the two-qubit symmetric states. A general SU(2) group transformation is U(g) =

ei'r·�, where r = (sin� cos ✓, sin� sin ✓, cos�). Considering each term individually,

PSU(2)(ci · � ⌦ ci · �)

=
1

2⇡2

Z
2⇡

0

d✓

Z
⇡

0

d� sin�

Z
⇡

0

d' sin2 '

✓
ei'r·�ci · �e�i'r·� ⌦ ei'r·�ci · �e�i'r·�

◆
(B.32)

=
1

2⇡2

Z
2⇡

0

d✓

Z
⇡

0

d� sin�

Z
⇡

0

d' sin2 ' cos2 2' ci · � ⌦ ci · �

+ 2 sin2 ' cos 2' sin 2' [ci · � ⌦ (ci ⇥ r) · � + (ci ⇥ r) · � ⌦ ci · �]

+ 2 cos 2' sin4 ' (r · ci) [ci · � ⌦ r · � + r · � ⌦ ci · �]

+ 2 sin 2' sin4 ' (r · ci) [(ci ⇥ r) · � ⌦ r · � + r · � ⌦ (ci ⇥ r) · �]

+ 4 sin6 ' (r · ci)2 r · � ⌦ r · � + sin2 ' sin2 2' (ci ⇥ r) · � ⌦ (ci ⇥ r) · � (B.33)

=
1

8⇡

Z
2⇡

0

d✓

Z
⇡

0

d� sin�

✓
ci · � ⌦ ci · � � 2(r · ci) [ci · � ⌦ r · � + r · � ⌦ ci · �]

+ (ci ⇥ r) · � ⌦ (ci ⇥ r) · � + 5(r · ci)2 r · � ⌦ r · �
◆

. (B.34)

Integrating over ✓ and �, we find

PSU(2)(⇢) =
1

4


I⌦ I+ ⌧

3X

i=1

�i ⌦ �i

�
. (B.35)

B.1.11 Iso(⇢) = K1

These are states in Ĉ(K1) but not in C
�
SU(2)

�
, namely

⇢ =
1

4

"
I⌦ I+

X

i

⌧i ci · � ⌦ ci · �
#

(B.36)

where ⌧1 = ⌧2 6= ⌧3.
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