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ABSTRACT

Multispectral satellite imagery enables routine surveying of the surf zone by discretising the
land—sea interface at known water levels, supporting estimates of coastal recession and accretion.
The daily revisit of PlanetScope provides near-continuous shoreline observations, increasing
temporal resolution relative to traditional tasking. Many existing approaches delineate shorelines
by applying a single spectral index threshold, typically NDWI, and contouring the resulting binary
mask. We present an alternative, fully probabilistic method. An ensemble of multilayer perceptrons
(MLPs) is trained to predict, for each pixel, the probability of “water” versus “land.” The shoreline is
then extracted as an isoprobability contour, eliminating the need for a global threshold and allowing
spatial variability in sensor response, illumination (e.g., shadows), and local geomorphology to be
accommodated. Applied to PlanetScope imagery at Seaford, UK, and evaluated against a height
contour referenced to the instantaneous water level, the method achieves a root-mean-square
error of ~7 m for scenes with <50% cloud cover. These results indicate that probabilistic pixel-
wise classification, coupled with high-cadence PlanetScope acquisitions, offers robust shoreline
detection suitable for high-frequency coastal monitoring.

Keywords: Shoreline detection, Coastal monitoring, Remote sensing, Planetscope, Machine learning

1 INTRODUCTION

Approximately 1.4 billion people live within 25 km of the coast, with over 100 million residing below
1 m above sea level (Williams et al., 2018; [Zhang et al., [2004). Climate change is expected to intensify
risks in these areas through accelerated coastal retreat, driven by sea-level rise and changing hydrodynamic
conditions such as storm surges and wave—induced storms (Muis et al., [2020; Vousdoukas et al.,|[2018).

Predicting future shoreline change is critical for effective coastal management. This can be achieved
either through numerical modelling or by extrapolating from observed historical trends. However, the
development of accurate coastal models is often constrained by a lack of high-quality topographic data for
training and calibration (Splinter et al., 2013} |Vitousek et al., 2023). Most available data are derived from
in-situ surveys or ground-based imagery (Boak and Turner, 2005)), which are typically limited in spatial
and/or temporal resolution.
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The dynamic nature of coastal environments—characterised by both short- and long-term
variability—renders traditional survey methods insufficient for continuous monitoring (Garcia-Rubio
et al., 2015). Although a few well-monitored sites exist (Larson and Kraus, |1994; McCarroll et al., 2023;
Turner et al., 2016), they are too limited in number to provide broad spatial coverage. The growing
availability and capability of Earth observation satellites offer a promising alternative for expanding the
scope and frequency of coastal data collection (Belward and Skgien, 2015).

Satellite remote sensing has been successfully applied to monitor coastal topography and shoreline
change at regional to global scales (Bishop-Taylor et al., 2019; Li and Gong, 2016; Luijendijk et al., 2018).
It is increasingly used to bridge the temporal gaps between traditional field surveys, providing a more
continuous record of shoreline evolution (Vitousek et al.,[2023). Earth observation satellites are broadly
categorised into two types: active sensors, which transmit signals and analyse the returned response, and
passive sensors, which detect natural radiation emitted or reflected by the Earth’s surface (D1 and Yu, 2023];
ESA Space Solutions, [2020).

Active remote sensing systems, such as LIDAR (Light Detection and Ranging) and SAR (Synthetic
Aperture Radar), derive surface elevation by measuring the time delay between the emitted signal and its
reflection. One of the most commonly used active satellite systems for coastal studies is Sentinel-1 SAR,
which operates independently of cloud cover and sunlight at a typically 10m resolution (Torres et al.,|[2012)).
However, it presents several limitations. Its revisit time is approximately 12 days, or 6 days when both
Sentinel-1A and 1B are functional (Geudtner et al., 2014). Moreover, generating a digital elevation model
(DEM) typically requires at least two acquisitions, effectively reducing the temporal resolution to 24 days
under ideal conditions (Braun, [2021)). This low frequency can result in the loss of critical morphological
changes between acquisitions. In addition, SAR signals do not penetrate water, meaning areas below the
high-water line cannot be resolved, especially when images are captured during high tide. This limits
SAR’s effectiveness in mapping the dynamic nearshore zone, which is often the primary area of interest in
shoreline studies.

Despite these limitations, SAR can be used to delineate the shoreline by exploiting the sharp contrast
in backscatter between land and water surfaces. When the tidal level at the time of image acquisition is
known, the derived shoreline can be interpreted as a water-line contour, and used to infer surface elevation
along its length (Mason et al.,|1995).|Angelini et al.| (2025) demonstrated that enhanced preprocessing of
high-resolution TerraSAR-X data can achieve a Mean Absolute Deviation (MAD) as low as 2.5 m, while
Sentinel-1 datasets consistently yield a MAD < 7.0 m on Mediterranean beaches. Furthermore, Savastano
et al. (2024) showed that these SAR-derived shorelines are highly robust for monitoring morphological
changes, achieving a correlation coefficient (%) of 0.9 when tracking shoreline movement across diverse
coastal environments.

This water-line method can also be applied to passive imagery. Unlike active sensors, passive satellites
operate by detecting reflected or emitted energy from the Earth’s surface; essentially capturing an image.
The pixels in these images can be classified into land and water, allowing the instantaneous shoreline to be
defined as the boundary between these two classes (Boak and Turner, 2005; |Dolan et al., 1978]). As with
SAR, if the water level is known, the shoreline position can be used to infer elevation along the coast.

Most passive satellites used for coastal monitoring acquire multispectral imagery, which goes beyond
standard RGB (red, green, blue) photography by capturing reflectance across a broader portion of the
electromagnetic spectrum. These bands typically span from the visible to the infrared range, enabling
improved discrimination between land cover types based on their distinct spectral properties.

Frontiers 2
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Figure 1. Spectral response of satellite sensor instruments. Blue, green and red lines are the respective
RGB bands, purple is the NIR band, black bands are additional bands that do not have an equivalent

PlanetScope band

The two most widely used public multispectral satellite systems for Earth observation are Landsat and
Sentinel-2. The Landsat programme, initiated in 1972 with the launch of Landsat-1, has undergone several
upgrades, with Landsat 7, 8, and 9 currently in operation (Wulder et al., 2022). These satellites typically
provide imagery at 30 m spatial resolution, with a 15 m panchromatic band, and revisit each location
approximately every 16 days. Landsat 8 and 9 offer 11 spectral bands, covering the visible, near-infrared,
and short-wave infrared regions. Figure [T|displays the spectral response of each of the bands and illustrates
how strongly the sensor responds at each frequency. These bands are used to detect specific reflectance
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characteristics associated with different surface types. For instance, Bands 2, 3, and 4 correspond to the
blue, green, and red portions of the spectrum, respectively, while additional bands extend into the infrared
range, facilitating more nuanced classification.

Sentinel-2, also shown in Figure[I] was introduced in 2015 and currently consists of three satellites, with
Sentinel-2C launched in 2024. Each satellite provides a revisit time of 10 days, resulting in a combined
effective revisit period of less than 5 days (Phiri et al., [2020; Spoto et al., [2012)). Sentinel-2 acquires
imagery at 10-20 m resolution, using 13 spectral bands across the visible and infrared spectrum. The
increased spectral range available from both Landsat and Sentinel-2 significantly improves the ability to
classify surface materials, as different land cover types exhibit distinct reflectance and absorption behaviour
at various wavelengths (Roy et al., 2021]).
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Figure 2. Characteristic reflectance of specific classes with respect to wavelength. Green lines are
respective of vegetation classes, red lines are geological materials and blue lines are water based classes

A key example is water, which strongly absorbs near-infrared radiation, resulting in low reflectance values
in these bands (Rustamov et al., 2018). This behaviour is shown in Figure 2] which shows in the blue water
associated lines the reflectance dropping as wavelength increases. Other classes, such as vegetation and soil,
exhibit their own spectral signatures More specifically, vegetation shows a sharp rise in the near-infrared,
while soil often displays a more linear response across the spectrum. These spectral differences form the
basis for a range of band ratio indices that are commonly used in classification tasks.

One such index is the Normalized Difference Water Index (NDWI) (McFeeters, 1996), defined using the
green and infrared (IR) bands, as shown in Equation 1]

Green — IR
NDWI = GmIR = — 1
Mnorm Green + IR M
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This index enhances water—land separation by exploiting the strong absorption of infrared by water. The
use of normalised indices, such as NDWI, also compensates for local lighting variations, including shadows
and differences in solar zenith angle at the time of image acquisition (Kriegler et al.,|1969; Rouse Jr et al.,
1974). Other indices, such as the Normalized Difference Vegetation Index (NDVI), shown in Equation 2]
further demonstrate how spectral relationships can be leveraged to distinguish between surface classes in a
robust and interpretable manner.

IR — Red
NDVI = IRmRyorm = ———— 2
m norm IR + Red ( )

When applying the water-line method, the differences between active and passive satellite imagery are
primarily twofold. First is the ability to acquire cloud-free observations. Active sensors such as SAR
can penetrate cloud cover and are unaffected by solar illumination, enabling consistent imaging during
adverse weather or at night. This provides a significant advantage over passive systems, which are often
obstructed by cloud and haze. However, SAR data can be highly noisy, particularly in the nearshore zone
where surface roughness and water dynamics interfere with signal interpretation as discussed by (Salameh
et al.,[2020). Consequently, the clarity of shoreline detection using SAR is often compromised, despite its
all-weather capability.

The second key difference lies in temporal resolution. Sentinel-1, an active radar system, achieves
a best-case revisit interval of 6 days when both satellites in the constellation are operational. This is
comparable to the revisit time of Sentinel-2, a passive multispectral system with a combined constellation
return period of approximately 5 days. However, recent advances in the commercial satellite sector have
led to the deployment of new constellations that offer significantly higher temporal frequency and, in some
cases, improved spatial resolution.

A prominent example is Planet’s PlanetScope constellation, comprising over 180 CubeSats known as
Dove and SuperDove satellites. First launched in 2014, PlanetScope is capable of capturing imagery at daily
intervals with a spatial resolution of approximately 3.7 metres (Planet Labs PBC, [2023)). The small size
and standardised CubeSat design of these satellites facilitate mass production and deployment. Combined
with the use of off-the-shelf sensors, this approach significantly reduces the cost and complexity of satellite
launches (Safyan, 2020), making high-frequency Earth observation more accessible.

Despite these advantages, the spectral capabilities of PlanetScope satellites are more limited than those of
public missions like Sentinel-2. The original Dove satellites capture only four spectral bands—Red, Green,
Blue, and Near-Infrared (RGBI), a relatively narrow portion of the electromagnetic spectrum, indicated in
Figure[l1| This restricts the discriminative power of pixel classification due to the reduction in available
information as well as the range that this information spans on the spectrum. Particularly in environments
where multiple land cover types exhibit overlapping spectral responses. The newer SuperDove satellites
have expanded this capacity by including four additional bands. However, even with this improvement, the
spectral range remains significantly narrower than Sentinel-2’s 13-band configuration, which spans both
visible and shortwave infrared regions.

The classification of PlanetScope imagery is further complicated by inconsistencies in image quality,
arising from both geometric and radiometric issues (Frazier and Hemingway, 2021). Geometric inaccuracies
are primarily caused by variability in the spatial alignment of ground features across images. These
discrepancies result from the internal positioning errors of the satellites and the absence of consistently
reliable ground control points. While Planet reports a positional accuracy of less than 10 m RMSE at the
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90™ percentile (Planet Labs PBC, 2023), independent studies have shown greater variability. For example,
Dobrinic et al. (2018) report an RMSE of 6.41 m with a maximum offset of 11.85 m, while Houborg
and McCabe (2018)) observed errors of up to 19 m. Such spatial offsets pose significant challenges to
applications requiring high precision, such as sub-pixel shoreline extraction.

Radiometric inconsistencies across PlanetScope datasets arise from two main sources. The first is the
evolution of the satellite hardware. Planet initially deployed the Dove Classic (PS2) satellites, followed
by Dove-R (PS2.SD) in 2019 and the SuperDove (PSB.SD) series in 2020 (Planet Labs PBC, 2023; PBC,
2021). Each generation brought improvements in image quality, but also introduced shifts in spectral band
placement, leading to inconsistencies within long-term datasets (Huang and Roy, 2021). These differences
are visualised in the two different PlanetScope rows of Figure |1, which shows the spectral response of two
different generations of PlanetScope satellites. The PS2 Dove classic shown in Figure |1{ shows but one
variant, (ID_Oe), with there also being a small variation also across this generation.

The second major source of radiometric variability is the lack of on-board calibration systems, which
distinguishes PlanetScope from larger platforms like Sentinel-2 and Landsat. Due to the CubeSat form
factor, these satellites cannot carry internal calibration modules. Instead, calibration is performed externally,
using lunar reflectance comparisons and cross-sensor validation with RapidEye and Landsat 8 at established
calibration sites (Collison et al., [2022; 'Wilson et al., 2017)). While effective to an extent, this results in a
radiometric uncertainty of approximately 5-6%. Some studies have reported even higher variability in
specific bands; for instance, [Tu et al.| (2022)) observed errors of 8% in the red and infrared bands, with an
uncertainty margin of 9%. In comparison, Landsat 8 and Sentinel-2 maintain radiometric uncertainties
around 3% (Lamquin et al., 2019; Markham et al.,[2014), reflecting more robust calibration protocols.

A third limitation, common to most passive satellite systems, is the effect of atmospheric conditions,
particularly clouds, haze, and shadows, which degrade image quality and complicate classification. Cloud
detection is inherently challenging, and this is exacerbated in PlanetScope imagery by its reduced spectral
range, which lacks the thermal and shortwave infrared bands that facilitate cloud and haze identification
in platforms like Sentinel-2 and Landsat (Roy et al., 2021). The consequences of these limitations are
evident in Figures 2] and [T, which compare the spectral coverage and class separation of PlanetScope with
broader-band satellites. The practical impact of this is that the presence of shadow ,thin clouds or haze can
significantly distorts the spectral response and undermines classification accuracy.

To mitigate this, PlanetScope imagery includes a Usable Data Mask (UDM), which identifies pixels
affected by clouds and shadows, as described in Planet Labs PBC| (2023)). In 2018, this was upgraded
to UDM2 to improve detection performance (Keay et al.,|2023)). However, the accuracy of these masks
remains uncertain (Roy et al., 2021), particularly in identifying thin or diffuse clouds, and residual artifacts
often persist, introducing errors in downstream applications such as shoreline extraction.

When applying the shoreline detection method, each satellite image yields a single piece of cross
shore information: the location where the waterline intersects a transect. While this provides only an
instantaneous snapshot, the spatial and temporal resolution of the imagery significantly influences the
method’s effectiveness. In this context, PlanetScope offers two main advantages over publicly available
satellite platforms such as Sentinel-2 and Landsat.

The first advantage lies in its higher spatial resolution. Although there is debate in the literature regarding
the benefits of increased resolution for the detection of linear features, such as shorelines. Cipolletti et al.
(2012)) notes that resolution improvements do not always lead to enhanced accuracy, and earlier studies have
highlighted issues such as metrication errors in quantised images (Kulpal [ 1983; |Vossepoel and Smeulders),
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1982), more recent work suggests otherwise. For example, Doherty et al. (2022 compared shoreline
detection accuracy across satellite platforms and found a clear improvement with higher pixel resolution.
Similarly, Hagenaars et al.| (2018]); [Kelly and Gontz (2019); Pardo-Pascual et al.|(2014) all concluded that
the resolution of input imagery imposes a fundamental constraint on the precision of shoreline extraction,
particularly when attempting sub-pixel or near-pixel level delineation.

The second key advantage of PlanetScope is its temporal resolution. Unlike Sentinel-2 (5-day revisit) or
Landsat (16-day revisit), PlanetScope can provide daily imagery, enabling the capture of short-term coastal
processes such as post-storm recovery, tidal variability, or rapid morphological change. As|da Silva et al.
(2024) argue, infrequent satellite observations may fail to resolve transient events and can underrepresent
the dynamic nature of many coastal environments. Thus, the high revisit frequency of PlanetScope is
essential for capturing a more complete picture of shoreline evolution.

The waterline method has been widely adopted to monitor shoreline change, and its application has
been systematically evaluated across multiple algorithms by |Vos et al.|(2023)). In their benchmark study
using Sentinel-2 and Landsat imagery, five state-of-the-art algorithms were assessed. Two of these,
ShorelineMonitor (Luijendijk et al., 2018)) and HighTide-SDS (Mao et al., |2021), derive shorelines
from composite images constructed by stacking multiple Landsat acquisitions. These composites are
then thresholded using a percentile-based approach applied to specific spectral indices: the Normalized
Difference Water Index (NDWI) for ShorelineMonitor and the Automated Water Extraction Index (AWEI)
for HighTide-SDS (Feyisa et al., 2014). By averaging multiple images over time, these methods aim to
capture the mean sea-level shoreline, under the assumption that tidal fluctuations are uniformly distributed
across the composite period. This allows for long-term shoreline recession and accretion trends to be
inferred from a smoothed shoreline representation.

The remaining three algorithms evaluated, CoastSat (Vos et al., 2019), SHOREX (Palomar-Vazquez et al.,
2018), and CASSIE (Almeida et al., [2021)),rely on individual satellite images to estimate instantaneous
shoreline positions, which are inherently influenced by the tidal and wave conditions at the time of
acquisition. The CASSIE algorithm uses a multilevel Otsu thresholding technique (Otsul [ 1979) applied to
the NDWI index to generate a binary land—sea classification. This binary map is subsequently refined to
sub-pixel resolution by smoothing the pixel boundary interface. In contrast, SHOREX applies a threshold
to the AWEI index to define an initial boundary mask. A kernel-based polynomial surface fitting is then
employed within a region of interest to estimate a sub-pixel shoreline based on inflection points in the fitted
surface. Finally, CoastSat adopts a supervised classification strategy to distinguish between sand and water
pixels. The resulting distributions are discretised using Otsu thresholding, and the shoreline is extracted via
a marching squares algorithm, which permits continuous shoreline delineation.

The performance of these algorithms is known to be location-dependent, with accuracy varying based on
local coastal morphology, tidal range, sediment type, and image quality. Nevertheless, all three models
demonstrate the ability to achieve sub-pixel shoreline resolution relative to the spatial resolution of the
satellite imagery used. In addition to its evaluation in the benchmark study by Vos et al.| (2023)), the CoastSat
method has been extended by Doherty et al.[(2022)) to incorporate PlanetScope imagery. When applied to
Narrabeen Beach (Australia) and Duck (USA), the method achieved root mean square errors (RMSEs)
of 3.5m and >5m, respectively. These results represent a notable improvement over typical Landsat- or
Sentinel-2-based estimates, which often exceed 9 m. However, it is important to note that the PlanetScope
implementation of CoastSat did not achieve sub-pixel accuracy relative to PlanetScope’s native 3.7 m
resolution, suggesting the difficulties of fully capitalising on the improved spatial resolution of commercial
imagery.
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With the daily revisit rate of PlanetScope satellites, the available imagery is expanding rapidly.
Consequently, several studies beyond Doherty et al. (2022]) have sought to harness this temporal density
for shoreline detection. Kelly and Gontz| (2019) reported an RMSE of approximately 9 m along the
Australian coast, attributing a significant portion of this error to initial geolocation inaccuracies. In contrast,
Abdelhady et al. (2022) demonstrated that by comparing satellite-derived shorelines to high-resolution
LiDAR surveys, the majority of extracted pixels fall within a single-pixel (3 m) distance. Similarly, Angelini
et al.[(2024) achieved sub-pixel accuracy in monitoring complex megacusp undulations in Spain and Italy.
However, unlike the systematic approach in|Doherty et al.| (2022), these studies typically rely on a more
curated selection of images and select dates, necessitating a higher degree of manual supervision and data
pre-processing.

A common limitation among the shoreline detection methods discussed is their reliance on a single
spectral index, such as NDWI or AWEI, to threshold each image into binary land and sea classifications.
While effective in many cases, this approach inherently restricts the spatial precision of shoreline extraction.
A fixed threshold may perform well in one region of an image but fail in another due to spatial heterogeneity
in beach appearance. Variability in shadows, beach debris, sand composition, moisture content, and the
presence of man-made structures can all alter pixel reflectance, leading to misclassification. This limitation
is particularly pronounced in UK coastal environments, where irregular morphologies, urban infrastructure,
and frequent overcast conditions introduce additional complexity and noise to the imagery.

For this reason we develop a methodology that retains the efficiency and interpretability of index-based
shoreline detection, while allowing for spatially adaptive classification along each transect. This is achieved
through a probabilistic framework, where the shoreline is inferred from a land—sea probability of each
pixel rather than a fixed threshold. By estimating the probability of each pixel belonging to land or sea,
the method enables sub-pixel shoreline extraction that adapts to local conditions, improving robustness in
challenging and heterogeneous coastal settings.

2 METHODS AND DATA

The ultimate objective of this classification process is to estimate the probability that each pixel belongs
to either a land or sea class. In this framework, certified sea pixels are assigned a probability value of 1,
and those classified as land are assigned a value of 0. Pixels located at the land-sea interface, where class
membership is uncertain, are expected to have intermediate values. A contour drawn at the 0.5 probability
threshold, representing equal likelihood of land and sea, can then be used to delineate the shoreline at
sub-pixel resolution, enabling more precise shoreline extraction than traditional binary classifications. For
this, an appropriate classifier needs to be trained that returns this as an output.

In this study, the classifier was constructed using three coastal sites in the United Kingdom: Seaford,
Chesil, and Start Bay, shown in Figure [3] A. All three sites are located along the south coast of England and
are classified as reflective beaches with predominantly shingle compositions (Konstantinou et al., [2023;
Scott et al., 2011; Shanehsazzadeh and Holmes, [2007)). The dataset includes 190 surveys and 2579 images
from Seaford, 208 surveys and 2934 images from Start Bay, and 45 surveys and 2559 images from Chesil.
These images range from mid-2016 when PlanetScope first made images available to the end of 2024, all
with a cloud cover percentage under 50%. The distribution of images and the corresponding shoreline
surveys for each site is illustrated in Figure 3| B.

The full workflow with the trained classification is shown in Figure 4| The first step is the collection of the
images from the Planetscope analytic udm?2 product bundle, which are orthorectified Top of Atmosphere
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Figure 3. Study site overview and data availability. (A) Locations of the three study sites: Start Bay,
Chesil, and Seaford along the south coast of England. (B) Temporal distribution of the PlanetScope satellite
imagery (blue bars) plotted against the dates of in-situ topographic surveys (red lines) for each location.

(TOA) radiance and have been clipped to the area of interest. Before the images are ingested into the model
two steps are taken to pre-process the images. The first is the radiometric correction, using PlanetScopes
metadata to transform the radiance values to TOA reflectance values.
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The second phase of the preprocessing is the geometric correction of the images. For this AROSICS, a
Python package designed for sub-pixel image co-registration, is used (Scheffler et al.l[2017). AROSICS
has been successfully used in similar PlanetScope-based shoreline studies (Doherty et al, 2022} |da Silval
2024). However, in this work the area of interests cover a larger area than a single Planetscope image;
meaning geolocation based on a single Planetscope reference image is not appropriate due to the possible
non-overlapping areas. Therefore, the georeference is based on the ESRI global satellite base map
2025)), which has been rescaled to the same resolution as Planetscope. This allows all the individual images
to be referenced to the same continuous image.

The ESRI satellite basemap utilized the ESRI Vantor Vivid basemap 2024), which maintains
a global absolute accuracy of 5 m CE90. Aligning all acquisitions to this unified reference ensures that
geolocation errors manifest as a systematic, continuous bias rather than random noise. The automated
pipeline for image co-registration and retrieval via the Planet API is available in the GitHub repository of
this work.

The final of the sections encapsulates the Coast-O-Matic methodology. First, the per pixel classification,
followed by the shoreline identification and finally the masking and post processing. These steps are
outlined in more detail below.

2.1 Training data

A suitable and representative dataset is essential for training the proposed shoreline classifier. This data
was collected by analysing the three UK beaches of Chesil, Start Bay and Seaford.

50.779
50.78
® Veg
g ® Sea
S 50.781 |
5 Bea.ch
3 Whitewater
50.782 Turbid Water
50.783
50.784 }

0.06 0.07 0.08 0.06 0.07 0.08 0.06 0.07 0.08
Longitude Longitude Longitude

(A) (B) (©)

Figure 5. Example of data collection from an individual image of Seaford. (A) subplot show the raw
true colour image (TCI). (B) subplot shows the three area that are discretised: water, vegetation and
sand. (C) subplot shows the pixels that have been assigned to each variable: blue-water, yellow-beach,
green-vegetation, turquoise-whitewater, brown-turbid water
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Within each region of interest, pixels are categorised into four primary land cover types: water, beach,
urban and vegetation. To enhance classification performance, the water class is further subdivided into
normal water, turbid water, and whitewater. This additional granularity is introduced for two key reasons.
First, it reduces intra-class variability, thereby improving the classifier’s ability to differentiate between
spectral patterns. Second, it emphasises the nearshore zone, where wave activity commonly generates both
turbid water and whitewater through sediment suspension and breaking waves (Hagenaars et al., 2018)).
This distinction is important because the majority of water pixels in a given image typically represent
deeper offshore water, which, if left undifferentiated, can dominate training and reduce sensitivity to the
dynamic processes occurring near the shoreline. The challenge is further compounded by the spectral
similarity between turbid water and beach pixels in the RGB bands. In shallow or sediment-rich waters, the
infrared (IR) band can also be affected by reflection from the seabed or wet sand, further complicating
discrimination between land and sea classes (Kalacska et al., 2022). To address this, each image is manually
inspected. A loose bounding region is drawn around visible whitewater, and within this area, bright pixels
are labelled as whitewater, while darker pixels are classified as turbid water. This process assumes that
areas of active turbulence caused by wave breaking exhibit both high reflectance (whitewater) and strong
sediment suspension (turbid water), each with distinct but overlapping spectral characteristics.

An example of this discretisation is shown in Figure [5] Figure[S]A presents a true colour image (TCI) of
Seaford Beach, composed of the RGB bands, with an associated infrared band also available. Figure E]B
shows the three core classification regions, sand, sea and vegetation, used in all Seaford images to spatially
bin the pixels. Although not shown in this figure, the additional whitewater and turbid zones are drawn
manually for each image. Figure [5C illustrates the final pixel classification used for training the model,
incorporating all defined subclasses.

To further refine the classification, each of the three primary classes; water, beach, and vegetation
are subdivided into five visibility-based subcategories: clear, shadow, hazy, cloud, and dark. The first
four are derived from the PlanetScope Usable Data Mask (UDM), which identifies pixels affected by
atmospheric conditions or illumination effects. A pixel located within both a class region (e.g., beach)
and a UDM-flagged area (e.g., shadow) is assigned the appropriate subclass (e.g., shadow beach). The
additional dark class refers to pixels that are consistently misclassified by the model during training. These
pixels are flagged and reused for retraining to mitigate classification biases. The term “dark” for these
misclassified pixels is due to the majority of them coming from areas of low-reflectance, which commonly
leads to classification errors.

A shallow water class is included to address a systematic bias in shoreline detection. Without this class,
pixel-based methods tend to show a seaward offset in the extracted shoreline position. This occurs because
shallow water pixels often exhibit spectral signatures closer to sand than to deeper water, due to light
penetration and reflectance from the seabed. Explicitly modelling shallow water as a distinct class improves
the accuracy of shoreline delineation by preventing such misclassifications along the land—sea boundary.

The training dataset comprises individual pixels, each labelled and associated with spectral information
from four bands: Red (R), Green (G), Blue (B), and Infrared (IR). To enrich the feature space and accelerate
training, a set of 12 input metrics are used, as detailed in Table 1. Among these, three band difference
indices are computed (denoted by m). For example, Equation (3) captures the difference between the
infrared and green bands as:

IRmG = IR — Green 3)
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Table 1. List of indices used in the training dataset
Difference bands Normalised bands STD 3x3 window STD 5x5 window

IRmR IRmRyorm IRMR 100 std3 IRMR ;101 stds

IRmG IRmGyorm IRMGyorm std3 IRMGorm stds

IRmB IRmBorm IRmB,6rm std3 IRMB 101 stds
IRmRstdg IRmRstd5
IRMGgy3 IRmMGgy5
IRmB std3 IRmBstd5

These metrics have previously been shown to enhance class separation in coastal environments (Doherty
et al.,[2022; Harley et al., 2019).

Additionally, three are normalised spectral indices (subscript norm), such as:

IR — Green
IR = 4
MGinorm IR + Green @)
These are derived from the work of Kriegler et al.|(1969) and Rouse Jr et al.| (1974), who demonstrated that

normalisation reduces sensitivity to illumination effects such as shadowing or variable solar zenith angle.

To further improve class discrimination, the local variability in key spectral features is also considered.
Specifically, the standard deviation (std) of the IR-based normalised and difference indices is computed
using both 3 x 3 and 5 x 5 pixel moving windows. This captures texture-based information within the
spatial context of each pixel. Prior work by Vos et al.| (2019) demonstrated that local variance is particularly
effective for identifying sand pixels, which often exhibit distinct spectral variability relative to other classes.

Multilayer Perceptron - MLP

The classification is performed using multiple Multi-Layer Perceptrons (MLPs) operating independently.
An MLP is a type of feedforward neural network consisting of an input layer, one or more hidden layers,
and an output layer. Each layer consists of neurons that compute a weighted sum of the inputs from the
preceding layer, as defined by:

n
z = Z w;x; + 0 &)
i=1
This weighted sum is passed through an activation function, such as the logistic sigmoid, given by:
1
- 6

to produce the neuron’s output. The use of multiple layers enables the MLP to capture complex, non-linear
relationships in the data, while the activation function introduces the necessary non-linearity for learning
intricate decision boundaries.

The output of an MLP is not a probability in the strict statistical sense, but rather a set of coefficients
that reflect the model’s confidence in a pixel belonging to a given class. In this study, these coefficients are
interpreted as pseudo-probabilities, with the outputs across all classes normalised to sum to one. This allows
for a probabilistic interpretation of class membership and supports the extraction of a sub-pixel shoreline by
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identifying the 0.5 contour along the land—sea boundary, where the classifier is equally uncertain between
the two classes.

While explicitly probabilistic models—such as Bayesian networks—have been investigated for shoreline
detection, they were found to be more sensitive to noise, particularly in lower-quality images. In contrast,
MLPs offer greater robustness across a broader range of image conditions, while still enabling a probabilistic
interpretation suitable for fine-resolution shoreline extraction.

Classification

Image classification in this framework is performed by averaging the outputs of three independently
trained classifiers, given schematically in Figure 8. Each classifier corresponds to a distinct branch in the
model architecture, designed to capture different aspects of land—sea discrimination while compensating
for one another’s limitations.

Branch 1 is a binary classifier, an MLP trained to distinguish between land and sea. In this case, the
land class comprises both beach (sand) and vegetation pixels, while the sea class includes normal water
and turbid water. This classifier uses only the infrared’s relationship and normalised indices; the first two
columns of Table 1, to try and distinguish water and non-water pixels, omitting the whitewater class to
reduce model complexity and minimise noise. Its goal is to provide a robust and generalised probability
map for coarse land—sea separation.

As noted by Vos et al.| (2019), the local variance of a pixel relative to its neighbouring pixels can be an
effective discriminator for certain classes; particularly sand, which typically exhibits low spectral variability.
This variance-based information can be leveraged to enhance the performance of a classifier. The approach
presented in this study builds upon this concept but applies it differently: rather than using variance to
identify sand pixels, it utilises the standard deviation within a moving window as a proxy for edge detection,
specifically to identify the boundaries of water bodies.

This method involves computing the standard deviation of spectral indices across a 5 x 5 pixel moving
window, with particular emphasis on the infrared minus blue (ImB) difference. This index highlights
transitions between land and water by exploiting their contrasting spectral properties in these bands. As
illustrated in Figure[6] the resulting standard deviation map reveals a distinct boundary along the land—water
interface, providing a valuable feature for delineating shorelines with improved spatial precision.

Branches 2 and 3 are more detailed, each comprising a seven-class MLP classifier trained to distinguish
between beach, vegetation, urban, water, whitewater, turbid water, and shallow water. These classifiers
output a seven-dimensional probability vector for each pixel. The output is then passed through a secondary
MLP, which transforms the seven-class output into a land—sea probability. This transformation enables
consistent integration with Branch 1, facilitating a unified final probability map. The key difference between
Branch 2 and Branch 3 lies in the contextual features used during training: while both rely on infrared-based
metrics and normalised indices; the first two columns of Table 1, Branch 2 incorporates the standard
deviation of these indices using a 3 X 3 moving window, column 3, whereas Branch 3 uses a 5 X 5 moving
window, column four of Table 1. This design enables each branch to respond differently to local texture
and edge information, helping to balance sensitivity and stability across varied coastal conditions.

The purpose of using three parallel classifiers is to mitigate individual model biases and enhance
classification robustness, especially in nearshore environments. An example of this bias is the seaward
offset of Branch 1, as shown in Figure [7B, which displays the probability outputs relative to the final
satellite derived shoreline for an image of Narrabeen beach. This bias is due to this branch struggling to
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Figure 6. Comparison between a true colour image (TCI) of Narrabeen and the associated standard
deviation of the infrared minus Blue (IRmB) using a 5x5 moving window
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Figure 7. This shows the classification results of individual branches on an individual image. (A) is the
true colour image (TCI of Narrabeen. (B) land-sea probability of the first branch. (C) probability of the
second branch. (D) probability of the third branch.
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identify whitewater and shallow water features. However, Branch 1 consistently delivers stable land—sea
segmentation across a range of visibility conditions.

In contrast, Branches 2 and 3 demonstrate stronger performance in the nearshore zone, particularly in
identifying complex features like whitewater, turbid and shallow water, as shown in Figure [/C and
respectively. By averaging the outputs, the framework allows the robust global classification of Branch 1 to
be refined locally by the more sensitive, high-resolution insights from Branches 2 and 3.

MLP Training

The classification framework utilizes an ensemble of Multi-Layer Perceptrons (MLPs) optimized for
land-sea discrimination through a structured training and resampling strategy. To ensure robust performance
across diverse atmospheric conditions, each MLP was initially trained using an equal distribution of pixels
from the clear, shadow, hazy, and cloudy sub-classes. Following initial testing within the Coast-O-Matic
algorithm, shorelines that exhibited poor performance were resampled to define a ”dark™ class, which
characterizes pixels with low-reflectance that typically lead to misclassification. The final training set
maintained an equal distribution of pixels across all five sub-classes: clear, shadow, hazy, cloudy, and dark.

To maintain classification balance, all binary classifiers were trained using an equal number of sea and
land pixels. Within this balanced set, the specific classes constituting land (beach, vegetation, and urban)
and sea (normal water, turbid water, whitewater, and shallow water) were also equally distributed.

The architectural specifications vary by branch to balance stability and sensitivity. The Branch 1 binary
classifier consists of a single hidden layer with two neurons; it employs a tanh activation function for the
hidden layer and a softmax activation function for the output layer. In contrast, all MLPs in Branches 2 and
3,including both the seven-class and binary classifiers,feature a single hidden layer of 12 neurons. These
branches utilize the logistic activation function for both hidden and output layers, as defined in Equation 6.

For all model components, the training process was executed using a gradient descent algorithm with
a mean square error loss function. The implementation follows the multilayer perceptron methodology
provided by |Gafford (2026). For further information, regarding weights, biases and hyperparameters, the
MLPs themselves are included in the github listed below.

Border Segmentation and Post-Processing

To derive the shoreline, the fully classified probability map is discretised along the 0.5 isoline. This
contour represents the transition where a pixel is equally likely to be land or sea, allowing the boundary to
be delineated at sub-pixel resolution. An example of this initial extraction, prior to refinement, is shown in

Figure [§]

Following extraction, standard post-processing filters are applied to ensure morphological consistency.
The shoreline is cross-referenced with the PlanetScope Usable Data Mask (UDM) to remove segments
compromised by cloud cover. A minimum length constraint is also imposed to eliminate fragmented noise
that does not represent a continuous coastline.

A more complex challenge arises in built-up coastal areas, where urban structures often exhibit high
spectral variance. Since the “shallow water” class is trained to recognize similar high-variance features, the
model can occasionally misclassify inland urban areas as nearshore water, as demonstrated by the small red
circle over the built-up area in Figure[§] To distinguish the true shoreline from these inland anomalies, an
additional spectral stability metric is applied. Shoreline segments are only retained if they lie within regions
of high local variance, defined by the standard deviation of the infrared-minus-blue (IRmB) index over an
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Figure 8. (A) True colour image (TCI) of Narrabeen showing the equiprobable isoline in red. (B) Land-sea
probability map including the same isoline.

11 x 11 moving window. By requiring this local deviation to exceed the image-wide mean, the algorithm
effectively filters out spurious detections while preserving the strong spectral interface at the water’s edge.

Finally, the algorithm imposes a directional constraint by identifying the shoreline from the seaward side.
This ensures that the boundary progresses landward from open water, capturing the true interface rather
than inland features.

Model validation

To evaluate the performance of the proposed shoreline detection method, satellite-derived shorelines
were validated against both in-situ topographic survey data and results from the PlanetScope version of
the CoastSat framework (Doherty et al.,2022). Validation was conducted at the three UK beaches used in
training—Seaford, Chesil, and Start Bay—allowing for a direct assessment of generalisation and model
accuracy under familiar site conditions.

The CoastSat algorithm was applied using its default configuration, with one key modification: the
distance from the reference shoreline. In CoastSat, users are required to manually draw an expected
shoreline position, and the algorithm restricts the derived shoreline to a specified distance from this
reference. While the default threshold is 40 m, a 100 m buffer was used in this study. Although this distance
exceeds the expected horizontal shoreline variability for the sites, based on their tidal ranges and beach
slopes, it was adopted to enable a more inclusive and meaningful comparison between CoastSat and the
proposed method, particularly in anticipation of applying these approaches in more complex or dynamic
coastal environments with a larger horizontal range.

To quantify the performance of each shoreline detection method, the satellite derived shorelines were
compared directly to ground-truth topographic survey data carried out by regional monitoring programs
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Figure 9. True colour image (TCI) of Start Bay alongside the satellite derived shoreline in red, the blue
dashed line shows the height contour of the waterlevel at 1.52m, the intermittent transects show a survey at
the site with the colour representing the topographic height with respect to the survey.

and obtained from the Channel Coastal Observatory (www.channelcoast.org) (Channel Coastal Observatory|
(2025¢)). For each survey date, it was assumed that beach morphology remains relatively stable over a
+1 month window. Consequently, any PlanetScope image acquired within this two-month period was
considered eligible for comparison. While this temporal window introduces potential uncertainty due to the
dynamic nature of beach morphology, it was deemed necessary to ensure a sufficiently large sample size
for the error distributions. This expanded window is critical for mitigating the influence of outliers, which
are particularly prevalent in UK-based imagery datasets with cloud cover reaching up to 50%. To define
the ground-truth shoreline, water level measurements from local tidal gauges were used in conjunction
with the surveyed beach profiles to extract a height contour representing the still-water shoreline, based on
a simplified bathtub model of tidal inundation.

This height contour was generated by first interpolating the survey data onto a regular grid using
biharmonic spline interpolation. (Castelle et al. (2015) demonstrated that inappropriate interpolation
schemes can introduce spurious cuspate features in the derived shoreline. Biharmonic splines, being
non-triangulation-based, were found to reduce these artefacts; however, some errors persisted in surveys
with anisotropic transect spacing, which can degrade interpolation quality. While alternative methods such
as anisotropic kriging have been proposed (Castelle et al.,[2014)), they require per-survey calibration and
were not adopted in this study due to scalability concerns. Once the gridded topography was produced, a
contour corresponding to the tidal level at the time of image acquisition was extracted and treated as the
reference shoreline.

The tide height was taken as the local water level at the time of image acquisition, taken from the nearest
appropriate tidal gauge. For Chesil this was Weymouth, Start Bay was Exmouth and Seaford-Brighton
(British Oceanographic Data Centre| [2025; (Channel Coastal Observatoryl, 2025bla)).
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To facilitate direct comparison, this contour was discretised every 50 metres, with transects projected
perpendicularly from this height contour. The error was then calculated as the horizontal distance between
the satellite-derived shoreline and the corresponding point on the topographic contour along each transect.
An example of this comparison is presented in Figure[9] where the satellite-derived shoreline (shown in
red) is compared to the topographically derived contour (dashed blue), illustrating how spatial deviations
are assessed.. This topographically derived contour is calculated by the interpolation of the survey transects,
that are also marked in the figure.

Transect PF8 - n_sur = 634 - n_sat = 814 - n_int = 83

insitu  —— satellite

100 -

-
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T T T T T T T T T T
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Figure 10. Comparison of the mean shoreline position using the |Vos et al. (2023)) workflow for Narrabeen
beach. The Orange line shows in-situ survey, the blue line shows the satellite derived shoreline position
decomposed with respect to the water level. Black circles are points that are directly compared to the in-situ
survey.

The method presented in this study, alongside the CoastSat algorithm, is also applied to Narrabeen Beach,
Australia, using the benchmarking approach established by [Vos et al.|(2023)). This validation follows the
methodology outlined in |Doherty et al.|(2022), but ensures consistency by using the same image dataset
for both methods, allowing for a direct and unbiased comparison.

Figure |10 presents an example of the comparison between the satellite-derived shoreline and the in-situ
survey data for a single transect. For both the proposed method and CoastSat, the shoreline is defined as
the intersection point between the transect and the shoreline contour, with the most seaward intersection
point used to represent the shoreline position. This approach standardises the comparison and allows for a
consistent evaluation of positional accuracy across methods.

3 RESULTS AND DISCUSSION
UK Quantitative Performance

Figure (11| presents histograms of the horizontal distance errors between the satellite-derived shorelines
and the corresponding ground-truth positions obtained from topographic surveys across the three study
sites: Seaford, Chesil, and Start Bay. CoastSat could not be successfully run at Seaford due to the location of
the beach on the border of both UTM zone 30N and 31N, disrupting the algorithm. To reduce the influence
of extreme outliers, the 2" and 98" percentiles have been excluded from the data. The histograms compare
the performance of the Coast-O-Matic method (shown in blue) against the CoastSat method (shown in
orange), providing a visual indication of each method’s error distribution and central tendency.

Supporting these visual results, Table 2 summarises several key quantitative metrics used to evaluate
the performance of both models. The Root Mean Squared Error (RMSE) and Standard Deviation (STD)
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Figure 11. Histogram showing the mean distance between the satellite derived shoreline and the ground-
truth shoreline, Blue is the Coast-O-Matic method and Orange is the CoastSat method, for (A) Seaford, (B)
Start Bay and (C) Chesil.

are calculated from the average shoreline position, derived at 50 m intervals along each image transect.
The values reported in the table represent the mean RMSE and STD across all valid images, reflecting the
overall accuracy and variability of each method.

Both methods exhibit similarly shaped peaks in their error distributions, as seen in Figure [TT] which
suggests that for high-quality imagery, the two approaches produce comparable shoreline positions.
This reflects the fundamental accuracy of both solvers under optimal conditions. However, the broader
distribution of errors observed for CoastSat highlights the relative advantage of the Coast-O-Matic workflow,
particularly its ability to automatically filter out anomalous or errant shoreline extractions prior to post-
processing. This distinction is further supported by the lower RMSE and STD values reported for Coast-
O-Matic in Table 2, where a significant driver of variability is the presence of outlier errors exceeding
20 m.

Table 2. Comparison of shoreline extraction metrics between Coast-O-Matic and CoastSat across three

sites.
Site Method RMSE (m) STD (m) No. Dates h}g;‘;f‘slg‘gg(fn)
S Coast-O-Matic 9.59 9.46 1065 15.04
eaford C
oastSat - - - -
Start Bay Coast-O-Matic 4.80 470 877 5.96
CoastSat 7.42 7.36 780 9.12
Chesil Coast-O-Matic 8.96 10.92 1054 10.90
CoastSat 11.46 11.34 1018 24.77
Frontiers 20
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While it is theoretically possible to reduce such outliers in CoastSat by tightening the reference shoreline
buffer, doing so would limit the method’s applicability in more variable environments, such as low-sloping
beaches or regions with large tidal ranges, where shoreline positions may deviate significantly from the
reference.

The robustness of the extraction was assessed using the No. Dates metric, which represents the number
of unique survey dates for which a valid shoreline was successfully derived. As shown in Table[2] Coast-O-
Matic retrieved shorelines for a greater total number of dates than CoastSat at both comparable sites. This
indicates that, overall, Coast-O-Matic is more robust: it successfully processes valid shoreline segments
that might be rejected by rigid thresholding, while automatically suppressing regions with significant cloud
or shadow noise.

However, a specific limitation was observed during early morning acquisitions characterized by low solar
elevation. Under these “dark™ conditions, the spectral contrast is often insufficient for the classifier, leading
to image exclusion. Despite this specific limitation in low-light scenarios, the method maintains a high
temporal resolution, averaging approximately one shoreline every two days since 2018.

The final metric examined is the Intra-Image Mean Standard Deviation (STD), which measures the
within-image variability of the satellite-derived shoreline relative to the ground-truth shoreline from the
surveys. This metric captures how much the distance between the two shorelines fluctuates across a single
image, providing insight into the spatial consistency of the shoreline extraction. This metric highlights how
smooth or spatially coherent the shoreline appears within a single scene.

Importantly, the intra-image STD is influenced by two primary sources of error: the spatial variation in the
satellite-derived shoreline itself, and interpolation artefacts associated with the ground-truth topographic
data. However, a key advantage of this metric is that it is insensitive to absolute geolocation errors, as such
shifts would manifest uniformly across the image and not affect the internal variability. As a result, it offers
a clearer view of local inconsistencies, independent of satellite positioning accuracy.

A notable difference is observed between the two methods in this metric, with CoastSat exhibiting
substantially higher intra-image variability. At first glance, this is surprising, given that the CoastSat
workflow includes a smoothing step specifically intended to regularise the extracted shoreline. This process
should, in theory, reduce intra-image noise—though at the expense of spatial sensitivity, especially in
heterogeneous environments. While smoothing is likely beneficial along continuous sandy beaches, it may
obscure meaningful shoreline variation in areas with cliffs, headlands, or rocky outcrops, where spatial
detail is important.

However, the elevated intra-image STD observed in CoastSat is explained by the presence of erroneous
shoreline segments, introduced by image artefacts such as cloud cover, shadows, or surface glare. These
artefacts can distort portions of the shoreline, inflating the measured standard deviation within the image.
In such cases, the metric is not reflecting natural topographic variation, but rather localised error spikes
caused by imperfect image conditions or misclassification. This highlights the need for effective quality
control and filtering to ensure robust shoreline extractions, particularly in datasets with varying atmospheric
and lighting conditions.

Narrabeen Quantitative Performance

To further validate the proposed method, satellite-derived shorelines were generated for Narrabeen Beach,
Australia, and assessed using the benchmarking framework established by Vos et al.|(2023). The satellite-
derived shorelines were compared to the intersection of the transect and the tidally corrected topographic
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contour, with the shoreline defined as the first point of intersection along the transect. Consistent with the
UK validation, the results were subjected to temporal filtering to remove extreme outliers: for any given
point, the 15t and 99" percentiles were removed, and positions falling outside three standard deviations of
a window, including the preceding 10 points and following 10 points, were excluded.

NARRABEEN NARRABEEN

rmse = 6.1 — rmse =7.4 -
0.08{mean =-3.3 0.08 1 mean =48 ..
std = 5.2 std = 5.6
0.071q90-=10.2 7[ 0074q90 =12.2 /”

error [m] (A) error [m] (B)

Figure 12. The results using the |Vos et al.| (2023)) workflow for Narrabeen beach, when using a manual
threshold filter. (A) Results for the Coast-O-Matic workflow. (B) Results for CoastSat.

Figure 12| presents the comparative results after applying a manual quality control threshold to remove
gross outliers visible to the eye. In this filtered context, both methods demonstrate comparable accuracy:
Coast-O-Matic achieves an RMSE of 6.1 m , while CoastSat achieves 7.4 m. These values are consistent
with the sub-pixel accuracy observed in the UK dataset and align with previous findings by Doherty et al.
(2022) .

However, a critical distinction lies in the level of supervision required to achieve these results. The
histograms in Figure |12| represent the “best-case” scenario for CoastSat, where erroneous shorelines
caused by cloud and shadow artifacts were manually identified and removed. Without this manual
supervision—relying solely on the automated algorithm—CoastSat yielded an RMSE of 37.9 m, driven by
significant outliers where the threshold-based method misidentified cloud edges or offshore features as the
shoreline. In contrast, the Coast-O-Matic method proved robust even prior to manual filtering, yielding an
automated RMSE of 8.7 m.

The disparity in automated performance is attributed to the challenging nature of the dataset used in
this study, which includes higher cloud cover and variable lighting conditions compared to previous
benchmarks. Additionally, the use of a larger 100 m buffer (compared to the standard 40 m) increased the
search space, exposing the threshold-based classifier to more potential non-shoreline boundaries. While
CoastSat matches the proposed method’s accuracy under supervised conditions, its reliance on manual
intervention or aggressive statistical filtering limits its utility for fully automated, large-scale monitoring.
Aggressive statistical post-processing runs the risk of eliminating valid morphological changes, such as the
formation of ephemeral bars or storm responses, which may statistically resemble outliers. Therefore, the
inherent stability of the Coast-O-Matic probability classifier offers a significant advantage for operational
coastal monitoring.

3.1 Constraints and Biases

The probabilistic method introduced in this study serves as a representative proxy for the shoreline
rather than a strict delineation of the instantaneous waterline. A key component of the classification is
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the ’shallow water” class, which captures the high-variance zone at the land—sea interface. However, the
reliance on spectral standard deviation calculated within a moving window (specifically at the 5 x 5 scale)
introduces a theoretical landward bias. As the window traverses the shoreline, it incorporates high-contrast
pixels from the adjacent beach, potentially extending the high-variance zone inland.

This effect aligns with the conceptual distinction between the waterline (the instantaneous water edge) and
the wetline (the limit of saturated sand), as discussed by [Pardo-Pascual et al.| (2024). Since the classifier’s
high-variance zone spans both nearshore water and wet sand, the resulting shoreline is effectively drawn
between these two boundaries. While larger windows exaggerate this shift by capturing more surrounding
variance, the proposed ensemble framework mitigates this bias. By averaging the 5 x 5 output with the
higher-precision 3 x 3 branch and the conservative binary classifier, the ensemble successfully anchors the
shoreline, preventing significant landward drift as evidenced by the high accuracy observed in the UK and
Narrabeen quantitative results.

This aggregation strategy may, however, present challenges in narrow fringing beach environments,
specifically where the beach width is fewer than five pixels (< 20 m). In such restricted geometries, the
5 x 5 window risks encompassing non-beach elements—such as vegetation or urban infrastructure—which
could inflate variance values. This noise creates a potential for land pixels to be misclassified as sea,
drawing the shoreline landward toward the vegetation boundary rather than the true water interface. While
the multi-branch architecture provides resilience, the method may be less stable in these constrained
settings compared to wider, open coasts.

3.2 Qualitative Results

Beyond quantitative accuracy, the utility of the method is defined by its ability to resolve complex coastal
features in environments that challenge traditional thresholding. Figure [[3]A displays Truc-Vert Beach,
France, a site characterised by rhythmic shoreline structures such as embayments and rip channels (Castelle
et al. (2015)). The satellite-derived shoreline clearly delineates these features, demonstrating that the 3.7
m resolution of PlanetScope imagery is sufficient for mapping small-scale nearshore variability. This
robustness extends to surface heterogeneity, as seen in Figure[I3B at the Drigg coast, Cumbria. As noted
by [Woombs| (2021)), this site contains patches of cobbles and stone that appear as dark regions above
the waterline. While such variations often confuse simple thresholding algorithms, the Coast-O-Matic
workflow successfully identifies the correct boundary, confirming that the probabilistic approach effectively
utilises comprehensive spectral information beyond simple reflectance.

Despite these capabilities, a final operational limitation concerns illumination. The workflow is robust to
discrete cloud shadows, as evidenced by the masking workflow, but it struggles with systemic low-light
conditions. This includes images taken during early morning low solar elevation (“dark images”) or
significant topographic shading, such as that caused by west-facing cliffs at Chesil Beach. In the latter case,
the morning acquisition time (10:00—11:00 local time) causes cliffs to cast shadows over the back-beach,
reducing spectral reflectance to levels where information is unrecoverable, unlike the partial transparency
of cloud shadows.

Finally, incorporating the standard deviation of a moving window served to reduce computational
overhead by acting as a pre-filter. By limiting detailed classification to regions of high variance near the
shoreline, the model achieved a significant reduction in runtime. The full dataset was processed in 7 hours,
compared to 13 hours for the CoastSat model, without requiring additional data storage or high-performance
computing infrastructure.
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Figure 13. Shows the results of the Coast-O-Matic workflow for two different locations, with the satellite
derived shoreline shown in red. (A) the true colour image (TCI) of Truc Vert beach, charcterised by it’s rip
channels. (B) the true colour image (TCI) of Cumbria, with it’s exposed rock and clay beach.

4 CONCLUSION

Traditional methods that discretise the shoreline based on a single spectral index threshold have likely
reached the upper limit of their achievable accuracy, particularly when applied to noisy or heterogeneous
satellite imagery. The core limitation of such approaches lies not in the pixel-wise classification itself,
but in the inability of a single index to consistently and accurately represent the waterline across spatially
variable environments. This shortcoming becomes especially pronounced in coastal regions characterised
by complex surface types, variable lighting, or mixed land cover.

In contrast, shoreline extraction based on probability isolines offers a more adaptable and robust
framework. By using continuous probability fields, this approach decouples shoreline delineation from
rigid spectral rules, and instead ties accuracy to the performance of the underlying classification model.
As a result, improvements in pixel-level classification directly translate into higher precision shoreline
estimates, including sub-pixel resolution when sufficient image quality and model confidence are achieved.

The ability to generalise across variable ground conditions is a key strength of the model, significantly
reducing the need for retraining in different environmental contexts. Notably, all results presented in this
study were generated using the same trained model, without site-specific tuning.
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This workflow also emphasises shoreline stability and quality control, particularly through the removal
of false positives. The model is designed under the assumption that omitting a shoreline is preferable to
incorrectly identifying one, an approach that improves reliability in operational or automated workflows.
As previously discussed, in favourable image conditions, the method performs similarly to conventional
threshold-based models. However, under challenging conditions, such as low visibility or heterogeneous
land cover, many existing algorithms are prone to detecting erroneous boundaries caused by image noise or
misclassification of non-coastal features.

This paper has presented the results of the Coast-O-Matic workflow at several locations and highlights a
number of advantages of this methodology:

¢ A shoreline detection accuracy of under 3 pixels even when using a dataset containing images with a
cloud cover up to 50%.

e A generalised approach that works on heterogenous coasts, without need for site specific tuning.

¢ An adaptive masking method that automatically filters anomalous shorelines prior to post-processing,
reducing the influence of outliers.

e A computational performance increase, with lower computational storage requirements and faster
run-times.

With the continued development and integration of advanced computer vision techniques, the error
associated with pixel classification is steadily decreasing. The method introduced in this study is designed
to leverage these advances, offering a flexible and scalable workflow capable of producing high-resolution,
consistent shoreline estimates across diverse environmental conditions. Crucially, the framework preserves
the potential for sub-pixel shoreline detection while addressing the limitations of traditional threshold-based
approaches.
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