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Despite the recent proliferation of machine learning methods like SINDy that promise automatic discovery of
governing equations from time-series data, there remain significant challenges to discovering models from
noisy datasets. One reason is that the linear regression underlying these methods assumes that all noise resides
in the training target (the regressand), which is the time derivative, whereas the measurement noise is in
the states (the regressors). Recent methods like modified-SINDy and DySMHO address this error-in-variable
problem by leveraging information from the model’s temporal evolution, but they are also imposing the
equation as a hard constraint, which effectively assumes no error in the regressand. Without relaxation,
this hard constraint prevents assimilation of data longer than Lyapunov time. Instead, the fulfilment of the
model equation should be treated as a soft constraint to account for the small yet critical error introduced by
numerical truncation. The uncertainties in both the regressor and the regressand invite the use of orthogonal
distance regression (ODR). By incorporating ODR with the Bayesian framework for model selection, we
introduce a novel method for model discovery, termed ODR-BINDy, and assess its performance against current
SINDy variants using the Lorenz63, Rossler, and Van Der Pol systems as case studies. Our findings indicate
that ODR-BINDYy consistently outperforms all existing methods in recovering the correct model from sparse
and noisy datasets. For instance, our ODR-BINDy method reliably recovers the Lorenz63 equation from data
with noise contamination levels of up to 30%.
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1 Introduction

Despite the recent proliferation of black-box machine learning techniques such as Neural Networks,
symbolic or equation-based models remain critical in many scientific disciplines owing to their
interpretability and parsimonious nature. The sparse identification of nonlinear dynamics (SINDy)
technique [6] has become one of the most popular techniques to learn the governing dynamical
equation from observed time-series data of the full system state. Starting from a library of candidate
functions that presumably contain the terms required to describe the system, SINDy’s algorithm
regresses the time derivative estimated from the time-series data of the states against the nonlinear
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1:2 Lloyd Fung

functions of its state while promoting sparsity in the resulting learnt parameters. The resulting
parsimonious model was shown to share the same sparsity pattern as the original model, effectively
demonstrating that the SINDy algorithm can recover governing equations from data given an
appropriate library of nonlinear functions and coordinates for the observed dynamics. Owing to
its simplicity and speed, since its inception, the method has been applied to many applications
across disciplines. It has also attracted and inspired many improvements, extensions and variants,
ranging from alternative sparsity-promoting regression algorithms (SR3) [29], extensions to finding
PDEs [26], extensions to libraries of rational functions [14], improvements to noise robustness by
ensembling [8] to the incorporation of active learning strategies [9].

Despite its utility, SINDy’s sparsity promotion process is inherently empirical. The underlying
Sequential Threshold Least Squares (STLS) algorithm promote sparsity by removing terms with
coeflicients smaller than a certain threshold after each successive least squares regression. This
process, while effective, prevents the algorithm from learning potentially multiscale dynamics, as
the threshold is fixed across terms. Recent works [3, 9, 11, 22, 28] have shown that by adopting a
Bayesian perspective on the sparsity-promoting process, one can not only improve noise robustness
in recovering the correct model but also put the sparsity promotion on a more rigorous foundation.
The key advantage of the Bayesian interpretation of SINDy is that the principle of Occam’s razor
that underlies the argument for a parsimonious model naturally arises when one maximizes the
Bayesian evidence or marginalised likelihood [20]. Another approach to improve the robustness of
SINDy is to use it in conjunction with ensembling [8], which, as shown by recent work [10], can
also be interpreted as a Bayesian approach.

Although the Bayesian reformulation can somewhat improve noise robustness, as demonstrated
empirically by recent works [8, 9, 22], large noise remains challenging to the SINDy framework
and many of its variants. This challenge of noise is twofold. First, given some time-series data
X, the SINDy framework relies on a good approximation of the time derivatives of time-series
data X, in which the dot ~ denotes the time derivative. Classical methods to approximate time
derivatives, like finite difference, tend to amplify the measurement noise in time-series data. To
alleviate this noise, Reinbold et al. [24] and Messenger and Bortz [21] indepedently introduced the
weak formulation. It is conceptually similar to applying a finite element method in the time domain,
as the weak form projects the time series data onto some local trial function space. Irrespective
of how the time derivatives are approximated, whether via finite difference, weak formulation, or
other collocation methods, they can all be written as a linear transformation of the time series.
Therefore, the propagation of noise is tractable and easily captured by the Bayesian method. By
taking into account the noise variance amplification by the time-derivative approximation, as
demonstrated by Fung et al. [9], a Bayesian formulation can alleviate this noise amplification issue.
Meanwhile, the second challenge posed by large noise is difficult to address even with the afore-
mentioned Bayesian extension. The challenge arises from the error-in-variable noise, i.e. noise
in X. As this noise is propagated through the nonlinear dictionary ©(X), it gets amplified and
distorted by highly nonlinear functions. Previous works [9] accounted for this noise contamination
of the dictionary to some extent by propagating the noise through a local linear approximation to
the dictionary. However, the propagation only works if the noise magnitude is small enough for
the approximation. For large noise, propagation through a nonlinear term will result in a highly
non-Gaussian or even multimodal distribution that evades simple regression techniques.
Nonetheless, learning an equation from signals with a high noise-to-signal ratio is not completely
impossible. The key insight is that information regarding the noise-contaminated state at a certain
time is also contained in the neighbouring data points in time. The weak formulation is one way to
extract this information, as it effectively projects the neighbourhood of a certain time onto a more
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plausible (and often smoother) subspace of temporal basis functions. In a follow-up paper, Bortz
et al. [5] argued that the weak formulation is an effective way to overcome the error-in-variable
problem. Indeed, their results show that this is a plausible and fast method. However, this approach
inevitably introduces spectral bias, as it effectively assumes the trajectory follows a certain shape
in the local time domain, which described by a linear combination of the trial basis functions used.
Indeed, both Messenger and Bortz [21] and Fung et al. [9] have discussed the implication of the
weak formulation as a low-pass filter. Hence, the use of weak formulation can be interpreted as a
form of inductive bias that regularises the learning problem. It encodes the user’s prior knowledge
of the frequency of the true signal. If the data is sampled at a much higher frequency than the
signal, the weak formulation is an effective way to filter the noise away from the signal.

A less biased approach is to use the model itself to extract information from neighbouring points.
After all, the model, in contrast to the weak form trial basis, is the true statement that describes the
relationship between neighbouring points. The key task in this approach is, therefore, to leverage
the learnt model to estimate the original states X from information provided by neighbouring
data points. However, the model is not known a priori. Hence, the challenge is to simultaneously
denoise the data and learn the equation in a single optimization. Several recently proposed methods,
including modified-SINDy [13], DAHSI [25], DySMHO [17] and SIDDs [12], have attempted this
approach with various nonlinear optimization and modeling strategies. Modified-SINDy [13] put
the numerical integration of the ODE inside an optimization that optimizes the model parameter
and promotes sparsity while minimizing the discrepancy between the trajectorial data and the
integrated path. DAHSI [25], DySMHO [17], and SIDDs [12] used a similar strategy but discretised
the equation by some collocation or finite difference method first before optimization, thereby
preventing the use of expensive ODE solvers within the optimization. These works have claimed
improvements in noise robustness and accuracy in the parameter estimate compared to previous
linear regression-based methods [8].

However, with the exception of DAHSI [25], a common feature in the aforementioned works
[12, 13, 17] is that the differential equation acts as a hard constraint that needs to be satisfied
exactly during optimization. For modified-SINDy [13], this enforcement comes in the form of
integrating the ODE with classic solvers. For DySMHO [17] and SIDDs [12], both of which employ
a discretise-then-optimize approach, the enforcement of the equation comes in the form of a
constrained optimization, in which the denoised trajectories are constrained to follow a set of
parameterised equations, the parameter and form of which are to be “learnt” via sparsity-promoting
optimization. The “hard” constraint in these optimizations creates stiffness in the optimization that
prevents assimilation of data longer than the Lyapunov timescale when the system is chaotic. To
relax this stiffness, all of the aforementioned works have implicitly applied some form of relaxation
empirically, which we shall more explicitly point out in § 2.1.

In this work, we introduce ODR-BINDy, which also exploits the noise robustness of the denoising
strategy. In many ways, ODR-BINDy is similar to modified-SINDy, DySMHO, DAHSI and SIDDs
in its ability to denoise and learn simultaneously. Much like DySMHO, DAHSI, and SIDDs, ODR-
BINDY also employs a discretize-then-optimize strategy. However, there are a few key differences
where ODR-BINDy stands out. 1. ODR-BINDy uses Bayesian evidence to select models, which has
been shown to be more rigorous and robust. 2. ODR-BINDy employs a more traditional Newton’s
method to optimize the underlying nonlinear least square problem, which, as we shall demonstrate
later, converges much quicker with a good initial guess, which one can find by ensemble linear
regression. 3. Most importantly, ODR-BINDYy relaxes the fulfilment of the differential equation by
imposing it as a soft constraint, making it more robust against discretisation error or stochastic
noise.
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1:4 Lloyd Fung

Before moving on, we should stress that this work focuses purely on improving the noise robustness
of the SINDy/BINDy framework. Thus, within the scope of this work, we will presume that the
observed representation (i.e. the data) of the underlying dynamical system is the one where
sparse representation is possible. Under this presumption, the general discussion on the choice of
representation, the design of the initial dictionary and the nature of sparsity promotion will be
categorised as outside the scope of the current work. Readers are encouraged to consult previous
literature on the matter of the representation [7] and design choice of the dictionary [6].

2 Formulation

We start by introducing the formulation of SINDy or a typical SINDy variant. Firstly, it assumes
that the data is driven by an underlying (autonomous) dynamical system that can be written in the
form

x =1f(x(1), ) = 0(x(1))E, 1)
where x(t) = [x1(t) x2(2) ... x;(t) ... xp(t)] € RP are the states of a D-dimensional dynamical
system, @(x(t)) € RM a dictionary of M nonlinear functions of the states, and £ € RM*P the
parameters that parameterise the dynamical system. SINDy then assumes that a parsimonious
description of the function f would imply sparsity in the parameter matrix £ € RM*P | given
appropriate choices for the coordinates and dictionary of the states. Therefore, by approximating x
with the appropriate method and regressing it against ©(x(¢)) while promoting the correct sparsity,
one can effectively learn the functional form of f. It should be noted that f does not necessarily
always have the form described in (1), i.e., linearly summed nonlinear functions of x. In particular,
DySMHO [17] and DAHSI [25] have shown how the framework can be extended beyond (1).
In this work, we will assume the data comes from full and unbiased observation of all the
states, meaning that we can directly measure all states X(¢;) at time t = t1,f5, ... 8 ... ty, with some
unbiased measurement noise €,, such that

Xij =%j(t:) = x;(t:) + €xij = Xij + €x,ij- )
For simplicity, we assume the sampling is done at a fixed time interval, although this is not
necessarily a restriction for the methodology. However, SINDy-like methodologies, as well as this
work, necessitate that the sampling be frequent enough. For example, in the context of chaotic
systems, the sampling should be more frequent than the inverse of Lyapunov time. We will
also assume that the noise €, € RN*P consists of N x D iid. random variables with Gaussian
distributions, with zero means (i.e. unbiased) and variance 62 € RN*P. Extensions to other noise
models are possible by substituting the loss function in the next step with the corresponding energy
function (negative log of the probability distribution representing the noise model). For simplicity,
here we assume Gaussian noises. )
Given the discrete sampling, the dictionary ©(x(t)) is rewritten as a matrix ©(X) € RN*M where
each row represents each time point, and each column represents each nonlinear function. For
example, if the dictionary is assumed to be polynomials of the states x(t) = [x;(¢), x2(), x3(t)] of

a three dimensional system (i.e. D = 3), we can write down the dictionary as
1 XuXee XuXis X5 XX XC
1 X1 Xop Xos X3 XoiXos XoiXos X5, XooXos X3

OX) =1 X3y Xs X X2 XXz Xs1Xsz Xi, XaXzz X,
up to some order that also determines M. To approximate the time derivative from the time-series
data X, we assume there exist some linear operators in the form of matrices L; € RNXN and
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Fig. 1. Visualisation of noise type by the direction of errorbars. (a) Linear regression-based methods, like
SINDy, assumed that the noise is in the x direction only. (b) Nonlinear optimization-based methods, like
modified-SINDy, DySMHO and SIDDs, uses hard constrain to satisfy the equation, equivalent to assuming
no noise in the x direction. Hence, noise is in the x direction only. (c) Soft-constrained nonlinear optimization-
based methods, like DAHSI and ODR-BINDYy, assumed noise in both the x and x direction. Regression with
noise in the regressors is also called error-in-variable analysis. One technique to perform this regression is
the orthogonal distance regression (ODR) [4].

Ly € RN N such that
LiX; ~ Ly X, and therefore Ly X = Lif(X) (3)

Both finite difference and weak formulation, as well as other collocation-based methods that
discretise the time domain, can be written in this form. Moreover, L; and Ly; are usually sparse or
banded, accelerating the computation in later steps. A detailed discussion on these operators can
be found in [9].

Here, ODR-BINDYy, along with the aforementioned works [12, 13, 17, 25], departs from classical
linear regression-based SINDy variants. Classical SINDy-like approaches presumed that all noise
resides in the regressand, specifically on the left-hand side of the second equation of (3). In particular,
[9] had spent considerable effort approximating how noise in X propagates through the nonlinear
dictionary ©(X) such that one can effectively treat the noise as solely present the regressand and
not in the regressors. Fig. 1(a) illustrates this approach in a simple 1D case, in which the noise is
expressed as error bars in the x direction. The advantage of this approach lies in the assumption
that the effective noise exists just in the regressand, allowing us to utilize basic linear regression to
reduce the least squares. The drawback, however, is that the effective noise may not conform to a
Gaussian distribution, as presumed by the least square method. This is especially true when large
noise is propagating through highly nonlinear functions, thereby limiting the method’s robustness
against large noise.

However, if we stay true to the noise model described in (2), the noise should have been in the
regressand instead of the regressor. Visually, we can represent this regression as a minimization in
the regressor error as shown in fig. 1(b), which is in contrast to the minimization of regressand
error by linear regression. If we also assume a Gaussian prior on the parameter, the justification of
which will be discussed in § 2.2 (also see [9]), then the loss function arising from the log-posterior

distribution should be .

EHE“}ZD, (4)

where X(E) is constrained by the discretised differential equation

LoX - LIO(X)E = 0. (5)

= L =
LX,E) = —IX-XEIIE +
20y

In this case, we can avoid the inconveniences of approximating noise propagation through the
nonlinear functions in ©(X). This approach is analogous to how linear regression is extended
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to nonlinear regression in a typical error-in-variables (EIV) analysis, and form the basis for the
standard way to perform parameter estimation by data assimilation [1, 18]. Indeed, minimizing (4)
and (5) is akin to the strong constraint four-dimensional variational (4D-Var) assimilation technique
[1, chap. 2.4.3.2]. DySMHO, SIDDs and modified-SINDy are also solving this optimization problem
(or its equivalence). We also note that the loss in (4) can be easily modified to account for noise
models other than Gaussian. Although this nonlinear optimization has no guarantee for convexity,
it is not a major constraint provided that we have a good initial guess. This initial guess can be
from the data itself or some pre-processed form of it that has already smoothed some of the data
(see § 2.3).

2.1 The importance of stochastic relaxation

Now, besides a slightly different prior and sparsity promotion methodology, (4) and (5) are effectively
the optimization problem underpins DySMHO and SIDDs. Modified-SINDy is also solving an
equivalent problem, but it enforced the constraint by evaluating the ODE with a solver rather
than use collocation in the time domain. Here, our ODR-BINDy approach and DAHSI differ from
DySMHO, modified-SINDy, and SIDDs: Rather than strictly enforcing (5), we define the
residue to (5) as a small noise

n=LyuX-LIOX)E.

The rationale for this noise 5 is as follows. Real-life data seldom adhere precisely to the dynamics
outlined by (1). Instead, there is always small stochasticity that results in the state deviating
somewhat from the anticipated dynamics described by (1). Even with synthetic data where stochastic
noise is ostensibly absent, numerically solving (1) will inevitably introduce truncation error. The
collocation method that gives rise to Ly, and Ly also introduces truncation error. In other words, (5)
can never be satisfied exactly (except when the identical discretisation scheme is employed for both
data generation and assimilation, which is rarely the case in practice), and the noise i represents
any discrepancy between the learnt model and the dynamic that generated the data.

Now, in systems without any positive Lyapunov exponent, a small i will not prevent methods
like DySMHO, SIDDs and modified-SINDy from enforcing (5) to the best accuracy possible when
solving the inverse problem through optimizing (4) . However, for chaotic systems or any system
with a positive Lyapunov exponent, the small error n will accumulate in time, preventing X from
following the data X for a time longer than the Lyapunov time scale. In other words, if (5) is
enforced exactly without relaxation, i.e., as a “hard” constraint, a small mismatch between how the
data is generated (1) and how the data is modelled (5) or slight stochasticity in the real-life data
will prevent X from following the data X longer than the Lyapunov time scale.

Fig. 2 illustrates this difficult in a prototypical problem of parameter estimation in Lorenz63, whereby
data is assimilated to estimate the parameters of know equations of Lorenz63 by optimizing (4)
under the constrain (5). It is evident that without relaxing the hard constraint, the model cannot
fully adhere to the data.

We should note that this is not a novel discovery. The challenge of assimilating data beyond the
Lyapunov time scale is well established [1, 2, 23]. However, in the context of model discovery,
DAHSI is the sole notable study known to us that explicitly incorporates the model error 7 as a soft
constraint rather than a hard constraint. Instead, most studies [12, 13, 17] address the issue through
empirical relaxation during training. For instance, SIDDs [12] implicitly relaxed the constraint (5)
during the training, enforcing (5) only at termination. Modified-SINDy empirically penalises losses
that are not temporally local through the w prefactor in eq. (11-12) of [13]. Meanwhile, DySMHO
[17] limited the time horizon to be smaller than the Lyapunov time scale. While these empirical
relaxations somewhat attenuate the issue, they function more as a hotfix than a theoretically
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Fig. 2. Data assimilation of Lorenz63 with (a) optimization upon hard constrained ODE solver and (b) with
soft constrained loss function. Data are sampled at At = 0.01 with noise oy = 1.6. Notice how the assimilated
trajectory diverge at t ~ 7 in (a). This is despite our best effort to optimize the parameter and the initial
condition. This is because the constraint (5) do not account for the any numerical error that will lead to
divergence longer than Lyapunov time scale. In contrast, the soft constrain (6) use in (b) relax the problem
such that the assimilated data can always follow the data in the long time limit, even beyond Lyapunov
time scale. However, the data must be sampled more frequently than Lyapunov time. (¢) Assimilation of a
longer trajectory using the same soft constraint as (b) to demonstrate that the method indeed works for any
arbitrarily long series of data.

informed relaxation and may hinder the method’s capacity to maximize learning from the given
data.

In this study, we propose that rather than relaxing the issue by other means, we should treat
the error 7 arising from numerical truncation or small stochasticity properly as part of the loss.
Here, we empirically model 5 as an independent and identically distributed noise n ~ N'(0, 02,1),
characterised by a Gaussian distribution with variance ¢Z,, which quantifies the magnitude of
such error. The choice of a Gaussian distribution is primarily for mathematical convenience, as it
allows us to derive a simple least square loss function and exploit the orthogonal distance [4] to
easily compute the Laplace approximation in the parameter space for Bayesian model selection
(see §A.2.1). We should stress that modeling 7, as a zero-mean Gaussian random variable is likely a
gross oversimplification, as the model error arising from numerical truncation rarely has no bias,
nor does it conform to a Gaussian distribution. It is also likely that the magnitude of the error
depends on the states themselves (i.e., heteroscedasticity). Numerical error at one time point also
likely correlates with other neighboring time points, so the assumption of independence between
time points is also an oversimplification.

However, accurately modeling the aforementioned complexity in n may incur significant com-
putational cost with minimal enhancement in achieving the goal of selecting the correct model.
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For instance, addressing the temporal correlation necessitates the creation of a covariance ma-
trix of dimensions ND, which is likely to impose considerable computational burden. To address
heteroscedasticity, the noise variance must be modeled as a function of the states, necessitating
additional parameters to be optimized and an additional model for the noise. Given the primary
factors influencing model selection are whether X from the model can follow X in the long term and
whether the approximation to the Bayesian evidence is adequate for comparison between models,
the simple Gaussian noise model is likely sufficient to fulfill the goal of this work. Therefore, while
this simplification may not be ideal, it is a reasonable first step towards relaxing the hard
constraints in the context of model discovery.

Moreover, it can be argued that in real-life applications, the noise 7 is the result of a combination
of truncation error and real-world stochasticity in the system. Therefore, the precise noise model
for n will be problem-specific. Nonetheless, by the virtue of the central limit theorem, a Gaussian
noise model is likely a reasonable approximation for the combined effect of truncation error and
real-world stochasticity. In future extensions, the loss term representing 7, i.e.,the model loss, may
be substituted with alternative noise models to better capture the true nature of . However, it
should be noted that more complex noise models may come at the cost of computational complexity.
With the injection of this noise, the model equation becomes analogous to a random ODE or SDE;
thus, we shall designate this technique as stochastic relaxation. The phrase also highlights the
fact that although the system to be learnt is deterministic, to assimilate data beyond Lyapunov
time, one must treat it as if it has some stochasticity in order to overcome the system’s sensitivity
to small perturbations arising from numerics. While this modification may seem inconsequential
at first, its significance cannot be understated. The fact that we allow the learning algorithm to
adjust the integration of (5), however small the adjustment is, allows the integrated trajectory from
(5) to always follow the data, even beyond Lyapunov timescale. This helps the algorithm maximize
the information gain from a dataset by assimilating long trajectories in a single optimization,
which is in contrast to the moving horizon strategy of DySMHO and the empirical penalisation of
modified-SINDy. In practice, stochastic relaxation reformulate the problem into an unconstrained
optimization for the loss

1 . 1 1
L(X =) = —|IX=X||2+ —||LasX = LIOX)E||Z + —||=] |2 . 6
(X,2) za,%“ 1) 2U(Z%II ot 10(X)E||% 2af,|| 7 (6)
— N————
Data Loss Model Loss Prior

in which the first term represents the data loss, arise from minimizing the measurement noise €y,
the second term represents the model loss, arise from minimizing the stochastic noise 5, and the
third term represents a Gaussian prior on the coefficients. Each term is scaled by the corresponding
noise and prior variance. In other words, we have essentially regarded (5) as a “soft” constraint
rather than a “hard” constraint. We designate the first term as data loss, next term as model loss,
and the last term as the prior. Each term is scaled by the corresponding noise and prior variance.
Visually, fig. 1(c) depicts the noise variances as error bars: the error bar in the X direction depicts
0y, and the error bar in the X direction depicts 0. Since the noise is in both the X direction and
X direction, the overall optimization is analogous to Orthogonal Distance Regression (ODR) [4],
a specific type of nonlinear least square optimization where the error is minimized in both the
regressand and regressor. While the original ODR algorithm is well established and has provable
convergence properties [4], it is, in fact, a special case of classical trusted-region Newton’s method.
Therefore, we will employ general Newton’s method to minimize (6).

Here, we note that optimizing (6) is akin to the weak constraint four-dimensional variational
(4D-Var) technique in data assimilation [1, chap. 2.4.3.2]. It is also equivalent to the loss function
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used in Physics-Informed Neural Network (PINN) [c.f. 16, eq. 3], in which 1/0¢2 and 1/ crgt acts as
pre-factors of the data loss and model loss, respectively. Meanwhile, the prior term is often not
explicitly included in PINN but can be easily added as a regulariser.

Notably, the algorithm DAHSI also shares the same loss function. However, our approach to
managing the hyperparameters and the philosophy behind the derivation of the loss function
is different. In DAHSI’s variational annealing method, the scaling pre-factor of the model loss
is gradually adjusted throughout the optimization. In contrast, we fix each hyperparameter in
accordance to their mathematical origin: each pre-factor scaling the loss functions is the inverse of
the corresponding noise and prior variance, fixed according to the user’s knowledge or assumptions
regarding measurement noise, stochastic noise or truncation error, and the prior. More discussion
on how hyperparameters are chosen will be discussed in § 2.4.

2.2 Bayesian model selection

After the loss function is established, the subsequent step is implementing the model selection
process. To this end, we utilize the same Bayesian model selection approach as outlined in [9].
First, we calculate, with a suitably chosen Gaussian prior, the Bayesian evidence via Laplace
Approximation for each model after the stochastically relaxed optimization for the parameters
of each model. We then search for the model (i.e. the combination of terms) that maximizes the
evidence using a Greedy search algorithm (see algorithm 1). The resulting model selected by
this process is the one that best explains the data while also being parsimonious, as the evidence
maximization naturally balances the level of fit to the data and the sparsity in the model. To expedite
calculations and guarantee that the parameter variance remains positive definite, we also utilize
the Gauss-Newton approximation for the evidence, as this approximation appears to have minimal
impact on the model selection process (see § A.5).

The benefits of choosing a model based on Bayesian evidence, as opposed to thresholding or
other empirical methods, have been extensively examined in [9]. We succinctly summarise the
findings herein. The Bayesian evidence measures the likelihood of the data conditional on the
hypothesised model. Assuming that all potential models (i.e., combinations of candidate functions
in the library) are equally probable, the evidence measures the extent to which a model explains
the data. It also naturally encourage more parsimonious models [19]. Consequently, it serves as a
mathematically rigorous metric for comparing different models, i.e. different combinations of terms
in the context of sparsity promotion [20]. Identifying the model that optimizes evidence is also
referred to as type-II maximum likelihood [27]. Unlike the empirical thresholding procedure of STLS
that underpins SINDy and its numerous variants, which often eliminates significant terms with
small coefficients, the Bayesian method does not discards coefficients according to their magnitude.
Instead, it eliminates coefficients are too sensitive to minor perturbations, which is shown to be
a more rigorous approach [19, 20, 22, 27]. In this way, it is similarly analogous to the coefficients
of variation utilized in [17]. Works by [9, 22] have demonstrated that, in the context of linear
regression-based model discovery, employing Bayesian evidence to enhance sparsity promotion
significantly increases the likelihood of accurately selecting the optimal model in sparse and noisy
datasets. This study will illustrate similar results in the context of the nonlinear optimization
approach error-in-variable regression, by introducing the Orthogonal Distance Regression-based
Bayesian Identification of Nonlinear Dynamics, a.k.a. ODR-BINDy, and comparing it with other
STLS-based methodologies.
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2.3 The ODR-BINDYy algorithm, computational complexity and finding a good initial
guess

Algorithm 1: ODR-BINDy algorithm: a greedy algorithm for Bayesian model selection
based on nonlinear orthogonal distance regression to estimate parameters and uncertainties

input :Observation of all states X over time, library functions ©(X), measurement noise
variance o‘fc, measurement noise variance U?w prior parameter variance af,
output:Learnt parameter E with sparsity
1 initialization:
2 Linearly regress L;O(X) against Ly, X to get initial guess of 2. Perform multiple bootstrap
regression to get multiple initial guesses;
3 Employ 1sgnonlin to minimize (6) w.r.t. (X, Z). Use the above Z and X as initial guesses.
Save the most probable E and denoised states X;

4 repeat
5 for (parallelly) each non-zero E and the corresponding column in © do
6 Define © that excludes the selected column during regression;
7 Linearly regress L;©(X) against Ly, X with bootstrap to get a new initial guess of Z,
using previous value of X before column removal.;
8 Employ 1sgnonlin to minimize (6) w.r.t. (X, £), replacing ©(X) in (6) with the
sparsified O(X). Use the Z from boostrap regression and X in previous step as
initial guesses. Save the most probable = and denoised states X.;
9 Use Gauss-Netwon and Laplace approximation, compute and save the Bayesian
evidence;
10 end
11 Select the component in E the removal of which yields the greatest evidence gain, and
zero-out that component in E and remove the corresponding column in © for the later
regressions against the corresponding target Ly; X;
12 Correspondingly, update X to the values obtained from the selected removal;

13 until successive decline in evidence observed following the elimination of several terms;
14 Select the model with the highest evidence, and the corresponding (X, E), as the final output;

Following the Bayesian framework to select the model with maximum evidence, we designed the
ODR-BINDy algorithm as outlined in algorithm 1. The reasoning behind the algorithm design is
explained in more detail in the following paragraphs. First, we conduct a nonlinear optimization
to minimize (6) by adjusting (X, Z) while incorporating all library terms. The data X functions
as the initial guess for X, whereas multiple initial guesses for E is provided by bootstrap linear
regression. Our experience shows that the bootstrap strategy produce relatively good initial guesses,
which is consistent with previous literature [8]. The randomness in bootstrap also gives multiple
initial guesses, allowing the use of multi-start as a global optimization algorithm. Subsequently, in
accordance with the greedy algorithm, we evaluate all models that possess one fewer term than
the preceding iteration by executing nonlinear optimization to minimize (6) for each trial model
and calculating the Bayesian evidence for each model. Upon evaluating all models with one fewer
term, we select the model with the most evidence and proceed to the subsequent term elimination
following the greedy technique. The algorithm terminates and selects the global maximum evidence
model when it observes a successive decline in evidence following the elimination of several terms.
The procedure consequently produces the trained sparse model along with its parameters and
covariance, in addition to the associated (log-)Bayesian evidence that measures the model’s quality.
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Despite the apparent computational expense of executing many nonlinear optimizations, this phase,
which constitutes the majority of the algorithm’s duration, can be substantially accelerated by the
following techniques:

(1) Supplying the analytical gradient to the optimizer can markedly accelerate computation. It is
possible because the library function and its derivatives can be easily obtained. Furthermore,
given that Ly; and L; often appear as sparse matrices, the gradient with respect to X is also
sparse. Therefore, one can supply their sparsity pattern to the chosen quasi-Newton’s method
(Isgnonlin in this case) to substantially accelerate the optimization.

(2) In each successive trial of new models with one less term, the outcome (X, E) from the preceding
iteration with more terms is typically a reliable initial guess for the next nonlinear optimization.
This allows successive optimization to be sped up significantly. Indeed, convergence using
Newton’s approach is often achieved within one hundred iterations if the initial guess is close
enough.

(3) Conversely, if the trial model lacks the required term, the optimization frequently fails to
converge. This prompts us to restrict the maximum number of steps during model trials and to
retain the term whose elimination would result in non-convergence.

(4) The calculation of Bayesian evidence relies on the Laplace approximation, which only requires
the parameter covariance at the minimum loss point. This computation can be further accelerated
with the application of Gauss-Newton estimation, which also ensures the positive definiteness
of the covariance. The full formulation of the evidence and Hessian is provided in § A.2, and the
impact of Gauss-Newton estimation in place of full Hessian calculation can be found in § A.5.

(5) The computation of each trial model relies solely on the preceding run for an optimal initial
guess and is independent of one another. Consequently, it can be further parallelized on a
multi-node or multi-core CPU.

2.3.1 Choice of nonlinear optimization algorithm and computational complexity. As mentioned
before, optimizing (6) is effectively a Ridge Orthogonal Distance Regression [4]. In this work
we chose the 1sgnonlin routine from MATLAB as the underlying optimization algorithm. This
algorithm is a quasi-Newton’s method with a trust region, specifically optimized for nonlinear
least squares problems. It also allows specification of the analytical gradient, a feature we can
fully exploit for acceleration due to the availability of such a gradient in our formulation. Since
Ly, and Ly are sparse banded matrices, the resulting Jacobian with respect to (X, E) is also sparse
(see left of fig. 3). As the computational cost of the quasi-Newton’s method involves the formation
and multiplication of this sparse Jacobian of size ~ O(ND), the computational complexity of the
nonlinear least-squares optimization scales with O(ND). As a result, the overall computational
complexity of the ODR-BINDy algorithm scales linearly with ND, as shown empirically in figure 3.
To select a parsimonious model, the 1sgnonlin routine is wrapped inside a greedy algorithm that
removes terms sequentially based on the Bayesian evidence, as described above. The algorithm
starts with the full library of M terms for each dimension, giving a total of MD terms to be tested.
The greedy algorithm then performs trial least-squares optimization with each term eliminated,
implying MD trial optimization in the first iteration. It then eliminates the term, the removal of
which maximizes the gain in evidence, and reiterates the trial for the remaining MD — 1 terms. The
elimination is then repeated, meaning the number of trial optimizations decreases by 1 for each
iteration, leading to a total of (MD)?/2 trial optimizations in the worst case. In practice, the number
of trial optimizations is often slightly smaller than (MD)?/2 as the algorithm terminates slightly
earlier when it observes a successive decline in evidence following the elimination of several terms.
Therefore, the overall computational complexity scales with O((MD)2ND). However, since each
trial optimization is independent of one another and only relies on the preceding run for an optimal
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Fig. 3. Comparison of computational complexity of ODR-BINDy (w. or w/o 60-core parallelization), DAHSI,
DySMHO, and modified-SINDy in identifying Lorenz63 from data with a 1% noise to signal ratio sampled at
At = 0.01 (except for DySMHO, which requires 10 times more data by sampling at At = 0.001). Measurements
of computational time are taken on an AMD EPYC 7742 CPU (left). Comparison of scaling in the number of
data points from a second-order polynomial library. Note that DySMHO uses 10 times more data, but its
scaling is plotted according to the equivalent time horizon used. (Middle) Comparison of scaling in library
size. Note that modified-SINDy’s library does not contain constant terms. In both plots, the dashed light
grey lines represent linear scaling, whereas the dotted dark grey lines represent the quadratic scaling. (Right)
Jacobian sparsity pattern of the loss function in (6) for a 3-dimensional system with 1000 data points and a
second-order polynomial library.

initial guess, the algorithm can be further parallelized to achieve a O(MD ND) scaling if the
number of parallel processes used is larger than MD.

Figure 3 shows the empirical measurement of the overall computational complexity of the ODR-
BINDy algorithm with and without parallelization, using data from the Lorenz63 system as an
example (sampled at At = 0.01 for 1000 points and contaminated by a small measurement noise
with 1% noise-to-signal ratio). As shown in figure 3, the computation time of ODR-BINDy shows a
linear scaling with the number of data points N and a quadratic scaling with the library size M
without parallelization as expected. (Note that at small MD, computational time of ODR-BINDy is
more dominated by the initial guess rather than by the library size, so the scaling is not obvious
until the library size becomes large.) However, as mentioned above, ODR-BINDy’s greedy algorithm
can be easily parallelized to achieve a linear scaling with M if the number of parallel processes used
is larger than MD. Therefore, with enough parallel processes, ODR-BINDy can achieve a linear
scaling with both N and M.

Figure 3 also compares ODR-BINDy against other aforementioned nonlinear algorithms for model
discovery, including DAHSI, DySMHO and modified-SINDy. Although ODR-BINDy’s linear scaling
with N is slightly worse than modified-SINDy and DySMHO, which have sub-linear scaling with
N due to modified-SINDy’s arbitrary penalty of past loss and DySMHO’s limited time window
for assimilation, later results show that ODR-BINDy is more data efficient than modified-SINDy
and DySMHO, which compensate for the slightly worse scaling in N. Meanwhile, given there
exist enough parallel processes, the parallelized ODR-BINDy shows a linear scaling in M, which
is comparable to modified-SINDy and DySMHO and much better than the quadratic scaling of
DAHSI. Overall, figure 3 shows that with enough processors, parallelized ODR-BINDy is always
faster than other existing methods.

It should be noted that the number of candidate functions M in the library, in theory, grows
combinatorially with the number of dimensions D. In practice, the library is often limited by
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truncation to a certain order or by prior knowledge, which can significantly reduce the number of
candidate functions. However, it remains true that the computational cost scales at least quadratically
with the number of dimensions D, which forbid the current approach and the other cited nonlinear
approaches from being practical used in high-dimensional problems.

2.4 Hyperparameter tuning

In the present Bayesian framework, the hyperparameters governing the sparsity promotion process
are the measurement variance 0)2(, model error variance 0(2”, and prior 012,. The inverses of these
hyperparameters also serve as prefactors for their respective terms in the loss function. The
measurement noise o2 is typically provided in real-world datasets (as a measurement error) or
artificially introduced in synthetic datasets. To ensure proper model selection within the Bayesian
framework, it is optimal to utilize its designated value. Meanwhile, the model error variance 0'(2”
originates from the truncation error associated with the discretisation of the temporal domain or
from mild stochasticity in the data. Discretisation error can be assessed based on the discretisation
scheme and sample frequency; however, for the majority of real-world data, the minor stochasticity
present is challenging to measure a priori. In this instance, it is advisable to conduct an additional
hyperparameter optimization for %, to maximize the evidence [19].

Lastly, the prior variance 012,, which represents prior knowledge regarding the magnitude of the
learnt coefficients, should be sensibly large, i.e., larger in order of magnitude than the expected
values of the coefficients such that the prior is weakly informing. As discussed in [9], the learning
outcome is not sensitive to o, as long as it is in the appropriate order of magnitude, and its
effect diminishes with an increasing number of data points. It is advisable to perform another
hyperparameter optimization or hyperparameter sweep for 012, such that the evidence is maximized
[19]; but, in practice, a reasonable value for 012, often produces outcomes very close to the optimized
ones.

3 Comparison with other existing nonlinear model selection algorithms with examples

In the following section, we compare the performance of ODR-BINDy against the following existing
algorithms that employ the nonlinear optimization approach (i.e., optimizing for both the parameter
= and the estimated denoised state X), as well as Ensemble-SINDy [8], which exemplifies the linear
regression-based approach. We will use synthetic data from known dynamical systems, specifically
the Lorenz63, Réssler and Van Der Pol systems, as case studies to assess their efficacy in recovering
information regarding the ground truth. Since the primary objective of this work is to reconstruct
the governing equations from data, the principal metrics for assessment will be the success rates in
recovering the correct sparsity pattern from a given polynomial dictionary. The respective model
parameter errors are also calculated and shown in § A.1. While we acknowledge the existance of
alternative measures (see [13, sec. 3.1]) for each algorithm’s efficacy, such as the forecast prediction
error and KL divergence from the time-averaged statistics, for the intent and purpose of this work,
we will focus on comparing the success rates.

3.1 Brief summary of each algorithms

To establish a baseline for comparison, we briefly summarise the key features of each existing
algorithm as follows:

e modified-SINDy [13]: The algorithm employs nonlinear optimization to integrate the data with
an empirical penalty for historical loss, thereby alleviating the hard constraint problem, while
concurrently learning the model and denoising the data. The algorithm alternates between
nonlinear optimization (i.e., data assimilation) for parameter and initial state estimation, and
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STLS regression to promote sparsity. The utilization of STLS results in the same drawback as
SINDy, namely the empirical thresholding of coefficients that frequently discards significant
terms with minimal coefficients. Furthermore, since the model is evaluated using ODE solvers,
it may occasionally encounter finite-time blow up during optimization, leading to failure
in convergence. The algorithm lacks robustness, and its performance is highly sensitive to the
selection of hyperparameters and initial estimates.

e DySMHO [17]: A nonlinear optimization method utilizing a dynamic yet constrained time hori-
zon strategy to address the issue of hard constraints. Sparsity is promoted not by thresholding
based on the magnitude of coefficients, but by thresholding the variance of the coefficients
across the ensemble of parameters acquired from each time window. The application of variance
resembles the Bayesian principle in model selection; it seeks to eliminate terms with minimal
posterior variance, which is associated with evidence. However, the moving horizon strategy
restricts the algorithm to assimilating data within a finite time window, potentially constraining
the information acquired from the data. If the data amount necessary for adequate model selec-
tion surpasses the time frame, the algorithm will be unable to discern the appropriate model.
Furthermore, to obtain sufficient parameter sampling for an accurate estimation of parameter
variance, the algorithm necessitates many sampling windows, which sets a minimum data re-
quirement. Hence, DySMHO demands considerably more data than alternative algorithms to
attain similar performance, as demonstrated in the subsequent examples.

o Ensemble-SINDy [8]: An linear regression-based approach utilizing bootstrapping to enhance
noise robustness. Sparsity is promoted via STLS thresholding; however, the incorporation
of bootstrapping renders the algorithm robust in its promotion of sparsity. Nonetheless, it
remains a linear regression-based methodology, which constrains its efficacy in noisy datasets,
as demonstrated in the subsequent examples.

e SIDDs [12]: A nonlinear optimization method employing a discretize-then-optimize strategy
akin to ODR-BINDYy, with the constraint (5) enforced as a KKT condition (hard constraint)
during Newton’s iteration. Sparsity is promoted by regularizers, and the quadratic programming
problem is addressed using an iteratively reweighted least squares method. The method claims
to achieve the Cramér-Rao lower bound in its parameter estimation process if the sparsity
pattern is accurately identified; however, the rigid constraint may diminish the algorithm’s
robustness in initially identifying the correct sparsity pattern, as demonstrated in § A.4.

e DAHSI [25]: A nonlinear optimization approach with a variational annealing method in conjunc-
tion with a soft constrained loss similar to 6. Sparsity is promoted by STLS-styled thresholding
followed by a AIC/BIC criterion to identify the Pareto front. Despite the correct use of the soft
constraint, the STLS-AIC/BIC method for sparsity promotion is not as rigorous as the Bayesian
evidence used in ODR-BINDy. Our experience shows that DAHSI is not robust in identifying
the correct sparsity pattern, as shown in § A.3.

As illustrated above, although each method possesses distinct characteristics and occasionally
exhibits similarities with ODR-BINDy—such as the application of soft constraints in DAHSI and
the incorporation of Bayesian-like principles in DySMHO—none replicate the same amalgamation
of features as ODR-BINDy. ODR-BINDy is also unique in its treatment of noise and model selection
from the Bayesian perspective. The subsequent examples demonstrate that this appropriate combi-
nation of features enables ODR-BINDy to surpass other existing methods in accurately recovering
the correct sparsity pattern in noisy and sparse datasets.
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3.2 Adjustments and fine tuning of each algorithms in the test examples

To our best effort, we have tried to tune the hyperparameters of each algorithm according to
each algorithm’s documentation to maximize their performance. When an example is present in
the algorithm’s repo, we endeavor to adhere to the default configurations from the algorithm,
presuming they are optimized for peak performance. Moreover, to optimize the performance of
each existing algorithm, we have chosen not to evaluate them with entirely uniform test sets.
Instead, we have made small adjustments in the sampling rate and candidate library to ensure
optimal performance from each algorithm. The following are the specific adjustments made for
DySMHO, Ensemble-SINDy and modified-SINDy:

o DySMHO: We see that DySMHO necessitates significantly more data to achieve comparable
noise robustness to the other approaches; hence, we have provided DySMHO with data sampled
at a frequency ten times that of other methods. Additionally, DySMHO depends on the pyomo
algorithm, which interfaces with optimization libraries like AMPL. Although the DySMHO
utilized GAMS’ version of CONOPT, we discovered that substituting CONOPT with IPOPT had min-
imal overall performance effect (see § A.6). Owing to the constraints of the proprietary license
regarding the permissible number of executions, we have selected IPOPT for the subsequent
comparison.

e Ensemble-SINDy and modified-SINDy: The existing implementation uses a library that does
not contain the constant term for the Lorenz63 example. We have tested the inclusion of the
constant term within the library; however, this action substantially diminishes the performance
of the algorithms. Consequently, we adhere to the configuration provided by the algorithms
and utilize solely the library without the constant term for Lorenz63.

We do note that, by using a slightly different dictionary for Ensemble/modified-SINDy and a higher
sampling frequency for DySMHO, these algorithms confer certain advantages over others. Hence,
the following comparison should not be read as a fair benchmark between existing algorithms.
Instead, the comparison shows that, despite favouring metrics, these existing algorithms do not
outperform ODR-BINDy in recovering the correct sparsity, i.e., the correct model, in noisy and
sparse datasets.

We also attempted to test the performance of DAHSI and SIDDs; however, we found it difficult to
make relevant performance comparison with these two algorithms due to the following reasons:

e SIDDs: Despite our utmost efforts, we are unable to execute the algorithm from their open-
source repository due to absent dependencies; nonetheless, it is noteworthy that they cited
better performance over modified-SINDy [12]. The appendix § A.4 illustrates the comparison
of SIDDs with ODR-BINDy based on our best approximation to the performance they’ve cited.

o DAHSI: DAHSI exhibits insufficient performance to be relevant under the noise regime examined
in this study; hence, a comprehensive comparison with DAHSI was not conducted. Sec. A.3
illustrates the comparison between DAHSI and ODR-BINDy.

3.3 Van Der Pol
Fig. 4 shows Van Der Pol system

=y y=p(l-xy-x  [x(0),y(0)] =[-21]

where p = 0.5. Sampled at At = 0.01 (At = 0.001 for DySMHO) till the time T that specifies the data
length, the data is then contaminated with an i.i.d. Gaussian Noise N (0, oy ) before being fed into
each algorithm to recover the governing equation and parameters based on a 3rd order polynomial
dictionary.
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Fig. 4. (above) Example of recovering the Van Der Pol system and denoising the data by ODR-BINDy. The
data here contain 30% noise and sampled at At = 0.01. (below) Success Rate of E-SINDy, modified-SINDy,
DySMHO and ODR-BINDYy in recovering the Van Der Pol system from data sampled at At = 0.01 (except for
DySMHO, which has At =0.001).

Fig. 4 shows the performance of each algorithm in recovering the Van Der Pol system across data
length, given by the time T, and the noise level. The noise level in the plot is defined as the ratio
0x/ OSignal, Where 0signar is the standard deviation of the flatten noiseless dataset. We see that linear-
based Ensemble-SINDy is not as noise-robust as other nonlinear optimization-based approaches.
This is largely due to the nonlinear approaches’ ability to denoise data. Among the nonlinear
methods, ODR-BINDy is more noise robust and data efficient than other methods. Meanwhile,
DySMHO may seem slightly better performing than modified-SINDy in a high noise regime, but
note that DySMHO is using ten times more data points to achieve comparable performance with
modified-SINDy and ODR-BINDYy. This is likely due to the fact that it uses the weak form collocation
method to discretise the time domain. The weak form tends to work well if the time window is
highly sampled but may also filter the critical signal in the high frequency if the sampling frequency
is not significantly higher than the signal [9].

3.4 Lorenz 63
Fig. 5 shows the typical Lorenz63 system

x=0(x-y), y=x(p-2)-y. z=xy-pz  [x(0),y(0),2(0)] = [-8,8,27]
with o = 10, p = 28, f = 8/3, and the performance of each algorithm in recovering the system from
data sampled as At = 0.01 (At = 0.001 for DySMHO), contaminated by Gaussian noise. A 2nd order
polynomial library is used, but as described above, an exception was made for Ensemble-SINDy and
modified-SINDy to remove the constant term from the library to improve their convergence. Again,
we see that linear-based Ensemble-SINDy is not as noise-robust as the nonlinear optimization-based
approaches. However, modified-SINDy and DySMHO are also not performing as well as in the Van
Der Pol system. This can be attributed to the fact that Lorenz63 is chaotic, and therefore modified-
SINDy and DySMHO cannot fully make use of the whole dataset in recovering the equation. Instead,
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Fig. 5. (above) Example of recovering the Lorenz63 system and denoising the data by ODR-BINDy. The data
here contain 20% noise and sampled at At = 0.01. The Lyapunov time of the system is approximated to be 1.07.
(below) Success Rate of E-SINDy, modified-SINDy, DySMHO and ODR-BINDy in recovering the Lorenz63
system from data sampled at At = 0.01 (except for DySMHO, which has At = 0.001).

DySMHO limits the scope of the data by learning from a limited horizon, while modified-SINDy
penalises losses from data too far behind or into the future from the current time. Both of these
strategies limit the information one can gain from the data and therefore limit noise robustness and
data efficiency. In contrast, ODR-BINDy can assimilate the entire time series to learn the model
and can therefore maximize the information one can extract from the data regarding the parameter
values and model selection.

3.5 Rossler

Fig. 6 shows the same comparison in the Rossler system
X=-y-z Yy =x+ay, z=b+z(x-c), [%(0),y(0),2(0)] = [-6,5,0]

where a = 0.2,b = 0.2,¢ = 5.7. The data is sampled at At = 0.05, and contaminated by Gaussian
noise scaled by the noise level. In this case, all algorithm are attempting to learn the model from a
2nd order polynomial library with constant term. Each algorithm’s performance is shown in lower
half of fig. 6. Similar to the results before, ODR-BINDy is more noise-robust and data-efficient than
other methods.

4 Limitations

Although ODR-BINDy generally shows better performance than other existing algorithms in
recovering the correct model, especially in data contaminated by large measurement noise, there
remain some limitations to ODR-BINDy:

e The performance of ODR-BINDYy is not as good in decaying signals, such as damped cubic
oscillators. This is due to the fact that the discretisation error is currently modelled as a time-
invariant stochastic noise, while a decaying signal will lead to a decaying discretisation error
that temporally correlates with the signal itself. Such time-varying and signal-correlating errors
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Fig. 6. (above) Example of recovering the Réssler system and denoising the data by ODR-BINDy. The data
here contain 40% noise and sampled at At = 0.05. The Lyapunov time in the system is approximated to
be 14.16. (below) Success Rate of E-SINDy, modified-SINDy, DySMHO and ODR-BINDy in recovering the
Réssler system from data sampled at At = 0.05 (except for DySMHO, which has At = 0.005).
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Fig. 7. Attempts to learn the equation of the nonlinear oscillator using ODR-BINDy. Here, At = 0.05 and
ox = 0.084 (10% noise). Since both (a) the states and (b) the time derivatives are decaying, (c) the truncation
error is also decaying in time. Here, we compare two models, with different hyperparameter settings for
oyt to demonstrate the potential issue in learning from decaying signals. Model 1 (purple) represents the
typical hyperparameter setting for o, which is not consistent with the real truncation error. Model 2 (green)
assumes that the trend of the truncation error is somehow known a priori. Although both models seemingly
able to follow the signal in (a — b), the equation learnt by model 1 is oversimplified, likely owing to the fact
that the noise is overestimated later in time. Only by modifying the noise to follow the real truncation error
in model 2 can the correct model be inferred, but in practice the truncation error is likely not known a priori.
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could lead to bias in the model and thereby prevent the Bayesian algorithm from selecting the
correct model. Fig. 7 shows an example of ODR-BINDYy failing to recover the cubic oscillator
equation from its decaying signal.

o Currently, ODR-BINDy is not designed to directly provide forecasts of the time-series data.
Works are ongoing in demonstrating ODR-BINDY’s capability for direct forecasting, but there
are some technical challenges in ensuring the statistical guarantee of the forecast as one switches
from the finite difference time discretisation to conventional ODE solvers for the forecasting.
There is also the subtle challenge of how one should determine the distribution of the initial
condition for the forecast from the given historical data. With that said, one can always apply
classical data assimilation techniques [1] on the model/sparsity learnt from ODR-BINDy to
perform forecasting. The procedure of this two-step strategy will be similar to many classical
works on data assimilation and forecasting, so we shall not repeat them here.

5 Conclusion and future work

This study demonstrates the efficacy of ODR-BINDy in identifying governing equations of a
dynamical system from noisy temporal state observations. It has not only exhibited superior noise
robustness and data efficiency compared to all current SINDy variants in accurately recovering the
correct model, but its speed also surpasses that of all existing SINDy variants that utilize nonlinear
optimization to address the error-in-variable problem. A portion of the performance improvement
can presumably be ascribed to the Bayesian framework, which offers a robust basis for model
selection and the enhancement of sparsity. However, the chief breakthrough that gives rise to the
algorithm’s speed and capacity to assimilate long time series even in chaotic systems is due to
stochastic relaxation. Stochastic relaxation not only mitigated the sensitivity issue associated with
conventional parameter estimation in chaotic systems but also underscored the significance of
truncation errors in data assimilation. Furthermore, it elucidated the origins of the scaling factors
for each component of the total loss function, providing both intuitive guidance for tuning and
theoretical rationale for the associated hyperparameters.

Despite the algorithm’s demonstrated efficiency, partly due to the well-optimized 1sgnonlin algo-
rithm and the implementation of sparse and analytical gradients, there exists considerable potential
for enhancement, particularly regarding its computing speed. The existing greedy approach exhibits
a complexity of O(NDMD) with parallelization, where M represents the number of candidate
functions in the library and increases exponentially with D. The computational complexity in MD
can be further reduced if we incorporate analytical estimation of the potential change in evidence
for the removal testing process, akin to the strategy used by the SparseBayes method [27]. This
improvement will be essential for high-dimensional applications, such as the recovery of dynamics
in reduced-order models for fluid problems [15]. Alternatively, employing gradient descent methods
such as Adam in place of the existing multi-start trust-region approach may enhance performance
if the initial guess does not give satisfactory results.

Besides potential improvement in computational speed, there are many aspects where the method
can be further improved. For instance, although we have solely illustrated the method’s efficacy
utilizing an equispaced finite difference discretisation, numerous collocation methods, including
the weak formulation, exist to discretise the equation (both equi-spatially and non-equispatially)
that can also be represented as the matrices Ly, and L;. Consequently, one can readily interchange
these matrices with those associated with the preferred collocation or discretisation technique.
Alternatively, one may pursue high-order ODE solvers to impose the equation constraint, as
exemplified by modified-SINDy [13], rather than use the discretize-then-optimize methodology.
Nevertheless, additional effort is necessary to integrate stochastic relaxation into this methodology.
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Moreover, our formulation in (6) can be readily adapted to accommodate non-Gaussian noise. In
particular, further research is required to examine the actual noise distribution resulting from
truncation errors caused by discretisation. Although relaxing the noise model to a non-Gaussian
distribution will lead to a non-Gaussian posterior, in the usual case where the number of data
points far exceeds the number of parameters, the posterior is most likely unimodal and sub-
Gaussian. Hence, the Gauss-Newton-based Laplace approximation of the evidence is likely a good
approximation for most cases.

Lastly, the nonlinear optimization of our current algorithm also allows for a more extensible
dictionary. Indeed, part of DySMHO [17] and DAHSI [25] have already demonstrated learning
a parameterised library, and extending the current algorithm to include an implicit term is also
possible. DAHSI [25] have also demonstrated the possibility of recovering the full equations with
some of the state variable measurements hidden from the algorithm. It would be interesting to
investigate if ODR-BINDYy is capable of similar problems, although it is unclear if the algorithm can
perform just as well without the observational data as part of the initial condition.
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A Appendix
A.1 Averaged model parameter errors

Fig. 8, fig. 9 and fig. 10 show the averaged model parameter error from the learning result of
Ensemble-SINDy, modified-SINDy, DAHSI and ODR-BINDy. The model parameter error of each
run is defined by the normalised difference between the parameter value learnt against the ground
truth parameter value E;,4., i.e.

=E_=
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Fig. 8. Van Der Pol: Comparison of model parameter error from the parameter values learnt by E-SINDy,
modified-SINDy, DySMHO and ODR-BINDYy at increasing noise-to-signal ratio and decreasing data length.
Hyperparmeter and settings are the same as that of fig. 4 for each algorithm.
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Fig. 9. Lorenz63: Comparison of model parameter error from the parameter values learnt by E-SINDy,
modified-SINDy, DySMHO and ODR-BINDy at increasing noise-to-signal ratio and decreasing data length.
Hyperparmeter and settings are the same as that of fig. 5 for each algorithm.
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Fig. 10. Rossler: Comparison of model parameter error from the parameter values learnt by E-SINDy, modified-
SINDy, DySMHO and ODR-BINDy at increasing noise-to-signal ratio and decreasing data length. Hyper-
parmeter and settings are the same as that of fig. 6 for each algorithm.

and the plots show the averaged value over many runs. (Note that despite the Frobenius norm used
here being different from the 2-norm used in (17) of [13], the vector E in [13] was assumed to be
flatten. Hence, the parameter error defined here is the same as (17) in [13]. ) The hyperparameter
setting are the same as the one used in previous sections, and each plot corrsponds to the respective
success rate plot in fig. 4, fig. 5 and fig. 6.

A.2 Formula for the Laplace Approximation in ODR

In Orthogonal Distance Regression (ODR), we seek to minimize the loss function as specified
in (6) by varying X and E. To facilitate easier notation in the following derivation, we define
i = 2kenlLot)ikXij — [L1]ik®knEnj and {;; = X;j — X;j. Therefore, (6) can be rewritten in index
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form as
=2
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In particular, by minimizing the above against X, we are also effectively minimizing {7, /0% + 17, /05,
the “rescaled” distance between the data points X and the respective point X on the regressed curve,
the rescaling of which is defined by oy and o,; on the data error space (spanned by ) and model
error space (spanned by 1) respectively. The resulting optimal points X = X*(E) is the “rescaled
closest points” on the curve to the respective data point X that not only minimizes £ (Z, X) for a
given curve specified by E, they can also be interpreted as the corresponding estimated denoised
states.

To help with the notation and the following derivation, we shall define the following derivatives:
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Now, since X* is the optimal point, one can show that at X = X*(E) and any E,

L _ ize + U;zd Nid -0 )
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This is the orthogonal constrain that underly ODR [4, see fig. 1-2], which has a geometrical
interpretation as follow: at the optimal point X = X* that minimizes the rescaled distance, the
rescaled distance vector [{/oy; 11/0s:] must be orthogonal to the rescaled local slope of the curve
at X*, which is [1/0y; (dn/9X) /05 ]. While in modern implementation of ODR, we no longer use
the above constrain to compute X*, here, we shall assume that when the nonlinear regression
converges to the optimal point, the solution must also satisfy (7). We shall use this fact as the basis
to derive the analytical expression of the Hessian needed to compute the Bayesian evidence.
Since the optimization to minimize £ will inevitably gives a solution where X = X*, from now on,
we will assume the optimal X is computed. Here, we further simplify the expression of all terms
that is computed at X = X*(E) with the * notation, e.g. ;, = nia|x=x"-

Differentiating (7) by = gives

5 * 2 % *
1 1 O Oy Py | dXGe
—64ebij + = ( iy =
Oy O'at 6Xje aXid 6XjeaXid d:ne
* * 2 5%
_ =1 [ Oig kg . I My
8Ene aXid kf aEneaXid

: ®)

-2
Oat

ACM Trans. Al Sci., Vol. 1, No. 1, Article 1. Publication date: June 2026.



1:24 Lloyd Fung

which we can solve for dX, /d=p. numerically upon finding X* from the nonlinear optimization.
With dX;.‘e/ d=,e and the above derivatives computed, we are now ready to calculate the Bayesian
evidence.

A.2.1 Computing the evidence by Gauss-Newton Laplace approximation. Now, to compute the
Bayesian evidence by Laplace approximation, we require the Hessian

2 % ® 2 4% * * *
&L 1 - Iy dX Py dX o I dEX
k1 0Ena0Xig AZme  IBmedXig dZng  9Xig dZnddEme

) ©)

dZ,4dZ me h 0'(2”
ot . dx:  oni, oni,dX: n’
+ ( kf ig + kf)( kf ig + kf )l (10)
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(Xig - Xig)
%

1
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X

which involves expensive computation of d2X/d=d=. The Gauss-Newton approximation allows
us to approximate the above Hessian without computing d°X/dEdE, by effectively ignoring the
second order derivatives, giving

d*L 1

= dJ= 2
dEnddEme 03,
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Plugging in the derivatives computed in the last section for each term above, we can approximate
the Hessian above and compute the log Bayesian evidence by

in which Nz is the number of active terms in the model. Lastly, the Greedy algorithm is used to
find the model that maximizes the log-evidence above.

1 d*°L

. _ vy, N 1
Log-Evidence = (L(u X)) + — (log (27) + 2log o) + - log o d=dE

A.3 Comparison with DAHSI

The main DAHSI algorithm generates many models from sweeping the thresholding (1) and
Variational Annealing (a?) hyperparameters, from which a model is selected semi-automatically by
information criterion or Pareto front. Given that certain manual inputs are anticipated in the model
selection procedure, a direct comparison with ODR-BINDy on its capacity for automatic model
recovery may not be the most appropriate. Nevertheless, as a highly generous metric, one can
calculate the rate of identifying the true model in at least one model produced by the algorithm,
which is equivalent to assuming that the subsequent model selection process via AIC/BIC or Pareto
front will inevitably choose the correct model from the parameter sweep. Despite the favourable
metric, fig. 11 shows that DAHSI cannot recover the original model most of the time in the noise
regime examined by this work. Instead, DAHSI works only in a very low noise regime.

A.4 Comparison with SIDDs

Although we were unable to reproduce the results of SIDDs due to absent dependencies, we
made every effort to compare our findings with the compiled plots shown in the original SIDDs
publication. Upon approximating the result of Fig. 5.4 in [12] in fig. 11, which illustrates the success
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Fig. 11. Success rate of DAHSI, SIDDs and ODR-BINDy in recovering the Lorenz63 model from 1000/2000
data points, sampled at At = 0.01. Here, the hyperparameters used in DAHSI are a = 1.1, fmax = 256,
A =0.05:0.05: 1.01, whereas the data of SIDDs is a rough estimate from fig 5.4 of [12]. Data of ODR-BINDy
are generated using the same settings as before. Note that the metric for “success” for DAHSI is more generous
than the metric for ODR-BINDYy. In all cases, ODR-BINDy is shown to be more data efficient and noise robust
in recovering Lorenz63 from data than DAHSI and SIDDs.
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Fig. 12. Comparison of success rate of ODR-BINDy in recovering the Lorenz63 model sampled at At = 0.01
using the full computation of the Hessian (left) and the Gauss-Newton approxmation (right) for the Laplace
Approximation of the Bayesian evidence, the metric used to score different models. The use of Gauss-Newton
have little effect on the overall performance. The hyperparameters used here is the same as fig. 5.

rate in retrieving the same Lorenz63 equations using 2000 data points sampled at At = 0.01, we
assert that ODR-BINDy demonstrates superior performance compared to SIDDs. This is likely
attributable to the stochastic relaxation and Bayesian approach utilized in this study.

A.5 Gauss-Newton Approximation

Fig. 12 shows the performance comparison between employing the full evidence approximation
(with Hessian) that the Gauss-Newton approximation of the evidence (without Hessian). The use of
Gauss-Newton approximation seems to have little impact on the overall success rate of recovering
the true model, but the performance gain of avoiding the full Hessian computation is substantial.

A.6 DySMHO CONOPT vs IPOPT

Due to licensing issue, we have only had a brief period of time where we have access to GAM’s
CONOPT that was used in the original work [17] . To work around the issue, we have replaced
CONOPT with the open source IPOPT with HSL. To make sure the swap doesn’t induce a significant
performance change, we have compared the two methods. The comparison is shown in fig. 13, which
shows that the replacement of CONOPT wtih IPOPT actually slightly improve overall performance.
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Fig. 13. Comparison of success rate of DySMHO in recovering the Lorenz63 model sampled at At = 0.001
using CONOPT (left) and IPOPT (right). Here, the hyperparameters used are: time window = 2 time unit, time
step between window = 100, nfe=50, ncp=>5, thresholding frequency =10 and thresholding tolerance=1. Notice
that IPOPT is slightly better performing than CONOPT.

A.7 Hyperparameters of each algorithms

Tbl. 1 listed all the hyper-parameters used by each algorithm to learn from the examples listed in
§ 3. The success rate and model coefficient error statistics shown in figs. 4 to 6 and figs. 8 to 10 are
computed by running each algorithm multiple times at each noise level and data length, each time
with a different noise seed. While the author attempts to run these tests as many times as possible,
owing to the computational cost of the endeavour, each algorithms are run different number of
times: E-SINDy - 64 times, DySMHO - 64 times, modified-SINDy - 20 times and ODR-BINDy - 64
times.
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Example Ensemble-SINDy modified-SINDy ~ DySHMO ODR-BINDy
Van A 0.2, q: 1, A: 0.05, w: nfe: 80, ncp: 15, o0y: measuremet
Der nEnsembles: 0.9, Nloop:8, data_step: 100, noise level pre-
Pol 500, ensembleT: N_train:15000, thresholding_frequency: scribed, oy;: le-2,
0.6, Weak For- N_SINDy_Iter: 10, oy: 10, Finite
mulation: 9 15, thresholding_tolerance: Difference order:
pts, shape func: Normalizelib: 1, horizon_length: 4th
¢ = (2 -1)? false 2.0, pre_processing_2
significance: 0.7
Lorenz63 A: 0.2, q: 3, A: (0.1 if nfe: 80, ncp: 5, 0y: measuremet
nEnsembles: noise< 10%, data_step: 100, noise level pre-
100, ensembleT: 0.15 otherwise), thresholding_frequency: scribed, oy: le-3,
0.6, Weak For- w: 0.9, Nloop:8, 10, oy: 100, Finite
mulation: 7 N_train:15000, thresholding_tolerance: Difference order:
pts, shape func: N_SINDy_Iter: 1, horizon_length: 6th
¢ = (t? —1)? 15, 2.0, pre_processing_2
Normalizelib: significance: 0.7
false
Rossler A: 0.05, q: 1, A: 0.05, w: nfe: 80, ncp: 5, 0y: measurement
nEnsembles: 0.9, Nloop:8, data_step: 100, noise level pre-
500, ensembleT: N_train:15000, thresholding_frequency: scribed, oy;: 5e-3,
0.65, Weak N_SINDy_Iter: 10, oy: 50, Finite Dif-

Formulation: 7
pts, shape func:

¢ = (t* - 1)?

15,
Normalizelib:
false

thresholding_tolerance:
1, horizon_length:
5.0, pre_processing_2
significance: 0.7

ference order: 6th

Table 1. Hyperparameter settings used for each algorithms in the examples listed in § 3.
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