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Abstract

Medical imaging plays a crucial role for identifying a medical condition, therapeutic response,
disease level or the chance of developing a future complication. This thesis proposes robust
and fully-automatic medical imaging methods that can assist doctors in their clinical decision
making. In particular, it contributes to the main components of the medical imaging pipeline:
image acquisition, reconstruction, and analysis. A mnovel approach is proposed for motion
correction and reconstruction in foetal MRI. Whereas scanned images suffer from inter-slice
motion artefacts because of the unconstrained foetal movements. The proposed method explores
a new reconstruction paradigm that splits the 3D input image into overlapping patches.This
enables conventional reconstruction methods to compensate for non-rigid deformations and
reconstruct the whole uterus. Another new method is proposed for automatic foetal brain
localisation, which is essential for assessing the brain development and maturation in foetal
MRI.The proposed method uses superpixel graphs to train a random forest classifier, which
allows to efficiently extract 3D global features instead of 2D local features. Results show high
brain detection accuracy, without the need of any landmarks or prior information such as the
gestational age of the foetus. Another method is also presented to automatically segment the
placenta, which is typically used for the evaluation of the placenta during both normal and
high-risk pregnancies. Automatic segmentation of the placenta is more challenging than brain
segmentation because of its variability in position, shape and appearance. The proposed method
adopts a multi-pathway convolutional neural network to efficiently captures both local and
global contextual information. The predicted output is then refined using a condition random
field to regularise outliers. This thesis also proposes and evaluates reinforcement learning based
methods for the detection of anatomical landmarks, which is an important step for a wide range
of applications in medical image analysis. Manual annotation of such landmarks is a tedious task
and prone to observer errors. Fixed-scale and multi-scale search strategies are evaluated on three
different datasets: foetal ultrasound, brain and cardiac MRI. The evaluation results outperform
current supervised and other reinforcement learning state-of-the-art methods. Finally, a novel
approach is proposed for automatic view planning using intelligent artificial agents to mimic
the navigation process towards the target plane. Similar to the landmark agents, view planning
agents learn to find the target plane iteratively using reinforcement learning. The experiments
show that view planning agents can detect different standard planes from brain and cardiac

MRI with state-of-the-art accuracy in a very short time.
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Chapter 1

Introduction

1.1 Motivation and Objectives

Recent advances in medical imaging techniques and hardware platforms have provided radiolo-
gists and physicians with high-resolution visual representations of the human anatomy in terms
of structure and function. This has improved several clinical tasks such as disease diagnosis,
therapy planning and treatment decisions. Moreover, medical image analysis methods seek
solving problems pertaining to interpretation of medical images with the purpose of improving
the clinical assessment. Chapter 3 and 4 focus on foetal MRI as a challenging dataset be-
cause of the motion artefacts caused by the foetal random movements. Methods for correcting
the motion, localising and segmenting foetal organs are presented and evaluated thoroughly in
these chapters. Chapter 5 explores new ways in learning tasks that can be more difficult to
learn using supervised labels. This can come from few positive class labels such in landmarks
detection, where very few points are marked as positive samples while the majority are negative
or background in a scanned image. Reinforcement learning is applied to learn from such tasks.
Trained models are capable of finding target landmarks and standard planes by learning to

navigate in the 3D images.

This thesis also contributes to the typical medical imaging pipeline, which can further

improve and accelerate the process of extracting clinically relevant information from medi-



2 Chapter 1. Introduction

cal images, see Figure ?7. Such a pipeline consists of three main steps: (i) acquisition, (i)

reconstruction, and (iiz) analysis.

4 . N . N K N
Acquisition Reconstruction Analysis
Chapter 5 Chapter 3 Chapter 4
Automatic View Planning Motion Correction and Foetal Brain Localisation and
Reconstruction Placenta Segmentation
Chapter5
Landmark Detection

- NS - J

Figure 1.1: Schematic diagram of a typical medical imaging pipeline, which is composed of three
main components: (i) acquisition; (7i) reconstruction. These three components are covered in
the next chapters of this thesis.

1.1.1 Foetal MRI Reconstruction, Localisation, and Segmentation

The advent of single shot fast spin echo (ssFSE) T2-weighted sequences enabled spin echo image
formation principles [Mansfield and Maudsley, 1977] in magnetic resonance imaging (MRI) to
play an essential role in foetal diagnosis [Ertl-Wagner et al., 2002] and medical research [Levine
et al.,, 1998]. As a result, foetal MRI is a growingly available technique used to evaluate
and characterise abnormalities in the foetal brain Glenn and Barkovich [2006b]. It also pro-
vides a comprehensive evaluation of the developing brain with a detailed visualisation for the
assessment of the developing cortex and sulcation pattern, which is extremely difficult with
sonography Girard et al. [1993]. Therefore, the localisation of the foetal brain is essential for
assessing its development and maturation. It is also a primary step for most of the current au-
tomatic motion correction and reconstruction methods for foetal MRI [Keraudren et al., 2014].
In return, foetal reconstruction methods [Kainz et al., 2014a, Kuklisova-Murgasova et al., 2012]
have facilitated advanced image-based diagnostics and lead to novel insights about the human

development [Malamateniou et al., 2013].

In addition, recent work [Routledge et al., 2015] has shown that MRI can be used for the
evaluation of the placenta during both normal and high-risk pregnancies. Particularly, quanti-

tative measurements such as placental volume and surface attachment to the uterine wall, are
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required for identifying abnormalities. Also recording the structural appearance (e.g., placen-
tal cotyledons and shape) is essential for clinical qualitative analysis. The placenta is usually
examined after birth, on a flat surface providing a standard representation for obstetricians.
Flat cutting planes, as common in radiology, show only a small part of the placenta. Medical
imaging analysis tools including a 3D visualization are considered useful in particular for cases
that require preoperative planning or surgical navigation (e.g. treatment of twin-to-twin trans-
fusion syndrome). Hence, fully automatic 3D segmentation, correction of motion artefacts, and
visualization is highly desirable for an efficient prenatal examination of the placenta in the

clinical practice.

1.1.2 Landmark Detection and View Planning

The detection (localisation) of anatomical landmarks from medical images is an essential step for
many image analysis and interpretation methods, such as (i) extracting biometric measurements
of anatomical structures, (i) view planning during acquisition and (4ii) initialisation of tasks
such as image registration and segmentation. In foetal imaging, anatomical landmarks are used
for estimating qualitative scores of foetal biometric measurements, such as foetal growth rate,
gestational age, and to identify abnormalities [Rahmatullah et al., 2012]. They are also required
in order to identify standardized views such as transventricular and transcerebellar planes,
which are commonly used in clinical practice for foetal health screening [Li et al., 2018a]. In
brain imaging, the localisation of the anterior commissure (AC) and posterior commissure (PC)
points in brain images is required to obtain the optimal view of the mid-sagittal plane. This
can be used for the identification of pathological anatomy [Stegmann et al., 2005] or an initial
step for image registration [Ardekani et al., 1997]. In cardiac MRI acquisition, the localisation
of standard views, e.g. 2- and 4-chamber views, frequently employs a multi-step approach that
involves automatic landmark detection [Le et al., 2017, Lu et al., 2011]. Landmark localisation
can also be used to initialise deformable models and atlas-based approaches for the evaluation
of cardiac ventricular health [Bai et al., 2013]. Since manual landmark annotation is time

consuming and error prone, automatic methods [Criminisi et al., 2013, Ghesu et al., 2016, Li



4 Chapter 1. Introduction

et al., 2018a, Oktay et al., 2017, Payer et al., 2016, Urschler et al., 2018, Xu et al., 2017] have

been developed to tackle this problem.

Furthermore, in medical imaging, obtaining accurate biometric measurements that are com-
parable across populations is essential for diagnosis and supporting critical decision making.
For this purpose, standard view planes through a defined anatomy are commonly used in clin-
ical practice to establish comparable metrics for assessing anomalies [Lu et al., 2011]. Finding
these planes in an imaging examination through a 3D volume can be time-consuming and suffers
from inter-observer variability. Automatic view planning can enable accelerated image acquisi-
tion, and facilitate the comparison between different imaging examinations using anatomically

standardized biometric measurements.

1.2 Thesis Outline and Summary of Contributions

The aim of this thesis is to develop robust and reliable medical image analysis methods that can
assist doctors in making diagnoses and treatment decisions. Figure 1.2 shows the main elements
of the typical design of such methods for performing a medical imaging task. The methods
proposed in this thesis can be categorized into: (i) motion correction and reconstruction from
foetal MRI, (74) foetal brain localisation, (7ii) placenta segmentation, (iv) landmark detection,

and (v) view planning. This thesis is organised as follows:

Chapter 2 provides a brief overview of the background of the relevant medical imaging

methods covered in this thesis.

Chapter 3 introduces an automatic method for motion correction and reconstruction super-
resolution in foetal MRI scans of the whole uterus. The proposed approach is able to reconstruct
a large field of view of non-rigidly deforming structures using parallelised patch-wise optimiza-
tion, super-resolution, and automatic outlier rejection. This chapter also presents an extensive
qualitative and quantitative evaluation of the proposed method compared with state-of-the-art
slice-to-volume reconstruction (SVR) methods taking into account: (i) computational over-

head, and (ii) reconstruction accuracy using different metrics such as peak-signal-to-noise ratio
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Output
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Figure 1.2: Schematic diagram shows the typical design of a medical image analysis method.

(PSNR), structural similarity index (SSIM), and cross correlation (CC). These experiments
are performed using real foetal MRI data subject to maternal breathing and sudden foetal
movements, and synthetic data with affine motion artefacts. Further evaluations are conducted
by measuring the distance error for selected anatomical landmarks in the foetal head, as well
as calculating the mean and maximum displacements resulting from automatic non-rigid reg-
istration to a motion-free ground truth image. These experiments demonstrate a successful
application of the proposed motion correction method to the whole foetal body, uterus and

placenta.

Chapter 4 is divided into two parts. The first part proposes a method for foetal brain
localisation, which is a structure of interest for many foetal MRI studies. First, it extracts
superpixels followed by the computation of a histogram of features for each superpixel using
bag of words based on dense scale invariant feature transform (DSIFT) descriptors. Then a
graph of superpixels is constructed for training a random forest classifier to distinguish between
brain and non-brain superpixels. The localisation framework is evaluated on 55 MR datasets
at gestational ages between 20 — 38 weeks using 5-fold cross validation and achieves a 94.55%

brain detection accuracy rate.

The second part of this chapter proposes a fully automatic segmentation framework of



6 Chapter 1. Introduction

the placenta from structural T2-weighted scans of the whole uterus, as well as an extension in
order to provide an intuitive pre-natal view into this vital organ. Foetal MRI has revealed to be
important for the evaluation of placenta’s health during pregnancy. Quantitative assessment
of the placenta requires segmentation, which proves to be challenging because of the high
variability of its position, orientation, shape and appearance. Image acquisition is also corrupted
by motion artefacts from both foetal and maternal movements. The proposed method adopts
a 3D multi-scale convolutional neural network to automatically identify placental candidate
pixels. The resulting classification is subsequently refined by a 3D dense conditional random
field, so that a high resolution placental volume can be reconstructed from multiple overlapping
stacks of slices. The proposed segmentation framework is tested on 66 subjects at gestational
ages 20 — 38 weeks achieving a Dice score of 71.95 4= 19.79% for healthy foetuses with a fixed
scan sequence and 66.89 + 15.35% for a cohort mixed with cases of intrauterine foetal growth

restriction using varying scan parameters.

Chapter 5 is divided into two parts. The first part evaluates novel deep reinforcement
learning (RL) strategies to train agents that can precisely and robustly localize anatomical
landmarks in medical scans. Automatic detection of anatomical landmarks is an important step
for a wide range of applications in medical image analysis. Manual annotation of landmarks is a
tedious task and prone to observer errors. An artificial RL agent learns to identify the optimal
path to the target landmark by interacting with an environment, in this case 3D images. Fixed-
and multi-scale search strategies with novel hierarchical action steps in a coarse-to-fine manner
are also investigated in this chapter. Several deep @-network (DQN) architectures are evaluated
for detecting multiple landmarks using three different medical imaging datasets: foetal head
ultrasound, adult brain and cardiac MRI. The performance of the artificial agents surpasses
state-of-the-art supervised and RL methods for landmark detection. The experiments also show
that multi-scale search strategies perform significantly better than fixed-scale agents in images

with large field of view and noisy background such as in cardiac MRI.

The second part of this chapter proposes a fully automatic method to find standardized view
planes in 3D image acquisitions. Standard view images are important in clinical practice as they

provide a means to perform biometric measurements from similar anatomical regions. These
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views are often constrained to the native orientation of a 3D image acquisition. Navigating
through target anatomy to find the required view plane is tedious and operator-dependent. RL
enables a natural learning paradigm by interaction with the environment, which can be used
to mimic experienced operators. Thus, several multi-scale DQN based agents are employed for
this task, and extensively evaluated using: (i) the distance between anatomical landmarks and
detected planes; and (i) the angles between their normal vector and target. The proposed
algorithm is assessed on the mid-sagittal and anterior-posterior commissure planes of brain
MRI, and the 4-chamber long-axis plane commonly used in cardiac MRI, achieving accuracy

of 1.53mm, 1.98mm and 4.84mm, respectively.

Chapter 6 concludes the whole work presented in this thesis, and discusses potential future

directions.

1.3 Publications

Some of the results of this research work have been reported or are currently under review
in top-tier conferences and journals in the fields of medical images. Below is the list of these

publications:

1. A. Alansary, M. Rajchl, S. McDonagh, M. Murgasova, M. Damodaram, D. FA Lloyd,
A. Davidson, M. Rutherford, J. V Hajnal, D. Rueckert, and B. Kainz. PVR: patch-
to-volume reconstruction for large area motion correction of fetal MRI. /[FEE
Transactions on Medical Imaging (TMI), 36(10), pages 2031-2044, 2017. [Alansary et al.,
2017]

2. A. Alansary, M. Lee, K. Keraudren, B. Kainz, C. Malamateniou, M. Rutherford, J. V
Hajnal, B. Glocker, and D. Rueckert. Automatic brain localization in fetal MRI us-

ing superpixel graphs. In International Workshop on Medical Learning Meets Medical
Imaging (MLMMI), pages 13—-22. Springer, 2015. [Alansary et al., 2015]



8 Chapter 1. Introduction

3. A. Alansary, K. Kamnitsas, A. Davidson, R. Khlebnikov, M. Rajchl, C. Malamateniou,
M. Rutherford, J. V Hajnal, B. Glocker, D. Rueckert, and B. Kainz. Fast fully auto-
matic segmentation of the human placenta from motion corrupted MRI. In

International Conference on Medical Image Computing and Computer-Assisted Interven-

tion (MICCAI), pages 589-597. Springer, 2016. [Alansary et al., 2016]

4. A. Alansary, O. Oktay, Y. Li, L. Le Folgoc, B. Hou, G. Vaillant, K. Kamnitsas, A.
Vlontzos, B. Glocker, B. Kainz, and D. Rueckert. Evaluating Reinforcement Learn-
ing Agents for Anatomical Landmark Detection. Medical Image Analysis, 2019.

[Alansary et al., 2019]

5. A. Alansary, L. Le Folgoc, G. Vaillant, O. Oktay, Y. Li, W. Bai, J. Passerat-Palmbach,
R. Guerrero, K. Kamnitsas, B. Hou, S. McDonagh, B. Glocker, B. Kainz, and D. Rueck-
ert. Automatic View Planning with Multi-scale Deep Reinforcement Learn-

ing Agents. In International Conference on Medical Image Computing and Computer-

Assisted Intervention (MICCAI). Springer, 2018. [Alansary et al., 2018|

Here is an extended list of publications, which are not included in this thesis but are based

on collaborations that contribute to medical image analysis:

1. B. Kainz, A. Alansary, C. Malamateniou, K. Keraudren, M. Rutherford, J. V. Hajnal,
and D. Rueckert. Flexible reconstruction and correction of unpredictable motion
from stacks of 2D images. In International Conference on Medical Image Computing
and Computer-Assisted Intervention (MICCAI), pages 555-562. Springer, 2015. [Kainz
et al., 2015D]

2. B. Kainz, D. Lloyd, A. Alansary, M. Murgasova, R. Khlebnikov, D. Rueckert, M.
Rutherford, R. Razavi, and J. V. Hajnal. High-performance motion correction

of fetal MRI. Furographics Digital Library, 2016. [Kainz et al., 2016]

3. M. Rajchl, M. Lee, F. Schrans, A. Davidson, J. Passerat-Palmbach, G. Tarroni, A.
Alansary, O. Oktay, B. Kainz, and D. Rueckert. Learning under distributed weak
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Chapter 2

Background and Related Work

The work presented in this thesis aims to automate the medical imaging pipeline from image
acquisition to extracting useful information that can accelerate and improve the diagnosis
process. This chapter outlines the background theory and notable existing literature for the
methods related to the presented works in chapters 3, 4, and 5. Every section explains the
background theory with a focus on state-of-the-art machine learning methods that are used in
medical images. It provides a review of the literature for the presented methods, namely foetal
MRI reconstruction, foetal brain localisation, placenta segmentation, landmark detection, and

automatic view planning.

2.1 Super-resolution Reconstruction in Foetal MRI

This section discusses briefly the application of a typical super-resolution framework to foetal

MRI reconstruction.

2.1.1 Background

The advent of single shot fast spin echo ssFSE T2-weighted sequences has enabled spin echo

image formation principles [Mansfield and Maudsley, 1977] in MRI to play an essential role in

11
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foetal diagnosis [Ertl-Wagner et al., 2002] and research [Levine et al., 1998]. In particular, cases
for which US fails to acquire conclusive image data, e.g. in obese patients, require a complemen-
tary MRI scan [Garel, 2008, Huppert et al., 1999]. Recent advances in motion compensation
facilitate advanced image-based diagnostics and lead to novel insights about the human de-
velopment [Malamateniou et al., 2013]. Foetal MRI enables an ability to distinguish between
individual structures such as brain, lung, kidney and liver, as well as pregnancy structures
such as the placenta, umbilical cord and amniotic sac. It provides improved visualisation and
structural information of the foetal anatomy, which enables to study abnormalities during preg-
nancy, e.g. neuro-developmental disorders [Glenn and Barkovich, 2006a|, placental pathologies
[Linduska et al., 2009], foetuses with congenital lung masses [Zamora et al., 2014], and con-
joined twins [Pierro et al., 2015]. MRI is considered to be safe after the first trimester [Frates
et al., 2004] for 1.5T [Patenaude et al., 2014] and 3T [Cannie et al., 2015] without the use of
contrast agents, which may have teratogenic effects. Furthermore, this technology paves the
way for researchers and clinicians to analyse correlations between childhood development and

prenatal abnormalities.

During MR acquisition the foetus is not sedated and moves freely, while the mother also
breathes normally. As a result, movements are likely to corrupt the scans, hiding pathology
and causing overlap between different anatomical regions. In order to limit these artefacts, fast
scanning sequences such as ssF'SE [Levine, 2004] allow for the rapid acquisition of single slices at
high in-plane resolution in a large field of view and good tissue contrast of the uterus. However,
when acquiring a 3D volume through a stack of slices, inter-slice artefacts in the out-of-plane
views are highly likely. Consequently, this restricts reliable diagnostics to individual 2D slices
in the current clinical practice. Figure 2.1 depicts a typical example of motion related artefacts
in a foetal ssFSE scan. The observed motion (c.f. Figure 2.1 b & c¢) is of unpredictable nature

and consists of a combination of maternal respiration, bowel and foetal movements.

Slice-to-volume registration (SVR) combined with super-resolution image reconstruction
techniques [Park et al., 2003] can be applied to compensate motion between single slices, as-
suming there is minimal motion in the in-plane direction (i.e. for a single slice of k-space, there

are no significant motion artefacts that occur during the acquisition of that slice). This is done
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Figure 2.1: Three view-planes for raw 3D data acquired through stacks of ssk'SE images covering
the whole uterus. The transverse (a) is the in-plane view, i.e., native 2D slice scan orientation.
Motion causes streaky artefacts for multi-planar reconstructions (MPR) in orthogonal views (b)
and (c) caused by both maternal and foetal movements between the acquisition of individual
slices.
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by reconstructing a high-resolution (HR) image from multiple and overlapping low-resolution
(LR) images, as shown in Figure 2.2. To provide a sufficiently high number of samples for such

an approach, multiple stacks of 2D-slices need to be acquired, ideally in orthogonal orientations.

LR-images

Multiple LR-stacks
(different orientations)

HR-reconstructed
stack

Figure 2.2: Illustration of the basic ideas behind reconstruction [Park et al., 2003]: A simplified
example of a 2D 4x4 HR grid sampling from a 2D 3x3 LR grids (left) and a practical example
of 3D foetal MRI using multiple overlapping stacks of slices, by reconstructing a 3D HR image
with an isotropic voxel size from LR images with anisotropic voxel size.

2.1.2 Image Super-resolution

A simple LR — HR reconstruction model [Park et al., 2003] can be formalized as:

Y, =W, X +n; for 1<i<N, (2.1)

where Y; denotes the i-th LR image of total N images, and X is the HR image. The matrix
W; combines motion, sub-sampling and degradation effects: W; = DBT;, where D is the sub-
sampling matrix, B is the blurring matrix, and 7} is the transformation matrix of observation .
The noise of observation i is represented by n;. LR images can be considered as a down-sampled,
motion corrupted, blurred, and noisy version of the HR image. The resulting reconstruction
depends on two main parts: motion correction (estimating ;) and super-resolution (estimating
X). Image registration can be used to estimate motion, interpolation to obtain a uniformly

spaced HR image, and regularized super resolution with automatic outlier rejection to remove
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blur and noise. Volumetric foetal MR image reconstruction is more challenging than typical
image reconstruction problems due to the unconstrained random motion of the foetus during
slice acquisitions. Slice misalignments can lead to a loss of spatial coherence and typically

introduce anisotropic voxel sizes and intensity inhomogeneities.

2.1.3 Related Work

The majority of motion compensation approaches for foetal MRI are based on SVR techniques
that aim to obtain a motion-free and high resolution volume of a foetal target region. Regis-
tration of individual 2D slices with a higher resolution 3D volume [Fei et al., 2003] is the core
approach of these algorithms. SVR methods assume that all acquired images are centred at a
specific organ (e.g., brain, thorax) and cover three orthogonal image directions. Figure 7?7 shows

the core elements of SVR and the contribution of previous frameworks from the literature.

| Initialization l | Motion Correction l | Data Interpolation I
* Volumetric Registrations ¢ SVR — Normalized Mutual Information * Oriented Gaussian Kernels
* Repeated Sampling of Overlapping Slice Planes * SVR - Cross Correlation * Multi-Level B-Splines
* Intensity Matching and Bias Correction ) ° SIMC — Mean Square Distances )| * 3D Gaussian PSF
* Automatic Detection of the Stack with Least Motion * SVR — Mean Square Intensity Differences * Continuous PSF
« 2D Patch Extraction * Approximated PSF with Taylor Series
a
Output Reconstruction l Regularization l Super-Resolution
* Contrast Correction * Maximum Likelihood — Huber Loss
* lynorm * EM-based Outlier Model
* Edge-Preserving Smoothing - * Fast Multi-GPUs Implementation

* Variational Edge-Preserving

* Adaptive Regularization

Figure 2.3: Overview of the required modules of state-of-the-art SVR methods and main com-
ponents introduced by previous works.

The first SVR-based reconstruction framework for foetal MRI was introduced by Rousseau
et al. [2006]. It includes steps to correct 2D slice misalignments, intensity inhomogeneity
distortions, and reconstructs an isotropic HR foetal brain from sets of LR images. Motion
correction is done by applying a global 3D rigid alignment between the LR images using one
image as a reference to define the global coordinate system. Then every slice is aligned to
the initial reconstructed HR volume. Normalized mutual information is maximised using the
gradient ascent method for both registration steps. A narrow Gaussian kernel is applied as a

point spread function (PSF) for volume reconstruction and empty voxels are filled using the
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mean of the surrounding voxels. The image contrast is corrected using one LR image as a

reference.

Jiang et al. [2007] introduced the acquisition of many thin slices to provide sufficient sam-
pling of the region of interest. Cross correlation is used as a cost function for the SVR steps
assuming that the data have consistent contrast properties. After that, multilevel B-splines
are applied to the volumetric reconstruction for data interpolation, which has the advantage of

reducing blurring of the reconstructed image supported by including the thin slices.

Kim et al. [2010] proposed a method for slice intersection motion correction (SIMC) of multi-
slice MRI for 3D foetal brain image formation. The method is based on slice-to-slice registration
using spatially weighted mean square intensity differences (MSD) of the signal between slices as
an energy, assuming that the MRI contrasts are identical. Maternal tissues are excluded from
the energy computations using a windowing function of a parametric ellipsoid model. Similar
to [Rousseau et al., 2006], temporally adjacent slices are grouped together then divided into

half iteratively. The splitting process is performed using discrete cosine basis functions.

Gholipour et al. [2010] were the first to introduce a mathematical model for super-resolution
(SR) volume reconstruction from slice acquisitions of foetal brains. The main difference to
previous methods is that it includes knowledge of the slice acquisition model and the SR recon-
struction is performed based on maximum likelihood and a robust M-estimation minimisation
for an error norm function. A Tikhonov regularization term is added to the cost function in
order to enforce a solution when the number of acquired samples is not high enough for solving

the reconstruction problem.

Rousseau et al. [2010, 2013] proposed to use a variational regularization including an approx-
imation of total variation (T'V) to better preserve edges. Later, Tourbier et al. [2015] introduced
an adaptive regularization by applying novel fast convex optimization techniques to design an
efficient optimization algorithm for the super-resolution problem using edge-preserving TV reg-

ularization.

Kuklisova-Murgasova et al. [2012] were able to reconstruct the foetal brain using intensity
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matching and complete outlier removal. The main steps of their reconstruction method are: (4)
3D registration of the acquired stacks using a template stack; (ii) extracting region of interest
(the foetal head) from all the stacks; (77) intensity matching and bias correction between the
slices based on an EM framework, where the differential bias fields and slice-dependent scaling
factors are estimated during the reconstruction; (iv) motion correction using [Rousseau et al.,
2006] based on the normalized cross correlation as a similarity measure and an approximated 3D
Gaussian PSF similar to [Jiang et al., 2007]. A posterior probability is used to define the inlier
and outlier voxels within the EM framework in order to remove the motion-corrupted artefacts
and misaligned data. Blurring in reconstructed images is reduced by integrating edge-preserving

regularization based on anisotropic diffusion within the SR reconstruction framework.

Kainz et al. [2015a] developed a fast multi-GPU accelerated implementation for the method
presented in [Kuklisova-Murgasova et al., 2012], which is based on 2D-3D registration, SR
with automatic outlier rejection and an optional intensity bias correction. They extended the
reconstruction framework by automatically selecting the stack with least motion as the reference
stack and using a fully flexible and accurate PSF instead of approximated functions. Using a
multi-GPU framework enabled the SR reconstruction process to be approximately five to ten

times faster than using a multi-CPU framework.

Modelling non-rigid transformations with multiple rigid transformations and without an
initial registration target has only been preliminarily explored for foetal MRI in [Kainz et al.,
2015b]. Other works for non-rigid 3D-3D registration between an outlier-free, regularly sampled
source and target volume, constrain parts of an image to move independently and rigidly (e.g.
bones through manual segmentation and landmark annotation), while allowing other parts to
deform [Little et al., 1996]. In 3D-3D registration settings globally continuous 3D deformation
fields, can be approximated by fusing multiple local rigid transformations as shown in [Arsigny

et al., 2009, Commowick et al., 2008].
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Practical Limitations of SVR

SVR methods have been successfully employed to address these problems in foetal MR and are
typically applied to small regions and organs with rigid body characteristics that are identified
by manual annotations [Gholipour et al., 2010, Kim et al., 2010, Kuklisova-Murgasova et al.,
2012, Rousseau et al., 2006] or less precise, automated segmentations [Alansary et al., 2015,
Keraudren et al., 2014, Tourbier et al., 2017]. Such approaches cannot be applied to the
whole body and uterus reconstruction because of the assumption of rigid motion in the 2D
to 3D registration step of SVR. As a result, different areas in each slice that are likely to
move in different directions will break this assumption, e.g., the head and thorax. Further,
an extension of 2D-3D registration to include non-rigid deformations is only well defined with
each slice and not well-constrained in 3D. Current SVR approaches will fail in the presence of
non-rigid deformations and unpredictable organ shapes. This restricts the application of SVR
to regions that are manually or automatically annotated. Thus, most of the previous SVR
methods are limited to the foetal brain as the main region of interest for foetal reconstruction
due to the high incidence of neuro-developmental disability in premature infants. Only recently,
Kainz et al. [2014b], Lloyd et al. [2016] proposed a motion corrected 3D reconstruction of foetal
thoracic structures from prenatal MRI. Moreover, SVR is computationally expensive due to the
exponential increase of computation with the size of the target area. This leads to prohibitive
post-processing times in the clinical practice. Parallelized implementations [Kainz et al., 2015a]
can address run-time problems, however, methodologically SVR is still restricted to small, rigid

body areas.

Reconstruction of Large-scale Anatomy

MRI has further been shown to be useful for the evaluation of the whole uterus and structures
like the placenta. During both normal and high-risk pregnancies, the whole uterine appearance
and the condition of the placenta are considered to be an indicator for foetal health after
birth [Routledge et al., 2015]. Placental functions affect the birth weight as it controls the

transmission of nutrients from the maternal to the foetal circulation [Salafia et al., 2009].
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However, the whole foetal body and secondary uterine parts can be inherently inconsistent.
Different foetal body parts can move independently from the uterus. This makes the application
of SVR and 2D-3D registration to the full uterus erroneous in the presence of foetal motion

and maternal respiration.

Besides, multiple births is a case where classical SVR pipelines, based on preprocessing
steps to identify consistent rigid regions, usually fails. The presence of multiple instances of
the same foetal structure was not considered in previous methods. Therefore, a fully automatic
motion correction method for the whole uterus is very desirable and will enable the application

of standard 3D image analysis techniques, e.g., [Alansary et al., 2016, Keraudren et al., 2015].

2.2 Foetal Brain Localisation and Placenta Segmenta-

tion

This section discusses briefly the application of machine learning (ML) methods that have been
used in medical images (i.e. image classification and segmentation). This is then extended to
include state-of-the-art deep learning methods, followed by a summary of the related work in

foetal brain localisation and placenta segmentation.

2.2.1 Background
Foetal Brain Localisation

As discussed in the previous section, foetal MRI has significantly improved in the last two
decades, and is emerging as a novel, non-invasive tool for diagnosis and planing of surgical
interventions. It provides higher contrast and larger field-of-view than ultrasound. Thus, it
provides better structural information of the different foetal organs such as the brain, spine
and body. Foetal brain localisation is important for assessing the foetal brain development and

maturation. It is also a primary step for many of the automatic motion correction techniques for
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foetal MRI [Keraudren et al., 2014]. It has been also used as an essential landmark to extract
other foetal organs [Keraudren et al., 2015]. Problems that hinder the design of automated
image analysis tools for foetal MRI usually arise from: (i) the high variability in shape, size,
orientation, and anatomical configuration of the foetus; (ii) intensity non-uniformities (bias
artefacts); (4ii) partial volume effects; and (iv) motion artefacts caused by the unconstrained
foetal motion (see Figure 2.1). In order to tackle these challenges, previous methods for foetal
brain localisation [Anquez et al., 2009, Ison et al., 2012, Keraudren et al., 2013] rely on machine
learning (ML) to train a model from labelled images that can later be applied for localising the

brain from unseen test data.

Placenta Segmentation

The functions of the placenta affect the foetal birth weight, growth, prematurity, and neuro-
development since it controls the transmission of nutrients from the maternal to the foetal
circulatory system. Figure 2.4 shows a 3D visualisation of the placenta from foetal MRI. Re-
cent work [Routledge et al., 2015] has shown that MRI can be used for the evaluation of the
placenta during both normal and high-risk pregnancies. Particularly, quantitative measure-
ments such as placental volume and surface attachment to the uterine wall, are required for
identifying abnormalities. In addition, recording the structural appearance (e.g. placental
cotyledons and shape) is essential for clinical qualitative analysis. Moreover, the placenta is
usually examined after birth, on a flat surface providing a standard representation for obstetri-
cians. Flat cutting planes, as common in radiology, show only a small part of the placenta. A
3D visualisation is considered useful in particular for cases that require preoperative planning
or surgical navigation (e.g. treatment of twin-to-twin transfusion syndrome). Hence, fully au-
tomatic 3D segmentation, correction of motion artefacts, and visualisation is highly desirable

for an efficient pre-natal examination of the placenta in the clinical practice.

As discussed earlier, fast MRI acquisition techniques allow acquiring single 2D images of the
moving uterus and foetus fast enough, so that to limit the in-plane motion artefacts. However,

3D data acquisition and subsequent automatic segmentation is challenging because maternal
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Figure 2.4: A 3D visualisation of the placenta from foetal MRI.

respiratory motion and foetal movements displace the overall anatomy, which causes motion
artefacts between individual slices. Furthermore, a high variability of the placenta’s position,
orientation, thickness, shape and appearance inhibits conventional image analysis approaches

to be successful, see Figure 2.5.

(a) Axial (b) Sagittal (¢) Coronal

Figure 2.5: Three orthogonal 2D planes from a motion corrupted 3D stack of slices showing a

delineated placenta. The native scan orientation (a) shows no motion artefacts, while (b) and
(c) do.
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2.2.2 Machine Learning in Medical Images

Machine learning (ML) is concerned with designing broad algorithms for learning from data to
make a decision [Samuel, 1959]. It can also provide insights about complex tasks and data by
revealing unexpected correlations in the data. Figure ?? shows a typical ML framework for a
medical imaging task. For example, in foetal brain localisation, the data are MRI brain images

and a decision has to be made to classify a region (bounding box) into brain or non-brain.

Medical images
Output

Medical imaging .| Train machine Evaluate
problem "| learning algorithm solution

A

Analyze errors

(feedback)

Figure 2.6: Typical machine learning framework for solving a medical imaging problem.

A good ML model can be considered as a simplified version of the training data, which
can discard details and generalize well on new instances. The steps to find such a model
can be summarised as: (i) data pre-processing, (iz) model selection, (iii) model training by
finding parameters that minimise a cost function, and (iv) applying the trained model on
new test cases (inference). Ideally this model should achieve low generalisation error (GE) or
out-of-sample error, where the GE can be defined as the difference between training and test
errors. ML systems can be characterised based on three main factors: (i) the amount and
type of supervision during training, (i7) the continuity of learning from instances, and (i) the

evaluation during training.

Machine learning can be classified according to the amount and type of supervision during

training:
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e Supervised: Target or ground truth labels are provided with the training dataset D =
{z, y}fj:l, where z and y represent input data features and ground truth labels. The main
goal is to find the best model parameters # that minimises the output of a loss function
L(y,y), where g is the predicted output of the model. In medical imaging analysis task
such as classification, an ML algorithm can be trained to classify healthy and pathological
cases by providing many training examples. This can be extended to a regression task as
well, whereas the algorithm predicts a value of how severe is the pathological case (e.g. k-
nearest neighbours (KNN) [Altman, 1992], linear regression, logistic regression, support
vector machines (SVM) [Cortes and Vapnik, 1995], decision trees and random forests

(RF) [Ho, 1995], and artificial neural networks (ANN) [McCulloch and Pitts, 1943]).

e Unsupervised: External supervision with ground truth labels is not provided during
training. This is can be applied to detect similar patterns for different classes (e.g.
healthy and pathological subjects). There are several loss functions that can be ap-
plied for unsupervised learning. One common example is the reconstruction loss function
L(z, %), where the model learns to reconstruct the input image = to & through lower
dimensional representations. There are many methods for unsupervised learning such as:
(7) clustering (e.g. k-means, hierarchical cluster analysis (HCA) [Sibson, 1973], expec-
tation maximisation (EM)), (i) visualisation (e.g. output 2D or 3D representations of
complex data), and (74) dimensionality reduction by simplifying the data without loosing
much information (e.g. principal component analysis (PCA) [Jolliffe, 2011], locally-linear
embedding (LLE) [Roweis and Saul, 2000], t-distributed stochastic neighbour embedding
(t-SNE) [Maaten and Hinton, 2008]).

e Semi-supervised: The algorithm is given partially labelled training data, which can
be considered as a combination of supervised and unsupervised algorithms. For example,
deep belief networks (DBNs) [Hinton, 2009] consist of unsupervised component of stacked
restricted Boltzmann machines (RBMs) [Smolensky, 1986], and then the whole system is

trained in supervised manner.

e Reinforcement: An artificial agent learns interactively by sampling sequential states
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from an environment. At each step the agents takes an action and receives a reward
signal that indicates if it moves to the target solution or not. The main goal is to learn
the best strategy or policy, so as to maximise the accumulated rewards over the agent’s
lifetime (e.g. @Q-learning [Watkins and Dayan, 1992] and actor-critic methods [Sutton and
Barto, 1998a])

Another way of categorising learning methods is based on the continuity of learning from

new instances. This is can be classified into two main groups:

e Batch or offline learning: The algorithm learns from all available data during training.

Such methods can be time consuming and memory expensive, as they learn the whole

system before applying to testing (offline learning).

Online or incremental learning: The algorithm learns incrementally by adding ex-
amples of data sequentially (e.g. individual or small groups (mini-batches) of instances).
This is can be faster and cheaper memory-wise compared to offline learning. It is also a
good option for limited resources or big data (out-of-core learning). It introduces a new
parameter to the learning algorithm, namely, the learning rate or step size. It controls
how fast the algorithm adapts the change in the data. High learning rate values adapt
quicker than small values, however, it forgets old instances of data quickly. Thus, small

learning rate values can be less sensitive to noise in data.

Furthermore, an ML model can be classified based on how it generalizes into two main

categories:

e Instance-based learning: The algorithm learns to recognise the training examples and

generalizes to new instances using similarity measures (e.g. Euclidean distance).

e Model-based learning: The algorithm builds a model from examples that is applied

for testing. This is done by evaluating the model using a utility (fitness) function, which
measures how good the model is (it is also called a cost function if it measures how bad

the model is, e.g. linear regression).
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The performance of the trained model can be affected by the size of the training data,
especially if there are insufficient data for learning. In fact, Banko and Brill [2001] proved that
different ML algorithms would perform identically on a complex problem, when enough data are
used for training. Thus, medium and small datasets are more challenging for ML algorithms.
The size of the data is not the only concern, when it comes to selecting the training examples.
It is also essential to select representative training data to avoid sampling errors, such as (7)
sampling noise from using very small unrepresentative samples, and (i) sampling bias from
using very large samples with a flawed sampling method. Preprocessing the data, removing
errors (e.g. noise and outliers), is a vital step for any ML pipeline. Care must be taken as well
while selecting a model for specific training data, whereas choosing the wrong model may result
in either overfitting or underfitting. The former happens when the model works well on the
training data but fails to generalise on the testing data. This can happen if the training data
are very small or noisy, or the model is very complex and learns the details in training dataset.
While underfitting occurs when the model does not perform well on both training and testing
data. This is caused mainly by selecting a simple model that is not able to learn underlying

structures in the data.

2.2.3 Medical Image Classification

A conventional ML-based image classification pipeline includes three main steps: (i) feature

extraction, (i7) image descriptors, and (i) training a classifier, see Figure 2.7.

Feature Image Image
Extraction |HEp Descriptors M [ Classification
(SIFT, SURF, HOG...) (BoW) { AdaBoost, SVM, RE...)

Figure 2.7: Conventional image classification pipeline.

Image Features

An image attribute is commonly known as the data type, e.g. intensity colour, and a feature can

be simply defined as an attribute plus its value. In ML, image features should characterise
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the image content in a meaningful way. Suitable image features usually are discriminative and
invariant, so that the same features can be detected in multiple images. Feature detection (se-
lection) is the process of finding pixels with features of interest (e.g. edges, lines and corners).
These features are computed for every pixel or for certain parts of the image if it is compu-
tationally expensive. Feature descriptors are then extracted by applying a local patch around
the detected feature, this process is called feature engineering. Descriptors that describe visual
features in the image can be divided into two main types, namely, (i) general visual descriptors
that contain low level features such as the colour, shape and texture; and (i) specific domain

visual descriptors that contain high level features about an object such as face detection.

Viola and Jones [2001] developed a rapid object localisation method using a boosted cascade
of simple features. Their object localisation procedure classified images using simple rectangular
features based on Haar basis functions [Papageorgiou et al., 1998]. They were able to compute
these features very rapidly using integral image [Lewis, 1995]. Ison et al. [2012] were able to
develop a fully automated foetal brain extraction and orientation detection approach using
similar 2D-Haar like features. The main advantages of Viola’s localisation method are the
extremely fast feature computation and the scale and location invariant detection. However,
it is sensitive to intensity variations and can hardly deal with object rotations. In contrast to
Haar features, steerable features [Freeman and Adelson, 1991] can deal with object rotations
using a small set of rotated versions of the convolution kernel. Ojala et al. [2002] proposed
another approach, local binary patterns (LBP), that can cope with intensity variations using a

binary pattern computed from comparing each pixel with its neighbours.

Instead of extracting features for every pixel in the image for object detection, Lowe [1999]
developed an approach that can detect and extract features for interesting points on the object
in the image using scale-invariant features (SIFT). This method is based on transforming the
image into feature vectors that are invariant to image scaling, translation and rotation. First,
Gaussian filters are applied to the image at different scales. Then the maxima and minima
of the differences of Gaussians (DoG) are computed to identify keypoint locations in the im-
age. Keypoints with low-contrast or located on an edge are discarded or eliminated from the

keypoints list for more generalization. Consistent orientations are assigned to the extracted key-
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points based on local image gradient directions. The final keypoint descriptors are constructed
using spatial histograms of the image gradients over a window centred on each keypoint, see

Figure 2.8.

Figure 2.8: Selected SIFT keypoint descriptors applied to a 2D fetal MR image.

Feature learning techniques are usually performed to transform the extracted features
into an effective representation for machine learning tasks, e.g. numerical vectors. Fei-Fei and
Perona [2005] proposed a bag-of-words (BoW) model that can represent the image into a bag
of codewords by treating image features as words. A bag of visual words is a sparse vector
of occurrence counts (histogram) of a codebook or vocabulary of local image features (words).
The codebook is generated so that each codeword represents similar objects or patches. Leung
and Malik [2001] presented a simple method for constructing a codebook by applying k-means
clustering to all the vectors, whilst the number of the clusters defines the codebook size and

their centres represent the codewords. Since each patch or object can be mapped to a specific
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codeword using the generated codebook, the image can be represented using a histogram of the

codewords.

Image Classification

Image classification can be defined in machine learning as the process of identifying images or
parts of them based on image features. The classification algorithm that maps the input data
into classes is called a classifier. It can be modelled as: ¥ = he(X), where Y is a vector of n
classes, X is a vector of k features, and hy represents the model with 6 parameters. Typically,
hg has many different # and configurations to adjust before it achieves optimal performance
on distinguishing between different classes. 6 can be estimated by minimising the error of a
cost function J(#). A regularization part can also be added to reduce overfitting (e.g {,-norm,
Tikhonov [Tikhonov, 1963] and lasso [Tibshirani, 1996] regularisation). Every learning model
tends to perform better for some problem types than others. The following are examples of

different classifiers commonly used in the literature.

Boosting methods usually refer to learning algorithm that combines several weak classifiers

into a strong predictor using:
T

Hp(x) =Y azhi(x), (2.2)

i=1
where h; is the i-th weak classifier weighted with a; and x is the input attribute. For example,
Viola and Jones [2001] proposed an adaptive boosting (AdaBoost) [Freund and Schapire, 1997
learning algorithm for both selecting best Haar features and training classifiers. The algorithm
trains several weak classifiers sequentially, where each corrects the output of its predecessor.
This model is invariant to both location and scale. However, its accuracy may decline with
object rotations and intensity variations. Another drawback of these sequential methods is

their scalability, where it is not possible to train each weak learner in parallel.

Support vector machine (SVM) [Cortes and Vapnik, 1995] is another popular model
that is used for classification or regression especially for medium and small datasets. SVM

learns with supervision to build a hyperplane or set of hyperplanes in order to separate the
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training-data points. There might be many hyperplanes that can separate the training data but
the best hyperplane is chosen based on the largest separation or margin between two classes,
see Figure 2.9. For non-linear SVMs, the input data are mapped to a higher dimensional space
than the original one where the classes are linearly separable. Thus new data can be mapped
to the same space and then classified based on which side of the hyperplane they fall on. Some
classification problems can not be solved linearly, thus non-linear classification can be performed

with SVM using a non-linear kernel function (e.g. polynomial, Gaussian, hyperbolic tangent).

Maximum Margin

(] [
ClassA. o N/ /

Support /’
Vectors / Class B

Figure 2.9: An illustrative diagram showing support vector machine (SVM) input space. The
optimal hyperplane is selected using the largest margin between two classes based on their
support vectors.

Decision trees (DT) [Quinlan, 1986] are another powerful versatile algorithms that can be
used for both classification and regression. DT result in multiple outcomes based on a series of
decisions. It consists of three main components: root and leaf nodes, and branches, see Fig 2.10
(a). A tree starts with the root node, which is then split in two or more branches based on
specific criteria or questions to be answered. This decision making process can continue until
the whole tree is built. The outcomes represents the leaf nodes in the tree. The main advantage
of DT is that their structure is fairly intuitive and interpretable (white box model), which can

easily provide explanations why a decision is made.

Random forests (RF) [Breiman, 2001] is an Ensemble learning method that aggregates

the predictions of a group of DT classifiers. Combining the output of different classifier often
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input features (X)

root node

leaf nodes

(a) Decision tree (b) Random forest

Figure 2.10: An illustrative diagram showing: (a) a decision tree components (root and leaf
nodes, and branches), and (b) a random forest of n-trees. The final decision between k-classes
is made by majority voting in classification or averaging in regression.

achieves better accuracy than the best classifier (wisdom of the crowd). The algorithm is based
on training the individual decision trees with random samples of the training data (bagging) at
each candidate split node. The split is usually computed based on the information gain. The
final decision is made by averaging the predictions from all the trees for regression, or taking
the majority vote for classification. This can be computationally efficient by training each tree,
as well as predictions, in parallel via different CPU cores. During training, the sampled data
can be divided into two parts (e.g. 63% and 37%), where the first part is used for training each
tree. The remaining samples can then be used for evaluation without the need for a validation
set, which are called out-of-bag (OOB) instances. The OOB error can further be used to rank
important features, which are likely to appear closer to the root nodes. Geurts et al. [2006]
extended the random forest in [Breiman, 2001] by selecting a random value for each feature
under consideration instead of using the information gain for computing the optimal feature.
Their method is called extremely randomized trees or FxtraTrees as it adds extra randomness
step to the typical random forest. This extra randomizations can make the decision boundaries
smoother and decrease the overfitting in some cases. In medical imaging, Criminisi et al. [2011]
developed a detection and localisation approach in CT studies using multivariate regression

forests based on the offset displacements of the current voxel with respect to bounding box of
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the object.

2.2.4 Deep Learning in Medical Images

In Section 2.2.2, different conventional ML methods were discussed with the focus of foetal brain
localisation. The majority of these methods rely on engineering visual features for training
a classifier. For organs with significant variability in their appearance (e.g. placenta), more
complex features are required in order to localise or segment the target organ robustly. Besides,
typical hand-crafted features often require expert knowledge that is usually domain-specific
and differs from one application to another. Deep learning allows different models to learn
complex feature representations using artificial neural networks (ANNs) composed of several
layers. Deep convolutional neural networks (CNNs) [Fukushima, 1980] contain many layers
that transform a raw input image with convolution filters to complex but useful features or
representations. An early work [Lo et al., 1995] applied CNN techniques for lung nodule
detection. However, DL methods require a big amount of training data, which prevented
CNNs from scaling up at that time because of the lack of computational resources. Later,
Krizhevsky et al. [2012] proposed a new efficient implementation of deep CNN architectures
with the advance of computing power through (e.g. GPUs and multi-core CPU systems),
and the availability of large data sets. This has enabled deep CNNs to achieve state-of-the-
art performance for various medical image tasks in the last few years, such as: classification,
detection, segmentation, and registration [Litjens et al., 2017]. Another advantage of such deep
models is that they do not require any engineering steps in their pipeline as in traditional ML
methods; thus, they can be trained end-to-end [Bengio et al., 2013]. This section gives a brief

overview of both ANNs and CNNs, and illustrates the typical building blocks.

Artificial neural networks (ANN)

ANNSs are versatile, powerful and scalable machine learning models. This has made them a

key component of the core of current DL methods for tackling large and complex learning
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tasks (e.g. classifying millions of images and speech recognition systems). McCulloch and Pitts
[1943] introduced the first ANNs based on a very simplified computational model of biological
neurons to perform complex computations using propositional logic. Their model has one or
more binary inputs x and one binary outputy, which activates when a certain number of inputs
are True. A network of these simple computational neurons were capable of computing any
logical proposition. After few years, Rosenblatt [1958] presented a slightly modified version
of the artificial neuron based on a linear threshold unit (LTU), which is called a Perceptron.
Compared to [McCulloch and Pitts, 1943], the inputs and output are numbers instead of binary
values, where inputs x are associated with weights w. The LTU computes the output of a step
function applied to the weighted sum of the inputs. This can be defined as: h,, (x) = o (WT . X),
where the o is a step function (e.g. Heaviside) that outputs the positive class if the result of the

linear summation is above a threshold, or outputs the negative class otherwise, see Figure 77.
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Figure 2.11: An illustrative diagram of an artificial Perceptron [Rosenblatt, 1958]. The output
of the Perceptron equals the weighted sum of the inputs (and a general bias feature b = 1)
through a linear threshold unit. A training algorithm is then can be used to find the best
values for w that minimise a loss function L.

Rosenblatt [1958] proposed to apply Hebbian learning [Hebbs, 1949] for training a Percep-
tron in order to find the optimal weights w*. The learning algorithm increases the connection

between two neurons whenever they output the same value. So the new connection weight
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new

value w;'$" can be calculated as:

witt = wl; + o (g —y;) (2.3)
where wfjj is the connection weight between the ¢-th input x; neuron and the j-th output
y; neuron at the current step ¢. y; is the output neuron at the current step, and « is the
learning rate. Multiple Perceptrons can be stacked together in layers producing composite
linear combinations of their inputs, which is called mulit-layer Perceptron (MLP). Figure 77
shows an MLP of an input layer of M neurons, output layer of K neurons, and L hidden layers
each of size N; neurons. Where each layer is fully connected to the next layer (except the
output layer) and contains by default a bias neuron. A deep neural network (DNN) contains

at least two hidden layers.

Output
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Figure 2.12: An illustrative diagram of an MLP of an input layer x of M neurons, output layer
y of K neurons, and L hidden layers each of size IV, neurons.

Rumelhart et al. [1985] proposed a backpropagation training algorithm to train MLPs using
gradient descent. During training, the output of each neuron at every layer is calculated for
each training instance (forward pass). Then the error between the ground truth and network’s

prediction is measured (§—y). After that, the contributed error from each neuron of the previous
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hidden layer to the previous measured error is calculated. This is done to all the hidden layers
until reaching the input layer (backward pass). The last step is applying a gradient descent
step to all the connection weights in the network using the measured error gradients. This
training algorithm can be summarised into four main steps: (7) calculate predictions through
the forward pass; (i) measure the prediction error; (iii) propagate the error to the previous
layers through the backward pass; and (iv) update the weights using gradient descent. Also to

insure that the gradient descent works, the step function is replaced with the logistic function:

1

el p—— (2.4)

o(z)

Nowadays, different activation functions are being used for the backpropagation algorithm
such as: the hyperbolic tangent function, tanh (z) = 20 (2z); and rectified linear unit function,
ReLU (z) = max (0, z) [Dahl et al., 2013]. The typical MLP architectures modify the output
layer by replacing the individual activation functions by a shared softmaz function, which is

called a feed forward network (FNN). The softmax function is defined as:

exp(z;)
Zj:l kexp(z;)

o(z)= (2.5)

The output of a softmax function is squashed between (0, 1], which can be used to represent

probability distribution over the predicted K outputs of the network.

Convolutional neural networks (CNIN)

CNNs are the most popular DNN architecture currently used in medical image analysis [Litjens
et al., 2017]. They are very similar to ANNs and consist of learnable weights and biases.
The standard architecture of CNNs was inspired from the visual system and the hierarchical
connectivity pattern between neurons of the animal visual system Fukushima and Miyake [1982].
Where each cortical neuron responds to a restricted region of the receptive field. The whole
visual field is covered by partially overlapping the different receptive fields of every neuron.

The hierarchical structure of layers allows the network to extract low-level features in the first
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hidden layer, then assembles them into higher-level features in the next layers. The main
distinctive characteristics of CNNs compared to regular ANNs can be summarised into three

points:

1. Local receptive fields: The architecture of an ANN does not consider the spatial
structure of the images. Each neuron treats all input pixels exactly the same, including
very far and close pixels. In contrast, CNNs use a spatial architecture by connecting
each neuron with a small, localised regions of the input image (local receptive field). The
output of each layer is then constructed by sliding the local receptive field across the

entire previous (input) layer.

2. Shared weights: ANNs transform a single vector input through layers of fully connected
neurons, and the neurons in each single layer do not share any connections and completely
independent. While in CNNs, the same weights are shared for each hidden neuron during
the convolution operation. This means that all the neurons for each layer detect exactly
the same feature at different locations in the input. This makes the network translation-
invariant, where all neurons shared the same features. Another advantage of sharing
weights is that it significantly reduces the number of used parameters in the network. A

complete convolutional layer consists of several feature maps.

3. Pooling layers: CNNs offer the use of another type of layers to simplify the output of
the convolutional layers by subsampling feature map outputs. For example, max-pooling
is a common pooling layer that outputs the maximum activation in a 2 X 2 input region.
The pooling operation is then applied to each feature map separately. Pooling layers
also reduces the number of parameters needed in the subsequent layers. However, it
may decrease the accuracy of segmentation networks because of throwing away the exact

positional information.

The typical architecture of CNNs is usually composed of convolutional and pooling layers,
while the exact details of different models vary greatly. For example, LeCun et al. [1998] pro-

posed one of the earliest CNN architectures LeNet-5, inspired by [Fukushima and Miyake, 1982].
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Figure 7?7 shows the architecture of a LeNet model. The lower layers consists of convolution

and max-pooling layers, while the higher layers represent a traditional fully connected MLP.

C3: f. maps 10 x 10 x 16
INPUT C1: feature maps S4: f. maps5x 5x 16
39532 28 x 28 x 6 C5: layer

F6: layer OUTPUT
84 10

S2: f. maps
14x14x6

Gaussian

 connections
Full connection

\
\ | Full connection
Convolutions Subsampling Convolutions  Subsampling

Figure 2.13: The architecture of LeNet-5 for handwritten digits recognition using the MNIST
dataset (60,000 training and 10,000 testing images) [LeCun and Cortes, 2010]. Input: grey
scale image of size 32 x 32. C1: convolutional layers of 6 feature maps and kernel size 5 x 5 and
stride 1. S2: subsampling (pooling) layer with kernel size 2 x 2 and stride 2. C3: convolutional
layers of 16 feature maps and kernel size 5 x 5 and stride 1. S4: pooling layer with kernel size
2 x 2 and stride 2. C5: convolutional layers of 120 feature maps and kernel size 5 x 5 and
stride 1. FC6: fully connected layer of 84 units. Output: FC layer of 10 units with softmax
activation. Figure courtesy [LeCun et al., 1998].

The LeNet model was used for digit classification, and applied commercially to recognise
hand-written numbers on greyscale images of cheques (digitized to 32 x 32 pixels) [LeCun et al.,
1998]. The ability to classify more complex natural images with higher resolution requires
more and larger convolutional layers. Krizhevsky et al. [2012] proposed a deeper architecture
(AlexNet) based on LeNet achieving the best results for ImageNet LSVRC-2012 [Russakovsky
et al., 2015] classification with 15.3% error rate, and by large margin compared to the second
place 26.2% error rate. The efficient implementation of AlexNet on GPU allowed deeper CNNs
to work on bigger images. It makes use of the dropout [Srivastava et al., 2014] technique for
regularization to avoid overfitting, and ReLU [Dahl et al., 2013] as an activation function. It
uses also an ensemble of seven CNN in order to reduce the error rate from 16.4% to 15.3%.
With the increase of the computing power and availability of more data, bigger and deeper
architecture have been proposed in the recent years, such as VGG-16 [Simonyan and Zisserman,

2014], GoogLeNet (Inception) [Szegedy et al., 2015], and ResNet [He et al., 2016].
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CNNs for Semantic Segmentation

In medical image analysis, a popular task is segmenting an image into different labels by
assigning each pixel to an object class (e.g. white and grey matter in brain MRI). This process
is called semantic segmentation, which provides an understanding of images at the pixel level.
Typical semantic segmentation methods before deep learning relied on engineering features
and strong classifiers such as random forests [Shotton et al., 2011], see Section 2.2.2. As with
the success of CNNs for image classification, they have also achieved success on segmentation
problems. Classification CNNs usually have fully connected layers that require a fixed-size
input. Ciresan et al. [2012] proposed a patch-based classification approach for segmentation
using CNNs, where each pixel was separately classified using a patch of image centred around
it. However, this approach is computationally slow, as the network has to extract and classify
a patch around each pixel from the input image. Another common approach is to apply
encoder-decoder networks, whereas the encoder represents a typical CNN and the decoder
learns to up-sample semantically lower resolution features from the encoder output to the pixel
space (dense predictions). Long et al. [2015] proposed a fully convolutional networks (FCN)
for semantic segmentation by generating dense predictions using up-convolution layers and
without any fully connected layers. FCNs can predict segmentations for images of any size,
and are computationally faster than patch-based approaches. This work inspired the majority of
the current CNN-based approaches for semantic segmentation. Sub-sampling layers or strided
convolutions increase the field of view and aggregate bigger context from the input image.
However, they discard the exact spatial information, while the precise alignment of class maps
to input images is essential for accurate segmentation results. Long et al. [2015] introduced
applying skip connections to combine high layer information with low layer information, which

results in predicting finer details while reserving coarse semantic information, see Figure ?77.

Ronneberger et al. [2015] proposed an encoder-decoder architecture (U-Net) based on a
bigger FCN [Long et al., 2015]. Another main difference between U-Net and FCN is the ability
to learn up-sampling feature maps instead of up-sampling predictions in the decoder network,

as shown in Figure ??7. Later, Cicek et al. [2016] extended the 2D U-Net for 3D data.
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Figure 2.14: FCN with a skip architecture of a three-stream network. The first row (FCN-32s)
shows a typical CNN, while its output predictions are upsampled with a stride 32. The second
row (FCN-16s) combines the predictions of poolj upsampled with a stride 16. The third row
(FCN-8) adds the predictions from pool3 layer upsampled with a stride 16. Figure courtesy
[Long et al., 2015].

] 64 64
128 64 64 2
input
imffge > P > > > output
i segmentation
tile sl 92
g A H & map
Nl els
wn| g wn
'128 128 I
256 128
Y t
512 256
3 WZH® =»conv 3x3, ReLU
S S e
| = copy and crop
1024 512
o [eiienn ¥ max pool 2x2
1024 g5 B 4 up-conv 2x2

=» conv 1x1

Figure 2.15: The architecture of U-Net showing the encoder-decoder networks. Skip connections
here share feature maps at different layers. Figure courtesy [Ronneberger et al., 2015].
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For medical images with larger field of view, large image context is necessary for accurate
predictions. The naive approach to increase the input context is to use larger patches, however,
this will significantly increase the number of parameters of the network, and hence will require
a bigger memory. Kamnitsas et al. [2017] proposed a multi-scale efficient 3D CNN (deepMedic)
to increase the context of the input image. Inspired by [Farabet et al., 2013], deepMedic feeds
the network down-sampled along with the original sampled high-resolution representations of
the input, as shown in Figure 77?.
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Figure 2.16: The architecture of deepMedic showing two-stream networks. The first network
is applied to the high resolution image patch. While the second network is applied to the
down-sampled low resolution image for capturing bigger context. The output of the second
pathway is then sampled and concatenated with the output of the first pathway. Figure courtesy
[Kamnitsas et al., 2017].

2.2.5 Related Work

Foetal Brain Localisation

Anquez et al. [2009] was able to segment the foetal head based on: (i) a 3D template regis-
tration (matching) to detect the foetal eyeballs (ii) followed by a subsequent 2D /3D graph-cut
segmentation to finally extract the foetal skull bone content. The motivation behind using the
foetal eyes as an initial structure was due to their very small size that can be considered in-
sensitive to image inhomogeneity; their spherical shape is rotationally invariant; and their high
contrast with their neighbours. Biometric priors, shape and contrast are used to guide the eyes

localisation process. Both biometric priors (e.g. the eyes diameter and the distance between
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their centres) and shape information are extracted from manual tracing on the image database.
The eyes could be localised successfully using the appearance model, however, it could not
be used for segmenting the foetal head. This is because of the high variability of the visual
characteristics of the foetal brain in addition to the surrounding maternal tissue. Therefore, a
mean shape model is constructed by averaging registered binary shapes. Then the mid-sagittal
slice is exctracted using the extracted eyes in the first step to define the orientation of the head.

Finally, the shape model is precisely aligned based on the mid-sagittal slice location.

Kim et al. [2010] used a semi-automated brain extraction method as an initial step for their
motion correction algorithm of multi-slice foetal MRI scans. Initially, a boundary box around
the brain is manually cropped in one reference stack (the first axial stack). Then, this manually
extracted rectangular region is used as a template for finding the corresponding boundary boxes
in other stacks. The latter step is done by matching the stack against the predefined region of

interest in the reference stack using a global rigid body transformation.

Ison et al. [2012] developed a fully automated brain extraction and orientation framework
in raw foetal MRI, which combined a random forest classifier and an approximate high-order
Markov random field (MRF) solution. Firstly, the maternal tissue is suppressed using a bi-
nary random forest classifier based on random offset 3D Haar-like descriptors [Criminisi et al.,
2009]. Secondly, a maximal sensitivity filter is applied to the coarse random forest predictions
in order to compute the prior brain probability. Thirdly, the final landmark estimates are op-
timized using a rotation and scale invariant shape model based on a sparse MRF appearance
model [Donner et al., 2011] with triangular relationships. Finally, the brain centre, orientation,

and bounding box are estimated using a confidence probability summation.

Taleb et al. [2013] proposed an automatic template-based foetal brain extraction from three
(at least) orthogonal anatomical images in each direction (axial, coronal and sagittal). Their
approach used the intersection of the set of images in order to find a 3D region of interest. Then
this 3D ROI is extracted for each original image and registered using FSL-FLIRT [Jenkinson
et al., 2002] to an age-specific template [Serag et al., 2012] to obtain an estimation of the

brain mask of each orthogonal image. Lastly, the estimated brain masks are fused using 3D
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consistency measures based on the normalized correlation between them.

Keraudren et al. [2013] proposed a method for the localisation of the foetal brain from
a stack of 2D misaligned slices because of the foetal motion. Their localisation framework
consists of four main steps: (i) maximally stable extremal elliptical regions are extracted for
each 2D slice; (77) estimated brain regions are filtered using prior information of the foetal brain
size and aspect ratio; (iii) SIFT [Lowe, 1999] are extracted for each selected region (bundled
SIFT); (iv) histograms of bag-of-words (BOW) [Csurka et al., 2004] are calculated for the
selected regions; (v) the final fitting 3D cube surrounding the brain is selected using RANdom
SAmple Consensus procedure (RANSAC) [Fischler and Bolles, 1981] based on prior knowledge

of the brain dimensions.

Keraudren et al. [2014] later extended their foetal brain localisation framework to segment
the whole brain for motion correction. They converted the probability map to a binary seg-
mentation using CRF [Lafferty et al., 2001] based on the formulation presented in [Boykov
and Funka-Lea, 2006] for the CRF energy function minimisation. They relied on the 3D CRF
for refining the output of the random forest classifier by extracting the blob-like structures.
Finally, they integrated the automated masking of the foetal brain with the motion correction

method presented in [Kuklisova-Murgasova et al., 2012]

Kainz et al. [2014a] developed an automatic brain detection framework using dense rotation
invariant feature descriptors based on Spherical Harmonics. First, input images are prepro-
cessed by normalizing the image intensities and applying a non-local median filter [Li et al.,
2009] for denoising. Then, rotation invariant features are defined using the angular power spec-
trum of the expansion coefficients of spherical harmonic functions, which are similar to [Skibbe
et al., 2012] but using feature vector that describe structures as small patches of the organ
not as a whole. The features extraction function is implemented on graphical processing units
(GPU) achieving around 60 times faster feature space transformation. After that, a classifica-
tion forest [Criminisi and Shotton, 2013] is used for computing a brain probability map using
the spherical harmonics features. The generated probability map is thresholded followed by

selecting the largest 3D component in order to extract the brain mask. Finally, the thresh-
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olded map is used to initialise a 2D level-set [Bradski, 2000], which generate the final accurate

segmentation of the foetal brain after a few hundred iterations.

Taimouri et al. [2015] were able to localise the foetal brain using a template-to-slice block
matching technique. Firstly, multiple blocks are extracted from the query image using a 2D
template block image by computing the sum of square distances (SSD) between them. Since
the SSD matrix is rotation variant, the template image is rotated by applying a rotation matrix.
The dimension is reduced by breaking the rigid transformation into rotation and translation
parts then the parameters of each part are estimated separately. The extracted blocks with
highest similarity are then matched using expectation maximisation (EM) in order to estimate
the translation value in the next step of the EM process. The final transformation is chosen
based on the highest similarity value using the normalized cross correlation, see Figure 2.17.
The main drawback of template-matching approaches is that using a rigid template cannot
be generalized to a larger testing dataset with high variability in the gestational age range.
Another limitation is the lack of the flexibility necessary to deal with motion artefacts as well

as foetal abnormalities.

Figure 2.17: A template-to-slice block matching technique of the foetal brain in a 2D MR
image.
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Foetal Organs and Placenta Segmentation

Previous works for automatic segmentation of foetal MRI were focused on brain segmentation,
as shown in the previous section. Keraudren et al. [2015] have recently extended their foetal
localisation pipeline to localise other foetal organs. Previous works for the segmentation of the
placenta are either semi-automatic [Stevenson et al., 2015] or interactive [Wang et al., 2015a,
2016, 2018] approaches, which require user’s interactions. Chapter 4 presents the first work

that addresses the fully automatic segmentation of the placenta from MRI.

Stevenson et al. [2015] present a semi-automatic approach for measuring the placental vol-
ume from motion free 3D ultrasound with a random walker (RW) algorithm. Their method
shows a good inter-observer reproducibility but requires extensive user interaction and several
minutes per segmentation. Even though ultrasound is fast enough to acquire a motion free
volume, the lack of structural information and weak tissue gradients make it only useful for
volume measurements. Wang et al. [2015a, 2016] present an interactive method for the seg-
mentation of the placenta from MR images, which requires user interaction to initialise the
localisation of the placenta. Their approach performs well on a small cohort of six subjects
but shows a user-dependent variability in segmentation accuracy. Recently, Wang et al. [2018]
have proposed a deep learning-based interactive segmentation work for multiple organs from
foetal MRI, including the placenta. Their framework incorporates CNNs into a bounding box
and scribble-based segmentation pipeline. A weighted loss is used for fine tuning based on the

network and interaction-based uncertainties.

Keraudren et al. [2015] developed an automated framework for the localisation of the foetal
heart, lungs, and liver using random forests with steerable features [Zheng et al., 2007]. The
localisation framework is divided into four main steps: (i) preprocessing, (i7) detecting candi-
date locations for the heart, (ii7) detecting candidate locations for the lungs and liver, and (iv)
spatial optimization of candidate organ centres. During training all the images are mapped
into a standard coordinate system using anatomical landmarks. However, during testing they
make use of the efficiency of the steerable features by training local features under any rotating

coordinate system without rotating the whole 3D volume. These images are then resampled
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to an isotropic voxel size according to the gestational age followed by median filtering while
preserving edges to attenuate the motion artefacts. In order to detect the candidate locations
of the heart, each voxel is oriented to the standard coordinate system; where axis-1 points
form the heart to the brain, axis-2 points from the left lung to the right lung, and axis-3 is
orthogonal to the first two axes and points from back to front. Assuming that the brain is
already detected using [Keraudren et al., 2014], the search region is defined between two sphere
radius R1 and R2 from the brain centre. Then a classification forest is used to calculate the
initial probability for each voxel to be located in the heart followed by a regression forest to
predict their offset to the heart. They used four types of features for the random forests,
namely, image intensity, gradient magnitude, gradient orientation, and distance to the brain
centre. The final candidates of the centre of the heart are selected using a voting process with
the highest probabilities. After selecting the heart candidates, the candidate locations for the
lungs and liver are detected using the same steps. However, the random forest classifies each
voxel as a heart, left lung, right lung, liver, or background. The same features are used for
classification but replacing the distance to the brain with the distance to the heart, and adding
the projection of the voxel on the heart-brain axis as a new feature to locate the current voxel
below or above the heart relative to the brain. Then the voting results from the last regression
random forest classifier are smoothed with a Gaussian filter. Finally, candidate organs centres
are spatially optimized using local maxima based on their individual voting scores and their

spatial configuration in order to obtain a rough segmentation.

2.3 Anatomical Landmarks Detection and View Plan-

ning

This section explains the recent advances in reinforcement learning and their application to
medical imaging analysis. This is followed by summarising the related work for landmarks

detection and view planning.
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2.3.1 Background

Anatomical Landmarks Detection

Accurate detection of anatomical landmarks from medical images is an essential step for many
image analysis and interpretation methods. For instance, the localisation of the anterior com-
missure (AC) and posterior commissure (PC) points in brain images is required to obtain the
optimal view of the mid-sagittal plane. This can be used as an initial step for image reg-
istration [Ardekani et al., 1997] or for the identification of pathological anatomy [Stegmann
et al., 2005]. Another example is the automated localisation of standard views such as 2-
and 4-chamber views in cardiac MRI examinations. This usually requires automatic landmark
detection [Le et al., 2017, Lu et al., 2011] as a key step. Landmark localisation can also be
used to initialise deformable models and atlas-based approaches for the evaluation of cardiac
ventricular health [Bai et al., 2013|. Furthermore, in foetal imaging, anatomical landmarks are
used for estimating qualitative scores of foetal biometric measurements, such as: foetal growth
rate, gestational age, and to identify abnormalities [Rahmatullah et al., 2012]. They are also
required in order to identify standardized views such as transventricular and transcerebellar

planes, which are commonly used in clinical practice for foetal health screening [Li et al., 2018a).

Since manual landmark annotation is time consuming and error prone, automatic methods
were developed to tackle this problem. The design of such methods is challenging due to
varying organ morphology, orientation, pathology, and image quality. Ghesu et al. [2016]
showed that an RL agent is capable of finding accurately landmarks in unseen images. One
of the main advantages of applying RL to the landmark detection problem is the ability to
learn simultaneously both a search strategy and the appearance of the object of interest as a
unified behavioural task for an artificial agent. This approach does not require hand-crafted
features and can be trained end-to-end. Moreover, RL has the power to perform in a partial

field-of-view or with incomplete data, which can be useful for real-time applications.
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Automatic View Planning

In medical imaging, obtaining accurate biometric measurements that are comparable across
populations is essential for diagnosis and supporting critical decision making. For this pur-
pose, standard view planes through a defined anatomy are commonly used in clinical practice
to establish comparable metrics. Finding these planes in an imaging examination through a
3D volume is slow and suffers from inter-observer variability. The neuro-imaging community
defines a standard (axial) image plane by adopting the anterior-posterior commissure (ACPC)
line. Transforming an image to the ACPC coordinate system includes a number of steps: (7)
marking the AC point, (4i) obtaining the optimal view of the ACPC and the mid-sagittal plane,
and (4) marking the PC point. Accurate detection of the mid-sagittal plane is useful for the
initial step in image registration [Ardekani et al., 1997]. It is also used in evaluation of patho-
logical brains by estimating the departures from bilateral symmetry in the cerebrum [Stegmann
et al., 2005]. Similarly, in cardiac MRI standard views are used to assess anomalies. Because
of the complexity of cardiac anatomy, the appearance of relevant structures can exhibit large
variance according to the positioning of the imaging plane. During conventional cardiac MRI
acquisition, the localisation of short and long-axis of the heart requires a multi-step approach
that involves double-oblique slices, exhibiting both inter and intra-observer variance [Lu et al.,
2011]. These steps include: (z) whole 3D pilot image acquisition, (ii) left ventricle (LV) locali-
sation, (éii) short axis orientation, (iv) 3-chamber view calculation, (v) landmark detection in

mid-ventricular slices, and (vi) 4- and 2-chamber view calculation.

2.3.2 Reinforcement Learning for Medical Image Analysis

Machine learning enables automatic methods to learn from data to either make a decision or
take an action. As discussed earlier in Section 2.2.2, ML algorithms can be classified into
three main categories: unsupervised, supervised and reinforcement learning. Unsupervised
learning methods rely on exploring and inferring hidden structures from unlabelled data. In a
supervised manner, the learning is done from a training set of labelled examples provided by

an expert. Reinforcement learning (RL) involves learning by interaction with an environment,
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which allows artificial agents to learn complex tasks that may require several steps to reach a
solution [Sutton and Barto, 1998b]. RL has been applied to several medical imaging applications
such as landmark detection [Ghesu et al., 2016, 2017a,b], tissue localisation [Maicas et al., 2017]
and segmentation [Sahba et al., 2006, Shokri and Tizhoosh, 2003], image registration [Krebs
et al., 2017, Liao et al., 2017], and view planning [Alansary et al., 2018], see Figure 2.18. The

following is a brief overview of the theory behind RL followed by the application of deep learning

to approximate its solution.

Image o Landmark . . . .
S Image Localization Image Registration View Planning

RL for image
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Figure 2.18: Previously published RL works with application to medical imaging analysis.

Reinforcement Learning

Inspired by behavioural psychology, reinforcement learning (RL) can be defined as a computa-
tional approach for learning by interacting with an environment so as to maximise cumulative
reward signals [Sutton and Barto, 1998b]. A learning agent interacts with an environment E
at every state s, as shown in Figure ?7?7. A single decision is made to choose an action a from
a set of multiple discrete actions A. Each valid action choice results in an associated scalar
reward, defining the reward signal, R. This sequential decision making can be formulated as a
Markov decision process (MDP), where each s, and a; are conditionally independent of all pre-
vious states and actions holding the Markov assumption. The main goal is to learn an optimal

policy that maximises not only the immediate reward but also subsequent future rewards. The
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optimal function can be computed directly given the whole MDP using dynamic programming.
However, in many applications (including in medical imaging) the MDP is usually incomplete,
where the agent cannot directly observe all states. RL approximates the optimal function it-
eratively by sampling states and actions from the MDP, and learning from experience. There
are several algorithms to solve an RL problem such as certainty equivalence, temporal differ-
ence (TD) and Q-learning. Recently, Q-learning have shown success in several medical image
analysis tasks [Ghesu et al., 2016, 2017a,b, Krebs et al., 2017, Liao et al., 2017, Maicas et al.,
2017, Sahba et al., 2006]. Similarly, in this work, @-learning methods are used as a solution for

the RL problem formulation of landmark detection.

Mt Current frame
i (state s,)

RL Scenario

New frame (state s,,,) Environment (£)

Figure 2.19: Illustrative diagram of a reinforcement learning scenario on video games. The
agent interacts with the environment by taking actions and receiving states (frames). The
optimal performance can be achieved by maximising the accumulated reward seen during the
agent’s lifetime.

-learning

Learning an optimal RL policy is defined as learning to map a given state to an action by
maximising the sum of numerical rewards r seen over the agent’s lifetime. The optimal action-

selection policy can be identified by learning a state-action value function Q(s,a) [Watkins
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and Dayan, 1992], which measures the quality of taking a certain action a; in a given state s;.
The @-function is defined as the expected value of the accumulated discounted future rewards
Elrir +9rice + - +9" el  al. v € [0,1] is a discount factor that is used to weight future
rewards accordingly. It can represent the uncertainty in the agent’s environment by providing
a probability of living to see the next state. This value function can be unrolled recursively

(using the Bellman Equation Bellman [2013]) and can thus be solved iteratively:
Qii1(s,a) =E [r +ymax Q;(s',d') |, (2.6)

where s’ and @’ are the next state and action. We can find the optimal action for each state by

solving Equation 2.6. The optimal action will have the highest long-term reward Q*(s, a).

Deep Q-learning (DQN)

The advent of deep learning has fuelled the current highly active RL research field. Mnih et al.
[2015] proposed using a deep CNN to approximate Q(s,a) ~ Q(s,a;w), where w represents
the network parameters. This is known as deep Q-network (DQN), and achieved human-level
performance in a suite of Atari games. Approximating the ()-value function in this manner

allows the network to learn from large data sets using mini-batches, see Figure 2.20.

A naive implementation of DQN suffers from instability and divergence issues because of: (i)
the correlation between sequential samples, (ii) rapid changes in @-values and the distribution
of the data, and (7i) unknown reward and @-values range that may cause large and unstable
gradients during backpropagation. This can be tackled [Mnih et al., 2015] by using a target
Q(w™) network that is periodically updated with the current Q(w) every n iterations, where
w™ represents the frozen weights of the target network. Freezing the target network during
training stabilizes rapid policy changes. To avoid the problem of successive data sampling, an
experience replay memory (D) [Lin, 1993] can be used to store transitions of [s,a,r, s'] and
randomly sampling mini-batches for training. The approximation of best parameters w* can be

learned end-to-end using stochastic gradient descent (SGD) of the derivative of the DQN loss
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Figure 2.20: The original DQN architecture used for playing Atari games. The network is
composed of three convolutional layers and two fully connected layers, where each hidden layer
is followed by a ReLLU activation function. The input of the network is the last 4 image frames
of size 84 x 84. Figure courtesy [Mnih et al., 2015].
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function Mé’—ff), where:

Lpon(w) = Es 09D |:<7“ + max Q(s',d;w™) — Q(s, a; w))Q} ] (2.7)

In order to prevent (Q-values from becoming too large, also to ensure that gradients are
well-conditioned, rewards r are clipped between [—1,+1]. This trick works for most of the
applications in practice, however, it may have the drawback of not differentiating between small
and large rewards. Below two recent state-of-the-art improvements to the standard DQN are

outlined, and evaluated experimentally for landmark detection and view planning in Chapter 5.

Double DQN (DDQN)

In noisy stochastic environments, DQN [Mnih et al., 2015] sometimes significantly overesti-
mates the values of actions [Hasselt, 2010]. This is caused by a bias introduced from using
the maximum action value as an approximation for the maximum expected value. The max
operator, max Q(s’,a’;w™), uses the same values to select and evaluate an action resulting in
selecting overestimated (overoptimistic) values. Hasselt [2010], Van Hasselt et al. [2016] pro-
posed a solution, a double DQN (DDQN), to mitigate bias by decoupling the selected action
from the target network. Thus, the current network is used for the action selection resulting in

a modified loss function:

Lopan (@) = Eapasmn {(r 4 max Qs Qs aiw)i ) — Qs w)ﬂ L (28

DDQN improves the stability of learning and may translate to the ability to learn more
complex tasks. The results of DDQN [Van Hasselt et al., 2016] illustrate reduction in the
observed overestimation and better performance than DQN [Mnih et al., 2015] on several Atari

games.



52 Chapter 2. Background and Related Work

Duel DQN

(Q)-values correspond to the quality of taking a certain action given a certain state Q(s,a). Wang
et al. [2015b] proposed to decompose this action-state value function into two more fundamental
notions of walue. The first is an action-independent value function V(s), which provides an
estimate for the value of each state without having to learn the effect of each action. The
second is an action-dependent advantage function A(s,a), which calculates potential benefits
of each action. Intuitively, the Q)-function learns separately how good a certain state is and
how much better taking a certain action would be compared to the others. The new combined

dueling DQN function is defined as:

Q(s,a) = A(s,a) + V(s). (2.9)

This can be implemented by splitting the fully connected layers in the DQN architecture to
compute the advantage and state value functions separately, then combining them back into a

single Q-function only at the final layer with no extra supervision, see Figure 2.21.
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Figure 2.21: Duel DQN architecture, which splits the fully connected (FC) layers into two
paths: the state value V (s) and action advantage A(s,a) functions.

Duel DQN can achieve more robust estimates of the state value by decoupling it from
specific actions. s is more explicitly modelled, which yields higher performance in general.
Duel DQN [Wang et al., 2015b] shows better results than the previous baselines of DQN [Mnih
et al., 2015] and DDQN [Van Hasselt et al., 2016] on several Atari games. In summary, duel

DQN and DDQN introduced vast improvements in performance compared to DQN, yet it does
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not necessarily result in better performance in all environments.

2.3.3 Related Work

Anatomical Landmarks Detection

Typical landmark localisation methods can be categorized into three approaches: registration,
appearance-based and image-based. The first category depends on robust rigid or non-rigid
image registration techniques to match corresponding points of interest between target and
reference images [Potesil et al., 2010, Rueckert et al., 2003]. Appearance-based methods rely
on spatial priors that capture the location of different landmarks by learning an appearance
model [Milborrow and Nicolls, 2014, Potesil et al., 2015, Zhou et al., 2009]. Image-based
methods learn a set of image features located around the anatomical landmarks [Betke et al.,

2003].

In the literature, most of the published works have adopted machine learning algorithms
for landmark detection by learning a combined appearance and image based model. For exam-
ple, Criminisi et al. [2013] proposed a regression forest-based landmark detection framework
to locate organs in full-body CT scans, which uses Haar-like appearance features. Despite
being fast and robust, this approach achieves less accurate localisation results for larger organ
structures. Gauriau et al. [2015] extended the work of [Criminisi et al., 2013] by incorporating
statistical shape priors derived from segmentation masks with cascaded regression. Oktay et al.
[2017] used a stratification-based training model for a decision forest, where the latent variables
within the stratified trees are probabilistic. Urschler et al. [2018] proposed a unified random
forest framework combining appearance information with geometrical distribution of landmark
points. These methods achieve robust results for locally similar structures by learning partic-
ular hand-crafted features, extracted from training data. However, the design of such features

requires prior knowledge about the points of interest.

With the success of deep learning in different image-based applications, Zheng et al. [2015]

proposed a two-stage approach for landmark detection using CNNs. The first stage comprises
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of a shallow network with one hidden layer that is used to extract a number of 3D point
candidates using a sliding window. This is followed by a deeper network, which is applied
on image patches extracted around the selected points. Zhang et al. [2017] proposed a similar
approach utilizing two CNNs to learn 3D displacements to a common template, which is followed
by another convolutional layer for predicting the coordinates of multiple landmarks jointly.
The first network is trained using image patches, whereas the second network shares the same
weights from the first network with extra layers. The second network is trained using the whole
image instead of patches to learn global information on top of the local information learned by
the first network. Payer et al. [2016] adopted a CNN to model spatial configurations to detect
multiple landmarks. The first block of their architecture generates local appearance heatmaps
for individual landmark locations. Subsequently, the relative position of a single point with
respect to the rest of the landmarks is learned through another convolutional kernel. The final
heatmap combines both local appearance and spatial configuration between all landmarks.
In order to capture global as well as local information, Andermatt et al. [2017] presented
a method based on multi-dimensional gated recurrent units combining two recurrent neural
networks. The first network detects a candidate region around the point of interest followed
by a second network for more accurate localisation. All previous methods rely on learning the
search strategy and localisation in two stages. This may increase the possibility that the second

stage misclassifying multiple candidates from the output of the first stage as positive.

Ghesu et al. [2016] adopted a deep RL-agent to navigate in a 3D image with fixed step actions
for automatic landmark detection. The artificial agent tries to learn the optimal path from any
location to the target point by maximising the accumulated rewards of taking sequential action
steps. Xu et al. [2017], inspired by [Ghesu et al., 2016|, proposed a supervised method for
action classification using image partitioning. Their model learns to extract an action map for
each pixel of the input image across the whole image into directional classes towards the target
point. They use an FCN with a large receptive field to capture rich contextual information
from the whole image. Their method achieves better results than using an RL agent, however,
it is restricted to 2D or small sized 3D images due to the computational complexity of 3D

CNNs. In order to overcome this additional computational cost, Li et al. [2018a] presented
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a 2.5D patch-based iterative CNN to detect individual or multiple landmarks simultaneously.
Furthermore, Ghesu et al. [2017a,b] extended their RL-based landmark detection approach to

exploit multi-scale image representations.

View Planning

Ardekani et al. [1997] proposed a method to automatically detect the mid-sagittal plane in 3D
brain images by maximising the cross-correlation between the two image sections on either side
of the sought plane. Stegmann et al. [2005] proposed to use a sparse set of profiles in the plane
normal direction and maximise the local symmetry around them. In [Le et al., 2017, Lu et al.,
2011], they proposed an automatic view planning algorithm for cardiac MRI acquisition. Their
methods are based on learning the anatomy segmentation and detecting anchor landmarks in
order to calculate standard cardiac views. These methods require prior knowledge of the whole
3D image for the purpose of plane detection. This involves manual annotation of anatomical
landmarks, which is a tedious and time-consuming task. In our method, we use the acquired

standardized views for cardiac scans in training without any manual labelling.
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Abstract

This chapter presents a novel method for the correction of motion artefacts that are present
in foetal Magnetic Resonance Imaging (MRI) scans of the whole uterus. Contrary to previous
slice-to-volume registration (SVR) methods, requiring an inflexible anatomical enclosure of a
single investigated organ, the proposed patch-to-volume reconstruction (PVR) approach is able
to reconstruct a large field of view of non-rigidly deforming structures. It relazes rigid mo-
tion assumptions by introducing a specific amount of redundant information that is exploited
with parallelised patch-wise optimization, super-resolution, and automatic outlier rejection. An
efficient parallel implementation of PVR is also provided for allowing its execution within rea-

sonable time on commercially available graphics processing units (GPU), enabling its use in the

o6
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clinical practice. PVR improves the reconstruction accuracy in the presence of affine motion
artefacts compared to conventional SVR in synthetic experiments. Furthermore, the perfor-
mance of PVR is evaluated qualitatively and quantitatively on real foetal MRI data subject to
maternal breathing and sudden foetal movements. The evaluation is done with respect to the
originally acquired data using threee quality metrics: peak-signal-to-noise ratio (PSNR), struc-
tural similarity index (SSIM), and cross correlation (CC). Dissimilarity maps based on SSIM
are shown to provide a method for visual inspection of reconstruction uncertainty. Further-
more, distance errors were measured for selected anatomical landmarks in the foetal head, as
well as the mean and mazimum displacements resulting from automatic non-rigid registration
to a motion-free ground truth image. These experiments demonstrate a successful application

of PVR motion compensation to the whole foetal body, uterus and placenta.

3.1 Introduction

The main aim of the proposed method in this chapter is to facilitate the automatic recon-
struction of whole collections of motion corrupted stacks without the need of corresponding
image segmentations. By treating rigid image patches as piecewise constant segments of organs
further allows limited correction of non-rigid tissue motion. This patch-to-volume reconstruc-
tion (PVR) finds automatically rigidly connected areas, which can be used as segmentation
prior for further refinement using conventional SVR in small regions of interest. A multi-scale
patch approach is also introduced in Section 3.2.1, and the reconstruction quality thoroughly
evaluated on the whole uterus including the foetal brain and placenta. The breaking points of
SVR and variations of PVR on synthetically motion corrupted brain phantom data is tested
in Section 3.5.1. The presented approach is the first method that is able to reconstruct foetal
organs and detailed 3D volumes of secondary, non-rigidly moving structures such as the pla-
centa. It also evaluates the non-rigid deformations that may result from PVR using anatomical

landmarks annotated in the foetal head and non-rigid registration.

SVR-based motion compensation methods make use of the assumption that rigid regions,
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e.g., brain and thorax, of 2D input slices deforms rigidly, where a global 3D volume is recon-
structed by iteratively registering these 2D input slices. In order to increase the granularity of
the input data, 2D image patches of arbitrary shape are used instead of whole slices for SVR
reconstruction. Section 3.2.1 explores square patches and dilated superpixels [Achanta et al.,
2012] for the definition of the patch shape. Superpixels provide a method to define semantically

meaningful regions while reducing the required data redundancy and computational overhead.

3.2 Method

PVR relies on the fact that certain regions of the scanned anatomy are rigid and can be
reconstructed with SVR algorithms. However, unlike SVR, it is fully automatic and provides
a full field of view reconstruction. Data consistency is obtained by oversampling a region of
interest at different scan orientations. Robust statistics can be used to identify mis-registered
or heavily corrupted data [Gholipour et al., 2010, Kuklisova-Murgasova et al., 2012]. Figure 3.1

depicts a schematic overview of the proposed PVR framework.
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Figure 3.1: Schematic and modular overview of the proposed patch-to-volume reconstruction
(PVR) framework. The key parts are 3D-3D registration, patch extraction, 2D-3D registration,
super-resolution, and EM-based outlier removal. Core contributions of PVR are written in red
and marked with asterisk.
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3.2.1 Input Data and Initialisation

A template stack is either manually or automatically chosen from available input stacks by
detecting the stack with fewest motion artefacts [Kainz et al., 2015a]. Global intensity matching
is applied to normalise intensity values of all input images around the mean of the reference
image. This is followed by global 3D-3D alignments to spatially initialise the reconstruction

target. Input data can be represented as stacks of 2D images (patches) consisting of:

Y = {ys|s € S}, (3.1)

where y; is a patch of arbitrary 2D-shape and indexed by the location s. S is the set of all
locations in all p stacks, S = {s1,52,...,sum}, and M is total number of patches. Each y; is
assigned an initial transformation 6 from the result of the 3D registration to the reference
image. The final transformation of voxel location p, in X to a pixel location py in a patch y;
can be represented as:

T=W;'(s)-07"(s)- W,, (3.2)

where W and W, represent image-to-world and world-to-image transformations. The trans-

formed voxel p,(z,y,2,1)T from X to a pixel pi(7,7,0,1)T in y, is then defined as:

Pk = T'pr' (33)

Patch Extraction

In the simplest naive case the shape of y, is square defined via its edge length a and stride
w. This definition is generally applicable to any kind of oversampled motion corrupted data.
If @ and w are fixed, no prior knowledge about the data is assumed. However, ideally each y;
corresponds to a meaningful subregion of the volume in which motion can be characterized as
rigid. Typically, square patches are overlapping to provide redundant representations of the
same locations. The computational expense of such an approach increases with patch number

and size a. Additional consideration must include the inherent trade-off between a and the
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assumption of it containing rigid motion.

An alternative to naive shape definitions of y; is to find correlation between voxel locations
and their neighbors, which can be found by unsupervised image segmentation techniques such
as superpizels (SP) [Achanta et al., 2012]. These techniques allow similar-sized segments to be
obtained from local intensity information (see Figure 3.2) instead of employing dense sampling
of overlapping patches, enabling the image reconstruction with fewer but more useful data
blocks. Further, reducing the total amount of required data blocks for reconstruction lowers
the computational overhead, positively impacting the overall run-time. Additionally, larger
rigid areas require less computational effort for image registration and super-resolution, and
more importantly less dependency on inherent image data parameters (e.g., voxel spacing,

organ size, subject size).

There are several techniques for generating SP in the literature [Achanta et al., 2012, Felzen-
szwalb and Huttenlocher, 2004, Vedaldi and Soatto, 2008], while a fast and efficient SP approach
is desirable for the clinical practice. Simple linear iterative clustering (SLIC) [Achanta et al.,
2012| obtains regular SP based on minimising the distance D between the centroids of SP with

an initial step size a. D is defined as:

D= \/dc2 + (%)th, (3.4)

where d. and d, are the intensity and spatial Euclidean distances that are controlled by the

adaptive compactness parameter ¢t for each SP. A defined number of SP centers can be ap-
proximated using: N, ~ k\/m , where n is the number of voxels in an image of size d,, d,
and k a constant factor Kainz et al. [2015b]. Here, a regular grid is used for initialisation with
a constant distance a between SP centroids so that Ny, = %z + %y and dilate by 7%. Thus,
instead of providing a target number of SP, N, is defined by the image size and a controls the

relative size of the SP.
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2D Input Slice

2D Superpixel

Figure 3.2: An illustrative figure showing both square patches and superpixels methods for
the patch extraction step. A 2D superpixel shows more flexibility than a square patch in
extracting rigid regions or similar voxels. In practice, superpixels are dilated with few pixels to
include some contextual information in order to increase the accuracy of the patch to volume
registration step.
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Multi-scale Patches

Although larger patch regions are less likely to include rigidly connected regions, they may
perform better during 2D-3D registration due to the additional contextual information of each
patch. In contrast, smaller patch sizes are more likely to represent rigidly deformed regions, but
provide less contextual information, potentially affecting the 2D-3D registration. A good trade-
off between the size of the patch region and the likelihood of rigid motion needs to be found.
Here, multi-scale patches are used for reconstruction to exploit the advantages of different patch

sizes. Input data are represented as stacks of 2D patches:

Yi = A{ysls € Si, (3.5)

where, instead of using the same Y as a unique input, a different scale of Y; is used for each
iteration 7 at 7% of its original size. Similar to Equation 3.1, S; is the set of all locations in
all p stacks but with different size for each iteration 7. This is done by re-calling the patch
extraction module with a different patch size (see Figure 3.1). Additionally, to increase con-
textual information for estimating the transformations, y, superpixel patches are overlapped
by dilating each with ~ pixels using a flat structuring element b of a fixed neighbourhood (e.g.
26 pixels), hence g5 = ys @ b. Smaller v values result in a faster reconstruction. Ideally = is

> 50% of a, ensuring that every pixel is covered by multiple samples.

3.2.2 Patch-to-Volume Registration

An HR-image X is reconstructed from a number of motion corrupted patches y, using 2D-
3D registration-based super-resolution similar to [Kainz et al., 2015a, Kuklisova-Murgasova
et al., 2012, where an accurate PSF calculation is used to generate a gradually improving
approximation of X and further employed to initialise the 2D-3D registration and computation

of robust statistics. The PSF is applied to update the intensity values during the patch-to-
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volume registration by updating X iteratively using:

X(pr™) = PSF(px — p}) - Ls(pr) + X (01, (3.6)

where pj is the simulated point from the current X to patch ys. I5(pg) is the intensity value at

location k in patch ;.

In [Kainz et al., 2015a, Kuklisova-Murgasova et al., 2012], the PSF is a sinc function for the
in-plane and is the slice profile for the through-plane, measured for the employed MRI sequence
(ssFSE), according to [Jiang et al., 2007]. For a better approximation of small values close to
0, the PSF’s implementation is based on the Taylor series approximation of the sinc function.
The series is truncated after several terms and bound the remainder based on relative error e.

The Taylor series approximation of the sinc function is defined as:
sinc(R)=1— —4+ —— —+---. (3.7)

This approximation of the PSF achieves qualitative improvement of the reconstructed image
compared to the sinc implementation. An example from the first iteration of a foetal brain
reconstruction is shown in Figure 3.3. This is expected since Taylor series approximation is
common for computations requiring a high level of accuracy close to the machine precision

limits of floating point computations [Goldberg, 1991].

During the optimization process, individual 2D patches are continuously rigidly registered
to the current 3D reconstruction of X and reintegrated into X using iterative super-resolution
with gradient descent optimization. Any similarity metric can be used as a cost function for
the registration step such as mutual information [Kuklisova-Murgasova et al., 2012, Rousseau
et al., 2006], cross correlation (CC) [Jiang et al., 2007, Kainz et al., 2015a], or mean square
intensity differences [Gholipour et al., 2010, Kim et al., 2010]. Choosing the best similarity
metric for reconstruction depends on the input data. CC has been found to be effective for
input data with similar intensity distribution [Penney et al., 1998]. In these experiments, CC is

employed as the similarity metric for 2D-3D registration, after rescaling the intensities between
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(a)

Figure 3.3: Example for the observed differences in the first iteration of a foetal brain MRI
reconstruction (a). (b) shows a magnified region using a sinc function for the PSF similar
to [Kainz et al., 2015b] and (c) shows the result from using a Taylor series approximation of the
sinc function as used in this work. Taylor series approximation allows a better approximating
of small values close to zero. (d) shows the difference between both images.

the input stacks.

3.2.3 Super-resolution

Given that the position and orientation of each patch y, relative to X is known at any point
k, patches y! can be simulated from sampling the current approximation of X using the PSF.
X can subsequently be iteratively improved by minimising the error between y, and y¥. Gra-
dient decent is used for the optimization. The optimization has to be regularised to prevent
amplification of registration error, noise and under-sampling artefacts. Adaptive regularisation

is applied to reduce smoothing effects. This results in an objective function defined as:

I PSE(py =P+ A3 0 (p“;' I p?"), (38)

with ¢(t) = 2¢/1 + 2—2, voxel locations p, € X, d a vector between the index of a voxel and one
of its 26 neighbours, and ¢ a parameter that controls when the gradient between neighbouring
voxels is considered to be an edge. For the data used in these experiments, a gradient magnitude
between 100 and 400 yields good results. The regularisation term represents edge preserving

filtering [Charbonnier et al., 1997] and is used similarly as presented in [Kainz et al., 2015a]. A
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is decreased after each iteration. Following the experimental findings in [Kuklisova-Murgasova

et al., 2012] a suitable starting value for ) is 0.862, halved after every iteration.

3.2.4 EM-Based Outlier Removal

Correctly registered patches s should provide a higher contribution to the final reconstruction,
presenting a low error e when compared to the original image data. Gholipour et al. [2010]
initially introduced an approach to account for outliers during super-resolution based on Huber
function statistics. Similar to [Kuklisova-Murgasova et al., 2012], the expectation maximisation
algorithm is employed for outlier removal by classifying ¢ and the included pixels into an inlier

2

and outlier class. A zero-mean Gaussian distribution G,(e) with variance ¢° is used for the

inliers and a uniform distribution with constant density:

m= ! (3.9)

mazx(e) — min(e)

for the outliers. This makes use of available, highly redundant information (i.e., overlapping
Us), to find partly matching patches and to depreciate or fully reject erroneous voxels. The

log-likelihood for each patch is maximised using:

ys|logP(Y, @) = Z logP(e|o,c), (3.10)

to be part of a region of rigid motion. ® is the current estimate of the reconstructed volume X,
the variance o2 of the errors e, and the proportion of correctly matched voxels c. The posterior

probability for a pixel € gy, being identified as inlier is

G,(e)c

G,(e)c+m(l—c) (3:.11)

p:

The updates of ¢ and o2 are computed as:

p= /(ZpQ)/N, (3.12)
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where N is the number of pixels in g, [Kuklisova-Murgasova et al., 2012]. An inlier and outlier
probability is then defined for each ¢, and excluded from processing if classified as an outlier
(e.g., if it contains structures moving in opposite directions during scanning, such as the foetal
head and thorax). Only if information in g, is consistent with the originally acquired data, will

the registered patch contribute to the SR reconstruction of X.

Identification of rigid regions and SVR refinement: The rigidity of regions is mea-
sured by keeping track of the probability p of each pixel of every y,. This allows the identifica-
tion of locations best fitting the rigid 2D-3D registration constraints. Candidate regions, that
contain rigid motion components, can be identified by combining p and p into a 3D volume
utilizing the same PSF as used in the reconstruction. This can further initialise the rigid SVR

reconstruction and visualize the data uncertainty during reconstruction.

3.3 Implementation

Parallelization:

The high data redundancy required for the proposed approach makes conventional single
threaded implementation practically not feasible. Computational complexity of PVR is expo-
nentially higher than SVR, depending on the employed patch overlap. For optimal performance
PVR is implemented via general-purpose programming on graphics processing units (GPGPU)
using the compute unified device architecture (CUDA, NVIDIA, Santa Clara, CA) language
[Nickolls et al., 2008, Sanders and Kandrot, 2010]. CUDA is a highly evolved single instruc-
tion multiple data (SIMD) programming language, which allows a large part of the proposed
framework to be mapped onto GPU hardware. Currently, CUDA is the only high-level general
purpose GPU language that provides bi-directional texture access via surfaces in a kernel, which
is essential for the efficient implementation of certain parts of the reconstruction framework.

This section discusses PVR’s key implementation details.

A modular design is used to allow experimentation with the separate components of the

algorithm. An overview of this design is shown in Figure 3.4. The modules are encapsulated
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in a CUDA library, which can be used independently from the instantiating framework. The

successor of IRTK! is used for interfacing with medical image data.

[ L J [ L J

data structures:
main . . PSF-based > X 3D reconstruction volume
image /0 3D-3D sfack/pjt:kage init/update robust initialize patch-based super-resolution simulate patches point-spread function
g

g on
(EM) representation 3D volume -> 2D patch 2D patch to 3D volume patch-based volume with
flow control 2D patch -> 3D volume | 2D patch transformations

( RN 3 J d J

Figure 3.4: The software modules defined for the implementation of the proposed approach.
For implementation details, please refer to the provided source code.

PVR exploits three major opportunities for parallel processing:

I. Patch-level: Individual patches are mapped to blocks of a CUDA computing grid and
the contained voxels are mapped to individual threads. Depending on the used GPU
hardware, patch processing can also be mapped directly to the computing grid, such
that each thread works on a complete patch (limited by the employed patch size). The
resulting thread divergence provides opportunities for advanced GPU scheduling strate-
gies [Steinberger et al., 2012] and for a direct translation of optimization strategies for

image registration, for example patch-wise gradient descent.

II. Voxel-level: For the parallelization of PSF-based super-resolution and robust statistics,
a similar three-fold procedure definition is followed as used in [Kainz et al., 2015a]. The
voxels within each patch are processed using kernel level parallelization and parallel pixel-

volume, volume-pixel, and volume-volume procedures are applied.

ITI. Patch-batch: PVR scales to multiple GPUs through distributing independent subsets of
patches over the desired number of devices. Synchronization is done through averaging of
the resulting sub reconstruction volumes on the master GPU. Initial 3D-3D registration

is performed on a single master GPU, which allows optimal coalesced memory access.

Availability of Source Code

The source code of a C++/CUDA implementation of the proposed method, including par-

allelization strategies, is publicly available on GitHub repository 2. The source code for the

"https://github.com/BioMedIA/MIRTK
’https://github.com/bkainz/foetalReconstruction
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implementation of PVR is licensed under MIT license.

3.4 Evaluation and Experiments

3.4.1 Evaluation of Global Image Quality

Evaluation of adult brain MRI reconstruction: The performance and limitations of PVR
are evaluated in terms of accuracy and robustness with synthetic deformations of adult brain
data. Similar to [Gholipour et al., 2010], an isotropic 1 mm?3 T2-weighted adult brain phantom
with no noise obtained from the Brainweb database [Cocosco et al., 1997] is used for this

experiment. Three experiments with different deformations are performed, namely:

[. Rigid Transformation: Synthetic rigid motion artefacts are generated by translating the

axial, sagittal and coronal images with £d,mm in the x-direction.

1 0 0 d,

0O 10 O
sz = 9

001 0

00 0 1

I1. Bulk Transformation: Synthetic bulk motion artefacts are generated by rotating the upper

half of the original image with +607 around the z-axis.

1 0 0
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0
0 cos(f,) —sin(f,) 0
0 sin(f,) cos(@,) O
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III. Non-rigid deformation: Synthetic non-rigid motion artefacts are generated by skewing

(shearing) the axial, sagittal, coronal images using:

—
§Q

Ng
gz
N
o

Szyz Y

where one combined skewing value is used as: S,,. = tan(+0;,,) in the ryz-direction.
Following image deformation, a motion-corrupted 3D stack is constructed by sampling 2D
images from both motion-free and motion-corrupted stacks in an interleaved manner similar to
foetal MRI acquisition [Glenn and Barkovich, 2006b]. Where for the bulk motion experiment
a 3D stack is constructed by only rotating the upper half of the brain. Three stacks are used
for the reconstructions where each stack is sampled with a voxel size of 1.25x1.25x2.5 mmS3.
Standard axial, sagittal, and coronal orientations are shown in Figure 3.5. An HR image with

3

isotropic voxel size 1.25 mm? is reconstructed using SVR [Kainz et al., 2015a], square patch-

and superpixel-based PVR.

Evaluation of foetal organ MRI reconstructions: Evaluating the quality of recon-
structed foetal MRI is challenging due to the absence of motion-free ground truth data. For

this purpose, a novel approach for the evaluation problem is proposed based on the originally
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acquired slice images. Assuming that 2D in-plane patches extracted from the original stacks
contain no motion artefacts, they are used as gold standard and compare with corresponding
simulated patches from the reconstructed volume. Evaluation metrics (see Section 3.4.1) are
computed between the reconstructed input stacks and the final motion corrected image and
averaged over the whole volume. The foetal brain is typically used to assess the quality of
reconstruction as it moves rigidly, fulfilling the rigid motion assumption for SVR-based meth-
ods in the 2D-3D registration step. However, soft tissue organs such as the placenta deform

non-rigidly. For this reason, the placenta and whole uterus are selected as challenging test cases

for PVR and SVR.

Evaluation metrics: The following metrics are employed for measuring the quality of the

reconstructed image:

Cross-correlation (CC) to measure the similarity between the intensities of input (4, j) and

reconstructed image I(7, ) at the location (i, j), which is defined as:

1 S&E UG g) - L)L) — 1)
CC = Z p— : (3.13)

i=1 j=1

where N and M are the dimensions of a 2D slice.

The peak signal-to-noise ratio (PSNR) is used to measure the error introduced by motion

and is based on the mean squared error (MSE) between the original 2D in-plane patch and the

reconstructed image, which is defined as:

MSE = — i TP [I(i,j) — i, )] (3.14)

i=1 j=1

where N and M are the dimensions of a 2D slice. (i, 7) is the value of the pixel (7, j) from the

original 2D plane I, while I represents the reconstructed image. PSNR is defined as:

2

Imax
PSNR = 10log USE (3.15)

where [,,,, is the maximum intensity in the original image. An improved reconstruction quality
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usually results in higher PSNR. However, PSNR does not reflect well subjective human per-
ception of image quality as it is mainly based on estimating absolute errors between individual

pixels.

The structural similarity index (SSIM) accounts for image degradation as perceived changes

in structural information [Wang et al., 2004]. It measures the structural similarity by comparing
normalised local patterns of pixel intensities, which is similar to the human visual system’s

abilities to extract information based on structure. The SSIM is defined as:

(2urp7 + c1)(20;7 + ca)
(W3 +ci)(of + 03 +ca)’

SSIM = (3.16)

where py, pf, o3 and a; are the average and variance of the intensities of the original 2D in-
plane slice and the reconstructed slice respectively. o;; is the covariance of I and I. ¢ and
¢y are defined as (k;L)? and (koL)? in order to balance the division with weak denominator,
where L is the dynamic range of the intensities in image /. Similar to [Wang et al., 2004], k;

and ko are equal to 0.01 and 0.03 respectively.

Structural dissimilarity (DSSIM) heat maps are calculated in order to visualize the dissim-

ilarities between original and reconstructed images. DSSIM is calculated as a distance metric
derived from SSIM:

(1— SSIM)

DSSIM = (3.17)

3.4.2 Evaluation of Local Deformations

Compared to SVR, PVR relaxes rigidity constraints and may therefore introduce deformation
artefacts like shrinking of anatomical structures. Hence, the following two experiments are

performed to assess the geometric integrity of the 3D image reconstruction in terms of mm:

Evaluation with anatomical landmarks: A set of 3D anatomical landmarks, that
can be clearly defined in 3D reconstructions of real foetal MRI head scans, are used to assess

the accuracy of nonrigid deformations resulting from PVR compared to SVR. In particular,
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10 clinically relevant anatomical landmarks are selected in the eyes and sub-cortical region of
the foetal brain. These landmarks define stable anatomical structures of the corpus callosum
and the lateral ventricles.A clinical expert has chosen a set of 11 foetal MRI scans with the
best reconstruction quality of the foetal head using SVR. The reconstruction of this set from
the raw scan data is repeated using PVR with patches of size 32 and stride 16 pixels. Two
different observers have annotated the selected anatomical landmarks independently across the
11 subjects. The accuracy is assessed by calculating the average 3D Euclidean distance errors
between PVR and SVR (mean annotation points of the two observers), measured for each

landmark for all 11 subjects.

Evaluation of displacement: This experiment evaluates the quality of PVR in cases
of non-rigid motion between the scanned images using an approximated displacement error
measured on the simulated skewing motion experiment of the brain phantom. The reconstructed
images are first rigidly and then non-rigidly (b-spline [Rueckert et al., 1999]) registered to the
motion-free ground truth image. The transformations resulting from non-rigid registration
are used to transform a set of points sampled uniformly on a 3D grid (5% of the image size)
inside the brain area. To ensure a fair comparison, reconstructed images from high motion
skewing angles > 1.5° are excluded, which may affect registration to the reference image if the

reconstructed image is blurred or distorted.

3.5 Results

3.5.1 Global Image Quality

Reconstruction of adult brain MRI: Experiments on adult brain MR data using the Brain-
web database [Cocosco et al., 1997] includes introducing synthetic non-rigid motion artefacts
as described in Section 3.4.1. Example slices of standard planes of original and corrupted
data are depicted in Figure 3.5. Comparative experimental results of SVR and PVR recon-

struction methods are shown in Figure 3.6 for PSNR, SSIM and CC. For all metrics, PVR
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shows an improved performance over SVR, particularly in the presence of deformations with
higher skewing angles. Furthermore, superpixel-based PVR achieves performance similar to

PVR using arbitrary square patches, while requiring a lower number of input patches.

3.5.2 Reconstruction of Foetal Organs

Exemplary PVR and SVR reconstructions under motion introduced by kicking of the foetus
are shown in Figure 3.7. PVR reconstruction results show an improved visual appearance and

less blurring in the region with severe motion artefacts (arrow).

An example of a challenging clinical case with a kidney malformation in one of twin foetuses,
is shown in Figure 3.8. Clinical partners confirmed that such complications are easier to examine

and to quantify after PVR-based reconstruction.

Comparative experiments of PVR variants were carried out on 32 foetal MR scans at
gestational ages of approximately 20 weeks with voxel size around 1.00x1.00x2.50 mm? and
1.25x1.25x1.25 mm?, constituting challenging image corruption samples. The ssFSE T2-weighted
sequences data have been acquired on a Philips Achieva 1.5T, the mother lying 20° tilt on
the left side to avoid pressure on the inferior vena cava and aligned to the main axes of the
foetus. Tables 3.1 and 3.2 show numerical results of evaluating individual stacks before recon-
struction (baseline), and the final reconstructed image from 3-6 stacks using square patches
(a = 32 and w = 16), superpixels (a = 16,7 = 60%) and multi-scale superpixels (with initial
a = 16,7 = 60% and x1.5 scaling factor for every new iteration). Statistical testing between
baseline and PVR variants was carried out using paired T-Tests and differences between using
fixed or multi-scale and between square patches or superpixels were assessed via Two-factor
ANOVA with repeated measures. In Tables 3.1 and 3.2 the names of PVR variants are marked
in bold if statistically significant differences have been found during analysis, i.e., FS and MS
and/or Square Patches and Superpixel pairs are bold if the results between them differ

significantly.

The evaluation of the reconstruction quality of a whole 3D image into a single-valued metric
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Figure 3.6: Comparative reconstruction performance of SVR and PVR methods on synthetically corrupted Brainweb [Cocosco et al.,
1997] data using rigid translational transformations (1st column), bulk transformations (2nd column) and non-rigid skewing deformations

(3rd column). Left to right: PSNR, SSIM and CC over skew angle in degrees and translations in mm for SVR (blue), superpixel-

PVR (a = 16,y = 60%, yellow) and PVR using square patches (a = 32, w = 16, red).

based
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Figure 3.7: Example reconstructions of consecutive MR scans of a moving foetus (kicking):
input data (a) and corresponding cutting planes through an SVR- (b) and PVR-reconstructed
(c) volumes. SVR produces blurry but readable results because of high data redundancy and
outlier rejection through robust statistics. PVR with square patches of a = 32 and w = 16
appears visually superior. The arrow points at an area of substantial quality differences caused
by independent rapid movements of the leg.

Brain Placenta Uterus
Baseline 16.97 £ 3.77 19.95 £4.40 19.29 £+ 3.82
Square Patches Superpixels Square Patches Superpixels Square Patches Superpixels
FS 26.70 & 1.45 26.60 + 1.58 31.07 £ 1.35 31.00 = 1.46 2717+ 1.43 27.35+1.36
MS 27.03 £ 1.38 26.35 + 1.54 30.85 & 1.50 29.62 +1.30 26.87 +£1.31 26.40 +1.24

Table 3.1: Average PSNR results (N = 32) for the input stack (baseline) and PVR variants
with fixed (F'S) and multi-scale (MS) variants of square patches and superpixels. All mean dif-
ferences of PVR against baseline are statistically significant (p <0.05). Names of all statistically
significantly different PVR variants are stated in bold.
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Figure 3.8: Three viewing planes through the original motion corrupted scan of a moving twin
with a gestational age of 28 weeks (a) and PVR reconstruction using multi-scale superpixels
(b). For this dataset, the uterus is masked to save unnecessary computation time in areas
containing maternal tissue. The white arrow points at a unilateral multicystic kidney of one of
the twins.

Brain Placenta Uterus
Baseline 0.00 £0.01 0.00 £0.02 0.01 £0.03
Square Patches Superpixels Square Patches Superpixels Square Patches Superpixels
FS 0.51 +0.03 0.51+0.03 0.58 +0.03 0.58 +0.03 0.53 +0.03 0.50 +0.03
MS 0.48 +0.04 0.45 +0.05 0.54 +0.04 0.49 + 0.05 0.50 +0.03 0.47 +0.04

Table 3.2: SSIM results (N = 32) for the input stack (baseline) and PVR variants with fixed
(FS) and multi-scale (MS) variants of square patches and superpixels. All mean differences of
PVR against baseline are statistically significant (p <0.05). Names of all statistically signifi-
cantly different PVR variants are stated in bold.
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may not properly reflect the performance differences, as it is based on averaging values of
all the pixels of all the input stacks. Furthermore, Tables 3.1 and 3.2 indicates significant
differences between variants of PVR but these differences have only minimal qualitative effect
on reconstruction accuracy. Therefore, Figure 3.9 evaluates the reconstruction quality of PVR
additionally using dissimilarity heat maps based on the measured DSSIM (see Section 3.4.1).
This approach allows further qualitative evaluation and allows for uncertainty visualization of

PVR reconstructions.
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Figure 3.9: A sample 2D cutting plane through a motion-corrupted foetal brain (a) and placenta
(f), after PVR using square patches with a = 32 and w = 16 (b) and (g). The DSSIM heat
map for a baseline before reconstruction (c¢) and (h), and after PVR (d) and (i). The average
DSSIM of the foetal brain equals 0.497 (c) and 0.248 (d), while for the placenta equals to 0.491
(h) and 0.214 in (i).

3.5.3 Foetal Brain Reconstruction at Late Gestation

Examination of the brain is one of the primary uses for foetal MRI. While PVR’s primary aim
is to reconstruct large fields of view and non-rigid motion, the performance of PVR is evaluated
on the same conditions under which SVR is usually applied (accurate delineation of a brain

mask followed by rigid full slice to volume registration). This experiment evaluates if PVR can
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Figure 3.10: (a) Number of generated patches and (b) necessary additional overhead pixels (%)
of the different PVR variants versus their reconstruction PSNR quality of the whole uterus (see
Tables 3.1 and 3.2. Optimal results are found in the upper left corner of the plots, i.e., high
reconstruction quality and low computational overhead. The subject number is highlighted in-
side each circle marker. Multi-scale superpixels (MS-superpixel) achieve similar reconstruction
quality to fixed-size (FS-patch), multi-scale (MS-patch) square patches while clustering in the
area of minimal computational overhead.
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efficiently substitute SVR in pipelines where only the reconstruction of a single, masked rigidly

moving organ is required, i.e., for compensation of pure bulk motion.

Here, a second dataset comprising of ten mature foetuses (GA > 33 weeks) with little
motion) is collected. It contains expert brain segmentation and validated state-of-the-art SVR
reconstructions [Kainz et al., 2015a]. PVR is applied only in the delineated brain area and
compared to clinical SVR reconstructions in terms of PSNR, SSIM, CC and computational
overhead. In contrast to [Kainz et al., 2015b], where only a small area of the brain was
evaluated, the full brain mask is evaluated in this experiment. Patch parameters are chosen
similar to [Kainz et al., 2015b] (& = 32, w = 16), which performed best for square patches
according to the evaluation in [Kainz et al., 2015b] using the multi-scale superpixel approach.
Figure 7?7 shows that PVR provides similar reconstruction and motion correction quality for
the brain as would be the case if a tight expert mask [Keraudren et al., 2014] for a region of
interest would have been used for SVR. However, the computational overhead of processing
patches is always larger than if SVR is used. In this experiment SVR is considered to be the
baseline processing 100% of the available pixels. The required runtime of any PVR variant
will always be longer than if SVR is used for bulk motion compensation of a defined region of

interest.

FS-16 FS-24 FS-32 FS-40 FS-48 MS-16

PSNR 17.1 17.30  17.60 17.9 17.2 17.3
SSIM  0.441 0.473 0.464 0435 0.391  0.420
CC 0.682 0.691 0.715 0.721 0.659 0.678

Table 3.3: Comparison between fixed-scale (FS) and multi-scale (MS) superpixels reconstruc-
tion using 3 input images phantom brain deformed with skewing angle 6,,., = £1°.

3.5.4 Multi-scale Reconstruction

This section evaluates different scale parameters for the multi-scale superpixel reconstruction
to further assess the influence of the number of scales on the reconstruction quality. Similar

to the phantom brain experiment, the brain image is reconstructed from 3-stacks deformed
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Figure 3.11: Comparison of the best performing PVR parameters from [Kainz et al., 2015b]
for square patches and multi-scale superpixels with SVR for motion compensation of the brain
in mature (GA > 33 weeks) foetuses with little motion. PVR’s image quality is similar to the
small-area SVR method currently used in the clinical practice. The necessary patch overlap
for PVR requires more computation, which results generally in longer runtime for any PVR
variant.



82 Chapter 3. Motion Correction and Reconstruction

with skewing angle 0,,. = +1°. The ground truth image is used for evaluating quantitatively
each reconstructed image with five different scales as shown in Table 3.3. Multi-scale (MS)
reconstruction is configured to increase the scale of the patch by a factor of x1.5, four times
starting from a = 16 to 40 (2-iteration per each scale). Fixed-scale (FS) reconstruction is
configured to fix the size of the patch for every reconstruction iteration. Figure 3.10 and
Table 3.3 show that MS-PVR achieves similar performance as FS-PVR, while larger scale

patches result in a lower number of input patches and overhead pixels.

3.5.5 Local Deformations

Landmarks: The results for each landmark are summarized in Table 3.4. The inter-observer
error is 0.92+0.41 mm. The average distance between all landmarks in PVR reconstructions and
the mean landmark location in SVR reconstructions between the two observers is 1.13 4= 0.87
mm. In order to provide an indication of the scale of rigid motion being addressed in the
foetal brain landmark images, the estimated displacement distance of all 3D landmarks during
imaging is measured by calculating the distance between each annotated landmark and its
inverse-transformed point from the correspondent slice of an input stack, assuming rigid slice
motion for SVR. The maximum of the calculated displacements equals to 79.85 mm. The
total average equals to 13.58 + 15.23 mm for all landmarks, see Table 3.4. The p-values from
a paired T-test show that the difference between the error introduced between observers and
PVR can be considered to be not statistically significant (p = 0.0166)). Overall, this evaluation

demonstrates that PVR does not introduce notable structural distortion compared to rigid SVR.

Displacement: The mean and maximum displacement of 9 reconstructed images are calcu-
lated for SVR and PVR with different parameters. The results in Table 3.5 shows that PVR
with patch size of 64 achieves the smallest mean error, while this error increases with the

decrease of the patch size.
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Slice-to-volume | Inter-observer PVR-SVR
Landmarks . . p-value
motion [mm] error [mm] | distance [mm]
Left center of the eye 15.10 £ 15.90 0.95 £ 0.29 1.00 £ 0.43 0.7983
Right center of the eye 11.87 +£11.01 0.88 +0.40 0.96 +0.41 0.6381
Genu of corpus callosum outer aspect 13.86 £ 15.16 0.69 £ 0.36 0.83 £0.24 0.7670
Splenium of corpus callosum outer aspect 13.02 £ 15.06 1.08 £ 0.56 1.11+0.75 0.8901
Left Frontal horn of lateral ventricle 14.93 £ 16.83 1.03 £ 0.40 1.35£1.00 0.3296
Right Frontal horn of lateral ventricle 17.04 £ 18.83 0.90 £0.22 1.25+0.89 0.2511
Left occipital horn of lateral ventricle 13.40 £+ 14.59 1.04+0.34 0.98 £0.48 0.7483
Right occipital horn of lateral ventricle 11.41 £13.20 1.05+£0.38 1.05 £ 0.56 0.9906
Left temporal horn of lateral ventricle 12.89 + 15.88 0.69 + 0.36 1.28 £1.43 0.2278
Right temporal horn of lateral ventricle 11.83 +£12.76 0.80 + 0.46 1.47+1.33 0.1396
All landmarks | 135841523 | 092+041 | 1.13+£087 | 0.0166

Table 3.4: Motion in terms of the distance the 3D landmarks have been estimated (SVR) to
have been displaced during imaging, and the displacement of these landmarks between PVR
and clinically validated SVR reconstructions.

Displacement SVR

PVR- PVR-

PVR-

Superpixel 16 Patch 128 Patch 64

PVR-

PVR-

Patch 32 Patch 16

Mean 1.83 £ 1.55 1.58 £1.05
Max 4.91 +4.26 4.75 £ 3.66

1.70 £1.10

1.58 £1.03 1.67+1.07 240=£1.71
4.86+3.54 487£392 5.02+£3.92 5.72£4.09

Table 3.5: Mean and maximum displacement error in mm resulting from non-rigid registration
between different reconstructions and the motion-free adult brain phantom ground truth.

3.5.6 Performance Analysis

This section evaluates the computational performance of each PVR variant. Measuring the over-

all runtime is not meaningful because this would be highly machine specific and would include

data transfer overhead and non optimized functions. The runtime varied between 2000-4000

seconds on the testing machines, depending on the system configuration. Instead the compu-

tational overhead introduced by PVR is analysed in comparison to SVR. The overhead can be

measured by counting the number of processed patches and the number of additionally pro-

cessed voxels. These values are compared to the achieved reconstruction quality in Figure 3.10.

Multi-scale superpixels show significantly better performance than other PVR variants and

introduce only minimal necessary overhead while gaining similar image quality to more naive

PVR variants. Multi-scale superpixels are potentially five times faster than other variants.
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3.6 Discussion

PVR surpasses reconstruction performance of the state-of-the-art SVR method for cases with
considerable non-rigid deformations and inconsistent bulk motion. Different variants of PVR
have been evaluated using fixed-size and multi-size square patches, and fixed-size and multi-size
superpixels. ANOVA analysis has shown significant differences between these approaches for
different areas of the uterus. However, evaluation of motion compensation methods is difficult
especially due to the lack of ground truth in foetal MRI. Mapping the reconstruction quality of
a whole 3D volume into a single-valued metric may not properly reflect qualitative differences,
if based on averaging all measured values of all input stacks. Therefore, additional extensive
qualitative analyses are performed to present examples and evaluation based on structural

dissimilarity (DSSIM) heat maps.

While an SVR reconstruction is constrained by using whole orthogonal slices assuming
rigidity, PVR may introduce geometric deformations due to the relaxation of the rigidity as-
sumption to smaller patches instead of whole slices. For this reason, local deformations were
evaluated by selecting anatomical landmarks from the foetal head and compare PVR with
SVR, which shows that the difference is not statistically significant for individual landmarks.
Also dense, non-rigid registration are employed to further validate the geometric accuracy of
the reconstruction. Reconstructed images from SVR and PVR with different variants are non-
rigidly aligned to a motion-free brain phantom. The mean and maximum displacements of the
deformations are then calculated to measure the accuracy. Both experiments evaluate local
deformations, although the latter may include errors introduced by the imperfect non-rigid reg-
istration process. Maximum displacement errors are mainly observed in feature-poor regions
like the amniotic fluid, where automatic non-rigid registration does not perform well. Despite
showing strong evidence that PVR works well for the whole uterus, it should be noted that the
experiments to assess the reconstruction quality on brain anatomy do not necessarily extend
to the achieved reconstruction accuracy of other areas (e.g. moving limbs). Focused validation

of individual regions will be required for other, domain specific applications.

In addition to reconstruction and motion correction of the whole uterus, this chapter have
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demonstrated that the proposed method works for multiple births cases with multiple foetal
instances present in the volumetric image. These cases are more likely to have complications and
to undergo MRI during pregnancy but would require extensive manual effort to be successfully

reconstructed with state-of-the-art methods.

Although the proposed method is able to reconstruct the whole uterus automatically, small
parts like limbs that move rapidly between the acquisition of individual slices are more difficult
to recover. This is especially problematic for very young foetuses that have more space to move
inside the womb. In cases of rapid limb movements (>2 cm between individual slices) PVR is
not able to find structural consensus between overlapping patches and blurry image regions will
be reconstructed. This is a general problem of automatic intensity-based optimization methods
and methods that are able to understand the semantic content of each patch will likely be

required for future improvements.

PVR introduces a considerable computational overhead to the reconstruction stage of foetal
MR image processing pipelines. The amount of necessary additional redundant information is
evaluated to give a general idea about the expected runtime of different PVR variants. Patches
based on multi-scale superpixels are significantly more efficient than a naive implementation
of overlapping square patches, while maintaining a similar reconstruction accuracy. Quantita-
tively, square patches perform slightly better for the brain, which is most likely due to the rigid
nature of the enclosing skull. Superpixel-based patches achieve better results for regions that

are likely affected by non-rigid movements like the placenta and the whole uterus.

3.7 Conclusion

This chapter have introduced and evaluated the concept of patch-to-volume reconstruction
(PVR) in order to compensate non-rigid motion artefacts from foetal MRI scans without re-
quiring a defined region of interest. PVR splits the 3D input image into overlapping square
patches and superpixels and employs automatic EM-based outlier rejection to find consistent

data.
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PVR is able to automatically reconstruct whole collections of motion corrupted stacks with-
out the need for image segmentation and manual identification of rigid regions. Extensive ex-
periments have shown that PVR can reconstruct the whole uterus, selected foetal organs, and

secondary, non-rigidly moving pregnancy structures such as the placenta.

PVR’s reconstruction quality and computational performance has been evaluated quantita-
tively and qualitatively on an adult phantom T2-weighted brain with synthetic non-rigid motion
artefacts, as well as on the whole uterus from motion corrupted foetal MRI data including foetal

brain, placenta and cases with multiple births.
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Abstract

This chapter addresses this issue by automatic localisation and segmentation of the foetal
anatomy, in particular, the brain and placenta which are structures of interest for many foetal
MRI studies. Foetal MRI is emerging as an effective, non-invasive tool in prenatal diagnosis
and pregnancy follow-up. However, there is a significant variability of the position and ori-
entation of the foetus in the MR images. This makes these images more difficult to analyse
and interpret compared to standard adult MR imaging, which standardized anatomical imaging

aligned planes.

The first part of this chapter proposes an automatic method for foetal brain localisation. The
method is based on extracting superpizels from the input image, then a histogram of features
for each superpizel is computed using bag of words (BoW) of dense scale invariant feature
transform (DSIFT) descriptors. This is followed by constructing a graph of superpizels for
training a random forest classifier to distinguish between brain and non-brain superpizels. The
localisation framework has been tested on 55 MRI scans at gestational ages between 20-38
weeks. The proposed method is evaluated using 5-fold cross validation achieving a 94.55% brain

detection accuracy rate.

The second part proposes a fully automatic segmentation framework of the placenta from
structural T2-weighted scans of the whole uterus, as well as an extension in order to provide
an intuitive pre-natal view into this vital organ. The proposed method adopts a 3D multi-scale
convolutional neural network to automatically identify placental candidate pixels. The resulting
classification is subsequently refined by a 3D dense conditional random field, so that a high
resolution placental volume can be reconstructed from multiple overlapping stacks of slices. The
segmentation framework has been tested on 66 subjects at gestational ages 20-38 weeks achieving
a Dice score of 71.95+19.79% for healthy foetuses with a fized scan sequence and 66.89+15.35%
for a cohort mized with cases of intrauterine foetal growth restriction (IUGR) using varying scan

parameters.
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4.1 Foetal Brain Localisation

4.1.1 Introduction

Foetal MRI is an emerging field of research providing an important non-invasive tool for diag-
nosis and assessing foetal development. In particular, foetal brain localisation is important for
assessing the brain development and maturation. Defining the brain from scan images provides
useful measurements (e.g. reduced head circumference), which can be used for diagnosis foetal
growth restriction (FGR). In addition, it is a primary step for the majority of the automatic
motion correction techniques, as discussed in the previous chapter. This chapter proposes an
automatic method for foetal brain localisation from motion-corrupted MRI scans. The design
of such methods is challenging because of the high variability in the orientation, shape, and size
of the brain with the gestational age. Moreover, the unconstrained foetal movements affects

the image quality, especially in the out-of-plane direction (see Figure 4.1).

(a) axial (b) Coronal (c) Sagittal

Figure 4.1: Three orthogonal cutting planes through a stack of foetal MRI images. The quality
of the in-plane (coronal) slices is not affected by motion, however, there are inter-slice artefacts
appear in the out-of-plane views (axial and sagittal).

Previously, Anquez et al. [2009] presented an automatic method based on 3D template
matching to detect the eyes, enabling a subsequent 2D /3D graph-cut segmentation that extracts

the brain. This approach is based on 3D templates and lacks the flexibility necessary to deal
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with motion artefacts as well as foetal abnormalities. The methods proposed in [Ison et al.,
2012, Keraudren et al., 2013] address the variability of foetal MRI through machine learning.
Ison et al. [2012] proposed a random forest classifier first distinguishes between maternal and
foetal tissues before classifying different tissues of the foetal head, while [Keraudren et al., 2013]
combines prior knowledge of the foetal size with maximally stable extremal regions (MSER)
detection and a bag-of-words model. Table 4.1 summarises the limitation of the previous
methods. The proposed framework in this chapter tackles these limitation by constructing
superpixel graphs for training a random forest classifier. Where the outputs are the predictions

for each pixel in the input image to brain or non-brain tissues. The following section describes

the localisation framework in detail.

Template-based matching
[Anquez et al., 2009, Taimouri et al.,
2015, Taleb et al., 2013]

Feature-based learning
[Ison et al., 2012, Kainz et al., 2014a,
Keraudren et al., 2013]

Sensitive to noise, motion artefacts and
foetal abnormalities that may change the
appearance of the brain.

2D features are less sensitive to motion arte-
facts between slices. However, 3D context
information are essential for slices that con-
tain less pixels of the object of interest.

Sensitive to gestational age, as the ap-
pearance and size of the brain significantly
change during the foetal growth. A different
template per age is required.

Prior information (e.g. brain size and ges-
tational age) could be required for more ac-
curate results.

Difficult to generalize to a bigger datasets
with large variations.

It can adapt to new testing datasets by
training on new samples from the new data.

Table 4.1: Comparison between the methods used in the literature for foetal MRI brain lo-
calisation based on two many categories: (i) template-based matching, and (i) feature-based
learning.

4.1.2 Method

The proposed approach for the automatic localisation of the foetal brain consists of four main
steps as shown in Figure 4.2. Input data are composed of 3D foetal MRI datasets. The first
step is to divide each 2D slice into {Ny, ..., Ny} superpixels, in order to minimise the local
By clustering and constructing a single descriptor for each

redundancy in the input data.

superpixel, the impact of noise on each descriptor is reduced whilst preserving homogeneous
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regions that most likely belong to the same anatomical region. 2D superpixels are extracted
in the direction of the in-plane slices, whereas out-of-plane slices contain motion artefacts.
The second step is to calculate image descriptors for each pixel, then aggregate them into one
histogram h; for each i-superpixel. The third step is to build superpixel graphs based on each
superpixel’s neighbours. Then, each superpixel’s histogram is normalized with its neighbours
in the graphical model. During the fourth step, a random forest generates a probability map
of the brain for every superpixel. Finally, the output probability map is refined using another

auto-context classifier followed by selecting the largest 3D component.

Superpixel
Segmentation

> |Features Extraction | ! | Superpixel Graphs | > Classifier

ki

Figure 4.2: The automatic localisation of the foetal brain framework.

Superpixels

Extracting superpixels is a popular unsupervised image segmentation technique that clusters
image pixels into groups of pixels based on the correlation between each pixel and its neigh-
bours. In the literature [Achanta et al., 2012], many superpixel techniques have produced good
segmentation results, where their performance may vary according to the speed and accuracy.
Medical image analysis can be computationally expensive when compared to other image analy-
sis domains because of the shape and size of the scanned images (e.g. 3D volumes as opposed to
2D images). Here, the proposed framework adopts the simple linear iterative clustering (SLIC)
technique [Achanta et al., 2012], which is fast to compute while achieving a good segmentation
quality (as shown in Figure 4.3) with lower computational cost, so that the method scales well
when processing the many slices of a volume. SLIC segments pixels into compact and nearly

uniform superpixels. These segmentations are applied to the acquired 2D in-plane slices, where
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the foetal movements cause misalignment between these 2D slices. The number of superpixels
for each 2D slice is a hyper-parameter that needs to be adjusted carefully. Here, the ad-hoc
heuristics proposed by [Hair et al., 2006] is adopted to optimize superpixels for the foetal brain.
Where, this rule is scaled with a constant factor k£ € R.q. k is function of the total number of
pixels in a 2D input image n. Total number of superpixels s = [{ /Ny, ..., Ng}| in a 2D slice can
be defined as:

s k-+/(n/2). (4.1)

Figure 4.3: An illustrative example of segmenting a 2D in-plane foetal MRI slice into superpixels
using 4.1. Where s ~ 25 (a), s = 50 (b), and s ~ 100 (c) superpixels.

Image Descriptors

A bag-of-features model is constructed by extracting dense scale invariant feature transform
(DSIFT) [Vedaldi and Fulkerson, 2010] descriptors. This is done by first computing SIFT [Lowe,
1999] descriptors for each pixel in every 2D image in the training set at a fixed scale and orien-
tation. A visual vocabulary is then learned using k-means clustering of the DSIFT descriptors,
where their centres are used to quantise a dictionary of k words. The descriptors are extracted
from pixels by finding their closest matching word from the learned dictionary, aggregating
the frequency of words in each superpixel N; into one histogram h; with k-bins, as shown in
Figure ?7. The k-dimensional histogram acts as the final feature descriptor for each superpixel.

However, the descriptor is constructed in such a way that only contains local information about



4.1. Foetal Brain Localisation 93

Cluster 1 I
oo - M 8
Cluster 2 b
oo - M I i
[ ]
o B
. ]
o - - Cluster K
DSIFT Bag-of-words Histogram (superpixel)

Figure 4.4: An illustrative diagram of the constructed superpixel-based image descriptors.
DSIFT features are extracted for each pixel, then clustered using k-means buidling a dictionary
of k word (BoW). Finally, a histogram h; with k-bins is calculated using the frequency of words
in each superpixel N;.

the superpixel itself. This leads to a loss of the large-scale image context. Also, due to the
nature of the superpixels, their histograms of features tend to be sparse. Most of the DSIFT

descriptors within a superpixel are likely to be mapped to the same word.

Superpixel Graphs

To overcome the problem of sparse descriptors for superpixels, graphs of superpixels are con-
structed using the distance between the centroids of superpixels as edges [Fulkerson et al.,
2009]. These edges are weighted based on both spatial and geodesic distances. Firstly, the
centroid ¢; of each N; superpixel is computed. Then, the r neighbours are identified based on
the similarity score between two superpixels N; and N, with centroids ¢; and ¢,. The similarity
between two superpixels is defined as:

d(ci, o)

rNi,Nozl_ )
(N ) .

(4.2)

where d(-,-) is the Euclidean distance, and D is the length of the diagonal of the 2D image.
This normalises the score to be between [0, 1]. The closer f.(¢;,¢,) is to 1, the smaller is the
distance between these two centroids. This is followed by assigning weights w; for the extracted

r neighbours candidates based on the geodesic distances between their centroids. The geodesic
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distance is estimated using:
dr(NiaNo) :Zu(pj) _[(pj—1)|> (43)
j=1

where I(p;) is the intensity of the pixel p;, and m equals to the number of pixels located on
the straight line between ¢; and ¢,. Next, the weights w; are calculated by normalising d,, so
that w; = 1 when d, is the lowest and w; = 0 when d, is the highest. Finally, the histograms of

features for the extracted r superpixels are aggregated based on the calculated weights using:

> wih;
S (4.4)

;
> w;h;
=0

/1

where hy = h; or the histogram of the current superpixel in consideration. Learning-based
classifiers usually do not perform well when the input features have very different scales. Hence,
feature scaling is performed using [;-norm. Using graphs of superpixels enables the proposed
localisation method to overcome the motion artefacts between the 2D slices by extracting
the superpixel neighbours in 3D, which would be more difficult using graphs of individual
pixels. This is because of the nature of superpixels that most likely represent rigid regions, see
Figure 4.5. By selecting both spatial and intensity neighbours, the final selected features for
each extracted histogram are increased compared to the initial sparse features. Consequently,
this extend the extracted information to include the image context instead of using only local
information. Figure 4.5 shows an illustrative figure of the proposed superpixel-based graph in

both 2D and 3D.

Classification

A two class random forest (RF) [Breiman, 2001] is trained using the normalised feature vectors
to classify each superpixel as brain or non-brain. Each input image is annotated pixel-wise,
and each superpixel N; is assigned the class label [; that corresponds to the label with the

highest frequency inside it. After the initial classification, the output prediction are applied to
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Figure 4.5: The proposed superpixel-based graph in 2D and 3D. The red superpixel represents
the current superpixel in consideration, the r-spatial neighbours are coloured in blue, and the
neighbours with higher weights (w;) are coloured in green. wj; is calculated based on the
geodesic distances between the centroids of each superpixel.

train a second random forest along with 10% of the most important features used for training
the first classifier. The important features are computed using the contribution of each feature
on the decrease of the weighted impurity of a tree, averaged and ranked for the whole forest.
This results in adding an auto-context classifier [Tu and Bai, 2010] that can boost the classifier
performance and the classification accuracy. The output volume is then filtered by finding
the largest 3D component, which is the brain mask in this case, followed by a convex-hull

extraction [Barber et al., 1996] to obtain a clean homogeneous segmentation.

4.1.3 Experiments and Results

Data

The proposed framework has been tested on 55 foetal scans at wide gestational age between
20-38 weeks. Thirty subjects of these datasets are from healthy foetuses and 25 datasets are
from foetuses with intrauterine foetal growth restriction (IUGR). The data was acquired with
a 1.5T Philips MRI system using single shot fast spin echo (ssFSE) sequences with voxel size

0.8398 x 0.8398 x 4mm?. Ground truth labels were obtained by manual segmentation of the
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brain performed by expert observers.

Implementation

Pre-processing: The consistency of the input numerical attributes to any learning algorithm
is essential, and these values must be at the same scale. There are two common ways for rescal-
ing: (7) normalization using (x — min)/max scaling, and (4i) standardisation using (z — p)/v
scaling. The former results in values that are shifted and rescaled between [0 — 1], while the
latter results in a distribution with a zero mean value. Standardisation does not bound the out-
put values to specific range and less affected by outliers. Choosing the best rescaling method is
application-dependant, and it is usually chosen experimentally. Here, the input scan intensities

are standardised as a preprocessing step for the localisation pipeline.

Training: SLIC superpixel extraction [Achanta et al., 2012] is adopted for generating
superpixels that are optimized for foetal MRI data. The vifeat library [Vedaldi and Fulkerson,
2010] is used for generating DSIFT features and the scikit-learn library [Pedregosa et al., 2011]
is used for the random forest classifier. The code is implemented using python and MatLab
with the mex-c environment. To determine number of superpixels s per image, k is selected
equal to 5 in Equation 4.1. The number of neighbours selected for superpixel graphs r were
set to 25 calculated for each xy—plane in three slices. Number of sample pixels representing
the brain tissue (positive samples) are less than the number of non-brain or background pixels
(negative samples), skewed datasets. Hence, the positive and negative training samples are
balanced for the classifier by sampling training superpixels generated from a cropped volume

around the brain (+25% of the maximum brain diameter in the xy-plane).

Post-processing The prior knowledge that brains appear brighter in T2-scans allowed
to suppress some of the background pixels by thresholding any pixel less than 10% of the
maximum intensity value of the whole subject. All these parameters are chosen heuristically

on a validation dataset.
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Evaluation Metrics

In order to facilitate the comparison with previous published work [Ison et al., 2012, Keraudren
et al., 2013, the performance of the proposed method is evaluated using common metrics from

the literature, such as:

e Brain detection accuracy is defined as the extracted mask covering at least 70% of
the brain, similar to the definition presented in [Ison et al., 2012] but calculated for the

whole 3D brain for simplification.

e Centre of the brain detection accuracy is measured by calculating the percentage

of centres that lie inside the ground truth of the manually labelled brains.

e Brain coverage is measured by the percentage of the manually-labelled brain that are

covered by the segmented boundary box.

e Dice coefficient [Dice, 1945] is also applied to measure the segmentation accuracy of
the proposed approach. It measures the agreement between the segmented and ground

truth brain labels using:

2x TP
Dice = 4
S X TPY FP+ FN’ (4.5)

where TP, FFP and FN are the true and false positive, and the false negative pixels,
respectively. This is equivalent to size of the overlap between segmented and ground truth

labels divided by the total size of both. TP, FP and FN are visualised in Figure ?77.

Results

A 5-fold cross validation was used for evaluating foetal localisation approach (11 test patients
44 training patients per fold). The random forest classifier achieved an average accuracy score
of 96.17% per a superpixel basis. Table 4.2 shows the accuracy of the proposed approach
at different dictionary sizes k = 50, £ = 100, £ = 400 and k£ = 800. These results shows

that increasing the dictionary size or the histogram bins (sparsity) increases the dice accuracy.
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Figure 4.6: An illustrative figure for the dice score on a sample 2D MR image of the uterus.
Where the ground truth label (TP+FN) is in red; the segmented brain (TP+FP) is in blue;
the intersection is in green; and the background (TN+FP) is not coloured. The Dice score is
computed using Equation 4.5.

However, it also increases significantly the processing time of training and testing. These

experiments were done using parallel processing on a CPU with 32-cores and 128GB RAM.
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Figure 4.7: A plot diagram showing the accuracy of the proposed localisation approach at
different dictionary sizes k = 50, k = 100, £ = 400 and k = 800.

The brain localisation approach have achieved a 94.55% detection accuracy. It also could

detect the centre of the brain with prediction accuracy 98.18% of the test subjects while in [Ison
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Evaluation metric [Alansary et al., 2015] [Keraudren et al., 2013] [Ison et al., 2012]
k = 50 k = 100 k = 400 k = 800 | 2D SIFT 7 3D SIFT 7 Bundled SIFT | Axial 7 Coronal 7 Sagittal

Brain detection (% subjects) 87.27 89.09 94.55 90.91 98 85 100 91 98 28
Center in brain (% subjects) 80.00 81.82 98.18 98.18 - - - 67 81 53
Brain coverage (y £+ c%) 85.59 £ 30.51 | 85.9£28.2 | 90.03£16.63 | 90.54 £ 15.17 38 23 85 93 28 53
Dice coefficient (u + o%) 61.07£26.94 | 63.22+£2547 | 71.96+19 | 73.62+15.9 - - - - - -
Average train time (minutes) 31.55 50.25 256.09 424.93 - - - - - -
Average test time (minutes) 4.63 4.85 6.31 8.36 - - - - - -

Table 4.2: A comparison between the proposed foetal brain localisation approach [Alansary et al., 2015] compared to [Ison et al., 2012,
Keraudren et al., 2013]. The accuracy are measure based on the evaluation metrics explained in Section 4.1.3. Columns [2-5] show the
results of using different BoW dictionary sizes: k = 50, k = 100, £ = 400 and k& = 800. Columns [6-8] show the results from [Keraudren
et al., 2013] using: 2D, 3D and bundled SIFT features. Columns [9-11] show the results from [Ison et al., 2012] based on different
orientation: axial, coronal and sagittal, while the other methods are evaluated on all orientation. The accuracy numbers are the ones
reported in the published papers.
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et al., 2012] they achieved only 81%, 78% and 60% using coronal, axial and sagittal training
data. In addition, the proposed approach does not depend on the orientation of the acquired
data and it does not use any previous landmarks as in [Ison et al., 2012]. Keraudren et al.
[2013] achieved 100% detection accuracy of the brain; their method, however, requires previous
information about the gestational age of the foetus to find the expected size of the brain. This
information is later used to remove the outliers of the detected brain mask. The proposed
method has an advantage to be generic and does not require any prior information. Figure 4.8
shows the segmented brain at different cross sections for three test subjects with different dice

accuracy.
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(a) Sl-axial (b) S1-coronal (c) Sl-sagittal

(d) S2-axial (e) S2-coronal (f) S2-sagittal

(g) S3-axial (h) S3-coronal (i) S3-sagittal
Figure 4.8: The segmented brain at different cross sections (axial, coronal, and sagittal) for

three different test subjects S1, S2, and S3. The dice corresponding coefficients of S1=91.22%,
S2="70.01%, and S3=56.79%.
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4.2 Placenta Segmentation

4.2.1 Introduction

Recently, magnetic resonance imaging has revealed to be important for the evaluation of pla-
centa’s health during pregnancy [Routledge et al., 2015]. Quantitative assessment of the pla-
centa requires a segmentation, which proves to be challenging because of motion artefacts from
both foetal and maternal movements during image acquisition. Figure 7?7 shows an example of

the placenta in foetal MRI from two patients, while the second patient is a twin.

Subject#1 for a single fetus showing the motion artifacts
between the individual 2D slices

Subject#2 shows a twin case where there are two placentas
(other twins may share one placenta)

Figure 4.9: An example of the placenta in foetal MRI from two patients (while the second sub-
ject is a twin), showing the high variability of its position, orientation, shape and appearance.

In the previous Section 4.1, engineering visual features with a random forest classifier
achieves good results for foetal brain localisation. However, the high variability of the pla-

cental position, orientation, shape and appearance requires more complex features for accurate
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and robust segmentation results, see Figure 4.10.

()

Figure 4.10: Placenta segmentation using the method proposed in Section 4.1 superpixel graphs
of DSIFT features and random forest. (a), (b) and (c) are three orthogonal cutting planes,
where (c) represents the in-plane slice. (a) and (b) show over-segmentation of the placenta
especially around the maternal side of the placenta and around the foetal brain. While (b)
shows under-segmentation of the placenta especially around the middle part.

This section proposes the first work that addresses the fully automatic segmentation of the
placenta from MRI. Previously, placenta segmentation was performed using semi-automatic [Steven-
son et al., 2015] or interactive [Wang et al., 2015a, 2016, 2018] approaches, which require manual
users interactions. Additionally, recording the structural appearance (e.g. placental cotyledons
and shape) is essential for clinical qualitative analysis. Where the placenta is usually examined
after birth, on a flat surface providing a standard representation for obstetricians. Thus, motion
correction methods from Chapter 3 is applied on the segmented placenta to reconstruct a high-
resolution motion-free image. Moreover, a 3D visualisation is considered useful in particular for
cases that require preoperative planning or surgical navigation. For example, in twin-to-twin
transfusion syndrome (TTTS), twins share a common monochorionic placenta that contains
abnormal blood vessels. This may result in blood flow from one twin to the other, and hence a
failure to grow normally or to survive in severe cases. The treatment of TT'T'S can be done us-
ing intrauterine laser ablation of placental vessels to coagulate vessels communicating between
the twins. At the end of this section, an extension of the segmentation pipeline is provided to

visualise the segmented and reconstructed placenta in vivo using flexible cutting planes.
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4.2.2 Method

The proposed approach combines a 3D multi-scale CNN architecture for segmentation with a
3D dense CRF for segmentation refinement. This approach can be extended to compensate
for motion and to provide a clinically useful visualisation. Figure 7?7 shows an overview of the

proposed framework.

Multi-scale CNN for Placenta Segmentation

A 3D deep multi-scale CNN architecture [Kamnitsas et al., 2017] is deployed to segment the
placenta from the whole uterus. This multi-scale architecture has the advantage of capturing
larger 3D contextual information, which is essential for detecting highly variable organs. It is
composed of 11-layers deep and two pathways. Both pathways are complementary as the main
pathway extracts local features, whereas the second one extracts larger contextual features.
Multi-scale features are integrated efficiently by down-sampling the input image and processing
the two pathways in parallel. In order to deal with the variations of the placenta’s appearance,
data augmentation is used for training by flipping the image around the main 3D axes (maternal

orientation).

Despite the fact that the multi-scale architecture can interpret contextual information, in-
ference is subject to misclassification and errors. Hence, a CRF is applied to penalize inconsis-
tencies of the segmentation by regularizing classification priors with the relational consistency
of their neighbours. The CRF model is 3D fully connected by applying a linear combination of
Gaussian kernels to define the pairwise edge potentials [Krahenbiihl and Koltun, 2012], which

is defined as:

E(x) =) Ulz:)+ Y Vi), (4.6)

ieN i<j

where ¢ and j are pixel indexes. The unary potential U is given by the probabilistic predictions
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Figure 4.11: The proposed framework for automatic placenta segmentation with extensions for motion correction and visualisation. The
pipeline consists of three main stages: (i) a multi-scale CNN for segmentation, (i) PVR for motion correction, and (i) CPR for
visualisation.
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of the CNN classification. Whereas the pairwise potential V is defined by

x [ (glbgl) (bl
26 20 26
Vi(xi, xj) = p(z;, ;) Z wie ° ? + wye ! ,

m=1

where [ and p are intensity and position values. p(x;, x;) is a simple label compatibility function
given by the Potts model [z; # z;]. Here, w; controls the importance of the appearance of
nearby pixels to have similar labels. wsy controls the size of the smoothness kernel for removing
isolated regions. 0,, 63 and 6, are used to adjust the degree of similarity and proximity. The
configuration parameters have been chosen heuristically on a validation dataset. Although this
tissue classification approach is capable of segmenting the placenta robustly, the segmentation
is still subject to inter-slice motion artefacts. Placental masks can be then applied for motion

correction methods presented in Chapter 3.

Placenta Segmentation Recovery

To tackle these motion artefacts caused by foetal and maternal movements, the segmentation
framework is combined with flexible motion compensation algorithm based on PVR [Alansary
et al., 2017]. As shown in Chapter 3, this technique requires multiple orthogonal stacks of
2D slices to provide a better reconstruction quality. It is based on splitting the input data
into overlapping square patches or superpixels [Achanta et al., 2012]. The motion-free 3D
image is then reconstructed from the extracted patches using iterative super-resolution and
2D /3D registration steps. The motion-corrupted and misaligned patches are excluded during
the reconstruction using an EM-based outliers rejection model. This process is extended to
allow propagation of the placental masks to the final reconstruction through evaluating an MR
specific point spread function, registration-based transformation, and the learned confidence

weights.
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Placenta Visualisation

This section presents an extension to the segmentation pipeline proposed earlier to visualise
the reconstructed placenta based on a novel application of shape abstraction using a flexible
cutting plane. It is supported by a mean-curvature flow skeleton [Tagliasacchi et al., 2012]
generated from the triangulated polygonal mesh of the placenta segmentation and textured
similar to curved planar reformation [Kanitsar et al., 2002], see Figure ??. Clinicians revealed
that such a representation is potentially desirable since it compares well to a flattened placenta

after birth. This part is further evaluated in [Miao et al., 2017].

(d) (e)

Figure 4.12: A native plane (a) cannot represent all structures of the placenta at once. There-
fore, the placenta is segmented based on the multi-scale CNN (b); the motion is corrected
using [Alansary et al., 2017]; project the placental mask into the the resulting isotropically
resolved volume (c¢), extract the mean curvature flow skeleton [Tagliasacchi et al., 2012] (black
lines in (d)), use the resulting points to support a curved surface plane (e) and visualise this
plane with curved planar reformation [Kanitsar et al., 2002] (f). The plane in (f) covers only
relevant areas, hence grey value mapping can be adjusted automatically to emphasis placental
structures.

4.2.3 Experiments and Results

Data

The segmentation pipeline is tested on two dissimilar datasets that are different in health
status, gestational ages and acquired using different scanning parameters. All scans have been
ethically approved. Dataset I contains 44 MR scans of healthy foetuses at young gestational
age between 20-25 weeks. The data has been acquired on a Philips Achieva 1.5T, the mother
lying 20° tilt on the left side to avoid pressure on the inferior vena cava. SSFSE T2-weighted

sequences are used to acquire stacks of images that are aligned to the main axes of the fetus.
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Usually three to six stacks are acquired for the whole womb and the placenta with a voxel size
of 1.25 x 1.25 x 2.50mm. Dataset II contains 22 MR scans of healthy foetuses and foetuses with
intrauterine foetal growth restriction (IUGR) at wide gestational age between 20-38 weeks. The
data was acquired with a 1.5T Philips MRI system using SSFSE sequences and a voxel size of
0.8398 x 0.8398 x 4mm. Ground truth labels for both datasets have been obtained manually

slice-by-slice in 2D views from the original motion-corrupted stacks by a clinical expert.

Evaluation Metrics

The performance is evaluated using three main metrics: (7) Dice similarity coefficient (Sec-
tion 4.1.3) to measure the accuracy of the segmentation; (i7) absolute volume similarity to
measure the volumetric error between the segmented and the ground truth volumes; and (i)
average Hausdorff distance as a distance error metric between the segmented and the ground
truth surfaces. The Hausdorff distance (HD) Huttenlocher et al. [1993] is measured between
surfaces of two segmentations S; and Sy as the maximum distance of the surface of S; to the
nearest point on the surface Sy (as shown in Figure ??). HD can be formulated as:

H(S1,S1) = max{min{d(c,e)}}, (4.7)

cES] e€Ss

where ¢ and e denote points on S; and Sy respectively, and d(c, e) is the Euclidean distance
between ¢ and e. The bidirectional HD between the segmented placenta S and its ground truth
G is then defined as:

Hpi(G,S) =max{H(G,S),H(S,G)}. (4.8)

Experiments

A first experiment [exp-1] evaluates the automatic segmentation of the placenta on Dataset I
using a 4-fold cross validation (11 test patients and 33 training patients per fold). The main aim

of this experiment is to evaluate the performance of the segmentation framework on a healthy
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Figure 4.13: A schematic illustration for the Haussdorf distance (HD) calculation between
ground truth (red) and segmented (blue) placenta using Equation 4.8.

homogeneous dataset. The results for this experiment are 71.95 +19.79% Dice, 30.92 £ 33.68%

absolute volume difference, and 4.94 + 6.93mm average Hausdorff distance.

In a second experiment [exp-2], the CNN is trained using the whole 44 subject from Dataset
I and test it on the 22 subjects from Dataset II. Where datasets I and II are significantly
different using different scanners and scanning parameters. In addition, the gestational age
range of the foetuses in Dataset II is wider, which has a big influence on the foetal body and
placenta sizes. Hence, the performance of the segmentation framework is evaluated on a test
data from a different environment. The results of this experiment are 56.78 4 21.86% Dice,

48.19 £ 46.96% absolute volume difference, and 8.41 £+ 7.1mm average Hausdorff distance.

To resemble a realistic transfer learning application, a third experiment [exp-3] is designed
using both datasets. The network is evaluated with 2-fold cross validation, 10 test subjects
from Dataset II, and 44+10 training subjects from Dataset I and Dataset II. This experiment
yielded a Dice accuracy of 66.89 + 15.35%, an absolute volume difference of 33.05 4 30.71%,
and an average Hausdorff distance of 5.8 & 4.24mm. Detailed results are shown in Figure 4.14.
Training one fold takes approximately 40 hours and inference can be done within 2 minutes on

an Nvidia Tesla K40.
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Figure 4.14: Evaluation of the proposed method using (a) average Dice coefficient and (b)
average Hausdorff distance. [exp-1] refers to 4-fold evaluation on Dataset I, [exp-2] uses Dataset
I for training and Dataset II for testing, and [exp-3] mixes both datasets for training and uses
unseen examples from Dataset II for testing.

(a) Input - (b) CNN - (c) CRF N (d) Output -

Figure 4.15: A sample 2D plane of the whole uterus from foetal MRI. (a) is the original
greyscale input image. (b) is the output probability map overlaid with the input image. (c) is
the regularised probability map after applied CRF. (d) is the final segmented placental mask.

Evaluation of Clinical Parameters

The segmentation results are compared to known values from the clinical practice. Routledge
et al. [2015] shows that the average placental volume increases from 252.4cm?® at 20 weeks to
1421.5cm? at 37 weeks. Figure 4.16 compares these values from the clinical literature [Thame
et al., 2004] to the automatically measured volumes from testing datasets. It shows that the
presented approach achieves very similar volumetric results compared to both expert estima-
tions and clinical literature. In addition, the slope parameters of automatic segmentation and
ground truth are not significantly different with p-value 0.94. Pathological cases from Dataset

II show differences to scans of healthy placentas in Figure 4.16(c).
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Figure 4.16: A graph comparing automatic segmentations from the proposed automatic ap-
proach, the ground truth (expert) and the linear estimations [Thame et al., 2004] of the pla-
cental volumes versus their gestational ages. (a) shows that volumes automatically segmented
placentas from the first experiment [exp-1] using Dataset I are very close to both the expert
and theoretical estimations. However, the third experiment [exp-3] using healthy subjects from
Dataset II shows less consistency of the segmented volumes (b) due to the large dissimilarity
test data. Moreover, (c¢) shows more inconsistency by testing on foetuses with IUGR from
[exp-3]. (foetuses with unknown gestational age were excluded)

Motion Compensation

Evaluating the quality of a motion compensated reconstruction is challenging due to the absence
of the motion-free ground truth data. Assuming that the 2D in-plane patches from the original
3D stacks have no motion artefacts, reconstructed patches are evaluated using these motion-free
2D patches as ground truth. The average peak signal-to-noise ratio (PSNR) is calculated for
all the patches of each subject. The baseline represents the quality of patches from non-native

slice orientations, which is comparable to using a single motion corrupted stack for diagnostics
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with arbitrary cutting planes. The baseline has low PSNR values due to the motion artefacts
between the input stacks. These values increase during the reconstruction iterations as a result

of reducing the motion artefacts of the segmented placenta, see Figure 4.18.

(a) Input (b) After segmentation and PVR

Figure 4.17: A sample 2D plane of the whole uterus cropped around the placenta from foetal
MRI. (a) is the original greyscale input image. (b) is the reconstructed high-resolution seg-
mented placenta using PVR.
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Figure 4.18: Comparisons between the 3D reconstructed placenta using superpixel-based PVR
reconstructions [Alansary et al., 2017] with initial superpixel size 20220 pixels and a baseline
using directly 2D slices from the input stacks for multi-planar examination. (stacks with high
motion artefacts were excluded)
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4.3 Conclusion

The first part of this Chapter have presented an automatic framework for localising the brain
in foetal MRI scans using superpixel graphical models. Superpixels have enabled the proposed
detection algorithm to be faster and more efficient than using pixels for classification. Also,
extending the extracted features from the individual superpixels to include features from the
neighbours using superpixel graphical models, have provided more information about the image
context instead of using only the local information. The evaluation results achieved 94.55%
accuracy for the brain detection and 98.18% for the centre of the brain, without the need of any
prior information such as the gestational age or brain size. Moreover, the extracted brain can

be be used for developing automatic motion correction and registration techniques for foetal

MRI.

The second part have presented a fully automatic segmentation framework for the human
placenta from motion corrupted foetal MRI scans. Rigorous experiments have been performed
on two different testing datasets in order to evaluate thoroughly the presented segmentation
approach, which is based on a 3D deep multi-scale convolutional neural network combined with
conditional random field segmentation refinement. The experiments show that this framework
can tackle motion artefacts by achieving segmentation accuracy of 71.95% for healthy foetuses.
It is also capable of segmenting the placenta from dissimilar data by achieving segmentation
accuracy of 66.89% for a cohort mixed with cases of intrauterine foetal growth restriction from
different scanners. Moreover, the proposed framework scope was extended to real clinical appli-
cations by compensating motion artefacts using slice to volume registration techniques, as well
as providing a novel standardized view into the placental structures using skeleton extraction
and curved planar reformation. In future work, the potential use of the standardized placenta
views will be investigated for image-based classification and automatic detection of abnormal-
ities. Another future direction will be exploring how the CNN handles motion artefacts, and

the possibility of applying the learned feature maps for motion correction.
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Anatomical Landmark Detection and

View Planning

This chapter is based on:
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lant, Ben Glocker, Bernhard Kainz, and Daniel Rueckert. Evaluating Reinforcement Learn-
ing Agents for Anatomical Landmark Detection. MIDL Special Issue in Medical Image
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Bai, Jonathan Passerat-Palmbach, Ricardo Guerrero, Konstantinos Kamnitsas, Benjamin Hou,
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Planning with Multi-scale Deep Reinforcement Learning Agents. In Medical Image
Computing and Computer-Assisted Intervention (MICCAI). Springer, 2018. [Alansary et al.,
2018]

Abstract

This chapter introduces artificial intelligent agents that are capable of learning to perform med-

114
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1cal imaging tasks such as landmark detection and view planning. The agents learns to mimic
experienced operators using a reinforcement learning (RL) scenario, which enables a natural
learning paradigm by interaction with the environment. The first part of this chapter eval-
uates novel deep RL strategies to train agents that can precisely and robustly localize target
landmarks in medical scans. An artificial RL agent learns to identify the optimal path to the
landmark by interacting with an environment, 3D images. It also proposes fixed- and multi-
scale search strategies with novel hierarchical action steps in a coarse-to-fine manner. Several
deep Q-network (DQN) architectures are evaluated for detecting multiple landmarks using three
different medical imaging datasets: foetal head ultrasound, adult brain and cardiac MRI. The
performance of the proposed agents surpasses state-of-the-art supervised and RL methods. The
experiments also show that multi-scale search strategies perform significantly better than fixed-
scale agents in images with large field of view and noisy background such as in cardiac MRI.
The second part presents a fully automatic method to find standardized view planes in 3D image
acquisitions. The proposed method employs a multi-scale RL agent framework and extensively
evaluates several DCQN-based strategies. The results are evaluated using the distance between
the anatomical landmarks and detected planes, and the angles between their normal vector and
target. The proposed algorithm is assessed on the mid-sagittal and anterior-posterior commis-
sure planes of brain MRI, and the 4-chamber long-axis plane commonly used in cardiac MRI,

achieving accuracy of 1.53mm, 1.98mm and 4.84mm, respectively.

5.1 Introduction

The methods presented in previous chapters may fail to solve medical imaging tasks that:
contain few training samples (few landmarks and thousands of background points), or require
navigation to find a target solution. This chapter introduces artificial intelligent agents that
are capable of learning to perform such tasks. The agents learn to mimic experienced opera-
tors using an RL scenario, which enables a natural learning paradigm by interaction with the
environment. The following sections propose two different RL agents that learns to find the

optimum trajectory to target anatomical landmarks and standard views. The learning part is
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done using reward signals that guide the agent towards the correct solution. However, during
inference, the agent moves towards the correct solution without any guidance in unseen data
(environments). RL has the advantage to solve non-differential problems using the power of
reward signals. It is capable of solving different tasks using actions. Another major advantage
is generated unlimited labelled samples for training with every step or action. The learning
paradigm potentially can involve experts interactions (learning by imitations), which can open

future directions to learn anatomical trajectories.

5.2 Anatomical Landmark Detection

Automatic detection of anatomical landmarks is an important step for a wide range of appli-
cations in medical image analysis. Whereas manual annotation of such landmarks is a tedious
task and prone to observer errors. In the literature, most of the published works have adopted
machine learning algorithms for landmark detection by learning a combined appearance and
image based model [Criminisi et al., 2013, Gauriau et al., 2015, Li et al., 2018a, Oktay et al.,
2017, Payer et al., 2016, Xu et al., 2017]. However, the majority of these methods rely on
learning the search strategy and localisation separately, which may increase the possibility that
the second stage misclassifies multiple candidates from the output of the first stage as positive.
This section porposes a framework for learning the search strategy and localisation as one task.
The proposed framework formulates the landmark detection problem as a sequential decision
making process of a goal-oriented agent, navigating in an environment (the acquired image)
towards a target landmark. At each time step, the agent decides which direction it has to
proceed towards an optimal path to the target landmark. Reinforcement learning (RL) is used
to learn an approximation of the optimal solution of this sequential decision making process.
As explained in Chapter 2, RL is a computational approach for learning by interacting with
an environment so as to maximize cumulative reward signals [Sutton and Barto, 1998b]. Dif-
ferent variants of deep @ networks (DQN) [Mnih et al., 2015, Van Hasselt et al., 2016, Wang
et al., 2015b] architectures are levaraged for the landmark detection task, where a deep CNN is

applied to learn complex representations of the input images (states) in order to estimate the
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quality of taking an action a; during a state s;.

This section proposes: (i) use cases of several different DQN based models for anatomical
landmark localisation; (i7) fixed- and multi-scale search strategies for the optimal path with
novel hierarchical action steps for agent based landmark localisation frameworks; and (iii) ex-
tensive evaluations of the performance of the proposed agents by running multiple experiments

on different MRI and US images, where the results outperform state-of-the-art.

5.2.1 Method

The problem of landmark detection is formulated as a Markov decision process (MDP), where
an artificial agent learns to make a sequence of decisions towards the target landmark. In
this setup, the input image defines the environment FE, in which the agent navigates using a
set of actions. The main goal of the agent is to find an anatomical landmark. This section
explains the main elements of the MDP that includes a set of actions A, a set of states S, and
a reward function R. Figure 5.1 shows an illustrative figure of the proposed 3D medical image
environment, where the agents learn to optimise the best path to the target landmark (optimal
policy). During testing, the agent does not receive any rewards and does not update the model

neither, it just follows the learned policy.

Navigation Actions

The agent interacts with F by taking movement action steps a € A that imply a change
in the current point of interest location. The set of actions A is composed of six actions,
{*a,, £a,, +a.}, in the positive or negative direction of z, y or z. For instance, taking a +a,
action means that the agent will move a fixed step size in the positive x-direction. Figure 5.2

shows a schematic visualization of these navigation actions in a 3D scan.
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Figure 5.1: Schematic diagram of the proposed RL agent interacting with the 3D image en-
vironment F. At each step the agent takes an action towards the target landmark. These
sequential actions forms a learned policy forming a path between the starting point and the
target landmark.
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Figure 5.2: Schematic illustration of the proposed DQN-based network architecture for anatom-
ical landmark detection. The input are volumetric samples along the 3D trajectory of the region
centred around the current location of the agent. The output is the approximated @)-value for
the six possible actions. The agent will pick the action with the highest ()-value. This is done
sequentially until the agent finds the target landmark.
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States

An environment F is represented by a 3D image, where each state s defines a 3D Region of
Interest (ROI) centred around the target landmark. A frame history buffer is used to capture
the last 4 action steps (ROIs) taken by the agent in its search for the landmark. This stabilizes

the search trajectories and prevents the agent from getting stuck in repeated cycles.

Reward Function

Designing good empirical reward functions R is often difficult as RL agents can easily overfit
the specified reward, and thereby produce undesirable or unexpected results. For the view
planning task, the difficulty arises from designing a reward that encourages the agent to move
towards the target plane while still being learnable. Thus, R should be proportional to the
improvement that the agent makes to detect a landmark after selecting a particular action.
Here, the reward function is defined as: R = D(P,_1, P;) — D(P;, P;), where D represents the
Fuclidean distance between two points. P; is the current predicted landmark’s position at
step ¢, with P, the target ground truth landmark’s location. The difference between the two
Euclidean distances, the previous step and current step, signifies whether the agent is moving

closer to or further away from the desired target location.

Terminal State

The final state is reached when there are no further transition states for the agent to take. This
means that the agent has found the target landmark P,. The terminal state during training is
triggered when the distance between the current point of interest and the target landmark are
less than or equal to Imm. Finding a terminal state during testing is more challenging, due
to the absence of the landmark’s true location. One solution is to define a new trigger action
that terminates the sequence of the current search when the target state is reached [Caicedo
and Lazebnik, 2015, Maicas et al., 2017]. Although this modifies the environment by marking

the region that is centred around the correct location of the target landmark, it increases the
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complexity of the task to be learned by increasing the action space size. It also introduces a
new parameter, maximum number of interactions, which needs to be set manually. It may also
slow down the testing time in cases where the terminal action is not triggered. Riedmiller [1998]
found that the agent shows strong oscillating behavior around the terminal state. The oscillation
property is adopted to terminate the search process during testing without defining an explicit
terminal state. In contrast to [Ghesu et al., 2016], the terminating state is chosen based on the
corresponding lower -value. ()-values are lower when the agent is closer to the target point,
and higher when it is far. Intuitively, by awarding higher )-values, DQN encourages the agent
to take any action from states that are far away from the target landmark, and conversely for

closer states.

Multi-scale Agent

In images with large field of view, noisy background can deteriorate the performance of the
agent for finding the target landmark. In order to capture spatial relations within a global
neighborhood, a multi-scale search strategy [Ghesu et al., 2017a,b] is adopted in a coarse-
to-fine fashion with novel hierarchical action steps. The environment E samples a fixed size
image-grid with initial spacing (S, Sy, S;) mm around the current location F,, and the agent
searches for the target landmark with initial large action steps. Once the target point is found,
E samples the new image-grid with smaller spacing, as well as the agent uses smaller action
steps. Coarser levels in the hierarchy provide additional guidance to the optimization process by
enabling the agent to see more structural information. Finer scales, on the other hand, provide
more precise adjustments for the final estimation of the plane. Similarly, larger action steps
speed convergence towards the target plane, while smaller steps fine tune the final estimation

of plane parameters. The same DQN is shared between all levels in the hierarchy.

5.2.2 Experiments and Results

The performance of different RL agents for anatomical landmark detection is evaluated on

three different US and MR datasets. Fixed- and multi-scale search strategies are experimentd
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by sampling with different spacing values. During testing, the initial selected points arefixed
for all models for a fair comparison between different variants of the proposed method. A set
of 19 different starting points are selected from the whole image for every testing subject in
order to report more robust results. The accuracy is measured based on the Euclidean distance

error between detected and target landmarks. Finally, extensive comparison are run between

different DQN-based architecture, namely DQN, DDQN, Duel DQN, and Duel DDQN.

Experiments

During training, a random point is sampled from a region with size 80% of the whole image
dimensions around the centre. An ROI of size 45x45x45 voxels is sampled around the selected
point. The agent follows an e-greedy exploration strategy, where at every step it selects an
action uniformly at random with probability (1 — €). Every trial to find the target landmark
is called an episode. Here, heuristically, 1500 frames are used to limit the maximum number of
frames per episode. During testing, the agent follows the learned policy by selecting the action

with highest )-value at each step.

Comparison with State-of-the-art

The performance of the presented agents agents are assessed compared to recent published works
based on fixed-scale [Ghesu et al., 2016] and multi-scale [Ghesu et al., 2017b] RL, and fully-
supervised deep CNNs [Li et al., 2018a] for the detection of the cavum septum pellucidum point
in 3D foetal US head scans. In [Ghesu et al., 2016, 2017b], fixed- and multi-scale DQN-based
agents detect the target landmark in a similar RL formulation. The method from Li et al.
[2018a] is based on repeatedly passing patches to a CNN until the estimated point position
converges to the true landmark location with full supervision, called patch-based iterative
network (PIN). For this experiment, a set of 72 foetal head ultrasound scans are used, divided
into 21 training and 51 testing images, as detailed in Experiment 5.2.2. The performance of

the multi-scale agents improve upon the state-of-the-art methods as shown in Table 5.1.
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Supervised PIN Supervised PIN
Single-Landmark Multiple-Landmarks
[Li et al., 2018a] [Li et al., 2018a]

7.37 £ 5.86 6.51 £5.41 0.47 £ 4.23 5.50 £ 2.79

RL Fixed-scale RL Multi-scale
[Ghesu et al., 2016] [Ghesu et al., 2017Db]

(a) State-of-the-art results

DQN DDQN  Duel DQN  Duel DDQN
Fixed-Scale 4.95+£3.09 5014248  6.29 +3.95 512 +3.15
Multi-Scale 3.66 + 2.11 4.02+£2.20  4.17 4 2.62 4.02 & 1.55

(b) Our results

Table 5.1: Comparison with stat-of-the-art RL [Ghesu et al., 2016, 2017b] and supervised [Li
et al., 2018a] for detecting the cavum septum pellucidum point in foetal ultrasound images.
Distance errors are in mm.

Experiment-I: Foetal Head Ultrasound

Finding the target landmarks in such images is a challenging task because of ultrasound arte-
facts such as shadowing, mirror images, refraction, and foetal motion. Three levels are used for
the multi-scale agent with spacing values from 3mm to 1mm, decreasing by one at each level.
Hierarchical action steps are chosen from 9 to 1 steps per iteration, dividing by 3 at each level

of the hierarchy.

Dataset: 72 foetal head US scans ! are randomly divided into 21 and 51 images for training
and testing. Three landmarks are selected, the right and left cerebellum and cavum septum
pellucidum, that define the transcerebellar (TC) plane, commonly used for foetal sonographic
screening examination, see Figure 5.3. The selected landmarks were manually annotated by
clinical experts using three orthogonal views. All images were roughly aligned to the same

orientation and re-sampled to isotropic 0.5mm spacing.

Results: Table 5.2 shows the comparative results of the performance of different agents. In
general, all methods share similar performance including speed and accuracy. However, Duel
DQN achieves the best accuracy detecting the right and left cerebellum points, while DQN

performs the best for finding the cavum septum pellucidum point. Additionally, the multiscale

'http://www.ifindproject.com/
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Figure 5.3: Sample 2D images from foetal head ultrasound showing the target landmarks: (a)
right (red) and left (blue) cerebellum, and (b) cavum septum pellucidum (yellow) points.

strategy improves the performance of the agents and increase pace to the target point thanks

to the hierarchical action steps.

Method Right Cerebellum Left Cerebellum Cavum Septum Pellucidum
FS MS FS MS FS MS
DQN 417+232 337+1.54 2784201 325+1.59 4.95+ 3.09 3.66 +2.11
DDQN 344+231 3414154 285+£1.52 295+1.00 5.01+2.84 4.02£2.20

Duel DQN 2.37+£0.86 357£223 2.73+1.38 2.79+1.24 6.29+395 4.17+£2.62
Duel DDQN 3.85+£2.78 3.05+1.51 3274+189 350+170 5.12+3.15 4.02£1.55

Table 5.2: Comparison of different DQN-based agents using fixed-scale (FS) and multi-scale
(MS) search strategies for the detection of right and left cerebellum, and cavum septum pellu-
cidum landmarks in foetal US images. Distance errors are in mm.

Experiment-II: Brain MRI

Two landmarks are selected for this experiment: anterior and posterior commissure points, com-
monly used by the neuroimaging community to define the axial plane during image acquisition,

see Figure 5.4.

Dataset: 832 isotropic lmm MR scans were obtained from the ADNI database [Mueller
et al., 2005], randomly divided into 728 and 104 images for training and testing, respectively.

All brain images were skull stripped and affinely registered to the same space.
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Figure 5.4: The anterior commissure (AC) and posterior commissure (PC) points in brain MRI.

Results: Similar to the foetal US experiment, Table 5.3 shows that the best performing
agent varies for each landmark. However, the multi-scale strategy improves the performance of

fixed-scale agents.

Method Anterior Commissure Posterior Commissure
FS MS FS MS

DQN 3.04+£1.70 246+144 2.034+0.97 2054+1.14

DDQN 2.62+1.24 2614164 331+12 1.86+1.07

Duel DQN 3.04 £1.28 2.4+£1.42 3.6 £1.46 2.15+£1.24
Duel DDQN 297+£123 2.01£1.29 204+£1.04 227+1.22

Table 5.3: Performance of different agents using fixed-scale (FS) and multi-scale (MS) search
strategies for the detection of anterior and posterior commissure landmarks in brain MR images.
Distance errors are in mm.

Experiment-III: Cardiac MRI

Two landmarks are selected for this experiment: apex and centre of mitral valve, commonly
used for defining the short axis view during image acquisitions, see Figure 5.5. They are also
used to assist automatic segmentation methods by defining starting and ending slices in the

acquired cardiac stack of 2D image sequence.
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Figure 5.5: A 2D cardiac MR-image showing the apex and centre of the mitral valve points.

Dataset: 455 short-axis cardiac MR images of resolution 1.25 x 1.25 x 2 mm obtained
from the UK Digital Heart Project [de Marvao et al., 2014], randomly divided into 364 and
91 images for training and testing, respectively. All cardiac images are re-sampled to isotropic

lmm spacing.

Results: Table 5.4 shows that Duel DQN agents perform the best for detecting the apex,
while all agents performs similarly for detecting the mitral valve center. Multi-scale agents
achieve a slight decrease in the detection error compared to inter-observer errors. They also
significantly improve upon stratified decision forests [Oktay et al., 2017] and fixed-scale agents,

which is reasonable in cardiac imaging because of the bigger field of view and noisy background.

Method Apex Mitral valve
Inter-observer Errors 5.79 4+ 3.28 5.30 £ 2.98
Decision Forests [Oktay et al., 2017] 6.74 £4.12 6.32 £ 3.95

Our agents FS MS FS MS
DQN 7494405 447+263 833+£4.70 5.73+4.16
DDQN 8.13+5.60 453£278 882£4.80 5.20+£2.82
Duel DQN 7.17+4.21 4.42+2.67 882+480 5.76+3.89
Duel DDQN 759 +4.17 543+£337 8.63£458 5.28+£261

Table 5.4: A comparison between inter-observer errors, stratified decision forests [Oktay et al.,
2017], and different agents using fixed-scale (FS) and multi-scale (MS) search strategies for the
detection of apex and centre of mitral valve landmarks in cardiac MR images. Distance errors
are in mm.
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Implementation

Training times are around 24 and 48 hours for individual landmarks from brain and cardiac
MRI, respectively, using an NVIDIA GTX 1080Ti GPU. The experiments show that the agent
is capable of finding the target landmark in less than 1 second for any random initialisation.
During inference, the agent finds the target location using sequential steps, where each step
takes around 0.5-1 milliseconds. The proposed agents are implemented with a batch size of 48,
experience replay memory of size le5, activation function PReLU for convolutional layers and
leakyReLU for fully connected layers, ADAM optimizer, v = 0.9, and € = 0.9 — 0.1. Figure 5.2
shows the architecture of the proposed DQN. The source code of this implementation is publicly
available?. More visualizations are on the github repository showing different animated visual

examples of trained agents searching for the target landmarks.

https://git.io/fNUo0S
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5.3 Automatic View Planning

Standard view planning through a defined anatomy is commonly used in clinical practice to
establish comparable metrics. Obtaining accurate biometric measurements that are comparable
across populations is essential for diagnosis and support clinical decisions. In addition to
evaluating and assessing anomalies, the standardized views can be used as an initialisation step
for several registration or image alignment methods. They are often constrained to the native
orientation of a 3D image acquisition, while the appearance of relevant structures can exhibit
large variance according to the positioning of the imaging plane. Moreover, navigating through
target anatomy to find the required view plane is tedious and operator-dependent. Figure 77

shows different view plans from cardiac and brain MRI images.

Cardiac MRI views
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Figure 5.6: Standardised views in brain and cardiac MRI images.

For instance, the acquisition of the 4-chamber (4CH) imaging plane utilized in cardiac MRI

requires a multi-step approach: (i) localising three planes (axial, coronal, and sagittal); (i)
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acquiring an axial stack scanned from above the aortic arch to below the level of the heart; (4ii)
defining the 2-chamber (2CH) view plane perpendicular to the axial plane and parallel to the
inter-ventricular septum (IVS), and in the middle of left ventricle (LV); (iv) defining pseudo
short axis (SA) view plane perpendicular to the 2CH view and aligned with the mitral valve;
(v) defining 4CH view plane perpendicular to SA, and through the centre of the LV and the
intersection of interior and inferior of the free wall, and dividing the heart along the long axis in
the 2CH view. Figure ?? shows the corresponding 4CH and 2CH view planes from a short-axis

cardiac MRI scan.

lhn‘ ‘*”11'
(/

\allg view

Figure 5.7: The acquisition of 4-chamber and 2-chamber view planes from a short-axis cardiac
MRI scan.

In previous works [Le et al., 2017, Lu et al., 2011], automatic view planning in cardiac
MRI was performed based on learning the anatomy segmentation and detecting anchor land-
marks. These methods require prior knowledge of the whole 3D image for the purpose of
plane detection. This also involves manual annotation of anatomical landmarks, which is
a tedious and time-consuming task. This section proposes a novel artificial agent that is
trained using RL to navigate through a 3D image scan toward the standard view (target)

plane without any manual labelling. The navigation process is performed by sampling new

planes at every step during the agent’s lifetime. The proposed view planning framework is
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shown in Figure 5.8.

5.3.1 Method

The plane P is defined in the Cartesian coordinates of the 3D image as: ax + by +cz+d = 0.
Where (a, b, ¢) represent the normal direction (cosine) to this plane and d is the distance of
the plane from the origin. To automate standard view planning, the agent learns to find
the appropriate parametrisation of the target plane. Following are the main elements of the

proposed RL framework for view planning.

States

An environment F is represented by a 3D scan and s is a 3D region of interest that contains
P. A frame history buffer of size 4 is used for storing the last planes from previous steps to

stabilize search trajectories and prevent getting stuck in repeated cycles.

Actions

The agent interacts with E by taking action steps a € A to modify the position parameters of
the plane. The action space consists of eight actions, {*ag,,*as,,*ag,, *aq}, which update

the plane parameters a = cos(0, + ag, ), b = cos(f, + ag,), c = cos(6. + ap,) and d = d + aq.

Rewards

The reward is defined as R = sgn(D(P;,_1, P,) — D(P;, P,)), where D is a function to take the
Euclidean distance between plane parameters. P; is the current predicted plane at step ¢, and
P, is the target ground truth plane. The difference of the parameter distances, between the
previous and current steps, signifies whether the agent is moving closer to or further away from
the desired plane parameters. R € {+1,0,—1} provide the agent with a per step (non-sparse)

reward signal, with zero-valued R presents plane oscillations around the correct solution.
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Terminal State

The final state is defined as the state in which the agent finds the target plane P;. The terminal
condition is triggered when oscillation is detected, without the need to expand the action space
by adding a new trigger terminal action. The terminating state is chosen according to the

action with the lowest ()-value.

Multi-scale Agent

In order to provide more structural information, the agent use a multi-resolution search strategy
in a coarse-to-fine fashion with hierarchical action steps. In this scenario, £ samples a grid of a
fixed plane size (P,, P,, P,) of voxels around the plane origin P, and initial spacing (S, Sy, S)
mm. Initially, the agent searches for the plane with higher action steps. Once the target plane
is found, FE samples the new planes with smaller spacing and the agent uses smaller action
steps. Coarser levels enables the agent to see more contextual information, while finer scales
provide more precise adjustments for the final estimation of the plane. Larger step actions
speed up the solution towards the target plane, while smaller steps make small adjustments to

the final estimation of plane parameters.

5.3.2 Experiments and Results

The proposed algorithm is assessed using 12 different experiments; a combination of four dif-
ferent DQN-based methods with three target planes. The results are evaluated using two main
metrics: (¢) distance error by measuring the distance between anatomical landmarks and the
detected planes; and (i) orientation error by calculating the angle between normal vectors of

the detected and target planes.
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Training

A random point is sampled from the 3D input image. The initial random plane is then defined
using the normal vector between the centre of the image and the random point. The origin
of this plane is the projected point of the centre of the input image. Finally, a plane of size
(50, 50,9) voxels is sampled around the plane origin with initial spacing 3 x 3 x 3 mm. Initial
ag,, ag,, ag, equal 8 and a4 equals 4. With every new scale ag,, ag,, ap, decrease by a factor of
2 and a4 decrease 1 unit. 3-levels of scale with spacing from 3 to 1 mm are used for the brain
experiments, and 4-levels of scale from 5 to 2 mm for the cardiac experiment. For experiments
on cardiac images, initial planes are sampled randomly from the 3D input image within 20%

around the centre of the image, to avoid sampling outside the field of view.

Testing

During inference, the environment samples a plane and the agent updates sequentially new
plane’s parameters until reaching the terminal state. In order to have a fair comparison between
different variants of the proposed method, the initial plane is chosen randomly and fixed for all

models during evaluation.

[Experiment-I] 4CH View Planning in Cardiac MRI

Datasets

A set of 455 short-axis cardiac MRI images of resolution (1.25 x 1.25 x 2) mm obtained from
the UK Digital Heart Project [de Marvao et al., 2014]. A subset of 364 and 91 images are used
for training and testing. Six landmarks are manually annotated by expert, and projected on
the 4-chamber plane: (i-i7) the two right ventricle (RV) insertion points; (7i-iv) lateral wall
turning points for the right and left ventricles; (v) apex, and (vi) the centre of the mitral valve,

see Figure 5.9.

Results

View planning in cardiac images is challenging because of the complexity of cardiac anatomy;,
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Figure 5.9: Ground truth 4CH view from cardiac MRI with the projected two RV insertion
points(violet, green), RV and LV lateral wall turning points (blue, lime), apex (orange), and
the centre of the mitral valve (red).

and the low quality and high variability between different scans. The agent has to navigate in
a bigger field of view compared to brain images in Experiment 5.3.2. Thus Duel DQN-based
architectures achieve the best results for detecting the 4-chamber plane with 4.84 + 3.03 mm
and 8.861+12.42° accuracy, as a result from learning a better state value function by decoupling
it from action-value function. These results surpass the state-of-the-art [Lu et al., 2011], which
achieves an accuracy of 5.7 + 8.5mm and 17.6 + 19.2°. Unlike [Lu et al., 2011], the proposed

method does not require manual annotation of landmarks.

Error Landmark-based RL Agents
[Lu et al., 2011] DQN DDQN Duel DQN | Duel DDQN
Distance (mm) 5.70 £ 8.50 5.61 £ 4.09 579 +4.58 | 4.84+3.03 5.07 £3.33
Angle (°) 17.16 4+ 19.20 10.16 £ 10.62 | 11.20 £ 14.86 | 8.86 = 12.42 | 8.72+7.44

Table 5.5: Results of multi-scale RL agent detecting three different MRI planes.

[Experiment-1I] ACPC axial and mid sagittal view planning in brain MRI

Datasets:
A set of 832 isotropic lmm MR scans were obtained from the ADNI database [Mueller et al.,

2005] to evaluate the proposed method. While, a subset of 728 and 104 images are used for
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training and testing. All brain images were skull stripped and affinely aligned to the MNI
space, thus allowing ground truth planes to be extracted in the standard directions. ACPC
plane is defined in the axial direction containing AC and PC points. While the mid-sagittal
plane is defined perpendicular to the ACPC plane in the sagittal direction and passing through
Splenium of corpus callosum (outer aspect, inferior tip and inner aspect) points, see Figure 5.10.
ACPC planes are evaluated using the AC and PC landmarks for the distance error calculation.
Similarly, the outer aspect, inferior tip and inner aspect points of splenium of corpus callosum

are used for measuring distance errors of the detected mid-sagittal planes.

(a) Axial ACPC plane (b) Mid-sagittal plane

Figure 5.10: Ground truth planes from brain and cardiac MRI scans. (a) ACPC axial plane
marking AC (red) and PC (yellow) points. (b) Mid-sagittal plane with outer aspect (green),
inferior tip (yellow) and inner aspect (red) points of splenium of corpus callosum.

Results

Table 5.6 shows the results from these comparative experiments. All methods share similar
performance including speed and accuracy, and there is no unique winner for the best overall
method. Best performing agents for detecting the mid-sagittal and ACPC planes achieve ac-
curacy of 1.53 + 2.2 mm and 2.44 4 5.04°, and 1.98 £ 2.23 mm and 4.48 4 14.0°, respectively.

More visualization results are published on github.


https://git.io/vhuMZ
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Model Mid-sagittal brain ACPC brain

Distance (mm) | Angle (°) | Distance (mm) | Angle (°)

DQN 1.65 £1.99 2.42 £ 5.27 2.61 £5.44 3.23+6.03
DDQN 2.08 £ 2.58 3.44 £ 7.46 1.98+2.23 4.48 +£14.00
Duel DQN 1.69 £ 1.98 3.82+£7.15 2.13+£1.99 5.24 £13.75

Duel DDQN 1.53+2.20 2.4445.04 5.30 £ 11.19 5.25 +12.64

Table 5.6: Results of multi-scale RL agent detecting three different MRI planes.

Implementation

Training times are around 12-24 hours for the brain experiments and 2-4 days for the cardiac
experiments using an NVIDIA GTX 1080Ti GPU. During inference, the agent finds the target
plane using iterative steps, where each step takes ~0.02s. The details of the proposed network
for DQN are in Figure 5.8. The source code of this implementation is publicly available on

github https://git.io/vhuMZ.

5.4 Discussion and Conclusion

This chapter presented a novel framework based on training intelligent artificial agents for
medical imaging tasks such as anatomical landmark detection and view planning. Different
variants of DQN-based architectures were evaluated in Section 5.2.2 and 5.3.2. The first part
of this chapter proposed different RL agents for automatic landmark detection in medical im-
ages. These RL-agents are capable to automatically find landmarks by moving towards the
target sequentially step-by-step. Fixed- and multi-scale optimal path search strategies were
also exploited. The extensive evaluations demonstrated high detection accuracy on three dif-
ferent datasets: foetal head ultrasound, adult brain and cardiac MRI. The results showed that
multi-scale search strategies significantly improve the performance in images with large field of
view and noisy background such as cardiac MRI. Hierarchical action steps speed up the search-

ing process using larger steps, as well as smaller steps to fine-tune the final target location.


https://git.io/vhuMZ
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The second part of this chapter proposed a novel approach based on multi-scale reinforcement
learning agents for automatic standard view extraction. The proposed approach is capable
of finding standardized planes in fast time without the need of any manual annotated land-
marks, which in turn enables accelerated image acquisition. Consequently, it can alleviate the
comparison between different imaging examinations using anatomically standardized biometric
measurements. The RL-agents were extensively evaluated using several DQN based strategies
for the detection of three different planes. Results achieved state-of-the-art for the automatic
detection of the ACPC and mid-sagittal planes from brain MRI with distance error less than
2 mm, and for the detection of the 4-chamber plane from cardiac MRI with distance error
around 5 mm. Despite the fact that RL is a difficult problem that needs a careful formulation
of its elements such as states, rewards and actions, this chapter has shown that the proposed
RL-based framework was capable of detecting landmarks and planes automatically with high

accuracy in a very short time.

Challenges

The results show that the optimal algorithm for achieving the best performance is environment-
dependant. RL is a difficult problem that needs a careful formulation of its elements, where a
bad design of the reward function can result in overfitting or underfitting to the reward signals
causing unexpected behaviours. Therefore the design of the reward function has to capture

exactly the desired task, and still be learnable.

Future work

There are open several open directions that can be explored in the future such as: (i) using a
continuous action space to improve the performance through reduction of quantization errors
introduced by fixed action steps; (ii) using of either competitive or collaborative multi-agents
to detect the same or different anatomical landmarks or planes; (4ii) using intrinsic geometry

instead of intensity patterns for the RL environment to improve performance.
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Conclusions

The main goal of this thesis is to develop automatic methods for fast and accurate decision-
making processes in the clinical practice. Medical imaging plays a crucial role for identifying
a medical condition, therapeutic response, disease level or the chance of developing a future
complication. This thesis proposed several scientific contributions to the main components of
the medical imaging pipeline from acquisition, and through reconstruction, to analysis. The

summary of these contributions and potential future directions are provided as follows.

6.1 Thesis Summary

6.1.1 Motion Correction and Reconstruction in Foetal MRI

The foetal is not sedated during an examination and the mother breaths normally, which leads
to motion artefacts especially between slices in the out-of-plane direction. Traditional automatic
foetal reconstruction methods rely on the assumption of the rigid motion. This limits these
methods to organs that move rigidly such as the foetal brain. It also requires a mask around the
organ of interest, which is usually a tedious task to be performed manually.Chapter 3 presented
and evaluated a new paradigm for motion correction from foetal MRI. The proposed method is

based on slice-to-volume registration (SVR) and flexible subdivision of the input space into over-
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lapping, highly redundant and partly rigid image patches, thus solving the motion compensation
problem for large field of view reconstructions. The patch-to-volume reconstruction (PVR) also
compensates non-rigid motion artefacts from foetal MRI scans without requiring a pre-defined
region of interest. Input stacks were first split into small overlapping areas, and followed by
finding areas that contain rigid components. This allowed to iteratively learn their consistency
compared to a global reconstruction optimization volume. Corrupted and inconsistent data
was automatically identified and excluded using robust statistics. PVRs reconstruction quality
and computational performance were evaluated quantitatively and qualitatively on an adult
phantom T2-weighted brain with synthetic non-rigid motion artefacts, as well as on the whole
uterus from motion corrupted foetal MRI data including foetal brain, placenta and cases with
multiple births. These extensive experiments showed good reconstruction quality of the whole
uterus, selected foetal organs, and secondary, non-rigidly moving pregnancy structures (e.g.

placenta).

6.1.2 Foetal Brain Localisation

Foetal brain localisation is important for assessing the foetal brain development and maturation.
It is also a primary step for the majority of automatic motion correction and reconstruction
methods. Manual localisation of the foetal brain is usually a laborious and time consuming
task. Chapter 4 introduced a novel fully-automated framework for localising the foetal brain in
MRI scans. Superpixels are capable of reducing the effect of motion artefacts between neigh-
bouring pixels, as they typically represent rigid regions in the image. In addition, superpixels
enable faster and more efficient performance compared to using individual pixels by significantly
reducing number of data samples. The proposed localisation framework is based on training
a random forest classifier using superpixel graphs. Including features from the neighbouring
superpixels using weighted graphs provides larger contextual information compared to local
features of individual superpixels. The graphs were modelled using both spatial and intensity
distances in 3D. The proposed localisation framework achieved 94.55% accuracy for the brain

detection and 98.18% prediction accuracy for the centre of the brain, without the need of any
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landmarks or prior information such as the gestational age of the foetus or the volumetric size

of the brain.

6.1.3 Automatic Placenta Segmentation

Quantitative measurements such as placental volume and surface attachment to the uterine
wall, are required for identifying abnormalities during pregnancy. In addition, recording the
structural appearance (e.g. placental cotyledons and shape) is essential for clinical qualitative
analysis. The automatic segmentation of the placenta is very challenging due to the high
variability of its position, orientation, thickness, shape and appearance. Chapter 4 proposed
the first fully automatic segmentation framework for the placenta from motion corrupted foetal
MRI. The proposed framework deploys a 3D multi-scale convolutional neural network (CNN)
as a strong classifier for image segmentation followed by a conditional random field (CRF) for
refinement. The multi-scale architecture enables the network to capture larger 3D contextual
information, which is essential for detecting an organ that appears in different locations and
sizes. The CRF is then applied to regularise inconsistencies of the segmentation using priors
with the relational consistency of their neighbours. Rigorous experiments have been performed
on two different testing datasets in order to evaluate thoroughly the presented segmentation
approach. The results showed that this framework could achieve segmentation accuracy of
71.95% for healthy foetuses despite the motion artefacts. It was also capable of segmenting
the placenta from dissimilar data by achieving segmentation accuracy of 66.89% for a cohort
mixed with cases of intrauterine foetal growth restriction from different scanners. The results
showed also the ability of this approach to scale to real clinical applications by comparing
the volumetric size of the segmented placenta in clinical practice. Moreover, the proposed
framework scope was extended to real clinical applications by compensating motion artefacts
using slice to volume registration techniques, as well as providing a novel standardized view
into the placental structures using skeleton extraction. This was done by applying the placental
mask for the initialization of PVR techniques to compensate for motion artefacts. Whereas the

resulting reconstructed placental volume can be used to provide a novel standardized view into
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the placental structures by applying shape skeleton extraction and curved planar reformation

for shape abstraction.

6.1.4 Anatomical Landmark Detection

Accurate detection of anatomical landmarks from medical images is an essential step for many
image analysis and interpretation methods. Since manual landmark annotation is time con-
suming and error prone, automatic methods were developed to tackle this problem. The design
of such methods is challenging due to varying organ morphology, orientation, pathology, and
image quality. Chapter 5 presented and evaluated fixed-scale and multi-scale RL based agents
for the landmark detection task. The proposed RL framework formulated the landmark de-
tection problem as a sequential decision making process of a goal-oriented agent, navigating in
an environment (the acquired image) towards a target landmark. At each time step, the agent
decides which direction it has to proceed towards an optimal path to the target landmark. RL
is used to learn an approximation of the optimal solution of this sequential decision making
process. Extensive experiments were performed to evaluate the performance of different DQN
based models for anatomical landmark localisation using both fixed-scale and multi-scale search
strategies with novel hierarchical action steps by running multiple experiments on different MRI
and US images. Hierarchical action steps speed up the searching process using large steps, as
well as small steps to fine-tune the final target location. The extensive evaluations demon-
strated state-of-the-art detection accuracy on three different datasets: foetal head ultrasound,
adult brain and cardiac MRI. The agent was capable of finding the target landmark in less
than 1 second starting from any random initialization. The results also showed that multi-scale
search strategies significantly improve the performance in images with large field of view and

noisy background such as cardiac MRI.
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6.1.5 Automatic View Planning

Standardised views through a defined anatomy are commonly used in clinical practice to estab-
lish comparable metrics. Manual view planing requires expertise in the scanned organ anatomy
and geometry. Besides, it is subject to operator bias, and the process is time-consuming. Chap-
ter 5 presented a new method for automatic view planning in volumetric MRI images using
novel multi-scale reinforcement learning (RL) agents. The artificial agent learns to make com-
prehensive and sensible decisions by mimicking navigation processes, in a manner that allows
medical experts to gain confidence in fully automatic methods. RL constitutes a sub-field of
machine learning concerned with how agents take actions in an environment. In contrast to
supervised learning, RL involves learning by interacting with an environment instead of us-
ing a set of labelled examples that is typically provided by a knowledgeable supervisor. This
learning paradigm allowed these agents to learn the view planning task iteratively by sampling
a new plane from the 3D volume at every step towards the target plane. This was done by
giving positive rewards when the agent moves towards the target plane, and negative rewards
otherwise. Eventually, the agent learns the optimal trajectory to the target plane starting from
any location in the image. The proposed framework follows a multi-scale search strategy with
hierarchical action steps in a coarse-to-fine fashion. During testing, the artificial agents were
capable of finding standardized planes in fast time without the need of any manual annotated
landmarks, which in turn could enable accelerated image acquisition. Extensive experiments
were applied for evaluating different deep Q-networks (DQN) baselines on detecting three differ-
ent planes from brain and cardiac MRI. The proposed algorithm is assessed on the mid-sagittal
and anterior-posterior commissure planes of brain MRI, and the 4-chamber long-axis plane
commonly used in cardiac MRI, achieving state-of-the-art accuracy of 1.53mm, 1.98mm and

4.84mm, respectively.
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6.2 Challenges and Future Directions

6.2.1 Deep Learning for Image Reconstruction

Recent advances in deep learning methods have proved to outperform state-of-the-art conven-
tional existing techniques especially for tasks such as image localisation and segmentation, as
shown in chapters 4 and 5. However, it is still challenging to apply these methods for tasks with
small or no ground truth labels. For instance, the problem of correcting motion artefacts in
foetal MRI, as introduced in Chapter 3, has no ground truth high-resolution motion-free image.
McDonagh et al. [2017] proposed to tackle this by learning the up-sampling step in the recon-
struction pipeline using a 3D CNN. Training samples were generated by naively down-sampling
the input images, and using the high-resolution images as ground truth targets. Although,
the results showed improvement in the up-sampled images, it was limited only to input 2D
slices with no motion artefacts. Another major challenge is the evaluation of the reconstructed
output. Unlike in computer vision, every pixel or point in medical images represent a tissue
or organ. Deep CNNs are still used as a black box approach, which can produce unexpected
results with no explanation or interpretation. This may result in hallucinating output pixels
in the reconstructed images that are not clinically or anatomically correct. Without a ground
truth and proper metrics, it is even more difficult to evaluate the output. Given the potential
power of deep learning for different imaging tasks, a future direction will be to explore the

possibility to apply new advances to the reconstruction problem.

6.2.2 Learning from Small Data

The current deep learning methods rely on massive training data for boosting the performance
accuracy. Chapter 4 showed a drop in the segmentation accuracy, when the same trained
network applied to different test data. In computer vision, researchers make use of tools like
Amazon Mechanical Turk ! to harvest big training data. Performing repetitive tasks such as

labelling objects in images does not require experienced skills, thus it is cheap and efficient.

Thttps://www.mturk.com/
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While, in medical imaging, annotating one image can take several hours and requires signifi-
cantly greater amounts of expertise. Hence, preparing the training data for such methods can be
more crucial for achieving high accuracy compared to building the network architecture. This
lead to a growing interest in the machine learning research in exploring novel training strategies
with small or no labelled images (e.g. unsupervised, semi-supervised, one-shot, and transfer
learning). The current research for solving this task are based on three main approaches: (7)
applying Bayesian models that involve prior knowledge; (i7) decreasing the complexity of the
model to avoid overfitting; and (74) using topological or geometrical information. Moreover, if
the training data does not contain rare or edge cases such as pathologies, the trained models
will most likely fail to capture what they have not seen during training. The RL method pre-
sented in Chapter 5 implicitly handles the sparse sampling problem using interactive instead of
supervised learning. This was done by defining different actions to navigate towards the target
landmark. It will be interesting to investigate the use of different learning paradigms to tackle

the learning task from small medical datasets in a future study.

6.2.3 Interpretability and Uncertainty

One of the main challenges of the current state-of-the-art methods, despite their good perfor-
mance, is their high complexity in terms of model architecture and number of parameters. This
makes interpreting the results extremely difficult and computationally impracticable. In medi-
cal applications, it is essential to provide an explanation associated with any decision making
process. This is another hot topic of research that has already attracted the research commu-
nity for the last couple of years. A very recent work [Arslan et al., 2018] has explored the use
of graph convolutional networks (GCN) to identify regions of the brain that corresponds to
sex classification and has provided visual attribution method based on class activation map-
ping. They demonstrated the robustness of the performance of their method in highlighting
reproducible regions across individuals. However, their method is restricted to finite input di-
mensions from brain connectivity networks. Another direction for understanding the behaviour

of different model structures, is the use of Bayesian models to provide a measure of uncertainty
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of the data in an interpretable way [Gal, 2016]. This can open an avenue of future research in

medical images.

6.2.4 Active Learning

In active learning, the algorithm interacts with the user to obtain the desired output from
new data. For instance, RL agents presented in Chapter 5 learns by interaction with an
environment. This work can be extended to include user interactions to boost the performance
of the artificial agents, especially on new environments. This offers a novel future direction,
similar to AlphaGo [Silver et al., 2016], where an RL agent could mimic and improve upon the
moves of a human expert by accumulating the learning experiences, to learn from experienced

operators during real time observation (learning by demonstrations).
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