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Abstract

The goal of this thesis is to develop a biophysically and geometrically accurate discrete-cell

computational model of cardiac action potential propagation in HL1-6 cell monolayers.

HL1-6 cells are a murine atrial cell line which have slow conduction velocity in a monolayer

enabling propagation to be captured experimentally at the cellular level, which is crucial

in validating simulations as they shift towards advising clinical treatments.

The biological model is first characterised by means of recording propagation using

fluorescence microscopy. HL1-6 cell monolayers exhibit self-sustaining activity similar

to re-entry/rotors observed in vivo. This activity is found to require a minimum area in

which to initiate, and remains anchored around distinct lines of conduction block/slowing.

A Bayesian calibration approach is investigated to capture biological variability and

experimental uncertainty in action potential models. In retrospective analyses of two

human atrial cell models, simpler model structures generally resulted in higher confidence

in parameter estimates. The method is applied to construct an action potential model of

an HL1-6 myocyte, which compares well to experimental measurements of individual ion

currents, action potentials and calcium transients, and exhibits automaticity akin to the

in vitro model.

A multi-domain computational model of action potential propagation is developed

using the spectral/hp element method and validated against theoretical and experimental

results. When combined with the HL1-6 action potential model in realistic monolayer

geometries, meandering self-sustaining activity could be initiated, requiring sufficient area

to avoid terminating on a boundary. Increasing gap junction resistance along a thin line

anchored the activity in a fashion qualitatively similar to that observed in vitro.
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Chapter 1

Introduction

1.1 Physiological background

1.1.1 Cardiac contraction

The heart is a muscle that regularly contracts to pump blood through the body’s vascular

system. In humans, the organ has four chambers which fill with blood: two smaller atria

(left and right) and two larger ventricles (left and right). During a normal heartbeat,

the atria initially contract to push blood into the ventricles which subsequently provide

a stronger contraction to pump blood into the wider cardiovascular system. A single

contraction of the heart is the result of coordinated contractions of billions of individual

cardiac myocytes. These contractions are initiated by regular (or irregular) electrical

waves which propagate through the cardiac tissue [1, 2].

In a normal functioning heart, the electrical waves leading to this contraction are

initiated from a small group of cells in the right atrium called the sino-atrial (SA) node.

These cells spontaneously beat at a regular frequency and modulate the heart rate. From

the SA node, electrical waves spread across the rest of the atrial tissue via fast conduction

channels and (slower) cell to cell conduction, leading to the atria contracting and pumping

blood into the ventricles. The atria and ventricles (in a healthy heart) are electrically

separated by non-conductive tissue except for a small region known as the atrio-ventricular

(AV) node. The electrical conductive channels in the atria lead to this node, where the
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Figure 1.1: Conduction system of the human heart generating an electrocardiogram, adapted from Web
open access version of [1]. The traces on the right show representative action potentials from cells in
different heart regions. The resulting electrocardiogram is shown in the bottom right graph. Colour is used
to indicate the location of specific cells in the organ, and the order of activation in the electrocardiogram.

specialised cells provide a delay until propagation continues into the ventricles. The

electrical impulse then travels along further specialised conduction channels to the apices

of the ventricles, before spreading across the entire ventricular tissue [1]. Figure 1.1 shows

how these activation waves travel through the organ and relate to an electrocardiogram

measuring the electrical activity from the body surface.

1.1.2 Genesis of an action potential

The electrical activity driving the function of the heart is composed of the action po-

tential signals from many individual cardiomyocytes [3]. The space within each cell is

separated from its surrounding environment by a lipid bilayer membrane. The membrane

has selective permeability to different ions (predominantly Na+, Ca2+, K+ and Cl−) and

this permeability is mediated by ion-selective protein pores embedded in the membrane

which form ion channels, exchangers and pumps. As a result of the selective permeability,
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there is a large difference in ion concentrations inside and outside the cell and a high

concentration gradient across the membrane. This difference in ion concentrations also

causes a net imbalance of charges, resulting in a transmembrane potential difference and

an electric field in the membrane [2].

Ion flow across the membrane is determined by the diffusion forces on ions due to the

concentration difference between the two spaces, and electric field forces. Each ion has

a different equilibrium potential, defined as the potential at which these two forces will

balance each other to give a net zero ion flux. The difference between the transmembrane

potential and ion equilibrium potential is also called the driving force for an ion [1, 2].

An action potential is the process through which the transmembrane potential rapidly

increases and then decreases as membrane permeability to different ions changes. This

change in ion permeability in modulated by ion channels embedded in the membrane.

The generation of an action potential proceeds through multiple phases. Starting at the

end, phase 4 is the resting state and is a stable, but active, state at which the cell expends

energy to maintain a negative transmembrane potential. In cardiac cells, this is typically

between -90 mV to -70 mV (intracellular negative to extracellular) depending on the

region of the heart and species. To maintain this negative potential, which is typically

close to the equilibrium potential for K+, a Na+-K+ ion pump uses energy to export 3

Na+ ions out of the cell and pump in 2 K+ ions (a net negative inward flux) [1, 4].

Phase 0 of the action potential is the rapid initial upstroke which is at the wave

front of electrical waves propagating through cardiac tissue. It is caused when a rise in

the transmembrane potential is sufficient to allow it to reach the ‘threshold’ potential

(typically around -50 mV) at which the fast Na+ channels open (in non-pacemaker cells).

The opening of these channels leads to a rapid influx of Na+ into the cell and a rapid

rise in the transmembrane potential, usually until the transmembrane potential becomes

positive. Shortly after opening, these fast Na+ channels also close rapidly, but the rising

transmembrane potential sets off a cascade of successive ion channel activity [4].

Phase 1 of the action potential is a short rapid decrease in transmembrane potential

caused by transient outward K+ channels opening. This is followed by phase 2, where
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delayed rectifier K+ channels and L-type Ca2+ channels open. The resting concentration

of Ca2+ inside the cell is orders of magnitude lower than in the extracellular space, so

the Ca2+ ions flow into the cell, balancing the outflow of K+ ions and causing a plateau

phase of the action potential. The influx of Ca2+ activates Ca2+-sensitive receptors on

the sarcoplasmic reticulum (ryanodine receptors) which leads to a rapid release of Ca2+

from within the cell and closes the L-type Ca2+ channels on the membrane. Finally,

in phase 3 of the action potential, various K+ channels (primarily the rapid delayed

rectifier and inward rectifier) continue to allow K+ ions to flow out of the cell, lowering

the transmembrane potential back to the resting state, phase 4 [1, 4].

The process that leads from electrical excitation to myocyte contraction is called

excitation-contraction coupling [5]. As a cardiac cell is electrically excited, Ca2+ ion

channels on the cell membrane open causing an inward Ca2+ current which subsequently

causes a further release of Ca2+ from the sarcoplasmic reticulum. This results in a rise

in intracellular Ca2+ concentration, leading to free Ca2+ ions binding to the myofilament

protein troponin C and causing the cell to contract. As intracellular Ca2+ reduces, the

cell relaxes once again [5].

The shape of the action potential is affected by the level of expression of different

types of ion channels and changes depending on the region of the heart (see Figure 1.1).

The interplay between Ca2+ influx and K+ efflux during latter phases of the action po-

tential is a key determinant in the time for a cardiac cell to complete one depolari-

sation/repolarisation cycle, known as action potential duration. After a cell has been

excited, a period of time must pass before it can be excited again, known as the refrac-

tory period of a cell. The refractory period can be affected by the external environmental

conditions and the cell’s own previous activity [1, 4].

1.1.3 Gap junctions

For electrical waves to propagate through cardiac tissue, an action potential elicited in one

cardiomyocyte must initiate an action potential in its neighbour(s). Conduction in the

heart was originally thought to be a continuous phenomenon, however we now know that
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at the microscopic level it is inherently discontinuous [6]. Cardiac myocytes in the human

heart are rod-shaped, with length approximately 100-150 µm and diameter around 10-20

µm depending on the region of the heart they originate from [1, 7], and are connected

end-to-end though intercellular pathways called gap junctions [8, 9].

Gap junctions are formed between cells when a hexameric connexon hemichannel on

either cell, each formed of six proteins from the connexin family, meet to form a channel

connecting the cytoplasmic space of both cells [8]. Three isoform connexins are expressed

in the heart: Cx43, Cx40 and Cx45 (named for their molecular weight) [10]. They are

expressed at different levels depending on the heart region [11], and different connexin

isoforms can connect to form both homomeric and heteromeric channels [12].

Gap junctions in healthy myocardium are concentrated at the cell ends in a region

called the intercalated discs [13–15], and a typical myocyte is, on average, coupled to 11±3

surrounding cells in this manner [16]. This directional coupling leads to the anisotropic

conduction properties of healthy cardiac tissue.

Though gap junctions allow electrical impulses and ions to pass directly between cells,

their small cross-sectional area and limited number mean they are a much higher resistance

pathway than intracellular fluid, though much lower resistance than the lipid bi-layer

membrane. A ‘rule of thumb’ is that the resistance inside a single cell from end to end

is on the same order as the resistance across the much smaller length of gap junctions

connecting coupled cells [17]. As a result, gap junctions are an important component

of microscopic conduction through cardiac cells as shown by the conduction delay at the

junctions observed experimentally [18,19]. It is also well established that pharmacological

inhibition of gap junctions slows conduction velocity [20,21]. On the other hand, reducing

gap junction expression by genetic means is less conclusive with studies reporting both

conduction slowing [22,23] and no significant effect [24,25].

Gap junctions have been shown to be important in pathological conditions which

are arrhythmogenic such as cell remodelling [26]. Under these conditions, gap junction

expression can be reduced or redistributed from the intercalated disks, leading to greater

transverse coupling [27,28]. This results in localised conduction slowing and increases the
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propensity of cardiac tissue to re-entrant arrhythmias [25].

1.1.4 Action potential propagation

Conduction through cardiac tissue is governed by three factors: the electrical activity of

individual cells, their electrical connectivity to neighbouring cells, and the structure of the

tissue itself (which includes both the micro-architecture and larger obstacles such as non-

conductive scar tissue) [3]. Although the underlying process is inherently discontinuous

(through the relatively high resistance gap junctions), using a continuous approximation is

generally appropriate under specific conditions. Kléber and Rudy [3] give three conditions

where the continuous approximation shows good agreement between experimental and

theoretical results: (1) passive electrical properties of cardiac tissue at the macroscopic

scale, (2) the relationship between the action potential upstroke velocity and propagation

at scales greater than 1 mm, and (3) the relationship between conduction velocity and

moderate changes in electrical coupling and interstitial volume [3].

An important concept in cardiac propagation is ‘source-sink mismatch’. When an

electrical wave propagates, the wave front caused by the upstroke of the action potential in

individual cells provides the source, and this depolarising current must provide sufficient

charge to depolarise adjacent tissue (the sink) or propagation fails [3, 29]. Conduction

velocity can be slowed both through lowering excitability by reducing the current density

of the fast Na+ channel, and by lowering electrical coupling through gap junctions. In

the former case, the source is diminished meaning propagation will more easily fail (as

source-sink mismatch increases). Paradoxically, while electrical uncoupling lowers the

velocity of propagation, the propagation itself actually becomes more robust as there is

less electrotonic load from the excited cell into neighbouring cells, a concept known as the

‘safety of propagation’ [30,31].

1.1.5 Self-sustaining activity

A normal propagating wave in the heart initiates from one location and then subsequently

terminates in another. The heart can be disrupted from sinus rhythm when a wave,
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rather than terminate, propagates around a region of tissue to re-enter tissue it had

previously activated but has since had time to recover (recall the concept of the refractory

period following an action potential). This activity is self-sustaining in the sense that no

further external stimulus is required to initiate new wave fronts. Self-sustaining activity

can override the heart’s natural rhythm, leading to arrhythmia such as tachycardia (an

organised propagation pattern but at a higher rate than sinus rhythm) or fibrillation

(disorganised activity with no clear driving mechanism). In particular, atrial fibrillation

is the most common sustained arrhythmia and is associated with increased risk of stroke

and increased morbidity and mortality [32].

Self-sustaining activity can be caused by functional and/or structural features of the

underlying cardiac tissue. In the simplest case, if there is a fixed anatomical obstacle

through which the activation wave cannot propagate, then it is possible for the wave to

rotate around the obstacle (originally posited as ‘circus’ re-entry) [33,34]. In this case, the

requirement for self-sustaining activity to occur is for the tissue to have recovered from its

refractory state before the returning wave front reactivates it. It is possible for excitable

tissue to exist between the head and refractory tail of the wave, which is known as the

excitable gap. To initiate circus re-entry requires a region through which a propagating

wave can travel in only one direction, or unidirectional conduction block. Then a stimulus

at one location around the obstacle will only propagate in one direction and, provided the

refractory period of the tissue is sufficiently short and/or the wave front sufficiently slow,

the wave will continue to propagate around the obstacle.

A functional concept of self-sustaining activity which does not depend on an anatom-

ical obstacle is the ‘leading circle’ hypothesis. In this case, the wave front impedes on

its refractory tail and there is no excitable gap as in circus re-entry. The leading circle

re-entry develops when the stimulating effect of the wave front is just sufficient to initiate

a new action potential in the partially refractory tissue [35–38]. The area of tissue which

is rotated around is held in a constant refractory state by impeding wave fronts rendering

it unexcitable, and therefore the self-sustaining activity remains fixed in one location.

Another form of functional re-entry that may occur is spiral wave, or rotor, re-
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entry [39–42]. As opposed to the previous cases, spiral wave theory incorporates the wave

front curvature. This non-planar wave front does not have a constant conduction velocity

and instead it varies with the curvature due to changing source-sink mismatch [32]. The

curved wave front and refractory wave tail meet at a singularity point (the ‘rotor’) [43,44].

At the core, the wave front curvature is extremely high and the conduction velocity very

low so that the wave front cannot impede on the cells at the core. However, contrasting

leading circle re-entry, this core is not held in a refractory state and so, instead of being

unexcitable, it is just difficult for the wave front to excite this group of cells [32]. As a

result, under some conditions, the rotor can meander through tissue, or anchor to small

imhomogeneities [43].

1.1.6 In vitro models of arrhythmia

In vitro, ex vivo and in vivo experimental models of arrhythmia all have specific advan-

tages and disadvantages [45, 46]. While ex vivo and in vivo models are closest to the

clinical reality, they also have the highest biological variability and cost associated with

experiments, making it challenging to standardise results. In vitro models typically consist

of a layer of cardiac cells seeded to create an excitable synctium [47] which can be exposed

to pharmacological interventions and may be genetically modified, and in which electrical

activity can be recorded using electrodes or visualised with optical mapping [48–50]. A

major downside of in vitro models is that they lack the complex three-dimensional macro-

and micro-structure of cardiac tissue (though methods to reproduce some characteristics

do exist, e.g. [51]), and the presence of neuronal cells or vasculature [46]. Cell monolayers

typically consist of either primary cells, stem-cell derived cardiomyocytes or immortalised

cell lines.

Primary cell monolayers, where cells are enzymatically dissociated from fresh neonatal

animal hearts, are historically the most common monolayer model [46]. A large number

of studies have investigated the basic mechanisms of self-sustaining activity and localised

conduction block in these models (e.g. [52–58]). However, a downside of using primary cell

monolayers is the challenge in achieving a high purity monolayer without the presence of
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non-cardiomyocyte cells when not desired. Primary cells from post-neonatal hearts do not

divide in culture, placing a limit on the source of new cells, and there are ethical arguments

to consider regarding the use of animals in research. More recently, pluripotent stem cell

monolayers have been explored as they can proliferate in culture and be differentiated

into different cell types (for recent reviews see [46,59]).

Immortalised cell lines can proliferate indefinitely in culture and be seeded into ex-

citable monolayers. The HL-1 cell line [60, 61] was derived from murine atrial cells and

retains characteristics of adult cardiomyocytes such as the ion channels necessary to gen-

erate action potentials [60–65]. They exhibit spontaneous activity when cultured in mono-

layers and have been used to study self-sustaining activity [66–68]. One downside of this

cell line is the heterogeneous phenotypes of cultured cells at different stages of differenti-

ation. Dias et al. [69] created more homogeneous sub-clones of the HL-1 cell line, among

them HL1-6 cells. HL1-6 cells maintain their cardiac differentiation, can be passaged in-

definitely in culture and frozen/thawed from stock. Being derived from the HL-1 cell line

they possess the ion channels typical of atrial-derived cardiomyocytes and express Cx40,

Cx43 and Cx45 for gap junctional coupling [69]. Like primary neonatal cardiomyocytes,

they propagate electrical impulses in seeded monolayers, though with a lower conduction

velocity (∼41 mm/s in HL1-6 [69], compared to ∼340 mm/s in primary cultures [70]).

This makes it possible to capture electrical activity at cell-scale spatial resolution without

limiting the field of view or time resolution in optical mapping. Monolayers of HL1-6

myocytes also exhibit spontaneous triggers leading to self-sustaining activity [71].

1.2 Computational background

Computational models of action potential propagation provide advantages over biological

models in that the environment and inputs of an experiment can be manipulated precisely,

outputs can be recorded in the absence of experimental noise and (once developed) it is

possible to run many experiments at relatively high speed and low cost. Significant

downsides of computational models are they are by necessity a simplification of reality and

substantial work must go into their development and validation to ensure they faithfully
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represent the subject being studied.

A computational model of action potential propagation requires a model of the reaction

process (action potential generation in each cell) and the diffusion process (electrical

propagation to adjacent cells).

1.2.1 Modelling an action potential

Action potential models describe how the transmembrane potential, and other physio-

logical properties, of a cardiac cell vary through time due to changing environmental

conditions or applied stimuli. Since the development of the initial, relatively simple,

model of a neuron [72], action potential models have grown in scope and complexity as

new experimental data have become available [73]. Both phenomenological models, which

aim to reproduce basic characteristics of an action potential that are solved in an effi-

cient manner for use in large-scale simulation studies, and biophysical models, which aim

to reproduce ion channel currents and intracellular processes at varying levels of detail,

have been developed. They are generally composed of one or more currents with conduc-

tance regulated by the opening and closing of one or more ‘gates’, formulated as a set of

nonlinear ordinary differential equations.

A range of models exist for cardiac cells from the atria [74, 75], ventricles [76], sino-

atrial node [77] and purkinje fibre system [78] in humans, as well as across a range of

species widely used in cardiac research including mouse [79–81], rabbit [82, 83], rat [84]

and guinea pig [85, 86]. More recently, models to represent action potentials of induced

pluripotent stem cells [87] have also been developed.

1.2.2 Continuum models of cardiac propagation

The most common method of modelling multicellular electrical activity, particularly at

the tissue or whole organ scale, is the classical bidomain or monodomain approach [88–90].

This approach generalises Ohm’s law leading to a system of partial differential equations,

with the action potential incorporated as a reaction term. In these models, the fine mi-

crostructure of cardiac cells are homogenised to represent cardiac tissue as a synctium.
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The geometry, which may be idealised or derived from experimental data such as MRI

images, is divided into a mesh in which the equations can be solved using a numerical

scheme such as finite difference, finite elements or finite volume. Extracellular and in-

tracellular domains exist throughout the geometry, and are coupled at all points. As a

results, discrete features, such as gap junctional coupling, are averaged over larger areas

and represented by homogenised conductivity terms. The continuum approach has been

successfully applied to a range of studies of cardiac propagation (see e.g. [91]). However,

changes to conduction properties at the microscopic scale are difficult to represent in a

meaningful way in these models.

1.2.3 Discrete models of cardiac propagation

Early discrete-cell models were developed in response to biological experiments highlight-

ing the effect of gap junctions on propagation, the results of which could not be predicted

by continuum approximations. In particular, for high gap junctional resistances it was

shown that the conduction velocity prediction from cable theory breaks down, and the

action potential time to peak increases as gap junctional resistance increases [92]. New

models developed traditional cable theory by incorporating discrete discontinuities at the

abutting cell ends in one-dimensional strands of cells [93–98], and were able to reproduce

these features of high gap junctional resistance observed experimentally.

Spach et al. were one of the first to expand the concept of discrete cardiac propaga-

tion in two-dimensional computational models of adult- and neonatal-like cells through

a number of studies [99–104]. Across these studies, the authors investigated how cardiac

propagation was affected at the cellular scale by changes to three effects of cardiac re-

modelling: changes in the geometry of cells; changes in the distribution and resistance

of gap junctions; and changes in the volume and distribution of the interstitial space be-

tween cells. Linking the work back to clinical applications, the role of interstitial collagen

was highlighted as a potential target to reduce the effects of microfibrosis and improve

transverse coupling of aging myocytes [104].

Stinstra et al. developed a three-dimensional model of discrete cardiac conduction,
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which they called the ‘microdomain’ model [105–110]. The authors use computer-generated

geometrical models of cardiac cells, interstitial space and capillaries which resemble real-

istic myocyte shape in a bundle of fibres. Each domain is treated as a separate volume

conductor with a specific conductivity value. Gap junctions couple adjacent cells through

any surfaces perpendicular to the fibre direction, which allows both longitudinal and lat-

eral coupling. This model was initially applied in a passive sense, with no active action

potential model on the cell membranes, to estimate bulk values of intracellular and ex-

tracellular conductivities in both healthy [105] and ischaemic tissue [106]. An electric

field was applied across a finite element model of 64 generated cells along with capillar-

ies and interstitial space, and the resulting current density measured to infer bulk tissue

conductivity.

In later work, this microdomain model was extended to include the active component

across the cell membranes [108–110]. In [108], action potential propagation along a fibre of

50 brick-shaped cells was simulated using a finite volume scheme, with different volumes

and electrical properties in the interstitial space. The authors concluded that the nature

of propagation and shape of transmembrane potential was very different between their

simulations and the classical bidomain approach when non-uniform interstitial space was

included. This approach was later extended to realistic myocyte morphology generated

from histological images of myocyte bundles [109, 110], and compared to the idealised

brick-like fibre. In the latter work, the authors concluded that in the simple case of a

planar propagating wave, the use of a more realistic geometry had a “moderate” effect on

measured conduction velocity at the microscopic scale [110].

More recent studies have returned to focus on two-dimensional discrete cardiac prop-

agation in cell monolayers. The effect of how the cardiac microstructure is represented

in these models has been investigated by comparing ideal brick-like cells with more re-

alistic morphologies, directional anisotropy, varying gap junctional distribution and cleft

spaces [111,112]. Kim et al. conclude that in healthy cardiac tissue, with normal cellular

coupling, the continuum (bidomain, etc) modelling approach can be appropriate but that

it begins to break down in areas of sudden changes in cell orientation [112] . Along with
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microstructural changes, representing cardiac cells individually in a model facilitates inves-

tigating the effects of coupling to non-myocyte cells such as fibroblasts [113–115]. Cardiac

monolayers are frequently used in in vitro models of self-sustaining activity, and this has

also been an area where discrete-cell computational models have been applied [116, 117].

Hubbard et al. modelled a monolayer with heterogeneity in gap junctional coupling and

interstitial resistivity introduced into half of the domain [116], and a region in the cen-

tre [117]. In both cases, they were able to demonstrate how wave breakthrough could

occur at the boundary of source-sink mismatch from single cells in the heterogeneous

region into the well coupled region of their models.

A growing number of studies are using models of discrete cardiac conduction to inves-

tigate the role of ephaptic coupling in cardiac conduction [118–121]. Ephaptic coupling

is hypothesised to occur when a depolarising cell draws in Na+ ions, lowering the elec-

tric potential of the thin extracellular space around the cell, and causing the membrane

of a closely adjacent cell to depolarise without the requirement of gap junctional cou-

pling [122]. Ephaptic coupling was proposed in response to experimental evidence that

electrical signals continue to propagate even when gap junctional coupling is significantly

reduced [118, 120]. In particular, clustering of fast sodium channels at the intercalated

discs appears to be a critical factor in this form of propagation succeeding, which is dif-

ficult to represent in a meaningful way in continuum models [123]. The ‘EMI’ model

developed by Tveito et al. [120, 123] captures this behaviour by using rectangular cells

with only part of the cell surfaces extending to connect to neighbouring cells, thus leaving

a gap over which they demonstrate ephaptic coupling can occur.

1.2.4 Uncertainty and variability in cardiac modelling

Uncertainty and variability are unavoidable aspects of scientific experiments, and can

be particularly acute in the biological sciences. As experiments are frequently used to

tune parameter values in computational models, they have an influence on the model

output. Further understanding of uncertainty and variability in cardiac modelling has

been designated a priority as models become more closely implicated in safety-critical
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clinical applications [124].

Uncertainty is introduced into cardiac models from a number of sources. These can be

separated into two broad categories: epistemic and aleatory uncertainty [125]. Epistemic

sources are a consequence of some missing knowledge about the system being modelled. As

all models are a necessary simplification of the real system they aim to represent, epistemic

uncertainty can be introduced by deficiencies in the model formulation which do not

account for, or incorrectly portray, aspects of the real system. Epistemic uncertainty can

also arise in the case of imperfect data from recording systems (e.g. noise in electrogram

measurements). Aleatory sources are a result of the variability inherent in the biological

system. This could be, for example, differences between action potentials in different cells,

or in subsequent action potentials from the same cell [124]. A defining difference between

the two sources is that epistemic uncertainty can be, theoretically, reduced while aleatory

uncertainty is a property of the system being studied and cannot be eliminated.

In cardiac modelling, uncertainty and variability can be incorporated into both the

action potential model and the tissue model (in both continuous and discrete cases).

Action potential models, particularly biophysically detailed models, can be composed of

many parameters, rendering calibration (selecting the model parameters based on exper-

imental evidence) a challenge due to identifiability concerns. Identifiability refers to the

ability of a parameter to be uniquely selected and may be structural (i.e. the form of the

equations results in redundant parameters that can be varied together to give the same

result) or practical identifiability (i.e. the inability to select a value given the available

experimental data). Recently, numerous studies have investigated uncertainty, variability

and unidentifiability in action potential models (see e.g. [123,126–131]). The uncertainty

in action potential models can be propagated into the full cardiac model, alongside those

introduced at the tissue scale [125].

1.3 Thesis outline

This chapter has described the biophysical processes underlying the genesis of arrhythmias

in patients and discussed the modelling modalities which can be used to investigate such

31



processes. In particular, under pathological conditions, the continuum modelling approach

cannot adequately represent changes and heterogeneity at the microscopic scale which may

be important in the perpetuation of self-sustaining electrical activity in fibrillation. HL1-6

myocytes allow electrical activity to be recorded at high temporal and spatial resolution

with a field of view not possible in other in vitro models.

The central hypothesis driving this work is that heterogeneous electrical coupling plays

a key role in the initiation and perpetuation of re-entrant arrhythmias and fibrillation.

To address this hypothesis, the goal of this thesis is to develop a biophysically and geo-

metrically accurate computational model of action potential propagation in cardiac cells

cultured in a monolayer, through direct comparison with biological experiments using

HL1-6 myocytes. Towards this goal, the thesis has the following sub-hypotheses and

related aims:

• Heterogeneity of cell coupling in monolayers of HL1-6 myocytes create a substrate

for the formation of self-sustaining activity. To address this sub-hypothesis, the

first part of this thesis aims to improve understanding of the self-sustaining activity

observed in this in vitro model.

• The Hodgkin-Huxley approach can be used to model the action potential of HL1-6

cells and uncertainty and variability can be captured in this model using a Bayesian

calibration approach. The second part of this thesis therefore aims to construct an

action potential model of an HL1-6 myocyte, with consideration of uncertainty and

variability.

• A multi-domain model accounting for the geometry and biophysics of individual cells

can be constructed to faithfully and efficiently simulate action potential propagation

through HL1-6 cell monolayers. To address this sub-hypothesis, the final part of this

thesis aims to build a multi-domain computational model of action potential propa-

gation through HL1-6 cell monolayers, and to validate the model against biological

experiments.

The rest of the thesis proceeds as follows. Chapter 2 characterises the form of self-
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sustaining activity observed in vitro in HL1-6 monolayers, and the conditions necessary

for its initiation. Chapters 3 and 4 develop the HL1-6 action potential model. In Chap-

ter 3, the calibration methodology is explored through a retrospective uncertainty and

variability analysis of previously published action potential models, and this approach

is then used to build a new action potential model of the HL1-6 myocyte in Chapter

4. Chapter 5 describes the methodology for the multi-domain computational model, and

shows theoretical results and performance considerations. Chapter 6 then presents and

discusses results from simulations of action potential propagation in monolayers of HL1-6

myocytes, and compares with biological observations. Lastly, Chapter 7 concludes the

thesis and offers avenues for future research. �
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Chapter 2

Self-sustaining activity in HL1-6 cell

monolayers

Parts of the following chapter have been published in [71, 132] (CC BY).

2.1 Introduction

Self-sustaining activity spontaneously occurs in cultured monolayers of HL1-6 cells. This

chapter addresses the first aim of the thesis: to investigate the initiation and perpetuation

of self-sustaining activity in this relatively simple biological model. The slow propagation

velocity of HL1-6 monolayers [69] enables activity to be visualised at high spatial and

temporal resolution while maintaining a multicellular field of view.

Previous studies have investigated self-sustaining activity in monolayers of the orig-

inal HL-1 cell line [66–68, 133, 134]. Studies have optically mapped activity using volt-

age [67], Ca2+ [68,134] and “propagation-induced phase contrast” approaches [66]. When

reported, self-sustaining activity in HL-1 monolayers generally had a dominant frequency

∼3 Hz [66, 68], and remained rotating around a single location over extended periods of

time. Previous work has mapped self-sustaining activity in HL-1 cell monolayers with field

of view >1×1 cm, focusing on the macroscopic propagation properties. In this chapter,

we map at higher spatial resolution with a field of view closer to 1×1 mm which makes it

possible to study detailed features at the core of the stable activity.
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The chapter proceeds as follows. Section 2.2 details the methods used to culture

the cells, protocols for individual experiments, and how data analyses were conducted.

Section 2.3 then presents the results. Firstly, we try to uncover the conditions required

for self-sustaining activity to initiate, and test whether trigger cells or self-sustaining

activity is a constant or transient feature of a given preparation by halting and restarting

monolayer activity. Subsequent experiments take a closer look at the core of the stable

self-sustaining activity to characterise the substrate that allows the activity to perpetuate.

Finally, in Section 2.4, we discuss these results in the context of the existing literature,

and draw conclusions.

2.2 Methods

2.2.1 Cell culture

All cell culture work was carried out in laminar flow safety cabinets to maintain sterile

conditions. HL-1 subclone 6 (HL1-6) cells [69] were grown in Claycomb medium (Sigma-

Aldrich, USA) supplemented with 10% fetal bovine serum (Gibco, USA), 100 U/ml:100

µg/ml Penicillin/Streptomycin (Sigma-Aldrich, USA), 2 mM L-Glutamine (Sigma-Aldrich,

USA) and 0.1 mM Norepinephrine (Sigma-Aldrich, USA). For a list of additional reagents

included in Claycomb medium see Table 1 in [61]. Cells were incubated in an environment

with 5% CO2 overlay at 37 ◦C.

Cells were maintained in either 100 mm diameter TC-treated culture dishes (Corning,

USA), or T-75 flasks (Sarstedt, Germany). In either case, the surface of the dish/flask was

coated with a 5 µg/ml solution of fibronectin (Sigma-Aldrich, USA) in Hank’s Balanced

Salt Solution (HBSS) (Thermo Fisher Scientific, USA) for 30 minutes prior to seeding.

This solution was aspirated off before seeding.

Cells were passaged at ratios between 1:6 and 1:3 every 3-7 days, once cell monolayers

reached ∼80% confluency. Dishes were first washed gently with HBSS 2-3 times to remove

any growth medium. For a T-75 flask, 2 ml of pre-warmed 0.05% trypsin/EDTA (Sigma-

Aldrich, USA) in HBSS was added to the flask, which was then incubated in 1% CO2
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at 37 ◦C for 2 minutes. The flask was removed from the incubator, the old trypsin and

cellular debris aspirated off and replaced with 3 ml of fresh trypsin. The flask was then

returned to the incubator. After 3 minutes, flasks were tapped gently to dislodge cells

and observed under a phase microscope to check whether most cells had dissociated.

The enzyme activity was halted by adding an equal volume (3 ml) of soybean trypsin

inhibitor (Sigma-Aldrich, USA) directly to the flask. This solution was added into a 15

ml falcon tube. The flask was then washed with 3 ml of Claycomb medium to ensure good

cell recovery and this solution also added to the falcon tube. The tube was centrifuged

(300×g, 5 minutes at room temperature), the supernatant aspirated off and the resulting

cell pellet re-suspended in the appropriate volume of supplemented Claycomb medium

for the passage ratio. After dilution in Claycomb medium, the single cell suspension was

re-seeded onto newly coated dishes/flasks.

2.2.2 Cryo-preservation

Cells in a flask at ∼80% confluency were detached as detailed above up to the step where a

cell pellet is obtained after centrifuging. The cell pellet was re-suspended in 1.5 ml of 95%

FBS and 5% DMSO solution and added to a cryovial. Cryovials were quickly transferred

to a -80 ◦C freezer, before being moved to liquid nitrogen if frozen for long-term storage.

To thaw cells, the cryovial was rapidly warmed in a 37 ◦C water bath and the cell

solution transferred to a falcon tube containing 10 ml of Claycomb medium pre-warmed to

37 ◦C. The cells were centrifuged as described above, and the resulting pellet re-suspended

in 5 ml of pre-warmed medium and added to a culture flask.

2.2.3 Seeding round colonies of controlled area

A range of volumes of fibronectin solution were applied to 35 mm diameter uncoated

low-walled µ-dishes (ibidi, Germany) to achieve cell colonies of consistent sizes. Drops

of the solution formed circular shapes due to the hydrophobic nature of the dish surface.

Drop volumes were set at 2.5, 5 and 10 µl. Multiple drops of each volume, along with a

large drop of 150 µl to facilitate checking for cellular activity, were seeded in each dish.
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a b c

Figure 2.1: a Drops of fibronectin solution on the hydrophobic dish surface. b Resulting round colonies
of cells after wash step. c Phase contrast image at edge of one colony.

After application, the fibronectin drops were left for approximately 30 minutes and

then aspirated from the dish surface. Approximately 700,000 cells from a confluent dish

were added directly to the µ-dishes and incubated in 5% CO2 at 37 ◦C for approximately

30 minutes. An extensive wash with HBSS removed excess cells not adhered to the surface

(i.e. outside the drop of fibronectin coated areas). Growth medium was added and dishes

returned to the incubator. Cells in colonies would typically exhibit intrinsic activity after

4-8 days in culture. Figure 2.1 shows the resulting colonies in a µ-dish.

2.2.4 Anisotropic monolayers

When seeded as described above, HL1-6 monolayers do not align preferentially in a single

direction. To generate anisotropic cell monolayers, the surfaces of µ-dishes were directly

microabraded in one direction using 5 µm lapping paper [51] prior to seeding. The dishes

were sterilised under UV light before small HL1-6 cell colonies were seeded directly onto

the abrasions using the protocol above.

2.2.5 Optical mapping

In experiments mapping only Ca2+ transients, HL1-6 cell colonies in µ-dishes were loaded

with 10 ng/ml Fluo-4 AM (Thermo Fisher Scientific, USA) diluted in 1 ml of HBSS

containing 1 mM CaCl2 for approximately 20 minutes. Ca2+ transients were used as a

surrogate (for membrane potential changes) due to the much larger fluorescence ampli-

tude recorded compared to conventional voltage dyes (e.g. di-8-ANEPPS). This makes it

possible to visually track wave fronts to locate the core of self-sustaining activity within
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monolayers, which was not possible using only voltage-sensitive dyes. After 20 minutes,

the dye solution was aspirated off and an imaging solution of 1 ml HBSS containing 1

mM CaCl2 added to the dish. In experiments with anisotropic monolayers, this imaging

solution contained 1.5 mM CaCl2 and 1 mM MgCl2, as it produced more consistent ac-

tivity in cell colonies. Cells were returned to the incubator for 20 minutes to de-esterify

before imaging was carried out.

In two sets of experiments, Ca2+ transients were mapped simultaneously to, or imme-

diately after, recordings using potentiometric dyes. For simultaneous imaging, cells were

stained with 40 µM di-8-ANEPPS (Thermo Fisher Scientific, USA) diluted in 1 ml HBSS

supplemented with 0.05% Pluronic F-127 (Life Technologies, USA) for 2 minutes. A

new potentiometric dye with higher fluorescence compared to conventional dyes, BeRST-

1 [135] (a kind gift from Professor Miller at University of California, Berkeley), was also

tested. Cells were stained for 20 minutes with Fluo-4 AM solution (as above) mixed with

BeRST-1 stock solution (prepared as described in [135]) diluted 1:1000 in HBSS. On our

microscopy setup, it was not possible to capture simultaneous recordings using this dye

combination, so they were captured sequentially with no delay between recordings.

For optical mapping experiments using Fluo-4 AM or Fluo-4 AM/BeRST-1, cell activ-

ity was recorded using an Axio Observer inverted widefield microscope (Zeiss, Germany).

Video recordings were captured using a Flash 4 CMOS camera (Hamamatsu, Japan)

through a 10×/0.5 Fluar objective lens (Zeiss, Germany) at 100 frames per second with

an exposure time of 2 ms and 4×4 spatial binning (2.6 µm/pixel). The field of view of

recordings was ∼1.6×1.6 mm. Images with no spatial binning (0.65 µm/pixel) and higher

exposure time of 200 ms were captured immediately following each video recording. These

images were used to align data from following experiments to the original video record-

ing. All recordings on this system were captured using ZEN Pro imaging software (Zeiss,

Germany) and stored in 16-bit proprietary .czi format.

Dual voltage and Ca2+ transient optical mapping using the di-8-ANEPPS/Fluo-4 AM

dye combination was captured using a custom-built microscope setup (Cairn Research,

UK). The system was built around an upright microscope (Eclipse FN1, Nikon Instru-
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ments Europe B.V.). Excitation light (470 nm) was supplied by an OptoLED system

(Cairn Research, UK). The emitted fluorescence was collected by a high aperture 20×/1.0

water dipping lens (Olympus, Japan). Using a 560 nm Brightline single-edge dichroic

beamsplitter, located in an Optosplit II “LS” emission image splitter (Cairn Research,

UK), the fluorescent light was divided into two beams that were passed through emission

filters (525 nm and 628 nm). Recordings were captured with 10 ms time resolution, 4×4

spatial binning (1.15 µm/pixel) and 1 ms exposure time by a Zyla 10-tap sCMOS camera

(Andor Technology, UK).

2.2.6 Imaging cell morphology

To capture cell morphology on the Axio Observer microscope setup, cells were live-stained

while on the microscope stage to avoid losing saved coordinates of interest on the dish. The

imaging solution was carefully aspirated off without disturbing the dish and replaced with

1 mg/ml Wheat Germ Agglutinin (Sigma-Aldrich, USA) diluted 1/40 in HBSS containing

1% bovine serum albumin for 10 minutes. Cells were then rinsed several times with HBSS

before imaging. For anisotropic cell monolayers, cells were stained instead with 25 µM di-

8-ANEPPS in HBSS for 5 minutes before returning to imaging medium. This live staining

process ensured that (1) the dish was minimally disturbed during the staining process

making it possible to return to approximately the same location where self-sustaining

activity was previously observed, and (2) cell morphology was not affected by fixation of

the cells. A z-stack of images with z-axis resolution of 0.5 µm was collected using the same

objective on the Axio Observer microscope as above, and an exposure time of 200 ms.

The z-stack of images was later deconvolved using Huygens software (Scientific Volume

Imagine, Netherlands).

2.2.7 Quantifying occurrence of triggers and self-sustaining ac-

tivity

In preliminary experiments, attempts were made to visually identify individual triggers

in each size of colony. This process was challenging and unfeasible in the limited time
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before photo-bleaching would occur. Instead, 30 s videos were recorded at the centre of

each colony. Intrinsic pacemaker activity was then identified by wave fronts coming from

different angles and with irregular frequency. The number of unique wave front angles

was used as a surrogate for the number of unique pacemakers.

Each recording was additionally classified for the occurrence of self-sustaining activity

in the colony. Self-sustaining activity (rotational activity or re-entry) was identified as

> 4 regular consecutive wave fronts with the same incidence angle. When self-sustaining

activity was observed, the colony was excluded from the pacemaker analysis (regardless

of whether any trigger activity defined above was visible before/after the self-sustaining

activity) as the self-sustaining activity could impede additional triggers.

2.2.8 Stability of triggers and self-sustaining activity

The aim of this set of experiments was to test whether triggers/self-sustaining activity

were constant features of the underlying substrate, or transient and dependent on other

activity. Triggers or cores of self-sustaining activity were first identified in individual

colonies and recorded as described in Section 2.2.5. Imaging medium was then aspirated

off, without removing the dish from the microscope setup, and replaced with either HBSS

containing 20 mM KCl (to depolarise the cell membranes and maintain the fast Na+

current in the inactivated state, thus halting activity), or containing 3 mM heptanol

(to interrupt gap junctional coupling, also halting activity). Each colony was checked

under the microscope to confirm that activity had ceased within a few seconds. The

blocking solution was aspirated off, the cells rinsed with HBSS and returned to normal

imaging medium. Further 10 s recordings were taken at each location where triggers or

self-sustaining activity were previously observed.

2.2.9 Data processing and analysis

All images and videos were analysed using FIJI open source software (version 1.51f, https:

//fiji.sc). For experiments testing the effects of anisotropy, the directionality of images

was measured using the OrientationJ plugin for FIJI [136]. The output of the algorithm is
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a histogram of local directionality in each image, which will peak in dominant directions.

A more pronounced peak indicates a more dominant direction.

Recordings from fluorescence microscopy experiments were processed prior to analysis

to eliminate noise while retaining the underlying signal. A custom optical mapping toolkit

was developed in Matlab (version 2017b, Mathworks, USA) within the group to facilitate

processing of recordings [71, 132, 137]. The process follows established image processing

techniques [138]. Recordings are first spatially filtered using a Gaussian kernel. The width

of the kernel, defined by the standard deviation parameter σ, was selected according to

the quality of the signal from the experiment, but was generally held close to σ = 2.5

pixels. Each pixel is then filtered in time using a low-pass temporal filter with low-pass

level of 15 Hz. Corrections are made for drift of the signal if necessary by fitting each

pixel signal to a fourth-order polynomial and subtracting the output to establish a new

stable baseline.

Activation time maps were generated by defining activation time for each pixel as the

point of steepest upstroke in the filtered signal [138], with additional checks as described

for identifying a propagating wave front in [139].

One of the challenges of processing disorganised optical mapping data, particularly

at the microscopic scale, is to isolate features of interest so that they may be studied

in relation to specific hypotheses. To analyse recordings of self-sustaining activity at

the single-cell level, a video-processing algorithm was developed to highlight areas of

consistent conduction slowing or block over the time course of a recording. This makes it

possible to generate ‘heat maps’ of conduction delay which can be studied in relation to

features of the underlying substrate, such as cell size, ion channel density or gap junctional

coupling.

Figure 2.2 outlines each stage of the proposed algorithm. Firstly, each raw recording

is processed using conventional techniques: spatial binning, temporal filtering and drift

correction as described above and in [132, 138]. A series of activation time maps are

generated for the range of time points in the recording (Figure 2.2a, second graphic).

Each of these maps is generated to cover one rotation of the self-sustaining circuit (i.e.
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the window of interest is set equal to one period of rotation determined from the dominant

frequency of the recording).

In each of these activation maps, areas of high activation time difference, but close

proximity, are then calculated (Figure 2.2b). For every pixel (i) in the activation time map,

neighbourhood pixels are determined within a user-defined radius. For each neighbour-

hood pixel (j), the absolute activation time difference is calculated as ∆tact = |tact,i−tact,j|

(Figure 2.2b, second and third graphics). This value is added to a running total at the

geometric midpoint between pixels i and j in the conduction delay heat map. After the

time difference values for each neighbourhood pixel have been calculated, the algorithm

iterates onto the next pixel in the activation map and the process repeats. After all pixels

have been iterated over, the conduction delay heat map is averaged (by the number of

calculations applied to each pixel) to generate the final conduction delay map for the

single activation map. The regions in the map at this stage generally highlight the wave

front itself, including parts of the core being rotated around (Figure 2.2b, final graphic).

To generate a conduction delay map for the entire recording, the above process is

repeated for each activation map generated through the recording. The maps generated

are then averaged together, resulting in the mean activation time differences at each pixel

(Figure 2.2a, final graphic). This has the effect of retaining only stable features of the

recording (e.g. apparent conduction block at the core of the self-sustaining circuit) and

dampening features that change from frame to frame (e.g. the propagating wave front).

2.2.10 Statistical analysis

All values are presented as mean ± standard error of the mean. n represents the num-

ber of times an experiment was repeated, and different colonies within the same µ-dish

were considered separate repeats. All statistical analyses were completed using R open

source software (version 3.6.1, https://r-project.org). Normality was tested using the

Kolmogorov-Smirnoff test. Differences between proportions were tested using Fisher’s ex-

act test followed by a Bonferroni correction for multiple comparisons. Mann-Whitney

U-test was used to test for significant differences between groups and corrected for mul-
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Figure 2.2: a Overview of the generate a conduction delay map for an entire recording of self-sustaining
activity. Starting from processed frames of the recording, a series of activation maps are generated
covering a full rotation of the circuit. Each activation map is processed into a single conduction delay
map (detailed in the next subfigure). Averaging these maps produces a single conduction delay map
for the recording, retaining consistent features and dampening features that change between frames. b
Processing a single activation map into a conduction delay heatmap. For each pixel in the map, the
neighbouring pixels are found, and the activation time difference between each calculated. The process
is repeated for each pixel and averaged, giving a single conduction delay map. Figure adapted from [132]
(CC BY).

tiple comparisons using Dunn’s test. Relationships between two measurement variables

were evaluated using regression analysis. Significance levels are indicated in the text.

2.3 Results

2.3.1 Prevalence of self-sustaining activity in microscopic colonies

The colony areas resulting from different volumes of fibronectin drops were established

as 2.5 µl: 3.5±0.1 mm2 (n = 5), 5 µl: 6.4±0.1 mm2 (n = 3) and 10 µl: 9.8±0.2 mm2

(n = 3) from measuring the curvature of the boundaries in phase images. These areas are

adopted in the analyses that follow.

A total of 63 recordings with activity were captured and analysed in various sizes of

colonies (3.5 mm2: n = 25, 6.4 mm2: n = 22, 9.8 mm2: n = 16). Self-sustaining activity

(or a series of wave fronts likely originating from this activity) was observed most often

in 9.8 mm2 colonies (38%, n = 6/16), a smaller proportion in the 6.4 mm2 size (32%,

n = 7/22) and only one identified in the smallest 3.5 mm2 colonies (4%, n = 1/25).

Figure 2.3 summarises the occurrence of self-sustaining activity with colony area. When
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Figure 2.3: Presence/absence of self-sustaining activity by colony area. Numbers outside of boxes indicate
the count for each category inside the boxes. Significance shown as measured using Fisher’s exact test (*
p < 0.05, ** p < 0.01).

tested with Fisher’s exact test, there was a significant difference between the occurrence

between the smallest and medium colonies (p = 0.018) and between the smallest and

largest colonies (p = 0.009).

Wave fronts originating from self-sustaining activity would affect the count for triggers

in the subsequent analysis. After excluding those recordings with self-sustaining activity,

the number of natural triggers was quantified for each colony size. The results were 3.5

mm2: 3.2±0.3 triggers (n = 24), 6.4 mm2: 3.6±0.5 triggers (n = 15), and 9.8 mm2:

5.7±0.5 triggers (n = 10). There was an increase in number of triggers between the 3.5

mm2 and 9.8 mm2 colonies (p = 0.0014) and between the 6.4 mm2 and 9.8 mm2 colonies

(p = 0.0166). Figure 2.4a displays these results.

To determine the change in general activity with colony area, the total number of wave

fronts irrespective of direction or frequency was also quantified for each 30 s recording.

An increase in general activity was observed between the 3.5 mm2 and 9.8 mm2 colonies

(p = 0.003) and between the 6.4 mm2 and 9.8 mm2 colonies (p = 0.0264). Figure 2.4b

summarises these data.

2.3.2 Spatial stability of triggers and self-sustaining activity

Twenty locations with natural triggers were captured before and after depolarisation with

KCl solution and 13 before and after inhibition of gap junctional coupling using heptanol.

44



0

2

4

6

8

3.5 6.4 9.8

Colony area, sq mm

N
u

m
b

e
r 

o
f 

n
a

tu
ra

l 
p

a
c
e

m
a

k
e

rs

0

3

6

9

12

3.5 6.4 9.8

Colony area, sq mm

N
u

m
b

e
r 

o
f 

w
a
ve

fr
o

n
ts

 i
n

 3
0

s

**
*

**
*

a b

Figure 2.4: a Number of natural triggers in each colony size, with significance levels indicated. b Total
number of wave fronts in 30 second recording in each colony size. Significance tested using Mann-Whitney
U-test (* p < 0.05, ** p < 0.01). Figure adapted from [71] (CC BY).

Natural triggers were characterised by automatic activity at irregular frequencies. The

location of the triggers was confirmed pre-treatment, then activity re-evaluated after

treatment and return to normal imaging solution. Analysis of the recordings after depo-

larisation with KCl showed that 10% (n = 2/20) of recordings showed no trigger return,

55% (n = 11/20) showed activity from another location (i.e. another trigger cell) and 35%

(n = 7/20) showed return of the original trigger. After uncoupling with heptanol, 38%

(n = 5/13) showed no activity, 23% (n = 3/13) showed irregular activity from another

location and 38% (n = 5/13) showed activity from the original trigger. No self-sustaining

activity appeared after either depolarisation or uncoupling in any of these colonies (Fig-

ure 2.5a). There is not a statistically significant difference between the proportion of

results for trigger stability between each intervention (p = 0.087).

Nine locations of self-sustaining wave circuits were recorded before and after depolar-

isation, and 18 before and after gap junctional uncoupling to assess whether the circuits

would reappear in the same location. No self-sustaining circuit reappeared in the same

location after either depolarisation or uncoupling. In 56% (n = 5/9) of the recordings

after depolarisation and 28% (n = 5/18) after uncoupling, regular activity emanated

from a different location, suggesting self-sustaining activity had developed elsewhere in

the cell colony. 33% (n = 3/9) of recordings after depolarisation and 11% (n = 2/18)

after uncoupling showed one or more impeding wave fronts from different directions, sug-
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Figure 2.5: Results of testing spatial stability of activity in HL1-6 monolayers after either depolarisation
using elevated K+ solution or gap junctional uncoupling using heptanol. a Results for natural trigger
cells, ‘return’ implies the same trigger was observed after washout, ‘other’ implies only trigger activity
from another location was observed and ‘none’ implies no activity reappeared in the colony after washout.
b Results for self-sustaining circuits.

gesting only activity from natural triggers. 11% (n = 1/9) after depolarisation and 61%

(n = 11/18) after uncoupling showed no activity returning in the colony. When activity

was present after depolarisation or uncoupling, the original location of the self-sustaining

circuit did not display abnormal propagation, indicating cells in this location were not

dysfunctional. There was a significant difference between the proportion of activity in

each category (p = 0.019), suggesting a contrasting mode of action between the two

interventions.

Figure 2.6 shows example activation maps captured before and after electrical uncou-

pling using heptanol of a trigger cell near a colony edge (a, b) and a self-sustaining activity

circuit (c, d). The two time activation maps for the trigger cell are similar. The activation

map generated at the same location as the self-sustaining circuit after uncoupling shows

a wave passing the field of view, originating from a different location.

2.3.3 Characteristics of self-sustaining activity

Twenty-seven self-sustaining circuits were recorded in isotropic monolayers. Of the 27, all

remained stable around the same ‘core’ path for the duration of the recording (10 s). While

locating the circuit (up to 5 minutes), the wave fronts observed visually also appeared to

emanate from the same location with the same regularity. The mean dominant frequency

of the self-sustaining activity was 2.7±1.0 Hz.
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Figure 2.6: Example activation maps before and after electrical uncoupling with heptanol for a, b a
trigger cell near a colony edge and c, d self-sustaining activity.

Recordings at the core of self-sustaining activity were processed using our algorithm to

reveal regions of slow conduction or complete conduction block. The algorithm measures

the local difference in activation time in space through each frame of the recording, and

highlights the apparent ‘core’ being rotated around. The core generated appeared to

manifest in three key forms (Figure 2.7). 59% (n = 16/27) showed self-sustaining activity

was rotating around small areas of cells connected by thin lines which waves did not cross,

19% (n = 5/27) appeared to rotate around a single line which waves did not cross, and

22% (n = 6/27) around three or more connected lines.

The path of the self-sustaining activity was next analysed by estimating how far a

wave would have to travel to complete one circuit. This perimeter was estimated for

each recording by fitting a convex hull to a thresholded image of the conduction slowing

heat map. A convex hull is defined as the smallest convex shape that contains a set of

points (in this case the pixels of the thresholded image). Figure 2.8 shows an example of

self-sustaining activity with corresponding activation time map and perimeter estimation.

Perimeters of the cores ranged from ∼0.8-3.1 mm when estimated using the convex hull
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Figure 2.7: Examples of conduction delay heat maps showing the stable core of self-sustaining activity.
Dark areas correspond to large conduction delay between activation on either side of the area. Colour
bars are distinct to individual heat maps as the dominant frequency of the self-sustaining circuit was
different. Adapted from [71] (CC BY).
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Figure 2.8: a Activation map of self-sustaining circuit, dominant frequency 2.9± 0.1 Hz. b Conduction
delay heatmap generated from same recording highlighting the core of the rotational activity. c Calculated
convex hull (black lines) overlaid on conduction delay heatmap. Adapted from [71] (CC BY).
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Figure 2.9: a Scatter plot showing perimeter of core of self-sustaining activity regressed on dominant
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from [71] (CC BY). b Histogram showing inferred conduction velocities at each core.

method. The mean and standard error of the perimeters were 1.5±0.6 mm. As we would

expect (other variables held constant) an increasing perimeter to reduce the dominant

frequency of the self-sustaining activity, the perimeter of the core was regressed on the

dominant frequency of each recording. The resulting linear regression suggests that a

reducing perimeter increases dominant frequency, but a low r2 value indicates additional

variables may also influence this relationship (Figure 2.9a).

The conduction velocity at the core was estimated from the perimeter values and

period of rotation. Figure 2.9b shows a histogram of the resulting measurements. The

mean conduction velocity at the core was 3.9±0.3 mm/s.

2.3.4 Closer look at the core of self-sustaining activity

The morphology and activity of individual cells near the core of self-sustaining activity in

monolayers were analysed by overlaying the conduction slowing heat map on an aligned

image of two-dimensional cell morphology from Wheat Germ Agglutinin staining. Fig-

ure 2.10a shows an example of an image from the self-sustaining circuit which generated

the conduction slowing heat map in the lower left of Figure 2.7. Figures 2.10b shows a

zoomed view from a region where a group of cells appears to be within the conduction

slowing region, and Figure 2.10c shows a region along the line of apparent conduction

block. The results for this single example were representative of 9 recordings analysed in

the same fashion.
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Figure 2.10: a Microscopy image of cell membrane staining in monolayer at location of self-sustaining
circuit. The conduction block/slowing heat map which highlights the core of the circuit has been overlain
on the image. The circuit corresponds to the conduction slowing heat map in the lower left sub-figure
of Figure 2.7. White boxes indicate the locations of locations where cell activity has been analysed. b,
c Zoomed images of regions with analysed cells. Activity was analysed in cells indicated, with numbers
corresponding to graphs in Figure 2.11. Adapted from [71] (CC BY).
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Six cells are highlighted in Figure 2.10b; three within the core region (cells 1, 2 and 3)

and three outside (cells 4, 5 and 6). Ca2+ transient activity from these cells was analysed

in the video recording and is shown in Figure 2.11a. The cells inside the core region show

no clear pattern of intracellular Ca2+ activity. In contrast, the cells outside show regular

firing at the frequency of the self-sustaining circuit.

When a conduction block line was observed at the core, it generally appeared to be on

the order of one cell thick. However, it was not possible to confirm whether the block was

indeed across the gap junctions between adjacent cells or through a particular line of cells.

In Figure 2.10c, 5 cells were highlighted and measured in the original recording. Cell 7

appeared to reside ‘inside’ the conduction block region, cells 8 and 10 were adjacent to cell

7 on either side, and cells 9 and 11 were further away on either side of the line. Figure 2.11b

shows Ca2+ transients measured in each of these cells (note the top row shows the same

Ca2+ transient trace from cell 7 for vertical comparison with other traces). The left column

shows activity in cells above the line of block, and the right column shows activity in cells

below the line. Arrows have been added to mark the peak Ca2+ measurements at each

rotation.

The traces exhibited by cells close (cells 8 and 10) and far (cells 9 and 11) from the

line show the expected periodic Ca2+ transients associated with the self-sustaining circuit

with a dominant frequency of 2.9 Hz. The two columns are out of phase with each other

as they are on opposite sides of the line of block. Cell 7 (top row) exhibits different

activity to other cells. It appears to fire Ca2+ transients at double the rotation rate of the

self-sustaining circuit. The arrows indicate how this activity is consistent with activity on

either side of the line. To ensure that this observation was not due to the recorded area for

cell 7 overlapping other cells, the analysis was repeated with a smaller region within cell

7 and showed the same activity (with increased noise caused by fewer averaged pixels).

Analysis of other cells along the line of block either showed similar ‘double-firing’ activity

as cell 7, or unclear activity similar to cells 1-3 in Figure 2.11a.
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Figure 2.11: a Normalised fluorescence signals from regions encapsulating cells, highlighted in Fig-
ure 2.10b. Cells 1, 2 and 3 were within the region highlighted by the conduction slowing heat map.
b Normalised fluorescence signals from regions encapsulating cells, highlighted in Figure 2.10c. Cell 7 is
the top row of both columns is within the region highlighted by the conduction slowing heat map. Cells
8 and 10 are adjacent cells on either side. Cells 9 and 11 were cells further away from the conduction
block line on either side. Normalised fluorescence signals are calculated as (F − Fmin)/(Fmax − Fmin) for
each signal from the regions of interest outlined in Figure 2.10. Adapted from [71] (CC BY).
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2.3.5 Comparing recordings of self-sustaining activity with volt-

age and Ca2+ dyes

The results above were obtained by recording Ca2+ transients in cell monolayers. The

high fluorescence amplitude of the Ca2+ dye made it possible to visually track wave fronts

to find the core of self-sustaining circuits. To check whether the Ca2+ activity in these

regions is consistent with action potential propagation, two sets of dual-staining optical

mapping experiments were also conducted. In the first, 3 simultaneous optical mapping

experiments were carried out using di-8-ANEPPS and Fluo-4 AM. In the second, 10

recordings were captured using a new voltage dye, BeRST-1 [135], with Fluo-4 AM, where

the Ca2+ transient activity was recorded immediately following the voltage recording. The

new voltage dye has a higher fluorescence amplitude compared to conventional voltage

dyes.

Figure 2.12 compares simultaneous recordings of a self-sustaining circuit using di-8-

ANEPPS and Fluo-4 AM. Figures 2.12a and b show that activation maps generated from

action potentials and Ca2+ transients are similar in this preparation. The maps were

calculated using the same recording with a constant frame shift of 3 frames (30 ms) to

account for the delay in upstroke of the Ca2+ transient compared to action potential

(Figure 2.12g). Figures 2.12c and d display the conduction slowing heat maps for voltage

and Ca2+ transients respectively. These maps show a similar morphology of the core

region highlighted by large conduction delay. The core generated from action potential

analysis appears larger than that generated from Ca2+ transients. This may be due to

the much higher noise and lower signals produced by di-8-ANEPPS compared to Fluo-4

(compare traces in Figures 2.12e and f).

Figures 2.12e and f show traces taken from the indicated areas around the circuit

core. On the dual optical mapping microscope setup, it was not possible to obtain the

high resolution membrane images captured on the other microscope, so these areas (circles

of diameter 10 µm) were selected to be less than the expected cross-sectional area of a cell.

Outside of the highlighted core region (area 4), both fluorescent signals clearly show firing

at the expected frequency of the self-sustaining wave. In areas 1, 2 and 3 (all ‘within’
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Figure 2.12: a Activation map of self-sustaining circuit generated by voltage recording. b Activation map
of same circuit generated from simultaneous Ca2+ transient recording. c, d Corresponding conduction
slowing heat maps highlighting the core of rotation. The maps for Ca2+ transients are generated from
data three frames (30 ms) later than the voltage maps to account for the delay in upstroke between
action potential and Ca2+ transient. Areas 1 to 4 are circles of 10 µm diameter used to record traces.
e Unfiltered and non-normalised voltage fluorescence traces from 4 locations in c. f Unfiltered and non-
normalised Ca2+ transient traces from same 4 locations in d. g Comparison of trace from area 4 showing
the delay in upstroke between the two signals. Adapted from [71] (CC BY).
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the core area), there is no clear firing pattern in the voltage trace (Figure 2.12e). Some

rhythmic activity above the noise can perhaps be observed in trace 1, which may indicate

a low amplitude Ca2+-dependent action potential. Unclear signals in the voltage train

were a common observation across all recordings in this experiment. Ca2+ transients can

be observed (Figure 2.12f) at the frequency of the circuit (area 1), double the frequency

(area 2) and with no apparent signal (area 3). This could indicate that some cells in

the core are depolarised above the threshold for Na+ channel activation but not always

above the threshold for Ca2+ channel activation and can therefore release intracellular

Ca2+ stores triggered by influx of Ca2+ through transmembrane ion channels. This is

consistent with observations in Figure 2.11 where some cells in the core (cells 1, 2 and 3)

had no discernible Ca2+ activity whereas others showed activity (cell 7).

BeRST-1 is one from a new family of voltage dyes with higher signal-to-noise ratio and

amplitude compared to conventional dyes [135]. 10 recordings of self-sustaining activity

were captured in HL1-6 colonies dual-stained with BeRST-1 and Fluo-4 AM. Figure 2.13

gives a representative example from one experiment. In Figure 2.13a and b, the activation

maps show clear similarities in the propagation path of the wave around the core of the

self-sustaining activity. Figure 2.13c and d, show the corresponding conduction delay heat

maps which highlight the stable core for each dye. The single line of apparent conduction

block at the core has a similar, though not identical, shape in the two maps. The Ca2+

transient map has noticeably more cell-sized regions with a high activation time difference

(one is highlighted with a black arrow).

The signal traces in Figure 2.13e and f are from an alike point on each map. Both the

unfiltered and filtered signals are shown. The filtered signals are processed as described

in Section 2.2.9. The voltage and Ca2+ transient signals have comparable fluorescence

amplitudes, as opposed to observed previously using di-8-ANEPPS (Figures 2.12e and

f). There is slow drift in the Ca2+ transient signal while the voltage signal maintains a

stable baseline. The traces in Figure 2.13g and h are taken from a region with a notable

difference in the voltage and Ca2+ transient core maps (highlighted by the black arrow

in Figures 2.13c and d). The unfiltered trace shows the Ca2+ transient signal has low
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fluorescence amplitude and drift in this region. Thus the filtered signal cannot accurately

infer activation times, leading to the disparity observed in the Ca2+ transient core map

while the voltage map does not exhibit this effect.

2.3.6 Self-sustaining activity in anisotropic monolayers

All experiments above were conducted in isotropic colonies of HL1-6 myocytes, with no

clear alignment of cells in the monolayer. In vivo, cardiac cells are aligned in the fibre

direction, giving cardiac tissue anisotropic conduction properties. The next experiments

served to demonstrate that the same self-sustaining activity exists in anisotropic mono-

layers of HL1-6 myocytes, and determine the effect of anisotropy on features at the core

of the circuit. In total, 45 recordings of activity were analysed from anistropic HL1-6

colonies. Of these recordings, 19 were of a self-sustaining circuit and the remainder were

generic activity (wave propagation through the monolayer).

Figure 2.14a-c shows examples of images captured from anisotropic monolayer exper-

iments. The phase image in Figure 2.14a clearly shows the microabrasions on the dish

surface, while the membrane image in Figure 2.14b delineates the shape of the cells with-

out interference of the dish surface. Figure 2.14c shows the processed conduction slowing

map for the recording of self-sustaining activity at this site, captured prior to the previous

images. In this case, it is particularly apparent that the conduction slowing line aligns

with the direction of microabrasions.

Figure 2.14d compares the directionality histograms of each of the previous images us-

ing the OrientationJ plugin for FIJI. The phase histogram has a clearly defined dominant

direction at approximately 10◦ anticlockwise positive to the horizontal. The histograms

representing the cell morphology and core map appear to peak around the same direc-

tion, but their reduced prominence indicates the more diffuse local directionality in these

images.

To firstly validate the methodology that the microabrasion protocol has a measurable

effect on cell morphology, the dominant direction of membrane images (i.e. cell morphol-

ogy) was regressed against the dominant direction of phase images (i.e. the direction of
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Figure 2.13: Comparing recording using BeRST-1 for voltage (left) to Fluo-4 AM for Ca2+ transients
(right). a Activation map of self-sustaining activity recorded using voltage dye. b Same activity recorded
using Ca2+ dye immediately following voltage recording. White dots mark sites where later traces are
extracted. c, d Corresponding conduction delay heat maps from both recordings. Black arrow highlights
one of the clear differences outside of the core. e, f Unfiltered (above) and filtered (below) signals
for voltage and Ca2+ transient recordings from a ‘normal’ signal site. g, h Unfiltered (above) and
filtered (below) signal for voltage and Ca2+ transient recording from a site with marked difference in the
conduction delay heat maps. Unfiltered traces are non-normalised.
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Figure 2.14: Results from anisotropy experiments. a Representative phase image clearly showing mi-
croabrasions on the dish surface. b Corresponding membrane image (stained using di-8-ANEPPS).
c Corresponding conduction slowing heatmap processed from Ca2+ transient propagation recording ac-
quired prior to previous images. d Directionality histograms of images in a-c generated using OrientationJ
plugin in FIJI. e Membrane image dominant direction plotted against phase image dominant direction as
confirmation that experimental protocol affects cell morphology in the monolayer. Linear regression line
is plotted in purple. f Conduction slowing heatmap (showing core morphology of self-sustaining activity)
dominant direction plotted against membrane image dominant direction to show effect of anisotropic
monolayer on propagation activity. Linear regression line plotted in purple.
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microabrasions) for all 45 captured images. Figure 2.14e shows the resulting relationship.

Linear regression gives a line of unit slope indicating similar dominant directions in both

images, suggesting that cells are aligning in the direction of microabrasions (p < 0.001,

R2 = 1).

Next, a similar analysis was carried out to test for an effect of monolayer anisotropy on

the morphology of the core of the 19 recordings of self-sustaining activity. The dominant

direction of the core map image was regressed against the membrane dominant direction

(i.e. cell morphology). Figure 2.14f shows that a similar linear relationship exists between

the two variables (p < 0.001, R2 = 0.99).

2.4 Discussion

The aim of this chapter was to obtain insight into the formation and mechanisms of self-

sustaining activity in monolayers of HL1-6 myocytes. There were six key findings from

the results:

1. The occurrence of self-sustaining activity depends on colony size, possibly mediated

by the number of interacting triggers in colonies;

2. Trigger activity is a feature of the underlying substrate and remains locationally

stable while self-sustaining activity was never observed to re-occur in the same

location;

3. The core of the self-sustaining activity is not only small groups of cells but also

connected line(s) which appear to slow or block propagation;

4. There is an inverse relationship between the perimeter of this core region and the

dominant frequency of the activity;

5. The cells within the core area appear to either be inactive or able to display Ca2+

transients, but action potentials could not be detected;

6. Adding anisotropy to the monolayer aligns lines of apparent conduction block at

the core of self-sustaining activity.
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Each of these findings will now be discussed in more detail.

2.4.1 Self-sustaining activity can be initiated from few triggers

but requires a minimum area

The aim of the trigger quantification experiment was to determine if a minimum threshold

for number of triggers or colony area exists for formation of self-sustaining activity in

HL1-6 monolayers. The results showed that there were significantly more trigger cells

and wave activity in the largest colony size (9.8 mm2) compared to the smaller sizes (3.5

mm2 and 6.4 mm2). This is an unsurprising result, as one would expect that the number

of automatic focal activities would increase along with the increased number of cells in

larger colonies.

Despite the low incidence of natural triggers, it was possible to observe and record a

single self-sustaining rotational circuit in the smallest colony area. This suggests that only

a small number of point sources are required to initiate self-sustaining activity. Previous

studies have shown that it is possible to induce re-entry in cell monolayers using stimula-

tion by S1-S2 protocol or rapid pacing from a point source [43,140,141]. In our study, the

smallest colonies had over three triggers on average yet showed almost no occurrence of

self-sustaining activity. The significant increase in occurrence of self-sustaining activity

between the smallest and largest colonies indicates that sufficient area is a likely condition

for the activity to develop, provided that triggers are present. This could be due to an

increasing area increasing the likelihood of an appropriate morphology substrate existing

in a particular colony.

In HL1-6 monolayers, as colony size increases it appears that the minimum trigger

number condition is satisfied before the minimum area, but this may not be the case for

other cell types with differing degrees of natural automaticity and/or conduction velocities.

For example, if a multicellular model had a lower incidence of automatic activity, it could

be possible to seed a colony size large enough for self-sustaining activity to perpetuate,

but without the necessary number of triggers to initiate the activity. Given that the

smallest HL1-6 colony size showed almost no incidence of self-sustaining activity, while
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the medium size exhibited this activity in 32% of recordings, it can be inferred that there

is a steep increase in the likelihood of self-sustaining activity in these monolayers between

3.5 mm2 and 6.4 mm2.

2.4.2 Natural triggers remain spatially stable while self-sustaining

activity can form in multiple locations

After depolarisation with KCl or electrical uncoupling by heptanol followed by reactivation

in normal HBSS, triggers from cells that exhibited automaticity returned in the same

location in 35% of cases using depolarisation and 38% after uncoupling. In the remaining

recordings, activity from different triggers was observed to return, originating from one or

more other locations. This observation is potentially caused by changing firing frequency

of other triggers in the colony impeding the original triggering cells. Similarly, these other

triggers would likely have been ‘silenced’ by the original trigger before depolarisation. It

would be expected for automaticity to remain a constant property of the individual cell(s)

as it is a molecular mechanism that should not be affected by temporary depolarisation

of the cell membrane or by uncoupling [62,142].

Self-sustaining activity recorded in the HL1-6 monolayers remained stable, rotating

around the same apparent conduction block, but was never observed to return to the

same location after either treatment. In 56% of cases for depolarisation and 28% for

uncoupling, regular wave fronts emanated from outside of the recorded area. These were

assumed to propagate from self-sustaining activity which emerged in a new location and

remained spatially stable, though it was not possible in the time frame of the experiment

to confirm. However, if this were the case, it would suggest that different sites exist

as substrate that are conducive to self-sustaining activity formation within small areas.

The interaction of wave fronts from trigger activity appears to arrange into an organised

circuit that can manifest in any one of these locations. The consequence of this finding

to clinical practice is that there may not be a single specific site that can be ablated to

prevent initiation of re-entrant activity [143].

There were some differences between depolarisation using KCl and using heptanol.
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After washout of heptanol, generally less activity was observed across experiments. For the

trigger analysis, 38% of colonies displayed no activity after heptanol washout compared

to 10% following repolarisation from elevated K+. Similarly, for the analysis of self-

sustaining activity, repolarisation led to no activity in 11% of colonies while uncoupling

by heptanol resulted in 61% of colonies showing no activity following washout. This may

have been caused by heptanol acting on other channels and receptors since its mode of

action relies non-specifically on membrane fluidity [144,145], whereas an elevation of K+

can be compensated relatively rapidly by the cells upon return to a physiological solution.

2.4.3 The ‘cores’ of the stable self-sustaining activity have dis-

tinct shapes

The conduction delay algorithm developed in this chapter made it possible to investigate

the shape of cores of self-sustaining activity in video recordings, and make comparisons

to the underlying two-dimensional cell morphology. Thin lines which were not penetrated

by the propagating waves in instances of self-sustaining activity were a prominent and

unexpected outcome of these experiments.

The heat maps of conduction slowing were generated from recordings of Ca2+ tran-

sient imaging. This was necessary to visually track propagating wave fronts during ex-

periments to locate the centre of rotational activity. Use of di-8-ANEPPS, in comparison,

necessitates a high level of signal processing due to the poor signal-to-noise ratio and

limited recording time of this dye due to toxicity and photo-bleaching. The results from

dual-optical mapping suggest that Ca2+ transients are a reasonable surrogate for action

potential propagation under the experimental conditions.

Compared to the dual-optical mapping with di-8-ANEPPS, BeRST-1 has a higher

relative fluorescence amplitude (BeRST-1: 25% F/F0 per 100 mV, di-8-ANEPPS: 10%

F/F0 per 100 mV) [146]. In experiments comparing sequential BeRST-1 and Fluo-4 AM

recordings, the voltage dye gave a clearer signal than the Ca2+ dye. As in dual-optical

mapping, maps of the core of self-sustaining activity were similar, but not identical. This

could be caused by inherent differences in action potential and Ca2+ transient activity in
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the cells, or due to changes in the shape of the circuit core between the recordings (which

could not be carried out simultaneously in this case). Unfortunately, extended imaging

using BeRST-1 appears to increase the action potential duration of HL1-6 cells, indicating

it may have a non-negligible physiological effect on repolarising K+ channels (Dr Pitcher,

Imperial College London, personal communication).

Hong et al. [66] were the first to map self-sustaining activity in the original HL-1

cell line. They reported that rotational activity observed in their cell monolayers was

very stable. Similarly, Umapathy et al. [67] showed that 32 of their 45 recordings of HL-1

cellular monolayers exhibited stable self-sustaining circuits, while the remainder displayed

only wave break and collision. These findings agree with the general occurrence of self-

sustaining activity investigated in this chapter in the HL1-6 cell line, which all exhibited

stable rotation around a fixed location.

The dominant frequency of self-sustaining circuits observed in this work is also com-

parable to previous studies. Hong et al. [66] reported a decreasing trend of rotation

frequency in HL-1 cells with time in culture. They observed circuits with dominant fre-

quencies between ∼1.4-3.3 Hz (determined from Figure 1b in [66]). 22 out of 27 recordings

in isotropic monolayers in this chapter fall within that range. The outlying values are

potentially a result of differences between the original HL-1 cell line and the more ho-

mogeneous sub-clone 6 used in these experiments [69], recordings taken after less time in

culture, or the seeding protocol used in this work that produces rapidly confluent colonies.

There appears to be a weak relationship between the dominant frequencies of self-

sustaining activity and the perimeter of the conduction slowing region at the core (as

measured using the convex hull approach). Increasing perimeter sizes were related to

lower rates of rotation. This is an intuitive result as, in a self-sustaining circuit with a

larger core perimeter, waves of excitation must travel a greater distance to complete a

circuit which would give a longer time of re-entry (assuming conduction velocity remains

the same). The consequence of this finding is that rotation frequency of self-sustaining

activity may be determined by microscopic features at the fixed core location of the

activity.
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HL1-6 is more homogeneous in terms of electrophysiological properties compared to the

original cell line [69], but not in terms of cell volume which affects the effective refractory

period of cells. Smaller cells in the core regions will have longer effective refractory periods

if connected to larger cells that depolarise them at each rotation. This difference in cell

sizes and effective refractory period could be responsible for the difference in the shape of

the circuit cores.

In neonatal rat cardiomyocytes, which have similar morphology to the HL1-6 cell

line, self-sustaining re-entrant circuits have been studied at lower resolution than this

work [141]. The core of the rotation was approximated as an ellipse with perimeter of

approximately 1.7 mm (calculated from the values reported in results of [141]). This is

close to the mean value of perimeter from this work (1.5 mm) despite the slower conduction

velocity in HL1-6 subclone [69]. However, in this case, the core of the self-sustaining

circuit was not found to be elliptical in shape necessitating the development of a different

interpretation of ‘core perimeter’. It is possible that at a lower resolution, propagation

around lines of conduction block could have the appearance of an elliptical area of cells

(e.g. with the major axis of the ellipse aligned with the conduction block line).

2.4.4 Cells within the core of the self-sustaining circuit may

exhibit activation activity

Most of the cells inside areas of apparent conduction block show no activity despite neigh-

bouring cells exhibiting Ca2+ transients at the expected frequency of the self-sustaining

circuit. The observation that some cells may still fire Ca2+ transients but without de-

tectable action potentials suggests that cells are depolarised above the Na+ channels

threshold but below the threshold for Ca2+ channels. This could be a consequence of the

cells being unable to transfer enough charge to their neighbours, resulting in the apparent

conduction block, but are still functional. Other cells in these regions may be held in a

constant refractory state caused by depolarisation above the threshold of both Na+ and

Ca2+ channels and thus unable to propagate activity.

Schalij et al. demonstrated functional re-entry around a line of block in two-dimensional
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tissue slices stimulated by rapid pacing [147]. Although at a much larger scale than the

results in this chapter, they showed that the cells constituting the core line were held

in a constant depolarised state due to electrotonic currents constantly imposed from a

circulating wave. Cells in the core responded in a 2:1 or 3:2 fashion with the circulating

wave, similar to observations in the cell monolayers studied in this chapter.

The two main concepts of functional self-sustaining activity are ‘leading circle’ and

‘spiral wave’ [3, 148]. In the leading circle concept, the excitation wave circulates around

a group of cells which are held in the refractory state, and are therefore unexcitable,

due to continuously impeding centripetal wave fronts [148]. By comparison, in the spiral

wave concept, the increasing curvature towards the core of the rotating wave causes an

increasing source-sink mismatch at the front of the wave. This leads to a core of cells

which are unexcited (the electrotonic currents do not cause cells to reach their Na+ channel

threshold and so they do not fire action potentials) but are theoretically excitable. Self-

sustaining activity observed in HL1-6 monolayers does not cleanly fit into either of these

concepts.

High curvature of the wave front as it circles the group of cells in Figure 2.10b could

explain why these cells appeared to be unexcited during the recording, and imply a factor

of spiral wave theory. However, spiral wave theory alone cannot readily explain the line

of conduction block, with little wave curvature along its length, or why a similarly sized

group of cells is not present at the other pivot point. Conduction velocity around the core

region was estimated to be ∼10× lower than planar conduction velocity in HL1-6 cell

monolayers of 41 mm/s [69] (Figure 2.9b). Both leading circle and spiral wave concepts

predict that conduction velocity slows in self-sustaining activity; in leading circle theory

this is due to the wave front impeding on the refractory tail, and in spiral wave theory

due to the high degree of curvature of the reentry core.

Leading circle theory predicts that the self-sustaining activity remains in a fixed loca-

tion as the core is in a constant refractory state and cannot propagate action potentials.

All self-sustaining activity observed in this work remained fixed for the duration of the

recording and appeared to also be fixed for the time taken to locate the core of the circuit.
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However, it is also possible that meandering spiral waves exist in this substrate but were

not detected due to termination at the boundaries of the small cell colonies, or that spiral

waves have only been recorded once they anchored to a region of heterogeneity in the

tissue [3]. The distinct line shapes at the cores indicate that source-sink mismatch due

to cell size/volume or gap junctional coupling (which is relatively heterogeneous along

the HL1-6 cell membranes [69]) could be a determining factor in the formation of this

activity. This ‘pinning’ of spiral waves to local heterogeneities in cell monolayers has been

previously observed using neonatal rat cardiomyocytes [149].

Some of the differences between interpretations of what happens at the core of self-

sustaining activity may be explained by the disparate scales at which they are studied.

Clinically-based cardiac mapping of re-entry is carried out at much lower spatial res-

olution than possible in a cell culture model, and tends to focus on larger areas and

macroscopic features [150–152]. What may be viewed as spiral waves in clinical studies

could potentially be driven by microscopic re-entry similar to the kind observed in this

work.

2.4.5 The core of self-sustaining activity aligns with the direc-

tion of anisotropy in the monolayer

Self-sustaining activity was optically mapped in HL1-6 monolayers seeded on microabraded

surfaces [51]. Local directionality analysis of phase and membrane stained images showed

that the dominant direction of the cell membranes aligned with the direction of abrasion.

Comparing conduction slowing heat maps at the core of the self-sustaining circuit also

showed a correlation between the dominant direction of the conduction block and the cell

membranes. These results would suggest that the core of rotational activity tends to align

with the local directionality of the underlying substrate in HL1-6 monolayers.

Bursac et al., who developed the protocol used in this experiment, studied functional

re-entry in monolayers of rat neonatal cardiomyocytes seeded in anisotropic monolay-

ers [153]. The authors tracked the path of phase singularities in spiral waves (where

the wave front meets the wave tail). Although not quantified in their study, their phase
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maps of single loop reentry (Figure 1 in [153]) appear to also align with the direction of

anisotropy.

Anisotropy in cardiac tissue results in conduction velocity being higher in the direction

of anisotropy (i.e. along the fibre) than transverse to it (i.e. across the fibre). This is due

to the increased number of high resistance gap junctions which must be passed through in

the transverse direction for an excitation wave to propagate. This difference in conduction

velocities could lead to the preferential alignment of conduction block lines observed here,

as the slower transverse conduction velocity makes it easier for excitation waves to rotate

around the high curvature pivot points to propagate back in the opposite direction.

2.4.6 Limitations

The use of Ca2+ transients as a surrogate for action potentials was a necessary limitation

of the work which made it possible to visually track propagating wave fronts during ex-

periments. While simultaneous optical mapping of Ca2+ transients and voltage has been

studied previously in an HL-1 monolayer, the authors used a higher magnification lens

and shorter timescale that would be impractical to analyse the features of self-sustaining

activity at the scale and detail of this chapter [154]. The experiments conducted with

voltage dyes (limited by photo bleaching effects and toxicity to the cells) suggest that

propagation patterns of voltage and Ca2+ transients are similar in this experimental set-

ting. Regardless, it is important to state that the conclusions from the results in this

chapter are drawn predominantly from Ca2+ transient activity.

The assumptions made to differentiate triggers (low frequency wave fronts from mul-

tiple directions) from self-sustaining activity (high frequency wave fronts from a single

direction) may have biased results as triggers could occasionally be regular and with a

firing rate within the frequency of self-sustaining activity. The presence of self-sustaining

activity may also have skewed the number of triggers required, as no trigger can be de-

tected when there is an ‘overriding’ activity in the colony.

A different imaging solution was used in experiments measuring anisotropic propaga-

tion (1.5 mM CaCl2, 1 mM MgCl2) compared to other experiments (1 mM CaCl2) as it
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resulted in more reliable occurrence of self-sustaining activity in cell colonies. Different

concentrations of ions in the extracellular solution will affect the action potential of cells

and thus conclusions drawn may not be applicable to cells in other environments.

The two-dimensional monolayers in HL1-6 cell culture are a necessarily simplified

model of three-dimensional features that exist in vivo. While the precise mechanisms of

initiation and maintenance of self-sustaining activity may differ, action potentials propa-

gate through gap junctions in this model in the same manner as more complex models.

It is possible that the activity observed in this simplified preparation is generated by

different mechanisms than in human cardiac tissue, where effects including heterogeneity

in the structure (e.g. fibre orientation, fibrotic tissue) and function (e.g. changing cell

phenotypes across the atria) could play a key role not investigated here.

The HL1-6 cell line display very low conduction velocities due to a lower Na+ current

density and lower gap junctional conductance than atrial myocytes. A lower conduction

velocity may favour the formation of self-sustaining circuits. HL1-6 cells show similar pro-

tein expression patterns for connexins compared to mouse atria, but have approximately

eight times lower gap junctional coupling compared to ventricular myocytes as assessed

by dual voltage clamp on cell pairs (11.2±3.1 nS vs. 74±17 nS) [69, 155]. Patch clamp

experiments show that the peak Na+ current density is also ∼4× lower (-85.1 pA/pF vs

-324.7 pA/pF) [69,156]. �
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Chapter 3

Likelihood-free inference of action

potential model parameters

Parts of the following chapter have been published in [157] (CC BY).

3.1 Introduction

In the previous chapter, optical mapping of self-sustaining activity in HL1-6 monolayers

revealed unexpected and distinct shapes of conduction block/slowing at the cores. To

further investigate the genesis of this activity, we sought to construct a computational

model of action potential propagation in HL1-6 monolayers. A first step to developing

this multicellular model is to build a model of the action potential of an individual cell.

The goal of this chapter is to develop a computational framework to calibrate an action

potential model using existing experimental data in a way that can capture sources of

uncertainty and variability. This will subsequently facilitate the creation of a new model of

the action potential in an HL1-6 cardiomyocyte which can produce a range of outputs by

assigning probability distributions, rather than point estimates, to parameter estimates.

Action potential models have generally been developed to describe the average be-

haviour for a representative cell in a multicellular synctium [73]. In tissue scale simula-

tions (i.e. bidomain or monodomain), passive and active properties of the cardiac tissue

are modelled over regions that may contain many thousands of individual cells. They
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generally aim to capture the average properties (conductivity, action potential, etc.) of

a region of tissue at the expense of the variability between individual cells. In cell-scale

simulations, each cardiomyocyte is modelled individually and so it is less meaningful to

‘blur’ the intrinsic variability between cells. This variability can be particularly relevant

for cell types which have more heterogeneous phenotypes [87].

An important consideration for cardiac modelling is the uncertainty and variability

in parameters of the model. The main sources of uncertainty in parameters of action

potential models originate from variability intrinsic to the system being studied, and

measurement uncertainties introduced through imperfect recording systems [124, 125]. If

the uncertainty in model parameters can be estimated, then it is possible to propagate this

uncertainty through to model output to establish confidence levels in model prediction

through a process known as uncertainty quantification [131].

Uncertainty can also be introduced from the mathematical structure of the model itself.

It is common for action potential models to use equations with a large number of param-

eters to describe the flow of ions across the cell membrane. When developing a model of

a new cell type, the most common approach is to inherit gating kinetic formulations from

existing models and tune channel conductances to data from multiple sources [158]. How-

ever, equations describing gating kinetics of ion channels can be extremely complex and

often contribute the majority of the parameters in action potential models. In contrast

to channel conductances, which can be adjusted to measurements of action potentials,

gating kinetics are typically calibrated to data from voltage patch clamp experiments. In

these experiments, channels are isolated, by pharmacological means or the use of specific

voltage step protocols, to take measurements of individual current traces.

The consequence of the uncertainty and high number of parameters is that multiple

different parameter combinations may produce the same residual to experimental data;

a unique optimum parameter set may not exist. This case is known as unidentifiability.

Unidentifiability may be either structural, caused by an overly complex model where

parameters can be varied simultaneously without a change in model output, or practical,

where insufficient data is available to determine a parameter’s value.
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Every model is a necessary simplification from reality. As a result, even if parameters

are identifiable in the current context, the parameter values estimated may not be rep-

resentative of the underlying biophysical system due to discrepancy between the model

itself and the true system. This is a growing, and relatively unexplored, area of interest

in cardiac modelling [159], and important to understand particularly if model equations

are simplified in an attempt to ensure parameters are identifiable.

Traditional fitting techniques, such as simple least squares regression, implicitly as-

sume that a single point estimate exists for each parameter in a model [130]. In cardiac

modelling, this is unlikely to be the case as, even with perfect recording methods, cardiac

cells typically exhibit substantial variability. Bayesian methods can quantify uncertain-

ties in parameter estimates by determining a posterior distribution over parameter values

given the available data [126]. These distributions can highlight unidentifiable parameters

(i.e. those without a single unique optimum), and make it possible to capture the effect

of experimental and biological variability on model parameters. In cardiac cell modelling,

it can be difficult to obtain an exact likelihood function necessary for exact Bayesian

inference when summary statistics are used, as is commonplace in studies of cardiac ion

channels. This is further complicated by the high-dimensional parameter space, nonlinear

nature and indirect observation properties of action potential models [160]. Instead, one

can employ approximate Bayesian methods, such as approximate Bayesian computation

(ABC), which provide a reasonable estimate to the posterior distributions of parameter

values [161].

Previous studies [123, 130, 162–164] have been valuable in developing approaches to

investigate parameter identifiability in both generalised Hodgkin-Huxley models and more

biophysically detailed ion channel models. Here, we build on this field of work to include

consideration of the available experimental data across a range of simple and complex

channel models of a human atrial cell. The framework is developed and evaluated in a

retrospective analysis of two human atrial cardiomyocyte cell models, namely the Nygren

et al. [165] and Courtemanche et al. [166] models, to study the effects of recalibrating key

ion currents in a stochastic fashion. These were the first two biophysical models developed
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to simulate the action potential of a human atrial myocyte, and have proved influential

in the development of subsequent models and whole-heart tissue-scale modelling. The

Nygren and Courtemanche models are detailed cell models, each including descriptions of

twelve ion currents which contribute to the action potential in human atrial myocytes. We

thus only focus our study on the four major ion currents which are prominent determinants

of their action potential morphology [123, 167]: the fast Na+ channel (INa), L-type Ca2+

channel (ICaL), transient outward K+ channel (Ito) and ultra-rapid delayed rectifier K+

channel (IKur).

We first recalibrate parameters in each channel model to experimental data sets used

in the original publications to investigate the existing level of uncertainty and unidentifi-

ability in parameters. To explore whether these issues can be alleviated from inclusion of

more data, which would suggest practical unidentifiability, a ‘unified’ data set is formed

and the models recalibrated to these data. To investigate whether these models suffer

from structural unidentifiability, a model of reduced complexity [168] is calibrated to the

same unified data set, and parameter posterior distributions and the overall goodness-of-

fit of the model compared to the recalibrated Nygren and Courtemanche models. These

recalibrated channel models are then inserted into the complete action potential mod-

els to study the effect of the recalibration on action potential morphology. Lastly, we

demonstrate an extension to traditional ABC to incorporate model discrepancy into the

calibration process on a single channel gate in the Nygren model. We conclude by dis-

cussing the relative advantages and drawbacks of these approaches.

3.2 Methods

3.2.1 Action potential models

The action potential models studied in this chapter follow the commonly-used Hodgkin-

Huxley gating form [72]. Henceforth, the Nygren and Courtemanche models will be

referred to as the ‘N’ and ‘C’ models respectively. The changing transmembrane voltage

is calculated from the solution of several coupled ordinary differential equations describing
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individual ion currents. Each current is of the common form

Ii = gi
∏
j

x
kj
j f(Vm),

dxj(t)

dt
= αxj(Vm;p) [1− xj]− βxj(Vm;p)xj, (3.1)

where gi is the maximum channel conductance which scales the current amplitude (µS/µF);

xj are gates of the channel determined by voltage-dependent forward and backward tran-

sition rates between open and closed states, α and β, characterised by gating parameters

p; kj is an exponent term that may be applied to represent multiple identical gates in

parallel; Vm is the transmembrane potential (mV); and f is some voltage-dependent forc-

ing function (most commonly the difference between Vm and the ion Nernst potential).

The gating equation may equivalently be transformed into a form explicitly specifying

steady-state values, γx ,and time constants, τx:

dx(t)

dt
=
γx(Vm)− x
τx(Vm)

, τx(Vm) = [αx(Vm;p) + βx(Vm;p)]−1 ,

γx(Vm) = αx(Vm;p)τx if activating gate,

γx(Vm) = βx(Vm;p)τx if inactivating gate,

(3.2)

(where we omit the indexing subscript for clarity). There are no standard formulations

for the voltage-dependent transition rates αx(Vm;p) and βx(Vm;p), and each model im-

plements a different set of equations [165, 166]. For INa, and for the C model also ICaL,

the structure of these equations was inherited directly from the parent model (of a rabbit

atrial cell [82] and guinea pig ventricular cell [86] for the N and C models respectively),

while Ito, IKur and, for the N model, ICaL were introduced as new formulations in each

model. The full equations for each model are included in Appendix A.1. In this work, we

are interested in the ability of the gating kinetics to reflect the experimental data, and

the variability and identifiability of parameters p with respect to this data.

The standardised formulation, henceforth referred to as the ‘S’ model, is used as a

simpler structure to compare to the more complex formulations in the N and C models.

In this formulation, the transition rates between open and closed states have a structure

based on free energy arguments [2,169], which has been shown as sufficient to capture the
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kinetics of a rapid delayed rectifier K+ current [168]. The transition rates are given by

α(Vm) = p1 exp(p2Vm), β(Vm) = p3 exp(−p4Vm), (3.3)

where the parameters requiring calibration are p1, ..., p4 for each gate in the channel model.

For INa and ICaL, which each have two components of inactivation, we add another inacti-

vation gate in parallel for the S model which is related directly to the existing inactivation

gate by a scale parameter on its time constant (i.e. τx2 = aτx1 where a is the scale pa-

rameter). Only the activation gate of the S model for INa has a cubic power to remain

consistent with both N and C models.

3.2.2 Data sets and calibration

Parameters underlying gating kinetics are calibrated to experimental data from voltage

patch clamp experiments conducted on isolated cardiomyocytes. Though more complex

protocols may be better able to explore the entire range of kinetics exhibited by different

ion channels [168], the majority of available data are generated through the use of ‘tradi-

tional’ voltage stepping protocols. In these experiments, the transmembrane potential is

held fixed and subsequently clamped to a series of voltage steps while the current across

the membrane is recorded. Specific features of the recorded current can then be calculated

and summarised across different cells or experiments.

Data from voltage patch clamp experiments in human atrial myocytes for INa [170,

171], ICaL [172–174], Ito [175–177] and IKur [176, 177] were digitised (including any error

measurement). Table 3.1 contains a complete list of all experimental data sources for both

original and unified data sets. A virtual voltage clamp protocol was created to replicate

in silico each of the in vitro experiments. A precise description of each voltage clamp

protocol can be found in Appendix A.2.

The N model did not include calibration data for any time constants in INa, for activa-

tion time constants in Ito and for deactivation of IKur. The C model did not calibrate to

voltage-dependent recovery data in ICaL and IKur. Neither model included an activation
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Channel Gate Data N [165] C [166] Unified

INa activation, m m∞ Fig. 2 [170] 3 3 3

τm Fig. 3C [171] 7 3 3

inactivation∗, {h, j} {h, j}∞ Fig. 7 [170] 3 3 3

τ{h,j} (inact.) Fig. 5B [170] 7 3 3

τ{h,j} (recov.) Fig. 9 [170] 7 3 3

ICaL activation, d d∞
Fig. 5C [172]a

3a 3b 3b

Fig. 2B [173]b

τd Pg. H233 [173] 7 7 3

inactivation†, f f∞ Fig. 2B [173] 3 3 3

τf (inact.)
Fig. 3B [173]a

3a 3b 3a

Fig. 4B [174]b

τf (recov.) Pg. H230 [173] 3 7 3

Ito activation, r r∞
Fig. 3A [175]a

3a 3b 3b

Fig. 2A [176]b

τr (act.) Fig. 5D [166]‡ 7 3 3

τr (deact.) Fig. 5D [166]‡ 7 3 3

inactivation, s s∞
Fig. 3C [177]a

3a 3b 3b

Fig. 2C [176]b

τs (inact.)
Fig. 4C [165]a,‡

3a 3b 3b

Fig. 5D [166]b,‡

τs (recov.)
Fig. 4C [165]a,‡

3a 3b 3b

Fig. 5D [166]b,‡

IKur
∗ activation, a a∞ Fig. 8E [176] 3 3 3

τa (act.) Fig. 8F [176] 3 3 3

τa (deact.) Fig. 5B [166]‡ 7 3 3

inactivation, i i∞
Fig. 3C [177]a,§

3a 3b 3a

Fig. 7A [176]b,§

τi (inact.)
Fig. 4D [165]a,‡

3a 3b 3a

Fig. 5B [166]b,‡

τi (recov.) Fig. 4D [165]‡ 3 7 3

Table 3.1: Summary of patch clamp experimental data sets used in modelling papers in
human atrial myocytes for each channel studied. Ticks and crosses are used to indicate
which data sets are included in the original model calibration and which compose the
unified data set. ∗There are some differences in the terminology used in each model. The
N model refers to the inactivation gates of INa as h1 and h2, and the IKur channel as
Isus.

†The L-type Ca2+ current has a Ca2+-dependent inactivation process which is not
calibrated in this experiment. ‡In some cases it was not clear from the modelling paper
where the comparison data plotted were obtained from. In these cases, the data points
from the modelling paper itself are used and a protocol assumed based on the experimental
paper cited. §In some cases it was not explicit which figure among a number of possibilities
within a cited data source was used; the choice was inferred from the modelling paper.

time constant measurement available for ICaL.
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3.2.3 Approximate Bayesian computation

Approximate Bayesian computation (ABC) is a class of computational approaches to

likelihood-free statistical inference. As a consequence of the likelihood-free approach,

ABC methods are particularly advantageous in calibrating complex models. They have

become increasingly popular in a range of scientific fields [178–183], and more recently in

calibrating ion channel models [130,160].

As a Bayesian method, ABC methods are rooted in the application of Bayes theorem:

P (θ|D)︸ ︷︷ ︸
Posterior

∝ P (D|θ)︸ ︷︷ ︸
Likelihood

P (θ)︸︷︷︸
Prior

where the posterior distribution gives the probability of model parameter values, θ, be-

ing the ‘true’ values given observed data, D, the likelihood function is the probability of

observing a set of data assuming a model has a certain parameter value and the prior

distribution is the probability of a parameter being selected for the model without con-

sideration of the data. Note that θ and D can both be vectors of parameters and data

respectively.

The ABC approach to model calibration is advantageous where computation of the

likelihood function is intractable or prohibitively expensive, but the model itself can be

easily simulated [161, 184]. ABC methods avoid determination of the likelihood function

by sampling parameter values from a prior distribution and simulating model output,

D̂ := f(θ). The simulated data may be processed into a smaller number of summary

statistics (e.g. taking measurements of an action potential trace such as peak potential

and action potential duration), ŝ := S(D̂) where S(·) is some summary statistic function.

The model output, or summary statistics, are then compared to experimental data using

a chosen distance function, ρ(·, ·). A low distance value generated by the distance function

indicates that a particular sample from the parameter space is more likely to be from the

‘true’ distribution. Samples with outputs within some threshold, ε, of the experimental

data are accepted. As a result, ABC methods approximate the true posterior P (θ|D)

by some P (θ|ρ(D̂,D) ≤ ε). The final output of ABC methods is a sample of parameter
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values which should be approximately distributed according to the target posterior [161].

There are different variants of ABC ranging from basic rejection sampling to com-

binations with Markov chain Monte Carlo methods [161]. Here, the Toni ABC sampler

based on sequential Monte Carlo is used to infer parameter posterior distributions [185].

In the Toni sampler, the ABC process above is repeated through a number of iterations

k, with reducing εk at each iteration. A population of parameter samples, referred to as

‘particles’, are propagated through each iteration and represent a discrete surrogate to

the continuous posterior distribution.

In the first iteration, model parameters are sampled from uniform prior distributions,

P0(θ), as a first approximation to the posterior. In subsequent iterations, model parame-

ters are sampled from the previous iteration’s posterior distribution

Pk(θ) := Pk−1(θ|ρ(D̂,D) ≤ εk−1), (3.4)

and perturbed slightly by a kernel, Kk(·). The distance acceptance threshold, εk, is

sequentially refined by selecting the median of particle population distances from the

previous iteration [186]. Algorithm 1 shows the pseudo-code [185].

The algorithm requires the choice of a pertubation kernel Kk(·), sampling statistic

function S(·), distance function ρ(·, ·), the number of ABC particles N and an appropri-

ate termination criterion. We use a multivariate normal kernel as a pertubation kernel

with covariance estimated from a kernel density estimate of the previous generation of pa-

rameter values: Kk(·|θk−1) := N (µk−1,Σk−1) [187,188], where µk−1 is the estimated mean

and Σk−1 is the estimated covariance. The bandwidth of the kernel density estimate

follows Silverman’s rule of thumb [189].

The particle population number is set according to the number of parameters being

constrained in the experiment by considering the size of the parameter sampling hyper-

space and assuming at least two particles in each dimension. The algorithm terminates

when less than 1% of parameter samples are accepted in a given iteration indicating the

algorithm is struggling to improve on the current optimum. This criterion is chosen over

termination at an absolute value of the distance metric used in other studies due to differ-
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Algorithm 1 ABC-SMC algorithm

1: k := 0
2: ε0 :=∞
3: N := number of particles
4: repeat
5: if k = 0 then
6: Pk(θ) := P0(θ)
7: else
8: Pk(θ) :=

∑N
i:=1w

(i)
k−1Kk(θ|θ(i)

k−1)/
∑N

i:=1 w
(i)
k−1

9: repeat
10: repeat
11: θ̂

(i)
k := sample from Pk(θ)

12: until P0(θ̂
(i)
k ) > 0

13: D̂
(i)
k := simulate f(θ̂

(i)
k )

14: ŝ
(i)
k := S(D̂

(i)
k )

15: ε̂k
(i) := ρ(ŝ

(i)
k , s)

16: accept if ε̂k
(i) ≤ εk

17: until N particles (θk = {θ(i)
k }0≤i<N) have been accepted

18: for i := 0 to N − 1 do
19: w

(i)
k := P0(θ

(i)
k )/Pk(θ

(i)
k )

20: εk+1 := median(ε̂
(i)
k )

21: k := k + 1
22: until minimum acceptance rate reached
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ences in the number of model parameters and availability of data between experiments.

To compare our model summary statistics to the experimental data (which include

error measurements at each point), we use a weighted Euclidean distance function:

ρ(ŝ, s) =

[
M∑
i:=0

(
ŝi − si

vi

)2
]1/2

,

vi = max (σi, δ)nexp|i,

(3.5)

where vi are the weights for each data point, σi is the standard deviation associated with

the error at each data point, δ is a regularisation factor applied when weights are close

to zero, nexp|i is the number of data points within the experiment and there are M data

points. Once generated, weights are mean-normalised which improves convergence of the

ABC algorithm [185, 188]. δ was set to 0.05. The choice of distance function reduces

the weighting of data points based on the magnitude of experimental uncertainty. This

allows us to use information of which experimental data points we are relatively more

confident about during the model calibration, propagating the experimental uncertainties

and biological variability through to this stage in the model development [124]. Addi-

tionally, we account for the fact that we are simultaneously calibrating to multiple data

sets by weighting according to the number of data points in a specific experiment (using

nexp|i). This provides balance between the different types of channel behaviour, rather

than favouring an experiment with a greater number of data points. Each data set is

normalised to the maximum value in that experiment to avoid preference towards data

sets with measurements at a larger scale in the ABC loss function.

A uniform prior distribution is used for each model parameter in the first iteration.

The width of this prior is set to be sufficiently wide to cover the range of physiological

possibilities. The summary statistics are calculated from the output of a function which

makes specific measurements, for example peak current or decay rate from fitting an expo-

nential equation, of the current trace in response to the voltage clamp protocol replicated

from the experimental publication. Full details of all summary statistic functions are

given in Appendix A.2.
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3.2.4 Extending approximate Bayesian computation to quantify

model discrepancy

In the classical ABC algorithm described above, the likelihood density is approximated

by some distance measure, ρ(·, ·). The likelihood recovered by ABC has therefore become

P (D|θ) := 1(ρ(f(θ), D) ≤ ε), (3.6)

where 1 is the identity function and we ignore any use of summary statistics for ease

of exposition. Wilkinson [190] recognised that, in certain cases, ABC gives exact results

under the assumption of additive model error. The source of this error can be attributed

to experimental uncertainties and uncertainty due to model discrepancy. If ρ(·, ·) is the

Euclidean distance function, the classical acceptor is the same as assuming uniform model

error around each experimental data point.

This idea can be generalised so that the likelihood approximation can be described by

any distribution:

P (D|θ) := P (D|f(θ), η), (3.7)

where η here represents some variance of the distribution. For example, independent

Gaussian distributions could be centred on each experimental data point with variance

equal to the measurement variance of the experimental data. If the variance is unknown,

then this parameter can be included in the ABC calibration [190].

3.2.5 Calibration algorithm settings

The majority of results in this work apply ABC in the classical sense, using the distance

function acceptor. For the N and C models, the width of the uniform prior is set based

on the published value of the parameter and its position in the model structure. The

width was increased if it was noted that during calibration the distribution was being

restricted by the upper or lower prior limit. For the S model, the prior ranges were

set as previously [168, 191]. After convergence, the parameter posterior distributions are
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inspected and, if observed to be restricted by the lower or upper limit of the prior, the

calibration is restarted with a wider prior.

In some cases for Ito and IKur, it was not clear in the modelling paper where the data

were obtained. In these cases, the points displayed in the figure from the modelling paper

were digitised and 10% standard deviation error assumed (based on the error of similar

measurements given in [176]).

The summary statistic functions are assumed to be invariant to the magnitude of

current, and thus channel conductance is not included as a calibration parameter.

In the final section of results, ABC calibration is reapplied to the inactivation gate of

the fast Na+ channel (INa) in the N and S models using the generic probability distri-

bution acceptor described in Section 3.2.4. We replace the uniform ABC distance with

independent Gaussian distributions centred on each data point, with variance equal to

the (known) experimental uncertainty and the (unknown) model discrepancy. The model

discrepancy is not known a priori, and so is inferred along with the model parameters as

a separate parameter per experiment [190].

3.2.6 Implementation

Voltage clamp experiments were simulated using the myokit Python library (version

1.30.6) [192]. The ABC-Sequential Monte Carlo sampling process uses the pyABC Python

library (version 0.9.23) [188]. We created the ion-channel-ABC Python library for ap-

plying ABC in this context which integrates pyABC and myokit for voltage patch clamp

ABC calibration (https://github.com/charleshouston/ion-channel-ABC).

When comparing the relative computational speed to solve different channel models,

we apply a voltage pulse train protocol of 100 pulses (using channel-dependent voltage

steps indicated in the text). We record the time taken for a simulation from each of the

100 samples from the posterior parameter distributions to account for variability.
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3.2.7 Action potential simulations

To simulate the effect on the action potential of recalibrated channels, each new param-

eterisation was inserted into either the entire N or C model. Channels were tested one

at a time, and parameters in other channels left at their published values. 100 samples

were taken from the unified posterior distribution and a pulse train protocol applied to

generate action potential samples from the full model. The pulse train consisted of 1 ms

current stimuli at a rate of 1 Hz and with amplitude 40 pA/pF. The action potential

elicited during the 100th pulse was recorded for analysis.

S channel models were then used in place of the published formulae to study the effect

of a reduction in complexity on the overall action potential. In all cases, the conductance

of the channel was set by matching the peak current magnitude from each sample to the

peak from the published channel model (peak current was assumed to occur at 60 mV for

Ito and IKur models).

This experiment could not be conducted for INa as both the N and C modellers pos-

itively shifted the steady-state curves according to macro measurements of the action

potential (such as velocity of the upstroke), and in the previous section this channel was

calibrated to the original experimental data. As in this study voltage clamp protocols

were replicated exactly as described in the experimental publications, it is not clear how

these would be adapted to fit the artificially-shifted data, or how to manually shift the

steady-state curves.

All figures display experimental measurements as mean ± standard deviation reported

in the experimental publication. The calibrated model is displayed by taking 100 samples

from the posterior distribution of parameters and plotting the output from simulations

as median ± 89% highest posterior density interval (HPDI) [193].
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3.3 Results

3.3.1 Existing gating parameter uncertainties

We first sought to study uncertainty and unidentifiability present in gating parameters of

the existing models using the data sets originally cited for calibration [165,166]. Only INa

and Ito channels of the C model were calibrated to the full range of data available in the

original publications (Table 3.1). It would be expected that a higher level of uncertainty

is present in the kinetics of a channel within voltage ranges that have not been explicitly

tested. High uncertainty in a parameter value may be a consequence of high variability in

kinetics of a channel measured during experiments. It may also be indicative of potential

structural or practical unidentifiability.

To demonstrate unidentifiability, we first look at the INa channel in the N model. In

the original publication, this channel was only directly compared to steady-state experi-

mental data [170]. Figures 3.1a and 3.1b show representative posterior distributions and

kernel density estimates of those distributions following ABC calibration of the channel

to only this steady-state data. Parameters underlying steady-state parts of the channel

formulation (e.g. q1 and q2 shown in Figure 3.1a) exhibit narrow posterior distributions

after calibration, indicating they are well-constrained by the data. In contrast, param-

eters underlying time constants (e.g. q4 and q6 shown in Figure 3.1b) have relatively

wide posterior distributions implying they are poorly constrained and suggesting there is

a higher level of uncertainty surrounding their value in the model. The equations showing

how these parameters influence the gating kinetics in this model are in Appendix A.1.

The effect of the poorly constrained time constant parameters can be seen in Fig-

ure 3.1c. This figure shows the normalised current response of this calibration of the INa

model to the voltage clamp protocols from the calibrating experiments (shown in the inset

plots). The wide shaded regions around the median lines indicate that the decay rate of

the current is highly variable, consistent with the observation of poorly constrained time

constants.

Figure 3.1d shows how this uncertainty is ‘hidden’ by the steady-state summary statis-
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Figure 3.1: a, b Examples of parameter posterior distributions from the N model of INa after calibration
to the original data set which only included steady-state data. Scatter plots show the population of
posterior ABC particles with weights indicated by opacity. One-dimensional kernel density estimates of
each parameter posterior distribution are displayed along the corresponding axes. The original parameter
values from the model are indicated as dots and dashed lines. c Normalised current traces of posterior
model response to inset voltage protocol displayed as median line with shading indicating 89% HPDI
from 100 samples from parameter posterior distributions. The high variability in decay rate is the result
of no time constant data included in the data set used for calibration. Note that due to normalisation
the INa current trace unconventionally appears as if an outward current. d Summary statistics generated
from results in c. Non-physiological error bars of the experimental data are a result of plotting as
mean ± standard deviation e Relative standard deviation (RSD) values of all parameter posteriors with
representative parameters from a and b highlighted. Adapted from [157] (CC BY).
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tics function. The summary statistics, not the current trace, is compared to data during

the calibration process. In this case, the summary statistics function for the steady-state

experiments processes the traces into a single measurement of the peak (which is then

normalised). As the function only outputs the peak value, it is less sensitive to how long

the trace takes to reach the peak or the time taken to decay following the peak. This

results in the steady-state parameters being tightly constrained and the time constant

parameters only constrained within a ‘viable’ region (i.e. constrained to allow the current

to sufficiently decay before the next voltage step in the protocol).

Relative standard deviation (RSD; defined as σ/|µ|) is a scale invariant measure of the

width of the parameter posterior distributions and can be used to provide a comparison of

the posterior parameter uncertainty between models. Higher RSD values can indicate that

a particular parameter is unidentifiable with respect to the model structure or available

data, or that the biological process this parameter describes is highly variable.

Figure 3.1e shows the RSD values for all parameter posterior distributions in this

N model calibration, and highlights the values for the specific parameter distributions

plotted in Figures 3.1a and b. Parameters with narrower posterior distributions have

RSD values orders of magnitude lower than those with wide posteriors. In this case, the

four parameters with an RSD less than 10−1 can be interpreted as governing the shift

and steepness of the steady-state activation and inactivation curves in Figure 3.1d (see

Appendix A.1). It is thus not surprising that these were more identifiable than parameters

involved in rise and decay rates of the current.

3.3.2 Recalibrating to a unified data set

Having observed a range of poorly and well-constrained parameters when calibrating to

the original data sets, we next sought to investigate the effect of recalibrating each model

to a different ‘unified’ data set. This data set is assembled from a union of the original

experimental data sources (see Table 3.1).

Figure 3.2a shows the RSD of parameter posteriors for all channels studied in the N

and C models when calibrated to the original and unified data sets. In all models, a wide
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differences of zero. Adapted from [157] (CC BY).

range of RSD values is observed for the original data sets which confirms each model has a

combination of parameters that are well defined, and parameters that are highly variable

and/or potentially unidentifiable.

In the N model, no significant differences in the parameter posterior RSDs were ob-

served between original and unified data set calibrations for INa and Ito using a Wilcoxon

signed-rank test. In the N models of both INa and ICaL, the minimum RSD increased

after calibrating to the unified data set. In ICaL and Ito, there was also an increase in the

maximum RSD.

No significant differences were observed for the C model. Note that a Wilcoxon signed-

rank test was not carried out for ICaL (for the N model) or IKur as this statistical test

requires discarding differences between pairs of zero and the resulting sample size was too

small for a normal approximation. This is a result of only recalibrating parameters of one

gate to unified data in these models as the unified data for the other gate was the same

as the original data set (thus the RSD values of parameters in the other gate remained

constant between the original and unified data set).

Regions of high uncertainty in gating functions generally corresponded to behaviour

or voltage ranges not tested by the experimental voltage clamp protocols. Adding the

additional data in the unified data set generally reduced the variability in these regions,

though this could also be at the expense of other aspects of the model.

For example, the N model of INa showed high uncertainty in the posterior estimates

for time constant functions with the original data set, that was reduced on calibration to
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the unified data set (compare the blue and orange shaded regions in the second column

of Figure 3.3a). However, this reduction appeared to come at the expense of greater

variability in the steady-state behaviour of the channel. A similar effect was noticed in

the inactivation processes of the C model of ICaL (Figure 3.4b).

For the N model of Ito and the inactivation of the C model of IKur, calibrating to the

unified data set resulted in changes to the shift and steepness of the steady-state functions

(Figures 3.3c and 3.4d). In Ito for the N model in particular, calibrating to the unified data

set resulted in non-physiological steady-state functions as there is no significant overlap

between the activation and inactivation gates.

3.3.3 Comparing to a standardised model

No statistically significant reduction in RSD values for parameter posterior distributions

was observed when recalibrating the N and C models to unified data sets. This could

imply that the additional data covering a wide range of kinetics for each channel was not

sufficient to reduce unidentifiability observed in parameters. We hypothesised that this

could be due to problems with structural unidentifiability caused by the complex form of

the equations in the N and C models. To test this, we next studied whether the simpler

model structure of the S model could be used to reflect the same experimental data with

reduced parameter uncertainty for each channel.

Figure 3.5 summarises the results for all channels calibrated to the unified data set.

Across all channels, the S model has fewest parameters of all models as expected from a

simple formulation. With the exception of ICaL, the C model has the greatest number of

parameters; for INa it has almost double the number of the N model.

The RSD values of parameter posterior distributions for the S model compared to the

N and C models varies depending on the channel considered. The RSD of the S model

calibration is significantly lower than both models for INa (p = 0.02 vs. N, p = 0.04 vs.

C) and lower than the C model for the K+ channels (Ito: p < 0.001, IKur: p = 0.007).

This suggests that in these cases the calibration of the S model results in parameters with

lower uncertainty so we can be more confident in the model output. However, as we shall
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Figure 3.4: a-d Steady-state and time constant functions for each channel of the C model using original
calibration data set and unified data set. Blue refers to original data set and orange to unified data set.
Data displayed as median line with shading representing 89% HPDI of 100 samples from the parameter
posterior distribution. Note for INa and Ito the original and unified data set are the same. Adapted from
the Supplementary Information to [157] (CC BY).

89



p
=

0
.0

2

p
>

0
.0

5
p

=
0

.0
4

0 10 20 30
number of gating parameters

N

C

S

10 2 10 1 100

RSD

N

C

S

0 5 10 15
number of gating parameters

N

C

S

p
>

0
.0

5p
>

0
.0

5
p
>

0
.0

5
10 1 100

RSD

N

C

S

0 5 10 15
number of gating parameters

N

C

S

p
>

0
.0

5

p
=

0
.0

0
4

p
<

0
.0

0
1

10 2 10 1 100

RSD

N

C

S

0 5 10 15 20
number of gating parameters

N

C

S

p
>

0
.0

5

p
>

0
.0

5
p
=

0
.0

0
7

10 4 10 2 100

RSD

N

C

S

N

C

S

INa

ICaL

Ito

IKur

0.0 0.2 0.4 0.6 0.8 1.0
converged residual

N

C

S

0.0 0.5 1.0 1.5
converged residual

N

C

S

0.0 0.2 0.4 0.6
converged residual

N

C

S

0.0 0.5 1.0 1.5
converged residual

Figure 3.5: Each row shows the results for a different channel model calibrated to the unified data set
(N=Nygren, C=Courtemanche, S=standardised). The left column compares the number of gating pa-
rameters in each channel. Dark and light shading correspond to activation and inactivation parameters
respectively. The centre column compares the RSD of parameter posterior distributions for each calibra-
tion. Significance is tested using a Mann-Whitney U-test. The right column shows the goodness-of-fit
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see, this is not the only consideration that needs to be made.

Goodness-of-fit is important in model calibration to understand how well a model

reflects the experimental data. In this work, the goodness-of-fit can be assessed from

the remaining residual of the model output to experimental data. The final column of

Figure 3.5 shows the results for each calibration. For all channels except Ito, the S model

calibration resulted in a lower converged residual than both the N and C models. As a

result, despite having more defined parameters in a number of channels, only the S model

calibration of INa has lower parameter RSDs and improved goodness-of-fit compared to

both N and C models.

The results from Figure 3.5 provide an overview of the parameter variability and

goodness-of-fit of each model. However, it is informative to also consider each channel

individually to understand the particular strengths and deficiencies of each calibration.

We now compare the summary statistics, gating functions and simulation performance of

each channel in more detail.

Fast Na+ channel. Figure 3.6 compares all INa models calibrated to the unified

experimental data set. Figure 3.6a shows the summary statistic model outputs compared

to experimental data. In most experiments, the S model qualitatively reflects the exper-

imental data to a comparable degree as the N and C models, confirming the improved

residual observed in Figure 3.5. For the fast and slow recovery τ experiments (last two

plots in lower row of Figure 3.6a), both the S and C model are noticeably closer to experi-

mental data than the N model. A particular deficiency of the S model calibration is in the

activation τ experiment (second plot in top row of Figure 3.6a), where it deviates from

experimental data in the upper voltage range by falling to zero rather than plateauing as

in the other models and experimental data.

Figure 3.6b compares the underlying gating functions of each INa model. Note that

the gating functions do not directly relate to the summary statistics recorded in ex-

periments, as the summary statistic functions do not perfectly extract measurements of

specific steady-state and time constant parameters of different interacting gates. The S

model exhibits generally well constrained behaviour other than in the region of a gap in
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Figure 3.6: a Results of calibrating each INa model to the unified data set. Model output is plotted as
median line and 89% HPDI from 100 parameter posterior samples. Experimental data is plotted as black
crosses and bars representing mean and SD. b Steady-state and time constant functions for each gate
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each model. Adapted from [157] (CC BY).
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experimental data (deactivation data in lower voltages of the activation gate time con-

stant). Only the C model exhibits low uncertainty in this region. In this case, the low

uncertainty may not be beneficial as it could imply undue confidence in the C model’s

behaviour in model space without experimental data to compare.

There is a distinct difference in the form of the N model inactivation gate time con-

stants which have a sigmoid shape rather than the peaked curve exhibited by both C and

S models. Given the experimental data follows a peaked curve, this appears to be an in-

stance of model discrepancy and leads to the difference between N model and experiment

we observed in Figure 3.6a. This particular example will be explored in more detail in

Section 3.3.5.

Comparing the current trace of each model at the end of a pulse train (Figure 3.6c),

there is little difference between the fully calibrated traces of the C and S models, and

the S model has a significantly reduced run time for this protocol. Note that this pulse

train is not necessarily representative of how the channel would behave during an action

potential when the transmembrane voltage is varying rather than imposed. The run time

of the protocol for each model is smallest for the S model with the simplest structure,

and greatest for the C model with the most parameters, as would be expected.

L-type Ca2+ channel. ICaL has Ca2+- as well as voltage-dependent components of

inactivation. The N and C models differ in how they formulate this channel; the former

includes two voltage-dependent inactivation gates and the latter includes a single voltage-

dependent inactivation gate. Both include a single Ca2+-dependent inactivation gate

which was held at a constant value to isolate the voltage-dependent features of the channel.

Given the data typically shows a fast and slow component of inactivation [173], we include

two voltage-dependent inactivation gates in the S model of ICaL. Thus comparisons are

more meaningful between the N and S models in this case, as the structure of the C

model differs substantially and relies more directly on intracellular Ca2+ concentration to

modulate the rate of current decay.

Figure 3.7 summarises the results for ICaL. None of the models appear able to calibrate

to the slowest components of recovery from inactivation (final frame of Figure 3.7a). In
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Figure 3.7: All sub-figures are plotted as described in Figure 3.6. a Results of calibrating ICaL models to
the unified data set. b Steady-state and time constant functions for each gate from the samples in a. c
Example traces from each model generated from the last step of a pulse train of 100 steps from -80 mV
to -10 mV for 200 ms at a rate of 1 Hz using samples from a. Adapted from [157] (CC BY).

Figure 3.7b, showing plots of gating functions, the same activation time constants are

plotted for the C model in both the fast and slow inactivation columns, as this model

had only one inactivation gate. The gating functions show high variability in the steady-

state activation function of the S model, and this model also differs from the N and C

models at higher voltages of the inactivation steady-state curve. However, this is not

apparent from the summary statistic functions (Figure 3.7a), which suggests interaction

between gating variables ‘hides’ this underlying variability. Each model has reduced

variability around the voltages of time constants which are explicitly tested (inactivation

and recovery τ measurements) with, particularly in the N model, wide uncertainty outside

of these ranges.
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We saw previously (Figure 3.5) that there were no significant differences in RSD values

between the models for this channel, highlighting that each model calibration has similar

parameter variability and potential unidentifiability. The N and S models provide better

fits to the data, though this may be a consequence of the C model relying more heavily

on the Ca2+-dependent inactivation processes held constant in this experiment. This

can also be observed by comparing the current traces in Figure 3.7c. While the N and

S models both decay in a similar fashion, the C model initially decays at a faster rate

before reaching a plateau, which is a result of the Ca2+-dependent gate being held open.

In the complete cell model, we would expect this current to continue decaying as the

intracellular Ca2+ rises during the action potential.

Transient outward K+ channel. We saw previously that the N and S models of

Ito had similar posterior parameter RSD values significantly lower than the C model, but

the S model exhibited the poorest goodness-of-fit amongst the models (Figure 3.5). We

also observed in Figure 3.3 that calibration of the N model to the unified data set resulted

in non-physiological steady-state gating functions, despite fitting to the data.

Figure 3.8 shows the summary statistics, gating functions and current traces of each

model calibration for Ito. Despite low variability in model summary statistic output for

the S model across experiments in Figure 3.8a, the reduced goodness-of-fit of this model

can be explained by the calibration being unable to capture particular gating kinetics such

as the peak of the activation time constant (top row, second plot in Figure 3.8a) and the

plateau region of the inactivation time constant (bottom row, second plot in Figure 3.8a).

Both the N and C models are able to better reflect this aspect of the experimental data.

Despite mostly similar behaviour of each model’s output when processed into summary

statistics, the underlying gating functions plotted in Figure 3.8b reveal striking differences

between how each model behaves. Particularly for the activation gate, there are differences

in the steady-state mid-point and slope. The form of the equations (Appendix A.1)

enforces that peak time constants of each model are approximately at the midpoint voltage

of activation and thus also differ from each other.

Both the N and S model calibrations have non-physiological steady-state activation
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Figure 3.8: All sub-figures are plotted as described in Figure 3.6. a Results of calibrating each Ito model
to the unified data set. b Steady-state and time constant functions for each gate from the samples in a.
c Example traces from each model generated from the last step of a pulse train of 100 steps from -50 mV
to -10 mV for 100 ms at a rate of 1 Hz using samples from a. Adapted from [157] (CC BY).
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and inactivation curve combinations. This can be seen (for example) by comparing each

gate’s steady-state value at 0 mV, showing there is no, or very little, overlap region.

In the summary statistic output, both models reflect the experimental data in a visibly

reasonable way (Figure 3.8a). Despite the underlying difference in gating functions, the

models all produce comparable current traces (Figure 3.8c).

Ultra-rapidly activating delayed rectifier K+ channel. We previously saw that

the S model calibration of IKur had a improved goodness-of-fit over either other model,

and significantly lower RSD values compared to the C model (Figure 3.5). IKur exhibits a

very slow voltage-dependent component of inactivation and only partially inactivates in

the available voltage clamp experimental data [177].

Similar to Ito, each model showed distinct differences in gating functions (Figure 3.9b).

However, in this case, the difference was also more clearly reflected in the model summary

statistics output (Figure 3.9a). All models deviate from experiment data points at lower

voltage ranges of steady-state activation (first plot in Figure 3.9a). As we saw previously

for INa, the poor fit of the N model deactivation τ (top row, last plot in Figure 3.9a), is

caused by model discrepancy due to the sigmoid shape of the time constant function for

the activation gate, rather than the peaked shape exhibited by the C and S models.

A unique (in this study) feature of the experimental data for IKur is that the steady-

state inactivation gate does not fully close (notice scale in bottom row, first plot of Fig-

ure 3.9a). The simple structure of the S model does not allow for this outcome, and

as a result we see that the steady-state inactivation gate has a non-physiological value

(Figure 3.9b). The N and C models have also handled this possibility in different ways;

the former plateaus at a non-zero value while the latter has a much shallower slope across

the voltage range (Figure 3.9b). As we have seen previously, despite the substantially

different gating functions, all models result in a similar current trace for this pulse train

protocol (Figure 3.9c).
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Figure 3.9: All sub-figures are plotted as described in Figure 3.6. a Results of calibrating each IKur model
to the unified data set. b Steady-state and time constant functions for each gate from the samples in a.
c Example traces from each model generated from the last step of a pulse train of 100 steps from -50 mV
to -10 mV for 1000 ms at a rate of 0.1 Hz using samples from a. Adapted from [157] (CC BY).
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3.3.4 Effect on action potential

Having studied each calibrated channel in isolation, we next sought to investigate how

inclusion of uncertainty and variability in the gating of these channels would impact

the action potential when combined back into the complete cell models. Figure 3.10

shows how measurements of the action potential changed for the recalibrated N channels,

recalibrated C channels, and when the calibrated S model replaced the original channel

in either model (referred to as N+S and C+S). Corresponding action potential traces are

shown in Figure 3.11. Graphs showing current traces underlying these action potentials

can be found in the Supplementary Information to [157].

This experiment could not be completed for INa due to the steady-state shifts applied

by the original authors when this channel was combined back into the complete cell,

which was different for each model [165, 166]. It would not be trivial to shift parameters

in a valid manner post-calibration, or to shift the data sets and recalibrate. We instead

chose to focus on channels which activate later in the action potential for which data was

not shifted by the original authors. Conductance parameters were not included in the

calibration steps above, and so were set for each model as described in Section 3.2.7.

For ICaL, a portion of posterior samples in the N model resulted in an elevated resting

potential, indicative of incomplete repolarisation, though the median result was still close

to the published value. This causes the wide 89% HPDI observed in the corresponding

trace (top row of Figure 3.11), while the median line is much closer to the dashed line of

the original model. This also occurred to a lesser degree when the S model was inserted

into the C cell model for this channel. The recalibrated C model was more stable with

the action potential duration being mainly reduced from the published value as a result

of quicker and more complete inactivation of the channel during the action potential

(Figure 3.11).

Traces generated by using the posterior parameterisations for Ito generally showed

small differences from the published values for resting potential and action potential

amplitude, though larger changes in the action potential duration. For the full N model

(both with the original channel form and S form), an increased action potential duration
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Figure 3.10: Strip plots showing measurements of resting potential (RP), action potential amplitude
(AMP) and action potential duration to 90% repolarisation (APD90) from action potentials elicited from
the full N and C models. Crosses indicate values from the models run at published settings. Each
point is a measurement from an action potential generated from a sample from the posterior parameter
distribution of the channel indicated in bold. The diamond is the median of the samples. N: using N
unified posterior distribution in the full N model, C: using C unified posterior distribution in the full C
model, +S: indicates the standardised model replaced the corresponding channel in the full model and
used the S posterior distribution. Adapted from [157] (CC BY).
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Figure 3.11: Line plots showing a summary of the action potential traces. Traces are displayed as median
lines with shading representing 89% HPDI from 100 posterior samples. The published N and C models
are plotted as dashed lines in all plots for comparison. Adapted from [157] (CC BY).
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is observed, while the opposite was observed for the C model. This makes the two action

potential models, which have quite different published action potential morphology, more

similar to one another. A small degree of variability is apparent from the posterior

intervals around the traces and, in contrast to ICaL all samples resulted in ‘normal’ action

potentials.

Using the recalibrated form of IKur resulted in more noticeable changes to the action

potential than Ito. For both the N and N+S experiments, this increases the resting po-

tential and action potential amplitude accompanied by an increase in action potential

duration to a similar level as the published C model. In both cases, the triangular mor-

phology of the published N model was altered to have a more prolonged plateau phase.

For the C model, the resting potential and amplitude of the action potential were close to

the published values, while a large degree of variability is observed in the action potential

duration. When using the C form of the channel, this variability encompasses the pub-

lished value, which is apparent from the shading of the action potential trace including

the dashed trace of the published C model. When using the S form of the channel, the

cell repolarises more quickly as a result of an increased IKur current density.

3.3.5 Including model discrepancy

The results above were obtained by calibrating channel models using the classical form

of ABC. This final results section presents a brief standalone study into the effect of

including an estimate of model discrepancy as a calibrating parameter and the general

probability ABC acceptor as described in Section 3.2.4.

We compare calibrations of the inactivation gate of the N model for INa to the simpler

S model using the three experiments from the unified data set relevant to that gate. Along

with the model parameters, one additional parameter is included in the calibration per

experiment (three in total for each model) to represent the additional variance added due

to model discrepancy at each data point. These parameters are used in the independent

Gaussian probability acceptors at each data point. Each of these parameters are assigned

uniform priors between 0 and 0.5. A tempering scheme is used to increase acceptance
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Figure 3.12: Output from calibrated models for the fast inactivation gate of the fast sodium channel,
generated from 100 samples from the ABC parameter posterior distributions, compared to experimental
data points. The samples are summarised as a mean line and shading indicating one standard deviation
around this line. Inset graphs show the posterior distribution kernel density estimate for the model dis-
crepancy variance in each experiment. Blue represents Nygren model and orange represents standardised
form.

rates in early iterations of the ABC-SMC algorithm, and the calibration is halted once we

are accepting based on the true likelihood function (see [188] for details of the algorithm).

Figure 3.12 shows the resulting calibrated models in each case. Both the calibrated

N gate and the S form match the first two experimental data sets with a reasonable

accuracy. Particularly the steady-state values are constrained with little variation between

the samples from the parameter posterior distribution. The S formulation follows the fast

recovery time constant data more closely than the N model. As mentioned in the previous

results, this is likely a result of the structure of the equations used in either case. The

N model uses a sigmoid function for the time constant behaviour of this gate, and so

plateaus as V → ±∞.

The inset plots in Figure 3.12 show the posterior distributions (displayed as kernel

density estimates) for the additional variance attributed to model discrepancy for each

experiment. For the steady-state inactivation experiment, which both models represent

closely with little variance in their output, the posterior distributions both cluster on the

lower zero limit of the prior (highlighted by arrows in the figure). For the fast inactivation

time constant, both posterior distributions have a low non-zero modal value indicating

neither reproduces the experimental data perfectly with similar discrepancy in either case.

A clearly very different distribution of the model discrepancy variance is visible in the

fast recovery experiment. The N model posterior has a much wider distribution spanning

the upper portion of the uniform prior while the S model shows a similar distribution as
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the previous experiment. This reflects the ability of the S form of this gate to reproduce

the fast recovery behaviour, and the significant difference between the calibrated output

of the N model compared to the experimental observations.

3.4 Discussion

Understanding the uncertainty and unidentifiability of parameters in action potential

models is critical to the development of trustworthy cardiac models for the era of person-

alised medicine [124, 126]. Prior to the development of a model of the HL1-6 myocyte,

it was thus important to develop an approach which can assess these properties. These

results will also subsequently influence which channel formulations are suitable for the

development of an HL1-6 cell model.

In this work, we have applied ABC to recalibrate the gating kinetics in detailed ion

channel models of human atrial myocytes. We calibrated these models to the experi-

mental data sets used in the published calibration and showed a portion of parameters

exhibited wide posterior distributions indicative of unidentifiability. Calibration to more

complete experimental data sets did not reduce the unidentifiability present, which sug-

gested that it may be structural and/or practical. Reducing the structural complexity of

the model through a common gating form was successful in reducing unidentifiability in

INa without sacrificing goodness-of-fit. Experiments with other channels suggested that a

trade-off exists between tailoring a model to provide a good fit to experimental data, and

identifiability of parameters as models become more complex. We then looked at changes

of the action potential introduced by using the recalibrated ICaL, Ito and IKur channels in

the full cell models. Finally, a brief example demonstrated how model discrepancy can

be incorporated into the ABC calibration process.

Five conclusions can be drawn from the results presented:

1. A model is only as good as the data used to calibrate it; an incomplete data set

results in low confidence of model parameters;

2. Using a ‘complete’ data set does not necessarily reduce uncertainty in model pa-
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rameters, particularly for complex models;

3. A simpler model formulation may improve parameter identifiability, but more de-

tailed models may be required for some ion channels;

4. Channel models do not stand in isolation and should be studied in relation to action

potentials generated by the complete cell model;

5. Model discrepancy can be quantified to a limited degree in approximate Bayesian

computation.

Each of these conclusions will now be addressed in greater detail.

3.4.1 Incomplete data sets reduce the ability to identify param-

eter values

Figure 3.1 shows uncertainty in parameter estimates for the INa channel current in the N

model manifest in a range of possible outputs of the current trace in response to voltage

steps. The medians of the posterior parameter distributions related to time constant be-

haviour were close to the original reported values but showed a high degree of uncertainty.

This was the expected result as only steady-state data were used to calibrate INa of the

N model. As a consequence, the time constant parameters in this example likely exhibit

practical unidentifiability, as they cannot be constrained given the provided experimental

data. It should be noted that the well-constrained parameter q1 in Figure 3.1a is differ-

ent from the published value due to a constant offset applied to the steady-state curve

in the N model justified by time- and/or temperature-dependent drifts in steady-state

characteristics of the current [165].

In comparison, the C model used a more complete data set to calibrate kinetics for

this channel. Nevertheless, this model also exhibits parameters with high RSD values

suggesting unidentifiability (Figure 3.2). In contrast to the practical unidentifiability

observed in the case of the N INa model, this is likely due to structural identifiability

issues. The high number of parameters in the C INa model (Figure 3.5) facilitates over-

fitting to experimental data and leads to redundancy of some parameters.
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Daly et al. previously applied approximate Bayesian computation to investigate the

uncertainty in parameter estimates of the Hodgkin-Huxley action potential model [130].

The authors reported wide posteriors around the estimates of certain parameters in the

Na+ and K+ channels of that far simpler action potential model. It therefore is unsurpris-

ing to observe these results in more complex models of a Na+ channel where there is more

opportunity for parameters to covary within the structure of the model. Additionally,

the use of conventional voltage clamp protocols further aggravates this issue as it only

provides an indirect measure of the underlying gating kinetics [194].

3.4.2 Complete data sets do not necessarily reduce the uncer-

tainty around all parameters in more complex models

We next recalibrated the N and C models to unified data sets. In Figure 3.2 it was

apparent that the addition of data sources, most often relating to the time constants

of gates, would reduce the uncertainty around the gating functions though often at the

expense of increased uncertainty in other regions of model behaviour.

In the case of the N model of INa, the addition of time constant data led to a reduction

in the RSD value of time constant parameters at the expense of increased RSD values

of the steady-state parameters. This may be a result of the structure of this model

(using sigmoid functions for inactivation time constants, see Appendix A.1) not providing

a proper fit to experimental data. As a result, ABC calibration reaches the sampling

rate stopping criteria earlier because the steady-state experimental data now represents

a smaller portion of the overall calibration data set.

The C model of INa has 29 parameters to constrain across three gates, the most of

any of the channels investigated. Although using a complete data set for calibration,

the high RSD values of parameters suggest that this model still suffers from parameter

unidentifiability. The complex form of the equations makes over-fitting possible when

using conventional calibration processes such as simple least-squares, which would not

highlight the consequences of doing so as compared to a Bayesian method such as ABC.

Often these complex forms of equations are initially based on direct comparisons between
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the gating functions and the experimental data and may be tailored to the specific data

sources selected for calibration, rather than through forward evaluations of the model.

Carro et al. highlighted the importance of replicating the experimental conditions and

voltage protocols as closely as possible when calibrating action potential models, despite

the inherent difficulties of doing so [194]. The complex form of model gating functions,

which are often combined in parallel, means that the behaviour of the gating function

itself may not be representative of the behaviour of the full channel model when tested

with experimental protocols.

3.4.3 Reducing structural complexity is a trade-off between pa-

rameter identifiability and tailoring for specific currents

Reducing the structural complexity of the model equations by adopting a standardised

gating formulation showed channel-dependent success. For INa, the S formulation resulted

in a significant reduction in RSD values for parameter posterior distributions (p=0.02

compared to N model, p=0.04 compared to C model) which suggests it is partly allevi-

ating unidentifiability concerns. The output from the S model of INa also resulted in an

improved goodness-of-fit measure compared to either other model (Figure 3.5). Despite

this, for some experiments the goodness-of-fit was clearly worse than either N or C model,

such as for activation and slow recovery time constants (Figure 3.6a). In addition, there

was variability around the lower voltage range of the activation gate time constant for

which there is an absence of experimental data, highlighting this model is not immune to

practical identifiability issues.

For INa at least, there appears to be an advantage to the less complex formulation

which provides more confidence in the identifiability of its parameters without sacrificing

representation of the experimental data. Fewer parameters also allow more direct reason-

ing about the impact different gating parameters have on the channel behaviour. As with

any model, considerations should be given to the specific goals of the modelling study,

though the S model of INa presents a less complex foundation which could be built upon

as necessary with additional, context-specific data.
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For ICaL, the S model produced approximately the same goodness-of-fit as the more

complex N model. However, in this case, the similar RSD values across each model imply

that the use of a simpler model structure did not alleviate issues relating to parameter

unidentifiability. This is particularly noticeable in the steady-state activation gate of

the channel, where there is a greater variation in the posterior behaviour compared to

the other two models (Figure 3.7b). This is potentially a result of the way steady-state

summary statistics are calculated through normalising to a reference value in the output.

As a consequence, the gate is less constrained to be fully open at the maximum activation

as the normalisation hides this behaviour. The unidentifiability of parameters across all

models for this channel is likely a consequence of the relative paucity of experimental

data relating to the voltage-dependent time constant behaviour of ICaL, which has fewer

voltages tested in the unified data set compared to the other channels studied.

For both K+ channel models (Ito and IKur), simplifying the model structure is a balance

between unidentifiability of parameters and goodness-of-fit to experimental data. The

inactivation τ plot of Figure 3.8a shows an example where both the N and C models are

able to capture the plateau region at upper voltages ranges while the S model tends to zero.

Similarly, the form of the S model leads to the peak of the time constant curve occurring

at approximately the mid-point of activation or inactivation which appears inappropriate

for the activation gate of this channel. This is reflected in the higher converged residual

of the S model compared to the N and C models (Figure 3.5).

For Ito, the parameters of the less complex S model have lower RSD values than the C

model (p < 0.001) and a smaller range than the N model. This suggests that the closest

fit of this model to the experimental data is identifiable despite being a poorer fit, and

highlights that low uncertainty in posterior parameters does not necessary imply a model

fits the data well (and vice-versa). A trade-off exists which may depend on the goals and

particular use-case of a modelling study.

Beattie et al. [168] used the same standardised gating formulation to model the be-

haviour of a rapid delayed rectifier K+ current (the hERG current) using an information-

rich voltage protocol. In their case, the studied current appears to satisfy the requirement

108



of peak time constant of the gate at mid-point of the steady-state curve (e.g. see Fig-

ure 5 in [168]). Based on these observations and our results, this standardised approach

may therefore be appropriate in cases when experimental data suggests particular require-

ments, such as this one, are met.

Using a standard gating formulation alleviates problems associated with the high num-

ber of parameters in very detailed models, without sacrificing the biophysical basis for the

model. In contrast to purely phenomenological models, the form of the S model is based on

Eyring-derived transition rates giving its parameters a physical interpretation [168,169].

For the N and S models of Ito and the S model of IKur, non-physiological steady-state

gating functions were observed when calibrating to the unified data set. However, these

models still reflected the experimental data in the summary statistics output to a rea-

sonable degree. This may have been caused by not including the conductance parameter

in the ABC calibration step, as the summary statistic function used (adopted directly as

reported in the experimental papers) normalises the current peak. Therefore even a very

small current could produce a reasonable activation or inactivation curve once processed

into summary statistics. Including the conductance parameter in calibration with a phys-

iological prior range, along with additional data available for the current density rather

than just open probability, could potentially alleviate this issue.

A final note was that, across all channels studied, the S model leads to a reduction in

run time (at least for the channel in isolation as tested in this solver). This is an impor-

tant consideration as patient-specific modelling is further explored in whole-heart tissue

simulations. However, in contrast to even simpler models which have been shown to re-

produce patient-specific action potential morphologies [195], the standardised formulation

retains information about specific ion channel currents which provides a stronger body

of evidence in terms of model validation. It would be encouraging if future ion channel

modelling promoted the use of common forms of equations in cell models rather than the

current heritage of complex equations. Another promising proposition is a model reduc-

tionist approach to reduce uncertainty in parameter estimates by eliminating parameters

which have little effect on the model output (e.g. manifold boundary approximation [167]).
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3.4.4 Channel models should be calibrated with both patch

clamp data and observing changes in action potentials

When testing the new parameterisations in the complete cell models, it was apparent that

a proportion of samples led to non-physiological behaviour. This was also the case when

combining samples from all new parameterisations, which generally caused simulations to

become numerically unstable. This highlights the importance of a feedback process in the

development of action potential models, where the form of the full action potential also

informs the design of the underlying currents.

A future step for this work could follow a similar approach to Kernik et al. [87] with

multiple stages of calibration. For example, the full action potential samples in these

results could be used to further constrain the posterior distribution of the channel model

parameters by eliminating non-physiological cases. This approach in the context of ABC

will be explored in the next chapter through the development of a full cell model.

These results also demonstrate an important consideration in the development of full

action potential models that tends to be omitted from modelling papers: the sheer chal-

lenge of combining a variety of nonlinear models of individual ion channels usually devel-

oped in isolation into a single model of a cardiac cell and tuning to produce a physiological

action potential.

3.4.5 Model discrepancy can be included as additional parame-

ters in approximate Bayesian computation

In the main set of results, it was noted in some cases that there was a clear difference

between the model structure and the experimental data. In particular, for the N model

of INa and IKur time constant equations, the sigmoid function used differed from the

peaked experimental data. This model discrepancy could result in an overconfidence in

the calibrated parameters and increased uncertainty due to model structure.

In the final results section, we investigated how the acceptance step of ABC might be

generalised, as described by Wilkinson [190], and used to quantify some measure of model
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discrepancy. The inactivation gate of INa was used as an example, with both the N and S

model formulations calibrated to only the inactivation data. An additional variance term

was calibrated for each experiment which increased the width of the Gaussian acceptor

on each data point.

The model calibrations highlighted discrepancy in inactivation time constant of the

N model at lower ranges, which was not present in the S model. These results are

promising as an additional avenue for ABC though, in the current context, limited. It

would obviously be desirable to have a separate measure of model discrepancy at each data

point, not just per-experiment. However, a significant limitation of this approach is that

each additional model discrepancy parameter increases the dimensionality of parameter

search space. It is therefore challenging to see how this could be scaled up in all but the

simplest models. A more robust approach may be to model the discrepancy using Gaussian

processes or autoregressive-moving-average models, when time series experimental data

is available [159].

3.4.6 Limitations

RSD was used as a measure of the width of parameter posterior distributions and as

an indicator of parameter unidentifiability in this study. This measure tends to become

inflated when the mean value in the denominator is close to zero. This approach does

not allow us to separate structural and practical unidentifiability and the likely form was

inferred from the availability of experimental data and structural form of the model in

experiments.

Our ABC stopping criterion for all experiments was set to halt execution once an

iteration had dropped below a 1% particle acceptance rate. This was based on preliminary

experiments on the C model where it was assumed the algorithm is close to the optimum

solution once sampling became too difficult. However, in some cases this criterion may

be excessive or insufficient, as was observed for example for the original N and S model

of the ICaL channel. Investigations into more appropriate stopping criterion were outside

the scope of this thesis. Parameters involved in the Ca2+-dependent gate in ICaL of all
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models were omitted from calibration and the gate set to a constant value due to the

lack of specific data and difficulty in isolating calcium handling components of the cell

model. Particularly for the C model, which relies on the calcium transient to modulate the

inactivation rates, it is perhaps inappropriate to attempt calibration using this approach.

The calibration process relied on summary statistics of the model responses to the

virtual voltage clamp protocols. Reducing the data in this fashion was necessary to

obtain the same form as in the experimental data set. However, as highlighted in [161], it

is generally not possible to obtain a finite dimensional set of summary statistics that are

sufficient to fully capture all relevant information obtained from a voltage clamp protocol.

Channel models with greater than 14 parameters (N: ICaL, IKur; C: INa, Ito, IKur)

could not be calibrated as a complete model due to the large number of particles required

to sample the high-dimensional parameter hyperspace. In these cases, we calibrated

parameter subsets for each gate separately to the relevant experimental data while leaving

the remainder at their published values. It is possible that the original gates could affect

the calibration of the chosen gate, for example in exponential fitting to decay traces for

channels with fast and slow inactivation. Despite this, it should be noted that conventional

calibration techniques (e.g. least squares regression) do not restrict the modeller from

applying the method in the case of this kind of sparse sampling space and will not explicitly

convey the implications of doing so.

Experimental data in the conventional form of patch clamp experiments summarised

as mean values with standard deviations was used to calibrate the models in this chapter.

This was used as it was the same data calibrated to by the original modellers. Recent

studies have noted that the use of a normal distribution to summarise data from cellu-

lar electrophysiology likely overestimates the mean, as closer inspection of experimental

distributions reveals positive skew compared to a normal distribution [196]. �
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Chapter 4

An HL1-6 action potential model

accounting for biological variability

and uncertainty

4.1 Introduction

In the previous chapter, a calibration methodology using approximate Bayesian com-

putation was explored through a retrospective analysis of two human atrial cell models

compared to a standardised formulation. The goal of that chapter was to develop the

computational methods and insight from the results to inform the design of a new model

of the HL1-6 myocyte.

One conclusion from the previous chapter was that the use of a standardised channel

formulation (e.g. [168, 191]), can result in parameters that are better constrained than

more complex formulations. In an ideal case, one would be able to reduce these parameter

uncertainties to the level where they are representative of only the underlying variability

of the biological system. It was also noted that some channels may require more specific

forms depending on their current response at different voltage levels. Therefore, in this

chapter, the HL1-6 cell model is developed using the same standardised formulation for

ion channels where possible, and modified minimally when behaviour from experimental
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data does not fit this model.

The HL1-6 myocyte is a more homogeneous sub-clone of the original HL-1 cell line [60].

Ion channels in the original cell line have been characterised through a number of elec-

trophysiology studies [62–65, 197–201]. In the sub-clone, behaviour of both the fast Na+

channel and L-type Ca2+ channel have also been measured [69]. HL1-6 is a murine cell line

with similar spontaneous beating and immature morphology to neonatal cells. Cell models

have been developed using traditional calibration approaches for adult mouse ventricular

cells [79, 80], neonatal cells [84] and populations of stem cells with similar heterogeneity

and spontaneous automaticity [87].

Takeuchi et al. [202,203] recently developed a cell model of the original HL-1 cell line

based on a human atrial cell model [204]. They modified the Grandi model by re-fitting

channels to data from HL-1 myocytes, adding models for the hyperpolarisation-activated

‘funny’ current and T-type Ca2+ current which HL-1 cells are known to possess [62,65,198],

and adding mitochondrial Ca2+ handling which was the specific interest of the study.

The model spontaneously beats at 3.5 Hz, similar to their biological experiments [202].

The authors noted the biological variability between electrophysiology measurements in

individual cells, but did not attempt to explicitly account for this variability in their

model as they noted its effect would be dampened in a cellular synctium. In the context

of this thesis, studying action potential propagation on a cellular level, this variability

may play a more important role. The authors also showed that their channel models fit

experimental data to a good degree, but they did this by plotting the underlying gating

functions against the ‘summary statistics’ experimental data which, as we have seen from

the previous chapter in this thesis, is not always representative of the combined channel

output.

The goal of this chapter is to apply the methodology developed in the previous chapter

to construct an action potential model of an HL1-6 myocyte, accounting for biological

variability and uncertainty. This will subsequently be combined in a multi-domain model

to simulate action potential propagation in HL1-6 cell monolayers. Section 4.2 describes

the structure of the cell model, how multiple channel models were combined into the final
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complete cell model, and steps taken to validate the model. Section 4.3 then shows the

results of calibrating each channel in the HL1-6 cell model, the final calibrated model and

compares the full model to ‘unseen’ data as validation. Finally, in Section 4.4 the newly

developed model is discussed in the context of the goals of this thesis.

4.2 Methods

4.2.1 Model structure

The action potential model for the HL1-6 myocyte is described as:

dVm
dt

= Iion − Istim, (4.1)

where Vm is the transmembrane potential (mV), t is time (ms), Iion is the ion current

across the membrane (pA/pF) and Istim is any applied stimulus current (pA/pF). Units

of current are relative to the cell membrane capacitance, Cm (µF), which is why it does

not appear in the above equation. Istim is set to zero during voltage clamp simulations.

The sarcolemmal ion current is the sum of currents through ion channels, exchangers and

pumps:

Iion = INa + INab + ICaL + ICaT + IpCa + ICab

+ IKr + Ito + Iss + If + IK1 + INCX + INaK,

(4.2)

Each channel is described in more detail in the results. Standardised gating kinetics were

adopted for INa, ICaL, ICaT, IKr, Ito, Iss, If and IK1 as described in Equation 3.3 in Chapter

3. For all other currents, equations from a previous cell model related to HL1-6 myocytes

were used and their key parameters recalibrated to whole cell measurements.

HL1-6 myocytes have round, immature morphology [69], lacking the T-tubule struc-

tures of adult cardiomyocytes that bring L-type Ca2+ channels in close proximity to

ryanodine receptors on the sarcoplasmic reticulum. To describe the intracellular Ca2+

handling, the formulation from a model of neonatal rat ventricular myocytes is used [84]
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in a simplified form. This neonatal model accounts for diffusion of Ca2+ ions from the

membrane to the sarcoplasmic reticulum due to the immature morphology of the cells

using multiple cytosolic subspaces and a finite difference formulation [84]. This approach

is adopted and simplified in our model by agglomerating the subspaces into a single cy-

tosolic space, with a time delay parameter governing Ca2+ diffusion from the membrane

to the sarcoplasmic reticulum as has been done previously in models of spontaneously

beating cells [83].

The equations for Ca2+ buffers are also generalised to overall cytosolic and sarcoplas-

mic reticulum buffering to reduce unknown parameters, as in a recent model of induced

pluripotent stem cells [87]. The sarcoplasmic reticulum is separated into release and up-

take compartments to provide a realistic delay until Ca2+ becomes available for release

after uptake [79,84].

The Ca2+-handling processes are described as

d[Ca2+]i
dt

= βi

(
JCa,SL + JRyR

VSR,rel

Vi
− (JSERCA − Jleak)

VSR,up

Vi

)
, (4.3)

JCa,SL = (2INCX − ICaL − ICaT − IpCa − ICab)
Cm

2FVi
, (4.4)

d[Ca2+]SR,up

dt
= JSERCA − Jleak − Jtr

VSR,rel

VSR,up

, (4.5)

d[Ca2+]SR,rel

dt
= βSR (Jtr − JRyR) , (4.6)

βx =

(
1 +

Buftot,xKm,Buf,x

([Ca2+]x +Km,Buf,x)
2

)−1

, (4.7)

where J terms are ion fluxes (µM/ms) between different intracellular spaces which are

explained in more detail in the results, βx accounts for Ca2+ buffering in the intracellular

space ‘x’, and other parameters are described in Table 4.1.
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Buffer concentration and half-dissociation constant in the sarcoplasmic reticulum are

adopted from a model of mouse ventricular myocytes [79], while cytosolic buffering pa-

rameters are included in the whole cell calibration routine. Cell morphology of HL1-6

myocytes is similar to the morphology of neonatal cells [69], so the radii of different com-

partments, and therefore the resulting cell volume, used in the neonatal cell model [84] is

retained.

Intracellular Na+ and K+ are approximated assuming rapid equilibrium in the cytosolic

space:

d[Na+]i
dt

= −
(
INa(Na) + INab + If(Na) + 3INCX + 3INaK

) Cm
FVi

, (4.8)

d[K+]i
dt

= −
(
INa(K) + IKr + Ito + Iss + If(K) + IK1 + Istim − 2INaK

) Cm
FVi

, (4.9)

EX =
RT

zXF
log

(
[X]o
[X]i

)
, (4.10)

where currents are multiplied by membrane capacitance (Cm) as they are assumed to be

given in units (pA/pF), and EX is the Nernst potential for ion ‘X’ (one of Na+, K+ or

Ca2+) with zX as the valence. Current terms will be explained in further detail in the

results, and other terms are explained in Table 4.1.

4.2.2 Likelihood-free inference settings

Each ion channel model is calibrated using the approximate Bayesian computation (ABC)

approach developed in Chapter 3 and described in detail in Section 3.2.3. Due to the

limitations of the generalised ABC algorithm including estimation of model discrepancy

discussed in Chapter 3, the classical form of ABC with decreasing threshold values was

applied. As opposed to the previous chapter, which focused exclusively on gating kinetics,

in this chapter channel conductances are also calibrated by including experimental data

with current density measurements at different voltage steps (so called current-voltage or

‘I-V’ experiments).

The particle population size for ABC was set for each channel according to the number

of parameters being calibrated. An initial estimation was made by attempting to sample
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sufficiently in each dimension of the parameter hyperspace. Assuming that at least two

ABC particles would be required in each hyperspace dimension yields:

M = 2N , (4.11)

where M is the number of ABC particles and N is the number of model parameters.

This was used as a minimum value for channel model calibrations. When, after initial

test runs, it appeared that posterior parameter estimates were ‘collapsing’ onto a single

value, as would happen if the particle population was too low [161], the population size

was increased. The final population size used in each channel is indicated in the results.

The regularisation factor for the error function (δ in Equation 3.5) was set to 0.05 in

all channel model calibrations except for the fast Na+ current (INa) and the L-type Ca2+

current (ICaL). For these models, we found it was necessary to increase the regularisation

factor to 0.2 to prevent underfitting to the I-V experiment data sets [69] due to their

relatively large experimental uncertainty with respect to the other data sets used. These

data sets are key to inferring a reasonable estimate of the channel conductance.

As in Chapter 3, all simulations are performed using the myokit (version 1.30.6) [192]

and pyABC (version 0.9.23) [188] Python libraries, combined in our ion-channel-ABC

library (https://github.com/charleshouston/ion-channel-ABC). Jupyter notebooks

containing all calibration and validation code can be found in the docs/examples/hl1

folder of that repository.

4.2.3 Ion channel calibration data sets

Experimental data for all channels in HL1-6 myocytes were not readily available to cali-

brate the cell model. Therefore, channels were also calibrated to data from the original

HL-1 cell line, and mouse ventricular myocytes where more specific data was lacking. As

HL1-6 myocytes are derived from the HL-1 cell line, which is itself a murine line, the

current behaviour should not be too dissimilar, but this is a clear limitation of the study

that will be discussed in more detail at the end of the chapter.
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Channel(s) Conductance Q10 Source Time constant Q10 Source

INa 1.5 [206] 2.79 [207]
ICaL, ICaT 2.3 [208] 2.1 [208]
IKr, Ito, Iss 4.4 [208] 4.1 [208]
If 2.3 [83]
IK1 1.5 [208]

Table 4.2: Q10 temperature adjustment values used for each channel.

Results from patch clamp experiments on individual channel currents in HL1-6 cells [69],

HL-1 cells [62–65,197–201] and mouse ventricular myocytes [205] were digitised. The cor-

responding voltage clamp protocols were translated into myokit code suitable for repli-

cating the corresponding experiment in silico.

Conductance and gating kinetics of ion channels vary with temperature. When neces-

sary, experimental data were adjusted to room temperature (assumed to be 23 ◦C or 296

K) using Q10 factors as indicated in Table 4.2. In the mathematical model, this process

scales channel conductance by Q
T−Tref

10
10 , and time constants by Q

−(T−Tref)
10

10 . Experimental

extracellular and pipette solutions were replicated in the simulations. Table 4.3 shows all

experimental data sources and conditions.

4.2.4 Whole cell calibration

As noted in Chapter 3, channel models must be considered in the context of the complete

action potential model. Following calibration of the major sarcolemmal ion channel mod-

els to specific data for each current, a subset of remaining cell parameters were calibrated

using ABC to measurements taken from action potentials and Ca2+ transients in HL1-6

cells [69].

The parameters calibrated in this step include the conductance of remaining pump

and exchange currents and intracellular calcium handling kinetics. The prior of each

parameter is set to cover a sufficiently wide physiological range around the published

value from which the model was adopted. Table 4.4 describes the full list of 12 parameters

calibrated in this step.
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Parameter Definition Prior Units

Km,CaL Ca2+ dissociation constant for ICaL U(0, 2) µM
a∗inact,Ca Ca2+ dissociation rate for ICaL U(−3, 0) 1/ms

kNCX Scaling factor for Na+-Ca2+ exchanger U(0, 20) pA/pF/µM4

η Voltage dependence of Na+-Ca2+ exchanger U(0, 1) 1
Imax,NaK Maximum current through Na+-K+ pump U(0, 5) pA/pF
Vmax Maximum SERCA flux U(0, 5) µM/ms
k∗RyR Scaling factor for ryanodine receptors U(−2, 1) 1/ms

kopen Opening rate for ryanodine receptors U(0, 10) 1/ms
kclose Closing rate for ryanodine receptors U(0, 1) 1/ms
gpCa Conductance of Ca2+ pump U(0, 5) mS/µF
g∗Nab Conductance of background Na+ current U(−3,−1) mS/µF
g∗Cab Conductance of background Ca2+ current U(−4,−2) mS/µF
Buftot,i Concentration of cytosolic Ca2+ buffers U(0, 100) µM
Km,Buf,i Half-dissociation constant of cytosolic Ca2+ buffers U(0, 2) µM

Table 4.4: Parameters calibrated in whole cell calibration step. ∗ indicates that the prior
was searched in log10-space.

In the whole cell calibration step, we incorporate the previously calibrated parameter

posterior estimates for ion channels, but do not explicitly further refine them. Instead,

in this stage, there are two sets of parameters: the parameters being calibrated, and

ion channel parameters which are sampled but not included in the conventional ABC

calibration process (see Section 3.2.3).

For each forward evaluation of the complete cell model during ABC, the final posterior

particle population for every pre-calibrated channel is sampled and the resulting set of

parameters combined with the whole cell parameter sample from Table 4.4. An additional

parameter for membrane capacitance (Cm) is also sampled from a normal distribution

according to experimental measurements in patched HL1-6 cells [69] (see Table 4.1).

The previously calibrated ion channel parameters (and capacitance parameter) are not

constrained in this ABC step, instead being resampled from their respective distributions

upon each model evaluation with the ABC algorithm. If during an iteration, a particle

does not pass the acceptance criteria, these parameters are resampled from their distribu-

tions alongside the whole cell parameters (i.e. the iteration is not continuously attempted

with the same sample of previously calibrated ion channel parameters).

The response of the whole cell model to two stimulus protocols was simulated to repli-

cate conditions during experiments in HL1-6 myocytes [69]. In the first protocol, the cell
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is left to reach steady-state for 100 s and the resting potential (Vrp) recorded. A series of 2

ms current stimulus pulses are then applied at a rate of 1 Hz, from 5 pA/pF to 40 pA/pF

in steps of 5 pA/pF [69]. The final elicited action potential is recorded and measurements

taken of action potential amplitude (VAMP), maximum upstroke gradient (
(
dV
dt

)
max

) and

action potential duration to 90% repolarisation (APD90). APD90 was measured as the

time between the time of maximum upstroke gradient to the time when the transmem-

brane voltage had reduced from its peak by 90% of the action potential amplitude. It

was also found necessary to include estimates of diastolic Ca2+ and amplitude of the

Ca2+ transient in this protocol to constrain Ca2+ handling processes within physiological

ranges. These estimates were taken from a mouse cell model [79], and their experimental

uncertainty set equal to the largest experimental uncertainty (by proportion) to avoid

overweighting these estimated values compared to real experimental measurements.

In the second protocol, the cell was again left to reach steady-state for 100 s after

which the resting Ca2+ level was measured. A series of 101 current stimulus pulses of 40

pA/pF for 2 ms were applied at a rate of 1 Hz. The Ca2+ transient elicited during the final

pulse was recorded and measurements taken of the Ca2+ transient time to peak (CaTt2p),

the amplitude (CaTamp) and the time to 50% and 90% recovery (CaTr50, CaTr90). The

recovery times were again measured from the time of maximum upstroke gradient in a

similar fashion to the action potential duration. Similar estimates of diastolic Ca2+ and

Ca2+ transient amplitude were included in the same manner as the first protocol.

Each protocol was simulated using the same conditions as in experiments. The action

potential measurements were recorded under patch clamp at 296 K [69], and thus both

extracellular and intracellular ion concentrations were prescribed. Intracellular Ca2+ was

not fixed to allow sarcoplasmic reticulum release of Ca2+ in this experiment. The exper-

iment measuring Ca2+ transients was carried out on a microelectrode array (to provide

stimulation) with the cells in solution kept at 310 K [69] and therefore only extracellular

concentrations were prescribed. The concentration of the Tyrode’s solution for this ex-

periment was taken from [209]. Table 4.5 summarises the conditions for each experiment.

In the whole cell calibration, conductance and kinetics of the model itself were adjusted
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Extracellular (mM) Intracellular (mM)
Experiment T (K) Na+ K+ Ca2+ Na+ K+

Action potential [69] 296 140 4 2 10 130
Ca2+ transient [69] 310 140 4 2

Table 4.5: Experimental conditions for whole cell calibration simulations.

Experiment Measurement Units n Mean Standard deviation

Action potential [69] Vrp mV 25 -67 10
Vamp mV 11 105 6.6
dV
dt max

mV/ms 11 107 23.2
APD90 ms 7 42 23.8
CaT∗diastole µM 0.1 [79]
CaT∗amp µM 0.5 [79]

Ca2+ transient [69] CaTt2p ms 6 59 4.9
CaTr50 ms 6 157 14.7
CaTr90 ms 6 397 34.3
CaT∗diastole µM 0.1 [79]
CaT∗amp µM 0.5 [79]

Table 4.6: Summary of experimental data for whole cell calibrations. ∗ indicates an
estimated value, where the standard deviation is set equal to the largest standard deviation
from experimental measurements.

for temperature, rather than adjusting the data (as there would be no clear way to adjust

the experimental measurements). To adapt the model for the different temperatures in

each experiment, the conductance and time constants of ion channels were adjusted using

Q10 values as described previously in Table 4.2.

Measures from the simulations were compared to experimental measurements sum-

marised in Table 4.6. The same ABC distance function used in previous ABC calibration

in this thesis was used with a regularisation factor (δ) of 0.2. This factor was found to be

necessary to avoid significantly overweighting specific measurements due to the disparity

in experimental uncertainty between measurements.

In patch clamp experiments of the hyperpolarisation-activated ‘funny’ current (If) in

HL-1 myocytes, the current was measured in only ∼30% of cells [62]. As this current at

least partially regulates automaticity in these cells [142], the pre-calibrated If current was

not included in this whole cell calibration step. It was then reintroduced into 30% of the

final samples of whole cell model posterior parameter estimates.
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4.2.5 Sensitivity analysis

A sensitivity analysis was carried out to investigate the influence of key parameters on

measurements of action potential and Ca2+ transients in the calibrated complete cell

model. Parameters representing ion channel conductances (gNa, gCaL, gCaT, gKr, gto, gss,

gK1, gNab, gNab, kNCX, iNaK,max) and intracellular Ca2+ fluxes (kRyR, Vmax, kleak) were

included in the analysis. The analysis was completed for 50 random samples from the

population of 1000 complete cell model parameterisations.

The sensitivity analysis is based on multivariable regression [210]. For each model pa-

rameterisation, the parameters above are varied by multiples drawn from a multivariable

lognormal distribution with median of 1 and standard deviation of 0.05. The new model

parameterisation is simulated under the same experiments used to calibrate the whole

cell. After 500 repeats of this process with different samples from the lognormal distribu-

tion, the parameters and outputs are mean normalised and the output is regressed on the

parameters resulting in a multivariable linear model. The regression coefficients provide

a measure of the sensitivity of changes in a parameter value on a particular measurement

from the experiment. For further details of the approach see [210].

4.2.6 Automaticity

The hyperpolarisation-activated ‘funny’ current (If) was not included in the initial whole

cell calibration step. This was in order to generate a stable population of parameter

variants with quiescent phenotype to avoid automaticity interfering with model measure-

ments. In initial tests, it was found that including If at this stage would cause the cali-

bration to converge on a parameterisation where the resting potential of the cell depends

strongly on If.

The experimental data sets used in whole cell calibration [69] did not include spe-

cific characterisation of the occurrence of automaticity in the HL1-6 cell line. It is at

least partly mediated by If, which 30% of cells in the original cell line were shown to

express [62]. A specific study into automaticity in the original HL-1 cell line was used

as the source of experimental conditions to test for automaticity [142]. In their study,

125



the authors noted that automaticity was more prevalent, and had a higher beat rate, in

a cellular synctium. However, they also made measurements in single dissociated cells in

the following experiment conditions: [Na+]o = 145 mM, [K+]o = 4.0 mM, [Ca2+]o = 1.8

mM, [Na+]i = 14 mM, [K+]i = 120 mM and T = 296 K.

An in silico protocol was generated to test for automaticity after the whole cell model

had been calibrated. The protocol runs the cell model with no stimuli for 10 s to reach a

steady state, and then a further 10 s of activity is recorded, again without any stimuli.

The If current in each of the 1000 model parameterisations from whole cell calibration

was ‘unblocked’ and the model run using the protocol described above. The parameters

for this channel were unchanged from whatever sample was selected from the whole cell

calibration step.

The recording in the last 10 s of simulation was analysed to assess whether a cell model

variant fired spontaneous action potentials. A parameterisation was rejected if action

potentials were found not to fully repolarise (min(Vm) > −50 mV), the minimum [Ca2+]i

exceeded 0.5 µM or the maximum [Ca2+]i exceeded 1 µM, to keep results physiological.

4.2.7 Validation through ion channel blocking

The whole cell parameterisations, including those exhibiting automaticity, were validated

by simulating the effects of blocking different sarcolemmal ion currents and intracellular

Ca2+ fluxes. Simulations compared the effects of 20 µM TTX (INa current block), 10 µM

Ivabradine (If current block), 1 µM Dofetilide (IKr current block), 10 µM Mibefrabil (ICaT

current block), 2 µM Nimodipine (ICaL current block), 30 µM Ryanodine (JRyR flux block)

and 5 µM Thapsigargin (JSERCA flux block). Simulations were compared to experiments

conducted in spontaneously beating cells of the original HL-1 cell line [142] in the absence

of more specific data for HL1-6. As the sub-clone is a less heterogeneous derivation of

the original cell line, it would be expected that results between the two would be broadly

similar.

Yang and Murray measured action potentials using current clamp on cells in a sponta-

neously beating synctium [142]. Under these conditions, the authors found two phenotypes
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of beating cells: ‘drivers’ and ‘followers’. The drivers constitute cells with a prolonged

diastolic depolarisation, while the follower cells did not display this behaviour, and thus

were likely beating due to propagating action potentials within the monolayer [142]. To

replicate these conditions as closely as possible in the single cell model, cells were sim-

ulated using a protocol that applies no stimulating current for 20 s, followed by 20 s of

stimulating at a rate of 1 Hz with a stimulus current 40 pA/pF with duration 0.5 ms. If

action potentials were detected in the first 20 s after application of a blocking solution (i.e.

the model exhibits spontaneous activity), action potentials in the last 5 s of this phase

of the protocol were analysed. If the effect of the blocking solution inhibits spontaneous

activity, the action potentials in response to the stimuli current are instead analysed. The

second phase of the protocol serves to reproduce the fact that the non-beating cell in a

monolayer may still be subject to stimulating currents from surrounding, beating cells.

4.3 Results

Results for the calibration of each ion channel model are shown as median lines with

89% highest posterior density interval (HPDI) indicated by shading [193]. Experimental

data points plotted for comparison are given as mean with error bars (when available)

indicating standard deviation.

4.3.1 Fast Na+ current (INa)

The model for the fast Na+ current has three Hodgkin-Huxley gating variables for acti-

vation and fast/slow inactivation (xact, xinact,f, xinact,s), as commonly used to model this

channel since the work of Beeler and Reuter [211]. The activation and fast inactivation

gates use the standardised formulae described previously. To reduce the dimensionality

of the calibration problem, the steady-state equations of both inactivation gates are the

same, and the time constant for the slow inactivation gate is a constant multiple of the

fast inactivation time constant at all membrane potentials (i.e. τinact,s = Aτinact,f where

A is a constant). This is consistent with handling of the standardised model of INa in

127



Chapter 3.

Three independent data sets are used to calibrate the fast Na+ channel. The I-V curve

is measured from HL1-6 cells [69] while the inactivation curve is measured in the original

HL-1 cell line [63], as is the recovery curve [197].

To include data for time constants of activation and inactivation, a representative peak

current trace is extracted from the I-V experiment (Figure 6a in [69]), and normalised.

The activation and inactivation portions of each trace are fit to exponential functions

(activation: (1 − e−t/τ )3, inactivation: e−t/τ where t is time and τ is the time constant).

In calibration, these values are then extracted from the peak current during the I-V

experiment.

The I-V curve for the fast Na+ channel in HL1-6 myocytes from [69] showed a rever-

sal potential of the channel at approximately +25 mV. This was substantially different

from the expected reversal potential of a Na+-selective channel given the solution con-

centrations in the extracellular and pipette solution during the patch clamp experiments

(extracellular: 140 mM Na+, pipette: 10 mM Na+, temperature: 296 K [69] would give

a Nernst equilibrium potential of approximately +67 mV). In [69], the authors gave two

possible reasons for their finding: the HL1-6 clone could express a splice variant of the

SCN5A gene encoding Nav1.5, or the clone possesses Na+ channels which are not fully

developed to adult phenotype and are closer to an embryonic phenotype. A loss of the

highly Na+-selective nature typical of cardiac Na+ channels could be a consequence of

either of these explanations. To account for the difference between the reversal potential

and predicted Nernst potential, the channel model includes a parameter for relative per-

meability to K+ ions and thus the reversal potential is mediated by a balance between

the Nernst potentials of Na+ and K+ in each experiment.

The final model for the fast Na+ current is

INa(Na) = gNax
3
actxinact,fxinact,s(V − ENa), (4.12)

INa(K) = gNa
PK

1 + PK
x3

actxinact,fxinact,s(V − EK), (4.13)

INa = INa(Na) + INa(K), (4.14)
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where gNa is the conductance of the current (mS/µF), PK is the relative permeability to

K+ (dimensionless) and EX are the Nernst potentials for each ion X (mV).

Parameters for each gate, the slow inactivation gate time constant multiple, the chan-

nel conductance and the relative K+ permeability are calibrated to experimental data

using an ABC particle population of 2000 particles. The calibration was run until the

acceptance rate dropped below 0.25%. To account for the high uncertainty in peak mea-

surements in the I-V curve [69], the distance function regularisation parameter (δ) was

increased to 0.2.

Figure 4.1 shows the calibrated INa model compared to the experimental data sets. The

channel model reflects the experimental data well across all calibration experiments, with

little variability apparent in the model output. The calibrated parameter distributions

are summarised in Table A.21 in the Appendix. All parameter posterior distributions

have low relative standard deviation (RSD) values (the metric used to assess the width

of the posterior distributions in Chapter 3), indicating they are well constrained by the

data.

4.3.2 L-type Ca2+ current (ICaL)

The model for L-type Ca2+ current has voltage-dependent activation and inactivation

gates (xact, xinact). Both are described using the standardised Hodgkin-Huxley gating

formulations. In contrast to the human atrial cells considered in Chapter 3, the L-type

Ca2+ channel data for HL1-6 or HL-1 myocytes showed no evidence for a fast and slow

component of inactivation, so only a single voltage-dependent inactivation gate is included.

This current also exhibits Ca2+-dependent inactivation (xinact,Ca) which is modelled using

a simple formulation [83], and assumes that the two modes of inactivation are independent.

The L-type Ca2+ channel is highly-selective to Ca2+ ions. However, the observed

reversal potential of the current is displaced from what would be expected given ideal

Nernst equilibrium. Thus, most models either adopt permeability to other ions (e.g. [85,

87,212]), set to a constant value (e.g. [79,83,165,166]), or use more complex formulations

(e.g. [207, 213, 214]). In this model, a constant value is set for the reversal potential
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Figure 4.1: a Simulated output of fast Na+ channel model compared to experimental results [63,69,197]
adjusted for temperature as described in the text. b Current traces generated by the fast Na+ channel
model from each experiment. Upper row shows the voltage protocol (cropped to region of interest) and
lower row shows the model current response. All model results are displayed as median lines with shading
indicating 89% HPDI. Experimental results are shown as mean with errors bars indicating standard
deviations.

assuming perfect selectivity for Ca2+ ions. It may be difficult to formulate the reversal

potential as a relationship between ion concentrations due to the more complex interaction

of the channel with ions and other ion channels [83].

The model for ICaL is given as

ICaL = gCaLxactxinactxinact,Ca(V − ECaL), (4.15)

dxinact,Ca

dt
=
γinact,Ca − xinact,Ca

τinact,Ca

, (4.16)

γinact,Ca =

(
1 +

[Ca2+]i
Km,CaL

)−1

, (4.17)

τinact,Ca =
γinact,Ca

ainact,Ca

, (4.18)

where gCaL is the channel conductance (mS/µF), ECaL is the reversal potential (mV),

[Ca2+]i is the cytosolic Ca2+ concentration (µM), Km,CaL is the dissociation constant for

the channel (µM) and ainact,Ca is the dissociation rate (ms−1).
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The channel is calibrated to two independent data sets. The I-V curve was measured in

HL1-6 cells [69]. Although the authors did not specify which Ca2+ current was measured,

it can be inferred from the holding potential of the voltage-clamp protocol to be L-type

Ca2+ current (T-type Ca2+ currents would be inactivated at the voltage range used).

The second data set is composed of voltage-dependent inactivation and recovery in the

original HL-1 cell line, and includes measurements of inactivation time constants at three

potentials [64].

Voltage-dependent gating parameters, conductance and reversal potential are cali-

brated to these data. Due to the paucity of available data for Ca2+-dependent inactivation

in HL1-6 or HL-1, the parameters underlying this gate were held fixed to the original val-

ues in [83] for the channel calibration. ainact,Ca and Km,CaL were subsequently calibrated

in the whole cell calibration step. The ABC calibration for this channel was run using

2000 particles until the acceptance rate dropped below 0.5%. To account for the high

uncertainty in the I-V curve data [69] relative to other experiments, the distance function

used a regularisation factor of δ = 0.2 in the error weighting.

Figure 4.2a shows the output of the calibrated model compared to experimental data.

The model mostly follows the calibration within the experimental uncertainty. At higher

voltages of the inactivation curve (second plot in Figure 4.2a) the model appears to plateau

before reaching zero. This discrepancy would be diminished in the complete cell model as

the Ca2+-dependent inactivation process also inactivates the channel. Figure 4.2b shows

there is more uncertainty around current traces than for INa which could be a consequence

of higher experimental uncertainty.

The parameter posterior results for ICaL are summarised in Table A.22. Parameter

posterior distributions have low RSD values except for parameters underlying the acti-

vation gate. This reflects the lack of experimental data specific to the activation gate of

this channel other than the I-V experiment.

131



100

50

0

v
o
lt

a
g
e
 (

m
V

)

IV inactivation recovery inactivation 

0 100 200 300
time (ms)

20

10

0

cu
rr

e
n
t 

d
e
n
si

ty
 (

p
A

/p
F)

0 200 400
time (ms)

0 500 1000
time (ms)

0 50 100 150
time (ms)

100 0
voltage (mV)

20

0

cu
rr

e
n
t

d
e
n
si

ty
 (

p
A

/p
F)

100 50 0
voltage (mV)

0.0

0.5

1.0

re
la

ti
v
e
 i
n
a
ct

iv
a
ti

o
n

0 200
time (ms)

0.0

0.5

1.0

re
la

ti
v
e
 r

e
co

v
e
ry

0 10 20
voltage (mV)

0

100

200

in
a
ct

iv
a
ti

o
n
 

(m
s)

a

b

Figure 4.2: a Simulated output from the calibrated L-type Ca2+ current model compared to experimental
results [64,69] adjusted for temperature as described in the text. b Current traces generated by the L-type
Ca2+ current model from each experiment. Upper row shows the voltage protocol (cropped to region of
interest) and lower row shows the model current response. All model results are displayed as median lines
with shading indicating 89% HPDI. Experimental results are shown as mean with errors bars indicating
standard deviations.
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4.3.3 T-type Ca2+ current (ICaT)

The T-type Ca2+ current activates at a lower voltage and inactivates at a faster rate

compared to the L-type Ca2+ current. It is predominantly expressed in cardiomyocytes

originating from the atria or sino-atrial node, and expressed by atrial-derived HL-1 my-

ocytes [198]. In HL-1 myocytes, it has been characterised as the dominant Ca2+ cur-

rent [65,215].

The channel is modelled with single voltage-dependent activation and inactivation

gates (xact, xinact). As with the L-type Ca2+ channel, there is a large potential offset

between the Nernst Ca2+ potential and the reversal potential for this channel. Following

the same logic as above, a prescribed reversal potential is calibrated as an additional

parameter rather than using an offset to the Nernst potential (e.g. [214]) or more complex

formulation.

The ICaT model is described as

ICaT = gCaTxactxinact(V − ECaT), (4.19)

where gCaT is the channel conductance (mS/µF) and ECaT (mV) is the prescribed reversal

potential.

The channel model is calibrated to two experimental data sources, both of which were

measured from the original HL-1 cell line. The first data set measured an I-V curve and

relative inactivation of the channel [65], and the second included measurements of the

recovery kinetics of the channel [198]. A population of 1000 particles was used in the

ABC calibration and run until the acceptance rate dropped below 0.5%.

Figure 4.3 compares the calibrated model to experimental data. There is little variabil-

ity in the output of the model in any experiment, and the underlying parameter posterior

distributions are all tightly constrained (Table A.23).
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Figure 4.3: a Simulated output from the calibrated T-type Ca2+ current model compared to experimental
results [65, 198]. b Current traces generated by the T-type Ca2+ current model from each experiment.
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Experimental results are shown as mean with errors bars indicating standard deviations.
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4.3.4 Rapidly-activating delayed rectifier K+ current (IKr)

Cardiac delayed rectifier K+ currents are composed of two components in most mam-

malian cells, rapidly- and slowly-activating. HL-1 cells predominantly express the rapid

component [199,216]. Slowly-activating delayed rectifier K+ current (IKs) was rarely seen

in measurements of the original HL-1 cell line [199, 200], and is therefore not included in

the model.

The rapid delayed rectifier current is modelled as

IKr = gKr

√
[K+]o
5400

xactxinact(V − EK), (4.20)

where gKr is the channel conductance (mS/µF), [K+]o is the extracellular K+ concentration

(µM) and EK is the Nernst potential for K+ (mV). The dependence on [K+]o is retained

from previous models of the channel [84,87,207,214].

Toyoda et al. [199] thoroughly characterised the rapidly-activating delayed rectifier

current in the original HL-1 cell line. The model is calibrated to their data consisting of

an I-V curve, measurements of activation and deactivation time constants, inactivation

curve, and recovery time constants. ABC calibration was run with a population of 2000

particles until the acceptance rate fell under 0.5%.

The calibrated model output is compared to experimental data in Figure 4.4. The

model compares well to experimental data, with low variability across different behaviours

of the channel. The model doesn’t appear to peak at the same point as the data in

the activation time constant experiment (second plot of Figure 4.4a), though there is

large uncertainty in the data’s peak value. The calibrated parameters are summarised in

Table A.24.

4.3.5 4-AP-sensitive K+ currents (Ito, Iss)

Two outward K+ currents sensitive to 4-Aminopyridine (4-AP) are present in the origi-

nal HL-1 cell line, a transient outward current (Ito) and a non-inactivating steady-state

current (Iss) [200,217–219]. This is consistent with observations of mouse atrial cardiomy-
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Figure 4.4: a Simulated output from the calibrated delayed rectifier potassium current model compared to
experimental results [199] adjusted for temperature as described in the text. b Current traces generated
by the delayed rectifier potassium current model from each experiment. Upper row shows the voltage
protocol (cropped to region of interest) and lower row shows the model current response. All model
results are displayed as median lines with shading indicating 89% HPDI. Experimental results are shown
as mean with errors bars indicating standard deviations.

ocytes [220–222], from which the HL-1 cell line is originally derived [60].

The transient outward current model has one activation and one inactivation gate

whereas the steady-state current only has an activation gate. The models are described

as

Ito = gtoxactxinact(V − EK), (4.21)

Iss = gssxact(V − EK), (4.22)

where g are channel conductances (mS/µF) and EK is the Nernst potential for K+ (mV).

The models are individually calibrated to I-V curve data gathered in the original

HL-1 cell line [200]. Due to a lack of data on rate of activation/inactivation in HL-

1 cells, the models are also calibrated to time constant measurements of the channels

in mouse ventricular myocytes [205], which exhibit the same phenotype as mouse atrial

myocytes [220, 221]. ABC calibration was run with a particle population of 2000 for Ito

136



50 0 50
voltage (mV)

0

50

100

150

200
cu

rr
e
n
t 

d
e
n
si

ty
 (

p
A

/p
F)

0 25 50
voltage (mV)

5

10

a
ct

iv
a
ti

o
n
 

(m
s)

100 50
voltage (mV)

0.0

0.5

1.0

re
la

ti
v
e
 i
n
a
ct

iv
a
ti

o
n

100

50

0

50

v
o
lt

a
g

e
 (

m
V

)

IV activation inactivation

0 50 100 150
time (ms)

0

25

50

75

100

cu
rr

e
n
t 

d
e
n
si

ty
 (

p
A

/p
F)

0 50 100 150
time (ms)

0 50 100 150
time (ms)

50 0 50
voltage (mV)

0

5

10

15

20

cu
rr

e
n
t

d
e
n
si

ty
 (

p
A

/p
F)

0 20 40 60
voltage (mV)

20

40

60

a
ct

iv
a
ti

o
n
 

(m
s)

75

50

25

0

25

50

v
o
lt

a
g

e
 (

m
V

)

IV activation

0 200 400
time (ms)

0.0

2.5

5.0

7.5

10.0

12.5

cu
rr

e
n
t 

d
e
n
si

ty
 (

p
A

/p
F)

0 2000 4000
time (ms)

a

b

c

d

Figure 4.5: a & c Simulated output from the calibrated transient outward K+ current (a) and steady-
state current model (c) compared to experimental results [200, 205]. b & d Current traces generated
by each model (b: Ito, d: Iss) in response to each experiment. Upper row shows the voltage protocol
(cropped to region of interest) and lower row shows the model current response. All model results are
displayed as median lines with shading indicating 89% HPDI. Experimental results are shown as mean
with errors bars indicating standard deviations.

and 1000 for Iss, both until the acceptance rate dropped below 0.5%.

Figure 4.5 shows the calibrated models for both currents. Both currents follow the

experimental data closely in the areas of behaviour tested and appear to have little vari-

ability in their output. Analysis of the posterior parameter distributions (Tables A.25

and A.26) reveal that a portion of parameters governing the activation of Ito, including

the conductance, exhibit more variability than the model output in these experimental

conditions suggest, whereas the Iss model appears well constrained by the available data.

4.3.6 Hyperpolarisation-activated ‘funny’ current (If)

The original HL-1 cell line expressed the hyperpolarisation-activated ‘funny’ current [62]

in approximately 30% of cells tested. In these cells, it appeared to be moderately involved

in automaticity and slowed spontaneous beat rate when pharmacologically blocked [142].

The model is described with a single activation gate (that activates when hyperpo-

larised rather than depolarised) and permeability to both Na+ and K+ ions as common
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in models of this channel [79,83,84,87,207,214]:

If(Na) = gfκxact(V − ENa), (4.23)

If(K) = gf(1− κ)xact(V − EK), (4.24)

If = If(Na) + If(K), (4.25)

where gf is the channel conductance (mS/µF), κ mediates the proportion of Na+/K+

current through the channel (dimensionless) and Eion are Nernst potentials for each ion

(mV). The activation gate is described using the standardised Hodgkin-Huxley form for an

inactivation gate as the current is activated in the opposite voltage direction to ‘normal’

sarcolemmal currents.

The model is calibrated to data obtained from the original HL-1 cell line [62]. The data

set includes an I-V curve, steady-state activation and activation time constants measured

across a range of voltages. The ABC calibration was run with a population of 500 particles

until the acceptance rate dropped under 0.5%.

Figure 4.6a-b show the output of the simulated model compared to experimental data.

The model follows the experimental data closely and remains within experimental error

bars. The current density appears to reduce in comparison to experiments at low voltage

ranges (first plot in Figure 4.6a), though the experimental data also exhibits greater

uncertainty in this region. Analysis of the parameter posterior distributions (Table A.27)

reveals that the RSD values are very low, suggesting the ABC calibration may have

collapsed onto a single value. Repeated runs with increased particle population numbers

(which may be expected to reduce this effect) gave a similar result, so this parameterisation

was retained.

4.3.7 Inward rectifier K+ current (IK1)

The inward rectifier K+ current is modelled as

IK1 = gK1

√
[K+]o
5400

γact(V − EK), (4.26)
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Figure 4.6: a Simulated output from the calibrated ‘funny’ current model compared to experimental
results of I-V curve, steady-state activation and activation time constants [62]. b Current traces of the
‘funny’ current in response to each experiment. The activation curve and time constants are measured
from the same experiment. c Simulated output of the calibrated model for the inward rectifying K+

current compared to experimental data [201]. d Current traces of the inward rectifying K+ current in
response to the voltage protocol from the experiment. In b and d, the upper row shows the voltage
protocol (cropped to region of interest) and lower row shows the model current response. All model
results are displayed as median lines with shading indicating 89% HPDI. Experimental results are shown
as mean with errors bars indicating standard deviations.
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where gK1 is the channel conductance (mS/µF), [K+]o is the extracellular K+ concentration

(µM), γact is the steady-state portion of a standardised activation gate (dimensionless)

and EK is the K+ Nernst potential (mV).

The dependence on extracellular K+ concentration is retained from previous models

of this channel [87, 207]. The formulation assumes that the current reaches steady-state

instantaneously, consistent with the very quick activation in HL-1 cells [201] and previ-

ous model formulations [79, 84,87,207,214]. The conductance and gating parameters are

calibrated to an I-V curve generated from recordings of the original HL-1 cell line [201].

These experiments were carried out with high K+ concentration in the extracellular solu-

tion (120 mM), resulting in an elevated reversal potential for the current around -4 mV,

evident from the data points in Figure 4.6c. The ABC calibration used a population of

1000 particles and was run until less than 0.5% samples were accepted in an iteration.

Figure 4.6c-d show output of the calibrated model compared to the single experiment.

No error bars were provided in the experimental data though, regardless, the model

follows experimental data points very closely. This appears to be a consequence of the

well constrained conductance parameter as the other parameters exhibited higher RSD

values (Table A.28).

4.3.8 Background currents (INab, ICab)

Na+ and Ca2+ background currents regulate the resting potential of the cell, and are

modelled as linear ohmic currents:

INab = gNab(V − ENa), (4.27)

ICab = gCab(V − ECa), (4.28)

The conductance of both currents (gNab, gCab) (mS/µF) were included in the whole cell

calibration step.
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4.3.9 Sarcolemmal pump and exchanger currents (INCX, INaK,

IpCa)

The sarcolemmal Ca2+ pump (IpCa) is simplified from a mouse ventricular model [79]:

IpCa = gpCa

(
1 +

Km,pCa

[Ca2+]i

)−1

, (4.29)

where gpCa is the channel conductance (mS/µF), Km,pCa is the dissociation constant of the

channel (µM) and [Ca2+]i is the cytosolic Ca2+ concentration (µM). The Na+-K+ pump

current is also modelled using a formulation from the same mouse ventricular model [79]:

INaK = INaK,max
fNaK(

1 +
(
Km,Nai/[Na+]i

)nNaK
) (

1 + Km,Ko/[K+]o

) , (4.30)

fNaK =
(

1 + 0.1245e−0.1V F
RT + 0.0365σe−

V F
RT

)−1

, (4.31)

σ = 1/7
(

e
[Na+]o/67300 − 1

)
, (4.32)

where INaK,max is the maximum current (pA/pF), Km,ion are dissociation constants for

intracellular Na+ ([Na+]i) or extracellular K+ ([K+]o) (µM) and nNaK is the Hill coefficient

for intracellular Na+ (dimensionless). The Na+-Ca2+ exchange current is formulated using

a simplified version of the mouse ventricular model [79] and the same as used in a model

of neonatal rat ventricular myocytes [84]:

INCX = kNCX × 10−16 [Na+]3i [Ca2+]oe
η V F

RT − [Na+]3o[Ca2+]ie
(η−1)V F

RT

1 + dNCX ([Na+]3o[Ca2+]i + [Na+]3i [Ca2+]o)
, (4.33)

where kNCX is a scaling constant for the current (dimensionless), η controls the voltage

dependence of the current (dimensionless) and dNCX is a denominator constant (dimen-

sionless).

Data was not available to calibrate directly to each of these currents, so a subset of

their parameters were calibrated in the final whole cell calibration step: gpCa, INaK,max,

kNCX and η.
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4.3.10 Sarcoplasmic reticulum fluxes (JRyR, JSERCA, Jleak, Jtr)

Ca2+ handling in the sarcoplasmic reticulum of HL1-6 cells has not been experimentally

characterised. The cells have similar immature morphology to neonatal cells [60,69] with-

out the T-tubule structure that would be found in more developed cells. The model

therefore adopts a simplified version of Ca2+ handling from a model of neonatal rat ven-

tricular myocytes [84].

The formulation for Ca2+ uptake to the sarcoplasmic reticulum through SERCA pump

(JSERCA), release through ryanodine receptors (JRyR), leak flux from the uptake com-

partment of the sarcoplasmic reticulum (Jleak) and flux between the uptake and release

compartments (Jtr) are adopted from that model:

JSERCA = Vmax
([Ca2+]i/Km,f)

H − ([Ca2+]SR,up/Km,r)
H

1 + ([Ca2+]i/Km,f)
H − ([Ca2+]SR,up/Km,r)

H
, (4.34)

Jleak = kleak

(
[Ca2+]SR,up − [Ca2+]i

)
, (4.35)

Jtr =
[Ca2+]SR,up − [Ca2+]SR,rel

τtr

, (4.36)

JRyR = kRyRPopen

(
[Ca2+]SR,rel − [Ca2+]i

)
, (4.37)

dPopen

dt
= Pclosedkopen

(
1 +

(
Km,RyR

[Ca2+]i

)4
)−1

− kclosePopen, (4.38)

Pclosed = 1− Popen, (4.39)

Km,RyR = 3.51
(

1 + e([Ca2+]SR,rel−530)/200
)−1

+ 0.25. (4.40)

The transfer time constant (τtr) is adjusted to 20 ms, the value used in a mouse

ventricular myocyte model [79], instead of the original value in the rat neonatal myocyte

model to better represent the same species HL-1 originates from. Maximum SERCA flux

(Vmax), ryanodine receptor scaling constant (kRyR) and the opening and closing rates of

the ryanodine receptors (kopen, kclose) were included in the whole cell calibration.

142



4.3.11 Channel gating functions

Figure 4.7 shows the gating functions for the eight channel models calibrated using ABC.

Figure 4.8 compares the relative standard deviations (RSD) for parameter posterior dis-

tributions of each channel.

For INa, ICaT, IKr, Iss and If, the small variability in the ‘summary statistic’ model

output from the previous results is representative of the small variability in the underlying

functions. In contrast, for ICaL and Ito, the small variability in the ‘summary statistic’

model output masks the underlying uncertainty in gating functions. This is apparent from

the wide shaded regions around τact in ICaL and the activation gate of Ito, as well as the

corresponding parameters having RSDs higher than comparable channels (Figure 4.8).

IK1 exhibits unique results amongst the channels considered in that there is little

variability in either the model output or gating function despite the high RSDs in all but

the conductance parameter for this channel. The structure of the standardised equations

in this case may in turn be too complex to model a single steady-state activation gate.

4.3.12 Complete cell calibration

The remaining set of parameters (Table 4.4) in the complete cell model were next cali-

brated, using the individual channel parameter posterior distributions as ‘extra’ parame-

ters during the calibration process. ABC was run until the acceptance rate dropped below

0.5%. Due to computational limitations by more expensive simulations of the full cell,

ABC was run using 1000 particles.

To generate a population of model parameterisations for analysis after calibration, a

final rejection sampling step was carried out by sampling from all parameter posterior

distributions (channels and complete cell) and accepting only those simulations of the

complete cell experiments which resulted in a residual from experimental data less than

the final threshold in the complete cell ABC calibration. A population of 1000 model

parameterisations was generated in this way for the analyses below.

Figures 4.9 and 4.10 compare simulated measurements to the experimental measure-

ments used to calibrate the complete cell (summarised above in Table 4.6). The ex-

143



0.0

0.2

0.4

0.6

0.8

1.0

0.0

0.2

0.4

0.6

0.8

1.0

0.0

0.2

0.4

0.6

0.8

1.0

0.0

0.2

0.4

0.6

0.8

1.0

0.0

0.2

0.4

0.6

0.8

1.0

0.0

0.2

0.4

0.6

0.8

1.0

S
te

a
d
y
 S

ta
te

 P
ro

b
a
b
ili

ty
Ti

m
e
 C

o
n
st

a
n
t 

(m
s)

Ti
m

e
 C

o
n
st

a
n
t 

(m
s)

0.0

0.5

1.0

1.5

0.00

0.02

0.04

0.06

0.08

0.10

0.0000

0.0025

0.0050

0.0075

0.0100

0.0125

200

400

600

800

0

2

4

6

8

0

10

20

30

40

100 50 0 50

0

10

20

30

40

50

100 50 0 50

0

50

100

150

200

250

300

100 50 0 50

0

100

200

300

100 50 0 50

2.5

5.0

7.5

10.0

12.5

15.0

100 50 0 50

0

10

20

30

40

50

100 50 0 50

1000

2000

3000

4000

5000

x105

Membrane Potential (mV)

γact γact γact

γact γact

γact,Kss

γinact γinact γinact

γinact γinact

γact,f

γact,K1

τact τact τact

τact τact τact,Kss

τinact,s

τinact,f

τinact τinact

τinact τinact τact,f

S
te

a
d
y
 S

ta
te

 P
ro

b
a
b
ili

ty
Ti

m
e
 C

o
n
st

a
n
t 

(m
s)

Ti
m

e
 C

o
n
st

a
n
t 

(m
s)

Membrane Potential (mV)

INa ICaL ICaT

IKr Ito IKss/If/IK1

Figure 4.7: Steady-state probabilities and time constants for each calibrated channel. Results are gener-
ated from 100 samples from each parameter posterior distribution, and summarised as median line with
shading indicated 89% HPDI.
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Figure 4.8: Box plots showing relative standard deviation of parameter posterior distributions for channels
calibrated by ABC in the HL1-6 cell model.

perimental data is plotted as a normal distribution implied by the mean and standard

deviation of the reported values. The diagonal plots show kernel density estimates for the

model output, the upper triangular plots show scatter plots of each individual model pa-

rameterisation output and the lower triangular plots shows two-dimensional kernel density

estimates for the distribution of the model outputs. A summary of parameter posterior

distributions for the whole cell parameters is in Table A.29 (for an interpretation of the

parameter symbols see Table 4.1).

In general, the calibrated cell model output distribution is predominantly within one

standard deviation of the experimental mean. Most model outputs have a lower variability

than the experimental measurements (the width of the blue distributions is less than the

orange distributions in diagonal plots in Figures 4.9 and 4.10). However, this assumes

a normal distribution is the appropriate description for the experimental data. In the

case of some experimental measurements (e.g. APD90 in Figure 4.9), reporting results as

mean with standard deviation implies it is possible to achieve a negative duration, which

is clearly nonphysical. For timing measurements of the Ca2+ transient (Figure 4.10), the

variability in the model output is similar to the experiment, particularly for the time to

peak (CaT2P).

Figure 4.11 shows the correlation between the model outputs for the final calibration
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‘APD90’ is the action potential duration to 90% repolarisation, ‘CaT amp.’ is the amplitude of the Ca2+

transient and ‘CaT dias.’ is the minimum of the Ca2+ transient.
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Figure 4.11: Heat map of Pearson correlation coefficients between action potential and Ca2+ transient
(CaT) measurements in 1000 model parameterisations. Only lower triangle and diagonal values are shown
(upper diagonal is symmetrical). For interpretation of measurements see Table 4.6.

step, calculated as Pearson correlation coefficients. Most measures show little correlation

between outputs. There is a positive correlation (> 0.5) between the amplitude and

maximum upstroke, between the Ca2+ transient amplitude at different temperatures and

between the two measurements of Ca2+ repolarisation. A negative correlation (< −0.5)

was found between the resting potential and maximum upstroke, and between the resting

potential and amplitude.

The parameter posterior distributions for the whole cell model reveal that these final

calibrated parameters generally exhibit higher RSDs than previously observed in single

channel calibrations (Table A.29). Figures 4.12 and 4.13 show how this variability un-

derlying the whole cell parameters contributes to variability in traces of the measured

action potential and Ca2+ transient, along with major ion channel currents and fluxes,

in the model output for each of the complete cell experiments. Currents in which the

conductance parameter was included in the final complete cell calibration step show the
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most variability indicated by wider shaded regions around the median line (e.g. INab,

INaK, IpCa in Figure 4.12). These currents also have lower magnitude than currents cal-

ibrated individually and so do not have as substantial an impact on the overall action

potential and Ca2+ transients. There are wide shaded regions around the level of sar-

coplasmic reticulum Ca2+ during an action potential (Figure 4.13), potentially a result of

no experimental data directly measuring this feature being included for calibration.

4.3.13 Parameter sensitivity

A parameter sensitivity analysis of key conductance and maximum flux parameters was

carried out to investigate their influence on output of the complete cell model. Only

regression coefficients from multivariable regression fits where R2 > 0.7 were retained

for analysis. Figure 4.14 shows the regression coefficients for parameters against the first

complete cell calibration experiment (i.e. action potential measurements), and Figure 4.15

shows the same for the second experiment (i.e. Ca2+ transient measurements). Both

also include the measurements of diastolic Ca2+ and Ca2+ transient amplitude at the

temperature of each experiment. These graphs are plotted separately for clarity, but the

analysis was conducted with both experiments simultaneously. The magnitude of the

regression coefficient reflects the influence of a parameter on the output of the complete

cell model. A positive value implies a reinforcing effect and a negative value implies a

deleterious effect.

In general, the results show different subsets of channels and Ca2+ fluxes contributing

to each model output, usually dominated by one or two of the currents. The resting

potential (Vrp) of the cell model is controlled by a balance between background Na+

current and inward rectifier K+ current, as expected in cells derived from the HL-1 cell

line [201]. Increasing the conductance of the fast Na+ current has a reinforcing effect on

the maximum upstroke gradient (
(

dV
dt

)
max

) and action potential amplitude (AMP), but

little to no impact elsewhere in the action potential. This is an expected result for a

current that activates and inactivates rapidly at the beginning of the action potential.

The amplitude of the action potential is increased by increasing the dominant currents
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Figure 4.12: Traces of action potential, Ca2+ transient and ion currents generated during the final
action potential of the first experiment from whole cell calibration. Results are plotted for 1000 model
parameterisations as median lines with 89% HPDI represented by shading.
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Figure 4.14: Sensitivity coefficients of conductance (or similar) parameters for measurements in first
whole cell calibration experiment.
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which activate early in the upstroke of the action potential (INa and ICaT) and shortly after

(ICaL). IK1 also has a reinforcing effect on this measure, as increasing the conductance

of this channel tends to lower the resting potential (see first plot in Figure 4.14), this

moves the resting potential further from the Nernst potential for depolarising Na+ and

Ca2+ channels thus increasing their current through an increase in the forcing for these

channels.

Action potential duration (APD90) is predominantly controlled by a balance between

the conductance of ICaL and the repolarising K+ currents (Ito, Iss). IKr, which was pre-

viously stated to be the dominant K+ current in the original HL-1 cell line [199], has a

much smaller effect on the action potential duration (or any other measures).

Diastolic Ca2+ and Ca2+ transient amplitude are generally influenced by similar pa-

rameters at either temperature: ICab for the former and ICaL for the latter. The lower

regression coefficient for the magnitude of Ca2+ flux through ryanodine receptors (kRyR)

suggests a reduced role of Ca2+ release from the sarcoplasmic reticulum in this model.

Measurements of Ca2+ transient parameters in the second whole cell experiment (Fig-

ure 4.15) appear to be influenced by a wider combination of parameters than in mea-

surements of the action potential. There also appears to be a wider range of behaviours

between different samples from parameter posteriors (indicated by the increased height

of the box plots). For example, in measuring Ca2+ time to peak (CaT2P), the magni-

tude of the SERCA pump flux (Vmax) appears to have variants in which increases in this

parameter will both increase and decrease the measure.

4.3.14 Spontaneous automaticity

All model parameterisations analysed above remained quiescent if not stimulated. Next,

the If current was switched back on in each of these model parameterisations and run

using the protocol described in Section 4.2.6 to assess whether including this current

would induce spontaneous automaticity.

Using the exclusion criteria to eliminate non-physiological cells (see Section 4.2.6),

40.3% of parameterisations with If were accepted (n = 403), 54.6% were rejected due to
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high intracellular Ca2+ concentration (n = 546) 3.7% failed to repolarise (n = 37) and

1.4% failed due to numerical error (n = 14). Of the accepted parameterisations, 28.3%

exhibited automaticity (n = 114/403), and the remainder remained quiescent. Figure 4.16

shows 10 s traces of 5 random parameterisations that exhibited automaticity. The median

frequency of automaticity in the single cells was 2.7 Hz, with 89% HPDI of (1.4, 4.2) Hz.

A final population of cell model parameterisations was generated to export for solving

in simulations of HL1-6 cell monolayers in Chapters 5 and 6. This final population was

created by taking 700 random samples from the quiescent (no If) cell population, and 300

random samples from the ‘possibly beating’ (includes If) cell population. This proportion

is based on the approximate frequency of If expression in the original HL-1 cell line

(30%) [62], and assuming that HL1-6 myocytes exhibit similar proportion of the channel.

4.3.15 Effect of blocking ion channel currents

To validate the cell model, we next compared the effect of blocking individual ion currents

to experimental measurements in the original HL-1 cell line. It was unfortunately not pos-

sible to obtain direct measurements in HL1-6 monolayers due to experimental restrictions

at the time of this research.

The effect of each ion channel blocker (except for Ryanodine and Thapsigargin) was

estimated from dose-response curves generated in HL-1 cells [142, 200]. For Lidocaine,

values were estimated from [223]. For each curve, the data points from experiments were

digitised and fit to the Hill equation using scipy.optimize.curve fit. During curve

fitting only the Hill coefficient was varied, and the IC50 value was assumed to be the

mean value reported from experiments.

To generate a distribution of possible results, 1000 samples were taken from a normal

distribution for the mean and standard deviation for the experimentally reported IC50

value, and used to generate a family of dose-response curves with the previously fitted

Hill coefficient. To test the effect of the drug in each simulation a randomly selected

dose-response curve was sampled to determine the proportion of blocking applied to the

corresponding ion channel. For Ryanodine and Thapsigargin, complete block of the corre-
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Figure 4.16: Five examples of automaticity in model parameterisations with the hyperpolarisation-
activated ‘funny’ current.
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Figure 4.17: Dose response curves generated to determine blocking of specific ion channel currents with
shading indicating 89% HPDI. Data points are plotted from the source indicated.

sponding intracellular Ca2+ flux (JRyR and JSERCA respectively) was assumed. Figure 4.17

shows the IC50 curves generated for each drug. Table 4.7 summarises the action of the

drug.

Each of the 1000 parameterisations generated were tested by blocking specific ion

currents and recording features of either a spontaneously generated action potential, or

a stimulated action potential. The features recorded were maximum diastolic potential

(MDP), action potential amplitude (AMP) and action potential duration to 50% repo-

larisation (APD50). The results were compared to experimental measurements recorded
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Drug Dose (µM) Channel Current block Current block
median (%) HPDI (%)

Tetrodotoxin (TTX) 20 INa 100.0 (100.0,100.0)
Ivabradine 10 If 86.8 (81.9,90.3)
Dofetilide 1 IKr 98.4 (97.4,99.4)
Mibefradil 10 ICaT 93.4 (87.7,100.0)
Nimodipine 2 ICaL 99.9 (99.9,100.0)
Ryanodine 30 JRyR 100.0∗

Thapsigargin 5 JSERCA 100.0∗

Lidocaine 50 INa 72.7

Table 4.7: Inferred current blocked from action of each drug. ∗ indicates complete block
was assumed. For Lidocaine, only the mean value of current block was provided so a
distribution could not be generated.

using current patch clamp of HL-1 cells in a cellular synctium [142]. Figure 4.18 shows the

action potential feature changes for 100 random samples from the 1000 parameterisations

in response to each drug. The experimental change is plotted as mean value with error

bars indicating one standard deviation.

The width of experimental error bars in Figure 4.18 indicates a wide range of ex-

periment responses, and highlights the heterogeneity of the original HL-1 cell line. The

simulation results are generally within one standard deviation of the experimental re-

sults, with some exceptions. The effect of the ICaL blocker Nimodipine appears to be well

reflected by the model.

There are also some clear disparities from experimental results. Blocking INa, using

either TTX or Lidocaine, is expected to reduce the action potential amplitude by approx-

imately 16% and 9% respectively (admittedly with wide experimental variability), but no

noticeable effect is reflected in the simulation. In addition, the experimental prolongation

of action potential duration by inhibiting IKr is not reproduced in the model. This is

consistent with the conductance of IKr having a lesser impact on the action potential du-

ration in the parameter sensitivity study compared to other repolarising currents (namely

Ito and Iss for which comparable validation data could not be obtained).

In the simulation results for blocking the hyperpolarisation-activating ‘funny’ current

using Ivabradine, two populations of cell model parameterisations group at different ef-

fects. These groups represent model parameterisations with and without the channel.
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Figure 4.18: Effect of blocking specific ion channel currents in the HL1-6 cell model variants compared
to experimental results in the original HL-1 cell line. Circles show 100 random samples from the 1000
variants tested. Diamonds show the mean experimental result with error bars indicating one standard
deviation. Results are shown for maximum diastolic potential (MDP), action potential amplitude (AMP)
and action potential duration to 50% repolarisation (APD50).
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Figure 4.19: a Action potential duration at 90% repolarisation of penultimate S1 action potential at
different S1 cycle lengths. b Minimum S2 delay to initiate action potential response (to nearest 10ms)
at different S1 cycle lengths. Results are plotted as mean with one standard deviation of the responses
from each model variant.

4.3.16 Restitution properties

We studied the restitution properties of our model by measuring the action potential

duration and refractory period at different pacing rates. An S1-S2 protocol was applied

to all 1000 cell model parameterisations. The model was left at rest for 10 s before an S1

stimulus was then applied at 40 pA/pF with duration 0.5 ms and a constant cycle length

(which differed between experiments). The S1 stimulus train was applied for 10 s. After

the final S1 pulse, an identical S2 stimulus was applied out of phase with the S1 train.

The full S1-S2 protocol was repeated with reducing delays to the S2 stimulus until an S2

stimulus did not elicit an action potential. Once the S2 stimulus did not elicit an action

potential response, the previous pulse train response (i.e. with slightly longer delay to S2

stimulus) was recorded for analysis.

Action potential duration at 90% repolarisation was measured in the penultimate

action potential from the S1 stimulus. The refractory period was determined by the

smallest S1-S2 delay that still resulted in an action potential response (defined as a peak

above -20 mV).

Figure 4.19a shows that as the S1 cycle length decreased (increasing S1 pacing rate),

the action potential duration reduces from approximately 75 ms to 55 ms. The spread of

results from different model variants is also reduced as the cycle length decreases. The

refractory period of the cell model was always greater than the action potential duration.
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The refractory period remained constant around 85 ms as cycle length decreased until 10

Hz pacing, where it reduced to approximately 75 ms.

4.4 Discussion

The goal of this chapter was to develop an action potential model of an HL1-6 myocyte

for use in future simulations of action potential propagation in monolayers of the cells.

We sought to use the methodology developed in Chapter 3 to build the cell model in a

way that accounts for the uncertainty and variability in parameter estimates by calibrat-

ing distributions for each parameter rather than single point estimates. The resulting

whole cell model is composed of a population of 1000 different parameter variants which

show good agreement to experimental measurements. A subset of these variants exhibit

spontaneous automaticity at a comparable rate to biological experiments.

4.4.1 Standardised ion channel gating models calibrated well to

experimental data

In Chapter 3, the use of a standardised gating formulation [168, 191] instead of more

complex equations typically used in cell models (e.g. [165, 166, 213, 224]) resulted in pa-

rameters which were better identified when calibrated to the available experimental data.

Consequently, when developing the model of an HL1-6 myocyte, we sought to use this

standardised formulation as the basis for key ion channel currents, and only modified it

as necessary for the idiosyncrasies of individual currents (e.g. by adding a simple Ca2+-

dependent inactivation gate to ICaL).

The 8 ion channel models formulated using this approach calibrated closely to ex-

perimental data, with most parameter posterior distributions also exhibiting low relative

standard deviations (RSDs) characteristic of well identified parameters (Figure 4.8). A

conventional optimisation algorithm (e.g least-squares) may be able to recover similarly

good approximations. The particular advantage of a Bayesian approach like ABC is that

it does not consider single point estimates for each parameter and instead gives a discrete
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approximation to its posterior distribution. This distribution can provide additional in-

formation about how ‘certain’ we are of individual parameters in the model, and accounts

for variability present in the complete cell model due to underlying experimental and

modelling uncertainties. A drawback of this approach is that it does not explicitly sepa-

rate each of these sources of uncertainty and separately quantify their effect, which would

be desirable to be able to produce a model which is truly reflective of the underlying bio-

logical variability. An approach to quantify the additional uncertainty due to deficiencies

in model structure (model discrepancy) was previously investigated in Chapter 3, but was

not feasible to implement in this work.

Across individual channel calibrations, the variability observed in model output was

low when processed into summary statistics which could be compared to corresponding

experimental data. Taking a closer look at the underlying gating functions (Figure 4.7)

for these calibrated channels showed that there is hidden variability which is masked

by processing through the summary statistic function. In most instances, this variability

was apparent in voltage ranges for which experimental data was not readily available (e.g.

activation time constant data for ICaL), or outside the range of experimental measurements

(e.g. lower voltage range of INa).

Particularly large variability was noted in the steady-state gate of Ito as well as the

conductance parameter of this channel. This variability is likely to be a consequence of

multiple combinations of parameters being able to produce very similar current traces,

and the limited data for this channel (i.e. practical unidentifiability). This variability

could potentially be reduced by including data relating to deactivation of the channel in

the lower voltage ranges to constrain the corresponding gate.

For IK1, the steady-state function had little variability, despite the high RSD values of

all but the conductance parameter (Figure 4.8). In this case, the parameters may suffer

from structural identifiability as they can co-vary to produce similar steady-state curves.

As this channel model only has a single steady-state gate, a simpler formulation could

potentially alleviate the issue.
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4.4.2 The complete cell model closely matches experimental

data and accounts for variability

When calibrating the complete cell model, we retained the posterior parameter distribu-

tions from individual ion channels while calibrating new distributions for remaining key

parameters in the cell. The calibrated model output showed good agreement with exper-

imental measurements of action potentials and Ca2+ transients measured in the HL1-6

cell line [69].

For most measurements, the model had less variability than implied from experimen-

tally reported standard deviations (Figures 4.9 and 4.10). This could be a consequence of

the relatively sparse sampling of the parameter hyperspace in this step (using 1000 par-

ticles for 14 parameters), a necessary concession due to the increased computational load

of forward evaluations of the complete model. Sparse sampling would tend to cause the

parameter posterior distributions to collapse onto single minima, rather than spreading

across possible parameterisations [161]. For some rise and recovery measurements of the

Ca2+ transient however, the model produces very similar variability to the experimen-

tal data. Use of the general form of ABC [190] (as investigated in Chapter 3), or more

appropriate representations of the experimental data that provide more detail of the dis-

tribution of results (rather than assuming a normal distribution), may make it possible

to better represent the experimental variability.

Kernik et al. previously applied a similar bottom-up approach to develop a cell model

for induced pluripotent stem cells to account for their heterogeneous phenotype [87]. To

incorporate variability into their model, the authors fit (using a conventional minimisation

algorithm) ion channels to data sets obtained from three different labs, to develop three

distinct parameter sets for selected ion channels. They then averaged the parameters to

develop a ‘baseline’ model, and used the standard deviation of parameters across the three

lab models to infer normal distributions for estimating experimental variability. In this

chapter, a similar bottom-up approach was used but the variability within experiments

(i.e. intra-experiment as opposed to inter-experiment), in combination with a Bayesian

calibration approach, was the source of variability in the final model. Moreover, we did
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not impose a specific distribution on our parameter posterior distributions but rather used

populations of discrete particles to represent the continuous distribution.

Recently, a cell model of the original HL-1 cell line was developed by Takeuchi et

al. [202]. As we used several of the same data sets, due to the paucity of available data for

the specific sub-clone HL1-6, it would be expected that our two models produce similar

output. The authors based their model on a model of a human atrial cell [204] while

the model developed in this chapter emphasises the use of standardised gating functions,

and adopts models from either mouse ventricular [79] or neonatal rat cells [84] when the

standardised form is not operable. Similarities between the two models include peak ICaT

higher than peak ICaL during the action potential, larger peak Ito and Iss compared to IKr

and similar resting potentials (see Electronic Supplementary Information to [202]). The

spontaneous beat rate of their model (3.5 Hz) also falls within the range observed in the

‘beating’ variants of our model. A notable difference is that the action potential duration

of their model is longer lasting than our model, though this is explained by the difference

in experimentally measured action potential duration between the original cell line and

sub-clone. In addition, as iterated above, the model developed in this chapter incorporates

experimental variability and uncertainty to give a population of model variants, of which

only a subset spontaneously beat.

4.4.3 Incorporating the ‘funny’ current results in spontaneous

automaticity in a subset of model variants

When originally calibrating the complete cell model, the hyperpolarisation-activated ‘funny’

current (If) was ‘switched off’ (i.e. completely blocked). This was for two reasons. Firstly,

in initial test calibrations, it was found that including this channel would cause it to be the

dominant factor in regulation of the resting potential rather than mediating any automatic

activity. This is potentially a result of the simulations used to calibrate the complete cell

measuring action potential and Ca2+ transient responses to a stimulus current. Any au-

tomatic activity could interfere with this protocol and lower the likelihood for parameter

samples which use If to regulate automaticity. The second reason was that experimental
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measurements of this channel in the original HL-1 cell line [62] show that approximately

30% of cells exhibit this current. Not including the current in the initial complete cell cal-

ibration therefore serves to represent the more dominant quiescent phenotype (assuming

it is similar in HL-1 and the sub-clone HL1-6).

Subsequently re-adding If into the model resulted in spontaneous automaticity in

11.4% (n = 114) of the 1000 variants. The beat rate differed between variants with a

median value of 2.7 Hz and HPDI (1.4, 4.2) Hz. This compares well to the experimentally

observed mean beating rate of the original HL-1 cell line (3.5 Hz) [142].

The final population of model variants exported to the solver for simulations of action

potential propagation in cellular monolayers in following chapters was generated by ran-

domly selecting 700 variants from the population without If and 300 variants from the

population with If. Despite accounting for the heterogeneous expression of If, this is still

a simplification of the cell population, as other channels in the original HL-1 cell line and

sub-clone are also heterogeneously expressed. The proportion of HL-1 cells expressing

both ICaL and ICaT, or exclusively one or the other, has been described in a number of

studies [64, 65, 200,215]. ICaL is generally expressed exclusively in ∼15-20% of cells, ICaT

exclusively in ∼35-45% and both in ∼30-45% [200,215]. The proportion of cells express-

ing ICaL is comparable in HL1-6 myocytes [69], suggesting this feature of heterogeneity

was retained in the more homogeneous sub-clone. Limited experiments were conducted

where the complete cell was calibrated by including a random Bernoulli variable to control

whether a specific model variant expressed these heterogeneous ion channels, however the

ABC calibration always converged upon a single subset expressing both. A possible future

path for this work would be to develop separate distinct populations of model variants

with different combinations of the heterogeneous channels, though this would also benefit

from experimental measurements from corresponding cells which were not available.
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4.4.4 Blocking ion channels has a similar qualitative effect to

experimental measurements in the original cell line

The model variants were validated against measurements in the original HL-1 cell line

of the effects on action potential morphology of pharmacological inhibition of specific

ion channels. Unfortunately it was not possible to obtain comparable results in HL1-6

myocytes due to experimental restrictions at the time of the research. Regardless, the

sub-clone is derived from the HL-1 cell line and would be expected to exhibit at least

broadly similar behaviour.

When comparing simulation output to this ‘unseen’ data set, the model showed gen-

erally good agreement with changes to maximum diastolic potential, action potential

amplitude and action potential duration, with some notable disparities. The results of

blocking most channels fell within one (admittedly large) standard deviation of the mean

result from experimental data. In particular, blocking ICaL and ICaT showed similar trends

to experimental measurements. The variability in the output of different model variants

was lower than the standard deviation in most experimental measurements. This could

be a result of the more homogeneous sub-clone model compared to the heterogeneous

original cell line, or the sparse sampling of the parameter hyper space in ABC calibration

(as mentioned in this discussion above).

Blocking INa had little effect on measurements in the model output compared to the

experimental mean measurements. The peak INa current density in HL1-6 myocytes

is approximately -80 pA/pF [69] compared to approximately -160 pA/pF [63] in the

original cell line. This reduced current density could potentially explain the apparent

lack of sensitivity of blocking this channel to changes in action potential measurements

compared to the original cell line. In addition, the response in single cell experiments

may be different from the response in a cellular synctium from which the validation data

was obtained [142].

The effect of blocking IKr was not reflected in the model output. Our model has a lower

peak current density of IKr compared to Ito and Iss when considering the repolarising K+

currents. This is similar to the previous model developed for HL-1 myocytes [202]. HL1-6
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myocytes also have a much shorter action potential duration than the HL-1 myocytes

used in the experimental study of ion channel blocking (action potential duration to 90%

repolarisation is ∼41 ms in HL1-6 [69] compared to ∼144 ms in HL-1 [200]). It is possible

that there is therefore a different dominant mechanism of repolarisation in the sub-clone

compared to the original cell line.

Explaining the disparity between the HL1-6 cell model and experimental measure-

ments in HL-1 cells by differences between the two cell types may be admissible, but

could also be misleading. It is possible that the model in its current form is simply wrong.

Further experiments in HL1-6 myocytes could serve to further investigate the validity of

this approach, and identify which areas of the cell model need further attention.

4.4.5 Limitations

One of the most significant limitations of this work is the experimental data used to

calibrate the model. Only two data sets for INa and ICaL were specifically obtained from

the HL1-6 cell line. The remaining data sets were predominantly in the original HL-1

cell line with a few from murine primary ventricular cells. Data was also gathered from

across different laboratories which may use different experimental setups and conditions

when taking measurements. While all simulations matched the experimental conditions

and replicated the published protocols as closely as possible, this model still relies on the

validity of these data.

Although the key ion channel models are formed from standardised equations, we in-

corporate published models with single point estimates for parameters of the Na+-Ca2+

exchanger, Na+-K+ pump and internal Ca2+ handling dynamics from [84]. The overall

conductance of the majority of these currents was included in the complete cell calibra-

tion. However, there is likely additional variability in other parameters in these models

that were not included in ABC. Given the limited effect that the variability in conduc-

tance parameters had on the overall action potential output of the model, this additional

variability would not be expected to have a significant effect on ‘macro’ measurements of

the model.
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In our model, it appears that If at least partially modulates automaticity. We have

not explicitly considered other candidates to regulate automaticity in these cells. If only

mildly slows automaticity in HL-1 cells [142] and the HL1-6 sub-clone (personal cor-

respondence, Dr Dupont, unpublished). Future work could investigate the more exact

mechanisms underlying automaticity in HL1-6 cells which could then be more faithfully

represented in a computer model. �

168



Chapter 5

A multi-domain discrete-cell model

of action potential propagation

5.1 Introduction

In Chapter 2, we examined a simplified biological model of self-sustaining circuits char-

acteristic of propagation patterns observed during arrhythmias in vivo, and sought to

further understand the conditions and substrate properties governing its initiation and

perpetuation. To this end, we began developing a computer model that would make it

possible to generate and further probe hypotheses surrounding this activity. Through

Chapters 3 and 4, a model of the action potential of HL1-6 myocytes was constructed

which provides quantification of uncertainty and variability in parameter estimates, as it

was recognised that these factors may play a key role at the microscopic scale. In this

chapter, the methodology used to simulate the propagation of action potentials between

connected cells is now developed.

Action potential propagation has been simulated through discretely-coupled cardiac

cells using finite difference [121], finite volume [120, 225] and finite element [107, 110]

approaches, and in this work, we focus on the latter. The classical approach of the

finite element method is to split a computational domain into multiple non-overlapping

segments (i.e. elements) and to approximate the unknown solution to a partial differential
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equation by weighted linear functions with local support in each element [226]. However,

the use of low-order basis functions often means the method fails to capture detailed

features of the solution without resorting to excessive mesh refinement. An alternative is

to use spectral methods, which use high-order basis functions to improve accuracy, but

are limited to relatively simple computational domains.

High-order finite element methods, such as the spectral/hp element method [227],

alleviate these issues by incorporating features of both classical finite elements and spectral

methods. They retain the desirable numerical properties of spectral methods and allow

the modelling of complex domains as in classical finite elements. Two forms of refinement

are used to improve the accuracy of the approximation to the unknown solution: h-type

and p-type refinement. H-type refinement refers to splitting a computational domain into

an increasingly larger number of elements, and reduces the error in the numerical solution

algebraically. P-type refinement keeps the number of elements fixed and increases the

order of the basis functions to reduce the error in the numerical solution, resulting in

exponential error decay.

The propagation of action potentials through cardiac tissue is characterised by a sharp

spatial gradient at the leading edge of the wave caused by the rapid upstroke at the

beginning of an action potential. The spectral/hp element method is an appropriate

numerical approach to simulate this sharp gradient in a computationally efficient way

through high-order discretisation [90]. In this chapter, we construct a formulation for

the action potential propagation through discretely-coupled cardiac cells, a multi-domain

model, using the spectral/hp element method. At the discrete-cell level, the sharp spatial

gradient is spread over multiple cells and the advantage of using spectral/hp element

methods is primarily in the accuracy of capturing complex geometry.

The remainder of this chapter proceeds as follows. In Section 5.1.1, theoretical results

for passive electrical flow in a one-dimensional cable of discretely-coupled cells are derived

for use in validation of the solver. Next, in Section 5.2, a brief outline of the spectral/hp

element method is provided before the application to problems of action potential prop-

agation is detailed. In Section 5.3, the analytical solutions are compared to numerical
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results in an idealised cable in one and three dimensions, propagation of an action poten-

tial through a cable is demonstrated and the parallel scaling properties of the solver are

investigated. Finally, Section 5.4 concludes the chapter by summarising and discussing

the results.

5.1.1 The cable equation

Before describing the spectral/hp element formulation, we first derive some theoretical

results for the passive electrical flow in a one-dimensional cable of discretely-coupled

cardiac cells. These solutions will be used to validate the computational implementation.

The problem of how electricity flows in a continuum cable of cells is described by

the cable equation [2]. This describes a cardiac fibre as composed of two spaces: an

intracellular space built of the cytoplasmic space of connected cardiac myocytes, and the

extracellular space surrounding the cells. The two spaces can be visualised as a core cable

(the myocytes) surrounded by an outer layer (extracellular space) aligned longitudinally

in the fibre direction (Figure 5.1a). Discretising the cable into sections length of dx, and

assuming a continuous space between individual cells for now (i.e. no gap junctions), we

can formulate this into an equivalent circuit diagram, shown in Figure 5.1b. Here, ri and

re represent the resistance per unit length of the cable in the intracellular and extracellular

spaces respectively, Cm is the capacitance per unit area of membrane, p is the perimeter of

the cylindrical cells and Iion represents the ionic current. This is equivalent to a bidomain

model, where there are two distinct one-dimensional spaces connected at all points through

membrane dynamics.

Assuming a one-dimensional problem and balancing currents flowing along the cable

and across the membrane between the two spaces, one can derive the standard form of

the cable equation (see Appendix A.4 for a full derivation):

p

(
Cm

∂Vm
∂t

+ Iion

)
=

∂

∂x

(
1

ri + re

∂Vm
∂x

)
, (5.1)

where Vm is the transmembrane potential, t is time and other parameters are as above.
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Figure 5.1: a A diagram representing the assumed geometry of the cable equation showing a cable with
an inner core of coupled cells surrounded by extracellular space. The cable can continue infinitely in
either direction. b Equivalent circuit diagram for the continuous cable equation assuming discretisation
in the axial direction of elements size dx. The meaning of symbols is given in the text.

The transmembrane potential is defined at every point along the one-dimensional cable

as Vm = Vi−Ve, where Vi is the potential in the intracellular space and Ve is the potential

in the extracellular space. ri and re are related to the intracellular and extracellular

resistivities by rx = ρx/Ax for x = i, e where ρx is the resistivity and Ax is the cross-

sectional area of each space.

The cable equation broadly states that any change in transmembrane potential along

the cable is due to capacitive and ionic currents flowing across the membrane between the

two spaces. In the continuous form above, it does not account for discrete jumps in intra-

cellular resistivity at abutting cell ends (though their effect could be broadly represented

by blending the additional resistance into the intracellular ri term). From a similar ap-

proach, one can derive the commonly used bidomain and monodomain continuum models

of cardiac propagation in higher-dimensional spaces.

The discrete jump in intracellular resistivity caused by high resistance (relative to

cytoplasmic space) gap junctions between abutting cells can be incorporated into the

cable equation. Considering the cable as a series of cells connected axially by zero-length

high-resistance interfaces (gap junctions) and assuming that the gap junctions behave

like ohmic resistors, there will be a jump in intracellular potential between each cell
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Figure 5.2: a A diagram representing the assumed geometry of the cable equation showing a cable with an
inner core of cells coupled through high resistance gap junctions, and surrounded by extracellular space.
The cable can continue infinitely in either direction. b Equivalent circuit diagram for the discontinuous
cable equation assuming discretisation in the axial direction of elements size dx. The meaning of symbols
is given in the text.

proportional to the current through the junction such that

V +
i − V −i
Rg

=
1

ri

∂Vi
∂x

∣∣∣∣
−

= − 1

ri

∂Vi
∂x

∣∣∣∣
+

, (5.2)

where V +
i and V −i are the intracellular potentials immediately up- and downstream of the

junction and Rg is the gap junction resistance [2]. The extracellular space is continuous

and thus unaffected by gap junctions. Figure 5.2 shows how this changes the cable diagram

and equivalent circuit diagram. The only change is the addition of a high resistance gap

junction in the intracellular domain (here assumed to be positioned at the midpoint of an

element).

If the ionic current across the membrane is assumed to be a linear ohmic passive

current (i.e. Iion = Vm/Rm where Rm is the resistance of a unit area of membrane) then two

analytical solutions can be derived taking account of the discrete jumps in potential across

gap junctions [2]. The first considers a cable with Dirichlet (fixed) boundary conditions

applied at either end of a finite length cable, and the second considers an injected current

into the extracellular space flowing from one finite length cable end and out of the other

(Neumann conditions applied at both cable ends, where a Dirichlet condition must also be

applied at an arbitrary location to fix a unique solution). For brevity, the full equations
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and derivations are consigned to Appendices A.5 and A.6. However, we expand briefly

on the concept of space and time constants to provide context to the solutions.

If the values of ri and re are assumed constant, then Equation 5.1 can be rearranged

into the form

τm
∂Vm
∂t

+RmIion = λ2∂
2Vm
∂x2

, (5.3)

where Rm is the resistance of a unit area of membrane, τm is the membrane time constant:

τm = RmCm, (5.4)

and λ is the cable space constant:

λ =

√
Rm

p(ri + re)
. (5.5)

If the ionic current is considered as a passive ohmic resistor then Iion = Vm/Rm and

Equation 5.3 becomes

τm
∂Vm
∂t

+ Vm = λ2∂
2Vm
∂x2

, (5.6)

and at steady state ∂Vm
∂t
→ 0 giving

λ2∂
2Vm
∂x2

− Vm = 0, (5.7)

which has the general solution

Vm = Ae−|x|/λ, (5.8)

where A is a constant. This equation demonstrates how a passive transmembrane poten-

tial decays along a cable from value A at x = 0. The space constant λ represents the

length over which Vm decays by a factor 1/e. The greater the space constant, the less

decay in a given length (i.e. a large space constant corresponds to a small resistance). The

value of τm can be understood in a similar fashion by assuming transmembrane potential

does not change in space, and defines the time taken for the transmembrane voltage to

change under such conditions [225].
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Figure 5.3: Analytical solution for a discretely-coupled cable of cells with constant sub-threshold potential
held at either end for increasing values of the space constant. Solutions are shown for the extracellular,
intracellular and transmembrane potential along the cable using the parameters in Table 5.1. Solutions
are generated following the equations derived in Appendix A.5 and [2].

Figure 5.3 shows the first analytical solution for a cable of 16 discretely-coupled cells

of length 0.012 cm with fixed (Dirichlet) boundary conditions at either cable end. The an-

alytical solution is shown for the intracellular, extracellular and transmembrane potential

for four increasing values of the gap junction space constant λg (representing decreasing

gap junction resistance). The parameters used to generate this analytical solution are

given in Table 5.1.

At the lowest space constant (highest gap junction resistance), the first graph in

Figure 5.3 shows how the intracellular solution takes discrete jumps at each cell end

along the length of the cable, while the extracellular solution is unaffected and decays

smoothly. As the space constant is increased (gap junction resistance decreased), these

discrete jumps reduce in size and more of the decay in the intracellular potential takes
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Parameter Symbol Value Units

Resistance of unit area of membrane Rm 7 kΩ cm2

Cell length L 0.012 cm
Intracellular resistivity ρi 0.15 kΩ cm
Extracellular resistivity ρe 0.075 kΩ cm
Cell perimeter p 0.0071 cm
Space constant λg indicated in figure cm

Table 5.1: Parameters to generate analytical cable solutions.

place along the length of the cell rather than across the cell ends. At the extreme case in

the final graph, the discrete jumps are barely visible and the intracellular solution appears

to decay smoothly in a similar fashion to the extracellular solution.

Figure 5.4 shows the second analytical solution for the transmembrane potential in

a cable of 50 cells where a current has been injected into the extracellular space at one

end of the cable and flows out of the extracellular space at the other end (two Neumann

conditions). To fix a unique solution, the extracellular potential has been set to zero at

the left hand end of the cable. The injected current is arbitrarily set to 50 pA. All other

parameters are the same as in Table 5.1.

Figure 5.4 demonstrates the characteristic sawtooth pattern in the transmembrane

potential of this analytical solution. This is caused by the redistribution of the current

at cell ends between the intracellular and the extracellular space as it reaches the high

resistance gap junction. In the first graph, this pattern is distinct and, as the space

constant is increased, the jumps gradually reduce until the solution appears continuous

(as in the previous analytical solution).

5.2 Methods

5.2.1 Spectral/hp element method

This section provides a general outline of the spectral/hp element method. The following

description is adapted from Karniadakis and Sherwin [227] and Cantwell et al. [228].

The spectral/hp element method can be applied to approximate a numerical solution
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extracellular space at one end for increasing values of the space constant. Solutions are shown for
transmembrane potential along the cable using the parameters in Table 5.1. Solutions are generated
following the equations derived in Appendix A.6 and [2].
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to some partial differential equation. As a demonstrative example, we use the Helmholtz

equation:

∇2u− λu+ f = 0 (5.9)

in some domain Ω where λ is a real positive constant (unrelated to the space constant

term in the previous section) and f is the forcing term. Ω is a d-dimensional mesh split

into non-overlapping elements Ωe such that Ω = ∪Ωe and Ωe1 ∩ Ωe2 = ∂Ωe12 where ∂Ωe12

is either an interface between elements (of lower dimension than Ω) if the elements are

adjacent or an empty set otherwise.

The problem is cast into the weak form using the classical Galerkin formulation. This

form is obtained by pre-multiplying both sides of the equation by some test function v(x)

and integrating over the domain. The problem can then be expressed as: find u ∈ X such

that ∫
Ω

v · ∇2u dx− λ
∫

Ω

vu dx +

∫
Ω

vf dx = 0, ∀v ∈ V (5.10)

where X and V are the chosen trial and test space respectively. The effect of casting

the equation in the weak form means it no longer has to hold absolutely, and only holds

with respect to the test function. This permits the use of linear algebra to numerically

solve this form of equations. If u(x) and v(x) are sufficiently smooth, the first term in

Equation 5.10 can be integrated by parts to obtain:

∫
Ω

∇v · ∇u dx + λ

∫
Ω

vu dx =

∫
Ω

vf dx +

∫
∂Ω

v∇u · n dx. (5.11)

This is still an infinite-dimensional problem because the trial and test spaces contain

an infinite number of functions. To make the problem computationally tractable, we select

subspaces of each X δ ⊂ X and Vδ ⊂ V which contain a finite number of functions. In the

hp element method, these subspaces can be thought of as mathematical representations

of either h-type or p-type refinement.

We assume that the solution can be approximated by the weighted sum of N trial

functions Φn(x) that span the space X δ so that uδ =
∑

n ûnΦn(x). This reduces the prob-

lem to determining the coefficients ûn. vδ is similarly approximated with test functions
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Ψn(x) and in the classical Galerkin approach Ψn = Φn. Substituting into Equation 5.11,

we arrive at the approximate form of the weak solution: find uδ ∈ X δ , such that

∑
m

∑
n

v̂mûn

∫
Ω

∇Φm · ∇Φn + λ
∑
m

∑
n

v̂mûn

∫
Ω

Φm · Φn

=
∑
m

v̂m

∫
Ω

f · Φm +
∑
m

∑
n

v̂mûn

∫
∂Ω

Φm∇Φn (5.12)

The global solution uδn is assembled from contributions within each element Ωe. Each

Ωe is mapped onto a standard reference element Ωst in a reference space E ⊂ [−1, 1]d.

The local coordinate ξ ∈ E can be mapped to the global coordinate x ∈ Ωe through a

parametric mapping x = χe(ξ). In each reference element, a local polynomial basis is

constructed to build the local solution, given as φp(ξ) with 0 ≤ p ≤ P where P is the

order of the basis function. The basis functions can be modal or nodal, with the choice

dictated by the numerical properties. In this thesis, we exclusively use (modal) modified

hierarchical Jacobi polynomial basis functions of varying order, given as

φp(ξ) =



1−ξ
2

p = 0,(
1−ξ

2

) (
1+ξ

2

)
P 1,1
p−1(ξ) 0 < p < P,

1+ξ
2

p = P,

(5.13)

where Pα,β
p are Jacobi polynomials. The approximate solution within a particular element

Ωe can then be represented in terms of these local expansion modes:

uδe(x) =
∑
p

ûepφ
e
p(ξ), (5.14)

where φep(ξ) = φp([χ
e]−1(x)).

An assembly matrix A is used to combine the elemental contributions into a global

solution, defined so that ûl = Aûg where ûl is the concatenated vector of all elemental

coefficients. Generally, in continuous Galerkin methods, this operator sums contributions

from neighbouring elements to enforce C0 continuity of the global solution (modifications
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to account for multiple sub-domains with non-continuous potential across interfaces will

be discussed in our specific implementation below).

To make practical use of the Galerkin formulation above, we require to be able to

integrate and differentiate the polynomial bases within the standard elemental regions.

To integrate within the standard region, we can approximate the integral using a finite

summation known as quadrature:

∫
Ωst

u(ξ)dξ ≈
Q−1∑
q=0

wiu(ξi), (5.15)

where wi are specified weights and ξi represent Q distinct points to evaluate the solution

within the standard elemental region. Specifically, in this thesis, we use Gauss-Lobatto-

Legendre quadrature. Defining ξα,βi,P as the P zeros of the P th-order Jacobi polynomial

Pα,β
P , the quadrature points and weights are defined as:

ξi =


−1, i = 0,

ξ1,1
i−1,Q−2, i = 1, . . . , Q− 2,

1, i = Q− 1,

(5.16)

wi =
2

Q(Q− 1)[LQ−1(ξi)]2
, i = 0, . . . , Q− 1, (5.17)

where LQ(ξ) is the Legendre polynomial (i.e. LQ(ξ) = P 0,0
Q (ξ)) [227]. Using this quadra-

ture rule of order Q we can integrate exactly polynomial bases of order 2Q− 3.

We can differentiate the approximate elemental solution using the chain rule to obtain

duδ(ξ)

dx
=
duδ(ξ)

dξ

dξ

dx
=
∑
p

ûp
dφp(ξ)

dξ

dξ

dx
. (5.18)

Therefore, to evaluate the derivative of the solution we need to be able to evaluate dφp(ξ)

dξ

and dξ
dx

. The modal polynomial bases can be represented in terms of Lagrange polynomials,

hi(ξ), to differentiate the solution. The derivative is generally only required at the nodal
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points ξi of the Lagrange polynomial and is given as

du(ξ)

dξ

∣∣∣∣
ξ=ξi

=
∑
j∈Q

diju(ξj), (5.19)

where

dij =
dhj(ξ)

dξ

∣∣∣∣
ξ=ξi

. (5.20)

In this thesis the nodal points are, as with integration, given by Gauss-Lobatto-Legendre

as in Equation 5.16, with the resulting value of the differentiation matrix dij at these

points given as:

dij =



−Q(Q−1)
4

, i = j = 0,

LQ−1(ξi)

LQ−1(ξj)
1

ξi−ξj , i 6= j, 0 ≤ i, j ≤ Q− 1,

0, 1 ≤ i = j ≤ Q− 2,

Q(Q−1)
4

, i = j = Q− 1,

(5.21)

where LQ is the Legendre polynomial as before [227].

In practice, each of these operations is represented by a linear algebra operation on the

vector of solution coefficients. Adopting the notation of Cantwell et al. [228]: the basis

function is represented by a P ×Q basis matrix on the standard elemental region so that

φp(ξq) = B[p][q]; the basis derivative is also a P × Q matrix so that ∇φp|ξq = DB[p][q];

and the quadrature weights are represented by a Q × Q diagonal matrix wi = W[i][i].

The mass (or stiffness) matrix M is a discrete representation of
∫

Ω
ΦpΦq dx and can be

calculated by M = B>WB. The Laplacian matrix L is a discrete representation of∫
Ω
∇Φp∇Φq dx and is analogously calculated by L = (DB)>W(DB).

Equation 5.12 can now be formulated in linear algebra form:

v̂>Lû + λv̂>Mû = v̂>B>Wf . (5.22)

Setting H = L + λM (the Helmholtz matrix) and f̂ = B>Wf , we see the problem is

reduced to a simple linear algebra problem Hû = f̂ which can be solved for û using direct

or iterative solvers.
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5.2.2 Numerical implementation in one dimension

In this section, the spectral/hp element implementation specific to action potential prop-

agation is introduced, for problems in one and three dimensions. The solvers were imple-

mented using the Nektar++ framework [228, 229] (version 5.0, https://nektar.info).

Nektar++ gives scope to choose the geometric order and discretisation order of the sim-

ulation independently.

In one dimension, we solve the cable equation by treating each cell as an individual

sub-domain which is coupled to other cells via current continuity conditions imposed at

interfaces. The extracellular space is treated as a single continuous domain.

First, the cable equation is rearranged into a form that can be solved by the spectral/hp

element method. If we make the assumption that resistances do not change in the axial

direction in either the intracellular or extracellular domains then Equation 5.1 becomes

p

(
Cm

∂Vm
∂t

+ Iion

)
=

1

ri + re
∇2Vm, (5.23)

where parameters are as given previously. Using an implicit backwards Euler scheme for

the time derivative gives

p

(
Cm

V n+1
m − V n

m

∆t
+ Iion

)
=

1

ri + re
∇2V n+1

m , (5.24)

where ∆t is the time step and V n
m denotes the value of Vm at time step n. This equation

can then be rearranged into the familiar Helmholtz form (Equation 5.9):

∇2V n+1
m − λV n+1

m + f = 0, (5.25)

f = λ

(
V n
m −

∆t

Cm
Iion

)
, (5.26)

where λ = pCm(ri+re)
∆t

. When solving the passive membrane problems of the analytical

solutions, the ionic current is assumed to be linear ohmic, i.e. Iion = V n
m/Rm , and the

forcing becomes

f = λ

(
1− ∆t

RmCm

)
V n
m. (5.27)
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To obtain the extracellular (and, by relation, intracellular) potentials, we consider the

conservation of current in each space. The currents flowing through intracellular and

extracellular space are given by

Ii = − 1

ri

∂Vi
∂x

, (5.28)

Ie = − 1

re

∂Ve
∂x

. (5.29)

Assuming no external current entering either domain, any changes of intracellular or

extracellular current along the cable length must be caused by current flowing across the

membrane such that

∂Ii
∂x

+
∂Ie
∂x

= 0. (5.30)

This leads to a relationship between the potentials in intracellular and extracellular do-

mains:

− 1

ri
∇2Vi −

1

re
∇2Ve = 0. (5.31)

Using the definition of the transmembrane potential (Vm = Vi − Ve), Equation 5.31 can

be rearranged into Poisson form for Ve:

∇2Ve + f = 0, (5.32)

f =
re

re + ri
∇2Vm. (5.33)

Lastly, between adjacent intracellular sub-domains, current continuity is enforced

across the interfaces. At the Cartesian point which represents the end of one cell and

the start of the next, there are two solutions for the intracellular potential (one for each

sub-domain, making the assumption that the gap junction is zero length). At a cell end,

the current flowing through the gap junction must be conserved and, assuming the gap
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junction is a simple resistor,

− 1

ri

∂V −i
∂x

= IGJ, (5.34)

IGJ =
V +
i − V −i
Rg

, (5.35)

where + and − indicate the solution at either side of the interface (at the same point in

Cartesian space), and Rg is the effective gap junction resistance. Reformulating in terms

of Vm and Ve gives

− 1

ri

∂(V −m + V −e )

∂x
=

1

Rg

(
V +
m − V −m + V +

e − V −e
)
. (5.36)

The extracellular space is continuous and thus V +
e = V −e and ∇V +

e = ∇V −e . The Neu-

mann condition in terms of Vm then becomes (calculated using values from the previous

time step)

∂V n+1
m

∂x

∣∣∣∣
−

=
ri
Rg

(V +,n
m − V −,nm )−∇V n

e . (5.37)

To summarise, the computational problem in one dimension can be stated as: find Vm

and Ve in domain Ω such that

∇2V n+1
m − λV n+1

m = λ

(
∆t

CmRm

− 1

)
V n
m,

∇2V n+1
e = − re

ri + re
∇2V n+1

m ,

(5.38)

and subject to the boundary conditions described above.

5.2.3 Numerical implementation in three dimensions

The one-dimensional numerical implementation above is analogous to the general bido-

main equations in the sense that the extracellular and intracellular spaces exist at the same

physical locations and are connected at every point through the membrane equations. In

the three-dimensional case, which will be used to generate the results of the following chap-
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ter, the intracellular and extracellular spaces now become distinct sub-domains. These

multiple sub-domains, Ω(i), represent individual cells with a separate sub-domain inter-

weaving between cells and representing the extracellular space. The entire computational

domain is the union of these sub-domains, Ω = ∪iΩ(i) (each sub-domain is usually also a

tessellation of elemental regions as described in Section 5.2.1).

In this model, there are three possible interface surfaces on the boundaries of these

sub-domains: (1) a membrane where an intracellular sub-domain shares an interface sur-

face with an extracellular sub-domain; (2) a gap junction where two intracellular sub-

domains share an interface; and (3) on the external boundary of the global domain,

where conditions depend on the specific problem. In the first two cases, these inter-

faces are shared boundaries of each sub-domain (i.e. we do not consider any space to

exist in the space between the boundaries, and geometrically they are the same sur-

face): ∂Ωmembrane = Ω(i) ∩ Ω(j) when i and j are intracellular/extracellular sub-domains,

∂ΩGJ = Ω(i) ∩ Ω(j) when i and j are both intracellular sub-domains. In contrast to other

parts of the computational domain, two global solutions to the potential exist at these

interfaces (one in either of the intersecting sub-domains).

Each sub-domain (both cells and extracellular space) is assumed to be a volume

conductor that contains no current sources. Using a quasi-static approximation gives

Laplace’s equation within each sub-domain:

∇σ(i)∇V (i) = 0, (5.39)

where σ(i) is the scalar conductivity of sub-domain Ω(i) and V (i) is the electrostatic po-

tential. Note that in the three-dimensional implementation the intracellular and extra-

cellular spaces are distinct in space, so there is no requirement to distinguish between the

intracellular and extracellular potentials, and the transmembrane potential only exists on

membrane interfaces.

The equations are recast into weak form by pre-multiplying by a test function v and
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integrating over the sub-domain Ωi:

(v(i),∇σ(i)∇V (i))Ω(i) = 0, (5.40)

where v is by definition zero on all Dirichlet boundaries and the inner product is defined

as (v, V )Ω =
∫

Ω
v(x)V (x) dx.

The divergence theorem is applied to obtain (dropping the sub-domain indexing for

brevity)

(∇v, σ∇VΩ)− 〈v, σ∇V · n〉 = 0, (5.41)

where

〈v, σ∇V · n〉 =

∫
∂Ω

v(x)σ∇V (x) · n dx (5.42)

represents the flux term and is non-zero only on Neumann boundaries, since the test

function v is defined as zero on all Dirichlet boundaries [227]. The current flux through

membranes or gap junctions between sub-domains is enforced through this term.

At an interface between an intracellular domain and the extracellular domain, this

current term σ∇V · n represents the current flowing across a cellular membrane, defined

as

−σ∇V · n = Im for intracellular, (5.43)

−σ∇V · n = −Im for extracellular, (5.44)

Im = Cm
∂Vm
∂t

+ Iion(Vm, t), (5.45)

where Im is the membrane current per unit area, Cm is the capacitance per unit area, Vm

is the transmembrane voltage difference (Vm = Vi − Ve) and Iion is the current per unit

area calculated using a cell model (as described in Chapters 3 and 4).

On an interface between two intracellular domains, the current is assumed to flow

through gap junctions which are approximated as linear ohmic resistors with a parallel
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capacitor made of the abutting cell membranes:

−σ∇V · n = I12 for cell 1, (5.46)

−σ∇V · n = −I12 for cell 2, (5.47)

I12 = C12
∂w

∂t
+ IGJ, (5.48)

IGJ =
w

RGJ

, (5.49)

where I12 is the current per unit area between cell subdomains Ω1 and Ω2, C12 is the

capacitance per unit area of the two abutting membranes (assumed to have no extracel-

lular space in between), w is the potential difference across the gap junction interface

w = V1 − V2, and RGJ is the resistance of a unit area of gap junction interface.

At both of these types of interfaces, values of the potential on either side of the

interface are used to determine the boundary condition. Rather than calculate the value

of this Neumann condition from the previous time step solution to impose it in the present

time step, the boundary condition equations can be discretised and incorporated into the

problem matrix and right hand side forcing function. This avoids the situation where

individual cell sub-domains are subject only to Neumann boundary conditions causing

the problem to become ill-posed.

On a membrane interface, the time derivative can be discretised using finite difference:

−σ∇V · n =
Cm
∆t

[(
V n+1
i − V n+1

e

)
− (V n

i − V n
e )
]

+ Iion, (5.50)

where the transmembrane potential, Vm, has been expanded into the solution at the

interface in the intracellular, Vi, and extracellular sub-domains, Ve. The n+ 1 time terms

are unknown so their multiplying constants can be incorporated into the global matrix

on the left hand side of the problem (recall the computational problem using spectral/hp

element methods will reduce to a simple matrix problem of the form Hû = f̂). The n

time terms are known so can be added to the forcing term on the right hand side of the

problem. As the current flux is enforced via the inner product with the test function, it

results in using the elemental mass matrix for the interface multiplied by some constant,
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either Cm

∆t
or −Cm

∆t
. The Iion term is separately added to the forcing term and calculated

using the transmembrane potential at the previous time step as input to the cell model.

The time derivative of the gap junction can be discretised in a similar fashion:

−σ∇V · n =
C12

∆t

[(
V n+1

1 − V n+1
2

)
− (V n

1 − V n
2 )
]

+
1

RGJ

(V n+1
1 − V n+1

2 ). (5.51)

Again the n + 1 terms appear on the left hand side of the matrix problem and the n

terms appear on the right hand side. The left hand side terms can be multiplied by the

elemental mass matrix, and a multiplying constant, ±
(
C12

∆t
+ 1

RGJ

)
. The right hand side

terms will be multiplied by the elemental mass matrix and a multiplying constant ±C12

∆t
.

Considering the above, the discrete form of the equations for the global solution can

be stated as

LV̂g + ΓLHSMV̂g = ΓRHSMV̂prev,g + f̂ , (5.52)

where L is the Laplacian matrix, M is the mass matrix and we introduce the sparse inter-

face mapping matrices on both sides of the equation, Γ, which impose the flux conditions

between sub-domains described above.

To break down each of these terms, we first have the Laplacian matrix which has the

structure 

σ(i,e)l1,1 σ(i,e)l1,2 · · · σ(i,e)l1,N

σ(i,e)l2,1 σ(i,e)l2,2 · · · σ(i,e)l2,N
...

...
. . .

...

σ(i,e)lN,1 σ(i,e)lN,2 · · · σ(i,e)lN,N


V̂g, (5.53)

where each term li,j is calculated from the basis functions
∫

Ω
∇Φi∇Φj dx as described in

Section 5.2.1 and multiplied by a conductivity term according to which sub-domain the

solution coefficient exists in.

To demonstrate the form of Γ we consider one global solution coefficient on an interface

where V̂i
g and V̂j

g are on either side of the interface. Firstly, if the interface is a membrane,
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the submatrix for ΓLHSMV̂g containing these solution terms will look like

 Cm

∆t
mi,i −Cm

∆t
mi,j

−Cm

∆t
mj,i

Cm

∆t
mj,j


V̂ i

g

V̂ j
g

 , (5.54)

wheremi,j are mass matrix terms
∫

Ω
ΦiΦjdx. The right hand side submatrix of ΓRHSMV̂prev,g

will be identical, though using the global solution vector for the previous time step. The

forcing in this case would have the Iion term added, where it is calculated using the

previous time step solution, i.e.

f̂membrane = f̂ +

−Iion

Iion

 , (5.55)

where we have assumed the ith solution coefficient is on the intracellular side and the jth

solution coefficient is on the extracellular side (the signs would be inverted in the other

case).

Analogously, for a gap junction interface, on the left hand side we have

 (C12

∆t
+ 1

Rg
)mi,i −(C12

∆t
+ 1

Rg
)mi,j

−(C12

∆t
+ 1

Rg
)mj,i (C12

∆t
+ 1

Rg
)mj,j


V̂ i

g

V̂ j
g

 , (5.56)

and on the right hand side

 C12

∆t
mi,i −C12

∆t
mi,j

−C12

∆t
mj,i

C12

∆t
mj,j


V̂ i

prev,g

V̂ j
prev,g

 , (5.57)

and no additional current term is added to the forcing vector.

The global solution vector is ordered such that Dirichlet solution coefficients are first,

followed by solution coefficients on interfaces. This reduces the bandwidth of the re-

sulting global matrix. Only element boundary coefficients are assembled into the global

matrix, the interior coefficients are solved at the elemental level using static condensa-

tion [227]. The matrix system is solved using a conjugate gradient algorithm with linear
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preconditioner.

5.2.4 Parallelisation

As the linear system is solved using an iterative solver, it can be parallelised to improve

performance or satisfy memory requirements of large problems. However, as the interfaces

are solved by using the solution on either side, a problem can arise when these sides are

split between multiple processes, and thus a solution coefficient required to solve a given

interface may not be locally available to a process.

To handle these cases, ‘ghost’ interfaces are created on either process which the in-

terface is split between. Practically, this involves creating additional faces on the local

process which then hold the solution values from the opposing interface on the other pro-

cess. These solution values are transferred between processes prior to the iterative solve

step using MPI.

Figure 5.5a shows a simple two-dimensional example where the left hand element is

assigned to the rank 0 process and the right hand element is assigned to the rank 1 process.

These elements are connected across one edge through an interface. Thus, to solve the

problem in the rank 0 process requires the solution at vertices 5 and 6, and to solve the

problem in the rank 1 process requires the solution at vertices 3 and 4.

Figure 5.5b shows how the full problem would be assembled into a global matrix

problem if all on one process. The shaded boxes are non-zero values in the array. We can

see the matrix has a diagonal structure with off-diagonal elements connecting either side

of the interface. The matrix multiplying the previous time step solution only acts on these

points as only interfaces require this information. The dashed line through the centre of

the matrices and vectors highlights how the solution coefficients would be split between

processes if run in parallel. Figure 5.5c now demonstrates how this case is handled in

parallel on the rank 0 process (the rank 1 process is analogous). The ghost interface

solutions are copied across onto the end of the solution vector, which makes it possible to

fill in the off-diagonal component in the problem matrices.
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Figure 5.5: a An example split-process interface setup in two dimensions. The elements are connected by
one edge through an interface, and thus require access to the solution space on the opposing process. b
The global matrix problem. Filled boxes in the matrix represent non-zero values. The off-diagonal filled
boxes highlight how the interface is connected. c Matrix problem for the rank 0 process demonstrating
the ghost vertices being added to the solution space to expand the matrix allowing the interface to be
solved correctly.
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Parameter Value Units

Rm 7 kΩ cm2

Cm 1.2 µF/cm2

p 0.00709 cm
ri 37.5 MΩ/cm
re 0.5ri MΩ/cm
L 0.012 cm

Table 5.2: One-dimensional cable simulation parameters and values.

5.2.5 Simulation setup

One-dimensional cable validation. A line geometry was created and discretised into

elements of length 0.001 cm (units of length are generally given in cm as the resulting sim-

ulation parameters will end up at the same order of magnitude). The ‘cable’ is assumed

to be composed of cells of length 0.012 cm (i.e. each cell is split into 12 one-dimensional

elements). The number of cells is 16 for the fixed boundaries validation, and 50 for the

injected current validation case. Within each element, fourth-order Jacobi polynomials

are used as basis functions to approximate the solution to the transmembrane and extra-

cellular potentials. Other parameters are given in Table 5.2.

The analytical solution was calculated for four values of the space constant from 0.07

cm to 0.13 cm in steps of 0.02 cm, chosen to cover a wide range of effective gap junction

resistances. These space constants correspond to gap junction resistances of (in order of

increasing decay constant): 1750 kΩ, 788 kΩ, 304 kΩ and 26 kΩ. For the simulation of

the first analytical case, Dirichlet boundary conditions were set for both Vm and Ve at

either cable end equal to the analytical value at those points. For the simulation of the

second analytical case, Neumann boundary conditions corresponding to no current into

the intracellular space were set at either cable end, and Neumann boundary conditions

corresponding to injecting a current of 50 pA were set for Ve at either cable end (in

practice, conditions were 1
re

dVm
dx

= I and 1
re

dVe
dx

= −I at x = 0 where I is the injected

current, with the signs reversed at the opposite cable end). To fix a unique solution in this

second case, a Dirichlet boundary condition for Ve was arbitrarily set to zero at x = 0.

The simulations were run on a single CPU (Intel(R) Xeon(R) CPU E5-2697 v2 @ 2.7
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GHz) using a time step of 5 µs, with the exception of the lowest gap junction resistance

simulations which used a time step of 0.05 µs to maintain numerical stability. Simula-

tions were run to 0.5 ms to ensure a steady-state solution had been reached, from initial

conditions for both solutions set to zero throughout the domains.

Three-dimensional cable validation. The three-dimensional cable model for the

validation cases was created as a cylindrical cable of cells surrounded by extracellular

space. The cells each have length 0.012 cm and radius 0.0011 cm (giving perimeter

equivalent to the one-dimensional case above). The extracellular cylindrical sub-domain

extended along the length of the cable, with radius 0.01 cm to reduce far-field effects of

the outer boundary. The domain was discretised into triangular prisms with length in the

axial direction of 0.001 cm and mesh size in the plane of 25 µm within cells, increasing

to 250 µm on the outer boundary of the extracellular sub-domain. Linear basis functions

were used to approximate the solution within each element.

The intracellular conductivity, σi, was set to 0.0067 mS/cm, which is equivalent to

the resistivity assumed in the one-dimensional case (which can be calculated from the

intracellular resistance per unit length and cable cross-sectional area). The extracellu-

lar conductivity, σe, was set to 0.00018 mS/cm, which is analogously calculated using

the resistivity assumed in the one-dimensional case and the cross-sectional area of the

extracellular sub-domain in the model.

As the gap junction occurs over a surface rather than a discrete point in the three-

dimensional case, its resistance value is given in terms of unit area as with the membrane

resistance value. In the three-dimensional validation, we simulated space constants of 0.07,

0.09 and 0.11 cm which correspond to effective gap junction resistances of: 0.0070 kΩ cm2,

0.0032 kΩ cm2 and 0.0012 kΩ cm2. For the validation cases, the membrane was assumed

passive with the same resistance and capacitance values as in the one-dimensional case.

For simulations of the first analytical case, Dirichlet boundary conditions were imposed on

the outer surfaces representing the cable ends of both intracellular and extracellular space,

equal to the analytical value at those points. For simulations of the second analytical

case, zero Neumann boundary conditions were imposed on the surfaces representing the
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intracellular cable ends, a zero Dirichlet boundary condition was imposed on the surface

representing the extracellular cable end at x = 0 to fix a unique solution, and a Neumann

boundary condition corresponding to the injected current was imposed on the surface

representing the other extracellular cable end (∇V · n = I/σe where I is the injected

current). In simulations for both analytical cases, the farfield boundary surface was set

to a zero Neumann boundary condition.

The simulations were run using a time step of 0.1 ms until 50 ms when steady-state

had been reached. Initial conditions of zero potential were imposed everywhere at the

start of the simulation. Both validation cases were run in serial on a single CPU (Intel(R)

Xeon(R) CPU E5-2697 v2 @ 2.7 GHz) using a cable of 16 cells for both validation cases.

Three-dimensional cable propagation. The validation cases assume a passive

membrane model where Iion = Vm/Rm . To demonstrate propagation, a human atrial cell

model [166] (the Courtemanche model studied in Chapter 3) was solved at the membrane

interface using the Rush-Larsen integration scheme for gating variables [230].

The cable for these simulations was composed of 16 cylindrical cells with length 0.01

cm and radius 0.001 cm. The cells were surrounded by an extracellular space with outer

radius 0.005 cm. As opposed to the above validation case where the cable touches the

edges of the domain (so that specific boundary conditions could be set), in this case a

0.002 cm buffer of extracellular space was created at either end of the cable. The cable

ends were thus also assumed to be membrane interfaces.

The geometry was discretised into triangular prisms with height along the length of

the cable of 0.001 cm (10 µm) and mesh size in the transverse plane of 5×10−4 cm within

the cells increasing to 0.002 cm on the outer domain boundary. This resulted in a mesh

containing ∼50,000 elements. Intracellular and extracellular conductivity values were 4

and 20 mS/cm respectively [121]. Cm was set to 1 µF/cm2. Each simulation was run for

50 ms, with time step of 0.1 ms and the cell model sub-stepped at 0.025 ms. The iterative

solver tolerance was set to 1×10−5. The solution in each element was approximated using

third-order modified Jacobi polynomial basis functions.

All cells were initialised at rest by setting the initial solution to −81.19 mV in the
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cellular sub-domains (the resting potential of the Courtemanche cell model). The extra-

cellular sub-domain was initialised at 0 mV, and fixed Dirichlet boundary conditions were

imposed on the outer far-field boundary to 0 mV. To initiate an action potential response

at one cable end, the first cell in the cable was stimulated by applying a stimulus current

of 120 µA/cm2 at t = 0.5 ms for 1 ms across all of its membrane interfaces.

The propagation simulations were run on a computing cluster across 16 CPUs (Intel(R)

Xeon(R) CPU E5-2697 v2 @ 2.7 GHz). The simulations were run with values for gap

junction resistance of 0.016, 0.032, 0.064 and 0.128 kΩ cm2 to demonstrate the effect of

increasing gap junction resistance on propagation.

Parallel scaling performance. Strong and weak parallel scaling were assessed using

regular grids of idealised three-dimensional cells surrounded by extracellular space, to

represent an idealised monolayer. Each cell was constructed as a cuboid of length and

width 20 µm and height 5 µm. The edges of the monolayer are surrounded by a 50 µm

buffer of extracellular space off either side, and 10 µm above the cells. The lower surface

of the cell monolayer touched the bottom domain boundary (i.e. the microscopy dish) and

was assigned a no-flux Neumann boundary condition. The outer far-field boundary was

set to a zero Dirichlet condition as above. The monolayer was discretised into triangular

prisms of height 5 µm and mesh size 5 µm within cells increasing to 10 µm on the outer

edges of the domain.

Intracellular and extracellular conductivity were set to 4 and 20 mS/cm respectively.

The membrane capacitance was set to 1 µF/cm2. The gap junction resistance was not

varied in these experiments and held at 0.018 kΩ cm2. The elemental solutions were

approximated using linear basis functions. Simulations were run with a time step of 0.01

ms for 50 ms. A variant of the HL1-6 cell model developed in Chapter 4 was assigned to

each cell and solved on its membrane interfaces. The random distribution of variants was

kept the same between experiments. The cell model was sub-stepped at 0.025 ms and

solved using the Rush-Larsen scheme as previously [230].

For strong scaling, which tests the simulation time of a constant problem size as

the number of processors is increased, the size of the monolayer was 80×10 cells. Cells
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were stimulated by injecting a current through a circular region of the lower ‘dish’ surface,

representing an electrode. The electrode was positioned on the centre line of the monolayer

strip and 100 µm in from one edge. It had diameter 30 µm and injected a stimulus current

of 500 µA/cm2 for 10 ms at the beginning of the simulation.

Weak scaling tests how the simulation time changes as the number of processors is

increased and the problem size increases proportionally (to maintain a constant problem

size on each processor). In this case, a monolayer of 10n×10 cells was generated where n

represents the number of processors. All cell sub-domains were assigned the same HL1-

6 cell model variant. In this case, the monolayer was stimulated by applying a current

across membrane boundaries on the edge along the length of the monolayer strip, to ensure

each processor is approximately solving the same problem. A current of 100 µA/cm2 was

injected through these interfaces for the first 2 ms of the simulation.

Parallel scaling tests were run on the Imperial College CX1 computing cluster on

nodes containing 32 CPUs (AMD EPYC 64-core processor @ 2.25 GHz) and across up to

4 nodes (i.e. 128 CPUs).

5.3 Results

5.3.1 Validating the numerical implementation in one dimension

Firstly the one-dimensional numerical implementation was validated against the two ana-

lytical solutions described previously. Figure 5.6 plots the intracellular, extracellular and

transmembrane potentials from simulation against the analytical solutions for four differ-

ent values of gap junction resistance (given as decay constants in annotations), for the case

where either end of the cable has fixed potentials on the intracellular and extracellular

solutions.

The simulation results show the same features as described previously for the theo-

retical results. Across the range of gap junction resistances and along the cable length,

the analytical solution (plotted as dashed lines) and simulation results (solid lines) clearly

match closely.
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Figure 5.6: One-dimensional simulation results for fixed end potentials for four values of gap junction
resistance (indicated by different decay constants given in figures). Simulation results are plotted as solid
lines and analytical solutions as dashed lines.
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Figure 5.7: One-dimensional simulation results for current injected into one end of the cable for four
values of gap junction resistance (indicated by different decay constants given in figures). Simulation
results are plotted as solid lines and analytical solutions as dashed lines.

Figure 5.7 shows the one-dimensional cable simulation for the second analytical case

of injecting a current into the cable end. Again, the simulation matches the analytical

solution at all gap junction resistance values and along the cable length, displaying the

characteristic sawtooth pattern which gradually reduces to being barely distinguishable

at the lowest level of gap junction resistance.

5.3.2 Model validation in three dimensions

Having shown that a one-dimensional implementation closely matches the analytical solu-

tions, we next sought to validate an equivalent three-dimensional model. In the following

cases, the intracellular solution and extracellular solution values were extracted from an

axial line immediately on either side of the membrane interface along the length of the

cable, and the transmembrane potential was calculated as the difference between these
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Figure 5.8: Three-dimensional cable simulation results compared to analytical solution for fixed poten-
tial at either cable end for different values of gap junction resistance (indicated by decay constants in
annotations). Solid line is plotted from an axial line through the three-dimensional cable (refer to text)
and the analytical solution is plotted as a dashed line.

two lines.

Figure 5.8 shows the three-dimensional simulation results compared to the analytical

solution for fixed potentials at either end of a cable of 16 coupled cells. As in the one-

dimensional case, the extracellular solution decays smoothly and is close to the analytical

values. The intracellular solution shows the expected jumps across gap junction surfaces

at cell ends. However, as opposed to the one-dimensional case, the solution does not

match the analytical values as closely, with discrepancy at higher gap junction resistance

values in the central portion of the cable.

Figure 5.9 plots the transmembrane potential for a simulation of injecting current into

a cable of 16 coupled cells compared to the analytical solution. As in the one-dimensional

case, the solution exhibits the expected sawtooth pattern, which is more prominent at

higher values of gap junction resistance (though less noticeable in these plots as the cable
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Figure 5.9: Three-dimensional cable simulation results compared to analytical solution for an injected
current for different values of gap junction resistance (indicated by decay constants in annotations). The
simulation results are calculated from the difference between the potential along two axial lines (one in
intracellular and the other in extracellular space, refer to text), and the analytical solution is plotted as
dashed line.

is shorter). The simulation results are close, but not identical to, the analytical solution

across the gap junction resistances tested. The discrepancy is minimal in the central

portion of the cable and increases towards the cable ends.

5.3.3 Propagation along a cable of cells

The previous simulations used a passive membrane model where Iion = Vm/Rm to compare

with theoretical solutions which can be derived under these conditions. Next, an active

membrane is demonstrated where the ionic current is the solution to some cell model

which can fire an action potential. The action potential initiated at one end of the cable

would be expected to propagate along the cable as current flows between coupled cells.
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Figure 5.10 shows snapshots of the potential plotted along the centre line of the cable

at different time points for each of four gap junction resistance values. At t = 0 ms,

the cells in the cable start at rest with an intracellular potential of approximately −80

mV. At t = 1 ms, the stimulus current causes the intracellular potential to rise in the

rightmost cell (where it is injected at t = 0.5 ms). This rise in intracellular potential is

largest for the simulation with highest gap junction resistance, as less current flows into

adjacent cells (note how the second-from-right cell has the lowest potential of the different

resistance plots at this time point). At t = 2 ms, the stimulus current has initiated an

action potential response in the first cell. In the following sub-figures, the current flowing

from this initial cell raises neighbouring cells above their threshold potential causing them

to similarly fire and propagate the action potential signal along the cable.

Discrete steps in potential are clearly visible across the gap junction interfaces at

cell ends, as we saw in the validation plots above. As expected, increasing gap junction

resistance increases the time taken for the activation wave front to reach the opposing

end of the cable. Increasing gap junction resistance reduces the amount of charge which

flows into adjacent cells, which can be seen by the higher peak potential reached by cells

in the slowest propagating cable compared to other values (e.g. t = 2 ms in Figure 5.10).

5.3.4 Parallel scaling performance

The previous simulations were all conducted in idealised cables of 50 or fewer cells. The

overall goal of this thesis is to simulate a monolayer which may contain thousands of cells.

Therefore, it was necessary to develop a scalable implementation that could be run across

many CPUs. This section presents results for strong and weak scaling properties of the

three-dimensional implementation.

Strong scaling was assessed by running the same size of problem (i.e. the same geom-

etry) across an increasing number of compute processes. Ideal scaling would be expected

to produce an inverse linear relationship between the number of compute processes and

time taken for the simulation to run. Simulations were run across an increasing number

of processors as described in the methods. For each simulation the total time taken was
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Figure 5.10: Simulated propagation along an idealised cable for four different values of gap junction
resistance (Rg): 16, 32, 64 and 128 Ωcm2. Snapshots are shown at different time steps for the potential
plotted along the centre line of the cable.
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Figure 5.11: Total and split timings for strong scaling. Dashed line indicates optimal linear scaling in
each case.

recorded, along with the split between different stages of the simulation (time to initialise

the problem by generating the matrix system to be solved, time to integrate the cell model

and time to integrate the resulting matrix system).

Figure 5.11 shows the results of the strong scaling experiments. The total time follows

the optimal line up to 32 CPUs (one node), before levelling off as the simulation begins to

split across multiple nodes. The increased time as the simulation is split across more than

one node is primarily seen to be from the initialisation and integration steps, shown by a

similar jump in these split timings. Up to this point, the initialisation time reduces at a

faster rate than ideal scaling while the integration time follows the ideal scaling closely.

In contrast, the cell model solve time scales linearly along the ideal scaling line across the

full range of processor numbers tested.

Weak scaling, which primarily demonstrates the impact of inter-process communi-

cation, was assessed by increasing the size of the computational problem so that each
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Figure 5.12: Timings for weak scaling. Dashed line indicates optimal scaling in each case.

compute process maintains an approximately constant problem size as the number of

compute processes is increased. In this case, ideal scaling would be represented by con-

stant simulation time regardless of the number of compute processes used. Simulations

were run across up to 96 processors as described in the methods.

Figure 5.12 shows the timing results from weak scaling simulations. The total time

remains approximately constant up to 4 processors, beyond which it begins to rise above

the dashed line representing the ideal case. The timing breakdown indicates this is caused

by the initialisation and integration timing which follow a similar trend. Once again, the

cell model solve time approximately follows the ideal line as the processor number is

increased.
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5.4 Discussion

The purpose of this chapter was to develop a numerical model to simulate action potential

propagation through discretely-coupled cardiac cells. This model can then be combined

with the cell model developed in Chapter 4 to simulate action potential propagation

in virtual monolayers of HL1-6 myocytes, and compare to the features observed in the

biological investigations of Chapter 2.

First, we outlined the equations underpinning the numerical implementation in the

one-dimensional and three-dimensional cases. The one-dimensional case is restricted to

simulating a cable of cells, and is analogous to the commonly used bidomain continuum

approach where the intracellular and extracellular spaces exist at all points in the do-

main and are coupled through membrane equations. In contrast, the three-dimensional

implementation is different in the sense that the intracellular and extracellular spaces are

distinct and interact through their intersecting boundaries (interfaces). Rather than im-

posing Neumann conditions at these interfaces (which would need to be determined from

previous time step solutions), the interface conditions are incorporated into the global ma-

trix problem. The solution vectors are ordered to take advantage of static condensation,

where interior coefficients may be solved elementally and only the boundary coefficients

need to be assembled into the global problem.

A potential disadvantage of incorporating the interface conditions into the matrix

problem is that it may increase the bandwidth of the global matrix making it more

difficult to solve using an iterative approach. This disadvantage has been somewhat

alleviated by ordering the solution vector so that solution coefficients at an interface are

ordered immediately after Dirichlet coefficients. As these interface coefficients lead to

off-diagonal terms in the matrix, ordering them early and adjacent in the solution vector

minimises any bandwidth increase.

The model in its current form assumes there is no space between abutting cell mem-

branes at a gap junction interface. In reality, this assumption is inaccurate as there will

be a thin extracellular space between the two membranes, with the gap junctions bridg-

ing this short gap to connect the two cytoplasmic spaces. While this small extracellular

205



gap may be important for investigations of ephaptic coupling [122], computer models

have found this mode of conduction to require both a very small gap between the cells

and highly localised sodium channels at cell ends [118, 119, 121, 231]. In particular, the

second of these conditions is unlikely to be satisfied in HL1-6 myocytes which possess a

neonatal morphology with no clear definition of a ‘cell end’. However, the model could

be extended to account for this potential role of conduction by (1) explicitly modelling a

physical extracellular space between gap junction interfaces and connecting the interfaces

mathematically but not physically; or (2) solving a mathematical approximation of the

membrane interactions across the thin extracellular space as part of the gap junction in-

terface, akin to the approach of Lin and Keener [119]. The second approach is the more

promising option, as the first would likely lead to either greatly increased mesh size due

to the fine mesh size requirements and/or a mesh of poor quality affecting the numerical

solution in these regions.

Having outlined the numerical implementations, they were next validated against the-

oretical results. The one-dimensional model matched the theoretical solution within nu-

merical error, whereas there was a small discrepancy between the simulation results and

theoretical solution in the three-dimensional case. In the one-dimensional case, the equa-

tions being solved are a rearranged version of the equations used to derive the theoretical

results, and so we would expect them to match. In three dimensions, there is a difference

in how the problem is constructed that may lead to the discrepancy emerging. As there

are distinct separate sub-domains, the membrane current no longer exists at every point

in the domain and is instead an interface condition akin to the gap junctions. As a result,

a small gradient in the potential will exist in the planar direction caused by the current

flux across the membrane. As opposed to the one-dimensional case, there is not a single

extracellular or intracellular potential at each axial point and so the axial solution depends

on the location of axial lines along which the solution was plotted. In addition, in three

dimensions we also need to account for the far-field conditions along the outer boundary

(which were set to no-flux Neumann conditions). The outer boundary had approximately

10× the radius of the cell cable, but this condition may still have had a minor impact on
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the solution. Despite the small discrepancy, general features of the potential along the

three-dimensional cable match the features of the theoretical results, such as the discrete

jumps at cable ends gradually reducing with reducing gap junction resistance and the

sawtooth current pattern.

Having compared the multi-domain model to theoretical solutions using a passive

membrane, simulations using an active membrane model which could propagate an action

potential were next demonstrated. In these simulations, a cell at one end of a cable was

stimulated by injecting a current across membrane interfaces, and the resulting action

potential propagates through each connected cell. The simulations were carried out for

four different resistance values. As expected, lower gap junction resistances led to faster

propagation as greater current flows into adjacent cells. Increasing the gap junction

resistance was found to increase the peak potential reached within an individual cell (as

less of the ‘source’ current flows into the neighbouring ‘sink’ cell). This is related to the

concept of safety of propagation, where increasing gap junction resistance in biological

substrates will slow propagation velocity but also make it less likely to fail [29, 31].

Lastly, the parallel scaling properties of the developed multi-domain model were in-

vestigated using an idealised monolayer of cuboidal ‘cells’. Using multiple processors to

solve the model is essential to be able to simulate a sufficient size of monolayer in the sub-

sequent chapter. We first demonstrated the strong scaling properties of the model across

up to 128 processors on a cluster of nodes (each composed of 32 processors). The results

indicated that the performance (simulation time) approximates the ideal case up to 32

processors. Beyond this point, the performance begins to plateau. The timing breakdown

indicated that the plateau was due to the increased time taken for the initialisation and

integration steps (though the integration steps represent the majority of the increased

time). The plateauing performance is caused by slower MPI communication in inter-node

compared to intra-node MPI communication. Both the initialisation and integration steps

require communication in their routines (in the initialisation case to construct the appro-

priate matrix problem including potential ‘ghost’ interfaces on each process, and in the

integration case during the conjugate gradient algorithm). In contrast, the cell model
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step followed ideal scaling as it can be solved independently on each process.

Weak scaling characterises the performance of the simulation across processors when

each processor maintains an approximately constant problem size. In this case, the model

followed ideal scaling up to 4 CPUs, before the performance reduced from the ideal case

beyond this point. The increase in time was once again caused by the initialisation and

integration steps, with the cell model steps following approximately the ideal scaling.

In the current implementation, as the problem size is increased the initialisation step

becomes more complex due to the number of interfaces that must be set up across the

domain. Similarly, an increasing number of interfaces requires a greater amount of MPI

communication when interfaces become split between processes, causing the integration

time to increase. The higher total time at 8 CPUs compared to 16 CPUs could be a

consequence of the solution mesh being partitioned in a sub-optimal way which generates

a higher number of ghost interfaces, increasing the amount of MPI communication that

takes place.

In both cases, the scaling performance could potentially be improved through opti-

mising the implementation, and the results highlight which stages should be targeted in

this task. The scaling properties satisfy the requirements for the current work, and per-

formance was not the limiting factor in simulations which will follow in the next chapter.

�
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Chapter 6

Investigating the genesis of

self-sustaining rotational activity

6.1 Introduction

In Chapter 2, we studied propagation in a simplified ‘two-dimensional’ biological model

of cardiac tissue which exhibited self-sustaining circuits similar to those observed in clin-

ical cases of arrhythmia. Recordings at the core of this self-sustaining activity revealed

distinct lines of apparent conduction block around which the activity remained stable.

The overarching goal of this thesis is to investigate the genesis of this activity through the

development of a multi-domain computational model that explicitly takes into account

the discrete nature of action potential propagation between cardiac cells.

The previous chapter discussed the development of the multi-domain model and demon-

strated the computational implementation including parallel scaling properties using ide-

alised geometries. This chapter now applies the model to address the overarching goal

of the thesis. In particular, a complex cell-like geometry is used to represent the mor-

phology of HL1-6 monolayers. A frequent challenge encountered with electrophysiology

models that explicitly account for individual cells is how to best represent the cell ge-

ometry. Among the common approaches are to use idealised geometries specific to the

research question being studied (e.g. [118–121]), to use artificial geometries with morphol-
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ogy visually similar to generic cardiac cells (e.g. [105, 106, 112]) or to base the geometry

on biological measurements such as histology (e.g. [110]).

Kudryashova et al. [232] developed a novel solution to this problem and reproduced

realistic two-dimensional shapes of myocytes and coupled fibroblast cells based on a

mathematical description of how these cells grow in vitro. The authors simulated ac-

tion potential propagation in their virtual monolayers with and without anisotropy and

showed the results compared well with experimental measurements. The work was fur-

ther developed [233] to investigate how branching networks of viable cells surrounded by

non-conducting tissue form complex patterns of conduction leading to wave break. This

approach provides a balance between basing the geometry on direct biological measure-

ments, which can be challenging particularly for monolayers with very large numbers of

cells, and idealised geometries, which may not be as representative of reality.

This chapter starts with an overview of the methods used to generate the geometry

model of an HL1-6 monolayer, how this geometry is combined with the HL1-6 cell model

developed in Chapter 4 and the specific setup for each set of simulation experiments. To

calibrate an appropriate value of the gap junction resistance in the monolayer, a parameter

sweep is performed while measuring the conduction velocity of a propagating wave. The

observed change in conduction velocity due to ion current block is next compared to

experimental results to validate the model. We then determine the necessary substrate

size for self-sustaining activity to be initiated in an HL1-6 monolayer. In the final results

section, we test two hypotheses for why the self-sustaining activity in vitro remains stable

in a fixed location: high variability in gap junction resistance throughout the monolayer,

and a concentrated increase of gap junction resistance along a line of interfaces connecting

cells. We conclude by discussing the results and highlighting specific limitations of the

study.
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6.2 Methods

6.2.1 Creating a representative monolayer geometry

In the previous chapter, simulations of action potential propagation were conducted in

idealised monolayers of ‘cells’. The goal of this chapter is to reproduce features observed

in vitro, and so a more representative model of a monolayer of HL1-6 myocytes was desir-

able. Initially, image segmentation approaches were investigated to generate morphology

directly from HL1-6 monolayers. Attempts were made to capture and segment an entire

drop colony (created as in Chapter 2) so that in silico geometry could match one-to-one

with an in vitro experiment. This approach ultimately did not succeed due to (1) the long

time to capture images imposing a limit to both the image quality and the combination

of dyes that could be used, (2) limitations to the segmentation methods requiring signif-

icant time to manually adjust very large volumetric images, (3) photobleaching of cells

due to the prior fluorescence mapping experiment, and (4) time limitations on equipment

required for the process (both widefield and confocal microscopes). As a result of these

limitations, a representative geometry was instead generated based on measurements from

a set of smaller high-resolution volumetric images from confocal microscopy.

Small drop colonies were seeded on ibidi µ-dishes (following the same protocol de-

scribed in Section 2.2.3 in Chapter 2). The dishes were stained with a dye solution con-

taining 1 mg/ml Wheat Germ Agglutinin (Sigma-Aldrich, USA) diluted 1/40 in HBSS

containing 1% bovine serum albumin, combined with nuclear dye 5 µg/ml Hoescht 33342

(Fisher Scientific, USA) for 20 minutes. Three-dimensional z-stack images were captured

at various locations in the drop colonies using a Zeiss LSM-780 inverted confocal laser

scanning microscope (Zeiss, Germany). Each image was captured in 16-bit format using

a 40× oil lens with no spatial binning (0.42 µm/px) and 0.85 µm spacing between slices

in the z-axis. To reduce noise, 4 images were captured at each location and averaged.

The nuclear dye (Hoescht) was excited at a wavelength of 405 nm and captured at 450

nm; the membrane dye (Wheat Germ Agglutinin) was excited at 488 nm and captured

at 535 nm.
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These higher quality images, with both a membrane and nuclear stain, were semi-

automatically segmented using Cellpose open source software [234]. This software provides

a framework for general segmentation of microscopy images of cells built on a deep learning

model trained from a community-generated data set. The addition of a nuclear dye

improves the segmentation outcome requiring less manual adjustment.

Measurements from analysis of the segmented cells were used to ‘grow’ a virtual two-

dimensional monolayer. The cell growth algorithm was developed previously by the Pan-

filov group [232, 233] and used in studies of propagation in two-dimensional computer

models of neonatal rat ventricular cardiomyocytes mixed with fibroblasts. Their algo-

rithm is based on the Glazier-Graner-Hogeweg tissue growth model. In this model, cells,

and the surrounding medium, are represented as groups of sub-cells in a grid (akin to

pixels in an image). These sub-cells of different types (i.e. cardiomyocyte or medium)

interact with each other via mathematically-defined forces and fields, expressed in terms

of a Hamiltonian, through discrete time steps of the algorithm. At each time step, a ran-

domly selected sub-cell attempts to copy itself into a neighbouring sub-cell, which either

succeeds or fails based on whether the action would result in a reduction in total energy

of the system [232].

In the Panfilov group’s implementation, an iterative Markov chain Monte Carlo algo-

rithm is used to accept changes to cell shapes with probability linked to the Hamiltonian.

In addition to the minimal Glazer-Graner-Hogeweg energy terms for adhesive and elastic

energy, Kudryashova et al. also developed three important additions to the Hamiltonian

to account for the shape of cardiac cells: a term to describe protrusion dynamics, a term

accounting for the higher rigidity of cell nuclei, and a term to account for alignment of cy-

toskeletons in neighbouring cells [233]. For further detail of the virtual monolayer growth

model see [232,233].

HL1-6 cells have similar morphology to neonatal cells [69], but are smaller as they

are a murine atrial cell line. Due to this similarity, two-dimensional virtual monolayers

of HL1-6 cells were generated using the same parameters as reported by Kudryashova

et al. [232] for a pure monolayer of 100% cardiomyocytes, with a scale factor applied to
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the final image to reduce the size of the cells. This scale factor was determined from

analysis of segmented slices from the confocal images (and is detailed in the results of this

chapter).

The output of the monolayer growth model is a two-dimensional image representing

the connected layer of cells. To create the three-dimensional models used in this work,

the two-dimensional image was extruded in the z-axis and surrounded by a buffer of

extracellular space on all sides other than the bottom cell surface (which represents the

microscopy dish of in vitro experiments). Cell height in the extruded monolayer was

estimated from the same confocal microscopy image stacks using the mean z intensity

profile of each slice (again, further detailed in the results of this chapter).

In all cases, a mesh was generated from the final geometry using Gmsh (http://gmsh.

info/, version 4.6.0). Cell sub-domains were discretised into triangular prisms with height

4 µm and a target size in the plane also of 4 µm. The extracellular space was discretised

into an unstructured mesh of pyramids and tetrahedrons with a target size increasing in

a sigmoidal fashion from 4 µm at the cell surfaces to 40 µm on the outer boundary.

6.2.2 Monolayer geometries

Three different sizes of monolayer geometries were generated. The first was created for

experiments to calibrate the gap junction resistance parameter to conduction velocity

measurements in the HL1-6 cell line conducted by Dias et al. [69]. This monolayer model

was grown from an irregular 117 × 13 grid of sub-cell seed points for 50,000 steps of

the cell growth algorithm [232]. The seed points were spaced such that the resulting

monolayer had dimensions 1600×200 µm to represent one row of electrodes on the micro-

electrode array dish used to measure the conduction velocity [69]. A buffer of extracellular

space of 100 µm was added in each direction other than beneath the cells. Five different

monolayers were grown in this fashion. This geometry had 1521 cellular sub-domains

which were discretised into meshes with ∼700,000 elements.

Two square monolayer geometries were also generated with different areas, 1 mm2 and

4 mm2, for investigations of self-sustaining activity. The 1 mm2 geometry was grown from
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Figure 6.1: Virtual monolayer generated using the cell growth algorithm from starting seed of 72×72
cells. Scale bar: 0.5 mm.

an irregular grid of 72×72 seed points for 50,000 steps of the cell growth algorithm. The

resulting monolayer contained 5184 cell sub-domains and is shown in Figure 6.1. The 4

mm2 geometry was grown from a grid of 145×145 seed points in the same manner and

contained 21,025 cell sub-domains. The resulting number of elements for the 1 mm2 and 4

mm2 geometries once meshed were approximately 1 and 10 million respectively. Figure 6.2

shows a zoomed image at the corner of the mesh for the 4 mm2 virtual monolayer domain.

6.2.3 Incorporating the HL1-6 cell model

HL1-6 myocytes exhibit more homogeneous phenotype than the original HL-1 cell line [69].

Regardless, as discussed in previous chapters, there is still variability between individual

cells in ion current density and the resulting action potential morphology. The cell model
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Figure 6.2: Lower surface of mesh at corner of 4 mm2 virtual monolayer.

developed in Chapter 4 incorporates biological variability as well as uncertainty from ex-

perimental measurements. When including this cell model in the multi-domain model, we

make the assumption that this variability is largely between cells as opposed to variability

in a single cell from beat to beat.

The cell model variability is incorporated into the simulations in this chapter by as-

signing a different variant from the HL1-6 cell model (including both those that are

quiescent, and those exhibiting automaticity) to each intracellular sub-domain. This is

handled practically by using a random number generator at initialisation of the simula-

tion to randomly set cell model variants. The random number generator seed ensures

that simulation results are reproducible. By assigning a specific variant of the cell model

to each cell sub-domain, any membrane interfaces that belong to this domain solve the

assigned cell model variant.

To increase the propensity for re-entry in the simulations investigating self-sustaining

activity, the cell model variants were pre-paced at 10 Hz to reduce the cell refractory
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Parameter Value Source

Cm 1 µF/cm2 [235]
Cg 0.5 µF/cm2 [121]
σi 4 mS/cm [121]
σe 20 mS/cm [105]
∆t 0.01 ms
∆tcell model 0.0025 ms

Table 6.1: Default simulation parameters and values.

period (see Figure 4.19 in Chapter 4).

6.2.4 Simulation set-up

All simulations of action potential propagation through HL1-6 monolayers were conducted

using the spectral/hp element implementation in Nektar++ discussed in Chapter 5.

In the three-dimensional model, intersection surfaces between cellular sub-domains

are assigned gap junction interface conditions, and intersection surfaces between a cel-

lular sub-domain and the extracellular sub-domain are assigned a membrane interface

condition. When a cellular sub-domain has a boundary at the edge of the solution space

(i.e. ∂∪Ω(i,e)), this represents a cell touching the microscopy dish and a no-flux condition

is assumed at these boundaries. When the extracellular domain has a boundary at the

edge of the solution space, this is classified as a farfield boundary and is set to a fixed

zero Dirichlet condition to pin a unique global solution.

Gap junction resistance is calibrated in the first set of simulation experiments. Other

default simulation parameters are given in Table 6.1 using general values from the liter-

ature. The tolerance of the preconditioned conjugate gradient solver was set to 1× 10−5

in all simulations.

When calibrating the gap junction resistance parameter or validating the effect of

ion channel blockers, virtual electrograms were generated to calculate the conduction

velocity in an analogous fashion to the biological experiments. In these cases, the virtual
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electrogram Φ(t) was generated by

Φ(t) =

∫
Ω

∇Vm(t)

(
1

∇r

)
dΩ, (6.1)

where Vm is the transmembrane potential on membrane interfaces, and r is the Euclidean

distance from the electrode location to the corresponding vertex on the membrane in-

terface (each virtual electrode only exists at a single point). When electrograms were

recorded, their value was written out every time step.

Simulations were run across up to 256 CPUs (AMD EPYC 64-core processor @ 2.25

GHz) on the Imperial College CX1 computing cluster. Snapshots of the entire solution

domain were generally written every 10 ms of simulation time, corresponding to the same

rate as in vitro fluorescence microscopy recordings in Chapter 2.

6.2.5 Stimulation protocols

Dias et al. [69] measured conduction velocity in monolayers of HL1-6 myocytes seeded on

a micro electrode array (MEA) plate. The MEA plate has a grid of 8×8 30 µm diameter

electrodes and inter-electrode spacing (centre-to-centre) of 200 µm. An action potential

wave was initiated by stimulation along one row of electrodes at the edge of the grid, and

the remaining electrodes measured the path of the wave as it crossed the array. Using

this experimental set-up, Dias et al. [69] measured the conduction velocity in confluent

HL1-6 monolayers as 41±1 mm/s (n=12).

To measure conduction velocity in the model, a stimulus ‘electrode’ was placed 200

µm in from one end of the domain boundary (i.e. 100 µm from the edge of the cell strip),

and 7 recording electrodes were equally spaced 200 µm along the remainder of the strip

(all electrodes were located on the centreline along the length of the strip). The stimulus

was modelled as a cylindrical current source with radius 15 µm applied through the lower

surface of the cells within the radius. In each simulation, the electrode injected a stimulus

current of 500 pA for 10 ms to replicate the experimental conditions [69].

For simulations investigating self-sustaining activity in the 1 mm2 and 4 mm2 geome-
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tries, the initial aim was for action potential propagation to be initiated ‘naturally’ as

in biological experiments. The HL1-6 cell model includes variants which exhibit auto-

maticity, so we first simulated the 1 mm2 geometry without stimulation in an attempt to

allow action potential propagation to be initiated by these pacemaker cells. At the default

simulation settings, no pacemaker activity was observed in multiple simulation runs with

randomised cell model variants. Attempts to increase the likelihood of a pacemaker cell

being able to initiate action potential propagation were investigated, including increasing

the conductance of the ‘funny’ current in pacemaker cells and increasing the safety of

propagation for these cells (by increasing their gap junction resistance). However, in the

former case, the increased current flowed into adjacent cells raising the resting potential

of the entire monolayer and, in the latter case, the increase in gap junction resistance

required to initiate an action potential in a pacemaker cell was too high to allow it to also

successfully propagate.

As a consequence, a traditional S1-S2 stimulus approach was applied to attempt to

initialise self-sustaining activity in the square geometries [236]. The S1 stimulus was

initiated by applying a 100 pA stimulus current through membrane interfaces on one

edge of the square geometry for 2 ms at the beginning of the simulation. This causes an

initial planar wave to cross the domain. The S2 stimulus was applied after a delay of 70

ms for the 1 mm2 geometry and 80 ms for the 4 mm2 geometry. A stimulus current of 50

pA lasting 2 ms was applied through the dish boundary of cells in the lower quarter strip

perpendicular to the initial S1 wave.

6.3 Results

6.3.1 Creating HL1-6 cell monolayer geometries

Figure 6.3 shows slices from three confocal image slices of an HL1-6 cell monolayer with

the membrane fluorescence channel overlaid on the nuclear fluorescence channel. The

slices were selected to be at the assumed mid-height of the majority of cells in the image

(see following height estimation results). Each slice was semi-automatically segmented
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using Cellpose [234], and the resulting segmentation masks are shown next to each im-

age slice. The images show a confluent monolayer with a few small gaps between some

cells. Checking the volumetric image confirmed that these gaps only existed in the two-

dimensional plane, and cells in the monolayer in these locations made contact with other

cells either above or below the slice. It is also apparent from the microscopy images and

segmentation masks that the cell size is not uniform, in particular with a small number

of larger cells in the field of view.

The area of each segmented cell was calculated from the number of pixels in each

segmentation mask and is plotted in Figure 6.4. The measurements show that most cells

in this slice have a cross-sectional area less than 500 µm2. The data points for the larger

cells can be clearly seen separate from, and higher than, the main bulk of data points.

The median area across all image slices is 168 µm2 with 89% highest posterior density

interval of (36.9, 329) µm2, and mean of 202 µm2 with standard deviation 160 µm2.

Kudryashova et al. [232] stated that the cells in their virtually-grown isotropic mono-

layer models had a mean area of 1100 µm2 with little variation between cells. To generate

appropriate cell areas for HL1-6 myocytes, an area scale factor of 1/5 was applied after

‘growing’ virtual monolayers.

Next, an effective height of the monolayer was determined to extrude the two-dimensional

cell cross-sections. To this end, the mean fluorescence intensity of the confocal microscopy

image slices was analysed through the complete z-stack. Figure 6.5 shows an example for

one image slice. The z-profile for the membrane fluorescence channel shows two peaks in

all slices. The first peak corresponds approximately to the base of the dish. The trough

before the second peak is the point at the mid-height inside most cells, or when the mem-

branes are ‘most parallel’ to the z-axis. The second peak occurs as the full height of most

cells is reached as the top membrane surface produces fluorescence in a greater area, and

then this gradually reduces to the background intensity as the plane moves above the

height of the cells. The height varies throughout the monolayer as clear from Figure 6.5.

An effective height of the virtual monolayers was calculated as the distance in the z-

axis from the first peak in the intensity z-profile (i.e. the base of the dish) to the median
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Figure 6.3: Cellpose segmentation of confocal microscopy image slices of confluent HL1-6 monolayers.
The left column shows three different image slices from different locations in cell colonies. Membranes
are highlighted from a Wheat Germ Agglutinin stain and nuclei from a Hoescht dye. The right column
shows the resulting semi-automatic segmentation cell masks. The area of view of each image is 213×213
µm. Mask colour has no meaning other than to differentiate cells.
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Figure 6.4: HL1-6 cell cross-sectional areas measured from segmentation of confocal microscopy image
slices. The first three columns are each of the image slices, and the final column combines all measure-
ments. Each dot is one measurement and the diamond shows the median result.

value of the region spanning the intensity trough upwards. This median value was an

estimate to the median height of the upper surface of cells in the confocal microscopy

images. Across each of the three confocal microscopy image slices, this height estimation

was approximately 8 µm, and is the height of the extruded monolayer geometries in all

following results.

6.3.2 Calibrating gap junction resistance

Each of the five monolayer strip geometries were simulated for total time of 50 ms with

gap junction resistance values from 2−9 to 2−1 kΩ cm2. Figure 6.6 shows representative

activation maps and corresponding virtual electrograms generated by one of the monolayer

strip geometries. In these simulations, activation time is defined as the time when the

potential reaches -20 mV. These monolayer strips were stimulated as described in methods

from an electrode at the left, and the resulting wave is measured by recording electrodes

as it travels along the remainder of the strip. As would be expected, simulations with

lower gap junction resistance show the propagating wave reaching the other end faster

and, in the extreme case of the highest gap junction resistance, the wave does not reach

the other end within the total simulation time (Figure 6.6, bottom row).

Conduction velocity was calculated by measuring the time difference between the ear-

liest and latest peak from the virtual electrograms recorded along the strip, and dividing

the distance between those electrodes by the time difference. Figure 6.7 plots the mea-

sured conduction velocity against different values of gap junction resistance, along with
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Figure 6.5: Example of monolayer height estimation. a Mean fluorescence intensity z-profile from a con-
focal microscopy volumetric image of membrane stained monolayer. The dots are the mean fluorescence
intensity of each slice. Each line corresponds to an image in b-e. The first peak (b) in the profile is the
base of the microscopy dish, as the bottom of cells are coming into focus. The trough (c) is the point
at which we are in the middle of most of the cells, as there is a lot of non-stained cytoplasmic space in
view. The rise to the second peak (d) is caused by the top surface of shorter cells coming into view.
This gradually drops off as their heights are surpassed, leaving only unstained extracellular space at their
location. The height (black arrow) was estimated by using the median level (e) from the shaded region
as the median upper height of cells, and subtracting the base level.
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Figure 6.6: Example activation maps in one of five monolayer geometries for different values of gap
junction resistance. Virtual electrograms measured from recording electrodes along the length of the
monolayer are shown below each activation map. The bottom activation map is shorter as the propagating
wave did not reach the other end of the monolayer within simulation time.
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Figure 6.7: Conduction velocity plotted against gap junction resistance. The right-hand plot is the same
data plotted on log axes. Five simulations were completed using different monolayer geometries at each
value, and the median value and 95% confidence intervals are shown (error bars not visible due small
size). The experimental mean value is shown as a dashed line with shading representing one standard
deviation.

the experimental measurement. Median values with 95% confidence intervals are plotted

for the five different monolayer strips on these graphs (though error bars are not visible

due to their small size).

The results of conduction velocity and gap junction resistance approximately followed a

power-law relationship. When the simulation conduction velocities were fit (in log space)

to a power-law equation, y = ax−k, the fit gave an exponent k = 0.463 and constant

a = 11.0, with r2 = 0.997. The horizontal dashed line and shading in Figure 6.7 shows

the experimental mean conduction velocity measurement and one standard deviation [69].

The mean value of 41 mm/s from experiments corresponds to a gap junction resistance

of almost exactly 2−4 kΩ cm2 (0.0625 kΩ cm2). This value was used as the control value

for all following simulations.

6.3.3 Validation through pharmacological block of ion currents

Validation simulations were conducted for the effect of pharmacological drugs on conduc-

tion velocity in HL1-6 monolayers. Dias et al. [69] applied Lidocaine to HL1-6 monolayers

in increasing doses which progressively blocks the fast Na+ current [223]. Their exper-

iment was replicated in this computational model using the dose-response curve from

Figure 4.17 in Chapter 4 and assuming scaling of the fast Na+ current conductance as
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Figure 6.8: a Effect on conduction velocity of blocking fast Na+ current with Lidocaine in simulations
and experiments. Current conductance was scaled using the dose-response curve for Lidocaine from
Figure 4.17. Five simulations using random monolayer geometries were carried out at each value, and
the median value with 95% confidence intervals is shown (error bars not visible due to small size).
Experimental data is shown as mean value with error bars indicating one standard deviation for only
the last data point. b Effect of blocking L-type Ca2+ current on conduction velocity. Simulations were
executed and plotted as in a.

the only action of the drug. Figure 6.8a compares the simulation output for the five

monolayer strip geometries with experimental results (experimental error measurements

were only given for the final data point [69]). The simulations show a moderate reduction

in conduction velocity in line with experimental measurements. The conduction velocity

measured at the largest dose falls within one standard deviation of the mean experimental

value.

Conduction velocity in HL1-6 monolayers was also measured experimentally under the

effect of Nifedipine [69]. Although the data was not explicitly provided, the authors stated

that “treatment with nifedipine [...] did not result in any change in [conduction veloc-

ity]” [69]. The effect of Nifedipine was reproduced in simulations by linearly reducing the

conductance of the L-type Ca2+ current [237]. Figure 6.8b shows the effect of increasing

levels of L-type Ca2+ current block on the measured conduction velocity. The conduction

velocity reduces linearly to approximately 93% of its control value at full L-type Ca2+

current block.

6.3.4 Conduction velocity restitution

Monolayers were paced at increasing rates to investigate restitution properties. As the

conduction velocity in preceding experiments appeared invariant to the geometry used,
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Figure 6.9: a Conduction velocity (CV) plotted for each beat at different stimulation rates. Crosses
indicate a stimulus did not propagate along the monolayer. Results are plotted as median values with
95% confidence intervals. b Conduction velocity restitution curve generated by using the final conduction
velocity at each rate from a.

simulations were run in one of the strip monolayer geometries with five repeats at each

pacing rate using randomised HL1-6 cell model variants at each membrane interface. The

monolayers were paced at rates from 1 to 16 Hz until the conduction velocity stabilised.

In Figure 6.9a, conduction velocity measured along the monolayer for each stimu-

lated beat is plotted across the five repeats. At all rates, the first beat propagates at

approximately the same base conduction velocity. At 1 Hz, there is very little change

in conduction velocity with each beat, indicating cells are able to recover between each

stimulation. Figure 6.9b shows that as the rate is increased (i.e. cycle length reduced),

the conduction velocity settles at a lower stable level.

At the highest stimulation rate of 16 Hz, the monolayer was unable to propagate each

beat. At the stable conduction velocity of approximately 30 mm/s, every other beat was

propagated (indicated by the purple crosses at the base of Figure 6.9a). This property

was affected by the randomised cell model variants between the five repeats, where either

the odd- or even-numbered beat was propagated.

There was little variation in conduction velocity measurements between repeats with

different cell model variants at stimulation rates between 1-4 Hz. At the higher 8 and

16 Hz rates, some variation was observed in beats before the conduction velocity levels

stabilised. As all other variables were held constant, this variation is likely due to the

randomised cell model variants.
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Figure 6.10: Attempt to initiate self-sustaining activity in the 1 mm2 monolayer geometry. The first
activation map was generated at the time of the S2 stimulus (70 ms). Labels indicate the offset to
subsequent activation maps. Scale bar: 0.5 mm.

6.3.5 Monolayer size requirement for self-sustaining activity

It was possible to initiate self-sustaining activity in both the 1 mm2 and 4 mm2 geometries

using the S1-S2 stimulus protocol described in methods (the S2 delay for each geometry

was determined using a parameter sweep). Figure 6.10 shows activation maps generated

at a series of time points in the 1 mm2 simulation. Only a single simulation was carried out

due to invariance to both geometry and cell model variants observed in previous results.

The first frame in Figure 6.10 shows an activation map generated at the start time of

the S2 stimulus (i.e. 70 ms into the simulation). The S2 wave is only able to propagate

upwards on the right hand side of this geometry, as the cells on the left hand side have

not yet recovered from the S1 stimulus. By the time the S2 wave has travelled part way

up the geometry the cells on the left hand side have recovered sufficiently to allow the

wave to re-enter, which can be observed in the second frame generated 20 ms later. This

second frame shows an activation map characteristic of a spiral wave.

The remaining activation maps show that the activity is not stable around a single

fixed location. There is not enough space within the 1 mm2 geometry to allow the core of

the spiral wave to meander and, consequently, it eventually terminates on the right hand

side boundary (final frame).
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Figure 6.11: Initiation of meandering self-sustaining activity in the 4 mm2 monolayer geometry. The
first activation map was generated at the time of the S2 stimulus (80 ms). Labels indicate the offset to
subsequent activation maps. Scale bar: 0.5 mm.

Figure 6.11 shows activation maps generated from the corresponding simulation in the

4 mm2 geometry. As before, the first frame shows an activation map generated at the

start time of the S2 stimulus. The propagating wave again shows characteristics of a spiral

wave, with a curved wave front emanating outwards from a central location. In this case,

there is sufficient room for the spiral wave to meander and it remained self-sustaining for

the duration of the 1000 ms simulation. The dominant frequency of the self-sustaining

activity was approximately 12 Hz.

6.3.6 Increasing variability of gap junction resistance

The self-sustaining activity observed in the control experiment above did not remain an-

chored around a single fixed point. In Chapter 2, experimental recordings of this activity

in vitro always showed anchored activity. Therefore, we next sought to investigate condi-

tions necessary to anchor the activity in this geometry by testing two hypotheses relating

to the gap junction resistance. The first hypothesis is that increased variation of the gap

junction resistance throughout cells in the monolayer would cause stable self-sustaining

activity. This is based on the heterogeneity of gap junction distribution observed in

immunohistochemistry of HL1-6 cells [69]. To test this hypothesis, the gap junction resis-
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Figure 6.12: Activation maps for simulations run using the same initiation protocol in 4 mm2 monolayer
geometry. Labels indicate the increase in the standard deviation of a lognormal distribution with median
1 used to draw a multiple for each gap junction interface. The first activation map is generated at the
time of the S2 stimulation. Scale bar: 0.5 mm.

tance parameter for each interface in the geometry was scaled from the calibrated value

by a random draw from a lognormal distribution with median 1 (mean 0) and standard

deviation increasing from 0.25 to 2.

Figure 6.12 shows activation maps generated at four time points from simulations

with increasing amounts of gap junction resistance variation. The action potential wave

from the simulation with the lowest variability in gap junction resistance propagates in

a similar fashion to the control simulation shown in Figure 6.11. As the variability in

gap junction resistance increases, the wave front becomes more irregular. This is most

apparent in the lower row of activation maps which have the greatest degree of variation

in gap junction resistance throughout the monolayer.
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The dominant frequency of the self-sustaining activity increased from 12 Hz in the two

simulations with smallest variability, to 13 Hz in the simulation with standard deviation of

1, and to 14 Hz in the simulation with standard deviation of 2. Increasing the variability

in gap junction resistance did not stabilise the self-sustaining activity.

6.3.7 Concentrated increase in gap junction resistance

Next, we tested the hypothesis that the self-sustaining activity would be stabilised by

anchoring to a region with a concentrated increase in gap junction resistance. In Chapter

2, stable self-sustaining activity was seen to rotate around a constant line of apparent

conduction block. In light of this observation, the resistance of gap junction interfaces

along a 0.75 mm line in the centre of the monolayer was progressively increased, to

reproduce a similar size as lines observed in vitro.

Figure 6.13 displays activation maps and conduction block/slowing heat maps (as

developed in Chapter 2) for simulations with increasing multiples of resistance along the

line. The activation maps are generated from the same time point 500 ms after the start

of the simulation (i.e. 420 ms after the S2 stimulus). Conduction block/slowing heat

maps are generated as described in Chapter 2 using all recorded time frames.

Increasing the gap junction resistance by multiples of 4× or 8× had minimal effect

on the characteristics of the self-sustaining activity (top two rows in Figure 6.13). The

lower two rows show that as the gap junction resistance along this line was increased

by a multiple greater than 16×, the self-sustaining activity stabilised around the line.

The conduction block heat maps for these simulations reveal the constant feature of the

underlying substrate that is being circulated, akin to the experimental maps generated

in Chapter 2. Increasing the gap junction resistance in this manner had no effect on the

dominant frequency of the resultant activity.

Figure 6.14 compares the conduction block heat map generated from the simulation

with 32× increased gap junction resistance along the line to a map generated from an

experimental recording from Chapter 2. Both maps are qualitatively similar in appear-

ance, though there are a few differences. Firstly, the cluster of cells at the right end of the
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Figure 6.13: Activation maps and conduction block/slowing heat maps for simulations run using the
same initiation protocol in 4 mm2 monolayer geometry. Labels indicate the increase from the base gap
junction resistance along a line length 0.75 mm and width 2 µm at the centre of the monolayer. The
activation maps are generated 500 ms after the simulation started. Conduction block/slowing heat maps
are generated from the entire 1 s simulated recording. Scale bar: 0.5 mm.
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Figure 6.14: a Conduction block heat map from simulation with 32× increase of gap junction resistance
along 0.75 mm line at centre of monolayer. The heat map has been cropped to the same field of view
as the experiment. b Conduction block heatmap showing a line of apparent conduction block generated
from results in Chapter 2.

experimental map is not present in the simulation. Secondly, the absolute time difference

across the line is approximately 32 ms for the simulation and 155 ms for the experiment.

Finally, the simulated map does not have any isolated regions of apparent conduction

block visible in the experimental map (top right and bottom left corners of this map).

6.4 Discussion

The goal of this chapter was to develop a computer model of action potential propagation

through monolayers of HL1-6 cardiomyocytes and to apply it to investigate potential

mechanisms underlying the stability of self-sustaining activity in this substrate. The gap

junction resistance parameter of the model was first calibrated and the model validated

against the effects of ion channel blockers on conduction velocity. We then attempted

to initiate self-sustaining activity in the monolayer and found that this activity would

only perpetuate in a 4 mm2 geometry, terminating at a boundary in the 1 mm2 geometry

due to spiral wave meander. Lastly, two possible mechanisms relating to gap junction

inhomogeneities were investigated to explain the stability of self-sustaining activity in

vitro. Increased variability of gap junction resistance throughout the monolayer resulted in

the wave front becoming more irregular and increased the dominant frequency of activity,

but did not stabilise it. A concentrated increase of gap junction resistance along a line

at the centre of the monolayer, akin to biological observations in Chapter 2, caused the
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self-sustaining activity to anchor to this location and remain stable for the duration of the

simulation. Conduction block heat maps generated from the simulation and experimental

results were qualitatively similar, though differed in the magnitude of absolute activation

time difference across the line.

6.4.1 Conduction velocity calibration and validation

Calibration of the gap junction resistance parameter to conduction velocity measurements

from micro-electrode array recordings [69] resulted in a control value of 0.0625 kΩ cm2.

Dias et al. [69] also conducted dual voltage clamp recordings to estimate cell-to-cell junc-

tional coupling between pairs of HL1-6 cells, and measured a conductance of 11.2±3.1

nS. Using a rough approximation assuming an idealised square cross-sectional cell area

of 220 µm2 (1100 µm2 multiplied by the 1/5 scale factor) and height 8 µm, and assuming

cells are connected along one side, would result in an equivalent gap junction resistance

parameter of 0.0106 kΩ cm2, which is encouragingly on the same order of magnitude as

the estimation from calibration.

The effects of Lidocaine and Nifedipine were simulated by progressive blocking of the

fast Na+ and L-type Ca2+ currents respectively. The drop, or lack thereof, in conduction

velocity was in line with observations from experimental measurements [69]. In the case

of the Nifedipine simulation, at full L-type Ca2+ current block, the conduction velocity

reduced to 93% of the control value, while in experiments no effect was observed [69]. No

quantitative data was provided for Nifedipine experiments however, given the size of the

error bars in the final data point of the Lidocaine experiment, it is conceivable that this

experimental uncertainty would mask a small effect on conduction velocity measured in

vitro. It is important to also note that the effect of Nifedipine was assumed to act solely

to block the L-type Ca2+ current. This is likely a gross over-simplification of the real

mechanism of action of the drug [237, 238], though it also reduced the Ca2+ transient of

the cell model which was similarly observed in vitro by Dias et al. [69].
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6.4.2 Restitution

In restitution experiments, conduction velocity was stable until pacing at 4 Hz, after

which it began to reduce until only every second beat could be captured at 16 Hz. This

is similar to experimental observations [69], where conduction velocity reduced beyond 4

Hz pacing rate as a result of the pacing infringing on the partial refractory period of the

HL1-6 cells.

There was little variation of conduction velocity or restitution properties either be-

tween different geometry models, or different draws of cell model variants. The similar

results between geometry models is likely a consequence of the large number of cells being

simulated reducing variation in macroscopic measurements using the virtual electrogram.

In the case where gap junction resistance does not vary across the monolayer, one would

expect similar results from a continuum model with an appropriately calibrated diffusivity

constant. The lack of variation between different randomised cell model variants could

be attributed to the effect of connecting cells in a functional synctium, where passive

current will flow across gap junction interfaces between cells to homogenise differences in

the electrostatic potential.

6.4.3 Lack of automaticity in the monolayer

In the biological experiments of Chapter 2, drop colonies generally exhibited automatic

activity originating from ‘pacemaker’ cells located near to the colony edges. This pace-

maker phenotype was present in a subset of cell model variants developed in Chapter

4. However, when introduced into the monolayer multi-domain model, all cells remained

quiescent without external stimulation.

It is likely that a critical mass of pacemaker cells at a location between poorly coupled

and well coupled cells is required to overcome the source-sink mismatch present in the

connected monolayer and propagate an action potential spontaneously. The edges of in

vitro colonies are more sparse than the central region and more likely to have the required

dynamics between poorly-coupled and well-coupled regions [29,117]. While this effect was

not introduced into the simulations of this chapter, it could be incorporated into future
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work, for example by imposing a gradient of increasing gap junction resistance moving

from the centre to the edge of the virtual monolayer.

Duverger et al. used a simple 2D computer model of coupled neonatal rat ventricular

myocytes to demonstrate how cells with natural automaticity could lead to wave propaga-

tion in a monolayer [239]. In their model, localised density of pacemaker cells was a critical

factor for initiation of wave activity, with completely diffuse location of pacemaker cells

resulting in no spontaneous activity. In reality, our assumption that pacemaking cells are

randomly distributed around the monolayer is inherently flawed, as the HL1-6 myocytes

used in the biological experiments continuously divide in culture. Thus a pacemaker cell

originally seeded in one location will divide, and it would be expected that at least some

of its daughter cells would possess a pacemaking phenotype, creating a small region of

pacemaking cells, some of which would be expected to reach critical mass.

6.4.4 Simulated self-sustaining activity

In the biological experiments conducted in Chapter 2, there was low occurrence of self-

sustaining activity in the smallest colony size (3.5 mm2) compared to the larger colony

sizes (6.4 mm2 and 9.8 mm2). Similarly, in simulations using the smallest monolayer size

(1 mm2) activity terminated on a boundary after approximately 140 ms (from the time

of the S2 stimulus), whereas in the larger monolayer (4 mm2) it remained self-sustaining

for the duration of the 1000 ms simulation.

This is by no means an ideal comparison, as the drop colonies were circular in shape

while the simulated monolayers were square. If one makes the rough approximation

that the simulated square monolayer represents the confluent central portion of a drop

colony (and outside of this area is the sparser region at the boundaries), then the square

monolayer of 4 mm2 would relate to a drop colony area of 6.3 mm2 (assuming the square

fits exactly in the corresponding circle), close to the area from experiments which saw more

regular occurrence of self-sustaining activity. In contrast, the 1 mm2 square monolayer

would relate to a drop colony area of 1.6 mm2, which is smaller than the smallest drop

colony from biological experiments. Therefore it appears unsurprising that activity was
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unable to sustain in this geometry.

Self-sustaining activity in the 4 mm2 monolayer control simulation had a dominant

frequency of 12 Hz. In contrast, recordings of activity in vitro revealed that the mean

dominant frequency was 2.7±1.0 Hz. One explanation for this discrepancy could be

that the gap junction resistance value calibrated in the first set of simulations is not

appropriate for the small drop colonies in which self-sustaining activity was visualised.

The experimental measurements of conduction velocity on a micro-electrode array used

larger colonies in which cells may be better coupled. However, from Figure 6.7 it can

be inferred that a very large increase in gap junction resistance up to 0.5 kΩ cm2 would

be required to achieve a roughly 50% reduction in conduction velocity from the control

value, so further factors are likely to play a role.

A more realistic monolayer geometry may bring results closer to biological experiments.

In vitro cell monolayers are often purported to be simplified two dimensional models.

However, as seen in Figures 6.3 and 6.5, this is not necessarily the reality as there is

an uneven distribution of heights and cells can rest on top of their neighbours leaving

gaps of extracellular space in the monolayer. This non-ideal arrangement of cells, which

contrasts the extrusion approach adopted for the simulation geometry, would be expected

to increase the effective gap junction resistance between cells, and thus could bring the

dominant frequency in the simulation closer to experimental values.

Control simulations using the calibrated value of gap junction resistance revealed that

the self-sustaining activity meandered around the monolayer. In contrast, in Chapter

2, all self-sustaining activity that was observed remained stable around an apparent line

of conduction block for up to 10 s of recording time. Two hypotheses were tested as

possible mechanisms to underlie this behaviour. Increasing the variability in gap junction

resistance at interfaces across the monolayer did not stabilise the activity, though it caused

the leading wave front to become more irregular and, in doing so, more similar to the wave

fronts observed in vitro. Immunofluorescent labelling of connexins in the HL1-6 cell line

revealed a heterogeneous distribution of gap junctions around the membrane of cells [69].

The variation in gap junction resistance is likely more representative of reality but does
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not explain the stability of self-sustaining activity.

Creating a line of increased gap junction resistance at the centre of the monolayer

simulation caused the self-sustaining activity to anchor to this region of heterogeneity

and remain stable for the duration of the recording. A multiple of 16× the control gap

junction value was required before this behaviour was observed. Generating conduction

block heat maps akin to those from Chapter 2 produced similar core morphology to

that observed in biological experiments. The difference in the absolute activation time

difference in these maps can be attributed to the difference in conduction velocity in the

monolayers as discussed above. The biological map was generated from Ca2+ transient

recordings whereas the simulation map was generated from results of the electrostatic

potential. They are therefore not directly comparable, though experiments conducted in

Chapter 2 suggest they should be approximately similar.

These results suggest that a possible mechanism for the stable self-sustaining activity

in HL1-6 monolayers are lines and/or regions of poor coupling between cells. However,

correlation is not causation and it is also possible that a different mechanism underlies

the stability. We only tested hypotheses relating to gap junction resistance to anchor the

self-sustaining activity. Geometrical factors such as variation in height or cell size, that

were not investigated in this work, could cause a similar effect by leading to source-sink

mismatch resulting in conduction slowing/block.

A number of previous computational studies have focused on the role of microfibrosis

in the genesis of cardiac arrhythmias using idealised monolayer models [117,232,233,240].

Regions of microfibrosis, or their border zone, are generally found to be arrhythmogenic

due to the propensity for this tissue to result in complex propagation paths within the

region and heterogeneity in coupling causing wave breakthrough to occur. The simulations

in this work demonstrate that a single microscopic line of reduced cellular coupling, which

would be difficult or impossible to represent faithfully in conventional continuum models

of cardiac electrophysiology, can result in stable self-sustaining activity in an otherwise

homogeneous substrate.
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6.4.5 Limitations

One limitation of the work in this chapter is that the virtual monolayers were approx-

imations to in vitro monolayers based on extruding the output from a two-dimensional

cell growth model. This was necessary as a result of the challenges encountered when

trying to virtually replicate a drop colony by segmenting confocal microscopy images as

outlined in the methods. However, the spectral/hp element implementation developed

is not restricted by the geometry model and, should the direct segmentation approach

become feasible, simulation using a more representative geometry would be possible.

The computational cost of running the multi-domain model imposes limits on the ge-

ometry size that can be simulated. This is a result of the sub-cellular resolution required

for mesh discretisation. In this work, the largest simulated monolayer was 4 mm2 and

contained approximately 20,000 HL1-6 myocytes. By comparison, bidomain simulations

can be used to simulate the entire heart organ (billions of cells), though without repre-

senting the micro-structure of cardiac tissue. Recent approaches have been suggested that

could work towards bridging this gap [241–243]. For example, Bruce et al. [241] suggest

that the micro-structure could be explicitly represented in a multi-domain formulation at

the locations of the wave front in a macro-scale model, with the simulation reverting to a

bidomain formulation elsewhere to maintain computational feasibility without losing the

effects of the discrete structure on the action potential upstroke.

Finally, the conclusion that the stable self-sustaining activity is caused by poor cellular

coupling along a line in the monolayer does not necessarily translate to other in vitro

models of fibrillation. It is possible that this behaviour is unique to HL1-6 cell monolayers

and simulations based on other biological models are needed to generalise the conclusion.

�
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Chapter 7

Conclusions and future work

The goal of this thesis was to develop a biophysically and geometrically accurate com-

putational model of action potential propagation through HL1-6 myocytes cultured in a

monolayer and to use this model to investigate the role of microscopic heterogeneities in

activity characteristic of that observed in re-entrant arrhythmias and fibrillation in vivo.

In this chapter, an outline of the main outcomes of this thesis is provided in relation to

the specific aims outlined in the Introduction, along with potential future research paths

to build upon the work.

Improve understanding of the self-sustaining activity observed in HL1-6

monolayers. Self-sustaining activity could be reliably initiated in colonies provided

they had a sufficient area (between 3.5 mm2 and 6.4 mm2) which was attributed to a

combination of the increased likelihood of a suitable underlying substrate existing as area

increases, and more spontaneous triggers on the edges of colonies increasing the likelihood

of wave interactions initiating the activity. These automatic triggers were found to be a

constant feature of the underlying substrate, i.e. particular cells in the monolayer could

fire spontaneously and they did not depend on the ‘initial conditions’. In contrast, the

self-sustaining activity was not observed to return to the same location but did return

elsewhere in the colony, suggesting that there are multiple sites at which it can occur.

Self-sustaining activity in HL1-6 monolayers was always observed to remain stable

(though it is also possible that meandering activity exists but was simply never observed).

The conduction block/slowing detection algorithm developed in Chapter 2 revealed that
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the core of this stable activity consisted of distinct lines connecting small groups of cells

around which wave fronts would rotate. At a lower resolution than used in these exper-

iments, it is possible that this feature could be mistaken for a larger group of cells held

in a depolarised or inactivated state akin to the leading circle or spiral wave theories.

Experiments conducted in artificially anisotropic monolayers revealed that the core lines

preferentially align in the fibre direction.

Construct an action potential model of an HL1-6 myocyte, with considera-

tion of uncertainty and variability. Retrospective studies using approximate Bayesian

computation with two human atrial cell models demonstrated that sufficient data com-

bined with an appropriate model structure is needed to constrain the parameters in these

models with confidence. A full data set will not necessarily reduce the uncertainty present

in parameter estimates if the model is complex, as multiple combinations of parameters

can produce the same observed output. A simpler model with fewer parameters can re-

duce the parameter uncertainty (in this case in particular for the fast Na+ current) but

a more tailored model may be required for other channels (in this case the L-type Ca2+

current and ultra-rapidly activating delayed rectifier K+ current).

The retrospective analysis informed the development of the HL1-6 action potential

model. A standardised gating formulation, based on transition rate theory, calibrated

well to experimental data sets for ion currents present in the cell line. A final calibration

step combined the separate channel models with intracellular ion handling dynamics to

action potential and Ca2+ transient measurements. The result was a cell model repre-

sented by 1000 different variants of parameter combinations producing a range of output

representing uncertainty and biological variability. A subset of these cells exhibit sponta-

neous automaticity at a rate comparable to in vitro observations. The resulting cell model

population was validated by comparing the effect of blocking individual ion currents to

experimental results. Blocking sarcolemmal Ca2+ currents showed good agreement with

experiment, however the effects of blocking the fast Na+ current and delayed rectifier K+

current did not agree.

Build a multicellular model of HL1-6 monolayers, validated against biolog-
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ical experiments. A multi-domain solver for action potential propagation through cell

monolayers was derived and implemented using the spectral/hp element method, enabling

high solution accuracy and geometric flexibility. The solver was validated against analyt-

ical solutions to the discrete form of the cable equation in one and three dimensions. The

simulations were demonstrated to scale well as the number of processors was increased

which made it feasible to run large simulations of monolayers with many cells necessary

to capture self-sustaining activity observed in biology.

Finally, the cell model and multi-domain solver were brought together to investigate

the underlying mechanism of the stable self-sustaining activity observed in vitro. Virtual

monolayers were grown with dimensions derived from area and height measurements in

confocal microscopy images. The gap junction resistance was calibrated to conduction ve-

locity measurements from biological experiments, and the model was validated against the

effect of two ion channel blockers on conduction velocity. When coupled in a monolayer,

cells did not exhibit automaticity despite a subset of the cell model variants possessing

this property, which was attributed to an improper representation of the more poorly

coupled boundary region of the monolayers and/or the likely localised nature of groups

of pacemaker cells.

Using the control value for gap junction resistance, the self-sustaining activity was

not stable and meandered around the monolayer. As a result, it was possible to initi-

ate self-sustaining activity in a square monolayer with area 4 mm2, but not in a smaller

monolayer with area 1 mm2 due to the spiral wave terminating on a boundary. Increasing

variation in gap junction coupling throughout the monolayer produced an irregular wave

front more similar to those observed in vitro, but did not stabilise the activity. A con-

centrated increase of 16× the control value of gap junction resistance on interfaces along

a line at the centre of the monolayer was sufficient to anchor the self-sustaining activity

around the line. Core heat maps generated from the simulations were qualitatively similar

to those generated from biological recordings, with the key differences being the higher

dominant frequency in the simulation and the absence of any small groups of cells that

also constituted the core. The implication of this result is that an order of magnitude
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increase in gap junction resistance along a very small line (<1 mm) is sufficient to anchor

self-sustaining activity in an otherwise homogeneous cellular synctium.

It is important to highlight that this final aim has only been partially achieved. While

the multi-domain implementation was validated in a very limited sense against measure-

ments in conduction velocity under different ion channel blockers, it is difficult to confer

validation to other behaviours such as the simulations demonstrating self-sustaining ac-

tivity. Further work, outlined below, would be necessary to complete the process of

validation. Despite shortcomings, both the approximate Bayesian calibration approach

and multi-domain spectral/hp element solver are general and could be extended to com-

plement experiments in any in vitro multi-cellular model.

Future work. There are a number of paths for future research which could build

on the work in this thesis. As identified above, further validation and more accurate

geometrical representation of the cellular monolayer would be a key next step relating

directly to this work with HL1-6 monolayers.

More complex features could be added to the geometry of the virtual monolayer model

to investigate hypotheses relating to the formation of stable self-sustaining activity out-

with changes in gap junction resistance. These could include changes in the cell height

based on biological measurements, explicitly representing the few large cells which may

cause conduction abnormalities due to source-sink mismatch or studying the effects of

anisotropy.

The connexin expression level at the core region could be investigated using immuno-

histochemistry to determine whether the increase in gap junction resistance applied in the

simulation is representative of the biological reality. This experiment would involve first

capturing stable activity using the methods in this thesis, and also recording its location

so it could be re-located after being fixed and labelled for cardiac connexins.

The morphology imaging approach could be optimised to be able to capture an entire

drop colony which is capable of harbouring self-sustaining activity at sufficient detail to

allow segmentation. The Cellpose segmentation software [234] was recently extended to

segment in three dimensions in a limited capacity; further improvements to this software
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may make this approach feasible in the future. Once the protocol was refined, direct

validation between biological and simulated results could be achieved. First, activity

would be captured using the methods developed in this thesis, before the entire cell colony

in which the activity occurred was imaged and segmented as described above. Ideally, a

one-to-one in silico geometry model would be generated to match the in vitro experiment.

This would enable direct validation of the simulation solver against full colonies of cells,

and enable further development and refining of parameters in an iterative approach with

biological experiments.

The spectral/hp element solver itself could be further developed to more closely repre-

sent other features of action potential propagation in cardiac monolayers. The majority of

the biological results in this work were derived from recordings of Ca2+ transients rather

than the electrostatic potential. Currently, the cell model is solved on the membrane

interfaces and each model includes its own memory of the intracellular/extracellular ion

concentrations. These ion concentrations could be explicitly represented within the multi-

domain model by building in a diffusion solver and allowing the cell model to use the ion

concentration on either side of the interface directly. This would then allow simulations

of Ca2+ transient propagation as well as action potential propagation.

The performance of the solver could be improved further, in particular with regards to

scaling beyond a single node when run in parallel. This work could focus on identifying

specific performance bottlenecks, code optimisation and/or the use of different precondi-

tioners or iterative methods. Improvements to performance may enable larger colonies of

cells to be simulated, aiding the pursuit of direct biological validation.

The gap junction interface conditions in the multi-domain model could be developed

to more accurately represent the biological reality. In particular, approaches to model the

interactions between abutting membranes and the thin extracellular space between them

could be included using an explicit physical representation or a mathematical approxi-

mation akin to Lin and Keener [119]. This would extend the multi-domain model to be

able to generate and test hypotheses relating to the role of ephaptic coupling in cardiac

conduction.
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Finally, the work and validation efforts could be transferred to a different cell type.

Induced pluripotent stem cells are increasingly used in cardiac research and cell models

have been developed that additionally account for their variability in phenotype [87]. As

it becomes possible to achieve a higher purity of stem cell cultures, the multi-domain

model could be validated against measurements within that in vitro model rather than

the HL1-6 cell line. Stem cell in vitro models, being derived from human cells, may be

more representative of human disease. �
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Kléber, “Impulse Propagation in Synthetic Strands of Neonatal Cardiac Myocytes
With Genetically Reduced Levels of Connexin43,” Circulation Research, vol. 92,
pp. 1209–1216, June 2003.

[25] H. V. van Rijen, D. Eckardt, J. Degen, M. Theis, T. Ott, K. Willecke, H. J. Jongsma,
T. Opthof, and J. M. de Bakker, “Slow Conduction and Enhanced Anisotropy In-
crease the Propensity for Ventricular Tachyarrhythmias in Adult Mice With Induced
Deletion of Connexin43,” Circulation, vol. 109, pp. 1048–1055, Mar. 2004.

246



[26] N. S. Peters, “New Insights into Myocardial Arrhythmogenesis: Distribution of
Gap-Junctional Coupling in Normal, Ischaemic and Hypertrophied Human Hearts,”
Clinical Science, vol. 90, pp. 447–452, June 1996.

[27] R. R. Kaprielian, M. Gunning, E. Dupont, M. N. Sheppard, S. M. Rothery, R. Un-
derwood, D. J. Pennell, K. Fox, J. Pepper, P. A. Poole-Wilson, and N. J. Severs,
“Downregulation of Immunodetectable Connexin43 and Decreased Gap Junction
Size in the Pathogenesis of Chronic Hibernation in the Human Left Ventricle,”
Circulation, vol. 97, pp. 651–660, Feb. 1998.

[28] J. M. de Bakker and H. M. van Rijen, “Continuous and Discontinuous Propagation
in Heart Muscle,” Journal of Cardiovascular Electrophysiology, vol. 17, pp. 567–573,
May 2006.

[29] Y. Xie, D. Sato, A. Garfinkel, Z. Qu, and J. N. Weiss, “So Little Source, So Much
Sink: Requirements for Afterdepolarizations to Propagate in Tissue,” Biophysical
Journal, vol. 99, pp. 1408–1415, Sept. 2010.

[30] R. M. Shaw and Y. Rudy, “Ionic Mechanisms of Propagation in Cardiac Tissue:
Roles of the Sodium and L-type Calcium Currents During Reduced Excitability
and Decreased Gap Junction Coupling,” Circulation Research, vol. 81, pp. 727–741,
Nov. 1997.

[31] S. Rohr, “Paradoxical Improvement of Impulse Conduction in Cardiac Tissue by
Partial Cellular Uncoupling,” Science, vol. 275, pp. 841–844, Feb. 1997.

[32] J. W. Waks and M. E. Josephson, “Mechanisms of Atrial Fibrillation – Reentry,
Rotors and Reality,” Arrhythmia & Electrophysiology Review, vol. 3, no. 2, p. 90,
2014.

[33] G. Mines, “On circulating excitations in heart muscle and their possible relation to
tachycardia and fibrillation,” Trans R Soc Can, vol. 8, pp. 43–52, 1914.

[34] L. H. Frame, R. L. Page, P. A. Boyden, J. J. Fenoglio, and B. F. Hoffman, “Circus
movement in the canine atrium around the tricuspid ring during experimental atrial
flutter and during reentry in vitro.,” Circulation, vol. 76, pp. 1155–1175, Nov. 1987.

[35] M. A. Allessie, F. I. M. Bonke, and F. J. G. Schopman, “Circus Movement in Rabbit
Atrial Muscle as a Mechanism of Tachycardia,” Circulation Research, vol. 33, pp. 54–
62, July 1973.

[36] M. A. Allessie, F. I. Bonke, and F. J. Schopman, “Circus movement in rabbit
atrial muscle as a mechanism of tachycardia. II. The role of nonuniform recovery
of excitability in the occurrence of unidirectional block, as studied with multiple
microelectrodes.,” Circulation Research, vol. 39, pp. 168–177, Aug. 1976.

[37] M. A. Allessie, F. I. Bonke, and F. J. Schopman, “Circus movement in rabbit
atrial muscle as a mechanism of tachycardia. III. The ”leading circle” concept: a
new model of circus movement in cardiac tissue without the involvement of an
anatomical obstacle.,” Circulation Research, vol. 41, pp. 9–18, July 1977.

247



[38] J. Brugada, L. Boersma, C. J. Kirchhof, V. V. Heynen, and M. A. Allessie, “Reen-
trant excitation around a fixed obstacle in uniform anisotropic ventricular my-
ocardium.,” Circulation, vol. 84, pp. 1296–1306, Sept. 1991.

[39] J. M. Davidenko, A. V. Pertsov, R. Salomonsz, W. Baxter, and J. Jalife, “Stationary
and drifting spiral waves of excitation in isolated cardiac muscle,” Nature, vol. 355,
pp. 349–351, Jan. 1992.

[40] R. A. Gray, A. M. Pertsov, and J. Jalife, “Spatial and temporal organization during
cardiac fibrillation,” Nature, vol. 392, pp. 75–78, Mar. 1998.

[41] A. M. Pertsov, J. M. Davidenko, R. Salomonsz, W. T. Baxter, and J. Jalife, “Spiral
waves of excitation underlie reentrant activity in isolated cardiac muscle.,” Circu-
lation Research, vol. 72, pp. 631–650, Mar. 1993.

[42] C. Cabo, A. Pertsov, J. Davidenko, W. Baxter, R. Gray, and J. Jalife, “Vortex shed-
ding as a precursor of turbulent electrical activity in cardiac muscle,” Biophysical
Journal, vol. 70, pp. 1105–1111, Mar. 1996.

[43] S. V. Pandit and J. Jalife, “Rotors and the Dynamics of Cardiac Fibrillation,”
Circulation Research, vol. 112, pp. 849–862, Mar. 2013.

[44] M. S. Guillem, A. M. Climent, M. Rodrigo, F. Fernández-Avilés, F. Atienza, and
O. Berenfeld, “Presence and stability of rotors in atrial fibrillation: evidence and
therapeutic implications,” Cardiovascular Research, vol. 109, pp. 480–492, Apr.
2016.

[45] J. Heijman, V. Algalarrondo, N. Voigt, J. Melka, X. H. Wehrens, D. Dobrev, and
S. Nattel, “The value of basic research insights into atrial fibrillation mechanisms
as a guide to therapeutic innovation: a critical analysis,” Cardiovascular Research,
vol. 109, pp. 467–479, Apr. 2016.

[46] P. R. R. van Gorp, S. A. Trines, D. A. Pijnappels, and A. A. F. de Vries, “Mul-
ticellular In vitro Models of Cardiac Arrhythmias: Focus on Atrial Fibrillation,”
Frontiers in Cardiovascular Medicine, vol. 7, p. 43, Mar. 2020.

[47] M. T. Burrows, “Rhythmical activity of isolated heart muscle cells in vitro,” Science
(New York, N.Y.), vol. 36, pp. 90–92, July 1912.

[48] E. Entcheva and H. Bien, “Macroscopic optical mapping of excitation in cardiac
cell networks with ultra-high spatiotemporal resolution,” Progress in Biophysics
and Molecular Biology, vol. 92, pp. 232–257, Oct. 2006.

[49] L. Tung and Y. Zhang, “Optical imaging of arrhythmias in tissue culture,” Journal
of Electrocardiology, vol. 39, pp. S2–S6, Oct. 2006.

[50] B. J. Boukens and I. R. Efimov, “A Century of Optocardiography,” IEEE Reviews
in Biomedical Engineering, vol. 7, pp. 115–125, 2014.

[51] N. Bursac, K. Parker, S. Iravanian, and L. Tung, “Cardiomyocyte Cultures With
Controlled Macroscopic Anisotropy: A Model for Functional Electrophysiological
Studies of Cardiac Muscle,” Circulation Research, vol. 91, Dec. 2002.

248
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[53] V. G. Fast and A. G. Kléber, “Cardiac tissue geometry as a determinant of unidi-
rectional conduction block: assessment of microscopic excitation spread by optical
mapping in patterned cell cultures and in a computer model,” Cardiovascular Re-
search, vol. 29, pp. 697–707, May 1995.
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Appendix A

Appendices

A.1 Human atrial model equations and numerical re-

sults from calibration

This section is adapted from the Supplementary Material to [157] (CC BY).

A.1.1 Fast Na+ channel, INa

INa = PNam
3 (s1h1 + (1− s1)h2)

[
Na+

]
c
V

F2

RT

e(V−ENa)F/RT − 1.0

eVF/RT − 1.0

dm

dt
=
m−m
τm

,
dh1

dt
=
h−h1

τh1
,

dh2

dt
=
h−h2

τh2

m =
1.0

1.0 + e−(V+r1)/r2
, τm = 1000(r3e

−((V+r4)/r5)2 + r6)

h =
1.0

1.0 + e(V+q1)/q2

τh1 = 1000

(
q3

1.0 + e(V+q4)/q5
+ q6

)
, τh2 = 1000

(
q7

1.0 + e(V+q4)/q5
+ q8

)
Table A.1: Gating kinetics in Nygren model of INa channel current (see Table 6 in [165]).
Time constants are multiplied by 1000 to convert from s to ms.
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INa = gNam
3hj(V − ENa)

dφ

dt
=
φ∞ − φ
τφ

, for φ = m,h, j

τφ = (αφ + βφ)−1 , φ∞ = αφτφ, for φ = m,h, j

αm =

{
am,2

V−am,1

1−e−am,3(V−am,1)

am,4, if V = am,1

, βm = bm,1e
−V/bm,2

αh =

{
ah,1e

(V+ah,3)/−ah,2

ah,5, if V ≥ ch,1
, ah,5 = ah,1e

(ch,1+ah,3)/−ah,2

βh =

{
bh,4e

bh,5V + bh,6e
bh,7V(

bh,1
[
1.0 + e(V+bh,2)/−bh,3

])−1
, if V ≥ ch,1

bh,1 =
(
bh,4e

bh,5ch,1 + bh,6e
bh,7ch,1

)−1 (
1.0 + e(ch,1+bh,2)/−bh,3

)−1

αj =

{
[−aj,1e

aj,2V − aj,3e
−aj,4V

] V+aj,5

1.0+e
aj,6(V+aj,7)

0, if V ≥ cj,1

, aj,5 = −cj,1

βj =

 bj,5
e
−bj,6V

1+e
−bj,7(V+bj,8)

bj,1
e−bj,2V

1+e
−bj,3(V+bj,4) , if V ≥ cj,1

,

bj,1 = bj,5
e−bj,6cj,1

1 + e−bj,7(cj,1+bj,8)

[
e−b2jcj,1

(1 + e−bj,3(cj,1+bj,4)

]−1

, bj,2 = 0.0

Table A.3: Gating kinetics in Courtemanche model of INa channel current (see Appendix
in [166]). Values of ah,5, bh,1, aj,5 and bj,1 are set to enforce continuity in piecewise
functions. bj,2 is set to zero to reduce dimensionality of the calibration problem as the
published parameter was effectively zero (2.535× 10−7).
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Original/Unified

Name Published Prior Median 89% HPDI log10RSD

a1m -47.13 U(−100, 0) -75.97 (-79.77, -73.65) -1.586
a2m 0.32 U(0, 1) 0.2639 (0.2476, 0.2741) -1.476
a3m 0.1 U(0, 1) 0.3355 (0.1947, 0.7643) -0.2765
a4m 3.2 U(0, 10) 4.895 (1.699, 9.998) -0.2421
b1m 0.08 U(0, 10) 1.263 (1.225, 1.322) -1.64
b2m 11.0 U(0, 100) 23.21 (22.48, 23.74) -1.774

a1∗h 0.135 U(−2, 1) 0.3845 (0.01157, 3.35) 0.269
a2h 6.8 U(0, 50) 15.48 (14.49, 15.99) -1.465
a3h 80.0 U(0, 200) 122.2 (67.51, 155.4) -0.6085
b2h 10.66 U(0, 100) 18.35 (5.525, 31.86) -0.3218
b3h 11.1 U(0, 50) 16.73 (12.42, 21.47) -0.7582
b4∗h 3.56 U(−1, 2) 15.11 (14.51, 15.79) -1.999
b5∗h 0.079 U(−3, 0) 0.05808 (0.05716, 0.05887) -2.492
b6∗h 310000.0 U(3, 6) 21500.0 (1002.0, 321300.0) -0.6777
b7∗h 0.35 U(−2, 1) 1.327 (0.2776, 6.324) 0.4741
c1h -40.0 U(−100, 0) -37.27 (-45.94, -32.91) -0.8902

a1∗j 127100.0 U(3, 7) 123700.0 (1180.0, 4778000.0) -0.6361
a2∗j 0.2444 U(−2, 2) 5.144 (0.1528, 50.75) 0.02476
a3∗j 3.474e-05 U(−5,−1) 0.0003798 (1.015e-05, 0.001191) -0.7783
a4∗j 0.04391 U(−4, 0) 0.003784 (0.0001, 0.02896) -0.5131
a6j 0.311 U(0, 1) 0.4461 (0.01244, 0.8846) -0.2087
a7j 79.23 U(0, 100) 41.53 (4.671, 91.36) -0.1966
b3j 0.1 U(0, 1) 0.4481 (0.001746, 0.8611) -0.1977
b4j 32.0 U(0, 100) 67.64 (21.51, 99.97) -0.3641
b5j 0.1212 U(0, 1) 0.3552 (0.04405, 0.7968) -0.1691
b6∗j 0.01052 U(−4, 0) 0.001531 (0.0001004, 0.01829) -0.5618
b7j 0.1378 U(0, 1) 0.2679 (0.0008117, 0.7773) -0.09422
b8j 40.14 U(0, 100) 72.38 (31.39, 99.94) -0.4359
c1j -40.0 U(−100, 0) -33.07 (-74.3, -0.5147) -0.179

Table A.4: Summary of results for parameters of Courtemanche INa model using origi-
nal/unified (equivalent) dataset. ∗Parameters were searched in log10 space based on the
scale of their published values and are presented in linear space. The prior for these
parameters is still in the original log10 space.
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Unified

Name Prior Median 89% HPDI log10RSD

p∗1 U(1, 5) 5134.0 (1620.0, 9786.0) -1.241
p2 U(1e-7, 0.2) 0.126 (0.1048, 0.1524) -0.9488
p∗3 U(-3, 1) 3.374 (0.5586, 6.144) -0.2008
p4 U(1e-7, 0.4) 0.0234 (0.002225, 0.04426) -0.2237
p∗5 U(-1, 3) 6.091 (5.572, 6.662) -1.495
p6 U(1e-7, 0.2) 0.0441 (0.04209, 0.04601) -1.523
p∗7 U(-4, 0) 0.005353 (0.004147, 0.006667) -1.496
p8 U(1e-7, 0.2) 0.04053 (0.03871, 0.04302) -1.44
A∗ U(0, 1) 4.195 (4.049, 4.314) -1.869

Table A.5: Summary of results for parameters of standardised INa model using unified
dataset. ∗Parameters were searched in log10 space and are presented in linear space. The
prior for these parameters is still in the original log10 space.
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A.1.2 L-type Ca2+ channel, ICaL

ICaL = ḡCa,LdL [fCafL1 + (1− fCa) fL2 ] (V − ECa,app)

ddL

dt
=
dL−dL

τdL
,

dfL1

dt
=
fL−fL1

τfL1

,
dfL2

dt
=
fL−fL2

τfL2

dL =
1.0

1.0 + e(V+p1)/−p2
, τdL = 1000

(
p3e

−((V+p4)/p5)2 + p6

)
fL =

1.0

1.0 + e(V+q1)/q2

τfL1
= 1000

(
q3e

−((V+q4)/q5)2 + q6

)
, τfL2

= 1000
(
r1e
−((V+r2)/r3)2 + r4

)
Table A.6: Gating kinetics in Nygren model of ICaL channel current (see Table 7 in [165]).
Time constants are multiplied by 1000 to convert from s to ms.
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ICaL = gCa,LdffCa(V − ECa,app)

dd

dt
=
d−d
τd

,
df

dt
=
f −f
τf

d =
1.0

1.0 + e(V+p4)/−p5
, τd =

1− e(V+p1)/−p2

p3(V + p1) [1 + e(V+p1)/−p2 ]

f =
1.0

1.0 + e(V+q6)/q7
, τf = q1

[
q2e

−q3
2(V+q4)2 + q5

]−1

Table A.8: Gating kinetics in Courtemanche model of ICaL channel current (see Appendix
in [166]).
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Unified

Name Prior Median 89% HPDI log10RSD

p∗1 U(-7, 3) 0.5513 (1.02e-07, 1.073) 0.1053
p2 U(1e-7, 0.4) 0.01878 (1.245e-05, 0.05856) -0.07143
p∗3 U(-7, 3) 0.375 (0.0056, 1.575) 0.07778
p4 U(1e-7, 0.4) 0.09998 (0.02278, 0.2473) -0.1811
p∗5 U(-7, 3) 0.06489 (0.04241, 0.2347) -0.6597
p6 U(1e-7, 0.4) 0.04437 (0.03053, 0.06118) -0.6387
p∗7 U(-7, 3) 0.02056 (0.01379, 0.02842) -1.205
p8 U(1e-7, 0.4) 0.02449 (0.01303, 0.03353) -0.5575
A∗ U(0, 3) 4.497 (3.235, 13.56) -0.5354

Table A.10: Summary of results of parameters of standardised ICaL model using unified
dataset. ∗Parameters were searched in log10 space and are presented in linear space. The
prior for these parameters is still in the original log10 space.
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A.1.3 Transient outward K+ channel, Ito

Ito = ḡtrs (V − EK)

dr

dt
=
r−r
τr

,
ds

dt
=
s−s
τs

r =
1.0

1.0 + e(V−p1)/−p2
, τr = 1000

(
p3e

−(V/p4)2 + p5

)
s =

1.0

1.0 + e(V+q1)/q2
, τs = 1000

(
q3e

−((V+q4)/q5)2 + q6

)
Table A.11: Gating kinetics in Nygren model of Ito channel current (see Table 8 in [165]).
Time constants are multiplied by 1000 to convert from s to ms.
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Ito = gtoo
3
aoi (V − EK)

dφ

dt
=
φ∞ − φ
τφ

, for φ = oa, oi

τφ = (αφ + βφ)−1 , for φ = oa, oi

oa(∞) =
1.0

1.0 + e(V+p1)/−p2
, αo(a) =

p3

e(V+p4)/−p5 + e(V+p6)/−p7
, βo(a) =

p3

p8 + e(V+p9)/p10

oi(∞) =
1.0

1.0 + e(V+q1)/q2
, αo(i) =

1.0

q3 + e(V+q4)/q5
, βo(i) =

1.0

q6 + e(V+q7)/−q8

Table A.13: Gating kinetics in Courtemanche model of Ito channel current (see Appendix
in [166]).

Original/Unified

Name Published Prior Median 89% HPDI log10RSD

p1 20.47 U(-100, 100) 16.34 (7.558, 24.01) -0.5041
p2 17.54 U(1e-7, 50) 19.03 (14.78, 23.36) -0.8263
p3∗ 0.65 U(-3, 2) 0.06738 (0.002023, 0.259) -0.3748
p4 10.0 U(-100, 100) 28.32 (-0.545, 81.34) -0.1259
p5 8.5 U(1e-7, 50) 12.98 (0.01876, 41.94) -0.09246
p6 -30.0 U(-100, 100) 23.19 (4.345, 94.19) -0.07312
p7 59.0 U(1e-7, 100) 10.41 (0.008675, 37.07) -0.05074
p8∗ 2.5 U(-3, 2) 0.1598 (0.001051, 2.304) 0.04982
p9 82.0 U(-100, 100) 62.09 (-8.713, 99.55) -0.08063
p10 17.0 U(1e-7, 50) 41.35 (21.91, 49.99) -0.5362

q1 43.1 U(-100, 100) 33.51 (30.65, 35.14) -1.353
q2 5.3 U(1e-7, 50) 6.981 (5.946, 8.025) -0.8174
q3∗ 18.53 U(-1, 4) 3.668 (0.1006, 14.48) 0.1733
q4 113.7 U(0, 200) 125.8 (114.5, 135.2) -1.178
q5 10.95 U(1e-7, 50) 15.42 (13.43, 17.26) -0.9771
q6∗ 35.56 U(-1, 4) 37.67 (36.17, 41.82) -1.898
q7 1.26 U(-100, 100) 31.78 (27.76, 36.86) -0.7325
q8 7.44 U(1e-7, 50) 0.6272 (0.003919, 1.28) 0.1188

Table A.14: Summary of results for parameters of Courtemanche Ito model. Original
and unified datasets are equivalent. ∗Parameters were searched in log10 space based on
the scale of their published values and are presented in linear space. The prior for these
parameters is still in the original log10 space.
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Unified

Name Prior Median 89% HPDI log10RSD

p∗1 U(-7, 3) 0.00556 (0.005179, 0.006032) -1.904
p2 U(1e-7, 0.4) 0.07096 (0.06763, 0.07326) -1.586
p∗3 U(-7, 3) 0.1906 (0.1817, 0.1991) -1.774
p4 U(1e-7, 0.4) 0.02528 (0.02459, 0.0261) -1.724
p∗5 U(-7, 3) 0.1066 (0.1019, 0.1129) -1.83
p6 U(1e-7, 0.4) 0.05923 (0.05696, 0.06139) -1.57
p∗7 U(-7, 3) 0.0002949 (0.0002315, 0.000421) -1.665
p8 U(1e-7, 0.4) 0.08746 (0.08027, 0.08944) -1.478

Table A.15: Summary of results for parameters of standardised Ito model using unified
dataset. ∗Parameters were searched in log10 space and are presented in linear space. The
prior for these parameters is still in the original log10 space.
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A.1.4 Ultra-rapidly activating delayed rectifier K+ channel, IKur

Isus = ḡsusrsusssus (V − EK)

drsus

dt
=
rsus−rsus

τrsus
,

dssus

dt
=
ssus−ssus

τssus

rsus =
1.0

1.0 + e(V+p1)/−p2
, τrsus = 1000

(
p3

1.0 + e(V+p4)/p5
+ p6

)
ssus =

1.0− q3

1.0 + e(V+q1)/q2
+ q3, τssus = 1000

(
q4

1.0 + e(V+q5)/q6
+ q7

)
Table A.16: Gating kinetics in Nygren model of Isus (IKur) channel current (see Table 8
in [165]). Time constants are multiplied by 1000 to convert from s to ms.
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IKur = gKur

(
1.0 +

r1
1.0 + e(V+r2)/−r3

)
u3

aui (V − EK)

dua

dt
=
ua(∞) − ua

τu(a)

,
dui

dt
=
ui(∞) − ui

τu(i)

ua(∞) =
1.0

1.0 + e(V+p1)/−p2
, αu(a) =

p3

e(V+p4)/−p5 + e(V+p6)/−p7
, βu(a) =

p3

p8 + e(V+p9)/p10

ui(∞) =
1.0

1.0 + e(V+q1)/q2
, αu(i) =

1.0

q3 + e(V+q4)/−q5
, βu(i) = e(V+q6)/q7

τφ = (αφ + βφ)−1 , for φ = ua, ui

Table A.18: Gating kinetics in Courtemanche model of IKur channel current (see Appendix
in [166]).
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Unified

Name Prior Median 89% HPDI log10RSD

p∗1 U(-7, 3) 0.0558 (0.0433, 0.06443) -1.367
p2 U(1e-7, 0.4) 0.1464 (0.1281, 0.1683) -1.043
p∗3 U(-7, 3) 0.1188 (0.1096, 0.1279) -1.634
p4 U(1e-7, 0.4) 0.02021 (0.01904, 0.02213) -1.306
p∗5 U(-7, 3) 0.004436 (0.004311, 0.004566) -2.485
p6 U(1e-7, 0.4) 0.001568 (0.001221, 0.001863) -0.8671
p∗7 U(-7, 3) 1.424e-07 (1.005e-07, 3.607e-07) -1.417
p8 U(1e-7, 0.4) 0.02784 (0.02351, 0.03098) -1.079

Table A.20: Summary of results for parameters of standardised IKur model using unified
dataset. ∗Parameters were searched in log10 space and are presented in linear space. The
prior for these parameters is still in the original log10 space.
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A.2 Voltage-clamp protocols and summary statistic

functions for human atrial experiments

Throughout this section, the lettering in the headers refers to the figure describing voltage

protocols for the channel. All curve fitting for finding time constants was carried out

using the scipy.optimize Python library. This section is adapted from the Supplementary

Material to [157] (CC BY).

A.2.1 Fast Na+ channel, INa

All experiments by Sakakibara et al. [170] used equal extracellular and pipette solution

sodium concentration of 5mM at a temperature of 290K (17◦C). The time constant of

activation experiment from Schneider et al. [171] used sodium concentration of 120mM

in the extracellular solution and 70mM in the pipette solution, and the experiment was

conducted at 297K (24◦C).

a: Steady-state activation (p.538 [170]). The standard protocol to measure steady-

state activation of the channel holds the membrane at a sub-threshold potential of−140mV

and then steps the channel to a series of voltage steps between −100mV and 20mV, with

intervals of 10mV. The steps last for 1s and there are 10s between each step.

The degree of steady-state activation is measured by recording the peak current during

the voltage step (normalised to cell capacitance). The conductance is calculated by divid-

ing the peak current by the forcing term, usually assumed to be the potential difference

to the Nernst potential of the primary ion carrier, g = I
V−EX

. In the computational pro-

tocols, we directly measure the conductance of the channel to bypass this calculation. To

plot the activation curve, the conductance is plotted against the voltage step normalised

to its maximum value in any voltage step.

b: Time constant of activation (p.85 [171]). The time constant constant of inacti-

vation is measured by fitting an equation to the current trace from a standard steady-state

activation protocol as described in the previous protocol. In this case, the holding poten-

tial is −135mV and the steps are from −65mV and 15mV in steps of 10mV. The time at
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holding potential between each step was not given and so assumed to be 10s (more than

enough for the INa channel to return to steady-state) and each test pulse lasted for 12ms.

The activation time constant was measured by fitting the entire current trace at a

pulse to the equation INa = INa,max

[
1− e−t/τm

]3
e−t/τh + constant (p.87 [171]). In this

equation, t is the time in ms, INa,max is the peak of the current trace, τm is the activation

time constant and τh is the inactivation time constant.

c: Steady-state inactivation (p.541 [170]). The protocol used to measure steady-

state inactivation is often also referred to as an availability protocol. The membrane is

held at a holding potential of −140mV for 10s, then stepped to a conditioning potential

for 1s to activate and inactivate the channel. The membrane potential is returned to the

holding potential for 2ms before stepping to a test pulse at −20mV for 30ms. A series of

different conditioning pulses between −140mV and −40mV in steps of 10mV is used to

test the amount of inactivation of the channel at different voltages.

The steady-state inactivation is measured by recording the peak current during the

test pulse, normalised to the current in a test pulse when no conditioning step is applied

(usually the maximum current amplitude). In the virtual voltage clamp experiment, we

measure conductance directly in this step (which is equivalent as the forcing is the same

during each test pulse and eliminated during the normalisation).

d: Fast/slow inactivation time constant (p.539 [170]). The protocol to determine

inactivation time constants is a simple steptrain of test pulses from a holding potential of

−140mV for 10s to a series of 100ms test pulses to voltages from −50mV to −20mV in

steps of 10mV.

The fast and slow inactivation constants are determined by fitting the decay part of

the current trace (after the peak current) to the equation INa = A1e
−t/τf + A2e

−t/τs + A0

(p.538 [170]) where A are amplitude variables, t is the time and τf and τs are the fast and

slow time constants of inactivation respectively.

e: Fast/slow recovery time constant (p.538 [170]). The time constants of recovery

from inactivation were determined using a double pulse protocol. The first pulse is a

conditioning pulse for 1000ms to −20mV followed by a recovery period to a holding
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potential between −140mV and −90mV in steps of 10mV, of varying length between

2− 1000ms (this was not specified and we assumed a series of tr = 2i where i = 1, 2...10).

The recovery period is followed by a test pulse identical to the conditioning pulse. We

assumed 10s at holding potential between each pair of pulses.

The recovery time constant is measured through a series of processing steps. Firstly,

the peak current in the test pulse is normalised to the peak current in the preceding

conditioning pulse to give a measurement of proportion of the channel recovery for each

recovery time period. This recovery measure is plotted against the recovery time period

and the resulting curve is fit to a double exponential equation r = A0 − A1e
−tr/τr(f) −

A2e
−tr/τr(s) where r is the proportion of recovery, A are amplitude parameters, t is the

recovery time period and τr(f) and τr(s) are the fast and slow recovery time constants

respectively. These values are calculated for each holding potential.
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Figure A.1: Voltage steps and current response (from C model) of INa protocols. a steady-state activation,
b time constant of activation, c steady-state inactivation, d fast and slow time constants of inactivation, e
fast and slow time constants of recovery from inactivation. The recovery protocol is repeated at multiple
holding potentials (only one shown). See text for details of how the current traces are processed into
summary statistics.

A.2.2 L-type Ca2+ channel, ICaL

Experiments by Mewes and Ravens [172] were carried out at room temperature (assumed

by authors to be 295K) and external solution with calcium concentration of 1.8mM. Those

by Li and Nattel [173] were conducted at 309K with 2.0mM external calcium concentra-

tion. Experiments by Sun et al. [174] were completed at room temperature (assumed
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by authors to be 296K) and external calcium concentration of 1mM. It is difficult to

estimate the level of intracellular calcium concentration during these experiments due to

the mechanisms of the intracellular calcium stores and buffering. In our virtual voltage

clamp experiments, the level of the intracellular calcium was kept constant at the resting

value from the published N and C models (72.5nM and 101.3nM respectively) and, for

the S model, set to the same value as the C model (101.3nM).

a, b: Steady-state activation (p.1309 [172], p.H228 [173]). In Mewes and Ravens [172],

steady-state activation was assessed using a conventional steptrain protocol from a hold-

ing potential of −40mV to 450ms steps between −35mV to 15mV in intervals of 5mV,

with 10s between each pulse. In Li and Nattel [173], the activation curve was generated

from the IV curve dataset which used a similar step train protocol. This time the holding

potential was −80mV and the 300ms test pulses ranged from −80mV to 20mV in steps of

10mV. Both activation curves were generated as described in INa steady-state activation.

b: Activation time constant (p.H233 [173]). The single activation time constant

value was determined from the current trace evoked during the 10mV test pulse in the

activation protocol from [173]. The activation time constant was estimated by fitting the

upstroke of the normalised current trace to ICaL = 1 − Ae−t/τa where A is an amplitude

parameter, t is the time and τa is the activation time constant.

c: Steady-state voltage-dependent inactivation (p.H229 [173]). The voltage-

dependent steady-state inactivation was assessed using a standard availability protocol.

Conditioning pulses to a series of voltages between −80mV and 50mV in steps of 10mV

were followed immediately by a test pulse to 10mV for 300ms. In [173], there are three

datasets using different length of conditioning pulses of either 150ms, 300ms or 1000ms.

We use the 1000ms prepulse dataset as this was used for calibration in both modelling

papers. The inactivation curve was calculated as in INa steady-state inactivation.

d, e: Fast/slow voltage-dependent inactivation time constant (p.H229-H230 [173],

p.H1628 [174]). Fast and slow inactivation time constants were calculated by fitting a bi-

exponential equation to the decay portion of the current trace during test pulses from

a holding potential. In [173], three different holding potentials were used and we use
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the same as the modelling papers: −80mV. Test pulses lasted 300ms to steps between

−10mV and 30mV in intervals of 10mV (we assume 10s between pulses). In [174], the

holding potential was −80mV, test pulses had duration 1000ms with the same levels as

above, and were preceded by a 500ms pulse to −40mV. In both cases, time constants of

inactivation were calculated by fitting the decay portion of the current trace during the

test pulses to ICaL = A0 + Afe
−t/τf + Ase

−t/τs were A are amplitude parameters, t is the

time and τf and τs are the fast and slow time constants respectively.

f: Fast/slow voltage-dependent recovery time constant (p.H229-H230 [173]).

Recovery time constants were assessed with a two-pulse protocol as in INa recovery ex-

periments. In this case, the holding potentials were −80mV, −60mV and −40mV with

conditioning and test pulses both to 10mV for 300ms. Recovery periods were generated

from tr = 2i where i = 1, 2, ..., 11 based on the range of data points in Fig 4B [173].

The data was processed as in INa recovery experiments with the exception that a single

exponential function was used to fit the −80mV recovery curve to give a single (slow)

recovery time constant.

A.2.3 Transient outward K+ channel, Ito

Experiments by Shibata et al. [175] and Wang et al. [176] were conducted at room tem-

perature (assumed to be 295K). Firek and Giles [177] used temperature of 306K (33◦C).

Shibata et al. used an extracellular and pipette potassium concentration of 4.5mM and

150mM respectively, Wang et al. used 5.4mM and 130mM and Firek et al. used 5.4mM

and 140mM.

Some data for Ito was extracted directly from the N and C modelling papers [165,166]

as the source of the comparison experimental data plotted was not clear from the text.

In these cases, conditions were assumed to be the same as the lab which produced the

model. Thus, conditions for the assumed experimental data from Nygren et al. [165] was

set to the same conditions as Firek and Giles [177] above, and data from Courtemanche

et al. [166] was assumed to have been collected at the conditions in Wang et al. [176].

a, b: Steady-state activation (p. H1776 [175], p.1065 [176]). In Shibata et al. [175],
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Figure A.2: Voltage steps and current response (from N model) of ICaL protocols. a steady-state ac-
tivation [172], b steady-state and time constant of activation [173], c steady-state inactivation [173], d
fast and slow time constants of inactivation [173], e fast and slow time constants of inactivation [174],
f fast and slow time constants of recovery from inactivation [173]. The recovery protocol is repeated at
multiple holding potentials (only one shown). See text for details of how the current traces are processed
into summary statistics.

steady-state activation was determined by holding at a potential of −60mV for 20s, then

depolarising for 15ms to a step between −30mV to 80mV, and finally stepping to −40mV

for 100ms. The activation curve was generated by recording the peak current amplitude in

the final step (the ‘tail’ current). Wang et al. [176] used a standard steady-state activation

protocol with a holding potential of −80mV to a series of test potentials between −40mV

and 50mV and measured the peak current during the 1000ms depolarising step (before

processing as above for INa).

c: Activation time constant (p.H305 [166]). Activation time constant data corre-
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sponding to that plotted in the modelling paper could not be found in the cited experi-

mental source [176]. A simple steptrain protocol as described in [176] was assumed with

a holding potential of −50mV and 100ms test pulses. The activaton time course of Ito

was fitted to a single exponential equation: Ito = A0 − Ae−t/τa where A parameters are

amplitudes, t is the time course and τa is the activation time constant.

d: Deactivation time constant (p.H305 [166]). The deactivation time constant

data source is also uncertain and it is assumed to use a similar protocol as in Fig. 9A in

Wang et al. [176]. This protocol holds the membrane potential at −50mV for 20s before

applying a 10ms conditioning pulse to 50mV. This is followed by a test pulse to elicit

a tail current, which is fit to a single exponential (same as the activation time constant

above) to determine the deactivation time constant.

e, f: Steady-state inactivation (p.34 [177], p.1065 [176]). In Firek and Giles,

a standard steady-state availability protocol was applied as described in more detail in

INa steady-state inactivation. The holding potential is −80mV, followed by a 400ms

conditioning pulse to levels between −80mV and 16mV, and finally a 400ms test pulse

to 0mV to activate the outward current. Wang et al. [176] similarly uses a standard

availability protocol with the same holding potential followed by 1000ms conditioning

pulse to a range of voltages between −90mV and 30mV followed by a 1000ms test pulse

to 60mV. Output was processed into summary statistics as described in INa steady-state

inactivation.

g, h: Inactivation time constant (p.66 [165], p.H305 [166]). It was not clear in

either N or C model where experimental comparison data of time constants of inactivation

for Ito were obtained from. Consequently, simple protocols were assumed based on single-

pulse protocols in experimental papers originating from the same labs. For [165], a single

pulse protocol from a holding potential of −80mV to 400ms test pulses between 0mV and

40mV was applied and the decay phase of the current trace fit to a single exponential

equation as above for activation time constants. For [166], a similar protocol was assumed

based on [176] with a holding potential of −50mV and 100ms test pulses to between

−40mV and 50mV.
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i, j: Recovery time constant (p.66 [165], p.H305 [166]). Similarly to the inacti-

vation time constant data, it was unclear where the recovery data was obtained from for

both N and C models. For the N model, we assume the recovery protocol in [175] was

used. This is a standard two-pulse recovery protocol with holding potentials of −100mV,

−80mV and −60mv and 100ms test pulses to 20mV. For the C model, we assume the

protocol in [176] was used with holding potential between −60mV and 40mV and 200ms

test pulses to 50mV.
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Figure A.3: Voltage steps and current response (from N model) of all Ito protocols. From left to right:
a steady-state activation [175], b steady-state activation [176], c activation time constants [166], d deac-
tivation time constants [166], e steady-state inactivation [177], f steady-state inactivation [176], g time
constant of inactivation [165], h time constant of inactivation [166], i time constant of recovery from in-
activation [165], j time constant of recovery from inactivation [166]. The recovery protocols are repeated
at multiple holding potentials (only one shown for each). See text for details of how the current traces
are processed into summary statistics.
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A.2.4 Ultra-rapidly activating delayed rectifier K+ channel, IKur

Experiments by Wang et al. [176] and Firek and Giles [177] use the same conditions stated

above for Ito. As before, in some cases it was unclear where the comparison data in the

modelling papers was obtained from. Details are given in the following sections.

a: Steady-state activation, activation time constant (p.1069 [176]). IKur was

measured from a holding potential of −50mV followed by a 1s prepulse to 50mV (experi-

mentally used to inactivate the Ito current which would otherwise interfere with isolating

IKur). The potential is returned to −50mV for 20ms before being stepped to a range

of 100ms test pulses between −40mV to 50mV each followed by a repolarising pulse to

−10mV. IKur was measured as the peak current in the final repolarising pulse and the

activation curve determined as previously described for INa steady-state activation. The

activation time constants were determined by fitting the time course of IKur trace during

the test pulses to a single exponential function as described above.

b: Deactivation time constant (p.305 [166]). As it was not clear where the data

points were obtained from, the protocol from Fig. 9 in [176] was assumed to have been

used. This is the same protocol as described in deactivation time constant for Ito.

c, d: Steady-state inactivation (p.34 [177], p.1068 [176]). For Firek and Giles [177],

the protocol was the same as the steady-state inactivation protocol described for steady-

state inactivation of Ito with an increase of the length of the conditioning pulse from

400ms to 2500ms. IKur was measured as the steady-state current at the end of the test

pulse. In Wang et al. [176], steady-state inactivation is measured from the steady-state

current at the end of a 2000ms test pulse to 40mV after a 1000ms conditioning pulse from

a range of voltages. The holding potential was −60mV.

e, f: Inactivation time constant (p.66 [165], p.H305 [166]). It was unclear where

the experimental data points from the N model paper came from. We assume they are

generated from the protocol used in [177] from the same lab. This protocol is a simple

400ms step to a range of potentials from a holding potential of −80mV. In [177], the

current decay is fit to a double exponential equation in order to separate Ito and IKur

decay rates. As in the virtual voltage clamp there is only IKur, we fit the current decay
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to a single exponential.

Similary for the C model, we assume a similar protocol as in [176] was used. This is a

simple 2000ms step to a range of test potentials from a holding potential of −50mV. The

decay portion of the current trace is fit to a single exponential function as above.

g: Recovery time constant (p.66 [165]). As previously for Ito, we assume that the

recovery protocol from [175] was used to determine a recovery time constant for IKur. The

protocol is as described for Ito recovery time constant.
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Figure A.4: Voltage steps and current response (from N model) of all IKur protocols. a steady-state
activation and activation time constant [176], b deactivation time constants [166], c steady-state inacti-
vation [177], d steady-state inactivation [176], e time constant of inactivation [165], f time constant of
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A.3 HL1-6 cell model calibration results

Name Prior Median 89% HPDI log10RSD

g∗Na U(0, 2) 0.6803 (0.6636, 0.6939) -1.847
A∗ U(0, 2) 2.279 (2.032, 2.547) -1.062
PK U(0, 1) 0.6803 (0.6636, 0.6939) -1.847
p∗1 U(-7, 3) 166.9 (134.0, 224.7) -1.49
p2 U(1e-7, 0.4) 0.1108 (0.1056, 0.1173) -1.464
p∗3 U(-7, 3) 0.0019 (7.287e-5, 0.006022) -0.7894
p4 U(1e-7, 0.4) 0.0928 (0.06439, 0.1177) -0.7399
p∗5 U(-7, 3) 12.36 (11.02, 13.61) -1.564
p6 U(1e-7, 0.4) 0.09255 (0.08976, 0.09525) -1.715
p∗7 U(-7, 3) 0.001196 (0.0009144, 0.001528) -1.619
p8 U(1e-7, 0.4) 0.04513 (0.04268, 0.04705) -1.503

Table A.21: Summary of results for parameters of HL1-6 INa. ∗Parameters were searched
in log10 space and are presented in linear space. The prior for these parameters is still in
the original log10 space.

Name Prior Median 89% HPDI log10RSD

gCaL U(0, 5) 0.7398 (0.7026, 0.7887) -1.429
ECaL U(0, 50) 29.11 (28.27, 29.9) -1.762
p∗1 U(-7, 3) 248.8 (8.031, 717.6) -0.7177
p2 U(1e-7, 0.4) 0.07044 (0.0007567, 0.1557) -0.1584
p∗3 U(-7, 3) 0.3163 (0.007102, 1.161) -0.03067
p4 U(1e-7, 0.4) 0.2167 (0.1094, 0.2849) -0.5402
p∗5 U(-7, 3) 0.01294 (0.01268, 0.01314) -2.59
p6 U(1e-7, 0.4) 0.05055 (0.04957, 0.05172) -1.879
p∗7 U(-7, 3) 0.000441 (0.00041, 0.0004731) -2.23
p8 U(1e-7, 0.4) 0.03346 (0.03265, 0.03453) -1.729

Table A.22: Summary of results for parameters of HL1-6 ICaL. ∗Parameters were searched
in log10 space and are presented in linear space. The prior for these parameters is still in
the original log10 space.
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Name Prior Median 89% HPDI log10RSD

gCaT U(0, 2) 0.1273 (0.1241, 0.1294) -1.882
ECaT U(0, 100) 78.93 (77.32, 81.12) -1.828
p∗1 U(-7, 3) 173.5 (150.8, 203.4) -1.738
p2 U(1e-7, 0.4) 0.03165 (0.02974, 0.03414) -1.366
p∗3 U(-7, 3) 0.05556 (0.04709, 0.06503) -1.47
p4 U(1e-7, 0.4) 0.1868 (0.184, 0.1886) -2.117
p∗5 U(-7, 3) 7.643 (6.6, 8.867) -1.344
p6 U(1e-7, 0.4) 0.1683 (0.1666, 0.1706) -2.117
p∗7 U(-7, 3) 0.000136 (0.0001173, 0.0001549) -2.008
p8 U(1e-7, 0.4) 0.05258 (0.05054, 0.05399) -1.682

Table A.23: Summary of results for parameters of HL1-6 ICaT. ∗Parameters were searched
in log10 space and are presented in linear space. The prior for these parameters is still in
the original log10 space.

Name Prior Median 89% HPDI log10RSD

gKr U(0, 10) 0.4976 (0.4652, 0.527) -1.403
p∗1 U(-7, 3) 0.0007178 (0.0006925, 0.0007432) -2.491
p2 U(1e-7, 0.4) 0.0678 (0.06618, 0.06946) -1.819
p∗3 U(-7, 3) 0.0006908 (0.0006688, 0.0007193) -2.503
p4 U(1e-7, 0.4) 0.02852 (0.02785, 0.02899) -1.917
p∗5 U(-7, 3) 0.06935 (0.06684, 0.071) -2.126
p6 U(1e-7, 0.4) 0.03338 (0.03184, 0.03443) -1.57
p∗7 U(-7, 3) 0.01372 (0.01347, 0.014) -2.545
p8 U(1e-7, 0.4) 0.03565 (0.03523, 0.03594) -2.21

Table A.24: Summary of results for parameters of HL1-6 IKr.
∗Parameters were searched

in log10 space and are presented in linear space. The prior for these parameters is still in
the original log10 space.

Name Prior Median 89% HPDI log10RSD

gto U(0, 1000) 708.1 (596.1, 871.7) -0.8821
p∗1 U(-7, 3) 1.076e-6 (9.419e-7, 1.5e-6) -1.922
p2 U(1e-7, 0.4) 0.1053 (0.1016, 0.1076) -1.768
p∗3 U(-7, 3) 0.0001028 (1.001e-7, 0.0002588) -0.5332
p4 U(1e-7, 0.4) 0.1451 (0.06731, 0.3175) -0.2541
p∗5 U(-7, 3) 0.03223 (0.03213, 0.03231) -3.236
p6 U(1e-7, 0.4) 0.03262 (0.03252, 0.0327) -2.722
p∗7 U(-7, 3) 3.989e-5 (1.215e-5, 5.196e-5) -1.275
p8 U(1e-7, 0.4) 0.237 (0.2286, 0.2711) -1.172

Table A.25: Summary of results for parameters of HL1-6 Ito. ∗Parameters were searched
in log10 space and are presented in linear space. The prior for these parameters is still in
the original log10 space.
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Name Prior Median 89% HPDI log10RSD

gss U(0, 1) 0.07848 (0.07828, 0.0787) -2.766
p∗1 U(-7, 3) 0.02376 (0.02372, 0.02381) -3.502
p2 U(1e-7, 0.4) 0.02815 (0.02804, 0.02823) -2.674
p∗3 U(-7, 3) 0.002228 (0.002202, 0.002251) -2.917
p4 U(1e-7, 0.4) 0.06594 (0.06578, 0.06615) -2.745

Table A.26: Summary of results for parameters of HL1-6 Iss.
∗Parameters were searched

in log10 space and are presented in linear space. The prior for these parameters is still in
the original log10 space.

Name Prior Median 89% HPDI log10RSD

gf U(0, 1) 0.1074 (0.1074, 0.1074) -4.61
κ U(0, 1) 0.1946 (0.1946, 0.1946) -4.823
p∗1 U(-7, 3) 0.0004407 (0.0004406, 0.0004408) -4.738
p2 U(1e-7, 0.4) 0.01991 (0.01991, 0.01992) -3.816
p∗3 U(-7, 3) 5.662e-7 (5.661e-7, 5.663e-7) -5.01
p4 U(1e-7, 0.4) 0.07792 (0.07792, 0.07792) -4.755

Table A.27: Summary of results for parameters of HL1-6 If.
∗Parameters were searched

in log10 space and are presented in linear space. The prior for these parameters is still in
the original log10 space.

Name Prior Median 89% HPDI log10RSD

gK1 U(0, 1) 0.06128 (0.06128, 0.06128) -8.896
p∗1 U(-7, 3) 0.02438 (1.393e-6, 68.59) 0.2135
p2 U(1e-7, 0.4) 0.02152 (0.002639, 0.04179) -0.2316
p∗3 U(-7, 3) 0.001753 (1.002e-7, 4.933) -0.02473
p4 U(1e-7, 0.4) 0.02438 (0.004115, 0.04327) -0.2583

Table A.28: Summary of results for parameters of HL1-6 IK1. ∗Parameters were searched
in log10 space and are presented in linear space. The prior for these parameters is still in
the original log10 space.
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Name Prior Median 89% HPDI log10RSD

Km,CaL U(0, 2) 0.2292 (0.07568, 0.3282) -0.4428
a∗inact,Ca U(-3, 0) 0.1941 (0.007558, 0.7183) -0.2286
kNCX U(0, 20) 2.094 (0.2, 5.151) -0.1155
η U(0, 1) 0.779 (0.01487, 0.9678) -0.3392
Imax,NaK U(0, 5) 1.277 (0.002799, 2.678) -0.136
Vmax U(0, 5) 3.259 (1.865, 4.786) -0.5329
k∗RyR U(-2, 1) 1.676 (0.08006, 6.558) 0.417
kopen U(0, 10) 6.007 (1.758, 9.532) -0.3325
kclose U(0, 1) 0.4286 (0.2153, 0.9831) -0.2907
gpCa U(0, 5) 1.042 (0.3335, 1.759) -0.3424
g∗Nab U(-3, -1) 0.004308 (0.00276, 0.005551) -1.363
g∗Cab U(-4, -2) 0.001034 (0.0001876, 0.001626) -1.093
Buftot,i U(0, 100) 11.21 (5.536, 20.5) -0.3522
Km,Buf,i U(0, 2) 1.144 (0.4205, 1.99) -0.2808

Table A.29: Summary of results for parameters of HL1-6 whole cell model. ∗Parameters
were searched in log10 space and are presented in linear space. The prior for these param-
eters is still in the original log10 space.
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A.4 Derivation of the cable equation

The following derivation is adapted from [2].

We first consider a cable of cylindrical cells in a cylindrical coordinate system with

radial, angular and length axes, x = (r, θ, x). The cable can be viewed as a cylindrical

membrane around a cytoplasmic space. We assume that the potential is constant in r

and θ and only varies along the length of the cable, x, allowing it to be viewed as a

one-dimensional problem.

The cable is divided into iso-potential discrete sections with length dx. In any of these

sections the currents must balance. The current is composed of axial and transmembrane

components. The axial component is assumed to vary linearly with the axial voltage (i.e.

it is a linear ohmic current) and itself has intracellular and extracellular components:

Vi(x+ dx)− Vi(x) = −Ii(x)ridx,

Ve(x+ dx)− Ve(x) = −Ie(x)redx,

(A.1)

where Vi and Ve are intra- and extracellular voltages (mV), Ii and Ie are the intra- and

extracellular components of the axial current (µA), and ri and re are the resistances per

unit length of the intra- and extracellular space respectively (kΩ/cm). Positive current is

defined as positive charges moving in the positive axis direction.

The resistances per unit length are defined as

ri =
Ri

Ai
,

re =
Re

Ae
,

(A.2)

where Ri and Re are the resistivities of the intra- and extracellular media (kΩ cm), and

Ai and Ae are the corresponding cross-sectional areas of each space (cm2). Thus if the

cable is considered to sit in a large bath, the extracellular resistance per unit length will

be close to zero.
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In the limit dx→ 0 and rearranging, Equation A.1 becomes

Ii = − 1

ri

∂Vi
∂x

,

Ie = − 1

re

∂Ve
∂x

.

(A.3)

By Kirchoff’s laws, the change in axial current in the intra- or extracellular spaces

must be equal to the transmembrane (radial) current, therefore

Ii(x)− Ii(x+ dx) = Itdx = Ie(x+ dx)− Ie(x), (A.4)

where It is the transmembrane current per unit length of membrane (µA/cm). Taking

the limit dx→ 0 reduces this equation to

It = −∂Ii
∂x

=
∂Ie
∂x

, (A.5)

where we have defined It as a positive outward current. It is also equal to the sum of

capacitive and ionic currents across the membrane,

It = p

(
Cm

∂Vm
∂t

+ Iion

)
, (A.6)

where p is the perimeter of the cable (cm), Cm is the membrane capacitance per unit

area (µF/cm2), Vm is the transmembrane potential defined Vm = Vi − Ve (mV) and Iion

is the ionic current per unit area µA/cm2. Generally, Iion is a function of several cellular

variables as outlined in Chapters 3 and 4.

Equating Equations A.4 and A.6, we arrive at the standard form of the cable equation:

p

(
Cm

∂Vm
∂t

+ Iion

)
=

∂

∂x

(
1

ri + re

∂Vm
∂x

)
. (A.7)
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A.5 Derivation of constant transmembrane potential

held at one end of 1D discretely-coupled cells

Both derivations are largely adapted from Keener [2], though the second derivation from

that textbook has been corrected in Appendix A.6.

Firstly, considering the steady-state solution of a fibre of N cells length L coupled

at their ends by (zero-length) gap junctions. At steady-state, we expect a decaying self-

similar solution subject to µVi(x + L) = Vi(x) and µVe(x + L) = Ve(x) for some decay

constant µ < 1. The solution can be assumed to be in the form

Vi(x)

Ve(x)


n

= µnΦ(ξ) = µn

φi(ξ)
φe(ξ)

 , (A.8)

where ξ = x− nL is the transformed coordinate within a cell and Φ(ξ) is the self-similar

solution for intra- and extracellular potentials within a cell.

We define a self-similar transmembrane potential within a cell as φm = φi−φe. Within

a cell, at steady state ∂φm(ξ)
∂t
→ 0. We also assume a passive problem, and so any ionic

current is a passive ohmic current such that Iion = φm
Rm

where Rm is the resistance of a

unit area of membrane (kΩ cm2). Using the cable equation (Equation 5.1) with the above

assumptions and rearranging obtains

∂2φm(ξ)

∂ξ2
− p(ri + re)

Rm

φm(ξ) = 0, (A.9)

which is a second order ordinary differential equation. The solution for this equation is

given by

φm(ξ) = α1 exp (λξ) + α2 exp (−λξ) , (A.10)

with λ2 = p(ri+re)
Rm

.

The total current in the passive cable of cells must be zero, giving 1
ri
∇φi + 1

re
∇φe = 0,
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leading to the general solutions for intra- and extracellular potentials within a cell:

φi(ξ) =
ri

ri + re
φm(ξ) + β,

φe(ξ) =
−re
ri + re

φm(ξ) + β.

(A.11)

To find solutions for α1, α2, β and µ, we consider the boundary conditions at either

end of the cells. Current continuity is enforced in both the intra- and extracellular spaces:

∇φi(L) = µ∇φi(0),

∇φe(L) = µ∇φe(0).

(A.12)

Potential continuity is enforced in only the extracellular domain. Between the intra-

cellular domain of cells we use the gap junction jump condition. These conditions are

therefore expressed as:

φe(L) = µφe(0),

µφi(0)− φi(L) =
Rg

ri
∇φi(L).

(A.13)

With these conditions, the constants α1, α2 and β can be evaluated as:

α1 = µ− exp (−λL) ,

α2 = µ− exp (λL) ,

β =
2re

re + ri

(µ− exp (−λL))(µ− exp (λL))

µ− 1
,

(A.14)

and µ < 1 is a solution to the characteristic equation

µ2 − (2C +KgS)µ+ 1 = 0, (A.15)

where C = cosh (λL), S = sinh (λL) and Kg = Rgλ

ri+re
.
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A.6 Derivation of analytical solution to injected cur-

rent into a cable of 1D discretely-coupled cells

A second analytical solution may be derived which considers a current injected into the

extracellular space at one end of a cable of cells. When considering gap junctions, this

solution exhibits the sawtooth potential where either ends of connected cells is depo-

larised/hyperpolarised depending on the direction of current flow. This is caused by the

current following the path of least resistance and flowing into the extracellular space to

pass high resistance gap junctions.

The solution can be derived by considering again the steady-state form of the cable

equation (Equation 5.1). Current at the ends of the cable is injected into the extracellular

space and thus our conditions at the cable end are

1

ri

dVi
dx

= 0,

1

re

dVe
dx

= −I,
(A.16)

on x = 0, NL. We reform equation for transmembrane potential along the cable into

trigonometric terms for convenience:

V (x) = A sinh (λx) +B cosh (λx) , (A.17)

where A and B are constants to be determined and λ is as in Appendix A.5 (λ2 = p(ri+re)
Rm

).

At any point in the cable, the sum of the intra- and extracellular currents must be

equal to the injected current, i.e. − 1
re
∇φe − 1

rc
∇φi = I. The equations for intra- and

extracellular potentials along the cable can be formulated as

φi
φe

 =
1

re + ri

 ri

−re

 (A sinhλx+B coshλx) +

1

1

 (−βIx+ γ), (A.18)

where γ is a constant to be determined and β = rire
ri+re

.

To solve for A, B and γ, we set ψ = 1
ri
∇φi(0). Taking the derivative of the first row
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of Equation A.18, this gives A = aψ + J where a = ri+re
λ

and J = reI
λ

.

We now consider N cells in the cable and denote ψn, γn and Bn as the values of ψ,

γ and B in the nth cell where n = 0, 1, ..., N − 1. The requirement of no intracellular

current injected into the intracellular space is equivalent to ψ0 = ψN = 0 (not ψN−1 = 0

as ψ governs the current entering the ‘left-side’ of the cell, therefore we have no current

entering the left-side of a ghost cell outside the domain beyond the rightmost cell to

enforce no intracellular current at right boundary).

To solve for the remainder of the constants, we consider the conditions between cell

domains. Enforcing either extracellular and intracellular current continuity (∇φj,n(L) =

∇φj,n+1(0) for j = i, e) reduces Equation A.18 to the same result:

aψn+1 = aψnC +BnS − J(1− C), (A.19)

where C = cosh (λL) and S = sinh (λL).

Enforcing continuity of extracellular potential (φe,n(L) = φe,n+1(0)) gives

γn+1 − γn =
β

ri
(Bn+1 −BnC − (aψn + J)S)− IβL. (A.20)

If we substitute the intracellular gap junction condition (
φi,n+1(0)−φi,n(L)

Rg
= 1

ri
∇φi,n(L))

into the equation for the sum of currents in the cable (− 1
re
∇φe,n(L)− 1

rc
∇φi,n(L) = I) we

obtain

γn+1 − γn = Kg (aψnC +BnS − J(1− C))− β

re
(Bn+1 − (aψn + J)S −BnC)− IβL,

(A.21)

where Kg = Rgλ

ri+re
.

Solving Equations A.20 and A.21 gives separate equations for Bn+1 and γn+1 in terms

of only values in cell n:

Bn+1 = (S +KgC)aψn + (C +KgS)Bn − J(Kg(1− C)− S),

γn+1 = γn − λL
β

re
J +

β

ri
Kg(aψnC +BnS + J(C − 1)).

(A.22)
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We can reform the equations for aψn+1 (Equation A.19) and Bn+1 (Equation A.22)

into a matrix system:

aψ
B


n+1

=

 C S

S +KgC C +KgS


︸ ︷︷ ︸

X

aψ
B


n

− J

 1− C

Kg(1− C)− S

 . (A.23)

To solve this system, we note that matrix X has eigenvalues η1 = 1
µ
> 1 and η2 = µ,

where µ is the root of the characteristic equation A.15, and eigenvectors

νi =

 S

ηi − C

 . (A.24)

We can replace the solution as a linear combination of the eigenvectors such that

aψ
B


n

=
2∑
i=1

αi,nνi, (A.25)

and the right-hand side of the matrix problem as

 1− C

Kg(1− C)− S

 =
2∑
i=1

ciνi. (A.26)

The matrix system in Equation A.23 then becomes

2∑
i=1

αi,n+1νi = X

2∑
i=1

αi,nνi − J
2∑
i=1

ciνi, (A.27)

which (using the eigen property of matrix X and removing the sums) can be reduced to

two recursive problems:

αi,n+1 = αi,nηi − Jci, i = {1, 2}, (A.28)

supplemented with the conditions α1,0 + α2,0 = 0 and α1,N + α2,N = 0. This problem has
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the general solution

αi,n = (−1)iα0η
n
i − J

ηni − 1

ηi − 1
, (A.29)

which automatically satisfies the first boundary condition. The constant α0 can be dis-

covered by enforcing the second boundary condition:

α0 = −J µ

1− µ
µN − 1

µ2N − 1

(
c1 + c2µ

N−1
)
, (A.30)

where we have used the relationship between the eigenvalues and µ to reduce the equation.

Using these solutions with Equation A.25 and A.26 we arrive at a solution to the

matrix system in Equation A.23:

aψn =
JS

1− µ
(c1µ− c2)fn,

Bn =
−J

1− µ

[
(c1µ− c2)

(
Cfn +

µn+1 + µN−n−1

1 + µN

)
− (c1 − c2µ)

]
,

γn+1 = γn − λL
β

re
J +

β

ri
Kg(aψnC +BnS + J(C − 1)),

fn =
1− µN−n − µn + µN

1 + µN
,

ci =
C − 1 + ηi[C − 1−KgCS + S(Kg − 2S)]

S(η2
i − 1)

,

(A.31)

where the value of γ0 can be chosen to fix a particular solution for the Neumann problem

(e.g. to fix φe(0) = 0 it can be shown that γ0 = re
re+ri

B0).
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