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ABSTRACT

This thesis introduces a novel theoretical and computational framework
that bridges concepts from physics, complexity science, neuroscience, and
behavioural economics to describe financial market dynamics using an
integrate-and-fire paradigm. Motivated by the limitations inherent in classi-
cal economic theories — especially the efficient market hypothesis and the
oversimplification of homogeneous, representative agents — the work explic-
itly models financial markets as emergent phenomena resulting from the
interactions of heterogeneous agents. Traders in this framework integrate
information, including market signals and social influences, and decide
when decision thresholds are reached, analogous to neuronal firing events.

Through computational modelling and systematic analysis, the thesis re-
veals several significant findings. It demonstrates that neuronal-inspired
decision mechanisms, such as inhibition and information decay (reflecting
irrationality and limited memory), are critical for replicating widely ob-
served financial phenomena, including speculative bubbles, sudden market
crashes, fat-tailed return distributions, and volatility clustering. Further
investigations establish clear relationships between hierarchical information
structures (information silos), and mispricing, highlighting how network
topology profoundly influences market stability and price dynamics.

Expanding beyond purely financial applications, the thesis generalises the
integrate-and-fire framework into a versatile approach capable of describ-
ing broader social dynamics. With this approach, we manage to reproduce
wealth distributions of traders in financial markets. Remarkably, this gen-
eralised framework also successfully captures complex epidemiological
patterns, accurately reproducing real-world data from infectious disease
outbreaks, including the COVID-19 pandemic, and capturing features such
as secondary infection peaks and intervention effects.

Overall, the results underscore the importance of micro-level heterogene-
ity and network topology in generating complex, non-equilibrium market
phenomena, providing new insights into the interplay between individual
decision-making and aggregate market behaviour.
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INTRODUCTION

1.1 PHYSICS AND ECONOMICS HAVE HISTORICALLY INSPIRED ONE
ANOTHER

From its very inception, economics was inspired by physics. Adam Smith,
by many regarded as the founder of the field of modern economics, pub-
lished his revolutionary work An Inquiry into the Nature and Causes of the
Wealth of Nations in 1776 [1]. This work is considered to be the first modern
work of economics. In it, he lays out many of the core principles that drive
economics today: The division of labour, free markets, wage theory, and
the conclusion that the wealth of a nation is driven by the labour and
goods produced by its people. However, to gain a deeper understanding
of the philosophy of Smith, it is worthwhile to look at another previously
written, posthumously published work of his, The History of Astronomy [2].
While both works seem to tackle very different disciplines, economics and
astronomy, they share not just a similar methodology, but The History of
Astronomy essentially outlines the scientific philosophy behind his work on
the wealth of Nations as well.

While Smith examines the development of Astronomy "from ancient times
to Copernicus”, he pays special attention to the principles behind these
discoveries. He explains how the theories evolved, their philosophical prin-
ciples, and their reasoning. One overarching element he notes is how they
were shaped by the ambition of researchers to impose structure and coher-
ence onto observed phenomena. He touches upon many scholars, including
Ptolemy, Copernicus and Brahe and how astronomical belief systems moved
from imaginative conjecture to more logical and evidence-based theories.
He also discusses another scholar who had a similar impact on his field to
the one Smith had on economics: Issac Newton.

Smith has been known to have been an admirer of Newton as well as
having taken great inspiration from him [3, 4]. He was especially inspired
by Isaac Newton’s seminal work Philosophiae Naturalis Principia Mathe-
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INTRODUCTION

matica [5], in which Newton lays out the foundations of classical mechanics,
describing his three laws of motion and universal gravitation. The influence
of Newton’s work is not limited to Smith’s essay on astronomy but is also
visible in The Wealth of Nations. Both share an emphasis on mathematical and
deductive reasoning: While Newton clearly laid out the laws of motion and
gravity in a mathematical formulation, Smith also deduced his economic
theories from basic principles and described mathematical relationships.
Both Newton and Smith based their theories on empirical observations,
which were not as prevalent in economic approaches before Smith.

Newton describes the Universe as operating mechanistically and following
the laws of classical mechanics. Similarly, Smith viewed the economy as
a mechanistic system that follows the natural market laws. In fact, the
systemization approach — manifested in Smith’s metaphor of the invisible
hand — may best demonstrate an early inspiration that economics has taken
from physics.

An even earlier instance of the natural sciences inspiring economics can be
found in the concept of utility-based preferences, which is central to many
economic, as well as game theoretic models where were pioneered in the St.
Petersburg paradox by mathematician Nicholas Bernoulli [6]. It was crucial
in inspiring Ramsey and Savage two hundred years later in formulating the
expected utility hypothesis [7, 8].

In the late 19th century, Maxwell [9] and Boltzmann [10] developed the
theory of gases and statistical mechanics. By taking a statistical perspective
on the molecules that make up a gas, they showed how one can derive
macroscopic properties like temperature and pressure, thus showing how
order and equilibrium can emerge from the random movement of molecules.
Francis Edgeworth saw the analogy to actors in markets and conceived
the concept of the economy as a system of exchanging particles in which
every particle tries to maximise utility [11]. All of these actions would lead
to economic equilibrium. Similarly, Alfred Marshall [12], when examining
demand and supply in markets, decided to use demand and supply curves
to describe the aggregate behaviour of the market. Just like molecules in
a gas, the behaviour of actors in markets leads to an equilibrium price,
Marshall found. As such, the thermodynamic insights of physics helped
shape another critical concept of economics. Fig. 1.1 shows equilibrium
processes both for a thermodynamic system and a fundamental economics
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FIGURE 1.1: Left: Pressure-volume diagram of an adiabatic process. Right: In
the AS-AD model, a shift in aggregated demand leads to a new
equilibrium, which lies at the intersection of aggregrated demand
and supply.

model, the AS-AD model. Both describe the aggregated behaviour of their
respective subjects.

However, one should not make the mistake of assuming that economics
simply adapted the best ideas from physics. On the contrary, the symbiotic
relationship between economics and physics was indeed a two-way street.
The two disciplines were constantly influencing and benefiting from one
another. An early example of this can be found in the work of Vincent
Pareto. In 1906, while studying both wealth and income distributions, he
discovered that goods were distributed according to something known as
the 8o0/20 rule [13]. The 80/20 rule states that 20 percent of people own 8o
percent of income and wealth.

This rule applies to a broad range of phenomena, where a minority of
people are responsible for a majority of the impact. Pareto went even fur-
ther in his investigation: He discovered that the distribution of wealth and
income are not random occurrences but follow a mathematical pattern, the
power law. Power laws are often used to model the frequency of events as a
function of their magnitude. They describe the probability p of an event of
magnitude x, as a function of a normalisation constant C and the exponent
Q.

p(x) =Cx™" (1.1)
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FIGURE 1.2: Left: Wealth distribution of US households, data taken from [14].
Right: Histogram of earthquake magnitudes from 1976 to 2020 [15,
16]. It is striking that both distributions follow a Pareto distribution.

Pareto himself realised that their application goes far beyond wealth and
describes many patterns found in nature and society, like the population
distribution of cities. Today, power laws are used to describe a broad range
of phenomena, from earthquakes [17], meteorites [18], biological extinc-
tions [19], and network connectivity [20] to Bose-Einstein condensates [21].
See Fig. 1.2 for a comparison of earthquakes and US household wealth.

In 1905, Albert Einstein finally found a mathematical description for the
random movement of particles in a fluid [22], which was discovered by
Robert Brown almost 8o years before in 1827 [23]. By deriving the diffusion
equation, which describes the probability distribution of the location of
a particle over time, he was able to solve this problem and relate it to a
random walk. This concept has been applied to a wide area of physics, from
neutron scattering to cosmology theories and even open quantum systems
subject to dissipative processes. However, 5 years before Einstein, Louis
Bachelier made a similar observation when examining stock prices [24].
In his doctoral thesis, he described the fluctuations of stock prices as a
stochastic process governed by a random walk. An illustration of the simi-
larity can be found in Fig. 1.3. By assuming a diffusion process, he derived
an options pricing formula given the fair price for a european call option,
essentially creating the foundation for the field of mathematical finance.
The Black-Scholes model, derived in the early 1970s, builds directly on this
analysis [25]. Developed by Fischer Black, Myron Scholes and seperately by
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Robert C. Merton [26], the Black-Scholes model is the go-to approach for
option pricing today.

Conventional economic theory often assumes the general existence of an
equilibrium. However in the 2oth century, some scholars began to describe
the market as a more complex system. In a chapter in Coping with the Com-
plexity of Economics, Paul Ormerod examines how the contributions of both
Keynes and Hayek are connected to complexity science [27].

Complexity science is an interdisciplinary field that studies complex sys-
tems and their behaviours [28]. It draws on insights and methods from
various disciplines, such as mathematics, physics, biology, computer science,
and social sciences, to understand the patterns and dynamics of complex
systems. Among the systems studied in this context are biological ecosys-
tems, the brain, ant colonies, the global economy, cities, and the internet.
A core philosophy in complexity science is that a system is "more than
the sum of its parts". To understand system dynamics, it is necessary to
investigate the parts of a system and their relationship instead of just look-
ing at an aggregate. Simple interactions within a system can lead to the
emergence of much more complex behaviour on a larger scale. This is why
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complex systems are often studied using a bottom-up approach, in which
interaction in the microstructure of a system leads to an emergent order in
the macroscopic structure of the system. Complex systems often operate
on the edge of chaos, incorporating order and structure while still being
susceptible to significant changes [29].

Conventional economic theories share some features of complexity sci-
ence, like the concept of emergence. In general equilibrium theory, the
macroscopic outcome of a market emerges from all of the individual prefer-
ences. Other similarities are non-unique equilibrium prices that can solve
a system and non-linearity in variables [30], meaning that small changes
can have disproportionate effects on the whole market. Nevertheless, the
approaches of both Keynes and Hayek went beyond that.

Keynes understood the economy as usually in a transitory state between
multiple possible equilibrium states, meaning that it is actually out of equi-
librium most of the time, thus challenging the idea that economic systems
always move towards a steady state. In addition to that, he described busi-
ness expectations spreading as waves across the system, a concept that is
often found in complexity science. In his proposed framework, firms can
spontaneously change sentiment, thus introducing a statistical element into
the system. Both Keynes and Hayek realise that firms are facing extreme
uncertainty when trying to form expectations and inherent cognitive limits,
thus introducing bounded rationality. Hayek used the differing expectations
among different firms to explain the emergence of business cycles since
incompatible expectations force firms to diverge from their plans [27].

Hayek, in general, was very critical of his profession, as is clearly visible
in his 1974 Nobel lecture, which has the title The Pretence of Knowledge [31].
After claiming that "We have indeed at the moment little cause for pride:
as a profession, we have made a mess of things", he continued to contrast
the natural sciences, which allow for clear data collection and hypothesis
testing, with economics, which, as he stated, was inherently plagued by the
complexity of the studied systems.

Indeed, to this day, the interplay of countless heterogeneous actors makes
economic and financial systems a very challenging problem to tackle. How-
ever, with recent technological evolution, there are much more powerful
tools at our disposal in order to try and find solutions. This is, of course,
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not limited to economics but applies to the study of for example biological
and physical systems as well.

1.2 THE DIGITAL REVOLUTION

Ever since the invention of the transistor at Bell Labs in 1947, and the
development of integrated circuits in 1958, technological capabilities in the
processing of data have been increasing at an astonishing rate [32]. While
first processor designs were relatively simple, with instructions executed
serially, the invention of the integrated circuits allowed a transition from
vacuum tubes to much more densely packed computing power. This greatly
increased processing speeds, and with the invention of the microprocessor
in the 1970s, even more elaborate computations became possible. From the
development of the first supercomputers in the 1960s, the launch of the
World Wide Web in 1991, to unlocking the holy grail of genetics research,
sequencing the human genome in 2003, the increase in computational power
has radically transformed technologies, economies, and societies starting
in the latter 2oth century, with further changes on the horizon with the
rise of Quantum Computing [33] and Artificial Intelligence in the form of
Large-Language Models [34]. With the digital revolution, both economics
and physics have undergone dramatic change. In the natural sciences, es-
pecially physics, the technical transformation had dramatic implications
both for how researchers perform experiments and theory. The increased
computing capabilities allow for comprehensive simulations of systems,
ranging from the simulation of electrons in a spin-lattice to fusion processes
in stars to the behaviour of galaxies on an astronomical scale. In addition
to that, experiments have seen a massive change in scale, with new sensor
designs and better data management and analysis tools [35].

Some of the most ambitious projects in Physics, like the Large Hadron
Collider (LHC), would not have been feasible without these improvements.
Research at the LHC relies on digital sensors, which create an almost un-
fathomable amount of data (1 petabyte a second), which is processed and
analysed with an incredible amount of processing power. Theoretical physi-
cists then try to match the data to theories, which is done by comparing
actual recorded data with simulation data. So, for a project like the LHC,
these technological advancements really accompany almost every step of
the way. However, the use of Big Data in research is, of course, not limited
to the study of physical systems.
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FIGURE 1.4: Various indicators of the exponential growth in computational power
over the span of the last 50 years. Original data up to the year 2010
collected and plotted by M. Horowitz, F. Labonte, O. Shacham, K.
Olukotun, L. Hammond, and C. Batten New plot and data collected
for 2010-2021 by K. Rupp [32].

In Economics in the Age of Big Data, Einav and Levin investigate the effect
that the digital revolution has had on the study of economic systems [36].
They note that within the last decades, there has been a shift into more
empirical and data-driven research in economics. This is due to increased
availability from both the private and the public sectors.

While private sector data contains consumer behaviour, transactions and
communications, public sector data provides almost universal coverage.
Especially in some Scandinavian countries, the vast data coverage of, for
example, the labour market enables very detailed descriptions of economic
microstructure [37]. Similar points are made in a working paper by Einav
and Levin [38], where they outline opportunities for economic research,
which include the possibility of new research designs and identification
strategies, the use of causal inference as well as the ability to create highly
customised policy tools [37]. However, these approaches are not without
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potential fallacies. Athey [39] describes the issue of conflation of machine
learning models with true causal inference, which requires additional as-
sumptions and analysis. This can lead to issues for policy problems, which
is why the proper use of data requires not just machine learning and data
analysis but also the right analysis framework. Athey advocates for an
interdisciplinary approach, in which machine learning should be combined
with more traditional approaches. Increasing data availability brings many
opportunities, but researchers should tread carefully in their analysis.

The newly available data sources in economics and finance require new
approaches that often deviate from conventional approaches. These tools
often make use of machine learning and data science like regression trees,
lasso, cross-validation and others. These newly available data sources and
computing capabilities have, at the fringe between economics and physics,
led to a strand of researchers re-examining many of the assumptions and
models of classical economics.

1.3 CHALLENGING CLASSICAL ECONOMICS

As discussed in Sec. 1.1, many of the assumptions of classical economics
have been challenged in the last century. However, to this day, many policy-
makers still subscribe to classical economics, which has profound effects on
the modelling of risk in financial markets.

Many risk models to this day rely on the efficient market hypothesis.
Introduced in 1965, it relied on two observations: On the emperical side,
Fama [40], after analysing stock prices, concluded that they follow a random
walk. On the theoretical side, Samuelson provided an economic argument
by describing market prices as a martingale process [41]. This means that
the expected value of tomorrows price is similar to todays price and in-
dependent of all prior price movements. Fittingly, he titled his work Proof
that properly anticipated prices fluctuate randomly, thus providing an economic
argument for efficient markets [42]. In 1970, Fama described the market
as "a market with great number of rational, profit-maximizers actively
competing, with each trying to predict future market values of individual
securities, and where current important information is almost freely avail-
able to all participants". There are three formulations of the efficient market
hypothesis [43] :
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* Weak form: The current price of an asset incorporates all of the
historical financial information.

¢ Semi-strong form: The current price of an asset incorporates all of
the historical financial information as well as all other historical and
current information. Prices change rapidly due to the arrival of new
information .

¢ Strong form: The current price of an asset incorporates all information
about it, including historical financial information (weak form), all
new public information (semi-strong form) and all private informa-
tion regarding a financial asset [44].

All of the formulations have been subject to intense debate from both
economists and physicists. While the strong and the semi-strong forms
have been rejected by many, the weak form is still actively debated [45].
The weak form of the efficient market hypothesis can essentially be stated
as the Random walk hypothesis, meaning that if the price includes all of
the historical financial information, changes must follow a random walk.
It would also render any financial analysis futile, as investors would not
have any chance to "outprice" the market. This has been studied immensely
(Sewell [42] gives a good overview).

The position taken in this thesis is that the evidence seems to suggest
that the efficient market hypothesis should be rejected even in its weak
form. This position is based on the following observations:

¢ The fact that stock returns on short time scales are fat-tailed;

¢ The assumption of rationality of actors in financial markets is dubious
at best;

* Out-of-equilibrium phenomena like bubbles and crashes exist.

® The evidence that excess return can be made in markets, as visible by
some funds and investors outperforming the market over the span of
decades. This is a hotly debated topic, with many studies suggesting
that it is impossible to outperform the market. However, others have
shown how simple models would beat the market consistently over
decades [46].

¢ Information asymmetries in markets seem to suggest that markets are
indeed not efficient in distributing information.
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Let’s unpack them one by one:

1.3.1 Fat-tailed returns

Even before Fama first formulated his hypothesis, Mandelbrot investigated
price distributions and found them to be fat-tailed [47]. However, other
studies seem to suggest that stock market prices are indeed normally dis-
tributed, which is what we would expect with the efficient markets.

In 1999, Stanley et al., when trying to make an argument for physicists
meddling with Economics, reviewed some of this analysis. He concluded
that "In summary, previous proposals for the histogram of index changes
have included (i) a Gaussian distribution, (ii) a Levy distribution, and (iii)
a truncated Levy distribution, where the tails become "approximately ex-
ponential” [48]. However, a key finding of this analysis was that indices
can lose their fat-tailed nature because they average out a lot of the risk
of individual stocks. A study of Dow Jones Returns reveals that also the
time scale of measurement is important: Returns can be fat-tailed on short
timescales but tend to be normally distributed over longer timescales [49].

1.3.2 Rationality of agents

In 1992, Tversky and Kahnemann presented cumulative prospect theory [50],
which employs a cumulative functional of outcomes. They examine both
value and weighting functions, which describe the transformation humans
apply subconsciously to both the expected payoff and the outcome of
specific options. The value function assigns subjective value to decision
outcomes based on the preferences of the decider. Options with higher
values are preferred to those with lower subjective values, so they can be
used to compare different options. Risk preferences define the shape of
these functions. While concave shapes indicate risk aversion, risk-seeking
behaviour is described by a convex shape. The weighting functions trans-
form probabilities into decision weights. They can be estimated from data
by fitting curves to match probabilities to certainty equivalents. Weighting
functions represent how people subjectively assess likelihood.

In a fully rational world, this behaviour would be accurately described
by rational choice theory [51]. Both the value and the weighting function
would exactly represent the probability-weighted payoffs of options. How-
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FIGURE 1.5: Histograms of absolute log returns for the Dow Jones index and for
the Tesla stock. The Tesla stock has a larger tail exponent than the
aggregated Dow Jones Index.

ever, experiments suggest a very different behaviour [52], thus deviating

from rational choice theory. There are four main components explaining
behaviour:

* Loss Aversion — Losses loom larger than gains of the same amount.
The value function in prospect theory is steeper for losses than gains,
representing how losses have a greater impact.

* Probability Weighting — People overweigh small probabilities and
underweigh large probabilities. The weighting function in prospect
theory captures this nonlinear transformation of probabilities into
decision weights. See Fig. 1.6 for a visualization.

* Reference Dependence — People evaluate options based on change
from a reference point like current wealth rather than comparing
absolute values. Prospect theory reflects this via the utility function
changing sign at the origin.
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* Diminishing Sensitivity — The impact of gains and losses decreases
with distance from the reference point. The prospect theory value
function exhibits diminishing returns for both gains and losses.

Phenomena like loss aversion, nonlinear weighting of probabilities, refer-
ence dependence and diminishing sensitivity demonstrate that people use
heuristic shortcuts and biases rather than purely rational calculus. The fact
that people overweigh small probabilities and underweight high probabil-
ities speaks to the limited ability of humans to accurately measure risk,
instead relying on shortcuts and biases to make decisions. Factors like
emotion can cloud judgment and lead to miscalculations.

The overvaluation of small probabilities has actual implications in mar-
kets, since there is evidence that the implied volatility of options tends to
always be higher than the realized (so actually observed) volatility. This
phenomenon is referred to as the volatility risk premium [53].
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FIGURE 1.6: Probability weighting function adapted from [54]. Humans overesti-
mate small probabilities and underestimate large probabilities.
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1.3.3 Excess returns

In a world where the market incorporates all of the relevant financial data
about an asset, no one should be able to consistently generate excess re-
turns. Of course, the weak form of the efficient market hypothesis still
allows for profits to be made through insider trading since privately held
information is not necessarily incorporated. However, even without insider
trading, some investors have been able to beat the market for decades by
using patterns found in the market. Pesaran and Timmermann investigated
stock returns from 1952-1992 and found that investors could have predicted
stock prices based on factor models [46]. By creating a strategy of recursive
forecasts, they show that a simple trading strategy would have outper-
formed the market. They observe that excess profits could mostly be made
in high-volatility times like the 1970s. Similarly, Andersen and Sornette
found "pockets of predictability" in markets [55].

As Colinsk laid out in 1996 [56], plenty of patterns can be exploited to
gather excess returns. By utilizing these patterns and creating trading algo-
rithms, a process often described as systematic trading, generating excess
returns is indeed possible. The list Colinsk lays out is long and includes
patterns like mean reversion, holiday effects, excess fluctuation in prices
compared to fundamentals, the formation of bubbles, excess risk premia
relative to bonds, deviation of mutual fund prices and their underlying
securities, excess trading volume in shares that have risen in price, pre-
dictability from lagged insider trading, and more. These patterns are often
called "stylized facts" of financial markets.

While most of them have been mentioned before, let’s note the most impor-
tant ones and their significance:

VOLATILITY CLUSTERING Volatility tends to cluster together — periods
of high volatility in asset prices are followed by more periods of high
volatility, while periods of low volatility are followed by more periods of
low volatility. This can be seen in financial time series data (see Fig. 1.7),
where volatility appears to come in clusters and waves rather than being
constant over time.

FAT-TAILED PRICE RETURNS The distribution of asset price returns
tends to have "fat tails" — there is a higher probability of extreme positive
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and negative returns compared to a normal distribution. This indicates a
higher likelihood of extreme price movements in either direction.

AUTOCORRELATION OF RETURNS Asset price returns themselves tend
to show little to no autocorrelation — the correlation between returns on
consecutive days is close to zero. However, as depcited in Fig. 1.8, absolute
and squared returns tend to display positive autocorrelation, indicating
volatility clustering.

EXCESS VOLATILITY Asset prices demonstrate excess volatility — large
price movements without apparent fundamental news or changes in div-
idends to justify the magnitude of the changes. Prices tend to be more
volatile than would be expected based on fundamentals alone.

HIGH TRADING VOLUME Periods of high market volatility are associated
with surges in trading volume as uncertainty leads to increased trading
activity. High volume indicates significant disagreement among market
participants about asset value.

TEMPORARY BUBBLES Asset prices occasionally detach from fundamen-
tal values, resulting in a bubble with prices exceeding true valuations. These
bubbles inevitably burst as prices revert back down, such as the dot-com
bubble in 2000.

TREND FOLLOWING Momentum and trend following are common mar-
ket behaviours, where past price trends tend to continue for some period
of time, resulting in trends like bull and bear markets. Traders attempt to
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FIGURE 1.8: For the Dow Jones, autocorrelation is effectively zero. Only the first
lag, which is negatively correlated, is significant. Absolute returns are
correlated. This means large changes in market price tend to cluster
together, but the directon of these changes does not.

identify and follow these trends. Figure 1.9 shows the Dow Jones index
from 2018 to 2021. The moving averages denoted in red and green show
long-term trends that are often utilized by traders betting on these trends.

SUDDEN CRASHES Markets occasionally witness sudden crashes or cor-
rections where prices rapidly decline by large magnitudes in a short period
of time, such as the 1987 Black Monday crash. These are exacerbated by
leverage and panic selling. One of these crashes, which can be attributed to
the Covid-19 pandemic in 2020 is shown in Fig. 1.9.

MEAN REVERSION While momentum can drive asset prices away from
fair value in the short run, over longer periods, asset prices tend to revert
back towards their mean or average level. Prices do not drift indefinitely
away from fundamental values. The moving averages in Fig. 1.9 can be
used by traders to bet on mean reversion: If the stock price is significantly
over the 30 or go-day average, chances are it will fall in the future.

INFORMATION ASYMMETRIES This point deserves its own section, which
is why it is handled in Sec. 1.5.

The fact that the efficient market hypothesis has to be challenged has
profound impacts on many facets of economics and finance. A prominent
example of this is the Black-Scholes model [25], the go-to model for option
pricing. The model is closely tied to the efficient market hypothesis since
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FIGURE 1.9: Daily close values and 30- and go-day moving averages of the Dow
Jones Industrial Index. From 2018 to 2020, the daily values fluctuated
about the long-term averages, displaying mean reversion.

it assumes stock prices follow a random walk. Since returns are actually
fat-tailed, a crucial part of this model follows erroneous assumptions, thus
underestimating risk [57]. Out-of-equilibrium phenomena such as bubbles
and subsequent crashes can lead to real problems when investors rely on
classical risk profiles, as became evident in the 2007 financial crises [58].
This is why new tools are needed that can account for the stylized facts of
financial markets and the corresponding changes in risk. One of these tools
is agent-based modelling.

1.4 THE ADVENT OF AGENT-BASED MODELLING

Many of the models of classical economics rely on aggregate descriptions
of human behaviour. This includes concepts like the economic equilibrium,
demand and supply curves as well as the efficient market hypothesis. The
main assumption behind this is that the macroeconomic behaviour of a
system can be accurately modelled using aggregates and averages. Con-
cepts like homogeneity, so the assumption that economic actors behave
similarly given the same situation, and the use of representative agents
allowed economists to derive comprehensive models of macroscopic eco-
nomic systems from microeconomic assumptions. This is often referred to
as a top-down approach. Top-down approaches usually start with an over-
arching theory, which is often based on the assumptions mentioned before,
like market efficiency, rational expectations, and homogeneity. Following
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deductive reasoning, the goal of such a model is then to provide prescriptive
or normative models of how the economy should work. However, these
assumptions can lead to issues when trying to model real markets and
economies, as was outlined in the last section [59].

The question, however, remains how one can tackle these assumptions.
The inherent problem is that deviations from simplifications like homo-
geneity and the averaging of microscopic behaviour result more often than
not in analytically intractable systems. While dealing with these systems
used to be unfeasible, the computational advancements of the last decades
have allowed researchers to bring much more detail, microstructure and
heterogeneity into models.

Among the solutions to tackle this problem is a method known as agent-
based modelling. Contrary to macroscopic descriptions of systems, agent-
based models (ABMs) model the individual entities within a system and
study how their interactions then, in turn, lead to macroscopic dynamics.
This is also known as a "bottom-up" approach. Deviating from established
top-down approaches, bottom-up approaches start from individual interac-
tions and the behaviour of agents. They allow for heterogeneity of behaviour
and interactions. This is why they are handy for incorporating behavioural
factors like bounded rationality, learning and social influence.

Agent-based models rely on the concept of "emergence" to model sys-
tem behaviour. Emergence refers to the appearance of novel and coherent
structures, patterns, or properties in complex systems on larger scales that
are not inherent in or reduceable to the individual parts of the systems [60].
Interactions at the local, decentralised level can lead to self-organisation and
the emergence of complex large-scale behaviour. Bottom-up approaches
rely on the concept of emergence to describe the behaviour of complex
systems by modelling individual entities and their relationships with rel-
atively simple rules. An often-used example is the flocking behaviour in
birds or schools of fish [61]. Simple local interactions between individual
birds or fish, which are not subject to central control, can lead to fascinating
patterns. For these models, the whole is truly greater than the sum of its
parts. An example of this is shown in Fig. 1.10.

For economics and finance, agent-based models can implement bottom-up
approaches by incorporating the behaviour of individual firms, traders,
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FIGURE 1.10: Boids model of flocking behaviour [62]. The three panels show a
system of particles going from randomness (left) to swarm behaviour
(right).

workers, citizens, etc. The concept first arose in the late 1950s when re-
searchers began using computational models to describe both consumer
and firm behaviour. First microsimulation attempts were made by Guy
Orcutt, who modelled households and individuals with heterogeneity, with
decision-making under constraints [63]. While still relying on neoclassical
assumptions, the model shares many features with modern ABMs. At the
same time, Herbert Simon built computation models of rule-following in
firms [64].

In 1969-1971, Schelling presented his landmark model on residential seg-
regation, showing that even mild individual preferences for same-group
neighbours can lead to a high degree of segregation [65]. The model shows
how two different groups of agents arrange their housing. Agents will
move when the number of same-group agents in their neighbourhood falls
below a "tolerance" threshold. Even though none of the agents has a high
desire for segregation, the individual choices of the agents lead to highly
segregated outcomes, as the results of Fig. 1.11 emphasize. This makes this
model a great early example of how global patterns can emerge from local
interactions without any macroscopic premeditation of outcome. At the
same time, cellular automata models, inspired by Ulam and von Neumanns
mathematical work became popular [66, 67]. These models feature popula-
tions of agents on lattices, with local interactions and were used to model
urban dynamics, economic development and similar systems.

In the 1990s, Kirman illustrated yet again, how simple interactions can
lead to complex structures with his "ant model" of recruitment dynam-
ics [68]. The Santa Fe Institute Artificial Stock Market Model, one of the
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FIGURE 1.11: Emergence of spatial segregation between two groups (red and blue)
of a Schelling model over time.

most influential economics ABMs, demonstrated that an artificial market
does not necessarily converge to a rational expectations equilibrium [69].
On the contrary, the model produces bubbles. Thomas Lux and Michelle
Marchesi introduced an agent-based model that could replicate many of
the stylized facts of financial markets [70]. We will revisit this model in
Chapter 2. Arthur’s El Farol Bar Problem demonstrated how heterogenous
expectations allow agents to arrive at a mixed strategy Nash equilibrium
without explicitly computing it [71].

Models like the Santa Fe Stock market and the Lux-Marches model suggest
that ABMs might be better suited to capture complex financial system
behaviours. However, top-down models remain influential to this day [59].
Still, the nature of ABMs makes them particularly useful for describing
non-equilibrium dynamics like bubbles and crashes.

The bottom-up nature allows ABMs to describe and investigate a plethora
of market features — behaviour can be driven by the nature of the interaction
as well as the structure of the system. The next sections will investigate the
effects that both can have on agent behaviour.

1.5 STRUCTURE IN FINANCIAL MARKETS

Due to its ability to link microscopic and macroscopic behaviour, statistical
mechanics has emerged as a viable method to describe financial markets [72].
Classical statistical descriptions of physical systems usually rely on placing
interacting entities on lattices or assume homogenous links between agents.
This approach is not too dissimilar from the aggregate descriptions found
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FIGURE 1.12: Ising model for high, medium, critical and zero temperature. When
approaching the critical temperature, clear clusters emerge. At T = 0,
all spins align.

in classical economics. These approaches are particularly attractive because
they make systems analytically tractable and allow descriptions using
mean-field approaches.

1.5.1 Ising-like models

A famous starting point for applying physical models to interacting humans
is using the Ising model to describe opinion dynamics. The Ising model
was originally used to describe a ferromagnetic spin system on a lattice. In
the absence of an external field, it can be described with a Hamiltonian

H=—]) sis (1.2)
(i)

where the sum runs on the pairs of nearest-neighbours spins. It is conve-
nient in the context of social dynamics because it describes the emergence
of order in an initially disordered system. In the context of opinion dy-
namics, it has been used as a baseline model to describe the alignment of
opinions within a system of agents. While the original Ising model works
with spin-up 1 and spin-down |, these two states can be interpreted to
describe two opposing opinions. The dynamics of such a system can be
seen in Fig. 1.12.

More elaborate agent-based models have utilized mean-field approaches by
employing the assumption of homogeneous mixing. Mean-field approaches
were originally introduced to solve analytically intractable physical systems.
In Econophysics, the idea is that each agent is equally likely to interact
with any other agent, washing away any topology or localization of a sys-
tem. Agents essentially see the "average behaviour" of the other agents,
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meaning they can be treated as if they are in a mean-field. An example of
an agent-based model that successfully utilised this dynamic is the Lux-
Marchesi model, which relies on a mean-field approach to describe traders
in financial markets [70].

1.5.2 Lux-Marchesi model

In 1999, Thomas Lux and Michele Marchesi proposed an agent-based model
featuring heterogeneous trader groups to introduce trader diversity into
statistical models of financial markets [70]. Their model utilizes a mean-field
approach and generates return distributions with fat tails and volatility
clustering.

Description of the model

The model consists of two trader types — fundamentalists, who believe prices
reflect fundamental values, and noise traders (or chartists), who extrapolate
trends and herd. Fundamentalists base trading decisions on the market’s
fundamental or intrinsic value. They aim to profit by buying when the
market price is below the fundamental value and selling when the market
price exceeds it. In contrast, chartists disregard fundamental values and
instead make inferences from past price patterns and trends. They comprise
optimists, anticipating rising prices, and pessimists, expecting falls. Let
ng, ny, and n— denote the respective sub-populations of fundamentalists,
optimists and pessimists, with total population N = n. + ns, where n. is
the sum of the number of optimists and pessimists.

Trader transitions

The model allows traders to change their behaviour, meaning they can
move from one group to another. A key innovation was that transitions
between groups are governed by driving forces U; linking transitions to
price patterns and majority opinions. This reflects adaptive behaviour
observed among real traders [73]. The mean-field approximation factors
into these dynamics in a couple of ways. Agents are assumed to randomly
meet other agents, with whom they then interact. Chartists will meet other
chartists with a probability 3¢, while they will meet fundamentalists with a
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probability of %f For interaction between chartists, they define the "opinion
index", which is given as

ny —n-—

x=———,x¢€|—11]. 1.

n oY €L (13)
The assumption is that chartists value all opinions equally and have the
same chance of interacting with every other chartist, which is why they
are driven by average opinion. x is a crucial determinant for the transitions
between optimists and pessimists. The other key component governing

transitions is sensitivity to price changes Z—’:% of market price p. From this
follows the driving force

U = agx sz; (1.4)
Here, a1 defines the weight placed on majority opinion, while &y defines the
importance of the changes in the market price. v1 represents the frequency
of agents’ strategies update, reflecting cognitive and information processing
constraints. The driving force combines two effects: the majority opinion,
denoted by the first term, and the price trend, denoted by the second term.

The other kind of interaction between chartists and fundamentalists is
driven by a comparison between expected profits. When chartists meet
fundamentalists with a probability of an, they then compare expected pay-
offs. Expected payoffs are given as (r +dp/dt)/p — R for optimists, and
R — (r+dp/dt)/p for pessimists. Here, r describes the nominal dividends
of the asset, and R denotes average real returns from other investments.
Fundamentalist payoffs are given as s|(p — ps)/p|, and they consist of the
percentage deviation between py and p and a discount factor s.

This is why for the transitions between fundamentalists and chartists,
there are two driving forces, U, for the transitions between optimists
and fundamentalists and Uy, for the transitions between pessimists and
fundamentalists, i.e.,

T Zr
i
Uy = a3 %—R—SW , (1.5)
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d
+lp

r —_—
Uy = a3 —%‘”JFR—M , (1.6)

w|

p
where v, is a measure of frequency again, while a3 is a measure of the
importance of profit deviations. In addition to the market price p, this
driving force also includes the fundamental price ps. The probability of a
trader switching into group b from group a in a time segment At is denoted
by mp,At. These rates are given by

me =01 s exp (Uh), (17)
Ty = vln—l\; exp (—Uj), (1.8)
= Uz% exp (Ua1), (1.9)
Ty = vz% exp (—Uz1), (1.10)
= vz% exp (Uz2), (1.11)
T = vznﬁf exp (—Uzp). (1.12)

Note that the rates are proportinal to the probabilities of interacting with
other traders, thus encapsulating the mean-field nature of the model.

Price changes

A key component of agent-based financial market models is the price
adjustment mechanism in response to aggregate market forces. In the Lux-
Marchesi framework, realized excess demand AE determines price pressure.
AE has two components — chartist demand D, and fundamentalist demand
D f:

AE = D¢ + Dy. (1.13)

The chartist demand D, depends on the imbalance between optimists and
pessimists, representing non-fundamental momentum pressures:

D = (ny —n_)tc. (1.14)
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FIGURE 1.13: Market and fundamental price for the Lux-Marchesi model. The
inset shows a higher time resolution excerpt of the market price
following the fundamental price [74].

Here, t. denotes the mean per capita chartist demand. The fundamentalist
demand Dy arises from deviations between market prices p and perceived
fundamental value p:
pPr—Pp
Dy =qny fp , (1.15)

where v scales the responsiveness to mispricing. Through this decomposi-
tion, the model aims to capture both traditional fundamental drivers and
more behavioural phenomena like herding, trends, and investor sentiment.
The interplay and coevolution between D and Dy allows complex dynam-
ics like volatility clustering to emerge.

The probability for a price change of Ap = +0.001p is then given by
4, = max|[0, B (ED + u)], (1.16)

7|, = —min[B (ED + u),0]. (1.17)

Price changes of the fundamental prices are described as a lognormal
distribution.

Prt = Pri-1e?, (1.18)
with e; ~ N (0, 0,).
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Parameter Description Value
N Number of agents 500
t Mean trading volume 0.02
0% Responsiveness to mispricing 0.01
B Excess demand influence 6
" Frequency of strategy updates (chartism) 3
%3 Frequency of strategy updates (fundamentalism) 2
&1 Weight of majority opinion 0.6
%) Weight of market price changes 0.2
o3 Weight of market and fundamental value deviation 0.5
r Nominal dividends 0.004
R Real returns 0.75

TABLE 1.1: Summary of the parameters and example values used in the Lux and
Marchesi model. Adapted from [75]

Please see Tab. 1.1 for an overview and example set of parameters. With the
right set of parameters, the Lux-Marchesi model can reproduce some of the
stylized facts observed in financial markets. However, the assumption of
homogenous mixing fails to account for the rich microstructure of markets,
which is essential to describing real-world phenomena [76]. For example,
the hierarchical structure of financial markets has been investigated through
numerous studies.

1.5.3 Hierarchical Models

In an attempt to describe crashes as critical points in markets, Johanson
and Sornette proposed a buy-only model of traders that are organized in a
hierarchy like the one in Fig. 1.14 as way of accounting for imitative and
herding behaviour among traders. They held the view that market crashes
reflect the hierarchical structure of stock markets and examined stock mar-
ket crashes as critical points in the sense of statistical mechanics [77]. At this
critical point, the macroscopic properties of the system dramatically change
in a way which cannot be understood from the laws of the microscopic
regime alone [78] because cooperative effects are of paramount importance.
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(c)

FIGURE 1.14: Illustration of how influence travels within the hierarchy. At time (a),
only one trader in the hierarchy (1a) has bought. This influences the
other trader in his group (1b) to buy sooner. At (b), (1b) has finally
bought, resulting in the aggregate (1) to switch state as well. This
influences (2) who will now buy sooner. Since (2) is an aggregate,
(2a) and (2b) are influenced and will buy sooner. In (c), all individual
traders switched states, leading the top trader to switch states [74].

An essential aspect of a hierarchical model is that the action of an individual
trader influences only the traders in this trader’s group and in lower levels
of the hierarchy. Higher levels are affected by cascade effects. To produce
log-periodic oscillations, this model reflects a hierarchical stock market. In
this proposed model, individual traders are organized in groups, acting as
effective traders on their hierarchy level. Thus, there is a single effective
trader at the top of the hierarchy, which resembles the global economy.
The hierarchy is preset for simplicity, even though the self-organization of
hierarchies in complex systems can be observed under certain conditions.

The individual traders are called traders of level o. These are organized in
groups of m, which comprise the "traders" of level 1. These traders are also
organized in groups and at the top of the hierarchy, there is a single effective
"trader”, the aggregate of all individual traders in their respective groups.
All traders’ actions primarily influence the "traders” on the same level and
below, thus introducing an asymmetry in the flow of information (Fig. 1.14).
Higher levels are influenced by cascade effects. This approach reflects a
distribution of information that is incompatible with the efficient market
hypothesis, as we have explained in Sec. 1.3. In the Sornette-Johansen hier-
archical model, there are different levels of information, thus pre-empting
the efficient market hypothesis. A trader of group m buys the stock, as soon
as all the traders that are in the group of level (m — 1) of that trader have
bought. The actions of a trader are determined by a utility function ¢. For
simplicity, all traders in this model have the same utility function. However,
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FIGURE 1.15: (a) The behaviour of the fundamental and market price in the modi-
fied model. (b) Moving averages of group occupancies for b = 1.25.
At time step 3217, the model transitions into a bubble [74].

the traders differ in the time they need to make a decision.

The model assumes that the times at which traders decide to buy are
Poisson distributed, with a mean of (xc)~!, where p is a parameter for
the influence of the utility on the time-to-buy. The mean waiting time is
dependent on the utility ¢, thus making the cumulative distribution time
dependent if ¢ is time dependent. The model also assumes imitative be-
haviour between agents. This is implemented through a shift in the utility
when a nearby agent buys. However, this information is limited to agents in
the same group as the buying agent. This informational asymmetry reflects
a cost-effective minimal information strategy: traders of other groups might
incorporate this information, but it would come with significant cost. That
is why the model assumes this limitation of information.

During my bachelor thesis, I was able to show how combining the Lux-
Marchesi Model with such a hierarchy can lead to the emergence of specu-
lation with corresponding bubbles and crashes. A graphic from the corre-
sponding publication is depicted in Fig. 1.15.

A follow-up investigation during my PhD looked at the effect of a fluctuat-
ing interaction strength. We let the hierarchy strength evolve according to
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FIGURE 1.16: Price behaviour for a simulation with interaction strength fluctuating
around b = 1.25. The inset shows the distribution of traders during
the bubble around ¢ = 7300. There, it is clearly visible that bubbles
burst much faster than they emerge. [74]

an Ornstein—-Uhlenbeck process. This is similar to dynamics proposed by
Westphal and Sornette [79], where the coupling strength follows an Orn-
stein—Uhlenbeck process. This method is particularly useful for our system
since it allows us to balance on the edge of the hierarchical regime, which
resembles a market close, but not always at the critical point. In this regime,
bubbles emerge and collapse again. Fig. 1.16 depicts the corresponding
market movements.

While the market can now transition between the regimes, the most im-
portant finding can be taken from the inset. The depicted bubble emerges
over a much larger time span than it collapses (which happens almost
instantaneously). This is a pattern that could be observed throughout all the
simulations in this regime. The fact that bubbles can collapse almost instan-
taneously strikingly reproduces a feature of the original hierarchical model,
in which crashes can arise rapidly. While one might assume that the market
diverges when b is above a certain threshold and converges with the funda-
mental value, otherwise, this is not the case. It was not possible to identify a
clear pattern with regards to market price deviations and the corresponding
hierarchy strength at a given time. This seems to suggest that, while small
fluctuations are necessary, they are not the driver for the collapse of bubbles.

29



30

INTRODUCTION

This work is a clear example of how system dynamics can be massively
shaped by the structure of the interaction. Another prominent example of
this is the use of networks in descriptions of financial markets.

1.5.4 Networks in financial markets

Networks have been used extensively to describe a variety of phenomena,
ranging from ecological systems like food webs [80] to epidemiological
networks [81] as well as economic applications like interbank networks [82],
supply chain networks [83], and many others [84]. The origins of network
science can be traced back to Leonhard Euler, who introduced graphs to
solve the Konigsberg Bridge Problem in 1736 [85]. Konigsberg, a city in
what was formerly Prussia (now Kaliningrad, Russia), was divided by the
Pregel River into two parts, along with two islands, Kneiphof and Lomse.
As illustrated in Fig. 1.17, both parts of the city were connected to the
islands by three bridges each, and the islands themselves were linked by a
single bridge, resulting in a total of seven bridges.

The question was whether it was possible to devise a path crossing all
seven bridges without crossing the same bridge twice. Euler proved that
this is not possible.

While this in itself might not sound particularly groundbreaking at first,
the method he used for his proof would have far-reaching consequences
and lay the groundwork for an entirely new strand of mathematics: graph
theory and network science [84]. His revolutionary insight was to abstract
the problem into a list of land masses and the connections between them,
thereby converting the problem into a network. Networks are an abstract
way to encode real-life structures and relationships and are commonly
used today to describe real-world phenomena. By realizing that each of the
landmasses can be represented as a node (or vertex) in a network while the
bridges can be represented as links (also called edges), the problem becomes
solvable purely by counting the number of edges each node is connected to.

Figure 1.18 illustrates how the seven bridges problem can be converted into
a network. The key realization that led to solving the problem is that if
there is a path over all of the bridges, all but two of the landmasses should
have an even number of bridges connected to them. That is because each
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KONINGSBERGA

FIGURE 1.17: The 7 bridges of Koenigsberg, map by Merian-Erben (1652). The
bridges have been marked in yellow for visibility.

North Bank
South Bank

FIGURE 1.18: The seven bridges of Konigsberg can be described as a network
problem.
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trip over a landmass requires a pair of bridges: One to enter the landmass
and one to leave it. Since crossing the same bridge twice is forbidden, only
the start- and endpoint can have an odd number of bridges.

Euler’s initial insight sparked a plethora of further investigations into
the properties of networks and graphs. In his 1923 book Who Shall Survive?:
A New Approach to the Problem of Human Interrelations, Jacob Moreno intro-
duced the idea of sociograms, a graphical way to describe interpersonal
relations within a group. One of his key points was that the behaviour of a
group could not simply be described by the sum of individuals but heavily
relied on the relationship of the individuals within this group [86]. This
once again confirms the importance of emergence when describing social
interactions.

In a series of seminal papers published between 1959 and 1960, Paul Erdés
and Alfréd Rényi laid the foundation for modern probabilistic graph theory.
They introduced the concept of a random graph G(n, p), which is a graph
of n nodes, where the probability that any given nodes (11, n,) are con-
nected is given by the probability p [87, 88]. Because of their well-defined
statistical properties, random graphs are still used today as null models,
which can serve as a benchmark to evaluate empirical networks, helping to
identify non-random structures [89]. They have also been used in situations
where interactions are random, even though most models today assume
that interactions follow more complex underlying rules.

The relevance of network science to describe human connections is best
illustrated by a 1967 study by Stanley Milgram [9o]. Milgram sent envelopes
to 160 random people in Omaha, Nebraska, asking them to forward the
envelope to the person they knew most likely to know — or be close to
knowing a specified individual in Boston. Milgram tracked the packages
and found that, on average, packages were sent along 5 "middlemen" until
they reached his friend in Boston, prompting him to formulate the theory
of "six degrees of separation”, meaning that any two individuals are, on
average, just 6 connections away from each other. Even though the study
was criticized since not all packages actually arrived, subsequent studies,
for example, by Microsoft [91] have shown similar results. Milgram’s exper-
iment excellently demonstrates why networks are such a powerful tool to
study social systems: By encoding social structures into a network, we can
come to fascinating insights, which would not appear obvious otherwise.
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The networks Milgrim studied are referred to as the small-world networks.

These networks are characterized by two key features: short average path
lengths and high clustering coefficients. The average path length I; of a
network of n nodes is defined as

lg=—F—= Zdz] (1.19)
n- n—l iZ

so as the average of the sum of shortest paths d of any nodes i,j in G.
The shortest path between the nodes is the connection between two nodes
requiring the least amount of edges.

The clustering coefficient N; was introduced in 1998 by Duncan J. Watts
and Steven H. Strogatz [92]. It is a measure describing how strongly nodes
in a graph cluster together. Real-world networks, especially social networks,
often exhibit tightly knit groups with a higher density of connections than
would occur randomly. To determine the clustering coefficient of a node
A, we look at all of its neighbours, so the nodes are directly connected to
it. We then count the number of edges between the neighbours of A and
divide it by the number of possible edges, so the number of edges that could
possibly exist if all of the neighbours of A were connected to each other. An
illustration of this can be found in Fig. 1.19.

__ Number of edges between neighbours of node A
Possible edges between neighbours of node A *

(1.20)

Watts and Strogatz also introduced the small-world network model, now
known as the Watts-Strogatz model, in 1998. Their model demonstrated
that networks can exhibit both high clustering, similar to regular lattices,
and short average path lengths, like those found in random graphs, thus
managing to describe the small-world properties observed in many real
networks. An example is depicted in Fig. 1.20. The model is constructed as
follows:

1. Start with a ring lattice of N nodes, where each node is connected to
k nearest neighbors (k/2 on each side).

2. For each edge in the lattice, rewire it with a probability p. Rewiring
involves connecting one end of the edge to a randomly chosen node,
avoiding duplicate edges and self-loops.
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FIGURE 1.19: Clustering coefficient of node A’ with varying neighbour connec-
tions. Green lines show existing edges, red dotted lines show missing
edges. The coefficient decreases as connections are removed.

The parameters N, k, and p control the network’s structure:
* N: Total number of nodes in the graph.
¢ k: Number of neighbours each node is initially connected to.
¢ p: Probability of rewiring an edge.

By adjusting p, the model transitions from a regular lattice (p = 0) to a
random graph (p = 1), with intermediate values producing small-world
properties. This makes the Watts-Strogatz model useful for studying real-
world networks where nodes are locally clustered but globally connected.

Building on the work of Watts and Strogatz, Albert-Laszl6 Barabasi and
Réka Albert introduced the concept of scale-free networks to describe the
World Wide Web in 1999 [93]. They observed that many real-world networks
exhibit a power-law degree distribution, meaning that a small number of
nodes (hubs) have a large number of connections, while the majority of
nodes have only a few connections (see Fig. 1.20). To explain the emergence
of these scale-free networks, they proposed the Barabdasi-Albert (BA) model,
which relies on the principles of growth and preferential attachment. The
model is governed by a single parameter m, which determines the structure
of the network. We start with a network n > m nodes, then subsequently
continue to add nodes. Each added node is connected to m randomly
sampled already existing nodes, which results in the probability

ki
Zf kj

for the new node to be connected to the already existing node i.

pi = (1.21)
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(@) Gaussian Random Partition Graph (b) watts-Strogatz Small-World Network

FIGURE 1.20: Visualization of four distinct network models: (a) Gaussian Ran-
dom Partition Graph, (b) Watts-Strogatz Small-World Network, (c)
Barabési-Albert Scale-Free Network, and (d) Erd6s-Rényi Random
Graph.

All of the described networks are depicted in Fig. 1.20, with tile (a) addi-
tionally depicting a Gaussian random partition graph. While not as widely
used as the other networks, these networks can be used to describe com-
munity structures in social networks and are an excellent tool to visualize

community behaviour in certain models. We will rely on them in Chap. 2
to illustrate model behaviour.
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1.5.5 Network Applications in Economics and Finance

Network analysis has grown to be an important factor in financial and
economic analysis. Due to their availability to encode complex relation-
ships into a mathematical framework that allows comprehensive analysis,
their importance continues to grow with the increasing amount of data
and processing power at researchers disposal. One of the most sought af-
ter use of networks is in the mitigation of financial risk in the banking sector.

Especially since the 2007-2008 financial crises, both researchers and policy-
makers have understood the need for better approaches to model financial
risk for financial institutions. Banks are highly interconnected and often
highly leveraged, leaving them vulnerable to sudden liquidity shocks which
can spread quickly. By describing the liabilities between banks as edges in a
network, interbank networks can be used to model what is called "financial
contagion", meaning the quick spread of financial distress amongst banks
and other institutions [94—96]. Boss et al. studied the Austrian Interbank
network and found that interbank networks exhibit properties common
to many real-world systems, such as power-law degree distributions and
small-world characteristics [97]. Acemoglu et al. studied the theoretical
properties of such financial networks and identified a phase transition in
network resilience: while dense networks are stable under small shocks,
they become fragile under large shocks [98].

Systemic risk in banking networks can emerge through multiple chan-
nels: Interconnected liabilities can propagate shocks when one institution
defaults, affecting others through cascading failures [94, 96], Liquidity
shortages or solvency issues in one part of the system can escalate due
to interdependencies [95, 99] and shared exposures to common assets can
amplify risks [100]. By understanding these risks, policymakers can develop
better regulations to limit the risk exposure of financial institutions.

In addition to looking at the balance sheet data of institutions, networks
can also be created from observed correlations of stock prices. This has
the advantage that data is often widely available. However, due to the
amount of noise in stock markets, sophisticated methods are needed to
draw empirically founded conclusions. Onnela et al. employ a Minimum
Spanning Tree framework to study stock market correlations dynamically.
By constructing "asset trees", they aim to gain insights from vast correlation
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matrices. Using this method, they manage to find evidence for hierarchal
structures in markets [101].

Tumminello et al. investigate clusters of investors in the Nokia stock market
by utilizing Statistically Validated Networks. They find behavioural synchro-
nization among investors using trading data, which confirms some of the
stylized facts of financial markets, like herding behaviour and heterogenous
responses to traders [102].

Particularly interesting insight can be drawn when combining both ap-
proaches: By looking at fundamental connections between different firms,
we can try to understand market behaviour. One of the best sources of data
for this is Input-Output tables, which allow us to create production networks.
These networks describe the interplay in production among different en-
tities by linking firms in multiple states of production processes. Similar
to financial risks, shocks to certain production capabilities or demands can
have widespread application across the whole sector [103]. Consider, for
instance, the car manufacturing industry: A decline in car sales will affect
not only car manufacturers but also countless other smaller firms man-
ufacturing specialised parts necessary for vehicle production. Acemoglu
et al. describe how such shocks can lead to increased tail risks (so larger
than-expected price changes). They find that large downturns are dispro-
portionately shaped by network heterogeneity and sectoral dominance [83].

Herskovic finds that network measures can predict the financial risk for
stocks. He introduces two network-based factors, network concentration
and network sparsity, as determinants of systematic risk. Both factors can
significantly impact asset returns [104]. Marti ef al. provide a comprehensive
review of the state-of-the-art methods used to create and analyse financial
networks [105].

While the mentioned studies only cover a small part of academic research
into financial networks, they still show the clear link that can be drawn
between the network structure of both traders and firms and market be-
haviours, like the stylized facts we described previously. After looking at
the structure of the system, it is time to examine the other crucial part of
agent-based modelling dynamics: The behaviour of agents.
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1.6 BEHAVIOURAL SCIENCE AND ECONOMICS

Arguably, even more important than the structure of interaction might be
the nature of the agents behaviour. How do they choose between different
options? How do they incorporate the actions of others into our behaviour?
How do they deal with risk?

Economic models have depended on assumptions about human behaviour
from the very beginning of the discipline. The core concept of economics,
with which every first-year student is confronted, is the "homo economicus”,
the all-rational being that always picks the option with the most utility. How-
ever, beginning in the 20th century, a new subclass of economics emerged
to challenge the old assumptions of the field: behavioural economics.

Behavioral economics incorporates insights from psychology, neuroscience
and other sciences into economic analysis. It relaxes assumptions of perfect
rationality and recognizes that human decision-making is subject to various
cognitive and emotional biases. These studies often rely on experiments,
surveys, field studies and tools from psychology and neuroscience like
brain scans. By utilizing these approaches, the hope is to provide a more
psychologically realistic foundation for economic analysis [106].

The themes explored in behavioural economics are wide-ranging: From
looking at the motivations of behaviour, which often deviates from financial
incentives to self-image or emotions, to social influences. This a theme
also prominent in agent-based modelling, since social influence may shape
behaviour through social norms, pressures or comparisons. Many insights
can be gained when taking a closer look at the behavioural aspect of deci-
sion making. Humans make systematic mistakes and display biases, often
due to limits in time, attention, memory or processing capability. They
often misjudge probabilities, focus too much on the short term, and make
decisions based on personality and emotion.

One of the key achievements of behavioural economics, prospect theory,
was already discussed in Sec. 1.3.2. It explains the risk-averse nature of
most human actions with two key insights: We evaluate options relative to
reference points and not in absolute terms, and we feel the pain of losses
much more strongly than the pleasure of gains. That is why we choose a
smaller guaranteed reward over a riskier option with the higher expected
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FIGURE 1.21: The four stages of a bubble according to Rodrigue: Stealth, Aware-
ness, Mania, and Blow off. This description identifies herding as the
main driver behind bubbles and crashes [108].

value. We are, in some sense, "over-risk-averse". In a similar sense, we
overvalue present goods, even when faced with much higher payoffs in the
future. This has been described as a struggle between our "patient self" and
"impatient self"' [107]. This has profound implications for modelling and
policy since most models assume that agents will happily forgo consump-
tion in the current period for greater consumption in the following period.

A great feature of behavioural economics is that it allows us to find explana-
tions for some of the observed stylized facts in financial markets. It does so
by taking a close look at the drivers of our behaviour and how they deviate
from rational choices. A good example of this are herding phenomena.
While many models accept the existence of herding in financial markets,
many simply assume these to be due to some natural alignment between
interacting agents (just remember the Ising-like opinion models discussed
in Sec. 1.5.1). Behavioural economics allows a more intricate view of this
phenomenon.

There are two main drivers of herding behaviour: Normative and in-
formational influences [106]. The informational influence is quite in line
with what we would expect from rational agents: We follow the choices of
others because we assume that they have information that might not be
available to us, so we hope to benefit from the "wisdom of the crowds". This
can, of course, go horribly wrong, however, there are good arguments to
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be made why such a strategy could be profit maximizing in the absence
of better alternatives. The normative influence however refers to an en-
tirely different driver of our behaviour. Instead of referring to some sort
of profit-maximizing or information-gathering motivation, it speaks to the
human desire to conform with the crowd. Reasons for that can be social
acceptance or reassurance in picking the same options. This behaviour is
irrational but has been observed in experiments [109]. There is evidence
that we are hardwired on a neural level to do this, as studies on mirror
neurons suggest [110].

There are many other insights that behavioural economics was able to
gather through social experiments, but we will focus on a particular aspect
of the discipline, the attempt to identify the neuronal foundations for eco-
nomic decision-making, also known as Neuroeconomics [111]. A typical
example of deviation from profit-maximising behaviour is the tendency of
humans to decline offers that are perceived as unfair. If I have to split 100
Dollars with you and offer you just one Dollar, chances are that most people
will decline the offer because they perceive the split as unfair. This adversity
towards unfair deals has very real implications for economic systems. Using
fMRI imaging, researchers have been able to investigate brain responses
to fair and unfair offers, thereby giving tangible explanations as to how
humans react to unfair offers on a neuronal level. As it turns out, our
brain reacts to unfair offers similar to observing someone breaking social
norms [112].

The analogy used earlier between the patient and impatient self when
valuing future payoffs can be put onto a solid neuronal footing when look-
ing at experimental data [107]. McClure et al. found evidence that we use
separate neural systems that drive impulsive versus patient behaviours.
They relate it to a "multiple selves" model — the impatient, present-focused
self activates one set of neural circuits, while our more rational, future-
oriented self activates another. Whichever system is more active drives
our final decision. The final nails in the coffin for complete rationality are
studies performed by Knutson et al, [113], which show that we respond
emotionally to safe versus risky investments.

While many researchers have since accepted concepts like bounded ra-
tionality and herding and most agent-based models operate under these
assumptions, there still remains a gap that we aim to bridge with this thesis.



1.7 A NEW PARADIGM: NEUROLOGICAL BASIS FOR DECISION MAKING

Instead of focusing on some of the findings of behavioural economics and
trying to replicate these through a model, the work presented here starts at
the very fundamentals of every economic interaction, the neuronal dynam-
ics governing the decision-making process.

1.7 A NEW PARADIGM: NEUROLOGICAL BASIS FOR DECISION MAKING

Economists have tried to find the underlying principles driving decisions
ever since von Neumann and Morgenstern introduced the classic expected
utility theory in 1944 [114]. According to this theory, people choose the
option maximising their expected utility. This became a centrepiece of the
neoclassical economic revolution for modelling human behaviour. However,
empirical evidence started to show deviations from the predictions of the
expected utility theory.

The Allais and Ellsberg paradox experiments in the 1950s-60s demonstrated
choice patterns inconsistent with the axioms of expected utility theory [115,
116]. When faced with a choice between different urns, participants irra-
tionaly favored some urns over others with equal payoff. This led to the
development of alternative theories like the previously mentioned prospect
theory. However, these approaches are still limited in their ability to describe
the processes because they view the system from the outside perspective,
essentially as a black box. This is why, when advances in neuroscience
allowed more detailed insights into neuronal processes, researchers began
to relate neural activity and choice behaviour [117].

Today, the consensus among researchers is that there are two underlying
principles of human decision processing: It is a gradual process, meaning
that we accumulate information over time and it is governed by stochastic
processes because the information absorbed at each time is subject to small
fluctuations [118].

In their 1993 paper introducing Decision Field Theory [119], Busemeyer
and Townsend identify multiple stages that try to tackle the neuronal basis
of this problem with increasing detail and realism. Starting with Deter-
ministic Subjective Expected Utility (SEU), they define the first stage as a
simple binary decision model in which the agent simply chooses the option
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with the higher expected payoff. This initial stage again reproduces the
behaviour of a rational economic agent. This fundamental approach does
not account for the variability in preferences, which is why the second stage,
Random SEU Theory, allows subjective probabilities to vary across trials.
Further extensions include introducing time-varying preferences within a
trial, a description of preferences as a random walk and the introduction of
growth and decay rates as well as changing gradients. Their final model
generalized all of these extensions into a single approach.

Building on this work, Usher and McClelland introduced the leaky com-
puting accumulation model in 2001 [118]. They emphasise two important
features of decision models: The leaky nature of the information accumula-
tion process and the fact that different options compete with each other for
attention, which they interpret as an inhibitory phenomenon. They describe
the accumulation process with a simple two-layer network in which a layer
of inputs is connected to a layer of "accumulator units". Accumulator units
are described as being populations of neurons. Their state is defined by two
key entities: their activation u and their output . (The symbols chosen in
this thesis to describe these entities might seem arbitrary, but will make
sense by the end of this chapter). The output is governed by an activation
function f, which is a threshold function

Fu) = 0 foru<?d, (1.22)

u foru>49

with threshold #. When the threshold is reached, the unit fires. Depending
on the context, either the unit with the highest firing rate or the first to
reach the threshold triggers the response. They then draw on the cascade
equation, first introduced by McClelland in 1979 [120], to find a mathe-
matical description of the corresponding behaviour. The cascade equation
describes the evolution of the activation and is given as

du; = [I; — Mli]% + f:i\/?- (1.23)
Here, I; describes the input from other units, A is the decay rate, 7 is the
timescale and ¢; is a Gaussian noise term with (&;) = 0 and (;&;) = 0%4;;.
Equation (1.23) describes a leaky, stochastic accumulator. While the 1979
paper then investigated cascade effects by describing a system comprised
of multiple of these layers, Usher and McClelland then adapted this equa-
tion to the problem of competing choices. They do this by introducing an
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inhibition term, which corresponds to the fact that high activation for one
option reduces the activation for another option.

The final equation they arrive at is

duj = [I; — Auj — B _uj] Jrgl\/7
(1.24)

J#i
u; — max(u;,0),

where 8 governs the inhibition term. With this model, they show in a series
of experiments that they can reproduce experimental data, making the
model a valuable step towards a description of decision processes. The
model can describe multiple options competing for attention and has a
threshold mechanism for selection. It is a powerful framework to describe
decision-making.

Following a genuine bottom-up approach, the next step is to find a way to
incorporate the neuronal basics for information processing and decision-
making into a model that is capable of not just handling a single decision-
making process but can be used to describe the decisions of many indi-
viduals faced with the repeated necessity to make choices. The goal is
to find an agent-based model that can utilize not just advanced decision
mechanics but is also capable of representing the importance of structures
like networks and hierarchies in financial markets. To achieve this, we take
our inspiration from the neural basis for decision-making and investigate
a model that exhibits many of the same dynamics but that is capable of
describing the interactions of many neurons and has been used to model
brain activity ever since Lapique conceived it in 1907 [121].

1.8 INTEGRATE-AND FIRE MODELS

Given that every human decision results from interacting neurons, it seems
intuitive to use a model for brain activity to model decisions. However, that
is easier said than done. The computational power to model even a single
human brain is (at least at the time of writing this) nowhere to be found, so
modelling the many millions or even billions of people that interact within
the stock market seems beyond infeasible. However, as discussed in Sec. 1.6,
decision-making processes can be abstracted so far that we just model
certain populations of neurons reacting to incoming information. Still, there
are a lot of adjustments and abstractions necessary to make the model work.
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Dendrites Synapse

FIGURE 1.22: Sketch of a neuron. Adapted from [124].

The function of a neuron can be best understood by looking at the three
parts responsible for its actions: a dendrite, a soma, and an axon [122].
The dendrites are the input device, the soma process inputs, and axons
are responsible for transmitting outputs to other neurons. The connections
between neurons are called synapses. The actual dynamics of a neuron are
very complicated, so there are many models which try to simplify the be-
haviour. One of these is the integrate-and-fire model [123]. Since this is one
of the simplest models and, as such, can be used with great computational
efficiency, it is a suitable starting point for applying neuronal dynamics to
traders. The integrate-and-fire model represents the following aspects of
neurons: They integrate incoming currents until a certain critical voltage is
reached, at which time they fire. The behaviour of a neuron is defined by
its action potential u, the incoming current I, its resting potential u,, and
its threshold ¢. The current I at time t can be expressed as the sum of the
resistance current Ig and a current I¢:

I(t) = Ig + Ic. (1.25)

The current I charges the neuron, which is described as a capacitor with
capacity C and resistance R. Ohms law for Iz and Ic = dq/dt = Cdu/dt
yields

I(t) = ”(t)T” e %‘. (1.26)
With the decay constant T = R C, we see that the action potential follows
the differential equation

T%l = —[u(t) —uc] + RI(t). (1.27)
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This linear differential equation describes the behaviour of a neuron like
a leaky integrator. The only missing part is the the reset condition. This
introduces nonlinearity in the system, which is one of the reasons why it is
attractive for financial modelling. To achieve this, we introduce the firing
time f7. At the firing time, a neuron transfers its integrated current back
into the network, which is called the "fire event". The firing time is defined
as the time at which the action potential reaches the threshold

u(ts) =9. (1.28)

After firing, the neuron returns to a resting state, which can be expressed
as
lim u(tr+96)=u,. 1.2
650,60 (b +0) = ur (129)

This behaviour is clearly visible in Fig. 1.23.
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FIGURE 1.23: Change in action potential for a neuron subjected to a constant
current. Au is normalised by the threshold ¢. The action potential
rises according to (1.27) until it reaches the threshold (indicated by
the broken line), where it is reset (indicated by arrows). Adapted
from [123].

The integrate and fire model is one of the simplest descriptions of neuronal
behaviour available. It draws its inspiration directly from a common de-
scription of neurons as capacitors. It is also clearly a model of information
accumulation, just the level of observation is different since it describes
individual neurons, not populations.

45



46

INTRODUCTION

1.9 OUTLINE OF THE THESIS

This thesis is structured into seven chapters, each building on the pre-
vious to progressively develop, extend, and apply the integrate-and-fire
framework.

¢ In this first Chap. 1, we discussed the joint history of economics and
physics as well as some of the common critiques of classical economic
theory. We introduced approaches from behavioural economics and
the integrate-and-fire model for neurons. This lays the groundwork
and explains the intution for applying the integrate-and fire model to
financial markets.

¢ In Chap. 2, we will adapt the integrate-and fire model so that it can be
used as part of agent-based models, recovering many of the features
of the leaky competing accumulator model described in Sec. 1.7. In
the new model, agents integrate information that they receive from
observing price changes and from other agents and "fire" when they
have enough information to make a decision. Afterwards, the effect
of parameters and network structures is investigated. We show how
the model can replicate wide ranges of behaviour, including volatility
clustering, spontaneous opinion formation, and critical transitions.

¢ In Chap. 3, we introduce inhibitory effects into the model. These
represent psychological biases and irrational behaviour. We discover
that inhibition can lead to speculative bubbles and their eventual
collapse. The chapter further explores entropy and phase transitions,
using tools from statistical mechanics to interpret market dynamics.
By introducing inhibition into the model, we are able to establish
a direct link between irrationality in the neuronal level of decision-
making and markets deviating from efficient pricing.

¢ Chapter 4 introduces hierarchical structures into the agent network.
These allow us to simulate how information propagates through
layered social systems. The results reveal how information siloes can
lead to consistent mispricing and rapid market transitions.

¢ In Chap. 5, we generalise the integrate-and-fire model to a framework
for social interaction. This new framework introduced constraints into
the model, a crucial feature for real-world applicability. We use this
framework to extend the trader model to a multi-asset order-book
model. In this model, market makers, volatility clustering, realistic
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return and wealth distributions which align with real-world data
naturally emerge.

In Chap. 6, we demonstrate the wide applicability of the integrate-and-
fire framework to by applying it to a different discipline: epidemiology.
We model the spread of disease using an integrate-and-fire approach
and show that the model can effectively capture many patterns found
in infection dynamics. This includes effects like secondary peaks and
modelling interventions. We also develop a method to calibrate the
model to data and manage to do so with high accuracy.

Chap. 7 concludes the thesis with a summary of findings, theoretical
implications, and directions for future work, including calibration
strategies, additional applications like banking risk models, as well as
potential improvements to behavioural and structural realism.
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The mission is clear: we want to find a way to incorporate the neuronal
level of decision-making that drives economic behaviour in an agent-based
model. However, on the path to achieving this, a couple of crucial challenges
need to be overcome. The first — and the most pressing — is the question of
how to reconcile classical drivers of decisions in economic models with this
new neuronal foundation. Even though the model is supposed to provide
a more accurate description of the decision-making process, it must still
be anchored in economic incentives. We also must not fall into the trap
of making the model overly complicated. The introduction of a neural
decision-making "engine" bears the risk of introducing arbitrarily many
parameters, which would render the model useless because it would be
prone to overfitting. We need to make sure to have an appropriate level
of abstraction so that we really capture the fundamental behaviour of the
system, but do not fit to noise. Finally, we need to appreciate the massive
leap in hierarchy that this model is trying to assume. The global economy
is made up of billions of interacting entities, the behaviour of each of which
is the result of a hundred billion of interacting neurons [125]. In complexity
science, similar behaviour is often found on many scales, and this is what
we are counting on here. The first steps to doing this were done during my
master’s thesis. However, a much more elaborate version with a more solid
footing in literature is presented here.

2.1 ADAPTING MODELS TO THE INTEGRATE-AND-FIRE APPROACH

To begin the first attempt at constructing a model that can make use of a
neuron-like mechanic, we take an already established agent-based model
and adapt it to this new dynamic. The reason for this is apparent: It tackles
the most significant issues that we might face. By choosing a relatively
simple but powerful model, we can avoid making our approach overtly
complex while still profiting from the economic intuition that underpinned
the initial model. We rely on the Lux-Marchesi model, already established
in Sec. 1.5.2 as a starting model. For completeness, we will concisely sum-
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marize the parts of the model relevant to the new approach again.

The Lux-Marchesi model operates under the assumption that a trader
can be in one of three states (or opinions): a fundamentalist, an optimist or
a pessimist. Fundamentalists are traders who believe that the market price
will return to an underlying fundamental value py in the long run. The
expected future earnings of the asset determine this value. Their strategy is
to buy when the market price is under the fundamental value and to sell
when it is above the fundamental value. On the other hand, optimists and
pessimists are chartists who do not consider the fundamental value. They
form their opinion based on movements of the market price. Optimists
expect an increase in market price, while pessimists expect a decrease. To
summarise, we are faced with a system of traders that can follow three
different opinions that are influenced by the market and fundamental price
and by social interactions.

The first important realization is that while these two influences are very
different (one is based on the individual assessment of market movements,
while the other is a social phenomenon), both can be reduced to simple
sources of information that help drive the agent’s decisions. During the
decision making process, we collect all of the information that is relevant
to the issue and then, when our information threshold is met, we decide.
This exact dynamic, which also underpins the information aggregation
models introduced in Sec. 1.7, is why we have selected the integrate and
fire model as a base model. It describes the behaviour of neurons in the
exact same way: They integrate currents, which represent information, up
until a threshold is met and they fire.

The leaky stochastic accumulator [120] describes the decision-making pro-
cess by a stochastic differential equation, given as

dui o T
TdTi = [I; — Au;) + iy [ . (2.1)

This equation is strikingly similar to that of the Integrate-and-Fire model

du

T [u(t) —ue] + RI(t). (2.2)
Please refer to Secs. 1.7 and 1.8 for definitions of all the model parameters.
The most important difference betweem the models is, of course, that the
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neuron only works in one dimension since it works with electrical current
I. The other important difference is the reset condition that drives neuron
behaviour, resetting the action potential u after the firing event.

5li%1+u(tf+(5) = U,. (2-3)

This is critical for a dynamic model of decision-making since market actors
are faced with decisions repeatedly. This is why the "integrate-and-fire"
dynamic is so powerful: It resembles the way in which we accumulate infor-
mation and decide and how, after our decision, we essentially "reset" until
new information drives us to a new decision. Still, in its one-dimensional
form, the integrate-and-fire model is hardly helpful in describing the de-
cisions that guide our actions in financial markets. It has been previously
used to model social network dynamics [126], however, never for people fac-
ing choices between different alternatives. The Lux-Marchesi model offers
three alternatives of opinion: optimism, pessimism or "fundamentalism".

That is why we need to generalize the electrical currents driving the
integrate-and-fire model in a multidimensional current carrying informa-
tion flows. To account for the three possible opinions, a three-dimensional
current is introduced, where each component of the current corresponds
to one possible opinion, fundamentalist (If), optimist (I ), and pessimist

(I-):
I=1 1, |- (2.4)

This current allows the traders to communicate information about each
opinion over a separate channel. This change requires, in turn, a modifica-
tion of all the other quantities in the model. The action potential is now the
three-dimensional vector u,

u = Uy s (25)

and the resting potential is now given as

ur,f
w= |y, . (2.6)

Uy _

7
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Again, the indices f, 4, — indicate which opinion a dimension corresponds
to. In a similar fashion, the decay constant T and the resistance R are now
expressed as vectors. This allows the reformulation of (2.2) as a component-
wise differential equation:

dui

T = —[ui(t) — i + Ry (1), (2.7)

wherei =1,2,3.

We have now arrived at a set of differential equations that describe how
information regarding different opinions is aggregated, or as we will say
from now on integrated, over time. This allows us to describe how traders
would collect information regarding all of their possible opinions. In order
to have a working model, however, the aggregation of information needs to
result in actions.

2.1.1 The firing event

The actions of a neuron are easily described: It acts when the integrated
current surpasses a threshold and fires. Similar to the neuron model, the
traders act at the firing time t; ; defined by the condition

u(t,-,f) =10, (2.8)

which corresponds to the fact that a neuron fires when the current potential
surpasses the threshold ¢; in any of the dimensions. When a trader fires,
two things happen. The first is obvious: The trader releases a current (so
communicates information) pointing in the direction of the information it
received after that amount of information reaches a threshold. The second
one is important because it tackles the notion of state in the Lux-Marchesi
model.

In the Lux-Marchesi model, traders are always in one of the three pos-
sible states, and their state plays an instrumental role in determining the
market movements. While the Lux-Marchesi model has mean-field dynamic
governing state changes, in this newly updated model, agents change state
when they fire. The rule is rather simple: When a current potential u; sur-
passes the threshold 9, the agent fires and switches state towards opinion i.
In other words, once an agent has aggregated enough information to make
a decision for any of its available opinions, it will switch to that opinion and
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(d]

FIGURE 2.1: Simplified network of 2 kinds of traders before (left) and after (right)
a firing event. After trader a fires, trader b switches opinion, while
traders ¢ and d do not change state. See text for details.

communicate that information to other connected agents (by firing current).
After firing, the action potential regarding the particular opinion is reset
according to

§l_i>r61+ u(tif+06) =uj,. (2.9)

An illustration of the firing event is shown in Fig. 2.1. If trader a receives
an input which lets the action potential reach the threshold, that trader
will fire and communicate that information to all connected traders. Each
trader has three possible scenarios, represented by traders b, c and d. Trader
b is close to the threshold, so b changes state (from red to green), while
trader c already is in a green state, so that cannot change states. Trader ¢
will, however, continue to aggregate the information until the threshold
is reached, at which point ¢ will fire once again. The last trader, d, was
not close to the threshold, so it did not change states. However, the action
potential of d has increased.

2.1.2  Market dynamics

We now have a network of traders but still lack market dynamics. For this
model, we introduce market dynamics inspired by the Lux-Marchesi model
(Sec. 1.5.2). Similar to this model, the neuron trader model assumes an
underlying fundamental value to each asset, also referred to as the fun-
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damental price py. The market price p can deviate from the fundamental
value and is subject to the decisions of traders.

The traders inform their decisions by examining the movement of the
market price, its deviation from the fundamental price, and the actions of
other traders. Instead of the driving forces in the Lux-Marchesi model, the
new model is driven by the current I received by each trader, which has
three parts:

)

(ii)

I = Iprice + Inet + Lrand- (2.10)

Iprice Tepresents the information traders receive from the movement
of prices and is the same for every trader:

I abs(p — pf)
Iprice I X max(0, E) (2.11)
I max (0, _E)

Every trader receives currents that can point in any direction. Large
movements of the market price might lead the trader to estimate
increasing ( ‘;—’f > 0) or decreasing (‘2—’; < 0) prices, while large devia-
tions of market and fundamental price might lead to a bet on the long
run return of the market to its fundamental value. Thus, the chartist
opinions are driven by the derivative of the market price, while the
fundamentalists are driven by deviations of market and fundamental
prices.

Inet is the sum of incoming currents for each trader m:

Inet,j = ZTiknm (2.12)
n

We introduce two new quantities: the trigger T;, and the connection
matrix K, whose entries are ky,;;. The trigger is the output of neuron n
into the network at each time step. Given the nature of the model, the
output is zero for most of the time: T, = 0 for all ¢ not in F,, where
Fy is the set of all firing times t, of the neuron n. The connection
matrix K defines the traders who communicate with each other. For
simplicity, we limit connections to the binary case, where ky; = 1
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(resp. 0) if trader m does (resp. does not) receive information from
trader n.

(iii) I ang, the last term in (2.10), is the random current each trader receives.
The random current represents random information that could push
each trader into any of the three opinions. This current follows a
normal distribution and is different for every trader and every opinion
at every time step.

Having introduced how the traders react to the market, we must determine
how the market reacts to the decisions of traders. While traders make
their decisions based on market and fundamental price, the market price is
influenced by the decisions of traders, creating a feedback loop. The Lux-
Marchesi model provides excellent market dynamics for this case, which
can be directly translated. These rules are summarized here for complete-
ness.

The price is driven by excess demand or supply

AE = D. + Dy, (2.13)

where
D.= (ny —n_)t, (2.14)
Df:’)/nfpfp_p. (2.15)

The number of fundamentalists defines n iz while n4. and n_ are the number
of optimists and pessimists, respectively, t. is the mean trading volume per
unit of time and 1y scales the responsiveness to mispricing. The probabilities
74p and 7, for price changes are

= max[0, B (AE + p)], (2.16)
my, = —min[B (AE + ), 0], (2.17)

where y defines the long-term drift of the price and B the speed of price
adjustment.

Now that all the currents and the price behaviour are defined, evaluat-
ing model behaviour is straightforward. For each simulation step:
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1. Generate currents based on the triggers from the last step, market
movement and random noise

2. Update the action potential of the traders depending on incoming
currents and evaluate which traders fire and switch state

3. Aggregate the output (triggers) of all connected firing traders for each
neuron, which generate the It for each trader

4. Update the market price according to the market dynamics given the
new trader distribution

5. Apply decays to the action potentials according to T

2.1.3 Model analysis

We have now finally finished the definition of the model, which combines
and applies neuronal decision-making with an agent-based model of finan-
cial markets. The model produces a plethora of outcomes, depending on
both network structure and parameters, which is why careful attention is
needed when analysing model behaviour. A typical simulation produces
the following outputs:

Market price and group occupancies

As depicted in Fig. 2.2, the simulation produces a market price, which
tends to follow the fundamental price in most scenarios, as well as group
occupancies, which determine the movement of the market price.
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FIGURE 2.2: Simulation output for Barabasi-Albert type graph. Top: Market and
Fundamental price output; Bottom: Group Occupancies. The market
price closely follows the fundamental value.

Potentials and triggers

The potentials and the triggers allow a glimpse into the models’ inner
workings. The action potential of each trader determines how close the
trader is to making a decision (remember, if the potential hits a threshold,
the trader "fires"), while the triggers allow monitoring of the decision-
making of agents by measuring their output. An example of this can be
seen in Fig. 2.3. Some of the analysis in Chap. 3 will rely heavily on using
the action potential to understand agent behaviour.
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FIGURE 2.3: Simulation output for Barabasi-Albert type graph. Top: Agent poten-
tials; Bottom: Agent triggers.

Excess demand and trader states

Figure 2.4 shows a network of traders at a given timestep, with the colour of
the traders indicating their state. We will use the states of agents for some
of the more advanced analyses, especially for entropy analysis in Chap. 3.
In addition to that, we can also track the excess demand and supply, as
defined in Sec. 2.1.2.
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FIGURE 2.4: Network of agents, coloured by states.

The following chapters will show that, despite the interesting observations
that can be made by analyzing the above quantities, the individual trader
states, together with the network structure defined by the connection matrix

K, give even more interesting insights. The rest of this section is two-fold:

We will first apply the model to some of the network structures defined
in Sec. 1.5 and try to establish relationships between parameters, network
structures and model behaviour. Following that, we will apply the model to
a variety of more exotic networks, selected to demonstrate the wide variety
of behaviour that can be produced by the model. The following chapters
will then use the model to investigate concrete scenarios. After investigating
the effects of irrationality and information asymmetries (hierarchies) in
Chap. 3 and Chap. 4, we will formalize the model Chap. 5 and apply it to a
more elaborate model of stock traders. Finally, we will show in Chap. 6 how
the integrate-and-fire model can be applied in the real world to accurately
model contagious processes.
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2.2 THE ROLE OF PARAMETERS

We are now faced with a daunting problem - How do we analyse a model
that has the potential for almost endless complexity? Since the agents are or-
ganized in a network structure, there are, in theory, 2N possible parameters
for the connections between agents alone. We decide on a methodological
approach: We first run the model on different configurations of the most
important network used to describe social interactions with varying param-
eters. This allows us to not only investigate the effect of model parameters,
but also will help us to demonstrate how network structure can drastically
change the model response to parameter choice.

As we will see in the following analysis, the effect of changing a parameter
can sometimes vary when applied to different network structures. The key
parameters we will investigate are the decay constant T and the parameters
w1 and wy, reflecting the relative influence of market information and trader
influence respectively.

We will investigate the effects of these parameters for three of the most
relevant networks for social applications, the Erdos-Reny, the Watts-Strogatz
and the Barabasi-Albert type network, which have all been introduced in
Sec. 1.5. This first step in model analysis is necessary to understand how
the fundamental elements of the model interact; however, as we will see
later in this chapter, it allows only a glimpse into the fascinating model
behaviour. Thankfully, with custom-made tools and measures we will be
able to uncover some unexpected features of the model and will continue
to expand on the analysis in future chapters.

2.2.1  The effect of market price information wq

We introduce the parameter w;, which defines to which extent the traders
are subjected to market price information. As explained in Sec. 2.1.2, the
currents a trader receives are given as

I abs(p — pf)
Iprice = jn & max(O, ?j) (2.11)
I max(0, — P>

dt
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The traders receive this information, and the parameter w; determines the
fraction of this information that is absorbed and thus added to the action
potential. In the context of the integrate-and-fire model, it can be thought of
as a kind of resistance. Fig. 2.5 shows the relationship between w; and the
average firing rate of chartists for different kinds of network configurations.

There are two important takeaways from this figure: First, increasing market
information leads to an increased firing rate. The firing rate describes the
rate of state changes, so the frequency of traders’ decisions. This increase is
to be expected - when there is more information available, it is not a sur-
prise that agents make more decisions. On the other hand, it exemplifies the
amplifying effect the network can have on traders’ reactions to information.
The more strongly connected networks (m = 8 for Barabasi-Albert, p = 0.03
for Erdos-Reenyi and p = 0.1, k = 10 for Watts-Strogatz) react much more
strongly to an increase in information than the other networks.
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FIGURE 2.5: Average firing rate as a function of the amount of market information
in the integrate-and-fire trader model for different network configu-
rations. Error bars for this and and the following plots are standard
deviations of measured values.
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A similar picture can be seen in Fig. 2.6, which shows volatility with
increasing market information. We have introduced volatility in Sec. 1.3
as a crucial measure of market behaviour. Volatility also tends to increase,
though in the Barabasi-Albert network, there are clearly two regimes: the
highly connected networks always display more volatility, while the low-
connected networks need significantly more information.
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FIGURE 2.6: Volatility of market price as a function of the amount of market infor-
mation in the integrate-and-fire trader model for different network
configurations.
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Figure 2.7 underscores the important effects that different network struc-
tures can have on agent behaviour: It displays the agent potential for
different parameter choices. Agent potentials are a measure of how close
agents are to make a decision - In a regime with high potentials, small
influxes of currents can lead to avalanches of trader behaviour, so they are
one of the indicators of criticality in the model. We will focus on the unique
insights that can be gained from the agent potentials in Chap. 3.

For the Barabasi-Albert network, the average potential is mostly defined
by the network structure, with additional information only having a minor
influence on the strongly, connected networks. On the other hand, for both
the Erdos-Renyi and the Watts-Strogatz networks, we see an increase in ac-
tivity for weakly connected networks and a decrease for strongly connected
networks. This is mostly due to the fact that in very strongly connected
networks, slightly more information can lead to a significantly higher firing
rate (Fig. 2.6), which means that most received information is immediately
shared with others.
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FIGURE 2.7: Average potential as a function of the amount of market information
in the integrate-and-fire trader model for different network configura-
tions. The threshold ¢ = 1 for all simulations.
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2.2.2  The effect of network information

While wq controls the effect of market information, w, controls the informa-
tion directly received from other traders. Again, we see a similar picture
for both the firing rates and the volatility. As Fig. 2.8 reveals, while more
network information generally increases the firing rate, the effect is much
more pronounced in strongly connected networks, which can undergo a
radical shift in activity with a small increase in available information.
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mation in the integrate-and-fire trader model for different network
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FIGURE 2.9: Volatility as a function of the amount of network information in the
integrate-and-fire trader model for different network configurations.
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Similarly, Fig. 2.9 shows that volatility increases most in strongly connected
networks, once again confirming that the network structure has an amplify-
ing effect on the reaction of traders to the available information.

2.2.3 The effect of the decay variable T

The decay variable T determines at which rate accumulated information
is lost in the agent potential. With fast decay, only recently acquired infor-
mation counts, so market movements only happen when there is a lot of
new information at a given timestep. However with slow decay, agents will
make their decisions given the information of many previous timesteps.
Figure 2.10 reveals that the Barabasi-Albert type network reacts very little
to an increase in decay, with the average firing rate mostly determined by
the network structure. On the other hand, increasing the decay leads to a
significant reduction in activity for the Erdos-Renyi type network.
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FIGURE 2.10: Average firing rate as a function of the decay of trader potentials in
the integrate-and-fire trader model for different network configura-
tions.
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Curiously, this trend is not confirmed when investigating the average
potential for the same sets of parameters. Here, an increase in potential can
be observed with decreasing decay for the more weakly connected Barabsi-
Albert type networks, even though Fig. 2.10 confirms that this increase does
not convert into increase activity. On the other hand, in the Watz-Strogatz
model, the potential generally increases with decreasing decay, while for
the Erdos-Renyi network, it can have positive or negative effects, depending
on connectivity.
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Volatility shows similar behaviour as the firing rate: For the Barabsi-Albert
network, volatility is mostly defined by the network structure, while other
network types see an increase in activity with decreasing decay.
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FIGURE 2.12: Volatility as a function of decay of information in the integrate-and-

fire trader model for different network configurations.
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Finally, we fit the return distributions for multiple sets of parameters to
investigate the tail structure. We have established in Sec. 1.3 that we expect
returns to be fat-tailed for an accurate description of stylized facts. We fit
an a-stable distribution, where the & parameter determines the shape of the
distributions, with & = 2 giving a normal distribution and « = 1 giving a
Lorentz distribution. Again, the shape of the return distribution is largely
determined by the network structure for the Barabasi-Albert type network,
while the Erdos-Renyi and the Watts-Strogatz model depend heavily on the
decay variable, with non-normal distribution only emerging when there is
little decay. An example of fitting such a non-normal return distribution is
depicted in Fig. 2.13.

Log Returns Distribution with Alpha-Stable Fit

Lag = 100 1 —— Fitted Alpha-Stable

25 1 [ Log Returns
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FIGURE 2.13: Return distribution for simulation run on a Barabasi-Albert type
network with m = 2, n = 500 and parameters 7 = 0.98 and w; =
Wy = 0.15
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Now that we have a basic understanding of the effects of parameters, we
will delve into a much more detailed analysis of trader behaviour — It turns
out that this is where we find the most interesting behaviour.

2.3 NETWORK ANALYSIS

Despite other parameters, which, of course, affect the traders, we have seen
that the network structure, defined by the connection matrix K, has a large
effect on trader formation. Figure 2.15 shows a network of agents called a
Gaussian random partition graph [127]. As the name suggests, such graphs
have multiple partitions, which are the clearly identifiable subgroups in
Fig. 2.15. The structure of such a graph is defined by the probabilities pj,
and pout for nodes to be connected to other nodes that are inside or outside
their own cluster, respectively, the number of agents N, the mean cluster
size n and a shape parameter v. To generate such a graph, the nodes are
first split into k multiple partitions, each size of which follows a Gaussian
distribution N(n,v).

FIGURE 2.15: A Gaussian random partition graph network with 500 nodes, p;, =
0.1, pour = 105, mean cluster size 40 and shape parameter 50.
Optimists are red, pessimists black and fundamentalists are green.
Links are coloured accordingly if both nodes belong to the same

group.
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Gaussian random partition graphs are particularly useful for investigating
the effects of clusters in networks and also allow for easy visualisation of
some of the mechanisms of the model. That is why the simulations in the
following section have been obtained with such network structures, while
the results in Sec. 2.5 are based on a variety of network structures.

2.3.1  Network structure and trader behavior

In this section, we introduce several measures to characterize network
structure and agent behaviour. We show that the connectivity drives critical
behaviour, so the average number of connections per agent that can be
observed with energy and entropy measures.

2.3.2  Centrality measures

There are three general measures for centrality, termed "degree", "closeness",
and "betweenness" [128]. The simplest of these, the degree of a node #;, is
the number of adjacent nodes. Closeness centrality measures how "close"
nodes are to each other. Distance usually means the geodesic distance,
which is the minimum number of edges between two nodes or, in other
words, over how many edges one node is connected to another [128].

The third measure, betweenness, is the number of times a node is on
the geodesic between two other nodes. This measures how central a node
is since any node that is on a path between two other nodes can control the
information passed on. There is no guarantee that information will take
the shortest path to travel between nodes, especially in complex network
structures. However, these measures are an important factor in identifying
the flow of information and can be related to patterns in our model, as
described in the next section.

A lesser-known measure, the current flow closeness centrality, has a signifi-

cant impact on individual trading behaviour. This is described in the next
section.

2.3.3 Current flow closeness centrality and cluster size distribution

Current flow closeness centrality [128] is particularly suitable for our model,
since it has the same underlying assumption: information flows through
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the network — like electrical current. It takes all paths into account, unlike
other measures, which look only at shortest paths. The fact that current flow
closeness centrality is also referred to as information centrality underscores
its applicability.

To calculate this centrality, we first define the resistance distance R, as the
effective resistance between the nodes # and m when each edge has a given
resistance. The current flow closeness centrality is then given as

N
YN Rum”

where N is the number of nodes in the network. Since our networks are
generated before the simulation, analyzing these has little value in itself.
Since the exchange of information is central to the model, it is necessary
to obtain measure of the travel of information. One such measure is the
cluster size distribution.

C(n) = (2.18)

FIGURE 2.16: Illustration of a cluster in a network. We define clusters as groups of
connected agents with the same opinion, analogous to percolation
theory [129].
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A cluster is defined as a group of connected traders with the same opin-
ion (Fig. 2.16). The span of such a cluster gives a measure of whether
there is global trader belief or whether small groups of traders form their
opinions independently. The cluster size distribution is also a measure
of complexity. By comparing the distributions with each other and with
randomly occupied states, we can get a glimpse at the formation of com-
munities. Fig. 2.17 shows that the system indeed follows complex dynamics.

For a system of randomly occupied states, the cluster size distribution
would not differ between individual trader groups. In the neuron trader
model, however, the fundamentalists are typically in much smaller clusters
than the chartists, whereas the optimists and pessimists have the same
average cluster size. This might result from the fundamentalists being less
community-driven. Additionally, the fraction of chartists is higher than
the fraction of fundamentalists. The fact that the overall frequency of the
optimist clusters is higher can be attributed to the algorithm, which identi-
fies all clusters in a simulation step and sorts them by trader group. Even
though the mean size is similar, there are typically more optimist clusters
in this simulation. This is interesting since the information travel distance
seems to be similar even if the popularity of an opinion differs slightly. The
next step is to contrast the cluster size distribution with a network measure,
the current flow closeness centrality.
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FIGURE 2.17: Cluster size distribution over a simulation for each of the three
different trader opinions.
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FIGURE 2.18: Mean cluster size and current flow closeness centrality as function
of node number. At each simulation step, cluster sizes are computed
for each node, then we average over the simulation run. The sharp
drop at 308 can be attributed to a single node with no connections.

Figure 2.18 shows the relationship between mean cluster size and current
flow closeness centrality. For the majority of the nodes, there is a clear
linear relationship. However, a pattern change is seen for the partition
which incorporates nodes between 440 and 480. There is still a linear
relationship, but with a change in the scaling parameter. Since the network
is randomly generated, a partition with a much higher than average current
flow closeness centrality can occur. The effects of such a partition are
not easily described by this centrality measure, so other measures will be
needed to explain this shift.

2.3.4 Energy

While entropy calculation requires approximations and computational op-
timization to be feasible, energy calculations are straightforward for this
system. Since we have a multi-state system of connected nodes, the energy
can be calculated using a Potts-like Hamiltonian:

H = ]Z (Sn,8m) — 1), (2.19)

(n,m)



2.3 NETWORK ANALYSIS

with
1 ifs, =s,
0 ifs, # spy-

This means that there are nonzero contributions for every pair of connected
traders that are not in the same state.

6(sp, 8m) = (2.20)

While the calculation may be straightforward, the interpretation of the
value is still interesting. Since this measure of energy corresponds to the
alignment of connected traders, it can be seen as a measure of how much
connected traders tend to agree or disagree. As can be seen in Fig. 2.19, the
model dynamics lead the system to a state of higher energy than random
states. Since energy is a measure of how much adjacent traders tend to
agree, it can be interpreted as a measure of community formation. The

higher the energy, the more traders tend to agree with their neighbours.

Despite having a higher mean energy, the spread in energy is much wider
than for a random system. This corresponds to the fact that the market
is not in equilibrium. The mean energy is not constant in time but varies
significantly, just as the entropy does. We will delve into how to calculate
entropy for the model in Chap. 3, where we will show it to be an essential
tool for understanding market behaviour.

0.10F

Agents
0.08L Random

000 L i \ I; L L L
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Energy

FIGURE 2.19: Histogram of values of energy for a simulated system and randomly
occupied nodes.
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2.3.5 Connectivity and criticality

Having established energy as a measure of community formation, we now
investigate how this measure reacts to changes in the network. The most
straightforward way to do this is to increase the connectivity of the system.
The connectivity of the system is the probability of one node being con-
nected to a randomly selected different node. A sparse network has a low
connectivity, while a dense network has a high one.

When measuring the energy for systems with increasing connectivity, an in-
teresting pattern is observed (Fig. 2.20). Here, we contrast the energy of the
system with the shannon entropy. See Chap. 3 for a detailed explaination
how we calculate entropy for the integrate-and-fire model. While initially
decreasing with connectivity, which corresponds to traders agreeing more
when more densely connected, the system enters states of higher energy
when the connectivity is increased even further, until a critical point is
reached. After the critical point, which represents the maximum of energy,
so maximum disagreement and the minimum of community formation,
the energy drops sharply, indicating that the traders come to a state of
widespread agreement. Contrary to the energy, entropy rises continuously
until it reaches the critical point. However, the critical point denotes the
maximum of entropy and is followed by a sharp drop.
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FIGURE 2.20: Absolute energy and entropy as a function of the connectivity. Note
that the drop in entropy precededes the peak in energy.
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Figure 2.20 leads to an interesting conclusion: While increasing links can
lead to the formation of larger communities and more agreement, a more
disordered system results until a critical point is reached. At this critical
connectivity, the market enters in a different phase which is characterized
by less disorder and greater agreement.

2.3.6  Price change scaling

In addition to the interesting behaviour with regard to connectivity, the
model shows surprising effects when the probability for price changes is
increased. As discussed in Sec. 2.1.2, the probability for a price change at
each time step is defined by the excess demand or supply created by the
opinions of traders. If this excess demand is rescaled, the probability for
price changes can be adjusted. We expect a higher probability for price
changes, so a more volatile market, to attract more chartists, as is indeed
the case (Fig. 2.21). While the decrease in the number of fundamentalists
with higher market movements is not surprising, the effects on the actual
market movement are indeed fascinating. Perhaps contrary to expectations,
the increased number of chartists has a stabilizing effect. To explain this,
we first calculate the Hurst exponent.
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FIGURE 2.21: Fraction of fundamentalists in the system for different scaling of
excess demand
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2.3.7 Hurst exponent

The Hurst exponent [130] H describes the long-term dependence of a time
series. There are three cases: (i) H < 0.5 (mean-reverting), (ii) H = 0.5
(uncorrelated), and (iii) H > 0.5 (trend-reinforcing). A common way to
estimate the Hurst exponent is with a rescaled range calculation [131]. For
a partial time series X;, the rescaled range is calculated as the ratio of the
range R(n) and the standard deviation of the mean adjusted time series
S(n). The range R(n) is

R(n) = max(Z;..Z,) — min(Zy...Zy), (2.21)

where Z;, the cumulative sum up to time step #,

Z = Z Y;, (2.22)

Y; is the mean adjusted time series
Y, =X, — X (2.23)

with S(n) the standard deviation of Y;, with i = 1,...,n. The Hurst expo-
nent measures how the rescaled range R(n)/S(n) scales with the interval
length. If the rescaled range does not scale with increasing intervals, it is
mean reverting and will have a Hurst exponent close to zero. Strong scaling
will lead to a Hurst exponent close to one.

Given the dominance of chartists in systems with increased probabilities
for price changes, the Hurst exponent might be expected to increase since
a larger number of chartists would lead to more speculation. However,
Fig. 2.21 shows the opposite is the case. Instead of leading to a higher
rescaled range, chartists actually have a stabilizing effect and prevent large
deviations of market and fundamental price. This is due to every surge
of optimists, which drives the price up, being immediately followed by a
surge of pessimists, which drives it back down and vice versa.

Even though we have presented several measures in this section, the model
exhibits behaviour which cannot be quantified as easily. In the following
section, the challenges of model visualisation and calibration are discussed.
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2.4 VISUALISATION AND CALIBRATION
2.4.1 Visualisation

The measures introduced in Sec. 2.3 might lead to the impression that there
are easily implementable measures suited to capture the entirety of the
model dynamics. Unfortunately, this is not the case. Vastly different model
structures can lead to similar results for these measures, even though the
underlying dynamics are dissimilar.

One of the biggest problems when analyzing a system is that it is not
possible to implement a measure to investigate a pattern without observing
it first. This is why the development of a visualisation tool was necessary
for a meaningful analysis. It is a particularly difficult challenge to display
the dynamically evolving system of agents with static measures. Behaviour
is often distinct not just between different points in time but also between
different traders.

For this purpose, an online tool was developed which can display the
network of agents, all meaningful timelines and real-time states of the
agents interactively. By scrolling through the timelines, we can discover
patterns which would have been difficult to discover otherwise. The results
and some of the plots in Sec. 2.5 were obtained with this visualisation tool.

2.4.2 Calibration

One of the biggest problems of agent-based models is proper calibration [59].
During simulation runs, the model produced a wide range of behaviour,
including fat-tailed return curves, volatility clustering, and mean-reverting
and trending behaviour, depending on parameters. The large variety of
behaviour the model can produce suggests that it should be well-calibrated.

The goal is to find the network structure with the set of parameters that can
accurately reproduce stylized facts of financial markets. There is, however,
an obvious problem: the model is reliant on a network of agents, which
makes its parameter inputs high-dimensional, since for N agents, there
are 2N possible connections. This fact, combined with the issue that any
proper analysis of simulations can only be done in its entirety by manual
inspection, makes this a nearly impossible challenge.
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Having the ability to analyze a simulation in its entirety was an important
step in analyzing model behaviour, but it is not of much use when trying
to evaluate millions of potential simulations. To calibrate the model, better
tools are needed. In this work, a first step in this direction is used to evaluate
simulation results.

The use of machine learning has had an increasing impact in science over
the last several years and is increasingly used in applications such as the
search for new galaxies [132] and particles [133]. In econophysics, machine
learning has been shown to have the ability to identify stylized facts in finan-
cial time series [134]. Here, this ability has been used to evaluate simulation
results. A neural network was trained to distinguish "real” from generated
financial time series. After training, over a million simulations with random
parameters were generated and the results were evaluated using the neural
network as a discriminator. This made it much easier to evaluate simulation
results because an overwhelming majority of simulations can be discarded
without further consideration.

Patterns from the resulting simulations were analyzed with the help of snap-
shots of the tool described in the preceding section and the most interesting
observations are described in Sec. 2.5. It must be stated, however, that the
calibration using these methods is still insufficient since the space of possi-
ble parameter combinations is too large to evaluate all possible simulations.
In order to find the best parameters, other methods are needed.

2.5 SIMULATION RESULTS

This section relies heavily on images to describe patterns. This is primarily
due to the complexity of the model and the lack of tools to describe it fully.
Finding better ways to characterize this behaviour will be an important
future undertaking (even though we have already made significant progress
with the tools used in Sec. 2.3).

The complexity of the patterns is one of the main reasons why the use of
machine learning has immense potential for this kind of system, particularly
concerning pattern detection and relating the occurrence of patterns to
network structure and other simulation parameters. Nevertheless, it is
essential to describe some key patterns which were identified to show the
wide range of behaviour that the model can produce.
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2.5.1  Network structure and community formation

In the following, we will illustrate the patterns by showing and explaining
examples of simulation runs.
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FIGURE 2.22: Trader distribution and market price for a simulation which shows
community formation. (a,b) displays an overview of the simulation,
and (c,d) a small region of the simulation. For the group occupancies,
optimists are depicted in red, pessimists in black and fundamental-
ists in green.
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Section 2.3.4 discussed community formation from the dynamics of the
model. The simulation shown in Fig. 2.22 and Fig. 2.23 is a perfect example
of such behaviour. Figure 2.22 shows timelines of trader distributions and
market prices. Several interesting observations can be made. First, the num-
ber of fundamentalists stays relatively constant throughout the simulation
run. Secondly, loops of trader movement can be identified when looking at
Fig. 2.22¢ and d, which have a greater time resolution. While fundamen-
talists keep their opinion, there are frequent transitions between optimists
and pessimists.

Figure 2.23 reveals what could already be suspected from the previous
analysis: There is a community of fundamentalists who are constant in
their opinion. The fascinating observation, however, that can be made from
this graph is that the fundamentalists are clearly separated from the other
traders and form a central cluster. This core of a densely connected cluster
of fundamentalists that is connected to a periphery of chartist nodes is espe-
cially remarkable because this behaviour emerges naturally just through the
given network structure. This sort of dynamics could be compared to the
hierarchies in financial markets, where there are large institutional investors
who tend to be more conservative than individual traders, who might be
more speculative [74].

FIGURE 2.23: Opinions of agents during three different times in the simulation.
The green fundamentalists do not change their opinions, while the
optimists (red) and the pessimists (black) change often.
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FIGURE 2.24: Trader distribution (b) and market price (a) for a simulation with
strong community formation. Communities of fundamentalists and
pessimists dominate.

An even more extreme version of community formation can be observed
in Fig. 2.24 and Fig. 2.25. Similarly to the previous simulation, there is a
core of fundamentalists who are constant in their opinion. However, in
addition to that, there is also a clear dominance of pessimists over optimists.
In this regard, the simulation differs significantly from the simulation de-
picted in Fig. 2.22, where optimists and pessimists trade blows. The effect
of this is clearly visible in the price behaviour, as the price drops quckly
and significantly and only rises back slowly, driven back to a much higher
fundamental value by the fundamentalists.

A comparison of the network structures in Fig. 2.23 and Fig. 2.25 reveals
a similarity concerning the fact that there is a densely connected group
of fundamentalists at the core. However, this core is much less densely
connected in Fig. 2.25, which might explain why such a robust pessimistic
community could form.
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FIGURE 2.25: Network structure for the simulation in Fig. 2.24.

2.5.2  Spontaneous rise of chartists

One key dynamic of the Lux-Marchesi model is the spontaneous rise of
chartists in a system usually dominated by fundamentalists [70]. Even
though the results in the previous section seem to suggest different be-
haviour for the neuron model, it is indeed possible to observe such dynam-
ics, given the proper network structure.

Snapshots of the model states are shown in Fig. 2.26. This figure shows
how the information percolates through the system. In the first step, there
are some optimistic traders, which then influence their connected traders
and each other. This leads to a growing cluster of optimists in step two and
three. The latter two snapshots show how the cluster of optimists shrinks
again, and the fraction of fundamentalists and pessimists increases.

FIGURE 2.26: States of agents selected between time steps 535.5 and 536 in Fig. 2.27.
Chronological order is from left to right.



2.5 SIMULATION RESULTS

market price
©
o

group occupancies

0 200 400 600 800 1000 120
time

*®

©

=}
:

market price
o
oo
©

©

o

©
:

1.0 F
ogf (@
06
04|
02}

group occupancies

0 | 4
534.0 534.5 535.0 535.5 536.0 536.5 537.0
time
FIGURE 2.27: Simulation which shows the spontaneous rise of chartists. In (a) and

(b), an overview of the simulation is given, and in (c) and (d), an
event of rising chartists is depicted.

Figure 2.27 shows a simulation which exhibits just this behaviour. While
the majority of traders usually have a fundamentalist opinion, there are
periods of spontaneously rising chartists. There are regular occurrences of
pessimistic opinion and larger sudden spikes of optimist opinions. This is
particularly interesting because this system displays an asymmetry between

optimists and pessimists, as was also the case in different form in Fig. 2.24.

However, much more about this behaviour can be learned when looking at
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the evolution of the states of individual traders during the spike shown at
the bottom of Fig. 2.27.

A volatile version of the emergence of chartists is seen in Fig. 2.28. The
fraction of fundamentalists never drops significantly below 50%, and most
of the chartists, if any are present, are pessimists. Comparison with Fig. 2.27
reveals a much more volatile price movement.

Figure 2.29 shows one of the frequent spikes of pessimists. A fascinat-
ing aspect of the plateau at time step 579.8 is that there is a single cluster of
all pessimists in the system, which is stable over 50-time steps before the
model dissolves back into fundamentalist dominance.
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FIGURE 2.28: Trader distribution (b) and market price (a) for a simulation with
many spikes of pessimistic chartist.
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FIGURE 2.29: Spike of pessimists in Fig. 2.28. The model snapshot (b) was taken
during the plateau depicted in (a) around time step 579.9, and the
cluster of pessimists is highlighted.

2.5.3 Extreme volatility clustering

The model frequently produces volatility clustering, which refers to correla-
tion of absolute returns in financial markets because large absolute returns
tend to cluster together. Figure 2.30 shows an edge case of this behaviour.
This effect leads to intervals with clustered smaller returns and intervals
with clustered higher returns.
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FIGURE 2.30: Spontaneous market movement after a period of constant price and
opinion.
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FIGURE 2.31: Network structure for the simulation in Fig. 2.30.

In this simulation, the model is often static over prolonged periods until
randomly entering a state of increased activity, after which it returns to its
rest state. This can be explained with traders fixed in their opinion without
the arrival of new information, which then leads to a continuing exchange
of information throughout the network of agents until a new configuration
is found. This pattern represents the fact that there is no reason for agents
to act without new information. In the absence of new information, traders
will not act.

Analysis of the network structure in Fig. 2.31 provides a theory for this
behaviour. The network is relatively sparsely connected, which reduces
the amount of information that traders exchange. With a low amount of
random information I .4, there is just not much information arriving at
each trader in non-volatile time spans. Moreover, a significant portion of
individual traders only follow market movement. They are active in areas
of price volatility or when they receive enough random information to drive
them to an opinion change, but they are not subject to crowd behaviour.
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2.5.4 Infectious Behavior

Fascinating dynamical behaviour is the fixed cluster growth observed in
Sec. 2.5.1. The simulation in Fig. 2.32 corresponds to the star graph in
Fig. 2.32, where a single node is connected to all other nodes. This central
node assumes a fundamentalist opinion and does not deviate. What is
fascinating is that while all peripheral nodes are chartists at the beginning,
some of them change to fundamentalists during the simulation run. This in
itself is not noteworthy, as traders change their opinions all the time. What
is remarkable, however, is the fact that, once fundamentalists, they do not
change their opinion but instead form a cluster of fundamentalists. The left
side of Fig. 2.32, shows that the fraction of fundamentalists increases over
time without a single drop.
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FIGURE 2.32: Trader distributions with high (a) and low (b) time resolution for
sticky fundamentalists.
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FIGURE 2.33: States of agents during different times of the simulation runs. Once
a fundamentalist joins the cluster, it will not switch opinion.

This behaviour could be referred to as "sticky fundamentalists": a trader
exposed to a fundamentalist opinion and connected to the network will
not deviate from that opinion. While there is frequent switching between
optimists and pessimists, the fundamentalists are unaffected. In Fig. 2.33,
we can observe that not just the fraction of fundamentalists is constant, but
that individual fundamentalists indeed do not change their opinion.

2.5.5 Unifying opinion

The last two examples are included not because of their great simulation of
financial markets but because they show interesting, complex patterns. In
the simulation depicted in Fig. 2.34, all traders have a unified opinion, as
clearly visible on the right side. However, this opinion changes frequently
and reacts to the movement of prices and the arrival of new information.
In the hierarchical model [77], Sornette and Johansen say that a crash is
characterized by all traders in a market imitating one another. The market
movement here is quite contrary. Even though all traders act at once, the
market price is still relatively stable. The system in itself stabilizes the price
through frequent changes in opinion.



2.5 SIMULATION RESULTS

—~
[
L=

- -
- N
(9] o

n n

market price
N
o

N
o
&)

200 400 600 800 1000 1200
time

o

FIGURE 2.34: (a): market price for a simulation where all traders share the same
opinion. (b): Illustration of such a network.

This change in opinion is due to the currents Iyrice, which each trader
receives. The network is connected strongly enough that all traders will join
one majority opinion. However, this connection is not enough to detach the
traders from reality, the price movements. This behaviour could be adjusted
by changing the scaling of the market information.

2.5.6  Sudden shifts in behavior
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FIGURE 2.35: This simulation run depicts market price (a) and trader distribution
(b) during the sudden change in behavior around time step 625.
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Most of the simulations follow the same patterns throughout a run. Extreme
volatility clustering or sticky fundamentalists may have a disrupting effect
on the market dynamics, but they do not change the system behaviour
in a way that it is changed in Fig. 2.36. At the time step 625, there is a
change not just in price movement but in trader distribution as well. After
a period of relative stability, the market price enters a downward spiral,
with much-increased volatility. Similarly to that, the volatility of trader
distribution changes drastically as well. However, the changes are more
profound. While the volatility of chartists increases drastically, the volatil-
ity of fundamentalists decreases. The apparent increase in activity by the
chartists is accompanied by a cluster of fundamentalists whose opinion is
more stabilized.

This critical behaviour is different from the one described in Sec. 2.3.5.
While it was possible to present a critical point with regard to entropy
and energy there, the criticality appeared when changing the connectivity.
This simulation, however, generates such a change without a change in
parameters.

FIGURE 2.36: Network structure for the simulation run in Fig. 2.35.
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2.6 CONCLUSION

In this chapter, we introduced and explored a first version of an agent-based
model that integrates a neuronal-level decision-making mechanism. Build-
ing upon the Lux-Marchesi framework, we replaced mean-field opinion
dynamics with a more biologically inspired integrate-and-fire process that
controls agents’ transitions between fundamentalist, optimist, and pessimist
states.

We started by adapting the original one-dimensional integrate-and-fire
model of neuronal behaviour to a three-dimensional setup that can capture
the diverse opinions of traders. We then showed how these neuron-like
agents interact within a network, exchanging information through "cur-
rents" that, once integrated to a threshold, trigger a "firing event" and hence
a change in opinion. This approach ensures that decision-making occurs
intermittently and endogenously, influenced both by the incoming infor-
mation (from markets, social interactions, or random noise) and by the
network structure that underpins agent connectivity.

Next, we analyzed the influence of parameters—such as the weight of mar-
ket and network information and the decay rate of trader potentials—and
noted how they can dramatically change the dynamics. Depending on how
strongly agents are influenced by market signals or their peers, we observed
that the model can generate a broad range of stylized financial phenomena:
from volatility clustering, fat-tailed return distributions, and periods of
stability interspersed with sudden bursts of activity, to the spontaneous
formation and dissolution of opinion clusters.

We found that network structure is at least as important as agent-level
parameters. Varying network topology and connectivity can push the sys-
tem toward critical points, beyond which collective behaviour changes
radically. Dense connections can cause global consensus or orderly cluster-
ing around the fundamental value, while sparser or more uneven structures
might produce volatility spikes, persistent communities with fixed opinions,
or even rapid oscillations of collective sentiment.

To gain deeper insights, we introduced measures such as current flow
closeness centrality, cluster size distributions, and energy. These measures
allowed us to quantify how traders tend to organize into communities and
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how global patterns like stable clusters of fundamentalists or spontaneous
waves of chartists emerge from local interactions. We also highlighted the
challenge of meaningful model calibration: the multidimensionality of pa-
rameters and structural degrees of freedom makes a systematic parameter
search and fit to real market data nontrivial. The use of advanced tools,
such as machine learning techniques, present a promising path toward
efficient parameter estimation and model validation.

In conclusion, the results presented in this chapter underscore the richness
and complexity that emerge from integrating neuron-like decision dynam-
ics into an agent-based economic model. Although this first model is still a
simplified demonstration, it reveals the potential of the approach. Future
chapters will build on these insights, refining the methods, introducing
inhibiton and hierarchical structures, and integrating our findings into more
sophisticated frameworks that come closer to real-world financial systems.



INHIBITORY EFFECTS - IRRATIONALITY DRIVES
BUBBLES

In the last chapter, we combined the integrate-and-fire model with the
Lux-Marchesi model and arrived at a working model that can replicate
many of the stylized facts found in financial markets and beyond. We
investigated how the model behaviour changes with different network
structures and how parameter choices can affect model behaviour. Now
that we have a fundamental understanding of how the integrate-and-fire
trader model works, the natural next step is to use it to get insights into
some of the most interesting questions in financial markets. The integrate-
and-fire trader model has information at the core of its mechanics, and
the agent behaviour is exclusively driven by the information that they
receive. What differentiates the model from many further approaches is the
explicit focus on information, which allows for some unique analysis. In
this chapter, we will focus on a key aspect of trader behaviour: Inhibitory
behaviour that can manifest itself as irrationality in markets.

3.1 INTRODUCTION

The insight that human behaviour deviates from perfect rationality has
informed both agent-based models and broader economic modelling ap-
proaches for decades. As discussed in Chap. 1, behavioural and neuroeco-
nomic perspectives have shown that decision-making is shaped by psycho-
logical factors, cognitive biases, and underlying neural mechanisms [111,
135]. In particular, it has become clear that processes in the brain influence
how we aggregate and evaluate information, and these insights have begun
to shape economic theories and models of choice under uncertainty.

In Chap. 1, we gave an introduction to some of the key motivators for
behavioural- and neuro-economics. In their 2001 paper, McClelland and
Usher [118] focus heavily on the importance of inhibitory effects when
making decisions between multiple options. They contrast two different
kinds of inhibition: feed-forward and lateral inhibition.
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Excite

FIGURE 3.1: Comparison of feed-forward (left) and lateral inhibition (right) mech-
anisms. Feed-forward: Units receive excitory (black) and inhibitory
(red) currents from the input level. Lateral inhibiton: while units
receive excitory units from the input level, inhbition just depends on
the activation of other units.

Figure 3.1 illustrates the difference between the two: Feed-forward in-
hibition describes a process where each input into the neuronal network
directly excites some neurons while inhibiting others, the inhibition at
any given moment only depends on the inputs at the same time. Lateral
inhibition, on the other hand, occurs between competing units themselves,
such that the activation potential of one neuron will directly lower the
action potential of other neurons. This means that the inhibition of inputs
at time t depends on the action potentials and, thus, on the previous inputs.
McClelland and Usher strongly argue for lateral inhibition: This process
induces natural competition between different options: As the potential for
one option builds up, it simultaneously reduces the activation for all of
the other options, thus theoretically ensuring that the option that is most
supported by the gathered information comes out on top. This induces a
dynamic form of competition for "attention" or "dominance” among options,
as the accumulated evidence for one choice option partially determines the
processing of alternatives [118].
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The preference for lateral inhibition in models of decision-making is sup-
ported by extensive evidence in neuroscience and psychology. For instance,
lateral inhibition has been implicated in early sensory processing in the
visual cortex [136], as well as higher-level cognitive tasks where multiple al-
ternatives compete for selection [137, 138]. In such models, lateral inhibition
encourages the system to converge on the choice option best supported by
the available evidence, reducing the likelihood of indecision and improving
the overall signal-to-noise ratio during choice tasks. In the leaky competing
accumulator model [118], leakage and lateral inhibition together ensure that
random fluctuations do not accumulate indefinitely, which would otherwise
degrade decision quality. It essentially improves the signal-to-noise ratio
when making decisions. It is thus a great model to make well-informed
decisions.

While lateral inhibition is seen as a benefit in the leaky accumulator model,
it might not necessarily be the most efficient way to process information in
financial markets. Financial decision-making often occurs under conditions
of rapidly changing information, uncertain forecasts, and strategic interac-
tions among heterogeneous agents [139]. In such environments, the strong
filtering effect provided by lateral inhibition can have unintended conse-
quences, potentially introducing systematic biases into the decision-making
process.

Two well-known effects highlight how biases can factor into such decision-
making mechanisms: recency bias and primacy bias. Recency bias refers to
the tendency of agents to overweight more recent information. Within the
leaky competing accumulator framework, this bias arises naturally from the
leakage (decay) parameter 7, which causes older information to become less
influential over time. As a result, sudden price movements or fresh pieces
of news can disproportionately shape expectations, even if older, more fun-
damental signals would otherwise counsel caution. Studies in psychology
on belief-updating have repeatedly shown such recency effects [140].

Primacy bias, on the other hand, emerges because of inhibition. When
an agent first receives a strong piece of information favoring a particular
choice, subsequent competing information finds it harder to influence the
decision process, since the initially dominant option continuously sup-
presses its rivals. This means that "early movers" in an agent’s information
set gain a persistent advantage. In financial contexts, this phenomenon
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resembles well-known anchoring effects, where initial estimates or bench-
marks disproportionately influence subsequent judgments and trades [141].
Markets characterized by strong early signals - perhaps driven by charis-
matic opinion leaders, sudden news flashes, or initial jumps in asset prices
- can thus become "locked in" to certain states that do not necessarily reflect
the most updated fundamentals.

These biases are particularly important in finance, because traders are
constantly subjected to new information. Yesterdays news might be irrele-
vant today, and relying on outdated signals can prevent optimal responses
to market changes. These factors might contribute to well-known market
anomalies like speculative bubbles and fat-tailed return distributions [142].

Considering the significant effect that irrationality can have in financial mar-
kets, we aim to extend the previously introduced model by incorporating
inhibitory effects. By doing so, we can investigate how neuronal-level deci-
sion processes affect agent behaviour in complex financial environments.
More specifically, we will explore how lateral inhibition and the interplay
between leakage and inhibition can lead to emergent patterns of biased
decision-making at the market level, with consequences for price dynamics,
volatility, and other stylized facts.

In the following sections, we will introduce inhibitory effects into the
integrate-and-fire trader model and examine their effects. This approach
allows us to better understand the role of neuronal-level processes in shap-
ing economic outcomes, bridging the gap between micro-level cognitive
architectures and macro-level market phenomena.

3.2 UPDATED MODEL

Thankfully, adding inhibition to the integrate-and-fire trader model requires
only minor adjustments. For recollection, in Sec. 1.7 we explained the leaky
competing accumulator, where the action potential u; is governed by the
following equation:

du; = [I; — Au; — ﬁZu —I—@,\/E
(1.24)

i
u; — max(u;,0).



3.3 SIMULATION SETUP AND RESULTS

107

Parameter Value | Parameter Value
Number of Agents 500 T 0.98
w1 0.15 0 1
wy 0.15 tc 1
w3 0.01 B 10
Y 1 4 0
Network Barabdasi-Albert with m = 2, n = 500

TABLE 3.1: Simulation parameters

in which B determines the strength of the inhibitory effect, while % deter-
mines the decay of the action potential over time. In the previous section,
we defined the action potential of the integrate and fire model without
inhibitory effects:

du;

Tidftz = —[ui(t) — uje] + R; Li(1), (2.7)

where i = 1,2,3. Now, to add inhibitory effects, we simply add the in-
hibitory term from Eq. (1.24) to this equation and arrive at

du;
Tzditl = 7[”1‘(1’) — Ujr 7ﬁ2”]:| JrRi Ii(t)/ (31)
J#i
where we keep f as the variable indicating interaction strength. The rest
of the model setup is kept unchanged. For a complete description of the
previous model refer to Chap. 2.

3.3 SIMULATION SETUP AND RESULTS

To set up the simulation, we decide on a set of parameters used in the
last chapter that produced a stable market with a realistic return distribu-
tion (see Fig. 2.13). We decide to use a Barabdsi-Albert-type preferential
attachment network because it best resembles the information structure in
financial markets. As described in Sec. 1.5.4, many social networks, includ-
ing those underlying financial trading, exhibit scale-free characteristics —
meaning that a small number of well-connected "hub" nodes have dispropor-
tionately many connections, while the majority of nodes remain relatively
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sparsely connected [93]. As we have seen in Chap. 2, a Barabasi-Albert
type network with parameter m = 2 sets the model up in a state where
it is susceptible to parameter changes and not entirely dominated by the
network structure. A parameter of m = 2 is also consistent with research
on financial networks, which usually puts m between 2 and 3 [20, 97]. An
example of the networks used is depicted in Fig. 3.2.

We now let the inhibition parameter range from f = 0 to § = 0.2 and
investigate changes in behaviour. First, we will look at the time series of
group occupancies and price behaviour to identify observable changes.
After that, we compute a variety of measures that have proven relevant
in Chap. 2 to gain deeper insights. We introduce a new entropy measure,
which gives even more interesting insights. We will also look at the role of
the action potential, which turns out to be a key factor.

mmm Fundamentalist
mmm Optimist [ ]

mm Pessimist o ® /‘
; ,\i{ > y

FIGURE 3.2: Example network structure used for simulations. The network is
generated using a preferential attachment process with N = 500 and
m=2.
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FIGURE 3.3: Price behaviour (a), group occupancies (b), agent potentials (c) and
agent triggers (d) for § = 0.

The behaviour of the model without any inhibitory effects is depicted in
Fig. 3.3. In the absence of inhibitory effects, i.e. B = 0, the model defaults to
a state where optimists, pessimists and fundamentalists have an average
occupation of one-third each, given the chosen parameters. The market
price tends to follow the fundamental value.

We now incrementally apply inhibitory effects to the model until we ob-
serve a shift in behaviour. At § = 0.036, we can observe the first shift in
behaviour, as depicted in Fig. 3.4.
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FIGURE 3.4: Group occupancies (b) and price behaviour (a) for g = 0.036.
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The shift is rather dramatic and resembles a phase transition in statistical
mechanics. Upon the start of the simulation, the market immediately enters
a state in which all optimism is suppressed, and only fundamentalists and
pessimists control the market behaviour. This is reflected in the market
price, which displays a constant undervaluing when compared to the funda-
mental value. Indeed, the relative fractions of the market and fundamental
value suggest that it is a constant struggle between fundamentalists and
pessimists, with the fundamentalists preventing the market price from
deviating too much. Around timestep 1150 however, the behaviour shifts
dramatically into a regime similar to the no-inhibition model. This change
is spontaneous and the group occupancies do not show any precursors of
the transition.

The effects of introducing inhibition into the model are in line with what we
expected earlier - A very early bias that the traders might have is "locked
in" due to the inhibition, leading to a constantly warped perception of the
true value of the asset. It takes the agents a long time to overcome this
initial bias; the shift happens spontaneously and results in a drastic shift
in market price. This becomes even more evident when we continue to
increase S to 0.092.
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FIGURE 3.5: Group occupancies (b) and price behaviour (a) for f = 0.092.
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Figure 3.5 reveals a total collapse of trader opinion towards the fundamen-
talist state. This means that the system self-organises into a state without
any speculation, with all traders just following the asset value. This sit-
uation is stable until it breaks around timestep 1100. Now we are in the
regime we started with for f = 0.036. After around 500 timesteps, the
system undergoes another transition into the pre-inhibition phase. So for
B = 0.092, there are three cases: Full collapse, partial collapse and approxi-
mate equal distribution. It should be noted that this is also reflected in the
price behaviour: The first phase does not exhibit significant market-price
deviations, while the second phase does. The third phase again shows the
market price fluctuating around the fundamental value.

So far, the simulations have shown a tendency to relax the influence of
the inhibitory effects over time, going from complete collapse to one state
towards the non-inhibitory state of approximately equal state population.
However, this pattern breaks down when increasing the inhibitory effects
to B = 0.144. For this scenario, as can be seen in Fig. 3.6, the simulation
does not collapse into the non-inhibiton state, but instead goes in and
out of periods of speculation, first dominated by pessimists and then by
optimists, resulting in undervaluation and overvaluation respectively. Also
noteworthy is the timespan of market turmoil from timesteps 1800 to 2050,
in which the group occupations fluctuate randomly.
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FIGURE 3.6: Group occupancies (b) and price behaviour (a) for f = 0.144.
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FIGURE 3.7: Left: zoomed in group occupancies (b) and price behaviour (a) for
B = 0.036. Right: agent potentials (c) and triggers (d) over the same
period.

3.4 AGENT POTENTIALS: PRECURSORS FOR MARKET PHASE TRANSI-
TIONS

We will now take a closer look at the different phases induced by inhibition
and especially at the transitions between the different phases. We start
by examining the transition found for § = 0.036. Figure 3.7 depicts the
transition between a period of undervaluation dominated by pessimists
and fundamentalists towards the non-inhibitory regime at ¢ = 1141. In
this regime, the market price fluctuates around the fundamental value. By
just looking at the price behaviour and the group occupancies in Fig. 3.7a
and 3.7b, these transitions appears to be both instantaneous and entirely
spontaneous. This is also confirmed by looking at the triggers in Fig. 3.7d,
which measure the information that agents share with each other.

However, a look at the action potential in Fig. 3.7c tells a different story.
In the build-up to the phase transition, there is obvious movement in the
optimist potential. While it is almost zero (with negligible fluctuations) until
timestep 1075, fluctuations begin to increase noticeably after that, resulting
in a sudden build-up in trader potential around the transition at timestep
1140. This increase in fluctuation before a transition is a common feature we
find before transitions. It highlights one of the key strengths of the model:
by focusing on information transfer and processing as the key driver of
decision-making, we can gain an "x-ray" vision of the decision processes
and the current mood of traders. All of the analysis of the features that
can be seen by outside observers does not allow for any indication that a
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transition might be closeby. However, when we look at the internal action
potentials of traders, these signs become obvious.

This story continues when we analyse Fig. 3.8, which depicts the scenario
for B = 0.092. Here, we can observe two transitions: First, the emergence
of pessimism around timestep 1095 and then the emergence of optimism
around timestep 1560, which brings the system back to a non-inhibitory
state.

Again, the observable features of the model do not indicate that a tran-
sition is approaching. The emergence of pessimists around ¢t = 1095 is
accompanied by a sharp drop in price, which resembles a crash caused
by a sudden mood shift in a market. Similarly, the realignment of market
and fundamental values happens seemingly spontaneously. However, once
again, a look at the action potentials allows us to observe clear precursors
in the form of increasing fluctuations leading up to the transitions.

We now look at a last scenario, f = 0.144. In this simulation, two main
features require close attention: The first is the period of market turmoil
between timesteps 1800 and 2050, and the second one is the sudden emer-
gence of a bubble at t = 2050. The build-up to the first transition looks very
similar to previous transitions: we observe the spontaneous emergence of
optimists in a simulation which was previously dominated by pessimists
and fundamentalists. However, the post-transition phase we observe is
strikingly different from the cases with lower inhibition.
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FIGURE 3.8: Left: zoomed in group occupancies (b) and price behaviour (a) for
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Instead of a transition to the no-inhibition state (as observed for § < 0.144),
the fundamentalist dominance is sticky. While we see frequent spikes of
speculation throughout the period of "market turmoil", the system always
reverts back to fundamentalist dominance. It is not surprising that this
would be the case since inhibitory effects lead to primacy bias. When the in-
hibitory effect is strong enough, a certain fraction of agents will not change
their opinion.

There are a few important things to notice when observing Fig. 3.9: First,
the agent potentials are all in the same range of about 0.3 to 0.4, while
the range of possible values is [0,1) and optimist and pessimist potentials
oscillate thus the majority chartist opinion switches frequently. However, at
the same time, the triggers, i.e. the information passed between agents, are
much smaller than they were in any earlier scenario, meaning that agents
fire less. This can be explained by the strong inhibitory effects, leaving a
large fraction of fundamentalists "locked in" and refusing to switch their
opinion.

Figure 3.10 shows the emergence of a bubble following a period of turmoil.
As described previously, the agent potentials of optimists and pessimists os-
cillate during the turmoil phase. At the point of the transition, the optimistic
potential is slightly higher than the pessimist potential, which might explain
why the system collapses into a bubble state instead of an undervaluation
state.
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We have seen quite dramatic changes in system behaviour, including sudden
shifts in trader occupation, price behaviour and action potentials. However,
we have only illustrated them by directly describing simulation behaviour.
In the next section, we will introduce a measure that will allow us to better
quantify some of the observed changes: entropy.

3.5 ENTROPY

The concept of entropy is a measure of the order (or disorder) of a system
that is used in many different contexts. In our case, it is useful as a measure
to quantify the complexity arising from the interactions between agents.
Since we are looking at the entropy in the agent states, which is an entropy
of information, one appropriate definition is the Shannon entropy [143]:

Si = =2 p(si) In(p(s:)), (3-2)

where p(s;) is the probability of state s;. The large number of possible states
s; the system can have (for N agents there are 3" possible states) means it
is computationally infeasible to directly estimate the entropy. Therefor we
estimate the entropy using the Bethe approximation [144].

3.5.1 Bethe approximation

The Bethe entropy originates from the Bethe-Peierls approximation, intro-
duced by Hans Bethe in 1935 to study the statistical mechanics of spin
systems on lattices [145]. This approximation was developed to analyze
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models like the Ising model, where particles (spins) interact only with their
nearest neighbors. The key idea was to simplify the complex interactions in
a lattice by considering local clusters of nodes and neglecting long-range
correlations. Because of this, the Bethe approximation is particularly useful
for systems with local interactions and is thus a tractable way to estimate
entropy for a network of agents.

While originally developed for networks without self-loops, for which
the approximation is exact, it still provides useful results for networks with
loops. In the Bethe approximation, the system is divided into subgroups.
Entropy is calculated for each subgroup, then adjusted for over-counting.
In our case, we look at pairs of nodes, in which case the entropy is given as

SBethe = Z Snm — Z(l —dn)Sn, (3-3)

(n,m)€E nev

where S, is the entropy of node 7, Sy, is the joint entropy of the connected
pair of nodes n and m and v and E are the set of nodes and edges in the
network, respectively. The degree of each node is given by d;. The joint
entropy of nodes n and m is:

Snm = — Z Pij(si/ S]) 1ngl‘]‘(sl',5]'), (34)

Sl',S]'

where P;;(s;,s;) is the joint probability that node 7 is in state s; and node
m is in state s;. We first convert the large data of individual states to pair
states. As for each pair of nodes there are only 3% = 9 possible states, this
calculation can be done directly. After having a list of states for each node
and edge, we approximate the probability with the frequency of states,
which then allows for entropy estimation using the Bethe approximation.
We do this over windows of timesteps to calculate a moving average of the
entropy over time. This allows us to contrast the entropy of the system with
other measures, like the deviation of market price and fundamental value.
Figure 3.11, which shows the rolling average of entropy of a system without
inhibition in relation to the market price deviations, reveals a remarkable
trend that the entropy of the systems decreases when the market deviates
from the fundamental value. This can be attributed to the fact that for spec-
ulation to occur, organisation and alignment of opinion is required among
agents. Thus, a natural random selection of opinions, which maximises
entropy, keeps the market price close to the fundamental value.
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This behaviour may also explain the mean reverting features often observed
for price movements. What is even more interesting is that a similar pattern
is observed for the fraction of fundamentalists in the system (Fig. 3.11b).
Similar to entropy, the fraction of fundamentalists increases in areas of
higher speculation. This can be understood from the fact that deviations
between fundamental and market value drive fundamentalists. However,
more work is needed with regard to causality: Do the fundamentalists drive
the entropy, or do they react to it? By calculating the entropy per trader
group, we can answer the question of whether fundamentalists or chartists
drive entropy. However, traders switch their opinion quite often, while a
certain amount of time is necessary to arrive at good entropy estimations.
Care is needed in attributing entropy to each trader group.
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We calculate a rolling window of states for each trader so that the window
used for entropy calculations exactly overlaps with the window used to
assign the majority state for each trader. The results from this calculation
are shown in Fig. 3.11. Here, it becomes apparent that the chartists are the
main drivers of entropy in the system. While the number of fundamen-
talists increases with price deviations, their contribution to the entropy is
rather small, while the entropy generated by chartists is almost twice that
of fundamentalists. This means that while there are fewer chartists present
when there is substantial speculation (when the market price deviates most
from the fundamental value), these remaining chartists are still responsible
for most of the disorder in the system.

3.5.2 Entropy and inhibition

So far, we have limited the analysis of entropy in the system to the non-
inhibitory case. However, when we repeat the same analysis for the cases
of increased inhibition, truly fascinating features emerge.

Figure 3.12 displays the relationship of entropy and market price devi-
ations for different values of the inhibition parameter B. There are a few
important observations to make here: Firstly, introducing inhibitory effects
to the system lowers the overall entropy, with the cases of no inhibition
(B = 0) and high inhibition 8 = 0.144 encapsulating the entropy curves.
The second, and even more important discovery is that the shape of the
curves changes with increasing inhibition.
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When we try to describe the system through a thermodynamic lens, we
would expect it to assemble in a state that maximises entropy, given enough
time. When we try to reconcile this with the notion of economic equilibrium,
we expect to find the economic equilibrium at maximum entropy. For both
B = 0 and § = 0.036, maximum entropy is observed when there is no
market price deviation. This is no surprise and corresponds to classical
economic literature, in which market and fundamental value should be
identical in economic equilibrium [40].

However, upon further increasing the inhibitory effect, we can observe
a clear peak of entropy at a market price deviation of around 0.2. This
peak resembles a fundamental shift of system behaviour: We now observe a
shift in economic equilibrium. This means that certain deviations of market
price from the fundamental value are the natural state of the market. This
finding is a clear indicator that irrationality, here implemented as inhibition,
drives bubbles in financial markets. It is the inherent reluctance of humans
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to discard old information, that leads us to cultivate perceptions of the
markets that are divorced from reality. Since inhibitory effects are a key
factor in our decision-making on a neuronal level, the takeaway is clear: We
clearly just can’t help ourselves.

36 RETURN DISTRIBUTIONS AND OTHER MEASURES

Now that we have established that inhibition leads to fundamental changes
in market behaviour, we will analyse some of the other measures to investi-
gate how the changes manifest in quantifiable market behaviour. We start
with the most used measure, the return distribution. We observe log returns
of the market prices p; defined as

re = log(pt) — log(ps—1)- (3-5)

Log returns are an established way of analysing price behaviour and are a
key factor when determining market risk. If our previous analysis is correct
and inhibition does indeed drive the formation of bubbles, we would expect
the return distribution to change when we introduce inhibition. Figure 3.13
confirms that this is the case. The figure depicts return distributions for
ranging from o to 0.16. It reveals a striking pattern: Without any inhibition
present, the returns are normally distributed. When we start increasing
B, the tails of the distribution become fatter, once again confirming that
extreme market events increase with increased inhibition and thus irra-
tionality in the model. This trend continues until we observe the distribution
reverting to a normal distribution at § = 0.16. This is due to the fact that
with strong enough inhibition, the model will collapse to a scenario without
state changes, in which the market price behaviour eventually follows the
fundamental value.
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3.6.1 Average potentials and trader distributions

We have looked extensively at a qualitative picture of both trader distribu-
tions and potentials for individual simulations and discovered that model
behaviour can shift drastically with small parameter changes. To confirm
this, we ran around 100000 simulations with different sets of parameters.
Figure 3.14 indeed confirms the patterns discussed earlier, with the aver-
age potential showing rapid changes when the model transitions between
regimes.

The same pattern can be observed in Fig. 3.15, where the average distribu-
tions of traders are depicted. It becomes clear that in the non-inhibitory
regime, traders are approximately equally divided between opinions and
that with increasing inhibition, we see rapid transitions towards a bifur-
cared market opinion. It should be noted that both Fig. 3.14 and Fig. 3.15
were created using the same network structure for all of the simulations to
ensure consistency. To get a more adequate picture of the relationship be-
tween decay and inhibition, we performed a grid search of both parameters,
where we also varied the network structure to ensure the general validity
of the results. The corresponding phase maps can be seen in Fig. 3.16.
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3.6.2  The relationship between inhibition and decay

As discussed previously, both decay and inhibition are crucial parameters
to consider as possible drivers of irrational behaviour. While inhibition
can lead to primacy bias, decay can introduce recency bias, because strong
inhibition causes aggregated information to be lost quickly. McClelland
and Usher describe a perfect balance of both as ideal for rational decision-

making [118].
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Figure 3.16 shows heatmaps of some of the measures for different val-
ues of inhibition § and decay 7. The plots can be regarded as a sort of
phase diagram for the integrate-and-fire model. If a perfect balance be-
tween inhibition and decay existed, we would expect to see a cyclical or
ellipsoid pattern between both decay and inhibition. We indeed observe
almost circular patterns for the average potential, average firing rate and the
shape of the return distribution («). These are to be expected, because both
inhibition and decay reduce the potential, so the amount of information
aggregated, so it no huge surprise that we see this confirmed here. The
stable distribution alpha first increases with both inhibition and decay as
irrational behaviour increases and then tends towards a normal distribution
with both large « and decay, which concurs with the return distributions
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observed in Fig. 3.13. An almost circular pattern can be observed for the
volatility, however there is an area of medium volatility in the low decay
range, irrespective of inhibiton.

For the absolute price difference (subplot a) and the standard deviation
(subplot b) of net demand, we see a pattern emerging in the low-decay area,
where there seems to be a peak for both around = 0.02 — 0.04, so a certain
amount of inhibition is needed to observe strong price differences emerging.

Both kurtosis (c) and the Hurst exponent (d) are largely driven by de-
cay, with high decay pushing the hurst exponent towards a value of 0.08
and kurtosis around —0.8. However, both clearly have a circular pattern
in the low-decay and low-inhibition phases. It should be noted, that the
kurtosis and the Hurst exponent were calculated at a simulation-step level,
which is 0.01 timesteps. The fraction of fundamentalists (i) in the simulation
is maximised in the low-decay range and with high inhibition.

3.7 DISCUSSION AND CONCLUSION

In this chapter, we introduced inhibitory effects into the integrate-and-fire
trader model to better understand how biases arising from neuronal-level
decision mechanisms can shape financial market outcomes. The focus on
inhibition, inspired by neuroeconomic decision-making models, allowed
us to investigate how primacy and recency biases emerge endogenously
and how these biases can drive market dynamics far from what classical
rational-agent models would predict.

Our findings are multi-fold. First, we confirmed that even a modest in-
troduction of inhibitory effects can drastically alter market behaviour. With-
out inhibition, the model exhibits roughly balanced opinion distributions
among fundamentalists, optimists, and pessimists, and the market price
tends to follow the fundamental value closely. In this scenario, entropy is
relatively high, and the return distribution is close to normal.

As soon as inhibitory effects are introduced, the picture changes dramati-
cally. We observed regime shifts similar to phase transitions, which manifest
themselves as the market rapidly transitioning between equilibrium and
speculatory states or even collapsing into prolonged periods dominated by
a single opinion. During these phases, primacy bias is a key driver of agent
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behaviour. With strong inhibition, early established opinions and states
become "locked in", which causes persistent deviations of market price
from the fundamental values. These locked-in states result in irrational val-
uations, sometimes leading to persistent undervaluation or overvaluation
(bubbles) that would be impossible to explain through rational expectations
alone.

However, thankfully the model provides not just outside observable mar-
ket price information, but also internal variables. Especially the agent
potentials provide early warning signs of upcoming transitions that would
remain hidden if one only looked at observable market outcomes. Before a
system-wide shift in opinion and pricing dynamics, the potentials showed
increasing fluctuations, acting as a precursor signal. This underscores the
strength of our approach: by modelling neuronal-level decision dynamics
explicitly, we gain access to internal state variables that can give us clues
about impending market shifts.

We also explored entropy as a measure of disorder in the model. Un-
der non-inhibitory conditions, market equilibrium corresponds to a state
of high entropy and minimal differences between fundamental value and
market price - a result that is in line with the efficient market hypothesis
and classical economic theory. With increasing inhibition, however, the
entropy landscape changes. At moderate levels of inhibition, we find that
states of non-zero price-fundamental deviation maximize entropy, suggest-
ing a fundamental shift in what constitutes the "natural” equilibrium of
the system. Rather than converging to fundamental value, the market self-
organizes into states of persistent mispricing. This result provides a striking
demonstration of how biases at the individual (neuronal) level can lead to
systemic biases at the macroeconomic level.

Further analysis of the return distributions showed that the introduction of
inhibition and the associated irrationality led to the emergence of fat-tailed
distributions. Such heavy-tailed returns are a well-documented empiri-
cal feature of real financial markets and have long been a challenge for
traditional, rational-based equilibrium models. Our results suggest that
processes akin to lateral inhibition in neural circuits can help explain why
extreme events - crashes and bubbles - are more common than Gaussian-
based models would predict.



3.7 DISCUSSION AND CONCLUSION

Examining phase diagrams in terms of inhibition and decay parameters
reinforced that both biases - primacy from inhibition and recency from
decay - interact nonlinearly. We observed that particular combinations of
decay (how quickly old information loses relevance) and inhibition (how
strongly early signals dominate) produce patterns consistent with known
stylized facts like excess volatility, speculative bubbles, and bursts of activity.
These findings align with our intuition that human cognitive constraints
and biases, instead of being irrelevant details, actively shape large-scale
market dynamics in fundamental ways.

In conclusion, by incorporating inhibitory effects inspired by neuronal
decision-making into an agent-based financial market model, we have
shown that primacy and recency biases can drive persistent and systemic
deviations from rational benchmarks. These mechanisms lead to the for-
mation of bubbles and crashes, increased volatility, and fat-tailed return
distributions, all of which are observed in real-world markets. Our results
suggest that understanding cognitive and neural-level processes is crucial
for explaining the complexity and frequent irrationalities observed in finan-
cial markets.

The next chapter will explore another key aspect of financial markets -
hierarchies in information structure, and examine how the interplay be-
tween hierarchical network structures and the cognitive biases discussed
here can further influence market outcomes.
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In the last chapters, we have introduced the integrate-and-fire trader model
and established its ability to reproduce some aspects of trader behaviour.
So far, we have observed the effects that inhibition and decay have on mar-
ket price behaviour. Irrational behaviour causes rapid market movements,
which can lead to bubbles and crashes. The integrate-and-fire model is par-
ticularly suited to address these crashes because of its focus on information
processing.

However, we have only looked at information processing on an individual
level. Agents process all of the information that they are subjected to and
make corresponding decisions. This is certainly not the only cause of inef-
ficient use of information in markets. On the contrary, the structure of the
market is a crucial factor to account for when analysing market inefficien-
cies. As previously explained in Sec. 1.5, a growing body of literature in
the field of econophysics and complexity economics emphasizes that the
structure of the market itself is critical in determining market behaviour
and can contribute significantly to inefficiencies and instability.

Hierarchical market structures, in particular, have received increasing at-
tention as a source of systemic risk and as potential catalysts for extreme
events such as bubbles and crashes [70, 146, 147].

Benoit Mandelbrot, when investigating fractals and their applicability to
financial data, laid the groundwork to understand how hierarchical and
self-similar structures can shape the behaviour of financial markets [47, 146].
Mandelbrot’s fractal perspective suggests that some of the observed stylized
facts in markets, such as volatility clustering and heavy-tailed distributions,
can be explained with hierarchical clustering of information and trading
activity.

Following a similar intuition, Mantegna and Stanley investigated the pres-
ence of hierarchical organization in cross-correlations of stock returns,
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FIGURE 4.1: Comparison of rapid shifts in group occupancies. Left: transitions on
the hierarchical adaptation of the Lux-Marchesi model [74]. Right:
Integrate-and-fire model.

demonstrating how firms or sectors can form clusters of shared information
influences [147]. Hierarchies in these networks reflect asymmetries in infor-
mation flow and accessibility, implying that certain nodes (e.g., institutions,
funds, or particular classes of traders) have more influence and access to
information than others.

Hierarchies in markets can be thought of as "silos of information", meaning
that certain actors have access to more information than others. Institutional
investors or certain highly connected actors may have greater capacity to
influence market expectations and prices due to their position in the infor-
mation network [148]. This inequality in information distribution is a major
factor that needs to be considered when investigating information asymme-
tries in markets. As described in Sec. 1.5, hierarchical structures in markets
can amplify small fluctuations into broader market movements, leading to
system-wide events like crashes. We were able to show that augmenting
the Lux-Marchesi model [70], a well-established agent-based model known
for generating realistic bubble-crash dynamics with an explicit hierarchical
structure, can lead to the emergence of similar systemic instabilities [74].

As can be seen in Fig. 4.1, the bubbles resulting from hierarchical in-
formation imbalances look strikingly similar to the emergence of bubbles
due to irrationality in the integrate-and-fire model. This observation sug-
gests that both irrational processing at the individual level and hierarchical
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FIGURE 4.2: Two-layer network of agents. Top-level organisations are connected
in an inter-organisational network. Bottom-level: Individual agents
within an organisation are strongly connected, with sparse connectiv-
ity to individuals in other organisations

structuring at the network level share common mechanisms in generating
destabilizing feedback loops and large-scale, abrupt market shifts.

Since the integrate-and-fire model focuses on information, it is also a
suitable candidate for investigating the effect of hierarchies in markets. This
is because the hierarchies in financial markets are information hierarchies,
meaning they limit the amount of information that the individual has access
to. Due to the flexibility in model structure, we only have to make minor
changes to the model setup to incorporate hierarchies into this model and
to investigate their effects on agent and market behaviour. Figure 4.2 shows
how hierarchies can be incorporated into the model.

We decide on a simple two-level setup, with a top-level network that is a
network between organizations and a bottom-level network that connects
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the individual agents. The agents within each organization are strongly
connected and share information, while communication with agents in
other organizations is usually sparse.

4.1 HIERARICHAL NETWORK MODEL DEFINITION
4.1.1  Cluster Formation and Network Structure

We begin by partitioning the total number of 1000 agents into 50 clusters of
20 agents each. This clustering introduces a two-level network structure:

INTRA-CLUSTER NETWORKS  Within each cluster, agents are connected
according to a network topology that models the interactions between
agents in the same cluster.

INTER-CLUSTER NETWORK  Clusters themselves are nodes in a higher-
level network, representing the interactions between different clusters. This
inter-cluster network models how groups influence each other, with connec-
tions representing channels through which information or sentiment can
spread between clusters.

INDIVIDUAL INTRA-CLUSTER-CONNECTIONS Agents can themselves
share information with individual agents in other clusters.

In this new hierarchical integrate-and-fire model, agents are influenced
by both interactions within their own cluster and by influences from other
clusters. Agents receive information from their neighbors within the same
cluster. These interactions represent stronger ties due to social proximity,
shared interests, or frequent communication. Clusters can influence each
other by sharing decisions made on an organizational level. Cluster-level de-
cisions can affect connected clusters through the inter-cluster network. This
models the spread of sentiment or information between groups, which effec-
tively captures the hierarchical nature of influence in social and economic
systems, where individuals are affected by their immediate surroundings
as well as by larger societal trends.
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4.1.2  Dynamics of the Hierarchical Model

To adapt our model to include hierarchical clustering, we must adjust the
dynamics to account for the new structure. We retain the core mechanism
of agents integrating information and firing when thresholds are met but
introduce additional layers of influence due to the hierarchical arrangement.

4.1.3 Agent Potentials and States

Each agent maintains an action potential vector u, integrating information
towards each of the three possible opinions: fundamentalist (i), optimist
(u4), and pessimist (). The potentials evolve over time based on incoming
currents, and agents switch their opinion when any component of their
potential vector surpasses the corresponding threshold ¢;. After firing (i.e.,
switching opinions), agents reset their potentials and continue to integrate
new information. This mechanism is similar to the integrate-and-fire model
described in the previous chapter but now includes additional sources of
influence due to the hierarchical structure.

4.1.4 Currents and Information Integration

Agents receive still currents from three primary sources:

I = Iprice + Inet + Lrand (4.1)

where:

Iorice  represents information derived from market movements, such as
price changes and deviations from fundamental values. This current is the
same for all agents.

Inhetwork includes currents from other agents, now separated into intra-
cluster and inter-cluster components. Intra-cluster currents come from
agents within the same cluster, while inter-cluster currents result from the
influence of other clusters.

Iand represents random external influences, capturing unpredictable
factors that may affect agent decisions.
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To model the influence of clusters on agents and other clusters, we in-
troduce the concept of cluster states. The clusters are implemented as
"meta-traders" and symbolize the behaviour of an organisation as a whole.
We assume scale invariance, so that the clusters follow the same mechan-
ics as the individual agents. The clusters have an action potential, which
receives currents from the agents within the same cluster. They do not
receive random or market information, since the individual agents already
receive this information; instead they represent the organizational level of
decison-making. Otherwise, the mechanics are the same: They possess ac-
tion potentials u,, £ Uco and u.,,, which represent the organizational action
potentials. They integrate the triggers T,, n € C,, from all of the agents
within the cluster. As such, they follow the differential equation

el — fugi(t) — wi,) + ¥ T0), (4-2)

ienc

where T; . is the decay of the action potential of cluster n. for opinion i.
When an organisation makes a decision, it switches state and then commu-
nicates that information through the inter-cluster-network M. As such the
new current Iopwork received by traders is given as

I/network = Inetwork + Icluster/ (4'3)

where I jysterj 1S given as
Leuster,j = wa Z Tnemi (4-4)
i

for an agent in cluster j, where T, is the output of cluster n. and wy defines
the influence of the hierarchal information.

4.1.5 Updating Potentials and States

At each simulation step, agents perform the following actions:

1. Integrate Currents: Agents update their potentials by integrating the
incoming currents, including market currents, intra-cluster currents
from connected agents, inter-cluster influence from clusters whose
dominant opinion has changed, and random currents.

2. Check Thresholds: Agents compare their potentials to the thresholds.
If any component surpasses the threshold, the agent fires and switches
to the corresponding opinion.
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Parameter Value | Parameter Value
Number of agents 1000 | dt 0.01

Tcluster 0.98 T 0.98

0 1 w1 [0.05, 0.3, 0.3]
Wy 0.05 te 1

0% 1 u 0

p 0.05 | Octuster 5

TABLE 4.1: Simulation Parameters

3. Reset Potentials: After firing, the agent resets the potential for the
opinion that caused the firing event.

4. Apply Decay: Potentials decay over time if not reinforced by incoming
currents, reflecting the diminishing influence of past information.

4.1.6  Market Dynamics

The market dynamics in the hierarchical integrate-and-fire model are the
same as those in the previous chapter. The market price is still based on
the excess demand AE generated by the agents, ny,n_,n £r the number
of optimistic, pessimistic and fundamentalist traders, respectively. It is
calculated using the chartist demand D, and the fundamentalis demand
D f:

D = (ns —n- )k, (4.5)
Pf—P

Dy =nprt=, (4.6)

AE =D, +Dy, 47)

where f; is the mean trading volume per unit time,  is a parameter
representing the strength of fundamentalist influence, py is the fundamental
price and p is the current market price. After defining the fixed model
parameters in Tab. 4.1, we now want to investigate the model behaviour.

Since we want to investigate the effect of hierarchical information in com-
parison to cluster information, we vary the parameters w, € [0,0.1] and
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wy € [0,0.05], which describe the effect of the network current and cluster
current, respectively.

4.2 SIMULATION AND RESULTS
4.2.1  Simulations

We start by investigating changes in price behaviour with increased hier-
archical information. The left side of Fig. 4.3 shows how the market price
behaviour changes in the model, starting with no hierarchical information
(top) to strong hierarchical influences (bottom). The right-hand side shows
the excess demands AD at each timestep.

There are a few striking observations to make here: Firstly, in the sim-
ulation without hierarchical influence, the market price closely follows the
fundamental value, while the net demands only show almost no volatility
clustering. In the next plot, for wy = 0.002, we observe a shift in the de-
mand behaviour: we now see strong volatility clustering. When we further
increase the hierarchical influence, this pattern becomes more pronounced:
We observe strong volatility clustering, with the volatility spikes far exceed-
ing the baseline.

At wy = 0.003, we observe a transition both in market price as well as
in the demand behaviour. We see a clear deviation emerging between fun-
damental and market price, which mirrors the behaviour in Chap. 3. With
strong hierarchical influence we can observe the emergence of bubbles,
similar to how inhibition can lead to bubbles. However, there is another
striking transition here: The demand no longer shows any volatility cluster-
ing or spikes. When we further increase wy to 0.004, we observe yet another
transition: The previously observed deviation of the market price from the
fundamental value does not exist anymore, while the volatility shows even
less variability than before.
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FIGURE 4.3: Fundamental (green) market (red) price (left) and net demand (right)
for wy=0, 0.001,0.002,0.003 and 0.004 from top to bottom, respectively.

This observed market and price behaviour seems difficult to comprehend
from just looking at Fig. 4.3: Both market price behaviour and demand
undergo multiple (seemingly unrelated) transitions. To gain a better under-
standing of this behaviour, we once again have to take a look at the model
states to understand this. The states for both the individual agents and the

clusters are depicted in Fig. 4.4.
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Here, on the left side, the individual trader occupancies are depicted,
while on the right side, the cluster occupancies are shown. There are 1000
individual traders organized in 50 clusters. The first three rows of Fig. 4.4
show a seemingly clear picture: Increasing the hierarchal influence leads
to a convergence of opinion both among individuals and organisations
(clusters). Especially the plot for wsy = 0.002 shows the model collapsing to
a fundamentalist majority with suddenly emerging periods of speculation,
while the lower-hierarchy strength scenarios show the model in constant
shift.
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FIGURE 4.4: Occupancy of states for individual agents (left) and clusters (right)
for wy=0, 0.001,0.002,0.003 and 0.004 from top to bottom, respectively.
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This pattern breaks down when we further increase wy to 0.003. Here, we ob-
serve a system where one chartist trader opinion is completely suppressed
(in Fig. 4.4 the optimist opinion), while the individual trader occupancies for
both of the other groups are approximately equal, with the fundamentalists
occupying a small majority. Similarly, the cluster states show an absence
of optimists, with a stronger dominance of fundamentalists. The hierarchy
amplifies small majorities in opinion.

Cluster occupancies usually mirror the individual occupancies, except for
the strong hierarchy case wy = 0.004, where the two are uncoupled - while
all three trader groups have approximately the same occupation amongst
individual traders, the clusters almost all converge on a fundamentalist
opinion. So, in the case of a strong hierarchy, organizations default to a
conservative fundamentalist trading approach even if the majority of their
members do not agree. It should be noted here that a small fraction of
organisations remain open to speculation.

In Chap. 3, we determined that agent potentials and triggers are a cru-
cial source of information to understand how the underlying mechanics
of the model work, allowing us to observe mechanics in markets that are
not usually observable by taking an outside view of trader behaviour. We
perform the same analysis here, which is why both potentials and triggers
are depicted in Fig. 4.5.

Both an analysis of the triggers and the potentials reveal similar patterns
to the ones observed for the trader states: For the first three rows of the
plot, we can observe the potentials transitioning from fluctuating around
0.3 to a clearly emerging order of fundamentalist potentials relatively con-
stant around o.5 (with small fluctuations) and spikes of chartist potentials
between o and 0.6. Again, potentials show precursors of transitions: For
wy = 0.002, the market displays spontaneous emergence of chartists around
t = 500. While there are no precursors in the visible observable market
price, trader occupancies and triggers, the potentials show a clear ramp-up
of chartist potential before the transition.

139



140

HIERARCHICAL INFLUENCES

08}

=0.000
=0.000

06

04}

0.2+

Agent triggers for wa:
Py
3

00k
0.8+

0.000 Agent potentials for wd:

=0.001
IS
3
8

06

Agent triggers for w4

0.002  Agent potentials for wd
°
S

0.002

IS
38
8

0003 Agent potentials for wd
4=0.003  Agent triggers for wd:

04l

02k

0.0k
08

0.004 Agent potentials for w4

06+

04)

02}

0.0}

Agent potentials for wd:

0 280 50 780 1000 1250 1800 760 2000 0 250 500 750  1gpp 1250 1500 1750 2000
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and 0.004 from top to bottom, respectively. The peak in optimism
around t = 1500 follows a long period of increasing fundamental
values (see Fig. 4.3).

The potentials also show the transitions observed for ws = 0.003 and
wy = 0.004, respectively. In the fourth row, the market clearly collapses to a
state with almost no optimistic potential (even though small spikes can be
observed), while for the strong hierarchy case, all opinions have the same
potential.

Analysing the triggers shows a transition at wy = 0.002: We transition
from a regime where all triggers spike from baseline of o to a regime where
fundamentalist triggers fluctuate around 50. In contrast, the chartist triggers
spike only during certain periods. These periods are the ones where we
observe the strong volatility spikes and clusters in Fig. 4.3 and the rapid
changes in trader occupation in Fig. 4.4. For wy = 0.003, we observe no op-
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timist activity, with fundamentalists and pessimists both exhibiting triggers
fluctuating around 450. For the strong hierarchy case wy = 0.004, we see
high activity for all trader groups, which corresponds to the fact that the
trader distributions between opinions are almost uniform.

So far, we have relied on the results of one simulation setup with varying
hierarchal influence to study the model behaviour. We have made a couple
of fascinating observations: Firstly, we can clearly relate the introduction
of hierarchies to the model with the emergence of volatility clustering.
Secondly, the model undergoes multiple transitions that affect all of the
measurable outputs of the model: We can observe the emergence of specu-
lation, opinion convergence towards fundamentalism with brief spikes in
chartism, precursors to transitions in the potentials and more. However, to
make sure that we present a comprehensive analysis of the model, we need
to investigate different setups of the model with different parameters.

4.2.2  Phase diagrams

Phase diagrams have already proven useful in Chap. 3, allowing us to spot
patterns in model behaviour driven by parameter choices. Since we want to
investigate the effects of hierarchical information, we vary both wy, which
controls the effect of the individual-level network and w,, which controls
the effect of the cluster-level network on the currents that agents receive.
We run simulations and compute multiple measures for each simulation.
This allows us to create phase diagrams, which clearly show the model
undergoing multiple transitions.

The phase diagrams in Fig. 4.6 show results for a grid search over a pa-
rameter range of 0.0 — 0.005 for wy and 0.0 — 0.1 for wy. The first thing
that becomes obvious when looking at the diagrams is that the model be-
haviour is largely driven by the influence of the hierarchy wj,. For any given
network influence w», there are multiple transition points where we can
observe drastic changes in model behaviour. The multiple different phases
can be clearly observed when studying the fraction of fundamentalists in
the model. Starting with approximately % of trader occupation, we can
clearly observe a transition towards almost complete fundamentalist domi-
nance with increasing hierarchy strength, with a clearly defined domain
wall. By further increasing w,, we can observe another transition towards
approximately 50 percent occupation.
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FIGURE 4.6: Phase diagrams for various measures of trader states, potentials and
market price.

Similar patterns can be observed all throughout the diagrams: Both the
triggers and potentials increase with the influence of the hierarchy. How-
ever, these increases do not happen steadily but instead as rapid phase
changes at the same transition points as the fraction of fundamentalists. An
interesting pattern can be observed for the absolute price difference: This
measure describes the difference between market and fundamental value,
and this is a measure of the amount of speculation in the model. There
is a clear area where we can observe speculation, which agrees with the
individual simulations we analyzed in the previous section.

Despite measures based on the states of the traders, we can also observe
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model behaviour based on the price movements. Here, another fascinating
pattern becomes apparent: In addition to the patterns observed for the
measures based on agent states, there is a clear spike for all of the measures
associated with the price behaviour, clearly visible by the bright line cross-
ing the plots for volatility, correlation, stable distribution «, the standard
deviation of the net demands and the kurtosis. To gain a deeper under-
standing of what makes this area special, we once again rely on entropy, a
key measure that helped us understand model behaviour in the previous
chapter.

4.2.3 Entropy

As introduced in the previous section, entropy is a very useful measure to
understand the interplay between market behaviour and agent states. We
use the same definition for entropy as defined in Sec. 3.5, so our analysis
is based on the individual trader states. On the left-hand side of Fig. 4.7,
the entropy for the different values of wy is depicted. At first glance, the
figure seems almost incomprehensible. However, a clearer pattern becomes
apparent once we realise that there are two main mechanics at work here:
Firstly, entropy stays almost flat for all values of wy, so it is practically
independent of the market price deviation. This is in stark contrast to the
non-hierarchical model, where entropy was strongly driven by price devia-
tions. We can observe that entropy remains unchanged when we increase
wy from o to 0.001, which is in line with the observation that there is no
fundamental change in behaviour within that range.

For w4 = 0.003, however we can observe much higher entropy than previ-
ously observed, indicating a clear transition in behaviour. This corresponds
to the simulation, where we can observe clear market price deviations.
When we further increase the hierarchical influence, entropy drops again,
which matches the expected result given that bubbles disappear in the
strong hierarchy regime.

The most fascinating value, however, is w; = 0.002, which corresponds to
the bright strip observed in the phase diagrams. To better understand the
movement of this entropy graph, we plot the entropy normed by the value
for the lowest observed market price deviation - depicted on the right side
of Fig. 4.7.
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FIGURE 4.7: Left: Entropy for different values of wy, Right: Same plot but normed
by the minimum entropy for each value of wy.

Here, the pattern becomes much clearer: Entropy is approximately con-
stant regardless of market price deviations, except for the w, = 0.002 case,
where we see a strong increase in entropy with market price deviations.
This corresponds to the fact that the more disorder we observe, the higher
the speculation is in this scenario. Going back to the simulation plots for
wy = 0.002, we can explain why.

As discussed earlier and depicted in Fig. 4.4, in the wy = 0.002 regime,
the market defaults to full fundamentalist dominance with spontaneous
emergence of speculation. Interestingly, the system goes in and out of spec-
ulation, so it changes order spontaneously, resulting in the corresponding
entropy behaviour. If we conjecture the same behaviour for entropy as in
Chap. 3, we conclude that the market is continuously driven towards a state
of equilibrium, however, the hierarchical influences drive it back towards a
state of order by imposing a tendency towards a strong majority.

4.3 DISCUSSION AND CONCLUSION

In this chapter, we introduced hierarchical structures into the integrate-and-
fire trader model to investigate how asymmetries access to information
shapes market outcomes. Drawing from literature in complexity economics
and econophysics [70, 146, 147], as well as from Mandelbrot’s foundational
work on fractals and hierarchical clustering of financial data [47, 146], we
examined how embedding agents in a hierarchical structure can gener-
ate stylized facts and systemic instabilities that are not fully explained by
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individual-level decision-making processes.

Our findings expand on the previous chapter, where we showed that
incorporating neuro-inspired decision biases such as inhibition can help
explain stylized facts like the emergence of bubbles and fat tails. Here, a
similar dynamic emerges from the structural dimension. Hierarchical and
asymmetrical information flows, conceptualized as "information silos", give
certain nodes (organizations or institutions) disproportionate influence over
market sentiment, as also suggested by Mantegna and Stanley’s analysis
of stock return cross-correlations [147]. Just as inhibition led to persistent
biases and regime shifts in agent opinion distributions, hierarchical struc-
tures can amplify minor shifts in opinions, thus pushing the market away
from equilibrium and into states of high speculation, which manifests itself
as volatility clustering. Asymmetric information and influence can result in
the dominance of one or more opinions.

A key result is that even small hierarchical influences can induce dramatic
changes in market dynamics. Without hierarchical influences, fundamental-
ist, optimist, and pessimist opinions balance each other out. This baseline
scenario reflects a high-entropy market environment where prices behave
relatively efficiently. This corresponds to classical economical models that
often assume equal access to information and rational agents. However,
introducing hierarchical influences quickly destabilizes this equilibrium.
Information can accumulate in certain clusters and as their sentiment shifts,
the entire market can follow suit, leading to sudden spikes in volatility, per-
sistent deviations of the market from the fundamental prices, and cascades
of speculative behaviour.

These hierarchical-induced dynamics bear resemblance to phenomena stud-
ied extensively in econophysics: volatility clustering, heavy-tailed return
distributions, and pronounced bubbles and crashes [70, 148]. When hier-
archical structures are strong, the market can collapse into regimes where
one type of opinion (often the fundamentalist view) dominates cluster-level
decisions. In such phases, short-lived speculative bursts can emerge and
vanish abruptly. When we investigated the model’s internal variables, such
as agent potentials and triggers, we found that these measures can help
predict shifts in market regimes. This mirrors the findings from the last
chapter: there, inhibition-driven potentials provided early-warning signals
of impending transitions. A look at the agent potentials and firing patterns
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allows us to draw insights that traditional, price-focused analyses might
miss.

Investigating these states through entropy and phase diagrams revealed
multiple phases of market organization. When hierarchical influence is
absent or weak, the market’s "natural" equilibrium state is one of high
entropy and near alignment with fundamental values — mirroring efficient
market conditions. As hierarchical influence strengthens, however, we enter
regimes where mispriced states display high entropy, indicating that persis-
tent departures from the fundamental value can become stable equilibria
under structural asymmetries. This finding complements the picture from
the previous chapter where cognitive biases shifted the market’s equilib-
rium away from fundamentals; now we see that hierarchical structures can
have a similar systemic effect.

The presence of hierarchical structures in combination with moderate
network-level influence parameters can trigger volatility clustering and
generate return distributions with fat tails. As dicussed previously, these
well-know stylized facts have been associated with structural factors like
hierarchies in real-world markets. By explicitly modelling hierarchical infor-
mation channels, we create a mechanistic understanding of how structural
asymmetries might contribute to these complex market behaviours, extend-
ing beyond the purely cognitive explanations offered previously. The results
presented here resonate strongly with previous work that combines the
Lux—Marchesi model with hierarchical structures [74], where it was shown
that combining the Lux-Marchesi model with hierarchical influences leads
to the spontaneous emergence of speculation, bubbles, and crashes. In that
earlier study, the model was modified to incorporate scale-invariant, asym-
metric information flows, ultimately reproducing known characteristics of
financial markets, including volatility clustering and fat-tailed distributions
of returns. Crucially, it revealed that for certain hierarchy strengths, mar-
kets evolve into regimes characterized by uniform opinions and sudden
mood swings, which give rise to sharp market movements and speculative
behaviour. Our current integrate-and-fire hierarchical model reproduces
many of these patterns: it exhibits abrupt shifts from stable "fundamentalist"
dominance to bursts of speculative sentiment and back again. Just as in the
hierarchical Lux-Marchesi framework, these transitions can be triggered
internally, without the need for exogenous shocks.



4.3 DISCUSSION AND CONCLUSION

Comparing these two approaches highlights a key point: hierarchical struc-
tures themselves, whether applied to a traditional agent-based framework
or to a neuro-inspired model of decision-making, are capable of producing
systemic instabilities and stylized facts reminiscent of real financial mar-
kets. In the earlier hierarchical model, the emergence of speculation and
sudden crashes could be traced to critical parameters defining the strength
of the hierarchy’s influence. In our integrate-and-fire model, we also found
distinct phases of market behaviour, with abrupt transitions that depend
on both hierarchical connectivity and influence parameters. Both models
emphasize that structure and especially hierarchies are a central driver
of market outcomes, which needs to be considered alongside to decision
processes.

This chapter shows that the complexity and inefficiency of real financial
markets cannot be reduced solely to the cognitive biases of individual
traders. While the previous chapter highlighted how neuro-inspired inhibi-
tion and decay parameters can induce substantial deviations from rational
benchmarks, the current chapter shows that macro-level hierarchical struc-
tures play an equally important role. Hierarchical information flows can
independently induce market fragility, volatility clustering, and systemic
mispricing, aligning with the growing body of literature that emphasizes
the structural organization of markets as a key determinant of their insta-

bility [70, 148].

This concludes our investigation of the single-stock model. In the next chap-
ter, we will generalize the integrate-and-fire ABM into a general framework
and introduce another crucial determinant of agent behaviour: constraints.
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From the previous investigation, it has become apparent that the integrate-
and-fire model is indeed a suitable candidate for opinion modelling. Es-
pecially in a setting where multiple opinions are competing, it provides a
way to negotiate these conflicting options and observe the infectious spread
of opinion, the formation of fixed opinion clusters and even spontaneous
shifts in opinion. Behavior is heavily dependent on network structure. This,
combined with the variability and adaptability of the model (the model
can stabilize even if put into precarious parameter spaces), is why it can be
used to describe decision processes in various systems.

The original integrate-and-fire trader model introduced in Chap. 2 has
a very tight integration of opinion modelling and market dynamics. This is
due to the fact that a firing event corresponds to a switching of state, and
this state directly influences the market through the Lux-Marchesi price
dynamics. With this tight integration, many stylized facts can naturally
emerge, like fat-tailed return curves, reversion to the mean, crashes and
others. However, how the integration is implemented somewhat limits the
systems to which this can be applied. Often, we observe very complex opin-
ion dynamics that do not necessarily correspond to intricate price patterns.

The model can also be expanded with a crucial part of human motiva-
tion: constraints. In the case of just one asset, an argument can be made
to ignore these constraints if we assume a very large market. Many single-
asset agent-based models let agents work without a budget. However, in
most markets, constraints are very relevant, and they will heavily influence
the actions of a trader (you should not buy a racecar if you cannot afford
it, no matter how much you might want it). In addition, behaviour might
depend on the past actions of the trader. This can include refractory periods,
which have been shown to lead to synchronization [149]. To account for con-
straints, we introduce the integrate-and-fire model as an opinion modelling
framework in which opinion spreading and trader actions are separated.
Within this framework, a wide variety of opinion-sensitive systems can be
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modelled. The framework as a concept will be presented in the following,
and then an application example will be discussed in Sec. 5.2.

5.1 TOWARDS A GENERALIZED FRAMEWORK

There are a couple of things to unpack when considering a generalized
framework for decision processes using the integrate-and-fire approach.
The first is to define the scope and the elements of the framework, how they
interact with each other and what kind of systems the framework can be
applied to. As described in Chap. 2, the integrate-and-fire model allows us
to bring the results of behavioural- and neuroeconomics into the space of
agent-based modelling. It does so by introducing an information-gathering
and decision-making process that accounts for the behaviour on the neu-
ronal level in a highly abstract way. Still, it maintains many of the essential
features of decision-making.

While decision-making is certainly an important aspect of a model, as
becomes evident when observing how much the integrate-and-fire trader
model deviates from the Lux-Marchesi model, it only forms part of a com-
prehensive model. Other parts of the model include what we will call the
"system", which essentially defines the playing field on which agents inter-
act. For economic applications, this is most likely a market, but can also
include governments, nature and other entities that might interact and be
affected by the actions of agent behaviour. In the integrate-and-fire trader
model, this role was filled by the Lux-Marchesi price dynamics, aggregating
demand and supply and changing the market price accordingly. In Sec. 5.2,
we will discuss a much more elaborate system, an order book.

Another crucial part is the agents that drive system behaviour. Of course,
the initial model had agents, which were defined by their action potential
u, their threshold @ and their state i. Agent’s actions simply depended on
their state and always acted on the system in the same way. To describe
more realistic versions of the market, it is desirable to enable the possibility
of more elaborate agent designs. This can include agents whose actions are
under constraints and depend on state variables and others. The final part
is the role of information, which can be generated by both the system and
by agents’ actions and that influences how agents act. In the following, all
three core modules of the framework will be introduced.
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5.1.1 The role of system

The system is defined by its state

St - (vt,ll s lvt,K)I (51)

which is defined by the running variables v; ;;, m € K. The running variables
hold all of the relevant information about the system at time f. In the case
of the initial model, this corresponds to the current market prices p;, the
previous one p;_1, and the fundamental values py;. In a more elaborate
setting, this could relate to the current state of a government’s policy,
seasonal variables or outstanding orders in an order book. The system’s
evolution depends on the actions of the N agents, which are given as A,,.
Thus, the system’s state at time t will depend on both the system’s past
states and the traders” actions at time t — 1.

5.1.2 Agents

The role of actions - described in the most abstract way - is to transform
the state of a system S; at time ¢, given the information I into an output
A, which will act on the system. Each agent underlies a decision-making
process governed by the leaky integrate-and-fire mechanic. For a single
agent faced with M possible opinions, the action potential can be described
as a set of differential equations

% = (uj —up;)n+ Li(t) + Z ,Biju]-, i=1,2,..., M. (5.2)
jEM

The evolution for the action potential u; for opinion i is defined by multiple
terms. The first, (1; — u,;)7;, describes the decay of the action potential
over time towards the resting potential u,. Here, 7; defines the timescale
for the decay of potential for opinion i. The current I;(t) describes all of
the information regarding opinion 7 that the agent is subjected to. They
are added to the action potential because they are aggregated as part of
the decision-making process. The final term } ;- Bijitj can describe in-
hibitory effects like the ones found in the leaky computing accumulation
model [118]. For inhibitory effects, ,Bij will be negative Vi, j, meaning that if
agents are close to a decision for option i, the action potential u; is close to
the threshold ¢;, this will reduce the other action potentials ;.;, making it
less likely for agents to choose them.
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See Chap. 3 for an argument explaining why this is a valuable addition.

The opinion state of an agent is described by the M-dimensional action
potential u, a resting potential #, and a threshold ¥:

Uq Upt] 4]
w=\| |, = : =1 0, (5-3)

UM Uyt M M

At each timestep ¢, the agent will receive a current

L=1] : |, (5-4)
Iy m

Like the original integrate-and-fire trader model, when u; reaches the thresh-
old ¢;, the agent will act. However, while the original model had a clear
and predefined action, fire and switch state, in the generalised framework,
the action can depend on constraints and state variables of both the system
and the agent. This action usually consists of two parts: an interaction with
the system and an information transfer to connected agents and is best
illustrated by the following example:

Let’s say you receive information that absolutely convinces you that a
stock i will skyrocket next week. In a world without constraints, you would
invest a huge sum into the stock, expecting a huge profit. However, after
logging into your bank account to make the investment, you are confronted
with the harsh reality that you are a broke PhD student unable to invest in
anything except basic necessities. In this case, your constraints prevented
you from engaging the market based on your information. You might,
however, still complain to your friend about your situation, who, having
saved all of his hard-earned cash from teaching classes, might take the
opportunity to invest in the stock. So, while you did not act on the system,
you still transferred some of the information to other agents, which is why
both actions can happen independently in the new framework.

So the process is clear: When agents are driven to act, they first check
their constraints and their personal state variables D; and other system
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variables, and then act on the system and transfer information to other
traders. Their action output

0 u<vieM
A(n,t) = o (55)
f(Dn,O/- . -/Dn,t—l/SO/- .., S, {Z}) dieM: u; >= 191'

thus depends on the relevant opinions 7, as well as their state variables
D and the system variables S. Their information output, the trigger T will
depend on the action they choose:

Tt = f(Ant). (5.6)
Based on their action A;;, they will update their own state variables
Dy 11 = f(Dno,---,Dut, Angt), (57)
as well as those ofthe system
St41=f(So,---,St, A1, .-, ANE)- (5.8)

Finally, regardless of the action, the action potential u; will be reset to u;,
after firing.

5.1.3 Information

The model assumes the existence of M different options with which agents
are faced. These can refer to the choice of M different stocks, M different
political opinions and many others. The parameter M determines the di-
mensionality of the model. Each opinion i has a corresponding dimension,
which can also be considered as an information channel. The currents are
the drivers of the agent dynamics, and they are typically made up of three
parts: Changes in the system state, actions of other traders and random
information.

It = It,sys + It,net + It,rand' (5-9)

I; sys is the information that a trader receives from observing the system’s
state. This can be market movements, sales numbers or other external
information.

It,sys = f(SO/ .. ~/St>- (5~10)
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I} net is the information that a trader receives directly from other agents.
Agents are connected through a network with an adjacency matrix K, a
N x N matrix for N agents. The output of each agent T is a function of their
action A, and these outputs are then transmitted to the other agents in the
network. Regardless of how the triggers are calculated, agents receive the
triggers from all of the traders they are connected to. For a normal network,
the network-induced current for agent # is given as

N N
Liet, n = Z Tj,tkjn = Zf(Aj,t)kjn' (5.11)
=1 =1

In exceptional cases, like system structure incorporating hierarchies, the
information transfer can take different forms.

5.1.4 Simulation Steps

A simulation is set up as follows:
1. Set initial conditions: Initial system state S, initial action potentials u;
2. Calculate currents based on system state
3. Apply currents to agent, evaluate triggers
4. Agents evaluate actions if they are triggered
5. Calculate agent output based on actions
6. Let actions act on the system
7. Go to step 2 and repeat

The difference to the simulation in the original model is that agents if
triggered, will choose the action they take based on constraints and then
act instead of simply switching states and firing.

The general introduction to the framework was very abstract, so we will
now try to fill it with life by applying it to a multi-stock market.

5.2 APPLICATION: EXTENDED MODEL

The original version of the integrate-and-fire trader model describes just one
actively traded asset. This can be an aggregate of the global stock market, a
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currency-exchange pair or something else. Within that framework, it can be
used to evaluate a wide range of phenomena. However, examining not just
the opinion of traders concerning a single asset but their behaviour when
they are confronted with a choice of different stocks can bring even further
insights into market dynamics.

To gain insight into this kind of behaviour, the model needs to be re-
built from the ground up to account for the very different dynamics. The
integrate-and-fire framework allows us to build a more ambitious model
that follows the same intuition. There are a couple of core market features
that will be incorporated into this new model. The first, as mentioned
before, is that the model now allows traders to choose between different
stocks. The second is that agents now hold a portfolio of stocks in which
they allocate portions of their wealth between different stocks. Another
change is that agents now exchange stocks via an order book, allowing for
a much more microscopic view of market behaviour. All of these changes
make the model more realistic without adding unnecessary complexity.
Indeed, as we will see, some of the additions even make the model more
straightforward.

5.2.1  Model basics

The model deals with N agents trading M different stocks in an order
book exchange. Despite the significant changes, we will keep two of the
Lux-Marchesi dynamics: Stocks still have underlying fundamental values
and traders’ opinions are still driven by optimism, pessimism and funda-
mentalism. However, these influences will now be combined into a single
dimension. We will go through each part of the new model in detail to
explain the changes and the new mechanics.

5.2.2  General: Multi-Stock

Upgrading the model from a single-stock variant to a multi-stock version
requires redefining some of the fundamental entities of the model. The first
is that the notions of state and opinion do not apply anymore for a system
of multiple stocks. Agents do not have general views of the economy, they
only have views regarding specific stocks. That is why each dimension of
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the model now corresponds to the opinion about a single stock. Information
is still communicated with multidimensional currents

I
I= : (5.12)
Int,
where i = 1...M are the different stocks between agents can choose.

The model still works under the assumption that traders underly both
chartist and fundamentalist influences. However, they are accounted for
in a different way in this new model. Since there is now just a single
dimension for each asset, all available information must be incorporated in
a one-dimensional manner. This poses a challenge: How can we incorporate
the different influences (optimism, pessimism, fundamentalism) into a
single dimension? For the single-stock model, the opinions about the future
of the stocks were described by the current

Iy abs(p — pf)
Lprice = | I | max(0, %)) . (5.13)
I_ max(0, —‘;—’f)

The information flows captured by these currents still apply to any of
the individual stocks, but we need to reduce the dimensionality. We help
ourselves by simply adding the influences of each dimension if they convey
a positive opinion about the stock or subtracting them if they convey a
negative opinion. The new currents are essentially the norm of the original
current. However, appropriate signs are added to reflect the different direc-
tions in which they might push a trader’s opinions about a stock. From the
definition of optimists, pessimists and fundamentalists, it is clear how these
influence a trader. Optimistic influences will make a trader more likely to
buy a stock, while pessimistic influences will discourage him from buying
a stock. Fundamentalist influences will encourage traders to buy a stock if
the market price p is below the fundamental value py and discourage them
if p > py. This is why the market influence for stock 7 is given as

api

dp:
Lnarket,i = al(pi - Pf,i) + aZmaX(O/ ﬂ) - “3max< "t (5.14)

dt

Here, dp;/dt is the derivative of the price of stock i, and p; — py,; refers to the
difference between the market price p; and fundamental value py ; of stock i.
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Replacing the previous dimensions with single-stock dimensions may seem
like an enormous deviation from the original model. However, it indeed
follows the exact same intuition and the dynamics of the multi-dimensional
integrate-and-fire model are utilized in the same manner. In the original
model, the three dimensions refer to the different possible opinions about a
stock, and the dynamics of the model provide a description of how these
compete against each other. Traders are constantly subjected to informa-
tion that might push them to make decisions based on fundamentalist or
chartist opinions, and these influences are balanced through competition
in different dimensions. Similarly, in the new model, a trader is constantly
facing the choice of allocating its wealth between different options. Traders
receive information that might lead them to buy a range of different stocks,
and all these influences compete with each other via multidimensional cur-
rents. So, in both the original and the stock model, the different dimensions
correspond to different options from which the trader must choose and
which are competing for attention.

After getting the initial definitions out of the way, we will now take a
look at the system in which the agents operate: a market with an order
book.

5.2.3 System: Order book

The Lux-Marchesi model employs a simple yet powerful approach to mod-
elling the effect of traders” actions on market price traders: By using a
macroeconomic aggregation of demand and supply, prices rise when there
is excess demand and fall when there is excess supply. It is very fundamen-
tal way of modelling market forces, but a lot of information is lost in the
process. There are multiple reasons why a different way of setting prices is
essential.

In the Lux-Marchesi model, every trader has the same average influence on
the market. Stock price changes simply depend on the number of agents
in each group. However, in real market settings, there is significant hetero-
geneity between actors in financial markets, with some taking billion-dollar
speculative positions and others investing their leftover cash at the end of
the month. This is an important distinction since large individual trades
can have a significant impact on markets. A famous example is the large
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effect that some individuals can have on cryptocurrency markets [150].

Another reason is that to understand price patterns on short timescales,
market microstructure is important. The way traders exchange assets and
information shapes the reactions of markets to news, the emergence of
speculation and others. The original integrate-and-fire model is very suited
to model the spread of information between agents. Still, many of the dy-
namics on short timescales are lost because of the highly aggregated price
mechanics. Introducing an order book allows us to capture the entirety of
agent behaviour and should leave us with a much richer description of the
market.

A limit order book is an electronic list of buy and sell orders for a fi-
nancial instrument like a stock, organized by price level. It is used to match
buyers and sellers in financial markets. The book lists all outstanding limit
orders, so orders are placed to buy or sell at a specified price or better.
Orders are then sorted from best to worst based on the limit price. While
buy orders are sorted from highest price to lowest (best bids at the top), sell
orders are the reverse, with the lowest asks (offer prices) at the top. When a
new order comes in to buy or sell, it gets matched to the best price available
on the opposite side of the book. For example, a buy order gets matched
with the lowest ask. If an order exceeds the volume available at the best
price, it keeps getting matched at the next best price, moving down the
list. If orders that are not immediately matched enter the market, they get
added to the book on the appropriate side and ranked by limit price. Limit
order books provide liquidity to markets and reflect dynamic supply and
demand. Market movements are shaped by changing volumes and depths.

In this new agent-based model, agents can register orders when they decide
to increase or decrease any of the positions in their portfolio. Orders have a
lifespan of five timesteps, meaning that they are automatically cancelled if
they have not been filled after that time period. While many order books
enforce a minimum trading quantity, for the sake of simplicity, we refrain
from introducing this into the new model. Orders can be partially matched
if the order volumes differ.
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stock id 1 2 3 4 5 | risk-less
price 0.1 |04 | 02| 01| 04 1
holdings 3 2 6 3 3 12
wealth in asset | 0.3 | 0.8 | 1.2 | 0.3 | 1.2 1.2

TaBLE 5.1: Portfolio of trader n before wealth reallocation

5.2.4 Agents: Portfolio

As part of introducing heterogeneity into the model, agents are now subject
to constraints. While they effectively had infinite budgets in the initial
model, they now allocate limited wealth between different assets. That is
why we introduce portfolios for agents. In this version of the model, the
trader must choose to allocate his wealth between different stocks i and a
risk-less asset. The riskless asset has a fixed price and provides guaranteed
interest r. Each agent holds its wealth in a portfolio with holdings h; of
different assets. Each asset has a price p;, which results in a wealth invested
in asset i of

qi = hi X pj. (5.15)
An example of an agent’s portfolio is shown in Tab. 5.1.

In addition, traders have a memory in that they remember the order in
which they decided to buy the assets in their portfolio. Desirability is ranked
based on when an asset was bought last. The ranked portfolio from Tab. 5.1
can be seen in Tab. 5.2.

When traders decide to increase investment in an asset, they must give
up some other investment in exchange. Investments in stocks can either
be financed by cash, so holdings in the riskless asset, which can always be
liquidated immediately, or by selling positions in other stocks. Typically,
traders will try to execute their new investment choices as soon as possible,
meaning that they will try to finance the new investment using the riskless
asset and then try to sell other stocks later.

Since the model now incorporates an order book, transactions are not
necessarily executed immediately. Traders cannot freely exchange different
assets with each other but can only enter offers into the order book. Once
these orders are completed, so their orders could be matched with other
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rank | stock id | wealth in holding | fraction in wealth
1 2 0.8 0.16
2 5 1.2 0.24
3 1 0.3 0.06
4 3 1.2 0.24
5 4 0.3 0.06
- risk-less 1.2 0.24

TaBLE 5.2: Holdings of trader n ranked by preference

orders, changes in portfolio manifest.

Let’s say our previously introduced trader n decides to invest wealth of
1.5 into stock 3. This would lead to the entering of at least three orders
into the order book: The first would be an immediate "bid", or buy order
over 1.2, so the entirety of immediately available cash, to buy stock 3. The
next one would be an order to sell the position of 4, since it has the lowest
desirability of any of the available stocks. The last one would be another
bid order of for stock 3 that becomes activate after a successful sale of the
positon in stock 4. The reason for this is that agents cannot go into debt —
by only allowing the bid order to go active after the ask has cleared agents
are prevented from buying stocks without the funds. To illustrate this, we
will look at the portfolio after every order. For simplicity of this illustration,
we will assume that stocks are traded at market price, even though this is
not the case in the actual model dynamics, as described in Sec. 5.2.5.

Let’s start by looking at the portfolio immediately after the orders were
entered into the order book. This is depicted in Tab. 5.3. As visible in
Tab. 5.3b, the three orders are now recorded in the order book: trader n
tries to buy stock 3, sell stock 4, and then buy more stock 3 once the sale
of 4 provides additional liquidity. Outstanding orders in an order book
block the agents from trading the corresponding assets, as seen in Tab. 5.3a.
This is implemented so that agents cannot offer more than they own. So
far, the agent has merely registered orders, and no transactions have taken
place yet. This will only change once other agents register additional orders.

Let’s say a different trader, trader m, registers an ask order for stock 3
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(a) trader portfolio

EXTENDED MODEL

stock id 1 2 3 4 5 risk-less
price 0.1 04| 02| 0.1 0.4 1
holdings 3 2 6 0 3 0
wealth in asset 0.3 0.8 1.2 0 1.2 0
holdings (blocked) o 0 0 3 0 1.2
wealth in asset (blocked) o} 0 0 0.3 0 1.2
(b) order book
kind issuer stock id quantity | price | active | filled
bid trader n 3 6 0.2 yes no
ask trader n 4 3 0.1 yes no
bid trader n 3 1.5 0.2 no no

TABLE 5.3: Trader portfolio and order book immediately after trader n decides to
invest into stock 3.

over 6 units, matching the bid order of trader 7. In the order book, these
orders are automatically matched - leading to yet another portfolio change
as depicted in Tab. 5.4.

Now, the investment wish of n finally becomes a reality: The holding
of stock 3 increases by 6, and both orders become inactive because they
have been filled. To illustrate the last mechanic, let trader m register another
order, matching the ask order for stock 4. It is, once again, immediately
matched because the prices of the orders are identical.

Agent n has now successfully liquidated the position in stock 4, providing
the necessary cash to activate the bid for stock 4 that was previously inac-
tive. Tab. 5.5 shows the corresponding changes in the portfolio and order
book. In the actual model dynamics, price setting for bid and ask orders
vastly differs and depends upon the information available to the traders.

161



162 A NEW FRAMEWORK FOR SOCIAL INTERACTION

(a) trader portfolio

stock id 1 2 3 4 5 risk-less
price 01| 04| 02| 01| 04 1
holdings 3 2 12 0 3 0
wealth in asset 03| 08| 24 0 1.2 0
holdings (blocked) o o} o 3 o} o}
wealth in asset (blocked) 0 0 0 0.3 o} o}
(b) order book

kind issuer stock id | quantity | price | active | filled
bid trader n 3 6 0.2 no yes
ask trader n 4 3 0.1 yes no
bid trader n 3 1.5 0.2 no no
ask trader m 3 6 0.2 no yes

TABLE 5.4: Trader portfolio and order book after trader m issues an ask order for
stock 3.

5.2.5 Agents: Order Price

We have discussed how the model handles traders’ decisions to buy a
particular stock for a specific price. However, a description of the process
by which the agent decides which stock, at what quantity, what price and
when to trade is still missing.

Agents act as a consequence of a firing event. Regarding the opinion model,
the firing event in this model is very similar to the original model. However,
the market implications are very different. This is due to the multi-asset
nature of this updated model. The firing time for each stock i is similarly
defined:

u(tf,i,n) = 191',71/ (5.16)
which corresponds to the fact that a trader fires current pointing into the
direction of the information it received after that amount of information
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(a) trader portfolio

EXTENDED MODEL

stock id 1 2 3 4 5 risk-less
price 01| 04| 02| 01| 04 1
holdings 3 2 12 0 3 0
wealth in asset 0.3 08 | 24 0 1.2 0
holdings (blocked) 0 o 0 0 0 0.3
wealth in asset (blocked) 0 0 0 0 0 0.3
(b) order book
kind issuer stockid | quantity | price | active | filled
bid trader n 3 6 0.2 no yes
ask trader n 4 3 0.1 no yes
bid trader n 3 1.5 0.2 yes no
ask trader m 3 6 0.2 no yes
bid trader m 4 4 0.1 no yes

TABLE 5.5: Trader portfolio and order book after trader orders play out

163



164

A NEW FRAMEWORK FOR SOCIAL INTERACTION

reaches a threshold. After firing, the action potential regarding the particular
opinion is reset according to

§l_i)rgl+ u(tn,i + 5) = Un,ir- (5-17)
When a trader fires in the information dimension i, the channel regarding
stock 7, orders are issued to reallocate a fraction of wealth into stock i.
Many models that work with order books set the price of these orders to
fluctuate randomly around ask, bid or mid prices. Since we have a model
that captures the decision process of traders and also the information they
receive, we can utilize this to capture the irrationality of agent decisions.
We define a new quantity we call excitement that affects both price and

volume.
2

1t exp(—u; + uj,)

() -1 (5.18)
b=ty
The excitement of a trader is a measure that is defined only at the firing
time and measures the surplus of information that a trader receives when
the threshold is reached. Since we work in discrete time, and agents receive
triggers from other agents all at once, usually the threshold is not exactly
hit, but overshot. This "overflow" of information means the agent wants
to trade more urgently and in an order book setting, this requires price

adjustment. I" follows a sigmoid function, as depicted in Fig. 5.1.

The excitement captures a couple of effects that may impact price setting:
The first is that - at the time of decision - some traders might have more
positive information than others and thus will have an increased desire to
invest because their expected payoff will be higher. In addition, it captures
trader motivation: If I get a big push of information that pushes me over the
edge, I will act more impulsively than if I only received a small additional
amount of information. Lastly, it allows the element of panic in markets
because avalanches of information will drive price movements.

Agents have access to order book bid and ask prices and set their individual
prices based by weighting these using their own excitement.

bid(t,n) = T(t,n)ask(t) + (1 — T (¢, n))bid(t) (5.19)

(t,n)bid(t) + (1 —T(t,n))ask(t). (5.20)

Given their internal valuation, order prices are then set based on
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FIGURE 5.1: The excitement of a trader scales with surplus information and has a
sigmoid shape.

Pria(t,n) = N(bid(t,n,0)) (5.21)
and
Pask(t, 1) = N(ask(t,n,0)) (5.22)

for any order issued by trader # at t.

5.2.6 Information: Network and Cross-Influences
Like before, agents receive information in the form of current

It = Ltsys + Lt et + 1 rand- (5.23)

The system part of the current I; 55 is given by the previously introduced
price current:

Loys(t) = Iprice(t)r (5.24)
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which we repeat for completeness

Iy abs(p — pf)
Lprice = | I+ | & | max(0, %’) . (5.13)
I. max(0, —%’)

Prices in the order book are determined by the mid prices, meaning the
average of bid and ask.

Network

In addition to market movement, agents also receive information from other
traders. When a trader decides to buy a stock i, this information is shared
with all the traders that are connected to that trader. Thus, the network part
of the current is given as

Inet,i,n: 2 Tj,nkjn (5'25)
j=1..N

Similar to the original model, T; is the trigger and K is the connection
matrix, also referred to as (k);;. The trigger T; , is the output of trader n
with regard to stock i into the network at each timestep. The last current
Liand in is the random information a trader n receives about stock 7 at any
given time.

Cross-Influence

As previously described, action potentials in the integrate-and-fire frame-
work follow a differential equation

dui

— = (i —up )G+ Li(t) + ) Bijuj, (5.2)
dt .

jeEM
where the last part describes possible inhibitory behaviour between different
options. In the stock market, however, cross-influences are not necessarily
negative. It is well known that certain stocks are correlated, and these
correlations will often inform trading decisions. That is why agents, when
integrating information, will include these cross-influences, resulting in the
following differential equation
dui

o = i)+ Yopili(t) + Y Bijuj, (5.26)
j jeEM
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with p;; being the cross-influence of information regarding stock j on the
perception of stock i. Agents construct these cross-influences themselves by
observing correlations of prices, but since agents have limited processing
capabilities, they will only selectively populate their internal correlation ma-
trix with the other entries being zero. However, since information is shared
between traders at firing events, expected correlations between stocks still
influence global market phenomena.

As before, I,,,; simulates the arrival of random news and follows a normal
distribution.

5.3 RESULTS

In the following, results of the updated model are presented. Since the
definition of states is not as straightforward anymore, we concentrate on
some of the stylized facts produced by the model. In Fig. 5.2, some of
the stock prices produced by the model are shown. Clearly, the market
price follows the fundamental value, but it can deviate significantly, with
sharp drops in fundamental value often inducing even larger adjustments
in fundamental price.
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FIGURE 5.2: Plots of all 10 timeseries for one simulation of the multi-stock order

book model. The fundamental values, which have been generated by
fitting a geometric brownian motion to the top 100 stocks by market
capitalization are plotted in green, while the market prices are red.
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FIGURE 5.3: Log returns for a single stock for At = 1,10 and 50 days. While the fit
agreement is not perfect, It is till apparent that returns get consistently
more-fat tailed on shorter timescales.

Looking at the market and fundamental prices is a good and necessary
sanity check, but the real challenge of the model is to reproduce the stylized
facts of markets. Their relevance was introduced in Sec. 1.3 and we will now
investigate them. Probably the most prominent stylized fact is the fat-tailed
nature of stock returns. To test whether this is the case for our model, a
histogram of log-returns for a single stock is depicted in Fig. 5.3. There it
becomes apparent that on short timescales, returns are indeed fat-tailed,
while they tend towards a normal distribution over larger period. This
matches actual market behaviour.

While single stocks are usually fat-tailed because of their high vulnera-
bility to external factors, stock market indices tend to be less heavy on
the tails since the weighted average reduces the overall exposure to risk.
Figure 5.4 confirms this is also true in our model. A holding-weighted
average of stocks is indeed less fat-tailed than the individual stocks.
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FIGURE 5.4: Log returns a weighted sum of all of the stocks by holding.

To further investigate model behaviour, we take a look at the development
of total wealth of all traders over time. Since the total wealth is essentially a
holding-weighted sum of all the stock prices, it serves the same rule a stock
market index would in a typical exchange. Notable when examining the
wealth over time is the sharp drop in wealth around timestep 35000, which
mirrors the patterns observed in the fundamental price.
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FIGURE 5.5: Total wealth of agents over time
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FIGURE 5.6: Timeseries of daily order volumes

The interesting model behaviour lies in the microstructure of the market,
the order book, so we investigate the order volume to see whether the drop
has an effect on orders. As Fig. 5.6 shows, this is indeed the case. During
the crash, there is a significant increase in order book activity.

To further investigate, we look at the returns and the order book dur-
ing the period of the crash in Fig. 5.6 showing the same period.
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F1GURE 5.7: Top: Time series of returns between ¢ = 30000 and ¢ = 40000. Bottom:
excerpt of the time-series depicted in Fig. 5.6. The time series of
returns shows volatility clustering, and the order volume shows
increased orders during volatility spikes
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Here, we discover two key things: The first observation is that the model
exhibits volatility clustering, another important stylized fact to reproduce
(see Sec. 1.3). Second, when looking at both the returns and the order book,
we confirm that the big spikes in orders occur during periods of increased
volatility, another stylised fact (see Sec. 1.3).

The next step of the investigation is to look at some of the distributions the
order book produces. By looking at the results, we see a common theme:
Distributions tend to be fat-tailed, with extreme events exceeding even the
likelihood of power law distributions. As we will see, this mirrors some of
the extreme distributions found in real markets as well. We begin with a
look at the daily order volumes in Fig. 5.8. As shown in Fig. 5.7, extreme
shifts in market price are accompanied by extreme volumes in orders.

This has effects on the distribution of daily orders, with a clear outlier
on order activity at the crash previously investigated. Next, we turn our
attention to agent heterogeneity. A big argument for introducing microstruc-
ture into the model is that it allows us to better account for differences
between individual traders. Fig. 5.9 shows why this is a feature worth ex-
ploring. While most of the distribution follows a pareto distribution, some
extreme outliers emerge. These outliers are agents that are far more active
in the market than others, effectively taking on the role of market makers.
Market makers fill a crucial role in markets in that they provide liquidity. It
is fascinating to see such a behaviour naturally emerge in this model, given
that traders start with similar initial conditions.
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FIGURE 5.8: Histogram of daily order volumes over a simulation run.



5.3 RESULTS

Count
S

0 5000 10000 15000 20000 25000 30000 35000
Number of Trades per Trader

FIGURE 5.9: Histogram over the number of trades per trader. Notice that the
distribution follows a pareto distribution, with the exception of a
cluster of mega-active traders

The emergence of market makers is accompanied by the emergence of mega-
rich individuals. Figure 5.10 shows a distribution of total agent wealth at
the end of a simulation. Again, there are clear outliers that accumulate
vastly more wealth then others. This is a nice illustration of Paretos 8o0-20
rule that we discussed in Sec. 1.1, which states that a few people control
the wast amount of wealth.

A look at real markets reveals that this mirrors the wealth distribution
of high net-worth individuals. By looking at the wealth of the Forbes 400,
shown in Fig. 5.11, we find that the distributions look remarkably similar.
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FIGURE 5.10: Histogram over the wealth of traders. Notice that the distribution
follows a pareto distribution, with the exception of a cluster of mega-
rich traders
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FIGURE 5.11: Distribution of wealth of the Forbes top 400 richest people. Data
taken from [14].

As the results show, the introduction of an order book and agent hetero-
geneity make the model more realistic, and the implementations reproduce
stylised facts.

5.4 CONCLUSION

In this chapter, we introduced the integrate-and-fire framework and in-
troduced an order book model utilizing the new features. The framework
describes the model as an interplay of agents and the system, and defines
the role information plays as the key driver of system dynamics. By in-
troducing an extended version of the differential equation describing the
action potential, decision-making processes can now be modelled with
higher fidelity.

These new definitions are put to use in an agent-based model that extends
the original integrate-and-fire trader model with multiple stocks, agent port-
folios and order books. Information is still the driver of decision-making,
but actions are more complicated now because agents are heterogeneous,
have budgetary constraints and have more options to choose from. Agents
also incorporate their own observations of past market behaviour in their
decision-making process. This is done by introducing cross-influences based
on stock market correlations.

The resulting model can produce many of the stylized features of financial
markets, such as fat tails, volatility clustering and increased order volume
during volatility spikes. Market makers and inequalities emerge naturally
from a population of initially very similar agents. While these results are
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promising, there is room for follow-up investigations. Some areas to explore
are:

5.4.1  Order book microstructure

We have detailed data about the orders that agents enter. It would be
worthwhile to take a closer look at the micro-behaviour of these dynamics
and comparing to the established theory of order book behaviour. Finding a
way of relating information processing in the model to order book structure
would be interesting

5.4.2 Network behaviour

Finding network indicators for wealth and activity in the order book would
certainly be worthwhile and could answer questions about which factors
drive success in markets. Are the agents with a better understanding of
market correlations advantaged? The well-connected agents? Or do some
people get lucky and can then use their wealth in a self-fulfilling prophecy
of success?

In addition, information flow measures could be implemented to investigate
the effect of shocks, which can be implemented by supplying agents with
negative information. The model dynamics suggest that some individuals
have more influence than others.
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In the last chapters, we have introduced the integrate-and-fire model as an
adequate description of decision processes in financial markets. However,
most of the findings in the past chapters have leaned toward a qualitative
description of markets. By replicating stylised facts, we were able to show
that the model can indeed describe many of the processes in financial
markets while accounting for the neuronal basis of decision-making. In the
previous chapter, we formalised the model and introduced the integrate-
and-fire framework as a general framework to model the interactions of
many interacting humans.

In this chapter, we will take a step back from focusing the model entirely on
financial markets and present work that shows that the integrate-and-fire
model can be used to describe real-world phenomena with high accuracy,
especially contagion processes. This chapter is included to show a working
example of the model applied to real data.

6.1 INTEGRATE-AND-FIRE MODEL OF DISEASE TRANSMISSION

The following work presented resulted from a co-supervision of a Master’s
thesis (Shahbanno A. Hussain) by both my supervisor, Dimitri Vvedensky,
and me. I am presenting it here because, in addition to co-supervising, the
concept for the model stemmed from my work on the integrate-and-fire
model, and I was the one who conceived and wrote the original project
proposal. However, the majority of the credit for this work belongs to Shah-
banno, as she is the one who implemented the model, ran the simulations
and wrote the first draft for the academic paper published in Physical
Review E [151].

The original inspiration for this model came from a simple insight: when
modelling the spread of diseases, the interaction of infected humans with
the outside world can be condensed to a simple process: integration and
firing. We integrate by absorbing infectious matter, and when a critical
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threshold is reached, our immune system becomes overwhelmed, and we
begin to "fire", i.e. cough, thus spreading the infection to the ones in close
proximity to us. While this might be a very abstract view of the process, it
is able to capture and reproduce essential features of pandemics, as will be
demonstrated in the results section later.

6.1.1 Introduction

From its early beginnings, epidemiological modelling has been a crucial tool
to understand the spread of infectious diseases. The recent SARS-CoV-2
(COVID-19) pandemic has revived global interest in this field to never-
before-seen levels. It clearly demonstrated the need for accurate models
that can forecast disease transmission across populations and inform gov-
ernmental policies [152]. One of the foundational models in epidemiology
is the susceptible-infected-recovered (SIR) model. Introduced by Kermack
and McKendrick in 1927 [153], the SIR model disguinishes the SIR model
disguinishes three possible states of agents:

* Susceptible (S): Individuals who are vulnerable to contracting the
disease but have not yet been infected.

¢ Infected (I): Individuals who are currently infected with the disease
and are capable of transmitting it to susceptible individuals.

¢ Recovered (R): Individuals who have recovered from the disease and
are assumed to have gained immunity.

The model assumes a closed population. This means that there are no
births or deaths unrelated to the disease, and that people neither enter nor
leave the observed population otherwise. Disease spreads through contact
between susceptible and infected individuals. The dynamics of the model
are governed by a set of ordinary differential equations:

s dI dR

where: f is the transmission rate, representing the probability of disease
transmission per contact times the average number of contacts per individ-
ual per time step and 7 is the recovery rate, representing the proportion of
infected individuals who recover per time step.

The SIR model is governed by a key parameter, the basic reproduction
number Ry = B/. It describes the average number of secondary infections
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produced by one infected individual in a fully susceptible population. If
Rp > 1, the infection will spread through the population; if Ry < 1, the
infection will eventually die out. The SIR model, in its basic form, assumes
homogeneous mixing, meaning that in a large enough population, everyone
is equally likely to come into contact with one another [154]. Considering
that this is a thesis in the field of complexity science, it must come as no
big surprise to the reader that we find this description unsatisfactory. In
reality, humans are much more likely to interact within certain groups,
such as family members, friends, or coworkers. These social structures can
significantly influence the spread of disease and must be considered for
more accurate modelling, which is why a network description of social
structures is necessary to provide accurate modelling. As we have seen in
the previous chapters, the structure of a network can have significant effects
on model behaviour, which is why this fact should not be neglected in the
pursuit of a simple model.

Network structures have been implemented into SIR models [155]. Usually,
nodes represent individuals that are connected by edges, which repre-
sent social connections; these edges can become occupied when infection
transmissions occur [156]. Thresholding has been implemented in spik-
ing networks, where secondary infections can occur [157]. However, these
approaches fail to integrate over multiple interactions, leaving the sys-
tem without any memory. The COVID pandemic, however, has made the
importance of memory, e.g. acquired immunity in the population, abun-
dantly clear [158]. This is one reason why models that allow for reinfection
have proven useful in describing pandemics. One such model is the SIRS
(Susceptible-Infected-Recovered-Susceptible).

The SIRS model allows agents to lose immunity over time and then become
susceptible to infection again [159]. They allow for the introduction of
cross-immunity matrices, which account for the partial immunity acquired
by infection with one strain of a disease to others [160]. Due to natural com-
petition, this will lead to the most infectious strains being dominant over
time [161]. However, these models still often fail to properly incorporate
memory and spatial resolution.
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6.1.2 Applying the integrate-and-fire model to infections

At the core of the model’s intuition is the realisation that the processes
describing information transmission in neurons are strikingly similar to
the transmission of infection in individuals. In the integrate-and-fire model,
neurons receive currents from other neurons until a threshold is reached. At
this point, the neuron fires, transmitting current to other connected neurons.
It enters a refractory period, in which it becomes inactive until it starts
receiving currents again. Similarly, individuals moving through society are
exposed to infectious diseases all the time. However, only when enough
infectious matter is absorbed (integrated) so that the immune system is
overwhelmed do we become infected. An infection will usually lead to the
host replicating the virus or bacteria that caused the infection, and the host
will start to transmit the disease to others, in some cases literally firing
out the disease (coughing). Given enough time, the host will recover and
usually be immune to receiving further infections of the same kind for a
while before becoming susceptible again.

Compared to the previous chapters, the mapping is very straightforward
for this application and requires only limited adjustments. We use the math-
ematical description of a simplified integrate-and-fire model. We model the
social structure of the population using an undirected network G = (V, E),
where V is the set of nodes (agents) and E is the set of edges (social connec-
tions) between agents. The network follows a power-law degree distribution
with exponent 3, making it a scale-free network [162]. Many real social
networks follow exponents around 3 [84]. Each agent i € V has a degree k;,
representing the number of connections (neighbours).

6.2 AGENT STATES AND VARIABLES

Each agent i at time ¢t is characterized by the following variables: Its state
Si(t), its infectious matter I;(f), its infection threshold 6; and its transmis-
sion rate B;(t) and, if infected, its time since infection T;(t). We will now
explain all of them.

The state of agent i at time ¢ is given as.

0, if agent i is susceptible at time ¢
Sit) = & P . (6.2)

1, if agenti is infected at time ¢
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The infectious matter [;() > 0 represents the amount of infectious matter
accumulated by agent i at time step t. Once the infectious matter surpasses
the infection threshold 0;, the agent becomes infected. This threshold is
initialised as 6;(0) = 6. After an agent recovers, the threshold is increased
to account for acquired immunity.

The transmission rate B;(t) determines the fraction of infection transmitted
to neighbours in each given time step. When the threshold is updated,
we also update § to offset the increased threshold, so that the amount
transmitted to neighbours remains unchanged. If an agent does become
infected, the time since infection T;(t) tracks the duration of disease.

63 MODEL DYNAMICS

The model progresses in discrete time steps At. At each time step, every
agent i is subject to the following processes:

6.3.1 Transmission of Infectious Matter

Each agent transmits infectious matter to its neighbours. The amount
transmitted from agent i to neighbour j at time ¢ is:

oy L) o
Toi(t) = Bi(t) K if S;(t) € {0,1} and S;(t) =0, 6
0, if S](t) =1.

Here, k; is the degree of agent i and B;(t) and I;(t) are the transmission
rate and infectious matter of agent i at time f, respectively. We rescale
the transmission rate by k; to distribute infectious matter equally among
neighbours. This scaling is implemented to account for the limited time
agents have to spend with others.

6.3.2  Reception and Accumulation of Infectious Matter

For each susceptible agent i (S;(t) = 0), the total incoming infectious matter
at time ¢ is:
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) =Y Ti(), 6.4)

JEN;
where N; is the set of neighbours of agent i.

The agent updates its infectious matter:
L(t+At) = L(t) - e 2T 4 i), (6.5)

where 75 is the decay time constant for susceptible agents. Infection natu-
rally decays over time as the body fights against the infection.

Infected agents (S;(t) = 1) do not accumulate additional infectious matter
from neighbours, but instead follow

L(t+At) = Ij(t) - e~2/T, (6.6)
where 17 is the decay time constant for infected agents.

6.3.3 Infection Event (Fire)

A susceptible agent i becomes infected if its infectious matter exceeds its
infection threshold:

If S;(t) = 0 and I;(t) > 0;(t), then S;(t + At) = 1. (6.7)

At the time of infection, we initialise the time since infection: T;(f + At) = 0,
which tracks infection duration.

6.3.4 Recovery and Immunity Update

Infected agents recover after a fixed recovery time 1 (refractory period):
If S;(t) =1 and T;(t) > tg, then S;(t + At) = 0. (6.8)

Recovery has four effects on agents:
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1. Reset Infectious Matter: Since the body has successfully fought the
disease, we assume all traces of infection have been removed.

Ii(t+ At) = 0.

2. Increase Infection Threshold (Immunity): Recovery comes with the
benefit of acquired immunity, which we can model easily by adjusting
the threshold using the immunity threshold factor f > 1.

0i(t + At) = 6i(t) - f,

where f > 1 is the immunity threshold factor representing the
increase in the threshold due to acquired immunity.

3. Adjust Transmission Rate (Output Scaling): As discussed previously,
we rescale the transmission rate to offset the increased threshold.
n; 1
ﬁi(f+At) = ,30 . 1_[ 7

n=1

Here, By is the base transmission rate and 7; is the number of times
agent i has been infected. As can be inferred from the product, we
rescale Bg by 117 for each past infection.

4. Reset Time Since Infection: Naturally, we have to reset the infected
time to zero since the agent is no longer infected.

T;(t+ At) = 0.
6.3.5 Immunity Decay

The increased infection threshold decays exponentially back to the base
value 6y over time, representing loss of immunity:

0;(t + At) = max (90, 0;(t) - et/ Te) ) (6.9)
where Ty is the immunity decay constant.

64 PARAMETER DEFINITIONS

The model behaviour is governed by 8 key parameters, which we list here
for completeness:
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¢ The total number of agents N,

¢ the base infection threshold 6y,

¢ the base transmission rate By,

¢ the decay time constant of infectious matter for susceptible agents g,
¢ the decay time constant of infectious matter for infected agents 17,

¢ the recovery time (refractory period) for infected agents Tz,

¢ the immunity decay constant for the infection threshold 7y and

* f, the immunity threshold factor, which represents the increase in
infection threshold upon recovery.

65 INITIAL CONDITIONS

To set up the model, we initialise a small fraction of agents with non-
zero infectious matter to simulate initial infections. Except for the initially
infected agents, all agent states are set to susceptible. All agents start with
the base infection threshold: 6;(0) = 6y and transmission rates are initialised
to the base rate: §;(0) = Bo.

6.6 MODEL SUMMARY

The model simulates the spread of an infectious disease through a hetero-
geneous population represented by a scale-free network. Agents interact
by transmitting infectious matter to their neighbours, accumulating expo-
sure over time. The integrate-and-fire mechanism allows agents to become
infected when their accumulated infectious matter exceeds a threshold.
The inclusion of memory through the accumulation of infectious matter
and adaptive infection thresholds accounts for varying susceptibility and
immunity in the population.

67 KEY FEATURES AND EFFECTS OF PARAMETERS

To allow for a better understanding of the model, we list some of the key
dynamics of the model and how they are influenced by parameters.

¢ Transmission Dynamics:
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- Higher transmission rates () lead to faster spread.

— We scale transmission inversely with agent degree (k;) to pre-
vent high-degree nodes from disproportionately influencing the
spread.

Memory of Interactions:

- Previously accumulated infectious matter [;(t) provides memory
of past exposures.

- I;(t) decays exponentially to model the body’s natural defence
mechanisms.

Adaptive Immunity:

— The infection threshold 6;(t) is increased after recovery to model
acquired immunity.

— This increased threshold is subject to immunity decay (7p), which
allows for the possibility of reinfection over time.

Output Scaling:

- We adjust transmission rates p;(t) after recovery to prevent
agents with higher thresholds from disproportionately trans-
mitting infectious matter.

— The output scaling factor is the reciprocal of the product of all
threshold increases, ensuring balance in the model.

Recovery Dynamics:

— The recovery time 7z determines how long agents remain in-
fected.

— Longer g can lead to prolonged periods of infectivity.

6.8 CALIBRATION AND RESULTS
6.8.1 UK Covid Data

To validate our model, we utilise real-life COVID-19 case data from Eng-
land [163], when all legal COVID-19 restrictions in England officially
ended [164]. This timeframe allows us to observe the natural progres-
sion of the virus without the confounding effects of government-imposed
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interventions. During this period, the Omicron variant was the predominant
strain in circulation [163]. This is advantageous for our modelling purposes,
as it permits the use of a single-strain version of the integrate-and-fire
model, simplifying the analysis while still capturing the essential dynamics
of transmission.

The data on raw case numbers show daily fluctuations due to variations in
testing rates across the week, with a noticeable decline towards the weekend.
To address this, we use weekly averages of positive tests - this enables us to
calibrate the model based on consistent and representative case numbers.

To guide our parameter selection, we adopt a structured and informed
approach. We start with a baseline model that includes only the most es-
sential agent parameters: the infection threshold and recovery time. At this
stage, we set both the transmission rate and the threshold increase factor
to 1, and we exclude any decay processes to keep the model as simple as
possible. From this starting point, we then iteratively introduce and adjust
the optional parameters, focusing on those that have the most significant
impact on case numbers. This helps reduce the computational burden while
still optimising the parameters critical for replicating real-life dynamics. We
initialise each simulation with a small seed amount of infectious matter, so
that the infection can spread organically through the simulated population.
This approach avoids imposing arbitrary initial conditions that may not
align with reality.

Once a preliminary set of parameters yields results that align closely with
the real-life data, we perform a grid search to fine-tune each parameter. The
objective is to minimise the root-mean-squared error (RMSE) between the
simulation output and the actual case data. The outcome of the calibration
is summarised in Tab. 6.1.
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Network Parameters

Number of agents N 2,500

Power-law degree distribution exponent m 3

Agent Parameters

Infection threshold 6, 100
Recovery time g 3
Transmission rate S 1

Infectious matter decay constant (infected agents) 7; 6
Threshold factor (immunity) f 1.6
Immunity decay constant 1y 35

Initial Conditions

Initial percentage of agents with infectious matter 5%

Percentage of threshold initially injected into agents  0.01%

TABLE 6.1: Optimised model parameters for matching COVID-19 case data in
England. Note that all agents share the same parameters, reflecting a
homogeneous population in the model.

We run the simulation on a scale-free network with 2,500 agents, which
balances the need for sufficient case numbers (reducing statistical errors)
and manageable computational time. The power-law degree distribution
exponent of 3 is chosen to reflect the heterogeneous connectivity observed
in real social networks [162]. The large infection threshold value is chosen
to reduce computational rounding errors during the summation of infec-
tious matter. To account for stochastic variations in the network generation
and initial infection placement, we average the results over 100 simulation
runs. This ensures that our findings are robust and not unduly influenced
by specific random configurations. This is especially important consider-
ing the observation in earlier chapters that model behaviour can change
dramatically with small changes in network structure.
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6.8.2  Simulation Results and Analysis

Temporal Dynamics of New Cases

Figure 6.1 illustrates the number of new COVID-19 cases over time, com-
paring the simulation results with the actual data from England [163].
The model demonstrates a remarkable alignment with the real-world data,
achieving an RMSE of 0.014%. This high degree of accuracy is noteworthy,
especially considering that the model assumes homogeneity among agents
regarding parameters such as recovery time and infection threshold.
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FIGURE 6.1: Comparison of real-life COVID-19 cases in England (black curve)
with new cases from the integrate-and-fire model simulation (blue
curve), expressed as a percentage of the population. The simulation
parameters are detailed in Tab. 6.1. Shaded regions represent standard
deviations from averaging (light-grey for data, blue for simulation).
The dark-grey area indicates the period when government restrictions
were active, ending on February 24, 2022 [164].

As depicted in Figure 6.1, the simulation successfully captures the sec-
ondary and tertiary peaks observed in the real data. This shows that the
model has the ability to incorporate memory effects related to previous
interactions and immunity. Traditional epidemiological models often fail
to reproduce such multiple peaks without external interventions. A key
advantage of the integrate-and-fire approach is that these memory effects
come naturally with the model, even in this very simple form. While the
overall fit is excellent, we observe a few discrepancies between model and
data:
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INITIAL PEAK WIDTH The initial peak in the real data is broader than in
the simulation. This may be attributed to delayed network connectivity as
people gradually resume normal activities post-restrictions.

LATER PEAKS The fourth and fifth peaks are less accurately captured.
Possible reasons include the model’s fixed population size (not account-
ing for births) and the lack of consideration for infections introduced via
international travel.

CASE PROPORTIONS The simulation indicates a fraction of new cases
approximately 100 times larger than observed. This suggests a higher trans-
mission rate within the model, implying that while the model captures the
general trends, absolute values may need scaling. With a larger number
of agents, we would expect to be able to limit the necessity for rescaling.
However, this would have required computational efforts outside of the
scope of the project.

To align the simulation timeline with the real data, we scale the simu-
lation time steps by a factor of 10.33, effectively mapping each simulation
time step to approximately 10.33 days. Given the homogeneity of agent
parameters, these scaled values can be interpreted as average characteristics
of the population, as shown in Tab. 6.2.

Parameter Susceptible Agents Infected Agents
Recovery time - 31.00 days
Infectious matter decay constant — 62.00 days
Immunity decay constant 361.67 days 361.67 days

TABLE 6.2: Scaled time parameters in the COVID-19 simulation, where 1 time step
equates to 10.33 days.
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FIGURE 6.2: Semilog plot of time to first infection versus degree. Each point
represents the mean and standard deviation from 100 simulation
runs. The dashed line is a linear fit, indicating an inverse relationship
between degree and time to infection.

Comparing these parameters to biological data, we find that our fit pro-
duces results close to reality. When comparing the recovery time, reported
values for COVID-19 range from 5 to 30 days [165-169], which is close to
our model’s 31-day recovery period.

For the Immunity Decay, studies suggest that immunity protection decreases
exponentially, with a 1/e reduction over approximately 275 days [170]. Our
model’s immunity decay constant of 361.67 days is within a reasonable
range.

These comparisons validate the plausibility of the model parameters and
suggest that the integrate-and-fire model can be tuned using biological data
to predict case numbers.

Infection Spread and Network Degree

An important aspect of our analysis is the relationship between an agent’s
network degree (number of connections) and the time to first infection.
Figure 6.2 presents a semilog plot illustrating this relationship.
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The analysis reveals that agents with higher degrees become infected ear-
lier. This is not surprising, since we would expect that highly socialising
individuals play a significant role in propagating the infection. The linear
regression on the semilog plot yields:

Time to Infection ~ exp(3.0982) - k~009% (6.10)

where k is the agent’s degree. Scaling by the time step factor, we can predict
infection times based on connectivity.

Visualisation of Infection Spread

To further illustrate the dynamics of infection spread, Fig. 6.3 provides snap-
shots of the network at different time steps. Nodes are sized proportional
to their degree, and colour-coded to represent their infection status.

The visualisation confirms that high-degree nodes are among the first
to become infected and act as hubs facilitating the spread to less-connected
agents.

A
e

(c)t=17

FIGURE 6.3: Snapshots of infection spreading through the network over time.
Nodes represent agents, with size proportional to degree. Blue nodes
are susceptible, while shades of red indicate infected agents, with
darker shades representing more recently infected individuals.
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6.8.3 Impact of Interventions

Methodology for Intervention Analysis

To evaluate potential control measures, we introduce interventions into
the model based on the parameters established in Tab. 6.1. We implement
interventions starting at time step 16, simulating policy responses to rising
infection rates. Recognising that interventions are typically temporary, we
stop them after time step 65. This is where one of the core strengths of our
model shines: the capacity to remember previous interactions and immunity
levels allows us to study not only the immediate effects of interventions but
also the consequences upon their removal.

Quarantine Strategies

We consider two levels of quarantine:

ISOLATING INFECTED AGENTs Upon becoming infected, agents are
immediately isolated, rendering them inactive in terms of transmission.
They remain isolated for the duration of their recovery time.

ISOLATING INFECTED AGENTS AND THEIR NEIGHBOURS Extending
the quarantine to include an infected agent’s immediate contacts, akin
to "test and trace" programs [171], effectively removes clusters from the
network temporarily.

Figure 6.4 illustrates these quarantine strategies within a network segment.

(a) (b) (c)

FIGURE 6.4: Visualisation of quarantine interventions: (a) No intervention; (b)
Isolation of infected agents; (c) Isolation of infected agents and their
immediate neighbours. Nodes represent agents, with red shades
indicating levels of infectious matter.
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FIGURE 6.5: Effect of gathering restrictions on network connectivity: (a) No in-
tervention; (b) and (c) Gathering restriction limiting interactions to 2
contacts. Nodes are marked in red if their degree is reduced due to
the restriction. Grey edges represent inactive connections.

Gathering Restrictions

We also model social gathering restrictions, such as limiting the number of
individuals in a meeting (e.g., the "rule of six" in England [172]). This is
implemented by capping the number of contacts an agent can interact with
at each time step. The algorithm ensures that both agents in a potential
interaction do not exceed their allowed number of contacts.

Randomisation is introduced in the order of agent interactions to prevent bi-
ases. Figure 6.5 demonstrates the effect of gathering restrictions on network
connectivity.

Results of Interventions

Figure 6.6 presents the impact of different interventions on the number of
new cases over time.
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FIGURE 6.6: Comparison of new COVID-19 cases over time under different inter-
vention scenarios.

Key observations include:

¢ Flattening the Curve: All interventions reduce the height of the initial
peak, demonstrating their effectiveness in slowing the spread.

* Delayed Herd Immunity: Stronger interventions lead to higher sec-
ondary peaks after the interventions are lifted, indicating a delay in
achieving herd immunity.

¢ Cumulative Cases: The total number of cases converges to similar
values across scenarios, suggesting that interventions redistribute
cases over time rather than reducing the overall number.

¢ Delay of Peak: Gathering restrictions notably delay the timing of the
peak, as the reduced network connectivity slows down transmission.

These results underscore the importance of considering both short-term
and long-term effects when designing public health interventions.
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69 MODELLING MULTIPLE STRAINS WITH THE INTEGRATE-AND-FIRE
MODEL

6.9.1 Introduction

The single-strain integrate-and-fire model, as previously discussed, provides
valuable insights into the spread of infectious diseases like COVID-19.
However, many real-world scenarios involve multiple strains of a pathogen
co-circulating within a population. These strains may interact, compete,
and influence each other’s spread due to factors like cross-immunity and
differential transmissibility. To capture these complexities, it is necessary to
extend the single-strain model into a multi-strain framework. This allows
us to study the interplay and competition of multiple strains.

6.9.2  Model Implementation

Extension to Multiple Strains

The multi-strain model considers two strains, which we will call Strain
A and Strain B, though the framework is generalisable to any number of
strains. Each strain propagates independently through the network, with
agents accumulating infectious matter for each strain separately. This means
that each agent collects, or "integrates" the infectious matter received from
neighbours for each strain independently, similar to different opinions in
the integrate-and-fire trader model.

Strain-Specific Parameters

Each strain possesses its own set of parameters:
¢ Infection Threshold (6;)
* Recovery Time (T;)
¢ Transmission Rate (5;)
* Infectious Matter Decay Constant (-y;)

These parameters allow for modelling differences in transmissibility, viru-
lence, and recovery between strains.

195



196

PRACTICAL APPLICATIONS

Co-infection and Infection Dynamics

In biological systems, simultaneous co-infection with multiple strains is
relatively rare [173]. To reflect this, when an agent’s infectious matter
exceeds the threshold for any strain, the agent becomes infected with
that strain and ceases to accumulate infectious matter for all strains. This
cessation represents the physiological changes that prevent concurrent
infections. If thresholds for multiple strains are exceeded simultaneously —
a rare event — we designate the agent as co-infected. In this case, we assign
the longer recovery time of the two strains to avoid bias. Upon recovery, the
agent’s infectious matter for all strains is reset to zero.

Cross-Immunity Mechanism

Recovery from one strain can allow agents to gain partial immunity to other
strains, a phenomenon known as cross-immunity [174]. To model this, we
introduce a threshold increase factor matrix F, which modifies the infection
thresholds post-recovery:

F= (FAA FAB) , (6.11)

Fpa Fpp

where F;; represents the factor by which the infection threshold for strain
j increases after recovery from strain i. For example, an agent recovering
from Strain A will have its threshold for Strain A increased by F44 and
for Strain B by F4p. This mechanism ensures that agents return to a single
susceptible state but with modified vulnerability to each strain, depending
on their infection history.

6.9.3 Application to Influenza Spread in Canada

Selection of Real-life Data

To validate the multi-strain model, we apply it to the spread of influenza
in Canada. Influenza is an ideal case study due to its transmission via
close human contact [175] and the co-circulation of two primary strains:
Influenza A and Influenza B [176]. Influenza A is generally more prevalent
and is known to mutate rapidly, leading to annual infection cycles [177].
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We utilise positive influenza specimen data from Canada’s FluWatch pro-
gram [178], focusing on the period before 2020 to avoid anomalies intro-
duced by the COVID-19 pandemic and related government interventions.

Model Calibration and Parameter Tuning

INITIAL PARAMETER SETTINGS We begin by assigning identical pa-
rameters to both strains, leveraging insights from the single-strain model.
The only initial difference is the transmission rate, with Strain A being
more contagious and having a longer recovery time to reflect its higher
prevalence and virulence.

THRESHOLD INCREASE FACTOR MATRIX For simplicity, we adopt a
symmetric threshold increase factor matrix:

F F 5 3
F= |44 748} — . (6.12)
Fpa Fgp 3 5
This matrix models moderate cross-immunity between the strains, with
stronger immunity to the same strain post-recovery.

INITIAL CONDITIONS To test the model’s ability to replicate the domi-
nance of Strain A over Strain B, we intentionally introduce a higher initial
amount of infectious matter for Strain B. This setup challenges the model
to simulate Strain A overtaking Strain B in prevalence, consistent with
real-world observations.

PARAMETER OPTIMIZATION We refine the parameters through iterative
visual comparisons and grid search optimisation, minimising the root-mean-
squared error between the simulation outputs and the real-life data. The
finalised parameters are listed in Tab. 6.3.
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Network Parameters

Number of agents N 2,500
Power-law degree distribution exponent m 3
Agent Parameters Strain A Strain B
Infection threshold 6, 100 100
Recovery time g 40 20
Transmission rate S 1.00 0.965
Infectious matter decay constant 7; 4 4
Threshold factor (immunity) f <§ 3)

5
Immunity decay constant Ty 52 52
Initial Conditions Strain A Strain B
Initial percentage of agents with infectious matter 0.5% 0.5%
Percentage of threshold initially injected 1% 10%

TABLE 6.3: Optimised parameters for modelling Influenza Strain A and Strain B in
Canada. All agents share the same parameters, and certain parameters
are identical for both strains for consistency.

TIME SCALING To align the simulation timeline with the real-world data,
we scale each simulation time step to represent approximately 10.60 days.

INTERPRETATION OF RECOVERY TIME The recovery times in the model
(424 days for Strain A and 212 days for Strain B after scaling) are significantly
longer than the typical 3—7 days observed clinically [179]. This discrepancy
arises because the model’s infectious matter decay constant is much shorter
than the recovery time, causing the agent’s infectious matter to diminish
rapidly — analogous to clinical recovery — even though the agent remains
in the "infected" state in the model. This is probably a calibration artefact,
so that both clinical recovery and temporary immunity are covered by this
recovery time, when it is actually just the time during which reinfection is
impossible.
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6.9.4 Results and Discussion

Comparison with Real-life Data

Figure 6.7 presents the simulation results alongside the actual influenza
case data from Canada.
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FIGURE 6.7: (a) Observed influenza cases in Canada for Strain A (black curve)
and Strain B (grey curve) [178]. (b) Simulation results for Strain A
(blue curve, top graph) and Strain B (blue curve, bottom graph) using
parameters from Tab. 6.3. The simulation curves are extracted from
a single run aligned with the real-life data. The scaling factor is the
same for both strains.
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The model successfully replicates the alternating peaks of Strain A and
Strain B, with RMSE values of 0.002% and 0.0012%, respectively. The syn-
chronisation of peaks and the dominance of Strain A align with empirical
observations.

Analysis of Discrepancies

PEAK WIDTHS The simulation peaks are narrower than those observed
in the real data. This suggests that the simulated network is more densely
connected than the actual social network in Canada, leading to faster spread.
In Sec. 6.8.3, we noted that sparser networks result in broader peaks due to
slower transmission.

POPULATION DENSITY CONSIDERATIONS Canada’s population distri-
bution is highly uneven [180], with a much lower overall population density
(4 people/km? [181]) compared to England (400 people/km? [182]). This
disparity suggests that the power-law degree distribution exponent used
may not accurately reflect Canada’s social network structure. Alternative
network models, such as random partition graphs, might better capture
regional variations and connectivity patterns.

PEAK TIMING OFFSET In the real data, Strain B peaks after Strain A,
whereas the simulation shows both strains peaking simultaneously. This
synchronisation likely results from both strains following identical trans-
mission dynamics and reaching highly connected nodes simultaneously.
Additionally, the assumption that agents stop accumulating infectious mat-
ter for all strains when infected with any strain may introduce unwanted
coupling between strains.

Potential Model Enhancements

To address the identified discrepancies, several modifications could be
considered:

* Adjusting Network Structure: Utilising a network model that ac-
counts for regional population densities and connectivity variations
may produce more accurate peak widths and transmission rates.

¢ Staggered Strain Introduction: Introducing Strain A into the system
after Strain B has begun spreading could recreate the observed offset
in peak timings.
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* Modifying Co-infection Dynamics: Allowing agents to continue
accumulating infectious matter for other strains after infection with
one strain, or retaining a fraction of infectious matter upon recovery,
could reduce unwanted coupling and better represent independent
strain dynamics.

In-depth Analysis of Agent Dynamics

To further understand the model’s behaviour, we examine the infection
progression in a randomly selected agent and its immediate neighbours
(Fig. 6.8).

The agent consistently becomes infected with Strain A before its neigh-
bours, which means that it is a potential super-spreader within its cluster.
The steeper slope for Strain A reflects its higher transmission rate. The
similarity in the rise and fall patterns for both strains emphasises the
synchronisation issue previously noted.

Average Infection Probability

By averaging the ratio of infectious matter to threshold across all agents,
we obtain a measure analogous to the average infection probability I(t)

(Fig. 6.9).
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FIGURE 6.8: Ratio of infectious matter to infection threshold over time for a ran-
domly selected agent (black curve) and its nearest neighbours (red,
blue, and green curves). An agent becomes infected when the ratio
exceeds unity.
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FIGURE 6.9: Average ratio of infectious matter to infection threshold across the
population over time for Strain A (blue curve) and Strain B (red
curve).

Initially, agents are more likely to be infected with Strain B due to its higher
initial presence. However, Strain A rapidly becomes dominant, consistent
with its higher transmissibility and prevalence in real life [176]. The simulta-
neous peaking of both strains suggests that modifying the timing of strain
introductions could improve the model’s alignment with observed data.

6.10 CONCLUSION AND FUTURE WORK

Building on the integrated framework for social interaction introduced in
the previous chapter, this work extended the integrate-and-fire approach to
epidemiological modelling. By treating infection transmission as a threshold-
based process — similar to neuronal firing — we captured memory effects in
disease spread. Agents accumulate "infectious matter" over time, become
infected upon exceeding an infection threshold, and develop immunity
by effectively raising this threshold after recovery. This approach brings
to epidemiology some of the same advantages observed in opinion and
market models: the natural emergence of non-trivial dynamics, such as
secondary peaks in infection curves, without invoking external intervention
measures.

Through systematic simulations, the model reproduced real-world dis-
ease patterns, including secondary waves of COVID-19 in England and
seasonal influenza dynamics in Canada. We showed that the model is
able to fit actual case data to a low margin of error. This underscores the
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wide applicability of the integrate-and-fire model. Network structure, a
key element of the general framework introduced in Chap. 5 also plays a
crucial role in this model. Highly connected individuals ( compare with the
highly connected and influential traders in Chap. 5), became early infection
hubs. This, once again, demonstrates the importance of network topology
in shaping complex dynamics.

Moreover, the model’s reaction to parameter changes revealed how certain
biological or behavioural rates, such as infectious matter decay or recovery
time, govern the system’s steady states. Notably, constraints and memory
— elements we previously discussed in the context of opinion formation
and trading — proved equally essential here. Just as financial constraints
and past actions influenced trader decisions, the accumulation of infectious
matter and rising thresholds capture a memory process in epidemiology.
The model’s capacity to reflect how interventions can suppress immediate
outbreaks but inadvertently lead to larger subsequent waves further high-
lights the importance of considering underlying memory and structural
factors.

Despite its strengths, several limitations remain. We observed synchro-
nisation of multiple pathogen strains, which contradicts typical epidemi-
ological patterns, and the current network assumptions may not fully
capture the complexities of real-world social interactions. The model also
lacks consideration of demographic changes, heterogeneous agent parame-
ters, and open-system dynamics, all of which warrant further exploration.
Future work should introduce hospitalisation states, variable population
sizes, travel-related infections, and vaccination strategies. Similarly, refining
multiple-strain interactions, varying agent heterogeneity, and exploring
alternative network topologies would enhance the model’s applicability
and alignment with empirical data.

In conclusion, this integrate-and-fire epidemiological model represents
a significant step toward bridging insights from complex decision-making
and opinion formation to the spread of infectious diseases. Just as memory
and constraints were central to explaining non-linear opinion dynamics or
market instability, they also enable more accurate and nuanced disease mod-
elling. By integrating these features with network structures and multiple
strains, the model moves closer to the inherently complex, interconnected
reality of public health challenges. The approach presents a promising
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tool for researchers and policymakers seeking to comprehend and manage
infectious diseases in a highly interconnected world.



SUMMARY, CONCLUSION AND OUTLOOK

For centuries, the collective mindset of the general population has presented
a significant challenge to scholars, political analysts, and rulers alike. De-
spite advancements in social and political science, economics, and increased
data collection and analysis capacity, public opinion still mostly remains a
mystery. There have been many instances in history, where political lead-
ers were blind-sighted by sudden, unexpected shifts in popular sentiment.
Many seemingly stable regimes, confident in their ability to understand and
control their citizens, found themselves confronted with rapidly escalating
protests, which sometimes turned into full-scale rebellions. In a similar
fashion, underlying cultural tensions can suddenly erupt into sweeping
social revolutions.

These episodes of seemingly abrupt societal upset highlight the intricate
and often concealed nature of mass sentiment. Economic hardship, cultural
tensions, and long-standing grievances can simmer beneath the surface for
years, largely unnoticed or willfully ignored by those in power, until they
suddenly ignite. In these pivotal instances, long-held assumptions about
public opinion implode, leaving leaders struggling to regain their footing
in the face of forces they neither anticipated nor fully understood.

This uncertainty has plagued not just politicians who had to contend with
rapidly changing sentiment, but economists and financial researchers as
well. Opinions in markets are not understood to this day, with sudden mood
swings surprising many experienced professionals. Research in complexity
science has shown that crashes in markets can be likened to critical points in
statistical mechanics, thus marking a strong argument for the involvement
of physicists in the study of market opinion. Physicists have spent centuries
developing methods to model physical systems, and the idea of viewing
systems through the lens of correlations, critical points and agent-based
simulations have been tried and tested for many applications. Many of
the previous approaches model traders akin to particles that are subject
to physical forces and often inhibit imitative behaviour. These approaches
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range from the diffusion of opinion to mean-field-like models with discrete
states. However, these approaches usually have one thing in common: they
take an outside view of the trader in their attempt to find an appropriate
description for the traders behavioural changes.

These approaches have shown success in replicating stylized facts of fi-
nancial markets — however they are inherently limited due to their ap-
proach: Centuries in research in physics has demonstrated that for truly
accurate prediciton and understanding it is necessary to understand the
inner working of the system. These inner workings can then be abstracted
again towards a bigger picture.

Economists have understood this early, which is why most economic models
start from an understanding of the micro-scale and the individual and then
generalize these findings. By assuming rational behaviour, economic models
of equilibrium can be built where the supposedly accurate description of
the individual can relate exactly to large-scale behaviour. Unfortunately, an
entirely rational description of individual behaviour is not accurate, even if
we were to ignore the problem of information availability and processing
capabilities.

As soon as we try to extend the economic models built on the assumption
of rational agent behaviour with irrationality, these models stop being exact
immediately. Only in the case of a purely rational actor can we rely on
the accurate description of individual motivations to explain macroscopic
behaviour. By adding external terms to correct for this, we immediately take
an outside perspective of traders and try to amend an inherently inaccurate
model by adding correction terms.

What is needed instead is a description of behaviour that takes an in-
side perspective. We need to understand the decision-making processes
of the individual in order to even dream of coming towards an accurate
description of market behaviour. Studies in neuroscience and behavioural
economics have demonstrated the enormous effect that information pro-
cessing on a neuronal level has on decision processes. If we want to find
good descriptions of trader behaviour, we need to start with a truly bottom-
up approach, which does not start with the individual trader in relation
to other traders, but with the decision process within that trader, where
different opinions and options compete with each other.
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This is what was attempted in this thesis. Starting from a comprehen-
sive review of the fruitful relationship that economics and physics had over
the centuries, we concluded that many of the purely statistical descriptions
of markets, which assume homogeneity, rationality and perfect information,
are inadequate. Agent-based models have been put forward as a valuable
tool for modelling bottom-up approaches and can alleviate many of the
issues with classical economics. However, a closer look at the decision-
making processes and neuroeconomic research has led us towards a new
approach: Incorporating neuronal-level decision-making into an agent and
then building agent-based models on top of that.

The model that we developed combined economic intuition from estab-
lished agent-based models like the Lux-Marchesi models with a model for
neurons, the integrate-and-fire model. By adapting the model towards a
model of opinions, we were able to show that it allows us to apply the Leaky
Competing Accumulator model developed by Usher and McClelland into
an agent-based framework. After developing the model, we first analysed
its dependence on network and parameter values and showed that it was
able to replicate a wide range of behaviour. However, the truly fascinating
insights came when we started to incorporate some of the neuronal limits
on decision-making into the model: By introducing inhibition and decay,
we could directly show how irrational behaviour on a neuronal scale trans-
lates towards stylized facts of the financial markets like the emergence of
bubbles and fat-tailed distributions. This is due to the inherent incapability
of humans to make completely accurate decisions. This approach allows
us to refute the efficient market hypothesis with a model built directly on
neural-level decision processes.

In a similar fashion, we were able to show that the asymmetric access
to information leads towards another stylized fact, volatility clustering.
The core of the integrate-and-fire model is the transfer and processing
of information, which is why it is so suitable to investigate the effects of
information hierarchies. We can incorporate these into the model without
having to change anything about the fundamental agent behaviour; we
simply limit the information that agents have access to.

After demonstrating that a single-stock version of the integrate and fire
trader model allows us to draw insights and analyze the root causes of
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stylized facts found in financial markets, we then generalized the model
into a general framework of opinion modelling. This general framework
allows us to apply the integrate and fire model towards any group of inter-
acting individuals and can model their opinion dynamics. Building on this
framework, we developed a multi-asset model including an order book and
showed that the model in this more elaborate form can reproduce many
stylized facts of financial time series, in addition to wealth and order size
distributions.

Finally, in the last chapter, we were able to show that the integrate-and-fire
model can be applied to real-world systems and model infectious processes
with high accuracy. We were able to reproduce the case numbers of the UK
COVID-19 pandemic with almost no error, even matching the biological
parameters. This is especially remarkable given that the model used was
relatively simple and has only a few parameters. We were also able to
capture patterns like secondary peaks, as well as the delay of peaks due to
interventions.

7.1 FUTURE WORK

It is important to emphasize that this thesis is only the first attempt to
introduce a neuronal level of decision-making into agent-based modelling.
Despite us being able to reproduce many of the stylized facts found in
financial markets, work has just begun in turning this into a full description
of financial systems. Instead, this work should be understood as a proof of
concept on which future work can build. Enhancements to this work are
needed both in the fundamental understanding of markets and decision
processes, as well as on the applications, where the model can be adapted
to draw new insights.

7.1.1  Fundamentals

There are various areas where the fundamental aspect of the model could
be improved. We have spent considerable time analysing the behaviour of
the single-stock model and have been able to relate stylized facts to certain
aspects of neuronal decision-making. Additional work could go deeper
into the interplay of inhibition and hierarchies and try to find even more
accurate descriptions of both.
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Besides that, we might be able to relate even more stylized facts to certain
aspects of neuronal decision-making, which might prove additional insights.
We have observed how action potentials allow us an inside-view of traders
decision processes, essentially providing an x-ray vision of the market.
When combined with additional analysis tools, even deeper insights might
be gained.

An even more fundamental, albeit very unusual, approach would be to in-
vestigate whether the concept of consciousness could be applied to traders
in financial markets. Frameworks like the integrated information theory of
consciousness have introduced tools to measure the emergence of conscious-
ness in systems. These measures usually rely on measuring the integration
of a system versus the outside world. While these tools would usually
negate the existence of consciousness between different humans, we might
be able to make an argument for why it could be applied to markets.

Traders in financial markets interact in real time and share their information
and perception of the world with others through their trades. Collectively,
the market encompasses the sum of all of the beliefs and information of
traders and facilitates communication of these entities. Since it is impossible
to directly observe the states of traders in the real world, applying the
Phi-measure of Integrated Information Theory to the integrate-and-fire
trader model might allow us to investigate whether any concept of shared
consciousness might exist in markets. The Phi-measure calculated the maxi-
mum amount of integrated information in a system and is used as proxy to
measure the emergence of conciousness [183].

7.1.2  Calibration

So far, most of our analysis for financial markets has focused on replicating
stylized facts. This was mainly due to data availability, and calibrating the
model could provide meaningful insights into the markets. We have seen
in Chap. 6 that the integrate-and-fire model can calibrate to real-world
systems with high accuracy, so it should also be possible for markets, given
enough data.

Especially the use of machine learning has the potential to be very benefi-
cial for model calibration. Concepts like surrogate models [184] could help
speed up calibration runs, especially if we train neural networks and utilize
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backpropagation. In addition to that, machine learning could prove useful
in another part of model calibration: Natural language processing capabil-
ities allow the real-time conversion of news and social media posts into
measures of sentiment. These sentiments can easily be converted to currents,
which means that the model could both be calibrated, as well as run on
real-time market information, which would greatly improve its applicability.

This calibration would be particularly useful when applied to the multi-
stock model, which can account for the complex relationships between
multiple assets within a market. The multi-stock model, in general, could
benefit from further analysis, especially in understanding order book dy-
namics and the role of traders within a network on their influence. Investi-
gating the information flows within the model, especially when combined
with hierarchical information structures, could also help uncover the effects
of insider trading by adding edges between different information silos and
observing market reactions.

7.1.3 Additonal applications

There are many additional applications of this model, in addition to just
looking at traders. We have seen the applicability of the integrate-and-fire
model to infectious processes for pandemics. However, it can also be ap-
plied to another infectious process: banking risk.

In the following, I present a brief overview of some work in progress
that was inspired by a discussion with my friend Nishanth Kumar, who
mentioned to me the fact that central bankers and financial regulators are
now increasingly looking into infectious disease models like the Susceptible-
Infectious-Susceptible (SIS) model to better understand and mitigate bank-
ing risks. This shift stems from the recognition that financial systems ex-
hibit dynamics comparable to the spread of infectious diseases, where
distress can rapidly propagate through interconnected institutions, leading
to systemic crises. During our discussion, it occurred to us that since the
integrate-and-fire model was able to be tuned to infectious diseases very
effectively, similar success might be possible in the banking sector.

Just as infectious diseases spread through a host population, financial
distress can propagate through networks of interconnected financial insti-
tutions, potentially causing systemic crises. Traditional risk models, often
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reliant on equilibrium assumptions and siloed treatments of individual
institutions, have proven insufficient in predicting and mitigating financial
meltdowns. The global financial crisis of 2008 and earlier episodes, such
as the 1997 Asian Financial Crisis, have illustrated that one institution’s
failure can quickly cascade across the entire system, much like a pathogen
infecting successive hosts.

Models such as the SIS (Susceptible-Infected—-Susceptible) allow us to apply
insights from epidemiology to abstract concepts in finance: shocks to a sin-
gle node (bank or market participant) can spread to its neighbours through
credit and funding linkages. As we have seen in the previous chapter, the
integrate-and-fire model can very accurately model such processes, which
makes it a natural candidate to model systemic risk in global banking
networks.

Individual Bank Risk Assessments Network-Based Risk Models
|‘|H|‘| - Interbank Relationship
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FIGURE 7.1: llustration of risk modelling for banks as individual entities (left), or
within the context of interconnected liabilities (right)

211



212

SUMMARY, CONCLUSION AND OUTLOOK

From Epidemiology to Finance: The Integrate-and-Fire Paradigm

In the integrate-and-fire model, neurons integrate incoming signals until
a threshold is reached, at which point they fire. Translated into a banking
context, each financial institution (analogous to a neuron) integrates (ab-
sorbs) incoming losses. Losses can be due to market shocks, counterparty
defaults, and other risk factors. Once these accumulated losses exceed the
bank’s loss-absorbing capacity, the bank "fires" by defaulting. This default,
in turn, causes losses to other banks that had exposures to it, potentially
pushing them closer to their own thresholds and causing a contagion effect.

There are three key features that explain why the integrate-and-fire dynamic
is useful for banking risk:

MEMORY AND ACCUMULATION Instead of treating each failure event as
instantaneous and independent, the model tracks the gradual buildup of
stress over time.

THRESHOLD DYNAMICS Banks fail only after their capital drops below a
critical threshold, analogous to neurons firing after exceeding membrane
potential thresholds.

NETWORK-DRIVEN CONTAGION The timing and magnitude of failures
depend on the structure and weights of interbank exposures, allowing for
heterogeneous outcomes dependent on network topology.

Determining loss thresholds

Defining the loss-absorption capacity is crucial to ensure the applicability
of the model to the real work. This step is still in progress and will require
collaboration with experts. We can find a starting point within the Basel-3
framework, which lines out capital requirements for banks. One example
of this is the Total Loss-Absorbing Capacity (TLAC) requirement, which
was established to ensure that global systemically important banks (G-SIBs)
have sufficient capital and liabilities that can be written down or converted
to equity in a resolution scenario.

In the integrate-and-fire model, TLAC (or analogous measures based on
capital requirements) can give guidance on how to define the thresholds at
which a bank fails. TLAC thus serves as a concrete parameter that calibrates
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the model’s firing thresholds. By adjusting TLAC and other regulatory pa-
rameters, such as minimum capital ratios under Basel III or risk-weighted
asset calculations, we can simulate how different regulatory regimes in-
fluence systemic robustness. For example, a higher TLAC requirement
generally increases an institution’s capacity to withstand shocks, reducing
the probability of cascading failures. In the proposed model, a higher TLAC
would correspond to a higher loss absorption threshold, thus requiring
more "distress" for the shock to propagate.

Reconstructing the Global Banking Network from BIS Data

A crucial step in this modelling framework is constructing a realistic repre-
sentation of the global banking network. We draw on data from the Bank
for International Settlements (BIS), which provides aggregated international
banking statistics, including cross-border claims and liabilities. While BIS
data is typically at the country level rather than at the bank level, we use the
assumption of scale-invariance to reconstruct a typical inter-bank network.

We start with a country-level network, which is directly based on the
BIS-reported exposures between countries. The network represents claims
and liabilities as a directed weighted edge in a network of countries. We
incorporate domestic (internal) claims and liabilities as self-loops. Missing
values are estimated using statistical regressions to ensure a comprehensive
data set.

Now, we disaggregate the single country node into multiple bank nodes.
These bank-level subnetworks are constructed using a directed configu-
ration model with heavy-tailed degree distributions to reflect empirical
findings that a few large, highly connected banks coexist with many smaller
institutions. Bank-level exposures are assigned so that the sum of interbank
links within a country matches the country’s domestic activity, and cross-
border exposures are distributed according to statistical and topological
criteria, maintaining the global claims structure from BIS. The reconstructed
network can be seen in Fig. 7.2.

The resulting multi-layered network replicates known empirical features of
financial systems, including scale-free degree distributions and heterogene-
ity in bank sizes and connectivity.
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Inter-Country Network
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F1GURE 7.2: Top: Inter-country network of claims and liabilities created from BIS
data. Middle: Upsampled country of indvidual banks, with only the
top edges and nodes shown, Bottom: Plot of the same network, but
now with all nodes and edges.
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Modeling Shocks, Propagation, and Systemic Outcomes

Once the network is established, we simulate the evolution of bank capital
and the propagation of shocks over time. The process can be summarized
as follows: At each time step, we apply shock to a randomly selected subset
of banks. We define risk ranking for banks, which include implied failure
rates. These shocks might represent sudden loan defaults, market losses,
or operational failures. Between shocks, banks adjust their capital toward
their required levels, reflecting regulatory compliance (such as Basel III
requirements) or the slow accumulation of retained earnings. If a banks
loss-absorbing threshold is surpassed, the bank is considered defaulted.

When a bank fails, it triggers losses at other banks that are its creditors, as
some or all of the failed bank’s liabilities become worthless. This reduces
the capital of those creditor banks, potentially causing a chain reaction of
further defaults. The model thus captures second-round effects and longer
cascades of failures. A range of these simulation runs for different risk
requirements is depicted in Fig. 7.3.

By running the simulation multiple times with varying parameters, we
can measure systemic risk indicators, such as failure rates and avalanche
sizes, which measure the number of banks failing in a chain reaction. We
can also create country-level risk heat maps. By aggregating all banks
within a country, we can visualize which countries” banking sectors are
most vulnerable to external shocks or how different regulatory settings
shift the locus of risk. See Fig. 7.4 for an example.
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Effects of Different Capital Requirements on Number of Failures
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FIGURE 7.3: Fraction of failures over time for different total loss absorption capac-
ities (TLACs). The shades represent the error bars.

Policy Analysis and Regulatory Experiments

A key advantage of this modelling framework is the ability to conduct
counterfactual experiments and policy analyses. By adjusting regulatory
parameters, such as CRR or TLAC levels, leverage ratios, or liquidity re-
quirements, and re-running the simulation, we can observe how these
changes affect systemic stability.
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Bank Failure Fractions Across Scenarios
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FIGURE 7.4: Heatmap of failure rates for different weighted Capital Requirement
Ratios (CRR).

7.1.4 Final comments

The integrate-and-fire banking risk model work serves as a concept for
future work based on the integrate-and-fire framework. As described in the
previous chapters, the integrate-and-fire model can replicate an incredible
variability of human behaviour and is applicable to real-world systems
ranging from financial markets to epidemics, banking risks and others. This
thesis marks just the first step into many possible future applications. When
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properly calibrated, this model could serve as x-ray vision into the market,
uncovering decision processes and hidden sentiments in markets and other
systems.
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