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Abstract. Discovering who performed a cyber-attack or from where
it originated is essential in order to determine an appropriate response
and future risk mitigation measures. In this work, we propose a novel
argumentation-based reasoner for analyzing and attributing cyber-attacks
that combines both technical and social evidence. Our reasoner helps the
digital forensics analyst during the analysis of the forensic evidence by
providing to the analyst the possible culprits of the attack, new derived
evidence, hints about missing evidence, and insights about other paths
of investigation. The proposed reasoner is flexible, deals with conflicting
and incomplete evidence, and was tested on real cyber-attacks cases.

1 Introduction

We are currently facing an escalation of cyber-attacks [I0] and an aggravation of
their effects [3]. The expected exponential increase of the use of IoT and other
smart connected devices, together with the growing dependabilities the users
have on these devices, make the users more vulnerable and exposed to cyber
threats. General preventive and mitigative measures are not sufficient, as there
is a need to enforce protective measures that are specific to the attacker (group
of attackers) that is performing the attack. Attacker-specific countermeasures
would be highly effective and would contain the attack damage. These targeted
measures require to discover the entity performing/related to the attack. Iden-
tifying who performed the attack would help to bring the culprits of the attack
into justice.

Attribution is the process of assigning an action of a cyber-attack to a particu-
lar actor. The attribution problem is not trivial as attackers often use deceptive
and anti-forensics techniques [4]. Currently, the attribution process is mainly
human-based, hence easily biased and error prone, and labour intensive as it
involves skilled human resources to analyze enormous amounts of low format
data [2]. Digital forensics helps during the attribution process, as it collects,
examines, and reports the forensic evidence [9]. Nevertheless, digital forensics
techniques suffer from the limitations derived from the big amount of data to



be collected (where there is a need for efficient evidence collection) and ana-
lyzed [II7], and from the fact that it considers only the technical aspects of an
attack, without examining the social/geopolitical/economical aspects where the
attack took place. A major challenge of digital forensics techniques is that they
cannot work with contradictory pieces of evidence or incomplete information.

In this work, we propose an argumentation-based reasoner (ABR) to help
the forensic analysts during the analysis and attribution of cyber-attacks. Given
different pieces of digital forensics and social evidence, our reasoner derives new
information, such as, the potential identity of the attacker, together with an
explanation of how the reasoner arrived to its conclusion, and proposes to the
user new investigation paths. ABR was based on preliminary results of a deci-
sion process framework introduced in [§], and is able to work with incomplete
and conflicting evidence, provided by the user, whom we expect to be the foren-
sic analyst. To the best of our knowledge, this is the first reasoner that com-
bines technical and social evidence during the analysis and attribution process
of cyber-attacks.

ABR consists of two main components: a set of reasoning rules, called core
rules, and the background knowledge. The core rules model the reasoning used by
the forensic analysts during the analysis and attribution of real cyber-attacks.
The background knowledge is formed of common knowledge usually used by the
analyst, e.g., countries characteristics, prominent cyber groups, past attacks.
The core rules use the pieces of evidence given by the user together with the
background knowledge to derive a conclusion. The reasoning behind ABR is
unbiased and its combination with expert knowledge provides an efficient and
accurate analysis and attribution.

We based our reasoner on the Q-Model [13], a social science attribution
model, in order to include the social evidence in our reasoning, alongside techni-
cal indications. This model describes the procedure of putting together technical
and social evidence, followed by the forensic analysts during the attribution of
cyber-attacks. The use of the Q-Model enables ABR to structure the reason-
ing rules and the evidence in three different layers: technical, operational, and
strategic, and to work with social and technical pieces of evidence.

We decided to use argumentation reasoning for our reasoner as it allows to
capture the knowledge in the same natural and direct form as the human forensic
analysts. The use of preference-based argumentation [6l5], permits ABR to deal
with conflicting pieces of information, by introducing preferences between rules.
We use Gorgias [5], a preference-based argumentation reasoning tool that uses
abduction, to construct ABR. The ability to work with incomplete information
makes abduction suitable to use in the attribution process, as it fills the knowledge
gaps in our reasoning, and gives to the analyst potential leads to follow and carry
out further investigations.

Prior to our work argumentation has been applied to attribution in [T4JT1],
where a probabilistic model is introduced. However, the framework introduced
in [T4IT1] does not use any social evidence or background knowledge that are
useful in detecting motives, capabilities, and potential culprits.



The goal of our reasoner is not to substitute the forensic analyst but rather
to provide a supporting tool to help with the analysis and attribution of cyber-
attacks. Therefore, when ABR gives an output to the user, e.g., who is the cul-
prit, or new insights, it provides also an explanation of the given result, allowing
the user to adjust and refine the reasoning used by ABR.

In Section [2] we introduce the argumentation framework used by ABR. We
present ABR and its main components in Section [3] We conclude in Section []
and propose some future research directions.

2 Preference-Based Argumentation Framework

The proposed reasoner is based on preference-based argumentation [12/5], as we
believe it is best suited for interacting with an analyst during the analysis and at-
tribution of cyber-attacks. In particular, we use the framework proposed in [6l/5]
that represents multi-agent application problems via argumentation reasoning.
This framework permits us to work with conflicting pieces of evidence, or pieces
of evidence that derive conflicting conclusions by introducing preference rules.
Preference-based argumentation allows us to handle non-monotonic reasoning in
attribution, where the introduction of new evidence might change the result of
the attribution (due to conflicting arguments). For example, given the argument
pair (T, P)E| extracted from the core rules of ABR:

T ={ r1 : attackOrig(X, Attack) < ipGeoloc(X,IP), attackSourcel P(IP, Attack),
ro : mattackOrig(X, Attack) < ipGeoloc(X, I P), attackSourcel P(IP, Attack),
spoofedl P(I1P)}
P={prefi:ra >r}

where rule r states that Attack originates from X, (attackOrig(X, Attack)), if
the source IP of the attack is geolocated in X, while ry states that Attack does
not originate from X, if the source IP of the attack is geolocated in X and the
IP is spoofed. If we have the following pieces of evidence:

E = {attackSourcel P(ipl, attackl), ipGeoloc(countryC, ipl)}

we get attackOrig(countryC, attackl) as the conclusion of the argument. How-
ever, if we have the evidence:

E = {attackSourcel P(ip2, attack2), ipGeoloc(countryC,ip2), spoofedl P(ip2)}

then the conclusion is —attackOrig(countryC, attack2), thus attack2 was not
originated from countryC, as according to the preference rule pref;, we prefer
rule ro over rule ry.

3 Argumentation-Based Reasoner

Our argumentation based reasoner, ABR, is based on two main components, the
core rules and the background knowledge, see Figure [I} The core rules use the

3 T represents the argument rules, while P represents the preference rules.
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Fig.1. ABR Overview

pieces of evidence of an observed cyber-attack, which are given as input by the
user, together with the background knowledge and give as output the answer
as to who/where the observed attack can be attributed to. As the main goal of
ABR is to help the analyst to gain new insights, it is crucial that ABR provides
explainable and transparent results to the user. Therefore, ABR outputs the
result as well as its associated score and the used derivations together with their
supporting and/or conflicting rules, and the corresponding graphical represen-
tations. The score represents the confidence ABR has in the result, and is used
to order multiple results. Furthermore, ABR provides hints about other investi-
gation paths, by giving a list of missing pieces of evidence that, if provided, can
bring into new conclusions. The suggested hints permit the analyst to put in act
an efficient prioritized evidence collection. ABR models the iterative and incre-
mental nature of the attribution process, where it provides an answer with new
information to the analyst, and can integrate additional input from the analyst,
which makes ABR suitable to be used in conjunction with human experts.

Let us now introduce an example, where, for the sake of understandability,
we simplify the representation of rules and pieces of evidence.

Ezxample 1. Suppose an attack a has occurred, and the analyst is able to recover
the IP’s from where the attack came from, geolocate them, and check if they
can be used or not for the analysis process by checking if they are spoofed or
not. An analysis of the attack states that it was performed using malware m and



that m shares code with another known malware mal2. We represent below the
pieces of evidence that the analyst provides to ABR, denoted by caseFE;.

caseEy : attackSourcel P(ipl,a), caseEs : attackSourcel P(ip2,a),
caseEs : ipGeoloc(ipl, countryX), caseEy : ipGeoloc(ip2, countryY),
caseEs : spoofedl P(ip2), caseFEg : hasM otive(countryY, a),
caseEr : malwareUsed(m, a), caseEs : sharedCode(m, mal2).

The first five focus on technical evidence related to the IP’s from where the
attack originates, ipl, ip2, and their geolocation, correspondingly in countryX
and countryY . ip2 is found to be spoofed. Evidence caseEg provides ABR with
some social information related to the attack, stating that countryY has motives
to perform a. The last two pieces of evidence, deal with the type of attack, stating
that malware m was used in a, and it shares code with mal2.

We introduce below some of the background knowledge of ABR that might
be useful for the given example.

bg1 : malwareLinkedT o(mal2, aGroup), bgs : not FromBlackMarket(mal2),
bgs : country(countryX), bgy : country(countryY’).

The first two pieces of information are part of the domain specific knowledge.
bg1 states that mal2 is linked to a known group of attackers aGroup, and bgo
states that mal2 is not from the black market. bgs and bg, are general knowledge,
where ABR recognises countryX and countryY as countries. O

3.1 Division of the Core Rules

The core rules are composed of the reasoning rules used to derive the various
conclusions. We extracted the core rules from past real cyber-attacks’ attribu-
tions, where the rules represent the reasoning process followed by the forensic
analysts. To deal with the social evidence, we base our reasoner on a social model
for attribution, called @-Model [13]. Following the Q-Model, the pieces of evi-
dence (given and derived), and the reasoning rules are divided into three layers:
technical, operational, and strategic.

In our reasoner, the rules of the technical layer deal with technical evidence
of the attack, e.g., IP from where the attack was originated, time of attack, logs.
The rules of the operational layer deal with other social aspects of the attack,
e.g., the motives of the attack, the needed capabilities to perform it. The rules
of the strategic layer deal with who might have done the attack, or who is taking
advantage from it. Depending on the layer a rule/evidence is part of, we call it
a technical, operational, or strategic rule/evidence.

Let us show through an example, how these layers are connected to each
other and what type of evidence and rules goes to which layer. One of the rules
of the strategic layer is the followingﬂ:

s1 : 1sCulprit(X, A) + hasMotive(X, A), hasCapability(X, A).

4 The rule’s name represents the layer of the rule, i.e., the rules’ names of the technical,
operational, and strategic layer start correspondingly with ¢, o, and s.



saying that entity X is the culprit of attack A, if it has the motivations to
perform the attack hasMotive(X, A) and it has the capability to conduct it
hasCapability(X, A). The evidence used in the above rule is given by the user
or is derived using rules of the technical and operational layer. In particular, the
evidence hasCapability depends on the type of attack.

o1 : hasCapability(X, A) < requireHighResource(A), hasResource(X).

The above rule is an operational layer rule and states that X has the capability
to perform attack A, in case A requires high resources require HighResource(A)
and X has these resources hasResource(X). The rule below, which is part of
the technical layer, derives the require HighResource(A) evidence from the skill
level needed by the attacker to perform A.

t1 : requireHighResource(A) < highLevel Skill(A).
The highLevel Skill(A) evidence is derived using the technical layer rule below:
to : highLevel Skill(A) + malwareUsed(M, A), usesZeroDayVuln(M).

where the used pieces of evidence are technical ones. The above rule states that
A is a high level skill attack, if the used malware, malwareU sed(M, A), exploits
zero day vulnerabilities, usesZeroDayVuln(M).

Ezxample 2. Following from Example[l] reasoning rules can be used to derive the
results. For example, we show below a strategic reasoning rule used by ABR to
derive that aGroup might be the culprit of the attack.

s 1 1sCulprit(X, A) + malwareUsed(M1, A), similar(M1, M2),
notFromBlackMarket(M1),
notFromBlackMarket(M2),
malwareLinkedTo(M2, X).

The rule states that a certain entity X is the attacker, if the malware used
M1 is similar to malware M2 that is linked to entity X. The similar(M1, M2)
evidence can be derived using a technical rule, such as:

ts : similar(M1, M2) < sharedCode(M1, M2).

which considers that two malwares are similar if they share a significant part of
their code, sharedCode(M1, M2). O

3.2 ABR execution

Given the pieces of evidence to ABR, the user can execute ABR in two modes.
In standard mode, it gives as result the answers to the queries, e.g., wether a
particular entity performed the attack. In verbose mode, it gives as result hints
of what other pieces of evidence are required to reach a specific conclusion, given
the evidence found so far. We tested ABR with real cyber-attacks cases, taken
from public reports, and artifacted examples. ABR was able to correctly identify
the culprits given the appropriate pieces of evidence. In verbose mode, ABR’s
results include the missing evidence (when some pieces of evidence were omitted)
or suggest appropriate investigation paths to be followed by the analyst.



Standard Mode The standard execution is called after providing to ABR the
pieces of evidence and making a query. This mode gives as result the answer
of the query, e.g., if an entity is the culprit or not of the attack, if there are
other attacks similar to the exiting one, from where the attack originated, or
all the entities that might be the culprits of the examined cyber-attack. For
every given answer, ABR provides the derivations rules and pieces of evidence
used to arrive at the conclusion, together with a graphical representation of
the derivation, and a score of the result, based on a scoring system. It also
provides an argumentation tree of the used reasoning rules that shows how the
different conflicting arguments supporting/attacking the various possibilities of
attribution are considered.

Ezample 3. Going back to Example[I] when ABR is given the pieces of evidence
and is asked “who is the culprit” it gives the following output:

aGroup, countryX, countryY.

ABR gives three different answers as it is able to prove for each of them that
they might be the culprit. Thus, it provides all the above answers together with
their explanations. O

Verbose Mode The verbose mode is usually used when there are not enough
pieces of evidence to support a conclusion, or when the user wants to know other
paths of investigation. Given the pieces of evidence ABR’s verbose execution
identifies the missing pieces of evidence necessary to reach other or more precise
conclusions. The list suggests to the user other pieces of evidence to be collected,
and hints to other investigation paths.

Ezxample 4. Some of the results of executing ABR in verbose mode given the
pieces of evidence of Example [l| are shown below:

hasMotive(countryX, a), target(X,a), hasMotive(countryZ,a).

The first suggestion asks if countryX has motive to perform the attack, in order
to make the attribution more precise. The second one, target(X, a), asks which
were the targets of a. The last suggestion, asks if the user can provide evidence
(hasMotive) for another country, countryZ, as this country is linked with a
prominent group of attackers that is able to perform this type of attack, and it
usually performs attacks for countryZ. o

4 Conclusions and Future Works

A correct and swift attribution of cyber-attacks permits to put in place adequate
mitigative and preventive measures. Attributing cyber-attacks is a delicate and
difficult task, due to the large amount of often conflicting evidence that needs
to be analysed and the fact that attackers use deceptive and anti-forensics tech-
niques. In this work we proposed a reasoner (ABR), based on a preference-based



argumentation that helps the forensic analyst during the analysis of forensic evi-
dence of an observed cyber-attack and its attribution. A BR provides the analyst
with an answer as of where the observed attack originated and to who it can
be attributed. The proposed reasoner automates the attribution process and is
fully flexible, as it allows and supports the analyst to introduce new evidence,
rules, and preferences.

As future work, we plan to increase ABR reasoning capabilities by adding
new reasoning rules, and background knowledge. In order to fully automate
the attribution process, we intend to enrich ABR with an automatic evidence
extraction/collection, by integrating ABR with digital forensics tools and data
mining techniques.
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