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Introduction: Small-molecule Programmable Cell Death Protein 1/Programmable Death-Ligand 1 (PD1/
PDL1) inhibition via PDL1 dimerization has the potential to lead to inexpensive drugs with better cancer
patient outcomes and milder side effects. However, this therapeutic approach has proven challenging,
with only one PDL1 dimerizer reaching early clinical trials so far. There is hence a need for fast and accu-
rate methods to develop alternative PDL1 dimerizers.
Objectives: We aim to show that structure-based virtual screening (SBVS) based on PDL1-specific
machine-learning (ML) scoring functions (SFs) is a powerful drug design tool for detecting PD1/PDL1 inhi-
bitors via PDL1 dimerization.
Methods: By incorporating the latest MLSF advances, we generated and evaluated PDL1-specific MLSFs
(classifiers and inactive-enriched regressors) on two demanding test sets.
Results: 60 PDL1-specific MLSFs (30 classifiers and 30 regressors) were generated. Our large-scale anal-
ysis provides highly predictive PDL1-specific MLSFs that benefitted from training with large volumes of
docked inactives and enabling inactive-enriched regression.
Conclusion: PDL1-specific MLSFs strongly outperformed generic SFs of various types on this target and
are released here without restrictions.
� 2022 The Authors. Published by Elsevier B.V. on behalf of Cairo University. This is an open access article

under the CC BY-NC-ND license (http://creativecommons.org/licenses/by-nc-nd/4.0/).
Introduction

One of the most promising targets for cancer immunotherapy is
the protein–protein interaction of Programmed Cell Death-1/
Programmed Cell Death-Ligand 1 (PD1/PDL1) [1]. PD1 is an
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endogenous immunoinhibitory receptor expressed on the surface
of activated T cells, while the surface expression of its ligand
PDL1 is enhanced in a variety of tumours, including non-small cell
lung cancer, melanoma, epithelial ovarian cancer, breast cancer
and gastrointestinal malignancies [2]. Under physiological condi-
tions, the binding of PD1 with its ligand PDL1 leads to the negative
regulation of immune response preventing its excessive stimula-
tion. Under pathological conditions, however, the PD1/PDL1
immune checkpoint interaction leads to functional exhaustion
and apoptosis of T cells, thus helping the tumours escape their
immune destruction. Therefore, molecules preventing the PD1/
PDL1 interaction result in boosting the activity of T cells, thereby
strengthening the immune response against a broad spectrum of
PDL1-presenting tumour cells [3]. The use of seven PD1/PDL1-
targeting monoclonal antibody therapeutics that exhibit strong
clinical benefits has been greenlit by the U.S. Food and Drug
Administration (FDA). These include four binding to PD1 (dostar-
limab, cemiplimab, nivolumab and pembrolizumab) and three
binding to PDL1 receptors (atezolizumab, avelumab and durval-
umab), leading to an effective PD1/PDL1 blockade [4]. These
approved antibodies together with several other investigational
anti-PD1/PDL1 immune checkpoint inhibitors are currently the
subject of more than 1,100 active clinical trials (https://clinicaltri-
als.gov/; accessed on November 14, 2023), highlighting their sig-
nificance in the cancer immunotherapy field.

In contrast to these peptide-based therapeutics including the
FDA-approved antibody therapies, small-molecule PD1/PDL1 inhi-
bitors for cancer immunotherapy have appropriate pharmacoki-
netic properties, tumour penetration, oral bioavailability, and
acceptable half-lives [5]. Therefore, using these small-molecule
inhibitors as cancer immunotherapies is likely to overcome the dis-
advantages of therapeutic antibodies (high price, poor bioavailabil-
ity hampering oral administration, and may exert adverse effects
on the immune system [6,7]. The direct targeting of the PDL1-
binding site on PD1 has yielded small-molecule inhibitors with
only modest activities in the lM range [8,9]. This may be attribu-
ted to the large PD1/PDL1 binding interface spanning over 1,970 Å2

that is relatively featureless lacking any druggable binding pockets.
In contrast, an innovative strategy to disrupt PD1/PDL1 is through
the dimerization of PDL1 [10,11], where a small molecule binds to
PDL1 [12] in a way that forms a PDL1 dimer, so that it can no longer
interact with PD1 [13]. Such PDL1 dimerizers have shown impres-
sive PD1/PDL1 inhibition with IC50 values in the pM-nM range [14].
They are, however, associated with acute cytotoxicity [15] and only
one of them (INCB86550 from Incyte) has reached early clinical
trial stages to date (NCT03762447, clinicaltrials.gov, accessed on
November 14, 2023). Thus, there is a need for fast and accurate
tools to identify alternative PDL1 dimerizers to mitigate this devel-
opment hurdle. The design of novel small-molecule PD1/PDL1 inhi-
bitors, including PDL1 dimerizers, by exploiting the generated data
is a highly promising and largely unexplored therapeutic
opportunity.

Structure-based (SB) virtual screening (VS) is a common
approach to discovering drug leads by leveraging at least one
atomic-resolution three-dimensional (3D) structure of the consid-
ered target [16,17]. In SBVS, a computational method is employed
to screen a library of molecules for a subset enriched with a high
proportion of potent actives (e.g. molecules with high pIC50, or
negative logarithm of the half-maximal inhibitory concentration,
for the target). Docking [18] is a common type of SBVS methods,
which generates 3D conformations of potential ligand molecules
as bound to the considered target structure. Each docking method
employs a classical scoring function (SF) to estimate the binding
affinities of docked ligands. Classical SFs, whether force-field,
knowledge-based or empirical, assume a linear relationship
between the structure-derived features providing a numerical
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description of the protein–ligand complex and its binding affinity
[19,20] (or its ligand-induced pIC50). Machine learning (ML)
approaches can be used to build SFs as an alternative to classical
SFs. Such ML approaches capture binding interactions directly from
training datasets without requiring limiting linearity assumptions
[20]. Indeed, by not imposing a linear functional form for the SF,
both linear and non-linear binding interactions can be directly
inferred from protein structures and affinity/activity data.

MLSFs, now frequently outperforming classical SFs in bench-
marks based on X-ray crystal structures of protein–ligand com-
plexes by a large margin [21–29], are widely regarded as the
state of the art in docking-based prediction of binding affinity.
For example, Wei and co-workers showed that their convolutional
neural network (CNN) allied with topological features was the top
performer on many targets in the worldwide D3R competitions
[25,26], with an independent analysis confirming that, in general,
MLSFs work better than classical SFs on the targets selected for
D3R [28]. MLSFs of this type are employed for problems such as
drug lead optimisation [30] or drug repurposing [31]. On the other
hand, MLSFs such as RF-Score-VS [32], CNN-Score [33] or DenseFS
[34] have also outperformed classical SFs in the closely related
SBVS problem (where the affinities of a much larger set of docked
inactives have to be predicted too). Moreover, many studies have
reported the discovery of potent actives using such MLSFs for a
wide range of targets [35]: e.g. 460 nM in Ki for estrogen receptor
alpha (ERa) using artificial neural networks (ANN) [36], 359 nM in
IC50 for anaplastic lymphoma kinase (ALK) using support vector
machines (SVM) [37], 400 nM in IC50 for aspartate N-
acetyltransferase (ANAT) using CNN-based AtomNet [38], 173 nM
in Ki for acetylcholinesterase (ACES) using extreme gradient boost-
ing (XGBoost, or XGB for short) [24]. Interestingly, to our knowl-
edge, MLSFs based on deep learning algorithms other than CNNs,
including deep neural network (DNN) algorithms, have rarely been
reported to be successful in prospective SBVS.

The SBVS performance provided by these generic SFs can be
improved even further by using target-specific MLSFs (i.e. those
using target-specific features and/or restricted to the target’s most
informative docked poses). This is shown retrospectively by Yasuo
et al. [39] with random forest (RF)-based SFs and by Xiong et al.
[21] with XGB-based SFs (these studies also reported hit rates up
to 4 times higher than those from Glide’s classical SFs). While
target-specific SFs can only be generated when some actives are
already known for the target, it is now a common situation owing
to public bioactivity data resources [40,41]. However, this is only
possible sometimes by mining patent data [42], which is a much
less common route.

We hypothesize that applying the latest advances observed in
studies based on other targets will lead to highly accurate target-
specific MLSFs for PDL1. For instance, a large number of decoys (as-
sumed inactives) in the training set were shown to boost the SBVS
performance of MLSFs [32], but this has never been investigated for
PDL1. Thus, it is not known if model training should be carried out
with actives only, or by supplementing them with experimentally
validated inactives [43], property-matched decoys [44] or random
property-unmatched decoys [45]. Likewise, regression-based
MLSFs are still to be applied to PDL1, despite the dependent vari-
able to predict, pIC50, being real-valued. This is probably due to
the fact that the most popular SBVS benchmarks [43] do not pro-
vide or employ real-valued potency to evaluate screening perfor-
mance, but only rely on sets of actives and decoys with binary
classification metrics [46]. As a real-valued variable contains more
information than any dichotomized version of that variable, it
stands to reason that regression models should perform better
than classification models, other things being equal. To explore
both research opportunities, we will evaluate regression models
that also exploit the information about the chemical diversity of
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inactives, which we call inactive-enriched regression-based MLSFs.
Another novel aspect of our study is investigating which combina-
tions of featurization schemes and supervised learning algorithms
are the most predictive for SBVS on PDL1.

The rest of the paper is organized as follows. First, the experi-
mental design is described in detail, including the composition of
our initial data (true actives, true inactives, decoys) and how they
were assigned into the training set and the test set. VS performance
on the test set of various PDL1-specific ML binary classifiers and
regressors is next described, in comparison with that of three gen-
eric SFs. We then provide statistical evidence, based on our retro-
spective screening results, to illustrate the combinations of
computational modelling choices that led to the most predictive
models. Lastly, discussions and conclusions are presented, fol-
lowed by detailed information on the materials and methodologies
employed in this study.
Results

Experimental design

We started by analyzing the suitability of seven PDL1 dimeric
structures (5 J89, 5J8O, 5N2D, 5N2F, 5NIU, 6NM8, and 6R3K) for
docking and ultimately selected 6NM8 for this study (see Methods
section). We then used 10 supervised learning algorithms that
have led to predictive SFs for SBVS on other targets: ANN [47,48],
SVM [37,49], RF[32,50], XGB [21,24], and DNN[51,52] (for each of
them, its classification and regression variants were employed).
Each of these algorithms exploited the same data instances and
featurization schemes (protein–ligand extended connectivity fin-
gerprints, PLEC [53]; and 3D grid-based features, GRID [54]). The
performance of all resulting PDL1-specific MLSFs was next com-
pared to that recently obtained with generic ones [55]: Smina
[18], IFP [56,57], and CNN-Score [33]. These generic SFs were
selected based on results in the literature and in preliminary
non-systematic SBVS studies on a range of crystal structures, fea-
turization schemes and generic SFs (see Methods section).

The experimental design of this study is illustrated in Fig. 1.
Small-molecule PDL1 dimerizers, here the active molecules acting
as positive instances, were mined from two patents published in
the literature (step 1). Assumed inactives, including property-
matched and property-unmatched decoys, were generated by
DeepCoy [44] and selected at random from the ZINC database
[58], respectively; while true inactives were retrieved from Pub-
Chem BioAssay [59]. Each set of inactives would act as a set of neg-
ative instances (step 2). Various training-test data partitions were
made for subsequent model training and VS performance evalua-
tion on the corresponding test set (step 3). Molecular docking of
all these molecules was next carried out using the 6NM8 PDB
structure (step 4), then the resulting docked ligand-receptor com-
plexes were encoded as PLEC fingerprints and GRID features (step
5). PDL1-specific MLSFs (both classification and regression) were
trained using the features computed previously on the training sets
and 10 supervised learning algorithms (step 6), and were finally
evaluated on the test sets to compare their performance with that
of generic ones (step 7). Note that Bayesian optimization was
applied to hyperparameter tuning during the model training pro-
cess (supplementary information).

PDL1 benchmarks (Table 1) were constructed to investigate
how well each SF ranks the same set of 297 docked actives (patent
1: WO2015034820A1) embedded in a much larger set of docked
inactives (test set). Two test sets were employed in this study, each
using a different set of docked inactives. The first test set is called
TrueInactives, as its inactive instances were retrieved from the
in vitro screening of 28,781 molecules (PubChem BioAssay AID
187
2316). It is uncommon to benefit from such a large number of true
inactives to train target-specific MLSFs. Incidentally, this in vitro
screen only identified a single active, suggesting that PD1/PDL1 is
a hard target. The second test set is called DeepCoys, as its inactives
are property-matched decoys generated by DeepCoy from each
test active.

Concurrently, four training sets were built using the same set of
371 actives (patent 2: WO2015160641A2). Not only are there no
molecules in common between any training and test set pair, but
their chemical structures are also dissimilar (Figure S2). Each train-
ing set has a different set of docked inactives: DeepCoys (DeepCoy-
generated decoys property-matched to each test active), Ran-
domDecoys (a much larger number of property-unmatched decoys
selected randomly from ZINC), TrueInactives (the same set of
molecules used in the homonym test set), ActivesOnly (no training
inactives). It is worth noting that, taking inspiration from the DUD-
E data collection, whose active-to-inactive ratio is fixed at 1/50, we
designed the TrueInactives set (for both training and testing) such
that (i) it contains 18,550 inactive instances randomly chosen from
experimental data of AID 2316, and (ii) the chosen inactives have
physicochemical properties in the same ranges as those of training
actives (Figure S3). Using ActivesOnly in the classification scenar-
ios (Table 1) presents the issue that no inactives are considered
while two classes are required. Thus, we followed the same
approach as Wijewardhane et al. [42], in which two classes of
actives (high and low potency) are defined according to their
potency using an IC50 of 100 nM as the cutoff. SFs trained on Ran-
domDecoys or ActivesOnly were later tested on both test sets (we
did not include the two additional test sets employing either Ran-
domDecoys or ActivesOnly because they would not be generally
regarded as challenging). Another restriction is that the SFs trained
on DeepCoys must not be tested on test sets also using DeepCoys
(training inactives have to be assembled in a different way than
test inactives to avoid performance overestimation due to decoy
bias in the datasets[35]). Lastly, we only used TrueInactives either
in the training set or in the test set, but not in the same partition to
avoid having to split it and thus making it less challenging (a larger
proportion of inactives makes it harder for VS models). Overall, this
process gave rise to six VS scenarios corresponding to six pairs of
training-test data for each type of SFs (classification or regression),
as listed in Table 1.

Developing PDL1-specific classification-based SFs for SBVS

PDL1-specific classification-based SFs were trained and tested
using each of the six training-test data partitions (Table 1). These
ML models were built with two featurization schemes (PLEC, GRID)
and five binary classification algorithms (RF, XGB, SVM, ANN and
DNN). Three generic SFs were also evaluated on the same test sets.
A precision-recall (PR) curve was traced using the scores output by
each SF for PDL1-docked test-set molecules (Fig. 2). The corre-
sponding PR area under the curve (AUC), or PR-AUC, values were
also calculated (Table S1).

Despite the challenging test inactives, not including partitions
likely to benefit from artificial decoy bias and the dissimilarity
between training and test actives, some PDL1-specific MLSFs were
able to discriminate very well between actives and inactives in the
test set. We first analyze the models trained on inactive-enriched
data. Among them, models employing RF, XGB and SVM as learning
algorithms performed the best when trained on RandomDecoys
from ZINC and tested on TrueInactives from PubChem, regardless
of the featurization schemes (PR-AUCs � 0.90 in one third of the
cases and never lower than 0.75). While RF-based models gave
consistent performance no matter which features were used and
which training-test data partition was employed (PR-
AUCs � 0.80 most of the time and never below 0.72), the discrim-



Fig. 1. Overview of the experimental design to generate and evaluate SFs for SBVS against PDL1. The experimental design involves several steps, including mining true actives
from PDL1 patents, assembling true and assumed inactives, data partitioning for training and testing, molecular docking, featurization with PLEC and GRID, ML model training
using various algorithms and performance evaluation.

Table 1
The 12 VS scenarios considered in this study employing six training-test data
partitions (A-F). All training sets employ the same set of 371 actives
(WO2015160641A2), but differ on the considered set of inactives and hence are
uniquely identified by the latter (either TrueInactives, DeepCoys, RandomDecoys or
ActivesOnly). Likewise, all test sets employ the same 297 actives (WO201503820A1),
none of these molecules also included in the training set, but different sets of
inactives (TrueInactives or DeepCoys). The number of successfully docked inactive
instances of each dataset is provided between brackets: DeepCoys (14,700), TrueI-
nactives (18,550), and RandomDecoys (337,194).

Partition ID Training set Test set Model type

A DeepCoys TrueInactives Classification
B RandomDecoys TrueInactives Classification
C ActivesOnly TrueInactives Classification
D TrueInactives DeepCoys Classification
E RandomDecoys DeepCoys Classification
F ActivesOnly DeepCoys Classification
A DeepCoys TrueInactives Regression
B RandomDecoys TrueInactives Regression
C ActivesOnly TrueInactives Regression
D TrueInactives DeepCoys Regression
E RandomDecoys DeepCoys Regression
F ActivesOnly DeepCoys Regression
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inatory power of XGB- and SVM-based ones depended on the com-
bination of features and training-test scenarios (PLEC-based mod-
els performed here more consistently than GRID-based ones). By
contrast, DNN’s performance fluctuated within a wide range (PR-
AUCs from 0.02 to 0.84), and was generally better when PLEC fin-
gerprints were used as features. Lastly, ANN usually gave poor-to-
modest performance (PR-AUCs between 0.3 and 0.7). The critical
importance of using docked inactives for training PDL1-specific
SFs is herewith demonstrated by the performance of all models
worsening drastically (PR-AUCs never exceeding 0.04) when no
inactives were included in the training sets (ActivesOnly).

The three generic SFs gave, at best, substantially worse PR-AUCs
than PDL1-specific ML ones when distinguishing PDL1 actives in
the test set from TrueInactives or DeepCoys (PR-AUCs below 0.1
in about half of the cases and never exceeding 0.53). The only
188
ML-based SF among them (CNN-Score) outperformed the other
two classical/interaction-based SFs (Smina, IFP) by a large margin.

Developing PDL1-specific regression-based SFs for SBVS

PDL1-specific regression-based SFs were also trained and tested
using the same six training-test data partitions (Table 1). While
those trained with ActivesOnly are common and generally unsuit-
able for SBVS[28], the regression algorithms using a training set
with a much larger number of inactives led to inactive-enriched
regression models instead (this requires assigning inactives a low
pIC50, whose value was set at 2 in this study without making any
claim about the optimality of this choice). For each training set,
two featurization schemes (PLEC, GRID) and five regression algo-
rithms (RF, XGB, SVM, ANN and DNN) were employed and the
resulting SFs evaluated. Three generic SFs were also evaluated on
the same test sets. A PR curve was traced using the scores output
by each SF for PDL1-docked test-set molecules (Fig. 3). The corre-
sponding PR-AUC value was also calculated (Table S2).

PDL1-specific regression-based SFs generally outperformed
their classification counterparts, especially when SVM and ANN
were used as learning algorithms (Table S2, Fig. 3). SVM- and
ANN-based models consistently gave outstanding performance
regardless of the featurization schemes and training inactives
(PR-AUCs above 0.9 in most cases and never lower than 0.86).
Notably, the SVM algorithm, when using GRID features, trained
on DeepCoys and tested on TrueInactives, gave the best perfor-
mance overall that was not overshadowed by any other combina-
tion of learning algorithm-featurization scheme-training-test data,
also by any aforementioned classification model (PR-AUC = 0.99).
DNN also gave good performance, albeit not as consistent as SVM
and ANN (PR-AUCs mostly > 0.8 and only < 0.7 in one VS scenario).
RF-based models seemed to work better when trained on TrueInac-
tives or RandomDecoys and using PLEC fingerprints as features. By
contrast, XGB generally provided poorer performance than the
other algorithms. Interestingly, models trained with more numer-
ous RandomDecoys generally yielded better and more consistent



Fig. 2. VS performance on the test sets of generic SFs and PDL1-specific classification-based MLSFs, portrayed by PR curves. Each column of plots represents one test set,
whereas rows represent training sets (top is TrueInactives (right) or DeepCoys (left), middle is RandomDecoys, and bottom is ActivesOnly), with A-F corresponding to the six
training-test data partitions (Table 1). To generate PDL1-specific SFs, protein–ligand extended connectivity fingerprints (PLEC, solid lines) and 3D grid-based features (GRID,
dashed lines) of PLD1-docked molecules were computed and the resulting sets of features were employed by each of the following classification algorithms: RF (red), XGB
(blue), SVM (yellow), ANN (green), and DNN (orange). Generic SFs were also tested and their performance was used as the baseline. Their PR curves are all in black and
represented as solid (Smina), dashed (CNN-Score) and dotted lines (IFP). (For interpretation of the references to colour in this figure legend, the reader is referred to the web
version of this article.)
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performance than those trained with TrueInactives or DeepCoys
(PR-AUCs > 0.9 in 75 % of the cases). Finally, regression models
trained with ActivesOnly performed slightly better than their clas-
sification counterparts in Fig. 2, but still far worse than inactive-
189
enriched models. This further demonstrates the critical importance
of exploiting docked inactives to train PDL1-specific models. As the
generic SFs were applied off-the-shelf to the same test sets, their
PR curves are identical to those in Fig. 2.



Fig. 3. VS performance on the test sets of generic SFs and PDL1-specific regression-based MLSFs, portrayed by PR curves. Each column of plots represents one test set, whereas
rows represent training sets (top is TrueInactives (right) or DeepCoys (left), middle is RandomDecoys, and bottom is ActivesOnly), with A-F corresponding to the six training-
test data partitions (Table 1). To generate PDL1-specific SFs, protein–ligand extended connectivity fingerprints (PLEC, solid lines) and 3D grid-based features (GRID, dashed
lines) of PLD1-docked molecules were computed and the resulting sets of features were employed by each of the following regression algorithms: RF (red), XGB (blue), SVM
(yellow), ANN (green), and DNN (orange). Generic SFs were also tested and their performance was used as the baseline. Their PR curves are all in black and represented as
solid (Smina), dashed (CNN-Score) and dotted lines (IFP). (For interpretation of the references to colour in this figure legend, the reader is referred to the web version of this
article.)
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The impact of computational modelling choices on SBVS performance

The boxplots in Fig. 4 summarize the distribution of the
plotted PR-AUCs obtained on the test sets according to (i) the
nature of SFs (ML or non-ML, generic or PDL1-specific, classifi-
190
cation or regression), (ii) the featurization schemes (PLEC or
GRID), (iii) the presence or absence of inactive instances in
the training data, and (iv) the source of inactive molecules in
the training and test sets (TrueInactives, DeepCoys, or
RandomDecoys).



Fig. 4. The impact of computational design on test set performance. (A) ML or not. (B) generic SFs or PDL1-specific SFs. (C) inactive-enriched or not (classification and
regression SFs). (D) inactive-enriched classification or inactive-enriched regression. (E) PLEC or GRID features (PDL1-specific SFs). (F) TrueInactives or DeepCoys in the test set.
(G) DeepCoys or RandomDecoys as training data when TrueInactives are used in the test set. (H) TrueInactives or RandomDecoys as training data when DeepCoys are used in
the test set. For each boxplot, the median value is represented by the horizontal line inside the box. Welch’s t-tests were carried out for statistical analyses: paired tests in case
the samples have the same size (as in boxplots D, E, F, G, H), and unpaired tests when the samples have different sizes (as in boxplots A, B, C).
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These pairs of PR-AUC distributions and their associated p-
values show the level of generality and strength of each result from
this study. First, there is a strong advantage in using MLSFs over
classical/interaction-based ones (Fig. 4A), although this would
not be observed if an MLSF trained on ActivesOnly was chosen
for the comparison (Fig. 4C). Second, among MLSFs, the PDL1-
specific ones are generally more predictive than generic ones
(Fig. 4B). Third, the most important factor for gaining predictive
SBVS performance is training ML models with inactive-enriched
data (Fig. 4C). Also, within the latter SFs, regression models per-
form substantially better than classification ones (this is particu-
larly noticeable when the upper-quartile PR-AUCs are compared,
Fig. 4D). GRID features generally led to better-performing PDL1-
specific SFs than PLEC fingerprints (Fig. 4E). In case there are not
sufficient TrueInactives retrieved from PubChem BioAssay to test
SFs, property-matched DeepCoys can be used as an alternative
offering a similar level of benchmark difficulty (Fig. 4F). On the
other hand, as molecules in the DeepCoys set are property-
matched to test actives and these actives are dissimilar to those
in the training set (Figure S2), like RandomDecoys, these DeepCoys
are property-unmatched to training actives. Therefore, given that
RandomDecoys are almost 23 times more numerous than Deep-
Coys, it follows that using a larger number of such property-
unmatched decoys as training data tends to improve SBVS perfor-
mance (Fig. 4G). Lastly, no significant performance difference is
observed between PDL1-specific MLSFs trained on TrueInactives
and those trained on much more numerous RandomDecoys
(Fig. 4H). Note that the right-hand-side boxplots in Fig. 4G and
4H were created from the same PDL1-specific MLSFs trained on
the same actives and the same RandomDecoys, but different PR-
AUC distributions are observed because they were evaluated on
different test sets (TrueInactives and DeepCoys, respectively).

Discussion and conclusions

This large-scale study has investigated SBVS for PDL1 dimeriz-
ers using state-of-the-art approaches. We mined patents to gather
actives (chemical structures and their target activities) and almost
20,000 experimentally-determined inactives, which is both benefi-
cial and unusual for building target-specific MLSFs. In a broader yet
less detailed preliminary stage (data not shown), we explored
seven PDB structures of this target, three generic MLSFs and seven
featurization schemes. This was followed by a systematic analysis
focusing on the modelling choices that performed the best in the
preliminary stage: 6NM8 as the PDL1 template structure, CNN-
Score as the generic MLSF, and PLEC and GRID as the featurization
schemes. We also employed three types of inactives, 10 supervised
learning algorithms (five for binary classification and five for
regression), and a leading Bayesian optimization method for tuning
their hyperparameters. We also evaluated two non-MLSFs as per-
formance baselines. This process has resulted in highly promising
SFs for this important target (e.g. GRID SVM gave a PR-AUC of at
least 0.94 with four different data partitions on two different test
sets).

The performance of these PDL1-specific MLSFs was boosted
by training sets enriched with a large proportion of inactives
(between 35 and 909 per active). Regarding which type of inac-
tives is preferable, we observed that model training with
experimentally-determined inactives did not yield signifi-
cantly better-performing SFs than training with assumed inac-
tives (Fig. 4H), although the latter set is much larger (over 18
times in this study). Also, using 23 times more assumed inac-
tives as training data led to a significant SBVS improvement
(Fig. 4G) on a test set whose inactive instances are experimen-
tally confirmed. These results encourage the use of larger sets
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of docked decoys in training SFs for SBVS of this and other
targets.

We have also found that SFs based on inactive-enriched regres-
sion are more predictive than those based on inactive-enriched
classification (Fig. 4D). By assigning low potency to the inactives
(pIC50 = 2), the use of such molecules to train regression models
is enabled, thus allowing better learning to identify true inactives
(i.e. reducing false positives). This is also beneficial for learning
from the actives, as the potency differences between actives are
now taken into account, while they are neglected when classifiers
are built (the most common type of SFs for SBVS).

Practically all discriminatory power of these SFs vanished fol-
lowing the removal of inactives from the training sets (Fig. 4C).
Thus, the fact that an SF trained only on actives has already man-
aged to discover a potent PDL1 dimerizer makes inactive-
enriched SFs even more promising for this target. Indeed, Wijew-
ardhane et al. [42] trained an ensemble of Energy-Graph ANN
classifiers with 762 PDL1 dimerizers docked into the PD1 pocket
of another PDL1 homodimer crystal structure (5N2F). To enable
classifier training, each active molecule was categorised as either
‘‘high potency” or ‘‘low potency” (this is effectively the same
approach followed by the classifiers trained on ActivesOnly in
Fig. 2). The resulting PDL1-specific SF was employed to screen a
small in-house library of molecules, leading to the discovery of
a new small-molecule inhibitor of the PD1/PDL1 interaction with
an IC50 of 340 nM without requiring any potency optimization.
Having just seen that inactive-enriched regression is much more
predictive than actives-only classification on this target, it is rea-
sonable to expect that the released SFs can directly discover even
better PDL1 dimerizers than those in the aforementioned study of
Wijewardhane et al. [42].

The availability of true PDL1 inactives retrieved from PubChem
BioAssay benefited the study in various ways. First, it gave the
most realistic training and test sets, as the lack of activity of these
compounds was not assumed. Second, a much higher number of
property-unmatched decoys could be identified as an effective
substitute of true inactives in the training set (Fig. 4H). Third, the
consistency of the results across two different test sets could be
established. Lastly, property-matched DeepCoys could be identi-
fied as an alternative to true inactives in the test set, as they posed
a similar level of difficulty (Fig. 4F).

Regarding ML algorithms, there is no strong advantage of using
one over another. As it has been observed in other targets [23,29]
and problems [60,61], deep learning algorithms are not always bet-
ter than other algorithms on average across cases. By contrast, the
featurization scheme, or representation, affected performance
much strongly, as schemes other than GRID or PLEC were much
less predictive. GRID-based SFs were significantly more accurate
than PLEC-based SFs, but the former has the disadvantage of taking
around 100 times more computing time than the latter (for feature
extraction and model training altogether). The vast majority of
research in this area presents the application of either a new algo-
rithm or new representation. Interestingly, our results suggest that
the way synthetic training data (docked actives and inactives) are
generated and used is of higher importance.

The PDL1-specific MLSFs strongly outperformed generic ML
ones (Fig. 4B). Thus, it is worthwhile to spend the resources
required to build SFs tailored to PDL1 SBVS, which might include
mining patent data as it was the case here. These MLSFs were in
turn much more predictive than non-MLSFs (Fig. 4A). In particular,
IFP obtained the worst performance despite being found to be
more predictive than two actives-only generic MLSFs on other tar-
gets [57] (this study did not consider CNN-Score or target-specific
MLSFs). This outcome has also been observed when comparing IFP
to MLSFs on other targets [62].
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Methods

Mining chemical and bioactivity data from patents

A data set of PDL1 dimerizers and their activity values were
obtained from the patent 1 (WO2015034820A1) and patent 2
(WO2015160641A2), consisting of 297 and 371 compounds tested
against PDL1, respectively. For each patent, bioactivity data were
retrieved using an in-house R script complemented with manual
curation. First, the read_html function from the R package xml2
was used to read the html page [63]. The html_nodes and html_text
functions from the R package rvest were employed to select the
html nodes containing the IUPAC (International Union of Pure
and Applied Chemistry) name of each compound corresponding
to a bioactivity and to extract texts from the html page, respec-
tively [64]. IUPAC names of compounds were manually inspected
and curated. Second, SureCHEMBL searches on the patents
WO2015034820A1 and WO2015160641A2 were performed to
obtain the SMILES (simplified molecular input line entry specifica-
tion) strings that correspond to the IUPAC names retrieved above
[65]. Third, the left_join function from the R package dplyr was
applied to link each measured bioactivity range to its correspond-
ing chemical structure, by IUPAC names. As a result, the informa-
tion gathered for each molecule includes its SMILES string, its
IUPAC name, its compound ID and its potency. The activity of the
molecule, measured with a homogeneous time-resolved fluores-
cence (HTRF) binding assay, was reported as one of the following
active concentration ranges: 6–100 nM, 110–1000 nM, 1010–
10,000 nM for the actives of patent 1; 0.6–10 nM, 10.01–100 nM,
100.01–20,000 nM for those of patent 2. For each range, the value
equal to 50 % of the upper limit was chosen as its representative;
therefore, the actives of patent 1 have active concentrations
reported at either 50 nM, 500 nM, or 5,000 nM; and those of patent
2 at either 5 nM, 50 nM, or 10,000 nM.
Preparing sets of inactives (RandomDecoys, DeepCoys, TrueInactives)

Three types of inactives were employed. First, RandomDecoys
are property-unmatched decoys selected randomly from a pool
of 265,450,385 molecules from the ZINC database [58] (1000
decoys per active were selected, each as a ready-to-dock 3D con-
former, at reference pH only, not reactive according to filters). Sec-
ond, DeepCoys are property-matched decoys that were generated
using DeepCoy, a novel method based on graph-generative neural
network (NN) models [44]. Briefly, this method takes an active
molecule as an input and generates new structurally-dissimilar
molecules with similar physicochemical properties (listed in the
supplementary information). To achieve this goal, new molecules
are created in an iterative and bond-by-bond manner from a pool
of atoms, while ensuring the chemical validity of the generated
molecules by incorporating a set of permitted atom types and com-
plying to basic atomic valency rules. The generative models con-
vert the graphs of active molecules into property-matched
decoys under an augmented variational autoencoder setting,
employing standard gated-graph NN in both the encoder and the
decoder. Third, TrueInactives are molecules retrieved from Pub-
Chem BioAssay[59] (accession number AID 2316). The data origi-
nated from an in vitro screen of a chemical library of 28,781
compounds against the PD1/PDL1 interaction, which turned out
to be all inactive but one, and hence constitute true inactive mole-
cules. To compare the physicochemical property space of the TrueI-
nactives and the patent actives, we analyzed their Lipinski’s rule-
of-five descriptors (supplementary information). Figure S3 shows
a substantial overlap between TrueInactives and the 668 actives
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in the spanned physicochemical space, thus precluding the possi-
bility of trivial active-inactive discrimination.

Crystal structures of PDL1 in complexes with small-molecule ligands

A total of 33 crystal structures of PDL1 were downloaded from
the Protein Data Bank in Europe (PDBe) [66] and superimposed.
PDB structures without a ligand or with monoclonal antibodies
were removed. Only the PDB crystal structures containing small
molecules binding with PDL1 in a non-covalent manner and
resolved in X-ray diffraction studies were further considered. Thus,
seven structures associated with seven dimerizers reported in BMS
(Bristol-Myers Squibb) patents 1 (WO2015034820A1) and 2
(WO2015160641A2) were retained, including PDB IDs 5J8O,
5 J89, 5N2D, 5N2F, 5NIU, 6NM8, and 6R3K, with resolutions (Å)
at 2.30, 2.20, 2.35, 1.70, 2.01, 2.79, and 2.20, respectively. A recent
analysis concluded that these structures are promising to support
SBVS efforts against the unconventional binding pocket of the
PDL1 dimer [11]. Here we focused on 6NM8, which was the struc-
ture selected for cross-docking [11] and yielded here the best per-
formance in this preliminary assessment using Smina (see
supplementary information).

Docking all molecules into the target structures

The preparation of each molecule (smi format) was carried out
using the ChemAxon suite (version 21.18.0) [67] according to the
following steps: (i) inorganics and mixtures were removed, (ii)
the SMILES strings were converted into optimal 3D structures,
(iii) specific chemotypes were normalized, and (iv) duplicates were
removed; thanks to the options Strip Salts, Aromatize, Clean3D, Tau-
tomerize at pH 7.4, Neutralize and Remove Explicit Hydrogens [68]. At
the end of these steps, a 3D structure (in sdf) was returned for each
ligand. From this, mol2 files were next generated using the Open
Babel software (version 2.3.1)[69] and the integrated MMFF94
force field (--gen3D option). The final output files were ready for
the subsequent docking procedure.

The PDL1 homodimer structures (in the pdb file format) were
downloaded from the Protein Data Bank and were prepared using
the DockPrep tool of Chimera (version 1.15) [70], according to rec-
ommended parameters [71] and similarly to a previously described
workflow [72].

The Smina software (version 2019–10-15), a fork of AutoDock
Vina (version 1.1.2), was used to carry out molecular docking
[18]. The search space was centered on the position of the ligand
structure bound to the PD1 binding site (--autobox_ligand option),
and its volume was set at 30 x 30 x 30 (Å3) so that the ligands
would have sufficient space to rotate. The active site of the protein
structure was defined using the coordinates of the bound ligand
[73]. The Smina docking code was executed using the following
additional options: number of restarts for the conformational
search algorithm (--exhaustiveness = 1) and number of poses to
output per docked molecule (--num_modes = 1). All output poses
were saved as multi-mol2 files. The binding free energy of each
docked molecule was computed by the Smina generic SF.

Calculating features for each docked molecule

Each docked target-ligand complex must be numerically
encoded as features to enable supervised learning [74,75]. We ini-
tially considered the following featurization schemes: interaction
fingerprints (IFP) [56], RF-Score version 2 features (RF-Score-v2)
[74], protein–ligand extended connectivity fingerprints (PLEC)
[53], and 3D grid-based features from RDKitGridFeaturizer (GRID)
[54]. Our preliminary tests (data not shown) revealed that PLEC
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and GRID were clearly the most predictive for SBVS in PDL1 and
thus we focused on these two schemes alone.

PLEC [53] fingerprints represent a sub-type of extended-
connectivity fingerprints (ECFPs), where only atoms in contact
with another molecule are considered. For a pair of protein–ligand
atoms whose distance in 3D space does not exceed a user-defined
threshold (referred to as ‘‘interacting atoms”), one or more ‘‘envi-
ronments” are identified for each of them (the ‘‘root” atom). The
aforementioned distance threshold is defined using the distance_-
cutoff parameter of the ODDT [76] (https://github.com/oddt/oddt)
PLEC function, and was set at 4.5 Å in this study. Each environment
covers the ‘‘root” and its neighbors found within a diameter of i
bonds, i being an integer value such that 0 � i � n, where n defines
the largest environment of an atom and is also user-supplied, using
the depth_protein parameter if the ‘‘root” is part of the protein, or
the depth_ligand parameter if otherwise (set at 5 and 1 in this
study, respectively). Atomic features of the ‘‘root” atom are regis-
tered, including (i) its atomic number, (ii) the number of neighbor-
ing heavy atoms, (iii) the number of attached hydrogens (implicit
and explicit), (iv) the atomic mass, (v) the formal charge, (vi) ring
membership and aromaticity. Each previously identified protein
environment is then paired with a ligand environment having
the same depth (protein environments with a depth larger than
the maximal depth of ligand ones are paired with the largest ligand
environment, or vice versa). All possible environment pairings (for
an interacting protein–ligand atom pair) are hashed, using the
Python hash function, and folded to a certain fingerprint size deter-
mined by users (size parameter, 4092 in this case).

The GRID featurization scheme imposes, for each protein–li-
gand complex, a box whose center is placed on the centroid of
the bound/docked ligand. The size of the box is defined by the
box_width parameter of the RDKitGridFeaturizer from the deepchem
Python package (left as default, i.e. 16 Å, in this study). The box is
then subdivided by a grid into voxels of the same size, which is
user-defined by the voxel_width parameter (set at 16 Å in this case,
as observed in the literature [51,52]. For each voxel, intra-ligand,
intra-protein, and intermolecular interaction fingerprints would
then be generated, taking into account all intra-voxel ligand atoms
and intra-voxel protein atoms which are found within 4.5 Å from
any ligand atom. Intra-ligand and intra-protein fingerprints are
computed using ECFPs of radius r and 2n bits (r determined by
the ecfp_degree parameter, set at 2 in this study; n determined by
the ecfp_power parameter, herein set at 9), then hashed together
to form a vector of 512 bits. Intermolecular interactions in each
voxel are then enumerated, distributing all intra-voxel protein–li-
gand atom pairs into three bins according to their intra-pair dis-
tance: 0–2 Å, 2–3 Å, 3–4.5 Å. For each pair, the structural
protein–ligand interaction fingerprints (SPLIFs) of 2m bits (m deter-
mined by the splif_power parameter, set at 9) are registered, and
the fingerprints of each distance bin are then hashed into a vector
of 512 bits (i.e. 1536 bits for three bins). The number of hydrogen
bonds whose lengths fall into each of the three ranges 2.2–2.5 Å,
2.5–3.2 Å, 3.2–4.0 Å is counted, along with the number of salt
bridges, for each voxel. All above-mentioned intra-voxel features
are finally concatenated, yielding a vector of 2052 features (i.e. a
2052-bit fingerprint) per voxel in the end.

Training-test data partitions

As the selected patents contain compounds chemically different
from each other (Figure S2), we used patent 1 (WO2015034820A1)
actives in the test set and patent 2 actives (WO2015160641A2) in
the training set. This is aimed at evaluating the ability of the mod-
els to identify not only unseen active molecules, but furthermore
those with novel scaffolds. For actives-only classifiers, the poten-
cies of 366 molecules were labeled as high and the remaining
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302 as low depending on whether their pIC50 was above or below
7 (100 nM), respectively. To enable regression, we assigned Ran-
domDecoys, DeepCoys, and TrueInactives a low pIC50 value of 2.
Table 1 specifies the sets of inactives employed in each partition.
Re-scoring docked molecules with generic SFs

To complement the Smina classical SF, we considered several
other generic SFs. First, the similarity of docked molecules, in terms
of IFPs with the protein, to the co-crystallized ligand of the X-ray
structure employed for docking was found to be the most predic-
tive in SBVS against other targets [57]. Second, CNN-Score [77]
gave better VS performance on PDL1 in preliminary tests than
other generic MLSFs (RF-Score-VS v2 [32] and DenseFS [34]). We
only tested CNN-Score on all test sets to avoid overcrowding our
PRC plots. In this manner, we had as baselines one generic SF from
each class (classical, interaction-based, ML).

The IFP module from the IChem package (version 5.2.9) was
used to compute the Tanimoto score between the IFP of each
docked pose and that of the crystal 6NM8 ligand (HET code:
KSD). Molecules whose docked poses were more similar to the
crystal template, in terms of IFPs (higher Tanimoto scores), were
regarded as more likely to bind according to IChem developers.
The module requires, as input files, the 3D structure (mol2) of
the receptor as well as the 3D coordinates (mol2) of the crystal
ligand and of each docked pose to calculate the corresponding IFPs,
on the basis of all receptor residues engaging in direct interactions
with the small molecules. The IFPs take into account seven features
per ligand (crystal or docked) as follows: hydrophobic, aromatic
(face to face), aromatic (edge to face), hydrogen bond (protein
atom as donor), hydrogen bond (protein atom as acceptor), electro-
static (positively charged protein atom), and electrostatic (nega-
tively charged protein atom).

CNN-Score re-scores docked molecules using the score_only and
cnn_scoring options of the gnina function in GNINA 1.0, a deep
learning framework for molecular docking [77]. This generic MLSF
is an ensemble of five CNN models selected to balance pose predic-
tion, VS performance and runtime: dense (1,429,790 training
instances), general_default2018 (11,324 training instances),
default2017 (1,429,790 training instances), crossdock_default2018
(13,839 training instances) and redock_default2018 (13,780 train-
ing instances). Each of the models was trained using a different
training set and a different model architecture, as previously
described [55,77]. CNNs are the state of the art in 2D image recog-
nition. CNN-Score treats the full 3D ‘‘images” of protein–ligand
complexes as a generalization of 2D images. Each voxel represents
a cube divided by a regular 3D grid with features describing its
atomic contents. The entire set of voxel features from the complex
is then employed to rescore docked poses. However, the dimen-
sionality of a 3D voxel is much higher than that of a 2D pixel (each
pixel usually has three features, each specifying the intensity of a
primary colour), which makes it a harder problem for the CNNs.
Developing PDL1-specific MLSFs

These SFs were implemented for each data partition and featur-
ization scheme using the following supervised learning algo-
rithms: random forest (RF) [78], extreme gradient boosting (XGB)
[79], support vector machine (SVM) [80], deep neural network
(DNN) [81], and artificial neural network (ANN). Implementation
and hyperparameter tuning details can be found in supplementary
information.

https://github.com/oddt/oddt
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Measuring SBVS performance

Precision-recall (PR) curves are useful for assessing VS perfor-
mance when the classes are highly imbalanced, as in this case.
The PR curve here depicts the trade-off between precision (a mea-
sure of result relevance) and recall (a measure of completeness) in
the test molecules ranked by the score of a given model (a higher
score indicates that the molecule is more likely to have the activity
of interest). The PR area under the curve (PR-AUC) of each model-
test set pair was computed using the scikit-learn toolkit (version
1.0.2).
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